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Abstract
Quantum cascade lasers (QCLs) are bright, coherent sources, which operate at midinfrared and terahertz wavelengths. The 2012 discovery that they also lock to form
broadband combs has enabled applications such as dual comb spectroscopy, in which
high signal to noise broadband spectra can be taken on millisecond timescales, impossible
with the older globar technology. The locking is passive, requiring no external stimulus
or separate absorber. Before the start of this thesis, it was already well understood that
the comb forms by combination of spatial hole burning and four-wave mixing, and that
the emission should tend to a constant intensity with time rather than a pulse train
owing to the strong damping in the active region. Questions remained though on the
exact nature of the state, experimental evidence lacking in the mid-infrared.
This is a rich dynamical system, comprising parts with diﬀerent characteristic timescales
working together to form a stable comb emission. Understanding experimentally how the
emission evolves with time serves as both a useful, granular comparison for simulation,
and as a direct characteristic for applications which seek to take advantage of the higher
peak brightness and lower electrical dissipation of a pulse driven laser. We use a technique which makes use of a boxcar integrator to track the spectral evolution from <10 ns
to 1 µs. We find significant broadening over these timescales (< 1 µs) compared to when
driven with a constant bias, which could find application in similar space to quasi-CW
driving of DFB lasers.
Together, the spectral amplitude and phase determine whether the comb in the time
domain is a pulse train, frequency modulated (FM, broadband continuous wave), or
something else. For the QCL, models had predicted a so-called pseudo-random type
of FM, whereby within each identical period, the laser would exhibit a complicated
chirp pattern. For such an emission, standard pulse characterisation techniques are
unsuitable. We use a coherent technique called SWIFTS (Shifted Wave Fourier Transform
Spectroscopy), which works by spectrally resolving the the beats between neighbouring
mode pairs, thereby directly measuring their phase diﬀerences. Applied to a broadband
mid-IR comb, we found what is now understood to be quite a general behaviour in QCLs
and other laser systems: a periodic linear chirp, laser sweeps its bandwidth from its
longest wavelength to its shortest. Moreover, we confirmed 3 key properties of the comb:
that the state was reproducible, stable in time, and tunes smoothly with current.
Armed with knowledge of the phase and stability properties, the laser output can be
converted to a stable pulse train by suitably delaying the diﬀerent frequency components.
Since the phase of the linear chirp takes on a simple form - broadly speaking a parabola
- means for such lasers we do not need to use the more sophisticated/less commercially
attractive spatial light modulator for example, which is diﬃcult to come by aﬀordably
in the mid-IR. Instead, we opt for a grating based stretcher-compressor, a staple of
the ultrafast community, which can be constructed relatively cheaply using oﬀ the shelf
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optical components. With this, we were able to modify the emission from ⇠CW with
134 ps period, to a train of pulses of width around 12 ps, and increase the peak intensity
to average ratio from 4 to 40. For the future, this implies eﬀorts can be concentrated on
generating broader, flatter spectra, e.g. through bandstructure engineering or microwave
injection, which in turn are expected to yield a more parabolic phase to better fit the
compressor’s transfer function.
Ring QCLs are expected to behave very diﬀerently from Fabry-Pérot ones, since spatial
hole burning is absent when operating unidirectionally. Indeed, comb spectra in rings
tend to be structurally diﬀerent, and indeed much narrower, despite carrying comparable
levels of optical power. We studied diﬀerent ring QCLs, using a combination of dual
comb spectroscopy and SWIFTS to measure their phase. In a first experiment, we find
unidirectional lasing, and a quiet comb state with significant amplitude modulation. In
a follow-up experiment, we find a laser emitting a sech2 spectrum, a signature of soliton
emission, atop a CW background. Its measurement indeed confirms that this is a pulse,
and with a grating filter, we separate it from the background. In this way, from a DC
pumped QCL, are able to extract 3.7 ps pulses.
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Zusammenfassung
Quantenkaskadenlaser (QCLs) sind helle, kohärente Quellen, die bei mittleren Infrarotund Terahertz-Wellenlängen arbeiten. Die Entdeckung von 2012, dass sie auch Breitbandkämme bilden, hat Anwendungen wie die Dual-Kamm-Spektroskopie ermöglicht, bei
der Breitbandspektren mit hohem Signal-Rausch-Verhältnis auf Millisekunden-Zeitskalen
aufgenommen werden können, was mit der älteren Globartechnologie nicht möglich war.
Die Synchronisation ist passiv und erfordert keine externe Anregung oder separate Absorber. Vor Beginn dieser Arbeit war bereits klar, dass sich der Kamm durch die Kombination von räumlichem Lochbrennen und Vierwellenmischung bildet und dass die Emission aufgrund der starken Dämpfung eher zu einer konstanten Intensität als zu einer
Impulsfolge tendieren sollte im aktiven Bereich. Es blieben jedoch Fragen zur genauen
Natur des Zustands, experimentelle Beweise fehlten im mittleren Infrarot.
Dies ist ein reichhaltiges dynamisches System, das Teile mit unterschiedlichen charakteristischen Zeitskalen umfasst, die zusammenarbeiten, um eine stabile Kammemission
zu bilden. Das experimentelle Verständnis der zeitlichen Entwicklung der Emission dient sowohl als nützlicher, granularer Vergleich für die Simulation als auch als direktes
Merkmal für Anwendungen, die die höhere Spitzenhelligkeit und die niedrigere elektrische
Verlustleistung eines pulsbetriebenen Lasers nutzen möchten. Wir verwenden eine Technik, die einen Boxcar-Integrator verwendet, um die spektrale Entwicklung von <10 ns
bis 1 µs zu verfolgen. Wir finden eine signifikante Verbreiterung über diese Zeitskalen
(< 1 µs) im Vergleich zur Ansteuerung mit einer konstanten Vorspannung, die in ähnlichen Bereichen wie die Quasi-CW-Ansteuerung von DFB-Lasern Anwendung finden
könnte.
Zusammen bestimmen die spektrale Amplitude und Phase, ob der Kamm im Zeitbereich ein Pulszug, frequenzmoduliert (FM, Breitband-Dauerstrich) oder etwas anderes ist.
Für die QCL hatten Modelle einen sogenannten Pseudo-Random-Typ von FM vorhergesagt, wobei der Laser innerhalb jeder identischen Periode ein kompliziertes Chirp-Muster
aufweisen würde. Für eine solche Emission sind Standard-Pulscharakterisierungstechniken
ungeeignet. Wir verwenden eine kohärente Technik namens SWIFTS (Shifted Wave
Fourier Transform Spectroscopy), die durch spektrale Auflösung der Schwebungen zwischen benachbarten Modenpaaren funktioniert, wodurch deren Phasenunterschiede direkt
gemessen werden. Angewendet auf einen breitbandigen Kamm im mittleren IR-Bereich
haben wir festgestellt, dass QCLs und andere Lasersysteme heute als recht allgemeines
Verhalten verstanden werden: ein periodischer linearer chirp, laser durchstreicht seine
bandbreite von seiner längsten zu seiner kürzesten. Darüber hinaus haben wir drei Schlüsseleigenschaften des Kamms bestätigt: dass der Zustand reproduzierbar, zeitstabil und
reibungslos mit Strom abstimmt.
Ausgestattet mit Kenntnissen der Phasen- und Stabilitätseigenschaften kann die Laserleistung durch geeignete Verzögerung der verschiedenen Frequenzkomponenten in einen
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stabilen Pulszug umgewandelt werden. Da die Phase des linearen Chirps eine einfache
Form annimmt - im Großen und Ganzen eine Parabel - bedeutet für solche Laser, dass
wir beispielsweise nicht auf den komplexeren/weniger kommerziell attraktiven Spatial
Light Modulator zurückgreifen müssen, der in der Welt schwer zu bekommen ist MitteIR. Stattdessen entscheiden wir uns für einen gitterbasierten Stretcher-Kompressor, ein
Grundnahrungsmittel der ultraschnellen Community, der relativ kostengünstig mit handelsüblichen optischen Komponenten konstruiert werden kann. Damit konnten wir die
Emission von ⇠CW mit einer Periode von 134 ps zu einer Impulsfolge mit einer Breite von
etwa 12 ps modifizieren und das Verhältnis von Spitzenintensität zu Durchschnittswert
von 4 auf 40 erhöhen. Für die Zukunft bedeutet dies, dass sich die Bemühungen auf die
Erzeugung breiterer, flacherer Spektren konzentrieren können, z. B. durch BandstrukturEngineering oder Mikrowelleninjektion, von denen wiederum erwartet wird, dass sie eine
parabolischere Phase ergeben, um der Übertragungsfunktion des Kompressors besser zu
entsprechen.
Es wird erwartet, dass sich Ring-QCLs sehr anders verhalten als Fabry-Pérot-QCLs,
da beim unidirektionalen Betrieb kein räumliches Lochbrennen stattfindet. Tatsächlich
neigen Kammspektren in Ringen dazu, strukturell unterschiedlich und tatsächlich viel
schmaler zu sein, obwohl sie vergleichbare optische Leistungen aufweisen. Wir untersuchten verschiedene Ring-QCLs mit einer Kombination aus Dual-Kamm-Spektroskopie
und SWIFTS, um ihre Phase zu messen. In einem ersten Experiment finden wir unidirektionales Lasern und einen ruhigen Kammzustand mit signifikanter Amplitudenmodulation. In einem Folgeexperiment finden wir einen Laser, der ein sech2 -Spektrum
aussendet, eine Signatur der Solitonenemission, auf einem CW-Hintergrund. Seine Messung bestätigt tatsächlich, dass es sich um einen Puls handelt, und mit einem Gitterfilter
trennen wir ihn vom Hintergrund. Auf diese Weise können aus einem DC-gepumpten
QCL Impulse von 3,7 ps extrahiert werden.
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Chapter 1

Introduction
1.1. Optical frequency combs
The optical frequency comb is a remarkable form of light, equivalent to hundreds, thousands, or even millions of highly monochromatic lasers[1] locked in phase, each one n
detuned from its neighbour identically by the repetition rate frep . In this way, they together form a continuous spectrum of equidistant lines, uniquely and precisely with the
frequency
fn = fceo + nfrep

(1.1)

and like that, a spectrum which may span an octave or more is distilled to just two
parameters: a common oﬀset from zero, fceo , and the mode spacing, frep .

Figure 1.1.: A pulse train results in a comb spectrum, which the is pulse spectrum sampled at the arrival rate frep . A constant pulse-to-pulse phase shift
CEO
shifts all modes by fceo . For an ideal comb, the field is otherwise perfectly
periodic.
A mode locked laser is the source that comes foremost to mind when thinking of
frequency combs. In the time domain, these emit a train of nearly identical pulses, as in
Fig. 1.1 (b), separated by the repetition time Trep , the inverse of the mode spacing frep .
Ideally, adjacent pulses diﬀer from one another by only the phase of the carrier, which
results from the diﬀerence in average group and phase velocities experienced by the pulse
as it circulates the laser cavity. While this may be a great number of optical cycles, the
only important diﬀerence between the pulses is the pulse-to-pulse change in phase of the
carrier with respect to the peak of the envelope,
CEO . Expressed as a frequency, this
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is then fceo = frep CEO /2⇡, and by construction must fall between 0 and frep . Note
that a comb need not be built from a train of pulses, and in fact frequency modulated
(FM) combs are the class most relevant to this work. The only condition is periodicity
of the electric field, up to the per period phase slip described by fceo .
The two comb parameters in Eqn. 1.1 frep and fceo have inevitably a time dependence,
interpreted as timing jitter and carrier phase noise. Such a comb - i.e. light which
instantaneously obeys Eqn. 1.1, but whose parameters still undergo some random walk
- are free-running or unstabilised combs. The following relationships must hold true:
d rep
d n
d ceo
=
+n
dt
dt
dt

(1.2)

d rep
d n
d n d n b
=b
=
(1.3)
dt
dt
dt
dt
dt
where n , ceo , rep is the phase of mode n, the CEO, and repetition rate, respectively,
and b is some oﬀset. That is to say, all modes are phase correlated - if the phase of
some distant tooth changes, it must be true that this must have felt simultaneously by
all modes of the comb, which practically requires a fast locking nonlinearity. Such combs
are contrasted to fully stabilised combs, for which both degrees of freedom are rigidly
locked against some stable reference. Such noise is clearly unacceptable for precision
metrology and for observing any phase sensitive coherent eﬀects, and the linewidth will
aﬀect integration times for coherent spectroscopy experiments.
Locking any two components of the comb defines the absolute mode position and
linewidth of all teeth in the spectrum; for metrological combs, those are fceo , locked by a
self-referencing scheme[2] (see subsection 1.1.2), and a line close to an optical transition
of an isolated ion, for example 199 Hg1 , via an intermediate CW laser[3].
In this way, sub-Hz linewidths over 1 second result at 100 s of THz, transferred to a
repetition rate which may be 0.1-10 GHz, with the state of the art oﬀering precisions
down to 10 18 , representing a 2-3 order of magnitude decrease in the required integration
time to reach desired precision, which can now reach 21 digits in 27 hours[4].
d

n+b

1.1.1. Applications
Comb sources find wide application, from metrology, spectroscopy, LIDAR, and communications. In this first section we briefly discuss some of these, and the comb properties
which make them preferred.
One of the first applications to fully exploit the properties of frequency combs was in
measuring the absolute frequency of light. An absolute measurement must be referenced
to some metrological standard, the transition at about 9.193 GHz between the two hyperfine ground states of caesium-133 defining the primary standard for time and frequency.
In order to compare light to the standard, i.e. the microwave output of an atomic clock,
we must bridge 3-5 orders of magnitude of frequency.
In the past, this was achieved with a setup called a frequency chain (e.g. [5–7]). Such
a chain is made up of oscillators, increasing in frequency in the upstream direction. The
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output of each oscillator is compared to and locked to the nth harmonic of the previous
stage, obtained by passing through some nonlinear element, all loops referenced to the
standard. In this way, the coherence is transferred and the optical frequency at the
output of each stage known exactly. In the downstream direction, a laser is locked to
the test transition, and longer wavelength sources may in turn be locked to this. The
chain will cascade until some pair of lines is close enough in frequency that they can be
compared and counted in the microwave domain.
Such systems are cumbersome to build and operate, containing diﬀerent maser/laser
sources across the spectrum, each with their idiosyncrasies. Miniaturisation is also nigh
on impossible, rendering such setups unsuitable for future clocks based on optical frequency standards.
The frequency comb has natural timescales in both the optical domain and the RF
domain, meaning that they can be directly locked to the microwave primary standard.
When properly referenced, the comb becomes the optical analogue of a ruler, an instrument to measure some unknown frequency ⌫unknown which lies between any two of its
ticks, as in Fig. 1.2 (a). Superimposed and shined on a square law detector as in (b),
they will produce a measurable microwave beat at ⌫unknown (fceo + nfrep ). By complimenting knowledge of fceo and fr with an estimate of n, taken by a suﬃcient but low
resolution auxiliary measurement, you can measure ⌫unknown within the resolution of the
comb, given by ⌫/fr .
This goes both ways. The comb can be also be locked to an optical frequency standard,
and the repetition rate (by virtue of the comb’s role as an optical frequency divider[8])
then provides a natural accessible clock. Optical clocks already now outperform their
caesium atomic clock counterparts, and have the potential still to improve by several
orders of magnitude. These systems are typically based on mode-locked lasers, and are
vastly simpler to build, operate, and maintain than the older frequency chains[5, 7],
almost completely replacing them within a few years of their introduction. Moreover,
the stability can be transferred great distances directly over fibre, with several clock
distribution networks now operating[9]. This will directly impact the global positioning
system, cellular communications network, and astronomy.
Aside from metrology, they make for excellent quiet, tuneable RF synthesisers at frequencies traditional electronic oscillators struggle to reach, realised simply by detecting
the pulse train[10].
Combs are also now indispensable tools in spectroscopy, particularly collimated sources
which carry considerable advantages over the traditional globar source for targeted absorption lines. The two most important spectral regions for spectroscopy are the terahertz, e.g. for non-invasive hyperspectral imaging[11], where e.g. the blister type packaging is transparent, and the mid-infrared. The latter, spanning 2-20 µm, contains
the molecular fingerprint region, where many interesting substances show rotational vibrational resonances/strong absorption cross sections[12]. Fortuitously, there are two
atmospheric windows within, from 3-4.5 µm, and again from 8-13µm, which makes possible trace gas detection at sensitivities of 1 ppb[13] in the context of environmental
monitoring, as well as standoﬀ-detection[14, 15]. It is the most deeply studied spectral
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Figure 1.2.: (a) Lines of an optical frequency comb sit exactly on an equidistant grid
of spacing frep and oﬀset fceo . It can be used to precisely determine the
frequency of an unknown optical oscillator at ⌫unknown by beating the two
on a square law detector, as shown in (b). A line at the diﬀerence frequency
between ⌫unknown and its nearest neighbour will appear in the radio frequency
spectrum, which can be measured using a frequency counter.
region.
Since the spectrum is discrete and the lines narrow, a frequency comb oﬀers a spectroscopic resolution in principle limited to the linewidth of a tooth, substantially better than
possible with a globar and conventional interferometer. In direct comb spectroscopy[16],
one tooth of a comb is set in near-resonance with an optical transition, and the response
recorded on a photodetector. By tuning one of the comb parameters (frep or fceo ), the absorption and lineshape can be accurately recorded. Combined with a shutter (feasible for
low MHz repetition rate pulsed combs), coherent eﬀects may also be time resolved[16]).
They may also be used as a source for a conventional spectrometer (Fig. 1.3) to perform broadband spectroscopy[17]. In this case, a high repetition rate allows the modes
to be fully resolved with little travel, and therefore and accurate, undistorted measurement of the intensities, and the modes can be uniquely mapped by the comb parameters
("self-calibrating"). High per mode brightness also reduces the integration time.
Probably the most important development in this field in the last two decades was
dual-comb spectroscopy, first demonstrated by Keilmann et. al. in 2004[18]. It requires
two combs whose spectra overlap; one is the reference, the other is the sample. The sample comb is passed through the sample, which imprints its transmission spectrum, and the
two beams are combined on a beam splitter and detected. If the repetition rates of the
two combs are slightly detuned from one another, and their oﬀsets close, then the radio
frequency spectrum recorded can be directly mapped to the optical spectrum. There are
several advantages: there are no moving parts, meaning the technique is mechanically robust, and not constrained to mechanical speeds; bright lines and high frequencies means
fast acquisition times, of suﬃcient fidelity moreover to observe dynamical behaviours[19];
if stabilised, they permit sub-Nyquist sampling, can allow further squeezing of informa-
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Figure 1.3.: (a) A comb passes through an absorption cell filled with a gas sample. After some interaction length, the light emerges with absorption features imprinted, and is measured with a spectrometer. By comparing the attenuated
comb to a reference measurement, a sampled transmission spectrum is retrieved. The comb may be tuned to fill in the gaps. The resulting curves are
then fit e.g. to the HITRAN database to retreive the unknown parameters.
(b) A QCL is directly modulated with a message signal m(t) at baseband,
which will appear on all lines of the comb. Reaching a square law detector,
the message is retrieved at the comb repetition rate.

tion into the same acquisition bandwidth[20].
Another arena mid-IR combs attract interest is free space optical communications
within the atmospheric windows, in order to bridge the gap between the fibre network
and the remote premises in the so-called last mile problem. These sources make an interesting trade-oﬀ, in that their collimation properties and potential bandwidths give
them an advantage over millimeter-wave proposals, while favourable Rayleigh scattering
4 ) at long-wave IR permits longer propagation distances than other proposals at
(/
telecoms wavelengths; they are moreover eye-safe. Of course, it requires direct line-ofsight, which could be restrictive for more complicated landscapes. Nonetheless, some
research has been done using quantum cascade lasers, which have intrinsic cutoﬀ frequencies in principle as higher than 100 GHz[21], and are therefore very interesting for
direct modulation. Communication type experiments have been done for single mode
lasers[22, 23], and moreover on-chip I-Q modulation has been demonstrated[24], which
can be directly read from the beat. Used in such a simple way, the comb oﬀers a degree
of robustness to channel perturbations, and in fact, the carrier recovery is automatic. Of
course, wavelength division multiplexing would oﬀer the greatest use of the full band-
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width, which can easily exceed 2 THz.i
Another application is comb based LIDAR, where both high precision and short acquisition times are desirable for agile target tracking. This requires high optical bandwidth,
repetition rates, and coherence. For example, in [26], they achieve a precision of 5 nm at
30 km with a 60 ms measurement time.
A comprehensive review of the developments of optical frequency combs over the last
two decades can be found under[27]. For specifically the mid-infrared, the review from
Schliesser[28], and more recently the overview from Picque[29].

1.1.2. Self-referencing
A fully stabilised and referenced comb is required for certain types of metrology, and, for
field sensitive experiments, this extends to direct control of the carrier phase. This entails
locking either a pair of comb lines, one line and fceo or frep , or both fceo and frep . Both
frep and fceo are typically microwave frequencies, well within the capability of modern
electronics, and so operating directly on these is convenient. Both parameters then assuming independently controllable, that is to say, there exists some set of actuators for
which a degree of orthogonality in the two parameters exists - can be directly and fully
locked to metrological standards. Such control is usually enacted through the optical
pump power, by mechanical adjustment (e.g. piezoelectric modulation of the cavity
length), or, in some cases, by slaving one tooth of the comb to an optical reference.
Usually the preferred configuration involves locking fceo and either another line, or the
repetition rate directly. This self-referencing is generally more practical, since knowledge
of the comb parameters then does not require the use of a frequency standardii .
While the repetition rate is straightforward to obtain by direct detection, with tens
if not hundreds of harmonics available depending on the cavity length and detection
bandwidth, the carrier envelope oﬀset does not modify the shape of the envelope, and so
cannot be found this wayiii . Probably the major breakthrough was in the now-called f-2f
interferometer, which was introduced, by Telle et. al. in [2]. The key idea is to frequency
double an (approximately) octave spanning comb, and to beat its long wavelength tail
with the short wavelength tail of the original comb (Fig. 1.4). In this case, terms where
m = 2n will all interfere to produce a measurable tone whose noise properties are identical
to those of the oﬀset frequencyiv .
2(fceo + nfrep )

(fceo + mfrep )|m=2n = fceo

(1.4)

One further, crucial, insight was then that modifying the carrier-envelope phase was
equivalent to modifying the group delay of the pulse within the period[31], easily achieved
i

There is also research on chaotic communications for private links[25].
DFG combs, generated by (1) second harmonic generation, then (2) diﬀerence frequency generation
of the new blue components to the original red ones, are inherently oﬀset free[30]
iii
Or simply note that the diﬀerence between any pair of modes fi f i + j = (fceo + ifr ) (fceo + jfr ) =
(i j)fr will never yield a term in fceo
iv
In a more recent work, Okubu and coworkers demonstrated a simple oﬀset free comb using a balanced
detection scheme, whereby they locked frep fceo to frep + fceo , cancelling the oﬀset.
ii
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Figure 1.4.: Principle of f-2f interferometry. The light is focussed onto a (2) medium,
generating the second harmonic. If the comb is close to octave spanning, the
short wavelength teeth of the fundamental comb will overlap with the long
wavelength teeth of the frequency doubled comb. The diﬀerence between
the two is equal to fceo , which can be extracted by heterodyning them on a
square law detector.
bulk laser systems where a dispersive prism is often present in the cavity. Combining
these ideas, Jones and coworkers demonstrated what was probably the first fully stabilised
and controlled frequency comb based on mode locked lasers.
Pump-probe experiments are field sensitive, and require phase stability between adjacent pulses. Attosecond science, done in the few-cycle regime, requires not only stability
but the control of the carrier envelope oﬀset phase[32].

1.1.3. The fixed point model
Telle et. al.[33] showed that a comb need not always be stabilised for it to be useful in
precision metrology. By definition, there must be a well defined relationship for the noise
appearing in each of the modes of the comb. By the transfer oscillator concept, a comb
can be used to bridge frequency standard in microwave domain to some optical test tone.
If the correlations are well understood, then it is possible, with knowledge of fceo and
frep , to accurately and faithfully measure the frequency and phase noise of a test tone
without introducing the noise of the comb[33, 34]. This is true up to the extent that the
motion of the comb can be described by the elastic tape model. Note that this model is
often used implicitly when discussing the noise in combs, and often in the treatment of
dual comb data.
There are many entrypoints for noise in a typical comb system (cavity length, ⇠thermal,
electronic). The fixed point model says that, for each entry point, or perturbable parameter X has a so-called fixed point associated with it, denoted ffXix . It resembles somewhat
a drawing pin in an elastic tape - in response to the pertubation, the tape expands and
contracts about this point. A mode lying at exactly this point is unperturbed, while all
those outside will stretch growing quadratically with mode number.
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Figure 1.5.: Diﬀerent frequencies in the comb will therefore experience diﬀerent shifts
when the comb is perturbed. On the left and on the right we plot the response
for a single harmonic cycle for a perturbation on two diﬀerent parameters.
A red dot in each represents the fixed point for that particular parameter,
about which the comb stretches and contracts ,much in the manner of a
pinned elastic tape.
Assuming that (a) the response can be cleanly projected onto frep and fceo (a natural
consequence of perfect phase locking), and (b) it is linear, then, with respect to some
perturbation x on X, the comb frequencies will shift according to:
✓
◆
d
d
fn = x
fceo + n
frep
(1.5)
dx
dx
The fixed point (i.e. zero shift) is then found at index:
nxfix =

fceo
frep

(1.6)

which occurs at ff ix = fceo + nxfix frep . Note nf ix is not required to be integer. Substituting in for fceo , we find
fn = ff ix + (n

nxfix )frep

(1.7)

i.e., the comb expands and contracts about the frequency ffxix . In general, perturbations of diﬀerent parameters will yield diﬀerent fixed points, and these responses will be
superimposed to the extent that the linear approximation remains valid.
Observe then (by substituting back the deltas) that the linewidth, which arises from
the various noise terms acting on the CEO phase and repetition phase, will therefore
vary across the comb spectrum, being narrowest about the fixed point of the dominant
noise contribution (and expanding quadratically away from the fixed point[35]).v
v
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As a side-note, a similar eﬀect is obvious in a dual-comb experiment, constructed such that a line of
one of the lasers is fixed by electronic or optical feedback. If locked to a common source, this one
line will be delta-like, and the linewidths of the remaining modes will expand as you move further
from that mode.

1.2. Generating optical frequency combs
Now consider what happens if one of these parameters is stabilised, taking the repetition rate for simplicity. Naturally then, you would expect the linewidth of mode n
0
to decrease by about nd fr /dx. Actually, it depends whether the derivatives fceo
and
0
fr are the same sign - if the the signs are diﬀerent, then the linewidth will actually
increase!vi

1.2. Generating optical frequency combs
Now that the basic and general qualities of a frequency comb have been discussed, we
look at various diﬀerent ways in which frequency combs are generated in the real world.
Three honourable mentions are briefly made below, namely electro-optic modulation,
Kerr lensing, and optical parametric oscillators (for conversion), but the emphasis is
placed on the techniques which are related, though perhaps indirectly, to the QCL system
discussed in this work.
Electro-optic modulators ( (2) ), or indeed acousto-optic modulators, remain a very
simple and widespread means to generate a frequency comb at a target repetition rate[37].
These are devices based on the Pockels (or opto elastic) eﬀect to modulate either the
amplitude or phase in time. Overdriven, higher order sidebands result, spaced by the
modulation frequency. Increasing the interaction length, either by cascading, including
in a loop[38], or, better, a loop resonant to the modulation frequency [39, 40], can
dramatically increase the bandwidth of the comb. The obvious advantages to this scheme
are that both the carrier frequency and the repetition rate can be set arbitrarily, subject
to tunability of the source laser and electronic bandwidth of the modulator (poor for
the AOM), respectively, and they can be tuned with unbeatable agility[27]. To some
extent, the output can also be specified as AM or FM. Naturally, the modulator should
be eﬃcient to be practically useful. The phase noise can also be made extremely low
by using a narrow linewidth input (e.g. feedback stabilised DFB) and quiet driving
oscillator. For these reasons, these were historically used to bridge gaps in fundamental
metrology, with the optical bandwidth limitation being the main issue.
Kerr lens mode locking[41] is another hugely important technique which has reliably
produced some of the shortest pulses to date. It is a passive method, which can be
understood as follows. Consider nonlinear material with Kerr parameter n2 > 0. A
Gaussian beam of suﬃcient intensity will induce a change of refractive index which is
highest at the peak, and decays quadratically with distance. This is nothing more than a
lens, and the beam will therefore tend to self-focus as it propagates, a positive feedback
loop forming between the nonlinearity and the spot size. Note then, that the higher
the intensity, the stronger the focussing eﬀect, and for the same average intensity, the
sharpest of pulses will experience the strongest focussing. Now introduce an aperture
somewhere along the optical axis. Suddenly, the system is selective - low peak intensity
vi

This is exactly the situation which has been observed for QCL combs, where the noise in fceo and frep
was shown to be anticorrelated[36]. The contributions to the phase noise partially cancel, and the
free-running linewidth is narrower than would be expected for uncorrelated or (worst case) positively
correlated.
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waveforms, which are less focussed, will have a much higher threshold than pulsed, since
a far smaller fraction of light will pass through the aperture. The main drawback for this
technique is that the intensity at the focussed spot can easily be suﬃcient to damage the
material, and this places an upper bound on the maximum pulse energy. Note that eﬀect
is relatively unimportant in semiconductor lasers due to the low saturation intensity.
Optical parametric amplification(e.g., [42] deserves mention, since it makes it possible to shift a stabilised, broadband comb from shorter wavelengths, where they can be
generated more easily, to longer wavelengths. The setup usually comprises a ring topology cavity with a (2) material (phase or quasi-phase matched, e.g. periodically-polled)
inside. Light is coupled in, and as it circulates, all combinations of signal and idler
sidebands are generated as !s + !i = !p . These are usually brought into degeneracy by
adjusting the cavity, such that !s = !i = !p /2, i.e. the out-coupled light will be at twice
the original wavelength, with cross-coupling between the pump and sidebands possibly
inducing further broadening.

1.2.1. Active mode locking

Figure 1.6.: Active mode locking: (a) a short loss section is placed into a laser cavity and is modulated at about the cavity round-trip time, or some multiple
thereof. For m = 1, this opens a single window of net gain per roundtrip, the modulator response shaping the emission each pass. Steady state
is reached when the temporal broadening due to the gain (spectral narrowing/dispersion) is balanced by the temporal narrowing/phase modulation
due to the loss. The result is generally a Gaussian pulse. (b) Estimated
pulse width ⌧p (or pulse to gain badwidth ratio) as a function of the modulation frequency fm for typical QCL parameters.
Schematically, a laser designed for active mode locking will include an electro-optic
modulator intracavity, which is driven with a microwave signal at approximately the
inverse cavity roundtrip frequency, or a harmonic thereof (Fig. 1.6 (a)). The modulation
can either be in intensity (loss modulation), or phase. This situation was analysed by
Kuizenga Siegman[43, 44] for a homogeneous gain medium by considering how a pulse
would be modified over a single round-trip under a number of simplifying assumptions,
and applying the closure (periodic) condition. They find a Gaussian pulse solution for
the amplitude modulation, and a pair for the phase modulation corresponding to the
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minimum and maximum phase. The pulse width is pulse-width in the AM case is then
given by the Kuizenga-Siegman formula:
⌧p,ss = 0.45 ⇥

✓

↵ m pm
m

◆1/4

⇥

✓

1
fm fa

◆1/2

(1.8)

with a similar formula for the PM solutions, which show a slightly worse time-bandwidth
product. With reasonable parameters, in their notation (↵m = 2/cm the (amplitude)
gain coeﬃcient, pm = 2Lc = 0.6 cm the perimeter, m = I/I¯ = 1 the modulation
depth, where I¯ is the average intensity (N.B. can go above one if overdriven, where the
low intensity becomes compressed), and gain bandwidth fa = 150cm 1 , one could expect for a QCL something around 1 ps, to maybe just below 500 fs if working at high
harmonics.
Spelt out, this formula makes clear that reducing modal losses - which in the best case
are limited by the outcoupling -, and increasing the modulation depth - scaling to the
power of 1/8 with the voltage for an EO modulator - are ineﬃcient ways to reduce the
pulse width. One option then is to increase the functioning gain bandwidth, although
factor of two even is diﬃcult, if we discuss a flat gain at the bias. This might alternatively
be taken to mean the reduction of gain curvature over the useful bandwidth. By far the
easiest is to modulate instead at a higher harmonic, as the authors themselves point out,
p
with the pulse width scaling with m. This reveals then the real limiting factor of the
technique: unless working with extremely high Q-factor cavities, the technical bandwidth
of the modulation section will limit the minimum achievable pulse length.
In semiconductor lasers, the modulator can be realised by electrically isolating and
appropriately biasing/modulating a short gain section close to either facet. As well as
for other laser systems of interest, this has been done on a QCL[45] with a so-called
bifunctional gain medium[46], whereby the subband alignment determines whether the
medium works in detection (absorption) or gain, where a fairly continuous degree of
tuning through transparency is possible. With strong modulation, pulses at 6.5 ps were
demonstrated.
An alternative approach has been to use a high frequency probe tip or similar matching
impedance geometry at one end, to modulate the loss directly[47, 48]. Complicating the
matter are (a) the device is uniformly biased, consituting a loss/gain modulation, and (b)
the non-negligible linewidth enhancement factor. A pulse train of sorts was nonetheless
observed, but the pulse was broad (large duty cycle) and not recognisable as a standard
solution.
Finally, two interesting behaviours emerge from the Kuizenga-Siegmann analysis[43]
when they consider the detuning of the modulation frequency from the native cavity free
spectral range. Firstly, pulse narrowing in the case of negative detuning, which does
not broaden the spectrum; this is explained as an improved balance between the gain
induced self-phase modulation and the phase shift due to detuning. Secondly, perhaps
more interesting from a spectroscopy standpoint is that, along with an increasingly dispersed pulse, a positive frequency detuning appears to broaden the spectrum indefinitely,
obviously subject to the model limitations.
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1.2.2. Saturable absorbers

Figure 1.7.: Passive mode locking: (a) A passive saturable absorbing element such
as a SESAM is included as part of the cavity. (c) Light with intensity (or
energy) exceeding the saturation intensity (energy) will bleach the absorber,
experiencing a higher net gain. The absorber will therefore shape the light
according to its recovery characteristic.
The inclusion of a saturable absorbing element is a passive means to achieve pulsed
mode locking, without the bandwidth and modulation depth limitations imposed by an
electro-optic approach. Such an element could simply be a slab of bulk material with
defects[49] (e.g. GaAs with traps), or combination of wells and barriers, where the
relaxation time can be engineered through bandstructure engineering. A popular class of
absorbers are the so-called semiconductor saturable aborber mirrors (SESAM)[49], which
aﬀord a level of convenience making them applicable to a wide range of applications,
including fibre lasers. Typically, a Bragg mirror is grown onto a substrate, and a thin
absorbing stack on top of that, forming the top layer, but a number of variants exist
including a nonlinear Fabry Perot configuration[50], where the loss medium is sandwiched
between a pair of reflectors and the light modulates the Q factor (reflector separation is
tuneable).
General requirements for a useful saturable absorber are that the linear losses are low,
and that the optical passband is suﬃcient to cover the target pulse bandwidth. If we
treat the absorber as a homogeneously broadened 2-level system, then the absorption q
when subjected to a (single) arbitrary pulse is given by[51]:
@q(t)
=
@t

q

q0
⌧A

I(t)
q
EA

(1.9)

where EA = IA ⌧A = ~!A is the saturation fluence, and ⌧A the absorber relaxation time.
In the case of constant (CW) illumination, we can set I(t) = I and the derivative to zero
to obtain the usual saturation formula:
q=

q0
I
1 + Isat

(1.10)

If the low intensity CW is small compared to the saturation intensity, it will experience
a constant loss at approximately q0 . A very high intensity pulse will instead bleach the
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absorbervii , rendering it temporarily transparent until it recovers. In a system with
with gain, this will mean that, for a fraction or window of the round-trip, light will
experience net gain; outside this window, it will see a net loss. How the inclusion of an
absorber modifies the steady state behaviour of a specific laser system depends on the
diﬀerence in scale between the relaxation times of the absorber and gain medium, but
for a useful choice of parameters, such a system can be expected to naturally pulsate,
and moreover, under simplifying assumptions[52], the pulse shape is remarkably always
a hyperbolic secant, owing to the decaying exponential shaping in the tails performed by
the absorbers.
The relative relaxation times of the two counterparts determines the dynamics of the
system. For typical bulk media, the relaxation times are on the order of ms-µs, i.e. slower
than common repetition rates, and energy can therefore be stored between round-trips.
The natural choice for an absorber is one with a fast recovery time, where the faster the
0
response, the sharper the carving. Assuming an instantaneous recovery (x⌧A , ⌧A !):
q(t) =

q0
1+

(1.11)

I(t)
Isat

Since dq/dI determines the sharpness of the response, it is therefore favourable to have
as high a saturation intensity as can be tolerated. Many femtosecond laser systems have
successfully employed this strategy, working down to the two-cycle regime[53].
But what happens when the gain relaxation time on the order of the round-trip?
The dynamics will, as usual, depend heavily on the lifetime ratios, but it will certainly
introduce a cross-talk between the elements: in one scenario, the gain will fill the gaps,
leading to multipulsing or CW mode locking. If faster still, the gain may well compensate
for the time-dependent loss entirely, leading to an plain eﬀective lossviii .
Maybe surprisingly, the solution to recover mode locking behaviour in faster gain (order
microseconds) is to instead insert a slow saturable absorber element[51, 54]. Slow in this
sense means that it recovers over many pulse widths, yet still much faster than the roundtrip time. The response in this case is asymmetrical, with the leading edge attacked more
strongly than the falling. Dispersive eﬀects therefore play a larger role. As might well be
expected, though the response time is not the fundamental limitation, the pulse widths
tend to be longer than those of the fast saturable absorber[55]; 100 s of femtosecond
pulses are still, however, well within reach for quasi-soliton mode locking[56, 57].

1.2.3. Microresonator combs
Microresonators combine small mode volume and high Q factor, which allows for a massive circulating intensity to build up from a weak pump. The steady state intracavity
intensity for critical coupling (no out-coupling, only intrinsic losses) is given by[58]
vii
viii

similar to EIT for an inhomogeneously broadened system through spectral hole burning
Haus mentions ML possible for fast gain and fast saturable absorber, iﬀ (a) the gain medium has a
Q
A
second, slower relaxation time (does not exist for QCLs), and (b) g PPLF
[52]
Q0
A
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Figure 1.8.: Microresonators: these feature Q-factors typically 106 -108 , depending on
the material system, and are capable of storing massive light intensities when
pumped on-resonance. Nonlinear interactions are hence very relevant, and
it is possible to generate a frequency comb via cascaded FWM. Dissipative
tempral solitons may also be observed by careful experimental control.

I = Pin ( /2⇡n)(Q/V )

(1.12)

where V is the mode volume. The highest Q-factors are found in the whispering gallery
modes (WGM), supported in typically spherical, cylindrical, or doughnut equivalent
shapes, and are made from highly transparent material. Since the mode lies close to the
surface, scattering losses are minimised in structures formed by surface tension, e.g. liquid
droplets and glass microspheres, which are atomically smooth. An extremely important
technological advance has been the self-quenching CO2 -laser reflow process[59], where
a pre-patterned disc is illuminated with a short, high energy CO2 pulse, causing it to
melt and then resolidify under surface tension. When applied to the familiar type of
microtoroid on pillar type structure (silica on silicon), the improvement in Q was 4
orders of magnitude. With typical numbers and only 1 mW coupled in, one can (easily)
achieve intracavity on order of 100s GW/cm2![58]
With the nonlinear polarisation scaling with (3) E 3 (Kerr) - pertinent for combs these systems are ideal for observing nonlinear phenomena. Typically light is coupled in
via a tapered fibre, and the coupling adjusted by the taper proximity to the resonator
(or bus waveguide for integrated systems). This gives the experimenter 3 obvious control
parameters: the pump wavelength (detuning from resonance), the pump power, and the
coupling strength. With respect to these, the threshold for parametric oscillation is given
by[60]:
Pth =

Q 2 n20 Vef f
Q0 8⌘!0 cn2

(1.13)

Above the parametric threshold, symmetric sidebands will appear in modes about
the pump, the positions of which will depend on the detuning and cavity dispersion.
Considering a single pump wave and its interaction with a symmetric pair of sidemodes,
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the parametric
gain can be written[61], [62] (supplementary) (where p = Pin /Pth ):
p
2
2
Gµ =  p
4(!0 !p + µ2 D2 p2 )
Above the parametric threshold hence, the sidemodes grow approximately linearly with
the pump. With increasing pump power, other modes may also start to oscillate due to
both degenerate (2~!p = ~!s + ~!i ) and nondegenerate (~!4 = ~!1 + ~!2 ~!3 ) four
wave mixing; the distribution of these will depend on the exact system, including the
shape of the dispersion, and these need not be between the 3 modes already discussed.
Indeed, more complicated interactions may well put multiple lines in the same cavity
mode[62]. This proliferation of oscillating modes is cascaded four-wave mixing.
Diﬀerent from the active and passive mode locked combs, these four wave mixing
combs tend to be very sensitive to the initial conditions, usually not forming trains
of short pulses in the time domain without deliberate control. Often, the outcoupled
field has a complicated, but still periodic, form, and the amplitude-phase spectrum is
generally observed to be random (with some structure) for each generation, with some
notable exceptions[63]. This somewhat complicates self-referencing schemes, since they
must resort to a line-by-line shaping[63, 64] rather than a global quadratic compression,
and over only a subset of the modes.
One practical note is that, especially for the microtoroid type resonators, the cavity is
self-stabilising when the pump is blue detuned from resonance, and unstable when red
detuned[65]. This can be understood as follows. Since the toroids are small (to minimise
mode volume), insulating, and are mostly in contact with insulating medium (air, with
narrow Si bridge), they have a very low thermal time constant (order µs). dn/dT and
(1/V )dV /dT are of the same sign, and so the system is susceptible to thermal noise.
Increased thermal load will shift the resonance red (⇠increased optical thickness). Small
but finite loss means coupled in light will heat the cavity, any fluctuations in coupling will
be converted to thermal noise (filtered by thermal response). Therefore, pump linewidth
and even vibrations on the fibre coupling will have an eﬀect. As the sign is always
positive, the cavity will exhibit a hysteresis response (i.e. tuning from below (blue) causes
repulsion, from above (red), attraction - heating moves cavity resonance towards pump,
forming (unstable) +ve feedback). Generally, stable and noise suppressing operation is
found by tuning from blue to red - without crossing the resonance - which puts cavity in
the (correct, so-called warm equilibrium) negative feedback state.

1.2.4. Soliton mode locking
Solitons are fascinating localised solutions to e.g. the nonlinear Schrödinger equation,
that in optics arise from the balance between the Kerr nonlinearity ( K (z, ) = 2⇡n2 Iz/ )
and the negative (anomalous) linear dispersion of the medium ( D (z, µ) = 2⇡µD2 vg ) (or
diﬀraction, if discussing the spatial flavour). In the spatial form, they represent bound
states which may be switched on and oﬀ with writing pulses; implemented in e.g. a
VECSEL array, this could work as a form of optical memory[66]. The temporal soliton
has the useful property that, launched in with the appropriate intensity, it will propagate
indefinitely in a lossless nonlinear medium without losing its form, making them prime
and robust candidates for long haul optical communications.
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Waves propagating through lossy, dispersive nonlinear media are instead often described by the Lugiato-Lefever equation (LLE)[67]. Soliton solutions to this, found numerically, must therefore balance gain and loss, as well as the dispersion and nonlinearity,
and these are called dissipative Kerr solitons[68]. Found long ago in Fibre, solutions have
famously also found for microresonators[69], which has since sprouted a massive research
eﬀort.
For a critically coupled microresonator, the fraction of coupled power is given by:
Pc
1
=
Pi
1 + f sin2 (⇡⌫/ ⌫F SR )

(1.14)

where Pi , Pc are the incident and cavity powers, respectively and f is the finesse. For
a nonlinear cavity, ⌫f sr = [c2⇡r(n0 + n2 Pc /Aef f )] 1 now depends on the circulating
power. Inserting into the above, the expression can be solved implicitly for Pc for a given
⌫ and Pi . Plotted for some arbitrary parameters in Fig. 1.8 (c), we see the signature Kerr
tilt as a function of detuning, and a bistability. Note that, while superficially appearing
almost identical, this is independent from the thermal eﬀect described earlier[70].
The existence of this bistability region is the key to accessing solitons, whose stable
solutions exist in tandem with the lower red detuned pump branch. That the red detuned
region coincides with the thermal instability meant that researchers only discovered them
some years after microresonator combs were demonstrated in what was essentially the
same system. At the time, the trick to stably finding solitons was to tune the pump
wavelength from blue to red, through the resonance, at the right speed: too fast, and
and not enough light would couple into the cavity, and it would fall back into the stable
cold (lower) branch; too slow, and the cavity will heat meaning that, upon dropping to
the soliton/lower branch state, the cavity would suddenly cool again, and the pump find
itself too far red detuned to sustain the state.
Soliton likeix pulse trains can also be generated in bulk lasers with a relatively short
(by ultrafast community standards) upper state lifetime (e.g. Ti:sapphire, at 3.2 µs)
using, as earlier, a slow saturable absorber[57]. This is distinguished from the previous
slow absorber case in that (a) a negative dispersive element is placed intracavity, whereas
the sign of the dispersion in the previous case was largely unimportant and (b) the pulses
can be as short as 10 fs, much faster than the typical application of the slow absorber.
The analysis of the system is via the Haus master equation, which simplifies to the
NLSE if gain/loss is neglected, yielding a soliton pertubation theory. The perturbed
solution has a soliton part and a continuum part. For the soliton to prevail, and stability
condition met, the net gain for continuum less than that for soliton, and both in principle
should be negative. Why should continuum modes experience greater loss? For a soliton,
by definition net round trip dispersion must be zero, and this is met by Kerr shift
induced by its own intensity. A perturbation must therefore coincide with the pulse
in order to have an appreciable eﬀect on the pulse stability, else, even though the slow
sat window remains open over many pulse widths, the energy will simply be dispersed
ix

The locking mechanism is much the same as for e.g. the fibre under the assumption of small changes
per pass, but of course bulk elements do act discontinuously
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- delay with respect to the soliton acts as an eﬀective additional loss. Stabilising eﬀect
is that the continuum, and indeed any narrowband ripple components from the soliton
being disturbed, can never grow appreciably.
The advantages of generating solitons this way is that the process can be self-starting,
the output deterministic, and the high pulse energy, helped by the lack of background.

1.2.5. Semiconductor laser combs
Frequency combs can also be generated directly in some semiconductor lasers, some
of which by now are CMOS compatible[71]. This entails significant advantages from an
integration standpoint. The chips are intrinsically compact, directly electrically pumped,
and will not suﬀer mechanical vibrations. This makes them suitable for portable field
equipment, and with short cavity lengths and correspondingly high repetition rates/high
power per mode, they are especially suitable for e.g. spectrometers and rangefinders.
The combs can be divided into roughly two classes, depending on the physical device
or system structure. The first is with some form of saturable absorption, which works so
long as the absorption saturates faster than the gain[72]. The absorber can either sit in an
external cavity[73], within the cavity, as for example colliding pulse mode locking for ring
cavities[74], or it can be a property of the medium itself, either through ageing[75] or ion
implantation of e.g. the facet[76], the latter being a controlled process. A tuneable etalon
in an external cavity can serve as a band-limiting element to reduce the side-features and
improve locking[72].
Two- and multi-section devices sit in the same class, whereby one or more sections are
electrically isolated from one another by means of a trenchx , which allows independent
biasing. For a two section device, a small section (<200 µm) of the laser ridge, usually
near the back facet, is reverse biased, acting as a fast saturable absorber with a recovery
time tuned by the bias[77]. This is quite a flexible approach and reproducible approach,
not requiring antireflection coatings[78], which has been used to produce pulses typically
in the range 500 fs - 10 ps[79]. Moreover, either section can be modulated at the repetition
rate to achieve a kind of hybrid mode-locking for stability.
Some single section Fabry-Perot lasers also show passive self-starting mode-locking,
even with no saturable aborber to speak of (i.e. no special ageing or engineered defect).
The mode locking in such devices must be fundamentally diﬀerent from those with saturable absorbers, and in fact the underlying physics shares some commonality with the
microresonator combs, where four-wave mixing is thought to self-injection the modes.
The behaviour is also much diﬀerent. Without coercion, i.e. under a DC bias, these emit
a phase coherent comb whose intensity, rather than comprising a neat train of narrow
pulses, is near constant. Lasers falling under this class are quantum cascade lasers[80],
quantum well lasers[81, 82](also quantum well VECSELs[83]), quantum-dot[84], dash[85–
87], interband cascade lasers[88]. [89], and diode lasers[90].
x

The trench should be suﬃciently deep to eliminate crosstalk, but not so deep as to impinge or cut the
mode, otherwise you have a more complicated coupled-cavity situation
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1.3. Outline of the thesis
The subject of this thesis is the mid-infrared quantum cascade laser frequency comb. As
a platform, the QCL can be engineered from almost any angle, including the bandstructure, lifetime, waveguide, dispersion, microwave, and waveguide. With that flexibility, it
feels safe to claim that, per unit volume, there probably exists no other device with so
diverse a controllable and observable physics. For the combs alone, themselves a surprise
phenomenon, there are diﬀerent observable states which depend on the geometry and
how the device is driven.
This thesis has been aligned somehow along two streams: to gaining some experimental
understanding of what the comb state is, and how it gets there; and to use this information to passively compress the QCL emission. In doing so, a number of experiments
were performed on the lasers, and some of the results are compiled here. The chapters
are organised as follows:
1. QCL combs - outline of the understanding of the physics behind combs forming in
QCLs, at the time of writing.
2. Ignition - Then progress to the (measurable, average) dynamics over the first microsecond. Here, show how the coherence of the comb develops, and gain some
insights into e.g. locking timescale.
3. Chirp - this is the work presented in [91], where measure time domain characteristic
of the comb emission. As discussed, this is expected to be very diﬀerent from the
more conventional types of mode-locking. We compare this to predictions at the
time, and re-view them in light of more recent models.
4. Compression - this is the work presented in [92]. Preliminary experiments, showing
that we can use the same techniques as for the MLL to eliminate our chirp and
recover a pulsed emission similar to conventional to MLLs. We also look at the
timing jitter, which describes the noise in one of the two comb parameters frep ,
and present a measurement on a free-running device.
5. Ring - then look at another diﬀerent system, the comb emission of a ring laser.
This is special since we expect that spatial hole burning - which plays a critical
role in Fabry-Perot QCL combs - to be largely absent. Shown is - what we believe
to be - soliton emission.
6. Miscellaneous - experiments including: RF injection locking, which allows us to
improve the comb coherence and fix the timing jitter to the RF source; feedback
which suggest an alternative method for stabilisation, control of the repetition are,
and control of the emission properties.
7. Left to the appendices are then sundry snippets of information which I hope can
be useful to the reader.
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Chapter 2

Frequency combs based on QCLs
There is no escaping the fact that the QCL system is complicated, containing many figuratively speaking - moving, interacting parts. At its core, the fast gain creates two
diﬃculties: (1) it is responsive to fast (THz) changes in the instantaneous intensity, and
the coupling resulting in self- and cross-phase modulation cannot be neglected; (2) it
strongly prefers frequency modulated fields, which are distributed all across the cavity at
any one instant. Moreover, the device is self-pumped, meaning that the total circulating
intensity cannot be decoupled from the gain, whose shape and therefore linear dispersion
changes with current[93, 94]. The unclamped second order gain[94–96] contribution, in
addition to e.g. Stark tuning of the absorption in the injector, has also been implicated
in a nonzero linewidth enhancement factor at the gain centre, and is thought to be
important for the comb dynamics. That is to say nothing of the static impact of the
device structure itself, including waveguide confinement, the group velocity dispersion,
and the discrete mirror loss.
That they should delicately mesh together to form a frequency comb is nothing short
of miraculous, and it is this rich soup of physics that makes the QCL comb challenging to
model in a way that is predictive, yet captures only the essential. By now, the literature
abounds with models for QCLs and other semiconductor lasers which predict a frequency
modulated phase locking. We highlight three for mid-IR Fabry-Perot QCLs which have
their own significance and are quite diﬀerent in their construction: Khurgin’s in 2014[97],
Opacac’s from 2019[98], and Burghoﬀ’s from 2020[99].
Khurgin’s model[97] was the first to emerge after the initial demonstration of the QCL
comb[80], and is based on the Maxwell-Bloch formalism. A great simplifying assumption
was to decompose the spatial modes onto an orthogonal basis (which amounts to assuming
a unity reflectivity), allowing the dynamics to be averaged over the cavity length. With
some other reasonable assumptions, the entire dynamics is reduced to just one diﬀerential
equation per mode, coupled with an intensity saturation term; this makes it very easy to
work with, in principle permitting the ad-hoc insertion of phenomenological terms. The
work showed qualitatively that, with typical QCL lifetimes, spatial hole burning drove
multimode lasing, and FM locking was the preferred state, with the phases random
but fixed in time. At the time this was very much in line with expectations. Villares
extended the model in 2015[100] to include group velocity dispersion, heterogeneous gain,
in addition to a population modulation which could also be treated as a kind of electronic
feedback. There, it was shown that no locked state could be found with strong GVD.
The primary issue is that the recovered state, while FM, does not reflect that which has
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been measured since (see Chapter 4). It was however the first to do the diﬃcult job of
explaining how a laser with a fast saturable gain can lock, and much of the later work
built on ideas contained therein.
Opačak’s[98] is composed of a system of 8 coupled diﬀerential equations, and is also
based on the Maxwell-Bloch formalism. The spatial component is retained, as in in[101],
and the model explicitly contains the dispersion and the Kerr nonlinearity. This was the
first (at least for QCLs) which was also able to predict the correct state, and the spectra more closely resemble those observed in measurement. Observing from the outside,
its continued refinement and fast implementation seem to make the model a success,
at least in reproducing experimental phenomena, as indicated by the steady stream of
publications on which its results appear.
Burghoﬀ[99] takes a diﬀerent approach, instead opting for a mean field theory. Uniquely,
the nonlinear Schrödinger equation derived permits an analytical solution, which has thus
far been lacking. This solution is a spatially delocalised "phase soliton", coined an extendon, and remarkably it too matches experiment. Time will tell whether the properties
of these will be studied in the same way solitons have been, but this more general perspective should make ideas more easily translate between the diﬀerent semiconductor
lasers.
Conclusions from these are that frequency modulated combs require the following:
(a) spatial hole burning, which drive the most important multimode instability in QCLs
(b) four wave mixing, either implicitly through fast gain saturation, and/or explicitly
through an eﬀective Kerr nonlinearity, is needed to counteract the dispersion, and
to mutually phase lock the modes
and from the latter two
(c) dispersion, prohibitive when too large, is also necessary to balance the Kerr, and
to allow stable access to the favoured comb state[102]
(d) that fast gain dynamics are not necessarily required for FM comb formation
In the sections which follow, we walk through the key ingredients which go into into
generating the QCL comb, from the gain, to the spatial hole burning, to the four-wave
mixing. These - treated somewhat superficially - are shown in isolation; tied together, it
hopefully paints at least a qualitative picture of the important processes involved.

2.1. QCL active region
Kazarinov and Suris first proposed a semiconductor laser based on a periodic superlattice
in 1971[107]. Transport from one period to the next is by optically assisted resonant
tunelling, where the ground state of one period is aligned to the excited state of the next
by a strong electric field, where the alignment energy is the photon energy. If all periods
are in proper alignment, current may flow; it is this continuous replenishment of excited
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Figure 2.1.: (a) In plane dispersion for the 3 relevant energy states, with wiggly lines indicating radiative transitions and straight lines nonradiative scattering [103]
(b) Schematic[104] showing the operation of the laser, with the relevant states
and lifetimes identified. ⌘3,2 is the injection eﬃciency into the upper state
and the lower state, respectively. The latter is undesired. (c) The 3 quantum
well design[105] used in the original QCL [103]. (d) Bound-to-continuum active[106]. The middle and lower shaded areas are the minibands, and the
upper, the minigap. Figures borrowed from their respective references.
carriers that provides the optical gain. In theory, each electron can emit one photon per
period, giving a quantum eﬃciency which scales directly with the number of periods.
First realisation of a laser based on the principle arrived more than 20 years later: the
quantum cascade laser[103]. Distinguished from original concept by inclusion of distinct
injector region, whose job is to raise the electron energy from ground state to upper lasing
level. Crucially it acts as a carrier reservoir, its doping level much higher than that of
the excited state density at threshold[105] to eliminate space charge domains[105, 108].
Implemented as a chirped lattice, it acts to prevent backfilling by Bragg reflection, and
it moreover serves the useful function of cooling the electron distribution during transit.
A single period of the active region is made up of a binary arrangement of thin (10s
of Angstrom) layers of lattice matched materials with diﬀering conduction band oﬀset;
in the mid-infrared, a common pairing is InGaAs/AlInAs, serving as wells and barriers,
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respectively. In the wells, this leads to a 1D confinement in the growth direction, with
bound states in the conduction band, the energy of which can be tuned arbitrarily by
adjusting the well thickness - completely independently from the choice of material system. While in practise this is limited by the diﬀerence in conduction band oﬀset at the
high energy side, and the Reststrahlen/phonon on the low side, the concept gives the
remarkable flexibility and direct access to light from 4.2 µm (InGaAs/AlInAs) to around
2 THz[109] (InGaAs/AlAs)i . Wavelengths as short as 3.05 µm have been demonstrated
in the InGaAs/AlAs(Sb)/InP material system[111].
An important advantage of intersubband states is that they share essentially the same
curvature of in-plane dispersion. Unbroadened transitions between the states are hence
delta or atomic like, meaning that for an equivalent inversion the on-resonance gain is
significantly stronger than for an interbandii , whose states exhibit opposite curvature
and therefore significant intrinsic broadening. In reality, lifetime broadening means the
gain bandwidth is quite large (150-200 cm 1 ), with contributions from non-resonant LO
phonon scattering, alloy disorder, and interface roughnessiii .
At steady state, the populations at |3i and |2i are J/e⌘3 / 3 and J/e⌘2 2 + 32 n3 2 n2 ,
where ⌘x is the injection eﬃciency to state x. Noting that n2 = n3
n, the gain is:

J
⌧32 ⌧2
g0 =
n=
1
(2.1)
q
⌘ 3 ⌧3 ⌘ 2 ⌧2

To maintain a population inversion between the upper |3i and lower |2i laser levels,
i.e. gain, is challenging for intersubband devices due to the rapid relaxation processes
(typically sub-picosecond). Specifically, for gain, we require ⌧21 ⌧ ⌧32 for either a 3 or 4
level system; specifically, we must minimise the non-radiative transitions from the upperstate, and maximise the rate at which carriers are swept from the lower state. Among
countless trade-oﬀs, the lifetimes can be modified through bandstructure engineering.
Lifetimes between states |3i and |2i can be estimated by Fermi’s golden rule, assuming
delta joint density of states[114]:
2⇡
|h3|H|2i|2
(2.2)
~
There are a few things to play with[114]. Reducing the overlap of the upper and lower
laser state wavefunctions can be used to increase the lifetime, as used in e.g. the diagonal
transition. Setting the energy gap E32 to the LO phonon energy (⇠36 meV for (In)GaAs,
decreasing with indium content) means that lower state population can be quickly and
resonantly extracted.
The 3 quantum well design[103] in Fig. 2.1(c) features this transition. The idea can be
extended to include a further lower state on the ladder, such that E2,1 = E3,2 = ELO .
This increases the extraction eﬃciency from the lower laser level, and also helps to reduce
⌧321 =

i

Longest wavelength for the THz is harder to specify fairly, since they tend to be broadband emitters.
Special mentions also for DFG, which can reach down to [110] 615 GHz
ii
This argument appears to be refuted in[112]
iii
Lifetime broadenings will be homogeneous; those with a localised quality (i.e. which aﬀect the individual periods, incl. also biasing error), will tend to be inhomogeneous (see, e.g. [113])
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thermal backfilling by increasing the overall separation from the injector state. Such a
design allowed for high temperature operation[115, 116], and featured in that which first
demonstrated room temperature continuous wave lasing[117].
A neat property of the intersubband transitions is that, unlike interband gain media,
which absorb whenever the photon energy is above the bandgap, they show very little cross absorption. The gain bandwidth can therefore be extended by stacking unit
cells with diﬀerent transition energies. An active formed of dissimilar cells is called a
heterogeneous active region[118]

2.2. Single mode rate equations and lasing
In a typical quantum cascade laser, the gain material is grown on a conducting Sidoped InP substrate, and etched to form a ridge waveguide, encased in silicon nitride
and gold. The buried heterostructure process[119, 120], where semi-insulating InP:Fe
is grown either side, and another Si doped InP layer grown on top after planarisation,
shows a significant thermal advantage for two reasons: the sidewall cladding, significantly
more thermally conductive than SiN3 /Au/Air, presents a large surface area for thermal
diﬀusion from the active active region and large absorbing volume (thermal capacity);
secondly, it makes possible so-called episide-down mounting[121], where the active region
can be brought much closer to the Peltier coolers typically used. In either case, a thin
layer of Ti:Au is evaporated either side, and a thick (⇠ µm) layer of Au is electroplated,
forming the contacts. The heterostructure can hence be pumped electrically, and cleaved
facets form the flat end mirrors defining the laser cavity.
Lasing action and various properties can be deduced by consideration of the 3-level
system depicted in Fig. 2.2, which approximates the laser. Flux S is that put into
the mode by one pumped period, ni is the sheet density (/unit area, as for injection),
and gc is the gain cross section (/unit length, as considered for loss). Mirror losses ↵m
are lumped in with the waveguide (e.g. free-carrier) losses through the distributed loss
approximation, valid for large R:
↵m =

1
log(R1 R2 )
2L

(2.3)

↵m is defined positive, where, for a dielectric-air interface, the power reflectivity is
given by the Fresnel coeﬃcient at normal incidence R = |(n 1)/(n + 1)|2 . The total loss
is the sum of the mirror loss and waveguide loss (including e.g. free carrier absorption,
roughness, bending loss, etc.)
↵tot = ↵m + ↵w
.
By inspection, we write directly the rate equations for the level |3i, |2i populations
and for the photon flux S:
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Figure 2.2.: (a) Current is injected via the top contact and is funnelled through the active
region to the ground plane. So long as the ridge is suﬃciently narrow, the
device will lase on its fundamental mode. (b) Laser cross section considered
for the rate equation analysis. Period length Lp . S is the photon flux in
the fundamental longitudinal mode. (c) 3 state ladder model for the QCL,
indicating the most important radiative and nonradiative transitions. Thermalisation is indicated by the shaded areas.

dn3
J
=⌘
dt
q

n2 )

(2.4a)

dn2
= n3 32 (n2 n2,th ) 2 + gc S(n3 n2 )
dt
dS
= vg [gc S(n3 n2 ) + sp n3 ↵tot S]
dt

(2.4b)

n3

3

gc S(n3

(2.4c)

⌘ here onwards refers to the injector eﬃciency, written ⌘3 in Fig. 2.1 (b). Not included
are alternative leakage channels, e.g. directly from the injector to the lower laser level[122]
(denoted ⌘2 ), and thermally induced leakage to other, non-lasing alternative upper levels
(next lower level)[123], not included in the 3-level model. In fact, in [123], they include
14 states.
Note that in general these quantities are spatially dependent. The implications will be
discussed later, and for now we proceed assuming a slice of the described waveguide, as
shown in Fig. 2.2 (b).
If we neglect spontaneous emission, 2.4c(c) admits two steady state solutions under
two conditions: no light S = 0, or gain clamping g =
n = ↵. The latter is reached
at the threshold current density. Jth can be found to a good approximation by setting
d/dt = 0, S = 0, and = 0, and solving for
n = ↵:
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Jth =

q

3ef f

⌘

✓

↵opt

+n

g

th

◆

=

q

3ef f

↵opt

⌘

g

+ Jtrans

(2.5)

Where Jtrans = q 3ef f ntherm /⌘ is the transparency current (n2,therm = ns e /Te , ns
is the sheet density of the injector). To reduce the threshold, (1) the thermal population must be reduced (e.g. by improved extraction), (2) leakage (⇠injector eﬃciency)
improved, (3) waveguide losses (sidewall roughness, etc) reduced, (4) overlap factor improved, (5) mirror losses reduced by e.g. cleaving the device longer.
Above threshold, the steady state flux increases linearly with pumping:
S=

⌘/q(J Jth )
↵(1 + ef2f )

(2.6)

the gradient (dS/dJ)/q, called the slope eﬃciency, in the ideal case is Np , which would
indicate that, once the optical losses are overcome, one electron will produce one excess
photon per active period. In reality, it is usually significantly less, and its measurement
gives an indication of the electronic bottlenecks in the system. It is calculated from the
measurable output power, rather than the internal flux, which is related simply by the
outcoupling loss. For a symmetric cavity:
dS
↵m
=
⌘int
dp
↵opt

(2.7)

Assume an externally injected beam making a single pass through the described effective medium. With the flux decoupled from the population equations, they predict a
saturation behaviour for the gain. Substituting for n3 from Eqn. 2.4a into 2.4b, we find:
⌧ef f ⌘/q(J Jtrans )
1 + S(⌧ef f + ⌧2 )

n=

(2.8)

which can be rewritten:
g=

n=

g0
S
1 + Ssat

(2.9)

Where g0 is the unsaturated gain (S = 0), and Ssat = [ (⌧ef f + ⌧2 )] 1 is the saturation
flux.
is the total gain cross section, which, for a given intersubband transition[104,
105] is:
=

2
4⇡e2
z32
Np ✏0 nef f 2 32 Lp

(2.10)

where Lp is the length of a period, and Np the number of periods, i.e. this is the total
cross section for the whole QCL structure. is the overlap factor, z32 the dipole matrix
element, and 32 broadening half-width half-maximum in s 1 .
It was mentioned earlier that the spatial dependence of the mode has been neglected, as
per the travelling wave approximation, which, except in extreme cases (strong pumping,
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Figure 2.3.: Intensity profiles for diﬀerent mirror reflectivities, where R1,2 is for the
left,right facet, respectively, and the red and blue curves are for the forward and backward going waves. The black is the total intensity. Solid lines
are calculated egz and dashed by solving Eqn. 2.13 (see [124] for procedure).
A meaningful discrepancy between the two is only observed in lasers with an
antireflection coating, where the threshold gain is much higher.

or long cavities, or highly asymmetric cavities) remains a good approximation. From a
performance perspective, accounting for the longitudinal mode profile, and hence (slow)
spatially varying saturation, leads to a sub-linear dP/dJ[124, 125]. But it is also important to know, when, for example, inferring the intracavity dynamics from a measured
field.
The slow spatial profile can be found under a few simple considerations[44, 124, 126].
In a standing wave cavity, the total field is treated as a sum of forward and backward
waves Ef (z, t) + Eb (z, t):
I(z) = h(E+ (t, z) + E (t, z))2 i = I+ (z) + I (z)

(2.11)

where <> indicates a time/slow spatial average average, and the intensities are normalised to the saturation intensity for convenience. The intensities can be treated incoherently on the assumption the coherent eﬀect (in this case, fast rotating components,
and a twice harmonic fringe pattern) on the gain medium average to zero; in the case of
weak saturation, this approximately holds. I+ and I are then subject to the boundary
conditions:
If (0) = R1 Ib (0)

(2.12a)

Ib (L) = R2b (L)

(2.12b)

the mirrors are hence treated as lumped elements, with the losses taken care of at the
boundaries. The intensities will therefore grow as:
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1 dIf
1 dIb
=
= g(I(z))
If dz
Ib dz

↵

(2.13)

where the intensity dependence allows for the possibility of a saturable gain. ↵ now
excludes mirror losses. Note that, since
d
Ib
dIb
(If Ib ) = If
+ If
=0
dz
dz
dz

(2.14)

the product If (z)Ib (z) must therefore be constant, allowing the two boundary conditions to be linked irrespective of the particularities of g(I(z))). for unsaturated gain,
g(I(z)) = g, and the solution collapses to the usual exponential dependence:
If (z) = R2 Ib (0)e(g
Ib (z) = R1 Ib (L)e(g

↵)z

(2.15a)

↵)(L z)

(2.15b)

If accounting for the saturation, then (a) the intensity at the boundaries must be solved
for numerically (e.g. by bisection), and (b) 2.13 must be integrated as per [124] to find
the spatial profiles. Three cases of interest are shown in 2.3: that for a bare laser, that for
an HR (high reflectivity, e.g. Al2 O3 -Au, usually applied to the back facet) coated laser,
and finally for an HR-AR (anti-reflection) coated laser. J/Jth was fixed at 3. For the
first two, the exponential model adequately describes the behaviour - but in the latter
case the discrepancy is clear.

2.3. Spatial hole burning and multimode lasing
In many types of laser, multimode lasing is the natural state and eﬀort is usually expended
to maximise the sidemode suppression ratio through e.g. distributed feedback along the
ridge, Bragg reflectors, or external cavity gratings in Littrow. Its origin depends on the
gain and carrier dynamics, as well as the cavity topology and how the laser is driven,
and each is usually associated with some spectral signature.
For example, for travelling wave devices such as unidirectional ring lasers pumped at
high multiples of the threshold, the RNGH (Risken-Nummedal-Graham-Haken) instability[127, 128] is predicted. This results from from a coherent gain, and is characterised
by sidelobes at the Rabi frequencyiv . With inhomogeneously broadened gain media such
as gas lasers, the primary lasing mode will tend to deplete the supply of excited atoms
in resonance, giving modes away from from the centre a gain advantage; this is spectral
hole burning. For standing wave lasers though, with homogeneously broadened gain (as
for the QCL), spatial hole burning and the related instability usually has the lowest
threshold among others. The eﬀect is known to be very strong for QCLs[129].
iv

A saturable absorption supposedly lowers the threshold to attainable levels for Fabry-Perot lasers,
but, as often the case, it remains unclear whether the observations were really RNGH[101, 129]
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Figure 2.4.: The longitudinal intensity profile of modes 1, 0, 1 is plotted in red, green,
and blue, respectively, where mode 0, the sole lasing mode, burns in a gain
grating. Side modes 1, +1 see less saturated gain in the middle of the cavity
than mode 0. If the hole is suﬃciently strong, they may have a suﬃcient
gain advantage to lase.
The time averaged intensity grating, still normalised to saturation intensity, amounts
to inclusion of kz term in Eqn. 2.11.
I(z) = If + Ib +

p
If Ib (z)(1 + cos(2k0 z))

(2.16)

where If and Ib take on their respective (unsaturated) spatial profiles.
If we assume no diﬀusion, the gain is simply then
g(⌫, z) =

g0 (⌫)
1 + I(z)

(2.17)

which may be approximated as a sinusoid for weak saturation (I¯ ⌧ 1). We plot
intensity profile for 3 modes and the gain resulting from the standing wave pattern of the
first in Fig. 2.4. What we can see is that, in the middle of the cavity, the lasing mode will
experience greater gain saturation than the neighbouring modes. That is to say, when
spatially averaged, spatial hole burning makes for an inhomogeneously saturated gain.
For suﬃcient saturation depth, this may allow additional modes to overcome threshold.
Note that the near the mirrors (plotted for the right-hand mirror) the spatial profiles
are barely distinguishable, and for this reason, single mode lasing can be maintained for
susceptible lasers placing the gain only there[130].
Two key factors determine the strength of the grating: the standing wave ratio, and
carrier diﬀusion. Strongly asymmetrical reflectivities will lead to a more travelling wave
character over the usual standing wave, and reduce the static fringe contrast. Each case
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Figure 2.5.: (a) Longitudinal intensity profile assuming R1 = R2 = 0.25 (solid) and
R1 = 1, R2 = 0.25 (dashed), and right: R1 = 1 and R2 = 0.05. The field
takes on a more travelling wave character, and the fringes are much weaker.
(b) Normalised standing wave amplitude as a function of the mirror output
(front facet) reflectivity, when the back facet is fully reflective. A vertical line
divides the graph at 0.5 for R2 = 1%, approximately dividing the travelling
wave and standing wave regimes.
can be seen in Fig. 2.5 (a), with the standing wave amplitude and overlap computed in (b),
with R1 = 1 and R2 swept. The change of overlap is not very significant until R2 < 25%,
which corresponds to an antireflection coating. In this case, spatial hole burning will not
play so significant a role, and this is purportedly what allows the harmonic instability[131]
to act first in such lasers, where the coherent gain has the opportunity to dominate.
Where the intensity contrast is suﬃcient, there will be a concentration gradient of
excited carriers, inducing a diﬀusion current according to Fick’s law:
@ n(r, t)
= r2 n(r, t)
@t

(2.18)

Antinodes (bright spots) and nodes (dark) are indicated in Fig. 2.6(a) for a short waveguide section, with the longitudinal and lateral directions of diﬀusion indicated, where the
latter is usually ignored due to the tight confinement in single-mode waveguides. The
diﬀusion will act as a low-pass to any spatial structure in population. Whether or not
the diﬀusion is important depends whether on average the excited carrier travels a half
wavelength /n within the scattering time tup . This is quantified by the grating lifetime
⌧g , which by a Maxwell-Bloch analysis yields[129]
⌧g = [

1

+ 4k 2 D]

1

(2.19)

where D is the diﬀusion coeﬃcient, given by the Einstein relation D = µkB T /q. Since
⌧g scales with k 2 , such gratings are expected to be more pronounced in long-wavelength
mid-IR and terahertz QCLs than for the shorter wavelength QCLs. In numbers, for an
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Figure 2.6.: (a) Intensity grating, as viewed from the top. The green arrows indicate
the directions of the in-plane diﬀusion currents (hence from the population
nodes), where the x component is usually neglected. (b) cross section (y =
x = 0) for the intensity, normalised to the saturation intensity, and the depth
of gain saturation. In the antinodes the inversion is depleted. For weak
saturation, the grating can be approximated by a sinusoid. Zoom: dashed
lines are for zero diﬀusion, and the solid for =8 µm, D =180 cm2 /s.

(optimistic) in-plane mobility of about 7000 cm2 /s/V at 300 K, D = 180 cm2 /s[129].
Therefore, at 8 µm (n = 3.2), (4k 2 D) 1 = 86 ps, i.e. much slower than 1 , which is
typically on the order of 1 ps. ⌧g ⇡ ⌧1 .
If we allow n2 = n2 (t, z), n3 = n3 (t, z), S = S(z) in the rate equations Eqn. 2.4, we
can solve for the strength of the population grating in the case of an externally applied
pair of counter-propagating waves over a thin region of the waveguide. Like this, we
can assume dS/dt = 0 since the gain will be negligible. The diﬀusion is accounted
for by phenomenologically adding Ddn2 (z)/dz and Ddn3 (z)/dz to the respective rate
equations. For simplicity, let S = S(J) cos2 (kz) for an ideal interference grating, where
S(J) is obtained from Eqn. 2.4c, and k is the wave vector. We show the result in
Fig. 2.6 (b) for diﬀerent intensities, both with and without diﬀusion. As expected, the
eﬀect of diﬀusion is shown to be minor.
Note that, since modes are spatially incoherent away from the immediate vicinity of
the mirrors, the fringe pattern will mostly vanish after the multimode instability, spatial
hole burning no longer playing an active role in shaping the spatially averaged gain. The
frequency dependence to the saturation is lost. There are two consequences: (1) this is a
more eﬃcient lasing state, visible as a second kink in the I-V (or L-I), the laser therefore
also exhibiting a hysteresis behaviour; (2) the new behaviour of will then be governed by
the dynamic/coherent grating contributions.
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2.4. Nonlinearity and four-wave mixing
While spatial hole burning ensures multimode lasing, we require feedback in the form of a
fast nonlinearity to lock the modes into place. With saturable absorbers the mechanism
is clear: any change in phase which results in a temporal broadening suﬀers the loss
response. For a QCL however, the picture is closer to that of the microresonator comb,
where degenerate and nondegenerate four-wave mixing via the material (3) generates
sidebands which, after a messy competition, results in a stable, locked comb.
For multi quantum well systems such as QCLs, the (3) is an eﬀective quantity, arising
not from the bulk materials but the quantum wells themselves. In fact, quantum wells
have two key advantages over the bulk which mean that the nonlinearity can be much
larger than naturally occurring[132], namely (1) the dipole extensions are on the order
of the well thickness (nanometers) rather the atomic spacing (Angstrom); (2) the energy
levels can be tailored to create a ladder of either real states, or virtual states sandwidched
between real states. Real states designed to be multiply resonant can achieve giant
nonlinearities
bulk[133].
One of the beauties of the quantum cascade laser is that the nonlinearity can be
engineered directly into the bandstructure. Doing so actually confers (again) two huge
advantages[134]. One of biggest limitations to previous scheme - unavoidable loss of pump
and idler to the resonance - is automatically overcome by operating under inversion, since
this prevents the absorption. Furthermore, assuming a typical ridge waveguide, the light
will be tightly confined, which will enhance the interaction. A fantastic example of this
is the work by Belkin[135], where a dual wavelength mid-infrared heterogeneous laser,
using a bound-to-continuum active with a tailored (2) , is able to generate Terahertz
emission by diﬀerence frequency generation at room temperaturev
Even without specifically engineering for the nonlinearity, it is always present. Operating close to resonance, as lasers tend to do, the gain can be approximated as a collection
of 2 level systems. In this case, the total susceptibility can be written as[137]:
✓
◆✓
◆
↵0 (0)
T2 i
1
|E|2
⇡
1
(2.20)
!ba /c 1 + 2 T22
1 + 2 T22 |Es0 |2
with = ! !ba the detuning, T2 the dephasing time (⇠inverse transition linewidth),
2
and |Es0 |2 = 4|µ ~|2 T1 T2 the line-centre saturation field strength. Written so, we see that
ba

comes from the intensity saturation of the gain medium, i.e. the coeﬃcient of |E|2 .
A specific expression for the QCL gain medium in the weak field limit was derived and
experimentally verified in[138].
In fast gain media, the population inversion is able to coherently track the internal
intensity beatings[139] with half-width half-maximum ⌧211 , which in turn modulates the
internal field. Through this eﬀective (3) , aside altogether from the comparatively small
material (3) , sidebands are then generated in the partly degenerate (k = l 6= m 6= n)
and nondegenerate (k 6= l 6= m 6= n) cases, where the temporal term remains. Noting
(3)

v

The extraction eﬃciency was later improved by a Cerenkov scheme[136] and a polished angled facet,
where light is extracted all along the waveguide such that phase matching is not a concern.
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the half-bandwidth to be on the order ⌧21 , we retain only those modes m = n k + l,
where a pair of counter-propagating waves interfere and interact with a third via the gain
medium to produce a sideband at m.

Figure 2.7.: Spatiotemporal intensity gratings in QCLs couple to the gain to form spatiotemporal population gratings, as in Eqn. 2.23. (a) We plot the fast (top)
and slow (middle) spatial terms for beat orders 1 and 2. Together, these
modulate (fast terms locally) the gain at ⌦ = |n m|FSR, in turn resulting
in sidebands for all modes. This is gain mediated four wave mixing. The
total eﬀect is integrated across the device length. For |n m| = 1, the slow
terms are seen to oscillate in antiphase at either end. When wirebonding
across the whole device, the summed current contributions up and will approximately cancel, rendering the extraction ineﬀective. (b) Fast terms for
a pulsed phasing, where the modulation is concentrated at the facets. Only
there do the forward and backward waves coexist.

At this point, it is interesting to look at the rotating terms of the intensity grating[140].
We now write the field as a superposition of modes with complex amplitude An , which
we will assume to be equidistant in frequency:
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1 Xp
R1 An ei(!n t kz) egz/2 + c.c.
2 n
1X
Eb =
An ei(!n t+kz e gz/2 + c.c.
2 n

Ef =

(2.21a)
(2.21b)

then the intensity is written
I(z, t) = |Ef + Eb |2 =

XX
n

(Efn + Ebn )(Efm + Ebm )⇤

(2.22)

m

discarding the fast rotating terms, we now have the following products:
Efn Efm ⇤ = R1 An A⇤m ei(!n

!m )t

i(kn km )z gz

(2.23a)

Ebn Ebm ⇤ = An A⇤m ei(!n !m )t ei(kn km )z e gz
p
Efn Ebm ⇤ = R1 An A⇤m ei(!n !m )t e i(kn +km )z egL/2
p
Ebn Efm ⇤ = R1 An A⇤m ei(!n !m )t ei(kn +km )z egL/2

(2.23b)

e

e

(2.23c)
(2.23d)

where the latter two are conjugate. The first two terms change slowly with space, going
as the diﬀerence frequency, whereas the latter go with the sum. In the case that n = m,
these correspond to the previously discussed static grating behind the longitudian spatial
hole burning. Where n 6= m, these are now gratings which oscillate in amplitude with
a period ! 1 = ((n m)F SR) 1 . This oscillating intensity will locally polarise and
hence modulate the population at this frequency, which is of course nothing more than
a driven population pulsation. This in turn will locally couple all overlapping modes to
neighbouring modes at ±⌦, allowing for gain or loss depending on whether they are in or
out of phase with the resulting polarisation. The same situation applies for all |(n m)|⌦,
and describes nothing more than four wave mixing. Degenerate mixing is depicted for the
process !2 , !1 ! ⌦ ! !1 ⌥ ⌦, !2 ± ⌦, and nondegenerate as !2 , !1 ! ⌦ ! !3 ± ⌦, where
⌦ (i.e. the population pulsation) serves as the intermediate (gain mediated interaction).
Examples in Fig. 2.7 highlight the key properties in the two frequency case. As can
be seen, the characteristic is very diﬀerent for the case of a zero phase (corresponding
to pulsed emission) and for random phases. In the pulsed case, the grating oscillation
is concentrated near the facets; this is highly unfavourable, since in this case the strong
saturation will act as a limiter to the coherent gain, and this will only worsen with
increasing optical bandwidth. By contrast, for the random phases (plotted for ⌦ and
2⌦) the beats are far more evenly distributed throughout the cavity and will hence be
relatively immune to saturation; therefore, the coherent gain integrated across the cavity
length should be expected to be much strongervi .
vi

Aside from damping arguments, this moreover hints that a phase relationship which delays the modes
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As elucidated by Dong[86], these gratings are exactly the reason for the stability of the
comb. Phase relationships which are eﬀective in distributing the modes in time and space
tend to be stable solutions. Once setup up, a negative feedback is formed against the
population/polarisation. Since any drift will act out of phase, this will be automatically
corrected for.
Also plotted are the slow spatial terms, which were the object of interest for Piccardo
in [140]. For the fundamental beat, the extrema of the laser are shown to oscillate in
antiphase, with a zero in-betweenvii . This behaviour explains why extracting the beat
note using wire bond distributed across the top contact is a bad idea, since (for matched
lengths) the contributions will approximately cancel. Better therefore is to extract and
inject as close to the facet as possible (while pumping uniformly), which anyway happily
tends to be geometrically convenient for RF waveguides. For the second harmonic, the
antinode (slightly weaker due to field spatial profile) is at the node of the fundamental.
This could be attractive in control of the comb state, since separate RF can be injected,
with controlled phase, without the need for multiplexing, which can be tricky at higher
frequency.
Note that the phase for these slow spatial profiles plays the same role as for the beat
note: for AM, the signal will be strong, and for FM, it will be weak.

2.5. Dispersion and locking
With no coherent interaction between the modes, they will initially oscillate close to the
cold cavity frequencies. Modal dispersion, whose contributions can be roughly separated
into material, waveguide, and gain, means that the free-running frequencies are in general
not equidistant. A convenient way to express the frequency of mode µ is by its expansion
about µ0 viii [62]:
1
!µ = !0 + D1 µ + D2 µ2 + ...
(2.24)
2
where D1 is the free spectral range (⇡ c/2ng L), and D2 is related to the second order
dispersionix , following the same sign convention. Namely D2 > 0 is normal dispersion
(red faster than blue, i.e. fewer cycles per round-trip), and D2 < 0 is anomalous (blue
faster than red). Modes then deviate from the final regular spacing by the so-call integrated dispersion Dint = !µ (!0 + D1 µ).
In a frequency domain picture, these are pulled into place by self injection locking by
sidebands generated by the coherent interaction with the gain. Adler’s formula[141] and
with respect to one another ought be favoured
They exploit this fact by choosing two points - one either side of the node - such that the phase shift
between them is about ⇡/2, i.e. in quadrature. Injecting a pair of MHz message signals therefore
superimposes them onto the multi-GHz carrier, i.e. the beat note, which can then be demodulated
in quadrature at a receiver and separated back again.
viii
In the context of microresonator combs, µ0 has a clear interpretation as the pump. For a self-pumped
device, it is not obvious how to choose µ0
ix
If d2 /d! 2 is constant, D2 = k2 k2 /k13
vii
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Figure 2.8.: Self-injection locking. Optical spectrum in black, with D1 = 1 and D2 =
0.03. Modes 0 and 1 beat to produce population pulsations at ⌦, generating
sidebands at ±⌦ for all modes (blue vertical lines). In a simple picture,
being the strongest, these sidebands lock modes +2 and 1, cascading across
spectrum until the frequency diﬀerence is so large, or the sideband power so
weak, that the modes can no longer be locked. They will still be pulled
in. All mode combinations at that initial state (all unlocked) are plotted
with thin black lines. In case of proper phasing, parametric gain may allow
sidemodes to lase.
variations thereof, while not directly applicable because of the many modes involved, is
remarkably successful in demarcating when locking behaviour is to be expected for simple
oscillators, including both electronic (for which it was originally written)[141, 142], and
optical[143]. It may be stated as follows:
r
⌫ 0 I1
flock =
(2.25)
2Q I0

where flock is the locking bandwidth, I0,1 the main and injected power, respectively,
Q the oscillator Q-factorx , and ⌫0 the optical frequency. We surmise that to lock, the
sideband must either be in close proximity to the main mode, or the strong enough.
Consider the two prominent modes 0, 1 in Fig. 2.8, the strongest of which for simplicity
we assume is µ0 . These are spaced by D1 = ⌦. Via the gain, they will produce sidebands
for all modes at ±⌦. These sidebands will perturb the neighbouring modes, either pulling
them or locking them depending the relative strength of the sideband to the neighbour,
and its proximity. For D2 only, this will be the direct neighbours µ = 1, +2. This process will then cascade across, the strength of the sidebands at the selected ⌦ presumably
increasing as more modes participate. Finally, either we run out of gain bandwidth, or
the condition f0 + D1 N + ⌦ > fN +1 flock cannot be met, and the process stops. The
x

Referring to the above-threshold linewidth of the lasing mode, and (somewhat surprisingly) also to
the beat note linewidth[47] if discussing RF injection locking.
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comb bandwidth, when not restricted by the gain curvature, is therefore limited by the
dispersion, and the strength of the sidebands, i.e. nonlinearity, to counteract it.
In reality, all combinations of modes will generate sidebands, and the process will
play out as a competition, with the locking in bunches, and the final free spectral range
determined this way rather than being fixed by any one pair of modes.
We finally note that gain asymmetry leads to a dispersive Kerr-like nonlinearity through
(@ r /@n)/(@ i /@n), related to the linewidth enhancement factor[144, 145]. This leads
to an unclamped (bias dependent) contribution, which has been attributed to the Bloch
gain[94, 95] as well as other second order contributions e.g. inhomogeneity in the transitions. Acting against the linear dispersion, this plays a deciding role in determining the
phase of the final state.

2.6. Summary
In summary, unlike the microresonator combs, whose mode proliferation and locking
is a direct consequence of high internal fields interacting with the material’s natural
(3) , the passive locking in diode laser systems is through the modulation of the gain,
made possible by a short upper state lifetime ⌧21 . Spatial-temporal population gratings
which form inside the cavity lie at the heart of frequency comb formation in quantum
cascade lasers. Spatial hole burning favours multimode operation because modes which
overlap well with the antinodes, where the inversion is weaker, will experience less gain
on average than those that don’t. In what is called population pulsations, beatings
between two or more modes then modulate the gain locally. This modulation generates
sidebands which, if suﬃciently close enough in frequency, or suﬃciently strong enough,
injection lock the free running modes. The phase matching condition means that the
process favours equidistance, and hence a frequency comb results.
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Comb ignition
From an applications perspective, pulse driven lasers, whether short pulses, or so-called
quasi-CW, are interesting for several reasons. A lower duty cycle implies a reduced
average electrical drain, making pulsed sources suitable for portable sensing and the
like. Moreover, the reduced electrical load means a reduced average thermal load, and
which - in addition to reducing the cooling requirements - entails a higher peak gain, the
benefits of which are (1) lower threshold, (2) higher peak brightness, (3) greater spectral
bandwidth. Moreover, perhaps more relevant in the terahertz, there are some perfectly
useful comb sources which simply cannot operate in continuous wave[146].
When the laser switches on, it heats, inducing a thermal chirp. This property finds
application in spectroscopy[147, 148], where the thermal chirp is used to quickly scan a
single-mode DFB across a target absorption line. In this domain, multimode lasers could
present a considerable advantage in scanning over many lines at once (at the cost of power
per line). In fact, in the context of shorter pulses, it is not even especially important
that the laser operates as a comb, since even a coherent sub-microsecond acquisition will
be almost transform limited, if the chirp is accounted for; more important is knowledge
of exactly how the spectrum is evolving, and the repeatability. In particular, spectral
lobes which overlap with a certain chemical species must always appear, if wanting to
average. Systems which use longer pulses should also want to take advantage of the comb
coherence, and it is therefore generally interesting to know how long the laser takes to
lock, that is to say, the modes phase correlate; and by what route it gets there, and
whether this route is deterministic, and indeed the sensitivity to the initial conditions.
For DFBs used in such experiments, it is routine to assess the chirp characteristic of the
laser over the duration of the pulse, as well as any mode hopping which will confuse the
analysis[149–152]. Thermal eﬀects will be present, giving an insight then to how such a
comb might be behaving if driven in such a way in applications, and hint about how to
improve.
Time resolved measurements allow us to sample the dynamics in a manner comparable
to the propagation of light down a nonlinear fibre. There, models usually predict the
properties such as spectral bandwidth and coherence at diﬀerent distances from the input
for a fibre with given dispersion and nonlinear coeﬃcient, which can then be compared to
measurement by simply cutting a fibre to that simulated length. Alternatively, the input
power or even spectral content can be varied. For the QCL, such an experiment would
be impossible, since the device is self-pumped and of fixed geometryi . Usually then, the
i

AR-AR coated devices, or amplifiers, are one way similar tests could be performed, but changing the
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dynamical parameter is the pump, and maps of the spectrum and beat note are made
against this. What is then usually observed are sharp transitions to diﬀerent regimes,
from single mode, to comb, to perhaps another comb state of diﬀerent bandwidth and/or
linewidth, to a noisy, unlocked multimode state. The obvious downside is that, while it
may be possible to match the end state, there is no way to know how exactly the device
arrives there, and by extension how the various parts interact to determine the final state.
This presents then something of a black-box which, while certainly understanding of the
contents has come a long way, there is still something of a trial-and-error aspect to the
design.
Some work has been done in this area in Fabry Perot devices, with focus tending more
towards the short term spectral behaviour[153] and thermal aspects[154, 155]. In this
work we look at the spectral evolution over a full microsecond, paying special attention
to the coherence and broadening, with an eye on the locking time, which up to this point
has not been critically addressed.

3.1. Processes
The QCL comb results from a plethora of interacting parts which, when layered, act
together in self-orchestrated concert to form a quiet, stable source. In Fig. 3.1, we map
from a high-level perspective the most significant processes to the time at which they
start to become important. We imagine that at the instant t = 0, the laser goes from
being pumped at J = 0 to some J > Jth .
This scenario is simulated in the lower portion of the plot using the single-mode rate
equations in the previous section. In reality, bond-wire inductance and device capacitance would naturally smooth the incoming step pulse compared to ideal (this step
itself in reality rising over a nanosecond in typical lab equipment), but we neglect this
here. To begin with, there will be no light in the cavity, and the inversion will rapidly
rise, the rate determined primarily by (a) the injection eﬃciency, (b) 2
3 . Spontaneous emission will concurrently enter the modes with a distribution determined by the
gain cross-section c (⌫), interface roughness scattering processes (⇠100 fs) broadening
the transitions to typically 150-250 cm 1 . The overall rate of spontaneous emission is
determined by sp N c (⌫).
After about 10 ps (neglecting reactances), the gain reaches its unclamped peak g0 .
The flux meanwhile grows exponentially at a rate roughly vg g0 ⌧p 1 , where the photon
lifetime is given by the total optical loss distributed over the waveguide:
c
[↵0 + ↵m ]
(3.1)
n
where n is typically around 3.3 for mid-IR QCLs, and ↵0 is about 4±2/cm, depending
on the waveguide geometry. All devices in this chapter had a back-facet coating of
either Al2 O3 -Au or a GTI (Gires–Tournois Interferometer) dielectric mirror, and so we
⌧p

1

= vg ↵ =

geometry by more than a factor of 10 would be impractical, notwithstanding the variations along the
wafer or process
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Figure 3.1.: Characteristic timescales in QCLs. Upper: From left to right: Dephasing
(e.g. interface roughness, electron-electron, electron-phonon, etc.) ⇠100 fs
homogeneously broaden the gain, with typical bandwidths on the order of
150 cm 1 . The upper-state lifetime ⌧32 ⇡ 0.6 ps dictate the speed at
which the inversion can respond to the intracavity intensity, and vice-versa.
Consequently, they determine the strength or bandwidth of the population
pulsations, as well as the injection locking bandwidth. ⌧rt 1 is the mode
spacing for some spectral packet, and is the natural clock of the comb. The
dispersion and nonlinearity are generally weak eﬀects, and only through the
accumulation of phase over thousands of round-trips do they balance, and
the modes lock. Lower: single-mode rate equation simulation for the laser
used in this work for an instantaneous switch on. The intensity builds up
exponentially rapidly due to stimulated emission, until suﬃcient to saturate
the gain. The 1 ns marks both lasing, and the shortest timescale investigated.

can assume a reflectivity of 96-98 % and mirror loss of 0.72/cm for a 4.5 mm device.
Waveguide losses are typically 2-4 cm 1 , and photon lifetimes are therefore typically on
the order of 10s of ps. For the main device in this chapter, we assume 46 ps.
The flux grows exponentially until it approaches the replenishment rate for the inversion (order (J Jth )A), and the gain saturates. The gain will quickly reduce and clamp
to the threshold level to match the total optical losses. This whole process of reaching
the steady-state intensity will take less than one nanosecond. At a macroscopic level,
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the discrepancy between the single mode and multimode cases will be relatively uninteresting, the key diﬀerence being a slight increase in output power since multimode lasing
can better use the gain.
The evolution over the first few nanoseconds will not be accessible to any of the techniques used anywhere in this document. Suﬃciently fast direct detection is one option,
with a correspondingly fast sampling, but there is in general a hard trade-oﬀ in sensitivity and speed in the mid-infrared, and this would likely prove diﬃcult. Coherent
probing by e.g TDS might also be an option for the gain dynamics. But in any case, we
don’t expect most of the interesting dynamics, from the perspective of the comb, to take
place over this timescale, since coherence must build up between the modes. We make
one possible exception to this, which is noted later - the gain-dependent dispersion. It
therefore suﬃces in this context to simulate under reasonable assumptions, if we wish to
understand the the behaviour.
We then have a multimode field sloshing around the cavity, whose modes are separated by about c/2ng L, or the inverse cavity round-trip. As they propagate, phase is
accumulated according to the propagation constant (⌫)vg t. This net rate of accumulation is seen as a nonequidistant mode spacing. Simultaneously, the light-matter comes
again into play, which can (alternately, but equivalently) be seen as a Kerr equivalent,
which will also act on the instantaneous phase according to the intensity, which again is
a cumulative process. The interplay between the two may eventually over many thousands of round-trips lead to a balanced equilibrium, where the modes are phase stable:
a frequency comb.

3.2. Measuring time resolved spectra
To study the switch-on dynamics of the laser, we use the setup in Fig. 3.2 (a). The laser
is driven with a pulser and the light sent to a detector, whose response is marked D(t).
For the purpose of this work, a pulser generates a train of rectangular pulses of peak
voltage Vp , with tw , and period T , i.e. with a duty cycle of tw /T . Conveniently then, a
zero time is defined by a trigger, and dynamics afterwards can be referred back to this
point. ii The pulse shape and the laser emission E (i) (t) are then plotted in (b). The
superscript, which will be almost immediately dropped, simply highlights that each pulse
must be treated as a separate experiment; that is to say, except when the gap between
neighbouring pulses approaches within an order of magnitude of the cavity lifetime, the
measurement of pulse (i) and pulse (i ± 1) are independent and uncorrelated.
In (c) then, the intensity |E ( 1) |2 in the plane of the detection surface is plotted in
blue, and its response in green, which is given by:
D
E
Vdet (t) = R |E(t)|2
= hD (t) ? |E(t)|2
(3.2)
Tint

ii

The trigger will have a fixed delay with respect to the pulse arriving on the laser, and the total trigger
jitter from the pulser and whatever sampling equipment can be assumed much less than the rise time
of the pulse, which is about 6 ns; these are therefore unimportant in this context.
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Figure 3.2.: (a) Boxcar setup. Pulse-driven laser light passes through a Michelson interferometer with path imbalance ⌧ and arrives on a fast detector. The boxcar
averager gates D(t) at some delay Td with respect to the pulse leading edge,
integrating over a small (ns) gate time Tg (inset, lower left). It acts as a
sample-hold circuit (inset, lower right), the output Vbox (t) as input to the
FTIR acquisition unit. As such, the recorded interferogram represents a
snapshot of the laser power spectrum at Td after ignition. (b) Measured
rise time directly on detector (solid) vs simulated (dotted). (c) Boxcar integrator. Output is proportional to green area. (d) Acquisiton chain. HeNe
reference (AC coupled), D(t), boxcar output, and resultant centreburst, for a
rapid-scan acquisition. The blue squares aligned to the HeNe zero crossings
mark the samples which make up the interferogram, each originating from a
unique pulse. Many pulses may separate each sample. A computer adjusts
the delay Td after every full scan, and the process is repeated.
where hD (t) is the detector response function, which in the plot takes on simple
first-order low-pass characteristic. For these experiments, the electronic cutoﬀ is about
250 MHz, and this limits the minimum granularity of observable features to around 4 ns.
To track the spectral evolution requires some means of separating out the spectral
components. It is instructive to first consider a tuneable grating filter, with bandwidth
suﬃciently narrow to isolate one mode at a given setting, inserted into the beam path. In
this case, one could measure directly with an oscilloscope how the mode intensity grows.
Repeating this procedure for each mode in the spectrum then allows the full spectral
evolution to be recovered, to the time resolution of the detection/acquisition chain.
Actually, we must be careful in interpreting such a measurement. Either we consider
the process largely deterministic, that is to say, the system follows broadly the same
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trajectory for each pulse or experiment, where variations are small and noise attributed;
or there are multiple states in the same neighbourhood, and the system will therefore
be sensitive to the initial conditions and noise perturbations. It may then settle in one
global minimum, or perhaps any number of other stable statesiii . In the first deterministic
case, a single shot per mode will be suﬃcient to recover the full evolution, and averaging
will improve the signal to noise ratio. The second is more diﬃcult. If we assume the
number of final states to be finite, and the convergence time to be bounded, then we
may reasonably hope that a large number of shots will yield an average. This requires a
low complexity of dynamics. For simplicity, the results at each time step will be treated
loosely as an average, on the understanding that this is an untested hypothesis. We know
only from measurements (see Chapter 4) that the steady state should be deterministic.
For our experiments (Fig. 3.2 (a)), a Michelson interferometer plays the role of spectral
discriminator, and we use a boxcar integrator synchronised to the driving pulse to gate
the detected signal at a specific computer-controlled delay time td . With t referenced to
the leading edge of the driving pulse, the output of the boxcar after the arrival of pulse
i is then:
Vbox (t, ⌧ ) /

Z

td +T
td

h

i
|E (i) (t) + E (i) (t + ⌧ )|2 ? hD (t) dt

(3.3)

where ⌧ is the relative path delay. For a small integration time T , this amounts to
sampling the detector response and holding this at the output until the arrival of the
next pulse:
XZ 1
Vbox (td , ⌧ ) /
D(t) (t iT td )dt
(3.4)
i

0

By now adjusting the optical path delay ⌧ , we construct an interferogram, whose
frequency components correspond to a snapshot at time tD :
⌦
↵
I(td , ⌧ ) / |E(t) + E(t + ⌧ )|2 |t=tD

(3.5)

where the total low-pass response has been bundled into the angle bracket notation
so that it resembles the usual autocorrelation function. Its Fourier transform therefore
represents the power spectrum for that set gate delay. By repeating the process, stepping
the gate position at the end of each acquisition, a spectral map is build up.
As hinted in the "acquisition" panel, the interferogram is often acquired while the
mirror is in motion, i.e. ⌧ = 2t(v/c), where helium-neon fringes provide the positional
reference and hence second clock. For a pulse repetition time of 10 µs and sample
frequency 2v/ HeN e =5 kHz, we would expect 19 pulses to pass for every one samplediv
iii

Empirical evidence shows the latter unlikely, at least for the final state - the laser intensity spectrum
seems recoverable. But here the CW and pulsed experiments are not at all equivalent, where the
output of a CW driver even when switched on "hard" constitutes a smooth ramp. I am not aware of
any systematic study
iv
Sample error would go something like the inverse of 2v / 2HeN e , appearing as an elevated noise floor
in the resulting spectrum. While technically not a noise, as correction is in principle possible with
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This highlights one of the great conveniences of the boxcar setup: that it reduces the
data throughput by discarding irrelevant or redundant information, thereby significantly
relaxing the memory and sample frequency requirements. A single target delay can
be acquired for the same time and similar trouble as for a regular measurement. The
flip side to this is that the trajectory of a single experiment is lost, that adjacent time
samples are - in fact, every sample on the map is - independent. Since a large number
of samples is required to reconstruct a single spectrum, and the signal to noise of a
single point will be poor owing to the short integration time, it can be diﬃcult to make
statistical inferences, especially to know if the average spectrum comprises one or more
solutions. An oscilloscope in combination with a step-scan measurement is a solution to
this problem, and the topic is addressed later.

3.3. Results
The main device used in this work is a 4.5 mm QCL, based on a heterogeneous active
region with stacks centred around 1200 and 1330 cm 1 ( 8.3 µm and 7.6 µm, respectively).
A GTI coating on the back facet is designed to add a negative GDD, such that the
threshold group velocity dispersion is small in magnitude (<500 fs2 ) over 100 cm 1 . A
broadband comb emission has been observed in continuous wave under a wide range of
currents and heat sink temperatures, including the neighbourhood of conditions set in
this study. The device is that of[156].
We drive the device with a rectangular pulse of length of 5 µs and period 50 µs (10%
duty cycle), deemed suﬃcient to observe the full locking dynamics, although data for
only the first 1 µs is available. The scan velocity was about 1.16 mm/s, i.e. a 5 kHz
sample rate, with hence 4 pulses per sample. Spectra were measured with the boxcar
(Stanford Research Systems SR250) gate delay adjusted in 1 ns steps, at a gate width
of 2 ns, about half the rise time for the detector. The setup therefore has a temporal
resolution of 4-6 ns. With a source voltage 37.1 V, the operating point estimated to be
1.16 A peak current. The nominal heat sink is -10 C
Characteristics are shown in Fig. 3.3. In (a), we report the LIV in pulsed (104 ns,
10.4 µs) and continuous wave at a heatsink temperature of -10 C. We estimate a thermal
resistance Rth of 6.85 K/W (T0 = 182 K) which, at the CW steady state (1.16 A,
16.0 V) implies the active runs about 130 K hotter than the heat sink. The unquantified
uncertainty in T0 is quite large, as the pulsed data span only -30 C to +10 C (see
appendix). The plateau at 1.05 A in the CW light curve (also visible on gradient of
voltage curve), likely corresponds to the onset of broadband lasing, though there exists
no data at lower current to substantiate this. In passing, we note this second threshold
is at this same current density at all temperatures, independent of the lasing threshold.
The group velocity dispersion is estimated using the subthreshold method[157] at 10 C. In (c), top, we plot the first satellite phase (less the centreburst, which anyway
has a negligible contribution) measured at -10 C 530 mA CW, and a corresponding
a simultaneous auxiliary measurement, this trashes any argument of convenience. The more pulses
between samples, the better.
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Figure 3.3.: (a) LIV curves in CW and pulsed (104 ns, 10.4 µs), both at heatsink temperature -10 C. (b) Gain spectrum measured by Hakki-Pauli. (c) Top:
round-trip phase measured sub-threshold, with quadratic and quartic fits
indicated. (d) CW spectra at -10 C and at 0 C heatsink temperature.
Currents indicated. All original data measured by Gustavo Villares, some of
which is published in[156].
quartic fit over 1280-1420 cm 1 . The GVD is readily extracted by @ 2 /@! 2 , and plotted
in the lower portion for 5 diﬀerent currents spanning 530 - 770 mA, or J/Jth 0.59-0.86. It
shows a significant bias dependence, dropping to below zero (anomalous) with increasing
current.
In (c), left, we plot the gain shape, derived from the same electroluminescence data as
(c). On the right, we show that the gain peak shifts red with increasing bias. Ordinarily
this would be weakly blue due to the quantum confined Stark eﬀect. Combined with the
increasing negative GVD contribution, this resembles the Bloch gain contribution[94].
For later comparison, we plot CW spectra in (d), at biases close to the 1.16 A peak
current at which we operate the laser, at -10 C and 0 C, where the additional heat costs
11.9 cm 1 in bandwidth. We find an approximately linear relationship between the 10 dB
optical bandwidth and driving current (0.11 cm 1 /mA and 0.10 cm 1 /mA at -10 C and
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0 C, respectively), and - though only the two temperatures are available - a thermal
bandwidth coeﬃcient of -1.3 cm 1 /K.

3.3.1. Broadening and chirp

Figure 3.4.: (a) Evolution of the measured spectrum, normalised to max. (b) 10 dB
optical bandwidth vs time. The dashed horizontal line is the final spectral
bandwidth (95 cm 1 ), highlighting a slow narrowing due to the rising temperature. (c) Spectra over the first 10 ns. (d) Spectra which match the
minimum and maximum spectral widths (after the first narrowing), a state
in-between, and the final spectrum. They have all been normalised to the
maximum.
Time resolved spectra are plotted in Fig. 3.4 (a) for the microsecond available. Over
the first 6 ns (bandwidth limited), the intensity rises to its maximum (b), the spectrum
spanning 130 cm 1 , approximately the full gain bandwidth. The corresponding spectra
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are shown in (c). Note the emergence prominent peak at 1334 cm 1 at about the gain
centre, which persists over the next 300 ns.
The remainder of the pulse can be divided into roughly 3 segments: a narrowing
(130 1 to 61.7 cm 1 0-50 ns), a broadening up to 99.7 cm 1 (50-250 ns), and a gradual
evolution towards steady state. In fact, there appear to be no abrupt transitions, with
power diﬀusing about the spectrum. We show some slices at key points in (d).
Note that the bandwidth remains substantially broader than for equivalent pumping
at CW, and in fact it exceeds the maximum bandwidth reported (60 cm 1 ) under any
conditions in [156] by > 50%. Remarkably, in spite of the heating, the spectrum does
not show substantial narrowing, appearing to converge close to 90 cm 2 .

Figure 3.5.: (a) Zoom of the full resolution spectrum in Fig. 3.4 (a) over a weak part,
where white dotted lines show the peak tracking. (b) Frequencies of 3 neighbouring modes over the duration of the pulse, where the dashed line shows
the fit ⌫ exp( t/⌧ ) + ⌫0 . The average time constant is reported in the
bottom left. (c) Chirp rates
/⌧ exp( t/⌧ ) for a line close to each end of
the spectrum.
Modes are identified and reliably tracked throughout the pulse using a simple algorithm
(see appendix). We show in Fig. 3.5 (a) a zoom of the full-resolution spectra, superposed
with white dashed lines indicating the tracked frequencies. This gives us the time time
dependent spectral intensities |An (t)|2 and frequencies ⌫n (t), suitable for further analysis.
Joule heating leads the modes to down-chirp over the course of the pulse. Since the
waveguide is point-like in the cross section, the thermal diﬀusion, and hence linear frequency response of the modes, will approximately take on exponential decay solutions in
either the ON of OFF portion of the driving pulse cycle. We fit to all modes, finding a
thermal time constant of 633±6 ns, i.e. we reach 80% thermal equilibrium for the 1 µs
experiment. Initial chirp rates are reported in (c), ranging -187 to -211 MHz/ns from the
lowest to highest frequency mode.

3.3.2. Gain dynamics
With the tracked modes, we can find the instantaneous gain for mode q by
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g(⌫q ) =

dI(z, ⌫q )/dz
I(z, ⌫q )

(3.6)

where z = c0 t/ng is the distance travelled by the light though the dissipative medium.
Every 1 ns sample equates to about 10 cavity round-trips. Note if computing directly
from the e.g. low resolution spectra, the chirp will appear to give a constant loss on the
blue side and gain on the red, which merely states that the spectrum is downchirping.

Figure 3.6.: (a) Time derivative of the spectra, with red, gain, and blue, loss. The samples
are split into two parts for visibility, since the scale is very diﬀerent, with
much stronger derivatives at the beginning. (b) Estimated gain for the first
10 ns of the pulse. (c) Same computation, for the longer timescale (again,
separated for visual clarity), and the peak positive and negative values were
taken, with absorption bands excluded. These were filtered over 21 samples.
After about 300 ns, there appears to be only noise. The green curve is
computed from the estimated total power.
In Fig. 3.6 (a), we plot derivative without dividing by the intensity for improved
visibility. Since orders of magnitude are diﬀerent, we split the gain into the initial
transient (b), and the later four-wave mixing (broadening/locking dynamics) (c).
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Initially the gain is unclamped - about 2.23 times threshold, which, taking the total
losses to be 4.7 cm 1 implies a peak gain of double, 9.4 cm 1 . It should saturate within
the nanosecond. We instead measure a relatively modest 0.2 cm 1 , with the process
taking an apparent 8 ns. These just reflect the lack of sensitivity/detectivity and the
combined bandwidth limitation of the drive pulse and measurement chain.
Noteworthy is the apparent gain asymmetry. The gain peak appears at 1320 cm 1
Most likely a transient eﬀect, where the gain peak is driven far red (Fig. 3.3 (b)), but the
driving pulse suﬃciently slow compared to integration time that it appears as a smear
Then expected to clamp back down to threshold level within 1.5 ns. Since there is loss
(outcoupling mirror + wg loss) and gain has finite bandwidth, the spectrum narrows.
This is seen not on the spectrum as a whole, but in the immediate vicinity of the gain
peak ⇠1334 cm 1 (see (a), around 25 ns), where the laser appears to want to lase single
mode, the peak growing over 80 ns to 8 times the level of the rest of the spectrum, which
is otherwise uniform. The gain is well saturated, and spatial hole burning considerably
slows this process compared to the simple case of peak gain equals loss. It will moreover
be responsible for the maintenance of the broad uniform spectrum, the blue extreme of
around 1380 cm 1 in fact continuing to experience a mild gain.
Broadening occurs from 50 ns until about 250 ns. We can see from (c) that the onset
is very rapid and, since the overall gain is approaching zero, we know this is a parametric
(conservative) process, i.e. four-wave mixing. Referring back to (a), we an see that the
power is in fact being predominantly transferred away from the large lobe, as well as the
rest of the spectrum to a lesser extent. We observe the four-wave mixing peak gain to
plateau at 0.05 cm 1 (0.4 GHz), before declining over 220-270 ns to below the noise level.
Faint oscillations in (a) (vertical cuts, e.g. around 1320 cm 1 ), period approx. 100 ns,
do continue to the end of the measurement.

3.3.3. Dispersion
The modes will initially be nonequistant, the frequencies determined loosely speaking by
the total material, waveguide (geometric), and gain contributions to the group velocity
dispersion, as well as the fixed GDD of the GTI coating. The gain induced GVD has a
bias dependence. If we permit ourselves to treat this dependence simply taking it to be
linked purely to the inversion, we would expect this to be reflected in the early transient,
where the unsaturated gain exceeds the clamped peak value by factor of about J/Jth .
As the light grows appreciably, the peak gain will then drop to the optical loss, and the
GVD should not deviate far from measurements taken close to threshold.
We find the polynomial coeﬃcients for the fits in Fig. 3.3 (b) to be linear with current,
and this allows us to make an empirical projection of the GVD at and beyond threshold.
This we map out in Fig. 3.7 (a), vertical dashed lines marking out the the peak gain
and threshold. To account for the lower active temperature at the start of the pulse,
we extrapolate to Iop + Ith , where we attribute the change in thresholds purely to
the transparency current. For the end of the rise, we take the CW threshold, since the
inversion should only very weakly depend on temperature. We expect the GVD to be
fully anomalous, with no zero crossings.

48

3.3. Results

Figure 3.7.: (a) Group velocity dispersion as a function of current, extrapolated assuming
the polynomial fit coeﬃcients from Fig. 3.3 (c) continue to evolve linearly
with current. Blue indicates anomalous (negative) GVD, and red normal
(positive), and the black solid lines are the zero crossings. The dashed line
bridging the two normal regions indicates no root, and the dispersion is
entirely negative. Green stars indicate the measured roots. Vertical dotted
lines indicate the gain induced dispersion immediately after switch on (peak
gain) and once the gain is clamped (CW threshold). (b) Detrended measured
mode spacing (⇠ integrated dispersion), plotted for 0 ns and 10 ns, sampling
the peak and clamped gain. Blue and orange lines show the expected change
in FSR under that assumption. For each, the spectrum is plotted in green
for reference.
The mode frequency for mode q is found generally by solving for the round-trip condition:
Z Z
d! 2 GV D(!) = 2⇡q
(3.7)
where the linear constant of integration should be chosen as 2Lng /c. We compare the
predicted frequencies then both right after switch on (or as close as we can measure),
and after a short period has elapsed. These are shown in (b), top/bottom, respectively,
where both prediction and measurement are detrended. The curves are therefore not the
mode spacing, but the deviation from average, i.e. the integrated dispersion. While the
interferometer resolution 2.25 GHz is in no way suﬃcient to measure the small frequency
errors to test e.g. equidistance, at the farthest extent of the spectrum we expect to see
deviations on the order of 100s of MHz, which are measurable. This we see: a strong
positive parabola, expected for anomalous dispersion. The agreement appears to be
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better for the "Peak gain" curve, but the points are well enough spread that either could
fit. For the 10 ns, the best fit would lie somewhere between the two oﬀered, though
the sharp transition between the downward trend and flat mid-band at 1335 cm 1 is
incompatible with a simple linear response.

Figure 3.8.: (a) Map of the mode spacing deviation, produced by subtracting the slope
from the measured peak frequencies at each time step. An oscillatory pattern period 14.4 cm 1 is set up between 20-150 ns, which washes out as
the spectrum broadens. (b) Select slices from the map in (a). The mode
spacing is observed to be flat about the 1330 cm 1 peak. The structure
in 920 ns survives averaging from as far back as 500 ns. (c) Modal power
(top) and estimated deviation (bottom), over the first half of the driving
pulse. Two bands are highlighted, corresponding to highlighted portions on
the MAX spectrum to the right: 1320-1325 cm 1 (orange), corresponding to
a broadening region, as seen from the delayed rise; and the mid-band 13501360 cm 1 (blue) whose amplitude changes only marginally throughout.
Once the intensity stabilises and the gain is well saturated, nonlinearity will come into
play. In Fig. 3.8 (a), we plot the long term trends of the detrended mode spacing. In
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(b), we show snapshots at 3 diﬀerent times. The first applies to the period where the
1330 cm 1 grows and narrows, but before the spectrum reaches its full breadth. There
are two quite striking features. Firstly, the trend is very flat around the peak. This may
imply these modes have locked. Secondly, a persistent oscillation in the spacing of about
250 MHz which only diminishes when the broadening starts to become significant.
At the peak of the broadening (⇠220 ns), the oscillations have largely flattened. With
plateaus all sharing a common mode spacing, it appears that the broadening at 1320 cm 1
and possibly 1380 cm 1 have a diﬀerent oﬀset frequency to the central lobe. By 920 ns,
this appears to have been brought down to the common level, although at 1380 cm 1 ,
the tilt is again higher. In (c), we plot all trends, and wee see that there is something of a
convergence behaviour, but ultimately we are limited by the resolution of the experiment.

3.3.4. Coherence
The observed spectral broadening arises from the coherent four-wave mixing, the eﬃciency of which is enhanced as the modes are pulled into equidistance. The process will
be visible in two ways: (1) the curvature in mode spacing, seen in Fig. 3.7, will flatten,
and (2) as partial coherences between the modes are established, their linewidths will
narrow from that expected for an single-mode laser with the sub-mW tooth power, to
the single mode-equivalent of the full laser power (100s of mW) This latter property has
been demonstrated [158, 159] and explained[160] for combs based on QCLs, as well as
other laser systems, and is especially visible when contrasting a multimode laser in the
high-phase noise regime to that same laser operating as a fully locked comb.
We firstly investigate the curvature of the mode spacing by applying quadratic fits to
the estimated mode frequencies assuming the form:
1
!µ = !0 + D1 µ + D2 µ2 + O(3)
(3.8)
2
where terms of order 3 and above are dropped. Note that for weak linear dispersion,
the curvature can extremely small compared to the nominal instrumental resolution.
Nonetheless, as before, with suﬃcient bandwidth, a curvature can be sensitively determined, even in the presence of noise.
The estimated curvature in mode spacing is presented in Fig. 3.9, top. We have taken
care to ensure that the fit is not unduly influenced by outliers using a combination of
an appropriate power law weighting and a bootstrapping procedure (resampling with
replacement), which moreover allows us to verify the sensitivity of the fit to the choice
of datapoints (see appendix). Initially, we observe a large D2 , as directly visible in the
detrended mode positions in Fig. 3.7 (c) at t=4 ns. From about 200 ns to 400 ns, D2 falls
to zero, and remains there. In a simple picture, this indicates that at least the quadratic
part of the GVD has been balanced by the dispersion.
We investigate the coherence build-up by analysing the fringe contrast in the autocorrelations as a function of relative optical path delay and gating delay, which is expected
to decay as I0 e |d|/Lcoh for a Lorentzian lineshape, where Lcoh is related to the 1 second
linewidth (FWHM) by Lcoh = c/(⇡ ⌫). For multimode lasers, the measurement is re-
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Figure 3.9.: Top: Non-equidistance of the mode spacing, characterised by the D2 parameter. This is estimated by quadratic fits to the measured mode spacing.
The outer band was derived from a bootstrapping process (214 trials), and
should be interpreted as the 5-95% spread in estimates resulting from the selection of diﬀerent points, rather than the uncertainty in the measurement.
Both were smoothed for visual clarity, without aﬀecting the trend. Bottom: estimated coherence length of laser output with time. The calculated
curve (blue) models the apparent loss of coherence that would be seen due
to the combination of fast thermal chirp and finite detection bandwidth (see
Appendix). It is significantly larger, so we can assume it plays no role in
the estimate. The black dotted line marks the maximum path delay of the
interferometer, its nominal resolution. Inset: Select interferograms, with
the exponential fits for the coherence length estimate indicated by the grey
bands. These were digitally filtered prior to fitting (see Appendix).

stricted to the satellite peaks at n/ f , where the intensity fringes momentarily regain
full coherence, and the trend is expected to reflect the average of the individual mode
decays, weighted by their intensities.For our signal to noise and resolution, we estimate
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the setup to have a coherence sensitivity with 50% fractional error up to 1 m. The eﬀect
of the thermal chirp over a short integration time is a little more subtle, but it leads
to an apparent reduction in contrast at longer path delays due to the finite detection
bandwidth, where chirp passing through the interferometer, acting as a frequency filter,
results in a rapidly oscillating intensity at the outputv Whether this ought be interpreted
as a reduction in coherence is a matter of definition, but for this experiment it is an unwanted eﬀect. We compute the eﬀect using the measured chirp parameters, and find it
to only be significant for very early gate delays. The curve is plotted in blue, Fig. 3.9,
bottom. Since in this region the apparent coherence length is within the detection limit,
by comparison of the two curves we can attribute the measured Lcoh to the laser rather
than technical artefact. See appendix for details. These are the dashed and solid blue
lines, respectively.
Satellite peaks are located after digitally bandpassing the interferograms, necessary
so the result is not dominated by the high frequency noise resulting from the single
shot per point measurement. Black curve shows fit to the decaying exponential, with i0
constrained to the centreburst value. These we then fit, assuming the |d|/Lcoh , and
with I0 constrained close to the centreburst value. A pair of example interferograms are
inset Fig. 3.9, bottom, with their fits indicated by the grey bands. The trend is shown
in black below.
While the black curve measured shows something of a complicated structure, the general trend, however, is a clear build-up from 700 µm at ignition, to about 80 cm. For
comparison, a free-running DFB QCL, operated with a conventional low-noise current
source, is expected to exhibit a coherence length Lcoh on the order of 20-100 m in steadystate[161, 162], and a Fabry-Perot on the lower end of the scale, at around 20 m (5 MHz
over 1 second), and this indicates that the sensitivity limit is likely the limiting factor. By
comparison with Fig. 3.6 (a), it is apparent that intensity, which dictates the linewidth,
varies only fractionally from steady state after the first 10 ns transient, and we must
therefore conclude that upward trajectory therefore represents the build-up of mutual
coherence between the modes.

3.4. Summary
We aimed in this work to show how the frequency comb forms in a QCL, choosing a sample
which, after applying a dispersion compensating back facet coating, showed a broad, flat,
locked spectrum when driven in continuous wave. The boxcar technique has proved a
convenient way to track the long term dynamics by automatically discarding redundant
information, and we report an average sweep of about 13 free spectral ranges over 1
microsecond for an emission centred at 1350 cm 1 and bandwidth ranging 75-100 cm 1 .
Through a simple analysis, we find the mode spacing initially follows the trajectory
projected when considering self-heating and the inversion dependent dispersion. After
some time (⇠200-300 ns), the spacing ceases to follow the trend and converges towards
v

The dynamic dispersion, or the pulling, will act similarly, but the eﬀect is expected to be one or two
orders of magnitude weaker.
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zero, indicating four-wave mixing locking taking place. This coincides with a tenfold
increase in coherence length from 10 cm to about 1 m. Throughout the evolution, the
amplitudes rebalance accordingly. Unexpectedly, we find a second broadening which we
attribute to the four-wave mixing and resulting enhanced parametric gain, the long-term
eﬃciency of which will increase as the mode spacing becomes more regular and therefore
contribute to a common frequency. The results are broadly replicated for a second device
lasing at 4.5 µm using a slight variation of the same technique. See appendix for details.
Unknowns remain. While the device does appear to have reached something of a steady
state, the gain dispersion is expected to be further meaningfully modified through heating
for at least another microsecond. The beat note was also not measured in parallel, which,
combined with too short an acquisition time, means we are unable to ascertain that the
emission is really a comb by spectrally resolving the coherence. Further measurements
could not be made, since the device suﬀered a premature death.
There is also the question of the broadening. Since we measure an average, and we
lack traceability, each point in time and delay being statistically independent, we cannot
easily distinguish between a single broad state and multiple states appearing at random
which span the full spectrum. One way to verify this would be for example using a one
or a pair of grating spectrometers to see whether the new lobe appears deterministically,
or is anti-correlated with some other part of the spectrum. An alternative, not yet
practical in the mid-infrared, would be to use an equal path length Michelson, in which
one mirror is tilted to produce a fringe pattern [163] which can be detected on a 1D fast
detector array, as has been done to characterise the coherence of supercontinuua[164]
and random lasers[165]. We attempt an analysis in the appendix using the data we have,
since in principle spectral switching should appear as a bimodal clustering of intensities
for certain delays, but we find no clear evidence; the elevated noise levels during lasing
and the possibility of a behaviour more complicated than our assumption prevent us from
conclusively excluding the switching.
We expect some degree of stochasticity, since the initial phasing, originating from
the spontaneous emission, must be random, and initial conditions which are further
from the final solution should take longer to converge. In the appendix, we show some
experimental support for this using the beat note power of a device from the same
process, which for these measurements serves as a good proxy for the overall state, since
the emission intensity is relatively fixed. Indeed, we find an average rise time on the
order of a microsecond, with a considerable spread. The residual amplitude noise level
even several microseconds is again prohibitive in declaring equivalent the rise time and
the locking time, since the noise could well originate from dispersion.
It raises the question: would it be possible seed the phase, so that the modes can
lock rapidly and reliably? One option could be a tailored RF pulse, synchronised to
the driving pulse, which tracks the thermal chirp. Implemented in a device such as [47],
where the excellent RF coupling allows for a significant coherent broadening on injection,
one might hope to have which (1) the device locks quickly and deterministically to the
eﬃcient linear state, (2) the spectrum broadens on a similar timescale, and (3) the
entire thermal chirp would be imprinted on the oﬀset frequency only. Combined, with
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the significant thermal chirp, one could envisage a system capable of performing rapid,
gapless, broadband spectroscopy, which, since only single a common (ceo) phase needs
to be accounted for, would yield to far simpler analysis.
We finally note that to eliminate the thermal dynamics, the experiment could be
modified to include a double-pulse driving scheme, where the first puts the device into
the high thermal equilibrium, followed by a brief gap to quench the intracavity photons,
and followed by a second high at the same level to be measured. Alternatively, the
laser could be put close to the multimode instability threshold, usually coinciding with
the comb threshold, and the current slightly increased, with a recording of the relevant
parameters synchronised to the perturbation. This carries the additional advantage that
the initial conditions are known and to some extent controllable. Naturally, optical
bandwidth advantages are lost, and devices with a higher T0 should then be considered
instead.
Up to the equilibrium time, which is around 6-8µs, a mode will have swept on average
4.5 cm 1 i.e. more than 13 free spectral ranges. While a large chirp can be advantage for
certain swept spectroscopy techniques, where perhaps multiple lines can be interrograted
at once, for a multimode laser the bandwidth advantage is modest (fractionally 5%), and
better would be a smaller chirp on the order of a single free spectral range, which permit
the reproduction of gapless spectra. Either then higher driving repetition rates should be
used, which may tighten bandwdith requirements on the detection, and certainly make
coherent techniques more diﬃcult; or, the pulse shape must be tailored, or the thermal
properties must be well engineered such that the threshold is lowered.
Combined with the (a) the similar timescale of the broadening; (b) the flattening of
the curvature of the mode spacing; and (c) the relative parity of the positive and negative
gain contributions, likely what is observed is the mode locking process.
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Chapter 4

Linear chirped state
The spectral phase plays an apparently disproportionate role in shaping the temporal
profile of the output fieldi . This is illustrated in Fig. 4.1 for 3 diﬀerent sets of phases,
where the magnitude spectrum is held the same. Depending on the phase, the diﬀerent
wavelengths may interfere destructively (FM) or constructively (AM), leading to a constant intensity and a modulation in frequency, or a constant frequency and modulation
in intensity, or some mixture of both (random).
The group delay d /d!, or ( n+1
!n ) for discrete modes, determines
n )/(!n+1
the arrangement of energy in time, and hence the instantaneous intensity and frequency.
For an unlocked device lasing on its cavity modes, this will not be a fixed quantity on
account of (1) dispersion, which will add a rotating term (2) a random walk in phase,
which is expected to be independent for any two modes. Therefore, the E[('n+1 'n )(t)]
is undefined, and any structure in the waveform will be short lived as the phases diﬀuse.
By contrast, for a locked comb the modes are equidistant and E[('n+1 'n )] = fr t +
n+1
n , where fr is the repetition rate, which is assumed constant for simplicity. The
result is then some waveform which is periodic with 1/fr , retaining its shape as long as
the modes remain locked.
At the start of this project, the waveform emitted by the locked QCL - determined
by the spectral phase - was unknown. Typically when thinking of mode locking, a train
of short pulses comes to mind, typical of those found in mode locked lasers with a fast
saturable absorber. But this could never be the case for quantum cascade lasers, since
the upper state lifetime is short, preventing the storage of energy between cavity roundtripsii . Isolated prominent structures in intensity are therefore strongly damped and
dispersed, and the logical expectation for a multimode field is some waveform with a
constant intensity envelope, and a modulation instead in frequency.
Experimental evidence supported the hypothesis. Earlier interferometric autocorrelation measurements on a laser suspected to be operating as a frequency comb yielded a
peak to background ratio of 8:3[129], which is expected for random (but fixed) phases.
Other evidence came later by looking at the beat note from a known comb. When shined
onto a fast detector, a multimode field will yield a beat note at the round-trip frequency
in the presence of any non-flat envelope. While indeed one is almost always seen, indicating at least some residual amplitude modulation, passing the light through an optical
i
ii

The same as true for audio as it is for light.
Except in the extreme case that the cavity length is suﬃciently short and the upper state lifetime
long, i.e. ⌧rt ! ⌧32
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Figure 4.1.: The phase determines the waveform. A single amplitude spectrum (top
left) is assumed, which is for sin[!0 + µ cos(!m t)] [parameters]. The columns
correspond to phasing the signal for FM, form AM, and randomly. FM: The
intensity envelope is constant, and the laser experiences a periodic sinusoidal
frequency sweep. AM: All phases are equal or sit on a straight line, which
would be a simple Fourier delay !⌧ + c. The intensity envelope is pulsed,
but with a broad feature and a constant background since the spectrum
is narrowband and the shape inappropriate (there is a dip in the centre).
The frequency is constant at the average, or carrier frequency. Random:
There is a combination of amplitude modulation and a rather complicated
looking frequency modulation. For a large spectrum, then on expectation
the amplitude modulation is expected to be much weaker than the frequency
modulation, [since there will be little constructive interference]. So long as
the phase diﬀerences remain stable - that is to say, the waveforms are periodic
- any of the three could represent a comb spectrum.
frequency discriminator (e.g. an absorption line or an unbalanced Michelson interferometer) increased the strength of the beat note by more than 16 dB, in spite of the fact that
half the power was removed[97]. This was unambiguous proof that the emission was of
a strong FM character.
It was Khurgin who first identified gain saturation as the underlying mechanism behind
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the lockingiii , with a compact frequency domain model based on the Maxwell-Bloch
formalism[97]. In line with experimental evidence at the time, the model predicted a
predominantly FM output, with seemingly random phases leading to chaotic looking but periodic - swings of the instantaneous frequency. The overall process, coined pseudorandom mode locking[167], was shown to result in states which use the gain highly
eﬃciently[168], in line with the maximum emission principle[169].
An awkward point is that in simulation these complicated solutions seem to be found
without preference under varying initial conditions, with the laser arriving at a diﬀerent
state each time it is switched oniv . While similar behaviour has been observed in other
four wave mixing combs under certain parameters[170], this is diﬃcult to understand
in light of measurements, where the intensity spectrum and beat note power, frequency
and linewidth can be reproduced after cycling the power. Moreover, implicitly one might
expect a certain fragility to such states, since they would probably neighbour other,
equally favourable, states. And that is to say nothing of the, if not outright roadblock,
inconvenience facing any ambitions to shape or compress the QCL emission, which usually
requires some degree of a-priori knowledge of the phase statev .
The experimental work which followed in this chapter was therefore in pursuit of
answering the questions:
1. What are is the phase relationship between the modes?
2. Are the comb states reproducible?
3. What is the long-term phase stability of the states?
With the hope that the answer to the first might also yield some information on the
underlying mechanism.

4.1. Measuring phase
The reason the phase had not yet been characterised for QCLs, when it’s a relatively
routine procedure for other types of comb, is that they seem to present a special set
of problems. Consider for a start direct detection, where the emission is shined onto a
fast detector and recorded on a fast sampling scope. For a normal mode-locked laser,
a pulse would be recorded, whose width would be limited most likely by the detection
bandwidth. However, for QCLs the devices are short, meaning that even for a few
harmonics, from which relatively little structural information could be seen anyway,
would require bandwidths in excess of 10s of GHz. Couple this with the expectation of
iii

As opposed to Kerr lens mode locking[166]
The model was of course only built to demonstrate the physical principal, in which it succeeds - the
point is rather to demonstrate the remaining unknowns
v
e.g. line-by-line pulse shaping is an option if the state is long term stable, even with no prior knowledge
of the state

iv
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a flat intensity, with most interesting features expected rather in the chirp, the venture
is doomed from the outset.vi .
Nonlinear techniques are more often used to characterise waveforms, since the material
response is (near) instantaneous and the eﬀective bandwidth is limited in the best case
by the optical cycle. An obvious concern would be the nonlinear conversion eﬃciency,
since the peak intensity is expected to be weak; since prior demonstrations exist[129],
we can put this concern aside, as it is mostly a matter of care. Popular techniques
FROG[172] and SPIDER[173] are able to extract both the instantaneous intensity and
chirp, combining measurement with iterative retrieval algorithms. The true issue is that
these techniques are designed for short, low duty cycle pulse trains, and ill conditioned
to measure something approaching continuous wave; attempts to recover the parameters
- especially with algorithms which try to eliminate infeasible solutions - would almost
certainly be fraught with ambiguity. Nonlinear time-domain spectroscopy would be another possibility, although our combs are neither oﬀset-free, nor even CEO stable, which
might be problematic for long-term averaging.
Frequency domain techniques, rather than temporal sampling, are better suited to
characterise frequency modulated combs, since the sensitivity will be where you need it:
the phase. An attractive option would be a dual-comb type experiment, where the sample
comb is beat against a known reference comb, and the mode amplitudes and phases read
out in the Fourier domain. This is a linear technique, and so prior concerns about
conversion eﬃciency are irrelevant, and the precision scales with measurement time, up
to the stability of the reference. Such an experiment has been performed in the meantime
in the mid-IR at 4 µm, with some success[174], not least of all in demonstrating the phase
stability of their comb. The problem is mostly down to the availability of metrological
grade reference combs both at the both the target wavelength, and the target repetition
rate.
SWIFTS (Shifted Wave Interference Fourier Transform Spectroscopy) is another such
frequency domain technique, and has become the standard method to characterise the
coherence and phase of QCL combs. It works similarly to Fourier transform spectroscopy,
in that the emission is passed through an interferometer and the fringe pattern is measured as a delay mirror is scanned. The diﬀerence is that this is instead performed at
some harmonic of the repetition rate, which, for the fundamental, contains the phase difference between adjacent modes, recoverable by heterodyning against some stable local
oscillator at about frep . The role of the spectrometer is then to identify which An A⇤n 1
component belongs to which pair of modes. This could be seen as a coherent cross section
(i.e. at a single frequency) of the beat note spectroscopy performed in the past, with
nonequidistant modes falling outside the cross section.
It wins for several reasons. (1) it relies on equipment already present in most IR/THz
labs, with the only wavelength dependent components being the beamsplitter and detector. (2) it requires no prior assumptions on the waveform, and works just as well for
AM as for FM. (3) it measures directly, and is linear in the detection of, the quantity of
vi

Upconversion sampling is one way to circumvent this, where it acts as a kind of optical sampling scope,
and this has recently been put together[171]
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interest, the group delay. As a corollary to (2) and (3), it works well also at high repetition rates. Its limitations are the same as for conventional FTS, namely the resolution,
the dynamic range, and the linearity of detection, the latter two being technological.
There is also the question of the integrated uncertainty, since the phase diﬀerences must
be summed, making it particularly prone [to] spectral holes; depending on the application, this is not usually a major issue (e.g. in the field reconstruction), except in the
case of highly irregular spectra, or those where the cumulative power is shared relatively
equally between a few strong modes, and a much broader bandwidth (see Ring chapter).vii SWIFTS has in the meantime proven itself a robust, reliable, and highly accurate
method for phase measurements across an array of traditionally diﬃcult to characterise
laser systems, from the ICL[175], Q-DOT[176], diode[176], and even the widespread and
well characterised Ti:Sa[177].
The technique was developed and first applied by Burghoﬀ et. al. on a terahertz QCL
whose repetition rate was stabilised to prove the equidistance and phase stability[178]. Its
use in the reconstruction of the emission time domain profile, noted possible previously,
was then demonstrated in[179]. The state which was found had both the FM character
expected, which was periodically interrupted by a broad pulse, the two parts originating
from spectrally separated lobes. This of course agrees in part with the expectation of an
FM emission with the reality of a beat note. However, the result could not be directly
translated across to the mid-infrared, since the device was operated under cryogenic
conditions, and gain recovery time for terahertz QCLs tends to be on the order of 10s of
ps[113, 180], rather than 3 ps for the mid-infrared[139, 181] To some extent one might
therefore expect the AM-FM balance to be tilted more in the direction of AM for terahertz
QCLs than for those in the mid-infrared.
Much of the work done in subsequent chapters is based on SWIFTS, and so in the
next section I dedicate a quick overview to it; additional information on e.g. the data
treatment can be found in the appendix.

4.2. SWIFTS setup
SWIFTS is a very general technique, and described here is the implementation in the
work[91]. A schematic drawing of is shown in Figure 4.2 (a). The light from the QCL
is collimated by a lens (focal length 1.873 mm) and sent to an FTIR fitted with a fast
quantum well infrared detector (QWIP) [182]; the QWIP has an electronic bandwidth
well above 20 GHz, and as such intensity beats in the emission at the fundamental,
around 7.4 GHz for the laser under test, and higher harmonics appear as measurable
current modulations. A beam splitter divides the field between the QWIP and a much
more sensitive MCT detector with a 99:1 splitting ratio, allowing the fast and slow
vii

There is also the hidden "downside" of general awareness and acceptance, since it is a new technique.
Helpful may well then be to pair SWIFTS measurements with e.g. interferometric autocorrelations,
which are apparently widely understood.
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Figure 4.2.: (a) Self-referenced SWIFTS setup used in [91]. The detected signal is referenced to the QCL "clock", which is extracted from the device itself. We
measure with a maximum path diﬀerence corresponding to a resolution of
0.125 cm 1 , or about 3.75 GHz. The fast RF correlation is measured on a
Quantum Well Infrared Photodetector[182] (QWIP). The reference and signal are amplified using a pair of low-noise, high-bandwidth RF amplifiers,
and downmixed to 25 MHz. The DC autocorrelation is collected on a separate, more sensitive Mercury Cadmium Telluride (MCT) detector. Those
signals, along with a HeNe position reference, are acquired together on a
scope. For measurement parameters and equipment used, see Appendix. (b)
varying components (the standard autocorrelation) to be acquired simultaneouslyviii .
An isolator between the laser and FTIR is necessary to mitigate the optical feedback
from the interferometer, which tends to be destabilising.
To understand its operation, we run through the system. For convenience, assume the
modes are equidistant:
E(t) =

X

An ei(!0 +n!r )t + c.c.

(4.1)

n

p
where An = In ei n , where In is the intensity and n is the (average) phase, !0 is the
carrier envelope oﬀset frequency and !r the repetition rate (both in rad/s). Nonequidistance and phase noise can by included, if desired, by giving the phase terms a time
dependence ( n = n (t)). The field and its delayed copy arriving on a square law detector will induce an AC photocurrent, given by the cross terms:
D(t, ⌧ ) = E ⇤ (t)E(t + ⌧ ) + c.c. =

XX
n

viii

An A⇤m ei(!n

!m )t i!n ⌧

e

+ c.c.

(4.2)

m

Both parts can also be taken directly from the QWIP, with a little work, but a lost alignment might
be more painful to recover.
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The indices are understood to be positive, and we immediately drop the c.c. for
convenience. n = m is low-pass filtering, and corresponds to the usual autocorrelation
fringes. Setting m = n ± 1 selects the nearest neighbour beat:
D(t, ⌧ )|m=n±1 =

X
n

⇥
An A⇤n

1e

i!r t

+ A⇤n+1 e

i!r t

⇤

ei(!0 +n!r )⌧

(4.3)

This is the situation shown in Fig. 4.2 (b). The analytic signal contains a pair of
counter-rotating terms at !r , whose phase is equal to n
n+1 and n
n 1 . To extract
these, we therefore need to demodulate D(t, ⌧ ) in quadrature, which means multiplying
1
it by cos(!r t) = 21 (ei!r t + e i!r t ) and sin(!r t) = 2i
(ei!r t e i!r t ).
On thing to note at this point is that drift of the comb parameters fceo and fr is
inevitable for a free-running device. On the one hand we can say that for suﬃciently
small drifts in fceo , there will be no eﬀect on the measurement, since the term only
appears on the interferometric part, where the resolution will certainly be too low to
noticeix . The same is not true of !r , on the other hand, where the measured phase
diﬀerences will be keenly sensitive to the drift. This can be seen plainly by comparing
the typical 1 second beat linewidth, which is on the order of 500 Hz, to the typical
acquisition time of maybe 30 seconds.
To mitigate this, we use the so-called self-referencing scheme, whereby the self-detected
beat note, which appears as a current modulation on the bias line of the laser, is tapped
from the device with a bias tee. As shown in Fig. 4.2 (a), both the detected signal D(t, ⌧ )
and the amplified beat tone derived from the laser are downmixed against a common lownoise microwave oscillator to 25 MHz, which serve as inputs to the signal and reference
channels of a fast lock-in amplifier (integration bandwidth on the order of 4vm / , where
vm is the mirror velocity). Including the intermediate step generally allows for a better
signal-to-noise than direct homodyning, since we can avoid the 1/f noise. The lock-in
then both serves to compare the signals, and to eliminate most of the out-of band noise.
As long as the electrical length from the laser to the lock-in amplifier approximately
match the combined optical and electrical path from the laser to the detector to the
lock-in signal input, the error introduced by drift is minimisedx .
The inclusion of an intermediate stage will just give an additional amplitude conversion
factor, and the phase shift can simply be bundled in with the already existing arbitrary
phase diﬀerence between the reference and signal.
If the quadratures of the detected signal, as retrieved by the lock-in, are recorded as a
function of the relative path delay ⌧ , then we obtain the following pair of interferograms:
x(⌧ ) = hE(t + ⌧ )E ⇤ (t) cos(!r t)i
⇥
⇤
1X
=
An A⇤n 1 + A⇤n+1 ei(!0 +n!r )⌧
2 n
ix
x

(4.4)

Frequency dependent loss or dispersion in the cavity may well have an eﬀect as the comb centre moves.
Alternatively, !r can be locked to some external oscillator[183]; the detected signal should then be
compared to a similarly derived source
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Figure 4.3.: Example SWIFTS measurement of an FM comb. (a) The FM magnitude
spectrum (top) and modal phases (bottom) (b) DC (top), and quadrature
(bottom) interferograms. The dip is a characteristic of frequency modulated
light, since when balanced all spectral pairs cancel by definition. For pulse
train, it would be expected to resemble the DC autocorrelation, with a peak
at the centre. (c) The SWIFTS spectrum (top: magnitude, bottom: phase
diﬀerence) can be computed either with X + iY or X iY , which determines
whether to interpret phasor at mode position n as An A⇤ n + 1 or An A⇤n 1 .
Note these are the phase diﬀerences, which must be summed to recover the
spectrum in (a)

y(⌧ ) = hE(t + ⌧ )E ⇤ (t) sin(!r t)i
⇥
⇤
1 X
=
An A⇤n+1 A⇤n 1 ei(!0 +n!r )⌧
2i n

(4.5)

The angle brackets indicate the narrowband low-pass filtering performed by the lock-in.
An example pair of interferograms, calculated for a simple FM comb sin[!0 t+ cos(!r t)],
are shown in Fig. 4.3. For a pure FM emission, the SWIFTS signal should go to zero
when the interferometer is balanced, since the intensity envelope should be flat. Farther
from centre, the interferometer acts as a discriminator, converting frequency excursions
to intensity modulations at the output; the beat signal hence grows. This is a signature
for FM emission[80, 97], which we would expect to see.
Taking the Fourier transform converts the exponentials to deltas. We find finally:
(X

iY )(!) =

X
n

|An ||An

1 |e

i(

n

n 1)

[!

(!0 + n!r )]

Where the phase diﬀerences can be read directly from the spectrum.
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The phases themselves are obtained by a cumulative summationxi , assuming one arbitrarily selected mode, here written n = 0, to have a phase of zero[184]:
8 Pn
>
n0 1 ) n < n0
< n0 =n0 ( n0
(4.7)
0
n = n0
n =
>
: Pn
n > n0
n0 1
n0 =n0 n0
p
The positive amplitudes are found by simply taking In from the normal power spectrum, which is acquired in parallel. We address the data treatment in more detail in the
appendix.

4.3. Main results - EV2429 B1 21NU
For this section, results are presented for the device EV2429B1 21NU. It has an HR
coating, lases at around 8.2 µm, and can emit in excess of 1 W at with the heat sink
temperature nominally at 290 K. Characterisation data, including dispersion, spectral
map, and beat note map, are presented in the appendix, along with those for the two
other devices presented later.

4.3.1. Phase and time domain
A SWIFTS measurement was performed on the device at a heatsink temperature of
290 K and current of 1.2 A. The setpoint was chosen with reference to the beat note
map, since this region exhibited the narrowest beat width < 500 Hz over a tuning range
of about 200 mA. The full resolution interferograms (resolution 0.115 cm 1) are shown
in Fig. 4.4, with a zoom about a the centreburst, showing the expected central dip.
A standard treatment was applied to the interferograms (Mertz widnow, zero padding,
fitting/resampling - see appendix), and the DC spectrum, the measured phase diﬀerences,
and the phase obtained by summing those diﬀerences, are plotted in Fig. 4.5 (a). There
appears be a fringe pattern, spaced ⇠1.98 cm 1 (60 GHz), or 5 modes, superimposed
on the magnitude spectrum of relatively constant contrast, which resembles an etalon
response. The phase diﬀerences show a ripple whose maximum approximately coincides
with the mode maxima. While it is conceivable that there was an etalon in the path,
unaccounted for, the current tuning data shown later show that this pattern washes out
with change of bias. Indeed, simulations have shown a similar ripple[98], and the eﬀect
could rather be related to spatial hole burning.
The phase diﬀerences follow an almost straight line spanning 2⇡ over the comb bandwidth. Integrated, this of course leads to a parabola, which incidentally one would obtain
passing a pulse through some length of a dispersive element. It was then by this analogy that we fitted the parabola, and reported a so-called field group delay dispersion
of 6.4 ps2 , a quantity which can be conveniently added to the specified GDD of a
compressor.
xi

Special care must be taken that the correct index is chosen when the spectrum is irregular!
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Figure 4.4.: (a) DC and demodulated (SWIFTS) interferograms (left) at a resolution
0.115 cm 1, just shy of 3 full satellites; zoom about centreburst (right),
showing that, when the interferometer arms are balanced, the RF signal is
at a minimum, characteristic of FM combs. (b) DC spectrum (top), phase
diﬀerences (middle), and phase (bottom). Fits indicate the estimated phase
curvature.
That said, the choice of terminology is regrettable, since it is easy to confuse with
the GVD property of the device, a quantity typically 4-5 orders of magnitude smaller.
Therefore, the quantity c = d2 /dµ2 - the chirp parameter - is instead recommended,
which is the quadratic coeﬃcient of the phase with respect to the mode index, if the
phase expanded to the second order:
µ

=

0

+µ

d
1 d2
+ µ2 2
dµ 2 dµ

(4.8)

which can be related simply to the GDD required of a compressor to convert such an
emission to a transform limited pulse train by d2 /d! 2 = c/!r2 .
The time domain behaviour
by an inverse Fourier transform, giving the anPis recovered
i!
t
n
alytical electric field E(t) = n An e
. The quantities of interest are the instantaneous
intensity |E(t)|2 , and the instantaneous frequency, or chirp:
fi =

1 d arg E(t)
2⇡
dt

computed conveniently as !i = arg {E[ti+0.5 ]E ⇤ [ti
for a discrete timebase.
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t, i.e. the central diﬀerence,
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Figure 4.5.: (a) Amplitude spectrum and computed phase for one measurement set. The
orange dashed line indicates the quadratic fit to the integrated phase over
the range 1170-1270 cm 1 , marked by the black dotted lines, yielding an
estimated chirp of -6.4 ps2 . (b) Instantaneous intensity and frequency of the
field, recovered by the inverse Fourier transform of the measurement state
in (a). Spiking in the instantaneous frequency coincides with the intensity
going to zero, where the phase at that instant is undefined. The stronger of
the two pulse features peaks at 7.4 times the average intensity and contains
about 12% of the total energy per period.
These are calculated and plotted over 3 periods of the comb emission in 4.5, revealing
two very surprising behaviours: (1) rather than being close to flat, as predicted, there is
in fact significant a significant amplitude modulation; (2) the laser, at first glance, chirps
linearlyxii from one bandwidth extreme to the other each period, from red (1180 cm 1
to blue 1280 cm 1). We take them in turn.
The unusually strong beat note recorded from the laser ( 60 dBm, with no special
bonding or matching circuits, though admittedly an uncalibrated value) perhaps heralded
the strong intensity modulation observed. Most striking is the pulse, of approximate
width 2.2 ps, which is comparable to the gain recovery time. Knowing that the fast
saturable gain generally prohibits pulsed solutions renders the feature puzzling. Observe
the following: it is not an isolated feature, but rather sits on top of a background which
is on average about a quarter its height; moreover, on the leading edge, there is an
interference pattern, or tail; on the falling edge, there is a relative period of quiet, lasting
about 13 ps. Not only is the situation incomparable to the isolated pulse, since it coexists
with a considerable background, but in fact resembles one where the dispersion has
grouped a set of modes together, whose combined intensity is suﬃcient to exactly cancel
xii

Apt for a technique named after a bird.
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the dispersion by the cross-phase modulation. Note that in the meantime this feature
has been observed in other QCLs, and similar spikes appear in simulations[98, 99]. In
[99], it was attributed to the mirror turnaround, and is seen as vital for locking.
The chirp is the most striking result to emerge from the measurement, as it represents
a much simpler class of FM solution than anticipated. Actually, if we pretend for a
moment that the spectrum were rectangular, which is a fair approximation (piecewise)
for the 1175-1190 cm 1 and 1200-1260 cm 1 , then it is clear that only solutions in which
the laser dwells on each frequency for an equal time are permitted. The linear chirp is
one such solution fulfilling this property. By contrast, this would rule out, for example,
sinusoidal FM (for which the spectrum takes on the sum of Bessels form), where the laser
would spend more time at the extrema; those lobes would then be the most prominent.
The deviations in the from the ideal in the amplitude spectra and those observed in the
phase are of course inextricably linked.
Remaining in the picture of a rectangular spectrum, then the case we observe could
be described as a maximally-chirped pulse, where the laser sweeps exactly its bandwidth
B = N fr during one single period of the comb fr 1 , yielding a frequency dependent
group delay GD(f ) = (f f0 )/(Bfr ) + ⌧0 . In terms of phase diﬀerence, this is then
just ( n
f0 )/(BfR ) + 0 , which will stretch from ⇡ to +⇡ for
n 1 ) = !r (f
(f f0 ) = B/2 and (f f0 ) = B/2, respectively. A phase of 2⇡ is then just one
period delay (if we account for the sign), and the points must therefore span [0, 2⇡] plus
an arbitrary phase oﬀset, denoted (⌧ ). Note these oﬀsets impart no distortion on the
signal.
The diﬀerences are linear in frequency, and hence the phase, which is the integral of
this with respect to the circular frequency, will then naturally yield a parabolic phase
profile:
n

=

X 2⇡(!n
n

!0 )

2⇡B

=

(n + 1)n !r
2
B

(4.10)

The chirp, or GDD required to compensate that chirp, is then just the gradient of the
phase diﬀerence line:
d2
2⇡
=µ
2
dµ
N

GDD =

2⇡ 1
1
=
2
N !r
2⇡Bfr

(4.11)

easily converted by c = (2⇡fr )2 GDD. This simple argument predicts a chirp (field
GDD) of 0.016 ( 7.1ps2 ) for 403 modes, close to the value measured of 0.014 ( 6.4ps2 ),
with the discrepancy reflecting that we do not have an ideal chirp.
The result much resembles a measurement artefact, and indeed such a chirp can arise
in SWIFTS if there is a delay in the quadrature and DC interferograms; since the true
phase diﬀerences would be spread about the straight line !⌧err , this error would be most
visible when measuring pulses (see Appendix). Of course, checks were made on the phase
response of the electronics at each step in the data treatment. That said then, how could
we know the result was true? A numerical test on the Maxwell-Bloch model shows the
chirp to be a potential solution, which we show later on. Experimentally, the simplest

68

4.3. Main results - EV2429 B1 21NU
test, to rule out that it was an artefact related to our implementation of SWIFTS, was to
measure other lasers, and those under diﬀerent conditions. Reassuringly, other diﬀering
results were obtained, and a couple of these can be found later in the chapter.xiii

R +1
Figure 4.6.: Simulated interferometric autocorrelation I(⌧ ) = 1 |(E(t)+E(t ⌧ ))2 |2 dt,
computed for the same data. The peak to background ratio of 4:1 is consistent with the that presented in[129], where they directly measured the g (2)
of a device lasing at 8 µm using a two-photon QWIP.
We simulate the interferometric autocorrelation in Fig. 4.6 from the measured amplitudes and phases. While the shape is not easy to interpret in this situation, the ratio
between the peak and the baseline gives some information on the structure of the time
varying intensity. For example, a ratio of 8:3 indicates that the phases are statistically
unrelated, or that the emission if FM. By contrast, a train of isolated pulses would give
a ratio of 8:1, and mixed states something in-between. The shape of the pedestal may
also say something about the duty cycle, a slow decay to 8:1 indicating a high duty cycle.
For our laser, we estimate a ratio of 8:2, which is at least consistent with a prior g (2)
measurementxiv in literature[129], showing that a state with a similar FM/AM mix was
at least feasible. The state is unlikely to be qualitatively similar, since the pedestal is
much diﬀerent, and also the optical spectra very diﬀerent, more closely resembling those
broadband spectra of those unlocked or partially locked lasersxv . The broad beat spectra
(700 kHz and 13 MHz reported support this interpretation).
More compelling evidence came in the form of a beat note spectroscopy experiment.
While the technique is incoherent, measuring the power of the photocurrent at and
around the beat frequency, the structure of the beat note interferogram does contain
information on the laser chirp. Returning again to the interferometer as a frequency
discriminator with T = cos(!⌧ ), then referring to Fig. 4.7 (a) notice that when at a
displacement ⌧ = B, where B is the (rectangular) bandwidth of the comb, it performs
a perfect conversion from a sawtooth covering B to a sinusoid. This will be visible as
xiii

A later experiment[171], performed with an optical sampling setup, shows the chirp unambiguously
by blocking the dispersed spectrum with a knife-edge, the intensity within a period narrowing from
one side with position.
xiv
They also show an 8:3 measurment, which is unfortunately truncated a little early.
xv
"Noisy comb" is an oxymoron.
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Figure 4.7.: (a) An interferometer with path imbalance 1/B will perfectly convert a linear chirp over that same bandwidth to a sinusoidal intensity modulation.
(b) Comparison of simulated beat note interferogram and measured for the
fundamental and second order beat note, when assuming a linear chirp. The
signature is a strong enhancement at 1/B at frep , and 2/B at 2frep
a strong enhancement of the fundamental beat note at that position. By comparing
the simulated interferogram to that measured about the centreburst, we see exactly this
feature in (b), top. Moreover, the second harmonic should see a strong enhancement at
2/B, which is again observed ((b) bottom). The crucial point is that another form of FM
or random fixed phases will not produce these features at the same position or relative
magnitude (with an example for each shown in (c) for comparison). That the method
is incoherent is something of an advantage in verifying the result, since we know that it
cannot originate from some coherent artefact.

4.3.2. Coherence
Long term trends in the phase are evaluated by repeat measurements, with the laser
kept running. Variation due to phase diﬀusion and at least the statistical uncertainty in
the measurement itself can be decoupled by estimating the noise level of the experiment,
and simulating many alternative realisations in a Monte-Carlo analysis[179, 185] (see
Appendix). If fluctuations of independent measurements are within say the 5-95% band,
then a statement should not be made on the trend, and this is especially true of spectral
regions with poor signal to noise.
We plot in Fig. 4.8 (a) 10 measurements recorded over about 5 minutes under the same
conditions. Almost no deviation can be seen by eye. Moreover, they lie wholly within
the single shot 5-95% confidence interval. We also plot in Fig. 4.8 (b) the estimated
measurement in terms of phase error and group delay. We report an estimated best case
error of < 10 mrad (< 100 fs) (SNR=50 dB) at 1255 cm 1 and worst case of 0.15 rad
(4 ps) (SNR=18 dB) at 1295 cm 1 .
Coherence has been discussed before, but we return briefly to the topic since SWIFTS
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p
Figure 4.8.: Computed spectrum product
h|E(!)|2 ih|E(! + !)|2 i[178] (blue) with
the complex spectrum (Equation 4.6, green) overlaid, both having been resampled at the repetition !r . The similarity of the spectral envelopes demonstrates plainly the equidistance across the entire lasing bandwidth. (d) 95%
confidence intervals for the reconstruction error in n
n 1 (left axis), with
the corresponding group delay (right axis). The procedure is outlined in the
Appendix.
provides an important contribution. Coherence can be thought of in terms of coherence
length, or linewidth. For a single mode laser, Schawlow-Townes[186, 187] showed that the
fundamental limit for the linewidth is inversely proportional to the number of photons in
the mode. For a comb then, one might reasonably expect that, since the power per mode
is a small (typically sub-mW for QCL combs, and sub-µW for mode locked lasers), then
the linewidths must be poor. This is not the case. In fact, for a comb, the linewidths of
the individual teeth scale with the total power in the comb. For passively mode locked
laser, it suﬃces to intuit that only spontaneous emission events coinciding with the pulse
will aﬀect phase. QCL combs we know are diﬀerent, emitting almost constantly. As it
happens, it has been shown using the model of [97] that the same scaling law applies to
QCLs[188] - that the linewidth goes with the total power in the comb, not the individual
power in the tooth.
Measuring this is not straightforward. By definition, all teeth of a comb must be phase
correlated with each other. This implies an equidistance since, long term, incoherence
will lead to a slightly diﬀerent average frequency for diﬀerent modes due to the trend
of the random walk in phase (or diﬀusion, if discussing collectively). This is equivalent
to saying that the expected phase is undefined. If we consider the hypothetical example
of an unlocked multimode laser, without dispersion, then, while the linewidth of each
tooth would be expected to be significantly larger than for an equivalent locked comb,
this would in practise still require a long delay to discern, and the noise contributions
well understood. The beat note in this case carries the most obvious signature, since
incoherence between mode pairs will add either a pedestal or broadening, but is not easy
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to interpret quantitatively, even with some form of optical frequency discrimination. A
high-finesse cavity has, for example, been used to resolve the diﬀerence[159].
The cleanest way to measure the coherence of a frequency comb is to beat it against a
metrological comb, sample over diﬀerent intervals, and to directly compute the correlations (e.g. [189]). Such a luxury as a metrological comb is not readily available to most
labs, ours for now included, and so we turn to RF techniques. The original technique
used to prove the equidistance of QCL combs was beat note spectroscopy (a pair of examples shown in the previous section), which combined the fact that the correlation is
in principle visible from the beat linewidth (limited basically by technical noise), with
the fact that a spectrometer will separate the contributions from the individual beating
pairs. Nonequidistance is then visible by, for example, oﬀ-centre RF contributions at the
mode pairs. A cross section would then show a marked reduction in beat intensity for
certain modes, should they deviate from the average. In reality though, what can be said
depends a lot on exactly the parameters usedxvi . Indeed, measures to mitigate the drift,
e.g. shifting the centre, or taking the maximum, or to improve the speed, e.g. reduced
RBW, act exactly contrary to what is needed for a proper coherence measurement. That
is not to say nothing can be done (e.g. locking the beat), but most implementations
usually lack the rigour required of such an assessment.
Being a coherent measurement, SWIFTS solves this in two ways. Firstly, if some component of the detected signal deviates too far from the reference signal, which can be
taken to be the repetition rate, then it is filtered out by the lock-in time constant. This
filtering is roughly equivalent to the resolution bandwidth of the spectrum analyser for
a given sweep timexvii . Secondly, and most importantly, phase deviations with respect
to the reference are retained as the interferogram is recorded. If it happens that they
accumulate for a pair of modes, then the line will broaden and the correlation correspondingly at that one frequency correspondingly reduced. Since this depends on the
total acquisition time, sensitivity to locally reduced correlation, or equivalently small
equidistance, scales accordingly[190].
Formally, the SWIFTS normalised coherence between adjacent modes can written[179]:
gn2

|Xn iYn |2
= p p
In In 1

(4.12)

where the modes have been defined on an equidistant grid, with the phases allowed
to wander. The denominator is the so-called spectrum product, written in terms of I to
make clear it comes from the DC spectrum. gn is then zero in the case of uncorrelated
modes, and ideally 1 when fully correlated, since in theory |Xn iYn | = An An 1 . In
practise, the quantities are not usually directly comparable since, even if using the same
detector, this requires a careful calibration of the RF chain (detector response, amplifiers,
mixers, etc.), which for whatever reason has not been done. Usually instead then, the coherence spectrum and spectral product are scaled to their maxima, and plotted together.
This also has the advantage of displaying the noise floor, so that the region of trust can
xvi
xvii

A real-time spectrum analyser, using the FFT, should perform better
In step scan. In rapid scan, there is also a gain in the discrimination due to the Doppler shift
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be gauged. When this is done, it ought be stressed that regions of perfect overlap does
not represent gn = 1, since this cannot be known. That said, local reductions of the
correlation spectrum with respect to the product spectrum can safely be interpreted as
a reduction in coherence.
We plot in Fig. 4.8 (top) the correlation spectrum and spectrum product for our comb
on a log scale. The agreement between the shapes over the full scale would imply that
the comb at least shares the same coherence all over. The log scale can however be
deceptive, and in later plots we plot directly the coherence. What can be seen in the
central section, where the signal to noise is approximately the same, is a relative drop in
coherence of about 20%. The locality in what would appear to be the main body of the
comb, is perhaps the most surprising aspect, and would indicate that the final spacing is
dictated by the comparatively stronger extrema.
RF injection locking

Figure 4.9.: The laser repetition frequency is injection locked with an RF tone, source
output 25 dBm. (a) Phase diﬀerences for the unlocked and locked state. The
state is unperturbed by the injection. (b) A comparison of the spectrum
product and SWIFTS coherence (scaled to maximum) for the unlocked and
locked states. Whereas the free-running laser shows a dip in coherence 12201250 cm 1 , the locked laser does not.
In Fig. 4.9 is a comparison between the free running and injection locked state, showing
the coherence in the locked case overlaps with spectrum product. A more extreme case
was demonstrated in [191], where the laser is taken from a broad beat state, to a partially
coherent state, through to finally a fully (as quantitative as can be with scaling) coherent
state with increasing injection power. Furthermore, the laser showed a robustness to
optical feedback under injection.
We also plot the magnitude and phase diﬀerences for comparison. Surprisingly (disappointingly, might have been the word used at the time), the phase is unchanged (also in
[191]) - this is because the locking is weak, since the coupling eﬃciency is poor (inferred
from the locking bandwidth, which at 25 dBm source output was about 80 kHz only).
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Stronger injection more recently has been shown to lead to coherent broadening or to
modify the shape of the spectrum, and more AM states have been found.

4.3.3. Reproducibility

Figure 4.10.: (a) The RF spectrum from the laser is recorded as the current is incremented
from below threshold to 1.6 A. (b) Beat note power (oﬀset to maximum) and
frequency are then plotted against current for 38 diﬀerent measurements.
Diﬀerences in power are due to the spectrum
In this section, we ask whether the linear chirp is the sole favoured solution for these
measurement conditions, or whether it is one among others.
A quick and simple experiment to check for the existence of other states is to sweep the
current in small steps, and to track the beat power and frequency (Fig. 4.10 (a)), since unless the states are degenerate - these quantities would be expected to change. 38 sweeps
are plotted in (b), with the steps and values faithfully reproduced each time. The same
is not true for tuning back downwards, where bi- and multi-stabilities become apparent
through the hysteresis curve (see appendix, which also includes the device voltage and
emission power). No attempt was made to characterise these states.
We substantiate this by repeating the SWIFTS experiments, again ramping the current to the 1.12 A, measuring, and reducing the current back below threshold. The
procedure was repeated 12 times, with at least 3 averages taken at a time. Magnitude
spectra and the phase are plotted in Fig. 4.11 (a). In the magnitude spectrum there
is some variation, particularly around 1260 cm 1 , which is surprisingly not reflected in
the measured phase diﬀerences, which are remarkably consistent. Most phase variation
occurs around 1195 cm 1 (see (b)), where we cannot easily diﬀerentiate between the measurement noise and the actual phase variation - a greater measurement time (averaging)
would be required.
Taken together, the phase diﬀerences are reproduced on average within 21 mrad, and
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(a)

μσ=21 mrad

(rad)

(b)

(c)

Probability density
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Figure 4.11.: (a) 12 amplitude and group delay traces, with the power having been cycled prior to measuring each. The slight vertical oﬀsets observed between
the group delay traces translate only to relative time shifts between the
waveforms. These have hence been subtracted for visual clarity, without
changing the result. (b) Standard deviation of the results. (c) Histogram,
demonstrating that the phases are reproduced to an accuracy of about
21 mrad. In both (b) and (c), the red line indicates the mean, taken from
the fit in orange.
more than 90% within 40 mrad, which fall somewhat outside the to a median reproducibility of 8 mrad achievable given the signal to noise of the measurement. The discrepancy
may have come from an error in the output current, since the driver is known to not
always faithfully produce the setpoint within ⇠ 20µA. A reproduction to such precision
is anyway not needed to claim that the state is reproduced, since both in character and
to an unexpected quantitative degree, it is.
We note finally that the ramping was found to be unimportant in reproducing the
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final state, and it was suﬃcient to simply switch the current source on directly at the
set-point. Granted, the actual switch on would not have been instantaneous but rather
a smooth ramp over several microseconds, but this indicates that the thermal dynamics
did not play a large or at least visible role in determining the state.

4.3.4. Tuneability

Figure 4.12.: We perform SWIFTS from 1.1 A-1.22 A in 10 mA steps, with every second
p
measurement on the figure. On the left, the magnitude spectrum In
is plotted in grey, showing a broadening with increasing current, and the
coherence (Eqn. 4.12) in green. The dip in the centre, at around 1240 cm 1
is at around 0.8 for all measurements. On the right are the corresponding
phase diﬀerences. These tend to flatten after 1250 cm 1 .
We next investigate the how the state evolves when the current is tuned over 1.11.22 A, remaining in the neighbourhood of the setpoint of the previous subsection, where
the laser was found to be most stable (see Appendix). From the beat note traces in
Fig. 4.10, we expect the state to remain stable over this range of currents, since there
are no discontinuities in beat power or frequency. The procedure was simple: the laser
was set to 1.1 A. For 20 steps, SWIFTS was then performed, and the current increased

76

4.3. Main results - EV2429 B1 21NU
by 10 mA each time at a rate of about 0.5 mA/second.
In Fig. 4.12, we show the magnitude spectra (left) and the measured phase diﬀerences
(right). The comb bandwidth increases from around 92 cm 1 to 107 cm 1 , and stronger
spectral lines bridge the two main lobes, previously separated by a large gap at around
1195 cm 1 . Coherences, which are plotted in green, are preserved throughout the sweep
for existing modes, with those in the gap (1195 cm 1 ) largely improving as they grow in
strength (notable exception being 1.2 A), and the new modes to the blue (1260 cm 1 +)
hold as high a coherence seen in the rest of the comb. The dip in the centre at around
1230 cm 1 consistently holds a value of around 0.8 for an acquisition time of 30 seconds.
In spite of the spectral changes at 1195 cm 1 and 1260 cm 1 +, the existing phase
relationships are maintained, and - at least from what can be gauged at the 10 mA
step size - smooth with current, suggesting that the (quasi-)linear chirp is robust. No
doubt, this goes hand-in-hand with the long term stability seen on the state, where it
has been maintained for days in fact, despite vibrations, and slow varying environmental
conditions, and furthermore the relative indiﬀerence to how the laser is tuned into the
state.

Figure 4.13.: (a) Magnitude and phase diﬀerence spectrum taken at 1.2 A, with the
roughly 3 distinct phase trends highlighted. A polynomial fit is applied to
each of the SWIFTS phase diﬀerence spectra and the gradient obtained at 3
frequencies, corresponding to the chirp parameter or field GDD. These are
plotted in (b), with the marker colours indicating whether they correspond
to the left (red), middle (green) or right (blue) bands. The positive and
negative parameters are separated for visual clarity. In orange, we plot the
chirp parameter expected for our bandwidth (Eqn. 4.11), estimated at the
-10 dB level. Dot-dash lines are only guides for the eye, but for reference the
slopes are: 7.0, 6.0, -15 ps2 /cm 1 (or 8.2 ps2 /A, 6.1 ps2 /A, and -13 ps2 /A)
for the 1185, 1230 and 1265 cm 1 chirps, respectively.
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In the original work[91], the phase was then fitted to a parabola and compared with
Eqn. 4.11, and a quantitative similarity was noted. However, as was also indirectly
pointed out in the supplementary material, such a fit is too arbitrary, since the gradient
of the phase diﬀerence curve deviates quite significantly from linearity at both ends of
the spectrum (Fig. 4.13(a)). A more useful way to make the comparison is to make make
a polynomial fit on the phase diﬀerences (order 6, here) and to take the gradient at those
points where the fit is good. We proceed this way, plotting the chirp parameter (field
GDD) against the total 10 dB spectral bandwidth for spectral regions highlighted in the
figure (1185, 1230, 1265 cm 1 ) (Fig. 4.13 (b)).
What we observe is that, indeed, the magnitudes of the 3 chirp parameters do indeed
decrease as the spectral bandwidth increases. Whether or not coincidental, the agreement
for the green band (centre 1230 cm 1 ) is surprisingly in line with the simple prediction
Eqn. 4.11, which is supposed to relate to the entire bandwidth. A simple argument for
the diﬀerent gradients in nonuniform spectra is made in the supplementary material of
[191], which amounts to stating that more powerful parts of the spectra need to be more
strongly chirped in order to maintain as constant an intensity as possible, as thought to
be favoured by the QCL. This principle can be seen in action for the 1185 cm 1 and
1230 cm 1 areas, where the average of the red region is 1.5x stronger than the green
region, which sits at almost exactly the overall average (and hence the good agreement
with the bandwidth argument), and therefore more chirped; the ratio of chirps is about
1.3-1.4. The blue part of the spectrum clearly cannot be argued in this way, since the
gradient has counter-intuitively reversed. The behaviour is unexplained, but it may be
related to the dispersion.
The reduction of the chirp parameter with spectral bandwidth is a particularly interesting property of the chirped state from the perspective of pulse compression, where it
becomes easier to remove the quadratic part of the phase. This is naturally not from
the perspective of the tuning presented here, where bandwidth gains are modest (15 %),
but rather if the state is found or generated in a broad lasing device.
Finally, in Fig. 4.14 we plot the intensity at 3 diﬀerent currents for 1.5 periods. From
1.16 A to 1.17 A, where the fringed part of the spectrum at 1260 cm 1 has collapsed to
form a more uniform structure, a pulse has formed at about 30 ps (arb zero), followed by
quiet period which extends from about 19 ps
Pto 21 ps from 1.17 A onwards. We compute
the expected beat note power by 20 log10 | n An A⇤n b | for b = 2 (20 since the spectrum
analyser measures the power in the photocurrent, i.e. I 2 /R / |E|4 for a square law
detector), which shows that we should expect no special discontinuity at the appearance
of the feature. This holds for orders beyond 6 (⇠45 GHz), which are those practically
accessible.
A comparison with the measured beat note power also shows no special feature, but
the gradient is about half that predicted. Noise in the SWIFTS is unlikely to be the
origin, since this should be fairly constant across measurements. The suspicion is that
there is an error in the between the target and actual currentxviii . In particular, the drop
in power (marked in red) (which, is mostly reflecting the total spectral power) looks a
xviii

An admittedly odd error, considering the current was set programmatically.
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Figure 4.14.: (a) Intensity traces of 1.5 periods reconstructed for 3 diﬀerent currents. Between 1.16 A and 1.17 A, a pulse structure appears, whose origin is the lobe
from 1255 cm 1 . (b) The calculated beat note strength is compared to the
measured beat note, showing a slope about twice that of the measurement.
better match for the measured drop closer to 1.3 A, which would give the required stretch
of two.

4.4. Additional results
4.4.1. 26 HM - dual lobe
The second device, 26 HM, also demonstrates this chirping behaviour, with the diﬀerence
in group delay between the left and the right lobes also appearing. Measurements of the
modal amplitudes and corresponding group delay are shown in Fig. 4.15 (a) for 1.2931 A
and (c) for 1.6414 A. As before, the time dependent intensity and instantaneous frequency
are also plotted in (b) and (d). This further shows that the chirped state persists, or at
least exists at multiple points, even over a larger current range than that measured for
the first device.
Note that the plotted instantaneous frequency in places shows rapid swings between
two highest and lowest frequencies. This is an artefact of the 1D representation, and
corresponds to multiple separated spectral components with similar group delay. This
can be seen straightforwardly on a spectrogram.
There is a clear presence of higher order dispersion, especially towards the extrema
of the spectrum (see Supplement 1, Section 2). This eﬀect is even more apparent for
the two spectral lobes in the 26HM sample. We attribute this partly to the cold-cavity
dispersion, which is observed to cross zero at around 1170 cm 1 , and to have a turning
point at around 1275 cm 1 . Somewhat surprisingly, the magnitude of the field GDD
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Figure 4.15.: (a), (b) Modal amplitudes and phase diﬀerences, scaled to the comb repetition rate to give the group delay, for 26HM, measured at 1.2931 A and
1.6414 A, respectively. (c) and (d) Extracted intensity and instantaneous
frequency. Note that, for these traces there was no averaging, and so the
SNR is generally poorer, as most apparent near the centre of the spectrum.
seems to increase at these two extremal points.

4.4.2. Possible observation of higher order chirp
Device: EV1527D H C2529 L04IV
We characterise here a device (EV1527D PartH C2529 L04IV) which diﬀers from the
two others in a couple of important ways:
1. It is a (strain-compensated) single-stack device, which lases at 4.5 µm. As the
grating lifetime goes with k 2 , we expect spatial hole burning to play a weaker role
than for the 8µm lasers (though barely)
2. It is based on dual waveguide structure, where the coupling between an active and a
passive waveguides modifies the GVD. For this laser, sub-threshold measurements
indicate that the GVD is extremely low (±250 fs2 /mm), and crosses zero three
times within band (2160-2220 cm 1 ).
Basic characterisation and GVD data can be found in the Appendix. For this measurement, we used a pair of optical isolators (Thorlabs I4500W4) and a QWIP designed
for this wavelength (Lytid SAS, France), but the setup was otherwise the same.
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Figure 4.16.: (a) Top: Power spectrum, along with the spectrum product (SP) and
|Xn Yn | spectrum |C|. Note that the diﬀerence in shape from the DC
is expected! Bottom: phase diﬀerences. (b) Top: reconstructured intensity and bottom: instantaneous frequency, plotted for 1.5 periods. Unlike
the previous previous data, this laser down-chirps through its full spectral
range 3 times per period.
The laser was measured at 450 mA at a heatsink temperature of 18 C. The DC
spectrum is plotted in Fig. 4.16 on a log scale, along with the spectrum product and
coherence are plotted spectrum. Their overlap would imply that the comb is well locked,
though we do draw attention to the fact that in some parts, especially in spectral holes,
the coherence would appear to significantly exceed the spectrum product, which is unphysical.
Its character is very diﬀerent from the two shown previously, with apparently very
little structure. As the is ultimately determined by the same processes and balances as
the phase (dispersion, FWM), this is a first indicator that we might expect a diﬀerent
time domain behaviour. The phase diﬀerences plotted below confirm this suspicion, with
apparently randomly scattered about what looks to be the usual ⇡ ! ⇡ trend.
On the one hand, from the reconstructed intensity (Fig. 4.16(b)) we see again the
pulse followed by a short period of quiet (⇠-0.4⌧rt ). The instantaneous frequency on
the other hand shows what could be a third order chirp, i.e. 3 passes through the
entire spectral bandwidth per period. Were this the case, the phase diﬀerences would be
expected to cluster about 2/3⇡, 0, +2/3⇡, but this isn’t at all the case; rather, there
is some semblance of the usual ⇡to + ⇡ trend, about which the points are scattered.
The diﬃculty is the irregularity of the spectrum, which from experience we know will be
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reflected in the phase.

Figure 4.17.: Interferogram for the DC spectrum in Fig. 4.16, showing broad features at
about a third of the repetition rate.
The device does in fact lase in the harmonic state at a slightly higher temperature (15 C). The interferogram in Fig. 4.17 shows the DC interferogram, which features broad
lobes at a third of the repetition rate. This is an easier way to see the modulation of the
spectrum, which is quite diﬃcult to read, even on a linear scale. These modulated spectra
(or equivalently, strong interferogram side-lobes) have been observed to be a precursor
to harmonic lasing. This could be a transition state.

4.5. Linear chirp as an Ansatz
Some form of FM locking was expected, since the gain is the fast saturable type[97].
Simulations showed pseudo-random FM to be the best way to minimise spatial hole
burning[167, 192] and, as a corollary, maximise the overall gain seen by the modes, in
line with maximum emission principle[169]. Unexpectedly, we’ve experimentaly found
the that the linear chirp, a rather simple form of FM, to be the preferred state.
Since this state had yet to be predicted in QCLs, we sought to verify to verify that the
linear chirp was at least a viable solution to the Maxwell-Bloch coupled mode equations
which govern the dynamics of our device. A simple way to do this is with a variational
approach, whereby the trial solutions take on an assumed, parameterised form, and the
parameter space searched for solutions or near-solutions. Of course, this is not predictive,
but rather amounts to a fitting of the model to the data.

4.5.1. Variational approach - evaluating Maxwell Bloch
Our starting point was the Maxwell-Bloch model of[97], including the dispersion term[156],
which we reproduce here:
dAn
= (Gn
dt
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4.5. Linear chirp as an Ansatz

Figure 4.18.: (a) Merit as a function of the chirp parameter. Parameters: ⌧21 = 0.5 ps,
⌧22 = 0.1 ps, ⌧rt = 133 ps. The red circles at about -0.062 indicate the first
minimum, which coincides with the first minimum of amplitude modulation.
The latter is taken to be the variance of the instantaneous intensity over
one comb period. Inset: spectral amplitude as a function of mode index,
chosen to be a sum of 3 Gaussians.
= 10 modes, A = [1, 0.8, 1], oﬀset
17, g0 = 1.12. (b) Intensity (top) and frequency (bottom) as a function of
time for the state with the best merit function, showing a linear chirp and
rapid amplitude modulations. (c) Beats present in the intracavity field for
a given chirp (see Supplement 1, Section 4). The dashed line corresponds to
our optimal chirp, and shows the onset of strong high frequency beat tones.
(a)Merit plotted for an extended range, showing the multiplicity of chirped
solutions. Powers of low frequency (up to order 6) and high frequencies
is superimposed, showing the sharp increase of high order beating terms,
which we propose to induce losses. The red dashed line indicates a higher
chirped state, for
P which the instantaneous frequency is plotted in (c). (b)
Beating terms n An A⇤n+B , where B is the beating order, computed as a
function of the chirp parameter. The low and high orders of B are separated
to highlight that high frequency beatings only play a role for higher chirped
states.
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describes motion of mode n, where Dn a the phase shift per tphot due to dispersion,
with
1
Bkl =
(4.14)
1 2
1 + 2 (k + l2 )(⌧coh /⌧rt )2
the FWM bandwidth,
Ckl =

1
i(k

1

l

(4.15)

⌧21 /⌧rt

the population pulsation amplitude (⌧21 the upper state lifetime),
Gn = g 0

1
1+

(4.16)

2 /⌧ 2
n2 ⌧coh
rt

unsaturated gain, and

n,l,k,m

8
3
>
< 8 , k = l = n,
= 14 , k = l 6= n or l = n,
>
:1
8 , otherwise

(4.17)

the axial overlap factor. m = n + k l selects only the phase matched modes. From
Eqn. 4.13, we can understand by the negative sign before the four-wave mixing sum that,
in order to eﬃciently use the gain, the laser will try to minimise this term. Clearly, a
pulsing spectrum ({ n = 0}) would do just the opposite.
Once locked, the mode amplitudes are constant and their time derivative zero (i.e.
Ȧn = 0) in the absence of noise. Therefore, neglecting dispersion, we can define a cost
function M (↵) which should be minimised:
M (↵) =

X

(Gn

1)˜
↵An

↵
˜ 3 G n Sn

2

(4.18)

n

where Sn is the four-wave mixing sum.
Sn =

N/2
X

Am Ak A⇤l Bkl Ckl n,l,k,m

(4.19)

k,l= N/2

When M (↵) = 0, we have an exact solution. As written, ↵|An | is the magnitude,
normalised to the saturation amplitude, with alpha left as a free parameter, allowing us
to assume an unnormalised complex spectrum An . With this, we can judge what power
would be supported for that spectrum/phase
at a given level of pumping. Out of the set
P
of solutions, that with a larger ↵2 |An |2 would imply a greater eﬃciency.
We choose a generic form for the amplitude - a triple Gaussian - which somehow
resembles the one we observe experimentally. This is plotted in the inset of Fig. 4.18 (a).
The phase is set to n = cn2 , with c the chirp parameter and n the mode index relative
to the primary mode. The evaluation procedure is then simply to (1) set c and and
evaluate Sn ; (2) optimise the overall sum M (↵) on alpha. For each, we also compute
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the intensity for one period and measure the peak. These are the purple (cost) and
blue (peak intensity) traces shown in (a). Note these curves were found not to depend
critically on the choice of magnitude spectrum.
The curves show a rapid fall in cost as we move from the pure AM phasing (c = 0) to a
broader, chirped pulse, simultaneously reaching a minimum at c = 0.062. This matches
the prediction of Eqn. 4.10 (c = 0.063), if we assume a 3 dB rectangular bandwidth
of 50 modes (spacing 1). We plot in (b) two periods of the instantaneous intensity and
frequency, which quite expectedly shows the period 1 linear chirp.
The rapid fringes (width
p approx 1.39 ps) necessarily appear, since the true FM linear
chirp should arise from I0 cos[(!0 ⇡ ⌫)t + ⇡ ⌫t02 ], t0 = t nT ; 0  t0  T , which
has a diﬀerent spectral envelope. As well as the absence of dispersion, these could well
also account for the residual cost. That said, the penalty does not seem to be a heavy
one, suggesting that the laser could well support such rapid oscillations. Since they
are not isolated, this need not contradict with the notion that the gain cannot support
pulses. These fringes are commensurate with the leading finer sharp features in Fig. 4.5,
at FWHM 2.2 ps (or 1.33 ps, if taking the very narrowest).
In Fig. 4.18 (c), we have plotted cost over a larger span of c, where many other minima
can be seen. Like for the fundamental m = 1, these maximise ↵, showing them to be
equivalent in power as well as cost. Plotting the frequency in (d), where c = 0.77, we
that this corresponds to a chirp of order 4. These higher order chirps of order m arise by
a coincidence in the sampled group delay, where this itself has a repetition m (mfrep ).
If m and q are integers > 1, these period dividing states can be found anywhere that
q
0
0
n+m = n + 2⇡q, i.e. c = ⇡ m , where linear chirping behaviour occurs for q = 1. We
believe we observe an m = 3 state in the previous section.

4.5.2. Suppression of higher order chirp: dissipation argument
The question was then: why should the laser pick this lowest order chirped state as
opposed to one of those equally meritous higher order states? We proposed at the time
that additional Ohmic losses suﬀered due to high frequency beats might play a role; we
have since seen the fundamental chirp reproduced in a number of models, none of which
includes any such eﬀect. We nonetheless outline the argument here for the record.
The standing waves form an intensity grating (see Chapter 2). Focussing only on terms
which oscillate at b!r (i.e. m = n + b, m = n b), we find:

where

hI(z, t)i|b!r = Bb cos(bkr z) cos(b!r t)

Bb =

X

An A⇤n

b

+ c.c.

(4.20)

(4.21)

n

kr = 2⇡/Lc is the spatial repetition rate. Sum k terms have been neglected. In
Fig. 4.19 (a), we plot the coeﬃcients Bb as a function of the chirp parameter. For zero
chirp, i.e. transform limited pulse, all harmonics are maximally expressed. In c = 0.062,
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Figure 4.19.: (a) QCL active region, with an intracavity field. Plotted are the intensity
gratings at some fixed time t0 for the fundamental and second and third
harmonic of the intermodal beat frequency, and the sum of the 3. This
is assumed to directly correspond to a voltage, which induces a current
V (x, t)Ref f (shown by the arrow) which varies spatiotemporally. (b)
Dissipative loss, calculated for the same spectrum as in the main paper, as
a function of chirp. This is scaled to ↵2 , as in Fig. 4.18 (a).
the optimum from the previous section, mostly the low frequency harmonics are visible,
with the band around order 50 simply reflecting the fast ripples in the intensity trace.
We see that, as the chirp is increased, the beat power is spread across more beats and at
higher frequencies.
Interacting with the fast gain medium, these gratings induce a spatiotemporal population grating[140]. If we assume weak saturation (I/Isat < 1), linear superposition applies
and we can approximate n(z)/N0 ⇡ 1 I(z)/Isat . Therefore:
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X

n(z) ⇡ N0 (1

(4.22)

Bb cos(bkr z) cos(b!r t))

b

The argument then followed that a proportional voltage must be found in the longitudinal direction at each active-cladding interface. The situation is depicted in Fig. 4.19 (a),
where the instantaneous potential diﬀerence V (z0 + , t) V (z0 , t) is seen to induce a drift
current density J(z0 , t) = V /⇢ef f . These quantities will refer to whichever interface,
but the most significant will be the high conductivity doped cladding and contact layers.
The instantaneous dissipation could then be written:
(b)

Pdiss (t, z) / I(t, z)2 / (

dV (z, t) 2
)
dz

(4.23)

where
dV (x, t)|b!r
/ bkr sin(bkr x) cos(b!r t)
dz
The power dissipated by order b is therefore proportional to:
(b)

Pdiss / b2 Kr2

1
T

Z

T
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sin2 (bkr z) cos2 (b!r t)dzdt

(4.25)

0

where the integrals come out as 14 T · Lc provided T = 1/fr , i.e. one period. That is,
the loss scales with the square of the beating frequency.
Now, with reference to beating map shown in Section 3 of the Main Text, one might
therefore expect these losses to increase after around c = 0.05, when the fast oscillations
start to set in. By summing across all beats, we find the overall dissipation to be:

Pdiss

1
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T

Z

T
0

Z

L
0

X
b

sin(bkr x) cos(b!r t)

X
n

An A⇤n b

+ c.c.

!2

dxdt

(4.26)

In Fig.4.19 (c), we present this dissipation as a function of chirp. Under the assumptions we have made, one can see a clear penalty of a factor more than 100 directly
attributable to the additional dissipation when lasing at a higher chirped state, which
was not apparent from the merit function alone. The minimum is also slightly shifted
towards a lower chirp of c = 0.0415.
This thinking remains in line with the maximum emission principle, whereby e.g.
heating induced by such dissipation would lead to a reduction in available gain. However,
we should be careful in drawing conclusions from this, in that we have yet to quantify in
real units the order of magnitude of this eﬀect. That we seem to have observed a higher
order chirp does not allow us to exclude this mechanism, since the m = 3 harmonic at
c = 1.05 remains 3 orders of magnitude weaker than some of the other chirps at lower
|c|.
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Chapter 5

Pulse compression
When propagating light interferes constructively within some short interval in time and
destructively outside that interval, a localised structure in the field is formed called a
pulse, whose complex envelope may be described by A(t). If this happens with some
regularity, say of period T , then we have a pulse train which can be written:
E(t) =

X

A(t

nT )ei!0 t

(5.1)

n

where !0 is the carrier frequency, and n some integer. A simple pulse can usually
be described in terms of its width ⌧p (FWHM), and peak intensity or energy (= ITr ).
Two of the most common pulse shapes are the Gaussian and squared hyperbolic secant
(sech2 ), which have transform-limited time-bandwidth products ⌧p B of 0.44 and 0.315,
respectively.
Applications for pulsed light are vast. In communications, the localised nature of the
light is necessary for example in time division multiplexing, where the finite pulse width
allows information for each user to be neatly arranged into non-overlapping time slots.
The widths of the slots will scale with the pulse width, and hence the narrower the pulse,
the higher the information rate/number of users that may be crammed into the common
channel. Similarly, for range finding, a shorter pulse will give a greater precision in the
time of flight measurement, and reduce cross-talk from e.g. echoes/scattering sourcesi .
Laser ablation is where a focussed beam makes precise cuts into a material. Unlike
for communications, the coherence beyond the pulse length is unimportant, and what
counts is the total pulse energy, width, and the area over which it is delivered. In
micromachining metals, this means that Q-switched lasers are preferred[193], since the
per-pulse energy can be enormous. In a medical setting, there is a trade-oﬀ between the
ablation of malignant tissue and the resulting heat damage to surrounding tissues. These
are limited by reducing the pulse length and the repetition rate, giving the tissue time to
cool between events. Similarly, femtosecond lasers tend to be used for eye surgery, since
it allows precise control of the depth of cut.
In nonlinear applications, the peak instantaneous intensity (or field strength, for coherent applications) is more important than the pulse energy. Interactions are therefore
enhanced when (a) the pulse is short, and (b) the beam is well focussed. Moreover, for
pump-probe type experiments, such as in the field of femtochemistry, the pulse train
plays the dual role of delivering suﬃcient field strength to disassociate bonds, for exami

More pertinent an argument for radio, where the beam is inherently broad.
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ple, and probing the response. The probe width then determines time resolution of the
measurement.
Femtosecond sources are well established at the 800/1300/1500 nm wavelengths (NdYAG,
Ti:Sa, etc.), but ultrashort physics in the mid-infrared remains an underdeveloped field
with exciting prospects[194]. High peak power sources at these wavelengths find application in nonlinear spectroscopy[195, 196], and standoﬀ detection[197, 198], for example.
And for more energetic mid-IR pulses, favourable wavelength scaling of electron rescattering processes make these interesting sources for soft x-ray generation and related
applications[199–202]. Perhaps the most exciting prospect would be supercontinuum
generation[203]. With suﬃcient power, such a multi-band coherent source would immediately replace the inferior globar or cumbersome multiple light sources in broadband
spectrometers. Ultimately, a stabilised supercontinuum with fractional bandwidth B/f0
approaching 2 (octave spanning) could be further compressed down to few-cycle pulses.
A number of approaches, chiefly based on diﬀerence frequency generation[196, 204–
207] and cascaded optical parametric amplifiers and oscillators[208–213] have been used
to generate pulses in the mid-infrared, with microjoule sub two optical cycle pulses
demonstrated[214]. The common element to these solutions is that they are tabletop
scale. To be able to directly generate mid-infrared pulses in a monolithic platform could
significantly broaden the applicability of such systems, facilitating the study of new
physics.
The long term goal would be a chip-scale solution, and mid-IR QCLs are presently best
placed to achieve that. They are bright (100s of mW), have a wide gain-bandwidth (150250 cm 1 ), and are phase stable[189, 215], with the potential therefore to produce pulses
on the order of 100 fs, with peak powers then on the order of 1 kWii . The main hurdle to
overcome is the QCL’s propensity for FM emission, with a peak intensity commensurate
with the averageiii .
Active mode locking is a promising route to generate synchronised pulses in QCLs, and
can be made to work with some coercion. The first demonstration was in 2009[166], using
an active region specially engineered for a long gain recovery time (⇠50 ps). An electrically isolated short section was then used to modulate the loss at the cavity roundtrip,and
they were able to generate transform limited pulses on the order of 3 ps. However, the
device had to be operated at cryogenic temperatures (77 K) close to the lasing threshold,
limiting the fractional bandwidth to about 1.5% at 1585 cm 1 , and the peak power to less
than 10 mW (0.5 pJ per pulse). More promising results were demonstrated[191], using a
so-called bifunctional active region[46], which acts either in gain or resonant absorption
depending on the bias. Combining this with an RF waveguide, pulses were produced
of width 6.5 ps (240 mW peak, 20 mW average) at their shortest (with more power for
greater width) at room temperature. While active mode locking lacks the elegance of its
passive cousin (...writing from personal taste), this isn’t its main problem. Aside from
having to optimise an active for two opposing purposes, the scaling laws for active mode
ii
iii

This is optimistic, noting the comb bandwidth rarely exceeds 100 cm 1 , but not unrealistic.
CW emission confers some advantage for e.g. direct spectroscopy, where nonlinear interactions are
undesirable.
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locking are well known. The demonstration in[191] already required more than 4 W of
microwave injection (though at what coupling eﬃciency isn’t stated). The fact remains
that the approach is fighting the gain dynamics, and the pulses will never be as short
nor as energetic as can be achieved passively.
In the terahertz, the situation is somewhat more favourable, with the gain recovery time
naturally in the 10s of ps [113, 180], comparable to a short cavity roundtrip time. One
approach taken by Oustinov and coworkers[216] was to seed the the laser with a pulse,
and to synchronise an on/oﬀ RF modulation to its transit, purportedly made possible by
their closely matched group indices. Though they demonstrate amplification, with the
initial output pulse ⇠11 ps FWHM, it broadens after several round-trips. Barieri and
coworkers demonstrated fully stable train of 10 ps short pulses directly through active
mode locking, with a drive modulation of 10 dBm, well above threshold. operating well
above threshold [217].
One can take diﬀerent perspective to direct pulse generation: We know moreover from
previous chapter that the comb state is stable and reproducible - this means, is amenable
to phase compensation methods which are fixed An alternative approach to direct pulse
generation is to compensate for the intermodal phase diﬀerences in the laser output field
externally. lasing state reflects presumably optimal use of laser gain (maximum emission
principle) - (forcing methods will degrade this) Advantage: laser naturally optimises its
own use of the gain
Fortuitously, a common state of QCL combs (measured inside and outside this work)
is characterised by spectral lobes with group delay with a strong linear component, i.e.
second order dispersion. This can be compensated using well-known grating compressors, and in this chapter we discuss some first attempts at waveshaping using a Martinez
stretcher-compressor, to remove the linear (quadratic) phase component, and then an
unsuccessful attempt to remove the higher order dispersion using a spatial light modulator.

5.1. Dispersion compensation and pulse compression
The shortest pulses are formed when the spectrum is broad and the phase falls exactly
on the line !⌧ . These are called transform-limited. Curvature of the phase will lead to
a broadening in time, and a chirp in frequency, deviating from this ideal. Contributions
to the phase curvature higher than second order cause further distortion, notably the
cubic which steepens the pulse on either the leading or trailing edge. Pulse compression
is therefore concerned with compensating these deviations from linearity.
There is significant overlap in the topics of pulse compression and dispersion compensation, especially when speaking of passive and linear compensation where the amplitude
spectrum suﬀers no distortion. Usually though, the latter tends to refer to integrated
methods, lacking substantial tuning, and where the goal is to minimise the dispersion in
the phase accrued in a round-trip; this is independent of any particular target waveform.
There may also be several orders of magnitude diﬀerence in GDD (or GVD) required of
the compensation. We in this section give an overview of a few common methods which
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can be used in either context, and put a few typical numbers to them. The required
GDD of the order ps2 (=106 fs2 ) should be borne in mind.
The GDD is usually defined by the Taylor expansion of the phase acquired after passing
through some length of medium:
(!) =

0

+

@
@!
|{z}

(!

Group delay

!0 ) +

1 @2
(!
2 |{z}
@! 2

!0 )2 + ...

(5.2)

GDD

where higher order terms may be lumped into a frequency dependent GDD(!). GDD >
0 means that blue leads red, which is true for most materials, and so is aptly named normal dispersion. GDD < 0 conversely means red leads blue, and is called anomalous
dispersion. It can arise either due to a frequency dependent refractive index n(!), or due
to an angular dispersion (!) = k(!).

Figure 5.1.: (a) Bulk materials exhibit normal dispersion below the bandgap. (b) A
double chirped mirror is such that long wavelengths penetrate deeper than
short, adding a fixed anomalous dispersion over a potentially broad bandwidth. (c) The Gires-Tournois interferometer (GTI) gives a nonlinear phase
in reflection, determined mostly by the entrance reflectivity R (i.e. the cavity lifetime). A large dispersion may be added, but only over a narrow
bandwidth. (d) Fibre/waveguide methods are convenient, since the GDD
will scale directly with length, particularly interesting when low loss. These
are the options of choice for e.g. diode lasers. Right hand plot retrieved
from[218]
In Fig. 5.1, we show a few methods for compensating chirp. The simplest in (a) is
to propagate the pulse through some length of bulk material. For the vast majority of
materials, n(!) will decrease with frequency, when illuminating below the band-gap, and
the magnitude of dispersion will be small. A greater total GDD then requires either a
long propagation length (e.g. multipass), or to choose a material with a bandgap closer
to the target wavelength. The price is loss, which will scale with ↵L.
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Another approach is the double-chirped mirror shown in (b), which is a kind of distributed Bragg reflector where the spacing between the high and low index materials is
chirped. A negative GDD will result, since the field penetration depth for short wavelengths will much smaller than for longer wavelengths. In this way, it is possible to
create broadband reflectors, but without a more tailored design the GDD is limited, with
a good design exhibiting 0.02 ps2 . Note a waveguide design based on the principle has
been successful in reducing the dispersion in a THz quantum cascade laser[178], and in
fact much larger values of dispersion are possible (order 1 ps2 /mm, in this specific case)
simply because a waveguide can be made much longer than a Bragg mirror thickiv .
The Gires-Tournois interferometer (GTI) (Fig. 5.1 (c)) is another device sometimes
used to compensate GDD. The GTI may be seen as a Fabry-Perot cavity with a fully
reflecting exit mirror and, as such, its reflectivity must be unity (assuming lossless), and
its response in phase only. It achieves a nonlinear phase response simply by the cavity
resonances, where wavelengths on-resonance will circulate the cavity longer on average
than those oﬀ-resonance. The key parameter is entrance facet reflectivity R, which, by
modifying the contrast between the on- and oﬀ- resonances, determines how nonlinear
the response is. While very strong values of GDD are possible, the plot on the right for
R = 0.2, L = 20 µm shows the trade-oﬀ between the bandwidth and the phase response.
A device based on a simple tuneable air-gap was shown to be eﬀective in tuning the
dispersion[219]. Multilayer dielectric coatings, sometimes described as GTI coatings,
have also been shown eﬀective in tuning the total dispersion[156]. As the dispersion
generated is either weak or has changes strongly in-band, the use in compression is
limited mostly again to small corrections.
Waveguide approaches, in which the GVD rather than the GDD is tailored, has the nice
property of scaling with length, which suits well laser design, where usually a cross section
is considered in simulation (i.e. properties are defined per unit length). More properly
@ 2
for waveguides, the GVD is written @!
2 . A simple strategy for active waveguides is to
modify the width, where the confinement, and hence mode overlap with the cladding, is
frequency dependent. This is easily seen in the case of a narrow waveguide, if we imagine
a broad spectrum. The short wavelength mode would be almost entirely confined to the
active, while the longer wavelength mode would extend considerably into the cladding.
We therefore expect a larger group index for the longer wavelength (where the active is
the high index) than the short, which translates to a normal (positive) group velocity
dispersion. Measurements confirm this[220]. Still, the GVD is modest, reaching perhaps
0.01 ps2 /mm, and for our mid-IR wavelengths loss is still a problem. Mode coupling is
another approach which has had some success, e.g. the plasmon enhanced waveguide[221]
and the dual (stacked) waveguide laser[222].
A common and very convenient option is Fibre, where the dispersion for a single mode
fibre at telecoms wavelength can be 10-20 ps/(nm·km) (equivalently -13 to -26 ps2 /km
iv

The structure for a large compensation would probably be significantly more challenging to simulate
in the mid-IR, since the corrugations would need to be on the order of 1-2 µm, distributed over a
significant length of the waveguide.
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according to GV D = D 2 /2⇡c), and losses are low, typically 0.2 dB/km at 1300 nmv
(Fig. 5.1 (d)). This is attractive for two reasons: (a) a large compensating dispersion
can be tailored simply by cutting the fibre to length, without incurring significant loss,
and (b) fibre is easy to interface at this wavelength, with wide component availability.
Fibre has been used to compress pulses from actively and passively [90]mode locked
diode lasers. At the time of writing, fibre for mid-infrared remains lossy and somewhat
specialist (i.e. not mass produced), but that is not to say it will not become important
in the near future.
Other more exotic methods include metasurfaces, which can be tailored to provide a
specific dispersion[223, 224]. While these are fixed, tunable methods also exist which can
compensate higher order dispersion, such as thermal slabs[225], or programmable spatial
light modulators[226, 227], discussed later.

Figure 5.2.: Two examples of tunable compressors operating on the principle of geometric
(spatial) rather than material dispersion. The line of symmetry is indicated
by a dashed line, which will also coincide with a planar wavefront. (a) Prism
compressor. A polychromatic beam strikes the first prism close to the apex
so as to minimise the interaction with the material, which will otherwise
add a positive material dispersion contribution, comparable to that being
compensated. Wavelengths, angularly dispersed according to Snell’s law,
will propagate until they are intercepted by a second prism, whose exit facet
recollimates the beam. A negative geometric dispersion will always result,
since the total optical path length for the blue (free space + prism) is shorter
than for the red. The second pair will double this value, and remove the
spatial chirp. (b) The Treacy compressor[228] operates on the principle of
diﬀraction rather than refraction to spatially disperse the light. Since a large
angular dispersion can be achieved with diﬀraction gratings, these tend to
be preferred for compensating larger chirps.
Geometric methods, which rely instead on angular rather than material dispersion,
can also be used to apply large GDDs, which can usually be adjusted by moving one or
two elements.
Martinez[229] showed that in general the chromatic dispersion arising from a diﬀraction
or refraction is:
v

Thorlabs SMF-28-J9. At 800 nm, around ⇠4 dB/km (SM800-5.6-125)
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where P is the optical path length, n the refractive index at 0 , ✓ the refraction/diﬀraction
angle, and l is the distance between a pair of points on two matching refractive or diﬀractive surfaces in the direction of k(!0 ). So long as the second term is stronger than the
first, i.e. the angular dispersion stronger than the material dispersion, an anomalous
(negative) dispersion results, regardless the sign of @✓/@ . Note the sign @ 2 /@ 2 will be
the same as @ 2 /@! 2 .
A popular choice for mode-locked lasers is the prism compressor, as in Fig. 5.2 (a),
since high quality glasses are very transparent, and they can be placed at the Brewster’s
angle for zero reflection. This is absolutely vital, since the intracavity loss must be kept
to a minimum. The main disadvantage for our application is that it is very diﬃcult to
generate large GDDs without impractically large prism sizes and separations.
Gratings can provide a much larger angular dispersion, controlled by the period and
incidence angle. The main drawback is, with exception to the Littrow configuration,
they tend to be much less eﬃcient, rendering them generally unsuitable as intracavity
elements. Large dispersion compensation should anyway not be needed within the cavity,
and rather they find application in compression of more severely chirped pulses.

5.2. Treacy compressor
While the Treacy compressor can only produce a negative GDD, which is the wrong sign
to correct our laser’s chirp, it is instructive to quantify the dispersion of the system,
since it is very similar to the Martinez stretcher we ultimately use in the next section.
We follow closely Treacy’s derivation, which is well expressed in [228]. Note that most
arguments to the trigonometric functions require only a single symbol, and so parentheses
are largely omitted.
Consider the geometry in Fig. 5.3. Plane waves are assumed, to which the rays are
normal. The reference plane, at which the phase is measured, lies between the two
gratings, and is parallel to the input wavefronts. The beam (ray bundle), i.e. k, runs
perpendicular at entrance and exit. The goal is to find the optical path length ABCD.
The two gratings have perpendicular separation G. Light is incident at angle with
respect to grating normal, and has frequency dependent angle , which for order m is
given by:
sin

+ sin

=

m
d

(5.4)

where d is the grating period (usually given in lines/mm). Length BC, denoted L,
is given by G sec , and AB + CD by L cos(
). Therefore, the optical path length
p = ABCD is:
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Figure 5.3.: Geometry of the Treacy compressor. The gratings are parallel, with a normal separation G. [Angle of incidence .] Wavelength dependent angle of
diﬀraction: . Phase is accumulated from points A to D, where the dashed
line is a reference plane. Wavefronts approaching from the left at either A
or D are planar.

p = G sec (1 + cos(

(5.5)

))

Some care must be taken with the phase. Since we work with plane waves, the total
phase must be invariant along the grating surfaces for parallel incident rays. Taking BB 0
to be the reference ray, the phase advance at C is 2⇡G tan( )/d. Frequency dependent
phase is then:
(!) =

!
p
c

2⇡G
tan
d

(5.6)

The group delay is then:
d
p ! dp
= +
d!
c
c d!
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d d!
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Evaluating the derivatives:
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=
d!

d
d
(1 + cos(
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)
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where the identity sin a cos b + cos b sin a = sin(a + b) eliminates the annoying terms.
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Noting that d tan /d! = sec2 d /d!, we have for the group delay:
d
p
=
d!
c

G sec2

Gm2⇡c d
d! d!

2⇡G
d
sec2
d
d!

(5.9)

d
i.e., d!
= pc . This check is necessary, since it verifies the derived group delay is
consistent with the standard definition.
The dispersion is therefore:
✓
◆
d2
1 dP
1
m2⇡c
2 d
=
= G sec
(5.10)
d! 2
c d!
c
d!
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This (implicit) expression simply requires that the grating equation Eqn. 5.4 be evaluated prior to find . Explicitly, noting that d sin /d! = d /d! cos = mc2⇡/d! 2 ,
and using sec2 = 1/(1 sin2 ):
G sec m4⇡ 2 c2
⇣
⌘
2
d2 ! 3 1 ( md!2⇡c sin )

(5.11)

Where G sec then becomes a tuning parameter to adjust the dispersion linearly
around some central angle 0 .

5.3. Compression with Martinez-Stretcher
5.3.1. Setup
The Treacy compressor can only apply a negative GDD, which will not compress the
QCL emission. Martinez proposed a diﬀerent design, including a pair of lenses between
the gratings, which makes it possible to add either normal or anomalous dispersion to the
input field[230]. The design has huge historical importance, as it formed an integral part
of the chirped pulse amplification scheme, whereby pulses with enormous peak powers
(Petawatt) may generated. The scheme relies on the two signs of dispersion, the positive
to significantly stretch an input pulse, avoiding gain saturation and damage, and the
negative to recompress it after amplification by that same stretch factor vi .
Our Martinez stretcher-compressor is highlighted in green in Fig. 5.4 (a). Its operation
can be understood as follows. A polychromatic beam is diﬀracted oﬀ grating G1. When
separated by 2F , the lens pair provides no magnification, that is to say, input and output
angles are identical, but inverted (✓out = ✓in ). Therefore, by symmetry and reciprocity,
a second grating (labelled G2) placed antiparallel to the original grating will exactly
cancel the original angular dispersion wherever it intersects.
Light emergent from the 4F plane (defined z = 0) will appear to come from a grating
oriented as G2 (rulings on opposite side), illuminated at from below. Therefore, with
G2 positioned z > 0, it is identical to the Treacy compressor, adding a negative GDD
vi

There is the obvious analogy with the QCL, where the naturally occurring maximally chirped pulse
makes best use of the gain
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Figure 5.4.: (a) Experimental setup. QWIP (Quantum Well Infrared Photodetector);
MCT (Mercury Cadmium Telluride detector); A pair of matched ruled
diﬀraction gratings (G1, G2), a telescopic pair of lenses, and the retroreflecting mirror MR form the compressor. G2 and MR are mounted on a
common translation stage, directed along z. The optical axis z is positive in
the right hand direction, and so a displacement of G2 left indicates a positive GDD, and vice-versa. (b) Calculated GDD per unit displacement for
diﬀerent angles of incidence and wavelength. Triangles mark the GDD at the
angle used in the final setup, 55.4 , which are 0.64, 0.55, and 0.50 ps2 /cm
at 1185, 1230, and 1260 cm 1 , respectively.
(blue faster than red) in proportion to the displacement. In the 4F plane, it would be
as if the two gratings were pressed together, and the system nondispersive; G2 simply
cancels the angular dispersion exactly, as in every position.
The unique advantage of using the lens pair is the possibility to apply a negative
displacement, as if G2 were behind the image of G1. The result is that the red sees a
shorter optical path length than the blue, and the sign of the GDD becomes positive.
Since this is normal dispersion, which ultrafast pulses usually suﬀer, the arrangement is
called a stretchervii .
We use the so-called folded configuration, where light is retro-reflected back through
the system with mirror MR after G2. This has the important eﬀect of cancelling the
spatial chirp, which is seen for any nonzero displacement of G2 along z. Whether this
is a problem depends on the application. Assuming no lateral walkoﬀ due to alignment
error, a pulse fringe will appear at the focal point of the grating output, should MR be
replaced with a lens, since the beam is collimated. However, as noted by Martinez, any tilt
of the detector, or indeed nonlinear crystal or sample, will yield a broader apparent pulse,
since energy will walk along the cut. For this reason, despite the tempting simplification,
we prefer not to fold the experiment at the back focal plane of the first lens. An added
advantage of folding after G2 is that the GDD is doubled, since this appears simply as
another cascaded grating pair in series.
vii

So we use a stretcher to compress.
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Concretely, we used a pair of 1" achromatic doublet lenses, F = 10 cm, separated by
20 cm to form a relay pair, which sat between a pair of 150 lines/mm gratings, blazed
at 35 . We pre-determined that a suﬃcient GDD could be produced. The maximum
negative dispersion that can be produced for a certain optical bandwidth is determined
by L cos ✓d , which must be less than the lens aperture or grating size. For the positive
dispersion there is the extra limitation, that G2 cannot come closer than the clearance
between the ray bundle emerging at and the second lens. As the lens pair forms a
relay, they can be shifted closer to (or farther from) G1 without aﬀecting the dispersion,
up to the limit that the beam is not clipped by the second (first) lens. For this reason,
we shift the pair 5 cm towards G1 to extend the accessible range of positive GDD, giving
a maximum displacement of -14 cm. Both G2 and MR are mounted on a motorised
translation stage, allowing their position to be adjusted continuously along the optical
axis z, while keeping their relative positions fixed.
Full derivations for calculating the dispersion for the compressor under the paraxial
approximation and solved with the Fresnel integral can be found in[231]. Those calculations include the eﬀect of finite beam size, and make additional considerations such as
for lenses with diﬀering powers, i.e. angular magnification (though we work close to the
grating cutoﬀ, so would not benefit). For our purposes, we drop the additional complication and reason, by earlier considerations, that the system must give the same GDD
as for the Treacy compressor (Eqn. 5.10), except where we allow also the displacement
to go negative; this is in line with the expression in[230], assuming equal focal lengths.
The results later justify this. We plot in Fig. 5.4 (b) the GDD per unit cm displacement
for three important wavelengths, against the angle of incidence. The trade-oﬀ between
the strength and the curvature of the dispersion is clear. Based on the maximum achievable GDD at the target frequency (1230 cm 1 ), the flatness, and geometric convenience,
we opted for = 55.4 degreesviii , which gives a GDD of approximately -0.55 ps2 /cm
displacement. For a fuller account of the design considerations, see the appendix.
The total optical losses are estimated at a staggering 97.7% , measured by comparing
the optical power after the QCL collimation lens at 600 mW, to that at the exit of the
beam splitter labelled BS, at 14 mW. About 52 % of this is lost through the isolator
(a combination of crystal/coating loss, and polariser loss), then 50 % due to the first
pass through the beam splitter, then an additional transmission of about 47 % at the
gratingsix due to (1) attacking with a mixed polarisation (approximately 40 degrees to
the horizontal), (2) approaching away from the Blaze angle, (3) general eﬃciency (at best
90% per bounce at 8 µm). Several of the mirrors were also coated, and are polarisation
sensitive, which, in addition to the second pass through the beam splitter, accounts for
the remaining loss. To improve this would be a simple matter of inserting a half waveplate
after the isolator, replacing the mirrors with uncoated versions, and doing away with the
beam splitter, instead using a tilt on the return mirror.
The device (EV2429B1 21NU HR) is run at 291 K with a DC bias of 1.1688 A (see
Chirp supplementary for characteristics). To measure, the delay stage is set to around
viii
ix

Assuming the standard hole matrix in the optical table, this gives a ratio of 4:7
Thorlabs GR1325-07106
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14 cm, which is the farthest possible position without clipping of the beam. It is then
stepped away in 2 mm increments such that the separation between the two gratings
increases. At each step, the spectrum and SWIFTS traces are recorded, giving complete
spectral amplitude and phase information An (z) and n (z) for each comb mode n at
displacement z, referenced to the 4-f position.

5.3.2. Phase result

Figure 5.5.: Magnitude and phase spectra for the two extremes of the grating travel (14.4 cm, +15 cm; blue, green), the 4F point (0 cm; black), and one step
towards the second lens (-2 mm; orange). There appears to be some clipping
at 1260 cm when the grating is closest to the lens. For phase spectra, thin
solid lines are the measurements, and the thicker lines underneath calculated
by adding the grating dispersion to the measurement at 0 cm. The distance
between the black and orange curves is a propagation delay of 2 ⇥ (2mm/c).
In Fig. 5.5 (top) we plot the magnitude spectra at z = 0, after a single 2 mm step
towards the lens, and at both extremes of travel. Note some clipping is visible in the
blue around 1260 cm 1 on the magnitude spectrum, and by reference to the schematic
in Fig. 5.4 (a) we can see this is the expected side for clipping on the second lens.
The phase diﬀerences are plotted in Fig. 5.5 (bottom). The thin lines are the measured
values, and the thicker lines beneath, calculated by directly adding the expected phase
shift to the SWIFTS phase diﬀerences measured at the zero GDD point (z = 0):
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(⌫) = 2

!
[p(⌫) + d]
c

(5.12)

where p(⌫) = G sec( (⌫)) (1 + cos(
(⌫))) as in Eqn. 5.5. Grating displacement d
accounts for the change in time of flight as the grating is moved; this is visible as a phase
shift in the group delay curves, and is seen directly in Fig. 5.5 by comparing the 0 cm
phase trace to the -2 mm trace. We found it necessary to adjust from the intended
55.4 to 56.5 for good agreement, which is reasonable because adjustments would have
been made to keep the centre of the spectrum on-axis.
The agreement verifies the performance of the compressor, and since the operation
of the stretcher-compressor is well understood, confirms the direction of the chirp. It
moreover served as the first demonstration, for us, of SWIFTS measuring a controlled,
trusted , an important stepping stone for full trust in the technique, if scaled between
unverifiable unknown and measuring a reference comb.

5.3.3. Time traces

Figure 5.6.: (a) Two periods of reconstructed intensity for all grating displacements. In
the negative direction, a positive GDD is added and the emission compressed.
In the positive direction, a negative GDD is added and adjacent emission periods overlap. (b) Residuial field GDD, as found by parabolic fit to measured
phase. It appears to cross zero at -11.86 cm. (c) 2.355 estimated FWHM
from Gaussian fits to measured reconstructed traces (blue) and predicted by
adding the expected compressor phase (orange). (d) Peak intensity, divided
by the average intensity.
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In Fig. 5.6 (a), we show a map of the reconstructed intensity to the grating displacement, plotted for 2 periods. As the displacement becomes more negative, the energy
becomes more compressed within the period and a pulse is shown to emerge from the
background. Conversely when the grating moves in the positive direction, the adjacent
comb periods begin to overlap, and this is seen from the higher frequency beats which
appear as the comb extrema interfere.
In (b)-(d), we plot some crude summary values describing the changes. What is labelled as the field GDD in (b) is the remaining curvature in the phase, as estimated by a
quadratic fit to the summed phase diﬀerences over the whole spectrum. The red vertical
line in all three indicates its intersection with zero, at which we might expect the emission
to be fully compressed. In (c) we have the pulse FWHM. The number originates from
Gaussian fits to the waveforms, where the FWHM is 2.355 times the standard stretch
parameter . Note that the quantity is minimised not at the apparent zero dispersion
point, but at -13.6 cm, which is almost at the end of our travel. This coincides with
the maximum peak intensity in (d), compared to average. The discrepancy arises predominantly due to the stronger negative dispersion redmost lobe of the spectrum, which
contains about a third of the total power; a constant GDD for the entire bandwidth is
an overly simplistic metric to describe the phase curvature. Note that orange traces in
both are calculated by adding the predicted compressor phase to the measured, and the
calculation was deliberately extended past the geometric constraint of the setup to highlight that this is not the limiting factor, with the performance in terms of pulse width
and peak power expected to quickly degrade past -14 cm.

Figure 5.7.: (a) Reconstructed intensity at 0 mm (4F , blue), and +142 mm (black), where
the Gaussian equivalent pulse (fit, black thick) was found to be shortest.
(b) Zoom of the pulse waveform to compare the measured shape from that
expected from the 0 mm measurement and the grating response function.
Cuts of the instantaneous intensity at the z = 0 and zp = 14.2 cm are shown In
Fig. 5.7 (a). A pulse of equivalent Gaussian FWHM 12 ps is observed to emerge, with
a peak to average ratio of 40.7. In (b) we show a zoom of the pulse shape, compared
to that calculated for the same position. The form is of course similar, with diﬀerences
attributable to the clipping, and coherence and measurement error in both positions, to
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which the high frequency fringes will be sensitive. This is where the cumulative phase
error of SWIFTS is visible, since this is the interference of the red and blue frequency
components.
In the ideal, transform limited case, with the DC spectrum as is and the phases all
set identical, a pulse with peak to average ratio in excess of 320 would be expected,
with a pulse width less than 300 fs. At an estimated optical bandwidth of 2.79 THz at
10 dB, the Fourier limited pulse exhibits a time-bandwidth product of 0.8, limited by
the approximately rectangular spectral shape which gives rise to a quasi-sinc pulse. An
equivalent Gaussian spectrum would give a pulse length of ⇠ 0.44/2.79 THz = 157 fs,
though to shape the full amplitude spectrum would significantly reduce the integrated
pulse energy since the starting point is very dissimilar.
While we did succeed in demonstrating a compression from ⇠CW down to a duty cycle
of about 10 % (12 ps/133 ps), the result is undeniably underwhelming when compared
to the Fourier limit of around 300 fs shown earlier. Our pulse would have a peak power
of about P0 = Pavg I0 /Iavg of about 574 mW, with a pulse energy Pavg frep ⇡ E 1.9 pJ. In
fact, if we compare this to the laser emission directly, we would find a peak power of about
4x600 mW=2.4 W. It would have been better to do nothing at all! The reason for this
was touched on in the original work (laser GDD plot, appendix), but we revisit briefly
in light of more recent work by a colleague[171], where the compression was significantly
improved to below 1 ps. In Fig. 5.8 (a), the required GDD (i.e. that which will correct
for the residual phase curvature) is plotted, by order 4 polynomial fits to the SWIFTS
phase diﬀerence curves at each position. The most important is the green 1230 cm 1
line, which represents the bulk of the spectrum. This is seen to cross zero a full 2.8 cm
behind our last measurement point, which highlights the danger of fitting over too broad
a spectrum, and might suggest further room for improvement.
We coarsely predict the field for grating displacements from -15 to -18 cm, and find
the highest peak intensity at -15.9 cm, which is 1.5 cm behind our maximum travel. We
plot this in (b), left, showing a feature 51x stronger than the average, of width around
650 fs FWHM, atop a broad pedestal extending about 40 ps. The pedestal can be almost
directly read from the group delay, i.e. d /d! = ( n
n 1 )/!r , plotted in (c) for
the same grating position, which shows that the long wavelength around 1180 cm 1 is
broadly responsible. This can be removed easily in the physical setup by placing one or
a pair of knife-edges between the lens pair. On the right hand side of (b) then, we see
the eﬀect for a narrower (1220-1250 cm 1 ) and broader (1205-1260 cm 1 ) cut, chosen
to illustrate that more than half of the pedestal can be removed, but not more without
harming the peak intensity and width. In fact, the strong oscillations in the group delay
which are responsible for this limit, do not appear to have originated from the laser,
where the ripples observed prior were small, and more rapid. We suspect this is an
optics issue, but there were enough components in the beam path that it is unhelpful to
speculate so long after the fact.
But let us then compare this predicted waveform with our measured optimum in
Fig. 5.7. The peak to average there was about 49, only marginally weaker than that
in (b). More importantly, if we consider nonlinear conversion, the fringes are generally
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Figure 5.8.: Why the compressor underperformed. (a) The spectrum is divided up as in
the previous chapter, and we track the remaining required GDD (fourth order polynomial fit to SWIFTS phase) throughout the compression for 1185,
1230, and 1260 cm 1 . We see that, for the most important middle section,
it appears we do not compress suﬃciently. Black dot dash lines are guides
for the eye ([ -0.05816171 -10.62085176], [-0.04977263 -8.55755677]), with
the 1230 cm 1 trend intersecting a full 2.8 cm behind our maximum travel,
at -17.1 cm. (b) Projected instantaneous intensity for the full spectrum at
-15.9 cm, 1.5 cm behind our maximum travel. On the right, we simulate
a spectral cut for two diﬀerent bandwidths. (c) Group delay d /d!, projected for the same position. From the strength of the ripple, it is clear
that with a simple grating compressor, it would be impossible to recover
an isolated pulse. Blue and orange lines indicate the boundaries of the cut
spectrum used for (b), right.
stronger in the measured data. If that were to be the objective, then it is not clear that
further compression would have been beneficial. Of course, this is only true for these
data - with a more constant GDD, compression would help in general.

5.3.4. Beat note interferograms
The action of the grating in converting the mostly FM field to an AM field can be seen on
the beat note interferogram. In Fig. 5.9, we plot at five diﬀerent grating displacements
|x(⌧ )+iy(⌧ )|2 , a quantity closely related to the beat note interferogram cut at the carrier
104

5.3. Compression with Martinez-Stretcher

Figure 5.9.: Beat note interferograms measured at 16 cm 1 as a function of the grating
displacement, indicated in the titles. The 0.0 cm is the reference (unmodified)
position, and -13.2 cm represents a strongly AM signal.
frequency, measured at the centreburst with a resolution of 16 cm 1 . At the reference
point z = 0, the FM character of the field is demonstrated very clearly, with a minimum
at the zero path diﬀerence[80], and a maximum at approximately 1/2B, where B is the
comb bandwidth. As the second grating is moved closer to the first, the correlation
starts to become strongest at the zero path-diﬀerence. One can see that the beat note
interferogram more and more starts to resemble the standard autocorrelation trace, as
the components are moved in phase. If one were to calculate the ratio of the central
fringe to that of the maximum, one would find AM signal would have a value of 1 by
definition, since placing the light through an unbalanced interferometer should not lead
to an enhancement of the beat note strength. For more FM signals the opposite is true,
with large enhancements expected away from the zero path diﬀerence.

Figure 5.10.: Beat note power at the fundamental, second, third, and fourth electronic
harmonics measured as a function of grating position, with the calculated
traces superimposed (orange lines).
As the chirp is modified, the envelope of the intensity will also change, which will be
reflected in the relative strengths of the first and higher order beat notes. When the field
is fully FM, all beats should go to zero. By contrast when fully AM, all beats should
be maximised. We verify this behaviour by measuring the power in the first four beat
harmonics as seen on the QWIP using a spectrum analyser (Rohde & Schwarz FSW) as
a function of grating displacement. The data are the blue dots in Fig. 5.10. As expected,
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the beats are strongly suppressed at z = 0. When the grating is displaced in the negative
direction, to where the strongest peak intensity is observed in the previous section, the
beats are shown to be simultaneously maximised, a key signature for an AM pulse train
where all the phases have the same sign and similar magnitude.
We compare their evolution to that expected, which for each beating order b, is given
by:
2
X
⇤
i
(!
,z)
Bb (z) =
An An b e C n
H̃(b!r )
(5.13)
n

Here, the complex modal amplitudes An = |An |ei n are taken from the reference measurement at z = 0 only, and the phase compensation
C (!n , z) is a function of the
frequency of line index n and grating displacement z. We also account for the combined
magnitude response of the QWIP itself and components which come between it and
the spectrum analyser through | ⇠ H(!)|, which we estimate using a rectification technique[182] under the same conditions we operate the detector during the measurement
(77 K, biased at 4 V).
The qualitative agreement between the projected and measured beat note traces over
most of the scan (save perhaps for the far positive displacement) is an important incoherent verification of the nature of the intensity.

5.4. Timing jitter
Fluctuations in the shape or position of pulses in a train we call jitter. Excess technical
noise, e.g. electronic driving or thermal or change in environment and stabilisation
response to it, tends to dominate at lower frequencies (low MHz). But even in their
absence, we are fundamentally aﬀected by quantum noise (e.g. spontaneous emission,
loss), which couples to various components (e.g. though the linewidth enhancement
factor), worsening jitter significantly beyond the quantum limit[232]. In general, the
eﬀect is quite diﬃcult to model. Haus/Mecozzi[233], and later Jiang[234] developed a
soliton perturbation theory, where they are able to project noise onto jitter in the pulse
energy, carrier frequency, (phase), timing, and duration. It was found to be widely
applicable.
We focus on the timing jitter, since the fluctuations in the energy and amplitude
are more diﬃcult to measure in passively mode locked lasers, where the phase noise
dominates. There are two common ways to specify the timing jitter.
1. Pulse-to-pulse jitter pp : these are fast timing fluctuations, generally attributable
to fast intrinsic processes e.g. spontaneous emission noise, typically measured in
femtoseconds or shorter. This number is important for experiments when comparing two pulses, e.g. pump-probe, ranging, etc, and for such experiments the
pulse-to-pulse jitter must never approach the pulse width.
2. RMS, or integrated timing jitter T : this describes the accumulated phase error over
the relevant experimental bandwidth, and is important e.g. for communications and
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Figure 5.11.: (a) Comparison of a reference pulse train (blue; ideal, jitter free) to one
with timing jitter (orange; normally distributed, exaggerated = 0.02). 0
is the start of the observation time. Pulse-to-pulse is the variation in arrival
time between any two pulses, and is typically measured in femtoseconds.
The distribution is shown in (b), left. Jitter from the sequential jitter
will accumulate according to whatever restoring forces are present in the
system. Integrated over 1000 round-trips (10 ns at 10 GHz rep rate), we see
a significant spread, the overall distribution in p
(b), right. With no restoring
forces (the variance will scale unbounded with N , N the number of pulses.
spectroscopy. This integration bandwidth must always be specified alongside.
These are illustrated in Fig. 5.11 (a) and (b), where it can be seen that the accumulated
positional error leads to a large timing uncertainty, or drift.
Optical cross-correlation ( (2) ) [234] is well suited to characterising the high frequency
jitter, which will appear as a broadening compared to the autocorrelation. Its main
drawback is the large delay required for properly evaluating the integrated timing jitter,
and the nonlinear detection puts some constraints on the pulse power.
Von der Linde[235], was the first to make the important connection between the timing
jitter and the intensity power spectrum, and showed that, with some assumptions, both
the integrated and pulse-to-pulse timing noise of an actively mode locked laser can be
readily extracted. This is conveniently measurable directly on a photodetector which
must be fast compared to the repetition rate, but may (will) be much slower compared
to the pulse width and target quantities.
Lacking a restoring force on the repetition rate, timing noise of passively mode locked
lasers is qualitatively diﬀerent, taking on a random walk character. Eliyahu et. al.
addressed this in[236], modelling the timing jitter as a nonstationary process with a
finite correlation time.

5.4.1. Beat note models
We here briefly re-state the relevant key points of two important models, which allow
the intensity autocorrelation of actively[235] and passively[236] mode locked lasers to be
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Figure 5.12.: (a) Expected beat power spectrum for an actively mode locked laser, as
predicted by the von der Linde model[235]. This is a zoom on the pedestals,
where the spikes, linked to the microwave reference, are much stronger.
The phase noise (Lorentzian) grows with the square of the harmonic index.
(b) Example for a passively mode locked laser, according to the Eliyahu
model[236]. Each harmonic is approximately Lorentzian, with the the halfwidth half-maximum scaling linearly with harmonic index. The phase
noise dominates the amplitude noise, and its eﬀect is weak.
interpreted in terms of the timing jitter.
von der Linde model: actively mode locked lasers
With f (t) the template pulse envelope (intensity), a pulse train with amplitude/timing
jitter A, Tµ can be written:
F (t) =

X

(5.14)

(1 + A)f (t + µT + Tµ )

µ

F0 (t) is pulse train where A, T ! 0. Taylor expanding f , and dropping the product
A T (small):
F (t) = F0 (t) + F0 (t)A(t) + T J(t)F00 (t)

(5.15)

Note that, where there is no explicit assumption on the pulse shape, for the analysis
to be valid, this derivative must drop quickly with respect to the period. Moreover, the
intensity must also cross to zero, else the sum does not correctly describe the waveform.
This leads to the power spectrum:
PF (!) = (2⇡/T )2 f˜(!)

2X⇥
µ

(!µ ) + PA (!µ ) + (2⇡µ)2 PJ (!µ )

⇤

(5.16)

where the in this case results from an infinite integration time. The resulting spectrum has a clear anatomy:
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1. (!µ ) - the spikes will take on the same stability as the driving source
2. PA - amplitude noise pedestal, which is Requal at all orders, include about DC. The
intensity noise is ( E/E)2 =< A2 >= PA (!)d!
3. PJ - the timing jitter, the strength of
R which scales with harmonic order squared.
2
2
First order: ( t/T ) =< T J >= PJ (!)d!. Best is to take the higher order
where the amplitude noise is comparatively weaker, and to divide by µ2 .

The latter µ2 trend is especially convenient for mode locked lasers with long cavity
lengths, where repetition rates are in the 10s of MHz, and tens of harmonics can then be
resolved with standard laboratory equipment.
Eliyahu model: passively mode locked lasers
The approach is slightly more general. With N the length of the pulse train, and m, n
pulse indices:

PI (!) = lim

N !1

N
X

exp[i!T (n

n,m= N

⇤
m)] ⇥ hFn (!)Fm
(!) exp[i!( Tn

Tm )]i

(5.17)

Where < .. > is the correlation between pulses m, n over all time, and T is the average
pulse spacing. Assuming a nonstationary timing jitter, and small intensity/pulse shape
fluctuations (i.e. Fn (!) = F (!)):

PI (!) = |F (!)|2 lim

N !1

N
X

exp[i!T (n

n,m= N

m)] ⇥ hexp[i!( Tn

Tm )]i

(5.18)

The key assumption is that, while Tn is nonstationary, the diﬀerences are stationary.
The diﬀerences therefore add:
max(n,m)

Tm = sign(n

Tn

m)

X

Ti

(5.19)

i=min(n,m)+1

Then evaluate hi, assuming Gaussian distribution for the pulse to pulse jitter:
hexp[i!( Tn

Tm )]i =

Z

exp(i! Tn

Tm ) exp ( Tn
Tm )2 /2h( Tn
Tm ) 2 i
⇥
⇤
= exp !/2h( Tn
Tm )2 i (5.20)

The last part is by the Fourier relationship, noting that the sign/limits of the integral
can be switched. The variance h( Tn Tm )2 i grows quadratically when < ⌧c , and linearly
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above (standard random walk result). For short correlation times ⌧c ⌧ T , (⇠white noise)
and typical frequencies of interest ((! 2 h T 2 i ⌧ 1), typically order MHz), the power
spectrum can be approximated:
PI (!) = |F (!)|2

X

n=0

!2h T 2i
(! 2 h T 2 i/s)2 + ( !n T )2

(5.21)

where !n = (! 2⇡n/T ), i.e. a spectrum of almost-Lorentzians with FWHM growing
with µ2 as 4⇡µh T 2 i/T . The peak height correspondingly decreases, as expected for a
fixed carrier power. This contrasts the von der Linde scenario, where the relative height
of the Lorentzian contribution increases, and the restoring force keeps the widths fixed.
Benefit of using the compressed field
If we forget pulses for a moment, we can generally write for the intensity:

Z t
X
⇤
I(t) =
An Am exp i(n m)
!r (t0 )dt + c.c.
and selecting m = n

(5.22)

0

n,m

1

 Z t
X
B1 (t) = exp i
!r (t0 )dt
An A⇤n
0

1

(5.23)

+ c.c.

n

meaning the phase relationship acts only to scale the strength of the beat note, i.e.
there is no special requirement on the pulse shape, and the same information can be
extracted in principle directly from the laser with good RF coupling.

5.4.2. Jitter estimate using compressed pulse
The timing jitter can be directly extracted from normalised single-sided power spectral
density by[235, 237]
sZ
r
TR
⌫RF N TR
pp
2
sin (⇡f N TR )S RF (f )df = TR
(5.24)
T =
⇡
2⇡
0
for the pulse-to-pulse jitter, and[237, 238]
sZ
r
p
fu
TR
TR
⌫RF
1
i
S RF (f )df =
T (fu , fd ) =
3/2
2⇡
f
2⇡
d
fd

1
fu

(5.25)

for the RMS timing jitter. TR = 1/fr , and fd , fu are the lower and upper integration
bounds, respectively. The right hand side of each are analytical expressions assuming
a Lorentzian RF lineshape[237]. How they are chosen depends on how the number will
ultimately be used. If on the one hand for an experiment, e.g. estimating or interpreting
impact of the jitter on a measurement, then these should represent ⇠ the measurement
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time for the lower bound, and whichever is smaller, the Nyquist or fr /2 for the upper
bound. If on the other hand comparing to literature, or to a standard (e.g. for jitter
tolerance in fibre haul, ITU-T standards, REC.G8251.), then the bounds should match
those.
We fix the compressor to the setting which produces the strongest beat note, and, in
following the procedure of Kefelian[237], we measure two RF spectrax : one with a RBW
of 200 Hz, and another with a RBW of 200 kHz; both have spans of 2 MHz (usually would
be much larger, but the noise floor is quickly reached in our case). The first should have
an RBW narrow enough to capture the linewidth within the measurement time. If chosen
at 1 Hz, then the measured spectrum is the power spectral density directly. The second
RBW should be chosen wide enough to capture the entire peak over at least 2-3 decades,
but not so wide that its fluctuation becomes large due to the captured noise floor. The
measurement must be accurate, and moreover both spectra should be averaged. This
allows a constrained fit to the normalised double-sided lineshapes, supposedly improving
accuracy (this of course depends on judgement).

Figure 5.13.: (a) RF spectra of beat note orders 1-4 measured on the QWIP at the point
of maximum compression (RBW 1 Hz). (b) Single-sided RF spectrum of
the fundamental beat note as measured at a 1 Hz RBW, scaled to the total
power in the carrier, evaluated at a 200 Hz RBW. The blue line is a 1/f 2
fit to the tail, from which the integrated timing jitter is inferred.
In Fig. 5.13 (a), we plot the first four harmonics of the beat note, with the broadening
clearly observed. Coarse fits to these show that the width scales linearly with index at
482 Hz/order, indicating that the correlation time of the jitter noise is much longer than
the pulse repetition time.
A further interesting finding is when longer correlation times are considered. The
x

A technical note: a combination of the sampling mode (e.g. peak vs RMS) and logarithmic detector
may lead to a typical 1.45 dB underestimate of the phase noise power[239]. This must be calibrated
out, and there is a mode on the analyser specifically for this task.
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m
1
2
3
4

2 (Hz)
334.5
440.8
906.6
1420.0

T (f s)

334.6
213.0
431.1
400.7

pp (f s)

11.2
2.0
2.9
2.9

Table 5.1.: Beat note parameters and timing jitter extracted from fits to beat note orders
m = 1, 2, 3, 4. 2 is the FWHM for the Lorentzian fits, which increases linearly
at 372 Hz/harmonic. T int is the integrated timing jitter, evaluated 20 kHz
to 100 MHz, and pp is the pulse to pulse timing jitter.
higher harmonics (which represent the shorter timescale events) tend to be more Gaussian, and the lower harmonics again more Lorentzian. In all cases, amplitude fluctuations
are shown to have a negligible eﬀect on the measurement.
Shown in Fig. 5.13 (c) is the power spectral density of the beat note at the fundamental
round trip frequency compared to the power of the carrier at the centre of the band (dBc),
showing a dynamical range of almost 80 dB at the point of maximum compression.
We apply a 1/f 2 fit (white frequency noise), a good approximation for the Lorentzian
away from the immediate centre, and find a pulse-to-pulse timing jitter of 2.0 fs and an
integrated timing jitter 20 kHz - 100 MHz of 335 fs. The band was chosen as a crude
comparison to[237], where they report an integrated jitter value of 1.6 ps for a quantum
dot laser at 1300 nm. Note that we reach the noise floor already at about 70 kHz oﬀset,
and the numbers represent therefore a severe extrapolation. A greater signal to noise
was required. We note that there is reasonable agreement also between the orders (see
Table 5.1).
The same analysis applied to the measured beat note of a QCL whose FM output was
converted to an AM one using an optical discriminator yielded an integrated timing jitter
of 342 fs, a value in the same range as that found for this device.
The same analysis applied to the measured beat note of a QCL whose FM output was
converted to an AM one using an optical discriminator yielded an integrated timing jitter
of 342 fs, a value in the same range as that found for this device.
Paschotta derived a more general expression than Haus/Mecozzi[233] for the fundamental quantum limited timing jitter[232, 240]
Z
h⌫
2
t2 P ¯(t)dt
(5.26)
pp = 2✓g 2
Ep
where P̄ (t) is the normalised pulse envelope, and g is the round-trip intensity gain (=
e2↵tot Lc ), ✓ the spontaneous emission factor, and Ep = Pavg frep is the pulse energy, small
for high repetition lasers (⇠pJ). pp can easily exceed the pulse length once the pulse
length is above a picosecond.
While quite general, the integral over P̄ (t) poses an immediate problem in its application to QCLs, since the unmodified emission does not have one clear t = 0, nor does it
have a form that decays to zero. One might be tempted to apply the expression to the
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compressed waveform, or some generic form of equivalent bandwidth.
Taking ↵tot = 4 cm 1 , L = 0.6 cm, ✓ = 1 (four level system), Pavg = 1 W, frep =
7.42 GHz, pp = 20.2 ps for the transform limited pulse, and 74.7 ps for the compressed
pulse, i.e. more than half the repetition rate. In the latter case, the pulse is clearly
too broad and poorly structured for the concept to be terribly meaningful. That the
quantum limited jitter for the transform limited pulse - which unlike the compressor
output is very well defined - is projected to be two orders of magnitude higher either
states that the expression is inappropriate for our purposes (since Haus Master equation
does not describe our lasers), or hints at a disparity between the RF jitter and that
measured by optical cross correlation. This would make for an interesting experiment.
Expressions were also derived in[241] to include the eﬀects of gain curvature, nonlinearity, and dispersion. Moreover, it is noted that the phase noise and timing jitter are
not influenced in the same way[242], it being easier to reach the quantum limit in the
latter case. For passively mode locked FM lasers, probably a separate analysis in the
vein of [160] would need to be undertaken to find a meaningful lower bound of the timing
noise, and an estimate for correlation times.

5.4.3. Reduction by RF injection locking
Jitter performance can be drastically improved by injecting RF from a stable source at
approximately the fundamental beat frequency, which acts to lock the comb repetition
rate. QCLs have an intrinsically high electronic cut-oﬀ frequency, owing to the lack of
relaxation peak[21], and remain responsive to bias modulations above 10 GHz[243]; this
makes them particularly amenable candidates for RF injection locking, and this has been
successfully demonstrated[244, 245]. Importantly, all lasing modes can be coherently
locked to the external oscillator, and this has been shown not to perturb the comb
state[191].

Figure 5.14.: third order beat note, free-running and RF injection locked at the fundamental. Detected optically a the point of maximum compression.
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We show in Fig. 5.14 the dramatic diﬀerence between the 3rd order beat note for the
free running QCL and compare it to that observed when the QCL has been injected with
RF at the fundamental beat of around 7.42 GHz.

5.5. Spatial light modulator
In this section, we use a spatial light modulator[226, 227, 246] and attempt to implement
a compressor based on line-by-line pulse shaping[247]. This technique is more flexible
than the grating compressor in that it corrects the individual phases, or groups of phases,
rather than just a parabolic phase. While this degree of arbitrariness does come at the
price of complexity, it would have been the only way realistically to compress what
was thought to be a pseudo-randomly phased comb; indeed, this was exactly how the
temporal intensity of the microresonator combs[63, 64], which can also take on random or
FM solutions, was first characterised and compressed. We’ve since learned that the phase
often takes on a simpler form, but it remains an interesting prospect to, for example,
shape the spectrum to e.g. a Gaussian, which has a superior pulse width compared to our
irregular spectra, and to remove the residual ripple and chirp. Furthermore, there could
be some applications interest in shaping the wavefront, arbitrary waveform generation
e.g. excitation sequences[248], or indeed manipulating the laser comb state itself by
feeding back to the cavity. For microwave waveform generation[249], the repetition rates
are typically too high to be useful.
The experiment was unsuccessful - and worse, inconclusive - but the steps are left here
by way of documentation.
The principle is simple. The spectrum appears behind the focal plane of the first lens of
a grating-lens 4F system. Placing a phase mask, a material with spatially inhomogenous
optical thickness, in the plane will imprint its phase onto the modes. The relationship
between the input and output field can be written:
(5.27)

Eout (!) = H(!)Ein (!)

where H(!) is the optical transfer function of the system, which for Gaussian beams
of waist w0 can be written:
H(!) =

s

2
⇡w02

Z

dxM (x) exp

⇥

2(x

↵!)2 /w02 )

⇤

(5.28)

where M (x) is the masking function in one dimension for simplicity. This might
represent a block of transparent material with a relief structure patterned on (n(x, y)),
or in reflection (folded 4F system) some piezo/MEMS controlled mirrors, or as in our
case a spatial light modulator (SLM). If M (x) is chosen correctly, such that the group
delay is flat, a pulse will result.
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Figure 5.15.: (a) Experimental setup. Focal length F = 32 cm, grating: 150 lines/mm.
The computer sets the phase mask on the SLM. (b) Geometry of the grating
and focussing element (written lens), which determine the mode position
on the SLM. (c) Calculated mode position for = 24.4 (blue) and spatial
dispersion. At !r ⇡ 2⇡ ⇥ 7.42 Grad/s, the mode spacing will change from
268 to 280 µm over the chosen band.

5.5.1. Setup
The setup is shown in Fig. 5.15. The comb is diﬀracted oﬀ a grating (150 lines/mm) and
focussed with an F =32 cm spherical mirror onto a reflective SLM. The SLM is 512x512
pixels in dimension, with a pitch of 25 µm, meaning it has a square aperture of length
12.8 mm. As the full comb spectrum has around 400 modes, this presents a stringent
requirement on the focussing, as the modes should not significantly overlap if we want
independent control. Note there will be a dispersion in the mode oﬀset x(⌫). We see
this as follows.
Starting from the grating equation:
sin(✓i ) + sin(✓d ) =

m
d

(5.29)

we find the angular dispersion to be:
@
=p
@
1

m/d
(sin(✓i )

m
d

)2

(5.30)

We can also express implicitly for fixed ✓i (i.e. solve above first, and then substitute
✓d back in):
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@
@✓d
2⇡mc
sin(✓d ) =
cos(✓d ) =
(5.31)
@!
@!
!2
In back focal plane, x = F tan(✓) ⇡ F (✓d ✓g ). The small angle approximation is
justified by the fact that the aperture is never comparable to F for these experiments.
The spatial dispersion is then:
@
x=
@!

2⇡mc
cos(✓d )! 2

(5.32)

This has obvious implication on the calibration, where we must overlap the target
phase with the right mode.
The wavefront will then be modulated according to the applied phase, and the light
return back along the same path, to be measured by FTIR. Calibration (discussed in the
next subsection) is generally performed with a slow detector, and the field characterisation using SWIFTS, as before.

5.5.2. Calibration
A schematic of the spatial light modulator is shown in 5.16. It has a pixel pitch of
25 µm, and the optical density along the extraordinary axis is voltage controlled. There
are several things which need to be calibrated or known on an alignment-by-alignment
basis before the SLM can be used:
1. The phase response (⌫, V, i, j), where ⌫ is the optical frequency, V is the applied
voltage (or greyscale value), and i, j are the pixel coordinates ranging from 0-511.
⌫ must be included, since the liquid crystal is known to be dispersive, and i, j
since there may be some spatial inhomogeneity in the response, and the backplane
supposedly has a curvature on the order of micronsxi .
2. The mode positions xn , yn , which (as best possible, considering the spatial dispersion) should ideally be centred on the pixels. The beam waist w must be known,
but can be assumed independent of frequency.
There are two other important eﬀects which we need to account for.
First is diﬀraction (Fig. 5.17 (a)). We work with fundamental Hermite-Gaussian
beams, and diﬀraction from sharp features will transfer energy to higher order modes.
This may be done intentionally for simultaneous amplitude/phase shaping with a phase
only SLM (as here), by e.g. applying a sawtooth phase in the vertical direction[250],
as opposed to working with crossed polarisers and playing with the birefringence. Our
immediate concern though is phase correction, which, anywhere outside the immediate
vicinity of a chosen central mode, will require increasing large phase shifts. Partial overlap of the neighbouring modes with these increasingly hard phase boundaries will then
result in a diﬀraction loss.
xi

According to documentation provided by Meadowlark Optics, Inc.
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Figure 5.16.: We used a prototype spatial light modulator based on nematic liquid crystals. Electrodes in the bottom plate allow the local orientation of the colloids to be controlled, where the potential diﬀerence is measured from there
to the grounded ITO cover plate. With higher voltages, they tend to orient
themselves along the direction of the electric field; with lower, they prefer
to lie parallel to the electrode. Light polarised parallel to the colloids in the
latter state will experience a higher (extraordinary) refractive index, and
hence retardation, when they are in that state to the vertical state. This
allows the wavefront to be shaped up to the resolution and the maximum
diﬀerence in refractive index.
Second is cross-talk, which is also worsens for larger phase contrasts. There are two
flavours, and both are important. The first occurs when the beam waist is greater than
the mode spacing ((b), lower row). Aside from diﬀraction losses, the total applied phase
will also be an average weighted by the spot profile. In the worst case, phase diﬀerences
of ⇡ might then average to zero. The second is related to the fringing fields[251, 252]
(c)). If a large voltage is applied to one pixel, and none to its neighbour, then colloids
closer to the first but "belonging" to the second are also more likely to be oriented
vertically. Depending on the composition, this eﬀect may actually extend beyond the
nearest neighbour, and the consequence is an eﬀective spatial smoothing of (i, j).
Phase response
To characterise the phase response, a simple method is to apply a checkerboard pattern
to the SLM, and to illuminate the surface with a large, collimated beam. So long as the
features are suﬃciently smaller than the spot size, light will diﬀract out in a simple way
according to the diﬀerence in applied phase, leaving in the zero-order:

117

5. Pulse compression

Figure 5.17.: (a) Spot sizes larger than the pixel will diﬀract in the presence of spatial
inhomogeneity. This will lead to amplitude-phase cross talk between neighbours, should they overlap. (b) Phase-phase cross talk is also an issue,
where the mode will experience a phase shift given by all pixels it overlaps,
weighted by the beam intensity profile. (c) Phase cross-talk can also occur
between neighbouring pixels and beyond due to fringing fields.

1
[1 + cos( )]
(5.33)
2
which can be measured on a point detector. This is the situation in Fig. 5.18 (a). The
farfield plotted below is simply the Fourier transform |F{E(x, y) · M (x, y)}|2 , where for
a contrast of ⇡, the zero order mode will disappear. In this way, the response can in
principle be fitted to Eqn. 5.33.
When the spatial inhomogeneity becomes important, then interferometric methods are
often used instead. This is the route taken in [253], where where the SLM is the fixed
reflector, and the travelling mirror is mounted on a piezo element. The interference
pattern is then recorded on a CCD. Another approach is to fill some fraction of the
fraction of the SLM with a fixed high contrast phase grating, and to sweep the voltage
on the remainder[254]. The interference between the zero and first orders will form a
fringe pattern on the CCD, whose phase will shift according to the SLM response.
As we wish to characterise for all modes in-situ, anticipating wavelength and positional
dependence, we opt to apply a Ronchi grating like patternxii , which will act in a similar
way to the checkerboard, but in 1-D. This is a periodic ruling with period p pixels, with
lines of width p/2 running along the same axis the modes are spread (horizontally). The
applied voltage is then alternately V1 and V2 (the same is performed in [255], with an
explicit spatial filter). This is shown in (b), along with the ±1 diﬀraction orders. We
note that, for p = 50 µm at = 8µm, the diﬀraction angle is about 1.45 , which, over
the 32 cm gives a height diﬀerence of about 0.8 cm, compared to the collimated diameter
of ⇠2.5 cmxiii . Rather than measure with a single point detector, we use an FTIR, which
I/

xii
xiii

In eﬀect, the same pattern as they use in [254], but we retain only the zero order.
Since we used a spherical mirror in later iterations, these would co-propagate rather than diverge,
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Figure 5.18.: (a) Top: A checkerboard pattern illuminated with a Gaussian beam, waist
100 µm. Bottom: the corresponding diﬀraction pattern. (b) A horizontal
Ronchi-type phase mask applied to the SLM for calibration, illuminated
by the multimode laser. Lower: diﬀraction pattern calculated at maximum
contrast for our system parameters, which shows the diﬀraction orders separated by 1.45 degrees. (c) Power in the zero order and first and seconds
orders in the presence (orange) and absence (blue) of cross-talk. The eﬀect
is simulated with a Gaussian kernel. (d) Calibration curves obtained by
sweeping the greyscale value of the bright from 0 to 1, while holding the
dark pixel at 0. Coloured curves represent the response from 1200 cm 1
(red) to 1240 cm 1 (blue). The shift in the minimum is expected, since
the blue will experience a larger phase shift for a given thickness. The
black curve was measured by a very able colleague, Dmitry Kazakov, using
the checkerboard pattern in single mode. The plateau at high voltages is
expected, since once the colloids are perpendicular to the cover plate, no
further rotation is possible.

will separate the frequency components.
In the presence of cross-talk, the intensity response will deviate from Eqn. 5.33. One
advantage of the horizontal rules is that, provided the centroid of each mode lies on the
same pixel row, there will be no cross-talk due to waist overlap. In Fig. 5.18 (c) we plot
the expected response with and without cross-talk, modelled with the 2D Kernel[256]:
which is undesirable.
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where is the shape parameter, where large localises the eﬀect and low distributes
(long tail)xiv . We see that, for rx = ry = 2 µm, = 0.5, and grating parameter p = 2,
the zero order intensity does not fully recover at higher bias (phase) contrast, whereas
the second order is left mostly intact. The node position also stretches which, we note in
passing, suggests a way to measure the cross-talk. We see exactly this behaviour in (d),
where we plot data from the FTIR measurement (coloured lines) and the point detector
(black), measured in ⇠single mode. The spread of the first node moreover justifies the
need for a frequency dependent calibration.
Locating modes

Figure 5.19.: Spatial calibration. A phase alternating between ⇠ 0 and ⇠ ⇡ of some
period p and width w about oﬀset x0 is patterned onto the SLM. Modes
overlapping with the pattern will be diﬀracted maximally. Sweeping the
oﬀset x0 allows us to identify the mode positions in pixel coordinates, and
w, p and
to estimate the cross-talk. (b) Spectra are acquired as the
phase grating, period 2, width 20 px, is stepped in increments of 20 pixels
with contrast ⇡, as found in previous section. Zoom: system transmission
( spectrum recorded with grating applied to SLM divided by spectrum
recorded with constant value applied to SLM) for one particular slice. With
the calibrated values, we are able to almost fully suppress the band 12271230 cm 1 .
The position of the modes with respect to the pixel indices can be found by applying
a thin strip of the Ronchi grating used previously, as in Fig. 5.19. With the phase set
to ⇡ as found in the previous section, the group of modes overlapping the grating will
be maximally suppressed (note, this can be used for spectral shaping). A map of such
a sweep taken, with x0 on the vertical axis and frequency on the horizontal, is shown
xiv

The model appears to be fully phenomenological. Nonetheless, its inclusion in e.g. adaptive algorithms
apparently improves results dramatically within community.
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in (b). There is a clear diagonal line, indicating that the diﬀerent modes have been
suppressed. A zoom is shown to the right, where the spectrum spectrum for grating
position x0 = 128 has been divided by the reference spectrum (zero phase applied),
giving an eﬀective transmission. The positions of the minima can then be related to the
frequencies in a simple way.
In fact, knife-edge type measurements are possible if the step size is suﬃciently small,
and the grating suﬃciently wider than the beam diameter. Then tracking the mode
intensity P for a grating position x:
P (x) = P0

2

erf(

p

Pmax
2 xw0x0 )

+ erf

⇣p

2

(x wgr ) x0
w0

⌘

(5.35)

where the erf is from the assumption of a Gaussian beam. x0 (!) can then be found by
repeating the procedure for all wavelengths. If w0 is left as a free parameter, it should
should also be possible to extract the beam waist, so long as it is suﬃciently larger than
the step size. This procedure will be more accurate than simply tracking the minima.
A similar procedure was applied in the vertical direction to verify that the modes ran
parallel to the horizontal axis.

5.5.3. Attempted subtraction of phase ripple
With the calibration, we construct a simple model M̂ (Vi,j , !x,y , ...) which approximates
the true response. Initially, we aimed for full compression of the available bandwidth. As
was noted earlier, this was expected to cause problems in the case of overlapping modes
away from the chosen central mode, as the gradient of the parabola increases; to modes
whose tails overlap, this will appear as a high frequency phase grating, and diﬀraction
result. Exactly this happened, and output spectrum became highly irregular and distorted, and the variation in the phase larger. Though information could in principle be
garnered from the result, we do not attempt to analyse it here.
As the previous attempt was overly ambitious, we instead target just the ripple in the
phase curve. In this way, the diﬀraction losses should be much smaller as neighbouring
phase values are close. This would also be very close to one suggested application, where
the SLM would sit at the output of a grating compressor.
For this set, the SWIFTS phases were measured and the linear component removed
from the phase diﬀerences (parabolic from the phase), with the residual being a smaller
ripple (Fig. 5.20 (a)). Three 1-D phase masks were applied, as shown in (b): blue(A)/orange(B)
were intended to apply an equivalent phase, with diﬀerent cross-talk, and green should
have applied the opposite phase, exaggerating the ripple, i.e. serving as a sanity check.
The resulting phase diﬀerences, detrended with a common slope, are shown in (c). If
the correction worked, the result should have been a flat line along zero for (A,B), with
no residual ripple, and an exaggerated ripple for (C). In all cases, the ripple became
worse. There is some agreement between A and B, though this should be expected, since
half the values in A are in common with B, and at least the direction of change agrees
all over. There is also a clear anticorrelation between the C and A/B, which is expected,
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Figure 5.20.: (a) Measured phase from SWIFTS (black), with parabola subtracted (blue).
The residual phase diﬀerences
(bottom) average -0.003 ⇡ rad with a
standard deviation 0.047⇡ rad over 1212-1230 cm 1 . (b) The appropriate
compensating phase mask for the ripple is calculated from two diﬀerent base
points in the calibration curve (A=blue, low voltage; B/C=orange/green,
high(er) voltage). B and C were to correct for the opposite sign as a sanity
check. (c) Residual phase diﬀerence (less ax2 ), after applying each of the 3
masks. Coloured arrows indicate the sign of the change, where clearly visible. (d) The SWIFTS magnitude spectra for each, with the blue a reference
measurement at maximum voltage (minimum birefringence). There is clear
loss in all 3 cases, which probably originates from diﬀraction. The discrepancy between the B and C, which ought be very similar, is unexplained.
although the curves are not symmetrical about the uncorrected datapoints. Note that
each trace is the average of 10 acquisitions, and very little variance was observed between
measurements (i.e., measurement noise plays only a minor role in the observed apparent
worsening).
In plot (d), the SWIFTS magnitude spectrum, may go some way to explaining the
problem. There are huge diﬀerence between zero/flat phase (labelled "original"), and
the other curves. The sharpness of the changes again suggests diﬀraction, but this is
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surprising since the target phase profile is smooth in all cases this time (even if applied
voltages are not).

5.5.4. Attempted full compensation through simulated annealing
It is quite common for SLMs to be operated in a closed loop, whether to actively correct
for drift, maintaining tight control over some property e.g.the beam shape, or dispersion after propagating some length of fibre. Furthermore, the loop may instead be an
iterative process, optimising to reach some desired waveform, for instancexv . These may
even, within reason, be operated completely naively, i.e. without knowledge of the exact
transfer function.
In the context of maximal compression, the signal of interest is usually the second
harmonic, which is to be maximised. This was the approach taken in the original work
on adaptive pulse compression[258], where the phase sequence is picked through simulated
annealing. Since the process is fully randomised, it works for arbitrary corrections; there
are however though no guarantees on convergence time nor global convergence for any
given run.
A more structured approach, popular for the microresonator combs, is line-by-line pulse
shaping[64], whereby the SHG signal is maximised by tuning the phase of the comb one
mode at a time in small increments. This requires a good detectivity, since for many
comb lines, the change in signal will be small. Greater speed and flexibility is supposedly
aﬀorded by the Gerchberg-Saxton algorithm, with all manner of waveforms having been
demonstrated [259]. This requires, however, more than a single point detector.
Under the QCL initial conditions, SHG is expected to be very ineﬃcient, so experimentally it may be diﬃcult to establish a baseline signal (that is to say, the required
integration could render the process too time consuming). The beat note measured on a
QWIP ought make a suitable proxy, since it is phase sensitive, and is maximimised when
the pulse is transform limited. Care must be taken though, since if diﬀraction aﬀects
the amplitude balance, or even knocks some modes out, the beat strength is expected
to increase despite an overall decrease in power. For such an approach to work, the cost
function should both reward an increase in beat power, and penalise a drop in overall
power. The total power would therefore also have to be measured. We note the simulated
experiment (below) converges well for just the beat note for the parameters used in the
noiseless situation.
Due to the relatively weak signal to noise at the output of the compressor, the presence
of some drift in the setup, and the sensitivity of the detection to vibrations, the promise of
that approach somewhat waned. SWIFTS would be ideal, since it gives the full magnitude
and phase information. It would, however, be prohibitively time consuming to make so
many accurate measurements. A compromise would be to instead to use the R2 (⌧ )
trace, since the centreburst is known to contain information on the waveform, including
the pulse width from its envelope for well behaved pulse shapes[177]. Moreover, it has the
xv

Fascinating application in [257], where the mass-spec used in target function such that algorithm
iterates to find pulse shapes optimised to trigger certain chemical reactions.
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Figure 5.21.: (a) A linear adaptive pulse shaping scheme. The laser emission is modified
by the phase mask applied to an SLM in the aligned block labelled "compressor". Its output is characterised by a rapidly acquired short beat note
interferogram, which can be rapidly acquired. An adaptive algorithm will
compare this to the target interferogram, which can be estimated from a
pre-acquired DC spectrum, and will generate and apply a new phase mask.
(b) Measurement attempt, with simulated annealing. Top: cost function
evolving over 10000 iterations, showing no convergence. Red is a moving
average. Bottom: phase mask generated at each iteration. (c) The same
situation in simulation. Top right: modes focussed on the SLM; lower:
diﬀraction losses, where 1 would indicate no loss. Lower left: blue dots are
the cost function for each iteration, and the orange line the retained best
result. Lower right: top: initial beat note interferogram, randomly phased;
lower: a comparison of the final (red) to the target (green, transform limited) states. The diﬀerence between them is barely discernable. Lower:
reconstructed time trace for again the target and final states. A pulse results, but it is not transform limited. The convergence is sub-optimal.
attractive properties that (1) its ideal zero-phase form can be calculated directly from the
product spectrum, which can be measured once starting the optimisation process; and (2)
it can be potentially measured without even downmixing (e.g. with a logarithmic power
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detector). We do happen to use a lock-in, since anyway the phase should be measured
at the start and end points.
We use a cost function very similar to the one in [260], where we replace the intensity
autocorrelation with the R(⌧ ), and the assumed form R0 from the spectrum product:
Z
Cn = min d⌧ |R(⌧ ) ↵R0 (⌧ )|2
(5.36)
↵

and implement a simulated annealing, whereby columns of the SLM are randomly
phased, with the variance (related to the temperature) about the best trial phases tapered
at a rate of -n/N . The initial temperature is high to more fully probe the vast state space,
and a lower cost is always accepted.
With an oscilloscope and computer scanning R about the centreburst, with scant
optimisation we managed 1-3 cost-rephase iterations per second, with a total experiment
length of 10000 iterations. The cost and mask evolution in Fig. 5.21 (b) suggest that the
procedure did not function as intended, with the cost barely budging. It is impossible to
diagnose the issue from the cost alone, and unfortunately, for memory and throughput
reasons, the raw data were not stored, where in principle at least the first, last, and
improvements in-between should have been. A small programming error was found in the
calculation of R0 , which may have hindered convergence. Since the spectrum was already
truncated, R already resembled that expected for a chirped pulse, and improvements
would anyway have been less visible than if the input point were the full spectrum.
To better understand the limitations, the system was simulated. We start with a
somewhat simpler situation, with 31 modes, linearly dispersed with 90 µm separation
per mode across a 120 pixel SLM, pitch 25 µm, with beam waist 10 µm. We calculate
wiht a spatial oversampling factor of 15. The amplitude is assumed flat, and the phases
random.
Even in this optimistic setting, we found that a symmetrical short interferogram about
the centreburst was insuﬃcient for all but rare convergence. Computing across a full
repetition delay reveals many additional sidelobes. Since the information is in principle
suﬃcient, we conclude that either the cost function is inadequate. It improves with
greater scan length, which includes more zeros.
Indeed it does converge to an R trace which agrees well. However, diﬀraction seems
to be the main enemy, distorting the amplitude spectrum. This is so visible for this
cost function, since it requires resolution in either domain to discern. As a result, while
we do end up with a pulsed waveform, it does not come so close to the optimum, as
can be seen from the discrepancy in the time trace. When using intensity vs time, the
convergence is much better, but this would obviously in practice require a measurement
of at least 1 satellite, which is inconvenient and slow, requiring a longer scan time and
more processing.
Simulated annealing is ineﬃcient compared to line-by-line which will have a fixed bound
convergence time. This is probably the better option, but requires a pre-calibration of
the mode positions, i.e. cannot be approached entirely naively. We finally note that only
vertical lines were used. The horizontals could also be included for spectral equalisation,
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which would require taller beams be used.

5.5.5. Issues and suggestions
Clearly in none of the attempts was the phase modified as intended. This is surprising as
measurements on the DC spectrum suggested - in terms of diﬀraction - the calibration
should have been good. The reasons are unclear, but we can rule out:
1. Thermal eﬀects. Test measurements were made with and without an ND1 before
the SLM, and no meaningful diﬀerence was observed
According to the data and observation, some issues may have been:
1. Heavy diﬀraction from the phase mask, by the time SWIFTS was attempted.
2. Interferograms sometimes show unusual (slow), changing features, which may be
indicative of instability. Beat note measurements around the time also showed
transient unlocking. As the laser was stable under the same conditions before, this
may be feedback related.
3. The ±1 horizontal diﬀraction orders direction may well have been mixed in, as the
final phase mask would have been irregular.
4. DC spectra were not measured in parallel to the SWIFTS, which made it diﬃcult
to check for a coherence issue after the fact
5. Simple alignment (human) error, introduced after the calibration.
An optical isolator was already in the path. Further options would be (1) RF injection
locking; (2) strong attenuation, noting that this defeats the purpose, if aiming for high
intensity pulses, and makes alignment of large beams very diﬃcult; (3) removing the
beam splitter and applying a vertical tilt of up to 5 to the SLM, so that the beam no
longer comes back on itself.
Early inclusion of SWIFTS might have been beneficial. A large cyclindrical mirror
should again be used, since it is easier to align, and allows a calibration uncorrupted by
the (vertical) higher order modes.
The pixels are small, and focussing down to 1 mode/px would be very challenging. A
better option would be to use a short device or harmonic comb, such that bandwidth is
same but there are fewer modes to contend with.

5.6. Summary
We have demonstrated compression of the QCL comb from a 134 ps period quasi-CW
emission to a train of pulses of width about 12 ps FWHM using a stretcher-compressor,
staple optics of ultrafast community. At a peak to average of 40.7, this is a tenfold increase
in peak power ratio compared to the uncompressed output, though due to loss there is no
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gain in real terms. With better loss management, and improvement in the higher order
dispersion - through a combination of e.g. focal plane wedges, and spectral equalisation
with RF injection - a further order of mangnitude improvement can be expected, with
pulses suﬃciently strong for supercontinuum generation. Some work is already underway
in this direction, where, by cutting the extrema of the spectrum with stronger phase
curvature, pulses at 850 fs have been recovered. Or indeed, a phase mask, perhaps with
an SLM, could be tailored to exactly compensate the phase of the emission, while also
shaping the pulse for better time-bandwidth products. More importantly, this was the
first demonstration of the manipulation of the QCL comb phase, and is a testament to
the comb stability.
We moreover perform the same simple analysis of the intensity power spectrum, yielding a pulse-to-pulse jitter of 2.0 fs and 335 fs (20 KHz - 100 MHz). While bearing no
influence on the calculation, save for a constant scale factor, the compressed emission
allows for a straightforward interpretation of the timing jitter. The pulse-to-pulse jitter
in particular complements the RF linewidth in specifying the comb, in that, while the
latter is typically dominated by technical noise, the former better reflects the intrinsic
noise. It is the normal way to specify the stability of a mode-locked laser.
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Chapter 6

Ring laser experiments
Ring lasers are those whose cavity follows a ring topology, where the gain and outcoupling
mirrors may form discrete elements or be distributed uniformly throughout the cavity.
Semiconductor ring lasers are formed from a circular waveguide made from the gain
material itself, and are electrically pumped via top and bottom contacts. Outcoupling is
then achieved by either bus waveguides running tangential to the ring, where placing them
diametrically allows separate extraction of clockwise and counter clockwise propagating
fieldsi , or by second order DFB gratings for surface emission[261].
What sets them apart from the Fabry-Perot laser is that the cavity is generally engineered such the the field takes on a travelling wave character, rather than a standing
wave, and under certain circumstances they support unidirectional lasing. In the context
of QCLs, this is especially interesting because it means that the usual driver of multimode emission - spatial hole burning - is significantly reduced or absent entirely. With
this in mind, one would expect the multimode threshold to be much higher than for a
Fabry-Perot. Yet this is not always observed. An important parameter now thought to
be driving the dynamics is the (intrinsic) linewidth enhancement factor, [arising from the
dispersive second-order gain[94]], which is thought to play the role of the Kerr nonlinearity. In that sense, active ring QCLs present and interesting parallel to the microresonator
combs.
In fact, on some ring QCLs, a narrow beat is found at the inverse cavity round-trip
time (⇠ 2⇡rn/c), but the spectra take on a qualitatively very diﬀerent character from
previously observed Fabry-Perot combs. Indeed, in work which followed, comb emission
has been demonstrated in the mid-infrared[262] of diﬀerent physical origin, namely phase
turbulence via the Ginz-Landau framework[263], and soliton emission[264]. In addition
to looking a little at the unidirectional lasing, and how it might be controlled, this chapter
is mainly concerned with verifying and characterising the comb emission.

6.1. Unidirectional lasing
In an ideal homogeneously broadened semiconductor ring laser, which exhibits full rotational symmetry, the bidirectional single mode regime cannot be a stable solution. Any
perturbation in the favour of one mode, must come at the gain expense of the other. As
the wavelength must be identical for both directions, it is anyway not favoured in lasers
i

One is suﬃcient.

129

6. Ring laser experiments

Figure 6.1.: (a) Simulated LI curve for Sorel’s two mode model for a semiconductor ring
laser to illustrate the behaviours, with ↵ = 3.5, ⌧p = 10 ps, kc = 0.0044, kd =
0.000327, c = 0.005, s = 0.01 (as in the original paper). Three regimes are
labelled, and the two zooms below show the steady state intensity oscillations
at µ = 1.28 and µ = 1.58, which define the boundaries. (b) Top: Measured
LI curve for the CW direction (device KI, heatsink temperature -20 C. The
discontinuity at 0.876 A is the transition from bidirectional to unidirectional
lasing, i.e. the symmetry breaking point. In the immediate vicinity, there is
a kink in the voltage (lower).
where spatial hole burning is important. However, bidirectional lasing has been observed
in ring QCLs in the past[265].
In reality, backscattering, originating from e.g. defects, roughness, and variations in the
waveguide, is present. These together linearly couple the modes according to the device
dependent constant k = kd + ikc , where kd is dissipative and kc conservative. Sorel et.
al.[266] modelled the ring laser with three (Ė1 , Ė2 , Ṅ ) simple coupled equations:
Ė1,2 = (1 + i↵)[N (1

Ṅ = [µ

N

N (1

s|E1,2 |2
s|E1 |2

c|E2,1 |2 )

c|E2 |2 )|E1 |2

1] ⇥ E1,2

N (1

(kd + ikc )E2,1

s|E2 |2

c|E1 |2 )|E2 |2 ]

(6.1)

(6.2)

where E1,2 are the CW and CCW fields, N the population inversion (density), µ the
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pumping, and ↵ the linewidth enhancement factor. s and c are constants representing
the self- and cross- saturation coeﬃcients, where c ⇡ 2s for a ring cavity with broad,
homogeneously broadened gain, and no diﬀusion[267, 268]. The equations are normalised
to the photon lifetime.
For certain coupling coeﬃcients, the model predicts 3 distinct regimes, in order of
pumping µ: bidirectional lasing, alternate oscillations, and unidirectional lasing. A typical light-current curve is plotted in Fig. 6.1 (a), where it has been calculated for the same
parameters as in [266] for illustration (RK45, randomised initial conditions; parameters
in caption). Most striking is the bifurcation at about µ =1.6, which is the symmetry
breaking point. Here, the intensity is no longer equal between the modes, with either
the CW or CCW being stronger with equal probability. The disparity between them
increases with pumping.
The measured LI is plotted in (b), where it was measured for the CW direction only in
a single sweep. A step is visible at 0.876 A, where the collected power increases from 3.05
to 5.23 mW. The CCW direction was not measured simultaneously, but an independent
measurement showed a complementary curve to exist. We also note that the transition
is accompanied by a small plateau in device voltage (gradient plotted below; second
spike), as is often seen when a laser switches to a comb regime; this indicates a greater
intracavity intensity, and a hence more eﬃcient lasing state. We note that the region
before the transition is bistable, and tuning the current back down shows a hysteresis
behaviour.

Figure 6.2.: First 25 ns simulated for the same parameters as in Fig. 6.1 in each of the 3
regimes. (a) µ=1.25, (b) µ = 1.46, (c)µ = 1.85. As before, initial conditions
are random in phase.
We now look at the switch on behaviour, that is to say, how the laser lands in one
state or the other. We show simulated 20 ns time traces in Fig. 6.2 (a-c) for the three
regimes. For all three, the switch on is accompanied by a sharp, decaying oscillations
which are in-phase. For the bidirectional lasing, they are shown to decay to a common
constant intensity. Alternate oscillations in (b) then appear after about 10 ns, where the
intensities then oscillate in anti-phase. In (c), we see again the sharp oscillations, some
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half-period of anti-phase oscillation (which note, do not intersect), and they then stably
settle into either the high intensity or low intensity state. Note that the period of early
oscillations decreases with µ.

Figure 6.3.: (a) Pulsed measurement of device KI at heatsink temperature -20 C, duty
cycle 10%, peak current 642 mA. 80 traces plotted. Zoom left: 10 select short,
for the first 600 ns. Zoom right: oscillations appear after around 4.5 µs on
all measurements, in what appears to be a the alternate oscillations regime.
Single shot for visual clarity. (b) Simulated behaviour, where the changing
µ = J/Jth accounts for the heating (note: no attempt was made to match
to the experiment). Parameters as in[264] (↵ = 0.5, s = 0.2 = c/2, kc =
0.0078, kd = 0, ⌧p = 30 ps,⌧c = 1 ps). (c) Oscillation frequency with time.
The experimental curve is not plotted on the figure, but it starts at about
70 MHz and chirps down.
In Fig. 6.3 we plot 80 shots of the laser driven in pulsed (20 µs, 200µs), at a peak
current of 642 mA. This is measured only in the CW direction. At the start of the
pulse (zoom, top left), the sharp, decaying oscillations are observed, as for the simulated
laser, which are in phase for the lower and upper branches, as for the simulation. This
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itself is actually surprising to see in a QCL, as it closely resembles relaxation oscillations,
which are notably absent in QCLs. They are less sharp than in the simulation, primarily
because = ⌧p /⌧c ⇡ 30 is much larger than the 0.002 simulated prior. Note that these
oscillations do not appear in typical Fabry-Perot measurements (except under certain
feedback conditions), and are a feature unique to ring lasers.
Three branches are observed immediately, where the middle will correspond to bidirectional lasing, and the upper and lower to the (mostly) CW and (mostly) CCW directions,
respectively. The upper and lower branches invariably collapse to what we think is the
bidirectional regime within 1 µs (since it falls between two branches).
Unexpectedly, reliably starting about 4.5 µs, a second oscillation appears which, in
the absence of distinct branches, we attribute to the alternate oscillations regime. This
would need to be confirmed by measuring the CCW in parallel. Such a long delay
clearly arises from heating, where the thermal steady state is expected after 54 µs (2⌧ ),
which would lead to an eﬀective decrease in the pump eﬃciency µ with time. This is
simulated in Fig. 6.3 (b), with the device parameters from[264] (reported in caption),
but no eﬀort to match the experimental timescale. Indeed, the ring may transit back
to the AO regime, but this only makes sense if the starting point is post-symmetry
breaking (expected for higher µ than the AO), which contradicts our assumption that
the laser is operating bidirectionally 1-4.5 µs (expected for lower µ than the AO). A
further discrepancy arises when we inspect the chirp in (c). For the simulation, we have
an up-chirp, but in the experimental data, a down-chirp (70 MHz to a projected 50 MHz
at steady state). Diﬀerences may arise from a combination of e.g. errors in the parameter
estimates, mislabelling of either regime, or multimode lasing, observed in the device but
not considered in the simulation.

Figure 6.4.: (a) L-I curve obtained from the same pulsed measurement as Fig. 6.3, taken
from the CW direction only. The points are the average of the last 100 ns.
Note the spread at higher currents is not related to the laser, but rather
the detector response, and is visible also in the background (t < 0) (histogram inset). (b) Traces taken when the laser operates unidirectionally, at
I = 708 mA. Two distinct, stable branches are visible. (c) The probability
of the laser ending up in one or the other branch approaches 50%, showing
the symmetry of the system.
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In Fig. 6.4 (a), we plot the L-I curve, taken by sweeping as usual the peak current and
where the the points are taken to be the mean of the last 100 ns of the time trace, again for
the CW direction only. The pulse parameters are the same as for Fig. 6.3. Both branches
are visible, and the symmetry breaking is observed to occur almost immediately after
the initial oscillation, as shown in (b) for 708 mA. This reflects the simulated behaviour
in Fig. 6.2 (c). There are no branches in-between, indicating that these are the only two
stable states.
In (c), we plot the probability of the CW direction lasing at high or low power for 1000
shots. Their convergence to 50% confirms a high degree of rotational symmetry.
Given that we have identified a 50-50 probability of landing in either state, it begs the
question: can the direction be controlled? To force unidirectional emission in a preferred
direction, an asymmetry must be built into the cavity. For free-space or fibre rings, this
might be an optical isolator, and for waveguides, a triangular taper. In this way, the
non-preferred mode will experience a greater loss (the latter diﬀraction). Time inversion
symmetry can also be broken by inserting, for example, an acousto-optic modulator intracavity. Cross-links (or S-bends[\cite {sacherUnidirectionalHybridSilicon2015}])
also break the symmetry in racetrack type rings rings, and have been used to achieve
unidirectional lasing in a QCL ring[269]. These all require a physical modification of the
device.
We study here a separate device. When switching the device on, that the speed of the
current ramp was found to be important in determining the dominant lasing direction,
with rapid ramps overwhelmingly favouring the CCW direction and slower ramps the
CW. We investigated eﬀect further using the setup in Fig. 6.5 (a). We drive the laser
with a train of fixed-length trapezoidal current pulses, which we parameterise with a
high/low time TL , TH , and rise/fall time Tr , Tf . The high and low times are kept fixed
at 0.2 s, chosen suﬃciently long that we can be sure that the laser in steady state. The fall
time is adjusted to keep the total electrical dissipation, i.e. heating, constant (estimated
from the area under the laser IV), as well as to maintain a constant 1 s period to simplify
the acquisition. This train is superimposed onto a DC bias 692 mA, which is just under
threshold (700 mA at -18 C).
By moving the collimation lens, we are able to select whether we read out the light
from CW or CCW direction. We select one direction and shine onto a fast AC coupled
MCT detector via a chopperii . The filtered output is recorded on a scope synchronised
to the driving pulse.
A pair typical traces are shown in (b) for each direction, where the CCW direction is
in this case implied by the lack of collected light by the time the pulse reaches its plateau.
For a fixed peak current of 848 mA, we sweep the rise time from 20 ms to 580 ms, and
record 25 shots for each setting. The lens is then adjusted, and the procedure repeated
for the CCW direction. We note that extending the high-time did not reveal any further
dynamics once the CW or CCW state had been selected.
We plot the occurrences in (c), where the curves for the CW and CCW appear somewhat complementary, where it is clear at least that a slow ramp results in CW lasing,
ii

A DC coupled detector would have been more suitable, but was unavailable at the time.
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Figure 6.5.: (a) Setup for studying the mode switching in the ring laser. The dashed line
indicates the optical axis. AWG, arbitrary waveform generator. (b) Upper:
waveform of a typical driving pulse. In the pulse, the TL = TH =0.1 s, and
Tf is varied for diﬀerent rise times Tr to ensure constant thermal dissipation
for each pulse. Lower: intensities for both the counterclockwise (CCW) and
clockwise (CW) modes during the pulse. (d) The counts for both CCW and
CW modes as a function of the rise time. 25 pulses was naturally inadequate
to form proper statistics, but their normalised sums are expected to tend to
unity. Figure from [262]

and a fast ramp CCW. In between, the laser chooses one direction or the other probabilistically.
Seeing this, an obvious question comes to mind: for a symmetric system, why should
the ramp speed change anything? For this particular ring, it was found that the [CW]
direction tended to operate in single mode and the [CCW] in multimode. Moreover, there
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were periods over which it became impossible to switch the direction of the laser. There
is therefore the suspicion that a weak optical feedback, perhaps from the chip itself, was
unbalancing the cavityiii . If we suppose that it were feeding back more into the CW,
then a faster ramp, chirping the laser faster, would be more destabilising than a slow
ramp. We have to suppose that destabilising the mode would give the CCW direction
the advantage.

6.2. Phase measurements by dual comb
A hapless attempt at directly characterising the ring’s coherence and waveform using
SWIFTS was rendered so not by anything fundamental, but rather alignment diﬃculties
due to low collection eﬃciency and beam quality, plus technical issues related to the
FTIR and RF equipment (the 22 GHz repetition rate forcing us to work far out of spec).
We instead characterise the ring with a dual-comb measurement. Heterodyne measurements have the advantage that, by detecting beats at high frequency (⇠100 MHz),
the 1/f noise contribution will be much lower than for a comparable direct detection
measurement. Moreover, since the amplitude of any one RF tooth goes as the product
|An ||Bn |, where |An | is the optical reference tooth and Bn is the optical sample tooth,
there is a kind of gain in that, up to the detector saturation, the power in the measured
line can be increased by shining more reference light on the detectoriv . This allows a
sensitive and precise detection of even extremely weak light on rapid timescales (100 ms).
Dual comb has been used in the past to demonstrate the coherence of a pair of
lasers[222, 270], since any unlocked components in either laser will be visible as broadening on the measured spectra. Moreover, each RF tooth of the multiheterodyne signal
contains the phase diﬀerence of the two optical lines which beat to produce it. This
fact is used e.g. in spectroscopy to sensitively measure the refractive index dispersion
of a sample[271]. If the phase of one of the combs is known, i.e. a reference laser, then
this can be subtracted from the measured phase spectrum to obtain the sample comb’s
phase, within a constant delay. In measurements of this type, the reference laser is often
a pulsed source, meaning to a high degree of accuracy the phase can be described as flat
- that is to say, the phase spectrum can be read directly oﬀ without any subtraction.
However, we know that a flat phase is a poor approximation for the QCL, where, in
addition to a global chirp, the phase may exhibit ripple or other local structure. It must
therefore be characterised beforehand. While the phase has been shown to be reproducible and long-term stable in some samples, the characterisation is most convincingly
performed in-situ, where changes may be observed in the reference state before, during,
and after. Such a setup we show in Fig. 6.6 (a), which we used to characterise the phase of
the reference laser via SWIFTS, and perform the multiheterodyne measurement, beating
the sample and reference comb on the fast detector and recording with a scope.
iii

Optical feedback re-entering the system through the lens is also stronger than might be supposed,
with sidebands observed at the 10 dB level (10 kHz scan, ⇠1 kHz sideband spacing)
iv
Under typical focussing conditions (spot size 200µm), 100 µW optical power is usually ample enough,
and the stronger reference attenuated.
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Figure 6.6.: (a) Setup for the in-situ SWIFTS characterisation of the reference laser,
and dual comb measurement of both that and the ring laser. The optical
bandpass comprises a grating, lens, mirror and adjustable pair of blades
(see Appendix). (b) Optical spectra of the ring and reference laser, postbandpass. At measurement conditions, the repetition rates are 23.80 GHz
and 11.94 GHz.
Our reference laser is a broadband source, lasing from 1290-1375 cm 1 , and has a
repetition rate of 11.94 GHz, about half that of the ring at 23.80 GHz. By comparison,
the ring lases 1343.4-1346.4 cm 1 (5 lines) at 10 dB or 1340-1348.7 cm 1 at 20 dB,
which covers 3.4% or 10% that of the reference. Most of the reference power would
therefore be wasted in a multiheterodyne measurement. To benefit fully from the eﬀective
amplification, we hence optically filter the reference to just the useful band (see Appendix
for construction). We plot the resulting reference and ring spectra in (b).
An unfortunate complication is that the only available reference laser - that with a
suitable spectral overlap, mode spacing, and showing a narrow beat note - was unstable,
hopping unpredictably between at least two diﬀerent states on timescales ranging from
milliseconds to several minutes. We ruled out optical feedback as the root cause, at least
via the front facet, by placing the laser into an open box (i.e. with no reflective surroundings) and allowing the light to fully diverge. The switching persisted. Further attempts
were made to stabilise the laser including (1) with a PID (QubeCL). The switching would
kick it out of lock; (2) via strong microwave injection, to which the beat note showed no
sideband response (possibly due to poor coupling/unfortunate arrangement of the wirebonds); (3) via optical injection locking with a DFB laser. A strong beat was observed on
the bias line, which tuned with the DFB bias. No pulling or locking could be observed;
(4) front feedback with close reflector (20 cm, +5 cm travel) and adjustable attenuation,
with added hope of shifting the laser into the second harmonic state. Some interesting
data did emerge, which can be found in Chapter 8, but any stability gains were oﬀset
with more severe switching behaviour once the laser eventually destabilisedv .
To characterise against an unstable reference would ordinarily be questionable at best,
v

Better protection against vibrations/drift might have helped, since the laser will be sensitive to feedback distance changes at a fraction of the free space wavelength, on the order of micron.
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introducing unnecessary controversyvi . Several things peculiar to the task and issue
justify the approach. (1) narrow (kHz), sideband and pedestal-free beats are observed
between switches (up to the noise floor, [40 dB]), indicating good phase stability. (2)
the ring is narrowband meaning, so long as the diﬀerence in phase between the states
is bounded, the reconstruction error will be limited to the local error. (3) the dual
comb allows us to verify our assumptions. For example, phase noise which does not
follow f0 + n fr will not be corrected, and in particular drifting/diﬀusing phase will
be directly visible. Repeated measurements should then also be consistent. Because of
the attention this required (and raft of issues which arose under time constraints), we
conducted the measurements and analysis in something of an ad-hoc manner. In the
sub-sections which follow, we trace through the steps taken and decisions made at each
point.

6.2.1. SWIFTS measurement of reference laser

Figure 6.7.: (a) Single DC interferogram of the reference laser at nominal resolution
0.075 cm 1 , containing 5 satellites. Zoom: instability is visible through the
discontinuities, indicated by the red arrows, and noisy fringes. Asymmetry is
common to all satellites, and we attribute it to an unrelated phase error. 38
individual traces were measured. (b) Spectra of all (38 ⇥ 5 = 190) individual
satellites, clustered into states labelled A,B,C,X, where X is not well defined.
(c) Decision boundaries for A-X, by measuring the peak at 1336 cm 1 . (d)
States across the acquisitions, colour coded as previously.
vi

Certainly it is neither recommended nor condoned
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We measure autocorrelation and SWIFTS interferograms at a resolution of 0.075 cm 1
with a per-trace scanning time of [30 s]. As we expect some variation in the state,
owing to the hopping, we repeat the measurement 38 times, taking a total of around
30 minutes. This we hope is suﬃcient to capture the laser in its diﬀerent states. A
single DC interferogram is shown in Fig. 6.7 (a). The zoom shows two things: an
asymmetry, and discontinuities. The asymmetry is due to phase error, and we verify that
this error is common to all 5 satellites across all measurements. That it is present in the
centreburst, and does not grow shows that this does not result from e.g. dispersion. Other
asymmetries (not shown) do however result from a change of state. The discontinuity
also comes from the hopping.
The spectrum corresponds to an average of the laser behaviour over the acquisition,
which may contain many or few hops at random. By instead calculating over one satellite
(4000 points either side, 7.9 cm 1 ), we can improve the time granularity (Lscan /vscan ) at
1 cm 1 ). This we plot in (b). Two things are apparent:
the expense of resolution ( Lscan
the spectrum shows very little variance south of 1300 cm 1 , at a lot at 1336 cm 1 , where
a prominent peak is emerges, suppressing nearby modes. We take the intensity of this
peak for each satellite spectrum and sort them according to height in (c). We arbitrarily
cut the region into four distinct regions, arguing that plateaus contained within the blue,
green and, at least a portion of the red highlights are (quasi-)stable states, and the strong
slope coloured grey and probably the latter part of the red are unstable, owing to their
rare occurrence. These are the four groups of spectra in (b). Note that A and B are very
similar, with the exception to a shift in the region 1320-1350 cm 1 .
By tracking the evolution in (d), where the vertical axis is the satellite index (0-4) and
horizontal acquisition number, we can see that for each, there is an acquisition which
is predominantly in one of the states. This is important, since for the red state (C),
we might expect a strong change in the phase, or the curvature of the phase. Were the
transitions always conveniently located, we could think about cutting the interferograms
and characterising the phase for each state individually. Alas, they are not.
In Fig. 6.8 (a), we plot the measured phase diﬀerences as a 2D histogram for visual
clarity, as there was a considerable spread in values about the trend. The character is
largely in line with previous lasers, with a stronger curvature in the red, reflecting the
higher intensity in the lobe, and an inverted curvature at the blue. The region 13201340 cm 1 , however, shows a more considerable spread, resembling what would normally
be expected for a deep spectral hole.
p
Below is the SWIFTS coherence (|Cn |/ In In 1 ), also represented as a 2D histogram,
where the overall curve was shifted such that the maximum coincided with about 1. The
values are uncalibrated and should properly be compared only to each other, but noting
the consistency of the DC spectra at 1290 cm 1 , and narrow spread of phase, we choose
to trust this region as much we would an ordinary measurement. From that perspective,
the coherence of 0.4-0.5 where we would like to measure (1340-1350 cm 1 ) would actually
then imply that the phase is remarkably stable, considering the tumult. The baseline
(0.1) comes from measurements 11,12, and 13 which suggests overzealous labelling of the
red, and lower values values ( 0.5) are also reported for measurements 1 and 4, where
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Figure 6.8.: SWIFTS measurements of the reference laser, plotted as 2D histograms as
the spread makes the data hard to read. (a) Top: n n 1 over the 38 shots.
The blue, green, and red dots are the average of traces 21 (blue), 9 (green)
and 17,27,29 (red), which, according to Fig. 6.7 (d), are in one state for the
entirety of the acquisition. Bottom: coherence, as the ratio of the SWIFTS
p
amplitudes to the product spectrum (|Cn |/ In In 1 ) A constant scale factor
was applied across all measurements, such that the maximum for the peak
at 1290 cm 1 sits at about 1. This is an uncalibrated measurement. (b)
Product spectrum and SWIFTS for the 3 states. (c) Reconstructed intensity
for the 38 traces, shifted to maximum, which originates from the less coherent
1360-1380 lobe.

the black (X) is predominant. The average spectrum product and SWIFTS magnitudes
are plotted in (b) for each state for reference.
Whether or not through insuﬃcient data, we cannot cleanly distinguish between the
states by their phase traces, as can can be seen from Fig. 6.8 (a), where the averages of the
3 states are plotted separately as coloured dots. We therefore lump the measurements
together and treat each phase as an unknown with some degree of uncertainty. All
data phase together are shown in Fig. 6.9 (a), with the average phase diﬀerence over
1340-1360 cm 1 for each removed to reduce artificial spread. The relevant spectrum is
highlighted in green. The histogram of the phase diﬀerence of any one pair of modes (not
shown) is nongaussian, and and features no special multimodality. It is mostly uniform,
and there is no clear way to take a meaningful average.
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Figure 6.9.: Bootstrapping for uncertainty estimate. (a) Original SWIFTS phase curves
for all 38 samples. (b) Individual phase samples taken for the line pair at
1345 cm 1 . The red line is the mean. (c) 3 new populations derived randomly from the sample population comprising all measurements together
(A,B,C,X), with replacement. Here N = 10. In the first plot, only 9 points
are visible, since the first (meas #6) appears twice. As in (b), the sample
means are reported. (d) Distribution of the means when N = 38 for 105
trials. From this, the confidence intervals in our estimate of the mean are
readily available, with the median and 5 and 95 % confidence intervals reported. (e) The procedure is applied to the entire phase diﬀerence curve,
with the median in solid and the confidence band in light grey. The zoom is
over the region of interest for our experiment, where the width of the band
varies from 0.09 at 1342 cm 1 , to 0.29 at 1344.2 cm 1 , to 0.41 at 1341 cm 1 .
In absence the of a representative noise model, bootstrapping can be used. The procedure is simple. We have (small) sample population with some underlying but unknown
population distribution. The idea is to repeatedly resample this population to mimic a
re-run of the experiment. If the full sample size is S, then each time we randomly take
some N  S, with replacement, and take an average of this. Independence between the
measurements is assumed. We then build up up a distribution of means, the intuition
being that rare occurrences are sampled less frequently, and more common occurrences
more. To be absolutely clear: we are not in any way finding the underlying distribution,
which is impossible; it simply allows us to place confidence bounds on the measured
values.
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frep
frep
fceo
fceo

(MHz/mA)
(MHz/K)
(MHz/mA)
(MHz/K)

Ring
-0.209
-1.95
120
449

Reference
-0.112
-1.18
196
778

Table 6.1.: Tuning coeﬃcients for the oﬀset and repetition rate frequencies, as identified
from FTIR spectra.
(i)

If the set of measured phase diﬀerences for mode n is written n = { n }, then an
(j)
(0) (0)
(5)
(j)
example sub-sample would be n = { n , n , { n , ...}, and the mean of this µn .
(0)
Repeating for random subsamples, we will have a distribution n = {µn , ...}, from which
we may make a statement of confidence about our estimate of µ (typically 5-95%). We
apply the procedure to our data (b)-(d), yielding a histogram for each phase pair from
which we may read oﬀ our confidence intervals.

6.2.2. Multiheterodyne measurement
Consider the average frequencies of the two combs, with the reference Fabry-Perot laser
(labeled a) and the ring laser (labeled b):
a
!na = !ceo
+ n!ra

(6.3a)

b
b
!m
= !ceo
+ m!rb

(6.3b)

where !rb = 2!ra + ! for our particular case. When the beams are overlapped on a
square law detector, multiheterodyne beats will be generated at:
!n,m =

!ceo + !ra (n

2m)

m !

(6.4)

As there are two reference lines to one ring line, the indices - which need to be known
for proper phase referencing - are identified according to the condition:
(
2m,
| !ceo |  B
n=
(6.5)
2m ⌥ 1, | !ceo | > !ra B

Where B is the electronic detection bandwidth. For a straightforward measurement,
the parameters fr and fceo must be chosen such that the (a) the entire multiheterodyne signal fits within the detection bandwidth, and (b) the highest and lowest important
components are < Fs /2 and > 0 to avoid aliasing and folding, respectivelyvii
Often, with one laser held fixed, there are only a few narrow current/temperature
ranges of the other over which the multiheterodyne signal satisfactorily sits within the
vii

Where it is assumed Fs > B. If the lines are narrow compared to the separation, or the phase noise
and comb parameters are captured in an auxiliary manner, then that the comb is sparse allows for a
sub-Nyquist reconstruction, taking advantage of the aliasing to further compress the bandwidth.
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detector bandwidth. Rather than on the fly, these are best identified up-front with a good
pre-characterisation of both lasers for both current and temperature. A linear model then
usually suﬃces to predict the mode frequencies, and target parameters. For reference,
we report the values for fceo and frep tuning for both lasers in Table 6.1. Observe that
there is little leeway for frep mismatch, which explains the necessity of the irksome
task of identifying matching pairs, when using cleaved or etched lasers. Also note the
sign of the fceo tuning is positive - this may seem counter-intuitive, but it’s important
to remember that the mode index is large, and the overall mode tuning will be negative.
For the map itself, see Appendix.

Figure 6.10.: Spectrogram for a single 100 ms multiheterodyne acquisition (sample rate
2.5 GHz, frame length 820 ns). 5 peaks are clearly observed, corresponding
to strongest modes of the ring laser. The reference laser is observed to jump
three times, with additional glitches appearing throughout. The highlighted
regions are those where the laser appears most stable and were deemed
suitable for further analysis.
In the experiment, we run the reference laser at 549 mA and the ring at 94m2 A,
both at a nominal heatsink temperature 255 K. We see in Fig. 6.10 the spectrogram
of a single 100 ms acquisition, with 5 peaks corresponding to the stronger ring modes
appearing in the DC spectrum, limited by the rather high detector noise floor. Their
spacing is constant, at about 80.1 MHz. Also visible are the jumps in the reference
laser, accompanied by changes in the line strength, as well as smaller and more frequent
glitches which do not seem to damage the state. This is addressed later.
To extract the phase would then ideally be a matter of reading oﬀ the Fourier components of the detected signal, which can be written:
h
i
X
b
V /
|An Bm | exp i!n,m t + an
+
(6.6)
g + c.c.
m
n

Where g is a constant phase which accounts for the fact that the lasers are synchronized neither to each other, nor to the acquisition. It plays no important role. However, in
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the absence of hardware stabilisation (electronic servo or optical feedback), these delta
lines must therefore be broadened by the convoluted lineshapes of the lasing modes,
originating from physically separated sources which are uncorrelated. This can be seen
directly on the spectrogram.

Figure 6.11.: Black curves are (simulated) shot to shot measurements. Left: The noise
in f0 on the one hand leads to a common shifting of the modes in time,
with the average an equal smearing which, in the extreme case, resembles a
flattop. Right: Noise in fr on the other hand leads to a stretching about
some point, with modes farther from that point worse aﬀected on average.
For combs, this broadening is fully embodied by the frequency independent terms fceo
and frep viii We show the eﬀect of each in Fig. 6.11.
fceo noise is a common-mode
phase noise which acts on all modes equally to smear the multiheterodyne spectrum.
For narrower dual comb spectra, this tends to the more significant component driving
the broadening. frep noise will give a breathing type dynamic to the spectrum, scaling
with the line index oﬀset from some generally unknown centre.
◆
✓ Z t
X
0
0
0
D(t) =
Vn cos 2⇡
fceo (t ) + n frep (t )dt + n + ⇣(t)
(6.7)
n

Or

D(t) =

X

Vn cos 2⇡(f¯ceo + nf¯rep )t + (✏ceo (t) + n✏rep (t)) +

n

+ ⇣(t)

(6.8)

n

¯ are taken to be averages over the acquisition. The goal then is
Where f¯ceo and frep
to estimate and correct for the phase noise terms ✏rep (t) and ✏ceo (t). (residuals absorbed
into ⇣).
In order to meaningfully extract the phases with suﬃcient signal over noise to make a
statement, we must therefore eliminate these noise contributions.
viii

Other factors, which can artificially broaden the lines, are for example vibrations acting on the relative
optical paths and the detector.
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6.2.3. Coherent averaging
Coherent averaging is preferred, where
to incoherent averaging since the signal
p possible,
p
to noise scales with T rather than T ( N · Tacq for additive white Gaussian noise).
This can immediately be seen in the frequency domain, where only noise components
within the resolution ⇠ 1/T will be confused in with the target signal. Our objective is
to digitally correct the signal such that we can apply coherent averaging to estimate the
phase diﬀerence between the ring and reference spectra to a good accuracy and precision.
Shifting the burden from hardware to digital post-processing is an important development for spectroscopy, where simplification of the setup to the bare minimum means
that systems can be made more flexible and more portable. Removal of the jitter fr
and fceo basically amounts to the carrier recovery problem in communications. In
the context of spectroscopy, there are several algorithms which have cropped up in the
last decade, most notably[272, 273], based on the extended Kalman filter, and the cocalled CoCoA (Computational Coherent Averaging)[274], which has a closer analogy to
analogue techniques (in fact, the on-line version would be [275]).
For this work, we performed a correction very similar to the latter; there is therefore
no novelty to the approach. Moreover, there are only about 7 important, well-separated
lines to consider, which is a far cry from the dozens which will populate a serious measurement. In this way, each line has a well defined central frequency, and there is no risk
of neighbouring lines wandering across this value, obviating the need for any adaptive
correction. The cross-talk is also very manageable, meaning we can use larger loop bandwidths than usual. However, partly owing to its genericness, there is some instructional
value to documenting the procedure.
There are two basic steps, which are performed in sequence: timing correction (removal
of fr ), and a global oﬀset correction (removal of f0 ). This ordering is simpler, as the
minimum bandwidth for estimating fceo becomes fixed and common for all modes.
Some doubt may linger as to the legitimacy of the phases claimed after correction - after
all, there is always drift. This the very same concern as for self-referenced SWIFTS, and
in reality it comes down to the precision claimed. Such a correction is justified for small
changes in fceo and frep , since small changes in the operating conditions eﬀect only
a small change in the average n+1
n (see Chapter 4, current tuning).
In the following, we outline the procedure using the shorter 20-35 ms segment, while
in the main paper[262] we plotted for the longer 60-100 ms segment.
Repetition rate correction
In Fig. 6.12 (a), we simulate a narrowband pulse train whose repetition rate is sinusoidally
modulated. Just like in the frequency domain, the signal breathes, stretching when
fr decreases, and compressing when it increases. If we imagine the periods of the
multiheterodyne signal to be like the ticks of a clock, the behaviour is analogous to the
clock running a little fast or a little slow compared to the scope’s sample clock. To correct
for this then, the eﬀective sample rate Fs (t) should track fr proportionally, that is to
say, the signal should be resampled such that fr (t)/Fs (t) = fr /Fs . This adjustment
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Figure 6.12.: (a) slow variations in the repetition rate (top) appears as a stretching and
compression of the multiheterodyne signal (bottom). If the error is known,
then it can be compensated for by re-sampling more densely where the
signal is compressed, and more sparsely where it is stretched, such that
each period has equal point representation. (b) Retiming curve for the fr
in (a), where the local gradient, i.e. time step, is dictated by the deviation
of fr from the target. A negative deviation (i.e. stretch, see e.g. around
3.5 periods) in this case will give a larger gradient (more sparse). (c) The
signal after retiming, from the orange dots in the zoom, is a regular train
of bursts.
is a form of retiming. The phase of the new sample clock is written
'clock (t) = 2⇡

Fs
fr

Z

t

fr (t0 )dt0

(6.9)

0

and the new time axis in samples t = i/Fs is therefore
tnew [i] =

'clock [i]
⇡
2⇡Fs

1 X
fr i

fr [i]

(6.10)

(the approximation is just in going from the integral to the summation, where there
are other options).
This is the curve shown in (b). Retiming the signal is then a matter of interpolating
the curve (tnew , D) with some regularly spaced grid whose start and end points match
those of tnew . Note that the last point need not coincide with that of told , as might be
imagined for a up-chirped fr , where the signal would be elongated. New resampling
points are shown in the zoom of (a), and the result in (c).
For the resampling, we require then a good estimate of frep . One way would be
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a simultaneous measurement of the pair of down-mixed beat notes, or some quantity
related to their diﬀerenceix . We were unable to achieve suﬃcient signal to noise on the
ring beat note for this to make sense. It can also be estimated from the multiheterodyne
signal itself in a number of diﬀerent ways, for example short time Fourier transform and
peak fitting, or cross correlation.
We borrow a clever trick from CoCoA. If we add an additive noise term to the detected
signal, such that D(t) = N (t) + S(t), where S(t) is the desired multiheterodyne signal,
then the square of this is:
|D(t)|2 = |N (t)|2 + |S(t)|2 + 2R{N (t)S ⇤ (t)}

(6.11)

where the rotating terms in S 2 (t) are
XX
n

Vn Vm⇤ ei(

fceo +n fr )

e

i fceo +m frep

+ c.c.

(6.12)

m

and retaining only terms |n m| = 1
X
|Vn ||Vn
n

!r t
1 | cos(¯

+ ✏m (t))

(6.13)

that is to say, the square multiheterodyne signal contains terms at the fr (t) and
higher harmonics. Mathematically, this is no diﬀerent from the square law detector
tracing the intensity envelope.
product N (t)S ⇤ (t), which in the frequency domain is N (!) ? S(!). A DC oﬀset or low
frequency spurs (assumed bundled into N ) mean the original multiheterodyne spectrum
will persist, which may be problematic if the spectrum extends within a few frep . This
is exasperated in the case of a low frequency tail (intensity noise, generally associated
with unlocked components), which will tend to smear those components. Digital filtering,
in particularly high-pass, before the squaring operation is therefore advised, which will
also improve the noise floor. Spurs in-band, which will replicate the spectrum at low
frequency, must be dealt with on an individual basis if they are seen to pose a problem.
We show the diﬀerent steps in Fig. 6.13 for a short 2 ms segment. In (a) and (b) we
see a short section of the time trace and its spectrum, before and after filtering, with the
high-pass cutting in at around 300 MHz. In (c) we then see the square signal, and in
(d) a zoom on the first beat harmonic on a linear scale. It is not shown, but this tone
is absent from (b). Plotted for the [2 ms], the beat width is about 7.9 kHz FWHM; this
should in principle be equal to the convoluted beat widths. The signal to noise is about
100.
We apply a bandpass filter (overly wide, width 500 kHz), and then the Hilbert transform to recover the analytical signal. From there, we can directly calculate the instantaneous frequency as usual (plotted in (e), top), and hence the new timing curve as per
6.10, plotted in (e) bottom, having subtracted i/Fs for visibility. This deviation is most
ix

Such a signal could also be used to directly modify the scope sample rate and correct the signal in
real-time, as in [275]
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Figure 6.13.: Example of timing correction. (a) Short section of raw multiheterodyne
(grey) and after high pass filtering (blue). The spikes do not disappear
when the ring laser is blocked, and come purely from the reference. (b)
Electrical spectrum for the time traces in (a) (length 1.5 ms). There are five
broad peaks, separated by 80.1 MHz. (c) The bandpassed signal is squared,
which will then contain components at the sum and diﬀerences of the peaks
in (b). (d) Zoom about the first harmonic of fr , which shows a width of
about 15 kHz (1.5 ms). (e) Top: estimate of the instantaneous frequency
for the peak in (d). Bottom: the corresponding timing deviation, which is
the diﬀerence between the straight line i/Fs and the correction curve. We
note that a deviation of 5 ns is 0.4 cycles at 80 MHz, i.e. close to ⇡. (f) Full
spectrum of the squared signal before (blue) and after resampling according
to (e) (green), with gain in peak strength scaling with the harmonic index.

easily interpreted in terms of
between adjacent modes.

fr , 5 ns at 80.1 MHz is a phase shift of about 0.4⇡ radians

We resample the multiheterodyne signal using a spline (cubic) interpolator and the
new calculated time axis. The full square spectra with and without correction are shown
in (e), with the harmonics of fr prominent. In the corrected spectrum, the peaks are
all shown to be stronger, with the diﬀerence growing with harmonic index. This latter
property is a good indicator that the correction has been successful.
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Carrier oﬀset correction
In Fig. 6.14 (a), we simulate a multiheterodyne spectrum which aﬄicted by fceo noise,
and add a detection noise floor on top. From Eqn. 6.8 we can see that the CEO noise
appears as a global phase term, and is common to all lines. It can therefore in principle
be estimated by measuring the phase noise on any one line. In (b), we downmix, lowpass,
and measure the phase on each line. By construction the noise is obviously correlated,
but we can see the impact of the detector noise for those very weak modes.

Figure 6.14.: (a) (simulated) (green): multiheterodyne spectrum with oﬀset noise, and
AWGN. The underlying spectrum is in orange. (b) The phase noise of each
line can be extracted by individually digitally downmixing. Those in green
have suﬃcient SNR that the correlation is obvious. Those well below the
noise floor shown in grey do not have such an obvious relationship. (c) The
oﬀset error is corrected by subtracting the phase noise directly from the
signal (multiplication with e i'(t) , take the real part). The wider the filter
bandwidth (top to bottom), the more eﬀective the correction.
The fceo error is the removed by subtracting the estimated phase noise from the
entire trace, i.e. H{D(t)}e 'ceo (t) . This we show in (c), where the residual is from both
the additive detector noise, and the fast components that we filter out. In practise, some
electronic schemes do exactly this, directly removing the oﬀset noise by isolating one of
the beats, which contains the phase noise, downshifting it, and then downmixing the
entire multiheterodyne signal against it, upper mixing products then possessing double
the oﬀset noise. The filtering is a necessary evil, since without rotating terms from the
adjacent line would leak in. This is a severe limitation for the scheme, since the noise
bandwidth is limited to fr /2; better is to fit to a model which includes multiple lines.
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In (d), we show that, for a fixed length of time trace, increasing the filter bandwidth
significantly improves the correction. On the right, we show a highly contrived instance
in which the correction can go wrong. Here a practically non-existent line is picked for
the correction, and we show that, with suﬃcient bandwidth, the noise is sucked into a
peak which should not exist. The remainder of the spectrum is slightly worse. This
example is to highlight a point, that, with additional noise or other harmonic content
in the vicinity corrupting the signal, it is very easy to distort the resulting spectrum.
A maybe better example would be if the CEO correction were to have been performed
before the repetition rate correction; there, the phase noise will slowly increase away from
the chosen peak. It is important to always cross check the result from the expectation.
If unrelated to frep noise, then a weighted average will in general provide a better
estimate for fceo . This we do.

Figure 6.15.: (a) Phase diﬀerences between adjacent modes with time, from the fr
corrected signal in Fig. 6.13. A constant value shows that the phase noise
between the modes is correlated. A residual slope remains, corresponding
to a drift of 14-27 Hz between the pairs; the change is linear with index,
indicating that fr (t) has been incorrectly scaled, probably resulting from a
programming error. (b) We apply the procedure from Fig. 6.14, producing
a phase noise vector from the weighted sum of the four most prominent
peaks and subtracting this from the entire signal. The filter cutoﬀ was
chosen at 35 MHz with a weak roll-oﬀ. The eﬀect of the coherent averaging
is apparent, with the signal to noise growing with time, compared to the
untreated data where the lines broaden. (c) Zoom about the central peak,
which is nearly transform limited.
We apply the correction then to our retimed signal from the previous section. In
Fig. 6.15 (a), we plot the phase diﬀerences between adjacent beats, with mode 0 corre-
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sponding to the line at 480 MHz. We see that, aside from a small residual drift (from
the correction rather than the lasers), the phase is constant over the 2 ms. Since there
is no walk-oﬀ, we can see that the phase noise is correlated.
We then eﬀect a phase detector for each of the lines by multiplying each of them by
e i!0 +n !r t , where !r has been fixed by the resampling, and !0 is chosen as the average
frequency of peak 0, and applying a 35 MHz low-pass filter to the real and imaginary
parts. We reduce the uncorrelated noise by adding the resulting complex vectors together
for the 5 strongest lines, eﬀectively a weighted average, and subtract the phase of this
from the multiheterodyne signal.
As a result, we can see from the spectra in (b) that indeed the noise floor drops away
from the peaks as the acquisition length grows, reaching something close to an SNR of
1000 after 1 ms. In (c) we zoom on peak index 1, showing that it is almost ransform
limited, with the slight broadening coming from the residual in fr .
Averaging and multiheterodyne phase
After the coherent correction, which pins both fceo and frep , the Fourier terms composing the multiheterodyne are found by directly evaluating:
cn =

Z

T

Dc (t) exp [ i( !ceo + n !r )t] dt

(6.14)

0

where we Dc is the corrected multiheterodyne signal. If evaluating in chunks e.g. for
statistical purposes, it is very important that the time vector t is not reset at each chunk.
That is to say, if chunk m ends at time tm , then chunk m+1 must start at time tm +1/Fs .
To visualise the trajectories of the phasors, we downmix the tones as per Eqn. 6.14,
but interpret the integral instead as a filtering operation (i.e. replace T with t0 and allow
cn to vary with time). In Fig. 6.16 (a), we plot the coordinates of each line over a full
40 ms segment, where the applied filtering has an eﬀective integration time of 6.6 µs.
The magnitude is the distance to the origin, and the phase measured from the positive
real axis. We can see that, in spite of the short instabilities, evidenced by lines sharply
approaching the origin, the reference laser always returns to the same state.
Crucially, no point cloud rotates significantly about the origin, demonstrating the
equidistance between the multiheterodyne tones, and hence the equidistance between
the two combs themselves. As a corollary, the phase diﬀerences between the multiheterodyne tones is fixed. In the opposite case, a non-equidistance greater than the resolution
bandwidth would manifest itself both in the form of a rotation about the origin, and of
a zero-bound trajectory if instead considered in the form of a cumulative average. This
is shown certainly not to be the case, by the facts that a) the overall average value,
calculated with all samples, sits in the centre of each point cloud, and b) the signal to
noise ratio of the of the multiheterodyne spectra is shown to increase at a constant rate.
Much the same information is shown in Fig. 6.16 (b), where we plot the Allan deviation[276] for the phase of each mode. Two things to note are (1) each line follows the 1/f
trend, which is the best case scenario for white frequency noise, and shows the instability
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Figure 6.16.: (a) Argand diagram for all modes in the spectrum. The black lines show
the full mode trajectory over the full 40 ms (integration time 6 µs), and the
coloured dots the average position. Radial deviations are amplitude noise,
and circumferential, phase. Sharp jumps towards the origin coincide with
the glitches in the spectrogram, and are short-lived. (b) Allan deviation for
the phase of each mode, with darker lines being those of weaker intensity.
The strongest mode is highlighted in pink. For reference, the line 1/⌧
is indicated, which corresponds to the expected rate of decay for white
frequency noise.
was not harmful to the estimate and (2) there is no point of inflection up to 10 ms. Of
course, this is entirely expected, since we have largely removed the timing and oﬀset
noise. But that these two correctly model the noise (for, granted, 7 important lines) is
suﬃcient evidence that both reference and ring simultaneously behave as combs.
One could also consider a deviation in equidistance below the resolution bandwidth
of the acquisition, which would show only a slow drift in the phase and amplitude. In
this case, however, the diﬀerent measurements, in our case taken several seconds apart,
would not be expected to agree.

6.2.4. Time domain result
Recovering the ring phase from the multiheterodyne is then straightforwards. Each
multiheterodyne tone must be assigned to a mode from the ring and a mode from the
reference, found by inspecting FTIR measurements of both lasers taken directly before
and after the dual-comb acquisition to check for consistency, . Re-index modes, such that
zero falls within spectrum, and MH indices = ring indices (1:1), i.e. we may write Mn =
ref
Enring E2n
. Here, it is then proper to ensure the product of the relevant modes in the two
FTIR spectra and multiheterodyne tones (short and long term) agree Aring
·Aref
n
2n = ↵Mn
(where ↵ is just a proportionality constant). Now, we know from Fig. 6.7 (b) that
the shape of the spectrum of the reference laser changes somewhat over the ring band.
However, since it seems to change less than a factor of 2 except around 1350 cm 1 ,
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Figure 6.17.: Multiheterodyne spectra in (a) magnitude and (b) phase, for diﬀerent shots,
post correction. The phase at zero has been subtracted. Diﬀering overall
magnitudes are simply from the diﬀerent trace lengths. The individual line
strengths do somewhat change (particularly +1,+2), but this does not seem
to go along with a phase change. This probably reflects the variation seen
in the reference laser’s DC spectrum.
the 3 central modes can still be identified reliably. It is critical to get this right, even
more so for a narrow bandwidth like this, where an indexing error can completely change
the nature of the reconstructed intensity (mostly true for FM, where it can destroy the
balance).
The phase of the multiheterodyne tone is then, give or take a constant gradient:
n

=

ref
2n

ring
n

(6.15)

i.e. the ring’s phase is recovered by simply adding the reference phase, measured by
SWIFTS, to the multiheterodyne phase.
As a side-note, the phase diﬀerence can also be useful for a broadband characterisation
if the intensity trace is not needed, and the chirp can be read oﬀ it directly. It has the
advatage that, since it is not an integrated quantity, the uncertainty remains local. It is:
ring
n

ring
n 1

=(

n 1

n)

+(

ref
2n

ref
2(n 1) )

(6.16)

ref
ref
ref
ref
ref
where ref
2n
2n ) + ( 2(n+1)
2n+1 ), i.e. the sum of the two
2(n 1) = ( 2n+1
adjacent SWIFTS phases.
The phase is plotted in Fig. 6.18 (a), with each colour of point coming from a diﬀerent
time trace, and the transparent blue tinted ellipses the estimated 5-95% confidence intervals found earlier, propagated away from the picked reference mode at 1345 cm 1 . The
disagreement for the pair of points either side of 1342 cm 1 and the one at 1349 cm 1
is just from the signal to noise, where this was the shortest trace and those the weakest
modes. This additional uncertainty should have been factored in. That said, the reference laser remains by far the dominant source of uncertainty in our measurement. For the
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Figure 6.18.: (a) Recovered phases of the ring laser by adding the measured reference
phase to the multiheterodyne phase. The phase oﬀset and slope have been
removed for visual clarity. Each shade of the red dots represents one multiheterodyne measurement, and the blue ellipses represent the 5%–95% confidence intervals based on the uncertainty in the SWIFTS measurement. (b)
Reconstructed temporal intensity of the ring laser output. The blue bands
correspond to the 5%–95% confidence intervals including the error in both
the SWIFTS and multiheterodyne phase.
most 5 most important contributing modes, the uncertainty level is at most 0.11 radians.
In contrast to the Fabry-Perot combs, this ring does not show a parabolic phase, nor
follow any special trend, save for the 3 central modes being in phase, and the ⇠ ⇡ shift for
the mode closest to 1346 cm 1. From this already, we do not expect an FM emission.
Fig. 6.18 (b) shows the intensity waveform, where the amplitude was taken from the
more reliable FTIR measurement, and the phase again by Monte-Carlo. The outlier
measurement was excluded. We can see a very strong amplitude modulation.

6.3. Soliton observation
Sample: EV2394A Ring 600 µm KI[264]
The physics of solitons is still under discussion for self pumped sources, since there is no
clear analogy to microresonators, where e.g. pump detuning is a controllable parameter.
But universal ingredients for bright dissipative solitons - the so-called double balance
of gain and loss, and negative group velocity dispersion and the (Kerr) nonlinearity are very much alive and well in QCLs. There has been some recent work where it was
shown that theoretically that solitons could form in a ring QCL operated fractionally
above threshold, when it is subjected to an externally injected field[277]. This situation
is much closer to the microresonator combs.
The latest batch of ring lasers at the time of writing are especially fascinating. Due
to what we assume is reduced backscattering (smoother sidewalls or fewer defects), they
show spontaneous symmetry breaking, which we did not observe before. When tuning
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the current beyond the symmetry breaking point, we observe 2 distinct spectra with increasing current: (1) a symmetric spectrum resembling the phase turbulence combs[278];
(2) an asymmetric spectrum, with a strong narrowband group of modes to the red, and
much weaker but broader sech2 type spectrum to the blue, separated by a one mode
spectral hole. To our knowledge, such a state had not been observed before, and we find
that it corresponds to a soliton-like pulse.

Figure 6.19.: Gain, GVD, and integrated dispersion, with the optical spectrum for comparison. Data taken by Bo Meng[264].
In Fig. 6.19, we show the measured gain and GVD curves for the device, acquired
with a half-ring device of the same 600 µm radius, matched to the current density/active
temperature of the lasing full-ring. Under these conditions, the gain spectrum is better
aligned to the soliton spectrum, and the GVD zero crossing oﬀset from the gain peak by
about 10 cm 1 . This zero approximately partitions the spectrum, with the background
CW part experiencing normal dispersion, and the soliton negative, as required to balance
the Kerr (although empirically most well behaved QCL combs measure a small, negative
dispersion).
We also plot the integrated dispersion, a curve long known important for microcavity
combs, but has apparently thus far been neglected in QCL studies. If we take a Taylor
expansion of the mode frequency about some !0
m2
D2 + ...
(6.17)
2
where Dn = @!/@m (temporarily treating ! as continuous) then the integrated dispersion is simply Dint (m) = !m (D0 + mD1 ). It simply tells you how far the resonance
!m = D0 + mD1 +
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m is from the equidistant grid (D0 + mD1 ). While usually taken to be the external pump
frequency, D0 may be arbitrary for most purposes. D1 should equal c/(2⇡Rng ), where
R is the ring radius.
It is a useful metric because equal Dint implies phase matching, or lack thereof, and
parametric processes will be eﬃcient between regions which share a common Dint . It can
therefore probably predict which groups of modes will mutually lock, and by contrast
the comb bandwidth when the deviation becomes large. The implication for the ring is
that, since the background and soliton peak appear to share a common (sub-threshold)
mode spacing, they are eﬃciently coupled by four-wave mixing. Whether or not this is
actually important remains to be investigated.
Whereas for microresonators the quantity is directly measurable (also hot cavity) by
sweeping a probe laser across the resonances, we rely still on the subthreshold luminescence data[157]. At the first satellite, this measures the phase accumulated over a single
round-trip rt (⌫). Removing the linear part !⌧1 (requiring the delay ⌧1 to be properly
referenced to the centreburst), it would seem we are directly left with a curve which
reflects the frequency deviation according to !(⌫) = ( rt (⌫) !⌧1 )/⌧1 . The actual
mode frequencies, if needed, would then be those that solve
ˆrt (qfr )

q2⇡fr = 0

(6.18)

where ˆrt would be a fit to or interpolation of the phase, taking into account ⌧1 . fr
may be left a free parameter, since we only sample the curve. The procedure however
yields a prediction somewhat larger than that shown in Fig. 6.19, and the discrepancy
has yet to be resolved. Since there will be considerable sensitivity to the fit and to
the choice of ⌧1 , likely errors arise there rather than any fundamental diﬀerence in the
calculation methods, with practically the same assumptions underlying. It highlights
that work must be done in quantifying the uncertainty, and anyway understanding the
level of significance that is important for the physics.
Here, we show what we believe to be an observation of a dissipative Kerr soliton generated directly from the a ring QCL. This required no external light nor RF modulation.
The setup is a self-referenced SWIFTS, using a pair of spectrum analysers as glorified
(but sensitive) downmixers for the laser and reference and, most importantly, the QWIP
(zero span, frequency/reference level set automatically, 40 MHz output). These were
synchronised to each other and to a fast lock-in amplifier, on which everything (MCT,
quadratures, HeNe) was recorded directly. We aimed for about 40 dB dynamic range,
and so careful attention was paid to the integration time, the coherent averaging, and
the data treatment.
In Fig. 6.20 (a) we plot the DC spectrum, comprising two lobes - a more powerful,
narrowband one, centred about 1304.5 cm 1 , and a broader one nearly two orders of
magnitude below, about 1311 cm 1 , which follows a clear sech2 shape up to 1310 cm 1 .
Referring to the spectrum product and |C| in (b), we can see by the overlap of the two
traces that the lobes are mutually coherent, except in the spectral dip. For reference
(not plotted), the Dint (⌫) coincides for the two peaks, with a maximum approximately
at the dip. We can expect therefore an eﬃcient coupling of the two lobes via four-wave
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Figure 6.20.: SWIFTS measurement at 966 mA, -20 C . (a) DC spectrum, with a sech2
fit over 1310-1320 cm 1 in green, corresponding to a pulse width 1.61 ps.
(b) phase diﬀerences, showing a relatively flat region over the thoughtto-be soliton lobe. This would be a pulse, chirped to the second order.
(c) comparison between the spectrum product and |C|, both scaled to the
maximum. The mode in the dip at about 1307 cm 1 appears to be less
coherent with either of its neighbours. (d) Intensity trace, showing a clear
pulse feature of width 2.33 ps and at about 4 times the background level.
mixing. The free-running mode frequency at the dip by contrast lies probably too far
from the final free spectral range, and so the coupling would be ineﬃcient, which would
explain also the poorer coherence.
A pulse of FWHM 2.3 ps riding on a ⇠CW background results, with the pulse, by
reference to the phase diﬀerences (c), originating from the sech2 lobe, and the background
from the rest. The peak to background is just shy of 4, which in fact is what is predicted
in[277]. Of course, this is a diﬀerent setup, but they do model for the QCL gain medium,
showing such structures can in fact exist stably. We finally note that the curvature in
the phase diﬀerence around the pulse spectrum and somehow the spectral shape quite
resembles the inflection point of the Fabry-Perot comb shown in Chapter 4, which grows
as the current is increased.
From an applications perspective, the real novelty is the possibility to have a DC
pumped QCL source which directly emits short pulses without any form of compression.
To isolate it from the background requires only a short-pass optical filter. This we
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Figure 6.21.: (a) Intensity time traces for each lobe, treated separately. (b) The background is physically removed using such an optical short-pass filter. The
actual optics can be found in the appendix. (c) A pulse train results, of
FWHM 3.7 p, as measured by dual comb. Measurement in (c) by Johannes
Hillbrand[264]
assembled, as shown schematically in Fig. 6.21 (b) (and in a photograph in the appendix),
and the result in (c).
As it stands, the bandwidth of the ring comb is quite modest, at least for spectroscopy,
and the extraction poor. The problem is that a larger - localised - outcoupling (>1%,
according to [278]) will couple CW/CCW suﬃciently strongly that reverts to the FabryPerot type comb. Probably, the eﬀort there is best placed on improving the collection
eﬃciency. With the lasing spectrum a fraction of the gain bandwidth, dispersion engineering is the obvious next step. Likely, the Dint crossings should be moved further apart,
and as usual the GVD held flat over a broader bandwidth. Then, a better symmetry of
the pulsed lobe ought result, and the pulses narrow.
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Miscellaneous
In this section we list a few experiments which, by themselves, are incomplete and do
not constitute a result, thus not warranting a complete chapter. Data may be from
calibrations (e.g. "Comb bandwidth"), or have formed a part of a diﬀerent experiment ("Stabilisation/harmonic combs"), and may require additional measurements with
a dedicated setup, or further analysis on existing data to draw meaningful conclusions.
Nonetheless, we hope the data are suﬃciently interesting to stimulate further work. For
each of the experiments, an eﬀort is made to highlight the gaps.
The first such experiments are in using controlled optical feedback to stabilise the
comb and to modify the state, an area we believe to be understudied. We find, for
example, that the repetition rate can be significantly controlled, on the order of 150 MHz
for this particular experiment, which is larger than anything achievable with e.g. RF
injection locking (with exception perhaps to AR coated devices, where the cavity is
weaker). Furthermore, we demonstrate that we can induce harmonic mode locking and
tune the harmonic order by choosing the mirror position; the process is usually treated
as spontaneous (that is to say, you get what you are given), and control may be useful
e.g. in high frequency synthesis.
The second are in using microwaves to injection lock the repetition rate, something
which by now is well studied. We view the locking process both in the radio frequency
domain, and the optical domain by beating against a DFB laser, showing how the lineshape is modified in the process. We also look optically at what happens when locking
at frep /2, which we found in experience to be more eﬃcient than locking at frep , partly
due to the increased coupling eﬃciency. Finally, we also show by way of proof of concept how to track the spectral dynamics when the comb is subjected to a fast periodic
perturbation.

7.1. Feedback experiments
Uncontrolled optical feedback, linked to linewidth broadening in single mode lasers and
catastrophic destabilisation in QCL combs, is generally regarded as an enemy. Indeed,
levels as low as 10 4 - beyond the extinction coeﬃcient of single optical isolators in
the mid-IR - may be enough to cause trouble. But this neither a full nor fair account.
For example, we know filtered external feedback, whether by grating, transition line, or
resonant cavity[279], can narrow the optical linewidth.
If we restrict the discussion to a simple reflector placed some distance Lext from one
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facet with some attenuation over the external flight, the situation is modelled for single
mode solitary lasing by the Kobayashi-Lang equations[280, 281] (equivalently, the laser
van der Pol[282]), which accounts for a coupled field and population. The dynamics depend on the coupling factor C = (1+↵2 )⌧ext /⌧in , where ↵ is the linewidth enhancement
factor,  loss, and ⌧ the internal/external round-trip time[283]. When C > 1, the system
can produce complicated behaviour.
In 1986, Tkach and Chraplyvy mapped the behaviour as function of feedback power
ratio for a DFB lasing at 1.5 µm, reproduced in Fig. 7.1 (a). Such a plot is now sometimes
called a T-C map. It is a remarkable piece of work for two reasons: (1) it finds clear
cut regimes, i.e. with well defined boundaries, and (2) these have been experimentally
replicated (within several dB!) in a host of diﬀerent laser systems.

Figure 7.1.: (a) Regimes for 1.5 µm DFB, ↵ = 6, with delayed optical feedback[284]. The
points mark the transitions between the diﬀerent behaviours, measured by
adjusting the external attenuation at fixed distances. (b) The same regimes
were found in a single mode DFB QCL at 5.6 µm[285]. Figures taken from
their respective references, with (a) adapted to include descriptive labels for
each regime.
For QCLs, it is not clear that such regimes should be observed. For one, they exhibit class A dynamics, i.e. ⌧c /⌧p is small[286], meaning they lack relaxation oscillations[21]. Moreover, the linewidth enhancement factor was generally thought to be small
in QCLs[103]. An interesting consequence, asserted in [287], is that for no level of feedback does the (single-mode) laser become unstable. Of course, this is absolutely contrary
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to experiencei , and in fact, the T-C map has been reproduced for QCLs, albeit with lower
degrees of chaos in IV [285, 288] (Fig. 7.1 (b)).
Referring to the map, region II and IV, containing limit cycles, hopping and chaos,
are considered a nuisance for us, but do find application in e.g. chaotic communications/LIDAR[288, 289]. Region I has exhibits phase dependent (2kL) increase/reduction
in linewith[290] depending on whether the nonlinear phase is constructive or destructive;
this is accompanied by an intensity modulation, which can be used for sensitive subwavelength ranging (self-mixing interferometry) [291, 292], as well as for self-detection
measurements which have been used in the THz for intermode beat spectroscopy [293,
294].
For stabilisation, regions III and V are the most interesting, in which a strong and
phase independent reduction of linewidth is expected. Region V is usually experimentally
inaccessible without anti-reflection coatings, but note that both regions converge for more
distant reflectors for the QCL. Linewidth reductions of 6 orders of magnitude (MHz ->
Hz) have been demonstrated[295], and in QCLs factors of up to 100 are predicted[296].
It is unclear the extent to which these pictures apply to mode-locked lasers. However,
delayed optical feedback has been found useful in reducing the timing jitter in passively
mode locked lasers[297–300]. There is a caveat, in that it purportedly works better
for less stable lasers; for already stable lasers, the feedback can in fact worsen the RF
linewidth[301]ii

Figure 7.2.: Setup to apply a controlled optical feedback to the QCL. A beam splitter
allows the emission to be monitored and/or measured. For strong feedback
experiments, it should be mostly transmissive. A polariser inserted in the
path allows the fed back intensity to be controlled approximately according
to cos4 ✓ (projection from/back to TM). The isolator reduces feedback from
the FTIR by about 30 dB.
i

In a follow-up paper, the instability is later clarified to result from competition between newly created
external cavity modes[286]
ii
This is something of a recurring theme, as with the diﬀering findings between [302] and [285]. This is
not a one-size-fits-all solution, and the lasers themselves must have a good degree of reproducibility.
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We use approximately the setup in Fig. 7.2 to study the eﬀect of controlled delayed
optical feedback the comb. A gold mirror (uncoated, nominal reflectivity 96-98 % is
mounted on a computer controlled translation stage whose maximum travel (5 cm) is
suﬃcient to cover at least two cavity round-trips for the two lasers studied. The minimum
step size is in principle 50 nm (i.e. ⌧ /10), although we used much larger steps. The
mirror angle is optimised using a chopper and oscilloscope (1 M⌦) to monitor the laser
bias voltage; the procedure is similar to that shown in the appendix under "Aligning
optical isolators".
A polariser is inserted in the optical path to control the feedback level. If this should
be maximised, then an antireflection coating must be applied to the front facet and the
beam splitter should be as transparent as possible, or, better, the light extracted from
the back facet. The numerical aperture of the lens (0.86 in this case) should also be
taken into account, and the beam divergence managed. Since these were not systematic
studies, we did not take special care of the loss in these experiments.
We finally note that the job of the optical isolator is to prevent reduce uncontrolled
and modulated feedback by 20-30 dB. The hope however would be that, provided the
controlled feedback is suﬃciently stronger than the uncontrolled, the isolator would no
longer be needed. Indeed, moving the isolation upstream is one touted benefit of the
on-chip retroreflectors[300].
In principle, an external cavity will form between the front facet of the laser and
the back-reflecting mirror. Everything ideal, on-axis, and (save for the beam-splitter)
at normal incidence, then the 50:50 dielectric beam splitter used to monitor the laser
output is the only loss, passed twice to give R3 ⇡ 0.25. To the first order, we can view
the action of the cavity as to eﬀectively modify the front facet reflectivity according
to[303] (Fig. 7.3 (a)):
p
p
p
( R2
R3 )2 + 4 R2 R3 sin2 ( )
p
p
R2,ef f =
(7.1)
(1
R2 R3 ) + 4 R2 R3 sin2 ( )
where we take r2 = (1 n)/(1 + n) = 0.54 (Fresnel, n ⇡ 3.2 for the active) and
r3 = 0.5, and the single-pass phase = Lext !/c. Since both R2 and R3 are moderate,
for (2n + 1) /4 displacements, the cavity acts in the same way as an anti-reflection
coating. When close to the facet (⇠100 µm, as in[219]; impractical for this setup), the
external cavity only supports a few modes, and adjusting the position directly modulates
the outcoupling loss. Naturally, this also aﬀects the operating point for the laser, and
output power can be written[44]:

✓
◆
Iout
T2
1
=
ln G0 ln
(7.2)
Isat
(1 + r2 /r1 )(1 r1 r2
r1 r2
p
where r1 = 0.98, r2 = r2,ef f , and we take T2 = 1 R2 (lossless). We plot the power
curve in (c), assuming an ungenerous unsaturated gain G0 of 10. The power is strongly
modulated, even in the case of a weak reflection.
Once the displacement is appreciable, several cavity modes will overlap with the gain,
and in the millimeter range it may act as a mode selection filter. Rather than substan-
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Figure 7.3.: (a) An external cavity is formed by the facet and backreflecting mirror, with
an upper bound feedback of about 25% assuming a 50:50 beam splitter. In
steady state, the cavity and facet can be lumped together to given an eﬀective
amplitude reflectivity r2,ef f ( , Lext ). (b) Intensity reflectance R2,ef f = |r2 |2
calculated by Eqn. 7.1 over 0.75 unit wavelength displacement for two R3 ,
and (c) the corresponding predicted output power using Eqn. 7.2, which
accounts for gain saturation (G0 = 10, purely for illustration). (d) Eﬀective front facet reflectivity calculated for the mid-spectral band assuming
R3 = 0.25 and the cavity is displaced 1 mm. For a serious experiment, the
separation must already be stabilised well below 1E-3, although with larger
loss or outcoupling, the requirement relaxes. (e) Spacing at 1 cm separation.
For reference, the zero position was about 20 cm from the facet.
tially modifying the threshold, the laser is more likely to hop from one longitudinal to
the next with tuning.
In the actual experiments, we are operating with a minimum separation of 20 cm,
meaning that thousands of cavity modes will overlap the gain. The situation is considerably more complicated if we then consider also that the laser itself is also lasing
multimode, where coherent interactions are then also important, and by no simple argument can the behaviour be predicted; assuming a stable condition exists, the laser itself
will find a solution according to the maximum emission principle[169]. We do however
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speculate that, where a greater outcoupling loss overlaps with certain modes, it might
be possible to suppress their lasing, for the benefit of other modes which see a reduced
loss. In this way, it may be possible to induce harmonic states in a controlled way.
Through e.g. splitting ratios, the numerical aperture, collimation, beam quality/diﬀraction
losses, misalignment, etc., not to mention deliberate loss with the polariser, there is probably suﬃcient loss in the path that resonant eﬀects including nonlinear phase shifts from
the cavity are less important than the overall loss (coupling) and reinjection phase. For
the feedback to stabilise, it must be constructive. Accounting for the free-space propagation only, i.e. neglecting dispersion, this amounts to the condition:
Lext
(!0 + n!r ) = q2⇡
c
where q is an integer. For a harmonic comb then, the condition would be
'ext (!) = 2

(7.3)

Lext
q
(!0 + n!r ) = 2⇡
(7.4)
c
m
which, if we ignore !0 , is satisfied for Lext = qng Lcav /m. The oﬀset frequency !0
makes the situation more diﬃcult, since it will reduce the bandwidth over which the
alignment is valid. It should not be forgotten though that !n is not the frequency of the
solitary laser, but ultimately the one consistent with the overall system. Note that when
the condition is met, those teeth will be aligned to the resonance peaks, which may be
relevant if the cavity is suﬃciently strong.
2

7.1.1. Beat frequency control
Sample: EV2429B1 21NU HR
For this experiment, no polariser was used, and it should correspond approximately
to the situation in Fig. 7.3. The laser is set at 1.19 A (J/Jth = 1.58) at a heat sink
temperature of 18 C. The reflector is placed about 30 cm away from the laser, and the
power is measured using a thermopile at the second pass of the beam splitter (i.e. 25%).
We step the stage away from the laser in 200 µm increments, measuring the output
power, voltage, and RF spectrum about the beat frequency with a 100 MHz span and
resolution bandwidth of 30 kHz.
At first glance, the RF results in Fig. 7.4 (a) seem very promising. It appears that we
tune the repetition rate by 150 MHz, fractionally 2% at 7.44 GHz, which is significantly
more than so far demonstrated by RF injection locking on a mid-IR device. The two
peaks in RF power occur 18.1 mm apart, i.e. 2Lext =36.2 mm, which is approximately
equivalent to the optical path length of the laser cavity (2Lcav ng = 2 ⇥ 6 ⇥ 3.36 =
40.32 mm. We note that the maximum beat power is on par with that in the absence
of feedback, i.e. there is no significant enhancement, and the pedestal appears broader.
The range over which the beat can be pulled is about half the 18-20 mm period, and
outside of there, no beat is detected. Since the power drops at about -13 dB/mm, we
cannot exclude further pulling outside this range.
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Figure 7.4.: (a) Measurements with stage position. Top: QCL bias (blue) and detected
optical emission (green) (b) Some example beat notes, illustrating that most
are free from obvious distant sidebands.
In the power curve, we observe a roughly sinusoidal shape, with a peak-to-peak modulation of about 10 %. Superimposed are a pair of strong peaks which coincide with
approximately the mid-point of the beat note tuning, and also the maximum beat power.
They appear to be independent from the slow oscillation, with the first observed around
the second minimum in power, and the second observed at the third maximum.
The bias voltage is seen to closely track the optical power, even in sign. This is
diﬃcult to understand, since more intracavity power entails a drop in voltage (eﬀectively
photocurrent/reduced stimulated emission lifetime). In terms R2,ef f , such a situation
can occur with a high gain and high reflectance, where dP/dT2 is positive[44]. In that
case small decrease in reflectivity leads to more outcoupled power but fewer intracavity
photons. This is not the situation here, since the baseline transmission is already high,
at 75 %. One possibility is that we are reading this backwards: that through a feedback
induced Stark tuning (blueshift) we are actually tracing the linear part of the transmission
of an etalon, presumably from the optically thick beam splitter. This might explain the
relatively slow period, since the optical path would still be short compared to the laser
cavity. Note that such contrast would, however, be surprising from a coated beam splitter,
at least without a hint of the curve compressing.

7.1.2. Harmonic combs
Sample: EV2329, BoRingRef
Harmonic mode locking is not a new phenomenon[304, 305], but it was not until
2016 it was reported in passively locked mid-IR QCL[131], and later in the THz[306].
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Figure 7.5.: (a) Coherence length vs mirror position. The square markers correspond
to fundamental combs, and the star markers harmonic. Where there is no
marker, but the coherence time exceeds 2 ns, it can be safely assumed that
the device is lasing single mode. (b) Beat notes (RBW 30 kHz). For both
measurements identified as single mode and for those identified as harmonic,
the RF spectra are indistinguishable. The fundamental shows a wide range
of diﬀerent frequencies, some of which are likely comb, and others showing
breather type beats (e.g. the orange trace), and others still broad or noisy.
(c) Multimode spectra with the natural mode spacing. *=multiple beats
(see Appendix); **=additional (possible) fundamental soliton-like spectra.
(d) Harmonic spectra, with harmonic order indicated by m = X. The green
curve is a suggestive sech2 fit to modes 1315-1345 cm 1 .
They are interesting chiefly in frequency synthesis, since both the repetition rate and
per mode power increase by a factor of M , if M 1 fundamental modes are skipped
per harmonic, while the locking keeps the beat narrow. Since the lasers already work
at high repetition rates (typically 10 GHz), it is in principle possible then to directly
generate stable tones in the 100s of GHz[307]iii . Combined with the ⇠I-Q modulation
demonstrated in [140], with some refinement there is the potential they could be used
in mm-wave communications[24]. There has also been some speculation that they might
be pulsing, [131, 308] given the more favourable photon to upper state lifetime ratio,
although the numbers would seem to indicate something more akin to CW mode locking
(e.g. [49]), and more recent theory suggests it should be FM after all[309]. To our
knowledge, to date there are no measured phase data.
It has been claimed several times that the state is especially sensitive to feedback
and diﬃcult to observe[131, 308], perhaps requiring a front-facet anti-reflection coating.
While this may be true, targeted eﬀorts to promote the state do not seem to have been
iii

Extraction is a diﬀerent matter.
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made, with exception to the defect approach in ring cavities[310]. Probably the greatest
hindrance to their being useful right now is the lack of control of the spacing, with states
not necessarily following a natural progression through the harmonic orders as the current
is tuned[307].
We apply the full setup in Fig. 7.2 to a diﬀerent device indicated above. For context,
this was the unstable reference comb used in Chapter 6 for the dual comb experiment
with the ring laser. The goal had been twofold: (1) to stabilise the laser, where all other
attempts had failed, and (2) to induce a harmonic comb at 2/Trt , to match the ring laser.
This attempt was ultimately abandoned for a number of reasons, the chief experimental
among them being the lack of reproducibility in the positioning translation stage used.
This experiment proceeded as follows. The device is driven in continuous wave at
549 mA, 255 K, the same conditions as free running for the ring experiment, where it
lases as an unstable comb with at a repetition rate of 11.93 GHz. The stage was set to
zero, corresponding to an optical path of about 60 cm to the mirror and back. The beat
note was then recorded (span 200 MHz, RBW 30 kHz), along with the device voltage,
and an interferogram acquired (resolution 0.075 cm 1 ). The stage was then stepped
0.2 mm away from the laser, and the process repeated. To automatically separate the
single mode from multimode interferograms, we apply sumx, x > threshold, where the
threshold is set to 95% the centreburst peak. The harmonic order is then identified by
taking F{ifg2 } and performing a peak search.
We organise the results in Fig. 7.5. In (a), we show the coherence time, which we
obtain as usual by an exponential fit to the envelope. For single mode, we fit the entire
envelope, whereas for the multimode we fit to the satellite peaks, as done in Chapter 3.
The vast majority of the measurements on the blue curve represent single mode lasing.
Values seem to cluster around 1.4 and 2.2 ns, but the granularity is not fine enough to
see whether the curve is smooth; the interferograms were mostly smooth, so we attribute
the drop in coherence not to the intrinsic laser instability, but to a sensitivity to the
feedback phase. The multimode states appear, with a couple of notable exceptions, to
exhibit a worse coherence.
In (b) we plot the beat RF spectra centred at the fundamental beat frequency. As
expected, the single mode and harmonic are identical and equal to the background. The
three peaks are persistent, and, because they never change, we have to assume that they
are pick-up noise. It is not on record, but likely an RF source, which had been used in
an attempt to lock the device by resonantly enhanced injection locking[311, 312]iv , had
been left in close proximity. The fundamental beats are either strong and narrow (rare),
exhibit a broadening/irregular sidebands, or, in a couple of cases, indicate breather type
states e.g. [314]. We note that none of the spectra presented in (c) or (d) resemble that of
the laser without feedback. For reference, the solitary spectrum spans 1290-1375 cm 1 .
Probably the most striking is the top m = 5 harmonic spectrum in (d), which has an
uncanny resemblance to the soliton spectrum discussed in Chapter 6. In particular, it
features a strong mode at 1305 cm 1 , with spectrum to the blue follows well the sech2
envelope. The two fundamental spectra marked with asterisks also feature a strong mode
iv

The locking range is expected to be reduced, but the stability within the range enhanced[313].
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(or group of modes) at 1305 cm 1 , with shapes similar to the first (red) having also been
observed in the rings. In common, all 3 states with this peak exhibit a higher coherence
time compared to the other multimode states.
Spectral modulation similar to that observed in the latter fundamental one have been
observed both theoretically[315] and experimentally[316–318] in microresonator combs.
It has been referred to as a hybrid state, and appears to be a precursor to harmonic
locking. It was proposed in[318] that the modulation arises from the interference between
the (locked) fundamental and a higher order whispering gallery mode, and it is true that
an azimuthal angular error in the feedback direction might allow a higher order transverse
mode to oscillate in a wide-ridge Fabry Perot, just as it has been used elsewhere to select
the fundamental.

7.1.3. Discussion
We have highlighted two diﬀerent situations in which controlled optical feedback may be
useful: as a means to induce and control harmonic states, and as an actuator to control or
stabilise repetition rate. The former, if reproducible, would represent underused method
to control the state of light. The latter could be a convenient way to enhance stability in
a spectrometer since, because it works without a coating, which has a certain yield, and
does not require access to the back facet, it can be retrofitted. It requires no modification
of the device. It also presents the interesting but unproven possibility to remove the need
for an optical isolator. Such broad repetition rate control could be interesting for e.g.
dual comb spectrometers, where it could ease the tolerance on cleaving, provided the
spectral changes are not drastic.
Such a large fractional detuning of the beat frequency is surprising, though a similar
behaviour was observed in [297]. There, they also show that the beat linewidth will
narrow or broaden depending on the mirror distance, although we have insuﬃcient signal
to noise to determine if this is the case for our laser. If anything, the linewidth generally
seems worse when resonant. Both they and we lack optical spectra, and it would not
be surprising to find that the spectrum is narrowed (as e.g. in the first 3 fundamental
spectra in Fig. 7.5 (c)) and tuning according to the the !0 error, or where the local
unlocked FSR is a better match.
We note the work[319], where controlled feedback was shown to stabilise the repetition
rate of a QCL comb and moreover make it more robust to uncontrolled feedback. They
further demonstrate a tuning of the repetition rate [320] of 200-250 kHz for a 50 µm total
displacement, without aﬀecting the spectral bandwidth.
For the other device, we have shown that with optical feedback we can put the laser
into states not normally observed, including harmonic, and possibly solitonic. It is interesting to note that, in order to demonstrate the fragility of the harmonic state[308],
they conduct a controlled feedback experiment but at a fixed distance, deducing that any
level of feedback in detrimental. Of course, this is bound to hold true if the constructive
interference condition cannot be met.
In would be amiss to ignore that we performed what was basically the same experiment
twice, but obtained two completely diﬀerent results. So what was the diﬀerence? Unfor-
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tunately, we the lack data, in particular e.g. threshold measurements at each position to
determine the coupling eﬃciencyv , and the spectra for the beat control experiment, to
separate the two. Though there has been seemingly little work done in inducing harmonic
states by optical feedback, it was found first experimentally[321] and then modelled[322]
that, at least for diode lasers with saturable absorbers, harmonic mode selection occurs
for strong feedback (> 30 dB). Therefore, it could simply be a matter of coupling.

7.2. Modulation experiments
The section is divided into two parts: (a) tracking the comb chirp in response to a ⇠small
signal modulation, and (b) RF injection locking at frep and frep /2.

7.2.1. Sidebands of a modulated comb
The emission in semiconductor lasers can be directly modulated through the bias current.
This is especially interesting for fast devices like QCLs, where high performance acoustooptic or electro-optic modulators in the mid-infrared/terahertz are otherwise hard to
come by. The eﬀect of the modulation on the emission depends on the modulation
frequency. Slow modulations will elicit a strong FM response, due primarily to the
self-heating which modifies the refractive index. This finds application in frequency
modulation spectroscopy, for example, [323, 324], which yields an improved signal to
noise much in the same vein as FM radio. The thermal cut-oﬀ usually somewhere in the
low MHz, depending on the device geometry. When the frequency exceeds the cutoﬀ, the
electronic response becomes more important, tending towards AM, since the linewidth
enhancement factor is expected to be small in QCLs[103, 325], at least close to the gain
peak. Note gain compression will dampen the AM response for stronger injection[326].
If we assume the emission is a comb which adheres to the elastic tape model, then the
frequency modulation of any mode can be traced back to changes in frep and fceo . Note
we cannot assume one fixed point, so phenomenologically, we then write:
E(t) =
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Phases are referenced to modulating signal. Instantaneous frequency for mode µ then:
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Assume a weak modulation ( (1 + x) ⇡ 1 + x/2), and shift to complex notation:

For sensitive determination, can accurately record the diﬀerential resistance on the lock-in. Or can
view power oscillation at small displacements if strongly attenuated to region I
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Asymptotic Bessel values (weak modulation assumption): J0 (z) , 1, J±1 , ±z/2,
J±2 , z 2 /8; generally z̃ l , so drop terms higher order than 2. Apply.
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Product terms going as Ax Ay or µAx are neglected, since (a) they will be small, and
(b) will rotate at 0 or ±2⌦. The first order sidebands are our only concern.
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Asymmetry then clear from change of sign of µ terms with respect to the FM terms.
=
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Setting n = 0, we recover the standard sideband relations. A maybe interesting note
is that, unless the fixed point is exactly zero, or practically very far from the carrier, the
sideband ratio is predicted to change with frequency.

7.2.2. Motion of comb modulated at MHz frequencies

Figure 7.6.: (a) Setup. A 1.25 MHz modulation is applied to the laser bias. The laser
emission is shined on an MCT detector while the FTIR is operating in rapidscan. (b) There are 2 clocks for this measurement: the modulation signal,
and the HeNe. So long as Doppler bandwidth is less than the modulation
frequency, that is to say fscan HeN e / min < fmod , the signal can be reconstructed. (c) Spectrum of the acquisition, showing the DC and 10 harmonics
(noise folding at high frequency visible). Zoom: each harmonic has a bandwidth containing the interferometric information. (d) Filtered and resampled
interferograms for the DC and first 3 modulation harmonics.
To measure the motion of the modes when subjected to a slow (MHz) modulation,
we use the setup in Fig. 7.6 (a). The laser is biased at a comb state, and a sinusoidal
modulation at 1.25 MHz, 40 mV pk-pk is applied to the current source (16 mA pk-pk
at 0.4 mA/V). The interferometer is scanned to a nomimal resolution of 0.112 cm 1 at
⇠5 cm/s (160 kHz HeNe fringe frequency), and the intensity recorded on a fast MCT at
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a sample rate of 25 MHz/s, with the scope locked to the source. This is exactly 20 times
the modulation frequency, though it need not have been since most of the work is done
in post-processing, and it carries an aliasing risk (although not the case for our data).
There are then 4 timescales to mind, i.e. the sample rate, the modulation frequency,
the HeNe fringe rate, and the laser fringe rate, plotted in(b). The sample rate should
be higher than the fastest dynamics one expects to observe; note even for a small signal,
this may be several harmonics of the modulation frequency, if considering the interferometer response. Larger modulations entail more complicated dynamics, requiring more
harmonics of fmod to be properly represented, and it remains to be assessed whether this
technique still applies. A rapid-scan acquisition will generate Doppler sidebands about
1 ⇡ 20.8 kHz
each harmonic, giving each a double-sided bandwidth of B ⇡ 2v( 1
2)
containing the spectral information. The spectrum is plotted in (c), showing signs of
aliasing (noise folding) on the high frequency side.

Figure 7.7.: Reconstructing the periodic response. The harmonics in Fig. 7.6 (c) are
digitally downmixed in quadrature and resampled with the HeNe signal.
Plotted are the magnitudes about the centreburst divided by the maximum,
with the left hand number number indicating the harmonic index (+1 =
1.25 MHz, etc). For the time varying signal, these interferograms must
simply be summed together with a phase shift multiplied by the harmonic
index. 2⇡ is one period, or 1/fmod .
The time dependent interferogram is constructed as shown in Fig. 7.7. The signal is
multiplied by cos(2⇡mfmod t), sin(2⇡mfmod t), where m is the harmonic order, and lowpass filtered. They are then resampled according to the HeNe zero crossings as usual.
We can see from the first 4 harmonics that the signal is a mix between AM and FM. We
then have a set of complex interferograms cm (⌧ ) = xm (⌧ ) + iym (⌧ ). Recognising that
each harmonic is P
simply a carrier (i.e. delay is phase) for the optical signal, we can say
IFG(⌧, t) = Re{ m cm (⌧ )ei2⇡fm t }, where m = 0 should be interpreted as the DC. By
including additional sidebands, can account for increasing (periodic) complexity of the
signal.
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Figure 7.8.: (a) DC spectrum with 3 strong lines picked with asterisks. (b) The reconstructed motion (intensity, frequency) for those 3 modes. The red dot
indictes t = 0, and the black arrows trace out one cycle up to t = 1/fm .
Note that 2188 cm 1 travels anticlockwise, whereas 2169 cm 1 has a more
complicated figure of 8 motion (initially clockwise, then anticlockwise). The
chirp, though, is always in the same direction.

In Fig. 7.8 (a), we plot the change in fceo and frep , estimated by fit, along with the
bias modulation for reference. As expected, we observe them to change in antiphase.
Since the mode indices are of order 5800, the repetition rate alone would account for
a peak to peak change of about 1.43 GHz, with the oﬀset frequency mitigating this by
850 MHz. The shape of the curves, while unusual, is not unexpected for when outside
the small signal regime, as we clearly are here (c.f. Fig.7.6) (c)). RF spectra of the beat
notes (not shown) also have a far more complicated form than the Bessel spectrum with
stronger modulation, indicating a number of interacting elements.
We plot the DC spectrum in Fig. 7.8 (b), selecting 3 strong lines, whose frequencyintensity curves are plotted in (c). The red star in each indicates t = 0, and plotted is
the trajectory over one period. As required, all modes chirp in phase, with an excursion
of 790 MHz (6.9% FSR) at 2160 cm 1 and 814 MHz (7.2% FSR) at 2107 cm 1 .
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In brief, we demonstrate an approach for measuring the comb dynamics when subjected to a ⇠small signal perturbation. Such chirps might find spectroscopic application,
and this therefore serve as a characteristic for the deconvolution. Cable dispersion was
neglected here, since the total experimental bandwidth was quite narrow (< 10 MHz),
but at higher frequencies it must be accounted for.
Choice of laser was for convenience, but it was perhaps not the ideal candidate for
such a study, since the spectrum is highly nonuniform. The beat was not acquired in
parallel, so it is not easily possible to verify that the form is correct, but an example
for another laser is shown in the appendix whose RF spectrum cannot be described
by simple sinusoidal frequency modulation. That the intensity modulation significantly
changes phase across the spectrum is not understood.

7.2.3. Injection locking at frep
Sample: EV2429B1 21NU HR
Injection locking is a general phenomenon where a slave/secondary oscillator will depart from its natural free-running frequency in the presence of a weak injected master/primary tone, and synchronise. It was first observed by Huygens in the 1800s for a
pair of coupled pendulums, and later correctly modelled by Adler for LC oscillators[141].
By now, there are formalisms to describe it in electronic oscillators[142, 327], various
mechanical systems, and in laser oscillators[143].
Most analyses consider a single resonance. The multimode case is considerably more
complicated, especially in highly nonlinear systems like lasers, and such locking is usually
described in terms of self-organisation and cooperative eﬀects. Passive mode locking
may be described as self-injection locking[328], where intensity beats modulate the gain,
generating optical sidebands. If these are strong/close enough, groups of modes may
essentially entrain themselves. If this happens, then they are no longer N independent
oscillators, but rather they act together as single unit or supermode, and noise between
them becomes correlated.
RF injection locking is a very useful way to promote this behaviour. Rather than the
light self-modulating the gain, i.e. population pulsations, an external signal is instead
impressed on the bias current, which has the same eﬀect of creating sidebands, though
this time at the well controlled frequency diﬀerence fm . If the modes have already selflocked, then we are working with a supermode. In this case, we may abstract away the
optical elements, and treat the beat note as a representative oscillator with its own Q.
Within the range this treatment remains valid, it may be pulled and locked just like
any other oscillatorvi , and it permits the reduction of timing jitter of pulse trains, for
example, and improve stability. If the modes are not already locked, then, with suﬃcient
power, it may be possible to force them to do so. Note this diﬀers from active mode
vi

This is very easy to write, and believe, for it works. But underlying is a complex system, which is again
exposed under certain conditions (hard driving, higher order dispersion, exotic regimes e.g. NDR,
optical feedback) in which optical/electronic character character of the device cannot be ignored.
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locking, where it shapes the light in the time domain to form a train of pulses; here,
to some extent, the modes are free to organise their own phase relationship, and it is
instead better to think of the process in the frequency domain.
This has been demonstrated both in THz[244, 329, 330] and mid-IR[80, 245] QCLs,
and has been shown to improve the comb coherence and stability without perturbing the
state[191] (also Chapter 4). Further, the free spectral range can be tuned, the spectrum
broadened, and a host of other phenomena have been observed[47, 48, 331]. Locking
at twice the repetition rate has also been demonstrated[332], and we can perhaps look
forward to locking at triple or even quadruple the repetition are in the coming years.

Figure 7.9.: (a) The comb is modulated at fmod
and the beat detected optically
on a QWIP, the photocurrent measured on a spectrum analyser. (b) The
free running beat note has a sub-kHz linewidth. When suﬃciently close,
the injected tone pulls the free running beat, visible as sidebands at ±n .
When locked, the beat width collapses to that of the injected carrier, [and
the power also increases]. (c) Map, with vertical slices RF spectra (as in
(b)), and horizontal the detuning, in this case for a source output power of
+25 dBm. The locking range, where the pulling sidebands vanish and the
beat width collapses, is indicated. p
(d) Locking range vs microwave source
output power. The curve follows a P , as predicted by Adler.
As a first characterisation, we measure the beat note detected optically on a fast
QWIP when the laser is injected with a stable RF tone in the vicinity of the repetition
rate (Fig. 7.9 (a)). Optical detection is preferred for quantitative analysis (though no
serious analysis is done here), since (a) if RF chain and detector are well characterised,
the beat power can be properly related to the optical power in real units; (b) pickup,
reflections, and leakage of a strong injected signal can introduce intermodulation products if not careful, (especially with circulators at high injection powers), which can be
mitigated by good separation between source and measurement instrument. To observe
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the locking behaviour, the RF frequency is adjusted at a fixed output power from far towards, through, and away from the free running beat note in steps, and the RF spectrum
observed on the QWIP recorded. This forms a map. Then, the sweep is repeated for
diﬀerent injection powers. Note that there will be dissipation which, especially at higher
powers, will cause noticeable heating. If frequency response is flat, then the eﬀect can
characterised by tuning far from resonance and observing the change of beat frequency
with injected power, which can then be compared to heatsink curves not far from the
operating point.
We show one such map in Fig. 7.9 (c) for 25 dBm power, with key features highlighted.
When the injected signal is close to the free running beat, the free running is observed
to be pulled in, with accompanying pulling sidebands springing up. The BN undergoes a
periodic oscillatory motion, which becomes increasingly aharmonic the closer it is pulled
in. Note that the sidebands are stronger on the free running side. At some point, the
free running beat pulled completely into lock with injected tone, the linewidth collapsing
to that of the local oscillator (sub-Hz), accompanied by a precipitous drop in the noise
level at low frequencyvii It will then track injected signal with a phase shift that depends
on the free running frequency diﬀerence.
The beat is dragged until it again unlocks. This span is the locking range flock ,
and in (d) we plot the locking range as a function of the nominal injection power, i.e.
output of the RF source. Is found to be very well behaved, i.e. it follows the square root
dependence on the power predicted by the Adler formula. The maximum locking range
is shown to be 40 kHz for an injection power of 25 dBm, indicating a horrible coupling
eﬃciency. By now, locking ranges exceeding megahertz have been demonstrated for
mid-IR devices with proper matching.
We next observe the locking process optically. The initial goal was to measure the optical sideband strengths/linewidths to quantify the injection eﬃciency and gain response,
and to verify the expected linewidth reduction; this was long before the anticorrelation
was known[36], and nowadays one would know to expect otherwise! Due to a combination
of an unfortunate coincidence of the DFB and the spectral gap and a poor detector noise
floor, the measurement quality was insuﬃcient to determine the sidemode strengths with
great accuracy. A spectral filter was not considered.
Setup is in Fig. 7.10(a), where the modulated QCL comb is combined with the DFB
emission on a beam splitter, and they are shined together onto a fast MCT, a spectrum
analyser recording the heterodyne beat. This allows far superior resolution, limited by
the heterodyne linewidth, and, in principle, signal to noise, compared to a similar FTIR
measurement for a given integration time. Optical signals are shown schematically in
(b). As before, injection frequency stepped through locking range, but this time with
the optical spectrum recorded.
A map is shown in (c), with the white dashed lines the predicted first order sideband
frequencies for the detuning (free running), as a guide for the eye. As can be seen over
vii

In our experience, the low frequency noise read directly from bias line gives a good indication of
whether the device is locked. Pulling peaks, visible at the detuning f , will collapse to zero, and
the DC-20 MHz noise floor drop.
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Figure 7.10.: (a) A DFB lasing close to one tooth of the modulated comb is used for
heteodyne detection of the line and sidebands. The beats are measured on
a spectrum analyser. (b) Relevant optical frequencies. (c) A map of the
recorded beats as the injection is detuned from frep . The highlighed region
shows where the repetition rate is locked, the line shifting by 60 MHz for a
[30 kHz] change in injection frequency. The white dotted line is [something].
(d) Cuts at diﬀerent injection detunings. The sidebands are just visible in
the first two frames. When close to the locking range (-0.12 MHz), the
lineshape is severely distorted. (e) Linewidth vs detuning by Gaussian fit.
Outside but close to locking this is a poor fit, but important comparison is
rather the locked (orange squares) and the median line.

narrow range ⇠ ±30 kHz detuning, the optical line is pulled a full 60 MHz, expected for
mode index of order 4800.
In (d) we show some particular slices. The recorded beat will be convoluted lineshape
of the comb tooth and DFB line, where, if the DFB linewidth (at full scale) is significantly lower than Fabry-Perot, we can the spectrum treat as faithful reproduction of
QCL lineshape. In general, a DFBs driven with the same equipment under the same
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conditions will show a much narrower linewidth. Note the asymmetry of the lineshape.
This is not understood, but it is a constant across the dataset. Ignore this for now. At
large detunings, sidebands can be seen either side of the tooth, which move closer and are
amplified as the detuning is reduced. Close to locking range, lineshape significantly distorted (50 MHz FWHM), the spectrum almost flat-top. Once locked, the shape becomes
symmetrical.
In (e), we then track the linewidth vs the frequency detuning, estimated by Gaussian
fit. Many more points were measured than presented (over about 160 MHz detuning)
and the median line originates from these measurement, where the linewidth should not
be perturbed. When in the pulling range, and the lineshape obviously distorted, the
linewidth is shown to increase. Once locked (orange squares), the linewidth reduces.
However, it is 50% larger than for free running for large detunings! Of course, we now
understand that this can be traced back to the anticorrelation in the noise in fceo and
frep [36], where in free running the contributions partially cancel one another leading to
a narrower linewidth. By locking one to an independent source, this cancellation is lost,
and the oﬀset frequency noise is fully expressed.

7.2.4. Injection locking at half frep
Sample: EV2429B1 21NU HR
Aside from being curiousity, subharmonic injection locking is useful e.g. to lock at
high repetition rates where such sources are not readily available, and hence also potentially way to generate quiet sources at those freqs. In electronic system, 1/n locking
was demonstrated in [333] - underlying mechanism was nth harmonic produced currentvoltage nonlinearity and amplified by in-loop gain. Optical system, was observed in [334]
- multi-section cavity, back section configured as electroabsorption modulator. They explain possible by solution where one pulse forms on leading edge and other at falling
edge of loss modulation response (two edges per modulation period period). Another
interesting example is laser with optical feedback, where external cavity can enhance the
response at higher harmonics[335].
We found, by a chance observation while undertaking an experiment which required
the laser to be modulated at slightly less than half the repetition rate, that frep can also
be locked in QCLs by injecting at frep /2. What’s more, it appeared, at least for those
susceptible lasers, to show a similar or better locking bandwidth for a given power when
compared to injecting at the fundamental, which is not the expected behaviour. This
could in some cases be attributed to a better RF coupling eﬃciency at lower frequencies,
where the fundamental is above the packaging cutoﬀ. But not in all (e.g. the 6 mm
device we show here). Though the data are insuﬃcient to make any claims, we show a
partial characterisation of the eﬀect.
We propose the mechanism in Fig. 7.11 (a)-(c). The gain is modulated at ±(frep
f )/2, generating sidebands. By some mechanism, sidebands also appear ±(fr + f )
(as opposed to ± f , which could not produce locking). Two options come to mind.
The first is four-wave mixing, with an example nondegenerate route ⌫2 + (⌫1 + fm ) =
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Figure 7.11.: Proposed mechanism for 12 frep injection locking. (a) The comb is modulated
at ⌦ = (frep
f )/2, generating sidebands at ±⌦. Second order sidebands
at ± f also appear. (b) These could for example be generated by degenerate four-wave mixing, with two first order sideband photons (±⌦) and one
from a primary line ⌫n , leading to sidebands at ⌫n ± 2⌦. (c) These would
lie within the cavity resonance, leading to net amplification. If
within
the locking range, then the comb will lock. Note the locking range itself
would in this case depend on due to the amplification.
(⌫2
fm ), where ⌫2 = ⌫1 + fr and fm = 12 (fr
f ). This is expected
f ) + (⌫2
to be eﬃcient, since the modes are already locked and therefore automatically phase
matched. Furthermore, some energy can be transferred from main lines to the sidebands, i.e. parameteric amplification. The second is simply by nonlinearity in the IV,
i.e. a rectification response, either through the contact, or gain compression. With a
rectification measurement[182] below threshold, these contributions could be separated
out, the latter not playing a role not playing a role in the absence of light. In principle,
a compression should be visible directly on the L-I, provided it is measured with pulses
suﬃciently short that the thermal compression is negligible. Combined with the in-loop
gain, in our case regenerative gain within the cavity resonance, this is the explanation
in [333]. This would apply to any sidebands in within cavity resonance, and conversely
not outside (e.g. the original half frep tones). In fact, regenerative gain was proposed
explanation in [245] for sideband amplification at frep
Regenerative gain will will go approximately as[44]:
g(!) =

1

1 R
G iG⌧rt !

(7.17)

where R = R1 R2 ⇡ 0.27 for HR-bare, and G is the round-trip gain, which, when lasing,
1 at resonance. R taken to be 0.27 (HR-bare). This is plotted in (c).
The setup is similar to Fig. 7.10 (a), with the spectrum analyser replaced with an
oscilloscope and low-pass filter, and the signal variance taken to be the beat power.
An SNR advantage comes from the MCT detector used (liquid nitrogen cooled, rather
than Peliter; nower noise floor) rather than the acquisition method, which ought be
inferior to that obtainable by spectrum analyser, and that measured by higher frequency
G
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heterodyne; cutoﬀ was too low to attempt this type of measurement. The comb is
modulated at frequency detuned from half repetition rate at some fixed power, and the
DFB swept across to measure the laser optical spectrum. Amplitude and frequency of
the DFB are pre-calibrated by thermopile and FTIR measurements, and the frequency
axis slightly recalibrated post-measurement to the measured comb repetition rate.

Figure 7.12.: Top: Measured spectrum by heterodyning against a DFB, where the DFB is
tuned by current. Right zoom: first order sidebands. These appear around
35 dB below their respective peaks. Left zoom: first primary peak, showing
the second order sidebands.
One such sweep is shown in Fig. 7.12, where an RF tone at just less than half the
repetition rate was injected with source output power 25 dBm. Sidebands at the halfrepetition rate are clearly visible, 35-40 dB below the peaks. The modulation is very weak,
even at high injection powers, indicating a poor modulation depth/coupling eﬃciency.
Positive and negative sidebands are observed to carry almost the same power.
Assuming mostly amplitude modulation (expected for higher injection frequencies),
then we would expect second order sidebands from an I-V nonlinearity to be weaker still.
Yet, sidebands of strength comparable to the fr ep modulation are observed about each
measured tooth. While diﬃcult to be precise owing to the measurement method, we
verified their separation to be about 2 f , i.e. f from each tooth.
We sweep the detuning through the half repetition rate, and estimate the first and
second order sideband levels for each. The lineshapes are not clean, and it is all but
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Figure 7.13.: Estimated sideband level as a function of the (estimated) RF detuning
(red). Pink triangles are those where the sidebands are mixed in with the
main lobe, meaning there is some (diﬃcult to quantify) ambiguity in the
peak value. The horizontal blue dotted line is the noise floor, and the black
curve calculated by Eqn. 7.17.
impossible to make a meaningful fit to the data. Estimates are therefore made by judgement, and, while eﬀort was made to reduce confirmation bias (viewed in random orderviii ),
subjective points are indicated in light pink. With the caveat noted, the sidebands do
appear to follow the trend predicted for regenerative gain (Eqn.7.17).
A clear weakness in the setup was that the full comb spectrum of > 350 lines was
detected, while the DFB could only scan 4-5 lines. Most of the power landing on the
detector was then useless. A grating filter could then significantly improve the signal
to noise of the measurement. Moreover, those particular accessible lines also happened
among the weakest, bordering a spectral hole; therefore, another sample ought have been
characterised.
We finally note that other fractional locks (/3, /4, etc., also 3/2) could not be observed.
Admittedly, their locking bandwidths are expected to be smaller than the the fundamental or harmonics, but the tuning was smooth and fine, yet pulling sidebands were never
observed on the beat note. Either FWM or electronic/electro-optic nonlinearity would
suﬀer a lower conversion eﬃciency at higher orders.

viii

A nightmare for tabulation...
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Chapter 8

Conclusions and outlook
QCL combs are unusual in that, while a lot remained to be understood, they were immediately useful. Much of the work now is engaged with improving the properties of the comb
much in parallel with the QCL, roughly along the following frontiers,: threshold/wallplug
eﬃciency, output power, optical bandwidth, electronic modulational bandwidth, stability, and waveform. In this regard, the school of thought has barely shifted since combs
were first discovered in QCLs, with the general strategy being to provide a broad, flat
gain, by well engineered heterogeneous AR, and low but negative dispersion.
The body of this thesis has been concerned with the characterising the start-up behaviour and steady state emission, with the idea that, by understanding what the state
is and how you get there, the modelling can be improved to reflect the behaviour, and
therefore be used to further optimise the conditions for this state, or to predict new
states.
Specifically, the outcomes were as follows:
1. The switch-on dynamics were investigated, and it was found that the laser does
not reach its steady state until after thousands of round-trips (500 µs). While
the thermal chirp plays a part, the spectral dynamics are mostly governed by the
dispersion and the balancing eﬀect of FWM.
2. Phase measurements were made with SWIFTS, which allowed us to see the comb
state. In a Fabry-Perot device, we found the linear chirp behaviour, which was
unexpected at the time. In the ring lasers, we found states which were altogether
diﬀerent from those seen before in Fabry-Perot lasers, the first of which showed a
significant amplitude modulation, and the second which showed a soliton riding on
a stronger background.
3. Having a mostly quadratic phase, the Fabry-Perot emission was amenable to standard pulse compression techniques. A proof of concept experiment was built using
a Martinez-Stetcher, and we were able to demonstrate some degree of compression
from 134 ps ⇠CW to a train of pulses of width ⇠12 ps, and a tenfold increase in
peak to amplitude ratio to > 40.
4. The timing jitter was also characterised, producing numbers which could then be
compared to others in the ultrafast literature. We find a pulse-to-pulse timing jitter
of 2.0 fs and integrated timing jitter (20 kHz-100 MHz) of 335 fs. Moreover, with
RF injection locking, the long term beat linewidth could be reduced to the stability
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of the RF source. We further demonstrate locking at frep by injecting with a signal
at frep /2.
5. We also found that the state of the comb could be controlled with controlled optical
feedback. A repetition rate tuning of 150 MHz was shown, and in addition harmonic
states up to order m = 5 were induced. Spectra were also found which quite
resembled the soliton state of the ring laser.
The holy grail is the self-referenced comb, which requires an octave spanning spectrum.
The discovery of the linear chirped state fits snugly into the quest for two reasons. By
understanding the state, with models now better agreeing with measurement, can think
about how to optimise the laser design to promote the chirp over larger bandwidths and
flatter group delay. By itself, this will unlikely span an octave any time soon without a
considerable. The more important factor for the immediate future is the compressability.
With suﬃciently high peak power, then a broad supercontinuum would result when
propagated over a short length of nonlinear fibre. Amplified, filtered ring solitons may
provide an alternative yet.
While the ring for now remains a relatively narrowband comb source, it might be able
to catch up with the Fabry-Perot combs. Ignoring the solitons, playing with the higher
order dispersion has yielded broader, octave spanning states through e.g. Cherenkov
dispersive waves in microresonator combs. For example, it has been suggested to have
zero crossings of Dint to extend to supercontinuua via dispersive waves, like poles holding
up a tent. Unlike the glass microresonators, this strategy can only go as far the gain
bandwidth.
Once directly octave spanning, QCL combs will realise their full potential. The gain as
all the ingredients to do the full self-referencing internally. Developments in eﬃciency[336]
will allow much of the periphery to be removed, with batteries in place of power supplied,
cooling unnecessary. Only an electronic stabilisation loop would be required. This means
that one day, the QCL platform could provide the first self-referenced frequency comb
that fits in the pocket.

184

Appendix A

Contributions
The work spans chapters 3-8 (Ignititon, Chirp, Pulses, Ring, Misc)
Many devices were used throughout this work, each requiring eﬀort for the diﬀerent
design aspects (active, waveguide, etc.), fabrication, through to mounting. Listed by
quarter:
1. EV2146A - processed and coated (HR, GTI) by Dr. Gustavo Villares
2. EV2429B - processed and coated (HR) by Dr. Pierre Jouy
3. EV1527D - waveguide designed by Dr. Yves Bidaux and processed by Dr. Filippos
Kapsalidis
4. EV2393 - processed by Dr. Filippos Kapsalidis
5. EV2394A - all devices specified and processed by Dr. Bo Meng
All growths were performed by Dr. Mattias Beck, and regrowths by Dr. Emilio Gini.
People: GV (Dr. Gustavo Villares), BM (Dr. Bo Meng)
1. Ignition - Dr. Martin J. Süess initiated the project, and conducted the first boxcar
measurement on a comb device, accompanied by me. Light-current-voltage, gain,
and dispersion curves were performed long before by GV. The analysis I did, and
subsequent measurements and analyses were mine. The main presented device was
1, though 324 were also all measured.
2. Chirp - GV made some suggestions and gave guidance on the phase measurements
at the very beginning of the project. The main presented device was 2, with one
measurement also shown for the 4.5 µm device 3.
3. Pulses - device 2.
GV specified and procured the spatial light modulator, and Dmitry Kazakov expended quite some eﬀort in trying to make the project work.
4. Ring - this project was initiated by and is owned by BM. Most characterisation work
(LIV, spectra, beat note maps, dispersion) were performed by BM for both lasers
presented. In addition, BM performed the direct detection pulse measurement,
which I then analysed simply. My inputs were specifically for the demonstration of
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the switching by ramped currents; the multiheterodyne measurement for the first
ring; Dr. Johannes Hillbrand measured the presented filtered pulse, the filter itself
my construction.
5. Misc - feedback experiments were performed with devices2 (beat note control) and
4 (harmonic).
Otherwise, Prof. Jérôme Faist supervised and gave generous input to all projects.
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Appendix
B.1. FTIR/SWIFTS data treatment
Some useful references on phase correction of FTIR data: [337] [338]. [339] [340] [341]
[342] [343] [344] [345] [346] [347] [348]

B.1.1. Windows
Two functions f and g are orthogonal when their inner products are zero. If we consider
a pair of cosines over the finite interval 0, T :
(
Z T
= 0,
!T = 2n⇡
cos(!1 t) cos(!1 + !t)dx
(B.1)
> 0, otherwise
0
Since the Fourier transform decomposes into an orthogonal basis set over the same
interval, < .. >> 0 implies that there will be a correlation or cross talk between !1
and !1 + !. This is called spectral leakage, and in the Fourier domain appears as a
series of sidelobes about the carrier. For spectroscopy, this will aﬀect the accuracy of
the measurement, and in particular the modal amplitude/phase if measuring the source
itself.
The strength of these sidelobes can be controlled by multiplying the signal with a
tapering/window function. Spectrally, this is a convolution between the original and
tapering function’s spectrum, which inevitably leads to a trade-oﬀ between sideband
strength and eﬀective resolution. Some examples of windows and their corresponding
spectra are shown in Fig. B.1. The rectangular window simply states that the measurement is finite, and is equivalent to doing nothing. It has the best frequency resolution
(⇠ 1/T ) and the worst sidelobe ratio ( 13 dB in power, or 6.5 dB as plotted), rolling
oﬀ slowly at 6 dB/octave. Those with a smoother decay and narrower waist will tend
to have a wider main lobe in frequency (poorer resolution) but a larger sideband ratio
and/or faster roll-oﬀ. The Blackman-Harris is a good example, as, within 4 frequency
bins (at resolution), the sideband ratio is > 40 dB (80 dB). If the drop in resolution
can be aﬀorded (e.g. interferogram with many satellites), interference between adjacent
tones can be eliminated.
In the context of FTIR, interferograms are often asymmetric, with a short part for
negative delays, used to estimate the phase error (encoded in the asymmetry), and a
much longer for positive delays, which dictates the resolution. This is economical way to
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Figure B.1.: (a) Four examples of common symmetric windows (Rect=Rectangular,
Tri=Triangular, Hann=Hanning (raised cosine), BH=Blackman-Harris. (b)
Corresponding spectra, taken as 10 log10 |FFT{w(x)}, where each window
has been normalised to contain the same energy. Note the factor of two is
simply because the Fourier transform of interferograms is the power spectrum directly, i.e. there is no squaring. The minima for the rectangular and
triangular windows are true zeros.

Figure B.2.: (a) An asymmetric window (Mertz in this case) can be decomposed into its
odd and even components. (b) 10 log10 FFT{..} of the components and the
whole (blue, dashed). Spectra are computed for a Mertz window with the
upwards ramp about 7.6 % the downwards, a typical, leaning generous, ratio
(those plotted in (a) show about 20 %).
maximise resolution for given travel length, since by nature an interferogram should be
symmetrical about zero, with no information gained by measuring both sides.
There are many options for dealing with such data. A symmetric interferogram may
be constructed, for example, by flipping the original about zero and carefully averaging.
In this way, conventional symmetric windows can be applied, but note that the noise
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between the two halves does then become correlated; phase correction must be applied
prior, otherwise artefacts may result.
Asymmetric windows, such as that suggested by Mertz[349], can also be applied. These
windows will necessarily have both odd and even components, into which they can be
decomposed by we (x) = 12 [w(x) + w( x)] and wo (x) = 12 [w(x) w( x)], and their
spectra will be a linear superposition of We (!) and Wo (!). An example is plotted in
Fig. B.2 (a) for a Mertz window with ramp.
Clearly, the total spectrum in (b) shows a very long-range spread, which is unwanted.
This can be understood in two ways: the short ramp acts as a second triangle with its
own slow sidelobes (nulls appearing at the inverse ratio of the two lengths); or by noting
the gradient and sharp discontinuities in the gradient in the odd interferogram (even also
has, but less severe).
This would seem to be a problem. But it must be remembered that the odd component
contibutes to the imaginary (sine) part of the spectrum, while the even the real (cosine)
part. In fact then, according to (b), the resulting sidelobe ratios are in fact almost
equivalent to those of the double-sided triangular window, so long as the real part is
taken. Phase correction is then absolutely necessary!
To assess the leakage/window choice, or gauge e.g. whether a questionable tone is
signal or leakage, it is often faster to compute FFT{w(⌧ )cos(2⇡⌫⌧ )} for some peak ⌫ and
compare directly than to hypothesise.
We finally note that there is one special case in which the rectangular window (Eqn. B.1)
performs optimally:
!T = n2⇡
(B.2)
If we take ! to be the repetition rate of a comb, then the rectangular window leads
to no sideband interference between the adjacent modes. The same can be said for the
triangular window for n4⇡ (which goes as sinc2 (t/2T ) vs sinc(t/T ))i . Both nulls, which
are true zeros, can be seen in Fig. B.1 (b). Counter-intuitively, this can mean cutting
some of the signal for a more accurate result, if cross-talk rather than signal-to-noise is
the main impairment. Otherwise, we must simply accept some degree of cross-talk.
Note when computing the spectrum, the natural FFT bins will almost never naturally
align to the signal frequency components, unless measuring e.g. a zero oﬀset comb. This is
usually compensated for by zero padding, which is fully equivalent to (sinc) interpolating
in the frequency domain. It does not aﬀect orthogonality, since zeros do not contribute
to the sum. Inevitably, if the bins are poorly aligned to the signal then the result will
appear unattractive, but this is superficial. For plottability (or potentially real-time
applications), frequency shifting via e.g. Hilbert can be an option, but numerically there
is usually no advantage over zero padding.
For fitting, the following untested alternative cost function is proposed:
i

Note that the rectangular window will produce an alternating phase sign at each lobe, while the
triangular will always be positive
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C(L, f0 , fr )|{n}

k=L
1 X X
= 2
I[k]e
L n

2
i(2⇡(f0 +(n+0.5)r )k ⌧

(B.3)

k=0

Should be very sensitive. Possible extension for zero index/phase spectrum. Residual
or failure to converge could indicate error in assumption, i.e. non-comb state, or as has
maybe been observed, grouped subcombs.

B.1.2. Phase error
ZPD error severe (if not using lightswitch):
err

(B.4)

= (!0 + n!rep )⌧err

Implying a GDD error of ⌧err /!rep . An 50 HeNe wavelength error, for example, would
lead to an GDD error exceeding 1.1 ps2 .

Phase errors in SWIFTS
In the derivation below, the complex conjugate has been explicitly written out, and
there are no attempts to be clever. The hope is that any confusion about which peaks
to choose, and how to e.g. cancel the ZPD error, are removed.
Rules: n is a positive integer. All frequencies are defined to be positive. (our basis set
is {!n }, so stick strictly to n)
E(t) = E+ (t) + E (t) =

X

An ei!n t

(B.5)

n

Detected:

(E(t)+E(t+(⌧ ))2 = E+ (t)E+ (t+⌧ )+E+ (t)E (t+⌧ )+E (t)E+ (t+⌧ )+E (t)E (t+⌧ )
(B.6)
Retain only the cross terms.
=

XX
n

An A⇤m ei(!n

!m )t i!n ⌧

e

+ A⇤n Am ei(!m

!n )t

e

i!n ⌧
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m

Assume for simplicity !n !m ⇡ ⌦, the demodulation frequency. Demodulation
i⌦t
m)
amounts to multiplication by cos(⌦t + m ) = 12 (ei(⌦t+ m )+e
) (X) and sin(⌦t + m ) =
i⌦t
m)
1
i(⌦t+
)
e
m
) (Y). m is a fixed arbitrary phase linking the demodulator and
2i (e
the laser locality.
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B.1. FTIR/SWIFTS data treatment

Figure B.3.: (a) The ZPD has been wrongly been guessed incorrectly by T , i.e. the time
axis is wrong. (b) This leads to the fringe errors in the SWIFTS phases
! T for C = X iY and +! T for C+ = X + iY . (c) Simulated
SWIFTS phases for the full treatment chain (i.e. not computed directly
from expression). Ground truth is the randomly generated starting point.
Top (red) shows the !T tilt error. The middle shows a form of correction
by adding the one a phase to its conjugate and halving. This will only
approach the correct value for a smooth phase curve. Bottom shows the two
(equivalent) correct ways to eliminate the T error, which both converge to
the ground truth.

x(⌧ ) =

1 XX
An A⇤m ei!n ⌧ [ei(!n
2 n m

!m +⌦)t

+ ei(!n

A⇤n Am e

i!n ⌧

!m ⌦)t

[ei(!n

]+

!m +⌦)t

+ ei(!n

!m ⌦)t

] (B.8)
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y(⌧ ) =

1 XX
An A⇤m ei!n ⌧ [ei(!n
2i n m

!m +⌦)t

ei(!n

A⇤n Am e

i!n ⌧

!m ⌦)t

[ei(!m

]+

!n +⌦)t

ei(!m

!n ⌦)t
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Assume the averaging time is long (or a narrow-band low pass filter). Then, remembering positive frequencies only, the only terms which survive are those are zero frequency,
i.e. !n !m +⌦ =) m = n+1, !n !m ⌦ =) m = n 1, !m !n +⌦ =) m = n 1,
and !m !n ⌦ =) m = n + 1. Hence, retaining only those m terms in the sum:
x(⌧ ) =

y(⌧ ) =

1X
An ei!n ⌧ [A⇤n+1 + A⇤n
2 n

1 XX
An ei!n ⌧ [A⇤n+1
2i n m

A⇤ n

1]

+ A⇤n e

1] + A⇤n e

i!n ⌧

i!n ⌧

[An

[A⇤n

A⇤ n + 1]

1

Both are real. Then form c+ (⌧ ) = x(⌧ ) + iy(⌧ ), c (⌧ ) = x(⌧ )

(B.10)
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iy(⌧ ):

c+ (⌧ )
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1X
An ei!n ⌧ A⇤n+1
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The phase error can be added at this stage. Only the ZPD error is considered, since
this is (at least for the MIR, where spectra are narrow compared to an octave) by far
t
the most common error. This is equivalent to t
+ t. Adding this and taking FT:

C+ (!) =

1X
An A⇤n+1 ei
2 n

C (!) =

1X
An A⇤n
2 n

1e

t!n

(!

!n ) + A⇤n An

(! +

n )e

!n Deltat

(B.14)

i t!n

(!

!n ) + A⇤n An+1 (! +

n )e

!n Deltat

(B.15)

1

Some lines then depicted in the figure. From there, we can see how to remove the ZPD
error. Write phase of line !n in discrete spectrum C+/ as [n] There are a few options.
First seen discussed is
[n] + [ n] = ( n
n 1 !n T ) + ( n+1
n + !n T ) =
n 1.
n+1
While indeed the T is removed, halving this number would only be correct assuming
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a smooth phase function. Zwar, it will tend to smooth oscillations or jumps.
A second option is to take
[n] +
[ (n 1)] = ( n
n 1 + !n T ) + ( n
!
DeltaT
)
=
2(
)
+
(!
!
)
T
,
i.e.
leaving
a constant and
n 1
n 1
n
n 1
n
n 1
inconsequential phase shift of !r T .
The third is to combine the two spectra, which gives the added bonus of additional
averaging, since the noise in each channel can be assumed ⇠uncorrelated. This goes as
[!n ]
+ [!n 1 ] = ( n
n 1 +!n T ) ( n 1
n +!n 1 T ) = 2( n
n 1 )+!n T .
Results for the 3 applied to a simulated SWIFTS (supergauss, random phases) is shown
in the Figure.
Note that to correctly average phase, vectors should be summed, since (a) the noise
remains additive, (b) the discontinuities require no special handling (classic example:
average +⇡ " and ⇡ + ").
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B.2.1. EV2146A B25
LIV

Figure B.4.: (a) Estimating the operating point of the QCL in pulsed. Top: device resistance measured at five currents in CW (overlaid). Bottom: the intersection
of the load line (solid) with the I = I line gives the operating point. Pulse
peak -37.1 V corresponds to a peak current of about 1.16 A, ignoring parasitics. (b) Threshold vs heatsink temperature at CW and pulsed, 10 % duty
cycle, the same as for the main experiment. Fits give a slope of 7.68 mA/K
for CW and 2.84 mA/K for pulsed, 10% duty cycle. The diﬀerence between the two curves at the operating point can be used to estimate the
pre-thermalisation (or initial) diﬀerence in inversion.
The peak current was not measured at the time of the boxcar spectra were taken, nor
before the device’s death some weeks after. We therefore estimate the value using the
CW characterisation.
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Ignoring all parasitics, the current after the initial transient will be given then by
2Vp /(RL (I) + 50), where 50 will be the output impedance of the pulser, matched to the
BNC. We obtain the curve in Fig. B.4(a), bottom, the solution for Vp =-37.1V being the
intersection of the left term and the line I = I, which is 1.16 A.
As described in the main text, we estimate the excess population directly after the
pulse injection by comparing the thresholds for diﬀerent heatsink temperatures, a useful
characterisation, as it depends approximately only on the duty cycle and not the pulse
width. Two sets of points and their fits are plotted in B.4 (b), with slopes reported in
the caption. The diﬀerence between these curves - 371 mA for the -10 C setpoint for our
experiment - is then directly related to the inversion diﬀerence, and hence any related
quantities such as the dispersion.
Gain, dispersion

Figure B.5.: Gain spectra measured by Hakki-Paoli at -20 C for a 1 mm cleaved device,
CW.

B.2.2. Maxwell-Bloch simulation
To illustrate the expected behaviour, the Maxwell-Bloch equations from the previous
chapter were solved for a set of parameters appropriate for a mid-IR QCL, and the
mode amplitudes and net gain are shown in Fig. B.7 The device is pumped 20% above
threshold. A rapid departure from the clean gain shape in the spectrum reflects coherent
interactions, which occur as soon as the device approaches saturation.
Between the start-up and around 15 ns, the spectrum in (c) shows a characteristic
narrowing due to the finite gain bandwidth. Thereafter, while the total lasing power is
conserved, the mode amplitudes are observed move continuously. This exchange of power
can be seen either as mode competition with many participants and no clear victor, or
- equivalently - a coherent four-wave mixing interaction. While this simulation does not
converge for the parameters used, in reality the modes would be expected to slowly lock.
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Figure B.6.: Example sub-threshold measurement of the GVD, taken at 530 mA. Top is
round-trip phase, with quadratic and quartic fits indicated by the dashed and
dotted lines, respectively. Bottom is @ RT /@!/L. Non-grey area indicates
where above-threshold lasing was observed. (b) Coeﬃcients for d2 RT /d! 2 ,
as extracted at five diﬀerent currents.

B.2.3. Spectra and mode tracking
Sometimes a tricky business, especially when modes switching oﬀ or appearing. Propose
a grid based approach, where the grid parameters track the modal evolution. So long as
modes do not move more than half FSR per step, found to be quite robust.
To track the spectral peaks, we perform an iterative 3 step process which we find to
be robust to noise. In the first step, we identify a natural grid by taking the forward
complex Fourier transform of the spectrum and filtering to include only the positive
rotating component corresponding to the approximate mode spacing. The choice of
bandwidth is a trade-oﬀ between the feature granularity and noise acceptance. Taking
the inverse Fourier transform then yields a phasor who rotates according to the oscillating
part of the spectral envelope. Applying linear fits around the zero crossings then allows
the peak locations to be determined with precision. We note in hindsight that this is
largely equivalent to the fringe method for estimating dispersion developed in [157].
By choosing a narrow bandwidth, the procedure is robust to noise, while capturing
the slow changes in the mode spacing. We then follow this with a simple peak search
in the neighbourhood of those crossings to improve granularity, a quadratic fit - a good
approximation for the tip of a Gaussian - giving the final peak position. This is repeated
for all spectra.
Finally, a mode which survives the entire pulse is chosen, and the tracked by least
distance from frame to frame. Each mode can then be assigned a unique index, referenced
to this one. As an extension, Alpha-beta filtering, i.e. the lowest order estimatorcorrector model, could then be used as a possible extension to improve accuracy in the
frequency estimate.
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Figure B.7.: Maxwell-Bloch sim [parameters], 401 modes. (a) Spectrum evolving over
first 1.35 ns, and (b) increasingly saturated gain. (c) spectrum over first
130 ns, each slice normalised to the maximum for visual clarity. There is
no locking for the parameters chosen, and power is continuously exchanged
between the modes.

B.2.4. Coherence estimate: noise, chirp, and bandwidth
Care must be taken in interpreting the interferogram envelope in terms of coherence.
As described in the main body, the coherence is estimated by fitting the satellite peaks
(4 points for this laser/resolution) to an exponential. Since the measurements are unaveraged (single shot per point), there is considerable high frequency noise and spurs
in the signal. We therefore bandpass the interferograms about the optical bandwidth,
and rather than taking the peak values, we fit a short section of the satellite envelopes
(positive and negated negative peaks) to a parabola, which adds a degree of robustness
to the value.
We briefly discuss below two non-intrinsic factors which will aﬀect the fit: the noise/resolution,
which determine the sensitivity; and the laser’s thermal chirp, the interferometer response, and the detector bandwidth or integration time, which form a systematic eﬀect
which leads to an apparent loss of coherence.
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Figure B.8.: Peak finding. The procedure amounts to applying a bandpass filter about
the average free spectral range to the Hilbert transformed spectrum, and
identifying the zero phase crossings.
Noise and resolution
We here attempt to establish what are the lower and upper bounds of coherence length
that can be measured for a given signal to noise and resolution. To pick a tolerance, we
define the limit as maximum coherence length we can gauge with fractional error of 0.5.
There are of course diﬀerent ways to estimate the quantity from the interferograms, and
even within a method, the choice of parameters and constraints will have an impact. We
fix these to what was used in the main body.
The noise level can be estimated by the residual, the out of band noise (spectrum), or
detrending the satellite peaks, assuming smooth. We choose the latter, since the noise
level has delay dependence, and since we fit the satellites, there is no longer a simple
relationship between the noise level estimated by those two methods and the noise in the
estimate. We estimate for , relative to 1, and SNR: Centreburst: 2.99E-3, 25.2 dB; Sat
1: 3.86E-3, 23.8 dB; Sat 2: 6.10E-3, 21.7 dB; Sat 3: 8.20E-3, 20.4 dB.
After scaling the interferograms to the centreburst level, satellite peaks are fit to:
I(z) = Ae

z/Lcoh

(B.16)

with the constraints 0.99 < A < 1.01, which is about 10 in worst case; and 0.0001 <
Lcoh < 1000.
We then sweep the coherence length Lcoh , and look at the fit consistency for our
resolution and noise. For each Lcoh , 1000 sets of 4 satellite peaks are randomly generated,
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Figure B.9.: (a) Left: examples of noise corrupted interferograms for a short and long
coherence length (parameters chosen for illustration only). Right: satellite
peaks, for a signal to noise of 10, additive white Gaussian noise. Note the
asymmetry of the bands for the short coherence length, when peak is buried.
The noise may bias the estimate. (b) Fractional error for the lower and
upper bounds as a function of the the swept coherence length when fitting
to a decaying exponential to the satellite peaks, as in (a), for 1000 simulated
experiments each step. An excursion of 12.9 cm and pessimistic SNR of 100
post filtering at the centreburst, as in the experiment, are assumed. The
vertical dotted line at Lcoh =97.7 cm where the total fractional error reaches
50% on 5-95% expectation.

with same spacing as the FTIR measurements, amplitudes according to Eqn. B.16. Noise
on each drawn randomly from normal distribution, with = 0.01 for all satellites equally,
a slightly pessimistic view. We then fit each back to Eqn. B.16, obtaining a distribution,
which we cut at the usual 5/95%. The result is shown in Fig. B.9 (b), where the 0.5
ˆ )/Lcoh ) is found at around 97.7 cm in 90 % of experiments.
fractional error ((Lcoh Lcoh
An interesting feature is the apparent sweet spot at around Lcoh = 6.2 cm. A pair
of noisy interferograms is shown in Fig. B.9 with an equivalent noise level, along with
the spread in corresponding satellite peak estimates. Two diﬀerent problems are on
display. For the longer coherence length, the delay is insuﬃcient to determine the trend,
which would otherwise require a very low noise level, i.e. both the delay and noise level
determine the sensitivity. For the shorter coherence length, the trend is clear, i.e. the
fits will not be divergent, but there significant variation is to be expected. Should the
noise level increase further,
then the estimates for the satellite amplitudes will be, on
p
expectation, around / 2. Averaging would help.
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Figure B.10.: (a) When the current is high, the device heats and all modes down-chirp.
(b) Michelson interferometer, with a fast (GHz) detector at the output,
shown for a short and long path imbalance. (c) Transmisson curves for
hte two diﬀerent positions. The gradient @T /@! scales with ⌧ , i.e. it
becomes a more sensitive frequency to intensity converter. (d) Over short
intervals, as in the boxcar measurment, the thermal chirp will be linear.
To this, the interferometer will prove a sinusoidal intensity response of
frequency ⌧ @⌫/@t, where a longer delay will lead to a higher frequency
response. (e) The oscillatory response simulated for the chirp measured in
the main body (full optical bandwidth), assuming a detector bandwidth of
250 MHz, second order type low-pass response, and ⌧ at the 4th satellite.
Attenuation is only visible at the beginning of the pulse, where the chirp is
the fastest. (f) Fringe contrast found by just considering the RC response
|(1 + ir⌧ ⌧D ) 1 |. 220 MHz/ns refers to the peak chirp, at the beginning of
the pulse, and 32 MHz/ns after 1 µs. The change in contrast would lead
to an apparent drop in coherence.
Chirp and detector bandwidth
We know in as in Fig. B.10 (a) that a pulse driven laser will downchirp throughout the
pulse due to heating, with the fastest rate of chirp at the beginning of the pulse. When
the interferometer is unbalanced, it acts as a frequency discriminator. The chirp will
therefore lead to an oscillatory intensity response whose frequency will depend on the
chirp rate. In fact, with initial chirp rates in the hundreds of megahertz per nanosecond,
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this can easily approach the detection bandwidth for large path imbalances, leading to
a delay dependent attenuation. Equivalently, we can think of a phase rotation over a
certain integration time, where ⇡ would imply a complete wash-out. Either way, it mimics
a loss of coherence. Dispersion, and also its dynamics, can also play a role at significant
bandwidths, but we focus on quantifying the chirp eﬀect here, which is most.
The intensity at the output of the interferometer is:
I(td , ⌧ ) / |E(t) + E(t + ⌧ )|2

(B.17)

To assess the eﬀect, we compute B.17, taking for the electric field
E(t) =

X

An (t)ei

n (t)

(B.18)

n

where
n (t) = !n (0)t +

Z

t
0

E(t) =

!n (t0 ) +
| {z }

thermal chirp

X

Aq (t)ei

q

2⇡Dn (t0 )
| {z }

dispersion/pulling

Rt
q (t)= 0

dt0 !q (t0 )

+ ⇣n (t0 ) dt0
| {z }
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noise

(B.20)

where the phase integral is evaluated analytically using the fits made prior, and taking
k 00 as constant for any given delay time.
The dispersion is allowed to change, representing pulling and eventual locking due to
the Kerr. The noise term ⇣n is taken to be AWGN, and the integral therefore a random
walk driving the linewidth; the correlation coeﬃcient 0  ⇢n,m  1 would then express
the correlation between diﬀerent modes.
For a simple thermal response, we may write (dropping the term at t = 0, since this is
already included):
Z

t
0

!n (t0 )dt0 ⇡

!0,r e

t/⌧0,r

=

!0,r ⌧0,r (1

e

t/⌧0,r

)

(B.21)

where the subscript 0, r is for the oﬀset and FSR about the central mode, respectively.
The intensity arriving on the detector is then written:

|E(t) + E(t + ⌧ )|2 =

X
n

XX
n

|An (t + ⌧ )|2 +
An (t +

X
m

|Am (t)|2 +

⌧ )A⇤m (t)ei(!n (0) !m (0))t ei(

n (t+⌧ )

m (t))

+ c.c. (B.22)

m

since the detector will be slow compared to the repetition rate, we can drop all n 6= m,
leaving only slowly varying terms:

200

B.2. Ignition appendix

=
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n (t+⌧ )

n (t)

⌘

+ |An (t + ⌧ )|2

(B.23)

usually ⌧ is small enough that An (t) ⇡ An (t + ⌧ ).
We plot the simulated response for the first 200 ns of chirp, from the fits to the
measurement, in Fig. B.10 (e). The delay is centred about the fourth satellite peak. As
expected, there is a weak attenuation at the beginning of the signal.
We can simplify the analysis by considering only a linear chirp, approximately correct
over short time intervals. The transmission of the Michelson interferometer at some
relative path delay ⌧ :
1
[1 + cos(!⌧ )]
(B.24)
2
Therefore, a beam chirped at a constant rate r will induce a fringe pattern in time at
the frequency r⌧ /2⇡.ii . Depending then on the bandwidth of the detector, this chirp can
then lead to an apparent loss of contrast at longer delays, mimicking a loss of coherence.
The eﬀect is illustrated in B.10 (f), where we take a simple RC |(1+ir⌧ ⌧D ) 1 | type voltage
response for the detector, nominally 2.5 ns, and estimated chirp rates of 220 MHz/ns and
32 MHz/ns for the beginning and end of the pulse, respectively. The eﬀect is clear: the
early chirp response closely matches the exponential decay, whereas the latter more the
Gaussian broadening type.
The chirp can in principle be calibrated out. Note the phase response might also be
important at high frequency!
T (!) =

B.2.5. Mode spacing estimate and power law weighting
Fundamental modes in a Fabry-Perot cavity appear at spatial frequencies kq = q⇡/Lcav =
q k, where Lcav is the cavity length and q an integer index referenced to some zero index
q0 . In the presence of quadratic dispersion about some centre frequency !q0 = ckq0 ,
these are associated with optical frequencies
✓
◆
p
k0 ⇣
k
1 k k 00
00
02
!q =
1 ± 1 + 2k /k kq ⇡ q 0 1 q
(B.25)
k 00
k
2 k0 k0

where ! = k /k 0 = kc0 /ng is the free spectral range at !0 and k 00 is the group
velocity dispersion.
Modes which are weaker than about twice the noise floor at any one time are excluded,
and a (weak) weighting vector is applied according to the estimated uncertainty in the
mode position, found by a power law fit to the residual of a sliding exponential fit. As
the range in included intensities does not exceed 10 dB in general, the weighting is not
considered important.
ii

The frequency sensitivity goes as @T
= 12 ⌧ sin(!⌧ ), i.e., ignoring vibrations, the laser can be sensi@!
tively locked for some large ⌧ , if placed on the negative downward slope (!⌧ = 2⇡(q 1/4))
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Figure B.11.: (a) Frequency residual from exponential fit (chirp) as a function of mode
intensity (log-log), excluding the first 100 ns. Below 1 is noise. We fit
a power law aI b + c, which the data roughly follow. (b) The action of
the weighting is to de-emphasise the both the peaks, and the out of band
values. (c,d) Monte-Carlo distributions for the diﬀerent weightings at one
particular time instance, where ˆ (⌫) is the estimated deviation and P (⌫)
is the intensity.
Representing the second order derivative to a noisy quantity which is expected to be
very small, the value is easily swayed by outliers. We apply a bootsrapping procedure
(resampling with replacement) to identify the sensitivity of the fit to the selection of
points. We find that, even with the weak modes included, the overall trend is much the
same, with however a significantly broader distribution.
The precision in the estimate of the average mode spacing can be improved with the
distance between them by 1/N. We apply this principle in Fig. B.12 (d), comparing the
distance from the spectral mid-point to the red and blue extrema, with >100 modes
in-between. We determine that, at the start, the average FSR is smaller for the red
than the blue, i.e. anomalous dispersion, before converging towards the end. This simple
sanity check verifies the GVD trend shown in the main chapter.

B.2.6. Statistical behaviour
The measurement presented in the main body is an average. This means we cannot
easily tell, for example, the diﬀerence between a broadening and multiple narrower states
centred at diﬀerent positions across the average spectrum. We could consider (1) fully
deterministic behaviour, (2) there is always broadening, but it might be delayed with
some probability depending on the initial conditions; (3) there might be one or more
equivalent states that the laser passes through to reach the steady state, which on average
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Figure B.12.: Simple indication of dispersion. Average FSR ( f /N , where N is the
modal distance) as measured from the spectral mid-point to the blue and
red extrema. The band width indicates the number of points averaged for
each point, in this case 11. Bottom: the two diﬀerences are plotted, with
smooth curves overlaid. The blue has a higher FSR than the red to begin
with, indicating anomalous dispersion.
appears as a weak broadening.
We can test such hypotheses by performing spectral correlations. An obvious way to
do this to use some form of grating filter which allows the simultaneous observation of
some portions of the spectra. These can be recorded simultaneously, and the presence
or absence of signal at each of the detectors implies a correlation, anticorrelation, or no
correlation, which must be assessed over many pulses. Alternatively, a Mach-Zehnder
interferometer could be used, with measurements taken over a suﬃcient number of delays.
It may be possible to gain some information from the Michelson measurements, which
we illustrate with a toy example in Fig. B.13. In (a), we show some average spectrum,
and we want to test the hypothesis that it is in fact made up by the two states labelled
"State 1" and "State 2". With an appropriate delay, the Michelson interferometer can
discriminate between the two states. This delay can be found by picking the fringe which
minimises the transmission overlap for one state, and maximises it for the other, while
optimising for the greatest sensitivity. A simple function to do this is:
Mij =

i( j

1)

(B.26)

R

where i = T (!)Si (!)d! is the overlap of the spectrum of state i with the interferometer transmission T = 12 [1 + cos(!⌧ )]. The merit is plotted and optimal points
located for states 1 and 2 in Fig. B.13 (c), and the corresponding near-complementary
transmission curves in (e). The delay is relatively short since a significant portion of the
spectra are nonoverlapping.
We then simply simulate the response at the position for the states switching. Whereas
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Figure B.13.: Toy example for identifying spectral switching behaviour. (a) We hypothesise a measured average spectrum to be composed of two states appearing
in equal proportion. (b) Interferograms for the two states. For early delays they are in-phase, while later they approach ⇡/2 out of phase. (c) A
merit function Eqn. B.26, which quantifies the ability of the interferometer
to discriminate between the two states, is evaluated for each, and optimal
points identified. (d) The Michelson interferometer can then be set at either of the two positions. (e) Transmission for each position, showing the
overlap with each state. (f) With the source switched repeatedly oﬀ and on
again, the measured intensity will form a bimodal distribution with state
probability 50% for each, provided the hypothesis is correct.

a deterministic spectrum would give a constant value between the two, an expected
bimodal distribution results in (f). So long as the signal to noise is suﬃcient that the
clusters can be labelled, simple hypotheses can therefore be tested in this way. Of course
here we assume a spectral form. In reality, for more than two states, this analysis rapidly
becomes too diﬃcult, and ultimately, the generalisation perhaps calls for a machine
learning approach, since this represents a rather diﬃcult looking inversion problem.
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Figure B.14.: (a) Spectrum of EV2146 B25 at 42 ns. We suggest one possible way it
might be decomposed (Lorentzian squared + supergauss). (b) Merit is
computed, and two positions (top, bottom) are found which optimise the
transmission for "A" but minimise for "B", and vice versa. The middle in
should optimise transmission for both. Fringe oﬀsets reported, the colour
corresponding to the state. (c) Time slices along the chosen fringe oﬀsets.
Top: ZPD. Note the spread far exceeds the noise level all over. Middle:
orange dashed lines indicate what might be two levels, though apparetly
for the wrong oﬀset. Spread generally increases after 80 ns.

B.2.7. Additional data at 4.5 µm
In this setting, we now interpret the the result for a time resolved measurement on a
diﬀerent sample (EV1527D H C2529 L04IV), operating the interferometer in step scan
and measuring with an oscilloscope, rather than using the boxcar integrator. A clear
advantage is that, for each pulse (or experiment), it is possible to track the full intensity
evolution, meaning that eﬀects which would otherwise be averaged out, e.g. mode hopping, or diﬀerent intermediate or final states, will leave a clear signature. 20 shots are
acquired per step, making possible some simple statistical tests. Usually, the traces are
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Figure B.15.: (a) 20 scope traces of the intensity at two diﬀerent mirror delays. The top
is close to the ZPD, whereas the bottom is farther out, where the interferometer is more frequency selective. Vertical cuts indicate the statistic is
applied at that temporal position in the pulse, and plotted are the mean
and variance for the each of the two. (b) Spectral evolution of the normal
averaged intensity and the variance with time. Cuts below are the normal
mean spectrum and the variance spectrum for the same two time positions
indicated in (a). (c) Peak variance and the frequency at which this occurs
as a function of time, from the variance map in (b).
averaged, with one trace per mirror delay, and they are arranged just as in Fig. 3.2; the
resulting spectra should then be equivalent. Unlike for the first measurement sets, this
was conducted with a pair of optical isolators between the laser and the interferometer,
with a total extinction ratio on the order of 106 , which we deem suﬃcient to remove
feedback eﬀects.
In Fig. B.15 (a), we plot intensity traces at two diﬀerent mirror delays; one is close
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to the centreburst, where the interferometer has no wavelength discrimination, and at a
larger delay, where the spectrum at the output is cut. What can be observed is a clear
splitting in the latter case after about 500 ns into about two paths, of separation greater
than the noise level. This is a clear indication for multiple states.
A simple test we can perform, to see which parts of the spectra are contributing to
this change, is to take the variance as the statistical measure, rather than the mean.
We compare the interferograms about the centreburst resulting from each metric in the
zoom at two diﬀerent gate delay positions. What we can see is that, away from the zero
position, the variance in the signal increases. We then compute the spectra from the
resulting interferograms, and these are shown in the labelled colour maps. The general
trend largely follows that of the first boxcar measurement, showing an initial narrowing,
followed by a delayed broadening. A similar analysis to the previous is summarised in
the appendix.
The variance spectra show a few isolated features early on in the trace, which are in
regions to the blue that fade out after about 250 ns. This process may well therefore
depend on the initial conditions. The most prominent feature throughout is the line
at about [2190 cm 1 ], which appears as a strong line on the average spectrum. There
are two possible interpretations: either the laser randomly ends up in either a single
mode or multimode state, or this single mode acts as a kind of seed mode for the comb.
In the former case, we would expect the variance spectrum around the average lasing
spectrum to be raised compared to the noise floor of the measurement, since it should be
complementary - this we barely observe, but cannot exclude. The latter would require
the intensity of this line to decrease on average, and moreover its variance to decrease.
This we in fact do observe, if we track the peak values as done in Fig. B.15(c).

B.2.8. Double pulse experiment
Device: EV2429 B1 21NU HR
We study the beat note evolution with time when a laser is driven with a pair of
sequential pulses above threshold. There are at least two reasons to do this. One is
to study the seeding behaviour. Usually each pulse can be treated as an independent
experiment, with the phasing at random. The device will therefore take some time to find
its steady state and lock, order microseconds, which may depend to some degree on the
initial random phase conditions. If, however, not all the light from the previous pulse is
quenched, it may be suﬃcient to seed the comb state. We don’t study this here. Another
possibility is in starting the operation from close to thermal equilibrium, removing the
thermal transient from the measurement, which in turn could simplify interpretation of
the data.
For this study, we use the setup in Fig. B.16 (a). The laser is driven with the pulser,
and we use a directional horn antenna to collect the beat note from any number of leaky
spots. This arrangement works particularly well, since we found the inductance of most
bias tees suﬃciently large to increase the rise time to 10s of nanoseconds. The signal to
noise was also comparatively better.
To this end, a device was driven using double-pulse modulation. Both pulses were of
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Figure B.16.: (a) Setup for (electronic) beat note studies. (b) Schematic of the parameterised pulse pair used in the experiment. (c) Example beat scope trace
showing the beat signal rising after the first pulse, and again after the second, with the colours blue and green used to distinguish them. The red
dashed lines give the approximate noise level in the horizontal, and mark
the leading edge of each pulse in the vertical. Zoom: vertical dashed lines
here indicate "OFF" time between pulses. (d) Rate equation calculation of
the intracavity flux with time, assuming after steady state the injection is
brought down to or just below threshold. The vertical dashed line at 10 ns
indicates the distance between pulses supported by the pulser.
identical and suﬃcient in length such that a beat note could always be observed. The gap
between the two was hardware limited to 10 ns, which put a constraint on the modulation
depth. The photon decay at 1 % below threshold is already projected to be around 4
orders of magnitude ((c)).
Oscilloscope triggered to the pulser allows many traces to be acquired in a short time.
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Figure B.17.: (a) Sigmoid fits to the beat notes, where T0 marks where the rise reaches
50 % its plateau, and Tr the rise time, symmetrically about T0 . (b) Histograms for the mid-point T0 for the the first (blue) and second (green)
pulse for two diﬀerent pulse parameters. Solid lines trace log-normal fits,
and parameters are indicated. (b) Average mid-point (left) and rise-time
(right) as a function of the baseline voltage, with the amplitude adjusted
to keep the maximum constant. Error bars are related to the
of the
log-normal fits.
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B.3. Chirp appendix
B.3.1. Hysteresis

Figure B.18.: Full bidirectional sweep of the current, measuring the in (a) the beat note
power (scaled to max), frequency, and diﬀerential resistance at DC, and
(b), simultaneously, the intensity on an MCT detector. The black curve
indicates the forward sweep, and the red the backward sweep.
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B.4.1. Operation point map

Figure B.19.: For some pairs of lasers, maps such as this can provide a helpful visual guide
to feasible operating points for the dual comb experiments, especially so
when there exist only a few feasible points (I1 , I2 ) which can otherwise be
missed due to the sensitivity of tuning. It is generated by measuring frep ,
fceo coeﬃcients for each laser (see main text for values), and then applying
constraints on e.g. frep , fceo for detection bandwidth/aliasing reasons.
The red stars actual points where the dual comb signal was found.

B.4.2. Grating filter
The filter in Fig. B.20 comprises a grating (150/mm, blazed), lens (5 cm focal length,
ZnSe), and a back-reflecting mirror. The mirror is placed at a slight downward tilt as
shown on the right, such that the outgoing beam is oﬀset downwards. This allows us
to pick oﬀ the beam with a half-moon type mirror, and means we do not need to use a
beam splitter.
Pre-alignment is easily done with a red laser, selecting the diﬀraction order closest to
the target bandwidth and tracking this back through the system. Most critical is the
mirror distance, and this is mounted on a micrometer translation stage.
Razor blades close to the mirror were used to high-pass and bandpass the spectrum,
although in principle the mirror itself could just as well have mask patterned on directly.
Blanks can be purchased for this purpose.

211

B. Appendix

Figure B.20.: Simple grating filter.
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B.5.1. Additional harmonic spectra

Figure B.21.: Optical spectra for the multi beat notes. We remark that the top and
middle resemble cage solitons[350], found under positive GVD conditions.

B.5.2. Aligning optical isolators
The procedure in Fig. B.22 has been found helpful in quickly aligning optical isolators,
necessary since the rotation is may diﬀer from the 45 usually specified. It works in-situ,
so there is no need rotate the whole device twice.

Figure B.22.: (b) the scope is AC coupled.
Transmission is first maximised by rotating the entrance polariser to match the polarisation of the beam, and aligning the apertures. A back-reflecting mirror is then aligned
to the QCL. While the device voltage can in principle be tracked directly, the chopper
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helps to make the changes more visible, and gives something to lock to, if using the
lock-in. Note for broadband lasers this usually isn’t necessary, since there is a dispersion
the Verdet constant. Moreover, the extinction coeﬃcient for the crossed polarisers is on
the order 1E 3. It may be helpful to slightly rotate the entrance polariser, if the signal
is diﬃcult to find. It should appear as a very strong modulation, as shown in (c). The
analyser should then be put in place, and the signal minimised. The isolator is aligned.
Note a similar principle can be used to sensitively identify feedback. With the laser in
a comb state, the bias is modulated, and the down-mixed beat note sent to a scope or
spectrum analyser. Often, detrimental feedback will then drive the laser chaotic, which
will be apparent from the beat. It is then a simple matter of systematically blocking the
beam from the laser onwards to identify the source. In this way, we were able to identify
an isolator itself as being responsible for poor laser stability.
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