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Abstract
In many areas, the brain outperforms the technologies that mankind
has invented so far. For several decades, researchers have attempted to
build computational systems that are inspired by the brain. However,
all approaches have failed to create systems that would be comparable to
the capabilities of the brain. Consequently, we still lack understanding
of the fundamental principles of brain function. We still ask ourselves
the same questions as the early pioneers of neuroscience did – how can
this network of billions of nerve cells carry out perception, reasoning, or
consciousness?
In this thesis, we focus our studies on four fundamental abilities of
the brain that are crucial for building models of cortical computation:
(i ) coherent interpretation of information, (ii ) consistent propagation
of information, (iii ) input normalization, and (iv ) building a reliable
system from unreliable neural components.
In the first part we study the coherent interpretation of sensory information. We explore computation that employs distributed representations
of information and mutual influence between the representations. For
this, we design a network to interpret input from a neuromorphic sensor
by means of recurrently interconnected areas, each of which encodes a
different aspect of the visual interpretation, such as light intensity or
optic flow. As each area of the network tries to be consistent with the
information in neighboring areas, the visual interpretation converges
towards global mutual consistency. This work demonstrates how a biologically inspired recurrent architecture of mutually influencing modules
can be designed to coherently interpret noisy or ambiguous data, even
when there is no feed-forward method to generate the desired interpretation.
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The second part is concerned with the consistent propagation of information in recurrent architectures. It is important that correct information about the environment is not distorted or turned into contradicting information, while reverberating throughout a recurrent network.
This can be ensured by using a precisely aligned connectivity within
these networks. Anatomical studies have shown that cortical neurons
are able to create reciprocal topographical connections between areas.
However, the morphology observed in experiments limits the precision
of such anatomical reciprocity. To this day, the question of how precisely
aligned reciprocal connections are obtained in the brain has been left
open. We have found that reciprocal connectivity is obtainable through
the adjustment of synaptic strengths. We present a model that employs
a combination of biologically realistic learning mechanisms, which we
refer to collectively as sharp learning. The mechanisms that we use to
connect and train our networks are Hebbian learning at synapses, continuous winner-take-all circuitry within areas, and homeostatic activity
regulation within single neurons. Our experiments show that by means
of sharp learning it is possible to sharpen inter-area projections in a
variety of network architectures.
In the third part, we discuss how the brain is able to cope with highly
dynamical input. In neural systems, the reliable transmission of information can only be guaranteed if each area is able to process strongly
varying amounts of input, without exceeding the limits of the processing units. Hence, we investigate how networks of spiking neural units
can be connected so that they increase the dynamic range of a whole
population of these units. We model a connectivity pattern known as
feed-forward inhibition and explore its dynamics. Our results show that
there exist multiple parameter regimes, in which reliable transmission
of information is possible.
In the last part of this thesis we investigate how the brain is able to
work reliably even though it is built from very unreliable components.
Neurons in the brain exhibit a high variability in properties even if they
belong to the same sub-type. Thus, we replace the reliable units in the
networks of the third part by unreliable units. We show that it is possible to build reliable systems which consist of unreliable components.

Zusammenfassung
In vielen Bereichen ist das Gehirn den Technologien überlegen, welche die Menschheit bis heute erfunden hat. Seit mehreren Jahrzehnten versuchen Wissenschaftler, vom Gehirn inspirierte Rechensysteme
zu bauen. Jedoch hat keiner der bisherigen Ansätze Systeme hervorgebracht, die mit den Fähigkeiten des Gehirns vergleichbar sind. Das heißt,
uns fehlt noch immer das Verständnis der grundlegenden Prinzipien der
Funktionsweise des Gehirns. Wir stellen uns die gleichen Fragen wie die
frühen Pioniere der Neurowissenschaften – wie kann dieses Netzwerk aus
Milliarden von Nervenzellen Sinneseindrücke wahrnehmen, aus Informationen Schlussfolgerungen ziehen oder gar ein Bewusstsein entwickeln?
In dieser Arbeit konzentrieren wir unsere Untersuchungen auf vier grundlegende Fähigkeiten des Gehirns, die entscheidend für den Bau von Modellen kortikaler Berechnung sind: auf (i ) die kohärente Interpretation
von Informationen, (ii ) die konsistente Verbreitung von Informationen,
(iii ) die Normalisierung von Eingangssignalen und (iv ) den Aufbau eines
zuverlässigen Systems aus unzuverlässigen neuronalen Komponenten.
Im ersten Teil untersuchen wir die kohärente Interpretation von sensorischen Informationen. Wir erforschen Berechnungen, welche auf einer verteilten Repräsentation von Informationen und der wechselseitigen
Beeinflussung dieser Informationen aufbauen. Dazu entwickeln wir ein
Netzwerk, welches Signale eines neuromorphen Bildsensors interpretieren kann. Das Netzwerk besteht aus rekurrent verbundenen Bereichen,
von denen jeder einen anderen Aspekt der visuellen Interpretation, wie
zum Beispiel die Lichtintensität oder den optischen Fluss, kodiert. Jeder
Bereich des Netzwerks versucht, im Einklang mit den Informationen in
benachbarten Bereichen zu stehen. Daher konvergiert das Netzwerk zu
einer global konsistenten Interpretation des Eingangssignals. Der erste
Teil dieser Arbeit demonstriert den Aufbau eines biologisch inspirierten
rekurrenten Systems sich gegenseitig beeinflussender Module, welches
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mehrdeutige Daten kohärent interpretieren kann. Die Fähigkeit zur Interpretation ist dabei unabhängig von der Existenz eines direkten (feedforward) Verfahrens zur Berechnung der gesuchten Interpretation.
Der zweite Teil beschäftigt sich mit der konsistenten Verbreitung von Informationen in rekurrenten Architekturen. Es ist wichtig, dass korrekte
Informationen über die Umwelt nicht in widersprüchliche Informationen transformiert werden, während sie durch ein rekurrentes Netzwerk
pulsieren. Dies kann durch eine exakt ausgerichtete Konnektivität innerhalb solcher Netzwerke gewährleistet werden. Anatomische Studien
haben gezeigt, dass kortikale Neuronen in der Lage sind, reziproke topographische Verbindungen zwischen den verschiedenen Arealen des Kortex zu bilden. Allerdings wurde in Experimenten auch beobachtet, dass
die Morphologie die Genauigkeit einer solchen anatomischen Reziprozität begrenzt. Bis heute ist es ungeklärt, wie exakt ausgerichtete reziproke Verbindungen im Gehirn geformt werden. Wir zeigen im zweiten
Teil dieser Arbeit, dass sich solche reziproken Verbindungen durch eine
Anpassung der synaptischen Verbindungsstärke herausbilden können.
Dazu entwickeln wir ein Modell, das eine Kombination aus biologisch
realistischen Lernmechanismen verwendet, die wir zusammen als Sharp
Learning bezeichnen. Wir verwenden folgende Mechanismen, um unsere Netzwerke zu verbinden und zu trainieren: Hebb’sches Lernen an
den Synapsen, kontinuierliche Winner-Take-All-Schaltungen innerhalb
einzelner Netzwerkbereiche und homöostatische Regelung der Aktivität
einzelner Neuronen. Unsere Experimente zeigen, dass es mittels Sharp
Learning möglich ist, die Genauigkeit interarealer Projektionen in einer
Vielzahl verschiedener Netzwerkarchitekturen drastisch zu erhöhen.
Im dritten Teil diskutieren wir, wie das Gehirn den großen Umfang an
verschieden starken Eingangssignalen bewältigt. In neuronalen Systemen, kann eine zuverlässige Übertragung von Informationen nur dann
gewährleistet werden, wenn jeder Bereich in der Lage ist, sowohl sehr
schwache als auch sehr starke Eingabestärken zu verarbeiten, ohne dabei an die Leistungsgrenze der verarbeitenden Einheiten zu gelangen.
Daher untersuchen wir, wie Netzwerke von feuernden neuronalen Einheiten verbunden werden können, so dass der dynamische Bereich einer Population solcher Einheiten größer ist als der einer einzelnen Einheit. Wir modellieren ein Konnektivitätsmuster, das in der Literatur als
Feed-Forward-Inhibition bekannt ist, und erforschen dessen Dynamik.
Unsere Ergebnisse zeigen, dass es unterschiedliche Konfigurationen der
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Netzwerkparameter gibt, in denen eine zuverlässige Übertragung von
Informationen möglich ist.
Im letzten Teil dieser Arbeit untersuchen wir die Fähigkeit des Gehirns,
zuverlässig zu arbeiten, obwohl es aus sehr unzuverlässigen Komponenten besteht. Neuronen im Gehirn weisen eine hohe Variabilität ihrer
Eigenschaften auf, auch wenn sie zur gleichen Neuronenklasse gehören.
Daher ersetzen wir die zuverlässigen Einheiten, die wir im dritten Teil
dieser Arbeit zum Aufbau der Netzwerke verwendet haben, durch unzuverlässige Einheiten. Wir zeigen, dass es möglich ist, zuverlässige Systeme zu bauen, die aus unzuverlässigen Komponenten bestehen.
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CHAPTER 1

Introduction
Although many people might not perceive it consciously, computation
is an omnipresent concept in our every-day life. There are the obvious
computations performed by computers and embedded systems, from
digital time-tables in trains, to hand-held devices such as smartphones,
to the elevator controls in skyscrapers. But there is a whole world performing computations we are usually not aware of. For instance, birds
navigating through the air are constantly performing computations to
maintain their orientation. Even plants compute as a result of chemical
reactions, for example, their optimal direction of growth with respect to
maximum average sunlight intensity. In computer science this type of
computation is known as stochastic chemical reaction networks. It has
been shown that this model of computation is as powerful as standard
models used in computer science [CSWB09].
Models of computation are the basis for defining algorithms. An algorithm is a set of rules that is translated by one or more processing
units into a series of actions. The classic processing units are computers,
which are based on the architecture that von Neumann formalized in
1945 [VN45]. In his architecture, a central processing unit sequentially
operates on a list of rules while using a global memory for storage of
information. The algorithm receives a certain input, operates its list of
rules on this input and outputs the result when it has finished. We refer
to this style of computation as feed-forward computation. The von Neumann architecture has been dominating our standard way of computing
over the last decades and computer science has studied many closely
related theoretical models. However, the human brain is not working
in this feed-forward manner. The human brain is a system consisting
of billions of recurrently connected neurons acting as locally operating
processing units. In contrast to computers of the von Neumann type,
these processing units are mutually influencing each other as we perceive our environment. Additionally, our brain does not use a global
1
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memory. Instead, the information we extract from our environment is
stored locally in the connections between the neurons.
In many areas, the brain outperforms the technologies that mankind
has invented so far. For example, in image classification, motor control, 3D navigation, inference and generalization, or language processing and translation, the brain provides the state-of-the-art algorithms.
The brain is so powerful that some companies have started to build its
power into modern web applications. In these, the user can not distinguish anymore if he is interacting with a human or a computer via its
web browser. For example, there are services that translate Twitter or
Facebook messages as soon as they have been posted [Twi11, Xih11].
These short text messages are translated in near real-time by human
operators and not by computers. However, to the readers of the translated messages it is not transparent that they were created by real human beings. This technology is called crowd sourcing and is also used
in several other applications. For example, the Google Image Labeler
involves humans to label images found in the web by means of a game,
where accurate labeling is rewarded [vAD04]. In all these seemingly
simple tasks, the computational power of the brain cannot be replaced
by computers.
Despite its unsurpassed computing power, the brain has a very low energy consumption. It uses only 20 watts [Har75, Bro99]. In comparison, the supercomputer used in the BlueBrain Project for the simulation
of a single cortical column of a rat needs a diet of about 130 kilowatts
[Mar11, Mar06]. Scaled to the size of a human brain this would mean
an enormous energy consumption of about 1.3 gigawatts, which corresponds to about 1/6 of the output of the world’s largest nuclear power
plant.
For several decades, researchers have been trying to build computational systems that are inspired by biology. One very interesting concept is Cellular Automata [VN66], which have been described first in
the 1940s. In this model, information is stored in a two-dimensional
grid. The algorithm is not executing a global sequence of rules on these
cells. Instead, the rules are executed locally on all cells in parallel.
The outcome for any given cell depends on the information stored in
the neighborhood of the cell. Thus, a local computation influenced by
the neighborhood of the cell leads to global computation. This is also
the case in a probability-based approach to computation, called Belief
Propagation (BP) [Pea82]. BP is based on factor graphs, a graphical
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representation of probabilistic problems [KFL01]. A factor graph consists of variables and a set of relations connecting them. These relations
are also called factors, hence the name factor graphs. In the BP algorithm, the parallel transmission of local probabilistic messages between
the variables leads to a global result. As this way of computation is on
an abstract level similar to the functioning of the brain, some researchers
have studied how to match the components of Belief Propagation with
components of the brain [SR05, Rol06]. For example, Rolfe proposed
that variables of a factor graph are represented by clusters of cortical
neurons. These clusters compute the probabilistic messages that are
propagated across the edges of a factor graph. According to Rolfe, the
cortical equivalent to these edges are the axons that grow out from a
neuron to form connections with other neurons. However, all approaches
described above have not yet been able to create systems that would be
comparable to the abilities of the brain. Consequently, we still lack an
understanding of the fundamental principles of brain function. We still
ask ourselves the same questions as the early pioneers of neuroscience
did – how can this network of billions of nerve cells carry out perception,
reasoning, or consciousness?
In this thesis we will focus our studies on four fundamental abilities
of the brain that are crucial for building large-scale models of cortical
computation: (i ) coherent interpretation of information, (ii ) consistent
propagation of information, (iii ) input normalization, and (iv ) building
a reliable system from unreliable neural components. In Chapter 2, we
explore computation that employs distributed representations of information and mutual influence between the representations. This work
demonstrates how a biologically inspired recurrent architecture of mutually influencing modules can be designed to coherently interpret noisy or
ambiguous data, even in cases where there is no feed-forward method to
generate the desired interpretation. In such an architecture, the consistent propagation of information is very important, as it is in the brain.
Correct information about the environment is propagated consistently
if it is never turned into contradicting information while reverberating
throughout the mutually influencing modules. Thus, in Chapter 3 we
investigate how the brain might learn to consistently exchange information between its various cortical areas. For this, we leave the abstract
level of Chapter 2 and study recurrent networks of simplified neurons.
In particular, we investigate mechanisms that are needed for training
recurrent networks to propagate information consistently. Such systems
have to be able to cope with highly dynamical input, both externally
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and within the network. In our system, as well as in the brain, a reliable transmission of information can only be guaranteed if each area is
able to process strongly varying amounts of input, without reaching the
limits of the processing units. Hence, in the first part of Chapter 4 we
will increase the level of detail of the models. We will investigate how a
network of spiking neural units can be connected so as to increase the
dynamic range of the whole population of these units. In the second
part of Chapter 4 we investigate how the brain is able to work reliably
although it is built from very unreliable components. Neurons in the
brain exhibit a high variability in properties even if they belong to the
same sub-type. We will replace the reliable units that we used in the
first part of the chapter by unreliable units. We will show that it is possible to build reliable systems which consist of unreliable components.
In the following sections we will give more details about each of the
chapters of this thesis.

1.1. Coherent Interpretation of Sensory Information
Matching the visual capabilities of biological systems has been the technological goal of engineers and researchers for a long time. Vision systems are widely used in areas such as object recognition in autonomous
vehicles or robots, face detection in surveillance systems, image segmentation in medical research, and so forth. Most of these visual applications use feed-forward computation. Input from a vision sensor such as a
camera is fed into a chain of multiple different filters [Mor04, Hay96].
Each of these filters performs complex mathematical operations on the
input. After one filter has finished its computation the result is passed
on to the next filter until a designated output, such as the motion of
objects in the environment, is reached.
One of the key features of biological vision systems is the distributed
processing of visual information. In contrast to engineered systems, our
brain uses a distributed representation of information. Already in 1908,
Brodmann divided the brain into several regions based on their neuronal organization [Bro08]. Later, these regions have been associated
to specific functions such as visual or auditory processing. Specifically,
Brodmann proposed a layout of the neocortex, which is phylogenetically
the most recent part of the brain and is only found in mammals. The
neocortex is a thin tissue consisting of billions of neurons, which are arranged into six horizontal layers [Kan00]. In this thesis, when speaking

1.1. Coherent Interpretation of Sensory Information
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about the brain, we are referring specifically to the neocortex. Brodmann’s layout of the cortical areas is nowadays known as Brodmann
areas. In human visual cortex this functional specialization has been
shown by neurobiological experiments [LH88, ZWL+ 91, HBW+ 96].
Furthermore, it is widely believed that the memory of the brain is not
located in a specific area, but stored in the connections between the neurons [Heb49, BP01]. Additionally to the distributed representation of
information, the brain uses recurrent connectivity between its various
areas. For instance, anatomical experiments have shown the existence of
multiple recurrent connections between different brain areas of primates
that are responsible for processing visual information [FvE91, HW97].
This and the aforementioned results suggest that the brain does not use
sequential feed-forward computation. Rather, information is processed
in parallel by mutual influence among brain areas.
A second key feature is the ability of the brain to arrive at a coherent
interpretation of weak or noisy input. The sensed input is not simply
transformed into a designated output. Rather, the distributed architecture of the brain aims to interpret sensory information in the context
of its internal knowledge about the environment. In the brain, this
internal knowledge is represented by the connectivity between the distributed representations. The connectivity imposes several constraints
on the interpretation of the input. Thus, coherent interpretation can
also be seen as a constraint satisfaction problem [TV98].
A third key feature is the brain’s ability to reconstruct a full image even
from weak signals. The type of input the visual cortex receives from the
retina is different from what video cameras record. Video cameras provide absolute information about light intensities. In contrast, the retina
registers differential information. Whenever the brightness in a point
of the retina changes, a signal is emitted to the succeeding processing neurons. Experimental findings indicate that this sparse input is
able to dominate the activity of a multi-area system such as the cortex [DCM09].
Similar visual input to the one coming from retina is provided by a neuromorphic device, known as a Silicon Retina or dynamic vision sensor
(DVS) [LPD06]. A video camera takes about 25 frames of an observed
scene per second. In contrast, the Silicon Retina records only those pixels in its field of view where the light intensity has changed. Similar to
the human retina, whenever the brightness in a pixel has changed, the

6
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Silicon Retina emits a signal for that single pixel. This way of recording input reduces the amount of information to be transferred to the
processing units. Additionally, it allows much higher update rates than
the 25 frames per second provided by video cameras. This allows more
reactive applications, for example, pedestrian detection systems in the
automotive field [SGH04]. Combining distributed representation of information with weak input from the DVS could help in understanding
how the brain computes.
In Chapter 2 we propose a system that has the three key architectural
properties described above. It analyzes weak visual input, recorded from
the DVS, with a network of recurrently connected areas and tries to
arrive at a coherent interpretation of the observed environment. Each
area represents a different aspect of the visual interpretation, such as
light intensity, optical flow, or motion of the camera. The optical flow
in an image gives information about the motion of objects or surfaces
in an observed environment. The parts of our network are connected
by mild constraints. None of them is strong enough to single-handedly
restrict the solution significantly. The flow of information in the network
occurs through these constraints. Each constraint influences the areas it
relates and thereby pushes each area gently towards satisfaction of the
constraint. Information is reverberating throughout the entire network.
It is only through the recurrent feedback that a mutually consistent state
is reached. This state then provides a coherent visual interpretation of
the observed world. Note that the input is not fed into one end of the
network for feed-forward processing. Rather, it modulates information
flowing within the network. There is also no designated output. Each
area converges to represent its aspect of the distributed interpretation
and could be used as an output if desired. This is similar to the brain’s
approach to cognitive operation, where many different aspects of an
interpreted scene are available for conscious reasoning [vG09].

Related Work. In the proposed system, optical flow is one of several
different aspects we infer about the visual scene. The problem of reconstructing optical flow from visual input was originally proposed by
Horn and Schunck [HS81], and has been studied heavily since then (see
[BB95] for a survey). Most of the work on this problem utilizes feedforward processing and relaxation methods [SB02]. One approach to
optical flow that slightly resembles our network is that of Ringbauer et
al. [RBN07]. They have shown that it is possible to use a multi-map
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network to compute optical flow based on what is known about the dorsal pathway of primate visual cortex. Their work uses a combination of
feed-forward processing and recurrence and thus provides a nice example of map-based processing. Their network is based on Reichardt-like
motion sensors [Rei61]. Such a sensor detects optical flow by comparing the change in light intensity in a pixel with the changes in the
adjacent pixels after a delay. In contrast to their network, ours does not
use delays or other such direct computation of the optical flow. Instead,
similar to traditional relaxation methods [SB02], our network relies on
recurrent interactions between local constraints located throughout the
network. These constraints co-influence information as it is transformed
between maps.
1.2. Consistent Propagation of Information in
Recurrent Networks
The cortex is a large recurrent network. Billions of neurons are created
during its development. These neurons start to grow axons from their
central part, the soma, where most of the information is processed. The
axons form connections with the dendritic trees of other neurons via
synapses. Anatomical studies have shown that neurons are able to create topographical projections from the source area to the target area
[PKD+ 06, vEZ78]. Terminal axonal arbors in the target area have
their relative positions similarly arranged as the somas in the source
area. Additionally, reciprocal connections, initiating in the target area,
project back to the source area and are aligned with the forward projection. Many such projections form multiple loops in the cortex as shown
by Felleman and van Essen in primate visual cortex [FvE91].
The recurrently connected areas of the cortex can only accurately influence each other if the information between them is transmitted consistently. Here, we use the term consistent in the following sense: correct
information about the environment that is sent out from an area and
propagated throughout the cortex should not result in contradicting
information coming back to that area. However, morphological experiments have shown that single terminal arbors usually cover between
5% to 30% of the total target area, which results in a significant overlap [KSBH94]. In addition, it has been claimed that the connectivity
within the axonal and dendritic arbor regions is random [BS91]. This
indicates that the morphology of inter-areal projections is not precise
enough to allow consistent transmission of information. Consequently,
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the brain must use additional mechanisms during development to ensure
accurate mutual influence between cortical areas.
One such mechanism might be the synaptic plasticity of the brain. Neurobiological experiments have shown that the connectivity between neurons depends on the strength of the synapses, which are formed between
the axonal arbors and dendritic branches [Kan00]. The number and
size of synapses can be changed dramatically by correlated activity of
the source and target neurons. Despite the imprecise morphology, the
cortex might be able to obtain an accurate reciprocal connectivity by an
appropriate adjustment of the synaptic strengths. That is, connections
to topographically aligned cells have to be strengthened while connections to non-aligned cells have to be weakened. It is known that imprecise connections are pruned during development [LC06]. This does
not imply that precise projections can only be achieved via small arbors.
Rather, the remaining, precise synapses will still be distributed throughout the area of the original axonal and dendritic arbors. Therefore, it
cannot be determined by morphology alone whether a sharpening of the
projections has taken place or not. Unfortunately, anatomical studies
do not yet provide sufficient information on synaptic specificity of interareal projections [BDM04, OF05]. Thus, it remains obscure whether
synaptic plasticity could be a key feature that ensures the development
of accurate reciprocal projections.
To this day, no model of cortical computation has given a sufficient
description of how the brain ensures consistent transmission of information. There are many models that deal with the synaptic modification of inter-areal projections. However, none of these models explains
the mechanisms that are necessary for obtaining accurate reciprocal
connectivity. In their pioneering work, Willshaw and Malsburg investigated the development of topographic retino-tectal projections in the
frog [WvdM76]. Their work showed how projections could self-organize
to be topographic, but does not account for the reciprocity of cortical
projections. Grossberg studied learning mechanisms in reciprocal network architectures [Gro76, Gro99]. In particular, he investigated the
development of reciprocal connectivity within an area. As we are interested in the precise alignment of inter-areal projections, his work does
not give a sufficient solution to our question. More recently, Miikulainen et al. have studied the development of early visual cortex in a
feed-forward model [MBCS05]. However, the initial state of their simulations already contains topographical projections that are precisely
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aligned. Consequently, their model does not give an explanation of how
imprecise projections are transformed into precise projections. Thus,
neither neurobiological nor theoretical studies have elucidated the neural mechanisms that are necessary to develop precise inter-areal connectivity.
In Chapter 3 we show that it is possible to effectively sharpen the topographic nature of inter-areal projections. We present a model that
employs a combination of biologically plausible learning mechanisms,
which we refer to collectively as sharp learning. For this, we have to
leave the abstract level of the networks presented in Chapter 2, where
the network dynamics relied on mathematical relations between maps
of scalar or vector units. Instead, we use a more detailed model based
on rate-coded units [DA01, GMK02]. One can think of these units
as representing the mean activity (spiking-rate) of small identical networks. The existence of such structures has been shown by Mountcastle
who investigated the functional organization of the cortex [Mou57]. He
found that neurons in the cortex are organized in columns, which extend
vertically through the cortical tissue. Douglas et al. have postulated the
Canonical Microcircuit as an abstract computational model for such a
column [DMW89]. Our approach is inspired but not directly based
on any of the models mentioned above. However, it joins their tradition of using large simulations as a window to gain insights about the
fundamental principles of the brain.
The mechanisms that we use to connect and train our networks are Hebbian learning at synapses [Heb49], continuous winner-take-all circuitry
within areas [DM07], and homeostatic activity regulation within single
neurons [TN04]. This combination, i.e. sharp learning, is not a detailed
model of a specific system. Rather, it is a robust phenomenon resulting
from the combination of its components, each of which could appear
in different forms in different places. Our experiments show that by
means of sharp learning it is possible to sharpen inter-area projections
in a variety of network architectures. Whether two areas are recurrently
connected through direct projections or loops across multiple areas, our
algorithm yields aligned reciprocal and cyclic connectivity, respectively.
It is worth noting that sharp learning can also be used to learn simple
relationships between correlated data [CJKS10]. Details on this work
can be found in the thesis of Jug [Jug12].
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1.3. Input Normalization by Feed-forward Inhibition

Human cortex is able to cope with highly varying inputs. Each cortical
neuron typically receives between 1,000 and 10,000 synaptic connections. Furthermore, presynaptic neurons often spike with rates ranging
from less than 1 Hz to over 20 Hz [Abe91, MC88, NK95]. (The
spiking-rate of a neuron is the number of spikes the neuron emits per
second.) This results in a wide range of input strengths that a cortical
neuron can receive. In particular, the cortex has to restore very weak
and noisy signals, when only a few external inputs are active at a low
rate. This type of signal restoration has been explained by recurrent
excitation of cortical neurons [DKM+ 95]. During strong activity, the
cortex has to ensure that the activity levels of its neurons do not saturate. This is important, as neurons that are working at their maximum
activity level are prone to self-destruction. Thus, the ability to control
the dynamic range of neuronal populations is crucial for brain function.
Several neurobiological studies have revealed that it is the feed-forward
inhibition (FFI), a common connectivity pattern, that allows the brain
to deal with varying input strengths [FTIA88, SJL03, VA05, II06,
FMA09, PMBA+ 09, KII+ 10]. An FFI network consists of recurrently connected excitatory and inhibitory neurons that both receive
external input. If a neuron receives input from an excitatory neuron its
own activity is increased. If it receives input from an inhibitory neuron
its own activity is decreased. Both populations of neurons are recurrently interconnected. The external input to an FFI network activates
not only the excitatory population but also the inhibitory population.
As the inhibitory population is connected as additional input to the
excitatory population, this results in inhibition of the excitatory population that is proportional to the input strength. Thus, the activation
of the excitatory population does not rapidly saturate. It remains at
low spiking rates (4-20 Hz) over a wide range of input strengths. This
shows that the architecture of an FFI network is sufficient to deal with
a large dynamic range of inputs.
The structure of an FFI network is a recurring theme in cortical columns.
Mountcastle postulated the existence of columns after he had found in
experiments that cortical neurons have very similar receptive fields, if
they are located next to each other within a distance of 500 µm [Mou57].
According to his findings, these clusters of neurons have a cylindrical
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shape and extend perpendicularly to the surface of the cortex. For example, neurons of the visual cortex that belong to the same column receive visual information about similar parts of an observed scene. It has
been proposed that the cortex consists of millions of columns [HW74].
With the Canonical Microcircuit (CM) Douglas and Martin have proposed an abstract model for the architecture of a column [DMW89].
Their work and the analysis of the connectivity within the CM by
Binzegger et al. give detailed insights into the circuitry of a column
[BDM04]. It shows that FFI networks could in principle exist in multiple parts of the CM. However, the precise function of the CM is still
unknown. As the FFI network pattern is a recurring theme in the CM,
it is important to understand the dynamics of this type of network.
FFI type networks belong to a class of networks that consist of recurrently connected excitatory and inhibitory neurons. In the following, we
will refer to this class as REINs. Wilson and Cowan [WC72] were the
first who proposed a two-dimensional planar model of homogeneously
distributed excitatory and inhibitory neurons with recurrent lateral connectivity. They studied the dynamics of such networks and proved the
existence of multiple stable states of network activity. For example,
by adjustment of the input to the excitatory population, it is possible
to shift the network to states of either low or high sustained activity.
The ability of a network to switch between two such states of sustained
activity might be an important basis for the formation of short-term
memory. Such stable states cannot be found in purely excitatory recurrent networks as has been shown in a theoretical analysis by Amit
and Brunel [AB97b]. Their work demonstrates that adding fast inhibition improves the stability of recurrent network. One of the reasons
for the need of fast inhibition is that self-excitation between the excitatory neurons results in a strong increase of their spiking-rates that
cannot be curbed by slow inhibitory neurons in sufficient time. Suarez
et al. proposed a REIN-like model for direction selectivity in visual cortex [SKD95]. Direction selective neurons are only excited if objects
move through their receptive fields in a preferred direction. They investigated the conditions under which weak external input to such networks
is amplified or reduced. Their model exhibits amplification of low input
rates and FFI-like behavior for larger inputs. They tried to create a
model in which the parameters of the neurons and their connectivity
are close to the ones found in experiments. However, their model lacks
feedback inhibition and therefore does not fully reflect the connectivity
of FFI networks. Recently, Assisi et al. showed in simulations that FFI
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maintains the sparseness of the neural response to sensory input of various strengths [ASLB07]. Sparse coding of sensory input means that
only the response of a small fraction of the neuronal population is used
to encode the input. The rest of the neurons remain almost silent. It
is believed that sparse coding is an essential property of neural computation [OF04]. Kumar et al. have studied how input can be reliably
propagated throughout chains of REINs [KRA08]. Understanding the
dynamics of such chains is important, since information in the cortex
has to be propagated reliably between areas, specifically, between the
columns. To ensure reliable propagation, the population activities in
each single REIN of such a chain should roughly have the same level.
A rapid decrease or increase in population activity from the first to the
last REIN would result in loss of signal or destruction, respectively. Kumar et al. observed that the level of synchronization increased with each
REIN stage of the chain. This is in contrast to findings that spike trains
in cortex are highly irregular [SK93]. Furthermore, they did not study
possible parameter setups that would enable stable propagation of activity in chains of REIN networks. Hence, it remains unclear what is the
effect of each of the connections in a REIN network on its dynamics. In
particular, it has not been studied which parameter configurations allow
stable signal propagation in chains of REIN networks. Understanding
the dependencies between the parameters of a REIN network could help
when building biologically realistic implementations of large-scale networks such as the ones proposed in Sections 1.1 and 1.2.
In Chapter 4, we investigate the architecture of REIN networks and their
FFI properties using leaky integrate-and-fire (LIF) neurons. LIFs are a
simple model for real neurons in which the cell membrane is modeled by
a capacitor and a resistor, connected in parallel. Using a model of coupled excitation and inhibition, we show how certain parameters influence
the dynamics of REIN networks. These parameters comprise the neuronal properties and the connection strengths between the neurons. We
aim to establish a biologically relevant simulation environment. Thus,
the employed parameters are justified by current knowledge of cellular
characteristics and connectivity of mammalian cortex. For that reason,
we also give an extensive review of current literature on the network
parameters. For the computationally efficient exploration of the parameter space, we rely on the analytical findings by Siegert, Ricciardi, Amit
and Brunel, and others [Sie51, Ric76, AB97a, MBG04].
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1.4. Building Reliable Systems from Unreliable Components
All measurable parameters in the cortex, from neuron morphology
to network connectivity, reveal high variability (e.g. [MCLP85,
TWWB02, MTRW+ 04, PGBZ+ 06]). Until recently, this variability
has been mainly associated with errors in the measurements or differences between experimental setups of experimental studies. However,
developmental influences could be responsible for variability of neuronal
properties such as the capacitance of the neuron’s membrane or the relative contribution of external excitatory and inhibitory currents to the
membrane potential (e.g. [vP04]). Moreover, this variability could be
caused by the metabolistic processes that control the maintenance of
the cells. Other means of neuronal differentiation, which are currently
unknown, are also possible. Hence, the precise cause for the variability
in morphology and physiology of neurons remains obscure.
The brain has found a way to deal with this high variability. Recent
progress in understanding the assembly of neocortex has enabled the
classification of neurons on the basis of their anatomical as well as physiological characteristics [HdKF+ 07, BDM04, SHM+ 08, DCM11,
MTRW+ 04]. Furthermore, an understanding of the distribution of the
distinct classes of neurons within the laminar structure of the cortex,
and of their connectivity has started to emerge [HdKF+ 07, BDM04,
KSM05]. In addition, a relatively thorough theoretical understanding of the properties of single neurons has been developed [BvR07,
Sie51, Ric76, AT91, FB02]. However, very little has been investigated on the effects of variability. Amit and Brunel introduce variability
to the synaptic weights and transmission delays utilized in their networks [AB97b, AB97a]. They vary synaptic properties to account for
the variability observed in the brain. However, they do not study the
effects of this variability on the dynamics of their networks. Although
Kumar et al. employ variability in the passive properties of their neurons [KRA08], their work does not include studies of the effects on the
dynamics either. It has been only very recently that Ramaswamy et
al. studied variability in the synaptic connectivity between excitatory
neurons in the somatosensory cortex [RHK+ 11]. Their experiments
showed that random variations to the anatomical and physiological parameters do not change the neurophysiological properties of the model.
However, this is only one step towards a more thorough understanding
of the effects of variability on network properties. How cortex deals with
this high variability remains largely unclear. As high variability seems
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to be an omnipresent trait of the brain, a robust theory of neuronal
computation should be able to account for this variability.
In the second part of Chapter 4 we study the robustness of coupled excitation and inhibition using unreliable neural units. For this, we extend
the studies of the REIN connectivity pattern, introduced in the first part
of Chapter 4. We show experimentally that REIN networks can be very
robust despite large variations of neuronal and synaptic parameter settings. Although the introduced variability vastly changes the dynamics
of individual elements, signal propagation and network properties are
not significantly changed. Our results show that unreliable components
can be combined such that reliable computational modules emerge.
Our results could affect the design of engineered systems. These systems are comprised of one or more central processing units, working
memory, data storage, and input and output facilities. While the cortex can be built from very unreliable components, engineered systems
typically only work reliably if each single component works faultlessly.
Destruction or variation in the working parameters of single components
can already cause malfunction of the whole system. For example, a single malfunctioning sector of a computer’s working memory can cause a
complete failure of a program. If we can transfer the knowledge about
how the brain deals with unreliable components, we might be able to
build cheaper, low-energy systems.

CHAPTER 2

Interacting Maps for Coherent Visual
Interpretation
In this chapter we present results on how interacting maps can be employed for fast visual interpretation. These results have been obtained
in joint work with Matthew Cook, Luca Gugelmann, Florian Jug, and
Angelika Steger and many were published in [CGJ+ 11]. An abstract
has appeared in [CGJK10].

2.1. Introduction
Matching the visual capabilities of biological systems has been the technological goal of engineers and researchers for a long time. Vision systems are widely used in areas such as object recognition in autonomous
vehicles or robots, face detection in surveillance systems, image segmentation in medical research, and so forth. Most of these visual applications use feed-forward computation. Input from a vision sensor such as a
camera is fed into a chain of multiple different filters [Mor04, Hay96].
Each of these filters performs complex mathematical operations on the
input. After one filter has finished its computation the result is passed
on to the next filter until a designated output, such as the motion of
objects in the environment, is reached.
One of the key features of biological vision systems is the distributed
processing of visual information. In contrast to engineered systems, our
brain uses a distributed representation of information. Already in 1908,
Brodmann divided the brain into several regions based on their neuronal organization [Bro08]. Later, these regions have been associated
to specific functions such as visual or auditory processing. Specifically,
Brodmann proposed a layout of the neocortex, which is phylogenetically
the most recent part of the brain and is only found in mammals. The
15
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neocortex is a thin tissue consisting of billions of neurons, which are arranged into six horizontal layers [Kan00]. In this thesis, when speaking
about the brain, we are referring specifically to the neocortex. Brodmann’s layout of the cortical areas is nowadays known as Brodmann
areas. In human visual cortex this functional specialization has been
shown by neurobiological experiments [LH88, ZWL+ 91, HBW+ 96].
Furthermore, it is widely believed that the memory of the brain is not
located in a specific area, but stored in the connections between the neurons [Heb49, BP01]. Additionally to the distributed representation of
information, the brain uses recurrent connectivity between its various
areas. For instance, anatomical experiments have shown the existence of
multiple recurrent connections between different brain areas of primates
that are responsible for processing visual information [FvE91, HW97].
This and the aforementioned results suggest that the brain does not use
sequential feed-forward computation. Rather, information is processed
in parallel by mutual influence among brain areas.
A second key feature is the ability of the brain to arrive at a coherent
interpretation of weak or noisy input. The sensed input is not simply
transformed into a designated output. Rather, the distributed architecture of the brain aims to interpret sensory information in the context
of its internal knowledge about the environment. In the brain, this
internal knowledge is represented by the connectivity between the distributed representations. The connectivity imposes several constraints
on the interpretation of the input. Thus, coherent interpretation can
also be seen as a constraint satisfaction problem [TV98].
A third key feature is the brain’s ability to reconstruct a full image even
from weak signals. The type of input the visual cortex receives from the
retina is different from what video cameras record. Video cameras provide absolute information about light intensities. In contrast, the retina
registers differential information. Whenever the brightness in a point
of the retina changes, a signal is emitted to the succeeding processing neurons. Experimental findings indicate that this sparse input is
able to dominate the activity of a multi-area system such as the cortex [DCM09].
Similar visual input to the one coming from retina is provided by a neuromorphic device, known as a Silicon Retina or dynamic vision sensor
(DVS) [LPD06]. A video camera takes about 25 frames of an observed
scene per second. In contrast, the Silicon Retina records only those pixels in its field of view where the light intensity has changed. Similar to
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the human retina, whenever the brightness in a pixel has changed, the
Silicon Retina emits a signal for that single pixel. This way of recording input reduces the amount of information to be transferred to the
processing units. Additionally, it allows much higher update rates than
the 25 frames per second provided by video cameras. This allows more
reactive applications, for example, pedestrian tracking systems in the
automotive field. Combining distributed representation of information
with weak input from the DVS could help in understanding how the
brain computes.
I
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Figure 2.1. The network architecture. The relationships, shown in rectangles, apply independently for
each pixel in the maps. See Section 2.3 for a detailed
description of the network and its operation.
In this chapter we propose a system that has the three key architectural
properties described above. It analyzes weak visual input, recorded from
the DVS, with a network of recurrently connected areas and tries to arrive at a coherent interpretation of the observed environment. Each
area represents a different aspect of the visual interpretation, such as
light intensity, optical flow, or motion of the camera, as shown in Figure 2.1. The optical flow in an image gives information about the motion of objects or surfaces in an observed environment. The parts of
our network are connected by mild constraints. None of them is strong
enough to single-handedly restrict the solution significantly. The flow
of information in the network occurs through these constraints. Each
constraint influences the areas it relates and thereby pushes each area
gently towards satisfaction of the constraint. Information is reverberating throughout the entire network. It is only through the recurrent
feedback that a mutually consistent state is reached. This state then
provides a coherent visual interpretation of the observed world. Note
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that the input is not fed into one end of the network for feed-forward processing. Rather, it modulates information flowing within the network.
There is also no designated output. Each area converges to represent its
aspect of the distributed interpretation and could be used as an output
if desired. This is similar to the brain’s approach to cognitive operation,
where many different aspects of an interpreted scene are available for
conscious reasoning [LaR07, vG09].
The network we propose was not designed for the purpose of extracting
optical flow. Optical flow is just one of several simultaneously inferred
quantities. For example, the light intensity image (the grayscale image)
cannot be inferred without also inferring the optical flow. The optical
flow in turn cannot be inferred without inferring the motion of the
camera and vice versa. The purpose of our system is to show that a
weak input can be used in a distributed interconnected system to infer
maps, which cannot be calculated in a simple feed-forward way. This
small visual system is simple enough to easily implement and verify for
correctness. Yet, it is complex enough to solve non-trivial problems such
as inferring the grayscale image or the optical flow. If the goal were to
determine the grayscale image, optical flow, or ego-motion, there are
specialized methods and sensors for each of these tasks. Our goal here
is to see whether an interconnected distributed representation can reach
reasonable conclusions in each of its areas, even when the input is too
weak to infer any area individually. We use reconstruction of optical
flow to demonstrate the viability of such distributed computation.
Related Work on Optical flow. The problem of reconstructing optical flow from visual input was originally proposed by Horn and Schunck
[HS81], and has been studied heavily since then (see [BB95] for a survey). Most of the work on this problem utilizes feed-forward processing
and relaxation methods [SB02]. One approach to optical flow that
slightly resembles our network is that of Ringbauer et al. [RBN07].
They have shown that it is possible to use a multi-map network to
compute optical flow based on what is known about the dorsal pathway of primate visual cortex. Their work uses a combination of feedforward processing and recurrence and thus provides a nice example of
map-based processing. Their network is based on Reichardt-like motion
sensors [Rei61]. Such a sensor detects optical flow by comparing the
change in light intensity in a pixel with the changes in the adjacent pixels after a delay. In contrast to their network, ours does not use delays
or other such direct computation of the optical flow. Instead, similar to
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traditional relaxation methods [SB02], our network relies on recurrent
interactions between local constraints located throughout the network.
These constraints co-influence information as it is transformed between
maps. Optical flow is just one of several different aspects we infer about
the visual scene.
2.2. Model Description
The world we model consists of a still scene that is recorded by a camera
which uses a neuromorphic vision sensor [LPD06]. We assume the
camera to be fixed at the origin but free to rotate, like an eye in its
socket. However, for the purpose of the formulas, we treat camera
rotation via the equivalent assumption that the camera is fixed while
the world rotates around it. We treat the world as being painted on the
interior of a rotatable unit sphere centered on the pinhole of the camera.
The view axis of the camera is aligned with the z-axis of the world (see
Figure 2.2). We let R be the instantaneous rotational motion of the
world (not its cumulative orientation). The axis of rotation is encoded
in the direction of R while the speed of rotation is given by its length.
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y
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x

Figure 2.2. The relationship between 2-D image
space and 3-D world space. We treat the world as being painted on the interior of a rotatable unit sphere
centered on the camera. The pinhole of the camera is
centered in the origin of the world space. The view-axis
of the camera is aligned with the z-axis of the worldspace.
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2.3. Structure of the Network

The network we designed consists of several recurrently connected areas,
each representing a different aspect of the visual interpretation, such as
light intensity or optic flow, as shown in Figure 2.1. Since each area is
internally retinotopically organized, we refer to the areas as maps. The
maps in our network are not intended to correspond to specific brain
areas of any particular species. Instead, we designed them to form a
small but coherent vision system composed of clearly understandable
parts and relationships.
The network contains an optic flow map F, a light intensity map I, a
spatial intensity gradient map G, a temporal intensity derivative map V,
a camera calibration map C, and a single (non-mapped) estimate of
the three-dimensional rotational motion R of the camera. For each
pixel the camera calibration map C contains a vector (of unit length)
pointing from the origin to the position of the pixel in world space (see
Figure 2.3). It is determined by the view angle of the camera. Although
we usually use a camera with a view angle of about 45◦ the system is not
restricted to that single angle. Different cameras with other view angles,
smaller or larger, can be employed to provide data to our network. The
resolution of the camera we used is 128 × 128. We thus discretized all
maps as arrays of size 128×128, except for I which has size 129×129 (so
that there are 128 differences in the x and y directions to match G, cf.
Equation 2.2 below) and R which is a single three-dimensional vector.
In the following we will denote the width (height) of the camera by N .
The relationships between the maps, as shown mathematically in the
rectangles in Figure 2.1, are (i) that G should be the gradient of I,
(ii) that spatial variation G in brightness should match time variation V
according to the local optic flow F, and (iii) the optic flow F at each
point should correspond to the camera motion R with respect to the
direction C in which the pixel is aimed. Together, these relations simply
express the idea that the input should be explainable by the rotation of
a camera in front of an image. As will be discussed in more detail in
Section 2.5, these constraints come from (i) the definition of G and I,
(ii) the optical flow constraint equation defining the relationship of V,
F, and G [HS81], and (iii) the three-dimensional geometry of F, R,
and C. That is, the constraints are given simply by the mathematical
definitions of the maps, not by any special requirements of this type of
network.
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Figure 2.3. The camera calibration map C. For each
pixel at position (x, y) in image space the map C contains a vector pointing from the origin to the position of
that pixel in world space. The dashed arrow represents
an example of such a vector.

The described relations connect the maps in a point-wise way. The only
place where neighboring pixels are connected is through the relation between G and I, in which G depends on the relative values of neighboring
pixels in I, and through the relation between F and R, in which all pixels (not just neighbors) must coordinate their local optical flow estimate
with the one single estimate of the camera’s rotation (contained in R).
2.4. Network Input
Similar to our retina, the DVS sensor [LPD06] of the camera used in
our experiments provides a temporal derivative of light intensity for
each pixel, i.e., it provides information about how much the brightness
has changed within the last time-step. Whenever the light intensity in a
pixel has changed by a certain amount the DVS sensor emits an ‘on’ or
‘off’ spike event. We bin these spike events during a short time window
in order to generate the input for the temporal intensity map V = dI/dt.
This is the sole input to the system. Note that the map I, corresponding
to a traditional grayscale camera image, is not an input to our system,
but must be inferred from the input V by simultaneously inferring the
values in the rest of the network. There is no feed-forward method
for finding I, G, F, and R given V. To get a feel for the problem, the
reader can try to infer I, G, and F, given only V as shown in Figure 2.6.
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Attempting this inference will make it clear that a solution requires the
interpretation of V as the result of a particular camera motion in front
of a particular image.
For example, given the input V, it is not possible to simply solve for F
and G. The only constraint on the vectors F and G at any pixel is that
their scalar product should be -V. Even if either F or G is known, the
other is still underconstrained, being limited only to a line of possibilities
(see Figure 2.4b). This is a very weak constraint, eliminating only one
out of the four degrees of freedom in F and G at each pixel. When
trying to solve for F, this is known as the aperture problem [Ull79].
The other constraints restrict R or I in a similarly weak manner. They
only require that the optic flow F at each pixel should be consistent
with the overall camera rotation R, and that G should be the gradient
of the map I. That is, G should be a conservative vector field. Thus, all
of the constraints in the system are weak constraints, and it is a priori
not clear that the system will be able to find a correct interpretation
of the input. For our purposes, this weak effect of the input is an
advantage. Although we could use regular video input, thus avoiding
the need to infer I, our purpose here is to explore the viability of a
system with a distributed internal representation, where the parts of
the representation are in general not directly observable.
Our network in practice converges to a consistent visual interpretation
(see Section 2.7). It can do so using just a single input frame, even
if all maps are randomly initialized. Note that a single frame from
a traditional camera is insufficient for determining optical flow, as it
contains no temporal information. The neuromorphic sensor we use
is inspired by features of biological retinas [Hub95]. It reports the
time derivative of the light intensity at each pixel rather than the light
intensity itself. A single frame of this information surprisingly turns out
to be enough to infer both the standard grayscale image and the optical
flow.

2.5. The Relations of the Network
There are three relations in the network. The relation between V, F,
and G, which is often called the optical flow constraint equation [HS81],
is defined as
~ x,y · G
~ x,y
− Vx,y = F

(2.1)
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and is derived from the observation that the change in brightness over
time is given by the speed of the optic flow, multiplied by the change
in brightness in the direction of the optic flow. As shown in Figure 2.4,
this change in brightness depends on the angle between the flow vector
and the spatial gradient. If both vectors point in the same direction the
pixel becomes darker, while it becomes brighter if the vectors point in
opposite directions (see Figure 2.4a). Additionally, the value of V also
depends on the length of both vectors. A small gradient and a large
optical flow vector combine to yield a medium brightness change, and
the same holds for a large gradient but a small optical flow vector.
Since our input is V, there is an unavoidable scalar ambiguity in the
values reached by the rest of the network. For any non-zero real value
β, it is possible to multiply all values in G and I by β, and to multiply
all values in F and R by 1/β, and they will be consistent with exactly
the same V as before. In other words, given a frame of input, it is
impossible to distinguish between a slow-moving high-contrast image
and a fast-moving low-contrast image. This ambiguity extends to the
sign of β. The image might have inverted contrast and be moving in the
opposite direction. How our system resolves this ambiguity in the first
frame depends on the random numbers used to initialize the maps. In
the subsequent frames we initialize the maps with the converged state
from the previous frame. Thus, the relative weight of F and G (i.e., β)
stays roughly the same resulting in consistent interpretations over time.
The relation between maps I and G requires that
~ x,y = ∇Ix,y =
G



Ix+1,y − Ix,y
Ix,y+1 − Ix,y


,

(2.2)

where ∇Ix,y is simply the forward difference approximation of the gradient.
The remaining relation is the one between the optic flow F and the
global rotation R of the world (see Figure 2.5a). In world space the
optic flow of a pixel at (x, y) is always perpendicular to the vector of
rotation R [Pra80]. Moreover, it is tangential to the surface of the
~ x,y , which points
unit sphere, and hence perpendicular to the vector C
in the direction of pixel (x, y) on the surface of the unit sphere. Thus,
we obtain
~ x,y = m32 (R
~ ×C
~ x,y ) ,
F

(2.3)
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V>0

V=0

-V/|G|

V=0

G

F
V<0

(a)

(b)

Figure 2.4. The relation between the temporal gradient V, the optical flow F and the spatial gradient G.
(a) A bright square is moving upwards on a dark background. Black solid arrows indicate the spatial gradient
and green dashed arrows the optical flow for a selection
of pixels. On the bottom border both the optical flow
and the spatial gradient point in the same direction,
thus the pixel at that position becomes darker as the
bright square moves up (V < 0). In contrast, on the
top the opposite occurs (V > 0) and on the left and
right no brightness change occurs at all (V = 0) as both
vectors are perpendicular. (b) The relation −V = F·G
cannot be solved uniquely for F or G. Given a spatial
gradient G and a temporal gradient V, the solutions
for F (e.g. the dotted gray vectors) lie on the dashed
black line (perpendicular to G). This is known as the
aperture problem [Ull79]. In our network, the relationship adjusts F towards this dashed line, in the direction
of the blue arrow.

where m32 : R3 → R2 maps a vector from world space to image space
[FDFH97, CG67]. For a detailed explanation of m32 (·) see Appendix A.
~ x,y is not changed by the dynamics of the network but
Note that C
is derived by calibration of the view angle of the camera before the
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experiments. However, one could in principle define an update equation
for C resulting in a self-calibrating system.

F

F

C
R

C

R

(a)

(b)

Figure 2.5. The relation between the optical flow F
and the rotational motion R. The figures show threedimensional drawings of the camera, which is located in
the origin of the world space, pointing at a dark scene
with a bright square that is moving upwards. (a) The
~ x,y = R
~ ×C
~ x,y follows from F
~ x,y (dashed
relation F
~ and C
~ x,y . (b)
green vectors) being perpendicular to R
Each entry of the flow map restricts the possible solu~ to a straight line (dashed black line) passing
tions for R
~
~ x,y ) and parallel to C
~ x,y .
through Cx,y × m23 (F

2.6. Update Equations
Based on the relations described above we derive our update rules following a simple pattern. To update a given map based on a given
relation, we assume that the other maps in that relation contain correct
information, and we compute a candidate map, which is the map closest
to the current map that would satisfy the relation. We then compute
the new values for the map by taking a small step towards the candidate
map. This essentially amounts to a relaxation method [SB02], applied
to specific local constraints rather than to a boundary-constrained differential equation. Note that there is no specific order in which the
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maps are updated during one convergence step. Instead, the order is
chosen randomly for each step.
The relation between V, F, and G. Equation (2.1) cannot be solved
~ x,y or G
~ x,y , since for a given Vx,y and G
~ x,y there exist
directly for F
~ x,y . These lie all on a line perpendicular
many possible solutions for F
~
~
~ x,y | · −V/|G
~ x,y | (see Figure 2.4b).
to Gx,y passing through Gx,y /|G
However, from Equation (2.1) we can derive a quadratic error function
~ x,y ) = (Vx,y + F
~ x,y · G
~ x,y )2 .
QV,G (F

~ x,y ) equals zero when Equation (2.1) is fulfilled and greater than
QV,G (F
~ x,y ) with respect to
zero otherwise. Calculating the gradient of QV,G (F
~ x,y yields
F
~ x,y )
dQV,G (F
~ x,y (Vx,y + F
~ x,y · G
~ x,y ).
= 2G
~ x,y
dF

(2.4)

~ x,y by taking a step in the direction of this gradient, or
We can optimize F
~ 0 that satisfies Equation (2.1)
we can directly solve for the nearest F
x,y
~
and then take a step towards this F0x,y . These approaches yield the
same resulting direction, with a possible difference of magnitude if one
takes a step size proportional to the gradient. Both methods work well
~ 0 we first compute
experimentally. To directly solve for the nearest F
x,y
~ x,y to F
~ 0 as
the distance of the current F
x,y
−

~
Vx,y
~ x,y · Gx,y .
−F
~ x,y |
~ x,y |
|G
|G

~ x,y by this distance into the direction of G
~ x,y and obtain
We then move F
!
~ x,y Vx,y
~ x,y
G
G
0
~
~ x,y −
~ x,y ·
F
F
(
+F
)
x,y =
~ x,y | |G
~ x,y |
~ x,y |
|G
|G
!
~ x,y
G
~ x,y −
~ x,y · G
~ x,y ) .
= F
(V + F
~ x,y |2 x,y
|G

The update rule follows from calculating the weighted average of the
current estimate F and the target map F0 as
~ x,y = (1 − δGF )F
~ x,y + ξ · δGF · F
~0 ,
F
(2.5)
x,y

where δGF controls effect of one update and ξ controls the length of the
optical flow vectors.
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The update rule from V and F to G is defined analogically.
The relation between I and G. Equation (2.2) yields an obvious
candidate. Thus the update rule from the light intensity map I to the
spatial gradient map G can be simply given as
~ x,y = (1 − δIG )G
~ x,y + δIG ∇Ix,y .
G
(2.6)
Note that we can derive the exact same rule by means of a gradient
descent approach. The error function necessary for this purpose is given
~ x,y and ∇Ix,y .
as the squared norm of the difference of the vectors G
In order to update the light intensity map from the gradient map we
~ x,y with the hypothetical gradient ∇Ix,y in
compare current values of G
a temporary map
~ x,y = G
~ x,y − ∇Ix,y .
Ψ
(2.7)
As changing Ix,y also affects the gradients of the neighboring pixels
(x − 1, y) and (x, y − 1), the effect in the x-direction is computed as
~
~ (x) ~ (x)
Ψ̂(x)
x,y = Ψx,y − Ψx−1,y ,

~ set to 0. Together with the analogous
with out-of-bounds entries of Ψ
~ (y)
definition for Ψ̂x,y , the update rule is defined as
~
~ (y)
Ix,y = (1 − δGI )Ix,y + δGI (Ix,y − Ψ̂(x)
x,y − Ψ̂x,y ).

(2.8)

Again, this update rule can also be derived with a gradient descent
approach.
Note that in order to account for border effects the map I is of size
(N + 1) × (N + 1). This is in contrast to the other maps of the network,
which are of size N × N .
The relation between F, C, and R. The update rule from the rotation to the optic flow map can be defined according to Equation (2.3)
as
~ x,y = (1 − δRF )F
~ x,y + δRF · m32 (R
~ ×C
~ x,y ) ,
F
(2.9)
where m32 has to be applied to project the result of the cross-product
back to image space [FDFH97, CG67].
~ x,y restricts the set of posIn the opposite direction each flow vector F
~
sible solutions for R to a straight line (see Figure 2.5b), defined by
~ x,y = C
~ x,y × m23 (F
~ x,y ) + k · C
~ x,y ,
R

(2.10)
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Brighter
Darker

(a)

(b)

Figure 2.6. Two sample results of the simulations.
The map V shows input from the neuromorphic sensor
as it moves above part of a keyboard. Red pixels in V
represent off events, Blue areas on events. The other
maps are all inferred from V. The hue in G and F
represents the direction of the vector at the given pixel
(cf. the legend at the center), and the saturation is
proportional to the vector norm. (a) shows the result
of a clockwise rotation of the input around the image
center. (b) shows the result of a left to right motion of
the input.
where m23 : R2 → R3 maps a vector from image space to world space
[FDFH97, CG67]. For a detailed explanation of m23 see Appendix A.
~ x,y would yield a unique soIn a noise free setup the intersection of all R
~
lution for R. In our system, each flow vector can only contribute a noisy
~ x,y . However, for every possible R
~ we can compute its disestimate of R
~
tance dR
~ x,y to each Rx,y . This allows us to find an optimal estimate of
~ by means of an analytical least squares fit over all R
~ x,y . Recall that
R
~
Cx,y is of unit length. By application of Pythagoras’ theorem we obtain
d2R
~

x,y

~ ·C
~ x,y )2 = R
~ −C
~ x,y × m23 (F
~ x,y )
+ (R

2

and thus
d2R
~

x,y

~ −C
~ x,y × m23 (F
~ x,y )
= R

2

~ ·C
~ x,y )2 .
− (R

(2.11)
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Table 2.1. Parameters used during the experiments.
δGF
0.2

δF G
0.2

δGI
0.2

δIG
0.2

δRF
0.8

δF R
0.8

ξ
0.9

~ = P d2
By minimizing the error function QF,C (R)
x,y R
~ x,y we compute
~
the new candidate of R. Therefore, the update rule from the optical
flow map to the rotation is defined as
~ = (1 − δFR )R
~ + δFR · arg min QF,C (R).
~
R

(2.12)

~
R

This minimization is carried out by an analytical linear least squares
fit.
2.7. Results
We tested our network with data recorded using the vision sensor of
[LPD06], which has an array of 128 × 128 pixels. Each pixel sends an
event whenever the difference between current light intensity and the
light intensity at the time of the last event exceeds a threshold. We
bin these events into a sequence of frames, each covering a short time
window. The bin size we use is 50 ms, which results in about 3000 events
per frame for the recorded test sequence. On average, a single frame
contains 2400 pixels that have sent at least one spike due to change in
brightness. We feed each frame to the system as input V. All other maps
are initialized using the results from the previous converged state or, at
the beginning, using random data. We then let the system converge
to a stable state. This takes on average about 1000 convergence steps
using the parameters given in Table 2.1. The system is able to process
the data at around 2 frames per second when using a C++ program on
a 2.66 Ghz mobile processor. However, this can be further optimized by
parallelizing the computation of the updates and the usage of dedicated
hardware such as graphics processing units (GPUs) [Gar10] or field
programmable gate arrays (FPGAs) [PGS+ 09]. This kind of hardware
is optimized for parallel processing of large data sets such as the maps
of our network.
For our experiments we recorded a sequence consisting of consecutive
rotations about all three axes of the world’s coordinate system. While
recording, the DVS camera was pointing at a common laptop keyboard,
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which provided sufficient texture for our system. Two example results
are shown in Figure 2.6. The system correctly identifies a rotation centered in the upper left quadrant of the image in Figure 2.6a, and a translation from left to right in Figure 2.6b. These rotations are correctly
inferred as can be seen from the colorings in the optical flow map F.
In Figure 2.6a, the vectors point in a clockwise direction with growing
magnitude as the distance from the center increases. In Figure 2.6b, the
constant direction of the optical flow in F shows that it is also correctly
reproduced. The visibility of faint features in F shows that the constraints are not perfectly satisfied. Note that the light intensity map I
correctly captures the shading of the keyboard despite the sparse input
V. The converged network states of the full sequence can be found as
a movie on http://www.krautz.ch/thesis/dvskeyboard.mov.
In order to avoid that all values of the network tend to infinity we simply
restricted the magnitudes of the vectors in F and G to a range of [−5, 5].
In the measured converged states the borders of this range were never
reached. Thus, the final converged state is only indirectly dependent
on this restriction. Restricting only F or only G is not sufficient due
to the symmetric relation given by Equation (2.1). If only one of the
two maps is restricted to [−5, 5] it can still contain vectors close to zero,
which would cause the unrestricted map to tend to vectors of infinite
length.
2.7.1. Comparison with Ground Truth. The results presented so
far showed that the system works with real-world data. In this section we will provide more quantitative data regarding the performance.
For this, we implemented a rendering engine that allows us to create
the same type of data as the vision sensor from an animated threedimensional mesh. Additionally, when we use the rendering engine we
~ ◦ and optical flow F◦ in the observed scene.
know the true rotation R
~ ∗ and F∗ for each input
We compared those to the converged states R
frame. The comparison was mainly carried out by calculating the dot
products of the normalized rotations and the normalized flow vectors.
We did not use the vector difference as the system can use an arbitrary
scaling of all vectors, i.e., we can only judge about the performance with
respect to the similarity of the directions of all vectors. The quality of
the reconstructed rotation is given by
qR =

~◦
~∗
R
R
·
,
~ ◦ | |R
~ ∗|
|R

(2.13)
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where a value of 1 means that the vectors have the same direction and
a value of −1 that they have opposite directions. The quality of the
reconstructed flow map is computed by taking the average value of the
dot products of the single flow vectors and is given by
+
*
~∗
~◦
F
F
x,y
x,y
·
,
(2.14)
qF =
~ ◦ | |F
~∗ |
|F
x,y
x,y
where h·i denotes the mean of the given list of values.

We created an animated scene of a typical computer keyboard and tested
our algorithm on it (see Figure 2.7). The sequence contains consecutive
rotations about all three axes (see Figure 2.8). For each input frame
the system usually converged after 1000 convergence steps. The values
of qR and qF averaged over the complete scene were 0.92 and 0.96,
respectively. Figure 2.8 shows the history of both values for the whole
sequence. The drops of the qR -values for single frames that are visible
in the history are due to the abrupt change in rotation at these time
steps. Only at the switch of rotation about the z-axis to rotation about
the y-axis do the q-values drop for more than a single frame. However,
the system recovers to the correct interpretation of the scene on its own
within about 0.25 s (5 frames). Removal of the outliers increased the
value of qR to 0.96. Hence, both qR and qF are close to the achievable
maximum of 1. The converged network states of the full sequence can
be found as a movie on http://www.krautz.ch/thesis/genkeyboard.mov.
2.7.2. Convergence to Local Optima. In our experiments, the system always converged to a stable state. However, it is not guaranteed
that the system always reaches the correct state. If we start from random data, it occasionally converges to an incorrect local optimum. For
example, if the true rotation is about the view axis of the camera, the
network can reach an incorrect local optimum which has the flow vectors
pointing to the left throughout the image instead of correctly following
a circular pattern. This error amounts to the β ambiguity (see p. 23)
being resolved with β varying with the vertical position within the image. In contrast, such spurious optima can be avoided when the process
is started from a nearly correct state, as shown in Figure 2.9.
2.7.3. Removal of the light intensity map. The light intensity map
I represents one “end” of the network. It only processes information
from the spatial gradient G and feeds its data only back to G. Thus, at
first sight it might seem that the light intensity map I is not necessary
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Darker

(a)

(b)

Figure 2.7. Two sample results of the simulations
from the generated keyboard scene. The map V shows
input from the generated keyboard scene as the camera moves above part of a keyboard. Red pixels in V
represent off events, Blue areas on events. The other
maps are all inferred from V. The hue in G and F
represents the direction of the vector at the given pixel
(cf. the legend at the center), and the saturation is proportional to the vector norm. (a) shows the result of a
clockwise rotation of the input around the image center. (b) shows the result of a right to left motion of the
input.

for the the network to work correctly. However, the removal of the
map yielded an enormous decrease of the performance of the network
(hqR i = 0.25, hqF i = 0.23). In Figure 2.10 it can be seen that we were
able to start with the correct reconstruction of of the rotation about
the view axis. However, as soon as a change in rotation occurred, the
quality values decreased significantly. The map I is important for a
correct convergence because it induces a local neighborhood across the
pixels of the spatial gradient G. That is, the relation between I and G
~ can
ensures that G is a conservative vector field. Without I, any R
be consistent with any input V. Given V, one could always choose an
~ calculate F using Equation (2.3), and then set G so that
arbitrary R,
Equation (2.1) would hold.

2.8. Discussion
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Figure 2.8. Example of the history of both qR and
qF over all frames of the generated keyboard scene.
The bright and dark gray shading indicates the different phases of the recorded sequence, where x, y, and z
at the beginning of each phase specifies the axis of rotation performed by the camera and + or − the direction
of rotation. We considered all time steps as outliers,
where the qR -value dropped for a single frame while
the rotation in the sequence changed. At the switch
from rotation about the z-axis to rotation about the
y-axis (at about 4.4 s) the system looses the correct
interpretation, but finds the correct result again within
about 0.25 s (5 frames). The data suggests that rotations about the view axis (0 − 4.4 s) are more reliably reconstructed than rotations about the other axes
(4.4 − 7.8 s).
2.8. Discussion
We have explored a new approach to network design by creating a network consisting of recurrently interconnected maps. Each of these maps
represents a different aspect of the visual interpretation of the input.
This system works surprisingly well on live data, without needing any
arbitrary measures such as explicit smoothing or clipping of outliers to
compensate for the noisy data.
The performance of our system demonstrates that it is feasible to process
input by using loosely coupled maps that mutually influence each other
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(a) Input

(b) t = 0

(c) t = 400

(d) t = 1000

Figure 2.9. Convergence from an almost correct
state. Starting from the almost correct interpretation
of the previous input the system converges to the correct interpretation of the current input. (a) The current input V showing generated data for a rotation
about the center of the map (z-axis). (b) The converged state of F after the previous input (same rotational motion as for the current input). Although the
camera rotates about the center of the image the interpretation of the system starts at a slightly wrong
solution (qF = 0.47), where the center of rotation lies
in the upper right corner if the image. (c) An intermediate state of of F after 500 updates. The center
of rotation, detected by the system, slowly moves to
the center of the map (qF = 0.90). (d) The converged
correct state of of F after 1000 updates. The interpretation of the input now matches the real rotation of the
camera (qF = 1.00).
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Figure 2.10. Example of the history of both qR and
qF over all frames of the generated keyboard scene for
the network without the map I. The history shows a
clear drop in performance at the time the first change
in rotation occurs. Although the system is almost able
to recover at around 5.9 ms the following change in
rotation again results in a drop of the performance.
towards a coherent interpretation. Additionally, this approach is not
sensitive to whether the problem is mathematically underconstrained
or overconstrained; it simply tries to find a reasonable solution. Such
networks can be engineered in a relatively straightforward way, based
on traditional mathematical relationships, even when there is no clear
feed-forward way to compute the solution.
Our network shares several features with neural circuits. It is highly parallelizable, consisting of only local operations which could be performed
asynchronously. It uses a biologically inspired neuromorphic sensor feeding input that is similar to what real, biological retinas send along the
optic nerve [Hub95]. It is our hope that studying this interacting map
approach might help in understanding how the brain converges to its
interpretations, especially given that the input arriving to cortical areas
is known to provide an anatomically weak but computationally critical
influence on their operation [DCM09].
2.8.1. Variation of Parameters. We could achieve good results using the parameters shown in Table 2.1. We also tried to use the same
update delta for all constraints. However, here we could not obtain
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the same quality as with the original parameters. A strong coupling
between R and F seems to necessary. Further work will be needed to
develop a principled approach to setting these couplings.
2.8.2. Relationship to Factor Graphs. The overall architecture of
our network is quite similar in spirit to the design of a factor graph
[KFL01, YFW03]. The structure shown in Figure 2.1 not only expresses relationships between different aspects of the interpretation, but
also provides conditional independence information just like a factor
graph diagram with the maps (ovals) corresponding to grids of variables, and the relations (rectangles) corresponding to grids of factors.
For example, the light intensity I and the optical flow F are conditionally independent given the spatial gradient G.
Given our camera resolution of 128 × 128 pixels, the factor graph corresponding to our network would contain over 60,000 random variables,
each having a one, two, or three-dimensional probability distribution.
Since factor graph algorithms such as loopy belief propagation are quite
slow on such large structures, we do not keep track of distribution estimates in our simulations. Instead, we simply maintain a current best
guess for the value of each variable.
2.8.3. Network Extendability. Our approach is in principle not limited to the specific network shown in Figure 2.1. There are several possible extensions to the functionality of our network, such as tracking
multiple objects (by having multiple vectors for R), performing pixelby-pixel self-calibration of the camera (by making the map C be influenceable), or finding structure from motion [Ull79]. In general, any
type of information that could help with the analysis of the visual scene
could be added to the network, connected by its relationships to the
other types of information in the network.
We will now describe the idea of structure from motion in detail. The
network could be extended to allow camera translation and inference
of three-dimensional depth information as can be seen in Figure 2.11.
To do this, one can express the total optical flow F as a sum of an
overall image shift S due to camera rotation R, and a much more subtle
contribution of perspective P due to camera translation among objects
in three-dimensional space, in which nearby objects appear to move
faster than far objects. Formally, we obtain
~ x,y = P
~ x,y + ~Sx,y .
F

(2.15)
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I

-D·P = (T × C) x C

INPUT

G

camera translation
3D vector

depth
scalar map

G=∇I

F=P+S

F

optical flow
2D vector map

C

perspective flow
2D vector map

intensity derivative
scalar map

V = −F · G

CONSTANT

P

V

spatial gradient
2D vector map

T

D

light intensity
scalar map

camera calibration
3D vector map

S=R×C

S

shift (rot. flow)
2D vector map

R

camera rotation
3D vector

Figure 2.11. The extended network architecture that
adds the reconstruction of the translation of the camera
to the system. The relationships, shown in rectangles,
apply independently for each pixel in the maps. Note
that map D is marked constant. As we haven’t successfully tested this network, it is not clear whether sensible
depth information can be inferred at all by means of the
shown network. Hence, it could be the case that D is
used as an additional input as recorded from a distance
sensor such as the Kinect camera [SJP11].

The map P is related to a distance map D, along with a global vector
for the camera’s translation T. Using similar arguments as for Equation (2.3) it is defined as
~ x,y = m32 ((T
~ x,y × C
~ x,y ) × C
~ x,y ) ,
− Dx,y · P

(2.16)

where the depth D is basically a scaling factor which takes the fact
into account that a large translation of a far away object (high value of
D) causes only a small vector in the perspective P. The second crossproduct with C is necessary as otherwise the resulting perspective would
be perpendicular to its correct direction.
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The relation between P, D, C and T. The update rule from the translation to the perspective map can be derived from Equation (2.16) as
~ x,y = (1 − δTP )P
~ x,y + δTP · −1 m32 ((T
~ ×C
~ x,y ) × C
~ x,y ) , (2.17)
P
Dx,y
where m32 has to be applied to project the result of the cross-product
back to image space [FDFH97, CG67].
~ we obtain a similar formula for T
~
Analogously to the update rule of R
~ = (1 − δPT )T
~ + δPT · arg min QP,D,C (T)
~ ,
T

(2.18)

~
T

~ = P d2
where QP,D,C (T)
x,y T
~
d2T
~

x,y

with
x,y

~ −C
~ x,y × m23 (C
~ x,y × P
~ x,y )|2 − (T
~ ·C
~ x,y )2 .
= |T

The update rule for D follows directly from Equation (2.16) as
Dx,y = (1 − δPTD )Dx,y + δPTD ·

~ ×C
~ x,y ) × C
~ x,y )|
|m32 ((T
. (2.19)
~ x,y |
|P

First experiments with this setup have shown that the extended system is able to create a consistent interpretation of given input data.
However, we observed that the system was not able to find the correct
division of the optical flow map F into its translational and rotational
components P and S. This is probably because the field of view of a
single camera is too narrow. Additionally, the constraint imposed by
Equation (2.15) might be too weak. Thus, it might be helpful to either
add more constraints or provide the network with additional input from
multiple cameras, looking in different directions. Further input could
be applied through the depth map D, which can be retrieved from a
distance sensor such as the Kinect camera [SJP11]. For a related discussion on the computation of depth information from optical flow we
refer the reader to the work of Prazdny [Pra80].
2.8.4. Event-Based Implementation. Future work could bring us
closer to the vision of a comprehensive neurally plausible visual scene interpretation system efficiently implementable on parallel neuronal hardware. For instance, it would be interesting to convert this network into
a spiking form, as opposed to being frame-based. This could allow the
interacting map approach to be implementable on neuromorphic spiking
hardware (such as [KLP08, FSM08, ICD04, SBG+ 07]), and might
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expose new issues that are relevant for the understanding of processing
in the brain.

CHAPTER 3

Sharpening Inter-areal Projections
The work presented in this chapter is joint with Matthew Cook, and
Florian Jug and has been published in [CJK11]. An extended abstract
has appeared in [CJK09].
3.1. Consistent Propagation of Information in the
Developing Cortex
The cortex is a large recurrent network. Billions of neurons are created
during its development. These neurons start to grow axons from their
central part, the soma, where most of the information is processed. The
axons form connections with the dendritic trees of other neurons via
synapses. Anatomical studies have shown that neurons are able to create topographical projections from the source area to the target area
[PKD+ 06, vEZ78]. Terminal axonal arbors in the target area have
their relative positions similarly arranged as the somas in the source
area. Additionally, reciprocal connections, initiating in the target area,
project back to the source area and are aligned with the forward projection. Many such projections form multiple loops in the cortex as shown
by Felleman and van Essen in primate visual cortex [FvE91].
The recurrently connected areas of the cortex can only accurately influence each other if the information between them is transmitted consistently. Here, we use the term consistent in the following sense: correct
information about the environment that is sent out from an area and
propagated throughout the cortex should not result in contradicting
information coming back to that area. However, morphological experiments have shown that single terminal arbors usually cover between
5% to 30% of the total target area, which results in a significant overlap [KSBH94]. In addition, it has been claimed that the connectivity
within the axonal and dendritic arbor regions is random [BS91]. This
indicates that the morphology of inter-areal projections is not precise
41
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enough to allow consistent propagation of information. Consequently,
the brain must use different mechanisms during development to ensure
accurate mutual influence between cortical areas. Hence, the question
we want to answer in this chapter is how the brain develops precisely
aligned inter-areal projections.
3.2. How Synaptic Plasticity Can Sharpen Inter-areal
Projections
A mechanism that could be involved in the process of forming aligned
reciprocal projections is synaptic plasticity. Neurobiological experiments have shown that the connectivity between neurons depends on the
strength of the synapses, which are formed between the axonal arbors
and dendritic branches [Kan00]. The number and size of synapses can
be changed dramatically by correlated activity of the source and target neurons. This principle has been formulated by Hebb in 1949 and is
known as Hebbian learning [Heb49]. Despite the imprecise morphology,
the cortex might be able to obtain an accurate reciprocal connectivity
by an appropriate adjustment of the synaptic strengths. That is, connections to topographically aligned cells have to be strengthened while
connections to non-aligned cells have to be weakened, as shown in Figures 3.1c and 3.1d. It is known that imprecise connections are pruned
during development [LC06]. This does not imply that precise projections can only be achieved via small arbors. Rather, the remaining,
precise synapses will still distribute throughout the area of the original
axonal and dendritic arbors (see Figures 3.1a and 3.1b). Therefore, it
cannot be determined by morphology alone whether a sharpening of the
projections has taken place or not. Unfortunately, anatomical studies
do not provide sufficient information on synaptic specificity of interareal projections [BDM04, OF05]. Thus, it remains obscure whether
synaptic plasticity is the key feature that ensures the development of
accurate reciprocal projections.
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(a)

(b)

Figure 3.1. (a) A precise projection without small
arbors. The synapses (black dots) can be distributed
throughout the area where the projecting cell’s axonal
arbor (red) overlaps with the dendritic arbor (blue) of
the target cell. Although the arbors have a chaotic and
unfocused morphology, the projection is in fact perfectly topographic, one-to-one connectivity. (b) The
same picture with most arbors grayed out. Here it is
easier to see how the synaptic connections are providing a perfectly precise projection. (continued on next
page)
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(c)

(d)

Figure 3.1. (cont.) (c) When one area projects
to another, the terminal axonal and dendritic arbors
(symbolized as shaded triangles) allow each projecting neuron to reach a range of targets (three shown).
(d) Learning mechanisms can effectively sharpen the
projection by strengthening some synapses and weakening others. This is symbolized here by showing the
connection of the most-aligned units as strengthened,
while other connections are weakened, yielding the connectivity of (a). The diagrams (a)-(d) are vast simplifications of real arbors, which contain thousands of
synapses in three dimensions, often centered around the
target soma. In reality, a projection would not have to
be one-to-one to be considered precise, but it would
need to use synaptic specificity to prefer localized targets.
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3.3. Related Work
To this day, no model of cortical computation has given a sufficient
description of how the brain ensures consistent transmission of information. There are many models that deal with the synaptic modification
of inter-areal projections. However, none of these models explains the
mechanisms that are necessary for obtaining accurate reciprocal connectivity. In their pioneering work, Willshaw and Malsburg investigated the development of topographic retino-tectal projections in the
frog [WvdM76]. Their work, however, does not account for the reciprocity of cortical projections. Grossberg studied learning mechanisms
in reciprocal network architectures [Gro76, Gro99]. In particular, he
investigated the development of reciprocal connectivity within an area.
As we are interested in the precise alignment of inter-areal projections,
his work does not give a sufficient solution to our question. More recently, Miikulainen et al. have studied the development of the early visual system (up to V1) in a feed-forward model [MBCS05], which they
called LISSOM (laterally interconnected synergetically self-organizing
map). Their model is based on the self-organizing maps (SOM) of Kohonen [Koh01], but contains more structural elements that have been
found in visual cortex. The most prominent extension compared to
SOMs is the explicit modeling and training of the lateral connectivity within area V1 of visual cortex. The main result of the work of
Miikulainen et al. is that they proposed a model for the development
of feature maps. A feature map contains information of how sensitive
neurons are to certain visual features in the environment. An example
of such a feature is, whether a neuron is more sensitive to input from
the left or from the right eye (ocular dominance) [Bla92]. However,
the initial state of the LISSOM model already contains topographical
projections that are precisely aligned. Consequently, their model does
not give an explanation how imprecise projections are transformed into
precise projections. Thus, neither neurobiological nor theoretical studies have elucidated the neural mechanisms that are necessary to develop
precise inter-areal connectivity.
3.4. A Model for Sharpening Projections
In this chapter we show that it is possible to effectively sharpen the
topographic nature of inter-areal projections. We present a model that
employs a combination of biologically plausible learning mechanisms,
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which we refer to collectively as sharp learning. Our approach is not
based on any of the models mentioned above. However, it joins their tradition of using large simulations as a window to gain insights about the
fundamental principles of the brain. The mechanisms that we use to connect and train our networks are Hebbian learning at synapses [Heb49],
continuous winner-take-all circuitry within areas [DM07], and homeostatic activity regulation within single neurons [TN04], as shown in
Figure 3.3. Sharp learning is not a detailed model of a specific system.
Rather, it is a robust phenomenon resulting from the combination of its
components, each of which could appear in different forms in different
places.

(a)

(c)

(e)

(g)

(b)

(d)

(f )

(h)

(i)

Figure 3.2. Examples of inter-areal architectures
where sharp learning is successful. (a) The simplest
architecture is when one area projects to another.
(b) There can also be a reciprocal projection back to
the first area. (c) Three areas in a feed-forward chain.
(d) Three areas in a loop, where sharp learning results
in connections that are aligned as in Figure 3.4d. (e) A
central area connected to two other areas with bidirectional projections. (f ) Three areas fully interconnected.
(g) A feed-forward chain of areas. (h) A feed-forward
cycle of areas, where sharp learning yields the “identity
product property”: following strong connections around
the cycle leads back to the starting location within the
area. (i) A larger, arbitrary architecture with both bidirectional and unidirectional projections.
Our experiments show that by means of sharp learning it is possible
to sharpen inter-area projections in a variety of network architectures,
such as those in Figure 3.2. Consider as an example the architecture
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P
Projection
n Source

of the network shown in Figure 3.2b. This network consists of two areas and two projections, with the projections forming a cycle. If we
start with two completely random projections (see Figure 3.4a) or two
skewed projections (see Figure 3.4b), then sharp learning has the effect
of changing the weights such that the strong connections take the form
of Figure 3.4c. We can generalize this to cycles of arbitrary length,
either with feedback only coming as a result of information traveling
around the entire cycle, as shown in Figures 3.2d and 3.2h, or with pervasive feedback, as in Figures 3.2e,f,i. Whether two areas are recurrently
connected through direct projections or loops across multiple areas, our
algorithm yields aligned reciprocal and cyclic connectivity, respectively.
It is worth noting that sharp learning can also be used to learn simple
relationships between correlated data [CJKS10]. Details on this work
can be found in the thesis of Jug [Jug12].

~1 nW
~1 nW
~1 nW

wij

1 nW
~1
~1 nW
~1 nW
~1 nW
1 nW
~1

HL

WTA HAR

Figure 3.3. The components of sharp learning.
Sharp learning is the combination of three strategies. Synaptic connections between areas are controlled by Hebbian learning (HL). Local (lateral) connections within an area support continuous winnertake-all (WTA) dynamics, so nearby units within an
area exhibit similar activity patterns. Homeostatic activity regulation (HAR) within each unit modulates the
Hebbian learning so that a unit does not become permanently active or inactive, but maintains a desired
average activity level.

3.5. Components of Sharp Learning
In this chapter we want to investigate how groups of units, which correspond to areas or populations in the cortex, can interact with each

48

Chapter 3. Sharpening Inter-areal Projections

(a)

(b)

(c)

(d)

Figure 3.4. Various types of connections. (a) Shows
disordered connectivity, as would be expected with
randomly connected synapses. Such randomness is
often assumed when considering connectivity on a
scale smaller than a dendritic arbor [BS91, BDM04].
(b) Shows skewed connectivity, as would be almost inevitable from a developmental program of chemotaxic
axon growth attempting to form reciprocal connections.
(c) Shows reciprocal connectivity, which is achieved by
sharp learning. (d) Shows how this idea can be generalized to cycles of length three or more. Again, aligned
connectivity is shown, as achieved by sharp learning.
The arrows in each diagram represent the strongest
connection. Nearby connections (not shown) are also
present but weaker.

other in a consistent way when connectivity between them is initially
random. Sharp learning can be considered to happen during early brain
development, for instance, while the embryo is still unborn. Thus, the
main focus here is how precisely aligned projections between interacting
populations can be formed. Each projection represents many synaptic
connections from the source area to the target area. The connections
that a neural unit receives from a source population are denoted as afferent connections. Hence, we will sometimes refer to projections as the
afferent connectivity.
3.5.1. Rate-Coded Neural Units. We consider the individual units
in a population as either individual neurons, or as the representation of
a cortical microcolumn, which was proposed by Mountcastle [Mou57].
He found that neurons in the cortex are organized in columns, which
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extend vertically to the cortical tissue. Douglas et al. have postulated
the Canonical Microcircuit as an abstract computational model for a
column [DMW89]. The individual units in our model could be representing the mean activity (spiking-rate) of such a column.
3.5.2. Hebbian Learning. The strengths of the synaptic connections
between a source and target area can be given by a weight matrix. Each
row in such a matrix represents the strengths of all connections from
a single neuron in the source population to the neurons in the target
population. The point of sharp learning is to train these weights. If not
all possible synaptic connections are present, be it either due to random
connectivity or limitations of arbor size, then the matrix entries for the
missing weights are fixed to zero, and only the existing connections are
trained. The training of weights is carried out by Hebbian learning
(HL), where the weight is adjusted to reflect the correlation between
the activities of the source and target unit [Heb49]. In principal, sharp
learning can be implemented using any Hebbian learning rule. However,
in the standard Hebbian rule, as proposed by Hebb, weights can grow
indefinitely. A learning rule that is suitable for sharp learning has to
overcome this issue. Here, we study two rules, which employ slightly different mechanisms to avoid the indefinite growth of the weights. Apart
from that, the choice of employing exactly these rules is arbitrary. To
the first rule we refer as Decaying Hebbian. It introduces a term, that
decays all afferent connections of a unit equally over time. The second
rule has been proposed by Oja and is derived by applying a normalizing
condition to the update of the weights [Oja83]. This condition ensures
that the sum over all learned weights of a neural unit remains roughly
constant while learning.
3.5.3. Local Competition by Continuous Winner-Take-All.
Apart from the afferent connectivity between populations, we employ
lateral connectivity within each individual population. We use lateral
connections in every population, although they are only explicitly shown
in Figure 3.3. We also call the lateral connectivity the winner-take-all
(WTA) connectivity, since its weights do not undergo learning, but are
fixed to values that yield continuous WTA dynamics. These dynamics encourage a localized active region to dominate the activity of the
population, as shown in Figure 3.5.
The WTA connectivity determines the internal topology of each individual population, since it defines the local neighborhood of each unit.
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The mutual connectivity between close neighbors is strongly excitatory,
while between distant non-neighbors it is mildly inhibitory. The only
place in the network, where the distance between units plays any role,
is in the WTA connectivity. The units of a population are equidistantly
aligned like pearls in a chain. We let this one-dimensional topology wrap
around in a ring. By this, the first and last unit become direct neighbors.
This allows us to apply the described symmetric, lateral connectivity to
all units. In contrast, in an open chain the lateral connectivity towards
both ends becomes asymmetric. This results in different dynamics in
units that are located at both ends of the population. We chose the ring
topology, as the focus of this chapter lies on learning effects and not on
such border effects.
The role played by continuous WTA dynamics in sharp learning is threefold. Firstly, it coaxes the populations into activity patterns of the form
taken by population codes. According to the theory of population coding, it is not the activity of a single neuron alone that encodes a specific
input pattern. Instead, the input is represented by the activities of
the all neurons of a population. This has been shown, for example, by
Georgopoulos et al. in the primary motor cortex of monkeys [GSK86].
Secondly, as the weight matrices of each projection are chosen randomly
at the beginning of a simulation, every population initially receives completely blurred afferent input. Thus, each unit is selective to almost the
same inputs as all the other units in a population. Continuous WTA
dynamics help to break this initial symmetry by encouraging the populations to arbitrarily choose a localized winning region, whenever one or
more regions are activated by an input. Thirdly, continuous WTA dynamics play the role of signal restoration in large networks [DKM+ 95],
where information must be propagated through a sequence of projections, as shown in Figure 3.5c. Without continuous WTA dynamics,
the inevitable blurring caused by the afferent connectivity would result
in flat population activity, as demonstrated in Figure 3.5b.
Implementing continuous WTA dynamics using lateral connectivity with
global inhibition is not the only possibility. In fact, any implementation
that has the WTA properties mentioned above can be used. Another
well known implementation, which we study in this chapter, is divisive
normalization [Hee92, DPL99]. In this implementation the lateral
excitatory connectivity stays the same as for the WTA connectivity.
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(c)
1

(d)
200

1

200

(e)
Figure 3.5. Populations use continuous winnertake-all (WTA) dynamics to counterbalance the
connectivity-induced signal spreading. Here we show
the converged activities of a network consisting of 5
populations that are connected as displayed in (a) by
feed-forward projections of the form shown in (e). The
neurons are aligned along the x-axes of the plots in (b)(d). We y-axes show the activities in the range [0, 1].
(b) Without WTA dynamics the signal from the uppermost population gets lost as it is sent from population
to population. (c) The same setup as in (b) but with
WTA dynamics turned on. The signal from the uppermost layer is now maintained through an arbitrary
number of transmissions. (d) The same setup as in (c)
but starting with disordered input. The WTA dynamics not only prevent signals from being lost, but noisy
or ambiguous signals, such as in the uppermost layer,
get restored. The restored signal appears at the location with the highest input density with respect to the
neighborhood function.
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However, the inhibition within a population is realized by a normalizing term in the update equations of a unit’s activity (see Section 3.6 for
details).
3.5.4. Homeostatic Activity Regulation. The continuous WTA
dynamics and the Hebbian learning of the projections are components of
sharp learning, which work on the level of populations. However, sharp
learning also takes advantage of dynamics within individual units. Traditionally, the activity of a single unit is computed from the weighted
sum of inputs followed by a nonlinearity. In addition, sharp learning enforces units to regulate their activity so that each unit is active roughly
a given proportion of the time. This ensures that the full range of available units is used for encoding the input, and that each unit is used
in moderation. We refer to this self-regulation as homeostatic activity
regulation (HAR).
We do not assume a particular biological implementation of HAR, although candidates such as synaptic scaling have been investigated by
others [SdS06, TN04]. Their findings suggest that neurons equally
scale the strengths of all their afferent synaptic connections down, whenever their activity is too high over a certain period. In contrast, neurons
equally increase the strengths, whenever their activity is too low. This
is a local neural mechanism as the neuron merely has to keep track of its
own average activity. A mechanism that is similar to synaptic scaling is
weight renormalization [HKP91]. This technique tries to compensates
the effects of HL on the average activity of neurons, by keeping the
sum of the afferent weights of each unit constant. In contrast to HAR
mechanisms, weight renormalization fails to adjust to the case where
the overall input to the unit is permanently strong or weak, or to the
case where the unit is for other reasons consistently winning or losing
the WTA competition. In this chapter, we employ a HAR mechanism
that is similar to synaptic scaling.
3.5.5. The Dynamics of Sharp Learning. Each of the components
of sharp learning we have presented in this section operates on a different
time scale. The dynamics of the continuous WTA act on the shortest
time scale. This allows fast convergence of the network. HAR and HL
operate on a much longer time scale, averaging roughly over the full
distribution of converged configurations. Figure 3.6 shows the structure
of the main loops in the sharp learning algorithm. In the outer loop
HL and the update of the HAR activity memory is carried out, while
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WTA convergence is handled in the inner loop. It is also possible to
perform HL at every time step, rather than only after convergence.
This corresponds to switching lines 10 and 11 in the code of Figure 3.6.
Sharp Learning Algorithm
1: t ← 0
2: initialize inter-areal weights randomly
3: loop
4:
initialize units with random activity
5:
draw and feed noisy input to A
6:
τ ←0
7:
repeat
8:
update activities (WTA) (Eq. 3.3)
9:
τ ←τ +1
10:
until change in unit activities < ε
11:
update weights (HL) (Eq. 3.8)
12:
update HAR (Eq. 3.11)
13:
t←t+1
14: end loop








    



Figure 3.6. The main loops in the sharp learning
algorithm. The three-population ring architecture of
Figure 3.2d is shown, but the procedure is the same
for all architectures. HL and the update of the HAR
activity memory is carried out in the outer loop. The
WTA convergence is handled in the inner loop. If lines
10 and 11 are swapped, then we refer to the modified
algorithm as the “continuous learning” form of the algorithm (for details see Section 3.8.1).
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In this case the results are similar but the simulation time increases (for
details see Section 3.8.1).
3.6. Methods
3.6.1. Neural Units and Update Dynamics. Each population P
comprises nP rate-coded units, where nP is the same for all populations
in a network if not stated otherwise. Each unit has a real-valued activity
level a at time (t, τ ), which we denote with a superscript as a(t,τ ) . The
variable t represents the discrete time of the outer loop of the algorithm
in Figure 3.6, and the variable τ the discrete time of the inner loop. The
synaptic connections between units are always directed. The strength
t
of a connection from unit i to unit j is given by the weight wi,j
.
At each discrete time step τ of the inner loop each unit j updates its
(t,τ )
activity level aj . To do this, first the weighted sum over the activity
levels of all units i connected to j is computed. This includes both
the input from laterally connected units of the same population (WTA
connectivity) and from afferently connected units of other populations
(Hebbian-learned connectivity). This sum is influenced by HAR through
an additive homeostatic regulation term htj . Thus, we obtain the total
input
X
(t,τ +1)
(t,τ )
t
υj
= htj +
wi,j
· ai
,
(3.1)
i∈Γin
j

where Γin
j is the set of units connected to unit j. In a last step a nonlinear function
1
(3.2)
θ(x) =
1 + e−mθ (x−sθ )
is applied, which converts the total input to unit j to an activity level
in the range [0, 1]. This sigmoidal function is parameterized by mθ ,
its slope, and sθ , its shift. One could also rescale θ(x) such that the
range of the activity levels would correspond to neurobiological findings.
However, the aim of this chapter is to understand the dynamics of sharp
learning and not to develop a model that corresponds to biology in every
detail. Formally the update rule is defined as
(t,τ +1)

aj

(t,τ +1)

= θ(υj

).

(3.3)

This procedure is repeated until the activity of all neurons has converged. We denote the converged activities by a(t,∗) .
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3.6.2. Continuous Winner-take-all (WTA). For the sake of simplicity each unit j of a population P of size nP is placed at position j
(1 ≤ j ≤ nP ) in a one-dimensional grid. The distance di,j between two
units i and j is given by
di,j = min(|i − j|, nP − |i − j|) ,

(3.4)

which induces the ring topology in the population. The strength of the
lateral connection weight wi,j between i and j is set according to
wi,j = lP (di,j ) ,

(3.5)

where lP (di,j ) is the neighborhood function.
Convolution-based WTA. We implement the desired continuous WTA
dynamics by using a displaced Gaussian neighborhood function, which
is defined as
 2
sl
−1 d
lP (d) = √ · e 2 σl − δl ,
(3.6)
σl 2π
where sl specifies the scaling, σl the width (standard deviation), and
δl the displacement of the Gaussian (see Figure 3.7). There exist other
possible choices for a neighborhood function. A displaced Gaussian
models global inhibition, which is exact in small networks [DM07]. If
we want to model larger cortical tissues a more locally expressed inhibition is needed to allow for multiple winner regions. Such a neighborhood function can be modeled by a difference of two Gaussians (see e.g.
[MBCS05]). We chose the displaced Gaussian because we want P to
select a single winner (as shown in Figures 3.5c or 3.5d).
Divisive Normalization. The update equation for divisive normalization
has been described first by Heeger [Hee92]. We use a slightly different
variation of Itti et al. [IBLK98] given by
2

(t,τ +1)
υj
(t,τ +1)
(3.7)
aj
=

2 ,
P
(t,τ +1)
S + η k∈P υk
where S is called the semisaturation
constant, η the divisive inhibition
P
weight [DPL99], and k∈P sums over all units of population P . If S
is nonzero it ensures that the activity of a unit tends to zero whenever
the input to the whole population tends to zero.
3.6.3. Hebbian Learning. For the experiments presented in this chapter we used two different types of HL, Decaying Hebbian learning (dHL)
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Figure 3.7. The lateral connectivity of a network
with convolution-based continuous WTA dynamics.
The gray dots represent the neurons of a population.
The function plotted above represents the strengths of
the connections from the neuron in the center to its
neighbors. Close neurons are connected with a positive, excitatory weight (green), while distant neurons
are connected with a negative, inhibitory weight (red).

and a modified version of Oja’s rule [Oja83]. In both HL implement
tations the change of the inter-areal weights wi,j
depends mainly on
(t,∗)

(t,∗)

the converged activities ai
and aj
of units i and j at time t. We
demonstrate in Section 3.7 that our algorithm works independently of
which HL implementation is chosen.
Decaying Hebbian Learning. The idea behind the dHL rule is to avoid
the indefinite growth of the weights by introducing a term that decays
the weights of all connections equally over time. Hence, in addition
to the activities the update of the weights also depends on two global
parameters αl , the learning rate, which controls the speed at which
connections are strengthened, and a larger weight decay rate αd . The
dHL update rule is given as
(t,∗)

t+1
t
wi,j
= (1 − αd ) · wi,j
+ αl · ai

(t,∗)

· aj

.

(3.8)

Oja’s Rule. Oja derived his learning rule by applying a normalizing condition on the update of the weights. We modify his rule by introducing
the weight decay rate αd , which allows us to better regulate the range
of the trained weights. Thus, we obtain the update rule
(t,∗) 2

t+1
wi,j
= (1 − αd · (aj

(t,∗)

t
) ) · wi,j
+ αl · ai

(t,∗)

· aj

.

(3.9)
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In contrast to the dHL rule, the decay of the weight per update is now
determined by the product of αd and the squared activity of the target
unit j.
3.6.4. Homeostatic Activity Regulation. We use an additive rule
for HAR, which depends on the difference between the average activity
and the target activity of a unit. The target activity atarget encodes the
proportion of time a unit should be active during a simulation. In our
simulations its value is always below 0.5. The average activity ātj of a
unit j at time t is given by an exponential moving average
(t,∗)

ātj = (1 − ω)āt−1
+ ωaj
j

,

(3.10)

where ω determines the time-window of the average. If the difference
ātj − atarget is positive then the unit is too active. Thus, we subtract the
difference scaled by a parameter c ≥ 0 from the sum of inputs. If the
difference is negative then the unit is too little active and we add the
scaled difference to the sum of inputs. Hence, we obtain our HAR rule
htj = −c · (ātj − atarget ) .

(3.11)

3.6.5. Input and Initial conditions. As input we use Gaussian curves
with an amplitude of about 0.1 that resemble population codes [DLP01].
The initial weights of the inter-areal projections are drawn uniformly at
random from [0, 1]. The weights are normalized such that the sum of
incoming weights of a single unit equals 1. Note that the initial projections are not topographic at all. With each iteration of the outer loop of
(t,0)
our algorithm (see Figure 3.6), the activities ai
are drawn uniformly
at random from [0, 1].
3.6.6. Termination criterion. At line 10 of the algorithm in Figure 3.6, the network activities are considered to have converged if the
total change in activity over all units of the network is smaller than ε,
the convergence threshold. This condition is computed according to
X X (t,τ )
X
(t,τ −1)
|ai
− ai
|<ε
nP ,
(3.12)
P ∈P i∈P

P ∈P

where P is the set of all populations in the network.
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3.6.7. Assessing the Quality of the Results. We refer to our algorithm as successful if projections between recurrently connected populations in a sharpened network are topographically aligned. In this
section we will develop a more formal definition of this property.
(t,0)

Consider the network architecture shown in Figure 3.2d. Let ~aA be
(t,0)
the activities of population A. Assume we set ~aA to a Gaussian profile,
which resembles a winning lump. All other populations in the network
are set to values that are drawn uniformly at random. Then we apply
the rules of the inner loop of our algorithm to this network until the
(t,∗)
network activity has converged. Let ~aA be the activity profile of A
(t,∗)
after convergence. We denote the center of any activity profile ~aP by
∗
xP . Using the population vector approach it can be computed as

x∗P = phase 

nP
X
j=1


(t,∗)
aj e2ijπ/nP 

nP
,
2π

(3.13)

√
(t,∗)
(t,∗)
where j ≡ −1, and aj
= ~aP (j) is the activity of unit j after
convergence [GSK86]. We consider a network to be sharpened or topographically aligned if the center of the initial Gaussian profile has not
been changed by the dynamics of the network, i.e., x0A ≈ x∗A . Unfortunately, this is also observed if all weights in the network are completely
random. In this case the incoming projections have only a very small
influence on the activity of a population. However, the random initialization of the activities of all populations except A helps to solve this
issue.
Let xτP (k) denote all activity profiles, where we centered the initial profile of A over the kth unit, i.e., x0A (k) = k, for 1 ≤ k ≤ nA . If we
now repeat our testing procedure several times for the same k the centers x∗P of the winning lumps in all other populations will jump around
erratically. This is, because the center of the winning lump is hardly influenced by the projections, but by the initial random activation and the
WTA connectivity. Additionally, this erratic behavior implies that for
two very similar initial activities, centered at k and k + 1, the difference
of the corresponding x∗P (k) and x∗P (k + 1) will be large for all populations P other than A. Only if the network has been trained correctly,
neighboring initial activities in A will result in neighboring converged
activities in the other populations. In this case the resulting x∗P (k), for
for 1 ≤ k ≤ nP can be fitted by a straight line with slope −1 or 1.
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Hence, we consider a network correctly sharpened if and only if it meets
two conditions:
(1) x∗A (k) ≈ k, for 1 ≤ k ≤ nA , and
(2) for all P ∈ P \ A, x∗P (k) − k ≈ d, with d being constant.
We established the following protocol to assess the performance of our
algorithm.
(1) We consecutively initialize the activities of one population A of
the network with Gaussian profiles, which are centered at positions
x0A (k), for 1 ≤ k ≤ nA . The activities of all other populations are
initialized uniformly at random.
(2) For each presented position k we let the network converge and
observe the final positions x∗P (k) of the winning lump in each population P ∈ P.
This protocol results in a list ~x∗P = (x∗P (1), x∗P (2), . . . , x∗P (nP )) of converged positions for each population. As the activities are initialized
uniformly at random for every presented input we average ~x∗P over 10
trials to avoid randomization-based side effects. In the following ~x∗P will
always denote the averaged list of converged positions. We denote the
perfect straight line as ~x∗I = (x0A (1), x0A (2), . . . , x0A (nA )). After computing the differences d~~x∗P ,~x∗I for all populations according to Equation (3.4)
we can check for the first condition by computing the RMS error
r
E
2 D ~
(1)
q =
(d~x∗A ,~x∗I )2 ,
(3.14)
nA
where h·i denotes the mean of the given list of values. The first condition
is fulfilled, if q (1)  1. Note, that we compute the error relative to the
size of population A. The maximum absolute error is nA /2. Thus, in
Equation (3.14) we divide the RMS error by this value and therefore
obtain values in the range [0, 1].
The check for the second condition is computed as follows. If the line
given by a ~x∗P is shifted then the differences d~x∗P (k),~x∗I (k) to each point
of the perfect diagonal ~x∗I will be always non-zero, but of same value.
We compute this value as the circular average of all d~x∗P (k),~x∗I (k) . For
the sake of readability in the following we define ~v = d~~x∗P ,~x∗I and obtain
!
nP
X
nP
2iπ·~
v (k)/nP
,
(3.15)
µd = phase
e
2π
k=1
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(2)

Hence, we can compute qP as the (relative) standard deviation of the
distances ~v from µd and obtain
s

2 
2
(2)
~
d~v,µd
qP =
.
(3.16)
nP
(2)

The second condition is fulfilled, if qP  1, for all P ∈ P \ A.
As the alignment of projections can also be flipped (see Figure 3.9)
(2)
we have to repeat the computation of qP but with ~x∗I replaced by
(2)
~x∗I −1 = (x0A (nA ), x0A (nA − 1), . . . , x0A (2), x0A (1)). The final qP is then
the minimum of both computations. To obtain an overall quality mea(2)
sure we average over q (1) and qP , for all P ∈ P \ A, and obtain


X (2)
1  (1)
q=
q +
qP  .
(3.17)
|P|
P ∈P\A

We can now give a formal definition of a sharp network.
Definition 3.1 (Sharp Network). A network is sharp if and only if for
small ε ≥ 0, q ≤ ε.
To establish a basis for comparison with the trained networks, we first
tested our quality measurement on two exemplary connectivities. For a
“wrong” network in which the cyclic connectivity is not properly aligned
we obtained a quality value q of 0.192 (see Figure 3.8a). In case of a
“correct” cyclic connectivity the value of q was 0.016. Additionally,
by theoretical considerations we obtain a upper bound for the q-value.
For this, we assume a network with random weight matrices. In such
a network all converged positions x∗P (i) in each population P can be
represented by a random variable XP (i) that is uniformly distributed
with parameter U(0, nP − 1). Plugging this into Equation (3.16) we
obtain
rD
E
(2)
(d~~x∗P ,~x∗I − hd~~x∗P ,~x∗I i)2
qP = n2P
q P
nP
2
1
=
i=1 V ar[XP (i)]
nP
nP
p
2
=
V ar[XP (i)]
nP
=

2 n√
P −1
nP
12

.

(3.18)
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Figure 3.8. The weight matrices and quality values
of a wrong and a correct example connectivity. The matrices are shown with low values dark and high values
white. Below each matrix is a mapping showing which
target element each source element is most strongly
connected to. In both examples, the first matrix shows
the weights from population A (row) to population B
(column), the second from B to C, and the third from
C to A. (a) shows an example connectivity in which
the topography of the projection from population B to
C is flipped. This results in inconsistent transmission
of data throughout the network, as the circular paths
starting from any unit do not come back to that unit.
Three examples of such paths are highlighted in different colors. The quality value of this example is 0.192.
(b) shows an “correct” example connectivity where all
neighbors within a source population project to neighboring destinations, and the circular path starting from
any unit comes back to that unit. The quality value of
this example is 0.016.

For np = 200 this evaluates to 0.574. Thus, we consider all trained
networks which result in a value that drops below a threshold Θq of
10% (i.e., about 0.057) of this value as “correct”.
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3.7. Results

3.7.1. Simulated Networks and Parameters. We performed simulations for all network architectures shown in Figures 3.2. Each population in these networks contains 200 units. For the first series of experiments we used the convolution-based WTA (cbWTA) implementation
with the sigmoidal activation function and Decaying Hebbian learning
(dHL). Our method of homeostatic activity regulation (HAR) was in all
experiments the same as given by Equation 3.11. The combination of
cbWTA connectivity and a sigmoidal activation function (3.2) enforces
activity profiles that are similar to a bell-shaped Gaussian curve. The
width σl of the neighborhood function of cbWTA was chosen such that
about 10% of the units of a population are close to the maximum converged activation level. This results in sparse activity profiles [OF04].
By appropriate adjustment of the displacement δl , we have set the integral of the neighborhood function (3.6) to zero. Thus, the total input to
a population is not altered by the lateral connectivity. The scaling sl of
lP was set such that afferent and lateral input are balanced. The shift
sθ and slope mθ of the activation function (3.2) have been set to values,
at which neither zero nor saturated activity across the whole population
are attracting fixed points. A summary of all parameters can be found
in Table 3.1. Whenever it was necessary to vary parameters in one of
the subsequent simulations we will give an overview.
3.7.2. The Formation of Reciprocal Connections. Figure 3.9a
shows the initial state of a feed-forward network consisting of a cycle
of three populations and Figure 3.9d the final state after termination
of the simulation. In both figures we highlighted three examples of
the strongest paths of the network to show that the paths are reciprocally aligned after termination of the simulation. As can be seen, our
approach sharpens inter-areal projections - the afferent connections become more selective than they are initially. In addition, any cycle in
the network becomes reciprocal in the sense that starting at any node
and following the strongest connections along any cycle, will lead to the
same node again or at least to its immediate proximity. In Table 3.2
we have listed the quality-values q for all simulations performed with
cbWTA and dHL. We observed that in networks with multiple cycles
Figures 3.2(e,f,i) the quality-value q is slightly higher than in networks
without multiple cycles. This is due to small spreading in the trained
weights. Although the weights are sharpened, there is no one to one
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Table 3.1. Parameters for the network architectures shown in Figure 3.2 as used in the simulations
with convolution-based WTA (cbWTA) and Decaying Hebbian learning (dHL). In network architectures
(e,i), where the number of afferent projections varies
amongst the populations, we use a distinct Hebbian
decay rate αd for each population to account for the
differences in total input. Here, we only specify the
range of αd employed in these networks.
Simulation Parameters
nP (number of units per pop.)
σl (std. dev. of lP )
δl (displacement of lP )
sl (scaling of lP )
mθ (slope of θ)
sθ (shift of θ)
ε (act. conv. termination criterion)
atarget (target activity of HAR)
c (strength of HAR)
ω (avg. act. time window)
αl (Hebbian learning rate) ×10−3
αd (Hebbian decay rate) ×10−3
Simulation Parameters
nP (number of units per pop.)
σl (std. dev. of lP )
δl (displacement of lP )
sl (scaling of lP )
mθ (slope of θ)
sθ (shift of θ)
ε (act. conv. termination criterion)
atarget (target activity of HAR)
c (strength of HAR)
ω (avg. act. time window)
αl (Hebbian learning rate) ×10−3
αd (Hebbian decay rate) ×10−3

(a)

(b)

(c) (d)
(e)
200
5.0
-0.005
4.5
1.0
1.55 1.55 1.55 1.55
1.55
1 · 10−3
0.4
6.0
6.0 6.0 6.0
6.0
0.998/(t + 2) + 0.002
0.05
1.0
1.0 1.0 1.0 1.0–2.0
(f) (g) (h)
(i)
200
5.0
-0.005
4.5
1.0
1.55 1.4 1.5
1.7
1 · 10−3
0.4
6.0 6.0 6.0
8.0
0.998/(t + 2) + 0.002
0.05
2.0 1.0 1.0 1.0–4.0
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connectivity between the sources and targets of a projection (see Figure 3.9d). This fan-out grows with cycle length and results in higher
values for q. In the network shown in Figure 3.2g, which is a four-layer
feed-forward path architecture, we observed a slightly higher q-value
as well. This can be explained by the decrease of the the total input
to each population. Thus, in the last population of the path we could
not achieve a strong winning activity profile as in the other populations. This resulted in an unsharpened projection between the last two
populations of the network. Hence, we had to decrease the shift sθ of
the activation function to account for this. However, this caused slightly
wider activity profiles in the early populations und thus slightly less well
trained projections. In Section 3.8.5 we will discuss how to overcome
this issue in general.
Table 3.2. Quality of sharp learning for the network
architectures shown in Figure 3.2 for convolution-based
WTA (cbWTA) and Decaying Hebbian learning (dHL).
The quality q of a result is computed according to Equation (3.17). Values below ΘP = 0.057 are considered
to be correctly sharpened (see Section 3.6.7). Network
architectures with a simple structure, i.e., feed-forward
path or cycle, (a,b,c,d,g,h) have lower q-values than
those containing multiple cycles (e,f,i).
Networks shown in Figure 3.2
Quality of sharp learning (q)
Networks shown in Figure 3.2
Quality of sharp learning (q)

(a)
0.012
(f)
0.035

(b)
0.021
(g)
0.031

(c)
0.018
(h)
0.027

(d)
0.023
(i)
0.036

(e)
0.039

3.7.3. Weight Convergence. We consider the weights of each network to have converged when the quality value q has dropped below
Θp = 0.057 and remained there for more than 50 additional learning
steps (see Section 3.6.7). In network architectures with two populations
this usually occurred after about 2,500 steps (see Figure 3.10a). The
weights in networks consisting of three populations converged within
about 2,500 to 25,000 steps (see Figure 3.10b), and in networks consisting of four or more populations within about 15,000 to 20,000 steps
(see Figures 3.10c and 3.10d). This suggests that large and complex
networks need more time to converge than small and simple ones.
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3.7.4. Convolution-based Winner-Take-All versus Divisive
Normalization. We have seen hat our approach works using the cbWTA mechanism. As stated above, this is not the only mechanism that
has been proposed to achieve population-coded information processing
in cortex. Thus, we also studied the performance of sharp learning
with cbWTA being replaced by divisive normalization (DN). For this,
we had to adapt some of the parameters used in the cbWTA experiments to account for the dynamics of DN. For example, the width σl of
the neighborhood function (3.6) has to be almost increased by a factor
of four to obtain a winning lump of comparable size. Note that the
displacement δl is set to zero as now the dynamics of DN provide the
inhibition within the units of a population. An overview of the parameters used during these experiments can be found in Table 3.3. Sharp
learning with DN and dHL achieved good results for all tested network
architectures (see Table 3.4). We observed slightly better q-values in the
experiments with DN than in the ones with cbWTA. For networks consisting of only two populations, the number of steps needed in the DN
experiments was similar to the ones observed in the cbWTA experiments
(see Figures 3.10a and 3.11a). However, we observed that networks consisting of three or more populations needed about 10,000 steps less to
converge (see Figures 3.10b, 3.10c, 3.10d and 3.11b, 3.11c, 3.11d). This
could be due to the dynamics of DN. However, we did not test whether
there exist parameter settings in which the cbWTA simulations exhibit
a similar performance.
3.7.5. Comparison of Decaying Hebbian Learning and Oja’s
Rule. In the previous section we have demonstrated that sharp learning
does not depend on the implementation of the WTA mechanism. In
this section we compare the performance of the dHL rule (3.8) to Oja’s
rule (3.9). For setting up the simulations with Oja’s rule we adpated
the decay rate αd (see Table 3.5). This accounts for the fact that in
comparison to the dHL rule, in Oja’s rule the decay of the weights is
scaled by the square of the activity of the target neuron. Consequently,
we had to increase αd to yield a similar range of the trained weights
as in the dHL experiments. Both learning rules achieved good results.
However, the results obtained using Oja’s rule were slightly better than
those that we obtained with dHL (see Table 3.6).

66

Chapter 3. Sharpening Inter-areal Projections
Table 3.3. Parameters for the network architectures
shown in Figure 3.2 as used in the simulations with divisive normalization (DN) and Decaying Hebbian learning (dHL). Note that for network architectures (e) and
(i) we had to set different decay rates αd for each population to account for the varying amounts of input.
For instance, all populations receiving input from only
a single population were set to αd = 5 · 10−4 , whereas
a population receiving input from four populations was
set to αd = 20 · 10−4 .

Simulation Parameters
nP (number of units per pop.)
σl (std. dev. of lP )
δl (displacement of lP )
sl (scaling of lP )
S (semisaturation const. of DN)
η (div. inh. weight)
ε (act. conv. termination criterion)
atarget (target activity of HAR)
c (strength of HAR)
ω (avg. act. time window)
αl (Hebbian learning rate) ×10−4
αd (Hebbian decay rate) ×10−4
Simulation Parameters
nP (number of units per pop.)
σl (std. dev. of lP )
δl (displacement of lP )
sl (scaling of lP )
S (semisaturation const. of DN)
η (div. inh. weight)
ε (act. conv. termination criterion)
atarget (target activity of HAR)
c (strength of HAR)
ω (avg. act. time window)
αl (Hebbian learning rate) ×10−4
αd (Hebbian decay rate) ×10−4

(a)

(b)

(c) (d)
(e)
200
18.0
0.0
4.5
0.1
0.025
1 · 10−3
0.2
8.0 8.0 8.0 8.0
12.0
0.998/(t + 2) + 0.002
0.5
5.0 5.0 5.0 5.0 5.0–10.0
(f) (g) (h)
(i)
200
18.0
0.0
4.5
0.1
0.025
1 · 10−3
0.2
12.0 8.0 10.0
12.0
0.998/(t + 2) + 0.002
0.5
10.0 5.0 5.0 5.0–20.0
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Table 3.4. Quality of sharp learning for the network
architectures shown in Figure 3.2 for divisive normalization (DN) and Decaying Hebbian learning (dHL).
The quality q of a result is computed according to Equation (3.17).
Networks shown in Fig. 3.2
Quality of sharp learning (q)
Networks shown in Fig. 3.2
Quality of sharp learning (q)

(a)
0.006
(f)
0.022

(b)
0.023
(g)
0.006

(c)
0.004
(h)
0.025

(d)
0.020
(i)
0.024

(e)
0.031

Table 3.5. Differing parameters for the network architectures shown in Figure 3.2 as used in the simulations with Oja’s learning rule. The non-differing parameters can be found in Table 3.1.
Simulation Parameters
αl (Oja’s learning rate) ×10−3
αd (Oja’s decay rate) ×10−3
Simulation Parameters
αl (Oja’s learning rate) ×10−3
αd (Oja’s decay rate) ×10−3

(a)

(b)

(c) (d)
(e)
0.05
5.0 5.0 5.0 5.0 5.0–10.0
(f) (g) (h)
(i)
0.05
10.0 5.0 5.0 5.0–20.0

Table 3.6. Quality of sharp learning for the network
architectures shown in Figure 3.2 for Decaying Hebbian
learning (dHL) and Oja’s rule. The quality q of a result
is computed according to Equation (3.17).
Networks shown in Fig. 3.2

(a)
(b)
(c)
(d)
DH 0.012 0.021 0.018 0.023
Quality of sharp learning (q)
Oja 0.011 0.016 0.017 0.029
Networks shown in Fig. 3.2
(f)
(g)
(h)
DH 0.035
0.031
0.027
Quality of sharp learning (q)
Oja 0.026
0.027
0.025

(e)
0.039
0.039
(i)
0.036
0.026

68

Chapter 3. Sharpening Inter-areal Projections

A®B
1

100

B®C
200

1

100

C®A
200

1

100

A®B
200

1

100

B®C
200

1

100

C®A
200

1

1

1

1

1

1

1

100

100

100

100

100

100

200

200

200

200

200

200

A

B

C

A

A

B

A®B
100

1

100

A

(b)

B®C
200

C®A
200

1

100

A®B
200

1

100

B®C
200

1

100

C®A
200

1

1

1

1

1

1

1

100

100

100

100

100

100

200

200

200

200

200

200

A

B

C

(c)

200

C

(a)
1

100

A

A

B

C

(d)

Figure 3.9. The weight matrices of the example network of Figure 3.6. (a) shows the random initial state
of the network, (b) and (c) show the state of the network during learning, and (d) shows the state after
learning has converged. The matrices are shown with
low values dark and high values bright. Below each matrix is a mapping showing which target element each
source element is most strongly connected to. In (a)(d), the first matrix shows the weights from population
A (row) to population B (column), the second from B
to C, and the third from C to A. The goal of our algorithm, as reached in (d), is that neighbors within a
source population should project to neighboring destinations, and the circular path starting from any unit
should come back to that unit. Three examples of such
paths are highlighted in different colors.
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Figure 3.10. Examples of the quality’s course for all
network architectures shown in Figure 3.2. The simulations were carried out using convolution-based WTA
(cbWTA) and Decaying Hebbian learning (dHL). See
Sections 3.7.3 and 3.7.4 for details.
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Figure 3.11. Examples of the quality’s course for all
network architectures shown in Figure 3.2. The simulations were carried out using Divisive Normalization
(DN) and Decaying Hebbian learning (dHL). See Section 3.7.4 for details.
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3.8. Discussion

In this chapter we have shown that a combination of continuous winnertake-all (WTA) dynamics, Hebbian learning (HL), and homeostatic activity regulation (HAR) can effectively sharpen inter-areal projections
in various network architectures. These range from simple feed-forward
projections to complex strongly recurrent networks. In all experiments
the precise reciprocal connections developed the strongest synaptic connections. Connections that were almost reciprocal had weaker strengths,
and much weaker connections could be found everywhere else. HL is a
symmetric learning rule. Thus, the weights of a projection become very
similar, in the limit even the same, as a reciprocal back-projection.
Sharp learning shares this feature but ensures additionally that every
strong cycle in the network is reciprocal, too. There are examples of
cycles in the brain and cortical projections are quite often found to be
reciprocal [FvE91, MMF+ 11]. Although this reciprocality is widely
accepted we are not aware of any other model explaining how this precise, reciprocal connectivity could emerge.
We see sharp learning mainly to be a developmental process. However,
in another work we have also shown that a very similar approach can be
used to build a model for learning relationships from data [CJKS10].
Hence, our approach can in a first step help to create precise topographic
connections. In a second step, it can learn relationships by simply observing input fed to the network. This suggests that sharp learning is a
powerful model of learning. For a continuation of this work we refer to
the thesis of Jug [Jug12].

3.8.1. Continuous Learning. In our simulations we usually waited
until the activations in all populations had converged and performed a
learning step at this point only. However, the synaptic connections in
the cortex are continuously updated by long-term potentiation (LTP)
and depression (LTD) [BP98]. In our simulations, we can switch to
such continuous update mechanisms, by swapping lines 7 and 8 in our
algorithm (see Figure 3.6). The reason why we used the non-continuous
learning by default is that it needs less simulation time, which was
approximately five times shorter than in the continuous case. For completeness, we repeated the experiments in the cbWTA / dHL configuration for network architectures (a), (b), and (d) from Figure 3.2. In
all three cases we obtained good results (q: 0.018, 0.020, and 0.033).
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With only a single exception, these results were obtained without changing any of the parameters of the corresponding non-continuous setups.
Merely for the network architecture (d) we had to slightly increase
the influence of HAR. We are positive that similar results can also be
achieved for the remaining network architectures.
3.8.2. Hebbian Learning. We employed two HL strategies, dHL and
Oja’s rule. In both cases sharp learning performed well. Although both
strategies are biologically plausible in the Hebbian sense, the implementation we have chosen is not very well supported by experimental findings. Measurements in cortex have shown that the activity of neurons
has to exceed a certain threshold Θ, before the weights of their afferent connections are potentiated [KRB96]. If the activity of the target
neuron remains below Θ, the weights are depressed (see Figure 3.12).
Both dHL and Oja’s rule do not include such a threshold. However, the
well known BCM rule developed by Bienenstock, Copper, and Munroe
results in this described learning curve [LC94]. Another feature that
underlines the biological plausibility of the BCM rule is that it can be
related to spike-time dependent plasticity rules (STDP) [ID03]. STDP
rules are employed in spiking neural networks [GMK02], which are
closer to biology, but computationally more expensive than rate-coded
units. We will introduce a network consisting of spiking units in Chapter 4. The BCM rule is biologically more realistic than dHL and Oja’s
rule. Consequently, the effects of the BCM rule on the dynamics of
sharp learning should be tested in the future.
3.8.3. Homeostatic Activity Regulation. The BCM rule is not
only a Hebbian learning rule. Additionally, it exhibits HAR dynamics by shifting the threshold Θ, above which the learning switches from
weight depression to potentiation. This threshold follows the average
of the squared activities of each neuron over time. If a neuron is very
active over a certain period, the threshold increases. Thus, the weights
of the neuron’s incoming synapses are depressed until the activity of
the neuron decreased sufficiently. If a neuron is almost never active, the
threshold will decrease until the weights of the neuron are potentiated
and the activity increases. Note, that for this behavior the average rates
of a neuron must not be smaller than 1. Thus, the BCM rule is used in
networks where the activity of neurons represents biologically realistic
spiking-rates. Typical rates observed in the cortex range between 4-20
Hz [Abe91, MC88, NK95].

73

weight change

3.8. Discussion

+

0
−

0.0

Θ

Rate of target neuron

1.0

Figure 3.12. The weight change of a synaptic connection according to the BCM rule [LC94] with respect
to the rate of the target neuron of the connection. If
the activity of the target neuron is between 0 and Θ the
weight of the connection is depressed (−). Only if the
activity rises above Θ the weight is potentiated (+).

The HAR rule (3.11), which we employ in this chapter, is in fact similar to a proportional-integral (PI) controller, a mechanism known from
control theory in electronics. Such a controller regulates the deviation
of a system from a predefined target value using a response that is proportional to the deviation. The similarity to the integral part of a PI
controller is given in our rule, as we employ the average activity and
not the current activity for computation of Equation (3.11). Other approaches by Sullivan and de Sa, Gorchetchnikov, or Horn and Usher
provide more complicated, but probably more plausible implementations for valid HAR modules [SdS06, Gor00, HU89]. We did not
try any of these or the BCM rule. However, in the future our HAR
implementation should be replaced by at least one of these approaches
to confirm that sharp learning does not rely on our specific implementation.
3.8.4. Winner-take-all. In practice it is not very important whether
the continuous WTA dynamics that we described here or other circuits
are employed [DM07, RD09, Maa00, MBCS05, DPL99]. Any kind
of dynamics supporting continuity and competition can serve as the
WTA component in sharp learning. First, we used convolution-based
WTA (cbWTA) where the WTA dynamics are achieved by local excitation and global inhibition, which are both induced by the lateral
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connectivity. Second, we successfully replaced this mechanism by divisive normalization (DN), where a normalizing term is responsible for the
global inhibition [Hee92, DPL99]. However, there is no experimental
evidence for the anatomical network structure of cbWTA. Both cbWTA
and DN have been only observed as a neurophysiological phenomenon
in cortex. Thus, it would be interesting to investigate the structure of
biologically realistic networks that can exhibit WTA dynamics. In his
thesis, Jug studies networks of rate-coded neural units [Jug12]. He experimentally shows that these randomly connected untis can be trained
to exhibit WTA dynamics. Similar to the work shown by Cook et al.
[CJKS10], the networks used in his thesis are additionally able to learn
simple relationships in data. The principal structure of these networks
is based on the findings presented in Chapter 4 and the theoretical analysis presented in Appendix B.
3.8.5. Input Normalization. The amount of total input that a population receives depends on the specific network architecture. Some populations receive input from a single population (see e.g. Figure 3.2d),
while other populations receive input from up to four populations (see
Figure 3.2i). To account for this, we had to adapt the decay rate αd
of the employed learning rules. This resulted in lower weights for populations with multiple input populations compared to the weights of
populations with only a single input population. In this way, we could
equalize the total amount of input which each unit of a population receives. However, there is no experimental evidence that supports an
adaptation of learning rates which depends on the number of inputs to
a neuron. It might seem that HAR could be responsible for adaptation
to different amounts of inputs. However, HAR works on a different time
scale than the time scale on which activities usually change when we observe our environment. Thus, another mechanism must be involved that
extends the dynamical range of the populations. In Chapter 4 we will
introduce such a mechanism. It is known as feed-forward inhibition and
has been observed in physiological studies of the cortex [PMBA+ 09].

CHAPTER 4

Robust Feed-Forward Inhibition with
Unreliable Components
The work presented here is joint with Florian Jug, Johannes Lengler,
and Angelika Steger.

4.1. Introduction
Human cortex is able to cope with highly varying inputs. Each cortical
neuron typically receives between 1,000 and 10,000 synaptic connections. Furthermore, presynaptic neurons often spike with rates ranging
from less than 1 Hz to over 20 Hz [Abe91, MC88, NK95]. (The
spiking-rate of a neuron is the number of spikes the neuron emits per
second.) This results in a wide range of input strengths that a cortical
neuron can receive. In particular, the cortex has to restore very weak
and noisy signals, when only a few external inputs are active at a low
rate. This type of signal restoration has been explained by recurrent
excitation of cortical neurons [DKM+ 95]. During strong activity, the
cortex has to ensure that the activity levels of its neurons do not saturate. This is important, as neurons that are working at their maximum
activity level are prone to self-destruction. Thus, the ability to control
the dynamic range of neuronal populations is crucial for brain function.
Several neurobiological studies have revealed that it is the feed-forward
inhibition (FFI), a common connectivity pattern, that allows the brain
to deal with varying input strengths [FTIA88, SJL03, VA05, II06,
FMA09, PMBA+ 09, KII+ 10]. An FFI network consists of recurrently connected excitatory and inhibitory neurons that both receive
external input. If a neuron receives input from an excitatory neuron its
own activity is increased. If it receives input from an inhibitory neuron
its own activity is decreased. Both populations of neurons are recurrently interconnected. The external input to an FFI network activates
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not only the excitatory population but also the inhibitory population.
As the inhibitory population is connected as additional input to the
excitatory population, this results in inhibition of the excitatory population that is proportional to the input strength. Thus, the activation
of the excitatory population does not rapidly saturate. It remains at
low spiking rates (4-20 Hz) over a wide range of input strengths. This
shows that the architecture of an FFI network is sufficient to deal with
a large dynamic range of inputs.
The structure of an FFI network is a recurring theme in cortical columns.
Mountcastle postulated the existence of columns after he had found in
experiments that cortical neurons have very similar receptive fields, if
they are located next to each other within a distance of 500 µm [Mou57].
According to his findings, these clusters of neurons have a cylindrical
shape and extend perpendicularly to the surface of the cortex. For example, neurons of the visual cortex that belong to the same column receive visual information about similar parts of an observed scene. It has
been proposed that the cortex consists of millions of columns [HW74].
With the Canonical Microcircuit (CM) Douglas and Martin have proposed an abstract model for the architecture of a column [DMW89].
Their work and the analysis of the connectivity within the CM by
Binzegger et al. give detailed insights into the circuitry of a column
[BDM04]. It shows that FFI networks could in principle exist in multiple parts of the CM. However, the precise function of the CM is still
unknown. As the FFI network pattern is a recurring theme in the CM,
it is important to understand the dynamics of this type of network.

4.2. Related Work
FFI type networks belong to a class of networks that consist of recurrently connected excitatory and inhibitory neurons. In the following, we
will refer to this class as REINs. Wilson and Cowan [WC72] were the
first who proposed a two-dimensional planar model of homogeneously
distributed excitatory and inhibitory neurons with recurrent lateral connectivity. They studied the dynamics of such networks and proved the
existence of multiple stable states of network activity. For example,
by adjustment of the input to the excitatory population, it is possible
to shift the network to states of either low or high sustained activity.
The ability of a network to switch between two such states of sustained
activity might be an important basis for the formation of short-term
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memory. Such stable states cannot be found in purely excitatory recurrent networks as has been shown in a theoretical analysis by Amit
and Brunel [AB97b]. Their work demonstrates that adding fast inhibition improves the stability of recurrent network. One of the reasons
for the need of fast inhibition is that self-excitation between the excitatory neurons results in a strong increase of their spiking-rates that
cannot be curbed by slow inhibitory neurons in sufficient time. Suarez
et al. proposed a REIN-like model for direction selectivity in visual cortex [SKD95]. Direction selective neurons are only excited if objects
move through their receptive fields in a preferred direction. They investigated the conditions under which weak external input to such networks
is amplified or reduced. Their model exhibits amplification of low input
rates and FFI-like behavior for larger inputs. They tried to create a
model in which the parameters of the neurons and their connectivity
are close to the ones found in experiments. However, their model lacks
feedback inhibition and therefore does not fully reflect the connectivity
of REIN networks. Recently, Assisi et al. showed in simulations that
FFI maintains the sparseness of the neural response to sensory input
of various strengths [ASLB07]. Sparse coding of sensory input means
that only the response of a small fraction of the neuronal population is
used to encode the input. The rest of the neurons remain almost silent.
It is believed that sparse coding is an essential property of neural computation [OF04]. Kumar et al. have studied how input can be reliably
propagated throughout chains of REINs [KRA08]. Understanding the
dynamics of such chains is important, since information in the cortex
has to be propagated reliably between areas, specifically, between the
columns. To ensure reliable propagation, the population activities in
each single REIN of such a chain should roughly have the same level.
A rapid decrease or increase in population activity from the first to the
last REIN would result in loss of signal or destruction, respectively. Kumar et al. observed that the level of synchronization increased with each
REIN stage of the chain. This is in contrast to findings that spike trains
in cortex are highly irregular [SK93]. Furthermore, they did not study
possible parameter setups that would enable stable propagation of activity in chains of REIN networks. Hence, it remains unclear what is the
effect of each of the connections in a REIN network on its dynamics. In
particular, it has not been studied which parameter configurations allow
stable signal propagation in chains of REIN networks. Understanding
the dependencies between the parameters of a REIN network could help
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when building biologically realistic implementations of large-scale networks such as the ones proposed in Sections 1.1 and 1.2.

4.3. A Model for Feed-forward Inhibition
In this chapter, we investigate the architecture of REIN networks
and their FFI properties using leaky integrate-and-fire (LIF) neurons [GMK02]. Using a model of coupled excitation and inhibition,
we show how certain parameters influence the dynamics of REIN networks. These parameters comprise the neuronal properties and the connection strengths between the neurons. We aim to establish a biologically relevant simulation environment. Thus, the employed parameters
are justified by current knowledge of cellular characteristics and connectivity of mammalian cortex. For that reason, we also give an extensive
review of current literature on the network parameters. For the computationally efficient exploration of the parameter space, we rely on the
analytical findings by Siegert, Ricciardi, Amit and Brunel, and others
[Sie51, Ric76, AB97a, MBG04].
In the model under consideration, an input signal is received by excitatory cells and interneurons of cortical layer 4. One may think of the
excitatory cells as pyramidal cells [MLF+ 97] and of the interneurons
as basket cells [MTRW+ 04]. They represent the largest group in the
class of inhibitory neurons. The work we present here is not restricted
to these particular types of cells and the network can also be located in
other cortical layers using other types of excitatory and (fast-spiking)
inhibitory cells.
In the simplest version, the model consists of a group of ne excitatory
neurons and a group of ni interneurons. Both groups receive input
from a set of ninp input neurons, from which each neuron receives a
connection with probability p. The excitatory neurons are inhibited by
the interneurons which are connected to the excitatory neurons with
the same probability. The probability of drawing a connection between
neurons is uniform across the populations, which reflects findings of
Kalisman et al. and others [KSM05, BS91]. This network structure
would already suffice to produce FFI-like behavior. However, neurobiological experiments have shown the existence of reciprocal connections
within each group of neurons, and of connections from the excitatory
to the inhibitory cells. Thus, we additionally included these connections in our model (see Figure 4.1). As we will see in Section 4.7.1,
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Figure 4.1. Architecture of a recurrent network with
feed-forward inhibition (FFI) dynamics. The network
consists of ne excitatory and ni inhibitory cells. On the
left we show a cartoon of the chaotic, mixed locations
of the cell bodies in euclidian brain space. In the right
diagram the same network is displayed, but excitatory
and inhibitory cells are drawn separated. Both groups
of cells receive input from ninp excitatory cells, each
of which spikes with a variable rate λinp . We refer to
λinp as the mean spiking-rate of the input population.
Connections between the cells are drawn uniformly at
random with probability p. The arrows symbolize sets
of these connections.
these connections allow an easy adjustment of the FFI dynamics of the
network.
4.4. Building Reliable Neural Networks from Unreliable
Components
All measurable parameters in the cortex, from neuron morphology
to network connectivity, reveal high variability (e.g. [MCLP85,
TWWB02, MTRW+ 04, PGBZ+ 06]). Until recently, this variability
has been mainly associated with errors in the measurements or differences between experimental setups of experimental studies. However,
developmental influences could be responsible for variability of neuronal
properties such as the capacitance of the neuron’s membrane or the relative contribution of external excitatory and inhibitory currents to the
membrane potential (e.g. [vP04]). Moreover, this variability could be
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caused by the metabolistic processes that control the maintenance of
the cells. Other means of neuronal differentiation, which are currently
unknown, are also possible. Hence, the precise cause for the variability
in morphology and physiology of neurons remains obscure.
The brain has found a way to deal with this high variability. Recent
progress in understanding the assembly of neocortex has enabled the
classification of neurons on the basis of their anatomical as well as physiological characteristics [HdKF+ 07, BDM04, SHM+ 08, DCM11,
MTRW+ 04]. Furthermore, an understanding of the distribution of the
distinct classes of neurons within the laminar structure of the cortex,
and of their connectivity has started to emerge [HdKF+ 07, BDM04,
KSM05]. In addition, a relatively thorough theoretical understanding of the properties of single neurons has been developed [BvR07,
Sie51, Ric76, AT91, FB02]. However, very little has been investigated on the effects of variability. Amit and Brunel introduce variability
to the synaptic weights and transmission delays utilized in their networks [AB97b, AB97a]. They vary synaptic properties to account for
the variability observed in the brain. However, they do not study the
effects of this variability on the dynamics of their networks. Although
Kumar et al. employ variability in the passive properties of their neurons [KRA08], their work does not include studies of the effects on the
dynamics either. It has been only very recently that Ramaswamy et
al. studied variability in the synaptic connectivity between excitatory
neurons in the somatosensory cortex [RHK+ 11]. Their experiments
showed that random variations to the anatomical and physiological parameters do not change the neurophysiological properties of the model.
However, this is only one step towards a more thorough understanding
of the effects of variability on network properties. How cortex deals with
this high variability remains largely unclear. As high variability seems
to be an omnipresent trait of the brain, a robust theory of neuronal
computation should be able to account for this variability.
In Section 4.7.2 we study the robustness of the REIN connectivity pattern to unreliability in the neural units and their connections. We show
experimentally that REIN networks can be very robust despite large
variations of neuronal and synaptic parameter settings. Although the
introduced variability vastly changes the dynamics of individual elements, signal propagation and network properties are not significantly
changed. Our results show that unreliable components can be combined
such that reliable computational modules emerge.

4.5. Methods
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Dynamics of the Model. We model cells with spiking neurons. All
neurons are leaky integrate-and-fire (LIF) neurons [BvR07, GMK02]
with appropriate parameters as found in the literature [BSW93,
BGC03, DTG02, GH01, GWGR03, GBKU+ 04, KHOC07,
LL10, MCLP85, PGBZ+ 06, TDW93b, Wan99, WGTR+ 02].
The neuronal parameters used throughout this chapter are justified in
Section 4.6.1. For performing simulations we implemented our model in
the NEST framework [GD07].
LIFs are a simple model for spiking neurons, in which the soma is modeled by a circuit consisting of a capacitor and a resistor, which are
connected in parallel. The dynamics of the LIF model are governed by
the differential equation
τm

dVm (t)
= −(Vm (t) − Vrest ) + Rm I(t) ,
dt

(4.1)

where τm is the time-constant of the decay of the membrane potential
Vm (t) to the resting potential Vrest . The variable Rm is the resistance
of the membrane, and I(t) is the current applied to the neuron. The
synapses we use are conductance-based, which means that the synaptic
event does not influence the membrane potential directly. Instead, the
membrane conductance is changed by each synaptic event. The total
synaptic current I(t) at time t is given by the sum of all synaptic currents
caused by all k preceding excitatory input spikes from all ne presynaptic
excitatory neurons and by all l preceding inhibitory input spikes from
all ni presynaptic inhibitory neurons
I(t) = − Cm (Vm (t) − Eex )
+ Cm (Vm (t) − Ein )

ne
X
j=1
ni
X
j=1

gj

X

Sjk (t)

k

gj

X

(4.2)
Sjl (t) ,

l

where Cm is the capacity of the neuron’s membrane, Eex and Ein are
the reversal potentials of excitatory (sodium) ions and inhibitory (potassium) ions, respectively. The parameter gj is the strength of the connection given as the integrated conductance change induced at the soma divided by its capacitance Cm . Sjk (t) describes the trajectory of the conductance change caused by the kth excitatory input spike with arrival
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time tk . Sjl (t) describes the trajectory of of the conductance change
caused by the lth inhibitory input spike with arrival time tl .
The trajectory of the contribution of an excitatory synaptic event on
the post-synaptic current is modeled by the sum of the trajectories
of α-Amino-3-hydroxy-5-methyl-4-isoxazolepropionic acid (AMPA) and
N-methyl-D-aspartate (NMDA) mediated conductance changes
Sjk (t) = %AMPA Sjk,AMPA (t) + (1 − %AMPA )Sjk,NMDA (t) ,

(4.3)

where %AMPA ∈ [0, 1] determines the ratio between AMPA and NMDA
receptors. The trajectory of the AMPA mediated conductance change
is modeled by a single exponential
(
1
e−(t−tk )/τAMPA , t ≥ tk
Sjk,AMPA (t) = τAMPA
(4.4)
0
, otherwise ,
where τAMPA is the decay time-constant of the trajectory. NMDA mediated conductance changes are modeled by a double exponential
(
1
(1 − e−(t−tk )/τNMDA,rise )e−(t−tk )/τNMDA , t ≥ tk
Sjk,NMDA (t) = Z
0
, otherwise ,
(4.5)
where the constant Z = τNMDA − (τNMDA,rise · τNMDA )/(τNMDA,rise +
τNMDA ) normalizes the integral of Sjk,NMDA (t) to 1. The parameters
τNMDA,rise and τNMDA are the rise and decay time-constants, respectively. We model the contribution of inhibitory synaptic events by
GABAA mediated conductance changes only. This is justified by neurobiological evidence suggesting that the effect of GABAB on FFI is small
compared to GABAA [PMBA+ 09]. The trajectory of a GABAA mediated conductance change Sjl (t) is modeled analogously to the AMPA
mediated conductance change as single exponential. By replacing τAMPA
with τGABA in Equation (4.4) we obtain the corresponding trajectory
for Sjl (t).
For valid ranges of synaptic parameters we rely on findings in [BGC03,
BS91, BCHS95, GH98, GH01, GWGR03, GBKP+ 05, HNPS90,
HSN90, HHSZ03, KSM05, KHOC07, KY96, MLF+ 97, MNS91,
MSTN03, PBD+ 99, PBM11, PGBZ+ 06, SS95, TSB98, TW93,
TDW93a, TWWB02, WvRM+ 00, WGTR+ 02]. The synaptic parameters used for the simulations in this chapter are justified in Section 4.6.2.
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Theoretical Analysis. For determining some of the parameters of the
simulation such as the connection strengths we used the help of an analytical model. This model has the same basic structure as the spiking
model and is described in detail in Appendix C. A major advantage of
this model is that the input of one group of neurons (input, excitatory,
inhibitory) to one of the others is not described by single spikes but by
the distribution of the incoming spiking-rates. As can be seen in Appendix C the incoming spiking-rates to a population are approximately
normally distributed. A very good approximation of the input-response
function for a single LIF neuron has been derived by Siegert, Ricciardi
and others [Sie51, Ric76, AT91]. Using this result and considering
the input spiking-rate distributions to each group we can compute the
spiking-rate distribution of each group.

4.6. Justification of Simulation Parameters
4.6.1. Neuronal Parameters. Measurements of neuronal and synaptic parameters show a high variability. In this section, we report the
ranges of neuronal and synaptic parameter that we found in the literature. We further specify which values we have chosen in our simulations.
In the LIF model, a neuron is specified by its membrane time constant τm , resting potential Vrest , threshold potential Vth , reset potential
Vreset , and absolute refractory period tref . For the membrane time constant τm of pyramidal cells in vitro studies report values ranging from
9 ms [LL10] up to 30 ms [KHOC07]. We use a value of 20 ms, which
was reported by McCormick et al. [MCLP85]. Similar values were observed in many other studies [BGC03, GBKU+ 04, ML90, Sch78,
PGBZ+ 06]. In the case of basket cells, usually lower values are reported, ranging from 4 ms [TDW93b] up to 15 ms [WGTR+ 02]. We
use 10 ms.
Reported resting potentials Vrest of pyramidal cells range from −69 mV
[DTG02] up to −64 mV [BSW93]. We use a resting potential of −67
mV. Note that the studies we took into consideration report results from
in vivo experiments. For basket cells we almost exclusively found in
vitro studies reporting resting potentials ranging from −73 mV [GH01]
to −64 mV [BGC03]. Comparison of in vivo and in vitro studies for
pyramidal cells suggests that in vitro potentials are usually about 10 mV
lower than in vivo. Taking the middle of the range of resting potentials
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measured in vitro and accounting for the in vivo effects, we decided to
use −60 mV.

Threshold potentials reported from in vivo experiments range from −56
mV to −49 mV [DTG02] for pyramidal cells; we use −52 mV. For
basket cells we use −40 mV resulting from a range between −43 mV
[GWGR03] and −35 mV [WGTR+ 02].

The reset potential Vreset is usually given in form of the after hyperpolarization potential and data we found suggests that the reset potential usually lies a little bit below the resting potential [PGBZ+ 06,
KHOC07, GBKU+ 04, WGTR+ 02, GWGR03]. For simplicity, we
set the reset potential always equal to the resting potential.
Following the literature, we set the reversal potentials Eex and Ein to
0 mV and −75 mV respectively [DRFS01].

The absolute refractory period tref was usually not directly reported in
the literature. However, common values used in simulations are 2 ms
for pyramidal cells and 1 ms for basket cells [Wan99].

4.6.2. Synaptic Parameters. The connection probability reported
by Kalisman et al. and others [KSM05, PBM11] lies between 0.1 and
0.3. We chose 0.1 for all connections in our network.
There are several parameters which have to be calibrated to retrieve excitatory/inhibitory post-synaptic potential (EPSPs/IPSPs) as reported
in the literature. These are, in the case of EPSPs, the integral w of
the potential change caused by the current, the decay time-constant
τAMPA of the channels sensitive to AMPA, and the rise and decay time
constants τNMDA,rise and τNMDA of NMDA sensitive channels. In the case
of IPSPs, we currently only model GABAA sensitive channels characterized by their decay time-constant τGABA . Finally, the ratio of AMPA
versus NMDA channels is specified via %AMPA .
In the reported studies, the variability for the connection strength
is also high. For AMPA mediated EPSPs we rely on the values reported in [KHOC07, WvRM+ 00, HNPS90, HSN90], for NMDA
mediated EPSPs on [WvRM+ 00, KY96, HNPS90, HSN90]. Data
about GABA mediated IPSPs could be found in [GH98, BCHS95,
WGTR+ 02]. The ratio of AMPA versus NMDA mediated EPSPs has
been inferred from data found in [GH01, GH98, SS95, MSTN03].
As mentioned in Section 4.5, we specify the efficacy w of a synapse as the
total change in membrane potential caused by a single synaptic event.

4.6. Justification of Simulation Parameters
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However, the efficacy w is not a parameter of the Equation (B.10),
which describes the PSC I(t) in our conductance-based neuron model.
Instead, Equation (B.10) requires the specification of g, the integral
over the conductance-change caused by a single spike. For all equations
regarding the conversion of the efficacy w to the conductance g we refer
the reader to Appendix B.1.2.3. In the simulations carried out in this
chapter, we set τAMPA to 1.5 ms, τNMDA,rise to 10 ms, τNMDA to 100
ms, and τGABA to 5.5 ms. The ratio %AMPA is set to 0.5 for pyramidal
cells and to 1.0 for basket cells.
The strength of a synaptic connection in the cortex is subject to plasticity [Heb49, BP98]. Thus, for setting up our simulations we fix all
parameters except the synaptic efficacies. We use the synaptic efficacies
to adjust the dynamics of our networks to yield FFI-like behavior. Here,
we argue for biologically realistic ranges of all synaptic efficacies used
throughout this chapter. A summary can be found in Table 4.1.
The literature for EPSPs between pyramidal cells is quite large.
Markram et al. [MLF+ 97] report an average AMPA/NDMA EPSP
amplitude of 1.3 ± 1.1 mV, a rise-time of 2.9 ± 2.3 ms and a decaytime of 40 ± 18 ms (in vitro). These values have been measured at
a membrane potential of about −60 mV where the study gives an
AMPA/NMDA fraction of 0.83. Hence, excitatory synaptic efficacies to
pyramidal cells in a range from 0.4 mv to 3.9 mV are in good agreement
with this report and other in vitro experiments in [BGC03, TW93,
TDW93a, TWWB02]. The ratio %AMPA changes with increasing
membrane potential [BGC03, MLF+ 97, TWWB02]. Thus, we decided to choose an average ratio %AMPA of 0.5. Also for EPSPs from
pyramidal cells to basket cells we found several in vitro studies. Based
on these, we derived a range of synaptic efficacies between 0.2 mV and
15 mV [BGC03, GH01, HHSZ03, PGBZ+ 06, TW93, TWWB02].
It is noteworthy that the upper limit of this range is almost four
times larger than for the connections between pyramidal cells. Additionally, it is important to mention that, according to [TD94], regular spiking to fast spiking inhibitory connections are dominated by
the AMPA component. Thus, we set %AMPA to 1.0 for these connections. IPSPs between basket cells and from basket to pyramidal cells
have been studied less often. In the latter case we derived a plausible range for the synaptic efficacies from 0.1 mV to 2.5 mV (in vitro)
[BGC03, GWGR03, PBD+ 99, TWWB02]. The range we found
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Table 4.1. Biologically realistic parameter ranges for
the synaptic efficacies w.

Synaptic parameter-ranges
minimum efficacy (mV)
maximum efficacy (mV)

p→p p→b b→p b→b
0.4
0.2
0.1
0.9
3.9
15
2.5
3.4

for inter-basket-cell connections starts a little bit lower at 0.9 mV and
goes up to 3.4 mV (in vitro) [PBD+ 99, TSB98, TWWB02].
The latency (transmission and synaptic delay) is 1 ms for all intranetwork connections [GH01, GWGR03, GBKP+ 05, PGBZ+ 06,
TSB98, TWWB02, WGTR+ 02] except for the pyramidal to pyramidal connections where we use 1.5 ms [MNS91, TDW93a, TWWB02].
On average we found 0.5 ms as a standard deviation of the latencies to
be realistic. For thalamo-cortical excitatory connections to excitatory
and inhibitory cells we found data ranging from 2.3 ms to 5.8 ms and
from 1.9 ms to 3.9 ms, respectively [KII+ 10, II06, HIS09, BFRY02,
BC02, CLC07]. The average difference between excitatory and inhibitory latencies was about 0.5 ms. Thus, for the connections from the
input to the pyramidal and inhibitory cells we set the latency to 4.0 ms
and 3.5 ms, respectively.
4.7. Results
The network type we present here could exist in multiple locations
within a column. For our simulations, we have chosen layer 4, where
input from thalamus arrives. Wimmer et al. report the diameter of
a typical column in rats as about 0.4 mm [WBdK+ 10]. For rodents,
Markram et al. report a diameter of about 0.3 mm [MTRW+ 04]. They
derive a quantity of 1500 neurons in layer 4 based on data of Ren et al.
and Beaulieu [RAHK92, Bea93]. The commonly found ratio of excitatory to inhibitory neurons is 4 : 1 [Abe91]. Thus, the total number
of neurons of 1500 can be split into 1200 pyramidal cells and 300 basket
cells. We ran our simulations on networks with 1000 pyramidal and 250
basket cells, which corresponds to a diameter of about 0.275 mm.
The excitatory input population is modeled by Poisson spike-train generators and has the same size as the excitatory population. In the
following we will study the FFI characteristics of our model by means
of the shape of its input-response (IR) curve. The abscissa of this curve
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Table 4.2. Parameters used in the simulations. Justification for choice of parameters is given in the text.
Neuronal parameters
N (number of neurons)
τm (membrane time constant, ms)
Vrest (resting potential, mV)
Vth (threshold potential, mV)
Vreset (reset potential, mV)
Eex (exc. reversal pot., mV)
Ein (inh. reversal pot., mV)
tref (absolute refractory period, ms)

Excitatory
1000
20
-65
-52
-65
0
-75
2

Synaptic parameters I
τAMPA (decay time of AMPA currents, ms)
τNMDA,rise (rise time of NMDA currents, ms)
τNMDA (decay time of NMDA currents, ms)
τGABA (decay time of GABA currents, ms)
Synaptic parameters II
p (probability of connection)
w (efficacy, mV)
τd (latency, ms)
%AMPA (fraction of AMPA channels)
Synaptic parameters II
p (probability of connection)
w (efficacy, mV)
τd (latency, ms)
%AMPA (fraction of AMPA channels)

i→p
2.7
4.5
0.5
p→b
1.5
1
1.0

Inhibitory
250
10
-60
-40
-60
0
-75
1

1.5
10
100
5.5
i→b b→p
0.1
4.7
1.8
3.5
1
1.0
p→p b→b
0.1
0.5
1.3
1.5
1
0.5
-

represents the mean λinp of the spiking-rates of all neurons in the input
population. The ordinate is the mean of the spiking-rates of all neurons
in the network receiving the input. In some simulations, this mean population rate is then the mean input rate of a succeeding REIN network.
For the computation of the IR curve we consecutively increased λinp
from 0 Hz to 15 Hz and measured the mean spiking-rate of the pyramidal population. For each input strength we simulated the network
for 10 s. An overview of all parameters used in the simulations can be
found in Table 4.2. Note that we specify the connection strengths by
the hypothetical change of the membrane potential that a single spike
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would cause in absence of the leakage of the membrane. As we use
conductance-based synapses we set the corresponding strengths g such
that the average charge caused by a single synaptic event is the same as
in a current-based synapse model, where an incoming spike has a direct
influence on the membrane potential (see Appendix B.1.2.3).
4.7.1. Feed-forward Inhibition in Networks of Reliable Components. One of the main features of FFI is that it extends the dynamic range of neural networks [PMBA+ 09]. This means that the
FFI dynamics decrease the slope of the input-response (IR) curve of a
neuronal population. By setting the parameters appropriately, we can
achieve this behavior in our network. Figure 4.2a shows examples where
the dynamic range is extended in the proposed way. In the first configuration, the mean spiking-rate of the pyramidal population first increases
with a slope greater than 1, meaning that small inputs get amplified.
Then from about a 2 Hz mean input rate the curve’s slope decreases
to a value less than 1. In the second configuration the first part of the
curve is similar to the first configuration, but in the second part the
slope of the curve tends to 0, i.e., the network settles to a constant
mean rate of the pyramidal population. In the third configuration the
curve first grows to a maximum of about 3.5 Hz and then decreases with
a slope larger than −1. The insets in Figure 4.2a show examples of the
spiking-rate distributions of the pyramidal population from the second
configuration for increasing mean input rates. Although the mean population rate is roughly the same for all shown distributions (∼ 4.5 Hz),
the distributions become sparser with increasing input rate (see also Figure 4.2b). This corresponds to findings by [DLP99, Den05], where it
is suggested that the brain encodes information by means of probabilistic population codes. In this sense a narrow spiking-rate distribution
corresponds to a more precise result than a wide distribution. Under
the assumption that stronger sensory input means a greater knowledge
about an event in the environment, the distributions in Figure 4.2b are
in good agreement with these findings.
4.7.1.1. Stable Rates in Coupled REIN Networks. Extending the dynamic range is not the only feature of a REIN network. Several studies
have reported that the response to an increasing input remains roughly
at the same mean level [ASLB07, SJL03] (second configuration in Figure 4.3b). This is a very helpful feature when considering several layers
of REIN networks, which are coupled in a feed-forward path as depicted
in Figure 4.3a. In such a path the excitatory population of one layer is
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Figure 4.2. Input-response (IR) curves and spikingrate distributions of the pyramidal population in the
network for three different parameter settings. (a)
shows the mean spiking-rate of the input population
versus the mean spiking-rate of the pyramidal population. All parameters except wbb are as in Table 4.2.
We varied wbb to create the three different IR curves.
The curve with the flat trajectory in the second part
results from setting wbb to 1.3 mV. For the slightly ascending/descending curve we increased/decreased wbb
by about 24%. All shown IR curves exhibit FFI dynamics as discussed in the text. The insets show three examples of spiking-rate distributions (maximum of inset
ordinate is 30 Hz). Each inset shows the spiking-rates
of all pyramidal cells, which have been sorted according to their spiking-rate in ascending order from left to
right. Note that although the mean rate for each inset
is roughly the same, the spiking-rate distribution becomes more sparse with increasing input as visualized
in (b). In (b) we plot the same spiking-rate distributions as shown in the insets of (a) for better visibility.
connected to the excitatory and inhibitory population of the next layer.
We believe that the cortex uses these layers as basic architectural units
for reliable propagation of signals. Hence, it is important that a signal
does not die out or explode while traveling along such a path of layers.
This can be achieved by setting the strengths of the connections such
that the IR curve of a single layer crosses the identity with a slope s,
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where |s| < 1. That is, the intersection is an attracting fixed point.
If the IR curve would stay above the identity the spiking-rates would
slowly tend towards the saturation level of neurons. If the curve would
stay below the identity, the spiking-rates would slowly decrease to zero
along the layers. In this case a signal can not be transmitted from early
areas (e.g. early visual cortex) up to higher-level areas (e.g. pre-frontal
cortex). In all configurations shown in Figure 4.3b, the mean output
spiking-rate will converge to the corresponding fixed-point, whenever a
signal (with λinp > 1 Hz) travels along the path of REIN layers. In the
second configuration this convergence is almost immediate. Note that
the third configuration shown in Figure 4.3b is only stable to perturbations of the mean input rate up to about 13 Hz. If the perturbations
become too large then the mean spiking-rate of the pyramidal populations of later REIN layers will be attracted by the only other attracting
fixed point at 0 Hz.
Although IR curves of the second type shown Figure 4.3b have been
found in neurobiological studies [ASLB07, SJL03], it remains unclear
whether the two other shown types can also be found in the cortex. Our
results indicate that the IR curves of neurobiological REIN networks
have an attracting fixed-point that is larger than 0 Hz. This conjecture
could be tested in future neurobiological experiments.
4.7.1.2. Effects of trial-to-trial variability on the precision of the model.
When showing the behavior of a network model by means of simulations, reproducibility of the results is of high importance. In our networks, trial-to-trial variability is introduced by the random connectivity
between the neurons. In this way, we checked the precision of our simulations. For this, we set the parameters according to Table 4.2 and
computed the IR curve of the excitatory population 100 times. In each
trial we created a new network with the same parameters. For the computation of the curve we consecutively increased the mean spiking-rate
of the input population from 0 Hz to 15 Hz. For each input strength
we simulated our network for 10 s. In Figure 4.4 we plot the average
IR curve of the excitatory population and its standard deviation. We
found that the IR curve has a very low standard deviation (averaged
over whole curve about 0.26 Hz). Thus, already in networks with only
1500 neurons, the variability of the connectivity has almost no effect on
the FFI characteristics.
4.7.1.3. Measuring the difference between IR curves. In the following
we vary one or more of the parameters of the network. For our study
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Figure 4.3. Stable rates in coupled REIN networks.
(a) A chain of coupled REIN layers. Each layer consists
of a REIN network as shown in Figure 4.1 with an
excitatory population E and an inhibitory population
I. The excitatory population of each layer serves as
input for the succeeding layer. (b) shows the same
IR curves as in Figure 4.2a. The solid straight line
depicts the identity function. The intersections of the
three IR curves with the identity function represent the
fixed-points of the mean spiking-rate of the pyramidal
populations in a chain of REIN networks as displayed
in (a). Starting with a certain mean spiking-rate of the
input population (left side of (a)), the mean output rate
of Layer 1 is used as input for Layer 2. The output of
Layer 2, in turn, is the input of Layer 3. In the network
configurations shown in (b), the mean output rates of
higher numbered layers tend to the intersection of the
IR curve belonging to the configuration and the identity
(between 4-6 Hz mean input rate, see text for details).

we have to compare the resulting FFI characteristics with that of the
unchanged network. For this, we compute the root mean square (RMS)
difference between the two IR curves of each parameter setup as
v
u
N
u1 X
t
e=
(ai − bi )2 ,
(4.6)
N i=1
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Figure 4.4. The average input-response curve of the
neurons of the excitatory population. We computed the
input-response curve 100 times. The average curve is
shown by the solid black line, the standard-deviation is
represented by the solid gray lines above and below the
average curve. The standard deviation is about 0.26
Hz (averaged over the whole input-range). The inset
shows a zoomed version for a part of the curve. For the
evaluation of a single data-point of each curve used to
compute the average we simulated our network for 10
s. Note that for the computation of each curve a new
(random) network has been created.

where, ~a = (a1 , . . . , aN ) is the IR curve of the unchanged setup and
~b = (b1 , . . . , bN ) is the IR curve of the changed setup. We use the same
procedure for comparison of the FFI characteristics when we randomize
one or more parameters (see Section 4.7.2).
4.7.1.4. Effects of the Connection Strengths on Feedforward-Inhibition.
As already stated above, we fixed all parameters except the connections
strengths when searching for functioning FFI configurations. To get
more insight into how the FFI characteristics depend on these strengths,
we performed several experiments to test the effect of each of the synaptic efficacies wα (α ∈ {ip, ib, bp, pb, pp, bb}). For this, we varied the efficacies separately to ± 25-75% of the value given in Table 4.2 (in steps
of 25%). Figure 4.5 shows the effects of each of these variations.
We found that the connection strength between the input population
and the pyramidal population wip mainly determines the onset of the IR
curve and has a strong influence on the overall excitation in the network
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Figure 4.5. Effects of varying the connection
strengths. (a)-(f ) Left: the input-response curves
for the connection strength as given in Table 4.2
(black), and for decreased (orange) and increased
(green) strengths (±25-75% de-/increase). Right: RMSEs between the black curve and curves for varied
strengths to visualize the magnitude of the effect of
changing the strength of a connection. Note that we
used a log-scale for these plots.

(see Figure 4.5a). The connection strength between the input population and the pyramidal population wib mainly determines the onset of
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the inhibition, i.e., higher values of wib shift the onset of the inhibition towards the origin and vice versa for low values (see Figure 4.5b).
Additionally, the value of wib determines the overall inhibition in the
network. Apart from the slight shift of the onset caused by wip , we
found that wip and wib have an inverse effect on the IR curve (see Figures 4.5a and 4.5b). That is, an increase of wip has similar effects as a
decrease of wib and vice versa. However, the effects differ slightly with
respect to the strength of the effect of changing both values (see right
sides of Figures 4.5a and 4.5b). We also computed the RMS differences
between the curves with the varied parameter values and the curve with
the unchanged parameter value according to Equation (4.6). This allowed us to gain a more quantitative description of the effect that the
variation of a parameter has on the IR curve. The strength of the effect
of decreasing wip ranges from about 3.3 Hz to 4.1 Hz and the effect for
in increasing wib is similar ranging from 3.2 Hz to 4.1 Hz. However,
the effect of decreasing wib is only for a variation of 25% similar to the
effect of increasing wip . For 50% and 75% variation, the effect of wib is
twice as large as that of wip (30.0 Hz and 46.2 Hz versus 15.5 Hz and
23.2 Hz).
The connection strengths between the basket population and the pyramidal population wbp and within the basket population wbb have very
similar effects on the shape of the IR curve of our networks (see Figures 4.5c and 4.5d). Above mean input rates of about 1 Hz, the slope
of the IR curve can be adjusted by variation of each of these connection
strengths. The strengths of the effects are very similar for an increase
of wbp and a decrease of wbb (2.0 Hz to 3.4 Hz versus 2.0 Hz to 3.6 Hz).
However we found a dramatic difference when we compared the effect
of decreasing wbp and of increasing wbb . While the strength of the effect
ranged from 1.9 Hz to 8.5 Hz for wbb the effect caused by wbp was up
to 32-fold (6.4 Hz to 274.0 Hz).
We made similar observations for the connection strengths between the
pyramidal population and the basket population wpb and within the
pyramidal population wpp . In contrast to wbp and wbb , these connection strengths only have a strong effect on the shape of the IR curve
before it crosses the identity (see Figures 4.5f and 4.5e). Both a strong
connection wpp and a weak connection wpb result in a bump before the
curves cross the identity. The strengths of the effects are again inverse
to the strength of the variation. A decrease of wpp had very similar
effect as an increase of wpb (0.40 Hz to 1.19 Hz versus 0.62 Hz to 1.51
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Hz). In the opposite direction of variation the effect of decreasing wpb
was up to 2.5-fold stronger than the effect of increasing wpp (1.3 Hz
to 42.8 Hz versus 0.83 Hz to 17.0 Hz). The bumps of strong activity
in Figure 4.5f result probably from the fact that a weakening of the
connection strength wpb breaks the balance between the self-excitation
of the pyramidal cells via wpp and the counteracting inhibitory loop
via wpb and wbp . However, in contrast to the effect of weakening wbp
(Figure 4.5c), the feed-forward inhibition via wib and wbp becomes for
increasing input sufficiently strong again to oppose the self-excitation of
the pyramidal cells. Similar dynamics can be achieved by strengthening
wpp (see Figure 4.5e).
Overall the observed effects suggest that there exist many different possible configurations of the connection strengths, which result in the same
FFI dynamics. It might be that the dynamics of these configurations
differ in other network properties, for example, the level of synchronicity
among the cells of the network.
4.7.2. Feed-forward Inhibition in Recurrent Networks of Unreliable Components. In order to mimic networks consisting of unreliable components, we varied some parameters for each cell and connection. We found that variation of the network parameters, i.e., choosing
the parameters for each single cell or connection from a uniform distribution with a certain mean, does not change the IR curve of the
network.
4.7.2.1. Variation of Synaptic Parameters. Figure 4.6 shows the results
of an experiment where we tested the sensitivity of our model to variability in the synaptic efficacy wbb (see the caption of the figure for details
on the experimental procedure). We observed that drawing the weights
wpb for each p → b connection uniformly at random from [0.75, 2.25]
did not alter the FFI characteristics. The measured RMS difference
between the IR curves of the default setup (Table 4.2) and the random
setup was 0.28 Hz. This is slightly above the standard deviation (0.26
Hz) of the average IR curve shown in Figure 4.4.
We obtained very similar results for the other synaptic efficacies wαβ
and the latencies τd . The range of variation for each of the synaptic
parameters can be found in Table 4.3 and an overview of the resulting
RMS differences in Figures 4.7a and 4.7b. On average the RMS difference resulting from random variability in a single synaptic efficacy was
about 0.37 Hz. Random variability in the latencies resulted on average
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Table 4.3. The ranges used for varying the parameters. Variations are given in percentage of values given
in Table 4.2.
τm

Neuronal param.
Excitatory
low
high
Inhibitory
low
high
Syn. Efficacy w
low
high
Latency τd
low
high

Vth

tref

−30%
+30%

−13%
−6% −30%
+8% +12% +30%

−30%
+33%

−10% −10% −30%
+10% +13% +30%

i→p

i→p

Vrest /Vreset

i→b

i→b

b→p p→b
−50%
+50%

b→p p→b
−50%
+50%

p→p

p→p

b→b

b→b

in an RMS difference of about 0.32 Hz. Joint variation of all synaptic
efficacies or all latencies resulted in RMS differences of 0.33 Hz and 0.20
Hz, respectively (see Figure 4.7d).
4.7.2.2. Variation of Neuronal Parameters. Variation of neuronal parameters had a more asymmetric effect than variation of the the synaptic
parameters wαβ and τd . Thus, we had to account for these asymmetries by shifting the ranges of variation for some of the parameters (see
Table 4.3). For this, we first ran the experiment with a symmetric variation about the values specified in Table 4.2. From this we computed
the effect of the positive and negative variation (as in Section 4.7.1.4).
We then adjusted the range of variation according to the ratio between
the effect of the positive and negative variation (see Figure 4.7c). For
example, the variation of Vth of the pyramidal cells by ±10% resulted
in an RMS difference of 3.39 Hz. This difference was biased towards
the effect of altering Vth for all neurons by −10% (high value setup).
Thus, we adjusted the range of the random variability to [−6%, +12%],
which resulted in an RMS difference of 0.19 Hz. The joint variation of
all neuronal parameters resulted in an RMS difference of 0.57 Hz (see
Figure 4.7d).
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Figure 4.6. Random variability in wpb does not alter the FFI characteristics. We plot the input-response
(IR) curves of the pyramidal population for four different parameter settings. The solid line with triangular
markers shows the IR curve from Figure 4.4 (all parameters as in Table 4.2, wpb = 1.5, IR curve is average over
100 trials). We denote this configuration as the default
setup. We altered wpb for all p → b connections to 0.75
(upper dotted IR curve), and to 2.25 (lower dotted IR
curve). We denote these configurations as the low-value
setup and high-value setup, respectively. We then drew
the weights wbp for each p → b connection uniformly
at random from [0.75, 2.25] (denoted as random setup).
This distribution has a mean of 1.5, which corresponds
to the value of wpb in the default setup. The variability
of wpb within the intra-basket connections had no significant effect on the FFI characteristics (compare the
solid IR curve with circular markers). Note the accurate match of both curves for inputs in the range from
0-6 Hz. The RMS difference between both IR curves is
0.28 Hz. This value is slightly above the standard deviation (0.26 Hz) of the average IR curve of the default
setup.

4.7.2.3. Variation of Combinations of Parameters. However, changing
only a single parameter does not reflect the high variability observed in
animal experiments. Thus, we conducted several experiments where we
varied either all synaptic efficacies, all synaptic latencies, or all neuronal
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Figure 4.7. Random variability in the synaptic efficacies does not result in significant changes of the FFI
characteristics. (a)-(c) show data from similar experiments to those described in Figure 4.6. Here, we show
the effects of random variability in each of the synaptic efficacies, latencies, and neuronal parameters. For
each efficacy, latency, and neuronal parameter, we plot
the RMS differences between the IR curves of the default setup and the low value setup (orange bars), the
high-value setup (green bars), and the random setup
(gray bars). The ranges of the variation are given in
Table 4.3. (continued on next page)
neuron parameters (see Figure 4.7d). the joint variation of all parameters resulted in an RMS difference of only 0.63±0.16 Hz (average over 10
trials). This shows that random variability in the neuronal and synaptic parameters does not significantly alter the FFI characteristics of the
network.
4.8. Discussion
In this work, we have demonstrated that a neural network composed of
unreliable components is able to function very reliably. We have shown
that a common connectivity pattern in the canonical microcircuit can
exhibit feed-forward inhibition, a phenomenon that has been observed
in many neurophysiological studies. We did not apply any learning
to achieve this behavior. A random, tabula-rasa like network alone is
capable of showing these interesting and rich dynamics.
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Figure 4.7. (cont.) (d) shows the effects of joint random variation of (i ) all latencies τd , (ii ) all synaptic efficacies wαβ , (iii ) all neuronal parameters, and (iv ) all
neuronal and synaptic parameters. Ranges of variation
are the same as in (a)-(c). Each bar shows the average and standard deviation of the RMS differences of
10 trials. All RMSE differences between the IR curves
of the default and the random setup are less than 0.75
Hz. In particular, random variability in all parameters
resulted in an RMS difference of 0.63 ± 0.16 Hz. This
means that random variability has not changed the FFI
characteristics significantly.
4.8.1. A wide range of FFI dynamics. A simple random network
with parameters appropriately set suffices to simulate a wide range of
FFI dynamics. We can not only extend the dynamic range of populations of cells as measured by Pouille et al. [PMBA+ 09], but also reproduce input-response curves with a flat part in the upper range of the
input strengths as measured in neurobiological experiments [ASLB07,
SJL03]. These types of input-response curves have the property that
they allow reliable propagation of information throughout long chains
of our networks. A neurobiological example of such a chain might be
one of the paths from early visual cortex to pre-frontal cortex.
4.8.2. Sparse-Coding. Findings by Deneve and her colleagues suggest that the brain encodes information by means of probabilistic population codes [DLP99, Den05]. The spiking-rate distributions that we
measured in our simulations resemble sparse population codes [OF04].
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In the paradigm of probabilistic population codes, a narrow spikingrate distribution corresponds to a more precise result than a wide distribution. Our results are in very good agreement with these findings.
We observed narrower spiking-rate distributions with increasing input
strength, whilst the mean population rate remained roughly constant.
4.8.3. A reliable system can be built from unreliable components. We showed that randomness in the neuronal and synaptic parameters does not necessarily affect the dynamics of a network.
We showed that the random variation of the neuronal parameters, the
synaptic efficacies, and the synaptic latencies did not significantly change
the FFI characteristics of our networks. This shows that a reliable system can be built from unreliable components. However, it may also
be possible that evolution makes use of randomness as a key feature.
For example, cortex receives synchronized input-spikes from the lateral geniculate nucleus (LGN). However, experimental findings have
shown that spike trains measured in cortex are highly irregular [SK93].
It might be that variability in the neuronal and synaptic parameters
might be necessary for the desynchronization of synchronized inputspikes. Here, we did not investigate the dynamics of our networks with
respect to synchronization. However, our results suggest that there exists multiple parameter configurations which exhibit FFI characteristics
(see Section 4.7.1.4). Although these possible configurations might have
very similar FFI characteristics, they will probably differ with respect
to other properties, for example, the synchronicity of the neurons. This
topic is addressed by Jug in [Jug12].

APPENDIX A

Mapping image-space to world-space and
vice versa
Here we will explain the mapping of image space to world space and
vice versa which is used in the update rules in Section 2.5.
The rotation R computed by the network is given in three-dimensional
world space and the optical flow map and all other maps are computed
in two-dimensional image space. Thus, it is necessary to map vectors
from image space to world space and vice versa. As we only extract
the rotation of the camera, thereby neglecting the depth of the world,
we can assume that the objects in the world are located on the surface
of a unit sphere centered at the camera’s pinhole. As we assume the
usage of spherical lenses in our camera the projection of the image plane
onto the unit sphere is given by the gnomonic (rectilinear) projection
[CG67]. Given the angle of view α of the camera and with the pinhole
~ ∗ of a pixel (x, y)
being the origin of the world space, the location C
x,y
on the sphere surface is defined as


~ ∗
C
x,y


l · (−1 + 2x/(n − 1))
=  l · (1 − 2y/(n − 1)) 
rs

(A.1)

where rs = 1 is the radius of the sphere and l = rs tan(α/2) is half of
the size of the visible view area and n is the size of the flow map, which
~ ∗ we obtain the gnomonic projection onto
is square. By normalizing C
x,y
the unit sphere as

~ x,y =
C

~ ∗
C
x,y
~ ∗ |
|C
x,y
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102 Appendix A. Mapping image-space to world-space and vice versa
The mapping from a two-dimensional vector ~v = (v (x) , v (y) )T located at
position (x, y) in image space to world space is then defined as
~ 0 + v (y) · C
~ 0,
m23 (x, y, ~v ) = v (x) · C
x
y

(A.3)

∂ ~
T
~ 0 = ∂C
~
~ 0
and
where C
x
∂x x,y and Cy = − ∂y Cx,y correspond to (1, 0)
T
(0, 1) in image space. Note that they also span the tangent plane
~ x,y . As C
~ 0 and C
~ 0 are not independent the opposite mapping
at C
x
y
m32 (x, y, ~v ) from world space to image space can not be computed directly by projecting a given vector ~v onto each of them. But, one can
see in Figure A.1 that both the x- and y-component can be computed
~ 0 and C
~ 0 respectively and the application of
via the distance of ~v to C
x
y
the intercept theorem.

0

1

2

0

c'x
1

2

c'y

R×C

3

Figure A.1. Illustration of m32 (x, y, ~v ). Dashed blue
(resp. red) lines show the distances of dsx (resp. dsy)
and ~v to dsy (resp. dsx). The ratio of the blue (resp.
red) lines corresponds to the x- (resp. y-) component
of ~v in image space.
The distance of a vector ~v to a vector w
~ is computed as


w
~
|~v × w|
~
w
~
=
d(~v , w)
~ = ~v − ~v ·
|w|
~
|w|
~
|w|
~

(A.4)

Note that d(~v , w)
~ is not a symmetric function (d(~v , w)
~ 6= d(w,
~ ~v )). The
mapping m32 (x, y, ~v ) can then be computed according to
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m32 (x, y, ~v ) =

!
~ 0 × (C
~ 0×C
~ 0 ))) · d(~v , C
~ 0 )/d(C
~ 0, C
~ 0)
sgn(~v · (C
y
x
y
y
x
y
~ 0)
~ 0, C
~ 0 )/d(C
~ 0 ))) · d(~v , C
~ 0×C
~ 0 × (C
sgn(~v · (C
x
y
x
x
y
x
(A.5)

where the sgn(. . .) term determines the sign of the vector component
~ 0 respectively the vector ~v lies.
~ 0 and C
according to the side of C
y
x

APPENDIX B

Analysis of the Dynamics of Leaky
Integrate-and-Fire Neurons
In this appendix we present rigorous analysis of a simple model of neurons, which belongs to the class of leaky integrate-and-fire-neurons. Understanding this model enables us to better understand complex networks of such neurons. This chapter serves mainly as a self-contained
review of existing work. However, whenever we find it appropriate we
add our personal view to the text.

B.1. Dynamics of Leaky Integrate-and-Fire Neurons
In this section we give an introduction to the dynamics of leaky integrateand-fire neurons (LIF) [Tuc88, DA01]. For a more detailed description
we refer readers to the book of Gerstner and Kistler [GMK02].
B.1.1. The Basic Equation. One can consider a LIF neuron as a
simple circuit consisting of a resistor with resistance Rm in parallel with
a capacitor with capacitance Cm . The total current I(t) flowing through
the circuit is given as the sum of the current IR (t) flowing through
the resistor, and IC (t) charging the capacitor. IR (t) is obtained by
application of Ohm’s law as Vm (t)/Rm , where Vm (t) is the voltage across
the resistor. The charging current IC (t) follows from the definition of
the capacity Cm as IC (t) = Cm dVm (t)/dt. Thus we obtain,
I(t) =

Vm (t)
dVm (t)
+ Cm
.
Rm
dt

(B.1)

Neurons elicit spikes when their membrane potential Vm (t) reaches the
threshold potential Vth . Thus, we are interested in the curve of Vm (t).
We obtain the change of voltage in this leaky integrator by multiplying
105
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Equation (B.1) by Rm and by replacing the term Rm Cm by the timeconstant τm as
dVm (t)
τm
= −Vm (t) + Rm I(t) .
(B.2)
dt
In this model the membrane potential Vm (t) decays with a time-constant
τm to its resting potential of 0 mV. However, real neurons exhibit a
resting potential Vrest unequal to zero. By adding this consideration to
Equation (B.2) we obtain the standard form of the differential equation
governing the LIF model as
dVm (t)
= −(Vm (t) − Vrest ) + Rm I(t) .
(B.3)
dt
Inputs to the neuron are modeled by the resulting post-synaptic current
I(t) (PSC). Depending on how synaptic inputs are modeled, this current can depend on the current membrane potential Vm (t) or not (see
Section B.1.2 for details). Whenever the synaptic input raises Vm (t)
above the threshold potential Vth , the cell elicits an action potential
(spike) and all neurons the cell projects to receive corresponding synaptic inputs. After each output spike, the neuron is indifferent against all
incoming currents for an absolute refractory period tref . At the end of
the absolute refractory period Vm (t) is set to the reset potential Vreset .
τm

B.1.2. Synaptic Integration. There exist two main models for synaptic integration. In the first, which we denote as current-based, each
synaptic input directly affects the membrane potential, i.e., the resulting
PSC I(t) is independent of the current value of the membrane potential.
However, this model ignores the fact that in biology a presynaptic spike
causes the opening of ion channels and that only the influx through
these channels acts on the current value of I(t). The strength of the
current depends on the difference between the current membrane potential Vm (t) and the reversal potential of the ions flowing through the
opened channels. At the reversal potential the direction, in which ions
flow through an open channel, changes its sign. These features are incorporated by the second model, to which we refer as conductance-based.
B.1.2.1. Current-based Model. Each LIF neuron receives input at its
synapses in form of spike events. Thus the total current at time t is
given by the sum of the currents caused by all m preceding input spikes
from all n presynaptic neurons and is described by
n
m
X
X
I(t) = Cm
wj
Sjk (t) ,
(B.4)
j=1

k=1
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where wj is the strength of the connection given as the hypothetical potential change at the soma (per incoming spike event) that would occur
without leakage (see Section B.2.2). Sjk (t)R describes the trajectory of
∞
the potential change and is normalized to tk Sjk (t)dt = 1, where tk is
the arrival time of the k-th input spike.
In the simplest current based model, which is also used for the fundamental parts of the analysis below, the change w of the potential Vm (t)
caused by a single spike is instantaneous and is given as
Sjk (t) = δ(t − tk ) ,

(B.5)

where δ(0) = ∞ and δ(x) = 0 for x 6= 0 is the Dirac delta function.

However, this model does not account for the well known fact that
PSCs are not a single high peak. Instead, they spread over time and
can thus be better modeled by a single or double exponential trajectory. The biological intuition behind this is that the currents on the
post-synaptic site flow through ion channels that open in response to
four different types of receptors. These channels need some time to open
(rise-phase) and will close after a certain time (decay-phase). The excitatory receptors are glutamatergic and are called α-Amino-3-hydroxy5-methyl-4-isoxazolepropionic acid (AMPA) and N-methyl-D-aspartat
(NMDA).The inhibitory receptors are sensitive to the neutrotransmitter gamma-aminobutyric acid (GABA) and are called GABAA and
GABAB . When the excitatory channels open they cause a positive
post-synaptic current Ijk (t) = Cm wj Sjk (t) and thus an increase of the
membrane potential (depolarization). Formally, we obtain
Sjk (t) = %E Sjk,AMPA (t) + (1 − %E )Sjk,NMDA (t) ,

(B.6)

where %E ∈ [0, 1] determines the ratio between AMPA and NMDA receptors. Whenever the channels triggered by the inhibitory receptors
open a negative synaptic current is created causing a decrease of the
membrane potential (hyperpolarization). Analogous to the excitatory
current we obtain
Sjk (t) = −%I Sjk,GABAA (t) − (1 − %I )Sjk,GABAB (t)

(B.7)

for the inhibitory current, where %I ∈ [0, 1] determines the ratio between
GABAA and GABAB receptors.
AMPA and GABAA triggered currents are usually modeled by (normalized) single exponentials [Wan99, Ral67, GH98, WGTR+ 02,
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BCHS95]
(
Sjk,κ (t) =

1 −(t−tk )/τκ
τκ e

, t ≥ tk
, otherwise ,

0

(B.8)

where κ ∈ {AMPA, GABAA }, with typical decay time-constants of 1 −
5 ms whereas NMDA and GABAB triggered currents are modeled by
double exponentials [Wan99, WvRM+ 00]
(
1
(1 − e−(t−tk )/τκ,rise )e−(t−tk )/τκ,decay , t ≥ tk
Sjk,κ (t) = Zκ
0
, otherwise ,
(B.9)
where κ ∈ {NMDA, GABAB }, with a typical rise time-constant of 10
ms and decay time-constant of 100 ms for NMDA [HNPS90]. Typical
time-constants for GABAB are harder to find in the literature. Suarez
et al. [SKD95] use 80 ms as rise time-constant and 40 ms as decay
time-constant. The constant
Zκ = τκ,decay − (τκ,rise · τκ,decay )/(τκ,rise + τκ,decay )

normalizes the integral over Sjk,κ (t) to 1.

B.1.2.2. Conductance-based Model. In the conductance model, the synaptic event does not directly influence the PSC but rather the membrane
conductance. The resulting PSC is given by
I(t) = −Cm Gex (t)(Vm (t) − Eex ) − Cm Gin (t)(Vm (t) − Ein ) ,

(B.10)

where Eex and Ein are the reversal potentials of excitatory (sodium) ions
and inhibitory (potassium) ions, respectively. The conductance Gex (t)
induced by the ne excitatory synapses is given by
Gex (t) =

ne
X

gj

j=1

X

Sjk (t) ,

(B.11)

k

where Sjk (t) is given by Equation (B.6), and gj is the strength of the
connection. In contrast to wj in the current based model, gj is given
as the integrated conductance change induced at the soma divided its
capacitance Cm and is thus dimensionless. The conductance Gin (t) is
analogically given as
Gin (t) =

ni
X
j=1

gj

X

Sjk (t) ,

(B.12)

k

where ni is the number of inhibitory synapses, and Sjk (t) is given by
Equation (B.7).
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B.1.2.3. Parameter Conversion. To compute the weights g in the
conductance-based model from the weights w in the current-based model
one can use the simple relation
Cm g(V̄ − Eex/in ) = Cm w ,

(B.13)

where V̄ = (Vth + Vreset )/2 is a rough estimate of the average membrane
potential Vm . This relation ensures that the average charge caused by
a single synaptic event is the same in both synapse models.
B.2. Analysis of the Spiking-rate of
Leaky Integrate-and-Fire Neurons
The analysis of the output spiking-rate of LIF neurons is usually carried out by means of two distinct approaches. In the population density
approach the spiking-rate of a single neuron is estimated by analyzing a population of identical neurons [AvV93, SHS03]. Here, we do
not give details about this approach, but focus on the second approach
that is known as diffusion approximation of Gaussian approximation
[BC00, Bur01]. We start with some intuition and then describe what
is known as the Siegert or Ricciardi formula. Additionally, we give some
theoretical background regarding the derivation of this formula in Section B.2.4. However, those readers who are only interested in the intuition and how to apply it can skip that section. Finally, in Section B.2.6
we discuss how to implement the Siegert formula efficiently.
B.2.1. Spiking-rate Analysis with Constant Rate Input. The
processes within a neuron and between neurons underly a certain stochasticity, which results in external and intrinsic noise. Latter is usually
negligible [CS68, BS76] while the external noise is mainly caused by
the stochasticity in the arrival times of synaptic events. This can be
modeled by a Poisson process [Cox62, CM65].
In this section, we analyze theoretically how the output spiking-rate of
a neuron depends on its parameters and on its input rates when the
input comes as a Poisson spike train with constant rate λ. We assume
that there is only one type of receptor, either AMPA or NMDA, and no
inhibitory input. We further assume that there is only a single Poisson
spike train. However, one can easily model multiple synaptic inputs, if
the synaptic strength w is the same for all inputs. In this case, all single
synaptic inputs sum up to a single Poisson spike train with parameter
λ, the sum of the rates of the single spike trains. We obtain a good
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approximation if the cell receives enough input to give output with a
rate ≥ 10Hz. If the output is in the range between 5Hz and 10Hz then
there is an error of 10 − 50%. For output rates < 5Hz, the analysis
is not suitable. Note that these restrictions only hold in this and the
following section. In Section B.2.3 we derive a more general result.
In the current based model, an input spike yields a current of the form
Cm · w ·

1 −t/τsyn
e
,
τsyn

where t measures the time since the spike has occurred. The value of
τsyn depends on the synapse’s receptor type. For a sequence of spikes
that occurred at time t1 < t2 < . . . < tn we thus deduce that the total
current at time t > tn is given by
I(t) = Cm

n
X
k=1

w·

1
τsyn

e−(t−tk )/τsyn .

(B.14)

Rewriting equation (B.14) for a system running for a ’long’ time, we
approximate I(t) by
I(t) ≈
=

Cm

X
i≥0

w·

Cm · w ·

1
τsyn

e−((∆t+i/λ)/τsyn

1
1 −∆t/τsyn
e
·
,
τsyn
1 − e−1/(λτsyn )

(B.15)

where ∆t is the time since the last spike, i.e we may assume that 0 ≤
∆t / 1/λ.
Observe that τsyn = ’large’ essentially models an NMDA synapse, while
τsyn = ’small’ models an AMPA synapse. We now consider the two
cases separately. Recall also that the voltage of the neuron is given by
the differential equation
τm V 0 (t) = −(V (t) − Vrest ) + Rm I(t) .
This equation can be solved for V (t). We obtain
V (t) = (Rm I(t) + Vrest ) · (1 − e−t/τm ) + V (0) · e−t/τm
for some initial potential V (0).

(B.16)
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We consider the NMDA case. Then e−∆t/τsyn is essentially constant in
an interval of length 1/λ and we may thus replace this term in Equation (B.15) by its average:
Z 1/λ
λ·
e−x/τsyn dx = λτsyn · (1 − e−1/(λτsyn ) ) .
(B.17)
0

Hence, we may assume that
I(t) ≡ Cm wλ
or equivalently as τm = Rm Cm
Rm I(t) ≡ wλτm .

(B.18)

We insert Equation (B.18) into Equation (B.16) and obtain
V (t)

=

(τm wλ + Vrest ) · (1 − e−t/τm ) + V (0) · e−t/τm

= Vrest + wλτm · (1 − e−t/τm ) ,

if we assume that V (0) = Vreset = Vrest . As we spike when V (t) reaches
the threshold potential Vth we obtain the equation
Vth − Vrest = wλτm · (1 − e−tspike /τm ) ,
yielding
tspike



Vth − Vrest
.
= −τm ln 1 −
wλτm

The output rate is thus given by
λout =

1
1


=
,
V
−Vrest
tspike + tref
−τm ln 1 − thwλτ
+
t
ref
m

(B.19)

where the tref term accounts for the absolute refractory period of the
neuron. Note that this gives precisely the strength-duration curve for
constant input as in [Ste65, NS66].
For AMPA synapses, the approximation above is in general less accurate. However, if the synaptic strength w is small, then in order for the
cell to be active with >5Hz, it is necessary that the input rate λ is large.
So e−∆t/τsyn is again essentially constant in an interval of length 1/λ
and we still get the approximation (B.17). So as for the NMDA case,
we get the same approximation (B.19).
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B.2.2. The Dynamics of an Input Signal. In Section B.2.1 we
defined w to be the hypothetical potential change at the soma that
would occur without leakage in reaction to a spiking input cell. In this
section, we justify this definition.
A spiking input cell at time t0 evokes a current I(t) ≥ 0 for all times
t ≥ t0 . If V (t) is the potential difference at the membrane of the soma
and Cm is the soma’s capacity, then dV (t)/dt = I(t)/Cm . Hence the
definition of w (regardless of the cell type under consideration) may be
rephrased as
Z ∞
1
w=
I(t)dt .
(B.20)
Cm t=t0
Now assume we do not only have a single input spike but rather a
Poisson train of spikes. Let t0 be any point in time. Fix a small time
difference δ and an integer n ≥ 0 and consider a time interval L =
[t0 − (n + 1)δ, t0 − nδ] preceding t0 . We want to determine how much
expected current at time t0 the possible spikes in L contribute. In
expectation we receive δλ many spikes in L, where λ is the rate of the
input neuron. As L is a small interval, every such spike contributes
about the same current at time t0 , namely I(nδ). Therefore, the total
expected current at time t0 is
Z ∞
X
X
δ→0
δλI(nδ) = λ
δI(nδ) −→ λ
I(t)dt = Cm wλ ,
n≥0

n≥0

0

as the sum is a Riemann sum approximating the integral.
So the expected current at time t0 is independent of the shape of the
current. Therefore, the analysis in Section B.2.1 depends only on the
value w as defined in Equation (B.20).
However, while the expectation of the inflow current is not affected by
the shape of the input signal, its variance does change. This has no
influence until the potential comes close to the threshold potential, but
then an imbalanced inflow may cause a short delay for spiking.
Thus, in order for our analysis in Section B.2.1 to be accurate we must
ensure that the variance of the total input current is small. There are
two situations in which this assumption is satisfied. First, if a presynaptic spike does not evoke a sharply concentrated current at the soma,
but the current spreads over a long period of time, then at any point in
time there are many spikes, which are still contributing to the inflowing
current. Due to the large number of spikes, the variance of the input
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signal is small, and our assumption is met. In particular, this is the case
if the synapse is modulated by NMDA. Second, if the current caused
by each spike is concentrated but small, then in order to release a spike
a cell needs many input spikes coming in a relatively short period of
time. Again, this implies that at every point in time there are many
spikes contributing to the current, and so the variance is small. This
is the case if the dominating neurotransmitter is AMPA and the ratio
(Vth − Vrest )/w is large (>10).
B.2.3. Output Spiking-rate Analysis by Diffusion Approximation. In this section, we present a well-known framework which gives
accurate results even if the output rate is small. The main idea behind
diffusion approximation is that a neuron in general receives inputs from
a large number of neurons. Thus, within one time constant τm , the
neuron receives a large number of spikes (even at low firing rates). We
assume that the amplitude of each input is small, i.e., w  Vth − Vreset ,
that the current induced by each input is instantaneous, and that the
incoming spikes are independent and Poisson distributed. Similar to
the construction of a time-continuous Wiener process [Tuc88] from a
time-discrete Random walk [GM64], these assumptions allow us to approximate the fluctuations of the incoming spike train around the mean
by Gaussian white noise (see Figure B.1) [Ric76, Lán84]. This yields
the so called Ornstein-Uhlenbeck process
τQ

p
dVm (t)
= −(Vm (t) − Vrest ) + µQ + σQ 2τQ η(t) ,
dt
|
{z
} |
{z
}
drift term

(B.21)

diffusion term

where η(t) is a Gaussian random variable with zero mean and unit
variance (a standard Wiener process) [Ris96, BH99]. The right-handside of Equation (B.21) consists of the drift and the diffusion term. In
the case of current synapses µQ , σQ , and τQ are given by the coefficients
of the Ornstein-Uhlenbeck process
µQ = τm (we λe − wi λi )
τm 2
2
(we λe + wi2 λi )
σQ
=
2
τQ = τm ,

(B.22)

where we , wi ≥ 0. Both µQ and σQ result from the Taylor expansion
applied during the diffusion approximation (see [RS79] Equation (2.7),
or [BC99] Equation (7)). For µQ the intuition behind the resulting
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formula is quite clear: during one integration time τm the neuron receives τm λe excitatory and τm λi inhibitory inputs in expectation, each
in-/decreasing the membrane potential by we and wi respectively. Thus,
µQ is the sum of expected voltage changes within time τm . On the other
2
hand, σQ
is simply the variance of the Poisson process associated with
the dynamics of the LIF neuron. If we ignore that an LIF neuron elicits
a spike, whenever the Vm (t) reaches Vth , and that Vm (t) is reset after
such a spike, we obtain the expected value Υ and the standard deviation
Γ of the free membrane potential for t → ∞ as
Υ = Vrest + µQ
(B.23)
Γ = σQ .

Current [nA]

Both values are needed below for estimating the output spiking-rate.
Note that the definition of the free membrane potential is equivalent
to setting Vth = ∞. Figure B.1 shows the relation between the noisy
history of an LIF neuron and the description by an Ornstein-Uhlenbeck
process.

0.8
0.6
0.4
0.2
0.0

0 50 100 150 200 250 300 350 400
Time [ms]

Figure B.1. The relation between the noisy history
of an LIF neuron and the description by an OrnsteinUhlenbeck process. The left part of the figure shows the
trajectory of the input current to a neuron. We binned
the measured currents to create the history in the right
part of the figure. One can see that the fluctuating
current can be approximated by a Gaussian process.
It is worth noting that Stein’s model [Ste65] converges in the limit to
the Ornstein-Uhlenbeck process for we , wi → 0 and λe , λi → ∞ as the
number of inputs tends to ∞ [Lán84]. Further note that, if τm → ∞,
the Ornstein-Uhlenbeck process converges to a Wiener process [Tuc88],
which has its origin in studies of Brownian motion where the movement
of particles is analyzed. In contrast to Brownian motion, the drift term
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of the Ornstein-Uhlenbeck depends on the current state of the process.
Diffusion approximation is also known under the term Gaussian approximation as used, for instance, by Burkitt and Clark [BC00]. Note
that in this framework we do not model the precise trajectory of the
membrane potential of a single neuron. Instead, we model the time
trajectory of the probability distribution of the membrane potential.
In case of conductance-based synapses [MBG04, Ric04], the expectation Υ and variance Γ2 of the equilibrium membrane potential are given
by


Vreset
Υ = τQ
+ r11
τm
(B.24)

τQ
2
2
Υ r20 − 2Υr21 + r22 ,
Γ =
2
where
1
1
=
+ r10 ,
τQ
τm

(B.25)

l
l
and rkl = λe gek Eex
+ λi gik Ein
, with (kl) = {(10), (11), (20), (21), (22)}.
From Equation (B.25) follows that in the conductance-based model,
the membrane potential approaches its equilibrium Υ with a smaller
effective time constant τQ , and thus faster than in the current-based
model.

There exist two approaches to compute the spiking-rate of a LIF neuron
from that probability distribution and both yield the same result. The
first one uses the probability density of the free membrane potential
to derive the first passage time distribution, a problem which has been
originally solved by Siegert [Sie51]. At the first passage time the free
membrane potential crosses the threshold potential. Thus, it is is equivalent to the interspike intervals (ISIs) of an LIF. Consequently, the first
passage time distribution can be used to derive the output spiking-rate
of an LIF using the convolution theorem of Laplace transformations
[BC00, Bur01].
In the second approach, one constructs the time derivative of the probability density function of the membrane potential from the OrnsteinUhlenbeck process in terms of the dynamical Fokker-Planck equation
[VK92, Ris96]. For instantaneous synapses (see Equation (B.5)) the
Siegert formula [Sie51, Ric77, AT91] can then be derived as
λout = Φ(Υ, Γ) ,

(B.26)
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where
(

r Z


τQ π Vth
(u − µ)2
Φ(µ, σ) = tref +
du exp
σ
2 Vreset
2σ 2
(B.27)


−1
u−µ
√
× 1 + erf
.
σ 2
We give more details about the derivation and the intuition behind the
Fokker-Planck equation in Section B.2.4.
B.2.3.1. Finite (short) synaptic time constants. Equation (B.27) captures the input-output relation of neurons receiving Poisson distributed
input where each input spike has an instantaneous effect on the membrane potential. When an input spike yields a current of the form
1 −t/τsyn
Cm · w ·
e
,
τsyn
where t measures the time since the spike has occurred, a variant of
Equation (B.27) that accounts for the finite synaptic time constant has
been derived by Brunel and Sergi [BS98], and Fourcaud and Brunel
[FB02]. In contrast to the model with instantaneous synapses, they do
not model the dynamics of the membrane voltage of the neuron (see
Equation (B.3)) as an Ornstein-Uhlenbeck process but the dynamics of
the incoming current I(t):
p
dI(t)
= −I(t) + µQ + σQ 2τQ η(t) .
(B.28)
τsyn
dt
By means of this process we obtain the spiking rate of a neuron as
λout = Φ(Υ, Γ)
(

r Z


τQ π Vth +kγΓ
(u − Υ)2
= tref +
du exp
Γ
2 Vreset +kγΓ
2Γ2
(B.29)


−1
u−Υ
√
× 1 + erf
,
Γ 2
p
where k = τsyn /τQ < 1 and γ = |ζ(1/2)| (ζ is the Riemann zeta
function)1. A comparison of an input-response (IR) curve recorded from
an LIF simulation with the IR curve predicted by Equation (B.29) is
shown in Figure B.2.
1In the original publications of Brunel and Sergi [BS98], and Fourcaud and Brunel
√
[FB02] the correction term is given as kγσ/ 2, which is valid as there σ 2 ∼ 2Γ2 .
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Figure B.2. Comparison of the input-response (IR)
curves of a pyramidal cell and a basket cell recorded
from a simulation and generated by the Siegert formula.
We used the current-based LIF model. Both the pyramidal cell and the basket cell receive a Poisson spiketrain as input. The input rates ranged from 0 to 3000
Hz. The input was connected to the pyramidal cell with
a synaptic efficacy w of 2 mV. The basket cell received
input with a synaptic efficacy w of 4 mV. Pyramidal
cell parameters: τm = 20 ms, Vrest = Vreset = −65 mV,
Vth = −52 mV, tref = 2 ms, τsyn = 1.5 ms. Basket cell
parameters: τm = 4.5 ms, Vrest = Vreset = −60 mV,
Vth = −40 mV, tref = 1 ms, τsyn = 1.5 ms. The solid
curves are the result of the simulation. Cross markers indicate the IR curve of the pyramidal cell, circle
markers the IR curve of the basket cell. The dashed
curves represent the corresponding IR curves that were
predicted by Equation (B.29). Note the perfect match
of the pyramidal IR curves. The IR curve of the basket
cells, however, slightly diverge for larger input rates.

There exists another derivation for (short) finite synapse types from
[AM09], which basically yields the same correction term kγΓ, but in
the lower integration border of Equation (B.29) this correction term is
multiplied by exp(−tref /τsyn ) and the tref -term from Equation (B.29) is
removed. This yields a prediction for the firing rate which has correct
values in low input ranges but overestimates the firing rate in high input
ranges. In contrast, Equation (B.29) gives good approximations for a
large range of input strengths.
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B.2.3.2. Finite (long) synaptic time constants. For long synaptic time
constants Moreno-Bote and Parga have derived a formula which accurately estimates the output spiking-rate [MBP04, MBP10]. Similar
as Brunel and Sergi did for short τsyn , they model the incoming current
as an Ornstein-Uhlenbeck process. The formula derived in their work
reads
λout = Φ(µI , σI )
 
−1
Z ∞
(I−µI )2
−
τm I
dI
2
√
=
e 2σI × ln
,
τm I − Vth
2πσI τm
Vth /τm

(B.30)

2
/(τm τsyn ). Note that in their work it is
where µI = µQ /τm and σI2 = σQ
assumed that Vrest = Vreset = 0 mV. Equation (B.30) can be rewritten
as
Z ∞
λout =
P (I)ν(I)dI ,
(B.31)
Vth /τm

where
2

(I−µI )
−
1
2
e 2σI
2πσI
is the Gaussian distribution of the input current with mean µI and
variance σI2 . The function

P (I) = √

1

ν(I) =
τm ln



τm I
τm I−Vth

=

1

−τm ln 1 −

Vth
τm I



corresponds to Equation (B.19) but without the refractory period tref . If
we want to include the refractory period we just have to replace ν(I) by
(B.19). Additionally, Moreno-Bote and Parga [MBP10] give a method
for combining (B.29) and (B.30). This combination can be helpful for
modeling synapses that contain both AMPA and NMDA receptors.
B.2.3.3. Synaptic currents with finite rise and decay time constants. In
the case of NMDA or GABAB induced PSCs the synaptic current can
not be described by a single exponential, but by a double exponential
with rise time τrise and decay time τdecay . For computation of the
0
effective τsyn
Fourcaud and Brunel [FB02] give
0
τsyn
= τrise + τdecay

(B.32)

as a good approximation that can be used when evaluating Equation (B.29).
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B.2.3.4. Multiple synaptic currents with distinct synaptic time constants.
In the case of multiple synaptic currents such as AMPA and GABA
currents, Fourcaud and Brunel [FB02] give the following equation to
0
:
calculate the effective τsyn
σ12 + σ22
σ12
σ22
=
+
0
τsyn
τsyn1
τsyn2

(B.33)

B.2.4. The Fokker-Planck Approach. In this section we want to
give an introduction to the Fokker-Planck approach, which has been
used to derive the Siegert formula (see Equation (B.27)). The FokkerPlanck equation describes the evolution of the probability density of
the membrane potential p(Vm , t) [VK92, Ris96]. In this section, we
give a mathematical description of the Fokker-Planck equation. Additional, we present boundary conditions, which are necessary to solve
this differential equation. In Section B.2.5, we give some intuition on
the Fokker-Planck approach. For the sake of readability, we denote the
membrane potential Vm by V .
The probability density of the membrane potential p(V, t) satisfies the
Fokker-Planck equation [Ris96]
∂
∂
1 ∂2
p(V, t) = −
A(V )p(V, t) +
B(V )p(V, t) ,
∂t
∂V
2 ∂V 2

(B.34)

where A(V ) represents the drift function and B(V ) > 0 the diffusion
term. If the dynamics are given by the Ornstein-Uhlenbeck process as
in (B.21) [BH99], then these functions are defined as
1
(V − Vrest − µQ ) ,
τm
2
2σQ
.
τm

A(V )

= −

(B.35)

B(V )

=

(B.36)

The Fokker-Planck equation can be rewritten as


∂
∂
1 ∂
p(V, t) = −
A(V )p(V, t) −
B(V )p(V, t) ,
∂t
∂V
2 ∂V
which allows to split the equation into two parts, the continuity equation
for the probability density
∂
∂
p(V, t) = −
J(V, t) ,
∂t
∂V

(B.37)
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and
1 ∂
B(V )p(V, t) .
(B.38)
2 ∂V
Latter is the constitutive equation of the flux J(V, t), which denotes the
difference between the probability that the membrane potential crosses
V at time t from below and the probability that it crosses V at time t
from above. This corresponds to the probability current through V at
time t [Ris96]. By computing the flux through the threshold potential
we obtain the instantaneous spiking-rate of a neuron as
J(V, t) = A(V )p(V, t) −

λout (t) = J(Vth , t) .

(B.39)

To obtain the full description of p(V, t) we need to impose boundary
conditions for V → −∞, V = Vreset , and V = Vth [Bru00]. The
function p(V, t) has to be integrable. Thus, for V → −∞ it should tend
to zero sufficiently fast. We can achieve this by imposing the condition
lim V p(V, t) = 0 .

(B.40)

V →−∞

This also accounts for the fact that due to the leak term the membrane
potential of LIF neurons never reach levels far below the resting potential. Hence, even in the presence of only inhibitory inputs the noise in
the input current can bring the neuron to its threshold potential Vth .
At the threshold potential the membrane potential is always reset to
Vreset , so we impose an absorbing boundary by setting p(V, t) = 0 for all
V ≥ Vth . By inserting p(Vth , t) = 0 into Equation (B.38), with V = Vth ,
we obtain
λout (t) = J(Vth , t) = −

1 ∂
B(V )p(V, t)
2 ∂V

2
1 ∂ 2σQ
=−
p(V, t)
2 ∂V τm

V =Vth

.
V =Vth

Thus, we obtain the boundary condition for the derivative of p(V, t) at
Vth as
τm
∂
p(V, t)
= − 2 λout (t) .
(B.41)
∂V
σQ
V =Vth
We obtain the condition at the resting potential Vreset by considering
the flux J(Vth , t − tref ) that left the system at threshold potential at
time t − tref . As the trajectory of the membrane potential must not end
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at Vth this flux has to reenter the equations at the reset potential Vreset .
Hence, we obtain an extended Fokker-Planck equation
∂
∂
1 ∂2
p(V, t) = −
A(V )p(V, t) +
B(V )p(V, t)
∂t
∂V
2 ∂V 2
+ δ(V − Vreset )J(Vth , t − tref ) ,

(B.42)

where δ is the Dirac delta function and
J(Vth , t − tref ) = −

1 ∂
B(V )p(V, t − tref )
2 ∂V

.
V =Vth

Finally, we ensure that p(V, t) is properly normalized by enforcing that
Z Vth
p(V, t)dV = 1 ,
(B.43)
−∞

when tref = 0 or
Z

Vth

p(V, t)dV + pref (t) = 1 ,

(B.44)

−∞

Rt
when tref > 0. The term pref (t) = t−tref λout (t0 )dt0 represents the probability of the neuron being in the refractory period at time t.
In order to derive the Siegert formula by means of the Fokker-Planck
approach one has to find the stationary solution of p(V, t). That is, one
has to set the left hand side of Equation (B.42) to zero and solve for
p(V, t). The stationary solution can then be used to compute the output
spiking-rate λout . For a full derivation we defer the reader to [Bru00].
B.2.5. Motivating the Fokker-Planck Approach. Here, we give
some intuition on the Fokker-Planck approach. The general FokkerPlanck equation describes the evolution of a density function p(x, t)
depending on time t and on some other variable x. Classically, the
parameter x is itself a density, in case of the Ornstein-Uhlenbeck process
introduced in Equation (B.21) it is the membrane voltage V , which is
in the neuronal setting the same as the ion density at the soma. The
term A(V ) in the Fokker-Planck equation (B.34) describes the drift
that is caused by some deterministic process that changes the density
x over time. In the case of LIF neurons this term is determined by
the membrane leakage and the mean input current. The diffusion term
B(V ) results from stochasticity in the system under consideration, for
instance, random fluctuations in the input current of a neuron.
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To give an intuition for the diffusion term B(V ), we consider the FokkerPlanck function that describes the concentration of some gas. We assume that the gas is only diffusing along a single spatial dimension x.
The drift A(x) is set to zero 0, and the diffusion term B(x) depends
on the intrinsic properties of the gas, for example, the temperature at
point x (which we assume to be fixed over time, but not necessarily in
space) and on the inertia of each molecule. We can imagine that each
of the gas molecules performs a continuous Random walk (Wiener process), independent of the other gas molecules. In this case, the resulting
position of each molecule does not depend on the other molecules, and
a superposition of start distributions will result in a superposition of future distributions. The concentration of the molecules at a point is the
expected number of molecules at this point. We now fix some point x and
some time t. The concentration flux from x to its right neighborhood is
proportional to p(x, t). The flux from the right neighborhood into x is
proportional to the concentration at a point p(x + δ, t), where δ depends
on the time over which the flux is considered. So the total flux exchange
between x and its right side is proportional to p(x, t) − p(x + δ, t), which
∂
is approximately the derivative ∂x
p(x+δ/2, t) at the intermediate point
x + δ/2. By the same reasoning, the total flux exchange between x and
∂
its left neighborhood is proportional to − ∂x
p(x − δ/2, t). The difference
∂
of the two terms is the change in p over time, so it is ∂t
p(x, t). On the
2
∂
other hand, it is essentially the second derivative − ∂x2 p(x, t). Note that
there is no mathematical difference between diffusing a gas along an axis
and diffusing the voltage by a white noise input current in a Wiener process, so the same reasoning applies to the Ornstein-Uhlenbeck process.

B.2.6. Approximation of the Siegert Formula. The integral part
of the Siegert formula is not reducible to elementary functions and the
numerical calculation of the integral is computationally expensive. Additionally, this computation is numerically quite unstable. In this section we present an approximation of the Siegert formula, which is both
faster to compute and numerically stable. For the sake of readability we
first perform a change of variable in the integral of the Siegert formula.
For this, we introduce a new variable x which is defined as
u−µ
x= √
.
2σ
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Thus, the reset potential Vreset and the threshold potential Vth become

V̂reset =

Vreset − µ
√
2σ

and
Vth − µ
V̂th = √
2σ
and we can rewrite the Siegert formula (B.27) as
λout = Φ(µ, σ)
(
=

√

)−1

V̂th

Z

tref + τQ π

exp x


2

[1 + erf (x)] dx

.

(B.45)

V̂reset

From Equation (B.45) one can see that numerical instabilities occur
whenever exp(x2 ) is very large and at the same time the term [1 + erf(x)]
is close to zero.
The main idea of the approach presented in this section is to replace
the error-function in Equation (B.45) by the following approximation
(
P5
1 − exp(−x2 ) i=1 ai ti , if x ≥ 0 ,
erf(x) =
P5
exp(−x2 ) i=1 ai ti − 1, otherwise,

(B.46)

where t = 1/(1 + q|x|), q = 0.3275911, a1 = 0.254829592,
a2 = −0.284496736, a3 = 1.421413741, a4 = −1.453152027, and a5 =
1.061405429 [Ast64]. As we will see in the following, this approximation allows us to replace the numerically critical product of exp(x2 ) and
[1 + erf(x)] in Equation (B.45) by a sum of less critical terms. We define
Ψ(µ, σ) as the integral term in Equation (B.45)
Z

V̂th

Ψ(µ, σ) =
V̂reset


exp x2 [1 + erf (x)] dx .

(B.47)
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By replacing the error-function with Equation (B.46) we obtain
"
#
Z m
5
X

exp x2 1 + exp(−x2 )
ai ti − 1 dx
Ψ(µ, σ) =
V̂reset

i=1

"

V̂th

Z

exp x

+


2

2

1 + 1 − exp(−x )

m

Z

m

=
V̂reset

Z

"

5
X

ai t

i=1

ai t

dx
(B.48)

dx

i=1

exp x
m

#
i

#
i

V̂th

+2

5
X


2

dx −

Z

V̂th

m

"

5
X

#
ai ti dx ,

i=1

where m = min(max(0, V̂reset ), V̂th ) (assuming that V̂reset ≤ V̂th ). Thus,
the approximated Siegert formula is given as

√
−1
(B.49)
λout = Φ(µ, σ) = tref + τQ π Ψ(µ, σ)
.
In contrast to the original Siegert formula (B.27), we can now compute
two parts of Ψ(µ, σ) analytically (the parts containing the polynomials)
and only the integral over exp(x2 ) has to be computed numerically.
Compared to the computation of the integral over exp x2 [1 + erf (x)]
in Equation (B.45) the calculation of this integral is numerically more
stable.

APPENDIX C

Analysis of the Dynamics of Leaky
Integrate-and-Fire Networks
In Appendix B we introduced leaky integrate-and-fire (LIF) neurons
and presented a mathematical technique for analyzing the spiking-rates
of this type of neurons. Here, we first give an overview of existing
work on output spiking-rates in balanced networks of excitatory and
inhibitory LIF neurons. For the sake of brevity, we refer to these types
of networks as BEILIFs. In the second part we describe how to compute
the distribution of spiking-rates among the neurons of a BEILIF in the
current-based LIF model (see Section B.1.2.1). Our analysis is similar
to the work of Amit and Brunel [AB97a].
Network Architecture. We consider the setup where an external input signal is received by nE excitatory and nI inhibitory cells (see Figure C.1). For simplicity we assume that there is only one class of excitatory cells (e.g. pyramidal cells) and one class of inhibitory cells (e.g.
basket cells). Each cell receives input from next input neurons, of which
all release Poisson spike trains with rate λext with efficacy wext,E and
wext,I respectively. Each excitatory cell is inhibited by a randomly chosen subset of the interneurons and each inhibitory cell is excited by a
randomly chosen subset of the excitatory cells. The strength of these
connections we denote by wI,E and wE,I respectively (see Figure C.1a).
Additionally, the excitatory (inhibitory) cells make connections to themselves with strength wE,E (wI,I ) (see Figure C.1b). Each individual
connection between two cells is drawn randomly with probability p. For
simplicity we assume that this probability is the same for all types of
connections.
Related Work. Amit and Brunel were the first who studied the stationary states of BEILIF networks consisting of current-based LIF neurons [AB97b, AB97a]. They show by mathematical analysis that a
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Figure C.1. Two networks consisting of nE excitatory
and nE inhibitory LIF neurons. The connections from
the input to E and B and within the network are drawn
uniformly at random with probaility p. Both the excitatory and inhibitory set of neurons receive Poisson input with rate λext from next spike-train generators. (a)
An acyclic network network architecture, which can exhibit feed-forward inhibition (FFI). Input excites both
E and I. Thus, E receives additional inhibitory input from I, which curbs E’s response to the external
input. (b) The full (cyclic) network, which comprises
all possible connections observed in local cortical structures [BDM04].
pure excitatory network can not be stable at a low firing rate. However, the addition of inhibitory connections to the network decreases
the mean depolarizing current while increasing the variance. It is shown
that this effect yields stability of the network at low firing rates. They
also show that fast inhibition improves the stability of the network.
Brunel extends the studies of Amit and Brunel and investigates the
dynamics of sparsely (randomly) connected BEILIF networks [Bru00].
They describe a rich repertoire of states of the network, including asynchronous and irregular firing of individual cells while maintaining a stationary global activity. They give analytic solutions to approximated
versions of the equations developed in [AB97b]. Meffin et al. extend the
model of Brunel [Bru00] by implementing conductance-based synapses
[MBG04]. They show numerically that models using conductancebased synapses are similar to ones using current-based synapses with
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respect to the stationary mean spiking-rate and the stationary coefficient of variation (CV). For these parameters both models result in
values that have been found in experimental studies of neuron physiology [DRFS01]. However, for the effective time-constant τQ and the
stationary distribution of the membrane potential Vm [PSG+ 98], this is
the case only in the conductance-based model. Meffin et al. argue that
the difference between the effective (τQ ) and passive (τm ) leakage of the
membrane is the main reason for this behavior in the conductance-based
model. Note that in their work the neuron parameters of excitatory and
inhibitory neurons are the same. However, they claim that if parameters
for excitatory and inhibitory neurons differ the results are not substantially different (data not shown in their work). Based upon the work of
Brunel [Bru00], Hamaguchi et al. numerically investigate the structure
of the parameter space of BEILIF networks [HRB11]. Additionally,
they study effects of synaptic depression and replacement of current
synapses by conductance synapses.
C.1. Spiking-rate Distributions in Acyclic Network
Architectures
We will now derive a set of formulas for computing the distribution
of output spiking-rates in BEILIF networks. We start with a loop-free
version of the BEILIF networks as shown in Figure C.1a. In this network
the excitatory (inhibitory) cells do not feed input to themselves or the
inhibitory (excitatory) cells. The question we want to answer in this
section is: What is the distribution of spiking-rates of the excitatory
cells when the input neurons spike Poisson distributed with rate λext ?
We proceed as follows: In a first step we calculate the distribution of
input spiking-rates to the inhibitory cells. From this input distribution
we compute the distribution of input spiking-rates of the inhibitory to
the excitatory population. Finally, we can use this and the input distribution to calculate the distribution of the spiking-rates in the excitatory
cell population.
The input distribution to either the excitatory cells or the inhibitory
cells can be computed using the following reasoning. We assume that
each neuron k of the input population (1 ≤ k ≤ next ) has a certain
(k)
spiking rate λext . We represent the process of drawing the connections
between the input population and the excitatory and inhibitory cells
respectively by the random Bernoulli variables X1 , X2 , . . . , Xnext with
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parameter p. Each neuron k of the input population can be represented
(k)
by a Poisson process with parameter λext . The sum of several such
Poisson processes can as well be expressed as a single Poisson process
n
ext
X
(k)
P =
λext Xk .
(C.1)
k=1

The expected value of P is given as
n
n
n
n
ext
ext
ext
ext
X
X
X
X
(k)
(k)
(k)
(k)
λext .
λext p = p
λext E[Xk ] =
E[λext Xk ] =
E[P ] =
k=1

k=1

k=1

k=1

(C.2)
As we consider all input units to fire independently we obtain the joint
variance
n
n
ext
ext
X
X
(k)
(k)
(λext )2 V ar[Xk ]
Var[λext Xk ] =
Var[P ] =
=

k=1
n
ext
X

k=1
(k)
(λext )2 p(1

k=1

− p) = p(1 − p)

n
ext
X

(C.3)
(k)
(λext )2

.

k=1

For large next , which is usually the case in cortical circuits, P can be
approximated by a Gaussian process with the same first and second
moments
n
n
ext
ext
X
X
(k)
(k)
2
µext = p
λext and σext
= p(1 − p)
(λext )2 .
(C.4)
k=1

k=1

2
Now we can use the Gaussian distribution N (µext,I , σext,I
) to calculate
2
the mean firing rate λI and the variance ∆λI of the inhibitory cells as
Z ∞
2
λI =
Φ(ΥI (x), ΓI (x))f (x, µext , σext
) dx ,
(C.5)
−∞

∆λ2I =

Z

∞

−∞

2
Φ(ΥI (x), ΓI (x))2 f (x, µext , σext
) dx − λ2I ,

(C.6)

where Φ(·) is the Siegert formula as given in Equation (B.27) and f (·) is
2
the probability density function of the normal distribution N (µext , σext
).
The mean and standard deviation of the equilibrium potential ΥI (x)
and ΓI (x) are given according to Equation (B.23) as
τI
(I)
2
ΥI (x) = Vrest + τI · wext,I · x and Γ2I (x) =
· wext,I
·x.
(C.7)
2
Using the mean and variance of the spiking rate of the inhibitory population we can now estimate the input distribution from the inhibitory to
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2
the excitatory cells N (µI,E , σI,E
). However, as the spiking rate of the
inhibitory cells is now a random variable itself we have to redefine the
Poisson process P , which we have
PnI introduced in Equation (C.1). Thus,
we obtain a new process P 0 = k=1
Yk Xk , where Yk is now the random
variable representing the firing rates of the inhibitory cells. As Yk and
Xk are independent we obtain the expected value of P 0 as
0

E[P ] =

n
ext
X

E[Yk Xk ] =

n
ext
X

E[Yk ]E[Xk ] =

λI p = nI pλI .

(C.8)

k=1

k=1

k=1

n
ext
X

The variance for independent random variables is computed as
Var[P 0 ] = Var[

nI
X

Yk Xk ]

k=1

=
=
=
=
=

nI
X
k=1
nI
X
k=1
nI
X
k=1
nI
X
k=1
nI
X
k=1

Var[Yk Xk ]
E2 [Yk ] Var[Xk ] + E2 [Xk ] Var[Yk ] + Var[Yk ]V ar[Xk ]
E2 [Yk ]p(1 − p) + p2 Var[Yk ] + Var[Yk ]p(1 − p)






p (1 − p)E2 [Yk ] + Var[Yk ]
p (1 − p)λ2I + ∆λ2I

= nI p (1 − p)λ2I + ∆λ2I




(C.9)

Thus, for nI sufficiently large we obtain a normal distributed input rate
2
from the inhibitory to the excitatory cells N (µI,E , σI,E
) with parameters
µI,E = E[P 0 ] = nI pλI and

2
σI,E
= Var[P 0 ] = nI p (1 − p)λ2I + ∆λ2I .

(C.10)

Now that we have the distribution of both the external and the inhibitory input to the excitatory cells we can compute the distribution
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2
N (µE , σE
) of the total input to the excitatory population as
wI,E
µE = µext −
µI,E and
wext,E
2
2
σE
= σext
+

2
wI,E
2
σI,E
.
2
wext,E

(C.11)

This allows us to estimate the mean and variance of the spiking rates
2
of the excitatory population by integrating over N (µE , σE
). We obtain
Z ∞
2
λE =
Φ(ΥE (x), ΓE (x))f (x, µE , σE
) dx ,
(C.12)
−∞

and
∆λ2E =

Z

∞

−∞

2
Φ(ΥE (x), ΓE (x))2 f (x, µE , σE
) dx − λ2E ,

(C.13)

where
(E)

Vrest + τE · wext,E · x
τE
2
2
· wext,E
·x.
(C.14)
ΓE (x) =
2
The number of excitatory cells spiking at a certain rate λ – the distribution of output spiking-rates – is then given by
Z ∞
2
ΨE (λ) = nE
δ(Φ(ΥE (x), ΓE (x)) − λ)f (x, µE , σE
) dx , (C.15)
ΥE (x)

=

−∞

where δ is again the Dirac delta function.
C.2. Spiking-rate Distributions in
Cyclic Network Architectures
We will now extend the equations of the previous section to derive formulas for the full BEILIF network that contains all connections displayed in Figure C.1b. By taking all connections into account we obtain
self-consistent equations for both λE and λI . In order to compute their
fixed points one has to solve these equations for λE and λI .
For the connections from the inhibitory to the excitatory cells we have
computed the parameters µI,E and σI,E of the corresponding input
distribution in Equation (C.10). In case of the connections from the
excitatory to the inhibitory cells we can reuse the process P 0 . By replacing nI in Equation (C.10) with nE we obtain the parameters of the
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corresponding input distribution

2
µE,I = nE pλE and σE,I
= nE p (1 − p)λ2E + ∆λ2E .

(C.16)

Likewise we obtain for the input distributions of the self-loops

2
2
µE,E = µE,I = nE pλE and σE,E
= σE,I
= nE p (1 − p)λ2E + ∆λ2E ,
(C.17)
and

2
2
µI,I = µI,E = nI pλI and σI,I
= σI,E
= nI p (1 − p)λ2I + ∆λ2I .
(C.18)
To compute the mean λE and variance ∆λ2E of the spiking rates of
the excitatory population, in Equations (C.12) and (C.13) we replace
Equation (C.11) by
wE,E
wI,E
µE = µext +
µE,E −
µI,E , and
wext,E
wext,E
(C.19)
2
2
wI,E
wE,E
2
2
2
2
σ
+ 2
σI,E .
σE = σext + 2
wext,E E,E wext,E
To compute the mean λI and variance ∆λ2I of the spiking rates the
inhibitory population, we have to replace Equations (C.5) and (C.6) by
Z ∞
λI =
Φ(ΥI (x), ΓI (x))f (x, µI , σI2 ) dx , and
(C.20)
−∞
∞

∆λ2I =

Z

−∞

Φ(ΥI (x), ΓI (x))2 f (x, µI , σI2 ) dx − λ2I ,

(C.21)

where the distribution N (µI , σI2 ) of the total input to the inhibitory
population is given as
wI,I
wE,I
µI = µext −
µI,I +
µE,I , and
wext,I
wext,I
(C.22)
2
2
wI,I
wE,I
2
2
2
σI2 = σext
+ 2
σI,I
+ 2
σE,I
.
wext,I
wext,I
The number of excitatory cells spiking at a certain rate λ – the distribution of output spiking-rates – is given by Equation (C.15), with µE
2
and σE
replaced by Equation (C.19).

Bibliography
[AB97a] Amit, D. J., Brunel, N., 1997a. Dynamics of a recurrent network of spiking neurons before and following learning. Network: Computational Neural
Systems 8, 373–404.
[AB97b] Amit, D. J., Brunel, N., 1997b. Model of global spontaneous activity and
local structured activity during delay periods in the cerebral cortex. Cerebral
Cortex 7 (3), 237–252.
[Abe91] Abeles, M., 1991. Corticonics: Neural Circuits of the Cerebral Cortex, 1st
Edition. Cambridge University Press.
[AM09] Andrieux, D., Monnai, T., 2009. Firing rate of noisy integrate-and-fire neurons with synaptic current dynamics. Physical Review E 80 (2 Pt 1), 021933.
[ASLB07] Assisi, C., Stopfer, M., Laurent, G., Bazhenov, M., 2007. Adaptive regulation of sparseness by feedforward inhibition. Nature Neuroscience 10 (9),
1176–1184.
[Ast64] Astin, A. V., 1964. Handbook of Mathematical Functions: with Formulas,
Graphs, and Mathematical Tables, 1st Edition. Dover Publications.
[AT91] Amit, D. J., Tsodyks, M. V., 1991. Quantitative study of attractor neural
network retrieving at low spike rates: I. substrate—spikes, rates and neuronal
gain.
[AvV93] Abbott, L. F., van Vreeswijk, C., 1993. Asynchronous states in networks of
pulse-coupled oscillators. Physical Review E 48 (2), 1483–1490.
[BB95] Beauchemin, S., Barron, J., 1995. The computation of optical flow. ACM
Computing Surveys (CSUR) 27 (3), 433–467.
[BC99] Burkitt, A. N., Clark, G. M., 1999. New technique for analyzing integrate
and fire neurons. Neurocomputing 26-27, 93–99.
[BC00] Burkitt, A. N., Clark, G. M., 2000. Calculation of interspike intervals for
integrate-and-fire neurons with poisson distribution of synaptic inputs. Neural
Computation 12 (8), 1789–1820.
[BC02] Beierlein, M., Connors, B. W., 2002. Short-term dynamics of thalamocortical and intracortical synapses onto layer 6 neurons in neocortex. Journal of
Neurophysiology 88 (4), 1924–1932.
[BCHS95] Buhl, E. H., Cobb, S. R., Halasy, K., Somogyi, P., 1995. Properties of
unitary IPSPs evoked by anatomically identified basket cells in the rat hippocampus. European Journal of Neuroscience 7 (9), 1989–2004.
[BDM04] Binzegger, T., Douglas, R. J., Martin, K. A. C., 2004. A Quantitative
Map of the Circuit of Cat Primary Visual Cortex. The Journal of Neuroscience
24 (39), 8441–8453.
133

134

Bibliography

[Bea93] Beaulieu, C., 1993. Numerical data on neocortical neurons in adult rat, with
special reference to the GABA population. Brain research 609 (1-2), 284–292.
[BFRY02] Beierlein, M., Fall, C. P., Rinzel, J., Yuste, R., 2002. Thalamocortical
bursts trigger recurrent activity in neocortical networks: layer 4 as a frequencydependent gate. The Journal of Neuroscience 22 (22), 9885–9894.
[BGC03] Beierlein, M., Gibson, J. R., Connors, B. W., 2003. Two dynamically distinct inhibitory networks in layer 4 of the neocortex. Journal of Neurophysiology 90 (5), 2987–3000.
[BH99] Brunel, N., Hakim, V., 1999. Fast Global Oscillations in Networks of
Integrate-and-Fire Neurons with Low Firing Rates. Neural Computation.
[Bla92] Blasdel, G. G., 1992. Orientation selectivity, preference, and continuity in
monkey striate cortex. The Journal of Neuroscience 12 (8), 3139–3161.
[BP98] Bi, G., Poo, M., 1998. Synaptic modifications in cultured hippocampal neurons: dependence on spike timing, synaptic strength, and postsynaptic cell
type. The Journal of Neuroscience 18 (24), 10464–10472.
[BP01] Bi, G., Poo, M., 2001. Synaptic modification by correlated activity: Hebb’s
postulate revisited. Annual Review of Neuroscience 24, 139–166.
[Bro08] Brodmann, K., 1908. Beiträge zur histologischen Lokalisation der Grosshirnrinde. Sechste Mitteilung: Die Cortexgliederung des Menschen. Journal für
Psychologie und Neurologie 10, 231–246.
[Bro99] Brown, G., 1999. The Energy of Life. Free Press, New York.
[Bru00] Brunel, N., 2000. Dynamics of sparsely connected networks of excitatory
and inhibitory spiking neurons. Journal of Computational Neuroscience 8 (3),
183–208.
[BS76] Bryant, H. L., Segundo, J. P., 1976. Spike initiation by transmembrane current: a white-noise analysis. Journal of Physiology (London) 260 (2), 279–314.
[BS91] Braitenberg, V., Schütz, A., 1991. Peters’ Rule and White’s Exceptions. In:
Anatomy of the Cortex: Statistics and Geometry (Studies of Brain Function).
Wiley, pp. 109–111.
[BS98] Brunel, N., Sergi, S., 1998. Firing frequency of leaky intergrate-and-fire neurons with synaptic current dynamics. Journal of Theoretical Biology 195 (1),
87–95.
[BSW93] Baranyi, A., Szente, M. B., Woody, C. D., 1993. Electrophysiological characterization of different types of neurons recorded in vivo in the motor cortex
of the cat. II. Membrane parameters, action potentials, current-induced voltage responses and electrotonic structures. Journal of Neurophysiology 69 (6),
1865–1879.
[Bur01] Burkitt, A. N., 2001. Balanced neurons: analysis of leaky integrate-and-fire
neurons with reversal potentials. Biological Cybernetics 85 (4), 247–255.
[BvR07] Brunel, N., van Rossum, M. C. W., 2007. Lapicque’s 1907 paper: from
frogs to integrate-and-fire. Biological Cybernetics 97 (5-6), 337–339.
[CG67] Coxeter, H. S. M., Greitzer, S. L., 1967. Geometry Revisited. The Mathematical Association of America Textbooks.
[CGJ+ 11] Cook, M., Gugelmann, L., Jug, F., Krautz, C., Steger, A., 2011. Interacting maps for fast visual interpretation. In: Proceedings of International Joint
Conference on Neural Networks (IJCNN 2011). pp. 770–776.

135
[CGJK10] Cook, M., Gugelmann, L., Jug, F., Krautz, C., 2010. Holistically convergent modular networks: a biological principle for recurrent network architecture. BMC Neuroscience 11 (Suppl 1), P38.
[CJK09] Cook, M., Jug, F., Krautz, C., 2009. Sharpening Projections. BMC Neuroscience 10 (Suppl 1), P214.
[CJK11] Cook, M., Jug, F., Krautz, C., 2011. Neuronal Projections Can Be Sharpened by a Biologically Plausible Learning Mechanism. LNCS, Artificial Neural
Networks - ICANN 2011 6791, 101–108.
[CJKS10] Cook, M., Jug, F., Krautz, C., Steger, A., 2010. Unsupervised Learning
of Relations. LNCS, Artificial Neural Networks - ICANN 2010 6352, 164–173.
[CLC07] Cruikshank, S. J., Lewis, T. J., Connors, B. W., 2007. Synaptic basis for
intense thalamocortical activation of feedforward inhibitory cells in neocortex.
Nature Neuroscience 10 (4), 462–468.
[CM65] Cox, D. R., Miller, H. D., 1965. The theory of stochastic processes. Chapman
and Hall, London.
[Cox62] Cox, D. R., 1962. Renewal theory. Chapman and Hall, New York.
[CS68] Calvin, W. H., Stevens, C. F., 1968. Synaptic noise and other sources of
randomness in motoneuron interspike intervals. Journal of Neurophysiology
31 (4), 574–587.
[CSWB09] Cook, M., Soloveichik, D., Winfree, E., Bruck, J., 2009. Programmability
of Chemical Reaction Networks. In: Condon, A., Harel, D., Kok, J. N., Salomaa, A., Winfree, E. (Eds.), Algorithmic Bioprocesses, Natural Computing
Series. Springer, Berlin, Heidelberg, pp. 543–584.
[DA01] Dayan, P., Abbott, L. F., 2001. Theoretical neuroscience: computational
and mathematical modeling of neural systems. MIT Press.
[DCM09] Da Costa, N. M., Martin, K. A. C., 2009. The proportion of synapses
formed by the axons of the lateral geniculate nucleus in layer 4 of area 17 of
the cat. The Journal of Comparative Neurology 516 (4), 264–276.
[DCM11] Da Costa, N. M., Martin, K. A. C., 2011. How Thalamus Connects to
Spiny Stellate Cells in the Cat’s Visual Cortex. The Journal of Neuroscience
31 (8), 2925–2937.
[Den05] Denève, S., 2005. Bayesian inference in spiking neurons. Advances in Neural
Information Processing Dystems 17.
[DKM+ 95] Douglas, R. J., Koch, C., Mahowald, M., Martin, K. A. C., Suarez, H.,
1995. Recurrent excitation in neocortical circuits. Science 269 (5226), 981–985.
[DLP99] Denève, S., Latham, P. E., Pouget, A., 1999. Reading population codes: a
neural implementation of ideal observers. Nature Neuroscience 2 (8), 740.
[DLP01] Denève, S., Latham, P. E., Pouget, A., 2001. Efficient computation and cue
integration with noisy population codes. Nature Neuroscience 4 (8), 826–831.
[DM07] Douglas, R. J., Martin, K. A. C., 2007. Recurrent neuronal circuits in the
neocortex. Current Biology 17 (13), R496–500.
[DMW89] Douglas, R. J., Martin, K. A. C., Whitteridge, D., 1989. A Canonical
Microcircuit for Neocortex. Neural Computation 1, 480–488.
[DPL99] Denève, S., Pouget, A., Latham, P. E., 1999. Divisive normalization, line
attractor networks and ideal observers. Advances in Neural Information Processing Systems, 104–110.

136

Bibliography

[DRFS01] Destexhe, A., Rudolph, M., Fellous, J. M., Sejnowski, T. J., 2001. Fluctuating synaptic conductances recreate in vivo-like activity in neocortical neurons. Neuroscience 107 (1), 13–24.
[DTG02] Degenetais, E., Thierry, A., Glowinski, J., 2002. Electrophysiological properties of pyramidal neurons in the rat prefrontal cortex: an in vivo intracellular
recording study. Cerebral Cortex 12, 1–16.
[FB02] Fourcaud, N., Brunel, N., 2002. Dynamics of the firing probability of noisy
integrate-and-fire neurons. Neural Computation 14 (9), 2057–2110.
[FDFH97] Foley, J., Dam, A., Feiner, S., Hughes, J., 1997. Computer graphics:
principles and practice. Addison Wesley.
[FMA09] Ferrante, M., Migliore, M., Ascoli, G. A., 2009. Feed-forward inhibition
as a buffer of the neuronal input-output relation. Proceedings of the National
Academy of Sciences 106 (42), 18004–18009.
[FSM08] Fieres, J., Schemmel, J., Meier, K., 2008. Realizing biological spiking network models in a configurable wafer-scale hardware system. IEEE International
Joint Conference on Neural Networks, 2008 (IJCNN’08). (IEEE World Congress on Computational Intelligence), 969–976.
[FTIA88] Finch, D. M., Tan, A. M., Isokawa-Akesson, M., 1988. Feedforward inhibition of the rat entorhinal cortex and subicular complex. The Journal of
Neuroscience 8 (7), 2213–2226.
[FvE91] Felleman, D. J., van Essen, D. C., 1991. Distributed Hierarchical Processing
in the Primate Cerebral Cortex. Cerebral Cortex 1, 1–47.
[Gar10] Garland, M., 2010. Parallel computing with CUDA. Parallel & Distributed
Processing (IPDPS), 2010 IEEE International Symposium on, 1.
[GBKP+ 05] González-Burgos, G., Krimer, L. S., Povysheva, N. V., Barrionuevo, G.,
Lewis, D. A., 2005. Functional properties of fast spiking interneurons and their
synaptic connections with pyramidal cells in primate dorsolateral prefrontal
cortex. Journal of Neurophysiology 93 (2), 942–953.
[GBKU+ 04] González-Burgos, G., Krimer, L. S., Urban, N. N., Barrionuevo, G.,
Lewis, D. A., 2004. Synaptic efficacy during repetitive activation of excitatory
inputs in primate dorsolateral prefrontal cortex. Cerebral Cortex 14 (5), 530–
542.
[GD07] Gewaltig, M.-O., Diesmann, M., 2007. NEST (NEural Simulation Tool).
Scholarpedia 2 (4), 1430.
[GH98] Galarreta, M., Hestrin, S., 1998. Frequency-dependent synaptic depression
and the balance of excitation and inhibition in the neocortex. Nature Neuroscience 1 (7), 587–594.
[GH01] Galarreta, M., Hestrin, S., 2001. Spike transmission and synchrony detection
in networks of GABAergic interneurons. Science 292 (5525), 2295–2299.
[GM64] Gerstein, G. L., Mandelbrot, B., 1964. Random Walk Models for the Spike
Activity of a Single Neuron. Biophysical Journal 4, 41–68.
[GMK02] Gerstner, W., M Kistler, W., 2002. Spiking neuron models: single neurons,
populations, plasticity. Cambridge University Press.
[Gor00] Gorchetchnikov, A., 2000. Introduction of threshold self-adjustment improves the convergence in feature-detective neural nets. Neurocomputing 32-33,
385–390.

137
[Gro76] Grossberg, S., 1976. Adaptive pattern classification and universal recoding: I. Parallel development and coding of neural feature detectors. Biological
Cybernetics 23 (3), 121–134.
[Gro99] Grossberg, S., 1999. How does the cerebral cortex work? Learning, attention, and grouping by the laminar circuits of visual cortex. Spatial Vision.
[GSK86] Georgopoulos, A., Schwartz, A., Kettner, R., 1986. Neuronal population
coding of movement direction. Science 233, 1416–1419.
[GWGR03] Gao, W.-J., Wang, Y., Goldman-Rakic, P. S., 2003. Dopamine modulation of perisomatic and peridendritic inhibition in prefrontal cortex. The
Journal of Neuroscience 23 (5), 1622–1630.
[Har75] Hart, L. A., 1975. How the brain works. Basic Books, New York.
[Hay96] Hayes, M. H., 1996. Statistical digital signal processing and modeling.
[HBW+ 96] Howard, R. J., Brammer, M., Wright, I., Woodruff, P. W., Bullmore,
E. T., Zeki, S., 1996. A direct demonstration of functional specialization within
motion-related visual and auditory cortex of the human brain. Current Biology
6 (8), 1015–1019.
[HdKF+ 07] Helmstaedter, M., de Kock, C. P. J., Feldmeyer, D., Bruno, R. M.,
Sakmann, B., 2007. Reconstruction of an average cortical column in silico.
Brain Research Reviews 55 (2), 193–203.
[Heb49] Hebb, D. O., 1949. The Organization of Behavior: A Neuropsychological
Theory. Wiley.
[Hee92] Heeger, D. J., 1992. Normalization of cell responses in cat striate cortex.
Visual Neuroscience 9 (2), 181–197.
[HHSZ03] Holmgren, C. D., Harkany, T., Svennenfors, B., Zilberter, Y., 2003. Pyramidal cell communication within local networks in layer 2/3 of rat neocortex.
Journal of Physiology (London) 551 (Pt 1), 139–153.
[HIS09] Hull, C., Isaacson, J. S., Scanziani, M., 2009. Postsynaptic mechanisms
govern the differential excitation of cortical neurons by thalamic inputs. The
Journal of Neuroscience 29 (28), 9127–9136.
[HKP91] Hertz, J., Krogh, A., Palmer, R. G., 1991. Introduction to the Theory of
Neural Computation. Westview Press.
[HNPS90] Hestrin, S., Nicoll, R. A., Perkel, D. J., Sah, P., 1990. Analysis of excitatory synaptic action in pyramidal cells using whole-cell recording from rat
hippocampal slices. Journal of Physiology (London) 422, 203–225.
[HRB11] Hamaguchi, K., Riehle, A., Brunel, N., 2011. Estimating network parameters from combined dynamics of firing rate and irregularity of single neurons.
Journal of Neurophysiology 105 (1), 487–500.
[HS81] Horn, B., Schunck, B., 1981. Determining optical flow. Artificial intelligence
17 (1-3), 185–203.
[HSN90] Hestrin, S., Sah, P., Nicoll, R. A., 1990. Mechanisms generating the time
course of dual component excitatory synaptic currents recorded in hippocampal
slices. Neuron 5 (3), 247–253.
[HU89] Horn, D., Usher, M., 1989. Neural networks with dynamical thresholds.
Physical Review A 40 (2), 1036–1044.
[Hub95] Hubel, D. H., 1995. Eye, brain, and vision, 2nd Edition. W. H. Freeman.
[HW74] Hubel, D. H., Wiesel, T. N., 1974. Uniformity of monkey striate cortex: a
parallel relationship between field size, scatter, and magnification factor. The
Journal of Comparative Neurology 158 (3), 295–305.

138

Bibliography

[HW97] Hendee, W. R., Wells, P. N. T., 1997. The Perception of Visual Information.
Springer.
[IBLK98] Itti, L., Braun, J., Lee, D., Koch, C., 1998. A model of early visual processing. Advances in Neural Information Processing Systems 10.
[ICD04] Indiveri, G., Chicca, E., Douglas, R. J., 2004. A VLSI reconfigurable network of integrate-and-fire neurons with spike-based learning synapses. Proceedings of 12th European Symposium on Artificial Neural Networks (ESANN’04),
405–410.
[ID03] Izhikevich, E. M., Desai, N. S., 2003. Relating STDP to BCM. Neural Computation 15 (7), 1511–1523.
[II06] Inoue, T., Imoto, K., 2006. Feedforward inhibitory connections from multiple
thalamic cells to multiple regular-spiking cells in layer 4 of the somatosensory
cortex. Journal of Neurophysiology 96 (4), 1746–1754.
[Jug12] Jug, F., 2012. On Computation and Learning in Cortical Columns. Ph.D.
thesis, ETH Zürich.
[Kan00] Kandel, E. R., 2000. Principles of Neural Science, 4th Edition. McGrawHill, Health Professions Division.
[KFL01] Kschischang, F., Frey, B., Loeliger, H., 2001. Factor graphs and the sumproduct algorithm. IEEE Transactions on Information Theory 47 (2), 498–519.
[KHOC07] Karayannis, T., Huerta-Ocampo, I., Capogna, M., 2007. GABAergic and
pyramidal neurons of deep cortical layers directly receive and differently integrate callosal input. Cerebral Cortex 17 (5), 1213–1226.
[KII+ 10] Kimura, F., Itami, C., Ikezoe, K., Tamura, H., Fujita, I., Yanagawa, Y.,
Obata, K., Ohshima, M., 2010. Fast activation of feedforward inhibitory neurons from thalamic input and its relevance to the regulation of spike sequences
in the barrel cortex. Journal of Physiology (London) 588 (Pt 15), 2769–2787.
[KLP08] Khan, M., Lester, D., Plana, L., 2008. SpiNNaker: Mapping neural networks onto a massively-parallel chip multiprocessor. IEEE International Joint
Conference on Neural Networks, 2008 (IJCNN’08). (IEEE World Congress on
Computational Intelligence)., 2849–2856.
[Koh01] Kohonen, T., 2001. Self-organizing maps. Springer-Verlag.
[KRA08] Kumar, A., Rotter, S., Aertsen, A., 2008. Conditions for Propagating Synchronous Spiking and Asynchronous Firing Rates in a Cortical Network Model.
Journal of Neuroscience 28 (20), 5268–5280.
[KRB96] Kirkwood, A., Rioult, M. C., Bear, M. F., 1996. Experience-dependent
modification of synaptic plasticity in visual cortex. Nature 381 (6582), 526–
528.
[KSBH94] Kennedy, H., Salin, P. A., Bullier, J., Horsburgh, G., 1994. Topography
of developing thalamic and cortical pathways in the visual system of the cat.
The Journal of Comparative Neurology 348 (2), 298–319.
[KSM05] Kalisman, N., Silberberg, G., Markram, H., 2005. The neocortical microcircuit as a tabula rasa. Proceedings of the National Academy of Sciences USA
102 (3), 880–885.
[KY96] Kirson, E. D., Yaari, Y., 1996. Synaptic NMDA receptors in developing
mouse hippocampal neurones: functional properties and sensitivity to ifenprodil. Journal of Physiology (London) 497 (Pt 2), 437–455.
[Lán84] Lánský, P., 1984. On approximations of Stein’s neuronal model. Journal of
Theoretical Biology 107 (4), 631–647.

139
[LaR07] LaRock, E., 2007. Disambiguation, Binding, and the Unity of Visual Consciousness. Theory & Psychology.
[LC94] Law, C. C., Cooper, L. N., 1994. Formation of receptive fields in realistic
visual environments according to the Bienenstock, Cooper, and Munro (BCM)
theory. Proceedings of the National Academy of Sciences USA 91 (16), 7797–
7801.
[LC06] Low, L. K., Cheng, H.-J., 2006. Axon pruning: an essential step underlying
the developmental plasticity of neuronal connections. Philosophical Transactions of the Royal Society London, B, Biological Sciences 361 (1473), 1531–
1544.
[LH88] Livingstone, M., Hubel, D. H., 1988. Segregation of form, color, movement,
and depth: anatomy, physiology, and perception. Science 240 (4853), 740–749.
[LL10] Ledergerber, D., Larkum, M. E., 2010. Properties of layer 6 pyramidal neuron
apical dendrites. The Journal of Neuroscience 30 (39), 13031–13044.
[LPD06] Lichtsteiner, P., Posch, C., Delbruck, T., 2006. A 128 X 128 120db 30mw
asynchronous vision sensor that responds to relative intensity change. IEEE International Solid-State Circuits Conference, 2006 (ISSCC’06). Digest of Technical Papers, 2060–2069.
[Maa00] Maass, W., 2000. On the computational power of winner-take-all. Neural
Computation 12 (11), 2519–2535.
[Mar06] Markram, H., 2006. The blue brain project. Nature Reviews Neuroscience
7 (2), 153–160.
[Mar11] Markram, H., 2011. Blue Gene.
URL: http://de.wikipedia.org/wiki/Blue_Gene
[MBCS05] Miikkulainen, R., Bednar, J. A., Choe, Y., Sirosh, J., 2005. Computational Maps in the Visual Cortex. 233 Spring Street, NY 10013, USA.
[MBG04] Meffin, H., Burkitt, A. N., Grayden, D. B., 2004. An analytical model
for the "large, fluctuating synaptic conductance state" typical of neocortical
neurons in vivo. Journal of Computational Neuroscience 16 (2), 159–175.
[MBP04] Moreno-Bote, R., Parga, N., 2004. Role of synaptic filtering on the firing
response of simple model neurons. Physical Review Letters 92 (2), 028102.
[MBP10] Moreno-Bote, R., Parga, N., 2010. Response of integrate-and-fire neurons
to noisy inputs filtered by synapses with arbitrary timescales: firing rate and
correlations. Neural Computation 22 (6), 1528–1572.
[MC88] Miyashita, Y., Chang, H. S., 1988. Neuronal correlate of pictorial short-term
memory in the primate temporal cortex. Nature 331 (6151), 68–70.
[MCLP85] McCormick, D. A., Connors, B. W., Lighthall, J. W., Prince, D. A.,
1985. Comparative electrophysiology of pyramidal and sparsely spiny stellate
neurons of the neocortex. Journal of Neurophysiology 54 (4), 782–806.
[ML90] Mason, A., Larkman, A., 1990. Correlations between morphology and electrophysiology of pyramidal neurons in slices of rat visual cortex. II. Electrophysiology. The Journal of Neuroscience 10 (5), 1415–1428.
[MLF+ 97] Markram, H., Lübke, J., Frotscher, M., Roth, A., Sakmann, B., 1997.
Physiology and anatomy of synaptic connections between thick tufted pyramidal neurones in the developing rat neocortex. Journal of Physiology (London)
500 (Pt 2), 409–440.

140

Bibliography

[MMF+ 11] Markov, N. T., Misery, P., Falchier, A., Lamy, C., Vezoli, J., Quilodran, R., Gariel, M. A., Giroud, P., Ercsey-Ravasz, M., Pilaz, L. J., Huissoud, C., Barone, P., Dehay, C., Toroczkai, Z., van Essen, D. C., Kennedy,
H., Knoblauch, K., 2011. Weight consistency specifies regularities of macaque
cortical networks. Cerebral Cortex 21 (6), 1254–1272.
[MNS91] Mason, A., Nicoll, A., Stratford, K. J., 1991. Synaptic transmission between individual pyramidal neurons of the rat visual cortex in vitro. The Journal of Neuroscience 11 (1), 72–84.
[Mor04] Morris, T., 2004. Computer Vision and Image Processing. Palgrave Macmillan.
[Mou57] Mountcastle, V. B., 1957. Modality and topographic properties of single
neurons of cat’s somatic sensory cortex. Journal of Neurophysiology 20 (4),
408–434.
[MSTN03] Myme, C. I. O., Sugino, K., Turrigiano, G. G., Nelson, S. B., 2003.
The NMDA-to-AMPA ratio at synapses onto layer 2/3 pyramidal neurons is
conserved across prefrontal and visual cortices. Journal of Neurophysiology
90 (2), 771–779.
[MTRW+ 04] Markram, H., Toledo-Rodriguez, M., Wang, Y., Gupta, A., Silberberg,
G., Wu, C., 2004. Interneurons of the neocortical inhibitory system. Nature
Reviews Neuroscience 5 (10), 793–807.
[NK95] Nakamura, K., Kubota, K., 1995. Mnemonic firing of neurons in the monkey
temporal pole during a visual recognition memory task. Journal of Neurophysiology 74 (1), 162–178.
[NS66] Noble, D., Stein, R. B., 1966. The threshold conditions for initiation of action
potentials by excitable cells. Journal of Physiology (London) 187 (1), 129–162.
[OF04] Olshausen, B. A., Field, D. J., 2004. Sparse coding of sensory inputs. Current
opinion in neurobiology 14 (4), 481–487.
[OF05] Olshausen, B. A., Field, D. J., 2005. How close are we to understanding V1?
Neural Computation 17 (8), 1665–1699.
[Oja83] Oja, E., 1983. Subspace methods of pattern recognition. John Wiley & Sons.
[PBD+ 99] Pawelzik, H., Bannister, A. P., Deuchars, J., Ilia, M., Thomson, A. M.,
1999. Modulation of bistratified cell IPSPs and basket cell IPSPs by pentobarbitone sodium, diazepam and Zn2+: dual recordings in slices of adult rat
hippocampus. European Journal of Neuroscience 11 (10), 3552–3564.
[PBM11] Perin, R., Berger, T. K., Markram, H., 2011. A synaptic organizing principle for cortical neuronal groups. Proceedings of the National Academy of
Sciences 108 (13), 5419–5424.
[Pea82] Pearl, J., 1982. Reverend Bayes on inference engines: A distributed hierarchical approach. In: Proceedings of the AAAI National Conference on AI.
[PGBZ+ 06] Povysheva, N. V., González-Burgos, G., Zaitsev, A. V., Kröner, S.,
Barrionuevo, G., Lewis, D. A., Krimer, L. S., 2006. Properties of excitatory
synaptic responses in fast-spiking interneurons and pyramidal cells from monkey and rat prefrontal cortex. Cerebral Cortex 16 (4), 541–552.
[PGS+ 09] Papakonstantinou, A., Gururaj, K., Stratton, J., Chen, D., Cong, J.,
Hwu, W.-M. W., 2009. FCUDA: Enabling efficient compilation of CUDA kernels onto FPGAs. IEEE 7th Symposium on Application Specific Processors,
2009 (SASP’09), 35–42.

141
[PKD+ 06] Price, D. J., Kennedy, H., Dehay, C., Zhou, L., Mercier, M., 2006. The
development of cortical connections. European Journal of Neuroscience 23,
910–920.
[PMBA+ 09] Pouille, F., Marin-Burgin, A., Adesnik, H., Atallah, B. V., Scanziani,
M., 2009. Input normalization by global feedforward inhibition expands cortical
dynamic range. Nature Neuroscience 12 (12), 1577–1585.
[Pra80] Prazdny, K., 1980. Egomotion and relative depth map from optical flow.
Biological Cybernetics 36 (2), 87–102.
[PSG+ 98] Paré, D., Shink, E., Gaudreau, H., Destexhe, A., Lang, E. J., 1998. Impact of spontaneous synaptic activity on the resting properties of cat neocortical pyramidal neurons In vivo. Journal of Neurophysiology 79 (3), 1450–1460.
[RAHK92] Ren, J. Q., Aika, Y., Heizmann, C. W., Kosaka, T., 1992. Quantitative analysis of neurons and glial cells in the rat somatosensory cortex, with
special reference to GABAergic neurons and parvalbumin-containing neurons.
Experimental Brain Research 92 (1), 1–14.
[Ral67] Rall, W., 1967. Distinguishing theoretical synaptic potentials computed for
different soma-dendritic distributions of synaptic input. Journal of Neurophysiology 30 (5), 1138–1168.
[RBN07] Ringbauer, S., Bayerl, P., Neumann, H., 2007. Neural Mechanisms for MidLevel Optical Flow Pattern Detection. Lecture Notes in Computer Science
4669, 281–290.
[RD09] Rutishauser, U., Douglas, R. J., 2009. State-dependent computation using
coupled recurrent networks. Neural Computation 21 (2), 478–509.
[Rei61] Reichardt, W., 1961. Autocorrelation, a principle for the evaluation of sensory information by the central nervous system. In: Rosenbilth, W. A. (Ed.),
Sensory Communication. Wiley, New York.
[RHK+ 11] Ramaswamy, S., Hill, S. L., King, J. G., Schürmann, F., Wang, Y.,
Markram, H., 2011. Intrinsic Morphological Diversity of Thick-tufted Layer
5 Pyramidal Neurons Ensures Robust and Invariant Properties of in silico
Synaptic Connections. Journal of Physiology (London).
[Ric76] Ricciardi, L. M., 1976. Diffusion approximation for a multi-input model neuron. Biological Cybernetics 24 (4), 237–240.
[Ric77] Ricciardi, L. M., 1977. Diffusion processes and related topics in biology.
Springer.
[Ric04] Richardson, M. J. E., 2004. Effects of synaptic conductance on the voltage
distribution and firing rate of spiking neurons. Phyiscal Review E 69 (5 Pt 1),
051918.
[Ris96] Risken, H., 1996. The Fokker-Planck equation, 3rd Edition. Methods of Solution and Applications. Springer.
[Rol06] Rolfe, J. T., 2006. The Cortex as a Graphical Model.
[RS79] Ricciardi, L. M., Sacerdote, L., 1979. The Ornstein-Uhlenbeck process as a
model for neuronal activity. I. Mean and variance of the firing time. Biological
Cybernetics 35 (1), 1–9.
[SB02] Stoer, J., Bulirsch, R., 2002. Introduction to numerical analysis. Springer
Verlag.
[SBG+ 07] Silver, R., Boahen, K., Grillner, S., Kopell, N., Olsen, K. L., 2007. Neurotech for neuroscience: unifying concepts, organizing principles, and emerging
tools. The Journal of Neuroscience 27 (44), 11807–11819.

142

Bibliography

[Sch78] Scholfield, C. N., 1978. Electrical properties of neurones in the olfactory
cortex slice in vitro. Journal of Physiology (London) 275, 535–546.
[SdS06] Sullivan, T., de Sa, V., 2006. A self-organizing map with homeostatic synaptic scaling. Neurocomputing 69, 1183–1186.
[SGH04] Shashua, A., Gdalyahu, Y., Hayun, G., 2004. Pedestrian detection for
driving assistance systems: single-frame classification and system level performance. Intelligent Vehicles Symposium, 2004 IEEE, 1–6.
[SHM+ 08] Stepanyants, A., Hirsch, J. A., Martinez, L. M., Kisvárday, Z. F., Ferecskó, A. S., Chklovskii, D. B., 2008. Local potential connectivity in cat primary
visual cortex. Cerebral Cortex 18 (1), 13–28.
[SHS03] Shriki, O., Hansel, D., Sompolinsky, H., 2003. Rate models for conductancebased cortical neuronal networks. Neural Computation 15 (8), 1809–1841.
[Sie51] Siegert, A., 1951. On the First Passage Time Probability Problem. Physical
Review 81 (4), 617–623.
[SJL03] Stopfer, M., Jayaraman, V., Laurent, G., 2003. Intensity versus identity
coding in an olfactory system. Neuron 39 (6), 991–1004.
[SJP11] Smisek, J., Jancosek, M., Pajdla, T., 2011. 3D with Kinect. In: Computer
Vision Workshops (ICCV Workshops), 2011 IEEE International Conference
on. pp. 1154–1160.
[SK93] Softky, W. R., Koch, C., 1993. The highly irregular firing of cortical cells
is inconsistent with temporal integration of random EPSPs. The Journal of
Neuroscience 13 (1), 334–350.
[SKD95] Suarez, H., Koch, C., Douglas, R. J., 1995. Modeling direction selectivity
of simple cells in striate visual cortex within the framework of the canonical
microcircuit. Journal of Neuroscience 15 (10), 6700–6719.
[SR05] Shon, A., Rao, R., 2005. Implementing belief propagation in neural circuits.
Neurocomputing.
[SS95] Stuart, G. J., Sakmann, B., 1995. Amplification of EPSPs by axosomatic
sodium channels in neocortical pyramidal neurons. Neuron 15 (5), 1065–1076.
[Ste65] Stein, R. B., 1965. A Theoretical Analysis of Neuronal Variability. Biophysical Journal 5, 173–194.
[TD94] Thomson, A. M., Deuchars, J., 1994. Temporal and spatial properties of
local circuits in neocortex. Trends in Neuroscience 17 (3), 119–126.
[TDW93a] Thomson, A. M., Deuchars, J., West, D. C., 1993a. Large, deep layer
pyramid-pyramid single axon EPSPs in slices of rat motor cortex display
paired pulse and frequency-dependent depression, mediated presynaptically
and self-facilitation, mediated postsynaptically. Journal of Neurophysiology
70 (6), 2354–2369.
[TDW93b] Thomson, A. M., Deuchars, J., West, D. C., 1993b. Single axon excitatory postsynaptic potentials in neocortical interneurons exhibit pronounced
paired pulse facilitation. Neuroscience 54 (2), 347–360.
[TN04] Turrigiano, G. G., Nelson, S. B., 2004. Homeostatic plasticity in the developing nervous system. Nature Reviews Neuroscience 5, 97–107.
[TSB98] Tamás, G., Somogyi, P., Buhl, E. H., 1998. Differentially interconnected
networks of GABAergic interneurons in the visual cortex of the cat. The Journal of Neuroscience 18 (11), 4255–4270.

143
[Tuc88] Tuckwell, H. C., 1988. Introduction to Theoretical Neurobiology: Volume
2, Nonlinear and Stochastic Theories (Cambridge Studies in Mathematical
Biology). Cambridge University Press.
[TV98] Thagard, P., Verbeurgt, K., 1998. Coherence as constraint satisfaction. Cognitive Science 22 (1), 1–24.
[TW93] Thomson, A. M., West, D. C., 1993. Fluctuations in pyramid-pyramid excitatory postsynaptic potentials modified by presynaptic firing pattern and
postsynaptic membrane potential using paired intracellular recordings in rat
neocortex. Neuroscience 54 (2), 329–346.
[Twi11] Twitter, 2011. Twitter Translation Center.
URL: http://translate.twttr.com/welcome
[TWWB02] Thomson, A. M., West, D. C., Wang, Y., Bannister, A. P., 2002. Synaptic connections and small circuits involving excitatory and inhibitory neurons
in layers 2-5 of adult rat and cat neocortex: triple intracellular recordings and
biocytin labelling in vitro. Cerebral Cortex 12 (9), 936–953.
[Ull79] Ullman, S., 1979. The interpretation of Visual Motion. MIT Press.
[VA05] Vogels, T. P., Abbott, L. F., 2005. Signal propagation and logic gating in
networks of integrate-and-fire neurons. The Journal of Neuroscience 25 (46),
10786–10795.
[vAD04] von Ahn, L., Dabbish, L., 2004. Labeling images with a computer game. In:
Proceedings of the 2004 conference on Human factors in computing systems CHI ’04. ACM Press, New York, pp. 319–326.
[vEZ78] van Essen, D. C., Zeki, S., 1978. The topographic organization of rhesus
monkey prestriate cortex. Journal of Physiology (London) 277, 193–226.
[vG09] van Gulick, R., 2009. Consciousness.
[VK92] Van Kampen, N. G., 1992. Stochastic Processes in Physics and Chemistry,
2nd Edition. North Holland.
[VN45] Von Neumann, J., 1945. First Draft of a Report on the EDVAC. Tech. rep.,
Philadelphia.
[VN66] Von Neumann, J., 1966. Theory of self-reproducing automata. University of
Illinois Press, Urbana.
[vP04] van Pelt, J., 2004. Morphological analysis and modeling of neuronal dendrites. Mathematical Biosciences 188 (1-2), 147–155.
[Wan99] Wang, X. J., 1999. Synaptic basis of cortical persistent activity: the importance of NMDA receptors to working memory. The Journal of Neuroscience
19 (21), 9587–9603.
[WBdK+ 10] Wimmer, V. C., Bruno, R. M., de Kock, C. P. J., Kuner, T., Sakmann,
B., 2010. Dimensions of a projection column and architecture of VPM and
POm axons in rat vibrissal cortex. Cerebral Cortex 20 (10), 2265–2276.
[WC72] Wilson, H. R., Cowan, J. D., 1972. Excitatory and inhibitory interactions
in localized populations of model neurons. Biophysical Journal 12 (1), 1–24.
[WGTR+ 02] Wang, Y., Gupta, A., Toledo-Rodriguez, M., Wu, C. Z., Markram,
H., 2002. Anatomical, physiological, molecular and circuit properties of nest
basket cells in the developing somatosensory cortex. Cerebral Cortex 12 (4),
395–410.
[WvdM76] Willshaw, D. J., von der Malsburg, C., 1976. How Patterned Neural
Connections Can Be Set Up by Self-Organization. Proceedings of the Royal
Society of London. Series B 194 (1117), 431–445.

144

Bibliography

[WvRM+ 00] Watt, A. J., van Rossum, M. C. W., MacLeod, K. M., Nelson, S. B.,
Turrigiano, G. G., 2000. Activity coregulates quantal AMPA and NMDA currents at neocortical synapses. Neuron 26 (3), 659–670.
[Xih11] Xiha, 2011. Transfluent.
URL: http://www.transfluent.com/
[YFW03] Yedidia, J., Freeman, W., Weiss, Y., 2003. Understanding belief propagation and its generalizations. Exploring Artificial Intelligence in the New
Millennium, 239–260.
[ZWL+ 91] Zeki, S., Watson, J. D., Lueck, C. J., Friston, K. J., Kennard, C., Frackowiak, R. S., 1991. A direct demonstration of functional specialization in human visual cortex. The Journal of Neuroscience 11 (3), 641–649.

Curriculum vitae

Christoph Krautz
born on April 27, 1980
in Karl-Marx-Stadt

1986 - 1990

Primary school in Berlin, Germany

1990 - 1991
1991 - 1999

Gymnasium in Berlin, Germany
Gymnasium in Garching b. München, Germany
Degree: Allgemeine Hochschulreife

2000 - 2005

Studies of Computer Science at TU Munich, Germany
Degree: Dipl. Inf. Univ.

2001 - 2005

Software Architect at EDAG, Munich, Germany

2006 - 2007

Scientific Assistant at TU Munich,
University Hospital rechts der Isar, Germany
Ph.D. student at ETH Zurich, Switzerland

since 2007

145

The cover art has been designed by Bara Malkova.

ISBNs
Hardcover
978-3-906031-07-1
Softcover
978-3-906031-08-8
eBook
978-3-906031-09-5

