ETH Library

Towards Real-World Domain
Adaptation with Deep Learning
Doctoral Thesis
Author(s):
Wang, Qin
Publication date:
2021
Permanent link:
https://doi.org/10.3929/ethz-b-000531464
Rights / license:
In Copyright - Non-Commercial Use Permitted

This page was generated automatically upon download from the ETH Zurich Research Collection.
For more information, please consult the Terms of use.

Diss. ETH No. 28122

TOWARDS REAL-WORLD DOMAIN ADAPTATION
WITH DEEP LEARNING

A dissertation submitted to attain the degree of
Doctor of Sciences of ETH Zurich
(Dr. sc. ETH Zurich)

presented by
Qin Wang
MSc EST, ETH Zurich
born on 24.04.1993
citizen of China

accepted on the recommendation of
Prof. Dr. Olga Fink,
[examiner]
Dr. Dengxin Dai,
[co-examiner]
Prof. Dr. Wen Li,
[co-examiner]
Prof. Dr. Alexandre Alahi, [co-examiner]

2021

Abstract
Deep neural networks have demonstrated strong performance on various tasks if they are
trained on large scale datasets. However, a trained neural network may not perform well
when tested on a similar but different dataset. The domain shift between the source training
domain and the related target test domain leads to this performance decrease. Fortunately,
domain adaptation provides an attractive solution by leveraging the information from both
the labeled source domain and the unlabeled target domain. Performance on the target domain can be improved with the help of domain adaptation. However, existing methods often
make implicit or explicit assumptions which can be impractical in real-world industrial applications. For example, an identical label space between the two domains is often assumed,
but imposes a significant limitation in the real world since the target training set may not
contain the complete set of classes. Another example is the assumption of an easy-to-access
labeled source dataset that can represent all classes. In applications such as fault diagnosis,
data of certain faults may be hard or impossible to collect, even for the source domain. To
address these problems, this dissertation proposes a domain adaptation framework that can
effectively deal with various real-world constraints. Within the framework, we propose four
major contributions detailed below.
Firstly, we evaluate the applicability of existing domain adaptation methods in realistic
industrial application settings, and offer a unified experimental protocol for a fair comparison.
This serves as the backbone for our additional components to tackle the real-world constraints.
Secondly, a common restriction on the target training data is investigated for real-world
fault diagnosis. While many domain adaptation methods implicitly or explicitly assume an
identical label space between the two domains, this assumption imposes a significant limitation for real applications since the target training set may not contain the complete set
of classes of interest. We demonstrate that the performance of domain adversarial methods
can be vulnerable to the missing classes in the target training set. To overcome this issue,
we propose a unilateral alignment approach which distills the inter-class relationships of the
source domain and transfers this learned relationship to the target domain.
Thirdly, this dissertation explores the possibility of bridging domain gaps by learning from
additional modality, in order to lift the restriction on limited supervision. This dissertation
additionally considers and leverages the guidance from easy-to-access self-supervised auxiliary
modality estimations, which are available on both domains, to bridge the domain gap. By
proposing to explicitly learn the modality feature correlation with the help of the additional
modality, the performance on the target domain is largely improved.
Lastly, a real-world restriction on the source data is further investigated for fault diagnosis.
Specifically, we consider the restriction when the source training dataset does not contain
information about the fault types. For this scenario, an expert knowledge integration method
is proposed to incorporate the available expert knowledge on the faults. Motivated by the fact
that domain experts often have a relatively good understanding of how different fault types
affect healthy signals, synthetic faults are generated by augmenting real samples of healthy
signals. An imbalance-robust domain adaptation approach is proposed to adapt the model
from synthetic faults to the unlabeled real faults which suffer from severe class imbalance.
We demonstrate that the framework and our proposed methodologies can significantly
improve the domain adaptation performance under real-world constraints. The proposed framework lifts limitations and therefore improves the applicability of deep learning models for
real-world industrial applications.

Zusammenfassung
Tiefe neuronale Netze zeigen bei verschiedenen Aufgaben eine sehr gute Leistungsfähigkeit,
wenn sie auf grossen Datensätzen trainiert werden. Sie sind allerdings häufig nicht fähig
zu verallgemeinern, wenn sie an einem ähnlichen aber unterschiedlicher Datensatz getestet werden. Diese Verschlechterung der Leistungsfähigkeit wird durch die Verschiebung der
Domänen zwischen der Quell-Trainingsdomäne und der zugehörigen Ziel-Testdomäne verursacht. Glücklicherweise bietet die Domänenanpassung (engl. Domain Adaptation) eine attraktive Lösung durch die Nutzung der Informationen aus beiden Domänen. Mit Hilfe der
Domänenanpassung kann Domänenwissen von der gelabelten Quelldomäne in die betrachtete
ungelabelte Zieldomäne übertragen werden, wodurch die Leistungsfähigkeit des Modells in
der Zieldomäne verbessert wird. Diese Methoden gehen jedoch häufig von impliziten oder
expliziten Annahmen aus, die in realen industriellen Anwendungen nicht erfüllt sein können.
Zum Beispiel wird oft ein identischer Labelraum zwischen den beiden Domänen angenommen,
was in der realen Welt eine erhebliche Einschränkung darstellt, da die Ziel-Trainingsmenge
möglicherweise nicht die vollständige Menge aller Klassen enthält. Ein weiteres Beispiel ist
die Annahme eines leicht zugänglichen gelabelten Quelldatensatzes, der alle Klassen repräsentieren kann. Bei Anwendungen wie der Fehlerdiagnose können Daten bestimmter Fehler
selbst für die Quelldomäne schwer oder unmöglich zu sammeln sein. Um diese Probleme anzugehen, schlägt diese Dissertation ein effektives Framework zur Domänenanpassung vor,
das mit verschiedenen Einschränkungen der realen Welt umgehen kann. In diesem Rahmen
schlagen wir vier Hauptbeiträge vor, die im Folgenden detailliert beschrieben werden.
Erstens bewerten wir die Anwendbarkeit bestehender Methoden zur Domänenanpassung
für realistische industrielle Anwendungen und bieten somit ein einheitliches experimentelles
Protokoll für einen fairen Vergleich. Dies dient als Grundlage für unsere zusätzlichen Komponenten zur Bewältigung der realen Einschränkungen.
Zweitens wird eine gemeinsame Einschränkung der Ziel-Trainingsdaten für die Fehlerdiägnose in der Praxis untersucht. Während viele Methoden der Domänenadaptation implizit oder explizit einen identischen Labelraum zwischen den beiden Domänen annehmen,
stellt diese Annahme eine erhebliche Einschränkung für reale Anwendungen dar, da die
Ziel-Trainingsdaten möglicherweise die vollständigen Mengen von interessierenden Klassen
enthält. Wir zeigen auf, dass die Leistung Domain-Adversarial Methoden durch die fehlenden Klassen im Zieltrainingsdatensatz beeinträchtigt sein kann. Um dieses Problem zu
lösen, schlagen wir einen Ansatz der unilateralen Ausrichtungs. Dieser extrahiert die klassenübergreifenden Beziehungen der Quelldomäne und überträgt diese erlernte Beziehung auf
die Zieldomäne.
Drittens untersucht diese Dissertation die Möglichkeit, Domänenlücken durch das Lernen
von zusätzlichen Modalitäten zu überbrücken, um die Einschränkung der begrenzten Supervision aufzuheben. Diese Dissertation berücksichtigt und nutzt zusätzlich die Unterstützung
von leicht zugänglichen, selbstüberwachten Schätzungen durch Hilfsmodalitäten, die in beiden Domänen verfügbar sind, um die Domänenlücke zu schliessen. Durch den Vorschlag, die
Korrelation der Modalitätsmerkmale mit Hilfe der zusätzlichen Modalität explizit zu lernen,
wird die Leistungfähigkeit in der Zieldomäne erheblich verbessert.
Schliesslich wird eine reale Einschränkung der Quelldaten zur Fehlerdiagnose weiter untersucht. Insbesondere befassen wir uns mit der Einschränkung, wenn die Quell-Trainingsdaten
keine Informationen zu den Fehlertypen enthalten. Für dieses Szenario wird ein Verfahren
zur Integration von Expertenwissen vorgeschlagen, um das verfügbare Expertenwissen zu den
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Fehlern integrieren. Motiviert durch die Tatsache, dass Domänenexperten oft ein relativ gutes
Verständnis darüber haben, wie sich verschiedene Fehlertypen auf gesunde Signale auswirken, werden synthetische Fehler durch die Erweiterung realer Stichproben gesunder Signale
erzeugt. Um das Modell von synthetischen Fehlern an die ungelabelte realen Fehler, die unter einem schweren Klassenungleichgewicht leiden anzupassen, schlagen wir einen Ansatz der
Domämenanpassung vor, der robust gegenüber schwerem Klassenungleichgewicht ist.
Wir demonstrieren, dass das Framework und unsere vorgeschlagenen Methoden die Leistungsfähigkeit der Domänenanpassung unter realen Einschränkungen erheblich verbessern
können. Das vorgeschlagene Framework hebt Einschränkungen auf und verbessert daher die
Anwendbarkeit von Deep Learning Modellen für reale industrielle Anwendungen.
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1.1

Introduction
Motivation
In recent years, a large amount of collected data together with the advances in neural networks
have led to significant performance gains in areas such as computer vision (He et al., 2016b)
and natural language understanding (Vaswani et al., 2017). Meanwhile, the advances in lowcost sensors and the digitization of industrial assets have lead to a dramatic improvement
in data availability for industrial applications (Fink et al., 2020). Building on the success of
data-driven methods and the improved availability of data, the ambitious goal of building deep
learning models for a wider range of applications under real-world constraints is promising
by providing solutions to previously unsolvable problems and potentially providing better
performance without the need for manual and time-consuming feature engineering.
Despite the tremendous success, training deep models relies on the availability of large-scale
labeled dataset (Bengio et al., 2013). However, for many real-world industrial applications,
manually providing labels for large-scale data is costly in both time and resource. In many
scenarios (such as fault diagnosis for machines in the field), the labels can be simply missing
or impossible to collect. This limits the applicability of deep learning models in these applications. In addition, in supervised learning, it is often assumed that the test data (target
domain) and the labeled training data (source domain) follow the same underlying distribution (Zhang et al., 2013). However, in the real world, the test data often suffer a distribution
shift from the training data because of the difference in operating conditions, environments,
etc. In this case, the training and test data can be considered as originating from two different domains: the source domain and the target domain. This domain shift between training
and test data is another key bottleneck of many deep learning methods. It is not uncommon
to observe models trained in one domain suffer a performance decrease in another domain
because of the distribution difference between source and target.
Domain adaptation methods can solve this problem in theory (Wang and Deng, 2018).
They relax the need for large-scale labeled data in the target domain. They also aim at
transferring knowledge from a well-studied source domain to a different but related target
domain by aligning the source and target distributions. These methods have been proposed
and demonstrated for computer vision applications such as semantic segmentation in the
context of autonomous driving (Chen et al., 2018b). For example, inputs of the source domain
can be the driving recordings during the daytime and target inputs are similar images under
nighttime (Sakaridis et al., 2021). By making use of both the labeled data in the source
domain and the additional unlabeled data in the target domain, domain adaptation methods
can largely improve the performance in the target domain.
This setup can also be especially beneficial for industrial applications as domain adaptation methods can potentially solve some of the common challenges. For example, access to
labeled data for the target domain is often limited in many real-world applications (Li et al.,
2018). Domain adaptation can thus alleviate this target label bottleneck by leveraging the
information from a large amount of unlabeled target data. More importantly, the domain
shift problem widely exists in industrial applications (Fink et al., 2020). In the real world, the
distribution of the source data often deviates from the newly collected target data, because
of the diversity of operating conditions, the difference in systems configurations, and the
change in environment conditions. For example, for fault diagnosis applications, one possible
scenario is that when we have labeled data from a well-known operating condition (source
domain), a realistic task could be that we want to make use of the knowledge from source

1

1 Introduction
domain and improve the diagnosis performance in a different newly evolving operating condition without access to labels in this new target domain. Domain adaptation methods can
potentially relax the requirement of labeled data under new operating conditions, and still
able to improve the model’s generalization ability.
However, there are quite some questions unanswered when applying domain adaptation
methods to a wider range of real-world industrial applications. Since most existing domain
adaptation methods were developed initially for computer vision applications such as semantic segmentation, one of the most straightforward questions is the following: Are domain
adaptation methods applicable in industrial applications under real conditions such as fault
diagnosis settings? The data collected from real-world industrial applications are often timeseries data from condition monitoring sensors, which exhibits significant difference compared
to RGB images in computer vision. The data characteristic is thus very different from images, as it is more about the temporal information instead of spatial relationships. The data
from condition monitoring sensors often suffer a larger difference between systems than images between cameras. A comprehensive study to fairly compare existing domain adaptation
methods on an open benchmark dataset for real-world industrial applications (such as fault
diagnosis for industrial assets) is needed.
Standard domain adaptation approaches often assume that the source label set and target
label set are identical (Panareda Busto and Gall, 2017). However, many real-world applications encounter the challenge of missing classes in the target training data because samples
from these classes are seldom or expensive to obtain. This imposes a significant limitation to
the applicability of the approaches in real applications. For example, in the context of fault
diagnosis, it is sometimes impossible to collect samples for all fault types for a target machine,
because some faults have simply not yet occurred. Domain adaptation between a source domain with complete classes and a target domain with non-congruent classes can potentially
harm the discriminability of the model and lead to inferior performance. Therefore, answering the question “How can we effectively use domain adaptation to improve performance on
target data with non-congruent classes?” and making domain adaptation approaches robust
to missing classes in the target training dataset will help to overcome this limitation.
While existing domain adaptation methods focus on the simplified case of single modality (such as RGB image), an important perspective in real-world applications is the use of
multi-modal information (Jaritz et al., 2020). Multi-modal information refers to the case
where we rely on the information from more than one modality (such as RGB image together
with depth maps). The additional modality can provide additional and potentially complementary information to the deep learning models to improve the generalization ability on
the target domain (Vandenhende et al., 2021b). Recent advances in sensor technology and
reduced sensor cost now facilitate the adaptation with multiple modalities. For example, for
computer vision applications, depth information can be easily accessed via low-cost sensors
or self-supervision (Godard et al., 2019). In the field of fault diagnosis, the additional sensors
under the multi-variate scenarios are even more important, as these additional sensor often
contain complementary information with regard to the main sensor, and a fault might only be
confirmed by using the information from both modalities. This leads to the research question:
whether the additional modality is also beneficial for the adaptation quality? Recent progress
in multi-task learning and self-supervised learning show that the benefits are highly likely.
A thorough evaluation of the possibility of improving domain adaptation by the additional
modality is highly needed.
While the standard domain adaptation methods have relaxed the need for labels in the
target domains, the requirement of a well-studied large-scale labeled source dataset can also
be a bottleneck in many real-world applications. How can we still benefit from the domain
adaptation framework when the source data does not cover all relevant classes? One solution
could be making use of simulators to generate the missing information in the source data.
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However, existing works often rely on highly accurate physical simulation such as finite element method (FEM) models (Gao et al., 2020) and do not consider the domain gap. These
models are not generally available for all industrial assets, and creating one can be expensive
depending on the complexity of the asset. In the context of fault diagnosis, motivated by
the fact that domain experts often have a relatively good understanding of how different
fault types affect healthy signals, is it possible to integrate expert knowledge and generate
fault signals from healthy target signals by using a rough simulation model? If possible, the
requirement of a well-studied large-scale labeled source dataset can be largely relaxed.
Overriding research questions
In this thesis, we focus on making domain adaptation methods more effective when realworld constraints are applied. By taking the real-world constraints into account and by
relaxing the assumptions made in computer vision applications, we extend the application
field for the domain adaptation methods. We show that missing classes in the target training
data can dramatically hurt the adaptation performance, and there exist a way to alleviate
the negative effect. We demonstrate that easy-to-access auxiliary modality is beneficial to
improve adaptation performance. We show that expert knowledge can be used to further
improve these methods when there is limited supervision in the source training data. In this
context the following research questions are tackled:
1. Are domain adaptation methods applicable in industrial applications under real conditions such as fault diagnosis settings?
2. How can we effectively use domain adaptation to improve performance on target domain
with non-congruent classes?
3. Can self-supervised auxiliary tasks help to improve the domain adaptation performance
on the main task?
4. How can we still perform domain adaptation for fault diagnosis tasks when the source
dataset provides few or no information on the relevant fault types?
1.2

Aim and Scope
The aim of this research is to develop a domain adaptation framework and the corresponding methods which can efficiently deal with various real-world data constraints under limited
supervision.
Contributing to this overall aim, the work is divided into four objectives: (1) The development of an experimental framework that fairly evaluates existing domain adaptation methods
for fault diagnosis when no labels are provided for the target domain; (2) The development
of a domain adaptation method that extends this framework and is robust to missing classes
in the target domain; (3) The development of an approach which exploits the domain invariant correlation by effectively making use of data from additional auxiliary modalities, and
learning from self-supervision of auxiliary tasks; (4) The development of a domain adaptation method which relaxes the need for source data by incorporating the domain expert’s
knowledge on the asset of interest into the framework.
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1.3

Background
In this section, we present the general topics that are closely related to this dissertation. We
introduce domain adaptation and the relevant methods developed in the literature. A more
detailed review is provided in the respective chapters.
Domain Adaptation Domain adaptation (DA) (Pan et al., 2011; Patel et al., 2015) aims
to improve the target model performance in the presence of a domain shift between the training (source) and test (target) data. By learning from additional unlabeled data from the target domain, DA methods can alleviate the domain shift and improves model performance for
target data. Common setups include supervised (Motiian et al., 2017), semi-supervised (Saito
et al., 2019), and unsupervised (Ganin and Lempitsky, 2015) domain adaptation. We focus
on unsupervised domain adaptation in this dissertation as this is a realistic setup with fewer
restrictions.
Formally, we can define a common unsupervised domain adaptation task as the following.
Given:
• Labeled training data from a source domain
m
i
Ds = {(x1s , ys1 ), ..., (xm
s , ys )}, ys ∈ Y.

(1.1)

• Unlabeled data from a target domain
Dt = {x1t , ..., xnt }.

(1.2)

• Test data from the same target domain
Dtest = {x1test , ..., xotest },

(1.3)

where x is the input data to the model, and Y is the classes {0, ..., C − 1} to predict,
i.e. health conditions (in the context of fault diagnosis) or semantic labels (in the context of
image classification). Labels of target data are unavailable during training, and the goal is to
improve performance on the target test data Dtest . Many unsupervised domain adaptation
works consider the transductive setup where Dt and Dtest are the same dataset.
Since it is assumed that the distribution between Ds and Dt are related but different, to
improve the performance on the target domain, one approach is to align the distributions in
the intermediate feature space. Deep Adaptation Network (DAN) method (Long et al., 2015)
reduces the domain discrepancy by minimizing the Maximum Mean Discrepancy (MMD).
Adaptive Batch Normalization (AdaBN) (Li et al., 2016) and TransNorm (Wang et al.,
2019b) use the normalization layer to achieve the alignment. Domain-Adversarial Training
of Neural Networks (DANN) (Ganin and Lempitsky, 2015) uses a discriminator to align in
an adversarial way. The adversarial alignment method is further improved by taking the
class information into account (Long et al., 2018; Tsai et al., 2018b). Without explicitly
aligning the distributions, self-training methods (Zou et al., 2018; Tranheden et al., 2020)
have also shown empirically the ability to implicitly align the distributions by making use
of pseudo-labels generated by models from previous iterations. A thorough introduction and
evaluation of the most popular domain adaptation methods will be introduced in Chapter 2.
Domain Adaptation for Fault Diagnosis While most DA methods were initially developed for image classification or segmentation, in recent years, they have raised interest in the
fault diagnosis community (Lu et al., 2016; Zhang et al., 2017b; Yang et al., 2019; Zhu et al.,
2020; Zhang et al., 2021c). Labels in the context of fault diagnosis, labels mean different
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fault conditions in the systems, i.e. different fault types and severity levels. Different operating conditions (Zhang et al., 2018a; Li et al., 2021) are often treated as different domains.
The definition of domain difference can also be extended to the difference between lab and
real environment, the difference between manufacturers and many others. Comparing to the
computer vision tasks, fault diagnosis tasks have some special characteristics which need to
be taken care of cautiously. These characteristics lead to the following challenges which correspond to some of the real-world constraints we encounter when using domain adaptation
methods in this context.
1. The real-world condition monitoring data are often unlabeled and extremely imbalanced. This is because, for the majority of the time, the system in consideration is in
a healthy state and faults are rare. In many cases, there will be missing classes for a
specific system because faults are often emerging slowly and will not exhibit all at once
on the same machine. There is often a multitude of different fault types that can occur
in a single machine.
2. The labeling effort in terms of cost and time is significantly larger than standard vision
tasks because a well-trained domain engineer is needed. Similar to medical diagnosis
applications, sometimes, even the experts cannot confidently determine a label for some
samples. This is because a thorough root cause analysis may be required to isolate the
fault type.
3. A representative unlabeled target dataset is very difficult or impossible to collect for
fault diagnosis problems. Because of the diversity of the operating conditions, the
difference in system configurations, and the wide range of fault types, it is impossible
to collect abundant samples for each fault as they may have not yet occurred.
4. A large-scale labeled source dataset is also less available for fault diagnosis tasks than
for vision tasks. While images can be constantly collected from the internet without
too much burden, labeled source data in industrial applications are often collected from
a test bench. In many real-world applications, this is not always available.
Ideas from the domain adaptation are being rapidly explored and implemented for fault
diagnosis. For example, existing works explore the use of adversarial alignment (Zhang et
al., 2018a; Wang et al., 2020c; Li et al., 2021), generative models (Li et al., 2018), optimal
transport (Liu et al., 2021) to alleviate the domain gap. We refer the readers to (Yan et al.,
2019) for an overview of existing methodologies and (Zhao et al., 2019) for implementation
collections. More recent works focus on making the domain adaptation setup more realistic.
For example, Zhu et al. (2020) focus on learning from multiple source domains and Zhang
et al. (2021c) consider the more general case of universal domain adaptation (You et al.,
2019).
Another related line of work is to adapt models between different units of a fleet, particularly focusing on the complementary operating conditions. A fleet in this context can be a set
of units with similar characteristics but that can be operated under different conditions and
maintained differently, by one or more operators (Michau and Fink, 2021). Very recently, in
the related field of prognostics, Liu et al. (2020) adapted a prognostic model from a synthetic
domain to the real domain for the remaining useful life prediction task.
While domain adaptation offers a strong tool across the various tasks, there are quite some
unsolved challenges. For example, how to effectively apply domain adaptation when the
classes are imbalanced, which is the common case in fault diagnosis. How can we effectively
use domain adaptation to improve performance on target domain with non-congruent classes?
How can we still perform domain adaptation for fault diagnosis tasks when the source dataset
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does not provide information on all relevant fault types? These practical questions are largely
understudied, but of great importance.
Self-Supervised Learning Self-supervised learning aims to learn meaningful representation from unlabeled data (Jing and Tian, 2020). Recent works in computer vision (He et al.,
2020; Chen et al., 2020b) have shown that the learned feature have better generalizability and
can be transferred to other visual tasks. This motivates researchers in domain adaptation
to utilize similar ideas to improve the performance on the target domain. For example, by
using auxiliary task prediction (such as rotation prediction) as the self-supervised task (Xu
et al., 2019; Saito et al., 2020; Sun et al., 2019), adaptation performance can be improved for
image classification tasks. The promising results from these works motivate us to improve
real world domain adaptation problems in this thesis by solving meaningful self-supervised
tasks.
Synthetic Data for Domain Adaptation Synthetic data are especially useful when data
and labels from the real world are hard to acquire. For example, previous research makes use
of virtual environment (Ros et al., 2016) or game engines (Richter et al., 2016) to generate
synthetic data for semantic segmentation. While there is a gap between the synthetic and real
data, domain adaptation methods can make use of the generated synthetic data and adapt
the models to the real world scenario (Lian et al., 2019; Tsai et al., 2018b). This generateand-adapt method has been proved to be effective for computer vision applications and can
also be useful for industrial applications, where a large number of labeled data from the real
world are not yet available. In the context of fault diagnosis, advances in synthetic fault
generation by either analytical models (Zhang and Yan, 2001) or finite element models (Gao
et al., 2020) motivate us to further explore the possibility of using synthetic data to improve
adaptation performance for real-world industrial applications.
1.4

Proposed framework
Domain adaptation methods have been shown effective in the literature for different applications such as image classification and visual question and answering. These methods leverage
the additional information from the unlabeled target data and improve the target performance without requiring additional labels by aligning the distribution between the source
and target data. However, they often make implicit or explicit assumptions that can be unrealistic in real-world scenarios. For example, it is often assumed that data are balanced and
the label space is the same between source and target domain. Another assumption widely
made is that the source domain contains abundant labeled data. These assumptions can be
easily violated because of real-world limitations.
Following the key motivation to alleviate the domain difference under realistic limitations,
this thesis proposes a novel domain adaptation framework which can learn from the target data under real-world constraints with limited supervision. In contrast to most domain
adaptation methods introduced in section 1.3, the framework allows the relaxation of some
additional constraints and enables the learning from auxiliary modality. The detailed practical constraints will be discussed shortly in this section.
Limiting Constraints
Existing domain adaptation methods assume access to the data from a labeled source domain
and an unlabeled target domain. For both the source and target domains, these methods
often have implicit or explicit requirements for the data. The main difference in the proposed
framework is that, further relaxation of these constraints is allowed for the data required in the
two domains. This offers additional flexibility when dealing with real-world data limitations.
For clarity, in this section, the assumptions and constraints are explicitly listed as follows:
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Figure 1.1: Overview of the proposed domain adaptation framework with the proposed modules to deal with
real-world restrictions. (Red) The distribution alignment module is evaluated in Chapter 2. (Blue)
The inter-class relationship distillation module is discussed in Chapter 3. (Yellow) The correlation
learning module is discussed in Chapter 4. (Green) The expert knowledge integration module is
discussed in Chapter 5.

1. Access to an abundant labeled dataset from the source domain and the source domain
should be related to the target domain. This assumption is widely made by most domain
adaptation papers because supervision is necessary from the source domain. However,
this can be a practical constraint for industrial applications because labeled source data
in many cases can also be hard to acquire and may not be fully representative. In the
proposed framework, the requirement of the source dataset can be relaxed if a system
expert is available and can provide a rough simulation model to generate a pseudo
source dataset.
2. Access to an unlabeled dataset from the target domain which contains all classes. Unlike this implicit assumption made by many existing works, in this dissertation, the
unlabeled target dataset does not need to cover all classes available in the source domain, i.e. missing classes are allowed in the target data. In addition, the unlabeled
data in the target domain does not need to be balanced. This corresponds to the realworld limitation in many use scenarios. For example, for fault diagnosis, it is very often
that the majority of real-world data consists of healthy examples, and very few fault
examples can be collected.
Modules
Similar to existing methods, the key component of the framework is a distribution alignment
module. This module aligns the distributions from both domains and improves the target
performance learned from the labels from the source data. Several plugin options are provided
for this module which can additionally enable the ability to learn from imbalanced target
data. To relax the wide assumption of identical label space between the source and target
domain, an inter-class relationship distillation module is additionally provided to preserve
the discriminability that the model learned from the source domain. Inspired by the recent
progress in multi-task learning and self-supervised learning, the correlation learning module
additionally facilitates the learning from multiple modalities in a self-supervised fashion under
the proposed framework. Furthermore, to allow the complete relaxation of the labeled source
data, provided a simulation model from a domain expert, a expert knowledge integration
module is introduced. This additional module enables the framework to learn directly from
expert knowledge without the need for access to a large-scale real labeled source dataset. An
overview of the proposed framework is shown in Figure 1.1.
The proposed framework involves the development of four modules with their corresponding
methods:
1. The Distribution Alignment Module that aims at aligning the distributions between
the source and target domains. The proposed framework can be combined with any

7

1 Introduction

Figure 1.2: Overview of the proposed domain adaptation framework which deals with various real-world limitations.

available distribution alignment method. Four different methods have been evaluated
in this thesis: statistic matching methods (e.g. AdaBN (Li et al., 2016)) (Chapter 2),
explicit discrepancy minimization (Chapter 2), domain adversarial methods (Chapter 2
and 3), self-training methods (Chapter 4). This module can also be equipped with the
ability to cope with imbalanced target data (Chapter 5).
2. An inter-class relationship distillation module helps to alleviate the negative alignment
effect introduced by the missing classes in the target domain. In order to preserve the
inter-class relationships while aligning with missing classes, the module makes use of a
set of pre-trained source features, and forces the distribution-aligned source features to
be consistent with the pre-trained ones. This module adds an additional consistency
term in the final loss function.
3. A correlation learning module which provides the ability to explicitly learn the correlation between the main and auxiliary modality. This module is inspired by works
in the field of multi-task learning (Vandenhende et al., 2020; Xu et al., 2018), and
is implemented by incorporating two attentions. The attentions are designed to capture the complementary information from the other modality and ignores the irrelevant
information (Chapter 4).
4. An expert knowledge integration module which incorporates the available expert knowledge into the domain adaptation framework and alleviates the need for a large labeled
dataset from a source domain. This module is designed for fault diagnosis applications
but can potentially be extended to other applications. Motivated by the fact that domain experts often have a relatively good understanding of how different fault types
affect healthy signals, the module generate synthetic faults by augmenting real samples of healthy signals. This synthetic dataset integrates expert knowledge and encodes
class information about the faults types. This synthetic dataset can then be used as a
substitute for the source dataset (Chapter 5).
The proposed real-world domain adaptation framework is flexible and can be modified
on the demand of different use cases. The main deep neural network backbone can be
directly replaced, and the different adaptation modules can be modified based on the specific
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limitations of each use case. We summarize the standard DA framework and our customized
framework implementations covered by this thesis in Figure 1.2. Comparing to methods
proposed in the classic domain adaptation setups, the following advantages are provided
under this framework.
• Ability to still adapt when there are missing classes in the label space in the target
domain.
• Ability to incorporate additional auxiliary modalities and learn from the self-supervision
from the auxiliary tasks.
• Ability to incorporate expert knowledge when there are few or no data in the source
domain.
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1.5

Contributions
This cumulative thesis incorporates four published articles in the fields of deep learning, as
well as its applications in fault diagnosis and computer vision. The key papers are included
in Chapters 2 - 5. A summary of their methodology and specific contributions is described
in subsections 1.5.1 - 1.5.4.

1.5.1

Domain Adaptation for Fault Diagnosis
As introduced in the background, unsupervised domain adaptation methods have been widely
adopted for computer vision applications. However, its applicability on condition monitoring
data from industrial assets is less studied. Chapter 2 focuses on the problem of fault diagnosis
under varying operating conditions for industrial assets. Over the last few years, several fault
diagnosis papers (Zhang et al., 2017b; Zhang et al., 2018a; Li et al., 2019a) tried to apply a
few domain adaptation methods to improve model performance on new operating conditions.
These attempts raise a natural question: Are domain adaptation methods applicable in
realistic fault diagnosis settings? How well do they perform compared to each other? In
Chapter 2, it is argued that previous papers have not answered these questions sufficiently.
A fair evaluation across different methods requires careful choice of network structures, data
preprocessing, training strategy, etc. The aim of this chapter is to answer these questions
by using a unified experimental protocol on a popular dataset, the Case Western Reserve
University (CWRU) dataset for rolling element bearings in rotating machinery. The proposed
protocol shows the applicability and future potential of domain adaptation methods in fault
diagnosis problems.
Specific contributions
• A unified experimental protocol is provided on a popular bearing benchmark for unsupervised domain adaptation for fault diagnosis.
• An adversarial domain adaptation method is proposed to leverage the additional unlabeled data from the new operating conditions to further improve the diagnosis performance.
• Evaluation of the three domain adaptation methods in a case study of a bearing fault
diagnosis reveals that domain adaptation methods are indeed applicable for fault diagnosis. In addition, the adversarial method provides competitive diagnosis performance
with relatively small computation resource requirement.

1.5.2

Missing-Classes Robust Domain Adaptation
While Chapter 2 shows that unsupervised domain adaptation methods are effective for both
images and data from industrial assets, these methods often assume an identical label space
between the two domains. This assumption imposes a significant limitation for real applications since the target training set may not always contain the complete set of classes. For
example, for a newly setup machine of interest, some faults available in the source domain
may have not yet emerged in this new target machine. Knowing in advance which classes
are missing is also impossible because of the unlabeled nature of the target data. Chapter 3
demonstrates that the performance of domain adversarial methods can be very vulnerable to
an incomplete target label space during training. To overcome this issue, a two-stage unilateral alignment approach is proposed. The proposed methodology makes use of the inter-class
relationships of the source domain and aligns unilaterally the target to the source domain to
effectively adapt the knowledge from the source domain to target.
Specific contributions
• The vulnerability of missing classes to the adversarial domain adaptation method is
demonstrated.
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• Instead of jointly transforming the two domains to a common distorted latent space,
Chapter 3 proposes to preserve the inter-class relationships of the source domain by
aligning the target domain distribution unilaterally towards the source domain. The
proposed methodology is particularly beneficial in problem setups with an incomplete
set of class labels in the target training dataset.
• The benefits of the proposed methodology are evaluated on both the MNIST→MNISTM adaptation task and a fault diagnosis task, where the problem of missing fault types
in the target training dataset is common in practice. Both the computer vision and
fault diagnosis experiments demonstrate the effectiveness of the proposed method.
1.5.3

Domain Adaptation with Self-Supervised Auxiliary Task
The success of multi-task learning (Zamir et al., 2018; Xu et al., 2018) motivates us to
exploit the correlation between tasks to further improve domain adaptation. As auxiliary
tasks are often coupled with the main task, they have been proved to be beneficial for the
main task (Lee et al., 2018). For example, for the task of semantic segmentation, depth
estimation is often considered a suitable auxiliary task. However, existing works (Vu et al.,
2019b; Chen et al., 2019) only uses the auxiliary task in the source domain from virtual
environments without considering the target domain because ground truth supervision for
the auxiliary task in the target domain may not be available. In Chapter 4, we propose to use
self-supervised depth estimation to bridge the gap. As self-supervised depth estimation can
be learned from the input images, they can be available on both domains. Chapter 4 explicitly
learn the task feature correlation to strengthen the target semantic predictions with the help
of target depth estimation. While the auxiliary task (depth estimation) used in our case
study (semantic segmentation) is not directly related to fault diagnosis, the idea of making
use of self-supervised task to improve domain adaptation performance can be transferred to
many industrial applications. A more detailed discussion on the possible extension is provided
in Chapter 6.
Specific contributions
• A novel unsupervised domain adaptation method is proposed which effectively utilizes
self-supervised depth estimation available on both domains to improve semantic segmentation.
• Specifically, the correlation between modalities is explicitly learned and shared across
domains. Furthermore, the semantic pseudo-labels are refined by using the adaptation
difficulty approximated by depth prediction discrepancy.
• Despite the simplicity, the proposed approach achieves new state-of-the-art segmentation performance on the benchmark tasks SYNTHIA-to-Cityscapes and GTA-toCityscapes.

1.5.4

Integrating Expert Knowledge with Domain Adaptation for Fault Diagnosis
For fault diagnosis, real-world data is often unlabeled and consists of mostly healthy observations and only few samples of faulty conditions. This leads to insufficient supervision
for the faults. Chapter 5 aims to overcome this limitation by proposing a synthetic-to-real
method. More specifically, we first generate synthetic faults by augmenting real vibration using expert knowledge. To overcome this domain gap between the synthetic and real data, we
then propose an imbalance-robust domain adaptation approach to adapt from the balanced
synthetic faults to the imbalanced unlabeled real faults. Experimental results on two tasks
demonstrate the effectiveness of the proposed method.
Specific contributions

11

1 Introduction
• An unsupervised fault diagnosis method is proposed which builds on a simple fault
generation process but performs well with the help of domain adaptation.
• An augmented conditional domain adaptation approach is proposed for unsupervised
fault diagnosis. The proposed method is robust against the class imbalance in the target
domain.
• A publicly available synthetic dataset for bearing fault diagnosis is provided.
Chapter 2 addresses the research question: Are domain adaptation methods applicable in
industrial applications under real conditions? To answer this question, Chapter 2 proposes
a unified experimental framework to fairly compare the most popular domain adaptation
methods on an openly available fault diagnosis task. The domain adversarial alignment
method is introduced for the fault diagnosis task, which achieves competitive performance
with moderate use of training resources.
Chapter 3 addresses the research question: How can we effectively use domain adaptation
to improve performance on target domain with non congruent classes? This chapter extends
the framework developed in Chapter 2 to a more realistic setup where the label space of
the target domain is a subset of that of the source. A domain adaptation method which
maintains the inter-class relationship is proposed to alleviate the negative alignment problem
introduced by the missing classes. Experiments on an image classification task and a bearing
fault diagnosis task demonstrate that the proposed method can provide robust adaptation
performance under the setup with missing classes.
Chapter 4 addresses the research question: Can self-supervised auxiliary task help to improve the domain adaptation performance on the main task? This chapter further extends
the framework developed in Chapter 2 to the scenario where multi-modality data is available. By explicitly learning the correlation between the main and auxiliary task, Chapter 4
demonstrated that the self-supervision from the auxiliary task is beneficial to the domain
adaptation performance on the main task. This is demonstrated by two benchmark tasks on
semantic segmentation.
Chapter 5 addresses the research question: How can we still perform domain adaptation
for fault diagnosis tasks when the source dataset provides few or no information on the relevant fault types?. This chapter makes use of the framework we introduced above and extends
with a customized source domain. By using expert knowledge to generate a plausible source
data which mimics the intrinsic of the assets in consideration, the expert knowledge is integrated into the proposed domain adaptation framework. A domain adaptation method which
takes the data imbalance into account is additionally proposed to facilitate the adaptation.
Experimental results demonstrate that the generated source data are effective for encoding
fault type information and the domain adaptation is robust against the different levels of
class imbalance between faults.
Chapter 6 discusses the key findings in the individual works.
Chapter 7 completes this thesis with conclusions and an outlook for future research
possibilities.
1.6

Relevance to Science and Economy
The goal of this thesis is to further relax the assumptions and limitations of the domain adaptation methods and make them efficient, robust and effective under real-world constraints.
The major methodological motivation of the proposed approaches in this thesis is taking
constraints of industrial applications into account, and extending the applicability of deep
learning models to applications where large-scale datasets of labeled data are difficult or even
impossible to acquire. The proposed methodology has the potential to reduce the cost for the
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operation and maintenance of industrial systems and can ultimately improve their reliability
and safety.
The proposed framework is developed with an awareness that labeled data in real-world
industrial applications are often hard to acquire. Most of the proposed methods focus on
the fault diagnosis case in maintenance systems. Chapter 2 provides an overall evaluation
of the applicability of domain adaptation methods on industrial applications and shows very
positive results. Chapter 3 relaxes the requirement on the target data. Chapter 5 further
relaxes the need for source data by integrating the domain expert’s knowledge. Therefore it is
expected that the proposed framework will potentially relax the need for labels in both source
and target domains and improve the overall performance for fault diagnosis in maintenance
systems.
In addition to the improved performance and relaxed requirement on data for fault diagnosis tasks in maintenance systems, the proposed method can also be applied to other
industrial applications such as autonomous driving as shown in Chapter 4. As a result of
the wide existence of the discussed real-world constraints in applications, it is expected that
the proposed framework can significantly contribute to the practical implementation of deep
learning models for industrial assets in the real world.
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This chapter corresponds to the published article:1
Wang, Qin, Gabriel Michau, and Olga Fink (2019a). “Domain Adaptive Transfer Learning
for Fault Diagnosis”. In: 2019 Prognostics and System Health Management Conference
(PHM-Paris).
Abstract: Thanks to digitization of industrial assets in fleets, the ambitious
goal of transferring fault diagnosis models from one machine to the other has
raised great interest. Solving these domain adaptive transfer learning tasks
has the potential to save large efforts on manually labeling data and modifying
models for new machines in the same fleet. Although data-driven methods have
shown great potential in fault diagnosis applications, their ability to generalize on new machines and new working conditions are limited because of their
tendency to overfit to the training set in reality. One promising solution to
this problem is to use domain adaptation techniques. It aims to improve model
performance on the target new machine. Inspired by its successful implementation in computer vision, we introduced Domain-Adversarial Neural Networks
(DANN) to our context, along with two other popular methods existing in previous fault diagnosis research. We then carefully justify the applicability of
these methods in realistic fault diagnosis settings, and offer a unified experimental protocol for a fair comparison between domain adaptation methods for
fault diagnosis problems.

2.1

Introduction
Digitization of industrial assets gives modern maintenance systems access to larger amount
of condition monitoring data at a lower cost. With the help of increased availability of these
collected data, data-driven fault diagnosis methods have shown great potential in extracting
system health information from complex data of varied nature. In recent years, building on
the success of data-driven methods, the ambitious goal of transferring fault diagnosis models
from one machine to the other has raised great interests. If such a problem is solved, the
industry can save a considerable amount of effort on manually labeling data and modifying
models for new machines in the same fleet. A successful solution to the problem can potentially save both time and fortune for the industry. One underlying problem of data-driven
methods on these transferring tasks, as with many other application areas of data-driven
methods, is its strong requirement on the quality of data. The lack of representativeness of
the training data can dramatically affect the model performance on the target machine. If
the target machine operates on a different working condition other than the one observed in
training data, the model performance may degrade dramatically.
Deep neural networks, as one of the popular data-driven methods, especially suffer from
this problem. Recent research (Zhang et al., 2016) has shown that deep networks are able
to memorize the entire data-set even when random labels are given. This strong capacity
1

Please note, this is the author’s version of the manuscript published in Proceedings of 2019 Prognostics
and System Health Management Conference (PHM-Paris). Changes resulting from the publishing process,
namely editing, corrections, final formatting for printed or online publication, and other modifications resulting
from quality control procedures may have been subsequently added. The final publication is available at
https://doi.org/10.1109/PHM-Paris.2019.00054.
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Figure 2.1: Domain Adaptation in a Toy Example. In addition to the labeled data from the source domain,
additional unlabeled data from the target domain is used for the learning.

of memorization can lead to poor generalization performance on new machines as well as on
new operating conditions. Deep models are thus likely to overfit to the given training set
that might be unrepresentative and cannot generalize well to new data in reality. Specifically, in a fault diagnosis context, a carefully trained deep model is likely to degrade on a
newly deployed machine in the same fleet because of different environmental and operating
conditions. Another special case is when operating conditions of a machine change over time,
deep models are likely to classify new operating conditions as faults simply because it has
not observed similar patterns in training period.
One intuitive solution to this problem is to add data under new operating conditions to
the training set, and re-train the model. However, this is usually infeasible due to the fact
only limited data are available under new operating conditions and new machines, and the
reality that these new data are often unlabeled makes the problem even harder.
Domain adaptation methods are designed to tackle this kind of dilemma where two different machines are involved. Domain adaptation methods aim to leverage a small amount
of unlabeled data under new operating conditions, and improve the model’s generalization
ability. As the methods aims at transferring results achieved on a first domain with labeled
data under given operating conditions, to a second domain with unlabeled data and different
operating conditions, it is referred to as ”domain adaptation”. It has been a widely discussed
topic in fields such as computer vision and natural language understanding (Pan et al., 2011;
Long et al., 2015; Li et al., 2016; Ganin and Lempitsky, 2015; Saito et al., 2018a). Inspired
by the successful implementation of Domain-Adversarial Neural Networks (DANN) (Ganin
and Lempitsky, 2015), we propose to make use of its ability to alleviate domain difference for
fault diagnosis problems.
Over the last few years, several fault diagnosis papers (Zhang et al., 2017b; Zhang et al.,
2018a; Li et al., 2019a) also proposed to apply other domain adaptation methods to improve
model performance on new operating conditions. These recent attempts raise a natural
question: Are domain adaptation methods applicable in realistic fault diagnosis settings?
How well do they perform comparing to each other? In this chapter, we argue that previous
papers have not answered these questions sufficiently. A fair evaluation across different
methods requires careful choice of network structures, data preprocessing, training strategy,
etc. The aim of this chapter is to answer these questions by using a unified experimental
protocol on a popular dataset, the Case Western Reserve University (CWRU) dataset for
rolling element bearings in rotating machinery. We believe the proposed protocol shows the
future potential of domain adaptation methods in fault diagnosis.
2.2

Related Work
Deep learning methods (Li et al., 2015; Zhai et al., 2016; Jia et al., 2016; Tamilselvan and
Wang, 2013), have attracted large amount of attention by promising better performance
without the need of hand-craft features. However, it is known that when a trained model
is deployed on unseen operating conditions, the performance can deteriorate dramatically
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because of the operating condition difference, in other words, data distribution difference,
between training and testing machines.
In previous works (Li et al., 2018; Zhang et al., 2018b), this difference is often called
domain shift, where training data under observed operating conditions are considered as
source domain, and newly collected data under new operating conditions are considered as
target domain. The domain shift problem has been widely discussed in other fields such as
computer vision (Saenko et al., 2010; Tzeng et al., 2017). To alleviate the effect of domain
shift in the input space, one motivation is to align the distributions in intermediate feature
space, this intuition leads to a series of domain adaptation methods (Pan et al., 2011; Long
et al., 2015; Ganin and Lempitsky, 2015; Saito et al., 2018a). For example, (Pan et al., 2011)
proposes to learn transfer components across domains. Deep Adaptation Network (DAN)
method (Long et al., 2015) proposes to minimize domain discrepancy by minimizing the
Maximum Mean Discrepancy (MMD) between source and target layers. Driven by similar
motivation, Adaptive Batch Normalization (AdaBN) (Li et al., 2016) aligns the distributions
through a modified batch normalization layer and calculate batch normalization statistics
separately for source and target data. Along with the success of adversarial training on other
tasks, DANN (Ganin and Lempitsky, 2015) proposes to align the distributions by adopting
a domain discriminator and training the model adversarially. Recently, (Saito et al., 2018a)
proposes to align distributions of source and target by utilizing the task-specific decision
boundaries, and maximizing classifier discrepancy.
For fault diagnosis applications, existing papers usually focus on the case where unlabeled
data in target domain are fully provided, and directly apply the above domain adaptation
techniques to solve the problem. For example, Zhang et al. (2017b) propose to use AdaBN to
learn a model with good anti-noise and domain adaptation ability on raw vibration signals.
Similarly, Zhang et al. (2018a) propose to align the distributions of intermediate layers between source and feature extractors by adversarial training. Michau and Fink (2019) consider
the problem of fault detection within a fleet using unsupervised feature alignment. Recently,
Li et al. (2019a) uses MMD-minimization to align the full source and target distributions for
rotationary machines.
2.3

Problem Description
The main motivation behind domain adaptation in fault diagnosis is that, in industry, it is
not uncommon to see a fleet of similar machines with similar purposes available. It would
be beneficial to manually label the data from one single machine and later transfer model
knowledge from this well-studied machine, to other newly deployed machines in the same
fleet, given that machines in the same fleet share characteristics and features. However, the
fact that these machines may be operated under different conditions, and not even necessarily
by a single operator, makes the transfer hard in reality. This change of operating condition,
can be described as the distribution difference between training and testing data.
Besides learning from labeled data from source machine, domain adaptation aims to leverage the limited data from target machine and try to improve the performance on target
machine by taking these partial data from target machine into consideration. Under the
ideal scenario, this should help the model to perform better on the target machine.
To evaluate the effectiveness of different domain adaptation methods in fault diagnosis
applications, following the setup of most previous papers, we propose the following set up,
based on how the fault diagnosis transfer problem with two machines had been formulated
in previous papers.The first machine, denoted by source, has been operating for a long time.
This made possible the collection of representative data on different faults. The second
machine, denoted by target, has less data available, and they are unlabeled. The source
and target machines share similar characteristics but are operating under different operating
conditions. We further assume that these two machines share the same sets of fault types.
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The goal of the training is to improve the performance of the model on the target machine.
2.3.1

Domain Adaptation Task
Formally, we consider our first domain adaptation task for fault diagnosis. Given:
• Labeled training data from source machine
Ds = {(xs1 , ys1 ), ..., (xsn , ysn )}, ysi ∈ Y.

(2.1)

• Unlabeled data from target machine
Dt = {xt1 , ..., xtk },

(2.2)

where y are condition classes to predict, i.e. healthy state and various faulty states, and Y
is the unon of all possible classes {0, ..., C − 1}. Labels of target data are unavailable during
training. The target of the task is to train a model using labeled Dl and unlabeled Ds , and
improves its performance on Dt . We denote the ground truth labels as {yt1 , ..., ytk )}, yti ∈ Y .
In this setup, we assume that the unlabeled data from target machine already covers most
of the fault types, thus the label space is the same between Dl and Ds . This is the setup used
by most previous domain adaptation papers in fault diagnosis.
2.4

Methods
We propose to evaluate several popular domain adaptation methods under a unified experimental protocol. In this section, we first introduce the shared backbone architecture we used
in all our experiments. Then we introduce the domain adaptation methods that we are going
to compare.

2.4.1

Baseline Architecture
One main obstacle on comparing different domain adaptation in fault diagnosis is that different works use different architectures for their experiments, thus direct comparison on results
is unfair due to the different capacities of networks. In this chapter, we evaluate all domain
adaptation methods using the same basic architecture to ensure a fair comparison.
The CNN backbone from (Li et al., 2018) is used as shown in Fig 2.2. The basic architecture
is composed of two parts: a feature extractor, and a basic classifier. The feature extractor fe
takes input data and output a feature representation of the given data. It includes three 1-D
convolutional layers. Each comes with a filter length of 3, and a hidden size of 10, following
the sigmoid activation function, as well as a dropout layer with 0.5 as dropout rate. The
representation is then flattened and passed through a fully-connected layer to get mapped
into a predefined feature size. Following the original paper, the feature size of 256 is used.
We choose the architecture in Fig 2.2 because it composes a rather strong baseline for
domain adaptation tasks. The effectiveness of the architecture is proved in (Li et al., 2018),
and also validated by our re-produced results.
We use a two layer classifier fl after extracting feature representation of the input data.
The first layer is 256 units fully-connected layer with ReLu activation and dropout. The
second fully-connected layer then maps the signal into scores for each class. Finally, softmax
cross-entropy loss is used for all our experiments. The classification loss shared by all our
experiments are thus:
n C−1

Lclf = −

1 XX
ysic log psic ,
n
i=1 c=0

where psi is the softmax output of the basic backbone.
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Figure 2.2: The backbone architecture we used in experiments. There are three layers of 1D convolutions for
the feature extractor and three fully connected layers for the classifier.

2.4.2

Domain Adaptation Methods
We now introduce the three domain adaptation methods to be compared. The methods
are chosen based on their applicability to deep models. Classic methods such as Transfer
Component Analysis (TCA) (Pan et al., 2011) were not considered because of their inferior
performance proved by experiments in (Li et al., 2018). To our knowledge, it is the first time
DANN method is introduced in a fault diagnosis context.
Domain-Adversarial Neural Networks (DANN (Ganin and Lempitsky, 2015))
Since the operating conditions of source and target machines are different, if model is trained
naively, it would be easy to distinguish a target machine feature from source. The main idea
of adversarial distribution alignment methods is to tackle this problem by making the feature
extractor unbiased on features from source and target machines. This is achieved by an idea
closely related to GAN (Goodfellow et al., 2014). By adding a discriminator and introducing
adversarial training, DANN (Ganin and Lempitsky, 2015) is a method that aligns the source
and target feature distributions and makes them hard to be distinguished.
Formally, we consider the H-Divergence (Ben-David et al., 2010; Cortes and Mohri, 2011)
between source and target distributions L and UL w.r.t. a hypothesis class H, which is a set
of binary classifiers η:
dH (L, UL) = 2 sup |Px∼L [η(x) = 1] − Px∼UL [η(x) = 1]|.

(2.4)

η∈H

During training, we aim to reduce the H-Divergence between source and target feature distributions. Fortunately, the adversarial alignment method proposed in (Ganin and Lempitsky,
2015) for domain adaptation can effectively reducing H-Divergence by reversing gradients and

Figure 2.3: Modified architecture for DANN in comparison experiments.
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changing the representation space. We modify their method for our semi-supervised learning
scenario.
The neural network includes three component: a feature extractor fe , a label predictor fl ,
and a discriminator fd . The divergence reduction is achieved by introducing the discriminator
θd to tell whether the features come from source or target data while asking the feature
extractor to fool the discriminator. During learning stage, on one side, we are trying to
achieve the traditional training objective that minimize the label prediction error. At the
same time, we are also pushing the features to be invariant towards its origin, i.e. the
divergence between fe (xl ) and fe (xu ) to be reduced. This is monitored by the discriminator,
where a successful alignment should yield high domain prediction loss. Formally, this is
equivalent to the following min-max problem:

L(θe , θl , θd ) = Lclf (θe , θl ) − λd Ld (θe , θd )
(θ̂e , θ̂l ) = arg min L(θe , θl , θ̂d )
θe ,θl

θ̂d = arg max L(θ̂e , θ̂l , θd ).
θd

(2.5)
(2.6)
(2.7)

The loss function is divided into two parts, label prediction loss and domain prediction
loss. The first term is the usual supervised loss for labeled data, and intends to train the
feature extractor and label predictor. The second term is an adversarial loss that ensures the
features to be domain-invariant and thus aligns the two distributions.
In argmin step, we are minimizing the label prediction loss as well as maximizing the
domain prediction loss to achieve a domain-invariant features. In maximization step, we are
minimizing the domain prediction loss, and thus training the domain predictor to provide
precise prediction of the origin of features. This min-max problem is solved by adding a
gradient reverse layer between feature layer and discriminator as described in (Ganin and
Lempitsky, 2015).
In all our experiments, we use a three layer fully-connected classifier as our discriminator.
The first two layers have hidden size of 1024 with ReLu activation, while the last layer maps
the signal into 2 classes: source and target. Cross entropy loss is used for the discriminator
loss.
By using gradient reverse layer and the above setup, the loss function can be reformulated
into:
L = Lclf + Ld .

(2.8)

Maximum Mean Discrepancy (MMD) Minimization
Similar to DANN, MMD-minimization offers an alternative way to measure the discrepancy
between source and target distributions. Unlike DANN which estimate the H−divergence
between distributions, MMD is defined as the squared distance between the kernel embeddings
of marginal distributions in the Reproducing kernel Hilbert Space (RKHS). Formally,
MMDk (L, UL) = ||EL [ϕ(xs )] − EU L [ϕ(xt )]||2Hk ,

(2.9)

where Hk denotes the RKHS with a kernel k, and L, UL are labeled source and unlabeled
target distributions.
In reality, the choice of kernel used in obtaining these embeddings is crucial to a successful
estimation of the discrepancy. Multiple kernels of MMD are usually used to leverage different
kernels and provide and effective estimation. Following the settings in previous MMD works
in fault diagnosis (Li et al., 2019a), we adopt Gaussian kernel widths of 1, 2, 4, 8, and
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Figure 2.4: Modified architecture for MMD in comparison experiments.

16. Previous works have shown that this choice of kernels with an equal weight is sufficient
enough for our specific task.
The multi kernel MMD loss is then used as an additional loss along with the label prediction
loss to align the feature distribution between source and target machines:
L = Lclf + λM M D LM M D (xs , xt ).

(2.10)

Adaptive Batch Normalization (AdaBN) (Li et al., 2016)
Before introducing AdaBN, we briefly review Batch Normalization (BN)(Ioffe and Szegedy,
2015). BN layers are designed to alleviate internal covariate shifting by guaranteeing the input
distribution of each layer remains unchanged across different mini-batches. Considering an
intermediate representation x ∈ Rb×p , where b is the batch size and p is the dimension of
features. The BN layer transforms a feature by:
xj − E[x·j ]
xˆj = p
V ar[x·j ]

(2.11)

yj = γj xˆj + βj ,

(2.12)

where j ∈ {1...p}, and y is the output of the BN layer. γ and β are parameters to be learned
in the training process. The mean and variance statistics are calculated over mini-batch
during training, but over the whole population on test time.
AdaBN is based on the simple assumption that the deterioration of models on the target
machine is caused by a distribution discrepancy on intermediate layers. By adding batch
normalization layers and replacing BN statistics from source data with those from target
data, the distribution difference is expected to be reduced in each layer, thus, increasing the

Figure 2.5: Modified architecture for AdaBN in comparison experiments.
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model’s performance on the target data. Apart from a small amount of Batch Normalization
parameters, AdaBN requires no additional parameters and is easy to implement.
In our AdaBN experiments, the Batch Normalization layers are inserted after each convolutional layer in the feature extractor. After training, we fix σ, β, and all other trainable
variables, and finetune the batch normalization statistics µ, and σ using the target data.
2.5

Case Study
We now present a case study on the CWRU bearing dataset set using the above methods.
The case study is designed to make the comparison over methods applicable in realistic fault
diagnosis settings. More specifically, we consider the following factors:
• The basic backbone architectures are the same across different experiments, so that the
capacity of the models does not affect the results.
• All experiments share the same pre-processing steps to exclude the effect of the number
of samples and augmentation methods.
• The different models share a similar budget for hyper-parameter tuning.
• A realistically chosen validation set is used for hyper-parameter tuning.

2.5.1

Dataset
The CWRU bearing dataset (Smith and Randall, 2015) from Bearing Data Center of Case
Western Reserve University is used in our experiments. The dataset is chosen because of
its availability to the public and its popularity over a large number of previous papers,
including studies in domain adaptation. Following the general setup used by most other
bearing diagnosis papers, drive end accelerometer data are used in all our experiments.
Following the label definition setup used by (Li et al., 2018), 10 bearing conditions are
considered as shown in Table 2.1. Three fault types are included: inner race fault (IF), ball
fault (BF), and outer race fault (OF). Faults were introduced to the bearings using electrodischarge machining with fault diameters of 7 mils, 14 mils, 21 mils. In total, there are 9
fault states and one healthy state. The dataset was originally collected at 12 and 48 kHz.
In all our experiments, we make use of data at 12 kHz sampling rate. If the data are not
available at 12 kHz, we down-sample them to ensure a continuous 12 kHz sampling rate over
all data points.
The CWRU dataset comprises data from four different loads, which we treat as four different working conditions {0, 1, 2, 3}. The domain adaptation is applied across different loads.
In this section we denote Task 0 →
− 1 as the setup where source domain is the working load
0 and target domain is the working load 1.
Preprocessing We mostly follow the same preprocessing steps as (Li et al., 2018). It
consists in truncating the signal first 120,000 points. They are divided into 200 sequences of
1024 points with some overlap between sequences. Using the Fast Fourier Transform, each
Table 2.1: Class Label Definition for CWRU Dataset
Fault
Loc
Size
1

0
NA1
0

1
IF
7

2
IF
14

3
IF
21

Class
4
BF
7

Label
5
6
BF BF
14 21

7
OF
7

8
OF
14

9
OF
21

Fault location not applicable because class 0 is the healthy
state.
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Table 2.2: Domain Adaptation Results.
Setup
Task 0-1
Task 0-2
Task 0-3
Task 1-0
Task 1-2
Task 1-3
Task 2-0
Task 2-1
Task 2-3
Task 3-0
Task 3-1
Task 3-2
Average
Train time
Parameter
1

2
3
4
5

Baseline
Mean4 Max4
93.49
95.45
93.65
95.15
91.02
94.75
97.93
98.30
100.00 100.00
98.26
99.35
91.63
94.40
97.09
98.05
99.78 100.00
87.96
88.25
89.42
91.15
99.65
99.90
94.99
96.23
84 s
1379998

DANN
Mean4 Max4
98.76
99.30
99.96 100.00
99.81 100.00
98.73
99.05
99.96 100.00
99.65
99.80
97.70
98.25
98.40
98.45
99.82
99.95
97.62
97.85
98.41
98.50
99.98 100.00
99.07
99.26
177 s
2694816

MMD
Mean4 Max4
99.38
99.50
99.98 100.00
100.00 100.00
99.31
99.40
99.98 100.00
99.97 100.00
98.61
98.65
98.52
98.60
100.00 100.00
98.72
98.90
98.53
98.60
100.00 100.00
99.42
99.47
266 s
1379998

AdaBN
Mean4 Max4
98.87
99.35
99.30
99.75
99.75
99.80
98.83
99.05
99.95
99.95
99.82
99.85
95.89
96.40
97.83
98.15
100.00 100.00
89.27
90.30
94.42
95.10
99.95
99.95
97.82
98.14
133 s
1380570

AdaBN1
Reported5
99.40
93.40
97.50
97.20
88.30
99.90
-

MMD-ML123
Reported5
99.56
99.48
99.17
97.58
98.61
99.05
-

A2CNN12
Reported5
99.99
99.30
98.18
99.90
97.93
99.99
-

These columns are results reported by relevant papers. Results may not be directly comparable because of different backbone
and pre-processing steps.
ML in MMD-ML stands for multi-layer, where MMD is applied on multiple intermediate layers.
MMD-ML (Li et al., 2019a) results are estimated from Figure 4 in the original paper.
Reproduced numbers are based on average or max numbers over five runs.
(Zhang et al., 2017b) and (Zhang et al., 2018a) did not specify the number of runs. MMD-ML (Li et al., 2019a) results are
based on average over ten runs.

sequence is converted into a vector of 512 Fourier coefficients. All data are then normalized
by a simple normalization factor. The normalization factor is chosen between {1, 8, 64, 512}.
Normalization factor for all experiments are the same. It is determined by using the one that
maximizes the performance on the source-only baseline on the validation task.
2.5.2

Baseline
To fairly evaluate domain adaptation methods for fault diagnosis applications, a strong baseline is critical. In our case study, we use the feature extractor along with a basic classifier
as our baseline as shown in Fig 2.2, and train it using only source data. No additional target data are used in the baseline. To choose the hyper-parameters, we use the task 0 →
− 3
as validation task to tune all models, because it is one of the most difficult tasks among
all the transfer pairs. We use Adam optimizer with a learning rate of 0.0002. The general
hyper-parameters are fixed and shared by all other experiments once the baseline model is
optimized according to the validation task.
Budgets for Method-specific Hyper-parameters To fairly compare the different methods, equivalent budgets for hyper-parameters should be used for all models. For DANN models, we use {0.1, 1, 10} as the pool of hyper-parameters for gradient reverse factor λd . For
MMD models, we use {0.1, 1, 10}, for the MMD discrepancy weight λM M D . AdaBN does not
require any additional hyper-parameter. We train all models for 2000 Epochs.
Experimental Environment NVIDIA GTX 1080 is used for all experiments. The main
framework is written using Python and Tensorflow. We run all experiments five times and
report average and maximum accuracy to reflect the model performance and stability.

2.5.3

Experiment Results
In the following the experimental results of different domain adaptation methods are reported.
Model Performance
By carefully tuning the basic backbone using the validation task, we report the average
accuracy of 94.99% for CWRU dataset. We argue that this is a rather strong baseline,
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as it is stronger than that reported in previous papers (Zhang et al., 2018b; Zhang et al.,
2018a; Li et al., 2018), and close to some of the results reported in studies applying domain
adaptation (Li et al., 2018). By providing a strong baseline, our evaluation reflects more
fairly the effectiveness and applicability of the discussed domain adaptation methods.
Under the assumption of availability of unlabeled data on target domain, all domain adaptation methods discussed in this chapter are able to improve model performance. DANN
yields very good results achieving over 99.0% of average accuracy on the target domain, suggesting a meaningful feature alignment and a successful adaptation. Similarly, the MMD
approach improves the model performance on target data and achieves an average accuracy
of 99.4% over all tasks. The only drawback of MMD method may arise in cases when the
data size is larger that the training time can quadratically increase. AdaBN, as a simple
method without any additional parameters, also improves the model performance, though
not as significantly as the other methods. The advantage of AdaBN is that it could be easily
combined with other domain adaptation methods without increasing the model complexity.
On the right side of Table 2.2, we show results from previous works using similar approaches
for comparison. These results are not directly comparable with other columns because each
paper uses its own way to prepare the target test set. MMD-ML (Li et al., 2019a) uses a
similar MMD setup as ours, except that they apply the MMD loss not only on the feature
layer, but also on other intermediate layers. A2CNN (Zhang et al., 2018a) uses adversarial
training for domain adaptation, and shares a similar idea as DANN. The key difference
between A2CNN and DANN is that A2CNN implementation does not use a reverse gradient
layer, but utilizes a two-step training for classifiers and discriminators. This requires a more
careful tuning of the training strategy.
The missing cells in Table 2.2 filled with − mean that the original papers do not report
results on these tasks. In this chapter, we report model performance on all available adaptation tasks on the CWRU dataset. We believe by doing so, it provides a better and fairer
comparison among domain adaptation methods for fault diagnosis.
Model Efficiency
Model efficiency is crucial in reality for fault diagnosis applications, as computational resources may be limited. In Table 2.2, for each method, we report a training time for 2000
Epochs and model complexity in terms of trainable parameters. We believe that this brings
more insight in characteristics of these methods. As explained in the method section, AdaBN is the fastest domain adaptation method among all three we introduced in this chapter.
A small amount of extra parameter is introduced by batch normalization layers in the AdaBN training, and asks for comparable small amount of additional time. MMD methods, on
the other hand, ask for no additional trainable parameter, but require a significantly higher
amount of time for training. The additional time results from the time-consuming procedure
of MMD estimation in every training iteration. One additional problem of MMD-related
methods is its quadratic time complexity with regard to sample size. This limits its application in a more general scenario, where more training points are available. DANN method
requires more parameters because of the additional domain classifier. The training time,
however, is significantly smaller than that of the MMD methods. By using gradient reverse
layers, the adversarial training procedures fit into the standard gradient descent training of
the neural networks, and thus the H-divergence can be estimated efficiently.
Discussion
DANN, MMD, and AdaBN are all able to improve the model performance on the target task.
AdaBN requires few additional parameters and provides a moderate adaptation ability with
a minimum additional computational cost. MMD, on the other side, yields the best results
for the bearing dataset at the largest computational cost. It also has a potential problem
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on efficiently dealing with larger training sets. The DANN method we introduced to fault
diagnosis from (Ganin and Lempitsky, 2015) can be considered as a good trade-off between
accuracy and computational power. It provides us with competitive results with the help of
a reasonable amount of additional computational cost.
2.6

Conclusion
In the present chapter, we proposed to use DANN, an adversarial domain adaptation method,
for supervised fault diagnosis tasks. We compared its performance with two other domain
adaptation methods. To enable a fair comparison between the methods and to to evaluate
their applicability and effectiveness for fault diagnosis problems in reality, we proposed a
unified experimental procedure. All of the methods applied in this case study were able to
improve model performance on target data, suggesting these domain adaptation methods
provide an added value to fault diagnosis problems in real applications. DANN method
provides competitive results using significantly less training time comparing to MMD, and
yields superior results over AdaBN.
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Missing-Class-Robust Domain Adaptation by Unilateral
Alignment
This chapter corresponds to the published article:1
Wang, Qin, Gabriel Michau, and Olga Fink (2020b). “Missing-class-robust domain adaptation by unilateral alignment”. In: IEEE Transactions on Industrial Electronics.
Abstract: Domain adaptation aims at improving model performance by leveraging the learned knowledge in the source domain and transferring it to the
target domain. Recently, domain adversarial methods have been particularly
successful in alleviating the distribution shift between the source and the target domains. However, these methods assume an identical label space between
the two domains. This assumption imposes a significant limitation for real
applications since the target training set may not contain the complete set of
classes. We demonstrate in this chapter that the performance of domain adversarial methods can be vulnerable to an incomplete target label space during
training. To overcome this issue, we propose a two-stage unilateral alignment
approach. The proposed methodology makes use of the inter-class relationships of the source domain and aligns unilaterally the target to the source
domain. The benefits of the proposed methodology are first evaluated on the
MNIST→MNIST-M adaptation task. The proposed methodology is also evaluated on a fault diagnosis task, where the problem of missing fault types in the
target training dataset is common in practice. Both experiments demonstrate
the effectiveness of the proposed methodology.

3.1

Introduction
In recent years, deep learning methods (Aizenberg et al., 2001; LeCun et al., 2015; Goodfellow
et al., 2016) have achieved some remarkable results on various tasks (He et al., 2016b; Devlin
et al., 2019; Girshick, 2015). However, the methods require not only large training datasets,
but also labels to learn the relevant patterns in the data. This data-intensive nature of deep
learning methods and particularly the requirement of labels, which can be expensive or even
impossible to acquire, has limited their utilization in practical applications. In addition, the
trained models usually don’t generalize well if a distribution shift is encountered between
training and test data.
Unsupervised domain adaptation techniques (Fernando et al., 2013; Ganin and Lempitsky,
2015; Long et al., 2015; Sun and Saenko, 2015) provide a promising solution to alleviate
both challenges: missing labels and domain shift. Domain adaptation aims at leveraging
unlabeled target data to improve the model’s generalization ability in the target domain. It
allows knowledge transfer from a source domain to a different but related target domain (Pan
et al., 2011). Recently, adversarial domain adaptation approaches (Ganin and Lempitsky,
2015; Tzeng et al., 2015; Ganin et al., 2016; Tzeng et al., 2017; Luo et al., 2017; Long et al.,
2018) have significantly improved domain adaption performance by aligning source and target
data in an adversarial way and enforcing domain-invariant features in the latent space.
1

Please note, this is the author’s version of the manuscript published in IEEE Transactions on Industrial
Electronics. Changes resulting from the publishing process, namely editing, corrections, final formatting for
printed or online publication, and other modifications resulting from quality control procedures may have been
subsequently added. The final publication is available at https://doi.org/10.1109/TIE.2019.2962438.
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Figure 3.1: Effect of different numbers of missing classes in the target training set on adversarial domain
adaptation approach on the MNIST→ MNIST-M task: Baseline model trained using only source
data (Blue). Model trained using traditional adversarial domain adaptation (Red). The proposed
unilateral adaptation that mitigates the misalignment risk caused by the missing classes (Green) .

These unsupervised domain adaptation methods relax the need of labels on the target
domain by transferring knowledge across domains. However, they typically assume that the
label space of source and target data is identical (Saito et al., 2018b). This assumption imposes a significant limitation for real applications since the training dataset may not contain
the complete set of classes. For example, in the industrial fault diagnosis, it would be beneficial to be able to transfer the source knowledge without having to wait for the occurrence
of every possible fault in the target domain. :
Direct adversarial domain alignment results in a large uncertainty on the model performance in case of missing classes in the target domain. The domain alignment is, in this case,
performed between a source domain with a complete set of labels and a target training set
containing only a subset of labels. The alignment results in a negative effect on the model
performance on the missing classes in the target training set. One additional drawback of the
direct domain alignment is the negative effect on the inter-class relationship. When domain
adaptation techniques are applied on the non-identical label space, the alignment effect is
different among the classes that are present in the target domain during training and the
missing classes. This means that the inter-class relationship for the aligned domains is likely
to be distorted in an unpredictable way from the original inter-class relationship in the source
domain. It is expected that, this misalignment effect is larger when there are more missing
classes in the target domain. We demonstrate an example of this phenomenon using the
MNIST→ MNIST-M adaptation task in Figure 3.1 with a varying number of missing classes.
In order to mitigate this negative alignment effect and better transfer the learned inter-class
relationships from source to target domain, we propose to unilaterally align target domain
towards the source domain instead of aligning both to an unknown intermediate space. The
ultimate goal of the proposed approach is to make adversarial domain adaptation robust
against missing classes in the target domain.
The intuition of the approach is to make use of the discriminative information learned from
source domain in a better way. Since we don’t have access to samples of some classes in the
target domain, we can only infer them by using the inter-class relationships we learned from
the source domain. We argue that this approach will provide a more robust representation
for the target domain.
The proposed method is a two-stage process: 1) We first train an anchor model based
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on source data only and extract pre-trained source features. 2) By minimizing the distance
between the source features and the pre-trained features, while performing source and target
feature alignment, the target distribution is unilaterally transformed to match the source
distribution.
We show the improvement on the MNIST→ MNIST-M adaptation task in Figure 3.1
achieved by the proposed method with a varying number of missing classes in the target
dataset.
To summarize, we propose a solution for the domain adaptation problem with missing
classes in the target training data, while the model performance is still evaluated on all classes
in the target domain. Similar to previous methods, we align the features in an adversarial way.
However, different from previous methods, we align them unilaterally towards the source.
The main contribution of this chapter is the proposed methodology to preserve the interclass relationships of the source domain by aligning the target domain distribution
unilaterally towards the source domain instead of jointly transforming the two domains
to a common distorted latent space. The proposed methodology is particularly beneficial in
problem setups with an incomplete set of class labels in the target training dataset.
We validate the effectiveness of the proposed methods first on the MNIST→MNIST-M
transfer task. For this alignment task, the proposed methodology demonstrates its robustness
to the incompleteness of the target label space and achieves a similar level of performance in
case of missing classes as with the complete set of classes.
To demonstrate the applicability of the proposed methodology in practical applications, we
additionally evaluate our method on the task of transferring the learned knowledge between
two different operating conditions for the fault diagnosis tasks on a bearing dataset. By
applying the proposed unilateral alignment methodology, we are able to improve diagnosis
performance on the bearing dataset.
3.2

Related Work
Domain Adaptation Domain adaptation has been successfully applied in fields such as
computer vision and natural language understanding (Patel et al., 2015; Csurka, 2017; Pan
et al., 2011; Long et al., 2015; Li et al., 2016; Ganin and Lempitsky, 2015; Saito et al.,
2018a). One common idea underlying different domain adaptation methods is the alleviation
of the distribution discrepancy between source and target data, or in other words, they aim
at aligning the source and target distributions. Different approaches have been proposed to
address this task. (Pan et al., 2011) proposed to use transfer components analysis across
domains. (Long et al., 2015) proposed to align the source and target distributions by minimizing the Maximum Mean Discrepancy (MMD). Driven by a similar motivation, Adaptive
Batch Normalization (AdaBN) (Li et al., 2016) and AutoDial (Carlucci et al., 2017) align
the distributions via modified batch normalization layers. Domain Adversarial Neural Networks (DANN) (Ganin and Lempitsky, 2015) aim at aligning the distributions by using a
domain discriminator and train the model adversarially in order to make the feature space
indistinguishable for the different domains.
Missing Class in Partial Domain Adaptation Another related topic is partial domain
adaptation (Cao et al., 2018a). In this setup, algorithms aim at solving the problem, where
the target classes are a subset of source classes. (Zhang et al., 2018b) proposed to use
importance weighted adversarial networks to focus on shared classes. (Cao et al., 2018b)
alleviates negative transfer by down-weighing the data of outlier source classes. (Cao et al.,
2019) proposed to learn domain-invariant representations across domains and a progressive
weighting scheme.
Domain Adaptation in Fault Diagnosis Missing class problem is especially severe when
adapting domains or operating conditions for fault diagnosis problems. Without considering
missing classes, domain adaptation methods (Zhang et al., 2017b; Zhang et al., 2018a; Wang
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et al., 2019a; Li et al., 2019a; Michau and Fink, 2019; Yang et al., 2019; Zheng et al., 2019)
have recently been introduced to the fault diagnosis problems. Several approaches (Lu et al.,
2016; Li et al., 2018) have been proposed to deal with missing-classes in the the context of
fault diagnosis. However, they assume that the target training dataset contains exactly one
class (the healthy condition). The main difference with our work is that our proposed method
is able to deal with different number of missing classes, meaning that the proposed method
is more general as we don’t assume the target training data all from healthy condition.
3.3

Problem Description
Formally, we mainly consider the following unsupervised domain adaptation task with missing
classes.
• Training data from source domain with all classes
Ds = {(x1s , ys1 ), ..., (xns , ysn )}, ysi ∈ Y.

(3.1)

• Unlabeled training data from target domain with missing classes
m
i
Dt = {(x1t , yt1 ), ..., (xm
t , yt )}, yt ∈ Ysub , Ysub ⊂ Y.

(3.2)

• Test data from target domain with all classes
1
k
i
Dtest = {(x1test , ytest
), ..., (xktest , ytest
)}, ytest
∈ Y,

(3.3)

where Y is the complete set of classes and the labels Ysub of target training set only contains a
subset of it. Note that for the target training set, it is unknown which classes belong to Ysub .
The only assumption is Ysub ⊂ Y . Therefore, these samples are also part of the test set since
their correct classification also needs to be evaluated. This evaluation of the classification
accuracy of samples that were used for the alignment is in fact similar to that used by (Li
et al., 2018) and is common in transductive (Gammerman et al., 1998; Arnold et al., 2007)
domain adaptation problems.
3.4

Proposed Methodology
The missing classes in the target training set makes the direct application of standard domain
adaptation methods difficult. The shared idea behind most methods is to transform both
source and target into a shared feature space. Such an alignment requires sufficient support,
from both source and target, and also from all classes. The lack of information on the target
domain can lead to an unexpected behavior of the alignment. One of the potential issues is
that the alignment is explicitly changing the distribution of the given classes in the target
domain, while no supervised domain guidance is given for the missing classes in the target
domain. This unbalanced alignment behavior between present and missing classes may distort
the well-learnt source inter-class relationships, and thus make the alignment sub-optimal or
even deteriorate the model performance.
In order to fully leverage the limited healthy data from target domain and improve model
performance on all classes, we propose a two-stage framework. We first learn a classification
model in the source domain, and extract relevant features for source data. In the second
stage, we apply domain adversarial adaptation techniques and align the source and target
data. We strengthen the alignment by making sure the alignment is unilateral, that is, forcing
the aligned features to be as close as possible to those learned in the first step.
We visualize the proposed method in Figure 3.2.
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Figure 3.2: The proposed two-stage unilateral alignment method. (Stage 1) We extract source features using a
separate network. (Stage 2) We unilaterally align the distributions by adding the consistency loss.
The loss is computed using current calculated source features and its corresponding pre-trained
features.

3.4.1

Stage 1: Extract Inter-class Relationship via Source-only Learning
Since the missing classes are unavailable for the target domain, it is only possible to learn
inter-class relationships from source data. We thus propose to pre-train a separate neural
network to extract this relationship. We assume that we have the same backbone architecture
as the main network used in the second stage: a feature extractor fe′ parameterized by θe′ , and
a classifier fl′ parameterized by θl′ . We, thus, apply a standard supervised training procedure
to learn the relationship. Formally, we train this separate network by using the following loss
function:
Lpre = LclfDs (θe′ , θl′ ),

(3.4)

where Lclf is the softmax cross entropy loss (Bishop, 2006; Goodfellow et al., 2016) function,
which is widely used in supervised classification problems. The network is trained only source
data Ds . This stage-1 network is frozen after this stage of training.
After a successful training on the network in stage 1, we can extract the pre-trained source
features fe′ (xsi ) for each source training sample xsi . These features contain meaningful interclass relationships because a simple classifier is able to make strong predictions for source
data. These features are then used as a reference for the next training step.
3.4.2

Stage 2: Unilateral Adversarial Domain Adaptation
Off-the-shelf Adversarial Domain Alignment
Motivated by the successful applications of DANN in computer vision (Ganin and Lempitsky,
2015; Ganin et al., 2016) and its later adoption in industrial application (Wang et al., 2019a).
We propose to make use of this off-the-shelf adaption technique in our adaptation task with
missing classes.
As shown in Figure 3.5, our main architecture has three components: the feature extractor
fe , the classifier fl , and an additional discriminator fd . The alignment is achieved by introducing the discriminator to distinguish between healthy features coming from the source and
those from the target. Meanwhile, the feature extractor is encouraged to fool the discriminator so that the features are unbiased towards their origin. Formally, this is equivalent to
the following mini-max problem (Ganin and Lempitsky, 2015):
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Input : Source and target training samples.
1. Stage 1: Train a source feature extractor fe′ and classifier fl′ using only source data,
then freeze this pre-trained network. Extract reference source features fe′ (xs ) from the
pre-trained network.
2. Stage 2: Unilateral Adversarial Domain Adaptation
a) Initialize a new feature extractor fe , a new classifierfl , and a domain
discriminatorfd .
b) Calculate the classification loss Lclf using source data.
c) Calculate the consistency loss Lcons using source data and pre-trained features.
d) Reverse gradients for healthy features from both source and target, then
calculate the adversarial alignment loss Ld
e) Calculate the overall loss and gradients, update θe , θd , θl accordingly.
f) Go back to b) for next iteration training until convergence.
3. Evaluate the learnt model on the target test set with all classes.
Algorithm 1: Training procedure for the proposed unilateral alignment method.

L(θe , θl , θd ) = LclfDs (θe , θl ) − λd LdDs ,Dt (θe , θd ),

(3.5)

(θ̂e , θ̂l ) = arg min L(θe , θl , θ̂d ),

(3.6)

θ̂d = arg max L(θ̂e , θ̂l , θd ),

(3.7)

θe ,θl
θd

where Ds is the source data and Dt is the target data, Lclf is again the softmax cross
entropy loss function. Ld is the cross entropy loss for the domain classification subtask. The
objective function is similar to that of Generative Adversarial Networks (GAN) (Goodfellow
et al., 2014). It includes two parts: a classification loss for supervised learning and a domain
adversarial loss for alignment.
We minimize the classification loss, w.r.t. parameters of the feature extractor and classifier. In addition to this supervised loss, we maximize the adversarial alignment loss w.r.t.
parameters of the feature extractor in order to achieve domain-invariant features. We further minimize the adversarial alignment loss w.r.t. the discriminator, and thus, train the
discriminator to provide a precise prediction of the origin of features.
It has been shown in (Ganin and Lempitsky, 2015) that by reversing feature extractor’s
gradients before sending them to the domain classifier, we can reformulate the problem and
alleviate the H-Divergence between source and target distributions (Ben-David et al., 2010;
Cortes and Mohri, 2011). We adopted this optimization technique for our domain adaptaion
problem with missing classes. Using the gradient reverse layer (GRL) from DANN (Ganin
and Lempitsky, 2015; Ganin et al., 2016), the above loss function can be rewritten as:
Lalign = Lclf + Ld .

(3.8)

Thus, it is able to be trained as an end-to-end learning problem.
Unilateralism as an Additional Loss Term
The DANN method is directly aligning the complete source data with a target data that has
missing classes. Thus a significant misalignment is expected. In order to avoid the potential
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negative effect of the above alignment and preserve the inter-class relationships while applying
domain adaptation techniques, we propose to unilaterally align the target distribution to the
corresponding part of the source distribution, instead of aligning both to a shared new space.
We consider the pre-trained source features as a good representation of all classes, since class
separability could be achieved. To transfer this good representation, in stage 2, an additional
constraints is applied to force the aligned source features to be as close as possible to the
pre-trained one. If the alignment is successful, then the target features should also be aligned
with the pre-trained source features.
In order to preserve the inter-class relationships while applying the partial domain-adversarial
alignment, we make use of the pre-trained source features fe′ (xs ), and force the aligned source
features to be close to the pre-trained ones:
Lcons

K
1 X
=
||f (xs )j − f ′ (xs )j ||1 ,
K

(3.9)

j=1

where K is the number of features in the feature space. We add this additional constraint
to the loss function described in the previous paragraph. The overall loss function becomes
thereby:
L = Lclf + Ld + λcons Lcons .

(3.10)

This additional loss is inspired by the consistency loss introduced in (Chen et al., 2018a)
where a similar distance is used to improve the cross-domain robustness of the bounding
box predictor for object detection tasks. However, it is used for a different purpose here
since we are trying to encourage the alignment in one direction and preserve the inter-class
relationships. We tested the additional loss using both l1 and l2 loss and found no significant
difference between them.
3.4.3

Summary
To summarize, in addition to aligning the source and target distributions via DANN, we
propose to impose an additional constraint to make the alignment unilateral towards the
pre-trained source features. The main objective of the unilateral alignment is to preserve
the inter-class relationships learned from the source data, where knowledge on all classes are
available.

3.5

Experiments on MNIST→NIST-M Task
Following the experiment setup used by (Ganin et al., 2016), we first evaluate our model using
the MNIST (LeCun et al., 1998)→ MNIST-M (Ganin et al., 2016) task 2 . The MNIST-M
dataset blends digits from MNIST over patches randomly extracted from color photos from
BSDS500 (Arbelaez et al., 2010). Samples from both datasets are shown in Figure 3.3. It is a
classification task with 10 digits 0 → 9 as 10 classes. The publicly-available implementation3
of DANN is used for our MNIST experiments.

Figure 3.3: Training samples from the MNIST→ MNIST-M task. Figure taken from (Ganin et al., 2016).
2
3

Our code for this experiment is available at https://github.com/diagnosisda/dxda
https://github.com/pumpikano/tf-dann
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Table 3.1: Experiment results on the MNIST→ MNIST-M task.

# of missing class
9 / 10
8 / 10
7 / 10
6 / 10
5 / 10
2 / 10
0 / 10

Baseline
57.49%
57.49%
57.49%
57.49%
57.49%
57.49%
57.49%

DANN (Ganin et al., 2016)
27.03%
54.72%
72.76%
72.97%
73.91%
74.76%
76.95%

DANN+Unilateral (Ours)
72.99%
74.06%
74.72%
74.40%
74.99%
75.03%
76.74%

Table 3.2: Class Definition for the CWRU Dataset (Smith and Randall, 2015). Table taken from (Wang et al.,
2019a).
Fault
Loc
Size

0
Healthy
0

1
IF
7

2
IF
14

Class Label
3
4
5
6
IF BF BF BF
21
7
14 21

7
OF
7

8
OF
14

9
OF
21

We evaluate the proposed unilateral alignment model against a source-only baseline and
the DANN alignment without unilateral constraint. We conduct experiments on different
level of missing classes as shown in Table 3.1. For example, in the 8/10 setup, the unlabeled
target training data contains samples from label [0, 1]. In the 2/10 setup, the unlabeled
target training data contains samples from label [0, 1, 2, 3, 4, 5, 6, 7]. The source-only baseline
is trained for 10 Epochs. Both DANN and DANN+Unilateral are trained for 50 Epochs. We
adopt the training parameters used by (Ganin et al., 2016). We use a batch size of 64 and
learning rate of 0.01.
Results on this task are shown in Table 3.1. All reported results are based on the average accuracy of five different runs. As shown in the third column in the table, without the
unilateral constraint, the benefit of the alignment is significantly decreasing when there are
more missing classes. This is because the misalignment effect is larger when more classes
are missing. By simply adopting our additional unilateral loss, the inter-class relationship
learned from the source domain is strengthened, and the adaptation is significantly improved.
When there are 9 out of 10 classes missing in the target training set, the unilateral model performance is less than 4% worse than the full alignment, comparing to the ≈ 50% degradation
without our additional loss. This demonstrates the effectiveness of our proposed method.
Note that in the last row, when there is no missing classes, the additional unilateral loss is
limiting the adaptation ability of DANN, thus slightly hurts the model performance.
3.6

Experiments on Fault Diagnosis Problems
In the following section, we demonstrate the benefits of the proposed approach on a different
fault diagnosis task. Fault diagnosis is a classification task where our method can be directly
applied on. Usually the label space consists of healthy and fault conditions. In this section, we
consider the following variant of fault diagnosis problem: Unsupervised domain adaptation
when 80% of classes are missing in the target training set.

3.6.1

Dataset
We conduct our experiments on the fault diagnosis dataset: the Case Western Reserve University (CWRU) (Smith and Randall, 2015).
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CWRU
The publicly-available bearing dataset from CWRU is used. It is a widely used dataset in the
field of domain adaptation for fault diagnosis (Li et al., 2018; Lu et al., 2016; Zhang et al.,
2018a; Wang et al., 2019a).
We follow the setup used by (Li et al., 2018) whenever possible. Thus drive-end accelerometer data are used as our input. The list of labels concerned in this chapter is shown in
Table 3.2, namely three different fault types, along with one healthy state are considered. IF
stands for Inner race fault, BF stands for Bearing fault, and OF stands for outer race fault.
Each fault type contains three sub-types, with fault diameters of 7, 14, 21 mils. Sampling
rate of 12 kHz is adopted. Whenever data are unavailable at 12 kHz, we down-sample them
to ensure a consistent sampling rate of 12 kHz in all experiments.
There are four different loads {0, 1, 2, 3} in the CWRU dataset. Domain adaptation is
applied across these four different loads. For example, Task 0 →
− 1 means working load 0 is
the source domain with labeled training samples, and working load 1 is the target domain
we want to improve model performance on.
3.6.2

Pre-Processing
For the CWRU dataset, we follow the same pre-processing steps as in (Li et al., 2018; Wang
et al., 2019a). As shown in Figure 3.4, first, we downsample and truncate each raw recording.
Second, we divide each it into 200 sequences of 1024 points. Finally, using the Fast Fourier
Transform (Cooley and Tukey, 1965), each sequence is converted into a vector of 512 Fourier
coefficients.

Figure 3.4: Preprocessing steps taken from (Li et al., 2018; Wang et al., 2019a).

3.6.3

Model Implementation
We visualize the details of the backbone model and our discriminator in Figure 3.5. We
use the same architecture following (Li et al., 2018; Wang et al., 2019a) to enable a fair
comparison.
The backbone architecture (Li et al., 2018) contains two components: a feature extractor,
and a classifier. Each convolutional layer has a filter length of 3, and a hidden size of 10.
Dropout layers are added accordingly afterwards with a dropout rate of 0.5. The signal
is then flattened and transformed to features of size 256 by a fully-connected layer. The
classifier is a single hidden layer network of size 256, using the softmax cross-entropy loss.
We train this backbone network as our baseline model using source load data only. To
implement our models, a discriminator is needed additionally which comprises two fully
connected hidden layers followed by the softmax cross-entropy loss.
The architectures of the backbone network and of the additional discriminator are illustrated in Fig 3.5. The CWRU models are trained for 2000 Epochs with Sigmoid activation
function. We report 5-run average accuracy and standard deviation.

3.6.4

Experiment Results
Unsupervised Domain Adaptation Experiment on CWRU Dataset with 80%
Missing Classes
In this experiment, the target training dataset is composed of a subset of the classes. We
would like to again emphasize that none of the target class labels are used for training.
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Feature Extractor

Classifier

Discriminator

Figure 3.5: Backbone network used in all our fault diagnosis experiments. The feature extractor and classifier
are taken from (Li et al., 2018; Wang et al., 2019a).
Table 3.3: Unsupervised Domain Adaptation Experiment Result on CWRU Dataset with 80% Missing Classes
on CWRU Dataset
Setup
Task 0-1
Task 0-2
Task 0-3
Task 1-0
Task 1-2
Task 1-3
Task 2-0
Task 2-1
Task 2-3
Task 3-0
Task 3-1
Task 3-2
Average
1
2

Baseline1
93.49 ± 1.75
93.65 ± 0.96
91.02 ± 1.92
97.93 ± 0.24
100.00 ± 0.00
98.26 ± 1.63
91.63 ± 1.82
97.09 ± 0.92
99.78 ± 0.17
87.96 ± 0.18
89.42 ± 0.96
99.65 ± 0.17
94.99

DANN (Ganin et al., 2016)1,2
92.40 ± 1.84
92.86 ± 1.53
92.84 ± 1.66
96.92 ± 0.74
99.96 ± 0.06
99.50 ± 0.09
93.49 ± 0.79
97.56 ± 0.19
99.90 ± 0.09
88.41 ± 0.22
90.53 ± 1.14
99.14 ± 0.90
95.29

DANN+Unilateral1,2
96.36 ± 0.81
97.38 ± 1.66
95.78 ± 1.90
97.49 ± 0.52
99.94 ± 0.04
99.58 ± 0.15
93.77 ± 2.09
97.60 ± 0.36
99.86 ± 0.08
88.42 ± 0.72
93.45 ± 1.68
99.83 ± 0.06
96.62

Reported numbers are based on average and standard deviation over five runs.
In training phase, labeled source samples from all classes and unlabeled target
samples from the first 20% classes are provided. In test phase, target samples from
all classes, including those that are unseen in target during training are evaluated.

Formally, we consider the following set of unlabeled training data from the target machine
m
i
Dt = {(x1t , yt1 ), ..., (xm
t , yt )}, yt ∈ Ysub = {0, ..., k − 1},

(3.11)

for the missing classes experiments. We consider k = 2 for our demonstration.
Note that in this setup we choose arbitrarily the first 2 classes of the dataset (Ysub = {0, 1})
to demonstrate the effectiveness of our unilateral alignment approach, but one may expect
similar behavior when the subset of fault types is chosen differently.
The results under this new setup are shown in Table 3.3, for the source only baseline,
DANN and DANN with our additional unilateral constraint. Compared to the baseline,
DANN alone does not provide a significant improvement. This is likely due to the negative
effect of trying to align the source features of all classes with target features containing only
20% of the classes. This could result in a distortion of the inter-class relationships.
The proposed unilateral alignment method, tackles this negative effect and strengthens
the alignment. By adding the additional consistency loss, it provides an additional 1.33%
absolute accuracy improvement over the naive implementation of DANN.
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Discussion
The performed fault diagnosis experiments on the case study demonstrate that the unilateral
alignment is able to improve model performance of domain adaptation problems, when there
are missing classes in the target training set.
There are few cases where we observe that unilateral alignment may slightly hurt the
performance. In such cases, results show that the alignment was actually not required: the
baseline is already providing a very high accuracy. Our results demonstrate that in such
cases, the drop in accuracy is very small or even insignificant while in many other cases, the
gain in accuracy is significant. Overall, the results are significantly improved by the proposed
methodology.
3.7

Conclusions
In this chapter, we demonstrated that when there are missing classes in the target training
dataset, directly applying adversarial domain adaptation techniques results in performance
decrease. To overcome this problem, we proposed the unilateral alignment, a simple yet
effective training strategy that leverages the inter-class relationships of the source domain.
We showed in the MNIST experiment that by adding the additional consistency loss that
enforces the unilateral alignment the model is able to be robust against missing classes. The
additional experiments on fault diagnosis tasks show a promising potential of the proposed
domain adaptation method for industrial applications where the problem of missing classes
imposes a significant limitation on the applied approaches. Exploring the performance of the
proposed models in case of corrupted samples is one of the future directions.

36

4

Domain Adaptive Semantic Segmentation with
Self-Supervised Depth Estimation
This chapter corresponds to the published article:1
Wang, Qin, Dengxin Dai, Lukas Hoyer, Luc Van Gool, and Olga Fink (2021a). “Domain
adaptive semantic segmentation with self-supervised depth estimation”. In: Proceedings
of the IEEE/CVF International Conference on Computer Vision, pp. 8515–8525.
Abstract: Domain adaptation for semantic segmentation aims to improve the
model performance in the presence of a distribution shift between source and
target domain. Leveraging the supervision from auxiliary tasks (such as depth
estimation) has the potential to heal this shift because many visual tasks are
closely related to each other. However, such a supervision is not always available. In this work, we leverage the guidance from self-supervised depth estimation, which is available on both domains, to bridge the domain gap. On the one
hand, we propose to explicitly learn the task feature correlation to strengthen
the target semantic predictions with the help of target depth estimation. On
the other hand, we use the depth prediction discrepancy from source and target
depth decoders to approximate the pixel-wise adaptation difficulty. The adaptation difficulty, inferred from depth, is then used to refine the target semantic
segmentation pseudo-labels. The proposed method can be easily implemented
into existing segmentation frameworks. We demonstrate the effectiveness of
our approach on the benchmark tasks SYNTHIA-to-Cityscapes and GTA-toCityscapes, on which we achieve the new state-of-the-art performance of 55.0%
and 56.6%, respectively. Our code is available at https://qin.ee/corda.

4.1

Introduction
The task of semantic segmentation requires models to assign pixel-level category labels to
given scenes. While deep learning models have achieved good performance on benchmark
datasets with the help of a large amount of high quality annotated training data (Chen et al.,
2017; Yuan et al., 2020), they still face the real-world challenge of the domain shift between
training and test data because of the variance in illumination, appearance, viewpoints, backgrounds, etc. Unsupervised domain adaptation (UDA) can potentially heal this domain gap
by aligning the domain distributions (Vu et al., 2019a), or recursively refining the target
pseudo-labels (Zou et al., 2018).
In recent years, motivated by the success of multi-task learning (Zamir et al., 2018; Xu
et al., 2018), auxiliary tasks (such as depth estimation) have been increasingly used to help
the adaptation. As auxiliary tasks are often coupled with the semantics, they have been
proved to be beneficial for the main segmentation task (Lee et al., 2018). Existing works (Vu
et al., 2019b; Chen et al., 2019) typically utilize the easy-to-access depth information from a
synthetic source domain to train an auxiliary depth network but do not take target depth into
account because of its inaccessibility. Inspired by recent progress on self-supervised depth
1

Please note, this is the author’s version of the manuscript published in Proceedings of the IEEE/CVF
International Conference on Computer Vision, 2021. Changes resulting from the publishing process, namely
editing, corrections, final formatting for printed or online publication, and other modifications resulting from
quality control procedures may have been subsequently added. The final publication is available at https:
//openaccess.thecvf.com/ICCV2021.
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Figure 4.1: We propose to use self-supervised depth estimation (green) to improve semantic segmentation performance under the unsupervised domain adaptation setup. We explicitly learn the task feature
correlation (orange) between semantics and depth and use it to improve the target semantics. We
use the adaptation difficulty (blue) approximated by depth prediction discrepancy of the target
image from two domain-specific depth decoders to refine our target semantic pseudo-label. The
proposed correlation-aware domain adaptation method can largely improve the segmentation performance in the target domain.

estimation, where depth can be trained from stereo pairs (Garg et al., 2016; Godard et al.,
2017) or video sequences (Zhou et al., 2017), we propose to make use of self-supervised depth
estimates for the domains (the source domain and/or target domain) on which ground-truth
depth is not available.
The additional self-supervised depth estimation can facilitate us to explicitly learn the
correlation between tasks to improve the final semantic segmentation performance. The
learning of the correlation is motivated by the fact that the correlation between tasks is
more invariant across domains than the individual modalities. As mentioned by previous
works (Chen et al., 2019), sky is always faraway, roads and sideways are always flat. These
domain-robust correlations between semantics and depth have the potential to largely improve
the target semantic segmentation performance in the presence of a domain shift.
To this end, we propose to exploit such a correlation in two ways. On the one hand, we
propose to explicitly learn the task feature correlation between depth and semantics. This is
achieved by using domain-shared multi-modal distillation modules to model the interaction
and complementarity between semantics and depth features. The correlation learned from
the source domain can be shared and transferred to the target domain to improve target
segmentation performance. On the other hand, we make use of the correlation to refine the
target semantic pseudo-labels. We approximate the adaptation difficulty by calculating the
discrepancy between the predictions of the domain-specific depth decoders. As depth and
semantics are coupled, we make the assumption that the estimated adaptation difficulty can
be transferred from depth to semantics. We propose to use this relation to guide the semantic
segmentation pseudo-label refinement on the target domain. Combining the two ways of correlation exploitation leads to our proposed Correlation-Aware Domain Adaptation (CorDA)
approach. We illustrate the two ways to utilize the correlation in Figure 4.1.
It is also worth mentioning that our strategies can be implemented easily. The selfsupervised depth estimation can be learned from easy-to-access image sequences or stereo
images and the proposed correlation learning module can be readily incorporated into existing UDA networks for semantic segmentation. We demonstrate the effectiveness of our proposed approach on the benchmark tasks SYNTHIA-to-Cityscapes and GTA-to-Cityscapes,
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on which we achieve new state-of-the-art segmentation performance.
Our contributions are summarized as follows:
• We propose a novel UDA framework which effectively utilizes self-supervised depth
estimation available on both domains to improve semantic segmentation.
• Specifically, we explicitly learn the correlation between modalities and share it across
domains. Furthermore, we refine the semantic pseudo-labels by using the adaptation
difficulty approximated by depth prediction discrepancy.
• Despite of the simplicity, our proposed approach achieves new state-of-the-art segmentation performance on the benchmark tasks SYNTHIA-to-Cityscapes and GTA-toCityscapes.
4.2

Related Work
Unsupervised domain adaptation Unsupervised domain adaptation (UDA) (Pan et al.,
2011; Patel et al., 2015) aims to improve the target model performance in the presence of a
domain shift between the labeled source and unlabeled target domain. Many UDA methods
have been proposed to alleviate the domain shift. One common motivation is to align the
source and target distribution (Ganin and Lempitsky, 2015). This can be achieved in several
different ways. AdaptSegNet (Tsai et al., 2018b) and Advent (Vu et al., 2019a) alleviates the
domain shift by adversarially aligning the distributions in the output space or feature space.
Another popular direction is to align the input pixels of source and target images via generative adversarial networks (Hoffman et al., 2018) or Fourier transforms (Yang and Soatto,
2020). In recent years, especially in the field of UDA for semantic segmentation, pseudo-label
refinement under a self-training frameworks has achieved competitive results. By iteratively
using gradually-improving target pseudo-labels to train the network, the performance on the
target domain can be further improved. Following this motivation, CBST (Zou et al., 2018)
improved the self-training performance by using class-specific thresholds. PyCDA (Lian et
al., 2019) found that including pseudo-labels in different scales can further improve model
performance. (Zheng and Yang, 2020) used the uncertainty of semantic predictions to refine
the pseudo-labels. Using prototypes (Zhang et al., 2021a) to refine pseudo-labels has also
shown promising results. Recently, DACS (Tranheden et al., 2020) demonstrated strong results by combining self-training with ClassMix (Olsson et al., 2021), which mixes source and
target images during the training.
Use of geometric information in semantic segmentation Additional geometric information has been recently increasingly used to help learning the semantics (Ramirez et al.,
2019) because geometric and semantic information are highly correlated. In the UDA setup,
there are several works which pioneered this direction. SPIGAN (Lee et al., 2018) translates
source images into the style of targets to reduce the domain gap. An auxiliary depth regression task is used in SPIGAN to regularize the generator, and better capture the semantics for
the translated image. DADA (Vu et al., 2019b) uses an auxiliary depth prediction branch to
predict the depth for both domains. The predictions are later fused together with semantic
predictions and fed into the domain discriminator. GIO-Ada (Chen et al., 2019) makes use
of the depth information in both input-space translation and output-level adaptation, where
a discriminator is applied on the concatenation of depth and semantic predictions. Existing works often use the additional depth information from the synthetic data in the source
domain. The supervision from target geometric information is largely unexplored.
Multi-task distillation Our work is also closely related to multi-task learning (MTL) (Vandenhende et al., 2021a), where multiple tasks are predicted by a single network. Modern
multi-task learning methods (Xu et al., 2018; Zhang et al., 2019c; Vandenhende et al., 2020)
aim at distilling the information from different tasks. This is often achieved by using a
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shared backbone network and task-specific heads. Initial task predictions are first made to
learn task-specific intermediate features. These task-specific feature representations are then
combined via a multi-modal distillation unit, before performing the final task predictions.
Most multi-task learning works focus on the fully-supervised case where there exist no domain shift and the ground truths for all tasks are directly provided. We focus on the UDA
setup where target ground truth is not provided for both main and auxiliary tasks. MTL
under such a setup is understudied. Motivated by the success of these methods we modify
and generalize the PAD-Net (Xu et al., 2018) to capture the correlation between modalities
across domains in order to facilitate the efficient joint learning of semantics and depth in the
UDA setup. The idea of the multi-modality learning was also explored in other related areas
such as object detection (Liang et al., 2018; Kong and Fowlkes, 2018; Ouyang et al., 2020).
Self-supervised learning Our work is also related to self-supervised learning in a broad
sense. Self-supervised learning has recently achieved strong performance in learning meaningful representations in various vision tasks (He et al., 2020; Chen et al., 2020b). In the
UDA for classification context, self-supervised learning has been shown to be able to improve
generalization ability in the target domain by learning to predict auxiliary tasks (Xu et al.,
2019; Saito et al., 2020; Sun et al., 2019). However, The auxiliary tasks used by these works
are relatively arbitrary (such as rotation prediction) and do not exploit the correlation between the main task and auxiliary task. In this work, we exploit the possibility of using depth
estimation to improve the semantic segmentation performance under the UDA framework.
In contrast to works combining (semi-)supervised semantic segmentation with self-supervised
depth estimation (Jiang et al., 2018; Hoyer et al., 2020), we explicitly deal with the challenge
of the domain shift.
4.3

Methodology
In the UDA setup, we are given labeled data from the source domain and unlabeled training
samples from the target domain. As annotations for synthetic data are comparably easy to
generate, labeled synthetic data is often used as source S and unlabeled target data is treated
as target T . Formally, in the source domain, we have DS = {(xS1 , y1S , dS1 ), . . . , (xSn , ynS , dSn )}
as the set of labeled training data, where xSi is the i-th sample, yiS is the corresponding
label for semantic segmentation, dSi is the label for an optional auxiliary task (such as depth
estimation), and n is the total number of labeled source samples. The optional auxiliary
task is not used in the classic UDA training setup. Similarly, target real training data can be
represented as DT = {(xT1 , dT1 ), . . . , (xTm dTm )} where xTi is the i-th unlabeled training sample,
dTi is the label for an optional auxiliary task, and m is the number of unlabeled samples.
The task of UDA for semantic segmentation is to train a model which performs well on test
test
images Dtest = {xtest
1 , . . . , xt } from the target domain T . We consider depth estimation as
the auxiliary task.
Precise depth information is often not provided in the real-world target dataset. Existing
works therefore often only use the source depth information from the virtual environment.
Unfortunately, this limits the possibility of learning the comprehensive correlation between
modalities and domains. To overcome this limitation, in this work, we propose to use selfsupervised depth estimates as pseudo ground truth on the target domain dTi . The use of
self-supervised depth enables us to exploit the correlation between modalities to further
improve the UDA performance as shown in Figure 4.1. First, we learn the domain-robust
task feature correlation between semantics and depth features on the source domain and
transfer it with the target domain as described in Section 4.3.2. In our implementation, in
order to avoid a two-stage training, we used a continuous transfer by having a shared module
during the learning process. Second, we approximate the adaptation difficulty by calculating
the discrepancy between the predictions of source and target depth decoder. As depth and
semantics are naturally coupled, we use the adaptation difficulty to refine the semantic pseudo
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Figure 4.2: The network architecture of our proposed Correlation-Aware Domain Adaptation (CorDA), in
which we combine the proposed task feature correlation module and the pseudo-label refinement
based on adaptation difficulty transfer. The semantic and depth features are processed by the
domain-shared feature correlation module to explicitly learn the domain-robust correlation between
them and provide complementary information for the other modality. In addition, as shown in
the right-most side of the figure, during the training process, the semantic pseudo-labels are reweighted based on the adaptation difficulty approximated by the depth prediction discrepancy.

labels as described in Section 4.3.3.
4.3.1

Self-Supervised Depth Estimation
The self-supervised depth estimation can be trained from stereo pairs (Garg et al., 2016;
Godard et al., 2017) or video sequences (Zhou et al., 2017). Both are relatively easy to obtain
and, therefore, often already part of real-world datasets. By using off-the-shelf solutions
such as Semi-Global Matching (Hirschmuller, 2005) and MonoDepth2 (Godard et al., 2019),
pseudo depth information can be easily generated. The generated depth is used as the fixed
pseudo depth ground truth for the training of our proposed model. A detailed explanation on
the generation process is provided in Section 4.4 and more extensively in the supplementary.
If depth information is unavailable in the source domain, such as for GTA5 (Richter et al.,
2016), the same generation procedure can be applied as well. These additional depth estimates
can now facilitate the learning of correlation between semantics and depth in both domains.

4.3.2

Correlation-Aware Architecture
In order to exploit the domain-robust correlation between the depth and the semantic information, we adapt recent developments of multi-task learning (Xu et al., 2018; Vandenhende
et al., 2020) to our correlation-aware UDA framework. Figure 4.2 depicts the framework of
the proposed approach. Both domains share a common convolutional backbone network to
encode images into deep features. This can be achieved by any modern deep CNN model.
Then, domain-specific depth heads and a shared semantic prediction head are used to generate intermediate multi-modal predictions. In the next step, a domain-shared task feature
correlation module is used to explicitly learn the correlation between depth and semantics
and incorporate the complementary information from the other task to strengthen final segmentation predictions.
Domain-specific intermediate predictions Intermediate predictions are first generated
to enable the later learning of the correlation between semantic and depth information. By
applying convolution bottlenecks on the backbone features, we acquire semantic features and
depth features of 256 channels. Semantic and depth prediction heads are applied to provide
the intermediate predictions. We use two separate depth heads for source and target domains
as depth supervision from both domains are available with the help of self-supervised depth
estimation. Since there is no strong supervision available for target semantic predictions, we
share the semantic heads for both domains. Predictions are re-scaled to the input resolution
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by bilinear interpolation. Following (Vu et al., 2019b), we use the reverse Huber loss for
depth:
(
|ez | , if |ez | ≤ c,
berHu(ez ) = e2 +c2
(4.1)
z
otherwise,
2c
where c is the threshold which is set to 15 of the maximum depth difference. We use the cross
entropy loss for the semantic loss calculation. This leads us to the following loss components
for the intermediate prediction losses:

L̃Sseg (xS , yS ) = −

H X
W
X

S
yS log ŷinit
,

(4.2)

T
wỹT log ŷinit
,

(4.3)

h=1 w=1

L̃Tseg (xT , yT ) = −
L̃Sdepth (xS , dS ) =
L̃Tdepth (xT , dT ) =

H X
W
X

h=1 w=1
H
W
XX
h=1 w=1
H X
W
X

berHu(d̂Sinit − dS ),

(4.4)

berHu(d̂Tinit − dT ),

(4.5)

h=1 w=1

where ŷinit are the semantic intermediate predictions. ỹT is the one-hot semantic pseudoS
T
label for target domain. Both ŷinit
and ŷinit
are the intermediate semantic predictions from
S
the same shared semantic decoder. d̂ and d̂T are the intermediate depth predictions from
the separate source and target depth decoders. w is a pixel-wise pseudo-label weight which
we will introduce in Section 4.3.3. Following (Chen et al., 2019; Vu et al., 2019b), inverse
depth is adopted for the depth learning losses. For all our experiments, the ground-truth
depth is either from the simulator or from pre-calculated depth estimations. The tilde in L̃
indicates that this is the loss function for the intermediate predictions.
Shared task feature correlation module The semantic and depth features from the last
step are then fed into a domain-shared task feature correlation module to learn the correlation
between semantics and depth. This is achieved by incorporating two spatial attentions, which
capture the mutual relationship between depth and semantics. The design of the feature correlation module is largely inspired by works in the field of multi-task learning (Vandenhende
et al., 2020; Xu et al., 2018), where similar attention modules were used to help the joint
learning of multiple tasks. Existing works extract the correlation from multiples scales and
different modalities. We build our module based on PAD-Net (Xu et al., 2018) because of
its simplicity and effectiveness. Specifically, given the semantic features Fseg and the depth
o ,Fo
features Fdepth , the distilled features Fseg
depth , are calculated by:
o
Fseg
= Fseg + (Wd1 ⊗ Fdepth ) ⊙ σ(Wd2 ⊗ Fdepth )
o
Fdepth

= Fdepth +

(Ws1

⊗ Fseg ) ⊙

σ(Ws2

⊗ Fseg ),

(4.6)
(4.7)

where ⊗ denotes the convolution operation and ⊙ denotes the element-wise multiplication. σ
is the sigmoid function for the normalization of the attention map. W denotes the learnable
weights for the convolution. We notice that this self-attention variant performs better in our
experiments.
The benefits of the task feature correlation module are twofold. On the one hand, the
attention captures the complementary information from the other modality and ignores the
irrelevant information. Thus, we explicitly learn the correlation between the two modalities.
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On the other hand, by designing to share the attentions from the source domain to the target
domain, we aim to learn a more robust and more generalizable correlation.
o and the disDomain-specific final decoders Given the distilled semantic features Fseg
o
tilled depth features Fdepth , we can now provide the final predictions for the entire network.
Similar to the intermediate predictions, we use a shared semantic decoder for both domains
o as input. The depth decoders of source and target
to perform final predictions using Fseg
domain remain independent. The overall loss function for the entire network, thus, results
in:
L = L̃Sseg + L̃Tseg + αS L̃Sdepth + αT L̃Tdepth
+ LSseg + LTseg + αS LSdepth + αT LTdepth ,

(4.8)

where αS and αT are the hyperparameters for the depth loss. The loss functions for the final
predictions have the same formulations as their intermediate counterparts.
Summary of the architecture The architecture of the proposed framework, thus, contains domain-specific depth decoders and a shared task feature correlation module to explicitly learn the correlation between the depth and semantics. The final semantic predictions
ŷ T for the target images can then be generated by the semantic decoder.
4.3.3

Pseudo-Label Refinement with Adaptation Difficulty
As target semantic supervision is unavailable in the UDA setup, it is common for self-training
approaches (Zou et al., 2019; Lian et al., 2019) to use target semantic predictions ŷ T as
semantic pseudo-labels ỹ T for the training. However, pseudo-labels can be noisy and overconfident (Zou et al., 2019), thus it is important to filter out unreliable ones. Existing works
refine pseudo-labels by exploiting prediction uncertainty (Zheng and Yang, 2020) and classwise confidence (Zou et al., 2019). Our method is complementary to them. We leverage the
availability of self-supervised depth and task correlations to refine the semantic pseudo-labels.
With domain-specific depth decoders, we can approximate the difficulty of domain adaptation by calculating the discrepancy between the predictions of source and target depth
decoders on the target image. As depth and semantics are naturally coupled, we assume that
the estimated adaptation difficulty can be transferred from depth to semantics. We exploit
this relation to refine the semantic pseudo labels.
Specifically, given a target image input xT , we calculate the final depth predictions of
the target image using both the source depth decoder f S and the target depth decoder f T .
We compare the pixel-wise prediction discrepancy between the depth estimated by both the
source and target decoder. The discrepancy is then used as an indicator for the pixel-wise
adaptation difficulty. We hypothesize that the adaptation difficulty can be transferred from
depth to semantics because of the coupled relationship of semantic and depth. Pixels where
the depth prediction discrepancy is high indicate a larger domain gap for this region, thus,
should be assigned a lower weight for the semantic pseudo-labels. The following equation is
used to assign weights for the semantic pseudo-labels on the target domain:
∆ = abs(f S (xT ) − f T (xT ))
∆
w = relu(1 − T ),
d

(4.9)

where dT is the pseudo ground truth of the target depth and the pixel-wise weight w is
applied on target semantic pseudo labels in L̃Tseg and LTseg , as shown in Equation 4.3.
The prediction difference is normalized by the pseudo ground truth dT in order to make the
prediction difference more comparable across pixels with different distances with respect to
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the camera. The pixel-wise weight w is designed to be in the range 0 to 1. If the source and
target depth decoders give identical predictions for a pixel in the target image, this indicates
that the domain gap in this region is very small, and the predicted semantic pseudo-label
is likely to be correct. Thus, we assign 1 to the semantic pseudo-label for this pixel. If the
depth prediction difference is large, then the domain gap is large, thus, it is hard to predict
the semantics correctly. In this case, the weight w becomes closer to 0, and the semantic
pseudo-label for this region has little contribution to the semantic training loss.
4.3.4

Summary
Combining the proposed correlation-aware architecture with the task feature correlation
transfer and the pseudo-label refinement with adaptation difficulty leads to our CorrelationAware Domain Adaptation (CorDA) framework. As shown in Figure 4.2, we use a correlationaware architecture, which incorporates a shared feature correlation module and domainspecific depth decoders. During the entire training process, the semantic pseudo-labels are
re-weighted using the pixel-wise domain gap indicator introduced in our depth-guided difficulty refinement.
The proposed method can be readily integrated into any UDA framework for semantic
segmentation. To show that our method is complementary to existing frameworks, we use
DACS (Tranheden et al., 2020) as our base framework as it offers a simple but strong baseline.
DACS mixes source and target images and uses a fixed threshold to filter the pseudo-labels.

4.4

Experiments
We evaluate our proposed approach on the benchmark tasks SYNTHIA-to-Cityscapes and
GTA-to-Cityscapes.
Cityscapes The Cityscapes dataset (Cordts et al., 2016) is a real-world dataset containing driving scenarios of European cities. It contains fine semantic segmentations with 19
classes and consists of 2,975 training images as well as 500 validation images. Following the
experimental protocol used by (Chen et al., 2019), the original images which have a fixed
spatial resolution of 2048 × 1024 pixels are down-sized to 1024 × 512. We use the publiclyavailable stereo depth estimation from (Sakaridis et al., 2018). These depth estimations were
originally generated using the Semi-Global Matching (Hirschmuller, 2005) with stereoscopic
inpainting (Wang et al., 2008). In the ablation study, we also evaluate the possibility of using
self-supervised monocular depth estimation as pseudo ground truth for Cityscapes. It is provided by a Monodepth2 (Godard et al., 2019) model trained on the Cityscapes training image
sequences. We use the Cityscapes training set without labels as target domain for the adaptation and report our results on the validation set. We always report the Intersection Over
Union (IoU) for per class performance as well as the mean Intersection over Union (mIoU)
over all classes.
SYNTHIA The SYNTHIA dataset (Ros et al., 2016) is a synthetic dataset of road scenes
collected from a virtual environment. Following the setup used by (Vu et al., 2019b; Chen
et al., 2019), we adopt the SYNTHIA-RAND-CITYSCAPES split using Cityscapes-style
annotations (16 overlapping classes). The dataset consists of 9,400 synthetic images. We use
the simulated depth provided by the dataset as our source depth supervision.
GTA5 The GTA5 dataset (Richter et al., 2016) is generated from a game environment.
It contains 24,966 images which are labeled using Cityscapes-style annotation (19 classes).
We use Monodepth2 (Godard et al., 2019) to generate the depth information for the GTA5
dataset. The monodepth2 model is trained solely on the image sequences from GTA5 dataset.
We will release our monocular depth estimation datasets.
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Method
Baseline (Tranheden et al., 2020)
SimpleAux
CorDA (F)
CorDA (FD)

✓
✓
✓

Difficulty
Refine.

Depth

Feature
Corr.

Table 4.1: Ablation study of different components in our proposed framework on the SYNTHIA-to-Cityscapes
adaptation task. Stereo depth estimation is used for the target data. mIoU* denotes performance
over 13 classes excluding wall, fence, and pole as it is also widely used in the literature.

✓
✓

✓

mIoU*

mIoU

54.8
55.9
62.4
62.8

48.3
49.6
54.2
55.0

Implementation details For our correlation-aware architecture, we adopt ResNet-101 (He
et al., 2016a) as the shared encoder and DeepLabv2 (Chen et al., 2017) as task decoder. The
semantic and depth feature bottlenecks are residual blocks with two 3x3 and four 1x1 convolution operations. Our training procedure is based on DACS (Tranheden et al., 2020) and
enhanced by our pseudo-label refinement with adaptation difficulty. Following (Tranheden
et al., 2020), batch size is set as 2. The learning rate starts from 2.5 × 10−4 and follows
a polynomial decay with exponent of 0.9. Images from the source domain are scaled to
1280 × 760. The resolution of 1024 × 512 is used for the target domain as input for training.
Random crops of size 512 × 512 are used as an additional augmentation. We set the weights
for source depth loss to αS = 0.01 and target depth loss weight to αT = 0.001. For the
GTA-to-Cityscapes task, we apply the initial semantic decoder after the ResNet features,
and use the initial semantic prediction as pseudo labels for the first 10% training iterations.
This helps the model to learn in early stages. All models are trained for 250,000 iterations.
We report our performance at the end of the training.
Results on SYNTHIA-to-Cityscapes
We first evaluate the effectiveness of the proposed model on the SYNTHIA-to-Cityscapes
task. We report the mIoU performance on the common 16 classes.
Ablation study: individual modules The main contribution of our proposed framework
is to utilize the self-supervised depth to effectively learn the shared correlation between tasks
and domains. To validate our motivation, we conduct an ablation study on each of these
components. We first include DACS as a strong baseline, which is already able to capture
semantics relatively well without the help of geometric information. We then additionally
use the self-supervised depth and add the depth prediction auxiliary task (without using the
task feature correlation module) for both source and target depth to check whether a naive
approach can provide improvement to the DACS baseline. Then, we evaluate our proposed

build.

wall*

fence*

pole*

light

sign

veget.

sky

person

rider

car

bus

moto.

bike

Source (Tranheden et al., 2020)
OutputAdapt (Tsai et al., 2018b)
ADVENT (Vu et al., 2019a)
CBST (Zou et al., 2018)
R-MRNet (Zheng and Yang, 2020)
SIM (Wang et al., 2020d)
FDA (Yang and Soatto, 2020)
Yang et al. (Yang et al., 2020)
IAST (Mei et al., 2020)
DACS (Tranheden et al., 2020)
SPIGAN (Lee et al., 2018)
GIO-Ada (Chen et al., 2019)
DADA (Vu et al., 2019b)
CTRL (Saha et al., 2021)
CorDA (mono)
CorDA (stereo)

s.walk

Method

road

Table 4.2: Semantic segmentation results for the SYNTHIA-to-Cityscapes adaptation task. mIoU* denotes
performance over 13 classes excluding those marked with *.
Depth

4.4.1

mIoU*

✓
✓
✓
✓
✓
✓

36.3
84.3
85.6
68.0
87.6
83.0
79.3
85.1
81.9
80.6
71.1
78.3
89.2
86.4
90.2
93.3

14.6
42.7
42.2
29.9
41.9
44.0
35.0
44.5
41.5
25.1
29.8
29.2
44.8
42.5
47.5
61.6

68.8
77.5
79.7
76.3
83.1
80.3
73.2
81.0
83.3
81.9
71.4
76.9
81.4
80.4
85.6
85.3

9.2
8.7
10.8
14.7
17.7
21.5
3.7
11.4
6.8
20.0
24.5
19.6

0.2
0.4
1.4
1.7
4.6
2.9
0.3
0.3
0.3
1.0
3.0
5.1

24.4
25.9
33.9
36.2
32.3
37.2
33.2
26.5
26.2
27.7
38.2
37.8

5.6
4.7
5.4
22.8
31.3
17.1
19.9
16.4
30.9
22.7
6.4
10.8
8.6
10.5
41.6
36.6

9.1
7.0
8.1
29.5
19.9
15.8
24.0
15.2
28.8
24.0
15.6
17.2
11.1
13.3
36.5
42.8

69.0
77.9
80.4
77.6
81.6
80.5
61.7
80.1
83.4
83.7
81.2
81.7
81.8
80.6
85.9
84.9

79.4
82.5
84.1
78.3
80.6
81.8
82.6
84.8
85.0
90.8
78.9
81.9
84.0
82.6
91.7
90.4

52.5
54.3
57.9
60.6
63.0
59.9
61.4
59.4
65.5
67.6
52.7
45.8
54.7
61.0
70.3
69.7

11.3
21.0
23.8
28.3
21.8
33.1
31.1
31.9
30.8
38.3
13.1
15.4
19.3
23.7
42.4
41.8

49.8
72.3
73.3
81.6
86.2
70.2
83.9
73.2
86.5
82.9
75.9
68.0
79.7
81.8
86.0
85.6

9.5
32.2
36.4
23.5
40.7
37.3
40.8
41.0
38.2
38.9
25.5
15.9
40.7
42.9
42.9
38.4

11.0
18.9
14.2
18.8
23.6
28.5
38.4
32.6
33.1
28.5
10.0
7.5
14.0
21.0
34.7
32.6

20.7
32.3
33.0
39.8
53.1
45.8
51.1
44.7
52.7
47.6
20.5
30.4
38.8
44.7
50.4
53.9

33.7
46.7
48.0
48.9
54.9
52.1
52.5
53.1
57.0
54.8
42.4
43.0
49.8
51.5
62.0
62.8

45

mIoU
29.5
41.2
42.6
47.9
49.8
48.3
36.8
37.3
42.6
45.0
54.5
55.0
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domain-shared task feature correlation module to verify the contribution of explicitly learning
the correlation between modalities. Finally, we add our pseudo-label refinement based on the
adaptation difficulty. This final setup corresponds to our proposed framework.
As shown in Table 4.1, directly using source and target depth information as auxiliary
tasks (denoted as SimpleAux in the Table) without making any modifications on the architecture and training process can already lead to a small improvement over the DACS baseline
and gives us 49.6% mIoU. This verifies the common belief that additional depth information
can be helpful for learning semantics. However, the improvement is not significant, most
likely because this naive way of simultaneously learning two tasks can not guarantee a good
generalization ability for both tasks (Kokkinos, 2017; Xu et al., 2018). By explicitly modelling
the correlation between depth and semantics using the correlation-aware architecture with
task feature correlation CorDA (F), we can make better use of the depth information and
significantly reduce the domain gap. This leads to an 4.6% absolute improvement, yielding
54.2% mIoU on the target domain. If we remove the correlation learning modules and keep
the extra feature and semantic bottlenecks, the performance drops back to 51.7% mIoU. This
clearly demonstrates the importance of learning the correlation between the two modalities.
In addition, by comparing the prediction discrepancy between source and target depth decoders, we integrate our pseudo-label refinement with adaptation difficulty module into the
network, which leads to our final proposed framework CorDA (FD). This gives us further
0.8% of absolute performance improvement. From Table 4.1, we can observe that both the
correlation-aware architecture with task feature correlation and pseudo-label refinement with
adaptation difficulty are beneficial for improving the semantic segmentation performance.
The results clearly validate contributions of each of the proposed components.
Ablation study: choice of pseudo depth ground truth As mentioned in earlier sections, the depth information used as pseudo ground truth can come from a variety of sources,
such as self-supervised monocular depth estimation or stereoscopic depth estimation. In
this ablation study, we compare the impact of the choice of the source of depth information and investigate the robustness of our proposed method against different types of depth
estimation. We again use SYNTHIA-to-Cityscapes as our evaluation task. We change the
pseudo depth ground truth of Cityscapes from the before stereoscopic estimation to monocular
depth estimation from Monodepth2. As shown in Table 4.2, the performance of our complete model CorDA is relatively similar with the two depth options. The use of monocular
depth yields 54.5% mIoU, while the stereoscopic depth yields 55.0% mIoU. Model performance with monocular depth is slightly lower because the stereo depth usually has higher
estimation quality. In both cases, the performance is very competitive and much stronger
than the baseline. This indicates that the proposed method is relatively robust to the choice
of pseudo depth ground truth and is able to capture the correlation between semantics and
depth information, regardless of whether it is a monocular or stereo estimation. We would
like to highlight that for both stereo and monocular depth estimations, only stereo pairs or
image sequences from the same dataset are used to train and generate the pseudo depth
estimation model. As no data from external datasets is used, and stereo pairs and image
sequences are relatively easy to obtain, our proposal of using self-supervised depth have the
potential to be effectively realized in real-world applications.
Comparison to the state-of-the-art approaches We compare the performance of our final proposed model to state-of-the-art methods on the SYNTHIA-to-Cityscapes unsupervised
domain adaptation task in Table 4.2. By exploiting the supervision from self-supervised depth
estimation and learning the correlation between semantics and depth, the proposed method
achieves 55.0% mIoU (stereo depth) on this task. This yields a large margin of 6.7% absolute
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Figure 4.3: Semantic segmentation results on GTA-to-Cityscapes.

improvement compared to the previous state-of-the-art published work DACS (Tranheden
et al., 2020). We would like to highlight that, by using either monocular or stereo depth estimations, our proposed method steadily outperforms the other approaches by a large margin.
This again shows the importance of learning the correlation between semantic and depth.
We additionally compare our method to four existing works which also utilizes available
depth information during training. Unlike these works which use adversarial training to
make use of the additional depth from source domain, we explicitly learn the correlation
between modalities in both domains without any adversarial component. This makes the
training more stable and exploits the correlation more effectively. As shown in the table, the
proposed CorDA outperforms these methods by a large margin. Nevertheless, our method is
complementary and can be potentially combined with these existing adversarial methods.
Results on GTA-to-Cityscapes
To further demonstrate the effectiveness of the proposed CorDA framework and the importance of explicitly learning the correlation between depth and semantics, we compare our
method to a wide range of 12 competitive works on the GTA5-to-Cityscapes task. The
experimental results are summarized in Table 4.3. We use monocular depth estimation as
pseudo depth ground truth for GTA5 (as no stereo pairs are available due to the limitation
of the dataset) and stereo depth estimation for Cityscapes. The results demonstrate that our
framework is robust to different sources of depth estimations and a competitive CorDA model
can be successfully trained using different types of depth estimations for the two domains.
Our method yields an absolute improvement of 4.5% mIoU over DACS, and achieves 56.6%

Source only (Tsai et al., 2018b)
75.8 16.8 77.2 12.5 21.0 25.5 30.1 20.1 81.3 24.6 70.3 53.8 26.4
ROAD (Chen et al., 2018b)
76.3 36.1 69.6 28.6 22.4 28.6 29.3 14.8 82.3 35.3 72.9 54.4 17.8
OutputAdapt (Tsai et al., 2018b) 86.5 36.0 79.9 23.4 23.3 23.9 35.2 14.8 83.4 33.3 75.6 58.5 27.6
ADVENT (Vu et al., 2019a)
87.6 21.4 82.0 34.8 26.2 28.5 35.6 23.0 84.5 35.1 76.2 58.6 30.7
CBST (Zou et al., 2018)
91.8 53.5 80.5 32.7 21.0 34.0 28.9 20.4 83.9 34.2 80.9 53.1 24.0
BDL (Li et al., 2019b)
91.0 44.7 84.2 34.6 27.6 30.2 36.0 36.0 85.0 43.6 83.0 58.6 31.6
MRKLD-SP (Zou et al., 2019)
90.8 46.0 79.9 27.4 23.3 42.3 46.2 40.9 83.5 19.2 59.1 63.5 30.8
Kim et al. (Kim and Byun, 2020) 92.9 55.0 85.3 34.2 31.1 34.9 40.7 34.0 85.2 40.1 87.1 61.0 31.1
CAG-UDA (Zhang et al., 2019a)
90.4 51.6 83.8 34.2 27.8 38.4 25.3 48.4 85.4 38.2 78.1 58.6 34.6
FDA (Yang and Soatto, 2020)
92.5 53.3 82.4 26.5 27.6 36.4 40.6 38.9 82.3 39.8 78.0 62.6 34.4
PIT (Lv et al., 2020)
87.5 43.4 78.8 31.2 30.2 36.3 39.9 42.0 79.2 37.1 79.3 65.4 37.5
IAST (Mei et al., 2020)
93.8 57.8 85.1 39.5 26.7 26.2 43.1 34.7 84.9 32.9 88.0 62.6 29.0
DACS (Tranheden et al., 2020)
89.9 39.7 87.9 30.7 39.5 38.5 46.4 52.8 88.0 44.0 88.8 67.2 35.8
CorDA
94.7 63.1 87.6 30.7 40.6 40.2 47.8 51.6 87.6 47.0 89.7 66.7 35.9
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Table 4.3: Experiment results (mIoU in %) on the GTA5-to-Cityscapes task. Our method CorDA uses monocular depth estimation for GTA5 and stereo depth estimation for Cityscapes.
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49.9 17.2 25.9 6.5 25.3 36.0
78.9 27.7 30.3 4.0 24.9 12.6
73.7 32.5 35.4 3.9 30.1 28.1
84.8 34.2 43.4 0.4 28.4 35.3
82.7 30.3 35.9 16.0 25.9 42.8
83.3 35.3 49.7 3.3 28.8 35.6
83.5 36.8 52.0 28.0 36.8 46.4
82.5 32.3 42.9 0.3 36.4 46.1
84.7 21.9 42.7 41.1 29.3 37.2
84.9 34.1 53.1 16.9 27.7 46.4
83.2 46.0 45.6 25.7 23.5 49.9
87.3 39.2 49.6 23.2 34.7 39.6
84.5 45.7 50.2 0.0 27.3 34.0
90.2 48.9 57.5 0.0 39.8 56.0

mIoU
36.6
39.4
42.4
44.8
45.9
48.5
49.2
50.2
50.2
50.5
50.6
51.5
52.1
56.6

4 Domain Adaptive Semantic Segmentation with Self-Supervised Depth
Estimation
mIoU. This outperforms competing methods with a significant margin. As shown by sample predictions in Figure 4.3, the prediction quality is largely improved on easily confusable
classes such as sidewalk and road.
Choice of Pre-trained Weight To ensure a fair comparison with DACS, the same pretrained weights (ImageNet+COCO) was used in previous experiments. An alternative is to
use ImageNet-only pretrained weights. To evaluate the impact of the pretrained weight choice
on CorDA, we reran the benchmark experiments with stereo Cityscapes depth estimation using the ImageNet-only weights. In this setup, CorDA achieves 54.6% (16 classes) and 56.4%
mIoU for SYNTHIA- and GTA-to-Cityscapes, respectively. This performance is very similar
to the results with ImageNet+COCO weight, and still outperforms competing methods with
a large margin.
4.5

Conclusions
In this work, we introduced a new domain adaptation framework for semantic segmentation
which effectively leverages the guidance from self-supervision of auxiliary task to bridge domain gaps. The proposed method explicitly learns the correlation between semantics and
auxiliary tasks to better transfer this domain-shared knowledge to the target domain. To
achieve this, a domain-shared task feature correlation module is used. We further made
use of the adaptation difficulty, approximated by the prediction discrepancy from the domain depth decoders, to refine our segmentation predictions. By integrating our approach
into an existing self-training framework, we achieved state-of-the-art performance on the two
benchmark tasks SYNTHIA-to-Cityscapes and GTA-to-Cityscapes. The results verified our
motivation and demonstrated the importance of capturing the correlation between modalities
to improve semantic segmentation performance.
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5

Integrating Expert Knowledge with Domain Adaptation for
Unsupervised Fault Diagnosis
This chapter corresponds to the published article:

1

Wang, Qin, Cees Taal, and Olga Fink (2021b). “Integrating Expert Knowledge with Domain
Adaptation for Unsupervised Fault Diagnosis”. In: IEEE Transactions on Instrumentation and Measurement.
Abstract:Data-driven fault diagnosis methods often require abundant labeled
examples for each fault type. On the contrary, real-world data is often unlabeled and consists of mostly healthy observations and only few samples of
faulty conditions. The lack of labels and fault samples imposes a significant
challenge for existing data-driven fault diagnosis methods. In this chapter, we
aim to overcome this limitation by integrating expert knowledge with domain
adaptation in a synthetic-to-real framework for unsupervised fault diagnosis.
Motivated by the fact that domain experts often have a relatively good understanding on how different fault types affect healthy signals, in the first step of
the proposed framework, a synthetic fault dataset is generated by augmenting
real vibration samples of healthy bearings. This synthetic dataset integrates
expert knowledge and encodes class information about the faults types. However, models trained solely based on the synthetic data often do not perform
well because of the distinct distribution difference between the synthetically
generated and real faults. To overcome this domain gap between the synthetic
and real data, in the second step of the proposed framework, an imbalancerobust domain adaptation (DA) approach is proposed to adapt the model from
synthetic faults (source) to the unlabeled real faults (target) which suffer from
severe class imbalance. The framework is evaluated on two unsupervised fault
diagnosis cases for bearings, the CWRU laboratory dataset and a real-world
wind-turbine dataset. Experimental results demonstrate that the generated
faults are effective for encoding fault type information and the domain adaptation is robust against the different levels of class imbalance between faults.
5.1

Introduction
Data-driven fault diagnosis methods often require a large number of labeled data to generalize
well. Faults are, however, rare in real-world complex and safety critical systems. Therefore,
a sufficient number of representative samples of faulty conditions is often impossible to be
collected in real world applications. Recordings from industry assets often consist of a majority of healthy states and only few faults. In addition, not all fault types may have been
captured by the different assets. Moreover, these recordings are often unlabeled because
precisely identifying when and which fault is emerging can be difficult even for experienced
domain experts. These real-world restrictions make learning fault patterns from unlabeled
real-world data a challenging task.
1

Please note, this is the author’s version of the manuscript published in IEEE Transactions on Instrumentation and Measurement. Changes resulting from the publishing process, namely editing, corrections, final
formatting for printed or online publication, and other modifications resulting from quality control procedures may be subsequently added. The final publication is available at https://doi.org/10.1109/TIM.2021.
3127654
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One potential solution to overcome these challenges in this unsupervised fault diagnosis
setup is to use synthetic faults as the supervision for the data-driven diagnosis models. For
example, for bearing fault diagnosis, given operating conditions and bearing characteristics
as input, synthetic vibration signals can be generated by highly accurate physical models,
e.g, (Singh et al., 2015). By generating a large number of synthetic faults, a data-driven
model can be trained solely based on the synthetic faults, and then evaluated on the real
target data (Zhang and Yan, 2001; Eklund, 2006; Gryllias and Antoniadis, 2012; Sobie et al.,
2018). However, this way of using synthetic faults has several drawbacks. Firstly, detailed
operating conditions can be unknown in order to achieve a realistic physical model. For
example, in bearing vibration modeling we typically see that only the bearing is modeled
ignoring surrounding rotating equipment, which can have a strong impact on the diagnosis
performance. Secondly, even advanced simulations are not perfect, there will always be a
distribution gap between the synthetic data and experimental measurements of mechanical
systems (Gao et al., 2020). This domain gap between synthetic source and real target often
leads to a significant performance degradation (Ganin and Lempitsky, 2015) if the model
is solely trained on the synthetic data. Thirdly, this pure synthetic data approach fails to
make use of the available unlabeled real data, which can be potentially useful for providing
additional information on the real faults. Finally, in reality, developing accurate physical
models for assets can be expensive and time consuming. For complex systems and complex
physics of failure dynamics, detailed physics-based models may not even be available.
To tackle the challenges of synthetic fault generation outlined above, we propose a novel
framework for unsupervised fault diagnosis which relaxes the need of highly accurate physical
models, while performing well on the real target data. Motivated by the fact that domain
experts often have a good understanding on how different fault types affect healthy signals,
we propose to integrate expert knowledge in synthetic data with imbalance-robust domain
adaptation for unsupervised fault diagnosis. Unlike previous works (Gao et al., 2020) which
use faults generated by highly accurate physical simulation models as the supervision, the
proposed framework uses a relatively simple process decided by the expert for fault generation
by augmenting healthy samples. To compensate on the potentially large domain gap between
synthetic and real faults, the idea of domain adaptation (DA) is adopted. We propose to align
the conditional distributions between synthetic and real features. The proposed DA approach
relies less on the quality of the synthetic fault simulator and is robust to the class imbalance
in the target domain. Specifically, the proposed framework consists of two complementary
parts. In the first stage, expert knowledge is used to generate synthetic data. In the second
stage, DA is applied on the synthetic source and real target data to alleviate the domain gap
under severe class imbalance.
In this work, we apply our framework to bearing fault diagnosis. More specifically, we
rely on expert knowledge and use a relative simple approach where we synthesize vibration
signals with fault-initiated pulse-trains corresponding to certain surface defects (Singh et al.,
2015; Randall and Antoni, 2011). We include more realistic vibration disturbances from
surrounding rotating equipment, by mixing synthetic signals with healthy conditions. As
a consequence, a reasonable number of samples can be generated for each fault, forming a
balanced synthetic dataset. This synthetic dataset, thus makes use of expert knowledge,
and can then facilitate the training of a data-driven fault diagnosis model. This proposed
generation process relaxes the need of highly accurate physical models.
Although mixing healthy with synthetic defect signals will result in more realistic samples,
a domain gap is still inevitable. To overcome this, the idea of unsupervised domain adaptation (Fernando et al., 2013; Long et al., 2015; Sun and Saenko, 2015) offers a potential
solution. DA aims at learning a representative model from the labeled synthetic source domain, at the same time leveraging unlabeled data from the target domain to improve the
model’s generalization ability on the target data. Popular adversarial DA approaches (Ganin
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Figure 5.1: The synthetic faults often suffer a distribution shift from the real faults, which leads to misclassified examples when models are trained only on the synthetic data. We propose to alleviate this
problem by using domain adaptation to align the labeled synthetic domain with unlabeled target
domain. The rare faults in the unlabeled target domain have very few samples, which makes the
alignment harder. The proposed alignment method is robust to this class imbalance by aligning the
conditional distributions. The model performance on the target domain can largely be improved
by our approach.

and Lempitsky, 2015; Tsai et al., 2018a) use a domain discriminator to directly align the
unconditional source and target distributions and minimize the discrepancy between them.
They were originally designed and validated for image classification which often consists of
balanced classes.
However, these standard adversarial DA methods make the implicit assumption that source
and target domain share similar class distributions, and directly align the source and target
unconditional data without using class information. While this assumption is often realistic
for the original image datasets, this can be largely violated in the unsupervised fault diagnosis
setups because of the nature of rare faults. Given an unlabeled dataset from real-world (target) domain, its class distribution is most likely largely skewed towards the healthy class.
Moreover, no more information can be inferred about the target class distribution or its level
of class imbalance because the dataset is unlabeled. On the synthetic (source) side, samples
are usually generated for each fault class based on the healthy samples, leading to a classbalanced synthetic dataset. If we directly adopt the standard adversarial DA methods, the
alignment is then performed between a class-balanced synthetic source domain and a highly
imbalanced real-world target domain consisting of a majority of healthy data. This mismatch
can further lead to a performance drop on the target data. On the one hand, the different
faults in the source domain would mostly be aligned to the healthy state which dominates
the target data. On the other hand, rare faults in the target data would be poorly adapted.
To address the challenge of imbalanced datasets in unsupervised fault diagnostics setup, we
propose a novel imbalance-robust DA approach which overcomes the imbalance problem by
making better use of available class information for the alignment. Specifically, we design the
discriminator to align the distributions conditioned on classes instead of the unconditional
ones. This is achieved by feeding the class information encoded by pseudo-labels to the
discriminator. In addition, to make the training of the discriminator more stable and provide
more training examples from rare faults, we propose to use a mixup (Zhang et al., 2017a)inspired augmentation to provide more support for the conditioned distributions on these
rare classes. We illustrate the effect of the proposed DA approach in Figure 5.1.
We demonstrate the effectiveness of our proposed framework on two different case studies.
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Figure 5.2: Overview of the proposed method. (left) The fault generation method we used in stage one. (right)
The proposed augmented conditional domain alignment method. As shown in the green block, both
the feature and class information are fused by a multi-linear map before feeding into the discriminator to provide information on the class-conditioned distributions. In the standard adversarial
approach DANN, the discriminator does not have access to class information ŷ. Our mixup-based
distribution augmentation is shown in the purple block to provide additional distribution support
for rare faults. The difference between our proposed augmented conditional domain alignment and
DANN is shown in blue.

The first case study is based on the publicly available CWRU laboratory dataset. The second
case study is based on the data collected from bearings of real wind turbine generators in the
field. The proposed framework uses a relatively simple method for synthesizing the faults.
However, it is still able to achieve a good performance with the help of the proposed DA
approach.
While the evaluation of the proposed framework was performed on two bearing datasets,
the proposed synthetic-to-real framework can be easily implemented for most industry assets.
Moreover, the proposed imbalance-robust domain adaptation method can be generalized to
other applications because it is in theory useful for any adaptation task which is facing the
imbalanced data challenge between source and target datasets.
Our contributions can be summarized as follows:
• We propose an unsupervised fault diagnosis framework which builds on simple fault generation process but performs well with the help of domain adaptation. The generationadaptation framework makes use the power of both expert knowledge and domain
adaptation to relieve the need of fault labels.
• A novel imbalance-robust domain adaptation approach is proposed for unsupervised
fault diagnosis which is robust against different imbalance levels between different health
conditions.
• To our knowledge, we provide the first publicly-available synthetic dataset for bearing
fault diagnosis. We will also provide our code to facilitate further research.
5.2

Background
The Use of Synthetic Data for Fault Diagnosis In the field of fault diagnosis, synthetic
faults have been used as a reasonable substitute when data on real faults is not available (Eklund, 2006). For example, synthetic faults can be induced from healthy samples using an
analytical model (Zhang and Yan, 2001). Faults can also be simulated by highly accurate
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physical simulation such as finite element method (FEM) models (Gao et al., 2020). In most
works, the learning of the models is purely based on the synthetic faults, while the rare fault
data collected from the real applications is preserved as a test set to evaluate the model performance (Gryllias and Antoniadis, 2012; Sobie et al., 2018). Some recent research studies,
such as (Liu et al., 2018) make the assumption that they have access to a very small set of
labeled real faults. A large number of synthetic faults is then generated to mimic the real
faults by adversairal networks (Mao et al., 2019) or interpolating between samples (Zhang
et al., 2018c). The corresponding data-driven models can be trained based on these imitated
faults. This approach is different from previous works which learn solely from the synthetic
data, because the model now also have an implicit or explicit access to information of the
small real set of labeled faults. However, in these works, the unavoidable domain shift between the synthetic and real faults is still overlooked. In addition, the requirement of access
to the labeled real faults imposes a real limitation on the generalization ability. If the target
operating condition is different from the observed one, the learned method may fail because
of the existence of a further gap between operating conditions. To the best of our knowledge,
these domain gaps between synthetic and real data in the field of fault diagnosis has been
long overlooked. Very recently, (Liu et al., 2020) used both synthetic data and real data
to learn a model for remaining useful life prediction in the related field of prognostics. Our
work contributes to this by considering a mix of both the healthy and synthetic data which
will result in a more realistic source domain.
Domain Adaptation Unsupervised domain adaptation (Pan et al., 2011) is a powerful
tool to alleviate the domain shift between synthetic and real data. DA approaches often consider the case where there is a labeled source domain (synthetic in our case) and an unlabeled
target (real) domain. The methods improve the performance on the target by making use
of both labeled source data and additional unlabeled target data. DA has been widely studied in fields such as computer vision (Csurka, 2017) and natural language processing (Jiang
and Zhai, 2007). The alleviation of the distribution difference between source and target is
often the motivation for applying DA approaches. By aligning the distributions, models can
effectively benefit from both the source and target data. Following this motivation, a series
of approaches have explored different ways of alignments. Discrepancies such as Maximum
Mean Discrepancy (MMD) were used (Long et al., 2015) as a guide to align the distributions.
Distributions can also be aligned in normalization layers (Li et al., 2016). Domain Adversarial Neural Networks (DANN) (Ganin and Lempitsky, 2015) use a domain discriminator to
adversarially align the features from source and target domains. The method usually have a
classifier branch and a discriminator branch. Given a feature extractor f parameterized by
θf , a classifier g parameterized by θg , and a discriminator h parameterized by θh , the DANN
method is essentially solving the following equations:
L(θf , θg , θh ) = Lclf (g(f (x))) − λd Ld (h(f (x))),

(5.1)

θ̂f , θ̂g = arg min L(θf , θg , θ̂h ),

(5.2)

θ̂h = arg max L(θ̂f , θ̂g , θh ),

(5.3)

θf ,θg
θh

where Lclf is the cross entropy loss function for the main classifier. Ld is the cross entropy loss
for the domain classification. The classifier branch is trained to minimize the classification
loss Lclf on source data. The discriminator is trained to generate unbiased features for both
source and target data. One the one hand, the optimization is updating the discriminator’s
weight by minimizing discriminator loss Ld to make it distinguish the source and target
features as well as possible. On the other hand, the equation is forcing the feature extractor
f to generate unbiased features such that the discriminator loss is large. This minimax game
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effectively aligns the distributions between source and target. CDAN (Long et al., 2018)
takes this concept one step further and conditions the adaptation models on discriminative
information conveyed in the classifier predictions.
In recent years, input-space adaptation and self-training frameworks have also attracted
many research interests. Aligning source and target data in the input space can be beneficial via Fourier transforms (Yang and Soatto, 2020). In self-training frameworks, model
performance can be gradually improved by iteratively training the network using target
pseudo-labels as ground truth. Following this motivation, PyCDA (Lian et al., 2019) improves adaptation performance by training with pseudo-labels from different scales. Zhang et
al. (Zhang et al., 2021a) proposes to refine pseudo-labels by making use of prototypes. Wang
et al. (Wang et al., 2021a) find that explicitly learning the relationship between the main
task and self-supervised auxiliary task can help to improve domain adaptation performance.
Mei et al. (Mei et al., 2020) find it beneficial for domain adaptatioWn to integrate adversarial
alignment with self-training.
Domain Adaptation for Fault Diagnosis In recent years, domain adaptation methods
have raised a strong interest in the fault diagnosis community (Zhang et al., 2017b; Li et al.,
2019a; Yang et al., 2019; Zheng et al., 2019; Lu et al., 2016). Most existing works focus
on the adaptation between operating conditions, and have found classic DA methods beneficial (Wang et al., 2019a). Adversarial alignment (Zhang et al., 2018a) is widely used by
exisiting works (Wang et al., 2020c; Li et al., 2021), and improved by conditional discriminators (Zhang et al., 2021b; Yu et al., 2020). Generative Adversarial Networks(GAN) are also
explored to generate faults (Li et al., 2018) to alleviate domain gap. Liu et al. (Liu et al.,
2021) make use of optimal transport theory to align the distributions. Chen et al. (Chen
et al., 2020a) propose to also take contribution of individual data samples into account,
in addition to the global data distribution. We refer the readers to (Yan et al., 2019) for
an overview of existing methodologies and (Zhao et al., 2019) for implementation collections.
More recent works focus on making the domain adaptation setup more realistic. For example,
Zhu et al. (Zhu et al., 2020) focuse on learning from multiple source domains and Zhang et
al. (Zhang et al., 2021c) consider the more general case of universal domain adaptation (You
et al., 2019).
While many works make the assumption that both domains have a balanced number of samples for each class, (Wang et al., 2020b) explores the scenario where the target data has
missing fault classes. Another related line of work is to adapt models between different units
of a fleet, particularly focusing on the complementary operating conditions (Michau and Fink,
2021). Synthetic-to-real adaptation is relatively new and an unexplored research direction
in the field of fault diagnostics. To the best of our knowledge, there has been no prior work
which explores it for fault diagnosis where the imbalanced faults impose a great challenge to
the domain adaptation task.
5.3

Proposed Methodology
To exploit the possibility of effectively learning and adapting from synthetic data in real
industrial scenarios, we consider a challenging and realistic setup where we only have access
to segments of condition monitoring vibration recordings. Given unlabeled training data from
the target real domain:
Dt = {x1t , ..., xm
t },

(5.4)

where xit is a vector of a real vibration recording. The target in this unsupervised fault
diagnosis task is to train a model which performs well on this target domain.
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5.3.1

Overview of the Proposed Framework
The proposed framework integrates expert knowledge with imbalance-robust domain adaptation for unsupervised fault diagnosis tasks.
In the first part, the fault generation module makes use of expert knowledge on the fault
types and generates synthetic faults based on the unlabeled real recordings of the bearings.
Unlike previous works which utilize highly accurate physical models to synthesize the faults,
our generation stage is deliberately designed to be simple such that the overall framework
does not rely on highly accurate physical simulators.
In the second part, a novel imbalance-robust domain adaption approach is proposed to
alleviate the distribution gap between the synthetic and real features, specifically for fault
diagnosis. Unlike classic DA methods which typically deal with balanced data, the proposed
method is able to align the features when the class distribution is different between the
synthetic source and real target. This imbalance-robust framework is proposed for realisitic
scenarios as real datasets are often very imbalanced because of the rare faults. We would
like to highlight that the proposed domain adaptation approach does not rely on specific
generation process in the previous step. Thus, it can be easily generalized to other fault
generation process or even to other classification problems that suffer from a class-imbalance
between source and target datasets.
Integrating both parts together leads to our proposed framework which makes effective
use of both expert knowledge and unlabeled target data. The overview of our proposed
framework is shown in Figure 5.2.

5.3.2

Bearing Fault Generation
The challenge of fault generation in our proposed framework is how to make the synthetic
faults adaptable to the given target (real) domain without using highly accurate physical
models. It is important to take the limited information provided in the unlabeled target
samples into account. As a prerequisite, we assume that we have access to some real healthy
samples. This is usually achievable by using the early recordings of each asset where we can
safely assume that the faults have not yet emerged. Thus, this is a realistic assumption also
in real application conditions. The healthy real samples are then used as the base signal for
the synthetic process and inject the fault patterns using expert knowledge. Since the base
signal encodes information about the operating and environmental conditions, the generated
signals can be more adaptable to the target domain.
To this end, a general procedure is followed to generate synthetic bearing defect signals as
described in (Randall et al., 2001). Let s denote the oscillating waveform excited by a single
impact due to over-rolling a surface defect with period T . The amplitude of the ith impact
is denoted by Ai with period Q, which mimics a modulation term due to a rotating inner
ring or a rolling element defect. The terms T and Q can be directly calculated based on the
kinematics of the bearing and a speed recording by a domain expert (see Eqs. 1-4 in (Randall
and Antoni, 2011)). We can now describe our modeled vibration signal at time t by,
ϵ(t) =

∞
X

Ai s(t − iT ) + βn(t),

(5.5)

i=−∞

where the additive background noise term n is taken equal to a vibration recording of a
healthy bearing. To make our method robust for various signal-to-noise ratios (SNRs), β
is uniformly distributed between 0.25 and 2. A single impact s is modeled by means of a
Hann-window with a duty period of 5% with respect to T . Since we do not know the transfer
function, a wide-band band-pass filter is applied to s instead. This filter mainly attenuates
frequencies close to 0 Hz and the Nyquist frequency. As a result, our fault frequencies are
visible in any frequency band, which facilitates the domain adaptation to bridge the gap with
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the real sensor data. The periodic amplitude modulation term Ai is expressed as a sum of
cosines,
Ai = γ

K
X

αk cos (iT k2π/Q),

(5.6)

k=0

such that we can control the number of side-bands k with corresponding amplitudes α in
our envelope analysis directly. To introduce some natural randomness of the impacts, γ is
normally distributed with unit mean and a standard deviation of 0.1. In our work we use
α = [1, 0.76, 0.38, 0.11, 0.05]. The chosen α should describe a typical decaying side-band
pattern for a radially loaded bearing. We would like to emphasize that α was not specifically
optimized to improve the diagnosis performance on any of our datasets as we don’t assume
access to fault labels in the real data for training. Hence, a domain expert does not need
exact knowledge of α. However, in case of an axially loaded bearing one could consider
reducing the number of side-bands (see (McFadden and Smith, 1984) for more details). The
proposed generation method follows similar procedures as introduced in (Randall et al., 2001;
Borghesani et al., 2013).
5.3.3

Augmented Conditional Adversarial Alignment
The proposed generation approach provide us with the source dataset Ds which contains the
synthetic faults. To make efficient use of the unlabeled data from the real target domain,
we propose to re-formulated the unsupervised fault diagnosis task as a unsupervised domain
adaptation problem.
• Synthetic source domain data with balanced samples across all classes
Ds = {(x1s , ys1 ), ..., (xns , ysn )}, ysi ∈ Y.

(5.7)

• Unlabeled real data from target domain with an imbalance across classes
Dt = {x1t , ..., xm
t },

(5.8)

where Y is the set of discrete health states. Our aim is to improve the model performance in
the target domain Dt . The setup is now similar to transductive DA problems (Gammerman
et al., 1998; Arnold et al., 2007).
Imbalance Issue for Direct Alignment
There is one essential difference between the standard DA commonly seen in image classification and our setup which could potentially harm the alignment quality. In most DA setups,
the source and target domains are assumed to have the same class distributions, meaning that
either both source and target are class balanced, or both follow a similar class distribution.
However, for our synthetic-to-real setup, the scenario is quite different. On the synthetic data
side, since faults are all generated based on the healthy samples, each health condition has
the exact same number of samples, leading to a balanced source dataset. On the target real
data side, the class distribution contains a majority of healthy states and few faults, leading
to an imbalanced dataset.
This mismatch between the source and target domain can in fact lead to a significant decline
of the adaptation performance. We show empirically in Figure 5.3 the performance of a naive
synthetic-to-real adversarial adaptation based on the CWRU dataset using DANN (Ganin
and Lempitsky, 2015). In this setup, the source synthetic domain is balanced, while for the
target domain, one of the faults (rolling element fault) has a smaller number of samples. The
experiment shows that, compared to a fully balanced case, the stronger class imbalance in
the target leads to a steeper performance decline.
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Figure 5.3: Standard adversarial domain adaptation performance decreases more rapidly when the target domain becomes more imbalanced. A synthetic-to-real CWRU experiment with different levels of
imbalance on the rolling element fault class. 1% on the x-axis means that only 1% samples are
available for rare fault class, compared to the balanced case. The orange dash-dot line indicates the
performance when the dataset is fully balanced (100%). Blue dash line indicates the source-only
baseline.

To answer why such a performance decline occurs, we need to look back into the assumptions that the classical DA methods make. Classical DANN methods (Ganin and Lempitsky,
2015; Ganin et al., 2016; Wang et al., 2019a) are based on the following domain adaptation
theory: the error function of the domain discriminator corresponds well to the discrepancy
between unconditional feature distributions P and Q. Thus, minimizing the error rate of
the discriminator can lead to aligned feature distributions. However, when the joint distributions of feature and class, i.e. P (xs , ys ) and Q(xt , yt ), are non-identical across domains,
adapting only the feature representation may be insufficient (Long et al., 2018). This can be
an especially large problem when the target class distributions in fault diagnosis are heavily
skewed towards the healthy class. In this case, simply aligning the features, in fact, gives no
theoretical guarantee that two different distributions are identical even if the discriminator
is fully confused (Arora et al., 2017).
Class Information Taken into Account
The performance degradation stems from the fact that the class distributions are mismatched
and the discriminator fails to take any class information into account. We, thus, propose to
use the class information of the representations as additional input to the discriminator in
order to counteract the class mismatch from rare faults. By providing the generator hints on
the class information, the discriminator can better align the distributions.
We use the multi-linear map to fuse the class information with features to improve the
domain adaptation performance under severe class imbalance. As shown in Fig 5.2, given a
feature extractor f parameterized by θf , a classifier g parameterized by θg , and a discriminator
h parameterized by θh , the loss function then becomes:
L(θf , θg , θh ) = Lclf (g(f (x))) − λd Ld (h(f (x) ⊗ g(f (x)))),

(5.9)

where ⊗ is a multi-linear map, and ŷ = g(f (x)) represents the predicted pseudo-labels. Comparing to equation 5.1 of the standard adversarial training, the main difference is that instead
of using features f (x) alone as input to the discriminator, the information of features and
classes (provided by pseudo-labels) are combined together via a multi-linear map. By applying the map, the discriminator can gain the information from both the feature distribution
and class distribution and better align the class conditioned distributions.
The proposed method is inspired by conditional adversarial methods in other application
fields. For example, for image generation tasks, Conditional Generative Adversarial Networks (Mirza and Osindero, 2014) concatenate the class vector with the feature vector to
generate images conditioned on the single classes. In domain adaptation for image classification, CDAN (Long et al., 2018) uses multi-linear conditioning to align multi-modal
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distributions. These methods often deal with balanced datasets and does not focus on severe
class-imbalanced scenarios, but the idea of aligning the conditional distribution is especially
suitable for fault diagnosis.
Augmented Distributions
One potential issue with the above solution is that even though the important class information is provided for the discriminator, the fact that the rare fault classes have so few samples
can potentially make the optimization of the discriminator unstable. This can also lead to a
decline of the alignment performance. To reinforce the alignment, it is essential to provide
better distribution support for the conditional distributions on the rare classes. We propose
to augment the features and pseudo-labels used as input to the discriminator. In particular,
for a batch of x from the target real dataset, we can get its corresponding feature embedding
e = f (x), and pseudo-label ŷ = g(f (x)) vectors. Whereby, ŷ is generated by using the prediction from the model trained in the previous iteration. Then, the augmented interpolated
sample can be represented as,
ẽ = λe + (1 − λ)e[idx],

(5.10)

ỹ = λŷ + (1 − λ)ŷ[idx],

(5.11)

z̃ = ẽ ⊗ ỹ,

(5.12)

where idx is the shuffled index of a batch, λ is generated from an prior β distribution, i.e.
λ ∼ β(α, α) with α controls the shape of the β distribution, ẽ is the interpolated features, ỹ
is its class label, and z̃ is the multi-linear input to the discriminator. We use α = 1 for all our
experiments. This idea is inspired by MixUp (Zhang et al., 2017a) in image classification,
where the authors mix input images and labels to provide more training samples in a fully
supervised training setup. Instead of directly mixing the input images in MixUp, our proposed
distribution augmentation is conducted on the feature space and used for our unsupervised
domain adaptation setup.
The motivation behind this is to augment the conditional feature distributions of rare
classes for fault diagnosis. By mixing up the features within a batch, the fault information
becomes present in more samples within a batch. The interpolated samples enlarge the target
training dataset for the rare fault classes, making the learning process for the discriminator
more stable. We highlight the difference between DANN and our alignment method in blue
on the right side of Figure 5.2.
5.4

Datasets
To facilitate our adaptation experiments, as described in Section 5.3.2, we generate the synthetic faults for two datasets.

5.4.1

CWRU Bearing Data
The Case Western Reserve University (CWRU) (Smith and Randall, 2015) bearing dataset
is used. It is a benchmark dataset for DA in bearing fault diagnosis (Lu et al., 2016; Zhang
et al., 2018a; Wang et al., 2019a). Drive-end accelerometer data of 12 kHz sampling rate
is used. We consider four health states (classes) in this chapter: healthy, inner race fault
(IF), rolling element fault (REF), and outer race fault (OF). We group the sub-fault-types
of different spall sizes together. For each health state, we sample 1200 segments. Each signal
segment contains 4096 points. This results in 4800 samples for the real dataset. Subsequently,
our generation method is applied to the real healthy signals to synthesize the real defects.
To avoid data leakage during evaluation, we split half of the real healthy samples to the
synthetic source data and up-sample the number of samples in healthy class in both domains
back to 1200. The code to synthesize and process the defects will be released together with
our synthetic CWRU dataset.

58

5 Integrating Expert Knowledge with Domain Adaptation for Unsupervised
Fault Diagnosis

Normalized amplitude

25

BPFI sideband
BPFI
synthetic defect
real defect
real healthy

20
15
10
5
0.0

2.5

5.0

7.5
10.0 12.5
Frequency (Orders)

15.0

17.5

20.0

Figure 5.4: CWRU normalized full-wave rectified envelope spectrum of an inner ring defect example with corresponding defect ball pass frequency (BPFI) denoted by the dashed vertical lines. The difference
between the real and synthetic fault in BPFI frequencies and sidebands (showed by vertical dotted
lines) motivates the use of domain adaptation.
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Figure 5.5: Wind turbine generator dataset: normalized full-wave rectified envelope spectrum of an outer ring
defect example. In this example, the unknown interference is realistically transferred from healthy
to synthetic. However, the synthetic fault does not match perfectly with the real fault, and the
difference motivates the use of domain adaptation. Notice the frequency range between 6-12 orders
such that only two and three times the ball-pass frequency of the outer ring (BPFO) is visible.

Figure 5.4 shows the full-wave rectified envelope spectrum of one synthetic and one real
example of the inner race fault. Defect frequencies are indicated by the dashed lines, where
a dotted line shows the first three side-bands of an inner ring defect around its ball-pass
frequency (BPFI). The BPFI and its first harmonic in the synthetic and real examples are
roughly aligned. However, differences can still be observed: 1) the real defect has more
side-bands around the BPFI 2) the 2nd harmonic is not present in the real defect and 3) the
defect frequencies have a slightly higher frequency compared to the analytic defect frequencies.
These differences motivate the use of domain adaptation to bridge the gap between the real
and synthetic signals.
5.4.2

Wind turbine bearing data
A real-world dataset from generator bearings of multiple wind turbines is collected and used
to evaluate the method. This data origins from a condition monitoring service, where bearings
are monitored by human experts aided by analysis software. For each turbine, historic data
is available varying between 3-5 years, where on a daily basis two recordings are made. Each
vibration recording has a length of 1.28 seconds and a sample-rate of 12.8 kHz. Rotational
speeds vary between 900 and 1700 RPM. Speed recordings are available via a tachometer.
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Table 5.1: Network components used in all our experiments.

Input x
Feature Extractor f
Conv0
filter size 3; channel num 10
relu; dropout
Conv1
filter size 3; channel num 10
relu; dropout
Conv2
filter size 3; channel num 10
relu; dropout; flatten
Dense
channel num 256
relu; dropout
256-D Features f (x)
Classifier g
Discriminator h
Dense channel num 256
Dense channel num 512
relu
relu
Dense
num of classes
Dense
channel num 2
softmax
softmax
Class Prediction
Domain Prediction
There are three health states (classes), healthy, outer-ring defects, and inner-ring defects.
Based on a combination of manual analysis of vibration and process data, knowledge of
bearing replacements and anonymized customer feedback on bearing defects, the data was
carefully labeled. In total, we collected 1643 samples for the healthy state, 2990 samples for
the outer-ring defects, and 192 samples for the inner-ring defects from the generator drive-end
bearings each on a different wind turbine. Note that during the labeling of the data we had
access to additional process data such as electrical power and wind-speed but were also able
to inspect trends and high SNR averaged spectra of many vibration recordings. As a consequence, a single vibration recording, as used by our proposed domain adaptation method, is
only a fraction of the information used in the labeling procedure. In many situations, all these
additional information sources are unavailable, which motivates the use of single vibration
recording predictions as in this research.
5.5
5.5.1

Evaluation
Implementation
Model Architecture
The network consists of a feature extractor, classifier, and a discriminator. The architecture of
the feature extractor and classifier are taken from (Li et al., 2018). The details are summarized
in Table 5.1.
Data Preprocessing
A preprocessing step is applied to all data. First, the time-domain waveforms are normalized
to unit standard deviation and subsequently converted to an full-wave rectified envelope
spectrum. It is obtained by taking the Fourier transform magnitudes of the full-wave rectified
and band-pass filtered signals. A band-pass filter with a pass-band between 500-4000 Hz is
used following a standard frequency band for bearing diagnostics as described in (Morris,
2016). We filter at 4000 Hz to attenuate the signal below the Nyquist frequency. Although
more optimal bearing diagnostic signal representations are available, e.g., as used in (Chen
et al., 2020c), this simple representation is sufficient to make a valid comparison between
the different domain adaptation methods. As no labeled real-world faulty signal is available,
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Kurtogram based methods (Antoni, 2016; Wang et al., 2016) cannot be used to optimize the
pass-bands. Finally, The full-wave rectified envelope spectrum is then interpolated to a speednormalized axis of 1000 values between 0-30 repetition orders. The same data preprocessing
is applied on all experiments across all methods.
Evaluation Metric
Since the classes are imbalanced, we report a balanced version of the accuracy. This metric
was used by imbalanced classification tasks such as (Li et al., 2017). For a dataset with K
classes, the reported accuracy is defined as:
K
1 X Pk
,
K
Mk

(5.13)

k=1

where Mk is the number of test samples with class k as ground truth, and Pk is the number of
correct predictions for the given Mk samples in class k. This metric provides a fair comparison
also in highly imbalanced datasets. All reported results are based on the average of ten runs
using this metric. We additionally report the F1 score and Cohen’s kappa (Cohen, 1960). We
use the implementation from Scikit-learn (Pedregosa et al., 2011) for all evaluation metrics.
Training and Test Details
We train our neural architecture specified in Table 5.1 end-to-end for 100 epochs with a batch
size of 128 and alearning rate of 0.001. All models are trained using the Adam optimizer. The
same architecture and training parameters are used for all methods in our experiments to
ensure a fair comparison. During training, only the source labeled data Ds is used to update
the classifier g via Lclf because we don’t have labels for the target real data Dt . Both the
synthetic and real data contribute to the learning of the feature extractor f and Discriminator
h via the combined loss defined in Equation 5.9. For inference, we feed the target data to the
feature extractor f and classifier g to make the prediction. The discriminator is not needed
in test time. All models are trained and tested under different random seeds for 10 times
and we report the average performance. A flowchart of the proposed framework is provided
in Figure 5.6.
5.5.2

CWRU Synthetic-to-Real Experiments with Different Levels of Imbalance on
One Fault.
We evaluate the proposed method against a source-only baseline and the standard DANN
alignment. In this ablation study we reduce the complexity by assuming that all classes
have the same number of samples except the rolling element fault. More realistic setups are
evaluated in later sections. To show the effectiveness of the proposed methodology against
Table 5.2: Synthetic-to-real CWRU adaptation with different balance levels on rolling element faults.

Balance Level∗ DANN (Ganin et al., 2016) Conditional(ours) Proposed(ours)
∆
20%
82.04%
82.11%
83.49%
+1.44%
15%
79.77%
81.90%
83.04%
+3.27%
10%
78.30%
82.88%
83.32%
+5.02%
5%
74.96%
76.90%
83.30%
+8.34%
1%
71.05%
73.93%
82.34%
+11.29%
Source-only
Balanced CDAN
∗

59.55%
80.32%

Balanced DANN
Balanced Ours

Smaller balance level indicates fewer samples and larger imbalance.
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Figure 5.6: The flow chart of the proposed framework.

different levels of class imbalance, we change the number of samples with the rolling element
fault. For example, when the balance level is 1%, the unlabeled target training data contains
1% ∗ 1200 = 12 samples for the rolling element fault class, while 1200 samples are available
for every other class. In the 10% setup, the target set contains 10% ∗ 1200 = 120 samples for
the rolling element fault class. A smaller value of level of balance (1%) indicates a larger level
of class imbalance as the number of faults is considerably smaller compared to the number
of healthy class samples.
As shown in Table 5.2, without any alignment, the source-only accuracy is 59.55% in this
4-class-classification problem. This is already higher than the random guess performance of
25% and proves that our synthetic faults encode the fault information in a meaningful way.
On the other hand, DANN can perform quite well when all the classes are balanced, but
degrades dramatically when the level of balance decreases. By taking the class information
into account, conditional alignment alone shows resistance to the degradation from the class
imbalance. However, the performance gap still exists, and the performance becomes less
stable when the balance level decreases. By further augmenting the conditional distributions,
the proposed method can significantly strengthen the quality of the alignment and lead to a
performance that is at a similar level as for the balanced dataset, even when there are only
1% rolling element fault samples in the target dataset. This demonstrates the effectiveness
of our proposed method.
We also report the improvement of the proposed method over the standard DANN. An
interesting observation is that with an increasing level of imbalance, our method provides an
increasing amount of improvement over DANN. This suggests that the method can be especially beneficial when imbalance in the target dataset is severe. Furthermore, the proposed
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Table 5.3: Experiment results on the synthetic-to-real task for CWRU dataset when level of balance is different
among faults. The target data contains 1200 (100%) healthy samples, 120 (10%) OF samples,
60 (5%) IF samples and 12 (1%) REF samples.
Metric
Balanced acc.
F1 (Macro)
F1 (Micro)
Cohen’s kappa

Source DANN (Ganin et al., 2016) IAST (Mei et al., 2020) Condi. Proposed
0.596
0.726
0.760
0.754
0.823
0.402
0.599
0.681
0.678
0.814
0.488
0.630
0.697
0.688
0.787
0.352
0.476
0.574
0.560
0.696

method appears to be robust to the degree of imbalance. The results for all the degrees
of imbalance demonstrate a similar accuracy. Even with a relatively strong imbalance (1%
balance level) , the performance is similar to the the fully balanced setup of the standard
DANN. Therefore, the methodology is suitable for cases where the degree of class imbalance
in the target dataset is not known which is a typical setup in real applications. Thus, the
method is quite suitable for real fault diagnosis tasks.
Performance under a balanced setting To further analyze the effectiveness of the proposed method, we report the performance under the balanced CWRU setup in Table 5.2. Under this setup, all classes in the target domain have equal number of samples. We observe that
all alignment methods work well comparing to the source-only baseline. The DANN methods
achieves 82.59%, while our method provides further improvement and achieves 84.18%. This
shows that the proposed augmented conditional alignment method is complementary to the
adversarial alignment, even when all classes are balanced. This is most likely due to our
feature distribution augmentation strategy which better facilitates the adversarial alignment.
5.5.3

CWRU Synthetic-to-Real Experiment with a More Realistic Class Imbalance
among Faults
In reality, the imbalance does not only exist for one single fault, but also exists between
different faults. To mimic also the imbalance between several faults in the target domain,
we consider the following setup. The unlabeled target dataset consists of N = 1200 healthy
samples, 10% × N samples for the OF, 5% × N samples for the IF and 1% × N sample for
the REF. This constructs a highly imbalanced target dataset. All labels are again removed
during the training. This setup makes it a more challenging task as the imbalance levels of
the three faults are different.
Results in Table 5.3 show that when class imbalance is severe among different faults, the
proposed method can still provide an improved alignment for the different classes. Compared
to the simple DANN (Ganin et al., 2016) alignment method which does not consider the
imbalance between different classes, both the conditional alignment method CDAN (Long
et al., 2018) and our proposed mixup augmentation provide a significant improvement. Conditional alignment alone provides a 2.8% absolute improvement in balanced accuracy over
DANN by simply providing additional class information. This improvement is also validated
by the F1-score and Cohen’s kappa. By combining the proposed augmentation with the class
conditional alignment, we achieve a much stronger balanced accuracy of 82.3% on the target
data. This is a 9.7% absolute improvement over the DANN baseline, and the improvement is
validated also by the other metrics. The overall performance of the proposed methodology is
similar to that of DANN in the ideal fully balanced case. This makes the proposed framework
applicable for unknown imbalance levels achieving same level of performance as in a balanced
dataset. This finding is particularly encouraging for real applications where the imbalance
level is unknown apriori.
We additionally compare our method with the state-of-the-art domain adaptation method
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IAST (Mei et al., 2020). IAST constitues a stronger competing methods as it combines the
advantages of adversarial learning and self-training. Under this setup with severe imbalance,
our proposed method outperforms IAST by a large margin in terms of all metrics including
balanced accuracy, F1-score, and Cohen’s kappa.
5.5.4

Wind Turbine Generator Synthetic-to-Real Experiment
To evaluate the effectiveness of the proposed methodology in a more realistic scenario, we
additionally conduct an experiment on the real-world wind turbine bearings. As described
in the dataset section, the outer race fault has a significantly larger number of samples than
the inner race fault. In this setup, the source-only baseline achieves an accuracy of 60.85%,
showing that the synthetic data we generated for the wind turbine bearing is meaningful. The
DANN method can improve the performance and achieve 64.5%. By providing class information to the discriminator, we can achieve 68.3%. If we additionally use our augmentation
to enhance the distribution support, the final proposed method can achieve an accuracy of
70.8%, yielding an almost 10% absolute improvement on this real dataset, compared to the
source-only baseline. In terms of F1-score and Cohen-s Kappa, the proposed method also
shows improvement over the source only baselind and DANN approach. The performance
improvement is large over the baselines, but less significant than the setup in Section 5.5.3.
This is mostly likely because the class imbalance is less severe in the wind turbine dataset
than in the setup we used in Section 5.5.3. We additionally compare our method with the
state-of-the-art domain adaptation method IAST (Mei et al., 2020). The proposed method
is able to outperform IAST in terms of all four metrics. This validates the effectiveness and
competitiveness of our proposed augmented conditional distribution alignment.
We would like to emphasize that in all experiments, we only use knowledge of the healthy
labels from the target domain. All class information on the faults is learned from the synthetic
data where the expert knowledge is encoded. This result shows that given an unlabeled
target bearing dataset, it is possible to make use of expert knowledge and train a data-driven
fault diagnosis model for it. This is achieved by our proposed framework that combines a
fault generation process and our proposed synthetic-to-real adaptation approach which is
specifically designed for the imbalanced target data.

5.5.5

Experiment Summary
One of the main findings in the experiments is that, even though the popular domain adaptation methods such as DANN and CDAN work well in the fully balanced setup, their performance can suffer significantly when class imbalance becomes larger. By providing class
information to the discriminator and augment the features, we are able to alleviate this negative effect. Interestingly, we notice that the feature distribution augmentation is an important
design to make the conditional alignment work well. This is likely because without the distribution augmentation, the training of the discriminator is also severely biased because of the
imbalance between the classes. Another noteworthy finding is that even though a relatively
simple model for generating the synthetic faults was chosen, it still successfully encodes the
key fault information, and the proposed domain adaptation method was able to transfer the
expert knowledge from the synthetic faults to a diagnosis model.
Table 5.4: Experiment results on the Wind Turbine dataset.
Metric
Balanced acc.
F1 (Macro)
F1 (Micro)
Cohen’s kappa

Source DANN (Ganin et al., 2016) IAST (Mei et al., 2020) Condi. Proposed
0.609
0.645
0.679
0.683
0.708
0.553
0.570
0.666
0.671
0.683
0.681
0.768
0.842
0.840
0.845
0.411
0.524
0.643
0.641
0.650
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5.6

Conclusions
We proposed a novel bearing fault diagnosis framework which can learn effective models
from unlabeled real bearing data. In particular, we showed that by generating synthetic
faults using expert knowledge and conducting imbalance-robust domain adaptation, a fault
diagnosis model can be learned without any supervision from the real faults. We showed
that a good approach to compensate the imbalance from rare target faults is key to the
synthetic-to-real adaptation performance. A class conditioned adversarial adaptation method
is, thus, proposed to address this issue. An additional augmentation based on the mixup
approach was further proposed to deal with the limited number of fault samples and bridge
the class distribution gap. The two components for domain adaptation can be easily applied
in combination with other fault generation frameworks. The proposed methodology does not
require any assumption on the degree of the underlying class imbalance and achieves a similar
performance in the imbalanced setup as the standard DANN on the fully balanced setup,
demonstrating its robustness to different imbalance levels. Experiments on the benchmark
CWRU bearing dataset and a wind turbine generator bearing dataset have validated the
effectiveness of our approach also in real applications and under realistic assumptions. The
framework can be implemented easily, and have the potential to be applied on other industry
assets.
In this work, we mainly considered an unsupervised setup, where we do not have any
access to the real fault labels/supervision. This is a relatively challenging task and could
be unnecessarily difficult for some practical use cases. One possible direction for further
improvement is to consider relaxed setups such as semi-supervised domain adaptation (Yue
et al., 2021). In these setups, a few real samples for each fault type are accessible to provide
additional supervision. This is often a realistic relaxation when the assets in consideration
have been running for a while. We leave this for future research.
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Discussions
Detailed discussions for the individual studies have been presented in the respective chapters.
Chapter 2 presented a baseline domain adaptation framework for industrial applications.
Chapter 3 to Chapter 5 each represented a key extension module in the overall proposed
framework. This chapter discusses the key findings in this research.

6.1

Domain Adaptation for Fault Diagnosis
In Chapter 2, the experiments are mainly on the applicability of existing domain adaptation
methods for industrial applications. Fault diagnosis is used as an example application. The
performance and complexity of the domain adaptation methods are evaluated for this example
application. Experiments show that all evaluated domain adaptation methods are able to
improve fault diagnosis performance on the target domain. The discussion on properties of
individual method are summarized below.
Applicability By applying the proposed evaluation protocol for a variety of domain adaptation methods in the unsupervised domain adaptation setup in Chapter 2, the applicability
of existing domain adaptation methods (including DANN, MMD, and AdaBN) is demonstrated in the context of fault diagnosis. By learning from an additional unlabeled target
dataset, all evaluated domain adaptation methods were able to improve model performance.
This shows that the idea of aligning the distributions between domains is also applicable to
time-series data in industrial applications, even though it was mainly developed for computer
vision applications.
Performance In terms of the performance of the three methods in consideration, it is observed that all evaluated methods are able to significantly improve the target performance in
the CWRU benchmark dataset. Specifically, the MMD approach achieves the highest model
performance on the target data, followed by DANN and AdaBN. However, the applicability of
the MMD method may be limited because of its complexity. DANN yields very competitive
results which is close to that of the MMD. However, the applicability is only evaluated with
ideal assumptions. For example, we consider a balanced dataset where all classes have the
same number of samples. These kind of limitations are taken care by the modules proposed
in Chapter 3 to Chapter 5.
Complexity Model complexity and efficiency are critical for real-world implementation.
AdaBN is the fastest and most lightweight domain adaptation method among all three and
only a very small number of extra parameters are introduced. Therefore, AdaBN could potentially work on edge devices with very limited resources because it offers adaptation without
retraining. MMD methods require a significantly higher amount of training time because of
the pairwise distance calculation in every training iteration. DANN method requires the parameters from an additional domain discriminator, and requires less training time compared
to MMD. The DANN method can be considered as a good trade-off between accuracy and
computational power.

6.2

Missing-Classes Robust Domain Adaptation
With the applicability, effectiveness, and complexity of existing domain adaptation methods evaluated, the first real-world constraint (missing class) is studied in Chapter 3. It is
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shown that missing classes in the target training data can hurt the domain alignment and
performance drops significantly on the target domain. The proposed inter-class relationship
distillation module can effectively alleviate the negative effect. The detailed findings are
discussed below.
Missing classes as a constraint Missing classes are very common in real-world applications. For fault diagnosis, samples from certain faults may only emerge closer to the end of
the machine life, which leads to missing class in the target domain. Without applying special
treatment to the missing class problem, the benefits of the adversarial domain adaptation
are significantly decreasing when there are more missing classes, and can be worse than the
source-only baseline.
Effectiveness of the unilateral alignment By adopting our proposed unilateral training
strategy, the inter-class relationship learned from the source domain is strengthened, and
the adaptation can be significantly improved. We observe that by unilateral alignment,
adaptation performance can be largely maintained, even when there is only the healthy class
in the target domain. Without the proposed method, performance is worse than the sourceonly baseline. This significant improvement demonstrates the effectiveness of our proposed
method.
6.3

Domain Adaptation with Self-Supervised Auxiliary Task
In Chapter 4, the possibility of using additional modalities is investigated. Specifically the
additional modality is used as auxiliary prediction tasks to further improve the adaptation
performance. Experiments show that the additional modality is effective on helping the
learning of the main task. Empirical results in the ablation study also show that the proposed cross-modality correlation learning module is the key to the performance improvement.
Detailed findings and the effectiveness of the proposed approach are discussed in the following paragraphs. They are discussed in the context of semantic segmentation with depth
prediction as the auxiliary task.
Multi-task learning for domain adaptation One finding is that directly using depth (auxiliary modality) information as auxiliary prediction tasks without making any modifications
to the architecture and training process can already improve the standard single-modality
baseline. This validates the idea that depth can help the learning of semantics.
Correlation-aware architecture with task feature correlation The most important
finding is the importance of correlation learning between tasks. By explicitly learning the
correlation between depth and semantics, the network make better use of the depth and
we observe a large performance improvement. This is facilitate by our proposed correlationaware architecture with task feature correlation. If the correlation learning attention modules
are removed, the performance drops significantly.
Extension to industrial applications While the auxiliary task of depth estimation may
not be directly utilized in industrial applications such as fault diagnosis, the idea of making
use of self-supervised task to improve domain adaptation performance can be transferred to
these tasks. This can be especially helpful when there are multiple sensors installed on the
concerned machine. In this case, the self-supervised auxiliary task can be defined as the
estimation of the auxiliary sensor and the proposed method can be used to explicitly learn
the domain-invariant correlation between the main and auxiliary task.
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6.4

Integrating Expert Knowledge with Domain Adaptation for Fault
Diagnosis
In Chapter 5, the possibility of lifting the need for source training data is investigated. A
synthetic-to-real method is proposed which first generates synthetic data by using expert
knowledge, and then using domain adaptation to adapts the model to the target domain.
Results show that the proposed knowledge integration module is effective to generate meaningful synthetic data for the given target unlabeled data. In addition, the proposed domain
adaptation method which takes the class imbalance into account is able to improve target
performance under the class imbalance.
Synthetic to real adaptation A noteworthy finding is that even though a simple generation model is used for the synthetic faults, it still successfully encodes the key fault information. This is demonstrated by the source-only experiment results where it is significantly
better than random guesses. By additionally applying the proposed augmented conditional
alignment method, it is demonstrated by experiments that the expert knowledge from the
synthetic faults can be transferred to the target domain, leading to a working diagnosis model.
Therefore, the proposed method is effective when there are no source data provided.
Domain adaptation under imbalance data Another important finding is regarding the
data imbalance in the unlabeled target domain. For the task of fault diagnosis, data are
highly imbalanced because faults are rare. Naively align the distributions between balanced
and imbalanced datasets lead to unsatisfying performance. By proposing the augmented
conditional distribution alignment, we are able to alleviate the negative effect. We find out
that both the augmentation and the conditional alignment are critical for adaptation.

6.5

Proposed Domain Adaptation Framework
Chapter 2 to Chapter 5 each corresponds to an individual module under our proposed domain adaptation framework. Experiments in the individual works show the effectiveness of
the modules used in our framework. Empirical results show that the proposed real-world
domain adaptation framework is flexible and can be modified on the demand of different use
cases, and is effective under real-world restrictions. We summarize the customized framework
implementations covered by this thesis in Figure 1.2. Comparing to methods proposed in the
classic domain adaptation setups, the proposed framework have demonstrated the ability to
adapt when there are missing classes in the label space in the target domain, the ability to
incorporate additional auxiliary modalities and to learn from the self-supervision from the
auxiliary tasks, and the ability to incorporate expert knowledge when there are few or no
data in the source domain.
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This chapter revisits the main aim and objectives of this dissertation. Key conclusions are
then discussed to answer the main research questions. Finally, the limitations and future
research directions are discussed.

7.1

Research Objectives Revisited
The aim of this research was to develop a domain adaptation framework and the corresponding methods which can efficiently deal with various real-world data constraints under limited
supervision.
This aim was accomplished by focusing on four objectives: (1) The development of an
experimental framework that fairly evaluates existing domain adaptation methods for fault
diagnosis when no labels are provided for the target domain (Chapter 2); (2) The development of a domain adaptation method that extends this framework and is robust to missing
classes in the target domain (Chapter 3); (3) The development of an approach which exploits
the domain invariant correlation by effectively making use of data from additional auxiliary
modalities, and learning from self-supervision of auxiliary tasks (Chapter 4); (4) The development of a domain adaptation method which relaxes the need for source data by incorporating
the domain expert’s knowledge on the asset of interest into the framework (Chapter 5).

7.2

Summary
Based on the main research aim and the four objectives, this dissertation proposed a domain
adaptation framework and corresponding methods which focus on the real-world constraints
from various aspects. This dissertation pushed the boundary of state-of-the-art research in
the field of domain adaptation by answering the following four research questions:
Are domain adaptation methods applicable in industrial applications under real
conditions such as fault diagnosis settings? In Chapter 2, the applicability and effectiveness of existing domain adaptation methods were demonstrated by a carefully designed
unified experimental protocol on a bearing fault diagnosis dataset. Three mainstream domain
adaptation methods were evaluated. All of the methods applied in the case study were able
to improve model performance on the target test data, suggesting these domain adaptation
methods developed for computer vision also provide an added value to real industrial applications such as fault diagnosis. Specifically, AdaBN provided fast adaptation with little
computational burden, and can be applied to new data without retraining. On the other side,
DANN method provided competitive results using significantly less training time compared
to MMD, and yielded superior results over AdaBN.
How can we effectively use domain adaptation to improve performance on target
domain with non-congruent classes? In Chapter 3, it has been demonstrated that when
there are missing classes in the target training dataset, directly applying adversarial domain
adaptation results in a performance decrease. The proposed unilateral alignment offers a
simple yet effective training strategy solution to overcome this problem by leveraging the interclass relationships of the source domain. The experiments on the MNIST dataset validated
the motivation that by enforcing the proposed unilateral alignment, the deep learning model is
able to be robust against missing classes. The additional experiments on fault diagnosis tasks
demonstrated the effectiveness of the unilateral alignment for industrial applications where
the problem of missing classes imposes a significant limitation on the applied approaches.
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Can self-supervised auxiliary tasks help to improve the domain adaptation performance on the main task? In Chapter 4, the guidance from the self-supervision of
auxiliary tasks (depth estiamtion) has been demonstrated to be effective to bridge domain
gaps. The proposed method explicitly learns the correlation between the main task and
auxiliary tasks to better transfer this domain-shared knowledge to the target domain. The
adaptation difficulty is further utilized, approximated by the prediction discrepancy from the
domain depth decoders, to refine the main task predictions. By integrating our approach
into an existing self-training domain adaptation methods, state-of-the-art performance was
achieved on the two benchmark semantic segmentation tasks SYNTHIA-to-Cityscapes and
GTA-to-Cityscapes.
How can we still perform domain adaptation for fault diagnosis tasks when the
source dataset provides few or no information on the relevant fault types? Chapter 5 demonstrated that, by making use of expert knowledge, effective models can be learned
from unlabeled real data without access to any labeled faults in the source dataset. In particular, source domain supervision can be substituted by generating synthetic faults using
expert knowledge. By conducting imbalance-robust domain adaptation with the generated
faults, a diagnosis model can be successfully learned without using any supervision from the
real target domain. A good approach to compensate for the imbalance from rare target faults
is pivotal for the synthetic-to-real adaptation performance. Experiments on the benchmark
CWRU bearing dataset and a real wind turbine generator bearing dataset validated the
effectiveness of the proposed approach in real applications and under realistic assumptions.
In summary, the distribution alignment modules we discussed in Chapter 2 are effective for
both computer vision and industrial application tasks; the inter-class relationship distillation
module in Chapter 3 can effectively reduce the negative alignment effect from the missing
classes in the target domain; the cross-modality correlation learning module in Chapter 4
provides an effective way to improve performance by making use of the additional information
from the auxiliary tasks; the expert knowledge distillation module in Chapter 5 can effectively
generate synthetic source data to support domain adaptation. The proposed method is also
able to adapt under class imbalance. Overall, the proposed framework provides solid solutions
to real-world restrictions we face in industrial applications.
7.3

Limitations and Outlook
This dissertation has extended the applicability of domain adaptation methods from computer
vision to broader industrial applications in the real world. The proposed framework lifts some
of the most important real-world constraints that existing domain adaptation methods are
facing. Nevertheless, to implement the framework into real-world systems, there are still
some limitations and obstacles we have not yet addressed. This section points out some of
these limitations, and discusses possible future directions.
Test time Adaptation In this thesis, the target domain is assumed to be fixed. While
this can be a good approximation for many applications, there exist certain scenarios where
the target domain is constantly evolving and changing rapidly (e.g. sudden environment
changes and sensor degradation). In these cases, test data distributions are different from
the target training data, and test time adaptation is necessary on the edge device. Test
time adaptation brings new challenges to existing domain adaptation methods. On the
one hand, because adaptation needs to be conducted on the edge device, it is usually not
possible to have access to a large set of the original source data. In addition, the adaptation
needs to be computationally fast in order to satisfy inference needs. Very recently, several
works (Wang et al., 2020a; Mummadi et al., 2021) have shown promising developments in
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this research direction on test time adaptation. The test time adaptation for industrial
applications remains largely unexplored.
Adaptability Domain adaptation methods are built upon the assumption that the source
and target domains are similar but different. It is clear that the success of adaptation under
such circumstances depends on similarities between the two data distributions (David et al.,
2010). When the domain gap between the domains is too large, adaptability is low and
domain adaptation methods may not able to improve the performance. When and how will
they fail is a critical question in industrial applications, especially for those in safety-critical
systems. While there exist theoretical bounds which provide guidance on this issue (David et
al., 2010; Zhang et al., 2019b), they are often practically impossible to calculate. Therefore,
it is important to develop methods that can alert or even prevent adaptation failure when
the distribution difference is too large for domain adaptation methods to work.
Regression Tasks While the main focus of this thesis is on discrete predictions (classification or segmentation), some mainstream industrial application tasks are regression tasks.
For example, one of the most important topics in prognostics and health management is
the remaining useful life prediction, which is a regression task. Existing domain adaptation
methods may fail on regression tasks because they are largely developed for classification
and segmentation tasks. The adaptation for regression tasks is largely unexplored. Very recently, Jiang et al. (2021) show that a large number of existing domain adaptation methods
surprisingly fail on the practical key-point detection, which is a regression task. Therefore,
developing robust domain adaptation methods for regression tasks is an important topic.
Data Acquisition One of the general obstacles of machine learning for industrial applications is the difficulty of data acquisition, which also applies to domain adaptation. As
mentioned briefly in the related work in Chapter 1, real-world data are often extremely imbalanced. If we take fault diagnosis problems as an example, representative datasets are
very difficult or impossible to collect because of the diversity of the operating conditions, the
difference in system configurations, and the wide range of possible fault types. Sometimes, it
is simply impossible to collect samples for certain faults as they may have not yet occurred.
Creating substitute solutions to the acquisition of these unknown and emerging faults is a
challenging but important task. In addition, the labeling effort in terms of cost and time
is also significant because a well-trained domain expert is needed. What makes it worse is
that very often, even the experts cannot confidently determine a label for a sample or that
the experts may disagree of the root cause. If we take the development of computer vision
and natural language processing as an example, an entire industry of data acquisition and
labeling evolved and bloomed because of the research on supervised learning. Existing data
acquisition solutions do not fully fit the need of industrial applications and this is a challenge
that can only be resolved with the joint effort from researchers and industry domain experts.
Implementation Obstacles This thesis covers the experimental evaluation of domain
adaptation methods on synthetic, laboratory, and real-world datasets. While we tried our
best to mimic the real-world challenges we face for industrial applications, there are some
untouched implementation obstacles. Ideally, the methods and framework we developed will
be deployed on edge devices in industrial applications. However, training and evaluation
are currently conducted on local GPUs without direct access to the edge environment. This
brings some unanswered questions. For example, is it computationally feasible to adapt to
new domains on edge devices? How to adapt to new domains based on distributed edge
devices? How can we update models without sacrificing the privacy of the local data? The
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root cause of these implementation gaps might be the offline paradigm we adopted following
the majority of existing works. A further investigation on how to adapt to new domains on
distributed edge devices is an important practical problem.
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Li, Chuan, René-Vinicio Sanchez, Grover Zurita, Mariela Cerrada, Diego Cabrera, and Rafael E
Vásquez (2015). “Multimodal deep support vector classification with homologous features and
its application to gearbox fault diagnosis”. In: Neurocomputing 168, pp. 119–127.
Li, Tianfu, Zhibin Zhao, Chuang Sun, Ruqiang Yan, and Xuefeng Chen (2021). “Domain Adversarial
Graph Convolutional Network for Fault Diagnosis Under Variable Working Conditions”. In: IEEE
Transactions on Instrumentation and Measurement.
Li, Wen, Limin Wang, Wei Li, Eirikur Agustsson, and Luc Van Gool (2017). “Webvision database:
Visual learning and understanding from web data”. In: arXiv preprint arXiv:1708.02862.
Li, Xiang, Wei Zhang, and Qian Ding (2018). “Cross-domain fault diagnosis of rolling element bearings
using deep generative neural networks”. In: IEEE Transactions on Industrial Electronics.
Li, Xiang, Wei Zhang, Qian Ding, and Jian-Qiao Sun (2019a). “Multi-Layer domain adaptation method
for rolling bearing fault diagnosis”. In: Signal Processing 157, pp. 180–197.
Li, Yanghao, Naiyan Wang, Jianping Shi, Jiaying Liu, and Xiaodi Hou (2016). “Revisiting batch
normalization for practical domain adaptation”. In: arXiv preprint arXiv:1603.04779.
Li, Yunsheng, Lu Yuan, and Nuno Vasconcelos (2019b). “Bidirectional learning for domain adaptation
of semantic segmentation”. In: Proceedings of the IEEE/CVF Conference on Computer Vision
and Pattern Recognition (CVPR), pp. 6936–6945.
Lian, Qing, Fengmao Lv, Lixin Duan, and Boqing Gong (2019). “Constructing Self-Motivated Pyramid
Curriculums for Cross-Domain Semantic Segmentation: A Non-Adversarial Approach”. In: The
IEEE International Conference on Computer Vision (ICCV).
Liang, Ming, Bin Yang, Shenlong Wang, and Raquel Urtasun (2018). “Deep continuous fusion for
multi-sensor 3d object detection”. In: Proceedings of the European Conference on Computer Vision (ECCV), pp. 641–656.

77

Bibliography
Liu, Chenyu, Alexandre Mauricio, Junyu Qi, Dandan Peng, and Konstantinos Gryllias (2020). “Domain Adaptation Digital Twin for Rolling Element Bearing Prognostics”. In: Annual Conference
of the PHM Society. Vol. 12, pp. 10–10.
Liu, Jinhai, Fuming Qu, Xiaowei Hong, and Huaguang Zhang (2018). “A small-sample wind turbine
fault detection method with synthetic fault data using generative adversarial nets”. In: IEEE
Transactions on Industrial Informatics 15.7, pp. 3877–3888.
Liu, Zhao-Hua, Lin-Bo Jiang, Hua-Liang Wei, Lei Chen, and Xiao-Hua Li (2021). “Optimal TransportBased Deep Domain Adaptation Approach for Fault Diagnosis of Rotating Machine”. In: IEEE
Transactions on Instrumentation and Measurement 70, pp. 1–12.
Long, Mingsheng, Yue Cao, Jianmin Wang, and Michael I Jordan (2015). “Learning transferable
features with deep adaptation networks”. In: Proceedings of the 32nd International Conference
on International Conference on Machine Learning-Volume 37. JMLR. org, pp. 97–105.
Long, Mingsheng, Zhangjie Cao, Jianmin Wang, and Michael I Jordan (2018). “Conditional adversarial
domain adaptation”. In: Advances in Neural Information Processing Systems, pp. 1640–1650.
Lu, Weining, Bin Liang, Yu Cheng, Deshan Meng, Jun Yang, and Tao Zhang (2016). “Deep model
based domain adaptation for fault diagnosis”. In: IEEE Transactions on Industrial Electronics
64.3, pp. 2296–2305.
Luo, Zelun, Yuliang Zou, Judy Hoffman, and Li F Fei-Fei (2017). “Label efficient learning of transferable representations acrosss domains and tasks”. In: Advances in Neural Information Processing
Systems, pp. 165–177.
Lv, Fengmao, Tao Liang, Xiang Chen, and Guosheng Lin (2020). “Cross-Domain Semantic Segmentation via Domain-Invariant Interactive Relation Transfer”. In: Proceedings of the IEEE/CVF
Conference on Computer Vision and Pattern Recognition (CVPR), pp. 4334–4343.
Mao, Wentao, Yamin Liu, Ling Ding, and Yuan Li (2019). “Imbalanced fault diagnosis of rolling
bearing based on generative adversarial network: A comparative study”. In: IEEE Access 7,
pp. 9515–9530.
McFadden, P.D. and J.D. Smith (1984). “Model for the vibration produced by a single point defect in
a rolling element bearing”. In: Journal of Sound and Vibration 96.1, pp. 69–82. issn: 0022-460X.
Mei, Ke, Chuang Zhu, Jiaqi Zou, and Shanghang Zhang (2020). “Instance adaptive self-training for
unsupervised domain adaptation”. In: Computer Vision–ECCV 2020: 16th European Conference,
Glasgow, UK, August 23–28, 2020, Proceedings, Part XXVI 16. Springer, pp. 415–430.
Michau, Gabriel and Olga Fink (2019). “Domain adaptation for one-class classification: monitoring
the health of critical systems under limited information”. In: International Journal of Prognostics
and Health Management 10, p. 11.
Michau, Gabriel and Olga Fink (2021). “Unsupervised transfer learning for anomaly detection: Application to complementary operating condition transfer”. In: Knowledge-Based Systems, p. 106816.
Mirza, Mehdi and Simon Osindero (2014). “Conditional generative adversarial nets”. In: arXiv preprint
arXiv:1411.1784.
Morris, Scott (2016). “SKF Pulp & Paper Practices”. In: SKF Global Pulp & Paper Segment 19.
Motiian, Saeid, Marco Piccirilli, Donald A Adjeroh, and Gianfranco Doretto (2017). “Unified deep
supervised domain adaptation and generalization”. In: Proceedings of the IEEE international
conference on computer vision, pp. 5715–5725.
Mummadi, Chaithanya Kumar, Robin Hutmacher, Kilian Rambach, Evgeny Levinkov, Thomas Brox,
and Jan Hendrik Metzen (2021). “Test-Time Adaptation to Distribution Shift by Confidence
Maximization and Input Transformation”. In: arXiv preprint arXiv:2106.14999.
Olsson, Viktor, Wilhelm Tranheden, Juliano Pinto, and Lennart Svensson (2021). “Classmix: Segmentationbased data augmentation for semi-supervised learning”. In: Proceedings of the IEEE/CVF Winter
Conference on Applications of Computer Vision (WACV), pp. 1369–1378.

78

Bibliography
Ouyang, Erli, Li Zhang, Mohan Chen, Anurag Arnab, and Yanwei Fu (2020). “Dynamic Depth Fusion
and Transformation for Monocular 3D Object Detection”. In: Proceedings of the Asian Conference
on Computer Vision.
Pan, Sinno Jialin, Ivor W Tsang, James T Kwok, and Qiang Yang (2011). “Domain adaptation via
transfer component analysis”. In: IEEE Transactions on Neural Networks 22.2, pp. 199–210.
Panareda Busto, Pau and Juergen Gall (2017). “Open set domain adaptation”. In: ICCV, pp. 754–763.
Patel, Vishal M, Raghuraman Gopalan, Ruonan Li, and Rama Chellappa (2015). “Visual domain
adaptation: A survey of recent advances”. In: IEEE signal processing magazine 32.3, pp. 53–69.
Pedregosa, F., G. Varoquaux, A. Gramfort, V. Michel, B. Thirion, O. Grisel, M. Blondel, P. Prettenhofer, R. Weiss, V. Dubourg, J. Vanderplas, A. Passos, D. Cournapeau, M. Brucher, M. Perrot,
and E. Duchesnay (2011). “Scikit-learn: Machine Learning in Python”. In: Journal of Machine
Learning Research 12, pp. 2825–2830.
Ramirez, Pierluigi Zama, Alessio Tonioni, Samuele Salti, and Luigi Di Stefano (2019). “Learning
Across Tasks and Domains”. In: Proceedings of the IEEE/CVF International Conference on Computer Vision (ICCV).
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