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Abstract
The increasing impact of data-driven technologies across various industries has
sparked renewed interest in using learning-based approaches to automatically
design and optimize control systems. While recent success stories from the
ﬁeld of reinforcement learning (RL) suggest an immense potential of such
approaches, missing safety certiﬁcates still conﬁne learning-based methods to
simulation environments or fail-safe laboratory conditions.
To this end, Part A of this dissertation introduces a predictive safety ﬁlter
that allows to enhance existing, potentially unsafe learning-based controllers
with safety guarantees. The underlying method is based on model predictive control (MPC) theory and ensures constraint satisfaction through an
optimization-based safety mechanism that provides a safe backup control
law at all times. To enable the eﬃcient design of the proposed predictive
safety ﬁlter from system data, this thesis extends available robustiﬁcation
methods from MPC to support diverse system classes through diﬀerent model
assumptions. This part of the thesis speciﬁcally introduces the core concepts
for closed-loop chance constraint satisfaction using simple linear system models with data-driven uncertainties and learning-based linear model estimates
with unbounded process noise. Moreover, uncertain system models with
signiﬁcant nonlinear eﬀects are eﬃciently supported through a prediction
mechanism, which exploits conﬁdent subsets of the state and input space.
The further developments of these techniques are outlined in this thesis and
additionally cover distributed systems and illustrate the predictive safety ﬁlter
in a miniature racing application. Compared with existing safety frameworks
based on control barrier function theory, predictive safety ﬁlters avoid the
computationally diﬃcult task to derive a control barrier function and thereby
provide favorable scalability properties toward large-scale and distributed systems. Despite the seemingly diﬀerent concepts of predictive safety ﬁlters and
control barrier functions, this thesis establishes and formalizes the theoretical
relations between the two approaches through a so-called ‘predictive control barrier function’, further enabling the recovery of infeasible nonlinear
predictive control problems in an asymptotically stable fashion.
While predictive safety ﬁlters oﬀer a high degree of modularity in terms
of safety and task-speciﬁc objectives, this separation can render a rigorous performance analysis a diﬃcult task. To this end, Part B introduces specialized
learning-based MPC controllers for accelerated learning towards a distinct
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goal. Even if the objective function is explicitly available, the design of an
MPC controller requires an accurate prediction model, often in combination
with a terminal constraint and objective function to compensate for short prediction horizons. Part B tackles the diﬃcult design task of these components
from three diﬀerent angles. It ﬁrst introduces a learning-based improvement
of established and safe MPC controllers for asymptotic stabilization tasks
through a stochastic tube-based MPC mechanism that supports probabilistic
regression models. While this allows to take advantage of available system
data for accurate predictions, insuﬃcient prior knowledge or a deﬁcient inital
database requires additional mechanisms to eﬃciently acquire new data. To
automate this identiﬁcation process, the contributions of Part B continue with
the question of how a controller can eﬃciently explore the system and when
to transition from exploration to exploitation of available information. The
proposed solution to these questions is based on posterior sampling theory
and results in a computationally eﬃcient active learning MPC formulation,
which provides ﬁnite-time performance guarantees. The last contribution of
this part addresses performance degenerations of an MPC controller caused
by short prediction horizons, which are even present in the case of perfectlyknown prediction models. To overcome this limitation, Part B develops
a data-driven mechanism to iteratively improve the terminal cost and terminal set of an MPC problem by leveraging system trajectories. During
training, the proposed method eﬃciently handles model uncertainties and
constraint violations to support learning-based prediction models and poorly
performing initial controllers. This is achieved through a soft-constrained
MPC formulation supporting polytopic state constraints.
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Kurzfassung
Die bemerkenswerten Resultate von lernbasierten Technologien in verschiedenen Industriezweigen führt zu einem vermehrten Interesse, solche
Verfahren ebenfalls in der Regelungstechnik zu nutzen. Dabei ist neben
einer verbesserten Regelgüte auch die Automatisierung des dazugehörigen
Entwurfsverfahrens eines der Hauptziele. Obwohl der daran angrenzende
Forschungsbereich des selbstverstärkenden maschinellen Lernens (engl. Reinforcement Learning, RL) bereits vermehrt das Potenzial einer solchen
Herangehensweise aufzeigt hat, verhindern oftmals fehlenden Sicherheitsgarantien deren Einsatz in der Praxis. Aus diesem Grund widmet sich Teil A
der vorliegenden Arbeit der Entwicklung eines prädiktiven Sicherheitsﬁlters,
der die sichere Anwendung von lernbasierten Regelungsverfahren ermöglicht.
Der manuelle Aufwand für die Auslegung dieser Sicherheitsmechanismen
wird mithilfe von datengetriebenen Prädiktionsmodelle auf ein Minimum
reduziert. Bestehende Konzepte aus dem Bereich der robusten modellprädiktiven Regelung (engl. Model Predictive Control, MPC) werden dazu im
Hinblick auf lernbasierte Modellierungs- und Modellidentiﬁkationsverfahren
erweitert. Die zugrunde liegenden Annahmen umfassen ungenaue, stochastische lineare Systeme mit unbeschränkten Störgrößen sowie nichtlineare Systeme mit eingangs- und zustandsabhängigen Unsicherheiten.
Im Vergleich zu alternativen Ansätzen wie die der Regelungsbarrierefunktionen (engl. Control Barrier Functions), basieren prädiktive Sicherheitsﬁlter
auf einem skalierbaren Entwurfsprozess. Daraus ergeben sich signiﬁkante
Vorteile für die praktische Anwendung, insbesondere für Systeme mit einer
hohen Anzahl an Systemzuständen sowie für verteilte Systeme. In dem letzten
Abschnitt von Teil A werden diese Vorteile von prädiktiven Sicherheitsﬁlter
mit wichtigen Eigenschaften der Regelungsbarrierefunktionen durch eine
neue Methodik vereint. Die daraus resultierenden ‘prädiktiven Regelungsbarrierefunktionen’ bieten neben Sicherheitsgarantien auch die Eigenschaft,
dass sie Systemzustände, die durch eine unvorhergesehene Störung in einen
unsicheren Bereich gedrängt wurden, wieder in eine sichere Zustandsmenge
überführen können.
Während das Konzept aus Teil A dieser Arbeit ein hohes Maß an Modularität hinsichtlich verschiedener Sicherheitkriterien sowie aufgabenspeziﬁschen
Zielen ermöglicht, ist eine theoretische Analyse der zu erwartenden Regelgüte oftmals schwierig. Teil B dieser Dissertation befasst sich deshalb mit
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der sicheren Integration von maschinellen Lernverfahren in MPC, um die
Regelgüte bezüglich einer speziﬁschen Anforderung zu verbessern. Dabei
wird primär der Entwurfsprozess eines MPC Reglers modiﬁziert, welcher
auf einem Prädiktionsmodell beruht und die Konstruktion einer Zielmenge
und einer Endkostenfunktion erfordert.
Im ersten Kapitel werden hierzu existierende MPC Regler zur asymptotischen Stabilisierung von Gleichgewichtszuständen um datengetriebene
Prädiktionsmodelle erweitert. Dieser Ansatz bietet im Fall einer umfangreichen Datenlage eine gute Regelgüte, jedoch kann die Methode nicht
angewendet werden, falls nicht bereits genügend Messungen vorhanden sind.
Für einen datengetriebenen Regelungsalgorithmus ist es in solchen Situationen deshalb notwendig, automatisiert und eﬃzient neue Daten zu erlangen.
Auf der Basis eines maschinellen Lernverfahrens namens ‘A-posteriori Stichprobenverfahren’ führt diese Arbeit deshalb einen weiteren Mechanismus
ein, der ein aktives Lernverhalten in einem MPC Regler bewirkt und damit
eine garantierte Lernleistung aufweist.
Während die ersten beiden Ansätze in diesem Teil der Arbeit die Generierung und Integration von datenbasierten Prädiktionsmodellen behandeln,
befasst sich das letzte Kapitel mit der datengetriebenen Konstruktion einer
Endkostenfunktion und Zielmenge im MPC Entwurfsprozess. Hierzu werden bestehende Methoden erweitert, sodass Daten aus Versuchen mit Sicherheitsverletzungen verwendet werden können. Durch diese Erweiterung kann
eine rudimentäre Reglerinitialisierung bereits ausreichend für einen erfolgreichen Lernvorgang sein. Diese Eigenschaft beruht auf einer speziﬁschen
Lockerung der Nebenbedingungen im MPC Optimierungsproblem, welche
für polytopische Zustandsräume erarbeitet wird und unsichere initiale Systemzustände sowie unvorhersehbare Störungen kompensieren kann.
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Foreword
This thesis cumulates the research results obtained by the author during his
doctoral studies under the supervision of Prof. Dr. Melanie Zeilinger at the
Institute for Dynamic Systems and Control (IDSC) at ETH Zurich between
May 2017 and September 2021. The main content of this thesis consists of
seven self-contained research articles that have been published or submitted
for publication during the doctoral studies.
The research results are divided into two categories: ‘Predictive safety
ﬁlters for learning-based control’ (Part A), providing rigorous data-driven
safety mechanisms for general learning-based controllers, and ‘Safe learningbased MPC algorithms’ (Part B), providing concrete learning mechanisms
to improve model predictive control formulations. The thematic relations
between the articles are presented in three introductory chapters, which are
structured as follows.
Chapter I puts the conducted research into a broader context and discusses
open challenges in the ﬁeld of learning-based control in terms of reliability
and safety aspects, which are vital to various practical control applications. It
then outlines the diﬀerent approaches presented in this thesis and associated
work to address these challenges. In Chapter II, we summarize the key
contributions of the research papers included in this thesis and their connections. We further include related, i.e., co-authored papers in this discussion,
which have been developed in the context of the author’s doctoral studies.
Chapter III outlines immediate research potential, which is closely related to
the presented results, as well as long-term research opportunities that open
up by further connecting the approaches developed in this thesis.

xvi

I. Introduction
The integration of renewable energy sources into power grids [1], robotic systems that collaborate with humans in industrial or personal environments [2],
multiple feedback loops in supply chains and Industry 4.0 networks [3],
or the control of medical devices that oﬀer personalized treatment [4] are
a few examples of today’s control challenges exhibiting an unprecedented
degree of complexity. Conventional control design, which typically involves
application-speciﬁc know-how and rules of thumb from past experience,
faces limitations for such control problems that are frequently large-scale
and challenging to model. In addition, most industrial control applications
are subject to strict safety speciﬁcations using a physically limited amount of
control authority.
At the same time, the increasing availability of cheap sensing and connectivity capabilities combined with growing computational resources sparked a
renewed interest in automated controller design and maintenance. Driven
by this tremendous opportunity, remarkable progress has been made in the
research of learning-based controllers and reinforcement learning algorithms,
aiming to exploit available system data and to implement self-exploratory
mechanisms in ‘intelligent controllers’ for sustainable high-performance control solutions [5]. However, a central challenge is to expand such methods
beyond simulation environments or fail-safe academic test laboratories by
providing safety and reliability certiﬁcates. A failure of practical control systems may have severe economic and societal eﬀects up to the loss of human
life [6].
In contrast to these more recent learning-based approaches, classical control engineering methods typically reﬂect this responsibility by balancing
safety and performance guarantees, most commonly in the form of (robust)
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asymptotic stability guarantees (see [7] for a historical overview) with respect
to a pre-speciﬁed equilibrium system state or reference trajectory. While
asymptotic stability guarantees in the sense of Lyapunov’s deﬁnition (see,
e.g., [8]) have facilitated the research of classical control synthesis methods
in the past decades, explicit safety constraints under physical system limitations can thereby only be treated implicitly. As a result, control design
often results in a challenging and time consuming manual trade-oﬀ between
performance and safety. Therefore, optimization-based control techniques
such as model predictive control (MPC), which can explicitly incorporate
both, constraints and user-deﬁned objective functions, have seen signiﬁcant
success in past decades and have been established as the primary methodology for systematic control design for safety-critical systems [9]. Numerous
research institutes, companies, and conferences specializing in MPC techniques reﬂect the growing importance of such approaches in modern control
problems [9, 10].
A desirable property of learning-based controllers is therefore to inherit
the central characteristics of MPC, i.e., the capability to ensure explicit safety
speciﬁcations, which will enable eﬃcient and safe control design. To this end,
the main contribution of this thesis is to provide data-driven control mechanisms with theoretical guarantees to safely optimize the system performance
while requiring only a small amount of manual tuning.

1

The safe learning-based control problem

The methods introduced in this thesis consider the problem of controlling
constrained dynamical systems, which are uncertain in diﬀerent aspects. More
formally, we consider a discrete-time description of the system dynamics given
by
x(k + 1) = ft (x(k), u(k), w(k), θt ),

(I.1)

where x(k) ∈ Rnx is the system state and u(k) ∈ Rnu is the applied system
input at time k ∈ N. The subscript t thereby highlights the true but often
unknown quantities of the control problem. The following parts of the
system dynamics (I.1) are typically subject to uncertainties, especially in a
learning-based control setting:

1. The safe learning-based control problem
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1. Model structure ft : Dynamics describing the state evolution. While, e.g.,
many mechanical systems can be characterized fairly well, allowing
to derive ft approximately using ﬁrst principles, the process of model
selection is often costly and time-consuming. Other examples where
structured models are diﬃcult to derive include biological systems,
systems involving humans in the control loop, or rarely occurring
dynamical eﬀects, e.g., ground eﬀects in the case of helicopters and
quadrotors are challenging to identify analytically.
2. Parametric uncertainties θt : Representation of constant quantities in the
system dynamics (I.1), which vary for diﬀerent realizations of a system.
Such uncertainties include, e.g., unknown spring or mass constants
and are typically treated as a random variable with known bounds
or known distributions. The identiﬁcation of parameter realizations
is often diﬃcult and costly, especially since they may vary for every
system realization.
3. Process noise w(k): Sequence of random variables with a known bound
or distribution, typically describing the eﬀects of external systems and
the environment, which can vary at every time step. Examples include
wind that is acting on an airplane or diﬀerent road surfaces causing
varying tire friction coeﬃcients.
Throughout this thesis we assume full access to noise-free measurements of
the system state and outline the problem of state estimation in a learningbased setting in Chapter III and [R11]. Besides the system dynamics, the
speciﬁc goal of a control task of time horizon N̄ ∈ N can be modeled as the
minimization of an objective function of the form


N̄
−1
X
Jt = E 
`t (x(k), u(k), w(k), θt ) ,
(I.2)
k=0

where the expectation is taken with respect to all sources of uncertainties,
i.e., ft , θt , and w(k). While we focus on (I.2) in this thesis, other objective
functions such as worst-case and risk-sensitive formulations can be similarly
used for certain tasks, see [11] for an overview. In (I.2) we also consider
a ‘true’ but unknown stage cost function `t that contains similar sources
of uncertainties as ft . These uncertainties include unknown parameters,

4
which are summarized in θt and describe, e.g., user-deﬁned preferences and
structural uncertainties regarding `t . In addition, the true stage cost function
may also be perturbed at every time step k by some noise included in w(k),
which can model, e.g., sensor noise or ﬂuctuating operation costs.
Most available learning-based control strategies to approximately optimize (I.1)-(I.2) use approximate dynamic programming or reinforcement
learning [12, 13] and some do theoretically not even require access to an
explicit model of the system (I.1) or the cost function (I.2) [14]. Learning
takes thereby place in diverse settings, ranging from episodic learning, where
the system is assumed to be initialized according to a ﬁxed state distribution
at the start of each episode, to online learning techniques, which perform
controller adjustments during closed-loop operation. In particular, ‘modelfree’ approaches typically require thousands of learning episodes, and the
training of a single controller on a real system may take up to multiple days or
even several months. This tremendous eﬀort neutralizes potential economic
beneﬁts when compared with a ‘manual’ approach for controller design. As
a consequence, these methods still rely on high precision simulation environments in practice, resulting in an essential relevance of explicit models of the
form (I.1)-(I.2) across the learning-based control and reinforcement learning
community.
In addition to the system dynamics and objective, practically any control
problem of the form (I.1)-(I.2) has physical input limitations, e.g., in the form
of state constraints such as, e.g., minimum distance or altitude constraints. For
a given, possibly inﬁnite task horizon N̄ , these constraints can be formalized
as chance constraints of the form
Pr(∀k = 0, .., N̄ − 1 : u(k) ∈ Uj ) ≥ pj,u ,

j = 1, .., ncu ,

(I.3a)

Pr(∀k = 0, .., N̄ − 1 : x(k) ∈ Xl ) ≥ pl,x ,

l = 1, .., ncx ,

(I.3b)

with individual input and state constraint sets Uj ⊆ Rnu and Xl ⊆ Rnx and
corresponding, user-deﬁned probability levels pj,u and pl,x , allowing to trade
oﬀ cautiousness of the desired controller against the probability of constraint
violation. Note, that (I.3) can also model hard input and state constraints
through selecting pj,u = 1 and pl,x = 1 respectively.
While the ‘unconstrained’ learning problem (I.1)-(I.2) has been wellstudied in the past, the combination with constraints of the form (I.3) is
challenging, and relatively few methods with rigorous safety guarantees are
available. To this end, this thesis considers the problem of ﬁnding a sequence

2. Model predictive control background
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−1
∗
of control laws {πk∗ }N̄
k=0 , such that application of u(k) = πk (x(0), .., x(k))
approximately minimizes the objective function (I.2) subject to the system dynamics (I.1) and constraints (I.3) using two conceptually diﬀerent approaches.
In Part A, we deduce rigorous safety mechanisms from MPC and develop
data-driven techniques for the design of so-called predictive safety ﬁlters,
which can enhance any potentially unsafe learning-based control signal with
constraint satisfaction guarantees according to (I.3). As a result, predictive
safety ﬁlters can be applied in various scenarios. For example, they can be used
to enable the safe application of excitation signals to a system, allowing for
learning-based model reﬁnements for principled control design or simulationbased reinforcement learning. Another example is the interaction with
humans, where the objective of the control task is unknown and explorative
actions are required, which could lead to dangerous situations. Integrating
the proposed safety ﬁlter in such safety-critical control problems can thereby
enable safe learning during closed-loop operation.
While the methodology in Part A provides a modular framework for safe
learning-based control design and deployment, we further propose learningenhanced model predictive control strategies in Part B, falling into the class
of model-based reinforcement learning. In this case, the goal is to safely
improve the closed-loop performance for a speciﬁc task, which is achieved
by a learning-based design of diﬀerent MPC controller components. While
the safety ﬁlter from Part A is less task-speciﬁc, the approach in this part
enables a rigorous performance analysis with respect to a distinct goal, e.g.,
in terms of asymptotic stability or cumulative regret bounds.
Since the contributions of this thesis extend MPC control concepts and
techniques, we provide the basic MPC background and its relation to the
overarching problem formulation (I.1)-(I.3) in the following section, before
describing the more speciﬁc contributions of Part A and B.

2

Model predictive control background

This section reviews existing model predictive control (MPC) concepts as an
approximate technique to solve the constrained optimal control problem in
Section 1. The ﬁrst part of this section describes the case of perfectly known
prediction and objective models while the second part outlines a selection
of advanced mechanisms to address uncertainties, which will be extended to
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support learning-based prediction and objective models in Part A and Part B
of this thesis.
The central idea in MPC is to approximately solve (I.1)-(I.3) in the form
of a simpliﬁed problem at every control sampling time step k based on the
current system state x(k). The simpliﬁcations typically include a shortened
prediction horizon N < N̄ , optimization with respect to an optimal open−1
N −1
loop control sequence {ui }N
i=0 rather than control policies {πi (.)}i=0 , and
a nominal approximation of the objective function Jt , which ensure real-time
solvability of the resulting MPC problem using numerical methods.
While there exist a large variety of diﬀerent MPC problem formulations
to approximate (I.1)-(I.3), nominal approximations are most commonly used
in practical applications due to their simple structure and computational
beneﬁts. A basic nominal MPC problem is given by
min

{ui|k }

`f (xN |k ) +

N
−1
X

`t (xi|k , ui|k , 0, θt )

(I.4a)

i=0

s.t. x0|k = x(k),

(I.4b)

xi+1|k = ft (xi|k , ui|k , 0, θt ),

(I.4c)

ui|k ∈ Uj , j = 1, .., ncu ,

(I.4d)

xi|k ∈ Xj , j = 1, .., ncx ,

(I.4e)

xN |k ∈ Xf ,

(I.4f)

where xi|k denotes the planned states computed at the current time step k and
state x(k), predicted i time steps into the future with planning horizon N
using the corresponding input sequence ui|k . In such a nominal formulation,
we assume direct access to `t , ft , and θt for implementation of (I.4) without
disturbances, i.e., w(k) = 0. Through minimization of (I.4) we thereby safely
minimize the objective function along predicted trajectories over a shortened
horizon N ≤ N̄ . The neglected eﬀect of the cost and the constraints of
the remaining prediction steps is bounded using a terminal cost function
`f (xN |k ) in combination with a terminal set Xf [15, 16].
While nominal MPC approaches are relatively simple to design, small
model errors and disturbances can lead to constraint violations. As a result,
robust MPC methods have been derived, providing closed-loop constraint
satisfaction for a pre-speciﬁed set of possible uncertain values of ft , θt , and
w(k) with probability 1. The uncertainty set is typically described as the

3. Predictive safety ﬁlters for learning-based control (Part A)
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maximal deviation with respect to nominal estimates f and θ with w(k)
typically set to zero. Propagated deviations from nominal predictions of the
form
zi+1|k = f (zi|k , ui|k , 0, θ),

(I.5)

with nominal predicted states zi|k are deﬁned as errors ei|k = xi|k − zi|k
with respect to the true (but unknown) predicted system evolution xi|k . The
main subject of robust MPC research is to eﬃciently design sets Ωi|k , such
that they contain all possible errors ei|k ∈ Ωi|k either oﬄine in the design
procedure or online during closed-loop operation. The sets Ωi|k then allow to
ensure constraint satisfaction by imposing tightened nominal state constraints
of the form
n
o
j=n
zi|k ∈ z ∈ Rn |z + e ∈ ∩j=1 cx Xj ∀e ∈ Ωi ,
(I.6)
implying that xi|k = zi|k + ei|k ∈ Xj for all j = 1, .., ncx . Intuitively
speaking, this means that predicted trajectories always contain a safety margin
with respect to each constraint, such that even worst-case prediction errors
do not yield constraint violations.
While the previously discussed approach exempliﬁes the basic idea of
many robust MPC schemes, the tightening (I.6) can be very conservative and
many diﬀerent improved techniques have been proposed. These approaches
are often based on optimizing over parametrized feedback policies to reduce
the set of possible errors Ωi|k , which typically result in a trade-oﬀ between
computational complexity of the MPC scheme and conservativeness, see,
e.g., [16, 10] for an overview. Another approach to reduce conservatism
is to exploit distributions over uncertain quantities to only account for
relevant disturbances at a pre-speciﬁed probability level according to (I.3).
The resulting stochastic MPC schemes [17] typically contain robust MPC
concepts at their core.

3 Predictive safety ﬁlters for learning-based control (Part A)
This part builds on the idea of a general safety framework for dynamical
systems as proposed originally in [18] through a so-called ‘simplex’ structure,
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x

Learning-based
Controller π L (x)

System ft (x, u)

u

uL

Safety Filter
π S (x, uL )
Safe System fS (x, uL )

Figure I.1: Illustration of the safety ﬁlter concept: Based on the current
state x, a learning-based controller provides an input uL = π L (x), which is
processed by the safety ﬁlter u = π S (x, uS ) and applied to the real system.
where the original motivation was to support a control engineer during
controller tuning with an automated safety mechanism based on a backup
control law. Figure I.1 shows the underlying concept, where a safety logic
is implemented in the safety ﬁlter block and decides based on the current
system state x ∈ Rn , if an arbitrary, e.g., learning-based, control signal uL
can safely be applied to (I.1) or if it needs to be ‘ﬁltered’ otherwise, e.g.,
replaced by some safe backup control law of the form u = π B (x). To this
end, a key challenge is not only the task of designing the backup controller
π B but also to provide a principled safety ﬁlter logic, which is as permissive
as possible, i.e., only switches to π B if necessary to ensure safety. In the
following, we neglect uncertainties in (I.1) for simplicity to derive the basic
mechanism of Part A, i.e., we assume that w(k) = 0 and that ft and θt are
known. In Chapter II we outline the corresponding papers, which discuss
the learning-based setting, i.e., uncertain ft , θt , and w(k) 6= 0.
To obtain the required ﬁlter logic
illustrated in Figure I.1, the idea is
Tas
nc x
to compute a so-called safe set S ⊆ l=1
Xl , sometimes also referred to as
viability kernel [19], which corresponds to a forward invariant set under a
backup control law π B deﬁned as follows.
T nc x
Deﬁnition 3.1. Consider system (I.1) and a set S ⊆ l=1
Xl . T
If for all
nc u
x(k) ∈ S there exists a control law π B such that it holds π B (x(k)) ∈ j=1
Uj
and x(k + 1) ∈ S, then S is called a safe set.

3. Predictive safety ﬁlters for learning-based control (Part A)
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Given the two components S and π B , the safety ﬁlter in Figure I.1 can
be implemented as
(
T nc u
uL (k), if u(k) ∈ j=1
Uj ∧ ft (x(k), uL (k), 0, θt ) ∈ S,
u(k) =
(I.7)
uB (k), otherwise,
and ensures constraint satisfaction (I.3) by construction. While this strategy is
compatible with any learning-based control algorithm and serves as a universal
safety certiﬁcation concept for control, its main limitation is the computation
of a backup control law π B that supports a possibly permissive safe set S, as
well as the actual computation of the set S. One way to approach this problem
is to deﬁne an energy-like function h(x) such that S = {x ∈ R|h(x) ≤ 0} is
a control invariant set, which allows to implement the desired safety ﬁlter
directly through
u = argmin
kuL − uk s.t. h(ft (x, u, 0, θt )) ≤ 0,
T
u∈

n cu
j=1

(I.8)

Uj

theoretically avoiding the need for an explicit backup controller π B . The
function h(x) is commonly known as a control barrier function [20, 21, 22],
and the corresponding safety ﬁlter mechanism (I.8) is called a control barrier
function-based quadratic program since the argmin operation reduces to
a convex QP under suitable assumptions in the continuous-time case. By
imposing Lyapunov function-like properties on h with respect to the safe set
S one can even achieve asymptotic stability of the safe set, which allows a
system to recover from unsafe situations to some extent.
While it is generally diﬃcult to compute a Lyapunov-like function h such
that the set S = {x ∈ R|h(x) ≤ 0} satisﬁes Deﬁnition 3.1, the eﬀectiveness
for some practical applications, even under heuristic choices of h, has been
shown in the past years, see [22] for an overview. In addition, it should be
noted that there exist eﬃcient methods to compute h for speciﬁc system classes
using convex optimization techniques [23, 24, 25], including the methods
[R1] and [R8] which have been developed as part of the author’s doctoral
studies. Also, in the case of small-scale systems up to 3-4 state dimensions,
h can even be computed numerically such that S represents the maximal
controlled invariant set using concepts from reachability analysis [26, 27],
thereby providing a minimally invasive safety ﬁlter. Nevertheless, many
practical applications found in, e.g., the process industry or mechanical
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systems with strong dynamical couplings, cannot be described using 3-4
system states and approximate techniques often result in rather conservative
safety ﬁlters. To overcome these limitations, we propose to use potentially
conservative safe sets Sf as a terminal set Xf in (I.4f) to derive a permissive
safety ﬁlter from model predictive control (MPC) as follows.
At each time step k, a learning-based control signal uL (k) is veriﬁed
in terms of safety by searching for a safe backup trajectory from the onestep predicted state ft (x(k), uL (k), 0, θt ) to a safe terminal set Sf or by
modifying uL (k) as little as possible while still providing a safe backup
trajectory resulting in Sf . This idea can be formalized in a so-called predictive
safety ﬁlter problem, which is given by
min ku0|k − uL (k)k
ui|k

s.t. x0|k = x(k),

(I.9a)
(I.9b)

xi+1|k = ft (xi|k , ui|k , 0, θt ),

(I.9c)

ui|k ∈ Uj , j = 1, .., ncu ,

(I.9d)

xi|k ∈ Xj , j = 1, .., ncx ,

(I.9e)

xN |k ∈ Sf ,

(I.9f)

where xi|k denote the predicted states i steps ahead at time k, similarly to the
MPC problem (I.4). Compared to an MPC objective (I.4a), the predictive
safety ﬁlter objective (I.9a) ensures a possibly small deviation between the ﬁrst
predicted input u0|k and the currently requested learning-based control input
uL (k) such that the ﬁrst element of the optimal input sequence u∗0|k results
in the desired ﬁltering property. More precisely, in the case where for a given
state x(k) the learning-based input allows for satisfying all constraints in (I.9),
the optimal solution is given by u∗0|k = uL (k) and the ﬁlter lets safely pass
the learning-based control input uL (k) through, see also Figure I.2 (green
trajectory). If such a solution does not exist, the ﬁlter is entitled to modify
u∗0|k as little as necessary through the objective (I.9a) to satisfy all constraints
as depicted in Figure I.2 (brown trajectory). The critical mechanism in (I.9)
that guarantees safety for all future times is the terminal constraint (I.9f),
which allows to establish that an initially feasible predictive safety ﬁlter
problem (I.9) will stay recursively feasible for all future time steps. This
property originates from MPC theory and is based on the construction of a
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x3|k−1
x2|k−1

x4|k
x(k)

x3|k
x2|k

ft (x(k), uL (k), 0, θt ) = x1|k

Figure I.2: Recursive feasibility of the predictive safety ﬁlter: The brown
trajectory shows the safe backup plan according to the solution at time k−1
starting from the current system state x(k). If an arbitrary learning input
uL (k) results in ft (x(k), uL (k)0, θt ) such that a feasible backup trajectory
(green) can be obtained via optimization problem (I.9), it is passed through
unﬁltered.
suboptimal candidate sequence at time step k + 1 given by
(
u∗i+1|k , for all i = 0, .., N − 1,
ūi|k+1 =
π B,f (x∗N |k ), otherwise,

(I.10)

with terminal backup control law π B,f and the terminal safe set Sf satisfying
Deﬁnition 3.1. While this mechanism is related to MPC techniques, the
terminal set Sf in contrast to Xf from Section 2 is thereby not coupled to a
terminal cost function bounding the tail of the underlying optimal control
problem but can be replaced by any potentially conservative safe set and safe
backup control law, such as the simple variant Sf = {xs } with an equilibrium
point xs = ft (xs , us , 0, θt ).
So far, we have completely neglected the model uncertainties in (I.1),
which are on the one hand of particular relevance in a learning-based control
setting but are, on the other hand, challenging to handle when it comes
to guaranteeing chance-constraint satisfaction in closed-loop (I.3). While
recursive feasibility for bounded uncertainties can be adopted from robust
MPC schemes, the diﬃculty in a learning-based setting becomes evident
when considering, e.g., the task of computing a suitable constraint tightening

12
(I.6) in the case of unbounded normally distributed uncertainties, yielding
an empty tightened constraint set.
To this end, the main focus of Part A of this thesis is to develop datadriven techniques to synthesize a predictive safety ﬁlter (I.9) for relevant
system classes, which is capable of exploiting available prior knowledge of the
uncertainties and a-priori recorded system trajectories. Speciﬁcally, uncertain
approximately linear systems with bounded and unbounded uncertainties
w(k) are considered in [P1] and [P2] including a data-driven construction
of the terminal safe set Sf . Nonlinear predictive safety ﬁlters, supporting
learning-based prediction models with state and input dependent uncertainty
estimates are presented in [P3] and enable safe exploration of the system
dynamics using Bayesian model inference. In addition to these approaches,
we establish a formal connection between control barrier function theory and
the proposed predictive safety ﬁlters in the Paper [P4], which is based on a
soft-constrained formulation and allows to recover infeasible predictive safety
ﬁlter problems of the form (I.9) and MPC problems (I.4) from constraint
violations. A more detailed description of the contributions in these papers
can be found in Chapter II.

4

Safe learning-based MPC algorithms (Part B)

As an alternative to the modularization of performance and safety as described
in the previous section, we further investigate the approximate minimization
of the overall task objective function (I.2) subject to constraints (I.3) using
MPC as introduced in Section 2. In addition to an accurate prediction
model and a safe terminal set, an MPC controller requires a model of the
overall objective function (I.2). This model is typically split into a stage
cost function along predicted states and a terminal cost function on the last
predicted state, which bounds the future cost beyond N prediction steps. As
a result, the following components marked in red need to be designed and
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mainly determine the performance of an MPC controller:
min

{ui|k }

`f (xN |k ) +

N
−1
X

`(xi|k , ui|k )

(I.11a)

i=0

s.t. x0|k = x(k),

(I.11b)

xi+1|k = f (xi|k , ui|k ),

(I.11c)

ui|k ∈ Uj , j = 1, .., ncu ,

(I.11d)

xi|k ∈ Xj , j = 1, .., ncx ,

(I.11e)

xN |k ∈ Xf .

(I.11f)

The contributions of this part aim at the automated and data-driven generation or adaptation of these components, i.e., of the prediction model f as
well as the cost function ` and `f in combination with a terminal set Xf . Furthermore, the presented approaches provide a corresponding reformulation
of the constraints (I.11d) and (I.11e) to satisfy diﬀerent safety speciﬁcations,
thereby extending related work such as [28, 29].
To this end, paper [P5] focuses on the support of prediction models f ,
which are obtained using machine learning techniques [30]. Compared with
robust [31, 32] or set-membership techniques [33, 34, 35, 36], we develop a
general interface to support probabilistic uncertainty estimates in learningbased prediction models, allowing for a robust treatment in probability. As a
result, we can incorporate normally distributed parameter estimates while
guaranteeing rigorous chance constraint satisfaction, according to (I.3). This
speciﬁc formulation is based on established tube-based methods at its core
and allows the use of existing design procedures to automatically compute the
terminal ingredients `f and Xf for ensuring economic operation and stability
with respect to equilibrium points.
While the majority of learning-based MPC techniques implement passive learning of the system dynamics as done in [P5], an important open
question is the realization of active learning, i.e., the eﬃcient collection of
data to improve the control performance through reﬁned prediction and
objective models f and `. Such problems are considered in the research
ﬁeld of dual control for constrained dynamical systems, aiming to provide
eﬀective exploration-exploitation strategies, see [37] for an overview. While
the underlying concepts are promising, the techniques often lack scalability beyond 3-4 state dimensions. In [R3]and [P6] we therefore provide an
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episodic learning-based MPC mechanism to infer f and ` in an eﬃcient way
based on potentially vague prior information, while maintaining the computational complexity of the nominal MPC problem (I.11). This is achieved
through posterior sampling techniques [38], which additionally allow for a
rigorous analysis in terms of the cumulative expected regret during learning
and enables us to bound the expected number of unsafe learning episodes.
As a last step, we address the limited prediction horizon N and the
potentially conservative terminal objective `f and terminal constraint set Xf
in the approximate MPC objective (I.11a). To this end, we propose the datadriven construction of Xf and `f in [P7] using available system trajectories.
The underlying method is based on [39] and approximates the future cost `f
under an optimal control law within the convex hull of available trajectories.
The speciﬁc contribution is based on a softening of polytopic state and
terminal set constraints to enable learning with poorly performing initial
MPC controller formulations, infeasible initial system states, and unexpected
external disturbances. As a result, we can iteratively improve the terminal
ingredients `f and Xf using system trajectories with constraint violations.
Moreover, a barycentric terminal cost guarantees asymptotic stability, even if
the corresponding hard constrained MPC problem would become infeasible.

II. Contributions
This chapter summarizes the key contributions of the articles included in
this thesis and draws connections between the individual results and with
respect to additional and co-authored publications. Part A comprises four
publications in the ﬁeld of predictive safety ﬁlters for learning-based control,
including one conference publication and three journal articles. Part B
contains three journal articles, which introduce speciﬁc learning-based model
predictive control (MPC) algorithms to improve the closed-loop performance
of a system while providing safety guarantees. Many of the additional results
were obtained and further developed in collaboration with other researchers
and students at the Institute for Dynamical Systems and Control, as indicated
below under ‘co-authored and related publications’ and ‘List of supervised
student projects’.

Part A: Predictive safety ﬁlters for learning-based
control
Paper 1
[P1]

K. P. Wabersich and M. N. Zeilinger. Linear Model Predictive
Safety Certiﬁcation for Learning-Based Control. 2018 IEEE
Conference on Decision and Control (CDC), pp. 7130-7135, 2018.

Contribution and context: This paper ﬁrst introduced the predictive safety
ﬁlter approach from Section 3 for systems (I.1) that can be modeled as
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uncertain linear systems with bounded additive disturbances of the form
ft (x(k), u(k), θt , w(k)) = At x(k) + Bt u(k) + w(k)
with known nominal matrices θt = [At , Bt ], but unknown distribution
and unknown bound on the additive disturbance w(k). The scheme uses
tube-based MPC techniques to conceptually ensure recursive feasibility and
constraint satisfaction. A practical data-based design procedure for tube
and terminal set design using available system trajectories is proposed using
scenario-based optimization techniques and convexity properties to reduce
the amount of manual tuning required. The predictive safety ﬁlter concept
proposed in this paper can be seen as the foundation for [P3], [P2], [R5],
[R9], [R10], and [R6, Section 5], to enhance an arbitrary learning-based
controller with safety guarantees. Important extensions include the support
of unbounded process noise and stochastic parameter uncertainties [P2] as
well as nonlinear system models [P3], which supports relevant learning-based
control applications, e.g., occuring when systems are operated at their physical
limits such as aggressive drone ﬂights and collision avoidance systems for
cars.
Related work includes the techniques developed in [R1] and [R8], which
are based on the explicit computation of a safe set and backup control law
using convex optimization techniques.

Paper 2
[P2]

K. P. Wabersich, L. Hewing, A. Carron and M. N. Zeilinger.
Probabilistic model predictive safety certiﬁcation for learningbased control. IEEE Transactions on Automatic Control, early
access, 2021.

Contribution and context: While using the predictive safety ﬁlter mechanism at its core, this work enables synthesis of the ﬁlter from available system
data for unbounded stochastic prior distributions of the uncertainties. More
precisely, systems of the form
ft (x(k), u(k), θt , w(k)) = A(θt )x(k) + B(θt )u(k) + w(k)
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are considered with normally distributed parameters θt and normally distributed disturbances w(k). The model thereby supports the use of dataeﬃcient Bayesian inference using recorded system trajectories.
Since unbounded disturbances w(k) prohibit robust constraint satisfaction, we consider chance constraints for systems that tolerate short durations
of constraint violations, e.g., power grids. One of the main challenges in
an unbounded disturbance setting in contrast to [P1] is to ensure recursive
feasibility of the online optimization problem despite state feedback and
therefore to establish closed-loop chance constraint satisfaction certiﬁcates.
To this end, this paper provides two contributions: First, we show that
the error system analysis along nominal trajectories can be split into an
error resulting from model uncertainties and an error caused by stochastic
disturbances, which can be bounded using, e.g., probabilistic invariant sets as
presented in [R2]. This insight allows to compute an appropriate nominal
constraint tightening. Second, a new way of indirect incorporation of state
feedback into the online optimization problem is proposed. The basic idea
thereby is to include the state measurement in the objective function only,
which maintains recursive feasibility and enables rigorous closed-loop chance
constraint satisfaction.
The proposed indirect feedback mechanism further inspired a novel
stochastic MPC scheme presented in [R4] for linear systems with known
parameters θt and unbounded additive disturbances w(k) together with an
extension to the distributed system case in [R7], both providing a rigorous
closed-loop constraint satisfaction analysis.

Paper 3
[P3]

K. P. Wabersich and M. N. Zeilinger. A predictive safety ﬁlter
for learning-based control of constrained nonlinear dynamical
systems. Automatica, Volume 129, 2021.

Contribution and context: Applications for which learning-based control
can provide beneﬁts in terms of reduced design eﬀorts often involve systems
with signiﬁcant nonlinearities in the dynamics, as showcased, e.g., in the
miniature racing application [R9]. For such systems, a global uncertainty
bound for a nominal linear model as considered in [P2] and [P3] can become
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overly conservative, even when considering chance constraints only. To this
end, this paper considers nonlinear systems of the general form
ft (x(k), u(k), w(k), θt )
with bounded and suﬃciently small additive disturbances w(k) and uncertain
dynamics ft and θt , obtained using learning-based regression techniques.
The method for chance constraint satisfaction according to (I.3) developed in this paper works as follows. The idea is to avoid very uncertain
predictions in the state and input space. More precisely, backup trajectories
are constrained to conﬁdent subsets of the state and input space, for which
available tube-based design techniques for uncertain nonlinear system models
can be used to obtain chance constraint satisfaction. In the paper, we speciﬁcally focus on a simple nominal state and input constraint tightening based
on [40, 41], enabling eﬃcient implementation and simple design, which
involves tuning of a few intuitive scalar parameters. The state and input
dependent model uncertainty is thereby provided in the form of a set-valued
model conﬁdence map, which acts as a general interface between the nonlinear predictive safety ﬁlter and uncertain nonlinear prediction models. The
combination of probabilistic state and input dependent uncertainty sets with
tube-based ideas has also been used to enhance available MPC schemes for setpoint tracking and economic process control with learning-based prediction
models as presented in [P5].

Paper 4
[P4]

K. P. Wabersich and M. N. Zeilinger. Predictive control barrier
functions: Enhanced safety mechanisms for learning-based control.
IEEE Transactions on Automatic Control, under review, 2021.

Contribution and context: While the theoretical guarantees of the predictive safety ﬁlter formulations in [P1-P3] provide safety despite model
uncertainties, an eﬃcient design relies on accurate disturbance assumptions
and deviations from them can lead to failure of the ﬁlter putting the system
at risk. As a result, practical applications as demonstrated, e.g., in [R9],
implement a simple softening of the safety constraints, which does, however,
not provide any guarantees in terms of safety and recovery from constraint
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violations during closed-loop operation.
In this paper we introduce an auxiliary soft-constrained predictive control
problem that is always feasible at each time step and asymptotically stabilizes
the feasible set of the original safety ﬁlter problem. The theoretical guarantees
are obtained using a simple constraint tightening in combination with a
terminal control barrier function. In particular, we show that the proposed
auxilary problem provides a ‘predictive’ control barrier function and therefore
formalizes the relationship between predictive safety ﬁlters and control barrier
functions described in the introduction, Chapter I. The implicit control
barrier function opens up future research in terms of safety guided policy
search as well as explicit predictive safety ﬁlter approximations as described
in Chapter III.

Part B: Safe learning-based MPC algorithms
Paper 5
[P5]

K. P. Wabersich and M. N. Zeilinger. Nonlinear learning-based
model predictive control supporting state and input dependent
model uncertainty estimates. International Journal of Robust and
Nonlinear Control, early access, 2021.

Contribution and context: Many control engineering applications oﬀer
an unexplored potential through continuously collected process data, which
can in principle be used to facilitate the design of MPC controllers of the
form (I.4) to improve the overall process performance. Since the direct
implementation of nominal models inferred from data typically lacks desired
guarantees such as asymptotic stability and constraint satisfaction, we present
a technique that supports the combination of diﬀerent learning methods with
various MPC formulations.
More precisely, we support data-driven models with probabilistic parameter uncertainties of the form
ft (x(k), u(k), w(k), θt )
through a tube-based MPC formulation combined with an additional implicit
state and input constraint, restricting system predictions to a conﬁdent subset
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of the state and input space. By relying on tube-based MPC concepts, the
proposed learning-based MPC formulation oﬀers a modular framework for
addressing diﬀerent problem classes such as economic MPC, while providing
a ﬂexible interface for using diﬀerent probabilistic prediction models. While
the basic idea of planning in conﬁdent sub-spaces to reduce conservatism
compared to a global bound is related to [P3], we develop a more ﬂexible
technique in this paper, which uses a static tube around nominal predictions,
which simpliﬁes the terminal set design for setpoint and trajectory tracking
tasks and is, e.g., essential to enable a modular combination with economic
MPC formulations. A design procedure for approximately linear systems is
proposed, exploiting the additional degree of freedom in terms of planning
in conﬁdent subspaces, and the eﬃciency of the method is illustrated using
numerical examples.

Paper 6
[P6]

K. P. Wabersich and M. N. Zeilinger. Performance and safety
of Bayesian model predictive control: Scalable model-based RL
with guarantees. IEEE Transactions on Automatic Control, under
review, 2021.

Contribution and context: While [P5] provides a principled way to incorporate available system data, relatively few model predictive control algorithms have been proposed, which are capable of eﬃciently collecting data
in closed-loop to infer ft , θt , and `t in (I.1) and (I.2). Thereby, eﬃciency
means to balance the classical trade-oﬀ in reinforcement learning between
exploration and exploitation of available system knowledge.
To address this limitation, we propose a cautious active learning MPC
scheme based on [38], which can be eﬃciently implemented in the form
of a standard MPC problem. Data-eﬃcient learning is thereby achieved
through posterior sampling techniques, which additionally enable a rigorous performance analysis of the resulting ‘Bayesian MPC’ algorithm in an
episodic learning setting. To this end, we establish Lipschitz continuity of
the corresponding future reward function, which further allows to bound the
number of expected unsafe learning episodes using a soft-constrained MPC
formulation. The latter contributions extend the corresponding conference
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publication [R3].

Paper 7
[P7]

K. P. Wabersich and M. N. Zeilinger. A soft constrained MPC
formulation enabling learning from trajectories with constraint
violations. IEEE Control Systems Letters, Volume 6, 2021.

Contribution and context: The majority of the articles included in this
thesis, such as [P5] and [P6] aim at improving the prediction model in a
data-driven and safe manner, which typically allows for less conservative
controllers and thereby improves the performance of a given MPC formulation. In contrast, this paper focuses on improving an MPC controllers’
performance for a given prediction model, which is limited by a short prediction horizon N in combination with an approximate future cost estimate
`f , which is only valid in a small terminal set Xf .To this end, this paper
leverages system trajectories to iteratively improve a data-driven terminal cost
and set estimate, i.e., to eﬃciently compute `f and Xf in the MPC problem
(I.4), bounding future eﬀects of the objective and constraints. At the same
time, we consider that the prediction model might not be perfectly known by
using soft constraints, enabling it to handle unexpected, signiﬁcant external
disturbances, which typically occur during a learning task.
We tackle these challenges through a soft constrained learning-based
MPC formulation inspired by [42], capable of leveraging both, safe as well
as potentially unsafe system trajectories using mechanisms introduced in [39]
to improve the closed-loop performance. The proposed soft-constrained
MPC formulation can also be used outside of a learning context for eﬃcient
design and implementation of soft-constrained linear MPC controllers with
polytopic state, input, and terminal constraints, which results in a quadratic
program of similar complexity compared to standard MPC problems.
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are related to this thesis. The publications [P1]-[P7] are contained in this
thesis. The co-authored and related publications [R1]-[R11] contain research

22
results that relate to the papers presented in this thesis. Their respective
connection to the publications [P1]-[P7] are drawn in the previous sections,
when applicable. The journal articles [P4] and [P6] are currently under review.
Preliminary results of [P6] have been published in [R3].
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*: The ﬁrst two authors contributed equally to this work

Practical applications
Learning-based model predictive controller for set-point stabilization of a spray dryer system
The goal of this project was to provide a high performance controller for an
industrial spray dryer system for milk powder production. Due to changing operating conditions such as properties of the raw ﬂuid, the outside
air humidity level, and the outside temperature, various parameters in a
corresponding control model are uncertain. To this end, we combined the
proposed predictive safety ﬁlter formulation [P2] with an indirect stochastic
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MPC formulation [R4] to enable safe data collection and to exploit gathered
data to improve the control performance while ensuring constraint satisfaction. Validation of the proposed controllers’ performance was performed
using a highly realistic simulation model, which was provided by an industry
partner. A corresponding publication is in preparation.

Safe manual and learning-based racing
To demonstrate the practical capabilities of the nonlinear predictive safety
ﬁlter as developed in [P3], the goal was to provide a safety mechanism, supporting both, manual racing and learning-based autonomous racing at the
physical limits of a miniature race car, see Fig. II.1. The project was realized
by Ben Tearle [M1], see [R9] for more details.

Video: https://youtu.be/Aaly_IwQmfc

Figure II.1: Excerpt of the miniature racing application: A human controls
acceleration and steering of the car and tries to minimize the lap time while a
predictive safety ﬁlter intervenes if necessary to ensure constraint satisfaction.
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III. Future research directions
Due to the vastly diﬀerent properties of control engineering problems,
learning-based control cannot directly replicate the same success machine
learning has in other ﬁelds like computer vision. The time-dependent and
interactive nature of control problems combined with a less accessible and
more expensive data acquisition process is thereby in constrast to, e.g., face
recognition tasks. Even if speciﬁc control engineering problems such as
trajectory tracking for vehicles can be solved by learning-based control, the
underlying techniques do not yet scale at an industrial level across diﬀerent applications. Therefore, we propose three future research directions to improve
the cost-beneﬁt ratio of the proposed learning-based control approaches to
increase their industrial potential and the associated promotion of the research
branch as a whole.
The ﬁrst consideration addresses the overall control engineering task,
including the deﬁnition of the objective function and limiting sensing capabilities. Since these components are the foundation for most safe learning-based
control approaches, their development toward uncertain learning-based settings is vital. Second, while the modular combination of predictive safety
ﬁlters with arbitrary learning-based controllers is possible and showed good
performance in the miniature race car application [R9], the resulting performance for other systems can hardly be predicted. To ensure eﬃcient learning
a-priori, we propose the development of a theoretically grounded interface
between learning and safety modules. As the last point, it should be noted
that a shift of focus toward large-scale and distributed systems can provide
an excellent opportunity to demonstrate the value of learning-based control,
since classical control methods can be challenging to apply in these settings.
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Jt

y = g(x) + d

Learning-based
Controller π L (y)

System f (x, u)

u

uL

Safety Filter
π S (y, uL )
Safe System fS (x, uL )

Figure III.1: A common practical scenario for safe learning-based control:
Compared with the setting considered in Chapter I of this thesis, practical
applications do not necessarily provide access to the system states x. Furthermore, the objective function or even the reward signal needs to selected
manually, which is a very diﬃcult task in general.

The complete learning-based control problem
This section focuses on practically relevant questions beyond the learningbased control problem as stated in Section 1. In particular, we discuss two
common practical hurdles, the ﬁrst of which is to design the actual objective (I.2) and the second being the fact that state measurements are not always
available as depicted in Figure III.1.
Most learning-based controllers and reinforcement learning techniques
assume that an expert manually transformed a real-world engineering problem
into an objective of the form (I.2). This is, however, a strong assumption
for most control problems since, e.g., Q and R matrices in an LQR problem
are design parameters and typically need to be tuned manually to achieve a
desired behavior. To this end, safety ﬁlters as proposed in this thesis can play
an essential role in keeping the system safe while automatically identifying an
objective Jt . For example, this could enable to safely identify a ‘comfortable’
driving experience, which is hard to describe manually. Therefore, promising
future research includes the combination of the safety ﬁlter with inverse
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learning approaches as described, e.g., in [R6, Section 4.2] to safely learn the
objective Jt from human demonstrations.
The second rather strong assumption is the access to noise-free, full
system state measurements x. Due to restricted sensing capabilities resulting
from cost-eﬃcient system design or physical limitations, the system’s state
must be inferred through noisy measurements y = g(x) + d with y ∈ Rr ,
some measurement noise d ∈ D, and potentially r < n. Compared to the
classical observation problem, the safe learning-based control setting requires
reliable model inference from measurements and an accurate state estimation
within the state constraints. A ﬁrst step into this direction is provided by socalled measurement control barrier functions [43], relying on control barrier
function concepts and [R11], which provides model inference capabilities
based on a moving horizon estimator, explicitly taking safety constraints into
account during learning and state estimation.

Performance and safety ﬁlters
An important open question regarding predictive safety ﬁlters as depicted
in Figure I.1 concerns the overall performance and whether or not additional mechanisms are required to provide theoretical guarantees. We discuss
potential approaches to this problem for two diﬀerent situations.
The ﬁrst case is characterized by uncertain nonlinear prediction models,
which require iterative model reﬁnements as shown, e.g., in [P3] and [26],
to reduce overly conservative safety ﬁlter interventions. In such cases, a
pre-speciﬁed exploration strategy might be required to ensure that the modularization of safety and performance as illustrated in Figure I.1 will not
lead to chattering behavior due to a lack of safety ﬁlter improvements. In
the particular predictive safety ﬁlter formulation [P3], which is based on the
idea of planning in conﬁdent subsets of the state and input space, we suggest
the following mechanism to this end. Predictive safety ﬁlter interventions
caused by an active conﬁdent subset constraint [P3, Sec. 4] can trigger an
auxiliary exploration sequence, which overrides the learning-based control
inputs during an entire learning episode or multiple time steps. During this
time period, the goal is to steer the system towards the uncertain region of
the state and input space, which has caused the safety intervention, allowing
to iteratively reduce the corresponding uncertainty.
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The second case concerns access to reasonably accurate prediction models
and suﬃciently permissive predictive safety ﬁlter formulations, which would
allow a fully trained controller to execute a particular task. An open question in this regard is how to guarantee that safety ensuring actions of the
safety ﬁlter will not detoriate the learning progress. As proposed in [44], a
practical solution to this end is adding the control barrier function value to
the reinforcement learning objective, as it summarizes the future eﬀect of
unsafe inputs applied at the current time step. More precisely, the idea is to
re-deﬁne the objective as
`(x, u) = `t (x, u, 0, θt ) + c max(0, h(ft (x, u, 0, θt ))),

(III.1)

which can preserve continuity compared to, e.g., using
`(x, u) = `t (x, u, 0, θt ) + ckuL (k) − u∗0|k k,

(III.2)

which is directly available from the safety ﬁlter scheme in Fig. I.1. Compared
to using an input deviation penalty term in (III.2), adding the control barrier
function in (III.1) can maintain continuity of the overall objective (I.2) and
therefore has the potential to preserve the performance analysis of existing
learning-based controllers. The relation between control barrier functions
and predictive safety ﬁlters in [P4] allows thereby to construct a cost function
of the form (III.1). The conjecture to be shown in this regard is that a
suﬃciently large factor c > 0 implies convergence to the best possible control
law under a ﬁxed predictive safety ﬁlter using suitable assumptions.

Large-scale distributed safe learning-based control
Many modern control problems such as power grids with renewable energy
sources, supply chains, or telecommunication networks, require control of
large-scale safety-critical distributed systems. This is typically a diﬃcult task
due to the complexity of the interactions among subsystems and the necessity
of making decisions solely based on local knowledge combined with strict
safety constraints. While the predictive safety ﬁlter proposed in this thesis
provides a permissive safety ﬁlter for distributed systems as shown in [R5] and
[R7] for the stochastic case, there are relatively few learning-based controllers
or reinforcement learning algorithms available, which support distributed
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systems. One possible approach to this end is to extend the Bayesian MPC
active learning mechanism as proposed in [P6], [R3] to the distributed setting.
While the implementation of distributed Bayesian MPC would only require
local learning per subsystem and result in a nominal distributed MPC problem
formulation, the eﬀect of local sampling on the overall performance analysis
still needs to be investigated formally.
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Part A

Predictive safety ﬁlters for
learning-based control

P1
Linear model predictive safety certiﬁcation for
learning-based control
Kim P. Wabersich and Melanie N. Zeilinger
IEEE Conference on Decision and Control (2018)

Abstract: While it has been repeatedly shown that learning-based
controllers can provide superior performance, they often lack
of safety guarantees. This paper aims at addressing this problem
by introducing a model predictive safety certiﬁcation (MPSC)
scheme for linear systems with additive disturbances. The scheme
veriﬁes safety of a proposed learning-based input and modiﬁes it
as little as necessary in order to keep the system within a given
set of constraints. Safety is thereby related to the existence of a
model predictive controller (MPC) providing a feasible trajectory
towards a safe target set. A robust MPC formulation accounts
for the fact that the model is generally uncertain in the context
of learning, which allows for proving constraint satisfaction at
all times under the proposed MPSC strategy. The MPSC scheme
can be used in order to expand any potentially conservative set
of safe states and we provide an iterative technique for enlarging
the safe set. Finally, a practical data-based design procedure for
MPSC is proposed using scenario optimization.

© 2018 IEEE. Reprinted, with permission, from Kim P. Wabersich and Melanie N. Zeilinger.
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1

Paper P1: Linear predictive safety certiﬁcation

Introduction

Learning-based control introduces new ways for controller synthesis based
on large-scale databases providing cumulated system knowledge. This allows
for previously intense tasks, such as system modeling and controller tuning,
to eventually be fully automated. For example, deep reinforcement learning
provides prominent results, with applications including control of humanoid
robots in complex environments [1] and playing Atari Arcade video-games
[2].
Despite the advances in research-driven applications, the results can often
not be transferred to industrial systems that are safety-critical, i.e. that must be
guaranteed to operate in a given range of physical and safety constraints. This
is due to the often complex functioning of learning-based methods rendering
their systematic analysis diﬃcult.
By introducing a model predictive safety certiﬁcation (MPSC) mechanism for any learning-based controller, we aim at bridging this gap for linear
systems with additive uncertainties that can, e.g., result from a belief representation of an unknown non-linear system. The proposed MPSC scheme
estimates safety of a proposed learning-based input in real-time by searching
for a safe back-up trajectory for the next time step in the form of generating
a feasible trajectory towards a known safe set. Allowing the MPSC scheme
to modify the potentially unsafe learning-based input, if necessary, provides
safety for all future times. The result can be seen as a ‘safety ﬁlter’, since it
only ﬁlters proposed inputs that drive the system out of what we call the
safe set. The resulting online optimization problem can be eﬃciently solved
in real-time using established model predictive (MPC) solvers. Partially unknown larger-scale systems can therefore be eﬃciently enhanced with safety
certiﬁcates during learning.
Contributions: We consider linear systems with additive disturbances,
described in Section 2, that encode the current, possibly data-driven, belief
about a safety-critical system to which a potentially unsafe learning-based
controller should be applied. A model predictive safety certiﬁcation scheme
is proposed in Section III, which allows for enhancing any learning-based
controller with safety guarantees1 . The concept of the proposed scheme is
comparable to the safety frameworks presented in [3, 4] by providing an
1 Even human inputs can be enhanced by the safety certiﬁcation scheme, which relates e.g.
to the concept of electronic stabilization control from automotive engineering.
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implicit safe set together with a safe backup controller that can be applied
if the system would leave the safe set using the proposed learning input. A
distinctive advantage compared to existing methods is that the MPSC scheme
can build on any system behavior that is known to be safe, i.e. a known set
of safe system states can be easily incorporated in our scheme such that it
will only analyze safety outside of the provided safe set.
The approach relies on scalable oﬄine computations and online optimization of a robust MPC problem at every sampling time, which can be
performed using available real-time capable solvers that can deal with largescale systems (see e.g. [5]). While we relate the required assumptions and
design steps to tube-based MPC in Section 4, we present an automated,
parametrization free, and data-driven design procedure, that is tailored to the
context of learning the system dynamics. The design procedure and MPSC
scheme are illustrated in Section 5 using numerical examples.
Related work: Making the relevant class of safety critical systems accessible
to learning-based control methods has gained signiﬁcant attention in recent
years. In addition to the individual construction of safety certiﬁcates for
speciﬁc learning-based control methods subject to diﬀerent notions of safety,
see e.g. the survey [6], a discussion of advances in safe learning-based control
subject to state and input constraints can be found in [7]. A promising
direction that emerged from recent research focuses on what is called a ‘safety
framework’ [3, 7, 4, 8], which consists of a safe set in the state space and
a safety controller. While the system state is contained in the safe set, any
feasible input (including learning-based controllers) can be applied to the
system. However, if such an input would cause the system to leave the safe
set, the safety controller interferes. Since this strategy is compatible with any
learning-based control algorithm, it serves as a universal safety certiﬁcation
concept. The techniques proposed in [3, 7] are based on a diﬀerential game
formulation that results in solving a min-max optimal control problem, which
can provide the largest possible safe set, but oﬀers very limited scalability.
The approach described in [4] uses convex approximation techniques that
scale well to larger-scale systems at the cost of a potentially conservative
safe set. While these results explicitly consider non-linear systems, we focus
on linear model approximations allowing for various improvements. We
introduce a new mechanism for generating the safe set and controller using
ideas related to tube-based MPC, which enables scalability with respect to
the state dimension, while being less conservative than e.g. [4].

44

Paper P1: Linear predictive safety certiﬁcation

There is a methodological similarity to learning-based MPC approaches, as
e.g. proposed in [9], or more recently in [10] considering nonlinear Gaussian
process models. While such methods are limited to an MPC strategy based
on the learned system model, this paper provides a concept that can enhance
any learning-based controller with safety guarantees. This allows, e.g., for
maximizing black-box reward functions (reward of a sequence of actions
is only available through measurements) for complex tasks, see e.g. [11],
which would not be possible within an MPC framework, or to focus on
exploration in order to collect informative data about the system, as described
in Section 5.
Notation: The set of symmetric matrices of dimension n is S n , the set
n
n
of positive (semi-) deﬁnite matrices is (S+
) S++
, the set of integers in the
interval [a, b] ⊂ R is I[a,b] , and the set of integers in the interval [a, ∞) ⊂ R
is I≥a . The Minkowski sum of two sets A1 , A2 ⊂ R is denoted by A1 ⊕ A2
and the Pontryagin set diﬀerence by A1 A2 . The i-th row and i-th column
of a matrix A ∈ Rn×m is denoted by rowi (A) and coli (A).

2

Problem description

We consider dynamical systems, which can be described by linear systems
with additive disturbances of the form
x(k + 1) = Ax(k) + Bu(k) + w(k)

(P1.1)

with initial condition x(0) = x0 and w(k) ∈ W where W is a compact
set. The system is subject to polytopic state constraints x(k) ∈ X := {x ∈
Rn |Ax x ≤ bx }, Ax ∈ Rnx ×n , bx ∈ Rnx and polytopic input constraints
u(k) ∈ U := {u ∈ Rm |Au u ≤ bu }, Au ∈ Rnu ×m , bu ∈ Rnu . We assume
that the origin is contained in X, (A, B) is stabilizable, and the system
state is fully observable. Note that system class (P1.1) allows for modeling
nonlinear time-varying systems x(k + 1) = f (k, x(k), u(k)) if x(k + 1) ∈
Ax(k) + Bu(k) ⊕ W for all (x, u) ∈ (X, U).
We aim at providing a safety certiﬁcate for arbitrary control signals in
terms of a safe set and a safe control law. Given the system description (P1.1)
and a potentially unsafe learning-based controller uL , we search for a set of
states S for which we know a feasible backup control strategy uB such that
input and state constraints will be fulﬁlled for all future times. Therefore,
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uL can be applied as long as it does not cause the system to leave S or violate
input constraints. Otherwise, a safety controller uS is allowed to modify the
learning input based on the backup controller in order to keep the system
safe. Formally this is captured by the following deﬁnition of a safe set and
controller.
Deﬁnition 2.1. A set S ⊆ X is called a safe set for system (P1.1) if a safe
backup control law uB : Rn × Rm × I≥0 → U is available such that for an
arbitrary (learning-based) policy uL : I≥0 → Rm , the application of the
safety control law
(
uL (k), if uL ∈ U ∧ {Ax + BuL } ⊕ W ⊆ S
uS (k) :=
uB (x(k), uL (k), k), otherwise
guarantees that the system state x(k) is contained in X for all k ≥ k̄ if
x(k̄) ∈ S.
While this framework is conceptually similar to those in [3, 7, 4, 8],
we do not require the safe set S to be robust controlled invariant as in [4,
Deﬁnition II.4], [7, Deﬁnition 2], [8, Section 2.2] or [3, Section II.A]. The
presented approach is thereby capable of enlarging any given safe set, and can
be combined with any of the previously proposed methods.

3

Model predictive safety certiﬁcation

The starting point for the derivation of the proposed safety concept is Deﬁnition 2.1. The essential requirement is that in the safe set S, we always need to
know a feasible backup controller uB , that ensures constraint satisfaction in
the face of uncertainty for all future times. The idea for constructing such a
controller is based on MPC [12]. Given the current system state, we calculate
a safe, ﬁnite horizon backup controller towards some conservative target set
Sf , which is known to be a safe set and therefore provides ‘inﬁnite safety’
after applying the ﬁnite-time controller.
The concept is illustrated in Figure P1.1. Consider a current system state
x(k), together with a proposed learning input uL (k). In order to analyze
safety of uL (k), we test if uL (k) will lead us to a state x(k + 1), for which
we can construct a safe backup controller uB in the form of a feasible input
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State constraints X ⊂ R2

z4∗ ⊕ Ω
z1∗
z0∗

Safe terminal set Sf

x(k + 1)
x(k)

Safe set S

Figure P1.1: Model predictive safe set (blue) based on available data points (red):
Belief-based safe optimal trajectory that supports uL (k), starting nearby x(t) and
resulting in the safe terminal set, with uncertainty tubes, that will contain the real
system state.

sequence that drives the system to the safe terminal set Sf in a given ﬁnite
number of steps. If the test is successful, x(k + 1) is a safe state and uL (k)
can be applied. At the next time step k + 1, we repeat the calculations for
x(k + 1) and uL (k + 1). If it is successful, we can again apply the learning
input uL (k + 1), otherwise we can simply use the previously calculated
backup controller from time k. This strategy yields a safe set that is deﬁned
by the feasible set of the corresponding optimization problem for planning a
trajectory towards the target set.
As the true system dynamics model is often unknown in the context of
learning-based control, we employ mechanisms from tube-based MPC to
design a safe backup controller for uncertain system dynamics of the form
(P1.1).

3.1

Model predictive safety certiﬁcation scheme

Similar as in tube-based MPC, see e.g. [12], a nominal backup trajectory is
computed, such that a stabilizing auxiliary controller is able to track it for
the real system within a ‘tube’ towards the safe terminal set. We ﬁrst deﬁne
the main components and assumptions of the tube-based MPC controller,
in order to then introduce the model predictive safety certiﬁcation (MPSC)
scheme, consisting of the MPSC problem and the proposed safety controller.
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Deﬁne with z(k) ∈ Rn and v(k) ∈ Rm the nominal system states and inputs,
as well as the nominal dynamics
z(k + 1) = Az(k) + Bv(k), k ∈ I≥0

(P1.2)

with initial condition z(0) = z0 . Denote e(k) := x(k) − z(k) as the error
(deviation) between the system state (P1.1) and the nominal system state
(P1.2). The controller is then deﬁned by augmenting the nominal input with
an auxiliary feedback on the error, i.e.
u(k) = v(k) + KΩ (x(k) − z(k)),

(P1.3)

which keeps the real system state x(k) close to the nominal system state
z(k) if KΩ ∈ Rm×n is chosen such that it robustly stabilizes the error
e(k) := x(k) − z(k) with dynamics
e(k + 1) = (A + BKΩ )e(k) + w(k)

(P1.4)

resulting from application of (P1.3) to the real system.
Assumption 3.1. There exists a linear state feedback matrix KΩ ∈ Rm×n that
yields a stable error system (P1.4).
Stability of the autonomous error dynamics (P1.4) implies the existence
of a corresponding robust positively invariant set according to the following
deﬁnition.
Deﬁnition 3.2. A set Ω ⊆ Rn is a robust positively invariant (RPI) set for
the error dynamics (P1.4) if
e(k0 ) ∈ Ω ⇒ e(k) ∈ Ω for all k ∈ I≥k0 .
In order to guarantee that (x, u) ∈ X × U under application of (P1.3),
the state and input constraints X and U are tightened for the nominal system
(P1.2), as described e.g. in [12], to X̄ = X Ω and Ū = U KΩ Ω. There
exist various methods in the literature, which can be used in order to calculate
a controller and the corresponding RPI set according to Deﬁnition 3.2, see
e.g. [13].
Diﬀerent from standard tube-based MPC, the model predictive safety
certiﬁcation (MPSC) uses a terminal set that is only required to be itself a

48

Paper P1: Linear predictive safety certiﬁcation

safe set according to Deﬁnition 2.1, which is conceptually similar to the safe
terminal set used in [10]. This allows not only for enlarging any potentially
conservative initial safe set, but also for recursively improving the safe set, as
will be shown in Section 4.2.
Assumption 3.3. There exists a safe set Sf ⊆ X and a safe control law uSf
according to Deﬁnition 2.1 such that Ω ⊆ Sf .
Remark 3.4. Note that a standard terminal set as, e.g. described in [12], also
satisﬁes Assumption 3.3. A trivial choice is therefore Sf = Ω and uSf (k) =
KΩ x(k).
Based on these components, the proposed safe backup controller utilizes
the following MPSC problem for a given measured state x and proposed
learning input uL :
min

v0 ,..,vN −1 ,
z0 ,..,zN ,ũ

(P1.5a)

kuL − ũk

s.t. zi+1 = Azi + Bvi , ∀i ∈ I[0,N −1]

(P1.5b)

(zi , vi ) ∈ X̄ × Ū, ∀i ∈ I[0,N −1]

(P1.5c)

zN ∈ Sf

(P1.5d)

Ω

x − z0 ∈ Ω

(P1.5e)

ũ = v0 + KΩ (x − z0 )

(P1.5f)

where we denote the planning horizon by N ∈ I≥1 and the predicted nominal
system states and inputs by zi and vi . Let the feasible set of (P1.5) be denoted
by
XN := {x ∈ Rn |(P1.5b) − (P1.5f)} ⊆ X.

(P1.6)

Problem (P1.5) introduces the auxiliary variable ũ, which includes the auxiliary feedback (P1.5f), ensuring safety of the control input ũ, as we will
show in the proof of Theorem 3.5. The cost (P1.5a) is chosen such that
if possible, ũ is equal to uL , in which case safety of uL is certiﬁed. The
controller resulting from (P1.5) in a receding horizon fashion is given by
κ(x) = ũ∗ (x)

(P1.7)
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Algorithm 1 Model predictive safety certiﬁcation scheme
1: kinf := N − 1
2: for k = 0, 1, 2, ... do
3:
if (P1.5) feasible then
4:
Apply u(k) := κ(x(k)) to (P1.1)
5:
kinf := 0
6:
else
7:
kinf := kinf + 1
8:
if kinf ≤ N − 1 then

9:
Apply u(k) := vk∗inf + KΩ x(k) − zk∗inf to (P1.1)
10:
else
11:
Apply u(k) := uSf (k) to (P1.1)
12:
end if
13:
end if
14: end for

∗
∗
∗
∗
where v0∗ (x), .., vN
−1 (x), z0 (x), .., zN (x), and ũ (x) is the optimal solution
of (P1.5) at state x.
It is important to note that (P1.5) may not be recursively feasible for
general safe sets Sf . This is due to the fact that the terminal safe set Sf is
itself not necessarily invariant or a subset of the feasible set.
To this end, we propose Algorithm 1, which implements a safety controller based on (P1.5). If x(k) ∈ XN we can always directly apply ũ
(Algorithm 1, line 4). If at a subsequent time x(k + 1) ∈
/ XN , then we know
via (P1.5) a ﬁnite-time safe backup controller towards Sf using (P1.3), from
the trajectory computed to certify x(k) (Algorithm 1, line 9), compare also
with Figure P1.1. By Assumption 3.3 we can extend this ﬁnite-time backup
controller after N -steps with uSf (Algorithm 1, line 11) in order to obtain a
safe backup controller for x(k + i), i ≥ 0, which will satisfy constraints at
all times in the future. In the case that Sf \ XN 6= ∅, (P1.5) can be initially
infeasible for x = x(0) ∈ Sf . This case can be easily treated by directly
applying uSf (Algorithm 1, line 1 and line 11) which ensures safety for all
future times. Formalization of the above yields our main result.

Theorem 3.5. If Assumptions 3.1 and 3.3 hold, then the control law resulting
from Algorithm 1 is a safe backup controller and XN ∪ Sf the corresponding safe
set according to Deﬁnition 2.1.
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Proof. If x(0) ∈ Sf \ XN , the terminal safety controller uSf is applied since
kinf is initialized to N − 1 in (Algorithm 1, line 1), which keeps the system
safe for all times. We show that XN is a safe set by ﬁrst investigating the case
that (P1.5) is feasible for all k ∈ I≥0 and extending the analysis to cases in
which (P1.5) is infeasible for arbitrarily many time steps.
Let x(0) ∈ XN and let (P1.5) be feasible for all k ∈ I≥0 (Algorithm 1,
line 4), i.e. x(k) ∈ XN . Condition (P1.5e) implies by Assumption 3.1 that
e(k + 1) ∈ Ω and therefore that x(k + 1) ∈ z1 ⊕ Ω, which implies by
the tightened constraints on the nominal state (P1.5c) that x(k + 1) ∈ X.
Therefore XN is a safe set under the safe backup controller κ(x) in (P1.7).
Now, consider an arbitrary time k̄ for which (P1.5) was feasible for the
last time, i.e. x(k) ∈
/ XN for all k = k̄ + kinf with kinf ∈ I[1,N −1] . Because
of (P1.5e) and (P1.5f) we have that e(k̄ + 1) ∈ Ω and therefore Assumption
3.3 together with (P1.5d) allows for explicitly stating a safe backup control
law based on x = x(k̄) ∈ XN that keeps the system in the constraints for all
future times:
(
∗
∗
vi−
(x) + KΩ (x(i − k̄) − zi−
(x))), i ∈ I[k̄+1,k̄+N −1]
k̄
k̄
uB (x(i), x, i) =
uSf (i), i ∈ I≥k̄+N .
∗
∗
∗
Since (P1.5) was feasible for x(k̄), the corresponding v1∗ , .., vN
−1 , z1 , .., zN
exist. Therefore in case of x(k) ∈
/ XN , Algorithm 1, line 9 and kinf ∈
I[1,N −1] , it follows from e(k̄ + 1) ∈ Ω by Assumption 3.1 that x(k̄ + kinf ) ∈
zk∗inf ⊕ Ω for all kinf ∈ I[1,N −1] .
The last remaining case kinf ≥ N follows from the observation, that
x(k̄ + N ) ∈ Sf by (P1.5d) for which we know the safe control law uSf for
all future times by Assumption 3.3. Once a feasible solution is found again,
the counter kinf is set to zero. Consequently we investigated all possible cases
in Algorithm 1 and proved that it will always provide a safe control input if
x(0) ∈ XN ∪ Sf , showing the result.

3.2

A recursively feasible MPSC scheme

By modifying Assumption 3.3 and requiring the terminal safe set to be
invariant for the nominal system, which is the standard assumption in tubebased MPC, we obtain recursive feasibility of (P1.5) and can thus directly
apply the time-invariant control law (P1.7) to system (P1.1) without the
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need of Algorithm 1. In other words, (P1.7) directly becomes the safety
controller according to Deﬁnition 2.1.
Assumption 3.6. There exists a set Xf ⊆ X̄ and corresponding control law
σf : Xf → Ū such that for all z ∈ Xf , it follows Az + Bσf (z) ∈ Xf .
Theorem 3.7. Let Sf = Xf ⊕ Ω. If Assumptions 3.1, and 3.6 hold, then
(P1.7) is a safe backup control law and XN the corresponding safe set according
to Deﬁnition 2.1. In addition, XN is a robust positively invariant set.
Proof. We begin with showing recursive feasibility under (P1.7). Let (P1.5)
be feasible at time k. It follows that x(k + 1) ∈ z1∗ ⊕ Ω because of (P1.5e)
and (P1.5f). From here, recursive feasibility follows as in standard tube-based
MPC by induction, see e.g. [12]. Along the lines of the proof of Theorem 3.5,
recursive feasibility implies that XN is a safe set.

4

Design of Sf and Ω from data

The proposed MPSC scheme is based on two main design components, the
robust positively invariant set Ω, which determines the tube, and the terminal
safe set Sf .
While Sf can be chosen more generally according to Assumption 3.3,
we note from Theorem 3.7 that we can in principle also use the same design
methods proposed for linear tube-based MPC. The computation of the robust
invariant set Ω and the nominal terminal set Xf have been widely studied in
the literature, see e.g. [12, 14] and references therein.
This section presents a diﬀerent option for the approximation of a tube
and safe terminal set that is tailored to the learning context and aims at a
minimal amount of tuning ‘by hand’. We propose to infer a robust control
invariant set Ω either directly from data or from a probabilistic model via
scenario-based optimization. Secondly, starting from any terminal safe set,
e.g. the trivial choice {0} ⊕ Ω, we show how to enlarge this terminal set
iteratively by utilizing feasible solutions of (P1.5) over time.

4.1

Scenario-based calculation of Ω from data

s
Let {w̃i }N
i=1 be a set of so-called ‘scenarios’, either sampled from a probabilistic belief about the system dynamics (P1.1) or collected from measure-
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ments. We restrict ourselves to ellipsoidal robust positively invariant sets
n
Ω = {x|x> P x ≤ 1} with P ∈ S++
, in order to enable scalability of the
resulting design optimization problems to larger scale systems. The corresponding robust scenario-based design problem for computation of the set Ω
is given by
min

n ,τ >0
P ∈S++

(P1.8a)

− log det(P )

s.t. ∀i ∈ I[1,Ns ] :
 >
Acl P Acl − τ P
w̃i> P Acl

A>
cl P w̃i
>
w̃i P w̃i + τ − 1


0

(P1.8b)

where Acl := A+BKΩ . Problem (P1.8) deﬁnes a robust positively invariant
set for the error system (P1.4), if the condition is enforced for all w̃i ∈ W,
see e.g. [14]. The objective (P1.8a) is chosen such that a possibly small RPI
set is obtained, which increases by deﬁnition of X̄ and Ū the size of the
feasible region of (P1.5), and therefore the size of the safe set. A stabilizing
linear state feedback matrix KΩ according to Assumption 3.1 needs to be
chosen beforehand, e.g. using LQR or H∞ controller design methods.
Proposition 4.1. Consider system (P1.4) and let ns := (n2 + n)/2+ 1. If
Pns −1 Ns i
(P1.8) attains a solution, then with probability at least 1 − i=0
i  (1 −
)Ns −i , the solution is -level robustly feasible for the corresponding robust problem imposing (P1.8b) for all w̃i ∈ W, i.e., the probability that there exists a
w̃i ∈ W for which (P1.8b) is violated is less or equal to .
Proof. The result follows directly from [15, Theorem 1] similar to the application demonstrated in [16].

4.2

Iterative enlargement of the terminal safe set Sf

In this section we show how to enlarge the terminal safe set Sf based on
previously calculated solutions of (P1.5), which is conceptually similar to
the data-based terminal set proposed in [17]. Note, that a larger terminal set
Sf according to Assumption 3.3 or Assumption 3.6 typically also leads to a
larger feasible set XN , and therefore to a larger overall safe set S according
to Theorems 3.5 and 3.7.
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The main idea is to deﬁne a safe set based on successfully solved instances
of (P1.5) for measured system states
x∗M(k) := {x(i), i ∈ M(k)}

(P1.9)

where M(k) := {i ∈ I[0,k] |x(i) ∈ XN } is an index set representing time
instances for which the system state x(i) was feasible in terms of (P1.5)
during application of Algorithm 1 up to time k.
Theorem 4.2. If Assumptions 3.1 and 3.3 are satisﬁed, and (P1.5) is convex,
then the set
M(k)

Sf

:= co(x∗M(k) ) ∪ Sf

(P1.10)

is again a safe set according to Deﬁnition 2.1 with a safe backup controller given
by Algorithm 1.
Proof. If (P1.5) is convex, then the feasible set is a convex set, see e.g. [18]
and therefore co(x∗M(k) ) ⊆ XN . As a consequence, we can solve (P1.5)
for all x ∈ co(x∗M(k) ) which in turn provides the result by the proof of
Theorem 3.5 (by replacing XN with co(x∗M(k) )) and the fact that the union
of two safe sets is again a safe set.
If Sf ⊆ co(x∗M(k) ), convexity of the new terminal set (P1.10) is ensured
and we can iteratively enlarge the initial terminal set Sf .
Remark 4.3. A practical design procedure in order to determine Ω and Sf is
as follows. Compute Ω based on measurements as described in Section 4.1 and
initialize Sf = {Ω}. Then, during closed-loop operation of Algorithm 1 enlarge
Sf according to (P1.10).
In order to provide a similar result with respect to Theorem 3.7 consider
∗
∗
the set zM(k)
= {z1∗ (x(i)), .., zN
(x(i)), i ∈ M(k)} with M(k) as deﬁned
above.
Corollary 4.4. If Assumptions 3.1 and 3.6 are satisﬁed, Sf = Xf ⊕ Ω, and
(P1.5) is convex, then the set
M(k)

Xf

∗
:= co(zM(k)
) ∪ Xf

M(k)

(P1.11)

satisﬁes Assumption 3.6 and Xf
⊕ Ω is a safe set according to Deﬁnition 2.1
with safe backup controller (P1.7).
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Figure P1.2: Left: Closed loop simulation under Algorithm 1, starting from
x(0) = [−0.7, 1]. Red color indicates states, for which kũ − uL k > 0. The
dotted line shows the ﬁrst 20 time steps of the closed-loop trajectory, resulting
from application of uL without the MPSC scheme. Right: Learning-based
control input sequence and applied controller sequence of MPSC scheme.
Proof. Follows similarly to the proof of Theorem 4.2.
Using Theorem 3.7, we obtain a practical procedure similar to Remark 4.3
M(k)
by initializing Xf = {0} and choosing Xf
⊕ Ω as iterative terminal safe
set.
Remark 4.5. Theorem 4.2 also provides an explicit approximation of the safe set
given by (P1.10), which is generally only implicitly deﬁned. Such a representation
can be used to ‘inform’ the learning-based controller about the safety boundary,
e.g. in the form of a feature using a barrier function, in order to avoid chattering
behavior, as proposed in [3].

5

Application to numerical examples

We consider the problem of safely acquiring information about the partially unknown system dynamics of a discretized
mass-spring-damper system,

1 0.1
0
which is given by x(k + 1) = −0.3
0.8 x(k) + ( 0.1 )u(k) with |u(k)|≤ 2.5,
|x1 (k)|≤ 1, and x2 (k) ∈ [−0.4, 1]. Assume that an approximate model is
1
0.1
0
given by x(k + 1) = −0.23
0.78 x(k) + ( 0.1 )u(k) + w(k) with mass, spring,
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and damper parameters, which have a 20% error with respect to the true
parameters. We use the results from Section 4 in order to calculate Ω without
deriving a suitable representation (P1.1), i.e. a suitable W, ﬁrst. Using the
approximate model and LQR design, we choose KΩ = (−4.12 − 5.32).
s
Based on Ns = 600 uniformly sampled measurements {xi , ui , yi }N
i=1 from
the real (but unknown) system, we generate therobust scenario design prob1
0.1
0
lem (P1.8) with scenarios w̃i = yi − −0.23
0.78 xi −( 0.1 )ui . Solving (P1.8)
>
53.95
11.47
yields that Ω = {x|x P x ≤ 1} with P = ( 11.47 14.55 ) fulﬁlls (P1.8b) for all
possible w̃i ∈ W with probability 0.97 according to Proposition 4.1. For the
MPSC scheme, we use a horizon N = 20 and the terminal safe set Sf = Ω
as described in Remark 4.3.
As learning signal we use uL (k) = 2 sin(0.01πk) + 0.5 sin(0.12πk) with
the goal of generating informative measurements according to [19].
A closed-loop simulation with initial condition x(0) = (−0.7, 1)> under
application of Algorithm 1 is illustrated in Figure P1.2 with the corresponding
safe set. As desired, the safety controller modiﬁes the proposed input signal uL
only as the system state approaches a neighborhood of the safe set boundary
where the next state would leave the safe set (indicated in red color). The pure
learning-based trajectory (dotted line, in Figure P1.2), in contrast, would
have violated state constraints already in the ﬁrst time steps.
Using a similiar conﬁguration with planning horizon N = 10, we now
iteratively enlarge the safe set based on previously calculated nominal state
trajectories at each time step by following Corollary 4.4. Samples of the
nominal and overall terminal set at diﬀerent time steps are shown in Figure
P1.3. After k = 115 time steps, a signiﬁcant portion of the state space is
already covered by the safe terminal set.

6

Conclusion

The paper has addressed the problem of safe learning-based control by means
of a model predictive safety certiﬁcation scheme. The proposed scheme allows
for enhancing any potentially unsafe learning-based control strategy with
safety guarantees and can be combined with any known safe set. By relying
on robust MPC methods, the presented concept is amenable for application
to large-scale systems with similar oﬄine computational complexity as e.g.
ellipsoidal safe set approximations. Using a parameter-free scenario-based
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Figure P1.3: Left: Iterative enlargement of the nominal terminal set (P1.11),
which is shown at times k1 = 0, k2 = 100, k3 = 115. Right: Resulting safe
M(k)
terminal set Sf = Xf
⊕ Ω corresponding to the nominal terminal sets at
times k1 = 0, k2 = 100, k3 = 115.
design procedure, it was illustrated how the design steps can be performed
based on available data and how to reduce conservatism of the MPSC scheme
over time by making use of generated closed-loop data.
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Probabilistic model predictive safety certiﬁcation
for learning-based control
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Abstract: Reinforcement learning (RL) methods have demonstrated their eﬃciency in simulation. However, many of the applications for which RL oﬀers great potential, such as autonomous
driving, are also safety critical and require a certiﬁed closed-loop
behavior in order to meet safety speciﬁcations in the presence of
physical constraints. This paper introduces a concept called probabilistic model predictive safety certiﬁcation (PMPSC), which
can be combined with any RL algorithm and provides provable
safety certiﬁcates in terms of state and input chance constraints for
potentially large-scale systems. The certiﬁcate is realized through
a stochastic tube that safely connects the current system state with
a terminal set of states that is known to be safe. A novel formulation allows a recursively feasible real-time computation of such
probabilistic tubes, despite the presence of possibly unbounded
disturbances. A design procedure for PMPSC relying on Bayesian
inference and recent advances in probabilistic set invariance is
presented. Using a numerical car simulation, the method and its
design procedure are illustrated by enhancing an RL algorithm
with safety certiﬁcates.

© 2021 IEEE. Reprinted, with permission, from Kim P. Wabersich, Lukas Hewing, Andrea Carron, and
Melanie N. Zeilinger.
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Introduction

While the ﬁeld of reinforcement learning demonstrated various classes of
learning-based control methods in research-driven applications [1, 2], very
few results have been successfully transferred to industrial applications that
are safety-critical, i.e. applications that are subject to physical and safety
constraints. In industrial applications, successful control methods are often
of simple structure, such as the Proportional–Integral–Derivative (PID)
controller [3] or linear state feedback controller [4], which require an expert
to cautiously tune them manually. Manual tuning is generally time consuming
and therefore expensive, especially in the presence of safety speciﬁcations.
Modern control methods, such as model predictive control (MPC), tackle
this problem by providing safety guarantees with respect to adequate system
and disturbance models by design, reducing manual tuning requirements.
The various successful applications of MPC to safety critical systems reﬂect
these capabilities, see e.g. [5, 6] for an overview.
While provable safety of control methods facilitates the overall design
procedure, the tuning of various parameters, such as the cost function, in
order to achieve a desired closed-loop behavior, still needs to be done manually and often requires signiﬁcant experience. In contrast, RL methods using
trial-and-error procedures are often more intuitive to design and are capable
of iteratively computing an improved policy. The downside of many RL
algorithms, however, is that explicit consideration of physical system limitations and safety requirements at each time step cannot be addressed, often
due to the complicated inner workings, and this limits their applicability in
many industrial applications [7].
This paper aims to address this problem by introducing a probabilistic
model predictive safety certiﬁcation (PMPSC) scheme for learning-based
controllers, which can equip any controller with probabilistic constraint satisfaction guarantees. The scheme is motivated by the following observation.
Often, an MPC controller with a short prediction horizon is suﬃcient in order to provide safety for a system during a closed-loop operation, even though
the same horizon would not be enough to achieve a desired performance.
For example, in the case of autonomous driving, checking if it is possible to
transition the car into a safe set of states (e.g. brake down to low velocity) can
be done eﬃciently by solving an open loop optimal control problem with
a relatively small planning horizon (e.g. using maximum deceleration). At
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the same time, a much longer planning horizon for an MPC controller, or
even another class of control policies, would be required in order to provide
a comfortable and foresightful driving experience.
This motivates the combination of ideas from MPC with RL methods in
order to achieve a safe and high performance closed-loop system operation
requiring a small amount of manual tuning. More precisely, a learningbased input action is certiﬁed as safe if it leads to a safe state, i.e., a state for
which a potentially low-performance, but online computable and safe backup
controller exists for all future times. By repeatedly computing such a backup
controller for the state predicted one step ahead after application of the
learning input, it is either certiﬁed as safe and is applied, or it is overwritten
by the previous safe backup controller. The resulting concept can be seen as
a safety ﬁlter that only ﬁlters proposed learning signals for which we cannot
guarantee constraint satisfaction in the future.
Contributions: We provide a safety certiﬁcation framework which allows
for enhanced arbitrary learning-based control methods with safety guarantees1 and which is suitable for possibly large-scale systems with continuous
and chance constrained input and state spaces. In order to enable eﬃcient
implementation and scalability, we provide an online algorithm together
with a data-driven synthesis method to compute backup solutions that can be
realized by real-time capable and established model predictive control (MPC)
solvers, e.g. [8, 9, 10]. Compared to previously presented safety frameworks
for learning-based control, e.g. [11], the set of safe state and action pairs is
implicitly represented through an online optimization problem, enabling us
to circumvent its explicit oﬄine computation, which generally suﬀers from
the curse of dimensionality.
Unlike related concepts, such as those presented in [12, 13, 14, 15], we
consider possibly nonlinear stochastic systems that can be represented as linear
systems with bounded model uncertainties and possibly unbounded additive
noise. For this class of systems, we present an automated, parametrization free
and data-driven design procedure that is tailored to the context of learning the
system dynamics. Due to our speciﬁc formulation, we can maintain recursive
feasibility of the underlying optimization problem, which is a distinctive
diﬀerence to related stochastic MPC and safety ﬁlter schemes. Using the
example of safely learning to track a trajectory with a car, we show how to
1 Inputs provided by a human can be similarly enhanced by the safety certiﬁcation scheme,
which relates e.g. to the concept of electronic stabilization control from automotive engineering.
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construct a safe reinforcement learning algorithm using our framework in
combination with a basic policy search algorithm.

2

Related work

Driven by rapid progress in reinforcement learning there is also a growing awareness regarding safety aspects of machine learning systems [7], see
e.g. [16] for a comprehensive overview. As opposed to most methods developed in the context of safe RL, the approach presented in this paper keeps
the system safe at all times, including exploration, and considers continuous
state and action spaces. This is possible through the use of models and corresponding uncertainty estimates of the system, which can be sequentially
improved by, e.g., an RL algorithm to allow greater exploration.
In model-free safe reinforcement learning methods, policy search algorithms have been proposed, e.g. [17], which provide expected safety guarantees by solving a constrained policy optimization using a modiﬁed trust-region
policy gradient method [18]. Eﬃcient policy tuning with respect to best
worst-case performance (also worst-case stability under physical constraints)
can be achieved using Bayesian min-max optimization, see e.g. [19], or by
safety-constrained Bayesian optimization as e.g. in [20, 21]. These techniques share the limitation that they need to be tailored to a task-speciﬁc
class of policies. Furthermore, most techniques require repeated execution of
experiments, which prohibits fully autonomous safe learning in ‘closed-loop’.
In [22], a method was developed that allows for the analysis of a given
closed-loop system (under an arbitrary RL policy) with respect to safety,
based on a probabilistic system model. An extension of this method is
presented in [23], where the problem of updating the policy is investigated and
practical implementation techniques are provided. The techniques require an
a-priori known Lyapunov function and Lipschitz continuity of the closed-loop
learning system. In the context of model-based safe reinforcement learning,
several learning-based model predictive control approaches are available. The
method proposed in [24] conceptually provides deterministic guarantees on
robustness, while statistical identiﬁcation tools are used to identify the system
in order to improve performance. In [25], the scheme mentioned has been
tested and validated onboard using a quadcopter. In [26], a robust constrained
learning-based model predictive control algorithm for path-tracking in oﬀ-
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road terrain is studied. The experimental evaluation shows that the scheme is
safe and conservative during initial trials, when model uncertainty is high and
very performant once the model uncertainty is reduced. Regarding safety, [27]
presents a learning model predictive control method that provides theoretical
guarantees in the case of Gaussian process model estimates. For iterative tasks,
[28] proposes a learning model predictive control scheme that can be applied
to linear system models with bounded disturbances. Instead of using model
predictive control techniques, PILCO [29] allows the calculation of analytic
policy gradients and achieves good data eﬃciency, based on non-parametric
Gaussian process regression.
The previously discussed literature provides speciﬁc reinforcement learning algorithms that are tied to a speciﬁc, mostly model predictive control
based, policy. In contrast, the proposed concept uses MPC-based ideas in
order to establish safety independently of a speciﬁc reinforcement learning
policy. This oﬀers the opportunity to apply RL for learning more complex
tasks than for example steady-state stabilization, which is usually considered
in model predictive control. Many reinforcement learning algorithms are
able to maximize rewards from a black-box function, i.e. rewards that are
only available through measurements, which would not be possible using a
model predictive controller, where the cost enters the corresponding online
optimization problem explicitly.
Closely related to the approach proposed in this paper, the concept of a
safety framework for learning-based control emerged from robust reachability
analysis, robust invariance, as well as classical Lyapunov-based methods [30,
11, 31, 32]. The concept consists of a safe set in the state space and a safety
controller as originally proposed in [33] for the case of perfectly known
system dynamics in the context of safety barrier functions. While the system
state is contained in the safe set, any feasible input (including learning-based
controllers) can be applied to the system. However, if such an input would
cause the system to leave the safe set, the safety controller interferes. Since
this strategy is compatible with any learning-based control algorithm, it serves
as a universal safety certiﬁcation concept. Previously proposed concepts are
limited to a robust treatment of the uncertainty in order to provide rigorous
safety guarantees. This potentially results in a conservative system behavior,
or even the ill-posedness of the overall safety requirement e.g. in the case of
frequently considered Gaussian distributed additive system noise, which has
unbounded support.
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Compared to previous research using similar model predictive controlbased safety mechanisms such as [12, 13, 14, 15], we introduce a probabilistic
formulation of the safe set and consider safety in probability for all future
times, allowing one to prescribe a desired degree of conservatism and address
disturbance distributions with unbounded support. The proposed method
only requires an implicit description of the safe set as opposed to an explicit
representation, which enables scalability with respect to the state dimension,
while being independent of a particular RL algorithm.

3
3.1

Preliminaries and problem statement
Notation

The set of symmetric matrices of dimension n is denoted by S n , the set
n
n
of positive (semi-) deﬁnite matrices by (S+
) S++
, the set of integers in the
interval [a, b] ⊂ R by I[a,b] , and the set of integers in the interval [a, ∞) ⊂ R
by I≥a . The Minkowski sum of two sets A1 , A2 ⊂ Rn is denoted by
A1 ⊕ A2 := {a1 + a2 |a1 ∈ A1 , a2 ∈ A2 } and the Pontryagin set diﬀerence
by A1 A2 := {a1 ∈ Rn |a1 + a2 ∈ A1 , ∀a2 ∈ A2 }. An aﬃne image of a
set A1 ⊆ Rn under x 7→ Kx is deﬁned as KA1 := {Kx|x ∈ A1 }. The i-th
row and i-th column of a matrix A ∈ Rn×m are denoted by rowi (A) and
coli (A), respectively. The expression x ∼ Qx means that a random variable x
is distributed according to the distribution Qx , and N(µ, Σ) is a multivariate
n
Gaussian distribution with mean µ ∈ Rn and covariance Σ ∈ S+
. The
probability of an event E is denoted by Pr(E). For a random variable x,
E [x] and var(x) denote the expected value and the variance.

3.2

Problem statement

We consider a-priori unknown nonlinear, time-invariant discrete-time dynamical systems of the form
x(k+1) = fθ (x(k), u(k)) + ws (k), ∀k ∈ I≥0

(P2.1)

subject to polytopic state and input constraints x(k) ∈ X, u(k) ∈ U, and
i.i.d. stochastic disturbances ws (k) ∼ Qws . The uncertainties in the function
fθ are characterized by the random parameter vector θ ∼ Qθ . For controller
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design, we consider an approximate model description of the following form
x(k + 1) = Ax(k) + Bu(k) + wθ (x(k), u(k)) + ws (k),

(P2.2)

where A ∈ Rn×n , B ∈ Rn×m are typically obtained from linear system
identiﬁcation techniques, see e.g. [34], and wθ (x(k), u(k)) accounts for model
errors.
In order to provide safety certiﬁcates, we require that the model error
wθ (x(k), u(k)) is contained with a certain probability in a model error set
Wθ ⊂ Rn , where Wθ is chosen based on available data D = {(xi , ui , fθ (xi , ui )+
D
ws,i )}N
i=1 , where ND denotes the number of available data points.
Assumption 3.1 (Bounded model error). The deviation between the true
system (P2.1) and the corresponding model (P2.2) is bounded, i.e.


wθ (x(k), u(k)) ∈ Wθ
Pr
≥ pθ
(P2.3)
∀k ∈ I≥0 , x(k) ∈ Rn , u(k) ∈ Rm
where pθ > 0 denotes the probability level and the probability is taken with
respect to the random parameter θ.
C
A principled way to infer a system model of the form (P2.2) for linear
systems from available data such that Assumption 3.1 is satisﬁed for a compact
domain is discussed in Section (5). For nonlinear systems, the computation
of Wθ typically involves the solution of a non-convex optimization problem,
which can be approximated e.g. by gridding, similarly as proposed in [31,
Remark IV.1].
Remark 3.2 (Gaussian processes). Instead of parametric uncertainty, one could
also use non-parametric Gaussian process regression for the dynamics function fθ .
The model error set Wθ can then be derived by assuming that fθ has a bounded
norm in a reproducing kernel Hilbert space using the bound presented in [35,
Theorem 2]. For function samples of a Gaussian process on compact domains, one
can similarly apply, e.g., the bound presented in [36].
C
In this paper, system safety is deﬁned as a required degree of constraint
satisfaction in the form of probabilistic state and input constraints, i.e., as
chance-constraints of the form
Pr(x(k) ∈ X) ≥ px , Pr(u(k) ∈ U) ≥ pu ,

(P2.4)
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for all k ∈ I≥0 with probabilities px , pu ≥ 0, where the probability is with
respect to all uncertain elements, i.e. parameters θ and noise realizations
{ws (i)}k−1
i=0 .
The overall goal is to certify safety of arbitrary control signals uL (k) ∈
Rm , e.g, provided by an RL algorithm. This is achieved by means of a safety
policy, which is computed in real time based on the current system state x(k)
and the proposed input uL (k). A safety policy consists of a safe input uS (k)
at time k and a safe backup trajectory that guarantees safety with respect
to the constraints (P2.4) when applied in future time instances. The safety
policy is updated at every time step, such that the ﬁrst input equals uL (k)
if that is safe and otherwise implements a minimal safe modiﬁcation. More
formally:
Deﬁnition 3.3. Consider any given control signal uL (k) ∈ Rm for time steps
k ∈ I≥0 . We call a control input uL (k̄) certiﬁed as safe for system (P2.1) at
time step k̄ and state x(k̄) with respect to a safety policy πS : Rn ×Rm → Rm ,
if πS (x(k̄), uL (k̄)) = uL (k̄) and u(k) = πS (x(k), uL (k)) keeps the system
safe, i.e. (P2.4) is satisﬁed for all k ≥ 0.
C
By assuming that a safety policy can be found for the initial system state,
Deﬁnition 3.3 implies the following safety algorithm. At every time step,
safety of a proposed input uL (k) is veriﬁed using the safety policy according
to Deﬁnition 3.3. If safety cannot be veriﬁed, the proposed input is modiﬁed
and u(k̄) = πS (x(k̄), uL (k̄)) is applied to the system instead, ensuring safety
until the next state and learning input pair can be certiﬁed as safe again. The
set of initial states for which πS ensures safety can thus be interpreted as a
safe set of system states and represents a probabilistic variant of the safe set
deﬁnition in [12].
In the following, we present a method to compute a safety policy πS for
uncertain models of the form (P2.2) making use of model predictive control
(MPC) techniques, which provide real-time feasibility and scalability of the
approach while aiming at a large safe set implicitly deﬁned by the safety
policy.
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4 Probabilistic model predictive safety certiﬁcation

uL (k) − u0|k

min

ui|k ,xi|k

s.t. ∀i ∈ I[0,N −1] :
xi+1|k = f (xi|k , ui|k ),

(P2.5a)

xi|k ∈ X

(P2.5b)

ui|k ∈ U

(P2.5c)

xN |k ∈ Xf

(P2.5d)

x0|k = x(k)

(P2.5e)

X
x∗4|k−1

x∗3|k−1

Xf
x∗2|k−1
x∗4|k
x(k)
x∗3|k
∗
x∗2|k f (x(k), uL (k)) = x1|k
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Figure P2.1: Mechanism in order to construct a safety policy ‘on-the-ﬂy’:
The system is depicted at time k, with the current backup solution in brown.
A proposed learning input uL is certiﬁed by constructing a safe solution for
the following time step, shown in green. The existence of a safe trajectory
is ensured by extending the brown trajectory using Assumption 4.1. Safe
solutions are computed with respect to the true state dynamics, and constraints
x ∈ X are guaranteed to be satisﬁed.
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uL (k) − v0|k − KΩ (x(k) − z0|k )

min

vi|k ,zi|k

s.t. ∀i ∈ I[0,N −1] :
zi+1|k = Azi|k + Bvi|k

(P2.6a)

zi|k ∈ X

Ωx ,

(P2.6b)

vi|k ∈ U

KΩ Ωu

(P2.6c)

zN |k ∈ Zf

(P2.6d)

z0|k = z(k)

(P2.6e)

X
X

Rx

∗
z4|k−1

∗
z3|k−1

Zf
∗
z2|k−1
∗
z4|k

x(k)
∗
z3|k

xL (k+1)

z(k)

∗
∗
f (z(k), vL (k)) = z1|k
z2|k
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Figure P2.2: Mechanism in order to construct a stochastic safety policy
‘on-the-ﬂy’: The system is depicted at time k, with the current uncertain
backup solution in brown. A proposed learning input uL is certiﬁed by
constructing a safe solution for the following time step, shown in green. The
existence of a safe trajectory is ensured by extending the brown trajectory
using Assumption 4.4. Safe solutions are computed with respect to the
nominal state z. The true state lies within the tube around the nominal state
with probability px . By enforcing z ∈ X Ωx constraint satisfaction holds
with at least the same probability.
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The fundamental idea of model predictive safety certiﬁcation, which was
introduced for linear deterministic systems in [12], is the on-the-ﬂy computation of a safety policy πS that ensures constraint satisfaction at all times in
the future. The safety policy is speciﬁed using MPC methods, i.e., an input
sequence is computed that safely steers the system to a terminal safe set Xf ,
which can be done eﬃciently in real-time. The ﬁrst input is selected as the
learning input if possible, in which case it is certiﬁed as safe, or selected as
‘close’ as possible to the learning input otherwise. A speciﬁc choice of the
terminal safe set Xf allows us to show that a previous solution at time k − 1
implies the existence of a feasible solution at time k, ensuring safety for all
future times. Such terminal sets Xf can, e.g., be a neighborhood of a locally
stable steady-state of the system (P2.1), or a possibly conservative set of states
for which a safe controller is known.

4.1

Nominal model predictive safety certiﬁcation scheme

In order to introduce the basic idea of the presented approach, we introduce
a nominal model predictive safety certiﬁcation (NMPSC) scheme under the
simplifying assumption that the system dynamics (P2.1) are perfectly known,
time-independent, and without noise, i.e. x(k+1) = f (x(k), u(k)) ∀k ∈ I≥0 .
The mechanism to construct the safety policy for certifying a given control
input is based on concepts from model predictive control [37] as illustrated in
Figure P2.1 and P2.2 with the diﬀerence that we aim at certifying an external
learning signal uL instead of performing, e.g., safe steady-state or trajectory
tracking.
The safety policy πS is deﬁned implicitly through optimization problem (P2.5), unifying certiﬁcation and computation of the safety policy.
Thereby, problem (P2.5) does not only describe the computation of a safety
policy based on the current state x(k) and according to Deﬁnition (3.3), but
also provides a mechanism in order to modify the learning-based control
input uL (k) as little as necessary in order to ﬁnd a safe backup policy for the
predicted state at time k + 1.
In (P2.5), xi|k is the state predicted i time steps ahead, computed at time
k, i.e. x0|k = x(k). Problem (P2.5) computes an N -step input sequence
{u∗i|k } satisfying the input constraints U, such that the predicted states satisfy
the constraints X and reach the terminal safe set Xf after N steps, where
N ∈ I≥1 is the prediction horizon. The safety controller πS is deﬁned as the
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ﬁrst input u∗0|k of the computed optimal input sequence driving the system to
the terminal set, which guarantees safety for all future times via an invariance
property.

Assumption 4.1 (Nominal invariant terminal set). There exists a nominal
terminal invariant set Xf ⊆ X and a corresponding control law κf : Xf → U,
such that for all x ∈ Xf it holds that κf (x) ∈ U and f (x, κf (x)) ∈ Xf .
C

Assumption 4.1 provides recursive feasibility of optimization problem
(P2.5) and therefore inﬁnite-time constraint satisfaction, i.e., if a feasible
solution at time k exists, one exists at k+1 and therefore at all future times,
see i.e. [37].
The safety certiﬁcation scheme then works as follows. Consider a measured system state x(k − 1), for which (P2.5) is feasible and the input trajectory {u∗i|k−1 } is computed. After applying the ﬁrst input to the system
u(k − 1) = u∗0|k−1 , the resulting state x(k) is measured again. Because
it holds in the nominal case that x(k) = x∗1|k−1 , a valid input sequence
{u∗1|k−1 , . . . , u∗N −1|k−1 , κf (x∗N |k−1 )} is known from the previous time step,
which satisﬁes constraints and steers the state to the safe terminal set Xf , as
indicated by the brown trajectory in Figure P2.1. The safety of a proposed
learning input uL is certiﬁed by solving optimization problem (P2.5), which
if feasible for u0|k = uL , provides the green trajectory in Figure P2.1 such
that uL can be safely applied to the system. Should problem (P2.5) not be
feasible for u0|k = uL , it returns an alternative input sequence that safely
guides the system towards the safe set Xf . The ﬁrst element of this sequence
u∗0|k is chosen to be as close as possible to uL and is applied to system (P2.1)
instead of uL . Due to recursive feasibility, i.e., knowledge of the brown
trajectory in Figure P2.1, such a solution always exists, ensuring safety.
In the context of learning-based control, the true system dynamics are
rarely known accurately. In order to derive a probabilistic version of the
NMPSC scheme that accounts for uncertainty in the system model (P2.2)
in the following, we leverage advances in probabilistic stochastic model
predictive control [38], based on so-called probabilistic reachable sets.
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Probabilistic model predictive safety certiﬁcation
scheme

In the case of uncertain system dynamics, the safety policy consists of two
components following a tube-based MPC concept [37]. The ﬁrst component
considers a nominal state of the system z(k) driven by linear dynamics,
∗
∗
and computes a nominal safe trajectory {zi|k
, vi|k
} through optimization
problem (P2.6), which is similar to the case of perfectly known dynamics
∗
introduced in the previous section, deﬁning the nominal input v(k) = v0|k
.
The second component consists of an auxiliary controller, which acts on the
deviation e(k) of the true system state from the nominal one and ensures that
the true state x(k) remains close to the nominal trajectory. Speciﬁcally, it
guarantees that e(k) lies within a set Ω, often called the ‘tube’, with probability
of at least px at each time step. Together, the resulting safety policy is able to
steer the system state x(k) within the probabilistic tube along the nominal
trajectory towards the safe terminal set.
We ﬁrst deﬁne the main components and assumptions, in order to then
introduce the probabilistic model predictive safety certiﬁcation (PMPSC)
problem together with the proposed safety controller. Deﬁne with z(k) ∈ Rn
and v(k) ∈ Rm the nominal system states and inputs, as well as the nominal
dynamics according to model (P2.2) as
z(k+1) = Az(k) + Bv(k), k ∈ I≥0

(P2.7)

with the initial condition z(0) = x(0). For example, one might choose
matrices (A, B) in the context of learning time-invariant linear systems based
on the maximum likelihood estimate of the true system dynamics. Denote
e(k) := x(k) − z(k) as the error (deviation) between the true system state,
evolving according to (P2.1), and the nominal system state following (P2.7).
The controller is then deﬁned by augmenting the nominal input with an
auxiliary feedback on the error, in the case of a linear system (P2.7) a linear
state feedback controller KΩ
u(k) = v(k) + KΩ (x(k) − z(k)),

(P2.8)

which keeps the real system state x(k) close to the nominal system state
z(k), i.e. keeps the error e(k) small, if KΩ ∈ Rm×n is chosen such that it
stabilizes system (P2.7). By Assumption 3.1, the model error wθ (x(k), u(k))
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is contained in Wθ for all time steps with probability pθ . Therefore, we
drop the state and input dependencies in the following and simply refer to
wθ (k) as the model mismatch at time k, such that the error dynamics can be
expressed as
e(k+1) = x(k+1) − z(k+1)
= fθ (x(k), u(k)) + ws (k) − Az(k) − Bv(k)
= fθ (x(k), u(k)) − Ax(k) − Bu(k)
+ Ax(k) + Bu(k) + ws (k) − Az(k) − Bv(k)
= (A + BKΩ )e(k) + wθ (k) + ws (k).

(P2.9)

By setting the initial nominal state to the real state, i.e., z(0) = x(0) ⇒
e(0) = 0, the goal is to keep the evolving error e(k), i.e. the deviation from
the nominal reference trajectory, small in probability with levels px and pu
for state and input constraints (P2.4), respectively. This requirement can
be formalized using the concept of probabilistic reachable sets introduced
in [39, 40, 38].
Deﬁnition 4.2. A set R is a probabilistic reachable set (PRS) at probability
level p for system (P2.9) if
e(0) = 0 ⇒ Pr(e(k) ∈ R) ≥ p,
for all k ∈ I≥0 .

(P2.10)
C

In Section 5.1 we show how to compute PRS sets Ωx , Ωu , corresponding
to state and input chance constraints (P2.4), in order to fulﬁll the following
Assumption.
Assumption 4.3 (Probabilistic tube). There exists a linear state feedback matrix
KΩ ∈ Rm×n that stabilizes system (P2.7). The corresponding PRS sets for
the error dynamics (P2.9) with probability levels px and pu are denoted by
Ωx , Ωu ⊆ Rn .
C
Based on Assumption 4.3, it is possible to deﬁne deterministic constraints
on the nominal system (P2.7) that capture the chance constraints (P2.4), by
choosing X Ωx as tightened state constraints, as depicted in Figure P2.2,
in which the grey circles illustrate the PRS centered around the predicted
nominal state z, such that they contain the true state x with probability px .
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An appropriate tightening of the input constraints is obtained by linearly
transforming the error set Ωu at probability level pu using the linear error
feedback KΩ , resulting in U KΩ Ωu . Through calculation of the nominal
safety policy towards a safe terminal set within the tightened constraints,
and by application of (P2.8), ﬁnite-time chance-constraint satisfaction over
the planning horizon k + N follows directly by Deﬁnition 4.2 and Assumption 4.3. In order to provide ‘inﬁnite’ horizon safety through recursive
feasibility of (P2.6), we require a terminal invariant set for the nominal system state Zf similar to Assumption 4.1, which is contained in the tightened
constraints.
Assumption 4.4 (Nominal terminal set). There exists a terminal invariant
set Zf ⊆ X Ωx and a corresponding control law κf : Zf → U KΩ Ωu such
that for all z ∈ Zf it holds that κf (z) ∈ U KΩ Ωu and Az + Bκf (z) ∈ Zf .
C
The generation of the terminal set Zf based on collected measurement
data is discussed in Section 5.3, allowing for a successive improvement of the
overall PMPSC performance. In classical tube-based and related stochastic
MPC methods, the nominal system (P2.7) is re-initialized at each time step
in order to minimize the nominal objective, which causes a reset of the
corresponding error system. While this works in a robust setting, it prohibits
a direct probabilistic analysis using PRS according to Deﬁnition 4.2, that
only provides statements about the autonomous error system, starting from
time k = 0 and evolving linearly for all future times. Consequently and
in contrast to classical formulations, we compute (P2.7) via (P2.6e), which
leads to the error dynamics (P2.9) despite online replanning of the nominal
trajectory at each time step compared also to Figure P2.3 accompanying the
proof of Theorem 4.5.
Building on the tube-based controller structure, an input is certiﬁed as
safe if it can be represented in the form of (P2.8) by selecting v0∗ accordingly.
Otherwise an alternative input is provided ensuring that Pr(e(k) ∈ Ωx ) ≥ px ,
Pr(e(k) ∈ Ωu ) ≥ pu for all k ∈ I≥0 . Combining this mechanism with the
assumptions from above yield the main result of the paper.
Theorem 4.5. Let Assumptions 4.3 and 4.4 hold. If (P2.6) is feasible for
∗
z(0) = x(0), then system (P2.1) under the control law (P2.8) with v(k) = v0|k
resulting from the PMPSC problem (P2.6) is safe for all uL (k) and for all times,
i.e., the chance constraints (P2.4) are satisﬁed for all k ≥ 0.
C
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∗
∗
u(k) = v1|k−1
+ KΩ (x(k) − z1|k−1
)

{(A + BKΩ )e(k) ⊕ Wm }
x(k)
e(k)

∗
v1|k−1

∗
z2|k−1

∗
z1|k−1
∗
∗
)
+ KΩ (x(k) − z0|k
u(k) = uL (k) = v0|k

{(A + BKΩ )e(k) ⊕ Wm }
∗
v0|k

∗
z1|k

Figure P2.3: Illustration of the idea underlying the proof of Theorem 4.5
without stochastic noise, i.e. ws (k) = 0, and Wθ polytopic. Starting from
x(k), the set of possible reachable states for x(k + 1) under the safety policy
∗
∗
u(k) = v1|k−1
+ KΩ (x(k) − z1|k−1
) from the previous time step is indicated
by the three dotted black arrows. The corresponding predicted error set with
respect to the nominal system is given by {(A+BKΩ )e(k)⊕Wθ } as shown in
∗
∗
red. Solving (P2.6) yields the optimal input u(k) = v0|k
+ KΩ (x(k) − z0|k
),
which preserves the predicted error set, enabling us to probabilistically bound
the error within the PRS Ωx , Ωu from Assumption 4.3.

Proof. We begin by investigating the error dynamics under (P2.8). By (P2.6e)
it follows that e(k) evolves for all k ∈ I≥0 , despite re-optimizing vi|k , zi|k ,
based on uL (k) according to (P2.6) at every time step, see also Figure P2.3.
Therefore Pr(e(k) ∈ Ωx ) ≥ px and Pr(e(k) ∈ Ωu ) ≥ pu for all k ∈ I≥0 by
Assumption 4.3 and z(0) = x(0).
Next, Assumption 4.4 provides recursive feasibility of optimization problem (P2.6), i.e. if a feasible solution at time k exists, one will always exist at
∗
∗
∗
k+1, speciﬁcally {v1|k
, . . . , vN
−1|k , κf (zN |k )} is a feasible solution, which
implies feasibility of (P2.6) for all k ≥ 0 by induction.
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Finally, by recursive feasibility it follows that z(k) ∈ X Ωx and v(k) ∈
U KΩ Ωu for all k ∈ I≥0 , implying in combination with Pr(e(k) ∈ Ωx ) ≥
px and Pr(e(k) ∈ Ωu ) ≥ pu for all k ∈ I≥0 that Pr{x(k) = z(k) + e(k) ∈
X} ≥ px and Pr{u(k) = v(k) + KΩ e(k) ∈ U} ≥ pu for all k ∈ I≥0 .
We therefore prove that if (P2.6) is feasible for z(0) = x(0), (P2.8) will
always provide a control input such that constraints (P2.4) are satisﬁed.
Remark 4.6 (Recursive feasibility despite unbounded disturbances). Various
recent stochastic model predictive control approaches, which consider chance constraints in the presence of unbounded additive noise, are also based on constraint
tightening (see [41, 42, 43, 38]). The online MPC problem in these formulations
can become infeasible due to the unbounded noise, which is compensated for by
employing a recovery mechanism. In contrast, the proposed formulation oﬀers
inherent recursive feasibility, even for unbounded disturbance realizations ws (k),
by simulating the nominal system and therefore not optimizing over z0 . While
optimization over z0 usually enables state feedback in tube-based stochastic model
predictive control methods, we incorporate state feedback through the cost function
of (P2.6). A similar strategy can also be used for recursively feasible stochastic
MPC schemes, as presented in [44].
C

4.3 Discussion: Safe RL with predictive safety certiﬁcation
While the application of RL algorithms together with the presented PMPSC
scheme for safety can be viewed as learning to control an inherently safe
system of the form
x(k + 1) = fθ (x(k), πS (k, x(k), ũ(k))) + ws (k), ∀k ∈ I≥0
with virtual inputs ũ(k) ∈ Rm , the underlying safety mechanism πS can
introduce signiﬁcant additional nonlinearities into the system to be optimized,
which may cause slower learning convergence. In the following, we therefore
outline practical and theoretical aspects to retain learning convergence, when
using RL in conjunction with the presented PMPSC scheme to ensure safety.
A simple mechanism to alleviate this limitation has been introduced in
the context of general safety frameworks [45] and is based on adding a term
of the form (u(k) − uL (k))> RS (u(k) − uL (k)), RS  0 to the overall
learning objective, which accounts for deviations between the proposed
and the applied input to system (P2.1), implying a larger cost for unsafe
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policies. While this can encourage learning convergence in practice, many
successful RL algorithms such as Trust-Region-Policy-Optimization (TRPO)
[46], deterministic actor-critic policy search [47] or Bayesian Optimization
[48, 49] that provide theoretical properties in terms of approximate gradient
steps or cumulative regret, require continuity of the applied control policy.
More precisely, continuity of the applied control policy is often a prerequisite
to adjust the learning-based policy via approximate gradient directions of the
overall learning objective and is typically required to establish regularization
properties of the corresponding value function.
Using results from explicit model predictive control, it is indeed possible
to establish that the PMPSC problem and therefore the resulting safe learningbased policy πS is continuous in x(k) and uL (k), see e.g. [50, Theorem
1.4]. Furthermore, by using the results from [51], it is even possible to
compute the partial derivatives of (P2.6) with respect to the learning input,
i.e., ∂u∂L πS (k, x, uL ), allowing explicit consideration of the eﬀects of safetyensuring actions during closed-loop control for eﬃcient policy parameter
updates. In brief, due to the convexity of (P2.6), continuity properties of the
policy and value function are typically preserved, and it is possible to obtain
comparable convergence properties of RL algorithms in combination with
PMPSC, as illustrated in Figure P2.7 in the numerical example section.
Note that even under these considerations the combination of a potentially unsafe RL algorithm with the PMPSC scheme presented can cause
performance to deteriorate compared to the plain application of a potentially unsafe RL algorithm, which is, however, conceptually inevitable when
restricting the space of possible inputs in favor of safety guarantees.

5

Data based design

In order to employ the PMPSC scheme the following components must
be provided: The model description (P2.2) of the true system (P2.1) (Section 5.1), the probabilistic error tubes Ωx and Ωu based on the model (P2.2)
according to Assumption 4.3 (Section 5.2), and the nominal terminal set
Zf , which provides recursive feasibility according to Assumption 4.4 (Section 5.3). In this section, we present eﬃcient techniques for computing those
components that are tailored to the learning-based control setup by solely
relying on the available data collected from the system.
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Model design

For simplicity, we focus on systems described by linear Bayesian regression
[52, 53] of the form
x(k + 1) = θ> ( ux ) + ws (k)

(P2.11)

with an unknown parameter matrix θ ∈ Rn×n+m , which is inferred from
D
noisy measurements D = {(xi , ui ), yi }N
i=1 with yk = fθ (x(k), u(k)) +
ws (k), ws (k) ∼ Qws , using a prior distribution Qθ on the parameters
θ. Note that distribution pairs Qws and Qθ that allow for eﬃcient posterior
computation, e.g. Gaussian distributions, usually exhibit inﬁnite support,
i.e. ws (k) ∈ Rn , which can generally not be treated robustly using, e.g., the
related method presented in [12]. The correct selection of the parameter prior
and process noise distributions Qθ and Qws require careful model selection
techniques that are beyond the scope of this paper, see, e.g., [52, Section
2.3] and [53, Chapter 3]. In addition, we assume that the measurements D
are suﬃciently information-rich, e.g., that they have been generated using
excitation signals as described in [34].
In the following, we present one way of obtaining the required model
error set Wθ using conﬁdence sets based on the posterior distribution Qθ|D .
We start by describing the set of all realizations of (P2.11), which contain
the true system with probability pθ . To this end let the conﬁdence region at
probability level pθ of the random vector θ ∼ Qθ|D , denoted by Cpθ (Qθ|D ),
be deﬁned such that
Pr(θ ∈ Cpθ (Qθ|D )) ≥ pθ

(P2.12)

and compare the corresponding set of system dynamics with the expected
system dynamics, which is in the considered case given by


> x(k)
E [θ]
.
(P2.13)
| {z } u(k)
=:[A,B]

Note that the model error between (P2.11) and (P2.13) is unbounded by
deﬁnition, if we consider an unbounded domain as required by (P2.3) since
limk(x,u)k2 →∞ ||((A, B)− θ̃> )(x, u)||2 = ∞ for any θ̃ ∈ Cpθ (Qθ|D ) such that
θ̃ 6= θ. We therefore make the practical assumption that the model error is
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Ax
∂Xo ∂X
∂X ∂Xo x
f (x)

Figure P2.4: Bounded error (dashed red lines) between the nominal model
Ax (blue line) in (P2.2) and a sample of the true dynamics fθ (x) (gray line)
beyond the outer bound ∂Xo of the state space X according to Assumption 5.1.
bounded outside a suﬃciently large ‘outer’ state and input space Xo × Uo ⊇
X × U, as illustrated in Figure P2.4, which relates to Assumption 3.1 as
follows.
Assumption 5.1 (Bounded model error). The set
W̃θ := {wm ∈ Rn |∀(x, u, θ) ∈ Xo × Uo × Cpθ (Qθ|D )
Ax + Bu + wm = θ> ( ux )}.
is an overbound of Wθ according to Assumption 3.1, i.e. Wθ ⊆ W̃θ .

C

A simple but eﬃcient computation scheme for overapproximating W̃θ using Cpθ (Qθ|D ) can be developed for the special case of a Gaussian prior
distribution coli (θ) ∼ N(0, Σθi ) and Gaussian distributed process noise
ws (k) ∼ N(0, In σs2 ). We begin with the posterior distribution Qθ|D of
θ conditioned on data D, given by
p(coli (θ)|D) = N(σs−2 Ci−1 Xcoli (y), Ci−1 ),

(P2.14)

where rowi (X) = φ(xi , ui )> , rowi (y) = yi> , and Ci = σs−2 XX > +(Σθi )−1 ,
see, e.g. [54, 52].
Using the posterior distribution Qθ|D according to (P2.14) we compute
a polytopic outer approximation of Cpθ (Qθ|D ) in a second step, which can
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be used in order to ﬁnally obtain an approximation of W̃θ and therefore
Wθ since W ⊆ W̃θ by Assumption 5.1. To this end, we consider the
vectorized model parameters vec(θ) and their conﬁdence set Cpθ (Qvec(θ) ) =
2
{vec(θ) ∈ Rn +mn |vec(θ)> Cvec(θ) ≤ χ2n2 +mn (pθ )}, where χ2n2 +mn is the
chi-squared distribution of degree n2 + mn and


C1 0 · · · 0
 0 C2 · · · 0 


.
.. 
..
(P2.15)
C := 
 ..
.
. 


..
0
0
. Cn
is the posterior covariance according to (P2.14). A computationally cheap
outer approximation of Cpθ (Qvec(θ) ) can be obtained by picking its major
2

n +mn
axes {θ̃i }i=1
using singular value decomposition of C, which provide the
2
vertices of an inner polytopic approximation co({θ̃i }ni=1+mn ) of Cpθ (Qvec(θ) ).
√
Scaling this inner approximation by n2 + mn [55] yields vertices of an
outer polytopic approximation of Cpθ (Qvec(θ) ) given by the convex hull
√
n2 +mn
co({θi }i=1
) with θi = n2 + mnθ̃i .
Based on this outer approximation of Cpθ (Qvec(θ) ), it is possible to compute a corresponding outer approximation of W̃θ as follows. Due to the
2
convexity of co({θi }ni=1+mn ), it is suﬃcient to impose

θi> ( ux ) − (Ax + Bu) ∈ W̃θ

(P2.16)

for all i ∈ I[1,n2 +mn] , x ∈ Xo , u ∈ Uo , since by deﬁnition of Cpθ (Qvec(θ) )
and Assumption 5.1 we have with probability at least pθ that λi (x, u) ≥ 0
Pn2
with i=1 λi (x, u) = 1 exists such that
fθ (x, u) = θ(x, u)> ( ux )
2

=

n
X

λi (x, u)θi> ( ux )

i=1
2

∈

n
X



λi (x, u) Ax + Bu ⊕ W̃θ

i=1

∈ {Ax + Bu} ⊕ W̃θ .
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Therefore, (P2.16) can be used in order to construct an outer approximation
W̃θ = {w ∈ Rn | ||w||2 ≤ wmax }, where

  
x
>
wmax :=
max
max
(θi − (A B))
(P2.17)
u
i∈I[1,n2 +mn] x∈Xo ,u∈Uo
2
>

2

with (A B) := E [θ] , {θi }ni=1+mn =
of Cpθ (Qvec(θ) ).

√

2

2{θ̃i }ni=1+mn and θ̃i the major axes

5.2 Calculation of Ω for uncertain linear dynamics and unbounded disturbances
In this subsection, we provide a method to compute a PRS set Ω with prespeciﬁed probability level p according to Assumption 4.3 that can be used for
obtaining both, a PRS Ωx at probability level px corresponding to the state
constraints (P2.4), and a PRS Ωu at probability level pu for input constraints,
respectively. As is common in the context of related MPC methods, the
computations are based on choosing a stabilizing tube controller KΩ in (P2.8)
ﬁrst, e.g. using LQR design, in order to subsequently eﬃciently compute the
PRS Ωx and Ωu .
The proposed PRS computation distinguishes between an error resulting
from a model mismatch between (P2.1) and (P2.2), and an error caused
by possibly unbounded process noise due to ws (k) ∼ Qws . The error
system (P2.9) admits a decomposition e(k) = em (k) + es (k) with e(0) =
em (0) = es (0) = 0 and
em (k) = (A + BKΩ )em (k) + wθ (k),

(P2.18)

es (k) = (A + BKΩ )es (k) + ws (k).

(P2.19)

While the fact that Qws is known allows us to compute a PRS with respect
to es (k) as described in 5.2 a), the model error em (k) is state and input
dependent with unknown distribution. Therefore, we bound em robustly in
probability using the concept of robust invariance, i.e., a robustly positive
invariant set accounts deterministically for all possible model mismatches
wθ (k) ∈ Wθ at probability level pθ according to the following deﬁnition.
Deﬁnition 5.2. A set E is said to be a robustly positive invariant set (RIS)
for system (P2.18) if em (0) ∈ E implies that em (k) ∈ E for all k ∈ I≥0 . It
is called a RIS at probability level pθ if Pr(E is RIS) ≥ pθ .
C
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This enables us to state the following lemma for the cumulated error e(k)
according to (P2.9).
Lemma 5.3. If E is a RIS at probability level pθ for the model error system (P2.18) and Ωs is a PRS for the disturbance error system (P2.19) at probability level ps , then Ω = E ⊕ Ωs is a PRS for the cumulated error system (P2.9)
at probability level pθ ps .
C
Proof. By the deﬁnition of the Minkowski sum, em (k) ∈ E and es (k) ∈ Ωs
implies e(k) ∈ Ω for any k ∈ I≥0 . Choosing es (0) = em (0) = 0 yields for
all k ∈ I≥0
Pr(e(k) ∈ Ω) ≥ Pr(em (k) ∈ E ∧ es (k) ∈ Ωs )
= Pr(em (k) ∈ E) Pr(es (k) ∈ Ωs )
≥ pθ ps ,
due to independence, which proves the result.
Lemma 5.3 allows computation of the PRS Ωs that accounts for the
stochastic disturbances (P2.19) independently of the RIS E, dealing with the
model uncertainty W̃. In the following we present one option for determining
Ωs and refer to [38] for further computation methods. Then an optimization
problem for the synthesis of E is given based on the model obtained from
Section 5.1.
PRS Ωs for stochastic errors Using the variance var(Qws ) and the Chebyshev bound, a popular way to compute Ωs is given by solving the Lyapunov
equation A>
cl Σ∞ Acl − Σ∞ = −var(Qws ) for Σ∞ , which yields the PRS
Ωs = {es ∈ Rn |e>
s Σ∞ es ≤ p̃}

(P2.20)

with probability level p = 1 − nx /p̃, see e.g. [38]. Furthermore, if Qws
is a normal distribution, Ωs with p̃ = χ2n (p) is a PRS of probability level
p, where χ2n (p) is the quantile function of the n-dimensional chi-squared
distribution.
RIS E at probability level pθ for ellipsoidal model errors Given a bound
on the model error according to Assumption 3.1 of the form Wθ = {w ∈
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n
−2
Rn | w> Q−1 w ≤ 1} with Q ∈ S++
, e.g. Q−1 := In wmax
using (P2.17),
we can make use of methods from robust control [56] in order to construct
a possibly small set E = {e|e> P e ≤ α} at probability level pθ by solving

max

α−1 ,τ0 ,τ1

(P2.21a)

α−1

s.t. :
 >
Acl P Acl − τ0 P
P Acl

A>
cl P
P − τ1 Q−1


0

(P2.21b)

1 − τ0 − p̄τ1 α−1 ≥ 0 ,

(P2.21c)

τ0 , τ1 > 0 ,

(P2.21d)

n
where P ∈ S++
has to be pre-selected using, e.g., the inﬁnite horizon LQR
>
cost x(k) P x(k), corresponding to the LQR feedback u(k) = KΩ x(k).
As pointed out in [57], optimization problem (P2.21) has a monotonicity
property in the bilinearity τ1 α−1 such that it can be eﬃciently solved using
a bisection on the variable α−1 . A more advanced design procedure, yielding
less conservative robust invariant sets, can be found, e.g., in [58].
In summary, based on the uncertainty of the system parameters with
respect to their true values inferred from data and by solving (P2.21), we
obtain a RIS E at probability level pθ , which contains the model error (P2.18).
Together with the PRS Ωs from Section 5.2, Lemma 5.3 provides the overall
PRS for the error system (P2.9), which is given by Ω = Ωs ⊕ E at probability
level ps pθ . Note that the ratio between pθ and ps can be freely chosen in
x Ωx
order to obtain overall tubes Ωx , Ωu at probability levels px = pΩ
s pθ and
Ωu Ωu
pu = ps pθ according to the chance constraints (P2.4).

5.3

Iterative construction of the terminal safe set Zf

While the terminal constraint (P2.6d) in combination with Assumption 4.4
is key in order to provide a safe backup control policy πS for all future times,
it can restrict the feasible set of (P2.6). The goal is therefore to provide a
large terminal set Zf yielding potentially less conservative modiﬁcations of
the proposed learning-based control input uL according to (P2.6).
This can be iteratively achieved by recycling previously calculated solutions to (P2.6), starting from a potentially conservative initial terminal set Zf
according to Assumption 4.4. Such an initialization can be computed using
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standard invariant set methods for linear systems, see e.g. [59] and references
therein. Note that the underlying idea of iteratively enlarging the terminal
set is related to the concepts presented, e.g., in [60, 61].
Let the set of nominal predicted states obtained from successfully solved
instances of (P2.6) be denoted by z ∗ (k) = {zj∗ (x(i)), i ∈ I[1,k] , j ∈ I[0,N ] }.
Proposition 5.4. If Assumption 4.4 holds for Zf and (P2.6) is convex, then
the set
Zkf := co(z ∗ (k)) ∪ Zf
satisﬁes Assumption 4.4.

(P2.22)
C

Proof. We proceed in a manner similar to the proof of [12, Theorem IV.2].
Let z ∈ Zkf and note that if (P2.6) is convex, then the feasible set is a convex
set, see e.g. [55], and therefore co(z ∗ (k)) is a subset of the feasible set. From
here, together with the fact that the system dynamics are linear, it follows
for z ∈ co(z ∗ (k)) that multipliers λij ≥ 0, Σi,j λij = 1 exist such that we
have z = Σi,j λij zj∗ (x(i)) with corresponding input Σi,j λij vj∗ (x(i)) that
satisﬁes state and input constraints due to the convexity of these sets. We can
therefore explicitly state
(
Σi,j λij vj∗ (x(i)), if z ∈ co(z ∗ (k)),
z ∗ (k)
κf
(z) =
κf (z), else
as the required nominal terminal control law according to Assumption 4.4
z ∗ (k)
since Az + Bκf
(z) ∈ Zkf follows from convexity of co(z ∗ (k)) and
∗
invariance of Zf . Noting that co(z ∗ (k)) ⊆ X Ωx and vk|0
⊆ U K Ω Ωu
by (P2.6b), (P2.6c) shows that for all z ∈ Zkf a control law κ̄f exists
according to Assumption 4.4, which completes the proof.

5.4

Overall MPSC design procedure

Given the methods presented in this section, the MPSC problem synthesis
from data can be summarized as follows.
Step 1:

Compute a linear dynamical model of the form (P2.2) based on
available measurements D by estimating θ in (P2.11) using (P2.14).

6. Numerical example: Safely learning to control a car
Step 2:

Step 3:
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Compute a polytopic conﬁdence set of θ using a singular value
decomposition of (P2.15) to obtain the model uncertainty set according to (P2.17).
Compute the PRS Ωs,x , Ωs,u corresponding to the additive stochastic uncertainty according to (P2.20).

Step 4:

Compute the RIS Ex , Eu at the desired probability levels based on
the model uncertainty by solving (P2.21).

Step 5:

Perform the state and input constraint tightening with respect to the
Minkowski sums Ωx = Ωs,x ⊕ Ex and KΩ Ωu = KΩ {Ωs,u ⊕ Eu }
to obtain (P2.6b) and (P2.6c).

Initialize Zf = {0} (principled ways in order to calculate less
restrictive Zf can be found for example in [59]).
Using these ingredients, any potentially unsafe learning-based control
law uL (k) can be safeguarded by solving (P2.6) and applying (P2.8) at every
time step k. When the constraint tightening (P2.6b), (P2.6c) or the nominal
terminal set constraint (P2.6d) are overly conservative, it is possible to make
use of the system trajectories during closed-loop operation to improve the
performance. Collected state measurements can be used to reduce model
uncertainty, allowing tighter bounds on wm and recomputation of Ωx , Ωu
that enables greater exploration of the system in the future as demonstrated
in Figure P2.9. In addition, nominal trajectories can be used to enlarge Zf
according to (P2.22).

Step 6:

6

Numerical example: Safely learning to control
a car

In this section, we apply the proposed PMPSC scheme in order to safely learn
how to drive a simulated autonomous car along a desired trajectory without
leaving a narrow road. For the car simulation we consider the dynamics
1
1 + (v/vCH )

ẋ = v cos(ψ)

ψ̇ = (v/L) tan(δ)

ẏ = v sin(ψ)

δ̇ = (1/Tδ )(uδ − δ)

v̇ = a

ȧ = (1/Ta )(ua − a),

(P2.23)
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Figure P2.5: Learning to track a periodic trajectory subject to constraints:
here we show the ﬁrst 30 learning episodes without (red) and with (green)
the proposed PMPSC framework as well as the safety constraints (black).
with position (x, y) in world coordinates, orientation ψ, velocity v, acceleration a, and steering angle δ, where the acceleration rate is modeled by a
ﬁrst-order lag with respect to the desired acceleration (system input) ua , and
the angular velocity of the steering angle is also modeled by a ﬁrst-order lag
with respect to the desired steering angle (system input) uδ . The system is
subject to the state and input constraints ||δ||≤ 0.7 [rad], ||v||≤ 19.8 [m s−1 ],
−6 ≤ a ≤ 2 [m s−2 ], ||uδ ||≤ 1.39 [rad], and −6 ≤ ua ≤ 2 [m s−2 ], for
which the true car dynamics can be approximately represented by (P2.23),
see e.g. [62], with parameters Tδ = 0.08 [s], Ta = 0.3 [s], L = 2.9 [m], and
vCH = 20 [m s−2 ]. The system is discretized with a sampling time of 0.1 [s].
The learning task is to ﬁnd a control law that tracks a periodic reference
trajectory on a narrow road, which translates in an additional safety constraint ||y||≤ 1. The terminal set according to Assumption 4.4 is deﬁned as
the road center with angles ψ = δ = 0 and acceleration a = 0, which is a safe
set for (P2.23) with κf = 0. The planning horizon is selected to N = 30
and the model (P2.2) as well as the PRS set Ωx = Ωu with probability level
98% is computed based on a 30 second state and input trajectory according
to Section 5, see supplementary material for further details. We use Bayesian
Optimization as described in [63] for learning a linear control law, implementing a policy search method that automatically trades oﬀ exploration of
the parameter space and exploitation of promising subsets and which does
not provide inherent safety guarantees. As the cost function for each episode,

6. Numerical example: Safely learning to control a car
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Figure P2.6: Resulting safe closed-loop trajectories during learning with
initial policy parameters (blue) and ﬁnal policy parameters (green). The
circle radii indicate the relative magnitude of safety-ensuring modiﬁcations of
the learning-based controller.
we penalize the deviation from the reference trajectory quadratically, i.e.,
60
X

(xref (i) − x(i))> Q(xref (i) − x(i)) + uL (i)RuL (i),

i=1

where Q = diag((1 1.5 1 1 100 100)> ) and R = diag((1 1)> ).
While the resulting learning episodes without the PMPSC framework
would leave the safety constraints, i.e. the road, in a signiﬁcant number of
samples, as shown in Figure P2.5, the safety framework enables safe learning
in every episode.
In Figure P2.6, two example learning episodes from Figure P2.5 are
shown, where the size of the input modiﬁcation through the safety framework
is indicated with diﬀerent circle radii along the trajectories. While in the
ﬁrst episode the safety framework intervenes with the learning-based policy
in order to ensure safety, the algorithm safely begins to converge after 30
episodes with signiﬁcantly less safety interventions.
In Figure P2.7 we compare the performance of the learning-based control
policy when applied directly against the performance of the safety-enhanced
policy using PMPSC and observe that the safety-ensuring actions yield a
slightly slower convergence and slightly worse performance after learning
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Figure P2.7: Closed-loop cost for 100 diﬀerent experiments. Thin lines
depict experiment samples and thick lines show the corresponding mean.
Red lines indicate direct application of the learning-based controller and green
lines illustrate the combination with the proposed PMPSC scheme.

convergence on average compared to direct application of the unsafe algorithm.

7

Conclusion

This paper has introduced a methodology to enhance arbitrary RL algorithms
with safety guarantees during the process of learning. The scheme is based
on a data-driven, linear belief approximation of the system dynamics that
is used in order to compute safety policies for the learning-based controller
‘on-the-ﬂy’. By proving the existence of a safety policy at all time steps,
safety of the closed-loop system is established. Principled design steps for the
scheme are introduced, based on Bayesian inference and convex optimization,
which require little expert system knowledge in order to realize safe RL
applications.

A. Appendix
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Figure P2.8: Measurements of system (P2.23), which are used for computing
the PIS set Ω.

A
A.1

Appendix
Details of numerical example

The model is computed according to Section 5.1 based on measurements of
system (P2.23) as depicted in Figure P2.8, sensor noise σs = 0.01 and prior
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Figure P2.9: Tightening of state and input interval constraints for diﬀerent
numbers of measurements used to the design the PMPSC scheme.

Figure P2.10: Volume of the terminal set Zf according to (P2.22) over
learning episodes.
distribution Σpi = 10In . The state feedback

−1.25 −0.05 −2.34 −0.75
KΩ =
0.02 −0.69 −0.03 0.02

−0.19
−5.04

0.02
−2.85



(P2.24)

according to Assumption 4.3 is computed according to the mean dynamics
of (P2.13) using LQR design.
Applying the procedure described in Section 5.2 with diﬀerent numbers of
measurements as shown in Figure P2.8 yield diﬀerent constraint tightenings
of the interval state and input constraints as depicted in Figure P2.9. The ﬁnal
tightened input and state constraints that are used in the numerical example
in Section 6 are given as ||uδ ||≤ 1.39 [rad], −5.4 ≤ ua ≤ 1.3 [m s−2 ], ||y||≤
0.87 [m], ||δ||≤ 0.64 [rad], ||v||≤ 19.97 [m s−1 ], −4.97 ≤ a ≤ 0.44 [m s−2 ],
computed using the Yalmip-toolbox [64] together with MOSEK [65] to solve
the resulting semi-deﬁnite program.
Starting from a terminal set Zf = {0} we illustrate in Figure P2.10 how
the volume of Zf can iteratively be enlarged based on previously calculated
nominal state trajectories at each time step by following Proposition 5.4 to
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reduce conservatism of the terminal constraint (P2.6d).
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P3
A predictive safety ﬁlter for learning-based control
of constrained nonlinear dynamical systems
Kim P. Wabersich and Melanie N. Zeilinger
Automatica (2021)

Abstract: The transfer of reinforcement learning (RL) techniques
into real-world applications is challenged by safety requirements
in the presence of physical limitations. Most RL methods, in
particular the most popular algorithms, do not support explicit
consideration of state and input constraints. In this paper, we
address this problem for nonlinear systems with continuous state
and input spaces by introducing a predictive safety ﬁlter, which is
able to turn a constrained dynamical system into an unconstrained
safe system and to which any RL algorithm can be applied ‘outof-the-box’. The predictive safety ﬁlter receives the proposed
control input and decides, based on the current system state, if it
can be safely applied to the real system, or if it has to be modiﬁed
otherwise. Safety is thereby established by a continuously updated safety policy, which is based on a model predictive control
formulation using a data-driven system model and considering
state and input dependent uncertainties.

© 2021 Elsevier. Reprinted, with permission, from Kim P. Wabersich and Melanie N. Zeilinger.
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Introduction

Reinforcement learning (RL) has demonstrated its success in solving complex and high-dimensional control tasks, see for example [1]. These results
motivate a more widespread transfer to real-world applications to enable
automated design of high performance controllers with little need for expert
knowledge. In physical systems, such as mechanical, thermal, biological, or
chemical systems, physical limitations naturally arise as constraints, such as
limited torque in the case of a robot arm or a limited power supply in building control. In addition to physical constraints, many relevant applications
in industry require satisfaction of safety speciﬁcations, preventing, e.g., an
autonomous car or aircraft from crashing, which can typically be formulated
in terms of constraints on the system state. The simultaneous satisfaction of
safety constraints under physical limitations during RL constitutes one of the
main open problems in AI safety as discussed e.g. in [2, Section 3].
Signiﬁcant progress in the safe operation of constrained systems has been
made through model predictive control techniques, which provide rigorous
constraint satisfaction, see, e.g., [3]. While model-based RL techniques such
as [4] are conceptually closely related to model predictive control, so far
relatively few methods have considered safety guarantees. Learning-based
model predictive control aims to combine the beneﬁts of both ﬁelds, see
for example [5] for an overview. In addition to the fact that designing
such algorithms with rigorous safety guarantees is rather challenging, often
conservative, and requires a considerable amount of expert knowledge, the
approach is inherently restricted to a model-based control policy. More
precisely, at each time step, a ﬁnite-horizon optimal control problem is solved
in a receding horizon fashion in order to approximate a potentially inﬁnite
horizon optimal control policy.
Concept: We propose a model predictive control (MPC) variant as a
predictive safety ﬁlter (PSF), that can turn highly nonlinear and safetycritical dynamical systems into inherently safe systems, and to which any
RL algorithm without safety certiﬁcates can be applied ‘out-of-the-box’, see
also Figure P3.1. Compared with a standard use of MPC, the PSF veriﬁes
if the input proposed by the RL algorithm is safe, otherwise it is entitled
to modify the input as little as necessary to maintain safe operation at all
future times. This means that the PSF only needs to keep the system safe
instead of controlling it well with respect to a certain objective (e.g. comfort
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x(k)

RL controller
πL (k, x(k))

System
f (x(k), u(k);θR )

u(k)

uL (k)

Predictive
safety ﬁlter
πS (k, x(k), uL (k))

Safe system fS (k, x(k), uL (k))
Figure P3.1: Concept of predictive safety ﬁlter: Based on the current
state x(k), a learning-based algorithm provides a control input uL (k) =
πL (k, x(k)) ∈ Rm , which is processed by the safety ﬁlter u(k) =
πS (k, x(k), uL (k)) and applied to the real system.

or economic criteria). The problem of ﬁnding a safety ﬁlter is therefore in
general less complex than ﬁnding a desired optimal policy with respect to
some objective and subject to constraints, motivating the combination of a
predictive safety ﬁlter with an RL algorithm to safely optimize performance.
Diﬀerently to recently proposed related concepts presented in [6, 7, 8],
we use the notion of a safe system in Figure P3.1, as similarly introduced in [9]
within the context of safety barrier functions. The concept emphasizes the
possibility that any RL algorithm that would have been used to control the
original system can be applied to the safe system instead, yielding a certiﬁed
safe RL application. The predictive safety ﬁlter provides safety at a desired
level of probability, modularity in terms of the employed RL controller,
and minimal intervention by ﬁltering RL input signals only if we cannot
guarantee safety at the speciﬁed probability level, similar to [10].
Contributions: Based on a probabilistic model of the system dynamics,
which is inferred from data, this paper presents a predictive safety ﬁlter that
builds on concepts from MPC for constrained nonlinear systems, and thereby
generalizes the safety certiﬁcation method for linear systems proposed by [7].
Safety of an RL input is thereby enforced in real-time by searching for a
safe backup trajectory for the next time step towards a known set of safe
states. If necessary, to ensure safety for all times in the future, the search
process for a backup trajectory is allowed to modify (ﬁlter) the RL input. As
MPC typically outperforms non-optimization based techniques, e.g. based
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on control Lyapunov functions or sliding-mode controllers by solving an
approximate optimal control problem on-line, the proposed PSF provides
similar advantages compared with methods utilizing, e.g., control barrier
functions for safety [8]. More precisely, the PSF formulation provides an
implicit representation of the set of safe state and input pairs, approximating the largest set of admissible states and inputs using ﬁnite-horizon MPC
techniques. At the same time, the implicit safe set representation enables
favorable scalability properties compared to, e.g., Hamilton-Jacobi-Bellman
safety frameworks [10] by avoiding oﬄine computations that scale exponentially with the number of state dimensions. Clearly, these advantages come
at the price of solving an optimization problem online, for which highly
eﬃcient tools are, however, available [11].
The application to nonlinear and probabilistic system descriptions, obtained, e.g., through machine learning techniques, is enabled via a nonlinear
predictive safety ﬁlter formulation that is robust in probability and supports
state and input dependent uncertainty information. Robustness with respect
to non-uniform model uncertainties is enabled by restricting predicted backup
trajectories to conﬁdent subsets of the state and input space. The corresponding online optimization problem has similar computational complexity to
nominal MPC problems, while being less conservative compared to other
robust MPC approaches [5, Section 3.1] that are often based on a uniform
uncertainty bound. The proposed formulation leads to a theoretical analysis
that rigorously relates parameters of the predictive safety ﬁlter and accuracy
of its system model to safety in probability. Depending on the desired constraint satisfaction probability, this enables safe exploration beyond available
data.
We illustrate the approach using a simulated pendulum swing-up task, in
which only little initial data around the stable downward position is available
and overshoots of the upward position are prohibited, imposing challenging
safety constraints on the system. Scalability and practical implementation
are demonstrated in a quadrotor simulation example, considering the task of
learning to quickly approach a landing position for a full-scale model with
12 states and 4 inputs.
Discussion: While the focus of this paper is the certiﬁcation of RL algorithms, the concept can also be used together with, e.g., human inputs. For
example, in the case of autonomous driving, the safety ﬁlter could be used to
ensure safety of either an RL-based controller or a human driver, and can be

2. Related work

105

viewed as a driver assistance system that is able to overrule the student driver
(or RL algorithm), if necessary for safety.

2

Related work

Safe model-free reinforcement learning: There is a growing awareness of safety
questions in the domain of artiﬁcial intelligence [2], and several safe reinforcement learning techniques have been proposed, see e.g. [12] for an overview.
[13], e.g., provide safety in expectation based on a trust-region approach with
respect to the policy gradient.
Most notions of safety considered in this line of research, e.g. one-step
constraint satisfaction in expectation, tend to be less strict compared with the
probabilistic safety requirements at all time steps in the future as considered
in this paper. More importantly, since most techniques are policy-based,
safety is coupled to a speciﬁc policy and therefore potentially also to a speciﬁc
task, limiting generalization of the safety certiﬁcates.
Learning-based model predictive control: Originating from concepts in
robust model predictive control (MPC), extensions of MPC schemes to
safe learning-based methods have been proposed, see e.g. [5] for a review.
In addition, various results have investigated combinations of MPC with
learning-based online model identiﬁcation techniques [14, 15, 16, 17], also
in an adaptive manner [18]. In the context of robotics, similar concepts exist,
which are often referred to as funneling, see e.g. [19] and references therein,
as well as so called LQR-trees [20].
While some of these techniques have been demonstrated to work well
in practice [21, 14, 22], they typically either lack rigorous theoretical safety
guarantees, tend to be overly conservative by relying on Lipschitz-based
estimates in the prediction of the uncertain system evolution, or are restricted
to a very speciﬁc system class.
Model-based policy certiﬁcation through barrier functions and safety frameworks: Conceptually, the idea of safety architectures, as illustrated in Figure P3.1, was originally proposed by [23], where a principled switching
between a safety controller and basic/experimental controllers enables safe
controller tuning online. Based on this concept, control theoretic frameworks have been developed [24], related to control Lyapunov functions [9],
and have also become known as control barrier functions, see [8] for an
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overview. Recent developments also consider the combination with learning
tasks through data-driven models [25]. While such frameworks inherit strong
theoretical results from control Lyapunov function theory, they require the
explicit availability of a control barrier function, which is diﬃcult to compute
in general. In particular, to the best of the authors’ knowledge, only approximate approaches exist using ellipsoidal or sum-of-squares computations [26]
to design a safety barrier function with respect to given, e.g. polytopic, state
and input constraints.
In the case of partially known system dynamics, the concept of a control
barrier function can be combined with Bayesian model estimates from data
that validate the resulting closed-loop system [27]. The techniques share
similar limitations with safe model-free RL methods, namely that they are
tailored to a speciﬁc task. A task-independent learning-based safety framework has been introduced in [6], which generalizes the concept of explicitly
knowing a barrier function. It consists of a model-based safe set of system
states and computes a corresponding safe control policy, which is entitled to
override a potentially unsafe RL algorithm to ensure invariance with respect
to the safe set of system states i.e. containment within the safe set at all times.
This concept was further developed in several papers, providing principled
methods to compute the safe set as well as the corresponding safe policy
[10, 28], which build the foundation of the safety ﬁlter presented in this
paper.
The aforementioned techniques related to both safety barrier functions
and safety frameworks either suﬀer from limited scalability to higher dimensional and complex systems, or only provide principled design computations
for speciﬁc constrained model classes, such as linear or polynomial models.
While also building on the same high-level concept, this paper addresses
these limitations by 1) considering a stochastic nonlinear system model belief,
which is well-suited to learning-based control of highly nonlinear and unstable
system dynamics, and 2) a uniﬁed MPC-inspired formulation for the safety
policy (predictive safety ﬁlter), which avoids the explicit computation of a
safety barrier function or a safe set.
In particular, compared to similar MPC-inspired safety mechanisms such
as [7, 29, 30], we consider nonlinear system models with stochastic parameter
uncertainties and provide a predictive safety ﬁlter formulation that is capable
of leveraging the resulting state and input dependent uncertainty estimates to
reduce conservatism.
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Notation: The set of integers in the interval [a, b] ⊂ R is I[a,b] , and the set of
integers in the interval [a, ∞) ⊂ R is I≥a . The i-th row and i-th column of
a matrix A ∈ Rn×m is denoted by rowi (A) and coli (A). By 1n we denote
the vector of ones with length n.
C
Consider deterministic discrete-time systems of the form
x(k + 1) = f (x(k), u(k); θR ), ∀k ∈ I≥0 ,

(P3.1)

with dynamics f : X × U → Rn parametrized by θR ∈ Rp and stochastic
initial condition x(0) = xinit ∈ X with known distribution p(xinit ). The system is subject to polyhedral state and input constraints X := {x ∈ Rn |Ax x ≤
1nx } and U := {u ∈ Rm |Au u ≤ 1nu }, originating from physical limitations
and safety requirements. We consider the case of unknown ‘real’ parameters
θR , but assume the availability of a distribution
θ ∼ p(θ) with mean E [θ] ,

(P3.2)

which can be estimated from data. The overall objective is to safely ﬁnd a
policy πL : I≥0 × X → U that either minimizes an episodic, ﬁnite-time or
inﬁnite horizon objective


N̄
X
JN̄ (x(k)) = E 
`(x(i), πL (i, x(i)))
(P3.3)
i=k

¯ u) + w` consisting of a
with N̄ ∈ N, and stochastic stage cost `(x, u) := `(x,
¯
deterministic part ` : X × U → R and zero mean i.i.d. stochastic noise w` .
In order to prescribe a desired level of caution and desired conservatism in
exploration, we consider safety in terms of constraint satisfaction at a desired
probability level pS > 0 as

Pr ∀k ∈ I[0,N̄ ] : x(k) ∈ X, u(k) ∈ U ≥ pS .
(P3.4)
This paper addresses the problem of implementing a safety ﬁlter as shown
in Figure P3.1, which ensures closed-loop safety according to (P3.4). The
ﬁlter enables application of any RL algorithm to the virtual input of the
safe system, i.e. uL (k) = πL (k, x(k)), with the goal of minimizing the
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objective, while ensuring safety by selecting the input to the real system as
u(k) = πS (k, x(k), uL (k)). In other words, the approach turns a safetycritical task into an unconstrained task with respect to the safe system dynamics fS (k, x(k), uL (k)) := f (x(k), πS (k, x(k), uL (k))) such that any RL
algorithm can be safely applied, see Figure P3.1. To further specify the desired properties of πS , consider the following deﬁnition of a safety certiﬁed
learning-based control input.
Deﬁnition 3.1. An input uL (k̄) is certiﬁed as safe for system (P3.1) at time
step k̄ and state x(k̄) with respect to a safety ﬁlter πS : I≥0 × X × U → U, if
πS (k̄, x(k̄), uL (k̄)) = uL (k̄) and application of u(k) = πS (k, x(k), uL (k))
for k ≥ k̄ implies safety for all times according to (P3.4).
Following this deﬁnition, the goal is to provide a safety ﬁlter πS that
restricts learning as little as possible by certifying a large set of learning
inputs uL (k) for a given state x(k). If the learning input cannot be certiﬁed as safe, the safety ﬁlter provides an alternative safe input, i.e. u(k) =
πS (k, x(k), uL (k)) 6= uL (k), where the ﬁlter aims at the smallest possible
modiﬁcation by, e.g., minimizing kπS (k, x(k), uL (k)) − uL (k)k2 . The following section introduces the mechanisms of the proposed predictive safety
ﬁlter, which builds on a predictive constrained control formulation, planning
safe trajectories based on a probabilistic model belief to ensure safe system
operation at all times according to (P3.4).
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Nominal PSF online problem:
(P3.5a)

uL − u0|k

min

{ui|k }

s.t. ∀i ∈ I[0,N −1] :
xi+1|k = f (xi|k , ui|k ; θ̄),
xi|k ∈ X,

(P3.5c)

ui|k ∈ U,

(P3.5d)
(P3.5e)

(xi|k , ui|k ) ∈ Zc ,
xN |k ∈ S ,

(P3.5f)

x0|k = x(k).

(P3.5g)

t

Algorithm 1 (Nominal PSF):
INPUT: πN S ,k, x(k), uL (k)
if (P3.5) is feasible for horizon N then
Deﬁne k̄ := k
return u∗0|k,N
else if k < N + k̄ then
Solve (P3.5) for horizon N − (k − k̄)
return u∗0|k,N −(k−k̄)
else
return πSt (x(k))
end if
Illustration of nominal PSF:
X
St

x∗4|k−1

x∗3|k−1
x∗2|k−1

x∗4|k
x∗3|k
Zc

(P3.5b)

unconﬁdent
x(k)
model
x∗2|k f (x(k), uL (k)) = x∗1|k
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Figure P3.2: The basic idea of the predictive safety ﬁlter explained using a
nominal, simpliﬁed version. The illustration shows the system state at time
k with a safe backup plan for a shorter horizon obtained from the solution
at time k − 1, depicted in brown, and areas with poor model quality in red.
An arbitrary learning input uL is certiﬁed if a feasible solution towards the
terminal safe set S t can be found, as shown in green. If this new backup
solution cannot be found and the planning problem (P3.5) is infeasible,
the system can be driven to the safe set S t along the brown previously
computed trajectory. By assuming perfect system knowledge, the computed
backup plans correspond exactly to the true state dynamics and constraints
are guaranteed to be satisﬁed using the nominal backup trajectory.
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Online problem:
(P3.6a)

uL − v0|k

min

{vi|k }

s.t. ∀i ∈ I[0,N −1] :
µi+1|k = f (µi|k , vi|k ; θ̄),

(P3.6b)

µi|k ∈ X̄i ,

(P3.6c)

vi|k ∈ Ūi ,

(P3.6d)

DpS (µi|k , vi|k ) ⊆ D̄iγ ,

(P3.6e)

µN |k ∈

(P3.6f)

t
S̄N
,

(P3.6g)

µ0|k = x(k).
Algorithm 2 (PSF):
INPUT: πS k, x(k), uL (k)
if (P3.6) is feasible for horizon N then
Deﬁne k̄ := k
∗
return v0|k,N
else if k < N + k̄ then
Solve (P3.6) for horizon N − (k − k̄)
∗
return v0|N
−(k−k̄)
else
return πSt (x(k))
end if
Illustration of PSF under uncertainty:
X
St
µ∗4|k−1

µ∗3|k−1
µ∗2|k−1

µ∗4|k

µ∗3|k

unconﬁdent
x(k)
model

∗
µ∗2|k f (x(k), uL (k)) = µ1|k
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Figure P3.3: The ﬁnal predictive safety ﬁlter explained: The illustration
shows the system state at time k with a safe backup plan for a shorter horizon
obtained from the solution at time k − 1, depicted in brown, and areas with
poor model quality in red. An arbitrary learning input uL is certiﬁed if a
feasible solution towards the terminal safe set S t can be found, as shown in
green. If this new backup solution cannot be found and the planning problem
(P3.6) is infeasible, the system can be driven to the safe set S t along the
brown previously computed trajectory. Backup plans are computed w.r.t. the
nominal expected state µ. The true state trajectory lies within a growing tube
around the nominal state with probability pS , which needs to be considered
using tightened constraints according to (P3.9).

114

4

Paper P3: Nonlinear predictive safety ﬁlter

Predictive safety ﬁlter

We ﬁrst develop an intuitive understanding of the predictive safety ﬁlter by
considering a simpliﬁed setting and assuming perfect model knowledge in
Section 4.1, which is then extended in Section 4.2 to an uncertain model
(P3.1), (P3.2) inferred from data, for which rigorous proofs are provided.
As it will be shown, the presented method establishes safety by relying on
controllability of (P3.1) along system trajectories, in combination with an
eﬃcient mechanism enforcing the system to carefully enter uncertain areas
within the state and input space.

4.1

Nominal (simpliﬁed) predictive safety ﬁlter

Consider the simpliﬁed situation where the real system dynamics (P3.1) are
perfectly known for some subset of the state and input space, as speciﬁed in
the following.
Assumption 4.1. There exists a set Zc ⊆ X × U, such that for all (x, u) ∈ Zc
and some θ̄ ∈ Rp it holds that f (x, u; θ̄) = f (x, u; θR ).
Similarly to [7], we propose a predictive safety ﬁlter that is not precomputed, but deﬁned via an optimization problem and computed on-the-ﬂy.
The main working mechanism is the construction of safe backup plans that,
if applied, would keep the system provably safe in the future, see Figure P3.2
for an illustration. The backup plans are deﬁned via (P3.5), where {xi|k,N }
denote the planned states computed at the current time step k and predicted i
time steps into the future with planning horizon N using the corresponding
input sequence {ui|k,N }. One of the key challenges in computing the backup
plans is to deal with the fact that a good model is not known in unexplored
regions of the state-space, i.e. X \ Zc , shown as red (unconﬁdent model) sets
in Figure P3.2. In the nominal setting, we simply address this problem by
enforcing the system to strictly stay within the conﬁdent model subset Zc
via (P3.5e). One of the main problems addressed in the next section will be
to relax this constraint to enable cautious exploration of such unconﬁdent
subsets. The purpose of the remaining constraints in (P3.5) is to construct
backup plans that lead the system within state and input constraints X and U
(P3.5c), (P3.5d) into a safe terminal set S t in N steps (P3.5f).
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The objective of constructing the backup plans in (P3.5) is to minimize
the deviation between the ﬁrst element of the input sequence u0|k,N and the
input uL (k) requested by the RL algorithm, such that u0|k,N = uL (k) if
uL (k) is safe. Conceptually, this mechanism is similar to QP-based barrier
function methods [31], where the input is adjusted to remain inside an
explicitly known invariant set, with the key diﬀerence that here the safe
set is implicitly deﬁned. The resulting nominal predictive safety ﬁlter is
then given by πNS (k, x(k), uL (k)) = u∗0|k,N , with u∗0|k,N being the optimal
ﬁrst control input obtained from (P3.5) based on a prediction horizon of
length N . To ensure constraint satisfaction beyond the planning horizon,
(P3.5) utilizes a mechanism common in predictive control (see e.g. [32]), by
requiring the last state of the sequence {xN |k,N } to lie in a safe terminal set
of system states S t , for which a locally valid safety ﬁlter πSt is known.
Assumption 4.2. There exists a terminal safe set S t := {x ∈ Rn |aS (x) ≤
1nS } ⊆ X, with aS Lipschitz continuous with Lipschitz constant LS , and
a corresponding terminal safety ﬁlter πSt : I≥0 × X × U → U, such that
if x(k̄) ∈ S t , then application of u(k) = πSt (k, x(k), uL (k)) implies that
x(k) ∈ X and u(k) ∈ U for all k > k̄.
A terminal safe set S t and the corresponding controller πSt can be chosen,
e.g., as a classical terminal set for nonlinear (robust) MPC [32], regions
around stable steady-states of system (P3.1), or using expert system knowledge
as is demonstrated in Section 5.
Based on problem (P3.5), the predictive safety ﬁlter πS is deﬁned by
Algorithm 1 (Figure P3.2). At every time step, we attempt to solve optimization problem (P3.5). If problem (P3.5) is feasible at time k, safety, i.e.,
x(k) ∈ X, u(k) ∈ U, directly follows from (P3.5c), (P3.5d). Due to the
generality of the terminal safe set, however, problem (P3.5) may become
infeasible for some state x(k), even after being feasible at the previous time
step x(k − 1). Algorithm 1 implements a shrinking horizon mechanism
similar to [33, 34] to also provide a feasible safe trajectory and input sequence
towards the terminal safe set for this case, as detailed in the following:
Assume that (P3.5) was feasible at time k − 1 with corresponding optimal
input sequence {u∗i|k−1,N }. Application of u(k − 1) = u∗0|k−1,N results in a
safe state x(k) as depicted in Figure P3.2, because (x(k − 1), u(k − 1)) ∈ Zc
by (P3.5e) and therefore x(k) = f (x(k − 1), u(k − 1); θ̄) ∈ X by (P3.5c).
At the next time step k, if (P3.5) is not feasible, we can still solve (P3.5) with
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a reduced planning horizon N − 1. This can be easily veriﬁed by noting that
ui|k = u∗i+1|k−1 for i ∈ I[0,N −2] , i.e. the tail of the previously computed
feasible trajectory from time step k − 1, is a feasible solution as depicted
by the brown trajectory in Figure P3.2. Feasibility of (P3.5) for a reduced
horizon again directly provides x(k) ∈ X, u(k) ∈ U.
The same holds true in the case that j < N steps were consecutively
infeasible for planning horizon N , i.e. (P3.5) will then be feasible with
horizon N − j until we reach the safe terminal set. This shortening of the
horizon is implemented in lines 6-7 of Algorithm 1. If the horizon length
reaches 0, the state is in the terminal set and πSt can be applied to ensure
x(k) ∈ X, u(k) ∈ U (line 9). Note again that if (P3.5) is feasible at time k
(line 3-4), u∗0|k,N can be applied, which ideally results in uL (k) (i.e. objective
(P3.5a) is zero) as shown in Figure P3.2 together with the optimal backup
plan in green. Algorithm 1 therefore ensures constraint satisfaction at all
time steps, realizing a predictive safety ﬁlter in a receding horizon fashion
with varying prediction length. The next section will extend the previously
introduced basic concept of the predictive safety ﬁlter to consider a datadriven approximate system belief, represented by (P3.1), (P3.2), subject to
probabilistic constraint satisfaction (P3.4).

4.2

Predictive safety ﬁlter

A key goal of the safety ﬁlter is to support exploration beyond available data
via the learning policy πL (k), in which case Assumption 4.1 does not necessarily hold. While fast approximate computation of the backup trajectories
can still be performed online using the mean estimate θ̄ of the parameter θR ,
we need to safely handle the resulting non-vanishing model error
e(k, θR ) := f (x(k), u(k); θR ) − f (x(k), u(k); θ̄).

(P3.7)

In the following, we ﬁrst treat uncertainty via a uniform error bound to
introduce the safety ﬁlter for uncertain systems, which is then extended to
consider a less conservative bound and impose it as a constraint in the ﬁlter
planning problem, in order to reduce conservatism.
Uniformly bounded model error: Assume that the model error with respect
to the point estimate θ̄ can be bounded as
Pr(e(k, θR ) ∈ E for all k ∈ I≥0 ) ≥ pS

(P3.8)
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with D := {e ∈ Rn |aD (e) ≤ 1nD } and aD : Rn → RnD Lipschitz continuous and linearly bounded from below, i.e. constants LaD > 0 and cD > 0
exist such that cD kek2 ≤ kaD (e)k2 ≤ LaD kek2 , which implies compactness
of D. In this case, the ﬁlter can still compute backup plans using the point
estimate θ̄, however, in contrast to the nominal case in Section 4.1, the
constraints in (P3.5) are modiﬁed such that prediction errors induced by
(P3.7) are compensated to ensure constraint satisfaction.
We denote the nominal (expected) system states as {µi|k }, corresponding
to the nominal input sequence {vi|k } according to µi+1|k = f (µi|k , vi|k ; θ̄).
Due to the model error (P3.7), we need to address the fact that potentially
x(k + 1) ∈
/ X, i.e. Ax x(k + 1)  1nx , when applying the nominal input
v0|k , even though the corresponding nominal predicted state satisﬁes µ∗1|k ∈
X. A common strategy for achieving robustness in predictive control is
to tighten the constraints by leveraging controllability along any possible
predicted state sequence {µi|k } [3]. Intuitively speaking, controllability
enables eﬃcient compensation of deviations x(i) − µi|k via feedback control.
More precisely, the possible deviations can be bounded by a decay constant,
expressed by a parameter ρ, at which a controller can compensate disturbances
of a certain magnitude, deﬁned proportionally to a parameter . Using
these two measures, deviations from the planned nominal trajectory can be
compensated via an iterative tightening of the constraints. This allows a
ﬂexible response to upcoming disturbances at the desired probability level
pS during consecutive time steps via replanning, thereby enabling overall
constraint satisfaction. Following [35], we tighten the constraints (P3.5c),
(P3.5d), and (P3.5f) in the computation of the backup plans as
X̄i := {x ∈ Rn |Ax x ≤ (1 − i )1nx },
Ūi := {u ∈ Rm |Au u ≤ (1 − i )1nu },
f
S̄N

:= {x ∈ R |aS (x) ≤ (1 − N )1nS },
n

(P3.9a)
(P3.9b)
(P3.9c)

implementing a trade-oﬀ between compensation and magnitude of disturbances via the converging recursion
)
√
0 := 0
1 − ρi
⇒ i = 
(P3.10)
√ ,
√
1− ρ
i+1 := i + ρi 
with design parameter  > 0 and parameter ρ ∈ (0, 1) that depends on system
(P3.1) as follows.

118

Paper P3: Nonlinear predictive safety ﬁlter

Assumption 4.3. There exists a control policy π : X×X×U → Rm , a function
V : X × X × U → R≥0 , which is continuous in its ﬁrst argument and satisﬁes
V (x, x, v) = 0 for all x ∈ X, v ∈ U, and parameters cl , cu , δ, πmax ∈ R≥0 ,
ρ ∈ (0, 1), such that for a given θ̄ ∈ Rq the following properties hold for all
x, µ ∈ X, v, v + ∈ U:
2

2

cl kx − µk2 ≤ V (x, µ, v) ≤ cu kx − µk2
and if in addition V (x, µ, v) ≤ δ then
kπ(x, µ, v) − vk2 ≤ πmax kx − µk2

V f (x, π(x, µ, v); θ̄), f (µ, v; θ̄), v + ≤ ρV (x, µ, v).
Informally, Assumption 4.3 deﬁnes how well the uncertain system can
be controlled in a neighborhood of predicted nominal backup plans {µ∗i|k }.
Intuitively speaking, considering the task of tracking a reference trajectory
as an optimal control problem with value function V (using for example a
linear quadratic regulator in the linear dynamics setting), parameter ρ deﬁnes
‘how fast’ a reference can be reached, measured in terms of the contraction
rate of the optimal tracking cost V . Interestingly, this translates into a
system-theoretic requirement on system (P3.1), or more precisely to local
incremental stabilizability, which can be formally veriﬁed based on a system
linearization, as discussed in [36, Prop. 1]. The condition can also be found
in Appendix A.6 and provides explicit choices for V and π. It is, however,
important to note that the ﬁnal algorithm only requires existence of the policy
π and the corresponding function V , rather than their explicit form.
These concepts lead to a robustiﬁed version of the nominal predictive
safety ﬁlter deﬁned in (P3.6) and Algorithm 2 (Figure P3.3), where we
omit (P3.6e) in the case of uniformly bounded errors (P3.8). Assumption 4.3
ties the model uncertainty (P3.8) to the constraint tightening (P3.9) to ensure
the existence of a safe backup plan at all times and allows extension of the
arguments for the nominal case to a probabilistic model belief. If (P3.6)
is feasible at time k − 1 and the error bound D according to (P3.8), i.e.
maxe∈D kek2 , is suﬃciently small with respect to  (see also Sections 4.3 for
a detailed discussion) with probability pS , then at time k, the input sequence
based on the plan computed at time step k − 1
∗
vi|k := π(µi|k , µ∗i+1|k−1,N , vi+1|k−1,N
)

(P3.11)
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for i ∈ I[0,N −2] with µ0|k = x(k), π according to Assumption 4.3, and µi|k
according to (P3.6b), provides a feasible solution to (P3.6) with planning
horizon N − 1 (Algorithm 2, line 6) with probability pS . Again, the tracking
policy π is only used in order to show that a solution to (P3.6) exists, but
it is not needed for implementation of the approach. The same argument
holds true for all k̄ ∈ I[k+1,k+N −1] until the terminal set is reached (line
10), which allows us to establish safety at all times similarly to the nominal
case. A formal proof will be given in the following for the more general case
including a constraint on model conﬁdence.
Planning in conﬁdent subspaces: To reduce conservatism introduced by
uniformly overbounding the uncertainty in (P3.8), a central novelty in the
proposed safety ﬁlter is the ability to restrict planning to regions in the
state and input space Zc (see also Figure P3.3) where we are suﬃciently
conﬁdent about the system dynamics. More precisely, we restrict predictions
to subspaces where the model error (P3.7) is contained in a pre-speciﬁed,
reduced allowable error set of the form
Dγ := {e ∈ Rn |aD (e) ≤ γ 1nD },

0<γ≤1

(P3.12)

with scaling factor γ, which allows easy adjustment of the maximum error
√
magnitude due to the relation e ∈ Dγ ⇒ kek2 ≤ ( nD /cD )γ, see proof
of Lemma A.4. A simple approach would be to compute the region Zc
oﬄine and add it as an additional state and input constraint, as was similarly
done for the case of linear dynamics with state dependent uncertainties by
[17]. However, it is in general diﬃcult to compute Zc analytically and in
addition, the set needs to be recomputed once the model belief (P3.1), (P3.2)
is updated based on observed data. We therefore reformulate the requirement
to stay inside Zc as an implicit constraint, avoiding the explicit computation
of Zc , and include it in the online predictive safety ﬁlter problem (P3.6)
using the following deﬁnition:
Deﬁnition 4.4. A set-valued map DpS mapping states and inputs from
Rn × Rm to subsets of D with D ⊂ Rn is a set-valued model conﬁdence map
associated with (P3.1), (P3.2), for a given θ̄ ∈ Rq at probability level pS > 0,
if


∀k ∈ I[0,N̄ ]
(P3.13)
Pr e(k, θR ) ∈ Eps (x(k), u(k))), ∀x(k) ∈ Rn  ≥ ps
∀u(k) ∈ Rn
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holds, with e(k, θR ) as deﬁned in (P3.7).
While D must include all suﬃciently common model errors, DpS (x, u)
must only include errors that are suﬃciently common at (x, u). Note that
according to Deﬁnition 4.4 it is not suﬃcient to guarantee that (P3.13) holds
for some k, but it has to hold for all 0 ≤ k ≤ N̄ to ensure safety for all times,
including also the case N̄ → ∞. In practice, it might be challenging to select
a parametric system class and to infer a representative parameter distribution
p(θ|D) from a data set D that allows construction of a set-valued model
conﬁdence map. In the following we therefore brieﬂy discuss an example of
how to design (P3.13) from data using Bayesian regression and refer to [5,
Section 3] for a review of data-driven prediction models that provide bounds
on the model uncertainty.
Data-driven set-valued model conﬁdence map: Consider a Bayesian description of (P3.1) with prior distribution p(θ) and posterior estimate θ ∼ p(θ|D),
D
inferred from available system data D := {(xi , ui ), f (xi , ui ; θR )}N
i=1 . Deﬁne
a conﬁdence region CpS (p(θ|D)) at probability level pS > 0 of the random
parameters θ as Pr(θ ∈ CpS (p(θ|D))) ≥ pS . A set-valued model conﬁdence
map according to Deﬁnition 4.4 is then given by
(P3.14)

DpS (x, u) =
n

{e ∈ R |e = f (x, u, θ) − f (x, u; θ̄) , θ ∈ CpS (p(θ|D))},
as it follows from the deﬁnition of CpS (p(θ|D)) that
Pr(?)

≥ Pr(?|θR ∈ Cps (p(θ|D))) Pr(θR ∈ Cps (p(θ|D)))
{z
}|
{z
}
|
=1 by deﬁnition of Eps

≥ps

with ? as shorthand for the random event introduced in (P3.13). Note
that similar set-valued model conﬁdence maps can be obtained when using
non-parametric Gaussian process regression, by assuming that the system
dynamics (P3.1) have bounded norm in a reproducing kernel Hilbert space
[37, Theorem 2]. In case of large amounts of available data on the whole
state and input space a uniform conﬁdence map can be selected using, e.g.,
Lipschitz arguments similar to [15], i.e., ∀x ∈ X, u ∈ U : DpS (x, u) ⊆ D1 ,
reducing to the special case (P3.8).
C
As discussed for the case of uniformly bounded errors, the tightened
constraints (P3.9) ensure safety, if (P3.8) holds for maxe∈Dγ kek2 small
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enough. Since e(k, θR ) is unknown, and we cannot simply impose e(k, θR ) ∈
Dγ in (P3.6) to restrict planning to conﬁdent subsets, we make use of the
model conﬁdence map in Deﬁnition 4.4 to enforce
DpS (x(k), u(k)) ⊆ Dγ ,

(P3.15)

implying e(k, θR ) ∈ Dγ with probability pS . To this end, we impose (P3.6e)
on the nominal plan {µi|k }, {vi|k }, where constraint (P3.15) is tightened
similarly to (P3.9) using
D̄iγ := {e ∈ Rn |aD (e) ≤ γ(1 − i )1nD }.

(P3.16)

The tightening again ensures the existence of a feasible solution when replanning with a shorter horizon (Algorithm 2, line 6). In order for the ﬁlter
to ensure safety in probability using (P3.6e), we additionally require that
small changes of the nominal predicted trajectory must not lead to arbitrary
large changes in the model conﬁdence by assuming that the set-valued model
conﬁdence map is Lipschitz continuous in terms of the Hausdorﬀ metric (see
Deﬁnition A.1 and A.2 in the appendix).
Assumption 4.5. There exists a set-valued model conﬁdence map DpS associated
with (P3.1), (P3.2), which is Lipschitz continuous with Lipschitz constant LDpS
under the Hausdorﬀ metric with respect to dRm (a, b) := ka − bk2 .
Note that for common models, such as Gaussian Processes, Assumption 4.5 is generally fulﬁlled, compare also with [10, Proposition 11]. The
above assumptions allow for extension the ideas from the uniform error
bound to make use of a potentially reduced error bound that is ensured by
imposing (P3.6e) on the backup plan, and thereby again characterize the
relation between the tightening  in (P3.9),(P3.16) and the speciﬁed tolerated
model error (P3.12). This leads us to the main result of the paper, showing
that the proposed predictive safety ﬁlter guarantees safety in probability at
all times according to (P3.4).
Theorem 4.6. Let Assumptions 4.2, 4.3 and 4.5 hold and select a tightening
factor  > 0. If LDpS in Assumption 4.5 is suﬃciently small, i.e. if LDpS ≤ c
for a suﬃciently small constant c > 0, then one can always select a suﬃciently
small γ > 0 such that the initial feasibility of (P3.6) for x(0) implies that
u(k) = πS (k, x(k), uL (k)) as deﬁned in Algorithm 2 ensures safe system operation according to (P3.4).
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The proof is provided in the appendix. Theorem 4.6 implies that for
suﬃciently small LDpS one can specify a constraint tightening through 
and impose a corresponding suﬃciently small admissible error set scaling
γ in (P3.12), such that if (P3.6) is initially feasible for x(0), application of
Algorithm 2 will keep the system safe in probability. Thereby, the upper
bound on LDpS results from the linear lower bound on aD in (P3.8), (P3.12)
and intuitively means that the set-valued model conﬁdence map estimate in
Assumption 4.5 can only change at a speciﬁc rate with changing states or
inputs that are linearly bounded in terms of the tightening fraction .
While the exact values of the bounds derived in the proof of Theorem 4.6
might be diﬃcult to compute explicitly for design of the PSF, the corresponding analysis in Appendix A.2 unveils inner relations of all design parameters
that can be used for eﬃcient practical tuning guidelines as presented in Section 4.3. A speciﬁc choice of parameters can then be veriﬁed as described in
Appendix A.3.
Remark 4.7. While the combination of the proposed safety ﬁlter with a learningbased controller naturally restricts exploration, the probabilistic model together
with probabilistic constraints provide a principled way to adjust the probability
associated with the conﬁdent subset, and thereby allow for some exploration beyond
the available data as illustrated in the numerical example in Section 5. Large
model uncertainties might, however, cause infeasibility of the PSF problem (P3.6)
at the initial condition of the system. This would either require the enlargement
of the prediction horizon N or the lowering of the probability level for safety pS
in (P3.4), see also Section 4.3 for practical tuning guidelines.

4.3

PSF design parameters

In the following, we provide a more detailed discussion of the design parameters and how to select them.
ρ ∈ (0, 1): Minimum contraction rate (‘speed’) at which the system can
reduce the distance (in terms of an appropriate energy function) to a nominal
reference trajectory. For example, consider the extreme case of a deadbeat
controller that can steer the system to any given reference in one time step.
According to Assumption 4.3 this translates into ρ ≈ 0, which renders the
constraint tightening (P3.9) constant after one time step. In contrast, systems
with very slow convergence rates are characterizes with ρ ≈ 1, corresponding
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to the worst-case in terms of the constraint tightening (P3.9). A cautious
choice is therefore ρ := 0.99̄.
 > 0: Constraint tightening factor along predicted backup plans. While
ρ depends on intrinsic system properties,  is a design parameter that allows a
trade oﬀ of the maximum tolerated prediction model errors (P3.12), i.e. the
magnitude of γ against the conservatism of the predictive safety ﬁlter, i.e. the
constraint tightening. This can be seen explicitly through the suﬃcient bounds
on γ in the proof of Lemma A.4, (P3.25), which are linear in , i.e. γ ≤ cγ .
To satisfy the lower bound according to Theorem 4.6 while preventing the
tightened sets (P3.9) from being empty at the end of the planning horizon,
√
√
a cautious initial choice is given by  ≤ (1 − ρ)/(1 − ρN ), where the
prediction horizon length N can additionally be reduced to account for larger
values of .
γ > 0: From the deﬁnition of Dγ in (P3.8) and (P3.12) it follows that
√
maxe∈Dγ kek2 ≤ γ nD /cD holds, i.e. γ linearly aﬀects the maximum
allowable uncertainty in the conﬁdent subset of the state space. From Theorem 4.6 it follows that for any valid (ρ, ) a γ > 0 exists, such that initial
feasibility of the predictive safety ﬁlter implies chance constraint satisfaction
according to (P3.4). The bound on γ is provided in (P3.25) in the appendix.
Since smaller values of γ render the set-valued model conﬁdence map constraint (P3.6e) more conservative, the goal during tuning is to ﬁnd the largest
tolerable uncertainty γ for a given conﬁguration (ρ, ).
pS ∈ [0, 1]: Desired probability level of safety according to (P3.4). Depending on the application, one might consider lowering the probability
level pS for an eﬃcient exploration phase, before enforcing larger values
pS for cautious long term operation. More precisely, the limit case pS = 0
allows selection of DpS = {0}, which virtually disables the set-valued model
conﬁdence map (P3.13) and backup plans are not restricted to conﬁdent
subsets anymore. In turn, selecting pS ≈ 1 results in a robust version of the
predictive safety ﬁlter and therefore limits exploration.
In summary, the small number of design parameters and their interpretability allow for an eﬃcient design of the PSF without more involved and
potentially conservative design procedures to formally satisfy the required
assumptions, e.g., Assumption 4.3 (see also [36]) or Assumption 4.5. A
cautious initial selection of the design parameters is given by ρ ≈ 1,  ≈ N −1 ,
and γ possibly small for a required probability level pS and planning horizon
N . A practical choice of Dγ is discussed in Section 5. The set of parameters
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can then be veriﬁed oﬄine as described in Appendix A.3. If these conservative
design parameters cannot be veriﬁed, then either the planning horizon N can
be reduced to increase , Assumption 4.3 does not hold, more data needs to
be collected, or the prior information about θ needs to be reﬁned to render
the set-valued model model conﬁdence map according to Assumption 4.5
less conservative.

5
5.1

Application to numerical examples
Swing-up: Safe exploration beyond initial data

We consider the classical control problem of swinging up a pendulum from
the downward position with angle α = 0 [deg] to the upward position (α =
180 [deg]) with limited input authority, unknown system parameters, and
under challenging safety constraints of the form −90 [deg] ≤ α ≤ 190 [deg],
such that the pendulum is not allowed to tip over, once the upward position
has been reached. The discretized dynamics x(k + 1) = f (x(k), u(k)) are
simulated using x1 (k + 1) = x1 (k) + hx2 (k) and x2 (k + 1) = x2 (k) −
hg
hη
h
l sin(x1 (k)) − ml2 x2 (k) + ml2 u(k), where x1 (k) = α(k) is the angle,
x2 (k) = α̇(k) is the angular velocity at time step k, h = 0.02 [s] is the
discretization interval, g = 9.81 [m/s2 ] is the gravity constant, l = 0.5 [m]
is the length, m = 0.15 [kg] is the mass, η = 0.1 [Nms/rad] is the friction
and the input torque u is restricted to |u|≤ 0.7 [Nms/rad].
Unsafe learning policy πL : For learning the swing-up task, we consider an
episodic learning setting with horizon length N̄ = 120 and parametrize a
bang-bang open-loop input signal as


−0.7, k ≤ ks1 ,
πL (k; ks1 , ks2 ) = 0.7,
(P3.17)
ks1 ≤ k ≤ ks2 ,


0,
else,
with switching times ks1 and ks2 subject to ks1 ∈ [0, ks2 ] and ks2 ∈ [0, 150].
∗
The learning objective is deﬁned as `(x, k) = (α(k)−π)2 +(v0|k
−πL (k; ks1 , ks2 ))2 ,
where the ﬁrst term describes the distance to the desired upward position
given by 180 [deg], while the second term penalizes safety-ensuring interventions by the safety ﬁlter and therefore accelerates learning convergence
as discussed in [38]. Eﬃcient learning-based optimization of the parameters
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Figure P3.4: Comparison of closed-loop swing-up trajectories during 120
learning episodes under challenging position constraints (dashed lines). Top:
Red lines show diﬀerent learning episodes based on an unsafe learning policy.
Middle: Closed-loop learning trajectories using a predictive safety ﬁlter with
10 data points (green) and 18000 data points (blue). Bottom: Resulting
safe optimal closed-loop performance. The circle radii indicate the relative
magnitude of safety ensuring modiﬁcations of the learning policy.
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ks1 and ks2 is performed using Bayesian Optimization as described in [39],
selecting parameter conﬁgurations that automatically trade-oﬀ exploration of
the parameter space and exploitation of promising subsets. While direct application of this learned policy yields a swing-up after some episodes, it causes
signiﬁcant constraint violations as shown in Figure P3.4 (top), motivating
the application of the presented safety ﬁlter in the following.
Predictive safety ﬁlter from data: The transition model (P3.1), (P3.2) is
obtained via linear Bayesian regression [40], i.e., f (x, u) = θ> φ(x), with
φ(x, u) = [x1 , x2 , sin(x1 ), u]> , unknown parameters θ ∈ R2×4 with Gaussian priors, and Gaussian noise on obtained system measurements. The
set-valued model conﬁdence map according to Deﬁnition 4.4 for parametric
uncertainties is given by (P3.14) and can here be deﬁned as DpS (x, u) = {e ∈
Rn |e> Σ−1 (x, u)e ≤ χ22 (pS )} where Σ(x, u) = diag((σi2 (x, u))i=1,2 ) with
σi2 (x, u) being the posterior variance of fi (x, u) conditioned on data and
χ22 (pS ) the chi-squared distribution of degree 2 [41]. Starting with 10 data
points around the downward position, we update the model belief using the
acquired data after each episode. The tightening was experimentally chosen
to ρ = 0.999,  = 0.02 using sampled system realizations of the posterior
distribution as described in Section A.3. The corresponding admissible error
set Dγ is deﬁned as the 2-norm ball with radius γ = 0.02. Consequently, setvalued map constraints of the q
form DpS (x, u) ⊆ D̄iγ according to (P3.6e) can
be eﬃciently implemented as

σf2j (x, u)χ22 (pS ) ≤ (1 − i )0.02 for j = 1, 2,

i.e. by enforcing all semi-axes of DpS (x, u) to be smaller or equal than the
radius of the admissible error set D̄i0.02 . The desired probability of chance
constraint satisfaction pS was chosen as 0.95. As the terminal safe set, we select S t := {α, α̇|−30 deg ≤ α ≤ 30 [deg], |α̇|≤ 30 [deg/sec] with πSt = 0.
The resulting problem (P3.6) with planning horizon N = 50 was solved
in real-time using Ipopt [42] together with the CasADi framework [43] for
automatic diﬀerentiation.
Results: Combining the learning-based swing up policy with a predictive
safety ﬁlter based on only 10 initial data points around the stable downward
position results in cautious closed-loop system trajectories that are displayed
as green lines in Figure P3.4 (middle). The corresponding optimal solution
after 120 learning episodes is depicted in Figure P3.4 (middle). We can then
leverage the cumulated data from the ﬁrst experiment (18000 data samples)
to reﬁne the prediction model of the safety ﬁlter. The additional data enables
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a signiﬁcantly less conservative learning behavior, see blue trajectories in
Figure P3.4 (middle), and supports a complete swing-up, which demonstrates
safe exploration beyond available data. The corresponding optimal solution
after 120 learning episodes is shown in Figure P3.4 (middle), where the circle
radii indicate the magnitude of safety ensuring modiﬁcations of the learning
policy.

5.2

Safe data-driven quadrotor learning control

To demonstrate the presented method for a more challenging simulation
example, we consider the AscTec Hummingbird drone, simulated in the
Bullet Physics SDK [44], see Figure P3.5 (Top-left), in combination with a
single rotor force model [45]. We employ a two-layer control structure, where
an inner PD control loop takes desired pitch, roll and vertical acceleration
in the body frame and outputs control signals to the motors. This enables
modeling of the inner controlled system around the hovering equilibrium
as done in [46] using 10 states x̃ ∈ R10 , three inputs u ∈ R3 , and dynamics
of the form x̃(k + 1) = θ> φ(x̃, u). State constraints are given by minimum
height z ≥ 0.175 [m] and maximal vertical velocity |ż|≤ 1 [m/s] to avoid
ground contact and to ensure the validity of the dynamics model. The inputs
to the inner control loop are normalized to |ui |≤ 1.
Unsafe learning policy πL : The overall goal is to approach the landing
position x = 3 [m], y = 2 [m], and z = 0.2 [m] close to the ground, which
is indicated by the red cube in Figure P3.5 (Top-left), starting from an initial
hovering position at z = 3.5 [m], x = y = 0 [m] using an outer PD controller
with state and input saturation, which is parametrized as


clip(p12 (xd − x) + d12 ẋ, −1, 1)
πL (x̃; p, d) := clip(p12 (yd − y) + d12 ẏ, −1, 1)


clip(p3 (zd − z) + d3 ż, −1, 1)
where clip(x, c1 , c2 ) := max(min(x, c2 ), c1 ) and with PD-controller gains
p12 , p3 ∈ [0, 10] and d12 , d3 ∈ [−10, 0]. Similar to the example presented
in Section 5.1, we use Bayesian Optimization [39], with `(x̃, u) := |xd −
∗
x|+|yd − y|+|zd − z|+100kπL (x̃) − v0|k
k2 that heavily penalizes safety ensuring actions by the safety ﬁlter. Direct application of the learning algorithm
yields a signiﬁcant number of ground contacts (in addition to violations of the

128

Paper P3: Nonlinear predictive safety ﬁlter

Figure P3.5: Quadrotor experiment using the Bullet Physics SDK [44].
Top-left: Graphical interface showing the optimal safe trajectory (blue line).
Top-right: Quadrotor trajectories projected on the x − z plane using an unsafe
policy search (red lines) and the safety augmented policy search (blue lines).
Bottom: Zoom-in of top-right plot, where red dots represent states with
< 0.01 [m] minimum distance to the ground, which we classify as ground
contact.
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maximum vertical velocity) as shown in Figure P3.5 by the red trajectories
over a total of 240 learning episodes, where ground contacts are deﬁned as
< 0.01 [m] minimum distance to the ground and are highlighted by red dots.
Predictive safety ﬁlter from data: Similarly to the numerical example in
Section 5.1, we construct a model via Bayesian Regression using a Gaussian
prior on the parameters θ together with Gaussian noise on observations.
The data required for infering the prediction model is generated through
experiments at a safe altitude using 100 random step inputs that are applied for
60 [s] to the inner control loop. Based on the inferred model, the constraint
tightening was experimentally chosen as ρ = 0.999,  = 0.01 using posterior
samples as described in Section A.3 with a maximum allowable error set
Dγ deﬁned as the 2-norm ball with radius 0.02. The planning horizon is
given by N = 20 and the terminal set is selected as a suﬃciently high altitude
of z ≥ 1.5 [m], from which we can guarantee constraint satisfaction for all
future times using, e.g., suboptimal PD controller gains p12 = p3 = 0.5 and
d12 = d3 = −0.5. The set-valued model conﬁdence map is set up analogue
to Section 5.1 with desired chance constraint satisfaction pS = 0.9.
Results: As shown in Figure P3.5 the predictive safety ﬁlter enables constraint satisfaction during all 240 learning-episodes and results in a favorable
optimal trajectory as shown in Figure P3.5 (Top-left), for which the safety
ﬁlter is permanently inactive as speciﬁed via the objective function.

6

Conclusion

This paper has addressed the problem of safe RL by introducing a predictive
safety ﬁlter, which enables modularity in terms of safety and the employed
RL algorithm. An optimization-based formulation was proposed that provides rigorous safety guarantees using a possibly data-driven approximate
system model. By its capability to consider nonlinear and complex system
descriptions without being overly conservative, we believe that the proposed
approach is an important step towards safe RL for rearlistic applications.
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Appendix
Lipschitz continuity w.r.t. Hausdorﬀ metric

Deﬁnition A.1. The Hausdorﬀ metric between two sets A and B in a metric
space (M, dM ) is deﬁned as


dH (A, B) := max sup inf dM (a, b), inf sup dM (a, b) .
a∈A b∈B

a∈A b∈B

Deﬁnition A.2. A set valued map D mapping vectors from A ⊆ Rn to
subsets of Rm is called Lipschitz continuous with Lipschitz constant LD ≥ 0
under the Hausdorﬀ metric with respect to the 2-Norm, if for all a, b ∈ A it
holds that dH (E(a), E(b)) ≤ LD ka − bk2 .

A.2

Proof of Theorem 4.6

We begin by deriving a bound on the amount at which small changes in
∗
} aﬀect the set membership conthe planned nominal trajectory {µ∗i|k , vi|k
straint (P3.6e) in Lemma A.3. Based on Assumption 4.3 together with
Lipschitz continuity of the state, input, and terminal constraints, as well as
the aforementioned bound on the set membership constraint, we then show
that feasibility of (P3.6) for planning horizon N at time k together with
e(k, θ̄) ∈ DpS (x(k), u(k)) implies the existence of a feasible solution at time
N − 1 in Lemma A.4. Finally, we iteratively apply Lemma A.4, to prove
Theorem 4.6.
In the following, we consider a model error set D := {e ∈ Rn |aD (e) ≤
1nD }, a safe terminal set S t := {x ∈ Rn |aS (x) ≤ 1nS } according to Assumption 4.2 with aD,i : Rn → R and aS,i : Rn → R, both Lipschitz
continuous functions with constants LaD , LaS . In the predictive safety ﬁlter
optimization problem (P3.6) the constraints are deﬁned according to the tightening (P3.9) and (P3.16). We denote an optimal solution of (P3.6) at time
∗
∗
k with planning horizon N as nominal input sequence v0|k,N
, .., vN
−1|k,N
with corresponding nominal state sequence µ∗0|k,N , .., µ∗N |k,N (P3.6b).
Lemma A.3. Let Assumption 4.5 hold. If x, x+ ∈ X, u, u+ ∈ U and
DpS (x, u) ⊆ Dγ , then DpS (x+ , u+ ) ⊆ Dγ,+ (k∆zk2 ), where
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∆z := [x> , u> ] − [x+> , u+> ] 2 and Dγ,+ (k∆zk2 ) := {e ∈ Rn |aD (e) ≤
γ 1nD + LaD LDpS k∆zk2 1nD }.
Proof. The essential observation is that all e+ ∈ DpS (x+ , u+ ) can be written
as e+ = e∗ + ∆e with e∗ := arginf e∈Dp (x,u) ke+ − ek2 , ∆e ∈ Rn for
S
which we have by Assumption 4.5 that
k∆ek2 = e+ − e∗
≤

2

=

sup

inf

e+ − e

e∈DpS (x,u)

inf

2

+

e −e

e+ ∈DpS (x+ ,u+ ) e∈DpS (x,u)

2

≤ LDpS k∆zk2 .
This allows us to derive
aD (e+ ) = aD (e∗ ) + aD (e+ ) − aD (e∗ )
≤ aD (e∗ ) + LaD k∆ek2 1nD

≤ aD (e∗ ) + LaD LDpS k∆zk2 1nD
≤ γ 1nD + LaD LDpS k∆zk2 1nD

(P3.18)

since by deﬁnition e∗ ∈ DpS (x, u) ⊆ Dγ . It follows that for all e+ ∈
DpS (x+ , u+ ), (P3.18) holds, which implies DpS (x+ , u+ ) ⊆ Dγ,+ (k∆zk2 ),
completing the proof.
Lemma A.4. Let Assumptions 4.3 and 4.5 hold. For every  > 0, there exist corresponding c > 0, γ > 0 such that if 1) LDpS ≤ c, 2) Problem (P3.6) is feasible
∗
at time k with prediction horizon N > 0, 3) u(k) = πS (k, x(k), uL (k)) = v0|k
is
applied
to
(P3.1),
and
4) e(k, θR ) ∈ DpS (x(k), u(k)) with probability 1, then the input sequence
∗
ūi|k+1 := π(µ̃i|k+1 , µ∗i+1|k,N , vi+1|k,N
) for i ∈ I[0,N −2]

with π according to Assumption 4.3, corresponding nominal state sequence
µ̃i+1|k+1 = f (µ̃i|k+1 , ūi|k+1 , θ̄) with µ̃0|k+1 = x(k + 1) ∀ i ∈ I[0,N −2] and
µ̃−1|k+1 = x(k), is a feasible solution to (P3.6) at time k + 1 with prediction
horizon N − 1.
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Proof. The following proof is a modiﬁed and extended version of [35, Proposition 5], which considers nonlinear systems with additive disturbances of
the form x(k + 1) = f (x(k), u(k)) + w(k), to address model (P3.1), (P3.2)
in combination with the set-valued model conﬁdence and terminal safe set
constraints (P3.6e) and (P3.6f). The proof makes use of the conditions in
Assumption 4.3 to derive bounds on the diﬀerence between the optimal
plan at time k, and the constructed plan {µ̃i|k+1 }, {ṽi|k+1 } at time k + 1,
which is in turn used to show that the constraint tightening implies that
the constructed plan is a feasible solution for (P3.6) with planning horizon
N − 1. In order to streamline notation, note that Assumption 4.3 holds for
∗
all v, v + ∈ U which allows us, together with the fact that vi|k
∈ U for all
i ∈ I[0,N −1] due to feasibility at time k, to omit the third argument of V in
the following analysis.
We start by bounding errors e ∈ Dγ in terms of the scaling factor γ as
deﬁned in (P3.12). Using the lower bound kaD (e)k2 ≥ cD kek2 we obtain
the relation e ∈ Dγ ⇒ aD (e) ≤ γ 1nD ⇒ kaD (e)k∞ ≤ γ, and it follows that
for all e ∈ Dγ it holds kek2 ≤ cγ γ

(P3.19)

√
with cγ := ( nD /cD ). In the next step, we derive a bound γ1q
> 0 on γ such
that V (x(k + 1), µ∗1|k,N ) ≤ δ holds. Select γ ≤ γ1 := c−1
γ
that by assumption and constraint (P3.6e) we obtain
x(k + 1) − µ∗1|k,N

2
2

≤ c2γ γ 2 ≤

δ
cu

δ
cu

and note

(P3.20)

and combined with Assumption 4.3 it follows
V (x(k + 1), µ∗1|k,N ) ≤ cu x(k + 1) − µ∗1|k,N

2

≤ δ.
2

(P3.21)

Next, we show when γ > 0 is small enough, ṽi|k+1 is a feasible candidate
input sequence to (P3.6) with planning horizon N − 1 in two steps. In Step
1 we show that µ̃i|k+1 ∈ X̄i holds for all i ∈ I[0,N −2] by induction, which
allows us in Step 2 to construct suﬃcient bounds on γ that imply feasibility
via the tightening sequence (P3.10) of the remaining constraints in (P3.6).
Step 1: For the induction start i = 0 we show µ̃0|k+1,N ∈ X0 = X using
the row sum norm kAx k∞ and the fact that kak2 kbk2 ≤ kak1 kbk2 for all
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a, b ∈ Rnx to get
Ax µ̃0|k+1 = Ax µ∗1|k,N + Ax (µ̃0|k+1 − µ∗1|k,N )
≤ (1 − )1nx + kAx k∞ µ̃0|k+1 − µ∗1|k,N

2

1 nx .

Since V (µ̃0|k+1 , µ∗1|k,N ) ≥ cl ||µ̃0|k+1 − µ∗1|k,N ||22 we have with (P3.20),
q
(P3.21) that ||µ̃0|k − µ∗1|k,N ||2 ≤ ccul cγ γ and therefore Ax µ̃0|k+1 ≤ (1 −
q
q
cl

yields
)1nx + kAx k∞ ccul cγ γ 1nx . Selecting γ ≤ γ2 := c−1
γ
cu kAx k
∞

Ax µ̃0|k+1 ≤ (1 − )1nx + 1nx ⇒ µ̃0|k+1 ∈ X.

(P3.22)

In order to show the induction step ∀j ∈ I[0,i] : µ̃j|k+1 ∈ X̄j ⇒ µ̃i+1|k+1 ∈
X̄i+1 , for all i ∈ I[0,N −3] we use Assumption 4.3 and derive
cu c2γ γ 2 ≥ V (µ̃0|k+1 , µ∗1|k,N ) ≥ ρ−1 V (µ̃1|k+1 , µ∗2|k,N ) ≥ ..
≥ ρ−i V (µ̃i|k+1 , µ∗i+1|k,N )
≥ ρ−1−i V (µ̃i+1|k+1 , µ∗i+2|k,N )
and consequently
V (µ̃i+1|k+1 , µ∗i+2|k,N ) ≤ ρi+1 cu c2γ γ 2 ≤ δ for all i ∈ I[0,N −3]
since ρ ∈ (0, 1). By Assumption (4.3) we have cl ||µ̃i+1|k+1 − µ∗i+2|k,N ||22 ≤
V (µ̃i+1|k+1 , µ∗i+2|k,N ) and
µ̃i+1|k+1 − µ∗i+2|k,N

2
2

≤ ρi+1

cu 2 2
c γ .
cl γ

Similar to (P3.22) we can conclude with γ ≤ γ2 that
r
cu
∗
Ax µ̃i+1|k+1 ≤ Ax µi+2|k + kAx k∞ ρi+1 cγ γ 1nx
cl
p
i+1
≤ (1 − i+2 )1nx + ρ 1nx
≤ (1 − i+1 )1nx ⇒ µ̃i+1|k+1 ∈ X̄i+1

(P3.23)
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for all i ∈ I[0,N −3] , which proves constraint satisfaction of the candidate
state sequence µ̃i|k+1 with respect to state constraints by induction.
Step 2: Regarding the terminal constraint (P3.6f), note that due to µ̃N −2 ∈
X̄N −2 ⊂ X we can use Assumption 4.3 similarly to before in order to obtain
µ̃N −1|k+1 − µ∗N |k,N
Let γ ≤ γ3 := c−1
γ

q

cl 
c u LS ,

2

≤ ρN −1

2

cu 2 2
c γ .
cl γ

implying similarly

aS (µ̃N −1|k+1 ) ≤ aS (µ∗N |k ) + LS

r
cu
ρN −1 cγ γ 1ns
cl

≤ (1 − N −1 )1nS ,
showing terminal constraint satisfaction
of (P3.6f). Next we consider input
q
cl

−1
constraints. Let γ ≤ γ4 := cγ
cu kAu k πmax , yielding together with
∞

Assumption 4.3 and (P3.23)
∗
ūi|k+1 − vi+1|k,N

2
2

2
≤ πmax
µ̃i|k+1 − µ∗i+1|k,N
2
≤ πmax
ρi

2
2

cu 2 2
c γ ,
cl γ

providing that
Au ūi|k+1 ≤

∗
Au vi+1|k

r
+ kAu k∞ πmax

ρi

cu
cγ γ 1nu
cl

≤ (1 − i )1nu for all i ∈ I[0,N −2] ,
showing input constraint satisfaction (P3.6d) of the candidate input sequence. For the uncertainty constraint (P3.6e) we have by Lemma A.3
γ,+
γ,+
that DpS (µ̃i|k+1 , ūi|k+1 ) ⊆ D̄i+1
(k∆zi k2 ) holds with D̄i+1
(k∆zi k2 ) :=
n
{e ∈ R |aD (e) ≤ γ(1 − i+1 )1nD + LaD LDpS k∆zi k2 1nD } and
> ∗
> >
>
>
∗
∆zi := [µ̃>
i|k+1 , ūi|k+1 ] − [µi+1|k , vi+1|k ] ,
2

k∆zi k2 ≤ µ̃i|k+1 − µ∗i+1|k
≤ (1 + πmax )2 ρi

2
2

∗
+ ūi|k+1 − vi+1|k

cu 2 2
c γ
cl γ

2
2
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for all i ∈ I[0,N −2] . For a suﬃciently small Lipschitz constant in Assumption 4.5, such that LDpS ≤ c with
c :=

1
LaD (1 + πmax )

r

cl −1
c
cu γ

(P3.24)

holds, we obtain
γ,+
DpS (µ̃i|k+1 , ūi|k+1 ) ⊆ Di+1
(k∆zk2 )

⊆ {e ∈ Rn |aD (e) ≤ γ(1 − i+1 )1nD
r
cu
+ LaD LDpS (1 + πmax ) ρi cγ γ 1nD }
cl
p
n
⊆ {e ∈ R |aD (e) ≤ γ(1 − i+1 )1nD + ρi γ 1nD }
⊆ {e ∈ Rn |aD (e) ≤ γ(1 − i )1nD } ⊆ D̄iγ ,

which shows feasibility of (P3.6e). Therefore, if LDpS satisﬁes LDpS ≤ c
for a selected  with c as deﬁned in (P3.24), then there always exists a
γ := min{γ1 , γ2 , γ3 , γ4 } > 0,

(P3.25)

such that {ūi|k+1 } is a feasible solution to (P3.6) at time k + 1 with planning
horizon N − 1, proving the desired statement.
Note that the bounds γi for i = 1, 2, 3, 4 unveil an inner relationship
between the constraint tightening fraction  and the maximal allowable error
set that is deﬁned through the scaling
parameter γ. Since the bound on
p
−1
−1
γ takes the form γ ≤ min{cγ
δcu , mini∈{2,3,4} ci } it follows that a
bound exists on the error magnitude that can be tolerated depending on
the size of the region, for which local incremental stabilizability according
to Assumption 4.3
p holds. Therefore, increasing the constraint tightening
beyond  = c−1
δc−1
u /mini ci will not necessarily allow an increase in
γ
the tolerable uncertainty magnitude. We can now utilize Lemma A.4 to
prove Theorem 4.6, i.e. that application of Algorithm 2 implies safe system
operation according to (P3.4).
Proof of Theorem 4.6. Select γ according to Lemma A.4. By considering the
diﬀerent cases in Algorithm 2, we show safety ∀k according to (P3.4) by
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utilizing the relation
Pr(∀k : x(k) ∈ X, u(k) ∈ U)
≥ Pr(∀k : x(k) ∈ X, u(k) ∈ U, e(k, θR ) ∈ DpS (k))
= Pr(∀k : x(k) ∈ X, u(k) ∈ U|∀k : e(k, θR ) ∈ DpS (k))
· Pr(∀k : e(k, θR ) ∈ DpS (k)),

(P3.26)

where we use DpS (k) instead of DpS (x(k), u(k)). Since Pr(∀k : e(k, θR ) ∈
DpS (k)) ≥ pS by Assumption 4.5, relation (P3.26) allows us to prove (3)
by establishing
Pr(∀k : x(k) ∈ X, u(k) ∈ U|∀k : e(k, θR ) ∈ DpS (k)) = 1.

(P3.27)

The proof therefore reduces to the deterministic case showing that x(k) ∈ X,
u(k) ∈ U, given e(k, θR ) ∈ DpS (k)), at any time step k, which implies
directly (P3.27) for all times k and therefore via (P3.26) chance constraint
satisfaction according to (P3.4), i.e., safe system operation with respect
to (P3.4). In order to show x(k) ∈ X and u(k) ∈ U, note that if (P3.6)
is feasible at time k for any planning horizon Ñ > 0 it follows due to the
state and input constraints (P3.6c), (P3.6d) that x(k) ∈ X and u(k) ∈ U.
This implies directly that x(k) ∈ X and u(k) ∈ U for any time step k for
which (P3.6) is feasible for horizon N , as well as for all k̃ ∈ I[k+1,N +k−1] ,
for which (P3.6) is infeasible for horizon N , since feasibility of (P3.6) with
horizon N − (k̃ − k) is obtained from iteratively applying Lemma A.4 due
to the condition that ∀k : e(k, θR ) ∈ DpS (k). For all k̃ ≥ N + k, it follows
from containment in the terminal safe set via (P3.6f) and Assumption 4.2 that
x(k̃) ∈ X and u(k̃) = πSt (x(k)) ∈ U. This shows (P3.27) and therefore via
(P3.26) that Pr(∀k : x(k) ∈ X, u(k) ∈ U) ≥ pS , completing the proof.

A.3

Oﬄine design veriﬁcation

The intuitive interpretation of the few parameters that need to be chosen
allows to propose a selection and to certify it using sampling. Related statistical
veriﬁcation methods have been presented, e.g., in [47, 48]. More precisely,
to verify the underlying assumptions of Theorem 4.6 and to ensure that the
admissible error, i.e. γ in (P3.12), is selected suﬃciently small, we make
use of a statistical oﬄine veriﬁcation procedure for ﬁnite horizon tasks, i.e.
N̄ < ∞ in (P3.3), for parameter design given a particular realization of
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a PSF πS together with a learning policy πL . We sample and simulate a
suﬃciently large number Ntotal ∈ N+ of system parameter realizations as
well as initial conditions according to their distributions p(θ) and p(xinit )
and provide a statistical bound on the number of successful simulations that
(j)
ensure safety according to (P3.4). Let θ(j) ∼ p(θ) and xinit ∼ p(xinit ) for
j = 1, 2, .., Ntotal be i.i.d. samples and deﬁne an indicator function for safe
execution as

(j)

1, ∀k = 1, .., N̄ : xinit (k) ∈ X ∧
(j)
(j)
I(θ(j) , xinit ) =
πL (k, xinit (k)) ∈ U


0,
otherwise
with sampled system dynamics of the form


(j)
(j)
(j)
xinit (k + 1) = f xinit (k), πL (k, xinit (k)); θ(j)
(j)

(j)

and initial condition xinit (0) = xinit . The probability of satisfying constraints
X and U can therefore be expressed as p∞
S := limNtotal →∞ p̄S (Ntotal ) with
−1
p̄S (Ntotal ) := Ntotal

NX
total



(j)
I θ(j) , xinit

j=0

via the law of large numbers. To determine a suﬃciently large but ﬁnite number Ntotal to ensure p∞
S ≥ pS we use Hoeﬀding’s inequality
[49, Section 4.1] as similarly proposed in [47]: Pr(|p∞
S − p̄S (Ntotal )|≥
∆2H ) ≤ 2 exp(−2Ntotal ∆H ) for an error margin ∆H > 0. By deﬁning
δH := 2 exp(−2Ntotal ∆H ) it follows that p∞
S ≥ pS (Ntotal ) + ∆H holds at
conﬁdence level 1 − δH . This allows us to state a formal lower bound on the
total number of oﬄine simulations as follows:
Proposition A.5. Consider a speciﬁc PSF problem parametrization, learning
policy πL , and conﬁdence level 1 − δH . If p̄S (Ntotal ) > pS holds and
Ntotal ≥ −

log(0.5δH )
,
2(p̄S (Ntotal ) − pS )2

(P3.28)

then the chance constraints (P3.4) are fulﬁlled under application of u(k) =
πS (k, x(k), πL (k, x(k))) to the real system (P3.1).
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For example, if we have pS = 0.95 and p̄S (Ntotal ) = 0.99 for a speciﬁc
choice of design parameters, then Ntotal needs to be greater than 1656 to
provide a sound PSF parametrization with 99% conﬁdence. Note that (P3.28)
is independent of the complexity of the system and that oﬄine simulations can
be executed in parallel. Naturally, small required values of |pS − p̄S (Ntotal )|
can lead to a rapid increase of Ntotal . In case of infeasibility one needs to
re-adjust the design parameters as described in Section 4.3 or more data needs
to be collected.

A.4

Suﬃcient condition for Assumption 4.3

Diﬀerent from [36, 35] we require the ﬁrst condition in Assumption 4.3
to also hold for the case that V (x, z, v) > δ, which is used in the proof of
Lemma A.4. Nevertheless, [36, Prop. 1] still implies that the following
veriﬁable assumption is suﬃcient for Assumption 4.3 and relates it to local
stabilizability of system (P3.1).
Assumption A.6. Let r := (µ, v) ∈ X × U and deﬁne the linearization
∂f
∂f
Ar :=
(r, θ̄), Br :=
(r, θ̄). For any r ∈ X × U, the pair (Ar , Br ) is
∂x
∂u
stabilizable, i.e. there exist Kr ∈ Rm×n , Pr , Qr ∈ Rn×n positive deﬁnite and
continuous in r, such that
Pr − (Ar + Br Kr )> Pr (Ar + Br Kr ) = Qr .

(P3.29)

Furthermore, there exists a constant c ∈ R>0 , such that for any r+ = (µ+ , v + ) ∈
X × U with µ+ = f (µ, v, θ̄), the corresponding matrix Pr+ satisﬁes:
λmax (Pr−1 Pr+ )Qr ≥ (λmax (Pr−1 Pr+ ) − 1)Pr + cIn .

(P3.30)

Given Assumption A.6, we can choose V (x, µ, v) = (x − µ)> Pr (x − µ)
in Assumption 4.3, with (P3.30) bounding the rate at which V (x, µ, v)
can possibly change in any time step when applying u = π(x, µ, v) =
v +Kr (x−µ). Note that, according to [36, Prop. 1], Assumption A.6 is only
suﬃcient for Assumption 4.3, and therefore stabilizability of the linearization
along any reference might not be needed in practice. However, it allows
us to analytically express conditions that can be veriﬁed in principled steps.
While (P3.29) is always satisﬁed as long as the system is locally stabilizable,
the second equation accounts for linearization errors as the system evolves
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and can therefore be seen as an intrinsic consequence of a local linearizationbased analysis. As a practical consequence, the condition might be too
conservative for nonlinear systems with quickly changing linearizations along
references, i.e. large ||(Ar+1 , Br+1 ) − (Ar , Br )||. See, e.g., [36, 35] for
concrete examples that demonstrate how Assumption A.6 can be veriﬁed for
diﬀerent nonlinear systems.
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Predictive control barrier functions: Enhanced
safety mechanisms for learning-based control
K. P. Wabersich and M. N. Zeilinger
IEEE Transactions on Automatic Control, under review (2021)

Abstract: While learning-based control techniques often outperform classical controller designs, safety requirements limit the
acceptance of such methods in many applications. Recent developments address this issue through so-called predictive safety
ﬁlters, which assess if a proposed learning-based control input
can lead to constraint violations and modiﬁes it if necessary to
ensure safety for all future time steps. The theoretical guarantees
of such predictive safety ﬁlters rely on the model assumptions
and minor deviations can lead to failure of the ﬁlter putting the
system at risk. This paper introduces an auxiliary soft-constrained
predictive control problem that is always feasible at each time step
and asymptotically stabilizes the feasible set of the original safety
ﬁlter, thereby providing a recovery mechanism in safety-critical
situations. This is achieved by a simple constraint tightening in
combination with a terminal control barrier function. By extending discrete-time control barrier function theory, we establish that
the proposed auxiliary problem provides a ‘predictive’ control
barrier function. The resulting algorithm is demonstrated using
numerical examples.
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Introduction

The increasing availability of computational resources opens new perspectives for control engineering, and in particular enables learning-based control,
which has shown the potential of solving complex high-level tasks. Demonstrations include, e.g., human-machine interactions, where solely a ‘black-box’
reward signal describes the desired system behavior. As such a general problem formulation is not addressed by classical controller speciﬁcations in terms
of stability w.r.t. pre-speciﬁed setpoints or reference trajectories, there is a
renewed interest in the development of universal mechanisms to ensure safety
of the resulting closed-loop system.
Using a modular approach to control system safety and performance as
proposed in [1], various methods have recently been developed, such as, e.g.,
control barrier functions [2] and reachability analysis based safety frameworks [3] to ensure safety in the form of constraint satisfaction, independent
of a speciﬁc control task. These methods typically consist of a safety controller that renders a safe subset of the system constraints invariant. These
two components allow to enhance an arbitrary performance controller with
safety guarantees as follows: As long as the system state evolution under
the performance controller is contained in the safe invariant set, the safety
mechanism passively monitors proposed control signals. However, as soon
as the system state would leave the safe set, the safety mechanism actively
overrules the performance controller and leverages the safety controller to
render the safe set invariant. As the computation of the required safe set and
safety controller is very diﬃcult in general, the resulting control performance
is often limited due to conservative approximations or the required design
computations are restricted to small-scale systems up to 3-4 state dimensions
due to the curse of dimensionality.
To overcome this limitation, recent concepts extend potentially conservative safe sets and safety controllers during closed-loop operation by
a just-in-time computation of safe backup plans from the current system
state, which are required to terminate in a potentially conservative safe set.
These methods are also known as active set reachability [4], SHERPA [5],
model predictive safety certiﬁcation (MPSC) [6], predictive safety ﬁlters
(PSF) [7], and predictive shielding [8]. While some of them are based on
MPC techniques [9, 6, 7, 8], other approaches, e.g. [4], extend a conservative safe set online through an explicit safety controller. As shown in [10],
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these approaches can signiﬁcantly reduce conservatism and thereby increase
acceptance of such safety mechanisms.
Despite promising theoretical and experimental results, the major drawback of such just-in-time safety computations are unexpected external disturbances or constraint violating initial conditions, which cannot always
be anticipated at the controller design stage. In such cases, even for minor
errors in design assumptions, the corresponding online problem can become
infeasible, failing to provide a safe input, when it would be most crucial to
recover the system from constraint violations.

1.1

Contributions

This paper proposes a predictive barrier function approach to recover infeasible predictive controllers in an asymptotically stable fashion through a soft
constraint recovery mechanism. In particular, we consider recovery of predictive safety ﬁlter problems [9, 6, 7], which are commonly used in combination
with learning-based control techniques to ensure safety and which are lacking
intrinsic stability properties compared to, e.g., classical MPC [11]. Diﬀerent
from a simple softening of the state constraints ‘out-of-the-box’ [12], we
propose a softened predictive safety ﬁlter problem, denoted predictive barrier
function problem, which renders the feasible set of the predictive safety ﬁlter
Lyapunov stable, thereby enabling a reliable recovery of the safety guarantees
from unexpected disturbances or unsafe initial conditions.
The primary mechanism of the predictive barrier function is to employ
a control barrier function on the last predicted state with a corresponding
terminal safe set. Through a generalization of existing discrete-time control
barrier function theory, we formally establish that the value function of the
predictive barrier function problem itself qualiﬁes as a control barrier function, thereby enlarging the region of attraction of a potentially conservative
terminal control barrier function. As a result, we obtain Lyapunov stability
properties with respect to the feasible safe set of the original predictive safety
ﬁlter problem.
The novel relation between predictive safety ﬁlters and control barrier
functions additionally allows for combining recent results from control barrier function literature, such as safe reinforcement learning with convergence
guarantees [13], together with signiﬁcantly less restrictive predictive safety
ﬁlters. Furthermore, since the optimal value function of the predictive barrier
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function problem represents a continuous measure of safety, it can eﬃciently
be approximated using, e.g., artiﬁcial neural networks. This allows for a
practical implementation for highly nonlinear dynamical systems, where the
corresponding online problem to evaluate the predictive barrier function is
challenging to solve in real-time.
We provide a design procedure to synthesize the proposed method and
demonstrate the ability to recover infeasible predictive safety ﬁlters using
numerical simulations, i.e., a basic linear 2D example and a nonlinear vehicle
example.

1.2

Related work

While online predictive safety mechanisms that assume a perfect system
knowledge [4, 10] can quickly become infeasible, robust and stochastic formulations [5, 9, 6, 7, 8] provide safety through recursive feasibility of the
problem despite external disturbances. Nevertheless, the underlying assumption of these techniques is a feasible initial condition as well as an accurate
uncertainty description of the disturbance, which can be diﬃcult to ensure
and can cause controller failure if not satisﬁed. We overcome this limitation
by proposing a concept for state constraint relaxation that provides a feasible
problem to compute stabilizing inputs, even for cases, in which robust or
stochastic formulations would become infeasible.
Infeasibility issues of online predictive control problems have also been
investigated in the model predictive control (MPC) literature, e.g. [12, 14],
the results are, however, limited to linear systems with polytopic state constraints. Furthermore, stability properties of the closed-loop system are
typically given with respect to a steady-state rather than the original feasible
set of the hard constrained model predictive control problem, which can
lead to a longer duration of constraint violation in closed-loop in favor of
stability with respect to the origin. Related to these techniques, the notion of
input-to-state stability in MPC [15] can provide similar recovery properties
from disturbances or infeasible initial conditions, which are, however, also
generally coupled to a stability analysis with respect to the origin and rely on
a positive deﬁnite cost function in the MPC problem together with additional
assumptions in the nonlinear case.
An alternative MPC-related technique to provide feasibility of online
MPC problems is based on so-called any-time MPC algorithms [16, 17] that
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use a relaxation at the optimization algorithm level, to ensure similar stability
properties as presented in [14]. This approach is also tied to a positive deﬁnite
stage cost function, linear dynamics and polytopic constraints, as well as a
particular optimization approach for solving the MPC problem. By ensuring
feasibility through a modiﬁed formulation of the predictive control problem,
the presented approach allows for leveraging recent developments in the
active ﬁeld of fast real-time optimization techniques [18, 19] without relying
on a speciﬁc optimization algorithm.
Combining MPC control design with control Lyapunov or control barrier functions has also been proposed in [20, 21, 22], where the idea is to
impose an explicit barrier function constraint on each predicted system state,
which provides guarantees in terms of constraint satisfaction. While there also
exists a soft-constrained formulation using control Lyapunov functions [23],
the main limitation of these approaches is that each predicted state must be
contained in the domain of the control barrier/control Lyapunov function.
As the design of these functions is a challenging task for general systems, their
region of attraction is often restricted to small subsets around linearization
points and can signiﬁcantly limit the set of states for which the resulting MPC
provides theoretical guarantees. In contrast, we impose softened state constraints along the planning horizon and only combine the last predicted state
with a control barrier function, which allows for a simple design procedure
with an increased feasible set.

1.3

Notation and common deﬁnitions

The distance between a vector x ∈ Rn and a set A ⊆ Rn is deﬁned as
|x|A := inf y∈A ||x − y||. By 1n we denote the vector of ones with length
n ∈ N+ and max(x, y) with x, y ∈ Rn equals the element-wise maximum
value. The set of symmetric positive deﬁnite matrices of size n × n is denoted
n
by S++
.
Deﬁnition 1.1. A set A ⊆ R is said to be positively invariant for the
autonomous system x(k + 1) = g(x(k)) if for every x(0) ∈ A it holds for
all k ∈ N that x(k) ∈ A.
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System (P4.1)

Performance
Controller

x(k)

Predictive safety
ﬁlter (P4.5)

u(k)

up (k), x(k)

Figure P4.1: The concept of a model predictive safety ﬁlter: Using the
current state x(k), a task-speciﬁc performance controller provides an input
up (x(k)), which is processed by the predictive safety ﬁlter (P4.5) and then
applied to the real system (P4.1).

DPB

x(k̄2 )
X
x4|k
x3|k

x5|k

X

PSF

x(k)

Sf
x2|k

x1|k up (k)

x(k̄1 )

Figure P4.2: Inner workings of the predictive safety ﬁlter (P4.5): Based
on the current state x(k), the predicted state sequence terminates in the
terminal safe set Sf (green set) after 5 planning steps. The feasible set of
the safety ﬁlter problem XPSF (P4.6), i.e. the set of states from which Sf
can be reached within 5 time steps, is illustrated in black and is a subset of
the state constraint set X (black lines). For system states x(k̄1 ) and x(k̄2 )
outside the feasible set XPSF , the safety ﬁlter cannot provide a safe input. We
address this limitation in this work by introducing a softened reformulation
that stabilizes the feasible set XPSF with enlarged region of attraction DPB
in Section 3.
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Preliminaries

We consider discrete-time control systems of the form
x(k + 1) = f (x(k), u(k)), k ∈ N,

(P4.1)

with continuous dynamics f : Rn × Rm → Rn and initial condition x(0) =
x0 with x0 ∈ Rn . The system is subject to hard physical input constraints of
the form
u(k) ∈ U ⊂ Rm ,

(P4.2)

with compact U, and is required to satisfy safety constraints in the form of
state constraints given by
x(k) ∈ X := {x ∈ Rn : c(x) ≤ 0} ⊂ Rn ,

(P4.3)

for all time steps k ∈ N where c : Rn → Rnx is a continuous function. While
the input constraints (P4.2) can be generic compact subsets of Rm , the state
constraints (P4.3) need to be represented as a set of nonlinear inequalities,
which include, e.g., box, ellipsoidal, or polytopic constraints as relevant
special cases. Relevant learning-based control applications or complex tasks via
RL, for which a suﬃciently accurate model (P4.1) is available include inverse
optimal control, imitation learning, or interactions with humans [24, Section
4]. In the following, we brieﬂy review the predictive safety ﬁlter formulation
as shown in Figure P4.1 and introduce a soft-constrained extension.

2.1

Predictive Safety Filter

The overall goal is to provide a modular approach to safety of task-speciﬁc
performance controllers
u p : Rn → Rm

(P4.4)

as originally proposed in [1], see Figure P4.1. Potentially unsafe inputs
up (x(k)) are processed in real-time by a safety ﬁlter that decides based on the
current system state if the input is safe to apply or if it needs to be modiﬁed.
To implement the desired safety ﬁlter, we make use of an MPC-based concept
called predictive safety ﬁlter as introduced in [9]. In particular, our goal is
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to extend the MPC-based mechanism from [9] to not only keep the system
safe but to also recover the safety ﬁlter from constraint violations, which can
result from unexpected external disturbances or infeasible initial conditions.
To this end, we ﬁrst recap the nominal formulation of a predictive safety
ﬁlter as introduced in [24, Section 5] in the following, which we will then
equip with a recovery mechanism in Section 3.
A basic model predictive safety ﬁlter, realizing the safety ﬁlter block in
Figure P4.1, is given by
min kup (x(k)) − u0|k k
ui|k

(P4.5a)

s.t. for all i = 0, .., N − 1 :
x0|k = x(k),

(P4.5b)

xi+1|k = f (xi|k , ui|k ),

(P4.5c)

ui|k ∈ U,

(P4.5d)

xi|k ∈ X,
xN |k ∈ Sf ,

(P4.5e)
(P4.5f)

where the resulting input applied to the system is given by u(k) = u∗0|k .
We use the subscript i|k to emphasize predictive quantities, where, e.g.,
xi|k is the i-step-ahead prediction of the state, initialized at x0|k = x at
time step k. Optimal states and inputs will be denoted by an asterisk, e.g.
u∗i|k or x∗i|k . The objective (P4.5a) is to achieve minimal deviation between
the ﬁrst element of the predicted input sequence, u∗0|k , and the currently
requested performance input, up (x(k)), while satisfying state (P4.5e) and
input constraints (P4.5d) for predicted time steps. By solving (P4.5) at every
time step, we obtain the desired ﬁltering property as follows. If for a speciﬁc
state x(k) and proposed performance input up (x(k)) the objective (P4.5a) is
zero subject to all relevant system constraints for all future time steps, then
the performance controller is safe and will directly be applied since u∗0|k =
up (x(k)). However, if the objective is greater than zero, the performance
control input up (x(k)) at the current time step cannot be veriﬁed as safe
and the safety ﬁlter mechanism overwrites the performance controller, i.e.
u∗0|k 6= up (x(k)). The PSF problem makes use of a terminal constraint
on the last predicted state (P4.5f), see Figure P4.2 (green set), which is
typically assumed to be positive invariant for system (P4.1) (Deﬁnition 1.1)
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under a local safety control law satisfying state and input constraints. This
technique from MPC literature ensures that initial feasibility of (P4.5) at
state x(k) with corresponding optimal input sequence u∗i|k implies feasibility
of (P4.5) for future time steps in a recursive fashion. This can be shown
easily through constructing a feasible candidate solution for time step k + 1,
which is given by ūi|k+1 = {u∗1|k , u∗2|k , .., u∗N |k , ũf }, where ũf is selected
such that x̄N |k+1 = f (x∗N |k , ũf ) ∈ Sf holds, which is possible due to the
invariance property of Sf [11, 25].
Recursive feasibility of (P4.5) directly implies constraint satisfaction for
all future time steps together with the fact that the feasible set
XPSF := {x ∈ Rn | (P4.5) is feasible},

(P4.6)

as illustrated in Figure P4.2 (black set), is rendered forward invariant under
u(k) = u∗0|k and realizes an implicitly deﬁned safe set.
While there exist extensions of (P4.5) that can deal with external disturbances in a robust [7] or stochastic manner [6], these methods rely on
speciﬁc assumptions on the disturbance in the form of a known magnitude
or probability distribution. These techniques therefore still suﬀer from infeasibility issues in case of unmodeled external disturbances d(k) ∈ Rn such
that f (x(k), u(k)) + d(k) ∈
/ XPSF or even f (x(k), u(k)) + d(k) ∈
/ X. These
situations commonly arise in practice with severe consequences, as no sensible input can be generated from an infeasible PSF problem (P4.5) to ensure
system safety, as illustrated with states x(k̄1 ) and x(k̄2 ) in Figure P4.2. The
goal in the following is to render the feasible set of the safety ﬁlter (P4.6)
in such situations asymptotically stable through a soft-constrained recovery
mechanism.

2.2

Simplistic soft constrained predictive safety ﬁlter

In practical implementations of the predictive safety ﬁlter, a softening of
the state constraints as proposed, e.g., in [26, 12] for MPC, can guarantee
feasibility of the online optimization problem (P4.5) despite unexpected disturbances. In this section, we ﬁrst recap a simplistic ‘separation of objectives’
approach and discuss its limitations, which motivates the predictive control
barrier function presented in Section 3. The simplistic soft constrained PSF
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System (P4.1)
us (k)
Soft constrained
predictive safety
ﬁlter (P4.7)

x(k)

up (k)
Performance
controller (P4.4)
Determine slack
values (P4.8)

∗
ξi|k

∗
x(k), up (k), ξi|k

Figure P4.3: Predictive safety ﬁlter with a simplistic soft constrained recovery mechanism: Based on the current state x(k), the performance controller (P4.4) provides a desired control input up (x(k)). At the same time,
∗
slack values ξi|k
are computed by either solving the simple feasibility problem (P4.8) according to Section 2.1 or by evaluating the predictive barrier
function (P4.9) as described in Section 3, both ensuring existence of a feasible solution to the softened predictive safety ﬁlter problem (P4.7) for all
x(k) ∈ Rn .
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problem is given by
min kup (x(k)) − u0|k k
ui|k

(P4.7a)

s.t. for all i = 0, .., N − 1 :
(P4.5b) − (P4.5d),

(P4.7b)

xi|k ∈ X(ξi∗ ),
∗
xN |k ∈ Sf (ξN
).

(P4.7c)

∗
Thereby, (P4.7c), (P4.7d) are soft constraints of the form X(ξi|k
)
∗
ξi|k } with pre-computed slacks according to
∗
ξi|k
= argmin
ξi|k ,ui|k

N
X
kξi k

(P4.7d)
= {c(xi|k ) ≤

(P4.8a)

i=0

s.t. for all i = 0, .., N − 1 :

(P4.8b)

(P4.5b) − (P4.5d)

(P4.8c)

xi|k ∈ X(ξi ), 0 ≤ ξi ,

(P4.8d)

xN |k ∈ Sf (ξN ), 0 ≤ ξN ,

(P4.8e)

as depicted in Figure P4.3. This ensures feasibility of (P4.7) for any input
sequence, even if xi|k ∈
/ X, in which case the violation is penalized in the
objective for determining the slack values (P4.8a). By construction, this twostep approach provides the same optimal solution as (P4.5) for all x ∈ XPSF
and preserves feasibility otherwise.
Remark 2.1. Although the additional feasibility problem (P4.8) introduces a
second optimization stage at each sampling time, it is important to note that
it can be solved in parallel with the performance controller as it only depends
on the current system state. Additionally, (P4.8) provides a feasible warm start
of (P4.7), that can be leveraged by many optimization algorithms.
While (P4.7) and (P4.8) ensure feasibility, it is unclear if the resulting
control input drives the state x(k) back into XPSF at some future point in time
from x(0) ∈
/ XPSF . In the following, we address this issue by introducing
a modiﬁed formulation of the feasibility problem (P4.8), called predictive
barrier function problem, that ensures feasibility of the soft constrained
predictive safety ﬁlter problem (P4.7) and is guaranteed to recover feasibility
of (P4.5).
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Predictive control barrier functions

The proposed predictive control barrier function problem reads
hPB (x) := min

ui|k ,ξi|k

αf ξN |k +

N
−1
X

kξi|k k

(P4.9a)

i=0

s.t. for all i = 0, .., N − 1 :
x0|k = x,

(P4.9b)

xi+1|k = f (xi|k , ui|k ),

(P4.9c)

xi|k ∈ Xi (ξi|k ), 0 ≤ ξi|k ,

(P4.9d)

ui|k ∈ U,

(P4.9e)

hf (xN |k ) ≤ ξN |k , 0 ≤ ξN |k ,

(P4.9f)

which implements a modiﬁed (tightened) state constraint (P4.9d) as detailed
in Section 3.1 and a more speciﬁc terminal constraint (P4.9f) as formalized
in Section 3.2 compared to (P4.8). Problem (P4.9) thereby provides a
Lyapunov-like value function hPB (x) ≥ 0, which ensures asymptotic stability
of the set of states
SPB = {x ∈ Rn : hPB (x) = 0},

(P4.10)

for which we can ﬁnd an optimal solution to (P4.9) without state constraint
violations along the prediction. To this end, we guarantee a decrease of hPB (x)
for all x ∈
/ SPB between two consecutive time-steps under application of
u(k) = u∗0|k .
The decrease is achieved via two components. An iterative tightening
of the state constraints along predictions in (P4.9d), which is detailed in
PN −1 ∗
k from one time
Section 3.1, ensures a reduction of the slacks i=0 kξi|k
∗
step to the next if ξi|k
6= 0 for some i = 1, .., N − 1. A decrease of the
∗
term αf ξN
|k in (P4.9a) is obtained by introducing a terminal set of the form
Sf := {x ∈ Rn |hf (x) ≤ 0} and requiring Sf to be a safe set corresponding
to a so-called control barrier function hf (x) as it will be introduced in
Section 3.2.
These modiﬁcations will allow us in Section 3.3 to establish that the
proposed scheme as summarized in Algorithm 1 renders SPB in (P4.10)
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Algorithm 2 Predictive safety ﬁlter with recovery mechanism
1:
2:

for k = 0, 1, 2.. do
Measure system state x(k)
3:
Evaluate desired performance input up (k) and determine slack values
∗
ξi|k
by solving (P4.9) in parallel
4:
Solve
{u∗i|k } ∈ argmin kup (x(k)) − u0|k k
ui|k

s.t. for all i = 0, .., N − 1 :
(P4.5b) − (P4.5d),
∗
xi|k ∈ Xi (ξi|k
),
∗
hf (xN |k ) ≤ ξN
|k .

Apply u(k) ← u∗0|k to system (P4.1)
6: end for

5:

asymptotically stable. Note that due to the constraint tightening in (P4.9d),
the set SPB is a subset of the nominal feasible set of the PSF problem (P4.6),
i.e. SPB ⊂ XPSF . Establishing asymptotic stability of SPB therefore implies
the desired recovery from constraint violations.

3.1

Tightened soft constraints

While the simple state and terminal constraint softening from Section 2.2
∗
∗
∗
ensures feasibility, e.g., if ξ0|k
= 0, ξj|k
6= 0, and ξN
|k = 0 for some j > 0,
PN
∗
it is not clear, whether the total amount of slack i=0 kξi|k
k will be reduced
at the next time step k + 1 using the scheme as depicted in Figure P4.3.
More precisely, the construction of a feasible candidate at time k + 1 using a
common shifting operation of the optimal solution at time k would only keep
the amount of total slack constant. This is due to the fact that the resulting
∗
stage cost function, given by kξi|k
(x(k))k= kmax(0, c(x∗i|k (x(k))))k, is not
positive deﬁnite in x(k) w.r.t. the desired target set SPB (P4.6) and therefore
prohibits application of existing MPC stability theory [11].
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PN
To guarantee an overall decrease of i=0 kξi|k k towards zero in this case,
we perform a simple state constraint tightening along the prediction horizon.
This tightening is required to render the constraints more restrictive with
each prediction step. Given a successfully solved instance of (P4.9), this
allows to construct a candidate solution to (P4.9) at the next time-step, with
a reduced slack sequence according to the tightening increments between two
prediction steps.
The iterative tightening (P4.9d) of the state constraints (P4.3) along the
planning horizon i = 0, 1, .., N − 1 is deﬁned as
Xi := {x ∈ Rn : cj (x) ≤ −∆i ∀j}

(P4.11)

for a strictly increasing sequence ∆i with ∆0 = 0. The overall corresponding
soft constraints are deﬁned as
Xi (ξi ) := {x ∈ Rn : c(x) ≤ −∆i 1 + ξi }

(P4.12)

with ξi ≥ 0 according to (P4.9d).
∗
While the resulting stage cost in (P4.9a) with ξi|k
= max(0, c(x∗i|k )+∆i )
is still not positive deﬁnite w.r.t. the set (P4.6), we can construct a modiﬁed
feasible candidate slack sequence ξ¯i|k+1 = ξi+1|k + (∆i − ∆i+1 )1 at time
k + 1 due to the tightening (P4.12), which ensures a monotonic decrease
PN
of i=0 kξ¯i|k+1 k even in the case that ξN |k = 0 as discussed earlier in this
section. This will play a central role in Section 3.3 to establish asymptotic
stability of the feasible set SPB (P4.6). Mechanisms to ensure a decrease even
if we cannot reach the terminal safe set Sf within the prediction horizon, i.e.
ξ¯N |k+1 > 0, will be discussed next.

3.2

Terminal control barrier function

PN
To ensure a decrease towards i=0 kξi|k k= 0 in cases where ξN |k 6= 0, we
design the terminal constraint by selecting hf to be a so-called control barrier
function with a corresponding terminal safe set Sf .
Deﬁnition 3.1. Function h : D → R is called a discrete-time control barrier
function with a corresponding safe set S := {x ∈ Rn : h(x) ≤ 0} ⊂ D, if S
and D are non-empty and compact, h(x) is continuous on D, and if there
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exists a continuous function ∆h : D → R with ∆h(x) > 0 for all x ∈ D \ S
such that
∀x ∈ D \ S : inf h(f (x, u)) − h(x) ≤ −∆h(x) and
u∈U

∀x ∈ S : inf h(f (x, u)) ≤ 0.
u∈U

The set of safe control inputs at x ∈ D w.r.t. h is given by
(
1
KCBF
(x), x ∈ D \ S,
KCBF (x) :=
2
KCBF (x), x ∈ S

(P4.13a)
(P4.13b)

(P4.14)

1
2
with KCBF
(x) := {u ∈ U : h(f (x, u))−h(x) ≤ −∆h(x)} and KCBF
(x) :=
{u ∈ U : h(f (x, u)) ≤ 0}.
C

Assumption 3.2. The function hf : Df → R in (P4.9f) is a control barrier
function according to Deﬁnition 3.1 with corresponding safe set denoted by Sf .
Remark 3.3. While Deﬁnition 3.1 is inspired by common control barrier
function concepts [2, 27] (see, e.g., [2, Remark 3] for alternative formulations),
we do not require an exponential decrease in (P4.13a), i.e. −∆h(x) = −γ(h(x))
for some extended K∞ function γ. Instead, we only require the existence of a
continuous function ∆h(x), bounding the decrease between two consecutive
time steps. Available discrete-time control barrier function design techniques can
therefore be applied to satisfy Assumption 3.2. In addition, we present a principled
design procedure in Section 4 for linear and nonlinear systems with polytopic
constraints using model predictive control related techniques.
From Assumption 3.2, we can directly conclude that in case x∗N |k ∈
/ Sf
¯
there exists a candidate input and slack ūN −1|k+1 and ξN |k+1 that yield
∗
∗
a negative cost diﬀerence α(ξ¯N |k+1 − ξN
|k ) ≤ −∆hf (xN |k ) < 0, which
can be scaled through the parameter α > 0 in (P4.9a). Together with the
constraint tightening from Section 3.1, this will allow us to establish the
desired asymptotic stability properties in the following.

3.3

Theoretical analysis

In this section, we formally show asymptotic stability of the feasible safe set
of states SPB in (P4.10) under application of Algorithm 1. To this end, we
ﬁrst recap Lyapunov stability of invariant sets similar to [11, Appendix B.2].
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In a second step, we establish an intermediate result, implying that the
smaller terminal safe set Sf ⊂ SPB according to Assumption 3.2 can be
rendered asymptotically stable within an enlarged terminal domain Df , Sf ⊂
Df by applying safe terminal control inputs u(k) ∈ KCBF,f (x). This is
done by relating the control barrier function hf (x) to the Lyapunov stability
results from the ﬁrst step.
We then combine these results together with the constraint tightening
mechanism from Section 3.1 in a third step to prove that the predictive
barrier function hPB (x) in (P4.9) is a control barrier function according
to Deﬁnition 3.1 with desired safe set SPB , which will be rendered asymptotically stable under application of Algorithm 1. To this end, we deﬁne a
corresponding domain DPB ⊃ SPB , for which we establish local continuity
of hPB (x) as well as the decrease (P4.13) between consecutive time steps.
Figure P4.4 visualizes the relations between the diﬀerent sets.

Lyapunov stability with respect to invariant sets
Consider the autonomous closed-loop system (P4.1)
x(k + 1) = f (x(k), κ(x(k))) =: g(x(k)), k ∈ N,

(P4.15)

under application of some control law κ(x), subject to input and state constraints (P4.2) and (P4.3), and with initial condition x(0) = x0 . We formalize
stability of an invariant set with respect to the system (P4.15) as follows.
Deﬁnition 3.4. Let S and D be non-empty, compact, and positively invariant
sets for system (P4.15) such that S ⊂ D. The set S is called an asymptotically
stable set for system (P4.15) in D, if for all x(0) ∈ D the following conditions
hold:
∀ > 0 ∃δ > 0 : |x(0)|S < δ ⇒ ∀k > 0 : |x(k)|S < ,
∃δ̄ : |x(0)|S < δ̄ ⇒ lim x(k) ∈ S.
k→∞

(P4.16a)
(P4.16b)
C

As shown in Appendix A.1, we can extend existing continuous-time
Lyapunov stability proofs with respect to equilibrium points to show the
more general case in Deﬁnition 3.4. This allows us in the next step to show
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asymptotic stability of safe sets according to Deﬁnition 3.1 under safe control inputs by constructing a Lyapunov function from the corresponding
control barrier function. While there are similar results in model predictive
control theory available [11, Theorem B.13], it is important to note that the
corresponding assumptions typically rely on a positive deﬁninte stage cost
function with respect to S, which is not present in our case.

Asymptotic stability of the safe terminal set
Theorem 3.5. Let D ⊂ Rn be a non-empty and compact set. Consider a
control barrier function h : D → R with S = {x ∈ Rn : h(x) ≤ 0} ⊂ D
according to Deﬁnition 3.1. If D is a forward invariant set for system (P4.1)
under u(k) = κ(x(k)) for all κ : D → U with κ(x) ∈ KCBF (x), then it holds
that
1. S is a forward invariant set,
2. S is asymptotically stable in D.
Proof. The proof can be found in Appendix A.2 and is based on establishing
a relation between control barrier functions according to Deﬁnition 3.1 and
Lyapunov stability results with respect to sets as presented in Appendix A.1.
Note that the set D is sometimes also referred to as region of attraction.
While Theorem 3.5 together with Assumption 3.2 implies invariance of the
terminal set Sf under application of Algorithm 1, it additionally provides
asymptotic stability for a superset Df ⊃ Sf , which accounts for the case that
Sf cannot be reached within N -time steps, i.e. if we encounter non-zero
∗
terminal slack ξN
|k > 0, see Figure P4.4.

The function hPB (x) is a control barrier function
The combination of Theorem 3.5 with the modiﬁed soft constraints from
Sections 3.1 and 3.2 ﬁnally allows us to establish that the optimal value
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function hPB (x) in (P4.9) is a control barrier function with corresponding
safe set given by
SPB := {x ∈ Rn |hPB (x) = 0}.

(P4.17)

While problem (P4.9) is feasible for all x ∈ Rn , it is important to note that
the decrease between consecutive time steps must be bounded by a continuous
function according to Deﬁnition 3.1. Continuity of the dynamics (P4.1) and
constraints
can be used to establish a continuous bound on the decrease
PN −1 (P4.3)
∗
k as discussed in Section 3.1. To guarantee a decrease of the
of i=0 kξi|k
∗
∗
term αf ξN
|k as discussed in Section 3.2, we need to ensure that xN |k ∈ Df
due to (P4.9f). We therefore deﬁne the domain DPB , of hPB (x), using level
set concepts from MPC theory [11, Chapter 2.6] as
DPB := {x ∈ Rn |hPB (x) ≤ αf γf }.

(P4.18)

with γf > 0 such that for all x ∈ Rn with hf (x) ≤ γf it holds x ∈ Df . The
relations of the domains Df and DPB are illustrated in Figure P4.4.
Remark 3.6. The level γf can be computed for general domains Df by starting
with γf = maxx∈Df hf (x) and iteratively shrinking γf until {x|hf (x) ≤
γf , x ∈
/ Df } is an empty set, which can be veriﬁed using constrained optimization
techniques. In Section 4 we provide a speciﬁc procedure to obtain the terminal
ingredients hf , Sf , and Df .
Large values of the terminal weight αf > 0 in the domain DPB (P4.18)
of hPB support large amounts of state constraint violations that we are able
to recover. More precisely, if we can ﬁnd a predicted trajectory with terminal
cost hf (xN |k ) ≤ αf γf , then the magnitude of admissible cumulative state
PN −1
constraint violations i=0 kξi|k k≤ αf γf − hf (xN |k ), is proportional to
αf . From this we can also conclude that the domain (P4.18) is guaranteed to
be larger or equal compared to the domain Df of the terminal control barrier
function, see Figure P4.4. While we formalize in the following the main
result that a lower bound on αf ensures that hPB is a control barrier function
according to Deﬁnition 3.1, the previous discussion suggests selecting even
larger values for αf up to numerical limitations for solving (P4.9).
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DPB
X
SPB
Sf
Df
XPSF

Figure P4.4: Overview of the diﬀerent sets: The set X represents the state
constraints according to (P4.3) and XP SF represents the safe set of the hard
constrained predictive safety ﬁlter problem (P4.6) with terminal safe set Sf
as described in the preliminaries, Section 2.1. Due to the softening of the
state constraints in the predictive control barrier problem (P4.9), we obtain
an enlarged region of attraction DPB according to (P4.18), from which we
can recover infeasible states. Due to the constraint tightening in (P4.9d), the
target set SPB for recovery is only a subset of the original hard constrained
feasible set XP SF . Finally, the set Df corresponds to the region of attraction
of the terminal safe set Sf , used as terminal constraint in (P4.9f).
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Theorem 3.7. Consider the predictive control barrier function hPB as deﬁned
in (P4.9) and assume that U and X0 (ξ) as deﬁned in (P4.12) are compact for all
0 ≤ ξ < ∞. If Assumption 3.2 holds with Sf ⊂ XN −1 (0) and hf continuous
on Rn , then the minimum (P4.9) exists and for αf < ∞ large enough it follows
that hPB is a control barrier function according to Deﬁnition 3.1 with domain
DPB and safe set SPB .
Proof. The existence of the minimum (P4.9) is shown in Lemma A.4 in
Appendix A.3. The remaining proof is structured in three diﬀerent parts
according to the properties required by Deﬁnition 3.1 as follows: In the ﬁrst
part, we ﬁrst establish positive deﬁniteness of hPB (x) around SPB in DPB .
The second part establishes local continuity of hPB (x) in DPB and compactness of SPB and DPB . In the last part we use a feasible solution at the
current time step to construct a sub-optimal candidate solution to (P4.9) at
the next time step, for which we derive a suﬃciently large bound on αf that
implies forward invariance of SPB and DPB and the existence of a continuous
decrease ∆hPB (x) between two time-steps. In the following, we denote
∗
the optimal sequence u∗i|k , x∗i|k , and ξi|k
for x0|k = x as u∗i (x), x∗i (x), and
ξi∗ (x). We sometimes only refer to u∗i (x) as x∗i (x) and ξi∗ (x) can be deﬁned
correspondingly.
Positive deﬁniteness of hPB around SPB in DPB By deﬁnition of SPB
it follows directly that hPB (x) = 0 for all x ∈ SPB . If x ∈
/ SPB then
there must exist a ξi∗ (x) for some 0 ≤ i ≤ N such that kξi∗ (x)k> 0 and
therefore by deﬁnition of the cost (P4.9a) it follows that hPB (x) > 0 for all
x ∈ DPB \ SPB .
Continuity of hPB for all x ∈ DPB (P4.18) and compactness of DPB and
SPB We show that for every  > 0 there exists a δ > 0 such that for any
x, x̄ ∈ DPB the condition kx − x̄k < δ implies that |hPB (x) − hPB (x̄)|< .
As an intermediate step towards showing continuity, we derive a suboptimal solution to (P4.9) at state x̄ based on an optimal input sequence u∗i (x)
at state x. Therefore, we locally ﬁx the input sequence ūi|k := u∗i|k (x)
and deﬁne corresponding state predictions x̄i|k (x̄) based on an initial state
x̄0|k = x̄ according to the dynamics (P4.1) with corresponding slacks
ξ¯i|k (x̄) := max(0, c(x̄i|k (x̄)) + ∆i 1 ) and ξ¯N |k (x̄) = max(0, hf (x̄N |k (x̄))),
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satisfying (P4.9b)-(P4.9f) for x̄0|k = x̄ by construction. Notice that this
candidate solution will be contained in a compact set for all x̄ ∈ DPB and
−1
N −1
{ūi|k }N
due to Lemma A.6, which implies uniform continuity
i=0 ∈ U
of the dynamics f and all constraint functions cj , and hf in the following
analysis according to the Heine-Cantor theorem [28, Theorem 4.19].
Since compositions of uniformly continuous functions yield a uniformly
continuous function we have that any predicted state
x̄i (x̄) = f (f (..f (f (x̄, ū0 (x)), ū1 (x))...), ūN −1 (x))
is uniformly continuous in the initial condition x̄. Next, we note that the
objective (P4.9a) corresponding to the constructed sub-optimal solution is
uniformly continuous in x̄ due to uniform continuity of cj , f , hf , and the fact
that the maximum and sum of uniformly continuous functions are uniformly
continuous. Since the optimal solution is smaller or equal than the candidate
solution, it holds that for every  > 0 there exists a uniform δ > 0 such
that ||x − x̄||< δ implies hPB (x̄) − hPB (x) < . Due to uniform continuity,
˜||< δ with optimal solution u∗i (x̃) at x̃ := x̄ and
it also follows for ||x̃ − x̄
˜ := x that hPB (x̄
˜) − hPB (x̃) < ,
corresponding suboptimal solution at x̄
which shows continuity of (P4.9) in x ∈ DPB .
To show compactness of DPB and SPB , we notice that Lemma A.5 implies
boundedness of these sets. Since hPB (x) is non-negative and continuous on
DPB and since SPB ⊆ DPB , we can further conclude that the sets DPB and
SPB are closed, since they are deﬁned as pre-images of the closed sets [0, αf γf ]
and {0} with respect to the mapping hPB (x), implying compactness.

Forward invariance of DPB and SPB and decrease ∆hPB around SPB in
DPB We show (P4.13) by constructing a potentially sub-optimal û(x) for
every x ∈ DPB that implies the existence of a locally positive deﬁnite function
∆hPB (x) around Sf in DPB . Note that for every x ∈ DPB there exists an
optimal solution u∗i (x) i = 0, .., N − 1 to (P4.9) with corresponding state
sequence x∗i (x) and slack sequence ξi∗ (x). In the remainder of the proof we
will establish that û(x) = u∗0 (x) yields the desired implications.
As a ﬁrst step, consider (P4.13b). For all x ∈ SPB it follows from (P4.9a)
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that x∗N |k ∈ Sf and we construct
(
{u∗i+1 (x)}, i = 0, .., N − 2,
∈
KCBF,f (x∗N (x)), i = N − 1,
(
x∗i+1 (x), i = 0, .., N − 1,
x+
i (x) =
f (x∗N (x), u+
N −1 (x)), i = N, and
u+
i (x)

ξi+ (x) = 0 · 1 ∀i = 0, .., N.
+
+
In the following we show feasibility of u+
i , xi , and ξi with respect to (P4.9)
+
∗
at state f (x, û(x)) = x1 (x) = x0 (x):
+
∗
∗
1. u+
N −1 (x) ∈ U since uN −1 (x) ∈ KCBF,f (xN (x)) with hf (xN (x)) ≤ 0
+
∗
and ui (x) ∈ U for all i = 0, .., N − 2 since ui+1 (x) is part of a feasible
solution.
∗
2. max(c(x+
i (x))) = max(c(xi+1 (x))) ≤ −∆i+1 1 for all i = 0, .., N −
+
2 by construction of xi and since ∆i+1 > ∆i we have max(c(x+
i (x))) ≤
−∆i 1 and therefore x+
(x)
∈
X
(0)
for
all
i
=
0,
..,
N
−
2.
i
i
+
3. hf (x+
N −1 ) ≤ 0 implies xN −1 ∈ Sf ⊆ XN −1 (0) by Assumption 3.2
through Theorem 3.5, 1).
+
+
+
4. hf (x+
N −1 ) ≤ 0 and uN −1 ∈ KCBF,f (xN −1 ) implies xN ∈ Sf and
+
+
therefore ξN = max(0, hf (xN )) = 0.

We have constructed a feasible solution with optimal value 0 for the 1step prediction, proving (P4.13b) and forward invariance of SPB under
u(k) = u∗0|k .
In the second step we show (P4.13a), i.e. we consider the case x ∈
DPB \ SPB , implying by (P4.9a) and the deﬁnition of γ that x∗N |k ∈ Df . Let
+
x+
i (x) and ui (x) be deﬁned as above, where we omit the dependency on x
in the following. In addition, let

∗

max(0, ξi+1 + (∆i − ∆i+1 )1 ), i = 0, .., N − 2,
ξi+ = max(0, c(x+
N −1 )), i = N − 1,


max(0, hf (x+
N )), i = N.
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+
+
Note that feasibility of ξN
−1 and ξN w.r.t. (P4.9) is given by deﬁnition. For
i = 0, .., N − 2 we have
∗
max(0, c(x+
i )) + ∆i+1 1 ≤ ξi+1
∗
⇔ max(0, c(x+
i )) + ∆i 1 ≤ ξi+1 − ∆i+1 1 + ∆i 1
∗
⇒ max(0, c(x+
i )) + ∆i 1 ≤ max(0, ξi+1 − ∆i+1 1 + ∆i 1 )
|
{z
}
=ξi+

ensuring feasibility of ξi+ as well. After establishing feasibility of the candidate
sequence, we use ξi+ to bound the cost decrease
∆hPB (x) :=hPB (x+
0 ) − hPB (x)

+
+
∗
≤ αf ξN
− ξN
+ kξN
−1 k
|
{z
}
=:H1

−kξ0∗ k+

N
−2
X

∗
kξi+ k−kξi+1
k

i=0

|

{z

=:H2

}

by ﬁrst noting that H2 ≤ 0 follows directly by construction since ∆i < ∆i+1 .
For H1 we distinguish three possible cases:
∗
1. x+
/ XN −1 (0), implying x+
/ Sf . Let
N −1 = xN ∈
N −1 ∈

ĉ = max kmax(0, c(x))k
x∈Df

be the maximum attainable norm of positive values of the constraint
functions (P4.3) in the terminal domain that is ﬁnite due to continuity
of the constraints c and boundedness of Df . In this case we have
+
∗
∗
ξN
= max(0, hf (x+
N )) and ξN = hf (xN ) and therefore

+
+
∗
∗
αf ξN
− ξN
+ kξN
−1 k≤ −αf ∆ξf (xN ) + ĉ
with the continuous (compare with (P4.32)) decrease deﬁned as
∆ξf (x∗N ) = max(0, min(∆hf (x∗N ), max(0, hf (x∗N )))).

(P4.19)
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with the continuous terminal decrease bound ∆hf (x) from Assumption 3.2. Since Df and XN −1 (0) are compact sets it follows for
x∗N ∈
/ XN −1 (0) and x∗N ∈ Df that the smallest possible value ∆ξf (x∗N )
is lower bounded by minx∈Df \int(XN −1 (0)) ∆ξf (x) = f . Due to
Sf ⊂ XN −1 (0), x∗N ∈
/ XN −1 (0) ⇒ x∗N ∈
/ Sf , and since (P4.19) is
larger than zero for x ∈
/ Sf , it holds that f > 0. This implies for
all x∗N ∈
/ XN −1 (0) that ∆ξf (x∗N ) > f holds. Selecting αf ≥ ĉ−1
f
therefore implies that the term H1 is strictly less than zero in this case.

+
∗
2. x+
/ Sf . In this case it follows
N −1 = xN ∈ XN −1 (0) and xN −1 ∈

+
+
∗
directly that ξN −1 = 0 and αf ξN − ξN
≤ −αf ∆ξf (x∗N ) and therefore H1 < 0.
+
∗
3. x+
N −1 = xN ∈ XN −1 (0) and xN −1 ∈ Sf . In this case we have H1 = 0.
However, note that x ∈ DPB \ SPB implies that there must exist a
j, 0 ≤ j ≤ N − 1 such that kξj∗ k> 0 and by deﬁnition of ξi+ that
+
kξj−1
k−kξj∗ k< 0 for 1 ≤ j ≤ N − 1 since ∆i+1 > ∆i and therefore
H2 < 0.

We have therefore shown that for any possible state or terminal constraint
∗
softening given x+
N −1 = xN , either H1 < 0 or H2 < 0 holds if x ∈
DPB \ SPB . Furthermore, similar as done in the ﬁrst part of the proof, it
can be shown that all introduced bounds on ∆hPB are continuous due to
continuity of the dynamics f and ∆hf , implying that there exists a continuous
maximum ∆hPB over these cases as required by Deﬁnition 3.1 (P4.13a).
From the deﬁnition of DPB in (P4.18), the upper bound ∆hPB implies
forward invariance of DPB under u(k) = u∗0|k . Together with continuity
of hPB from the ﬁrst part of the proof, we conclude that hPB is a control
barrier function according to Deﬁnition 3.1.
The proof of Theorem 3.7 not only establishes that hPB (x) is a control barrier function according to Deﬁnition 3.1 but also shows that any
input computed according to Algorithm 1, line 4 will be safe, i.e. that it
satisﬁes u∗0|k (x(k)) ∈ KCBF (x(k)), as deﬁned in (P4.14). This is ensured
through the existence of a sub-optimal slack sequence, implying the required
decrease ∆hPB (x(k)) between consecutive time steps for any input sequence
u∗i|k (x(k)) satisfying the constraints Xi (ξi∗ (x(k))) with ξ ∗ (x(k)) resulting
from (P4.9). In the case of infeasible initial conditions, e.g. during system
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startup or due to large disturbances, Algorithm 1 ensures that potential
constraint relaxations ξi > 0 are stabilized and asymptotically converge to
zero if no additional disturbances occur. As a result, a tightened version of
the feasible set of the safety ﬁlter SPB (P4.10) is stabilized and Algorithm 1
thereby recovers the system from constraint violations if x(0) ∈ DPB . We
illustrate this eﬀect for numerical examples in Section 5.
The proposed recovery mechanism for a PSF oﬀers a number of additional
beneﬁts. The predictive control barrier function can be used as a safety
metric when combining safety ﬁlters with potentially unsafe learning-based
controllers up (k) through hPB (f (x(k), up (k))), see, e.g., [29], to accelerate
the overall learning performance. Note that existing predictive safety ﬁlter
schemes such as [9] only allow to penalize safety ensuring interventions
kus (k) − up (k)k at each time step, which is typically non-continuous w.r.t.
the state x(k) and the learning input up (k) and typically does not relate
to the actual ‘danger’ that up (k) might induce in terms of state constraint
violations in the future.
In addition, continuity of hPB (x) enables the computation of explicit
approximations ĥPB (x) of hPB (x) within DPB using, e.g., deep learning
techniques, which can signiﬁcantly reduce the online computational burden
by replacing Algorithm 1 line 3,4 with
u0|k ∈ argminkup (x(k)) − uk s.t. ĥPB (f (x(k), u)) − ĥPB (x(k)) ≤ −∆ĥ(x(k))
u∈Rn

, where ∆ĥ(x(k)) = 0 for ĥPB (x(k)) = 0 and ∆ĥ(x(k)) < 0 otherwise.

Remark 3.8. Note that the proposed concept in Algorithm 1 together with
the advantages from Theorem 3.7 can also be used to enhance nominal model
predictive controllers by replacing the objective in the predictive safety ﬁlter
problem kup (x(k)) − u0|k k with an appropriate sum of stage-cost functions, e.g.
PN −1
i=0 `(xi|k , ui|k ).

4

Terminal control barrier function design

In this section, we provide a principled design procedure for a terminal
control barrier function according to Assumption 3.2. To this end, we
assume that the dynamics (P4.1) are twice continuously diﬀerentiable and
that there exists a steady-state at the origin 0 = f (0, 0) with 0 ∈ int(X)
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and 0 ∈ int(U), which allows to locally approximate (P4.1) using x(k +
1) = Ax(k + 1) + Bu(k) + r(x(k), u(k)) with linearized dynamics A :=
(∂/∂x)f (x, u)|(0,0) , B := (∂/∂u)f (x, u)|(0,0) , and higher-order error terms
r(x(k), u(k)) = f (x, u)−Ax−Bu. We additionally assume that the state and
input constraints are convex polytopes of the form X = {x ∈ Rn |Ax x ≤ bx },
Ax ∈ Rnx ×n , bx ∈ Rnx and U = {u ∈ Rm |Au u ≤ bu }, Au ∈ Rnu ×n ,
bu ∈ Rnu and that a corresponding constraint tightening according to the
deﬁnition (P4.12) has been selected, e.g. using ∆i = i · (1/N )c∆ for some
design parameter c∆ ∈ (0, 1).
Following similar design steps as presented, e.g., in [25, 11], we restrict
our attention to a quadratic terminal control barrier function of the form
n
hf (x) = x> P x − γx , P ∈ S++
, γx > 0, with safe set Sf = {x ∈
n
R |hf (x) ≤ 0}, domain Df = {x ∈ Rn |hf (x) ≤ γf }, and quadratic
decrease −∆hf (x) = −µx x> x − µu u> u to satisfy Deﬁnition 3.1 in the
case r(x, u) = 0, which we adjust to the nonlinear case r(x, u) 6= 0 afterwards. To this end, we explicitly parametrize a linear control law of the form
u = Kx, with K ∈ Rm×n , enabling application of convex optimization
techniques for designing P with the goal of obtaining a possibly large domain
Df and safe set Sf . Thereby, speciﬁc values for µx > 0 and µu > 0 can be
selected to trade oﬀ a compensation of the linearization error r(x, u) against
the resulting aggressiveness of the state feedback controller. This results in
the following design:
Step 1 Select µx , µu > 0, deﬁne P = E −1 , K = Y E −1 (see, e.g., [30])
and solve
min

n
E∈S++
,
Y ∈Rn×m

− logdet(E)

s.t. E  0,


E EA> + Y > B > EIn µx Y > Im µx
∗

E
0
0

0
∗

∗
In
0
∗
∗
∗
Im
 2

bu,j Au,j Y
 0, ∀j = 1, .., nu
∗
E

(P4.20a)
(P4.20b)
(P4.20c)

(P4.20d)
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with ∗ deﬁning transposed elements. The objective (P4.20a) maximizes the
volume of the domain Df and the safe set Sf , (P4.20c) enforces the desired
decrease −∆hf , and (P4.20d) ensures input constraint satisfaction under
u = Kx for all x ∈ Df with γf = 1 − wγx . The terminal safe set Sf is
obtained through the support values of the state constraint half-spaces as
−1
γx = min(1 − c, minj (bx,j − ∆N −1 )(A>
Ax,j )−1 ) for some small
x,j P
c > 0 to ensure Sf ⊂ Df ⊆ X and constraint tightening ∆N −1 . The
resulting control barrier function hf (x) = x> P x − γx therefore satisﬁes the
required properties according to Deﬁnition 3.1 for the linearized system, i.e.
for the case r(x, u) = 0 by construction.
Step 2 As shown in [11, Section 2.5.5], feasibility of (P4.20) guarantees
that there exist valid, non-empty sub-domains of Df and Sf for the nonlinear
system (P4.1). These sub-domains can be found by solving a veriﬁcation
problem for a speciﬁc choice of γf and γx , which can be iteratively reduced,
if necessary. Invariance of Sf can be veriﬁed via
0 ≥ maxn
x∈R

hf (f (x, Kx))

s.t. hf (x) ≤ 0

(P4.21a)
(P4.21b)

using nonlinear programming. If this condition does not hold, decrease γx
and repeat Step 2.
Step 3 To determine Df , initialize γf = 1 − γx and verify
0 > maxn
x∈R

hf (f (x, Kx)) − hf (x)

s.t. 0 < hf (x) ≤ γf .

(P4.22a)
(P4.22b)

If (P4.22a) does not hold then decrease γf ∈ [γx , 1] and repeat Step 2. Note
that Step 1 and Step 2 require a global solution of the potentially non-convex
optimization problems (P4.21) and (P4.22). In non-convex cases, a practical
strategy is to randomly select diﬀerent warm-starts for the underlying optimization algorithm to obtain a local optimum, which reﬂects the global
optimum with high probability, see, e.g., [31].
The resulting function hf allows for setting up the predictive barrier
function problem (P4.9) with terminal penalty scaling factor αf = ĉ−1
f , ĉ =
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maxx∈Df kmax(0, c(x))k, f = minx∈Df \int(XN −1 (0)) ∆ξf (x) according to
the proof of Theorem 3.7, (P4.19). If Df \ int(XN −1 (0)) 6= ∅, then the ﬁrst
term H1 in the proof of Theorem 3.7 vanishes, and we can select an arbitrary
αf > 0, possibly large as discussed in the paragraph before Theorem 3.7.

5

Numerical examples

In this section, we ﬁrst illustrate the proposed predictive barrier function approach using a small-scale linear system, where we recover a stabilizing linear
controller from initial state constraint violations. In addition, we consider a
nonlinear vehicle model, controlled by an MPC, which encounters unusual
large disturbances leading to infeasibility, which will be recovered through
the proposed method. For set computations we use YALMIP [32] and the
MPT toolbox [33] and for implementation of the predictive control barrier
and model predictive control problem, we used the Casadi [34] framework
for automatic diﬀerentiation together with the nonlinear optimization solver
IPOPT [35].

5.1

Illustrative unstable linear example

Consider the unstable linear system [14]


 
1.05 1
1
x(k + 1) =
x(k) +
u(k),
0
1
0.5

(P4.23)

which is subject to state and control constraints kxk∞ ≤ 1 and kuk∞ ≤ 1.
We are given a simple stabilizing performance controller of the form u(k) =
Kp x(k) with Kp = [−0.5592, −0.9445] and address recovery of the system
from initial state constraint violations x ∈
/ X, which can additionally cause
infeasible control inputs u = Kp x ∈
/ U.
The constraint tightening is selected as ∆i = i · 0.005 along prediction time steps i = 0, .., 19. To design the corresponding terminal control barrier function according to Assumption 3.2 and Theorem 3.7, we
apply the procedure described in Section 3.2 with µx = µu = 0.001 to
0.015
obtain P = [ 0.007
0.015 0.086 ], K = −[0.062, 0.288] with corresponding level
sets γf = 1 and γx = 0.0035. The resulting terminal control barrier
function is therefore given by hf = max(0, x> P x − γx ) with domain
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Figure P4.5: Illustrative example 5.1 (top row) and the nonlinear vehicle
example according to Section 5.2 by projecting onto the states yoff and Φ
(bottom row). Left column: Shown is the state space X together with
predictive safe set SPB as deﬁned in Theorem 3.7. Gray contour lines depict
level sets of the predictive barrier function hPB (x) around the safe set SPB .
Right column: The outer set DPB represents the domain of hPB (x) as
deﬁned in (P4.18) with simulated closed-loop recovery trajectories towards
the safe set SPB ⊆ X under application of u(k) = u∗0|k (x(k)).
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Df = {x ∈ Rn : x> P x ≤ 1}. The predictive control barrier function problem (P4.9) is implemented using a planning horizon N = 20 with terminal
weight αf = 1000, satisfying the bound in the proof of Theorem 3.7, yielding
the domain DPB = {x ∈ Rn : hPB (x) < 1000} according to (P4.18).
In Figure P4.5 (top left), we show the state constraints together with
the resulting predictive safe set SPB = {x ∈ Rn : hPB (x) = 0} according
to Theorem 3.7, i.e. the zero level set of the predictive barrier function
hPB (x) (P4.9) together with logarithmically scaled contour lines of hPB (x)
around SPB . Despite the constraint tightening, the safe set SPB covers almost
the entire state space, providing a possibly small amount of interference with
respect to the linear control law inside the state constraints X.
We demonstrate recovery from infeasible initial conditions in Figure P4.5
(top right), where we display the enlarged domain DPB of hPB (x) as deﬁned in (P4.18) together with the safe set of the predictive control barrier function SPB and closed-loop system trajectories under application of
u(k) = u∗0|k (x(k)), starting at the boundary of DPB . As guaranteed by
Theorem 3.7, all trajectories converge to SPB .
While the presented predictive control barrier function method has some
fundamental diﬀerences compared with the soft constrained approach presented in [14] that is limited to linear systems and provides stability with
respect to the origin only, the resulting enlarged region of attraction DPB
has a similar shape.

5.2

Nonlinear example: Kinematic car model

In this example, the goal is to recover an unsafe state of a kinematic vehicle
model from large initial deviations with respect to lateral safety constraints.
For the car simulation we consider the dynamics
ẏoff = v sin(Ψ)

(P4.24)

Ψ̇ = ((vs + v)/L) tan(δ)

(P4.25)

δ̇ = u1

(P4.26)

v̇ = u2 ,

(P4.27)

where yoff and Ψ deﬁne the oﬀset and relative angle with respect to a centerline, δ the steering angle, v the relative longitudinal vehicle speed with respect
to a target velocity vs = 5 [m/s], u1 the applied steering rate, and u2 the

6. Conclusion
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applied acceleration. The physical input limitations are given by |u1 |≤ 1.4
and −5 ≤ u2 ≤ 2 as well as |δ|≤ 0.35. The desired safety constraints are
deﬁned as |yoff |≤ 2 and |Ψ|≤ π/2. Similar to the linear example, we consider
recovery of an infeasible initial condition x ∈
/ X.
For the design of the required terminal barrier function hf according to
Assumption 3.2 and Theorem 3.7, we proceed as described in Section 4 by
selecting the constraint tightening ∆i = i · 0.004 and linearizing the system
around the origin to compute for µx = µu = 0.01 the matrix and controller
gain


0.30 1.07 0.39 0.00
1.07 5.72 2.54 0.00

P =
0.39 2.54 1.69 0.00 ,
0.00 0.00 0.00 0.20
2.45 1.77 0.00
with corresponding controller gain K = − [ 0.28
0.00 0.00 0.00 0.90 ]. Application
of Step 2 and Step 3 in Section 4 yield γf = 0.13 and γx = 0.0108. The
corresponding the terminal control barrier function is given by hf (x) =
x> P x − γx with terminal weight αf = 1000, satisfying the bound in the
proof of Theorem 3.7.
In Figure P4.5 (bottom left), we plot the state constraints together with
the resulting predictive safe set SPB for the states Ψ and yof f by setting
v = δ = 0 together with logarithmically scaled contour lines of hPB (x)
around SPB . The safe set SPB touches the lateral constraints only for car
headings that do not point away from the center line as expected.
In Figure P4.5 (bottom right) we display the resulting domain of the
predictive control barrier function hPB (x) as deﬁned in (P4.18), from which
we can recover infeasible initial conditions and provide sample closed-loop
simulations from the extreme points of DPB , which all converge to SPB as
desired.

6

Conclusion

This paper has addressed the problem of infeasibility of predictive safety ﬁlters
resulting, e.g., from infeasible initial system conditions or large disturbances.
Since a simple softening of the state constraints does not necessarily imply
recovery from constraint violations, we proposed a recovery mechanism with
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an auxiliary feasibility problem using an iterative constraint tightening along
the planning horizon together with a terminal safe set, which is required
to be a level set of a corresponding discrete-time control barrier function.
Asymptotic stability of the feasible set of the original predictive safety ﬁlter
problem under the proposed algorithm is shown using ideas from control
barrier function theory. A principled design procedure for the required
components was provided together with numerical examples to demonstrate
recovery from constraint violations.

A
A.1

Appendix
Lyapunov stability with respect to sets

Consider the discrete-time autonomous system of the form (P4.15) with
dynamics g : Rn → Rn and initial condition x(0) = x0 with x0 ∈ Rn . Our
goal in this section is to show Lyapunov stability results in terms of a safe
set S ⊂ R, e.g. given by (P4.6), which is positively invariant. Following
standard stability arguments, the result will be established via a Lyapunov
function.
Deﬁnition A.1. Let S, D ⊂ Rn be non-empty and compact sets with S ⊂ D
and consider a continuous function V : D → R. We call V (x) a locally
positive deﬁnite (l.p.d.) function around S in D if it holds that
∀x ∈ S : V (x) = 0 and
∀x ∈ D \ S : V (x) > 0.

(P4.28a)
(P4.28b)
C

Deﬁnition A.2. Let S, D ⊂ Rn be non-empty and compact sets with S ⊂ D
and consider a l.p.d. function V : D → R around S in D. If there exists a
continuous l.p.d. function ∆V (x) around S in D such that for all x ∈ D the
diﬀerence inequality
V (g(x)) − V (x) ≤ −∆V (x)

(P4.29)

holds with respect to system (P4.15), then V is called a Lyapunov function
for system (P4.15) with respect to S in D.
C
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Using a similar analysis structure as in the case of Lypunov stability
analysis with respect to equilibrium points, we can extend existing results
to also hold with respect to invariant sets without relying on the existence
of lower and upper bounding class K functions on the Lyapunov function.
While these are commonly used in MPC literature, see, e.g., in [11, Appendix
B.2], establishing existence of the required class K functions for (P4.9) would
be diﬃcult due to the lack of a positive deﬁnite stage cost function with
respect to the implicit target set of states SPB as considered in Theorem 3.7.
Theorem A.3. Consider system (P4.15). Let S and D be non-empty and
compact sets with S ⊂ D that are positively invariant for system (P4.15). If
there exists a Lyapunov function with respect to S in D for system (P4.15), then
S is an asymptotically stable set for system (P4.15) in D.
Proof. The following proof showing (P4.16) is based on [36, Theorem 4.1]
with adjustments to account for a discrete-time setting as well as stability w.r.t.
a set rather than an equilibrium point. Property (P4.16a): We ﬁrst consider
the case  > 0 such that for all x ∈ Rn with |x|S ≥  it follows x ∈
/ D. Due
to forward invariance of D, this case fulﬁlls (P4.16a) by deﬁnition for any
x(0) ∈ D.
In the remaining case, i.e.  > 0 such that there exists an x ∈ Rn with
|x|S ≤  for which it holds x ∈ D, we construct a δ > 0 in the following
such that |x(0)|S < δ ⇒ |x(k)|S <  holds for all k ∈ N. Deﬁne
V − :=

min

|x|S ≥, x∈D

V (x),

(P4.30)

the existence of which can be veriﬁed as follows: From |x|S being continuous
we have that the pre-image {x | |x|S ≥ } is closed, which yields an overall
compact subset constraint on x in (P4.30) when intersecting the closed preimage with the compact set D. Since V (x) is continuous it follows from the
extreme value theorem that the minimum V − in (P4.30) exists and since
V (x) is l.p.d. around S in D with S ⊂ D (Deﬁnition A.1) it follows that
V − > 0.
Due to continuity of V , we can select a δ > 0 such that kx − x̄k <
δ ⇒ |V (x) − V (x̄)|< V − implying for all x̄ ∈ D such that |x̄|S < δ that
V (x̄) < V − .
For an initial condition |x(0)|S < δ and x(0) ∈ D we therefore have from
V (x(0)) < V − together with the fact that V (x(k)) is non-increasing for k ∈
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N (Deﬁnition A.2) and positive invariance of D and S that V (x(k)) < V −
holds for all k ∈ N.
Assume there exists a time step k̄ ∈ N such that |x(k̄)|S ≥ . By construction of V − it follows V (x(k̄)) ≥ V − , which is a contradiction to the
statement V (x(k)) < V − above and therefore proves property (P4.16a).
Property (P4.16b): Compared to the ﬁrst part of this proof, convergence
can be shown along the lines of the proof of [36, Theorem 4.1]. Let x(0) ∈ D.
As established above, the sequence V (x(k)) is non-increasing for k > 0 and
V is continuous on the bounded set D, implying that it will converge, i.e.
limk→∞ V (x(k)) = α with α ≥ 0.
For a proof by contradiction, select an α > 0 such that there exists a
x ∈ D implying V (x) = α and deﬁne A := {x ∈ D : V (x) ≤ α}. Due to
continuity of V , we can select a β > 0 such that |x|S < β implies V (x) < α.
It follows that the set B := {x ∈ D : |x|S < β} with β > 0 satisﬁes B ⊂ A.
Since V (x(k)) is monotonically decreasing to α by assumption (Deﬁnition A.2) it holds that V (x(k)) ≥ α for all k > 0, and therefore we have
x(k) ∈
/ B for all k > 0. By excluding the possibility of x(k) ∈ B for α > 0,
we can locally deﬁne the smallest decrease
−γ =

max

x∈D,|x|S ≥β

−∆V (x)

(P4.31)

with ∆V according to (P4.29), which is strictly less than zero by assumption
(Deﬁnition A.2). Furthermore, γ is bounded since ∆V is continuous and D
is compact. Note that (P4.31) always has a feasible suboptimal solution given
by −∆V (x(0)). Forward invariance of D allows us to use the worst-case
decrease from above to obtain
V (x(k)) = V (x(k − 1)) + V (x(k)) − V (x(k − 1))
= V (x(0)) +

k−1
X

V (x(i + 1)) − V (x(i))

i=0

≤ V (x(0)) −

k−1
X

∆V (x(i))

i=0

≤ V (x(0)) − (k − 1)γ.
Since γ > 0 there exists a ﬁnite k̄ such that V (x(0)) − (k̄ − 1)γ < 0 and
therefore V (x(k̄)) < 0, yielding a contradiction for any x(0) ∈ D. We can
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therefore select δ̄ = maxx∈D |x|S with δ̄ > 0 and δ̄ < ∞ since S ⊂ D and
D is compact, proving the desired result.

A.2

Proof of Theorem 3.5 (Control barrier functions)

We prove this result by showing invariance of S (Property 1) ﬁrst, followed
by asymptotic stability of S (Property 2).
Proof. Property 1: From Deﬁnition 3.1, (P4.14) it directly follows for any
2
x(0) ∈ S with u(k) = κ(x(k)) ∈ KCBF
(x) that h(x(k)) ≤ 0 implies
h(x(k + 1)) ≤ 0 and therefore by induction we have that x(0) ∈ S implies
x(k) ∈ S for all k > 0, which proves the desired property.
Property 2: Deﬁne V : D → R as V (x) = max(0, h(x)), which is
continuous due to continuity of h and l.p.d. around S in D according to
Deﬁnition A.1 by construction of S. In the following, we show that for
any control law κ with κ(x) ∈ KCBF (x) according to Deﬁnition 3.1, it
follows that V is a Lyapunov function for the closed-loop system (P4.1)
under u(k) = κ(x(k)) with respect to S in D. The corresponding decrease
can be bounded through
∆V (x) = max(0, min(∆h(x), V (x))).

(P4.32)

Since max/min operations preserve continuity properties, it follows that
∆V (x) is continuous. Furthermore, (P4.32) is positive deﬁnite w.r.t. S in
D since x ∈ S implies
max(0, min(∆h(x), V (x))) = 0
| {z } | {z }
=0
∈R
{z
}
|
≤0

and x ∈ D \ S implies
max(0, min(∆h(x), V (x))) > 0.
| {z } | {z }
>0
>0
|
{z
}
>0

Lastly, it remains to verify that the required decrease condition, i.e., Property 2 holds. To this end, we distinguish the following three cases, which are
possible due to invariance of S and D:
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1. x(k) ∈ S ∧ x(k + 1) ∈ S:
V (x(k + 1)) − V (x(k))
{z
} | {z }
|
=0

=0

≤ − max(0, min(∆h(x(k)), V (x(k)))) = 0.
| {z } | {z }
=0
∈R
|
{z
}
≤0

2. x(k) ∈ D\S ∧x(k+1) ∈ D\S: Notice that due to h(x(k+1)) > 0 we
have h(x(k + 1)) − h(x(k)) ≤ −∆h(x(k)) ⇒ h(x(k)) ≥ ∆h(x(k))
in this case, implying
V (x(k + 1)) − V (x(k))
{z
} | {z }
|
=h(x(k+1))

=h(x(k))

≤ − max(0, min(∆h(x(k)), h(x(k)) )) = −∆h(x(k)).
| {z } | {z }
>0

|

≥∆h(x(k))

{z

=∆h(x(k))>0

}

3. x(k) ∈ D \ S ∧ x(k + 1) ∈ S: Notice that due to h(x(k + 1)) ≤ 0 it
follows ∆h(x(k)) ≥ h(x(k)) = V (x(k)) in this case and we have
V (x(k + 1)) −V (x(k))
|
{z
}
=0

≤ − max(0, min(∆h(x(k)), V (x(k)) )) ≤ − V (x(k)) .
| {z } | {z }
| {z }
>0

|

≤∆h(x(k))

{z

=V (x(k))>0

>0

}

Since all the cases above are guaranteed to be true and satisfy Property 2, the
desired statement follows directly from Theorem A.3.

A.3

Technical lemmas for the proof of Theorem 3.7

Lemma A.4. If the conditions in Theorem 3.7 hold, then the minimum (P4.9)
exists for all x ∈ Rn .
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Proof. The constrained optimization problem (P4.9) can equally be written
in the condensed form
inf αf max(0, hf (f (..f (f (x, u0 ), u1 ), ..)))

ui ∈U

+

N
−1
X

kmax(0, c(f (..f (f (x, u0 ), u1 ), ..)) + ∆i 1 , 0)k ,

i=0

with x1|k = f (x, u0|k ), x2|k = f (f (x, u0|k ), u1|k ), .., ξi|k = max(0, c(xi|k ))
for all i = 0, .., N − 1, and ξN |k = max(0, hf (xN |k )). Since compositions,
sums, and the maximum of continuous functions yield continuous functions
and hf , c, and f are assumed to be continuous on Rn , it follows that the
objective is continuous on Rn . In addition, the input space U is assumed to be
compact, allowing us to apply the Weierstrass Extreme Value Theorem [11,
Proposition A.7], which implies that the minimum exists for all x ∈ Rn and
therefore the proof is complete.
Lemma A.5. If the conditions in Theorem 3.7 hold, then it follows that Dρ =
{x ∈ Rn |hPB (x) ≤ ρ} ⊆ X0 (1 ρ) with ρ > 0 and X0 (1 ρ) according
to (P4.12).
Proof. For any x ∈ Dρ it follows that the objective function (P4.9a) implies
∗
that kξ0|k
k ≤ ρ and it must therefore hold that x = x0|k ∈ X0 (1 ρ), which
proves the desired statement.
Lemma A.6. Let the conditions in Theorem 3.7 hold and consider a state
x ∈ Dρ with Dρ = {x ∈ Rn |hPB (x) ≤ ρ}, ρ ≥ 0 and input sequence
−1
N −1
{ui|k }N
. Deﬁne a corresponding state sequence x0|k := x and
i=0 ∈ U
xi+1|k := f (xi|k , ui|k ) for i = 0, .., N − 1 and slack sequence ξi|k :=
max(0, c(xi|k ) + ∆i 1 ) for i = 0, .., N − 1, ξN |k := max(0, hf (xN |k )).
For every ρ ≥ 0, there exists a compact set Zρ such that for all x ∈ Dρ and
−1
N −1
N
{ui|k }N
it holds that ({xi|k }N
i=0 , {ξi|k }i=0 }) ∈ Zρ .
i=0 ∈ U
Proof. From Lemma A.5, we know that x ∈ Dρ will be contained in the
compact set X0 (1 ρ). Since the dynamics are continuous and the input space is
compact, it follows that the prediction mapping of the outer bounding initial
set X0 (1 ρ) that contains the states {xi|k }N
i=0 will be compact. By noting
that a feasible slack sequence for any state sequence {xi|k }N
i=0 is given by the
continuous mapping ξi|k = max(0, c(xi|k )) and ξN |k = max(0, c(xN |k )),
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it follows that a valid set of slack sequences corresponding to the compact
set of possible states sequences will be compact and therefore the proof is
complete.
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Abstract: While model predictive control (MPC) methods have
proven their eﬃcacy when applied to systems with safety speciﬁcations and physical limitations, their performance heavily relies
on an accurate prediction model. As a consequence, a signiﬁcant eﬀort in the design of MPC controllers is dedicated to the
modeling part and often requires advanced physical expertise.
In order to facilitate the controller design, we present an MPC
scheme supporting nonlinear learning-based prediction models,
i.e. data-driven models with probabilistic parameter uncertainties.
A tube-based MPC formulation in combination with an additional implicit state and input constraint forces the closed-loop
system to be operated in domains of suﬃcient model conﬁdence,
thereby ensuring asymptotic stability and constraint satisfaction
at a pre-speciﬁed level of probability. Furthermore, by relying
on tube-based MPC concepts, the proposed learning-based MPC
formulation oﬀers a general framework for addressing diﬀerent
problem classes, such as economic MPC, while providing a general interface to probabilistic prediction models based, e.g., on
Bayesian regression or Gaussian processes. A design procedure is
proposed for approximately linear systems and the eﬃciency of
the method is illustrated using numerical examples.

1. Introduction

1
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Introduction

Over the past decades, model predictive control methods have been established as the standard for controlling safety-critical dynamical systems with
limited input authority across various industries. [1, 2] One of its main
beneﬁts is the possibility to ensure closed-loop constraint satisfaction in a
principled way while approximately maximizing a given objective that speciﬁes the control task at hand. This is achieved through solving a ﬁnite-time
optimal control problem at each sampling time in a receding horizon fashion,
using a model of the true system dynamics to simultaneously predict and
optimize the performance of the system in real-time. As a consequence, the
quality of model predictive controllers heavily relies on the accuracy of the
prediction model. At the same time, the eﬀort needed for manually obtaining
a prediction model by ﬁrst-principles and previous experiments increases
drastically with the desired level of prediction accuracy. In industrial applications, this often results in high cost for the development and maintenance of
model predictive controllers or in the use of suboptimal prediction models
that are often subject to a signiﬁcant amount of model uncertainty, which
can cause performance degeneration and safety violations.
To explicitly cope with these uncertainties, model predictive control
techniques were extended to support uncertain and stochastic prediction
models, resulting in a robust or probabilistic closed-loop analysis. While
these approaches can cope with model inaccuracies, they typically still require
a control engineer to manually derive a sound uncertainty description of
the prediction model and to select and execute a suitable model predictive
control synthesis. As a consequence, the resulting closed-loop performance
depends largely on the oﬄine design phase, in which a-priori assumptions on
the model uncertainty can lead to conservatism.
Increasing availability of system data, computation and sensing lead to a
growing interest in machine learning techniques, which oﬀer sophisticated
tools for highly automated inference of prediction models from data, resulting
in novel learning-based model predictive controllers. [3, 4, 5, 6, 7] On the
one hand, even though some of these controllers have shown to perform
well in practice, [8, 5, 9] they do not provide rigorous safety or closed-loop
performance certiﬁcates. On the other hand, there are attempts to deﬁne
novel prediction models [10, 11] compatible with existing robust model
predictive control methods that oﬀer desired closed-loop properties, although
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their performance have not yet been demonstrated in practice or compared
with established machine learning methods. The goal of this paper is to
combine the advantages of both research directions by providing rigorous
probabilistic safety guarantees using prediction models that are obtained
through successful and highly automated machine learning tools.

1.1

Contributions

We extend a previously proposed framework [12] for safe learning-based
model predictive control in two ways to signiﬁcantly reduce conservatism.
Firstly, we avoid the robust treatment of all possible model uncertainties by
using nonlinear probabilistic prediction models. Secondly, a large portion
of conservatism originates from a global treatment of the worst-case model
uncertainty across the entire state and input space, which we reduce by
leveraging probabilistic state and input dependent uncertainty information.
The basic mechanism is to extend well-known tube-based model predictive
control concepts with an additional constraint that forces predictions to a
subset of the admissible state and input space with high model conﬁdence at a
desired level of probability while maintaining computational eﬃciency of the
resulting MPC problem. The additional constraint is deﬁned through a socalled set-valued model conﬁdence map, describing state and input dependent
model uncertainties, such that the proposed model predictive controller can
be interfaced with any probabilistic prediction model and provides closedloop chance constraint satisfaction. At the same time, by using tube-based
model predictive control concepts at the core of the method, the scheme
allows for direct adaptations to diﬀerent problem settings including standard
set-point or advanced economic control as two important examples. While
the prediction model can be computed based on available data using machine
learning tools, we present an automated procedure to compute the required
components of the proposed model predictive control method based on
only a few tuning parameters for the relevant case of approximately linear
systems. The method and its design procedure are illustrated using numerical
simulations for an approximately linear 10-dimensional quadrotor system
and a nonlinear economic control problem.

1. Introduction

1.2
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Related work

The use of learning-based prediction models in model predictive control was
ﬁrst proposed by Aswani et al. (2013) [12] using a tube-based approach,
which requires a global bound on the prediction error and provides provable
guarantees in terms of constraint satisfaction. Practical demonstrations of the
method were presented in a number of subsequent results. [13, 14, 15, 16]
In addition, learning-based prediction models were developed that provide
the required global model error bounds, for example based on Lipschitz
interpolation [17] and Kinky inference, [10, 18] leading to variations of the
original learning-based model predictive control scheme. [19] One signiﬁcant
limitation of these approaches originates from the underlying assumption
that the prediction models cover all possible model errors with probability
one. Furthermore, even if these models provide state and input dependent
uncertainty estimates, most of the learning-based model predictive control
frameworks presented so far did not take advantage of them and conservatively
have considered a global worst-case model error over the whole state and
input space. We overcome these limitations by supporting probabilistic model
estimates, allowing to consider model errors at a desired probability level and
by enabling the use of state and input dependent uncertainty information in
the model predictive controller.
Another class of methods that originate from robust model predictive
control ideas is based on parametric set-membership model estimation techniques. [20, 21, 22, 23, 24, 11, 25, 26] The idea is to iteratively rule out
impossible model parameters successively over time and to explicitly take
care of the remaining uncertainty in the online model predictive control
problem. While these methods explicitly take online updates of the model
into account in terms of recursive feasibility, they perform a conservative
robust treatment of uncertainties with probability one and do not allow for
using established stochastic methods from machine learning.
Diﬀerent from robust approaches, stochastic model predictive control
techniques that use probabilistic uncertainty information to reduce conservatism were investigated, [27] which among others can support learning-based
prediction models. However, their theoretical analysis tends to be rather
challenging, even for simple linear stochastic prediction models, while they
are at the same time often diﬃcult to implement, resulting in approximate
implementations [3] that work well in practice [8, 4] but are lacking theoret-
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ical statements about closed-loop properties. A relatively simple alternative
is based on Monte Carlo simulations or scenario-based optimization techniques [28, 29], allowing to iteratively select parameters of the MPC problem
to achieve a desired probability of chance-constraint satisfaction. These results
are, however, limited to linear systems or ﬁxed initial conditions.
The goal of this paper is therefore to combine the beneﬁts of purely robust
and fully stochastic techniques into a novel model predictive control scheme,
that treats probabilistic model uncertainties robust in probability by design,
thereby being less conservative than robust approaches, while providing
rigorous theoretical guarantees. Diﬀerent from previous work [7, 6] using
a similar concept, our approach is scalable to larger dimensional systems
by avoiding the need for expensive explicit oﬀ-line computations and it can
be easily adopted to diﬀerent problem classes such as economic control by
relying on a static tube-based prediction mechanism.
Conceptually, the proposed techniques are related to stochastic and
learning-based predictive control techniques [30, 31, 32] that are used for enhancing reinforcement learning algorithms with safety certiﬁcates and which
are also centred around the idea of treating model uncertainties robustly in
probability to provide rigorous closed-loop guarantees in terms of constraint
satisfaction. Diﬀerent from these approaches, we rely on a standard tubebased model predictive control formulation, enabling the use of established
model predictive control techniques to obtain closed-loop guarantees together
with a principled design procedure. Finally, note that while stochastic safety
veriﬁcation techniques [33, 34] can be used to certify, e.g., nominal or robust
MPC methods in the presence of stochastic uncertainties, our goal is to
provide a principled controller design that guarantees the desired level of
safety by construction.
Notation and deﬁnitions The distance between a vector x ∈ Rn and a set
A ⊆ Rn is deﬁned as kAkx := inf a∈A kx − ak. A ball with radius  > 0 is
denoted as B () = {x ∈ R|kxk ≤ } and the radius of an outer bounding
ball of a bounded set A ⊂ Rn as diam(A) := maxx∈A kxk. The Minkowski
sum of two sets A1 , A2 ⊂ Rn is denoted by A1 ⊕ A2 := {a1 + a2 |a1 ∈
A1 , a2 ∈ A2 } and the Pontryagin set diﬀerence by A1 A2 := {a1 ∈
Rn |a1 + a2 ∈ A1 , ∀a2 ∈ A2 }. An aﬃne image of a set A1 ⊆ Rn under
x 7→ Kx is deﬁned as KA1 := {Kx|x ∈ A1 }. The convex hull of a set of
n
N
vectors {xi }N
i=0 with xi ∈ R is denoted by co({xi }i=0 ). We use P(E) for
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the probability of an event E and indicate with x ∼ Qx a random variable x
of distribution Qx . For time-dependent quantities x(k) with time k = 0, 1, ..,
we use the notation x+ := x(k+1) and x := x(k) when convenient. Optimal
solutions to an optimization problem will be denoted by an asterisk, e.g.,
x∗ = argminx∈R f (x).

2

Problem statement

We consider the problem of controlling deterministic non-linear systems that
can be modelled as
x(k + 1) = f (x(k), u(k); θ), k ∈ N+ ,

(P5.1)

with x(k) ∈ Rn , u(k) ∈ Rm , initial condition x(0) = x0 , and true system
parameters θ ∈ Rnθ that are assumed to be unknown but constant over time.
We assume a distributional belief over the true system parameters θ of the
form
θ ∼ Qθ , with mean θ̄ := E [θ] ,

(P5.2)

inferred for example using machine learning techniques based on imperfect
system data given as
D
D := {(x(i + 1) + (i), x(i), u(i))}N
i=1 with (i) ∼ Q zero mean and i.i.d..
(P5.3)

Remark 2.1. System models of the form (P5.1) can be obtained using, e.g.,
Bayesian regression [35]. While we focus on parametric models for the sake of
clarity, the presented methods can directly be applied together with non-parametric
estimation techniques such as Gaussian Processes [36] if the true system model is
sampled from a reproducing kernel hilbert space or the state and input domain is
bounded, [37, 38] see also Section 4.1 for further details.
The goal is to develop a learning-based controller that is based on a model
of the form (P5.1), (P5.2) and that minimizes the expected sum over stage
cost functions up to a possibly inﬁnite horizon N̄ given by


N̄
X
J = Eθ 
`(x(k), u(k)) ,
(P5.4)
k=0
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where the expected value is taken with respect to the current distributional
belief over the true system parameter θ. While minimizing (P5.4), the
controller additionally needs to ensure that the closed-loop system satisﬁes
chance constraints on the system states and inputs, i.e.
P(For all k = 1, 2, .., N̄ : x(k) ∈ X, u(k) ∈ U) ≥ pS

(P5.5)

where pS denotes the desired probability of safety, i.e. constraint satisfaction,
X ⊆ Rn typically denotes safety-critical state constraints, and U ⊆ Rm
represents physical input limitations.

3 Nonlinear learning-based model predictive control
In this section, we show how conventional tube-based MPC formulations
that provide robustness against additive disturbances can be used to leverage learning-based models in a safe manner. This is achieved by exploiting
probabilistic state and input dependent uncertainty information to reduce
the overall conservatism of the controller compared with a classical formulation. To this end we brieﬂy introduce the tube-based MPC formulation
in Section 3.1 and highlight its main limitation in case of probabilistic parameter uncertainties according to (P5.1) and (P5.2) in Section 3.2. We
then introduce an eﬃcient state and input dependent uncertainty description
supporting probabilistic parameter uncertainties in Section 3.3 together with
an extension of standard tube-based MPC methods that allows to exploit
nonlinear learned system models.

3.1

Background: Tube-based model predictive control

The system model and the nominal prediction model typically considered in
tube-based MPC are given by
x(k + 1) = f (x(k), u(k)) + w(k) and

z(k + 1) = f (z(k), v(k)),
(P5.6)

where the disturbance w(k) is assumed to lie in a compact disturbance set
W, which is constant for all times k ∈ N and z(k) and v(k) are the nominal
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system states and inputs. A common task is to steer an initial state x(0)
to a neighborhood of a desired equilibrium state zs of the nominal system.
We consider the origin as a set point, i.e. zs = 0 with corresponding zero
nominal input vs = 0, for notational simplicity, but the results directly
extend to non-zero set points. The resulting trajectory is required to robustly
satisfy state and input constraints of the form x(k) ∈ X and u(k) ∈ U, i.e.
for all admissible disturbance sequences {w(k)}. In tube-based MPC, the
MPC problem is formulated using the nominal system dynamics with respect
to tightened state and input constraints and by compensating resulting closedloop errors deﬁned as e(k) := x(k) − z(k) by a trajectory tracking feedback
controller of the form KΩ : U×X×X → U in addition to the nominal system
inputs v(k), i.e. u(k) = KΩ (v(k), x(k), z(k)). An appropriate tightening
of the state and input constraints for the nominal system is determined in a
principled way, by deﬁning a tube of the form z(k) ⊕ Ω with Ω ⊂ Rn , which
robustly contains the true system state x(k) around z(k) under application
of KΩ as follows.

Deﬁnition 3.1 (Robust positive invariant error set [39]). A set Ω is robust
positive invariant (RPI) for the error system e(k + 1) = x(k + 1) − z(k + 1)
if for all x(k), z(k) ∈ X with e(k) ∈ Ω, v(k) ∈ U, and w(k) ∈ W it holds
that e(k + 1) ∈ Ω with u(k) = KΩ (v(k), x(k), z(k)) ∈ U.

Using the set Ω, we can explicitly specify the required state and input constraint tightening as

Z̄ := {z ∈ X, v ∈ U | (x, KΩ (v, x, z)) ∈ X × U ∀x ∈ z ⊕ Ω},

(P5.7)

ensuring that for all k ≥ 0 the condition (z(k), v(k)) ∈ Z̄ implies by
construction that x(k) ∈ X and u(k) ∈ U holds under application of u(k) =
KΩ (v(k), x(k), z(k)).
Taking into account the tightened constraints, the resulting tube-based
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MPC problem takes the form
min `f (zN |k ) +

{vi|k }

N
−1
X

`(zi|k , vi|k )

(P5.8a)

i=0

s.t. for all i = 1, 2, .., N − 1 :
x(k) ∈ z0|k ⊕ Ω

(P5.8b)

zi+1|k = f (zi|k , vi|k ),

(P5.8c)

(zi|k , vi|k ) ∈ Z̄,

(P5.8d)

zN |k ∈ Xf ,

(P5.8e)

where we denote nominal states and inputs predicted at time k for i time steps
into the future as zi|k and vi|k . The additional terminal cost `f on the last
predicted state together with the imposed terminal constraint (P5.8e) w.r.t.
the target set Xf is selected to ensure convergence of the nominal system to
the origin [40]. The initial condition (P5.8b) enforces that the tube at the
initial time step z0|k ⊕ Ω contains the system state x(k), thereby introducing
feedback w.r.t the real system state in closed-loop. The tube-based MPC
control input is deﬁned as


∗
∗
κMPC (x(k)) = KΩ v0|k
, x(k), z0|k
(P5.9)
∗
∗
where vi|k
and zi|k
denote the optimal solution of (P5.8) at time step k. In
the following, we summarize common assumptions under which we obtain
recursive feasibility of (P5.8) together with robust closed-loop constraint
satisfaction as well as convergence guarantees of the system state to a neighborbood around the origin. [41, 42, 39]

Assumption 3.2. A control law (P5.9) with a corresponding RPI set Ω ⊂ X
according to Deﬁnition 3.1 is available.
Assumption 3.3. The stage cost function ` is positive deﬁnite w.r.t. the origin
and continuous, X and U are compact sets, and there exists a set Xf ⊆ Rn , a
feedback law κf : Xf → Rm , and a positive deﬁnite terminal cost function
`f : Xf → R+ , such that for all z ∈ Xf it holds i) (f (z, κf (z)), κf (z)) ∈ Z̄,
ii) f (z, κf (z)) ∈ Xf , and iii) `f (f (z, κf (z))) − `f (z) ≤ −`(z, κf (z)).
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Proposition 3.4. Consider system (P5.6) and let Assumption 3.2 and 3.3 hold.
If (P5.8) is feasible for x(0), then under application of the tube-based model
predictive control law (P5.9) it follows for all future time steps k ∈ N that (P5.8)
is feasible, x(k) ∈ X, u(k) ∈ U, as well as limk→∞ kΩkx(k) = 0.

3.2 Conservatism of global uncertainty bounds in case of
learning-based prediction models
While tube-based MPC approaches provide an eﬃcient and simple approach
to compensate model uncertainties, learning-based model inference that results in parametric uncertainties such as (P5.1), (P5.2) is often diﬃcult to
handle in this framework due to possibly large or unbounded state and input
dependent uncertainties w(z, u) = f (z, v; θ) − f (z, v; θ̄), see Figure P5.1.
The resulting large uniform uncertainty bounds W over the state and input
space typically lead to a larger diameter of the tube Ω and therefore often
render tube-based MPC infeasible. This is of particular relevance if some
regions of the state and input space are poorly covered by available data, as it
is often the case for larger-scale systems. An approach to keep the additive disturbance reasonably small is to manually introduce auxiliary state constraints
that keep the system state in a domain of low model uncertainty. While the
computation of such auxiliary state constraint sets can be automated for small
scale systems [7], drawbacks are the need for re-designing the auxiliary state
constraint every time the model is updated with new data and their limited
scalability, similarly as for explicit MPC techniques [43]. This paper presents
an alternative approach to limit planning to conﬁdent subsets of the state
space, which mitigates these limitations.

3.3 Learning-based MPC through eﬃcient planning in conﬁdent subsets
In this section we present a computationally eﬃcient approach to restrict
predicted state and input sequences in (P5.8) to subsets with high model
conﬁdence, i.e. regions for which the admissible model error w(zi|k , vi|k ) =
f (zi|k , vi|k ; θ) − f (zi|k , vi|k ; θ̄) is contained in a pre-speciﬁed additive disturbance set D ⊂ W at desired probability level pS according to (P5.5) without

200

Paper P5: Learning-based MPC with conﬁdent subset planning

f (z) = θ̄z
0

z

w(z)
Figure P5.1: Parametric uncertainty according to (P5.1) and (P5.2) in case of
a scalar linear system f (x; θ) = θx with expected linear model f (z; θ̄) = θ̄z
in blue together with state dependent uncertainties w(z) = (θ − θ̄)z between
the two dotted red lines.
explicitly pre-computing the allowed domain. Since the size of the RPI set Ω
is strongly related to the size of D, we thus enable to trade oﬀ conservatism
induced by the constraint tightening (P5.7) via the choice of D, against the
locally admissible uncertainty magnitude and probability of safety. This
trade-oﬀ can be eﬃciently incorporated into a design procedure as shown in
Section 4.2.
Because w(zi|k , vi|k ) is uncertain and we cannot simply impose
w(zi|k , vi|k ) ∈ D as an additional constraint to (P5.8a), we utilize analytic
state and input dependent model conﬁdence estimates DpS (x, u) such that
w(x, u) ∈ DpS (x, u) holds at probability level pS . Such a model conﬁdence
estimate is available for relevant system descriptions of the form (P5.1),
(P5.2) and can be seen as a possibly general interface between diﬀerent machine learning techniques and tube-based MPC schemes by incorporating an
additional constraint of the form ‘DpS (zi|k , vi|k ) ⊆ D’ into the tube-based
MPC problem (P5.8). More formally:
Deﬁnition 3.5 (Set-valued model conﬁdence map). A set-valued map DpS (., .)
mapping states and inputs from X × U to subsets of D with D ⊂ Rn is said
to be a set-valued model conﬁdence map associated with (P5.1), (P5.2), for a
given θ̄ ∈ Rq at probability level pS > 0 if, at probability greater or equal to
pS , it holds for all k ∈ N, x(k) ∈ X, and u(k) ∈ U that
x(k + 1) − f (x(k), u(k), θ̄) ∈ DpS (x(k), u(k)).

(P5.10)

A discussion together with an example for obtaining such conﬁdence maps
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Dp (x, u) is provided in Section 4.1. While Deﬁnition 3.5 principally allows
to guide the closed-loop system within conﬁdent regions of the state and input
space, it does not suﬃce to require ‘DpS (zi|k , vi|k ) ⊆ D’ as an additional
∗
∗
constraint in the nominal MPC problem (P5.8), since DpS (z1|k
, v1|k
) ⊆
D ; DpS (x(k + 1), u(k + 1)) ⊆ D under application of (P5.9) because
∗
∗
) 6= (x(k), u(k)) in general. Similarly as for the case of state
(z0|k
, v0|k
and input constraint satisfaction, we therefore also tighten the set-valued
conﬁdence constraint as follows, which will play a key role for recursive
feasibility.
Deﬁnition 3.6 (Tightened conﬁdence set). Consider system (P5.1), (P5.2)
and a control law (P5.9) with a corresponding RPI set Ω ⊂ X according to
Deﬁnition 3.1. A set D̄ ⊆ D is a tightened conﬁdence set associated with a
set-valued model conﬁdence map DpS (., .) if for all (z, v) ∈ Z̄, x ∈ z ⊕ Ω it
holds
DpS (z, v) ⊆ D̄ ⇒ DpS (x, KΩ (v, x, z)) ⊆ D.

(P5.11)

In Section 4 we show that for a suﬃciently small local model uncertainty
together with stabilizability of the linearization of x(k+1) = f (x(k), u(k); θ̄)
around x = 0 and u = 0 one can always ﬁnd a model error set D such that
a non-empty tightened model error set D̄ (P5.11) exists locally. Using the
notion of set-valued model conﬁdence maps from Deﬁnition 3.5 together
with a tightened conﬁdence set according to Deﬁnition 3.6 we can state the
resulting additional constraint to conventional tube-based MPC schemes,
supporting probabilistic state and input dependent uncertainty estimates as
min `f (zN |k ) +

{vi|k }

N
−1
X

`(zi|k , vi|k )

(P5.12a)

i=0

s.t. for all i ∈ I[0,N −1] :
(P5.8b) − (P5.8e)

(P5.12b)

DpS (zi|k , vi|k ) ⊆ D̄,

(P5.12c)

where (P5.12c) can be eﬃciently implemented for several learning-based
prediction models, see Section 4.1. Application of the resulting MPC control
law (P5.9) based on the modiﬁed problem (P5.12) provides the following
closed-loop system properties.
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Theorem 3.7. Consider system (P5.1), (P5.2), together with a set-valued model
conﬁdence map according to Deﬁnition 3.5 and let Assumption 3.2 hold w.r.t.
a pre-speciﬁed additive disturbance set W = D. If D̄ is a tightened conﬁdence
set according to Deﬁnition 3.6 and if Assumption 3.3 holds with the additional
requirement that for all z ∈ Xf it follows that DpS (z, κf (z)) ⊆ D̄, then under
application of the tube-based model predictive control law (P5.9), it holds jointly
for all future time steps k ∈ N at probability level pS that x(k) ∈ X, u(k) ∈ U
and limk→∞ kΩkx(k) = 0.
Proof. To streamline notation, deﬁne
d(k) := f (x(k), u(k); θ) − f (x(k), u(k); θ̄).
We show recursive feasibility based on the relation
P(∀k ∈ N+ : (P5.12) is feasible)

(P5.13)

≥P(∀k ∈ N : (P5.12) is feasible, d(k) ∈ DpS (x(k), u(k)))
+

≥P(∀k ∈ N+ : (P5.12) is feasible|d(k) ∈ DpS (x(k), u(k)))
· P(∀k ∈ N+ : d(k) ∈ DpS (x(k), u(k))).

(P5.14)

Since P(∀k ∈ N+ : d(k) ∈ DpS (x(k), u(k))) ≥ pS by assumption due to
Deﬁnition 3.5, relation (P5.14) enables us to prove (P5.13) by establishing
P(∀k ∈ N+ : (P5.12) is feasible|d(k) ∈ DpS (x(k), u(k))) = 1.

(P5.15)

Similar to the standard tube-based model predictive control proof, we show
(P5.15) recursively by induction, i.e. if (P5.12) is feasible at time k, it will be
feasible at time k + 1. From feasibility at time k we have from (P5.8b) that
∗
x(k) ∈ z0|k
⊕ Ω and together with (P5.12c) it follows from Deﬁnition 3.6
∗
∗
that DpS (x, KΩ (v0|k
, x(k), z0|k
)) ⊆ D. Under the condition in (P5.15) we
therefore conclude that d(k) ∈ D. Since Ω is by assumption RPI for the
∗
∗
∗
error dynamics e(k + 1) = f (x(k), KΩ (v0|k
, x(k), z0|k
)) − z1|k
, we can
∗
further establish that e(k + 1) ∈ Ω and x(k + 1) ∈ z1|k ⊕ Ω. From here it
follows from Assumption 3.3 in combination with the additional assumption
∀z ∈ Xf ⇒ DpS (z, κf (z)) ⊆ D̄ that we can leverage the standard candidate
∗
∗
∗
input sequence given by V (k + 1) := (v1|k
, .., vN
|k , κf (zN |k )) to construct a
feasible nominal candidate sequence for (P5.12) at time k +1. Hence, we have
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shown (P5.15), implying recursive feasibility at probability level pS , which
immediately implies satisfaction of chance constraints (P5.5) and asymptotic
convergence limk→∞ kΩkx(k) = 0 as in standard tube-based MPC [41].
Model update without re-design of the MPC problem One of the main
advantages of learning-based control is the possibility to leverage available
closed-loop system data in order to obtain a more accurate system model,
leading to improved closed-loop system performance. In particular, it would
be desirable to perform updates of the system model based on collected
data during closed-loop system operation in order to subsequently reduce
conservatism of the MPC controller. The proposed implicit formulation of
the requirement to stay within conﬁdent subsets according to (P5.12c) allows
us to derive online veriﬁable suﬃcient conditions on an updated set-valued
model conﬁdence map according to Deﬁnition 3.5 that preserve the closedloop properties of Theorem 3.7. Thereby the tube-MPC formulation does
not have to be re-designed, if collected data leads to a more conﬁdent model
estimate in the sense that for all x ∈ X, u ∈ U we have that Dp+S (x, u) ⊆
DpS (x, u) and that the tightened conﬁdence set D̄ is still valid for an updated
set-valued model conﬁdence map Dp+S .
Corollary 3.8. Let Dp+S be an updated set-valued model conﬁdence map according to Deﬁnition 3.5 and let the assumptions in Theorem 3.7 be satisﬁed.
If it holds for all (z, v) ∈ Z̄, x ∈ z ⊕ Ω that i) Dp+S (z, v) ⊆ DpS (z, v) and
ii) Dp+S (z, v) ⊆ D̄ ⇒ Dp+S (x, KΩ (x, z, v)) ⊆ D, then choosing DpS := Dp+S
satisﬁes the assumptions of Theorem 3.7.
Note that the conditions of assumptions of Corollary 3.8 can be veriﬁed by
solving a nonlinear optimization problem, i.e. by searching for particular
z, v, x that violate i) or ii), see Appendix A.2.
Remark 3.9. For substantial model updates that also require a diﬀerent mean
estimated parameter θ̄, one needs to recompute the RPI set, terminal set, and
terminal cost computations. The updated model predictive control problem would
then have to be solved in parallel until initial feasibility, allowing to switch to the
updated controller.
A framework for uncertain parametric prediction models and diverse
control tasks By relying on a deterministic nominal prediction model (e.g.

204

Paper P5: Learning-based MPC with conﬁdent subset planning
Mean function + Set-valued confidence map

Linear Bayesian regression

Gaussian Processes

Set-membership techniques

...

Provides prediction model and confident sub-sets
Learning-based model predictive controller
Provides controller configuration with
performance guarantees
Stage cost, terminal cost, and terminal constraint
Set-point stabilization

Trajectory tracking

Economic steady-state

Economic periodic orbit

Figure P5.2: The proposed learning-based model predictive controller can
be seen as a modular framework in terms of diﬀerent prediction models
(top) and available model predictive control conﬁgurations (bottom), each
specialized to a diﬀerent application.
expected estimate or maximum-a-posteriori estimate θ̄ of θ) in combination
with the set-valued model conﬁdence map as uncertainty measure for planning
in conﬁdent subsets of the state and input space, the proposed approach can
directly make use of diﬀerent classes of probabilistic prediction models as
illustrated in Figure P5.2 and as explained for the special case of Bayesian
regression in Section 4.1 in more detail. Furthermore, the close relation to
standard tube-based MPC formulations oﬀers easy adaptation of the concept to diﬀerent problem settings such as trajectory tracking and economic
control [44, 39] via the choice of the stage cost, the terminal cost, and the terminal constraint. It is important to note that these compontents only require
the nominal model and the set-valued model conﬁdence set as illustrated in
Figure P5.2 and in the numerical example in Section 5.2, where economic
steady-state control is considered.
Remark 3.10. There are a number of recently proposed robust, nonlinear model
predictive control schemes [45, 46, 47] that could be adopted to support state
and input dependent uncertainty estimates robustly in probability by using the
set-valued conﬁdence set according to Deﬁnition 3.5 as well. However, since these
methods diﬀer from the standard tube-based model predictive control framework,
more eﬀort would generally be needed to adapt these schemes beyond set-point
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stabilization towards, e.g., economic steady-state or periodic operation, which
build on existing tube-based approaches [39, 48].

4 Learning-based model predictive controller synthesis
In this section, we provide principled synthesis techniques for the proposed MPC scheme through a learning-based computation of the prediction
model (P5.1), (P5.2) together with a set-valued model conﬁdence map according to Deﬁnition 3.5 for the important case of Bayesian regression in
Section 4.1. Furthermore, we derive a corresponding tube and tube controller
computation as required by Assumption 3.2 with a conﬁdence set tightening
in compliance with Deﬁnition 3.6 in Section 4.2, and outline terminal cost
and terminal set computation methods in Section 4.3.

4.1 Learning-based predictions and set-valued model conﬁdence maps using Bayesian inference
A simple, yet powerful Bayesian regression approach is based on
parametrized models of the form
f (x, u; θ) = θ> φ(x, u),

θ ∈ Rnθ ×n

(P5.16)

consisting of a nonlinear transformation into feature space via φ : Rn+m →
Rnθ , which are linearly combined via the parameters θ. Bayesian regression
oﬀers great model ﬂexibility by choosing φ for example [49, 50] to be a
collection of higher-order polynomials, spline functions, radial basis functions
centered around data points, or even feed-forward neural nets.
Due to being linear in the unknown parameters, one can eﬃciently
obtain a parameter estimate of the form (P5.2) together with a corresponding
set-valued model conﬁdence map according to Deﬁnition 3.5 based on a
Gaussian parameter prior distribution coli (θ) ∼ N(µθi , Σθi ) together with
data D (P5.3) aﬀected by Gaussian i.i.d. noise Q = N(0, In σs2 ). Speciﬁcally,
the posterior distribution Qθ|D over parameters θ conditioned on data D can
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be obtained as [36, 49]


θ|D
θ|D
P(coli (θ)|D) = N µi , Σi
θ|D

µi

θ|D

Σi

θ|D

σs−2 X > coli (Y ) + (Σθi )−1 µθi
−1
= σs−2 X > X + (Σθi )−1
= Σi



with data matrices X and Y deﬁned as rowj (X) = φ(xj , uj )> and rowj (Y ) =
x>
j+1 . Propagation of the posterior distribution Qθ|D through the model (P5.16)
then yields the posterior predictive distribution of the model f at locations
(x, u) given by [36, 49]
θ|D

θ|D

fi (x, u; θ) ∼ N(φ(x, u)> µi , φ(x, u)> Σi φ(x, u)).

(P5.17)

The corresponding nominal mean prediction model can then, e.g., be selected
θ|D
as fi (x, u; θ̄) = φ(x, u)> µi and the set-valued model conﬁdence map according to Deﬁnition 3.5, describing deviations from f (x, u; θ̄) at probability
level pS , can be deﬁned using the chi-squared distribution [51] χ2n (pS ) as
DpS (x, u) = {d ∈ Rn |d> Σ−1 (x, u)d ≤ χ2n (pS )},
θ|D

(P5.18)

with Σ(x, u) = diag([φ(x, u)> Σi φ(x, u)]i=1,..,n ). It is important to note
that in case of a normally distributed prior distribution as considered here,
selecting pS = 1 yields an unbounded set-valued model conﬁdence map,
meaning that a robust treatment is not possible for unbounded priors on θ.
Given the closed-form expressions for the mean function and set-valued
model conﬁdence map (P5.18), we turn our attention to eﬃcient ways of implementing the tightened set-valued model conﬁdence map constraint (P5.12c).
We exemplify the procedure by selecting a hyper rectangular admissible disturbance set D := co({dj ej }j=1,..,n ∪ {−dj ej }j=1,..,n ) where ej are the
basis vectors, i.e. [ej ]j = 1, [ej ]i,i6=j = 0, and dj are the corresponding
scalings. We deﬁne a corresponding tightened version as D̄ = (1 − γD )D
where γD > 0 is selected suﬃciently small according to Deﬁnition 3.6 as
described in Section 4.2. In order to implement DpS (z, v) ⊆ D̄ in the MPC
problem (P5.12), we enforce the semi-axis of DpS (z, v) to be smaller or equal
to the respective unit vector length (1 − γD )di as illustrated in Figure P5.3,
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z2
D̄
DpS (z, v)
0

D

z1

Figure P5.3: Illustration of the ellipsoidal set-valued model conﬁdence set
DpS (z, v) in blue for a system with two dimensional state space, which is
constrained inside the tightened version D̄ (dashed red) of the admissible
model error D (red), i.e. DpS (z, v) ⊆ D̄.

resulting in
θ|D

φ(zi|k , vi|k )> Σi φ(zi|k , vi|k )χ2n (pS ) ≤ ((1 − γD )dj )2 ,

j = 1, .., n,
(P5.19)

representing the resulting set-valued model conﬁdence map constraint (P5.12c).
Note that (P5.19) is convex, if [φ(., .)]i are convex, e.g. φ(x, u) = [x> , u> ]> .

Remark 4.1. While we focus on parametric models of the form (P5.1), it is
similarly possible to derive a set-valued model conﬁdence map for non-parametric
learning-based predictions. In particular, in case of Gaussian process regression [36], the corresponding set-valued conﬁdence map takes the same form
as (P5.18), where χ2 (pS ) needs to be scaled by an additional factor as described
by Srinivas et al. (2012) [37], which was as used before in the learning-based
model predictive control context [6].
Remark 4.2. While we focus on being robust against parametric uncertainties in
this paper, bounded additive disturbances of the form x(k+1) = f (x(k), u(k); θ)+
w(k) with w(k) ∈ W can additionally be considered in the set-valued model
conﬁdence map by re-deﬁning DpWS (x, u) := DpS (x, u) ⊕ W
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4.2 Tube synthesis and tightened conﬁdence sets for approximately linear systems
We exemplify a tube synthesis procedure by considering systems of the
form (P5.1), which can be approximately described by a linear system model
x(k + 1) = Ax(k) + Bu(k) + d(k)
with A :=

∂f
∂x

0

, B :=

∂f
∂u

0

(P5.20)

, and d(k) ∈ Dps (x(k), u(k)) where Dps is the

corresponding set-valued model conﬁdence map at probability level ps as
speciﬁed in Deﬁnition 3.5. Note that models of the form (P5.16) can easily
be turned into (P5.20) by deﬁning DpA,B
(z, v) := (f (z, u; θ̄) − Az − Bv) ⊕
S
DpS (z, v) as corresponding set-valued model conﬁdence map.
To enable an eﬃcient synthesis for the auxiliary controller κΩ , the RPI
set Ω, and the locally admissible model uncertainty set D, as required for
the model predictive controller (P5.12), we restrict ourselves to a linear
auxiliary tracking controller that results in the well-known standard tube∗
∗
based model predictive control input [40] u(k) = κΩ (v0|k
, x(k), z0|k
) =
m×n
∗
∗
such that all eigenvalues of A + BK
v0|k + K(x(k) − z0|k ) with K ∈ R
∗
∗
are strictly inside the unit circle and with v0|k
, z0|k
being the optimal solution
to the learning-based model predictive control problem (P5.12) at time k.
The resulting error dynamics in case of a linear nominal model (P5.20)
reads [41]
e(k + 1) = (A + BK)e(k) + d(k).

(P5.21)

Next, we exploit that constraint (P5.12c) enables us to adjust the considered
model uncertainty by planning in conﬁdent sub-sets for controller synthesis.
In particular, by extending the design procedure for robust tube MPC by
Limon et al. (2008), [52] we present one optimization problem that allows
to simultaneously synthesize the RPI set Ω, auxiliary control law K, and
locally admissible model error set D for (P5.21) using convex optimization.
Speciﬁcally, for polytopic state and input constraints X := {x ∈ Rn |Ax x ≤
bx } and U := {u ∈ Rm |Au u ≤ bu } in (P5.5), the goal is to impose a
maximum amount of constraint tightening of the form Z̄ = {X Ω} × {U
KΩ}. By parametrizing the resulting tightened state and input constraints as
X
U

Ω ⊇ {x ∈ Rn |Ax x ≤ (1 − γ̄x )bx },
m

KΩ ⊇ {u ∈ R |Au u ≤ (1 − γ̄u )bu },

(P5.22a)
(P5.22b)
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we can impose a minimum size of the tightened constraints through bounds
on γx and γu , which directly aﬀects the size of the feasible set of the model
predictive control problem (P5.12) and admissible disturbance set D. More
precisely, given the minimum size of the tightened constraint sets (P5.22),
we compute Ω and K to maximize the locally admissible model uncertainty
set D and thereby make constraint (P5.12c) as least restrictive as possible.
In order to enable scalablity to larger scale systems, we restrict Ω to an
ellipsoidal set of the form Ω := {e ∈ Rn |e> P e ≤ 1} with optimization
variable P ∈ Rn×n that must be positive deﬁnite. The form of the admissible
uncertainty set D is chosen to be a scaled polytope D = αD̃ with pre-deﬁned
nD̃
shape given by D̃ := co({dj }i=1
) and variable scaling α ≥ 0. A natural
choice for stabilization tasks is to select D̃ such that constraint (P5.12c) is at
least approximately fulﬁlled at the origin, i.e.
D̃ ⊇ Dps (0, 0),

α ≥ 1.

(P5.23)

The resulting synthesis problem is given by the following optimization problem with E = P −1 ∈ Rn and Y = KE ∈ Rm×n
max

E,Y,τ,α

(P5.24a)

α

s.t. α ≥ 1, τ ≥ 0, E  0

τE
0

0
1−τ
AE + BY
αdj

(P5.24b)
EA> + Y > B
  0,
αd>
j
E


∀j = 1, .., nD̃
(P5.24c)

γ̄x2 b2x,j
EA>
x,j
 2 2
γ̄u bu,j
Y > A>
u,j


Ax,j E
E



 0, ∀j = 1, .., nx

Au,j Y
 0, ∀j = 1, .., nu ,
E

(P5.24d)
(P5.24e)

the solution of which provides an RPI set for the error system (P5.21) given
by Ω∗ := {e|e> P ∗ e ≤ 1}, P ∗ = E ∗−1 , a state-feedback gain K ∗ = Y ∗ E ∗−1
with corresponding constraint tightening, which fulﬁlls (P5.22), as well as
a possibly large admissible disturbance set D∗ = α∗ D̃. In (P5.24), the previously introduced representations of Ω and D are used to reformulate the
robust invariance condition ∀e(k) ∈ Ω, d(k) ∈ D ⇒ e(k + 1) ∈ Ω via
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constraint (P5.24c), obtained by repeated application of the Schur complement [53] and the S-Lemma [54]. Note that constraint (P5.24c) is bilinear
only in the scalar parameter τ ≥ 0 introduced by the S-Lemma, which needs
to be contained in the interval [0, 1]. This allows for eﬃcient gridding of
τ , resulting in a convex linear matrix inequality for each grid point. The
minimum size requirement on the tightened constraints (P5.22) is represented by the convex linear matrix inequalities (P5.24d) and (P5.24e), see
e.g. Boyd (1994) [55], Section 5.2.2. While we omit a detailed proof, similar
derivations can also be found in Limon et. al. (2008). [52]
Finally, it is important to note that even if (P5.23) holds, D = α∗ D̃
with α∗ ≥ 1 does not yet guarantee a valid tightening according to Deﬁni∗
∗
tion 3.6. This is due to the fact that even for z0|k
= 0 and v0|k
= 0 we have
Dps (e, Ke) 6= Dps (0, 0) for e ∈ Ω. However, if DpS is Lipschitz continuous
under the Hausdorﬀ metric (Appendix A.1, Deﬁnition A.1) with Lipschitz
constant LDpS , a suﬃcient condition for a feasible tightened set-valued model
∗
∗
conﬁdence map constraint (P5.12c) for z0|k
= 0 and v0|k
= 0 is given by


D̄ ⊕ B LDpS diam(Ω) ⊆ α∗ D̃.

(P5.25)

Alternatively, one can verify the requirements in Deﬁnition 3.6 by solving the nonlinear program associated with Corollary 3.8 condition ii), see
Appendix A.2, (P5.33). To recap, by focussing on approximately linear
system model representations of the form (P5.20), we were able to set up
the synthesis problem (P5.24), in which the only required design parameters
are given by D̃ and the maximum constraint tightening factors γx , γu .
Suﬃcient conditions to ensure local feasibility of the model predictive
control problem Diﬀerent from the common case in robust control, where
the disturbance set W is given by the problem formulation, we were able to
scale D as large as possible through the design problem (P5.24) to increase
the chance of fulﬁlling (P5.25) and to obtain a non-empty tightened setvalued model conﬁdence map constraint according to Deﬁnition 3.6. In
the following, we show that this additional degree of freedom allows us to
pose suﬃcient conditions in terms of stabilizability and model accuracy to
ensure existence of a solution to the design problem (P5.24) in turn implying
a non-empty feasible set of the model predictive control problem (P5.12)
around the set-point. To this end, the following intermediate step establishes

4. Learning-based model predictive controller synthesis

211

a linear relation between the maximum diameter of the RPI set Ω resulting
from (P5.24) and the maximum diameter of the disturbance set D∗ .
Lemma 4.3. Consider a model
 D̃ around the origin subject
 uncertainty set
∂f
, ∂u
to (P5.23) and let (A, B) := ∂f
be stabilizable. For a given
∂x
0,0

0,0

non-negative maximum RPI set diameter ē > 0 such that diam(Ω) ≤ ē and a
state-feedback matrix K such that all eigenvalues of A + BK are strictly inside
the unit circle and that satisﬁes
B (ē) ⊆ {e ∈ Rn |Ax e ≤ γ̄x } and KB (ē) ⊆ {u ∈ Rm |Au u ≤ γ̄u },
(P5.26)
there exists a corresponding linear bound
diam(D̃) ≤ cΩ ē,

(P5.27)

on the model uncertainty set diameter with cΩ ≥ 0 that ensures feasibility of
(P5.24).
Proof. The proof can be found in Appendix A.3.
Lemma 4.3 enables us to state suﬃcient conditions in terms of the model
accuracy via the set-valued model conﬁdence map such that the design procedure (P5.24) leads to a learning-based MPC problem (P5.12) with non-empty
region of attraction (=feasible set).
Proposition
4.4.

 Consider a system model of the form (P5.20), let (A, B) :=
∂f
∂f
, ∂u
be stabilizable, and assume that X and U contain 0 in their
∂x
0,0

0,0

interior. If Dps (0, 0) is Lipschitz continuous under the Hausdorﬀ metric with
Lipschitz constant LDps > 0 and diam(D̃) ≥ diam(Dps (0, 0)) > 0 suﬃciently
small, then the MPC Problem (P5.12) with `f = 0, Xf = {0} has a non-empty
feasible set.
Proof. Since X and U contain 0 in their interior, we can conclude from
Lemma 4.3 that there exists a maximum diameter diam(Ω) > 0 and a
constant cΩ > 0 such that α∗ diam(D̃) ≤ cΩ diam(Ω), for an α∗ ≥ 1,
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which implies feasibility of the synthesis problem (P5.24). Let diam(D̃) ≤
α∗−1 cΩ diam(Ω) > 0 and note that
LDps diam(Ω) ≤ (α∗ − 1)diam(D̃)

(P5.28)

is a suﬃcient condition for (P5.25). Feasibility of the tightened set-valued
N −1
model conﬁdence map constraint (P5.12c) for {zi }N
i=0 = 0 and {vi }i=0 =
∗
0 can therefore be obtained by inserting the linear bound α diam(D̃) ≤
cΩ diam(Ω) in (P5.28) yielding LDps ≤ (1 − α∗−1 )cΩ > 0. Lastly, we have
by assumption that (0, 0) is a steady state for system (P5.20) and therefore
N −1
{zi }N
i=0 = 0 and {vi }i=0 = 0 is a feasible solution to (P5.12) with the given
terminal conﬁguration, completing the proof.
From Proposition 4.4 we can conclude that we can always ﬁnd a solution
to (P5.24) by selecting D, i.e. di according to Section 4.1, suﬃciently small.
Furthermore, it implies that a corresponding tightened conﬁdence map (Definition 3.6) exists such that feasibility of the resulting MPC problem can be
guaranteed around the origin, if the Lipschitz constant associated with the
set-valued model conﬁdence map and the predicted model error at the origin
are suﬃciently small. For practical applications, we can therefore conclude
that infeasibility of the MPC problem due to the set-valued model conﬁdence
map constraint (P5.12c) can be ﬁxed by either collecting more data around
the set point or by lowering the chance constraint satisfaction probability
pS .
Remark 4.5. While we have shown that for suﬃciently accurate model estimates
the tube design based on (P5.24) leads to a well-deﬁned MPC problem, the RPI set
Ω might be overly conservative, since it is restricted to ellipsoidal shapes. The set
can be improved by approximating the true minimal polytopic robust invariant
set, e.g., using the method described by Rakovic et. al. (2005), [56] which can
also be applied to higher dimensional systems, see [57].

4.3

Terminal ingredients for learning-based prediction
models

As presented for example in [40, Section 2.5] for setpoint stabilization control
tasks and in [58] for economic control tasks, there exist principled procedures
to compute a corresponding terminal cost `f together with a terminal set
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Xf , satisfying Assumption 3.3. To this end, any nominal model of the
form z(k + 1) = f (z(k), v(k); θ̄) can be used long as the linearization
(A, B) around a target steady-state zs , vs given by A := ∂f
∂x (zs , vs ; θ̄) and
∂f
B := ∂u
(zs , vs ; θ̄) is stabilizable and the model is suﬃciently conﬁdent
meaning that z ∈ Xf ⇒ DpS (z, κf (z)) ⊆ D̄ according to Theorem 3.7. The
latter requirement can be veriﬁed through the condition
D̄

0 = max
z,v,d

d

s.t. z ∈ Xf

(P5.29a)
(P5.29b)

v = κf (z)

(P5.29c)

d ∈ DpS (z, v).

(P5.29d)

In case (P5.29) does not hold, one can often either shrink the terminal set
iteratively until (P5.29) is fulﬁlled, with Xf = 0 reducing to the case discussed
in Proposition 4.4, or gather more data to improve the model conﬁdence.
If more data needs to be collected, note that (P5.29) provides the location
(z ∗ , v ∗ ) in state and input space where the magnitude of model uncertainty
causes problems and where data should be obtained ﬁrst. Safe collection of
additional data around the desired steady state can, e.g., be achieved using a
linear stabilizing control law together with probabilistic safety veriﬁcation
techniques [33, 34, 59]. Existing literature therefore provides principled ways
for designing terminal components `f and Xf providing recursive feasibility
and performance guarantees based on the nominal system dynamics.

5
5.1

Numerical examples
Approximately linear 10-dimensional quadrotor
system

Similar to recent work on robust model predictive techniques, [60, 47] we
consider the problem of controlling a simpliﬁed quadrotor system, which
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can be described by

 
0
x4 (t)
  0 

x5 (t)

 

  0 

x
(t)
6

 

 g tan(x7 (t))   0 

 

 g tan(x8 (t))   0 




ẋ(t) = 
 + kT u3 (t) ,
−g

 

 −d1 x7 (t) − x9 (t)   0 

 

−d1 x8 (t) + x10 (t)  0 


 
  n0 u1 (t) 

−d0 x3 (t)
n0 u2 (t)
−d0 x7 (t)


x1 :
x2 :
x3 :
x4 :
x :
with states: 5
x6 :
x7 :
x8 :
x9 :
x10 :

x rel. position
y rel. position
z rel. position
x velocity
y velocity
,
z velocity
pitch angle
roll angle
pitch rate
roll rate

u1 :
and inputs: u2 :
u3 :

pitch rate change
roll rate change ,
vertical thrust

with relative position coordinates around any target position and parameters
d0 = 10, d1 = 8, kT = 0.91, g = 9.81, and n0 = 10. The input authority
is limited by |u1 |≤ π/2, |u2 |≤ π/2 and −g/kT ≤ u3 ≤ 2g. The only
constraint on states is given by x1 ≤ 1, representing a wall and therefore
a safety-critical speciﬁcation to keep the quadrotor from crashing. The
control objective is to reach and control the steady-state xr = 0n without
crashing into the wall. The simulation is implemented using a Euler-forward
discretization scheme with sampling time h = 0.3. We generate two data
sets D40 and D200 by sampling uniformly random points (xi , ui ) around the
set-point, tainted with i.i.d. normally distributed noise with zero mean and
standard deviation given by σs = 0.001.
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We leverage an approximately linear system representation for small
angles and select |x7 |≤ 0.75 and |x8 |≤ 0.75 as additional state constraints together with a linear model of the form f (x, u) = θ> φ(x, u) with φ(x, u) =
[x> , u> ]> and θ representing the linear system dynamics with unknown
parameters d0 , d1 , g, n0 ,kT . To infer a distribution over the unknown
parameters θ from available data using Bayesian regression as described in
Section 4.1 we pick a normal prior distribution over the parameters θ with
µθi = 0 and Σθi = In .
For the computation of the tube Ω, tube auxiliary controller κΩ , and locally admissible model uncertainty set D, we apply the synthesis procedure
for approximately linear systems as presented in Section 4. We select a
maximum tightening factor γx = γu = 0.1 together with an initial shape
D̃ := co({ej , −ej }j=1,..,10 ) with ej unit vectors in j−th direction, leading to
a feasible solution with maximum admissible disturbance set D = 0.01365D̃.
While we directly use the tightened state and input constraint according to
(P5.22), we derive the tightened conﬁdence set D̄ using the Lipschitz constant
of the right hand side of (P5.19) for each state dimension. The terminal set is
selected equal to the target steady-state xs = 0n , us = [0, 0, g/kT ]> , fulﬁlling
Assumption 3.3. To demonstrate the eﬀect of the set-valued model conﬁdence map constraint presented in Figure P5.4, we compare the approximate
feasible sets of the MPC problems (P5.12) resulting from the data set D40
with the one based on D200 using a prediction horizon of N = 13 time steps.
As expected, an increased number of data points leads to an increased model
conﬁdence that, in turn, render constraint (22c) less conservative, yielding
a larger feasible set. Note that there does not exist a uniform error bound,
which prohibits application of standard tube-based MPC, see Section 3.1.
This is due to the state and input dependent uncertainty estimate that grows
unbounded with the unbounded system states as described in Section 3.2.

5.2

Economic operation of a nonlinear system

To demonstrate applicability of the proposed method to a nonlinear system
and the extension to economic control tasks, we consider the following
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Figure P5.4: Approximate feasible sets of the model predictive control
problems projected on the x − z plane based on 20 (red) and 200 (blue) data
points.

numerical example [61, 39] with bilinear system dynamics given as






0.55 0.12
−0.6
1
0.01
x(k + 1) =
x(k) +
x(k) +
u(k).
0
0.67
1
−0.8
0.15
(P5.30)
The system is subject to state and input constraints X = {x ∈ R2 : kxk∞ ≤
1} and U = {u ∈ R : |u|≤ 0.15}. The objective is to minimize the value of
state x2 while maintaining a positive value of x1 which is given by
(
−100x31 , x1 < 0
`(x) = x2 +
(P5.31)
0, else.
The corresponding model with nonlinear features according to Section 4.1
is selected as f (x, u) = θ> φ(x, u) with φ(x, u) = [x> , u> , x1 u, x2 u]> ,
θ ∈ R2×5 with 10 unknown system parameters. For illustration, we infer
these parameters using two diﬀerent data sets D30 and D60 , each tainted
with i.i.d. normally distributed noise with zero mean and standard deviation
σs = 0.1 and using a normal prior distribution over the parameters θ with
µθi = 0 and Σθi = 10I5 . For controller design we begin by deﬁning the
admissible disturbance set as D := {w ∈ R2 : kwk∞ ≤ 0.05} and follow the
corresponding tube derivation as described in Bayer et. al. (2013) [61] that
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Figure P5.5: Illustration of the set-valued model conﬁdence map resulting
from D30 and D60 . On the z-axis we display with kDpS (x1 , 0, u)k∞ the
maximum model uncertainty w.r.t. the inﬁnity norm at x1 and u for x2 = 0.

is based on incremental input-to-state stability of (P5.30). We can then select
KΩ (v, x, z) = v and verify that Ω = {e ∈ R2 : kek∞ ≤ 1/3} is an RPI
set according to Deﬁnition 3.1 for both nominal models, i.e. for expected
parameters E [θ] infered from both data sets D30 and D60 . In Figure P5.5
we illustrate a simpliﬁcation of the resulting set-valued model conﬁdence
map constraint (P5.12c) for pS = 0.9 by displaying the maximum model
uncertainty w.r.t. the inﬁnity norm for diﬀerent states and inputs. We deduce D̄60 = D and D̄30 = 0.01D as tightened conﬁdence sets according to
Deﬁnition 3.6.
From Figure P5.5 we can also conclude that the speciﬁed disturbance
set D would not suﬃces to uniformly describe all possible state and input
dependent uncertainties. Following a standard tube-based MPC approach
as described in Section 3.1 would therefore require to increase the additive
disturbance set D, rendering the resulting controller overly conservative.
To demonstrate the eﬀect of the set-valued model conﬁdence map constraint on the economic performance we perform a stochastic simulation
analysis, where we randomly generate 100 diﬀerent data sets D30 , D60 and
apply the resulting learning based controller with prediction horizon N = 70
to system (P5.30) for each data set over 100 time steps starting from the
initial condition x(0) = 0. While all generated controllers remain recursively
feasible during each experiment, the average cost in case of D30 is 0.045±0.03,
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whereas we get −0.18 ± 0.11 for D60 . This result illustrates that limited
availability of data can lead to cautious behavior, and the performance can be
improved through additional data.

6

Conclusion

We presented a model predictive control approach that supports learningbased probabilistic prediction models and thereby enables eﬃcient learningbased controller design. Using a tube-based model predictive control mechanism at the core of the method in combination with the idea of planning
in conﬁdent subsets, we provide rigorous recursive feasibility and closedloop constraint satisfaction and performance. The presented formulation
provides a ﬂexible interface to diﬀerent classes of probabilistic prediction
models and allows easy adaptation to diﬀerent control problems such as
trajectory tracking and economic model predictive control. To facilitate
application of the controller, we proposed an eﬃcient design procedure for
obtaining the required tube and tube controller for linear prediction models.
Using an approximately linear 10-dimensional quadrotor system to achieve
set-point stabilization together with a nonlinear economic control task, we
demonstrated the application of the design procedure and the behavior of the
learning-based model predictive controller.

A
A.1

Appendix
Hausdorﬀ metric

Deﬁnition A.1. The Hausdorﬀ metric between two sets A and B in a metric
space (M, dM ) is deﬁned as



dH (A, B) := max sup inf dM (a, b), inf sup dM (a, b) .
a∈A b∈B

a∈A b∈B
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A.2

Model update veriﬁcation problems according to
Corollary 1

Conditions i) and ii) in Corollary 3.8 can be veriﬁed through the conditions
0 = max kDpS (z, v)kd
z,v

s.t. (z, v) ∈ Z̄
d∈

Dp+S (z, v)

(P5.32a)
(P5.32b)
(P5.32c)

and
0 = max kDkd
z,v,x

(P5.33a)

s.t. (z, v) ∈ Z̄, x ∈ z ⊕ Ω

(P5.33b)

Dp+S (z, v) ⊆ D̄
d ∈ Dp+S (x, κ(v, x, z))

(P5.33c)
(P5.33d)

using nonlinear optimization methods for, e.g., the case of Bayesian regression as described in Section 4.1, rendering (P5.33c) into a set of nonlinear
inequality constraints. If either (P5.32) or (P5.33) has an optimal value
greater than zero, then i) or ii) in Corollary 3.8 does not hold.

A.3

Proof of Lemma 1

Proof. The proof of Lemma 4.3 is structured as follows. We start by solving
the standard Lyapunov equation based on the stabilizing feedback gain K
to obtain an ellipsiodal nominal invariant set Ω (RPI set for disturbances
D̃ = {0}) and scale it such that diam(Ω) ≤ ē. Based on the set Ω we then
argue that there exists the desired linear relation of the form (P5.27) that
ensures that Ω is RPI for D̃ =
6 {0} small enough.
Since all eigenvalues of A + BK are strictly inside the unit circle, for
every symmetric positive deﬁnite matrix Q there exists a symmetric positive
deﬁnite matrix P such that the equation
>
e> (A>
c P Ac − P )e ≤ −e Qe

(P5.34)
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holds with Ac = A + BK. Using (P5.34) we deﬁne the ellipsoidal set of
the form Ω := {e|e> P e ≤ cP } and select cP := λ− (P )ē2 with λ− (P )
the smallest eigenvalue of P . The speciﬁc choice of Ω implies for e ∈ Ω
that e> P e ≥ λ− (P )e> e and e> P e ≤ cP = λ− (P )ē2 yielding the relation
maxe∈Ω kek ≤ ē ⇒ diam(Ω) ≤ ē.
Next, we derive an auxiliary result, which we will be needed later to
show robust invariance of Ω for small disturbances. Therefore we ﬁrst
need to ﬁnd a possibly large 2-norm ball contained in Ω. Note that for all
2
2
e such that e> P e = cP we have kek λ+ (P ) ≥ cP resulting in kek ≥
−
λ (P ) 2
+
λ+ (P ) ē , with λ (P ) the largest eigenvalue of P , implying that the deq −

λ (P )
sired ball is given by B
ē
⊆ Ω. The auxiliary result we want
+
λ (P )
toestablish is aqlinear bound
of the form (P5.27)
such that for all e ∈

q
λ− (P )
λ+ (P ) ē

−

λ (P )
it follows e+ ∈ B
λ+ (P ) ē . To this end we
q


λ− (P )
0.5
select for all e ∈ B max(kA
λ+ (P ) ē through the bound
c k,1)

B

0.5
max(kAc k,1)

s
e+ ≤ kAc e + dk ≤ 0.5

λ− (P )
ē + d¯
λ+ (P )
s

λ− (P )
ē, which
λ+ (P )
d¯ ≤ c1 ē such that ke+ k ≤
provides us the desired relation ofs
the form !
s
λ− (P )
λ− (P )
+
∈
B
ē
and
therefore
e
ē ⊆ Ω.
λ+ (P )
λ+ (P )
Using the previously derived auxiliary result, we will now establish the
desired bound (P5.27) such that Ω is RPI. To this end it remains to show
that
s
0.5
λ− (P )
∀e ∈ Ω such that kek ≥
ē it holds e+ ∈ Ω,
max(kAc k, 1) λ+ (P )
(P5.35)
s
0.5
λ− (P )
because for all kek ≤
ē we already know that e+ ∈
max(kAc k, 1) λ+ (P )
Ω by the auxiliary result. From (P5.35) we continue by requiring for all
the maximum disturbance diameter as d¯ ≤ (1 − 0.5)
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s
λ− (P )
0.5
>
>
e ∈ Ω with kek ≥
ē that e+ P e+ ≤ e> P e,
+
max(kAc k, 1) λ (P )
yielding a suﬃcient condition for (P5.35) equal to
>
>
e> (A>
c P Ac − P )e + 2d P Ac e + d P d ≤ 0.

(P5.36)

The left hand side of (P5.36) can be bounded from above as
>
>
e> (A>
c P Ac − P )e + 2d P Ac e + d P d

≤ − e> Qe + 2d> P Ac e + d> P d
0.25
λ− (P ) 2
ē + 2 kP Ac k ēd¯ + λ+ (P )d¯2 ,
max(kAc k, 1)2 λ+ (P )
providing us a suﬃcient choice for d¯ > 0 by solving
≤ − λ− (Q)

−λ− (Q)

0.25
λ− (P ) 2
ē + 2 kP Ac k ēd¯ + λ+ (P )d¯2 = 0.
max(kAc k, 1)2 λ+ (P )

Utilizing the quadratic formula one obtains
q
2
λ− (Q)
λ− (P ) +
λ (P )ē2
−2 kP Ac k ē + (−) 4 kP Ac k ē2 + max(kA
2
+
c k,1) λ (P )
d¯ =
2λ+ (P )
q
2
λ− (Q)λ− (P )
−2 kP Ac k + 4 kP Ac k + max(kA
2
c k,1)
=
ē.
+
2λ (P )
|
{z
}
c2 >0

Finally, deﬁne the required cΩ := min{c1 , c2 } for which the previously
constructed set Ω is RPI under condition (P5.27). The resulting solution
−1
candidate E ∗ := (P c−1
and Y ∗ := KE ∗ satisfy by assumption (P5.26)
P )
the constraints (P5.24d) and (P5.24e). Furthermore, because Ω is RPI, it
follows due to necessity of the S-Lemma [54] that there exists a τ ∗ ≥ 0 such
that (P5.24c) holds, implying together with α∗ = 1 overall feasibility of
(P5.24), which is was we wanted to show.
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P6
Performance and safety of Bayesian model
predictive control: Scalable model-based RL with
guarantees
Kim P. Wabersich and Melanie N. Zeilinger
IEEE Transactions on Automatic Constrol, under review (2020)
Abstract: Despite the success of reinforcement learning (RL) in
various research ﬁelds, relatively few algorithms have been applied
to industrial control applications. The reason for this unexplored
potential is partly related to the signiﬁcant required tuning eﬀort,
large numbers of required learning episodes, i.e. experiments, and
the limited availability of RL methods that can address high dimensional and safety-critical dynamical systems with continuous
state and input spaces. By building on model predictive control
(MPC) concepts, we propose a cautious model-based reinforcement learning algorithm to mitigate these limitations. While the
underlying policy of the approach can be eﬃciently implemented
in the form of a standard MPC controller, data-eﬃcient learning
is achieved through posterior sampling techniques. We provide a
rigorous performance analysis of the resulting ‘Bayesian MPC’
algorithm by establishing Lipschitz continuity of the corresponding future reward function and bound the expected number of
unsafe learning episodes using an exact penalty soft-constrained
MPC formulation. The eﬃciency and scalability of the method
are illustrated using numerical examples.
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Introduction

Driven by a constantly increasing research and development eﬀort in the
ﬁeld of autonomous systems, including e.g. autonomous driving, service
robotics, or various production processes in chemical or biological industry
branches, the number of challenging control problems is growing steadily.
Together with the ever increasing complexity of such systems, including
physical constraints and safety speciﬁcations, this motivates research eﬀorts
towards automated and eﬃcient synthesis procedures of high-performance
control algorithms.
While signiﬁcant progress in this context has been made with learningbased control for systems with continuous state and input spaces in the
areas of machine learning and in particular reinforcement learning (RL),
see e.g. [1], only few methods support data-eﬃcient learning of control
policies that can satisfy system constraints. In addition, when compared to
classical control strategies such as simple PID or state-feedback control [2],
the implementation eﬀort and the required expert knowledge for tuning
high performance RL algorithms based on, e.g. deep learning techniques, is
potentially limiting and can hinder wide-spread adoption in industrial control
applications.
Control design using machine learning tools has also been approached
from control theoretic perspectives, see for example [3, 4] for an overview.
Particularly in the case of general, complex, and safety-critical control problems, model predictive control (MPC) techniques [5, 6, 7] have shown
signiﬁcant impact on both, industrial and research-driven applications. Due
to its principled controller synthesis procedures and professional software
tools [8, 9, 10], MPC oﬀers an important framework for learning-based
control, see, e.g., the recent reviews [11, 12, 4].
MPC can be seen as an approximate solution to an optimal control
problem, which is intractable to solve exactly. The central mechanism is
based on solving an open-loop optimal control problem in the form of an
optimization problem, the MPC problem, at discrete time instances. More
precisely, based on the currently measured system state, the sequence of
future control inputs is optimized at every time step in real time using a
model to predict the evolution of the underlying system. To compensate for
uncertainties in the prediction model and external disturbances, only the ﬁrst
element of the computed optimal input sequence is applied to the system and
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the procedure is repeated at every time step.
By construction, this mechanism heavily relies on a suﬃciently accurate prediction and reward model of the system, which typically results in
time-consuming system modeling and identiﬁcation procedures. As a result,
research in learning-based MPC mainly focuses on automatically improving
the model quality, either by relying on available system data [4, Section 3]
or through active data collection using exploration-exploitation mechanisms
similar to RL see e.g. [11] for an overview. While passive approaches often
allow eﬃcient implementation [13, 14], they rely on suﬃciently informative
data with respect to the optimal system behavior, which is usually unknown
beforehand. Passive methods therefore run into the risk of converging to
suboptimal operation regimes.
This limitation is addressed in so-called dual MPC schemes that provide
eﬀective exploration-exploitation strategies by approximating the information
gain of future data. By relying on approximate stochastic dynamic programming [15], these MPC-based techniques are closely related to reinforcement
learning concepts, see e.g. [16, 17]. In case of episodic tasks, an alternative
strategy is to optimize model or cost function parameters of an MPC using
automatic diﬀerentiation [18], sensitivity analysis [19], or Bayesian optimization [20, 21]. While the underlying concepts are promising, their theoretical
properties still need to be investigated and the techniques often have limited
scalability.
Learning to satisfy constraints has also been investigated within RL literature where, e.g., [22] considers a feasibility (safety) learning problem for
dynamical processes with discrete state and input spaces independent of reward maximization, which is diﬀerent from our method that considers both
safety and performance. The case of simultaneous reward maximization and
constraint satisfaction was considered, e.g., in [23], where certain scalability
issues arise due to gridding of the state space and the fact that a Lyapunov
function for the unknown constrained system needs to be explicitly available
before learning.
In addition to related learning problems for general nonlinear systems,
there exist a variety of results for the linear quadratic regulator (LQR) case,
see [24] and references therein, i.e. for the case of unconstrained states and
inputs, linear state transitions and convex rewards. While conceptually related
to our approach, see [25, Appendix D], it should be noted that the LQR
setup signiﬁcantly simpliﬁes controller synthesis and analysis compared to
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the case considered in this paper including state and input constraints and
nonlinear mean reward and state transition functions.

1.1

Contributions

By relying on a posterior sampling framework for model-based reinforcement
learning, a Bayesian MPC scheme was proposed in [26] with the goal of enabling practical and scalable reinforcement learning for industrial applications
using concepts from model predictive control. We extend this basic idea to a
theoretical framework for a variety of learning-based MPC controllers by
analyzing the theoretical properties of Bayesian MPC and propose a modiﬁcation that introduces cautiousness with respect to the constraints leading to
the following main contributions.
Performance: In [26], a fundamental regularity assumption of the future
reward is adopted [25, Section 6.1], which is a central ingredient to transfer
well-known Thompson sampling analysis in a Bayesian optimization setting
to RL and characterizes the resulting regret bound, i.e. a bound on the
online performance measured relative to the case of perfectly known system
parameters. In Section 3.1 we show that the regularity assumption is always
satisﬁed in the important special case of linear mean transitions, concave rewards, and polytopic state and input constraints. For more general nonlinear
mean transition functions and rewards, we provide relatively weak suﬃcient
conditions in Section 3.2 that ensure the required regularity and thereby
provide an intuition for cases in which Bayesian MPC works and potentially
fails in terms of cumulative regret bounds.
Safety: The cautious Bayesian MPC formulation uses a simple state constraint tightening that allows to rigorously relate the expected number of
unsafe learning episodes to the cumulative performance regret bound in
Section 3.3.

1.2

Preliminaries

Notation: We denote the i-th element of a vector c ∈ Rn as ci . A vector with
n elements equal to 1 is denoted by 1n and if it is clear from the context we
write 1 .
C
We consider dynamical systems that can be modeled as
x(t + 1) = f (x(t), u(t); θF ) + F (t),

t∈N

(P6.1)
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with parameters θF , σF -sub-Gaussian zero mean i.i.d. noise F (t), and
random initial condition x(0). The system states x(t) are constrained to a
desired admissible state constraint set of the form X := {x ∈ Rn |gx (x) ≤ 1 }
and the inputs u(t) are limited to hard constraints, e.g. physical limitations,
of the form U := {u ∈ Rm |gu (u) ≤ 1 } where gx : Rn → Rnx and
gu : Rm → Rnu . The system is equipped with the time-varying reward signal
of the form
r(t, x(t), u(t); θR ) = `(t, x(t), u(t); θR ) + R (t)

(P6.2)

where R (t) is σR -sub-Gaussian zero mean i.i.d. noise and θR parameterizes
a mean reward function at time t ∈ N.
In case of perfectly known transition and reward parameters θF and θR ,
the goal is to ﬁnd a control policy π : N × X → U such that application of
u(t) = π(t, x(t)) maximizes the time-varying sum of reward signals starting
from a given initial condition x(0) over a ﬁnite horizon of T time steps:
max EE
π

"T −1
X

#
`(t, x(t), u(t); θR )

(P6.3)

t=0

subject to (P6.1) with E := [F (0), .., F (T −2)]. Importantly, maximization
of (P6.3) needs to be performed while taking into account state and input
constraints, i.e. x(t) ∈ X and u(t) ∈ U for all t = 0, ..., T − 1. It should
be noted that this yields a challenging control problem, even for small-scale
systems with state dimension n < 5, perfectly known parameters θF , θR ,
and noise-free rewards and transitions.

1.3 Soft-constrained model predictive control as an approximate optimal control policy
In the idealized case of perfect system parameter knowledge, an approximate policy π to maximize (P6.3) can be obtained by repeatedly solving a
simpliﬁed model predictive control (MPC) problem, initialized at the currently measured state x(t). While MPC formulations vary greatly in their
complexity, a simple formulation as originally proposed by [27] provides
suﬃcient practical properties in terms of performance and constraint satisfaction for many applications. Thereby, we optimize over an input sequence
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{uk|t } subject to the system constraints while neglecting zero mean additive
disturbances. The resulting MPC problem is given by
Jtθ (x) := max

{uk|t }

T
−1
X

`(k, xk|t , uk|t ; θR ) − I(ρk|t )

(P6.4a)

k=t

s.t. xt|t = s,

(P6.4b)

for all k = t, .., T − 2 :
xk+1|t = f (xk|t , uk|t ; θF ),

(P6.4c)

for all k = t, .., T − 1 :
xk|t ∈ X̄k−t (ρk|t ) with ρk|t ≥ 0,

(P6.4d)

uk|t ∈ U,

(P6.4e)

and can be eﬃciently solved online based on the current system state x(t)
using tailored MPC solvers [8, 9, 10]. Ideally, the prediction horizon T
equals the task length, yielding a shrinking horizon MPC. For long task
horizons T , another common approximation in MPC is to select a smaller
prediction horizon and to operate in a receding horizon fashion, see e.g. [4,
Section 2.2].
Diﬀerent from the original formulation as proposed by [27] and diﬀerent
from [26], we enforce a modiﬁed state constraint (P6.4d). First, we use a
tightened state constraint common in MPC for uncertain systems to foster
closed-loop constraint satisfaction, see e.g. [28] and [4, Section 3] for an
overview. By optimizing state trajectories subject to a tightened state constraint set, i.e. gx (x) ≤ (1 − δk−t )1 with non-decreasing 0 < δk−t ≤ 1
along prediction time steps k at time t, we gain a safety margin to compensate
for uncertain model parameters θF and unknown external disturbances F
before state constraint violation occurs at some time step t in the future,
i.e. gx (x(t))  1 . As a second modiﬁcation, we soften the tightened state
constraint in (P6.4d) and include the extra negative reward term −I(ρ) on
the constraint relaxation in (P6.4a) to ensure feasibility of problem (P6.4)
as similarly done in [29]. The penalty is selected to realize a so-called exact
penalty function as proposed by [30]. The resulting cautious soft-constraint
formulation is given as X̄k−t (ρ) = {x ∈ Rn |gx (x) ≤ (1 − δk−t )1 + ρ} with
parameters δk−t ∈ R, δk−t > 0 deﬁning the degree of cautiousness, slack
>
variable ρ ∈ Rns , ρ ≥ 0, and the exact penalty I(ρ) = c>
1 ρ + c2 ρ ρ for
suﬃciently large linear penalty weights c1 ∈ Rns , c1 > 0 [30]. Importantly,
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the tightening of the constraints using δk−t > 0 will be the main mechanism
allowing to upper bound the expected number of unsafe learning episodes in
Section 3.3.
Using an imperfect estimate θ̃ = (θ̃R , θ̃F ) of the true system parameters
θ := (θR , θF ) in the MPC problem (P6.4), we denote the expected closedloop future reward, including a weighted constraint violation penalty, at time
t and state x as


T
−1
X
θ
Vθ̃,t
(x) := EE 
r(j, x(j), u(j); θR ) − I(ρ(j)) (?)
(P6.5)
j=t

conditioned on (?) deﬁned as
x(t) = x,
u(j) = u∗ (j, x(j); θ̃),
x(j + 1) = f (x(j), u(j); θF ) + F (j),
ρ(j) = min ρ s.t. x(j) ∈ X̄0 (ρ),
ρ≥0

with E := [R (t), .., R (T − 1), F (t), .., F (T − 2)] and u∗ (j, x(j); θ̃) :=
u∗j|j (x(j); θ̃), being the ﬁrst element of the optimal input sequence of the
MPC problem (P6.4) at time step j with parameters θ̃ and ρ(j) the required
softening of state constraints.

1.4

Reinforcement learning problem

We consider the case of unknown transition and reward distributions that
are parametric according to (P6.1), (P6.2). The corresponding reinforcement learning problem is to improve the MPC policy, which is based on
solving (P6.4) at every time step, through learning episodes that lead to reward maximization in a data-eﬃcient manner. During each learning episode
e = 0, 1, .., N − 1 we therefore need to provide a control policy that tradesoﬀ information extraction and knowledge exploitation when applied to the
system (P6.1) at each time step t = 0, 1, .., T − 1 starting from x(0). We
assume access to prior information about the system parameterization, such
as production tolerances, to be given as (θF , θR ) ∼ Qθ . Collected data up to
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N episodes is denoted by
n
oN −1
T −1
DN := (t, xt,e , ut,e , xt+1,e , rt,e )t=0
.
e=0

(P6.6)

Conditioned on collected data (P6.6), the corresponding posterior distribution up to episode e is denoted by θe ∼ Qθ|De .
Based on the acquired data over N episodes, the performance of the RL
algorithm is measured in terms of the expected Bayesian cumulative regret
"N −1 #
X
CR(N ) := Eθ,θe ,De
∆e
(P6.7)
e=0

with episodic regret deﬁned as
 θ

∆e := Ex Vθ,0
(x) − Vθθe ,0 (x) .

(P6.8)

Using the notation of the expected future reward in (P6.5), the cumulative
regret (P6.7) quantiﬁes the expected performance deviation between the
MPC-based RL algorithm using episodically updated model parameters θe
and the optimal MPC-based policy with access to the true parameters θ of
the underlying system.

2 Scalable model-based RL: The Bayesian MPC
algorithm
Following the concept introduced in [26], we propose to combine modelbased RL using posterior sampling as introduced in [31] and investigated by
[32, 33, 25] with a cautious model predictive control policy parametrization as
described in Section 1.3 to obtain a new class of model-based RL policies with
safety guarantees, called Bayesian MPC. At the beginning of each learning
episode e we sample transition and reward parameters θe according to their
posterior distribution that results from the prior distribution Qθ together
with observed data De .
The sampled parameters yield an MPC problem parametrization (P6.4)
that would correspond to a system and reward with true parameters θe .
However, since θe 6= θ, such an MPC policy might be inconsistent with the

2. Scalable model-based RL: The Bayesian MPC algorithm
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Algorithm 1 Bayesian MPC algorithm
1: Input Parametric model f , `; Prior Qθ Initialize D0 = ∅
2: for episodes e = 0, 1, .., N − 1 do
3:
sample θe ∼ Qθ|De
4:
for time steps t = 0, 1, .., T − 1 do
5:
apply u(t) = u∗ (t, x(t); θe )
6:
measure objective and state
7:
end for
8:
extend data set to obtain De+1
9: end for

underlying system to be controlled, in particular if the posterior parameter
variance is large. In this case, the sampled policy is likely to cause explorative
closed-loop behavior, producing information-rich data. Compared to using,
e.g., the current maximum a-posteriori estimate of the parameters as done in
most learning-based MPC approaches, which we refer to as nominal posterior
MPC [4], the algorithm therefore generates explorative behavior in case of
large posterior parameter uncertainties. As soon as the task-relevant parameter distributions begin to cumulate around the corresponding true process
parameters, the parameter samples will start to cumulate as well, implying
convergence of the sampled MPC performance to the MPC performance
with perfectly known parameters. We provide a rigorous analysis of this
eﬀect in Sections 3.1 and 3.2, which is one of the key ingredients to obtain a
regret bound.
In addition to performance, if the MPC policy using the true system
parameters is capable of ensuring cautious constraint satisfaction in expectation, i.e. if EE [I(ρ(t))] = 0 for δ0 > 0 under u(j) = u∗ (j, x(j), θ)
in (P6.5), then we can additionally bound the expected number of unsafe
learning episodes, i.e. the number of episodes in which the state constraints
are violated. As formalized in Section 3.3, this can be achieved through a
suﬃciently large c1 in the exact penalty I(.) in (P6.5) together with a bound
on the instant regret (P6.8).
Remark 2.1. Besides the availability of eﬃcient software tools to solve the MPC
problem (P6.4), see e.g. [8, 9, 10], large-scale MPC problems often exhibit a
distributed structure such as autonomous mobility-on-demand systems [34] or
common systems in process manufacturing [35]. The corresponding MPC problem
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can often be implemented in a distributed fashion in such cases, see e.g. [36],
and the corresponding Bayesian MPC problem is therefore scalable to arbitrary
dimensions.

3

Analysis

Since the Bayesian MPC algorithm can conceptually be used to enhance
any existing MPC application for a wide variety parametrized transition
and reward functions (P6.1) and (P6.5), we brieﬂy recap general suﬃcient
conditions from [26] in this section to obtain ﬁnite-time regret bounds that
are based on the framework proposed by [25]. The main contribution of
this paper is to establish that these conditions hold for the relevant case of
linear systems in Section 3.1 and to provide suﬃcient conditions for the more
general nonlinear case in Section 3.2. These results enable us together with
cautious soft constraints from Section 1.3 to derive a bound on the expected
number of unsafe learning episodes under application of the Bayesian MPC
algorithm in Section 3.3.
We start by reviewing the main steps of model-based RL based on posterior
sampling arguments as presented in [33, 25] to reformulate the regret in
terms of the expected learning progress of the transition and reward function.
By using a regularity assumption on the expected future reward under the
sampled MPC controllers this then allows us to bound the cumulative regret
using the so-called Eluder dimension, which expresses the learning complexity
for diﬀerent mean and reward function classes. Instead of the instant regret
θ
∆e in (P6.8), which includes the unknown optimal future reward Vθ,0
(x),
we formulate the regret in terms of the sampled MPC controller applied to
the corresponding sampled system, for which it is optimal, i.e.
˜ e ] = Eθ,x,D [Eθ [V θe (x) − V θ (x)|θ, x, De ]],
Eθ,θe ,x,De [∆
θe ,0
e
e
θe ,0
where Vθθee,0 (x) is known based on the sample θe and Vθθe ,0 (x) can be observed.
Using posterior sampling arguments we can verify that
˜ e ].
˜ e ] = 0 ⇒ Eθ,θ ,x,D [∆e ] = Eθ,θ ,x,D [∆
Eθ,θe ,x,De [∆e − ∆
e
e
e
e
The reformulated regret allows another reformulation based on the Bellman
operator as originally proposed by [33] for discrete states and inputs and
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sketched in [25, 26] for the continuous case to end up with a regret bound
of the form
TX
−1 
˜
E[∆e ] ≤
E |Vθθee,t+1 (f (x(t), u(t); θe ) + F (t))
t=0

Vθθee,t+1 (f (x(t), u(t); θ)



−
+ F (t))|
"T −1
#
X
+E
|r(t, x(t), u(t); θe ) − r(t, x(t), u(t); θ)| ,

(P6.9)

t=0

with expectation over θ, θe , x, De , and F (t). The second term in (P6.9) can
be bounded via the conditional posterior through
T
−1
X

|r(t, x(t), u(t); θe ) − r(t, x(t), u(t); θ)| | θ, x, De ]].

Eθ,x,De [Eθe [

t=0

The ﬁrst term, however, requires a regularity assumption that quantiﬁes
how errors in the expected one-step-ahead prediction f (x(t), u(t); θe ) −
f (x(t), u(t); θ) cause deviations with respect to the one-step-ahead expected
future reward Vθθee,t+1 (.) as follows.
Assumption 3.1. For all θe ∈ Rnθ and x+ , x̃+ ∈ Rn there exists a constant
LV > 0 such that
h
i
EF (t) |Vθθee,t+1 (x+ + F (t)) − Vθθee,t+1 (x̃+ + F (t))|
≤ LV x+ − x̃+

2

.

(P6.10)

Note that if the expected future reward could vary arbitrarily, even for
very similar states x+ and x̃+ , it might be impossible to provide any kind of
regret bound. While previous literature only required this assumption, we
will theoretically investigate its justiﬁcation in the case of MPC-based policies
in Section 3.1 and Section 3.2.
The relationship between the regret and the mean deviation between
the true and sampled reward and transition function as described previously
allows us to derive a Bayesian regret bound using statistical measures. The
ﬁrst bound relates to the complexity of the respective mean function also
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known as the Kolmogorov dimension dimK , see also [32]. In an online
learning setup it is additionally necessary to quantify the diﬃculty of extracting information and accurate predictions based on observed data, which
is measured in terms of the Eluder dimension dimE [32]. These measures
further require boundedness of the mean reward and transition function as
follows.
Assumption 3.2. There exist constants cR and cF such that for all admissible
x ∈ Rn , u ∈ Rm , θ ∈ Rnθ , and t = 0, 1, .., T − 1 it holds |`(t, x, u; θR )|≤ cR ,
and ||f (x, u; θF )||≤ cF .
Following [25, 26], we can combine these measures to obtain the following regret bound for the Bayesian MPC algorithm as an immediate consequence from Theorem 1 in [25] with Õ neglecting terms that are logarithmic
in N .
Theorem 3.3. If Assumptions 3.1 and 3.2 hold then it follows that

p
CR(N ) ≤ Õ σR dimK (`)dimE (`)T N

p
+ LV σF dimK (f )dimE (f )T N .

(P6.11)

Speciﬁc bounds for diﬀerent parametric function classes can be found,
e.g., in [32, 25].

3.1 Regularity of the value function for large-scale linear
transitions and concave rewards
Regularity of the future reward as required by Assumption 3.1 is a central ingredient for the performance analysis and essentially determines the
shape of the regret bound in Theorem 3.3. While explicit bounds on the
Kolmogorov- and Eluder dimensions are available for relevant parametric
function classes [32, 25], we provide a bound on LV that holds under application of the Bayesian MPC algorithm. In this section we begin by focusing
on the control relevant case of linear time-invariant transitions (P6.1) of the
form
x(t + 1) = A(θF )x(t) + B(θF )u(t) + F (t)

(P6.12)
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and reward models (P6.5) that are either aﬃne or quadratic and concave
in the states and inputs for each time step t = 0, 1, .., T − 1. Furthermore,
we restrict our attention to state and input spaces that are polytopic of the
form X := {x ∈ Rn |Ax x ≤ bx } and U := {u ∈ Rm |Au u ≤ bu }. Based
on these assumptions we establish Lipschitz continuity of the optimizer of
the MPC Problem (P6.4). Combining Lipschitz continuity of u∗t|t with
Lipschitz continuity of the mean transition and reward model allows us to
establish Assumption 3.1.
Theorem 3.4. Consider MPC problem (P6.4). If the mean transition (P6.4c)
is linear, the state (P6.4d) and input (P6.4e) constraints are polytopic, and the
mean reward function (P6.4a) is linear or quadratic and strictly concave for all
time steps, then under application of the Bayesian MPC algorithm it follows that
Assumption 3.1 holds.
The proof together with a detailed construction of LV according to
Asssumption 3.1 can be found in Appendix A.1. Combining this result
with Corrollary 3.3 and the speciﬁc bounds on the Eluder- and Kolmogorov
dimensions from [32, 25] provides the following performance bound.
Corollary 3.5. Under the same assumptions of Theorem 3.4, the cumulative
Bayesian regret of the Bayesian MPC algorithm is bounded by


p
√
CR(N ) ≤ Õ σR n` 2T N + LV σF n n(n + m)T N
with n` mean reward parameters and LV according to (P6.16) in Appendix A.1.
Proof. The statement is an immediate consequence of Theorem 3.3, Theorem 3.4, and [25, Proposition 2,3].

3.2 Extension of regularity towards nonlinear transitions
and rewards
While the linear case as considered in the previous section covers a large
portion of control applications, the increasing availability and performance
of nonlinear MPC solvers motivates the extension to nonlinear reward and
transition models. We therefore extend the analysis from Section 3.1 to
the more general case of transition and reward functions f and ` that are
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nonlinear and non-convex as well as more general state and input spaces of
the form X := {x ∈ Rn |gx (x) ≤ 1 } and U := {u ∈ Rm |gu (u) ≤ 1 }.
To this end, we use a similar line of reasoning as in the proof of Theorem 3.4 to provide suﬃcient conditions on the resulting nonlinear MPC
problem (P6.4) that ensure Assumption 3.1. In particular, we utilize results
from [37] to analyze local continuity properties of KKT-based solutions of
the MPC problem (P6.4) as follows.

Theorem 3.6. Let Assumption 3.2 hold and consider the MPC problem (P6.4)
with f, `, I, gx , and gu continuously diﬀerentiable and Lipschitz continuous.
If the linear independence (LI) and the strong second-order suﬃcient condition
(SSOSC) according to [37, 3(a) and 3(d)] hold for all admissible x ∈ Rn , θ ∈ Rnθ ,
and t = 0, 1, .., T − 1, then it follows that Assumption 3.1 holds.

The main steps of the proof can be found in Appendix A.2. The linear
independence (LI) condition refers to the linear independence of the gradients
of the active constraints at an optimum of (P6.4) with respect to the decision
variables and ensure necessity of the corresponding KKT conditions. In
addition, the strong second-order suﬃcient condition (SSOSC) guarantees
suﬃciency of the KKT conditions and uniqueness of local solutions through
a local positive deﬁniteness condition of the Hessian of the Lagrangian with
respect to the decision variables, also depending on the active constraints
at the optimum. Consequently, if these conditions do not hold, situations
where small deviations of x cause a ‘jumping behavior’ between diﬀerent
local optimal solutions of the MPC problem (P6.4) can occur and potentially
lead to a non-Lipschitz continuous future reward function.
While the imposed assumptions are diﬃcult to verify, note that the LI
condition is a common requirement for nonlinear solvers and that the SSOSC
is the weakest condition to ensure existence and uniqueness of local solutions
of the MPC problem (P6.4) for small perturbations of the initial condition
x, see [38]. Importantly, note that, e.g., a normally distributed F helps to
smooth the future reward through the expectation operator in (P6.10) and
Assumption 3.1 may still be satisﬁed.

3. Analysis

3.3
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Bounding the expected number of unsafe learning
episodes

While a tightened MPC formulation using the true parameters θ typically
provides state constraint satisfaction in expectation for many practical applications, the parameter samples θe during application of the Bayesian MPC
algorithm can vary signiﬁcantly during initial learning episodes. It can therefore happen that the constraints are violated, even in expectation. In such
learning episodes, however, the amount of constraint violation can partially
be observed through the regret due to the exact penalty in the future reward
function (P6.5). As a consequence, if the MPC using the true system parameters θ provides satisfaction of the tightened constraints in expectation, i.e.
x(t) ∈ X̄k (0), we can use regularity of the expected future reward to show
that a converging parameter estimate yields a converging future reward and
therefore converging constraint satisfaction. In other words, since the stage
cost function is bounded and the constraints are tightened, a suﬃciently large
soft constraint penalty ensures observability and a bound on state constraint
violations, which can be formalized as follows.
We ﬁrst derive an upper bound on the instant regret ∆e as deﬁned in
(P6.7) implying constraint satisfaction in Appendix A.3. By combining this
intermediate result with the regret bound from Theorem 3.3 we bound the
cumulative expected number of unsafe learning episodes in Theorem 3.7. To
streamline notation we denote the state, input, and slack variable sequence in
the expected future reward (P6.5) for a given initial state x as xθθ̃ (j), uθθ̃ (j),
and ρθθ̃ (j) for j = 0, .., T − 1 in the following.
Theorem 3.7. Let the conditions of Theorem 3.3 hold and consider a weighting factor in the exact penalty term I(.) in (P6.4a) that satisﬁes min
 θ i (c1,i
 )≥
2T cR +cδ
with
c
from
Assumption
3.2
and
some
c
>
0.
If
E
ρ
(j)
= 0,
R
δ
E,x
θ
δ0
then the total number of Nunsafe episodes, for
which
there
exists
a
j
∈
N,

0 ≤ j ≤ T − 1 such that EE,x xθθe (j) ∈
/ X is bounded in terms of the cumulative regret by Nunsafe ≤ dCR(N )c−1
δ e.
A sublinear cumulative regret bound therefore ensures a decreasing ratio
between the number of episodes with constraint violation and the total
number of learning episodes, which vanishes at the rate of c(1/N ) for N →
∞ and some positive constant c. This can be seen as a ﬁrst step towards
combined ﬁnite time safety and performance guarantees in case of model-
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based RL in continuous state and input spaces. Note that the upper bound
cδ and consequently also the lower bound on the exact penalty scaling could
potentially be improved in the corresponding proof (Appendix A.3), e.g. by
exploiting the concrete structure of I including quadratic terms.

4

Numerical examples

All examples are implemented using the Casadi framework [39] together
with the IPOPT solver [40]. The source code of the numerical examples can
be found online:
https://polybox.ethz.ch/index.php/s/42UscpbKwF7Edu0.

4.1

Large scale thermal application

We ﬁrst consider the task of eﬃciently controlling a large-scale network with
100 cooling units, e.g. a server farm or production machines in manufacturing
plants, that are arranged in a grid structure and have a strong thermal coupling
with respect to locally neighboring units, see Figure P6.2. Inputs u(t) ∈
U ⊂ R100 describe the applied cooling power to each cooling, which are
subject to physical limitations U := {u ∈ R100 |u ≤ ū}. The system state
is deﬁned by the temperatures x(t) ∈ R100 of each unit that needs to be
below a given threshold x(t) ∈ X := {x ∈ R100 |x ≤ 100} for all times.
The thermodynamics of the plant are given with linear mean dynamics such
that each unit
P i has unknown dynamics of the form xi (t + 1) = Aii x(t) +
Bi ui (t) + j∈Ns,i Aij xj (t) + Ci + F (t) with neighboring units indexed
by j, known Gaussian parameter prior distribution (A, B, C) ∼ QθF and
Gaussian process noise F (t). Note that the resulting overall dynamics can
be stated in the form (P6.12) by extending the state space.
P The goal is to minimize the overall expected energy consumption
i Li ui (t) + R by considering thermal couplings while keeping the temperature of each cooling unit below a speciﬁed maximum temperature, starting
form a temperature level below 100 degrees. The energy eﬃciency of each
unit is described through parameters L ∈ R100 that are sampled from a
known Gaussian prior distribution l ∼ QθR plus additive Gaussian measurement noise R . The overall plant consists partly of new cooling units with
known eﬃciency and older cooling units with uncertain eﬃciency factors
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Figure P6.1: Simulation results of numerical examples for 100 diﬀerent
experiments. Thin lines depict experiment samples and thick lines show the
corresponding mean with brown and blue lines indicating nominal posterior
MPC and the proposed Bayesian MPC. Top: Cumulative regret of the largescale thermal application detailed in Section 4.1. Bottom left: Maximum
value of ρ(j) as deﬁned in (P6.5) over one episode. Bottom right: Cumulative regret of exploration task as described in Section 4.2.
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Thermal
couplings
Unit 𝑖

Cooling
input 𝑢𝑖

Figure P6.2: Cooling network structure: Each unit i has a measured temperature state xi and cooling input ui and is aﬀected by the temperature states
of the top/down/left/right neighboring units arranged in a grid.
that are worse in expectation. Due to these diﬀerent eﬃciency levels that
are provided through the prior distribution, explorative behavior can be
beneﬁcial to exploit more eﬃcient units. The exact numerical values and
prior parametrisation can be found in the function server_experiment.m
in the provided source code for the example. In Figure P6.1 (Top), we
compare the proposed Bayesian MPC algorithm against commonly used
nominal posterior MPC, i.e. selecting θe := E [θ|De ] [4, Section 3], using
100 diﬀerent system realizations. While both algorithms show reasonable
learning performance and provide constraint satisfaction at all times, Bayesian
MPC is able to signiﬁcantly reduce the cumulative regret by almost 50%
compared to nominal posterior MPC.

4.2

Drone search application

In this example, we consider a generic drone search task falling into the
problem class of Section 3.2. The goal is to collect information about an apriori unknown position of interest using a quadrotor drone, see Figure P6.3.
While the prior of the 10-dimensional drone dynamics are selected according
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to [41], we additionally simulate strong winds in diﬀerent altitudes, which
adds strong nonlinear eﬀects to the dynamics. Once the target position is
reached, the drone collects information before it returns to the base station
for analysis and recharge. The overall goal therefore is to learn the drone dynamics, winds in diﬀerent altitudes and the most informative search position.
The safety-critical constraints are a maximum range of the drone together
with a minimum altitude that need to be satisﬁed under physical actuator
limitations.
The dynamics are of the form x(t+1) = Ax(t)+Bu(t)+CΦ(x(t))+F ,
where A and B matrices describe the unknown dynamics around the hovering state and and CΦ(x(t)) models strong winds in diﬀerent altitudes
as Φ(x(t)) = [k(x3 (t), W̄1 ), k(x3 (t), W̄2 ), k(x3 (t), W̄3 )]> using radial basis
functions k(., .) [42] with given hyper-parameters Wi and unknown parameters C. The system has a three dimensional input space that allows to control
the desired pitch and roll as well as vertical acceleration of the drone. The system constraints are given by physical input constraints and a box constraint on
the position states, which describes the minimal altitude and maximum range
of the drone. Furthermore, the use of a linear model is only valid around
the hovering state, yielding additional absolute pitch and roll constraints of
30 [deg] to the system. The reward signal corresponds to the information
gained at the ﬁnal position at the end of an episode and is modeled as the sum
of equally spread radial-basis-functions κ(., .) at positions pi ∈ R3 , i = 1, .., 9
P9
, i.e. r(T − 1, x(T − 1), u(T − 1)) = R + i=1 θR,i κ(1−3 (T − 1), pi ) see
Figure P6.3 (Bottom) for an example illustration. The unknown system
dynamics parameters θF := C, dynamics process noise F , reward parameters θθ := {pi }, and reward noise R are normally distributed. The exact
numerical values can be found in the function quadrotor_example.m in
the provided source code for the example.
By comparing nominal posterior MPC against Bayesian MPC over 100
diﬀerent experiments in terms of expected constraint satisfaction, we notice from Figure P6.1 (Bottom left) that Bayesian MPC causes explorative
behavior during initial episodes, which yields higher constraint violations
compared to nominal posterior MPC. However, this behavior enables safety
of future episodes and bounded cumulative regret Figure P6.1 (Bottom right)
compared to posterior nominal MPC, which has unbounded cumulative
regret.
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Conclusion

In this paper, we combined model predictive control with reinforcement
learning based on posterior sampling in an episodic setting to eﬃciently
learn an optimal MPC control policy for dynamical systems that are subject
to state and input constraints. Using arguments from multi-parametric
optimization, we were able to rigorously bound the learning performance of
the resulting Bayesian MPC algorithm in the case of linear mean transition
functions, concave mean rewards, and polytopic system constraints. For
more general systems that can be described through Lipschitz continuous
nonlinear functions, we derived suﬃcient conditions for bounded cumulative
learning regret using sensitivity analysis results, providing insights into the
general applicability of Bayesian MPC. To account for external disturbances
as well as large parametric uncertainties during initial learning episodes, we
introduced softened state constraints that are iteratively tightened along
the prediction horizon, guaranteeing a sublinear bound on the number of
expected unsafe learning episodes with state constraint violations. While
the proposed algorithm maintains the online computation load of nominal
MPC, the advantage in terms of learning performance was demonstrated in
simulation using a large-scale thermal control problem together with a highly
nonlinear drone application.

A
A.1

Appendix
Proof of Theorem 3.4

It is suﬃcient to show global Lipschitz continuity of Vθθee,t (x) since existence
of an LVt > 0 such that
h
i
EF |Vθθee,t+1 (x+ + F ) − Vθθee,t+1 (x̃+ + F )|


≤ EF LVt ||x+ + F − x̃+ − F ||
≤ LVt ||x+ − x̃+ ||
˜ x, u) := `(j, x, u; θe ) − I(ρ(x)) with
implies the desired result. Let `(j,
ρ(x) := minρ≥0 s.t. x ∈ X̄k (ρ) according to (P6.5), which is Lipschitz
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continuous in x and u since X and U are polytopic. To streamline notation
we denote the state and input sequence in the expected future reward (P6.5)
with θ̃ = θe as x(j, x, E) and u(j, x) for j = 0, .., T − 1 with x(0, x, E) = x
and E := [R (t), .., R (T − 1), F (t), .., F (T − 2)] in the following. We
have due to linearity of the expectation operator, Jensen’s inequality, the
triangle inequality, and global Lipschitz continuity of `˜ that there exists L`,j
such that the following holds:
|Vθθee,t+1 (x+ ) − Vθθee,t+1 (x̃+ )|
" T −1
X
˜ x(j, x+ , E), u(j, x(j, x+ , E)))
= EE
`(j,
j=t+1

#
˜ x(j, x̃+ , E), u(j, x(j, x̃+ , E)))
− `(j,
"
≤ EE

T
−1
X

˜ x(j, x+ , E), u(j, x(j, x+ , E)))
`(j,

j=t+1

#
˜ x(j, x̃ , E), u(j, x(j, x̃ , E)))
− `(j,
+

"
≤ EE

T
−1
X

+

L`,j k[x(j, x+ , E)> − x(j, x̃+ , E)> ,

j=t+1

u(j, x(j, x+ , E))> − u(j, x(j, x̃+ , E))> ]> k (P6.13)
It therefore remains to show that x and u are Lipschitz continuous in their
second argument. Since u(j, x) is the ﬁrst element of the optimal input
sequence according to (P6.4) and (P6.4) is guaranteed to be feasible due to
the soft-constraint reformulation, it follows from [43, Thm. 1.8] for aﬃne
`˜ and from [43, Thm. 1.12] for strictly concave quadratic `˜ for any j and
x, x̃ ∈ Rn that there exists a K̄ ∈ R+ , K̄ < ∞ such that
||u(j, x) − u(j, x̃)||≤ K̄||s − x̃||.

(P6.14)

It remains to show that there exists an Lx (j) such that
||x(j, x+ , E) − x(j, x̃+ , E)||≤ Lx (j)||x+ − x̃+ ||.

(P6.15)
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We show that
||x(j, x+ , E) − x(j, x̃+ , E) ≤ Lx (j)||x+ − x̃+ ||
⇒||x(j + 1, x+ , E) − x(j + 1, x̃+ , E)||≤ Lx (j + 1)||x+ − x̃+ ||
with Lx (j) = Lx (j − 1)(||A||+||B||K̄) and Lx (0) = 1 by induction.
Induction start j = 0:
||x(0, x+ , E) − x(0, x̃+ , E)||= ||x+ − x̃+ ||≤ L(0)||x+ − x̃+ ||
with L(0) = 1 implying
||x(1, x+ , E) − x(1, x̃+ , E)||
=||Ax+ + Bu(0, x+ ) + F (0) − Ax̃+ − Bu(0, x̃+ ) − F (0)||
≤||A(x+ − x̃+ ) + B(u(0, x+ ) − u(0, x̃+ ))||
≤ (||A||+||B||K̄)1||x+ − x̃+ ||.
{z
}
|
=Lx (1)

Induction step for any j > 0:
||x(j, x+ , E) − x(j, x̃+ , E) ≤ Lx (j)||x+ − x̃+ ||
we have
||x(j + 1, x+ , E) − x(j + 1, x̃+ , E)||
=||Ax(j, x+ , E) + Bu(j, x(j, x+ , E)) + F (j)
− Ax(j, x̃+ , E) − Bu(j, x(j, x̃+ , E)) − F (j)||
=||A(x(j, x+ , E) − x(j, x̃+ , E))
+ B(u(j, x(j, x+ , E)) − u(j, x(j, x̃+ , E)))||
≤(||A||+||B||K̄)||x(j, x+ , E) − x(j, x̃+ , E)||
≤ (||A||+||B||K̄)L(j)||x+ − x̃+ || (induction hypothesis).
{z
}
|
Lx (j+1)

Combining these results yields
LV =

T
−1
X
j=t+1

L`,j (Lx (j)(1 + K̄)) < ∞.

(P6.16)
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A.2

Proof outline of Theorem 3.6

For any initial state x0 there exists a corresponding optimal solution u∗t|t
to (P6.4) due to the soft-constraint formulation, Lipschitz continuity of the
objective, Lipschitz continuity of the constraints in (P6.4), and the compactness of the input constraints. Together with [37, Theorem 3.7] it follows
from the given assumptions that there exists a unique function y(t, x) 7→
[u∗t|t , u∗t+1|t , ..., u∗t+N −1|t ]> that is Lipschitz continuous with respect to all
initial conditions x ∈ B(x0 , r) with B(x0 , r) := {s ∈ Rn | ||x − x0 ||≤ r} and
x0 fulﬁlling the KKT conditions corresponding to (P6.4). Due to the SSOSC,
the KKT conditions imply optimality of y(t, x) and we conclude existence of
a local Lipschitz constant Lu (t, x0 ) > 0 such that for all x, x̃ ∈ B(r, x0 ) it
holds ||u(t, x) − u(t, x̃)||= ||yt (x) − yt (x̃)||≤ Lu (t, x0 )||x − x̃||. Since the
input space is compact it also follows boundedness of
Lū =

max
x,x̃,||x−x̃||>r

||u(t, x) − u(t, x̃)||
,
||x − x̃||

(P6.17)

allowing us to select K̄ := max{Lū , Lu (t, x0 )}. From here we can proceed
analogously to the proof of Theorem 3.4 using ||x(j + 1, x+ , E) − x(j +
1, x̃+ , E)||≤ (Lf s + Lf a K̄)||x(j, x+ , E) − x(j, x̃+ , E)|| with Lf x and Lf u
being the Lipschitz constants of f with respect to the state x and input u.

A.3 Bounding the expected number of unsafe learning episodes
Lemma A.1. Let Assumption 3.2 hold. Consider the expected future reward
in (P6.5)

for a constraint tightening δk−t > δ0 > 0 and x ∈ X̄k (0). If
EE ρθθ (j) = 0 for all j = 0, .., T − 1 and the weighting factor of the exact
penalty term I(.) in (P6.4a) satisﬁes mini (c1,i ) ≥ 2T cδR0+cδ for some cδ > 0
then it holds


θ
θ
|Vθ,0
(x) − Vθ̃,0
(x)|< cδ ⇒ EE xθθ̃ (j) ∈ X
(P6.18)
for all j = 0, 1, .., T − 1.
θ
θ
Proof. For a proof by contradiction, consider the case |Vθ,0
(x)−Vθ̃,0
(x)|< cδ
h
i
h
i
θ
θ
and EE xθ̃ (j̄) ∈
/ X for some 0 ≤ j̄ ≤ T − 1. It holds maxi EE ρi,θ̃ (j̄) >

252

Paper P6: Bayesian MPC

h
i
h
i
δ0 and EE I(ρθθ̃ (j̄)) ≥ mini (c1,i ) maxi EE ρθi,θ̃ (j̄) . Next, we derive a
lower bound on the absolute expected reward diﬀerence




θ
θ
|Vθ,0
(x) − Vθ̃,0
(x)| = EE 

`θθ (j) − `θθ̃ (j) + I(ρθi,θ̃ (j))

T
−1
X
j=0

with `θθ̃ (j) := `(j, xθθ̃ (j), uθθ̃ (j); θR ) to show the contradiction. We distinguish two cases:
h
i
θ
Case EE `θθ (j) − `θθ̃ (j) ≥ 0 for all j: It follows directly that |Vθ,0
(x) −
h
i
θ
Vθ̃,0
(x)|≥ mini (c1,i ) maxi EE ρθi,θ̃ (j̄) ≥ cδ .
h
i
Case EE `θθ (j) − `θθ̃ (j) < 0 with j ∈ J for some index set J ⊆
{0, .., T − 1} yields

θ
θ
|Vθ,0
(x) − Vθ̃,0
(x)|
"

≥ EE `θθ (j̄) − `θθ̃ (j̄) + min(c1,i )δ0
i

#
X

+

`θθ (j)

−

`θθ̃ (j)

I(ρθθ̃ (j))

+

j∈{0,...,T −1}\{j̄}

"

#
X

≥ EE (T − 1)2cR + cδ +

`θθ (j)

−

`θθ̃ (j)

+

I(ρθθ̃ (j))

j∈{0,...,T −1}\{j̄}

"
≥ EE (T − 1)2cR + cδ +

X

`θθ (j) − `θθ̃ (j) + I(ρθθ̃ (j))

j∈J\{j̄}

#
+

X

`θθ (j)

−

`θθ̃ (j)

+

I(ρθθ̃ (j))

,

(P6.19)

j ∈J\{
/
j̄}

where we use linearity of the expectation operator, mini (c1,i ) ≥ 2T cδR0+cδ ,
P
and the fact that `θθ (j̄) − `θθ̃ (j̄) > −2cR . Similarly j∈J\{j̄} `θθ (j) − `θθ̃ (j) ≥
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−|J|cR ≥ −(T − 1)2cR and I(ρθθ̃ (j)) ≥ 0 yielding
θ
θ
|Vθ,0
(x) − Vθ̃,0
(x)| ≥ cδ +

X

`θθ (j) − `θθ̃ (j) + I(ρθθ̃ (j))

j ∈J\{
/
j̄}

≥ cδ .
The lower bound implies
θ
θ
cδ > |Vθ,0
(x) − Vθ̃,0
(x)| ≥ cδ

yielding the contradiction.

Proof of Theorem 3.7
h
i
θ
Let Nunsafe be the set of episode indices such that Es |Vθ,0
(x) − Vθθe ,0 (x)| >
cδ for e ∈ Nunsafe
unsafe episodes for which there exists
 , i.e. potentially

some j s.t. EE,x xθθe (j) ∈
/ X out of a total of N episodes. By summing up
potentially unsafe episodes e ∈ Nunsafe we get
h
i
X
θ
θ
Es |Vθ,0
(x) − Vθ̃,0
(x)| ≥ Nunsafe cδ
(P6.20)
e∈Nunsafe

by Lemma A.1 with Nunsafe such that |Nunsafe |= Nunsafe . By deﬁnition, the
cumulative regret provides a bound for the sum in (P6.20) and we therefore
end up with CR(N ) ≥ Nunsafe cδ , which proves the desired statement.
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Wind
Informative
position

?
Base station
Maximum range constraint

Figure P6.3: Illustration of the drone search application (Section 4.2). Top:
Conceptual drawing of the task including wind in diﬀerent altitudes, the
maximum range of the drone, and the unknown optimal position for surveillance. Bottom: Sample drone trajectory during one episode. Starting from
the base station in the middle, the drone quickly approaches the position of
maximum information gain.
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P7
A soft constrained MPC formulation enabling learning from trajectories with constraint violations
K. P. Wabersich, Raamadaas Krishnadas, and M. N. Zeilinger
IEEE Control Systems Letters (2021)

Abstract: In practical model predictive control (MPC) implementations, constraints on the states are typically softened to ensure
feasibility despite unmodeled disturbances. In this work, we propose a soft constrained MPC formulation supporting polytopic
terminal sets in half-space and vertex representation, which signiﬁcantly increases the feasible set while maintaining asymptotic
stability in case of constraint violations. The proposed formulation allows for leveraging system trajectories that violate state
constraints to iteratively improve the MPC controller’s performance. To this end, we apply convex optimization techniques
to obtain a data-driven terminal cost and set, which result in a
quadratic MPC problem.

© 2021 IEEE. Reprinted, with permission, from K. P. Wabersich, Raamadaas Krishnadas, and M. N.
Zeilinger.
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Introduction

Control problems can often be described as the minimization of a desired objective function subject to physical limitations on the control input and safety
speciﬁcations on the states. As classical control approaches, e.g. ProportionalIntegral-Derivative (PID) or Linear-Quadratic-Regulator (LQR) control,
cannot explicitly consider such speciﬁcations, model predictive control gained
popularity as a solution to constrained optimal control problems in both
research and industry. In addition, more recent advances in learning-based
MPC allow for an automated and data-driven design reﬁnement of the MPC
problem, see, e.g., [1, 2], to improve the closed-loop performance in an
automated fashion.
Despite its beneﬁt of oﬀering theoretical guarantees in terms of constraint
satisfaction and performance, an MPC controller implementation is often
challenging, as it requires the solution of an optimization problem in real-time
using incoming system measurements. While eﬃcient numerical libraries for
MPC implementation are available today, see e.g. [3], recursive feasibility
guarantees commonly rely on the correctness of the model assumptions, as
well as optimality when solving the MPC problem. Especially in the context
of modern learning-based design mechanisms, it is, however, vital to deal
with unknown disturbances in practice. As a result, system state constraints
are often implemented in a soft constrained manner [4], penalizing constraint
violations in the cost function. As soon as the softening is active, however,
stability guarantees of the closed-loop system are generally lost and alternative
formulations as presented, e.g., in [5] and [6] need to be employed. While the
speciﬁc method in [5] oﬀers desirable properties, i.e. constraint satisfaction
if possible and input-to-state stability, even in the case of predicted or actual
state constraint violations, the resulting MPC problem becomes a secondorder cone program. This is due to constraining the last predicted state in
an adaptively scaled ellipsoidal set that needs to be a subset of the softened
state constraints. Despite the convexity of the resulting MPC problem, more
advanced optimization algorithms are needed compared with more common
linear or quadratic MPC problems, which can, e.g., be additionally presolved oﬄine [7] to reduce the online computational load. Furthermore,
modern learning MPC formulations [8, 9] based on polytopic terminal set
enhancements are incompatible with these existing soft constrained MPC
formulations.

1. Introduction
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Contributions We propose an asymptotically stable soft constrained MPC
scheme for linear systems with polytopic constraints using polytopic terminal
sets in both half-space representation (H-representation) and vertex representation (V-representation). While maintaining the desirable closed-loop
properties from [5], we reduce the MPC problem in both representations
to a convex quadratic programming problem. Besides a less complex soft
constrained MPC problem, the support of polytopic terminal sets in Hrepresentation can signiﬁcantly improve the control performance for smallto mid-sized systems by allowing for the use of a maximal forward invariant
terminal set rather than an ellipsoidal inner approximation.
The support of terminal sets in V-representation facilitates rigorous softening of learning-based MPC formulations [1] to improve the performance
of an iterative task using system trajectories, even in case of state constraint
violations, by an enlargement of the terminal set and by approximating an
optimal terminal value function. This allows for initializing the learning
procedure with a poorly performing MPC, e.g., due to a short planning
horizon, or a very basic unconstrained controller. We extend a learningbased formulation [1] based on an aﬃne transformation of the system data,
which preserves convexity and maintains a quadratic programming problem
structure, thereby enabling a practical application to larger-scale systems. We
illustrate the method using a small- and a large-scale numerical example.

Related Work Related approaches include [6], which investigates recovery
from infeasible states at the level of the optimization algorithm. The results
are tailored to a limited class of algorithms, which prohibits the application
of, e.g., conventional interior-point methods [10] and software tools like [11].
Compared to the learning-based MPC scheme presented in [8], which we use
as basis for the proposed method, it should be noted that [9] provides a less
conservative approach to leverage existing data. However, in the important
special case of a quadratic stage cost function, a semi-deﬁnite programming
problem is obtained that can be diﬃcult to solve reliably in case of short
sampling times.
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Problem statement and MPC background

We consider linear discrete-time systems of the form
x(k + 1) = Ax(k) + Bu(k),

k ∈ N,

(P7.1)

with states x(k) ∈ Rn , inputs u(k) ∈ Rm , and initial condition x(0) =
xs ∈ Rn . The system (P7.1) has physical input limitations u(k) ∈ U of the
form U := {u ∈ Rm | Au u ≤ bu } with Au ∈ Rnu ×m , bu ∈ Rm , and it
should be operated within safety speciﬁcations of the form x(k) ∈ X with
X := {x ∈ Rn | Ax x ≤ bx }, where Ax ∈ Rnx ×n , bx ∈ Rnx .
P∞To approximately minimize a control objective >of the form
>
k=0 `(x(k), u(k)) with stage cost function `(x, u) := x Qx + u Ru
n×n
m×m
and Q ∈ R
and R ∈ R
positive semi-deﬁnite and positive deﬁnite,
we consider a model predictive control scheme. At every time step k, an
MPC problem is solved, which is given by
min JMPC (x, {ui }) := `f (xN ) +
ui

N
−1
X

`(xi , ui )

(P7.2a)

i=0

s.t. x0 = x,

(P7.2b)

xi+1 = Axi + Bui , ∀i = 0, .., N − 1,

(P7.2c)

Au ui ≤ bu , ∀i = 0, .., N − 1,

(P7.2d)

Ax xi ≤ bx , ∀i = 0, .., N − 1,

(P7.2e)

Āf xN ≤ b̄f ,

(P7.2f)

optimizing over an input and state sequence {ui } and {xi }, with i denoting the prediction time step, but only the ﬁrst input element is applied to the system. The resulting MPC control law is then given by
u(k) = πnom (x(k)) := u∗0 , with u∗i and x∗i being solutions to (P7.2), deﬁned
on the feasible set XNnom := {x ∈ Rn |(P7.2b) − (P7.2f)}. In (P7.2a) we use a
ﬁnite horizon sum of stage costs up to a planning horizon N as the objective,
with an additional terminal cost term `f . (P7.2f) imposes a terminal set
constraint of the form X̄f := {x ∈ Rn | Āf x ≤ b̄f } ⊆ X, with Āf ∈ Rn̄f ×n
and b̄f ∈ Rn̄f , satisfying the following standard assumption [12].
Assumption 2.1. Consider a terminal set X̄f ⊆ X, 0 ∈ int(X̄f ) and terminal
cost function `f : X̄f → R+ . A linear state-feedback control law u = Kx,
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K ∈ Rm×n exists, such that for all x ∈ X̄f it holds that u = Kx ∈ U,
Ax + Bu ∈ X̄f , and `f (Ax + BKx) − `f (x) ≤ −`(x, Kx).
Theorem 2.2 (See, e.g., [12]). If Assumption 2.1 holds, then the origin is an
asymptotically stable equilibrium point for the closed-loop system (P7.1) under
application of u(k) = πnom (x(k)) with a region of attraction given by XNnom .
In addition to the often approximate linear model assumption in (P7.1),
we typically encounter unmodeled external disturbances resulting, e.g., from
changing operating conditions, causing infeasibility of the MPC online problem (P7.2). In the following, we therefore provide a soft constrained reformulation of (P7.2) using polytopic terminal sets in half-space representation
(H-representation) as in (P7.2f), which is introduced in Section 3. To also
support terminal sets in vertex representation (V-representation) of the form
f
e
X̄f := co({x̄fe }N
e=0 ) with x̄0 = 0,

(P7.3)

we provide an alternative formulation in Section 4 and thereby avoid the
need for computationally expensive transformations between H- and Vrepresentations. Most importantly, the formulation in V-representation
allows us to derive a learning-based MPC in Section 5, leveraging system
trajectories even with constraint violations.

3 Soft constrained MPC with polytopic terminal
sets in H-representation
As the constraints on the inputs are typically physical limitations that cannot
be exceeded, a common approach to maintain feasibility of (P7.2) is to
soften the state constraints (P7.2e) and to enlarge the terminal set from
Assumption 2.1 beyond the state constraints. Using the basic mechanisms
presented in [5] to maintain stability, a soft constrained MPC problem with
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a polytopic terminal set reads
min JMPC (x, {ui }) + `ξ (ξN ) +

ui ,ξi ,
α

N
−1
X

`ξ (ξi + ξN )

(P7.4a)

i=0

s.t. (P7.2b) − (P7.2d), 1 ≥ α ≥ 0, ξN ≥ 0,

(P7.4b)

ξi ≥ 0, ∀i = 0, .., N − 1,

(P7.4c)

Ax xi ≤ bx + ξi + ξN , ∀i = 0, .., N − 1,

(P7.4d)

Af xN ≤ αbf ,

(P7.4e)

hf (rowj Ax , α) ≤ rowj bx + ξN , ∀j = 1, .., nx ,

(P7.4f)

with rowj Ax denoting the j-th row of Ax . In (P7.4) we carry over the
original objective (P7.2a) as well as prediction and input constraints (P7.4a)
and (P7.4b) from (P7.2) and additionally introduce so-called slack-variables
ξi and a terminal set scaling factor α with additional penalty terms in (P7.4a)
of the form `ξ (ξ) := c> ξ with c > 0 suﬃciently large to represent an
exact penalty function, see, e.g., [4]. While the slack variables ξi , i =
0, .., N − 1 allow for constraint violations along the prediction horizon if
necessary, (P7.4f) represents the required terminal slack ξN w.r.t. a scaled
terminal set αXf := {x ∈ Rn |Af x ≤ αbf }, Af ∈ Rnf ×n , bf ∈ Rnf .
Importantly, the terminal set is not required to be a subset of the state
constraints:
Assumption 3.1. The terminal set Xf satisﬁes all conditions in Assumption 2.1
except for Xf ⊆ X, i.e. neglecting state constraints.
By allowing for Xf * X we can enlarge the terminal set, i.e. X̄f ⊆ Xf ,
and can require the last predicted state to be contained in αXf through (P7.4e)
without being overly restrictive. The terminal slack ξN thereby ensures that
αXf is fully contained inside the softened state constraints, i.e. αXf ⊆ {x ∈
Rn |Ax x ≤ bx + ξN }. The latter subset condition translates into (P7.4f)
using the support function
h(rowj Ax , α) := maxn rowj Ax x s.t. Af x ≤ αbf
x∈R

(P7.5)

for each state constraint half-space j = 1, .., nx . Diﬀerently from a basic state
constraint softening, e.g. [4], we employ both the stage-wise and terminal
slacks at every prediction step in (P7.4d) and in the stage-wise penalty (P7.4a).
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As shown in [5] these components yield a strong incentive to ﬁrst obtain
terminal constraint satisfaction, which allows to establish asymptotic stability
despite constraint violations.
We denote the soft constrained MPC control law resulting from (P7.4)
by u(k) = πhrep (x(k)) := u∗0 (x(k)) with the enlarged feasible set XNhrep :=
{x ∈ R|(P7.4b) − (P7.4f)} ⊃ XNnom . Note that a direct implementation
of (P7.4) would yield a non-linear optimization problem due to (P7.4f),
for which we provide a convex reformulation after the following theorem,
showing recursive feasibility and asymptotic stability.
Theorem 3.2. If Assumption 3.1 holds, then the origin is an asymptotically
stable equilibrium point for the closed-loop system (P7.1) under application of
u(k) = πhrep (x(k)) with a region of attraction XNhrep . Furthermore, there exists
a suﬃciently large constant c ∈ R+ for the penalty `ξ (ξ) = c> ξ, such that zero
slack at some time step k, ξi∗ (k) = 0, implies zero slack for all future time steps
k̄ > k, ξi∗ (k̄) = 0.
Proof. The proof is a direct extension of [5]. For every x ∈ XNhrep , we
construct a feasible candidate solution for the next state x+ = Ax+Bπhrep (x)
+
+
+
∗
∗
∗
as u+
i = ui+1 for i = 0, .., N − 2 with uN −1 = KxN , xi = xi+1 , and ξi =
+
+
∗
∗
+
ξi+1 for i = 0, .., N − 1 with xN = (A + BK)xN and ξN = ξN , α = α
since αXf is invariant for every 0 ≤ α ≤ 1 by convexity of U, linearity
of (P7.1), and 0 ∈ Xf . Furthermore, the cost (P7.4a) serves as a Lyapunov
+
+
function and the cost diﬀerence at x+ using {ξi+ , u+
i , xi , α } compared
with the optimal cost at x can be bounded from above by −`(x, πhrep (x))
using Assumption 3.1, which implies the ﬁrst part of the Theorem. The
second part directly follows from the analysis above in combination with
exact penalty arguments, see, e.g., [4].
Remark 3.3. While we show asymptotic stability for system (P7.1) in this paper,
the results can directly be extended to prove input-to-state stability of a system of
the form x(k + 1) = Ax(k) + Bu(k) + w(k) with w(k) ∈ W by extending
the results in [5, Thm. V.2].
In the following, we introduce a convex reformulation of (P7.4), which
yields a quadratic program.
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Lemma 3.4. The constraints (P7.4f) are equivalent to
αµ∗j ≤ rowj bx + ξN , ∀j = 1, .., nx , with

(P7.6a)

αµ∗j

(P7.6b)

=

α min νj> bf
νj

s.t.

νj> Af

− rowj Ax = 0, νj ≥ 0.

Proof. The constraints (P7.6) are obtained by formulating the dual problem
of (P7.5). The Lagrangian of (P7.5) is given by L(x, ν) = −rowj Ax x +
νj> (Af x − αbf ) with dual function
(
−νj> bf α, if νj> Af − rowj Ax = 0,
g(νj ) =
−∞, otherwise.
The dual problem therefore results in (P7.6b) by noting that the optimizer νj∗
of (P7.6b) is invariant under a linear scaling with α > 0 and that the optimal
value is 0 for α = 0. Since the support function problem (P7.5) is an LP and is
always feasible, strong duality holds, i.e. αµ∗j = maxx̄ s.t. Af x̄≤αbf rowj Ax x̄
[13, Section 5.2.4], which completes the proof.
Lemma 3.4 allows us to pre-compute the support function (P7.5) up to
the scaling α through (P7.6b) for all half-spaces j = 1, .., nx , resulting in
linear inequalities given by (P7.6a), replacing (P7.4f) and therefore we obtain
a quadratic program as a soft constrained online MPC problem. Note that
in relation to the overall number of constraints in an MPC problem (P7.2),
the additional nx linear inequality constraints due to (P7.6a) in (P7.4) do
not signiﬁcantly increase the problem complexity.
Remark 3.5. Condition (P7.6a) can equivalently be derived using the vertex
representation (P7.3) by reformulating (P7.4f) as
max

ej =1,..,Ne

rowj Ax (αxfej ) ≤ rowj bx + ξN , ∀j = 1, .., nx

to obtain µ∗j = rowj Ax xfej ∗ , with optimal ej ∗ computed oﬄine.

4 Soft constrained MPC with polytopic terminal
sets in V-representation
Various learning-based procedures such as [9, 8] rely on a vertex representation
of the terminal set in particular when allowing for enlargement of the terminal
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set based on available trajectories. Since the transformation between the Hand V-representations of Xf becomes computationally prohibitive for largescale systems, we provide an alternative soft constrained MPC formulation
in this section that directly supports terminal sets in the V-representation
according to Assumption 3.1 of the form (P7.3). As a ﬁrst step, we note
that a simple integration of (P7.3) into the soft constrained MPC problem
as done in [8] would cast (P7.4e)-(P7.4f) with scaled terminal set αXf =
e
co({αxfe }N
e=0 ) into
Ne
f
e
Ax αxfe ≤ bx + ξN , λe ≥ 0, ΣN
e=0 λe = 1, xN = Σe=0 λe αxe

with multipliers λe , where xN needs to be a convex combination of the
vertices of αXf . Due to the scaling through α in the soft constrained case,
this introduces the bilinearity λe α. We present a convex reformulation based
on the following relation, which exploits that xf0 = 0 according to (P7.3):
Lemma 4.1. Consider (P7.3). For any 0 ≤ α ≤ 1 it holds that
n
o
Ne
f
α
e
αXf = ΣN
e=0 λ̄e xe |Σe=0 λ̄e = 1, λ̄0 = 1 − α := X̄f .
Using Lemma 4.1, we avoid the bilinearity by using the scaling α = 1−λ0 ,
which yields the convex MPC problem
min JMPC (x, {ui }) + `ξ (ξN ) +

N
−1
X

ui ,ξi ,
λe

`ξ (ξi + ξN )

(P7.7a)

i=0

s.t. (P7.2b) − (P7.2d), ξN ≥ 0,

(P7.7b)

ξi ≥ 0, ∀i = 0, .., N − 1,

(P7.7c)

Ax xi ≤ bx + ξi + ξN , ∀i = 0, .., N − 1,

(P7.7d)

Ax (1 −

λ0 )xfe

≤ bx + ξN , ∀e = 0, .., Ne ,

(P7.7f)

λe ≥ 0, ∀e = 0, .., Ne ,
xN =

Ne
Σe=0
λe xfe ,

and

(P7.7e)

e
ΣN
e=0 λe

= 1,

preserving the theoretical properties from Theorem 3.2.

(P7.7g)
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5 Learning-based MPC from trajectories with constraint violations
In this section, we use the soft constrained MPC approach derived in Section 4
to propose a learning-based MPC formulation for iterative tasks of horizon
N̄ , starting at initial condition xs . To this end, we provide a mechanism
based on [8] to improve the closed-loop performance using available system
trajectories by enlarging the terminal set and by improving the terminal cost
estimate. Consider Ne diﬀerent system trajectories of (P7.1) satisfying
n
o
N̄ ,e=Ne
DNe = {xk,e , uk,e , Vk,e }k=
,
(P7.8a)
k=0,e=0
xN̄ ,e = 0, x0,e = xs , uN̄ ,e = 0, ∀e = 0, .., Ne

(P7.8b)

uk,e ∈ U, ∀k = 0, .., N̄ , ∀e = 0, .., Ne ,
˜ i,e , ui,e ),
Vk,e = ΣN̄ `(x

(P7.8c)

i=k

(P7.8d)

where k denotes the time step of each state per trajectory sample e starting
from xs and reaching the origin within N̄ time steps. Importantly, note
that these trajectories can violate state constraints. This enables to learn
from experiments, where temporary constraint violation has not caused
the system to fail or where data has been gathered under more permissive
state constraints, e.g., on a wider test track in case of autonomous driving.
˜ i,e , ui,e ) := `(xi,e , ui,e ) + `ξ (max(0, Ax xi,e − bx )) as
In (P7.8d), we use `(x
the combined performance cost and constraint violation penalty.
Remark 5.1. Available trajectories that do not satisfy xN̄ ,e = 0 can often be
extended through a predicted open-loop trajectory via an MPC problem, starting
from the last state of the trajectory and resulting in the origin.
Diﬀerent from the case discussed in Section 4, we do not assume access to a
terminal set Xf and a terminal cost function `f , but construct a corresponding
estimate using available data (P7.8). Thereby, the main diﬀerence compared
with similar learning-based approaches [14, 9, 8] is the data-driven terminal
set and cost synthesis to ensure stability and constraint satisfaction if possible,
based on trajectories that potentially violate constraints. In particular, we
develop a convex mechanism to learn from cost samples Vk,e that are available
at potentially unsafe data locations xk,e , which naturally would result in a nonconvex bilinear MPC cost, similar as in [9]. In the following, we therefore
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derive a convex scalable barycentric terminal cost function from [14, 8] using
data (P7.8), which is given by
Jf∗,BC (x) := min Σk,e λk,e Vk,e
λk,e

(P7.9a)

s.t. x = Σk,e λk,e xk,e ,

(P7.9b)

Σk,e λk,e = 1,

(P7.9c)

λk,e ≥ 0, ∀k, e,

(P7.9d)

N̄ ,e=Ne
where we use ‘Σk,e ’ as shorthand for ‘Σk=
k=0,e=0 ’ with a feasible terminal
set XfBC = {x ∈ Rn |(P7.9b) − (P7.9d)}, which can be scaled linearly
e
by α through enforcing the convex constraint 1 − ΣN
e=0 λN̄ ,e = α, since
xN̄ ,e = 0 (P7.8b), see Lemma 4.1.

Lemma 5.2. Consider the barycentric function Jf∗,BC (x) deﬁned in (P7.9)
based on available system data according to (P7.8) with the feasible set XfBC . For
every x ∈ XfBC with corresponding optimal solution λ∗k,e to (P7.9), there exists
an input u ∈ U such that Ax + Bu ∈ XfBC with feasible solution λ+
k,e satisfying
∗,BC
∗,BC
Ne
Ne
+
∗
Σe=0 λN̄ ,e ≤ Σe=0 λN̄ ,e , and Jf
(Ax + Bu) − Jf
(x) ≤ −`(x, u) −
`ξ (max(0, Ax x − bx )).
N̄ ,e=Ne ∗
Proof. Select u = Σk=
k=0,e=0 λk,e uk,e with uk,e available from (P7.8) and
note that u ∈ U due to convexity of U. We have for x+ = Ax + Bu that
N̄ ,e=Ne ∗
k=N̄ ,e=Ne ∗
x+ = AΣk=
k=0,e=0 λk,e xk,e + BΣk=0,e=0 λk,e uk,e
N̄ −2,e=Ne ∗
= Σk=
λk,e xk+1,e ,
k=0,e=0
∗
since xN̄ ,e = AxN̄ ,e + BuN̄ ,e = 0 due to (P7.8b). Deﬁne λ+
k+1,e = λk,e
Ne
+
+
for all e = 0, .., Ne , k = 0, .., N̄ − 2, λ0,e = 0, and Σe=0 λN̄ ,e := 1 −
k=N̄ −1,e=Ne +
N̄ ,e=Ne +
k=N̄ ,e=Ne +
+
Σk=0,e=0
λk,e . We obtain Σk=
k=0,e=0 λk,e xk,e = x , Σk=0,e=0 λk,e =
1 and λ+
k,e ≥ 0 as required by (P7.9b), (P7.9c), and (P7.9d). Further, note
k=N̄ −1,e=Ne ∗
N̄ −2,e=Ne ∗
∗
e
that it holds ΣN
λk,e ≤ 1−Σk=
λk,e =
e=0 λN̄ ,e = 1−Σk=0,e=0
k=0,e=0
+
+
+
e
ΣN
e=0 λN̄ ,e , ensuring that λk,e is a feasible solution for (P7.9) at x with desired properties. The cost decrease condition can be veriﬁed using λ+
e,k as
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follows:
Jf∗,BC (x+ ) − Jf∗,BC (x)
k=N̄ −1,e=Ne ∗ ˜
= − Σk=0,e=0
λk,e `(xk,e , uk,e )
k=N̄ ,e=Ne ∗ ˜
= − Σk=0,e=0
λk,e `(xk,e , uk,e )

˜ k=N̄ ,e=Ne λ∗ xk,e , Σk=N̄ ,e=Ne λ∗ uk,e ),
≤ − `(Σ
k,e
k,e
k=0,e=0
k=0,e=0
˜ u),
= − `(x,
where we exploit the deﬁnition of λ+
k,e , as well as VN̄ ,e = 0, xN̄ ,e = 0,
˜
uN̄ ,e = 0, `(xN̄ ,e , uN̄ ,e ) = 0 for all e = 0, .., Ne by deﬁnition (P7.8b),
and convexity of `˜ in combination with Jensen’s inequality, completing the
proof.
Lemma 5.2 allows us to state a soft constrained MPC problem using the
data-driven terminal cost Jf∗,BC and terminal set XfBC as follows:
min

ui ,ξi ,λk,e

N̄ ,e=Ne
`ξ (ξN ) + Σk=
k=0,e=0 λk,e Vk,e +
−1
ΣN
i=0 (`(xi , ui ) + `ξ (ξi + ξN ))

s.t. (P7.2b) − (P7.2d),
ξN ≥ 0, ξi ≥ 0, ∀i = 0, .., N − 1,
Ax (1 −

e
ΣN
e=0 λN̄ ,e )xk,e

(P7.10a)
(P7.10b)

≤ bx + ξ N ,

(P7.10c)
(P7.10d)

Ax xi ≤ bx + ξi + ξN , ∀i = 0, .., N − 1,

(P7.10e)

λk,e ≥ 0, ∀k = 0, .., N̄ , e = 0, ..Ne ,

(P7.10f)

xN =

N̄ ,e=Ne
Σk=
k=0,e=0 λk,e xk,e ,

k=N̄ ,e=Ne
Σk=0,e=0
λk,e

(P7.10g)
(P7.10h)

= 1,
D

with control law πDNe (x(k)) := u∗0 , feasible set XN Ne := {x ∈ R|(P7.10b)−
∗
(P7.10h)}, and optimal cost JD
(xs ).
Ne
Corollary 5.3. If the data used to deﬁne the learning-based MPC problem (P7.10)
satisﬁes (P7.8), then the origin is an asymptotically stable equilibrium point for
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the closed-loop system (P7.1) under application of u(k) = πDNe (x(k)) with reD
gion of attraction XN Ne . Furthermore, a suﬃciently large constant c ∈ R+ exists
for the penalty `ξ (ξ) = c> ξ such that zero slack at some time step k, ξi∗ (k) = 0,
implies zero slack for all future time steps k̄ > k, ξi∗ (k̄) = 0.
Proof. The proof follows directly from the proof of Theorem 3.2 together
with Lemma 5.2.
D

Enlargement of the feasible set XN Ne through data (P7.8) comes at the
cost of additional optimization variables λk,e per trajectory e of length Ne
and per time step k, which introduces Ne variables and Ne + 1 constraints
in (P7.10). In comparison, a soft constrained MPC with a standard terminal
set within state constraints but with an enlarged horizon of N + Ne would
lead to additional mNe input variables, nu Ne input constraints and nx Ne
state constraints, see Section 6 b) for a computational comparison.
Iterative performance improvement Next, we investigate if the proposed
soft constrained MPC controller according to (P7.10) ensures iterative performance improvement despite leveraging system trajectories that potentially
violate state constraints in combination with the online scaling mechanism
of the terminal components. At every iteration, the data set DNe is extended
using one closed-loop system trajectory satisfying (P7.8) according to
DNe +1 = DNe ∪ {xk,Ne +1 , uk,Ne +1 , Vk,Ne +1 }N̄
k=0 ,

(P7.11)

with uk,Ne +1 = πDNe (xk,Ne +1 ).
Theorem 5.4. Consider a dataset (P7.11) satisfying (P7.8b)-(P7.8d). It holds
that
∗
∗
∗
V0,Ne +1 ≤ JD
(xs ) and JD
(xs ) ≤ JD
(xs )
Ne
Ne +1
Ne

(P7.12)

∗
with optimal cost JD
(xs ) according to (P7.10).
If, in addition,
Ne
`ξ (max(0, Ax xk,e − bx )) = 0 for all k ≥ 0 and e ≥ 0 it follows that

V0,Ne +1 ≤ V0,Ne .

(P7.13)

Proof. We ﬁrst consider (P7.12): Since (P7.10) using DNe +1 is feasible for
∗
∗
any solution of (P7.10) using DNe , it holds that JD
(xs ) ≤ JD
(xs ).
Ne +1
Ne
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Using the candidate sequence from the proof of Theorem 3.2 we can con∗
∗
clude that JD
(xk+1,Ne +1 ) − JD
(xk,Ne +1 ) ≤ −`(xk,Ne +1 , uk,Ne +1 ) −
Ne
Ne
`ξ (max(0, Ax xk,Ne +1 − bx ) since `ξ is aﬃne. This allows us to derive the
upper bound
−1 ∗
∗
ΣN̄
k=0 JDNe (xk+1,Ne +1 ) − JDNe (xk,Ne +1 ) ≤
−1
ΣN̄
k=0 − `(xk,Ne +1 , uk,Ne +1 ) − `ξ (max(0, Ax xk,Ne +1 − bx )
∗
∗
∗
implying JD
(xN̄ ,Ne +1 ) − JD
(xs ) = −JD
(xs ) ≤ −V0,Ne +1 by exNe
Ne
Ne
ploiting the telescoping sum and xN̄ ,Ne +1 = uN̄ ,Ne +1 = 0. To prove (P7.13),
∗
we show JD
(xs ) ≤ V0,Ne implying with (P7.12) that V0,Ne +1 ≤ V0,Ne :
Ne
N ˜
˜ k,N , uk,N ) ≥ J ∗ (xs ), since
V0,N = Σ
`(xk,N , uk,N ) + ΣN̄
`(x
e

k=0

e

e

k=N +1

e

e

DNe

`ξ (max(0, Ax xk,Ne +1 )−bx )) = 0 for all k ≥ 0 allowing to select xi = xi,Ne ,
ui = ui,Ne , ξi = 0, ξN = 0, and λN̄ ,Ne = 1, λk6=N,e = 0 for all k, e as
feasible candidate solution to (P7.10) completing the proof.
Remark 5.5. As long as we observe a performance improvement (P7.13), we
can exchange old trajectories with new trajectories, maintaining the complexity
of the MPC problem, while reﬁning the data used for design. A corresponding
practical implementation strategy would be to keep adding trajectories until
`ξ (max(0, Ax xk,Ne +1 ) − bx )) = 0 for all k ≥ 0 holds, i.e. until there are no
closed-loop constraint violations, followed by only updating old trajectories.
Remark 5.6. While establishing convergence to the global optimal solution as
shown in [8, Theorem 3] is beyond the scope of this paper, note that the analysis
of the proposed method can be reduced to the special case considered in [8] if
an iterative reﬁnment of the terminal set according to Remark 5.5 allows to
eliminate constraint violating trajectories.

6

Numerical examples

In this section we present small- and large-scale simulation examples to demonstrate the proposed method. A matlab script with further details and plots
can be found online [15].
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6a) Illustrative 2D example We consider a Euler-discretized 2D massspring-damper system with 0.05 seconds sampling time, spring constant 1,
0 ), R = 1. The position
mass 1, damping factor 0.1, and cost Q = ( 10 0.1
and velocity are constrained to the interval [−1, 1] and an external control
force, acting on the mass, to [−2, 2]. We construct a terminal set and cost
function according to Section 4 using closed-loop trajectories resulting from
a saturated LQR controller. As depicted in Figure P7.1, we initialize the
system outside the state constraints such that the corresponding scaling of
the terminal set is required to be larger than the system’s state constraints for
obtaining a feasible solution. As depicted by the shaded blue rectangles, the
state constraints need to be softened besides the required terminal slack values.
Nevertheless, the closed-loop system under the proposed soft-constrained
MPC controller asymptotically converges to the origin, and the terminal
set becomes smaller at every time step until it is fully contained in the state
constraints. In a second example, we initialize the terminal set with {0} and
perform iterative learning with initial state xs = [0.75, 0.75]> according to
Section 5, Remark 5.5. The corresponding MPC problem and closed-loop
cost values are given in Table P7.1, which conﬁrm the bounds presented
in Theorem 5.4 and converge to the global optimal solution. Finally, we
D
compare the volume of XN Ne with the feasible set of its nominal counterpart,
i.e. ξi = 0 ∀i = 1, ..N , recovering the approach in [8], and observe that the
volume of the region of attraction increases by a factor of ≈ 64.4.

6b) Large-scale thermal application Based on the model used in [16],
we apply the iterative learning-based approach to a larger-scale constrained
server-cooling example with 64 dynamically coupled states and 64 inputs.
Thereby, we initialize the terminal set with a single trajectory, where we start
from a random initial condition and simulate the system under application
of an input saturated LQR controller. We select an MPC planning horizon
N = 3 and data horizon N̄ = 50 according to Section 5, resulting in
performance improvements as given in Table P7.1. Compared to a nearly
optimal controller, represented by an MPC using an overall planning horizon
of N = 53, the learning-based formulation yields 99.995% of the closed-loop
performance after 3 learning episodes, with a ≈ 12 times faster solve time of
the MPC problem.
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e
1
2
3
4
10

V0,e ,6 a)
2885.16
8.56
7.47
7.36
7.36

∗
(xs ),6 a)
JD
e
7762.08
1287.43
9.04
7.37
7.36

V0,e ,6 b)
3144.87
2912.45
2905.22
2903.65
2902.15

∗
(xs ),6 b)
JD
e
5781.10
3083.58
2908.93
2904.90
2902.19

∗
Table P7.1: Closed-loop cost V0,e and MPC cost JD
(xs ) starting from
e
initial state xs during diﬀerent episodes e using the iterative terminal set
enlargement according to (P7.11).

7

Conclusion

In this paper, we introduced a soft constrained MPC formulation in the form
of a quadratic programming problem, supporting polytopic terminal sets
in H- and V-representation while preserving desirable asymptotic stability
guarantees. The approach allows to use a maximal terminal set and can
be combined with recent learning-based MPC techniques to improve the
performance using available system trajectories that potentially violate the
state constraints.
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