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ABSTRACT

Wearable devices have become a part of everyday life. In particular, wearable medical devices are a new paradigm of delivering
healthcare. Continuous reduction of size or addition of new functionalities results in an operation of wearables under high resource
constraints (limited memory, energy, and computing power). Especially for continuous long-term monitoring, which is commonly
used for the diagnosis of different chronic diseases, energy is the
most critical constraint.
Recent advances in energy harvesting technology make it possible for wearables to harvest energy from various sources (environmental and human body). Despite being inexhaustible, free, and
environmentally friendly, energy harvesting also poses a number
of challenges: (i) uncertainties due to the stochastic nature of energy harvesting sources, (ii) non-ideal characteristics of harvesting
circuits and energy storage, and (iii) variable energy demands
from the application. Therefore, a device for continuous long-term
monitoring can benefit from having two power sources: battery
– to ensure uninterrupted operation, and energy harvesting – to
provide a long-term solution. Due to the different nature of power,
stable and steady such as battery power or highly stochastic such
as energy harvesting, different approaches are needed to achieve
energy-efficiency.
We propose an energy-aware runtime framework for self-powered
wearable medical devices. The framework adapts the device operation during runtime such that its energy consumption fits the
available energy. In addition, we propose the energy model that
predicts the available energy from multiple harvesting sources.
The framework is evaluated using the simulation of two scenarios.
The first scenario compares the performance of the device operation with and without the framework. The energy-efficiency
achieved by our framework improves the performance of continuous long-term patient monitoring (up to 72% better performance).
It also enables a longer running time (up to 53%) and provides
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a solution for the configuration selection when multiple configurations are equally expensive in terms of energy consumption of
the device operating with specific configurations.
The second scenario compares the performance of the framework with and without the energy model, and demonstrates its
benefits. Several model implementations are evaluated and show
the tradeoff between performance and running time.
Finally, we designed a 5-EEG headset for epilepsy monitoring
to present and evaluate the framework in the real world. The
device is intended for monitoring the epilepsy patient throughout the day in a natural environment. The design provides easy
setup, personalized operation, and wireless communication with
clinicians.
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Z U S A M M E N FA S S U N G

Tragbare Geräte sind zu einem Teil des täglichen Lebens geworden.
Vor allem tragbare medizinische Geräte stellen ein neues Paradigma für die Gesundheitsversorgung dar. Die kontinuierliche
Verkleinerung der Geräte oder die Hinzufügung neuer Funktionen
führt dazu, dass Wearables unter großen Ressourcenbeschränkungen (begrenzter Speicher, Energie und Rechenleistung) betrieben
werden müssen. Insbesondere bei der kontinuierlichen Langzeitüberwachung, die häufig zur Diagnose verschiedener chronischer
Krankheiten eingesetzt wird, ist der Energiebedarf die kritischste
Einschränkung.
Jüngste Fortschritte in der Energy Harvesting-Technologie machen es möglich, dass Wearables Energie aus verschiedenen Quellen (Umwelt und menschlicher Körper) gewonned werden können.
Obwohl diese Energiegewinnung unerschöpflich, kostenlos und
umweltfreundlich ist, bringt sie auch eine Reihe von Herausforderungen mit sich: (i) Unsicherheiten wegen der stochastischen
Natur der Energiegewinnungsquellen, (ii) nicht-ideale Eigenschaften des Gewinnungsschaltkreises und der Energiespeicherung
und (iii) der variable Energiebedarf der Anwendung. Daher kann
ein Gerät für die kontinuierliche Langzeitüberwachung von zwei
verschiedenen Energiequellen profitieren: einer Batterie, um einen
unterbrechungsfreien Betrieb zu gewährleisten, und einer Energieernte, um eine langfristige Lösung zu bieten. Aufgrund der
unterschiedlichen Beschaffenheit der Energie - stabil und stetig
wie bei der Batterie oder hochgradig stochastisch wie bei Energy
Harvesting - benötigt das Gerät unterschiedliche Ansätze, um
Energieeffizienz zu erreichen.
Wir schlagen ein energiebewusstes Laufzeitsystem für selbstversorgte, tragbare medizinische Geräte vor. Das System passt den
Betrieb des Geräts während der Laufzeit so an, dass sein Energieverbrauch mit der verfügbaren Energie übereinstimmt. Darüber
hinaus schlagen wir ein Energiemodell vor, das die verfügbare
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Energie aus mehreren Energiequellen vorhersagt. Das System
wird anhand der Simulation von zwei Szenarien bewertet.
Im ersten Szenario wird die Leistung des Geräts mit und ohne
userem System verglichen. Die durch den Einsatz des Systems
erreichte Energieeffizienz verbessert die Leistung der kontinuierlichen Langzeit-Patientenüberwachung (bis zu 72% bessere
Leistung). Das Framework sorgt für eine längere Laufzeit (bis
zu 53%) und bietet eine Lösung für die Konfigurationsauswahl,
wenn mehrere Konfigurationen in Bezug auf den Energieverbrauch des Geräts, das mit bestimmten Konfigurationen betrieben
wird, gleich teuer sind.
Das zweite Szenario vergleicht die Leistung des Frameworks
mit und ohne das Energiemodell. Die Vorteile des Frameworks
werden erreicht, wenn das Energiemodell verwendet wird. Es
werden mehrere Modellimplementierungen bewertet, und bei
allen besteht ein Kompromiss zwischen Leistung und Laufzeit.
Darüber hinaus entwerfen wir ein 5-EEG-Headset für die Epilepsieüberwachung, um das Framework in der realen Welt zu
präsentieren und zu bewerten. Das Gerät ist für die Überwachung
von Epilepsiepatienten während des Tages in natürlicher Umgebung gedacht. Das Ziel des Designs war eine einfache Einrichtung,
eine personalisierte Bedienung und eine verfügbare drahtlose
Kommunikation mit Klinikern.
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The capacity to learn is a gift;
The ability to learn is a skill;
The willingness to learn is a choice.
— Brian Herbert
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INTRODUCTION

The wearable medical device market is experiencing a period of
rapid growth due to technological advancement. There are numerous advantages of wearable over traditional medical devices,
such as increased comfort for the patient, reduced cost, as well as
improved diagnosis and treatment methods. However, wearables
are constantly being pushed beyond their limits. Reduction of
size or addition of new functionalities results in an operation under high resource constraints. A tradeoff between resource usage
and achieved performance is required in multiple stages of the
device’s development, including both hardware and software.
Energy is one of the most critical constraints, especially in selfpowered wearables where the energy varies in availability and
level. Efficient use of limited energy requires a tradeoff between
energy consumption and performance. Existing energy-efficiency
solutions use different features of the system to measure the
performance. This thesis uses the diagnostic value of a patient’s
health condition that the solution aims to maximize. Continuous
long-term monitoring is often required in patient monitoring and
the use of two energy sources is recommended: (i) the battery –
to ensure the uninterrupted operation when energy harvesting is
insufficient or unavailable, and (ii) energy harvesting – to extend
the battery life as much as possible. Our solution is designed
for the energy-efficiency of the harvested energy. Our approach
aims to use the available energy completely without saving. This
approach minimizes the waste of energy that happens when the
storage is full and the energy is neither stored nor used for better
performance.
The work on this thesis came from the Body Powered SenSE
(BPS) project from Nano-Tera program funded by the Swiss National Science Foundation. The collaboration between two universities, ETH Zurich and Swiss Federal Institute of Technology
in Lausanne (EPFL), two hospitals, Lausanne university hospi-
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tal (CHUV) and Zurich University Children’s hospital (Kispi),
and several industrial partners had the common goal to improve
health care through wearable sensors powered by energy harvesting, including brain sensing, affect (emotional response) sensing,
and context sensing. We propose the design of a wearable brain
sensing device for epilepsy monitoring and use it as a real-world
example to present and evaluate our energy-efficient solution.
The random nature of epilepsy, with frequency of seizures going
from less than one per year to several per day, shows the need for
continuous long-term monitoring. Electroencephalography (EEG)
is the gold standard method for classification and localization of
epilepsy seizures. It is a method to record electrical activity of
the brain with the electrodes placed along the scalp. Therefore,
our epilepsy monitoring device has the form of an EEG headset
where two energy harvesting sources are used: ambient light and
body heat.
1.1

wearable technology

Wearables are real-time monitoring sensors used in many different fields such as fitness, healthcare, and lifestyle (entertainment,
sport, navigation). They can be incorporated into clothing or worn
on the body as implants or accessories. Those built into common
life objects, such as a watch, a belt, shoes, or jewellery, are autonomous and unobtrusive. Various wearable devices are used in
healthcare for monitoring human behaviour, specific biomarkers,
or vital signs. They have become a common clinical practice for
diagnosing and predicting relevant clinical outcomes.
1.1.1

Wearables in healthcare

Medical devices were traditionally located in healthcare centres,
such as hospitals or clinics, and only physicians could operate
them. A limited number of both the devices and medical experts
trained to use them result in long waiting times for treatment.
Furthermore, long-term hospitalization, that may last for days or
even weeks, significantly compromises the comfort of a patient

1.1 wearable technology

including time off work, being away from home and family, and
the cost of hospitalization.
Wearable medical devices are a new paradigm of delivering
healthcare. Gathering data becomes effortless and seamless, with
minimum user interaction involved. Exhausting inpatient treatments are being replaced by a treatment where patients can continue to perform their everyday activities while monitoring their
health condition. Devices are equipped with wireless communication to support a remote device configuration as well as the
transmission of results. This way, clinicians can monitor patients
and adjust the course of treatment appropriately. In addition,
the hospital environment differs greatly from daily life, so many
typical events may not occur. Not only does the monitoring in
a natural environment increase the comfort of the patient, but it
also provides a more accurate medical state. Further, there is the
possibility of identifying and preventing potential problems prior
to its occurrence [56]. Finally, the cost of technology keeps decreasing [46] making wearables not only available but also affordable
for the larger population.
1.1.2

Wearable medical device market

The continuous growth of the Global Wearable Medical Device
Market expected in the following years is due to the increase
in ageing population and the increase in prevalence of chronic
diseases (according to the World Health Organization) [97]. Apart
from giant organizations such as Fitbit, Apple, Sonova, Samsung,
and Philips healthcare, new medical technology startups are becoming competitive players on the market.
The most popular are wearable fitness trackers, electrocardiography (ECG) monitors, and blood pressure monitors. Some of the
leading companies and their products are directly mentioned here.
Fitbit monitors the physical activity of a person and according to
the statistics, 29.57 million active users have been recorded in 2019
[70]. Apple Watch and Move ECG from Withings have built-in ECG
monitors to detect atrial fibrillation, and HeartGuideTM from Omron monitors blood pressure, activity and sleep quality. A wide
range of other applications are supported by wearables. Mbody 3
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and Shimmer 3 electromyography (EMG) wearable sensors measure muscle activity in real-time; sugarBEAT is a non-invasive
continuous glucose monitor; Everion monitors physiological data
and contextual information; Ava provides personalized information about fertility, pregnancy, and general health; Quell from
NEUROMetrix is a drug free technology for chronic pain relief,
etc. The mobile EEG device Emotiv EPOC (16 electrodes) can be exclusive for personal use or for research applications, but currently
not for diagnosis or treatment. However, Emotiv EPOC+ device
(14 EEG electrodes) has been proven to be useful as a screening
tool for diagnosis of epilepsy [75].
Wearable devices for monitoring epilepsy in children were the
motivation for designing the spike density monitor (5 EEG electrodes). The main design requirements are a lightweight device,
continuous long-term operation, and wireless communication
with clinicians. The device counts epileptic spikes over time and
provides the spike density, an important biomarker in diagnosing
epilepsy. The battery life is extended by two energy harvesting
sources: ambient light and body heat.
1.2

highly constrained environment

Wearables are subject to various requirements, including user acceptance and quality of performance. Characteristics of the device
required by users are the following: an unobtrusive, lightweight,
and low-cost device that operates with minimum user interaction,
provides real-time feedback to patients and clinicians, and does
not require frequent battery charging. Small form factors of the
processing and the battery units impose constraints in terms of
energy, memory, and computing power. Besides, there is a constant demand for each new generation of wearable devices to
provide additional features that require a suitable power source.
Frequent battery maintenance, including a check for the state
of charge and the battery replacement or recharge, is therefore
inevitable. It causes inconvenience to the wearers, especially if
patients are young children, older people or chronically ill, while
the interruption in patient monitoring could result in the loss of
valuable information.

1.2 highly constrained environment

Recent advances in energy harvesting technology made it possible for wearables to harvest energy from various external sources
(environmental and human body). However, the battery is still
kept as an additional energy source to ensure the device is running when the harvested energy is limited or unavailable. Energy
that is harvested from the ambient is inexhaustible, free, and
environmentally friendly, and often multiple harvesting sources
are combined in a single device to generate as much energy as
possible. However, the process of energy harvesting also poses
a number of challenges: (i) uncertainties due to the stochastic
nature of energy harvesting sources, (ii) non-ideal characteristics
of harvesting circuits and energy storage, and (iii) variable energy demands by the application. Therefore, the wearable devices
available on the market are still mostly battery-powered [16].
Wearable devices consist of either a single sensor (node) or a
collection of sensors that measure various physiological and environmental signals. Collections of sensors are known as wireless
body area networks (WBANs) and they have gained significant
attention in recent times [33]. For the collection of sensors, there is
one coordinator, a device called personal digital assistant (PDA) or
mobile phone, that obtains all measurements collected by sensors,
processes the data directly or transmits for further processing. For
a single-node device, processing and transmission can be done by
the node itself if a PDA does not exist.
This thesis focuses on the energy-efficiency of a sensor that
consists of a single node device (Figure 1.1). Energy harvesters
transform ambient energy into electrical energy so that the battery
life can be increased. Low-power microcontroller units (MCUs)
gather data and process it directly and transmit results wirelessly.
A low-power wireless protocol, besides result transmission, is also
used for device configuration and software updates.
The energy demands due to the continuous long-term operation are increased if a high sampling rate is required. Sampling
rates for different signals monitored in clinical practice are given
in Table 1.1. The values are the minimum sampling rates recommended. For EEG data acquisition, the minimum sampling
rate recommended is 200 sps (samples per second) [53]. Heart
rate variability analysis require an ECG sampled at a rate not
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Energy

Energy

harvesters

storage

Electrodes and

Low-power

Low-power

contextual sensors

MCU

wireless

Battery

Figure 1.1: Block diagram of an energy harvesting sensor node for continuous long-term operation: the battery ensures uninterrupted
operation, while energy harvesting extends the battery life.

Signal

Sampling rate

Disorder/feature

EEG

200 sps [53]

Sleep and seizure disorders

ECG

250 sps [36]

Cardiovascular disorders

EMG

400 sps [37]

Muscle or nerve disorders

PPG

25 sps [14]

Cardiovascular disorders

Acceleration

30-100 sps [4]

Physical activity

Table 1.1: The minimum sampling frequencies of different signals monitored in clinical practice required to maintain reliability.

lower than 250 sps [36, 38]. The recommended sampling rate for
an EMG signal is 1000 sps, however, the drop in the accuracy of
pattern recognition classification becomes significant when the
sampling rate goes below 400 sps [37]. Pulse rate variability obtained through a photoplethysmography (PPG) is as reliable as
the one derived from the ECG, provided that the sampling frequency used is above 25 sps [14]. In clinical practice, the physical
activity is mostly measured between 30 and 100 sps [4].

1.3 state-of-the art in energy-efficiency

1.3

state-of-the art in energy-efficiency

The problem of energy-efficiency is considered at different stages
of the system life cycle, including both hardware and software.
Static power management consists of optimization methods that
are applied at the design time (offline) to reduce the energy consumption. Dynamic power management dynamically adapts the
energy consumption to the available energy at runtime (online).
The major assumption for the dynamic power management is that
the system supports a variable workload that can be predicted to
a certain degree.
An efficient use of harvested energy requires the prediction of
the available energy. The more accurate the prediction, the higher
the achievable efficiency. Next, we presents the state-of-the-art of
existing methods for both topics: dynamic power management
and energy prediction models.
1.3.1

Dynamic power management

Wireless communication is one of the most energy-consuming
tasks [3]. Therefore, it is important to reduce the transmission data
volume. This can be done either by the transmission of potential
features only, or by the transmission of raw data that has been
previously compressed. One of the methods for compressing the
raw data is compressed sensing, and the methods proposed in [44,
91] are particularly targeted at energy-efficient EEG sensing and
transmission. Generally, dynamic power management requires the
adaptation of the sampling or transmission rate during runtime
according to the available energy, as proposed in [19].
Dynamic adaptation of the processor’s voltage and speed is a
useful power management technique while the system is performing feature extraction algorithms. One possible implementation
is the dynamic voltage and frequency scaling (DVFS) where the
clock frequency of a processor is decreased to allow a corresponding reduction in the voltage [72]. The processor’s energy efficiency
is improved by running at lower voltages due to the quadratic
relationship between the supply voltage and energy consumption. However, a certain level of voltage is required to achieve a
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reasonable performance. The work in [41] proposes an algorithm
that schedules tasks at the lowest possible speed, unless there
is an energy overflow that can be used for better performance.
DVFS requires hardware support, so CPU throttling can be done
in software. The algorithms from [24, 78] adjust the system’s duty
cycle according to the available energy.
Context-aware algorithms are designed in a way that the device switches between different power management modes when
observing target activity, e.g., a critical event [69] or user activity
[10, 42]. Similarly, information-based algorithms schedule nodes
in accordance with available specific information, such as the
knowledge about the disease [80].
Power management techniques of WBANs consider the network as a whole. Sensor nodes generally perform different tasks
and if one runs out of power, WBANs become unreliable. The
network’s overall lifetime and quality of service in terms of delay,
throughput, and packet loss are the key focus of methods for the
energy-efficiency of WBANs. The method proposed in [26] determines the maximum number of packets to be sent and ensures
that only useful packets are being sent, while others that have lost
their validity according to the delay are discarded.
Routing protocols for WBANs are improved in accordance with
various factors such as network lifetime, battery, fault tolerance,
energy consumption and quality of service [31]. Energy-aware
routing algorithms take energy availability into consideration
when selecting nodes for routing. Cost-based routing protocols
select nodes by taking into consideration link quality, thermal
cost, or node mobility. In [28], the cost function considers two
parameters: the sensor node’s residual energy and its relative
communication distance. The cost-based routing protocol from
[66] balances between transmission power, temperature rise, and
relative node mobility. The cost value of protocol from [25] is
determined from the current traffic load and residual battery of
the node. The protocol from [20] increases the energy-efficiency
through data reduction techniques such as classification, aggregation, and coding of data into packets at the sensor node level.
The network utility maximization approach is extensively used
for resource allocation [92]. In [81], nodes are scheduled according
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to the information value they provide to the system. This is the
total utility, measured as a value collected from individual nodes
scheduled, and the approach aims to maximize it. A different
utility-based energy-efficiency method is proposed for sensing
rate allocations where each node provides utility by sensing and
reporting data to a base station [90].
1.3.2

Prediction of the available energy

For battery-powered systems, decisions being made are based
on the estimate of the remaining energy in the battery [49, 62],
or the remaining battery life [32]. Self-powered devices can be
powered purely by energy harvesting or the battery can be used
as a backup energy source. The use of a battery can avoid a
device reset when the harvested energy becomes insufficient or
unavailable. Decision-making that follows the behavior of the
energy harvesting is highly dynamic. Some approaches introduce
a penalty when the system is down [19]. The continuous longterm operation however benefits from having the battery as a
backup energy source since switching to the battery power is not
as harmful as a device reset.
For the efficient use of harvested energy, it is crucial to accurately predict the energy availability for the near future. Some
energy management solutions went into the direction of energy harvesting patterns such as the one proposed in [5]. It is intended for
self-powered wearable systems that support multiple harvesting
sources. The energy allocation is based on 24-hour energy harvesting patterns, where the 24-hour horizon is divided into equal
intervals, e.g., one-hour or one-minute epochs. However, inter-day
and inter-hour variations of the generated energy require that the
decisions are being reconsidered after every interval.
The energy prediction model proposed in [18] adapts its parameters by measurements that include the amount of harvested
energy, light intensity, temperature difference, and human motion.
The amount of harvested energy is calculated by using measured
voltage and current, thus the special device called the currentshunt-monitor is required to measure the current going to the
supercapacitor.
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1.4

contribution

This thesis proposes a solution for the energy-efficient operation
of self-powered wearable medical devices for continuous longterm monitoring. Energy-efficiency refers to the tradeoff between
performance and energy consumption when adjusting the system
operation during runtime. Our solution is called the energy-aware
runtime framework and results in an improved diagnostic value for
the patient’s health condition. The framework is intended for a
single-node device that collects health data, processes it online
and transmits results.
Since the research focuses on a single-node device, strategies
proposed for the energy-efficiency of WBANs are out of scope.
However, other strategies that adapt the system operation by adjusting energy consumption to the available energy, are useful.
Most of these strategies determine the optimal energy consumption allocated for each period. This is useful for optimizing the
system performance if the information value is directly proportional to energy consumption. However, this is not guaranteed
so we introduce a new metric called the diagnostic value that is
used together with energy consumption in decision-making. The
energy-aware framework requires the method for the prediction of
the available energy. Both decision-making and energy prediction
methods must perform at a negligible energy overhead.
A real-world device that is used to evaluate the solution proposed is the spike density monitor. It is an epilepsy monitoring
device whose design is proposed in this thesis. The device consists of 5 EEG electrodes that monitor EEG signals at different
positions of the brain. The limited memory size does not allow
data storage for later use and the high sampling rate does not
allow raw data transmission. Therefore, the data is processed with
each collected sample. Parameters that the framework uses to
adapt the device operation are the number and selection of EEG
electrodes, the sampling rate used for EEG signal, and the data
processing algorithms used for the feature extraction.
We evaluate our framework by comparing the performance of
two scenarios, one that makes decisions based on energy consumption only and the other using the framework proposed in
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the thesis. The results show that we can improve the diagnostic
value and extend battery life.
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L O W- P O W E R W E A R A B L E D E V I C E D E S I G N

Wearable devices are highly resource-constrained, and energy is
considered the most critical constraint. The low-power system
design therefore aims at reducing the overall power consumption
that results from different digital signal processing components
(CPU, peripherals, and I/O pins). The rigorous selection of hardware and software components does not relate only to low-power
system design, it also considers other aspects of the design including:
(i) whether the components used for the system are popular
on the market and are therefore widely available and easily
integrated with other components;
(ii) whether the cost of the system design fits the assigned
budget;
(iii) whether the components are easy to work with, so that the
time to market is acceptable.
Wearable devices are mostly powered by batteries [16]. Recent
advances in energy harvesting technology has made it possible
for wearables to harvest energy from the ambient environment
as well [2]. The harvested energy varies in availability and level
over time. Due to the limited and highly stochastic characteristic
of the energy harvesting process, dynamic power management
techniques are required for the efficient use of energy. Further,
the computation requirements by the methods used can generate
significant energy overhead, thus, the techniques must be simple
and effective in order not to consume more than they could save.
This chapter gives an overview of low-power technologies that
are commonly used, including wireless communication protocols, system-on-chips (SoCs), specialized hardware such are EEG
electrodes, energy harvesters, and energy storage devices. These
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topics are important for our device design and the most appropriate technologies for the spike density monitor are selected in
Chapter 3. The dynamic power management techniques that are
important for energy efficiency are analyzed afterwards.
2.1

low-power wireless technology

Wearables either stream raw data, or process it on-board and then
transmit only potential features. The wireless communication
is used not only for data transmission, but also useful for overthe-air programming including the system configuration and the
software updates. Different low-power wireless technologies exit,
and the selection of the most appropriate considers requirements
of the device such as power consumption, bandwidth, and range
of communication. However, a wide choice makes the selection
process difficult since each technology offers a tradeoff between
the parameters of importance.
Low-power wireless communication protocols are summarized
in Table 2.1. The ultra-low power consumption makes some of
them suitable for the highest energy-constrained scenarios. One
can choose from different connectivity standards where open
standards are favored over proprietary ones according to the discussion found at [54]. A wireless personal area network (WPAN)
connects devices within the range of an individual person, typically within a range of 10 meters. It is carried over low-power,
short-distance wireless network technologies such as BLE, ZigBee
or Thread. There are many factors that determine the effective
range of the communication protocol such as the output power of
the transmitter, the sensitivity of the receiver, and the quality of
antennas. Outdoors, in an open field, the effective range reaches
its maximum, while indoors there are physical obstacles in the
transmission path that reduce it.
One open standard protocol that is widely used, and that also
satisfies our needs in the design of the spike density monitor, is
Bluetooth Low Energy (BLE) [57]. According to a forecast, devices
supporting BLE will reach over 1.6 billion annual shipments by
2023, which is triple the amount of 2018 [100]. The 2.4 GHz
ISM band, reserved for industrial, scientific and medical (ISM)
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purposes, is used in Bluetooth technology in general. The only
difference between Classic Bluetooth and BLE is a different set
of channels. Although BLE is built upon Classic Bluetooth, it
should be considered a different technology [94]. While Classic
Bluetooth aims for high data rates and a connection that lasts
for hours or even days, BLE is optimized for ultra-low power
consumption. Its purpose is the short burst data transmissions
with frequency ranging from a few times per second to once
every minute, or longer. Bluetooth 5 introduces ‘long-range’ and
‘double-speed’ modes where the range extension (up to 4 times) is
achieved at the cost of a reduced data rate and increased current
consumption, and the data rate is doubled at the cost of a reduced
communication range [93].
2.2

low-power system-on-chips (socs)

The line of ARM® ’s microprocessors was the choice of Dennis Majoe who designed the hardware for our project. They range all the
way from ultra-low power processors used for sensors (Cortex-M
series) to high-performance processors used for servers (CortexA series). The M series of processors is optimized for cost and
energy-efficiency by supporting multiple power modes. Specifically, ARM Cortex-M processors support three power modes:
run, sleep, and deep sleep. During run mode, the processor is fully
powered, while sleep and deep sleep modes disable components on
the chip (such as CPU, flash, and peripherals) and offer varying
degrees of power reduction. An interesting feature of low-power
modes, called sleep-on-exit, allows the processor to wake up when
interrupted, do the work, and go back to sleep. This saves energy
by avoiding unnecessary context switching between the main application and the interrupt [95]. Sleep modes are used as much
as possible even for short idle periods [89]. This energy saving
happens without the system being aware of using the sleep mode.
The smallest processors of the M series, and at the same time one
of the lowest-power ARM processors, are Cortex-M0, which is
considered a good choice for wearable devices.
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Wireless

Power

protocol

consumption

BLE

Wi-Fi

ZigBee

Z-Wave

ANT

Thread

EnOcean

LoRaWAN

Range

Ultra-low

WPAN

10s of µW

100m

Low power

WLAN

10s of mW

250m

Ultra-low

WPAN

∼ 50µW

100m

Low power

WPAN

∼ 100µW

30m

Ultra-low

WPAN

∼ 80µW

30m

Ultra-low

WPAN

∼ 50µW

100m

Ultra-low

WPAN

µW

30m

Low power

WWAN

100s of µW

10km

Data rate

1 and 2Mbps

Standard
Bluetooth
SIG

11 – 300Mbps

IEEE
802.11

20, 40, 250kbps

IEEE
802.15.4

40kbps

Proprietary

60kbps

Proprietary

250kbps

IEEE
802.15.4

125kbps

Proprietary

0.3–50kbps

Proprietary

WPAN – wireless personal area network; WLAN – wireless local area network;
WWAN – wireless wide area network.

Table 2.1: Most common ultra-/low-power wireless communication protocols [50].

2.3 power profiling

SoC

*

Manufacturer

Flash

RAM

Current consumption
Deep sleep

RX/TX

nRF51822

Nordic
Semiconductor

128/256kB

16/32kB

2.6µA

9.7/10.5mA

PSoC 4BLE

Cypress

256kB

32kB

1.3µA

18.7/16.5mA

42kB

0.48µA

3.7/3.4mA

128kB

1.1µA

4.0/3.0mA

DA1458x

Dialog

32/128kB

ATBTLC1000

Atmel

Ext

*

DA14580 – 32kB of One-Time Programmable (OTP) memory; DA14583 – 128kB Flash memory

Table 2.2: SoCs based on Cortex-M0 that support BLE [29].

The market coverage of ARM processors is wide, which is important for the integration with other devices. The cost of the
device design is another parameter taken into a consideration including both the cost of components and the cost of development
tools. An advantage of ARM processors is the free development
toolset, Keil light edition, which is restricted to 32 kByte code size.
Additional benefits include the many compiler options for ARM
software development and that programs can be written entirely
in the high-level language (C).
ARM only designs and licenses the base intellectual property
for SoCs, while a variety of vendors make and sell finished chips
[9]. We analyse those that are based on Cortex-M0 and support
BLE due to its extensive use. A list of such SoCs is given in
Table 2.2. The product information includes the name of the
manufacturer, the size of the memory (flash and RAM), and the
current consumption in deep sleep and during data transmission.
2.3

power profiling

In order to use a low-power SoC efficiently while considering the
energy as the main factor, the system also requires the optimization of the software for energy consumption. The first step is to
identify energy-hungry sections. This is done by measuring the
current consumption, known as power profiling. In the case of
low-power devices, profiling is usually hardware-based since the
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Figure 2.1: Power measurements using the PPK board (1), the custom
board (2) and PPK software (3).

results obtained are more accurate then the results obtained by
software-based methods. Tools required for low-power profiling
must (i) be sensitive to capture low-current states, (ii) support a
wide current measurement range, from hundreds of nano-amps to
amps, and (iii) be able to capture short current pulses commonly
seen in wireless communication. Such powerful profiling usually
requires high-end equipment that can drastically increase the cost
of device implementation.
The Power Profiler Kit (PPK) from Nordic Semiconductor is a
low-cost (less than a hundred dollars) power measurement tool.
It is easy-to-use and provides highly accurate measurements. It
supports the entire range of the current that is typically seen in
low-power embedded applications (from single µA to tens of mA)
and is fast enough to capture current spikes. Figure 2.1 shows the
process of power measurement that includes the PPK board, PPK
software, and the custom board used for development.

2.4 eeg electrodes

Figure 2.2: g.SAHARA hybrid active EEG electrodes [96].

2.4

eeg electrodes

There are three types of electrodes used in EEG systems: (i) Wet
(gel) electrodes are extensively used in clinical practice. They reduce artefacts produced by cable motion, but require skin preparation, and gel can dry out with time. (ii) Dry electrodes are
intended for long-term monitoring. They come with improved
user comfort at the expense of reduced signal quality compared
to wet electrodes. (iii) Hybrid electrodes are a combination of wet
and dry electrodes; thus they can be used with and without gel.
Electrodes with co-integrated amplifiers are recommended for
low-power EEG acquisition. They are known as active electrodes
that amplify and filter the signal at the location of signal acquisition. An example of off-the-shelf hybrid active EEG electrodes is
g.SAHARA Hybrid shown in Figure 2.2.
2.5

energy harvesting in wearables

Energy harvesting (EH) is the conversion of ambient energy into
electrical energy. It is used for powering autonomous low-energy
electronic devices or circuits. Commonly used sources for harvesting energy in wearables are ambient light (both indoor and
outdoor), human body heat as a thermal energy source, human
motion as a kinetic energy source, and radio frequency (RF). The
energy-harvesting technology used in a device is selected based
on the application, which determines the position of the device
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and its energy requirements. Although only two energy harvesting sources are relevant for the spike density monitor, ambient
light and body heat, we analyze technologies that are commonly
used for energy harvesting for wearables in general.
The power densities of energy harvesters (power generated per
unit area) and the power levels that can be effectively harvested
are shown in Table 2.3. The energy harvesting source with the
highest level of power density available is outdoor solar light.
The maximum value is 1000Wm−2 (or 100mWcm−2 ) but only a
fraction of it can be effectively harvested, which depends on
the efficiency of the materials used for building the photovoltaic
panels.
Compared to outdoor illumination levels, the power density of
illumination indoors is much lower (100µWcm−2 ) [79]. The energy
harvested from indoor ambient light (10µWcm−2 ) is comparable
with the energy harvested from human motion and body heat
(4 and 30µWcm−2 , correspondingly). The energy harvested from
human body motion considers a displacement amplitude of 0.5m
at 1Hz for the piezoelectric harvesting technology or an acceleration amplitude of 1ms−2 at frequency 50Hz for the electrostatic
harvesting technology. The heat produced by the human body
can continuously provide energy up to 20mWcm−2 . The limit of
harvested energy is 30µWcm−2 at 22°C, as from this temperature
upwards, the heat flow is too large and users experience a cold
sensation on the skin causing discomfort [79]. The last but not
the least is the ambient RF energy available through the public
telecommunications services (e.g., GSM and WLAN). Although
relatively low (0.1µWcm−2 on average in urban areas [77]), the
power density of this type of energy source is of particular interest
when no other source is available, such as for implantable devices
inside the human body.
2.5.1

Ambient light energy harvesting

The light energy (also called irradiance or power density) depends
on the intensity, spectral content, and incident angle of the light
and is measured by power per unit area (Wm−2 ). As an example,
the power density of the sun’s radiation on the surface of Earth is
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source

scavenging device

power density

harvested power

Ambient light
Indoor

0.1mW/cm2

10µW/cm2

100mW/cm2

10mW/cm2

Piezoelectric

0.5m at 1Hz
1m/s2 at 50Hz

4µW/cm2

Electrostatic

Thermoelectric

20mW/cm2

Solar cell

Outdoor
Vibration/motion
Human
Thermal energy
Human

30µW/cm2

Radio Frequency
GSM 900 MHz
WiFi

Antenna

0.3µW/cm2
0.015µW/cm

0.1µW/cm2
2

0.001µW/cm2

Table 2.3: Power available from different energy harvesting sources [2]

approximately 1000Wm−2 [13]. Harvesting energy from ambient
light is a widely used method, irrespective of whether the source
is sun light or artificial light. Indoor or outdoor light differs by
2–3 orders of magnitude in energy. While the outdoor light is
uncontrollable but predictable, and heavily relies on weather and
time, the indoor light is somewhat controllable but still varies
depending on obstacles and distances.
The photovoltaic panels used to harvest the light energy are
built from one of three existing types of solar cells [30]:
1. Amorphous cells: mostly used for indoor applications due to
a low natural light sensitivity (low price range, efficiency of
only 5%);
2. Monocrystalline cells: used for indoor and outdoor applications due to a wide spectral sensitivity (high price, efficiency
of 22%);
3. Polycrystalline cells: used for outdoor applications (medium
price range, efficiency of 13–15%).
Besides the efficiency of the cell technology, the size of the panel
is another important parameter that determines the amount of the
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generated power. Table 2.4 lists several commercial panels used in
wearable applications with their sizes, including the panel used
later in our spike density monitor.
solar panel
IXYS

device

dimension (l x w x h)

Smart T-shirt [22]

6.2 × 10 × 1.75mm

Spike density monitor (Section 3.2)

42.0 × 35.0 × 2.0mm

KXOB22-12X1F
IXYS
SLMD960H12L
FlexSolarCells

Smart ring [43]

SP3-12

Fitness and health tracking bracelets [30]

Sphelar

Power aggregation system

KSPF12

for wearables [47]

12.7 × 64 × 0.2mm

24 × 9.5 × 5.1mm

Table 2.4: Solar panels used in wearables.

2.5.2

Thermo-electric energy harvesting

A human body generates roughly 100W of energy per second
while resting, and even more if a person is active. Only 20% of
this energy (called primary) is consumed, while the other 80%
disappear as waste heat [48]. A part of that heat in the form of
thermal energy can be converted into electrical energy. This is
illustrated by Figure 2.3 where the thickness of arrows refers to
the amount of energy.
A thermoelectric power generator (TEG) is used to convert a
temperature gradient directly into electrical energy. The gradient
is the temperature difference between the human skin and the
ambient. Although the average body core temperature is relatively
constant across humans with only slight variations depending
on a person’s age, gender, time of the day, recent activity, food
and liquid intake, etc. [21, 65], the temperature of the human
skin varies significantly throughout the body, and the highest
measured is on the forehead [71]. Table 2.5 shows the variation
of the human skin temperature at different points of the body,
together with varying ambient temperatures.
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Figure 2.3: Electrical energy recovered from waste heat (the figure is
adapted from [17]).

cold (15°c)

room (27°c)

hot (47°c)

Forehead (A)

31.7

35.2

37.0

Back of neck (B)

31.2

35.1

36.1

Chest (C)

30.1

34.4

35.9

Upper back (D)

30.7

34.4

36.3

Lower back (E)

29.2

33.7

36.6

Upper abdomen (F)

29.0

33.8

35.7

Lower abdomen (G)

29.2

34.8

36.2

Tricep (H)

28

33.2

36.6

Forearm (J)

26.9

34.0

37.0

Hand (L)

23.7

33.8

36.7

Hip (M)

26.5

32.2

36.8

Side thigh (N)

27.3

33.0

36.5

Front thigh (O)

29.4

33.7

36.7

Back thigh (P)

25.5

32.2

36.0

Calf (Q)

25.1

31.6

35.9

Foot (R)

23.2

30.4

36.2

skin location

Table 2.5: Human skin temperatures for different points
on the body at varying ambient temperatures
[71].

Besides the skin temperature, the amount of energy that can
be harvested depends on the thermal contact resistance between
the skin and the harvester. Higher pressure deforms the rough
morphology of the skin which enlarge the area of connection
with the harvester. Higher pressure therefore increases the power
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generation. However, the pressure range is limited to ensure the
comfort of the patient. Moreover, the size of the harvester is fixed
so that the area of connection is maximized and it does not change
with the further increase in the pressure.
Heat flux though the skin was measured in [73] for different
body locations (forehead, backhead, wrist, chest, and upper leg)
and for different environmental temperatures. The highest heat
flux was produced on the back of the head in rest, and on the
forehead when the person was active. The forehead harvester
was then used to study the thermal harvesting potential of the
human body including the heat flux through the skin, thermal skin
resistance and the produced power [74]. The study evaluated 56
participants regarding their age, gender and activity. The results
showed that heat flux and resulting power decreased significantly
with the age of the participants, while no relevant differences
between male and female subjects were observed. Moreover, the
thermal harvester used in the study was comfortable to wear for
most of the participants.
2.5.3

Kinetic energy harvesting

The human body has various sources of kinetic energy including
walking, breathing, and blood pressure. Different physical phenomena are used to obtain electrical power from motion. The
main converters that turn mechanical energy into electricity are
shown in Figure 2.4:
(a) Piezoelectric converters convert mechanical strain into an
electrical voltage;
(b) Electromagnetic converters are based on movements of an
electric conductor through a magnetic field;
(c) Electrostatic converters generate charges from relative motion between two plates.
The power produced by piezoelectric energy harvesters is orders
of magnitude lower than those of electromagnetic harvesters.
However, they are a better choice for powering health monitoring

2.6 energy storage devices

(a) Piezoelectric

(b) Electromagnetic

(c) Electrostatic

Figure 2.4: Converters used for the kinetic energy harvesting: piezoelectric, electromagnetic and electrostatic [6].

devices due to the higher sensitivity and greater user comfort
[67]. High sensitivity is required in case of harvesting the energy
from breathing, since slow shallow breathing is the most common.
Furthermore, lower stiffness and weight provide better garment
integration and increase the power output in proportion to the
increase of the area covered. Electromagnetic energy harvesters
are better for larger devices, while piezoelectric and electrostatic
harvesters are more appropriate for wearables due to the small
scale harvesting devices [6].
2.6

energy storage devices

Harvested energy can be used directly while harvesting, or it can
be stored and used afterwards. Different energy storage technologies have been analyzed to find the one most suitable for wearables. Conventional batteries exist in a small format as coin/button
cells or thin-film, and they are commonly used for powering wireless sensors, smart cards, active RFID tags, consumer electronics.
The most common is Lithium-ion due to its high energy density and declining cost [35]. The voltage of Lithium-ion batteries
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is almost double the one of the alkaline batteries. This means
that the number of batteries required for powering the device
can be halved, saving the space and reducing the weight of the
device. A commonly used battery in wearables is CR2032 [87].
It is a coin-type lithium battery, compact and lightweight, with
extremely high energy density per unit weight, and with support
for continuous and pulse (burst) discharge current.
The battery life is calculated as:
Battery life (h) =

Battery capacity (mAh)
Average current consumption (mA)

The way the battery is discharged has an impact on the actual
battery life. In other words, if the discharge current differs from
its nominal value (0.2mAh) specified in the datasheet, the battery
capacity also differs from its nominal value (225mAh). According
to the analysis in [87], the battery capacity can go significantly
below the nominal value, even below 100mAh, if the discharge
current is relatively high, up to few milliamps.
The supercapacitor is another technology for energy storage.
Rechargeable batteries degrade over time with the charge and
discharge process. Supercapacitors tolerate a larger number of
charge and discharge cycles (called the cycle life) without losing
the energy storage capability. The replacement of a supercapacitor
is therefore unlikely to be required during the device’s lifetime.
There are tradeoffs: batteries can store a larger amount of energy per unit volume, while supercapacitors can give off energy
more quickly. A supercapacitor is selected in accordance with its
physical size and weight, and its electrical properties (voltage,
capacitance and current).
Applications where a device needs to run for long periods
on a single charge require batteries, while applications that involve short bursts of power require supercapacitors. The high
self-discharge rate of supercapacitors limits their application as a
stand-alone energy storage device. Therefore devices often benefit
from a combination of battery and supercapacitor providing long
operating time and fast charge and discharge rates at the same
time.

2.6 energy storage devices

Some of components discussed above are combined into our
spike density monitor and the choice is discussed in the following
chapter.
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EPILEPSY MONITORING DEVICE

The spike density monitor has been designed within Body Powered
SenSE (BPS) project. This project was part of Nano-Tera program
funded by the Swiss National Science Foundation. The collaboration between two universities, ETH Zurich and Swiss Federal
Institute of Technology in Lausanne (EPFL), two hospitals, Lausanne university hospital (CHUV) and Zurich University Children’s hospital (Kispi), and several industrial partners had the
common goal to improve health care through wearable sensors
powered by energy harvesting, including brain sensing, affect
(emotional response) sensing, and context sensing.
Before we describe the device in detail, we first take a look at
the main features of the epilepsy disease as well as requirements
for accurate diagnosis and providing successful treatment. Afterwards, we propose the hardware and software design of the
device. And finally, we explain how the device is configured for
energy-efficient operation.
3.1

epilepsy disease and diagnosis

Epilepsy is one of the most common neurological disorders globally. It accounts for 50 million people of all ages worldwide. Although epilepsy can develop at any age, it is more common
among children, especially during the first year of their life [98].
Epilepsy is characterized by random recurrent seizures that result
from irregular electrical activity in the brain. Different types of
seizures exist. Atonic seizures are known for a loss of muscle control, which may cause the person to suddenly collapse. During
so-called absence seizures the person is unresponsive and unaware
of their surroundings. Tonic-clonic seizures, that most people refer
to as epilepsy, are the most dramatic type of epileptic seizure and
include uncontrolled muscle contractions throughout the entire
body.
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Seizures directly affect the quality of life of people and often
shorten their life expectancy due to acute health problems and
complications. Along with physical problems, such as fractures
and bruising from injuries, seizures also provoke different psychological conditions, including anxiety, depression, as well as
social stigma and discrimination. The management of epilepsy is
largely in the hands of individuals and their families due to the
long-lasting conditions that can usually be controlled, however
not cured [45].
The frequency of seizures can vary extremely and goes from
less than one per year to several per day [55]. Therefore, continuous long-term monitoring is crucial. Additionally, monitoring in
outpatient settings showed significant improvements in diagnosis
and treatment [61]. The reason is that the data collected in the
natural environment (such as home, office, etc.) is much more
accurate than in the clinical environment. Traditional medical
devices are therefore being replaced with unobtrusive wearable
devices.
The treatment for epilepsy monitoring in Children’s hospital
in Zurich starts by setting up the equipment. The set up of 64
electrodes takes around 45 minutes, while the recording session
lasts 30 minutes. A child stays in the bed while medical staff
observes the behaviour and marks moments of interest using the
software (eyes open/closed, yawn, start of the sleep). Different
methods are used to provoke seizures such as photosensitivity
and hyperventilation, and these events are also marked (hand
clap, frequency of flashes). After the recording session, the clinicians visually analyse the data for diagnosis and provide the
appropriate treatment.
Many epileptic EEG spike detection methods have been developed to avoid subjective and time-consuming visual examination
of EEG signals [1]. An example of a fully automated method is
SpikeDet. It is a Matlab based toolbox that detects spikes in an EEG
record, separates them into clusters, uses centroids as templates
for more spike detection, and sums numbers of detected spikes.
Using the same algorithms as in SpikeDet, the spike density monitor detects epileptic biomarkers at runtime and transmits results
wirelessly.

3.2 spike density monitor

Figure 3.1: The prototype of the spike density monitor headset.

3.2

spike density monitor

The goal of our spike density monitor design is to be suitable for
young children, as the most sensitive group of users. The design
considerations aimed at a lightweight device, function without
user interaction, and energy-efficient operation that avoids frequent battery maintenance.
The device has a form of a headset with five EEG electrodes.
The number of electrodes is minimized to cover different areas of
the brain and to ensure the device can operate using the harvested
energy. The prototype of the device is shown in Figure 3.1. The
casing is for the placement of the processing unit and for that we
selected the nRF51822 from Nordic Semiconductor as one of the
most popular SoCs at the time of designing. There are five slots
mounted around the head for the placement of EEG electrodes.
A subset of the electrodes’ locations is determined in agreement
with clinicians, and for that, the internationally recognized 10–20
system for EEG recording is used. Since the epileptic spikes can
happen at any region of the brain, we highlighted in red the possible subset of locations that are annotated with the corresponding
nomenclature (Figure 3.2). The positions are selected such that the
entire brain is covered.
The coin cell battery CR2032 and the supercapacitor VEC 6R0
155 QG-X are two sources of power supply. Furthermore, on top
of the casing, the solar panel IXYS–SLMD960H12Ls is installed.
On the forehead is the headband for thermal energy harvesting,
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Figure 3.2: 10–20 system with annotation, obtained from [83], is modified
to show the possible subset of electrode locations in spike
density monitor (locations are highlighted in red).

Figure 3.3: TEG headband (front and back) designed by Thielen Moritz
within BPS project [74].

since the forehead is the most convenient position for harvesting
the human heat on the head. The TEG headband (Figure 3.3)
is designed by Thielen Moritz, also within the BPS project. The
single supercapacitor is being charged by the current from both
energy harvesters, solar panel and the TEG headband. Figure 3.4
shows the design of the spike density monitor.
The purpose of the device is to monitor the epilepsy biomarker
called the spike density. According to the definition given in [76],
the spike density is the total duration of epileptic discharge per
hour of effective recording, where epileptic discharge includes
generalized spikes, polyspikes, spike-and-waves, and polyspike-

3.3 spike detection algorithm

Figure 3.4: Spike density monitor with 5 active EEG electrodes. The left
image shows the processing board with integrated nRF51822
SoC, 5 active electrodes, solar panel, supercapacitor, and battery slot. The centre and right images show closely the processing board and active electrodes respectively.

and-waves. This biomarker has been approved from clinicians to
be valuable information for diagnosis. This is why we call the
device the spike density monitor.
3.3

spike detection algorithm

The algorithm for epileptic spike detection is fully automated and
does not require any interference from an expert [51, 52]. It is
based on template matching where a template that represents an
epileptic spike is, at the beginning of execution, generic and has
the simple form of a triangle (300µV altitude and 60ms base). It is
used until several epileptic spikes are detected in the EEG signal
of a patient. The patient-specific template is then generated as an
average of spikes detected. However, it is not only that spikes vary
between persons, but they also differ within the same person. For
that reason, the second version of the algorithm forms clusters of
similar spikes in accordance with their shape and amplitude, and
uses averages of individual clusters as templates.
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Figure 3.5: Original EEG signal containing epileptic spikes. The data is
obtained with the electrode at the position Fz.

The original EEG data, obtained from our partners in Children’s hospital, contains 21 EEG signals assigned to the positions
of the 10–20 system (Figure 3.2). Figure 3.5 shows 15 seconds of
one signal that contains epileptic spikes. The generic template
from Figure 3.6 is used until the patient-specific template is configured as the average of spikes detected. Five detected spikes
are shown in Figure 3.7 together with its average spike. Prior
to applying the template matching technique, the EEG signal is
pre-processed to better distinguish spikes from the background
EEG where the preprocessing is composed of first differential,
squaring and smooting. Figure 3.8 shows pre-processed data with
several points marked using a red star symbol to show detected
spikes. The algorithm requires predefined values of two thresholds (called cross-correlation and features thresholds). By altering
values of thresholds, the accuracy of the detection algorithm that is
measured in spikes being missed or detected incorrectly, changes.
Lowering down the thresholds could result in detecting larger
number of spikes (Figure 3.9). However, muscle artifacts are often
misinterpreted as epilepsy since they produce fluctuations that
are very similar to the epileptic spikes. For too low threshold
values, those artifacts might be detected as epileptic spikes.

3.3 spike detection algorithm

Figure 3.6: The generic template used in spike detection algorithm.

Figure 3.7: The patient-specific template obtained by averaging several
epileptic spikes detected using the generic template.
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Figure 3.8: Pre-processed EEG signal with marked spikes (red star). Note
that some spikes are missed due to differences of their amplitudes compared to the amplitude of the patient-specific
template.

Figure 3.9: Pre-processed EEG signal with marked spikes (red star). Lowering threshold values results in detecting larger number of
spikes.

3.4 energy efficient operation

EEG data can also be obtained from a free online repository
called PhysioNet database (physionet.org). The EEG signal obtained from the repository, its patient-specific template and epileptic spikes detected are shown in the appendix.
3.4

energy efficient operation

The continuous operation of the spike density monitor does not
allow putting the device to sleep to save energy. Rather, the only
way to save energy is to reduce the power consumption at runtime. Switching off individual electrodes to save power is allowed
since each electrode produces an independent data stream that
is processed separately. Another way to save power is by lowering the sampling frequency of the spike detection algorithm
while making sure that the level of performance is still acceptable.
The last option to save power is to reduce the number of patientspecific templates of the spike detection algorithm. In summary,
the device is configured during runtime considering: (i) the subset of electrodes to use, (ii) the sampling frequency, and (iii) the
configuration of data processing algorithm.
The device consists of 5 EEG electrodes whose positions are
determined once the device has been fitted for a certain person.
The electrodes are switched on individually, thus the device configurations differ in the choice of electrodes. For a 5-electrode
setup this yields 25 − 1 = 31 configurations, excluding the case
that all are switched off.
As mentioned before, two configurations of spike detection
algorithms, one or two patient-specific templates, and two sampling frequencies, 100 and 200 Hz, are used. Usually the higher
frequency is recommended, however, we used two frequencies to
evaluate the energy-efficiency of the method in case different sampling rates are supported. The same algorithm and sampling rate
are assumed across all electrodes. Therefore, the total number of
configurations is 124 (total number of electrode subsets × number
of algorithm configurations × number of sampling frequencies).
The large number of configurations results from the inclusion
of the electrodes’ selection (and not just their number) as a parameter of configuration. However, change in the selection of
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electrodes does not affect the change in energy consumption of
the system. Since the optimization process dynamically adapts
the energy consumption of the system to the available energy, the
optimization problem can be simplified. Our framework first decides on number of electrodes, and later decides on their selection.
By omitting the electrode selection as the parameter of configuration, the total number of configurations drops considerably to
20. Table 3.1 shows those configurations and they are labelled as
‘ei − sr j − pstk ’, where
• i = {1, 2, 3, 4, 5} is the number of electrodes used,
• j = {100, 200} is the sampling rate, and
• k = {1, 2} is the number of patient-specific template.
After deciding on the configuration from the possible 20, selecting electrodes which are the most beneficial is done next. For
example, for the configuration with one electrode, the algorithm
chooses between positions F3, F4, Pz, T5, and T6 using the naming
scheme from Figure 3.2. Ten options to choose between when configurations with two or three electrodes are selected, four options
for configuration with four electrodes and one option for all five
electrodes. These options are grouped according to the number
of electrodes with the fixed algorithm version and sampling rate
and shown in Table 3.1.
The flowchart shown in Figure 3.10 represents the main (infinite)
loop of the spike density monitor. The execution is interrupted
by two routines including the spike detection and the energyaware runtime framework. Three timers are defined, two of them
correspond to two sampling frequencies of the spike detection
algorithm (5 and 10 milliseconds interval) and they alternate with
each other, and the third timer corresponds to the energy-aware
runtime framework (1 second interval).

3.4 energy efficient operation

configurations
e1 − sr100 − pst1

e1 − sr200 − pst1

e1 − sr100 − pst2

e1 − sr200 − pst2

Electrode positions (5): F3 / F4 / Pz / T5 / T6

e2 − sr100 − pst1

e2 − sr200 − pst1

e2 − sr100 − pst2

e2 − sr200 − pst2

Electrode positions (10): F3–F4 / F3–Pz / F3–T5 / F3–T6 /
F4–Pz / F4–T5 / F4–T6 / Pz–T5 / Pz–T6 / T5–T6

e3 − sr100 − pst1

e3 − sr200 − pst1

e3 − sr100 − pst2

e3 − sr200 − pst2

Electrode positions (10): F3–F4–Pz / F3–F4–T5 / F3–F4–T6 / F3–Pz–T5 /
F3–Pz–T6 / F3–T5–T6 / F4–Pz–T5 / F4–Pz–T6 /
F4–T5–T6 / Pz–T5–T6

e4 − sr100 − pst1

e4 − sr200 − pst1

e4 − sr100 − pst2

e4 − sr200 − pst2

Electrode positions (5): F3–F4–Pz–T5 / F3–F4–Pz–T6 /F3–Pz–T5–T6
F3–F4–T5–T6 / F4–Pz–T5–T6

e5 − sr100 − pst1

e5 − sr200 − pst1

e5 − sr100 − pst2

e5 − sr200 − pst2

Electrode positions (1): F3–F4–Pz–T5–T6
Note: ei − sr j − pstk , where i = {1, 2, 3, 4, 5}, j = {100, 200}, and k = {1, 2}

Table 3.1: System configurations considering number of electrodes (1-5),
sampling rate (100 or 200 Hz), and number of patient-specific
templates (1 or 2).
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START
*Device ON*

Timer1 (100sps) = OFF
Timer2 (200sps) = ON
Timer3 (1sps) = ON

Timer1 or Timer2
INTERRUPT

no

no

yes

Timer3
INTERRUPT
yes

*FRAMEWORK*
(Figure 4.9)

ALGORITHM
Spike detection

END
*Device OFF*

Figure 3.10: The flowchart of the spike density monitor execution.

4

E N E R G Y- AWA R E R U N T I M E F R A M E W O R K

We propose an energy-aware runtime framework that is designed to
improve the diagnostic value of self-powered wearable medical
devices when continuous long-term operation is required. The
term energy-awareness refers to the knowledge about the available
energy, which requires energy prediction when configuring the
device during runtime. The more accurate the prediction is, the
higher the diagnostic value that can be achieved. The energyefficiency in the framework focuses on the efficient use of harvested energy. As mentioned before, the main challenge is that
energy harvesting in wearables is highly stochastic due to the
following factors: (i) the stochastic nature of energy harvesting
sources, (ii) variable energy demands due to the dynamic device
configuration, (iii) and randomness as a result of the non-ideal
characteristics of harvesting circuit and energy storage.
The harvested energy is stored in a supercapacitor before its subsequent use. Power management requires monitoring the amount
of energy loaded into the supercapacitor. The way to do this is to
use a digital current-shunt monitor and communicate via a compatible digital interface such are SPI (Serial Peripheral Interface)
and I2 C (Inter Integrated Circuit). The current consumption of
such devices is significant, even when they are not in use: it is
0.35mA or higher depending on the device. In addition, the code
execution from RAM or flash memory of our device takes 2.4 and
4.1mA respectively. The current-shunt monitor is therefore considered inappropriate for our device due to the apparent increase in
current consumption.
Instead, our framework uses a model for energy prediction. The
prediction is subject to great uncertainty since it depends on many
parameters including environmental and human behaviour. At
the moment of prediction, the model predicts the energy that has
been harvested and stored, but not yet used.
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The goal of the decision-making logic of our framework is to
select the device configuration for future operation. The configuration consists of the subset of the components of the device that
are switched on (electrodes, sensors) and the parameter settings
of the application (sampling rate). Different amounts of energy
are consumed when running different configurations; however,
higher energy consumption does not always imply better performance. For example, when choosing between the larger number
of electrodes or a higher sampling rate, better performance cannot
be concluded from the energy consumption. Since the energy
consumption is essential for energy-efficient operation, we keep
it as a metric for the decision-making process. However, we also
add a metric called utility that measures the level of performance.
Figure 4.1 depicts the components of our framework and each of
them is described in detail within a separate section of this chapter.
The process starts with sensing the environment and providing
the information to the energy model. Sensors that are commonly
used include movement sensors (accelerometer, gyroscope) and
contextual sensors (GPS, audio, video). Additional information
that is relevant are voltages measured at energy harvesters and
the supercapacitor. Furthermore, it is important to keep track of
the energy consumption. With these measurements, the energy
model predicts the available energy and passes this information to
the controller. The main task of the controller is to decide on how
to use the available energy efficiently. When making decisions, it
considers the predefined data sets that describes all configurations
that are provided to the device. This data is determined using two
metrics, the energy consumption and the diagnostic value. Our
framework is implemented as an interrupt routine; therefore; it
operates in a discrete time manner. The output it provides consists
of configuration and the number of its uses in terms of number of
framework executions.
4.1

predefined data sets

Two metrics of interest to our framework require two values per
configuration to be stored in the memory. The first is the energy
consumption that is obtained by power profiling the device while

4.2 energy model

Predefined
data sets
4.1

contextual data

Energy
model
4.2

energy budget
energy

Controller
4.3

(configuration,
number of uses)

consumption

Figure 4.1: Components of our framework and corresponding numbers
of sections with detailed description.

running using the particular configurations. In the following, it is
referred to as the energy profile. Relative instead of absolute values
are acceptable for the decision making algorithm.
The second metric is the diagnostic value that a certain configuration provides and we call it the utility. The diagnostic value
must be determined in agreement with clinicians in accordance
with their preferences over different configurations. Since the
input from clinicians as parameters for the framework is not available, we developed a simple model for determining utility values
specific to our problem of epilepsy monitoring.
A two-parameter data set (energy profile, utility) must be given
a priori the execution, therefore we call it a predefined data set. If
the utility is expected to change over time for a certain reason,
multiple utilities must be given.
4.2

energy model

“All models are wrong, but some are useful.” George Box (1979)
Most real-world systems are non-linear and very few can be
solved explicitly [58]. Others require an approximate rather than
an exact relationship between variables, for which linearization is
a suitable method [12]. For our energy model, we opted for linear
regression to model the relationship between a scalar response y
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and one or more explanatory variables xi , (i > 0). Formally, it is
given as:
y=

∑ βi xi + ε,

(4.1)

where the regression coefficients β i (also called beta coefficients
or beta weights) are estimated such that the linear model fits to
a given sets of data (y, xi ). The variable ε models the error that
exists from the inaccuracy of the model and the measurement
noise. Below is the detailed description of the model design.
4.2.1

Model formulation

Before describing the model formulation, we first describe the
use of two power sources, battery and supercapacitor. Figure 4.2
shows their voltage levels whose variations over time we consider.
We first divide the entire time interval into subintervals. The labels
Bi or SCi mean that the device is powered from battery or supercapacitor, respectively. The indices in both types start at 1; therefore
the first subinterval on battery is B1 and the first subinterval on
the supercapacitor is SC1 . By considering the idealized discharge
curve of the battery [63], we keep the level of the battery constant
during the entire interval shown at the figure.
Now we discuss what happens during each subinterval using
the example solution in Figure 4.2. During B1 the device operates using the battery power while the supercapacitor is being
recharged. At the moment when the supercapacitor is recharged to
the battery level, it takes over powering the device. This happens
in SC1 and during this subinterval the supercapacitor continues
to recharge. The same situation continues in SC2 while the charge
rate is lower. The reason for this could be lower energy harvesting or higher energy demands from the application. When the
harvested energy is low or unavailable, the voltage level of the
supercapacitor falls and this is what happens during SC3 . The
power source of the device then switches to the battery. During
B2 the supercapacitor discharges due to the leakage current while
during B3 it is again being recharged. In SC4 the supercapacitor
takes over powering the device and it continues as for SC1 .

4.2 energy model

Supercapacitor
voltage [V]

B1

SC1

SC2

SC3

B2

B3

SC4

SC5

B4

Battery
voltage
[V]

Time

Figure 4.2: Voltage levels of battery and supercapacitor.

Our model considers continuous intervals on the supercapacitor
(e.g., SC1-3 ) sandwiched between two consecutive intervals on
battery (here B1 and B2 ). It operates from the point in time when
the power supply switches to the supercapacitor (SC1 ) unril the
point in time when it switches back to the battery (SC3 ). The
model defines the relationship between consumed energy and
harvested energy during each of these intervals.
The consumed energy Econsump is the sum of energy profiles
(Eprofile ) of configurations used during the single interval on the
supercapacitor, given as:
n

Econsump =

∑ Nconfigi · Eprofilei

(4.2)

i =1

where Nconfigi is the number of uses of configuration i, and n is the
total number of configurations of the device. By definition, energy
is power consumed over a period of time. The energy profiles
of configurations used yield the power unit while the numbers
of their uses yield the time unit in our formulation. Since our
framework operates in discrete-time manner, discrete summation
is used instead of continuous integration.
The harvested energy Eharvest is calculated using the energy prediction model over the same interval. Measurements that are relevant
for the energy prediction are discrete measurements observed during the execution on the supercapacitor. Output voltages of energy
harvesters, the intensity of ambient light, the ambient temperature, level of activity of a person, are some of the measurements
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that are used and their selection differs across different hardware
designs of devices. Those measurements are combined based on
a sensor fusion to improve the accuracy compared to the use of a
single sensor alone [11]. For example, measurements from a solar
panel and a light sensor are combined to give the information
about energy harvesting from the ambient light.
The prediction is calculated as:
p

Eharvest = β sc Ssc + ∑ β ehi Sehi +
i =1

q

∑ βsensorj Ssensorj ,

j =0

r

Ssc/eh/sensor =

∑ msc/eh/sensork ,

(4.3)

k =1

where p is the number of energy harvesters, q is the number
of sensors, and r is the number of measurements during the
single interval on the supercapacitor. Ssc/eh/sensor is the sum of
measurements msc/eh/sensor obtained from supercapacitor, energy
harvesters, and sensors during the interval on supercapacitor. We
devote
• sc: supercapacitor
• eh: energy harvesters (e.g., p=3: solar, thermal, kinetic)
• sensor: e.g., q=4: accelerometer, gyroscope, light, temperature
For each interval on the supercapacitor, we require that Econsump
and Eharvest are equal. The model is therefore designed to satisfy
this equality and the formulation is given as:
Econsump = Eharvest ,
n

∑

l =1

p

Nl · Eprofilel = β sc Ssc + ∑ β ehi Sehi +
i =1

q

∑ βsensorj Ssensorj .

j =0

More variables result in better prediction; however, the availability
of sensors is limited by the hardware design. The model formulation requires the estimation of the model coefficients β sc/eh/sensor .

4.2 energy model

4.2.2

Estimation of coefficients

Various methods have been developed for the estimation of regression coefficients [86]. Since we design the model for wearables, we
expect coefficients to adapt to individuals and their environments,
and to slowly change over time with the change in personal habits
or with seasonal changes. Models whose coefficients vary over
time can be generalized as dynamic linear models and the estimation of such model coefficients can be obtained recursively by the
Kalman filter [59].
The Kalman filter is a well-known and widely used tool for
estimation due to its simplicity and flexibility to adapt to different problems. It estimates the states of a system using its model
and a set of observations. System models, however, represent
ideal conditions which are rarely the case in real-world. Therefore, each system model is subject to a certain inaccuracy while
observations are subject to noise. The Kalman filter recognizes
such deviations by estimating the current state variables along with
their uncertainties.
The algorithm runs recursively in real-time using only current
input measurements and previously calculated values that integrate all past data. Therefore, the amount of data used does not
overload the limited memory resources. Besides, it is characterized by a relatively simple form and small computational demand
[34], which is of a great importance for an energy-constrained
environment. State variables of different types are allowed since
the state estimate and covariances are organized into matrices to
handle multiple dimensions [84].
The implementation of the Kalman filter is recursive, consisting of two steps, predict and correct. In the prediction step, the
algorithm predicts the current state variables, along with their
uncertainties. Once the measurements are observed, these estimates are corrected for the next iteration. The following set of
mathematical equations that define the Kalman filter is taken from
[82] and adapted to our problem.
The model coefficients are estimated from the set of variables
Econsump , S1 , S2 , . . . , Sn from Equations 4.2 and 4.3. Those values
are available at the end of each interval on the supercapacitor. The
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process of estimating model coefficients uses the following set of
mathematical equations:
• The state vector B consists of the model coefficients:

B = [ β sc , β eh1 , · · · , β eh p , β sensor1 , · · · , β sensorq ] T .
• The process model relates the state vector B at the (k − 1)-th
iteration with the same vector at k-th iteration:

B k = A · B k −1 + w k −1
where A is the state matrix and wk−1 is the process noise
observed at the (k − 1)-th iteration. Since the process model
relates the same state vector in two consecutive iterations,
A is the identity matrix I.
• The measurement model relates the current state Bk with
the measurement Econsump :
Econsump = S · Bk + vk
h
S = Ssc Seh1 · · · Seh p

Ssensor1

i
· · · Ssensorq ,

where vk is the measurement noise observed at the k-th
iteration.
With the given formulations of the model, the actual implementation is explained next.
4.2.3

Model implementation

There are points in time when the model requires different activities. They are shown in Figure 4.3 and labeled as TPk where
k = 0..t and t is the total number of predictions. Three types of
points are defined in accordance with activities of the model: (i) at
the beginning of the interval on supercapacitor TP0 (also labeled
as TE where E is for estimate), (ii) at the end of the interval on
supercapacitor TPt (also labeled as TU where U is for update), and
(iii) during the interval on supercapacitor TPk where k = 1..(t − 1)
(where P is for prediction). At TE , the estimate of coefficients is

4.2 energy model
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Figure 4.3: Three types of points of the energy model activity: TE (E for
estimate), TU (U for update), and TP (P for prediction).

calculated along with their uncertainties. At TU , the correction
of the estimation is done once the measurements are observed.
At TPk the model does the job for which it was designed. It is
the point in time when the available energy is predicted. Our
framework requires those predictions multiple times throughout
the interval on the supercapacitor to adapt the system operation,
therefore multiple points of this type are shown (TP1 , TP2 , TP3 ) in
the example of Figure 4.3.
The model implementation includes an equation for each type
of point (TE , TPk , and TU ).
1. Estimate coefficients (Bkest ) and covariance error (Pkest ):

Bkest = Bk−1 ,
Pkest = Pk−1 + Q,
where k = 1..(t − 1) and the matrix Q is a process noise
covariance. The label est means ’estimated’ value.
2. Update estimate:
• compute Kalman gain K:
Kk = 

Pkest · S T

S · Pkest · S T + R

h
S = S1

S2

,
i

· · · Sn ,
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where R is the measurement noise covariance,
• update estimate of coefficients Bk and covariance error:


Bk = Bkest + Kk · Econsump − S · Bkest ,


Pk = I − K · S · Pkest ,
where I is the identity matrix.
3. Predict the available energy (Eavail ):
Eavail = Eharvest − Econsump
Eharvest = Bkest · S
n

Econsump =

∑ Nconfigi · Epro f ilei
i

where n is the total number of configuration and Nconfigi is the
number of uses of configuration i.
4.3

controller

The task of the controller is to allocate the limited energy when
using different configurations. We relate it to the consumer’s problem’ (also known as utility maximization problem) which aims to
allocate limited income when purchasing different products [68].
A common approach to maximize the consumer satisfaction takes
the form of a constrained optimization problem. Constrained optimization is widely used in many applications of science and
engineering (computer science, economics, finance, statistics, etc.)
[8]. It minimizes or maximizes an objective function, also called
utility or cost function, depending on the problem. The general
formulation of the constrained optimization problem is given as:
maxn U ( x ),
x∈R


 g ( x ) = 0, i ∈ E ,
i
subject to

h j ( x ) ≤ 0, j ∈ I .

(4.4)

4.3 controller

where U is the utility function, and gi and h j (i ∈ E and j ∈ I ) are
equality and inequality constraint functions respectively.
In our framework we define energy efficiency optimization as
a utility maximization problem where the utility function is the
diagnostic value maximized while spending the available energy.
The idea of using the concept of utility to model the value of
diagnostic information is obtained from economics, but it has
been widely used in many research domains [27].
4.3.1

Consumer behaviour

Before going into detail about our utility maximization, we define
three concepts from consumer behaviour [60]. They are represented within the context of our framework, i.e., the problem of
energy efficiency. Here, the system is the consumer, the preferences over configurations come from clinicians and the budget is
the available energy.
1. Clinician preferences describe to what extent clinicians prefer
one configuration over another, without considering the
energy profiles of configurations.
2. Energy budget constraints refer to the limited energy resources
that influence clinicians choices.
3. Clinicians choices are made in accordance with given preferences and the limited energy budget. At this step, energy
profiles must be considered when making decisions. It is
important to ensure the total energy consumption fits the
available energy budget.
4.3.1.1

Preferences

Clinicians preferences are determined using a so-called cardinal
measure, which is a numerical value assigned to each configuration.
This value refers to the theoretical diagnostic value and has a unit
of utility that we call util [99]. Preferences are graphically represented using so-called indifference curves that group alternatives
with the same utility. Multiple curves create an indifference map
where every axis represents one of the alternatives.
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Preferences must be well-specified and consistent over the set
of alternatives. In the classical theory, when two product choices
are apples and oranges, the utility maximization problem finds
the optimal bundle, e.g., 5 apples and 3 oranges. In our theory,
when two configuration choices are algorithm implementations
with one and two patient-specific templates, pst1 and pst2 , the
utility maximization problem finds the optimal configuration set,
e.g., 3 × pst1 and 2 × pst2 .
Three fundamental axioms must be satisfied for preferences to
be rational.
1. Completeness requires that all alternatives are comparable.
For any two sets of configurations A and B, the system will
prefer A to B, or will prefer B to A, or will be indifferent
between the two.
2. Transitivity propagates preferences to ensure consistency.
For any three sets of configurations A, B and C, if the system
prefers A to B and B to C, then the system will also prefer
A to C.
3. ‘More is better than less’ indicated that more uses of configurations is always preferred to less uses.
For any two sets A and B with two alternative configurations x and y, if A has more uses of both x and y than B,
then A is preferred to B.
We give an example of three configuration sets A, B, and C and
analyze the relationship between them.
• A = (3 × pst1 , 2 × pst2 )
• B = (2 × pst1 , 2 × pst2 )
• C = (2 × pst1 , 1 × pst2 )
A is preferred over B, B is preferred over C, and A is preferred
over C. All conflagrations sets are comparable thereby satisfying
completeness axiom. The relationship between configuration sets
A and C satisfies transitivity axiom as well as ‘more is better than
less’.
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Three types of preferences that are commonly used are shown
in Figures 4.4, 4.5, and 4.6 obtained from [60]. Horizontal axis is
the number of uses of the configuration x and the vertical axis
is the number of uses of the configuration y. Combinations of
configurations that belong to the same indifference curve refer
to configuration sets that provide the same utility. Sets are labelled with the letter and the utility value. For example, A(5) is
a configuration set that consists of a certain number of uses of
configurations x and y and provides the utility of 5 utils.
(i) Perfect substitutes (Figure 4.4). It shows the constant rate of
trading-off one use of the device configuration to get more
of another. Here the system would give up 2 uses of configuration y for 1 use of configuration x. The configuration
sets A and B provide the same utility (5 utils) while the
configuration set C provides a higher utility (6 utils) which
is in accordance with the axiom ‘more is better than less’.
(ii) Perfect complements (Figure 4.5). The device needs uses of
a pair of configurations x and y to gain a value. Any additional use that does not have a pair does not provide an
additional value. Configuration sets D and E provide the
same utility according to one pair of configuration provided.
The higher utility is provided with the additional pair of
uses (configuration set F).
(iii) Convex preferences (Figure 4.6) trade some uses of configuration y for an extra use of configuration x, with the given
slope of the indifference curve. Here we can observe that
giving up one use of configuration y has a non-constant
effect throughout existing configuration sets (e.g., between
H,G and G,I).
Mathematically, it is much easier to work with functions than
with preference relations. Therefore, we use utility functions based
purely on preferences without considering the energy profiles of
configurations. We formulate three functions that correspond to
the three different types of preferences:
• Perfect substitutes: U ( x, y) = ax + by,
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Figure 4.4: The utility function for the perfect substitutes example is
U ( x, y) = 2x + y.

Figure 4.5: The utility function for the perfect complements example is
U ( x, y) = min( x, y).

4.3 controller

Figure 4.6: The utility function for the convex preferences example is
U ( x, y) = x · y1.5 .

• Perfect complements: U ( x, y) = Min( ax, by),
• Cobb-Douglas: U ( x, y) = ax b yc .
Most real-world problems are non-linear. Optimizing non-linear
problems poses challenges including: (i) difficulties to distinguish
a global optimum from a local optimum, (ii) highly complex
methods used to solve the problem, (iii) different starting points
may lead to different solutions, (iv) difficulties to determine the
starting point. Because of these problems often linear optimization
is used. However, convex optimization can be almost as efficient as
linear programming despite the non-linearity. We have found this
important for our framework design, since convex preferences are
generally used for consumer problems due to the main feature
of convex optimization: the so-called diminishing marginal utility,
described next.
4.3.1.2

Diminishing marginal utility

The law of diminishing marginal utility states that with the increase in usage of a certain configuration, the marginal utility
declines, causing an increase in total utility with diminishing rate
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Figure 4.7: Graphical representation of total and marginal utilities.

(a decrease is considered as a negative increase). The marginal
utility is defined as the additional satisfaction that the system
gains when running one additional use of the specific configuration. The diminishing marginal utility thus allows clinicians to
become ‘satiated’ with the usage of a certain configuration. The
following example is used to describe the feature.
example Figure 4.7 shows the relationship between the number of uses of a configuration (horizontal axis) and the total utility
value achieved after each use (vertical axis). The first use of configuration provides 5 utils to the total utility, thus its marginal and
total utilities are 5. The second use provides 4 utils to the total
utility, thus the marginal utility of the second use is 4, while the
total utility is 9. The marginal utility decreased while the total
utility increased with the diminishing rate. This process continues,
and with the sixth use of configuration use, the total utility obtains
no gain since the system has reached a so-called satiation point.
From that use onward, the total utility decreases.
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4.3.2

Convex optimization

A widely used approach for optimizing a function of multiple
variables is the method of Lagrange multipliers [39][85]. A generalized version of this method that allows constraints uses the
called inequality Karush-Kuhn-Tucker (KKT) conditions. It starts
with the Lagrangian function determined from the objective and
constraint functions. The Lagrangian function that corresponds to
the formulation of the constraint optimization problem given in
Equation 4.4 is formulated as:
n

m

i

j

L( x, λ, ν) = f ( x ) + ∑ λi gi ( x ) + ∑ νj h j ( x )
where n is the number of equality constraint functions and λ are
Lagrange multipliers that correspond to equality constraint functions, while m is the number of inequality constraint functions and
ν are Lagrange multipliers that correspond to inequality constraint
functions. The approach converts a constrained optimization problem into an unconstrained problem and then uses unconstrained
optimization techniques to find the optimal solution.
Necessary conditions for optimality are first derivative tests (also
called first-order) of the Lagrangian function, while, for the convex
optimization problems, those conditions are also sufficient. The
first derivative tests are obtained by equating first derivatives to
zero:
∂h j
∂L
∂f
∂g
=
+ λi i + ∑ νj
= 0,
∂x
∂x ∑
∂x
∂x
i
j
∂g
∂L
= i = 0,
∂λi
∂λi
∂h j
∂L
=
= 0.
∂νj
∂νj
The function that is commonly used for representing convex
preferences is the Cobb-Douglas function [88]. Its mathematical
formulation with two independent variables is given as:
α

f ( x1 , x2 ) = x1 1 x2α2 ,
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where α1 and α2 are constants that represent utility values of
two alternatives. The first partial derivatives of the given utility
function are calculated using the following equations:
α

∂( x1 1 x2α2 )
∂ f (x)
=
= α1 · x1α1 −1 x2α2 ,
∂x1
∂x1
α
∂( x1 1 x2α2 )
∂ f (x)
=
= α2 · x1α1 x2α2 −1 .
∂x2
∂x2
Complex equations used to calculate partial derivatives can be
avoided using the log-linear form of the Cobb-Douglas function,
obtained by taking the natural logarithm on both sides of CobbDouglas function [64]:
α

ln( f ) = ln( x1 1 x2α2 )

= ln( x1α1 ) + ln( x2α2 )
= α1 · ln( x1 ) + α2 · ln( x2 ).

(4.5)

The log-linear forms provide the same preferences as the original
Cobb-Douglas functions, i.e., their preferences create the same
set of indifference curves. This is what is important for the optimization process, therefore the log-linear form is used due to the
simple calculation of the first derivatives obtained as:
α
∂ ln( f )
= 1,
∂x1
x1
∂ ln( f )
α
= 2.
∂x2
x2
The log-linear for for larger number of variables xi is analogous.
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4.3.3

Problem formulation

We describe the decision-making logic of the controller with a
three-configuration system. The problem formulation consists of
the utility function U and four constraint functions (h, h1 , h2 , h3 ):
U ( x ) =α1 · ln( x1 + c1 ) + α2 · ln( x2 + c2 ) + α3 · ln( x3 + c3 ),
h( x ) = Eprofile1 · x1 + Eprofile2 · x2 + Eprofile3 · x3 ≤ Eavail ,
h1 ( x ) = x1 ≥ 0,
h2 ( x ) = x2 ≥ 0,
h3 ( x ) = x3 ≥ 0,
x =( x1 , x2 , x3 ),
where xi and ci are future and past numbers of uses of the configuration i related to the current interval on the supercapacitor,
Eprofile is the energy profile of the same configuration, and Eavail
is the allocated energy budget. The Lagrangian function L, associated with this problem formulation, is now given by the following
equation:

L =U ( x ) − λ · h ( x ) − λ 1 · h 1 ( x ) − λ 2 · h 2 ( x ) − λ 3 · h 3 ( x )
=α1 · ln( x1 + c1 ) + α2 · ln( x2 + c2 ) + α3 · ln( x3 + c3 )
− λ( Eprofile1 · x1 + Eprofile2 · x2 + Eprofile3 · x3 − Eavail )
+ λ1 · x1 + λ2 · x2 + λ3 · x3
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Its partial derivatives, as necessary and sufficient optimality conditions, are obtained as:
∂L
∂x1
∂L
∂x2
∂L
∂x3
∂L
∂λ
∂L
∂λ1
∂L
∂λ2
∂L
∂λ3

α1
− λ · Eprofile1 + λ1 = 0,
x1 + c1
α2
=
− λ · Eprofile2 + λ2 = 0,
x2 + c2
α3
=
− λ · Eprofile3 + λ3 = 0,
x3 + c3

=

= Eprofile1 · x1 + Eprofile2 · x2 + Eprofile3 · x3 − Eavail = 0,
= λ1 · x1 = 0,
= λ2 · x2 = 0,
= λ3 · x3 = 0.

The solution of this system of equations is a set ( x1 , x2 , x3 ) that
provides the maximum utility. Possible configuration sets, whose
utility values are compared, are obtained from the following
equations:
(i)

For λ1 = 0, λ2 ̸= 0, λ3 ̸= 0:
x1 =

Eavail
,
Eprofile1

x2 = 0,
x3 = 0.
(ii)

For λ1 ̸= 0, λ2 = 0, λ3 ̸= 0:
x1 = 0,
Eavail
x2 =
,
Eprofile2
x3 = 0.

4.3 controller

(iii)

For λ1 ̸= 0, λ2 ̸= 0, λ3 = 0:
x1 = 0,
x2 = 0,
Eavail
.
x3 =
Eprofile3

(iv)

For λ1 ̸= 0, λ2 = 0, λ3 = 0:
Solving the system of equation begins with elimination.
The equations of partial derivatives with respect to x2
and x3 are multiplied by Eprofile3 and Eprofile2 respectively.
Subtracting the first equation from the second the system
yields
α2 · Eprofile3 · x3 + α2 · Eprofile3 · c3 − α3 · Eprofile2 · x2 − α3 · Eprofile2 · c2 = 0.

From the equation of partial derivative with respect to
λ1 we isolate x2 and substitute in the last equation and
solve it for x3 to get
x2 =

Eavail − Eprofile3 · x3
Eprofile2

and thus
x1 = 0,
x2 =
x3 =
(v)

α2 · Eavail − Eprofile2 · α3 · c2 + Eprofile3 (α2 + c3 )
Eprofile2 (α2 + α3 )
α3 · Eavail − Eprofile3 · α2 · c3 + Eprofile2 (α3 + c2 )
Eprofile3 (α2 + α3 )

,
.

For λ1 = 0, λ2 ̸= 0, λ3 = 0:
x1 =

α1 · Eavail − Eprofile1 · α3 · c1 + Eprofile3 (α1 + c3 )
Eprofile1 (α1 + α3 )

,

x2 = 0,
x3 =

α3 · Eavail − Eprofile3 · α1 · c3 + Eprofile1 (α3 + c1 )
Eprofile3 (α1 + α3 )

.
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(vi)

For λ1 = 0, λ2 = 0, λ3 ̸= 0:
x1 =
x2 =

α1 · Eavail − Eprofile1 · α2 · c1 + Eprofile2 (α1 + c2 )
Eprofile1 (α1 + α2 )
α2 · Eavail − Eprofile2 · α1 · c2 + Eprofile1 (α2 + c1 )
Eprofile2 (α1 + α2 )

,
,

x3 = 0.
(vii) For λ1 = 0, λ2 = 0, λ3 = 0:
We proceed analogous to case (iv) to get
x2 =
x3 =

α2 · Eprofile1 · x1 + α2 · Eprofile1 · c1 − α1 · Eprofile2 · c2
α1 · E pro f ile2

,

α3 · Eprofile1 · x1 + α3 · Eprofile1 · c1 − α1 · Eprofile3 · c3
α1 · Eprofile3

These are substituted in the equation with partial derivative with respect to λ and the equations are solved for
x1 . The final equations for x2 and x3 are then obtained by
substituting x1 .
x1 =
x2 =
x3 =

α1 · Eavail − Eprofile1 · c1 (α2 + α3 ) + α1 ( Eprofile2 · c2 + Eprofile3 · c3 )
Eprofile1 (α1 + α2 + α3 )
α2 · Eavail − Eprofile2 · c2 (α1 + α3 ) + α2 ( Eprofile1 · c1 + Eprofile3 · c3 )
Eprofile2 (α1 + α2 + α3 )
α3 · Eavail − Eprofile3 · c3 (α1 + α2 ) + α3 ( Eprofile1 · c1 + Eprofile2 · c2 )
Eprofile3 (α1 + α2 + α3 )

,
,
.

example A three-configuration system with utilities α = (2, 3, 5)
and corresponding energy profiles Eprofile = (1, 2, 3) is used to
illustrate the decision-making logic. The problem formulation
considers fixed energy budget Eavail = 60.
U = 2 ln( x1 + c1 ) + 3 ln( x2 + c2 ) + 5 ln( x3 + c3 )

(4.6)

x1 + 2x2 + 3x3 ≤ 60
x1 ≥ 0, x2 ≥ 0, x3 ≥ 0
Different ways of spending the energy budget assigned are shown
in Table 4.1 together with the utility achieved. The marked configuration set provides the highest utility and is called the optimal
configuration set.
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Configuration sets and utilities
x1

60

0

0

2

18

24

12

x2

0

30

0

11

0

18

9

x3

0

0

20

12

14

0

10

U

8.18

10.20

14.98

21.59

19.16

15.14

24.03

Table 4.1: Number of uses (x1 , x2 , x3 ) of each configurations spending
the energy budget entirely. The optimal configuration set is
marked (12, 9, 10).

4.3.4

Decision-making logic

For systems with n > 3 configurations, the calculation becomes
much more complicated, considerably increasing the energy overhead. The logic therefore must be simplified to observe the energy
constraints which means modifying Equation 4.6. We first illustrate our approach using an example.
The optimal configuration set for the fixed energy budget
Eavail = 60 is x = (12, 9, 10) based on Equation 4.6. After repeating
the same decision 5 times, the configuration set used is (60, 45, 50)
and the total utility achieved is Utotal (60, 45, 50) = 39.17.
Instead of the optimal configuration set as the single decision,
we now restrict the scenario to selecting only a single configuration
per decision. With the fixed energy budget Eavail = 60, the system
can choose to run one of the following configuration sets: (60, 0, 0),
(0, 30, 0), or (0, 0, 20). Table 4.3 shows the result in this example: a
slight reduction in utility at reduced energy cost.
This approach is significantly simplified compared to the approach that selects the configuration set, and thus the energy
overhead is reduced. Further, configurations can be changed frequently due to our short-term prediction which reduced the effective constraint by this restriction.
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Utotal
c1

c2

c3

x1 = 12
x2 = 9
x3 = 10

1.

0

0

0

23.07

2.

12

9

10

30.01

3.

24

18

20

34.06

4.

36

27

30

36.94

5.

48

36

40

39.17

Utotal (60, 45, 50) = 39.17
Table 4.2: Total utility achieved using optimal configuration sets. The
energy budget is fixed (Eavail = 60); thus the optimal set is the
same for each decision.

Utotal
c1

c2

c3

x1 = 60

x1 = 0

x1 = 0

x2 = 0

x2 = 30

x2 = 0

x3 = 0

x3 = 0

x3 = 20

1.

0

0

0

8.19

10.20

14.98

2.

0

0

20

23.17

25.18

18.44

3.

0

30

20

33.37

27.26

28.65

4.

60

30

20

34.76

35.45

36.84

5.

60

30

40

38.22

38.92

38.86

Utotal (60, 60, 40) = 38.92
Table 4.3: Total utility achieved using the optimal configuration per decision. For the fixed energy budget (Eavail = 60) the optimal
configuration is selected such that total utility of maximized.
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4.3.4.1

Minimum running time constraint

We formerly described the approach for 3 configuration settings.
Different problem is when the specific configuration should run
for some time to provide valuable results. For that we first define
the minimum running time (mrt) threshold which determines the
minimum number of configuration uses. Further, we require that
only one configuration i changes with each decision.
U ( x ) = α1 · ln( x1 + c1 ) + α2 · ln( x2 + c2 ) + α3 · ln( x3 + c3 )
h( x ) = Eprofile1 · x1 + Eprofile2 · x2 + Eprofile3 · x3 ≤ Eavail
hi ( x ) = xi ≥ mrti ∨ xi = 0
h j ( x ) = x j = 0, j ∈ {1..3}\{i }
where the i is changed in each iteration. Rewriting the system
of equation, the utility maximization problem is significantly
simplified and given as:
3

U ( x ) = αi · ln( xi + ci ) +

∑ α j · ln(c j )

j =1
j ̸ =i

h( x ) = Eprofilei · xi ≤ Eavail
The final result provides the maximum utility of different possibilities:
xi =

Eavail
≥ mrti ∨ xi = 0
Eprofilei

x j = 0, j ∈ {1..3}\{i }
The same optimization problem from Example 4.6 is considered
with added minimum running time constraint. Table 4.4 shows
subsequent decisions made when the same energy budget is
assigned several times and mrt = 25. The budget assigned does
not run configuration set (0, 0, 20) since it does not satisfies mrt
constraint.
Tables 4.5 and Table 4.6 show decisions of both scenarios, with
and without mrt constraint having variable energy budget values
assigned.
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Utotal
c1

c2

c3

x1 = 60

x1 = 0

x1 = 0

x2 = 0

x2 = 30

x2 = 0

x3 = 0

x3 = 0

x3 = 20

1.

0

0

0

8.19

10.20

14.98

2.

0

30

0

18.39

12.28

25.28

3.

60

30

0

19.78

20.47

33.37

4.

60

60

0

21.86

21.69

35.45

5.

120

60

0

22.67

23.07

36.84

Utotal (120, 90, 0) = 23.07
Table 4.4: Total utility achieved using the optimal configuration per decision. The energy budget is fixed (Eavail = 60) and mrt threshold
is set (mrt = 25). The configuration is selected such that mrt
constraint is satisfied and the maximum utility is achieved.

Utotal
Eavail

c1

c2

c3

x1 ̸ = 0

x1 = 0

x1 = 0

x2 = 0

x2 ̸ = 0

x2 = 0

x3 = 0

x3 = 0

x3 ̸ = 0

1.

60

0

0

0

8.19

10.20

14.98

2.

90

0

0

20

23.98

26.4

19.56

3.

30

0

45

20

33.2

27.26

28.43

4.

150

30

45

20

36.78

36.14

39.46

5.

120

30

45

70

42.68

42.0

41.72

Utotal (150, 45, 70) = 42.68
Table 4.5: Total utility achieved with varying energy budget and no mrt
threshold.
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Utotal
Eavail

c1

c2

c3

x1 ̸ = 0

x1 = 0

x1 = 0

x2 = 0

x2 ̸ = 0

x2 = 0

x3 = 0

x3 = 0

x3 ̸ = 0

1.

60

0

0

0

8.19

10.20

14.98

2.

90

0

30

0

19.20

12.95

27.2

3.

30

0

30

30

34.01

28.43

28.65

4.

150

30

30

30

37.6

37.7

38.92

5.

120

30

30

80

42.14

42.21

40.93

Utotal (30, 90, 80) = 42.21
Table 4.6: Total utility achieved with varying energy budget and mrt =
25.

4.4

summary

Our entire framework is in Figure 4.8, which shows its components, their tasks, and the flow of data. The predefined data set
provides data to the controller to make decisions regarding the
energy efficient operation. Those data include the utility values
U and the energy profiles Eprofile of system configurations, and
the minimum running time mrt. Utilities and minimum running
time values are determined in agreement with clinicians, while
the energy consumption profiles are obtained by power profiling
the device. The energy model predicts the available energy and
provides this information to the controller. The model predicts the
total energy Eharvest that is harvested from the beginning of the
interval on the supercapacitor until the moment of prediction. The
input data mi of the prediction model are measurements collected
from various sensors (light intensity sensor, temperature sensor,
accelerometer, etc.). During runtime the controller monitors the
configurations used, and adds the value of their energy profiles to
the total energy consumed Econsump . The available energy Eavail
is calculated by subtracting the harvested and consumed energy.
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Data set
Ui , mrt ← Preferences
Eprofile ← Power profiling
U, Eprofile , mrt

m

Energy model
Eavail = Eharvest − Econsump
Eharvest = ∑ β i Si + ε
Si = ∑ m i

Eavail
Econsump

Controller
(config, Nconfig )|
{ Nconfig · Eprofile (config) ≤ Eavail ,
Nconfig ≥ mrt,
max U (config, Nconfig )}

(config, Nconfig )

Figure 4.8: Components of our framework, their tasks, and the flow of
data.

Based on the available energy the controller decides the number
of uses Nconfig of a single configuration. The configuration i is
selected if it provides the highest utility after Nconfigi number of
uses and at the same time satisfies the minimum running time
constraint.
The framework execution process is shown in Figure 4.9. It
starts by reading the voltage levels mbatt from the battery and
from the supercapacitor msc as the analog input value. The power
source with the higher voltage level powers the device. When the
power source switches from the supercapacitor to the battery, the
coefficients of the energy model are updated. This happens only
when the number of framework executions during the current
interval Nsc on the supercapacitor is above a given threshold Nmin .
The device then continues the execution using the configuration
that is preassigned for running using the battery power configbatt .
When the device is powered by the supercapacitor, the measurements (msolar , mteg ) are obtained from the energy harvesters
and (mlight , maccel ) from the sensors and used to update the variables (Ssolar , Steg , Slight , Saccel ) of the energy model. The energy
consumption Econsump is updated with the energy profile Eprofile
of the currently used configurations. When the power source
switches to the battery, variables of the energy model and the
energy consumption are set to zero.
The task of our framework is to select the configuration and
the number of its uses (config, Nconfig ) in terms of the number

4.4 summary

of framework executions. The new decision is made after the
framework executes for a given number of times.
The decision-making is described in another flowchart (Figure 4.10). The process starts with the prediction of the available
energy. When the available energy Eavail is above the predetermined threshold Ethr , the configuration and the number of uses
are being selected such that the utility is maximized.
The flowchart in Figure 4.11 represents the energy model. There
are two tasks, first predicts the available energy, and second updates model coefficients B . The coefficients are updated only if
the energy consumed is above certain threshold Eupdate_thr . The
update process follows the equations from the Kalman filter. The
prediction consists of a simple calculation using the model coefficients, variables of the energy model msolar , mteg , mlight , and the
energy consumption value Econsump .
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START
*Framework*

config, configbatt
last_power_source = {SC, BATT}
Nconfig , Nsc , Econsump
Eprofiles

(mbatt , msc ) = Read_ain

yes

S =
(Ssc , Ssolar , Steg , Slight , Saccel ) = 0
Nsc = 0
Econsump = 0

yes

no

msc > mbatt

no

last_power_source ==
BATT
no

yes

(msolar , mteg , mlight , maccel ) = Read_ain
S+ = (msc , msolar , mteg , mlight , maccel )
Econsump + = Eprofile (config)
last_power_source = SC
Nsc = Nsc + 1

Set_config(configbatt )
last_power_source = BATT

no
yes

Nconfig > 0

Nsc > Nmin
yes
*ENERGY MODEL*
(UPDATE) Figure 4.11

no
Nconfig = Nconfig − 1

last_power_source ==
SC

(confignew , N) =
*DECISION-MAKING*
(Figure 4.10)

config ̸= confignew

no

yes
config = confignew
Set_config(config)

END
*Framework*

Figure 4.9: The flowchart of our framework (fits to the flowchart given
with Figure 3.10).

4.4 summary

START
*Decision making*

Ethr

Eavail = *ENERGY MODEL
(PREDICT)* (Figure 4.11)

Eavail ≥ Ethr

no

yes

(config, Nconfig ) =
n

max U ( Ntotali + Nconfigi )
i =1

(config, Nconfig )

END
*Decision making*

Figure 4.10: Flowchart for decision making.
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START
*Energy model*

B , Q, R
S , Econsump

PREDICT

PREDICT OR UPDATE

UPDATE

Eavail = B · S − Econsump

Eupdate_thr

END PREDICTION
*Energy model*

Eupdate_thr > Econsump

no

yes

Prediction:
B = A·B
P = A · P · AT + Q
Correction:
T
T
K = P · Econsump
/( Econsump · P · Econsump
+ R)
B = B + K · ( Econsump − Ssc · B)
P = (I(version) − K · Econsump ) · P

END UPDATE
*Energy model*

Figure 4.11: Energy model flowchart.

5

E VA L U AT I O N

In this chapter, we compare and evaluate the performance of the
spike density monitor with and without our framework. The results are analayzed based on the diagnostic value and the running
time achieved for a given energy harvesting scenario. We consider
two energy harvesting sources, ambient light and body heat, and
compare different implementations of the energy model together
with varying parameters (utility, mrt) of the decision-making process. The evaluation is conducted by Matlab simulation.
In Section 5.1 we provide the simulation of energy harvesting
from ambient light and body heat that is later used in the evaluation. In Section 5.2 we provide energy profiles and utility values
of configurations which are defined for the spike density monitor.
Based on the given energy harvesting scenario and predefined
data we evaluate the framework in Section 5.3. We first analyze
benefit of our framework using the device operation without the
framework as baseline. Secondly, we discuss different implementations of the energy model designed to produce an accurate
prediction of harvested energy. Thirdly, we use different utility
functions to demonstrate different preferences over device configurations. Two types of utility functions exist: first is used to
determine the number of electrodes and the second to select the
most relevant ones. Lastly, we introduce an additional requirement
of the device operation called minimum running time.
5.1

simulation of energy harvesting

There is a direct linear relation between the irradiance level and
the energy harvesting from ambient light. The irradiance data
is therefore used as the indicator of the amount of harvested
energy. Estimating amount of energy harvested from body heat is
more challenging. Since the body heat increases with the physical
activity of the person, we assume there is a proportional relation
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Figure 5.1: Static irradiance trace. (June 25 - July 1, 2009) Students’ office,
setup on a windowsill, limited use of shading.

between harvested energy and the activity level given as the
acceleration rate. Obvious assumption that we adopt is that both
sources are relevant for the simulation, i.e., the amount of energy
they provide is significant for the device operation.
We use the irradiance data from the online repository [23]
for the simulation. The data is obtained statically at different
indoor locations (an office and a conference room) during different
periods of the year. For the evaluation we use the irradiance data
shown in Figure 5.1 that is obtained in a student’s office with the
setup on a window sill.
The online repository of acceleration traces collected data using
3-axis accelerometers operating at 100Hz [15]. Normal daily routines were performed while comfortably carrying the accelerometer board. For the evaluation we use data collected from 3 participants during one day excluding the night when the activity
level is negligible for energy harvesting. Figure 5.2 shows data
obtained from a student who lives on campus, Figure 5.3 from a
student who commutes by foot to campus, and Figure 5.4 from a

5.1 simulation of energy harvesting

software developer who commutes by train to office. The aim of
using data from different participants is to evaluate the impact of
changes in the level of activity in a single person (e.g., commuting
to the office, home office, day off).
The activity index (AI) proposed in [40] is calculated from acceleration data to quantify the physical activity level of a person.
We assume that this index is directly related to the amount of
harvested energy. There are several steps in calculating AI. First,
the magnitude of acceleration A is calculated to eliminate the
impact of the orientation of accelerometer:
q
A = ( a2x + a2y + a2z )
where a x , ay , and az are the raw data from accelerometer along
the x-, y-, and z-axis. The standard deviation σ of the acceleration
magnitude is calculated for a pre-defined period (e.g., one second)
during which N measurements of acceleration are obtained (e.g.,
100 measurements per second for 100Hz operating frequency):
q
N
1
2
σ=
N ∑ j =1 ( A j − µ )
µ=

1
N ( A1

+ A2 + · · · + A N )

where µ is the mean value of total acceleration within that period.
The activity index is a summation of these standard deviation
over a longer period (e.g. one minute):
M

AI =

∑ σk

k =1

where M is the number of standard deviation measurements. The
AI values of the given acceleration data from Figures 5.2 - 5.4 are
shown at Figure 5.5 with parameters N = 100 and M = 60.
Our evaluation data combines five-day irradiance data sets with
three one-day activity indexes. The data is normalized to fit the
real voltage data available from the light sensor and the accelerometer. The repository data is therefore converted into the 12-bit data
values using the min-max normalization method. The method rescales the original range of values [min_value, max_value] to the
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Figure 5.2: Acceleration along x, y, and z axis obtained from a student
who lives on campus.

5.1 simulation of energy harvesting

Figure 5.3: Acceleration along x, y, and z axis obtained from a student
who commutes by foot to campus.
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Figure 5.4: Acceleration along x, y, and z axis obtained from a software
developer who commutes by train to office.

5.1 simulation of energy harvesting

Figure 5.5: Activity indexes of corresponding acceleration data with the
parameters (N = 100 and M = 60). Top figure: activity index of the student that lives on campus (Figures 5.2); Center
figure: activity index of the student that commutes to campus (Figure 5.3); Bottom figure: activity index of the software
developer that commutes to office (Figure 5.4).
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Figure 5.6: Irradiance and acceleration data are used for the evaluation.
Time intervals of the acceleration data does not correspond
to the actual recording time. They are chosen in a way that
different scenarios are evaluated: when a single harvesting
source contributes to the total energy harvesting and also
when both harvesting sources, ambient light and human body
heat, are significant.

range of the unsigned 12-bit integers [0, 4095]. Figure 5.6 shows
the normalized data set used for the simulation. The way how
irradiance and acceleration data have been synchronized provides
different possibilities, including periods when a single harvesting
source (either light or human body heat) contributes to the total
energy harvesting and when both harvesting sources provide a
significant energy input. The acceleration data therefore does not
correspond to the actual time of the day when the recording is
made.

5.2 predefined data set

5.2

predefined data set

The predefined data set (Section 4.1) includes the energy profile
and the utility assigned to each configuration. Multiple utilities of
a single configuration refer to a change in utility when the specific
event occurs such as in our case spike detection. In this section
we assign values for the evaluation.
5.2.1

Energy profiles

The simulation of the supercapacitor level includes the discharge
process that is directly proportional to the energy profiles. Besides,
energy profiles are also important for decision-making in the simulation and the real-life. The values of energy profiles should be
determined based on the average consumption obtained from
power profiling the device. The use of relative instead of absolute
values is allowed due to the linear regression used for the energy
model. Since there exists only the toolbox that runs the spike
detection algorithms offline (called SpikeDet), and no open-source
version for the online execution, we implemented the algorithm
with one patient-specific template to ensure it can run in the
resource-constrained environment of prototypical our device. This
was done by power profiling the device where the constant current
consumption was measured (the current consumption of the algorithm execution from flash memory is ∼ 4.1mA). The execution
time of the algorithm is proportional to the number of electrodes.
Since the goal of the thesis is energy efficiency, and the spike
density monitor is used mainly for the evaluation of our framework, we have made several assumptions:
(i) The configuration with nel EEG electrodes consumes nel
times more average current than the same configuration
with one electrode,
(ii) A 200Hz sampling rate consumes two times more average
current than the same configuration with 100Hz sampling
rate,
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energy profiles
sr100 -pst1

sr200 -pst1

sr100 -pst2

sr200 -pst2

e1

0.25

0.5

0.5

1.0

e2

0.5

1.0

1.0

2.0

e3

0.75

1.5

1.5

3.0

e4

1.0

2.0

2.0

4.0

e5

1.25

2.5

2.5

5.0

Table 5.1: Energy profiles of configurations used in spike density monitor. Configurations are marked with ei -srj -pstk where i is the
number of electrodes, j is the sampling rate, and k the number
of patient-specific templates.

(iii) The algorithm implementation with two patient-specific
templates consumes two times more average current than
the implementation with one template.
The energy profiles are given in Table 5.1. Relative values are used,
and thus there is no unit.
5.2.2

Utility

The utility function has the log-linear form of the Cobb-Douglas
function introduced in Equation 4.5. The total utility achieved
by running a given configuration ei , sr j , pstk (i is the number of
electrodes, j is the sampling rate and k is the number of patientspecific templates) for x number of uses is calculated as:
U ( xei ,sr j ,pstk ) = αei ,sr j ,pstk · ln( xei ,sr j ,pstk ),
where αei ,sr j ,pstk is the utility value assigned to the configuration.
As already mentioned, coefficients of the utility functions correspond to the experience from clinicians. Since we did not have
access to clinicians for evaluations, and the information cannot be
obtained from the literature for our setting, we estimated them as
follows. First we derive a set of rules for the coefficients by instan-

5.2 predefined data set

tiating the principles from economic utility theory (Section 4.3.1)
to our setting.
The rules are based on properties of configurations that include
the number of electrodes, sampling rate and the number of patientspecific templates and are listed here:
1. Considering two configurations, the one that is assigned
with the higher utility is considered the preferred configuration.
2. Considering two configurations, one is preferred if it has
at least one property that is more beneficial for the system compared to the other configuration, while the rest
of the properties are equal. More beneficial means either
(i) larger number of electrodes, or (ii) higher sampling rate
or (iii) larger number of patient-specific templates. For example:
• Smaller vs. larger number of electrodes:
αe1 ,sr100 ,pst1 < αe2 ,sr100 ,pst1
• Lower sampling rate and simple algorithm vs. higher
sampling rate and complex algorithm:
αe1 ,sr100 ,pst1 < αe1 ,sr200 ,pst2
3. Considering two configurations, if one has at least one property more beneficial and at the same time at least one property that is less beneficial compared to the other, it is not
obvious which configuration should be assigned a higher
utility value. For example,
• Higher sampling rate and simple algorithm vs lower
sampling rate and complex algorithm:
αe1 ,sr200 ,pst1 ⪌ αe1 ,sr100 ,pst2
Next we define 4 different utility values U1 , U2 , U3 , U4 such that
above rules are obeyed:
(i) Utility and energy profiles are in direct proportion (Table 5.2):
U1 (ei , sr j , pstk ) = Eprofile (ei , sr j , pstk )
(ii) Number of electrodes is preferred (Table 5.3):
U2 (ei , sr j , pstk ) = Eprofile (ei , sr j , pstk )
U2 (ei , sr100 , pstk )+ = 0.15
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utility U 1
sr100 -pst1

sr200 -pst1

sr100 -pst2

sr200 -pst2

e1

0.25

0.5

0.5

1.0

e2

0.5

1.0

1.0

2.0

e3

0.75

1.5

1.5

3.0

e4

1.0

2.0

2.0

4.0

e5

1.25

2.5

2.5

5.0

Table 5.2: Direct proportion between utility values [utils] and energy
profiles.

(iii) Algorithm complexity is preferred (Table 5.4):
U3 (ei , sr j , pstk ) = Eprofile (ei , sr j , pstk )
U3 (ei , sr j , pstext )+ = +0.15
(iv) Sampling rate is preferred (Table 5.5):
U4 (ei , sr j , pstk ) = Eprofile (ei , sr j , pstk )
U4 (ei , sr200 , pstk )+ = 0.15
Multiple utilities are provided if the preferences change during
runtime due to certain events. For example, if epileptic spikes are
detected, then, instead of the increase in number of electrodes,
the device prefers the increase in the sampling rate or in number
of patient-specific templates and also the increase in utility of
specific electrode (F3, F4, Pz, T5, T6).
One can consider the choice of active electrodes (Figure 3.2)
after the number has been fixed. In addition to utility sets U1 –
U4 that are used to choose the number of electrodes to run, the
framework requires utility sets to choose selection of electrodes.
Two utility sets that we consider are:
• Usel1 ( F3, F4, Pz, T5, T6) = (5, 5, 5, 5, 5) assigns equal benefit
to all electrodes,
• Usel2 ( F3, F4, Pz, T5, T6) = (6, 5, 5, 5, 5) assigns the electrode
F3 the higher utility value while the rest of electrodes assigns
equal utility values.

5.2 predefined data set

utility U 2
sr100 -pst1

sr200 -pst1

sr100 -pst2

sr200 -pst2

e1

0.4

0.5

0.65

1.0

e2

0.65

1.0

1.15

2.0

e3

0.9

1.5

1.65

3.0

e4

1.15

2.0

2.15

4.0

e5

1.4

2.5

2.65

5.0

Table 5.3: Utilities [utils] with preferences toward the number of electrodes.

utility U 3
sr100 -pst1

sr200 -pst1

sr100 -pst2

sr200 -pst2

e1

0.25

0.5

0.65

1.15

e2

0.5

1.0

1.15

2.15

e3

0.75

1.5

1.65

3.15

e4

1.0

2.0

2.15

4.15

e5

1.25

2.5

2.65

5.15

Table 5.4: Utilities [utils] with preferences toward the number of patientspecific templates.

utility U 4

e1

sr100 -pst1

sr200 -pst1

sr100 -pst2

sr200 -pst2

0.25

0.65

0.5

1.15

e2

0.5

1.15

1.0

2.15

e3

0.75

1.65

1.5

3.15

e4

1.0

2.15

2.0

4.15

e5

1.25

2.65

2.5

5.15

Table 5.5: Utilities [utils] with preferences toward the sampling rate.
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Detailed view in Figure 5.8

Figure 5.7: The supercapacitor (SC) level of voltage during a 5-day operation.

5.3

framework evaluation

The process of the framework evaluation is represented with the
following figures. Figure 5.7 shows the behaviour of the supercapacitor where the discharge process is determined by energy
profiles of the scheduled configurations and the charge process
corresponds to the energy harvesting shown in Figure 5.6. Decisions are shown in detail for a short interval using the Figure 5.8
for the given energy harvesting scenario from Figure 5.9. The level
of supercapacitor and battery are normalized to the range from 0
to 6V.
During the evaluation, we first analyze the benefits of using
the framework for energy efficient operation, then the benefits
of having the energy model in the framework to predict the
available energy, and then we compare the different energy model
implementations.

5.3 framework evaluation

Figure 5.8: The supercapacitor (SC) level of voltage during approximately
one hour operation. Decisions made at a specific point in time.
( x, y, z) is the configuration selected where x is the number
of electrodes, y is the sampling rate, and z is the algorithm
selection.
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Figure 5.9: Irradiance and acceleration voltage levels.

5.3.1

Energy-efficiency without the framework

To determine the benefit of device operation using our framework,
we first analyze the device operation without the framework as
baseline. There, configurations are selected by considering only
their energy profiles when satisfying the energy and minimum
running time constraints. The available energy is predicted using
the energy model whose performance is evaluated later in this
chapter. Unless stated differently, the utility function and mrt
constraint used are U1 and 60 seconds.
Results obtained from the device execution with and without
the framework are shown in the Figure 5.10. Both higher total utility and longer running time on the supercapacitor were achieved
with the framework where larger number of decisions and configuration changes provided better control over the execution.
The drawback of energy-efficient operation without the framework is when two or more configurations have the same energy
profile. By considering only the energy consumption, those config-

5.3 framework evaluation

Figure 5.10: Evaluation results obtained from the device execution with
and without our framework. The decision-making of the
device without the framework is based on energy profiles of
configurations.

urations are the same, however, they can have different value for
the performance. They should therefore be assessed in accordance
with the utility value. Tables 5.6 and 5.7 shows distribution of the
configuration during the running time on the supercapacitor for
the given energy harvesting scenario (Figure 5.9).
5.3.2

Evaluation of the energy model

To show the benefits of our model we introduce the framework
that, instead of the prediction of the available energy, makes
decisions for fixed energy budgets. The fixed energy budgets are
given throughout the runtime. They have a form of numbers of
uses of the configuration and this configuration is the one that is
used at the time of decision. The actual values are then calculated
using energy profiles of the existing configurations. 200-, 400-,
and 600-second intervals are the fixed intervals assigned for the
decision-making. The minimum (200-second) interval is selected
to avoid frequent decisions and maximum (600-second) interval
satisfies the short-term prediction characteristics of the energy
model.
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configurations uses (in %) without framework

sr100 -pst1

sr200 -pst1

sr100 -pst2

sr200 -pst2

e1

5.71

0

0

0

e2

0

0

0

0

e3

3.45

0

0

0.18

e4

0

0

0

0

e5

90.66

0

0

0

Table 5.6: Configurations uses (in percentage) when no framework is
used for the harvesting scenario given in Figure 5.6.

configurations uses (in %) with framework

sr100 -pst1

sr200 -pst1

sr100 -pst2

sr200 -pst2

e1

19.93

21.75

19.77

0.68

e2

20.35

0.69

0.69

0

e3

12.7

0.23

0.25

0

e4

0.69

0

0

0

e5

2.25

0

0

0

Table 5.7: Configurations uses (in percentage) when framework is used
for the harvesting scenario given in Figure 5.6.

5.3 framework evaluation

Figure 5.11: Evaluation results of the framework without energy model.
Fixed budgets for decision-making are used (200, 400 and
600 seconds).

fixed energy budget Figure 5.11 shows parameters of performance important for the evaluation of the framework. According
to results, decisions that are made for 200-second interval (blue
bar) resulted in the most efficient use of energy. The framework
achieves the highest utility and the longest running time on the
supercapacitor. The low energy budget allowed frequent decisions
and therefore frequent configuration changes. An extremely low
utility is achieved for the 600-second interval (gray bar). The reason for this is a too large energy budget assigned. Configurations
that are selected were too energy-demanding such that every time
the device fell back to the battery before reaching the mrt constraint so the device had no benefit from those executions. The
low benefit is a result of running the configuration with the lowest
energy profile most of the time.
model implementations The main characteristic of the
energy model is its ability to adapt to different device designs.
Different measurements that indicate the amount of harvested
energy can be available. The voltage reading from the supercapacitor is required for the energy model, however, readings from
the light sensor and accelerometer are not. Therefore, different
variables can be used for the energy model and they determine
different implementations of the energy model:
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Figure 5.12: Evaluation results of the framework using the prediction of
the available energy. Three energy model implementations
are compared.

• 3-variable model: supercapacitor, irradiance, and acceleration data;
• 2-variable model: supercapacitor and irradiance data;
• 1-variable model: supercapacitor data.
To simplify the evaluation, we used the same device design
for every model implementation. This device integrates all components that are necessary for the most complex energy model
therefore the energy consumption of individual configurations
is the same. In other words, the device integrates both the light
sensor and accelerator even when their measurements are not
used for the prediction. The only difference is that model implementations use different parameters for the energy prediction.
Results are shown in Figure 5.12.
The highest utility value of the 3-variable model (SC-IRR-ACC)
comes from the control over the execution where a large number
of both decisions and configuration changes are observed. The
shorter running time on the supercapacitor compared to 2-variable
model (SC-IRR) comes from spending the energy more intensively
by using more energy expensive configurations. The 2-variable
model has a similar control over the execution considering the
number of decisions and configuration changes. We observed a
considerable increase in the running time on the supercapacitor

5.3 framework evaluation

Figure 5.13: Evaluation results of the framework without (blue) and with
(orange) energy model. Best of both scenarios are shown, the
200-second fixed interval and 3-variable energy model.

at the cost of a significantly lower utility value compared to the
3-variable model. The longer running time on the supercapacitor
in the 2-variable model extends the battery life, the utility value
can be compensated to a certain amount during the operation on
battery. The 1-variable model, with much less decisions and thus a
lower number of configuration changes, shows the lowest running
time on the supercapacitor. Again a tradeoff with the utility value
is observed and a reasonable utility is achieved. Since the focus
of our framework is utility maximization, the 3-variable energy
model is the best option.
fixed vs predicted energy budget To analyse the benefit of using the energy model in the framework, we compare
evaluation results obtained from two scenarios, using the energy
model and without model using the fixed energy budget. The best
of both scenarios, which are 200-second budget and 3-variable
energy model, are shown in Figure 5.13. A tradeoff is observed in
the utility and the running time on the supercapacitor. However,
the extreme difference in number of decisions and configuration
changes makes the one with the energy model more preferred. We
assumed that the cost of those operations are negligible, however,
for such large number of decisions and configuration changes,
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Figure 5.14: Evaluation results of the framework without (blue) and with
(orange) energy model. Scenarios shown are the 200-second
fixed interval and the energy model.

the framework without energy model would end up with the
significant energy overhead.
Next, we compare the variant without energy model (200second fixed interval) with the worst variant using the energy
model in Figure 5.14.
With the higher utility and the longer running time on the
supercapacitor, the framework without energy model has higher
cost due to the increased number of decisions and configuration
changes. Again, we have assumed that those process costs are negligible. However, if this is not the case, the total energy overhead
cannot be neglected.
prediction error The prediction error of the available energy is computed as the deviation from the identity line consumptionprediction. ‘Consumption’ refers to the values of energy consumed
at the end of each running time on the supercapacitor while ‘prediction’ is the value calculated for the same intervals using the
energy model. The error is shown in Figure 5.15. We observe a
slight deviation which means that accurate prediction results have
been achieved.

5.3 framework evaluation

Figure 5.15: The prediction error of the energy model is given as a deviation from the identity line that represents a perfect match to
the real value.

5.3.3

Different utility data sets

Figure 5.16 shows the use of configurations when different utility functions (U1 –U4 defined in Tables 5.2–5.5) were used in the
framework. The 3-variable energy model is used for the evaluation due to the highest utility observed when compared with
different model implementations. Results shown in Figure 5.16
group configurations in accordance with the specified property
(sampling rates or number of patient-specific templates), and the
amount given as percentage shows how much each configuration
was used.
The choice of utility function influenced the use and change of
configurations. The first section shows the used configurations
with 100Hz sampling rate, the second section shows the used
configurations with 200Hz sampling rate, and the third section
shows the used configurations when algorithm implementation
uses 2 patient-specific templates. The results show that preferred
properties of the configuration are used more. The utility U2 that
prefers the number of electrodes uses a sampling rate of 100Hz
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Figure 5.16: Configurations uses (in percentage) according to different
utility functions are grouped in accordance with the specified
property.

most of the time. The utilities U3 and U4 that prefer the algorithm
implementation with 2 patient-specific templates and sampling
rate respectively, use most configurations that contain the specific
property.
The short-term characteristics of the energy model results in
limited energy. Since the choice of configuration depends on
the available energy, configurations with lower energy profiles
(Table 5.1) are used more. The sampling rate of 100Hz (Figure 5.16)
therefore prevails in used configurations for all utility functions.
We observe the same behavior for the number of electrodes and
the algorithm implementation with one patient-specific template.
In Figure 5.17 we show the use of configurations with a single
electrode, then the use of configuration running the algorithm
implementation with one patient-specific template, and once more
the use of configuration running with lower sampling rate, all
across different utility functions. We observed that the number of
uses of all three lower-cost features ranges above 50%.
5.3.4

Variable mrt constraint

To analyse the minimum running time constraint mrt, we first
compare shortest and longest interval assigned, 60 and 300 sec-

5.3 framework evaluation

Figure 5.17: Configurations uses (in percentage) according to different
utility functions are grouped in accordance with the specified
property.

Figure 5.18: Evaluation results of the framework with varying mrt constraint (60, 120, 180, 240, 300 seconds).
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Figure 5.19: Use of electrodes (in percentage) when no spikes are detected
and when spikes are detected at the electrode F3.

onds. For the 60-second mrt scenario, the device can run more
energy expensive configurations, since the mrt interval is short.
Higher utility is achieved at the cost of shorter running time on
the supercapacitor. However, running the more expensive configurations, the energy budget is spent quicker and this results in a
larger number of decisions and configuration changes. A large mrt
constraint could end up in using only the least energy expensive
configuration; thus the total utility is low and the running time on
supercapacitor is long. A long running time on the supercapacitor
increases the numbers of decisions and configuration changes.
5.3.5

Selection of electrodes

Figure 5.19 considers two utility functions Usel1 and Usel2 to choose
the electrodes after the number has been fixed. F3 becomes favored
one and is used more often than other electrodes.

5.4 summary

5.4

summary

In summary, our framework proved to be beneficial compared
to the decision-making based on energy profiles only. As per
Figure 5.10, both 72% higher utility and 52% longer running time
on the supercapacitor were achieved as well as the benefit was
seen when two or more configurations have equal energy profiles.
The decision-making algorithm can determine how much each
configuration should be used.
Figure 5.13 shows that the framework with the energy model
achieves 27% higher total utility compared to the framework with
the fixed energy budget. 11% longer running time on the supercapacitor for fixed energy budget saves battery; thus a further increase in utility can be achieved from running on the battery. However, for a large number of decisions and configuration changes,
the energy overhead can be significant. This is the case with a
setting that uses fixed energy budget; therefore; the prediction of
the available energy provides more efficient operation.
Based on the evaluation results of different energy model implementations shown in Figure 5.12, the model with the highest
number of parameters used for prediction provides the highest
utility value. However, the tradeoff between total utility and the
running time on the supercapacitor is observed in all implementations.
We analyzed the results of the framework shown in Figure 5.16
when different utility functions were assigned. The increase in
utility value of a certain configuration resulted in the increase
of its use. The same behavior was observed for the selection of
electrodes where those that are assigned with a higher utility
value have a larger number of uses (Figure 5.19).
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DISCUSSION AND OUTLOOK

In this work we demonstrated an energy-aware runtime framework for self-powered wearable medical devices. The main goal
was to improve the diagnostic value when continuous long-term
monitoring of a patient’s health condition is required. We have
proposed the design of a wearable EEG device and used it for the
evaluation of the framework. We discuss both achievements and
limitations together with an outlook of possible further work on
the device design and the framework.
6.1

wearable eeg device design

We proposed a wearable device design for epilepsy monitoring
that was mainly intended for children. A device that is lightweight
and operates without user interaction were the main user requirements. The device consists of 5 active EEG electrodes that monitor
the electrical activity in the brain. The ultra-low power processor
detects epileptic spikes and stores their data into memory for later
transmission. Low-power wireless transmission of results allows
clinicians to monitor patients remotely and adjust the course of
the treatment accordingly. The battery ensures uninterrupted operation while energy harvesting extends the battery life. The energy
harvested from multiple sources is stored into the supercapacitor
and used afterwards.
Access to hardware components and actual clinical algorithms
used was delayed. Therefore, the device design was available only
late in the research process. In addition to the late device design,
strict ethical requirements for clinical research were an additional
reason for not being able to use the spike density monitor in a
real clinical environment.
outlook Two harvesting sources, ambient light and body heat,
were suitable for the spike density monitor. The energy is har-
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vested during the day with the device placed on the head. EEG
monitoring is also used for other diseases such as sleep disorders,
Alzheimer’s disease, Parkinson’s disease, etc. The proposed device design could be adapted to fit different applications. Sleep
disorders requires monitoring EEG signal during sleep, therefore,
there is no point in using the ambient light as the energy harvesting source. Radio frequency energy harvesting could be an
option here. Electromagnetic energy that comes from commercial
telecommunication networks represents a reliable ambient energy
that can be harvested in wearables [7]. At the time of research, the
feature detection in the EEG signal of a patient with Alzheimer’s
disease was computationally more expensive compared to epileptic spike detection. For this application, a more powerful processor
with a richer instruction set compared to the Cortex-M0 can be
used to handle complex tasks more quickly while also consuming more power. Possible option could be nRF52 SoCs with the
Cortex-M4 processor that belongs to the same series of low power
processors as the Cortex-M0.
6.2

energy-aware runtime framework

The continuous long-term operation in a highly energy-constrained
environment was our challenge when designing the energy-aware
runtime framework. Device configurations were selected during
runtime such that the energy consumption matches the available
energy. Decisions are based on the clinicians’ preferences for individual configurations. The real-time monitoring of the device
operation in a highly resource-constrained environment is difficult to implement without resource overhead. An additional effort
comes from the real-time dynamics of energy harvesting sources.
The evaluation is then difficult to reproduce due to scenarios
that can not be repeated. Therefore, our framework was evaluated using simulation for which the energy harvesting scenario is
modeled.
The benefits of the framework were measured by two parameters: the total utility and the total running time on the supercapacitor. Parameters were then compared to values achieved
without the framework. Compared to results achieved without

6.2 energy-aware runtime framework

the framework, the framework achieved 72% higher total utility
and 53% longer running time on the supercapacitor (Figure 5.10).
The framework achieved 27% higher total utility with the energy
model compared to a framework based on a fixed energy budget; however, the price was a 11% shorter running time on the
supercapacitor (Figure 5.13). Last but not least, different implementations of the energy model are available. The model with
only one parameter of prediction (supercapacitor voltage) provides a total utility approximately as good as the system without
the energy model (only 6% lower) while the total running time on
the supercapacitor is even 40% shorter (Figrure 5.14). Although
the cost of making decisions and changing configurations is assumed to be negligible, extremely large numbers of decisions and
configuration changes, as it is the case in the scenario without the
energy model, could incur significant energy overhead. Thus, the
longer running time on the supercapacitor in scenarios without
the energy model that is obtained by our simulation can be significantly lower in the real environment due to the large number of
decisions and configuration changes. Therefore, we conclude that
the framework benefits from the energy model even with only
one parameter used (supercapacitor voltage measurements).
The essential feature of the framework is to choose between
configurations that consume the same amount of energy. For
example, when the task is to select the electrodes while they all
consume the same amount of energy, the framework selects them
in accordance with their utility values. Another feature of the
framework is called the minimum running time constraint. It
is used to avoid frequent changes in configuration in case the
configuration requires some time to start producing the valuable
output.
outlook The focus of this thesis was to evaluate the concept
of the framework by analyzing different features with variable
parameters. The final product is expected to have a form of a
pre-compiled firmware (a binary file) that is flashed on the specific area of the memory with the given configuration dataset.
The dataset is application-specific and includes parameters of
configurations (utility, energy profile, mrt).
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Energy harvesting is difficult to properly simulate since it depends on many parameters (human and environmental). The
evaluation results are therefore sensitive to the given energy harvesting scenario. The real acceleration data was the only measured
data used to simulate the amount of energy harvested from the
body heat. The simulation of energy harvesting from ambient
light is reasonable since here is a direct link with the irradiance
level. Generally, more detailed simulations of energy harvesting
and consumption, possibly using additional parameters of the
real world, could improve precision. At the same time, if more
parameters can be monitored, the energy model could be refined
to give more accurate predictions and thus better decisions.
The input from clinicians that determines the diagnostic value of
individual configurations was not available in the thesis. Instead,
we suggested to use of existing preference modeling techniques
as a substitute.
The model of battery power is simplified for evaluation purposes. However, one approach that we consider useful for efficient
use of battery power is expenditure minimization known as the
dual of the utility maximization problem. The idea is to minimize the energy consumption for a given total utility that must
be achieved. Again clinicians’ preferences would take a role in
determining the value of the total utility. For example, the total
utility achieved must be at least the amount that can be achieved
while running the most energy demanding configuration for 50%
of time. Since the level of battery does not experience sudden
changes, the decisions could be made for fixed intervals. Finding
the optimal configuration set can be energy demanding. However, when longer intervals are considered (minutes to hours), the
energy overhead becomes acceptable. Running a set instead of a
single configuration for a longer interval allows more dynamics
in device operation and therefore higher utility. Here, it can also
be useful to include the minimum running time constraints when
selecting configurations.

Part I
APPENDIX

A

APPENDIX

The original EEG signal is obtained from PhysioNet database
(physionet.org) and shown in Figure A.1. The additional data-set
was used to make sure that the implementation of the epileptic spike detection is not tailored to the data-set obtained from
clinicians while this data-set was used to validate the algorithm
implementation. The patient-specific template and epileptic spikes
detected are shown in figures Figure A.2 and A.3. Detected spikes
show that the algorithm implementations works with other EEG
data. Again, some spikes are missed due to differences of either
amplitudes or shapes compared to the patient-specific template.
The algorithm that works with several patient-specific templates
is expected to have better detection rate.

Figure A.1: Original EEG signal containing epileptic spikes.
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Figure A.2: The patient-specific template obtained by averaging several
epileptic spikes detected using the generic template.

Figure A.3: Pre-processed EEG signal with marked spikes (red star). Note
that some spikes are missed due to differences of either amplitudes or shapes compared to the patient-specific template.
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