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ABSTRACT

This dissertation investigates the reciprocal benefits between machine
learning and dynamical systems with the focus on generative models
from machine learning and the Lyapunov theory of stability from
dynamical systems. In the first direction, the established theory of
control and dynamical systems is used to study the dynamic behavior
of learning algorithms. In the other direction, the machine learning
toolbox is used to approach problems in system identification and
control theory in a data-centric way.
It is often the case in machine learning that the problem is formulated
as the minimization of a cost function. However, it turned out, in
particular in generative models, that formulating the problem as a
game whose equilibrium corresponds to the desired solution could lead
to much better performance. This gamification of learning algorithms
has encouraged studying the properties of the desired equilibrium to
get insight into the learning process when idealized as a dynamical
system. We take this approach to study a generic class of generative
models where multiple players are trained with coupled dynamics.
In control, when the physical equations of the system are not known
in advance, which is most often the case in practice, the standard first
step is to identify the system from its observed trajectories, and then
design a controller to drive the system towards an equilibrium with
the desired properties. Even though this process is fairly standard for
linear systems, it quickly becomes intractable for nonlinear systems. It
is shown in this dissertation that combining learning algorithms with
established concepts such as Lyapunov function from nonlinear dynamical systems can facilitate both identification and control synthesis. A
trainable Lyapunov function is a key component in these algorithms
that is co-trained with the vector field of the system for the identification
task, and with the controller for the control synthesis task.

i

Z U S A M M E N FA S S U N G

Diese Dissertation untersucht den wechselseitigen Nutzen zwischen
maschinellem Lernen und dynamischen Systemen mit dem Schwerpunkt auf generativen Modellen aus dem maschinellen Lernen und
der Lyapunov-Theorie der Stabilität aus dynamischen Systemen. In der
ersten Richtung wird die etablierte Kontrolltheorie und die Theorie
über dynamischen Systeme verwendet, um das dynamische Verhalten
von Lernalgorithmen zu untersuchen. In der anderen Richtung wird
der Werkzeugkasten des maschinellen Lernens genutzt, um Probleme
der Systemidentifikation und der Steuerungstheorie auf datenzentrierte
Weise anzugehen.
Beim maschinellen Lernen wird das Problem häufig als Minimierung
einer Kostenfunktion formuliert. Es hat sich jedoch herausgestellt, insbesondere bei generativen Modellen, dass die Formulierung des Problems
als Spiel, dessen Gleichgewicht der gewünschten Lösung entspricht,
zu einer wesentlich besseren Leistung führen kann. Diese Gamifizierung von Lernalgorithmen hat dazu angeregt, die Eigenschaften des
gewünschten Gleichgewichts zu untersuchen, um einen Einblick in den
Lernprozess zu erhalten, wenn er als dynamisches System idealisiert
wird. Wir verwenden diesen Ansatz, um eine generische Klasse von
generativen Modellen zu untersuchen, bei denen mehrere Spieler mit
gekoppelter Dynamik trainiert werden.
Wenn in der Kontrolltheorie die physikalischen Gleichungen des
Systems nicht im Voraus bekannt sind, was in der Praxis häufig der Fall
ist, besteht der erste Standard Schritt darin, das System anhand seiner
beobachteten Trajektorien zu identifizieren und dann einen Regler zu
entwerfen, der das System in Richtung eines Gleichgewichts mit den
gewünschten Eigenschaften steuert. Auch wenn dieser Prozess für
lineare Systeme eine ziemliche Routine ist, wird er für nichtlineare
Systeme schnell unlösbar. In dieser Dissertation wird gezeigt, dass die
Kombination von Lernalgorithmen mit etablierten Konzepten wie der
Lyapunov-Funktion aus nichtlinearen dynamischen Systemen sowohl
die Identifikation als auch die Synthese von Reglern erleichtern kann.
Eine trainierbare Lyapunov-Funktion ist eine Schlüsselkomponente in
diesen Algorithmen, die zusammen mit dem Vektorfeld des Systems
für die Identifikation und mit dem Regler für die Regelungs-Synthese
trainiert wird.
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1
INTRODUCTION

This dissertation project aims to fill some gaps between dynamical
systems and machine learning. The path is bi-directional. In one
direction, the dynamics of learning algorithms, in particular, adversarial
training is studied. In the other direction, learning methods are used
to advance inference in dynamical systems. The thesis consists of two
seasons corresponding to each of these two directions and each season
includes the projects done under its corresponding direction.
1.1

season 1: dynamics of learning

This season is focused on the Gamification of Learning which refers
to the efforts that form and study machine learning algorithms as
games between two or multiple players, and each player is a highlevel component of the algorithm. This season consists of the projects
that propose a learning algorithm or study the transient or asymptotic
properties of an existing one with the focus on their dynamical behavior.
Learning machines may consist of several components that cooperate
dynamically to achieve a certain goal. Even though a learning algorithm with a single component (e.g. a conventional classifier solved by
stochastic gradient descent) undergoes a path in the parameter space
during training, the dynamics could be much more complicated when
several components are involved. A famous category of state-of-the-art
generative models known as Generative Adversarial Networks is one
of the widely used class of algorithms whose dynamics gives rise to a
sampler that generates samples from a target distribution and a critic
component that judges if the samples belong to the aimed distribution or not. Adding more components to this two-player game has
numerous theoretical and practical motivations such as more stable
training dynamics, interpretability, and the possibility to introduce prior
knowledge via these components. Studying the dynamics of adversarial
learning algorithms when other components are added to the game is
studied in this season of the dissertation.
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In the Gamification of Learning, machine learning algorithms are perceived as a game instead of a single-objective optimization. Depending
on how many reasonable separated components a learning task can be
divided into, the algorithm falls under two-player or multiplayer strategic games, and techniques from game theory or dynamical systems can
be used to investigate the interaction among these components and the
eventual equilibrium it settles in.
Generative adversarial networks can be seen as a two-player game
between two components called generator and discriminator. In the
starting chapter of Season 1, that is Chapter 2, GANSs are studied
as a dynamical system in the presence of a third component whose
role is to prevent the observed instability issues in adversarial training. The influence of the additional third component is studied in the
context of a three-player game theoretically and empirically. Due, to
the intractability of the differential equations in the realistic case for
high-dimensional data distributions, a simplified model is proposed
for the training algorithm of GANs that helps us gain insight into the
potential issues despite being simplistic. This theoretical simplification
strategy is adopted on multiple occasions in this dissertation when the
intractability of the original problem blocks the path to proceed.
In Chapter 3, again in the realm of generative models, a set of
components called witness points are introduced that turn the game
of GANs into a many-player game. Witness points act as trainable
anchor points that co-evolve as the generative model changes during
training. Various applications can be assigned to the witness points. For
example, one can impose prior knowledge by initializing the witness
points close to certain modes of the data distribution. They can also
be used as a probe to look into the model during training to help
interpretability of the model. It turns out that the witness points move
in the data space and converge to the regions which are not captured
well by the generative model. Hence, unlike vanilla GAN algorithms
where it is not clear which modes are missing, one can visualize the
witness points to get an idea of the missing modes during training.
A deeper investigation of the applications of the introduced witness
points is provided in Chapter 3. Moreover, various theoretical aspects
of the training algorithm in the presence of the coupled dynamics of
the witness points are studied.
With a slightly different flavor but still, at the intersection of dynamical systems and learning algorithms, a novel class of distribution

2
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estimation techniques is introduced in Chapter 4 where, unlike implicit likelihood models such as GANs, the probability distribution is
estimated by extending the score matching algorithm to deep neural
networks. The estimated unnormalized density is a versatile tool in
various domains. A clear application is to use Langevin dynamics, a
well-known diffusion process in physics, to sample from the captured
distribution. The proposed parameterization ensures the estimated
score function is curl-free, that is, the derivative of a scalar potential
field. This parameterization is necessary to theoretically support latter
models which are known as energy-based, score-based, or diffusionbased generative models.
1.2

season 2: learning of dynamics

This season consists of the projects that study the reverse direction
of Section 1.1. The general purpose of these projects is to use the
developed machine learning tools to augment the study of or the
intervention on dynamical systems using data-driven methods.
Dynamical systems are major scientific tools in studying natural
phenomena in many disciplines such as physics, economics, epidemiology, and sociology. From a mathematical perspective, these dynamical
phenomena are modeled by differential equations. In reductionist approaches, a phenomenon is broken down into its components until each
component can be explained by a simple tractable model. The overall
model is the integration of all such components. This approach has
been historically employed when the experimentation with the system
under study is possible or there exists some established theory that
explains the evolution of the system.
In the case that the experimentation or theoretical investigation is
not feasible, the governing dynamics must be inferred from the observed trajectories of the system. Similar to any learning method, the
hypothesis space of the admissible functions is restrained by the prior
knowledge about the system under study. Prior knowledge can be
explicit or implicit. In the former case, it usually determines the set of
functions that are not far from the true dynamics of the system in some
measure of distance. In the latter case, the prior knowledge is more
abstract and several intermediate steps must be taken to implement
the effect of the prior on the space of functions. For example, when it
is known that the true dynamics is a polynomial of the order at most

3
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4, the set of admissible functions is fully determined. However, when
we only know that the system under study is stable, delineating the
admissible functions is not straightforward unless for a special class of
systems.
The existence of specific qualitative properties in a dynamical system
can be used to restrict the hypothesis class of functions if it is already
known that the system under study satisfies those properties. One
of these general properties is stability which comes with the existence
of a function called Lyapunov function. The main challenges in the
use of qualitative properties in downstream tasks such as Identification
and Control are:
1. Turning the qualitative property into a quantitative measurable
term.
2. Connecting this quantitative component to the downstream task
effectively.
Each of these major steps needs to be solved by having the downstream task in mind.
In the identification task, even though the class of candidate functions for stable linear systems are fully characterized by the spectral
decomposition of the dynamic matrix, characterizing the class of candidate nonlinear functions that guarantee some sense of local or global
stability is not straightforward. Turning local stability as a property of
an underlying dynamical system into a quantitative term, then using
it to regularize the learned vector field from the observed trajectories
towards a stable dynamical system is the topic of Chapter 5. The
single-stage system identification algorithm can be broken into two
consecutive stages where the only information needed for each stage is
the set of observed trajectories from the system. The first stage uses the
trajectories to estimate a Lyapunov function that encodes the stability
information. The second stage makes use of the learned Lyapunov
function and the trajectory information to learn a vector field that complies with the learned Lyapunov function. This separation of phases
makes more efficient use of the observed trajectories since they affect
the estimation of the vector field through two channels: through the
Lyapunov function and also through the traditional learning of the
vector field.
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In the control task, the motivation is to find a controller that maximizes the stability region of the system. It is indeed a sought-after
property of control systems especially in critical applications such as
agile airplanes or power lines, to remain within the safe limits of the
actuators while the closed-loop system has a large maneuvering space.
Mathematically speaking, this translates to first stabilizing the system
around an equilibrium of interest and then try to obtain a large Region
of Attraction (RoA) around that equilibrium. Establishing a connection
between the controller parameters and the volume of the RoA is not
straightforward and, in most cases, is analytically intractable. The
topic of Chapter 6 is to estimate the Lyapunov function as a mediator
that gives a quantitative measure of the stability of the system and the
volume of the RoA. In an actor-critic type algorithm and taking the
Lyapunov function as the critic, an iterative two-player algorithm is
proposed that co-learns the Lyapunov function and the controller of the
system. The desired equilibrium of this game is where the controller
induces the largest achievable RoA and the Lyapunov function captures the true RoA as one of its level sets. Theoretical understanding
of the algorithms that directly work with safety-critical systems is of
crucial importance in control theory. Especially, it is necessary to know
which class of systems are entitled to be treated with a given control
synthesis algorithm. Therefore, the proposed algorithm is studied
theoretically from two perspectives. From machine learning’s perspective, the strength of the learning signal under various conditions is
calculated to detect pathological training scenarios. From the control
theory’s perspective, the generic conditions of the system for which the
algorithm acts safely are provided.
The above-mentioned seasons are two pillars of this dissertation
which can be largely seen as an effort to bring together the theory of
dynamical systems and control to learning machines and also the tools
from the machine learning community to well-established theoretical
methods of control theory. The fact that machine learning algorithms
have mostly been studied as the optimization of a single objective
function gives the hope that this game-theoretic dynamical-systembased view provides new insight to study the existing and design of the
new algorithms with a new dimension of freedom, that is the interaction
the among learning components. This interaction can lead to practical
results that have not been possible in single component algorithms
such as the likelihood-based generative models before GANs. Similarly,
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the traditional view of control theory often needs an accurate model
of the system for designing the controller. When the model is not
known, a separate system identification step is needed to obtain a
fairly good model of the dynamics. The system identification step is
conceptually closer to machine learning tasks, but it suffers from the
same limitations as single objective learning algorithms. In addition,
qualitative properties of the system of interest are hard to encode
in conventional estimation approaches such as Reproducing Kernel
Hilbert Space (RKHS) methods especially in the space of nonlinear
systems. In this thesis, it is shown that such qualitative information can
be leveraged by designing a multi-component learning algorithm that
leads to defining the control task as an actor-critic game.
This thesis is a step towards recognizing the mutual benefit of machine learning and control theory and what each field can benefit
from the other one. I hope the future efforts in this intersection lead
to advances in both fields, that is many-player learning algorithms
with unprecedented performance on the machine learning side and
automatic design of sophisticated nonlinear controllers for complex
nonlinear systems that are safer and more energy-efficient.
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2
NON-AUTONOMOUS ADVERSARIAL NETWORKS

This season studies the direction of influence from control theory and
dynamical systems to machine learning. The general idea of the projects
in this season is studying the machine learning algorithms from the
perspective of dynamical systems. One of the algorithms whose training dynamics is a key to its success is Generative Adversarial Networks (GAN) where the dynamic interaction between two components
(generator and discriminator) leads to samplers with unprecedented
quality. We start this season with a chapter dedicated to modeling
and studying the dynamical behavior of a GAN’s algorithm where
additional components are added to the game to improve the stability
of training. In Chapter 3, we extend the setting to a more general
generative model where many players are added to the game of GANs
with significantly more involved coupled dynamics.
2.1

abstract

Generative adversarial networks are used to generate samples from a
target distribution but their dynamical properties are not well understood yet. There have been a few studies that intended to investigate the
stability properties of GAN as a dynamical system. This work can be
seen in that direction. Among the proposed methods for stabilizing the
training of GANs, some of them modify the data distribution during
the course of training. We unify these methods under the name nonautonomous GAN and investigate their dynamical behavior when the data
distribution is not stationary. We provide a theoretical analysis that is
supported by simulations along with experiments on high-dimensional
datasets.
2.2

introduction

Generative adversarial nets (Goodfellow et al. 2014a) are trained by
optimizing an objective function over two sets of parameters {θ, ψ}.
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For ease of presentation, the framework is described as a competition between two functions, generator, and discriminator who want
to minimize/maximize a mutual objective. The generator takes unstructured noise z ∼ p(z) as input and generates samples G (z) in the
data space. The discriminator takes samples from the data space and
tries to discriminate between generated samples G (z) and real samples
x ∼ pdata ( x ). The GAN objective in its general shape can be written as
argmin max L(θ, ψ) =E p(z) [ f ( Dψ ( Gθ (z)))]+
θ

(2.1)

ψ

E pdata (x) [ f (− Dψ ( x ))],
where ψ parameterizes the discriminator and θ parameterizes the generator.
Different choices for f (.) gives various GAN objectives, e.g. JensonShannon (Goodfellow et al. 2014a), Wassestein-GAN (Arjovsky, Chintala, and Bottou 2017), f-GAN (Nowozin, Cseke, and Tomioka 2016b),
etc. In accordance with the objective functions used in these works, we
assume f 0 ( x ) 6= 0 in (2.1).
The ultimate goal is to converge to a saddle point where neither the
discriminator nor the generator can achieve a better objective when the
other one is kept fixed. This point in (θ, ψ) space is associated with
the Nash equilibrium of the dynamics. The interesting property of this
point is that Gθ (z) ∼ pdata ( x ), meaning that the output samples of the
generator are samples from the data distribution (Goodfellow et al.
2014a). Notice that this is only correct in the functional space not in the
parametric space with finite capacity. However, one can see parameters
θ and ψ as indices to functions in a functional space. Especially when
using neural networks as universal function approximators, taking
the parametric space as a functional space seems to be acceptable in
practice.
Currently, stochastic gradient descent (SGD) updates are used to
alternately perturb θ and ψ in the hope to converge to the Nash equilibrium in the end. Even though the results look visually promising, the
dynamical behavior of this system needs more investigation.
In this chapter, we study the dynamics of GAN under the condition where the target distribution is not fixed. This strategy has been
employed in a couple of works (Arjovsky and Bottou 2017; Sønderby
et al. 2016). We propose a simple stabilizing technique called β-GAN
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inspired by simulated annealing and study the dynamical behavior
of GAN for a class of similar techniques by theory and simulation.
β-GAN heats data to a high entropy uniform distribution. Once the
uniform distribution is learned by the generator, the target distribution
is cooled towards the original data distribution. The main focus of this
chapter is studying the dynamical behavior of GAN when the target
distribution is also dynamically changing. This means that the environment of the GAN components (Generator + Discriminator) which is
the data distribution is time-variant. Borrowing the terminologies from
the theory of dynamical systems (Hassan K Khalil 1996), we call this
setting, nonautonomous GAN.
2.3

nonautonomous gan

Continuous dynamical system— We see GAN as a continuous dynamical
system. This assumption is valid when the learning rate of Stochastic
Gradient Descent (SGD) tends to zero in optimization, i.e. e → 0.
Autonomous GAN —In conventional GAN training, the dynamical
system


θ̇ = −∇θ L(θ, ψ)
ψ̇ = ∇ψ L(θ, ψ)

(2.2)

is an approximation to the training trajectory for a tiny learning rate.
We call these dynamical systems autonomous because the right-hand
side function is not an explicit function of time (Hassan K Khalil 1996).
Given the Lipschitz continuity of the right-hand side of (2.2), there
exists a solution for this system and it is unique.
Nonautonomous GAN— The overall idea is introducing a new state
β to the GAN objective function in (2.1). This state controls the data
distribution. More precisely, the objective function becomes

L(θ, ψ, β) = Ep(z)[ f ( Dψ ( Gθ (z)))] + Epdata ( x; β)[ f (− Dψ ( x ))]. (2.3)
β-GAN —In this section we first propose a simple nonautonomous
GAN called β-GAN. Here, data distribution is controlled by a parameter called β. We assume the generative and discriminative networks
G and D have large capacity, parameterized by deep neural networks
G (z; θG ) and D ( x; θ D ). Here, z ∼ p(z) is the (noise) input to the generative network G (z; θG ), and D ( x; θ D ) is the discriminative network that
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outputs the probability of realisticness of its input as a real number
in [0, 1]. The discriminative network is trained with the binary classification label D = 1 for the N observations { x (1) , x (2) , · · · , x ( N ) } ∈ Rd ,
∗ such that
and D = 0 otherwise. The GAN objective is to find θG
∗
G (z; θG ) ∼ pdata ( x ). This is achieved at Nash equilibrium (favorite
equilibrium) of the following minimax objective:
∗
θG
= argmin max f (θ D , θG ),
θD

θG

(2.4)

f (θ D , θG ) = Ex ∼ pdata log ( D ( x; θ D )) +

Ez ∼ p(z) log(1 − D ( G (z; θG ); θ D )),

∗ ); θ ∗ ) = 1/2 (Goodfellow et al.
where at the equilibrium D ( G (z; θG
D
2014a). One way to introduce β is to go back to the empirical distribution and rewrite it as a mixture of Gaussians with zero widths (Dirac
delta distributions):

pdata ( x ) =

1
N

∑ δ ( x − x (i ) )
i

1
=
lim
N β→∞



β
2π

d/2

β ( x − x (i ) )2
exp
−
∑
2
i

!
.

The heated data distribution at finite β is therefore given by:
!
 d/2
1
β
β ( x − x (i ) )2
pdata ( x; β) =
.
∑ exp −
N 2π
2
i
With this setup, the minimax optimization task at each β is:
∗
θG
( β) =

f (θ D , θG ; β) =

argminθG maxθD f (θ D , θG ; β),
Ex ∼ pdata ( x; β) log ( D ( x; θ D )) +

(2.5)

Ez ∼ p(z) log(1 − D ( G (z; θG ); θ D )).
∗ and θ ∗ depend on β implicitly.
Note that the optimal parameters θG
D
In β-GAN, the first task is to learn to sample from the uniform distribution. It is then trained simultaneously as the uniform distribution is
smoothly annealed to the empirical distribution by increasing β. We
chose a simple fixed geometric scheduling for annealing in β-GAN. The
procedure is given in Algorithm 2.1. The convergence of the algorithm
is based on the following conjecture:
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Algorithm 2.1 Minibatch stochastic gradient descent training of annealed generative adversarial networks. The inner loop can be replaced
with other GAN architectures and/or other divergence measures. The
one below uses the Jensen-Shannon formulation of Goodfellow et al. as
the objective.
∗ and
• Train GAN to generate uniform distribution and obtain θ g,0
∗
θd,0 .
• Receive β 1 , β K , and K, where K is the number of cooling steps
between/including β 1 and β K .
• Compute α > 1 as the geometric cooling factor:


α=

βK
β1

 K1

• Initialize β: β ← β 1
∗ and θ
∗
• Initilize θ g,β ← θ g,0
d,β ← θd,0
for number of cooling steps (K ) do
for number of training steps (n) do
• Sample minibatch of m noise samples {z(1) , . . . , z(m) } from
noise prior p(z).
• Sample minibatch of m examples { x (1) , . . . , x (m) } from data
generating distribution pdata ( x; β).
• Update the discriminator by ascending its stochastic gradient:
∇θd,β




 

i
1 m h
log D x (i) ; θd,β + log 1 − D G z(i) ; θ g,β ; θd,β
.
∑
m i =1

• Sample minibatch of m noise samples {z(1) , . . . , z(m) } from
noise prior p(z).
• Update the generator by descending its stochastic gradient:
∇θg,β


 


1 m
log 1 − D G z(i) ; θ g,β ; θd,β .
∑
m i =1

end for
• Increase β geometrically: β ← β ∗ α
end for
• Switch from pdata ( x; β K ) to the empirical distribution (β = ∞) for
the final epochs.
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Conjecture 2.1. In the continuous annealing limit from the uniform distribution to the data distribution, GAN remains stable at the equilibrium, assuming
G and D have a large capacity and that they are initialized at the minimax
equilibrium for generating the uniform distribution1 in the ambient space X .
This conjecture is proved for a simplistic setting in Section 2.5. To
make the theoretical analysis tractable, in the following we introduce a
minimalistic framework called tiny-GAN.
tiny-GAN —To have a minimal tractable GAN framework, we set
Pdata ( x; α) = δ( x − α) and Gθ (z) = δ(z − θ ), meaning that, the real data
is concentrated on a single point at x = α and the generator is only
capable of generating one point at location θ. Notice that in this section,
α takes the role of β which is a parameter that influences true data
distribution. We did not use β here to reserve it for inverse temperature.
The discriminator is assumed linear, i.e. Dψ ( x ) = ψx. In contrast
to (Mescheder, Geiger, and Nowozin 2018), we do not tie data to the
origin and release it to occupy any location on the real axis. After these
simplifications, the objective function of (2.1) becomes:

L(θ, ψ, α) = f (ψθ ) + f (−ψα)

(2.6)

and the dynamical system of training GAN in (2.2) is written as


θ̇ = −ψ f 0 (ψθ )
ψ̇ = θ f 0 (ψθ ) − αr f 0 (−ψαr ).

(2.7)

In this formulation, αr is fixed and represents real data distribution.
Many formulations of GAN can be characterized by the dynamical
system of (2.2) which contains only two states: the parameters of the
generator (θ) and the parameters of the discriminator (ψ). Here we augment the state-space equation with a new state α which characterizes
the properties of the data distribution pdata ( x; α). In harmony with the
minimalistic nature of tiny-GAN, the entire data distribution is characterized by α here. Notice that the real data distribution is not dynamic.
Indeed, real data distribution is the target point of the dynamics of α(t)
and we represent it by αr , i.e. α(t) → αr as t → ∞. Optimizing (2.3)
when the dynamics of α is only governed by ∇α L(θ, ψ, α) results in a
trivial answer since there will be no motivation for α(t) and θ (t) to get
to the Nash equilibrium where α(∞) = αr . To cure this issue, β-GAN
1 This requires dim(z) ≥ d.
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(c) β-GAN: coupled-dynamics (d) β-GAN: coupled-dynamics

Figure 2.1: State evolution of various continuous dynamical systems
approximating the behavior of GANs when the learning
rate is small e → 0.(a) Normal GAN: Two-state autonomous
system with static data distribution. (b) β0 -GAN: Threestate nonautonomous system when the dynamics of data
distribution is coupled with the other states. (c) β-GAN:
Three-state nonautonomous system when the dynamics of
data distribution is only governed by the annealing process.
(d) The same as (c) but with slower annealing process.

suggests a full annealing strategy over pdata ( x; α). This idea turns the
dynamical system of (2.2) into a time-varying (nonautonomous) system.
The nonautonomous GANs then split into two branches at this point:
In the first branch which is also the method devised by β-GAN, α
has partially decoupled dynamics from the other states of the GAN.
In the second branch, the dynamics of α is fully coupled with the
other dynamics of GAN parameters. We name this class of methods
β0 -GAN. For example, this approach is adopted by (Sajjadi et al. 2018)
where a separate component called lens is co-trained along with the
discriminator and generator of GAN. The issue of the coupled dynamics
of β0 -GAN which may push it towards an undesired equilibrium is
shown in section. Section 2.4.
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In the first branch (β-GAN), partially decoupled means that the dynamics of α is not affected by the dynamics of the other states of the system.
However, the dynamics of the other states may depend on the dynamics
of α. In the second branch (β0 -GAN), α undergoes two dynamics. One
is the dynamics imposed by the GAN objective ∇α L(θ, ψ, α) which
acts by SGD updates and the other one is the annealing dynamics. As
proposed in β-GAN, annealing steps must act with a slower timescale
than SGD iterations of the optimization. The slow partially decoupled
dynamics of α is characterized by
t

α ( t ) = ( α0 − αr ) e − T + αr ,

(2.8)

where T > 1 is a time constant that makes this dynamic term slower
than the SGD dynamics. Many other dynamics could have been chosen
for α that starts from α0 and converges to αr . The current choice is made
to allow the closed-form derivation of the solution. Notice that α0 is
the initial value of α(t) that characterizes the initial distribution of data
pdata ( x; α = α0 ) when the annealing process starts. The parameter αr is
the target value of α(t) for which pdata ( x; α = αr ) becomes the real data
distribution pdata ( x ). Therefore, the state-space equation is written as
follows:

0

 θ̇ = −ψ f (ψθ )
ψ̇ = θ f 0 (ψθ ) − α f 0 (−ψα)
(2.9)

 α̇ = λ[−ψ f 0 (−ψα)] + 1 (α − α )e− Tt .
r
0
T
The first two equations are standard continuous GAN dynamics
from (2.2). The third equation is derived by taking the time derivative
of (2.8).
The hyper-parameter λ ∈ {0, 1} chooses between β-GAN and β0 GAN. In β-GAN, the dynamics of α is decoupled of the states of the
discriminator and generator of the GAN that requires λ = 0. On the
other hand, in β0 -GAN, the annealing dynamics is coupled with the
other two states of the GAN requiring λ = 1. When λ = 0 (β-GAN) the
variable α is not perturbed by short timescale SGD updates. This means
that α has decoupled dynamics from the dynamics of the other states
{θ, ψ}. On the other hand, when λ = 1, the dynamics of α is governed
by both a short timescale term and a long timescale term. The former is
the SGD updates and the latter is the same as in β-GAN. Furthermore,
β-GAN suggests starting from a uniform distribution meaning that
pdata ( x; α) is constant over a specified area and zero elsewhere. In
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β-GAN, as mentioned in Algorithm 2.1, the generator is trained initially
to capture the uniform distribution for a certain data dimension d.
This can also be done by starting with a very high temperature at the
beginning. However, starting from a pure uniform distribution is more
desirable since it gives a universal starting point that only depends on
the data dimension and is independent of the target distribution.

2.4

simulations

To show the effect of annealing strategy in GANs, simple simulations
are presented here for autonomous GAN (vanilla GAN), and two
non-autonomous GANs (β-GAN and β0 -GAN). Note that the objective
function of (2.1) becomes that of W-GAN when f (y) = y (Arjovsky,
Chintala, and Bottou 2017). Remember that in β-GAN, data distribution
does not change with a short timescale and it has its own partially decoupled dynamics due to annealing while in β0 -GAN, data distribution
is altered by both the fast dynamics of SGD and the slow dynamics of
annealing. In all simulated experiments, the real data distribution is
located at x = αr = 3 which is the static value of α for autonomous
GAN but target value of α(t) for Nonautonomous GANs. Figure 2.1(a)
shows the solution of the dynamical system of (2.7) when f (y) = y as
in Wasserstein GAN with initial point (θ (0), ψ(0)) = (1, 2). As can be
seen, the states (θ, ψ) are oscillating around (θ ∗ , ψ∗ )=(3, 0) which is the
equilibrium point of this system. For the linear f (y) = y and tiny-GAN
framework which is studied in this chapter, this result is global. It
can be shown that for nonlinear choices of f (y), the same oscillation is
observable but locally around the equilibrium point. Notice that this oscillation is so-called unsustained oscillation which is different from stable
limit cycles (Hassan K Khalil 1996; Isidori 2013). Here, the amplitude
of the oscillation depends on the initial state (θ (0), ψ(0)) which is an
undesirable effect. Figure 2.1(b) depicts the behavior of β0 -GAN and
shows the solution to the dynamical system of (2.9) when λ = 1 with
initial state (θ (0), ψ(0), α(0)) = (1, 0, 1). Again, the target value for
α(t) is αr = 3. As can be seen, the dynamical system is still oscillating
but the amplitude of the oscillation is reduced. The undesirable point
of this setting is that the system is now oscillating around a wrong
equilibrium point (θ, ψ, α) = (2, 0, 2) which is different from the Nash
equilibrium (θ, ψ, α) = (3, 0, 3).
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Figure 2.1(c) simulates the behavior of β-GAN by running the dynamical system of (2.9) with λ = 0 from the initial state (θ (0), ψ(0), α(0)) =
(1, 0, 1). Again T = 3 and the target data is αr = 3. As can be seen, the
system is oscillating as Figure 2.1(b) but this time around the correct
point (θ, ψ, α) = (3, 0, 3). The amplitude of oscillation is lower than
autonomous GAN of Figure 2.1(a) and decreases more by increasing T.
Increasing T means it takes longer for α to move from α0 to αr which
is equivalent to slower annealing dynamics or finer annealing steps
in discrete setting. This is shown in Figure 2.1(d) where the entire
setting is as the previous case but T = 30 results in slower approach
to ar that results in a reduced oscillation amplitude around the correct
equilibrium point. These empirical observations are proved in the next
section by solving GAN equations for an analytic solution.
2.5

theoretical analysis

The simulations in Section 2.4 show that the amplitude of oscillation
decreases as T increases in β-GAN framework. Here, we formalize this
observation and provide the proof.
Theorem 2.1. The original formulation of GAN as a dynamical system with
two states (generator and discriminator) has persistent oscillation around the
equilibrium. This oscillation vanishes when the data distribution is annealed
from an easy towards a difficult distribution. Easy distribution refers to a
distribution that can be easily captured by GAN at the beginning of training
while difficult distribution is the target distribution that the GAN finally aims
to capture. The annealing dynamics must be independent of the other dynamics
of the GAN. Entangling dynamics of GANs with annealing dynamics of data
distribution may result in an unpredictable wrong equilibrium.
Proof. We emphasize that this proof is only valid for the special case
of tiny-GAN and a linear discriminator. The setting has been intentionally kept simple to be able to derive the analytic solutions and get
insights into the dynamics.
The dynamical system of (2.9) for f (y) = y and λ = 0 is written as
follows:


 θ̇ = −ψ
ψ̇ = θ − α
(2.10)

 α̇ = 1 (α − α )e− Tt .
r
0
T
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(α −α(0))

Let’s a = T1 and K = r T
. We take Laplace transform from both
sides of three equations above:

 sθ (s) − θ (0) = −ψ(s)
sψ(s) − ψ(0) = θ (s) − α(s)

K
sα(s) − α(0) = s+
a.

(2.11)

Taking derivative of the both sides of the second line of (2.10) amounts
to multiplying both sides of the second line of (2.11) by Laplace differentiation operator s and results in
s2 ψ(s) = sθ (s) − sα(s) = 
θ (
0
) − ψ(s) − 
α(
0
)−

K
,
s+a

(2.12)

where θ (0) and α(0) cancels each other due to the assumption of β-GAN
that generator starts from a simple initial distribution characterized
by α(0). This assumption consequently ensures ψ(0) = 0 because it is
assumed that the equilibrium is initially found for both generator and
discriminator for the data distribution α(0). Solving for ψ(s) gives us
ψ(s) =

−K
.
(1 + s2 )(s + a)

(2.13)

We then expand the right-hand side as a sum of polynomial fractions:
ψ(s) =

−K
s
Ka
1
K
1
+
+
.
2
2
2
2
2
1+a 1+s
1+a 1+s
1+a s+a

(2.14)

Computing inverse Laplace transform of ψ(s) gives
ψ1 (t)

}|
{
z
L−1 {ψ(s)} = A cos(t) + B sin(t) +Ce−at ,

(2.15)

Ka
where A = 1−+Ka2 , B = 1+
, and C = 1+Ka2 . The last term vanishes in the
a2
steady state solution when t → ∞. We are mainly interested in the first
two parts which are responsible for the persistent oscillation. Adding
two harmonics results in a new harmonic with scaled amplitude A and
phase shift φ:


= A sin(t + φ)
 ψ1 (t)p
A = A2 + B2 + 2AB cos(π/2)

φ = tan−1 ( A, B),

(2.16)
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where tan−1 is quadrant-aware arc tangent. By substituting A and B in
A we can compute the amplitude of the persistent oscillation as
s

A=



K
1 + a2

2



+

Ka
1 + a2

2

=

K
1 + a2

q

(1 + a2 ).

(2.17)

Notice that 1 + a2 = 1 + T12 → 1 as T → ∞. Here, the important
term is K that goes to zero as T → ∞ and proves our claim (rooted in
observations such as Figure 2.1) that the oscillation amplitude decreases
as the annealing time T increases. Given the analytic form of ψ(t), the
analytic form of θ (t) can be derived. According to Equation (2.11), θ (s)
can be written in terms of ψ(s) as
θ (s) =

1
[θ (0) − ψ(s)],
s

(2.18)

where 1s acts as an integrator. Therefore, by the use of inverse Laplace
transform L−1 {θ (s)}, θ (t) is derived as
θ (t) = θ (0)L

τ =t
1
{ }−
ψ(τ ) dτ
s
τ =0
Z τ =t
Z τ =t
K
− at
e dτ +
ψ1 (τ ) dτ
1 + a 2 τ =0
τ =0
Z τ =t
K 1
+
ψ1 (τ ) dτ
1 + a2 a
τ =0
Z τ =t
αr − α0
+
ψ1 (τ ) dτ .
1 + a2
| τ =0 {z
}

−1

= θ (0) −
= θ (0) +
= θ (0) +

Z

(2.19)

Ψ1 ( t )

Notice that Ψ1 (t) is the integral of a sinusoidal which is itself a
sinusoidal. As the annealing time increases, T → ∞, the term 1 + a2 =
1 + T12 → 1 and we eventually have the steady state solution of θ (t) as
follows:
lim θ (t) = ar + Ψ1 (t),

T →∞

(2.20)

which shows the persistent oscillation around the desired equilibrium
point ar that is the real data distribution.
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Figure 2.2: Three dimensional example — Top row: The performance
of vanilla GAN on a mixture of five Gaussian components
in three dimensions.
Middle row: The performance of
β-GAN on the same dataset.
Bottom row: The performance of β-GAN on the synthesized mixture of two cubes.
Blue/red dots are real/generated data. To compare the
computational cost, we report τ, which is the total number
of gradient evaluations from the start. We use the architecture G:[z(3) — ReLU(128) — ReLU(128) — Linear(3)]
and D:[x(3) — Tanh(128) — Tanh(128) — Tanh(128) — Sigmoid(1)] for generator and discriminator where the numbers
in the parentheses show the number of units in each layer.
The annealing parameters are [β 1 = 0.1, β K = 10, K = 20].
21

non-autonomous adversarial networks

2.6

high dimensional example

In this chapter, we studied the effect of annealing on adversarial training. Hence, the goal of this section is not to compare the performance
of nonautonomous GANs as a stand-alone method with other GAN
variants. Instead, we want to argue that what we have shown in Section 2.4 and proved in Section 2.5 can be observed in more realistic
scenarios. Moreover, we want to show that the annealing as an outer
loop over the current GAN strategies results in better performance as it
is shown quantitatively. Implemented algorithm of β-GAN provided
in Algorithm 2.1 is tested with various models and on different datasets
(See Table 2.1). To illustrate the adversarial training under an annealing
process, a couple of illuminating examples are provided in Figure 2.2
(synthetic data), Figure 2.4 (MNIST), and Figure 2.3 (CelebA). The description of each experiment comes in the caption of the corresponding
figure.
The quantitative analysis of Table 2.1 shows the final performance
(β → ∞) of different algorithms when annealing is used as an outer
loop. We intentionally chose models with different architectures and
loss functions to emphasize the generality of the usefulness of the
annealing approach. In the following, we briefly describe each tested
model: NonSat is the non-saturating loss presented in the original
GAN paper (Goodfellow et al. 2014a). Hinge is inspired by (Tran,
Ranganath, and Blei 2017) where the hinge loss is used for the likelihood
estimation problem. MMD stands for Maximum Mean Discrepancy
with the trainable kernel as a measure of the distance between two
distributions (C.-L. Li et al. 2017). EB represents Energy-Based GAN
that tries to minimize the concept of energy when the energy is defined
as the reconstruction loss of an autoencoder (Zhao, Mathieu, and LeCun
2016). WGAN-GP is based on Wasserstein distance augmented with
gradient penalty (Gulrajani et al. 2017) whose training finishes in a
reasonable time. We used the datasets CIFAR-10 (Krizhevsky and G.
Hinton 2009), STL-10 (Coates, Ng, and Lee 2011) and CelebA (Liu et al.
2015) for these quantitative analyses. We skip the architectural and
experimental details of each model since we used the same setting used
in their corresponding papers. The results in the table show the positive
effect of annealing on different models and datasets. Annealing as an
outer loop for different implicit generative models results in improved
performance and the performance gets better when the annealing time
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(a) Generated samples for β =
0.1

(b) Generated samples for β =
1

(c) Generated samples for β =
5

(d) Generated samples for β =
∞

Figure 2.3: β-GAN trained on CelebA with dim(z) = 64 × 64 × 3 —
Samples generated from CelebA dataset during annealing procedure. The network starts from generating the
uniform distribution and gradually generates samples corresponding to each value of β. We borrowed DCGAN
architecture from (Radford, Metz, and Chintala 2015) except that the input noise of the generative network has
the dimension of data and the output layer is changed
to linear instead of Tanh. The annealing parameters are
[β 1 = 0.1, β K = 10, K = 20] the same as 3D experiment
in Figure 2.2.
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Table 2.1: Inception score (IS), Fréchet Inception distance (Fréchet Inception distance (FID)) for a different number of annealing
steps. As a description, when X is the base model, X β is the
base model X with annealing as the outer loop. The sign
↓ shows the shorter annealing time and ↑ shows the longer
annealing time. It can be seen that almost all models share
this property that annealing improves the scores (reduces the
distance) and the performance gets better when the annealing
time increases and the transition from a higher temperature
to a lower temperature gets smoother.
Methods1

CIFAR-10

STL-10

CelebA

IS

FID

IS

FID

FID

Real data

11.31

2.09

26.37

2.10

1.09

NonSat
NonSatβ ↓
NonSatβ ↑
Hinge
Hingeβ ↓
Hingeβ ↑
MMD3
MMDβ ↓
MMDβ ↑
EB3
EBβ ↓
EBβ ↑
WGANGP
WGANGP
β↓
WGANGP
β↑

7.35
7.41
7.47
7.22
7.43
7.42
7.15
7.22
7.31
6.79
6.81
7.16
7.67
7.99
8.21

23.19
23.01
22.13
23.37
23.01
22.17
28.08
27.37
26.15
31.65
29.01
27.32
22.11
20.71
19.65

8.21
8.31
8.33
8.11
8.24
8.27
8.33
8.52
8.97
7.43
7.89
8.21
9.14
9.16
9.89

48.49
47.12
46.21
49.61
49.12
48.13
57.12
56.32
55.31
52.91
53.00
50.17
44.69
43.21
41.32

10.52
10.66
9.78
11.18
11.16
10.52
13.63
12.87
12.12
13.87
13.36
12.78
8.77
8.32
7.89

1 The

models here are a couple of recent generative
models with different loss functions and architectures. For CelebA, IS is not meaningful (Salimans
et al. 2016) and thus omitted.
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(a) Generated samples for β = 0.1

(b) Generated samples for β = 1

(c) Generated samples for β = 5

(d) Generated samples for β = ∞

Figure 2.4: β-GAN trained on MNIST with dim(z) = 28 × 28 — Samples
generated from MNIST during annealing procedure. The
network starts from generating the uniform distribution
Uniform[−1, 1]28×28 and gradually generates samples corresponding to each value of β. We use the fullly connected
architecture G:[z(784) — BNReLU(256) — BNReLU(256) —
BNReLU(256) — Linear(784)] and D:[x(784) — BNReLU(256)
— BNReLU(512) — BNReLU(512) — Sigmoid(1)] for generator and discriminator where the numbers in the parentheses show the number of units in each layer. BNReLU
is batch normalization (Ioffe and Szegedy 2015) concatenated with ReLU activation. The annealing parameters are
[β 1 = 0.1, β K = 10, K = 20] the same as 3D experiment
in Figure 2.2.
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gets longer. It is important to notice that annealing does not necessarily
require a longer training time. The total number of training steps is
distributed among many annealing steps. For example, if a traditional
GAN model takes N iterations in total to capture a target distribution,
for an annealing schedule with K number of cooling steps, each step is
given M ≈ N/K steps. Therefore, the computational burden of training
a GAN model under the annealing process remains roughly unchanged
compared with conventional training of the same model.
2.7

conclusion

In this chapter, we use simulations, empirical experiments, and theoretical analysis to study annealing as a promising approach in GANs. The
dynamics of two frameworks called β-GAN and β0 -GAN are studied
and showed that while annealing with partially decoupled dynamics
(β-GAN) results in reduced oscillation, annealing with coupled dynamics can result in convergence to a wrong equilibrium. A minimalistic
nonautonomous adversarial dynamical system called tiny-GAN was
introduced to mimic the behavior of GAN in an analytically tractable
way when its data distribution is nonstationary. The optimization updates and the dynamics of the annealing strategy are approximated
by a continuous dynamical system. We believe viewing adversarial
strategies as dynamical systems is interesting not only in unsupervised
learning but also in control theory where compelling systems may arise
when states act in an adversarial way.
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KERNEL GUIDED TRAINING OF GANS

This chapter extends the effort of Chapter 2 where multiple players
called witness points are added to the game of GANs. Studying learning
algorithms as a dynamical system needs some idealizations to make the
problem analytically tractable. Considering gradient descent instead
of stochastic gradient descent that is often used in current machine
learning algorithms and also simplifying the functional form of the
learning components (for example, assuming a linear discriminator in
the game of GANs and delta distribution for data) are examples of such
idealization. In this chapter, a learning algorithm is proposed that has
many learning components whose dynamics of training can be seen
as a dynamical system after the aforementioned simplifications. The
theoretical investigation of this multiplayer game is conducted to get
insight into the potential pitfalls that a complex coupled dynamics can
lead to, such as instability or convergence to an undesired equilibrium.

3.1

abstract

Modern implicit generative models such as generative adversarial networks (GANs) are generally known to suffer from issues such as instability, uninterpretability, and difficulty in assessing their performance. If
we see these implicit models as dynamical systems, some of these issues
are caused by being unable to control their behavior in a meaningful
way during the course of training. Here, we propose a theoretically
grounded method to guide the training trajectories of GANs by augmenting the GAN loss function with a kernel-based regularization term
that controls local and global discrepancies between the model and true
distributions. This control signal allows us to inject prior knowledge
into the model. We provide theoretical guarantees on the stability of
the resulting dynamical system and demonstrate different aspects of it
via a wide range of experiments.
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3.2

introduction

Generative adversarial networks (GANs) (Goodfellow et al. 2014b) have
been widely studied from different perspectives such as information
theory (X. Chen et al. 2016), dynamical systems (Nagarajan and Kolter
2017; A. Mehrjou and B. Schölkopf 2018), and game theory (Daskalakis
et al. 2018). Despite the practical successes (Karras et al. 2018; Zhu
et al. 2017; J. Li et al. 2017), they have suffered from a lack of theoretical
understanding of what is actually learned by the generator and how
close the distribution of generated samples is to the real one (Arora,
Risteski, and Zhang 2018). Moreover, the instability of training GANs
and its reliance on immense hyper-parameter tuning also remains a
major issue. On the other hand, classical generative algorithms based
on kernel methods have well-grounded theories even though their
performance has not yet been comparable with GANs (Y. Li, Swersky,
and Zemel 2015; Dziugaite, Roy, and Ghahramani 2015). This brings
us the possibility of combining the best of both worlds (C.-L. Li et al.
2017).
previous work. Guided training of implicit generative models is
mostly seen as conditional models or imposing some sort of priors on
the model. In the examples of the former (Mirza and Osindero 2014;
Brock, Donahue, and Simonyan 2018; Dai et al. 2017), some aspects
of the prior knowledge (e.g., class label) are provided as the input to
the model. However, in the latter (X. Chen et al. 2016; Hu et al. 2018),
structural domain knowledge (e.g., the existence of discrete classes) is
incorporated into the model mostly in heuristic ways. In contrast, our
approach incorporates the prior knowledge by controlling the training
trajectories using a couple of witness points whose role is theoretically
grounded thanks to the transparency of kernel methods. One might
see this under the general umbrella of adding more players to the
game to improve some aspects of training. For instance, (Neyshabur,
Bhojanapalli, and Chakrabarti 2017) proposed the use of multiple discriminators each of which discriminates data distribution projected on
a random axis. In practice, this requires a sufficiently large number of
projections to ensure stability.
Our approach, on the other hand, takes advantage of trainable witness points which make it possible to recover the distribution with
much fewer projections. It is based on an unnormalized mean embedding
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(Unnormalized Mean Embedding (UME)) which under mild assumptions and any finite number of witness points defines an almost-sure
metric on the space of probability measures (see Chwialkowski et al.
2015, Theorem 2). Another related work is (Denton, Chintala, Fergus,
et al. 2015) which proposed to train multiple GANs for different resolutions of images created by the Laplacian pyramid. The pyramid
architecture and the resolutions are hard-coded and the algorithm has
no freedom to learn its own pyramid. Analogously, our proposed
witness points can be viewed as an adaptive pyramid.

our contribution. In this chapter, after reviewing necessary background information (Section 3.3), we propose a generic game (dynamical system) with new players called witness points (Chwialkowski et al.
2015; Jitkrittum et al. 2016) which can be combined with several objectives of implicit generative models to guide the training (Section 3.4).
This combination provides an explicit trade-off between global and local
differences between the real and generated distributions. This disentanglement between global and local distances enables witness points to
guide the training trajectories towards regions of interest in the data
space. Hence, one can also incorporate prior knowledge about the true
distribution during training using the witness points. Based on our
empirical studies, this prior knowledge carried by the witness points
leads to a better convergence of the learning algorithms of GANs by
favoring missed regions with stronger training signals. Witness points
also improve the interpretability of the models by giving a better understanding of the aspects of the target distribution that are missed
by the generator. We provide theoretical guarantees (Section 3.7.1) to
ensure that adding witness points does not harm the local stability
of the model and studies different aspects of it both analytically and
experimentally (Section 3.8). Since witness points are generally defined in the data space, and due to the expected challenge in using
conventional kernels (e.g., Gaussian) to compute the similarity matrix
in the data space, we suggest an idea to deal with high-dimensional
data by defining witness points in an abstract low-dimensional latent
space associated with an autoencoder (Section 3.7). Lastly, we provide
a theoretical stability guarantee for this general setting in which the
kernel is also trainable (Section 3.7.1).
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3.3

background

GANs are among the most popular techniques for learning highdimensional generative models (Goodfellow et al. 2014b). The idea
is based on an adversarial game between two players, namely, a generator and a discriminator. Let Z and X be latent space and data space,
respectively. The generator Gθ : Z → X is defined via a generative
process y = Gθ (z ) for z ∼ PZ where Gθ is usually a feedforward neural
network parameterized by θ and PZ is a simple distribution over the
latent space, e.g., PZ = N (0, I) for Z = Rdz . Hence, it is easy to sample
from Gθ as it involves only one forward pass through the generator
network. The discriminator D : X → R takes a data point x as an input
and then outputs a score D (x), e.g., via a classifier D : X → [0, 1].
Given a dataset D = {x1 , . . . , xn } of i.i.d. samples from PX ,
the vanilla GAN (Goodfellow et al. 2014b) learns the generator Gθ
to approximate PX by solving the minimax optimization problem:
minG maxD Ex [log D (x)] + Ez [log(1 − D ( G (z )))]. Let QY be the distribution induced by the generator Gθ . Then, it was shown that this
problem is equivalent to minimizing the Jensen-Shannon (JS) divergence
between PX and QY (Goodfellow et al. 2014b) which was later extended
to more generic distances (Nowozin, Cseke, and Tomioka 2016a).
Maximum mean discrepancy (MMD). Here, we focus on the MMD
as discrepancy measure between PX and QY (Gretton et al. 2012). Let F
be a reproducing kernel Hilbert space (RKHS) defined by the positive
definite kernel k : X × X → R with the canonical feature map φ : X →
F , i.e., φ(x) := k(x, ·) and k(x, y ) = hφ(x), φ(y )iF for all x, y ∈ X .
The MMD between PX and QY can be defined as
2

MMD ( P, Q) =

sup
f ∈F ,k f k≤1

Z

f dPX −

= kµ PX − µQY k2F ,

Z

f dQY
(3.1)

where µ PX := Ex∼ PX [k (x, ·)] and µQY := Ey ∼QY [k (y, ·)] are the so-called
mean embeddings of PX and QY (K. Muandet et al. 2017). For a
characteristic kernel k (Fukumizu et al. 2008; Gretton et al. 2012),
MMD2 ( P, Q) = 0 iff PX = QY , i.e., the MMD is a proper metric on
a space of distributions. It is instructive to note that the MMD can be
viewed as an integral probability metric (IPM) whose function class is
a unit ball in the Reproducing Kernel Hilbert Space (RKHS) associated
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with the kernel k (Müller 1997; Nowozin, Cseke, and Tomioka 2016a;
Arjovsky, Chintala, and Bottou 2017). In the following, we discuss
briefly how MMD has been used in generative models to prepare for
the presentation of our proposed method in Section Section 3.4.
MMD-GAN. It was originally proposed in (Dziugaite, Roy, and
Ghahramani 2015) and (Y. Li, Swersky, and Zemel 2015) that the generator QY = Gθ (Z) is learned so as to minimize MMD2 ( PX , QY ) w.r.t. θ.
Since the discriminator lives in a unit ball of the RKHS, the benefit of
this formulation is that the maximization problem w.r.t. the discriminator can be solved analytically, as seen from Equation (3.1). In higher
dimensions, however, the MMD-GAN usually produces a generator
that is inferior to those produced by other variants of GANs. Hence,
several methods have been proposed recently to improve the MMDGAN including optimized kernels and feature extractors (Sutherland
et al. 2017; C.-L. Li et al. 2017), gradient regularization (Bińkowski et al.
2018; Arbel et al. 2018), and repulsive loss (Wei Wang and Halgamuge
2019), to enumerate a few examples.

3.4

adversarial training via witness points

Our idea is to construct a set of points V = {v1 , . . . v J } ⊂ V , which we
call witness points, whose role is to capture local differences between the
real distribution PX and the generated one QY and to provide means
to guide training trajectories or injecting prior knowledge about the
distribution during the course of training.

3.4.1

Discrepancy Measure via Witness Points

We can rewrite the MMD (3.1) as kwk2F where w := µ PX − µQY ∈ F
is known as a witness function which characterizes the differences
between PX and QY (see Figure 3.1). For any x ∈ X , let w(x) be a
witness function evaluation at x which, according to the reproducing
property of F , can be computed by w(x) = hµ PX − µQY , φ(x)iF =
µ PX (x) − µQY (x). By projecting the witness function w onto a set of
J directions {φ(v1 ), . . . , φ(v J )} in the RKHS F , (Chwialkowski et al.
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True distribution: P
Generated distribution: Q✓
Witness function
Witness points

Figure 3.1: The witness points help locate the local differences between the true and synthetic distributions, which are then used in guiding
the model to capture the missed regions (as
shown by arrows).

2015) and (Jitkrittum et al. 2016) propose a discrepancy measure as the
Euclidean distance computed w.r.t. the projected values, i.e.,



 

µ PX (v1 )
µQY (v1 )
1 
 

..
..
UME2 =

−

.
.
J
µ PX (v J )
µ Q Y (v J )

=

1
J

2

2

J

∑ ( µ P (v j ) − µ Q
X

Y

(v j ))2 .

j =1

This is known as the unnormalized mean embeddings (UME) statistic.
It was shown in (Chwialkowski et al. 2015) that if k is characteristic,
translation invariant, real analytic, and {v } jJ=1 are drawn from any
distribution η with a density, then for any J ≥ 1, η-almost surely,
UME2 ( PX , QY ) = 0 iff PX = QY . In (Jitkrittum et al. 2016), the authors
extend the statistic by optimizing {v j } jJ=1 so as to maximize the test
power of the two-sample test H0 : PX = QY against H1 : PX 6= QY . The
result is an interpretable two-sample test which gives an evidence in
the form of optimized witness points showing where PX and QY differ
most.
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objective function. Based on J witness points in the input space X , we propose to learn the generator Gθ by solving
minθ max{v } J Lλ (θ, {v j } jJ=1 ) where the loss function is defined as
j j =1

Lλ (θ, V) := D( PX , QY ) + λ · UME2 ( PX , QY , V).

(3.2)

Here, D( PX , QY ) is an arbitrary GAN objective and λ > 0 is a tradeoff parameter. The empirical estimate of (3.2) can be obtained using the
observations x1 , . . . , xn from PX and the generated samples y1 , . . . , ym
from the generator QY = Gθ as

Lbλ (θ, V) = D( P̂X , Q̂Y )
λ
+
J

J

∑

j =1

1 n
1
k (xi , v j )−
n i∑
m
=1

where P̂X := n1 ∑in=1 δxi and Q̂Y :=
tions.
We can observe that

1
m

m

∑ k (y j , v j )

!2
,

(3.3)

j =1

∑m
j=1 δy j are the empirical distribu-

1. the first term on the rhs of (3.2) acts as a global discrepancy
measure between PX and QY . For example, one may consider
D( PX , QY ) = MMD2 ( PX , QY ), i.e., the objective used in the MMDGAN,
2. the second term acts as an auxiliary objective that provides a local
discrepancy measure between PX and QY , allowing the generator
to learn the fine details of the data,
3. and by maximizing UME2 ( PX , QY , {v j } jJ=1 ) at each iteration w.r.t.
the witness points {v j } jJ=1 , they tell us where PX and QY differ
most.

For convenience and due to the reasons mentioned above, we call the
proposed algorithm GLOCAD which stands for GLObal/LOCal Adaptive
Discrimination.
Example 3.1. Consider a special case when we have D( PX , QY ) =
MMD2 ( PX , QY ) where QY = Gθ (Z). Then, our objective (3.2) can be
expressed as Lλ (θ, {v j } jJ=1 ) = kwθ k2F + λJ ∑ jJ=1 wθ (v j )2 , where wθ :=
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Algorithm 3.1 GLOCAD
Input: The number of witness points J, tradeoff parameter λ, the
learning rate γ , the batch size B, the number of iterations to optimize
the generator and the witness points in each loop n g , nv .
Output: the generator function Gθg (z ) and witness points V =

{v j } jJ=1 .
1:

2:
3:
4:
5:
6:
7:
8:
9:
10:

Initialize generator and discriminator parameters {θg , θd }; initialize

witness points V0 = {v j (0)} jJ=1 ; define the convergence criterion
while convergence criterion is not met do
for t = 1, . . . , nv do
v j ← v j + γ · ∇v j L λ (θ g , V)
end for
for t = 1, . . . , n g do
Sample minibatches X and Z
θ g ← θ g − γ · ∇θ g L λ (θ g , V)
end for
end while

µ PX − µQY is the witness function. One can see that the objective function allows us to capture both local and global difference between PX and QY
simultaneously.
Algorithm 3.1 summarized the proposed GLOCAD, which interlaces
training iterations over the local term UME2 ( PX , QY , {v j } jJ=1 ) (w.r.t. the

witness points) with training iterations of the total loss Lλ (θ, {v j } jJ=1 )
(w.r.t the parameters of the generator).
3.5

other interpretations

Witness points can be theoretically interpreted in different ways. Two
such interpretations are adaptive filters and change of coordinates as
will be detailed in the following.
3.5.1

Interpretation as an Adaptive Filter

To elaborate more on the trade-off between the global and local terms in
Example 3.1, we consider the shift-invariant kernel k (x, x0 ) = ψ(x − x0 )
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where x, x0 ∈ Rdx and ψ is a positive definite function. Let ϕ PX and ϕQY
be characteristic functions of PX and QY , respectively. Using Bochner’s
theorem (Loomis 2013) and the Euler’s formula, we can rewrite the
objective in Example 3.1 in the Fourier domain as
Z

| ϕ PX (ω ) − ϕQY (ω )|2 dΛ(ω )+
2
Z


λ
>
[ ϕ PX (ω ) − ϕQY (ω )] cos ω v j dΛ(ω ) ,
J j∑
Rd
=1
Rdx
J

where Λ is the inverse Fourier transform of the kernel k. As we can
see, {v j } jJ=1 appear as the frequency modulators. The summands of the
second term are most sensitive to frequencies which are determined by
witness points {v j } jJ=1 . Since these witness points are trainable, they
determine frequencies to be learned at each iteration. For example, in
the case of natural images, the algorithm has the freedom to first learn
the low frequency (long-range) structure of the image and then shift
its attention to learning the high-frequency fine details. This transition
is adaptively controlled by witness points {v j } jJ=1 . An experiment
will be presented to empirically show this interpretation in Section 3.8
and Figures 3.4c and 3.4d.
3.5.2 Interpretation as Change of Coordinates
Let µ P := Ex∼ P [φ(x)] be the mean embedding of P in a Hilbert space
H. The UME between P and Q is defined as
UME2 ( PX , QY ) :=

=

1
J
*

J

∑ (µP (vj ) − µQ (vj ))2

j =1

( µ P − µ Q ),

1
J

J

∑ φ (v j ) ⊗ φ (v j )

!

j =1

+

(µ P − µQ )

,
H

where ⊗ denotes the outer product, and h·, ·iH denotes the inner product on H. Our regularized objective is
MMD2 ( P, Q) + λUME2 ( P, Q) = kµ P − µQ k2 + λ
*

=

( µ P − µ Q ),

λ
I+
J

J

1
J

J

∑ (µP (vj ) − µQ (vj ))2

j =1

∑ φ (v j ) ⊗ φ (v j )

j =1

!

+

(µ P − µQ )

,
H
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where I : H → H is the identity operator.
Consider φ(x) = x i.e., a linear kernel. Then the regularized objective
becomes
!
J
λ
(µ P − µQ )> I + ∑ v j v j> (µ P − µQ ),
J j =1
where µ P is simply the first moment of P.
If we assume orthonormal witness points {v j } jJ=1 , we can then view
A = ∑ jJ=1 v j v j> as the eigenvalue decomposition of A. This basically

means that the term λJ ∑ jJ=1 v j v j> performs a change of coordinates by a
rotation matrix whose eigen vectors are v j . During the optimization of
the following loss function
!
J
λ
L = (µ P − µQ )T I + ∑ v j v j> (µ P − µQ ),
J j =1
with respect to the generator, we have to compute

∂L
∂(µ P −µQ )

that becomes

∂L
= ( I + 2A)(µ P − µQ ),
∂(µ P − µQ )
instead of

∂L
= I ( µ P − µ Q ),
∂(µ P − µQ )

meaning that the gradients are scaled by 2A. Since {v j } jJ=1 are trainable,
we can say that at each iteration of the generator, the gradients are
altered by the matrix A whose eigenvectors are the directions in which
P and Q are most different.
3.6

vanishing gradient issue

In this section, we emphasize the role of the latent space of GLOCAD
by elaborating on the possibility of disjoint support between the model
and target distributions in higher dimensions. For example, in (Sajjadi
et al. 2018), the data distribution is passed through an autoencoder and
the reconstructed data is used as the target distribution for a generator.
This might lead to training instability in higher dimensions according
to the following reasoning.
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It has been proved by (Arjovsky and Bottou 2017, Theorems 2.1 and
2.2) that if PX (real data) and QY (fake data) have supports contained
within two disjoint compact subsets, there is a smooth optimal discriminator that has perfect accuracy on the union of their supports. This
results in a vanishing gradient issue for the generator that leads to
instability (Arjovsky and Bottou 2017, Theorems 2.4 and 2.6) because of
two reasons:
• The data distribution naturally lives on a low-dimensional manifold.
• The generated distribution is the result of applying function G :
Rdz → Rdx on random noise z ∈ Z .
(Arjovsky and Bottou 2017, Lemma 1) also proved that the
dim(Img(G)) ≤ dim(Z ) where dim(·) denotes the manifold dimension. Now assume an autoencoder function with latent dimension
l as f d ( f e (.)) where f e : Rdx → Rdl and f d : Rdl → Rdx . Based on
(Arjovsky and Bottou 2017, Lemma 1), dim(Img( f d ◦ f e )) ≤ l where
we normally have l  dx in autoencoders. This makes the real and
fake data manifolds even more distinguishable and exacerbates the
vanishing gradient problem. Simply speaking, lower-dimensional manifolds are more easily distinguishable in a high-dimensional embedding
space. As a mental experiment, in a 3-dimensional embedding space, an
imaginary discriminator has easier job when it discriminates two lines
(1D manifold) than when it discriminates two planes (2D manifold).
3.7

witness points in a latent space

The formulation in (3.3) places witness points in the data space. This
works well when the differences between the two distributions are
localized in this space. However, when the data space is complex
(e.g., natural images), localizing the differences in the original domain
(e.g., pixel space) may not be effective, and it becomes necessary to
detect differences in another task-dependent transformed space (e.g.,
the feature space of images). To this end, we propose to augment (3.3)
with extra components to improve its performance on high-dimensional
data.
To deal with more complex data manifolds M = supp( PX ) ⊂ X ,
we restrict the witness points {v j } jJ=1 to lie in the latent space L of an
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Figure 3.2: The schematic of Auto-GLOCAD where the witness
points v j live in the latent space. The trained decoder
is used to visualize the witness points.
autoencoder (G. E. Hinton and Salakhutdinov 2006) where dim(L) 
dim(X ). Formally, we denote an autoencoder parameterized by θd =
{θde , θdd } as Aθd : X → X , consisting of an encoder Eθde : X → L and
a decoder Dθ d : L → X such that Aθd (x) = Dθ d ( Eθde (x)). Figure 3.2
d
d
illustrates the algorithm when the autoencoder is incorporated.
The new objective function can then be written as

L(θg , θd , V) = Lλ1 (θg , V) + λ2 Lr (θde , θdd ),

(3.4)

where the first term on the rhs is equivalent to the original loss
in (3.3) except that the kernel now depends on the encoder Eθde ,
i.e., k Eθe (x, y ) = k ( Eθde (x), Eθde (y )). The second term on the rhs mead
sures the reconstruction error of the autoencoder Aθd and can be esticr (θ e , θ d ) := 1 ∑ B kxi − D d ( Eθ e (xi ))k2 + 1 ∑ B k Gθ (zi ) −
mated by L
2
θ
d d
g
B i =1
B i =1
d
d

Dθ d ( Eθde ( Gθg (zi )))k22 when applied to the observations {x1 , . . . , xB } ∪
d
{z1 , . . . , zB } in a minibatch of size 2B.
The benefits of our new objective (3.4) are twofold. First, the witness
points live in the latent space L of the autoencoder whose dimension
is lower than that of the data space X , resulting in a more tractable
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optimization problem. Second, the reconstruction loss encourages
the encoder to be injective. Consequently, the encoder maps points
from the data space to the new input space of the kernel without a
substantial loss of information and allows the trained kernel to remain
characteristic (C.-L. Li et al. 2017).
We call this version of the algorithm which is built on top of GLOCAD, Auto-GLOCAD due to the incorporated autoencoder architecture.
See Algorithm 3.2 for more details. Even though most of our experiments are on GLOCAD, the theoretical guarantees of the next section
apply to Auto-GLOCAD as a more general case.
3.7.1 Stability Analysis
In this section, we employ the theory of dynamical systems to investigate the stability properties of our algorithm for (3.4) as a more general
form of (3.3) when the kernel is also trainable via an autoencoder.
Specifically, we establish the existence of a desirable equilibrium point
for the GLOCAD, and prove that it is locally stable under some specific
conditions.
Note that the gradient descent update rule on (3.4) results in the
following continuous dynamical system with the state space Φ =
(θ g , θd , V ):
θ̇g := −∇θg L(θg , θd , V),
θ̇d := ∇θd L(θg , θd , V),

V̇v := ∇v L(θg , θd , V).

(3.5)
(3.6)
(3.7)

To investigate the stability, we consider the behavior of the dynamical
system (3.5) around its equilibrium state. Formally, the equilibrium state
Φ∗ is a desirable equilibrium if PX = QY = Gθg∗ (Z), regardless of the
values of θd and V, and also the decoder Dθ d is an injective function.
d

Proposition 3.1. If the generator is realizable, i.e., there exists a θg∗ ∈ Θ g
such that PX = QY = Gθg∗ (Z), the dynamical system of (3.5) has a desirable
equilibrium Φ∗ = (θg∗ , θd , V) and this equilibrium is locally exponentially
stable.
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Algorithm 3.2 Auto-GLOCAD
Input: J, λ, γ, c, B, n g , nv as Algorithm 3.1 and ne , nd the training
iterations for encoder and decoder.
Output: Gθg (z ), V as Alg. 3.1 and the decoder Dθd (·)
.
1:

2:
3:
4:
5:
6:

do initialization as Algorithm 3.1; initialize encoder and decoder
parameters θde , θdd ; define the convergence criterion;
while onvergence criterion is not met do
for t = 1, . . . , nd do
Sample minibatches X = {xi }iB=1 ∼ PX and Z = {z j } Bj=1 ∼ PZ
θde ← θde − γ · ∇θde Lr(θ e ,θ d ) (X, Z)
d

7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:

d

d

d

d

θdd ← θdd − γ · ∇θ d Lr(θ e ,θ d ) (X, Z)

end for
for t = 1, . . . , ne do
Sample minibatches X and Z
θde ← θde + γ · ∇θde L(θde ,θg ,V) (X, Z)
end for
for t = 1, . . . , n g do
Sample minibatches X and Z
θg ← θg − γ · ∇θg L(θde ,θg ,V) (X, Z)
end for
for t = 1, . . . , nv do
Sample minibatches X and Z
for j = 1, . . . , J do
v j ← v j + γ · ∇vj L(θde ,θg ,V) (X, Z)
end for
end for
end while

To show this proposition, our analysis is similar to that presented
in (Wei Wang and Halgamuge 2019) and (Nagarajan and Kolter 2017).
Recall the following loss functions which are considered in GLOCAD:
Lmmd = EPX [k D (x, x0 )] − 2EPX ,QY [k D (y, y )] + EQY [k D (y, y 0 )],
Lume =

1
J

J

∑

j =1

EPX [k D (x, v j )] − EQY [k D (y, v j )]

L = Lmmd + λLume ,
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where k D (x, y ) = k ( D (x), D (y )) and D : X → K is the feature extractor which we will also call the discriminator interchangeably. Let
θg ∈ ΘG and θd ∈ Θ D be the parameters of the discriminator and
generator respectively. Let V = {v j } jJ=1 and v j ∈ V for V ⊆ K. The
trainable parameters of GLOCAD are {θg , θd , V}. Using gradient based
optimization methods to find the optima of these losses gives us the
following dynamical system when the learning rate of the optimization
algorithm tends to zero (γ → 0):


 θ̇g = −∇θg L(θg , θd , V),
θ̇d = ∇θd L(θg , θd , V),

 V̇ = ∇ L(θ , θ , V).
v
v
g d

(3.9)

We proceed by making the following assumption about the equilibria
of GLOCAD.
Assumption 3.1. At equilibrium (θg∗ , θd , V), we have Pθg∗ = PX and Dθd∗ (x)
S
is injective on supp( PX ) supp( Pθg∗ ).
The above assumption implies that at equilibrium the set of witness
points V = {v j } jJ=1 can be arbitrary. That is, at equilibrium Lume = 0
for any non-empty set V. In what follows, we provide the detailed
proof of Proposition 3.1. First, we show the existence of the equilibria:
Proposition 3.2. If the generator is realizable, i.e., there exists a θg∗ ∈ ΘG
such that QY = PX , then the dynamical system of (3.9) has equilibria
(θg∗ , θd , V) for any θd ∈ Θ D and V ∈ V J .
Proof. Here, we expand the gradient of the loss (3.8) w.r.t. each set of
trainable parameters to obtain the rhs of (3.9). Let x ∼ PX , z ∼ PZ ,
Y = Gθg (Z) ∼ QY . Suppose x, z and y be realized samples from these
distributions. Let denote the output of the D (·) by d, i.e., dx = D (x)
and dy = D (y ). To ease the derivations, we assume that the kernel is
isotropic stationary, i.e., k (x, y ) = ψ(kx − y k). The first term of (3.8)
is independent of V and was proved to be stable in (Wei Wang and
Halgamuge 2019).
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The second term Lume is a function of all three set of trainable variables {θg , θd , V} and can be written as
Lume (θg , θd , V) =

=

1
J
1
J

J

∑

j =1
J

∑

Ex∼ PX [k ( Dθd (x), v j )] − Ey ∼QY [k ( Dθd (y ), v j )]


2

E2x [k ( Dθd (x), v j )]

j =1

− 2Ex [k( Dθd (x), v j )]Ey [k( Dθd (y ), v j )]

+ E2y [k( Dθd (y ), v j )] ,
where Ex [·] := Ex∼ PX [·] and Ey [·] := Ey ∼QY [·]. To simplify the notation,
j
j
let exv = D (x) − v j and eyv = D (y ) − v j , emphasizing our assumption
that the kernel is isotropic. With slight abuse of notation, we simply
use k instead of ψ where k (x, y ) = ψ(x − y ). Because y = Gθg (z ), we
rewrite Ey [·] as Ez [·]. This re-parameterization is done since computing
∂Ez [·]/∂θg is much more convenient than ∂Ey [·]/∂θg due to the fact
that the distribution with respect to which the expectation is taken is
no longer a function of θg and we can swap the expectation with the
derivation operators.
Then, the dynamic of the system w.r.t. the parameters of the generator
can be written as
#
"
j


1 J
∂k D ∂exv
θ̇g = − ∑ 2Ex k D (x, v j ) Ex
(3.10)
j
J j =1
∂exv ∂θg
"
#
j


∂k D ∂eyv
− 2Ex k D (x, v j ) Ez
j
∂eyv ∂θg
"
#
j


∂k D ∂exv
− 2Ezy k D (y, v j ) Ex
j
∂exv ∂θg
"
#!
j


∂k D ∂eyv
+ 2Ezy k D (y, v j ) Ez
j
∂eyv ∂θg

=−

1
J

J

∑

j =1

"
Ez
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2 Ez k D (y, v j ) − Ex k D (x, v j )
j

∂k D ∂eyv
j
∂eyv ∂θg

#!

(3.11)
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= 0,
j

= 0 to derive (3.11). The last equality
(3.11) follows from the fact that Ez [k D (y, v j )] − Ex [k D (x, v j )] vanishes
at the equilibrium (when PX = QY ), see Assumption 3.1.
Similarly, the dynamics of the parameters of the feature extractor θd
can be written as
#
"
j
1 J
∂k D ∂exv
θ̇d =
(3.12)
2Ex [k D (x, v j )]Ex
j
J j∑
∂exv ∂θd
=1
#
"
j
∂k D ∂eyv
−2Ex [k D (x, v j )]Ez
j
∂eyv ∂θd
"
#
j
∂k D ∂exv
−2Ez [k D (y, v j )]Ex
j
∂exv ∂θd
#!
"
j
∂k D ∂eyv
+2Ez [k D (y, v j )]Ez
j
∂eyv ∂θd
#
"
j

1 J
∂k D ∂exv
=
2 Ex [k D (x, v j )] − Ez [k D (y, v j )] Ex
j
J j∑
∂exv ∂θd
=1
#!
"
j

∂k D ∂eyv
+2 Ez [k D (y, v j )] − Ex [k D (x, v j )] Ex
j
∂eyv ∂θd

where we used the fact that

=

∂exv
∂θg

0,

where we used the fact that Ez [k D (y, v j )] − Ex [k D (x, v j )] vanishes at
the equilibrium.
Finally, the dynamics of the witness points can be written as
#
"
j
∂k D ∂exv
1 J
v̇ j =
(3.13)
2Ex [k D (x, v j )]Ex
j
J j∑
∂exv ∂v j
=1
"
#
j
∂k D ∂eyv
−2Ex [k D (x, v j )]Ez
j
∂eyv ∂v j
"
#
j
∂k D ∂exv
−2Ez [k D (y, v j )]Ex
j
∂exv ∂v j
"
#!
j
∂k D ∂eyv
+2Ez [k D (y, v j )]Ez
j
∂eyv ∂v j
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"

#
j
∂k D ∂exv
=
∑ 2 Ex [k D (x, vj )] − Ez [k D (y, vj )] Ex j ∂vj
∂exv
j =1
#!
"
j

∂k D ∂eyv
(3.14)
+2 Ey [k D (y, v j )] − Ex [k D (x, v j )] Ex
j
∂eyv ∂v j
= 0,
J

1
J



where we used the same argument as above to conclude that v̇ j vanishes
at the equilibrium.
This analysis show that (θ̇g , θ̇g , V) vanishes at an equilibrium where
PX = QY=Gθ∗ (Z) . Notice that the equilibrium is not an isolated point
g

in the space of parameters. In fact, E = {(θg∗ , θd , v ) for all θd ∈ Θ D } is
the set of equilibria that is an equilibrium subspace E ⊂ ΘG × Θ D × V J
instead of an isolated equilibrium point. In other words, we have
continuum of equilibria rather than isolated equilibria.

Given that a desirable equilibrium exists as shown in Proposition 3.2,
we are now in a position to show the local stability of this equilibrium
subspace.
Lemma 3.1 (Nagarajan and Kolter 2017; Wei Wang and Halgamuge
2019). Consider a non-linear system of parameters (θ, γ ): θ̇ = h1 (θ, γ ),
γ̇ = h2 (θ, γ ) with an equilibrium point at (0, 0). Let there exist e such that
(θ,γ )
∀γ ∈ Be (0), (0, γ ) is an equilibrium. If J = ∂h1∂θ
is a Hurwitz
(0,0)
matrix, the non-linear system is exponentially stable.
Proposition 3.3. The non-linear dynamical system with states Φ =
(θg , θd , V) is exponentially stable at its equilibrium (θG∗ , θd , V) for any
θd ∈ Θd and V ∈ V J .
Proof. We start off with deriving the Jacobian of the system (3.9) as

T
T
T
∂θ˙g /∂θg ∂θ˙g /∂θd ∂θ˙d /∂V


J ,  ∂θ˙d T /∂θg ∂θ˙d T /∂θd ∂θ˙d T /∂V .
∂V̇T /∂θg ∂V̇T /∂θd ∂V̇T /∂V


(3.15)

For simplicity, we assume that the effect of the feature extractor is
absorbed in the kernel and k D (x, y ) = k ( D (x), D (y )) = k (x, y ) = kxy
and the kernel is radial k (x, y ) = k (kx − y k) = k (xy ) where xy is a
an scalar. Notice that xy is not a multiplication. It only denotes a scalar
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which is a function of both x and y. This simplifies the derivatives to
a great extent. To further simplify the notations of partial derivatives,
2
∂2 a
let ∆ab = ∂∂ba2 and ∆abc = ∂b∂c
. In addition, we only consider a single
witness point (v), i.e., J = 1. The loss function is then simplified as

Lume = E2x [k(xv )] + E2z [k(yv )] − 2Ex [k(xv )]Ez [k(yv )].

(3.16)

Assume the only trainable parameters are the parameters of the
generator θ = θg and the witness point v. The dynamical system is
then simplified as
yv
0
θ̇ = −2Ez [k (yv )]Ez [k0yv ∇yv
θ ] + 2Ex [ k (xv )]Ez [ k yv ∇θ ]

v̇

0
yv
= 2Ex [k(xv )]Ex [k0xv ∇xv
v ] + 2Ez [ k (yv )]Ez [ k yv ∇v ]
+ 2Ex [k(xv )]Ez [k0yv ∇yv
v ].

The Jacobian matrix

  T

∂θ̇ /∂θ ∂θ̇ T /∂v
JGG JGV
=
J,
∂v̇ T /∂θ ∂v̇ T /∂v
JVG JVV

(3.17)
(3.18)

(3.19)

then describes the behaviour of the system around the equilibrium
point. Moreover, we have
T
2
2
1
JGG = −Ez [k0yv ∆yv
]Ez [k0yv ∆yv
]
θ
θ
2
yv
0
+ Ez [k(yv )]Ez [k00yv ∆yv
θ + k yv ∆θ ]

− Ex [k(xv )]Ez [k00yv ∆yv
θ
2

2

T

yv
0
= −Ez [k0yv ∆yv
θ ]Ez [ k yv ∆θ ]

yv
0
+ (Ez [k(yv )] − Ex [k(xv )])Ez [k00yv ∆yv
θ + k yv ∆θ ]

02

02

(3.20)

+ k0yv ∆yv
θ ]

yvT

= −Ez [kyv ∆yv
θ ]Ez [ k yv ∆θ ]  0.

(3.21)
(3.22)

Since (Ez [k (yv )] − Ex [k (xv )]) = 0 at the equilibrium when PX = QY
(See Assumption 3.1), the second term of (3.21) vanishes at the equilibrium. The last line follows from the fact that MMT is positive
semidefinite for every matrix M ∈ Rm×n (Strang 1993). Having proved
that JGG is negative definite makes it straightforward, inspired by Nagarajan and Kolter (Lemma C.3), to take the last step and show the
local exponential stability of the system. The sketch of the proof is to
expand the eigenvalue decomposition of JGG and project the system to

45

kernel guided training of gans

the subspace that is orthogonal to the equilibria. The resultant projected
system has a Hurwitz Jacobian matrix ensuring the exponential stability
of the system in the subspace orthogonal to the equilibria. The result
then follows from Lemma 3.1 (See the last step of the proof of the
Proposition 1 of (Wei Wang and Halgamuge 2019)).

Proposition 3.1 implies that introducing trainable witness points
in V—in addition to the aforementioned benefits—do not harm our
algorithm in terms of its stability.
3.8
3.8.1

experiments
Numerical Simulation

First, we analyze the gradient descent (GD) dynamics of GLOCAD
on a one-dimensional problem with the analytic solution. The GD is
considered as an update rule with infinitesimal step size resulting in a
continuous dynamical system.
Single Gaussian. In this simulation, the model Qθq = N (mq , σq ) and
target distributions PX = N (0, 1) are both Gaussian and one witness
point is available to the model. Training dynamics are derived by
computing the time derivative of parameters as cθq /dt = −∇θq (L)
and dv/dt = ∇v (L). Figure 3.3a shows how training dynamics of
parameters change by varying the value of the witness point. The
simulation gives us two insights: First, as it is also clear from the theory
when the model captures the target distribution, the dynamics of the
witness point stops evolving which means that the value of witness
points is meaningful only when there is some mismatch between the
model and the target. Second, the rate of convergence of the model
parameters is affected by the initial value of the witness points which is
also expected due to their tangled dynamics. The relative contribution
of the MMD and UME terms to the loss function also affects the rate of
convergence as a faster convergence is observed in Figure 3.3a compared
to Figure 3.3b where the UME term dominates.
We have also observed that either too large or too small initial values
of the witness point both results in a slow convergence suggesting that
a clever choice of its initial value could lead to faster convergence of
the model to data.
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Figure 3.3: (a, b) Dynamics of training for the mean of a single Gaussian
(c, d) Phase portrait of the dynamics of training for the mean
of a single Gaussian. Color codes are: dotted blue → target,
red → trainable model, magenta → witness point.
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Figure 3.4: (a, b) Numerical solution of the differential equations governing the GD training of two means of a mixture of Gaussians when only one witness point is provided. The results
are plotted for various values of the regularization weight λ.
λ = ∞ means that only the UME term exists. Color codes
are the same as Figures 3.3a and 3.3b. (c, d) While MMD
is indifferent to the presence of different frequencies in the
target distribution (See (c)), the UME can use its witness
point to modulate its sensitivity to certain frequencies in the
target distribution which are not yet captured by the model
(See (b)).
To gain a more holistic view of the dynamics, the phase portrait of this
dynamical system in a region around its equilibrium (mq = 0) is plotted
for different values of the kernel bandwidth. It is seen in Figures 3.3c
and 3.3d that the system posses a continuum of equilibria (depicted by
the red line) rather than an isolated one. This was proved for the general
case in Section 3.7.1. This continuum is a stable equilibrium as it has an
enclosing vicinity that every trajectory starting in this region converges
to the equilibrium. This observation was also proved for the general
case in Section 3.7.1. Moreover, notice that the value of the kernel
bandwidth distorts the trajectories but does not lead to a qualitative
change in the dynamical landscape of the parameters. This observation
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mp = 1. Set v = mp.
Kernel width σ 2 = 1
Kernel width σ 2 = 4
Kernel width σ 2 = 16
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Figure 3.5: −∇mq UME2 evaluated at various values of mq Witness
points in the UME guide the generator to learn to capture
unknown data modes. Gradient from the UME where the
true parameter to learn is at m p = 1.

suggests that the stability properties of the resulting dynamical system
are not too sensitive to the choice of kernel.
Mixture of Gaussians. Next, we investigate the dynamics of the
parameters θq = {m1 , m2 } of the model Qθq = 0.5 · N (m1 , 1) + 0.5 ·
N (m2 , 1) that aims to capture a target distribution when the model
is given only a single witness point v. This experiment suggests that
the number of witness points does not need to be equal to the modes
of data. Since witness points are themselves trainable, their dynamics
allows learning several modes by having a single witness point. The
simulated dynamics of the parameters throughout GD training is shown
in Figures 3.4a and 3.4b . It was observed that the fastest convergence
occurs for a middle-valued λ that emphasizes the positive role of having
UME along with the global term, which in this case is MMD.
Spiky Gaussian. This experiment aims to show the ability of the
GLOCAD to detect local differences. We use a mixture of two Gaussians
as the target distribution PX . Specifically, we consider P1 := N (0, 1),
P2 := N (0, σq2 ) where variance σq2 > 0 and PX := wP1 + (1 − w) P2 is
defined on R for some weight w ∈ [0, 1]. We are interested in the case
where σq2 is small, and w is close to 1. Consider a moment where the
primary difference is local (at the origin), e.g., Q = N (0, 1). Because
the second component (P2 ) visually appears as a spike that rides on
the wider Gaussian, we refer to PX as a spiky Gaussian. Now we aim
to approximate this distribution by a single Gaussian Q as the model.
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In this setting, the population MMD and the population UME can be
derived in closed form as
h
i
MMD2 = (1 − w)2 c(2) + c(2σq2 ) − 2c(1 + σq2 ) ,
#2
"
2
−v
2 + σ2 )
q

− v2

UME2 = (1 − w)2 c(1)e 2(σ2 +1) − c(σq2 )e 2(σ

where c(z) :=

q

σ2
σ2 + z

,

for z > 0. To show the usability of MMD and

UME in detecting the spiky component, we compare ∇σq MMD2 and
∇σq UME2 in Figures 3.4c and 3.4d. As can be seen in Figure 3.4c, MMD
has no freedom to change its sensitivity to different frequencies in
the input. On the other hand, Figure 3.4d shows that the sensitivity
function of UME peaks at different frequencies (bandwidths) by having
the freedom to displace the witness points. This suggests that UME
enjoys this extra degree of freedom provided by witness points to focus
its attention on different frequencies in the input which is analogous to
what adaptive filters carry out (Haykin 2008).
The above three experiments are chosen intentionally with simple
and tractable distributions so that the loss functions and the resultant
dynamical system can be analytically derived. The mathematical derivations of the losses and training dynamics come in the following. First,
we recall a useful lemma.
Here we derive the formulation of the dynamical system of (3.9) for
simple tractable cases which are used to simulate the dynamical systems
of the above simplistic Gaussian experiments. We first reproduce a
well-known lemma that will be useful for derivations to come.
Lemma 3.2 (Gaussian integral computation (Garreau, Jitkrittum, and
Kanagawa 2017, Lemma E.1)). Let a, b, c, d ∈ R with b, d > 0. Then
1
√
2π

Z


exp

−( x − a)2 −( x − c)2
+
b
d

s


dx =

bd
2( b + d )


−( a − c)2
.
exp
b+d
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Single Gaussian (Analytical). Assume P = N (m p , σp2 ), Q =


− y )2
N (mq , σq2 ) and k( x, y) = exp − (x2σ
be a Gaussian kernel with
2

bandwidth σ2 .

µ P (v) =

Z

k ( x, v) p( x )dx

1 1
( x − v )2 ( x − m p )2
√
=
−
exp −
σp 2π
2σ2
2σp2
s
!
( v − m p )2
( a)
σ2
=
exp −
,
σ2 + σp2
2(σ2 + σp2 )
Z

!
dx
(3.23)

where at ( a) we use Lemma 3.2. It follows that

(µ P (v) − µθ (v))2

= µ2P (v) + µ2Q (v) − 2µ P (v)µQ (v)
!
!
( v − m p )2
( v − m q )2
σ2
σ2
= 2
exp − 2
+ 2
exp − 2
σ + σp2
σ + σp2
σ + σq2
σ + σq2
s
!
( v − m p )2
( v − m q )2
σ2
σ2
−2
exp −
−
.
σ2 + σp2 σ2 + σq2
2(σ2 + σp2 ) 2(σ2 + σq2 )

After further simplification p = N (0, 1), q = N (mq , 1) and θ = mq ,
we have
!


( v − m q )2
σ2
v2
σ2
2
exp − 2
+ 2
exp − 2
(µ P (v) − µθ (v)) = 2
σ +1
σ +1
σ +1
σ +1
!
( v − m q )2
σ2
v2
−2 2
exp −
−
,
σ +1
2( σ 2 + 1)
2( σ 2 + 1)
giving rise to the following gradient vector field


dv
2σ2
v2
2
= ∇v (µ P (v) − µθ (v)) = −
v exp − 2
dt
σ +1
( σ 2 + 1)2
!
( v − m q )2
2σ2
−
(
v
−
m
)
exp
−
q
σ2 + 1
( σ 2 + 1)2
!
v2 + ( v − m q )2
2σ2
+ 2
(2v − mq ) exp −
.
( σ + 1)2
2( σ 2 + 1)
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Similarly, we have

dmq
= −∇mq (µ P (v) − µθ (v))2
dt
!
( v − m q )2
2σ2
(v − mq ) exp − 2
=−
σ +1
( σ 2 + 1)2
v2 + ( v − m q )2
2σ2
+ 2
(
v
−
m
)
exp
−
q
( σ + 1)2
2( σ 2 + 1)

=−
"

2σ2

( σ 2 + 1)2

!

(v − mq )

( v − m q )2
exp − 2
σ +1

!

v2 + ( v − m q )2
− exp −
2( σ 2 + 1)

!#
.

Spiky Gaussian (Analytical).
Let P1 := N (0, 1), P2 := N (0, σq2 ) and P := wP1 + (1 − w) P2 defined
on R for some weight w ∈ [0, 1] and variance σq2 . When σq2 is small,
the two distributions illustrate a case where the primary difference is
local (at the origin). Consider a moment when the trainable distribution
(model) is Q = N (0, 1). We refer
 to P as a spiky Gaussian. Assume a
( x − y )2

Gaussian kernel k ( x, y) = exp − 2σ2
for some bandwidth σ2 > 0.
Now, we dervie the MMD and UME loss functions:
mmd:

We have

MMD2 ( P, Q) = Ex,x0 ∼ P k ( x, x 0 ) + Ey,y0 ∼Q k (y, y0 ) − 2Ex∼ P Ey∼Q k ( x, y)
h
i
( a)
= (1 − w)2 c(2) + c(2σq2 ) − 2c(1 + σq2 ) ,
where we note that all the expectations in the first line are Gaussian
integralsqand use Lemma 3.2 to simplify all the expressions at ( a), and
c(z) :=

σ2
σ2 + z

for z > 0. Note that when w = 1 or σq2 = 1, P = Q and

MMD2 ( P, Q) = 0.
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ume:

With the help of Lemma 3.2, we have similarly

− v2
,
µQ (v) = Ey∼Q k (y, v) = c(1) exp
2( σ 2 + 1)
µ P (v) = wEx∼Q k ( x, v) + (1 − w)Ex∼ P2 k ( x, v)


= wµQ (v) + (1 − w)c(σq2 ) exp

− v2
2(σ2 + σq2 )

!
.

It follows that
UME2 ( P, Q) = (µ P (v) − µQ (v))2
"

2
= (1 − w) c(1) exp

−c(σq2 ) exp

− v2
2( σ 2 + 1)
!#2

− v2
2(σ2 + σq2 )



.

The derivatives of these loss functions with respect to sq are taken for
the sensitivity analysis.
s q s2
s2
∂(MMD2 )
q 2
−
= q 2
(3.24)
∂sq
2 s2 +ss2 +1 (s2 + s2q + 1)2 4(s2 + 2sq )2 s2 +s 2s
q
q
q


2
2
2
v2
v
s
exp (− 2s2 +2s2 ) exp( s2 s+s2 )
exp(− 2s2 +2 ) s2 +1
∂(UME2 )
q
q

= −2 
−
∂sq
2
2
(3.25)


v2

2sq v2 exp(− 2s2 +2s2 )

q

q



(2s2 + 2s2q )2

s2
s2 +s2q

v2



s2 sq exp(− 2s2 +2s2 )
q
q 2 .
−
s
2
2
2
2( s + s q )
s2 + s2
q

Mixture of Gaussians (Analytical).
Assume that p( x ) :=
cp
2
ω p,j N ( x | m p,j , σp,j ) := ∑ j=1 ω p,j p j ( x ) where we define the jth com2 ), ω := ( ω , . . . , ω
>
ponent p j ( x ) := N ( x | m p,j , σp,j
p
p,c p ) is a vector
p,1
cp
∑ j =1

c

c

of non-negative mixing weights such that ∑ j=p 1 ω p,j = 1, {m p,j } j=p 1 are
c

2 } p are the variances.
the means of the c p > 0 components, and {σp,j
j =1
c

q
2
Similarly, assume that q(y) := ∑ j=
1 ωq,j N ( y | mq,j , σq,j ). It follows
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Figure 3.6: Two-dimensional mixture of Gaussian mixture models. Red
dots: generated samples, black dots: target distribution,
magenta stars: witness points, blue shade: the heatmap of
the loss function of V. The heatmap shows areas of the space
that tend to absorb witness points during the optimization.
from (3.23) that the mean embedding µ p of p w.r.t a Gaussian kernel
with bandwidth σ2 is
cp

µ p (v) =

∑ ω p,j µ p (v)
j

j =1
cp

=

∑ ω p,j

j =1

s

(v − m p,j )2
σ2
exp
−
2
2 )
σ2 + σp,j
2(σ2 + σp,j

!
.

guiding the generator to capture a missing mode. The
added UME term to the main objective (see Equation (3.3)) acts as a
training guide which directs the generator to capture the unknown data
modes as indicated by the witness points. The goal of this section is to
make this statement explicit with the following illustrative example.
Define S = N (0, 1). Let the true data distribution be P :=
ωP1 + (1 − ω )S where P1 := N (m p , 1) for some mean m p 6= 0 and
mixing proportion ω ∈ [0, 1]. Let the model be Q := ωQ1 + (1 − ω )S
where Q1 := N (mq , 1) and mq is the parameter to learn. This problem
illustrates a case where the data generating distribution P is bi-modal,
and one of its two modes is already captured by our model Q i.e., the
second component S. We will show that by placing a witness point v in
a high density region of P1 , the gradient −∇mq UME2 leads mq toward
mp.
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Figure 3.7: The training progress of two generative models (Top row)
MMD-GAN (Bottom row) MMD-GAN + witness points


( x − y )2
Assume a Gaussian kernel k ( x, y) = exp − 2σ2
for some band-

width σ2 > 0. By 3.2, we have

s

σ2
µ P (v) = ωEx∼ P1 k ( x, v) + (1 − ω )Ex∼N (0,1) k ( x, v) =
σ2 + 1
"
!

#
( v − m p )2
v2
ω exp −
+ (1 − ω ) exp −
.
2( σ 2 + 1)
2( σ 2 + 1)
Likewise,
s
µ Q ( v )=

"
!

#
( v − m q )2
σ2
v2
ω exp −
+ (1 − ω ) exp −
.
σ2 + 1
2( σ 2 + 1)
2( σ 2 + 1)

It follows that
2

UME2 ( P, Q) = (µ P (v) − µQ (v))
"
!
!#2
( v − m p )2
( v − m q )2
σ2
2
= 2
ω exp −
− exp −
,
σ +1
2( σ 2 + 1)
2( σ 2 + 1)
where we use one witness point v for UME2 ( P, Q) = UME2 . To make
the dependency on v explicit, we write UME2v . To provide an explicit
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training guide which directs Q to capture the mode (i.e., P1 ), we set
v = m p , giving
"
!#2
2
2
(
m
−
m
)
σ
p
q
ω 2 1 − exp −
.
UME2v=m p = 2
σ +1
2( σ 2 + 1)
The parameter mq is updated with a first-order optimization algorithm
which relies on the gradient
# 


"
( m p − m q )2
( m p − m q )2
2
−
−
m p − mq
2σ
2( σ 2 +1)
2( σ 2 +1)
e
−∇mq UME2v=m p = − 2
ω2 1 − e
.
σ +1
σ2 + 1
To illustrate, we assume that the true parameter m p = 1 and ω = 1/2.
The gradient −∇mq UME2v=m p evaluated at various values of mq is shown
in Figure 3.5.
We observe that at mq = m p (i.e., P = Q), the gradient is zero, providing no signal to change mq further. When mq > m p , the gradient is
negative (pulling back), which will decrease the value of mq toward m p .
Likewise, when mq < m p , the gradient is positive (pushing forward),
leading to a positive change of mq toward m p . Since UME measures local differences around the witness point v, the gradient signal is strong
in the neighborhood of v, and much weaker in other regions that are far
from v (theoretically non-zero). This observation holds for any kernel
bandwidth σ2 > 0. It can be seen that a higher value of the kernel
bandwidth makes UME less local (i.e., larger coverage with dispersed
gradient signal) at the expense of lower magnitudes (pointwise).
3.8.2 Synthetic Data
In this section, we show the effect of the added UME term on the loss
function on synthetic 2-dimensional data where the visualization is
feasible and provides extra insight into the algorithm. As discussed
earlier, the witness points included in the UME term can be seen
from various perspectives each of which provides new insight into the
algorithm. Here, we design experiments to investigate two perspectives.
One is the role of witness points as an extra training signal to capture
the target distribution. The other one is the role of witness points as an
interpretable way to inject prior knowledge into the model.
UME as an Addendum to the Objective Function. In this section,
we analyze our method using a synthetic two-dimensional dataset.
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We aim to investigate the role of witness points in capturing the local
structure of PX . We use a neural network to parameterize the generator. Witness points are parameterized as two-dimensional vectors in
the input space. The dataset used in this experiment is a mixture of
Gaussian mixture models. The outer mixture places 5 components on a
ring around the origin. Each of these components contains 3 Gaussian
components which are also located on a smaller ring (see Figure 3.6a).
The evolution of the generator (red dots) and witness points (magenta
stars) in Figure 3.6 shows that the global structure is initially captured
by the generator; subsequently, the local structure of each component
is captured by the witness points that act as guides for the generator to
capture finer details of the distribution. Any missed mode is detected
by the witness points which subsequently attract the probability mass
of the generator. We observed that MMD-GAN (without UME term)
failed to capture all the modes unless the learning rate is set to about
100 times smaller which consequently makes the training much slower
to converge.
Introduce prior knowledge via witness points. This section concerns a scenario where a generative model is already trained on a
dataset D1 . Then, another dataset D2 comes and we want the generative model to capture the new dataset too without forgetting the
previous dataset. This can be seen as life-long learning in generative
models. Figure 3.7 illustrates a similar scenario. The prior information
here is the fact that D2 comes after D1 and we have access to samples
from D2 . Choosing a few witness points from D2 seems to be an effective way to incorporate this information in the training process. As
can be seen in Figure 3.7c, it’s hard for a generative model without
witness points (MMD) to move some probability mass from D1 to D2 .
However, it is clear from Figure 3.7c that having witness points from
D2 in MMD+UME explicitly encourages this mass transfer. In addition,
previously placed witness points in D1 act as anchors and ensure that
previously learned distribution won’t be forgotten.
3.8.3

High Dimensional Data

In this section, we show the efficacy of witness points as a method to
guide training in a high-dimensional case. Similar to the experiment
of Figure 3.7, we take D as the entire MNIST dataset (LeCun et al. 1998).
We take D1 as the dataset of the images corresponding to a random
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Figure 3.8: Witness points in the UME guide the generator to learn
to capture unknown data modes. The generated images
by MMD and MMD+UME after both models are initially
trained by MMD objective until the fork and a new mode
is presented to the model after the fork. The rows from top
to bottom show the chronological sequence of generated
images in the course of training.
subset of labels. D2 is the images corresponding to the complement set
of digits. Let τ show the training steps. We train a moment matching
generative model (Y. Li, Swersky, and Zemel 2015) on D1 from τ = 0
until τ = τfork with MMD objective. After τfork , we continue training in
two branches (See Figure 3.8). In one branch, witness points from D2
are introduced and the MMD+UME objective is optimized on D1 ∪ D2 .
In the other branch, the training is continued as before the fork by
optimizing the MMD objective on D1 ∪ D2 . We use a pre-trained
MNIST classifier to monitor the state of the generators after the fork.
We observe that the presence of witness points directs the generator
towards the incoming mode faster compared with when only MMD
distance is optimized in the absence of witness points. As can be
seen in Figure 3.9, both models perform equally before τfork , but the
guiding signal from the witness points enables the MMD+UME model
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Figure 3.9: The course of training and transition from Phase 1 where
only digit 2 exists to Phase 2 where the digits 2 and 6 both
are present in the training set. The heatmap shows the
normalized logits of the classifier on the generated examples
(the darker colors are closer to zero). Phase 2 in the x axis
shows the starting point of the second phase. The point C
in the same axis shows the moment in which the second
mode is captured by the generator. This is a point where
the number of hits for the second mode passes a threshold
of 10% of all samples. The corresponding iterations to every
moment on the x axis: Phase 1: iter 1k (very initial steps are
removed due to lack of space), Phase 2: iter 5k, C(a): iter
9.7k, C(b):6.1k.
to capture the second mode faster. The details of this experiment are
provided in Section 3.8.4. We run the same experiment with a different
D1 and D2 and constantly observed that the second mode is captured
faster. This implies that the learning signal from witness points is
strong enough to guide the training at the initial steps of transition
between phases.
witness points in a latent space. To showcase the performance of Auto-GLOCAD and also the flexibility of the algorithm with
respect to the first term of (3.8), we tested our method on a highdimensional dataset, MNIST (LeCun et al. 1998) with Energy-Based
GAN (Zhao, Mathieu, and LeCun 2016). The discriminative function
of this GAN is an autoencoder whose reconstruction loss is used to
train the generator. According to Algorithm 3.2, the witness points
are defined and optimized in the latent space of this autoencoder. The
results can be seen in Figure 3.10. As depicted in Figure 3.10c, the
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(a) early witness

(b) Phase 2, iter = 10

(c) late witness

(d) witness points on
CIFAR10, iter=30k

Figure 3.10: (a) Generated samples in a middle stage of the training process (b) The decoded learned witness points at early stages
of Auto-GLOCAD (c) The progress of the witness points.
Upper three rows are initialized to samples from the training set (x ∈ X ) and the lower three rows are initialized to
(G (z ) ∈ Y ). Initial states show the complete distinctions
(almost clean images from PX and unstructured noise from
QY . In later stages of training, this clear distinction vanishes as the witness points become more and more similar.
(d) Some witness points learned for CIFAR10 dataset at
intermediate stages of training.

progress of the witness points is informative about the training procedure. The algorithm is given 20 witness points, half of which initialized
to Eθde (x) (for x ∈ training set) and the other half initialized to Eθde (y )
(for y = Gθg (z )). The upper three rows of Figure 3.10c show the
progress of the first set and the lower three rows show the progress
of the second set. In the beginning, when PX and QY are completely
distinct, the witness points converge to the support of the distributions
(almost clear digits belonging to PX in the upper rows and noisy images
belonging to QY in the lower rows). As the training proceeds, two sets
of witness points become more and more similar implying that the distinctions between the two distributions are getting smaller. Whenever
a mismatch occurs between PX and QY , a structured image appears in
the witness points suggesting that the distinction is more than noise.
When the distributions match, we expect to see unstructured images in
the witness points.
We did the same experiment on CIFAR10 dataset and observed the
same condition. The learned witness points for intermediate stages of
training when there still exists some local differences between true and
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generated distributions are shown in Figure 3.10d. Even though the
images are not meaningful, we conjecture the witness points (when
decoded from the latent space by the decoder of the autoencoder) can
be used to find the regions of mismatch between the true and generated
distributions as a diagnostic tool to probe the missed modes of the
target distribution.
3.8.4

Experiment Details

In this section, we present more experimental details and results from
the experiments that are left out due to the shortage of space in the
body of the text.
The experiment details for the 2-dimensional example of Section 3.8.2
is as follows:
• Generator architecture: [Linear(512):Tanh:Linear(2048):Tanh:Linear(512)
:Tanh:Linear(256):Tanh:Linear(256)] with 10-dimensional input
noise dimension.
• Kernel: Gaussian kernel with trainable bandwidth.
• Batchsize: 64
• Trade-off weight between MMD and UME term (λ): 0.1
• Learning rate for the generator, and witness points: 0.001
• The number of iterations each component is trained (n g , nv ): 1
• Number of witness points: 20
• Convergence criterion: The magnitude of the gradients back propagated to witness points is less than a threshold (1e − 5) or the
number of epochs is less than 20.
The experiment details for the MNIST and CIFAR10 examples are as
follows
• Generator architecture:

[ConvTranspose2d(1024, 512, 4, 2,1):BatchNorm(512):ReLU
:ConvTranspose2d(512, 256, 4, 2, 1):BatchNorm(256):ReLU
:ConvTranspose2d(256, 128, 4, 2, 1):BatchNorm(128):ReLU
:ConvTranspose2d(128, 1, 4, 2, 1):Tanh] with 100-dimensional
noise in the input.
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• Autoencoder architecture:
Encoder:[Conv2d(1, 64, 4, 2, 1):LeakyReLU(0.2)
:Conv2d(64, 128, 4, 2, 1):BatchNorm(128):LeakyReLU(0.2)
:Conv2d(128, 128, 4, 2, 1):BatchNorm(128):LeakyReLU(0.2,)]
Decoder:[ConvTranspose2d(hidden-dim, 128, 4, 2, 1):BatchNorm(128):LeakyReLU(0.2)
:ConvTranspose2d(128, 64, 4, 2, 1):BatchNorm(64):LeakyReLU(0.2)
:ConvTranspose2d(64, 1, 4, 2, 1):BatchNorm(1):Tanh()]
Notice that the first two arguments of Conv2d and ConvTranspose2d are the number of input and output layers. The last three
arguments are kernel size, stride, and padding respectively.
• Batchsize: 64
• Trade-off weight between MMD and UME term, λ = 0.5
• Number of witness points: 256
• Learning rate for the generator, encoder, decoder and witness
points: 0.001
• The number of iterations each component is trained (n g , ne , nd , nv ):
1
• Kernel: inverse multi-quadratic k( x, y) = (c2 + || x − y||2 )b with
c = 1.0 and b = −0.5.
• Convergence criterion: The magnitude of the gradients back propagated to witness points is less than a threshold (1e − 5) or the
number of epochs is less than 20.
The experimental details and for the experiment Section 3.8.3 is
The idea of this experiment was to see the effectiveness of witness
points for guiding the training of the generator. To make our point
clear, we designed a two-phase experiment. In the first phase,
only one digit was presented to the generator. The generator
architecture was borrowed from (Y. Li, Swersky, and Zemel 2015).
To keep things simple, rather than employing multiple kernels
with different bandwidths similar to (Y. Li, Swersky, and Zemel
2015), we used a single kernel with bandwidth=30.
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3.9

conclusion

We introduced witness points as a dynamic component with theoretical
justification to guide the training trajectories of implicit generative models. We showed its efficacy using multiple experiments and provided
stability guarantees ensuring that incorporating these points does not
harm the stability of current algorithms. Applications of the witness
points in areas such as monitoring the course of training, interpreting
the missing modes, etc can be ideas for future work.
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D E E P E N E R G Y E S T I M AT O R N E T W O R K

In the previous two chapters, examples of GAN-based generative models were studied from the perspective of dynamical systems. In this
chapter, we deviate a bit and propose a new class of distribution estimation methods that, instead of a sampler, outputs the unnormalized
density of the data distribution. The connection to the dynamical
systems is that, unlike GANs where the sampler is a static function
that transforms noise to samples from the target distribution, here the
data distribution is the equilibrium of a Fokker-Planck equation that is
parameterized in terms of the derivative of the learned unnormalized
distribution (score function). In this chapter, we mainly focus on the
estimation of the score function but the generative model follows naturally given the score function. Specifically, to generate a sample from
the target distribution, one needs to integrate a stochastic dynamical
system whose drift term is proportional to the score function of the
data distribution.
4.1

abstract

Having knowledge about data distribution is a key ingredient of many
statistical learning problems. In almost all learning tasks, a relatively
accurate estimate of the data density can be leveraged to accelerate
learning. However, density estimation is especially challenging for
complex high-dimensional data due to the curse of dimensionality. A
promising solution to this problem is given here based on score matching and using deep neural networks as flexible function approximators.
We revisit the Bayesian interpretation of the score function and the
Parzen score matching and construct a multilayer perceptron with a
scalable objective for learning the energy (i.e. the unnormalized logdensity), which is then optimized with stochastic gradient descent. We
present the utility of the deep energy estimator network (DEEN) in
learning the energy, the score function, and in single-step denoising
experiments for synthetic and high-dimensional data. We also diagnose
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stability problems in the direct estimation of the score function that had
been observed for denoising autoencoders.
4.2

introduction

density estimators. Learning the probability density of complex
high-dimensional data is a challenging problem in machine learning
going back to the Boltzmann machine at the birth of the connectionist
movement (G. E. Hinton and Sejnowski 1986). However, an efficient,
robust, and general-purpose method for continuous-valued data is still
missing. We propose a universal engine with a hierarchical structure to
solve this problem robustly and efficiently.
dealing with high-dimensional space. A critical challenge
in density estimation is the exponential growth of the “volume” of
the data manifold with the dimension of the ambient space. In fact,
this exponential growth is at the core of the shortcomings of kernel
methods in density estimation, known as the curse of dimensionality.
The curse can however be overcome by having strong priors on the
data distribution. A plausible prior for natural distributions is the
hierarchical compositionality of the nature that can be reflected in deep
architectures (Bengio 2009). Guided by this prior, we demand the
density estimation to be formulated in a deep hierarchical architecture.
dealing with the inference problem. Latent variable models have been a popular framework for modeling data distributions
which are currently augmented with deep architectures to become more
expressive. However, training these models requires inference over the
hidden units of the neural network that is the key challenge in highdimensional data. While Markov Chain Monte Carlo (MCMC) methods
could be used, the problem is that natural distributions, for example,
natural images, have an intriguing property, also observed in physical
systems near second-order phase transitions, that probability mass is
concentrated in sharp ridges that are separated by large regions of low
probability. This complex probability landscape is a major roadblock for
learning; variational and Markov Chain Monte Carlo (MCMC) methods
have yet to meet the challenge (Bengio, Courville, and Vincent 2013).
An alternative is to use energy-based models, i.e. define an energy
function which is essentially an unnormalized log-density function for
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the data. For the same inference intractability reason, the normalizing
constant (partition function) of these models cannot be computed easily
as the MCMC-type methods run into the same problem of flat regions
in the energy landscape enclosed by high mountains.

deterministic objectives. The aforementioned challenges in using the MCMC methods for training energy-based models gave rise to
an important area of research in using deterministic objectives for parameter estimation of probabilistic models. Score matching (Hyvärinen
2005) is one of the first examples of such frameworks for energy-based
models which will be reviewed in great depth below. More recently,
minimum probability flow, with deep connections to score matching,
was used to learn Ising spin glasses (Sohl-Dickstein, Battaglino, and
DeWeese 2011).

our contributions. Built upon score matching, we introduce a
scalable and efficient algorithm to learn the energy of any data distribution in a hierarchical framework with no need to do inference during
training. We revisit the Bayesian estimation interpretation of the score
function and Parzen score matching and construct an objective, which is
optimized with Stochastic Gradient Descent (SGD). The resulting Deep
Energy Estimator Network (DEEN) takes the form of the products of
experts (PoE), while the energy is efficiently estimated without resorting
to MCMC computations and contrastive divergence approximations.
Our experiments were performed on two-dimensional synthetic data,
MNIST, and the van Heteren database of natural images. In addition,
we diagnosed the problems with score function estimation in MLPs
that bypass energy estimation; our framework avoids those problems
as the score function is computed from the energy function itself.

4.3

background

energy-based models. Assume the observation data x ∈ Rd is a
realization from a random variable with the probability density p x (.).
We want to approximate the true density p x (.) with a parameterized
density model p( x; θ ) with θ ∈ R N being the parameter vector. In
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energy-based modelling, we start by defining a function E ( x; θ ) which
we use to define the model pdf as
p( x; θ ) =

1
exp(−E ( x; θ )).
Z (θ )

(4.1)

The challenging component of this formulation is the partition function
Z (θ ) =

Z

exp(−E ( x; θ ))dx

(4.2)

which normalizes the pdf to have unit integral.
score matching. Score matching estimates the parameters while
completely avoiding the evaluation of the partition function Z (θ ). The
trick is that any multiplicative constant is eliminated in the score function ψ : Rd → Rd defined as (Hyvärinen 2005)
ψ( x; θ ) = ∇ x log p( x; θ ) = −∇ x E ( x; θ )

(4.3)

since the partition function does not depend on x. Hyvärinen showed
that under mild assumptions, the score matching objective

L(θ ) =

Z
x ∈Rd

p x ( x ) kψ( x; θ ) − ψx ( x )k2 dx

(4.4)

is (locally) consistent. In addition, he showed that knowing ψx is not
required as integration by parts reduces L(θ ) to

L(θ ) =

Z
x ∈Rd


p x ( x ) kψ( x; θ )k2 + 2 ∇ · ψ( x; θ ) + kψx ( x )k2 dx. (4.5)

The term ∇ · ψ( x; θ ) is the divergence of the vector field ψ, equal to
the negative trace of the Hessian of E . The last term drops in parameter
estimation as it is not a fucntion of θ. In practice, we only have access
to finite samples D = { x (1) , x (2) , · · · , x (n) } that turns p x ( x ) into the
empirical distribution E( x ) as
p x ( x ) ≈ E( x ) =

1
n

∑ δ ( x − x (k) )

(4.6)

k

and θ is estimated by
θ̂ = argmin
θ
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1 n
kψ( x (k) ; θ )k2 + 2 ∇ · ψ( x (k) ; θ ).
n k∑
=1

(4.7)

4.3 background

kullback-leibler vs. fisher. A connection between the Fisher
divergence and maximum likelihood methods has been established
by (Lyu 2009). He proved that the Fisher divergence is the derivative
of the KL divergence with respect to the scale factor t where the√KL
divergence is computed for the noise-contaminated data ξ = x + t e,
and e ∼ Normal(0, I ). His interpretation of this result was that the
score matching is more robust than maximum likelihood in parameter
estimation as it searches for parameters that are relatively more stable
to small noise perturbations in the training data.
score matching energy estimation. The finite-sample scorematching objective of (4.7) written in terms of the energy ψ( x; θ ) =
−∇ x E ( x; θ ) and expanded in the vector coordinates i reduces to


!2
1 d n  ∂ E ( x = x (k) ; θ )
∂2 E ( x = x ( k ) ; θ ) 
L0 ( θ ) = ∑ ∑
−2
.
n i =1 k =1
∂xi
∂xi2

(4.8)

A regularized version of the score matching objective was proposed
by Kingma and LeCun as
∂2 E ( x = x ( k ) ; θ )
.
∑
∂xi2
i =1 k =1
d

L λ ( θ ) = L0 ( θ ) + λ ∑

n

(4.9)

The second term above was obtained by the expansion of L0 (θ ) after adding Gaussian noise to the data points x + e and ignoring the
off-diagonal elements of the Hessian of the energy. Kingma and LeCun further explored density estimation with the objective Lλ (θ ) and
parameterizing the energy E ( x; θ ) with an MLP. However, the backpropagation of the full Hessian scales as O( N 2 ), where N is the total number
of the parameters of the MLP. They found further approximations to
the diagonal of the Hessian but the approximations were only valid
for MLPs with a single hidden layer. Along the same lines, Martens,
Sutskever, and Swersky proposed an iterative method that gives an
estimate of the Hessian of a neural network at the cost of roughly two
gradient evaluations. We will see below a more principled way of regularizing score matching with Parzen score matching, and a stochastic
version where the second-order estimations are avoided altogether. We
can motivate the objective function that we arrive at using a Bayesian
interpretation of the score function that is discussed in the following.
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bayesian interpretation. Score matching was originally motivated for its computational advantage in the parameter estimation of
unnormalized densities because of the key property that the partition
function is eliminated in the score function. However, it can also be
motivated from a Bayesian signal restoration perspective. This was established by Hyvärinen for small measurement noise, and generalized
by Raphan and Simoncelli. The key idea comes from Miyasawa denoising theorem: given noisy measurements ξ of an underlying random
2
variable x, when the measurement
R noise is Normal(0, σ I ), the Bayesian
least-square estimator x̂ (ξ ) = xP( x |ξ )dx reduces to
x̂ (ξ ) = ξ + σ2 ψ(ξ; θ ),

(4.10)

valid for any level of noise σ, with ψ being the score function of the noisy
data ξ. Thus, estimating the score function is essential for denoising.
Raphan and Simoncelli referred to this result as single-step denoising,
and generalized it for a large class of measurement processes beyond
Gaussian noise.
parzen density score matching.
Vincent studied score matching by replacing p x (.) with the Parzen window density estimator P
as
1
(4.11)
P( ξ ) = ∑ S( ξ | x ( k ) ),
n k
where S is the smoothing kernel. The integration of (4.4) is then taken
with respect to P(·) instead of the true data distribution p x ( x ), and ψx
is replaced accordingly as

Lparzen (θ ) = Eξ ∼P

∂ log P(ξ )
ψ(ξ; θ ) −
∂ξ

2

.

(4.12)

He then proved that the Parzen score matching objective is equivalent
to the following “denoising” objective
E(x,ξ )∼J ψ(ξ; θ ) −

∂ log S(ξ | x )
∂ξ

2

,

(4.13)

with
J( x, ξ ) = S(ξ | x )E( x )

(4.14)

for any smoothing kernel S (see the appendix in (Vincent 2011) for
the proof.) The tricky term ∂ log P(ξ )/∂ξ was thus replaced with
∂ log S(ξ | x )/∂ξ, which allows a simpler stochastic implementation as
will be discussed below.
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single-step denoising interpretation. By taking the Parzen
smoothing kernel to be conditional Gaussian as


k ξ − x k2
1
exp −
,
(4.15)
S( ξ | x ) =
2σ2
(2π )d/2 σd
the Parzen objective Lparzen (θ ) can be interpreted as a denoising problem (Vincent 2011) where the denoising objective in (4.13) reduces
to

Ldenoising (θ ) = E(x,ξ )∼J x − (ξ + σ2 ψ(ξ; θ ))
= E( x, ξ ) ∼ J k x − x̂ (ξ )k2

2

(4.16)
(4.17)

after scaling by σ4 . Note that from (4.14), x is clamped to the training
data, and ξ can be interpreted as additive Gaussian “noise” that contaminates the training data. Optimization of Ldenoising (θ ) learns a score
function ψ such that x̂ (ξ ) comes as close as possible to x which explains
why this objective is called denoising score matching (Vincent 2011).
That being said, we prefer here to interpret the objective defined in
(4.16) as Parzen score matching instead of denoising. The motivation is
the fact that there is a notion of optimality in smoothing the distribution,
i.e., the optimal kernel bandwidth is likely to be non-infinitestimal even
for noise-free measurements. This is in contrast to denoising, where σ
is a parameter of the contaminating noise whose optimal value is not
relevant.
4.4

deep energy estimator network

parameterizing energy by deep neural networks. We
aim to build an efficient estimator E ( x; θ̂ ) of the true energy − log p x (·)
of any complex data distribution, up to an additive constant. For many
real-world data distributions, the energy landscape is very complex in
the sense that it has many canyons/ridges of low-energy/high-density
being separated by large flat regions of high-energy/low-density.
Modeling such a complex surface in higher dimensions is prone to the
curse of dimensionality. Deep neural networks are natural candidates
for capturing high-dimensional surfaces. We leverage the universal
approximation capacity of neural networks and use a neural network
as the model of the energy (log-density) represented by

E ( x; θ ) = MLP( x; θ ),

(4.18)
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where MLP( x; θ ) means the output of a multi-layer perceptron with
input x and (weight) parameters θ; it takes the inputs in Rd and outputs
a scalar value in R representing the associated energy to x.
scalable score matching. Estimating the parameters θ of the
parameterized energy function E ( x; θ ) using the original formulation of
score matching requires computing second-order derivative for a neural
network which is computationally prohibitive (Kingma and LeCun
2010) and one must resort to approximations (Martens, Sutskever,
and Swersky 2012b). Our key insight here is built on the Bayesian
interpretation of the score function of Raphan and Simoncelli and the
Parzen score matching of Vincent. This leads to a method that scales
well to high dimensions, as well as to large datasets.
the deen objective. We parametrize the energy function by an
MLP as E ( x; θ ) that consequently parameterizes the score function as
ψ( x; θ ) = −∂E ( x; θ )/∂x. Here, we use the Gaussian kernel, which gives
the objective

LDEEN (θ ) = E(x,ξ )∼J x − ξ + σ2

∂E (ξ; θ )
∂ξ

2

,

(4.19)

based on (4.13). When the energy is parameterized by an MLP, the
term ∂E (ξ; θ )/∂ξ is realized as an acyclic directed computation graph
constructed by automatic differentiation which maps Rd → Rd . The
variance σ2 is the smoothing hyperparameter of the Parzen kernel,
which we choose by optimizing the test likelihood of the Parzen density
over a validation set in our experiments. The objective function (4.19) is
then optimized by any general-purpose optimization algorithm as
θ̂ = argmin LDEEN (θ ).

(4.20)

θ

smoothing bandwidth hyperparameter σ. Parzen score
matching gave us an objective for energy estimation that frees us from
estimating the Hessian of the energy. In addition, the hyperparameter
σ of the Parzen smoothed density acts as an automatic regularization
in Deep Energy Estimator Network (DEEN). Obviously, σ is dataset
dependent and its value decreases as the dataset size n increases.
Moreover, σ is smaller for datasets with lower complexity (measured by
entropy). Notice that the theoretical limit σ → 0 is never within reach
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for complex datasets as n has to grow exponentially in a d-dimensional
space due to the curse of dimensionality.
sgd optimization of (4.19). For D = { x (1) , x (2) , · · · , x (n) }, LDEEN
is approximated by constructing the joint set J as

X

J

(i )

= {( x (1) , X (1) ), ( x (2) , X (2) ), · · · , ( x (n) , X (n) )},

= {ξ

(i,1)

,ξ

(i,2)

,...,ξ

(i,m)

},

(4.21)
(4.22)

where ξ (i,j) are i.i.d. samples from the smoothing Kernel S(ξ | x (i) ), i.e.
data with noise added. The empirical version of the objective (4.19)
becomes
n

LDEEN (θ ) ≈

m

∑∑

i =1 j =1

x

(i )

−ξ

(i,j)

+σ

2 ∂E (ξ

= ξ (i,j) ; θ )
∂ξ

2

.

(4.23)

After constructing the set with m  1 (for a better approximation),
the objective has two sources of stochasticity: the random choice of
mini-batches x (i) and X (i) . Hence, any SGD type algorithm can be used
to optimize this objective in the presence of these sources of randomness.
In our experiments, we set the mini-batch size of the second set X (i)
to be one, i.e. a single noisy observation ξ for each data point. Unlike
the straightforward application of the original score matching, forming
the objective function (4.23) and its optimization by SGD are scalable
computations.
interpreting deen as product of experts. Here we show
how the structural constraint of the energy approximating network
gives the product of expert (PoE) representation as a side product.
When the energy E ( x; θ = {w(1) , w(2) , · · · , w( L+1) }) is parameterized by
an MLP, the output is constructed linearly from the last hidden layer
h( L) as

E ( x; θ ) = ∑ wα
α

( L +1) ( L )
hα ( x; {w(1) , w(2) , · · ·

, w( L) }) =

∑ ε α (x; θ ),

(4.24)

α

where the sums are over the hidden units in the last layer. The factorization p( x; θ ) ∝ ∏α exp(−ε α ( x; θ )) corresponds to the products of experts
where ε α are the experts parametrized by a neural network. A major
difference betweena PoE and mixture models is that, in mixture models,
the space is partitioned spatially where each mixture component is
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responsible for a region. However, in PoEs, every expert is responsible
for the entire space and their intersection matters at each region. Hence,
PoEs give a distributed representation of the energy while mixture
models are more localized (G. E. Hinton 2006). Despite PoE’s immense
potential in beating the curse of dimensionality, the estimation of the
derivative of the partition function Z (θ ) plagues the learning, and the
approximations such as the contrastive divergence (G. E. Hinton 2006;
G. Hinton et al. 2006) has yet to overcome the curse of inference for
complex distributions. There is no need for such approximations in
DEEN as it is based on score matching which eliminates the partition
function altogether.
deen and denoising autoencoders. Alain and Bengio found
a link between regularized (contractive/denoising) autoencoders and
the score function. Denoting rσ∗ ( x ) as the optimal reconstruction of the
σ-regularized autoencoder, they showed that
lim (rσ∗ ( x ) − x )/σ2 = ∇ x log p( x ),

σ →0

(4.25)

which is similar to the single-step denoising interpretation of DEEN.
However, DEEN is not an autoencoder; it learns the energy and thus
the score function without a decoder. Moreover, the optimal σ in the
kernel density estimator will not be vanishing for any complex dataset. In
DEEN, σ is a hyperparameter whose optimal value is dataset dependent.
In fact, a natural estimator for σ is obtained by optimizing the test
likelihood of the Parzen density over a validation set.
energy estimation vs score estimation. What if one is only
interested in the score function, not the energy function? A multilayer
perceptron ψ( x; θ ) = MLP( x; θ ) that maps Rd to Rd — referred here as
deep score matching (DSM) — can be trained to learn the score directly
by optimizing the objective given in (4.16). However, the “direct” score
function estimation with MLPs is not robust — this problem was first
observed in (Alain and Bengio 2014) for denoising autoencoders. We
provide a detailed diagnosis of this problem in our 2D experiments
below. DEEN does not suffer from such stability issues of the score
function estimation by construction which enforces the score function
to be a conservative vector field.
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experiments

two-dimensional experiments. We estimated the energy function of a spiral toy dataset as well as a Gaussian mixture dataset which
are shown in Figures 4.1(a)–(c). We use a fully connected MLP architecture, three hidden layers, tanh nonlinearities with a linear last layer:
x → h(1) → h(2) → h(3) → E , dim(h(l ) ) = 32. DEEN estimated the
energy accurately with well-behaved training curves.
failures of estimating the score function directly.
To show the challenge of learning the score function directly instead
of the energy function, we used the DSM network as discussed at
the end of Section 4.4. In 2D, the curl of the vector field computed
by (∇ × ψ)3 = ∂1 ψ2 − ∂2 ψ1 is a good indication of the validity of the
learned score function. The identity ∇ × ψ( x ) = 0 is a necessary and
sufficient condition for the existence of a scalar field E ( x ) such that
ψ( x ) = −∇E ( x ). Hence, checking ∇ × ψ( x ) = 0 is, therefore, an
easy validity check that the learned score must pass. As shown in
the experiments (Figures 4.1 (e, f, g, h)), in the absence of structural
inductive bias of DEEN, the learned vector field by the DSM objective
has the curl value far from zero which does not occur in DEEN where
the score function is computed from the learned energy function.
deen on mnist. To try DEEN on MNIST dataset, we choose
σ = 0.14 by maximizing the test likelihood of the Parzen density
estimator. The running average of LDEEN vs. SGD iterations is shown
in Figure 4.2(a). The score function derived from the learned energy
network is then used for single-step denoising (SSD) (Figures 4.2 (b, c)).
Theoretically, SSD should be done with the same value of σ, but we also
tested it with different values, presented here are the experiments with
σ0 = 0.3. We used the same MLP architecture as the 2D experiments
but with dim(h(1,2) ) = 128, dim(h(3) ) = 256.
deen on natural images. To validate the performance of DEEN
on data with more realistic statistics, we used 32 × 32 patches extracted
from the van Hateren database of natural images (Van Hateren and
Schaaf 1998). We tested the denoising performance for additive patchdependent noise 0.5 × std( x ) × ν where ν ∼ Normal(0, I ). Figure 4.3(a)
shows examples of the noisy patches in the test set. Figure 4.3(b) is
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the denoised patches by median + Gaussian filters, a popular baseline
in the signal processing literature (Parker 2010). Figure 4.3 (c) is the
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Figure 4.1: 2D experiments. (a, c) DEEN’s performance after 1000 SGD iterations in learning the energy E , where q( x; θt ) = exp(−E ( x; θt ))
is plotted. (b, d) The score function ψ = −∇E computed from
DEEN is plotted. (e, f, g, h) DSM’s failure (akin to instabilities of
denoising autoencoders in learning the score function) in learning
the right score diagnosed by ∇ × ψ which must be zero.
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Figure 4.2: DEEN on MNIST. (a) The running average of LDEEN , with the
hyperparamater σ = 0.14. (b, c) The learned energy function
E ( x; θ∞ ) is used for the single-step denoising with σ0 6= σ.
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Figure 4.3: DEEN on natural images. (a) images in test set with patchdependent noise level, explained in the Experiments Section. (b)
denoising performance with median + Gaussian filter, standard
in signal processing. err/pixel is reported here. (c) single-step
denoising with DEEN.

single-step denoising from the energy function. The err/pixel reported
here is equal to k x − x̂ k2 normalized by the number of pixels. The MLP
architecture here is again fully connected, but with five hidden layers
of tanh nonlinearities, and dim(h(1,2,3) ) = 256, dim(h(4,5) ) = 512. All
experiments presented so far were implemented in Tensorflow (Abadi
et al. 2016) using the Adam optimizer (Kingma and Ba 2014) with the
learning rate of 0.001.

75

deep energy estimator network

4.6

conclusion

We presented an inference-free hierarchical efficient method to approximate the energy of data distributions. The energy function is realized as
a multilayer perceptron with the property of being a universal function
approximator. The theoretical motivation behind the proposed objective
function comes from the score matching theory with consistency guarantees. We further diagnosed the instability issues in learning the score
function using a denoising autoencoder and showed that our proposed
model does not suffer from such issues as the structural constraint
enforces the derived vector field to be the gradient of a potential field
automatically.
contextualizing deen in unsupervised learning. Unsupervised learning is an umbrella term that covers various problems
with different motivations (see for example (Theis, Oord, and Bethge
2015) for discussions on generative models.) For example, generative
adversarial networks is an approach to tackle sampling problems
from a target distribution while only having access to samples from
that distribution (Goodfellow et al. 2014a). Another motivation for
unsupervised learning is posterior inference for hierarchical graphical
models. Variational autoencoders were designed to address this
problem that optimizes a variational objective (Kingma and Welling
2013). A similar problem but sometimes with a distinct motivation
is studied under the title of nonlinear ICA where the goal is to find a
nonlinear function to recover independent sources of information by
reversing the mixing process. This task is prone to an identifiability
issue that is a major concern in the areas where the possibility of
recovering the true sources is necessary. The nonlinear ICA problem
was reformulated for time series in (Hyvärinen and Morioka 2016) to
solve the non-identifiability problem. Our work addresses a different
problem in unsupervised learning which is unnormalized density
estimation. The score matching objective LDEEN which is the backbone
of our work is surprisingly simple, yet powerful when the energy
function E (·; θ ) is parameterized by a deep neural network.
future directions. Having an estimate of unnormalized density
(energy) of data has many downstream applications. Two major use
cases are semi-supervised learning and generative modeling. For semi-
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supervised learning, the hypothesis is that learning the energy comes
with learning a useful representation of data. In DEEN, the structural
bias imposed by the MLP with the final linear layer gives a product
of expert representation in the last layer. Investigating this representation which is a side product of learning the energy by DEEN is an
important next step. Another future direction would be turning DEEN
into a generative model by combining it with an MCMC type sampling
method. Some challenges are expected to be faced in this direction, for
example, the slowness of Hamiltonian Monte Carlo (HMC) methods.
But there are important new developments on the HMC front (Girolami
and Calderhead 2011; Levy, Hoffman, and Sohl-Dickstein 2017), which
DEEN can build on. Among closely related work to our present work,
we should mention noise-contrastive estimation (NCE), which also has
the potential for estimating the energy function using general function approximation by deep learning (Gutmann and Hyvärinen 2012).
Comparing the quality of the estimated energy function by NCE and
DEEN would shed light on the difference between the nature of these
methods.
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learning of dynamics

5
LEARNING DYNAMICAL SYSTEMS USING LOCAL
S TA B I L I T Y P R I O R S

The second season of this dissertation studies the reverse direction
of the first season. While the focus of the projects in Season 1 was
on the benefits of dynamical systems’ methods in machine learning,
in Season 2, the focus will be on the use of learning and data-driven
methods in the applications of dynamical systems and control theory.
In particular, the presented projects in this season make use of the wellestablished concept of Lyapunov function in various applications. Two
major pillars of most control systems are system identification and control
syntheiss, where the latter is often dependent on the identified system
in the former. In this season, using the machine learning toolbox and
inspired by recent multiplayer learning algorithms, online estimation
of the Lyapunov function is used to facilitate nonlinear system identification and automate nonlinear control synthesis. The first project of
this season which is presented in this chapter shows how the binary
information about an equilibrium of a nonlinear dynamical system
(stable or unstable) can be turned into an auxiliary function that can
be used to regularize the learned vector field in system identification.
This auxiliary function is then used in an iterative two-player algorithm
in Chapter 6 to automatically learn a controller with a large stability
margin.
5.1

abstract

A computational approach to simultaneously learn a vector field and its
region of attraction from trajectories of the system with a locally asymptotically stable equilibrium is proposed. The nonlinear identification
leverages the local stability information as a prior on the system, effectively endowing the estimate with this important structural property.
In addition, the knowledge of the region of attraction can be used to
design experiments by informing the selection of initial conditions from
which trajectories are generated and by enabling the use of a Lyapunov
function of the system as a regularization term. Empirical results show
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that the proposed method allows efficient sampling and provides an
accurate estimate of the dynamics in an inner approximation of its
region of attraction.
5.2

introduction

Learning ordinary differential equations (ODE) of a dynamical system given observed trajectories is the main goal of system identification (Ljung 1999) and the branches of machine learning that are concerned with dynamical systems (Chiuso and Pillonetto 2019). To achieve
a satisfactory accuracy, the importance of exploiting prior knowledge of
the system, especially in a nonlinear context, is recognized (Schoukens
and Ljung 2019). A distinctive property of nonlinear systems is that
stability is no more a feature associated with the whole system but
with each of its attractors (H. K. Khalil 1996). In fact, stability becomes
now in the general case a local concept, which only holds in regions
surrounding the attractor. This is the case, for example, for the region
of attraction (RoA) of equilibria (Chesi 2011) and region of contraction
of limit cycles (Giesl and Hafstein 2013). We consider the former in this
work.
Given its importance in describing the qualitative properties of a
system, local stability is a key structural constraint to encode in a
nonlinear system identification algorithm. While priors have been used
in the identification of linear systems (with e.g. subspace methods (Van
Gestel et al. 2001) and maximum likelihood (Umenberger et al. 2018)),
it has not been explored, to the best of the author’s knowledge, in
learning nonlinear ODEs.
In the realm of machine learning, learning ODEs is closely related
to training recurrent models. Hence, a stable vector field is potentially
a more desirable recurrent learning machine that is robust against
vanishing or exploding learning signals. Incorporating global stability
information has been proposed to obtain more stable training dynamics.
The notion of contracting stability is used in (Revay and I. Manchester 2020) to avoid vanishing and exploding gradients in Recurrent
Neural Network (RNN)s. The stability is enforced by projecting the
model parameters onto a contracting stable model via solving a convex
optimization problem. A less conservative parameter set is proposed
in (Revay, R. Wang, and I. R. Manchester 2020) by taking into account
the structural information of RNNs that are formed by linear functions
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followed by nonlinear activations. An alternative approach is to restrict
the search space for the target ODE to a set of stable systems (Tobenkin,
I. R. Manchester, and Megretski 2017). However, this approach is limited to the vector fields that only have a single globally stable attractor,
which is generally not the case.
Our work focuses on jointly learning the system dynamics and its
region of attraction.
The proposed methodology is articulated around two phases that
take place in parallel and are entirely data-driven. In one phase, given
trajectories of the system, the stability information is distilled into a
Lyapunov function that is estimated by a neural network. The other
phase uses the best estimate of the Lyapunov function together with a
possibly different set of system trajectories to learn the dynamics.
Related works: Learning Ordinary Differential Equation (ODE)s, Lyapunov functions, and region of attractions have been separately studied
in the literature. Learning ODEs in Reproducing Kernel Hilbert Space
(RKHS), initially developed in the machine learning community, has
been later adopted in system identification community (Gianluigi Pillonetto et al. 2014).
Even though the stability information can be enforced in linear systems by learning the impulse response in an L1 RKHS induced by an
integrable kernel (Carmeli, De Vito, and Toigo 2006), it is not straightforward for nonlinear systems to impose the Lyapunov notion of stability
by the choice of a kernel. In addition to RKHS methods, neural networks have also been employed as function approximators to learn
ODEs (Rubanova, T. Q. Chen, and Duvenaud 2019). Recently, a new
class of neural networks has been proposed where the time steps are
modeled as the layers of the network. Hence, continuous dynamics
correspond to a network with infinitely many layers. The learned ODE
then corresponds to the trained neural network (T. Q. Chen et al. 2018).
Learning the Lyapunov function can be treated with or without the
availability of the vector field f . In the presence of f , (Giesl 2007) uses
Radial Basis Functions to estimate the Lyapunov function. In (Grüne
2021) neural networks are used as a compositional method, and (Giesl
and Hafstein 2015) provides a comprehensive review of model-based
approaches for estimating the Lyapunov function. Closer to our work
is (Giesl, Hamzi, et al. 2016) where system trajectories are used to
first approximate the ODE and then use it to estimate the Lyapunov
function. The challenge though would be that any inaccuracy in esti-
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mating the ODE propagates to the estimation of the Lyapunov function.
Our coupled ODE&RoA learning method does not suffer from this
one-directional flow of information that may cause an accumulative
error in the Lyapunov function. While most approaches in the RoA
literature are model-based (Chesi 2011; Valmorbida and Anderson 2017;
Iannelli, Seiler, and Marcos 2019), recent works have also considered
purely data-driven methods. A sampling strategy is proposed in (Najafi, Babuška, and Lopes 2016) to estimate the RoA in real-time. A
probabilistic method is used in (Berkenkamp, Schoellig, and Krause
2016) to safely sample and learn the RoA for systems with uncertainty.
The RoA estimation module of our algorithm is inspired by (Richards,
Berkenkamp, and Krause 2018) where a neural model was proposed to
learn the Lyapunov function and gradually change it such that its level
sets become closer to the region of attraction of the system.
Contribution: We propose an iterative learning strategy whereby
the ODE and RoA of a dynamical system are learned from observed
trajectories. We use multilayer perceptrons (MLP) as universal function
approximators to learn a sequence of Lyapunov functions whose level
sets get closer and closer to the true RoA. The ODE is learned using
general function approximators (RKHS, Neural Nets). Learning the
RoA and the ODE are interlaced and inform each other through an
iterative algorithm that is shown to be more efficient than learning
them separately. The advantage of the Lyapunov function for learning
the ODE is twofold. First, it can be used to frugally sample initial
conditions for the (numerical or real) experiments. Second, it can be
used to regularize the ODE learning process towards the vector fields
for which the level sets of the current Lyapunov function are inner
estimates of the true RoA. The approach proposed here differs from
the related works in the following ways. First, the estimation of the
Lyapunov function is purely data-driven, hence a potential error in the
ODE estimation is not propagated to the estimated Lyapunov function.
Second, the direction of information is from the Lyapunov function
to the ODE unlike (Giesl, Hamzi, et al. 2016) and other model-based
approaches where an initially learned ODE is used to estimate the
Lyapunov function. Third, the iterative nature of the method actively
guides experimentation and determines from where new trajectories
should be initiated, rather than relying on a set of passively collected
trajectories. In this sense, our method can be considered as an active
learner. The proposed method is supported by experiments on the Van
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(a) Multi-step RoA estimation

(b) Restricted vector field to the
RoA

Figure 5.1: (a) One step of the iterative RoA estimation algorithm. The
boundary of the RoA is learned as a boundary function
of a classifier. The blue area is the current estimate of the
RoA. The green area contains initial states that converge to
the estimated RoA and eventually the equilibrium. The red
area contains the initial states that diverge. Each step of the
algorithm learns the boundary between stable and unstable
regions. (b) For the vector field f , f |Rx̄ is its restriction to
the RoA that will be learned by the ODE learning phase of
our proposed method.
der Pol oscillator benchmark. A pictorial representation of the outcome
of the algorithm is presented in Figure 5.1.
5.3

co-learning roa and ode

5.3.1 Problem statement
Consider an autonomous nonlinear system of the form:
ẋ = f ( x ),

x (0) = x0 ,

(5.1)

where f : Rn → Rn is the vector field. The vector x̄ ∈ Rn is an
equilibrium point of (5.1) if f ( x̄ ) = 0. Let φ(t, x0 ) denote the associated
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flow, i.e. the solution of (5.1) at time t with initial condition x0 . The
region of attraction (RoA) associated with x̄ is defined as (H. K. Khalil
1996)

R x̄ := x0 ∈ Rn : lim φ(t, x0 ) = x̄ .
(5.2)
t→∞

That is, R x̄ is the set of all initial states that eventually converge to x̄.
We aim to build a data-driven algorithm that jointly estimates two
objects: 1) The vector field restricted to the RoA denoted by f x̄ := f |Rx̄ .
2) A Lyapunov function V whose level sets approximate R x̄ .
In a continuous-time setting, ODE estimation can be seen as a regression problem from xt to yt = ẋt . We assume the sensors only measure
the states, but not their time derivative. Hence, ẋt must be estimated
from state measurements. We also assume that the sensors add independent Gaussian noise to the state measurements as x̃t = xt + et . where
et is identically and independently sampled from a normal distribution
N (0, σ2 ).
Let x̃t̄ denote a set of state measurements obtained by sampling
the flow function φ(t, x0 ) at times t̄ = (t1 < t2 < . . . < tr ) indexed by r̄ := (1, 2, . . . , r ). Hence x̃t̄ = ( x̃t1 , x̃t2 , . . . , x̃tr ) where
x̃tk = φ(tk ; x0 ) + etk . Let S be the sampling operator defined as
St̄ φ(·; x0 ) := (φ(t1 , x0 ), φ(t2 , x0 ), . . . , φ(tr , x0 )).
The noisy state measurements x̃t̄ starting from different initial conditions form the main source of information to learn the ODE. Launching
the system from an initial condition is regarded as an experiment. We
fix the notation that a parenthesized superscript refers to a trajectory
and an unparenthesized superscript refers to a particular state dimen( j)
( j)
sion. Therefore, xt̄ ∈ Rn×r is the jth trajectory starting from x0 ∈ Rn
( j),s

and xt̄ ∈ R1×r is the trajectory of its sth state dimension.
The total number of available trajectories is limited by a defined
budget, which has to do with e.g. the cost of experiments. Besides the
quantity, the locations of the initial conditions might also be constrained
by physical limitations as the system has to be safely operated. When
the system acts autonomously, the choice of the initial state is the
exogenous input that probes the dynamics. Trajectories of equal length
are not equally informative about the dynamics, hence the choice of
initial states plays the role of experiment design. This is indeed a key
enabler in our work, and it has not been fully exploited in the literature.
See (Korda and Mezic 2020) where the rich spectrum of nonlinear
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responses associated with different initial conditions is leveraged for
identifying the Koopman operator.
Given an equilibrium x̄, we are interested in learning about f x̄ instead
of f . Hence, the region of attraction R x̄ is a preferred subset of the state
space to sample the trajectories for two main reasons: 1) Frugality (i.e.,
estimating f x̄ using the least number of trajectories). This is encouraged
by the fact that trajectories inside R x̄ will never leave it and are most
informative about f x̄ . 2) Safety (i.e., generated trajectories will not
diverge). This property is guaranteed by the definition of the RoA of
an equilibrium.
When R x̄ is not given (that is the case in most practical situations), it
also needs to be estimated from the trajectories of the system. Standard
approaches to compute inner (conservative) approximations R̂ x̄ of the
true RoA R x̄ are model-based, i.e. they require the knowledge of f .
While this is not the case here, results from the literature can still be
leveraged. Specifically, we use the following fact that some level sets
of the Lyapunov function provide inner estimates of R x̄ (H. K. Khalil
1996).
Lemma 5.1. Let D be an open subset of Rn and x̄ ∈ D . Suppose there exists
a 1-time continuously differentiable function V : Rn → R such that:
V ( x̄ ) = 0

and

V ( x ) > 0,

h∇V ( x ), f ( x )i < 0,

ΩV,γ := { x ∈ Rn : V ( x ) ≤ γ},

∀ x ∈ D\ x̄,

∀ x ∈ D\ x̄,

(5.3)

ΩV,γ ⊆ D ,

and ΩV,γ is bounded. Then, R̂ x̄ =ΩV,γ ⊆ R x̄ .
Notice that h∇V ( x ), f ( x )i represents the Lie derivative of V, that
is the derivative of V along the trajectories of f . When f is known,
a common approach to compute R̂ x̄ is via Sums of Squares (Sum of
Squares (SoS)) optimization (Parrilo 2003; Chesi 2011), thereby one
finds polynomial functions that satisfy set containment conditions (5.3)).
Depending on the chosen degree of the polynomial Lyapunov function,
the estimates in SoS-based approaches might be quite conservative, i.e.,
the true ROA R x̄ is much larger than the estimated one R̂ x̄ .
To overcome this issue, in Section 5.3.2 we propose to leverage the
universal approximation property of deep neural networks to compute
Lyapunov functions whose largest contractive level set ΩV,γ? approximates the shape of R x̄ . The superiority of the neural network-based
approach to SOS is shown in (Richards, Berkenkamp, and Krause 2018).
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Section 5.3.3 details the twofold role of the estimated RoA: guiding
experimentation to produce most suitable trajectories to learn f x̄ and
also encoding an appropriate local stability prior that facilitates learning
f x̄ .
Finally, in Section 5.3.4 the coupled algorithm to jointly learn R x̄ and
f x̄ is presented. As the estimated RoA gets closer to the true one, more
informative trajectories are sampled that result in a better estimate of
the vector field whose training is also regularized by the estimated
Lyapunov function.
5.3.2

Estimating RoA from trajectories

Let V (·; θ ) : Rn → R+ be a candidate Lyapunov function for system (5.1) parameterized by θ. As required by the definition of the
Lyapunov function, V (·; θ ) has to be positive definite in some neighbourhood around the equilibrium point. The function V : U ⊆ Rn → R
is said to be positive definite in the neighbourhood U if (1) V (0) = 0
and (2) V ( x ) > 0 for all x ∈ U such that x 6= 0. To ensure V (·; θ )
is positive definite, instead of parameterizing it directly, it is modelled as the inner product of a feature extractor v(·; θ ) with itself, i.e.,
V (·; θ ) = vT (·; θ )v(·; θ ) where v(·; θ ) : Rn → Rn is a multilayer perceptron. We will denote by Sc (V ) := { x ∈ Rn : V ( x; θ ) < c} the sublevel
set (interior of a level set) of V with level value c. The goal is to find
θ and c such that Sc (V (·; θ )) is a good approximation of the true RoA
R x̄ . Roughly speaking, the parameter θ characterizes the shape of a
level set while c determines its size. Recalling the definition of the
RoA in (5.2) and the result of Lemma 5.1, the following multi-step
supervised learning approach is considered.
1. The Lyapunov function is initialized to a quadratic function with
the loss function
θ0∗ = argmin EBr0 [kV ( x; θ ) − xT Qx k2 ],

(5.4)

θ

where EBr0 represents the empirical expectation on samples that
are uniformly drawn from the unit ball Br0 ( x̄ ) centered at x̄ with
radius r0 . Matrix Q characterizes the target quadratic function
that is set to I in the absence of further information. The reason
behind this choice for the initial Lyapunov function is the fact that
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when the equilibirum point is asymptotically stable as assumed
here, one can always choose Q as the positive definite matrix
which is the unique solution of the Lyapunov equation A T Q +
QA = − I, where A represents the Jacobian of the nonlinear
vector field linearized at the equilibrium. Then, a line search over
c while checking the Lyapunov decrease condition of Lemma 5.1
is performed to find the largest level value such that Sc (V (·; θ0∗ ))
remains inside R x̄ .
2. The sublevel set Sc (V ) is expanded by multiplying c with α >
1.0 to get the gap region Gα (V, c) := Sαc (V )\Sc (V ) (V (·; θ ) is
sometimes written as V throughout the text for compact notation).
3. The system is experimented by drawing J initial states inside
Gα (V, c) that run for a specified number of time steps. Each
initial state is given the label +1 (stable) if its trajectory enters
Sc (V ). Otherwise, it is given the label −1 (unstable). Let O : G →
{+1, −1} be the oracle function that simulates the system from
an initial condition chosen from the gap region G and assigns the
label as mentioned. Ultimately, it produces a dataset consisting of
( j)
( j)
( J)
J pairs {( x̃t̄ , O( x0 ))} j=1 .
4. The parameters θ of the Lyapunov function V (·; θ ) are learned
in a way that the initial states x0 ∈ Gα (V, c) that correspond to
l ( x0 ) = +1 (l ( x0 ) = −1) falls inside (outside) Sc (V ). As both θ
and c affects the shape of the sublevel set Sc (V (·; θ )), we keep
c fixed to 1.0 and only train θ. Minimizing the following loss
function serves this purpose as a supervised learning task,

Lθ =

∑

`(V ( x0 ; θ ), l ( x0 )) + λRoA 1[O(x( j) )=+1] ×

J

r

x0 ∈G

(5.5)

0

∑∑

j =1 k =1

h

( j)

( j)

V ( x t k +1 ; θ ) − V ( x t k ; θ )

i

with ` : R × {+1, −1} → R defined as

`(V ( x; θ ), O( x )) = O( x )(V ( x; θ ) − c).

(5.6)

With the loss function (5.5), training the Lyapunov function can be
seen as training an energy-based model where, in Figure 5.1, the
energy of the points located in the red (unstable) area increases
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while the energy of the points located in the green area (stable)
decreases. Iterations of Stochastic Gradient Descent (SGD) are
run on (5.5) until a pre-defined tolerance on the loss decrease is
met. The solution will be the updated Lyapunov function and
consequently its level sets.
5. Ideally, the value of c must remain fixed and the change of θ
must be sufficient to update the Lyapunov function. However,
due to practical reasons such as the limited capacity of the neural
network and the local minima in optimization, we check the value
of c after each iteration to make sure Sc (V ) remains fully within
R x̄ . To this end, we update the value of c by a line search so that
every x ∈ Sc (V (·; θ )) satisfies V̇ ( f ( x )) = h∇ x V ( x; θ ), f ( x )i < 0
in accordance with the second condition of Lemma 5.1. In practice, we don’t have access to f . Hence, the empirical version
of the decrease condition is tested for the states along the observed trajectories, i.e., V ( xtk+1 ) − V ( xtk ) < 0. Hence, c is set
to a value such that the decrease condition is satisfied for all
pairs ( xtk , xtk+1 ) chosen from the observed trajectories such that
xtk , xtk+1 ∈ Sc (V (·; θ ))
6. Go back to step 2 until every point from the produced gap Gα (V, c)
is unstable. Instability is verified when the trajectories do not
enter Sc (V ) after a specified number of time steps.
5.3.3

Learning ODE from trajectories

In this section, we explain our method to learn the vector field from
the observed noisy trajectories. This section is presented as a standalone module. The way the ODE learning module is incorporated
in the overall coupled algorithm with RoA estimation module comes
next in Section 5.3.4. We employ a 2-stage approach to learn the ODE.
The first step (Section 5.3.3) consists of an RKHS-based interpolation
to smooth out the noisy observed trajectories. The second step (Section 5.3.3) learns the ODE function as a regression problem from states
to their time derivatives that are now computed using interpolated
smooth trajectories.
It is well known that learning a complex nonlinear function from
scarce data is prone to overfitting. If prior information on the functional
form of the unknown function is available, a wise practice is to restrict
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the hypothesis space to the set of functions that is more likely to contain
the target function.
Learning interpolants
Sensor measurements typically give the noisy states x̃t at discrete times
that cause two issues. First, the states might be only available on
irregular (non-equidistant) and possibly sparse time intervals. Second,
the noise in the state measurements will be magnified when the time
derivative x̃˙ t is computed by methods such as finite difference. To
overcome both problems, we propose to learn an interpolating function
for every trajectory as a function of time.
We describe the interpolation for one trajectory, but the method is
the same for every other trajectory. Let t̄ = (t1 < t2 < . . . < tr ) be a
sequence of r irregular sampling times. Let φ(t, x0 ) be the flow function
(trajectory) starting from x0 . Assume St̄ : (R+ → Rn ) → Rn × Rr is a
sampling operator that samples the input function at times t̄.
We use the extension of the Shannon sampling theorem to learn
the interpolating functions using regularized least squares (Evgeniou,
Pontil, and Poggio 2000). We briefly review the preliminary concepts
here as they will also be needed when reviewing the RKHS method for
learning the vector field.
Let k : R+ × R+ → R be a continuous symmetric map and
Hk,t̄ := {∑t∈t̄ at k(·, t) : t ∈ R and |{ at0 : t0 ∈ R, at0 6= 0}| ≤ ∞}
where | · | is used to denote cardinality of the set. That is, Hk,t̄ is
a Hilbert space defined as a finite linear combination of {k t : t ∈ t̄},
where only a finite number of at are nonzero. An inner product on
this space is defined as hk (·, t1 ), k (·, t2 )i = k (t1 , t2 ). If k is a Mercer
kernel, Hk corresponds to a reproducing kernel Hilbert space and Hk,t̄
is the closed subspace generated by {k (·, t), t ∈ t̄}. For the function
φ(·; x0 ) : R+ → R, φ(·; x0 ) ∈ Hk,t̄ , the goal is to find φ̂(·; x0 ) ∈ Hk,t̄
from samples St̄ φ(·; x0 ) contaminated with noise such that φ̂(·; x0 ) is
a good approximation to φ(˙;x0 ). Let k t̄,t̄ denote a matrix defined as
(k t̄,t̄ )i,j = k(ti , t j ).
Assumption 5.1. k t̄,t̄ is well-defined, bounded, and positive with bounded
1
k−
.
t̄,t̄
This assumption is satisfied for kernels such as polynomial and
Gaussian (Poggio and Shelton 2002) knowing that all sampled times
are distinct in t̄ = (t1 < t2 < . . . < tr ).
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While φ(·; x0 ) is the function to be reconstructed, we only observe
noisy samples from it at times t̄ = (t1 , . . . , tr ) as
x̃k = φ(tk ; x0 ) + etk ,

etk ∼ N0,σ .

(5.7)

Every dimension of the observed trajectories is interpolated separately as a function of time. To control the contribution of each
measurement to the learned interpolation, we weight the observations
by a scalar weighting function w : t̄ → R+ . In the absence of any
prior about the weighting function, Voronoi tessellation is theoretically
motivated (Smale and Zhou 2004).
Definition 5.1. Let X ⊂ Rn be compact. The Voronoi tessellation for a set of
distinct points x := { xi }im=1 ∈ X m is the collection of pairwise disjoint open
sets Vi (x), i = 1, . . . , m defined by

Vi (x) = {z ∈ X |k xi − zkRn < k x j − zkRn , if i 6= j}.

(5.8)

In Rn , the weights are chosen as wi = µ(Vi (x)) where µ is the strictly
positive Borel measure on Rn . In R, the measure µ will simply be the
length of the intervals. That is, for the sampling times t̄ ⊂ Rr+ , the
tesselation takes a simple form as V0 (t̄) = [0, t1 ], Vr (t̄) = [tr − tr−1 ],
and Vi (t̄) = [ ti+12−ti − ti −2ti−1 ] for i = 2, . . . , r − 1. For every trajectory,
the interpolant of the sth state represented by φ̂( j),s (·; x0 ) is obtained by
solving the following regularized optimization problem
φ̂( j),s = argmin ∑ wt (φ̂(t) − x̃t

( j),s 2

φ̂

t∈t̄

) + γtraj kφ̂kk ,

(5.9)

that has closed-form solution due to the following theorem.
Theorem 5.1 ((Smale and Zhou 2004), Theorem 2). Assume the flow
function is component-wise realizable, i.e., φs (·, x0 ) ∈ Hk,t̄ for s = 1, . . . , n.
Fix a regularization parameter λtraj > 0, and define the diagonal weight matrix
Dw = diag(w1 , w2 , . . . , wr ) ∈ Rr×r . The approximation of the sth component
φ̂s to φs (·, x0 ) of Equation (5.7) belongs to Hk,t̄ and is represented by
φ̂s (·; α) =

r

∑ ak k(·, tk ),

(5.10)

k =1

where the coefficients α := { ai }ri=1 are obtained using the following matrix
equation
(k t̄,t̄ Dw k t̄,t̄ + γtraj k t̄,t̄ )α = k t̄,t̄ Dw x̃t̄s .
(5.11)
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Notice that x̃t̄s ∈ Rr represents the noisy state measurements of the sth state at
times t̄.
The choice of the kernel — The choice of the kernel function plays
a crucial role in the quality of the interpolation of trajectories. Because
the kernel k determines the members of its associated Hilbert space
Hk,t̄ , a reasonable kernel is the one that ensures φs (·, x0 ) ∈ Hk,t̄ . It is
not straightforward to choose such a kernel in the absence of further
information on the shape of trajectories. However, the kernel can
be chosen from the class of the so-called universal kernels with the
property that their associated RKHS is dense in the set of continuous
functions C ( Z ) for every compact set Z ⊂ Rn (See Definition 4.52
of (Steinwart and Christmann 2008)). The Gaussian RBF kernel defined
as k ( x, y) = exp(−γ−2 k x − yk22 ), γ > 0 is an example of universal
kernels that we used for interpolation and chose its bandwidth γ with
Median heuristic (S. Chen 2015). Because the input space is assumed
to be compact, we make the plausible technical assumption that the
length of every trajectory is bounded by a T̄ ∈ R+ .
Putting together learned interpolants for every dimension of the
state vector gives φ̂ = [φ̂1 , φ2 , . . . , φ̂n ] that is the interpolated trajectory
n and φ̂ ( t ) ∈ Rn for t ∈ R . A similar procedure as
with φ̂ ∈ Hk,
+
t̄
above is repeated for every trajectory. Let j ∈ J be the index that
iterates over all the produced trajectories. Therefore, for the initial
( j)
state x0 , the states are sampled at times t̄( j) to produce the noisy
( j)

sequence of measurements x̃t̄( j) . Hence, the interpolation phase gives a
( j)

set of J × n functions {φ̂s (·; x0 )} where s = 1, . . . , n is the dimension
index of the state vector and j = 1, . . . , J referes to the jth trajectory
( j)
initiated from the initial state x0 . Notice that the sampling patterns
t(i) and t( j) can be different for i 6= j. In addition to addressing the
problem of differentiating noisy trajectories by approximating them in
an RKHS of smooth functions, it is worth observing that even though
( j)
state trajectories are only available at discrete times, φ̂( j) (t; x0 ) can be
evaluated at any time 0 ≤ t < T̄ and be oversampled on demand.
Learning the vector field
We use a method known in the literature as gradient matching to fit fˆ(·; ψ)
parameterized by ψ to the time derivative of the interpolants φ̂(·; α)
fitted to the observed trajectories by (5.9). Since the observed trajectories
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are interpolated by functions of a smooth RKHS, computing time
derivative can be done analytically as dφ̂(s; α)/ds = ∑rk=1 ak ∂k (s, tk )/∂s.
Hence, the vector field is learned by solving the optimization problem
∗
ψbase
= argminψ Lbase where
J

Lbase =

∑ ∑k

j=1 t∈t̄( j)

dφ̂( j) (t; α( j) )
− fˆ(φ̂( j) (t; α( j) ); ψ)k2
dt

(5.12)

with respect to ψ that parameterizes the model of the dynamics. Recall
that φ( j) = [φ( j),1 , φ( j),2 , . . . , φ( j),n ] where every φ( j),s is the fitted interpolant (5.10) to the sth dimension of the jth trajectory. Moreover, the
parameters of the interpolants of every state dimension are encapsulated as α( j) = [α( j),1 , α( j),2 , . . . , α( j),n ]. Notice that unlike Equation (5.9),
here we use uniform weighting instead of Voronoi tessellation, which
is costly to compute in higher dimensions. The uniform weighting is a
valid choice here as the length of the experimented trajectories is chosen
not to be too long to ensure the trajectories won’t get too close to each
other near the equilibrium and provide redundant information about
the ODE. The length of the experimented trajectory is chosen roughly
as the time it takes for a trajectory initiated from the surrounding gap
to enter the previous estimate of the RoA.
Observe that (5.12) is a typical regression problem for which the
temporal order does not matter as long as the interpolated state vector
is matched to its time derivative at each point of time. We solve this
regression problem using both kernel methods and neural networks to
emphasize that the proposed way to incorporate the stability information in the ODE estimation does not depend on the estimation method
employed to learn the ODE.
5.3.4

A coupled ODE-RoA algorithm

The information of RoA is leveraged to learn the ODE in two ways:
experiment design and regularization. Notice that the RoA is not known
in advance. The algorithm proposed in Section 5.3.2 is a multi-step
method that gradually improves the estimate of the RoA via learning
a Lyapunov function. We interlace the steps of the ODE learning
algorithm between the steps of the RoA estimation to incorporate
the stability information when solving (5.12). The iterative process
continues until the RoA cannot be improved any further. The estimated
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ODE will then be an approximation of the true dynamics within the
RoA of the equilibrium. In the following, we explain two ways that the
stability information contributes to learning the ODE.

Experiment design
In the experiment design phase, the RoA information is used to choose
the initial states from which the trajectories are produced. Since the objective is to estimate f x̄ (i.e. the restriction of the vector field to the RoA
of x̄) and to make efficient use of the experimentation budget, it is not
wise to choose initial states whose trajectories do not contribute to the
accuracy of the estimated ODE within the RoA. Assume Sc (V (·; θ )) is
the current estimate of the RoA. New initial states are chosen randomly
from the gap region G = Sαc (V )\Sc (V ). The estimate fˆ of the ODE is
then updated with the trajectories that start from newly chosen initial
states. To prevent the algorithm from forgetting the vector field in inner
areas of the RoA, a mixture of the previously collected trajectories (30%)
and new ones (70%) are used to optimize the objective function (5.12).

Regularization
In the regularization phase, the Lyapunov function whose level set is
the current estimate of the RoA is employed to encourage learning a
stable vector field. The ODE must comply with the decrease condition
of the Lyapunov function within the RoA (according to Lemma 5.1).
We incorporate this structural constraint in the loss function with a
Lagrange multiplier. Therefore, (5.12) is augmented as
ψ

ψ

Lreg = Lbase + λODE

∑

x ∈ Sc (V )

h∇ x V ( x; θ ), fˆ( x; ψ)i,

(5.13)

which is to be minimized with respect to ψ for a fixed θ corresponding to the current step of the Lyapunov / RoA estimation algorithm
of Section 5.3.2. This term encourages the dynamics fˆ to be compatible
with the negative condition of the current estimate of the Lyapunov
function. Recall that the input to this algorithm are interpolants that are
already fitted to the observed noisy and irregularly sampled trajectories
in Section 5.3.3.
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Figure 5.2: Pre-training the randomly initialized neural network with a
quadratic function. The background color shows the values
of the function from R2 to R+ . Lighter colors correspond to
larger values. The contours show the level sets.
5.4

experiments

In this section, the proposed framework for co-learning RoA and ODE
is demonstrated on a well-known test case in the nonlinear systems
literature (Valmorbida and Anderson 2017; Topcu, Packard, and Seiler
2008; Chesi 2011; Iannelli, Seiler, and Marcos 2019). The Van der Pol
oscillator is a dynamical system defined as:
ẋ = −y

ẏ = x + γ( x2 − 1)y,

(5.14)

where γ is the damping parameter. When γ > 0, the system has an
unstable limit cycle around the equilibrium and the true RoA of the
asymptotically stable equilibrium (at the origin) is the area encircled by
the limit cycle (the green region in Figure 5.3a).
We first show the performance of the RoA estimation algorithm.
Recall that the Lyapunov function is parameterized as V (·; θ ) =
vT (·; θ )v(·; θ ), where v(·; θ ) is an MLP (See Section 5.5 for experimental
details.). Because the weights of the network are initialized randomly.
The initial shape of the level sets of V (·; θ init ) can be far from the shape
of the true RoA, which negatively affects the learning algorithm. We observed that the initial weights that result in functions with level sets too
far from the shape of the RoA can eventually give a highly conservative
estimate of the stability region. To improve the stability of the learning
algorithm, we first pre-train the network with the loss function (5.4).
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(a) Step 1

(b) Step 4

(c) Step 7

(d) Step 10

Figure 5.3: The growth stages of the RoA estimation algorithm of Section 5.3.3. Color codes are as follows. Green: True RoA.
Blue: Estimated RoA (the largest sublevel set of the learned
Lyapunov function that satisfies the decrease condition (5.3)).
Pink: The gap G = Sαc (V (·; θ ))\Sc (V (·; θ )) from which the
inital states of the trajectories are picked.

Figure 5.2(a) shows the level sets of the randomly initialized network.
After training with the loss function (5.4) for Q = I and r0 = 0.1, the
level sets of the pre-tranined network (Figure 5.2(c)) become closer to
those of the target quadratic function (Figure 5.2(b)).
We constantly observed that pre-training increases the stability of the
algorithm significantly and results in a less conservative final estimate
of the RoA. After pre-training, the RoA estimation algorithm of Section 5.3.2 is applied with the growth parameter α = 3.0. Four growth
steps of the algorithm are shown in Figure 5.3. The true RoA (green
region) is computed by brute force simulation of trajectories starting
from the points in a grid that covers the denoted rectangle in the state
space. As can be seen, as the computation of the ROA progresses,
Sc (V (·; θ )) gets closer to R x̄ in shape and size and is always contained
within it.
The iterations of the coupled ODE&RoA algorithm proposed in Section 5.3.4 consists of expanding the RoA and sampling initial conditions
near its boundary to generate trajectories for learning the ODE. It can
be seen in Figure 5.4 that as the estimated RoA (red boundary) grows,
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the trajectories that are sampled near the boundary become more informative about farther areas from the equilibrium point while are
guaranteed to remain stable because they all start from within the inner
estimate of the RoA. This gives a systematic way to do experimentation
with the system to accurately and efficiently identify it within the RoA.
All trajectories are contaminated with Gaussian measurement noise
with a standard deviation 0.05 to comply with the model (5.7). The
trajectories are accumulated during the growth stages and used for
learning the ODE with the loss function (5.12) with more emphasis
on the newer trajectories. This is done to make sure the learned ODE
becomes accurate in the newly expanded region around the current RoA
while preserving the knowledge it has acquired in the previous steps.
The inclusion of the Lyapunov and RoA information in ODE estimation
is modular in our proposed algorithm and any regression method that is
used to learn ODEs by gradient matching (5.12) can enjoy the estimated
Lyapunov function for both experimentation guide and regularization
using the augmented loss function (5.13). To emphasize this modularity,
we show the progressively improving estimate of the ODE using the
multi-step proposed algorithm when the ODE learning phase is carried
out by kernel methods (Figure 5.5) or neural networks ( Figure 5.6). It
is apparent that the learned vector field matches the true one inside the
RoA. The area where two vector fields are in strong agreement (in the
sense of Euclidean distance) grows while the area with the mismatch
between them shrinks (better agreement corresponds to the lighter
shade.) This confirms the benefit of the proposed co-learning algorithm
to put emphasis on learning the unknown dynamics in the region of
the state space that is of practical interest.
As mentioned in Section 5.3.4, the benefits of the proposed coupling
between the Lyapunov and ODE estimation steps are twofold: guiding the experimentation using the RoA information (see Section 5.3.4)
and using the Lyapunov information to enforce stability of the vector
field (see Section 5.3.4). The first benefit was shown in the progressive
training of the vector field in Figures 5.4 to 5.6. To illustrate the second
benefit, we show that when only very few trajectories are available,
the Lyapunov information is highly useful to preserve the structural
information of the vector field (that is, the stability properties of the
equilibrium of interest.) We run the same experiment reported in Figures 5.4 to 5.6 but this time with much less experimentation budget.
We use 30% of the trajectories and the length of each trajectory is
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Figure 5.4: Sampled trajectories from inside the estimated RoA of each
growth stage.

halved. These modifications make it harder for the learning algorithm
to preserve the stability information as can be seen in the rightmost
and middle plots of Figure 5.7 where the loss function (5.12) is used
for learning the vector field. The leftmost plot in Figure 5.7, however,
shows that regularizing the base gradient matching loss function with
the Lyapunov regularizer is successful in preserving the stability of the
learned vector field even for scarce and short observed trajectories. To
compare quantitatively, we fix the total number of trajectories to 100
collected over 10 growth steps of ODE&RoA algorithm. In the first
scenario (called blind sampling) the samples are taken uniformly from
a rectangle around the equilibrium. The second scenario uses the RoA
estimation to guide sampling at each growth step similar to Figure 5.4
and optimizes (5.12) to learn the ODE. The third scenario is the same
as the second one except that the estimated Lyapunov function is used
to regularize the ODE learning as (5.13). We compute the Mean Square
Error (MSE) error between the true and learned vector fields restricted
to the true RoA. The MSE for each scenario normalized by the largest
error (first scenario) becomes 1 ± 0.37, 0.67 ± 0.21, 0.33 ± 0.09 for the
first, second and third scenario respectively. Expectedly, because the
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Figure 5.5: Left: True RoA. Right: The progressively learned ODE over
the steps of the coupled ODE&RoA algorithm. The darker
background shows larger mismatch between the learned
and true vector fields.
accuracy of the vector field only within the RoA is of practical interest,
RoA-guided sampling is a more efficient way of using the available
experimentation budget. Moreover, apart from sampling, the ODE is
learned more efficiently if the estimated Lyapunov function is used as
a regularizer.
5.5

experimental details

In this section, the details of the experiments are presented.
5.5.1

Grid simulation

To be able to handle a continuous state space, we discretize the state
space and construct a grid in a rectangular neighborhood around the
equilibrium. The limits of the rectangle are chosen by a rough guess
of the maximum and minimum values that each state can take. Each
axis of the rectangle is then divided into a specified number of intervals
(100 intervals in our experiments). More divisions give a closer approximation to the continuous regime at the price of a significant increase
in the computational demand. By building this grid, the continuous
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Figure 5.6: The progressively learned ODE using neural networks.

state space is replaced by a set of finitely many points on the grid.
These finite sets of points are then used for calculations and visualizations. For example, to compute the true RoA of an equilibrium of a
2-dimensional system, the trajectories that start from every point of the
grid are simulated for a specified number of time steps. If their distance
to the equilibrium falls below a specified threshold, they are considered
stable and the initial points of the stable trajectories belong to the true
RoA. Similarly, to find a level value c that ensures Sc (V ) lives within
the true RoA, the points of the grid that fall inside Sc (V ) are checked
to satisfy Lyapunov decrease condition (5.3).

5.5.2 RoA Learning
the radius r0 :
The radius of the ball in which the Lyapunov
function is initialized to match the quadratic function. The value of this
radius is not so critical because the level value c for which Sc (V (·; θinit ))
will always be chosen after every update in θ such that Sc (V (·; θ0∗ )) lives
within the RoA by checking the Lyapunov decrease condition for its
interior points. After normalizing the state values by their assumed
maximum value (so that the state values remain in [0, 1]) we set the
radius of this initial set to 0.1.
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Figure 5.7: Learned ODEs with and without the Lyapunov regularisation term in the loss function.
discritization time interval ∆t:
To simulate the evolution
of trajectories in time, we use xnext = f ( xcurrent ) ∗ ∆t + xcurrent with
∆t = 0.01.
length of the trajectory to verify instability: If a trajectory starting from the gap Gα (V, c) := Sαc (V )\Sc (V ) does not enter
Sc (V ) after 50 steps (that is equivalent to 50 × ∆t = 0.5 time units for
∆t = 0.01), the trajectory is labelled as unstable.
growth parameter α:
The growth parameter determines the
size of the gap Gα (V, c) := Sαc (V )\Sc (V ) (V (·; θ ) produced at every
step from which the initial states are chosen to produce experiments.
We set it to 3.0 in our experiments.
lyapunov mlp: The Lyapunov function is parameterised as
V (·; θ ) = v(·; θ )v(·; θ ). We implement v(·; θ ) : R2 → R as a 3−layer
MLP (dense layers) with dimensions [16, 32, 64] and nonlinearities
[tanh, tanhh, Linear].
relative weight λroa : According to 5.5, this hyperparameter determines the relative weight between updating the Lyapunov function
so that its level sets gets closer to the RoA and making sure the decrease
condition of Equation (5.3) will not be violated inside the estimated
RoA.
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training details: We used 10 growth stages for the RoA learning algorithm presented in Section 5.3.2. We use SGD optimization
method with learning rate 0.001 for 100 step for the optimization problem Equation (5.5). As mentioned in the main text, there are two sets
of parameters that affect the chosen level set of V (·; θ ) as the approximation to R x̄ (because Sc (V (·; θ )) ≈ R x̄ ). One set is the weights of
the employed neural network (θ) and the other parameter is the level
value c. We keep the level value fixed (c = 1) so that the level set
is determined only by the weights of the neural network. After each
growth stage, we check if the decrease condition is satisfied for every
point within Sc (V (·; θ )) and decreases c if necessary. This extra caution
is needed to make sure the chosen level set never crosses the boundary
of the true RoA.

5.5.3 Trajectory interpolation

the choice of the kernel:
We used a gaussian kernel
k( x, y) = exp(−γ−2 k x − yk22 ), γ > 0 for trajectory interpolation and
chose its bandwidth γ using median heuristics.

weighting function:
We used the Voronoi tessellation (Definition 5.1) to weight the observed samples from the trajectories.

measurement noise:
Observed trajectories are contaminated
with additional noise as x̃t = φ(t; x0 )t + et with et ∼ N (0, σ2 ). We
set σ = 0.05.

hyperparameter γtraj : The regularization weight controls the
smoothness of the interpolation functions. It should be chosen in response to the level of the measurement noise. This weight together
with the bandwidth of the kernel controls the faithfulness of the interpolant to observed data versus its smoothness. We chose γtraj = 0.2 in
our experiments for the Gaussian measurement noise with standard
deviation σ = 0.05.
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5.5.4

Coupled ODE&RoA algorithm

To show that the incorporation of the Lyapunov stability information in
ODE learning is independent of the algorithm used to learn the ODE,
try both RKHS and neural networks for the regression problem denoted
by Equation (5.12). Here are the hyperparameters for each.
the rkhs method to learn the lyapunov regularized
ode:
The theory behind the ODE learning using RKHS is the same
as what is described in Section 5.3.3 for learning the interpolants with
the following exception. The closed-form solution Equation (5.11) is
no longer possible in the presence of the regularization term Equation (5.13), especially because V is implemented as a neural network.
However, we can still solve Equation (5.13) thanks to automatic
differentiation and stochastic solvers. Hence, we treat both RKHS and
neural network methods similarly when solving Equation (5.13) by
using SGD optimization on the weights ψ = w of the neural network
or the coefficients ψ = α of the RKHS method.
the choice of the kernel: We used a gaussian kernel k ( x, y) =
exp(−γ−2 k x − yk22 ), γ > 0 for ODE learning and chose its bandwidth
by median heuristic.
network architecture for the neural network method:
We implement the vector field function fˆ(·; ψ) : Rn → Rn as a
3−layer MLP (dense layers) with dimensions [8, 8, 16] and nonlinearities
[tanh, tanhh, Linear].
relative weight λode : The relative weight of the Lyapunov regularization term in the loss function Equation (5.13) is set to λODE = 0.1
training details:
When optimizing the regularized loss function Equation (5.13), Both RKHS and neural network models are treated
by SGD optimizer of PyTorch. After some manual hyperparameter
tuning we set learning rate = 0.001 with batch size = 8.
infrastructure: We ran the experiments on a desktop computer
with CPU configuration: 3,2 GHz Quad-Core Intel Core i5. As the focus
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of this work is on low-dimensional dynamical systems, the use of GPU
did not bring a significant advantage in terms of runtime.
average runtime of the experiments: The multi-step coupled ODE&RoA algorithm took less than 30 minutes (wall-clock-time)
on the machine with the above-mentioned configuration including the
time spent on creating and saving the plots.
5.6

conclusion

We proposed a method to co-learn the region of attraction and vector
field of a dynamical system from the observed trajectories. During
the steps of the algorithm, the knowledge of the estimated Lyapunov
function is used to better sample the experimental trajectories and
also to regularize the ODE learning. It was shown that by making
efficient use of the distilled knowledge in the Lyapunov function, the
ODE can be estimated more accurately and with less experimental
cost within the RoA of the system. The proposed algorithm can be
seen as a collaborative game between two agents one of which learns
the dynamics and the other one assesses the stability of the learned
dynamics. Theoretical understanding of the asymptotic and transient
conditions of this game is a question to pursue in future works.
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6
N E U R A L LYA P U N O V R E D E S I G N

In line with the research direction of Season 2 of this thesis that studies
the benefits that machine learning advances can offer to dynamical
systems and control theory, and continuing the effort of Chapter 5 on
nonlinear system identification using an auxiliary learned Lyapunov
function, here we study the second pillar that concerns nonlinear control
synthesis.
Traditional control methods often separate identification and control
tasks in consecutive steps where the dynamics of the system is first
identified in analytical form and then used to design a controller which
can be quite involved for nonlinear dynamics. In this chapter, an
iterative algorithm is proposed that automates the controller design
for a generic class of nonlinear systems. The key component of this
algorithm is the auxiliary Lyapunov function that is co-learned with
the controller.
Designing controllers for nonlinear dynamical systems is, in some
cases, more art than science and lacks a standard design procedure.
The design procedure becomes more involved when the designer aims
for targets more than stability, such as enlarging the stability region.
The complexity of such a target is twofold. Not only characterizing and
measuring the stability region is intractable for most nonlinear systems,
but the way it changes by applying the controller on the system also
is not clear except for a highly restricted class of systems and often
depends on the designer’s intuition. The proposed algorithm in this
chapter tries to eliminate the role of human intuition and replace it
with flexible function classes that can measure and enlarge the stability
region using an iteratively learned Lyapunov function.
6.1

abstract

Learning controllers merely based on a performance metric has been
proven effective in many physical and non-physical tasks in both control
theory and reinforcement learning. However, in practice, the controller
must guarantee some notion of safety to ensure that it does not harm
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either the agent or the environment. Stability is a crucial notion of
safety, whose violation can certainly cause unsafe behaviors. Lyapunov
functions are effective tools to assess stability in nonlinear dynamical
systems. Here, we combine an improving Lyapunov function with
automatic controller synthesis in an iterative fashion to obtain control
policies with large safe regions. We propose a two-player collaborative
algorithm that alternates between estimating a Lyapunov function and
deriving a controller that gradually enlarges the stability region of
the closed-loop system. We provide theoretical results on the class of
systems that can be treated with the proposed algorithm and empirically
evaluate the effectiveness of our method using an exemplary dynamical
system.
6.2

introduction

Studying the stability region of autonomous systems and designing
controllers (policies) to drive a non-autonomous system towards a
target behavior are of fundamental importance in many disciplines,
such as aviations (Liao and J. Wang 2004), autonomous driving (WenXing and Li-Dong 2018), and robotics (Pierson and Gashler 2017). An
indisputable goal for a controller is to stabilize the system. Unlike
the global nature of linear systems, stability is a local property in
nonlinear systems. Knowledge of the stability region is essential in
many applications, such as stability of power systems (Xin et al. 2007),
design of associative memory in artificial neural networks (Hopfield
1994), robotics (Westervelt, Jessy W Grizzle, and De Wit 2003), and
biology (Baer, B. Li, and Smith 2006).
Controllers that enhance the stability region of a system, also known
as Region of Attraction (Region of Attraction (RoA)), are highly desired
as they make more clever use of the inherent nonlinear structure of the
system. For example, an autonomous driving system will remain safe
under more diverse and potentially harsh conditions (Imani Masouleh
and Limebeer 2018).
A great number of methods for designing a controller for nonlinear
systems and determining their RoA (Isidori 2014; Hassan K Khalil and
J. Grizzle 2002) have been proposed in the literature mainly based on
Lyapunov’s theory of stability (Liapounoff 1907). However, the design
of a stabilizing controller has been ad-hoc for every class of nonlinear
systems. Our work is inspired by a classic method called Lyapunov
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Redesign in control theory that uses a given Lyapunov function to design
a controller such that the closed-loop system becomes stable when
assessed by that Lyapunov function. Here, we relax the necessity to
know the Lyapunov function by learning it together with the controller.
With the recent interest in data-driven control, machine learning
tools have been employed to learn Lyapunov functions for nonlinear systems (Richards, Berkenkamp, and Krause 2018). A given Lyapunov function is used in (Berkenkamp, Schoellig, and Krause 2016;
Berkenkamp, Turchetta, et al. 2017) to derive a controller with a safety
guarantee. Chang, Roohi, and Gao solve an optimization problem at
every stage to find the states that violate the Lyapunov condition. Our
work proposes improvements in various directions. We improve the
Lyapunov learning algorithm of (Richards, Berkenkamp, and Krause
2018) by a theoretically motivated method and show that hyperbolicity
is a needed feature for nonlinear systems whose controllers are learned
iteratively. Moreover, Berkenkamp, Schoellig, and Krause; Berkenkamp,
Turchetta, et al. assume the Lyapunov function is given while our work
co-learns the Lyapunov function and the controller. Chang, Roohi, and
Gao’s algorithm needs to be solved until the end that can be too costly
as a global optimization problem has to be solved multiple times. However, our work is a growing method that improves the controller while
the system is in action.
6.3

preliminaries

Here we present the definitions, notations, and theoretical results that
are used in later sections.
system. A discrete-time1 time-invariant disturbance-free nonlinear
dynamical system is described by
x k +1 = f ( x k , u k ),

(6.1)

where k ∈ Z is the discrete time index, xk ∈ X ⊆ Rd and uk ∈ U ⊆ R p
are the state and control signals. We consider a fully observable regime,
where the states are available to a feedback controller, i.e., uk = π (xk ),
and π is the feedback law or policy. Hence, (6.1) can be written as a
time-invariant autonomous (TIA) system xk+1 = f π (xk ) where f π is the
1 Including discretized continuous-time systems
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time-independent dynamics function. By assuming Lipschitz continuity
for f and π, a unique solution to this system for every initial state exists
that is captured by the so-called flow function Φ(x, ·) : Z → X , with
Φ(x, 0) = x.
sets. For a TIA system with dynamics function f , a state vector x̄
is called an equilibrium point if it is a fixed-point for f , i.e., x̄ = f ( x̄ ).
A state vector is called a regular point if it is not an equilibrium point.
Let J f (x) be the Jacobian of f at x. If J f (x) has no eigenvalue with
modulus one, x is called a hyperbolic equilibrium point. A hyperbolic
equilibrium point is asymptotically stable when the eigenvalues of its
corresponding Jacobian have modulus less than one; otherwise, it is
an unstable equilibrium point. A system whose all equilibrium points
are hyperbolic is called a hyperbolic system. A set M ⊆ X is called
an invariant set, if f ( M) = M, i.e., every trajectory starting in M remains
in M, for k ∈ Z. A point p ∈ Rd is said to be in the ω-limit set (or
α-limit set) of x, if for every e > 0 and N > 0 (N < 0), there exists
a k > N (k < N) such that kxk − pk < e. The stable and unstable
manifolds of x̄ are defined as the set of points whose ω-limit (α-limit)
set is x̄ and denoted by W s (W u ).
Both W s and W u are proved to be invariant sets (Palis and De Melo
2012).
stability. A fixed-point x̄ is said to be an asymptotically stable
equilibrium, if limk→∞ xk = x̄. Nonlinear systems often have a local
stability region (RoA) that is defined for the stable equilibrium x̄ as
Rx̄ = {x ∈ X : limk→∞ Φ(x, k) = x̄}. Topologically speaking, when f
is continuous, Rx̄ is an open, invariant set (see (Hsiao-Dong Chiang
and Alberto 2015) for exact definitions). The stability boundary ∂Rx̄ is
a closed positively invariant set and is of dimension n − 1, if Rx̄ is not
dense in Rn .
lyapunov stability. Let f be a locally Lipschitz continuous dynamics function with an equilibrium point at the origin x̄ = 0. Suppose
there exists a locally Lipschitz continuous function V = X → R and a
domain D ⊆ X , such that
V (0) = 0

and

V (x) > 0

∆V (x) := V ( f (x)) − V (x) < 0

110

∀x ∈ D\{0}

∀x ∈ D\{0}

(6.2)
(6.3)

6.4 problem statement

Then, x̄ is asymptotically stable and V is a Lyapunov function (Lyapunov
Function (lf)). The domain D in which (6.3) is satisfied is called the Lyapunov decrease region. Every sublevel set Sc (V ) = {x ∈ X : V (x) < c},
for c ∈ R+ , that is contained within D is invariant under the dynamics
f.
6.4

problem statement

We consider a discrete-time TIA system as in (6.1), where the control
signal is produced by a feedback-controller π (·; ψ) : X → U parameterized by ψ. Therefore, the closed-loop dynamics denoted by f π is a
functional of the controller and is consequently parameterized by ψ
as xk+1 = f (xk , π (xk ; ψ)) = f π (xk ; ψ). Without loss of generality, we
assume that the equilibrium point of interest is located at the origin
x̄ = 0. The policy π induces a RoA around the equilibrium point
denoted by Rπ .2
Each control task can be broken down into two subtasks: 1) Controller
synthesis and 2) Closed-loop response evaluation. The controller is
designed to optimize some measure of performance. In this work, the
performance measure is the size of the stability region.

We endow the state space X with a measure µ to obtain the measure
space (X , B(X ), µ) with Borel sigma-algebra B(X ). To prevent pathological cases, we assume X to be compact with µ(X ) < µ∞ < ∞. Let
Π = {π : X → U : π ∈ C1 and bounded} be the set of all functions
from which the policy is chosen. The goal is to find a member π ∗ of
the equivalence class of optimal policies Π∗ ⊆ Π, where Π∗ is defined
as Π∗ = {π ∗ ∈ Π : µ(Rπ ∗ ) = maxπ ∈Π µ(Rπ )}.
The main challenge in this optimization problem is the fact that
there is no analytical or straightforward way to infer how changing π
changes µ(Rπ ). If there exists a differentiable map from π to µ(Rπ ),
one could locally increase the stability region by perturbing the policy
in the direction of ∂µ(Rπ )/∂π. However, except for extremely simple
systems, such a map cannot be derived analytically. Here, we construct
a bridge between these two objects by an auxiliary function, which is
an evolving Lyapunov function that is learned alongside the policy.
2 We drop x̄ from the superscript of Rx̄π , since we always assume x̄ = 0, unless otherwise
stated.
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Our goal is to construct a sequence of policies (π1 , π2 , . . .) that gives
µ

a sequence of RoAs (Rπ1 , Rπ2 , . . .), such that Rπn −
→ R̄ as n → ∞,
where R̄ ⊆ D is the largest achievable RoA that is constrained by the
physical limitations of the system. We employ the concept of control
Lyapunov function to elaborate more on the characteriszation of R̄.
control lyapunov function. The use of the Lyapunov theory
to guide designing the input of a system has been made precise with the
introduction of control Lyapunov function (clf). A clf for a system of the
form xk+1 = f (xk , uk ) is a C1 , radially unbounded function V : X → R+
if
V (0) = 0

and

V (x) > 0

inf [V (x) − V ( f (x, u))] ≤ 0

u ∈U

∀x ∈ D\{0}

∀x ∈ D\{0}.

(6.4)
(6.5)

Just as the existence of a Lyapunov function is necessary and sufficient
conditions for the stability of an autonomous system, the existence of a
clf is a necessary and sufficient condition for stabilizability of a system
with a control input. In other words, the existence of clf guarantees the
existence of a controller that stabilizes the system for all initial states
within a neighborhood around the equilibrium point.
According to the definition of Lyapunov function in Section 6.3
and Control Lyapunov Function (clf) above, Lyapunov function assess
the stability of a closed-loop system for a fixed controller while clf
investigates the existence of a control signal that stabilizes the system
in a domain D . In the definition of clf, no functional limitation is
assumed for the control signal uk . In practice, uk is produced by a statefeedback controller via the policy function π ∈ Π. Moreover, due to the
implementation constraints, only a subset Π̃ ⊆ Π of these functions can
be realized. Therefore, it is quite likely that µ(Rπ ∗ ) < µ(D) with µ be
the Lebesgue measure, i.e., the best feasible controller cannot expand
the RoA of the system to the entire D . Let U (x) be the values that the
control signal can take at state x. Then, we define

R̄ = sup B

(6.6)

B⊆D

such that ∃ clf V on B and a π ∈ Π̃ that materializes the RoA R̄ where
R̄ is the maximal stabilizable set.
To construct the desired sequence of policies (π1 , π2 , . . .), we need
to address two challenges: 1) Approximating Rπn for a fixed πn and
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2) Using (Rπn , f πn ) to find πn+1 . Next section, explains our proposed
method to address these two challenges.
6.5

proposed method

For a function g, let’s define its sublevel set with level value a as
S a ( g) := {x ∈ Rd : g(x) < a}. The index n ∈ N ∪ {0} refers to a phase
of the algorithm. At phase n, let Rπn be the RoA of the closed-loop
system (6.1) that is induced by the state-feedback policy πn . It can be
shown that there exists an optimal Lyapunov function Vπn with a level
value cn , such that Rπn = Scn (Vπn ) (Vannelli and Vidyasagar 1985).
Therefore, the information of Rπn is encoded in (Vπn , cn ).
Starting with a conservative controller (e.g., a quadratic controller for
the linearized system), our method inductively constructs a sequence of
policies (π1 , π2 , . . .) that eventually converges to a policy with maximal
achievable RoA. See Figure 6.1(Left) for an overall schematic of the
algorithm.
Each step of this inductive process is called a phase of the algorithm.
Each phase consists of two sub-phases: 1) Learning the Lyapunov
function and the RoA corresponding to the policy of that phase 2)
Updating the policy to enlarge the RoA. The RoA estimation subphase finds a Lyapunov function Vπn and level value cn , such that
Scn (Vπn ) = Rπn . Then, the policy update sub-phase learns a new policy
πn+1 , such that Scn (Vπn ) ⊆ Rπn+1 . These conditions need to be satisfied
for every n that consequently limits the class of treatable systems. Before
delving into the algorithmic implementation, Section 6.5.1 provides
necessary theoretical insights into this favorable class of systems along
with other theoretical considerations for the proposed multi-phase
growing algorithm.
6.5.1 Theoretical preparations
We start with the assumptions that are necessary for the practical
applicability of the method. Then, we show for which class of systems
these assumptions are satisfied.
Assumption 6.1. Let R : Π → 2X be a set-valued function defined as
R(π ) = Rπ . Let dΠ : Π × Π → R+ and dX : 2X × 2X → R+ be some
specified metrics in the space of policies and the space of all subsets of the state
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space, respectively. Then, the map R is assumed to be continuous with respect
to the topologies induced by the metrics dπ and dX .
Intuitively, this assumption indicates that a small change in the policy
leads to a small change in the RoA that it induces. This property that we
refer to as the persistence of RoA is formalized as follows: let (Rπn−1 , πn )
comprise the RoA of the previous step and the policy of the current step
for which we want to find the RoA. Given Assumption 6.1, for every
e > 0, one can choose small enough δ > 0 such that dΠ (πn , πn−1 ) < δ
results in µ(Rπn 4Rπn−1 ) < e. We now show in the following theorem
that this assumption is in fact valid for hyperbolic systems.
Theorem 6.1 (Persistance of the stability boundary with variations in
the policy). Consider the closed-loop hyperbolic system xk+1 = f π (xk ) with
policy π. For a certain policy π = π̃, let (x̄π̃ , Rπ̃ ) be an asymptotically
stable equilibrium point and its corresponding RoA. Then, for every e > 0,
there exists δ > 0 such that for every π 0 with dΠ (π̃, π 0 ) < δ, we have
µ(Rπ̃ 4Rπ 0 ) < e.
Proof. The first step to prove this result is to characterize the RoA in
terms of the properties of the dynamics function f π . As Rπ̃ is characterized by its boundary, we focus our attention on the stability boundary
∂Rπ̃ . The critical elements3 of the dynamical system determine the
structure of the stability boundary. Suppose f π is a diffeomorphism
and all equilibrium points on ∂Rπ̃ are hyperbolic. Moreover, let the
stable and unstable manifolds of the equilibrium points on ∂Rπ̃ intersect transversally4 . Finally, assume that every trajectory on ∂Rπ̃
approaches one of the equilibrium points. If {x1 , x2 , . . .} are the hyperbolic equilibrium points on ∂Rπ̃ , ∂Rπ̃ is completely characterized
by
∂Rπ̃ = ∪i W s (xi ).

(6.7)

See Theorems 9-11 in (Hsiao-Dong Chiang and Alberto 2015) for the
detailed proof. Hence, to show the persistance of ∂Rπ̃ , it is enough to
show the persistance of the equilibrium points that live on ∂Rπ̃ and
the persistance of their stability condition. As a result of the continuity
3 For theoretical discussion, we focus on critical elements that are equilibrium points.
Similar results exist for other types of critical elements such as limit cycles but are left
out of this work for brevity
4 Roughly speaking, the manifolds intersect in a generic way.
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of f (x, π (x)) and π (x) w.r.t. their arguments, implicit function theorem
guarantees that small perturbations to π cause small changes in the
hyperbolic equilibrium points (Krantz and Parks 2012). If x∗π̃ is a
hyperbolic equilibrium point of xk+1 = f π (xk ) for the policy π = π̃,
there exists a δ > 0 and a neighborhood U of x∗π̃ that contains a unique
hyperbolic equilibrium point x∗π 0 for every π 0 ∈ {π ∈ Π : dΠ (π, π̃ ) <
δ}. Similarly, the continuity of the eigenvalues of J f π (xπ ) w.r.t. π affirms
that the perturbed equilibrium point x∗π 0 has the same stability condition
as x∗π̃ . As stated above, ∂Rπ̃ is characterized by the stable manifolds of
equilibrium points that live on it. It was also shown that the hyperbolic
equilibrium points on ∂Rπ̃ together with their stable and unstable
manifolds change continuously with π̃. This results in a continuous
change of ∂Rπ̃ , and consequently Rπ̃ , w.r.t. small variations in π̃.
This result suggests restricting the change of the policy at the policy
update sub-phase of each growing phase of the algorithm to bound
the change of its induced RoA. For parametric policies such as neural
networks, this is achieved by cropping parameter values after every
phase of training.
6.5.2 Algorithm
The implementation of the algorithm that was outlined in Section 6.5
comes in the following. Notice that the algorithm is a multi-phase
inductive method. Hence, we only present two sub-phases of a single
phase. The entire algorithm is iteration over this phase multiple times.
RoA Estimation Sub-Phase: Learn Rπn from (Rπn−1 , f πn ). This
sub-phase takes the current policy πn and the previous RoA estimate
Scn−1 (Vπn−1 ) and outputs Scn (Vπn ) that approximates Rπn . For this subphase, we improve the growing algorithm of (Richards, Berkenkamp,
and Krause 2018) to learn an inner estimate of RoA. Our RoA estimation algorithm takes advantage of the theoretical results of (Chiang and
Thorp 1989) to improve the stability of training. The proposed loss
function is more robust against local minima observed by Richards,
Berkenkamp, and Krause as is empirically shown in Section 6.8.
The learning algorithm is verbally described here and the pseudocode can be seen in Algorithm 6.1. It starts with an initial conservative
estimate of RoA and grows it during multiple iterations (phases). A
neural network, as a universal function approximator, is employed
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Figure 6.1: (Left) Illustration of the policy update sub-phase. Given the
estimated RoA, the policy update sub-phase (yellow arrows)
tries to pull the diverging trajectories towards the level sets
of the estimated Lyapunov function that reside inside the
RoA. (Right) Visualizing the true ROA which is enlarged by
the improved policy and is chased by a learned Lyapunov
function. Green boundary: True RoA, Blue: Scn (Vπn ), Pink:
Sγcn (Vπn ) for γ = 4. The pink area shows the region from
which the samples outside the estimated RoA are taken for
both estimating the RoA and updating the policy.

to estimate a Lyapunov function for the system. At each iteration,
the Lyapunov function is improved such that one of its sublevel sets
gives a better estimate of the RoA. For this purpose, a fixed number
of initial states are taken from a gap surrounding the current estimate
of the RoA. The initial states are integrated forward in time by the
closed-loop dynamics to produce the solution Φ(x, k ) for each initial
state x. The final state of each trajectory determines the stability of
its corresponding initial state. We train the Lyapunov function as a
classifier. The current estimate of the RoA produced by the current
Lyapunov function is called the largest stable sublevel set. The initial
states are labelled stable if their trajectory enters the largest stable
sublevel set and are labelled unstable otherwise. We denote these two
sets of initial states as XIN and XOUT respectively and minimize the
loss function
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Algorithm 6.1 RoA estimation: Learn Rπn from (Rπn−1 , f πn )

Input: (Vπn−1 , cn−1 ): The Lyapunov function and level value of
phase n where — Rπn−1 = Scn−1 (Vπn−1 ) — f πn : Closed-loop system
vector field — γr > 1: Level value multiplicative factor — N ∈ N:
Number of sampled states — M ∈ N: Number of phases — 0 ≤ β r ≤ 1:
Mixture parameter — Lr ∈ N: Trajectory length — D : Domain —
λRoA : Negative definiteness weighting factor — λmonot : Monotonicity
weighting factor
Output: (Vπn , cn ).
1:
2:

3:
4:
5:
6:
7:
8:
9:
10:

11:
12:
13:
14:

Init V̂ to Vπn−1 and ĉ to cn−1
Init the sampling distribution pr to U (D), i.e., uniform distribution
over the domain D
for m = 1, . . . , M do
G ← Sγr ĉ (V̂ )\Sĉ (V̂ )
pr ← β r U (G) + (1 − β r )U (D)
X0 ← Generate N samples from pr
X Lr ← Run f πn on X0 for Lr steps
XIN
0 ← {( x, 1) : x ∈ X0 , Φ ( x, Lr ) ∈ Sĉ (V̂ )}
XOUT
← {(x, 0) : x ∈ X0 , Φ(x, Lr ) ∈
/ Sĉ (V̂ )}
0
∗
V ← Optimize for V in the objective function (6.8) using the
OUT }
dataset {XIN
0 , X0
ĉ ← argmaxc {c ∈ R : ∆ f πn−1 (x) < 0 for x ∈ Sc (V ∗ )}
V̂ ← V ∗
end for
(Vπn , cn ) ← (V̂, ĉ)

L(V ) =

∑

x∈XIN

[V (x) − c̄] −

+ λmonot

∑

x∈XIN

∑

x∈XOUT

[V (x) − c̄] + λRoA

[V (x) − Vπn−1 ( f πn−1 (x))]2

∑

∆V (x) (6.8)

x∈XIN

to update the Lyapunov function where c̄ is fixed to a constant value
(1 throughout this work). The idea is to absorb this degree of freedom
in V to ease training. The loss function is minimized by automatic
differentiation and Stochastic Gradient Descent (SGD) with respect
to the parameters of the neural network that realizes V. Once it is
minimized, a line search is carried out on the level value to obtain cn
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Algorithm 6.2 Policy update: Learn πn+1 from (Rπn , f πn )
Input: (Vπn , cn ): The Lyapunov function and level value of phase n
where Rπn = Scn (Vπn ) — Closed-loop system vector field f πn — γ p > 1:
Level value multiplicative factor — N ∈ N: Number of sampled states
— 0 ≤ β p ≤ 1: Mixture parameter — L p ∈ N: Trajectory length — λu :
Unstable states weighting factor
Output: πn+1 .
1:

2:
3:
4:
5:
6:
7:

Init sampling distribution p p to U (Scn (Vπn )), i.e., uniform distribution over Scn (Vπn )
G ← Sγ p cn (Vπn )\Scn (Vπn )
p p ← β p U (G) + (1 − β p )U (Scn (Vπn ))
X0 ← Generate N samples from p p
X Lc ← Run f πn on X0 for L p steps.
XOUT
← {(x, 0) : x ∈ X0 , Φ(x, Lc ) ∈
/ R πn }
0
πn+1 ← Optimize for π in the objective function (6.9) using

such that Scn (Vπn ) does not exceed the true RoA. The same process
repeats for a certain number of iterations until a good inner estimate
of the RoA is achieved. An important component in this process is the
size of the gap around the largest stable sublevel set of each iteration of
the algorithm. This gap is produced by Gn = Sγr cn (Vπn )\Scn (Vπn ) with
γr > 1. The size of this gap is controlled by γr . Larger values of γr
gives a faster convergence but less stable training.
To give an intuitive idea of the terms in Equation (6.8), the first two
terms encourage the Lyapunov function to change in a way that its
sublevel set Sc̄ (V ) includes the stable initial states XIN and excludes
the unstable initial states XOUT . The third term weighted by λRoA
encourages the negative definiteness of ∆V on the RoA. The last term
is inspired by the constructive method of (Chiang and Thorp 1989) that
accelerates capturing the entire RoA. The motivation behind this term
and the theoretical analysis of the learning signal will be explained later
in this chapter. In order not to disrupt the presentation of the main
algorithm, we now discuss the other sub-phase of the algorithm that
concerns improving the policy given an estimated Lyapunov function.
Policy Update Sub-Phase: Learn πn+1 from Rπn . This sub-phase of
the algorithm uses the estimated Lyapunov function Vπn to update the
policy so that the new policy gives rise to a larger RoA. The idea is to
change the policy in a way that the unstable trajectories starting from
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around the current RoA enter the RoA and become stable. Let D be
the domain of f around the equilibrium x̄. Given a hypothesis class
of feasible policies Π, only a subset of the domain D is stabilizable.
Assume B̄ ⊆ D is the maximum stabilizable subset of the domain with
µ(B̄) = µ̄. Therefore, an attempt to improve πn amounts to appending
points from B̄\Rπn to Rπn . The set B̄ is not fully known in advance
but some of its properties can be derived. Especially, for system (6.1), if
f , π ∈ C ∞ , the maximum stabilizable set B̄ whose measure materializes
as µ̄ is compact and connected. Using this theoretical result, if Rπn ( B̄ ,
the stabilizable states can be chosen in a gap around Rπn .
Because the RoA estimation sub-phase estimates it as a sublevel set
of a Lyapunov function, i.e. Rπn ≈ Scn (Vπn )), the sampling gap is
constructed as Gn = Sγ p cn (Vπn )\Scn (Vπn ) for a γ p > 1. To make sure
the policy does not destabilize the regions that are already stabilized
in the previous phases, the algorithm also samples initial states from
within Scn (Vπn ). All sampled initial states are integrated forward for
L p steps and the policy is updated via minimizing the loss function

L(π ) =

∑

[1[Vπn (Φπ (x,L p ))<cn ]
x∈Gn ∪Scn (Vπn )

+ λu 1[Vπn (Φπ (x,L p ))>cn ] ]Vπn (Φπ (x, L p )).

(6.9)
We implement the policy as a differentiable function such as a neural
network and use automatic differentiation and SGD for minimization.
The parameters of the policy appear in (6.9) via the end state Φπ (x, L p )
of the closed-loop trajectories. It is clear in (6.9) that minimizing L(π )
with respect to π while the Lyapunov function is fixed, pushes the
trajectories towards the areas where the Lyapunov function assumes
smaller values. This affects both stable and unstable trajectories while
its influence on unstable trajectories can be magnified by λu > 1. The
detailed pseudo-code of this sub-phase can be found in Algorithm 6.2.
The following sections, provide a closer look into the proposed algorithm including the objective function that it optimizes and some notes
on the implementation.
6.5.3 Theoretical Motivation of [V (x) − Vπn−1 ( f π (x))]2 in (6.8).
Here we discuss the theory behind the term [V (x) − Vπn−1 ( f π (x))]2
in Equation (6.8) that we added as an improvement to (Richards,
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Berkenkamp, and Krause 2018) to facilitate learning the RoA. The
first two terms in (6.8) construct a classifier objective. The third term
is added to conform with the Lyapunov decrease conditions. Here,
we focus on the last term, i.e., [V (x) − Vπn−1 ( f π (x))]2 . The motivation
behind adding this term comes from the constructive method proposed
by Chiang and Thorp.
The idea of the constructive methodology of (Chiang and Thorp 1989)
is to construct a sequence of functions V0 , V1 , . . . for the autonomous
dynamical system xk+1 = f (xk ) in order to use the level sets of the
accumulating function of this sequence for estimating the RoA of the
vector field f . The theory is developed for a class of functions more
general than Lyapunov functions that are called energy-like functions.
An energy-like function decreases over the trajectories of the system
(see (Hsiao-Dong Chiang and Alberto 2015) for a precise definition).
Given an energy-like function V0 for the vector field f , the following
sequence of functions is constructed
V1 (x) = V0 (x + e1 f (x))

(6.10)

V2 (x) = V1 (x + e2 f (x))
...
Vn (x) = Vn−1 (x + en f (x)),
where di , i = 1, 2, · · · , n are positive numbers. Two facts about this
sequence must be proved: 1) All functions produced in this sequence
are energy-liked functions. 2) For a fixed positive c, Sc (Vi ) ⊂ Sc (Vi+1 ).
The following two theorems guarantee these points.
Theorem 6.2 (Energy-like functions, lemma 4.2 in (Chiang and Thorp
1989)). Let V : Rd → R be an energy-like function for the nonlinear autonomous system xk+1 = f (xk ) with the equilibrium point x̄ = 0. Let D be a
compact set around x̄ that contains no other equilibrium points. Then, there
exists an ẽ > 0 such that for e < ê, the function V1 = V (x + e f (x)) is also
an energy-like function on the compact set D for the vector field f .
This theorem guarantees that all functions in the constructive process (6.10) are energy-like functions.
Theorem 6.3 (Monotonic sublevel sets, lemma 4.1 in (Chiang and Thorp
1989)). Let V : Rd → R be an energy-like function for the nonlinear autonomous system xk+1 = f (xk ) with the equilibrium point x̄ = 0. Let D be
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a compact set around x̄ that contains no other equilibrium points. Assume
the set Sc (V ) := {x : V (x) ≤ c and x ∈ D} is non-empty for some constant c. Then there exists an ẽ > 0 such that for the set characterized by
Sc (V1 ) := {x : V1 (x) ≤ c and x ∈ D} where V1 (x) = V (x + e f (x)) and
e < ẽ, the following holds
Sc (V ) ⊂ Sc (V1 ).

(6.11)

This theorem guarantees that the sequence built by the constructive
process (6.10) gives a monotonically increasing sequence of sublevel
sets.
Now, we get back to the added term to the objective function (6.8),
i.e., [V (x) − Vπn−1 ( f πn−1 (x))]2 . Notice that Vπn−1 (·) is fixed and the
minimization is performed with respect to V (·). Hence, minimizing
the above term at each phase of the algorithm emulates the above
constructive process and encourages the learned Lyapunov functions to
be monotonic in the sense that their sublevel sets Sc (Vn ) tend to become
a monotonically increasing sequence that covers more and more space
of the true RoA.
To satisfy Lyapunov conditions, V needs to be positive definite on its
domain. Rather than treating this condition in the loss function, we encode it in the architecture of the neural network using the construction
proposed by Richards, Berkenkamp, and Krause. The construction is
detailed in the next section.
6.5.4 Architecture of the Lyapunov neural network
A parametric candidate Lyapunov function V (·; θ ) must satisfies the
conditions of (6.2). It must be positive definite on a domain D and its
value must decrease along the trajectories of the system. As the second
condition depends on the system, it is embedded in the optimization
loss function (6.8). The first condition (positive definiteness) though
does not depend on the system. It must be enforced for every x ∈ D .
Rather than including it in the loss function, we restrict the hypothesis
set V (·; θ ) ∈ H to the class of positive definite functions. In kernel methods, this property can be achieved by a proper choice of kernels. With
neural networks, V (·; θ ) can be represented by V (x; θ ) = v(x; θ )T v(x; θ )
as a Lyapunov candidate function where v(x; θ ) is a multilayer perceptron. This guarantees the non-negativeness of V (·; θ ). To ensure
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V (x; θ ) does not vanish at any point other than the origin, first suppose
z` and z`+1 are the input and output of the `th layer respectively, i.e.,
z`+1 = ζ ` (Wz` ) where W is the weight matrix and ζ ` (·) is the activation function. To guarantee the strict positiveness of v(x; θ ) for x 6= 0,
both activation function ζ ` and weight matrix W` ∈ Rd` ×d`+1 must have
trivial nullspaces. Activation functions such as tanh and ReLU meet
this condition. The weight matrix can be constructed as the following:

W` =

G>
`1 G`1 + εId`−1
G `2


,

(6.12)

where G`1 ∈ Rq` ×d`−1 for some q` ∈ N≥1 , G`2 ∈ R(d` −d`−1 )×d`−1 , Id`−1 ∈
Rd`−1 ×d`−1 is the identity matrix, and e ∈ R+ is a positive constant to
ensure the upper block has full rank. See Remark 1 in the appendix
of (Richards, Berkenkamp, and Krause 2018) for further details.
In our experiments, v(x; θ ) is represented by a 3-layer multilayer
perceptron each layer of which is of dimension 64 followed by tanh
activation functions and a linear last layer.
Like any other learning algorithm, issues such as exploding and
vanishing gradients can be detrimental to the training process. In
the next section, we take a closer look at the learning signal which is
essentially the gradients of the objective function to gain some insight
into the pathological cases.
6.6

weak learning signal

The effect of the policy π on L(π ) passes through the Lyapunov function V as can be seen in Equation (6.9). Unlike the conventional Lyapunov redesign method in control theory where the Lyapunov function
is fixed, here the Lyapunov function itself is learned by the RoA estimation sub-phase of the algorithm. Hence, an ill-conditioned V can
harm the policy update phase. In this section, we take a closer look at
the occasions that the learning signal for the policy update sub-phase
of the algorithm (Section 6.5.2) is weak. We discuss the problem for a
general setting and show that the setting of this work is a special case.
First, we present a lemma to show that the Lyapunov function vanishes
at the equilibrium. The result of this lemma will be used in the analysis
of this section.
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Lemma 6.1. Derivative of a Lyapunov function at the origin: Let X ⊆ Rd be a
d−dimensional vector space and V : X → R be a continuous positive definite
function, i.e., V (x) > 0 for x 6= 0 and V (0) = 0. Then, ∇x V (x)|x=0 = 0.
Proof. We use the technique of proof by contradiction. Let g =
[ g1 , g2 , . . . , gd ]T = ∇x V (x)| x=0 6= 0. Suppose there exists an index
i ∈ {1, 2, . . . , d} such that gi 6= 0. Due to the continuity of V, we expand
V (x) at x = 0 in the direction of gi as
V (0, . . . , xi = c, . . . , 0) = V (0) + c

∂V (x)
|x=0 + o ( xi )
∂xi

for an arbitrary value of c close to 0. Since c is arbitrary, we choose
∂V (x)
c = −e ∂xi |x=0 = −egi . As we assumed V (0) = 0, for e sufficiently
close to 0, we can write
V (0, . . . , xi = c, . . . , 0) = −egi2 < 0 for gi 6= 0
which is in contrast with the positive definiteness of V. Therefore, gi
cannot be nonzero. As i is chosen arbitrarily from {1, 2, . . . , d}, the
derivative of V with respect to any of its arguments is zero at the origin,
meaning that, ∇x V (x)|x=0 = 0.
problem statement. Assume the discrete-time time-invariant nonautonomous dynamical system xk+1 = f (xk , uk ). The goal is to design
uk for 0 ≤ k ≤ T such that xk meets some specified conditions for
0 ≤ k ≤ T. In the Lyapunov stability analysis, these conditions are
assessed by a function V : X → R≥0 , i.e., after rolling out the starting
state x0 for T steps by the dynamics f controlled by uk , V (x−T ) ∈ S
where S encapsulates the desired conditions for the trajectory x−T =
(x0 , x1 , . . . , xT ) of the system. Assume the deviation of V (x−T ) from
its desired set S is measured by a deviation metric L(V (x−T ), S). In
many control tasks such as tracking, the entire trajectory matters, and L
will be a function of every state in the trajectory. However, in control
tasks such as reaching, only the final state x T matters; consequently
the objective function L only depends on x T . Stability, in the presence
of a Lyapunov function, can be seen as an example of the second
class of tasks where the relative position of x T compared to the level
sets of the Lyapunov function is sufficient to decide the convergence
of that trajectory. In practice, the control signal uk is produced as a
parametric function, i.e. uk = π (xk ; ψ). Therefore, the entire trajectory

123

neural lyapunov redesign

x−T (ψ) is now parameterised by ψ and so is the loss function L(ψ).
The class of algorithms known as policy gradient uses ∂L(ψ)/∂ψ to learn
the controller π (·; ψ). In this section, we study the condition of this
gradient and show under which circumstances it vanishes and results
in slow convergence.
In a general case where V in L(V (x−T ), S) is a function of the entire
trajectory x−T , the gradient w.r.t. the controller parameters is written
as:
∂L p
∂L
= ∑
(6.13)
∂ψ
∂ψ
1≤ p ≤ T


∂L ∂xk ∂+ xk
∂Lk
= ∑
(6.14)
∂ψ
∂xk ∂x p ∂ψ
1≤ p ≤ k


∂xk
∂xi
∂f
∂f
∂π (x)
= ∏
= ∏
| x = x i −1 +
| u = π ( x i −1 )
| x = x i −1 .
∂x p
∂xi−1
∂x
∂u
∂x
p <i ≤ k
p <i ≤ k
(6.15)

+

The gradients are derived as sum-of-products and ∂∂ψxk refers to the
immediate partial derivate of state xk with respect to ψ when xk−1 is
considered as a constant.
In the special case where V is the Lyapunov function in L(V (x−T ), S)
and the concern is the stability of the system, V (x−T ) = V (x T ), meaning
that the sum on the r.h.s of (6.13) will only have one term ∂L T /∂ψ
and (6.14) will transform to


∂L
∂LT
∂x T ∂+ xk
=
.
(6.16)
∂ψ
∂x T 1≤∑
∂xk ∂ψ
k≤T
In the following, we analyze the role of each term that contributes to
this gradient.
6.6.1

The Component

∂L
∂x T

This term concerns the differential condition of L(x) = L(V (x), S) at
x = x T as
∂L(x)
∂L(V )
∂V (x)
|x=xT =
|
|x=xT .
(6.17)
∂x
∂V V =V (xT ) ∂x
If any of these terms gets too smalll, the overall gradient gets small
too resulting in a vanishing gradient issue. To avoid this, the algorithm must ensure that these terms remain sufficiently large. For the
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first term ∂L(V )/∂V, this condition is normally fulfilled if the deviation metric L(·, ·) is designed properly. For example, one cadidate
function for L would be a signed distance function that measures
how far x T is from the maximal stable sublevel set ∂Scmax (V ), e.g.,
L(V (xT ), Scmax (V )) = V (xT ) − cmax . Another candidate deviation metric could be L(V (x T ), Scmax (V )) = max((V (x T ) − cmax ), 0) that does
not care about the actual value of V (x T ) as long as x T lives within the
sublevel set Scmax (V ). For the former case, ∂L/∂V = V meaning that
the gradient does not vanish as long as x T 6= x̄.
The second term of the r.h.s of (6.17) depends on the slope of the
function V evaluated at the final state of the trajectory. If V is a
candidate Lyapunov function, ∇x V (x) vanishes at the equilibrium as
we proved in Lemma 6.1. Therefore, if x T is too close to the equilibrium
(i.e., the system converges), the learning signal to update the policy will
vanish. This point is formalized in the following remark.
Remark 6.1. Consider the closed-loop system xk+1 = f (xk , π (xk )). Let
x0 be the initial state of a trajectory that starts from within the RoA of the
equilibrium point x̄ of the closed-loop system denoted by Rx̄π . Let V be the
Lyapunov function and the objective function L(Vπ (x−T ), S) is optimized to
update the policy π. One must be careful not to let the trajectories roll out
for too long (T  1). As x T gets too close to the equilibrium, the information
of the trajectory degenerates (see Theorem 6.4) and the gradient to update
the controller vanishes (see Lemma 6.1). On the other hand, If x0 does not
belong to the RoA of x̄, it can go too far from Rx̄π and may escape the validity
domain of the Lyapunov function V. Hence, in either case, the length T of
the trajectory influences the information content of the trajectory for updating
the policy. Both too large and too small values of T must be avoided when the
trajectories pass through the Lyapunov function and the Lyapunov function
acts as a critic in the algorithm for learning the policy. Too small values of T
are non-informative due to the continuity of V. Too large values of T, on the
other hand, is non-informative as the trajectory enters the flat regions of V or
escape the domain of validity of V.
Theorem 6.4. Consider the dynamical system xk+1 = f (xk , uk ) where the
control signal is issued by the policy function uk = π (xk ; ψ) that is parameterised by ψ. Let x̄ = 0 be an asymptotic equilibrium point of this system. If
x0 ∈ R0π and V : X → R0≥ is a Cr Lyapunov function with r ≥ 1, then

∀e > 0, ∃ T > 0 such that k

∂V (x)
|x=xT k < e.
∂ψ

(6.18)
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Proof. It can be seen in (6.16) that ∇x V appears multiplicatively in ∇ψ V.
As stated in Lemma 6.1, ∇x V (x) = 0 at x̄ = 0 that makes ∇ψ V vanish
as well at the equilibrium point. Now suppose V ∈ Cr (r ≥ 1) with
respect to both its arguments x and u. Moreover, π (·, ψ) is assumed
to be smooth with respect to its parameters ψ. Therefore, the map
ψ → ∇ψ V is continuous. Furthermore, xk → 0 as k → ∞ because
x0 ∈ R0π . The continouity of the map ψ → ∇ψ V together with the
above result on vanishing ∇ψ V at the equilibrium point completes the
proof.
The effect of the other terms of Equation (6.16) on the learning signal
is discussed below.
6.6.2

The Component

∂xk
∂x p

This term determines how state information propagates forward
through the trajectory. More precisely, it shows how perturbing a
state at time p affects the downstream state xk after k − p time steps
when the parameters of the system are kept fixed. In the following, we
take a closer look at the constituent terms of (6.15). We first define the
function
∂f
∂f
Ji (xi , ui ) = [ |x=xi ,
|u=ui ]T ,
(6.19)
∂x
∂u
that is different form (6.15) in the sense that ui is not necessarily a
function of xi . Due to the fact that ∂xk /∂x p equals the product of
k −1
Ji = Ji (xi , ui ) along the trajectoy {(xi , ui )}ii=
=1 , a measure of the size
of Ji would be informative about the influence of x p on xk . First, we
consider the vanishing gradient issue when the influence becomes too
small. Notice that the size of Ji as defined in (6.19) is determined by
two terms as (we drop the index i for convenience)

k J (x, u)k ≤ k

∂f
∂f
k + k k.
∂x
∂u

(6.20)

Let f be the dynamics of the closed-loop system, i.e., f = f π . If f
is Lipschitz continuous (as it is assumed in Section 6.3 to ensure the
existence and uniqueness of the solution), both terms on the r.h.s. of
the inequality (6.20) will be bounded. However, the condition of Equation (6.19) is a more general case when u is not necessarily a function
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of the states. In this case, f must be Lipschitz in both x and u, that is,
there exists positive constants L f x and L f u such that:

k∂ f (x, u)/∂xk ≤ L f x , ∀u ∈ U and ∀x ∈ X

k∂ f (x, u)/∂uk ≤ L f u , ∀u ∈ U and ∀x ∈ X .

(6.21)
(6.22)

Intuitively, this means that the open-loop dynamics f (x, u) rolls out
smoothly and does not respond too harshly to the changes in the control
input. If a component of the system breaks down under some control
input, u ∈ U , the above conditions do not hold. In addition, it might be
the case that the dynamics of the system show high-frequency vibrations
under some specific control inputs (e.g., when the controller excites
the natural frequency of the system). These conditions occur rarely
in physical systems when the controller remains within a reasonable
working regime but may happen frequently under adversarial regimes
when the system is intentionally attacked by an unauthorized user.
Such regimes are beyond the scope of this chapter. Hence, we can
reasonably assume that Ji is upper bounded by 2 × max( L f xi , L f ui ).
A more general control signal consists of two parts. The first part is a
function of states and the second part is open-loop. Therefore, we have:
ui = π (xi ; ψ) + ũi with

∂ũi
= 0.
∂xi

We can write the overall dynamics as xi+1 = f (xi , ui ) =
f (xi , (π (xi ), ũi )) = f (xi , ũi ) which transforms to the case of (6.19) with
the difference that the policy function π (x) is now absorbed in the first
component of (6.19). Hence, Ji (xi , ũi ) decomposes as
Ji (xi , ũi ) = [

∂f
∂f
∂f
| x = xi +
|
,
|ũ=ũi ]T .
∂x
∂π (x) π (x)=π (xi ) ∂ũ

Observe that Equation (6.15) depends only on the first block of
Ji (xi , ũi ) and ∂ f /∂ũ does not affect the gradient even though it affects
the trajectory of the system. As a result, the influence of the open-loop
control signal ũt on ∂L/∂ψ is via the final states of the trajectory x T as
well as ∂L/∂x T in (6.16).
6.6.3 The Component

∂+ xk
∂ψ

This component captures the effect of the policy parameters on the next
state of the system when the current state is kept fixed. Using chain
rule we have
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∂ f (xk , π )
∂π (xk ; ψ)
∂+ xk
=
|π =π (xk ;ψ) ×
.
∂ψ
∂π
∂ψ

(6.23)

The first term in the r.h.s. depends on how sensitive is the dynamics
function f with respect to its control argument. Lower bounding this
sensitivity can ensure that the effect of the controller remains visible
throughout the trajectory. More rigorously, we assume there exists
sufficiently large κ > 0 such that

k

∂ f (x, π )
|π =π (x;ψ) k > κ,
∂π

for every x ∈ D ,

where D is the domain of interest in which the system operates.
The second term on the r.h.s of Equation (6.23) is independent of the
rest of the system and shows the sensitivity of the control signal with
respect to the parameters of the controller. For example, if the controller
is implemented by a neural network with tanh activation functions in
the hidden layers, this term can vanish if the weights diverge and push
the activation values towards the saturation regimes of tanh.
Before presenting the performance of the method empirically, it is
important to note that our method assumes the model of the system is
given. The following remark discusses to what extent the model of the
system is needed and this requirement can be relaxed in the future.
Remark 6.2. The RoA estimation phase does not need the model of the system.
The system can be launched from sampled initial states and the generated
trajectories are all we need in (6.8). The policy update phase of the algorithm
requires a local estimate of the system to be able to compute ∂V/∂π. The
locality of the model is inversely proportional to the length of the trajectory L p
in (6.9). A detailed theoretical discussion on this point presented in Section 6.7.
It is implicitly assumed in the proposed algorithm that the model
of the system is given. This assumption is mainly used when we take
derivatives through a trajectory. In the next section, we look deeper
into this assumption to see if it can be weakened.
6.7

model-based assumption

The model of the system is used to produce the trajectories of the system
which is needed in evaluating both objective functions in (6.9) and (6.8).
However, the information needed to compute (6.8) can also be obtained
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by experimentation with the physical system without requiring the
dynamics function of the system. In the following, we show that the
knowledge of the model of the system can be relaxed in both subphases of the algorithm. Before checking the model-based assumption
in each sub-phase of the algorithm, we prove a theoretical result that
shows how fast the sublevel sets of the estimated Lyapunov function
grow. This result will be used later in our analysis of the model-based
assumption.
Theorem 6.5. Growth rate of sublevel sets: Assume V : X → R is a positive
definite Lipschitz continuous function on X ⊆ Rd . Let Sc (V ) = {x ∈
X : V (x) ≤ c} be the region enclosed by the level set ∂Sc (V ) = {x ∈
X : V (x) = c} at the level value c. If G ≤ k∇x V (x)k for G ∈ R>0 and
x ∈ ∂Sc (V ), then ∂µ(Sc (V ))\∂c ∝ G −1 .
Proof. Let z = z∇x V (x)/k∇x V (x)k be a tiny perturbation in the direction of the normal to the level set. V is expanded around x ∈ ∂Sc (V )
as
V (x + z) = V (x) + ∇x V (x)T z + O(z2 )

= V (x) + zk∇x V (x)k + O(z2 ),

where O(z2 ) can be ignored for sufficiently small z = kzk. For α ∈ R>1
and sufficiently close to 1,

Sαc (V ) = {x + z : x ∈ ∂Sc (V ) and V (x) + ∇x V (x)T z ≤ αc}
= {x + z : x ∈ ∂Sc (V ) and zk∇x V (x)k ≤ (α − 1)c}.

As G is assumed to be a lower bound of k∇x V (x)k, zk∇x V (x)k ≤
(α − 1)c implies z ≤ c(α − 1)k∇x V (x)k−1 ≤ c(α − 1) G −1 .
Notice that ∂Sc (V ) is a (d − 1)−dimensional surface that encloses Sc (V ) an d−dimensional volume that are both embedded in
a d−dimensional embedding space X . We are interested in the volume
of G := Sαc (V )\Sc (V ). Assume dω is the differential form for G . We
can write dω = dskzk = zds where ds is the surface differential form
for ∂Sc (V ). Hence,
µ(G) = dµ(Sc (V )) =

Z
G

dω =

Z
∂ S c (V )

zds ≤ c(α − 1) G −1

Z
∂ S c (V )

ds,

(6.24)
where ∂Sc (V ) ds does not depend on α or G. Hence, by pushing α → 0,

R

∂µ(Sc (V ))\∂α = cµ(∂Sc (V )) G −1 ∝ G −1 that completes the proof.
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As a result of this theorem, in some applications, one may need to
control k∇x V (x)k for x ∈ ∂Sc (V ) to prevent sampling from a too large
or too small gap.
Now, we are ready to check the model-based assumption in each of
the two sub-phases of the proposed algorithm.

6.7.1

Model-based assumption in the RoA Estimation Sub-Phase

As can be seen in Equation (6.8) and Algorithm 6.1, in this sub-phase,
the model is used to produce trajectories starting from the sampled
initial states from the gap around the current estimate of the RoA or
from within the RoA. In both cases, as also suggested by Richards,
Berkenkamp, and Krause, instead of the model, the real system can be
used to produce the trajectories. Assume γr in Algorithm 6.1 satisfies
the conditions of Theorem 6.5.
Therefore, the gap from which the initial states are sampled is not
too large and a hyperbolic physical system does not exhibit drastically
different and potentially dangerous behavior when it is launched from
initial states sampled from this surrounding gap. Hence, in an approach
similar to active learning, the real system can be used to produce the
trajectories and label them based on whether they enter the current
target level set of the estimated Lyapunov function or not. In conclusion,
in this sub-phase, there will be no need to know the model of the system
or estimate it.

6.7.2

Model-based assumption in the Policy Update Sub-Phase

The model requirement is a bit different in this sub-phase compared
with the RoA estimation sub-phase. As we need to update the policy,
information on the way the behavior of the system changes with respect
to a change in the policy is required. However, looking at (6.9), it
is observed that the behavior of the system influences the objective
function only via the Lyapunov function V (Φ(x, L p )). Suppose the
policy is parameterized as π (x; φ). Then, the closed-loop system becomes xk+1 = f (xk , π (xk )). The required gradient to update the policy
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parameters contains the term ∂V (xk )/∂ψ where the information of ψ is
encoded in xk = Φ(x0 , k ). The derivative decomposes as
∂V (xk ) ∂xk
∂V (xk )
=
,
∂ψ
∂xk ∂ψ

(6.25)

where the knowledge of the model is required to compute ∂xk /∂ψ that
will be a matrix of size dim(X ) × dim(ψ). When the model is not given,
one must instead try to estimate the model of the system fˆ : Rd → Rd .
However, this vector-valued function is difficult to estimate unless in
very limited cases. Instead, one can try to directly estimate V rather
than f as a function of ψ. As V is a scalar-valued function, it takes
fewer trajectories to obtain a decent estimate of ∂V/∂ψ. Hence, even
though the model of the system is needed for this sub-phase, there
are two factors that relaxes this requirement: 1) As the trajectories are
integrated forward only for L p steps in Algorithm 6.2, a local estimation
would be sufficient. 2) Even in the local estimatation regime, one does
not need to estimate the nonlinear vector field as an Rd to Rd function.
What matters is how the vector field looks like through the lens of the
Lyapunov function that is a scalar-valued function. Hence, an Rd → Rd
estimation problem can be replaced by an Rd → R estimation problem.
6.8

experiments

We consider an inverted pendulum system defined as θ̇ = ω and
g
ω̇ = l sin(θ ) + uI − µ f ωI where the state vector x = (θ, ω ) consists
of the angle and angular velocity. Moreover ( g = 0.81, l = 0.5, I =
mass × l 2 = 0.25, µ f = 0) are the acceleration of gravity, length, inertia,
and friction coefficient. The scalar u is the input force. The open-loop
system (with u = 0) has equilibrium points at (θ, ω ) = (kπ, 0) with
k ∈ Z. We focus on the equilibrium point (0, 0) in the frictionless
setting where the system shows oscillatory behavior and consequently
is not asymptotically stable (see Section 6.8.1 for system and modeling
details).
First, an LQR controller K is designed for the linearized system
around the origin The control signal passes through a loose saturation
function as u = π0 (x; ψ) = SATψ ([θ, ω ]T K ). The function SAT is parameterized by ψ = ( a, b, m a , mb ) as illustrated in Figure 6.4. In the first
experiment, the slopes m a = 0 and mb = 0 are kept fixed where a and
b are trainable parameters of the policy, i.e., ψ = ( a, b). The Lyapunov
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Figure 6.2: (a), (b) The size of the RoA against the iterative stages
(phases) of the Algorithms where (a) uses the RoA estimation method of (Richards, Berkenkamp, and Krause 2018)
while (b) uses ours. The fraction is computed with respect
to a rectangular domain around the equilibrium point that
is large enough to enclose the RoA. Green: size of the true
RoA. Each jump corresponds to a policy update sub-phase
that increases the size of the true RoA. Red: The size of
sublevel set that the RoA estimation sub-phase learns to
approximate the RoA. After each policy update, the RoA
estimation sub-phase takes multiple growth iterations to
capture the true RoA as close as possible. (c) The trace
of the level values corresponding to every iteration of the
RoA estimation sub-phase. (d) Red (Blue): The trace of the
value of the upper (lower) threshold parameter of the policy
during training. Each point corresponds to a policy update
iteration.
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Figure 6.3: The same plots as Figure 6.2 with the exception that, here the
threshold parameters are kept fixed at a = 0.2 and b = −0.2
while the slopes m a and mb are trainable parameters.
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function V (·; θ ) is realized by a 3−layer neural network parameterized
by θ.
Each layer has 64 neurons with
Output
a special architecture (see Section 6.5.4) inspired by Richards,
tan 1 (mb )
Berkenkamp, and Krause followed by tanh activation function
45
Input
that imposes the positive definitea
b
ness of the entire network as is
required by the Lyapunov condi- tan 1 (ma )
tions in (6.2). The chosen hyperparameters for the SGD training
Figure 6.4: Loose saturation
can be found in the following section.
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6.8.1

Discretized Time and State Space

We discretize the dynamics of the inverted pendulum with a time
resolution of ∆T = 0.01. The state space is also discretized in the
rectangle [θmin , θmax ] = [−π/2, π/2], [ωmin , ωmax ] = [−2π, 2π ]. Each
dimension is divided equally into 100 sections to form a 2−dimensional
grid. Therefore, all the computations of Section 6.8 take place with a
finite set of states. For example, the true RoA denoted by the green plot
in Figure 6.1(Right) is computed by integrating forward all states of the
state space grid. If the resolution of the grid is too coarse, the bound
on the negative definiteness of ∆V (x) must change from 0 to a more
conservative negative value in order to make sure the critical Lyapunov
decrease condition will not be violated. The new bound depends on the
Lipschitz constants of V and f (see Richards, Berkenkamp, and Krause
2018 for the detailed derivation of the bound).
6.8.2

Hyper-parameters

The pre-training phase is performed with the learning rate 0.001 and 10k
training steps. Each run of the RoA estimation algorithm is performed
with the learning rate 0.01 and 10k training steps. Each run of the policy
update sub-phase is performed with the learning rate 0.01 with 100
steps. The number of learning steps in the policy update sub-phase
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is a proxy to the distance between the current policy and the updated
policy. Hence, by keeping this number fairly small, we make sure the
condition of Theorem 6.1 is likely to be fulfilled.
In Equation (6.8), λRoA is set to 1000 to enforce the Lyapunov decrease
condition. In the same equation, λmonot is set to 0.01 to encourage to
monotonicity of the RoA estimation algorithm. In Equation (6.9), λu
is set to 10 to put more emphasis on stabilizing the unstable states
compared with keeping stable the already stable states.
The sampling mixture parameters β r and β p are both set to 0.6
in Algorithms 6.1 and 6.2 respectively.
The length of the integrated trajectories (Lr , L p ) is set to 10 for
both RoA estimation (see Algorithm 6.1) and policy update (see Algorithm 6.2) sub-phases.
The multiplication constants γr and γ p for both RoA estimation and
policy update sub-phases are set to 4.
The number of RoA estimation sub-phases m in Algorithm 6.1 is
set to 20. The total number of policy update sub-phases is also set
to 20. One can alternatively use a context-aware stopping criterion.
For instance, updating the policy can be stopped when no significant
change in the RoA or the policy parameters is observed.
The number of sampled initial states N is initialized to 10 in Algorithms 6.1 and 6.2 and increases by 10 after each update of the policy.
The heuristic reason is that after each policy update, the RoA enlarges
and it takes more samples to obtain a good representative of the gap
surrounding the RoA.
The initial controller gives a small RoA since it is designed for the
local linear approximation of the system. As the initial policy is LQR
designed for the locally linearized model, V (·; θ ) is pre-trained by the
quadratic function 0.1θ 2 + 0.1ω 2 .
After pre-training, sub-phases of the algorithm of Section 6.5.2 are
run alternately to capture the RoA and improve the policy. The green
step-like plot in Figure 6.2a and Figure 6.2b shows the true size of
the RoA. Each jump in the green plots shows one iteration of the
policy update algorithm resulting in an increased RoA. The fluctuating
red plot in Figure 6.2a shows the size of the estimated RoA without
our improvement over the RoA estimation algorithm of (Richards,
Berkenkamp, and Krause 2018) while Figure 6.2b shows the outcome of
the presence of our proposed additional term in the loss function (6.8).
It shows that the added term results in a less fluctuating estimate of
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the RoA, and when combined with the policy update sub-phase, gives
a faster convergence to a larger RoA (35.68% vs 27.50% fraction of the
domain volume after 7 policy updates).
As stated in Section 6.5.2, c̄ = 1 is not necessarily equal to cn . After
learning Vn with c̄ in (6.8), the algorithm searches for a value of cn such
that the Lyapunov decrease condition is met for all states within the
sublevel set Scn (Vn ). It can be seen in Figure 6.2c that these values
converge to c̄ = 1 that can be perceived as a sign of the stable training
of the algorithm.
The trace of the parameters of the policy is shown in Figure 6.2d.
As these policy’s trainable parameters represent the upper and lower
limits of the loose threshold function, the policy learning algorithm
updates them in the directions that decrease their suppressing effect.
This is what we also expect from the physics of the system. Graphical
visualization of the policy update and RoA estimation sub-phase is
shown in Figure 6.1(Right). Each row shows one phase of the algorithm.
The policies are updated along the rows from top to bottom. Within
one row, the policy is fixed and RoA is estimated from left to right
(See Figure 6.5 for a larger visualization).
In the second experiment, the threshold limits a = −0.2 and b = 0.2
are kept fixed while the slopes ψ = (m a , mb ) are trainable parameters.
The rest of the training setting remains the same as the previous experiment. Figures 6.3a and 6.3b shows that the policy update sub-phase
enlarges the RoA (green plot) of the system while the RoA estimation
sub-phase (red plot) manages to follow the new RoA after each policy
update. Our improved RoA estimation algorithm results in a more
monotonic convergence of the estimated RoA that ultimately learns a
controller that induces a larger RoA (24.86% vs 22.11%). Similar to Figure 6.2c, convergence of cn values to c̄ = 1 can be seen in Figure 6.3c.
The trace of the upper and lower slopes are shown in Figure 6.3d. Almost equal learned values for upper and lower slopes are expected due
to the structural symmetry of the saturation function (Figure 6.4) that
appears in the closed-loop system.
6.9

related work and conclusions

We have proposed a two-player collaborative and iterative algorithm
that iterates over two sub-phases that learn the Lyapunov function and
use it to learn a controller to enlarge the RoA of the system.

136

3

3

3

2

2

2

2

1

1

1

1

−1

−1

−2

−2

−2

−2

−2

−2

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

3

3

3

3

3

3

2

2

2

2

2

2

1

0

0

−1

−1

−1

−1

−1

−2

−2

−2

−2

−2

−2

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

3

3

3

3

3

3

2

2

2

2

2

2

1

0

0

−1

−1

−1

−1

−1

−2

−2

−2

−2

−2

−2

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

3

3

3

3

3

3

2

2

2

2

2

2

1

0

0

−1

−1

−1

−1

−1

−2

−2

−2

−2

−2

−2

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

3

3

3

3

3

3

2

2

2

2

2

2

1

0

0

−1

−1

−1

−1

−1

−2

−2

−2

−2

−2

−2

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

−0.5

0.0

θ

0.5

−3
−1.0

1.0

3

3

3

3

3

3

2

2

2

2

2

2

−2
−3
−1.0

−2
−0.5

0.0

θ

0.5

1.0

−3
−1.0

−2
−0.5

0.0

θ

0.5

1.0

−3
−1.0

1

0
−1

0.0

θ

0.5

1.0

−3
−1.0

0
−1

−2
−0.5

0.0

θ

0.5

1.0

−3
−1.0

0.0

0.5

1.0

−0.5

0.0

0.5

1.0

−0.5

0.0

0.5

1.0

−0.5

0.0

0.5

1.0

θ

θ

θ

0
−1

−2
−0.5

−0.5

1

ω

1

0
−1

ω

1

0
−1

ω

0

ω

1

ω

1

−1

1.0

0

−1

−3
−1.0

0.5

θ

1

ω

1

0

ω

1

0

ω

0

ω

1

ω

1

0.0

0

−1

−3
−1.0

−0.5

1

ω

1

0

ω

1

0

ω

0

ω

1

ω

1

1.0

0

−1

−3
−1.0

0.5

θ

1

ω

1

0

ω

0

ω

1

ω

ω

1

0

0.0

0

−1

−0.5

−0.5

1

ω

1

0

ω

1

0

ω

0

ω

1

ω

ω

0

−1

1

ω

1

0

−1

−3
−1.0

ω

0

−1

1

ω

0

−1

−3
−1.0

ω

0

ω

0

ω

3

2

1

ω

3

2

ω

3

ω

ω

6.9 related work and conclusions

−2
−0.5

0.0

θ

0.5

1.0

−3
−1.0

θ

Figure 6.5: Visualizing the true ROA which is enlarged by the improved
policy and is chased by a learned Lyapunov function. Each
row corresponds to a policy update stage and each column
corresponds to a RoA estimation stage. At each row, from
left to right, the policy is fixed that results in a fixed true
RoA (green plot). The columns from left to right are the
stages of the RoA estimation phase (see Algorithm 6.1).
The blue color is the estimated RoA Scn (Vπn ) and the pink
color shows the gap G = Sγcn (Vπn )\Scn (Vπn ) that is used in
Algorithms 6.1 and 6.2 for sampling the initial states. After
the RoA estimation phase is done (the rightmost figure
of each row), the policy update phase is performed. The
leftmost figure in the next row shows that the true RoA
enlarges as a result of the policy update. The RoA estimation
phase continues from its latest stage which is a decent initial
approximate for the enlarged RoA.
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The existing approaches that are close to the purpose of this chapter
are those that simultaneously synthesize a controller and maximize
the stability region. Our work does not put any limit on the class
of considered systems except the generic condition of hyperbolicity.
For restricted classes such as polynomial systems, Sums-of-Squares
(SOS) method leads to a bilinear optimization that is solved by some
form of alternation (Jarvis-Wloszek et al. 2003; Majumdar, Ahmadi,
and Tedrake 2013). As a dual to Lyapunov-based methods, Majumdar,
Vasudevan, et al. uses the notion of occupation measure to optimize a
feedback controller for a polynomial system, but it has scalability issues
due to its reliance on SDP optimization toolbox. Our work is different
from this class of methods as our method is not limited to polynomial
systems. Moreover, our method uses automatic differentiation that
is naturally combined with neural networks to enjoy their superior
scalability combined with SGD optimization.
Among data-driven approaches, Berkenkamp, Turchetta, et al. use
statistical models of the system to learn a controller with the assumption
that the Lyapunov function is given. Our method is different as we learn
the Lyapunov function and the controller together in an alternating
fashion. Neural Lyapunov Control by Chang, Roohi, and Gao is closer
to our work while their approach is different from our method in
multiple ways: They need to solve a costly global optimization problem
for a component called falsifier to find the states on which the Lyapunov
conditions are violated. We rather use the geometric properties of the
level sets of the Lyapunov function to find the potentially unstable
states that are chosen from a ring around the current stable sublevel set.
In addition, Unlike (Chang, Roohi, and Gao 2019)’s method that needs
to be done until the end to be usable on the system, the growing nature
of our work allows the system to be in action while the controller keeps
improving.
In the context of reinforcement learning, our method can be seen
as an actor-critic approach (Grondman et al. 2012; Bhasin et al. 2013;
Lillicrap et al. 2015) where the actor tries to stabilize the system while
the critic estimates the size of the RoA induced by the controller. The
actor is the policy network and the critic is the network that implements
the Lyapunov function.
In control theory, as the title of our work suggests, the proposed
algorithm can be seen as an automatic version of the celebrated Lyapunov redesign method (Hassan K Khalil and J. Grizzle 2002; Hwang

138

6.9 related work and conclusions

et al. 2013) where the Lyapunov function and the closed-loop system
are re-designed together iteratively with the purpose of enlarging the
stability region.
In this work, we assume the model of the system is given. This
condition can be relaxed as discussed in Section 6.7. Investigating this
relaxation can be considered for the future. For example, learning a
local model that adapts at each iteration could be one solution that adds
another component to the algorithm and turns it into a three-player
collaborative game.
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7
CONCLUSION

In the two seasons of this dissertation, the reciprocal benefits of machine learning and control theory were studied in a number of projects.
The first season included the projects that employed methods from
dynamical systems to shed light on the behavior of multi-player learning algorithms. The second season, on the other hand, included the
projects with the reverse viewpoint where machine learning methods
are used to perform inference and control in dynamical systems. In the
following, the conclusion of the projects of each season is outlined.
In Chapter 2, the issue of instability in adversarial training of GANs
was investigated. Viewing GANs as a two-player game between a generator and a discriminator network has motivated a great deal of research
to improve the stability of GANs by adding stabilizing components to
the game whose task is to affect the training dynamics and prevent
issues such as mode collapse and over-trained discriminators. However,
it was shown in this chapter that adding a new trainable component
whose training dynamics is coupled with the other components of the
game can displace the equilibrium or lead to oscillating behavior. A
simplistic dynamical system was proposed to model the dynamics of
GANs to shed light on the conditions that lead to an undesired outcome.
This result raises awareness not only in GAN algorithms, but also in
the other learning algorithms that are modeled as a dynamical game, to
be cautious about additional players that are added based on intuition.
A simplified dynamical model of the game could be useful to detect
pathological cases and cure them.
The two-player game of GANs was extended in Chapter 3 by defining
a finite but arbitrary number of players in an RKHS along with the
normal training of GANs. The new set of additional players called witness points were shown to be useful in various ways. They can act as
trainable filters that reveal the various levels of details to the generator.
They can also be used as probes that monitor the training process and
show which modes of the data distribution are potentially missing.
Finally, they can also be used as an easy but effective way to encode
the knowledge of an expert or the previously trained model. These
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benefits come with the cost of more complex training dynamics of a
multiplayer game. Analyzing the resultant dynamical system revealed
that the proposed game has a continuum of desired equilibria and does
not introduce spurious stationary points which could be detrimental to
the asymptotic behavior of the algorithm. From a more distant point of
view, this chapter extended the gamification of learning algorithms in
two main directions. First, it extended the two or three-player games of
GAN-inspired algorithms to multiplayer games with a finite number of
players. Second, it showed that the players could belong to different
spaces as long as their dynamics are properly coupled. Unlike GANs,
where both players were neural networks, here, a subset of players are
neural networks and the others are functions living in an RKHS. This
generality of players could be useful to design more sophisticated learning algorithms. The designer can propose a game whose equilibrium
corresponds to the desired solution to the task and add the players
without being worried about their implementation details.
The final project of the first season in Chapter 4 studied a fundamental problem in machine learning that is estimating the probability
distribution from samples. It was shown that the score-matching objective that was mainly successful in low-dimensional data can be realized
by neural networks and extended to higher dimensions. A modification
in the architecture of the estimator gave theoretical ground to the algorithm and ensured that the estimated score function is actually curl-free.
The validity of the model was empirically shown by defining singlestep denoising tasks. Once the unnormalized distribution is properly
estimated, a physics-inspired method called Langevin dynamics can
be employed to asymptotically generate samples from the estimated
distribution. Hence, a generative model is divided into separate and
consecutive tasks. First, the unnormalized distribution (energy function) is estimated from available samples. Then, a diffusion dynamical
system is solved to obtain novel samples from the data distribution.
This separation removes the known issues of adversarial training and
recently turned out to be competitive with GANs in terms of sample
quality.
The second season consisted of two projects on the use of machine
learning tools in studying dynamical systems and control synthesis.
The focus of these projects was on nonlinear dynamical systems where
a universal theory for the inference of the system’s equations and designing the controller is lacking in most cases. The key component that
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facilitated dealing with nonlinear systems was a trainable Lyapunov
function that acts as a mediator that co-evolves with the other components of the algorithm and forms a game. In Chapter 5, theoretical
results from the Lyapunov stability theory are used along with an estimated Lyapunov function for two purposes. First, the sublevel sets of
the Lyapunov function approximate the Region of Attraction (RoA) of
the system. Because in most cases, the system is expected to operate
within its safe limits, the equations of the systems have to be estimated
accurately within its RoA even though this comes with the cost of an
inaccurate model of the system outside the RoA. Therefore, the sublevel
sets of the estimated Lyapunov function determine the regions from
which we can start experimental trajectories that are most informative
about the system’s equation inside the RoA. The second purpose for the
estimated Lyapunov function is to use it as a regularizer in the objective
function for learning the system’s equations. The experimental trajectories that are used to learn the system’s dynamics must comply with the
Lyapunov decrease condition and this can be added as a regularizer
to any loss function that aims to estimate the underlying equations
of the system. The gamification spirit of the first season is present
here too. This nonlinear system identification algorithm can be seen
as a game between the player that learns the system’s equations and
another player that assesses the stability of the system. Iterating over
the steps taken by each player leads to a better estimate of the system’s
dynamics within the RoA of the system and a better Lyapunov function
whose sublevel sets better approximate the stability region around the
equilibrium.
The second project of the second season that is also the final project
covered in this thesis, approached one of the major ultimate goals
of control theory, which is designing a controller automatically for
a nonlinear system that maximizes the stability region of the closedloop system. Finding the Lyapunov function is often a way to show the
stability of a system. However, one can take a reverse approach by fixing
a Lyapunov function and designing the controller in a way that the
closed-loop system becomes stable under the given Lyapunov function.
This is roughly the basic idea behind an established method in control
theory called Lyapunov redesign. The main bottleneck is though the fact
that the Lyapunov function is not known in advance. In Chapter 6, the
gamification of the control synthesis problem rendered an actor-critic
algorithm where one player learns the controller while the other player
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assesses the quality of the controller by finding a better estimate of the
Lyapunov function iteratively. The utility that the controller tries to
maximize is the volume of the stability region of the closed-loop system
which becomes quantifiable by approximating it using the sublevel
sets of the learned Lyapunov function. The iterations stop when no
change in the controller leads to an enlarged RoA. It is hypothesized
in nonlinear systems that enlarging the RoA requires the controller to
make clever use of the inherent nonlinearities of the system instead
of counteracting them in methods such as feedback linearizations. It
was shown in Chapter 6 that this actually happens in the proposed
algorithm and the controller learns to alter specific nonlinearities of the
closed-loop dynamics to enlarge the RoA. Notice that, as mentioned
earlier, the key component of both algorithms of Chapters 5 and 6 is
the trainable Lyapunov function that co-evolves in a game designed
between the Lyapunov estimator and a second player. The second player
is the dynamics estimator in Chapter 5 and the controller synthesiser
in Chapter 6. This shows that, similar to learning machines such as
GANs, the gamification of system identification and control algorithms
could give unprecedented results when the players of the game are
chosen properly and when the equilibrium of the game corresponds to
the desired outcome.
As a general concluding remark, the covered projects in this dissertation could be called the gamification of learning algorithms and control
algorithms where each branch was studied in a season. The first season
studied the learning algorithms that could be seen as a dynamical game
and investigated their equilibrium properties. The second phase gamified two important control problems which are system identification
and control synthesis. This dissertation is a small step in line with the
recent progress in the machine learning community where concepts
from game theory and dynamical systems are mixed with learning
algorithms to produce mutual benefits for both fields. I hope further
effort in this line sheds more light on the potential that each field has
for the other one.
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LeCun, Yann, Léon Bottou, Yoshua Bengio, and Patrick Haffner (1998).
Gradient-based learning applied to document recognition.“ In:
”
Proceedings of the IEEE 86.11, pp. 2278–2324 (cit. on pp. 56, 58).
Levy, Daniel, Matthew D Hoffman, and Jascha Sohl-Dickstein (2017).
Generalizing hamiltonian monte carlo with neural networks.“ In:
”
arXiv preprint arXiv:1711.09268 (cit. on p. 77).

151

bibliography

Li, Chun-Liang, Wei-Cheng Chang, Yu Cheng, Yiming Yang, and Barnabas Poczos (2017). MMD GAN: Towards deeper understanding
”
of moment matching network.“ In: Advances in Neural Information
Processing Systems, pp. 2203–2213 (cit. on pp. 22, 28, 31, 39).
Li, Jiwei, Will Monroe, Tianlin Shi, Sėbastien Jean, Alan Ritter, and
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of René Thom.“ In: (cit. on p. 92).
Sohl-Dickstein, Jascha, Peter B Battaglino, and Michael R DeWeese
(2011). New method for parameter estimation in probabilistic
”
models: minimum probability flow.“ In: Physical Review Letters
107.22, p. 220601 (cit. on p. 65).
Solowjow, Friedrich, Arash Mehrjou, Bernhard Schölkopf, and Sebastian
Trimpe (2018). Efficient Encoding of Dynamical Systems through
”
Local Approximations.“ In: 2018 IEEE Conference on Decision and
Control (CDC). IEEE, pp. 6073–6079 (cit. on p. iv).
Sønderby, Casper Kaae, Jose Caballero, Lucas Theis, Wenzhe Shi, and
Ferenc Huszár (2016). Amortised map inference for image super”
resolution.“ In: arXiv preprint arXiv:1610.04490 (cit. on p. 10).
Sontakke, Sumedh A, Arash Mehrjou, Laurent Itti, and Bernhard
Schölkopf (2021). Causal curiosity: RL agents discovering self”

156

bibliography

supervised experiments for causal representation learning.“ In: International Conference on Machine Learning (ICML). PMLR, pp. 9848–
9858 (cit. on p. iv).
Steinwart, Ingo and Andreas Christmann (2008). Support vector machines.
Springer Science & Business Media (cit. on p. 93).
Strang, Gilbert (1993). Introduction to linear algebra. Vol. 3. WellesleyCambridge Press Wellesley, MA (cit. on p. 45).
Sutherland, Dougal J, Hsiao-Yu Tung, Heiko Strathmann, Soumyajit De,
Aaditya Ramdas, Alex Smola, and Arthur Gretton (2017). Gener”
ative models and model criticism via optimized maximum mean
discrepancy.“ In: International Conference on Learning Representations
(cit. on p. 31).
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which the inital states of the trajectories are picked. 97

Figure 5.4

Sampled trajectories from inside the estimated
RoA of each growth stage. . . . . . . . . . . . . .
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Figure 5.5

Left: True RoA. Right: The progressively learned
ODE over the steps of the coupled ODE&RoA
algorithm. The darker background shows larger
mismatch between the learned and true vector
fields. . . . . . . . . . . . . . . . . . . . . . . . . . 100

Figure 5.6

The progressively learned ODE using neural networks. . . . . . . . . . . . . . . . . . . . . . . . . . 101

Figure 5.7

Learned ODEs with and without the Lyapunov
regularisation term in the loss function. . . . . . 102

Figure 6.1

(Left) Illustration of the policy update sub-phase.
Given the estimated RoA, the policy update subphase (yellow arrows) tries to pull the diverging trajectories towards the level sets of the estimated Lyapunov function that reside inside the
RoA. (Right) Visualizing the true ROA which is
enlarged by the improved policy and is chased
by a learned Lyapunov function. Green boundary: True RoA, Blue: Scn (Vπn ), Pink: Sγcn (Vπn )
for γ = 4. The pink area shows the region from
which the samples outside the estimated RoA
are taken for both estimating the RoA and updating the policy. . . . . . . . . . . . . . . . . . . 116
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Figure 6.2

(a), (b) The size of the RoA against the iterative stages (phases) of the Algorithms where (a)
uses the RoA estimation method of (Richards,
Berkenkamp, and Krause 2018) while (b) uses
ours. The fraction is computed with respect to
a rectangular domain around the equilibrium
point that is large enough to enclose the RoA.
Green: size of the true RoA. Each jump corresponds to a policy update sub-phase that increases the size of the true RoA. Red: The size of
sublevel set that the RoA estimation sub-phase
learns to approximate the RoA. After each policy
update, the RoA estimation sub-phase takes multiple growth iterations to capture the true RoA
as close as possible. (c) The trace of the level
values corresponding to every iteration of the
RoA estimation sub-phase. (d) Red (Blue): The
trace of the value of the upper (lower) threshold
parameter of the policy during training. Each
point corresponds to a policy update iteration. . 132

Figure 6.3

The same plots as Figure 6.2 with the exception that, here the threshold parameters are kept
fixed at a = 0.2 and b = −0.2 while the slopes
m a and mb are trainable parameters. . . . . . . . 133
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Visualizing the true ROA which is enlarged by
the improved policy and is chased by a learned
Lyapunov function. Each row corresponds to
a policy update stage and each column corresponds to a RoA estimation stage. At each row,
from left to right, the policy is fixed that results
in a fixed true RoA (green plot). The columns
from left to right are the stages of the RoA estimation phase (see Algorithm 6.1). The blue color
is the estimated RoA Scn (Vπn ) and the pink color
shows the gap G = Sγcn (Vπn )\Scn (Vπn ) that is
used in Algorithms 6.1 and 6.2 for sampling the
initial states. After the RoA estimation phase
is done (the rightmost figure of each row), the
policy update phase is performed. The leftmost
figure in the next row shows that the true RoA
enlarges as a result of the policy update. The
RoA estimation phase continues from its latest
stage which is a decent initial approximate for
the enlarged RoA. . . . . . . . . . . . . . . . . . 137
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Table 2.1

Inception score (IS), Fréchet Inception distance
(FID) for a different number of annealing steps.
As a description, when X is the base model, X β
is the base model X with annealing as the outer
loop. The sign ↓ shows the shorter annealing
time and ↑ shows the longer annealing time. It
can be seen that almost all models share this
property that annealing improves the scores (reduces the distance) and the performance gets
better when the annealing time increases and
the transition from a higher temperature to a
lower temperature gets smoother. . . . . . . . . .
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ACRONYMS

DEEN

Deep Energy Estimator Network

RoA

Region of Attraction

GAN

Generative Adversarial Networks

UME

Unnormalized Mean Embedding

SGD

Stochastic Gradient Descent

MCMC

Markov Chain Monte Carlo

ODE

Ordinary Differential Equation

lf

Lyapunov Function

clf

Control Lyapunov Function

FID

Fréchet Inception distance

RKHS

Reproducing Kernel Hilbert Space

RNN

Recurrent Neural Network

MSE

Mean Square Error

SoS

Sum of Squares
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