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Abstract
As the worldwide numbers of smartphone owners goes on rising in extraordinary fashion, it
has become ever more important to understand how people interact with and use
information on these new types of devices. It is important for industry to understand how
the relatively easy and portable access to on-line data these devices offer affects
customers’ behaviors - and for academics too, as a basis of future research on a relatively
young domain. In this research we seek first to identify if a fast and facilitated access to
sensitive data (such as their current expenses) might affect customers’ consumption habits;
then to study the possibility of targeting the content accessed via mobile devices and how
concerns about privacy may deter customers from providing private information; and finally
to understand how content itself might trigger customer actions. Our studies all took the
form of large field experiments which enabled us to collect objective statistical data and
assess the influence of different experimental treatments, and all relied on mobile
applications that we developed ourselves and made available for the most common smart
phones. Among our multiple findings the most interesting are: 1) providing customers with
fast, simple access to details about their current expenditure on a service did not reduce
their consumption of that service; 2) privacy safe technologies are welcomed by customers,
and increase their usage of the associated application; 3) the length of an article ‘snippet’
directly affects users’ willingness to click through to read the full article.
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Zusammenfassung
Da die weltweite Anzahl Smartphonebenutzer in aussergewöhnlicher Weise steigt, wird es
immer wichtiger zu Verstehen wie die Leute mit diesen Geräten interagieren und die
Information nutzen. Für die Industrie ist es wichtig zu Verstehen, wie der einfache Zugriff zu
Online-Daten die diese Geräte bieten das Nutzerverhalten beeinflusst. Genauso ist es für
die Wissenschaft wichtig, als Basis für zukünftige Forschung ein tiefes Verständnis darüber
zu haben. In dieser Arbeit untersuchen wir zunächst, ob schneller und vereinfachter Zugriff
auf persönliche Daten (wie beispielsweise den Kontoauszug) möglicherweise das
Konsumentenverhalten beeinflusst; dann studieren wir die Möglichkeit von Targeting mittels
mobilen Geräten und ob Bedenken zur Privatsphäre die Benutzer davon abhält, ihre
persönlichen Daten anzugeben; zuletzt wollen wir verstehen, ob Inhalte selbst bestimmte
Kundenverhalten auslösen. Unsere Studien wurden alle mittels Feldstudien durchgeführt.
Dies ermöglichte uns, objektive statistische Daten zu sammeln und den Einfluss von
experimentellen Treatments zu beobachten. Alle Studien beruhten auf mobilen
Anwendungen, welche wir selbst entwickelt und auf Smartphones öffentlich verfügbar
gemacht haben. Die interessantesten unserer Erkenntnisse waren: 1) gibt man Kunden
schnellen und einfachen Zugriff auf die Details über die laufenden Ausgaben für einen
Dienst, wird die Benutzung dieses Dienstes nicht reduziert; 2) Technologien welche die
Privatsphäre bewahren sind von Kunden erwünscht und erhöhen die Nutzung einer
Anwendung; 3) die Länge eines "Schnipsels" eines Artikels beeinflusst direkt die
Bereitschaft von Benutzern, den Artikel anzuklicken um den Volltext zu lesen.
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Academic Note: Cumulative thesis
This is a cumulative thesis; a collection of scientific scripts that, together, form a united
representation of a research work and its results. The thesis is a unifying text that is
presented as a chronicle explaining the progress of the research, and which describes and
discusses its individual elements comprehensively. Our aim has been to write it in a simple
and fluent style, avoiding complex academic terms: readers interested in a more academic
approach are invited to refer to the publications cited in this thesis and the elements
available as annexes.
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Introduction
Apple opened its App. Store on July 10 2008, and within three years had made 425,000
third-party apps. officially available: Google exhibited the same phenomenon, its Android
Market offering 319,000 apps within its first three years. Such market evolutions leave little
doubt that mobile applications are becoming a strong channel via which companies can
connect to their customers, a communication means much more strongly connected to
their customers than their classic corporate web sites. This study aims to investigate how
customers interact with and ‘consume’ (use) the content delivered to them via their smart
phones. Specific features of mobile devices - such as their mobility, accessibility, their
screen size or their awareness of the context in which they are being used - all affect how
customers perceive the value of the information provided and consumed via this channel.
More specifically, we aim to investigate some of the main characteristics of the mobile
communication channel itself. Accessibility to data via mobile phones is very high customers can access it everywhere, easily and quickly - but how might such
effortlessness modify their behaviors? Mobile phones’ potential for context awareness is a
powerful tool for marketers to spread their messages - but are customers aware of the
privacy risks involved? How does the amount of information that can be presented on
smartphones’ relatively small screens affect and trigger customers’ actions? As our study
seeks to addresses these questions, and to investigate these phenomena via large field
experiments, we first discuss how these experiments were set up.

Mobile field experiment set-up
To investigate our above-mentioned research questions we ran three distinct large field
experiments, each of which addressed a specific question. As the basis for all the field
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experiments we planned to execute, we started by setting up the framework we used as a
template for the experiments, which defined the technologies needed to make experimental
users aware of our product, as well as the entire infrastructure required to monitor the
experiments. Our intention was to manipulate the experiments in several ways - for
example, distributing the same contentment in different forms to different user clusters - so
as to compare their reaction. This set-up phase involved establishing an ad hoc mobile
application skeleton and a remote server that were integrated into our three different
experiments, and also in defining our main experimental guidelines. We developed mobile
apps. for each experiment - while these were distinct from each other, they all shared the
same framework. The mobile applications were intended to attract customers and enable
us to perform the manipulations, and so needed to be attractive enough and provide
sufficient concrete value that customers would be incentivized to use them. The server was
used to collect statistical data for subsequent analysis, and had to be able to carry out our
experimental manipulations as seamlessly as possible, without disturbing the applications’
functionalities. Although (from the participants’ perspective) the server had a secondary role
in the experiment design it was important to ensure it delivered an acceptable service
quality: it had to respond quickly enough to provide a satisfying user experience, and its
statistical data tracking had not to impinge on the mobile apps.’ performance.
An important early strategic decision we faced while setting up the experimental framework
was to choose which underlying mobile platform to run the experiments on. To investigate
this question thoroughly, we decided to study the whole process of deploying a mobile
application from its creation through to its adoption by a customer. We reviewed the
existing development kits offered by smart phone platforms, estimated the effort required
to produce an application, computed the market potential of each player and assessed
their application distribution strategy. The results of this preliminary study are detailed in a
separate paper (see Table 1), which aims to help developers faced with the same dilemma
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- of choosing which smartphone system they should develop applications for - and it is
therefore especially helpful for individual developers or small companies with limited
budgets that need to optimize their development expenditure. The paper includes a
comprehensive review of the currently available frameworks, as well as providing guidelines
against which to evaluate upcoming frameworks, and the study provides a methodology to
estimate developers’ needs and compare them with the evaluated smartphone frameworks
to help them identifying the most suitable target platform.
Table 1 Choosing the Smart Phone OS
Title

Choosing a Smart Phone Operating System for Developing Mobile
Applications

Abstract

Technological advancements and market competition in the smart phone
business are becoming more evident. In this article, we examine the
decisional deliberation of the mobile application operating system (OS), to
epitomize the development of the smart phone technology and its market.
Specifically, we consider the OS vendor’s market strategy, the preferences
of individual and corporate buyers and the inclinations of mobile application
developers in general when making decisional choices for OS adoption. It is
through this analysis of the various factors and their current developments
that we seek to inform organizational managers and/or individual
developers on choosing the appropriate smart phone OSs. In order to
evaluate the smart phone OSs we present a benchmark method based on
six dimensions, namely: security, individual and organization buyer choice,
market growth, ease of implementation and net revenue.

Methodology

Conceptual Study
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Conclusion

This article provides guidelines to developers of mobile applications in
selecting the smart phone OS for developing their applications. We
successfully tested our benchmark scheme by applying it to our
accumulated know-how (e.g. previously developed mobile applications).
We believe a comprehensive and up-to-date analysis of the proposed three
critical factors coupled with a careful evaluation process following the
proposed schemes could inform a decision on the appropriate smart phone
OS for developing an application. Toward this end, we hope this article will
generate interest in this field of investigation.

Applying the framework presented in that paper to our study aims, we established that (in
Switzerland in 2008) the iPhone was the most suitable platform on which to base our field
experiments, as its relatively big Swiss market share, its impressive market growth and its
App Store distribution system fitted our requirements perfectly. As pioneers in the
academic study of iPhone app. development, Apple invited us to visit the ‘Apple Worldwide
Developers Conference’ in June 2009, as well as to a special event focusing on the indepth collaboration between Apple and high school education, along with Ph.Ds. from
Stanford, MIT and other prestigious schools. The company also supported us in setting our
first mobile app. prototype in place.

Field Experiment 1 – Facilitated Expenses Monitoring
In collaboration with one of the major Swiss telecoms companies we developed ETHZ’s
first widely distributed iPhone app. project, aimed at enhancing trust in the relationship
between the customer and the organization. More specifically, we developed a mobile
application that allowed customers to keep track of their expenditure with the telecoms
company (see Figure 1).
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Figure 1 Screenshots of the Mobile Bill Management Application
We set up a field experiment (with the agreement of company which supported the project)
to discover whether customers would welcome access to such information, and to measure
what impact the application had on the organization’s revenue. We aimed to targeting as
many customers as possible over an unlimited period - in practice, we collected data for
around a year (see Figure 2) and reached over 20,000 customers (although our experiment
only involved a portion of that number).

Figure 2 Data Collection Schema
Every application use was tracked by our back-end server, and the patterns of customer
telephony use identified by comparing their billing data before and after they installed the
application. The field study setup proved to be robust and reliable, collecting hundreds of
objective statistical data: its results are again presented in a separate paper (see Table 2).
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Table 2 Real time bill monitor
Title

Enabling Subscribers to Check Their Spending in Real Time: Will it
Affect the Telecom Provider’s Revenue?

Abstract

A paradox exists between allowing customers to gain knowledge of their
detailed spending in real time and maintaining (or increasing) the telecom
provider’s revenue. Awareness of how much they have spent before the
end of the month assists customers in controlling their expenses. If
customers begin to control their expenses, the revenue of telecom
providers could be affected. However, if a telecom provider denies
customers the right to check their spending in real time, they might switch
to another telecom provider providing such a value added service.
Collaborating with a telecom operator in a European country, we developed
a mobile bill management application and collected the data of subscribers’
application usage behavior and monthly phone bills. Building on the mental
accounting theory, this study investigates whether subscribers’ usage
frequency of the mobile bill management application affects the telecom
operator’s revenue. Findings of this study offer valuable theoretical and
practical implications.

Theoretical

Mental accounting theory

foundation
Methodology

Field experiment, 1,200 telecom costumers, 14 months duration

Conclusion

In a very competitive market, telecom operators need to offer value-added
services to gain and keep customers. At times, it is feared that a valueadded service could on the one hand increase customers’ satisfaction while
on the other hand decreasing telecom operators’ revenue. It seems
paradoxical that one service is allowing customers to check their detailed
spending in real time through the mobile bill management application while
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posing an apparent threat to telecom providers. Drawing on the mental
accounting theory, we collected and analyzed longitudinal data of
customers’ frequency of checking their spending and their monthly bills.
Our breakdown analysis of the monthly spending which includes phone
calls, SMSs, and data consumption has several interesting implications for
the telecom operators.

Encouraged by this successful collaboration, we persuaded a large Internet and cable TV
provider to engage in a similar field experiment. As in the previous case, the focus was on
customer self-care and billing transparency - again, a mobile application was developed
and made available via the App. store, and adopted by over 10,000 customers. Mainly
because it was very similar to the previous project, the study was not published separately,
but the app. turned out to be very successful in engaging the organization’s customers and
received much positive feedback and reviews: indeed, the organization is still running it as
part of its customer care provision.

Field Experiment 2 – Mobile user privacy fear
We set up our next field study on the back of the success of the large field experiments run
in collaboration with these two major local organizations. Although we discovered that
simplifying access to private information - such as their current unbilled expenses increased customers’ satisfaction, we were interested in knowing more about the
customers’ privacy fears, and what their underlying feelings were about transmitting their
private information via mobile applications. Advertisers today need to target their
campaigns more specifically to increase their success rate and reduce their costs, and
commonly use customer’s private information (such as gender, age and location) to better
target their advertisements. But are mobile phone users aware of how mobile applications

19

handle their private information, and of the privacy risks involved? We felt that a simple
survey to discover customers’ attitudes might not work because just asking the question
could influence their responses - we had to find a way to measure the phenomenon of
privacy fear without probing it directly. To achieve this goal the field experiment had to be
designed to leverage on manipulations that were hidden from the participants. We decided
to split the field experiment population into clusters, and treat each cluster differently: while
participants in our experiment understood the characteristics of the app. they were using,
they were not aware of the existence of different versions of the app. which we sent to
other participants. As detailed below, we supplied some of them with a privacy safe version
of our mobile application, and others with a non-privacy safe version: both performed in
exactly the same way in all other respects, so comparing the behavior of the two groups
allowed us to isolate the privacy fear factor.
To keep participants engaged with the field experiment and encourage them to use the
mobile application as much as possible, it had to be based on a valuable service. At the
same time, to justify our requests for customers’ private information, it had to use the
information it collected to provide a better user experience. We decided that the best
scenario to fulfill these requirements was a mobile discount offer discovery application that
supplied customers with a personalized set of the discount offers currently available in their
local grocery stores (see Figure 3).

20

Figure 3 The application design and usage pattern
To accomplish the field experiment we identified as an industry partner an intermediary
involved in processing and distributing grocery discount vouchers which was willing to
provide us (for a limited time) with details of the discounts offered by the 3 major Swiss
grocery retailers. Having set the pre-requirements for the experiment in place (as noted
above) we spent several months identifying and conceptualized a privacy-safe method of
delivering discount offers to targeted customers. Grocery stores usually collect customer’s
private information via the store’s fidelity card, which allows them to store a profile of all
their purchases. But mobile apps have given stores another way to profile their customers’
shopping habits. These apps usually offer customers information about a store’s stock and
allow the customers to create ‘virtual shopping lists’. These are then transmitted to the
store’s server to further build their profiles of their customers, which they then use to send
customers targeted discounts offers directly to their mobile phones. Of necessity, this
method involves customers sending the stores certain personal information (age, gender,
location, etc), either directly, or indirectly (in that the stores can deduce it from their lists),
and then uses a secure centralized server (or on a trusted third party authority) to
personalize the content of an app. for any particular user. Our goal was to resolve (or at
least reduce) the privacy issues that clearly underlie such transactions. Avoiding customers
having to transmit any of their personal information in the first place would not only

21

drastically increase the security of the transaction for them, but also avoid the app. supplier
having to provide complex privacy policies. This was advantageous to us, both because
users do not welcome (and usually don’t read) such policies and because not having to
ensure they had read and understood them simplified our field experiment and its
manipulations. We just had to announce to customers the (easily understood) message that
using our app. did not involve transmitting any private information away from their device to
any outside destination. Targeting content based on a user’s profile without transmitting
customer’s private information to a third entity had never previously been achieved,
because no suitable devices had been developed. However, the advent of smartphones with their ability to run third party software - meant this limitation no longer existed, and we
were able to take advantage of their computational power by designing and implementing a
software system that could target content directly on a customer’s device, rather than (as
hitherto) on an external server (see Figure 4).

Figure 4 Content targeting on the phone scheme
Moving the targeting of content so that the operation took place directly onto the customer
smartphone made transmitting private information unnecessary. In our approach, rather
than sending the customer’s information to the server and the server selecting the most
suitable discount offer(s), our software delivered details of all discount offers available at the
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participating stores to the customers’ devices - where their private information was stored
locally - and the app. itself then used that private information to chose the best offer(s) to
display to the user. As smartphones are generally personal belongings, storing a
customer’s private information on their own personal devices cannot constitute a privacy
infringement. We designed and implemented a software adaptation - which we called a
‘mobile advertising agent’ - that modified our industry partner’s server architecture so it
transmitted both discount advertisements and their targeting rules to the customer’s
device. A European patent application describing this technology adaptation has been filed
and is currently under review (see Table 3).
Table 3 Patent
Title

Method and Devices for Targeted Distribution of Data

Invention

The present invention relates to the targeted distribution of data via
telecommunication networks. Specifically, the present invention relates to a
method and devices for distributing data to a plurality of communication
terminals for rendering selectively the data at the communication terminals.

Abstract

A network server distributes data objects comprising user data and match
estimator instructions via a telecommunication network to a plurality of
communication terminals for rendering the user data at the communication
terminals. Based on locally stored user profile data, the communication
terminals compute an affinity value according to the match estimator
instructions. Depending on the computed affinity value, the communication
terminals select in each case the user data to be rendered. Thus, the
invention makes possible targeted distribution of user data whereby the
distribution/selection strategy is controlled centrally by the network server. At
the same time, privacy of the users is guaranteed since, from outside of the
communication terminal, it is neither possible to access the local user profile
data, nor is it possible to track which user data is actually selected and

23

rendered.

Having conceived the technology required to run our privacy fear experiment, we
developed a discount discovery mobile application to run on it. The main objective was to
provide an easy and personalizable method that allowed customers to receive personalized
offers about the grocery discounts available in their nearby stores, to rate them and retrieve
them easily when needed. Customers - who may receive many such offers every day - can
delete those that are useless to them and sort out those they find most convenient and
attractive. Later they can filter the discounts offers according to which retailer they are
shopping in and quickly sort them (based on their rating) to access the most valuable. On
top of this basic functionality we offered a personalization service, asking customers for
answers to some basic questions (e.g. age, life style, diet/intolerances, etc.) which were
used to set up a customer profile (which remained held on their smartphones), allowing the
discount offers to be filtered so only the most relevant were presented to them. The
discount offers provided by our industry partner were not accompanied with targeting rules,
so we created an interface between our mobile application and our partner’s web services
which periodically collected the grocery discount offers and targeted them to fit the users’
profiles. We developed a web page that allowed us to review, vet and record each discount
offer used in the experiment, and to easily add one or more targeting rules for each
discount offer (e.g. whether it was suitable only for adult shoppers (e.g., for alcohol), for one
or other gender, for vegetarians, etc.). The application and the web service interface
performed well, both in terms of their technical performance and their acceptance by users.
More details are provided in the article outlined in Table 4.
Table 4 Privacy Safe Mobile Advertising
Title

Achieving Targeted Mobile Advertisements while Respecting Privacy
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Abstract

Broadcasted mobile advertisements are increasingly being replaced by
targeted mobile advertisements through consumer profiling. However
privacy is a growing concern among consumers who may eventually
prevent the advertising companies from profiling them. This paper proposes
an agent- based targeting algorithm that is able to guarantee full consumer
privacy while achieving mobile targeted advertising. We implemented a
grocery discount discovery application for iPhone that makes use of the
new approach. We show that on modern hardware like on the iPhone, it’s
feasible to run a client-based and privacy-preserving targeting algorithm
with minimal additional computational overhead compared to a random
advertising approach. We evaluated the targeting method by conducting a
large-scale field- experiment with 903 participants. Results show that the
computational overhead on user devices is well tolerated, compared to the
control group with randomized advertising the targeting group showed a
significantly increased application usage of 15%.

Methodology

Conceptual Study

Conclusion

In this paper, we presented a novel framework of agent-based targeted
advertisement that allows for advertisement targeting while preserving
users’ privacy. We presented its concrete implementation with a grocery
discounts-discovery application for iPhone, and evaluated it in a large-scale
field experiment with 903 real users. Based on the field experiment, we
analyzed among other things the application performance and user
satisfaction. We showed that the total time needed to fetch and display an
agent-based advertisement in our testing environment (iPhone 3G/3GS) is a
mere 0.4 seconds. To assess the effectiveness of our targeting algorithm,
we compared the average ratings given to the targeted advertisements visà-vis randomly displayed advertisements. We discovered that users were
generally more satisfied with the targeted advertisements as reflected in the
significantly higher ratings given to the targeted advertisements. Moreover,
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we discovered that the longer they used the targeted application, the higher
the ratings they gave to the displayed advertisements. This paper
demonstrates that mobile agents can be effectively used to achieve
targeted advertisement. The computational overhead imposed by the
mobile agents is minimal and therefore tolerated by end users. Furthermore,
we demonstrated how mobile agents can be used to preserve user privacy.
We presented a validated framework that can be used as base for future
development of privacy-safe and context-aware mobile target content
delivery.

Once the mobile application, the web-service system and the discount offers had been set
in place the next step was to design a way to test users’ privacy fears. We segmented the
experiment population into three groups and treat each differently - two groups were
provided with versions of the app. that sent them personalized choices of discount offers
(of which one was privacy-safe and the other not) - and the third with a simpler version that
selected discount offers randomly. The main goals of the experiment were to discover if
customers really valued personalization as delivering benefits, and if an app. that
safeguarded the privacy of their personal information would increase their estimation of the
benefits of this personalization. Details of the research questions, the complete experiment
set-up and the results were published in the paper detailed in Table 5.
Table 5 Personalization-Privacy Paradox
Title

Addressing the Personalization-Privacy Paradox: An Empirical
Assessment from a Field: Experiment on Smartphone Users

Abstract

Privacy has been an enduring concern associated with commercial
Information Technology (IT) applications, particularly in the personalization
matter. IT-enabled personalization, while potentially making user-computing
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experience more gratifying, often heavily builds on user information to
afford individualized services; thus raises the user privacy concern. We term
such tension between personalization and privacy as the PersonalizationPrivacy Paradox, i.e., marketers exploit consumers’ data in order to offer
personalized product information. To better understand this paradox, we
build on the theoretical lens of uses and gratifications theory and
information boundary theory to theorize the extent to which privacy impacts
gratifications derived from personalization, and how IT solution can be
designed to alleviate privacy concern.
Set in the context of smartphone-based personalized advertising
applications, we propose and prototype an IT solution that keeps user
information locally in their smartphone in providing personalized product
messages to the users, which we refer to as personalized, privacy-safe
application. The proposed IT solution was validated through a field
experiment by benchmarking against two applications: a) a base
application broadcasting product information to users (referred to as nonpersonalized application) and b) a personalized application that transmits
user information to a central server (referred to as personalized, non-privacy
safe application). The results show that compared to the non-personalized
application, while personalization (both privacy-safe and non-privacy safe)
increased application usage (reflecting process gratification), only when it
was privacy-safe that the users saved product messages more frequently
(reflecting content gratification). Follow-up surveys corroborate these
nuanced findings and further reveal the users’ psychological states leading
to the field experiment results. We found while revealing personal
information to obtain process gratification does not intrude the users’
information boundary, the saving of adverts for content gratification does.
Overall our proposed IT solution (that stores and processes user
information locally) reduce perceived intrusion of information boundary;
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thus mitigating the personalization-privacy paradox towards both process
and content gratifications.

Theoretical

Uses and Gratifications Theory

foundation

Information Boundary Theory

Methodology

Field experiment (629 users, 3 months duration), Interview (85 users),
Interview (85 users), Interview (193 users), Focus group (8 users)

Conclusion

This research seeks to exemplify how the fundamental thrust of the
personalization-privacy paradox can be addressed effectively through
technology. While concerns about information privacy may not impact the
gratification gained from using a personalized advert application for
browsing (process gratification), our field experiment showed us that it
undermines the gratification users derive from saving their personalized
advertising messages (content gratification). The frequency of use of the
application and the number of adverts saved are of great importance to
advertising agencies’ revenues, as they typically charge marketers who
engage them based on the numbers of impressions (i.e., viewing of the
adverts via the mobile application) and the number of adverts with indicated
consumer interest (i.e., that which the users chooses to save). Our privacysafe solution for delivering personalized advertising messages, which stores
and processes consumers’ information locally (on their own smartphones)
significantly increases both the usage of the application (process
gratification) and the saving of adverts (content gratification).

Field Experiment 3 – Mobile Content Aggregator
After our in-depth investigation of personalization and how it might be affected by privacy
fears, we inverted the perspective in our third experiment, which sought to discover how
content might affect user behavior. The previous experiments had focused on how apps.
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might make customers consume more and more valuable content, examining if greater
billing transparency would induce customers to use more of the billed service, and if more
safely delivered and better targeted discounts offers would induce consumers to use both
the app. and the discounts more often. While those claims were positively confirmed, the
next natural research question concerned how characteristics of the content itself might
induce customers to consume it. To examine this question we investigated the domain of
news aggregators, who collate the most interesting news items from multiple sources,
presenting only short ‘snippets’ from items (sometimes with images) and linking them it to
original sources. We wanted to find out if the size of the snippet or the presence of an
image affected customers’ willingness to click through to read the full article. This question
was especially motivated by the open dispute between big aggregators and journals (e.g.
Google vs. News Corp.). Aggregators argue that they provide a valuable service in helping
phone users find news items that will interesting them and routing those users to the
original journal sources - but journals argue that aggregators are simply earning money off
the back of the journals’ content. We argue that aggregators provide a unique and
indispensable service to users, but that some code of conduct needs to be defined so that
both aggregators and journals can profit from their collaboration: aggregators should have
a right to a fair share of the journals’ user traffic, while journals should benefit by receiving
high quality readers who will spend valuable time on their web-sites. If a peaceful
collaboration were feasible, what would be a fair code of conduct? Obviously, aggregators
should try to maximize the amount of traffic they send on to the journals, while at the same
time providing an excellent user experience. Every time a user clicks on the link in the
snippet, the aggregator is sending valuable traffic to the journal, so the level of a journal’s
traffic is strongly associated with the users’ click-through rate. There are several methods
(e.g. the visibility of links, the amount of information included in the snippet, etc.) to affect
such click-through rates: our study focused on the amount of information (article titles,
abstracts, images, etc.) aggregators should provide in their ‘snippets’ (which they can
29

regulate, for example, by shortening them, or by not displaying pictures, etc.). Our main
research question concerned the extent to which the amount of information aggregators
provide impacts on users’ click-through rates, and we sought to answer it by designing a
large field experiment centered on a mobile news aggregator which offered similar
functionalities to Google news. In this case, our application was conceived and designed to
allow us to manipulate the amount of information provided, in particular to control the
snippet length and the presence (or not) of a picture. In collaboration with another ETHZ
department we started a master’s project aimed at implementing a mobile news aggregator
prototype, which a colleague (Mihai Calin) implemented successfully as part of his master’s
thesis. Based on this work, we developed the news aggregator application further until it
was a stable and complete product, and released it in December 2010 - by June 2011 it
had been adopted by enough users to allow us to start planning our first experiment. In
collaboration with Prof. Chris Dellarocas from Boston University, a pioneer in the field, we
designed two experiments, both based on manipulating the snippet length. Prof. Dellarocas
argued that the amount of information would have a U-shaped relationship with the users’
click-through rate, which would be reduced if the snippets contained either too much or too
little information, so that the optimal amount was somewhere between the two extremes.
The aim of our experiments was to find out the exact amount of information needed to
achieve the maximum click-through rate. The first field experiment was designed to have
three snippet length settings - a default length, plus one shorter and one longer - and was
divided into three phases. In the first phase we collected behavioral information from
experiment’s participants, which we used to cluster them in groups (for more information
regarding user clustering, see the publication cited in Table 6). In the second we sent all
participants default length snippets and collected statistical data about their click-through
rates. In the third phase participants were randomly assigned snippets of the three different
lengths (though we ensured each cluster had an equal proportions of each length): two
groups were assigned modified (shorter or longer) snippet lengths, while the third was
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treated as a control group, and continued to receive default-length snippets. Again we
collected statistical data about the resultant click-through rates, and then analyzed them to
discover how they varied according whether the users had been sent default, shorter or
longer snippets. We expected our measurements would show no difference for participants
in the control group who received the default (i.e., no change) length snippets in the third
phase from the data we had recorded in phase two (when they had all been sent defaultlength snippets) - but unfortunately we did register a slight difference in the control group,
which highlighted a possible limitation of the study due to a temporal effect that was
extensively described in the associated paper (see Table 6).
Table 6 First snippet length experiment
Title

Uncovering the Laws of the Link Economy: What Factors affect
Article Click-through and User Retention Rates in Content
Aggregators?

Abstract

In this study we conduct a series of field experiments whose objective is to
provide insight with respect to the factors that affect an aggregator’s clickthrough rate and user retention rate. Specifically, we focus on
understanding how the amount of information an aggregator provides about
an article affects article click-through rates but also user satisfaction with
the aggregator and retention rates.

Methodology

Field experiment, 925 users, 4 weeks duration

To overcome the limitation of the previous experiment we ran a second field study with a
different setup. The main differences were using more snippet lengths (7 different lengths
instead of 3) and allocating them randomly, rather than sending particular length snippets
to particular sets of participants, which allowed us to avoid the temporal effect that affected
the control group in the previous field study. We then collected and measured statistical
information comparing the click-through rates of users receiving the different snippets.
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While the new field experiment design produced more reliable statistical data, the row data
did not produce the expected U-shaped function: in fact, when comparing the click through
rate and the length of the user’s visit to the original source we obtained a remarkable result.
The overall time users spent on the original article’s web site had a U-shaped relationship
with the snippet length: while shorter snippets produced more click-throughs, users then
spent less time on the original content’s web-page than did those who clicked through from
longer snippets. (More detailed results were presented in the paper outlined in Table 7).
Table 7 Second snippet length manipulation
Title

Attention Allocation in Information-Rich Environments: The Case of
News Aggregators

Abstract

News aggregators have emerged as an important component of digital
content ecosystems, attracting traffic by hosting collections of links to third
party content, but also causing conflict with content producers.
Aggregators provide titles and short summaries of articles they link to.
Content producers claim that their presence deprives them of traffic that
would otherwise flow to their sites. In light of this controversy, we conduct a
series of field experiments whose objective is to provide insight with
respect to how readers allocate their attention between a news aggregator
and the original articles it links to. Our experiments are based on
manipulating elements of the user interface of a Swiss mobile news
aggregator. We examine how key design parameters, such as the length of
the text snippet that an aggregator provides about articles, the presence of
associated photos as well as of other related articles on the same story,
affect (a) a reader’s propensity to click on an article, (b) the amount of time
that the reader spends on that article after clicking, and (c) the amount of
time the reader spends on the aggregator. We hope that our results can
help aggregators and content creators optimize their relationship for the
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benefit of both parties.

Theoretical

Attention, early selection theory

foundation
Methodology

Field experiment, 2,163 users, 2 weeks duration

Conclusion

Reading time. Conditional on clicking-through, reading time exhibits an
inverse U-shaped relationship with snippet length: reading time increases
when snippet length increases from 98 to 294 characters and decreases
when snippet length reaches 343 characters. As expected, reading time
increases with the length of the article.

Conclusion
This thesis is composed of a cumulative set of multiple field studies – its general aim (and
that of our related studies) is to investigate the relatively new phenomena of users’
consumption of content on mobile devices such as smartphones. The first part of the thesis
is dedicated to the set-up of our field experiments, in which we define the main
technological elements and infrastructure on which we build our experiments. As part of
this experiment set-up phase, we published a paper aiming to help developers to identify
the most attractive and convenient mobile framework on which they could develop
applications by evaluating the fit of eight criteria we suggest as the most appropriate.
Having set in place the technical infrastructure required to execute large mobile field
experiments, we first ran an experiment in collaboration with a large local telecoms
organization which aimed to test how facilitating access to data about their call charges
might influence user behavior. Specifically, we tested whether providing customers with
real time access to details of their current telecoms expenditure might lead them to make
fewer calls, and thus lower the telecom company’s income. The experiment showed that
introducing this technology made no such difference, but that customers found the app
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very valuable in allowing them to monitor their expenses (as did participants in a
companion experiment run with an Internet/cable TV provider). The second experiment
represents the major part of this thesis, and produced 3 papers. Its scope was to determine
how customers’ latent privacy fears might influence their consumption of mobile content.
To address this question, we first developed a new technology allowing content targeting to
be performed without customers’ information having to be collected and sent to a third
party. This privacy-safe content targeting technology has been patented and a conceptual
paper published that describes its functioning. We set up a large field experiment based on
this self- developed technology to test customers’ privacy fears, and our results show that
customers are more willing to use a mobile application when their privacy is protected. The
third and last experiment focuses on the manipulation of the content distributed over
mobile devices. We developed a mobile news aggregator app. to measure the relationship
between amount of information disclosed and the level of users’ consequent engagement
with the original news stories. In this specific case, our results indicate a significant U shape
relationship between a snippet’s length and the time users who accessed them via the
associated links spent reading the original news content.
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ABSTRACT
Technological advancements and market competition in the smart
phone business are becoming more evident. In this article, we
examine the decisional deliberation of the mobile application
operating system (OS), to epitomize the development of the smart
phone technology and its market. Specifically, we consider the
OS vendor’s market strategy, the preferences of individual and
corporate buyers and the inclinations of mobile application
developers in general when making decisional choices for OS
adoption. It is through this analysis of the various factors and their
current developments that we seek to inform organizational
managers and/or individual developers on choosing the
appropriate smart phone OSs. In order to evaluate the smart phone
OSs we present a benchmark method based on six dimensions,
namely: security, individual and organization buyer choice,
market growth, ease of implementation and net revenue.

Categories and Subject Descriptors
K.6.3 [Management of Computing and Information Systems]:
Software Management – software selection.
D.2.9 [Software Engineering]: Management – cost estimation,
productivity, copyrights.

General Terms
Management, Human Factors, Legal Aspects.

Keywords
Smart phone, operating systems, market development, mobile
commerce, buyer’s choice, market growth potential, security

1. INTRODUCTION
Having researched on and developed mobile applications for
several years, we are fortunate to have witnessed the emergence
and growth of the smart phone and the competition among the
smart phone manufacturers and advocates in competing for
market dominance. What is a smart phone? The smart phone is a
handheld device that offers advanced capabilities like e-mail and
Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that
copies bear this notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to redistribute to lists,
requires prior specific permission and/or a fee.
ICEC’10, August 2–4, 2010, Honolulu, Hawaii, USA.
Copyright 2010 ACM 1-58113-000-0/00/0010…$10.00.
.

Internet access beyond a typical mobile phone. Smart phones, as
defined by the CTIA (Cellular Telecommunication Industry
Association), are “wireless phones with advanced data features,
and often, keyboards. What makes the phone ‘smart’ is its ability
to manage and transmit data in addition to voice calls.”[3]. For
instance, a smart phone today could be used to locate an
individual and navigate through unfamiliar terrains and places
using the Global Positioning System (GPS) service. In this article,
we seek to make sense of the different types of smart phone
operating systems (OSs) available so as to offer informed
considerations for and recommendations to smart phone
application developers keen to enter this market, and researchers
who are interested to study this technology. A smart phone
application developer could be the manufacturer of the device, the
network operator, or any other third-party software developer.
Previous research (Chang and Chen 2005[1] and Keijzers et. al.
2008[2]) in smart phone client platform evaluations highlighted
the need to provide a list of requirements and recommendations in
order to benchmark the available solutions. It is through this lens
that we seek to inform Information Systems (IS) researchers on
the development of the smart phone industry by analyzing the
market evolution, the available mobile application development
frameworks; and by reviewing multiple consumer surveys, we
seek to extract common dimensions allowing the comparison and
benchmarking of the smart phone operating systems.
The smart phone is becoming increasingly available in the market.
It is rather popular with demanding consumers who expect greater
functionalities. Indeed, the smart phone market is expanding
rapidly and new devices are constantly appearing on the market.
According to a Gartner Inc. report, the worldwide sales of smart
phones reached 32.2 million units in the second quarter of 2008,
marking a 15.7% increase from the second quarter of 2007[4].
A smart phone has at least two “processors”, one dedicated for
voice and data transfer (sms/IP/etc.) over the cellular network and
the other one assigned to run the smart phone’s operating system
(OS). The operating system is the core software running on the
smart phone. Its task is to manage the phone hardware and
resources. The operating system also provides an interface called
Application Programming Interface allowing third parties to
develop native applications to run on the smart phone. Most of the
smart phone OSs offer the ability to dynamically and easily (one
click operation) install new native applications in contrast to
regular phones that may only support sandboxed or middleware
applications. Mobile phone manufacturers are introducing their
respective smart phone OSs, e.g., Symbian by Nokia or iPhone
OS by Apple, and so are the new players entering the market, e.g.,
Android from the Open Handset Alliance.

The rest of this article is organized as follows. First, we seek to
gain a good understanding of the history and evolution of the
smart phone market (Section 2) and of the various types of
applications running in a smart phone (Section 3). Next, we
examine the dynamics of the smart phone OS market by
triangulating from the perspectives of the vendors, the buyers and
the developers (Section 4). Lastly, we build on the cumulated
knowledge about the market dynamics to propose an approach to
evaluate a smart phone OS. It is our goal that, through this
evaluation approach, we can assist developers to make
information decisions and researchers to draw inferences based on
our evaluation of the mobile application research opportunities.

2. THREE PERIODS OF GROWTH
The evolution of the smart phone market can be
characterized by three periods. From the 1990s until 2007, several
key international mobile companies set the foundations for the
development of the modern smart phones. For instance, in 1996,
Nokia launched the Communicator and brought many innovations
in this field, such as color screens, cameras, WiFi, and the
integrated global positioning system (GPS) chip. In 2002, RIM
released the first smart phone optimized for wireless e-mail. One
year later, Microsoft released a smart phone OS. Despite these
technological initiations, the smart phone market was
predominantly for the corporate users and less for the endconsumers, i.e., the market was quite contained until 2007.
In 2007, Apple launched the first generation of the now wellknown iPhone. The iPhone is designed for the mass market, i.e.,
for both private as well as corporate users (till version 3.0 iPhone
OS was more adequate for private than corporate customers). It
defined the new quality standard in smart phones, such as the high
resolution touch screen. Shortly after the launch of the iPhone,
other manufacturers followed suit and the smart phone market
peaked. The OSs of the smart phones were and are still however
relatively incompatible with one another, i.e., there is no standard
of interoperability across OSs.
An exciting breakthrough was the emergence of the Google
Android in October 2008. By virtue of being free and open source
software, Android can be adopted by any smart phone
manufacturer (e.g. Motorola). Does this mean organizations and
individual developers of smart phone applications should aim to
develop their applications for Android? Or should applications be
developed for the OS of each and every smart phone? We argue
that there is a need to target the OS of a particular smart phone
and in order to make such a decision, it is important to understand
the implications of the smart phone OSs in the present and future
contexts.

3. THE NEED TO TARGET A SMART
PHONE OS
There are three distinct types of smart phone applications:
web-based, middleware-based and native-based applications.
A web-based application consists of a local web engine (a web
browser) and a web page with a look-and-feel similar to the smart
phone user interface. Web applications can easily be implemented
and are very portable across devices. However they can only
profit from a very limited set of features since they do not use the
local resources of the smart phone, such as the GPS, Bluetooth
access, and etc. It has to be noted that in the future with the

introduction of the new HTML standards new features will be
introduced such as geo APIs.
A middleware application is slightly more advanced. Like webbased applications, middleware such as JavaFX[5] allows users to
instantly port the applications in a variety of smart phones as soon
as they are developed. However in order to execute these
applications in various smart phone devices, the JavaFX
middleware has to be present on the OS of the smart phone. It is
also important to note that applications developed for middleware
can only profit from the standard set of features (i.e., the common
features available in various smart phones). Some very specific
and recent features of the OS of a particular smart phone might
only be used by native applications. In respect to this claim we
cite here an extract of a April 2010 Steve Jobs’s letter: “We know
… that letting a third party layer of software come between the
platform and the developer ultimately results in sub-standard apps
… developers … can only take advantage of platform
enhancements if and when the third party chooses to adopt the
new features.”.
Native applications are the most powerful among the three
types of applications. They are directly linked to the Application
Programming Interface (API) of the OS of a smart phone. The
OS, (e.g., Nokia’s Symbian), is the core software running on the
smart phone. It provides an interface, i.e., the API, which allows
developers to develop applications that can natively run and
interact with the smart phone OS. The API of one OS differs from
other OSs, causing a smart phone application natively running on
one OS to be non-executable in another OS. Owing to this
limitation, an organization or an individual developer often needs
to decide for which OS an application has to be developed.
Developing an application for all available OSs would be too
expensive and time consuming and eventually decrease the
potential value of a smart phone application resulting from the
rampant introduction of smart phone applications. Here, we seek
to facilitate the decision-making process by highlighting three
pertinent considerations, namely, the OS vendor’s market
strategy, the individual and corporate buyers’ preferences, and the
inclination of the mobile application developers in general.

4. MARKET DYNAMICS OF THE SMART
PHONE OS
Our review of the market suggests that there are six
dominating OSs, namely, Symbian, iPhone OS, RIM OS, Window
Mobile, Linux (Android is included in the Linux set), and Palm
OS. Competition among the OS vendors is keen, notably the
intense competition between Apple and Nokia [6]. Among the six
dominating OSs, Apple’s shipment share only accounted for 3.6%
back in the third-quarter of 2007. However, the shipment share of
Apple soared to 17.3% one year later. The relatively late
newcomer appears to have commanded a significant marginal
increment in market share within a very short time span.
Behind the apparently stiff competition in the smart phone market,
there seems to be a new ecosystem. The smart phone OS
producers allow third party software developers to profit from
selling applications especially developed for the phone. The OS
producers will then benefit by making the smart phone more
attractive for customers by providing a multitude of native
applications. This new ecosystem has allowed marginal actors
such as third party application developers to participate in the
mobile communication market.

Apple has been very successful and has been able to amass
impressive outcome from this ecosystem. More than 100,000
applications have been developed for the iPhone with new
features and capabilities added regularly. On the other hand,
application developers have consistently gained from the
ecosystem by selling applications in a euphoric market. An
example of a company that has benefited from this market
dynamics is Smule[7], a start-up company. Smule launched
Ocarina, the first musical instrument created for iPhone.
According to Dr. Ge Wang, the founder of Smule, “The product
made hundreds of thousands of dollars in its first month.” In the
first five months, nearly 700,000 people bought the Ocarina
application [8]. However, even if the ecosystem has proven to
work well, Smule is an exception in a plethora of third party
application developers trying to make a fortune. Thus, while the
market dynamics of the smart phone OSs introduced a new
ecosystem to allow third party application developers to access
the market, being successful in a highly competitive market is a
difficult achievement. In the next section, we highlight three
important factors to consider in order to increase the chances of
success.

4.1 Factor 1 – OS vendor’s software market
strategy
From a developer’s perspective, the OS vendor’s business
and software marketing strategy largely determines 1) the
interoperability possibilities of the application between different
proprietary solutions, 2) the ease of developing and testing, and 3)
the hardware market availability. To better understand these
concerns, we review three examples.
The unique characteristic of the Android OS being an open source
is that any smart phone manufacturer can openly adopt the
Android OS. Furthermore the Open Handset Alliance that
supports the Android OS provides a free software development kit
(SDK) to developers to encourage them to create applications for
Android. While in 2008, only one smart phone was running the
Android OS, (the T-Mobile G1) [9], one year later, more than five
smart phone models with the Android OS were available in the
market. Consequently, testing the applications for the Android OS
in every smart phone adopting the OS is critical. The Android
SDK provides a generic Android equipped smart phone emulator.
While a developer for example, could adjust the look-and-feel of
his/her application according to the emulator screen size, some
real smart phone devices may have different screen sizes,
resulting in the poor display of the application in a real scenario.
Apple has adopted a vertical software market strategy because
Apple OS only runs on the Apple smart phone, i.e., the
iPhone[10]. While limiting the possibility of collaboration with
other smart phone manufacturers, it enables Apple to maintain a
more stable and reliable framework since the OS is conceived to
run on a precisely defined hardware. To the application
developers, this means that they do not need to be concerned
about the hardware thus simplifying the development and testing
processes. The simulator provided by Apple is very similar to the
iPhone, which is manufactured by Apple, especially for the lookand-feel. If a new iPhone model with a different screen size is
launched, the emulator would be adapted accordingly and in
advance.
In contrast to Apple, Symbian adopts a horizontal software market
strategy where Symbian Foundation produces the OS to be ported

to any compatible smart phones, which are manufactured by third
party manufacturers such as Nokia, Sony-Ericsson, etc. The OS
however is not an open-source system. Nevertheless, the
advantage of this strategy is that the Symbian OS is available on
different types of hardware and has enormous potential for market
growth. The disadvantage is that the developer has to check the
availability of the required features in various Symbian devices. It
is important to note here that not all hardware fully supports the
Symbian OS potential, e.g. although the Symbian OS provides an
API for GPS, not all Symbian equipped smart phones have GPS
chips.
It is important to note at this point that there are three main
software market strategies: open source, horizontal, and vertical.
To illustrate these strategies, we choose three main mobile OS
vendor companies as concrete examples to highlight the
differences between the OS market strategies. While an open
source platform principle offers the greatest flexibility and the
widest possibility of integration and collaboration, a vertical
market strategy could reduce the application developer’s
overheads because the developer does not need to manage the
‘heterogeneity’ of the hardware. In other words, although the
smart phone OS that adopts horizontal or open source platform
principles has the highest market growth potential because the
OSs are available in more than one smart phone, the developer’s
overhead is the highest because of the need to adapt the
applications to multiple hardware devices. Testing and profiling
phases have to be administered on multiple hardware devices and
a list of compatibility issues has to be dealt with.

4.2 Factor 2 – Buyer’s choice
Besides understanding the market strategy of the OS
vendors, the developers should also be aware of the type of smart
phone device that is of the greatest interest to their target buyers.
There are two main categories of target buyers, i.e. the individual
end-consumer and the corporate consumer.
The individual end-consumer’s choice: The individual endconsumer is a person who wants to buy a smart phone for his
personal use, e.g., for storing personal information or for
entertainment. For application developers developing applications
(such as gaming applications) for individual end-consumers, the
end-consumer’s perception of the smart phone is important
because if he or she is not interested in the smart phone device,
they will not even take a look at the available applications of the
particular device. In November 2008, J.D. Power and Associates
surveyed 1388 wireless customers [11] and observed the
following ranking of importance (in descending order): 1) Internet
capability, 2) ability to use email, 3) overall design, 4) Bluetooth,
and 5) keyboard style. The association also stressed that the endconsumers were most satisfied with the iPhone[10], followed by
the BlackBerry[12]. As satisfied consumers beget more
consumers, this is another important indication of the type of
smart phone device that the developers may want to focus on
when developing applications for end-consumers. It is important
to note here that however, these findings may not be applicable if
the target buyers of the applications are corporate consumers.
Corporate buyer’s choice: A corporate consumer is an
organization who wants to buy a smart phone for its employees as
a working tool. The company’s perspective and concern in
choosing the smart phone device for its employees are important
for developers who intend to develop applications, such as mobile

intranet applications, for corporate buyers. Security is of the
utmost importance when a corporate consumer is selecting a smart
phone device for its employees. This is especially crucial if the
smart phone device needs to be integrated with the IT
infrastructure of the company. A survey distributed by the
InformationWeek journal to 250 IT experts confirmed the security
concern of the corporate consumers as well as revealing four other
concerns in selecting a smart phone device for corporate use [13].
Specifically, in the report, it ranked the importance of the
concerns thus (in descending order): 1) security, 2) IT
manageability, 3) easy integration, 4) applications available, and
5) wireless email. The implication of these results for developers
of corporate applications is that when choosing a smart phone OS,
they must at the very least focus on the overall OS security as well
as the basic security features made available by the OS, such as
cryptography and secured protocols like https or the ability to
remotely lock or erase the content of the device. In addition, one
needs to be concerned about the ease of managing and integrating
the smart phone device so that it is compatible with the firm’s IT
infrastructure. For instance, the widespread adoption of
BlackBerry by corporate consumers was the result of BlackBerry
being the first device that integrated the Microsoft Exchange
emailing system and enabled pushed e-mail.

4.3 Factor 3 – Other Developers’ inclinations
Having discussed the OS vendor’s software market strategy
and the individual and corporate buyers’ preferences, we next
discuss the inclination of the mobile application developers in
general. Regardless of the market strategy and the target buyers’
inclinations, other developers have several concerns when
selecting a smart phone OS to develop. First, the quality of the
SDK, which is the development framework of the smart phone
OS. The SDK is as a set of development tools that allows a
developer to create applications for a certain software package
and hardware platform. SDKs differ in terms of their
programming code languages, their libraries and API support.
Provided libraries should be carefully inspected, not all OSs
provide the same bunch of functionalities and this may limit or
even makes the implementation of an application not possible. As
concrete example we mention “Credit Card Terminal”[14] a
mobile commerce application that allows transforming a smart
phone into a credit card terminal. For such a kind of application
security is the utmost important feature. In order to guarantee a
minimum-security level the OS has to provide security libraries in
order to perform secured transactions and store sensitive data in a
protected end encrypted environment.
SDK also differ in terms of their tools such as hardware
emulators, as well as tracing and profiling instruments. Each SDK
comes with an attached license, which could limit the
development and licensing freedom of the applications built with
the SDK. The SDK also provides built-in libraries, code
examples, and documentation. When selecting a smart phone OS
to develop for, it is important that the organization or individual
developer agrees with the SDK licensing rules which may limit
the application design, creativity and the future net revenue.
It must be noted that application developers are concerned with
the revenue model. This aspect is especially related to
independent developers who aim to profit from their developed
applications. The most common features of revenue models are:

•
The offering of online advertisement spaces and the
generating of revenue from the advertisers
•
The building of an application for a third party and the
earning of a commission
•

The selling of services to users through the application

•
The licensing for application usage. In 2008, the
licensing revenue model gained popularity due to the advent of
application stores such as the Apple App Store. Smart phone OS
vendors introduced their application stores to entice independent
developers to develop applications for their OSs. This application
store is an easy way for developers to license their developed
applications and earn revenue from the licensing fees. The
following are four currently available OS vendors’ application
stores:
The Android’s application store platform is known as the Market
[15]. Applications developed for Android can be licensed through
this platform with a registration fee of $25 and a transaction fee
corresponding to 30% of every license sold.
The Apple iPhone’s application deployment framework is known
as App Store [16]. A developer needs a license to upload his
application in App Store. The developer’s license costs $99 per
year. Similar to Android’s Market, Apple’s App Store earns 30%
of every license sold.
RIM’s BlackBerry App World [17] which was launched in April
2009, is the latest application store. In contrast to Android’s
Market and Apple’s App Store, developers need to pay an
administration fee of $200 in order to submit as many as ten
applications to BlackBerry’s App World.
Nokia’s Ovi [18] application store offers a 70% revenue share and
requires a 50€ registration fee.
With the exception of the BlackBerry App World, the revenue
models of the application stores are similar, and based on shared
revenue of 70/30% between the application developer and the
store owner. Each store has its terms and conditions. These do
affect the developers’ net revenue and also the acceptance or
declination of publishing an application on the store. For example,
the Skype iPhone application is limited to allowing phone calls
only over the wifi networks [19] because consumers: “May not
have Voice over Internet Protocol (VoIP) functionality using the
cellular network”

5. EVALUATING THE SMART PHONE OS
– THE SIX DIMENSIONS
Building on the three-factor analysis, we next propose a tool
that could be used to assess an OS. We conceive a “fitness” (or
“attractiveness”) of an OS to manifest in six distinct dimensions.
They are 1) the corporate buyer’s choice, 2) the individual
consumer buyer’s choice, 3) the OS vendor’s market growth
potential, 4) ease of implementation, 5) application store net
revenue, and 6) security. The dimensions are gradients with
values ranging from 0 (lowest) to 6 (highest). Figure 1 depicts a
radar chart used to graphically represent the six dimensions (see
Figure 1). Each candidate (i.e., smart phone OS) is evaluated and
a radar chart is computed. The same dimensions are also used to
represent the application developments needed in order to
compute the “requirement chart”. The OSs charts are then
compared with the requirement chart to establish the best fit.

Figure 1. Six dimensions, example of requirement chart
The first two dimensions, i.e., the corporate buyer’s choice and
the individual consumer buyer’s choice, are related to the buyer’s
choice (i.e., Factor 2). The buyer’s inclination to choose a smart
phone is quantifiable through the cross comparisons of the buyer’s
wants and the device’s feature provisions. The greater the match
between the feature demanded and supplied will lead to a higher
scored value.

Figure 2.
Individual
customers’ choice dimensions

consumers

and

corporate

Figure 3.

OS vendor’s market growth potential

The ease of implementation, the fourth dimension, is related to the
developer’s inclinations as well as the terms and conditions
associated with the Software Development Kit (SDK). Terms and
conditions can limit the freedom of development by restricting the
domain of application or variety of functionality (hence, the
dimensional value of zero). Being familiar with the SDK would
be important, especially in the situation where the development
team is large. It is also to be noted that the vendor software market
strategy also plays a role in the complexity of evaluating the
performances of a developed application on a device with a single
or more candidates. A vertical market strategy combined with a
very well known smart phone OS SDK should be interpreted as
the one with the highest value for the ease of implementation
dimension (Figure 4).

The assessment of the third dimension, i.e., the OS vendor’s
market growth potential, is based on the actual and future
availability of the product on the market (see Figure 3). If an OS
is not present on the targeted market and/or no future launch is
anticipated or planned, the growth potential dimension value will
clearly be relatively low. On the other hand if the OS has already
acquired a large market share and/or its vendor software market
strategy implies a large growth potential, the dimensional value
should be very high.

Figure 4.

Ease of implementation dimension

The application store’s net revenue, the fifth dimension, does not
evaluate the future revenue of the application but the ratio
between the licensing gross income and the final net revenue. The
most common method of generating income with mobile
application development is by selling the applications in the
application stores. This mode of selling often results in the
revenue being shared between the developer and the store-holder
(with 30-70 sharing in most cases), or the developer enjoying only
publishing costs. When selling costly applications that involve a
long maturation process, the shared revenue models could
dramatically reduce the sustainability of the future development of
the applications. This dimension identifies how profitable
(expected) an application developed for a specific OS would be
(Figure 5).

experience. The mobile application will offer an additional
service to the merchant’s customers. The application will allow
them to distribute mobile coupon discounts to customers and
inform them of the most attractive offers.”
Considering the scenario, we estimate the dimensions as follows:
The application is obviously more suitable for private than
corporate consumers (corporate choice = 0) (consumer choice =
6). It has to be swiftly and easily implemented to avoid investing
in too many resources in a prototype development. However, the
quality of the software has to be controlled in order to get a
representative evaluation of the application potential (ease of
implementation = 6). The net revenue is negligible since usually
such an application is distributed without charge (net revenue =
0). The security dimension is secondary since no sensitive data are
treated, however we want to ensure that our application is
retrieving the discounts from an authenticated server (security =
2). By evaluating the six dimensions correspondently to the future
application needs the “requirement chart” (Figure 1) can be
computed. It is to be noted that a better fit is achieved when there
is more overlapping between the requirement chart and the
evaluation chart of a specific smart phone OS.

6. CONCLUSION

Figure 5.

Application store net revenue dimension

The OS’s security mechanisms are the sixth dimension. APIs and
features available on the OS in order to secure local data or
transactions operated by the smart phone. This dimension is
mostly relevant for corporate applications, bur not only. Also
security sensitive applications for individual customers such as
mobile payment applications should consider and benchmark this
last dimension (Figure 6).

This article provides guidelines to developers of mobile
applications in selecting the smart phone OS for developing their
applications. We propose to consider the OS vendor’s market
strategy, the choices of individual or corporate buyers; and the
inclination of the mobile application developers in general. It is to
be emphasized here that although there could be many other
factors that a developer could consider, we believe that the three
factors presented, followed by the six dimensions, are the most
critical ones. We successfully tested our benchmark scheme by
applying it to our accumulated know-how (e.g. previously
developed mobile applications). We believe a comprehensive and
up-to-date analysis of the proposed three critical factors coupled
with a careful evaluation process following the proposed schemes
could inform a decision on the appropriate smart phone OS for
developing an application. Toward this end, we hope this article
will generate interest in this field of investigation.
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Abstract
A paradox exists between allowing customers to gain knowledge of their detailed
spending in real time and maintaining (or increasing) the telecom provider’s revenue.
Awareness of how much they have spent before the end of the month assists
customers in controlling their expenses. If customers begin to control their expenses,
the revenue of telecom providers could be affected. However, if a telecom provider
denies customers the right to check their spending in real time, they might switch to
another telecom provider providing such a value added service. Collaborating with a
telecom operator in a European country, we developed a mobile bill management
application and collected the data of subscribers’ application usage behavior and
monthly phone bills. Building on the mental accounting theory, this study investigates
whether subscribers’ usage frequency of the mobile bill management application
affects the telecom operator’s revenue. Findings of this study offer valuable
theoretical and practical implications.

Keywords: Bill management application, mobile application, monthly phone bills,
mental accounting theory
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1. Introduction
Mobile phone customers with subscription plans need to pay their mobile phone bills
monthly. The mobile phone bill consists of two types of expenses, i.e., the
subscription fee and extra charges. The subscription fee is a flat fee which customers
have to pay monthly. By paying this subscription fee, customers can enjoy a package
that may include a specific quantity of data usage, SMS (Short Message Service),
and/or phone calls. The extra charge is the amount that subscribers should pay for
additional data usage, SMSes, phone calls, and other expenses (e.g. calls to special
numbers) beyond their offered package. Subscribers receive bills at the end of each
month and pay them subsequently. Sometimes, subscribers may receive a sudden
increased monthly bill for such a post-paid telecom service. According to a survey
conducted by the FCC (Federal Communications Commission), more than 30 million
users in the U.S., i.e., around 1 in 6 mobile users, have experienced “bill shock”
related to a sudden increase in their monthly bill (Horrigan and Satterwhite 2010). In
addition, the FCC receives thousands of complaints yearly about mobile phone “bill
shock” (Gurin and Horrigan 2010). In fact 88% of those who had “bill shock” said
their telecom providers did not contact them after their bills had suddenly increased
and 84% said their telecom providers did not contact them when they were about to
exceed their allowed phone call minutes, SMSes, or data consumption (Horrigan and
Satterwhite 2010). Since no subscribers desire to receive a shocking unaffordable bill,
they may be interested in checking their spending before the end of the month to see
whether they have used up the package (data, SMS, etc.) and how much they have
already spent. In this way, they can then decide how much to spend for the rest of the
month.
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Most telecom operators offer call center or SMS services for customers to check their
account balances. However, knowing only the account balance information may be
insufficient. Moreover, it is a time-consuming and complicated task for subscribers to
make a phone call to customer support or send an SMS and wait for the responses. A
better value-added service should provide instant detailed information such as recent
costs, package usage, and previous months’ expenses. Some companies have already
provided solutions for telecom providers, in particular, the bill management
application1. A bill management application facilitates the checking of subscribers’
bills anytime and anywhere. Subscribers simply need to access the bill management
application on their mobile phones to check the details of their spending in real time.

While the application can increase customers’ satisfaction, not every telecom provider
may desire to provide such a value-added service. This is mainly because there could
be a paradox between allowing customers to know their detailed spending in real time
and maintaining (or increasing) the telecom provider’s revenue. Awareness of how
much they have spent before the end of the month should help customers in
controlling their expenses. However, if customers begin to control their expenses, the
revenue of the telecom provider could be affected. For instance, a subscriber, on
discovering that his or her bill is unusually excessive, may endeavor to curb the use of
the mobile device for the remainder of that month. If a considerable number of
subscribers adopt this cost-cutting measure, it may significantly reduce the telecom
operator’s revenue. The main objective of this study is to examine this paradox by
aiming to answer the question: Does the usage of the bill management application by
subscribers affect the telecom operators’ revenue?

1

http://www.volubill.com/rep-solutions/rub-bill_shock_management.html
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By way of answering the above question, we draw on the mental accounting theory to
investigate subscribers’ usage behavior of the bill management application. In the
following section, we will explain the mental accounting theory and its relevance to
our study.

2. Theoretical Background and Hypotheses Development
The theory of mental accounting was first introduced by Thaler (1980, 1985) and
refers to the processes that people put in place in evaluating their financial outcomes.
Tversky and Kahneman (1981) proposed mental accounting as a decision framing
process in which people form accounts containing the advantages and disadvantages
of a financial event. Mental accounting has been used to explain many financial
phenomena, such as violations of the principle of fungibility in investigations on
savings behavior (Shefrin and Thaler 1988), loss aversion behavior during investment
(Barberis and Huang 2001), as well as debit/credit and payment issues. Ranyard and
Craig (1993, 1995) proposed a dual mental accounting model (i.e., of total accounts
and recurrent budgets periods accounts) to illustrate how consumers perceive and
evaluate installment credit. In that study on installment credit, total accounts
comprise the amount borrowed and the total interest charged, while the recurrent
budgets period accounts refer to recurrent monthly incomes and items of expenditure,
including installment credit repayments (Ranyard and Craig 1995). The researchers
suggested that customers should take both accounts into consideration when
considering installment credit options. Prelec and Loewenstein (1998) proposed a
double-entry mental accounting theory to describe the reciprocal interactions between
the pleasure of consumption and the pain of paying. In their study, they found strong
debt aversion behavior on the part of customers who preferred to prepay for their
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consumption since they could enjoy the consumption without considering the need to
pay in the future.

Telecom customers are likely to make sure that the expenditures of their monthly
phone bills do not violate their monthly budget constraints. They could have mental
budgets that are the fixed amount allocated to their monthly phone bills (Prelec and
Loewenstein 1998). If the expenditures of their phone bills have already exceeded
their mental budgets before the end of the month, they would intentionally control
their expenses for the rest of that month. In addition, customers’ debt aversion
behavior for post-paid services undermines the pleasure of consumption which
restrains customers from further spending for the rest of the month (Prelec and
Loewenstein 1998). If customers realize that they are spending much less than their
mental budgets before the end of the month, they could be under the impression of
saving some money (or gains) for the current month. As customers are more likely to
respond to perceived changes than to absolute levels, the money they “saved” feels
like “credit” which they could spend for “free” (Thaler 1985). Consequently, these
customers will better enjoy further consumption and readily spend the “free credit”
until it reaches their mental budget. Note that the awareness of “under-spending” or
“over-spending” depends on whether customers have access to the information of
their current spending. By using the bill management application, customers are
aware of their current spending throughout the month and thus are better able to
manage their expenses to meet their mental budget. For instance, when customers
realize in the middle of the month that they have spent much less than their mental
budget, they may increase their spending. Nearer the end of the month, when
customers realize that their spending is close to exceeding their mental budget, they
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may reduce their spending to make sure that it does not exceed their monthly mental
budget. The bill management application hence allows customers to better maintain
their total monthly bill (not necessarily reduce or increase it) to be within their mental
budget and it is acted as a debiasing tool to help customers make better usage
decisions according to their mental budgets (Fischhoff 1982). Accordingly, we argue
that the frequency of using the bill management application to check the current
spending will not affect customers’ total monthly bill. Thus we hypothesize:
H1: The frequency of the telecom subscribers’ use of the bill management application
has no effect on their total monthly bill.

The subscription plans include free quotas of services such as phone calls, SMSes,
and data. By using the bill management application, subscribers can check how much
of the free quotas offered in their subscription plans have been used before the end of
the month. Unused free phone calls, SMSes, or data at the end of the month are
deemed as “losses” since customers pay the prescribed subscription fee each month.
Maximizing consumption of this “free” service could generate more pleasure for
subscribers (Thaler 1985; Prelec and Loewenstein 1998). As a result, if subscribers
check their current spending via the bill management application and find there is still
unused data quota, they are likely to use them up before the end of the month. The
more frequently they check the consumption level of their free data quota, the more
likely are they to try maximizing the consumption level before the end of the month.
Thus we hypothesize:
H2: The frequency of the telecom subscribers’ use of the bill management application
has a positive effect on their consumption level of the free quota (phone calls, SMSes,
or data) that is in their subscription packages.
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Besides the subscription fee that may includes free phone calls, SMSes, and/or data
quota, subscribers also need to pay for the additional consumption of those services.
Referring to the theory of mental accounting, there is a high tendency for subscribers
to compare their current expenses with the mental budgets of their mobile phone bills.
If the current spending already exceeds their mental budgets, they will intentionally
control their additional consumption of phone calls, SMSes, and data for the rest of
the month. If their current spending is less than their mental budgets, subscribers may
spend more since the money they “saved” is deemed as “free credit”. By using the bill
management application, customers are aware of their current consumption level of
the “pay-per-usage” services, which in turn allows them to better maintain their
consumption level (not necessarily reduce or increase it) to be within their mental
budgets. Hence we hypothesize:
H3: The frequency of the telecom subscribers’ use of the bill management application
has no effect on their consumption level of the pay-per-usage services that are not in
their subscription packages.

3. Research Methodology
Collaborating with the biggest telecom operator in a European country, we developed
a mobile bill management application which enables customers to check their mobile
phone bills anytime they wish to. The application can be installed from the Apple app
store without cost. The mobile bill management application makes it possible for the
subscribers to monitor their current expenditures (phone calls, SMSes, data
consumption, etc.). It also allows the subscribers to check their bills of the last six
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months as well as the details of the last 10 transactions. Figure 1 shows the interfaces
of the mobile bill management application.

Figure 1. Screenshots of the Mobile Bill Management Application

The data was collected for 14 months; from May 2010 to June 2011. By June 2011,
the application had been used 881,287 times. With permission from the telecom
operator, we anonymously collected the following information of the subscribers who
had installed the application:
1. Their four monthly bills before the month when they installed the application;
2. The number of times they launched the application each month up to the ninth
month (excluding the month when they installed the application);
3. Up to nine monthly bills after the month when they installed the application .
Figure 2 illustrates the data collected for this study.

Figure 2. Data Collection Schema
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For the hypotheses analysis, the data is split into two sets. The first dataset contains:
1) four monthly bills before the month the application was installed, 2) four monthly
bills after the month the application was installed, and 3) the application usage
frequency (the number of times the application was accessed) during these four
months. This dataset is used to investigate the first hypothesis, i.e., whether the usage
frequency of the mobile bill management application affects subscribers’ total
monthly bills. There are 1,271 subscribers that meet the requirements of the first
hypothesis testing, which can be grouped into three groups based on their subscription
plans (see Table I). Note that the subscription plan varies according to the free data
quota included in the plan. There is no free phone call or SMS quota for all three
subscription plans.
Table I. Subjects Grouping based on Their Subscription Plans
Subscription Plan Name

Type

Subscription
Fee

Number of
Subjects

Small data plan (1)

100 MB of data included

$25.-

314

Medium data plan (2)

250 MB of data included

$35.-

868

Large data plan (3)

1GB of data included

$55.-

89

The second dataset is a panel data that contains: 1) monthly bills after the month the
application was installed (ranging from two to nine monthly bills), 2) the application
usage frequency (the number of times the application was accessed) during the two to
nine-month period. This dataset is used to investigate the second hypothesis, i.e.,
whether the usage frequency of the mobile bill management application affects
subscribers’ monthly consumption level of their free data quota that is within their
subscription packages (herewith referred to as free services). This panel dataset will
also be used to investigate the third hypothesis, i.e., whether the usage frequency of
9

the mobile bill management application affects subscribers’ monthly consumption
level of phone calls, SMSes, and data that are not within their subscription packages
(herewith referred to as pay-per-usage services). The subscription plans shown in
Table I are used as a control variable for these analyses.

Besides the subscription plan, we also need to control for the seasonality effect, i.e.,
subscribers may make more phone calls or send more SMSes in some months, and
less in some other months. To mitigate this effect, we divide subscribers’ monthly
bills by the average bills of all subscribers in that month. In addition, since we want to
measure whether the application usage frequency affects the subscriber’s
expenditures, we remove the amount of subscription fee from the bills. Thus, each
subscriber’s normalized bill amount for month i is calculated as follows:

There are three dependent variables in the study. First, the total bill saving, which is
measured as the difference between the average normalized bills four months before
the subscribers installed the application and the average normalized bills four months
after they installed the application. The duration of four months before and after the
application installation was decided upon consultation with the telecommunication
provider with whom we collaborated for the research. The rationale of selecting four
monthly bills before and after the application installation is to avoid short-term
variations due to random effects. If the average normalized bills four months before
the subscribers installed the application is larger than the average normalized bills
four months after they installed the application, saving = 1. Otherwise, saving = 0, as
shown in the formula below:
10
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The second dependent variable is the free data quota that was not used at the end of
each month (data_unused). The three different subscription plans give free 100MB,
250MB, and 1GB national data monthly quotas accordingly. National data
consumption refers to data consumption within the country. This dependent variable
is utilized for testing the second hypothesis.

The next dependent variables are: the additional national data consumption at the end
of each month (data overused), national phone calls expenses (calls), and SMS
expenses at the end of each month. National phone calls and SMS expenses are the
two biggest portions of the subscribers’ monthly bills. Reduction of these expenses
will greatly affect the revenue of the telecommunication provider. Table II
summarizes the variables used in the analyses as well as their analytical and
operational meanings.
Table II. Variables and Their Meanings
Variable Name
For testing Hypothesis 1

Analytical Meaning

Operational Meaning

saving

Whether the monthly bills are
lower after using the bill
management application

launch

The number of times the
application was launched
Types of subscription plans (this
is a control variable)

1: when subscribers spent less
on average after using the
application
0: when subscribers spent the
same amount or more on
average after using the
application
A count number

subscription

1: small data plan
2: medium data plan
3: large data plan

For testing hypotheses 2 and 3
ID

Subscriber’s ID (this is a control
variable)

A unique identity number for
each subscriber which was
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dataunused

The unused free national data
quota which is included in the
subscription plan
The amount of data
consumption exceeding the free
quota
The monthly expenses for
national phone calls of each
subscriber
The monthly SMS expenses of
each subscriber
The number of times the
application was launched
The month (this is a control
variable)
Types of subscription plans (this
is a control variable)

data_overused
calls
SMS
launch
month
subscription

assigned by the telecom
operator
Data quota in MB (Mega Bytes)
Data quota in MB (Mega Bytes)
The amount of expenses in the
local currency
The amount of expenses in the
local currency
A count number
It is coded from 0 to 8 for 9
months
1: small data plan
2: medium data plan
3: large data plan

4. Data Analysis and Findings
Hypothesis 1 aims to find out if there is a relationship between the frequency of the
telecom subscribers using the bill management application and their total monthly bill.
Since the dependent variable of the first hypothesis, i.e., saving, is a binary variable,
we run logit regression to test the first hypothesis. Table III shows the results. As can
be seen from Table III, the number of times the mobile bill management application
was launched did not have a significant effect on the subscribers’ bills. Thus,
Hypothesis 1 is supported.
Table III. Results for Hypothesis 1
Number of obs
LR chi2 (3)
Prob > chi2
Log likelihood = -865.760
saving
Coef.
launch
-.001
subscription_2
-.314
subscription_3
-.627
_cons
.048

Std. Err.
.001
.132
.250
.120

z
-1.15
-2.37
-2.51
0.40

P>|z|
0.249
0.018
0.012
0.690

[95% Conf.
-.003
-.573
-1.116
-.189

=
=
=

1271
10.01
0.019

Interval]
.001
-.055
-.137
.284
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Hypothesis 2 aims to find out whether the frequency of the telecom subscribers using
the bill management application has a positive effect on their consumption level of the
free data quota that is in their subscription packages. Since the dependent variable, i.e.,
data_unused, is a count data, and we want to control for the effect within each
subscriber, we run a fixed effects negative binomial regression. The Hausman test has
proved that fixed effects is more appropriate compared with random effects for our
panel data. As indicated in Table IV, the frequency of the application being launched
negatively affects the unused free data quota. This means that as subscribers check
their data consumption more often, they tend to maximize the usage of their free data
quota before the end of the month. Thus, Hypothesis 2 is supported.
Table IV. Results for Hypothesis 2
Number of obs =
Number of groups =
Wald chi2 (4)
=
Prob > chi2
=

Group variable: ID
Log likelihood = -211571.7
data_unused
Coef.
launch
-.004
month
-.007
subscription_2
-.597
subscription_3
-.658
_cons
2.036

Std. Err.
.001
.002
.033
.050
.032

z
-7.27
-4.84
-18.06
-13.26
64.39

P>|z|
0.000
0.000
0.000
0.000
0.000

[95% Conf.
-.005
-.010
-.662
-.756
1.974

20443
3488
413.64
0.000

Interval]
-.003
-.004
-.532
.561
2.098

Hypothesis 3 aims to find out whether the frequency of the telecom subscribers using
the bill management application has any effect on their consumption level of the payper-usage services that are not in their subscription packages. There are three pay-perusage services that we will investigate, i.e., the additional data consumption (H3a),
the national phone calls (H3b), and the SMS usage (H3c).
Table V. Results for Hypothesis 3a
Group variable: ID

Number of obs =
Number of groups =
Wald chi2 (4)
=
Prob > chi2
=

2545
766
32.42
0.000

Log likelihood = -22499.46

13

data_overused
launch
month
subscription_2
subscription_3
_cons

Coef.
.001
-.004
-1.350
-1.256
1.454

Std. Err.
.002
.008
.240
.253
.243

z
0.27
-0.54
-5.61
-4.96
5.99

P>|z|
0.787
0.590
0.000
0.000
0.000

[95% Conf.
-.004
-.019
-1.822
-1.752
.978

Interval]
.005
.011
-.879
-.759
1.930

Table VI. Results for Hypothesis 3b
Number of obs =
Number of groups =
Wald chi2 (4)
=
=
Prob > chi2

Group variable: ID
Log likelihood = -63102.833
calls
Coef.
launch
.003
month
.017
subscription_2
.113
subscription_3
-.012
_cons
.949

Std. Err.
.001
.002
.041
.061
.039

z
4.40
9.14
2.79
-.20
24.26

P>|z|
0.000
0.000
0.005
0.845
0.000

[95% Conf.
.001
.013
.034
-.132
.872

23926
3642
98.50
0.000

Interval]
.004
.020
.193
.108
1.025

Table VII. Results for Hypothesis 3c
Number of obs =
Number of groups =
Wald chi2 (4)
=
Prob > chi2
=

Group variable: ID
Log likelihood = -49303.765
SMS
Coef.
launch
.004
month
-.313
subscription_2
.114
subscription_3
-.589
_cons
1.225

Std. Err.
.001
.002
.049
.070
.047

z
5.64
-15.19
2.32
-8.36
25.85

P>|z|
0.000
0.000
0.020
0.000
0.000

[95% Conf.
.002
-.035
.018
-.727
1.132

23414
3569
540.01
0.000

Interval]
.005
-.027
.211
.451
1.317

Table V shows that the frequency of the application launched did not have a
significant effect on the additional data consumption. Table VI shows that the more
frequently the subscribers checked their national phone calls expenses through the bill
management application, the more national phone calls they made. Table VII shows
that the more frequently the subscribers checked their SMS expenses through the bill
management application, the more SMSes they sent. Based on these results,
Hypothesis 3 is partially supported.
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Intuitively, providing a high degree of transparency on consumers’ current spending
should lead to a lower consumption level. We discovered that the consumers’ overall
consumption level does not really change with and without the awareness of their
current spending. They seem to maintain their overall consumption level around a
certain mental budget. While this seemingly status quo finding is neither good nor bad
news for the telecom provider, the findings beyond the overall bill reveal something
interesting for the telecom provider. First, the bill management application that
informs customers about their current spending was used as an optimization tool by
customers to maximize their free data quota consumption. Second, the frequency of
launching the bill management application increases instead of decreasing or
stabilizing the consumption level of the pay-per-usage services, i.e., phone calls and
SMSes. More details of the implications for practitioners are provided in the next
section.

5. Contributions
This study extends the usage of the mental accounting theory in several ways. First,
while studies utilizing the mental accounting theory focus on pre-paid consumption,
this study focuses on post-paid consumption (hence post usage). The mental
accounting theory offers explanations on consumers’ debt and consumption behaviors.
Prelec and Loewenstein (1998) found strong debt aversion behavior of customers who
preferred to prepay for their consumption since they could enjoy the consumption
without considering the need to pay in the future. The context of this study is postpaid consumption which means customers have to pay their debt at the end of the
month. Due to the debt aversion behavior, consumers may not be able to enjoy the
consumption and tend to maintain their expenditures to be within their mental budgets

15

(not more and not necessarily less). To be able to maintain their expenses, consumers
need to be aware of their current expenses level. The mobile bill management
application provides the means for mobile subscribers to check their current expenses.
Without this, it may not be possible for consumers in the post-paid consumption
context to control their expenses to be within their mental budgets. Future study may
want to compare the ability of consumers controlling their expenses within their
mental budgets when they are aware of their current expenses versus when they are
not aware of their current expenses. Second, this study enriches the research
methodology of the previous studies that utilize the mental accounting theory.
Specifically, while previous studies employed experiments and interviews, this study
employed longitudinal analysis of more than 1,000 telecom subscribers’ consumption
data of around a one-year period. We showed that given real-time information of their
current spending, telecom subscribers tend to maintain a certain mental budget on
their overall expenses. However, investigating deeper into portions of their expenses,
we found that the more often the telecom subscribers checked their current spending,
the more they tended to spend on the pay-per-usage services, in this case their
national phone calls and SMSes. Future study could combine multiple methodologies
to find out the actual behavior as well as the reason behind such behavior.

Besides contributing to researchers, this study also contributes to practitioners,
especially the telecom operators. Findings of this study show that providing the bill
management application for subscribers to check their bills does not necessarily imply
declining revenue for the telecom operator. The bill management application serves
mainly as a tool for customers to be aware of their current expenses so that they are
able to maintain their average monthly expenses and avoid “bill shock”. When we

16

investigated the types of expenses in greater detail (i.e., additional data consumption,
phone calls, and SMSes), we found that the more frequently the bill management
application was used, the more phone calls and SMSes were made; but this did not
hold true for data consumption beyond their free data quota. There could be two
reasons for these findings. First, phone calls and SMSes are considered as necessities
that need to be controlled to be within a mental budget. There could be other types of
expenses that are not considered as necessities, such as international calls, which are
controlled; hence resulting in an overall bill that is still within the consumer’s mental
budget. Second, the difference between phone calls and SMSes with regard to data
consumption is that there is a point of reference for data consumption which is the
free data quota attached to the subscription plan. While unused free data at the end of
the month is deemed as “losses” since customers still need to pay the subscription fee
(which consists of the data quota) every month, additional data consumption is
considered as “debt” which has to be controlled (or avoided).

Maximizing consumption of “free” services generates more pleasure for subscribers
(Thaler 1985; Prelec and Loewenstein 1998). Indeed our finding shows that as
subscribers check their data consumption more frequently, they tend to maximize the
usage of their free data quota before the end of the month. Telecom providers thus
need to compensate or adjust the amount of data bandwidth they need to allocate for
their customers. With the mobile bill management application, it is not wise for
telecom providers to assume that most subscribers would not maximize the usage of
their free data quota. By frequently checking their data consumption through the
mobile bill management application, subscribers have a great tendency to maximize
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the usage of their free data quota. If the data service is not satisfactory owing to the
inadequate bandwidth, it may affect their relationship with the telecom provider.

7. Conclusion
In a very competitive market, telecom operators need to offer value-added services to
gain and keep customers. At times, it is feared that a value-added service could on the
one hand increase customers’ satisfaction while on the other hand decreasing telecom
operators’ revenue. It seems paradoxical that one service is allowing customers to
check their detailed spending in real time through the mobile bill management
application while posing an apparent threat to telecom providers. Drawing on the
mental accounting theory, we collected and analyzed longitudinal data of customers’
frequency of checking their spending and their monthly bills. Although hypotheses 1
and 3 are null hypotheses, these are the results that telecom operators want to have.
They do not want to lose their revenue by introducing the mobile bill management
application. And our breakdown analysis of the monthly spending which includes
phone calls, SMSes, and data consumption has several interesting implications for the
telecom operators.
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METHOD AND DEVICES FOR TARGETED DISTRIBUTION OF DATA

Field of the Invention
The present invention relates to the targeted distribution of data via telecommunication
5

networks. Specifically, the present invention relates to a method and devices for distributing
data to a plurality of communication terminals for rendering selectively the data at the
communication terminals.
Background of the Invention
The continuing expansion of the Internet has led to the widespread practice of electronic

10

distribution of data such as e.g. multimedia files, digital advertisement, or software in general. The publish / subscribe model is one method of distributing data over the Internet. In
this model, a user may decide to subscribe to a certain service based on his preferences.
Whenever new content, e.g. news, stock market data or other information, is available, the
service will send the new content to the user. For many application scenarios such as mail-

15

ing groups and newsletters, it has turned out that this kind of targeted distribution of data
is more effective than simply broadcasting the data to all users.
Another example of targeted distribution of data is targeted advertisement. The goal of
targeted advertising is to present captivating advertisement only to those customers which
are in the marketing target of a certain product. Only if the user is potentially interested in

20

the product according to his user profile, the advertisement is presented to the user.
However, in many scenarios targeted information dissemination relies on local and personal
user information. In those scenarios, users are concerned about their personal data, and
privacy becomes an important issue that needs to be taken into account. The most common
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solution to protect the privacy of a user communicating with e.g. a network server is to use a
third trusted party component. A third trusted party component is an actor which is supposed to be secure and trusted and helps to establish a secure data transfer between the
user and the network server.

5

US2005 / 0038698A1 describes a computer which receives an advertisement together with
a target profile via a communication network. The computer logs user activities, e.g. visited
web sites of a user and stores the logged user activities in a local user profile. Moreover, the
local user profile may comprise user-specified criteria pertaining to which advertisements are
to be shown on the computer. If user activities specified in the target profile are contained

10

in the user profile of the computer, the computer may display an advertisement on a monitor. The user of the computer is provided with an editing interface to make changes to the
user profile by deleting and / or adding information to the user profile.
US2008 / 0004954A1 describes a method that facilitates advertising on a computer system.
For this purpose, the operating system of the computer and client applications, such as com-

15

puter games or word processors, are used to present the advertisement. The computer system receives advertisement content from an advertisement server. A local analysis on the
computer system considers e.g. personal content and activities of the user of the computer
system. The latter information is used by local learning, reasoning and matching methods to
select which advertisement content is inserted into the client application for presentation

20

and where the advertisement content is displayed in the client application. Hence, the computer system controls autonomously which and how the received advertisement is presented.
US2006 / 0265283A1 describes a computer system including a web browser toolbar that
collects information on the preferences of a user based on the user’s online activities. The
web browser toolbar includes a user interface configured to receive a query from a user and

25

to transmit the received query to a web search engine. Based on e.g. the input search terms,
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the web search engine analyzes the preferences of the user and determines advertisement
targeted at the preferences of the user. The determined advertisement is then displayed in a
browser. When the user uses a displayed link in the advertisement to access an advertiser's
website and generates revenue for the advertiser, the advertiser initiates a payment to the
5

operator of the web search engine.
Thus, in systems for targeted distribution of data known from state of the art, the selection
of data is controlled locally by the communication terminals or performed externally by a
third party. In the latter case, privacy strongly depends on the reliability and trustworthiness
of the third party.

10

Summary of the Invention
It is an object of this invention to provide a method and devices for distributing data to a
plurality of communication terminals for selective rendering of the data by the communication terminals.
According to the present invention, these objects are achieved through the features of the

15

independent claims. In addition, further advantageous embodiments follow from the dependent claims and the description.
According to the present invention, the above mentioned objects are particularly achieved in
that for distributing data from a network server to a plurality of communication terminals
for rendering the data at the communication terminals, the communication terminals in

20

each case receive from the network server via a telecommunication network a data object
comprising user data and match estimator instructions. At the communication terminals, the
user data and the match estimator instructions are extracted from the data object, and an
affinity value is computed according to the match estimator instructions based on user pro-
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file data stored at the communication terminal. Specifically, the affinity value is computed
by interpreting or executing the match estimator instructions. Depending on the computed
affinity value, the communication terminals select in each case user data to be rendered by
the communication terminal. Thus, the invention makes possible targeted distribution of
5

user data from a central network server to communication terminals whereby the distribution / selection strategy is controlled centrally by the network server. At the same time, privacy of the users is guaranteed since, from outside of the communication terminal, it is neither possible to access the local user profile data, nor is it possible to track which user data
is actually selected and rendered. Due to the distributed computation of affinity values, only

10

a comparatively simple infrastructure of the network server is required and the number of
communication terminals is highly scalable.
In an embodiment, the communication terminal executes or interprets the match estimator
instructions for computing the affinity value by combining and weighting values of the user
profile data. Thus, it is possible to design sophisticated selection strategies at the central

15

network server for automated, distributed selection of user data at the communication terminals.
In a preferred embodiment, the communication terminal determines from the data object
the user profile data required for computing the affinity value. Hence, an automated mechanism is provided for generating the user profile data at the communication terminals as

20

needed for computing the affinity values for specific user data.
In another embodiment, the communication terminal requests the user of the communication terminal via a user interface to enter the user profile data required by the match estimator instructions for computing the affinity value. Thus, it is possible to dynamically update and extend the user profile stored at the communication terminal as needed for com-

25

puting the affinity values for specific user data.
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In yet another embodiment, the communication terminal stores the data objects received
from the network server in a data object repository, stores the affinity value assigned to the
respective data object in the data object repository, continuously monitors the data object
repository and selects, depending on the affinity values assigned to the data objects, the
5

user data to be rendered by the communication terminal. Thus, it is possible to dynamically
evaluate new data objects and new user profile data in order to select user data for rendering.
In another embodiment, the communication terminal executes the match estimator instructions for computing a certitude value which indicates reliability of the computed affinity

10

value, and selects, depending on the affinity value and the certitude value, the user data to
be rendered by the communication terminal. Thus, a more differentiated and flexible selection of user data becomes possible and the handling of missing user profile data is facilitated by computing the certitude value depending on the user profile data required for
computing the affinity value and available at the communication terminal.

15

In addition to a method of distributing user data to a plurality of communication terminals
for rendering selectively the user data at the communication terminals, the present invention
also relates to a network server which is configured to generate data objects comprising user
data and match estimator instructions, whereby the match estimator instructions are configured to instruct a communication terminal to compute affinity values based on user pro-

20

file data locally stored at the communication terminal. The network server is further configured to transmit the data object via a telecommunication network to the communication
terminal for enabling the communication terminal to select user data to be rendered depending on the computed affinity value.
In addition to a method and network server for distributing user data to a plurality of com-

25

munication terminals for rendering selectively the user data at the communication terminals,
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the present invention also relates to a computer program product comprising computer program code; particularly, a computer program product comprising a tangible computerreadable medium having the computer program code stored thereon. The computer program
code directs one or more processors of a communication terminal, such that the communica5

tion terminal receives via telecommunication network from a network server a data object
comprising user data and match estimator instructions, and extracts the user data and the
match estimator instructions from the data object. Moreover, the computer program code
directs the one or more processors of the communication terminal, such that the communication terminal computes an affinity value according to the match estimator instructions

10

based on user profile data stored at the communication terminal, selects the user data to be
rendered by the communication terminal depending on the computed affinity value, and
renders the selected user data.
Brief Description of the Drawings
The present invention will be explained in more detail, by way of example, with reference to

15

the drawings in which:
Figure 1 shows a block diagram illustrating schematically a system for transmitting user
data from a network server to a communication terminal for selective rendering of the user
data by the communication terminal based on local user profile data.
Figures 2 to 4 show flow diagrams illustrating examples of sequences of steps performed by

20

a communication terminal for receiving user data from a network server and for selective
rendering of the user data based on local user profile data.
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Detailed Description of the Preferred Embodiments
In Figure 1, reference numeral 1 refers to a system for transmitting user data from a network
server 2 to communication terminals 4 for selective rendering of the user data by the communication terminals 4. The system comprises a network server 2 and a plurality of commu5

nication terminals 4, 4’ which are connected to the network server 2 via, e.g. direct communication links or a telecommunication network 3.
The network server 2 includes one or more operational computers with one or more processors. Furthermore, the network server 2 includes various functional modules, including a
data object generation module 21 and a transmitter module 22. The transmitter module 22

10

is configured to transmit data objects generated by the data object generation module 21
via a direct communication link or the telecommunication network 3 to one or more communication terminals 4, 4’.
The telecommunication network 3 comprises a fixed communication network and / or a mobile radio communication network. Preferably, the telecommunication network 3 comprises

15

the Internet.
The communication terminal 4, 4’ includes one or more processors. The communication terminal 4, 4’ is, for example, a fixed or mobile personal computer, a smart phone, a cellular
phone, or a personal digital assistant (PDA) for data communication. For example, the
communication terminal 4, 4’ is a mobile phone or a mobile computer connected to a WLAN

20

(Wireless Local Area Network), or equipped with other communication modules for mobile
communication, compliant to standards such as GSM (Global System for Mobile Communication) or UMTS (Universal Mobile Telecommunication System).
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Moreover, the communication terminal 4, 4’ includes various functional modules, including
a user interface module 41, a selector module 42, a user profiler module 43, and an interpreter module 46. The communication terminal 4, 4’ further includes a user profile repository 45 such as a memory subsystem, a data base system or another system for efficient
5

storage of user profile data. The data object repository 44 includes a memory subsystem, a
data base system or another system for efficient storage of e.g. received data objects as well
as computed affinity and certitude values assigned in each case to a data object. For privacy
and data confidentiality reasons the user profile repository 45 and the data object repository 44 are not accessible for reading from outside of the communication terminal 4, 4’.

10

The communication terminal 4, 4’ further includes a user interface which is controlled by the
user interface module 41. The user interface comprises conventional devices for input and
output of data. For example, the devices for input of data include a keyboard, keypad,
mouse, joystick or touch screen monitor and devices for output of data include a monitor,
loudspeaker or – for the case of a fixed personal computer - a printer.

15

Preferably, the functional modules are implemented as programmed software modules comprising computer program code for directing a processor of a computer or communication
terminal 4, 4’, respectively, to perform functions as described later in more detail. The computer program code is stored on a tangible computer-readable medium which is connected
fixed or removably to the respective processor(s). One skilled in art will understand, however,

20

that in alternative embodiments the functional modules may be implemented fully or at
least partly by way of hardware components.
In the following paragraphs, described with reference to Figures 2 to 4 are possible sequences of steps performed by the functional modules for distributing user data from the
network server 2 to the communication terminals 4, 4’ for selective rendering of user data by

25

the communication terminals 4, 4’.
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In Figure 2 to 4, all steps are performed by the functional modules of the communication
terminal 4, 4’.
In optional step S1 in Figure 2, the communication terminal 4, 4’ sends a request to the
network server 2 for requesting the network server 2 to transmit one or more data objects to
5

the communication terminal 4, 4’ (pull mode). In another embodiment, the network server 2
proactively transmits data objects to the communication terminal 4, 4’ (push mode).
The data object includes for example a mobile agent comprising data and software (executable and / or interpretable code). The data object is forwarded through the telecommunication network 3 or a direct connection to the communication terminal 4, 4’. However, to

10

avoid security risks and protect the privacy of the user, once the data and software contained in the data object is extracted at a communication terminal 4, 4’ (see step S23) and
the software is executed / interpreted, the data object is not transmitted again by the communication terminal 4, 4’ (for example to another communication terminal 4, 4’).
In step S2, a data object transmitted from the network server 2 is received by the communi-

15

cation terminal 4, 4’. In Figure 3, the receiving of a data object by the communication terminal 4, 4’ is explained in more detail, by subdividing step S2 into steps S21 to S25.
Table 1 illustrates an exemplary structure of a data object including user data, match estimator instructions, an expiration date, a digital signature, and an optional evaluation profile.

Data Object
User Data

Match Estimator

Expiration

Digital

Evaluation

Instructions

Date

Signature

Profile

Table 1
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The user data comprises data and information sent from the central server 2 to the communication terminals 4, 4’. The user data can be seen as payload of the data object, the content of which is not necessarily associated with the user of the communication terminal 4, 4’.
The user data includes data files and / or executable files for various purposes such as infor5

mation, entertainment or advertisement. Examples for user data include digital multi-media
files (audio, image and video files), e-mail, rich text files, Portable Document Format (PDF)
files and Hypertext Markup Language (HTML) documents. Moreover, the user data includes
software applications for example games. Further examples for user data include references
to external documents for example hyper text links to web pages. External documents are

10

provided e.g. by the network server 2, the telecommunication network 3 and / or the Internet.
Preferably, the user data does not contain references or links to external documents or services, i.e. the user data is completely embedded in the data object. For instance, small data
items (e.g. images) are included as embedded data in HTML documents, according to the
definition of the Uniform Resource Locator (URL) scheme " data " in RFC 2397 of the Inter-

15

net Society (ISOC). Hence, the privacy of the user is protected since it is not possible to track
which user data is selected and rendered by the user of the communication terminal 4, 4’.
Since no external web content is downloaded by the communication terminal 4, 4’, the security is increased since no malicious scripts, web viruses or the like can be downloaded from
the Internet. Furthermore, additional internet traffic and costs are avoided since no further

20

internet connections are required.
The match estimator instructions include executable and / or interpretable files which cause
the interpreter module 46 of the communication terminal 4, 4’ to perform tasks according to
the encoded instructions. In a preferred embodiment, the match estimator instructions include a scripting language source file (such as a JavaScript source file) to control one or

25

more software applications at the communication terminal 4, 4’. Alternatively, match estimator instructions include a file containing instructions (such as bytecode) for a software
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interpreter. In a variant, match estimator instructions also include machine code instructions
executable by one of the physical processors of the communication terminal 4, 4’.
Preferably, match estimator instructions are written in the JavaScript scripting language.
Since many mobile platforms are offering Application Programming Interfaces (API) to run
5

JavaScript source files in a sandboxed environment, this embodiment constitutes a secure,
fast and effortless solution. Furthermore, when using JavaScript based match estimator instructions and HTML encoded user data, the same instance of a WebKit engine can be used
for (a) executing the match estimator instructions and (b) rendering the user data on a
screen of the communication terminal 4, 4’. In this way, memory requirements of applica-

10

tions running at the communication terminal 4, 4’ are reduced.
The expiration date comprises an absolute or relative time value after which the data object
or parts of the data object are removed from the communication terminal 4, 4’. The digital
signature certifies that the data object and its content are genuine and stem from a trustable source.

15

In general, the evaluation profile includes (a) specifications which user profile elements are
retrieved from the user of the communication terminal 4, 4’ and stored in the user profile
repository 45 and (b) how the respective user profile data is retrieved from the user. Hence,
the evaluation profiles sent from the network server 2 explicitly or implicitly define the structure and the content of the user profile data stored in the user profile repository 45 at the

20

communication terminal 4, 4’.
Table 2 illustrates an exemplary structure of the evaluation profile, including entries with a
name element, a question element and an answer element.. The illustrated evaluation profile defines how the user profiler module 43 collects user profile data by interacting with the
user interface module 41 and the user profile repository 45.

P6265CH00

23 August 2010
12 / 29

Evaluation Profile
Name

Question

Answer

...

...

...

Name

Question

Answer

Table 2
The name element indicates the content of the respective entry. Examples for names include
e.g. “Age”, “Gender”, “Religion”, “Food pattern”, “Nationality”, “Language”, “Residence Location” or “Current Location”. For a question element in the evaluation profile, there are en5

tries with a plurality of possible answer elements. As will be explained later in more detail,
the user profiler module 43 creates data records at the user profile repository 45. The data
records comprise user profile elements according to the evaluation profile. As illustrated in
Table 3, the user profile element comprises a name element (which is identical to the name
element of the evaluation profile) and a value element.

User Profile Element

10

Name

Value

...

...

Name

Value
Table 3

The user profiler module 43 asks the user via the user interface module 41 the question and
the user chooses one or more of the possible answers. For example, the entry of the evaluation profile with the name element “Gender” is associated with the question element “What
is your gender?” and with two possible answer elements “Male” and “Female”. The question
15

“How old are you?”, for example, has the following answer elements: “<18”, “18-30”, or
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“>30”. The answer chosen by the user is stored by the user profiler module 43 as value element of a user profile element with the respective name. As will be explained later in more
detail, the match estimator instructions will compute the affinity value and the certitude
value of a received data object from the value elements stored at the user profile repository
5

45.
Optionally, the evaluation profile includes instructions for instructing the user profiler module 43 of the communication terminal 4, 4’ to retrieve user profile data without directly querying the user via the user interface module 41. Instead, the user profile profiler is instructed
to log user statistics during operation of the communication terminal 4, 4’. Such user statis-

10

tics include logging visited web sites, software applications used, web searches performed
and / or email usage. Furthermore, the user profiler module 43 logs which user data received
from the network server 2 has been selected and rendered by the communication terminal 4,
4’. In addition, the user profile module 43 receives data from e.g. a Global Positioning System (GPS) about the current location of the communication terminal 4, 4’. The location is

15

stored in the user profile repository 45 to collect statistics about e.g. preferred locations of
the user.
In Figure 3, the data object is received in step S21. In optional step S22, using the digital
signature, the communication terminal 4, 4’ verifies that the data object is genuine and
received from a certified source.

20

In step S23, the interpreter module 46 extracts the user data, the match estimator instructions, the expiration date, the digital signature, and the evaluation profile from the received
data object.
Subsequently, in step S24, the extracted user data, match estimator instructions, expiration
date, digital signature and evaluation profile are stored in the data object repository 44.
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Specifically, the user data, match estimator instructions, expiration date, digital signature
and evaluation profile are stored in a suitable data structure (e.g. a record or an array) such
that the user data, match estimator instructions, expiration date, digital signature and
evaluation profile are assigned to each other.

5

Optionally, in optional step S25, no or only some evaluation profiles are contained in the
data object and received by the communication terminal 4, 4’. The interpreter module 46
determines the required user profile data e.g. by analyzing the match estimator instructions.
The interpreter module 46 further requests additional evaluation profiles from the network
server 2. When the network server 2 transmits the requested evaluation profiles to the com-

10

munication terminal 4, 4’, an additional digital signature is transmitted with the requested
evaluation profiles in order to guarantee their authenticity.
Alternatively, the evaluation profile is encoded in the match estimator instructions and the
interpreter module 46 determines the evaluation profile by decoding the evaluation profile
in the match estimator instructions.

15

In step S3 of Figure 2, the user profiler module 43 is populating the user profile repository
45 according to the evaluation profile stored in the data object repository 44. Figure 4 displays a more detailed sequence of steps S31 to S36 for populating the user profile repository 45.
In step S31, the user profiler module 43 analyzes the user profile data stored at the user

20

profile repository 45 and the evaluation profile stored at the data object repository 44.
Based on this analysis, the user profiler module 43 decides for each data object which user
profile data is required as input to execute the match estimator instructions.
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In step S32, the user profiler module 43 checks for each data object stored at the data object repository 44 whether a corresponding data record at the user profile repository 45 exists. The data record comprises e.g. user profile elements according to the evaluation profile.
If no corresponding data record exists, in step S33, the user profiler module 43 generates a
5

new data record according to the evaluation profile and corresponding to the data object in
the user profile repository 45.
In step S34, the user profiler module 43 checks for each data object stored at the data object repository 44 whether the user profile data in the user profile repository is sufficient for
the computation of the match estimator instructions.

10

For example, the decision whether the user profile data is sufficient depends on the certitude value which is computed from the user profile data by executing the match estimator
instructions. As will be explained later in more detail (see step S4), the certitude value is
stored in the data object repository 44 and associated with the data object. If the certitude
value is e.g. higher than a certain minimum certitude value, the user profile data is regarded

15

as sufficient.
If the user profile data is not sufficient, step S35 is executed. In step S35, the user profiler
module 43 is populating the user profile repository 45. As already mentioned the user profiler module 43 asks the user via the user interface module 41 questions and provides possible answers according to the evaluation profile. The selected answers are stored as values

20

of a user profile element in the user profile repository 45.
If the user profile data is sufficient, in optional step S36, the user profiler module 43 updates the user profile data in the user profile repository 45. Updating the user profile data
includes asking the user of the communication terminal the same questions again and / or
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collecting new user statistics. In this way, the user profiler module 43 accounts for changing
habits or preferences of the user.
Since there may be several applications running at the communication terminal 4, 4’ and
the user of the communication terminal 4, 4’ may be interactively working with the user
5

interface module 41, the user profiler module 43 chooses a suitable point in time to query
the user using a question according to the evaluation profile.
Optionally, the user profiler module 43 also decides in which order questions are asked to
the user of the communication terminal 4, 4’. For this purpose, the user profiler module 43
estimates e.g. the importance of user profile data by identifying user profile data which is

10

required by a plurality of data objects to run the match estimator instructions. The user profiler module 43 further accelerates the retrieval of missing user profile data according the
estimated importance.
In step S4, the interpreter module 46 executes or interprets the match estimator instructions.
Pseudocode A shows an exemplary pseudocode of the function evaluate() which is executed

15

in step S41 for computing the affinity and certitude values of a data object. The computed
affinity and certitude values are integer numbers between 0 and 6, for example. In general,
the affinity value and the certitude value comprise Boolean, integer and real numbers.
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1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30

function evaluate(){
/ / Default affinity and certitude values
affinity = 0;
certitude = 3;
/ / Check the age of the user
if (repository[‘Age’] != undefined){
/ / User data is targeted at young adults
if (repository[‘Age’] = ‘<18’){
affinity += 0;
certitude += 2;}
if (repository[‘Age’] = ’18-30’){
affinity += 4;
certitude += 2;}
if (repository[‘Age’] = ’>30’){
affinity += 3;
certitude += 2;}
}else{certitude -= 2;}
/ / Check the gender of the user
if (repository[‘Gender’] != undefined){
/ / User data is targeted at males
if (repository[‘Gender’] = ’Male’){
affinity += 2;
certitude += 1;
}else{
affinity += 1;
certitude += 1;
}else{
certitude -= 1;}
return affinity;
return certitude;}
Pseudocode A

In the exemplary Pseudocode A, a high affinity value indicates that the user data contained
in the data object may be of high interest to the user. As will be explained later in more
detail, the maximum possible affinity value for this data object is 6. The certitude value in5

dicates to what extent the required user profile data in the user profile repository 45 is complete and, hence, the reliability of the respective affinity value. A high certitude value indicates that the computed affinity value exhibits a high reliability. The maximum possible
certitude value for this data object is also 6.
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In lines 3 and 4 of Pseudocode A, the affinity value and the certitude value are initialized
and assigned the default values 0 and 3, respectively.
In line 6, the interpreter module 46 examines whether the user profile element with the
name “Age” exists in the user profile repository 45 and whether the value element has been
5

determined by the user profiler module 43. In other words, the interpreter module 46 examines whether the user profiler module 43 has successfully queried the age of the user. If the
user profile element with the name “Age” exists, the affinity and certitude values are incremented dependent on the age of the user. In lines 8, 11, and 14, the interpreter module 46
tests whether the user’s age is below 18, between 18 and 30, or over 30 and increments the

10

affinity value and the certitude value dependent on the user’s age. If the value element of
the user profile element with the name “Age” is not available, the certitude value is decremented by 2 in line 17.
Accordingly, in line 19, the interpreter module 46 examines whether the user profiler module 43 has successfully queried the gender of the user, and increments the affinity value and

15

the certitude value dependent on the user’s gender in lines 22, 23, 25, and 26. If user profiler module 43 did not manage to query the gender of the user and store the respective
user profile element, the certitude value is decremented by 1 in line 28. In line 29 and 30,
the computed affinity and certitude values are returned.
If the user is male and between 18 and 30 years old, the affinity value reaches its maximum

20

value 6. If, for example, the user profile data specifies that the user is a female and older
than 30 years, the computed affinity value is 4.
For example, the user data comprises digital advertisement for a product, the user of the
communication terminal 4, 4’ is a potential customer and a high affinity value indicates
that the user is in the marketing target of the product.
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In the exemplary Pseudocode A, the age of the user is of greater importance for deciding
whether to render the user data than the gender of the user. Hence, the certitude value is
incremented / decremented by 2 if the age of the user is known / unknown and only incremented / decremented by 1 if the gender of the user is known / unknown, respectively.

5

Match estimator instructions as the ones in Pseudocode1 facilitate a great flexibility in computing affinity and certitude values from the user profile data available at the user profile
repository 45. Using an interpretable / executable code, numerous strategies become possible how user data is distributed for selective rendering at the communication terminals 4, 4’.
In more sophisticated implementations, various weighting factors, conditions and mathe-

10

matical formulas are used to compute the affinity values and certitude values.
For example, user data containing an invitation to a social event is targeted to persons older
than 30 years. However, females are also allowed to join the social event if the are younger,
e.g., older than 18. Suitable match estimator instructions can easily be designed. Pseudocode B shows a corresponding evaluate()-function.

1
2
3
4
5
6
7
8
9
10
11
15

function evaluate(){
/ / Default affinity and certitude values
affinity = 0;
certitude = 3;
/ / Check the age and the gender of the user
if ( repository[‘Age’] = ’>30’ OR
(repository[‘Gender’] = ’Female’ AND repository[‘Age’] = ’18-30’)){
affinity += 6;
certitude += 3;}
return affinity;
return certitude;}
Pseudocode B
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In step S42, the interpreter module 46 stores the computed affinity and certitude value in
the data object repository 44 such that the affinity value and the certitude value are assigned to the respective data object.
In step S5, the selector module 42 selects which and how user data stored at the data ob5

ject repository 44 is rendered based on the affinity and certitude values associated with the
user data. A user data selection algorithm is performed in order to compute whether and
how user data is rendered.
For example, an initial screening is performed to identify the user data with a certitude
value higher than a minimum certitude value. The minimum certitude value is e.g. a fixed

10

threshold value which depends on the maximum possible certitude value. Alternatively, the
minimum certitude value is received within the data object from the network server 2 or is
specified by the user of the communication terminal 4, 4’ via the user interface module 41.
In the following, only user data with a certitude value higher than the minimum certitude
value is considered.

15

In a next step, the selector module 42 decides dependent on the affinity value, the type of
the user data and other applications running on the communication terminal 4, 4’, whether
and how the user data is rendered. For example, a minimum affinity value is used as threshold value to decide whether user data is rendered. Again, the minimum affinity value depends on the maximum achievable affinity value. If the affinity value is high enough, the

20

respective user data is rendered for a certain amount of time according the affinity value.
For example, an image file containing digital advertisement with a high affinity value is
rendered for a longer period of time than image files with low affinity values.
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In another embodiment, the selector module 42 further schedules when the user data is
rendered based on the information available to the selector module 42. For example, certain
user data is rendered at a particular time of the day.
In step S6, the communication terminal 4, 4’ checks whether user data has been selected for
5

rendering.
If user data has been selected for rendering by the selector module 42, the respective user
data is rendered in step S7 by the user interface module 43. One or more of the devices for
input and output of data are used for rendering of the user data. For example, information
contained in the user data pops up in a pop up window on a screen. The size, position and

10

duration of rendering of the popup window are determined by the selector module 42 and
depend on, e.g., the affinity value associated with the user data. Alternatively, a digital advertisement is rendered in a small banner on the screen.
As already mentioned, the selector module 42 decides dependent on e.g. media type and
affinity value of the user data how the user data is rendered. For example, text information

15

and images are printed on a printer connected to the communication terminal 4, 4’.
Optionally, the process of rendering user data also involves interaction with the user of the
communication terminal 4, 4’. For this purpose, devices for input of data are used. For example, the process of rendering user data involves displaying a list of user data ready for
rendering on the screen. The user selects specific user data to activate the rendering of the

20

specific user data on the screen.
After the user data is rendered in step S7 or if no user data is selected by the selector module 42 in step S5, the communication terminal 4, 4’ proceeds to request new data objects
from the network server 2 in step S1. In further embodiments of the present invention, as
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indicated by the dashed arrows in Figure 2, a computer program running at the communication terminal 4, 4’ alternatively loops back to steps S3, S4 or S5.
In Figure 2, steps S1 to S7 are executed as a sequential program. In yet another embodiment of the present invention, the computer program is implemented in form of independ5

ent processes with appropriate inter-process communication using the data object repository
44 and the user profile repository 45 as shared memories. For example, a first process is
responsible for receiving data objects from the network server 2 and storing the data objects
in the data object repository 44 (steps S1 and S2). While a second process is populating the
user profile repository 45 by querying the user via the user interface module 41 (step S3), a

10

third process is executing match estimator instructions based on the user profile data stored
in the user profile repository 45 and storing the computed affinity values in the data object
repository 44 (step S4). Finally, a forth process is selecting, based on the affinity values and
certitude values in the data object repository 44 which user data is rendered by the user
interface module 41 (steps S5, S6, S7).

15

The above mentioned four processes are repeatedly executed. Specifically, the second process monitors the user profile repository 45 for missing user profile data and updates the user
profile repository 45. The third process is repeatedly executing / interpreting the match estimator instructions to re-evaluate the user profile data as soon as new user profile data becomes available. The forth process is continuously monitoring the data object repository 44

20

for computed / updated affinity values and computed / updated certitude values, and repeatedly re-selects user data for rendering by re-evaluating the computed / updated affinity and
certitude values.
As already mentioned, the network server 2 is configured to compose and transmit the data
objects. The network server 2 is further configured to stream a plurality of data objects to

25

the communication terminals 4, 4’, and to transmit the evaluation profiles to the communi-
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cation terminals 4, 4’ upon request. The network server 2 further provides interfaces and
services for system administrators. For this purpose, the network server 2 is configured to
receive and modify data objects or elements of data objects. Specifically, the network server
2 is configured to receive evaluation profiles for defining the structure and content of the
5

user profile data at the communication terminals 4, 4’.
For example, web services provided by the network server 2 are implemented based on the
Representational State Transfer (REST) software architecture. In an alternative embodiment,
the web services are implemented based on the Simple Object Access Protocol (SOAP) protocol.

10

It should be noted that, in the description, the computer program code has been associated
with specific function modules and the sequence of the steps has been presented in a specific order, one skilled in the art will understand, however, that the computer program code
may be structured differently and that the order of at least some of the steps could be altered, without deviating from the scope of the invention.

15
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Claims

1.

A communication terminal (4, 4’) comprising user profile data and being configured
to receive via a telecommunication network (3) from a network server (2) a data object comprising user data, wherein the communication terminal (4, 4’) further com-

5

prises:
an interpreter module (46) configured to extract match estimator instructions included in the data object, and to compute according to the match estimator instructions an affinity value based on the user profile data; and
a selector module (42) configured to select, depending on the affinity value computed

10

by the interpreter module (46), the user data to be rendered by the communication
terminal (4, 4’).
2.

The communication terminal (4, 4’) of claim 1, wherein the interpreter module (46) is
further configured to execute the match estimator instructions for computing the affinity value by combining and weighting values of the user profile data.

15

3.

The communication terminal (4, 4’) of claim 1 or 2, wherein the interpreter module
(46) is further configured to determine from the data object user profile data required
for computing the affinity value.

4.
20

The communication terminal (4, 4’) of one of claims 1 to 3, further comprising a user
profiler module (43) configured to request the user of the communication terminal (4,
4’) via a user interface to enter the user profile data required by the match estimator
instructions for computing the affinity value.
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5.

The communication terminal (4, 4’) of one of claims 1 to 4, further comprising a data
object repository (44) for storing data objects received from the network server (2);
wherein the interpreter module (46) is further configured to store the affinity value in
the data object repository (44) assigned to the respective data object; and the selector
module (42) is further configured to continuously monitor the data object repository

5

(44), and to select, depending on the affinity values assigned to the data objects, the
user data to be rendered by the communication terminal (4, 4’).
6.

The communication terminal (4, 4’) of one of claims 1 or 5, wherein the interpreter
module (46) is further configured to execute the match estimator instructions for
computing a certitude value which indicates reliability of the computed affinity value,

10

and the selector module (42) is further configured to select, depending on the affinity
value and the certitude value, the user data to be rendered by the communication
terminal (4, 4’).
7.

15

A network server (2) comprising:
a data object generation module (21) configured to generate data objects comprising
user data and match estimator instructions, wherein the match estimator instructions
are configured to instruct an interpreter module (46) of a communication terminal (4,
4’) to compute affinity values based on user profile data locally stored at the communication terminal (4, 4’), and

20

a transmitter module (22) configured to transmit the data objects via a telecommunication network (3) to the communication terminals (4, 4’) for enabling the communication terminals (4, 4’) to select, depending on the computed affinity value, user data
to be rendered.
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8.

A computer program product comprising computer program code configured to direct
one or more processors of a communication terminal (4, 4’), such that the communication terminal (4, 4’)
receives via a telecommunication network (3) from a network server (2) a data object
comprising user data and match estimator instructions;

5

extracts the user data and the match estimator instructions from the data object;
computes an affinity value according to the match estimator instructions based on
user profile data stored at the communication terminal (4, 4’);
selects, depending on the computed affinity value, the user data to be rendered; and
renders the selected user data.

10

9.

A method of distributing user data from a network server (2) to a plurality of communication terminals (4, 4’) for rendering the user data at the communication terminals
(4, 4’), the method comprising in each case at the communication terminals (4, 4’):

15

receiving (S21) at the communication terminal (4, 4’) via a telecommunication network (3) a data object comprising the user data and match estimator instructions
from the network server (2);
extracting (S23) the user data and the match estimator instructions from the data object at the communication terminals (4, 4’);
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computing (S41) an affinity value according to the match estimator instructions based
on user profile data stored at the communication terminal (4, 4’); and
selecting (S5) by the communication terminal (4, 4’), depending on the computed affinity value, the user data to be rendered.

5

10.

The method of claim 9, further comprising the communication terminal (4, 4’) executing the match estimator instructions for computing (S41) the affinity value by combining and weighting values of the user profile data.

11.

The method of claim 9 or 10, further comprising the communication terminal (4, 4’)
determining (S31) from the data object user profile data required for computing the

10

affinity value.
12.

The method of one of claims 9 to 11, further comprising the communication terminal
(4, 4’) requesting (S35) the user of the communication terminal (4, 4’) via a user interface to enter the user profile data required by the match estimator instructions for
computing the affinity value.

15

13.

The method of one of claims 9 to 12, further comprising storing (S24) data objects
received from the network server (2) in a data object repository (44) at the communication terminal (4, 4’), storing (S43) the affinity value assigned to the respective data
object in the data object repository (44), continuously monitoring (S4) the data object
repository (44), and selecting (S5), depending on the affinity values assigned to the

20

data objects, the user data to be rendered by the communication terminal (4, 4’).
14.

The method of one of claims 9 to 13, further comprising the communication terminal
(4, 4’) executing (S41) the match estimator instructions for computing a certitude
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value which indicates reliability of the computed affinity value, and selecting, depending on the affinity value and the certitude value, the user data to be rendered by the
communication terminal (4, 4’).
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Abstract

A network server (2) distributes data objects comprising user data and match estimator instructions via a telecommunication network (3) to a plurality of communication terminals (4,
5

4’) for rendering the user data at the communication terminals (4, 4’). Based on locally
stored user profile data, the communication terminals (4, 4’) compute an affinity value according to the match estimator instructions. Depending on the computed affinity value, the
communication terminals (4, 4’) select in each case the user data to be rendered. Thus, the
invention makes possible targeted distribution of user data whereby the distribu-

10

tion / selection strategy is controlled centrally by the network server (2). At the same time,
privacy of the users is guaranteed since, from outside of the communication terminal (4, 4’),
it is neither possible to access the local user profile data, nor is it possible to track which
user data is actually selected and rendered.

15

(Figure 1)
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Abstract. Broadcasted mobile advertisements are increasingly being replaced by targeted mobile advertisements through consumer profiling.
However privacy is a growing concern among consumers who may eventually prevent the advertising companies from profiling them. This paper
proposes an agent-based targeting algorithm that is able to guarantee full
consumer privacy while achieving mobile targeted advertising. We implemented a grocery discount-discovery application for iPhone that makes
use of the new approach. We show that on modern hardware like on the
iPhone, it’s feasible to run a client-based and privacy-preserving targeting algorithm with minimal additional computational overhead compared
to a random advertising approach. We evaluated the targeting method by
conducting a large-scale field-experiment with 903 participants. Results
show that the computational overhead on user devices is well tolerated,
compared to the control group with randomized advertising the targeting
group showed a significantly increased application usage of 18%.
Key words: mobile pervasive advertisement, privacy, targeted one-toone marketing, mobile agent

1 Introduction
Advertisements of the future are likely to be mobile and highly targeted [5].
Mobile advertising refers to advertising using mobile devices such as tablet pcs,
smart phones or cellular phones [7]. The International Telecommunication Union
(ITU) estimated 5.3 billion cellular subscribers at the end of 2010, including 940
million subscribers to 3G services. The high penetration of mobile devices enables
merchants to reach a large number of potential customers. Gartner estimates 70
billion mobile app. downloads for 2014, compared to 17.7 billion in 20111 .
Besides the term ”mobile”, another popular term in the advertising industry is ”targeting”. Researchers have consistently shown that targeted advertising
messages are more e↵ective than the non-targeted ones [1]. Furthermore targeted
advertisements can minimize consumers’ annoyance level, and mobile device is
1

http://www.gartner.com/it/page.jsp?id=1826214
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a good platform to achieve this aim. A mobile device ”follows” its owner anytime anywhere. Because of the awareness of its owner’s context and preferences,
mobile devices are a useful medium for implementing targeted marketing.
In this paper, we present a concrete solution to achieve targeted mobileadvertising while respecting the consumer need for privacy. Specifically, we propose an unsupervised, targeted mobile advertisement framework. We profile individual consumers and use their profile information to select the most captivating
advertisement messages for each consumer while at the same time ensuring their
privacy. In our framework, we develop a mobile advertising-agent that reaches
to the customers and estimates their interests in the advertisement messages of
their mobile device.
Customer privacy is protected through a distributed mobile framework in
which a customer profile is locally stored in her mobile device, and the advertisement targeting is performed by her respective mobile device. The level of
privacy protection that our method achieves is the following: Users first have
to explicitly authorize local storage of their profile information. If authorized,
we consider the internal storage of a mobile device to be trusted by its owner,
so that local storage of private profile information on the phone doesn’t a↵ect
privacy. The privacy-policy however guarantees that none of this information
is ever transferred through the device’s external communication facilities (e.g.
WiFi, 3G) to any second party.
In the next sections, we review what other researchers have accomplished
in this area, and introduce our mobile advertising-agent. This is followed by
a detailed explanation of our proposed framework, and the results of our field
experiment.

2 Related Work
While much work has been done on introducing the targeted advertising method
to mobile devices, no study has so far proposed a technical solution to overcome
the trade-o↵ between targeted advertising and privacy concerns, and no largescale field study on targeting methods has been done. Most of the studies on
targeting are conceptual, presenting architecture design without details on how
targeting is actually achieved. Our study on the other hand demonstrates that
the flexibility provided by the mobile agent-architecture can be efficiently applied
to the problem while transferring an acceptable computational overhead to the
customer device.
We classify previous works based on three dimensions: 1) their advertising
targeting method, i.e., how customer information is used to compute the matching between the advertisements and the customer, 2) their privacy handling, i.e.,
how the system protects customer privacy, and 3) how the system performance
and e↵ectiveness are tested.
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2.1 Advertising targeting methods
Location filtering is the most basic method to select the most appropriate advertisements for the customers.
Location-based targeting [2][6][25][9] uses one single piece of information to perform the targeting by comparing the customer’s location with the ads target
location.
Rule-based targeting [3] will only display the advertisements if the customer’s
profile satisfies the ad’s targeting rules, e.g., a gender rule.
Category-based targeting [19][9][11][4][24][12] groups ads into categories. By analyzing customer profiles, it identifies which category is potentially interesting
for the customer.
Ontology-based targeting [16] defines hierarchical relationships among entities
(user data and ad description) and tries to find the ad that has the highest number of related entities to the user profile.
Agent-based targeting [14] is the most flexible method, because it allows to implement arbitrary targeting methods. Mobile agents carry interpretable code which
allows them to implement any of the previously discussed strategies. For instance, an agent could simply check for the customer’s location (Location-based
targeting) or compute more elaborated targeting by identifying if the ad category fits with the customer profile. In our method an agent is used to compute
an integer value that represents the degree to which an advertisement matches
the customer’s profile. More details on how mobile agents are used are in section
3.1. Mobile agents have the singularity of excuting the targeting code on the
customer’s devices; the evaluations will provide valuable insights on the agents
computation overhead and the customer’s acceptance of it.
2.2 Privacy Handling
To mitigate consumer’s privacy concern, several distributed mechanisms have
been proposed. These mechanisms try to reduce the consumer’s concern either
by providing high level of transparency on the collected data or by protecting
the consumer’s identity. We classified previous works on privacy handling in the
following way:
Permission-based mechanism [2] asks for consumer permission to collect specific information; it consequently provides high transparency on the amount and
type of the collected data. In 1997 the World Wide Web Consortium (W3C)
launched the platform for the Privacy Preferences Project (P3P). The main goal
of P3P is to provide an automated mechanism to inform users on their private
information treatment. Langheinrich [13] developed a Privacy Awareness System
(PawS) based on P3P providing high level of awareness and ”data collection”
service opt-out option.
Aggregation mechanism [21] groups customers into clusters based on their demographic profile (e.g. a cluster of young people) and then targets the ad based on
the cluster information. The privacy protection of this method is limited because
it involves collecting consumer data.
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Table 1. Comparison of our study with related work on mobile advertising
Ranganathan
and
Campbell (2002) [19]
Aalto et al. (2004) [2]
Mahmoud et. al.
(2007) [14]
Barnes et. al. (2008)
[6]
Gao and Ji [9]

Targeting Method Privacy Handling Validity Test
Category-based
Local Profiling
None
Location-based
Agent-based

Permission-based
None

35 participants
None

Location-based

None

None

None

None

None
Anonymity

137 students
None

Unknown

Aggregation

None

Rule-based
Category-based
Category-based
Category-based

Local Profiling
Local Profiling
Anonymity
Local Profiling

None
None
None
None

Category-based

Local Profiling

None

Agent-based

Local Profiling

903 participants

Category-based,
Location-based
Location-based
et. Ontology-based

Yang et. al. [25]
Narayanaswami
al. [16]
Shannon
et.
al.
(2009) [21]
Aggarwal et. al. [3]
Guha et. al. [11]
Alt et. al. [4]
Toubiana
et.
al.
(2010) [24]
Haddadi
et.
al.
(2010/11) [12]
This paper

Anonymity mechanism [16][4] protects consumer’s privacy by anonymizing the
data collected. However by collecting a large enough amount of anonymized data,
the consumer’s identity could be reverse engineered.
Local profiling privacy enhancement [19][3] [11][24][12] mechanism protects customer identity by avoiding the transmission of any data. Usually this method
is coupled with other security mechanism (e.g. sand-boxed environment, anonymous pings or delay tolerant networks [12]) to guarantee that no information
can be stolen or recovered while being able to bill for the ads impressions. This
study adopts the local profiling method.
2.3 System performance and e↵ectiveness test
Most of the previous studies are conceptual in nature without actual testing of
their proposed methods. Aalto [2] and Yang [25] validated their studies with
a small amount of around 100 participants. In contrast, we propose a system
that has been fully implemented and validated through a field experiment (with
around 1000 participants) to test the performance and e↵ectiveness of the proposed method. Especially we demonstrate that mobile agents are efficiently used
to distribute the targeting computation on the customer’s devices. Agents have
a minor impact on the customer devices performance and are therefore tolerated
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by users. The following sections provide insights on our system architecture,
implementation, and evaluation.

3 Privacy-Preserving Targeted Advertising Framework
In this section, we present our privacy-preserving targeted advertising framework
that dispatches, targets, and distributes advertisements in a privacy-preserving
way. Three components compose the framework: the mobile advertising-agent
(Section 3.1), mobile advertising-agents’ client (Section 3.2), and mobile advertising-agents’ server (Section 3.3).
Our framework is based on the following main principles: (1) Privacyenhanced mobile agency for targeting advertisements, (2) a central advertisingagents server, and (3) mobile devices with capabilities to process agents (advertising-agents client). The mobile agents are privacy-enhanced because they don’t
leak any user profile data to any second party. Each agent corresponds to one
advertisement, plus the targeting mechanism associated to it, whose goal is to
find matching customers. Finally the user’s mobile device decides if the agent
with its advertisement and targeting method matches the user’s profile.
As the matching between the carried advertisement and the consumer profile
is performed on the client’s mobile device, the number of consumers that can
be handled is highly scalable and the server’s infrastructure is very light. The
process of creating an agent and displaying the advertisement is illustrated in
Figure 1.
3.1 Mobile Advertising-Agent
The mobile agent comprises two separate and distinct concepts, i.e., mobility
and agency [18]. Mobility denotes the ability to move and visit multiple hosts.
Agency is the characteristic of an agent, who is hired by a principal (in our case
an advertiser) to sell its product to interested customers (in our case the mobile
device user). Upon reaching a customer’s mobile device, a mobile advertisingagent checks if the customer is in the target group of the carried advertisement.
The mobile advertising-agent is a small piece of binary data, which carries a
digital advertisement and a match estimator, as shown in Figure 2. The match
estimator is an interpretable code used to select only those people that are within
the target of the carried advertisement. Principally the mobile agent concept [17]
comprises the ability of agents to autonomously traverse multiple hosts. However,
to mitigate security risks [8], we restrain this feature and allow the migration
process only through the central server. This allows us to control the migration
flow and to trigger security checks. Each agent has to be cryptographically signed
by the principal of the agent (i.e. the advertiser). Before delivering an agent, the
server verifies the cryptographic signature of the agent to be able to guarantee
that only authorized advertisements are circulated. The server then singes the
agent with its own signature, which is eventually verified by the client upon
reception of the agent.
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Mobile Advertising-Agents
(Section 3.1)

User
Profile

Matching

Mobile Advertising-Agents Server
(Section 3.3)

Mobile Advertising-Agents Client
(Section 3.2)

Fig. 1. The privacy-preserving targeted advertising framework, consisting of the server
part (left), the mobile advertising-agents (middle), and the client part in a smartphone
device (right)

Mobile Advertising Agent

Digital Advertisement

Matching Estimator Code

Get Advertisement
Run Estimation
Verify Signature

Fig. 2. Schema of the Mobile Advertising-Agent. An agent comprises of a digital
advertisement and a matching estimator code, which are cryptographically signed.

Match Estimator The match estimator is a piece of software code that is
carried by the agent. The code is originally generated by an advertiser, with the
goal to determine if a user belongs to his target group or not. As part of the agent,
the match estimator is transferred from the central server to the customer’s
mobile device, where it is eventually executed. Match estimator can be any
type of executable code. We prefer to use JavaScript [22] because many mobile
platforms are o↵ering APIs to run the scripts in a sandboxed environment. In
our implementation iOS o↵ers to run JavaScript in a sandboxed WebKit-instance
that prevents all Internet connections, and protects the user profile from being
modified.
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The goal of match estimator is to determine the customer’s affinity with
the advertisement target. The outputs of the match estimator code are two
integer values: affinity coefficient and uncertainty value. The higher the affinity
coefficient, the closer the customer is to the advertisement’s optimal target. The
higher the uncertainty, the less accurate the computed affinity coefficient is. The
uncertainty value depends on the availability and importance of the information
needed to compute the affinity coefficient, which means that the value will be
higher if the user didn’t disclose personal data used by the match estimator. In
order to compute the affinity coefficient, match estimator has to access the local
information repository on the client side.
The local information repository is unique for each client and following our
privacy policy, it is not sharable or accessible outside the client. In the information repository, personal information such as age, gender, willingness to buy
budget products, or life style diet, is stored. Before interpreting the match, a
repository is assembled at the client side. Assembling the repository means extracting personal information from whatever storage support is o↵ered by the
smartphone (e.g. in iPhone, the information can be stored and retrieved through
the core data framework) and generate a dictionary that is readable by the match
estimator code. The generated dictionary should be read only and accessible by
the match estimator code as a global variable in the same sandbox environment
where the match estimator is interpreted.
Finally the ”evaluate” method of the match estimator code is called, the
affinity coefficient and uncertainty value is computed and returned. The decision
of displaying or dropping the advertisement is mainly based on the returned
affinity coefficient. If the uncertainty value is too high, the client will postpone
this decision and re-run the match estimator as soon as new information is
available on the local repository.
We illustrate the principles of the match estimator with a short example:
A beer producer wants to advertise a new sweet beer especially conceived for
females. In order to make the advertising companying as much e↵ective as possible the beer producer has an interest to only advertise its product to major age
female customers. He therefore needs to purposely configure a mobile advertising
agent by setting the correct match estimator code. The match estimator code
takes the local customer profile (the repository where all private user information are stored) as input and returns the affinity and incertitude value as output.
In this case the affinity is at maximum if the customer is a major age female.
On the other side the affinity is at minimum if the customer is too young. It
can happen that on the local repository some required information is missing,
for example the customer’s age in not present. In this case the match estimator
code cannot compute the affinity value or can only partially compute it. If all
information required to compute the affinity are available the uncertainty value
is zero. But in the case of the sweet beer if the customer age is missing the
incertitude is at maximum because knowing if the customer is major age is a
required information. If the uncertainty is too big the advertisement is put on
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hold till the required information is available. Besides this simple example, the
interpretable code allows to achieve much more complex targeting.
Digital Advertisements As illustrated in Figure 2, each mobile advertisingagent carries a digital advertisement. Modern advertisements rely on several
types of media types like text, images or videos, and it should be possible to
support all these cases. An important restriction is that no content must be
loaded from remote servers, all contents have to be embedded in the advertisement itself. This implies two things: consumer privacy is protected, and the
amount of transferred data is controlled. Privacy is protected because without
explicit advertisement download, it is not possible to track who opens which advertisement. If all media contents are embedded in the mobile advertising-agent,
we control the total data throughput to prevent consumers from downloading
massive amounts of data. Finally, having all contents contained and stored in
the digital advertisements allows displaying them even if Internet connectivity
is lost at a later point in time.
In our implementation we choose to encode the advertisement as a HTML
document to give us the liberty in defining the advertisement’s graphical design.
A digital advertisement is basically a webpage that can be composed by rich text
and images. By choosing HTML to represent the advertisement, we ”uniform”
the encodings to some extent. Since our match estimators are JavaScript-based
and the advertisement is HTML-encoded, we can manage both of them with the
same web browser engine instance and reduce the client’s memory consumption.
When no external content is downloaded, external references in HTML would
usually not be available. To overcome this limitation, we use an artifice provided
by the data URI scheme to include in-line data in the HTML documents. The
URI scheme is defined in RFC 2397 [15] and adopted by most browsers.
3.2 Mobile Advertising-Agents’ Client
The mobile advertising-agents’ client is the software part running on the smartphones (the client side of our framework architecture). The client is a place
where: 1) mobile advertising-agents are hosted and their match estimator code
is interpreted, 2) consumer’s profile is stored, and 3) advertisement is displayed.
The agents’ client is integrated inside an application (e.g., a gaming or utility
application) that would display the targeted advertisements.
Advertisements Selector The client is responsible for fetching new mobile
advertising-agents from the main server. All new agents are transmitted to the
client that will then store them in the local database (see Figure 3). Newly transmitted advertising-agents are marked as unrated. All unrated agents’ matching
estimators are interpreted to establish their affinity coefficient and uncertainty
value. After all match estimator codes of all new agents are computed, the client
will proceed to an initial screening, i.e., only those agents that have a uncertainty
value below a certain threshold will be considered. Those agents having an appropriate uncertainty value are than eligible for advertisement selection. The
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2 MOBILE ADVERTISING-AGENT CLIENT
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2.1 Interpreter

3.2 Digital
Signature

Fig. 3. A schematic overview of the Mobile Advertising-Agents’ Client, showing the
relationship between agents (1), client (2), and the client’s local repository (3)

advertisement selection algorithm depends on the kind of advertising strategy
the application wants to implement. For example, if the mobile advertising-agent
client is embedded in a game application, it may show a small banner for a certain period of time. In this case, the advertisement selection algorithm could be:
Take the advertisement with the highest affinity coefficient and display it for
a certain amount of time, then take the advertisement with the second highest
affinity coefficient, and so on.
User Profiler The local profile is a repository containing personal information
entities such as sex, religion, diet, etc. Entities have a schema that defines their
nature. They are composed of: a name, a question, and possible answer. For
example, the ”sex” entity contains a question: ”What is your gender?”, and a
possible answer of either ”male” or ”female”. Entities are defined on the main
server and downloaded by the client when needed (see Figure 5).
The client is responsible to query the consumer in order to populate the
local profile repository. Whenever a mobile advertising-agent requires an entity
that is not present in the local repository, the client will download the entity
definition from the central server, after which the client will attempt to optimize
the information retrieval. The more helpful the information is in computing
affinity coefficients, the more urgent it is to acquire it. The agents’ uncertainty
values enable the client to extrapolate with a relatively high probability the most
discriminating yet missing entity’s answer. An unavailable entity’s answer that
is required by multiple mobile advertising-agents with high uncertainty values
has higher discrimination power. The higher the discrimination power of an
unanswered entity is, the more urgent is the retrieval of its answer.
Missing Information Handler As previously mentioned, the matching estimator code handles missing information by increasing the uncertainty value.
The uncertainty value returned by match estimator depends on the importance
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of the missing information needed to compute affinity coefficient. Missing information may have higher or lower impact in computing the match between the
user and the advertisement depending on the importance of the information and
how this information is used by the match estimator code. Thus, only the match
estimator knows precisely how big the impact of missing information is, and only
match estimator code can compute the uncertainty value. Match estimators of
all non-expired agents with uncertainty values higher than 0 are periodically recomputed by the client. Every time the uncertainty value and affinity coefficient
of an advertising-agent is recomputed, it gets a new opportunity to be selected
and its advertisement has a chance to be displayed.
3.3 Mobile Advertising-Agents’ Server
The server side is very light and does not require much computation since most
of the logic is sent to the client and executed remotely. However it is the server’s
duty to verify the authenticity of the agents that will be delivered to the clients.
To achieve this, advertisers have to cryptographically sign the agents. The server
then verifies this signature. If verified, it adds its own signature and is ready to
deliver the agent. Furthermore the server is responsible for limiting the client’s
workload. The server should limit the number of agents sent to the client, check
for estimators codes that are too big to be executed, and make sure that a
reasonable amount of information is stored on the client. We will further discuss
this point in the discussion section.
In our implementation, the server is designed as a state-of-the-art RESTful web service provider. Fetching newly available mobile advertising-agent is a
simple procedure. After client provides the identity (ID) of the last downloaded
agent, the web service will assemble a list of non-expired agents with an ID
higher than the recently downloaded one. For performance reason, we stream a
list of agents instead of allowing one-to-one agent recuperation.

4 Implementation and Evaluation
The framework presented in this paper was implemented and tested on a largescale field experiment. Based on our framework, we implemented a grocery
discounts-discovery application for iPhone and made it available for free installation in the App Store of our country. The aims were to show the feasibility
to execute targeting algorithms on modern smartphones like the iPhone, and to
show the e↵ectiveness of our algorithm in comparison with a random advertising
approach.
To assemble the local information repository, we designed an ad hoc user
interface, which is a full screen dialog window that asks profiling questions such
as gender and lifestyle diet (see Figure 4 for a query example). Users have the
possibility to either select the correct answer and save it, or skip the question.
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Fig. 4. The grocery discounts-discovery application. The main screen shows current
discounts (left). Users can enter personal data, and are guaranteed that it will never
be leaked from the phone (middle). Upon entering personal data, the user receives
targeted discounts (right), and has the option to rate the discount in a five star scale.

When a question is skipped three times, it is never asked again. A maximum of
two profiling questions were asked per session2 .
To increase the usefulness of the application, we implemented a filtering and
sorting function. The filtering functions allow users to filter discounts based on
the grocery store, i.e., only the discounts in a specific grocery store are shown.
The sorting function allows users to sort the discounts based on the ratings given
by the users themselves (see Figure 4). The ratings are given in a one to five star
scale.
To capture user interaction with the application, we implemented a logging
system that locally saved important events such as application started, discount
o↵er deleted, etc. The logging system also saved the events’ timestamp for later
transfer to our server.
Users were tracked using the iPhone unique identifier (UDID); a 40 bytes
token that uniquely identifies each device. When users launched the application,
the logs collected in the previous session together with the UDID were sent
to the server for analysis. Note that the logging system was added for the field
experiment purpose only. As it is not part of the conceptual framework it doesn’t
compromise user privacy there. We only logged the total number of events, i.e.,
2

A session starts from when the user launches the application until he/she closes it.
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the number of advertisements displayed, the number of advertisements deleted,
the number of questions asked and skipped, etc.
4.1 Preliminary Conceptual Test
We ran a two-week pilot test with 10 participants, recruited among the undergraduate students of ETH Zürich. The pilot test was designed to check our
concept and validate the functions of our prototype. In all, 509 mobile agents
were transmitted, 275 discounts information were displayed, 45 discounts information were deleted, and 156 out of the 281 discounts information that were
rated by the consumers had 3 stars or higher on a scale of 5. The 10 participants
were surveyed after completing the test phase and all affirmed that none of the
presented discounts information was o↵-target (e.g. a vegetarian did not receive
a discount for meat). The participants also gave some comments on the usability
of the application: ’it is useful to keep track of ads”, ’it’s easy to find out where
the best discounts are, so you can choose at home where to shop’, ’best o↵er in
a glance’, ’since the interface was nicely done it was never a problem for me to
answer the profiling questions’.
4.2 Field Experiment
After the successful pilot test, we ran a field experiment. In collaboration with a
local firm, we distributed real grocery discounts information through our application. Each week we distributed an average of 150 new discounts information
of the three largest local grocery stores. We ran the experiment for 3 months
with 903 participants. To evaluate our targeting mechanism, we incorporated
a control group in the field experiment. The control group was equipped with
a version of the application that randomly selected the discounts information
without any targeting feature. We randomly assigned the consumers to the test
or control group. It is important to note here that once a consumer was assigned
to a particular group, he/she could not change it. The advertisement selection
algorithm and iPhone identifier were stored in a DB. Even if they uninstalled and
reinstalled the application, they would still get the same advertisement selection
algorithm. 52% of the users (470) were assigned to the test group (with targeting algorithm) and 48% (433) to the control group (with the random selection
algorithm).
Performance Analysis The first analysis focuses on the performance of the
proposed framework to demonstrate its robustness and feasibility of a concrete
implementation. Our measurement units are sessions. We consider each session
as the time from when the application is launched until it is closed. Sessions
were retrieved from 470 users in the test group, i.e., those running the targeting
algorithm. We selected 725 sessions for the analysis based on the consideration
that at least one agent was downloaded, and the evaluation and selection phases
were successfully completed. This is to make sure that we excluded those who
closed the app immediately after launching it. We also conducted an anomaly
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filtering, i.e., all sessions having unusual time duration for agents’ downloads
due to unexpected networks, hardware, or software behavior were excluded. The
descriptive statistics of the 725 sessions are shown in the table below.
Table 2. Descriptive statistics of the sessions. User hardware: iPhone 3G/3GS
# of Agents Downloaded
Avg. Download Time (in sec.)
# of Carried Ads Displayed
Processing Time (in sec.)

Min.
1.00
0.00
1.00
0.00

Max.
50.00
37.00
71.00
48.00

Mean Std. Dev.
40.13 15.85
5.24 5.17
11.03 6.96
3.03 8.55

The average number of the carried advertisements displayed per session is
11.03 and the average time to process the downloaded agent is 3.03 seconds.
Hence approximately 0.27 seconds are needed to execute the match estimator
code of each agent and decide if the agent’s carried advertisement should be displayed to the consumer. The average time to download an agent is 0.13 seconds.
By analyzing the collected log entries, we estimate that the total time to process
an agent (download + code interpretation + selection) is around 0.4 seconds.
Usage Analysis Both test and control groups used their respective application
mostly during the weekdays. As shown in Figure 5, there is no significant difference in the time-of-the-day when the test and control groups launched their
respective application. However when we compared the number of times the
test group launched our targeted advertising application (c.f. the control group)
with an independent sample t-test analysis, we found a significant di↵erence in
the launching frequency of the test and control groups (sig. 0.006). The test
group who had the targeted advertising application launched the application
18.2% more as compared to the control group. On average the application was
launched 11.7 times by the test group and 9.9 times by the control group.
Besides examining the application launch, we also examined four common
events in the test and control groups, i.e., open the details of discount information (eventID 7), rate the discount information (eventID 10), and sort the
discount information based on the ratings (eventID 200) or retailers (eventID
201). We found that besides clicking on the advertisements to see more details,
users in both groups extensively used the app feature that allows them to sort
the advertisements based on the retailers (see Figure 5). Most probably this is
because they are loyal to a specific retailer, and were using this feature when
they were inside the shop. We also noted that application launches (EventID
1) reach peeks at 9h, 12h, 17h and 21h, which indicates that users prefer to
browse for o↵ers during breaks and in their free time, and most preferably in
the evening.
The e↵ectiveness of our targeting algorithm is proportional to the amount of
user information in the local repository. The more often the application was used,
the more information was collected in the local repository, and thus the better
the performance of our targeting algorithm should be. To gauge satisfaction
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Fig. 5. Hourly user activity of the test (above) and control group (below). Events
IDs: 1=’app launched’, 7=’read discount’, 10=’rate discount’, 200=’sort discounts by
rating’, 201=’sort discounts by retailer’

with the displayed advertisements, we compared the average ratings given to
the discounts information in the test and control groups. As shown in Figure
6, the test group had greater satisfaction with the displayed advertisements as
they gave significantly higher ratings to the advertisements. The longer they
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Fig. 6. Average ratings of the displayed advertisements, depending on the number app
usages, for test and control group.

used the targeted application, the higher the ratings they gave to the displayed
advertisements. This confirms the e↵ectiveness of our targeting algorithm.

5 Privacy and Threats
Having claimed that our targeting framework is privacy-preserving, in this section we argument on threats on user privacy, and how they are mitigated.
In our setting we define privacy the following way: no attacker should be able
to derive any user profile data. Conceptually, our framework fulfills this property,
because targeting is done on the user device itself rather than on a untrusted
remote server, and that no user profile data is transmitted to any second party.
To break the privacy property, the goal of an attacker would be the following
two things. 1): accessing user profile data on the user device and transmit it to
the attacker or 2): deriving user profile data implicitly from user behavior.
Let’s first consider the first point: One possibility to access the user data
would be to install a malicious program on the user device that reads out the
desired values and that transmits them to the attacker’s server. Here we rely
on the smartphone OS security policy (in our case iOS) and our configuration
that disables read access from other apps to our app’s data. Apple further tightly
reviews any app before it can be published to the app store, which further diminishes this threat. Another potential threat comes from the JavaScript targeting
codes that run on the user device and that have access to profile data. Here we
rely on the security of the sandboxed Webkit instance that runs the JavaScript.

16

Elia Palme et al.

If configured accordingly, any data transmission in the sandboxed environment
to the external is blocked. Therefore, even if malicious JavaScripts were able to
reach the client they would be unable to communicate any stolen information. In
practice the sandboxed environment may experience vulnerabilities that allow
to circumvent the security policies. Browser security and especially sandboxing
is however widely researched and implemented nowadays (e.g., [20]), so that we
decide to rely on the Webkit implementation in our case.
The second point is mitigated because in our discount discovery application,
no click data is transmitted to any server. In contrast to the presented case study,
marketers however often require the advertising publishers to provide statistical
feedbacks on the advertising campaign (E.g. impressions, clicks). In case of the
presence of a statistical feedback loop, the customer privacy could theoretically
be compromised. In theory a malicious server could estimate the customer profile
by analyzing the client feedbacks. To mitigate probing attacks, security mechanisms for anonymizing requests such as anonymous ping, delay tolerant networks
[12] and onion routing [10] can be combined to the presented framework. Passive
eavesdropping attacks would so be circumvented. Hence successful attacks would
have to actively alter the advert server’s normal behavior. For example, if the
server only sends the advertisement agents to one mobile client, he could track
his clicks even if the clicks are anonymized.
Summarized, our implementation fulfills the proposed privacy policy. In a
future implementation that enables to track clicks, the mechanisms described in
this section should be implemented.

6 Discussion and Further Work
While o↵ering numerous benefits, our proposed framework may encounter resource management problems when the match estimator codes are too complex
or the repository is too big such that they may overload the mobile advertisingagents’ client. In our field experiment, we overcame this potential issue by limiting the number of agents sent per session (max. 50 agents per session), limiting
the code size of the agents (max. 1KB per agent), and meticulously defining
which information should be collected and stored in the consumers’ repository.
While they may not be ideal measures, these three measures could prevent the
resource management problem from happening.
A second limitation of our framework is that it may not be able to address
special cases such as wrong match estimator codes and codes that never terminate (infinite loops). By now our assumption is that the server delivers agents
with valid code. Nevertheless, our field experiment showed that the proposed
framework has well-performed and such special cases could be prevented. In
our field experiment, all agents’ match estimator codes were computationally
generated by assembling multiple previously verified pieces of codes.
The above limitations present opportunities for future research. Future research can also benefit from this study as it o↵ers detailed guidelines on how
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to implement and field test a proposed framework. Such field test is currently
lacking in most of the previous studies proposing targeted advertising methods.
In the field experiment we assessed the e↵ectiveness of the targeting algorithm
by using the framework in a grocery discounts-discovery context, we examined
the application performance and usage, and compared consumer satisfaction
with the targeted advertisements vis-à-vis randomly displayed advertisements.
Future research could further compare our mobile-advertising agent framework
with other existing frameworks for targeted advertising. An indication for improved user-satisfaction with privacy-preserving targeting vis-à-vis non-privacypreserving targeting is given in [23].
By addressing the security of the proposed framework two important aspect
need to be mentioned: First, it is crucial that the targeting code runs in an
environment that prevents any Internet connection and any profile modifications.
We here rely on a sandboxed environment (i.e. Apple WebKit) that fulfills these
requirements. So even malicious advertising agents are unable to transmit or alter
any private information. Second, advertisers generally like to track the clicks of
their advertising campaigns. In our current implementation this is not possible
as this would leak information on who clicked on the ads. A way to overcome
this limitation is to anonymize the click information. This can be achieved with
onion routing [10], anonymous pings or delay tolerant networks [12]. Given that
many threats on privacy arise because advertisers wish to track user clicks for
payment reasons (pay-per-click), we finally highlight the need for further research
on privacy-preserving ad-payment schemes.

7 Conclusion
In this paper, we presented a novel framework of agent-based targeted advertisement that allows for advertisement targeting while preserving users’ privacy. We
presented its concrete implementation with a grocery discounts-discovery application for iPhone, and evaluated it in a large-scale field experiment with 903
real users. Based on the field experiment, we analyzed among other things the
application performance and user satisfaction. We showed that the total time
needed to fetch and display an agent-based advertisement in our testing environment (iPhone 3G/3GS) is a mere 0.4 seconds. To assess the e↵ectiveness of
our targeting algorithm, we compared the average ratings given to the targeted
advertisements vis-à-vis randomly displayed advertisements. We discovered that
users were generally more satisfied with the targeted advertisements as reflected
in the significantly higher ratings given to the targeted advertisements. Moreover, we discovered that the longer they used the targeted application, the higher
the ratings they gave to the displayed advertisements. This paper demonstrates
that mobile agents can be e↵ectively used to achieve targeted advertisement. The
computational overhead imposed by the mobile agents is minimal and therefore
tolerated by end users. Furthermore, we demonstrated how mobile agents can
be used to preserve user privacy. We presented a validated framework that can
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be used as base for future development of privacy-safe and context-aware mobile
target content delivery.
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Addressing the Personalization-Privacy Paradox: An Empirical Assessment from a
Field Experiment on Smartphone Users
Abstract: Privacy has been an enduring concern associated with commercial Information Technology (IT)
applications, particularly in the personalization matter. IT-enabled personalization, while potentially making usercomputing experience more gratifying, often heavily builds on user information to afford individualized services;
thus raises the user privacy concern. We term such tension between personalization and privacy as the
Personalization-Privacy Paradox, i.e., marketers exploit consumers’ data in order to offer personalized product
information. To better understand this paradox, we build on the theoretical lens of uses and gratifications theory
and information boundary theory to theorize the extent to which privacy impacts gratifications derived from
personalization, and how IT solution can be designed to alleviate privacy concern.
Set in the context of smartphone-based personalized advertising applications, we propose and prototype an
IT solution that keeps user information locally in their smartphone in providing personalized product messages to
the users, which we refer to as personalized, privacy-safe application. The proposed IT solution was validated
through a field experiment by benchmarking against two applications: a) a base application broadcasting product
information to users (referred to as non-personalized application) and b) a personalized application that transmits
user information to a central server (referred to as personalized, non-privacy safe application). The results show
that compared to the non-personalized application, while personalization (both privacy-safe and non-privacy safe)
increased application usage (reflecting process gratification), only when it was privacy-safe that the users saved
product messages more frequently (reflecting content gratification). Follow-up surveys corroborate these
nuanced findings and further reveal the users’ psychological states leading to the field experiment results. We
found while revealing personal information to obtain process gratification does not intrude the users’ information
boundary, the saving of adverts for content gratification does. Overall our proposed IT solution (that stores and
processes user information locally) reduce perceived intrusion of information boundary; thus mitigating the
personalization-privacy paradox towards both process and content gratifications.
Keywords: personalization-privacy paradox, mobile advertising applications, uses and gratifications, information
boundary theory
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Introduction

“Although privacy often has been said to mean ‘the right to be left alone’… consumers live in a
world where information about their purchasing behavior, online browsing habits… is collected,
analyzed, combined, used, and shared, often instantaneously and invisibly.”
--- Federal Trade Commission (2010)
A report by the Federal Trade Commission (FTC) dated December 2010 has highlighted a pertinent and ongoing
issue confronting the Information Technology (IT) industry: the personalization-privacy paradox, which refers to
the tension between the use of IT applications to exploit user information for personalized service offerings and
users’ growing concerns about information privacy, which has the potential to restrain the usage of such
applications (Angst and Agarwal 2009; Dhar and Varshney 2011). Information privacy refers to users’ rights to “to
keep information about themselves from being disclosed to others [marketers and other unknown people]
(Rognehaugh 1999, p.125).
The personalization-privacy paradox can be prominently observed in the mobile application industry,
especially since the emergence of smartphones1 such as iPhone (Kavassalis et al. 2003; Lee and Benbasat
2003; Watson et al. 2002). In addition to possessing typical mobile phone characteristics (being closely tied to
their specific user, going where they go), latest generation smartphones are equipped with significantly improved
processing capacity that approximates to that of a personal computer, and are therefore excellent tools via which
marketers (i.e., merchants and advertising companies) can use mobile applications to gather information about
phone users, and then offer personalized information and individually-tailored services to users based on that
information (Peppers and Rogers 1997; Stewart and Pavlou 2002; Xu et al. 2008). So it is not surprising that,
despite their enhanced personalization features, these mobile applications have raised widespread users’
concerns about the privacy of their personal information. A 2010 global survey by Accenture found that more
than half of the 1,000 respondents surveyed over 10 countries were worried that smartphone-enabled mobile
applications would erode their information privacy2, a concern reflected in a remark by Eswar Priyadarshan, the
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1 Ever since Apple introduced its smartphone, iPhone, in 2007, smartphone products have fast become the norm for individual ownership. The smartphone
user base is predicted to exceed USD1.32 billion (Gartner 2009).!
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1
!

chief technology officer at Quattro Wireless3: “[Smartphone is] potentially a portable, personal spy”. The recent
news that iPhones and Android phones secretly track user information4, and that half of all iPhone applications
are capable of doing so,5 further confirms users’ worries, and pressure has been mounting on mobile application
developers to address information privacy issues in their application designs6 (Tode 2012).
However, addressing the information privacy issue is a tricky one, since phone personalization - a capability
that users value - often involves the explicit utilization of information about them, which is at the root of their
information privacy concerns, and about which the existing literature has provided conflicting views and
observations. On the one hand, opinion polls, surveys, and experiments have repeatedly indicated it to be of the
utmost concern (Culnan and Milne 2001; Fox 2000; Phelps et al. 2000); on the other, research has also depicted
a bounded impact of privacy, such that people may be willing to forgo privacy in return for enjoyments from
personalization (Hann et al. 2002). In addition, the measures currently proposed to address information privacy
issues have yet to yield satisfactory results. One such stream attempts to design security solutions - such as the
anonymizing techniques (e.g., Bulander et al. 2005; Gedik and Liu 2008) and peer-to-peer user agents (e.g., Brar
and Kay 2004) - to ensure the transmission of user information over communication networks is properly handled
- but these measures may appear too strange or overly sophisticated for general computer users, so they are
unwilling to adopt them, or are unable to utilize them ineffectively (Jensen et al. 2005). Another group of
measures provides written assurance regarding information collection and use, such as privacy policy statements
(e.g., Andrade et al. 2002; Bargh et al. 2003; Xu et al. 2005; Youssef et al. 2005) but (given the typical length
and complexity of these assurances) these solutions have again been criticized as imposing unrealistic cognitive
burden on consumers, with the result that only a small percentage of them consult such privacy policies (Jensen
et al. 2005)7. This discussion highlights the needs for a better theoretical understanding about the

!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
3 Quattro Wireless was a mobile advertising agency which placed advertising for clients such as Sony on mobile sites (source:
http://www.nytimes.com/2009/03/11/business/media/11target.html; last accessed 05-May-2011). The company was acquired by Apple in January 2010 but
was subsequently closed in favor of Apple’s own iAd advertising platform.
4

Source: http://online.wsj.com/article/SB10001424052748703983704576277101723453610.html; last accessed: 04-July-2011.
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Source: http://www.geeky-gadgets.com/50-percent-of-iphone-apps-can-track-user-data-26-01-2011; last accessed: 04-July-2011.

6 Source: http://www.technobuffalo.com/news/congress-probes-apple-over-path-address-book-debacle-apple-to-require-explicit-user-approval; last
accessed: 23-March-2012.!
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Their study (Jensen et al. 2005) found that only 26% of users read privacy policies during a laboratory experiment, and the readership in real situations is
believed to be far lower. !
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personalization-privacy paradox, and the establishment of alternative measure to alleviate users’ information
privacy concern effectively, while still allowing them to enjoy the benefits of personalization.
To understand this paradox better, we build on Uses and Gratifications Theory (UGT) (McGuire 1974;
Rubin 1985) and Information Boundary Theory (IBT) (Petronio 1991). We anchor our considerations on the UGT
to underscore the need to consider two distinct types of gratification - process and content - that users derive
from using a medium. The former (process gratification) relates to the enjoyment of the act of using the medium,
while the latter (content gratification) reflects the pleasure gained from using the content the medium offers (Lee
2001; Stafford et al. 2004). UGT posits that these gratifications may be mediated by social and psychological
factors such as users’ desires and concerns. Hence how consumers’ desires for personalization and concerns
about information privacy may influence their different gratifications. To more specifically theorize such
relationships, we employ IBT to argue that individuals form an informational space around them with defined
boundaries (Petronio 1991; Stanton and Stam 2003), and attempts by external parties (e.g., marketers) to cross
those boundaries may disturb their tranquility and cause feelings of discomfort (Solove 2006). We argue that
personalization benefits will lead to higher process gratifications, but not to content gratifications, as the
perceptions of information boundary penetration involved in the latter will raise significant privacy concerns.
Leading on from this argument, we apply the elements of information systems (IS) design theory as outlined
by Gregor and Jones (2007) - to address the personalization-privacy paradox. The most important element is the
mutability of artifacts, where we propose and design an IT solution in a context which exemplifies the paradox:
personalized mobile advertising applications8. The proposed IT solution - which we refer to as personalized,
privacy-safe application - stores and processes information locally (i.e., within a user’s smartphone, but does not
transmit it to the marketer) so that personalized product information (adverts) can be delivered to him/her without
compromising the privacy of their personal information. We demonstrate empirically that such an IT solution can
promote psychological comfort in users since their information boundary is not violated, thus both enhancing the
process gratifications they can gain from the mobile phone applications, but also allowing them to enjoy the
associated content gratifications. We pilot-tested and then validated our proposed IT solution via a field
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
8 A mobile application is a software application that is developed to run on a mobile phone. The application is typically downloaded in a mobile application
store (e.g., Apple App store). Mobile applications can serve many purposes such as social networking, location-based social marketing, and provision of
information (e.g., news and weather forecast). A mobile advertising application is a specific type of mobile application that delivers advertisement
information to users (e.g., adverts of a fashion brand, adverts from a particular store).
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experiment in which actual users used the application to receive real advertising messages provided in
collaboration with an advertising agency. The experiment benchmarked the proposed IT solution - i.e., our
personalized, privacy-safe application - against both a base mobile application that broadcasts product
information to users (referred to as non-personalized application) and a personalized application that transmits
user information to a central server (i.e., marketer) to deliver personalized adverts (referred to as personalized,
non-privacy safe application). We then conducted follow-up surveys, which revealed users’ privacy perceptions
and psychological states which explained our field experiment observations.
The rest of the paper is thus organized: the following section reviews the prior studies on personalizationprivacy paradox and section 3 introduces the UGT and IBT. We then develop our hypotheses in section 4;
document our field experiment in section 5 and report our hypothesis testing in section 6. Section 7 presents the
post-experiment investigations that reveal more details about users’ psychological states that can better explain
our field experiment results, while section 8 discusses our findings and draws some implications.

2

Prior Studies

Several prior studies have examined the personalization-privacy paradox, and they serve as the research
foundation for this study. Table 1 summarizes the key related works and how they compare with our research.
Our review of these extant studies highlights two issues. First, the theoretical interpretation of consumers’
responses to information personalization and privacy is not entirely clear. As Table 1 shows, while most previous
studies clearly highlighted privacy as a pertinent issue that can prevent consumers from enjoying and using
personalized applications, some argue otherwise. For instance, Awad and Krishnan (2006) build on Utilization
Maximization theory to argue that, while privacy may not significantly influence individuals’ attitude toward
personalized service, the concern remains detrimental on consumers’ responses to personalized advertising. Xu
et al. (2011) found that privacy concerns could somehow be overridden by personalization through scenariobased simulation in a laboratory experiment setting (i.e., where subjects responded to given privacy scenarios
but without interacting with real applications). The inconsistencies in these findings also underscore the need for
more theory-grounded investigations to yield deeper understandings of the extent to which privacy impacts
people’s enjoyment and acceptance of personalized applications. As Table 1 shows, most prior studies in this
research area lack comprehensive theoretical foundations; except Awad and Krishnan (2006) who adopted the

4
!

utility maximization theory. While acknowledging the weakness of the theory (in that consumers do not compute
an exact cost-benefit analysis for each information exchange) they argue for the theory’s appropriateness for
their study as consumers do weigh the involved tradeoff (in this case, the tradeoff between personalized offering
and information privacy). Our study goes beyond examining the tradeoff between personalized offering and
information privacy to specifically addresses the personalization-privacy paradox through a validated IT solution.
This involves us in adopting two theories, i.e. the UGT and IBT: the former allows us to obtain a more refined
consideration of the behaviors that reflect the enjoyment people derive from personalization; while the latter
offers a complementary understanding of the limits on how privacy may impact the different gratifications derived.
Table 1: Summary of Prior Work on the Personalization-privacy Paradox & Comparison with Our Paper
Authors
(Year)
Awad and
Krishnan
(2006)

Focus

Theory

Methodology

Information transparency on
collected personal data and
consumer attitude regarding
online profiling.

Utility
maximization
theory

Survey
(400 online
consumers)

Norberg et
al. (2007)

Investigated the effects of risk
and trust perceptions on
personal information disclosure

-

Exploratory study None
(Survey and
interview
involving 23
students)

• Risk perception has a significant negative impact
on individuals’ stated intentions to disclose
personal information
• Trust perception has no significant impact on
individuals’ actual personal information disclosure.

Sheng et al. Impact of personalization and
(2008)
privacy concerns in an
ubiquitous environment

-

Scenario-based
survey (100
students)

None

• Privacy concerns have a negative impact on
intention to adopt personalized services.
• There is no significant relationship between
privacy concerns and intention to adopt nonpersonalized services.
• The results also provide evidence for the
personalization-privacy paradox, that is,
personalization triggers privacy concerns, which
can, in turn, influence users’ intention to adopt ucommerce applications.

Treiblmaier Probes users’ perspectives on
and Pollach benefit and cost of
(2007)
personalization

-

Interview
(25 experts in
personalized
communication)
Survey
(405 online
consumers)

None

• The general attitude toward personal data (i.e.,
their perceived level of risk associated with data
disclosure) determines their perceptions of
personalized marketing communication
• The finding that users expect personalization to
lead to an increase in unsolicited commercial
messages suggests that personalization may have
varying consequences, depending on how
responsibly companies use the data they collect

Multiple surveys
(217 online user,
70 students,
147 students)
Laboratory
Experiment (545
undergraduate
and graduate
students)

None

• Vast majority of users had changed the default
privacy settings into more restrictive settings.

Scenariobased
simulation

• Personalization could somehow override privacy
concerns for both covert-based and overt-based
location-awareness marketing.
• Consumers are more likely to regard locationawareness marketing as valuable if advertising
messages are perceived to be relevant and
customized to their context.

Utz and
Kramer
(2009)
Xu et al.
(2011)

Investigated whether users of a social network are benefiting
from the ability to set different
privacy levels
Investigated the dynamics of the personalization-privacy paradox
when dealing with the
disclosure of personal
information in the locationawareness marketing context
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System
developed
None

Findings
• In the case of personalized service, where benefit
is more apparent to consumers, previous privacy
invasions are not significant, as the potential
benefit of the service outweighs the potential risk
of a privacy invasion.
• In the case of personalized advertising, where the
benefit is less apparent and the risk is more
apparent, previous privacy invasion is significant.
• Consumers who value information transparency
are less likely to participate in personalized
services and advertising.

This study

Argues that consumer response
to personalization-privacy
paradox could vary depending
on whether he/she is engaging
in process or content
gratifications.
Addresses the personalizationprivacy paradox through a
validated technological solution.

Uses and
gratifications
theory and
information
boundary
theory

Field experiment
(691 actual
mobile phone
users) and postexperiment
surveys

3 mobile
• Personalization benefits are expected to lead to
applications
higher process gratifications, but not content
developed
gratifications due to a perceived penetration of
(1 proposed
information boundary in the latter that raises
application
significant privacy concern.
solution and 2 • Users of personalized, privacy-safe application not
benchmarking only engaged in higher application usage behavior
applications)
(process gratification), but also saved the
advertising messages more frequently (content
gratification) than those whose applications lacked
this privacy-safe feature

Second, extant studies typically restrict their empirical research methodologies to survey and controlled
laboratory experiments, so that it is unclear whether their findings would be robust in an actual commercial
context. Previous research has cautioned that there could be significant differences between individuals’
perceptual responses and actual behaviors (Hui et al. 2007; Jensen et al. 2005; Norberg et al. 2007) - for
instance, Norberg et al. (2007) show that individuals’ perceptions of trust may have no significant impact on their
actual personal information disclosure behaviors. This infers the need to assess user responses to personalized
applications in actual commercial contexts more realistically. Our study proposes and designs a technological
solution that not only satisfies people’s desire for personalization but also alleviates their information privacy
concerns, and then validates via a multi-method approach. Specifically, we conducted a field experiment that
provided users with our self-designed applications to assess their response in the actual commercial context, and
corroborated the findings through surveys to gain more robust findings that incorporate both their perceptual
beliefs and their actual behaviors.

3

Theoretical Foundations

3.1 Uses and Gratifications Theory (UGT)
The UGT originates from research on the use and impact of communication media (Klapper 1963; Lin 1999;
McGuire 1974; Rubin 1985; Ruggiero 2000), and it has been applied increasingly in the advertising arena over
the past decade (Eighmey 1997; Korgaonkar and Wolin 1999; Lin 1999; Stafford and Stafford 1996, 1998). The
theory builds on five assumptions: 1) media use is typically goal-directed, 2) individuals use media to satisfy
needs (such as seeking information to reduce purchase uncertainties), 3) media use is often mediated by social
and psychological factors, such as individuals’ desires and concerns, 4) individuals face aggressive media
competition for their attention, selection and use, and 5) individuals have the capacity and freedom to
initiate/discontinue media use (Rubin 1993). These five assumptions revolve around the notion of independent,
6
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personal usage of a medium, and are often applied in a consumer market where each individual has the capacity
to determine what media to use for what purposes, and how often (Stafford et al. 2004).
UGT is often applied by scholars to understand why individuals become involved in a particular type of
medium and what gratifications they receive from that involvement (Ruggiero 2000). Prior UGT research has
suggested that consumers use a medium either for the experience of the process itself (such as playing with the
technology), or for the content (information, etc.) it carries (Stafford et al. 2004), and these two broad dimensions
are categorized as process gratification and content gratification (Cutler and Danowski 1980; Stafford and
Stafford 1996; Swanson 1992).
With process gratification, an individual enjoys being involved in the communication process, rather than
gaining value from the actual content communicated, as is the case with content gratification (Song et al. 2004).
“Content gratification includes use of the messages carried by the medium, and process gratification relates to
enjoyment of the act of using the medium, as opposed to interest in its content” (Stafford and Stafford 2001,
p.96). Stafford et al. (2004) also note that the distinctions between process and content gratifications should be
defined in context, with operational definitions and resulting measures that are specific to the medium. In the
context of visiting websites, previous research has argued that “aimless surfing is an apt Internet characterization
of process gratification” and that “bookmarking a site might be more representative of motivations arising from
content gratifications. When a user finds a site compelling enough to mark the return passage for a later visit, this
is likely indicative of strong content interest” (Stafford and Stafford 2001, p.97).
In a mobile personalized application context, when a user enjoys the process of using the application (i.e.,
process gratification), they are likely to do so repeatedly. Given individuals’ capacity and freedom to
initiate/discontinue usage of a medium, despite intensive media competition, the act of running an application is a
good indication of their affinity with the medium (Rubin 1993), and is thus of great interest in practice9. When a
user is interested in the content (advert) transmitted by the mobile personalized advertising application (i.e.,
content gratification), this is likely to be reflected by their saving the advert so as to retrieve it later – the
equivalent of bookmarking a website in the web-surfing context.

!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
9 According to Sebastian Holst, chief marketing officer for Preemptive Solutions, developers are naturally keen to see how end users are invoking the
applications they build (Vizad 2010)
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Studies applying UGT mainly treated process and content gratifications as antecedents of media selection,
use, and addiction (e.g., Stafford et al. 2004; Song et al. 2004; Zeng 2011), but questions of what might promote
or prevent people from obtaining process and content gratifications (i.e., the social and psychological factors
highlighted in UGT) are given little attention. To gain a better understanding about these factors that affect the
process and content gratifications users may derive from mobile personalized advertising applications, given the
personalization-privacy paradox, we consult IBT.

3.2 Information Boundary Theory (IBT)
IBT was formulated to explain the psychological processes of regulation by which individuals attempt to control
the outflows of private and valued information to other parties (in our case, marketers) (Stanton 2003; Stanton
and Stam 2003). The theory suggests that consumers form a physical or virtual informational space around them
with a defined boundary, and that this boundary plays a pivotal role in their willingness to disclose information (or
not) (Petronio 1991; Stanton and Stam 2003). An attempt by an external party to cross such a boundary (e.g., a
marketer collecting information about the consumer) may be perceived as an invasive act that disturbs their
tranquility and makes them feel uncomfortable (Solove 2006). Whether a potential crossing of this personal
information boundary is actually perceived as an intrusion and arouses discomfort depends on the extent to
which the individual concerned considers it to likely to be harmful, or if it is worthwhile for disclosing the
information to the party concerned (Petronio 1991). An individual may engage in that ‘calculation’ based on a
risk-control assessment i.e., weighing their perceptions of the risk of disclosing the information (and the extent of
their control over that disclosure) (Xu et al. 2008) up against the benefits they can expect to receive from doing
so. A consumer may deem such a disclosure as unacceptable and as raising uncomfortable privacy concerns if
they see a high risk to disclose the information, a lack of control over the information, an absence of worthwhile
benefits, or a combination of these worries. The type and nature of the information that individuals contemplate
disclosing is central to their considerations about this trade-off (Petronio 1991; Stanton and Stam 2003). For
instance, given similar benefits (such as receiving personalized financial recommendations), information about
the poor health of an individual is likely to be seen as a higher risk and as requiring greater control over
information such as their age.
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IBT has demonstrated wide applicability in assessing individuals’ privacy concerns related to IT applications
- previous research has used the theory to understand the effects of privacy issues on the implementation and
acceptance of IT systems in healthcare contexts (Zakaria et al. 2003a), the cultural factors linking individuals’
reactions to communication applications in general (e.g., e-mail, bulletin boards) (Zakaria et al. 2003b), and the
antecedents of concerns about privacy in the context of e-commerce sites (Xu et al. 2008). Zakaria et al. (2003b)
note that IBT can “predict an individual’s preferences and choices regarding the amount and type of personal
information [he/she] would be willing to reveal in various e-commerce [i.e., IT application] scenarios” (p. 57).
Stanton and Weiss (2000) suggest that individuals frame their uses of IT applications to reveal information about
themselves in similar terms to how they reveal it in human relationships (characterizing the revelations as e.g.
“telling about me,” or “becoming visible to others”), so need to feel comfortable in revealing their information
when the process is mediated by IT applications. This study leverages the refined understanding about the
different gratifications users may derive from a specific class of IT applications - personalized mobile advertising
applications - and employs IBT to investigate where privacy concerns are significant enough to undermine those
specific gratifications.

4

Hypotheses Development

In this section we develop our research hypotheses grounded on the UGT and IBT. We use the two types of
gratification (process and content) that UGT highlights as coming from using a medium (Rubin 1993; Stafford et
al. 2004) as the bases for assessing the effects of personalization and of privacy concerns on the use of mobile
personalized advertising applications: whether and how these factors affect individuals’ ability to derive these
gratifications are then considered via the IBT lens (Petronio 1991; Stanton and Stam 2003).

3.1 Effects of Personalization on User Gratifications
Research on personalization, which arises from the emergence of Internet-based applications, has been best
articulated by Abrahamson (1998) who envisioned that technological advancement could offer a “vehicle for the
provision of very specific high-value information to very specific high-consumption audiences” (p. 15). This vision
was shared by Ha and James (1998) who concluded that the application medium would evolve from a massproduced and mass-consumed commodity to an “endless feast of niches and specialties” (p. 2). The fact that
each particular smartphone is closely tied to a specific consumer (Kavassalis et al. 2003; Lee and Benbasat
9
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2003; Watson et al. 2002), gives marketers the opportunity to identify, differentiate, interact, and send
personalized adverts to each individual user (Stewart and Pavlou 2002). This process - of using the individual’s
information to deliver specifically customized advertising messages - is known as ‘personalized advertising’
(Peppers and Rogers 1997).
The ability to personalize advertising information users receive via the mobile application gives users a
degree of flexibility and control in how they interact with the application (Brusilovsky and Tasso 2004). Irrelevant
adverts that may cause annoyance can be filtered out, and only those that relevant to the user displayed in a
personalized form, so reducing the cognitive load involved in browsing through the adverts and also meeting
individuals’ personal needs better, leading to a result that is more positive for everyone concerned (West et al.
1999). From the lens of the UGT, customized communications should attract users’ attention and induce positive
responses in them, such as higher loyalty and lock-in (Ansari and Mela 2003). So a mobile advertising
application that can filter and display adverts based on users’ information when requested, may enhance users’
process gratification in browsing and navigating through the application.
H1a: The provision of personalization feature in a mobile advertising application will result in a higher
level of users’ process gratification when compared to an application without the personalization feature.
Given the widespread recognition of the supposed benefits of technology-enabled personalization since the
advent of the Internet (Peppers and Rogers 1997) and more recently of the smartphone (Brusilovsky and Tasso
2004), optimistic predictions have been made regarding the receptiveness of users toward applications that offer
personalization. According to Reza Chady, the head of global market research at Nokia Networks, “users are
receptive to advertising that is personalized and relevant to their lifestyle” (DeZoysa 2002). Previous research
has suggested personalization as the key to overcoming consumers’ negative attitudes towards mobile
advertising (Xu 2007), even if it requires them to reveal their personal information to some extent (Chellappa and
Sin 2005; Xu et al. 2008), which may be reflected by “consented personal information and habit gathering to
receive special offers and coupons” (Xu et al. 2008; p.4).
However, there is probably a boundary beyond which consumers interacting with mobile personalized
advertising applications consider revealing their information as acceptable. We argue that the provision of
personalization itself can enhance users’ process gratification, but not their content gratification. Consistent with
IBT (Petronio 1991; Stanton and Stam 2003), the nature of user information involved in deriving these two
10
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different types of gratification may play a determining role. For users to derive process gratification i.e., a more
enjoyable experience of navigating and using applications, users may be willing to provide some level of
personal information (such as age, gender and dietary preferences etc.), so that irrelevant adverts can be filtered
out (e.g., poultry product adverts are not sent to vegans) leaving those which are relevant to the user to be
displayed on the application interface. In contrast, for users to derive content gratifications from the adverts
would imply them acting on the actual contents (Stafford and Stafford 2000). For mobile personalized advertising
applications, this is typically reflected in users saving an advert for the convenience of retrieving it later - an
action (similar to bookmarking a website) which indicates their attention to and interest in the content (Lee 2001).
In practice, however, saving an advert to the application usually demands the user reveal a far deeper level
of personal information than the more broad-based and mundane elements (e.g., age, gender, dietary
preferences) noted earlier. Saving an advert is analogous to the user confirming their genuine interest in a
specific product. And, importantly, it also leaves footprints on the applications showing which adverts the user
has browsed and which they have marked as favorites. This information may then become a permanent part of
some digital profile of the user that is held without their knowledge by organization and in location they know
nothing about, and which they are unlikely to be given the option to change in future. Thus, compared to
revealing ‘simple’ personal information to gain process gratification, saving an advert for content gratification is
likely to give users feelings of discomfort that mobile personalized advertising application may be breaching their
personal information boundary (Stanton and Stam 2003). The resultant information privacy concern may cause
users to hesitate to save advertising messages to the mobile applications, and thus:
H1b: The provision of personalization feature in a mobile advertising application will not result in a
higher level of users’ content gratification when compared to an application without the personalization
feature.

4.1 Effects of the Proposed Privacy-Safe Feature on User Gratifications
To address the issue that information privacy concern may undermine users’ content gratification, we propose a
design for mobile personalized advertising applications that stores and processes user information locally (on
their phone, as opposed to sending it out to a marketer’s central server), which we refer to as privacy-safe
feature. Since the information is now preserved within their own information space, such a design can give users
a control over their own personal information, as well as of the adverts they have chosen to save. The fact that
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the information is not transmitted to a marketer’s central server (i.e., marketers can no longer insist on having
information before they offer personalized services) alleviates users’ concerns of the risk that it may be abused
(e.g., exploited for unintended, secondary usage) or intercepted during the transmission (Smith et al. 1996).
This privacy-safe feature may thus resolve users’ concerns that their information boundary may be intruded
on, given a more favorable risk-control assessment of using mobile personalized advertising applications
(Stanton 2003; Stanton and Stam 2003; Xu et al. 2008). The ensuing sense of greater psychological comfort that
could be promoted by this feature may lead users to enhanced gratifications from using the application, making
browsing adverts through the application (i.e., process gratification), as well as saving adverts of interest for later
retrieval (i.e., content gratification) more enjoyable. Hence, we hypothesize:
H2a: The provision of privacy-safe feature (which stores and processes user information locally) in a
personalized mobile advertising application will result in a higher level of users’ process gratification
when compared to one without the privacy-safe feature (which transmits user information to a
marketer’s central server).
H2b: The provision of privacy-safe feature (which stores and processes user information locally) in a
personalized mobile advertising application will result in a higher level of users’ content gratification
when compared to one without the privacy-safe feature (which transmits user information to a
marketer’s central server).

5

Research Methodology

This study primarily uses the field experiment methodology to collect real usage data in a natural, unobtrusive
environment with manipulation of the independent variables, i.e., the type of mobile advertising applications. The
dependent variables employed were the frequency of launching/using the mobile advertising applications (which
reflects users’ process gratification with the application) and the number of adverts saved (which reflects users’
content gratification with the application).

5.1 Design of the mobile applications
Three mobile advertising applications were developed specifically for the purpose of this study: 1) an application
that broadcasts adverts (i.e., non-personalized), 2) an application that filters and displays adverts based on
users’ profile information stored in a central server (i.e., personalized, non-privacy-safe), and 3) an application
that filters and displays adverts based on users’ profile information stored on their own smartphones (i.e.,
personalized, privacy-safe). Consumers activating the first application (the one without the personalization
feature) receive a broadcast list of adverts, and then decide which they want to save: unsaved adverts are
12
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deleted the next time the application is run. Consumers using the second and third applications can also save
adverts as with the first application.
The proposed personalized, privacy-safe solution - which was incorporated in the third application - was
developed to offer personalized adverts while preserving users’ sense of psychological comfort that their
information space was not invaded. Figure 1 gives an overall architectural view of this mobile advertising
application, which personalizes advertising messages on the smartphone rather than at the marketer’s central
server. The marketer simply broadcasts new adverts to consumers, but without knowing their personal
information. The personalized, privacy-safe application then filters the adverts based on the personal information
the user has stored on their smartphone and displays only those that are relevant to the user.
Figure 1: Architectural View of the Designed Personalized, Privacy-Safe Application

Figure 2 shows the overall mobile advertising process and our three experimental versions of the mobile
applications. The internal mechanism of the personalized, privacy-safe application is shown in section 3c at the
bottom of Figure 2, while the other two benchmarked applications (discussed later) are presented above it. The
process starts with the marketers uploading new advertising messages to the application’s central server (point
1), after which the adverts and their targeting rules are added to the advert database (point 2). An important
mechanism of the personalized, privacy-safe application is the short-lived mobile advertising-agent, one of which
is created for each advert (Figure 2, point 3c), containing details of the advert (i.e., the content, the targeting rule
and the expiry date). Each agent is then cloned and broadcast to the phones of all consumers using the
application (Figure 2, point 3c) - once delivered, the agent first retrieves the consumer’s locally stored personal
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information and then estimates the match between the adverts’ targeting rules and the mobile phone owner’s
profile, selecting only the best matches (as specified in the targeting rules) for display on the consumer’s phone
(point 4c). Having completed its task, the mobile agent expires and auto-deletes. This short-lived agent means
that marketers are only required to broadcast new adverts to consumers, but gain no knowledge about their
personal information: the agent itself filters the adverts at the consumer’s smartphone.
Figure 2: Overview of the Three Experimental Versions of Mobile Advertising Applications
!

Given that the personalized, privacy-safe application is equipped with two features (i.e., personalization and
local protection of consumer’s information), assessing the individual features in terms of their effects on the
process and content gratifications requires us to have two benchmarked mobile applications: a base version that
broadcasts non-personalized adverts (non-personalized application) and another version that sends users’ profile
information to a central server to perform personalization (personalized, non-privacy safe application). With the
non-personalized application, adverts are selected at random to be sent to consumers, and the adverts’ targeting
rules are ignored (Figure 2 point 3a). With the personalized, non-privacy-safe application, consumer data is
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transmitted to and centrally stored at the server, which filters the adverts according to that data before sending
them to the consumers (Figure 2, point 3b)10.
In all three cases, the early part of the process is the same - the marketer enters new advertising messages
and their targeting rules on the system server which adds them to database: the difference between the three
applications is how the adverts are selected and delivered to consumers. The second and third mobile
advertising applications in Figure 2 both offer personalization, but differ with respect to whether they are
equipped with the privacy-safe feature. Both applications will ask the questions to gain personal user information
(Figure 3). But the personalized, privacy-safe advertising application will save the answers into the users’
respective mobile phones (as at Figure 2, point 3c), along with a privacy-safe label (see Figure 3); whereas the
personalized, non-privacy-safe version will transmit their answers to a central server (Figure 2, point 3b), so that
users are only sent adverts that match their updated profiles. The core differences in the process concern where
(and thus by whom) the filtering decisions are taken: in the privacy-safe application adverts are filtered locally,
(actually on the consumer’s phone, based - effectively - on choices the user makes) while, in the non-privacysafe application, the adverts are filtered at the servers, a process which is under the marketers’ control.
Figure 3: Personal Information Request Pages of the Two Personalized Mobile Advertising Applications

Personalized, Privacy-Safe Application

Personalized, Non-Privacy-Safe Application

!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
10 The design of our three mobile advertising applications also considered performance issues, so as to ensure there were no systematical differences in
the processing and communication response times. We built on two main principles: web services for machine-to-machine interoperability interface over the
network, and mobile agency for distributed computation and consumer privacy protection. Web services were designed around the representational state
transfer (REST) idiom, mainly because of its efficiency. In fact, REST has a better relationship with the Web than simple object access protocol (SOAP)based Web services (Shi 2006). This approach differs from SOAP services that usually require specific libraries to be included in the client software. The
mobile agency enables us to distribute the computational power. The match between the adverts and the users’ profile is distributed in the users’ mobile
device. Consequently, the number of users that can be handled is highly scalable and the server-side infrastructure is very light. The task of the
application’s central server is to dispatch the mobile agents to the users; involving a workload comparable to a simple web server. Moreover, by moving the
matching computation to the client side, we are able to protect information privacy for the consumers.
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For the advertising messages delivered to the users in our study, we partnered with an advertising agency
specializing in retail supermarkets, an ideal industry for this study owing to its appeal to a wide consumer base
and for the tremendous opportunities to offer personalization with its broad range of products. New adverts were
fed to our server by the agency on a daily basis for dissemination to the three mobile advertising application
users. Our primary purpose in arranging an industrial collaboration for our advertising content was to ensure the
practical relevance of our advertising messages to the consumers at large. The personalization questions were
developed in consultation with the advertising agency and based on advert categories furnished to us (see Table
2), and were used in common by all three mobile advertising applications, which accessed the advertising
messages from the same database.
Table 2: Product Categories and Subcategories (furnished by the collaborating advertising agency)
Categories
Food
Beverages
Household Products
Pet and Animal-Related Products
Personal Care

Subcategories
Pork, beef, chicken, fish, mixed meat, diet, tobacco, ice cream, chocolate, biscuits, sweets, other
desserts, snacks, dairy, lactose-free, processed food
Energy drinks, alcohol, soda, coffee, tea, fruit juice
Household cleaning products, laundry detergents
Cat products, dog products
Male products, female products, baby products, kids’ products, sports products, general personal
care

Research has shown that effective marketing offers should be customized according to consumers’
personal information rather than their indicated product preferences, as consumers’ product preferences are
often undeveloped and unstable (to at least some significant degree), and they actually tend to have limited
insights into their own product preferences (Simonson 2005). For these reasons, the personalization for our
study was based on personal information elicited from consumers. Table 3 shows some examples of the
personalization questions asked.
Table 3: Examples of Personalized Questions Asked
Questions
Do you have a lifestyle diet?
Do you consume alcoholic beverages?
Do you have pets?

Options
No; Vegetarian; Vegan
Yes; No
No; Cat(s); Dog(s); Cat(s) and Dog(s)

5.2 Measurements of Process and Content Gratifications
Consistent with the previous literature (Lee 2001; Stafford et al. 2004), we measured users’ process gratification
in terms of their frequency of launching the application; and content gratification in terms of their frequency of
saving adverts. The first measure is in line with UGT, which highlights individuals’ ability to initiate/discontinue
their usage of a medium (Rubin 1993). Application use was pull-based, in that there was no notification sent to
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users regarding new adverts, and choosing to browse through adverts involved users launching the applications
themselves. We also deliberately designed the applications so that they primarily supported browsing through
adverts, with no functionality (such as a search features) provided to let them access adverts directly to see their
content. This minimized the possibility of users launching the applications because they were already interested
in the content of a particular advertising, which would have made it difficult for us to disentangle process and
content gratification motivations. So if a user enjoys the process of performing activities via the application, this
will be reflected by the frequency with which they launch it (Lee 2001; Rubin 1993). The second measure - using
advert saving to indicate users’ content gratification - is based on the rationale that, when users finds the content
(of an advert) interesting, they have to save it so that they can retrieve and use it later (e.g., opening the
application in the store to retrieve the message and buy the relevant product). As previous literature notes (Lee
2001), this resembles bookmarking a website that indicates users’ interest in the content transmitted (content
gratification). Figure 4 depicts the steps which a consumer engages when using a mobile application, and how
they correspond to the process and content gratifications.
Figure 4: Uses and Gratifications of Mobile Advertising Application

5.3 Pilot Test
Before starting the actual field experiment, we conducted a pilot test with 8 consumers (2 males with IT
backgrounds (M1, M2), 2 females with IT backgrounds (F1, F2), 2 males without IT backgrounds (M3, M4), and 2
females without IT backgrounds (F3, F4)). Its objectives were twofold: 1) to find out if consumers had less
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information privacy concerns with our privacy-safe mobile advertising application than with the non-privacy-safe
application; and 2) to understand the level of process and content gratifications they gained from using the three
applications. The pilot test also allowed us to ensure the main experiment would be well planned and efficiently
executed, and to justify our having engaged a reputable advertising agency. All participants signed confidentiality
agreements that they would not reveal information about the applications or the discussion to any third-party or
participate in the subsequent field experiment. Participants engaged in a nine-day trial of all three applications,
after which they attended a 1.5-hour focus group discussion. They first installed and used the mobile advertising
application without the personalization feature for three days; then installed the personalized, non-privacy-safe
mobile advertising application and used it for a further three days, and finally installed and used the personalized,
privacy-safe mobile advertising application for the final three days. We asked them to record their experiences
and share them in the focus group discussion. Our server captured all installations and usage logs, which the
authors reviewed and which revealed whether the participants had utilized all three mobile advertising
applications diligently as requested. They each received US$40 for their efforts.
We began the focus group discussion by asking all the eight participants which application they preferred
and why. Six of the eight expressed higher process and content gratifications with the personalized, privacy-safe
mobile advertising application. Only F3 and M2 preferred the non-personalized advertising application, and their
answers showed that they both habitually preferred browsing through adverts on their own.
F4: “Why would you browse through 500 [adverts]?”
F1: “I wanted to see products related to my taste... like I don’t have any kids. I don’t want to see any products for kids.”
M2: “Even if I have to browse through 500 [adverts] per week, I do not mind.”
F3: “Yes, I also prefer to browse through all [adverts]. Instead of having an application filter them for me.”

Next we focused our discussion on comparing privacy-safe and non-privacy-safe mobile advertising applications,
to check the participants could identify the differences between the two. Below are comments from M1 and F2.
M1: “Yes, it is this one [pointing to the privacy-safe label.]”
F2 (nodding her head, indicating agreement with M1): “The only difference is the security part.”

Asked for their perceptions on the personalized, privacy-safe mobile advertising application, participants replied:
M1: “I would say that it is actually quite nice [referring to the privacy-safe application]. And even if the people who did the privacysafe application lie to me and give away my ... information, I could sue the company. So I think I am doubly secure... I have never
heard about people hacking the mobile phone. But there are people hacking the server.”
F2 and M3: “Of course I prefer the one where the information does not leave the phone.”
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Next, we asked: “Who thinks that a privacy-safe version would be better at controlling your information and thus
would make you feel more comfortable about using it?” 6 individuals raised their hands – the other two (F3 and
M2) disliked personalized applications.
M3: “Local storage on my mobile phone gives me more control! ... I prefer local storage”
M4 agreed with M3
F1: “I would prefer that my selections [referring to the personal information and adverts saved] are stored in my mobile phone. I
would not trust my data to be sent to a server. ... Since I store my messages, contacts, and everything in my mobile phone, it
means I trust my phone and I will trust the data stored in it.”
M1: “Definitely more control, since no second/third person has access. On a server, people like the server administrator may have
access to the information.”
F4: “I think that sending my information out to a server is much less secure than storing everything on my mobile phone because ...
the company is able to ... know what kind of person I am.”
F2: “Yes, I do feel more secure with the local version. Knowing that everyone else could easily have access to my logs, makes me
feel slightly uncomfortable when I am using the application.”

Based on the participants’ answers, we are confident that most consumers would have less information privacy
concerns with our privacy-safe mobile advertising application than they would with the non-privacy-safe mobile
application, and so would feel more comfortable about using it for browsing (process gratification) and for saving
the individually tailored advertising messages into the application (content gratification).

5.4 Field Experiment
Having completed our pilot test, we then proceeded with our field experiment. The mobile advertising
applications we developed specifically for the experiment were made available in Apple’s App Store
(www.apple.com/iphone/apps-for-iphone) of a European country, so that anyone living there and owning an
iPhone could download and install them from the online application store. But, in practice, the three applications
were randomly distributed to iPhone users: only one application name was listed in the App Store, every time an
iPhone user initiated a download of that item, our system randomly transferred one of the three versions to their
phone. The field experiment started in mid-November 2009 and ended in mid-February 2010, during which time
629 users downloaded one or other of our applications: 31% were sent the first application (the non-personalized
version), 30% the second application (the personalized, non-privacy-safe version), and 39% the third application
(personalized, privacy-safe version). About 70% of the application users were male, and their ages ranged as follows:
26-35 (36.4%), 18-25 (27%), 36-45 (20%), 46-55 (7.5%), above 55 (4.6%), and under 18 (4.5%). During the threemonth field experiment period, we transmitted a total of 73,077 adverts which were updated daily, based on daily
input fed in by our collaborating advertising agency. Figure 5 shows the frequency the three mobile advertising
applications were launched over the full duration of the experiment.
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Figure 5: Daily Usage Graph of the Mobile Advertising Applications
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6

Data Analysis

Table 4 provides the descriptive statistics of the dependent variables (application launch/usage which denotes
process gratification, and advert saving which indicates content gratification), and key control variables (number
of adverts received and number of personalization questions skipped), which are all count data. Due to data
skewness, log transformations were performed for the variables except for demographic variables of age and
gender, which were also used as additional control variables.
Table 4: Count Data Descriptive Statistics
Variable
Application Launch
Adverts Received
Adverts Saved
Personalization Qs. Skipped

Non-personalized
Count
Std. Error
956
69.594
11,025
631.618
749
83.442
n.a.
n.a.

Personalized, Privacy-Safe
Count
Std. Error
1,707
163.416
11,368
1,167.719
1,653
377.512
291
36.860

Personalized, Non-Privacy-Safe
Count
Std. Error
1,469
119.273
10,486
884.458
1,220
223.939
283
34.698

As the two dependent variables, i.e., frequency of application launch and the number of adverts saved, are
counts data, there are two possible regression models we could adopt - poisson regression and negative
binomial regression. The latter model builds on the former by adding a parameter α that reflects unobserved
heterogeneity among the observations. Fitting our dataset to both models showed the negative binomial
regression model was a better fit for our dataset (as illustrated in Figure 6). To further confirm its appropriateness
for our analysis, we tested for over-dispersion in outcome, as the negative binomial regression model is more
appropriate for datasets that exhibit highly dispersed outcomes (Long and Freese 2006), which is particularly
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prevalent in field experiments like this case. To validate our testing, we computed the likelihood-ratio test of the
null hypothesis where α = 0 . The test indicated the null hypothesis could be rejected (G2 = 985.78, p < .01),
confirming the visual information (Figure 6) which suggests the negative binomial regression model is
appropriate for analyzing this dataset.
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Figure 6: Fitting Poisson and Negative Binomial Regression Models to the Datasets
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Table 5 presents the results of the negative binomial regression on comparing the impact of the
personalization feature (H1a and H1b). H1a posits that providing a personalization feature as part of the mobile
advertising application will lead to a user launching the application more often and the results support this
hypothesis by showing that the presence of the personalization feature significantly enhances the number of
application launch occurrences (Z = 10.44, p < .01). H1b posits that the provision of the personalization feature
will make no difference in the frequency of saving the advertising messages and the results (Z = 1.49, p > .10)
indicate this hypothesis is also supported.
Table 5: Results on Personalization (vs. Non-Personalization) Application
Personalization
(0 – absence; 1 – present)
Application launch (log)
No. of adverts received (log)
Age
Gender
Intercept
Alpha (log)
Log likelihood
LR Chi2(4)

Coefficient
0.49
1.99
-0.02
0.05
-1.86
-3.73

Application Launch
Std. Error
Z
0.05
10.44***
0.06
0.03
0.10
0.17
0.35
-884.841
660.44, p < .01

* p < .10; ** p < .05; *** p < .01
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34.30***
-0.69
0.49
-11.05***

Coefficient
0.22
1.00
2.00
-0.07
-0.51
-2.36
-0.06

Adverts Saved
Std. Error
0.15
0.45
0.33
0.09
0.32
0.49
0.11
-948.59
281.62, p < .01

Z
1.49
2.23
6.03
-0.79
-1.62
-4.86

Table 6 presents the analyses of our tests of the privacy-safe feature provision (i.e., H2a and H2b). H2a
suggests that the provision of this feature will lead to a higher frequency of application launch/usage, and our
analysis results - after controlling for the number of adverts received, the number of personalization questions
users skipped, and the demographic information - suggest its provision did have a significant and positive
influence on how often the application was launched (Z = 2.02, p < .01), thus supporting H2a. Likewise, we also
observed that providing the privacy-safe feature has a significant influence on the number of adverts saved (Z =
1.95, p = .05), so H2b is also supported. Table 7 summarizes test results for our hypotheses.
Table 6: Results on Privacy-Safe (vs. Non-Privacy-Safe ) Application
Privacy-safe (0 = absence; 1 = presence)
Application launch (log)
No. of adverts received (log)
No. of personalized Qs. skipped (log)
Age
Gender
Intercept
Alpha (log)
Log likelihood
LR Chi2(4)

Application Launch (DV)
Coefficient
Std. Error
Z
0.09
0.05
2.02***
1.92
0.05
38.59***
0.27
0.07
3,63***
-0.10
0.03
-3.65***
0.08
0.08
1.03
-1.12
0.14
-8.07***
-2.92
0.19
-1,033.04
818.56, p < .01

Adverts Saved (DV)
Coefficient
Std. Error
0.22
0.11
1.01
0.40
1.74
0.29
0.43
0.19
-0.11
0.07
-0.43
0.22
-1.83
0.36
0.02
0.10
-1,058.40
379.18, p < .01

Z
1.95**
2.52**
6.00***
2.27**
-1.59
-1.95**
-5.06***

* p < .10; ** p < .05; *** p < .01

Table 7: Summary of Results on Hypotheses Testing
H1a: The provision of personalization feature in a mobile advertising application will result in a higher level of users’
process gratification when compared to an application without the personalization feature.
H1b: The provision of personalization feature in a mobile advertising application will not result in a higher level of users’
content gratification when compared to an application without the personalization feature.
H2a: The provision of privacy-safe feature (which stores and processes user information locally) in a personalized
mobile advertising application will result in a higher level of users’ process gratification when compared to one
without the privacy-safe feature (which transmits user information to a marketer’s central server).
H2b: The provision of privacy-safe feature (which stores and processes user information locally) in a personalized
mobile advertising application will result in a higher level of users’ content gratification when compared to one without
the privacy-safe feature (which transmits user information to a marketer’s central server).

Supported
Supported
Supported
Supported

Table 8: Comparing Personalized, Privacy-Safe and Non-Personalized Advertising Applications
Non-personalized (0) vs. Privacy-safe (1)
Application launch (log)
No. of adverts received (log)
Age
Gender
Intercept
Alpha (log)
Log likelihood
LR Chi2(4)

Application Launch (DV)
Coefficient
Std. Error
Z
0.58
0.05
12.16***
2.12
0.06
37.36***
-0.14
0.04
-3.67***
0.10
0.10
1.02
-1.76
0.19
-9.26***
-3.24
0.24
-882.52
745.92, p < .01

* p < .10; ** p < .05; *** p < .01
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Adverts Saved (DV)
Coefficient
Std. Error
0.44
0.16
0.73
0.47
1.95
0.37
-0.08
0.10
-0.43
0.32
-2.13
0.58
0.01
0.10
-980.44
293.63, p < .01

Z
2.78***
1.56
5.22***
-0.77
-1.34
-3.67***

To check whether both process and content gratifications (manifested in application launch and advert
saving) are greater when the personalized, privacy-safe mobile advertising application is used as compared to
the non-personalized version, we conducted two additional negative binomial regressions (depicted in Table 8):
the results confirm our prediction.
We also conducted further robustness tests. Specifically (with reference to Figure 5), we observed a surge
in the intensity of usage when the applications were initially offered in Apple’s App Store at the start of the
experiment. To address this problem, we removed the data for the first six days of the experiment (i.e. before 22November-2009) and repeated our negative binomial regression analysis on the trimmed dataset. The additional
set of analysis results confirms the prior analyses. Specifically, the frequency of application launch of the nonpersonalized advertising application was significantly lower than that of the two application versions which
included the personalization feature (z = 6.12, p < .01). Moreover, the number of advertising messages saved
between the non-personalized and personalized advertising applications did not differ significantly (z = 1.45, p >
.10). These two observations confirmed the earlier test results for H1a and H1b. In the same way, further
analysis on results for the non-privacy-safe and privacy-safe personalized applications suggest that the inclusion
of the privacy-safe feature leads both to applications being launched more often (z = 3.13, p < .01) as well as to
more advertising messages being saved (z = 3.09, p < .01).

7

Post-Experiment Investigations

To further corroborate our observations from the field experiment and to uncover the underlying psychological
reasons behind them, we approached the advertising agency about possibilities of conducting further studies
with the users. Given the potential risk to the agency’s reputation from annoying its users, it was thought more
appropriate to start with a short survey to probe basic but explanatory user perceptions toward the applications.
In consultation with the advertising agency, we designed a short survey consisting of four succinct questions,
which we sent to users’ smartphones. In total, we approached 120 users (i.e., 40 users from each mobile
advertising application tested), of which 85 users responded (a response rate of 70.83%). Table A1 in the
appendix shows the mean responses.
Question 1 asked users of all three applications the degree to which they perceived the advert messages to
be excessive and (as expected) the users of the non-personalized advertising application reported the highest
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level of this perception. Question 2 showed they also seemed to perceive the adverts to be more annoying than
did those who used the personalized applications. It is interesting to note that users of the privacy-safe version
perceived the adverts to be least excessive. Questions 3 and 4 focused on the privacy feature. As expected,
users of the privacy-safe personalized advertising application expressed fewer worries about personal data
storage (Q3) and were more likely to provide answers to the personalization/profiling questions (Q4). The
findings of this initial short survey further corroborated our field experiment observations, and showed how
deeper insights into the reasons behind users’ perceptions might be gained. Users proved generally receptive
toward sharing their feelings about the applications (as partly indicated by the fairly high response rate),
minimizing (at least to some extent) concerns they might be annoyed by the further survey, so we agreed with
the agency that it was worthwhile engaging in a more comprehensive survey to gain deeper understanding about
the psychological reasons behind their behaviors in the field experiment.
Given that the relative advantage of the personalized applications over the non-personalized version was
more clearly indicated in the short survey, our second survey focused on the users of the two applications which
featured personalization. The overarching objective was to understand the reasons for why the proposed
technological design worked - as users’ perceptions indicated it did - in alleviating their privacy concern, thus
allowing them to derive greater process and content gratifications from their interactions with the applications.
189 users of the personalized, non-privacy-safe application, and 245 users of the personalized, privacy-safe
application were invited to participate in the survey; 80 and 113 of them responded respectively, representing
response rates of 42.33% and 46.12%. We designed the survey questions around four themes:
1) Users’ general perceptions about how commercial entities who offer personalization deal with their personal
information;
2) Whether the types of information involved in users’ deriving process and content gratifications from an
application differed in terms of the privacy concern raised;
3) How users’ information privacy concerns, in terms of perceived intrusion to information boundary,
undermined the level of gratification (specifically of content) they gained from using the application; and
4) The extent to which the privacy-safe feature, by alleviating users’ information privacy concerns, allowed
them to gain greater content gratification from the application beyond that offered by personalization alone.
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The first theme was dealt with by an open-ended question that asked: “How do you think a marketer would
use your information that was collected through the personalized application offered?” The other three themes
revolved around the logics of our hypothesis based on IBT, and consisted of items measuring the following
constructs: information privacy concerns (in using the application to perform different activities), perceived
sensitivity (of disclosing different types of information), psychological comfort, perceived intrusion of information
boundary, personalization benefits, perceived effectiveness of privacy-safe feature, and intention to save adverts
to the application. We also included items measuring trust in the application software provider and in their
reputation as a control. Table A2 in the Appendix lists the constructs, their corresponding items and references,
while Tables A3 and A4 document the convergent and discriminant validity tests, showing their results were
satisfactory.
Overall the results from this second survey reveal four key insights, corresponding to the four themes above.
First, users are strongly inclined to assume that marketers who provide personalized applications will employ
users’ personal information for secondary or unintended usage, as reflected in such comments as: “I believe
marketers would store my information for a prolonged period, so they can use it for other purposes later”, “I
wouldn’t be surprised that marketers will sell my information to other third parties”, “This [marketers’ use of
personal information for unintended purposes] is unethical, but I think it is common as personal information of
consumers is valuable resource [to them]”, and “marketers may use my information to send various messages to
me, some of which may be inappropriate”.
Second, users are concerned that their privacy is compromised when saving adverts to their mobile phone
applications, significantly more so than when providing basic personal information (gender, age, dietary
preferences, alcohol consumption - see Appendix Table A5). The mean differences between users’ perceived
sensitivity of adverts saved and personal information provided are significant at the p<0.001 levels. This was
further reflected in the greater information privacy concerns they expressed when using the application to save
adverts, compared to when using just to browse /view adverts11 (see Appendix Table A6). Together the results

!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
11

!Except in the privacy-safe application, users’ expressed privacy concerns with saving adverts is the same as that with viewing adverts, which is
consistent with our expectation that the privacy-safe feature we propose can alleviate users’ privacy concerns with saving adverts to the application. For the
non-privacy-safe application, the test of mean difference between users’ privacy concerns about saving and browsing adverts; and between saving and
viewing adverts, are both significant (at p < 0.001 and p < 0.01 respectively).!
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support our arguments that users’ saving of adverts reveals deeper levels of information about themselves,
increasing their privacy concerns.
Third, this heightened privacy concern related to saving adverts, which users may perceive as intruding on
their information boundaries (according to IBT) will undermine their psychological comfort with the application,
(see the statistical test results in Appendix Figure A1). The reduced psychological comfort in turn tends to
prevent users from using the application to save adverts. The negative effect of perceived privacy intrusion is
significant after controlling for the reputation of and users’ trust in the agency providing the application.
Finally, users’ favorable perceptions about the effectiveness of our privacy-safe feature implies they see it
as being able to reduce their information boundary intrusion, while at the same time enhancing their perceptions
of the benefits of personalization (see Appendix Figure A1 for the statistical test results). So our proposed
privacy-safe feature, which stores and processes the user information needed to personalize their adverts locally
in their mobile phone proved able to promote the positive factor (perceived personalization benefits) and address
the negative factor (perceived privacy intrusion) of users’ psychological comfort with the application, thereby
increasing the frequency with which they saved adverts to the application (reflecting their content gratification).
Overall these findings not only corroborate our field experiment observations, but also enrich our
understanding about how privacy concerns undermines users’ gratification with using mobile personalized
advertising applications, and how our proposed privacy-safe feature could address those concerns.

8

Discussion

Our objective in this study has been to contribute to previous research and provide actionable guidance to
practitioners on how to address the personalization-privacy paradox (Kavassalis et al. 2003; Lee and Benbasat
2003; Watson et al. 2002). Noting the important dilemma consumers face between enjoying the benefits of
personalization and concerns over the privacy of their personal information, we argue that additional IT design
considerations need to be addressed if the benefits offered by smartphone-enabled applications are to be more
fully utilized. Indeed, our field experiment conducted in a real commercial setting, using actual mobile advertising
applications, allowed us to observe that consumers demonstrated greater process gratification with the
personalized mobile advertising application compared to the traditional broadcast-based advertising application.
Our post-hoc analysis reveals that the application usage increased by 62.4% (p < .01), all the other variables
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remaining constant. However, we also found that there was no significant difference in consumers’ content
gratification between personalized (without privacy-safe) and non-personalized applications (i.e., the number of
adverts saved is not significantly different). Through the IBT lens (Petronio 1991; Stanton 2003), we suggest this
finding may be explained by understanding how consumers tend to form an information space around them
which has boundaries that they use to control the flow of their personal information to other people/entities.
Compared to broad-based, mundane personal information (age, gender, etc), saving adverts explicitly indicate
an individual’s interest in specific products, and more importantly, requires the user to reveal deeper levels of
information than their boundaries really allow, and are thus more likely to cause them uncomfortable feelings of
being intruded on, and hesitant to save adverts to the application. Our post-experiment survey investigations
confirm our conjectures, and reveal consumers’ greater privacy concerns when saving adverts. Recognizing
these issues, the question is: how can we improve personalized mobile advertising applications to achieve a
better result in terms of the number of adverts saved?
Answering this question is important, because saving advertising messages represents consumers taking a
significant step beyond merely using mobile applications to browse adverts. While marketers who invest in
developing and/or providing mobile advertising applications would certainly hope their applications would be
invoked more frequently (Vizard 2010), they may be more concerned with whether such actions lead to further
impacts i.e., whether the consumers reacted to product messages by saving them to view later, thus indicating
they are interested in the message and may be heading towards a purchase decision.
This study proposes a novel technological design solution to address the personalization-privacy paradox
that can preserves users’ information space by storing their information (including the adverts they choose to
save) locally in their own smartphone. Based on a field experiment, our local privacy-safe with personalization
design is shown not only to raise consumers’ process gratification (manifested in application usage) but also to
enhance their content gratification (manifested in the number of adverts saved). In quantitative terms, application
usage increased by 9.6% (p < 0.05) as compared to the personalized, non-privacy-safe advertising application,
and by a massive 79.1% (p < .01), as compared to the non-personalized advertising application. Furthermore,
advert saving increased by 24.4% (p = 0.05) compared to the personalized, non-privacy-safe version, and by
55.1% (p < 0.05), compared to the non-personalized application. Post-experiment survey investigations show
that such a design reduces users’ perceptions of their information boundaries being breached by saving adverts,
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while also enhancing their perceptions of the benefits of personalization in mobile advertising applications. By
alleviating the tension between privacy and personalization, users’ psychological comfort with the application
improves, and the number of adverts they save to the application increases.
Before discussing the study’s implications, we need to caution readers about some caveats in our research
findings. First, our application design platform was limited to iPhone’s iOS, the first mobile platform offering an
application store from which users can download and install mobile advertising applications developed by ad-hoc
developers. Future research may need to consider replicating the study with other mobile operating system
platforms, e.g., Android. Second, the field experiment was conducted solely in a single European country - again,
future research may want to replicate the mobile advertising applications and study design - ideally on another
continent - so as to test for the generalizability of our findings. Third, as is usual in such cases, the field
experiment methodology adopted in this study has less control than the laboratory experiment methodology, but
the greater realism of investigating in a natural setting was something we were willing to tradeoff for the superior
control typical of a laboratory setting.
Fourth, we employ the frequency of users launching applications to indicate their process gratification, and
we deemed this measure as reasonable for our self-developed application that was deliberately designed to limit
the activity of users to browsing a list of adverts. So clarifying that if a user enjoys performing this activity via the
application, it is reflected in how often they launch it. However, where self-developed applications are unavailable,
future research that intends to replicate this study using off-the-shelf applications may be confronted with more
sophisticated issues in measuring process gratification. For instance, applications that incorporate a search
function may allow users to access adverts of interest directly (for instance, where they are already considering
purchasing it), making it more difficult to disentangle process gratification from content gratification. Researchers
may be tempted to solve this problem by recording every instance of user-application interactions (e.g., so as to
differentiate between aimless and purposive search by examining prior activity patterns). But they will need to
take care that obtaining such activity data may make users feel excessively monitored. Indeed, the trade-off
between minimizing intervention and bias and ensuring data collection procedures are acceptable to subjects in
a field experiment (Harrison and List 2004) is an intricate challenge to be addressed cautiously .
Lastly, as with other technological solutions, our proposed design for addressing the personalizationprivacy paradox is not completely immune to potential security threats e.g., hacking attempts to steal user
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information. Nevertheless, our design (which stores and processes user information locally) may afford some
relative advantages over existing dominant designs that transmit user information to a central server. Specifically,
it is likely to take hackers more effort and computing resources to gain unauthorized access to each targeted
users’ individual smartphone, than to hack into a central server to steal the information of all these users at once.
Additionally, our design was based on the iOS platform’s WebKit sandboxed environment,12 which offers some
level of protection for user’s locally stored information. A mobile advertising agent executed in the sandboxed
environment can only access a copy of the local user’s profile, and can only use the information to perform
adverts matching within the environment, and so may help prevent an illegally modified agent (e.g., planted by a
hacker) from transmitting a copy of the user profile away from their device.
Notwithstanding these limitations, this study makes several significant contributions that are worth
highlighting.

8.1 Implications for Research
The UGT (McGuire 1974; Rubin 1985; Ruggiero 2000) suggests individuals obtain both process and content
gratifications when using media, but does not explain how the particular features of a given medium may alter the
degree of process and/or content gratification. By integrating personalization and privacy research with the UGT,
our study extends the theory as well as raising several issues for future research. A first important implication for
UGT of our study is that personalization matters in the obtainment of gratification: users experience greater
pleasure in using applications that include personalization features. This may seem obvious, but it is still quite
important - after all, why should personalizing the content alter one’s satisfaction with the process? We suggest
two reasons: (1) users obtain more enjoyment browsing content when it is related to their interests; and (2) they
obtain more enjoyment from a process when that process is easy. This latter point suggests that the cognitive
ease of using an application increases as the content provided is more personalized, that the users need to think
less, and spend less cognitive effort filtering out unwanted information. If shifting the burden of filtering from the
user to the system increases the users’ enjoyment of the process, future research may need to examine this
notion more carefully, to uncover which aspects of personalization act as the most effective filters.
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
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!A program running in a sandboxed environment has no access to: 1) the Internet or any network resource, 2) the disc space or shared memory, and 3)
the operating system API, thus making a hacking attempt more challenging (Miller et al. 2007).!
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While personalization enhances user gratification, it is only from the process angle, but gratification in
content terms may be subject to interference from privacy concerns. By integrating UGT with IBT (Stanton 2003;
Stanton and Stam 2003), we suggest the following reason - which was supported by our post-experiment survey
investigations: saving adverts to the application so as to gain greater content gratification also heightens users’
feelings that their information boundaries are being breached, which undermines their psychological comfort and
so inhibits them from saving adverts to the application. Such insights make non-trivial contributions to current
discourses on the personalization-privacy paradox, some of which emphasize privacy as being of the utmost
importance (e.g., Culnan and Milne 2001; Phelps et al. 2000), while others depict a bounded impact of privacy
when personalization is desired (e.g., Hann et al. 2002). Our findings demonstrate that while personalization can
enhance users’ process gratification even in the presence of privacy concerns, those same concerns inhibit it
from improving users’ content gratification. So our findings more clearly demarcate the extent to which
personalization and privacy affect users’ gratifications from mobile personalized advertising applications, and a
similar approach could be employed in future research to conduct finer-grained investigation on the limits to
which personalization and privacy influence process and content gratifications on different technological
platforms (e.g., Web, mobile, and the emerging cloud computing) and for applications for different purposes (e.g.,
for checking bus or train schedules , or for social networking apart from advertising). This stream of research
may aid commercial organizations’ efforts to ensure their technological application give greater user gratification,
and thus result in more favorable user responses. Furthermore, our findings suggest that the type of information
involved plays a determining role in whether privacy concerns affect the gratification users get from using
personalized applications, and future research may further this direction by paying more fine-grained attention to
what aspects of information users considered too private or sensitive, and most likely to violate their sense of
privacy. The personal information our application collected was fairly mundane - largely concerning individuals’
demographics and general consumption preferences. It would be interesting to explore if users are asked about
more personal information (e.g., health condition, sexual preferences), whether they would indicate great levels
of privacy concern, as reflected in adverts saved. One would expect they might.
Second, our study shows that IT solutions can effectively overcome the very personalization-privacy
paradox that technology itself can create. Our empirical studies (entailing field experiment, focus group, and
surveys) show consistently that our proposed technological design which stores and processes user information
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locally in their smartphones can promote a sense of psychological comfort in the users by preserving their
information space; thus enhancing both their process and content gratifications with the personalized application.
Such findings contribute to IBT by demonstrating how technological design can help preserve user information
space; and to UGT by showing how a medium’s design features can lead to fuller gratification for users of the
medium. Essentially, to give users greater gratifications from personalization, technological design can give them
a greater sense of psychological comfort that their information space is secure. We hope this conclusion will
stimulate an exciting direction of future research on mobile applications, in which - given their highly personal and
private nature - the notion of preserving users’ information security may be paramount. We believe IS
researchers are particularly qualified to explore a range of possible technological designs, beyond that proposed
in this study, that can give users this sense of increased comfort. Such a stream would be a good complement to
the extant research that focused on ensuring data transmission security (e.g., Brar and Kay 2004; Gedik and Liu
2008) and on providing users with the assurance that their information transmitted will not be abused (e.g.,
Andrade et al. 2002; Xu et al. 2005; Youssef et al. 2005). Such efforts may also draw the mobile application
industry’s attention to the importance, viability and plausible ways of incorporating such features.
Reviewing these two theoretical contributions in an integrated manner, our research applied the elements
of IS design theory set out by Gregor and Jones (2007) i.e., purpose and scope, principles of form and function
incorporating underlying constructs, artifact mutability, testable propositions, justificatory knowledge, principles of
implementation, and expository instantiation. The purpose and scope of this study is to examine the principle of
the tension between the constructs of personalization and of privacy in mobile personalized advertising
applications. We proposed such applications could be enhanced by adopting a technological design that stores
and processes user information locally (i.e., artifact mutability), and developed testable propositions about the
effects of these feature on the process and content gratifications users gained from the applications. The
hypotheses were developed based on the UGT and IBT in a complementary manner (i.e., justificatory
knowledge). We also provided considerable detail about the principles of implementation of our designed feature,
and believe future design research could benefit from the IS artifact architecture used in this study. We
demonstrated expository instantiation in showing that the designed feature worked as expected in a real
commercial context involving actual consumers receiving real advertising messages from a collaborating
advertising agency, and employed multi-methods including field experiment, survey, and focus group to achieve
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this expository instantiation. We believe this study may serve as an exemplar for future research efforts seeking
to build on IS design theory to provide a rich, in-depth account of objective users’ responses as well as their
associated subjective perceptions toward an IT application.

8.2 Implications for Practice
Jules Polonetsky, director and co-chair of the Future of Privacy Forum, commented, “The reality is that
companies are getting a huge amount of data and the effort to getting privacy right is just as critical and getting
an app to work. … Making sure that users feel mobile devices are becoming more useful to them and are not
tracking them is important. ….. We cannot afford for consumers to have a nagging sense of lack of control for a
device that is so personal”13 (Tode 2012). Our research responds to this mobile application call, and provides
important implications to various stakeholders in the industry, including mobile application developers, mobile
phone providers, merchants, advertising companies and their consumers.
For mobile application developers who face mounting pressure to address information privacy issues (Tode
2012), our study provides actionable guidance on designing an effective technological solution for the problem
we identify, which builds on the notion that the provision of personalization through mobile applications can be
achieved without gathering user information into a central server, but through storing and processing user
information locally on their individual phones. The design was successfully demonstrated, via our multi-method
approach entailing field experiment, focus group, and surveys, as being able to promote a sense of psychological
comfort in consumers by preserving their information space, thereby enhancing their evaluation of the mobile
applications in terms of higher process and content gratifications. Our approach to validating our design solution
may also provide insights to application developers intending to test the effectiveness of their applications. We
developed three mobile advertising applications prototypes for our field experiment and launched them
simultaneously, with users downloading, installing, and using one of the prototypes randomly without being
aware of the other two prototypes, echoing an application versioning approach which is also a viable option for
developers to assess consumers’ gratification with an application. Many IT companies have attempted recently to
test and market their applications to the user community simultaneously - for instance, at Google, the two phases
are virtually indistinguishable from each other, which creates a unique relationship with consumers, who become
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
13

Source: http://www.mobilemarketer.com/cms/news/legal-privacy/11963.html, last accessed: 02-March-2012.
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integrated into the company’s development efforts as new products take shape and grow (Iyer and Davenport
2008).
Our study suggests the need to develop mobile handsets, operating system architecture, and application
market platform that together afford stronger protection of user information for more effective prevention of
hacking and unauthorized access at the hardware and architectural levels. Through this way mobile application
developers can work within an enhanced and agreed platform and architecture to offer effective privacy-safe
applications based on our proposed design principle. Our applications leveraged the WebKit sandboxed
environment of Apple’s iOS platform which helps protect user information stored locally – further efforts should
be invested to continuously improve the platform and architecture, so as to improve users’ psychological comfort
and the satisfaction they gain from using applications, which could give them an important market lead in
addressing users’ information privacy concerns.
This study contributes to mobile phone providers’ knowledge stocks by presenting an architectural design
that can be easily adapted to support various ‘context-aware’ personalized services, a capability that represents
an important recent trend among phone providers as they compete to develop mobile handsets with the most
sophisticated personalized features. Every new personalization, such as context-aware personalized services
include customized ring tone based on the users’ mood and customized speaker volume based on the
background noise levels at the users’ location, is likely to increase users’ anxieties about their privacy. Thus
mobile phone providers are not only competing to develop sophisticated personalized services, but are also
accusing each other of violating users’ privacy in their attempts to win more handsets buyers. Our study suggests
enhancing their handsets’ platform and operating system architecture so as to incorporate our proposed design
feature for addressing the personalization-privacy paradox.
For marketers (merchants and advertising companies) engaged in mobile advertising campaigns, our study
recommends they work closely with those application developers who incorporate privacy-safe feature into their
applications. Specifically, given users’ heightened privacy concerns when using such applications, advertisers
should delegate the personalization of their advertising messages to the application developers, rather than
attempting to solicit user information directly for centralized storage, as is typical in Web contexts. On their part,
the advertisers do not need to know the individual consumers to be able to deliver personalized advertising
messages to achieve their desired results, but need to work to raise the higher interest level of their advertising
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messages to be delivered via our proposed design, whose principles can be applied not just to smartphones and
other mobile devices, but to computing devices generally.
Finally, for consumers, we hope to draw their attention to the option of technological solutions that may
alleviate their privacy concerns while affording them personalization benefits, such as the one demonstrated and
validated in this study. Such a design solution may both place less cognitive burdens on them than existing
measures, such as the usually lengthy privacy statements that take time and effort to comprehend fully, but also
allow them to feel more secure that their personal information never actually leaves their handset. Consumers
have the right to preserve their own information space, and we hope using mobile applications based around our
proposed privacy-safe feature may make their mobile computing experience a more gratifying one.

9

Conclusion

This research seeks to exemplify how the fundamental thrust of the personalization-privacy paradox can be
addressed effectively through technology. While concerns about information privacy may not impact the
gratification gained from using a personalized advert application for browsing (process gratification), our field
experiment showed us that it undermines the gratification users derive from saving their personalized advertising
messages (content gratification). The frequency of use of the application and the number of adverts saved are of
great importance to advertising agencies’ revenues, as they typically charge marketers who engage them based
on the numbers of impressions (i.e., viewing of the adverts via the mobile application) and the number of adverts
with indicated consumer interest (i.e., that which the users chooses to save). Our privacy-safe solution for
delivering personalized advertising messages, which stores and processes consumers’ information locally (on
their own smartphones) significantly increases both the usage of the application (process gratification) and the
saving of adverts (content gratification).
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Motivation
One of the defining features of the World Wide Web is a content site's ability to place virtually
costless hyperlinks to third-party content as a substitute or complement to its own content. Such links
are usually accompanied by a summary or commentary related to that content. Using links in this
manner is common among bloggers, who use them as a mechanism for building a community and
engaging with each other's ideas (Blood 2002). At the commercial front, hyper-linking has enabled
new types of players, commonly referred to content aggregators or web portals, to successfully enter
professional content ecosystems, attracting traffic and revenue by hosting collections of links to the
content of others (Dewan et al. 2004). Aggregators produce little or no original content; they usually
provide titles and short summaries of articles they link to. Examples of well known aggregators
include Google News, the Drudge Report and the Huffington Post.
Facing severe financial pressures, some content creators have turned against content aggregators,
accusing them of “stealing” their revenues by free-riding on their content (Chiou and Tucker 2011).
Other market actors point out that, in today's “link economy”, links bring valuable traffic to target
nodes, so content creators should be happy that aggregators exist and direct consumers to content sites
(Karp 2007; Jarvis 2008). Key aggregator executives, such as Google’s Eric Schmidt, assert that it is
to their interest to see content creators thrive, since the value of links (and aggregators) is directly
related to the quality of content that these point to.
A central aspect of the debate focuses on the complex economic implications of the process of placing
(for the most part) free hyperlinks across content nodes. The main argument in favor of aggregators is
that, if links are chosen well, then they point to good quality content; as a result, they reduce the
search costs of the consumer population, which may lead to an aggregate increase in content
consumption and to more traffic for higher quality sites. The main argument against aggregators is
that some consumers satisfy their curiosity by reading an aggregator’s short summary of a linked-to
article and never click through to the article itself.
Dellarocas et al. (2010) provide a theoretical model of content aggregators and conclude that their net
impact on content producer profits and incentives to produce good content is the net sum of the above
two effects. They identify the aggregator click-through rate, that is, the probability that an
aggregator’s user will click through to an article linked to through the aggregator, as a key
determinant of economic outcomes. However, they do not attempt to describe what this parameter
depends on.
The overwhelming amount of content available online has increased the importance of curation and
aggregation, that is, of interfaces and services that help readers filter and make sense of the subset of
content that is important to them. We, therefore, believe, that understanding how the, partly symbiotic
and partly competitive, relationship between aggregators and content creators, can be optimized for
the benefit of both parties is a question of theoretical and practical interest.
In this study we conduct a series of field experiments whose objective is to provide insight with
respect to the factors that affect an aggregator’s click-through rate and user retention rate.
Specifically, we focus on understanding how the amount of information an aggregator provides about
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an article affects article click-through rates but also user satisfaction with the aggregator and retention
rates.
Our key hypothesis is that article click-through rates depend on two factors: (a) a user’s belief that the
article is sufficiently interesting to warrant their attention and (b) a user’s belief that the article
contains sufficient information additional to what’s available at the aggregator’s summary. Our
hypothesis implies that click-through rates have a non-monotonic relationship with article summary
lengths. Specifically, article summaries that are too short may not provide sufficient information that
would allow users to decide whether an article is interesting enough; this may hurt their click-through
rate. On the other hand, article summaries that are too long contain most of an article’s salient
information; this, also, would be a disincentive to click-through.
If aggregators provide other ways of signaling an article’s interestingness (e.g. click-through counts,
user votes) then the signaling aspect of the above framework might become disassociated from the
length of the article summary. In such cases we expect a mostly negative relationship between article
summary length and article click-through rates.
Our hypothesis regarding user retention is that users are more satisfied (and less likely to stop using
the aggregator) the easier they can satisfy their curiosity about current news through the system.
According to the above arguments we expect that, everything else being equal, users will be more
satisfied the longer the article summary: longer summaries give them a better idea of what topics are
interesting plus give them most of the salient information of those topics. However, it is possible that
some users prefer brief summaries and experience a disutility in reading through very long abstracts.
Gaining a firmer empirical understanding of these relationships will be valuable not only for
aggregators seeking to optimize their own traffic patterns, but also in terms of informing the public
discourse between aggregators and content creators on the need for equitable profit sharing
agreements between the two parties.
Nüwsli Application
Our experiments are conducted using the Nüwsli Swiss news aggregator, an iPhone app developed
and maintained by some of the authors at ETH Zürich. Nüwsli software is separated into back-end and
front-end. The front-end is a client that is downloaded by users and installed on theirs iPhones. The
back-end is the hidden part of the aggregator; a server that collects and stores news for further access
through the client. The server collects newly published news from the country’s major newspapers
and stores them on a database. Before storing the news into the database, the abstracts of the news
articles are processed and analyzed. Often, several newspapers publish the exact same article.
Accordingly, another task of the server is to identify and ignore copies of the same article in order to
avoid redundancy. Furthermore the server performs a semantic analysis of the articles’ texts to group
them together into topics. This leads to the following data structure: every article belongs to a topic; a
topic contains one or more articles.
It is especially important to emphasize that the algorithm ensures that all collected news have the
minimum required abstract length (i.e., at least 294 characters). During the field experiment, the
abstract length will be manipulated depending on the users’ experimental groups. The details on what
manipulations were done on the abstract length will be explained in the next section.
The front-end is a mobile newsreader application developed for iPhone. Aggregated articles can be
browsed within the mobile app. Only an outline (title, abstract, and (if available) picture) of each
article is displayed. The user who wants to read the full article can do so by pressing the “read full
article” button at the bottom of the article outline (see Figure 2).
The user interaction has been designed as a three steps process. First, the user is presented to the topic
list. Next, by selecting a topic, the user will discover all articles belonging to the topic, sorted by
publication date. Finally, by clicking on the article’s dedicated and labeled button, the user is directed
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to the newspaper’s website for full article read. At the second step, we can safely assume that the user
is already interested in a particular topic. This step has the advantage of removing the interest variable
from the equation and having the click-through only influenced by the provided quantity of
information (abstract length, the existence of image, and number of articles in a topic).
Figure 1: First level - Topics

Figure 2: Second level Articles of a topic

"

Figure 3: Third level - Full
news
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Initial Field Experiment
In the initial experiment, we manipulated the abstract/snippet length of the news articles at the userlevel. In the beginning, all users saw snippets of a default-length. The default-length is derived from
the average number of characters of the snippets in Google News, which are 245 characters. In total,
we have 925 users. This phase lasted for two weeks. In the next phase, we randomly assigned the
users into one of the three groups: 1) control group with snippets of a default-length (245 characters),
2) experimental group with shorter snippets (-20%; 196 characters), 3) experimental group with
longer snippets (+20%; 295 characters). The rationale behind our decision to reduce/increase the
default snippet length by 20% is that the standard deviation of the snippets in Google News is around
10%. We chose the double of this value in order to generate a significant difference between the
experimental lengths.
Recall that the aim of the study is to analyze the manipulated snippet lengths on click-through. Due to
the binary nature of click-through (0 or 1), logistic regression is an appropriate statistical method.
Since the experiment was run at the user-level, we ran a binary fixed effect regression with random
intercept to control for users’ specificity. To control for the other characteristics of the news articles
besides the snippet lengths, we added several control variables into the analysis such as the number of
news articles that of the same topic (1 or n), the existence of an image that accompanied the snippet (0
or 1), the news categories (0: International, 1: Local, 2: Business, 3: Technology, 4: Entertainment, 5:
Sports, 6: Life, 7: Motors, 8: Culture), and the language of the news article (0: Italian, 1: German, 2:
French). The results of the analysis are summarized in Tables 1-3.
The results of the initial field experiment show that: 1) Shortening the snippet increases the clickthrough, and 2) Lengthening the snippet has no significant effect on the click-through. With regard to
the control variables, we found that the number of articles of the same topic and the existence of an
image accompanying the snippet reduce the click-through. Both variables give more information of
the particular article which may “satisfy” the users and thus “prevent” them from clicking through the
snippet to read the full article. It is particularly interesting to note that the positive effect of shortening
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the snippet of a news article on its click-through is still strongly significant albeit the existence of the
other news articles of the same topic and an image accompanying the snippet.
Table 1. Results (Control Group)
Variables
Independent variable
Period (1: before manipulation; 2: after manipulation)
Control variables
Number of articles of the same topic
The existence of image accompanying the snippet
Language of the news article (German)
Language of the news article (French)
Categories of the news article
Chi-square(14): 90.62; Prob>Chi-square: 0.000
* - p < 0.05; ** - p < 0.01; *** - p < 0.001

Coefficient

Std. error

z

.280

.123

2.27**

-.071
.031
-2.25**
-.639
.080
-8.01***
-13.197
412.526
-0.03
-13.063
412.526
-0.03
Estimated but not shown

Table 2. Results (Shorter-Snippet Group)
Variables
Independent variable
Period (1: before manipulation; 2: after manipulation)
Control variables
Number of articles of the same topic
The existence of image accompanying the snippet
Language of the news article (German)
Language of the news article (French)
Categories of the news article
Chi-square(14): 124.47; Prob>Chi-square: 0.000
* - p < 0.05; ** - p < 0.01; *** - p < 0.001

Coefficient

Std. error

z

.388

.117

3.32***

-.047
.030
-1.55
-.744
.078
-9.55***
-1.275
0.578
-2.21**
-1.140
0.593
-1.92
Estimated but not shown

Table 3. Results (Longer-Snippet Group)
Variables
Independent variable
Period (1: before manipulation; 2: after manipulation)
Control variables
Number of articles of the same topic
The existence of image accompanying the snippet
Language of the news article (German)
Language of the news article (French)
Categories of the news article
Chi-square(14): 108.20; Prob>Chi-square: 0.000
* - p < 0.05; ** - p < 0.01; *** - p < 0.001

Coefficient

Std. error

z

.047

.117

0.40

-.102
.029
-3.49***
-.631
.076
-8.26***
-0.658
0.670
-0.98
-1.515
0.756
-2.01*
Estimated but not shown

While the finding that lengthening the snippet has no significant effect on the click-through raised the
question whether we have reached a saturation point of the snippet length, the finding that our control
group exhibit significantly more click-through with the same snippet length in periods 1 and 2 of the
field experiment raised the doubt on the user-level experiment design. With several questions left
unanswered, we decided to embark into a second field experiment.
Our preliminary analysis of user dropout rates suggests that users seeing the short manipulation drop
much faster after the start of the experiment than the users seeing the longer snippets. However, this
difference in drop rates weakens after 5 weeks. This initial finding is consistent with our theoretical
predictions, according to which longer abstracts make the life of aggregator users easier since they
contain most of an article’s salient information and, thus, satisfy the curiosity of many users without
them needed to exert additional cognitive effort by clicking-through and reading the original article.
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Second Field Experiment
In the second field experiment, we plan to do the following. First, we will apply more radical
manipulations to the length of the snippet. Specifically, the short and long snippet lengths are -60%
and +40%, respectively. We chose -60% because it is the shortest length that is supported by the user
interface (see Figure 4) and +40% because it is the longest snippet possible subject to copyright
agreements we have with content providers. Second, we will perform the manipulation at the articlelevel (instead of the user-level). Within the same topic, there could be more than one articles. Upon
opening a topic, all users will see a list of articles; each article will be randomly manipulated with
different snippet length. For instance, user A may see an article of a topic with 60% reduction of the
default snippet length; whereas user B may see the same article of the same topic with 40% increment
of the default snippet length. To control for the possibility that some users will always click to the first
article in the list, we will add the article sequence as a control variable when analyzing the data.
Figure 4 – Preview of Different Text Lengths (% Change)
98 (-60%)
147 (-40%)
196 (-20%)

245 (0)

294 (+20%)

343 (+40%)
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Third Field Experiment
Upon completing the second field experiment we aim at exploring other methods for signaling
interestingness of articles and how aggregators could best make use of them. In the next version of the
application, the article view (Figure 5) will display a “thumbs up” button, which users can click if
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they consider the article to be worth reading. The Topic view (Figure 6) will display a counter along
with each topic that sums up all “thumbs up” received by the articles belonging to that topic.
The third field experiment will involve manipulating the visibility of the “thumbs up” counter on the
topic view. We hypothesize that users will show interest in topics displaying a high “thumbs up”
counter and, in their absence, will rely on other factors to determine the attractiveness of a topic.
Figure 5 – Article View with
“Thumbs Up Button”"

Figure 6 – Topic View with
“Thumbs Up Counter”"
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Current Status and Expected Timeframe
In the following months we will perform the remaining field experiments and will explore how
different abstract lengths and article popularity cues affect both article click-through rates as well as
the aggregator’s user retention rate. Our results will help us further refine our understanding of how
users interact with content aggregators. We expect to have completed the experiments and analysis
before December 2011.
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ABSTRACT

produced content.

News aggregators have emerged as an important component of
digital content ecosystems, attracting traffic by hosting collections
of links to third party content, but also causing conflict with
content producers. Aggregators provide titles and short summaries
of articles they link to. Content producers claim that their
presence deprives them of traffic that would otherwise flow to
their sites. In light of this controversy, we conduct a series of field
experiments whose objective is to provide insight with respect to
how readers allocate their attention between a news aggregator
and the original articles it links to. Our experiments are based on
manipulating elements of the user interface of a Swiss mobile
news aggregator. We examine how key design parameters, such
as the length of the text snippet that an aggregator provides about
articles, the presence of associated photos as well as of other
related articles on the same story, affect (a) a reader’s propensity
to click on an article, (b) the amount of time that the reader spends
on that article after clicking, and (c) the amount of time the reader
spends on the aggregator. We hope that our results can help
aggregators and content creators optimize their relationship for the
benefit of both parties.

As if the previous changes were not enough, an equally disruptive
transformation is currently underway in these industries. The
overwhelming amount of content available online has increased
the importance of curation and aggregation, that is, of interfaces
and services that help readers filter and make sense of the subset
of content that is important to them. Historically such functions
used to be the realm of professional editors: editors not only
commissioned the production of content but also decided what
content would be included in a newspaper or magazine issue and
how it would be organized.

Categories and Subject Descriptors

Web technologies allow this important function to be unbundled
from content production. Specifically, the web’s ability to place
hyperlinks across content has enabled new types of players,
commonly referred to as content aggregators or web portals, to
successfully enter the professional content ecosystems, attracting
traffic and revenue by hosting collections of links to the content of
others (Dewan et al. 2004). Aggregators produce little or no
original content; they usually provide titles and short summaries
of the articles they link to (Figure 1). Well known aggregators
include Google News, the Drudge Report and the Huffington
Post. Table 1 provides a more extensive list of examples.

K.6 Management of Computing and Information System

General Terms
Management, Economics, Experimentation.

Keywords
digital news, news aggregators, attention allocation, click-through
rates, field experiment.

Figure 1 Example of a news aggregator article entry

1. INTRODUCTION

URL
news.google.com

Few industries have suffered more severe disruption by digital
technologies than news and journalism. Traditional content
creators, such as newspapers, are witnessing their geographical
monopolies dissolving into the globally competitive Internet and
some of their most important sources of revenue, such as
classified ads, migrating to specialized online marketplaces like
eBay and Craigslist. User-generated content, such as blogs and
online reviews, has increased the supply of content that often
competes head-on for readers’ attention with professionally
Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that
copies bear this notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to redistribute to lists,
requires prior specific permission and/or a fee.
Conference’10, Month 1–2, 2010, City, State, Country.
Copyright 2010 ACM 1-58113-000-0/00/0010…$10.00.

Table 1 Examples of popular news aggregators

huffingtonpost.com
drudgereport.com

digg.com
techmeme.com
popurls.com
reddit.com

Description
Algorithmically aggregated headlines; a
search engine of many of the world's
news sources. Search results group
similar articles together.
Hybrid of news aggregator and original
content creator.
Aggregator containing selected hyperlinks
to news websites all over the world;
each link carrying a headline written by
the site's editors.
User-generated news aggregator. Users
post links to stories. Votes promote
stories to the front page.
Blog aggregator tracking other technology
blogs.
Meta-aggregator; aggregates links to the
top stories chosen by other aggregators.
User-generated news aggregator. Users
post links to stories. Votes promote

newsvine.com
newsnow.co.uk

stories to the front page.
Community news aggregator; member
voting determines the position of news
stories.
U.K.-based news portal.

Facing severe financial pressures, some content creators have
turned against content aggregators, accusing them of “stealing”
their revenues by free riding on their content.1 Other market actors
point out that in today's “link economy”, the links bring valuable
traffic to the target nodes. Therefore content creators should be
happy that aggregators exist and direct consumers to their sites
(Karp 2007; Jarvis 2008). Key aggregator executives, such as
Google’s Eric Schmidt, assert that it is to their interest to see
content creators thrive, since the value of links (and aggregators)
is directly related to the quality of content that these point to.2
A central aspect of the debate focuses on the complex economic
implications of the process of placing (for the most part) free
hyperlinks across content nodes. The main argument in favor of
aggregators is that, if links are chosen well, then they point to
good quality content; as a result, they reduce the search costs of
the consumers, which may lead to an aggregate increase in
content consumption and to more traffic for higher quality sites.
The main argument against aggregators is that some consumers
satisfy their curiosity by reading an aggregator’s short snippet of a
linked-to article and never click through to the article itself. In
fact, the question of whether aggregators are legally permitted to
reproduce an article’s title and snippet without obtaining
permission from (and possibly paying) the content producer is still
unresolved.3
Even though there is still an open question of whether the current
generation of news aggregators is beneficial or harmful to the
content ecosystems (Chiou and Tucker 2011), we believe that the
ever-increasing volume of available content makes some form of
aggregation an inevitable and valuable component of every
content ecosystem. The key question, therefore, is not whether
aggregators should exist, but rather how the partly symbiotic and
partly competitive relationship between aggregators and content
creators can be optimized for the benefit of both parties.
In an attempt to provide initial answers to these questions, we
conduct a series of field experiments whose objective is to provide
insight with respect to how readers distribute their attention
between a news aggregator and the original articles it links to. Our
experiments are based on manipulating elements of the user
interface of a Swiss mobile news aggregator. We examine how
key design parameters, such as the length of the text snippet that
an aggregator provides about articles, the presence of associated
photos as well as of other related articles on the same story, affect
a reader’s propensity to click on an article, the amount of time that

1

The recent dispute between the Associated Press and News
Corporation with Google is perhaps the best example. See
http://www.forbes.com/2009/04/06/google-ap-newspapersbusiness-media-copyright.html

2

“CEO Eric Schmidt wishes he could rescue newspapers”,
Fortune January 7, 2009.

3

Aggregators claim that the reproduction of titles and short
snippets of text falls under the “fair use” provisions of copyright
law. However, as stated by Isbell (2010), “for all of the attention
that news aggregators have received, no case in the United
States has yet definitively addressed the question of whether
their activities are legal.”

the reader spends on that article after clicking, and the amount of
time that the reader spends on the aggregator.
Gaining a firmer empirical understanding of these relationships
will be valuable not only for aggregators seeking to optimize their
own traffic patterns, but also in terms of informing the public
discourse between aggregators and content creators on the need
for equitable profit sharing agreements between the two parties.
In the rest of the paper we discuss related work (Section 2),
develop our conceptual framework (Section 3), describe our
experimental setting (Section 4) and present our data and results
(Section 5). We conclude with a discussion of results, their key
implications and outline opportunities for future research (Section
6).

2. RELATED WORK
The relationship between news aggregators and content producers
is the subject of a small but growing body of work.
Dellarocas et al. (2010) examine how the ability to place costless
hyperlinks to third party content affects the behavior of competing
content producers who can now choose between spending the
effort to write an original article of a story and simply linking to
an article that someone else has written. The authors view
aggregators as a limiting case of content nodes who are inefficient
in original content production and, therefore, can only attract
readers by placing links to interesting third-party content. The
paper identifies several properties of aggregators and motivates
some of the questions we ask in this paper. We discuss it in more
detail in Section 3.
Chiou and Tucker (2011) offer an empirical contribution to the
discourse about the net impact of aggregators. They empirically
examine the affect of the removal of all hosted articles by The
Associated Press from Google News at the end of 2009 (due to a
dispute in licensing negotiations) on what sites consumers visited.
They find that the removal of The Associated Press’s content was
correlated with a decline in subsequent visits to traditional news
sites immediately after visiting Google News as compared to
other news aggregators that continued to host The Associated
Press content. The results suggest the presence of a
complementary relationship between aggregators and content
producers, whereby aggregators send traffic to content producers
that would otherwise not be reaching those sites.
Hong (2011) focuses on the potential for aggregators to induce
information cascades that concentrate traffic to a few “popular”
sites. The author provides evidence of an association between the
number of visitors to a news aggregator site and the online traffic
concentration of that site. The author suggests design
interventions for alleviating the adverse impact of such
phenomena.
Our work also relates to the broader discourse on how readers
allocate their attention in the content networks. For example, Wu
and Huberman (2008) analyze the role that popularity and novelty
play in attracting the attention of users to dynamic websites.
Agarwal et al. (2009) propose novel spatial-temporal models to
estimate click-through rates in the context of content
recommendation. Roos et al. (2011) propose an ambitious model
of browsing behavior in hyperlinked media that takes into
consideration a user’s utility and beliefs about the quality of crosslinked content.
Compared to this broader literature, our aims are more focused,
looking specifically on how consumers allocate attention between

news aggregators and news articles and how design parameters of
the aggregator affect this allocation.

Hypothesis 1: News aggregator article click-through rates exhibit
an inverse U-shaped relationship with article abstract/snippet
length.

3. CONCEPTUAL FRAMEWORK

Content producers care not only about the click-through rates, but
also about the time readers actually spend on their sites. Drawing
on the previous line of reasoning we hypothesize that article
snippet length will, similarly, have a non-monotonic relationship
with the amount of time clicking readers spend on an article:
When snippets are very short, readers do not receive sufficient
information about an article. Many, thus, click through, only to
discover that the article was not as relevant or interesting as they
thought, in which case they quickly move away. On the other
hand, when snippets are very long, readers may find that full
articles do not contain much additional information relative to
what was already seen on the snippet. We expect that this will,
similarly, reduce the time that readers spend on the article itself.
The following hypothesis ensues:

Aggregators have emerged as an increasingly important layer in
the hyperlinked content ecosystems. Dellarocas et al. (2010)
model aggregators as content network nodes who attract readers
by placing links to interesting third-party content.
They
distinguish between the impact of aggregators on individual
pieces of content and on competition among the related pieces of
content. Accordingly, we develop hypotheses on both questions.

3.1 Aggregator’s impact on individual articles
Dellarocas et al. (2010) show that the primary impact of an
aggregator on the content ecosystems is the sum of two opposite
effects:
On the one hand, a search cost reduction effect arises from the
fact that aggregators generally place links to well-chosen content
and provide some information (e.g. text snippet or photos) about
this content that helps users decide whether it matches their
interests. This effect is positive; it increases the overall
consumption of content and benefits high quality content
producers.
On the other hand, a free riding effect is primarily due to readers
who browse through aggregator the headlines and snippets and
never click through to the original articles. This effect is at the
core of the controversy between aggregators and original content
producers. The latter claim that if aggregators did not exist,
readers would be spending their time browsing the “front page” of
original content producer’s sites. The free riding effect reduces the
content producer’s profits and incentives to produce quality
content.
Dellarocas et al. (2010) identify the aggregator click-through
rate, that is, the probability that an aggregator’s user will click
through to an article linked to through the aggregator, as a key
determinant of whether the net impact of aggregators on a content
ecosystem is positive or negative. However, they do not attempt to
describe what this parameter depends on and consider it as a
constant.
An important contribution of the current work is to elaborate on
the factors that determine an article’s aggregator click-through
rate, as well as the amount of time that readers spend on the
original article, conditional on clicking through.
News is an instance of what economists call experience goods
(Varian 2001). Readers are, thus, unsure about the utility they will
derive from reading a particular article until they have read it (in
which case it is too late). In such situations, readers may be
reluctant to spend the cognitive effort required unless they have
some sufficiently strong signal that an article matches with their
interest. This is the precise reason why information good
industries make pervasive use of previews, reviews, and samples
(Varian 2001). We claim that in the context of news aggregators,
text snippets play the role of a preview. This, in turn, suggests that
click-through rates have a non-monotonic relationship with article
snippet lengths. Specifically, article summaries that are too short
may not provide sufficient information that would allow users to
decide whether an article is interesting enough; this may hurt their
click-through rate. On the other hand, article summaries that are
too long contain most of an article’s salient information; this
would make clicking-through redundant for many readers. Our
reasoning leads to the following hypothesis:

Hypothesis 2: Article reading times (conditional on clicking)
exhibit an inverse U-shaped relationship with the abstract/snippet
length provided by the news aggregator.

3.2 Aggregator’s impact on competition
among articles
Aggregators often collect several articles written about the same
story and display them next to each other. This increases the
competition among articles and complicates the user’s attention
allocation problem because the question now is not only whether
to click-through but also which article they should select.
An interesting question is whether the presence of multiple related
articles increases or decreases a user’s propensity to click on any
of these articles. Both possibilities are plausible. On the one hand,
one can argue that the more articles are available on a story, the
more likely that at a user will find at least one of them appealing.
Furthermore, the presence of multiple articles tends to signal
important stories that are worth reading about. These arguments
lead to the following hypothesis:
Hypothesis 3a: The presence of multiple articles about the same
story increases the group click-through rate.
On the other hand, the combined presence of multiple article
snippets provides more information about the story itself and may
satisfy the curiosity of readers who will then decide it is not
necessary to read the original article(s). This leads to the
alternative hypothesis:
Hypothesis 3b: The presence of multiple articles about the same
story decreases the group click-through rate.
Another important question is what factors make users choose
among the competing articles. It is well documented here that the
link’s position matters a lot. The higher the article is on the list,
the higher the probability that it will be chosen (see for example
Ghose and Yang 2009). What has not been researched is the
impact, if any, of the article snippet length on the choice
probability. Applying our previous line of reasoning, we posit
that: (a) snippet lengths that are shorter than the average group
snippet length are more likely to leave readers with more
uncertainty about their quality and relevance, whereas (b) snippet
lengths that are longer than the average group snippet length are
more likely to convey most of the article’s salient information
and, thus, make more readers feel that clicking through to the
original article would be redundant. This line of reasoning leads to
the following hypothesis:

Hypothesis 4: When several articles about the same story compete
for user attention, ceteris paribus, readers are less likely to click
on articles whose snippet lengths deviate from the average group
snippet length.

Figure 2 First level - Topics

Figure 3 Second level –
Article outline of a topic

Figure 4 Third level -Full article

Table 2 Preview of the Different Snippet Lengths (% Change)

98 characters

147 characters

(-60%)

(-40%)

196 characters

245 characters

(-20%)

(default)

294 characters

343 characters

(+20%)

(+40%)

4. EXPERIMENTAL SETTING
Our field experiments are conducted using the Newscron
(originally called Nüwsli) Switzerland news aggregator. The frontend of the application is a client that can be freely downloaded
and installed on iPhones from the Apple’s App Store. The backend of the application is a server that collects and stores news
articles that can be accessed by the client. The server collects
daily news articles from Switzerland’s major newspapers (in all
three national languages: German, French, and Italian) and stores
them in a database on daily basis. Often, several newspapers
publish the exact same article (syndication). The server identifies
and ignores copies of the same article. The server performs a
semantic analysis of article texts to group them together into
topics (stories). This leads to the following data structure: every
article belongs to a topic; a topic contains one or more articles.
Our algorithm ensures that all collected articles have the
minimum required snippet length (i.e., at least 343 characters).

User interaction with Newscron is designed as a three step process
(see Error! Reference source not found., 3, and 4). First, the
user is presented with a list of topics/stories. When the user clicks
on a topic, he/she sees all articles belonging to the particular topic,
which are sorted by their publication dates. Only an outline (title,
snippet, and (if available) picture) of each article is displayed. At
this step, we can safely assume that the user is already interested
in a particular topic. This second step thus has the advantage of
removing topic-specific interest variable from the equation and
having the click-through only influenced by variables such as the

snippet length, the existence of image, and the number of articles
in a particular topic. Finally, by clicking on the article’s dedicated
and labeled button at the bottom of the article’s outline, the user is
directed to the newspaper’s website for full article read.
The application offers the user three methods of browsing and
discovering topics. The default method is through the list of
featured news (see Figure 1). Featured news contains the most
read topics of the day. Alternatively users can browse the latest
topics by category, by publisher, or by publication date. In
addition the application keeps track of the previously read topics,
which can easily be retrieved by the user.
Newscron tracks users’ interactions with the software by logging
each transaction on the back-end server. The logs allow us to
analyze the users’ behaviors.
To test our hypotheses, we manipulated the articles’ snippet
length at the back-end of the Newscron application (at the articlelevel). The default snippet length used in our app is equal to 245
characters, which is the average number of characters of snippets
in Google News. We reduced/increased this default snippet length
in increments of 20%, which is 2*the standard deviation of
snippets in Google News. We thus defined 6 different snippet
lengths ranging from -60% to +40% of the default length (Table
4). We chose -60% because it is the shortest length that is
supported by the user interface and +40% because it is the longest
snippet possible subject to copyright agreements we have with the
news providers.
During our experiment the snippet length that was displayed when
user i accessed article j was randomized. This means that different
users might encounter the same article with different snippet
lengths. Furthermore, different articles within the same topic
group could be displayed with different snippet lengths.
This field experiment lasted for 2 weeks during which we had
2163 users, 4981 unique articles, and 26559 topic-level access
events that resulted in 17654 article click-through events. Table 3
depicts the salient statistics of our experimental dataset.
Table 3 Parameters of the dataset
Measurement
Unique Articles
Unique Users
Total topic access events
Total article click-through events
Average number of articles accessed by users
Average reading time (in seconds)
Average decision time (in seconds)

Value
5’312
2’163
26’559
17’654
8.46
78
11

5. RESULTS
5.1 Baseline effects
An important objective of the field experiment is to analyze the
impact of abstract/snippet lengths on article click-through rates,
article reading time (conditional on clicking), and article decision
time (conditional on clicking). To control for the other
characteristics of news articles besides the snippet lengths, we
added several control variables into the analysis such as the full
article length (in characters), the existence of an image that
accompanied the snippet (0 or 1), the topic category (0:
International, 1: Local, 2: Business, 3: Technology, 4:
Entertainment, 5: Sports, 6: Life, 7: Motors, 8: Culture), and the

article publisher (1 to 15). Table 4 summarizes our independent,
dependent, and control variables.
Table 4 Variables Summary
Variable
Dependent Variables
CLICK-THROUGH

Description

Binary variable; whether an article was
opened in the browser to be read in full
length
DECISION-TIME
The time needed by a user to decide
whether to CLICK-THROUGH
READING-TIME
The time needed by a user to read the full
article on the publisher’s webpage
Independent Variables (for logistic and Poisson regressions)
SNIPPET-98
News snippet shown along with the title,
having a length of 98 characters
SNIPPET-147
As above; 147 characters
SNIPPET-196
As above; 196 characters
SNIPPET-245
As above; 245 characters
SNIPPET-294
As above; 294 characters
SNIPPET-343
As above; 343 characters
Independent Variables (for multinomial logit regression)
SNIPPET-1
News snippet shown along with the title,
having a length lower than the average
length of the snippets of all relatedarticles
SNIPPET0
As above; length equal to the average
length
SNIPPET+1
As above; length higher than the average
length
POSITION-TOP
Article is on the top position of the list of
related-articles
POSITION-SECOND
Article is at the second position of the list
of related-articles
POSITION-LOW
Article is at the third or lower position of
the list of related-articles
Control Variables
HAS-IMAGE
Binary variable; whether an image is
displayed together with the title and
snippet
ARTICLE-LENGTH
The length in characters of the full article
on the publisher’s website
RELATED-ARTICLES
Number of articles of the same topic that
were displayed at the same time in form
of a list
CATEGORY
The category to which the article belongs
(see explanation above)
PUBLISHER
The publisher of the news

We used logistic regression to analyze (binary) click-through rates
and Poisson regression to analyze decision time and reading time,
both of which can be thought of as count variables.4 To account
for idiosyncratic behavior at the user and article level, we used
appropriate random effects. The results of our regressions are
summarized in Table 5, 6, and 7.
Click-through rates. Focusing only on topics that contain a single
article, we find that click-through rates monotonically decrease
with snippet length, i.e. longer snippets are associated with lower
click-through rates. The presence of an accompanying image also
reduces the click-through rate.

4

Poisson regression is justified in this case because our data set
does not exhibit overdispersion. Specifically, the mean and
variance of reading times (78 and 80 seconds respectively) and
decision times (11 and 12 seconds respectively) are comparable,
thus fulfilling the conditions for applying Poisson regression.

Decision time. Conditional on clicking-through, the time spent on
the aggregator (reading snippets etc.) until a user decides to click
on the linked article monotonically increases with the snippet
length. It also has a positive association with the presence of an
image and the number of related articles simultaneously present
for the same topic.

The number of related articles of the same topic has a positive
association with reading time. We explain this by postulating that
the number of related articles is a proxy for a topic’s importance
and that readers spend more time on articles of more important
topics.

Reading time. Conditional on clicking-through, reading time
exhibits an inverse U-shaped relationship with snippet length:
reading time increases when snippet length increases from 98 to
294 characters and decreases when snippet length reaches 343
characters. As expected, reading time increases with the length of
the article.

5.2 Competition effects

Table 5 Click-Through Rates Result
Variables
Coef.
Std. error
z
Independent Variables
SNIPPET-98
baseline
SNIPPET-147
-.285
.055
-5.18***
SNIPPET-196
-.478
.054
-8.81***
SNIPPET-245
-.654
.054
-12.21***
SNIPPET-294
-.796
.054
-14.81***
SNIPPET-343
-.838
.053
-15.70***
Control Variables
HAS-IMAGE
-.334
.062
-5.36***
CATEGORY
Estimated but not shown
PUBLISHER
Estimated but not shown
Wald Chi-square(27): 462.73; Prob>Chi-square: 0.000
*-p<0.05; ** - p < 0.01; *** - p < 0.001;

Table 6 Decision Time Rates Result
Variables
Coef.
Std. error
z
Independent Variables
SNIPPET-98
baseline
SNIPPET-147
.249
.010
24.29***
SNIPPET-196
.415
.020
41.36***
SNIPPET-245
.537
.010
54.48***
SNIPPET-294
.667
.010
67.59***
SNIPPET-343
.756
.010
77.98***
Control Variables
HAS-IMAGE
.246
.027
9.06***
RELATED-ARTICLES
.184
.005
37.98***
CATEGORY
Estimated but not shown
PUBLISHER
Estimated but not shown
Wald Chi-square(28): 9850.26; Prob>Chi-square: 0.000
*-p<0.05; ** - p < 0.01; *** - p < 0.001;

Table 7 Reading Time Rates Result
Variables
Coef.
Std. error
z
Independent Variables
SNIPPET-98
baseline
SNIPPET-147
.050
.004
13.37***
SNIPPET-196
.037
.004
8.95***
SNIPPET-245
.059
.004
15.83***
SNIPPET-294
.077
.004
20.22***
SNIPPET-343
.050
.004
13.01***
Control Variables
HAS-IMAGE
.010
.038
.27
ARTICLE-LENGTH
2.2e4
9.41e-6
7.69***
RELATED-ARTICLES
.033
.002
13.41***
CATEGORY
Estimated but not shown
PUBLISHER
Estimated but not shown
Wald Chi-square(28): 2071.16; Prob>Chi-square: 0.000
*-p<0.05; ** - p < 0.01; *** - p < 0.001;

As discussed in Section 4 an important function of aggregators is
to collect related articles on the same topic. Since the aggregator
displays a snippet for each article, two pertinent questions arise:
(a) how the presence of multiple articles affects the probability
that any article in the group is clicked and (b) what factors
determine which article is chosen.
To answer the first question we collapsed each article group
(topic) access into a single record and performed logistic
regression. Our dependent variable recorded whether at least one
article within that group was clicked by the user. The results are
shown in Table 8. The number of related articles has an inverse
U-shaped relationship with the group click through rates. Clickthrough rates attained their maximum value when a topic had
around 4 related articles.
Table 8 Topic Click-through Results
Variables
Coef.
Std. error
Independent Variables
RELATED-ARTICLES
.567
.065
RELATED-ARTICLES2
-.071
.010
Control Variables
HAS-IMAGE
.143
0.037
Wald Chi-square(3): 90.71; Prob>Chi-square: 0.000
*-p<0.05; ** - p < 0.01; *** - p < 0.001;

z
8.72***
-6.68***
-3.83***

To answer the second question we performed discrete choice
analysis. Specifically, we looked at article groups where one or
more linked articles were clicked on and used a multinomial logit
regression model to identify which covariates of each choice
alternative had a statistically significant association with the
probability that the alternative in question would be clicked on by
the user. For this analysis, we replaced raw snippet lengths with a
variable that indicated whether an article’s snippet was longer
than (+1), equal to (0) or shorter than (-1) the group’s average
snippet length. We also added a control variable that indicated an
article’s position in the group (0: top position, 1: second position,
2: third or lower position).
The regression results are shown in Table 9. As expected, an
article’s position has an important effect on it being chosen, with
the topmost article being chosen most often. Interestingly, an
article’s snippet length relative to the group’s average snippet
length was also found to be a significant predictor. The baseline
case corresponds to the case where the snippet length is shorter
than the average (-1). Compared to the baseline case, we notice
that having longer than average snippets (+1) has a statistically
significant positive effect on the choice probability. Moreover, the
presence of an image increases an article’s within-group choice
probability. This finding is interesting and should be contrasted
with the fact that the presence of an image is associated with a
decrease in an article’s absolute click-through rate when there is
no related article.

Table 9 Article Choice Analysis Result
Variables
Coef.
SNIPPET-1
SNIPPET0
-.156
SNIPPET+1
.290
POSITION-TOP
POSITION-SECOND
-2.07
POSITION-LOW
-2.02
ARTICLE-LENGTH
3.25e-4
HAS-IMAGE
2.06
Log-Likelihood: -333.81
*-p<0.05; ** - p < 0.01; *** - p < 0.001;

Std. error
baseline
.480
.113
baseline
.113
.182
6.35e-5
.262

z
-.324
2.57*
-18.30***
-11.09***
5.12***
7.88***

6. DISCUSSION, IMPLICATIONS, AND
RESEARCH OPPORTUNITIES
News aggregators emerge as an important component of digital
content ecosystems. A better understanding of how news
aggregator design parameters affect the allocation of reader
attention between aggregators and original articles is useful, both
in terms of informing aggregator design, as well as in terms of
informing the current controversy that exists between the two
parties. In this study, we conducted field experiments with that
objective in mind.
Our results indicate that there is, indeed, a degree of substitution
between the amount of information of a news article that is
displayed on news aggregators and the cumulative time that
readers are likely to spend on the original article site. We found a
negative relationship between an article’s snippet length on the
aggregator and the probability that a user will click the link to the
original article site: the longer the snippet, the lower the clickthrough rate. Moreover, we found a positive relationship between
an article’s snippet length and the amount of time readers spend
on the aggregator until they decide to click on the linked article.
Interestingly, the presence of an image has the same effect to that
of increasing the snippet length on the article’s click-through rate:
it is associated with a decrease in click-through rate and an
increase in a reader’s average decision time. We also found that
when there is a click-through, the amount of time spent on the
original article has an inverted U relationship with the snippet
lengths. This finding suggests that very short snippets do not
provide adequate information; resulting in more readers clicking
on their respective linked articles but then deciding that the
articles were actually not very interesting to them.
Since aggregators typically collect articles that belong to the same
topic groups, they create competition among the related articles.
In this study, we also examined how the aggregation of articles
into topic groups affects the allocation of readers’ attention. We
found an inverse U-shaped relationship between the number of
articles in a topic group and the probability that readers will click
on at least one article from that group. Our explanation for this
finding is that, the more articles are available on a topic, the more
likely that at a user will find at least one of them appealing.
Furthermore, the presence of multiple articles tends to signal
important stories that are worth reading about. However, when
there are plenty of related articles, the combined presence of
multiple snippets may satisfy the readers’ curiosity who then may
not feel the need to click on any of the linked articles. This is a
previously unnoticed side effect of news aggregators that can be
potentially detrimental to content producers and thus deserves
more attention.
With respect to the competition among the related articles, we
examined what factors determine which article(s) in a group will

likely to be chosen by the readers. As expected, articles positioned
at the top of the list were most often being chosen. Controlling for
the position, articles with an image were more likely to be chosen.
Interestingly, the choice probability was higher for articles whose
snippet length was longer than the average snippet length of the
related articles.
Taken collectively, our results produce a nuanced picture of the
impact of article snippet length on its click-through rate. Longer
snippets generally reduce click-through rates. However it is
important to highlight here that very short snippets seem to result
in “spurious” clicks (readers “leaving” the original article shortly
after “their arrival” when they found it to be not as interesting as
they expect it to be).
As with any study, the findings in this study should be viewed
with regard to the study limitations. Our aggregator has multilevel interface (see Figures 2, 3, and 4). Our experimental
treatments were performed at the second level (topic level) of the
aggregator’s interface (see Figure 3). Our data thus showed how
varying snippet lengths affected the probability of transitioning
from the second to the third level. We observed that, once a reader
clicks to the second level, he/she has already indicated his/her
interest for the topic. Conditional on being interested in the topic,
the decision to click a linked article is primarily based on the
reader’s assessment of how much more useful information the
original article contains relative to the snippet. It will be
interesting to conduct another experiment at an aggregator’s top
level (see Figure 2) where the different topics of the day are
aggregated. For technical reasons, such manipulations are not
possible in the iPhone version of Newscron. Currently we are in
the process of conducting another experiment using the iPad
version of the app.
In conclusion, we would like to emphasize that although this work
provides novel insight into the relationship between news
aggregators and content producers, it does not provide a firm
answer to the question of whether aggregators are, on balance,
beneficial or harmful to the content ecosystems. What the current
work establishes is that aggregators indeed extract an “attention
tax” from content producers, in the form of users who never click
through to the original articles. We demonstrate that the fraction
of such users depends on the design parameters of the aggregator
and that there is a substitution relationship between the amount of
time that readers spend on the aggregator and the time readers
spend on the original articles. We further show that competitive
pressure might limit the extent to which individual content
producers deviate from an aggregator’s norms: our multinomial
logit results suggest that a publisher’s unilateral decision to
shorten the snippet lengths of its articles might put them at
disadvantage in situations where there are several related articles
on the same topics. What is outside the scope of the current
research is the impact that aggregators have in increasing the
overall consumption of content (e.g. because they reduce search
costs by organizing content). Despite some recent attempts to
provide partial answers (e.g. Chiou and Tucker 2011), the latter
still remains an elusive and interesting empirical question for
future research.
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