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Abstract
The main objective of this thesis is to derive practically relevant certificates for the computational complexity of real-time model predictive control (MPC). MPC is a well-established
method for the control of systems that are subject to constraints in the inputs and/or states.
Since MPC requires the solution to an optimization problem at the sampling rate of the
control loop, it is considered a computationally intensive control method. Even for the
class of convex optimization problems, which are solvable by state-of-the-art optimization
methods, the complexity of obtaining a solution is either unknown a priori or does not correspond to the practically observed complexity at all. However, a certified operation of the
optimization routine is relevant in view of MPC applications for systems with fast dynamics
that require sampling times in the milli- to microseconds range, e.g., grid power converters.
The complexity of an optimization method is best expressed by an upper bound on the
required number of floating point operations that in turn stems from an upper bound on
the iteration count. Knowing a meaningful upper bound a priori would enable control
engineers to use optimization-based control in safety-critical and risk-of-loss applications,
guide the selection of control hardware before implementation and reduce extensive and
costly testing procedures of the optimization routine. Even if certification is not an issue in
an application, the understanding of the entities that define (expressive) iteration bounds
can help to modify the problem at hand in a way such that faster practical convergence can
be achieved, saving computational resources.
This thesis investigates certification aspects for the most common class of constrained
linear-quadratic MPC problems. After confirming that existing state-of-the-art solution
methods for MPC do not allow for meaningful complexity certificates, Nesterov’s fast gradient method is proposed as an alternative. The fast gradient method is an accelerated
variant of the classic gradient method and provides a significant speed-up at the same iteration cost. Moreover, its simple algorithmic scheme and its applicability to a wide class
of optimization problems make it a viable optimization method for low-resource processors
such as found in embedded systems. Although the method has existed since the early 80s,
it was practically unknown in the control community. In this sense, this work has also
contributed to making it known to a wider audience and other control labs have started
projects on the use of the fast gradient method in the meantime.

viii

Abstract

In order to account for that and since a similar overview of the method is missing in the
literature, the first part of the thesis provides a self-contained treatment of the fast gradient
method and its latest generalization, the (accelerated) proximal gradient method. From
this it becomes clear that no other gradient-based method can provide better certificates
for MPC and also, that the fast gradient method’s certificates are indeed practically relevant
for the considered MPC problems in this thesis. In addition, two new stopping criteria for
gradient-based methods are derived that allow to detect sufficient optimality even before
the certified iteration bound is reached.
In the second part, we start with certificates for input-only constrained MPC, which –
after changing the problem formulation – can be conveniently solved by the fast gradient
method in the primal domain. The validity of the obtained certificates crucially depends on
the initialization of the fast gradient method. Therefore, a generic initialization scheme is
derived and specialized variants for cold- and warm-starting deduced. Computation of the
‘best’ bound on the iteration count turns out to be computationally expensive as it requires
the solution to a bilevel optimization problem. However, an easy-to-compute, while still
expressive bound can be derived for cold-starting. In order to understand for which MPC
problem setups low bounds and thus short solution times can be expected, their dependence
on the problem data is analyzed, and it is found that the certificates do not necessarily get
worse when the prediction horizon in MPC is increased, which at first seems counterintuitive.
The application of the certification scheme to several real-world MPC problems, such as a
power converter, proves the practical relevance of the obtained bounds and shows that the
fast gradient method is the method of choice for most of these problems.
In the input- and state-constrained MPC case, the fast gradient method is shown to
be applicable in the dual domain only. This implies that the guaranteed convergence rate
changes from linear in the primal to the slower sublinear rate in the dual domain. Reduced
convergence speed means that the entities defining the upper iteration bound need to be
known with the least amount of conservatism in order to result in a meaningful bound.
Motivated by this, the derivation of the smallest values of these entities is considered. It
turns out that the first entity, which is the smallest Lipschitz constant of the dual gradient,
can be computed exactly whereas the other entity, the worst case minimal distance between
an initial dual iterate and a Lagrange multiplier, can only be upper bounded with much
conservatism. The conservatism causes the bounds for a real-world ball on plate system to
be too large to be practical. For this reason, a theoretical framework for the investigation
of a less conservative bound is introduced and it is found that under specific assumptions
improved upper bounds can be found.
Finally, optimal preconditioning for better certificates and increased computational speed
is studied for both the primal and the dual domain.

Zusammenfassung
Ziel dieser Dissertation ist es, praxisrelevante Zertifikate für die Komplexität von modellprädiktiven Reglern (engl.: model predictive control, MPC) zu erhalten. MPC ist ein etabliertes Verfahren zur Regelung von Systemen mit Beschränkungen auf Eingangs- und/oder Zustandsgrössen. Da es die Lösung eines Optimierungsproblems zu jedem Abtastzeitpunkt des
Regelkreises erfordert, zählt es zu den rechenintensiven Regelungsverfahren. Selbst für die
Klasse der konvexen Optimierungsprobleme, die durch moderne iterative Lösungsmethoden
als effizient lösbar gelten, ist die Komplexität des Lösungsprozesses entweder a priori gänzlich
unbekannt oder wird von der im Vorhinein bestimmten Komplexität massiv überschätzt. In
Anbetracht vermehrt eingesetzter MPC Regler für hochdynamische Systeme, zum Beispiel
Stromwandler im Versorgungsnetz, mit Abtastzeiten im Milli- bis Mikrosekundenbereich,
stellt sich jedoch zunehmend die Frage nach einer aussagekräftig zertifizierbaren Lösungsmethode.
Die Komplexität einer Lösungsmethode wird am geeignetsten durch eine Schranke auf die
erforderliche Anzahl von Fliesskommaoperationen angegeben. Diese wird ihrerseits wiederum
von einer oberen Schranke auf die Anzahl der Iterationen der Lösungsmethode abgeleitet.
Das a priori Wissen um so eine aussagekräftige obere Schranke würde eine Vielzahl von
Vorteilen mit sich bringen: Einsatz von optimierungsbasierter Regelung in sicherheitskritischen Anwendungen sowie Anwendungen mit hohem Verlustrisiko; Auswahlhilfe für Regelungshardware vor der konkreten Implementierung; Reduktion von umfangreichen und kostspieligen Prüfverfahren der Lösungsmethode selbst. Auch wenn der Zertifizierungsaspekt in
einer Anwendung nicht im Mittelpunkt steht, kann das Verständnis aussagekräftiger oberer
Iterationsschranken dazu ausgenutzt werden, das ursprüngliche Problem dahingehend abzuändern, dass schnellere Konvergenz und damit Einsparungen bei den Rechenressourcen
erzielt werden können.
Diese Dissertation untersucht Zertifizierungsaspekte für die praktisch am häufigsten auftretenden linear-quadratischen MPC Probleme mit Beschränkungen. Nachdem festgestellt
wird, dass sich die aktuell im Einsatz befindlichen Lösungsmethoden nicht für eine aussagekräftige Zertifizierung eignen, wird Nesterov’s schnelle Gradientenmethode als Alternative
vorgeschlagen. Die schnelle Gradientenmethode ist eine Variante der klassischen Gradientenmethode mit einer deutlich erhöhten Konvergenzgeschwindigkeit bei gleichbleibendem
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Aufwand pro Iteration. Ihr bestechend einfacher Algorithmus macht die schnelle Gradientenmethode zu einer praktikablen Lösungsmethode für eine grosse Klasse von Optimierungsproblemen, speziell auf Prozessoren mit beschränkter Rechenleistung, wie sie etwa in
eingebetteten Systemen zu finden sind. Obwohl die Methode bereits Anfang der 80er Jahre
entwickelt wurde, war sie in der Regelungstechnik bis dato weitgehend unbekannt. In diesem Sinne hat diese Arbeit auch dazu beigetragen, sie einem breiteren Kreis von Anwendern
zugänglich zu machen. In der Zwischenzeit haben bereits einige andere Forschungsgruppen
auf dem Gebiet der Regelungstechnik die schnelle Gradientenmethode als ein interessantes
Forschungsfeld entdeckt.
Um dem Rechnung zu tragen und weil eine ähnliche Übersicht in der Literatur noch fehlt,
stellt der erste Teil der Dissertation eine in sich geschlossene Abhandlung über die schnelle
Gradientenmethode und ihrer neuesten, verallgemeinerten Variante, der (beschleunigten)
Proximalgradientenmethode bereit. Hieraus wird ersichtlich, dass keine andere gradientenbasierte Methode bessere Zertifikate für MPC bieten kann, aber auch, dass die schnelle
Gradientenmethode praxisrelevante Zertifikate für die in dieser Arbeit betrachteten MPC
Probleme zulässt. Zusätzlich werden noch zwei neue Abbruchkriterien für gradientenbasierte Methoden abgeleitet, die es erlauben, hinreichende Optimalität festzustellen, noch bevor
die zertifizierten Iterationsschranken erreicht sind.
Der zweite Teil der Arbeit widmet sich zunächst der Berechnung von Zertifikaten für
MPC Probleme mit Beschränkungen ausschliesslich auf den Eingangsgrössen. Nach einer
Transformation können diese Probleme unmittelbar durch die schnelle Gradientenmethode
im primalen Raum gelöst werden. Die Gültigkeit der erhaltenen Zertifikate hängt entscheidend von der Initialisierung der Methode ab, weshalb zuerst eine generische Strategie zur
Initialisierung eingeführt wird, um dann in weiterer Folge zwei spezielle Varianten für Kaltund Warmstart davon abzuleiten. Dabei stellt sich heraus, dass die Berechnung der ‘besten’
Iterationsschranke die aufwändige Lösung eines Bilevel-Optimierungsproblems voraussetzt.
Es wird allerdings gezeigt, dass man eine einfach zu berechnende, dennoch ausdrucksstarke
obere Schranke für den Fall einer Kaltstart-Initialisierung erhalten kann. Um einen Anhaltspunkt dafür zu bekommen, welche MPC Konfigurationen kleine obere Iterationsschranken
und somit kurze Lösungszeiten bedingen, wird deren Abhängigkeit von den ursprünglichen
Problemdaten analysiert. Im Zuge dessen wird unter anderem festgestellt, dass – entgegen
der Intuition – die Schranken nicht unbedingt grösser werden, wenn das Prädiktionsfenster
des MPC Reglers vergrössert wird. Die Anwendbarkeit des entwickelten Zertifizierungsschemas wird anhand zahlreicher praktischer MPC Beispiele, etwa für einen Stromwandler,
untermauert und es wird aufgezeigt, dass für die meisten dieser Beispiele, die schnelle Gradientenmethode die bevorzugte Lösungsmethode darstellt.

xi
Für den allgemeinen Fall von MPC mit beschränkten Eingangs- und Zustandsgrössen
wird zunächst festgehalten, dass die schnelle Gradientenmethode nur im dualen Raum anwendbar ist. Dies impliziert jedoch, dass sich die garantierte Konvergenzrate von linearer im
primalen Raum zu sublinearer Rate im dualen Raum verschlechtert. Die reduzierte Konvergenzgeschwindigkeit bedeutet, dass jene Grössen, die die Iterationschranken für die schnelle Gradientenmethode bestimmen, mit kleinstmöglichem Konservatismus ermittelt werden
müssen, um aussagekräftige Schranken zu gewährleisten. Motiviert durch diese Beobachtung beschäftigt sich die Dissertation in diesem Teil mit der Bestimmung der kleinsten
Werte dieser zentralen Grössen. Wie sich herausstellt, kann die eine der beiden Grössen,
die kleinste Lipschitz-Konstante des dualen Gradienten, genau berechnet werden, während
die andere, der grösste minimale Abstand zwischen einem Initialisierungspunkt und einem
Lagrange-Multiplikator, nur konservativ nach oben abgeschätzt werden kann. Dieser Konservatismus bewirkt, dass die Iterationsschranken für ein reales Kugel-auf-Platte-System zu
gross sind, um praktisch relevant zu sein. Um dem Abhilfe zu verschaffen, wird im Rahmen
einer theoretischen Untersuchung eine weniger konservative Lösung skizziert, die unter geeigneten Annahmen in der Tat die Bestimmung besserer oberer Iterationsschranken erlaubt.
Schlussendlich werden noch sowohl für den primalen als auch für den dualen Raum optimale Vorkonditionierungen ermittelt, mit dem Ziel, bessere Zertifikate und kürzere Lösungszeiten zu erhalten.

1 Introduction
Model predictive control (MPC) is an optimization-based control method that is regarded
as one of the most influential modern control techniques nowadays. Part of its success
is its ability to handle constraints in a systematic way, for instance, power constraints on
the actuators and/or limits on the system states. MPC is backed up by a mature theory
providing clear guidelines on problem formulation to achieve high control performance while
guaranteeing closed-loop stability and robustness. Common to all MPC formulations is that
they are based on solving a constrained finite-horizon (closed- or open-loop) control problem
at every sampling instant when new state information of the system becomes available. By
applying only the first input of the optimal control sequence and re-optimizing at the next
sampling instant, feedback is introduced and the control loop is closed (so-called receding
horizon control).
The need for re-optimizing at a constant sampling rate renders MPC a computationally
challenging control method. However, compared to control-related topics, literature on
computational aspects of MPC is little. This might well be explained by its origin in the
process industry three decades ago. Sampling periods – and thus available solution times –
by then were in the range of minutes and hours, leaving enough time to obtain a solution
even on low-performance machines. The last decade, though, has seen a growing interest
in bringing the benefits of MPC to fast-sampled systems, where sampling periods are in
the micro- to milliseconds range, giving rise to hard real-time bounds on the available
computation time (real-time MPC). This progress was enabled mainly by two factors: Evergrowing computational power paired with advances in optimization methods.
For the important subclass of convex MPC problems, for which the most efficient solution
methods exist and a globally optimal solution can be obtained in general, research over the
last decade has focused on offline and online solution methods.
Offline solution methods apply multi-parametric programming techniques to derive an
explicit solution to the MPC problem with the system state as the parameter. For a large
class of practically relevant problems, the solution map is a piecewise-affine map over a
polyhedral partition of the state space, making it well suited for online lookup. Since the
number of regions in the partition grows exponentially with problem size at worst case, the
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extension of this technique to large-scale MPC problems has proved difficult. Approaches
to overcome this limitation include approximating the explicit solution, model reduction or
limiting the number of control moves over the prediction horizon (so-called move blocking ).
While these approaches allow to tackle slightly larger MPC problems, they still fail to solve
large-scale problems. Moreover, the explicit solution approach is limited to polyhedral
constraints only and allows the parameters to enter the problem formulation only in a very
specific way, e.g. they cannot change the left hand side of an inequality constraint.
In order to overcome the limitations of explicit MPC, recent research concentrates on
online solution methods. The most prominent methods in this class are active set and interior
point methods. The main themes to achieve short solution times with these methods are
problem structure exploitation, i.e. making use of the fact that the optimization problem
stems from an MPC formulation, and warm-starting, which is promising in view of the
receding horizon control scheme. Online methods find a solution iteratively, so, convergence
is the most basic concern. However, in the context of real-time MPC, convergence is
not enough. In order to ensure convergence within the sampling period, the method’s
convergence speed is of utmost importance. For all available variants of active set methods,
convergence speed is unknown, whereas for interior point methods, convergence speed is
known from theory but is much worse than the practically observed convergence speed.
We conclude that for current online methods, no meaningful computational complexity
certificate can be issued a priori, i.e. convergence within the provided sampling time or the
number of required floating point operations is unknown.
A meaningful complexity certificate would incur the following benefits:
• no extensive and costly testing of the optimization routine
• possibility to use optimization-based control in safety-critical and risk-of-loss applications, e.g. space missions
• a guideline for selecting appropriate control hardware before implementation
Moreover, if the theoretical convergence speed coincides well with the practical one, then
we can think of improving theoretical convergence speed, e.g. by preconditioning, and at
the same time can also expect an improved practical convergence speed.
In this thesis, we propose to use Nesterov’s fast gradient method for a certified solution
of constrained linear-quadratic MPC problems. This method has a theoretical convergence
that is provably faster than the one of the classic gradient method. The speed-up comes
from taking into account not only the current, but also the previous iterate in a controlled
way so that some kind of inertia effect leads to faster convergence. The speed-ups achieved
can be dramatic: Whereas the required number of iterations for the classic gradient methods
scales linearly with the ‘conditioning’ of the problem, it scales only via the square root for
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the fast gradient method. For badly conditioned problems (with a condition number of,
e.g., 106 ), this can make a significant difference.
We show that different to active set and interior point methods, the fast gradient method
has a practical convergence speed that is close to the theoretical one, making complexity
certificates in fact practically relevant (the ratio between the certified number of iterations
and the practically observed one is less than one order of magnitude). Still, we will encounter
certificates in this thesis that are too conservative to be expressive; in this case, the issue
is not the theoretical convergence results but the inability to compute entities in these
convergence results free of conservatism.
The relevance of the fast gradient method’s complexity certificate comes also with a
drawback: Whenever the certificate is ‘bad’, we can, in turn, expect a bad practical behavior. Interestingly enough, the certificates for various real-world MPC problems in this
thesis indicate that practical MPC problems are mostly well-conditioned, giving rise to good
certificates and thus to fast solution times. For some cases, the number of certified floating
point operations of the fast gradient method is even smaller than the observed floating
point operations of an interior point method.
Even if certification of the solution method is not an issue, the fast gradient method
represents a viable alternative to existing methods for MPC. The key benefit is simplicity
of its algorithmic scheme, which – as opposed to active set and interior point methods –
does not require repetitive solution of a system of linear equations. This makes structure
and sparsity exploitation in the problem data straightforward and leads to computationally
cheap iterations, free from safeguards against numerically ill-conditioned scenarios. For
some problem instances, the fast gradient method can even be made division-free.
Since its introduction to the control community in [RJM09], the fast gradient method
was adopted as an alternative solution method by other research groups who investigated
different certification aspects than presented in this thesis (see [KF11b, KF11a, BP12a,
BP12b, Gis12]).

1.1 Outline and Contribution
In Part I we give a review of gradient methods for convex optimization. The material is
centered around their computational complexity which depends on the problem class and the
problem class parameters. We start with a classification of convergence rates in Chapter 3
and based on them, define the corresponding complexities as the very iteration counts that
guarantee a pre-specified level of suboptimality (so-called lower iteration bounds). We finish
this chapter with a discussion on lower bounds on the achievable complexity to understand
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which of the solution methods are indeed optimal in the sense that they attain these lower
bounds. Chapter 4 then provides an overview of solution methods and their complexities.
In Chapter 5 we discuss in detail the proximal gradient method and one of its accelerated
variants. These methods are generalizations of the classic gradient and the fast gradient
method for composite minimization where the sum of a smooth and a potentially nonsmooth convex function is minimized. Proximal gradient methods became popular only very
recently, mainly pushed from advances in compressed sensing. The reasons for treating
proximal gradient methods in this thesis are manifold. First of all, they can be applied in
other important areas of control, e.g. in system identification (nuclear-norm regularization),
carrying over the benefits of the fast gradient method to the nonsmooth case (cheap iterations, numerically robust). Also, proximal gradient methods nicely illustrate that significant
speed-ups can be achieved if solution methods have access to the problem structure. In fact,
these methods have complexities that are much lower than the lower complexity bounds of
Chapters 3 and 4. On top of this, no easily accessible overview of these methods is available in the literature. So, efforts were made to contribute a balanced treatment of proximal
gradient methods, bringing different sources of information together and to add results that
could not be found in the literature, see, e.g., the treatment of the strongly convex case.
Note that in Chapter 5, we only study methods that are provably fast and state – to the
best of the author’s knowledge – the best available convergence results. Heuristics that try
to speed up the basic schemes but cannot be shown to improve the original convergence
results are cited at the appropriate places.
The main purpose of Chapter 6 is to underline the practical relevance of lower iteration
bounds for the fast gradient method when applied to problems that are similar to the ones
investigated for MPC. For a fair comparison, we first derive two alternative stopping criteria
for gradient methods based on properties of the gradient (map) and on conjugacy. The
computational study then is performed for both the gradient and the fast gradient method;
since the fast gradient method is not only significantly faster in all scenarios but also provides
better lower iteration bounds in terms of their ratio to the observed number of iterations,
the remainder of the thesis considers the fast gradient method exclusively.
Inspired by the promising results from the computational study, Part II looks into specific certification aspects of MPC problems. Before that, Chapter 7 motivates complexity
certification and defines constrained linear-quadratic MPC as the considered problem class
in the following chapters. An elaborate review of certification aspects of state-of-the-art
solution methods for this problem class reveals that existing methods do not allow for a
meaningful certification, motivating the use of the fast gradient method. Thereafter, the
fast gradient method is applied for certification of input-only constrained MPC and inputand state-constrained MPC respectively.
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In the case of input-constrained MPC in Chapter 8, the problem formulation is first
changed by condensing, leaving the sequence of control inputs as the only decision variable.
By doing so, simplicity of the projection operation in the primal domain is obtained and linear
convergence rate of the fast gradient method is achieved. The derivation of lower iteration
bounds crucially depends on the initialization of the fast gradient method. Based on a
generic initialization scheme, cold-starting and warm-starting variants will be derived and the
computational aspects of actually determining lower iteration bounds discussed. The rest of
the chapter studies the dependence of the lower iteration bounds on the MPC problem data.
For this, we analyze the condition number’s dependence on the horizon length and find that
for stable systems and relaxed performance specifications small lower iteration bounds and
thus short solution times can be obtained. We also derive an asymptotic characterization
of the lower iteration bounds in the case of warm-starting which reveals that for MPC an
increased horizon (and thus a larger problem) does not necessarily imply increasing lower
iteration bounds or number of floating point operations. Finally, we investigate speeding
up the fast gradient method through an optimal change of variables (preconditioning) and
illustrate the findings on numerous real-world MPC examples.
In Chapter 9, we treat certification of input- and state-constrained MPC which turns out
more challenging than the input-only constrained case. If state constraints are imposed,
condensing does not render the feasible set ‘simple’ anymore, so, the projection operation
gets expensive. By Lagrange relaxation of the state update equation, the problem can be
posed in the dual domain, retaining simplicity of the involved operations. This comes at the
price of sublinear convergence making it much more important to derive least conservative
values for the entities that define the lower iteration bound. To this end, we investigate
the smallest lower iteration bound which can be obtained if the smallest Lipschitz constant
of the dual gradient and the smallest worst case distance between an initial dual iterate
and a Lagrange multiplier can be determined. We will show that for the case of MPC, the
smallest Lipschitz constant can, in fact, be computed. Since this constant determines the
step size of the fast gradient method, this result also improves practical performance of the
method and thus is of importance beyond certification. For the other entity of the lower
iteration bound, we find from a theoretical investigation that under specific assumptions,
this entity is computable, but since the assumptions are hard to validate in general, we also
provide a computable upper bound of this entity. However, as a result of the introduced
conservatism, the obtained lower iteration bounds are far off from the practically observed
number of iterations as exemplified on a real-world ball on plate MPC problem.
Note that detailed outlines are provided at the beginning of Parts I and II and conclusions
are drawn at the end of most chapters. The thesis concludes with a discussion of potential
future research directions in Chapter 10.

6

1 Introduction

FiOrdOs: C Code Generation for First-Order Methods Parts of the ideas in this
thesis are reflected in the Matlab toolbox FiOrdOs, developed in the course of the Master’s
thesis of Fabian Ullmann [Ull11]. This toolbox allows one to get a tailored, thus efficient,
C implementation of gradient and fast gradient methods from a high-level description of
the problem. The class of problems that can be modeled include the ones presented in
Chapters 8 and 9 of this thesis. We refer the reader to the FiOrdOs website for more
information about this open source toolbox.

1.2 Publications
Large parts of this thesis build on results that were previously published in collaboration
with colleagues. These publications are listed below.
Chapters 3 to 5 are entirely based on the following technical report that originates from a
research visit at the Model Predictive Control Lab of Prof. Francesco Borrelli at UC Berkeley
in summer 2011:
A Complexity-Based Review on Proximal Gradient Methods for Convex Composite Optimization. S. Richter, M. Morari and C.N. Jones, IfA Technical
Report vol. AUT12-01, July 2012. [RMJ12]
Parts of Chapter 6 are based on the report:
Stopping Criteria for First-Order Methods. S. Richter and M. Morari, IfA Technical Report vol. AUT12-03, May 2012. [RM12]
Chapter 8 consists of research presented in:
Computational Complexity Certification for Real-Time MPC With Input Constraints Based on the Fast Gradient Method. S. Richter, C.N. Jones and
M. Morari, IEEE Transactions on Automatic Control, 57(6), pp. 1391–1403,
June 2012. [RJM12b]
The previous publication is an extension of the ideas in the conference paper
Real-Time Input-Constrained MPC Using Fast Gradient Methods. S. Richter,
C.N. Jones and M. Morari, Proceedings of the 48th IEEE Conference on Decision
and Control, Shanghai, China, pp. 7387–7393, Dec. 2009. [RJM09]
Chapter 9 is based on the work in the following papers:
Certification Aspects of the Fast Gradient Method for Solving the Dual of Parametric Convex Programs. S. Richter, C.N. Jones and M. Morari, to appear in
Mathematical Methods of Operations Research, 2012. [RJM12a]

1.2 Publications
Towards Computational Complexity Certification for Constrained MPC Based
on Lagrange Relaxation and the Fast Gradient Method. S. Richter, M. Morari
and C.N. Jones, Proceedings of the 50th IEEE Conference on Decision and
Control, Orlando, USA, pp. 5223–5229, Dec. 2011. [RMJ11]
Published work related to the topics of this thesis but not discussed or only cited is:
Distributed Model Predictive Control for Building Temperature Regulation.
Y. Ma, S. Richter and F. Borrelli, to appear in SIAM Book on Control and
Optimization with Differential-Algebraic Constraints, 2012. [MRB12]
High-Speed Online MPC Based on a Fast Gradient Method Applied to Power
Converter Control. S. Richter, S. Mariéthoz and M. Morari, Proceedings of
the American Control Conference, Baltimore, USA, pp. 4737–4743, June 2010.
[RMM10]
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Part I
Gradient Methods:
A Complexity-Based View

2 Motivation and Outline
The gradient method is a well-established optimization method that is based on the natural
concept of iterative descent of the objective function. Its roots can be traced back to the
work of Cauchy in 1847 [Cau47] (see also [Lem12]). Since then, theoretical and practical
interest in the gradient method and its descendants have varied with peak activity periods in
the 1970s and 1980s. Research in gradient methods has essentially disappeared by the time
when the first interior point methods came up. However, the last decade has seen a revival
of gradient methods. The reasons for this are manifold; in many large-scale optimization
problems, interior point methods turn out to be intractable – even a single iteration can take
an inadmissible long time. Also, in practical applications, the requirements on the solution’s
accuracy are quite often only moderate, since the problem data is noise-corrupted. This
reduced accuracy requirement is in favor of gradient methods which are known to return lowto medium-accuracy solutions at a reasonable effort. Additionally, the fast gradient method,
developed by Yurii Nesterov in 1983, got an increased attention around twenty-five years
after it was published first. The fast gradient method significantly improves the theoretical
and, in many cases, also the practical convergence speed of the gradient method. This fact
together with new developments, e.g. smoothing of nonsmooth functions (see [Nes05]), has
led to many new applications of gradient methods and has inspired new research.
The aim of this part is to provide a complexity-based view onto the latest generalization
of gradient and fast gradient methods, called the proximal gradient method and the accelerated proximal gradient methods. For this, we start in Chapter 3 with a classification
of convergence rates and define the complexity of an optimization method. Depending on
the problem class and the information that is available to the optimization method, we will
then investigate lower bounds on the achievable complexity and list particular examples in
Chapter 4. Chapter 5 introduces the proximal gradient method and an accelerated variant
and provides a thorough discussion of their complexities through various convergence rate
results. Among other aspects, we consider tightness of the convergence results, discuss
their ‘contradiction’ with respect to the lower complexity bounds from Chapter 3 and clarify
their relation to the original gradient and fast gradient method. Finally, Chapter 6 evaluates
the applicability of the convergence results as a stopping criterion, which is central for the
computational complexity certification in model predictive control in Part II.

3 Rates of Convergence and
Complexity of Optimization
Methods
Convergence is the foremost property of any practically useful optimization method and is
often readily available by its construction. Let us illustrate this for unconstrained minimization of a function f : Rn → R, i.e.
f ∗ = minn f (x) ,
x∈R

where f is continuously differentiable on Rn and f ∗ denotes the globally optimal value.
If we choose a gradient method to solve this problem, then starting from an initial
iterate x0 ∈ Rn , we obtain a sequence of iterates {xi }∞
i=1 according to the recurrence
relation
xi+1 = xi − ti ∇f (xi ) ,
where the step sizes ti > 0 are chosen such that we get a relaxation sequence {f (xi )}∞
i=0
which obeys
f (xi+1 ) ≤ f (xi ) .
Consequently, if f is bounded below on Rn , the method converges1 .
However, for a ranking among several different methods, their convergence rates are of
importance. For this it is convenient to define an error function e : Rn → R+ that satisfies
e(x) > 0
e(x) = 0

if x ∈
/ X∗ ,
if x ∈ X∗ ,

with respect to the set of globally optimal solutions X∗ ⊆ Rn .
1

Without convexity assumptions on f , only convergence to a stationary point x̄ where ∇f (x̄) = 0 can be
guaranteed [Nes04, §1.2.3]. So, despite convergence, we might end up with f (x̄) − f ∗ > 0.
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Most of the convergence rate results in the literature are expressed in terms of the error
functions
e(x) = f (x) − f ∗ or

e(x) = ∗inf ∗ kx − x ∗ k .
x ∈X

(3.1a)
(3.1b)

In general, the error function in (3.1a) is preferred over (3.1b), as for some problem classes
it is impossible to establish a convergence rate in terms of (3.1b) whereas for (3.1a) it is.
Such a pathological case occurs, for instance, for the class of smooth convex optimization
problems if the objective function lacks strong convexity (cf. Theorem 5.1).
By having defined the set X∗ as the set of globally optimal solutions, the gradient method
– if applied to minimize a nonconvex continuously differentiable function – might generate
a sequence of errors {e(xi )}∞
i=0 according to (3.1) that does not converge to zero. This
is because the method could get trapped in a stationary point, e.g. a local minimum. So,
for nonconvex problems, for which the set of globally optimal solutions does not necessarily
coincide with the set of locally optimal solutions, a different error function should be defined
so that convergence of the errors to zero is ensured. An error function of this kind is
e(xi ) = min k∇f (xk )k .
0≤k≤i

(3.2)

Defining the error function so that it vanishes even at locally optimal solutions allows one
to, first, implement meaningful stopping criteria and second, to investigate the rate of
convergence to a locally optimal solution (cf. complexity of the gradient method for smooth
nonconvex optimization in Table 4.1).

3.1 Classification of Convergence Rates
For notational convenience, let us use the short form ei = e(xi ) from here on. In the
following, we will study four different classes of convergence rates of the sequence {ei }∞
i=0
under the assumption that it converges to zero.

3.1.1 Linear Convergence Rate
A sequence {ei }∞
i=0 converges linearly to zero if there exist constants q ∈ (0, 1) and C > 0
such that
ei ≤ Cq i

∀i = 0, 1, . . . .

The constant q denotes the convergence ratio and is the principal determinant of linear
convergence rate.

3.1 Classification of Convergence Rates
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Figure 3.1: Linearly converging sequence {ei }∞
i=0 which does not fulfill the sufficiency condition on eventual monotonicity in (3.3).

A sufficient condition for a sequence to converge linearly is that eventually
ei+1
<q
ei
or more precisely
lim sup
i→∞

ei+1
<q.
ei

(3.3)

This condition trivially holds true, for instance, if the elements of the sequence obey
ei+1 < qei , ∀i = 0, 1, . . ., but does not hold true for a non-monotonically decreasing, yet
linearly converging sequence as depicted in Figure 3.1.
Examples for optimization methods that converge with linear convergence rate include
the gradient and the fast gradient method, the bisection method and the center of gravity
method for convex optimization (see Chapter 4 for these results and the specific assumptions on the problem class). Note that linear convergence is also referred to as geometric
convergence in the literature.

3.1.2 Sublinear Convergence Rate
A sequence {ei }∞
i=0 converges sublinearly to zero if it does not converge linearly.
Examples for sublinearly converging sequences include
ei ≤ √

K
K
, ei ≤
i +1
i +1

where K is a positive constant.

and ei ≤

K
, ∀i = 0, 1, . . . ,
(i + 1)2

(3.4)
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From the definition of sublinear convergence and the sufficient condition for linear convergence in (3.3), we conclude that
lim sup
i→∞

ei+1
≥1
ei

for any sublinearly converging sequence. In case of a sublinearly converging relaxation
sequence where ei+1 ≤ ei , we therefore have
lim sup
i→∞

ei+1
= 1,
ei

meaning that the progress in reducing the error diminishes eventually. For examples of such
sequences, simply let the inequalities in (3.4) be tight.
Optimization methods that converge with sublinear convergence rate include the subgradient, the gradient and the fast gradient method for convex optimization (see Chapter 4 for
these results and the specific assumptions on the problem class).

3.1.3 Superlinear Convergence Rate
A sequence {ei }∞
i=0 converges superlinearly to zero if it converges linearly with any convergence ratio q ∈ (0, 1).
A sufficient condition for superlinear convergence is
ei+1
= 0.
i→∞ ei
lim

(3.5)

As an example for superlinear convergence consider ei = i −i , ∀i = 0, 1, . . ..
A class of methods that converges locally with this rate is the class of Quasi-Newton
methods (see e.g. [Nes04, §1.3.1] for details and assumptions). Sequences that converge
superlinearly are a subset of linearly converging sequences.

3.1.4 Quadratic Convergence Rate
A sequence {ei }∞
i=0 converges quadratically to zero if there exists a positive constant M
such that
ei+1 ≤ Mei2

∀i = 0, 1, . . . .

For this definition to be meaningful, we require ei+1 < ei , ∀i = 0, 1, . . .. A sufficient
condition for this is e0 < 1/M.

3.2 Complexity of Optimization Methods
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Figure 3.2: Illustration of sublinearly, linearly, superlinearly and quadratically converging
sequences {ei }.

A trivial quadratically converging sequence is, for example, ei+1 = ei2 , where e0 < 1.
An optimization method that locally converges quadratically is Newton’s method (see
e.g. [Nes04, §1.2.4] for details and assumptions).
A sequence that converges quadratically to zero also converges superlinearly. This is
evident from
ei+1 ≤ Mei2 ⇐⇒

ei+1
ei+1
≤ Mei , ∀i = 0, 1, . . . , thus lim
≤ M lim ei = 0 ,
i→∞ ei
i→∞
ei

since we have assumed the sequence {ei }∞
i=0 to converge to zero. The converse is not
necessarily true.

3.2 Complexity of Optimization Methods
Figure 3.2 illustrates all sequences that we have exemplified before and clearly depicts the
ranking of the convergence rates, starting from sublinear (slowest) and going to quadratic
(fastest). However, one often prefers a different measure for expressing the speed of convergence of a method. This measure is given by the method’s complexity which we define
as a lower bound on the number of iterations, imin (), such that
ei ≤  ,

∀i ≥ imin () ,

(3.6)
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Rate

Example

Complexity imin ()

Big-O Complexity

imin (ˆ
 = 10−2 )

sublinear



K
K
,
ei ≤ √
i + 1 (i + 1)2

'
 2
 &r
K
K
−1 ,
−1
2


r !

K2
K
O
,O
2


 4
10 , 10 imin ()

linear

ei ≤ Cq i , q ∈ (0, 1)

quadratic

ei+1 ≤ Mei2 , e0 <

1
M

1
1−q


ln

1
+ ln C






1
ln M
ln
ln 2 ln Me0


O

1
1
ln
1−q




1
O ln ln




imin () +

1
ln 102
1−q

imin () + 1
if M = 1 and  ≤ 10−2

Table 3.1: Convergence rates and their corresponding complexities.

where  > 0 is some chosen level of accuracy2 . The bound imin () itself is a mere consequence of a method’s convergence rate. In order to illustrate this, consider a sublinearly
converging sequence {ei }∞
i=0 with
K
, ∀i = 0, 1, . . . .
i +1
Then we derive imin () from the sufficient condition
ei ≤

K
≤ .
imin + 1
Table 3.1 summarizes the most important sequences and their corresponding complexities imin (). The Big-O notation emphasizes the primary dependence of the complexity on
the accuracy  and – if not negligible – on the sequence parameters.
In order to visualize the effect of different convergence rates on their complexities, it
is instructive to consider a complexity imin () for a fixed  > 0 and ask for the complexity imin (ˆ
) for an increased accuracy ˆ = 10−2  in terms of imin (). The results are given
in the rightmost column of Table 3.1. For a sublinear convergence rate, the complexity for
an accuracy of ˆ is a multiple of the complexity for , whereas for a linear convergence rate
we only have an additive increase, primarily determined by the convergence ratio q, but not
the sequence parameter C (which is therefore omitted from the Big-O notation). Finally,
for quadratic convergence, we only need to perform one more iteration under the specified
assumptions on M and .
2

In the context of certification for model predictive control in Part II, we also use the term lower iteration
bound for imin () (cf. Section 7.2.3).

3.3 Lower Complexity Bounds
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3.3 Lower Complexity Bounds
In the previous sections, we have introduced convergence rates and defined the complexity
of an optimization method as the number of iterations required to achieve a certain level of
accuracy. This section aims at finding lower bounds on the complexity that will depend on
• the type of problem, i.e. the problem class, and
• the information available to the method via a so-called oracle.
Note that lower complexity bounds are valid for any method that is compatible with the
problem class and the oracle.
Later, in Chapter 4, we will list the complexities of important optimization methods and
the corresponding lower complexity bounds. By doing so, we will realize that many methods
are indeed optimal or best methods as their complexities attain the corresponding lower
complexity bounds up to a constant.
Let us start the discussion with an important observation: Trying to find the best method
for an optimization problem P is an ill-defined problem. Just consider a method that reports
the optimal solution instantaneously. Clearly, this method cannot be beaten by any other
iterative method when applied to this problem.
So, the task of trying to find the best method for a problem P needs to be replaced by
trying to find the best method for a problem class P which includes this problem instance,
i.e. P ∈ P. In order to get a meaningful answer to this task, we also need to define which
information of a problem is available to the method. The most basic information is its
problem class and, if applicable, certain problem class parameters. Let these parameters be
stacked in a vector ρ from here on. All other information about the problem we assume to
be collected via an oracle during execution of the method.
Given an iterate xi , an oracle provides the method with
• the objective value f (xi ) if it is a zero-order oracle,
• the objective value f (xi ) and the gradient ∇f (xi ) or a subgradient gi ∈ ∂f (xi ) if it
is a first-order oracle,
• the objective value f (xi ), the gradient ∇f (xi ) and the Hessian ∇2 f (xi ) if it is a
second-order oracle.
In constrained optimization, where we minimize a function over a set X ⊂ Rn , i.e.
min f (x) ,
x∈X

also the projection πX (xi ) of xi on the feasible set X (cf. Definition A.15) can be requested
from the oracle.
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For the class of localization methods, which aim at localizing the optimal solution in
some set that becomes smaller in each iteration, there is yet another oracle concept, called
cutting plane oracle or separating oracle. Let us illustrate it in the context of constrained
optimization. At any iterate xi , this oracle returns a vector which is
• the gradient ∇f (xi ) or a subgradient gi ∈ ∂f (xi ) if xi is feasible, or

• if xi is infeasible, a separating hyperplane (ai , bi ) ∈ Rn × R such that aiT x ≤ bi for
all x ∈ X and aiT xi ≥ bi .

There are two major assumptions on the oracle which, unless stated otherwise, are standing assumptions for all of the complexity results and lower complexity bounds in this chapter.
The first assumption is called the local black box concept and states that all oracle information is only local. This principle is expressed already implicitly in the oracle types above.
However, it is important to note that the locality of the oracle implies that the problem
could be slightly changed far enough from the test point xi without changing the oracle’s
answer. This property of the oracle is exploited to construct inherently hard problems in
order to obtain lower complexity bounds (see the end of this chapter for more details). The
other assumption concerns the complexity of the oracle itself. We assume that for the oracle
any auxiliary computation is allowed and no memory restrictions apply. Of course, these
aspects matter in an actual implementation and need to be considered in a fair comparison
of methods.
Let us fix a certain vector of problem class parameters ρ from here on and consider all
the problems of class P that share this parameter, in short P(ρ). Similarly, let us fix an
oracle O. Again, what is the best method for this setting?
This, of course, depends on how we define ‘best’. To illustrate the concept, we consider
the case where the ‘best’ method is defined as the method with the maximum performance.
Abstractly, let the performance of a method M be defined as its worst case performance
over all problem instances in P(ρ), i.e.
Perf(M, ρ) = min Perf(P ; M) .
P ∈P(ρ)

(3.7)

The best method M ∗ amongst all conceivable methods M (P(ρ), O) for this problem
class and this oracle is the one that attains the best worst case performance, thus
M∗ ∈

argmax Perf(M) .

(3.8)

M∈M(P(ρ),O)

Yet, there is some way to go before we can obtain a satisfactory answer to our basic
problem. ‘Performance’ is still a vague measure, so let us relate it to ‘complexity’ as
introduced in Section 3.2. In order to arrive at a precise statement, we need to slightly

3.3 Lower Complexity Bounds
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extend our previous notation of complexity. In the current context, we denote the complexity
of method M to arrive at an -solution for a given problem P as imin (P, ; M). Using this
notation, we define performance as being inverse proportional to complexity,
Perf(P ; M) ∝

1
.
imin (P, ; M)

The performance of a method M on an entire problem class, expressed now in terms of
complexity, is then given by the worst case complexity analogously to (3.7) as
imin (; M, ρ) = max imin (P, ; M) .
P ∈P(ρ)

(3.9)

Similarly to (3.8), we characterize the best method M ∗ as the one that minimizes the
worst case complexity
M∗ ∈

argmin imin (; M, ρ) .

(3.10)

M∈M(P(ρ),O)

Undoubtedly, we do not intend to find the best method via the abstract optimization
problems (3.9)-(3.10) and indeed, this is not the way pursued in practice. In practice, the
complexity imin (; M̂, ρ) of a specific method M̂ is obtained by a careful analysis of the
method’s algorithmic scheme taking into account the problem class characteristics. So,
obtaining the best method is still unsolved.
In order to approach this question differently, we introduce the concept of a lower complexity bound: If we were able to isolate a hard problem instance P̂ ∈ P(ρ) such that
we could establish a lower complexity bound imin (; ρ) that holds for any method M ∈
M (P (ρ) , O), i.e.
imin (P̂ , ; M) ≥ imin (; ρ),

∀M ∈ M (P (ρ) , O) ,

then we would have
min

M∈M(P(ρ),O)

imin (P̂ , ; M) ≥ imin (; ρ) ,

and consequently
max

min

P ∈P(ρ) M∈M(P(ρ),O)

imin (P, ; M) ≥ imin (; ρ) .

From the latter inequality, we can establish the sequence of inequalities
imin (; M̂, ρ) ≥

min

max imin (P, ; M)

M∈M(P(ρ),O) P ∈P(ρ)

(3.11a)
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≥ max

min

P ∈P(ρ) M∈M(P(ρ),O)

imin (P, ; M)

(3.11b)

≥ imin (; ρ) ,
simply from the fact that M̂, which is ‘some’ method, has a complexity that is at most as
good as the one of the best method (3.11a) and the max-min inequality (3.11b). If we now
find that for method M̂ it holds
imin (; M̂, ρ) ∝ imin (; ρ) ,
then from (3.11) we conclude that both
• method M̂ belongs to the best or optimal methods for class P(ρ), and
• indeed, P̂ belongs to the hardest problem instances in class P(ρ).

The latter strategy has proved to be successful in practice; for some of the important
problem classes, lower complexity bounds could be found which in turn either proved optimality of existing methods or motivated the development of new, optimal methods.
In the remainder of this chapter, we will sketch how a hard problem instance P̂ can be
found. There are two possibilities:
• Either one points out an inherently hard problem instance which is done e.g. in [Nes04,
§2.1.2] and [Nes04, §2.1.4],

• or one uses the concept of a resisting oracle, see e.g. [Nes04, §1.1.2] and [Nes04,
§3.2.5]. A resisting oracle deteriorates the performance of any method by starting
from an empty function and trying to answer each oracle call in the worst possible way,
which is admissible in view of the local black box concept introduced before. However,
the oracle answers must be compliant with the problem class, and after termination,
it must be possible to reconstruct the problem such that the same method applied
again reproduces the same sequence of iterates as in the first run.

3.4 Literature
Unless noted otherwise, the material in Sections 3.1 and 3.2 is composed of [Nes04, pg. 36],
[Nem99, §1.3.3] and [NW06, Appendix A.2]. More details on convergence rates can be found
in [Ber96, §1.2]. For the sake of comprehensibility, we have omitted the more sophisticated
terminology of Q- and R-convergence as used, e.g., in [OR00].
The material in Section 3.3 follows [Nes04, §1.1] and [Nes04, §3.2.6]. Efforts were made
to present the issue of finding an optimal method and the concept of lower iteration bounds
in a verbose, yet mathematically rigorous way hinging on the max-min inequality. Note
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that the definition of complexity used in this paper is equivalent to analytical complexity
in [Nes04, §1.1.2] if the oracle is called only once per iteration.
An alternative treatment of complexity issues can be found in [Nem94, §1, §2]. The
classical reference for lower complexity bounds and resisting oracles is [NY83].

4 Complexity Results for Selected
Methods and Problem Classes
This chapter provides an overview of complexity results for selected optimization methods
that retrieve their information from a zero-, first-order or cutting plane oracle. We categorize
the results into nonconvex (Table 4.1), nonsmooth convex (Table 4.2) and smooth convex
optimization (Table 4.3). Within these categories, the problem classes are distinguished by
the properties of the objective function, as we consider the case of convex feasible sets only.
Section 4.1 provides all necessary definitions to characterize the problem classes in Tables 4.1 to 4.3, whereas Section 4.2 discusses the meaning of the problem class parameter ρ.
We use the notation introduced in Section 3.3 and, unless stated otherwise, assume that
the error function is defined in terms of the function values according to (3.1a). Since some
results hold under specific assumptions, e.g. an upper bound on the iteration count and/or
the construction/initialization of the method, a reference is included for every complexity
result. To the best of the author’s knowledge, both tables provide the best complexity
results for each problem class (exceptions are mentioned explicitly).

4.1 Characterization of Problem Classes
Since we assume a convex feasible set for each problem class, the characterization is purely
based on properties of the objective function, e.g. Lipschitz continuity and strong convexity.
In the following, we state the corresponding definitions as well as equivalent, verifiable
conditions that hold under additional assumptions.

4.1.1 Lipschitz Continuity of the Function Value
Definition 4.1 (Lipschitz Continuity). Function f : Rn → R ∪ {+∞} is Lipschitz continuous with Lipschitz constant Lf > 0 on a subset Q of the domain of f if for all pairs
(x, y ) ∈ Q × Q
|f (x) − f (y )| ≤ Lf kx − y k .

4.1 Characterization of Problem Classes

Problem Class P and
Problem Class Parameter ρ

Oracle O
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Available Method M and
Complexity imin (; M, ρ)

min f (x)

Lower Complexity
Bound imin (; ρ)

Reference

Uniform Grid
Method

s.t. x ∈ [0, 1]n
where f is Lipschitz continuous with
Lipschitz constant Lf on [0, 1]n
(cf. Definition 4.1).

f



√ 
n
Lf n
+2
2



Lf
2

n

[Nes98,
§1.1.3]

This is global optimization.
Parameter ρ = (Lf , n)
Remark: For global optimization, the lower complexity bounds for smooth functions or for higher-order methods are not
much better than the ones given for Lipschitz continuous functions (cf. [Nes98, §1.1.3]).
Gradient Method
f ∗ = min f (x)



s.t. x ∈ Rn
where f is L-smooth on
inition 4.2).

Rn

f,
(cf. Def-

Parameter ρ = (L, f (x0 ) − f ∗ )

∇f


2L
(f (x0 ) − f ∗ ) − 1
2


unknown

[Nes04,
§1.2.3]

Note: Holds for the error
function defined in (3.2).

Remark: Global convergence can be guaranteed only to a stationary point. Note that there is no related convergence rate
result for the sequence of iterates or function values according to the error functions in (3.1). Under some assumptions,
the gradient method converges with linear convergence rate locally (cf. [Nes04, §1.2.3]).

Table 4.1: Nonconvex optimization: Complexities of methods and lower complexity bounds
based on the black box model.

Lemma 4.1 (First-Order Characterization of Lipschitz Continuity). Let f : Rn → R∪{+∞}
be once continuously differentiable on an open set containing Q ⊆ Rn . Then f is Lipschitz
continuous on Q with Lipschitz constant Lf > 0 if and only if
k∇f (x)k ≤ Lf ,

∀x ∈ Q .

Convex functions are ‘almost’ Lipschitz continuous as the next lemma indicates.
Lemma 4.2 (Lipschitz Continuity of Convex Functions [Nem05, §C.4]). Let f : Rn →
R ∪ {+∞} be a convex function and Q ⊆ Rn be a compact subset of the relative interior
of the domain of f . Then f is Lipschitz continuous on Q.

4.1.2 Lipschitz Continuity of the Gradient
For all of the upcoming results regarding Lipschitz continuity of the gradient, we refer the
reader to [Nes04, §1.2.2].
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Problem Class P and
Problem Class Parameter ρ

Oracle O

min f (x)
s.t. x ∈ [a, b]

f,

where f is convex on [a, b] ⊂ R and

g ∈ ∂f

V ≥ max f (x) − f (y ) .
x,y ∈[a,b]

Available Method M and
Complexity imin (; M, ρ)
Bisection Method

 
V
log2

Note: Error function defined
for best point seen so far.

Lower Complexity
Bound imin (; ρ)



1
log2
5



V





−1

Reference

[Nem94,
Thm.1.1.1]

Parameter ρ = V

min f (x)
s.t. x ∈ X
where f is convex and Lipschitz continuous with constant Lf on the ∞norm ball of radius R0 containing the
closed convex set X with nonempty
interior (cf. Definition 4.1).

cutting
plane
oracle

Parameter ρ = (Lf , n, R0 )
min f (x)

Center of Gravity (CoG)
Method
&
'
n
2R0 Lf
e ln
ln e−1

Note: Method not robust,
CoG non-polynomial. If n is
small, use (non-optimal)
ellipsoid method
(cf. [Nes04, §3.2.6]).




n ln

Lf R
8

0 

[Nes04,
Thm.3.2.7]
[Nes04,
Thm.3.2.5]

Subgradient Method

s.t. x ∈ X
where f is convex and Lipschitz continuous with constant Lf on the 2norm ball of radius R centered at
minimizer x ∗ (cf. Definition 4.1). Set
X is closed convex.

f,
g ∈ ∂f ,
πX

&

Lf R


2

'
−1

Note: Complexity is based on
a constant step size.

&

2 '
Lf R
− 1 −1
2

[Nes04,
Thm.3.2.2]
[Nes04,
Thm.3.2.1]

Parameter ρ = (Lf , R)

Table 4.2: Nonsmooth convex optimization: Complexities of methods and lower complexity bounds based on the black box model.

Definition 4.2 (Lipschitz Continuity of the Gradient (L-Smoothness)). Let f : Rn →
R ∪ {+∞} be once continuously differentiable on an open set containing Q ⊆ Rn . The
gradient ∇f is Lipschitz continuous on Q with Lipschitz constant L > 0 if for all pairs
(x, y ) ∈ Q × Q
k∇f (x) − ∇f (y )k ≤ L kx − y k .
Lemma 4.3 (Second-Order Characterization of L-Smoothness). Let f : Rn → R ∪ {+∞}
be twice continuously differentiable on an open set containing Q ⊆ Rn . Then the gradient ∇f is Lipschitz continuous on Q with Lipschitz constant L > 0 if and only if
∇2 f (x) ≤ L ,

∀x ∈ Q .

4.1 Characterization of Problem Classes

Problem Class P and
Problem Class Parameter ρ

Oracle O
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Available Method M and
Complexity imin (; M, ρ)

Lower Complexity
Bound imin (; ρ)

Reference

Gradient Method
(Algorithm 5.1)


LR2
2

min f (x)
s.t. x ∈ X

Fast Gradient Method
(Algorithm 5.2)
s

2
 LR − 1






f,

where f is convex and L-smooth
on the closed convex set X
(cf. Definition 4.2).

∇f ,
πX

Parameter ρ = (L, R)

LR2
− 1

8


Theorem 5.1
Theorem 5.2
[Nes98,
§2.1.2]



κ−1
µR2
ln
4
2

Theorem 5.5
Theorem 5.6
[Nes04,
Thm. 2.1.13]

s






Note: Complexities are based
on a constant step size of
ti = 1/L.
Gradient Method
(Algorithm 5.1)

min f (x)

s.t. x ∈ X
where f is L-smooth and strongly
convex with convexity parameter µ on the closed convex
set X (cf. Definition 4.2 and
Theorem 4.1).
Parameter ρ = (L, µ, R), where
κ = L/µ is the condition number
of the objective (κ ≥ 1)

f,
∇f ,
πX


κ + 1 (L − µ) R2
ln
+1
2
2

Fast Gradient Method
(Algorithm 5.2 with restarting)

 µR2
 √
2 2 κ − 1 ln
4
 √
m
+ 2 κ−1

√

Note: Complexities are based
on a constant step size of
ti = 1/L.

Remark: The stated complexities for the gradient and the fast gradient method are presented in a way such that their
dependence on the condition number κ can be explicitly identified. However, the complexities can be presented in a tighter
form following Theorem 5.5 and Theorem 5.6. Also, in case of the gradient method, a larger step size of 2/(L + µ) leads
to a provably faster convergence (cf. Theorem 5.5).

Table 4.3: Smooth convex optimization: Complexities of methods and lower complexity
bounds based on the black box model.

The most important consequence of Lipschitz continuity of the gradient is that f can be
upper-bounded by a quadratic on the set Q. This is expressed in the next lemma.
Lemma 4.4 (Descent Lemma). Let f be L-smooth on Q ⊆ Rn . Then for any pair
(x, y ) ∈ Q × Q we have
f (x) ≤ f (y ) + ∇f (y )T (x − y ) +

L
kx − y k2 .
2

(4.1)

The Descent Lemma plays a central role in the convergence analysis of gradient methods
for smooth optimization.
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Note that Lipschitz continuity of the gradient is not tied to any convexity assumptions.
Differently, the next property is related to convexity.

4.1.3 Strong Convexity
Definition 4.3 (Strong Convexity cf. [HL01, §B, Def. 1.1.1]). Function f : Rn → R∪{+∞}
is strongly convex on the convex set Q ⊆ dom f with convexity parameter µ > 0 if for all
pairs (x, y ) ∈ Q × Q
µ
f (γx + (1 − γ)y ) + γ(1 − γ) kx − y k2 ≤ γf (x) + (1 − γ)f (y ) , ∀γ ∈ (0, 1) .
2
An equivalent, but more instructive definition is given by the next proposition.
Proposition 4.1 (Strong Convexity [HL01, §B, Prop. 1.1.2]). Function f : Rn → R∪{+∞}
is strongly convex on the convex set Q ⊆ dom f with convexity parameter µ > 0 if and
only if the function f (x) − 21 µ kxk2 is convex on Q.
The next theorems characterize strong convexity whenever the function is once or twice
continuously differentiable.
Theorem 4.1 (First-Order Characterization of Strong Convexity [HL01, §B, Thm. 4.1.1]).
Let f : Rn → R ∪ {+∞} be once continuously differentiable on an open set containing the
convex set Q. Then f is strongly convex on Q with convexity parameter µ > 0 if and only
if for all pairs (x, y ) ∈ Q × Q
µ
f (x) ≥ f (y ) + ∇f (y )T (x − y ) + kx − y k2 .
2
Theorem 4.2 (Second-Order Characterization of Strong Convexity [HL01, §B, Thm.4.3.1]).
Let f : Rn → R ∪ {+∞} be twice continuously differentiable on an open set containing
the convex set Q. Then f is strongly convex on Q with convexity parameter µ > 0 if and
only if
∇2 f (x)  µIn , ∀x ∈ Q .
From Theorem 4.1 it follows that a differentiable strongly convex function can be lowerbounded by a quadratic on the convex set Q. Relating this to the quadratic upper bound
in (4.1),
κ=

L
≥1
µ

(4.2)

follows intuitively. The constant κ is the so-called condition number of the L-smooth,
strongly convex function f .

4.2 Problem Class Parameters
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Remark 4.1. Strong convexity is a subclass of strict convexity which is defined as
f (γx + (1 − γ)y ) < γf (x) + (1 − γ)f (y )
for all pairs (x, y ) ∈ Q × Q, x 6= y , and all γ ∈ (0, 1) where Q is a convex subset of Rn .

4.2 Problem Class Parameters
After having defined the characteristics of the considered problem classes in the previous section, it is now straightforward to understand what the problem class parameters in vector ρ,
introduced abstractly in Section 3.3, are. They include, e.g., the Lipschitz constants Lf , L
or the convexity parameter µ and are stated additionally to the problem class in the leftmost
column of Tables 4.1 to 4.3. In view of the complexity results in Tables 4.2 and 4.3, another
important parameter is the minimum distance of the method’s initial iterate x0 to the set
of global optimizers X∗ , which is defined as
R = ∗inf ∗ kx0 − x ∗ k .
x ∈X

4.3 Literature
The convergence proofs of the indicated methods and the corresponding lower complexity
bounds in Tables 4.1 to 4.3 can be found in the references provided in column Reference.
Supplemental material is listed next:
• Course slides for Convex Optimization taught by Michel Baes at ETH Zurich [Bae10].
See the slides on black box methods in lectures 10 and 11.
• Lieven Vandenberghe from UCLA has course slides for Optimization Methods for
Large-Scale Systems (EE236C) [Van12]. See lectures 1 to 8.
• Stephen Boyd from Stanford teaches Convex Optimization II (EE364b) treating the
subgradient method in lectures 1 to 4 [Boy11].
Other standard references for first-order methods for both convex and nonconvex optimization are [Pol87] and [Ber99].

5 The Proximal Gradient Method and
its Accelerated Variants
In this chapter, we consider a relatively recent generalization of the gradient method and
the various types of fast gradient methods for the class of convex composite minimization
problems, where the objective is represented as the sum of an L-smooth convex function
and a potentially nonsmooth convex function. The generalization hinges on the so-called
proximity operator which simplifies to the common projection operator in the case of smooth
convex optimization. Consequently, the new method is referred to as the proximal gradient
method and its ‘fast’ versions as accelerated proximal gradient methods. The distinguishing
feature of these new methods is that under the assumption that the proximity operator of
the objective’s nonsmooth component can be evaluated ‘cheaply’, the methods converge at
a rate that is solely determined by the smooth component.
Note that this contradicts the local black box concept introduced in Section 3.3, which
assumes that the structure of the optimization problem is not transparent to the method,
thus limiting the achievable convergence rate to the worse of the two component functions.
However, in many cases, the structure is accessible to the method. In this sense, the
proximal gradient method illustrates that by exploiting structure in the problem, the lower
complexity bounds listed in Table 4.2 can be outperformed.
Yurii Nesterov has primarily shaped this field of optimization and has denoted it structural convex optimization (for an informal overview see [Nes08]). With respect to first-order
methods, structural convex optimization includes the smoothing approach [Nes05], minimization in relative scale [Nes09] and composite minimization [Nes07]. In the case of
second-order methods, interior point methods can be regarded as approaches from structural convex optimization (see [Nes04, §4] for a discussion).
The outline of this chapter is as follows. We start with defining the composite minimization problem and the central proximity operator in Section 5.1 and then state the algorithmic
schemes of the proximal gradient method and one of its accelerated variants (that is based
on the second variant of Nesterov’s fast gradient method [Nes88]). After that, we list

5.1 Composite Minimization
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several special cases of composite minimization, one being smooth convex optimization for
which the proximal gradient method and its accelerated variant specialize to the well-known
gradient and fast gradient method which are considered for the computational complexity
certification of model predictive control later on in Part II. Section 5.2 states the methods’
sublinear convergence rate results and shows that the corresponding complexities are tight
up to constant factors.
Section 5.3 addresses the construction principles of the proximal gradient method and its
accelerated variants. For the former, there are two principles that can easily be visualized
whereas for the latter, the underlying principles are much more analytic and lack geometric
intuition. Since many accelerated variants exist, we will provide a short historical note on
their development. Section 5.4 deals with the evaluation of the proximity operator and
provides a list of functions for which it can be obtained in closed form or via an algorithmic
scheme that terminates in a finite number of iterations for which an upper bound is known
a priori. In this context, we treat projection on convex sets in Rn and Rm×n .
An important subclass of composite problems is the one where the objective is strongly
convex. The convergence results for this case stated in Section 5.5 show that the proximal
gradient method converges linearly without any changes to its algorithmic scheme whereas
the accelerated variants need special measures to ensure a linear convergence rate. Finally,
we conclude with extensions of the previously discussed methods and provide links to recent
literature in Section 5.6.

5.1 Composite Minimization
In composite minimization we consider the solution to the convex optimization problem
f ∗ = minn f (x) = φ(x) + h(x) ,
x∈R

(5.1)

where
• φ : Rn → R ∪ {+∞} is a closed convex function, not identical to +∞, which is
L-smooth on the domain of h (cf. Definition 4.2),
• h : Rn → R ∪ {+∞} is a closed convex function (potentially nonsmooth), not
identical to +∞.
We assume that the optimal value f ∗ is finite and that it is attained at the minimizer x ∗
(for a sufficient condition see e.g. [CW06, Prop. 3.1(i)]).
For this setup, the lower complexity bound for subgradient-type methods is O(1/2 )
(cf. Table 4.2), where  > 0 is the required accuracy with respect to error function (3.1a).
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Algorithm 5.1 Proximal Gradient Method
Require: Initial iterate x0 ∈ dom h,
step sizes {ti > 0}∞
i=0
1: loop
2:
xi+1 = proxti h (xi − ti ∇φ(xi ))
3: end loop

Algorithm 5.2 Accelerated Proximal Gradient Method
Require: Initial iterates x0 ∈ dom h, y0 = z0 = x0 ,
∞
step sizes {ti > 0}∞
i=0 , scalar sequence {θi }i=0 ,
θi ∈ (0, 1], ∀i ≥ 0
1: loop


t
2:
zi+1 = prox(ti /θi )h zi − θi ∇φ(yi )
i

3:
xi+1 = (1 − θi )xi + θi zi+1
4:
yi+1 = (1 − θi+1 )xi+1 + θi+1 zi+1
5: end loop

By allowing access to the additive structure of f , we will see that the proximal gradient
method in Algorithm 5.1 has a complexity of O(1/) only, whereas its accelerated variant
√ 
in Algorithm 5.2 even achieves O 1/  , thus outperforming the lower complexity bound
significantly. Most importantly, the accelerated variant differs from the proximal gradient
method only by basic arithmetic operations in two additional lines, leaving the main efforts
restricted to the evaluation of the proximity operator (which is also denoted as proximal
operator or proximity mapping in the literature). Feasibility of this evaluation at low computational cost is key for the applicability of the (accelerated) proximal gradient method.
Let us define the central proximity operator next.
Definition 5.1 (Proximity Operator [CP11, Def. 10.1]). Let f : Rn → R ∪ {+∞} be a
closed convex function, not identical to +∞. The unique minimizer
proxf (x) = argmin f (y ) +
y ∈Rn

1
kx − y k2
2

(5.2)

exists for every x ∈ Rn and the mapping proxf : Rn 7→ Rn is called the proximity operator
of f .
With the definition of the proximity operator in mind, we can now discuss special instances
of the (accelerated) proximal gradient method:
• If h is the indicator function of a nonempty closed convex set X ⊆ Rn , i.e. h ≡ ιX ,
then problem (5.1) is just an instance of smooth constrained convex optimization (see
also Chapter 6). In this case, the proximity operator reduces to the projection operator
of X (cf. Definition A.15) and in fact, Algorithm 5.1 is the classic gradient (projection)
method (see e.g. [Pol87, §1.4, §7.2] or [Nes04, §2.1.5, §2.2.4]), and Algorithm 5.2 is
a variant of Nesterov’s second fast gradient method in [Nes88].
• If φ ≡ 0, Algorithm 5.1 reduces to the proximal point method [Pol87, §6.2.2] for
minimizing h. In this sense, Algorithm 5.2 is its accelerated variant.
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• If φ(x) = kAx − bk2 and h(x) = λ kxk1 , λ > 0, where A ∈ Rm×n , b ∈ Rm , we
call (5.1) an l1 -regularization problem. In this case, Algorithm 5.1 is the so-called
iterative shrinkage-thresholding algorithm (ISTA), and Algorithm 5.2 is related (but
not identical) to the fast iterative shrinkage-thresholding algorithm (FISTA), which
itself is based on Nesterov’s first fast gradient method [Nes83]1 .
Many more special instances of the proximal gradient method can be found in [CP11],
where the method is denoted as forward-backward splitting.

5.2 Convergence Results
Convergence of the proximal gradient method and its accelerated variant given in Algorithm 5.1 and Algorithm 5.2 respectively depends on the choice of the sequence of step
∞
sizes {ti }∞
i=0 and the sequence of scalars {θi }i=0 . Below, we state the convergence results
for a constant step size ti = t, ∀i ≥ 0, which depends on the Lipschitz constant L of
the smooth component φ only. For backtracking variants, which are important for practical implementation when L is not known a priori, we refer the reader to [BT10, §1.4.3]
and [Tse08, Note 3] respectively. Note that backtracking neither improves nor degrades the
convergence rate of the constant step size variants (for a general discussion on this we refer
the reader to [Pol87, §3.1.2]).
Theorem 5.1 (Sublinear Convergence of the Proximal Gradient Method in Algorithm 5.1
[BT10, Theorem 1.1, Theorem 1.2]). Consider the composite minimization problem (5.1).
Let {xi }∞
i=1 be the sequence generated by the proximal gradient method in Algorithm 5.1,
initialized at x0 ∈ dom h, with constant step size ti = 1/L, ∀i ≥ 0, where L is the Lipschitz
constant of the gradient ∇φ on the domain of h. Then for all i ≥ 1

L kx0 − x ∗ k2
2i
∗
for every optimal solution x . Furthermore, for every optimal solution x ∗ and any i ≥ 1
f (xi ) − f ∗ ≤

kxi − x ∗ k ≤ kxi−1 − x ∗ k ,
and the sequence of iterates {xi }∞
i=1 converges to an optimal solution of the problem.
Remark 5.1. If L is a Lipschitz constant of the gradient of φ, then also any L0 ≥ L is
a Lipschitz constant. This means that given a tight Lipschitz constant L∗ in the sense of
Definition 4.2, Algorithm 5.1 converges for any constant step size 1/L, whenever L ≥ L∗ ,
or equivalently, the algorithm converges if 0 < ti ≤ 1/L∗ , ∀i ≥ 0.
1

For both ISTA and FISTA we refer the reader to [BT09]. ISTA and FISTA are popular methods in signal
recovery applications (see e.g. [BT10])
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Figure 5.1: Minimizing the depicted smooth function φ using the proximal gradient method
with constant step size 1/L requires Ω (1/) iterations. This proves that the
convergence result for the proximal gradient method in Theorem 5.1 cannot
be improved.

Remark 5.2. As stated in [Nes04, §2.1.2], there is no convergence rate result for the
sequence {kxi − x ∗ k}∞
i=0 , so convergence of this sequence as given in Theorem 5.1 is the
strongest statement possible. In fact, one can construct a problem for which the latter
sequence converges arbitrarily slowly.
Remark 5.3. As referenced, the proof of Theorem 5.1 can be found in [BT10], where it is
assumed that φ is L-smooth on the entire of Rn . However, the proof also works under the
weaker assumption of L-smoothness on dom h.
Remark 5.4. The complexity of O(1/) for the proximal gradient method given by Theorem 5.1 cannot be improved by a more sophisticated analysis. In order to see this, consider
the following instance of problem (5.1) with h ≡ 0 and φ : R → R given by

q
c x2
if |x| ≤ c2  ,
2
φ(x) = √
 2c |x| −  otherwise ,

where c > 0,  > 0 are fixed parameters. This function, being inspired by [Ber09, Supplementary Chapter 6, Example 6.9.1] andq
depicted in Figure 5.1, is L-smooth with L = c. If
we assume now an initial iterate x0 >
takes

2
c



for Algorithm 5.1, then one can verify that it

φ(x0 ) 1
i=
−
2
2



iterations in order to get φ(xi ) − φ∗ ≤ . So, this example gives the lower bound Ω (1/)
for the complexity of the proximal gradient method and thus proves our initial claim.
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Theorem 5.2 (Sublinear Convergence of the Accelerated Proximal Gradient Method in
Algorithm 5.2 [Tse08, Corollary 1(a)]). Consider the composite minimization problem (5.1).
Let {xi }∞
i=1 be the sequence generated by the accelerated proximal gradient method in
Algorithm 5.2, initialized at x0 ∈ dom h, with constant step size ti = 1/L, ∀i ≥ 0, where L
is the Lipschitz constant of the gradient ∇φ on the domain of h. If θi = 2/(2 + i ), ∀i ≥ 0,
then for all i ≥ 1
f (xi ) − f ∗ ≤

L kx0 − x ∗ k2
(i + 1)2

for every optimal solution x ∗ . Furthermore, the sequence of iterates {xi }∞
i=1 converges to
an optimal solution of the problem.
Remark 5.5. Since the elements of the scalar sequence {θi }∞
i=0 are confined to the open interval (0, 1], the variant of the accelerated proximal gradient method given in Algorithm 5.2
keeps all iterates xi , yi , zi , ∀i ≥ 1, inside the domain of h. There exist several other accelerated variants that do not share this feature, e.g. FISTA [BT09].
Remark 5.6. From the convergence result in Theorem 5.2 and the lower complexity bound
for smooth convex optimization in Table 4.3, we realize that, indeed, the accelerated variant
is an optimal method for smooth convex optimization (h ≡ 0) since it attains the lower
complexity bound up to a constant factor.

5.3 Why the (Accelerated) Proximal
Gradient Method Works
The aim of this section is to get an intuitive understanding of the mechanics of the proximal
gradient method and its accelerated variants. We begin with the proximal gradient method
in Algorithm 5.1 and discuss both the approximation approach and the fixed point approach
to derive it. For this, we closely follow [BT10, §1.3.1, §1.3.2]. Finally, we will study the
accelerated proximal gradient method in Algorithm 5.2 and we will see that there is little
intuition for its construction.

5.3.1 Derivation Principles for the Proximal Gradient Method
Let us start with the historically first gradient method by Cauchy in 1847 [Cau47]. In
his work, Cauchy considered unconstrained minimization of a continuously differentiable,
potentially nonconvex function φ on Rn by the iterative scheme
xi+1 = xi − ti ∇φ(xi ),

∀i ≥ 0 ,

(5.3)
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Figure 5.2: The negative subgradient −g̃ does not determine a descent direction of the
nonsmooth convex function h in (5.4) at point (1, 1).

where x0 ∈ Rn is the initial iterate and ti , ∀i ≥ 0, are suitable positive step sizes guaranteeing descent in the function value2 .
This basic principle for a gradient method does not extend to the composite problem (5.1)
for two reasons. First, since h might be nonsmooth, going along an arbitrary negative
subgradient does not guarantee that a positive step size that decreases the function value
at the current iterate exists, and second, even if h was smooth, the next iterate xi+1 might
be outside of the domain of h (or φ) rendering the iterative scheme ill-defined. In order to
illustrate the former, consider the nonsmooth convex function
h(x1 , x2 ) = |x1 − x2 | + 0.2 |x1 + x2 |

(5.4)

presented in [Pol87, §5.3.1]. The subdifferential at point (1, 1) is
∂h(1, 1) =

(

" #
" #
" #
)
0.2
1
−1
g ∈ R2 | g =
+γ
+ (1 − γ)
, γ ∈ [0, 1] ,
0.2
−1
1

whose translation by (1, 1) is shown in Figure 5.2. Selecting from this set the subgradient g̃ = (−0.8, 1.2), it is clear from the figure that there is no step size t > 0 such that
by going along the negative subgradient the function value at (1, 1) is decreased.
2

If the gradient is nonzero, a positive step size that guarantees descent in the function value always exists
as pointed out in the proof of [Pol87, §1.2.1, Theorem 1].
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A better approach to extend the initial idea of a gradient method is based on approximation. The reader might verify that the iteration in (5.3) is identical to
xi+1 = argmin φ(xi ) + ∇φ(xi )T (x − xi ) +
x∈Rn

1
kx − xi k2 ,
2ti

∀i ≥ 0 .

So, the gradient method can be regarded as minimizing at every iteration a quadratic model
of φ around the current iterate. Now, this approach can be easily adapted to the constrained
case, where φ is minimized over a nonempty closed convex set X ⊂ Rn , by
xi+1 = argmin φ(xi ) + ∇φ(xi )T (x − xi ) +
x∈X

1
kx − xi k2 ,
2ti

∀i ≥ 0 ,

(5.5)

which leads to a well-defined iterative scheme, called the gradient projection method. Still,
the composite case in (5.1) is not covered by the latter scheme, as h might be any closed
convex function, not necessarily the indicator function of X. In order to extend the previous
idea to handle (5.1), we might think of solving at each iteration i ≥ 0 for
xi+1 = argmin φ(xi ) + ∇φ(xi )T (x − xi ) +
x∈Rn

1
kx − xi k2 + h(x) ,
2ti

(5.6)

i.e. we leave the nonsmooth component h untouched.
By some basic algebra the latter scheme can be rewritten as
xi+1 = argmin
x∈Rn

1
kx − (xi − ti ∇φ(xi ))k2 + h(x),
2ti

∀i ≥ 0 ,

or equivalently in terms of the proximity operator (cf. Definition 5.1)
xi+1 = proxti h (xi − ti ∇φ(xi )) ,

∀i ≥ 0 ,

which finally recovers the proximal gradient method in Algorithm 5.1.
Note that by choosing the step size as ti = 1/L, i ≥ 0, where L is the Lipschitz
constant of the gradient ∇φ on the domain of h, (5.6) amounts to minimizing an upper
bound on (f =) φ + h in view of the Descent Lemma (cf. Lemma 4.4). But this implies
f (xi+1 ) ≤ f (xi ), so, the method converges.
Another approach to construct the proximal gradient method is based on fixed point
iteration. The following theorem provides the entry point for this approach.
Theorem 5.3 (Characterization of a Minimizer in Composite Minimization (5.1) [CW06,
Proposition 3.1(iii,b)]). Consider the minimization problem (5.1). Then x ∗ is a minimizer
if and only if for any t > 0
x ∗ = proxth (x ∗ − t∇φ(x ∗ )) .
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Proof. By Theorem A.8 we have that x ∗ is a minimizer of (5.1) if and only if
0 ∈ ∂ (φ + h) (x ∗ ) = ∂φ(x ∗ ) + ∂h(x ∗ ) = ∇φ(x ∗ ) + ∂h(x ∗ ) ,
where the first equality follows from Proposition A.4 and the second one from Proposition A.3. By multiplying with t > 0 and adding x ∗ − x ∗ we obtain
(x ∗ − t∇φ(x ∗ )) − x ∗ ∈ t∂h(x ∗ )
which is eqivalent to x ∗ = proxth (x ∗ − t∇φ(x ∗ )).
Remark 5.7. If h is the indicator function of a nonempty closed convex set X ⊆ Rn ,
i.e. h ≡ ιX , then Theorem 5.3 specializes to
x ∗ is a minimizer of min φ(x)
x∈X

⇐⇒

x ∗ = πX (x ∗ − t∇φ(x ∗ )) for any t > 0 .

Theorem 5.3 gives rise to a fixed point scheme to find x ∗ which is identical to the proximal
gradient method in Algorithm 5.1.

5.3.2 Derivation Principles for the Accelerated
Proximal Gradient Methods
The derivation principles of accelerated proximal gradient methods are much more obscure
than the ones for the proximal gradient method. To the best of the author’s knowledge,
all of the known accelerated variants are based on one of Nesterov’s three fast gradient
methods for smooth convex optimization [Nes83, Nes88, Nes05], all of which are based
on different construction principles. Before we continue with the mechanics behind an
accelerated proximal gradient method, let us provide a short overview on the available
variants. According to [Tse08], the dependence of these variants on Nesterov’s methods is
as follows (in chronological order):
• Nesterov himself has extended his third method [Nes05] to composite minimization
in [Nes07] (but does not call it an accelerated proximal gradient method).
• In [BT09], Beck and Teboulle derive a variant of the accelerated proximal gradient
method based on Nesterov’s first fast gradient method [Nes83].
• In [Tse08], Tseng proposes three algorithms that encompass all three of Nesterov’s
variants of the fast gradient method (and later descendants) extended to the composite minimization case of (5.1). As a byproduct of his investigations, Tseng obtains
new variants of accelerated proximal gradient methods, one of which is the blueprint
for Algorithm 5.2.
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√ 
All of the above variants share the same iteration complexity of O 1/  ; however, each
variant comes with different assumptions on the functions φ and h in (5.1) and requires
one (e.g. Algorithm 5.2) or two (e.g. [Nes07]) proximity and/or projection operations per
iteration3 . For a short summary on the aforementioned variants in unified notation we refer
the reader to [Bec11, §4.5].
From the discussion of the historical development of accelerated proximal gradient methods, we infer that in order to understand their mechanics, it suffices to understand each
of Nesterov’s fast gradient methods. Unfortunately, all of these methods are derived differently and without any geometrical intuition. In order to underline this, let us add a
quote of Arkadi Nemirovski who comments on the geometric intuition behind Nesterov’s
first method [Nem94, §10.2.1, pg. 165]:
As it is, it looks as an analytical trick; I would be happy to present to you a
geometrical explanation, but I do not know it. Historically, there were several
predecessors of the method with more clear geometry, but these methods had
slightly worse efficiency estimates; the progress in these estimates made the
methods less and less geometrical, and the result is as you just have seen.
Resting upon Nemirovski’s quote, we will investigate such predecessors of the fast gradient
method for unconstrained minimization, which are the heavy ball method and the conjugate
gradient method [Pol87, §3.2]. The intuition behind these methods is as follows. Consider
a heavy ball of mass m moving in a potential field determined by an L-smooth function φ
on Rn , ‘damped’ by a viscosity force (with parameter ν > 0), i.e.
m

d 2 x(t)
dx(t)
= −∇φ(x(t)) − ν
.
2
dt
dt

By the energy loss, the heavy ball reaches a point x ∗ where ∇φ(x ∗ ) = 0, i.e. it solves
min φ(x) .

x∈Rn

Discretizing the second-order differential equation in time leads to the iteration
xi+1 = xi − α∇φ(xi ) + β(xi − xi−1 ) ,

∀i ≥ 0 ,

(5.7)

where the parameters α > 0, β ≥ 0 depend on m, ν and the discretization interval. This
is the heavy ball method and is known to converge faster than the gradient method locally
[Pol87, §3.2, Theorem 1]. The improved convergence speed is gained from taking into
3

The accelerated proximal gradient method in Algorithm 5.2 requires the least restrictive assumptions on
φ and h found in the literature.
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account iterate xi−1 along xi for determining the next iterate xi+1 . Such methods are called
multi-step methods; in fact, the heavy ball method is a two-step method.
The conjugate gradient method is a variant of the heavy ball method. In this method,
the parameters α, β depend on the iteration counter and are found from exact line search.
In case of a strongly convex quadratic φ, this line search can be performed explicitly. It
is proved in [Pol87, §6.1, Theorem 3] that this two-step method outperforms the gradient
method globally on ill-conditioned convex quadratic functions.
All of the fast gradient methods of Nesterov are multi-step methods, e.g. his first method
can be rewritten as
xi+1 = xi − α∇φ (xi + βi (xi − xi−1 )) + βi (xi − xi−1 ) ,

∀i ≥ 0 ,

where the scalars α and {βi }∞
i=0 are determined according to [Nes83]. Despite the similarities
between the fast gradient method and the heavy ball method in (5.7), the latter does not
come with a global convergence analysis up to this time.
We conclude this section with pointing out that the construction principle of Nesterov’s
second fast gradient method is based on the concept of estimate sequences, which is thoroughly discussed in [Nes04, §2.2] and which provides a systematic analytic way for deriving
the fast gradient method. A variant of this fast gradient method will be used in Part II for
the computational complexity certification of model predictive control in which course we
will also revise the essential concept of estimate sequences (Section 8.1.2).
Note that in the construction of all the accelerated variants, one does not insist on the
descent property of the objective function; on the contrary, this is characteristic to the
proximal gradient method. Nonetheless, accelerated variants can be made (non-strictly)
monotone (see e.g. [Nes05, §3]).

5.4 Properties and Examples of the Proximity Operator
This section elaborates on the proximity operator (cf. Definition 5.1) which is central in the
development and implementation of proximal gradient methods. We will first shortly revise
some of its key properties with the intention to show its link to the projection operator and
then provide a non-exhaustive list of closed convex functions together with their proximal
operators for reference. Note that we skip all of the calculus rules for proximity operators.
They can be found, e.g., in [CW06, §2.4].
In order to visualize the connection between the proximity operator and the projection
operator, we recall the following fact.
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Proposition 5.1. Let Q be a nonempty closed convex subset of Rn and ιQ its indicator
function. Then the proximity operator of ιQ is equivalent to the projection operator of Q,
i.e. proxιQ ≡ πQ .
Proximity operators generalize projection operators beyond indicator functions. Similar to projection operators, they share the property of nonexpansiveness as indicated next
(cf. Proposition A.8).
Proposition 5.2 (Nonexpansiveness of Proximity Operator [CW06, Lemma 2.4]). Let f :
Rn → R ∪{+∞} be a closed convex function, not identical to +∞. The proximity operator
of f is firmly nonexpansive (or co-coercive), i.e. for all pairs (x, y ) ∈ Rn × Rn
kproxf (x) − proxf (y )k2 ≤ (proxf (x) − proxf (y ))T (x − y ) .
Thus, by the Cauchy-Schwarz inequality, the projection operator is nonexpansive, i.e. for
all pairs (x, y ) ∈ Rn × Rn
kproxf (x) − proxf (y )k ≤ kx − y k .
Proof. From the optimality condition in Theorem A.8 for the proximity operator and Proposition A.4
x − proxf (x) ∈ ∂f (proxf (x)) , and y − proxf (y ) ∈ ∂f (proxf (y )) .
Since f is convex, we can use the monotonicity property of its subdifferential (cf. Theorem A.3) proving the theorem.
The next result is essential for the computation of the proximity operator of support
functions as will be shown thereafter.
Theorem 5.4 (Moreau’s Decomposition [CW06, Lemma 2.10]). Let f : Rn → R ∪ {+∞}
be a closed convex function, not identical to +∞, and let γ a positive constant. Then for
all x in Rn
x = proxγf (x) + γproxf ∗ /γ (x/γ) ,
where f ∗ denotes the conjugate function of f (cf. Definition A.13).
Proof. For the sake of brevity, we prove the result for γ = 1 only. This corresponds to
Moreau’s original result. The proof of the general result can be found in [CW06, Lemma
2.10]. Similar to the proof of Proposition 5.2 we have
x − proxf (x) ∈ ∂f (proxf (x)) ,
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or equivalently v ∈ ∂f (x − v ) if v = x − proxf (x). According to Proposition A.6 the
latter inclusion is equivalent to x − v ∈ ∂f ∗ (v ) which is the same as v = proxf ∗ (x). This
concludes the proof.
Let us illustrate the impact of Moreau’s decomposition in the computation of the proximity operator. For this, let the component h of the objective in (5.1) be the support function
of a closed convex set Q, i.e. h ≡ σQ . Then the proximity operator of this function in the
context of the proximal gradient method in Algorithm 5.1 can be computed by
proxti h (x) = x − ti πQ (x/ti ) ,
as h∗ /ti = ιQ (cf. Remark A.6 and Theorem A.6). So, whenever the projection operator
of set Q is ‘easy’ to evaluate, the proximity operator of its support function is as well.
As an example, consider the case where the support function is a norm, e.g. the 1-norm,
h(x) = kxk1 . In this case Q = {x ∈ Rn | kxk∞ ≤ 1} and hence the proximity operator is
given by



xk − ti if xk /ti > 1 ,

(5.8)
proxti kxk1 (x) k = 0
if |xk /ti | ≤ 1 , k = 1, . . . , n ,


x + t if x /t < −1 ,
k

i

k

i

which in the literature is referred to as the shrinkage or (soft-) thresholding operator
(cf. ISTA in [BT09]).

As a reference, we have summarized some of the essential proximity operators (or links to
the corresponding literature) in Tables 5.1 to 5.3. Table 5.1 considers proximity operators
of indicator functions of important closed convex sets in Rn which by Proposition 5.1
correspond to projection operators of these sets. Similarly, Table 5.2 summarizes projection
operators of commonly used closed convex sets in Rm×n . The proximity operators of a
selection of closed convex functions beyond indicator functions in Table 5.3 are partly
taken from [CP11, Table 10.1]. Additional projection operators can be found in [Dat05,
Appendix E].
Note that there is a correspondence between projection onto ‘certain’ convex sets in Rn
and Rm×n . The following proposition states this correspondence for the projection onto
Schatten matrix p-norm balls, such as the nuclear norm ball (p = 1), the Frobenius norm
ball (p = 2) or the spectral norm ball (p = ∞). Projection onto these norm balls can be
reduced to a singular value decomposition and a subsequent projection of singular values
onto the 1-, 2- or ∞-vector norm ball.
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Set Name

Set Definition

hyperplane

n
o
Q = x ∈ Rn | aT x = b
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Projection

πQ (x) = x +

n

with (a, b) ∈ R × R, a 6= 0
affine set

Q = {x ∈ Rn | Ax = b}
m×n

with (A, b) ∈ R
Q=

halfspace

(

m

× R , A 6= 0

n
o
x ∈ Rn | aT x ≤ b
n

(

nonnegative
orthant

Q = {x ∈ Rn | x ≥ 0}

rectangle
(e.g. ∞-norm
ball)

Q = {x ∈ Rn | l ≤ x ≤ u}

πQ (x)

Q = {x ∈ R | kxk ≤ r } with r ≥ 0
(
x ∈ Rn | x ≥ 0,

simplex

n
X
k=1

second-order
cone

n

Q = {x ∈ R | kxk1 ≤ r } with r ≥ 0

Q = (x, s) ∈ Rn × R+ | kxk ≤ s


=

b−aT x
kak2

πQ (x) =

otherwise

otherwise

0

if rank A = m,
otherwise

if aT x > b,

a

if xk ≥ 0,

xk

a

k = 1, . . . , n

if xk < lk ,
if lk ≤ xk ≤ uk ,

k = 1, . . . , n

if xk > uk


r
x

x
kxk

if kxk > r,
otherwise

)
xk = r

with r ≥ 0

1-norm ball

k

k

n

Q=






lk

πQ (x) k = xk


u

with (l, u) ∈ Rn × Rn

kak2

x + AT (AAT )−1 (b − Ax)

†
x + AT AT A† b − x


x +
πQ (x) =
x

with (a, b) ∈ R × R, a 6= 0

2-norm ball

πQ (x) =

b − aT x


See [Mic86] for an easy to implement O n2 algorithm or
[DSSC08] for an O(n log n) algorithm based on sorting. Both
algorithms compute the projection exactly.
In [DSSC08, §4] the projection on the 1-norm ball is reduced to a projection on a simplex, so that the complexity

is O n2 if the simplex projection algorithm [Mic86] is used
or O(n log n) in case of [DSSC08].

(x, s)



#
"


x
πQ ((x, s)) = s+kxk
 2kxk kxk




(0, 0)

if kxk ≤ s,
if − kxk < s < kxk ,
if kxk ≤ −s

Table 5.1: (Euclidean norm-) projection operators of closed convex sets in Rn .

Proposition 5.3 (Projection on Schatten p-Norm Ball). Consider the Schatten p-norm
ball Mp = {Y ∈ Rm×n | kσ(Y )kp ≤ r } of radius r ≥ 0, where σ(Y ) ∈ Rmin{m,n} denotes
the vector of nonnegative singular values of Y and p is in [1, +∞]. The unique projection
of a matrix X ∈ Rm×n onto Mp in the Frobenius norm is given by

πMp (X) = Udiag πQp (σ(X)) V T ,

where X = Udiag (σ(X)) V T is the singular value decomposition of X, and πQp is the pro
jection operator of the lp -norm ball of radius r in Rmin{m,n} , Qp = y ∈ Rmin{m,n} |ky kp ≤ r .

42

5 The Proximal Gradient Method and its Accelerated Variants

Set Name

positive
semidefinite
cone

Set Definition

Projection
πSn+ (X) = ZΛ+ Z T ,
where Y = ZΛZ T is the spectral decomposition of Y =
(X + X T )/2 (i.e. Y is the symmetric part of X). Let
λ ∈ Rn denote the eigenvalues of Y , i.e. Λ = diag (λ),
and λ+ ∈ Rn the projection of λ onto the nonnegative
orthant Rn+ (cf. Table 5.1), then Λ+ = diag (λ+ ).

Sn+ = {X ∈ Sn | X  0}

πM (X) = ZΛ∆ Z T ,
matrix simplex

M = {X ∈ Sn |X  0, tr (X) = r }
with r ≥ 0

Schatten p-norm ball
(e.g. nuclear norm ball
(p = 1), Frobenius norm
ball (p = 2), spectral
norm ball (p = ∞))

where Y = ZΛZ T is the spectral decomposition of Y =
(X + X T )/2 (i.e. Y is the symmetric part of X). Let
λ ∈ Rn denote the eigenvalues of Y , i.e. Λ = diag (λ),
and λ∆ ∈ Rn the projection of λ onto the simplex of
radius r in Rn (cf. Table 5.1), then Λ∆ = diag (λ∆ ).

πMp (X) = Udiag πQp (σ(X)) V T ,

Mp = X ∈ Rm×n | kσ(X)kp ≤ r


with r ≥ 0, p ∈ [1, +∞]

where X = Udiag (σ(X)) V T is the singular value decomposition of X, and πQp is the projection operator
of the lp -norm ball of radius r in Rmin{m,n} , i.e. Qp =

y ∈ Rmin{m,n} | ky kp ≤ r (cf. Table 5.1). For details
see Proposition 5.3.

Table 5.2: (Frobenius norm-) projection operators of closed convex sets in Rm×n .

Proof. Analogously to the definition of the projection operator in Definition A.15, the projection problem for matrices is
min

kσ(Y )kp ≤r

kY − Xk2F .

Let us represent Y ∈ Rm×n as Y = Cdiag (σ) DT with orthonormal matrices C ∈
Rm×m , D ∈ Rn×n and a diagonal matrix diag (σ) ∈ Rm×n where σ ≥ 0. By transitivity of
minima (Proposition A.9), we obtain the equivalent problem
min

min kCdiag (σ) DT − Xk2F .

kσkp ≤r, σ≥0 C T C=I
D T D=I

Since the inner minimization is explicitly solved by C ∗ = U, D∗ = V as proved in [HJ90,
Ex. 7.4.13], and the constraint σ ≥ 0 can be dropped as σ(X) ≥ 0, we obtain
min kσ − σ(X)k2 ,

kσkp ≤r

which completes the proof of this proposition.
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Function Name

distance
function

squared distance
function
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Proximity Operator (γ > 0)

Function Definition
dQ (x) = inf ky − xk ,
y ∈Q

where Q is a nonempty closed convex subset of Rn



x + γ
πQ (x)−x
dQ (x)
proxγdQ (x) =
π (x)
Q

dQ (x)2 ,
where Q is a nonempty closed convex subset of Rn

proxγd 2 (x) = x +
Q

if dQ (x) > γ,
otherwise


2γ
πQ (x) − x
1 + 2γ

proxγk.kp (x) = x − γπBq (x/γ) ,
kxkp with p ∈ [1, +∞]

lp -norm

Schatten p-norm
(e.g. nuclear norm
(p = 1), Frobenius
norm (p = 2) or
spectral norm
(p = ∞))
logarithmic barrier
for nonnegative
orthant

kσ(X)kp with p ∈ [1, +∞] ,
where σ(X) ∈ Rmin{m,n} denotes
the vector of nonnegative singular
values of X ∈ Rm×n

(
f (x) =

−

Pn

+∞

k=1

ln xk

if xk > 0 ,
otherwise

where Bq = {x ∈ Rn | kxkq ≤ 1}, 1/p + 1/q = 1, is the
dual norm ball of radius 1. For p = 1 this gives the
shrinkage or (soft-) thresholding operator in (5.8). For
projection on norm balls see Table 5.1.

proxγk.kp (X) = X − γπBq (X/γ) ,

where Bq = X ∈ Rm×n |kσ(X)kq ≤ 1 , 1/p +1/q = 1, is
the dual Schatten norm ball of radius 1. For projection
on Schatten p-norm balls see Table 5.2.

proxγf (x)


k

=

1
2



q
xk + xk2 + 4γ , k = 1, . . . , n

Table 5.3: Proximity operators of selected closed convex functions on Rn and Rm×n .

Remark 5.8. The proofs for the projection operators of the cone of positive semidefinite
matrices and the matrix simplex can be derived similarly to the proof of Proposition 5.3.
Note that for the projection onto the cone of positive semidefinite matrices, [Hig88] provides
an alternative proof.

5.5 Convergence Results for the Strongly Convex Case
In this section, we investigate the behavior of the (accelerated) proximal gradient method
when the objective in the composite minimization problem (5.1) is strongly convex on the
domain of the component h. The main observation in this case is that the proximal gradient
method converges linearly instead of sublinearly and its accelerated variants can be made
to converge linearly. We will see that for the proximal gradient method the transition from
sublinear to linear convergence comes at no cost in the sense that Algorithm 5.1 remains
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unaffected and the step size does not need to be adapted compared to the previously
considered smooth case. Differently, for the accelerated variant, linear convergence can only
be guaranteed if the convexity parameter µ of the objective is known. Linear convergence is
then obtained either if the algorithmic scheme of the accelerated proximal gradient method
is adapted or if the method is restarted at intervals that depend on the convexity parameter.
From here on, we assume that the convexity parameter µ is known and refer the reader
to [Nes07, §5.3] for a backtracking variant and [OC12] for an adaptive restarting variant in
case it is unknown.

The Proximal Gradient Method in the Strongly Convex Case
For the proximal gradient method, the following convergence result in Theorem 5.5 solely
regards strong convexity of the smooth component φ while disregarding any strong convexity
of the component h. In order to get better convergence guarantees when h is also strongly
convex, one can lump all the strong convexity of the composite objective into the smooth
component, e.g. consider a composite objective f ≡ φ̃ + h̃, where φ̃ and h̃ are strongly
convex on the domain of h̃ with convexity parameters µφ̃ and µh̃ respectively. Now, f can
be rewritten as
1
1
f (x) = φ̃(x) + µh̃ kxk2 + h̃(x) − µh̃ kxk2 ,
2
2
|
{z
} |
{z
}
,φ(x)

(5.9)

,h(x)

with smooth component φ, having a convexity parameter of µφ̃ + µh̃ , and a (non-strongly)
convex component h (cf. Proposition 4.1)4 .
Remark 5.9. Note that the proximity operator of h̃ is different from the proximity operator
of h. Feasibility of evaluating the former does not necessarily imply feasibility of evaluating
the latter. So, lumping the strong convexity into the smooth component could prohibit a
cheap evaluation of the proximity operator of h. For a treatment of the general case, we
refer the reader to [Nes07, Theorem 5].
Theorem 5.5 (Linear Convergence of the Proximal Gradient Method in Algorithm 5.1 for
a Strongly Convex Objective). Consider the composite minimization problem (5.1). On the
domain of h, denote by µφ the convexity parameter of φ and by L the Lipschitz constant of
its gradient ∇φ. Let {xi }∞
i=1 be the sequence generated by the proximal gradient method
4

Lumping as outlined in (5.9) also changes the Lipschitz constant of the gradient of the smooth component, for example, let Lφ̃ be the Lipschitz constant of the gradient ∇φ̃, then the Lipschitz constant of
the gradient ∇φ after lumping is Lφ̃ + µh̃ .
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in Algorithm 5.1, initialized at x0 ∈ dom h, with constant step size ti = t, ∀i ≥ 0. Then
for all i ≥ 1

2i−1

2
 L−µφ
L kx0 − x ∗ k2
if t = L+µ
,
L+µφ
φ
∗
i−1
f (xi ) − f ≤ 
(5.10)
L−µφ

1
φ
∗ 2
 L−µ
if t = L ,
L+µφ
2 kx0 − x k
2
where x ∗ denotes the unique optimal solution. Furthermore, for any step size t ∈ (0, (L+µ
]
φ)
and i ≥ 1


µφ L
∗ 2
kxi − x k ≤ 1 − 2t
kxi−1 − x ∗ k2 .
(5.11)
µφ + L

Proof. Whereas the result in (5.11) is given for the case of (unconstrained) smooth convex
optimization in [Nes04, Theorem 2.1.15], the result in (5.10) could not be found in the
literature in this form. For the sake of completeness, we will prove both of them in the
proximal context based on the proof concepts of [Nes04, Theorem 2.1.15] and [BT09,
Theorem 3.1].
We prove (5.11) first. For this, let i ≥ 1 and t > 0 and notice that by the characterization
of a minimizer in composite minimization (cf. Theorem 5.3) and the nonexpansivity of the
proximity operator (cf. Proposition 5.2), we obtain
kxi − x ∗ k2 = kproxth (xi−1 − t∇φ(xi−1 )) − proxth (x ∗ − t∇φ(x ∗ ))k2
≤ k(xi−1 − x ∗ ) − t (∇φ(xi−1 ) − ∇φ(x ∗ ))k2

= kxi−1 − x ∗ k2 − 2t (xi−1 − x ∗ )T (∇φ(xi−1 ) − ∇φ(x ∗ ))
+ t 2 k∇φ(xi−1 ) − ∇φ(x ∗ )k2 .

By Theorem A.5, the inner term in the last expression can be upper-bounded, thus giving




µφ L
2
∗ 2
∗ 2
kxi − x k ≤ 1 − 2t
kxi−1 − x k + t t −
k∇φ(xi−1 ) − ∇φ(x ∗ )k2 .
µφ + L
µφ + L
Notice that the right-hand term in the latter expression is nonpositive whenever t ∈
(0, 2/(µφ + L)]. Under this restriction on the step size we obtain


µφ L
∗ 2
kxi − x k ≤ 1 − 2t
kxi−1 − x ∗ k2 ,
(5.12)
µφ + L
which proves (5.11).
Next, we prove (5.10). Again, let i ≥ 1 and t > 0. For the proof it is convenient to
introduce the so-called gradient map (or gradient mapping )
gi−1 =

1
(xi−1 − xi ) .
t
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If we apply the Descent Lemma (Lemma 4.4) for the smooth component φ and consider
the definition of the gradient map, then we obtain
f (xi ) = φ(xi ) + h(xi ) ≤ φ(xi−1 ) + ∇φ(xi−1 )T (xi − xi−1 ) +
= φ(xi−1 ) − t∇φ(xi−1 )T gi−1 +

L
kxi − xi−1 k2 + h(xi )
2

Lt 2
kgi−1 k2 + h(xi ) .
2

(5.13)

By strong convexity of φ on dom h and Theorem 4.1, it holds that for all z ∈ dom h
µφ
φ(xi−1 ) ≤ φ(z) + ∇φ(xi−1 )T (xi−1 − z) −
kxi−1 − zk2 .
(5.14)
2
Similarly, by convexity of h we have for all z ∈ Rn
h(xi ) ≤ h(z) + siT (xi − z) ,

(5.15)

where si denotes a subgradient of h at xi . As xi is obtained from evaluating the proximity
operator according to Algorithm 5.1, the inclusion
0 ∈ t∂h(xi ) + (xi − xi−1 + t∇φ(xi−1 ))
is valid by the necessary and sufficient optimality condition in Theorem A.8. In terms of
the gradient map, this is equivalent to
gi−1 − ∇φ(xi−1 ) ∈ ∂h(xi ) .
Choosing the subgradient as si = gi−1 − ∇φ(xi−1 ) and plugging in the inequalities for
φ(xi−1 ) and h(xi ) from (5.14) and (5.15) in (5.13), we end up with
µφ
f (xi ) − f (z) ≤ ∇φ(xi−1 )T (xi−1 − z) −
kxi−1 − zk2 − t∇φ(xi−1 )T gi−1
2
Lt 2
+
kgi−1 k2 + (gi−1 − ∇φ(xi−1 ))T (xi − z)
2
for any z ∈ dom h. Let us fix z = x ∗ from here on. If we consider the definition of the
gradient map, we can rewrite the latter inequality as


L 1
L − µφ
∗
∗ 2
f (xi ) − f ≤
kxi−1 − x k +
−
kxi − x ∗ k2
2
2
t


1
− L−
(xi−1 − x ∗ )T (xi − x ∗ ) .
t
Notice that for the step sizes of interest, i.e. t ∈ {1/L, 2/(L+µφ )}, the second summand
in the previous upper bound is negative and thus can be omitted. Also, if t = 1/L, the third
summand vanishes so that by using the inequality in (5.12) the appropriate convergence
result of the theorem is revealed. For the case of t = 2/(L + µφ ), we can apply the
Cauchy-Schwarz inequality to upper bound the third summand, which together with (5.12)
gives the remaining convergence result of the theorem.
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Remark 5.10. The convergence result for the proximal gradient method in the strongly
convex case cannot be improved in the sense that for the ‘best’ step size of ti = 2/(L +
µφ ), ∀i ≥ 0, there exists an instance of problem (5.1) for which (5.11) is indeed tight.
Since the latter result is used to prove convergence of the function values in (5.10), the
initial claim follows.
An example of such an instance, taken from [BV04, §9.3.2], is h ≡ 0 and φ(x) =
1 0
∗
0 γ x, with γ ≥ 1 being a fixed parameter. The minimizer of this problem is x = 0,
the Lipschitz constant of the gradient is L = γ and the convexity parameter is µφ = 1. For
the specific initial iterate x0 = (γ, 1), one can show by induction that the proximal gradient
method in Algorithm 5.1 with constant step size ti = 2/(L + µφ ), ∀i ≥ 0, generates a
sequence of iterates {xi }∞
i=1 with
#

i "
L − µφ
γ
xi =
.
(5.16)
L + µφ
(−1)i
1 T
2x

This implies
kxi k2
=
kxi−1 k2



L − µφ
L + µφ

2

,

∀i ≥ 1 ,

which proves that (5.11) is indeed tight (to verify this just take t = 2/(L + µφ ) in (5.11)).
This specific problem instance also allows one to explicitly compare the constant step
size implementation of the proximal gradient method to one with exact line search where
the step size is determined by
ti = argmin φ(xi − t∇φ(xi )),
t≥0

∀i ≥ 0 .

Using the relation in (5.16) for iterate xi , one can check that the step size from the
exact line search is ti = 2/(L + µφ ), ∀i ≥ 0, in this example. So, the constant and the
exact step size schemes are identical for this problem and the specific choice of the initial
iterate. In general, a step size scheme different from a constant one does not change the
rate of convergence in convex optimization (see [Nes04, §2.1.5] and [Pol87, §3.1.2] for a
discussion).
Let us revisit Theorem 5.5 briefly. The convergence result says that even if we are unaware
of strong convexity in the smooth component, i.e. we keep the step size at ti = 1/L, ∀i ≥ 0,
as in the purely smooth case (cf. Theorem 5.1), the proximal gradient method will converge
linearly. However, by including the knowledge of the convexity parameter µφ in the step
size, i.e. by increasing the step size to ti = 2/(L+µφ ), ∀i ≥ 0, we can decrease the number
of iterations by a factor of two roughly, since the convergence ratio is (roughly) the square
of the convergence ratio for step size 1/L.
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The Accelerated Proximal Gradient Method
in the Strongly Convex Case
We now analyze the behavior of accelerated variants of the proximal gradient method in case
of strong convexity. Different from before, we treat the more general case, i.e. we consider
the objective of (5.1) to be strongly convex, characterized by the convexity parameter µ > 0,
which means that either one of the components or both can be strongly convex.
For the accelerated variants, linear convergence can only be guaranteed if strong convexity
in terms of the convexity parameter µ is explicitly taken into account. In this section, we
consider restarting as exemplified, e.g. in [Nes83] or [Nes07, §5.1], as a mean to ensure
linear convergence because it applies for any accelerated variant without changing its basic
algorithmic scheme. However, there exist accelerated variants that do not need to be
restarted as they explicitly take into account the convexity parameter (cf. Algorithm 6.2 or
[Nes07, §4]). Let us state the convergence result for the accelerated variant in Algorithm 5.2
under restarting next. For this, we require the following lemma.
Lemma 5.1. Let f : Rn → R ∪ {+∞} be strongly convex with convexity parameter µ > 0
on its domain. Assume that x ∗ is the unique minimizer of f , i.e. x ∗ = argminx∈Rn f (x).
Then for all x ∈ Rn
f (x) − f ∗ ≥

µ
kx − x ∗ k2 .
2

Proof. First, note that Theorem A.4 does not apply since the interior of the domain of f
might be empty. So, we resort to the more general characterization of strong convexity in
Proposition 4.1 to prove this lemma. In order to do so, let us define
µ
f˜(x) = f (x) − kx − x ∗ k2 ,
2
which is a convex function since
f˜(x) =

µ
µ
T
f (x) − kxk2 +µx ∗ x − kx ∗ k2 .
2
|
{z2
}

convex by Proposition 4.1

By convexity, we have for all x ∈ Rn

f˜(x) ≥ f˜(x ∗ ) + g T (x − x ∗ ) ,

g ∈ ∂ f˜(x ∗ ) ,

and since ∂ f˜(x ∗ ) = ∂f (x ∗ ) by Proposition A.4, the subgradient can be chosen as g = 0
(cf. Theorem A.8). In order to complete the proof, it remains to note that f˜(x ∗ ) =
f (x ∗ ).
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Figure 5.3: Restarting of accelerated proximal gradient method. After N iterations the
method is restarted at the previous Nth iterate denoted as xj .

Theorem 5.6 (Linear Convergence of the Accelerated Proximal Gradient Method in Algorithm 5.2 Under Restarting for a Strongly Convex Objective). Consider the composite
minimization problem (5.1). On the domain of h, denote by µ the convexity parameter
of the objective f and by L the Lipschitz constant of the gradient ∇φ of the smooth
component. Consider the accelerated proximal gradient method in Algorithm 5.2, initialized at x0 ∈ dom h, with constant step size ti = 1/L, ∀i = 0, 1, . . . , N − 1, and scalars
θi = 2/(2 + i ), ∀i = 0, 1, . . . , N − 1, where N ≥ 1. Let the method be restarted every N
iterations from xj , j ≥ 1, where xj ∈ Rn is the Nth iterate obtained after the (j − 1)th
restart. Then for all restarts j ≥ 1
 j−1




L
1 j−1 L
L
∗ 2
∗ 2

≤ 2
if µL < 1 and N = 1,

2µ
4 kx0 − x k
4 kx0 − x k


f (xj ) − f ∗ ≤

if µL ≥ 1 and
1 j−1 µ

∗ 2

kx
−
x
k
l q
m
0

2
4

L

N = 2 µ −1 ,
(5.17)

where x ∗ denotes the unique optimal solution. Furthermore, for all restarts j ≥ 1


 L kxj−1 − x ∗ k2 ≤ 1 kxj−1 − x ∗ k2 if L < 1 and N = 1 ,
2µ
2
µ
l q
m
kxj − x ∗ k2 ≤ 1
L
L
 kxj−1 − x ∗ k2
if µ ≥ 1 and N = 2 µ − 1 .
2

(5.18)

Proof. The proof is in the spirit of [Nes07, §5.1] and [LM08, proof of Thm. 8] but is
more elaborate in the discussion. Figure 5.3 illustrates the concept of restarting for the
accelerated proximal gradient method. Starting from the initial iterate x0 and performing
N ≥ 1 iterations we obtain from Theorem 5.2
L kx0 − x ∗ k2
f (x1 ) − f ≤
,
(N + 1)2
∗

(5.19)
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where x1 is to be understood as xj with j = 1 in the context of Theorem 5.6. Using similar
reasoning and applying Lemma 5.1 it follows that
f (xj ) − f ∗ ≤

2L
∗
2 (f (xj−1 ) − f ) ,
µ (N + 1)

∀j ≥ 2 ,

so that after combining the latter two inequalities
∗

f (xj ) − f ≤



2L
µ (N + 1)2

j−1

L kx0 − x ∗ k2
,
(N + 1)2

∀j ≥ 1 .

(5.20)

In order to obtain an -solution with f (xj ) − f ∗ ≤ ,  > 0, it suffices to choose N ≥ 1
and j ≥ 1 such that


2L
µ (N + 1)2

j−1

L kx0 − x ∗ k2
≤
(N + 1)2

in view of (5.20). Since we have two degrees of freedom to satisfy this condition, we can
choose to minimize the total number of iterations5 which in case of restarting is jN. The
solution to this problem is nontrivial, so we follow a different strategy. We first determine
N such that
2L
1
,
2 ≤
2
µ (N + 1)

(5.21)

and then verify that the total number of iterations is in the order of the lower complexity
bound given in Table 4.3 for the smooth and strongly convex case. This in turn means that
the strategy for selecting N and j is optimal (up to a constant).
Now (5.21) is satisified for N = 1 if L/µ < 1, proving the first case in (5.17). Notice
that this case cannot occur in smooth convex optimization (cf. (4.2)), but only in composite
minimization when a strongly
m nonsmooth component is present. On the other hand,
l q convex
if L/µ ≥ 1, then N = 2 µL − 1 ensures (5.21), proving the second case in (5.17).

It remains to note that for the
indeed,
the total number of iterations jN
qsecond case,

µkx0 −x ∗ k2
L
to reach an -solution is in O
which in view of the lower complexity
µ ln
4
bound for the strongly convex case in Table 4.3 proves that (5.21) is a reasonable criterion.
Relation (5.18) can be proved along the same lines using Lemma 5.1.
Remark 5.11. A different approach than the one of the proof of Theorem 5.6 to obtain
an optimal restarting interval is taken in [OC12]. Therein, the authors assume a fixed total
5

The total number of iterations in this context corresponds to the complexity of the accelerated proximal
gradient method as introduced in Chapter 3.

5.6 Extensions and Recent Work

51

number of iterations jN and then find the optimal restarting interval by minimizing the
right hand side of (5.20) in N. The obtained optimal restarting interval turns out to be
independent of the previously fixed total number of iterations and is larger than the one
stated in Theorem 5.6.
Remark 5.12. It is important to point out the case where L = µφ , i.e. the smooth
component φ in (5.1) is a quadratic function with L·I as its Hessian. In this case, both
the proximal gradient method in Algorithm 5.1 and its accelerated variant in Algorithm 5.2
converge in a single iteration as one can easily verify (this is independent of whether the
component h is strongly convex or not). Whereas this can be deduced from the convergence
result of the proximal gradient method in Theorem 5.5, this important special case gets lost
in the treatment of the general case for the accelerated variant in Theorem 5.6.
Remark 5.13. Note that for the strongly convex case, the convergence results of Theorem 5.1 and Theorem 5.2 remain valid. So, the error sequence {f (xi ) − f ∗ }∞
i=1 converges
with the best of a sublinear and a linear convergence rate.

5.6 Extensions and Recent Work
The level of generality throughout Chapter 5 was chosen such as to balance technicality
of the discussion and wide applicability of the obtained results. For the most general
presentation of the material with potentially stronger convergence results, we refer the
reader to [Tse08] and [Nes05, §3] for the special case of smooth convex optimization. In
these works, the increased generality comes from
• allowing non-Euclidean vector norms (and associated dual norms) and
• replacing the usual two-norm distance function by, for example, Bregman distances.
By doing so, the constants in the convergence results (Theorems 5.1 and 5.2 and Theorems 5.5 and 5.6) can be decreased, e.g. in matrix games [Nes05, §4.1], but the type of
convergence cannot be influenced, i.e. a sublinearly convergent method will remain sublinearly convergent.
An important and recent line of research in the context of proximal gradient methods
is the investigation of the effect of inexact evaluations of either the gradient ∇φ and/or
the proximity operator on convergence. In [DGN11] first-order methods for smooth convex
optimization are investigated in the context of oracles that return inexact first-order information while computing the projection operator exactly. It is shown that this framework
encompasses many practical scenarios, e.g. when the first-order information is obtained from
an inexact solution of another optimization problem such as in the augmented Lagrangian
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method. The authors prove an upper bound on the error in the function value that no longer
monotonically decreases to zero. Whereas for the classic gradient method convergence to
a suboptimality level related to the inaccuracy of the oracle can be proved, the situation
for the fast gradient method is potentially worse. The main convergence theorem says that
after an initial decline in the error, the fast gradient method can accumulate errors and
thus even diverge. In the meantime, this behavior of the fast gradient method could also
be observed in practice, e.g. see [Dev11, slide 42] for an example.
A diverging behavior of the fast gradient method was also observed in the context of
inexact evaluations of the proximity operator in [BT10, §1.7.4]. The robustness of the
gradient method and its inherent lack in the fast gradient method has motivated the research
for intermediate first-order methods that balance speed of convergence and robustness
[DGN12a, Dev11].
Finally, we point the reader to other concepts regarding convergence analysis under errors.
In [Bae09] the analysis considers errors both in the evaluation of the gradient and the
projection operator in smooth convex optimization. The author gives sufficient conditions
that guarantee that no error accumulation in the course of the fast gradient method occurs.
A different approach is taken by [SRB11] who analyze the behavior of the proximal gradient
method and an accelerated variant under a decreasing sequence of errors in the evaluation
of the proximity operator and the evaluation of the gradient of the smooth component.
They show that if the rate of error decrease is sufficient, then in both cases there is no
error accumulation and the original error-free rate of convergence can be retained. Quite
intuitively, it turns out that the error decrease for the accelerated proximal gradient method
must be faster than for the classic proximal gradient method.
Further references on this topic can be found in the cited papers and in the conclusions
of [CP11].

6 When to Stop? – Or:
How Meaningful are Theoretical
Complexities?
In Chapter 5 we have stated several convergence rate results of the proximal gradient method
and one of its accelerated variants. Most importantly, we have found that for the case of
smooth convex optimization, the accelerated variant attains the lower complexity bound,
i.e. from a theoretical point of view, there is no incentive to further improve the method for
this problem class.
Yet, we have not discussed the quality of these methods’ complexities (or equivalently
lower iteration bounds) that are derived straight from their convergence results (cf. Section 3.2). We define quality in this context as the closeness of the lower iteration bound
to the practically observed number of iterations required to attain a pre-specified level of
accuracy, e.g. expressed by their ratio. The focus of this chapter is to investigate this issue
for the class of smooth convex optimization problems. We restrict to this subclass of the
composite case from Chapter 5 since all of the model predictive control problems targeted
in this thesis can be framed as instances of it. In this sense, Chapter 6 provides a contextindependent investigation of the quality of lower iteration bounds which then in Chapters 8
and 9 is narrowed down to the class of multi-parametric model predictive control problems.
Specifically, we consider the case of real-valued, smooth convex objective functions from
here on and resort to a different variant of the accelerated proximal gradient method than
the one given in Algorithm 5.2. This variant is beneficial with respect to both a stopping
criterion based on the gradient map (Section 6.3.1) and an implementation point of view
as it does not require restarting in the strongly convex case (it incorporates the convexity
parameter by construction). Note that we refer to this variant of the accelerated proximal
gradient method as a fast gradient method in the context of smooth convex optimization.
The outline of this chapter is as follows. After defining the problem setup and the
considered gradient and fast gradient method in Section 6.1, Section 6.2 provides a problem
instance of smooth convex optimization which illustrates that we cannot always rely on the
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Algorithm 6.1 Gradient Method for (6.1)

Algorithm 6.2 Fast Gradient Method for (6.1)

Require: Initial iterate x0 ∈ X, Lipschitz constant L of ∇f (cf. Definition 4.2)
1: loop
2:
xi+1 = πX xi −
3: end loop

1
L

∇f (xi )



Require: Initial iterates x0 ∈ X, y0 = x0 ,
p
0 < µ/L ≤ α0 < 1, Lipschitz constant L of
∇f (cf. Definition 4.2), convexity parameter µ
of f (cf. Theorem 4.1)
1: loop

2:
xi+1 = πX yi − L1 ∇f (yi )
3:
Compute αi+1 ∈ (0, 1) :
µα
α2i+1 = (1 − αi+1 )α2i + Li+1
4:

βi =

αi (1−αi )
α2i +αi+1

5:
yi+1 = xi+1 + βi (xi+1 − xi )
6: end loop

lower iteration bounds of the gradient or fast gradient method, i.e. the quality of the lower
iteration bounds might be unsatisfactory for some problem instances. On the contrary,
the remainder of this chapter emphasizes that lower iteration bounds for the fast gradient
method are indeed expressive for the class of problems considered in this thesis; for this,
we first investigate stopping criteria for gradient-based methods beyond lower complexity
bounds in order to obtain a baseline for iteration counts (Section 6.3) and then compare the
actually observed number of iterations under these stopping criteria to the corresponding
lower iteration bounds in a computational case study (Section 6.4).

6.1 Setup for Smooth Convex Optimization
In this chapter, we consider smooth convex optimization problems of type
f ∗ = min f (x) ,
x∈X

(6.1)

where f : Rn → R is a real-valued, convex function which is L-smooth on Rn (cf. Definition 4.2) and X is a closed convex subset of Rn . We characterize strong convexity of f
by a positive convexity parameter µ (cf. Theorem 4.1) and let µ = 0 if f is non-strongly
convex. Furthermore, we assume that a minimizer x ∗ ∈ X, f (x ∗ ) = f ∗ , of (6.1) exists.
In order to solve (6.1), we consider the gradient method 1 in Algorithm 6.1 and the fast
gradient method in Algorithm 6.2. For both methods, we use a constant step size of 1/L,
where L is the Lipschitz constant of the gradient ∇f .
Note that Algorithm 6.1 is identical to the proximal gradient method in Algorithm 5.1
with step size ti = 1/L, ∀i ≥ 0, but explicitly states the required projection operator πX
1

Algorithm 6.1 is also known as the gradient projection method.
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of X instead of the proximity operator. Therefore, the convergence results in Theorems 5.1
and 5.5 remain valid and say that Algorithm 6.1 generates a sequence of points {xi }∞
i=1
such that for all i ≥ 1
(
)
i−1
L
−
µ
L
−
µ
L
f (xi ) − f ∗ ≤ min
,
kx0 − x ∗ k2 .
(6.2)
L+µ
2
2i
Differently, Algorithm 6.2 is not a specialization of the accelerated proximal gradient
method in Algorithm 5.2 to smooth convex optimization; in fact, Algorithm 6.2 uses only
two sequences of points {xi }, {yi } (instead of three in Algorithm 5.2) and the sequence of
auxiliary points {yi } can be infeasible with respect to X. This follows from positivity of
βi , ∀i ≥ 0, and the affine combination of iterates xi and xi−1 in line 5.
The fast gradient method in Algorithm 6.2 is taken from [Nes04, Constant Step Scheme
II, §2.2.4] and does not require restarting in the strongly convex case as the convexity
parameter µ is explicitly taken into account by the algorithmic scheme. Note that the
method does not change in the non-strongly convex case; it suffices to set µ = 0 then. The
convergence result for Algorithm 6.2, which follows from Theorem 8.1 under the initialization
scheme of Lemma 8.3 and the upper bound on the initial residual in Proposition 8.2, states
that the generated sequence of points {xi }∞
i=1 satisfies
(
)
r i
4
L
µ
f (xi ) − f ∗ ≤ min
1−
,
kxs − x ∗ k2
(6.3)
2
L
(2 + i )
2
for all i ≥ 0 if the initial iterate in Algorithm 6.2 is chosen as x0 = πX xs −
where xs is some starting point from Rn (potentially infeasible), and
r 
1
µ
µ 2
1
α0 = − 1 −
+
1−
+ 1.
2
L
4
L

1
L


∇f (xs ) ,

6.2 Theoretical Versus Practical Convergence
From the convergence results in (6.2) and (6.3) it is easily verified that the fast gradient
method always has a smaller convergence ratio than the gradient method for the case of
linear convergence. Also, for the sublinear case, the fast gradient method converges faster
theoretically. However, in practice, the gradient method might outperform the fast gradient
method, for example, consider the following instance of problem (6.1)
min f (x) =

1
(x1 − x2 )2 ,
2

(6.4)
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Figure 6.1: Theoretical versus practical convergence of the gradient method in Algorithm 6.1 and the fast gradient method in Algorithm 6.2 for problem (6.4).

where the optimal value is f ∗ = 0 and the set of minimizers is X ∗ = {x ∈ R2 | x1 = x2 }.

The Lipschitz constant of the gradient ∇f according to Lemma 4.3 is L = 2 and the
convexity parameter is µ = 0 (Theorem 4.2, non-strongly convex f ). One can easily verify
that for every initial iterate x0 ∈ R2 or starting point xs ∈ R2 both the gradient method and
the fast gradient method find a minimizer after a single iteration. Thus, let us decrease the
step size to 1/(2L) for this example and initialize/start the gradient and the fast gradient
method at x0 = (1, −1) and xs = (1, −1) respectively. For 30 iterations, the actual
error f (xi ) − f ∗ together with the theoretical bounds from (6.2) and (6.3) are depicted in
Figure 6.1. In this example, we observe that
• the gradient method converges more quickly than the fast gradient method,
• the convergence rate of both methods is actually linear instead of sublinear as predicted by the theory, and
• the fast gradient method is non-monotone (see also Section 5.3).
For a discussion on the role of convergence theorems in general, we refer the reader
to [Pol87, §1.6]; the following quotation is taken from [Nem99, §1.3.3, pg. 17]:
It follows that one should not overestimate the importance of the rate-ofconvergence ranking of the methods. This traditional approach gives a kind of
orientation, nothing more; unfortunately, there seems to be no purely theoretical way to get detailed ranking of numerical optimization methods. As a result,
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practical recommendations on which method to use are based on different theoretical and empirical considerations: theoretical rate of convergence, actual
behavior on test problems, numerical stability, simplicity and robustness, etc.
While the previous quotation and the example above indicate that the practical convergence might considerably deviate from the theoretically predicted one, the literature contains
several case studies that underline that the lower iteration bounds derived from the theoretical convergence results are close to the practically observed number of iterations to attain
the required accuracy level, e.g. in [Tse08] and [Nes05], the ratio between the lower iteration
bounds and the observed number of iterations is in the range of 1.5-15 for the fast gradient
method in the non-strongly convex case. Also, we will observe in Section 6.4 that for setups
similar to the ones investigated later in this thesis in the context of model predictive control,
lower iteration bounds are indeed expressive, i.e. predict the actually required number of
iterations quite well in advance. In order to make a fair point on this, it is necessary to
define a baseline iteration count first and then compare the lower iteration bound against
it. The next chapter provides such a baseline on the basis of practically evaluable stopping
criteria for the gradient and the fast gradient method.

6.3 Stopping Criteria for Gradient Methods
This section investigates stopping criteria that are ‘cheap’ to evaluate if gradient-based
methods, specifically the ones given in Algorithms 6.1 and 6.2, are applied. An admissible
stopping criterion can be obtained, e.g., from the method’s convergence result by means of a
lower iteration bound (cf. Section 3.2). In view of the convergence results for Algorithm 6.1
and Algorithm 6.2 in (6.2) and (6.3), this is a viable approach if
• the Lipschitz constant L of the gradient ∇f ,

• the convexity parameter µ and

• the distance between the initial iterate x0 or starting point xs and (one of) the minimizer(s) x ∗
– or upper/lower bounds of these entities – are known in advance. In particular, bounding
the distance to a minimizer is straightforward if the feasible set X is compact and its
diameter can be easily upper bounded.
In order to evaluate the quality of a stopping criterion based on a lower iteration bound,
one possibility is to compare it to the actually observed number of iterations that are
necessary to attain a specified level of accuracy  > 0, such that
f (xi ) − f ∗ ≤ 

(6.5)

58

6 When to Stop? – Or: How Meaningful are Theoretical Complexities?

where f ∗ is assumed to be known. This is a reasonable comparison whenever we are
interested in an absolute measure of the lower iteration bound’s quality and we will provide
such comparisons later on for model predictive control in Chapters 8 and 9. However,
when it comes to evaluate lower iteration bounds with respect to their applicability as a
stopping criterion that ensures (6.5), then the comparison based on the knowledge of f ∗ is
inappropriate since it is rarely known.
In this section, we are interested in practically evaluable stopping criteria that ensure (6.5),
i.e. criteria that do not assume that the optimal value is known a priori. We investigate
two criteria which are either based on a property of the gradient (map) or on conjugacy.
Since the optimal value f ∗ is assumed unknown, we require an evaluable sufficient condition
for (6.5). For this, we will use of a lower bound on the optimal value f ∗ ; assume that fl,i∗
is such a lower bound at iteration i , i.e. fl,i∗ ≤ f ∗ , then trivially
f (xi ) − f ∗ ≤ f (xi ) − fl,i∗ ,
so, if the right hand side in the latter inequality is less or equal to , we are guaranteed
that iterate xi fulfills the stopping criterion (6.5). In order for this to work for arbitrarily
small  > 0, we require a sequence of bounds {fl,i∗ }∞
i=0 with the property
fl,i∗ ≤ f ∗

and

fl,i∗ → f ∗ as i → ∞ ,

(6.6)

assuming that the (fast) gradient method converges, i.e. xi → x ∗ as i → ∞.
In the following, we state two lower bounds on the optimal value as a function of the
iteration count i which both satisfy the important property in (6.6). By tailoring the lower
bounds to Algorithms 6.1 and 6.2, their evaluation can be made computationally cheap,
i.e. linear in the dimension of the decision vector, as will be exemplified in Section 6.4.

6.3.1 Gradient-Map-Based Lower Bounds on the Optimal Value
In unconstrained smooth minimization, where X = Rn , the gradient vanishes at the minimizer; in constrained minimization, this is not necessarily true. It turns out that the so-called
gradient map (or gradient mapping), defined as
gGM (xi ) = L(xi − xi+1 )

gF GM (yi ) = L(yi − xi+1 )

for the gradient method in Algorithm 6.1,
for the fast gradient method in Algorithm 6.2,

inherits all of the important properties of the gradient in unconstrained optimization (cf. [Nes04,
Def. 2.2.3]), for instance,
gGM (x ∗ ) = gF GM (x ∗ ) = 0

⇐⇒

x ∗ is a solution to (6.1) .

(6.7)
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Remark 6.1. The statement in (6.7) is a special case of Theorem 5.3.
The next statement is a corollary of [Nes04, Theorem 2.2.7] and provides a lower bound
on the optimal value based on the gradient map.
Corollary 6.1. Consider the convex minimization problem (6.1) with optimal value f ∗ .
a) If the objective f is L-smooth on Rn , then for all i ≥ 1
∗

f ≥ f (xi ) −

(

σX (−gGM (xi−1 )) + gGM (xi−1 )T xi−1 −

1
2L

T

σX (−gF GM (yi−1 )) + gF GM (yi−1 ) yi−1 −

kgGM (xi−1 )k2 ,

1
2L

(6.8a)
2

kgF GM (yi−1 )k . (6.8b)

where σX : Rn → R ∪ {+∞} denotes the support function of X (cf. Definition A.14).

b) If the objective f is L-smooth and µ-strongly convex on Rn , then for all i ≥ 1

 
 12 µ1 − L1 kgGM (xi−1 )k2 ,


f ∗ ≥ f (xi ) −
2
 1 1 − 1 kg
F GM (yi−1 )k .
2 µ
L

(6.9a)
(6.9b)

The lower bounds on the optimal value f ∗ in (6.8a) and (6.9a) hold for the gradient method
in Algorithm 6.1, whereby the bounds in (6.8b) and (6.9b) hold for the fast gradient method
in Algorithm 6.2. All lower bounds fulfill the convergence property in (6.6).
Proof. From [Nes04, Theorem 2.2.7] we find that for all x ∈ X
f (x) ≥ f (xi ) + gGM (xi−1 )T (x − xi−1 ) +

1
µ
kgGM (xi−1 )k2 + kx − xi−1 k2
2L
2

if the gradient method is considered (for the fast gradient method, xi−1 needs to be substituted by yi−1 ). If we replace the left hand side of the latter inequality by f (x ∗ ) and minimize
the right hand side over X for case a) (µ = 0) and similarly over Rn for case b) (µ > 0),
then we obtain the statements of the corollary. It remains to note that since xi → x ∗ for
the gradient method and yi → x ∗ for the fast gradient method2 ,
kgGM (xi )k → 0

and

kgF GM (yi )k → 0

for i → ∞ ,

according to (6.7). This implies that the lower bounds on f ∗ in Corollary 6.1 possess the
practically important property in (6.6).
2

For the fast gradient method, convergence of the sequence {yi } to the primal minimizer x ∗ is easily seen
from line 5 in Algorithm 6.2 when taking into account the boundedness of scalars βi .
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Remark 6.2. Note that for the gradient-map-based lower bound on the optimal value
in Corollary 6.1, it is crucial to use the fast gradient method in Algorithm 6.2; a similar statement for the accelerated proximal gradient method in Algorithm 5.2 cannot be
shown based on the same arguments as used in the corollary’s proof. This is because in
Algorithm 5.2 the point to project is not obtained from a gradient step at a ‘single point’
(iterate yi , cf. line 2 in Algorithm 6.2) but from two points (iterates zi , yi , cf. line 2 in
Algorithm 5.2), thus, [Nes04, Theorem 2.2.7] does not apply.
Remark 6.3. For the non-strongly convex case a), the lower bound on f ∗ is only ensured
to be well-defined for any iterate xi (yi ) if the feasible set X is compact. Only then its
support function σX is real-valued over Rn .
The bounds derived in Corollary 6.1 crucially depend on the knowledge of constants
L (and µ) which might not be known in applications where backtracking variants of the
gradient and the fast gradient method are used. In these cases, the lower bounds based on
conjugacy can be used alternatively.

6.3.2 Conjugacy-Based Lower Bounds on the Optimal Value
Different from Section 6.3.1, the lower bounds derived in this section do not require any
smoothness or strong convexity assumptions on the objective f beforehand. However,
smoothness will ensure property (6.6), i.e. smoothness makes the stopping criterion always
work. The lower bounds are inspired by [Nes05]. The main result of this section is as
follows.
Theorem 6.1. Consider the convex minimization problem
f ∗ = inf f (x) ,
x∈X

(6.10)

where f : Rn → R is a real-valued, convex function and X is a closed convex subset of Rn .
Then it holds that
f ∗ ≥ sup −f ∗ (y ) − σX (−y ) ,

(6.11)

y ∈Rn

where f ∗ : Rn → R ∪ {+∞} is the conjugate function of f and σX : Rn → R ∪ {+∞}
denotes the support function of X (cf. Definitions A.13 and A.14).
If a minimizer x ∗ of (6.10) exists, then there also exists a maximizer y ∗ for the right
hand side of (6.11) and the lower bound on f ∗ is tight, i.e. f ∗ = −f ∗ (y ∗ ) − σX (−y ∗ ). For
the maximizer it holds that y ∗ ∈ ∂f (x ∗ ).
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Proof. We first show the inequality in (6.11). By closedness and convexity of f , we conclude
from Theorem A.6 that
f (x) = f ∗∗ (x) = sup x T y − f ∗ (y ) ,
y ∈Rn

i.e. we represent f as the point-wise supremum of affine functions in x. Using the max-min
inequality, we obtain
f ∗ = inf sup x T y − f ∗ (y ) ≥ sup −f ∗ (y ) − sup −y T x ,
x∈X y ∈Rn

y ∈Rn

x∈X

which proves the inequality in (6.11). Next, we will construct a maximizer for the right hand
side of (6.11). Since by assumption a primal minimizer x ∗ exists, we have from Theorem A.8
and Proposition A.4 that
0 ∈ ∂f (x ∗ ) + ∂ιX (x ∗ ) ,
where ιX : Rn → R ∪ {+∞} denotes the indicator function of X (cf. Definition A.11).
From the optimality condition we observe that there exists a y ∗ ∈ ∂f (x ∗ ) such that −y ∗ ∈
∂ιX (x ∗ ). Since f and X are closed convex, we have from Proposition A.6
y ∗ ∈ ∂f (x ∗ )

−y ∗ ∈ ∂ιX (x ∗ )

⇐⇒

⇐⇒

x ∗ ∈ ∂f ∗ (y ∗ ) ,

x ∗ ∈ ∂ι∗X (−y ∗ ) ,

which by ∂ι∗X ≡ ∂σX implies that
0 ∈ ∂f ∗ (y ∗ ) − ∂σX (−y ∗ ) ,
i.e. y ∗ is the maximizer of the lower bound in (6.11). It is left to show that y ∗ has a
value that coincides with the optimal (primal) value f ∗ . As −y ∗ ∈ ∂ιX (x ∗ ) and ∂ιX ≡ NX
(cf. Proposition A.5), where NX denotes the normal cone to X, we obtain
T

y ∗ (x − x ∗ ) ≥ 0

∀x ∈ X

or equivalently
T

−σX (−y ∗ ) ≥ y ∗ x ∗

(6.12)

T

Using (6.12) and the fact that f ∗ (y ∗ ) + f (x ∗ ) = y ∗ x ∗ by closed convexity of f (Proposition A.6), we obtain
T

f ∗ ≥ −f ∗ (y ∗ ) − σX (−y ∗ ) ≥ −f ∗ (y ∗ ) + y ∗ x ∗ = f (x ∗ ) ,
which completes the proof.
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The next corollaries are essential for applying Theorem 6.1 as a stopping criterion.

Corollary 6.2. Let x be a point in Rn . Then
f ∗ ≥ −f ∗ (y ) − σX (−y ) ∀y ∈ ∂f (x) .
Proof. This is immediate from
f ∗ ≥ sup −f ∗ (y ) − σX (−y ) ≥ −f ∗ (y ) − σX (−y ) ∀y ∈ ∂f (x) .
y ∈Rn

Corollary 6.3. If the objective f in (6.10) is differentiable and a sequence of iterates
n
∗
{xi }∞
i=0 , xi ∈ R , converges to a minimizer x ∈ X, then
−f ∗ (∇f (xi )) − σX (−∇f (xi )) → f ∗ from below for i → ∞ ,
and ∇f (x ∗ ) attains the maximum f ∗ of the lower bound.
Proof. If f is differentiable, then by Proposition A.3 its subgradient is a singleton, i.e. ∂f (x) =
{∇f (x)}. The statement of the corollary then follows directly from Theorem 6.1 and Corollary 6.2.
Remark 6.4. Since −f ∗ (∇f (xi )) = f (xi )−∇f (xi )T xi from the definition of the conjugate
function, Corollary 6.3 simplifies considerably as there is no need to compute the conjugate
of f in order to evaluate the lower bound. In fact, if f is smooth, the result of the corollary
can be obtained simply from the first-order characterization of convexity,
f ∗ = min f (x) ≥ min f (xi ) + ∇f (xi )T (x − xi ) = f (xi ) − ∇f (xi )T xi − σX (−∇f (xi )) .
x∈X

x∈X

Remark 6.5. If f is nonsmooth, then the lower bound on f ∗ might not be tight for every
y ∗ ∈ ∂f (x ∗ ). Theorem 6.1 merely states that there exists a subgradient in ∂f (x ∗ ) that
attains f ∗ , but does not specify which one. As an example, consider the problem
f ∗ = min |x| ,
x∈R

where x ∗ = 0, f ∗ = 0, ∂f (x ∗ ) = [−1, 1] and the lower bound on the optimal value is finite
(and tight) only for 0 ∈ ∂f (x ∗ ). This implies that, in general, the lower bounds can only
be used as a stopping criterion in the sense of (6.6) if f is differentiable. Also note that
the lower bounds based on conjugacy might be −∞ even in the differentiable case until one
stops exactly at x ∗ . This case occurs e.g. in unconstrained minimization (X = Rn ) where
the support function of the feasible set is +∞ except at the origin where it is zero.
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The conjugacy-based lower bound on the optimal value derived in this section is practical
whenever the objective function is smooth and the support function of the feasible set is
real-valued and ‘easy to compute’. In Section 6.4.1 we will evaluate this bound in a stopping
criterion for convex optimization problems with a strongly convex quadratic objective and a
compact feasible set given by the l∞ -norm ball for which the support function is the l1 -norm.
From Remark 6.4 it is obvious that in the context of gradient methods, the complexity of
evaluating this stopping criterion is in O(n), where n is the dimension of the primal domain
(evaluation of f (xi ) is not required).
In Section 6.4.2 we will evaluate stopping criteria in the context of a dual solution
approach, i.e. when the primal minimizer is computed from a dual maximizer which is
obtained from maximizing the dual function with the gradient or the fast gradient method.
Given that the dual function is smooth, then for a conjugacy-based upper bound on the
dual optimal value similarly to Corollary 6.3, the support function of the dual feasible set
needs to be evaluated at a dual gradient. However, the dual feasible set is non-compact in
general, which can result in meaningless upper bounds of +∞. We will tackle this issue by
artificially compactifying the dual feasible set. For doing so, we will add a ball constraint
with the ball’s radius determined by the norm of a dual maximizer (or so-called Lagrange
multiplier ). Clearly, the magnitude of a Lagrange multiplier is rarely known in advance
and an upper bound of it might be used instead. Again by Remark 6.4, there is no need
to compute the dual’s conjugate, thus, analogously to the primal case discussed before,
the complexity of evaluating the conjugacy-based stopping criterion is in O(m), where m
denotes the dimension of the dual domain.

6.4 Computational Study
In this section, we will evaluate the stopping criteria based on
• the lower iteration bounds obtained from (6.2) and (6.3),
• the property of the gradient map in Corollary 6.1 and
• conjugacy in Corollary 6.3
on randomly generated examples solved by the gradient method (Algorithm 6.1) and the
fast gradient method (Algorithm 6.2).
Section 6.4.1 considers minimization of strongly convex quadratics subject to a box
constraint, which is a similar setup as the one discussed in Chapter 8 for input-constrained
model predictive control, and Section 6.4.2 applies the stopping criteria to minimization of
strongly convex quadratics subject to a box plus an affine set constraint, which parallels the
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setup in Chapter 9 for input- and state-constrained model predictive control. Whereas the
former problem instances will be solved straight in the primal domain, the latter ones will
be solved in the dual domain via Lagrange relaxation of the (affine) equality constraint as
in this case the projection operator of the primal feasible set is computationally expensive.
For a more elaborate discussion on Lagrange relaxation, we refer the reader to Section 9.1.

6.4.1 Evaluation of Stopping Criteria in the Primal Domain
In this section, we evaluate the aforementioned stopping criteria on instances of the convex
minimization problem
f ∗ = min f (x) =
x∈X

1 T
x Hx + g T x ,
2

(6.13)

where H is symmetric positive definite, vector g is in Rn and the feasible set is given by
X = {x ∈ Rn | kxk∞ ≤ 1}.

The problem instances are generated along the lines of [Pol87, §12.3.5] with the following
characteristics:
• The convexity parameter of f (which is the smallest eigenvalue of H according to
Theorem 4.2) is identical for all instances, i.e. µ = 1.
• The Lipschitz constant L of the gradient ∇f (which is the largest eigenvalue of H
according to Lemma 4.3) is from the set {102 , 104 , 106 }, i.e. in view of µ = 1, this
gives problem instances with condition numbers κ ∈ {102 , 104 , 106 }.
• The optimal solution f ∗ and the minimizer x ∗ are known by construction.
• The minimizer x ∗ is on the boundary of the feasible set.
In terms of initialization, we define for all problem instances
(i) x0 = 0 as the initial iterate for the gradient method in Algorithm 6.1 and
(ii) xs = 0 as the starting point for the construction of the initial iterate for the fast
gradient method in Algorithm 6.2 (see also the discussion in Section 6.1).
For reference in Tables 6.1 to 6.4, we state all of the sufficient criteria for (6.5) implemented in the following computational study. They are specialized for the problem setup
in (6.13) and follow from the convergence results of the gradient and the fast gradient
method in (6.2) and (6.3) respectively and the lower bounds on the optimal value f ∗ given
in Corollaries 6.1 and 6.3.
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Stopping Criteria for the Gradient Method (Algorithm 6.1)
a) Stopping Criterion Based on the Lower Iteration Bound
A sufficient criterion for (6.5) according to the gradient methods’ convergence result
in (6.2) is to terminate after
(&
' 
)
2
log R2 (L−µ)
LR2
min
+1 ,
(6.14)
2
log L−µ
L+µ
√
iterations, where R is an upper bound on kx0 − x ∗ k given by R = n for the ndimensional l∞ -norm ball of radius 1. The number of iterations given by (6.14) is the
so-called lower iteration bound.
b) Stopping Criterion Based on the Gradient Map
A sufficient criterion for (6.5) according to Corollary 6.1 (case b)) is given by


1 1
1
−
kL(xi−1 − xi )k2 ≤  .
(6.15)
2 µ L
c) Stopping Criterion Based on Conjugacy
A sufficient criterion for (6.5) according to Corollary 6.3 and Remark 6.4 is
xiT (Hxi + g) + kHxi + gk1 ≤  ,

(6.16)

where Hxi + g is the gradient at the current iterate xi and the l1 -norm is the support
function of the feasible set X.
Stopping Criteria for the Fast Gradient Method (Algorithm 6.2)
a) Stopping Criterion Based on the Lower Iteration Bound
A sufficient criterion for (6.5) according to the fast gradient methods’ convergence
result in (6.3) is to terminate after
(&
' &r
')
log R22 L
2LR2
p  ,
min
−2
(6.17)

log 1 − µL
√
iterations, where R is an upper bound on kxs − x ∗ k given by R = n for the ndimensional l∞ -norm ball of radius 1. The number of iterations given by (6.17) is the
so-called lower iteration bound.
b) Stopping Criterion Based on the Gradient Map
A sufficient criterion for (6.5) according to Corollary 6.1 (case b)) is given by


1 1
1
−
kL(yi−1 − xi )k2 ≤  .
(6.18)
2 µ L
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c) Stopping Criterion Based on Conjugacy
A sufficient criterion for (6.5) according to Corollary 6.3 and Remark 6.4 is
xiT (Hxi + g) + kHxi + gk1 ≤  .

(6.19)

At first sight, evaluating the gradient Hxi + g seems superfluous as the fast gradient
method requires the gradient at iterate yi only. However, the reader might verify from
line 5 in Algorithm 6.2 that for quadratic objectives
∇f (yi ) = ∇f (xi ) + βi−1 (∇f (xi ) − ∇f (xi−1 )) ,

(6.20)

so, the gradient at yi can be constructed by addition from the gradients at xi and xi−1 .
Thus, also for the fast gradient method, evaluation of the conjugate-based stopping
criterion is linear in the dimension n.
In the following computational study, we proceed as follows. For a fixed pair (µ, L) ∈
(1, L) | L ∈ {102 , 104 , 106 } , we generate 1000 problem instances of (6.13). For this, we
consider two classes of Hessian matrices H. One class (Tables 6.1 and 6.2) is generated in
Matlab from


HH = randn(n,n)
H = HH’ * HH

(6.21)

for dimensions n ∈ {20, 100}, the other class (Tables 6.3 and 6.4) from
HH = rand(n,n)
H = HH’ * HH

(6.22)

for dimension n = 100 only. The Hessians generated from randn tend to have eigenvalues
that are not clustered between µ and L, whereas the ones from rand have a single eigenvalue
of L and the rest clustered around µ. This clustering of eigenvalues is typical in Hessians
obtained for control problems when states are eliminated from the problem formulation as
is the case in Chapter 8 (for a theoretical investigation of this clustering phenomenon in
control we refer the reader to [Ber74]).
In order to verify the criteria’s dependence on the required level of absolute accuracy ,
we look at two sets of accuracies which both depend on the actual condition number of the
problem: One set reflects highly accurate solutions (observed worst case relative accuracies
/|f ∗ | less than 0.007%), the other reflects medium accuracy requirements (observed worst
case relative accuracies less than 0.7%).
Every generated problem instance is solved by the gradient method in Algorithm 6.1
followed by the fast gradient method in Algorithm 6.2. The minimum/average/maximum
required number of iterations until the corresponding stopping criterion is sufficient for
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(6.5) is calculated after all problem instances have been solved. For reference, we also
compute the minimum/average/maximum number of iterations under the assumption that
the optimal value f ∗ is known and (6.5) can be evaluated directly.
The obtained results are listed in Tables 6.1 to 6.4. The smallest average number of
iterations until one of the practical stopping criteria is met is typed in bold face. In the first
and second column we state the dimension of the decision vector and the condition number
of the considered problem instances respectively, followed by the absolute level of accuracy 
and the observed worst case relative accuracy /|f ∗ | (in %). The remaining columns list
the iteration counts for the corresponding stopping criteria. Note that the stopping criteria
(6.14) and (6.17), which are based on the lower iteration bounds, do not vary with the
problem instances if the parameter tuple (n, κ, ) is fixed. Clearly, these numbers have to
be larger or equal to the maximum number of iterations of criterion (6.5).
From the figures in Tables 6.1 to 6.4 we conclude:
• The gradient-map-based stopping criterion is preferred if the condition number is
small to moderate (κ ∈ {102 , 104 }) and the accuracy requirement is high or if the
condition number is small (κ = 102 ) and the accuracy requirement is medium. In all
other cases, the conjugacy-based stopping criterion is the criterion of choice.
• If the Hessian has non-clustered eigenvalues, the iteration count is significantly smaller
than for clustered ones; the lower iteration bounds do not depend on this.
• The lower iteration bound is too conservative as a stopping criterion in all cases,
i.e. there is always another criterion active before the latter is. However, for a controllike setting with clustered eigenvalues and only medium accuracy required, the ratios
between the lower iteration bounds and the maximum iteration counts of the best
alternative stopping criterion are 3.5-8.9 for the gradient and 1.5-2.8 for the fast
gradient method. The ratios between the lower iteration bounds and the maximum
iteration counts of the stopping criterion that assumes f ∗ to be known are 3.8-28.2
for the gradient and 2.9-4.3 for the fast gradient method.
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Stopping Criteria
minimum / average / maximum iterations

Worst Case
Accuracy

Problem
Parameters


|f ∗ |

f ∗ known (6.5)

lower it. bd. (6.14)

grad-map (6.15)

conjugacy (6.16)

7 · 10−3
4 · 10−3
5 · 10−3

9/47/225
11/58/384
11/60/598

577
57566
105

62 /232
19/6
14 2 /946
27/1
47/239/3486

35/134/509
28/178/1733
19 3 /2598
38/1

1
102
104

6 · 10−1
5 · 10−1
7 · 10−1

4/12/30
4/12/46
4/12/36

346
1000
1000

23 /45
10/2
19/70/258
31/146/1311

9/36/91
3 8/102
12/3
39 /136
10/3

102
104
106

10−2
1
102

5 · 10−4
5 · 10−4
5 · 10−4

36/66/125
41/82/182
40/82/165

657
65613
5 · 105

83 /143
50/8
17 8 /382
91/1
125/264/569

99/188/331
109/248/584
24 9 /549
112/2

102
104
106

1
102
104

5 · 10−2
5 · 10−2
5 · 10−2

12/22/38
14/24/44
13/24/44

427
5000
5000

37 /55
22/3
50/101/189
93/181/485

41/72/116
85 /157
42/8
86 /212
45/8

n

κ



20
20
20

102
104
106

10−2
1
102

20
20
20

102
104
106

100
100
100
100
100
100

max.

(%)

Table 6.1: Gradient method (Algorithm 6.1) in primal domain: Evaluation of stopping
criteria for Hessians with non-clustered eigenvalues (1000 samples).

Stopping Criteria
minimum / average / maximum iterations

Worst Case
Accuracy

Problem
Parameters


|f ∗ |

f ∗ known (6.5)

lower it. bd. (6.17)

grad-map (6.18)

conjugacy (6.19)

7 · 10−3
4 · 10−3
5 · 10−3

7/16/43
6/19/46
7/19/57

110
631
631

23 /44
12/2
55 /123
27/5
38/97/275

26/45/79
28/72/160
75 /203
30/7

1
102
104

6 · 10−1
5 · 10−1
7 · 10−1

3/7/12
3/7/16
3/7/13

62
62
62

12 /17
6/1
13/28/49
23/56/122

6/17/29
19 /35
8/1
19 /38
9/1

102
104
106

10−2
1
102

5 · 10−4
5 · 10−4
5 · 10−4

16/23/28
20/31/48
18/31/44

125
1306
1413

30 /35
24/3
86 /126
58/8
96/157/252

51/62/75
86/139/211
14 7 /246
84/1

102
104
106

1
102
104

5 · 10−2
5 · 10−2
5 · 10−2

7/10/14
7/11/15
7/11/15

81
140
140

16 /18
12/1
30/42/56
57/89/130

22/28/35
37 /51
24/3
3 7/56
25/3

n

κ



20
20
20

102
104
106

10−2
1
102

20
20
20

102
104
106

100
100
100
100
100
100

max.

(%)

Table 6.2: Fast gradient method (Algorithm 6.2) in primal domain: Evaluation of stopping
criteria for Hessians with non-clustered eigenvalues (1000 samples).
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Stopping Criteria
minimum / average / maximum iterations

Worst Case
Accuracy

Problem
Parameters
κ



100
100
100

102
104
106

10−2
1
102

100
100
100

102
104
106

1
102
104


|f ∗ |

f ∗ known (6.5)

lower it. bd. (6.14)

grad-map (6.15)

conjugacy (6.16)

7 · 10−4
7 · 10−4
7 · 10−4

237/279/310
1083/1732/3138
1025/1856/3690

657
65613
5 · 105

2 8 6/315
248/2
30 3 0 /4842
1994/3
4537/8138/15524

538/602/656
3397/6103/10843
70 1 0 /13120
3822/7

7 · 10−2
8 · 10−2
6 · 10−2

66/91/111
25/120/183
31/120/177

427
5000
5000

10 1 /121
76/1
540/721/946
1803/3223/4975

168/198/227
41 7 /564
295/4
41 6 /561
300/4

max.

n

(%)

Table 6.3: Gradient method (Algorithm 6.1) in primal domain: Evaluation of stopping
criteria for Hessians with clustered eigenvalues (1000 samples).
Stopping Criteria
minimum / average / maximum iterations

Worst Case
Accuracy

Problem
Parameters
n

κ



100
100
100

102
104
106

10−2
1
102

100
100
100

102
104
106

1
102
104


|f ∗ |

f ∗ known (6.5)

lower it. bd. (6.17)

grad-map (6.18)

conjugacy (6.19)

7 · 10−4
7 · 10−4
7 · 10−4

42/49/53
86/113/153
82/119/164

125
1306
1413

50 /54
43/5
21 3 /234
179/2
640/793/943

81/89/94
320/380/436
69 7 /924
514/6

7 · 10−2
8 · 10−2
6 · 10−2

20/25/28
11/27/33
13/27/32

81
140
140

26 /29
22/2
56/74/86
209/271/313

35/40/45
66 /91
40/6
67 /93
41/6

max.

(%)

Table 6.4: Fast gradient method (Algorithm 6.2) in primal domain: Evaluation of stopping
criteria for Hessians with clustered eigenvalues (1000 samples).

6.4.2 Evaluation of Stopping Criteria in the Dual Domain
In this section, we evaluate the stopping criteria of this chapter on instances of the convex
minimization problem
1 T
x Hx + g T x
2
s.t. Ax = b

f ∗ = min f (x) =

(6.23)

kxk∞ ≤ 1 ,
where H is symmetric positive definite, g is in Rn and the pair (A, b) is in Rm×n × Rm .
This setup is similar to the one investigated in Chapter 9 in the context of input- and stateconstrained model predictive control. As discussed there thoroughly, instances of (6.23) are
solved by first relaxing the equality constraint, solving the dual problem and then recovering
the primal minimizer from a dual solution. The benefit of solving the dual instead of
the primal is that the, in general, computationally prohibitive evaluation of the projection
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operator of the primal feasible set can be omitted.
In the following computational study, we will use the gradient and the fast gradient
method in Algorithms 6.1 and 6.2 to maximize the concave dual function, i.e. to solve
d ∗ = maxm d(λ) ,
λ∈R

with the dual function being defined as
d(λ) = min f (x) + λT (Ax − b) .
kxk∞ ≤1

(6.24)

Note that by positive definiteness of the Hessian H, the dual function d is ensured to be
smooth and the dual gradient ∇d(λ) is given by
∇d(λ) = Ax ∗ (λ) − b ,
where x ∗ (λ) denotes the unique minimizer of (6.24) (cf. Theorem 9.1).
In order for the dual approach to work – in the sense that, indeed, a primal solution
can be recovered – we require strong duality and existence of a Lagrange multiplier for
the equality constraint. For (6.23), both requirements are fulfilled if a feasible point exists
(cf. [Ber09, Proposition 5.3.6]). Note that a more rigorous treatment of Lagrange relaxation
and the dual solution approach is provided in Chapter 9, Section 9.1.
The problem instances of (6.23) are generated similarly to the ones of the primal domain
in Section 6.4.1 with the same characteristics of the objective function (condition numbers
κ ∈ {102 , 104 , 106 }) and the optimal solution being on the boundary of the feasible set.
With respect to the setup in (6.23), the following additional instance generation rules
were imposed:
• Only diagonal Hessians H with uniformly distributed elements were generated. This
allows one to compute the solution x ∗ (λ) to the inner problem (6.24) as

x ∗ (λ) = π{x∈Rn | kxk∞ ≤1} −H −1 (g + AT λ) ,

which implies that the dual gradient is known exactly. This is in correspondence to
the assumption made in Chapter 9 (cf. Assumption 9.2).
• The constraint matrix A is computed as
A = randn(m,n) ,
and the right hand side vector as b = Ax ∗ , where x ∗ is the optimal solution on the
boundary of the ∞-norm ball.
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• In order to get a fair comparison of the stopping criteria in the dual domain, a Lagrange
multiplier λ∗ for the equality constraint Ax = b is constructed in such a way that
Ld kλ∗ k2 = κ .

(6.25)

In (6.25), Ld denotes the Lipschitz constant of the dual gradient which, as proved in
Theorem 9.7, is
Ld = AH −1/2

2

.

In view of the initialization strategy discussed below and the convergence results of
the gradient and the fast gradient method in (6.2) and (6.3), the rule in (6.25) implies
that the lower iteration bounds for problems adhering to the same condition number
and accuracy are identical.
As for the initialization in the dual domain, we define for all problem instances
(i) λ0 = 0 as the initial iterate for the gradient method in Algorithm 6.1 and
(ii) λs = 0 as the starting point for the construction of the initial iterate for the fast
gradient method in Algorithm 6.2 (see also the discussion in Section 6.1).
For reference in Tables 6.5 and 6.6, all the sufficient criteria for the dual counterpart
of (6.5),
d ∗ − d(λi ) ≤ d ,

d > 0 ,

(6.26)

are summarized next for the specific setup in (6.23). Note that in the dual case, we use
d instead of  to denote the level of suboptimality. Also, notice that all of the following
stopping criteria assume kλ∗ k to be known, such that the dual domain can be artificially
compactified by the ball constraint kλk ≤ kλ∗ k, whose support function is the l2 -norm.
Stopping Criteria for the Gradient Method (Algorithm 6.1)
a) Stopping Criterion Based on the Lower Iteration Bound
A sufficient criterion for (6.26) according to the gradient methods’ convergence result
in (6.2) is to terminate after
&
'
∗ 2
Ld kλ k
(6.27)
2d
iterations, which is the so-called lower iteration bound.
b) Stopping Criterion Based on the Gradient Map
A sufficient criterion for (6.26) according to Corollary 6.1 (case a)) is given by
kλ∗ k · k∇d(λi−1 )k − λTi ∇d(λi−1 ) +

1
k∇d(λi−1 )k2 ≤ d .
2Ld

(6.28)
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c) Stopping Criterion Based on Conjugacy
A sufficient criterion for (6.26) according to Corollary 6.3 and Remark 6.4 is
kλ∗ k · k∇d(λi )k − λTi ∇d(λi ) ≤ d .

(6.29)

Stopping Criteria for the Fast Gradient Method (Algorithm 6.2)
a) Stopping Criterion Based on the Lower Iteration Bound
A sufficient criterion for (6.26) according to the fast gradient methods’ convergence
result in (6.3) is to terminate after
s

2
∗
 2Ld kλ k − 2
(6.30)


d


iterations, which is the so-called lower iteration bound.

b) Stopping Criterion Based on the Gradient Map
A sufficient criterion for (6.26) according to Corollary 6.1 (case a)) is given by
kλ∗ k · k∇d(νi−1 )k − λTi ∇d(νi−1 ) +

1
k∇d(νi−1 )k2 ≤ d ,
2Ld

(6.31)

where νi is the dual equivalent of the primal auxiliary variable yi in Algorithm 6.2.
c) Stopping Criterion Based on Conjugacy
A sufficient criterion for (6.26) according to Corollary 6.3 and Remark 6.4 is
kλ∗ k · k∇d(λi )k − λTi ∇d(λi ) ≤ d .

(6.32)

Note that the gradient at λi is not computed in the iterative scheme of the fast
gradient method in Algorithm 6.2 and, different to the primal case (6.20), cannot be
used to compute the required gradient at the auxiliary iterate so that the effort of the
extra computation can be compensated. However, since Corollary 6.3 only requires a
converging sequence of iterates to work and the auxiliary sequence of iterates indeed
converges (and is feasible), the sufficient criterion (6.32) can also be evaluated at an
auxiliary iterate, thus, omitting the extra gradient computation. Yet, in the following
computational study we will stick to the former definition of the stopping criterion,
which requires the gradient at λi , in order to make the obtained iteration counts
comparable to the lower iteration bound.
The results of the computational evaluation of the stopping criteria are given in Tables 6.5 and 6.6. For every parameter tuple (m, n, κ, d ) (this corresponds to a single
line in the tables), 100 random instances of problem (6.23) with dimensions (m, n) ∈
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{(5, 20), (25, 100)} are generated and solved with the gradient and the fast gradient
method. The iteration counts until the stopping criteria are fulfilled are investigated with
respect to two different accuracy requirements. For a high accuracy requirement, we select
d such that the observed relative violation of the equality constraint
kAx ∗ (λi ) − bk
kbk

(6.33)

is bounded by 0.89% whereas for a medium accuracy requirement, we tolerate relative
violations of up to 7.7%. In (6.33), x ∗ (λi ) denotes the approximate primal minimizer
at the very iteration i at which the stopping criterion based on the known dual optimal
value in (6.26) is met. So, for the other stopping criteria, the constraint violation of the
approximate primal minimizer at the final iterate can be expected (much) smaller than the
previously stated ones3 as more iterations are performed.
Similarly to the primal case in Section 6.4.1, the minimum/average/maximum number
of iterations until sufficiency of the investigated stopping criterion is reached is stated in
the tables. The smallest average number of iterations until one of the practical criteria
(gradient-map- or conjugate-based) is met is indicated by a bold face.
For the sake of computation time, the gradient method was terminated prematurely after
105 iterations. Thus, some average/maximum iteration counts in Table 6.5 start with a
‘>’-symbol, indicating that the true average/maximum number of iterations is greater than
the stated one. Similarly, if the gradient method had to be terminated early even when
the dual optimal value was assumed known, no maximum relative violation of the equality
constraint is stated in the table.
From the figures in Tables 6.5 and 6.6 we conclude:
• The conjugate-based stopping criterion is always at least as good as the gradient-mapbased one, but never significantly (maximum improvement of average is only a single
iteration). Still, the conjugate-based criterion should be used in an implementation,
as it does not require the dual gradient’s Lipschitz constant (particularly useful for
backtracking variants of both methods).
• For the gradient method, the lower iteration bounds are always too conservative as
a stopping criterion, i.e. the conjugacy-based criterion terminates the method always
earlier than the upper bound on the number of iterations given by the lower iteration
bound.
• For the fast gradient method, the lower iteration bounds are almost always better
at the worst case than any other practical stopping criterion, i.e. when it comes to
3

Neither for the gradient method nor for the fast gradient method, the norm of the gradient is guaranteed
to converge monotonically.
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Stopping Criteria
minimum / average / maximum iterations
lower it. bd.
grad-map
(6.27)
(6.28)

Worst Case
Accuracy
max. primal
inf. (%) (6.33)

d ∗ known
(6.26)

5 20 102 2.5·10−4
5 20 104 2.5·10−3
5 20 106 5·10−2

0.59
–
–

30/440/4097
351/ > 11859/ > 105
18346/ > 95396/ > 105

2·105
2·106
107

12 8 1 /11328
81/1282/11329
80/1
1875 / > 31269/ > 105 1874/ > 31268/ > 105
58486/ > 99262/ > 105 58485/ > 99262/ > 105

5 20 102 10−2
5 20 104 2.5·10−1
5 20 106
1

5.6
2.5
3.4

16/114/445
156/1347/3200
1/38165/79679

5000
20000
5·105

32 6 /1080
75/327/1081
74/3
689/3517/6726
689/3516/6725
9176/ > 87651/ > 105 9175/ > 87651/ > 105

25 100 102 5·10−3
25 100 104 10−1
25 100 106
1

0.62
0.21
0.14

68/174/415
1253/2364/5042
17638/40577/65542

10000
50000
5·105

57 0 /1622
251/571/1623
250/5
76 3 4 /13033
4215/7635/13034
4214/7
75010/ > 99019/ > 105 75009/ > 99019/ > 105

2.0
3.1
2.4

19/35/55
110/222/357
1/2911/6802

500
2500
50000

Problem
Parameters
m

n

κ

25 100 102
25 100 104
25 100 106

d

10−1
2
10

66/98/143
446/627/801
6690/12042/15430

conjugacy
(6.29)

97 /142
66/9
62 6 /800
445/6
12 0 4 1 /15430
6690/1

Table 6.5: Gradient method (Algorithm 6.1) in dual domain: Evaluation of stopping criteria (100 samples).

Problem
Parameters

Worst Case
Accuracy
max. primal
inf. (%) (6.33)

Stopping Criteria
minimum / average / maximum iterations
lower it. bd.
grad-map
conjugacy
d ∗ known
(6.30)
(6.31)
(6.32)
(6.26)

m

n

κ

d

5
5
5

20
20
20

102
104
106

2.5·10−4
2.5·10−3
5·10−2

0.38
0.24
0.26

15/52/157
71/291/1088
464/1480/3202

893
2827
6323

18 6 /466
68/1
10 9 2 /2756
299/1
38 2 7 /8096
828/3

18 6 /466
68/1
10 9 2 /2756
299/1
38 2 7 /8096
828/3

5
5
5

20
20
20

102
104
106

10−2
2.5·10−1
1

7.7
3.1
1.7

8/24/52
30/92/147
1/495/767

140
281
1413

60 /139
18/6
18 6 /377
90/1
10 2 4 /1981
406/1

60 /139
18/6
18 6 /377
90/1
10 2 4 /1981
406/1

25
25
25

100
100
100

102
104
106

5·10−3
10−1
1

0.89
0.39
0.35

18/32/52
93/128/188
360/539/675

198
446
1413

91/133/197
45 0 /596
259/4
1 5 2 5/2093
946/1

13 1 /197
73/1
45 0 /596
259/4
1 5 2 5/2093
946/1

25
25
25

100
100
100

102
104
106

10−1
2
10

2.1
3.6
3.2

8/13/17
26/37/47
1/140/217

43
98
446

20/37/49
93 /131
64/9
37 3 /533
242/3

36 /49
20/3
93 /131
64/9
37 3 /533
242/3

Table 6.6: Fast gradient method (Algorithm 6.2) in dual domain: Evaluation of stopping
criteria (100 samples).
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minimizing the maximum number of conducted iterations, the lower iteration bounds
are the criteria of choice. Note that minimizing the worst-case iteration count is
important in the context of model predictive control which most of the time operates
at a fixed sampling interval.
• For the fast gradient method, the ratios between the lower iteration bounds and the
maximum iteration counts of the stopping criterion that assumes the dual optimal
value to be known, are 2.0-5.7 for highly accurate solutions and 1.8-2.7 for mediumaccuracy solutions, indicating that the fast gradient method features expressive lower
iteration bounds also in the dual domain.

6.5 Literature
It appears that there is only little literature on the topic of stopping criteria for gradientbased methods. In [Ber99, §1.2], a stopping criterion for unconstrained minimization based
on the gradient norm is discussed. The latter reference, same as [BV04, §9.1.2], emphasizes
the necessity of strong convexity of the objective function in order to relate a criterion on
the gradient norm to a criterion on the objective value as given in (6.5). An alternative
source that treats less rigorous, heuristic stopping criteria is [Fle79, §2.3].

6.6 Conclusions
In this chapter, we have investigated evaluable sufficient stopping criteria for the solution
of smooth convex optimization problems when solved with the gradient or the fast gradient
method. In this course, we have compared an a priori criterion based on the methods’
convergence results – which comes in form of an upper bound on the iteration counter (also
denoted as a lower iteration bound) – with run-time criteria based on a property of the
gradient map and conjugacy. For the considered instances of primal and dual problems, the
entities to obtain the lower iteration bounds could be explicitly computed; yet, in the dual
case, knowledge of the Lagrange multiplier’s magnitude was required. This entity turns out
to be the key in the computation of meaningful lower iteration bounds for model predictive
control in Chapter 9, for instance, assume that an upper bound of 5·kλ∗ k on the multiplier’s
magnitude was known; then according to (6.27), the lower iteration bound for the gradient
method would increase by a factor of 25 and the one for the fast gradient method in
(6.30) still by a factor of 5. This is because the gradient and the fast gradient method only
converge sublinearly in the dual domain (the dual function lacks strong concavity), implying
that constants such as the magnitude of the Lagrange multiplier have a significant impact
on the number of iterations - both theoretically and practically (see also Section 3.2).
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Most importantly for the rest of this thesis, the computational evaluation of the lower
iteration bounds has confirmed that for setups encountered in model predictive control, lower
iteration bounds – in particular the ones of the fast gradient method – are indeed expressive,
i.e. predict well the required number of iterations to attain a pre-specified accuracy level.
In the primal domain, we have found that the lower iteration bounds for the fast gradient
method are off only by a factor of 1.5-2.8 from the best alternative stopping criteria, whereas
they are still within a factor of 2.9-4.3 of the iteration count needed if the optimal value
was known. In a dual setting, the conclusions are even more promising: Whereas the lower
iteration bounds lead to a termination of the solution methods even before alternative
criteria are met, the bounds are off only by a factor of 1.8-5.7 (depending on the required
accuracy level) from the required iteration count to attain the pre-defined suboptimality
level.
These observations lead us to the conclusion that the fast gradient method provides
practically relevant lower iteration bounds for control-like settings. These guaranteed iteration bounds are always better than those of the gradient method, whose lower iteration
bounds also lack the expressiveness of the fast gradient method ones. As a result, we
will concentrate solely on the fast gradient method as a solution method in the context of
computational complexity certification for model predictive control in Part II.

Part II
Complexity Certification for
Model Predictive Control

7 Introduction
In this chapter, we start with discussing several motivational arguments for complexity
certification of iterative optimization methods when used in a real-time context, e.g. for
embedded optimization, in Section 7.1. After that, we focus on the specific topic of model
predictive control in Section 7.2 and define the problem setup for which computational
complexity certificates are sought for in the rest of this thesis. The discussion is methodneutral, i.e. no specific assumptions are put on the solution method beforehand. Only in
Section 7.3, we discuss and review the main available solution methods and their certification
properties which will finally motivate the use of gradient methods (Section 7.4). This
chapter closes with a brief outline of the remainder of Part II (Section 7.5).

7.1 Reasons for Computational Complexity Certification
In recent years, state-of-the-art optimization methods have entered and changed numerous
fields of engineering, such as signal and image processing, optimal and structural design,
machine learning, scheduling and controls. This was achieved both by the availability of
powerful computing devices and the development of new solution methods. Whereas these
methods are mainly used for offline synthesis and analysis, more recently, they have also
got into the area of embedded optimization, where data is to be processed in a real-time
environment on low-cost platforms, leading to new challenges faced by the community, for
instance,
• convergence under inaccurate computations on platforms with fixed-point arithmetic,
e.g. field-programmable gate arrays (FPGAs) or digital signal processors (DSPs),
• potential to parallelize the solution method on multi-core architectures,
• low and predictable memory demand and
• certification of the computational complexity, i.e. an upper bound on the iteration
count that is valid for all data encountered during operation.
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The focus of this thesis is on certification; certification is a crucial prerequisite in riskof-loss applications, e.g. onboard trajectory planning in space missions [BAS10], in safetycritical environments such as power systems [FMLM11] and for a verified operation of
engineering systems, for instance, in embedded model predictive control [BK05, MMM09,
dBDS09, FOL+ 07] or real-time audio signal processing [DvWF+ 12]. In order to further
underpin this claim, we cite Gerard J. Holzmann (NASA/JPL), who defines ten rules for
developing safety critical code in [Hol06, pg. 2]; the next one is the second of these:
Give all loops a fixed upper bound. It must be trivially possible for a checking
tool to prove statically that the loop cannot exceed a preset upper bound on
the number of iterations.
Also, certification plays an important role in the selection of appropriate hardware during
the design phase, allowing one to judge the computational burden prior to implementation.
For this, the upper bound on the iteration count is transformed into a required computational
performance (flops/s) from an analysis of the floating point operations (flops) per iteration
and the requested solution time, i.e.

required computational performance (flops/s) ≥

#iterations · flops/iteration
.
required solution time

In controls, more specifically the field of model predictive control (cf. Section 7.2), the
certification of optimization methods is particularly challenging as the solution times are
restricted to lie within a sampling interval of the control loop. For systems with fast
dynamics, sampling intervals are typically in the range of milli- and microseconds (see
e.g. [RMM10] for a fast-sampled control system in the context of electric power converters),
which underlines the need for a method that features both fast convergence and an upper
iteration bound that is close to the practically observed number of iterations.
Whereas it is always viable to determine a fixed upper iteration bound for the solution
method from excessive testing, this approach is not only time consuming but naturally
fails to guarantee that the solutions possess the required property, e.g. accuracy and/or
feasibility, for all scenarios. The authors in [ZJRM12] exemplify this issue on a model
predictive control problem for a system of six oscillating masses. If the solution method,
in this case a standard interior point method, is terminated after five iterations, then 40%
of the solutions for randomly generated scenarios are infeasible and/or do not possess the
required accuracy to guarantee stability of the closed loop.
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7.2 Problem Statement for Model Predictive Control
7.2.1 Model Predictive Control (MPC)
Model predictive control is a control concept for dynamic systems that selects an input
based on the current state and a prediction of the system’s state trajectories into the
future. For this, it uses a mathematical model of the dynamic system and chooses the best
input sequence over the prediction horizon with respect to an objective function that reflects
the particular control objectives. Physically or economically imposed limits on the control
inputs or bounds on some or all of the system’s states can be integrated meaningfully as
constraints into the MPC problem formulation. In order to account for disturbances and
modeling uncertainty, only the first input of the full sequence is applied to the system, and
this process is repeated every time when new state information is available. By this so-called
receding horizon control scheme, feedback is introduced into the control system.
The benefits of MPC over classical control approaches, for instance,
• straightforward handling of multi-input/multi-output and hybrid systems, i.e. systems
with both continuous and discrete inputs/states,
• control of processes close to operational limits to increase their efficiency, and
• meaningful tuning rules in the time domain,
let MPC become one of the most influencing modern control techniques [QB03] with a
mature backing theory, e.g. see the textbooks [Mac02, RM09, GSD05]. A recent review of
MPC and its developments over the last three decades can be found in [Lee11].
The MPC problem itself is posed as a finite horizon, open-loop optimal control problem
with or without constraints on inputs and/or states. Global/local solutions are obtained by
optimization methods that – most of the time – are based on iterative algorithmic schemes.
Since the computational complexity of these methods depends on the characteristics of the
MPC problem1 , e.g.
• linear/nonlinear model of the plant,
• convex/nonconvex, differentiable/non-differentiable cost function,
• constraints on states and/or inputs or no constraints at all,
we will define next the class of MPC problems that we consider for the computational
complexity analysis in this thesis.

1

Verify this statement based on the complexity results of different first-order methods in Chapter 4.
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7.2.2 Constrained Linear-Quadratic MPC
In this thesis, we investigate the computational complexity for solving MPC problems of
type
N−1

JN∗ (x)

1 T
1X T
, x ,xmin
Q
x
+
x
xk Qxk + ukT Ruk
N
N
N
0 1 ,...,xN , 2
2 k=0
u0 ,u1 ,...,uN−1

(7.1)

s.t. xk+1 = Ad xk + Bd uk , k = 0 . . . N − 1
(uk , xk ) ∈ U × X ,
xN ∈ Xf ,

k = 0...N − 1

x0 = x ,

referred to as constrained linear-quadratic MPC. In (7.1), state xk ∈ X ⊆ Rnx and input uk ∈ U ⊂ Rnu are confined to the convex sets U and X that both contain the origin in
their interiors. The terminal state over the prediction horizon of length N, xN , is restricted
to be in the convex terminal set Xf ⊆ Rnx , also having the origin in its interior. Note that
an input constraint arises quite naturally in practice from, for example, actuator limitations,
whereas state constraints may stem, e.g., from input rate constraints when augmenting
the state with the previous control input. For predictions, a linear time-invariant model
described by the pair (Ad , Bd ) ∈ Rnx ×nx × Rnx ×nu is used.
The regulator MPC problem (7.1) is solved at every sampling instant for the current
state x which is measured or estimated. Weight matrices Q ∈ Rnx ×nx and R ∈ Rnu ×nu allow
for tuning according to the control objectives, where Q is positive semidefinite, i.e. Q  0,
and R is positive definite, i.e. R  0.

If the positive (semi-)definite terminal penalty matrix QN ∈ Rnx ×nx together with the
terminal state constraint xN ∈ Xf are chosen appropriately, the closed loop is nominally
stable when a receding horizon scheme is followed, i.e. only the first input u0∗ of the sequence

∗
of optimal inputs u0∗ , u1∗ , . . . , uN−1
of (7.1) is applied to the plant and the MPC problem
is solved again for the state measured at the next time step (see [MRRS00] for details).
Note that additional assumptions on the problem data for the general setup in (7.1) will be
stated, if necessary, in Chapter 9.

In Chapter 8, we will investigate a special case of the general setup in (7.1) with X =
Xf = Rnx , i.e. we only impose constraints on the control inputs. In this case, we assume
that closed-loop stability is enforced by adapting the terminal penalty matrix QN and the
horizon length N appropriately such that sufficient stability criteria are fulfilled (see, for
instance, [PN00b,PN00a] where stability is proved by using the optimal value function JN∗ (x)
as a Lyapunov function or [Pri99] for an alternative method using a different Lyapunov
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function). For the case of a stable system, a straightforward choice for the terminal penalty
matrix is the solution to the Lyapunov Equation ATd QN Ad + Q = QN , which guarantees
closed-loop stability for any horizon length.
Under all of these assumptions on the MPC setup, (7.1) is denoted a multi-parametric
convex optimization problem with the current state x ∈ X0 ⊂ Rnx as the parameter.
Throughout the thesis, we assume compact convex sets of initial states X0 only.
Because of convexity, the constrained linear-quadratic MPC problem is considered the
most common MPC formulation used in practice; even if the system dynamics are nonlinear,
one often resorts to this (convex) formulation for the sake of computational tractability.
Remark 7.1. The complexity analysis in this thesis can be generalized to time-dependent
input and state sets Uk , Xk , k = 0, . . . , N − 1, as well as applied to reference tracking
MPC, e.g. see [RMM10] for a tracking application. Note that a more general problem setup
than the regulation form (7.1) would have complicated notation unnecessarily.

7.2.3 Lower Iteration Bounds
The computational complexity certificate for an iterative solution method comes as a fixed,
a priori computable upper iteration bound from a non-asymptotic convergence rate analysis
of the method. For MPC, it is the very iteration count that ensures a pre-specified level of
suboptimality for all considered initial states x ∈ X0 . From here on, this upper bound is
denoted a lower iteration bound, indicating that any greater iteration count will meet the
suboptimality criterion. Note that an upper iteration bound is to be seen in the context
of an actual implementation of the method, i.e. it puts a bound on the loop counter,
whereas our preferred terminology of a lower iteration bound highlights the bound’s origin
in the convergence analysis of the method (cf. Section 3.2). The formal definitions of lower
iteration bounds in MPC are deferred to Chapters 8 and 9, since they depend on the specific
solution domain (primal or dual).

7.3 Review of Solution Methods for MPC
This section gives an overview of state-of-the-art solution methods for constrained linearquadratic MPC problems and discusses the issue of their complexity certification. Most
methods assume polyhedral sets U, X and Xf in which case we refer to (7.1) as a parametric,
convex quadratic program (QP). The vast number of methods for QPs (in [GT12] the
authors compiled a 142 page quadratic programming bibliography, including nonconvex
QP’s as well) can roughly be classified into offline and online solution methods.
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7.3.1 Offline methods
A prevalent offline method for the solution of polyhedrally-constrained MPC problems is
multi-parametric programming which allows one to pre-compute an explicit solution for each
state. The explicit solution is a piecewise affine map over a polyhedral partition of the state
space and can be stored efficiently such that fast online look-up is ensured [BMDP02,AB09].
Since the number of polyhedral regions in the partition may grow exponentially in the
size of the MPC problem in the worst case, several complexity reduction schemes were
proposed that either try to optimally reduce the number of regions of the optimal solution
a posteriori [GTM04] or solve a different optimal control problem than (7.1) such that
a significant complexity reduction can be achieved [GM03]. Other approaches produce
low complexity approximations of the optimal multi-parametric solution, e.g. [Joh04, BF06,
JM08, SJLM09, JM09], where the key issue is to maintain stability and feasibility of the
obtained control law. However, even low complexity and approximate explicit solutions are
subject to worst case exponential growth limiting explicit MPC to small- and medium-sized
control problems. Because of the explicit nature of the (approximate) multi-parametric
solution, it is straightforward to derive a computational complexity certificate for solution
look-up a priori; smart storage methods for the look-up table, as e.g. described in [CKJM07],
can further improve these certificates. A thorough review on explicit model predictive control
is given in [AB09].

7.3.2 Online methods
Online solution methods are used for large-scale problems, e.g. more than ten states. The
most prominent iterative methods fall into two categories: Active set methods and interior
point methods.
Active set methods Active set methods come in primal [GGM+ 84], dual [GI83] and
primal-dual [KK03] variants. Whereby these methods are general purpose optimization
methods, tailored implementations for QPs arising from MPC problems exist and speed
up computations by exploiting structure in the problem. For instance, [BB06] uses a numerically stable dense Schur complement approach in an iteration of a dual active set
method, [FBD08] proposes a different active set method that makes use of the piece-wise
affine structure of the explicit solution in a homotopy-type fashion, and [CLK08] uses Pontryagin’s minimum principle and a stable Riccati recursion implementation to solve the
equality constrained subproblems with a computational complexity that is linear in the horizon length. For active set methods, convergence can be guaranteed after a finite number of
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iterations, but their convergence rates are unknown. This fact prevents one from computing
lower iteration bounds as described in Section 7.2.3 and thus, no a priori computational
complexity certificate can be given; common practice is to resort to extensive simulations
before implementing these algorithms in real-time environments. Differently, the authors
in [Zei11] give a preprocessing method based on sequential multi-parametric linear programming that provides a hard upper bound on the number of iterations of an active set method
when warm-started from an approximate explicit solution. The upper bound is computed
such that stability is ensured and performance specifications are met. However, this analysis
applies to (nonsmooth) l1 - and l∞ -norm costs but not to (smooth) quadratic costs as considered in this thesis. Also, since this approach is based on multi-parametric programming,
it is restricted to small- to medium-size problems in general.
Despite their certification issues, active set methods are known to give good practical
performance and are well-suited for warm-starting. The authors refer the interested reader
to [NW06, §16.4] for an accessible introduction to active set methods and, for the sake of
completeness, to [Ber99, §2.5] for a different view on this class of methods.
Interior point methods Interior point methods also come in many different variants,
where barrier methods and primal-dual methods are most commonly used in practice. The
most successful implementations for both methods are based on a path-following scheme
for which short-step, long-step and predictor-corrector versions exist. The interested reader
is referred to [Wri97b], which mainly focuses on primal-dual interior point methods for linear
programs but also includes a discussion of the barrier method and the diverse historical development of interior point methods. Alternatively, [BV04, §11] provides a highly readable
introduction to interior point methods and [NN94], considered as a landmark work in this
field, presents a unified theory of polynomial-time interior point methods for conic convex
programming. As for active set methods, dedicated interior point algorithms for optimization problems arising in MPC have been proposed. A common feature of these algorithms is
that they exploit the special structure of the matrices when computing the Newton search
direction inside an interior point iteration. Doing this efficiently, as proposed first by [DB89]
and later on by [Wri97a], decreases the ‘cubic in the horizon’ complexity O(N 3 (nx + nu )3 )
for a Gaussian elimination approach to a ‘linear in the horizon’ complexity O(N(nx + nu )3 ).
An implementation of a primal barrier interior point method that makes use of this structure
as well as employs warm-starting and early-stopping is presented in [WB08] which sacrifices
stability and performance guarantees for computational speed. In practice, however, primaldual path-following methods seem to outperform barrier methods and [RWR98] proposes an
efficient variant for MPC based on Mehrotra’s fast predictor-corrector algorithm [Meh92] together with a hot-starting procedure that is different from the warm-starting technique given
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in [WB08]. It is still an open theoretical question how to warm-start interior point methods
properly. Nevertheless, using them in practice seems to save solution time, e.g. [Wri97a]
reports speed-ups of factor three compared to a cold-starting strategy. Note that in the
presence of disturbances, these savings may become significantly smaller. Other recent work
in the context of tailored, structure-exploiting primal-dual interior point methods for MPC
is presented in [MWB11, DZZ+ 12].
When it comes to certifying the computational complexity of interior point methods, one
can, as opposed to active set methods, rely on well-established convergence rate results that
are generally expressed in terms of duality gap reductions. The best known
√convergence

result indicates a growth of the required number of Newton iterations by O ν log δg0 to
get a duality gap reduction from δ0 (initial duality gap) to a specified one of g > 0 where
ν denotes the number of inequality constraints in the QP or, more generally, the parameter
of the self-concordant barrier. While this convergence result holds for both short-step and
predictor-corrector path following methods, the convergence results for long-step methods
are either worse or simply do not exist, as is the case for the fast Mehrotra variant. Even
worse from a certification point of view, the practically observed number of iterations is
much less than the one given by the convergence analysis and is usually only a few dozen
Newton iterations, almost independent of the problem size. Dimitri Bertsekas comments
on this issue in [Ber99, pg. 392-393]:
. . . while many researchers consider a low estimate of number of iterations a
good indicator of algorithmic performance, the worst-case estimates that have
been obtained for interior point methods are so unrealistically high that they are
entirely meaningless if taken literally. One may hope that these estimates are
meaningful in a comparative sense, i.e., the practical performance of two algorithms would compare consistently with the corresponding worst-case estimates
of required numbers of iterations. Unfortunately, this does not turn out to be
true in practice. Thus one must view these worst-case analyses of the required
number of iterations with skepticism; they should be primarily considered as an
analytical vehicle for understanding better the corresponding methods. As an
indication of the unreliability of the complexity-based conclusions, we note that
the lowest estimates of the required number of iterations have been obtained for
the so-called short-step methods . . . . The best practical performance, however,
has been obtained with the so-called long-step methods . . . .
Literature that investigates certification issues for interior point methods is rare. To the
best of the author’s knowledge, the sole in-depth contribution in this field is the PhD thesis
of McGovern [McG00], where amongst other work he treats the topic of certifying short-step
primal-dual path following methods for general conic convex programming, which includes
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quadratic programming as a special case. He obtains computable lower iteration bounds
for the case of a parameter-independent, fixed feasible set by giving an appropriate coldstarting initialization strategy that allows the initial duality gap δ0 to be upper-bounded
for all parameters of the optimization problem. Additionally, McGovern derives bounds
for the case of a parameter-dependent feasible set, such as found in input- and stateconstrained MPC, where he resorts to a homogeneous self-dual embedding for initialization
and gives a suitable termination criterion that guarantees a duality gap of at most g of the
original problem. In the earlier paper [MF98], McGovern et al. perform a similar analysis for
semidefinite programming using a (primal-dual) potential reduction interior point method.
In both cases, the reported lower iteration bounds for an input-constrained MPC problem of
type (7.1) are two to three orders of magnitude larger than the practically observed number
of iterations. This discrepancy is also seen in the examples given in Section 8.5, where
– for comparison reasons – we compute lower iteration bounds for a primal-dual interior
point method based on [McG00]. Note that the certification issues for the specific case of
input-constrained MPC problems are also discussed in [MF99] in the context of a primal
method-of-centers interior point method, but no computational results are provided.

7.3.3 Alternative, Non-Optimal Methods
So far we have reviewed optimization methods that aim at the exact solution of the constrained linear quadratic MPC problem in (7.1). It should be noted that alternative approaches exist that either slightly change the problem formulation by introducing conservatism or simplifying assumptions so that better solution and/or certification properties are
gained, or look only for an approximate solution to the original problem from the beginning.
The former class of methods encompasses an approach taken by [ZJRM12] who borrow an
idea from robust control to alter the common MPC formulation so that a solution obtained
from an interior point method is guaranteed to be feasible and stabilizing after any number
of Newton iterations (see also the PhD thesis [Zei11]). However, guarantees on the closedloop performance are challenging to compute in this framework. Another method of this
class originates from [KRS00] who propose an autonomous augmented realization of the
prediction dynamics which allows one to shift the stabilizing terminal constraint from the
end of the horizon to the current time step. Together with ellipsoidal approximations of
invariant sets, this leads to a quadratically constrained optimization problem that can be
solved efficiently with a complexity that is only linear in the prediction horizon. Further
work along these lines includes [KCR02, LKC10] that aim at removing conservatism from
the original approach while keeping additional computational costs low. Another approach
in this class is referred to as move blocking which fixes the control input over several
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consecutive time steps (see [CGKM07] and references therein) and thus generates a lowerdimensional optimization problem that is potentially easier to solve.
An approximate approach is given by [RGSF04] that, based on a singular value decomposition of the Hessian in (7.1), discards components of the unconstrained solution that
contribute only little to the optimal unconstrained cost but violate feasibility with respect
to (7.1). The associated sufficient optimality conditions are based on the (unconstrained)
LQR Lyapunov function and thus can be rather conservative in practice.
Other recent approaches include an anytime algorithm for control that copes with changing computational resources [Gup09] and approaches to tackle large-scale problems such
as the one in [PRW07] that combines a partial explicit solution with online optimization.
Note that for the subclass of input-constrained control problems, a variety of other control
approaches that complement MPC exists – see, e.g. [GS03] for a selection.

7.4 Towards Gradient Methods for MPC
From the literature review of the state-of-the-art solution methods for MPC in Section 7.3
we conclude:
• Multi-parametric programming allows for pre-computing a solution map that assigns
to every initial state of the system the optimal control input. By the nature of this
explicit solution, the computational complexity for online evaluation is known a priori.
Shortcomings of this approach are its limitation to polyhedrally constrained small- to
medium-scale problems.
• Active set methods do not come with a convergence rate analysis, so, no analytical a
priori complexity guarantees can be derived. These methods are limited to polyhedral
constraints and, since a solution to a system of linear equations is required in every
iteration, require careful treatment of numerical issues (see e.g. [PKBS10]).
• Interior point methods can handle a broad class of optimization problems, but their
computational complexity certificates in the form of lower iteration bounds are way
too conservative to be practically applicable. These methods require the solution of
a system of linear equations in every iteration, so, similarly to active set methods,
there are issues that have to be considered in order to obtain a numerically robust
implementation, see e.g. [DZZ+ 12].
As gets obvious from this summary, there is currently no solution method for MPC in the
literature with
• a simple, numerically robust algorithmic scheme,
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• being able to tackle problems of ‘any’ size
• from a wide class of optimization problems (beyond polyhedral constraints) and
• having the potential to derive meaningful computational complexity certificates.

Recalling Part I of this thesis, we find that gradient methods fulfill all of the above requirements. Their particular certification aspects in MPC will be discussed in the following
chapters which are briefly outlined next.

7.5 Outline
In Chapters 8 and 9 we will derive lower iteration bounds as introduced in Section 7.2.3
for the classes of input-only and input- and state-constrained linear-quadratic MPC. As a
solution method we only consider Nesterov’s fast gradient method for smooth optimization
in Algorithm 6.2, since the classic gradient method in Algorithm 6.1 has worse convergence
rate results for both the smooth and the strongly convex, smooth case.
After a review of the fast gradient method, Chapter 8 addresses generic cold- and warmstarting strategies and then provides an easily computable lower iteration bound for coldstarting and an asymptotic characterization of the bounds for warm-starting. Moreover,
we characterize the set of MPC problems for which small iteration bounds and thus short
solution times are expected. The theoretical findings and the practical relevance of the obtained lower iteration bounds are underpinned by various numerical examples and compared
to certification results for an interior point method.
In Chapter 9, we first frame the input- and state-constrained MPC problem as a generic
multi-parametric convex program – with the purpose of obtaining more generally valid
statements – and then examine complexity certification for the solution of its dual from
partial Lagrange relaxation. For its practical importance, the derivation of the smallest
lower iteration bound is considered. In order to determine it, we investigate both the
computation of the worst case minimal Euclidean distance between an initial iterate and
a Lagrange multiplier and the issue of finding the largest step size for the fast gradient
method. In addition, we argue that optimal preconditioning of the dual problem cannot be
proven to decrease the smallest lower iteration bound. After the theoretical investigations,
we propose a computationally tractable procedure to derive a lower iteration bound and
apply it to a real-world ball on plate MPC problem.

8 Certification for Input-Constrained
MPC
The main contribution of this chapter is an a priori certification analysis for the inputconstrained linear-quadratic MPC problem (7.1), which consists of deriving a lower iteration
bound such that a solution of pre-specified suboptimality is obtained for any possible state of
the system (cf. Section 7.2.3). The investigation is based on Nesterov’s fast gradient method
which appears relatively unknown in the control community; the fast gradient method has
an intriguingly simple algorithmic scheme which is revised in Section 8.1 with respect to the
considered MPC problem class. Section 8.2 then studies the derivation and computation of
lower iteration bounds for cold- and warm-starting. Later, in Section 8.3, we analyze the
dependence of the lower iteration bound on the problem data and show the surprising result
that an increasing horizon may decrease the lower iteration bound in the warm-starting case.
In order to improve convergence, we provide a way to optimally precondition the problem
via a semidefinite program as discussed in Section 8.4. Section 8.5 first outlines a procedure
for deriving lower iteration bounds systematically and then presents an illustrative example
to underline the theoretical results from before. After that, we discuss several practical
examples showing that the obtained lower iteration bounds result in implementations with
short, guaranteed computation times. For comparison reasons, some of the results are
related to lower iteration bounds for a primal-dual interior point method, which turn out
to be much more conservative than the bounds for the fast gradient method. Finally,
Section 8.6 provides a summary of the presented work in this chapter.

8.1 The Fast Gradient Method for Input-Constrained
MPC
This section summarizes the essential background for the fast gradient method that is
required for the computational complexity certification of input-constrained MPC. For this,
Sections 8.1.1 to 8.1.3 follow [Nes04, §2] and Chapter 5 of this thesis. In Section 8.1.4, the
introduced concepts are then related to the specific MPC case.
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8.1.1 Setup for the Fast Gradient Method
For the discussion of the fast gradient method, we consider the optimization problem
f ∗ = min f (z) ,

(8.1)

z∈K

where K ⊆ Rn is a closed convex set and f : Rn → R is a real-valued, convex function
being at least once continuously differentiable on Rn such that it is lower-bounded by
f (z) ≥ f (y ) + ∇f (y )T (z − y ) ,

∀(y , z) ∈ Rn × Rn .

(8.2)

In the convergence analysis of the fast gradient method, additional conditions such as
Lipschitz continuity of the gradient ∇f (also known as L-smoothness, cf. Definition 4.2) and
strong convexity of f (cf. Theorem 4.1) are essential, and we will see in Section 8.1.4 that
they are satisfied for the MPC problem (7.1) in the input-constrained case. A consequence
of Lipschitz continuity of the gradient on Rn is a global quadratic upper bound of f , i.e.
f (z) ≤ f (y ) + ∇f (y )T (z − y ) +

L
kz − y k2 ,
2

∀(y , z) ∈ Rn × Rn ,

(8.3)

where L > 0 denotes the Lipschitz constant, whereas strong convexity of f on Rn implies
a global quadratic lower bound, i.e.
f (z) ≥ f (y ) + ∇f (y )T (z − y ) +

µ
kz − y k2 ,
2

∀(y , z) ∈ Rn × Rn ,

(8.4)

with µ > 0 denoting the so-called convexity parameter of f .

8.1.2 Algorithmic Scheme
For the computational complexity certification, we consider the variant of the fast gradient
method in Algorithm 6.2 that, for the sake of convenience, is re-stated in Algorithm 8.1 for
problem (8.1) with the appropriate notation.
The fast gradient method drops the stringent condition of forming a relaxation sequence
{zi } : f (zi+1 ) ≤ f (zi ), ∀i ≥ 0, as is true for the gradient method in Algorithm 6.1, and
instead makes use of a so-called estimate sequence.
∞
Definition 8.1 (Estimate Sequence). A pair of sequences ({φi }∞
i=0 , {λi }i=0 ) , λi ≥ 0 , is
called an estimate sequence of function f if λi → 0 and for any z ∈ Rn and all i ≥ 0

φi (z) ≤ (1 − λi ) f (z) + λi φ0 (z) .
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Algorithm 8.1 Fast Gradient Method for the Smooth Convex Problem (8.1)
p
Require: Initial iterates z0 ∈ K, y0 = z0 ; 0 < µ/L ≤ α0 < 1,
Lipschitz constant L of ∇f (cf. Definition 4.2), convexity parameter µ of f (cf. Theorem 4.1)
1: loop
2:
zi+1 = zK (yi ), using (8.7)
µα
3:
Compute αi+1 ∈ (0, 1) : α2i+1 = (1 − αi+1 )α2i + Li+1
4:

βi =

αi (1−αi )
α2i +αi+1

5:
yi+1 = zi+1 + βi (zi+1 − zi )
6: end loop

The next lemma demonstrates why it is useful for an algorithmic scheme to rely on a
relaxation sequence.
∞
Lemma 8.1. Let the pair of sequences ({φi }∞
i=0 , {λi }i=0 ) form an estimate sequence of
function f . If for some sequence {zi }∞
i=0 , zi ∈ K, it holds that

f (zi ) ≤ φ∗i ≡ min φi (z)

(8.5)

z∈K

for all i ≥ 0, then
f (zi ) − f ∗ ≤ λi [φ0 (z ∗ ) − f ∗ ] ,
where z ∗ ∈ K denotes the optimal solution to (8.1), i.e. f ∗ = f (z ∗ ).
According to Lemma 8.1 the sequence of residuals {f (zi ) − f ∗ } converges at least with
the rate of sequence {λi }, where the initial residual f (z0 ) − f ∗ is upper bounded by
λ0 [φ0 (z ∗ ) − f ∗ ]. Consequently, for the fast gradient method to work, one has to define an estimate sequence of function f as well as a sequence of points that fulfills the
premise of Lemma 8.1. As shown in [Nes04, §2.2.1], this can be accomplished by defining
function φ0 as the quadratic
φ0 (z) = φ∗0 +

γ0
kz − v0 k2 ,
2

γ0 > 0 ,

(8.6)

and updating the parameters φ∗i , γi and vi recursively for all i ≥ 1. Also, a sequence {zi } , zi ∈
K, satisfying (8.5) is maintained recursively starting from an admissible initial iterate z0 . In
the resulting algorithmic scheme given by Algorithm 8.1, the recursive updates on φ∗i , γi and
vi are hidden in the updates of the vector yi ∈ Rn and the scalars αi and βi . The scalars
can be pre-computed once a lower iteration bound is determined as discussed in Section 8.2.
By precomputing, the algorithm can be made totally division-free which is crucial for high
computational speed on low-cost hardware.
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The most demanding step in each iteration of the fast gradient method is to evaluate
the projection (cf. Definition A.15) of a gradient step onto the feasible set in line 2 of
Algorithm 8.1, defined as


1
zK (yi ) , πK yi − ∇f (yi ) .
(8.7)
L
The ‘hardness’ of this step defines a ‘simple’ set K as a convex set for which the projection is easy to compute. Simple sets are, for example, the n-dimensional Euclidean ball,
the positive orthant, the simplex, box, hyperplane, halfspace, the second-order cone and
positive semidefinite cone (see Tables 5.1 and 5.2 for more examples of simple sets and
their corresponding projection operators).

8.1.3 Convergence Result
For convex optimization problems of type (8.1) with a (strongly) convex objective function f
with Lipschitz continuous gradient, the fast gradient method converges as follows.
Theorem 8.1 (Convergence of Algorithm 8.1). The sequence of iterates {zi }∞
i=1 obtained
∗ ∞
from Algorithm 8.1 generates a sequence of residuals {f (zi ) − f }i=1 whose elements satisfy
)
(
r i
4L
µ
∗
∗
f (zi ) − f ∗ ≤ min
1−
, √
(8.8)
√ 2 · [φ0 (z ) − f ] ,
L
2 L + i γ0
for all i ≥ 0, where

γ0 =

α0 (α0 L − µ)
.
1 − α0

(8.9)

p
Remark 8.1. The condition µ/L ≤ α0 in Algorithm 8.1 implies γ0 ≥ µ by (8.9). In the
context of input-constrained MPC, we will investigate γ0 = L only, since it will allow us to
derive easily computable lower iteration bounds (see Section 8.2.2). Note that in [RJM09],
the alternative choice of γ0 = µ is studied in the context of warm-starting.
Most notably, Theorem 8.1 provides a non-asymptotic convergence result which is essential for obtaining lower iteration bounds in Section 8.2. It states that the rate of convergence
is the best of a so-called linear convergence rate, which reduces the upper bound of the
initial residual at an exponential rate, and a sublinear convergence rate, which reduces it at
an order of O(1/i 2 )1 . Note that the variant of the fast gradient method in Algorithm 8.1
1

For a detailed discussion of convergence rates see Chapter 3.
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is based on λ0 = 1 with respect to its origin in the framework of estimate sequences
(cf. Definition 8.1).
Next, the above convergence result is expressed differently by means of the condition
number in order to provide more insight when compared to the convergence result of the
classic gradient (projection) method.
Definition 8.2 (Condition Number). On Rn , the condition number of a smooth, strongly
convex function f is defined as
κ,

L
,
µ

where L is the Lipschitz constant of the gradient ∇f and µ is the convexity parameter of
f (both with respect to Rn ).
The fastn gradientq
method
reduces the initial residual to a remaining residual  > 0 in
o
√
L
1
O(1) min
κ ln  ,  iterations. In contrast, the gradient method arrives at the same

accuracy in O(1) min κ ln 1 , L iterations which can make a significant difference if the
condition number is large. Moreover, the convergence result in Theorem 8.1 can be shown
to be optimal if one relies on first-order information only (see Chapter 5 for a detailed
discussion).

8.1.4 MPC-Specific Aspects of the Fast Gradient Method
We continue to show in detail how the fast gradient method can be applied to solve the
MPC problem (7.1) in the input-constrained case. In order to get a similar setup as the one
in (8.1), we eliminate all states from the MPC problem (7.1) and rewrite it in condensed
form as
JN∗ (x) = min JN (U; x)

(8.10)

subject to U ∈ U ,
N

with the sequence of inputs over the control horizon defined as U , (u0 , . . . , uN−1 ) and
confined to set UN , U × . . . × U. The objective function in (8.10) is
JN (U; x) =

1 T
1
U HU + x T M1 U + x T M2 x ,
2
2

(8.11)

where the involved matrices are easily derived from (7.1) and are given by
H = B T QB + R ∈ RNnu ×Nnu , M1 = AT QB ∈ Rnx ×Nnu , M2 = AT QA ∈ Rnx ×nx ,
(8.12)
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with R = IN ⊗ R, where IN denotes the identity matrix in RN×N , and

h

AT = Inx ATd





0
Bd



"
#
0


i


T
...
, Q = IN ⊗ Q 0 .
, B=
. . . AN
Bd
d
 Ad Bd

0
QN


..
..
..


.
.
.
AN−1
Bd AN−2
Bd . . B d
d
d
(8.13)

Computation of Constants L and µ for MPC As the objective function of the MPC
problem (8.11) is twice continuously differentiable, Lipschitz continuity of the gradient and
strong convexity of the MPC objective (8.11) can be established based on Lemma 4.3 and
Theorem 4.2. The next proposition summarizes these results for MPC.
Proposition 8.1. Both the Lipschitz constant L of the gradient and the convexity parameter µ of the MPC objective (8.11) are independent of the initial state x and are given by
the maximum (minimum) eigenvalue of the Hessian H, i.e.
L = λmax (H),

µ = λmin (H) .

The MPC objective is strongly convex on RNnu if the weighting matrices in (7.1) are chosen
as Q  0, QN  0 and R  0.
Projection on the Feasible Set The projection operator in (8.7) has to be computed
in every iteration of Algorithm 8.1. In the MPC context, this operation translates to



1
T
HYi + M1 x
,
(8.14)
UUN (Yi ) = πUN Yi −
L

where Yi ∈ RNnu .

As the feasible set is the direct product of N nu -dimensional sets and the objective
in (8.14) can be separated accordingly, it suffices to consider N minimization problems of
type
uU,k = πU (uf ,k ) ,

k = 0, . . . , N − 1 ,

(8.15)

where the original solution UUN (Yi ) is obtained from UUN (Yi ) = (u U,0 , u U,1 , . . . , u U,N−1 ).
The vectors uf ,k in (8.15) result from splitting up vector Uf (Yi ) into N nu -dimensional
vectors uf ,k , i.e. (uf ,0 , uf ,1 , . . . , uf ,N−1 ) = Uf (Yi ).
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The only challenge left is to solve the minimization problems (8.15) efficiently. In control
we often encounter upper/lower bounds on the control inputs that lead to an nu -dimensional
box U. Box constraints allow one to compute the projection (8.15) analytically by projecting
each component j of uf ,k according to the jth upper/lower bound of the box (see Tables 5.1
and 5.2 for other examples of sets with a cheap-to-evaluate projection operator). Even if
set U is an arbitrary polytope, there is the possibility of pre-computing an explicit solution
to (8.15) by means of multi-parametric programming with uf ,k as the parameter.
For some control problems, the feasible set of inputs U originates from a simple set that
is being translated, uniformly scaled and/or rotated. In this case, projection is as easy as
on the original simple set as the next lemma suggests.
Lemma 8.2. Let K ⊆ Rn be a closed convex set and πK its associated projection operator.
Projection of point z̄ ∈ Rn on the set
b = {z ∈ Rn | z = γW y + c, y ∈ K}
K

that is obtained from set K by translation with offset c ∈ Rn , positive scaling by γ > 0
and a linear transformation with an orthonormal matrix W ∈ Rn×n , can be accomplished
by

πKb (z̄) ≡ γW πK γ −1 W T (z̄ − c) + c .

Proof. A necessary and sufficient optimality condition for the projection y ∗ ∈ K of a
point ȳ ∈ Rn on the set K is given by Corollary A.1 as
(y ∗ − ȳ )T (y − y ∗ ) ≥ 0 ,

∀y ∈ K .

(8.16)

Using the transformation y = γ −1 W T (z − c) for all variables in (8.16) and the orthonormality property of W , W W T = In , we obtain
(z ∗ − z̄)T (z − z ∗ ) ≥ 0 ,

b,
∀z ∈ K

b
which is the optimality condition for the projection z ∗ of point z̄ on set K.

Remark 8.2. The separability property of the feasible set UN was used for simplifying
the projection. In case of state constraints, this beneficial property is lost, rendering the
projection a hard problem. So, the fast gradient method in the presented form cannot be
used to solve MPC problems with state constraints in the primal domain, but needs to be
applied in the dual domain as studied later in Chapter 9.
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8.2 Lower Iteration Bounds for Input-Constrained MPC
In this section we investigate how a lower iteration bound for the fast gradient method
can be deduced a priori such that any number of iterations greater or equal to this bound
guarantees some pre-specified suboptimality of the final iterate. Let us define formally the
optimal solution, an -solution and the lower iteration bound for input-constrained MPC
first.
Definition 8.3 (Optimal Solution). The unique optimal solution U ∗ is a feasible solution
for MPC problem (8.10) whose cost satisfies JN∗ (x) = JN (U ∗ ; x) for a given state x.
Definition 8.4 (-Solution). An -solution U is a feasible solution for MPC problem (8.10)
whose cost satisfies JN (U ; x) − JN∗ (x) ≤ ,  > 0, for a given state x.
Definition 8.5 (Lower Iteration Bound). We denote imin ≥ 0 a lower iteration bound if
for any number of iterations of the fast gradient method in Algorithm 8.1, i ≥ imin , an solution is retrieved for every initial state x ∈ X0 and a common  > 0. Therein, X0 ⊂ Rnx
denotes the compact convex set of initial states.
For deriving a lower iteration bound, a proper initialization of the fast gradient method
in Algorithm 8.1 turns out to be crucial. Section 8.2.1 introduces a generic initialization
framework that allows one to compute an upper bound of the initial residual in the multiparametric MPC case. We then define specific initialization strategies called cold- and warmstarting (Sections 8.2.2 and 8.2.3) for which Section 8.2.4 outlines computational methods.
The issue of determining a proper level of suboptimality  is the topic of Section 8.2.5.

8.2.1 A Generic Initialization Framework
In view of Theorem 8.1 and Proposition 8.1, the remaining unknown entities for deriving a
lower iteration bound for MPC according to Definition 8.5 are the multi-parametric equivalent to the upper bound of the initial residual φ0 (U ∗ ; x) − JN∗ (x) and the constant γ0 . In
this section we show how these entities can be determined if one adheres to the initialization
framework in the next lemma2 .
Lemma 8.3. Let Us ∈ RNnu be a (possibly infeasible) input sequence for initial state x,
and let L be the Lipschitz constant of the gradient of the MPC objective in (8.11). An
admissible initial iterate U0 in the sense of (8.5) is given by U0 = UUN (Us ) if we define
φ0 (U; x) , JN (Us ; x) + ∇JN (Us ; x)T (U − Us ) +
2

Private communication with Yurii Nesterov.

L
kU − Us k2 .
2
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Proof. According to (8.5), we have to show that
JN (U0 ; x) ≤ φ∗0 (x) ≡ min φ0 (U; x) .
U∈UN

(8.17)

Since φ0 (U; x) upper-bounds JN (U; x) globally by (8.3), choosing the initial iterate as
U0 = arg min φ0 (U; x)
U∈UN

(8.18)

certainly fulfills (8.17). Now, (8.18) can be interpreted as the projection in (8.14). For this
we observe that φ0 (U; x) can be rewritten as φ0 (U; x) = φ∗0,f (x) + L2 kU − Uf (Us )k2 by
developing the Taylor series at the point Uf (Us ) where the unconstrained minimum φ∗0,f (x)
is attained.
Next we state the main theorem of this chapter.
Theorem 8.2 (Lower Iteration Bound for Input-Constrained MPC). Assume that the initial
iterate for Algorithm 8.1 is chosen according to Lemma 8.3. A lower iteration bound to
obtain an -solution to MPC problem (8.10) for all initial states x ∈ X0 is given by
(
(&
'))
' & r
ln  − ln ∆
∆
p  , 2
imin = max 0, min
−2
,

ln 1 − µL
where the value of ∆ is defined as
#"
#
"
#T "
1
Us
Us
L · INnu − H −L · INnu + H
∆ , max
∗
∗
2 U (x)
L · INnu − H U (x)
−L · INnu + H

(8.19)

subject to x ∈ X0

U ∗ (x) = arg min JN (U; x) .
U∈UN

Proof. Defining φ0 as in Lemma 8.3, we first observe that γ0 = L (cf. (8.6)), independent
of the state x, and second, that ∆, defined by (8.19), is the maximum of the upper bound
of the initial residual φ0 (U ∗ ; x) − JN∗ (x) over all initial states x ∈ X0 . It remains to let the
right hand side of (8.8) be less or equal to  as a sufficient condition for an -solution.
Remark 8.3. The lower iteration bound given in Theorem 8.2 is the best possible for the
stated fast gradient method, but it is not necessarily tight. In fact, it is unknown if there
exists a problem instance for which this bound is tight.
The key for getting the lower iteration bound is to find the value of ∆ which depends
on the sequence Us . We will treat specific choices for Us next and state the corresponding
instances of problem (8.19).
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8.2.2 Cold-Starting MPC
A first strategy that we refer to as cold-starting is based on a fixed input sequence Us ,
where we restrict to Us = 0 for simplicity3 . If we characterize the optimal solution U ∗ at
state x by its KKT conditions assuming a polytopic input set U , {u ∈ Rnu | Gu ≤ g} with
G ∈ Rr ×nu , g ∈ Rr , then we arrive at the following cold-starting variant of (8.19)
1 ∗T
U (L · INnu − H) U ∗
2
subject to x ∈ X0

∆ = max

(8.20)

HU ∗ + M1 T x + G T λ∗ = 0

GU ∗ ≤ ḡ ,

λ∗ ≥ 0

λ∗j (GU ∗ − ḡ)j = 0 ,

j = 1, . . . , Nr ,

with matrix G , IN ⊗ G and vector ḡ , 1N ⊗ g, where 1N denotes the vector of all
ones of dimension N. The bilinear complementarity slackness constraint together with the
convex objective function render problem (8.20) nonconvex, which complicates its solution.
However, using the methods described in Section 8.2.4, the globally optimal solution can be
obtained for small problems. For problems that prohibit the exact computation of (8.20),
we can derive an upper bound that is easy to compute but introduces conservatism.
Proposition 8.2. Assume a cold-starting initialization strategy with Us = 0. If we define
rU2N = maxU∈UN kUk2 , then
∆≤

L 2
r N.
2 U

Proof. Fix x ∈ X0 . We evaluate function φ0 (U; x) at point U = U ∗ (x) with Us = 0 and
apply relation (8.2) to obtain
φ0 (U ∗ (x); x) ≤ JN∗ (x) +

L ∗
kU (x)k2 ,
2

so that by compactness of set UN , we have
∆ = max φ0 (U ∗ (x); x) − JN∗ (x) ≤
x∈X0

L
max kUk2 .
2 U∈UN

Note that Proposition 8.2 gives an upper bound of ∆ that is independent of the set of
initial states X0 and which is easy to compute, given a quadratic can be maximized over
the set U easily; for instance, let rU2 = maxu∈U kuk2 , then rU2N = NrU2 .
3

In fact, any feasible/infeasible input sequence can be chosen for Us , however, this will affect the solution
to problem (8.19). Still, it can be computed using the methods discussed in this chapter.
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8.2.3 Warm-Starting MPC
An alternative strategy is to re-start the fast gradient method from the -solution at the
previous time step. This strategy is called warm-starting and is a common technique to
initialize optimization methods if a reasonable guess about the solution can be made beforehand. Intuitively, we expect warm-starting to be promising for MPC. Having worked
out a suboptimal input sequence for the current state over N steps into the future and
having applied the first one according to the receding horizon control scheme, the remaining sequence should be close to optimal for the successor state and a reduced horizon of
N − 1 according to the principle of optimality. Re-using this tail sequence for initialization
of the fast gradient method for an N-step MPC problem at the successor state might still be
rewarding if a meaningful Nth element is appended. Let us define a generic warm-starting
strategy for the upcoming analysis next.
Definition 8.6. Let U,− = (u0, , u1, , . . . , uN−1, ) ∈ UN be an -solution at state x−∈ X0
in the sense of Definition 8.4. Assume that the first input of this sequence, u0, , is applied
to the plant and results in a measured successor state x ∈ X0 at the next time step. A
feasible warm-starting sequence for MPC problem (8.10) at the successor state x is
Us , (u1, , . . . , uN−1, , uN ) ,

uN ∈ U .

Since the warm-starting sequence Us now depends on the -solution U,− at the previous
time step, all possible warm-starting sequences from the convex set
(
"
#
)
S
U
,−
e s , U ∈ RNnu | U =
e ,− , uN ∈ U ,
U
, U,− ∈ U
(8.21)
uN
have to be considered for the computation of ∆. Note that the shifting matrix S ∈
R(N−1)nu ×Nnu is defined such that
(u1, , . . . , uN−1, ) = S (u0, , u1, , . . . , uN−1, ) .
e ,− is an outer approximation of the nonpolytopic set of -solutions at
In (8.21), the set U
the previous state x− ,

(8.22)
U,− , U ∈ RNnu | JN (U; x− ) ≤ JN∗ (x− ) + , U ∈ UN ,

e ,− is
which simplifies computations but introduces conservatism. From now on, set U
represented as stated next.
Lemma 8.4. An outer approximation of set U,− is given by
r


2
Nn
∗
N
e ,− , U ∈ R u | kU − Uk∞ ≤
U
,U∈U
,
−
µ

where U−∗ denotes the optimal solution at state x− .

(8.23)

100

8 Certification for Input-Constrained MPC

Proof. From the lower bounding property in (8.4) and the necessary and sufficient condition
for optimality of U−∗ (cf. Corollary A.1),

we obtain


∇JN (U−∗ ; x− )T U − U−∗ ≥ 0,
JN (U; x− ) − JN∗ (x− ) ≥

∀U ∈ UN ,

µ
U − U−∗
2

2

,

for all U ∈ UN which by k.k ≥ k.k∞ proves the lemma.
We finally get the warm-starting variant of problem (8.19) as
"
#T "
#"
#
1
Us
L · INnu − H −L · INnu + H
Us
∆ = max
2 U ∗ (x)
−L · INnu + H
L · INnu − H U ∗ (x)

(8.24)

s.t. x ∈ X0
e s (cf. (8.21) with some fixed uN ∈ U)
Us ∈ U

KKT conditions for U ∗ (x) and U−∗ (x− ) (cf. (8.20))
x = Ax− + Bu0, + w ,

w ∈ W ⊂ Rnx ,

where the latter state update relates states x− and x to each other while taking into
account an imperfect model by means of a bounded state disturbance w . This renders the
corresponding lower iteration bound practically relevant.
Remark 8.4. The only conservatism in the computation of ∆ according to (8.24) originates
e ,− ⊃ U,− which is used in the definition of set U
es.
from the outer approximation U

8.2.4 Computational Aspects

The aim of this section is to discuss solution approaches for problems (8.20) and (8.24) assuming a polytopic input set U. These problems belong to the class of bilevel optimization
problems [Bar98]. A standard solution approach in bilevel programming is to first characterize U ∗ (U−∗ ) by its KKT conditions and then express them as mixed continuous-binary linear
constraints in a Big-M framework. As shown in [JM09], also the convex quadratic objective
in the outer level problem can be rewritten as a linear function if additional binaries and
linear constraints are introduced. Since the remaining constraints are linear, the resulting
optimization problem is a single, mixed integer linear program that can be solved via branch
and bound. The main drawback of this formulation in practice is that Big-M bounds have
to be chosen which, if too conservative, may lead to slow progress in the computations.
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A different solution method that circumvents the Big-M framework is based on a branch
and bound strategy on the complementarity conditions and maximizing a convex quadratic
function over a polytope as a subproblem. The function solvebilevel in YALMIP [L0̈4]
implements this method.
Although the solutions to (8.20) and (8.24) are worst case exponential as follows from
the preceding discussion, it is worth noting that we do not require the optimal solution.
This is because the optimal value determines the lower iteration bound in Theorem 8.2 only
via the logarithm, thus, a good upper bound of this value is sufficient. Since branch and
bound provides lower and upper bounds during its execution, one can stop whenever the
gap is reasonably small.

8.2.5 On the Choice of the Level of Suboptimality
So far, we have assumed the level of suboptimality  to be some pre-determined constant.
In order to derive meaningful lower iteration bounds according to Theorem 8.2, we need to
think about what can be tolerated as a remaining residual. Since  is an absolute measure,
there is no general guideline for its choice; for instance, if the weighting matrices are scaled
by multiplication with a positive scalar, then for equivalent performance,  needs to be scaled
by the same scalar as well. In MPC, increasing  leads to performance degradation, but
more importantly, it will affect the stability properties of the closed loop since suboptimality
of the solution can be interpreted as a bounded, additive state disturbance as shown next.
Lemma 8.5. Let U be an -solution to MPC problem (8.10) at initial state x and let the
successor state be x+ = Ax + Bu , where u denotes the first element of U . Then we have
r
2
∗
x+ − x+ ≤ kBd k
,
µ
where x+∗ is the successor state under the optimal input u ∗ and µ is the minimum eigenvalue
of Hessian H.
Proof. Similarly to the proof of Lemma 8.4 and the properties of the norm, we obtain
µ
µ
ku − u ∗ k2 ≤ kU − U ∗ k2 ≤ JN (U ; x) − JN∗ (x) ≤  .
2
2
Using this relation in x+ − x+∗ ≤ kBd k ku − u ∗ k proves the result of this lemma.
As a consequence of Lemma 8.5, asymptotic stability under a suboptimal solution cannot
be established. In [MF99] the authors provide a thorough theoretical investigation of this
issue and propose to choose  such that the trajectories of the closed-loop system enter the

102

8 Certification for Input-Constrained MPC

maximal output admissible set in finite time. Inside this set, one can then use the (feasible)
unconstrained optimal solution which retains asymptotic stability guarantees. However, an
appropriate value for  is hard to compute and might be overly conservative. Therefore, we
recommend to choose  based on the (conservative) result in Lemma 8.5, given a specified
upper bound δmax on x+ − x+∗ .
Corollary 8.1. We have x+ − x+∗ ≤ δmax if  is chosen as
≤

2
µ δmax
.
2 kBd k2

8.3 Dependence of the Lower Iteration Bound on the
Problem Data
In this section, we establish links between the lower iteration bound and the MPC problem
data (Ad , Bd , Q, R, QN , N). Section 8.3.1 identifies the condition number as the principal
determinant of this bound and investigates its behavior for increasing horizons, whereas
Section 8.3.2 focuses on warm-starting and provides an asymptotic upper bound of the
lower iteration bound for Schur stable systems.

8.3.1 Dependence of the Condition Number on the Horizon
We observe from Theorem 8.2 that for a fixed  the lower iteration bound depends on
both the value of ∆N and the condition number κN , where from now on the subscript N is
used to make explicit the dependence of important entities on the horizon. However, the
influence of ∆N is via the logarithm only, so, for the upcoming analysis we will consider
the lower iteration bound to be primarily determined by the condition number, i.e. a small
(large) condition number gives rise to a small (large) lower iteration bound.
Let us investigate the condition number’s dependence on the horizon length next.
Lemma 8.6. Consider the MPC objective (8.11). The sequence of its convexity parameters
{µN } is nonincreasing with the horizon length N whereas the sequence of Lipschitz constants
of the gradient {LN } is nondecreasing.
Proof. To prove the first statement, we need to show that µN ≤ µN−1 for N ≥ 2. Since
µN−1 corresponds to the minimum eigenvalue of HN−1 , we have
µN−1 = min U T HN−1 U ,
kUk=1
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which by (8.11) and (7.1) can be equivalently written as
µN−1 = min 2 · JN−1 (U; 0)
kUk=1

= min

T
QN xN−1
xN−1

+

N−2
X

xkT Qxk + ukT Ruk

k=0

s.t. xk+1 = Ad xk + Bd uk ,
k(u0 , u1 , . . . , uN−2 )k = 1 ,

k = 0, . . . , N − 2 ,

x0 = 0 .


∗
Let u0∗ , u1∗ , . . . , uN−2
be the minimizing sequence of the above problem. Now, construct

∗
∗
∗
a new sequence 0, u0 , u1 , . . . , uN−2
. Since the latter sequence has unity norm, it is feasible
in the problem corresponding to the minimum eigenvalue µN and amounts to cost µN−1 ,
justifying µN ≤ µN−1 . The other statement is proven similarly.
Taking into account the definition of the condition number in Definition 8.2, the following
corollary is a trivial consequence of Lemma 8.6.
Corollary 8.2. The sequence of condition numbers {κN } of the MPC objective (8.11) is
nondecreasing with the horizon length N.
The asymptotic behavior of sequence {κN } depends on whether the system is stable or
unstable as shown next.
Proposition 8.3. If the system matrix Ad is Schur stable, the sequence {κN } converges.
Proof. The idea of the proof is to find a positive lower bound of µN and an upper bound
of LN that both do not depend on the horizon length. Then, since sequence {κN } is
nondecreasing (Corollary 8.2) and bounded, it converges by [Ber99, Proposition A.3].
By the definition of Hessian H in (8.12), a lower bound of µN is given by
µN = λmin (H) ≥ λmin (R) = λmin (R) (> 0 by positive definiteness of R) ,
whereas we can compute an upper bound of LN using the properties of the spectral norm
LN = kHk ≤ kBk2 kQk + kRk .
By the definition of the corresponding matrices in (8.13), we have
kQk = max{λmax (Q), λmax (QN )}

104

8 Certification for Input-Constrained MPC

and kRk = λmax (R), so only kBk2 is left to be bounded from above. For that we use the
relation kBk2 ≤ kBk∞ kBk1 , where k.k∞ (k.k1 ) denotes the induced infinity (one) norm,
defined as the maximum row (column) sum of the absolute matrix entries. From now on we
will only consider upperbounding term kBk∞ – a bound for kBk1 is derived similarly. From
the definition of the infinity norm and the specific structure of B in (8.13), we observe that
kBk∞



= AN−1
Bd , . . . , Ad Bd , Bd
d

∞

≤ kBd k∞

N−1
X

Akd

k=0

∞

.

Since matrix Ad can be decomposed into Ad = V JV −1 with complex-valued matrix V ∈
Cnx ×nx and Jordan normal form J = blkdiag (J1 , . . . , Jp ) ∈ Cnx ×nx , where p denotes the
number of distinct eigenvalues of Ad , we obtain
N−1
X

Akd ∞

k=0

≤ kV k∞ V

−1

∞

N−1
X

Jk

k=0

∞

.


By the block-diagonal structure of J, we conclude J k = blkdiag J1k , . . . , Jpk , so that
J

k
∞

= max

i=1,...,p

Jik ∞

≤

mX
max −1 


k
ρ(Ad )k−j ,
j

j=0

(8.25)

which follows from the specific structure of Jik with mmax = maxi=1,...,p mi being the
P
maximum algebraic multiplicity mi amongst all eigenvalues λi (Ad ) where pi=1 mi = nx . If
we use relation (8.25) and change the order of summation, we get
N−1
X
k=0

J

k
∞

≤

mX
max −1 N−1
X
j=0

k=0


mX
N−1
max −1
X k 
k
k−j
−j
ρ(Ad )
=
ρ(Ad )
ρ(Ad )k .
j
j
j=0
k=0

(8.26)

Since matrix Ad is assumed Schur stable, i.e. ρ(Ad ) < 1, and
∞  
X
a a
yb
, |y | < 1
y =
(1 − y )b+1
b
a=0
(see, e.g., [Wil06, §1.5]), the upper bound
∞
X
k=0

J

k
∞

≤

m
max
X
j=1

1
(1 − ρ (Ad ))j

follows if N → ∞ in (8.26). This completes the proof.
In fact, if the system is stable, the limit of the sequence of conditions numbers {κN } can
be computed exactly and is related to the H∞ -norm of a normalized system.
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Theorem 8.3. If the system matrix Ad is Schur stable, the sequence {κN } converges to
the limit
2
e
κ∞ = kG(z)k
∞ + 1,

e
where kG(z)k
∞ denotes the H∞ -norm of the normalized discrete-time system
1

x̃k+1 = Ad x̃k + Bd R− 2 ũk ,

1

ỹk = Q 2 x̃k .

Proof. This is a consequence of [GSD05, Corollary 11.5.2]. Note that the proof is much
more elaborate than the one of Proposition 8.3.
Differently, if the system is unstable, the condition number grows unbounded as proved
in the next proposition.
Proposition 8.4. Let the system matrix Ad be unstable, (Ad , Bd ) controllable and the
terminal penalty matrix QN be positive definite. Then the sequence {κN } grows without
bound.
Proof. We show that the maximum eigenvalue of the Hessian grows unbounded with the
horizon length. In order to prove this, let the horizon N be greater than the state space
dimension nx . Similarly to the proof of Lemma 8.6, we obtain for the largest eigenvalue of
the Hessian
LN = max 2 · JN (U; 0)
kUk=1

= max

xNT QN xN

+

N−1
X

xkT Qxk + ukT Ruk

k=0

s.t. xk+1 = Ad xk + Bd uk ,
k(u0 , u1 , . . . , uN−1 )k = 1 ,

k = 0, . . . , N − 1 ,

x0 = 0 .

Consider a feasible sequence (u0 , . . . , unx −1 , unx , . . . , uN−1 ) with uj = 0 for all j =
x
nx , . . . , N − 1, resulting in a terminal state xN = AN−n
xnx . By non-negativity of the stage
d
costs, we conclude that
x
xnx
LN ≥ xNT QN xN ≥ λmin (QN ) AN−n
d

2

.

Since the unstable system is assumed controllable, the sequence (u0 , . . . , unx −1 ) of unity
norm can be chosen such that for the resulting state xnx it holds that
AdN−nx xnx

→ ∞ for N → ∞ ,

which completes the proof of this proposition.
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Remark 8.5. Controllability of (Ad , Bd ) is a crucial assumption in Proposition 8.4. In
order to see this, consider the unstable system with
"
#
" #
2 0
0
Ad =
,
Bd =
,
Q = QN = I2 ,
R = 1.
0 0.1
1
In this example, (Ad , Bd ) is not controllable. It can be easily verified numerically that
the sequence of condition numbers converges, despite instability of the system.
Let us summarize the findings of this section. We have identified the condition number
as the key entity determining the lower iteration bound. From Corollary 8.2 we conclude
that the shorter the horizon length the smaller the condition number. We also conclude
from Theorem 8.3 that in case of a Schur stable system, a sufficient condition for a small
condition number is to have matrix Q small compared to R which is true if the performance
specifications are relaxed. Lastly, Proposition 8.4 indicates that for unstable systems and
long horizon lengths, the condition number and thus the lower iteration bound become
large.

8.3.2 Asymptotic Lower Iteration Bounds for Warm-Starting
For Schur stable systems, Theorem 8.3 gives a finite and computable upper bound of the
condition number for all horizon lengths. In this section, we will derive an asymptotic upper
bound of ∆N that is solely determined by the limit condition number κ∞ and the level of
suboptimality  in case of a specific warm-starting strategy. For this we require the following
lemma.
Lemma 8.7. If the system matrix Ad is Schur stable and the terminal penalty matrix QN
satisfies the Lyapunov Equation ATd QN Ad + Q = QN , then
∗
JN−1
(x) − JN∗ (x) → 0 ,

∀x ∈ Rnx ,

as N → ∞.
nx
Proof. Define the sequence {JN∗ (x)}∞
N=1 for any x ∈ R . The assumption on QN implies
∗
JN−1
(x) ≥ JN∗ (x) ≥ . . . ≥ 0 ,

i.e. the sequence converges and thus is Cauchy implying the statement of the lemma.
We can now prove the following theorem.
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Theorem 8.4. Let the system matrix Ad be Schur stable and assume that
A1 the terminal penalty matrix satisfies the Lyapunov Equation ATd QN Ad + Q = QN ,
A2 there is no state disturbance, i.e. W = {0}, and

A3 we apply a warm-starting strategy with the Nth element of Us in Definition 8.6 being
uN = 0 for all x ∈ Rnx .

Then ∆N ≤ κ∞ ·  at the limit N → ∞.

Proof. Let x ∈ Rnx . Similarly to the proof of Proposition 8.2, we have

LN
kU ∗ (x) − Us k2 ,
2
whereas by a similar reasoning as in the proof of Lemma 8.4, it holds that
µN
JN (Us ; x) − JN∗ (x) ≥
kU ∗ (x) − Us k2 .
2
If the latter two inequalities are combined, they yield
φ0 (U ∗ (x); x) − JN∗ (x) ≤

φ0 (U ∗ (x); x) − JN∗ (x) ≤ κN (JN (Us ; x) − JN∗ (x)) .
By Assumption A3, we have Us = (u1, , . . . , uN−1, , 0), with the first N − 1 elements
stemming from the tail of the -solution U,− = (u0, , u1, , . . . , uN−1, ) at the predecessor
state x− . Now, define the auxiliary sequence UN−1 , (u1, , . . . , uN−1, ) and notice that by
Assumption A1 it holds that
JN (Us ; x) = JN−1 (UN−1 ; x) .
Assumption A2 and the principle of optimality lead to
1 T
1 T
x− Qx− + u0,
Ru0, + JN−1 (UN−1 ; x)
2
2
≤ JN∗ (x− ) + 

JN (U,− ; x− ) =
and
JN∗ (x− ) ≤

1 T
1 T
∗
x− Qx− + u0,
Ru0, + JN−1
(x) ,
2
2

which, if combined, result in
∗
JN−1 (UN−1 ; x) ≤ JN−1
(x) +  .

Putting it all together, we obtain

∗
φ0 (U ∗ (x); x) − JN∗ (x) ≤ κN JN−1
(x) − JN∗ (x) +  ,

with the right hand side converging to κ∞ ·  for all x ∈ Rnx as by Theorem 8.3 and
Lemma 8.7.
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8.4 Optimal Preconditioning
Although Theorem 8.2 gives the best lower iteration bound for the stated fast gradient
method, we can potentially get smaller bounds by solving the problem in a different basis.
With V , P −1 U, using a nonsingular preconditioner P ∈ RNnu ×Nnu , the new Hessian of
the MPC problem in variable V becomes HP = P T HP .
In view of the conclusions of Section 8.3.1, we need a preconditioner that minimizes the
condition number of HP . The best we can hope for is a condition number of one, attained
1
if P = H − 2 . However, the fast gradient method requires the projection (8.14) onto the
feasible set be solved. In general, the optimal preconditioner will destroy the structure of
the feasible set, rendering the projection nontrivial. Therefore, we restrict ourselves to the
class of admissible preconditioner matrices, P ⊂ RNnu ×Nnu , whose elements conserve the
favorable projection properties of the feasible set. Under these restrictions, class P consists
of block-diagonal matrices in general, i.e.
P ∈ P ⇔ P = blkdiag (P0 , . . . , PN−1 ) ,

Pi ∈ Rnu ×nu ,

with invertible matrices Pi , i = 0, . . . , N − 1. This class also contains positive, diagonal
preconditioners for which a common rule of thumb is Pjj = Hjj−1/2 , j = 1, . . . , Nnu [Ber99].
Yet, for Nnu > 2, it is not guaranteed that this rule results in a new Hessian that has a
lower condition number than the original Hessian. Hence, we are interested in a reliable
method of computing the best possible preconditioner P ∗ ∈ P for the given problem, i.e. to
solve the optimization problem
κ∗ , min
P ∈P

λmax (HP )
.
λmin (HP )

(8.27)

This problem can be recast as a convex semidefinite program which can be solved by
interior point methods.
Proposition 8.5. Let CC T be the Cholesky factorization of Hessian H and µ = λmin (H). A
block-diagonal preconditioner P ∗ ∈ P that attains the minimum condition number in (8.27)
can be obtained from the minimizer E ∗ of the convex semidefinite program
min t
E,t

subject to H − µE  0
"
#
E
C
0
C T t · INnu

E  0, E ∈ P ,
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1

T
as Pi∗ = Wi Λi2 WiT , i = 0, . . . , N − 1, where Ei∗ = Wi Λ−1
i Wi , i = 0, . . . , N − 1, is the i th
block of the block-diagonal matrix E ∗ .

Proof. After deriving the following proof, it was found that optimal preconditioning has
already existed in the literature (see [BGFB94, §3.1]). Nevertheless, we give the proof for
the sake of completeness.
Observe that any solution P ∗ to problem (8.27) implies another solution cP ∗ with c > 0.
This non-uniqueness allows us to specify the additional constraint λmin (HP ) = µ without
changing the optimal value. By symmetry of HP we then obtain equivalently
min t
P ∈P

s.t. µ INm  P T HP  t INm ,

(8.28)

where at the optimum we clearly have λmin (HP ) = µ. By a change of variables, constraints (8.28) can be rewritten as
T

T

µP −1 P −1  H  tP −1 P −1 .
T

Defining E , P −1 P −1 , we note that P ∈ P implies E ∈ P and E  0 which can be
relaxed to E  0 since at the optimum, matrix E will be positive definite anyway. Finally,
Schur’s Lemma allows for the equivalence
"
#
E
C
H  tE ⇔
 0,
C T t · INnu
which completes the semidefinite reformulation of the problem. To reconstruct the optimal
−1
preconditioner P ∗ from matrix E ∗ , we simply notice that E ∗ is block-diagonal and positive
definite which allows one to construct P ∗ according to the rule in Proposition 8.5.
Remark 8.6. As a side result, Proposition 8.5 indicates that for optimality, it suffices to
restrict class P to block-diagonal, symmetric, positive definite matrices. The assignment
λmin (HP ) = µ was chosen for numerical robustness of the semidefinite program, although
it is acceptable to assign any positive number to λmin (HP ) in principle.

8.5 Numerical Examples
This section illustrates the theoretical findings of the paper and proves the applicability of
the fast gradient method in real-world MPC problems. Toward this end, we first take a
look at an illustrative example whose size allows the computation of ∆ by means of bilevel
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Procedure 8.1 Lower Iteration Bound for Algorithm 8.1 (Input-Constrained MPC)
1. Compute minimum eigenvalue µ = λmin (H)
2. Obtain optimal preconditioner P ∗ {Proposition 8.5}
3. Choose level of suboptimality  > 0 {Corollary 8.1}

4. Compute maximum eigenvalue L = λmax P ∗T HP ∗
5. Select initialization strategy and compute/upper-bound ∆ for the preconditioned problem:
6. if Cold-Starting {Section 8.2.2} then
7.
Solve bilevel problem (8.20) to obtain ∆ using methods from Section (8.2.4) or compute upper
bound of ∆ {Proposition 8.2}
8. else {Warm-Starting {Section 8.2.3}}
9.
Solve bilevel problem (8.24) to obtain ∆ using methods from Section (8.2.4)
10. end if
11. With µ, , L and ∆ (or upper bound of it), compute lower iteration bound imin {Theorem 8.2}

programming. Afterwards, we will resort to the conservative bound in Proposition 8.2 for
large-scale real-world MPC problems. For the latter, we also report certification results for a
primal-dual interior point method following [McG00] which are based on a second-order cone
reformulation of (8.10). YALMIP [L0̈4] is used as a modelling language in Matlab, CLP as
a QP solver and CPLEX as a mixed integer LP solver. SDPT3 [TTT99] solves semidefinite
programs arising from optimal preconditioning and SeDuMi [Stu98] the second-order cone
reformulation of (8.10). The results obtained from a mixed integer LP reformulation of
bilevel programs were validated for short horizons using the nonlinear solver bmibnb and
the solvebilevel function of YALMIP. All lower iteration bounds for the fast gradient method
were computed according to Procedure 8.1.

8.5.1 Illustrative Example
We consider the Schur stable four state/two input system from [JM08], restricting the
initial state to kxk∞ ≤ 10 and the input to kuk∞ ≤ 1. The weight matrices are the
identities. Figure 8.1 shows the condition number vs. the horizon length. As indicated by
Corollary 8.2, the condition number is a nondecreasing function of the horizon; we notice
the same behavior for the condition number under optimal diagonal preconditioning. The
dotted line indicates the limit condition number κ∞ (Theorem 8.3) that is valid for the
original, non-preconditioned setting.
Figures 8.2(a) and 8.2(b) depict the upper bound of the initial residual ∆ given by (8.20)
and (8.24) for cold- and warm-starting respectively. The conservative upper bounds for
cold-starting stem from Proposition 8.2, whereas the lower values originate from solving the
bilevel problem (8.20) to optimality. For warm-starting, the values of ∆ were also obtained
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Figure 8.1: Effect of preconditioning for the illustrative example: original (dashed, diamond) and preconditioned (solid, circle). The dotted line indicates κ∞ .

from bilevel programming for both no state disturbance, W = {0}, and a bounded state
disturbance, W = {w | kw k∞ ≤ 0.5}. The level of suboptimality  was chosen according
to Corollary 8.1 with δmax = 0.05 (this amounts to 0.5% of the largest considered state
norm) as  ≈ 1.2 · 10−3 , varying slightly with the horizon length.

We conclude that for cold-starting, ∆ grows with the horizon length whereas this is not
necessarily true for warm-starting. This is explained by Theorem 8.4 but is encountered
already at short horizon lengths in this example. Also, preconditioning not only decreases
the condition number but decreases ∆ as well. Note that in this example, ∆ increases
slightly for horizons N ≥ 7 in case of warm-starting which might well be an artifact from
the approximation in Lemma 8.4.
Figures 8.2(c) and 8.2(d) depict the lower iteration bounds following Theorem 8.2,
whereas Figures 8.2(e) and 8.2(f) show the expected number of floating point operations
(flops) given as
#flopsFGM = imin 2(Nnu )2 + 2Nnu nx + 5Nnu



and derived from Algorithm 8.1 assuming box constraints. The expected runtimes are
based on a computational performance of 1 Gflops/s. Under these assumptions, the best
guaranteed runtime for N = 10 is 7.5 µs in a practical setting assuming nonzero state
disturbance (warm-starting with preconditioning).
Finally, we justify the choice  ≈ 1.2 · 10−3 by considering larger suboptimality levels
E , {101 , 100 , 10−1 } and deducing from the results of a sampling procedure that our
choice based on Corollary 8.1 with δmax = 0.05 is sufficient for getting asymptotic stability.
In order to show this, we compute state trajectories for 15 time steps (setting W = {0})
starting from random initial states xj ∈ Xs , {xj ∈ R4 , j = 1, . . . , 100 | kxj k = 10} for
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Figure 8.2: A priori computational complexity results for the illustrative example. For coldstarting the dashed curves correspond to conservative estimates from Proposition 8.2 (original (square) and preconditioned (triangle)) whereas the solid
curves reflect the optimal values based on bilevel programming (original (diamond) and preconditioned (circle)). For warm-starting the dashed curves
hold for the case of no state disturbance (original (square) and preconditioned
(triangle)) whereas the solid curves are valid for the case of nonzero state
disturbance (original (diamond) and preconditioned (circle)).
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Figure 8.3: Effect of suboptimality for the illustrative example: Evaluation of cost
J(k; l , N = 5) defined in (8.29) on 100 random state trajectories for l ∈

E = 101 (square), 100 (triangle), 10−1 (diamond) . The dotted line indicates
the threshold qmin for entering the positive invariant set under LQR control.

every suboptimality level l ∈ E and for all horizon lengths N ∈ {2, 3, . . . , 10}. A single state of these trajectories is thereby denoted as xj (k; l , N), k = 0, . . . , 15, whereby
xj (0; l , N) = xj ∈ Xs . In this procedure, an l -solution Ul at state x is computed from
the convex problem
(Ul , t ∗ ) ∈ arg

min

U∈UN , t∈R

t

1
subject to U T HU ≤ t
2
1
t + x T M1 U + x T M2 x = JN∗ (x) + l .
2
For evaluation purposes, we define the cost
1
xj (k; l , N)T QLQR xj (k; l , N) ,
j=1,...,100 2

J(k; l , N) , max

(8.29)

which at each time step k is the maximum infinite horizon cost induced by (unconstrained)
LQR control. If this cost falls below an easily computable threshold qmin (see e.g. [McG00,
§6.1]), the LQR control law is feasible and remains so from this time step on (positive
invariance). Figure 8.3 depicts this cost for N = 5 and all suboptimality levels in E. We
observe a monotonic decrease over time and an eventual leveling depending on the value
of l . The dotted line in Figure 8.3 illustrates the threshold value qmin and indicates that
from time step k = 7 on, the LQR control law is feasible, i.e. asymptotic stability can
be ensured by switching to LQR control. For all other horizons, the cost (8.29) behaves
similarly as shown in Figure 8.3, so that by eventually switching to LQR control, asymptotic
stability can be regained for all l ∈ E and thus also for our original choice of  ≈ 1.2 · 10−3 .
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8.5.2 Real-World MPC Problems
The following lower iteration bounds hold for optimal diagonal preconditioning and coldstarting and are based on the conservative bound of ∆ in Proposition 8.2. For three of the
examples, we test the quality of the obtained bounds by drawing 1000 random initial states
and counting the number of iterations required to attain the specified level of suboptimality.
Also, we compare the expected numbers of flops – both for the lower iteration bound and
the maximum iteration count from sampling – with those of a cold-start short-step pathfollowing scheme of a primal-dual interior point method certified according to [McG00,
§4.1]. Although the short-step method provides the best theoretical guarantees, it is not a
practically relevant method; in practice, a popular choice is the Mehrotra predictor-corrector
variant (SeDuMi option pars.alg=2 ), so, we also compute the expected flops for this variant
from sampling. The flop count for the condensed formulation (8.10) is obtained from
#flopsIPM,d = iIPM,d

3
2
3 (Nnu )


+ 2(Nnu )2 ,

(8.30)

where iIPM,d denotes the number of interior point iterations (either certified or maximum
from sampling (100 samples)). Equation (8.30) captures the highest order terms in (N, nu )
and is correct up to a term O (Nnu ) as follows from [DZZ+ 12].
We also count the expected flops for a sparse formulation of the MPC problem, keeping
the states as decision variables (cf. (7.1)). In this case, the best flop count available is
#flopsIPM,s = iIPM,s (N + 1)

8 3
3 nx



+ nx2 nu + Nnx3 ,

(8.31)

where iIPM,s is the maximum number of iterations obtained from sampling (100 samples).
This flop count holds for box constraints and diagonal weight matrices Q, R and QN and
is exact up to a term O (N(nx2 + nu2 )) [DZZ+ 12]. Note that the flop count (8.31) is too
optimistic for the following examples as QN is nondiagonal. However, this will not affect
our conclusions.
Four-Area Power System Network
This example is a Schur stable 15 state/four input system taken from [VHRW08]. Figure 8.4(a) illustrates both the lower iteration bound and the number of iterations from
sampling as a min-average-max curve. We observe that the lower iteration bound is 2-2.2
times larger than the maximum observed iteration count. Note that the level of suboptimality  is chosen from Corollary 8.1 with δmax = 10−2 kxmax k∞ , leading to  ≈ 6.1 · 10−5 . A
reduction of the residual by one order of magnitude would lead to 5-14 additional iterations
depending on the horizon. Figure 8.4(b) depicts the expected flops (runtime) assuming
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(a) Fast gradient method: Lower iteration bound imin (triangle)
and min-average-max curve (diamond) obtained from sampling
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(b) Expected flops (runtime) for the fast gradient method (certified (triangle), sampled max. (diamond, 1000 samples)), interior point method
for condensed problem (certified (dashed, box), sampled max. (dashed,
circle, 100 samples)) and interior point method for sparse problem (sampled max. (dashdot, star, 100 samples))

Figure 8.4: Certification results for the four-area power system network

1 Gflops/s. Interestingly, we find that from horizon N = 6 on, the certified flop count
for the fast gradient method is smaller than the flop count for an interior point method
based on sampling, which proves that the fast gradient method is the method of choice
for this example. Different from the fast gradient method, there is a large gap between
the certified and the observed flop count for the interior point method. This confirms the
widely accepted view that lower iteration bounds for interior point methods are far off the
practically observed number of iterations.

116

8 Certification for Input-Constrained MPC
300

Iterations

200

100

0
5

7

9

11

13

15
17
Horizon N

19

21

23

25

(a) Fast gradient method: Lower iteration bound imin (triangle)
and min-average-max curve (diamond) obtained from sampling
(1000 samples)
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(b) Expected flops (runtime) for the fast gradient method (certified (triangle), sampled max. (diamond, 1000 samples)), interior point method
for condensed problem (certified (dashed, box), sampled max. (dashed,
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Figure 8.5: Certification results for the crude distillation column

Crude Distillation Column
This is a marginally stable 252 state/32 input system which originates from [PRW07], where
it is used to demonstrate a suboptimal, explicit MPC approach called partial enumeration.
The worst case computation time from simulation on a 1.2 GHz PC running Octave was
reported to be 1.3 s for a horizon of N = 25. However, for the fast gradient method, the
certified expected solution time is 450 ms assuming 1 Gflops/s as seen from Figure 8.5(b).
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Note that the lower iteration bound and a corresponding runtime estimate are easy to
derive and hold for a method that is very simple to implement compared to the complex
implementation of the partial enumeration method. For deriving the lower iteration bounds,
we have assumed δmax = 10−2 kxmax k∞ which led to  ≈ 9.5 · 10−7 . Decreasing the residual
by one order of magnitude would take between 9 and 22 additional iterations depending on
the horizon. Figure 8.5(a) illustrates the obtained lower iteration bounds and the number of
iterations from sampling. The maximum iteration counts are within a factor of 2.4 to 2.85
of the lower iteration bound. The expected flops (runtime) given in Figure 8.5(b) make
clear that the fast gradient method is the method of choice as its certified flop count is
well below the sampled interior point flop count for all horizon lengths. Again, there is a
large gap between certified and sampled flops for the interior point method.
Active Noise and Vibration Control
This is an 18 state/one input marginally stable model of a flexible beam from [WBF+ 08].
Since the state bounds were unknown,  had to be chosen based on simulating different
scenarios. It was found that  = 10−2 gives a typical relative accuracy in the cost of less
than 0.1%. Under this assumption, Figure 8.6(b) shows an expected runtime of 220 µs
for a horizon length of N = 12 assuming a computational performance of 200 Mflops/s
which corresponds to the setup in [WBF+ 08]. Therein a measured runtime of 138 µs for
an active set method implemented in assembler code is reported. Comparing both methods
is difficult though, since the active set method is run up to optimality and the reported
computation time also includes memory operations. Still, one observes that the guaranteed
computation time for the fast gradient method is well in the scope of this implementation
that comes without hard runtime guarantees. A verification of the lower iteration bounds
using 1000 sampled initial states shows that they are off by factors 1.7-2.7 only (see the
min-average-max curve in Figure 8.6(a)). Decreasing the residual by one order of magnitude
would require 6-17 additional iterations depending on the horizon.
According to Figure 8.6(b), the expected flops (runtime) for the fast gradient method
(certified and sampled) are well below the certified lower iteration bounds for a dense
implementation of an interior point method. However, in this example, the sampled flops
(runtime) of the dense implementation are below the one of the fast gradient method;
note, though, that these figures, which are based on the flop count in (8.30), are too
optimistic as they omit some lower-order terms in N and nu . Finally, we observe that a
sparse implementation of an interior point method is not beneficial in this example, since
the number of states is high compared to the number of inputs and the considered horizon
lengths are not too large (cf. the expected flop count in (8.31) which is linear in the horizon
lenght N but cubic in the state dimension nx ).
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Figure 8.6: Certification results for active noise and vibration control

Power Converter Control
In [RMM10] we report a first implementation of the fast gradient method to power converter
control (six states/two inputs, 12 other parameters, e.g. radius of input set, horizon lengths
N ∈ {3, 4, 5}). This is a challenging application due to a sampling frequency in the kHz
range and a hexagonal-shaped input set that rotates over the prediction horizon rendering
an explicit MPC approach impossible. With the fast gradient method and a cold-starting
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strategy, guaranteed solution times of 50 µs were obtained on a 16 bit fixed-point DSP (600
MHz) using less than 1 kByte of memory. Despite the limited computational precision,
the relative accuracy of the solutions was less than 0.1% in all scenarios emphasizing the
numerical robustness of the method.
Other Applications
Ball on Plate The Master’s thesis in [Wal10] investigates the real-time control of a ballon-plate system on an industrial embedded platform based on an Intel Celeron processor
(266 MHz). For the MPC control of the two axes (each axis is modeled with two states/one
input) at a sampling rate of 100 Hz and a horizon length of N = 30, the lower iteration
bound to guarantee a level of suboptimality of  = 10−6 for the fast gradient method is
seven iterations only. A clip of the system is available online.
Quadrotor The Master’s thesis in [Bur11] uses the fast gradient method for trajectorytracking of a quadrotor. By a feed-forward inversion of nonlinearities, each axis can be
controlled independently (each axis is modeled with two states/one input), where for a
– in the application context – high accuracy of  = 10−3 , the lower iteration bound is
30 iterations, which allows for an implementation on an embedded platform (Intel Atom,
1.6 GHz).

8.6 Conclusions
In this chapter, we have investigated several aspects of the fast gradient method for the solution and a priori computational complexity certification of input-constrained linear-quadratic
MPC problems. We have found that the application of the method is straightforward whenever the states are eliminated from the MPC problem formulation (so-called condensing ). In
order to obtain the best possible lower iteration bound, a bilevel program, which in general
is NP-hard, needs to be solved for both cold- and warm-starting of the fast gradient method.
However, an easy-to-compute approximation for cold-starting was derived, giving meaningful lower iteration bounds as found by several real-world examples. The sampling-based
validation of the lower iteration bounds revealed their practical relevance; the bounds were
found to be off only by 1.7-2.85 times the maximally observed iteration count from sampling, which corresponds well with the results of the computational study in Section 6.4.1.
On the contrary, the lower iteration bounds for an interior point method were found to
be two to three orders of magnitude higher than the observed number of iterations for all
examples and all horizon lengths. While this was anticipated from the existing literature,
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the superiority of the fast gradient method over an actual implementation of the interior
point method in terms of runtime came as a suprise: Not only was the observed runtime
of the fast gradient method less than the observed runtime of the interior point method in
most of the sampled scenarios, but in many of them even the certified runtime of the fast
gradient method was less than the observed runtime of the interior point method.

9 Certification for Input- and
State-Constrained MPC
In this chapter, we investigate the certification of the fast gradient method for the solution
of the input- and state-constrained linear-quadratic MPC problem (7.1). Different to Chapter 8, the fast gradient method cannot be applied any more in the primal domain, since the
evaluation of the projection operator of the (primal) feasible set


(uk , xk ) ∈ U × X, xN ∈ Xf xk+1 = Ad xk + Bd uk , x0 = x, k = 0 . . . N − 1

is non-trivial in general, even if the convex sets U, X and Xf are ‘easy-to-project’; the inherent complication comes from the intersection of these sets with the affine set determined
by the state update equation. Note that the situation does not change if the states are
expressed as a function of the initial state x and the sequence of inputs (u0 , u1 , . . . , uN−1 )
as in the case of input-constrained MPC (so-called condensing, cf. Section 8.1.4). Consequently, the approach taken in this chapter will be based on partial Lagrange relaxation
which relaxes the complicating equality constraints and solves the dual problem. If the sets
U, X and Xf can be described as the intersection of finitely many level sets of convex functions, then one could think of relaxing also these set constraints (full Lagrange relaxation).
However, full Lagrange relaxation is not preferable if these sets are ‘easy-to-project’, since
1. the lower iteration bounds can be proved to be never better than for the case of
partial Lagrange relaxation, and
2. any intermediate, non-optimal control sequence is potentially infeasible with respect
to the input set UN , i.e. cannot be applied directly to the physical system.
Problem Setup For investigating the certification aspects of the input- and state-constrained
MPC problem (7.1), we frame it as the convex multi-parametric program
1 T
z Hz + g T z
2
s.t. Az = b

f ∗ (b) , min f (z) =

z ∈ K,

(9.1)
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with decision variable z ∈ Rn and the right hand side of the equality constraint b ∈ Rm
as the parameter. We assume f : Rn → R to be a strongly convex quadratic function,
i.e. Hessian H is positive definite, and K to be a nonempty closed convex subset of Rn .
We furthermore assume set K to be ‘simple’, so that Euclidean projection can be evaluated
at low computational cost (for a list of simple sets see Table 5.1). Rank assumptions on
matrix A ∈ Rm×n will be made explicit where appropriate.
It can be verified that MPC problem (7.1) complies with the general setup in (9.1) if we
define the decision vector as
z , (x0 , x1 , . . . , xN , u0 , . . . , uN−1 ) ∈ R(N+1)nx +Nnu
and the parameter as
b , Bx ,

(9.2)

T
with matrix B , Inx , 0, . . . , 0 ∈ R(N+1)nx ×nx and x ∈ Rnx being the initial state of the
system. This leads then to the matrices

H , blkdiag Q, . . . , Q, QN , R, . . . , R ,

and the set

g , 0,


0 ··· ···
0
0 ··· ··· 0
−Inx
A
0 Bd 0 · · · 0 

 d −Inx 0 · · ·

..
... ... ...
. . . .. 

A , − 0
.
0 Bd
. 


 ..
.. . .
.
.
.
.
 .
. 0
.
. Ad −Inx
0
.
0
···
0
Ad −Inx 0 · · · 0 Bd

(9.3)

K , X × . . . × X × Xf × U × . . . × U .
Contribution and Outline This chapter discusses the main certification issues for solving
the multi-parametric convex program (9.1) in the framework of partial Lagrange relaxation
using the fast gradient method. We start in Section 9.1 with a review of both Lagrange
relaxation and the fast gradient method and then refer to recent literature that is related
specifically to this solution framework (Section 9.2). Thereafter, Section 9.3 defines the
certification problem of interest, summarizes basic assumptions that hold throughout the
chapter and shows when these assumptions are satisfied in the case of input- and stateconstrained MPC. In Section 9.4, we first define the smallest lower iteration bound for the
solution of the dual problem and then proceed to discuss the computation of its defining

9.1 Dual Solution Framework

123

entities. The first entity is the worst case minimal distance between an initial dual iterate
and a Lagrange multiplier. The ability to compute this entity crucially depends on properties
of the map that assigns to every parameter b in problem (9.1) the aforementioned minimal
distance; in Section 9.4.1, we will find that under some assumptions, this function is in fact
convex. Section 9.4.2 elaborates on computing the second important entity which is the
smallest Lipschitz constant of the dual gradient. Since the Lipschitz constant determines the
step size in the fast gradient method, the latter investigation is of practical importance even
when certification is not an issue. The discussion will also allow us to prove that – in the
case of a polyhedral set K – the lower iteration bounds for partial Lagrange relaxation are
always at least as good as the ones for full Lagrange relaxation. After that, in Section 9.4.3,
we show that optimal preconditioning of the dual problem cannot be proved to decrease the
smallest lower iteration bound.
Since the assumptions for the computation of the worst case minimal distance between
an initial dual iterate and a Lagrange multiplier are hard to validate in general (cf. Section 9.4.1), Section 9.5 presents a computable upper bound for the special case of a coldstarting initialization strategy. In this case, the problem corresponds to bounding the norm
of (multi-parametric) Lagrange multipliers. We apply this scheme then in Section 9.6 for
the certification of input- and state-constrained MPC of a real-world ball on plate system
and, for reference, summarize the necessary steps for certification. By the conservatism
introduced in Section 9.5, it turns out that the lower iteration bounds are three orders of
magnitude off the practically observed number of iterations. Finally, Section 9.7 summarizes the obtained results and states some open questions with respect to the findings in
this chapter.

9.1 Dual Solution Framework
This section summarizes the essential steps for the solution of (9.1) in the dual domain.

9.1.1 Lagrange Relaxation
Assume that for a parameter b, the feasible set of (9.1) is nonempty such that by strong
convexity of f and closedness of the feasible set, a unique minimizer z ∗ (b) exists. In order
to obtain it by Lagrange relaxation, we eliminate the complicating equality constraint, define
the dual function
d(λ; b) , min f (z) + λT (Az − b) ,
z∈K

(9.4)
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Algorithm 9.1 Fast Gradient Method for the Dual Problem (9.5)
√
Require: Initial iterates λ0 ∈ Rm , µ0 = λ0 ; α0 = ( 5 − 1)/2,
dual Lipschitz constant Ld of ∇d (λ; b) (cf. Theorem 9.1 and Theorem 9.7)
1: loop
2:
λi+1 = µi + L1 · ∇d (µi ; b) {cf. Theorem 9.1 and Theorem 9.7}
qd

α
3:
αi+1 = 2i
α2i + 4 − αi
4:

βi =

αi (1−αi )
α2i +αi+1

5:
µi+1 = λi+1 + βi (λi+1 − λi )
6: end loop

with multiplier λ ∈ Rm and solve the concave dual problem
d ∗ (b) , sup d(λ; b) .

(9.5)

λ∈Rm

Note that we leave the set constraint in the definition of the dual function, an approach
called partial Lagrange relaxation or partial elimination [Ber99, §4.2.2].
If the supremum is attained (see Remark 9.2 in Section 9.3 for sufficient conditions), we
denote the closed convex set of dual optimal solutions as
Λ∗ (b) = arg maxm d(λ; b)
λ∈R

(9.6)

and refer to any λ∗ ∈ Λ∗ (b) as a Lagrange multiplier. If strong duality holds, i.e. d ∗ (b) =
f ∗ (b), then by strong convexity of f and [Roc97, Corollary 28.1.1], the primal minimizer
can be recovered from z ∗ (λ∗ ) where
z ∗ (λ) = arg min f (z) + λT (Az − b) .
z∈K

(9.7)

So, Lagrange relaxation allows us to solve the primal problem (9.1) via its dual (9.5).

9.1.2 The Fast Gradient Method in the Dual Domain
In order to solve the dual problem (9.5), we consider the variant of the fast gradient
method given by the constant step size scheme II of [Nes04, §2.2.1], which is the same
variant as used for input-constrained MPC in Chapter 8. For the sake of convenience,
Algorithm 9.1 re-states this method using the notation of this chapter as well as considering
now maximization. Note that the gradient step under the constant step size 1/Ld in line 2
requires the dual gradient ∇d (λ; b) and its Lipschitz constant Ld . Both can be computed
according to the next theorem, which will be re-visited and improved in Section 9.4.2.
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Theorem 9.1. If the Hessian H of the objective in (9.1) is positive definite, the dual
function d(λ; b) has a Lipschitz continuous gradient
∇d (λ; b) = Az ∗ (λ) − b ,
i.e. for each parameter b and any λ1 , λ2 ∈ Rm we have
k∇d (λ1 ; b) − ∇d (λ2 ; b)k ≤ Ld kλ1 − λ2 k ,

(9.8)

with a parameter-independent Lipschitz constant Ld = kAk2 /λmin (H), where kAk denotes
the maximum singular value of A and λmin (H) is the smallest eigenvalue of H.
Proof. The first statement follows from Danskin’s Theorem in [Ber99, Proposition B.25]
that applies if we modify the (potentially non-compact) feasible set K in (9.4) at every
multiplier λ ∈ Rm by adding the convex set constraint

z ∈ z ∈ Rn | f (z) + λT (Az − b) ≤ d(λ; b) + 0 , 0 > 0 ,
which contains the minimizer z ∗ (λ) and is compact by strong convexity of f . Lipschitz
continuity of the gradient follows from [Nes05, Theorem 1].

It follows that for solving the dual or outer problem (9.5) using the fast gradient method,
the inner problem (9.4) needs to be solved in every iteration to determine the dual gradient.
Remark 9.1. Under the strong convexity assumption on the objective of problem (9.1),
the dual gradient is Lipschitz continuous, which is a crucial prerequisite for the fast gradient
method. Note though that the dual function lacks strong concavity in general. According to
the complexity results in Table 4.3, the fast gradient method can only be shown to converge
sublinearly in this case (instead of linearly as in the (strongly convex) input-only-constrained
MPC case in Chapter 8).

9.2 Related Work
The certification of problem (9.1) with a general smooth convex objective f is studied in
[LM09]. The authors derive a lower iteration bound for an augmented Lagrangian approach
that ensures a smooth (augmented) dual function. It is assumed that the inner problem
is solved by the fast gradient method, whereas the outer problem is solved by the classic
gradient method. The derived bound on the overall number of fast gradient iterations
holds under inexact gradients obtained from suboptimal solutions of the inner problem.
A guess-and-check procedure circumvents the computation of the distance between the
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initial dual iterate and the set of Lagrange multipliers which is an important entity for
determining the lower iteration bound. Consequently, no a priori lower iteration bound as
considered in this thesis can be computed. The work in [DGN12b] proposes to smooth
the (potentially nonsmooth) dual function and to add a strongly concave quadratic such
that a lower iteration bound on the required fast gradient iterations to obtain a ‘nearly
primal feasible’, suboptimal solution can be derived. The cost of solving the inner problems
is thereby neglected. In [DKDS11], the relaxed constraints are linear inequalities. By
constraint tightening and the theory developed in [NO09], a lower iteration bound for
obtaining a primal feasible iterate is derived. The bound depends on a Slater point and
is valid for a projected gradient method solving the outer problem while the inner one is
solved by conjugate gradients. A conservative lower iteration bound for a single problem
instance is stated, however, a generalization to the multi-parametric case is not discussed.
Conclusively, none of the above approaches considers certification of the multi-parametric
variant of (9.1).

9.3 Definitions and Assumptions
In this section, we define the certification problem in terms of a dual d -solution and state
assumptions that implicitly hold throughout this chapter. For the specific case of MPC,
Section 9.3.1 states conditions on the problem data that ensure that these assumptions are
fulfilled. Let us start with the definition of important sets.
Definition 9.1 (Set of Admissible Parameters). The closed convex set of admissible parameters B ⊆ Rm contains all right hand side vectors b of the equality constraint such that
problem (9.1) is feasible, i.e. b ∈ B ⇐⇒ f ∗ (b) < +∞.

Definition 9.2 (Set of Certified Parameters). The set of certified parameters Bc ⊆ B
contains all instances b ∈ B for which a lower iteration bound according to Definition 9.4
is to be derived.
Definition 9.3 (Dual d -Solution). Let b ∈ Bc . For a specified d > 0, a dual d solution λd ∈ Rm for the dual problem (9.5) satisfies d ∗ (b) − d(λd ; b) ≤ d .
Definition 9.4 (Lower Iteration Bound). We denote imin,d a lower iteration bound if for
any number of iterations of the fast gradient method in Algorithm 9.1, i ≥ imin,d , a dual
d -solution is retrieved for every parameter b ∈ Bc and a common d > 0.
Definition 9.5 (Computational Complexity Certification). The computational complexity certification problem for the parametric problem (9.1) consists in determining a lower
iteration bound imin,d for the solution of the dual problem, given a pre-specified set of
parameters Bc .

9.3 Definitions and Assumptions
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Throughout this chapter we make the following assumptions.
Assumption 9.1. For every parameter b ∈ Bc , a Lagrange multiplier exists and strong
duality holds.
Assumption 9.2. The inner problem (9.4) can be solved exactly.
Assumption 9.3. The certified set of parameters Bc is compact and convex.
Remark 9.2. Assumption 9.1 holds true if for every b ∈ Bc a feasible point z̄(b) in the
relative interior of K exists, i.e. Az̄(b) = b, z̄(b) ∈ ri K (cf. [Ber09, Proposition 5.3.3]). A
milder premise holds if K is polyhedral (cf. [Ber09, Proposition 5.3.6]).
Remark 9.3. Assumption 9.2 is satisfied for important problem instances of model predictive control (see the following discussion in Section 9.3.1), network resource allocation and
others (cf. [NO09, §2.2]). See [DGN11], [SRB11] and [Bae09] for convergence of the fast
gradient method in case the inner problem cannot be solved exactly.

9.3.1 Assumptions on the MPC Problem Data
For the case of input- and state-constrained MPC, it can be verified that the basic assumptions on problem (9.1) together with the ones stated in Assumptions 9.1 to 9.3 are satisfied
if the MPC problem data has the following properties:
• The penalty matrices Q, QN and R are positive definite (ensures strong convexity
of f ). Assumption 9.2 is satisfied, for instance, if the penalty matrices Q and R are
diagonal and the sets U and X are boxes in Rnu and Rnx respectively, and, additionally,
the pair (QN , Xf ) complies with one of the following two cases:
(i) Xf is a level set of the terminal penalty function, i.e.


nx 1 T
Xf = x ∈ R
x QN x ≤ c , c > 0 .
2
(ii) Penalty matrix QN is diagonal and Xf is a box in Rnx .
In both cases the inner problem (9.4) can be solved exactly by a series of 2N projections on boxes and one projection on either a two-norm ball or a box, all of which can
be easily computed.
• If the sets U, X and Xf are polyhedral and the set of initial states X0 is a subset of the
set of admissible initial states {x ∈ Rnx | (7.1) is feasible at x}, then Assumption 9.1
is satisfied (cf. [Ber09, Proposition 5.3.6]).
• The set of initial states X0 is compact and convex (ensures Assumption 9.3).
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Remark 9.4. It is common practice to avoid an MPC formulation with an elliptic terminal
set Xf as in case (i), since this leads to a quadratically constrained QP which requires
different solver implementations than a standard QP. However, an elliptic terminal set is
the most practical choice for high-dimensional state spaces, e.g. nx > 10.

9.4 The Smallest Lower Iteration Bound
In this section, we investigate the aspects related to the computation of a lower iteration
bound in the sense of Definition 9.4. For its practical importance, the focus will be laid on
deriving the smallest lower iteration bound as given in the next theorem.
Theorem 9.2. Let the initial iterate of the fast gradient method be determined by function
λ0 : Rm → Rm for every parameter b ∈ Bc , and let L∗d be the smallest Lipschitz constant of
the gradient of the dual function. The smallest lower iteration bound for the fast gradient
method in Algorithm 9.1 is given by
 s
 


∗ 2
Ld ∆d
∗
, 0 ,
imin,d
= max 
2
−
2
 

d


where ∆2d , supb∈Bc h∗ (b) and

h∗ (b) , min
kλ − λ0 (b)k2 .
∗
λ∈Λ (b)

(9.9)

Proof. The lower iteration bound follows from the convergence result of the fast gradient
method in Theorem 8.1, which itself is based on [Nes04, Theorem 2.2.3]. Note that the
convergence result in Theorem 8.1 in the dual maximization case reads, for every parameter
b ∈ Bc ,
d ∗ (b) − d(λi ; b) ≤

4Ld
∗
∗
√
√ 2 · [d (b) − φ0,d (λ ; b)] ,
2 Ld + i γ0

(9.10)

for all i ≥ 0, where Ld is a Lipschitz constant of ∇d (λ; b), λ∗ is a Lagrange multiplier
from the set Λ∗ (b) and scalar γ0 is given by
γ0 =

α20 Ld
,
1 − α0

(9.11)

since the concavity parameter of the dual function is zero. In order to derive a lower iteration
bound imin,d from the sufficient condition
4Ld
∗
∗
√
√ 2 · [d (b) − φ0,d (λ ; b)] ≤ d ,
2 Ld + imin,d γ0

(9.12)
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it remains to determine constant γ0 and to upper bound the difference d ∗ (b) − φ0,d (λ∗ ; b)
for all considered parameters b ∈ Bc . In order to do so, let us define function φ0,d from
the estimate sequence framework introduced in Section 8.1.2 as
φ0,d (λ; b) = d(λ0 (b); b) −

Ld
kλ − λ0 (b)k2 ,
2

(9.13)

where λ0 (b) is the (parameter-dependent) initial dual iterate. Comparing this with (8.6),
√
we conclude that γ0 = Ld , which implies α0 = ( 5 − 1)/2 by (9.11) (cf. Algorithm 9.1).
Defining function φ0,d as in (9.13) trivially implies

d(λ0 (b); b) = maxm φ0,d (λ; b) ,
λ∈R

so that λ0 (b) is indeed an admissible initial iterate for the fast gradient method according
to (8.5)1 . Also, we observe that
d ∗ (b) − φ0,d (λ∗ ; b) ≤ Ld kλ∗ − λ0 (b)k2 ,

∀λ∗ ∈ Λ∗ (b)

by the Descent Lemma (Lemma 4.4) and the fact that the dual gradient vanishes at a
Lagrange multiplier, i.e. ∇d (λ∗ ; b) = 0. The latter upper bound depends on the parameter b, so that in the multi-parametric case, the worst case distance between an initial dual
iterate and a Lagrange multiplier (or an upper bound of it) that holds for all parameters
b ∈ Bc has to be determined (see definition of ∆2d in the theorem). Putting all together
and solving (9.12) for imin,d then gives a lower iteration bound.
∗
In order to facilitate the computation of the smallest lower iteration bound imin,d
, the
∗
Lipschitz constant Ld needs to be replaced by the smallest Lipschitz constant Ld (cf. Section 9.4.2 for its computation) and the Lagrange multiplier of shortest distance to the
initial dual iterate λ0 (b) has to be selected in the computation of ∆∗d (cf. definition of
function h∗ (b) in (9.9)). This completes the proof.

The problem of determining ∆2d , which is the worst case minimal squared distance between
an initial iterate and a Lagrange multiplier in the multi-parametric case, is addressed in
Section 9.4.1. In Section 9.4.2, the smallest Lipschitz constant L∗d is derived under mild
assumptions, whereas Section 9.4.3 investigates preconditioning of the dual problem in order
to further decrease the smallest lower iteration bound by a change of variables.
Remark 9.5. Even if we were able to compute the smallest lower iteration bound, this
would not necessarily imply that it is tight. Actually, it is unknown if there exists a problem
instance for which the bound in Theorem 9.2 is tight.
1

Note that in the input-constrained MPC case, the initial iterate of the fast gradient method has to be
obtained from a projection operation (cf. Lemma 8.3).
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Remark 9.6. Instead of obtaining a dual d -solution λd , many applications require a suboptimal, primal feasible solution to (9.1). We assume that an approximate primal solution
is obtained from z ∗ (λd ) according to (9.7). By nature of the dual scheme, this solution is
primal infeasible with respect to the equality constraint in (9.1) in general.
An alternative definition of a dual ˜d -solution λ˜d is to require a bound on the primal
infeasibility, i.e.
kAz ∗ (λ˜d ) − bk ≤ ˜d

(9.14)

for all parameters b ∈ Bc , which in view of Theorem 9.1 is equivalent to making the norm
of the dual gradient sufficiently small. A naive approach based on the inequality
1
kAz ∗ (λ˜d ) − bk2 ≤ d ∗ (b) − d(λ˜; b) ,
2Ld
∗
which stems from the Descent Lemma (Lemma 4.4), and the upper bound
 on d (b) −
d(λ˜; b) in (9.10) leads then to an alternative lower iteration bound in O Ld˜d∆d which is
considerably worse than the lower iteration bound in Theorem 9.2. However,
a recent
 result
q
Ld ∆d
Ld ∆d
if the
in [Nes12] indicates that the lower iteration bound indeed is in O
˜d ln ˜d
dual function is regularized by a concave quadratic term whose Hessian depends both on
∆d and ˜d . This complexity is optimal up to a logarithmic factor but requires the value of
∆d to be applicable in the context of certification.

In MPC, the alternative lower iteration bound based on (9.14) is of special interest, since
the violation of the equality constraint can be interpreted as a state disturbance. In this
sense, any violation of the equality constraint that is in the range of an a priori defined state
disturbance, e.g. from model mismatch, can be tolerated in general.

9.4.1 Properties of the Minimal Distance Between an Initial
Iterate and a Lagrange Multiplier
In this section, we investigate the computation of ∆2d , given in Theorem 9.2 as
∆2d = sup h∗ (b) ,

(9.15)

b∈Bc

with h∗ (b) denoting the minimal Euclidean distance between an initial dual iterate λ0 (b)
and the set of Lagrange multipliers Λ∗ (b) (cf. (9.9)).
The investigation is of importance in various contexts:
• The lower iteration bound in Theorem 9.2 is linearly dependent on ∆d , i.e. any conservatism from a potential upper bound on ∆d directly deteriorates the lower iteration
bound.
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• Knowing ∆d allows one to extend the approaches in [LM09, DGN11] to parametric
problems and to determine the regularization term in [Nes12] (cf. Remark 9.6).
• The value of ∆d is also important for exact penalty functions [Ber99, §5.4.5]. To
illustrate this, let the initial dual iterate be in the origin of the dual domain for all
parameters, i.e. λ0 (b) ≡ 0 for all b ∈ Bc , so that from the existence of Lagrange
multipliers and the Minimax Theorem in [Roc97, Corollary 37.3.2] we conclude
f ∗ (b) = max min f (z) + λT (Az − b),

b ∈ Bc

= min max f (z) + λT (Az − b),

b ∈ Bc

kλk≤∆d z∈K
z∈K kλk≤∆d

= min f (z) + ∆d · kAz − bk ,
z∈K

b ∈ Bc .

The latter problem can be solved, e.g. by the fast gradient method if smoothing
[Nes05] is applied to replace the nonsmooth norm by a smooth approximation.
• A bound on the Lagrange multipliers is crucial for fixed-point implementations, e.g. on
digital signal processors (DSPs), to ensure that no overflow errors occur.
For the computation of ∆d , we investigate the properties of function h∗ in (9.9) based
on Theorem 9.3 below. According to it, h∗ is a closed convex function under certain
assumptions, however, the satisfiability of these assumptions will be shown to depend on
how the set of Lagrange multipliers Λ∗ (b) in the definition of h∗ is represented. For a
representation derived from a zero-duality gap formulation of the optimality conditions,
the assumptions can provably never be met (Section 9.4.1.1), whereas this is not true
for a representation based on support functions (Section 9.4.1.2). Section 9.4.1.3 finally
elaborates on computational aspects related to the previous findings.
Remark 9.7. The search for convexity properties of function h∗ , which in view of its
definition in (9.9) might be non-intuitive, is motivated from an observation made during
the following computational study: 500 random problem instances of (9.1) were generated
with decision variable z ∈ R10 , parameter b ∈ R2 and set K being the unit box in R10 . For
every problem instance, the individual set of admissible parameters B (cf. Definition 9.1)
was uniformly gridded (4 · 104 grid points). At every grid point, the minimal squared
norm Lagrange multiplier was computed using the representation of the set of Lagrange
multipliers Λ∗ (b) in Lemma 9.12 and its squared norm assigned to the grid point. Finally,
the level sets of this function were plotted. Except for some artifacts that are believed to
stem from gridding, all of the 500 plots showed convex level sets; a typical plot is illustrated
2

With respect to the definition of function h∗ , this corresponds to an initialization function for the dual
iterate that returns the origin of the dual domain for all parameters, i.e. λ0 (b) ≡ 0 for all b ∈ Bc , where
for the computational study we have Bc = B.
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b1

Figure 9.1: Typical level sets of the minimal squared norm of Lagrange multipliers as a
function of parameter b in R2 (cf. Remark 9.7).

in Figure 9.1. Now, convexity of level sets indicates (quasi-) convexity of function h∗ , which
in turn would imply that the maximization problem (9.15) for computing ∆2d could be solved
simply by looking at the extreme points of the parameter set Bc (cf. [Roc97, Corollary
32.3.2]).
Theorem 9.3. Let the initialization function for the dual iterate be an affine function of
the parameter, i.e. λ0 (b) = Kb + λ̂0 , where K is a symmetric matrix in Rm×m and λ̂0 is
a vector in Rm . Furthermore, let φ : Rn × Rm → R ∪ {+∞} be a closed, jointly convex
function for which it holds that
i. φ(·, λ) is strongly convex for every λ ∈ Rm ,

ii. φ(z, λ) ≥ −λT b for all (z, λ) ∈ {(z, λ) ∈ Rn × Rm | Az = b, z ∈ K},

and consider the convex program parametrized in b ∈ Bc
p ∗ (b) = min kλ − λ0 (b)k2

s.t. φ(z, λ) + λT b ≤ 0

(9.16)
(IC)

Az = b, z ∈ K .

Assume that there exists a function ν ∗ : V → R+ , Bc ⊆ V ⊆ Rm , which assigns to every
parameter b ∈ Bc a nonnegative Lagrange multiplier ν ∗ (b) for the inequality constraint
(IC). If the supremum
νc∗ = sup ν ∗ (b)
b∈Bc

(9.17)

9.4 The Smallest Lower Iteration Bound

133

exists, then
S1. if K  νc∗ /4 · Im , p ∗ (b) is a closed convex function for all b ∈ Bc ,

S2. if K  νc∗ /4 · Im , p ∗ (b) is the sum of a concave quadratic function and a closed
convex function for all b ∈ Bc .

Proof. Choose any parameter b ∈ Bc . We denote the dual problem to (9.16) as
q ∗ (b) = sup

min

Az=b, z∈K
λ∈Rm

ν≥0


kλ − λ0 (b)k2 + ν φ(z, λ) + λT b ,

(9.18)

and infer strong duality, i.e. p ∗ (b) = q ∗ (b), from [Gol72, Theorem 2] as the Lagrangian
in (9.18) is strongly convex in (z, λ) (cf. Assumption (i)).
By Assumption (ii) there does not exist a Slater point for problem (9.16), hence, by
Gauvin’s Theorem [Gau77], the set of Lagrange multipliers for the inequality constraint (IC)
is either empty or nonempty but unbounded. Theorem 9.3 assumes the latter. By strong
convexity and the assumption that the supremum νc∗ in (9.17) exists, it thus follows
p ∗ (b) =

min

Az=b, z∈K
λ∈Rm


kλ − λ0 (b)k2 + νc∗ φ(z, λ) + λT b ,

b ∈ Bc ,

(9.19)

since by unboundedness of the set of Lagrange multipliers the scalar νc∗ is a viable Lagrange
multiplier for all parametric problems with parameter b ∈ Bc .
Note that the latter argument can be made alternatively via the theory of exact penalty
functions, see, e.g., [Ber99, §5.4.5].

In order to obtain Statement S1, we can verify using Schur’s Lemma that K  νc∗ /4 · Im
is necessary and sufficient for kλ − Kb − λ̂0 k2 + νc∗ λT b being jointly convex in (λ, b)
which in turn is sufficient for the objective in (9.19) to be jointly convex in (z, λ, b). Joint
convexity in (z, λ, b) is used to show convexity of p ∗ (b) next. For this, fix any b1 , b2 ∈ Bc
and let (z1∗ , λ∗1 ), (z2∗ , λ∗2 ) be the corresponding solution pairs for (9.19). Define
z(θ) , θz1∗ + (1 − θ)z2∗ ,

λ(θ) , θλ∗1 + (1 − θ)λ∗2 ,

b(θ) , θb1 + (1 − θ)b2 ,

and note that by convexity of the feasible set in (9.19), (z(θ), λ(θ)) is a feasible pair for
any b(θ) if θ ∈ [0, 1]. If we define p(z, λ, b) as the objective in (9.19), we obtain convexity
of p ∗ (b) from
p ∗ (b(θ)) ≤ p(z(θ), λ(θ), b(θ))

≤ θp(z1∗ , λ∗1 , b1 ) + (1 − θ)p(z2∗ , λ∗2 , b2 )
= θp ∗ (b1 ) + (1 − θ)p ∗ (b2 ),

θ ∈ [0, 1] .
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Closedness follows from lower semicontinuity of p ∗ (b) at every b ∈ Bc established by
[BGK+ 82, Theorem 4.3.4]. In order for this to hold true, strong convexity of the objective
in (9.19) in (z, λ) for every b ∈ Bc and closedness of the convex set K are of importance
as they imply boundedness of the set of minimizers and further that K can be represented
as the intersection of all closed halfspaces containing it.
For the proof of Statement S2, we note that for every b ∈ Bc


νc∗
∗
∗ T
p (b) = νc b K −
· Im b + ψ ∗ (b) ,
4
where
ψ ∗ (b) , νc∗ λ̂T0 b +

min

Az=b, z∈K
λ∈Rm


λ− K−

νc∗
2


· Im b − λ̂0

2

+ νc∗ φ(z, λ) ,

(9.20)

(9.21)

so that for K  νc∗ /4 · Im the (closed) quadratic term in (9.20) is negative semidefinite.
Convexity and closedness of ψ ∗ follow from a similar reasoning as used in the proof of
Statement S1.
Remark 9.8. For the case where neither K  νc∗ /4 · Im nor K  νc∗ /4 · Im , it follows
from the proof of Statement S2 that p ∗ is the sum of an indefinite quadratic function and
a closed convex function.
Based on the next theorem, two representations of the set of Lagrange multipliers Λ∗ (b)
will be derived in Sections 9.4.1.1 and 9.4.1.2 so that problem (9.9) can be posed as (9.16).
Interestingly enough, we will prove that only the latter representation allows one to validate
the assumptions of Theorem 9.3.
Theorem 9.4 (Adapted from [Ber09, Proposition 5.3.3(b)]). For each parameter b ∈ Bc ,
there holds f ∗ (b) = d ∗ (b) and (z ∗ , λ∗ ) is a primal/dual optimal solution pair if and only if
z ∗ is primal feasible and
T

z ∗ = argminz∈K f (z) + λ∗ (Az − b) .

(9.22)

9.4.1.1 Zero-Duality-Gap-Based Representation of Set of Lagrange Multipliers
This representation follows from the sufficiency condition of Theorem 9.4, i.e.
Λ∗ (b) = {λ ∈ Rm | ∃z ∈ K ∩ {z | Az = b} : f (z) − d(λ; b) ≤ 0} , b ∈ Bc .

(R1)

To render the constraints convex, the equality enforcing a zero-duality gap is replaced
by an inequality in (R1), legitimated by f (z) ≥ d(λ; b) for all primal/dual feasible pairs
(z , λ). The next theorem proves that except for a trivial case, the premise of Theorem 9.3
cannot be validated for representation (R1).
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Theorem 9.5. Consider representation (R1) of the closed convex set of Lagrange multipliers Λ∗ (b). Let λ0 be any function that maps Rm into Rm . If λ0 (b) ∈ Λ∗ (b) for every
b ∈ Bc , we have νc∗ = 0 trivially, else, the premise of Theorem 9.3 cannot be validated.
ˆ
Proof. We identify function φ in Theorem 9.3 as φ(z, λ)=f (z) − d(λ),
where
ˆ
d(λ)
, min f (z) + λT Az
z∈K

is continuously differentiable according to Theorem 9.1. Assumptions (i) and (ii) on φ hold
ˆ
since f is strongly convex and the relation f (z) ≥ d(λ)
− λT b holds for all primal/dual
feasible pairs (z, λ). If λ0 (b) ∈ Λ∗ (b) for every b ∈ Bc , then p ∗ (b) ≡ 0 which implies
ν ∗ (b) ≡ 0 for all b ∈ Bc , so νc∗ = 0.

On the other hand, let there be a b̄ ∈ Bc with λ0 (b̄) ∈
/ Λ∗ (b̄). For the sake of
contradiction, assume that there exists a Lagrange multiplier ν ∗ = ν ∗ (b̄) ≥ 0 for the
inequality constraint (IC). Then by strong convexity of the Lagrangian in (z, λ) and [Roc97,
Corollary 28.1.1] we have for the pair of minimizers (z ∗ (b̄), λ∗∗ (b̄)) of (9.16), which for
notational simplicity we denote as (z ∗ , λ∗∗ ) below,

2
ˆ
λ − λ0 (b̄) + ν ∗ f (z) − d(λ)
(z ∗ , λ∗∗ ) = arg min
+ λT b̄ ,
Az=b, z∈K
λ∈Rm

ˆ cf. Corollary A.1)
or equivalently (by differentiability of f and d,


ˆ ∗∗ ) − b̄ T (λ − λ∗∗ ) ≥ 0
ν ∗ ∇f (z ∗ )T (z − z ∗ ) + 2 λ∗∗ − λ0 (b̄) − ν ∗ ∇d(λ


for all (z, λ) ∈ (z, λ) ∈ Rn × Rm | Az = b̄, z ∈ K and z ∗ ∈ K ∩ z | Az = b̄ .
ˆ ∗∗ ) − b̄) = 0, but
For the latter inequality to hold, we require 2(λ∗∗ − λ0 (b̄)) − ν ∗ (∇d(λ
ˆ ∗∗ ) − b̄ = Az ∗ − b̄ = 0 (cf. Theorem 9.1 and dual optimality), we end up with
since ∇d(λ

λ∗∗ − λ0 (b̄) = 0 which contradicts λ0 (b̄) ∈
/ Λ∗ (b̄).

9.4.1.2 Support-Function-Based Representation of Set of Lagrange Multipliers
This representation is based on the necessary condition of Theorem 9.4.
Lemma 9.1. For each parameter b ∈ Bc , the convex set of Lagrange multipliers Λ∗ (b) can
be represented as
Λ∗ (b) = {λ ∈ Rm | ∃z ∈ K ∩ {z | Az = b} :

z T Hz + g T z + σK (−Hz − g − AT λ) + λT b ≤ 0 ,

where σK denotes the closed convex support function of K (cf. Definition A.14).

(R2)
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Proof. By Corollary A.1, we have the equivalence
(9.22) ⇐⇒ z ∗ (b) ∈ K and 0 ≤ Hz ∗ (b) + g + AT λ∗ (b)

T

(z − z ∗ (b)) ∀z ∈ K
T
⇐⇒ z ∗ (b) ∈ K and 0 ≤ inf Hz ∗ (b) + g + AT λ∗ (b) (z − z ∗ (b)) ,
z∈K

which, using the definition of the support function σK and primal feasibility, proves the
lemma.
Before illustrating with an example that representation (R2), as opposed to (R1), is
meaningful with respect to Theorem 9.3, we prove that this cannot be expected for every
parametric problem.
Theorem 9.6. Consider representation (R2) of the closed convex set of Lagrange multipliers Λ∗ (b). There exist parametric problems of type (9.1) for which the premise of
Theorem 9.3 cannot be validated.
Proof. For representation (R2) we identify function φ in Theorem 9.3 as
φ(z, λ) = z T Hz + g T z + σK (−Hz − g − AT λ) ,
which is strongly convex in z as H  0, so meets Assumption (i), and satisfies Assumption (ii) since for every (z, λ) ∈ {(z, λ) ∈ Rn × Rm | Az = b, z ∈ K}
φ(z, λ) ≥ z T Hz + g T z − z T Hz − g T z − λT Az = −λT b
by definition of the support function σK . For the sake of contradiction, assume that the
premise of Theorem 9.3 can be validated for a problem with
h
i

2
H = I2 , g = [ −2
] , A = −1 1 , K = z ∈ R2 | kzk∞ ≤ 1 ,
(9.23)

for which the set of admissible parameters is B = [−2, 2]. Let Bc = B and K = 0,
λ̂0 = 0. Since Bc is a closed interval of the real line and ψ ∗ in (9.21) is closed convex
by Statement S2 in Theorem 9.3, it follows from [Ber09, Proposition 1.3.12] that ψ ∗ is
continuous on Bc . This implies that h∗ must be continuous on Bc , however, by basic
calculations we find
(
2
1
4 (4 − b) , for b ∈ [−2, 2) ,
∗
(9.24)
h (b) =
0,
for b = 2 ,

which is closed but not continuous.
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Let us revisit the example (9.23) in the previous proof in order to understand which part
of the assumptions of Theorem 9.3 cannot be validated. From this insight, we will then
alter the example appropriately so that Theorem 9.3 applies.
We start with defining map ν ∗ (b) as the one that returns for every parameter b ∈ Bc the
smallest Lagrange multiplier for inequality constraint (IC). Note that the support function
is given by σK (·) = k · k1 in this example, so that for b ∈ [−2, 2) we obtain this map from
ν ∗ (b) = min ν

(9.25)

s.t. (z ∗ (b), λ∗∗ (b)) = argminAz=b, z∈K λ2 + ν z T z + g T z + λb + kz + g + AT λk1 ,
ν≥0

λ∈R

by Theorem 9.4 and [Roc97, Corollary 28.1.1]. For problem (9.23) we obtain
" #
" #
1
1
−2
−1
z ∗ (b) =
−
(4 − b) , λ∗∗ (b) = (4 − b) , b ∈ [−2, 2) ,
2 1
2
2
such that after some calculation, the function in (9.25) is found to be
(
2
, for b ∈ [−2, 2) ,
1 + 2−b
∗
ν (b) =
0,
for b = 2 .

Now, ν ∗ (b) is defined everywhere on Bc , however, the supremum νc∗ in (9.17) does not
exist, which explains why Theorem 9.3 does not apply. Differently, the theorem applies if
Bc = [−2, 2 − δ], δ ∈ (0, 4], since νc∗ then exists.
9.4.1.3 Computational Aspects
The characterization of function h∗ based on Theorem 9.3 depends on the existence of the
supremum νc∗ in (9.17). Let us assume for the moment that the supremum exists and is
available.
If the set of certified parameters Bc is contained in the relative interior of the admissible set of parameters B, i.e. Bc ⊂ ri B, then h∗ is continuous on Bc (this follows from
Statements S1 and S2 in Theorem 9.3 and [Roc97, Theorem 10.4]), thus by Weierstrass’
Theorem the value of ∆2d in (9.9) is attained.
If Statement S1 applies, the supremum is attained at some extreme point, since Bc is
assumed convex [Roc97, Corollary 32.3.2]. For instance, if Bc is a polytope, then it suffices
to evaluate h∗ at its vertices. Although Statement S2 is weaker, it can be used to get an
upper bound on ∆2d by omitting the nonpositive quadratic term in (9.20) and maximizing
ψ ∗ (b), i.e.
∆2d ≤ sup ψ ∗ (b) .
b∈Bc
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Note that this includes the case K = 0, λ̂0 = 0, which is the problem of determining an
upper bound on the largest squared norm Lagrange multiplier.
Evaluating h∗ pointwise corresponds to solving a single convex program if the dual function d(λ; b) or the support function of set K can be represented conveniently. In this
respect, alternative (R1) works, e.g. for quadratic programming (K is a polyhedron) if the
linear inequality constraints defining set K are relaxed too (cf. [Ber09, Example 5.3.1]), and
linear programming (H = 0, K is a polyhedron), whereas (R2) is a viable representation if
set K is a 1-, 2- or ∞-norm ball, a simplex, ellipsoid, proper cone or a Cartesian product,
Minkowski sum and/or union of them (see [Roc97, §13] for details).
Remark 9.9. It is standard to characterize the set of Lagrange multipliers Λ∗ (b) by the
Karush-Kuhn-Tucker (KKT) conditions [Ber99, §3.3.1]. This approach requires additional
constraint qualifications to hold and set K to be representable as the intersection of finitely
many level sets of closed convex functions sj (z), i.e. K = {z ∈ Rn | sj (z) ≤ 0, j = 1, . . . , l}.
However, the nonconvex complementary slackness conditions, as part of the KKT conditions, complicate the analysis of h∗ and also prevent one from evaluating it by convex
programming – despite the convexity of set Λ∗ (b).

9.4.2 Computation of the Smallest Lipschitz Constant
Besides ∆d , the smallest Lipschitz constant of the gradient L∗d is the other important entity
in the computation of the smallest lower iteration bound (cf. Theorem 9.2). We will show
that L∗d can indeed be computed under mild assumptions so that for some dual multipliers
λ̄1 , λ̄2 inequality (9.8) is tight. This result is also crucial for practical performance of the
fast gradient method as 1/L∗d is the implemented step size (cf. Algorithm 9.1).
Let us start with an important observation. If we define a change of variables for problem (9.4), i.e. z = P w with invertible matrix P ∈ Rn×n , then from Theorem 9.1 we obtain
∇d (λ; b) = AP w ∗ (λ) − b = Az ∗ (λ) − b, however, the Lipschitz constant according to
the same theorem changes, since in general
kAk2
kAP k2
6=
.
λmin (H)
λmin (P T HP )

(9.26)

By minimizing the right hand side of (9.26) over all invertible matrices P we obtain the
smallest Lipschitz constant L∗d under a linear change of variables. Whereas this problem
can be cast as a convex semidefinite program (following [BGFB94, §3.1]), it can also be
solved analytically based on the next lemma.
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Lemma 9.2. It holds that
kAP k2
.
kAk = min
P invertible λmin (P T P )
2

Proof. For all invertible matrices P we have
λmin (P P T ) w T AAT w ≤ w T AP P T AT w ,

∀w ∈ Rn .

(9.27)

This implies λmin (P P T ) ≤ kAP k2 / kAk2 and thus the lower bound kAk2 of the objective. But choosing P = I attains this lower bound.
Theorem 9.7. The smallest Lipschitz constant of the dual gradient under a linear change
1
of variables is L∗d = kAH − 2 k2 .
1

Proof. Let P = H − 2 S, S invertible, and apply Lemma 9.2 to the right hand side of
1

kAH − 2 Sk2
kAP k2
=
min
.
min
S invertible λmin (S T S)
P invertible λmin (P T HP )

Let us investigate when L∗d < Ld , where Ld is from Theorem 9.1.
Lemma 9.3. If L∗d is the Lipschitz constant from Theorem 9.7 and Ld the one from
Theorem 9.1, then
kAk2
≤ L∗d ≤ Ld .
λmax (H)
Proof. Lipschitz constant Ld is an upper bound of L∗d by definition. Also,
kAP k2
λmin (P T P ) kAk2
kAk2
≥
≥
λmin (P T HP )
λmin (P T HP )
λmax (H)
by using (9.27) and λmin (P T HP ) ≤ λmax (H) λmin (P T P ).
So, we deduce that L∗d < Ld only if λmax (H) > λmin (H) which is true whenever Hessian H is not a positive multiple of the identity matrix. Also, L∗d is a tight Lipschitz constant
under a mild assumption as shown next.
Theorem 9.8. If there exists a dual multiplier λ̄ ∈ Rm with z ∗ (λ̄) ∈ int K, then L∗d from
Theorem 9.7 is a tight Lipschitz constant of the dual gradient.
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Proof. We prove that there exists a subset of Rm with nonempty interior on which the
Lipschitz constant of the dual gradient attains L∗d . By the premise, there exists a δ > 0

such that K = z ∈ Rn | kz − z ∗ (λ̄)k < δ ⊆ K. Let set M contain all multipliers λ
with z ∗ (λ) ∈ K, or equivalently, for all λ ∈ M the minimizer of (9.7) is free. In this
case, we can compute the minimizer explicitly, i.e. z ∗ (λ) = −H −1 (g + AT λ), thus M =

λ ∈ Rm | H −1 AT (λ − λ̄) < δ .

Since λ ∈ Rm | H −1 AT (λ − λ̄) < δ is an m-dimensional open subset of M, we
conclude that M has nonempty interior. The dual function defined over M is


d(λ; b) = −1/2 g T + λT A H −1 g + AT λ − λT b ,

which is twice continuously differentiable, so the Lipschitz constant of its gradient is
λmax (AH −1 AT ) according to Lemma 4.3. But this equals L∗d .
Remark 9.10. In model predictive control, the interior assumption of Theorem 9.8 is a
standard assumption (cf. [RM09, §1.2]). So, for this class of problems, a tight Lipschitz
constant can be obtained from Theorem 9.7.
Let us illustrate the findings of this section on the example given by (9.23). Consider a
change of variables in the definition of its dual problem (9.4), i.e.
"
#
p1 0
z=
w,
0 < p1 ≤ p2 .
0 p2
Recall that this does not change the dual function and its gradient respectively. From
Theorem 9.7, the smallest Lipschitz constant is given by L∗d = 2 for any p1 , p2 > 0. As
z ∗ (2) = 0 ∈ int K, it is also tight (cf. Theorem 9.8). On the contrary, the Lipschitz
constant from Theorem 9.1 is
Ld (p1 , p2 ) = 1 + (p2 /p1 )2 ≥ L∗d ,
which can be arbitrarily larger than L∗d if scalars p1 and p2 are chosen accordingly.
Partial vs. Full Lagrange Relaxation The investigations of this section allow one to
compare certification for partial Lagrange relaxation, as in this chapter, with certification
for full Lagrange relaxation, where also the set constraint z ∈ K in problem (9.1) is relaxed.
More specifically, let us assume that K is polyhedral and is represented as
K = {z ∈ Rn | F z ≤ f }
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with matrix F ∈ Rr ×n and vector f ∈ Rr . In case of full Lagrange relaxation, the dual
function can be written explicitly as
1
d(λ, η; b) = − (g + AT λ + F T η)T H −1 (g + AT λ + F T η) − λT b − η T f ,
2
with additional nonnegative multipliers η ∈ Rr corresponding to the inequality constraint
F z ≤ f . The optimal value is obtained from maximizing the concave dual function, i.e.
f ∗ (b) =

max

λ∈Rm , η≥0

d(λ, η; b) .

The Hessian of function d(λ, η; b) is given by
"
#
−1 T
−1 T
AH A AH F
∇2 d(λ, η; b) = −
.
F H −1 AT F H −1 F T

(9.28)

(9.29)

According to Lemma 4.3, the (tight) Lipschitz constant L∗d,f ull of the dual gradient
∇d (λ, η; b) is given by the largest eigenvalue of the (negative) Hessian, i.e. L∗d,f ull =
λmax (−∇2 d(λ, η; b)).
We observe from the specific structure of the Hessian in (9.29) and the fact that L∗d can
be written as L∗d = λmax (AH −1 AT ) that L∗d ≤ L∗d,f ull . Moreover, we have
"
# "
#
∗
λ
(b)
λ
(b)
0
kλ0 (b) − λ∗ (b)k ≤
− ∗
, ∀b ∈ Bc ,
η0 (b)
η (b)
where λ0 (b) and η0 (b) are the initial iterates for the fast gradient method. Since both the
Lipschitz constant L∗d,f ull and the distance between the initial iterate (λ0 (b), η0 (b)) and the
Lagrange multiplier (λ∗ (b), η ∗ (b)) are never better than for the case of partial Lagrange
relaxation, we conclude that the lower iteration bound for solving (9.28) (full Lagrange
relaxation) is always greater or equal to the lower iteration bound for solving (9.5) (partial
Lagrange relaxation).
However, a fair comparison can only be obtained if we multiply the lower iteration bounds
with the number of arithmetic operations per iteration of the fast gradient method. For the
case of
• a diagonal Hessian matrix H ∈ Rn×n ,
• a dense matrix A ∈ Rm×n and

• a box K ⊂ Rn

in problem (9.1), it can be verified that for partial Lagrange relaxation the number of floating
point operations (mults, adds and comparisons) per iteration is
#flopspartial = 2mn + 3n + 3m ,
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whereas for full Lagrange relaxation it is
#flopsfull = 2m2 + 8mn + 14n + 4m .
We conclude that for the considered problem setup also the number of arithmetic operations per iteration of the fast gradient method is in favor of partial relaxation.
Remark 9.11. The performed theoretical complexity analysis does not necessarily imply
that the dual problem from partial Lagrange relaxation can be solved faster in practice.
However, in Section 6.4.2 we have found from a computational study that lower iteration
bounds for the fast gradient method are in fact expressive, so, it is indeed ‘likely’ that
practical convergence in the case of partial Lagrange relaxation is better than in the case
of full Lagrange relaxation.
Remark 9.12. In MPC, partial Lagrange relaxation has the additional benefit that despite
early termination of the fast gradient method, an implementable, i.e. feasible with respect
to the input constraints, control input is obtained, which is not guaranteed in the case of
full Lagrange relaxation.

9.4.3 Optimal Preconditioning of the Dual Problem
Theorem 9.2 states the smallest lower iteration bound for the fast gradient method in
Algorithm 9.1. Yet, we might get a better bound by considering the dual problem in a
different basis. For a smooth, strongly concave problem the lower iteration bound can be
improved if the preconditioner decreases the condition number (cf. Section 8.4). However,
the dual function in (9.4) lacks strong concavity, leaving the condition number undefined.
In this section, we propose to take the smallest lower iteration bound in Theorem 9.2 as
an alternative selection criterion for an optimal preconditioner of the dual function. It turns
out that under the computationally tractable approximate reformulation of this problem
introduced below, it cannot be ensured that the obtained optimal preconditioner gives a
strictly better smallest lower iteration bound than the original one.
In order to see this, define dC (υ; b) , d(Cυ; b) as the preconditioned dual function
where C ∈ Rm×m is an invertible preconditioner. In order to find a preconditioner that
minimizes the smallest lower iteration bound for the preconditioned problem, we need to
minimize L∗d (C) ∆2d (C) over all invertible matrices C (cf. Theorem 9.2), where
1

L∗d (C) = kC T AH − 2 k2 ,

∆2d (C) = sup min
kC −1 (λ − λ0 (b)) k2 .
∗
b∈Bc λ∈Λ (b)
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Minimizing the product L∗d (C) ∆2d (C) directly is intractable in view of the definition of
∆2d (C), however, a tractable formulation can be obtained from the upper bound
1

min

C invertible

L∗d (C)∆2d (C)

≤

min

C invertible

L∗d (C)kC −1 k2 ∆2d

kC T AH − 2 k2 2
= min
∆d .
C invertible λmin (C T C)

Assume that a preconditioner C ∗ is obtained from solving the upper bound. Then by the
previous inequality and Lemma 9.2, we have
L∗d (C ∗ )∆2d (C ∗ ) ≤ L∗d (C ∗ )kC ∗−1 k2 ∆2d = L∗d ∆2d ,
which implies that the original smallest lower iteration bound is not guaranteed to be strictly
improved. So, from a certification point of view, preconditioning of the dual problem can
be disregarded. Also, if matrix A is sparse, then C ∗T A might not be sparse anymore thus
rendering an iteration of the fast gradient method more expensive.

9.5 Computation of a Bound on the Norm of Lagrange
Multipliers
In Section 9.4, we have discussed the computation of the smallest lower iteration bound in
the context of the dual solution framework introduced in Section 9.1. We have identified the
worst case minimal distance between an initial iterate and a Lagrange multiplier ∆d as well
as the smallest Lipschitz constant of the dual gradient L∗d as the main entities defining this
lower iteration bound. Section 9.4.1 has elaborated on finding beneficial properties of the
squared minimal distance between an initial iterate and a Lagrange multiplier as a function
of the right hand side b of the equality constraint in (9.1) with the aim of facilitating the
computation of ∆d . It could be shown that under some assumptions, the squared minimal
distance is a closed convex function of b, however, these assumptions turn out to be hard to
verify and thus, no generally valid computational scheme for obtaining ∆d could be stated.
Differently, we have found that the smallest Lipschitz constant of the dual gradient L∗d is
easy to compute (cf. Section 9.4.2).
In this section, we provide a computationally tractable upper bound on ∆d . The tractability comes from both introducing conservatism and imposing additional assumptions on the
problem data of (9.1) (see Assumptions 9.1 to 9.3 for standing assumptions). The additional
assumptions are summarized in the following.
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Assumption 9.4. Matrix A has full row rank.
Assumption 9.5. The parametric right hand side vector b is an affine function of a (new)
parameter y ∈ Yc , where Yc is a polytope in Rp3 . Note that a further technical assumption
on set Yc is given later in Assumption 9.8.
Assumption 9.6. Map λ0 : Rp → Rm that assigns to every parameter y ∈ Yc an initial
dual iterate λ0 (y ) for the fast gradient method in Algorithm 9.1 is defined as λ0 (y ) ≡ 0
for all parameters y ∈ Yc .
Assumption 9.7. Set K is a polytope in Rn .
Remark 9.13. Assumption 9.4 is non-restrictive as linearly dependent rows can be eliminated beforehand. In MPC, matrix A has full row rank in view of its definition in (9.3).
Also, Assumption 9.5 is met in MPC (cf. (9.2)).
Remark 9.14. Assumption 9.6 implies that Algorithm 9.1 is cold-started from λ0 = 0 for
every parameter y ∈ Yc . In MPC, cold-starting might be inefficient, as a ‘good’ initial iterate
can be obtained from the previous (approximate) solution by means of shifting (so-called
warm-starting, cf. Section 8.2.3). In view of the definition of ∆d in (9.15), cold-starting
from the origin of the dual domain implies that ∆d can be interpreted as the magnitude of
the worst case minimal norm Lagrange multiplier over all parameters y ∈ Yc (hence the
title of this section).
Remark 9.15. Note that Assumptions 9.4 to 9.7 only narrow down the standing assumptions (Assumptions 9.1 to 9.3), so, the results of Section 9.4 remain valid.
Since by Assumption 9.5 the right hand side is now a function of parameter y , we adapt
problem (9.1) for the upcoming discussion, i.e.
1 T
z Hz + g T z
2
s.t. Az = b(y )

f ∗ (y ) , min f (z) =

(9.30)

z ∈ K.
The approach taken in this section builds on the following upper bound on ∆d
∆d = max min
kλk ≤ max max
kλk .
∗
∗
y ∈Yc λ∈Λ (y )

y ∈Yc λ∈Λ (y )

(9.31)

The upper bound in (9.31) is finite whenever the set of Lagrange multipliers Λ∗ (y ) is
compact for every parameter y ∈ Yc . Let us assume this from here on.
3

The computational scheme derived in this section is practical for parameter dimensions of p / 25 if the
set of parameters Yc is a box.
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Assumption 9.8. For all parameters y ∈ Yc , the set of Lagrange multipliers Λ∗ (y ) is
compact.
Remark 9.16. Assumption 9.8 is fulfilled if set Yc is such that
b(y ) ∈ int(dom p) ∀y ∈ Yc ,

(9.32)

with p(u) , min {f (z) | Az = u, z ∈ K} being the perturbation (or primal) function of
problem (9.30).
In order to see this, note that −Λ∗ (y ) is the subdifferential of p at b(y ) [Ber99, §5.4.4].
Since the perturbation function p is convex and proper, the subdifferential and thus Λ∗ (y )
is compact if and only if (9.32) holds (cf. Theorem A.2). Full row rank of matrix A is
necessary for the interior condition in (9.32) to hold (cf. Assumption 9.4).
In the following, we derive an upper bound on the right hand side of (9.31) which we
define as
¯d ,
∆

max

y ∈Yc , λ∈Λ∗ (y )

kλk .

(9.33)

¯ d can be obtained by exploiting a recent result in [DGN12b, Theorem
An upper bound of ∆
6.1 and Remark 4]. The following theorem is a special case of it.
Theorem 9.9. For any parameter y ∈ Yc , we have
kλk ≤

v (y )
r (y )

(9.34)

for all Lagrange multipliers λ ∈ Λ∗ (y ), where v (y ), r (y ) are defined as
v (y ) , max (Hz ∗ (y ) + g)T (z − z ∗ (y )) ,

(9.35)

r (y ) ,

(9.36)

z∈K

max

O[b(y );r ]⊆AK

r.

In (9.35), z ∗ (y ) denotes the unique primal minimizer of (9.30). The set O [b(y ); r ]
in (9.36) is the closed 2-norm ball in Rm with radius r , centered at b(y ), i.e.
O [b(y ); r ] , {w ∈ Rm | kw − b(y )k ≤ r } .
Remark 9.17. In order to give an intuition of the meaning of entity r (y ) in (9.34), Figure 9.2 gives an example of this entity for a two-dimensional set K and a 1×2-matrix A.
According to this, r (y ) is the radius of the largest ball centered around parameter b(y )
that still fits into the image of set K under the linear map represented by matrix A.
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b(y))
b(y

K

Figure 9.2: Illustration of entity r (y ) in the upper bound on Lagrange multipliers in Theorem 9.9.

¯ d (and thus of ∆d ).
Using Theorem 9.9, we are now ready to state an upper bound of ∆
Theorem 9.10. Let b : Rp → Rm be an affine map. The upper bound
∆d ≤

v̄max
,
rmin

is finite with v̄max and rmin defined as
v̄max , σK (−g) + σK (g) + max σK (Hz) ,

(9.37)

rmin , min r (y ) ,

(9.38)

z∈K

y ∈Yc

where r (y ) is a concave function. In (9.37), σK (.) denotes the (convex) support function
of set K (cf. Definition A.14).
Proof. From (9.33) and (9.34) we conclude that
¯ d ≤ max
∆d ≤ ∆
y ∈Yc

v (y )
maxy ∈Yc v (y )
vmax
≤
,
.
r (y )
miny ∈Yc r (y )
rmin

Using (9.35) in the definition of vmax and considering that Hessian H is positive definite,
we obtain
vmax = max −z ∗ (y )T Hz ∗ (y ) − g T z ∗ (y ) + σK (Hz ∗ (y ) + g)
y ∈Yc

≤ max −g T z ∗ (y ) + max σK (Hz ∗ (y ) + g)
y ∈Yc

T

y ∈Yc

≤ max −g z + σK (g) + max σK (Hz) = v̄max .
z∈K

z∈K

By compactness of K, the value of v̄max is finite.
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Let us look at r (y ) next. Since K is closed and convex, we have by [Ber09, Proposition
1.4.13] that AK is also closed and convex. Let

H , (h, k) ∈ Rm × R hT w ≤ k, ∀w ∈ AK

be the set of all pairs (h, k) that define closed halfspaces containing AK. By [Ber09,
Proposition 1.5.4] we have
AK = {w ∈ Rm | hT w ≤ k, ∀(h, k) ∈ H} .

(9.39)

Using representation (9.39) of set AK, we observe that
k − hT b(y )
r (y ) = min
,
(h,k)∈H
khk

(9.40)

cf. [BV04, §4.3.1]. Since b(y ) is affine by assumption, r (y ) as the minimum of affine
functions is concave. Last, the value of rmin is positive as r (y ) > 0 for all y ∈ Yc and
set Yc is compact. So, the bound given by the theorem is finite.
Remark 9.18. In MPC, we often encounter input and state sets that are boxes, so that
K = {z ∈ Rn | kzk∞ ≤ 1} if we assume unit boxes. An upper bound of the expression
maxz∈K σK (Hz) in (9.37) is nkHk1 , where k.k1 denotes the induced matrix 1-norm. We
conclude that an upper bound on v̄max can be easily computed in this case, even for n  1.
On the contrary, computation of rmin in (9.38) is a challenging problem in high dimensions
as discussed next. However, a lower bound of rmin is sufficient for deriving a lower iteration
bound imin,d . A computationally tractable lower bound of rmin will be derived next.
The following corollary of Theorem 9.10 explains why it is convenient to restrict to a
polytopic set Yc (cf. Assumption 9.5).
Corollary 9.1. Let b : Rp → Rm be an affine map. For a polytopic set Yc , the value of
rmin can be computed by considering only the vertices of Yc , i.e. let VYc contain all vertices
of Yc , then
rmin = min r (y ) .
y ∈VYc

Proof. This follows from concavity of r (y ).
For the computation of r (y ) it is useful to restrict to a polytopic set K too (cf. Assumption 9.7), since the image AK in (9.36) is again a polytope as indicated by the next lemma.
The computation of r (y ) according to (9.40) becomes straightforward then.
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Lemma 9.4. Let K = {z ∈ Rn | F z ≤ f } be a polytopic set where matrix F ∈ Rq×n and
vector f ∈ Rq . Set AK is polytopic and obtained from a projection, i.e.

AK = v ∈ Rm | ∃w ∈ Rn−m : F A† v + F NA w ≤ f

,

where A† denotes the pseudoinverse of A and the columns of matrix NA span the nullspace
of A.
Proof. Let A[V1 , V2 ] = U[S, 0] be the singular value decomposition of A. The projection
formulation comes from
AK = {v ∈ Rm | v = Az, F z ≤ f , z = V1 w1 + V2 w2 }

= {v | v = AV1 w1 + AV2 w2 , F V1 w1 + F V2 w2 ≤ f }
= {v | v = USw1 , F V1 w1 + F V2 w2 ≤ f } ,

and eliminating w1 above. As A† = V1 S −1 U T and NA = V2 , the result follows. Also, since
AK is the projection of a polytope, it is a polytope [Zie95].
The projection of a polytope can be computed, e.g. by Fourier-Motzkin Elimination [Zie95]
as implemented in the Matlab toolbox MPT [KGB04]. However, computation is tractable
only for dimensions m < n / 10. The next theorem provides a lower bound on r (y ) that
comes without explicitly computing the projection. For its proof, the following lemma is
important.
Lemma 9.5. If P is a polytope in Rn with the origin contained in its interior, it can be
represented as P = {z ∈ Rn | Ez ≤ 1}, where E is an appropriate matrix and 1 denotes
the vector of ones.
Proof. Assume P = {z ∈ Rn | Ẽz ≤ ẽ}. Since 0 ∈ int(P), ẽ is a positive vector. So, by
rescaling both Ẽ and ẽ, the right hand side can be made all ones.
Theorem 9.11. Let all of the assumptions of Lemma 9.4 hold and define the polytope
(with non-empty interior)
P , {(v , w ) ∈ Rn F A† v + F NA w ≤ f } .
Let the translation of P by a vector (b(y ), w (y )) ∈ int P be
"
#
b(y )
P(y ) = P −
,
w (y )
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represented as P(y ) = {(v , w ) ∈ Rn | C(y )v + D(y )w ≤ 1}. Then for all parameters
y ∈ Yc it holds that
r (y ) ≥ r˜(y ) ,
where r˜(y ) is given as
r˜(y ) =



max

i=1,...,q

−1

C(y )Ti

,

and vector C(y )Ti denotes the i th row of matrix C(y ).
Proof. Denote πv P as the projection of set P onto the v -space, i.e.
πv P = {v ∈ Rm ∃w ∈ Rn−m : (v , w ) ∈ P} .
Then πv P = AK in view of Lemma 9.4. Starting from the definition of r (y ) in (9.36), we
obtain
r (y ) =

max

O[b(y );r ]⊆AK

r=

max

O[0;r ]⊆AK−b(y )

r=

max

O[0;r ]⊆πv P−b(y )

r=

max

O[0;r ]⊆πv P(y )

r.

Since (b(y ), w (y )) ∈ int P we have 0 ∈ int P(y ). Thus, by Lemma 9.5, polytope P(y ) can
be represented by a finite number of inequalities with all ones on the right hand side. From
the Projection Lemma [Cer63] we have that
πv P(y ) = {v ∈ Rm u T C(y )v ≤ 1, ∀u ∈ S(y )} ,
where
S(y ) , {u ∈ Rq D(y )T u = 0, u ≥ 0, 1T u = 1} .
By this characterization of the projection πv P(y ), we can derive the equivalences
O [0; r ] ⊆ πv P(y ) ⇐⇒ max u T C(y )v ≤ 1, ∀u ∈ S(y ) ⇐⇒ r C(y )T u ≤ 1, ∀u ∈ S(y ).
v ∈O[0;r ]

The latter inequality is tight at the maximum r (y ), so

−1 
T
r (y ) = max C(y ) u
≥
max
u∈S(y )

u≥0,1T u=1

T

C(y ) u

−1

.

Since in the previous problem the objective is convex, the maximum is attained at one
of the vertices of the feasible set. But this set is the unit simplex in Rq with vertices
ui ∈ Rq , i = 1, . . . q, where ui is the zero vector having a ‘1’ at the i th component. This
proves the theorem.
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Remark 9.19. In Theorem 9.11, a vector w (y ) ∈ Rn−m can be computed, for instance, by
computing the Chebyshev center of polytope P with the first coordinates of the center fixed
to b(y ). See, e.g., [BV04, §4.3.1] for a reformulation of this problem as a linear program.
Let us bring together the findings of this section.
Corollary 9.2. Let Yc and K be polytopic sets and map b : Rp → Rm be affine. It holds
that
rmin ≥ r˜min , min r˜(y ) ,
y ∈VYc

where r˜(y ) is defined in Theorem 9.11 and set VYc contains all vertices of Yc . Furthermore,
we have
∆d ≤

v̄max
,
r˜min

with v̄max given by (9.37).
Proof. Follows from Theorem 9.11 and Corollary 9.1.
In MPC with polytopic input and state sets U and X, Corollary 9.2 provides a practical
way to derive an upper bound on the value of ∆d . However, the lower iteration bounds
based on this corollary might be subject to a high degree of conservatism as shown by an
example next.

9.6 Practical Complexity Certification for MPC
In the following, we will apply the results of Sections 9.4 and 9.5 for computational complexity certification of input- and state-constrained MPC problems (7.1).
We will first revise the necessary assumptions on the MPC problem data and then summarize the necessary steps for certification, assuming that the size of the MPC problem
makes the explicit evaluation of the projection in Lemma 9.4 computationally intractable
(which is true for most practical MPC problems). Finally, we will present certification results
for a real-world ball on plate system (Section 9.6.1).
Problem Formulation The formulation of the MPC problem (7.1) in terms of the general
problem format in (9.30) is discussed in the introduction of this chapter; it remains to note
that in the context of MPC, parameter y in Section 9.5 corresponds to the initial state x
of the system, whereas the set of parameters Yc corresponds to the set of initial states X0 .
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Procedure 9.1 Lower Iteration Bound for Algorithm 9.1 (Input- and State-Constrained MPC)
1. Compute smallest Lipschitz constant L∗d of the dual gradient {Theorem 9.7}
2. Evaluate v̄max in (9.37) or an upper bound of it {Remark 9.18}
3. Enumerate all vertices of the set of initial states X0 and solve for r˜min {Corollary 9.2}
4. Compute upper bound v̄max /˜
rmin on ∆d {Corollary 9.2}
5. Choose level of suboptimality d > 0 {Definition 9.3}
6. With d , L∗d and upper bound on ∆d , compute lower iteration bound imin,d {cf. Theorem 9.2}
Note: The bound is valid if Algorithm 9.1 is initialized from λ0 = 0 for every state x ∈ X0 .

Validity of Assumptions For MPC, the basic assumptions, under which the results of
Section 9.4 hold, are summarized in Section 9.3.1. The additional assumptions (Assumptions 9.4 to 9.7) for the results of Section 9.5 can be easily seen to hold for MPC whenever
the set of initial states X0 is a polytope and the input and state sets U, X and Xf are
polytopes as well. The only assumption left for discussion is Assumption 9.8. The latter is
fulfilled if the set of initial states satisfies
X0 ⊆ int



x ∈ Rnx MPC problem (7.1) is feasible at initial state x



.

(9.41)

Certification Procedure Given an input- and state-constrained MPC problem (7.1) that
fulfills the assumptions summarized in the previous paragraph, a lower iteration bound for
a cold-starting initialization strategy can be obtained from Procedure 9.1.
In the following, we will apply Procedure 9.1 for the certification of MPC for a ball on
plate system. In order to illustrate the benefits of computing the smallest Lipschitz constant
of the dual gradient according to Theorem 9.7, we will additionally compute the Lipschitz
constant Ld from the original result in Theorem 9.1.

9.6.1 Example: Complexity Certification for a Ball on Plate
System
In the ball on plate system, a plate is tilted around two axes to control the position of a ball.
For small tilt angles, the dynamics of the system can be decoupled and each axis controlled
independently. We will consider the MPC control of a single axis from here on. Assuming
a sampling time of 10 ms, we obtain for the ball on plate system at the Automatic Control
Laboratory at ETH Zurich, described in [Wal10], the following system and input matrix
Ad =

"

#

1 0.01
,
0
1

"

#
−0.0004
Bd =
.
−0.0701
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The state vector consists of ball position and velocity along a single axis, the tilt angle
acts as the control input. The penalty matrices are
"
#
100 0
Q=
,
R = 1,
QN = Q ,
0 10
and we assume input and state confined to U = {u ∈ R | − 0.0524 ≤ u ≤ 0.0524} and



4
0.01
X = x ∈ R2 | −0.2
−0.1 ≤ x ≤ [ 0.1 ] respectively .

We notice that the state set X has an upper limit on the ball’s position close to the
origin. The MPC regulation problem in (7.1) naturally takes this constraint into account
when regulating the ball to the origin.
We will now certify the fast gradient method in Algorithm 9.1 for the solution of the
ball on plate MPC problem. For this, we assume a level of suboptimality d = 10−2 and
horizon lengths from N = 5 to N = 15. For every horizon length, we apply Procedure 9.1
to obtain a lower iteration bound. For comparison reasons, we also compute lower iteration
bounds with the Lipschitz constant Ld in Theorem 9.1.
The obtained lower iteration bounds are more descriptive if they are used to derive an
expected solution time. Since the problem matrices of (9.30) are sparse and structured in
the MPC case, a single iteration of the fast gradient method in Algorithm 9.1 amounts to
nflops = 4Nnx2 + 4Nnx nu + 9Nnx + 2Nnu + 6nx
floating point operations (flops). Note that this is linear in the horizon length N. In
the following, we assume a computing performance of 1 Gflops/s, for which the expected
solution time follows from the lower iteration bounds and nflops .
In order to illustrate the dependence of the certification results on the set of initial states,
we consider two different sets with X0,2 ⊂ X0,1 . These sets are obtained from scaling the
polytopic maximum admissible set for N = 15, Xa , as depicted in Fig. 9.3 (by scaling, both
X0,1 and X0,2 satisfy (9.41) and hence Assumption 9.8). The dotted region is the set of
initial states for which no constraint is active at the optimal solution of the MPC problem.
The certification results in terms of lower iteration bounds (black) and expected solution
times (gray) are depicted in Figures 9.4(a) and 9.4(b) for the sets of initial states X0,1 and
X0,2 respectively. For validating the quality of the lower iteration bounds, the figures also
show the observed number of iterations from sampling (1000 random initial states) as a
mean-max curve (black) (the minimum iteration count was ‘1’ in all scenarios). GUROBI
was chosen as the reference solver in Matlab to compute the optimal value of (9.30).
4

Note that neither the input nor the state constraints reflect the maximum physical constraints of the
original ball on plate system.
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Figure 9.3: Illustration of central sets for the certification of the ball on plate system.

In Figures 9.4(a) and 9.4(b), the certification results are organized in three groups, each
group consisting of three (or two) curves. The first group (three curves; solid, square)
illustrates the results when using the original Lipschitz constant Ld from Theorem 9.1,
the second group (three curves; dashed, triangle) depicts the corresponding results for the
Lipschitz constant L∗d from Theorem 9.7.
Depending on the horizon length, we obtain Lipschitz constants Ld ∈ [3.97, 3.99] and
∈ [0.38, 0.40] in this example. As the Lipschitz constants differ by a factor of about 10,
√
the lower iteration bounds corresponding to L∗d are smaller by a factor of about 10 than
the bounds obtained with Ld (cf. Theorem 9.2). Interestingly, this is also the speed-up in
the observed number of iterations. So, computing the Lipschitz constant according to Theorem 9.7 not only gives smaller iteration bounds but also improves the actual performance
of the fast gradient method.
L∗d

Unfortunately, the derived lower iteration bounds are off by more than three orders of
magnitude from the observed number of iterations. The main reason for this discrepancy
is the conservative upper bound of ∆d given in Corollary 9.2. This claim is justified by
determining ∆d approximately by sampling the norm of Lagrange multipliers kλk , λ ∈
Λ∗ (x), at 1000 random initial states x. The lower iteration bounds and expected solution
times obtained then for Lipschitz constant L∗d are shown in the third group (two curves;
dotted, circle) in Figures 9.4(a) and 9.4(b). We observe that they are only off by about
one order of magnitude from the maximum observed number of iterations.
Note that in all scenarios, the growth rate of the lower iteration bounds is similar to the
growth rate of the observed number of iterations. Also, both the lower iteration bounds
and the observed number of iterations are consistently smaller for the set of initial states
X0,2 (cf. Figure 9.4(b)) than for X0,1 (cf. Figure 9.4(a)).
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(a) Certification results for set of initial states X0,1 (cf. Figure 9.3)
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(b) Certification results for set of initial states X0,2 (cf. Figure 9.3)

Figure 9.4: Certified MPC for a ball on plate system. Lower iteration bounds (black),
expected solution times assuming 1 Gflops/s (gray) and observed number of
iterations from sampling (1000 random initial states) as a mean-max curve
(black). The group of solid/square curves illustrates the results for Lipschitz
constant Ld , the group of dashed/triangle curves for Lipschitz constant L∗d .
The dotted/circle curves show the results for L∗d when the norm of Lagrange
multipliers is sampled only (1000 random initial states).
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Despite the conservative lower iteration bounds, we conclude that the fast gradient
method shows satisfying practical performance as it requires a maximum number of 90245 iterations only (depending on the horizon length) if the smallest Lipschitz constant L∗d
is chosen. This amounts to an expected solution time of 21-165 µs.

9.7 Conclusions
In this chapter, we have discussed several aspects related to the a priori certification of
input- and state-constrained MPC in the framework of partial Lagrange relaxation. This
dual framework got necessary, since, in general, the projection operation on the primal feasible set within an iteration of the fast gradient method is as hard as solving the original
problem. By relaxing the complicating equality constraint and solving the dual, we have
retained simplicity of the involved computations. According to Danskin’s Theorem, evaluating the dual gradient requires the solution of the so-called ‘inner problem’ which defines the
dual function; for a large class of practically relevant MPC formulations (diagonal penalty
matrices/box constraints), the inner problem and thus the dual gradient can be obtained
exactly. This simplifies the computational complexity analysis and allows one to obtain the
dual gradient in a (deterministic) number of floating point operations, linear in the horizon
length of the MPC problem. Although every iteration of the fast gradient method is in fact
‘cheap’, the number of iterations to guarantee a pre-defined level of suboptimality (given
by the lower iteration bound) turns out to be too conservative as exemplified on a practical
ball on plate MPC problem. The main reason for this is the conservatism introduced in
the computation of an upper bound on the norm of Lagrange multipliers. Since the fast
gradient method converges only sublinearly in the dual domain, this poor upper bound has
a direct deteriorating effect on the lower iteration bound so that for the ball on plate system, the bound is off by three orders of magnitude from the observed maximum number of
iterations.
From the previous discussion we conclude that the lower iteration bounds could be improved considerably (approx. two orders of magnitude in the ball on plate example (estimate
obtained from sampling)) if the worst case distance between an initial dual iterate and the
smallest-norm Lagrange multiplier could be computed or upper-bounded with less conservatism5 . In this chapter, we have also theoretically investigated this issue and found that
under specific assumptions, this entity can indeed be computed exactly. However, validation
of the assumptions turns out to be hard in general. Let us pose some open questions related
to this issue next.
5

In the case of the ball on plate system, the initial iterate is at the origin always (cold-starting ).
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As shown in Section 9.4.1, characterization of function h∗ critically depends on how the
set of Lagrange multipliers is represented. The example in Section 9.4.1.2 illustrates that
using representation (R2), it is possible to reveal that h∗ is the sum of a concave and a
convex term (which in this example is convex), however, this cannot be concluded from
representation (R1). Hence, it would be interesting to have an alternative line of analysis
that is independent from the representation of the set of Lagrange multipliers. Another open
question concerns the computation of the supremum νc∗ in (9.17) and, as a prerequisite,
verification if a Lagrange multiplier ν ∗ (b) exists for all parameters b.
Yet, investigation of the certification aspects of the dual problem in this chapter has
revealed a computable, practically important entity: the smallest Lipschitz constant of the
dual gradient. The inverse of this constant determines the step size of the fast gradient
method and thus the number of conducted iterations. Depending on the initial scaling
of the optimization problem, the improvements obtained from using the smallest Lipschitz
constant instead of the constant found in the literature can be drastic as illustrated on an
example.

10 Outlook
A selection of future topics that are based on or are related to this thesis are briefly discussed
next.
Soft Constraints In Chapter 9, only hard constraints on the states are considered. This
formulation may lead to infeasibility of the MPC problem if the initial state is outside the
admissible set of initial states, e.g., caused by a large external disturbance. As outlined in
[SR99], it is advantageous for MPC to use an exact penalty reformulation so that the optimal
solution under hard constraints is attained whenever possible. For the dual framework
based on Lagrange relaxation to work, care has to be taken when exact penalties are used.
Exact penalties are nonsmooth by nature, thus, in order to make the fast gradient method
applicable, both an epigraph reformulation has to be performed and the auxiliary variables
have to be weighted quadratically to render the dual problem smooth (cf. [SR99], which
does not consider gradient-type methods for the solution though). This comes at the cost
of a more involved projection operation, for example, if the original set to project is a box,
it becomes the truncated light cone generated by this box in the soft-constrained case.
Projection on the latter set is still possible but is more involved than for the box.
Certification of Gradient Methods Under Fixed-Point Arithmetic The classic gradient method is well-suited for processors with fixed-point arithmetic, for instance, fieldprogrammable gate arrays (FPGAs), because of its numerical robustness against inaccurate
computations. For the fast gradient method, recent research (cf. [DGN11]) indicates that
care has to be taken when, e.g., inexact gradients are used. The computational complexity
certification in this thesis was derived under the assumption that all of the computations
are done using exact arithmetic. Therefore, investigating the effects of inaccurate computations due to fixed-point arithmetic on convergence and convergence speed and extending
the certificates presented in this thesis are challenging future topics of research. Chapter 4
in [Pol87] and [DGN11] can provide entry points to these investigations.
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Alternating Direction Method of Multipliers (ADMM) ADMM enjoys wide popularity in the optimization community in these days (see [BPC+ 11] for an extensive and
recent review). It uses a Gauss-Seidel-type algorithm (one or more sweeps) to minimize the
augmented dual problem. By augmenting, the dual problem can be shown to be smooth
even when the strong convexity assumption of the primal objective in Danskin’s Theorem
(Theorem 9.1) is not fulfilled. So, this approach can cope with a wider class of problems
than the one discussed in Chapter 9, and recently, [OSB12] has proposed a tailored splitting
scheme for MPC-type problems with promising results. Yet, convergence rate results for
ADMM are rare and for the problems considered in this thesis were only shown recently to
be in O(1/i ) [BX11] as opposed to O(1/i 2 ) for the fast gradient method. Note though,
that the error function for which the convergence rate result holds is based on a reformulation as a variational inequality, so, is different from the one used in this thesis. Obtaining
better convergence results for ADMM that also give a clear indication on how to choose
the augmented term’s penalty parameter would help to get more useful tuning approaches
for ADMM and also would help to derive computational complexity certificates.

Part III
Appendix

A Definitions & Facts From
Convex Analysis and Optimization
In the following, we summarize definitions and related propositions and theorems from
convex analysis and optimization theory that are used in this thesis. We refer the reader
to the textbooks [Ber09], [HL01], [BC11] and the classic [Roc97] for further details. Note
that some of the results below were adapted from the original sources so that they fit into
the framework of extended real-valued, convex functions.

A.1 Convex Sets
Definition A.1 (Convex Set [HL01, §A, Def. 1.1.1]). A subset Q of Rn is convex if γx +
(1 − γ)y is in Q whenever x and y are in Q and γ ∈ [0, 1].
Definition A.2 (Closed/Open/Bounded/Compact Set [Ber09, Def. A.2.2]). A nonempty
subset Q of Rn is called closed if the limit of every converging sequence {xk }∞
k=0 , xk ∈ Q,
is also contained in Q. It is called open if its complement, {x | x ∈
/ Q}, is closed. It is
called bounded if there exists a positive scalar c such that kxk ≤ c for all x ∈ Q. It is
called compact if it is closed and bounded.
Definition A.3 (Open Ball). Given xc ∈ Rn and  > 0, the set {x ∈ Rn | kx − xc k < } is
called an open ball centered at xc .
Definition A.4 (Affine Hull). Let Q be a subset of Rn . The affine hull of Q is
(
)
X
X
aff Q = x ∈ Rn | x =
γi yi ,
γi = 1, yi ∈ Q, ∀i ,
i

i

and is the smallest affine set containing Q.

Definition A.5 (Interior, Relative Interior [Ber09, Def. A.2.3], [HL01, §A, Def. 2.1.1]). Let
Q be a nonempty subset of Rn . The interior of Q, denoted by int Q, is the set of all points
x in Q for which there exists an open ball centered at x that is contained inside Q. The
relative interior of Q, denoted by ri Q, is the set of all interior points of Q relative to its
affine hull.

A.2 Convex Functions
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Definition A.6 (Normal Cone [HL01, §A, Def. 5.2.3]). Let Q be a nonempty convex subset
of Rn . The normal cone to Q at x is
NQ (x) =

(
∅

d ∈ Rn | d T (y − x) ≤ 0 for all y ∈ Q

if x ∈ Q ,

otherwise .

A.2 Convex Functions
A.2.1 Basic Concepts
Definition A.7 (Extended Real-Valued, Convex Function [HL01, §B, Def. 1.1.3]). A function f : Rn → R ∪ {+∞}, not identical to +∞, is convex if for all pairs (x, y ) ∈ Rn × Rn
f (γx + (1 − γ)y ) ≤ γf (x) + (1 − γ)f (y ) ,

∀γ ∈ (0, 1) .

Definition A.8 ((Effective) Domain [HL01, §B, Def. 1.1.4]). The (effective) domain of a
function f is the nonempty set
dom f = {x ∈ Rn | f (x) < +∞} .
Remark A.1. If in this thesis a function f is defined as the map f : Rn → R, we implicitly
mean that it is real-valued all over Rn , so dom f = Rn . Differently, if we define f to
be extended real-valued, i.e. f : Rn → Rn ∪ {+∞}, then f is allowed to take +∞, so
dom f 6= Rn . Note that a function that satisfies Definition A.7 has a convex domain.
Further details on extended real-valued functions and effective domains can be found in
[Ber09, §1.1.1].
Definition A.9 (Epigraph [HL01, §B, Def. 1.1.5]). Given function f : Rn → R ∪ {+∞},
not identical to +∞, the epigraph of f is the nonempty set
epi f = {(x, t) ∈ Rn × R | f (x) ≤ t} .
Proposition A.1 ( [HL01, §B, Prop. 1.1.6]). Let function f : Rn → R ∪ {+∞} be not
identical to +∞. Then f is convex in the sense of Definition A.7 if and only if its epigraph
is a convex subset of Rn × R.
Definition A.10 (Closed Function [HL01, §B, Def. 1.2.3]). A function f : Rn → R∪{+∞}
is closed if its epigraph is a closed subset of Rn × R.
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Definition A.11 (Indicator Function). Given a nonempty subset Q of Rn , the function
ιQ : Rn → R ∪ {+∞} defined by
(
0
if x ∈ Q ,
ιQ (x) =
+∞ otherwise
is called the indicator function of Q.
Proposition A.2. Let Q be a nonempty subset of Rn . The indicator function ιQ is (closed)
convex if and only if Q is (closed) convex.

A.2.2 Differentiability
Definition A.12 (Subgradient, Subdifferential [Ber09, §5.4]). Let f : Rn → R ∪ {+∞}
be a convex function, not identical to +∞. The vector g ∈ Rn is a subgradient of f at a
point x ∈ dom f if
f (y ) ≥ f (x) + g T (y − x),

∀y ∈ Rn .

The closed convex set of all subgradients of f at x is called the subdifferential of f at x
and is denoted by ∂f (x). By convention, ∂f (x) is considered empty for all x ∈
/ dom f .
Theorem A.1 (Existence of Subdifferential [HL01, §E, Thm. 1.4.2]). Let f : Rn → R ∪
{+∞} be a convex function, not identical to +∞. Then the subdifferential ∂f (x) is
nonempty if x ∈ ri dom f .
Theorem A.2 (Compactness of Subdifferential [Roc97, Thm. 23.4]). Let f : Rn → R ∪
{+∞} be a convex function, not identical to +∞. Then the subdifferential ∂f (x) is
nonempty and compact if and only if x ∈ int dom f .
Proposition A.3 (Gradient of a Convex Function [Roc97, Theorem 25.1]). Let f : Rn →
R ∪ {+∞} be a convex function, not identical to +∞, and let x be a point in the domain
of f . Then f is differentiable at x if and only if ∇f (x) is the unique subgradient of f at x,
i.e. ∂f (x) = {∇f (x)}.
Proposition A.4 (Subdifferential Under Addition [Roc97, Thm. 23.8]). Let f1 : Rn →
R ∪ {+∞} and f2 : Rn → R ∪ {+∞} be two convex functions, not identical to +∞,
and consider their addition f = f1 + f2 . If the intersection of the convex sets ri dom f1 and
ri dom f2 is nonempty, then
∂f (x) = ∂f1 (x) + ∂f2 (x),

∀x ∈ Rn .
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163

Proposition A.5 (Subdifferential of an Indicator Function [Ber09, Example 5.4.1]). Let Q
be a nonempty convex subset of Rn . The subdifferential of the indicator function of Q is
the normal cone to Q, i.e. ∂ιQ ≡ NQ .
Theorem A.3 (Subdifferential Monotonicity [Roc97, Corollary 31.5.2]). Let f : Rn → R ∪
{+∞} be a convex function, not identical to +∞. Then the subdifferential mapping ∂f :
Rn 7→ Rn is a monotone mapping in the sense that for all pairs (x, y ) ∈ Rn × Rn , for which
their associated subdifferentials are nonempty,
gx ∈ ∂f (x), gy ∈ ∂f (y ) =⇒ (gx − gy )T (x − y ) ≥ 0 .
Remark A.2. The converse of Theorem A.3 holds under a different concept of subdifferentiability than the one underlying this thesis (cf. Definition A.12). The other concept is
called the Clarke-Rockafellar subdifferential and the associated converse result is proved
in [CJT92, Pol90]. However, under somewhat stricter assumptions, the monotonicity property of the subdifferential as defined in Definition A.12 is a sufficient condition for (strong)
convexity of the objective as illustrated by Theorem A.4.

A.2.3 Strong Convexity
Theorem A.4 (Strong Convexity of Nonsmooth Convex Function [HL01, §E, Thm. 6.1.2]).
Function f : Rn → R ∪ {+∞} is strongly convex on the convex set Q ⊆ int dom f with
convexity parameter µ > 0 if and only if for all pairs (x, y ) ∈ Q × Q
µ
f (x) ≥ f (y ) + g T (x − y ) + kx − y k2 , ∀g ∈ ∂f (y ) ,
2
or equivalently
(gx − gy )T (x − y ) ≥ µ kx − y k2 ,

∀gx ∈ ∂f (x), ∀gy ∈ ∂f (y ) .

Remark A.3. The result in Theorem A.4 can be specialized to the (non-strongly) convex
case by letting µ = 0 in its proof.
For a strongly convex function with Lipschitz continuous gradient (cf. Section 4.1.2), the
result in Theorem A.4 can be strengthened. This is shown next.
Theorem A.5 (Extension of [Nes04, Thm. 2.1.12]). Let f : Rn → R ∪ {+∞} be once
continuously differentiable on an open set containing the convex set Q. Then f is strongly
convex on Q with convexity parameter µ > 0 and its gradient is Lipschitz continuous with
Lipschitz constant L > 0 if and only if for all pairs (x, y ) ∈ Q × Q

µL
1
kx − y k2 +
k∇f (x) − ∇f (y )k2 .
µ+L
µ+L
Remark A.4. Section 4.1.3 gives complementary characterizations of strong convexity.
(∇f (x) − ∇f (y ))T (x − y ) ≥
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A.2.4 Conjugacy
Definition A.13 (Conjugate Function [HL01, §E, Def. 1.1.1, Thm. 1.1.2]). Let f : Rn →
R ∪{+∞} be a function, not identical to +∞ and minorized by an affine function, i.e. there
exists (y0 , b0 ) ∈ Rn × R such that f (x) ≥ b0 + y0T x for all x ∈ Rn . The function
f ∗ : Rn → R ∪ {+∞} defined by
f ∗ (y ) = sup y T x − f (x)
x∈Rn

is called the conjugate function of f . Furthermore, as f ∗ is the supremum of closed convex
functions it is closed convex.
Remark A.5. Let f : Rn → R ∪ {+∞} be a convex function, not identical to +∞. Then
by Theorem A.1 it fulfills the assumptions of Definition A.13.
Theorem A.6 (Conjugacy Theorem [BC11, Thm. 13.32]). Let function f : Rn → R ∪
{+∞} be not identical to +∞. Then f is closed convex if and only if f ≡ f ∗∗ .

Proposition A.6 ( [HL01, §E, Corollary 1.4.4]). If f : Rn → R ∪ {+∞} is a closed convex
function, the following equivalences hold for all pairs (x, y ) ∈ dom f × dom f ∗
f (x) + f ∗ (y ) = x T y

⇐⇒

y ∈ ∂f (x)

⇐⇒

x ∈ ∂f (y ) .

Definition A.14 (Support Function [HL01, § C, Def. 2.1.1]). Given a nonempty subset Q
of Rn , the function σQ : Rn → R ∪ {+∞} defined by
σQ (y ) = sup y T x
x∈Q

is called the support function of Q.
Remark A.6. The conjugate function of the indicator function of a nonempty subset Q of
Rn is its support function, i.e. ι∗Q ≡ σQ .

A.3 Projection on Convex Sets
Definition A.15 (Distance Function, Projection, Projection Operator). Given a nonempty
subset Q of Rn , the function dQ : Rn → R+ defined by
dQ (x) = inf ky − xk
y ∈Q

is called the distance function of Q. If the infimum is attained, we denote
πQ (x) = argmin ky − xk
y ∈Q

the projection of x onto Q and the mapping x 7→ πQ (x) the projection operator of Q.

A.4 Optimization
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Proposition A.7 (Existence and Uniqueness of Projection on a Closed Convex Set [Ber09,
Prop. 1.1.9]). Let Q be a nonempty closed convex subset of Rn , and let x be a vector in
Rn . Then there exists a unique projection of x onto Q.
Proposition A.8 (Nonexpansiveness of Projection Operator [BC11, Prop. 4.8]). Let Q
be a nonempty closed convex subset of Rn . Then the projection operator of Q is firmly
nonexpansive (or co-coercive), i.e. for all pairs (x, y ) ∈ Rn × Rn
kπQ (x) − πQ (y )k2 ≤ (πQ (x) − πQ (y ))T (x − y ) .

By the Cauchy-Schwarz inequality the projection operator is nonexpansive, i.e. for all
pairs (x, y ) ∈ Rn × Rn
kπQ (x) − πQ (y )k ≤ kx − y k .

A.4 Optimization
Proposition A.9 (Transitivity of Infima [HL01, pg. 3]). If Q1 × Q2 is a nonempty subset
of the domain of function f : Rn × Rn → R ∪ {+∞}, then




inf f (x, y ) = inf
inf f (x, y ) = inf
inf f (x, y )
x∈Q1 ,y ∈Q2

x∈Q1

y ∈Q2

y ∈Q2

x∈Q1

Transitivity is also known as decoupling or partitioning in the optimization literature
(cf. [Ber09, Supplementary Chapter 6, §6.1]).

Theorem A.7 ( [Ber09, Prop. 3.1.1]). Let f : Rn → R ∪ {+∞} be a convex function
and Q a nonempty convex subset of Rn . A local minimizer of f over Q is also a global
minimizer. If f is strongly convex on Q, then there exists at most one global minimizer.
Theorem A.8 (Optimality Condition for Unconstrained Convex Minimization (Fermat’s
Rule) [Nes04, Thm. 3.1.15]). Let f : Rn → R ∪ {+∞} be a convex function, not identical
to +∞. Then it holds
x ∗ ∈ argmin f (x)

⇐⇒

0 ∈ ∂f (x ∗ ) .

Corollary A.1 (Optimality Condition for Constrained Convex Minimization [Ber09, Prop. 5.4.7]).
Let f : Rn → R ∪ {+∞} be a convex function, let Q be a nonempty convex subset of Rn ,
and assume that the relative interior of the domain of f intersects with the relative interior
of Q. Then it holds
x ∗ ∈ argmin f (x)
x∈Q

⇐⇒

∃g ∈ ∂f (x ∗ ) : −g ∈ NQ (x ∗ ) ,

where NQ (x ∗ ) denotes the normal cone to Q at x ∗ , or equivalently
x ∗ ∈ argmin f (x)
x∈Q

⇐⇒

∃g ∈ ∂f (x ∗ ) : g T (y − x ∗ ) ≥ 0,

∀y ∈ Q .
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Augustin-Louis Cauchy, Méthode générale pour la résolution des systèmes
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2006 – 2007

Diploma thesis at the Automatic Control Laboratory,
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