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Information is not knowledge
Knowledge is not wisdom
Wisdom is not truth
Truth is not beauty
Beauty is not love
Love is not music
Music is the best.
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Abstract
Mobile barcode scanning applications can improve the daily buying decisions
of millions of users. Application providers need access to high quality product
master data for correct product descriptions. Data quality problems are
emerging as product master data designated for industrial supply chains reach
a wide audience of consumers in these applications.
This thesis contributes to the research on mobile barcode scanning applications and product master data quality. We describe the development
of a mobile barcode scanning application that enables consumers to share
comments and ratings on products. The app has been deployed to thousands
of Android and iPhone smartphones and the software has been released under
an open source license.
Analysis of usage data shows that users are less likely to share comments
and ratings when product descriptions are missing. We use aggregated product master data for more than 120,000 products to develop a method for
identifying incorrect product names. We evaluate the performance and usefulness for consumer packaged goods businesses and measure the correctness
of product master data from publicly available sources.
Our results show that approximately 2% of product names are incorrect.
The method developed can be used to effectively monitor and control product
master data quality in external sources. Implemented in master data management processes, it can help to improve the overall quality of product master
data for mobile barcode scanning applications.
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Zusammenfassung
Mobile Software-Anwendungen, die Produkte anhand ihres Strichcodes identifizieren, ermöglichen jeden Tag bessere Kaufentscheidungen für Millionen von
Konsumenten weltweit. Wesentliche Voraussetzung für diese Anwendungen
sind qualitativ hochwertige Produktstammdaten, um eine korrekte Erkennung
der Produkte zu gewährleisten. Allerdings werden durch die – ursprünglich
nicht vorgesehene – Verwendung von Strichcodes durch Konsumenten auch
zunehmend Qualitätsprobleme im Bereich der Produktstammdaten sichtbar.
Diese Arbeit untersucht die Entwicklung von mobilen Anwendungen für
Konsumenten und die Qualität von Produktstammdaten für die Produkterkennung. Wir präsentieren ein Konzept für eine mobile Anwendung, mit
der Konsumenten Kommentare und Meinungen zu Produkten abgeben können. Die Anwendung wird für die mobilen Plattformen Android und iPhone
implementiert und aus unterschiedlichen Perspektiven evaluiert. Eine Analyse
der Nutzungsdaten zeigt, dass Benutzer deutlich öfter ihre Meinung zu einem
Produkt abgeben, wenn dieses korrekt erkannt wurde.
Aufbauend auf einer Sammlung von Produktstammdaten für über 120.000
Produkte wird eine Methode entwickelt, mit deren Hilfe falsche Produktnamen schnell und zuverlässig erkannt werden können. Wir demonstrieren
die Leistungsfähigkeit dieser Methode und ihre praktische Anwendbarkeit
für Unternehmen der Konsumgüterindustrie und zeigen, dass etwa 2% der
Produktnamen in online verfügbaren Datenquellen falsch sind. Unternehmen
können die entwickelte Methode nutzen, um Stammdaten für ihre Produkte in
externen Quellen zu kontrollieren und so die Datenqualität und Wahrnehmung
ihrer Produkte zu verbessern.
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Chapter 1
Introduction
1.1

Motivation

The vision of the Internet of Things (IoT) is to bridge the gap between the
physical world and the virtual world of digital information [35, 82, 120]. Over
the last years this vision has been applied to optimizing supply-chains in retail
and the handling of goods in logistics with Radio Frequency Identification
(RFID) as the driving technology [111, 36]. More recently, its value for
everyday users has been increasingly recognized [84, 66].
Today, smartphones feature a variety of sensors, Internet access and
installable applications, and they enable consumers’ mobile interaction with
the IoT [7, 73]. This focus on mobile and consumer applications in addition to
industry scenarios holds the potential for a huge number of consumer-oriented
services which could trigger a new level of adoption of the IoT [39].
As consumers’ Internet activities shift from the web to mobile, new
opportunities to interact with products are emerging: A unique product
identifier attached to the product makes it possible to identify single products
easily. This so-called global trade item number (GTIN) is specified and
distributed by Global Standards One (GS1), a non-commercial organization
with member organizations in countries worldwide. GTINs are sometimes
referred to as global trade identification numbers [40], and also well known
by former names such as international or European article number (EAN) or
1

universal product code (UPC). GTINs are specified in different lengths; the
most popular are 13- and 8-digit GTINs. They are printed on most consumer
packaged goods in the form of one-dimensional barcodes. Figure 1.1 shows a
13-digit GTIN barcode.
By definition GTINs are used to
identify consumer goods items “at
any point in any supply chain” [38].
Barcodes are typically scanned with
laser scanners and the GTIN mapped
to pre-defined product master data in
enterprise information systems such Figure 1.1: A 13-digit GTIN barcode.
as product description, price, package size, and weight. Since its introduction in the 1970s the GTIN has
made supply chains and the exchange of product master data more efficient.
Traditionally its use has been restricted to industry supply chains and has
typically ended at the supermarket check-out counter.
Scanning these barcodes with smartphone cameras enables mobile interaction with products and product-centric information services for consumers
[16, 94]. Over the last years, the use of GTINs has become popular among
consumers who increasingly interact with products in retail by using Auto-ID
technologies such as product barcodes [123]. In particular, mobile barcode
scanning applications on modern smartphones are already realizing the vision of a mobile IoT [3]. A recent study with a panel of more than 5,000
smartphone users in the U.S. found that nearly half of the participants (46%)
used a mobile shopping application in June 2012, and six out of the top ten
shopping applications included mobile barcode scanning [188].
Many mobile shopping applications implement barcode scanning using
the smartphone’s camera and image recognition software to identify products
by their barcode. Consumers can then access additional information for a
product of interest from online information services. They can, for example,
inform themselves about better prices, nearby shopping opportunities, or
product reviews and recommendations related to the scanned products. The
popularity of these applications shows their value for consumers. The ZXing
2

Figure 1.2: Consumer scanning a product barcode with a smartphone in a
supermarket (picture copyright Florian Michahelles).
Barcode Scanner application for Android has been installed on more than
50 million devices [183]. ShopSavvy, the leading mobile price comparison
application in the U.S., reported 10 million regular users and up to 600,000
barcode scans per day during May 2011 [207]. Other application providers
report similar success, e.g., RedLaser [161], Barcoo [137], or Scandit [163].
In the following we provide an overview of the most relevant stakeholders
in the consumer packaged goods (CPG) and fast moving consumer goods
(FMCG) business who are being affected by mobile barcode scanning applications for consumers.
• Consumers buy products in retail stores. Their buying decisions make
products and brands successful or not.
• Brand owners own and manage brands to market products to consumers.
GTINs are assigned to brand owners by GS1 to be used on their products.
• Retailers distribute and sell products to consumers. Some retailers also
act as brand owners with private label brands. Retailers require their
suppliers to use trade item identifiers such as GTINs in the form of
3

barcodes or Electronic Product Codes (EPC) on RFID tags to make
supply chains and logistics processes more efficient [112, 36].
• Manufacturers actually create the products for consumers. They either
market their own brands or produce for other brand owners.
• Application providers provide applications for smartphone users. Available barcode scanning software libraries, e.g., from ZXing [178], or
Scandit [163], enable fast development of mobile barcode scanning
applications.
• Data pools aggregate and manage product master data which are shared
between brand owners and retailers to make product-related information
available to all parties in a supply chain.
• GS1 is a global standards organization for the CPG and FMCG industry
with member organizations in most countries. The country organizations
assign GTINs to brand owners.
• Market researchers conduct studies to find out what consumers want
and think about existing products. They inform brand owners and
retailers about consumer needs and trends.
Mobile barcode scanning applications benefit consumers by providing
them with information to better inform their buying decisions. The main
incentive for consumers to scan product barcodes is price comparison. A
market research study of more than 1,400 U.S. consumers in January 2011
found that over half of consumers use smartphones to enhance their shopping
experience and that 44% of those use barcode scanning applications. Asked
for the reasons why they used a smartphone app or web browser in a retail
store, 66% cited comparing prices of a product [191].
Brick and mortar retail stores fear the negotiation power of consumers
equipped with mobile price comparison applications. They are uncertain
how to react to consumers who scan products in stores but prefer to buy
them online at a cheaper price, a trend known as “showrooming” [118]. A
popular example is the U.S. retailer Target’s removal of Amazon’s e-book
4

reader Kindle from its range of products after Amazon offered a discount on
products scanned with their price checking app [190]. In Germany, electronics
retailers initially tried to prohibit consumers from taking pictures and scanning
barcodes in their shops [213]. Now they seem to be less concerned about
the issue and are not enforcing any bans, probably fearing bad press over
restrictions more than a potential loss of sales [192].
The controversy over the threat that mobile barcode scanning poses for
brick-and-mortar stores has existed since these apps became popular [209] and
is still ongoing. Some argue that it is still a major threat [202, 179, 216, 201],
while others think that the issue is exaggerated and that consumers will still
prefer the service quality and instant availability of retail stores [205, 203].
But consumers are not only interested in comparing prices. Strategic
consumers wield more influence and power over strategic decisions of businessto-consumer (B2C) companies such as brand owners and retailers. Many
consumers are aware that their buying decisions directly influence corporate
policies and strategies [17] and therefore have a greater impact on the global
economy, ecology and society than their decisions at the ballot box, a trend
which can be described by the phrase “voting with one’s wallet” [5]. Consumers
often seek advice from other people when facing buying decisions. Most people
prefer recommendations from other consumers and especially from their friends
over commercial advertising [117, 25, 79].
Online communities and information services try to satisfy strategic consumers’ need to share information about companies and their products [77].
Common examples are epinions.com, a consumer reviews platform on the
web [187] and knowmore.org, where users share information about social
and ethical issues involving corporations such as workers rights, political
influence, or environmental aspects. In addition, blogging – and more recently
micro-blogging – about products and brands is becoming popular among
consumers [51, 47].
The engagement of consumers with products is also becoming evident
from the millions of fans of the Facebook pages of popular brands such
as Coca Cola, Starbucks, adidas, and Red Bull. Not only does the brand
owner share information with their fans, but even more importantly the fans
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themselves want to share their experiences and provide feedback on the brand
and products. Brand owners’ companies are beginning to understand the
impact of critical consumers talking about their products on the Internet
and are trying to capture the business value in these discussions. This shift
towards conversational marketing (in contrast to traditional advertising) can
be observed in the marketing industry where it is known as electronic or
digital word of mouth (eWoM) [26, 29, 50].
Mobile barcode scanning applications are already widely used and have a
great potential to change CPG and FMCG business by making consumers
interact with retail products and product-centric information services. On
the one hand these applications are increasing the quantity and variety of
product-related information available to consumers while they are shopping.
Furthermore, they allow marketers to capture information about consumer
interests and trends. The usage of mobile apps that make consumers interact
with product-centric information services on a large scale is also likely to
have wider effects on the retail business than just price transparency. This is
especially true, if the identification of products moves from optical barcode
scanners to RFID: Jasminko Novak in his visionary paper on “socially aware
consumer support in the augmented supermarket” [92] describes how mobile
interaction of consumers with products has the potential to make the world a
better place. In his scenario critical consumers use mobile devices with RFID
readers to share instant information on social, environmental, and healthrelated attributes of products at the point of sale. Such information, previously
unavailable to shopping consumers, enables them to choose products that
match their preferences.
It is important for brand owners, retailers, and manufacturers to understand how mobile barcode scanning applications work, how they are
implemented, how consumers use them to interact with their products, and
how this affects their business. Furthermore, most market participants will
find it relevant to know what consumers think of their products. Brand owners
and retailers can benefit from a detailed and real-time view of consumers’
preferences and consumer trends.
Mobile shopping applications have been a research topic in the area of
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pervasive and ubiquitous computing for many years, but thus far they have
been limited to experimental prototypes and small-scale user or lab studies.
As mobile shopping applications for consumers are now widely deployed and
used in the real world, opportunities and the need for large-scale evaluation
of these applications and their effects on consumer behavior and the retail
business are arising. This so-called “in-the-wild” approach has been proposed
as a model for research in the field of ubiquitous and pervasive computing,
e.g., by Korn [65], McMillan [83], and Michahelles [85]. It allows user studies
in the field of pervasive and ubiquitous computing on a previously unavailable
scale and promises valuable insights into the development and real-world
usage of mobile applications.
As the use of GTINs is no longer limited to industrial supply chains
but is expanding to consumers sharing information about products, the
corresponding product master data are becoming visible to a much larger
audience. The quality of product master data related to GTINs thus not
only affects business-to-business (B2B) scenarios, but also B2C issues such as
brand image and consumer trust.
A study by GS1 evaluated three mobile barcode scanning applications
in 2011 in the U.K. with a set of 375 products in a major supermarket. It
found that 75% of products lacked all missing information and that only 9%
of the products had correct product descriptions. A survey of more than
1,000 consumers found that missing and incorrect product descriptions in
mobile barcode scanning applications are a problem not only for users and
the application providers but also for brand owners, since missing or incorrect
product descriptions affect consumers’ trust in the app and decrease their
willingness to buy the product under consideration [24]. Our own experience
in developing a mobile barcode scanning application confirms problems with
the quality of product master data.
Research and industry agree that data quality is a critical issue in organizations and that poor data quality can have a substantial negative impact
on business [127, 8, 43]. Recent research on the exchange and quality of
product master data in the consumer goods industry has focused on intraand inter-organizational supply chain scenarios [76, 49, 97].
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One common assumption concerning product master data is that the
GTIN is a globally unique, unambiguous identifier as defined by GS1:
“A trade item is any item (product or service) upon which there is
a need to retrieve pre-defined information and that may be priced,
or ordered, or invoiced at any point in any supply chain. Trade
items may be a single item, part, unit, product, or service, or a
pre-defined multiple or grouping or combination of such items.
A separate Global Trade Item Number (GTIN) identifies each
of these items unambiguously, irrespective of the applied data
structure. This also applies to identification numbers for restricted
distribution in a closed environment.” [38, p. 419]
However, until now there has been no authoritative source of product
master data for consumer goods which is accessible, complete, and provides
useful product descriptions for consumer applications such as mobile barcode
scanning. Data pools in the global data synchronization network (GDSN)
such as those operated by SA2 Worldsync [162] or 1Sync [129] are targeted at
B2B transaction requirements and cover only a subset of available products.
Data access requires individual contracts with every company [90, 114, 113].
The Global Electronic Party Information Registry (GEPIR) is a web-service
operated by GS1 to provide information related to GTINs. Currently, GEPIR
provides the company prefix and company specific information such as company name and address for most GTINs. Item-specific product information
is specified but provided only for a very limited set of GTINs [38, p. 439]. In
addition, the GTIN allocation rules [198] for the FMCG industry published
by GS1 are “intended to drive normative practice within the FMCG sector”
but are not mandatory [38, p. 176].
While GDSN data pools and GS1 are working towards the goal of a
single source solution for authoritative product master data under the project
name “trusted source of data” (TSD) [4], application providers who want high
recognition rates for a wide range of products today need to aggregate data
that comes from many different sources, and has different formats, schemata,
and often unknown quality. This is a tedious and error-prone process. Several
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e-commerce companies such as Google, Amazon, and eBay offer application
programming interfaces (APIs) to product master data. However, to our
knowledge the data quality in these publicly available data sources has not
yet been studied in a scientific context. Haug and Arlbjørn note the lack
of academic research on data quality, especially research based on empirical
evidence from many companies [42].
This thesis aims to contribute to the research on mobile barcode scanning
applications by describing the development of an app to share opinions on
products. We think that the quality of product master data is an important
issue given the wide deployment of mobile barcode scanning applications
for consumers. We want to contribute to the research on the quality of
product master data by studying the effects of missing and incomplete product
descriptions on user contributions and by developing a method to assess the
correctness of product names in publicly available data sources. This method
allows us to estimate the correctness of product names and highlight problems
with incorrect product master data in publicly available sources.
The next sections provide an overview of the research questions and
contributions of this thesis.

1.2

Research questions

RQ1. How can consumers share their opinions on products using
a mobile application?
Mobile barcode scanning applications that implement useful functionality for
consumers are typically commercial and proprietary. Application providers
compete in a fast growing market and are averse to disclosing their architecture,
data sources, or software source code. In addition, application providers are
unable or unwilling to share usage data for analysis and research. Since the
first research prototypes of barcode scanning mobile applications in 1999 [16]
there have been many commercial applications but little reuse or exchange of
concepts and ideas and no scientific study of how barcode scanning applications
are actually used.
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In order to contribute to the research in this field of mobile commerce,
to increase the understanding of mobile barcode scanning applications, and
to analyze their usage and effects on consumer behavior, we implement a
mobile barcode scanning application and describe its development. Based
on the idea of “object-centered sociality” [19, 193] and inspired by “socially
aware consumer support” [92], the research aims to combine the concept of
electronic word of mouth with mobile barcode scanning.
In particular, we are interested in finding out how to implement a mobile
application for consumers to enable electronic word of mouth, and how
consumers would use such an application. Our goals are to enable consumers
to share opinions on products and to collect usage data for analysis. In
addition, we want to share our experiences and implementation to support
the further development of mobile shopping applications and future research
in this field.

RQ2. What is the effect of missing or incomplete product descriptions on user contributions?
The availability and quality of product master data are crucial factors for mobile product identification using Auto-ID technologies and play an important
role for mobile barcode scanning applications. One of the major challenges
for providers of mobile barcode scanning applications is to maintain reliable
access to product master data for a wide range of products in order to deliver
product descriptions for users, i.e., product names and product images which
represent the scanned product in the mobile application.
Following observations from previous research [11] and to complement
findings from industry studies [24], we analyze the usage data from our own
barcode scanning application to study the effects of missing and incomplete
product descriptions on the number of user contributions. Our hypothesis is
that users are more likely to share their opinion on products which have a
complete product description.
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RQ3. How to measure the correctness of product names in publicly
available sources?
The quality of product master data in publicly available data sources is largely
unknown but is a crucial factor for the success of mobile barcode scanning
applications for consumers. To quantify the problem of product master data
quality, we focus on the product name as one of the most used attributes
and the main component of any product description. Motivated by our own
research and previous studies on the effects of missing or incorrect product
descriptions in literature [24] we focus on completeness and correctness as
the most relevant quality dimensions.
While completeness is relatively easy to measure, measuring the correctness
in an automated way is much more difficult. We want to assess the correctness
of product names from publicly available sources for a large number of GTINs
which were scanned by users of a mobile barcode scanning application. Thus,
we aim to develop an effective and efficient method to measure the correctness
of product names. In particular, we aim to determine how to measure the
correctness of product names in an automated way and how to identify
incorrect product master data in publicly available data sources.
Furthermore, we want to provide a reliable and efficient method to check
the correctness of product names. As more services are offering access to
product master data online, including such companies as Brandbank and
itemMaster and application providers such as Scandit, the need for efficient
and automated methods to measure the quality of product master data
from various sources is becoming even more important. Finally, we aim to
improve the overall data quality for mobile barcode scanning applications for
consumers.
RQ4. How many product names in publicly available sources are
incorrect?
A common assumption is that every GTIN is globally unique and can thus
be unambiguously mapped to a correct product description. This assumption
is challenged by evidence of conflicting product names yielded by queries of
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different online sources for product information based on a GTIN. Conflicting
product names are a problem not only for users but also for application
providers, brand owners, and retailers; missing, incomplete or incorrect
product descriptions have negative effects on both the consumer experience
and on the reputation of brand owners and retailers. The question whether
the GTIN is really globally unique is becoming even more important as
consumers scan GTINs to access product-related information. But it has yet
to be scientifically addressed.
We are interested in determining the actual quality of available product
master data. In particular, we want to determine how many product descriptions in publicly available data sources are incorrect for a large set of
GTINs. Our goals are to provide researchers and practitioners with unbiased
and reliable numbers on product master data quality in publicly available
sources. We want to raise the awareness of data quality problems related to
product master data, and we want to contribute to the discussion on creating
an authoritative, trusted source of product master data.

1.3

Contributions

In this section we outline the main contributions of this thesis to research on
mobile shopping applications for consumers:
1. First, we implement a mobile barcode scanning application called
my2cents. Its users can share opinions on products with friends and
other consumers. The application is available for download from Android
and iPhone app stores. The main components of the software solution
are a server back end to aggregate product master data from various
online sources and two client applications. All software is published
under a free and open source license.
2. We analyze the usage data of the my2cents application to study the
effects of missing or incomplete product descriptions on users sharing
their opinions on products. We can show that the availability and
completeness of product descriptions has a significant effect on the
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number of comments and ratings. This contributes to the discussion of
the effects of product master data quality.
3. Using GTINs scanned by users of another mobile barcode scanning
application, we collect product master data with the my2cents server
back end from publicly available sources. Based on these product
master data and authoritative data from a B2B data pool, we develop
a method of assessing the quality of product descriptions on the web,
specifically of using a combination of string similarity metrics and
supervised learning to detect incorrect product names efficiently. We
measure the performance of this method and its usefulness for practical
applications.
4. Finally, we use the suggested method to estimate the correctness of
140,195 product names from publicly available sources for a set of 13,702
scanned GTINs. This is probably the first study of product master data
quality on such a scale.

1.4

Structure of thesis

The remainder of this thesis is structured as follows:
Chapter 2 reviews related research on mobile shopping assistants and
provides an overview of mobile barcode scanning applications currently on
the market. We also review related work on data quality, in particular master
data management and data quality assessment. We are interested in previous
work on data integration, name matching and the role of machine learning for
these tasks, in particular when related to product names in an e-commerce
context. Finally, we look at previous research on electronic word of mouth
and consumer power related to our goal of enabling consumers to make better
buying decisions.
Chapter 3 describes the development of my2cents, a mobile barcode
scanning application for consumers to share comments on products. First,
we describe our concept and the application development from a technical
perspective. Then we discuss possible business models and evaluate our
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implementation from various perspectives, thus addressing research question
RQ1. Analyzing the usage data of my2cents and motivated by reports of
missing or incorrect product descriptions, we study the effects of missing and
incomplete product descriptions in my2cents on the number of user opinions
on products, thereby addressing research question RQ2.
In Chapter 4 we describe our method to detect incorrect product names in
publicly available sources on the web based on previous work on product name
matching and supervised learning and using product master data collected
with the my2cents server back end. We conduct performance tests with
different classification models. Using the results we suggest a model based on
regularized logistic regression. After optimizing and training the final classifier
on a set of labeled product names, we evaluate the model’s performance on
independent test sets and for selected brand owners. This addresses research
question RQ3. Subsequently we use the developed method to estimate the
number of incorrect product names from a set of more than 140,000 names,
addressing research question RQ4.
Finally, in Chapter 5 we summarize our contributions and discuss implications for research and practice, open challenges and future directions for
mobile shopping applications for consumers and product master data quality.
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Chapter 2
Related work
In this chapter we review related work from several research areas. First, we
provide an overview of research on mobile shopping assistants in the area of
ubiquitous and pervasive computing. In the next section we present a market
overview of mobile barcode scanning applications. Then we discuss related
research on data quality, in particular on product master data, data quality
assessment, data integration, and name matching, with a focus on product
names and e-commerce applications. We also review research that considers
the role of machine learning for these tasks, again focusing on work related
to product names. Finally, we focus briefly on research on electronic word
of mouth and consumer power to provide more background on our goal of
empowering consumers to share their opinions on products.

2.1

Research on mobile shopping assistants

One of the research streams relevant to this work is research on mobile
shopping assistants in the field of ubiquitous and pervasive computing. Mobile
applications that enable consumers to interact with retail products have a longstanding tradition in this area. Early prototypes were customized hardware
devices; later pocket computers or personal digital assistants (PDAs) were
the preferred platform to implement software prototypes; and beginning in
2003, prototypes moved to being implemented as software applications on
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mobile phones. Some approaches attached shopping assistants to shopping
carts or baskets.

2.1.1

Hardware devices

In 1994 a research team at AT & T Bell Laboratories presented an early
experimental prototype of an indoor wireless system for personalized shopping
assistance. The system consisted of back end servers and a mobile hardware
device which could be attached to a shopping cart and featured speech
interaction using a microphone and headsets. It guided customers through the
store, provided details on products of interest via its built-in screen, pointed
out items on sale, made price comparisons, and kept personal shopping lists.
The system also implemented a barcode reader [6]. Many functions which
are now popular in mobile shopping applications were first implemented in
this prototype. More than 15 years later our work studies the actual usage of
some of these features in the real world.
The Metro Group Future Store initiative [152] is an industry consortium
set up to evaluate the use and acceptance of new technologies in real supermarkets. In 2003 the initiative presented the personal shopping assistant
(PSA), a system consisting of a tablet PC with a touchscreen, wireless network
connection, and a barcode reader. The tablet PC could be attached to the
top of a shopping cart and personalized by scanning loyalty cards. The PSA
could then display product-related information and speed up the checkout
process by transmitting the contents of the shopping basket to a cashier. The
system also supported self-checkout and was evaluated with customer surveys.
PSA users reported high levels of satisfaction, and sales increased through
the use of the PSA [56].
More recent approaches also use specialized hardware devices to implement
mobile shopping assistants in supermarket scenarios. Black et al. introduced
a context-aware shopping trolley to support the shopping experience in a
supermarket. The system was designed to help consumers locate items in
the supermarket, and a prototype was implemented using a display attached
to the shopping cart. Context-awareness was simulated using a wizard-of-oz
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approach via a Bluetooth connection, and the usefulness of the system was
evaluated in a small user study [13].
Kahl et al. implemented a context-aware shopping cart equipped with
a touchscreen attached to the top of the cart, Near Field Communication
(NFC) and RFID readers, and a fingerprint scanner. The system provided
consumers with navigation in the supermarket, product recommendations
and personalized shopping lists. The authors point out that in contrast to
hand-held devices, an instrumented cart can be operated hands-free, which is
an advantage in a shopping scenario [53]. Kalnikaite et al. installed a series
of LEDs and a changing emoticon as an ambient display on the handle of a
shopping cart together with a barcode scanner. Users could scan barcodes
of products and receive visual feedback about the food miles of the scanned
product. The system warns users when products have traveled far and when
the miles of the products in their cart have reached a pre-determined limit
corresponding to the social norm. Evaluation of the system with a user study
in a supermarket showed that users would buy products with lower average
mileage [55].

2.1.2

Pocket computers

In 1998 Fano introduced the Shopper’s Eye, a visionary prototype of a
location-based software agent running on a PDA and using GPS location
and user-defined shopping goals to inform users about the availability and
the price of products in nearby stores [32]. Also in 1998, the IBM SmartPad
Project was launched. Kotlyar et al. developed a system for ubiquitous access
to electronic grocery shopping and for managing shopping lists using PDAs.
A trial study conducted with customers of a large retailer in the UK produced
initial results showing that shoppers’ experience at the point of sale could be
enhanced [67]. Our work aims to examine these results in a larger scale user
study.
Brody and Gottsman presented the Pocket BargainFinder, a hand-held
device for augmented commerce, at the First International Symposium on
Hand held and Ubiquitous Computing (HUC’99). The prototype was designed
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to scan barcodes of books at bookstores and find the best available price
online. An initial evaluation found the speed of the Internet connection to
be the most limiting factor for a wide user adoption. With a clear focus on
mobile price comparison and the option to buy online from everywhere, their
work demonstrated a strong business case and triggered many reactions from
the media and numerous business inquiries. The authors correctly foresaw the
“dramatic effect” of “expanding the application to work on multiple products
in the retail industry” [16]. The application scenario the authors presented as
revolutionary is now taking place on a daily basis in retail stores worldwide.
The goal of our work is to study the predicted effect with currently deployed
mobile applications for consumers in retail.
In 2001 the project voyager at the media lab at MIT worked on applications
linking “virtual services to people, places, and things” [20]. The project also
implemented a personal shopping assistant (PSA) on a Pocket PC attached
to a shopping basket. Consumers could scan products with an attached
barcode scanner. The proof-of-concept system provided additional information
about scanned products such as recipes, nutritional information, and product
recommendations using an early version of an Object Naming Service (ONS)
and web services. Another version of the system featured an RFID reader
and products tagged with EPCs on RFID tags. The system was evaluated
through informal user trials in a supermarket. The most important benefit
to customers was seeing the total cost of scanned items. Some users raised
concerns about the time they spent scanning items, and they noted that
operating the scanner and Pocket PC while holding the shopping basket
was difficult enough to be a deterrent to using the system. Newcomb et
al. conducted a user study on shopping habits and did usability tests with
prototypes of a PDA-based shopping assistant [91]. They also noted that
“grocery shopping is an especially hands-busy, eyes-busy task” and “shoppers
must use their hands,” a fact that should be considered in the design of
shopping assistants.
The MyGrocer project developed a pervasive retail system for Fast Moving
Consumer Goods (FMCG) in 2001 and 2002 [68]. In a case study Roussos
et al. discussed in-store and on-the-move scenarios, and emerging business
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models. They also conducted focus groups with consumers to evaluate the
consumer perceptions of pervasive retail [110]. The system architecture is
described in [109]. A more thorough evaluation of consumer reactions to the
MyGrocer prototypes was done in a field study with 60 consumers in two
supermarkets. Consumers reported a highly improved shopping experience
and found minimized checkout time to be the most attractive feature. On
the other hand, they were also concerned about sharing private data, e.g.,
shopping preferences, and their identity [69]. Roussos et al. further discussed
implications for the design of consumer experience and mobile commerce
appliances in [108]. The MyGrocer project was the first large-scale research
project on mobile shopping assistants and some of its findings on user perceptions are reflected in today’s design of mobile shopping applications. One of
our goals is to build a mobile application for consumers to share their opinion
on products. We believe that user perceptions of privacy have changed since
the MyGrocer project, and consumers are now more likely to share personal
shopping preferences with others.

In 2005 Novak presented a prototype of a mobile consumer support system
in an augmented supermarket based on Radio Frequency Identification (RFID)
tagged products to provide information to “socially conscious consumers,”
i.e., “consumers [who] are concerned with health aspects of the products,
the origins and nature of the ingredients[,] the eco-compatibility of the
production processes, fair trade and ethical practices of the companies” [92].
Novak also suggested that consumers could provide information and opinions
about products, and discussed the socio-economic implications of such a
system. Novak concluded that using such a system as a feedback channel
from consumers to retailers and manufacturers “would directly influence the
greater supply of better products” and tracking of shopping preferences “could
be perceived as a positive effect by the consumers.” While Novak himself
did not continue the work on building such a system, his conclusions on the
socio-economic impact of mobile applications for consumer opinions are an
important inspiration and motivation for our work.
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2.1.3

Mobile phone applications

“Your mobile phone is the first truly pervasive computer. [...] it’s always with
you.” [7]
In 2003 Shekar et al. presented iGrocer, an early prototype of a mobile
shopping assistant implemented and operated on a mobile phone. The system
was implemented in J2ME and reads product barcodes with a barcode scanner
accessory. It was designed to assist consumers in buying decisions at the
point of sale based on user-defined nutrition criteria and price constraints
[116]. The system was the first to our knowledge to be implemented on a
mobile phone. It tried to solve many problems at once, and evaluation was
limited to presenting lessons learned from mobile software development which
at that time was still very cumbersome. The goal of our work is an evaluation
of the actual usage of a mobile shopping application, and our implementation
focuses on sharing consumer opinions about retail products.
Adelmann et al. developed a fast and reliable toolkit for barcode scanning
as part of their research at ETH Zurich. The scanning software was initially
called Batoo [3, 1]. Its main features include the ability to scan barcodes from
any angle, i.e., the orientation of the phone in relation to the barcode does not
matter. Later versions could even decode barcodes in blurry images which
eliminated the need to wait for the auto-focus of the camera. Compared to
other barcode scanners in a user study in 2010, Batoo was one of two from a
total of 11 mobile barcode scanners with a perfect reliability of 100%, i.e.,
all barcodes were recognized correctly [123]. The other barcode scanner with
perfect reliability in this study was ZXing [178]. The implementation of the
Batoo barcode scanning algorithm and its evaluation is described in more
detail in Robert Adelmann’s thesis [2]. The research project also resulted in
the founding of a successful spin-off company called Mirasense. The company
is now marketing the barcode scanning application, a software development
kit for barcode scanning applications, and a product master data API under
the brand name Scandit [163].
RFID technology has been an important driver for mobile interaction
with retail products. Wiechert et al. discussed compatibility issues between
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the Electronic Product Code (EPC) and NFC and their impact on using
mobile phones in the retail environment [128]. Together with Florian Resatsch
we presented the Mobile Sales Assistant, a prototype of a mobile product
information system based on NFC and the EPC. It enabled shopping assistants
and consumers to check the availability of products at the point of sale
and was evaluated using focus groups [102, 62]. Guinard et al. presented
the MobileIOT toolkit connecting the EPC network to mobile phones and
evaluated it by implementing two prototypes [41].
In 2008 the Metro Group Future Store initiative also introduced a mobile
phone application called “Mobiler Einkaufsassistent (MEA)” for Nokia smartphones. The application implements barcode scanning for displaying price
and product information, shopping basket and shopping list management,
navigation in the supermarket, and a fast checkout process [153]. Metro also
implemented an iPhone application called “FutureStore” in 2010 but the app
offers only basic information about the future store and a game; it does not
provide shopping assistance [144].
Von Reischach et al. developed APriori, a prototype of an NFC-based
mobile product recommendation system [122]. Von Reischach et al. also
compared different input methods for mobile product interaction. They found
NFC to be the fastest but barcode scanning to be the most appropriate for
consumers due to the large distribution of barcodes on retail products [124]. In
a later work we conducted a user study comparing 11 different mobile barcode
scanning applications for consumers with 20 users in a supermarket scenario
[123]. Von Reischach et al. have also evaluated product review modalities for
mobile phones. They have found that users prefer fewer product reviews and
ones that are well-aggregated such as stars or short text blocks on mobile
phones rather than long texts or videos [121]. Our work builds heavily on
the work of von Reischach et al.: We integrate their findings from comparing
product identification techniques and base our implementation on scanning
one-dimensional product barcodes instead of using NFC or other RFID
technology to identify retail products.
Deng and Cox presented LiveCompare, a prototype using mobile camera
phones for grocery bargain hunting through participatory sensing at HotMobile
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2009 [27]. The authors focused on crowd-sourcing price information for grocery
products and discussed the problems of data scarcity and data integrity. They
concluded that obtaining data from retailers directly would help overcome
these limitations. The authors also pointed out that “LiveCompare relies on
UPCs as globally unique keys.” In our work we study the quality of product
master data available online and dispute the fact that UPCs are globally
unique. Instead of crowd-sourcing retail prices from users, our implementation
focuses on collecting their opinions on products.
Nurmi et al. used predictive text input to help users create and manage
their shopping lists in a web-based mobile shopping assistant [93].
Kowatsch and Maass studied the impact of an RFID-enabled mobile
recommendation agent on usage intentions, product purchases and store
preferences of consumers and tested it in a lab experiment with 47 consumers
[70]. One of the limitations of their work is “the use of a small sample that is
not representative for consumers of retail stores in general.” In this thesis we
develop a mobile application to be deployed in a real-world scenario over the
application stores to thousands of users.
Research on mobile shopping assistants has thus far focused on prototypes
that have not been widely deployed and evaluated on a large scale. While
other mobile applications have been researched on a larger scale [83, 88] as well
as smartphone usage in general [14] and researchers report good results from
deploying applications in app stores [33, 45], most of the reviewed work on
mobile shopping assistants has used relatively small user groups and has taken
place in controlled lab environments. Findings on the usage of mobile barcode
scanning applications and their effects on consumer behavior from real-world
deployments are not yet available but would be relevant for companies in the
CPG and FMCG industries and for application providers.

2.2

Mobile applications on the market

In this thesis we develop a mobile barcode scanning application for consumers
and deploy it through app stores with the goal of reaching a significant number
of users. Many mobile shopping applications for consumers are already
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competing for consumers’ attention on the dominant smartphone application
markets iTunes App Store for iPhone and Google Play, the former Android
Market. Many apps feature barcode scanning to identify retail products and
enable mobile interaction with products. While the first successful barcode
scanning applications focused mainly on price comparison, the next generation
of barcode scanning applications also addresses consumers’ concerns about
health and sustainability. More recently, apps have also started to integrate
social features, allowing users to recommend products to friends and followers
using popular social networks such as Facebook and Twitter. In this section we
provide an overview of the market for mobile barcode scanning applications.

2.2.1

Price comparison

ShopSavvy and Compare Everywhere were among the first mobile applications
available to the public that offered barcode scanning on smartphones for price
comparison. Both apps began as winners of the first Android Developer
Contest in 2008 [134] and were built on the free and open source ZXing
barcode scanner library [178]. In late 2010 ShopSavvy was the market leader
of mobile price comparison in the U.S. and reported about 5 million users,
which generated up to 100,000 scans per day [181]. In April 2011 the same
app reported 600,000 scans per day [207]. The Android application has been
installed on more than 10 million devices.
RedLaser is a barcode reader app for the iPhone which sold about 2
million apps for $2 each and was a long-time top ten paid app on the iTunes
App Store. The app has been sold to eBay for a reported price of $10 million
[206]. The application is now available for free on all major mobile operating
systems and claims to have 20 million users.
Scandit [163] and Bakodo [135] offer price comparison for the U.S. Market
with improved barcode recognition and a claim of better user experience.
There are also many localized variants of price comparison apps, e.g., Germany’s Barcoo [137] and woabi [175], and France’s lynkee [151].
According to a market study by Nielsen, eBay Mobile is the most popular
shopping app in the U.S. with a unique audience of more than 13.16 million
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users in June 2012 followed by Amazon Mobile with a unique audience of
12.12 million [188]. Both apps feature barcode scanning.

2.2.2

Social applications

To the best of our knowledge, the first application that made users scan
barcodes in order to share comments on products with others was Andora
for Android by Krispin Schulz in 2009. Andora combined the free ZXing
barcode scanner with product information from the Zanox affiliate network
[177]. The app is still available in the Zanox Application Store [180]. Users
can scan the barcode of a product, receive a product description from the
Zanox affiliate network, and provide a comment. The application requires the
additional installation of the ZXing barcode scanner application. We found
this approach of a mandatory second app to install uncomfortable for users
and instead decided to integrate the barcode scanner in our application.
StickyBits is a mobile app for attaching digital information to barcodes
[166]. The company was founded in New York City and started selling custom
barcode stickers to attach to arbitrary objects. Later they announced a deal
with a large retail company to augment soft drink bottles and cans with
digital content such as small video clips with advertising connected to the
product’s barcode [212]. StickyBits later shifted their business model towards
helping retail businesses promote their products and offering rewards such
as give-away products for users who scan products. Facebook and Twitter
authentication were integrated to make users share product interactions with
their social networks. The project also acquired $1.9 million of venture capital
funding in May 2010 [196]. One year later in April 2011 activity on the
project seemed to have ended. The founders are now active creating a social
music platform called turntable.fm.
Hatena Monolith is a Japanese app offering a gaming approach to barcode
scanning: users who scan product barcodes can share things they like with
others, e.g., on Twitter. Their actions are rewarded with medals and virtual
money [147].
The concept of location-based check-ins became popular with apps such
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as foursquare and for popular locations, e.g., restaurants, bars, and clubs,
where people like to share their whereabouts with their social network. The
location-based community MyTown publicized its goal of bringing this concept
to products with product check-ins together with a large retailer [204].
Barcode Hero [136] and myShopanion [157] also focus on social shopping
features including sharing product recommendations with friends on Twitter
or Facebook. Barcode Hero was acquired by Groupon in February 2012.
WhosRich.me is a social utility that tracks friends’ shopping habits. Shoppers
can show off their new purchases and receive feedback from their friends. An
iPhone app allows users to share events on the go [174].
Migipedia is the web-based product community of Migros, a Swiss retailer.
The goal is to feature all the retailer’s 40,000 products and to allow users
to share comments and ratings. Other consumers as well as the retailer can
learn about users’ perceptions of specific products. Migipedia also asks users
to participate in product decisions such as which new flavors to add to a line
of products [154]. Migros also offers a mobile application called M-Go which
integrates a barcode scanner and helps consumers manage their shopping
lists. However, the Migipedia community has not yet been integrated into
the M-Go application.
Consmr.com is a web-based community around groceries based in New
York City where consumers share reviews on grocery products. An iPhone
application was launched in May 2012 which reached 100,000 downloads in
the first two weeks [141, 200].
Another project to make socially aware consumers scan product barcodes
and share comments is openlabel [186]. The project raised $80,000 in seed
funding in February 2012 [210] and has been in private beta mode ever since,
i.e., no application is yet available for download.

2.2.3

Other barcode scanning applications

Another barcode-based mobile game application is Barcode Beasties: Scanning
a product barcode seeds a random generator to create a virtual monster.
Consumers who are unable to decide between two products can use the app
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to scan both barcodes and let the corresponding monsters battle it out. The
app is available for iPhone and Android [182].
Other apps directly target critical consumers and provide product information about nutrition, health or sustainability. The iPhone app for the Swiss
independent product information service codecheck.info immediately gained
100,000 downloads in the first days after its release [140] and is now installed
on more than a million devices [211]. It receives more than 65 million requests
per year [143]. The comparable app Goodguide [145] in the U.S. received $3.7
million of venture capital funding [199]. In Germany das-ist-drin.de offers a
similar app [142], although thus far without social features.
Aislebuyer and qthru implement the concept of mobile self-checkout: Users
themselves scan the barcodes of products they buy in the supermarket and
save time by not having to line up at the cashier for the checkout process
[160, 131]. Both projects received large amounts of funding [189].
There are also alternatives to barcode scanning for identifying products
with smartphones available on the market. The Swiss startup Kooaba [150]
developed a system to identify products by taking a picture of the product or
the package, a concept which has also been implemented by Google Shopper
[146].

2.3

Research on data quality

Research on data quality and data quality management is spread across many
research disciplines. This research has produced various metrics, dimensions,
methodologies, and frameworks to define and assess data quality. This section
provides an overview of data quality research and identifies relevant data
quality dimensions and assessment frameworks for our research. Further
details concerning the current state of data quality research can be found in
[10, 78].
Strong et al. use the notion of “fitness for use” for data quality and Wang
et al. promote a consumer view on data quality [119, 127]. Wang et al. also
encourage businesses to treat data as a product [126]. The same authors
also develop a framework to capture the “aspects of data quality that are
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important for data consumers” [127].
The widespread understanding of data quality as “fitness for use” is
discussed among researchers and practitioners: “While fitness for use captures
the essence of quality, it is difficult to measure quality using this broad
definition” [54]. Miller points out that “[m]anaging information quality is a
continual process” [87] and English defines information quality as “consistently
meeting all knowledge worker and end-customer expectations” [31]. Later
English states that “[i]nformation Quality is not just ‘fitness for purpose;’ it
must be fit for all purposes. [...] Information that is functionally biased for a
business area may meet specific department requirements but be deficient for
downstream processes” [194].
According to Haug and Arlbjørn [42] empirical studies on data quality for
multiple companies are scarce in academic research. However, industry surveys
show that poor master data quality is a huge problem for companies [81] (as
cited by [42]): “88% of all data integration projects either fail completely
or significantly over-run their budgets.” Similarly, “[o]rganisations typically
overestimate the quality of their data and underestimate the cost of errors.”

2.3.1

Product master data

In our work we focus on the quality of product master data. Master data
describe features of a company’s core entities such as customers, suppliers, or
products [97]. According to [48] “[c]orporate master data is defined as data
used in more than one division. It comprises vendor, material, and customer
master data, amongst others.” According to another more popular definition
“master data is typically created once and re-used many times, and does not
change too frequently.” [63]
In the consumer goods industry, we see the above-mentioned “deficiency for
downstream processes” [194] emerge for product master data: In data pools,
product master data are provided by CPG companies in a B2B context and
within industrial supply chains. When the same data are used by consumeroriented services, new problems with data quality which were not visible or
relevant before emerge, e.g., missing or incorrect product names; these are
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the focus of our work.
Otto and Hüner describe and compare commercial software for master
data management and its use for data integration within an organization
[96]. Otto, Hüner, and Österle use a design science approach to develop a
functional reference model for master data quality management [97]. The
model is evaluated in a case study with Beiersdorf, a leading manufacturer of
consumer goods [95]. One of the key issues of master data quality management
is data integration which can also be seen as a part of information systems
integration [115]. Identifying incorrect product master data is a key goal of
our work and a prerequisite for successful data integration based on unique
identifiers such as the GTIN. In contrast to the cited research, this thesis
deals with product master data in different sources and outside the scope of
a single company or organization.
The goal of data pools based on GDSN standards is to make the interorganizational exchange of product master data more efficient [90, 113]. The
GDSN standard has thus far been targeted at B2B applications. GS1 has
recently conducted a pilot project to enable a trusted source of product master
data for consumer applications [4]. We reason that quality control will play an
important role in any product master data service, and especially in upcoming
services which are considered authoritative. Monitoring external sources of
product master data should be part of any company’s product master data
strategy in the area of CPG and FMCG. This thesis provides a method to
enable the monitoring of product master data quality in publicly available
sources.

2.3.2

Data quality assessment

Data quality is a multi-dimensional concept, and the definition of quality
dimensions has been a key issue in data quality research for many years. Lee et
al. compare academic and practitioners’ views on data quality dimensions and
consolidate objective and subjective quality dimensions into one model [75].
Batini and Scannapieco [10] compare different approaches to defining quality
dimensions, and Batini et al. provide an overview of the classifications of
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data quality dimensions found in two decades of data quality literature. They
derive a common set of four dimensions: accuracy, completeness, consistency,
and time-related dimensions [9].
Several models, frameworks and methodologies for data quality assessment
have been developed. Batini et al. compare different methodologies for
data quality assessment [10]. Pipino, Lee and Wang describe principles and
functional forms to develop meaningful and objective data quality metrics
across several quality dimensions [99].
In this thesis the focus is on the quality dimensions accuracy and completeness for product names. Consistency and time-related dimensions are
out of its scope. In the context of this thesis and to avoid confusion with the
concept of accuracy as a performance measure in machine learning, we prefer
the term “correctness” over accuracy to describe the extent to which data
are correct or free from error [125]. A product name is defined as correct
for a GTIN when it clearly describes the product identified by the GTIN.
Completeness in our case is the extent to which product names exist for a set
of GTINs. We also measure the performance or reliability of data sources for
product names (cf [10]).

2.3.3

Data integration

Rahm and Do provide a classification of data quality problems in data sources.
They “differentiate between single- and multisource and between schema- and
instance-level problems” [100]. In this thesis we deal with the correctness
of product names from different publicly available data sources, clearly a
multi-source problem. Although the data sources use different schemata,
the challenging problem in this case is not on the schema-level but on the
instance-level.
Whenever real-world entities – such as products – have different representations in data sources, data integration needs a process to identify (and
possibly eliminate or merge) duplicate entries. Duplicate record detection is
a common challenge when dealing with data and has been known for many
years under different names such as entity resolution, entity matching, record
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linkage, object identification, or just the matching problem [11, 30]. Elmagarmid et al. provide a good overview of duplicate record detection techniques
[30]. Madnick et al. mention entity resolution and record linkage as part of
“Database-Related Technical Solutions for Data Quality” and point out that
“[t]hese techniques are often used to improve completeness, resolve inconsistencies, and eliminate redundancies during data integration processes” [78].
In this thesis we aim to integrate product master data from different sources
to provide product descriptions for a mobile barcode scanning application.
Another goal is to identify incorrect product names.

2.3.4

Name matching

Duplicate detection has been often applied to product names in practice,
e.g., for comparison services to provide price comparisons across different ecommerce sites. Matching product names is a common example in research on
entity matching and is done by measuring the similarity or distance between
product names, i.e., strings. For identifying incorrect product names we
are interested in finding non-matching instead of matching product names.
However, this is essentially the same problem from an opposite point of view,
enabling us to use the same string-based metrics and algorithms which also
provide good results for name matching.
Cohen et al. compare the performance of different string distance metrics for name matching and implement an open-source software toolkit for
matching names [22]. They find a combination of the classical Levenshtein
edit distance and the Jaro-Winkler method to perform best [23].
Bilenko et al. also compare name-matching algorithms for matching
entity names for several data sets including product names taken from two
e-commerce websites. They note that UPC codes are “golden standard labels
for evaluating linkage accuracy” [11] which at first seems to confirm the
widespread assumption that GTINs are globally unique. However, from their
experiments with matching product names they also report an unexpected
“sharp drop in precision [...] due to erroneous UPC identifiers provided by the
merchants on some of the product offers.” They also find that different UPC
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codes for differently colored variants of the same product penalize observed
precision values [11]. To our knowledge this is the first time quality problems
related to GTINs and product names are mentioned in academic research.
The authors do not further explore this issue or its consequences. In our
work we follow up on their observations and further study the occurrence of
“erroneous” GTINs in greater detail and on a larger scale.

2.3.5

Machine learning

One major challenge for name matching is to find the optimal configuration
parameters, e.g., similarity thresholds, to differentiate between matches and
non-matches. Machine learning techniques can be used to automate this
process, e.g., with supervised learning after training labeled examples for
matches and non-matches.
Cohen et al. use support vector machines (SVMs) to combine string
distance metrics and increase the performance for entity name matching [23].
Bilenko et al. apply an online learning algorithm for training a combined
similarity function to the domain of product normalization [11]. Köpcke et al.
develop a framework to compare learning-based approaches for matching web
data entities [64]. They find that a simple combination of multiple learning
approaches performs best for all test cases. The most challenging of four
different application domains in their evaluation is product name matching
using data from Amazon and Google products.
Motivated by these previous examples, we also base our approach to
identifying incorrect product names in publicly available sources on a combination of string similarity measures and supervised learning to find the best
configuration parameters and similarity thresholds.

2.4

Word of mouth and consumer power

Word of mouth can be defined as “interpersonal communications in which
none of the participants are marketing sources” [15]. Consumers talking
about products and brands on the Internet and especially blogging and micro31

blogging about products are known in marketing as digital or electronic word
of mouth (eWoM). Dellarocas provides a good overview of digital word of
mouth systems, their possibilities and challenges, and he discusses differences
from traditional word of mouth [26]. Dwyer has proposed a page rank
mechanism to measure the value of electronic word of mouth and its impact
on consumers [29]. Jansen et al. have investigated micro-blogging as a form
of electronic word of mouth for sharing consumer opinions [50]. Chen et al.
have compared various algorithms for recommending online content using
information streams from micro-blogging [21].
Thus far the concept of electronic word of mouth has been linked to the
web and to trends such as blogging and micro-blogging. One of our goals in
this thesis is to implement an application to bring the concept of eWoM to
the mobile phone and thus closer to the point of sale where consumers make
buying decisions.
The concept of consumer power on the Internet has been summarized by
Rezabakhsh et al. in 2006: “The Internet enables consumers (a) to overcome
most information asymmetries that characterize traditional consumer markets
and thus obtain high levels of market transparency, (b) to easily band together
against companies and impose sanctions via exit and voice, and (c) to take
on a more active role in the value chain and influence products and prices
according to individual preferences.” [103].
Since 2006 several websites and online communities have emerged to
provide information for critical consumers. Knowmore.org monitors the social,
political and environmental behavior of consumer corporations and links
this information to popular brand names. Their tag-line is “Vote with your
wallet” [185]. The German web-based community utopia.de connects and
informs critical consumers. The company also earns money by providing
consulting services for companies who want to improve their corporate social
responsibility [172]. Carrotmob.org brings together consumers to reward
companies for desired changes in behavior, e.g., use of sustainable resources,
or policy, a concept which they call reverse boycott [139].
Blippy was another web-based community for sharing purchases of goods
and services. One purpose of the site was to facilitate discussion and compar32

ison shopping among people who are connected with each other online [138].
Despite major funding, the site ceased to exist in 2011 [214]. Hollrr was a
web application that let users share favorite brands and products via Twitter
and Facebook. People seeking guidance while buying a product are offered
valuable information [148]. The site is still online but is without activity.
Tales of Things allows users to link objects with memories in the form
of digital content [149]. Thinglink started with a similar concept in 2005,
providing globally unique object identifiers and a service to link digital content
to these identifiers. Their current focus is on identifying and tagging objects
in pictures [168].
Consumer empowerment via the Internet has occurred mostly on the web.
Empowering consumers with mobile applications is an upcoming trend. This
thesis contributes to the research in this area.

2.5

Summary

Previous research on mobile barcode scanning applications has been evaluated
with small user groups and in lab environments. Following related work
with mobile apps in the large, this work aims at deploying a mobile barcode
scanning application for consumers through app stores and studying its usage.
The market for barcode scanning apps is very competitive for price comparison, which is the main incentive for consumers to scan product barcodes.
Integrating social networks to provide trusted product recommendations and
information related to health and sustainability is an upcoming trend. Thus
far social barcode scanning applications that try to implement the concept
of electronic word of mouth are focused on the U.S. market, e.g., StickyBits,
consmr.com, or openlabel. With the notable exception of the iPhone application released by consmr.com most social barcode scanning applications seem
to have failed after a time, and – in the case of StickyBits – despite millions
of dollars of funding.
In Europe the mobile price comparison app barcoo features comments on
products for the German market and has experimented with social features.
A mobile application with a focus on enabling consumers to share comments
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on retail products with existing social networks is not available for Germanspeaking markets. In the next chapter we present the development and
evaluation of my2cents, a mobile barcode scanning application enabling
consumers to share their opinions on products.
Mobile barcode scanning applications need access to reliable and trusted
product master data to display product descriptions for scanned GTINs.
Incorrect product names in product master data from publicly available
sources on the web have been encountered in previous work. However, thus
far this data quality problem has not been sufficiently addressed in a scientific
context. Chapter 4 aims at closing this gap.
Product master data quality is a business-critical issue for brand owners
in the CPG and FMCG industry, even more so when product master data
are now accessible to millions of consumers using mobile barcode scanning
applications. In Chapter 4 we present our approach to identifying incorrect
product names on the web. Our goal is to quantify the problem of incorrect
product names and possibly unauthorized use of GTINs on the web. We want
to raise the awareness of quality problems with product master data related
to GTINs, and our findings contribute to the discussion of a trusted source of
product master data.
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Chapter 3
Application development
The wide reach of mobile phone applications through app store distribution
is allowing researchers to conduct user studies in the field of pervasive and
ubiquitous computing on a previously unavailable scale. In this chapter we
describe the development of my2cents, a mobile barcode scanning application
for consumers.
When consumers face buying decisions in brick-and-mortar retail stores,
direct personal and trusted advice is often not available. Consumers often do
not know what they want or which products meet or conflict with their preferences and goals. With my2cents users can access personal recommendations
on their mobile phone and share their own product experiences. my2cents
provides unbiased and highly relevant information from other consumers and
friends for a specific product of interest wherever it is needed.
my2cents enables consumers to share their opinion on products with
friends and other consumers. The application combines the concept of social
objects [193] with mobile product identification [124]. Our goals are 1) to
establish a user-generated, product-centric information stream that provides
value in the form of reviews, recommendations and comments related to retail
products; and 2) to enable large-scale research on mobile consumer-product
interaction. In particular, we are interested in how product descriptions affect
user contributions, i.e., does the completeness of product descriptions affect
how often users share their opinion on retail products?
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Shared product experiences benefit consumers by informing them about
products, facilitating better buying decisions. In addition, an innovative
and immediate feedback channel from consumers to businesses is established.
Brand owners and retail companies benefit from product-related consumer
opinions and can enter in a real-time dialogue about their products with
potential and critical customers. In the long run a continuous integration of
critical consumer feedback will lead to higher market transparency and better
products. Furthermore, my2cents enables large-scale research: We can study
how the application is used to gain new insights on mobile consumer-product
interaction and its impact on consumer behavior.
The first section of this chapter describes our concept in detail and our
thoughts on possible business models. It then presents our implementation.
In the third section we evaluate the application from different perspectives
and analyze my2cents usage data to determine how product descriptions
affect user contributions. Parts of this chapter have been published in [58]
and [59].

3.1

Concept

The basic idea behind my2cents is a “Twitter for products”: it combines the
concepts of electronic word of mouth and mobile product identification and
uses consumer packaged goods as social objects. The application makes the
Internet of Things accessible to consumers and on mobile phones and enables
research on mobile consumer-product interaction.
The name my2cents was inspired by the American English idiom for contributing “my two cents”, e.g., to a discussion. The phrase often characterizes
a personal opinion, or an opinion which one does not put much stock in. We
think that many individual opinions on products empower consumers to affect
other consumers’ buying decisions and in the end also corporate behavior.
In this section we describe the context in which we see the development
of this application and our approach. We also list the features of the mobile
application we want to implement from a user perspective and discuss possible
business models.
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Our goal is to establish an open and transparent stream of consumerproduct interactions which is available and useful for both consumers and
researchers. We also want to share our results and enable more research on
mobile barcode scanning applications on a large scale.

3.1.1

Our approach

Inspired by the success of micro-blogging services such as Twitter [169] and
the success of mobile barcode scanning applications for price comparison such
as ShopSavvy [165] and Barcoo [137], our initial idea is to develop a mobile
barcode scanning application which combines micro-blogging and product
identification, i.e., a Twitter for products.
We want to offer an application for consumers to share details of their use
and opinion about products within their social networks. Accordingly, users
should be able to identify a product, access comments and ratings about this
product from other consumers, and share their own opinion in the form of
comments and ratings. We want to leverage mobile interaction of consumers
with products and social networks and engage users in sharing comments
about products of interest. Ideally, dialogues and discussions about products
of interest would emerge among users.
To this end, we implement a basic concept, distribute the apps, and operate
the server back end. We evaluate usage from server logs and want to find
out more about users’ intentions and expectations with user tests. This usercentered approach helps us to develop the application closely related to users’
actual needs. We focus on software development and on providing a highly
rewarding mobile user experience. We also aim to cooperate with technology
partners and external services for product information, user authentication,
and the exchange of consumer-generated data.
Figure 3.1 shows the basic concept of the my2cents application consisting
of three steps: First, users scan a product’s barcode to identify the product.
Second, they can see a basic product description, which confirms their identification of the product. They can also see their friends’ and others’ opinions of
the product. If others have left comments, they can also read these comments.
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Figure 3.1: my2cents concept: Scan a product’s barcode, read what others
have said, share your own opinion (Illustration copyright Nadine Gahr).

Third, users can state their own opinion, either by pressing a like or dislike
button, or by entering a short text comment. Users can identify themselves
using an existing social network account. Comments can also be shared with
others by distributing them on social networks or micro-blogging sites.

3.1.2

Features

Identify a product
The my2cents application uses the mobile phone’s camera to read the product’s
barcode and capture the product’s GTIN. Scanning a product indicates that
the user is already interested in this product. This is the most basic form of
interaction. Successful barcode scanning is subject to lighting conditions and
the conditions of the package surface where the barcode is printed. When
scanning fails, a fall-back to manual input is provided: users can also enter
the product’s barcode number by typing it in.
In a next step, the application uses the GTIN to query a web service on
the server back end for related information. The web service responds with a
product description consisting of product master data, e.g., a product name,
the brand name, and optionally a product image. The product description
needs to match the product the user has scanned to give positive confirmation
to the user that the displayed information has a verified relation to the
product.
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Get other consumers’ opinions
If comments or ratings by other users are available for the scanned product
users can see a summary of the overall user rating and read the comments.
The comments and ratings from other users enable the user to find out
what other consumers think about the product. In addition, comments and
ratings can be filtered to show only those from friends using the social graph
of a social network site. This might be interesting for users when evaluating
the product during buying decisions at the point of sale. It could also be
interesting while using the product, i.e., consuming packaged food or drinks.
The application also encourages users to actively contribute their opinions to
the discussion, i.e., to write and post an individual comment for the previously
identified product.

Share your opinion
Users can rate a scanned product with a binary rating by simply clicking one
of two buttons showing thumbs up or thumbs down. They can also enter and
submit a textual comment for a product.
Users should also be able to share their own product experience with others
on micro-blogging sites and social networks such as Twitter and Facebook.
Our goal is to enable dialogues between friends and other consumers about
products on the go. This can result in recommendations and suggestions.
Users should have fun expressing their thoughts about products and sharing
them with others.
To further encourage contributions and interaction with products, users
should also be able to state their opinions without writing text, i.e., rating
the product only by pressing a button “like” or “dislike” or a symbol “thumbs
up” or “thumbs down”. This should be as easy as possible, e.g., after scanning
the barcode one click should suffice to express whether a user likes or dislikes
this product.
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Authenticate
Users can login with an existing account for a social network, e.g., Twitter or
Facebook. When a user is logged in, comments are not posted anonymously
but are mapped to the account’s profile and displayed with the user’s name
and avatar image. Using these existing services as identity providers facilitates
authentication, and users can also share their comments with their social
network. When they do this, a back-link to the app’s web page showing the
product and all related comments is added to the comment.
Users can either comment and rate products anonymously, register an
account, or use an existing social network account, e.g., Facebook, Twitter,
or Google, to authenticate. Authentication allows comments and ratings to
be linked to user profiles with usernames and avatar pictures, and thus makes
comments more trustworthy. Authentication via social networks gives users
the additional advantage of using their social network to filter comments and
ratings for trustworthy opinions from their friends.
Users who are authenticated via a social network account can also choose
to publish their opinion on particular products on the social network site,
e.g., post them to their Facebook stream or on Twitter. This adds content
to the user’s social network stream and helps further disseminate opinions
about the product. It also uses the viral effects of social networks to entice
new users to discover and install the my2cents application.
Posting comments to popular social networking sites also enables us to
include back-links to the app’s website to attract more users and exploit the
viral effect of online social networks.

Follow other users and friends
Users can follow a live stream of comments submitted by other users. Loggedin users can highlight comments by friends and peers. Clicking on comments
shows the product with all related comments; clicking on a username shows a
list of products a user has scanned, likes or dislikes, or has commented on.
Product categories allow one to browse through related products.
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Track products
A history feature in the mobile app allows users to see a list of the products
they have already scanned or seen previously. Users can also choose to receive
notifications when others are commenting on products they have previously
commented on. This notification can be done via email, text message, direct
message on the social network, or push notifications to the smartphone.

3.1.3

Value network

The application should always be attractive for consumers and available
free of charge. Usage data should also be freely available for research. To
be economically sustainable, the service’s operation also needs to generate
some revenue. However, the application should also provide independent and
trusted product information to its users.
We are interested in providing an economically sustainable service and are
looking for ways to commercialize the service while at the same time remaining
an independent and trusted source of information. A commercialization of
my2cents could be possible in business-to-business as brand owners and
retailers already invest large sums in marketing and market research, trying
hard to determine what customers really want.

Figure 3.2: my2cents business network (Illustration copyright Nadine Gahr).
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Figure 3.2 shows the business network in which we want to implement the
proposed concept. The core of my2cents are the mobile client applications,
the server back end, and the analysis of user-generated data.
We develop the mobile apps for different smartphone operating systems
and deploy them. We also develop and operate the server back end and
analyze the consumer-generated information stream from which we generate
reports and visualizations for business customers.
External partners provide the barcode scanning technology and the product
information needed to identify the product. We also want to use external
services to authenticate users and to distribute user comments and ratings
on products.
The usage of the application results in a user-generated, product-centric
information stream which can be compared to the stream provided by Twitter
and other micro-blogging systems or social networks.

3.1.4

Benefits for brand owners

The information stream generated by the my2cents users can be of great value
for brand owners in the CPG industry. The core benefits for brand owners
are the following:
• Costs for market research are reduced: According to marketing experts,
in traditional market research a consumer survey costs about $10 per
person. The application can provide one consumer‘s opinion at an
estimated $0.5 resulting in a cost reduction of 95%.1
• Tracking of brand recognition and consumer trends, sentiment analysis,
and conversational marketing are enabled at low costs.
• The brand is present in mobile and social media with a tangible added
value for the business.
• Cross selling mobile advertising and coupons within one brand is possible:
During a scanning process at the point of sale advertising for a related
1

Calculation based on an application generating 250 user comments per day and running
for three years.
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product can be displayed on the phone, e.g., if a consumer scans cereals
she gets an advertising message for yogurt on her phone. This could
also be combined with digital coupons, which can be redeemed directly
at the check-out or through existing customer loyalty programs.
• Large retailers can use the application to supplement existing loyalty
schemes, e.g., customer loyalty cards or collecting points for shopping.
• Consumer behavior and feedback can be monitored in real-time and
can be location-based, providing valuable input for strategic decisions
in product development and marketing.
• Consumers authenticate themselves using existing social network accounts to personalize their comments and publish them on their streams
and profiles. Given that users grant access to their profile information,
precise consumer profiling for market research and marketing is possible. Also, comments can be published using these social network links,
which helps to spread the word about the product and has a high viral
marketing potential.

3.1.5

Business models

We discussed different business models with representatives of retailers, brand
owners, consumer communities, and venture capital firms, and we identified
several options to generate revenue from the my2cents information stream.
In the following we provide an overview of possible business models.
Customer relationship management
Available geo-location information in mobile phones has been an important
driver for pervasive computing with a wide range of location-based services
becoming popular on smartphones. Some location-based services such as
Plazes, Foursquare, GoWalla and Friendticker have shown that people like
to socialize around specific locations, for example restaurants or bars. With
mobile applications users can “check in” with specific locations and share
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events and comments related to these locations with their social networks
letting their friends know where they are and what they think of a specific
place.
With simple product identification for mobile phones in my2cents, this
concept can be transferred from locations to retail products. Businesses can
benefit from this approach by implementing a product-centric and social
customer relationship management system around their products at low cost.
Brand owners and retailers can establish contact with customers interested in
their products in real-time and be charged for a privileged access to consumers
and their opinions. A comparable business model for business locations has
been implemented by the Berlin-based startup Friendticker [195]. According
to Kumar and Shah, the extent of information about customers determines
the effectiveness of loyalty programs [72]. However, critical voices argue that
scanning barcodes with smartphones might be too cumbersome for consumers
[215].

Marketing
All comments on a specific brand or a collection of products can be collected
and provided to the brand owner as consumer feedback for marketing, e.g.,
as advertising content for digital signage at the point of sale. Since user
comments are not anonymous but are related to a social network profile
with a username and avatar image, they can also make for highly valuable
user testimonials in marketing campaigns. A similar approach that uses
contributions from Facebook users and displays them in small space retail
stores has been described by Dubach Spiegler et al. [28].
Additional revenue can be generated by affiliate links for products which
are displayed. Affiliate marketing is widely used on the web. For example,
the German startup project loved.by developed a way to earn money with
social product recommendations. The company now offers an easy way to
integrate affiliate marketing links in websites under the name YieldKit [176].
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Market research
Brand owners have a strong interest in finding out about the perception of their
brand. The steering of the brand image and the resulting brand recognition
are activities strongly related to marketing, and they have thus been subject
to extensive market research. The global market size for behavioral studies
and brand tracking is estimated at $1.5 billion in 2010 according to a market
research newsletter [184].
Comments and user opinions about products can be used for market
research, trend analysis, and brand tracking [26, 29, 50]. Consumer behavior
and feedback can be monitored in real-time and may be location-based,
providing valuable input for strategic decisions. Reactions to events and other
external factors affecting consumer opinions can be monitored.
Opinion mining and sentiment analysis can be used to automatically derive
a measurement for consumers’ perception of certain products [74, 98]. As
consumers authenticate themselves using existing social network accounts to
personalize their comments and share them, precise consumer profiling for
market research is possible – provided of course that privacy considerations
allow access to consumer profiles.
Advertising
Mobile advertising is rapidly growing, with an estimated market size in the
U.S. of $6.3 billion in 2010. It is expected to reach more than $40 billion
in 2015 [156]. my2cents provides much information about the consumerproduct interaction and thus allows highly targeted advertising options. With
my2cents the user scans products, thus indicating products and product
categories she is interested in. Also, since the user explicitly allows usage
of location or social network profile information such as age, gender and
education for marketing purposes, this can be used to further focus targeted
advertising to the particular user and context.
The proposed system can be used for heavily targeted advertising in
the retail business. In scanning a product, the user shows interest in a
specific product and is probably interested in comparable products or cross45

selling. According to mobile marketing experts, a price per thousand ad
views (CPM) of $10-15 is realistic. ShopSavvy introduced a product-centric
advertising platform in early 2010 and sells aggregated events combining
the user’s location and the scanned product barcode for specific products or
product categories. Rohm et al. did a cross-cultural study on the consumer
acceptance of mobile advertising and point out that especially in Europe
mobile advertising needs to address users’ privacy concerns [107].

White Label
If not operated as an independent service, the application can also be licensed
to and customized for third parties. These could be existing consumer
communities, opinion sites with product databases, or brand owners and
retailers. The customized application can carry the corporate identity of the
customer and is also distributed in the customer‘s name through application
stores or can be downloaded from the customer‘s website. The customer
provides and has complete control over the available and presented product
information. Also, the processing and distribution of consumer comments
can be controlled by the customer. Consumer comments collected by the
application can be used for advertising, e.g., with digital signage at the point
of sale, as testimonials in marketing campaigns, or they can be analyzed for
market research. Figure 3.3 shows two examples of a white label version of
my2cents branded for an online community for critical consumers or a popular
cereal brand.

3.2

Implementation

In this section we describe the actual implementation of the my2cents mobile
barcode scanning application, which was done as an ETH Zurich research
project in 2010. First, we describe the external elements which we use from
partners and third-party services. Then we focus on the core of my2cents
which consists of the mobile clients, the back end server, and the data analysis.
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Figure 3.3: my2cents white label version (Illustration copyright Nadine Gahr).

3.2.1

External elements

Barcode scanning
On Android my2cents uses the free and open-source ZXing barcode scanner
library [178] for product identification. On the iPhone my2cents first used
the RedLaser barcode scanning library [161]. Later, RedLaser was replaced
with the Scandit Software Development Kit (SDK) [164], a better and faster
barcode scanning solution provided by the ETH Zurich spin-off Mirasense
[163] which builds on the works of Adelmann [1, 3, 2], Flörkemeier [36], and
Roduner [106, 105, 104].
Note that product identification via NFC is also possible and the barcode
scanning component of the application can easily be replaced with NFC
once products are tagged with compatible tags. The speed and usability of
product identification would be higher with NFC [124], but currently onedimensional barcodes are deployed on products widely, while NFC tags are
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not yet deployed. Ultra-High Frequency (UHF) RFID tags, which are already
used in logistics to tag products, are not compatible with NFC [128].

Product master data
When users scan a GTIN, e.g., an EAN, at first only the GTIN in the form of
a 13-digit number is available. More information about the scanned product,
in particular a basic product description consisting of a product name and
optionally a product image, is necessary to give the user the impression
that the application recognizes the product and that opinions from other
consumers are in fact related to this product. In the CPG industry such a
product description is part of product master data. Currently there is no
single authoritative source for product master data which covers all available
CPG products.
The intuitive solution is to aggregate product master data from available
sources such as web services offered by e-commerce sites, e.g., Amazon, of data
pools, e.g., OpenEAN or UPC Database, and integrate the data to extract
the needed product description. In the server back end we implemented a
service that uses the scanned GTIN to request product master data from
different publicly available sources.
Figure 3.4 shows the concept for collecting product master data from
external sources. Aggregation of the various product master data sources
is performed using the following simple algorithm: When a client scans a
GTIN for the first time, i.e., the GTIN has not been scanned by my2cents
users before, requests to all the information sources above are triggered in
parallel, all originating from the my2cents server. The product information
from the first source to answer is delivered to the client. Service requests are
conducted in an asynchronous way, so it is possible that other services respond
subsequently, and probably with more accurate or complete information. For
all subsequent requests to the my2cents server, the information from the most
reliable source that returned a positive result is delivered to the clients. The
reliability of the services is currently ordered as perceived by the developers.
Product information is cached in the server’s database back end as the terms
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Figure 3.4: Data collection process.
and conditions of the queried sources allow.
The following web services are used as sources for product master data:
• Amazon - The Amazon Product Advertising API [159] – formerly known
as Amazon eCommerce Web Service [132] – provides product-related
information from the Amazon database, including prices and reviews.
Five web services are offered for different geographic Amazon locations:
United States, Canada, United Kingdom, Germany, and Japan.
• codecheck.info - The Swiss independent product information service
codecheck.info [140] has been collecting user-generated and editorial
information about retail products and their ingredients from Germanspeaking countries on its website for many years and offers an API for
product information.
• UPC Database - The UPC Database [171] is a privately operated, webbased service collecting user-generated product information for UPC
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and EAN barcodes and providing a SOAP/XML web service for free.
UPC Database is located in the U.S. and mainly provides information
for U.S. products.
• OpenEAN - The Open EAN Database [158] is a non-commercial, webbased database for basic product information. Product information
is generated by users or provided by manufacturing companies. The
service is operated by a small German company and provides a plaintext web service API for registered users. Registration requires a small
donation to cover operating costs.
• affili.net - affili.net [130] is one of Europe’s leading affiliate marketing
networks. It offers a wide range of web services for affiliate marketing
including a product information web service which can be queried using
a product’s GTIN. affilinet acts as a broker between advertisers and
publishers. To access product information from advertisers, publishers
must register and make contracts with each advertiser separately.
Social networks
Social network sites such as Facebook and Twitter provide APIs for authenticating users to external services. For users this has the advantage of reusing
their existing accounts, and there is no need for an additional registration process. The external services do not need to manage and store user credentials
and in addition can access the users’ social graphs, which enables them to
filter content by friends. Users of my2cents can authenticate themselves using
existing accounts on Twitter or Facebook. The mobile application currently
supports only authentication via Twitter. As not all users are also on Twitter
or Facebook, the integration of an internal user registration and the addition
of further identity providers such as Google accounts is also planned.

3.2.2

Mobile clients

The my2cents client application has been implemented for Android and iPhone
mobile platforms and can be installed from the Android market (now Google
50

Play) or the Apple iTunes app store.

Application flow
The application starts with a main screen where the user can choose one
of several options: Scan a product’s barcode, show recent comments from
others, show a history of products which were scanned by the user, or login
with Twitter. When a product barcode is scanned (see Figure 3.5 left) the
recognized GTIN is used to query the my2cents server back end. The GTIN
can also be entered manually if the scanning process does not work as expected,
e.g., due to poor lighting conditions or damaged barcodes.
The server back end responds with related product information. Asynchronous requests and local caching are used to keep the application responsive
for a good user experience. As soon as the request returns results, these are
displayed on the following screen, the product details screen (see Figure 3.6
right).
Depending on the results received, the product details screen shows a basic
product description with a product name and product image to identify the
product on the top of the screen. Below, existing comments on the product
from other users are listed if available. At the bottom of the screen a text
input field asks the user to enter a comment. When the user writes and
posts a comment, this comment appears immediately at the top of the list of
comments. If the user has chosen to authenticate with Twitter, the posted
comment includes the user’s Twitter screen name and avatar image.
If the user has chosen to publish her comments on Twitter, a short Uniform
Resource Locator (URL) to a product-specific page on the my2cents website is
added to the comment, and the comment is distributed on the user’s Twitter
stream. This enables followers to read the posted comment in the context of
the Twitter stream. The included reference to the my2cents website allows
others to follow the link and discover more comments on the product. The
viral effects of the Twitter network are used to advertise both the product
and the my2cents application.
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Figure 3.5: Using the my2cents Android application (Pictures copyright Erica
Dubach Spiegler).

Android

The my2cents client application for Android was implemented by Anton Rau
with contributions by Yan Minagawa, Florian Detig, and the author. The
first version of the my2cents Android application was launched on April 23
2010 and on the Android market (now Google Play) with the package name
mobi.my2cents. Figures 3.6 and 3.5 show screenshots of the first Android
version of my2cents and the usage of my2cents with an Android mobile phone.
The application is compatible with Android versions 1.5 and higher.
A small update with bug-fixes was released two weeks after the launch. The
next update of the Android client, version 1.0.4 on 23 June 2010, introduced
some improvements on screen design, speed and reliability. Figure 3.7 shows
the second version of the application. The source code is available as free and
open source software under the GNU Public License from https://github.
com/kpii/my2cents-android.
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Figure 3.6: Screenshots of the first version of the my2cents Android application.
iPhone
The iPhone application was implemented by Mike Godenzi and Claudio
Marforio and released on the iTunes App Store on September 27 2010. In
addition to the features of the Android application, the iPhone app also offers
a rating feature (like / dislike).
Screen design
Nadine Gahr from twig publishing designed the logo, website, and the mobile
screens for both the Android and iPhone version of my2cents.

3.2.3

Server back end

The my2cents server back end was implemented in Ruby on Rails by Tilmann
Singer with contributions from Yan Minagawa, Nadine Gahr, and the author.
It provides a RESTful API to access product master data and to access and
post user comments and ratings 2 .
2

RESTful APIs follow the Representational state transfer (REST) architectural style
[34].
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Figure 3.7: The second version of the my2cents Android application.
The server back end also provides a web interface which can be used
with standard and mobile web browsers. The my2cents web interface is
available online at http://my2cents.mobi. The software is available as
free and open source software under the Affero GNU Public License from
https://github.com/kpii/my2cents-server.

3.2.4

Current status

The back end server software of the my2cents application and the Android
application are released under a free and open source license, enabling others
to reuse and build upon this project. More information and links to the
source code repositories can be found on the my2cents development website
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http://dev.my2cents.mobi. We hope that our contribution enables more
mobile barcode scanning applications and empowers many more consumers
to make better buying decisions.
The application my2cents can be installed from the Android market (now
Google Play) or the Apple iTunes app store.

3.2.5

Credits

The development of my2cents was the result of an intensive team effort. The
author wants to thank those who contributed their skills and valuable time to
this project: Tilmann Singer, Yan Minagawa, Nadine Gahr, Steffan Hradetzky,
Anton Rau, Mike Godenzi, Claudio Marforio, Felix von Reischach, Jimena
Almendares, Erica Dubach Spiegler, and Florian Detig. We also want to
thank the people behind Mirasense and codecheck.info for their support, and
anonymous reviewers from Smartphone 2010 and the Journal for Personal
and Ubiquitous Computing for their valuable feedback. Additional mentoring
and support came from Prof. Elgar Fleisch, Prof. Sanjay Sarma, Florian
Michahelles, and Marie Parkovitz. Thank you.

3.3

Evaluation

This section evaluates the my2cents application from different perspectives.
First, we report statistics from application usage and user feedback. Based on
the usage data we observed typical usage scenarios. To further improve the
application, we conducted usability tests with users. Here we report feedback
on the business concept that we received from business plan contests and
venture capital companies.

3.3.1

Application usage

In the first three months after the release of the Android version on April
23 2010 the app was installed 2,370 times with about 30% active installs.
Users generated 39,649 product requests on the server back end for 6,269
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different products and left 1,726 comments, of which 671 or 38.9% came from
authenticated users.

Figure 3.8: Number of product requests per day over time.

Figure 3.9: Number of comments per day over time.
In the first 50 days after release of the app from April 23 until June 11
2010, the my2cents server received 25,521 product requests for 4,796 different
GTINs. Users contributed 1,045 comments on 925 or 19% of these products.
Figures 3.8 and 3.9 show the distribution of product requests and comments
over time starting from April 23 until June 11. The curve shows some
promising growth beginning one week after the launch with a peak on May 7
with 1,701 product requests and 85 comments. On May 6 my2cents received
a very positive review on a popular Android blog. Subsequently the curve
dropped again and has now settled at a rate of 250 to 450 product requests
and 5 to 10 comments per day.
283 of the given comments or 27% came from authenticated users. Of the
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4,796 products nearly 50% (2,391) could be identified, i.e., one of the product
information services returned a product name for the requested GTIN and
users received a corresponding product description after scanning the GTIN.
27% of the products which were identified received comments from users
compared to only 11% of those products which could not be recognized.

3.3.2

User feedback

User feedback on my2cents comes from two sources: 1) the Android market,
where users can comment on and rate the mobile application, and 2) the
public support forum, which has been installed using the web-based feedback
service uservoice.com and which is available at my2cents.uservoice.com.
Android users have rated the app 39 times with an average rating of 3.7
corresponding to 3.5 out of 5 stars. The app has received 19 comments from
users: 12 in the English Android market and 7 in the German Android market
3
.
While all the German comments are very positive, and German users rate
the app with the best possible rating of 5 stars, the ratings from English users
are more diverse. Nine of the users’ comments stated that the concept is good,
while several comments are critical, claiming either that more people should
be using the app (3 comments), or that too few products are recognized (3
comments).
Many users suggested features and improvements, some of which are being
considered for future development iterations. Three users proposed adding
crowd-sourcing of basic product information. This feature request was also
voted the most popular in uservoice.com. One of the early my2cents users
wrote in a comment: “A very cool concept! Love getting a second opinion on
something I wanna buy before I actually do.” Another user raised the question
of whether the app “will be rather used by marketers than by consumers
rendering the whole service useless.”
3

Numbers from the Android market statistics July 21 2012.
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3.3.3

Usage scenarios

From the user activity and feedback we were able to derive the following
dominant usage scenarios:
• Communicate product experience either during or directly after a product use.
• Express yourself, describe yourself by what product you use or want to
have.
• Receive information about a product while or before buying it at the
point of sale.
• Ask questions about products of interest.
• Reply to comments or chat about products other users have commented
on.
• Get a second opinion on a product before buying it.

3.3.4

Usability tests

In order to detect problems with the usability of the mobile apps and the
website, we conducted tests with a few users following a do-it-yourself approach
to finding and fixing usability problems as suggested by [71]. The tests were
not meant as a user study. Instead, the only goal of these usability tests was
to get feedback on our implementation of the user interface answering such
questions as ’Is the app easy to use?’ and ’Can users achieve relevant goals
when using the app, e.g., give a comment on a product?’
We invited three users who had never before used the app. The users
were selected using postings on craigslist, Twitter and Facebook and were
paid for their effort. The only precondition was that they had to own either
an Android phone or an iPhone.
The participants were presented with a user posting a product comment on
Twitter, including a short link to the related product’s page on the my2cents
website.
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The participants were asked to follow the link, install the app, and work
on several tasks. Users were asked to explain what they were thinking during
usage of the app. The phone screen was filmed with a camera mounted on
a flexible rack that could be held together with the smartphone so that the
screen was always visible. Video and audio were recorded and transmitted
to an observation room where the development team monitored the users
working on the tasks.
Through the tests we learned of several problems with our implementation
of the iPhone user interface. For example, we found out that users often
logged out accidentally immediately after logging in because of misleading
options on the screen. Also, the download links to the mobile applications
seemed too hard to find on the website. The observed problems were fixed
before the release of the iPhone app and we plan to repeat the user tests.

3.3.5

Feedback on the business concept

To evaluate the business concept of my2cents, we prepared a business plan
and submitted it to two business plan contests: MIT$100K [155] in the United
States, and Venture [173] in Switzerland. In both contests my2cents could
reach the semi-final or final rounds. At MIT$100K my2cents was one of the
five best business plans in the mobile track, and at Venture 2010 my2cents
was among the 20 best business plans.
The competitions offered us the opportunity to present, discuss and refine
the business concept with different stakeholders, including experts from retail,
mobile media, and advertising companies as well as venture capital investors.
The main questions raised were:
• How to generate a revenue stream?
• How to generate additional value for businesses?
• How to protect the business model?
• How to reach a unique position against competitors?
• How to gain a user base and a critical mass?
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• How to establish a trusted and independent but yet sustainable service?

3.4

Effects of incomplete data

Whenever a user scans a product with the my2cents mobile application,
the my2cents server receives a scan event. The server then returns a product description consisting of a product name and a product image when
corresponding product master data are available from the upstream sources.
Users of the my2cents mobile application scanned 5,386 GTINs, for which
3,259 times or 60.51% of all scans a corresponding product description was
available, i.e., at least a product name was displayed to the user. For 2,553
scans (47.4%) in addition, a product image was available and displayed as part
of the product description. For 2,127 scans (39.49%) neither a product name
nor an image was available and the application showed “Unknown product”
instead of a product name. The case of a product description featuring only
a product image but no product name never occurred. Figure 3.10 shows
screenshots of the my2cents Android application for these three types of
product description: on the left is shown a complete product description with
product name and image, in the center a product description with a product
name but no image, and on the right a missing product description with the
label “Unknown product” followed by the GTIN in brackets.

Figure 3.10: Three types of product description in the my2cents Android app:
with name and image; name but no image; unknown product.
In this section we examine the question of whether the completeness of
product descriptions affects users’ willingness to share their opinions in the
form of comments or ratings.
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3.4.1

Comments

First, we compare the percentage of comments posted after a product is
scanned. The percentage can also be interpreted as the probability of a
user commenting on a product given a previous scan P (comment|scan). We
differentiate between scans that returned a product description, either with
only a product name or with both a product name and image, and scans
that returned no product description, i.e., where the application displayed
“Unknown product” in place of the product name.
Figure 3.11 shows the cumulative percentage of comments posted after
scanning, with the time between scan and comment in seconds on the xaxis and the percentage of comments after scanning on the y-axis. The
middle curve shows the overall percentage, the curve below the percentage for
unknown products, and the two nearly identical curves above the percentage
for products with product names and images, respectively.

Figure 3.11: Comments posted after scanning.
Table 3.1 compares the overall percentage of comments posted after scans
with the percentage of comments posted after scans that returned a product
name. Overall, a comment was posted within the first minute after a scan
287 times, i.e., for 5.53% of all scans. The number of comments grows to
444 (8.24%) for the timespan 5 minutes after the scan. Table 3.1 shows that
the probability of a comment is significantly higher when a product name is
available for all time intervals (all one-sided p-values are smaller than 0.00001).
Note that more comments were posted by my2cents users in total but not
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Table 3.1: Comments after scans, overall vs. with product name
Comments
min
1
2
3
5
10
30
60

overall
287
400
419
444
452
461
464

5.33%
7.43%
7.78%
8.24%
8.39%
8.56%
8.61%

with name

∆

219 6.72%
301 9.24%
314 9.63%
332 10.19%
336 10.31%
344 10.56%
347 10.65%

1.39%
1.81%
1.86%
1.94%
1.92%
2.00%
2.03%

p-value
< 0.00001
< 0.000001
< 0.000001
< 0.000001
< 0.000001
< 0.0000001
< 0.0000001

Table 3.2: Comments after scans, overall vs. unknown product
Comments
min
1
2
3
5
10
30
60

overall
287
400
419
444
452
461
464

unknown

5.33% 68
7.43% 99
7.78% 105
8.24% 112
8.39% 116
8.56% 117
8.61% 117

3.20%
4.65%
4.94%
5.27%
5.45%
5.50%
5.50%

∆

p-value

-2.13%
-2.77%
-2.84%
-2.98%
-2.94%
-3.06%
-3.11%

< 10−11
< 10−14
< 10−14
< 10−14
< 10−14
< 10−15
< 10−15

all comments can be related to a previous scan by the same user. This is
due to comments on products originating from the my2cents time-line where
users could comment on products scanned by other users. Comments also
originated from the my2cents web interface without scanning the product
before. For this comparison we only use comments that originated from the
mobile application and can be related to a previous scan by the same user.
Table 3.2 shows that the probability of posting a comment after a scan
is significantly lower when the product is unknown, i.e., there is no product
description available and displayed. The significance is even higher in this
case with all p-values below 10−11
Table 3.3 shows that an additional product image does not have a significant effect on the posted comments compared to the situation when only a
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Table 3.3: Comments after scans, product name only vs. name and image
Comments
min
1
2
3
5
10
30
60

name only
219 6.72%
301 9.24%
314 9.63%
332 10.19%
336 10.31%
344 10.56%
347 10.65%

name and image
171
236
244
255
258
266
269

6.70%
9.24%
9.56%
9.99%
10.11%
10.42%
10.54%

∆
-0.02%
0.01%
-0.08%
-0.20%
-0.20%
-0.14%
-0.11%

p-value
0.48
0.49
0.44
0.35
0.35
0.40
0.42

product name is available for the product descriptions.

3.4.2

Ratings

We also compare the relative number of ratings submitted after scanning a
product. This number can be interpreted as the probability of a user rating
a product given a previous scan P (rating|scan). As before with comments,
we differentiate between scans that returned a product description, those
with product name or with both product name and image, and scans without
product description. Note that the rating feature has only been available for
users of the iPhone application.
Figure 3.12 shows the cumulative percentage of ratings posted after scanning, with the time between scan and rating in seconds on the x-axis and the
percentage of ratings after scanning on the y-axis. The middle curve shows
the overall percentage, the curve below the percentage for unknown products,
the curves above the percentage for products with product names, and the
top curve for products with names and images.
Table 3.4 shows that the probability of a user rating a product is significantly higher when a product name is available. The difference is even greater
and more significant than for comments.
Table 3.5 shows that the probability of a user rating a product is significantly lower when the product is unknown. Also, in this case the difference is
more significant than for comments.
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Table 3.4: Ratings after scans, overall vs. with product name
Ratings
min
1
2
3
5
10
30
60

overall
430
449
454
462
467
471
474

7.98%
8.34%
8.43%
8.58%
8.67%
8.74%
8.80%

with name
381
393
398
404
408
412
415

11.69%
12.06%
12.21%
12.40%
12.52%
12.64%
12.73%

∆

p-value

3.71%
3.72%
3.78%
3.82%
3.85%
3.90%
3.93%

< 10−23
< 10−22
< 10−22
< 10−22
< 10−23
< 10−23
< 10−23

Table 3.5: Ratings after scans, overall vs. unknown product
Ratings
min
1
2
3
5
10
30
60

overall
430
449
454
462
467
471
474

7.98%
8.34%
8.43%
8.58%
8.67%
8.74%
8.80%

unknown
49
56
56
58
59
59
59

2.30%
2.63%
2.63%
2.73%
2.77%
2.77%
2.77%
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∆

p-value

-5.68%
-5.70%
-5.80%
-5.85%
-5.90%
-5.97%
-6.03%

< 10−51
< 10−50
< 10−51
< 10−51
< 10−51
< 10−52
< 10−53

Figure 3.12: Ratings posted after scanning.
Table 3.6: Ratings after scans, product name only vs. name and image
Ratings
min
1
2
3
5
10
30
60

name only
381
393
398
404
408
412
415

11.69%
12.06%
12.21%
12.40%
12.52%
12.64%
12.73%

name and image
330
336
341
342
345
348
351

12.93%
13.16%
13.36%
13.40%
13.51%
13.63%
13.75%

∆
1.24%
1.10%
1.14%
1.00%
0.99%
0.99%
1.01%

p-value
0.014
0.027
0.023
0.042
0.043
0.045
0.041

Table 3.6 shows that an additional product image in the product description does have a significant effect on the probability of rating a product after
scanning – in contrast to the probability for posting comments. The difference
compared to the case when only a product name is available for the product
description is most significant in the first three minutes after the scan and
becomes less significant afterwards.

3.5

Discussion

The previous sections of this chapter described the development of the
my2cents barcode scanning application. With my2cents consumers can now
share their opinions on retail products. We presented our concept and the
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application’s features and described our implementation of the software components: a back end service for aggregating product master data from various
sources on the web; and mobile clients for Android and iPhone. We evaluated
our implementation and the application usage, in particular the effect of
missing or incomplete product descriptions on user contributions such as
comments and ratings.
In this section we discuss the results of our work and some known limitations.

3.5.1

Software implementation

Our implementation of my2cents includes a server back end and two mobile
clients for Android and iPhone. The server software and API has proven to
be very stable and flexible and has allowed for continuous integration of new
versions and features.
The server back end can be used as a web service to aggregate product
master data from different sources. In the following section we describe our
use of this server back end to gather product master data for more than
120,000 GTINs.
The mobile clients are subject to frequent updates, e.g., in order to follow
changes in the underlying mobile operating systems, or to ensure compatibility
with new hardware devices. Mobile software development needs continuous
updates, and maintaining clients for different mobile operating systems is
challenging for a research project with limited resources.
All software components of our implementation are licensed under a free
and open source license and available for download on the my2cents development website http://dev.my2cents.mobi. We hope that our contribution
enables more mobile barcode scanning applications.

3.5.2

Barcode scanning

From a user perspective, instead of scanning the same barcode many times
with different applications to get different types of product information, it
is probably more sensible to scan a barcode only once and then use several
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different information services for the same product, e.g., first receive a price
comparison, then recommendations from friends, reviews from experts, and
finally information on local product availability.
In the future, the functionality of scanning a barcode will eventually be
integrated in the smartphone operating system. The operating system could
provide barcode scanning events for applications, similar to its provision of
geo-location information for applications. Just as location is now available as
a feature in mobile web browsers [57], there could also be product barcode
information available for mobile web browsers.

3.5.3

User base

The key performance index for a mobile application’s commercial success is
active users. For mobile barcode scanning applications, scanned products are
also an important measure, and in the case of electronic word of mouth the
number of user contributions, i.e., comments and ratings on products, are
also significant.
The analysis of my2cents usage data clearly shows that our implementation has not yet attracted a user base large enough to be considered for
a commercial service or to have relevant impact on actual buying decisions.
Still, we consider the concept of generating value for B2B customers based on
the usage analysis of a B2C mobile barcode scanning application a valuable
and interesting approach. With a large user base, insights into what consumers think about retail products can provide an income stream for barcode
scanning applications and create value for businesses in the CPG industry.
According to user feedback the concept is “cool” and relevant, but our
implementation is “incomplete,” meaning missing and incomplete product
descriptions. The failure to recognize nearly 40% of all scanned GTINs clearly
leads to user frustration, and most users who tried the app once never returned.
It is interesting to note that my2cents seems to work better for users from
German-speaking countries, probably due to the fact that the codecheck API
provides reliable product master data for groceries and cosmetics while our
current implementation is missing similarly reliable product master data for
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the rest of the world.
Also, the fact that users who tried the app encountered most scanned
products without other users’ comments has frustrated several users. This is
a classical chicken-and-egg problem that my2cents shares with many other
applications relying on user-generated content.

3.5.4

Commercialization

All business models that we have discussed need a relevant number of users,
and with the given number of users, commercialization does not make sense
from an economic point of view. Furthermore, other applications have tried
and failed to establish a business based on consumers sharing comments on
products: hollrr and blippy being the most prominent examples on the web,
and StickyBits the most prominent and well-funded mobile application in the
U.S.
consmr.com started as a web-based consumer community and limited
its activities to the web until enough product data and user contributions
were available. The mobile application was release long after the launch of
the website. This strategy allowed for the provision of sufficient relevant
information to users of the mobile application. Openlabel has remained in
private beta since their initial announcements in February 2012. The authors
have not yet evaluated their solution but are eager to see if their approach
was successful.
my2cents received promising and motivating feedback from investors and
potential business partners. However, we decided not to follow commercialization further because of the low usage numbers. Instead, we released my2cents
as an open source project. We shared the source code for our mobile clients
and for the back end service for product master data aggregation in order
to support further development and research, and to enable more mobile
barcode scanning applications in the future.
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3.5.5

Data for research

Our goal to enable research on a large scale by collecting usage data for
analysis has been partially met by deploying the my2cents application over
the Android market and iTunes app store. my2cents users contributed a
sufficient number of comments and ratings for us to study the effects of missing
and incomplete product descriptions on the number of user contributions.
Given the rarity of incorrect product names in publicly available sources,
a large set of GTINs and corresponding product names is needed to generate
significant results. my2cents users have not scanned enough products for us
to base our study on the quality of product master data on a large number
of GTINs. We partnered with another mobile barcode scanning application,
codecheck.info, and based our research on product master data quality on a
larger set of GTINs to make sure our work results in significant findings.
We consider my2cents a good opportunity to acquire usage data on mobile
barcode scanning applications and consumer-product interaction that has not
been previously available for research. In addition, the my2cents server back
end can be used to aggregate product master data from different sources, e.g.,
for the study of product master data quality, which we present in Chapter 4.

3.5.6

Quality of product descriptions

Based on actual usage data from my2cents users scanning product barcodes,
we showed that the completeness of product descriptions has a significant
effect on the number of user contributions, i.e., opinions on products in the
form of comments or ratings. This indicates how important it is for users to
provide the correct identification of the scanned product, and in turn how
important reliable product master data sources are for application providers.
We also consider it interesting that for several GTINs we received different product descriptions from different product information sources. This
indicates that the GTIN is not globally unique as widely assumed and defined
by GS1.
Product master data sources have shown different levels of correctness.
For example, product names from Amazon for product categories in its
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core business, e.g., books and media, have proven to be very complete and
correct. However, some results for other product categories such as groceries,
cigarettes, drinks, or European magazines indicate that the Amazon services
also include user-generated product master data that seem to be less reliable.
Single requests return product names obviously unrelated to the scanned
product. One possible reason might be the unauthorized use of GTINs by
individual resellers on the Amazon marketplace.
In contrast, product names from codecheck.info – which are also usergenerated – have proven to be mostly correct for groceries and cosmetics in
the German-speaking market. Comparing user comments and ratings from
different regions of the Android markets indicates that the app is perceived
to work better by German-speaking users.
Our results show the usefulness of my2cents as a source for usage data and
for aggregating product master data. The results from analyzing my2cents
usage also show the importance of correct product descriptions for mobile
barcode scanning applications. Incorrect product names for some GTINs
indicate problems with product master data quality in the used data sources.
The next chapter focuses on this issue and examines in greater detail the
correctness of product names in publicly available data sources.
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Chapter 4
Quality of product master data
In the previous chapter we described the development of a mobile barcode
scanning application. It uses product master data from different publicly
available sources to provide product descriptions. Data integration is a
challenging task for application providers. Product master data quality varies
across different data sources and is often unknown. Incorrect or incomplete
product master data from data sources result in incorrect or missing product
descriptions in mobile barcode scanning applications. This leads to frustrating
user experiences. As we have shown, users are less likely to contribute their
opinions when product descriptions are missing or incomplete.
From the operation of my2cents we collected considerable product master
data for the scanned GTINs. For some scans we (and our users) noticed
obviously incorrect product names. Sometimes responses from different
product information sources returned conflicting product names for the same
GTIN. This indicates that the GTIN is not unique as it is assumed to be and
should be by definition, and that product master data quality is a problem
for mobile barcode scanning applications.
Figure 4.1 shows an example of an incorrect product description which
has been encountered by my2cents users: After scanning a 1-liter pack of
milk, the application shows an obviously incorrect product description with
the product name and image of a child’s toy.
Industry reports by GS1 about master data quality in mobile barcode
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Figure 4.1: Example of an incorrect product description.

scanning applications also highlight the problem of product master data
quality in mobile barcode scanning applications. The study by Coussins et
al. is based on three mobile applications and a set of products in a British
supermarket (N = 375) [24]. The authors find that only 9% of scanned
products had correct descriptions. A survey of more than 1,000 consumers
indicates that consumers are confused by incorrect descriptions: “over 50%
claimed that they needed an accurate description and image to feel confident
that the product is the right one.”
In this chapter we analyze the quality of product master data from publicly
available sources for a large number of GTINs. Our goal is to find out the
extent of the problem of incorrect product names in publicly available sources
and whether these sources are reliable enough to be used for mobile barcode
scanning applications. To this end we develop a method to efficiently identify
incorrect product names.
In the first section we describe our methodology and the data set. Then
we measure the performance of the developed method and present our results.
An extended abstract of this chapter has been published in [61]. A full paper
including parts of this chapter is still under review for publication in the
journal Electronic Markets.
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4.1

Methodology

To identify incorrect product names we use the following process. First, we
define a set of GTINs and a set of publicly available sources we want to use.
Then we collect product names for the selected GTINs from these sources.
We also use authoritative product names and company information for the
same GTINs. Then we measure the similarity of the collected product names
to the authoritative names. A random sample of product names is manually
labeled as correct or incorrect through a comparison of product names from
public sources with authoritative ones, and the similarity measures are used
as features to train a supervised learning classification model. Finally, the
classification model is used to predict the correctness of product names from
similarity measures. This process follows the methods described in previous
work for product name matching by Bilenko et al. [11], and Köpcke et al.
[64].

4.1.1

Data collection

GTINs
After one year of usage the my2cents server had collected more than 8,000
different GTINs. In order to further extend the size of the data set on which to
base our study of product names, we use GTINs scanned by users of another
barcode scanning application, codecheck, which is very popular in Switzerland
and Germany. codecheck shared with us for analysis one month of their server
log data containing over 2 million scans. The use of GTINs scanned by users
of mobile barcode scanning applications assures that these GTINs – unlike,
e.g., randomly created GTINs – are actually used on consumer products.
As some of the web services used for data collection restrict the number
of requests per time (e.g., Google’s product search API currently allows 2,500
GTINs per day), we need to further restrict the set of GTINs to be able
to finish the study within a reasonable time. We choose to ignore 133,145
GTINs which were scanned only once by codecheck users. We thereby obtain
a set of 129,649 valid 13-digit GTINs which we use for further analysis.
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Product names
The collection of product names for this study makes use of the server back
end that we initially developed for the my2cents application. In addition
to the data sources used by the server back end (Codecheck, Amazon DE,
FR, UK, US, affili.net, openean), we collected product names from Google’s
product search. We also collected the company information for every GTIN
from the GS1 service GEPIR to group GTINs by company. In order to
compare product names with ground truth, we use product names from the
SA2 WorldSync WS1 data pool. Product master data from SA2 WorldSync
is considered authoritative because it is entered or authorized by the brand
owners themselves and used for master data synchronization in B2B supply
chains [49, 113, 90]. Note that SA2 WorldSync also operates GDSN data
pools. However, we did not have access to these probably newer and probably
higher quality data because of legal and licensing reasons.
Note that not all queries of the data sources for a given GTIN took place
at the same time. While all 7 data sources from the my2cents server back
end were queried within a short span of several seconds for a given GTIN,
the Google product search and GEPIR were subsequently queried using a
separate process. The data sources from the my2cents back end server were
queried over several weeks between September and December 2010. The
Google product search and GEPIR were queried from January 2011 until
March 2011.
Figure 4.2 shows the data collection process. The GTINs are extracted
from the codecheck server logs and had been scanned by codecheck users
earlier, i.e., they are very likely to represent real world products. All GTINs
(N = 129,649) are sent as scan requests to the my2cents server back end.
Online data sources are queried using the GTIN and the results are stored in
the server database.
Structure of a GTIN
The inherent structure of a GTIN allows us to aggregate results by country
and company. The first three digits of a 13-digit GTIN denote the GS1 country
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Figure 4.2: Data collection process.

organization where the GTIN was registered. GS1 publishes a list of prefixes,
which is available at [197]. Several special prefixes exist, e.g., for coupons,
refund receipts, or reserved for restricted distribution. In addition, some
prefix ranges are not used by the current system and are reserved for later use.
The prefixes 977, 978 and 979 denote special number ranges for numbering
schemes used by the publishing industry for serial publications (ISSN) and
books (ISBN), respectively, the latter is often referred to as Bookland.

A 13-digit GTIN consists of a company prefix of variable length (including
the country prefix) and an item reference. The last digit is a checksum. While
the company prefix is assigned by GS1, the company assigns GTINs to trade
items. Currently, GEPIR only returns the company prefix and companyspecific information such as company name and address. GS1 also publishes
GTIN allocation rules [198] for the FMCG industry, which are “intended to
drive normative practice within the FMCG sector” [38, p. 176].
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4.1.2

Quality dimensions

Completeness
The data quality dimension completeness in our study corresponds to the
extent to which product names exist for a set of GTINs. For consumers and
from an application provider’s point of view, this is the recognition rate or
response rate of a barcode scanning application. Note that the recognition
rate does not tell us anything about whether the names are correct or not.
The industry study by GS1 which helped to motivate our research on
product master data quality [24] tested three different mobile barcode scanning
applications in the UK with a set of 375 products scanned from a supermarket’s
product range. The authors report an overall recognition rate of 55.2% for
one app (App A), 14.9% for App B, and 4.8% for App C.
When analyzing usage data of mobile barcode scanning applications, e.g.,
from server logs, we can differentiate between the recognition rate for scans
and the recognition rate for GTINs, i.e., how many scans can be resolved
correctly with multiple scans per GTIN, and how many of the unique GTINs
in the dataset can be mapped to a product name. We can show that popular
GTINs, i.e., those which are scanned more often, are also more likely to have
associated product names.
Correctness
We use the term correctness for the data quality dimension we want to measure
[125], i.e., we differentiate between correct and incorrect product names for a
given GTIN. In this thesis we prefer the term correctness over accuracy, a
term which is more often found in the data quality literature to describe the
same concept. Accuracy has a different meaning in the context of machine
learning where it describes the performance of a classifier. As we are using
machine learning techniques and also want to measure the performance of the
classifier, we believe that it is clearer to speak of correctness when referring
to the quality dimension we want to measure in to avoid confusion.
In the scope of this thesis we define a product name as correct when
the name describes the same real-world product as the authoritative name
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from the SA2 data pool for the same GTIN. Conversely, a product name is
considered incorrect when it describes a different product.
The need for authoritative data to distinguish correct from incorrect
product names limits the data set for further analysis to all GTINs for which
both an authoritative name and at least one product name from online sources
could be retrieved. In order to identify incorrect product names efficiently,
we measure the string similarity of a product name with the authoritative
product name from SA2 WorldSync.

4.1.3

String similarity measures

We use the following string similarity measures taken from [23] and [30].
They also provide an overview and comparison of different string similarity
algorithms for name matching tasks.
• Equality (Eq): Two strings are equal when they have the same length
and every character of the string is the same. This measure returns a
binary value, i.e., either 0 when the names are not the same or 1 when
they are.
• Levenshtein distance (Lvsht), also known as edit distance, measures the
number of edit operations to change one string to the other [23, 30].
• Jaro-Winkler defines two strings as similar when the beginnings of the
strings are similar. We use two ratios 0.25 (JW25) and 0.5 (JW50), i.e.,
the first 25% or 50% of the name are compared [30].
• Word coefficient (WCo), a coefficient of the words two strings share and
a variant of the Jaccard index for sets. In looping through the elements
of the shorter string, a counter is incremented if the element appears
in the longer string. This also counts multiple occurrences of the same
element (cf. Jaccard similarity for bags [101]).
• q-grams: The string is split into chunks of the length q. The number of
shared chunks is then divided by the average number of chunks. With
padding the beginning of the string is filled with q-1 padding characters.
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We use 2-grams and 3-grams with and without padding (2gr, 3gr, and
2grp, 3grp) [30].
All measures except equality return a real number in the range from 0 to
1, where 1 means perfect match, i.e., the names are considered identical, and
0 means no similarity at all. While character-based string similarity measures
(Equality, Levenshtein, Jaro-Winkler) take the order of the words into account,
the order does not matter for token- or word-based measures. Before the
product names are compared, basic normalization is applied, i.e., punctuation
characters are replaced with spaces, multiple consequent whitespace characters
are replaced with one space, and all upper case letters are changed to lower
case (cf. [80, pp. 28 – 30]).
When there is more than one authoritative product name from SA2
WorldSync, e.g., because of different languages, the values for all authoritative
names are computed and the maximum result of every measure is used. Listing
B.1 shows the python code used to compute the string similarity measures.
Tables 4.1 and 4.2 show two examples of the string similarity measures
applied on the product names in the dataset for two GTINs. The authoritative
product name is printed in bold in the first row. The first example is for
GTIN 4006544416006, assigned to “Südzucker AG” by GS1 Germany. In this
example, three different product names are compared with the third product
name labeled as incorrect. The second example is for GTIN 3010000054160,
assigned to “HASBRO FRANCE SAS” by GS1 France. In this example, two
product names are considered equal to the authoritative product name and
all product names are labeled as correct.
Figure 4.3 shows box-plots illustrating the distribution of the different
string similarity measures in the dataset.

4.1.4

Supervised learning

Only 1,925 product names (1.37% of all tested product names) are equivalent
to the authoritative names, i.e., with a value of 1 for all string similarity
measures. All other product names are more or less consistent with the
authoritative names. No other single string similarity measure can be used
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Table 4.1: String similarity measures example, GTIN 4006544416006
Product Name

Eq

Lvsht

JW25

JW50

WCo

2gr

2grp

3gr

3grp

0.37

0.46

0.46

0.35

0.36

0.34

0.3

0.28

0.65
0.24

1
0.49

1
0.49

0.40
0.00

0.63
0.09

0.62
0.09

0.61
0.00

0.59
0.00

GELIERZUCKER 2PLUS1 500 G
Einmachzucker und Ge- 0
liermittel: Südzucker ...
Gelierzucker
0
Stereo Mikroskop Objek- 0
tive Objektivpaar 3x

Table 4.2: String similarity measures example, GTIN 3010000054160
Product Name

Eq

Lvsht

JW25

JW50

WCo

2gr

2grp

3gr

3grp

0

0.36

0.34

0.34

0.33

0.35

0.33

0.33

0.3

0

0.43

0.42

0.42

0.44

0.42

0.39

0.4

0.36

0

0.65

0.38

0.38

0.67

0.64

0.63

0.62

0.6

0

0.48

0.38

0.38

0.57

0.47

0.44

0.45

0.39

0
0

0.81
0.48

0.76
0.4

0.76
0.4

0.8
0.36

0.8
0.47

0.77
0.44

0.79
0.45

0.73
0.39

1
1
0

1
1
0.68

1
1
1

1
1
1

1
1
0.8

1
1
0.67

1
1
0.65

1
1
0.65

1
1
0.63

0
0

0.81
0.81

1
0.79

1
0.79

0.8
0.8

0.8
0.8

0.82
0.77

0.79
0.79

0.78
0.73

Monopoly Junior
00441100 Monopoly Junior Parker Familienspiele, ab 5 Jahren
Hasbro 0044100 - Parker
Monopoly
Junior,
deutsche Version
Hasbro
00441100
Monopoly Junior
Hasbro
Brettspiel
Monopoly
Junior
3010000054160
Hasbro Monopoly Junior
Hasbro
PARKER
Monopoly Junior 2 - 4
Spieler, ab 5 ...
Monopoly - Junior
Monopoly Junior
Monopoly
Junior
3010000054160
Monopoly Junior, Parker
PARKER Monopoly Junior
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Figure 4.3: Distribution of similarity string measures.

Table 4.3: Confusion matrix
Actual class

Predicted class

Incorrect

Correct

Incorrect

True Positive (TP)

False Positive (FP)

Correct

False Negative (FN)

True negative

to clearly differentiate between correct and incorrect product names, so we
use supervised learning with all measures as features to train a classification
model on the string similarity measures. Identifying incorrect product names
is a binary classification problem. Table 4.3 shows the confusion matrix for
this problem. Incorrect product names which are predicted to be incorrect
are true positives, correct product names which are predicted as correct are
true negatives.
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Data set
A random sample of 500 GTINs is chosen from the dataset, and the corresponding product names (N = 5,248) are manually labeled as correct (0) or
incorrect (1) by comparing the product name from the public source with the
product name from the authoritative source. In the training set 94 product
names (1.79%) are labeled as incorrect.
We train a supervised learning algorithm on the labeled sample using the
string similarity measures as features to classify product names as correct
or incorrect. The sample is partitioned into training set, validation set and
test set to fit different classification models on the training set, select the
best model using the validation set, and estimate the performance of the best
model using the test set.
In order to evaluate the usefulness of this supervised learning approach
for consumer goods companies, we label three additional test sets containing
products of three selected companies. We select the companies based on their
popularity, i.e., the sum of products scanned, and the amount of authoritative
data, i.e., the number of scans for which authoritative product names are
available. The selected companies are the ones with the highest sum of
product scans for which authoritative product names are available.
We use 10-fold stratified cross-validation to select a classification model
and to estimate the performance of the classification model trained on this
dataset. Stratified sampling in the training, validation and test set generation
ensures that every product name is used for training, validation and testing
and that every subset has some members of the rare class, in our case incorrect
product names.
Classification models
Based on machine learning text books [12, 89], the online machine learning
class by Andrew Ng [208], and comparisons of classification models in machine learning literature [86, 18] we compare the performance of different
classification models on the given dataset.
The classification models are implemented and tested in Matlab versions
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7.12.0 R2011a and 7.13.054 R2011b using mostly built-in functions with
default settings. In addition, we use the libsvm library [46] with their native
Matlab wrappers and our own implementation of regularized logistic regression
which was initially developed for the online Machine Learning class by Andrew
Ng [208].
The following classification models are compared to find the model with
the best performance on the given dataset:
• Linear discriminant analysis (LDA), the default algorithm for the classify
function in Matlab.
• Linear discriminant analysis with empirical prior (LDA Emp. Prior)
taking into account the imbalanced distribution of classes.
• Naive Bayes using Matlab NaiveBayes.fit with default Gaussian distribution.
• Naive Bayes Kernel, with kernel smoothing density estimate.
• Classification tree (Tree), using Matlab ClassificationTree.fit with default settings.
• Classification tree (Tree Pruned), pruned to optimal depth using the
ClassificationTree.prune method.
• Support vector machine (SVM linear), using Matlab svmStruct with
default linear SVM.
• Support vector machine using Matlab svmStruct with a radial basis
function (RBF) kernel (SVM RBF).
• Support vector machine using libsvm (LIBSVM RBF) with default RBF
kernel.
• Support vector machine using libsvm with linear SVM (-t 0) (LIBSVM
linear).
• Logistic regression (LOGREG), regularized.
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Listing B.2 shows the corresponding Matlab implementation for comparing
the classification models. We use default settings for the Matlab built-in
classification models. Note that the Naive Bayes models need features with
a variance greater than 0. As the first feature equality does not fulfill this
requirement in some of the cross-validation folds, Naive Bayes uses only
features 2 to 9.
For the libsvm and logistic regression models we conduct a 5-fold crossvalidation grid search to find the best parameters for the given dataset, closely
following the procedure suggested by the libsvm authors [46]. Grid search
simply tries many different values and compares the performance. Listing B.5
shows the grid search implementation for the linear libsvm model in which
we perform the grid search to find the best cost parameter c. For the libsvm
model with RBF kernel we search for the best combination of parameters c
(cost) and g (RBF sigma) as shown in listing B.4.

4.1.5

Regularized logistic regression

Despite its name, logistic regression
is not a regression but a classification model [12, p. 205]. It derives
its name from the logistic function,
which is also called sigmoid function
σ(z) because of its s-like shape [12, p.
197]. The sigmoid function always
returns a value between 0 and 1 and
is also referred to as the ’squashing
Figure 4.4: Sigmoid function.
function’ as it compresses any input
range to an output between 0 and 1 [89, p. 97]. Figure 4.4 shows a plot of
the sigmoid function.
σ(z) =

1
(1 + e−z )

(4.1)

Our implementation is based on the logistic regression model presented in
Andrew Ng’s online machine learning class. The hypothesis function hθ (x)
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applies the sigmoid function σ(z) to a linear function of the feature vector x
and a parameter theta θ [208]. In our case the feature vector consists of the
nine string similarity measures we calculated for a product name. The result
of the hypothesis function hθ (x) is used to predict the class label, which is
either 0 for correct product names or 1 for incorrect ones.
hθ (x) = σ(θ> x)

(4.2)

If the result of the above hypothesis function hθ (x) is smaller than or equal
to a defined threshold value, the predicted class is 0. If the result is greater
than the threshold, the predicted class is 1. The classical implementation
uses a threshold value of 0.5 [89, p. 97]. In our implementation the prediction
function takes an additional parameter to define the threshold t. Thus, the
logistic regression classification model we use for predicting the class label
yi ∈ {0, 1} for a corresponding feature vector xi is defined as follows:


0

if hθ (xi ) ≥ t
yi (xi ; θ; t) = 
1 if hθ (xi ) < t

(4.3)

The implementation for Matlab and Octave is shown in listing B.7.
The goal of training a logistic regression classification model is to find the
optimal values for θ for predicting the class of all items in the training set.
This is done by minimizing the cost function J(θ) with m being the number
of items in the training set [208] (also cf. [12, p. 206]).
m
1 X
(hθ (xi ) − yi )2
J(θ) =
m i=1

(4.4)

Large values for θ are prone to overfitting the classification model on the
training data, which would result in bad performance on previously unseen
data. A common method to avoid overfitting is to add a regularization term
with an additional parameter lambda (λ) to the cost function to penalize large
values of theta. Hence, the cost function for regularized logistic regression is
[208]:
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m
n
X
1 X
2
J(θ) =
(hθ (xi ) − yi ) + λ
θj2
2m i=1
j=1

(4.5)

Finding the best choice of threshold t and regularization parameter λ is
crucial for a good performance of the regularized logistic regression model. We
use a 5-fold cross-validation grid search again to find the best combination of
parameters. Our grid search implementation for regularized logistic regression
is shown in listing B.6.

Performance measurement
In measuring the performance of a classification model, the most intuitive
measure is accuracy:
Accuracy, Acc =

Correctly classified
Number of samples

(4.6)

With an imbalanced data set having one rare class, accuracy is not a
reliable measure for the performance of a classification model [52, 44].
For the given dataset, a simple classification model which always returns
the class ’correct’ would result in an accuracy of 98.2%. Instead we use the
more fine-grained measures recall (Rec) and precision (Pr) and a combined
F-score. These measures are based on the number of true positives (TP),
false negatives (FN), and false positives (FP) with respect to the rare class
and are defined as follows [52, 44]:
Pr =

TP
(T P + F P )

(4.7)

Rec =

TP
(T P + F N )

(4.8)

Listing B.3 shows the Matlab implementation we use to compute true
positives, false positives and false negatives from the predicted and real values.
Optimizing a classification model is often a trade-off between recall and
precision. For the problem of identifying incorrect product names we choose
to optimize the classification model for recall first as we prefer to find as many
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wrong product names as possible, i.e., we want to avoid false negatives. False
positives, i.e., falsely flagging some product names which are in fact correct,
are not as much of a problem in practice.
As a simpler, single measure combining precision and recall we also report
the F2-score (F2), which puts more emphasis on recall than on precision
compared to the more balanced F1-score:
F2 =

(5 · P r · Rec)
(4 · P r + Rec)

(4.9)

Following Forman and Scholz [37] we not only report average scores over
the cross-validation folds, which could be misleading, but also sum up the
true positives, false positives and false negatives from all folds and calculate
the scores on these sums.

4.2
4.2.1

Results
Collected data

GTINs
In the first month after the release of the codecheck iPhone application, more
than 2 million products were scanned by users of this application, in total
262,794 unique and valid 13-digit GTINs. For the study we ignore GTINs
with different lengths, e.g., GTIN-8 and 12-digit GTINs. We also remove
22 invalid GTINs with incorrect checksums and ignore GTINs which were
scanned only once.

Scans
The chosen dataset contains 129,649 unique GTINs from 1,372,945 scans.
22,005 GTINs were scanned more than 10 times, 1,773 more than 100 times,
and 63 more than 1,000 times. Table A.1 shows the top 30 scanned GTINs
with product names.
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Country distribution
The full dataset (N = 129,649) contains GTINs from 109 different countries
and 9 special prefix ranges. Figure 4.5 shows the distribution of GTINs by
country where the GTIN was registered. Figure 4.6 shows the accumulated
scans by country where the corresponding GTIN was registered. Most GTINs
were registered in Germany (48,129, 37.12%), followed by Switzerland (26,601,
20.52%), while most of the scans were for GTINs registered in Switzerland
(491,992, 35.83%) followed by Germany (451,861, 32.91%). More numbers for
other countries can be found in Table A.2.

Figure 4.5: GTINs by country where the GTIN was registered.

Product names
We used the collected GTINs to query 8 publicly available sources (codecheck,
Google, Amazon DE, UK, US, and FR, openEAN, and affili.net) for corresponding product master data. The interesting product attributes were
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Figure 4.6: Scans by country where the GTIN was registered.
product names and product images. For 63,752 GTINs at least one product
name was retrieved, which corresponds to a response rate of 49.17%. In total
we collected 566,248 product names from all data sources for all GTINs, an
average of 8.88 product names per GTIN with a standard deviation of 10.5.
The maximum number of product names for a single GTIN is 56.
For 26,963 GTINs (20.8%) we got an authoritative product name from
SA2 Worldsync. For 13,702 GTINs we received both an authoritative name
and at least one product name from a publicly available source. Thus, in
total 140,195 product names from publicly available sources can be compared
with corresponding authoritative names.
Table 4.4 shows for example the product names we received for GTIN
8715700017006. The first three lines are authoritative product names from
SA2, while the rest are product names from various online services. Note that
authoritative product names exist for more than one language and that the
product name returned by Amazon.de is expected to be labeled as incorrect.
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Table 4.4: Product names for GTIN 8715700017006.
Heinz 570g Tomato Ketchup ketsuppi
SA2
Heinz ketŝup 570g TopDown
SA2
Tomatenketchup 500 ml USD
SA2
Heinz Tomato Ketchup 500ml
Google
Heinz Tomato Ketchup 8715700017006
Google
Heinz Tomato Ketchup
Google
Ketchup: Heinz 1 x 500 ml Heinz Ketchup - Tomate
Google
Tomaten Ketchup
Google
Heinz - Tomato Ketchup
affili.net
1x EINZELNE Original SNES Konsole / Super Nintendo .. Amazon.de
Heinz Tomato Ketchup
Codecheck

The abbreviation USD in the last authoritative product name refers to the
packaging feature “upside down”.
Table A.2 shows the number of GTINs and matching product names
grouped by country using the country prefixes of the GTINs.
Most GTINs were registered in Germany or Switzerland, followed by Bookland, Austria, France and the UK. The response rate varies highly between
the countries. It is highest for books (94.6%), followed by the countries Japan,
the UK, and Germany. In comparison, GTINs from Switzerland have a much
lower response rate (31.26%).
GEPIR returned a company name for 91,940 GTINs (70.91%). The full
dataset (N = 129,649) contains GTINs from 11,450 companies in 109 different
countries.
Table A.3 shows the number of unique GTINs and matching product
names grouped by company using the company prefixes from GEPIR for the
30 companies with the most products in the dataset. The first two companies
Coop and Migros are the two largest Swiss retailers. Among the top 30
companies with the most products are 13 Swiss, 8 German, and 3 Austrian
companies, and 6 from the rest of Europe. There are several other large
retailers (Netto, Denner, Spar, Rewe), two drugstores (DM, Rossmann), and
international consumer goods companies (Kraft, Nestle, Unilever, Beiersdorf,
L’Oreal, Procter & Gamble), as well as entertainment companies (EA, Warner
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Bros). Jowa, Mibelle, and Midor are subsidiaries of the Swiss retailer Migros.
Table A.4 shows the number of scans for the top 30 companies with the
most scans in the dataset. It also shows, for how many of these scans the
corresponding GTIN could be resolved to a product name.
Table A.6 shows the number of responses from the online information
sources by country. Google returned the most product names and has the
highest response rate from all queried sources, followed by Amazon. Codecheck
has the highest response rates for Switzerland and Austria.

4.2.2

Classifier selection

Table 4.5 shows the performance measurement results from testing 11 different
classification models using 3 runs of 10-fold stratified cross-validation on the
labeled dataset. We can see that the best classification models for this dataset
are Naive Bayes and logistic regression. In the first and third run, Naive
Bayes returned the best results. Naive Bayes also returned the best result
over all runs with a perfect recall of 1 and a precision of 0.54 in the first
run. However, logistic regression shows more reliable results, with a nearly
perfect recall of 0.99 for all runs and only slightly smaller precision. For
further analysis we choose to use logistic regression because it provides the
best reliable results.

4.2.3

Classifier performance

In the following we perform another 10-fold stratified cross-validation process
to train the chosen regularized logistic regression classification model on
the similarity measures and estimate its performance on the random sample
dataset.
Performance for random sample
We partition the labeled dataset (N=5,248 with 94 members of the rare class)
again into training and independent test sets using 10-fold stratified crossvalidation. On each of the ten training sets we perform another, extended grid
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Table 4.5: Performance comparison of classification models
Run 1
Model
LDA
LDA Emp. Prior
Naive Bayes
Naive Bayes Kernel
Tree
Tree pruned
SVM linear
SVM RBF kernel
LIBSVM RBF
LIBSVM linear
LOGREG

Pr
0.19
0.60
0.54
0.40
0.68
0.60
0.49
0.49
0.64
0.59
0.50

Rec
1.00
0.65
1.00
0.98
0.71
0.74
0.98
0.96
0.79
0.79
0.99

F2
0.54
0.64
0.85
0.76
0.71
0.71
0.82
0.80
0.75
0.74
0.83

TP
94
61
94
92
67
70
92
90
74
74
93

FP
401
40
80
137
31
47
96
94
42
51
92

FN
0
33
0
2
27
24
2
4
20
20
1

Pr
0.19
0.60
0.51
0.40
0.65
0.62
0.49
0.51
0.67
0.60
0.51

Rec
1.00
0.64
0.93
0.96
0.62
0.67
0.82
0.74
0.77
0.77
0.99

F2
0.54
0.63
0.80
0.75
0.62
0.66
0.72
0.68
0.74
0.73
0.83

TP
94
60
87
90
58
63
77
70
72
72
93

FP
396
40
82
136
31
39
79
68
36
48
88

FN
0
34
7
4
36
31
17
24
22
22
1

Pr
0.19
0.62
0.53
0.40
0.72
0.64
0.48
0.49
0.67
0.62
0.51

Rec
1.00
0.65
0.99
0.98
0.72
0.73
0.88
0.96
0.78
0.77
0.99

F2
0.54
0.64
0.85
0.76
0.72
0.71
0.76
0.80
0.75
0.73
0.83

TP
94
61
93
92
68
69
83
90
73
72
93

FP
398
38
81
137
27
39
89
94
36
45
91

FN
0
33
1
2
26
25
11
4
21
22
1

Run 2
Model
LDA
LDA Emp. Prior
Naive Bayes
Naive Bayes Kernel
Tree
Tree pruned
SVM linear
SVM RBF kernel
LIBSVM RBF
LIBSVM linear
LOGREG
Run 3
Model
LDA
LDA Emp. Prior
Naive Bayes
Naive Bayes Kernel
Tree
Tree pruned
SVM linear
SVM RBF kernel
LIBSVM RBF
LIBSVM linear
LOGREG
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search to find the best parameters for this particular dataset. We choose the
regularization parameter lambda (λ) from one of 11 values from 10 to 0.0001
and the classification threshold (t) out of 40 steps from 0 to 1 (see listing
B.6). Hence, for every fold 440 models are trained and validated. The best
combination of parameters is used again to train a classifier on the training
set and evaluate its performance on the independent test set. This process
is repeated for each of the ten cross-validation folds; in total the logistic
regression model is trained and validated 4,400 times.
Table 4.6 shows the results from training and testing the regularized
logistic regression model in a 10-fold cross-validation. Each row shows the
best parameters λ and t for this particular fold with the corresponding
validation and test measures. The validation recall is always a perfect 1 while
the recall on the test sets is nearly always perfect with only one false negative
occurring in fold number 2. Precision on the test sets varies from 0.41 to 0.63
with a mean of 0.52 and standard deviation 0.07. The 95% confidence-interval
of the mean precision using a t-test is 0.47 to 0.57. When we calculate the
overall test measures from the sums of true and false positives and false
negatives over all 10 folds, recall is 0.99, precision is 0.51, and the F2-score is
0.83. These numbers do not reflect the performance of a single classifier but
rather the performance that can be expected from such a classifier trained
and validated on this dataset. Training the classifier on the whole labeled set
will likely result in an even better result due to the higher number of samples.

Final classification model
Our actual goal is to identify incorrect product names in the full dataset, i.e.,
for all GTINs for which we have corresponding authoritative product names.
We perform the grid search again with 10-fold stratified cross-validation to find
the best parameters and train the regularized logistic regression classification
model again on the complete labeled dataset (N=5,248). Figure 4.7 shows the
corresponding learning curves for this classification model, i.e., the F2-score
for training and validation sets plotted for growing training set sizes. For
training sets larger than 4,000, the training and validation F2-scores converge
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Table 4.6: Performance of logistic regression for random sample.
Validation
Test
Fold

λ

1 3
2 0.1
3 3
4 1
5 1
6 3
7 3
8 3
9 1
10 1

t
0.125
0.175
0.125
0.15
0.15
0.125
0.125
0.125
0.15
0.15

Pr

Rec

F2

Pr

Rec

F2

TP

FP

FN

0.50
0.54
0.51
0.51
0.52
0.50
0.51
0.50
0.52
0.53

1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00

0.83
0.86
0.84
0.84
0.84
0.83
0.84
0.83
0.85
0.85

0.60
0.53
0.45
0.56
0.45
0.53
0.56
0.63
0.48
0.41

1.00
0.89
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00

0.88
0.78
0.80
0.87
0.80
0.85
0.86
0.89
0.82
0.78

9
8
9
9
9
10
10
10
10
9

6
7
11
7
11
9
8
6
11
13

0
1
0
0
0
0
0
0
0
0

at around 0.83. This means that adding more training data is unlikely to
increase the performance of the classification model.

Performance of selected companies
To further evaluate the relevance of our study and the usefulness of the
proposed supervised learning approach for consumer goods companies, three
additional, independent test sets for three companies with popular products
are labeled and tested with the final classification model. The three companies
are selected based on the total number of scans and available authoritative
product names in the dataset for comparison: Coca Cola is a global manufacturer of soft drinks, Beiersdorf is a global manufacturer of cosmetics, and
Philip Morris is a global manufacturer of cigarettes and tobacco products.
Table 4.7 shows the performance test results for these additional test sets.
The perfect recall of 1 shows that the classification model returns all incorrect
product names in all three cases. Compared to the random test set, the
precision is even higher for two companies.
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Figure 4.7: Learning curves for the final logistic regression classification
model.
Table 4.7: Performance for selected companies.
Company
Product names Incorrect Rec
Pr
Coca Cola
Beiersdorf
Philip Morris

4.2.4

F2

153 33 21.6% 1.00 0.97 0.99
4980 11 0.2% 1.00 0.58 0.87
80 53 66.3% 1.00 0.85 0.97

Identifying incorrect product names

In the previous sections we compared different classification models and
selected regularized logistic regression as the best and most reliable classification model. We also estimated the performance of the selected model using
random samples and selected test sets. Now we apply the final classification
model on the full dataset.
Estimated number
When applied to the full dataset, i.e., all product names for which we had
corresponding authoritative names and thus similarity measures (N=140,195),
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the logistic regression classification model predicts 5,527 positives. Based on
the performance measurements above, we can estimate that between 46.8%
and 56.9% of these positives, i.e., between 2,588 and 3,145 product names,
are in fact incorrect, which corresponds to 1.8% - 2.2% of all product names
in the dataset.
True positives
Table 4.8 shows examples of true positives, i.e., incorrect product names,
which were identified by the classification model for three different GTINs
(4000161090205, 4000177605004, and 3034152214081).
Table 4.8: True positives.
Product name

Source

Marzipan Herzen in Geschenkdose
NEW PLAYMOBIL COLLECTION AFRICAN WILDLIFE 9
Playmobil Safari 4826 - 4834 Afrique Set Deluxe - 2009

SA2
Amazon UK
Amazon FR

Capri-Sonne Multivitamin 0,2-ltr.
Femfresh Re-Balance Moisturising Gel
PL Stecker (PL 259) für max 10mm Kabeldurchmesser

SA2
Amazon UK
Google

Ordner Stand.Neutral A4 schmal sw
SuperPrint Neonetik.A4,Laserdr.u.Kopierer,63,5x29

SA2
Google

Examples of false positives
Table 4.9 shows examples of false positives, i.e., product names which actually
describe the same product as the authoritative product name but which were
identified by the classification model as incorrect.

4.3

Discussion

In the previous sections of this chapter we presented our analysis of product
master data quality in publicly available sources. We analyzed more than
120,000 GTINs which users of a mobile barcode scanning application have
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Table 4.9: False positives.
Product name

Source

STANDMIXER ALUMINIUM
Philips - HR2094/00 - Blendeur
Philips HR2094/00

SA2
Amazon FR
Google

PATTEX 50 GR
Klebstoff CLASSIC, Tb. Henkel PX50

SA2
Google

Desinfektionsmittel für Hände, 500
STERILLIUM Loesung
STERILLIUM Loesung 500 ml

SA2
Google
Google

Oli-OlLA ESPANOLAexVir500mlF
Natives Olivenöl extra

SA2
Google

SCHUBKARRE
Wheelbarrow

SA2
Amazon UK

Ordner Stand.Neutral A4 schmal sw
Esselte Classeur marbré nuages menu noir

SA2
Amazon FR

scanned – to our knowledge the first study of product master data quality on
such a scale. In the first section we described our methodology, a combination
of string similarity measures and supervised learning. In the results section
we provided an overview of the collected data, explained the selection a
classification model, and conducted a performance evaluation of the best
classifier, regularized logistic regression. Finally, we used the classification
model to identify incorrect product names in the dataset. We found that
about 2% of all product names are incorrect in the full dataset. We also
showed some examples of incorrect product names, i.e., true positives, and of
false positives.
The quality of product master data is already business-critical for CPG
companies in B2B supply chains. We argue that quality issues are becoming
even more relevant as consumers increasingly access product master data
using mobile barcode scanning applications. In this section we discuss our
results and also report on discussions with representatives of CPG brand
owners and application providers.
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4.3.1

Recognition rates

Our own implementation my2cents, which used 7 different data sources, had
an overall recognition rate of about 60% for all scans and about 50% for
unique GTINs. For the set of GTINs in our study and using 8 data sources
(all from the my2cents application plus Google product search) we achieved
an overall recognition rate of about 49% for unique GTINs and about 77%
when related to scans.
Providers of commercial barcode scanning applications are generally reluctant to share information on data sources or numbers on recognition rates.
When asked, they claim to use several hundred data sources (but decline to
provide details), and report recognition rates of close to 100%. Obviously
these numbers need to be viewed critically.
Note that with the product names from the authoritative master data
pool from SA2 alone, an overall recognition rate between 21% and 23% would
be achieved for GTINs and about 31% for all scans. This clearly shows that
a single authoritative data pool is not sufficient to provide mobile barcode
scanning applications with product master data.

4.3.2

Classification results

We estimated the performance of the proposed classifier for identifying incorrect product names. The high recall scores of 0.99 and 1.0 show the usefulness
of the suggested approach for detecting incorrect product names given a set of
GTINs and corresponding authoritative product names. The precision values
are also sufficient for practical use.
False positives
Investigating false positives reveals the shortcomings of a classification model.
It clearly shows the cases where the model fails.
The examples of false positives in Table 4.9 show some of the reasons why
the classification fails, i.e., product names are classified as incorrect while in
fact representing the same product as the authoritative product name:
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• One of the compared product names is or contains a functional name
while the other contains a brand, e.g., “Klebstoff” (glue in German) vs.
“Pattex” (a glue brand). Different policies on what exactly constitutes
a product name determine what is entered in the corresponding field.
This leads to inconsistencies, and our model classifies these names as
incorrect.
• A functional name is translated in another language, e.g., “Wheelbarrow” vs. “Schubkarre” (wheelbarrow in German). This is clearly a
shortcoming of the suggested classification model. Without additional
information about the language used in a product name translations
cannot be detected and are classified as incorrect.
• Abbreviations are used within the product name. In some cases authoritative product names even contain abbreviations of brand names.
This is probably due to an artificial restriction of product names to
meet a minimum length in data pools. Domain experts told us that
one such restriction was that product names may not be longer than 25
characters because of the minimum length of characters which can be
printed on a cashier receipt.
• Product names are often enriched with additional product-related information such as the product category, package size, or information about
weight or packaging. In authoritative data pools, adding packaging
information is common, e.g., for logistics or to be printed on cashier
receipts. In some cases the GTIN is repeated as part of the product
name. Another possible explanation for enriched product names is that
e-commerce websites try to optimize product names for search engines
by adding as many keywords as possible to a product name.
We think that most of the product names which are falsely classified as
positives in the context of our study are in fact also interesting for practical
applications and deserve the attention of their respective brand owners. The
corresponding product names – if not incorrect – are still clearly inconsistent
with the authoritative product names. Furthermore, they indicate data quality
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issues and possible consistency problems, either with the authoritative data
and thus within a brand owner’s control, or with publicly available data
sources outside the brand owner’s realm. We found several false positives to
indicate problems with the authoritative names – which were in fact entered
by the brand owners. Product names from publicly available sources for the
same GTIN seemed to represent the corresponding products better than the
authoritative names.
True positives
Our results indicate that approximately 2% of product names in publicly
available sources are true positives, i.e., incorrect product names. The product
name does not describe the product for which the brand owner used the
registered GTIN. The percentage of incorrect product names varies heavily
across companies. For two companies with very popular products (i.e., their
GTINs were scanned often), we found much higher numbers of incorrect
product names than average. In the case of the cigarette manufacturer nearly
two-thirds of the product names are incorrect.

4.3.3

Reasons for incorrect product names

True positives are the most interesting results from our study for brand owners.
Many questions arise in investigating these cases and their possible reasons:
Why are there any incorrect product names at all? Where do they come
from? How can it be that the same GTIN is found on two different products?
Only a small fraction of true positives can be explained to be in compliance
with the GTIN allocation rules that explicitly allow the reuse of GTINs
48 months after the end of commercialization. For apparel the waiting
period is reduced to 30 months [198]. This also means that product master
data is in some cases outdated. One example where this could possibly
be the reason for an incorrect product name is shown in Table 4.8: The
authoritative product name is “Ordner Stand.Neutral A4 schmal sw” and the
product name from Google corresponding to the same GTIN is “SuperPrint
Neonetik.A4,Laserdr.u.Kopierer,63,5x29.” In fact, in a search for the GTIN
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on the web, many instances and variants of the latter product name can be
found. This and the similar product category for both product names possibly
indicate outdated authoritative product master data.
In many other cases the products are clearly not from similar categories
or brand owners. We can only speculate on the reasons why other product
names are incorrect. In many cases we do not have access to the real products
which have been scanned. Without seeing the product, the correctness of
product names is difficult to check.
First, it should be noted that the GTIN allocation rules are voluntary [38,
p. 176] and GS1 does not enforce compliance with these rules. This means
that brand owners do not face consequences if they use GTINs in a manner
other than the one recommended by GS1. This also means that our method
can be used to monitor the compliance of brand owners with GTIN allocation
rules and to detect outliers.
There is currently no need for brand owners to provide information about
what products GTINs are assigned to. On the other hand, in many business
processes GTINs are required, e.g., for products being listed in a supermarket
or for using e-commerce platforms. The Google Merchant Center allows
businesses to upload their product data to be visible in Google Product Search.
For some product categories and countries, GTIN is a required attribute, e.g.,
for books and media in the U.S. [167]. Also, some processes with Amazon
require GTINs for selling products on their platform, e.g., Amazon Advantage
requires this for musicians to sell CDs [133] or merchandise.
While those services explicitly state that one should “not invent or approximate values for GTIN,” [170] it is unclear what checks are implemented.
In some cases it seems possible that checks for valid ownership of GTINs
are missing, and that merchants in the process of uploading product data
and intending to finish the process without registering a membership with
GS1 and buying company prefixes simply take arbitrary (but valid) GTINs,
either from other products or by inventing GTINs with arbitrary prefixes.
Our method can detect these “misused” GTINs when authoritative product
names are available from the legitimate owners of the corresponding company
prefix.
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4.3.4

Limitations

The results of our study on product master data quality are limited in several
respects. The product scans which determine the set of GTINs are mostly
from German and Swiss users for products in the corresponding regional
markets. The available authoritative data further limit the results of the
similarity measures to mostly German products. The applicability of the
results to other geographical regions is subject to further analysis.
Scanned GTINs are taken only from one mobile barcode scanning application, the codecheck iPhone application. Therefore, the selection of products
may not be representative and may be biased in favor of the main purpose
of codecheck. In addition, scans result from the first month of operation
after the launch of the iPhone application, causing product selection to be
potentially biased towards users trying out the application by scanning the
next available barcode versus a representative use of mobile barcode scanning
for actual informational needs.
Contrary to the notion that master data do not change so frequently,
product master data in publicly available sources are subject to continuous
change. Due to the request limitations of the used services, the data collection
was carried out over a relatively long period of time, i.e., several months. In
addition, data for the same GTIN were not collected at the same time, e.g.,
the Google product search API was queried after the other sources. This
makes a direct comparison of the performance and reliability of the data
sources less meaningful.
We also noted that repeating requests after several weeks showed different
results, in some cases, incorrect product names disappeared from search
results, especially with Google, probably due to data cleaning processes. The
presented study can thus be considered a snapshot of the situation for the
time of data collection in early 2011. The method developed can be – and for
practical reasons and a limited number of GTINs should be – applied on a
recurring and even continuous basis. The main limits for data collection are
the request limitations of the data sources, e.g., in the case of Google, 2,500
requests per day per IP address are the limit.
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Checking product names for correctness with the presented approach is
limited to available authoritative data for the scanned GTINs. Only products
from companies with an existing master data management process and using
the SA2 data pool have authoritative product names in this study. On the one
hand, due to a well-defined and controlled master data management process
these products might also have better data quality online. On the other hand,
GTINs of more popular products might also be more likely to be reused by
unauthorized parties.
More authoritative product master data exist in data pools but are not
accessible only to contracted supply chain partners. In particular, we regret
not having had access to product master data in GDSN data pools for our
study. The presented approach for detecting incorrect product names depends
on the availability of authoritative product master data, but authoritative
product names were available to us in the SA2 data pool for only about a
fifth of the scanned GTINs.
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Chapter 5
Conclusions
In this concluding chapter we again recapitulate the contributions of this thesis
and discuss future directions for research and possible practical applications
of our results.

5.1

Contributions

The following are the main contributions of this thesis:
• my2cents, an open source implementation of a mobile barcode scanning
application.
• a study of the effects on user contributions of product descriptions in a
mobile barcode scanning application.
• a method to identify incorrect product names for a set of GTINs.
• what is likely the first large-scale study of product master data quality
in publicly available sources.
In Chapter 3 we introduced a mobile barcode scanning application,
my2cents, which allows consumers to share comments and ratings on retail products. Consumers have access to other opinions about products via
their smartphone and can share their own product experience with other
consumers and within their social networks. We described the implementation
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of the server back end and mobile clients on Android and iPhone platforms
and published the source code under an open source license.
We discussed the opportunities presented by a product-centric information
stream and the benefits for consumers, businesses, and research. Additionally,
several revenue streams, e.g., a branded white label version and highly targeted
mobile advertising, were discussed. The evaluation of our implementation
was based on user feedback and feedback from investors and possible business
partners. It showed the feasibility of combining electronic word of mouth with
mobile barcode scanning and engaging consumers in dialogues about products.
The implementation of my2cents answers our first research question RQ1.
We analyzed my2cents usage data in order to study the effects of missing
or incomplete product descriptions on user contributions. Our results showed
that missing product descriptions significantly affect the number of user
contributions from a mobile barcode scanning application. Users are less
likely to share comments and ratings when no product description is available.
This answers research question RQ2. These results also provide further
evidence on how important product master data quality is for mobile barcode
scanning applications. The study also demonstrates the use of my2cents as a
tool for research on mobile interactions of consumers with products, and it
shows the usefulness of my2cents usage data for research purposes.
In Chapter 4 we described a method to identify incorrect product names
using a combination of string similarity metrics and supervised learning. We
evaluated the performance and usefulness for CPG businesses, thus answering
research question RQ3.
We also measured the correctness of product names from publicly available sources for a set of more than 140,000 product names and found that
approximately 2% of the product names are incorrect when compared with
authoritative data. This answers research question RQ4 and shows the need
for reliable and accessible sources of product master data. The product master
data used in this study were partially collected using the my2cents server
back end.
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5.2

Implications for research

We consider my2cents a useful research tool for acquiring previously unavailable real usage data about consumers’ interaction with products. Two
mobile clients for Android and iPhone and a server back end for aggregating
product master data from online sources are now open source and available
for download from https://github.com/kpii. We invite other researchers
to consider the use of my2cents software for their work.
Once enough usage data from a mobile barcode scanning application such
as my2cents designed for sharing opinions on products become available for
research, it would be interesting to study the effects of usage on actual buying
decisions and consumer behavior.
User-generated comments could also be analyzed with users’ approval,
e.g., one could apply sentiment analysis and opinion mining techniques to
aggregate consumer opinions and trends from the collected comments.
We have shown that GTINs are not unique as defined and that incorrect
product names and possibly more incorrect product master data exist in
publicly available sources. It is up to future research to improve the detection
of these data. The task of eliminating incorrect data and improving data
quality is obviously infinite.
The classifier presented for incorrect product names and its performance
estimations provide a baseline for future improvements. One option could
be to further develop the supervised learning approach. For example, the
use of additional and further optimized classification models such as neural
networks, decision trees, support vector machines, or random forests might
result in higher precision values, faster learning, and better performance.
Future research could also provide a summarizing measure of consistency
for a given set of products, e.g., for a brand or company (cf. [60]). This would
be another quality dimension for measuring and comparing the performance
of brands and companies with respect to product master data quality.
Future work could also eliminate the need for authoritative data by a
more generative approach, e.g., using vector representations of product names.
Using semi-supervised or unsupervised learning techniques could further
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reduce or eliminate the need for labeling. Outliers could then be detected
by comparing observed product names with a pre-generated model of brand
names and functional names for a given company prefix, brand, or range of
products.
Along the same lines, it would also be possible to work on extracting
the essence of a product name by analyzing a set of product names for a
given GTIN. It could be possible to automatically identify certain parts of a
product name and for example to differentiate brand names from functional
names, or to label sizing or packaging information within product names.
Other interesting questions concerning product master data arise from a
legal perspective, and considering the often very restrictive terms of use for
online data sources: How can one service or institution collect and provide
product master data for millions of products? Who actually owns product
master data? Future research could investigate the options and consequences
of providing product master data as free and open data.

5.3

Implications for practice

Business aspects
From a business development perspective we found that my2cents is not yet
attractive enough for growing a large user base, which is a necessary precondition for generating value for consumers and businesses with product-centric
information streams. We have not succeeded in establishing a sustainable
business. The reasons for this may include incomplete product descriptions
– my2cents had an overall recognition rate of about 60% of all scans. In
2012 we have also seen several other websites and mobile applications with a
similar approach fail, most notably StickyBits which we considered a tough
competitor. It came as a real surprise to see their approach fail despite the
hype and funding success. In the end it was probably a wise decision not to
further pursue the commercialization of my2cents, at least not at this time.
We still believe that consumer opinions from mobile product interaction in
combination with social networks is a viable and relevant method of collecting
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insights about product perceptions and engaging consumers in meaningful
dialogues about products. We think that mobile and electronic word of
mouth will play an important role in marketing and that companies such as
consmr.com and probably openlabel are on a promising path for generating
significant value for both consumers and CPG businesses.

Empowering consumers
A mobile application such as my2cents can help to overcome the “information
asymmetries that characterize traditional consumer markets.” [103] It “is
expected to modulate consumer product choice criteria towards socially
responsible consumption and increase capabilities of negotiation with retailers
and producers.” [92]
We believe that mobile barcode scanning applications will enable mobile
interactions of consumers with products. They will empower consumers
to share opinions and criticism and to organize protests against unwanted
business activities thus putting pressure on retailers and the CPG and FMCG
industry. We hope that mobile interaction technologies will help to raise
awareness of unethical and unsustainable business activities. In the end such
applications have the power to improve the quality of life: Consumers will
finally get the products they want, businesses having listened to their feedback
for years and improved their products to reach a higher level of customer
satisfaction.
Our vision of my2cents was to establish a consumer-generated, productcentric information stream for a wide range of products. We think that the
generated information will be valuable as input for marketing and product
development departments of brand owners and retailers. We suggest implementing a sustainable, consumer-friendly, and transparent business model
based on this information stream and providing an open and flexible platform
for in-depth analysis of consumer-generated data and for conducting user
studies and experiments.
Considering the systemic risk of bad buying decisions, it could also be
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interesting to establish a service such as my2cents as a public service 1 .
Product master data could be published as open data to enable more and
better consumer services such as my2cents.
We dedicate our implementation to these future goals and will continue
to maintain and promote the my2cents open source project. The source code
for the mobile Android application and the server back and is available for
download from https://github.com/kpii.

Further development
The next steps for the development of my2cents include the following: First,
we want to increase the modularity, e.g., with pluggable modules for data
collection from online sources. This would make it easier for third-party
developers to add more product master data sources. Another important
task is to reduce comment spam in order to improve the user experience. In
addition, we want to enable the syndication of content such as comments
on products from other services. It would also be worthwhile to make the
my2cents API publicly available for other services to build upon.
Currently, the established way to identify products with mobile phones
is barcode scanning. With RFID-based technologies such as NFC becoming
mainstream, and once compatibility issues regarding the item-level tagging of
retail products with RFID labels are solved, we might see an even better user
experience and greater impact of mobile interaction with products.
Finally, we are looking forward to learning more from my2cents users and
other developers who are using the my2cents source code. We would like
to continue the dialogue with retailers, brand owners, market researchers,
and consumer associations with the goal of further improving the my2cents
application and empowering consumers to make better buying decisions.
1

From a personal interview with Stefano Battiston, Chair of Systems Design, ETH
Zurich, August 29 2012.
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Quality of product master data
Based on the results of our study on product master data quality we conclude
that it is time for brand owners to take action if they have not done so
already. The quality of product master data in publicly available sources is
already business-critical and it will become even more important with the
wide-spread use of mobile barcode scanning applications. The availability
and accessibility of very basic product master data such as product names,
images, and descriptions will make a notable difference in how consumers
perceive CPG brands and products.
While some retail companies already provide their product catalogs, e.g.,
for download or via affiliate marketing networks, other databases and data
pools based on the GDSN standards are not yet accessible for application
developers. Many companies and organizations still regard even very basic
product information as proprietary, not for public use but for internal supplychain operations only.
The results of our research can be used to benchmark a company’s master
data management strategy and assess the product master data quality in
comparison with their competitors. How good (or bad) are our company’s
product master data compared to others? This was the feedback we received
most often when discussing our results with representatives of CPG brand
owners, e.g., during a meeting of the Competence Center for Corporate Data
Quality (CC CDQ), with participants from Beiersdorf, Nestlé, and Ericsson
among others 2 .
Tables A.3 and A.4 show the number of available product names grouped
by company. Tables such as these turned out to be very interesting for CPG
companies for benchmarking, and we received several requests to filter them
for specific companies. Requests were typically for the requesting company
and a list of competitors.
Our analysis of incorrect product names was also very interesting for
Google. They invited us to present the results of our research in a Tech Talk
2

7th Competence Center Corporate Data Quality (CC CDQ3) Workshop, Berlin, February 17 2012.
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3

. Reactions from the audience were very positive and confirmed the need for
additional data quality control for their product search API.
Possible applications

With the aid of the presented method for identifying incorrect product names,
product master data can be monitored and controlled effectively across the
web. Our method can be used to integrate data and to improve the quality
of product master data in several practical applications.
Brand owners can be notified about missing product names for scanned
GTINs in their company prefix ranges using scans from users of mobile barcode
scanning applications. This can be done either in real-time or aggregated.
Note that this can also be implemented without the cooperation of the brand
owner just by using publicly available contact data, e.g., to put some pressure
on brand owners unwilling to cooperate with a public data pool.
With a “product master data monitor” CPG brand owners can monitor
product master data for their GTINs in publicly available sources such as
Google or Amazon. This can be done on a recurring basis, e.g., every month,
and even continuously, enabling unauthorized and potentially harmful uses
of GTINs to be detected instantly. Brand owners gain control over their
products’ master data, and overall the quality of product master data and
product descriptions will improve. This can be implemented as a commercial
service, e.g., by GS1 or others, or as a feature of master data management
platforms.
Application and service providers that aggregate product master data
from heterogeneous sources can apply our method to detect incorrect product
names. They can implement quality checks on aggregated data to flag or
eliminate incorrect records and automate the process of data cleaning. This
helps to improve the overall quality of product master data in mobile barcode
scanning applications. This is also a good option to fill or pre-fill data pools
without the need for cooperative brand owners.
Service providers and data pools can check the user input of product
3

Google Tech Talk, Google Zurich, December 10 2012.
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names for correctness and warn users about inconsistent product names that
are likely to be wrong. This avoids the generation of incorrect and inconsistent
product names at the point of data entry.
GS1 can benefit from monitoring external sources for product master data
and comparing with a trusted source of data, e.g., for a particular country
prefix or for registered members. They can also check a brand owner’s
compliance with GTIN allocation rules. GS1 can also use scans from mobile
barcode scanning applications to monitor the use of country and company
prefixes. For example, undefined or unallocated prefixes should never occur.
If they do, something is wrong, and someone is using GTINs unauthorized
by GS1. We received requests from GS1 Finland and GS1 Switzerland to
provide them with additional data for investigating these occurrences.

Recommendations for brand owners
We think that retailers and businesses in the CPG and FMCG industries
will gain a competitive advantage by taking a proactive approach to product
master data management and by providing product master data in public
data pools. In the following we give some recommendations for brand owners
based on the results of our research.
First, companies should assure complete, correct, and consistent product
master data across the company. Our experience shows that some companies
already struggle with having redundant and often conflicting data in their
systems. Try to correct incorrect data and fill gaps where data are incomplete.
When consistency is achieved within the company, the view should be
extended to external data sources. Monitoring the master data for products
in popular web services such as Amazon and Google increases the data
quality on the web and in third-party applications and improves consumers’
perception of the brand. An even more proactive step is to make authoritative
product master data widely available in a standardized and accessible way.
For example, brand owners could share data with data pools to provide
developers and application providers with high quality data. Another option
for larger companies is to provide their own API for product master data.
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Who can provide an authoritative service for product master data that
covers a wide range of products? The GS1 TSD project looks promising, and
GS1 is in a perfect position to provide a trusted and authoritative service for
product master data [4]. Another option for GS1 is to add item-level product
master data to their GEPIR service. However, the question remains whether
companies will cooperate to provide data for their products in order to fill the
database as envisioned. Experience from the GDSN and its adoption rates
show that convincing companies to cooperate can be a tough challenge.
An alternative approach which does not rely on the cooperation of brand
owners would be to aggregate initial product master data from publicly
available sources and to remove obviously incorrect product names using the
method presented in this thesis. Information on incorrect product names
could also highlight quality issues and raise awareness among brand owners,
perhaps convincing them of the need to check and correct “their” data.
Commercial services for product master data such as Brandbank and
itemMaster and application providers such as Scandit already charge for
access to their data pools and are an interesting option for companies to
share their product master data with a large audience. However, we question
the wide adoption when charging developers for access. In the future, we
believe that costs for accessing product master data need to go down in order
to enable more consumer-oriented applications. On the other hand, freely
available data pools such as productdb.org and productwiki seem difficult to
maintain and operate on a larger scale. We believe that a freemium business
model will work best, allowing free access for a limited number of requests
and charging for large-scale use.
We have shown that the completeness of product descriptions has a
significant effect on consumers’ input when using a mobile barcode scanning
application to share opinions on products. Assuming that CPG brand owners
are interested in consumers’ opinions and feedback on their products, it seems
a wise idea to provide application providers – and in the end consumers –
with correct and reliable product master data.
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Appendix A
Additional tables
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Table A.1: Top 30 scanned GTINs.
Scans

GTIN

9,039
6,025
5,571
4,417
3,731
3,265
3,181
3,045
3,030
3,021
2,817
2,800
2,785
2,620
2,586
2,454
2,400
2,341
2,266
2,249
2,203
2,109
2,044
1,815
1,810
1,638
1,561
1,538
1,517

7623900205080
5449000000439
5449000131836
7611100054713
5449000000996
7610827334450
7610200337450
5449000133335
7610097111072
4023500063012
7616800204086
8715700017006
9001372240033
7623900205004
3068320084602
7623900204786
4023500021005
7610097111188
4006381333627
5449000017888
7610100034084
4008400401027
9002490100070
7610335000069
3068320353500
7616800202303
7610097112079
9771013066000
4023500061018

a

Product Name
Marlboro Gold Original
Coca Cola
COCA-COLA ZERO PET-EW 050L a
Knorr Original Aromat
COCA-COLA DOSE 033L a
COOP Cristallo
Natürliches Mineralwasser
Coca Cola Zero
Rivella Rot
L & M Red Label Big Pack a
ICE TEA Zitrone
Tomatenketchup 500 ml USD a
M-Budget Energy Drink
Marlboro
EVIAN PET-EW 15L a
Chesterfield Original
Marlboro Rot 19ST a
Rivella Rot
STABILO BOSS gelb 70/24 a
COCA-COLA 10 L PET MW a
Thomy Mayonnaise 265g
NUTELLA 400G + 40G = 10% GRATIS
Red Bull - Energy Drink
VALSER CLASSIC 15 L PET MW a
EVIAN PET-EW 05L a
M Classic
Rivella Blau
Blick
Marlboro Red OP Big Pack a

Product name provided by SA2 WorldSync and considered authoritative.
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a

Table A.2: GTINs and matching product names for top 30 countries.
Country (Prefixes)
GTINs Product Names
Authoritative
Total
Germany (40-43, 440)
Switzerland (76)
Bookland (ISBN) (978, 979)
Austria (90, 91)
France (30-37)
GS1 Restricted Use (2)
UK (50)
Italy (80-83)
Netherlands (87)
Undefined
Belgium & Luxembourg (54)
Spain (84)
Sweden (73)
Japan (45, 49)
Denmark (57)
Serial publications (ISSN) (977)
Australia (93)
Russia (46)
Turkey (868, 869)
Poland (590)
USA (00, 10-13)
South Korea (880)
Finland (64)
Portugal (560)
Thailand (885)
Norway (70)
China (690-695)
GS1 GTIN-8 (96)
South Africa (600, 601)
Greece (520)
Rest 88 countries

129,649

63,752

49.17%

48,129 28,837 59.92%
26,601 8,120 30.53%
9,921 9,385 94.60%
7,152 2,064 28.86%
6,473 3,679 56.84%
6,412
267 4.16%
5,024 3,559 70.84%
3,720 1,474 39.62%
2,986 1,672 55.99%
1,537
29 1.89%
1,418
689 48.59%
1,176
417 35.46%
1,153
695 60.28%
1,017
750 73.75%
769
378 49.15%
408
84 20.59%
349
55 15.76%
332
27 8.13%
325
85 26.15%
305
107 35.08%
298
19 6.38%
279
175 62.72%
211
106 50.24%
198
72 36.36%
197
79 40.10%
188
17 9.04%
185
62 33.51%
173
1 0.58%
172
53 30.81%
170
74 43.53%
2,371
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721

30.41%

26,963 20.80%
19,705
697
158
788
1,499
4
1,251
765
687
0
358
192
218
54
113
20
33
10
22
40
1
2
31
20
34
1
4
0
25
35

40.94%
2.62%
1.59%
11.02%
23.16%
0.06%
24.90%
20.56%
23.01%
0.00%
25.25%
16.33%
18.91%
5.31%
14.69%
4.90%
9.46%
3.01%
6.77%
13.11%
0.34%
0.72%
14.69%
10.10%
17.26%
0.53%
2.16%
0.00%
14.53%
20.59%
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8.27%

Table A.3: GTINs and matching product names for top 30 companies.
Company (Country)
GTINs Product Names
Authoritative
Total
Coop (CH)
Migros-Genossenschafts-Bund (CH)
dm-drogerie markt GmbH (DE)
Beiersdorf AG (DE)
Henkel AG (DE)
L’Oreal DPGP (FR)
Nestec SA (CH)
Arge Pharma (AT)
Jowa AG Hauptsitz (CH)
Netto Marken-Discount AG (DE)
Unilever Nederland B.V. (NL)
EA Swiss SARL (UK)
Kraft Foods GmbH (CH)
Dirk Rossmann GmbH (DE)
Denner AG Ressort Logistik (CH)
Chocolat Frey AG (CH)
Mibelle AG Cosmetics (CH)
SPAR Warenhandels AG (AT)
Unilever Deutschland GmbH (DE)
Bischofszell Nahrungsmittel AG (CH)
Goldhand Lebensmittel (DE)
Unilever Schweiz GmbH (CH)
Emmi Schweiz AG (CH)
REWE International (AT)
Coty SAS (FR)
Warner Bros. Entertainment (SE)
cosnova GmbH (DE)
Procter & Gamble (UK)
Midor AG (CH)
Haco AG (CH)
Rest (11,420 companies)
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91,940

44,872

48.81%

21,891

23.81%

3,849
2,769
913
849
774
740
726
607
601
601
572
564
556
518
516
513
513
511
458
435
401
374
348
328
325
322
307
304
296
282

1,051
904
592
625
584
498
387
58
203
216
352
428
351
284
154
163
235
121
402
201
116
164
133
86
233
317
149
216
131
157

27.31%
32.65%
64.84%
73.62%
75.45%
67.30%
53.31%
9.56%
33.78%
35.94%
61.54%
75.89%
63.13%
54.83%
29.84%
31.77%
45.81%
23.68%
87.77%
46.21%
28.93%
43.85%
38.22%
26.22%
71.69%
98.45%
48.53%
71.05%
44.26%
55.67%

9
1
53
380
694
432
36
0
1
137
188
125
84
17
0
1
0
0
96
0
54
8
42
1
39
1
99
88
1
0

0.23%
0.04%
5.81%
44.76%
89.66%
58.38%
4.96%
0.00%
0.17%
22.80%
32.87%
22.16%
15.11%
3.28%
0.00%
0.19%
0.00%
0.00%
20.96%
0.00%
13.47%
2.14%
12.07%
0.30%
12.00%
0.31%
32.25%
28.95%
0.34%
0.00%

71,068

35,361

49.76%

19,304

27.16%

Table A.4: Scans and matching product names for top 30 companies.
Company (Country)
Scans Product Names Authoritative
Total

1,126,227

866,298

76.92%

346,856

76,418
58,621
40,984
22,638
20,419
17,890
17,725
15,584
13,401
12,563
12,176
11,633
11,402
11,294
10,878
9,966
9,025
8,858
8,763
8,627
8,614
8,338
7,688
7,664
7,508
7,138
7,116
7,018
6,702
6,402

50,086
45,393
39,856
22,033
19,336
16,102
15,720
14,833
12,583
8,149
11,651
8,638
10,348
9,096
9,216
9,218
6,611
7,398
6,990
7,678
7,803
7,492
6,625
4,457
7,174
6,943
5,444
5,598
5,089
5,289

65.54%
77.43%
97.25%
97.33%
94.70%
90.01%
88.69%
95.18%
93.90%
64.87%
95.69%
74.25%
90.76%
80.54%
84.72%
92.49%
73.25%
83.52%
79.77%
89.00%
90.59%
89.85%
86.17%
58.16%
95.55%
97.27%
76.50%
79.77%
75.93%
82.61%
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2
27,989
0
14,449
0
183
15,520
0
2
24
0
6,770
2,755
1,852
5,430
999
0
0
4,673
0
8,070
5,664
3
3,297
6,471
3
0
403
2,957

653,174

473,449

72.48%

239,274

Coop (CH)
Migros-Genossenschafts-Bund (CH)
Coca-Cola Services (BE)
Philip Morris Products S.A. (CH)
Beiersdorf AG (DE)
Bischofszell Nahrungsmittel (CH)
Unilever Schweiz GmbH (CH)
Philip Morris GmbH (DE)
Nestlé Suisse SA (CH)
Chocolat Frey AG (CH)
Rivella AG (CH)
Denner AG Ressort Logistik (CH)
Unilever Nederland B.V. (NL)
Emmi Schweiz AG (CH)
Kraft Foods Schweiz GmbH (CH)
Coca Cola Enterprises Ltd (UK)
Nestec SA (CH)
Nestlé Waters (Suisse) SA (CH)
Mibelle AG Cosmetics (CH)
Pepsico Deutschland GmbH (DE)
Zweifel Pomy-Chips AG (CH)
Henkel AG & Co. KGaA (DE)
Mars Chocolate UK Ltd (UK)
Jowa AG Hauptsitz (CH)
Unilever Deutschland GmbH (DE)
SA des eaux d’Evian (FR)
Midor AG (CH)
Haco AG (CH)
DM-drogerie markt (DE)
L’Oreal DPGPF (FR)
Rest (11,420 companies)
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DE
9,203

US

3,672
242
8,132
98
916
2
1,239
142
455
3
65
25
167
463
132
1
5
0
1
9
2
129
59
5
1
2
17
0
1
0

16,140

FR

186

3,730
267
7,950
87
866
5
1,282
239
485
4
103
32
168
486
191
8
21
2
2
29
3
129
67
7
9
1
22
0
9
6

16,396

UK

5

226
30
6
13
30
0
22
10
13
0
20
2
3
3
0
1
0
0
1
1
0
0
0
0
0
0
0
0
0
0

386

OpenEAN

46

3,835
206
6,221
53
535
1
742
88
320
0
63
18
221
205
91
2
5
0
0
2
0
28
20
5
0
0
6
0
3
0

12,716

affili.net

Table A.5: Responses from data sources by country.

32,783
1,359
177
5,819
30
529
2
554
76
88
6
26
16
88
184
49
1
8
1
4
3
3
34
20
2
4
2
24
0
2
6

155

Amazon

41,415
15,253
1,169
8,004
722
1,714
6
2,098
525
870
3
267
166
466
493
213
21
19
6
49
41
2
147
73
32
32
2
26
0
15
24

86

Google

26,398
20,054
1,655
8,428
715
2,472
65
2,729
1,034
1,102
4
419
287
554
622
279
4
39
12
22
65
3
126
84
47
44
8
37
0
41
46
325

Codecheck

Total
12,485
6,797
466
1,263
1,459
206
1,134
486
682
23
364
110
184
111
90
54
9
15
27
36
12
14
13
22
38
8
8
1
11
27
418

Country (Prefixes)

Germany (40-43, 440)
Switzerland (76)
Bookland (ISBN) (978, 979)
Austria (90, 91)
France (30-37)
GS1 Restricted Use (2)
UK (50)
Italy (80-83)
Netherlands (87)
Undefined
Belgium & Luxembourg (54)
Spain (84)
Sweden (73)
Japan (45, 49)
Denmark (57)
Serial publications (ISSN) (977)
Australia (93)
Russia (46)
Turkey (868, 869)
Poland (590)
USA (00, 10-13)
South Korea (880)
Finland (64)
Portugal (560)
Thailand (885)
Norway (70)
China (690-695)
GS1 GTIN-8 (96)
South Africa (600, 601)
Greece (520)
243

Rest (88 countries)
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119

21,869
1,041
896
584
490
381
282
257
57
202
183
257
102
212
196
149
162
235
119
239
199
89
164
126
84
75
56
131
152
130
156
14,463

Coop (CH)
Migros-Genossenschafts-Bund (CH)
dm-drogerie markt GmbH (DE)
Beiersdorf AG (DE)
Henkel AG (DE)
L’Oreal DPGP (FR)
Nestec SA (CH)
Arge Pharma (AT)
Jowa AG Hauptsitz (CH)
Netto Marken-Discount AG (DE)
Unilever Nederland B.V. (NL)
EA Swiss SARL (UK)
Kraft Foods GmbH (CH)
Dirk Rossmann GmbH (DE)
Denner AG Ressort Logistik (CH)
Chocolat Frey AG (CH)
Mibelle AG Cosmetics (CH)
SPAR Warenhandels AG (AT)
Unilever Deutschland GmbH (DE)
Bischofszell Nahrungsmittel AG (CH)
Goldhand Lebensmittel (DE)
Unilever Schweiz GmbH (CH)
Emmi Schweiz AG (CH)
REWE International (AT)
Coty SAS (FR)
Warner Bros. Entertainment (SE)
cosnova GmbH (DE)
Procter & Gamble (UK)
Midor AG (CH)
Haco AG (CH)

Rest (11,420 companies)

Codecheck

Total

Company (Country)

23,657

20
24
55
386
434
278
212
1
9
8
165
386
202
144
9
3
3
0
322
2
21
4
18
0
181
307
19
144
2
2

27,018

Google

17,227

21
24
50
255
273
319
152
0
2
54
141
367
179
34
5
2
1
3
289
5
34
3
8
1
92
285
8
90
3
0

19,927

DE

2,420

0
1
1
114
56
7
12
0
0
1
16
38
30
2
0
0
0
0
27
0
0
1
0
1
47
60
24
8
0
0

2,866

US

6,338

0
0
0
33
30
22
13
0
0
1
12
238
20
0
0
0
0
0
7
0
1
1
0
0
16
71
0
11
0
0

6,814

FR

Amazon

Table A.6: Responses from data sources by company.

6,544

4
3
0
62
42
50
14
1
2
1
43
197
30
1
2
1
0
0
8
0
0
1
1
0
68
60
0
25
1
0

7,161

UK

258

1
0
1
13
1
2
2
0
0
0
8
1
7
1
0
1
0
0
6
1
1
1
0
0
0
1
0
0
0
0

306

OpenEAN

4,628

0
0
0
168
194
53
40
0
0
0
32
63
47
2
0
0
1
0
5
0
0
0
0
0
62
195
14
42
0
0

5,546

affili.net
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Appendix B
Source code
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Listing B.1: similarity.py
# similarity . py
# compare product names with authoritative names
# expects input grouped by GTIN , authoritative names
first
import sys
import csv
import re
import Levenshtein
import numpy
import nltk
import itertools
import string
encoding = ’ utf8 ’
p = re . compile ( r ’\ W + ’ , re . U )
def prepare ( u ) :
return re . sub (p , ’ ’ ,u ) . lower ()
def ngrams ( sequence , n , pad_left = False , pad_right = False ,
pad_symbol = None ) :
# code taken from http :// stackoverflow . com / questions
/2380394/ simple - implementation - of -n - gram - tf - idf - and cosine - similarity - in - python , contributed by a user
under the pseudonym roman
if pad_left :
sequence = itertools . chain (( pad_symbol ,) * (n -1) ,
sequence )
if pad_right :
sequence = itertools . chain ( sequence , ( pad_symbol ,) *
(n -1) )
sequence = list ( sequence )
count = max (0 , len ( sequence ) - n + 1)
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return [ tuple ( sequence [ i : i + n ]) for i in range ( count ) ]
def coeff (a , b ) :
count = 0.0
a = nltk . tokenize . regexp_tokenize (a , r ’\ w + ’)
b = nltk . tokenize . regexp_tokenize (b , r ’\ w + ’)
if len ( a ) < len ( b ) :
for w in a :
if w in b :
count += 1.0
else :
for w in b :
if w in a :
count += 1.0
if count > 0.0:
result = count / (( len ( a ) + len ( b ) ) / 2.0)
else :
result = 0.0
return result
def equal (a , b ) :
if a == b :
return 1.0
else :
return 0.0
def qgrams (a ,b ,q , pad ) :
count = 0.0
a = ngrams (a ,q , pad , pad )
b = ngrams (b ,q , pad , pad )
if len ( a ) < len ( b ) :
for w in a :
if w in b :
count += 1.0
else :
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for w in b :
if w in a :
count += 1.0
if count > 0.0:
result = count / (( len ( a ) + len ( b ) ) / 2.0)
else :
result = 0.0
return result
def compare (a , b ) :
r = []
r . append ( equal (a , b ) ) # 0
r . append ( Levenshtein . ratio (a , b ) ) # 1
r . append ( Levenshtein . jaro_winkler (a ,b ,0.25) ) # 2
r . append ( Levenshtein . jaro_winkler (a ,b ,0.50) ) # 3
r . append ( coeff (a , b ) ) # 4
r . append ( qgrams (a ,b ,2 , False ) ) # 5
r . append ( qgrams (a ,b ,2 , True ) ) # 6
r . append ( qgrams (a ,b ,3 , False ) ) # 7
r . append ( qgrams (a ,b ,3 , True ) ) # 8
return r
filename = sys . argv [1]
csvfile = open ( filename , " rb " )
dialect = csv . Sniffer () . sniff ( csvfile . read (1024) )
csvfile . seek (0)
reader = csv . reader ( csvfile , dialect )
gtin = " "
for raw in reader :
row = [ x . decode ( encoding ) for x in raw ]
if row [1] != gtin :
gtin = row [1]
stack = []
if row [3] == " 1 " : # authoritative data
stack . append ( prepare ( row [2]) )
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else :
a = prepare ( row [2])
res = []
for b in stack :
res . append ( compare (a , b ) )
print row [0] , " " . join ([ str ( i ) for i in list ( numpy .
amax ( res ,0) ) ])
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Listing B.2: compare_classifiers.m
function [ results ] = c o m pa r e _c l a ss i f ie r s (X ,y , num )
numc = 11;
measures = zeros ( num , numc ,3) ;
results = zeros ( numc ,7) ;
options = optimset ( ’ GradObj ’ , ’ on ’ , ’ MaxIter ’ , 400 , ’
Display ’ , ’ off ’) ;
P = cvpartition (y , ’ Kfold ’ , num ) ;
for i = 1: num
Xtrain = X ( P . training ( i ) ,:) ;
ytrain = y ( P . training ( i ) ) ;
Xval = X ( P . test ( i ) ,:) ;
yval = y ( P . test ( i ) ) ;
pval = classify ( Xval , Xtrain , ytrain , ’ linear ’) ;
measures (i ,1 ,:) = evaluate ( yval , pval ) ;
pval = classify ( Xval , Xtrain , ytrain , ’ linear ’ , ’
empirical ’) ;
measures (i ,2 ,:) = evaluate ( yval , pval ) ;
nbGau = NaiveBayes . fit ( Xtrain (: ,2:9) , ytrain ) ;
pval = nbGau . predict ( Xval (: ,2:9) ) ;
measures (i ,3 ,:) = evaluate ( yval , pval ) ;
nbGau = NaiveBayes . fit ( Xtrain (: ,2:9) , ytrain , ’
Distribution ’ , ’ kernel ’) ;
pval = nbGau . predict ( Xval (: ,2:9) ) ;
measures (i ,4 ,:) = evaluate ( yval , pval ) ;
tree = Cl ass if ic at io nT re e . fit ( Xtrain , ytrain ) ;
pval = predict ( tree , Xval ) ;
measures (i ,5 ,:) = evaluate ( yval , pval ) ;
[~ ,~ ,~ , bestlevel ] = cvLoss ( tree , ’ subtrees ’ , ’ all ’) ;
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tree = prune ( tree , ’ Level ’ , bestlevel ) ;
pval = predict ( tree , Xval ) ;
measures (i ,6 ,:) = evaluate ( yval , pval ) ;
svmStruct = svmtrain ( Xtrain , ytrain ) ;
pval = svmclassify ( svmStruct , Xval ) ;
measures (i ,7 ,:) = evaluate ( yval , pval ) ;
svmStruct = svmtrain ( Xtrain , ytrain , ’ kernel_function ’
, ’ rbf ’) ;
pval = svmclassify ( svmStruct , Xval ) ;
measures (i ,8 ,:) = evaluate ( yval , pval ) ;
[ bestc , bestg ,~ ,~ ,~] = l i b s v m _ g r i d s e a r c h _ r b f ( Xtrain ,
ytrain ) ;
mycmd = [ ’ -q -c ’ , bestc , ’ -g ’ , bestg ];
model = libsvmtrain ( ytrain , Xtrain , mycmd ) ;
pval = libsvmpredict ( yval , Xval , model ) ;
measures (i ,9 ,:) = evaluate ( yval , pval ) ;
[ bestc ,~ ,~ ,~] = libsv m_grid searc h ( Xtrain , ytrain ) ;
mycmd = [ ’ -q -t 0 -c ’ , bestc ];
model = libsvmtrain ( ytrain , Xtrain , mycmd ) ;
pval = libsvmpredict ( yval , Xval , model ) ;
measures (i ,10 ,:) = evaluate ( yval , pval ) ;
[ lambda , threshold ,~ ,~ ,~ ,~] = logr eg_gri dsearc h (
Xtrain , ytrain ,5) ;
initial_theta = zeros ( size ( Xtrain , 2) , 1) ;
[ theta ,~ ,~] = fminunc ( @ ( t ) ( logreg_cost . m (t , Xtrain ,
ytrain , lambda ) ) , initial_theta , options ) ;
pval = logreg_predict ( theta , Xval , threshold ) ;
measures (i ,11 ,:) = evaluate ( yval , pval ) ;
end
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for j = 1: numc
tp = sum ( measures (: ,j ,1) ) ;
fp = sum ( measures (: ,j ,2) ) ;
fn = sum ( measures (: ,j ,3) ) ;
precision = tp / ( tp + fp ) ;
recall = tp / ( tp + fn ) ;
F2 = (5 * precision * recall ) / (4 * precision +
recall ) ;
results (j ,:) = [ j precision recall F2 tp fp fn ];
end
end

Listing B.3: evaluate.m
function [ tp , fp , fn ] = evaluate (y , predicted )
% compares predicted values with real values
% returns true positives , false positives , and false
negatives
tp = sum ( predicted ( find ( y ) ) ) ;
fp = sum ( predicted ( find (~ y ) ) ) ;
fn = size ( find (~ predicted ( find ( y ) ) ) ,1) ;
end
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Listing B.4: libsvm_gridsearch.m
function [ bestc , precision , recall , F2 ] = libs vm_gri dsearc h
(X , y )
bestcv = 0;
for log2c = -5:10 ,
cmd = [ ’ -q -t 0 -v 5 -c ’ , num2str (2^ log2c ) ];
cv = libsvmtrain (y , X , cmd ) ;
if ( cv >= bestcv ) ,
bestcv = cv ; bestc = num2str (2^ log2c ) ;
end
end
mycmd = [ ’ -q -t 0 -c ’ , bestc ];
model = libsvmtrain (y , X , mycmd ) ;
pval = libsvmpredict (y , X , model ) ;
[ tp , fp , fn ] = evaluate (y , pval ) ;
precision = tp / ( tp + fp ) ;
recall = tp / ( tp + fn ) ;
F2 = (5 * precision * recall ) / (4 * precision +
recall ) ;
end

Listing B.5: libsvm_gridsearch_rbf.m
function [ bestc , bestg , precision , recall , F2 ] =
lib s v m _ g r i d s e a r c h _ r b f (X , y )
bestcv = 0;
for log2c = -5:15 ,
for log2g = -15:5 ,
cmd = [ ’ -q -v 5 -c ’ , num2str (2^ log2c ) , ’ -g ’ ,
num2str (2^ log2g ) ];
cv = libsvmtrain (y , X , cmd ) ;
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if ( cv > bestcv ) ,
bestcv = cv ; bestc = num2str (2^ log2c ) ; bestg =
num2str (2^ log2g ) ;
bestcmd = cmd ;
end
end
end
mycmd = [ ’ -q -c ’ , bestc , ’ -g ’ , bestg ];
model = libsvmtrain (y , X , mycmd ) ;
pval = libsvmpredict (y , X , model ) ;
[ tp , fp , fn ] = evaluate (y , pval ) ;
precision = tp / ( tp + fp ) ;
recall = tp / ( tp + fn ) ;
F2 = (5 * precision * recall ) / (4 * precision +
recall ) ;
end

Listing B.6: logreg_gridsearch.m
function [ lambda , threshold , precision , recall , F2 ] =
log reg_gr idsear ch (X ,y , num )
lambdas = [10 3 1 0.3 0.1 0.03 0.01 0.003 0.001 0.0003
0.0001];
% lambdas = [10 3 1 0.3 0.1];
lsteps = size ( lambdas ,2) ;
tsteps = 40;
% tsteps = 20;
% tsteps = 10;
thresholds = zeros ( tsteps ,1) ;
c = 0;
for t = 0:1/ tsteps :1
c = c + 1;
thresholds ( c ) = t ;
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end
% thresholds = [0.1 0.125 0.15 0.175 0.2];
% tsteps = size ( thresholds ,2) ;
measures_ = zeros ( num , lsteps , tsteps ,3) ;
measures = zeros ( lsteps , tsteps ,3) ;
options = optimset ( ’ GradObj ’ , ’ on ’ , ’ MaxIter ’ , 400 , ’
Display ’ , ’ off ’) ;
P = cvpartition (y , ’ Kfold ’ , num ) ;
for i = 1: num
Xtrain = X ( P . training ( i ) ,:) ;
ytrain = y ( P . training ( i ) ) ;
Xval = X ( P . test ( i ) ,:) ;
yval = y ( P . test ( i ) ) ;
initial_theta = zeros ( size ( Xtrain , 2) , 1) ;
for j = 1: lsteps
for k = 1: tsteps
[ theta , J , exit_flag ] = fminunc ( @ ( t ) ( logreg_cost
(t , Xtrain , ytrain , lambdas ( j ) ) ) ,
initial_theta , options ) ;
pval = logreg_predict ( theta , Xval , thresholds ( k ) )
;
[ tp , fp , fn ] = evaluate ( yval , pval ) ;
measures_ (i ,j ,k ,:) = [ tp fp fn ];
end
end
end
for j = 1: lsteps
for k = 1: tsteps
tp = sum ( measures_ (: ,j ,k ,1) ) ;
fp = sum ( measures_ (: ,j ,k ,2) ) ;
fn = sum ( measures_ (: ,j ,k ,3) ) ;
precision = tp / ( tp + fp ) ;
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recall = tp / ( tp + fn ) ;
F2 = (5 * precision * recall ) / (4 * precision +
recall ) ;
measures (j ,k ,:) = [ precision recall F2 ];
end
end
% find indexes of maximum recall
recall = max ( max ( measures (: ,: ,2) ) ) ;
[I , J ] = find ( measures (: ,: ,2) == recall ) ;
% among those find maximum precision and F2
a = zeros ( size (I ,1) ,4) ;
for i = 1: size (I ,1)
a (i ,:) = [ I ( i ) J ( i ) measures ( I ( i ) ,J ( i ) ,1) measures ( I
( i ) ,J ( i ) ,3) ];
end
[ precision , i ]= max ( a (: ,3) ) ;
lambda = lambdas ( a (i ,1) ) ;
threshold = thresholds ( a (i ,2) ) ;
F2 = (5 * precision * recall ) / (4 * precision +
recall ) ;
end
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Listing B.7: logreg.m
% Regularized logistic regression for Matlab / Octave .
Based on code created for the Machine Learning online
class by Andrew Ng , ml - class . org , 2011 , using
provided skeleton code .
function [J , grad ] = logreg_cost ( theta , X , y , lambda )
% Compute cost of using theta as the parameter for
regularized logistic regression and the
% gradient of the cost w . r . t . to the parameters .
m = length ( y ) ;
J = sum ( - y .* log ( sigmoid ( X * theta ) ) - (1 - y ) .* log
(1 - sigmoid ( X * theta ) ) ) / m + lambda * sum ( theta (2:
size ( theta ) ) .^ 2) / (2* m ) ;
grad = (X ’ * ( sigmoid ( X * theta ) - y ) ) / m ;
temp = theta ;
temp (1) = 0;
grad = grad + lambda .* temp / m ;
end
function p = logreg_predict ( theta , X , threshold )
% predict values for X based on logistic regression
model theta
m = size (X , 1) ;
p = zeros (m , 1) ;
p ( find ( sigmoid ( X * theta ) >= threshold ) ) = 1;
p ( find ( sigmoid ( X * theta ) < threshold ) ) = 0;
end
function g = sigmoid ( z )
% sigmoid function for logistic regression
g = zeros ( size ( z ) ) ;
g = 1 ./ (1 + exp ( - z ) ) ;
end
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