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Abstract

We present the concept of 3D video particles, a versatile represen-
tation for 3D video and real-time visual effects. By generalizing
2D video pixels towards 3D irregular point samples we combine
the simplicity of conventional 2D video processing with the power
of more complex polygonal representations for 3D video. The
heart of the video particle representation is a hierarchical space-
subdivision data structure. Once initialized, this data structure can
progressively be updated by so-called “smart” streaming. A smart
3D video stream consists of operators such as particle inserts,
updates or deletes accounting for input changes. Our approach
works with any real-time 3D reconstruction method and scales
smoothly from view dependence to view independence. The video
renderer implements a variety of advanced rendering operators
including re-shading, and numerous 3D visual effects and makes
use of state-of-the-art vertex processing hardware. 3D video parti-
cles are primarily designed for 3D telepresence, augmented reality,
location-based entertainment, and real-time virtual studio applica-
tions.

CR Categories: I.3.2 [Computer Graphics]: Graphics Systems.
I.3.5 [Computer Graphics]: Computational Geometry and Object
Modeling. I.3.7 [Computer Graphics]: Three-Dimensional Graph-
ics and Realism.

Keywords: Point-based rendering, distributed graphics systems,
object reconstruction, three-dimensional video, mixed-reality.

1 Introduction

In recent years, technical solutions for merging virtual and real
environments have gained a substantial significance. Such mixed
reality scenarios are being proposed to enhance immersion and
visual realism in many different areas comprising 3D telepresence,
collaborative virtual or augmented reality, location-based enter-
tainment, broadcast studios, and feature films. Very often, mixed
reality scenarios impose real-time constraints on the computation
and demand advanced visual effect rendering. While we dispose
on commercial solutions for compositing of computer generated
objects or scenes with single video streams, these methods are con-
fined in their realism and in the degree to which they support
visual effects. Hence, more advanced concepts target at real-time
3D video processing heavily relying on multiple live video
streams. 

The full integration and rendering of real 3D moving objects in
synthetic scenes, however, poses a major technical challenge
which is beginning to render an increasing interest in the graphics
and vision communities [Milgram et al. 1995]. A lot of research
has been dedicated in particular to the extraction and reconstruc-
tion of real objects. The representation of 3D video streams—a
fundamental prerequisite for efficient processing—has less inten-
sively been investigated. The most popular representations for 3D
video include triangle meshes [Kanade et al. 1997, Narayanan et
al. 1998, Mulligan and Daniilidis 2000] or pixel/depth-based
approaches [Matusik et al. 2000]. All of them share numerous
drawbacks that limit their applicability in the context of advanced
real-time 3D video processing and compositing. 

Our work is devoted to efficient representations for 3D video
thus complementing prior work on 3D reconstruction techniques.
By introducing the concept of 3D video particles, we generalize
2D video pixels towards irregular spatio-temporal samples, allow-
ing for sophisticated 3D rendering and visual effects. Although
being different in spirit, our video particles were partly inspired by
pioneering work on particle modeling, such as [Szeliski and
Tonnesen 1992, Witkin and Heckbert 1994]. Conceptually, each
video particle has a certain life span. A hierarchical, point-based
object representation, the PRk tree, stores all living particles for
effect rendering. A “smart” stream of operations inserts, deletes or
updates particles dynamically and progressively on-the-fly. 3D
video particles combine a variety of advantages compared to exist-
ing representations for 3D video:

• As opposed to mesh-based representations, we provide a one-
to-one mapping between points and associated color and normal
information, thereby avoiding severe interpolation and align-
ment artifacts. In particular the lack of local connectivity makes
3D video particles much more efficient for progressive updates,
refinement, rendering, and compression. 

• Image-based representations are restricted to view-dependent
rendering. Hence, all visual effects relying on temporal freezes
require substantial off-line overhead in computation and stor-
age. 3D video particles scale smoothly from view dependence
to view independence. Depending on a user-controlled parame-
ter we confine the number of active cameras used for the acqui-
sition thus defining the angle of possible views. We hence allow
for flexible effect rendering from arbitrary spatio-temporal posi-
tions making a variety of new features accessible. 

• Another benefit of retaining an underlying point-based repre-
sentation is graphics rendering. The recent introduction of pow-
erful splatting schemes for point-based objects [Pfister et al.
2000; Rusinkiewicz and Levoy 2000, Zwicker et al. 2001],
enables us to build upon a variety of advanced point rendering
methods. On-the-fly operations compute geometry, color, nor-
mals, and splat sizes for each particle. Besides advanced re-
shading of 3D video particles, our video renderer supports addi-
tional rendering effects altering various particle attributes. Con-
ceptually, the renderer does not distinguish between
conventional graphics rendering and 3D visual effects. By
strictly following the concept of particle attribute processing,
the video renderer implements a set of rendering operators that
can utilize programmable vertex shading APIs.

• Our framework does not build upon a specific 3D reconstruc-
tion method. It works with any technique that extracts color and
point-based geometry information from multiple video streams
at interactive rates. In our implementation, we use a progressive
scheme that determines the object’s visual hull [Laurentini
1994], thus, compromising computational efficiency with geo-
metric accuracy.

Along with depth compositing, 3D video particles are intended
for use in future generation telepresence applications, advanced
collaborative virtual reality systems, or location-based entertain-
ment.
1
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2 Related Work

Research interest in 3D video systems is rapidly growing. In most
approaches, the data representation is predetermined by the recon-
struction method being employed. In general, we can distinguish
between image-based and model-based approaches for the genera-
tion of virtual views of real scenes. Image-based methods solve
this problem by view interpolation, warping, or morphing of real
video frames. For these methods, pixel correspondences, such as
depth information or pixel flow, is typically required in addition to
color attributes, yielding 2.5D representations. Model-based meth-
ods recover geometric information from the video and create a full
3D representation that can be rendered from novel viewpoints.

Image-based. Kanade et al. [1997] and Narayanan et al. [1998]
employ a triangular texture mapped mesh representation. Multi-
baseline stereo techniques extract depth maps from a fixed set of
camera positions, which requires significant off-line processing.
At rendering time, depth information from one or more cameras
closest to the new virtual view are used to construct the mesh. A
similar approach was presented by Mulligan and Daniilidis [2000]
utilizing trinocular stereo depth maps from overlapping triples of
cameras. A limitation of mesh-based methods is the improper
alignment of geometry and texture potentially leading to interpola-
tion artifacts. Furthermore, progressive streaming of polygonal
meshes turns out to be highly non-trivial.

Pollard and Hayes [1998] utilize depth map representations to
render real scenes from new viewpoints by morphing live video
streams. Pixel correspondences are extracted from video using sil-
houette–edge information. This representation, however, can suf-
fer from inconsistencies between different views. 

The image-based visual hull (IBVH) system introduced by
Matusik et al. [2000] is taking advantage of epipolar geometry
[Faugeras 1993] to build an LDI representation. Color information
is determined using nearest-neighbor interpolation. While the
resulting LDI features depth–color alignment, it is neither progres-
sive nor view-independent prohibiting free spatio-temporal effect
rendering.

Model-based. Model-based methods often apply shape-from-sil-
houette techniques for object reconstruction. Laurentini has
proofed that the visual hull is the ultimate representation derived
from silhouettes alone [Laurentini 1994]. Voxel representations of
the visual hull are frequently derived by volume carving methods
[Szeliski 1993; Kutulakos and Seitz 2000; Seitz and Dyer 1999].
While these methods can provide for point sampled or voxel repre-
sentations and perform very well for static objects, they are not fast
enough for real-time settings as envisioned with our 3D video par-
ticle concept. 

In more recent work Kimura et al. [1999] employ volume carv-
ing methods to improve the quality of the stereo reconstruction.
This allows for viewpoint-independent rendering, but still requires
substantial off-line processing. Moezzi et al. [1997] devised a very
similar approach by combining voxel and stereo methods to recon-

struct a model. They apply this method to generate a 3D video that
is stored on disk and can be replayed with interactively changing
the viewpoints. 

The polyhedral visual hull [Matusik et al. 2001] again builds on
an epipolar geometry scheme for constructing a triangular repre-
sentation of an object. While this provides for viewpoint-indepen-
dent rendering, it shares the discussed disadvantages of polygonal
representations for 3D video.

Since our method is scalable in the number of active cameras it
can be regarded as belonging to both classes thus combining their
advantages. We will elaborate on this issue in Section 5.3.

3 System Overview

Figure 1 depicts a high-level overview of the 3D video particle
acquisition scheme. Our framework clearly separates the acquisi-
tion and its processing from the 3D video renderer (Section 6). In
addition, we distinguish the 2D pixel operations (Section 5.1)
being carried out on the video streams to reconstruct spatial posi-
tion, color or normals of a video particle from 3D particle opera-
tions (Section 5.2) being used to create the smart 3D video stream
(Section 5.4). 

Depending on the employed reconstruction method we compute
the aforementioned particle attributes using contour or silhouette
information. The only important prerequisite for our concept is the
exploitation of frame-to-frame coherence in each stream. By com-
paring the current frame with information form prior frames, only
regions being different above a noise threshold are further pro-
cessed. 

Based on incremental computations of the reconstruction
method, new particles can be created, whereas old ones have to be
updated or removed. These changes are invoked by a set of opera-
tors constituting the basic building blocks of a so-called smart 3D
video stream. This stream updates the hierarchical data structure,
the PRk tree (Section 4), residing in the video renderer. Thus, it is
not necessary to fully rebuild the data structure when changes in
the input streams are detected. Instead, we can generate a stream of
operators that keeps our internal representation consistent and up-
to-date. 

An operator event is triggered by one of the active cameras
(Section 5.3) of the acquisition system. Thus, operators are first
generated as a result of a 2D pixel processing operation and then
transformed into 3D particle operators. The following three opera-
tors are eventually being used to build the smart 3D video stream. 

• INSERT adds new particles into the tree that have become visible
to one of the cameras. Insert operators are streamed progres-
sively.

• DELETE removes particles that have vanished from the view of
one of the active cameras. 

• UPDATE corrects appearance attributes of particles that have
already been present in the tree, but whose appearance has
changed with respect to previous frames.

Figure 1: Overview of the 3D video particle acquisition system. 

video frames 2D pixels

2D pixel

operations operations streaming

3D particle smart 3D video

3D particles PRk tree
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Each operator carries its own data and will be explained in
detail in Section 5.4. While our system actually supports full 3D
scene reconstruction, the current implementation is confined to 3D
video objects only. Hence, potential changes of the object back-
ground have to be discarded. Note that the hierarchical nature of
the data structure allows us to render 3D video particles progres-
sively. 

The PRk tree is asynchronously traversed for rendering (Section
6). For that reason, concurrent access to the data has to be facili-
tated. During traversal for rendering, we must still be able to carry
out all pending operations, and thus, to decouple dynamic update
and rendering rates. We have to make sure, however, that this does
not compromise the consistency of our representation. Consider,
for example, the arm of a person moving up from one frame to the
next. This event would trigger the removal of a number of points
from the data structure, corresponding to the location of the arm in
the previous frame. At the same time, new points need to be
inserted reflecting the arm’s position in the next frame. In order to
avoid the case where either two arms or no arm at all are rendered,
it must be possible to notify the renderer once all updates have
been completed. 

One of the major novelties of the 3D video renderer is the defi-
nition of rendering operators. Conceptually, a special effect is
associated with a rendering operator that modifies individual
attributes of a 3D video particle. However, to preserve data consis-
tency for incremental updates those operations must not modify
the original attributes of the 3D video particle representation.
Hence, all special rendering effects, including advanced re-shading
as well as spatio-temporal effects such as explosions, warping,
beaming, and dissolve are deferred to the final pipeline step. Not
only does this guarantee consistency of the data structure, the
effect rendering is thus made amenable to programmable shaders,
which can either be implemented in software [Microsoft 2001] or
accelerated in hardware [Lindholm et al. 2001; Proudfoot et al.
2001]. 

4 Representation of 3D Video Particles

A powerful spatial data structure is one of the core building blocks
of our 3D video particle scheme. We first discuss the requisites for
such a data structure and then introduce the PRk tree, which is the
core of the 3D video renderer. 

4.1 Design Criteria
Let us first summarize the key requisites for the data structure and
its associated operations with respect to construction, mainte-
nance, and traversal. In principle, the data structure should 
• store the spatial location, color information, and normal of each

particle,
• allow for efficient insert and delete operations, 
• allow for modification of color attributes of particles that are

already stored, 
• build a hierarchy that can be traversed in coarse-to-fine order

for progressive rendering, and
• allow for concurrent access.

Possible data structures that meet most of these requirements
include hierarchical variants of layered depth images [Shade et al.
1998], such as LDI or LDC trees [Chang et al. 1999; Pfister et al.
2000], R- or R* trees [Guttman 1984; Beckmann et al. 1990], and
regular space subdivision trees, such as octrees. For a thorough
introduction to spatial data structures, we refer the reader to
[Samet 1990a; Samet 1990b].

LDC trees have proven to be a suitable representation for hier-
archically structured point objects [Zwicker et al. 2001]. To con-
struct an LDC tree, however, it is necessary to use three orthogonal

cameras. In our system we have a higher number of cameras at dif-
ferent positions, which rules out the use of LDC trees. Similarly,
R*-trees are very flexible and provide support for INSERT and
DELETE operators. Due to their dynamic structure, however, R*-
trees lead to higher costs for re-balancing, i.e., splitting and prun-
ing of internal tree nodes at runtime.

4.2 PRk Trees

We decided to use a data structure based on the point-region
quadtree (PR quadtree) [Samet 1990b], which is very well suited
for 2D point representations. In its original form, it forms a regular
decomposition of planar regions, which associates data points with
quadrants. Leaf nodes are either empty or contain a single point
and its coordinate. A straightforward extension for 3D points in
volumetric regions is the PR octree. The main disadvantage of the
PR quadtree/octree is that the maximum level of decomposition
largely depends on the distance between points in the same spatial
region. If two points are very close, the decomposition can be very
deep. This is avoided by employing bucketing strategies viewing
leaf nodes as buckets with capacity . Nodes are only decomposed
further when the bucket contains more than  points. 

Instead of using buckets, we control the number of decomposi-
tions at each level more flexibly. We subdivide a node by an inte-
ger factor of  in each spatial direction resulting in  child
nodes at the next level. Hence, for , our representation—the
PRk tree—is identical to the PR octree. By varying , we can bal-
ance the depth of the tree for a desired number of particles. Figure
2 depicts a simple 2D example of a PR9 tree decomposition.

The ideal choice of  is largely determined by the maximum
number of particles that we want to render and by the number of
progression levels. Table 1 lists the minimum, maximum, and
average depths of a PRk tree for real data. For this case,  is
good choice. The maximum depth for  is too large, inducing
prohibitively expensive update operations. On the other hand, the
tree for  becomes too wide with already more that 16 mil-
lion nodes at level four. Note that the maximum depth of the tree is
not fixed, but depends on the sampling density of the particles. 

Figure 2: An example of a 2D two-level PR9 tree
( ). Each node is decomposed into nine child nodes.
a: Distribution of points in the plane at level zero. b: Decomposition
of the PR9 tree at level two.

Table 1: Empirical depths of a PRk tree for ~100,000 particles. The
PR27 ( ) tree provides a good balance between number of
leaf nodes and average depth.

TREE DEPTH S = 2 S = 3 S=4

minimum 6 4 4

maximum 12 9 7

average 7 6 4

c
c

s k s3=
s 2=

s

(a) (b)

s 3;   k 9= =

s

s 3=
s 2=

s 4=

s 3=
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In principle, each PRkNode leaf node stores coordinate, color,
and normal information of a single particle:

class PRkNode {
float[3] position;
char[3] color;
float[3] normal;
unsigned char numberOfChildren;
*PRkNode[] children;

};

Internal nodes of the PRk tree store additional information that
is needed for progressive rendering and fast update operations.
This includes the encoding of the number of children and pointers
to the corresponding child objects. Note that the PRk tree is an
ordinal tree—a rooted tree where each node has k positions each of
which may have a pointer to a child [Benoit et al. 1999]. Thus, the
order of the children has to be stored as well. The raw memory
requirements for a PRkNode as above are summarized in Table 2. 

Moreover, we can reduce the memory demand significantly by
compressing the tree. First, we do not store tree connectivity
explicitly. We devised an efficient connectivity encoding scheme
that requires seven bits per node for a PR27 tree. Since the spatial
region represented by a particular node is known implicitly, we
encode the coordinates within that local coordinate frame. Using a
Laplacian quantizer, we spend three bits per component. Color
attributes are encoded in the YUV space with six bits for lumi-
nance and three bits for each chrominance channel, and indices
into a normal table require four bits for each spherical component.
Thus, we achieve a compression rate of 30:1 as listed in Table 2.
Note that this rate could further be improved by additional entropy
coding.

5 The Smart 3D Video Stream

Generating the smart 3D video stream—comprising INSERT,
DELETE, and UPDATE operators—is one of the key stages in our
approach. We distinguish between 2D pixel and 3D particle opera-
tors. First, we map each pixel into one of five different classes.
This classification leads directly to the construction of the 2D pixel
operators, which are further processed to yield the final 3D particle
operators. 

5.1 2D Pixel Operators

We first have to determine the 2D pixel operators from the original
video images. Therefore, we define three functions for the pixel
classification. We start with a foreground–background segmenta-
tion that defines a Boolean function  returning TRUE if pixel

 is in the foreground. In addition, we have a second
function  which returns TRUE if  has already existed in the
tree. A third function  determines the color difference
between two pixels  and . By using these three functions, we
can assign each pixel to one of the following five classes:

where ∧ denotes the Boolean AND and ¬ the Boolean NOT opera-
tor. Figure 3c depicts the five different cases resulting from this
classification, which is carried out for each camera client individu-
ally.

The trivial case are unchanged pixels, where no further action
has to be taken. Color changes arise when we encounter a pixel
that already has an associated particle created earlier. In that case,
we only change its color attribute by creating an UPDATE operator
containing the new data. 

In the case of new pixels, we need to initiate the insertion of the
corresponding particles into the PRk tree by sending INSERT opera-
tors to the renderer. Therefore, we need a mechanism to transform
2D video pixels into 3D video particles including color and surface
normal attributes. Section 5.2 explains the details of this process. 

Finally, when pixels have expired, we need to kill the associated
particle by issuing a DELETE operator. Results from this classifica-
tion with real video frames are depicted in Figure 3. 

In general, we are able to build a 3D video including fore- and
background. In our current implementation, however, we employ a
shape-from-silhouette method to determine depth information,
making it impossible to extract 3D positional information for the
background. 

It is important to note that this approach has some limitations. In
some cases, detected color changes do not only alter the color
attribute of a particle, but also its 3D position. Moreover, particles
whose corresponding pixels are classified as unchanged might also
need 3D position updates. We tackle this problem by introducing a
life span attribute for every particle. For every frame this life span
together with a parameter representing detected geometric changes
is used to determine if the unchanged pixel and its corresponding
particle needs to be updated in 3D position. Consequently when
the object is moving slowly, particles stay longer in the system
than when the object rushes around. Since we employ a shape-
from-silhouette method to determine the 3D position of a particle,
we can use silhouette changes as the parameter for geometric
changes. This scheme, which in principle realizes a per-particle
key framing, eliminates possible geometric errors introduced by
UPDATEs and unchanged pixels. Furthermore, it is currently not
possible to acquire objects with genus greater than zero. The con-

Table 2: Memory requirements for a PRkNode ( , ). 

NAME DATA TYPE
RAW 
[BITS]

COMPRESSED 
[BITS]

position float[3]

color char[3]

normal float[3]

numberOfChildren unsigned char

children *PRkNode

Total 36

s 3= k 27=

3 32⋅ 3 3 3+ +

3 8⋅ 6 3 3+ +

3 32⋅ 4 4+

8
2 lg 27+

27 32⋅
1080

fg p( )
p u v,( )=

s p( ) p
cd p1 p2,( )

p1 p2

Figure 3: 2D pixel operations. a: Silhouette at time . b: Silhouette
at . c: Pixel classification. Green indicates expired pixels, red
new pixels, blue color changes, white unchanged pixels, and black
background.

fg p( ) s p( ) cd¬ p pold,( )∧ ∧ : unchanged

fg p( ) s p( ) cd p pold,( ):   ∧ ∧ color change

fg p( ) s¬ p( ):∧ new

fg¬ p( ) s p( ):∧ expired

fg¬ p( ) s¬ p( ):∧ background
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cept only imposes very few restrictions to the underlying classifi-
cation and 3D reconstruction method. Hence, more sophisticated
techniques could be utilized to overcome some of the current limi-
tations.

5.2 3D Particle Operators

The pixel operators described in the previous section have to be
converted into 3D particle operators. For the INSERT operator, we
define a function  that projects a pixel
from image space into object space. In our implementation we use
a variant of the image-based visual hull method [Matusik et al.
2000]. There, depth and normal information are determined for
each pixel in a desired view. Instead, we carry out the reconstruc-
tion for each of the camera views. This ensures that we have a one-
to-one mapping between depth information and color texture data.
The depth value is stored for later use in a particle cache for each
camera.

The function  for the UPDATE operator
only needs to perform a lookup in the particle cache and can thus
be carried out very efficiently. Likewise for DELETEs, the mapping

 is only a fast cache lookup. 

5.3 Active Cameras

In order to allow for independent views, we need a sufficient num-
ber of cameras to cover a wide viewing angle of up to 360 degrees.
Obviously, not all cameras are required to provide the system with
all necessary information to build the operators for a desired view-
point. Hence, we devised the concept of active cameras. Depend-
ing on the current viewing direction, we dynamically mark a
subset of all cameras active. These cameras contribute to the 2D
and 3D operations described above. Furthermore, we distinguish
between two activity states, red and blue. Red cameras contribute
to color, geometry, and normal attributes of a 3D video particle,
whereas blue cameras only contribute to the latter two. Inactive
cameras do not contribute at all. 

This concept is illustrated in Figure 4 for eight cameras, five of
which are active. By increasing or decreasing the number of active
cameras, we control the level of view independence of the system.

When the view in the 3D video renderer changes, we only need
to switch the activity state of the cameras. To make these switches
less visible, we can define a blending function that determines the
activity level of adjacent cameras. In other words, cameras at a
lower activity level contribute only to coarse-level operators,
whereas fully active cameras contribute to all operators. 

5.4 Generating the Smart 3D Video Stream
The set of 3D particle operators derived for each frame and from
each camera source is fed into the particle stream that is continu-
ously transmitted to the 3D video renderer. Before the actual trans-
formation from pixels to particles is carried out, we add additional
information to the operators, turning the stream into a smart 3D
video stream. We order INSERT operators in a progressive coarse-
to-fine fashion, thus, adapting to processing speed and network
bandwidth. This enables the renderer to display a coarse represen-
tation while refinement data is still being streamed. This concept is
illustrated with four refinement levels in Figure 5. 

We define a pixel density function  that assigns a density
level to each pixel. Since this function is defined in image space,
we can choose dyadic density levels. INSERT operators are then
filled with pixels from coarse to fine levels. Although we achieve
good results with this simple strategy, one could devise more
sophisticated schemes. For instance, combined with feature track-
ing in the source streams, sampling density could be adaptively
increased in areas of interest such as a person’s head. When a pixel

 was sampled and put into the particle stream, we also update the
sample function , which is required for pixel classi-
fication. 

DELETE and UPDATE operators are given the highest priority in
the particle stream, because they are rather inexpensive in compar-
ison with INSERTs, for which 3D information has to be calculated.
Furthermore, this avoids possible inconsistencies in the PRk tree as
described in Section 4.1. Figure 6 illustrates the construction of the
smart particle stream.

Arriving at the rendering unit, the operators in the stream are
applied on the PRk tree. Subsequent traversal of the tree for ren-
dering is described in the following section. 

6 3D Video Rendering

The 3D video renderer is the final stage in the 3D video particle
scheme. Here we maintain the PRk tree by applying the operators
received from the smart 3D video stream. Particles are rendered by
employing a point-based splatting scheme. This allows us to ren-
der progressively, by not only splatting individual particles at leaf
nodes, but also averaged particles from intermediate tree nodes.

I: u v c, ,( ) x y z c n, , , ,( )→

U: u v c, ,( ) x y z c, , ,( )→

D: u v,( ) x y z, ,( )→

Figure 4: Illustration of the active camera concept. The red and
blue cameras are active. While the red cameras contribute to all at-
tributes of a 3D video particle (geometry, normals, and color), the
blue cameras are not used to derive color information. The grey
cameras are inactive. 

Figure 5: Smart streaming of 3D video particles from coarse to
fine. Only the progressively refining particle cloud with fixed splat
size equal to one and without shading is depicted. 

7,608 15,216 60,861 121,723
[particles]

d u v,( )

p
s p( ) TRUE=

DeleteUpdateI1I2I3

Figure 6: The smart 3D video stream (  denotes insert opera-
tors at density level ). 
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Figure 7 depicts the conceptual overview of the 3D video render-
ing pipeline. A working set of video particles is extracted by
breadth-first traversal of the PRk tree. We apply procedural render-
ing operators which implement various special effects on each par-
ticle individually. The GPU processes the rendering operator and
displays the result on the screen. Note that it is straightforward to
merge video particles with other geometric objects by depth com-
positing. 

6.1 Rendering Operators

One of the key features of our system is the possibility to apply
visual effects on the particles during rendering. This is not a trivial
task since we have to guarantee consistency between the PRk tree
and the operators in the smart 3D video stream. Hence, we cannot
directly modify any attributes of the particles stored in the tree. We
can overcome this problem by deferring the visual effects opera-
tions after the particles have been sent to the OpenGL rendering
pipeline. The rendering operators that define each effect can be
realized using programmable shading architectures, i.e., Nvidia’s
OpenGL vertex programs, DirectX8 vertex shaders, or the Stan-
ford shading compiler [Proudfoot et al. 2001].

As described later in Section 7, our current prototype system
comprises only four cameras. As a consequence, we can only
achieve a limited geometric accuracy and, thus, a very coarse
approximation of particle normals. Some of the rendering opera-
tors introduced below, however, rely on good particle normal
approximation. In order to better illustrate the possibilities of these
operators, we decided to use a static object with 120,000 particles
and pre-computed normals for some of the examples in this sec-
tion.

Note that all images in this section have been rendered in real-
time at 20 frames per second.

An important issue for the design of rendering operators is that
each particle can only be processed independently, and that parti-
cles can neither be created nor killed. Furthermore, it is not possi-
ble to store intermediate results for incremental effects over
multiple frames when using vertex programs for the implementa-
tion of rendering operators, because the PRk tree can be modified
by the 3D particle operators during rendering. For that reason, we
can only employ the original attributes of the working set. Never-
theless, we designed a vast number of rendering operators that can
be categorized into three classes.

Shading and coloring operators. These operators basically
modify the color attributes of a particle. An important example is
Phong illumination, which is utilized for per-particle re-shading
according to the synthetic environment. Another interesting effect
is depth-coloring. Here we assign new color attributes in the HSV
color space to each particle with respect to its -value, thus color-
coding the depth of an object. Examples for the Phong illumination
operator are depicted in Figure 8.

The complexity of rendering operators is limited by the under-
lying programmable shading language. Vertex programs, e.g., do
not support control statements and the number of instructions is
limited to 128. Hence, highly sophisticated color-space conver-
sions are non-trivial to implement. 

Warping operators. Besides the alteration of color attributes,
we can change the position of each particle. Periodic functions can
be employed to devise effects such as ripple, sine, or pulsate. In
the latter, we displace the particle along its normal based on the
sine to its distance to the origin in object space. The ripple operator
is illustrated in Figure 9. 

With this class of operators, gaps between particles due to
undersampling after position transformation are likely to appear.
This is especially visible if the amplitudes of the periodic functions
are too high. This problem could be tackled by providing the ren-
derer with feedback on undersampled regions and dynamic resam-
pling. This feedback, however, is difficult to obtain from the
shading unit where the vertex programs are executed. Moreover,
we refrained from resampling as it is a computationally expensive
task. 

traversal

working set of particles for rendering

geometry database (optional)

GPU / programmable shading HWPRk tree

rendering

operators

compositing

screen

Figure 7: Overview of the 3D video rendering pipeline. 

z

Figure 8: Shading and coloring operators. a: Original colors. b, c:
Re-shading with Phong illumination. 

Figure 9: The ripple warping operator with varying amplitude and
frequency.

(a) (b) (c)
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Particle System Operators. The third class of rendering oper-
ators includes effects that change more than a single particle
attribute: The particle’s position is modified along its normal
according to its velocity, each particle has an associated life span,
and its size varies as well. The decease is expressed by decreasing
the alpha component of the particle’s color vector. Particle system
operators include dissolve, morph, explosion with or without tak-
ing gravity into account, and beaming. See Figure 10 for an illus-
tration of the later two effects. Obviously it is possible to combine
several operators from different classes, thus, creating new effects.
This is particularly useful for combining shading and particle sys-
tem operators.

6.2 Implementation Issues

We only need a single copy step to transfer a particle from the PRk
tree into an OpenGL vertex array where all rendering operators are
carried out. Similar to the QSplat system [Rusinkiewicz and Levoy
2000], we use OpenGL GL_POINTs as splatting primitive. As we
operate in a real-time environment, however, we cannot determine
the appropriate splat size for each particle in advance. Note that the
use of GL_POINTs enables us to easily merge 3D video particles
with conventional geometry-based objects and environments by
depth compositing. 

Adaptively adjusting size and shape of the splats is crucial for
hole-free rendering. This is particularly important in our environ-
ment, where we cannot guarantee an optimal sampling density
over the whole object. The optimal splat size can be determined
during preprocessing as in QSplat, which is not possible in our
dynamic environment. Furthermore, we do not have any connec-
tivity information and the PRk tree does not allow for sufficiently
fast nearest neighbor searches on the object’s surface. Conse-
quently, we devise a heuristic approach that estimates the density
of particles within a volumetric region. Based on the number of
children in the parent node, the level of the particle in the tree, and
the direction and distance to the viewer, we conservatively calcu-
late a splat size.

The shape of the splatting primitive is also important for the
resulting visual quality of the rendered object. By using
GL_POINTs, we are restricted to either square (non anti-aliased

points) or circular primitives (anti-aliased points). Unfortunately,
these splats are no more than fat pixels on the screen. Thus, the
splats cannot adjust to the shape of the object’s silhouette in an
optimal way. This is a limitation of OpenGL. By using other
graphics APIs such as Microsoft’s DirectX, one could eliminate
this restriction. DirectX provides for a point sprite primitive whose
projected shape depends on the direction of the normal, which can
point in arbitrary directions. Jaggy edges arising with fixed splat
shapes could so be avoided.

7 Prototype System

We built a prototype system with four NTSC-resolution cameras,
thus allowing to generate 3D video from approximately 160
degrees. Each of the four cameras is connected to a 1.2 GHz Ath-
lon Linux-based PC System, where the pixel classification is car-
ried out. The resulting 2D pixel operators are send to a 1.8 GHz
Pentium 4 system where they are processed, and a single smart 3D
video stream comprising 3D particle operators is generated. The
3D video renderer runs on a different Pentium 4 PC equipped with
a GeForce3 graphics accelerator. All PCs are interconnected by
standard fast ethernet. The physical setup of the acquisition envi-
ronment is depicted in Figure 11. For calibrating the four cameras,
we employed the Caltec camera calibration toolbox (http://
www.vision.caltech.edu/bouguetj/calib_doc/), based on [Zhang
1999, Heikkila and Silven 1997]. The segmentation of the video
frames is based on [Smith and Blinn 1996]. Figure 12 shows some
results from the prototype system. With the current configuration,
we achieve an acquisition rate of 7–10 frames per second and a
rendering rate of 20–30 frames per second. For a total number of
up to 60,000 particles, this results in approximately 100,000 3D
video particles per second over the smart stream. 

8 Conclusions and Future Work

3D video particles are a powerful representation for three-dimen-
sional video facilitating a variety of visual effects. Our presented
concept is founded on attributed point primitives which are stored
in a hierarchical data structure. Residing in the 3D video renderer,
the representation is updated incrementally and progressively by a
stream of particle operators. The renderer adheres to the concept of

Figure 10: Particle system operators. a: Beaming. b: Explosion with gravity.

(a)

(b)
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particle attribute processing. Hence, advanced shading and visual
effects are implemented by individual rendering operators exploit-
ing the capabilities of low cost PC graphics hardware. We are cur-
rently developing a progressive stream compression algorithm for
3D video recording and display. The actual 3D reconstruction
scheme is specifically limited in its quality of normal estimation.
Future work will also include the implementation of elaborate 3D
reconstruction methods to improve on the geometric accuracy and
on the rendering quality of the live video particles.
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Figure 11: Physical setup of the prototype acquisition environ-
ment. 

(a)

(b)

Figure 12: Snapshots of real-time 3D video particles. 
a: Depth-coloring. b: Sine warping. 
8


