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Abstract
A number of online services such as distributed computing platforms
and content distribution architectures increasingly rely on available resources at end-hosts to enhance their performance, efficiency, robustness, and scalability. Thus, the task of securely verifying remote resources and computations emerges as a critical step towards (i) enhancing the resilience of current Internet-based services against possible security threats and (ii) enabling Internet users to securely verify
the type and quality of service to which they have subscribed.
In this thesis, we consider this problem and we design, analyze, and
implement new primitives that enable the secure remote verification of
bandwidth performance and outsourced computations.
First, we analyze the security of bottleneck bandwidth verification
techniques and we propose a number of countermeasures to alleviate
attacks against current techniques. We investigate the impact of traffic
and bandwidth shapers on the bandwidth verification process and we
propose a technique to remotely detect their deployment on end-hosts.
We further propose a novel framework for the remote identification of
Internet paths based on their bandwidth characteristics and we analyze
the accuracy, robustness, and security prospects of this proposal.
Second, we address the problem of secure and privacy-preserving
outsourcing of cryptographic computations to untrusted users. We propose a computational puzzle that can be used to efficiently verify the
integrity of outsourced modular exponentiations. We then consider the
problem of enabling assisted distributed brute-force decryption without leaking information about the plaintext and the encryption key
throughout the process.
Finally, we discuss efficient solutions that enable the secure verification of sequential computations. By leveraging on these solutions,
we propose a micropayment model for commodity web-services based
on verifiable microcomputations. Our model enables users to “pay”
for low-cost non-specialized content (e.g., online news) by performing
computations in their browsers. Our findings suggest that this barter
is likely to be more accepted by users compared to monetary charges;
it can also help increasing the revenues of online businesses while supporting ongoing distributed projects that have clear social benefits (e.g.,
projects relating to medical research or clean energy).
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Résumé
De nombreux services en ligne, tels que les plateformes de calcul distribué et les architectures de distribution de contenu dépendent de plus
en plus des ressources fournies par les postes clients pour améliorer leur
performances, efficacité, robustesse et extensibilité. Par conséquent, la
vérification à distance des ressources et des résultats de calcul est une
étape indispensable afin (i) d’améliorer la résilience des services Internet contre de possibles attaques et (ii) de permettre aux utilisateurs de
vérifier de manière sécurisée la qualité du service auquel ils ont souscrit.
Dans cette thèse, nous considérons ce problème et nous concevons,
analysons, et implémentons de nouvelles primitives sûres qui permettent la vérification à distance de la bande passante et des calculs distribués.
Nous commençons par analyser la sécurité des techniques de vérification de la bande passante des goulots d’étranglement sur le réseau
Internet et nous proposons plusieurs mesures pour contrer les attaques
sur celles-ci. Nous explorons l’impact du traffic shaping sur le processus de vérification de la bande passante et nous proposons une méthode qui permet la détection du traffic shaping sur les postes clients.
De plus nous proposons un framework pour l’identification des routes
à distance, basé sur les caractéristiques de leur bande passante, nous
analysons également sa précision, robustesse et sécurité.
Puis, nous nous intéressons au problème de la distribution de calculs
cryptographiques à des tiers, tout en garantissant la sécurité des données. Nous proposons un puzzle cryptographique qui peut être utilisé
pour vérifier l’intégrité des exponentiations modulaires. Nous considérons également la distribution de recherche de clef par force brute sans
compromettre les données déchiffrées ou la clef de chiffrement trouvés.
Finalement, nous décrivons des solutions efficaces pour la vérification de calculs séquentiels. En s’appuyant sur ces résultats, nous proposons un système de micro-paiement conçu pour les services en ligne,
basé sur la vérification de micro-calculs. Notre système permet aux
utilisateurs de “payer” en réalisant des calculs dans leur navigateur, en
échange de l’accès à du contenu à bas coût et non-spécialisé (p. ex. journaux en ligne). Notre évaluation du système suggère que cet échange
sera mieux accepté par les utilisateurs qu’un paiement monétaire; ce
système peut aussi contribuer à accroı̂tre les revenus de l’économie en
ligne tout en supportant des projets de calcul distribué qui peuvent être
iii

bénéfiques à la société (p. ex. recherche médicale ou énergies renouvelables).
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Zusammenfassung
Eine Vielzahl von Online-Diensten wie verteilte Rechenplattformen und
Architekturen zur Verteilung von Inhalten basieren zunehmend auf den
verfügbaren Ressourcen der Endnutzer um ihre Leistung, Effizienz, Robustheit und Skalierbarkeit zu verbessern. Dadurch entwickelt sich die
Aufgabe der sicheren Verifizierung von entfernten Ressourcen und Berechnungen zu einem kritischen Schritt (i) um die Widerstandsfähigkeit
aktueller Internet-basierter Dienste gegen mögliche Sicherheitsbedrohungen zu erhöhen und (ii) um es Internetbenutzern zu ermöglichen,
die Art und Qualität eines Dienstes, für den sie sich angemeldet haben,
sicher zu verifizieren.
In dieser Dissertation betrachten wir dieses Problem und entwerfen, analysieren und implementieren neue Grundelemente, welche die
sichere entfernte Verifizierung der Bandbreitenleistung und von ausgelagerten Berechnungen ermöglichen.
Erstens analysieren wir die Sicherheit von Bottleneck-Bandbreiteverifizierungstechniken und schlagen mehrere Massnahmen vor, um Angriffe gegen bestehenden Techniken abzumildern. Wir untersuchen
die Wirkung von Traffic- und Bandbreiteshapern auf den Bandbreiteverifizierungsprozess und wir schlagen eine Methode vor, um ihre Verwendung auf entfernten Endhosts festzustellen. Desweiteren schlagen
wir ein neues System zur entfernten Identifizierung von Internetpfäden
vor, das auf Bandbreitecharakteristiken basiert, und analysieren seine
Genauigkeit, Robustheit und Sicherheitsaspekte.
Zweitens beschäftigen wir uns mit dem Problem der sicheren Auslagerung von kryptographischen Berechnungen an nicht vertrauensvolle
Benutzer, bei der die Privatsphäre bewahrt werden kann. Wir schlagen ein Berechnungsrätsel vor, das zur effizienten Verifizierung der Integrität von ausgelagerten modularen Potenzierungen verwendet werden kann. Wir betrachten anschliessend das Problem, unterstützte
verteilte Brute-Force-Entschlüsselungen zu ermöglichen, ohne Informationen über den Klartext und den Schlüssel während dieses Prozesses
zu offenbaren.
Schliesslich erörtern wir effiziente Lösungen, welche die sichere Verifizierung von Berechnungen ermöglichen. Unter dem wirksamen Einsatz
dieser Lösungen schlagen wir ein Mikrobezahlungsmodell für Massenwebdienste vor, das auf verifizierbaren Mikroberechnungen basiert. Unser Modell ermöglicht es Benutzern für nicht-spezialisierte Inhalte im
v

unteren Preissegment (z.B. Online-Nachrichten) zu bezahlen, indem sie
in ihren Browsern Berechnungen durchführen. Unsere Erkenntnisse
legen nahe, dass dieser Tauschhandel von Benutzern wohl eher akzeptiert wird als die Bezahlung mit Geld. Er kann auch eingesetzt werden,
um den Umsatz von Onlinegeschäften zu erhöhen und gleichzeitig aktuelle verteilte Projekte mit offensichtlichem sozialen Nutzen (z.B. Projekte in der Medizinforschung oder für saubere Energie) zu unterstützen.
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Introduction

Introduction
The explosion in size and diversity of the global Internet network has
led to a significant surge in the use of online services and applications.
A considerable number of existing services leverage on the multitude of
available resources at end-hosts such as storage, computational power,
or bandwidth to enhance their performance, efficiency, robustness, and
scalability; examples of such services include distributed computing
platforms, content distribution architectures, and peer-to-peer (P2P)
systems. Users typically acquire the harnessed resources from both
service providers and end-hosts. However, existing applications harness
these resources in very basic ways; consequently, there are currently
few means for users to securely verify their quality of service from their
service provider, let alone over an end-to-end path.
In the future, online services will become even more pervasive, thus
increasing the need for secure resource verification. That is, users will
want to know whether the providers are offering the service within the
desired quality criteria and providers will want to known whether the
resources offered by the end-hosts comply within certain specifications.
Examples include the verification of bandwidth capability where service
providers, e.g., in content distribution architectures, want to prevent
end-hosts from faking their bandwidth claims (in order to get access to
a resource faster) as a means to ensure the performance of their service.
Another example is the verification and outsourcing of computations,
where the users (and service providers) want to verify if the end-hosts
truly have the computational capacity that they claim, or if they are
correctly executing the outsourced computations; currently, commercial
computational platforms (e.g., Amazon’s EC2 [1]) offer few availability
guarantees, without further security nor reliability guarantees.
The large-scale deployment of Internet-based services and the open
nature of the Internet come alongside with the increase of security
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threats against existing services (e.g., [2–5]). As the size of the global
network grows, the incentives of attackers to abuse the operation of
online applications also increase and their advantage in mounting successful attacks becomes considerable. These cyber-attacks often target
the resources, availability, and operation of online services. In the recent years, a considerable number of online services such as Amazon,
CNN, eBay, and Yahoo were hit by online attacks; the losses in revenues
of Amazon and Yahoo were almost 1.1 million US dollars [5]. With
an increasing number of services relying on distributed resources, the
task of securely verifying remote resources and computations that are
harnessed by online services emerges as an important step towards protecting these services and their respective users from potential abuse.
In this thesis, we design, implement, and analyze novel primitives
that enable the secure verification of resources and computations. Our
proposed techniques can be used (i) by online services and applications as countermeasures against online attacks and (ii) by Internet
users as means to verify the type/quality of service to which they have
subscribed.
The specific problem that we address in this thesis is comprised of
two main components: the secure verification of bandwidth capability
and the secure verification and outsourcing of computations.
We start by addressing the secure verification of the bandwidth
performance of network paths. We analyze the security threats against
current bandwidth estimation techniques and we propose a number of
solutions that enable the secure verification of bottleneck bandwidth
in practice. Our proposed solutions can be used by applications that
rely on accurate bandwidth measurements to enhance their online performance and Quality of Service (QoS). Examples of disciplines that
can benefit from our findings include network management, end-to-end
admission control, routing and traffic engineering [171], content distribution architectures [178,179], among many others. Another important
goal of our work is to motivate the need for a next-generation secure
Internet that provides robust functionality to support the secure verification of Internet-based services and (computational) resources. In this
respect, we also extract relevant lessons from our findings and provide
recommendations for the design of a secure next-generation Internet.
We then propose a number of techniques that enable the secure outsourcing of computations, with a special focus on cryptographic computations. We also propose primitives that enable the privacy-preserving
outsourcing of cryptographic computations. Our proposed techniques
4
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find direct applicability in current distributed and cloud computing
platforms as they enable a computationally limited entity to outsource
computations to untrusted participants while providing means to efficiently verify the correctness of the reported solutions (e.g., to verify
RSA signatures). By enabling the construction of verifiable computations, our techniques can also be used by online service providers as
countermeasures against Denial-of-Service (DoS) attacks and constitute building blocks to construct computing benchmarks that securely
assess the computing capabilities of remote machines. Moreover, we
show that our proposed solutions can help in supporting a variety of
socially-beneficial projects (e.g., computing projects relating to fighting HIV [6], curing cancer [7], supporting clean energy [8]) and might
also contribute to current efforts in the area of electronic commerce.
In this respect, we show that verifiable computations can be used as
micropayments for low-cost commodity online content.
By comprehensively addressing the aforementioned security problems, we believe that this thesis has made a significant step towards
securely verifying online resources and computations as a means to
strengthen Internet-based services and applications. Given the large
interest in developing online services and the number of small- and
medium-sized companies emerging around this field of application, we
also hope that our research will draw interest from the industry and
will help advance future commercial solutions in this area.

5

Thesis Outline
This thesis is organized in three parts. In what follows, we detail our
main contributions.

Part I: Secure Bandwidth Verification
In the first part of this thesis, we address the security of bottleneckbandwidth verification in the current Internet. We focus on the two
main bottleneck-bandwidth estimation techniques, namely, the onepacket and the packet-pair technique, and we analyze the major security threats against these techniques. We also investigate the impact
of traffic and bandwidth shapers on the bandwidth estimation process
and we propose a technique to remotely detect their deployment on
end-hosts. We further show that the packet-pair technique can be used
for remote path identification; we propose a novel framework for path
identification using the distribution of packet-pair dispersions and we
analyze the accuracy, robustness, and potential use of our proposal.
Our findings suggest that it is very hard to fully counter all security challenges against end-to-end bottleneck bandwidth estimation
without requiring functionality from trusted network components. Nevertheless, we propose a number of solutions and heuristics—which do
not require infrastructural support—to mitigate attacks on bandwidth
verification and we show via extensive measurements on a large number
of Internet hosts that they can alleviate a significant fraction of attacks
on bandwidth verification techniques. We also outline a number of applications that can benefit from our findings; for instance, we show that
network measurements based on the packet-pair technique can be used
to counter impersonation and spoofing attacks.
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Part II: Outsourcing of Cryptographic
Computations
In the second part of this thesis, we consider the problem of enabling the
secure outsourcing of cryptographic computations to untrusted hosts.
First, we propose to efficiently verify the integrity of outsourced
modular exponentiations by constructing verification-efficient client puzzles based on repeated squaring. Our puzzles are based on a reasonable
intractability assumption in RSA. We show that the costs incurred on
the generator of modular exponentiation puzzles can be considerably
reduced1 for any exponent of choice (i.e., for any puzzle difficulty). Our
proposed puzzles can be integrated into protocols used for the remote
verification of computing performance, and for the protection by online
services against Denial-of-Service (DoS) attacks.
Second, we show that outsourced brute-force key searches can be
performed without leaking sensitive information about the search instances to the involved parties. We consider both plaintext-hiding and
key-hiding searches, in which the helpers do not learn the plaintext
and the key, respectively. We show that privacy-preserving solvers for
plaintext-hiding searches can be efficiently constructed in most block
cipher modes. By leveraging on these plaintext-hiding solvers, we propose constructions of privacy-preserving solvers for key-hiding searches
in block ciphers. Our results show that current distributed key searches
(e.g., the DES challenge [9]) can be effectively used to conduct massive
brute-force decryption of sensitive ciphertexts (when such a search is
feasible) while making the nature and purpose of an outsourced (cryptographic) key search oblivious to the participating nodes.

Part III: Verification of Outsourced
Computations
In the final part of this thesis, we extend our work in Part II and we
address the efficient and secure verification of sequential computations
executed by remote untrusted hosts.
1 The

|N |

costs in our puzzles are reduced by a factor of k when compared to
existing modular exponentiation puzzles, where k is a security parameter and |N |
is the size (in bits) of the modulus.
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More specifically, we describe a scheme that probabilistically secures
the remote execution of sequential computations in cloud-computing
scenarios. We further investigate the damages introduced by possible
chaining of errors within the remote execution of the computations
and we discuss recovery mechanisms to ensure the correctness of the
outsourced tasks in untrusted environments.
Motivated by this scheme, we propose a novel micropayment model
for non-specialized commodity web-services based on verifiable microcomputations. In our model, a user that wishes to access online content
offered by a website does not need to register or pay to access the website; instead, he will accept to run microcomputations on behalf of the
website in exchange for access to the content. Our findings suggest that
our model is likely to be accepted by users when compared to online
subscription charges and can support ongoing computing projects that
have clear social benefits (e.g., projects relating to medical research).
By relying on our prior solution to secure sequential computations,
we show that our microcomputations model ensures payment for the
content while preserving the privacy of users. By requiring clients to
perform computations before acquiring a service, our solution therefore embeds an inherent protection against DoS attacks targeting the
service provider.

9

Part I

Secure Verification of
Bottleneck Bandwidth

Chapter 1

Introduction
Bottleneck bandwidth refers to the maximum throughput that a path
can provide to a flow, when there is no other traffic load on the path.
Several tools for bottleneck bandwidth estimation (e.g., Nettimer [155],
Pathchar [10], pchar [11], bprobe [12], pathrate [13], Sprobe [177])
have been proposed and evaluated over a number of Internet paths.
These tools are based on two main techniques [154]: the one-packet
and the packet-pair technique. In these techniques, probe packets are
exchanged between the verifier (or the sender) and the prover (or the
receiver) to estimate and verify the network bandwidth characteristics.
The use of these bandwidth verification techniques has been suggested as a potential solution to numerous problems such as network
management, routing and traffic engineering [171], content distribution architectures [178, 179], path selection, diagnosis of network problems [127], among many others. Recently, Sinha et al. [127] also observed that the distribution of packet-pair dispersions can be used to
fingerprint a path.
However, given that the bandwidth estimation process is based on
end-to-end network measurements, end-hosts might be motivated to
abuse the open and untrusted measurement environment as a means
to modify their paths’ bottleneck bandwidth and characteristics. For
example, a malicious host might modify its networking interface or
use bandwidth shapers in order to decrease its contribution in content
distribution networks (e.g., based on the highest-capacity path assignment). Similarly, a host can try to modify its bandwidth claims, e.g.,
to act as a super-peer in a P2P network [14], and therefore to control
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network traffic in his cluster. These attacks might also threaten the
operation of all applications that make use of the one-packet and the
packet-pair techniques and might hinder their effectiveness in numerous
use-cases (e.g., in secure network management and secure routing).
Moreover, the use of the packet-pair technique as a means to fingerprint Internet paths raises several implications with respect to the
accuracy, robustness, and security of this technique when used as a
path identification scheme.
Motivated by these observations, we analyze in this part (i) the
secure verification of bottleneck bandwidth using the one-packet and
packet-pair techniques and (ii) the feasibility of path identification based
on the packet-pair technique.
Another important aim of this work is to extract relevant lessons
about the security prospects of the use of the one-packet and the packetpair techniques in adversarial settings. Our findings suggest that, while
a large subset of attacks against these techniques can be thwarted, “fullfledged” solutions might not be feasible without requiring functionality
from trusted network components. Our work therefore indirectly motivates the need for a next-generation Internet that supports secure
network measurements. We also discuss in this part the viability and
the effectiveness of the use of trusted network components in securing
the packet-pair technique.

Motivation
As mentioned previously, bottleneck bandwidth measurements have the
potential to solve considerable problems in a number of applications
and areas. In this section, we briefly illustrate the benefits of securely
verifying bottleneck bandwidth in exemplary multicast architectures.
Multicast architectures typically construct a distribution tree whose
nodes are comprised of the peers (clients) interested in acquiring content. These architectures are considered to be very efficient in distributing content to a large number of peers [67, 138, 179]. Nevertheless, the
performance of content distribution using such cooperative structures
is highly affected by the organization of the nodes in the tree. That
is, “fast” peers should be located closer to the root, while “slow” peers
should constitute the leaves of the distribution tree. Here, one slow
peer, located near the root of the tree, can increase the average download time of all other connected peers [179].
14
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Figure 1.1: Effect of malicious hosts on the average download time
in a multicast binary tree application. Here, the number of hosts is
1000 and the resource size is 3 MB. Each data point is averaged over
100 runs. We show the corresponding 95% confidence intervals.

In a prototype simulation that we have conducted, we studied the
impact of malicious peers that falsely report their bandwidths on the
resource distribution times in traditional binary trees1 . These peers
are likely to be placed higher in the distribution tree and therefore to
acquire the resource faster in time. As shown in Figure 1.1, selfish peers
can considerably increase resource download times in the entire network
by intentionally misreporting their upload bandwidth. Namely, the
average download times over all peers doubles when 40% of the leechers
claim to have a lower upload bandwidth. This effect is even more
detrimental when those peers claim a higher upload bandwidth than
they actually have; the average download time over all peers almost
quadruples.
In this case, secure bottleneck bandwidth verification protocols can
be used to ensure the liveliness of these distribution architectures and
prevent such bandwidth inflation and deflation attacks. For example,
a central entity can securely verify the bandwidths claimed by the network nodes prior to organizing them in the distribution network.
Note that traditional P2P architectures can also benefit from secure bandwidth verification to enhance their performance. In these
architectures, and despite the various incentive mechanisms that P2P
systems incorporate (e.g., Tit for Tat in BitTorrent [15], Participation
1 In our simulations, we assumed that one host wishes to distribute a file comprised of 20 256 KB fragments to 1000 leechers that are organized in a binary
distribution tree. The bandwidth distribution of the studied nodes was derived
from the findings in [178].
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Figure 1.2: System model: probe packets are exchanged between
the verifier and the prover. The verifier is assumed to have a
higher bandwidth than the prover to ensure a correct operation of
the packet-pair technique. Bottleneck links generally reside on the
proximity of end-hosts.

Level in Kazaa [14]), peers tend to limit their upload speed in order to
avoid being selected as download sources. A study in [178] showed that
almost 1/3 of Napster users intentionally under-report their declared
upload bandwidth, which results in the under-utilization of the network
resources. Therefore, secure bandwidth verification techniques can be
used as means to prevent peers in P2P networks from falsely reporting
their bandwidths.

Problem and System Overview
Our system (Figure 1.2) consists of a verifier (the measurer) and a
prover (the source), connected by a network. The verifier evaluates the
characteristics of the path to the prover by exchanging probe packets
with the prover. We assume that the prover agrees that the verifier
measures its bandwidth and participates in the bandwidth verification
process (otherwise it would be difficult to securely estimate its bandwidth)2 . Where appropriate, we will outline the detailed procedure
2 We

assume that the prover has to participate in the bandwidth verification
process in order to acquire service from the verifier (e.g., to acquire content in a
content distribution network).
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that the verifier and prover execute. We assume that the verifier uses
a higher connection speed than the prover; therefore, its bandwidth
will not affect the bottleneck bandwidth of the path to the prover (for
the reasoning why, see Section 2.2.1). Throughout this part, we use
the terms “bandwidth” and “bottleneck bandwidth” interchangeably to
refer to the capacity of a path3 and we limit our analysis to scenarios
that require an accurate estimate of the bandwidth when there is no
heavy cross traffic on the path.
Attacker Model: Malicious provers constitute the core of our internal
attacker model; by a malicious prover, we refer to a host that is involved
in the ongoing measurements, however it might not correctly execute
the measurement protocols. We assume that malicious provers are motivated to increase or decrease their claimed bandwidth (or equivalently alter their path characteristics) by a considerable amount (e.g.,
> 200%) to increase their advantage in the network. Note that malicious provers can adopt a strategy where they always report their
genuine bandwidth during the bandwidth verification process and they
only alter their bandwidth claims when these claims are not being verified. Although this strategy would ensure that they remain undetected
in the network, we assume that provers do not have any advantage in
adopting that strategy and we consider a setting where the measured
provers’ bandwidths are used when the provers request a given service
offered by the verifier. For example, the verifier could be an online
content provider and might rely on the knowledge of the provers’ bandwidths to construct a content distribution tree in order to efficiently
distribute content among its clients; here, the provers do not gain any
significant advantage if they modify their bandwidth after the bandwidth verification process since their placement in the distribution tree
is only determined by their performance during the bandwidth verification process.
Similarly, an external attacker can also compromise routers on the
path between the verifier and the prover. By compromising routers,
the attacker can delay the exchanged probes to alter the measurements
conducted by the verifier. The attacker can also re-route probe packets
through other bottleneck links to influence the measurements.
3 Our analysis focuses on the security of bottleneck bandwidth verification techniques. However, given the similarities between available bandwidth and bottleneck
bandwidth verification techniques, we believe that our analysis also applies to the
secure verification of available bandwidth.
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Location

Number of Hosts

Bandwidth (Mbps)

Zürich, Switzerland
Amsterdam, Netherlands
Paris, France
London, UK
Urbana, USA
Dallas, USA
Freemont, USA
Sydney, Australia

3
1
1
1
1
1
1
1

≈ 50
2000
100
1000
1000
100
3000
100

Table 1.1: Geographic location of the hosts used in our measurements.

Goals: In this first part of the thesis, we address the following interrelated questions:
- How accurate and easy is it to modify bottleneck bandwidth measurements in the one-packet and the packet-pair techniques?
- Can attacks on bottleneck bandwidth measurements in the one-packet
and packet-pair techniques be remotely detected as a mean to enable
the secure verification of bandwidth?
- Can Internet paths be accurately identified using the packet-pair technique?
- Can the packet-pair based fingerprints of Internet paths be forged?
In our experiments, we relied on 10 different hosts equipped with
symmetric network connection, and located across the globe. By symmetric paths, we refer to paths that exhibit the same route and the
same bottleneck bandwidth value in both the uplink and downlink directions. Table 1.1 describes the geographical locations of these hosts.
We do acknowledge that current bandwidth estimation techniques
can result in some estimation errors, however we assume that enough
probe packets are exchanged to abstract away the effects of noisy measurements. We point out that, during our measurements, the measured
hosts did not experience heavy CPU loads; we leave the investigation
of inaccuracies caused by high CPU loads for future research.
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Contributions
Our contributions in this part are summarized as follows:
- We analyze the major security threats against bottleneck bandwidth
verification using the one-packet and the packet-pair techniques and
we demonstrate the feasibility and easy realization of attacks against
these techniques.
- We propose and analyze several solutions to thwart these attacks as
a means to enable the secure verification of bottleneck bandwidth.
- We investigate the impact of traffic and bandwidth shapers on the
packet-pair technique. We also propose and evaluate a technique to
remotely detect their presence on end-hosts.
- We propose a novel scheme for remote path identification using the
packet-pair technique and we evaluate its accuracy and robustness on
a large number of Internet paths. Our results show that the accuracy
of our scheme in identifying Internet paths is almost 90%.
- We analyze the resilience of our path identification framework against
path impersonation attacks.

Outline
The remainder of this part is organized as follows. In Chapter 2, we explore the security prospects of bottleneck bandwidth verification based
on the one-packet and the packet-pair techniques. In Chapter 3, we propose a technique that enables the remote detection of traffic shapers.
In Chapter 4, we present a novel path identification scheme based on
the packet-pair technique and we analyze its accuracy, robustness, and
security. We overview the related work and summarize our findings in
this part in Chapter 5.
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Chapter 2

On the Security of
Bottleneck Bandwidth
Estimation Techniques
In this chapter, we analyze the major security threats against the onepacket technique and the packet-pair technique and we propose a number of heuristics/countermeasures to enable the secure verification of
bottleneck bandwidth based on these techniques.

2.1

Attacks on the One-Packet Technique

We start by investigating delay-based attacks along with the major
security threats against the one-packet technique.

2.1.1

The One-Packet Technique

The one-packet technique is a well-known technique to measure the
bottleneck bandwidth of an Internet path. This technique relies on
the assumption that a packet’s traversal time across a path can be
computed as the sum of its transmission and propagation delays.
Namely, let tjl denote the traversal time of packet j through l links,
tj0 is the sending time of packet j, Sj is the packet size, Ci is the
bandwidth (capacity) of link i and di is the latency of link i.
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Figure 2.1: The one-packet technique: the minimum RTTs of the
packets form a line whose slope is the inverse of the link bandwidth.

Then, tjl is computed as follows:
tjl = tj0 +

l−1
X
Sj
(
+ di ).
C
i
i=0

(2.1)

Assuming that the transmission delay is linear with respect to the
packet size, it is highly likely that if the verifier transmits a large number
of packets of variable size, then at least one will have negligible queuing
delay. The minimum round-trip time (RTT) values of such packets
(with variable size) will form a line whose slope is the inverse of the
link bandwidth to the prover [154]. This is illustrated in Figure 2.1.
This technique produces an estimate of the bandwidth at each hop
in the path; the bottleneck bandwidth Cmin is then computed as the
minimum value of the estimated link bandwidths: Cmin = min(Ci ), ∀i.
Note that the one-packet technique can only measure the download
bandwidth (i.e., from the verifier to the prover). Examples of tools
using the one-packet technique are Pathchar [10] and Clink [16].

2.1.2

Bandwidth Manipulation Attacks on the
One-Packet Technique

Existing tools based on the one-packet technique were developed without prior security considerations as they rely on ICMP implementations
at end-hosts and do not guarantee any form of source nor destination
22
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Figure 2.2: Bandwidth manipulation attacks on the one-packet
technique. S denotes the set of the packet sizes used in the variablesize probing process.

authentication. An external attacker can spoof the IP [121] of the
prover and issue back ICMP replies on its behalf; the measured bandwidth would be that of the attacker. The adversary could also re-route
the probes to hosts at its disposal [17, 18] to claim a bandwidth of her
choice (sybil attack [102]).
In what follows, we investigate delay attacks on the one-packet
technique and we show that a malicious prover can intentionally delay
its reply packets to convince the verifier of a bandwidth claim of its
choice.
Delay & Rushing Attacks on the One-Packet Technique: Given
a set S of the variable-sized packets used in the one-packet technique,
the prover can claim lower bandwidths Bclaimed than its genuine bandwidth Bauth by introducing a delay ∆j to all packets j ∈ S of size
Sj > Si , where i is the smallest packet in S (Figure 2.2), as follows:
Sj − Si
RT Tj − RT Ti + ∆j
1
1
∆j = (Sj − Si ) · (
−
),
Bclaimed
Bauth

Bclaimed =

(2.2)
(2.3)

Here, RT Tj denotes the smallest round trip time of probe j from the
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Figure 2.3: Maximum delay required to fake bandwidth claims in
the one-packet technique. Bauth = 100 Mbps, the probe size ranges
from 58 bytes to 1500 bytes. The path contains 5 link-layer hops.

verifier to the prover. Note that the prover can also claim a higher
bandwidth by delaying all probes j ∈ S of size Sj < Sk , where k denotes
1
1
the largest packet in S, by ∆j = (Sk − Sj ) · ( Bauth
− Bclaimed
). This is
depicted in Figure 2.2. In Equation 2.3, we assumed that there are no
intermediate hops on the path between the verifier and the prover. In
practice, a malicious prover has to further take into account the delays
caused by the intermediate hops in order to accurately estimate the
required additional delay that needs to be introduced. This could be
achieved by repeatedly applying Equation 2.3 for all link-layer hops in
the desired path, as follows:
∆j =

H 
X
i=1

(Sj − Si ) · (

1
Bclaimed

−

1
Bauth


) ,

(2.4)

where H is the total number of link-layer hops in the measured path.
These delay attacks can be very hard to detect given the small delay that they introduce (Figure 2.3). For instance, a malicious prover
can claim a 10 Gbps download bandwidth in the one-packet technique,
over a 100 Mbps physical download connection, by introducing a maximum delay of 120 µs. Given that the average response time in the
Internet is typically in the order of milliseconds, this delay cannot be
trivially detected. Note that this attack is not only restricted to malicious provers; a rogue router (compromised by an external attacker)
can equally trick the verifier into accepting a fake bandwidth claim by
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introducing appropriate delays to the packet traversal time.
A malicious prover can also predict the Identifier and Sequence
Number 1 fields in the ICMP echo request packets and “rush” its reply
by sending specially crafted ICMP echo replies ahead of time. In this
way, an attacker can claim a smaller RTT which translates to a different
bottleneck bandwidth measurement. A combination of these rushing
and delay attacks could even reduce the maximum delay ∆j that needs
to be introduced to fake bandwidth claims.

Demonstration of Delay Attacks
We now demonstrate the feasibility of delay attacks on the one-packet
technique. To implement delay attacks on the one-packet technique,
we created a prototype tool based on Pathchar [10] that delays the
prover’s reply packets (Equation 2.4). We used probe sizes ranging from
58 bytes to 1514 bytes (Ethernet headers included). Our application
replaces the kernel’s TCP/IP stack by a raw socket and uses an iptable
rule to drop all replies issued by the kernel; it then sends back the reply
probes with the desired delay. We rely on 10 and 100 Mbps symmetric
physical connections deployed on two paths: Path1 where both the
verifier and the prover hosts (running Ubuntu v. 7.04 with 1 GB of
RAM) are both located in Switzerland and Path2 where the verifier
and the prover (host running Debian with 2 GB of RAM) are located
in Switzerland and Germany, respectively. Each data point in our plots
is averaged over 1000 measurements.
Our findings are depicted in Figure 2.4. In our plots, target bandwidth refers to the bottleneck bandwidth claimed by a malicious prover
and measured bandwidth denotes the bottleneck bandwidth estimate extracted by the verifier. As shown in Figures 2.4(a), 2.4(b) and 2.4(d), a
malicious prover can claim any bandwidth of its choice in the one-packet
technique by appropriately introducing small—almost unnoticeable—
delays before issuing its replies (Figure 2.4(c)). As shown in Figure 2.4(d), the accuracy of the bandwidth claims can be further increased by accounting for the prover’s PCI bus delays.
1 Generally, the Sequence Number field in the ICMP echo request is incremental
and therefore can be easily predicted.
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Figure 2.4: Demonstration of delay attacks on the one-packet technique.

2.2

Attacks on the Packet-Pair Technique

In this section, we analyze the security of bottleneck bandwidth measurements based on the packet-pair technique.

2.2.1

The Packet-Pair Technique

We start by describing the underlying principles behind the packet-pair
technique.
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We consider a network path P, defined by a sequence of consecutive
links P= {L0 , L1 , . . . , Ln } that connect the verifier to the prover. Links
{L0 , L1 , . . . , Ln } are connected via network components (e.g., routers,
switches).
The dispersion between two packets after a link Li refers to the
time interval between the complete transmission of these packets on
Li . Packet-pairs are initially sent with a dispersion ∆0 ; the resulting
dispersion measured at the other end of P is denoted by ∆n .
We denote by τi the transmission delay at hop i; that is, τi = CSi ,
where S is the size of the packets and Ci is the capacity of Li . Let
Cmin = min(Ci ), ∀Li ∈ P. In this case, Cmin denotes the bottleneck
bandwidth of path P . Furthermore, let d1 i and d2 i refer to the additional delays that are experienced by the first packet and the second
packet when traversing Li , respectively. These delays generally result
from additional queuing of these packets due to cross traffic at hop i.
As shown in Figure 2.5 and explained in [103, 104], ∆n and ∆0 exhibit
the following relation [103, 104]:

∆i =


i
 τi + d 2


, if τi + d1 i ≥ ∆(i−1)

∆(i−1) + (d2 i − d1 i )

(2.5)

, otherwise.

In analyzing the resulting dispersion ∆n measured at the verifier,
S
two extreme cases emerge: (i) the case when ∆0 ≤ Cmin
and (ii) the
S
case when ∆0 ≫ Cmin . In what follows, we detail the computation of
∆n in both cases.
The Case when ∆0 ≤

S
Cmin

Generally, the prover sends large packet-pairs back-to-back in time with
an initial dispersion ∆0 = CS0 . These packets are then highly likely to
queue at the bottleneck link (the link with minimum capacity Cmin ).
Following from Equation 2.5, ∆n (measured by the verifier) is then
given by:
n
X
S
(d2 i − d1 i ),
(2.6)
+ d2 min +
∆n =
Cmin
i=min+1
where d2 min refers to the additional queuing delay that is experienced
by the second packet on the bottleneck link.
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Figure 2.5: The packet-pair technique. Here, the narrower is the
width of the link, the lower is its capacity. The dispersion between
packets after the bottleneck link is inversely proportional to the
bottleneck bandwidth.

Pn
The term i=min+1 (d2 i − d1 i ) captures the case where there are
additional links after the bottleneck link—often referred to as postnarrow links [103, 104]. Note that for i > min, if τi + d1 i < ∆(i−1)
and d2 i < d1 i , then the resulting dispersion will be lower than the one
corresponding to the minimum capacity link.
This entire process is exemplified in Figure 2.6. In this figure, the
bottleneck bandwidth of the measured path is approximately 38 Mbps,
which explains that the biggest fraction of the measured dispersions
were around 320 µs (≈ 1500×8
38·106 ).
S
.
In the absence of cross traffic and of post-narrow links, ∆n = Cmin
In this case, the packet-pair technique provides an exact estimate of
the bottleneck link capacity Cmin = ∆Sn . Given this, it can be easily
seen that the dispersion between a packet-pair sent by the verifier to
the prover can be used to estimate the prover’s download bandwidth,
provided that the verifier’s upload bandwidth is larger than the prover’s
download capacity and that the prover echoes back the verifier’s packets
with small probes that do not queue at the bottleneck link. Conversely,
the dispersion between a packet-pair sent by the prover to the verifier
can be used to directly estimate the prover’s upload bandwidth.
The Case when ∆0 ≫

S
Cmin

We now consider the case where the prover delays the initial transS
. Following from
mission of the second packet such that ∆0 ≫ Cmin
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S
Figure 2.6: The case where ∆0 ≤ Cmin
. Here, we show the CDF
of 15000 dispersions of back-to-back packet-pairs transmitted at a
rate of 50 packets per second on a path between Sydney, Australia
and Zürich, Switzerland.

Equation 2.5, and assuming moderate traffic crossing P, ∆n is given
by [103, 104]:
∆n = ∆0 +

n
X
i=1

(d2 i − d1 i ).

(2.7)

Note that this equation does not hold if there is heavy cross traffic
load; this might cause the packet-pair to queue at the bottleneck link,
thus reducing its initial dispersion ∆0 .
In the case where there is no heavy traffic crossing P, then, the
S
packet-pairs are unlikely to be queued since ∆0 ≫ Cmin
and therei
fore Equation 2.7 applies. Note that, in this case, ∀i, d2 and d1 i are
independent random variables.

2.2.2

Bandwidth Manipulation Attacks on the
Packet-Pair Technique

Bandwidth measurement tools based on the packet-pair technique were
developed without prior security considerations and assume that endhosts are trustworthy [10, 11, 177]. An external attacker can spoof the
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IP [121] of the prover and issue back ICMP replies on its behalf; the
measured bandwidth would be that of the attacker. The adversary
could also re-route the probes to hosts at its disposal [17, 18] to claim
a bandwidth of her choice (e.g., Sybil attacks [102]). Finally, a malicious prover can also delay its probes to alter the bandwidth estimates
extracted by the verifier.
In what follows, we investigate delay attacks on packet-pair measurements.
Delay Attacks on the Packet-Pair Technique
In current implementations of the packet-pair technique [177], the prover
sends two large packets (of 1500 bytes) adjacently in time to the verifier
to enable the latter to measure its upload bandwidth. Their dispersion
at the verifier’s side would then encode information about the uplink
bottleneck bandwidth of the prover (Section 2.2.1). On the other hand,
to measure the download bandwidth of the prover, the verifier sends two
large back-to-back packets and awaits the corresponding reply packets
from the prover to measure its download bandwidth. In this case, each
of these reply packets needs to be sent immediately after the reception
of the verifier’s packets. Furthermore, the reply packets need to be
small in size (typically 40 bytes) and are therefore unlikely to queue
at the bottleneck link. The dispersion between the reply packets—as
measured by the verifier—is likely to correspond to the dispersion of the
packets sent by the verifier on the downlink path to the prover. Note
that this can be done without requiring active cooperation from the
prover by relying on TCP packets (SYN requests and RST replies) [177]
or ICMP echo packets.
By intentionally delaying the second reply probe, a malicious prover
increases the time dispersion between the packet-pairs and consequently
the verifier would measure a bandwidth that is smaller than the genuine
bottleneck bandwidth of the path to the prover. The required delay ∆
for the prover to mount such bandwidth deflation attacks is computed
as follows:
Bclaimed =

S

∆dispersion + ∆
1
1
−
),
∆=S·(
Bclaimed
Bauth

(2.8)
(2.9)

where ∆dispersion is the genuine dispersion between the packet-pairs, ∆
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denotes the additional delay between the packet-pairs, S is the size of
the probes, Bclaimed is the fake claimed bandwidth of the prover and
Bauth is the genuine bandwidth of the prover.
Similarly, a malicious prover or a rogue router can claim a smaller
time dispersion between packet-pairs and consequently inflate its bandwidth (i.e., claim a higher download bottleneck bandwidth). The prover
can delay its reply till both the packets sent by the verifier are received
before sending its packet-pair replies with a time dispersion of its choice.
Alternatively, the prover can predict the reply and “rush” it, ahead of
time, before receiving the corresponding verifier’s packets to decrease
the measured dispersion at the verifier2 . Since the small reply packets
will not queue at the bottleneck link, the prover can then successfully
claim a higher bandwidth than its genuine physical one3 .
Note that malicious provers can also use e.g., available software and
bandwidth shapers (Chapter 3). These shapers cause the same effect
as the attacks described in the previous paragraphs in order to alter
the measured bandwidth of a path in the packet-pair technique.
Demonstration of Delay Attacks
We now demonstrate the feasibility of delay attacks on a well-known
tool, Sprobe [177], that is based on the packet-pair technique. Sprobe
does not require the active cooperation of the prover and makes use of
TCP’s SYN and RST packets to force the remote-host to send packetpairs replies [177].
In our experiments, delay attacks are achieved by means of (i) the
(timer-based) HTB traffic shaper [19] and (ii) an application that modifies the prover’s networking interface. This application replaces the
kernel’s TCP/IP stack by a raw socket and uses an iptable rule to drop
all replies issued by the kernel; it then sends back the reply probes with
the desired delay.
In our experiments, we used 10 and 100 Mbps symmetric physical
connections deployed on three paths: Path1 where the verifier and
2 Note that a malicious prover might be able to predict the reply packets if,
for example, the probe packets sent by the verifier consist of TCP SYN or ICMP
echo packets. The prover can predict the (incremental) sequence numbers of these
packets and therefore craft these packets without receiving the corresponding reply
packets.
3 In case of asymmetric links, the dispersion gain is a function of the difference
between the transmission delay of a large packet on the downlink and that of a
small packet on the uplink direction of the prover.
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Figure 2.7: Delay attacks on the packet-pair technique. (a) Claiming a bandwidth of 10 Mbps on a 100 Mbps downlink connection.
(b) Claiming a bandwidth of 10 Mbps on a 100 Mbps uplink connection. (c) Delay attacks on a 100 Mbps uplink connection. (d)
Delay attacks and traffic shaping on a 100 Mbps downlink connection.

the prover hosts (running Ubuntu v. 7.04 with 1 GB of RAM) are
both located in Switzerland, Path2 where the verifier and the prover
(host running Debian with 2 GB of RAM) are located in Switzerland
and Germany, respectively, and Path3 where the verifier is located in
Switzerland and the prover is located in Illinois, USA. The prover runs
RedHat Linux with 320 MB of RAM. Each data point in our figures is
averaged over 1000 measurements.
Our results are depicted in Figure 2.7. Target bandwidth refers to
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the bottleneck bandwidth claimed by a malicious prover and measured
bandwidth denotes the bandwidth estimated by the verifier. The cumulative distribution functions (CDF) of the conducted measurements
(Figures 2.7(a) and 2.7(b)) suggest that these attacks—whether originating from a modified application or from bandwidth shapers—cannot
be easily distinguished at the verifier’s side from authentic bandwidth
measurements. This renders them hard to detect. In Section 3.1, we
propose a novel scheme to remotely detect artificially inserted delays
within the transmission of packet-pairs.
Our analysis is further validated in Figures 2.7(c) and 2.7(d). Namely, the prover can claim a bandwidth of its choice irrespective of its actual physical download bottleneck4 . These attacks can also be achieved
by bandwidth shapers (Figure 2.7(d)). We further investigate the effect
of traffic shapers on the packet-pair technique in Chapter 3.

2.3

Mitigating Spoofing & Rushing
Attacks

Bottleneck bandwidth measurement tools can make use of lightweight
authentication protocols to counter impersonation attacks.
To counter rushing attacks, the verifier can use pseudo-random functions to generate its request probes such that they cannot be predicted
by the provers and require that the reply probes are correlated in content to its request probes. Alternatively, the verifier can make use
of distance bounding protocols [77, 83] or can require that the prover
authenticates the received pseudo-random probes using a shared key.
Thus, the probability that the prover correctly rushes its replies before receiving the request probes can be made satisfactorily negligible
(O(2−k ) for k-bit probes).
Note that the time required to authenticate each request probe is
negligible compared to the probes’ propagation times. For example,
the time required to encrypt a 1500 bytes message with a 256 bit key
using the AES implementation in the Crypto++ library on an Intel
Core 2 1.83 GHz processor running Windows XP is 19 µs [20]. This
suggests that the overhead of authentication is unlikely to affect the
accuracy of one-packet based measurements. In the case of the packet4 Note that Path2 featured considerable cross traffic during the measurements,
which explains the estimate errors in the figures.
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pair technique, the accuracy of the measurements will be preserved
provided that the time required to authenticate the probes is smaller
than the genuine packet-pair dispersion at the bottleneck link (refer to
Section 2.2.1). For example, in the case where the time to authenticate
a probe is 19 µs, this overhead will not affect the accuracy of measurements based on the packet-pair technique conducted on paths with
1500·8
bottleneck bandwidths of up to 19·10
−6 ≈ 79 Mbps.

2.4

Countering Delay Attacks

Given the absence of tamper-proof hardware, it is hard, if not impossible, for the verifier to fully ensure that the remote provers did not intentionally introduce delays before issuing their replies. In this section,
we discuss and evaluate possible countermeasures to alleviate attacks
on bandwidth estimation given the current Internet architecture.

2.4.1

Mitigating Bandwidth Inflation Attacks in the
Packet-Pair Technique

Given large probe sizes, the packet-pair technique ensures that the upper bound on the upload bandwidth that a malicious prover can claim
is bounded by its physical bottleneck bandwidth. This is confirmed
by our experimental results shown in Figure 2.7(c). In fact, the lower
bound on the time dispersion between large packet-pairs is only determined by the queuing on the bottleneck link. Even if the malicious
prover manipulates the transmission times of its reply probes, they will
queue at the bottleneck link with high probability when their size is
large. Given this, the only viable strategy to claim a higher bandwidth
would be to send each of the packet-pairs using different paths. Note
that a malicious prover can also distribute its authentication credentials to other hosts under its control. In this case, the upper limit on
the claimed bandwidth is bounded by the highest physical bandwidth
of all compromised hosts.

2.4.2 “Reference” Round-Trip Times
Theoretically, delay attacks can be alleviated if the verifier knows an
estimate of the RTT to the prover.
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(a) ǫ = 5 ms.

(b) ǫ = 10 ms.

Figure 2.8: Range of achievable bandwidth claims for ǫ = 5 ms and
ǫ = 10 ms. The dark and light shaded areas represent the achievable
bandwidths that a malicious prover can claim in the one-packet
technique and in the packet-pair technique, respectively.

For instance, in the one-packet technique, if the verifier knows a reference RTT for a medium-size probe packet (approximately 786 bytes)
in the set S of the variable probe sizes, then the bandwidth range that
a prover can claim is bounded by the accuracy ǫ of the estimated reference RTT as follows:
Bauth × (Sk − Sj )
Bauth × (Sj − Si )
≤ Bclaimed ≤
,
ǫ · Bauth + (Sj − Si )
(Sk − Sj ) − ǫ · Bauth

(2.10)

where Bclaimed is the bandwidth claimed by the malicious prover, Bauth
is the genuine bottleneck bandwidth on the prover’s side, Si is the size
of the smallest probe packet used in the variable-size probing set S and
Sk is the size of the largest probe packet in S.
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Figure 2.9: Parsing results of the DNS names of 1,000,000 randomly chosen IPs around the globe.

Similarly, in the packet-pair technique, the download bandwidth
that a malicious prover can claim is bounded by:
S
∆dispersion + ǫ

≤ Bclaimed ≤

S
∆dispersion − ǫ

,

(2.11)

where S is the request probe packet size, ∆dispersion is the time dispersion between the request probe packet-pairs originating at the bottleneck link and ǫ is the acceptable deviation in time from the reference
RTT.
We investigate the benefits of this approach in Figure 2.8 for estimation errors ǫ = 5 ms and ǫ = 10 ms from the reference RTT. Given
the variability of RTTs in current networks and the error ǫ in estimating the reference RTT, this technique can only limit the range of
false claims (within 50% of the genuine bandwidth) in the case where
the genuine bottleneck bandwidths are small (< 5 Mbps). Our results
also show that this technique is not well-suited to upper-bound fake
bandwidth claims in the packet-pair technique. This is due to the fact
that, in most cases, the time dispersion between packets, ∆dispersion ,
is typically small compared to nominal values of ǫ (even when dealing
with small bandwidths).
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2.4.3

Reverse-Resolve DNS Names

By resolving a prover’s IP address into its Domain Name Server (DNS),
the verifier might deduce the prover’s type of Internet connection and
detect false bandwidth claims. For example, if the prover’s DNS name
contains the string “dsl”, it is highly likely that it has a DSL Internet
connection [177]. We evaluated the viability of this proposal through
extensive experiments on 1,000,000 randomly chosen IPs. We classified the obtained DNS names depending on whether they contain the
strings: “dsl”, “cable”, “dial”, “isdn”, “WLAN” and “T1” or “T3”. Our
findings (Figure 2.9) indicate that 34% of the IPs leak their host’s
bandwidth information5 . This information can be used by the verifier
to detect discrepancies in the measured bandwidth. For instance, if the
verifier measures a 10 Mbps download bandwidth while the prover’s
DNS name is “smartuser.dialup.com”, then it is highly likely that there
is an attack on bandwidth estimation.

2.5

Trusted Infrastructure Support for
Bandwidth Measurement

Remote attestation by trusted network components emerges as one of
the few effective alternatives for fully securing bottleneck bandwidth
measurements. In what follows, we briefly outline a scheme that makes
use of trusted edge-routers and we show that our solution effectively
mitigates delay attacks against bandwidth estimation based on the
packet-pair technique.
As shown in Figure 1.2, we assume in our analysis that the bottleneck links reside between the outer-most edge-routers and the endhosts. Sample experiments on PlanetLab [22] nodes confirm that this
is a reasonable assumption. We further assume that edge-routers are
trusted by all entities and can timestamp, generate, and authenticate
packets.
Our scheme for securing packet-pair measurements unfolds as follows: when the verifier wishes to measure the bottleneck bandwidth
of the path to a prover, it sends along that path a request packet
containing the IP address of the prover and the type of bandwidth
5 Our

results could be further improved through the use of “whois” lookup [21]
for domains or given better knowledge of the local providers specific to each country
(e.g., AT&T for DSL in the USA).
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measurement of interest (upload and/or download). Upon reception
of the latter packet, the edge-router connected to the prover measures
the capacity of the bottleneck link it shares with the prover and sends
its measurement results to the verifier. The verifier can validate the
authenticity of the measurement results since they come enclosed with
the signature of the edge-router. To estimate the bottleneck bandwidth
of the link that it shares with the prover, the edge-router proceeds as
follows:

Upload Bandwidth Measurement
Similar to the packet-pair technique, the prover sends two large backto-back packets to the edge-router. Since the latter is located on the
other side of the bottleneck link, it can verify that no additional delay
∆ was introduced between the packet-pairs (the edge-router measures
the time delay between the last bit of the first packet and the first bit
of the second packet and compares it to the dispersion of bits within
each packet). By doing so, the edge-router is certain that both packets
queued at the bottleneck link. It then measures the time dispersion
between the packets to estimate the bottleneck link of the path to the
prover. Unlike the packet-pair technique, note that this measurement
does not require synthetic traffic and can be performed using existing
traffic that traverses the shared link between the edge-router and the
prover.

Download Bandwidth Measurement
To measure the downlink bottleneck of the prover, the edge-router
can estimate the time it takes to upload a packet-pair on the path
to the prover. This can be done using existing traffic that traverses
the shared link or through some traffic generated by the edge-router.
That is, since the bottleneck link is shared by both the prover and
the edge-router, and assuming a high packet transmission rate, the latter’s upload throughput corresponds to the download capacity6 of the
bottleneck link.

6 Note

that the edge-router can estimate the full capacity of the bottleneck link
since it can ensure that no downlink traffic is present at the time of the measurements.
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Remote Detection of
Traffic Shapers
Bandwidth and traffic shapers (e.g., NetLimiter [23], NetEqualizer [24],
HTB [19]) provide effortless routines to conduct delay attacks on bandwidth verification techniques and therefore alter the measured bandwidth of a path. Due to their operation, these shapers do not affect
measurements conducted in the one-packet technique (they cannot delay single transmitted packets); they, however, pose a serious threat to
packet-pair based measurements. In this chapter, we propose a solution
that uses the packet-pair technique to remotely detect the presence of
traffic shapers hosted on various operating systems. This solution does
not depend on the implementation details of shapers. We also discuss
an alternative technique to detect timer-based shapers.

3.1

Main Intuition

In spite of basic implementation differences, most bandwidth shapers
share one common feature; shapers need to delay the transmission of
packets in order to achieve the specified target traffic rate. As discussed
in Section 2.2.1, the end-to-end dispersion between packet-pairs—whose
initial dispersion is much larger than the dispersion infringed by the
bottleneck path—is likely to reflect the sum of the differences between
(the independent) queuing delays at each hop of the second packet and
the first packet, respectively (in a packet-pair) (cf. Equation 2.7).

Chapter 3. Remote Detection of Traffic Shapers
Following from empirical data, we conjecture that the cumulative
distribution function of this sum is symmetric. Given this conjecture,
this means that the cumulative distribution function of the end-to-end
dispersion between packet-pairs originating from traffic shapers also
needs to be symmetric1 . For example, this would be the case if queuing
delays can be modeled as a Poisson (or even gaussian) process.
Given this conjecture, in order to detect the use of traffic shapers,
we calculate the level of symmetry of the measured CDFs of packet-pair
dispersions. We extract the CDF of dispersions2 as follows. We model
the packet-pair dispersion as a discrete random variable and we denote
it by X. We divide the value space of X in M periods of time and we
define X to take values of xi , where i ∈ [1, M ]. M refers to the number
of bins and is experimentally determined. In our experiments, we used
i
bins of sizes 10−6 . We then compute the probability P (X = xi ) = N
N
where Ni is the number of measured packet-pair dispersions within
xi and N is the total number of packet-pair dispersions in the set of
individual path measurements. Subsequently, we extract the CDF of
X as follows:
X
CDF (x) = P (X ≤ x) =
P (X = xi ), i = 1, 2, . . . , M.
(3.1)
xi ≤x

We then separate the path CDF Q in two distinct distributions S1
and S2 at the point where CDF (xi ) = 0.5. This leads to S1 (x) =
P [X ≤ xi ] and S2 = 1 − P [X ≥ xi ]. An example of this matching
procedure is depicted in Figure 3.1(a). We then apply the Jeffrey divergence (a numerically stable symmetric variant of the Kullback-Leibler
divergence [70]) to verify whether the two distributions are similar by
computing:
Symmetry(Q) = DJ (S1 ||S2 ) =

X

s1 (xi ) log2

i

+ s2 (xi ) log2

2s1 (xi )
s1 (xi ) + s2 (xi )

2s2 (xi )
,
s1 (xi ) + s2 (xi )

1 Here, we assume that the dispersion of packets throttled by shapers is greater
than C S . Otherwise, the shaped bandwidth will have a comparable value to
min
the genuine bottleneck bandwidth—which defeats the purpose of using bandwidth
shapers.
2 We use the terms “CDF of packet-pair dispersions” and “CDF of dispersions”
interchangeably throughout the rest of this thesis.
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where s1 (xi ) = S1 (X = xi ) and s2 (xi ) = S2 (X = xi ).
Symmetry(Q) denotes how similar S1 and S2 are. The smaller is
Symmetry(Q), the less extra bits are required to encode samples from
S1 using a code based on S2 and therefore the higher is the likelihood
that the two distributions are similar. In particular, if S1 and S2 are
the same, the similarity value would be close to 0. This also indicates
that a given path Q exhibits symmetric properties.
Note that encoding the CDF in discrete bins could create misalignments when comparing two similar CDFs as shown in Figure 3.1(a).
We counter that by the use of interpolation in order to approximate
the counts (frequencies) for each bin.

3.2

Evaluation Results

To evaluate the performance of our traffic shaper detection, we selected
15 paths and applied two common Linux-based traffic shapers, namely
the Wondershaper script [25] and the HTB shaper [19] with throttled
bandwidth values of: 1500, 2000, 3000, 5000, 6000, 6500 and 7000
kbps, respectively. We measured the selected paths for a duration of 30
minutes per path in the uplink direction (for the reasoning why, refer
to Section 4.2).
We then computed the “level of symmetry” of the measured 15
paths. This was performed for (i) measurements without a traffic
shaper, (ii) measurements using the HTB traffic shaper, and (iii) measurements using Wondershaper.
Conforming with our previous analysis and conjecture, our results
show that shaped paths exhibited significantly high symmetry similarity; we were able to correctly detect 82% of all paths shaped by
both Wondershaper and HTB with a false alarm rate of 18%. In Figure 3.1(b), we depict the detection rates of our scheme versus false
alarm rates.
Although the effectiveness of this detection technique was only confirmed using two shapers, we believe that this shaper-detection based
on the symmetry of the CDF of dispersions is not particular to a specific
traffic shaper and applies to all software that introduce delays within
the transmission of the packet-pairs (cf. Figure 2.7(a)).
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Figure 3.1: Traffic shaper detection. (a) We separate the path
CDF in two distributions at the point where CDF (xi ) = 0.5 and
we compute their similarity score. (b) The detection accuracy
illustrates the other possible operating points of the traffic shaper
detection mechanism.

3.3

Alternative Detection Technique for
Timer-based Shapers

Most Windows-based traffic shapers (e.g., NetLimiter [23]) and some
built-in Linux-based shaper (prior to kernel version 2.6.23) rely on system interrupts to shape incoming and outgoing traffic.
These timer-based shapers can therefore only release packets whenever a system timer interrupt occurs [19]. This suggests that the maximum rate at which a pair of packets can be sent is bounded by the timer
frequency of the underlying operating system. Namely, the maximum
achievable bandwidth claim Bmax is given by Bmax = S · Fsys , where
S is the packet size and Fsys is the system timer frequency. In this
case, the achievable time dispersions between a packet-pair Tnominal
are inversely proportional to the system timer frequency Fsys .
The achievable bandwidth claims using the packet-pair technique,
S·F
Bclaimed , are therefore computed as: Bclaimed = isys , ∀i ∈ N∗ . Given
this, typical values for achievable bandwidth claims are 0.8 Mbps, 0.4
Mbps, 0.2 Mbps, etc. for Windows-based shapers (running at 66.67 Hz)
and 3 Mbps, 1.5 Mbps, etc. for timer-based Linux shapers (running at
250 Hz). Note that the maximum claimed bandwidth is 0.8 Mbps in
66.67 Hz systems and 3 Mbps in 250 Hz systems.
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Figure 3.2: Effect of timer-based shapers on the bandwidth estimation process. Every data point is averaged over 1000 measurements.

To further validate this analysis, we implemented a prototype shaper
script on the prover’s side and we studied its impact on a packet-pair
based measurement tool, the Sprobe tool [177]. Our script uses iptable
rules and the HTB traffic shaper [19] to throttle the bandwidth of the
prover on the fly. Given that the HTB shaper was run on a Linux kernel
older than version 2.6.23, it relied on system interrupts to shape traffic.
We also conducted upload bandwidth measurements on Sprobe using
NetLimiter [23] running on a Windows XP kernel. Our findings in Figure 3.2 confirm our previous analysis; here, the step-wise bandwidth
curves are caused by the limited achievable granularity of Tnominal .
Given this, a straightforward method for detecting timer-based traffic shapers unfolds as follows. After receiving the probe packets sent
by the prover, the verifier measures the dispersions of the packet-pairs
and compares them to Tnominal for typical values of nominal system
timer frequencies. The verifier conjectures that there is a traffic shaper
deployed on the prover’s side if the measured dispersion matches one
of the nominal system timer frequency values.

Limitations
The evaluation of this technique is out of the scope of this thesis and
can be found in [144].
This detection technique based on the comparison of dispersion val43
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ues exhibits, however, a number of limitations that would make it rather
not suitable to be used in practical settings.
In fact, this technique requires precise measurements of packet-pair
dispersions, which might not always be feasible given the presence of
cross traffic in the network, high CPU load on the machines of the
prover and/or verifier, etc. Furthermore, since the granularity of bandwidths that a shaper can produce is small for low bandwidths, bandwidth shapers can emulate a large number of low bandwidths. Given
this, the claims of low-bandwidth provers (e.g., modem users) can be
easily mis-judged to be originating from bandwidth shapers given this
detection technique [144].
Moreover, in most Linux kernels, it is possible to change the system
frequency through kernel re-compilation. As shown in Figure 3.2(a),
a prover can achieve higher bandwidths with lower granularities by
re-compiling its kernel to operate at a higher timer frequency. This
detection method is ineffective in this case.
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Chapter 4

Path Identification using
the Packet-Pair
Technique
In the previous chapters, we analyzed the security of bottleneck bandwidth estimation using the packet-pair technique. In this chapter, we
evaluate another use of the packet-pair technique. More specifically, we
propose and evaluate an automated Internet path identification system
based on packet-pair dispersion. By automated, we mean that our
identification system does not require active user involvement.

Path Identification System
Our path identification system enables the extraction and matching of
Internet path fingerprints for the purpose of host identity verification.
In our system, the verifier checks the prover’s claimed or assumed identity by measuring the path characteristics to the prover and compares it
to previously measured fingerprints stored in a back-end database (Figure 4.1). Similar to the previous observations by Sinha et al. [127], these
fingerprints are based on the probability distribution of the dispersions
between two packets sent back to back in time (refer to Chapter 2). Our
feature, however, does not depend on the value of the bottleneck bandwidth of the measured path. Our system operates by means of a 1-to-1
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Figure 4.1: Internet path identification setup. The verifier measures the path to the prover using a packet-pair profiler and extracts the features (fingerprint) of the path. The verifier then
matches the extracted path fingerprint to the corresponding previously measured and stored path fingerprint.

fingerprint matching and provides an Accept/Reject decision based on
a threshold. This decision is used for application-specific purposes such
as path spoofing or host identity compromise detection (Section 4.4).

4.1

Data Collection Setup

We start by describing our measurement setup and methodology. We
then detail the different measurements that we performed and we present
the collected datasets.
Measurement Setup: To perform the measurements, we developed
a variant of the packet-pair based Sprobe tool [177] that we implemented in C++. Our software takes as input a parameter specifying
whether the tool is used by a verifier or by a prover, the duration of
the measurements, and the probing rate. It then uses these inputs to
interpolate the number of probes to be exchanged and to adopt the appropriate measurement methodology; this can be done in two different
directions: uplink or downlink direction to the prover denoted in the
sequel by up or dw modes, respectively.
The up mode requires the cooperation of the prover to initiate the
packet-pair transmission (Section 2.2.2). The dw mode mimics the operation of Sprobe [177] and as such can be used to measure the packet
dispersions in the downlink direction to the prover without active co46
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Dataset

# Paths

Purpose

# Samples
per run

1
2

8
42

Parameter Selection
Fingerprint Accuracy

3x2x4
2

Table 4.1: Summary of our data collection process.

operation from the prover1 . Since the paths that we considered are
symmetric (i.e., the paths exhibit the same bottleneck bandwidth value
in both the uplink and downlink directions.), both modes are expected
to generate similar results.
Our software outputs the measured dispersions between packetpairs given the chosen configuration.
Data Collection: In our experiments, the data was collected in two
different stages. In each stage, we used both measurement modes, i.e.,
dw and up independently. In the first stage, we performed measurements to select the parameters to be used in the accuracy testing stage
(Section 4.2). More precisely, we evaluated the impact of the measurement time, the probing rate, and the measurement duration on the
extracted features. For that purpose, we measured each path over three
different times of day (10 a.m., 4 p.m. and 12 a.m.), under three different probing rates of 10, 50 and 100 packets per second and for durations
of 5, 30, 60 and 120 minutes. Therefore, a total of 36 measurements
per path were assembled in a period of 90 days. This was performed on
8 different Internet paths; the extracted features in this measurement
stage are labeled “Dataset 1”.
As mentioned previously, the purpose of this first stage of the data
collection process is to extract the measurement parameters that result
in the most stable path fingerprint; these parameters are then used in
the second stage of data collection—the accuracy testing stage. In this
latter stage, we collected data from 42 different Internet paths. The
extracted features in this measurement stage are labeled “Dataset 2”.
This dataset is used to determine the accuracy of our path identification system on a larger scale measurement data and to study the
1 Sprobe [177] makes use of TCP SYN and RST packets to conduct measurements
without active cooperation from the prover. However, most gateways were filtering
TCP SYN packets during our measurements. We, therefore, relied on a UDP-variant
of Sprobe to conduct our measurements.
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effect of common bottleneck bandwidth paths2 (Section 4.2). Table 4.1
summarizes the collected datasets and measurement parameters.

Feature Extraction and Matching
The CDF of the packet-pair dispersions constitutes the main feature
that we used to construct Internet paths fingerprints. Our CDF-based
feature extraction process is similar to the one described in Section 3.1.
Now, we define a measure in order to compute the similarity between
two path fingerprints.
A natural similarity measure would be to compute how much entropy is needed to encode a given probability distribution P into another distribution Q; this would indicate how similar two path fingerprints are. For this purpose, we use the Jeffrey divergence [70] (Section 3.1) to measure the difference between the two distributions. Here,
if P and Q denote the CDFs of two Internet paths to be measured, the
Jeffrey divergence between P and Q (i.e., the entropy required to encode P into Q) is computed as follows:

DJ (P ||Q) =

X
i

p(xi ) log2

2p(xi )
p(xi ) + q(xi )

+q(xi ) log2

2q(xi )
,
p(xi ) + q(xi )

where p(.) and q(.) are probability mass functions. That is, p(xi ) =
P (X = xi ) and q(xi ) = Q(X = xi ).
To make our feature independent of (the value of) the bottleneck
bandwidth, we define our similarity score between two CDFs P and Q
to be the minimum divergence over all discrete steps i as follows:
Similarity(P ||Q) = min DJ (P ||Q).
i

(4.1)

Values of the similarity (matching) score closer to 0 indicate a better
match between the path distributions.

4.2

Performance Analysis

In this section, we evaluate the performance of our path identification
system.
2 In
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this case, the common bottleneck links were verified using traceroute [26].

4.2. Performance Analysis

4.2.1

Evaluation metrics

We evaluate two hypotheses based on matching path fingerprints: (i)
the null hypothesis Ho states that the two paths match and (ii) the
alternative hypothesis Ha refers to the conjecture that the two paths
do not match. Here, there are two possible errors: False Match and
False Non-Match. In our case, the former is equivalent to a decision
that the measured path fingerprint belongs to the genuine path, while
in reality it does not. We refer to it as a False Accept. The latter is
equivalent to a decision that the path fingerprint does not correspond
to the genuine path, while it should. We refer to it as a False Reject.
The False Accept Rate (FAR) and False Reject Rate (FRR) represent the frequencies at which the above errors occur. The Equal Error
Rate (EER) denotes the error rate at which both FAR and FRR are
equal. The EER is widely accepted as a single metric for the accuracy of an identification system [27]. We use the Receiver Operating
Characteristic (ROC) to visualize the accuracy performance. The ROC
models the FRR for different FAR values. In our performance analysis,
we will make use of both the EER and the ROC metrics.
We estimate the ROC and EER as follows. We compute the similarity score between all reference and test fingerprints from all considered
paths in a given experiment. We then separate these scores in two
categories: genuine and imposter. The genuine category includes all
scores obtained from matching two fingerprints from the same path.
The imposter category contains all scores obtained by comparing two
fingerprints from different paths. Given that each score represents the
similarity between two fingerprints (path identities), we compute the
rate of falsely rejected and falsely accepted fingerprints given a threshold. The scores from the genuine category that are above this threshold
indicate the number of false rejects (FRR), while the scores from the
imposter category that are below the threshold indicate the number
of false accepts (FAR). The EER is the error rate where both FAR
and FRR are equal. The value T of the EER-based threshold is our
reference for an accept/reject decision. If the similarity between the
reference and a test fingerprint is smaller than T , then the fingerprints
match; otherwise the fingerprints do not match.
Note that low EER values indicate that the paths under consideration exhibit large dissimilarities and are therefore well identifiable.
Conversely, if the EER value is high, these paths present more similarities and cannot be well distinguished from each other.
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4.2.2

Parameter Selection (Dataset 1)

Here, we investigate the parameter selection for our proposed system.
Measurement Duration: We applied our EER metric and compared all fingerprints of different durations (5, 30, 60 and 120 minutes)
by fixing the measurement mode, the measurement time, and the probing rate. For all combinations, our system scored an EER = 0% in the
case of measurements in the up mode, i.e., there were no introduced
errors by changing the measurement duration. In the case of measurements in the dw mode, the EER was approximately 8%; this shows
that the CDFs of the measured paths were “more similar” to each other,
when compared to the up measurement mode. Given this, we can conclude that the duration of the measurements does not deteriorate the
fingerprint of an Internet path.
Probing Rate: We performed measurements using three probing
rates: 10, 50 and 100 packets per second. At a probing rate of 10 packets/sec, our path identification system exhibited instability in the case
of the measurements in the up measurement mode. Figure 4.2(a) shows
that the path signatures collected with a probing rate of 10 packets/sec
differ with the signatures collected at 50 and 100 packets/sec. An error
of approximately 10% (0.1) was introduced in the system identification
accuracy. The error between signatures at 50 and 100 packets/sec was
below 0.5%. We conclude that low probing rates (e.g., 10 packets/sec)
tend to smoothen the path characteristics. We believe that this is due
to the fact that when the probing rate is low, there is considerable
likelihood that cross traffic penetrates between the packet-pairs and
therefore renders their dispersion more “homogeneous”. This observation also applies to measurements in the dw mode (Figure 4.2(b)).
Measurement Time: Finally, we considered the effect of the measurement time. Here, measurements were performed at 10 a.m., 4 p.m.
and 12 a.m. (midnight), respectively. In the case of measurements in
the up mode, the EER for same time of day measurements were close
to 0, while cross-matching between them increases the EER to 5% and
2% for the measurements between 10 a.m. and 4 p.m. and 4 p.m. and
12 a.m. respectively (Figure 4.2(a)). In the case of measurements in
the dw mode, such fluctuations were not observed.
50

4.2. Performance Analysis
0.7
10 vs 50 pkts/s
50 vs 100 pkts/s
10 a.m. vs 4 p.m.
4 p.m. vs 12 a.m.
EER line

0.4

0.3

0.2

0.1

10 vs 50 pkts/s
50 vs 100 pkts/s
10 a.m. vs 4 p.m.
4 p.m. vs 12 a.m.
EER line

0.6
False Reject Rate (FRR)

False Reject Rate (FRR)

0.5

0.5
0.4
0.3
0.2
0.1

0
0

0.1

0.2
0.3
0.4
False Accept Rate (FAR)

0.5

(a) Measurements in the up mode

0
0

0.1

0.2
0.3
0.4
False Accept Rate (FAR)

0.5

(b) Measurements in the dw mode

0.7
up
dw
EER line

False Reject Rate (FRR)

0.6
0.5
0.4
0.3
0.2
0.1
0
0

0.1

0.2
0.3
0.4
False Accept Rate (FAR)

0.5

(c) Measurements in the up and dw
modes

Figure 4.2: Effect of measurement parameters using ROC (Dataset
1). For each measurement mode dw and up, we show the effect of
the probing rate and the measurement time. The duration of the
measurement proved to have no effect on the error and is therefore
not visualized.

The impact of the measurement parameters on the fingerprint accuracy is summarized in Figure 4.2(c). Given the above results, we
conclude that stable path fingerprints can be extracted at a probing rate
of 50 packets/sec for a period of 30 minutes. Note that, for our subsequent accuracy testing stage, the measurements are performed at
random times during the day in order to evaluate the system accuracy under practical settings. This also suggests that our fingerprint
extraction does not require a controlled setup as it can be performed
efficiently in a small duration of time at any time of the day.
51

Chapter 4. Path Identification using the Packet-Pair Technique
1

1
up
dw
EER line

0.8

ch−zurich
us−dallas
aus−sydney
EER line

0.9
False Reject Rate (FRR)

False Reject Rate (FRR)

0.9

0.7
0.6
0.5
0.4
0.3
0.2
0.1

0.8
0.7
0.6
0.5
0.4
0.3
0.2
0.1

0
0

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
False Accept Rate (FAR)

(a) ROC over all 42 paths

1

0
0

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
False Accept Rate (FAR)

1

(b) Within bottleneck group

Figure 4.3: Path identification using ROC (Dataset 2). (a) Accuracy of our path identification over that entire set of 42 Internet
paths. Three measurements per path at random times of day were
performed (with a fixed probing rate of 50 pkts/s and measurement
duration of 30 min). The results show an EER of approximately
14% and 8% for measurements in the up and dw modes, respectively. (b) Accuracy within the paths in our 3 bottleneck groups
(Zürich, Dallas, and Sydney). Within each group we observe much
higher EERs, i.e., more path similarity.

4.2.3

Accuracy Analysis (Dataset 2)

Following from the aforementioned analysis, we proceed to analyze the
accuracy of our path identification system given the selected measurement parameters. Recall that this accuracy analysis is performed on
Dataset 2 that contains measurements performed on 42 Internet paths
for each measurement mode (dw and up).
Figure 4.3(a) shows the ROC curves of our resulting system for
both dw and up measurements. The obtained EER was approximately
7% and 14% for dw and up measurements, respectively. This means
that our system successfully verifies Internet path fingerprints based on
the CDF of dispersions with a genuine accept rate (GAR) of 93% and
86% for dw and up measurements. As expected, the accuracies of both
measurements modes are comparable.
Impact of Common Bottleneck Links: While the ROC curves of
the measured Internet paths provide an estimate of our system’s accuracy, they do not explain “correlations” between the CDFs of certain
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paths. In the case of some measurements, our system scores the highest EER (14%), which implies that certain paths exhibit comparable
fingerprints. We believe that this is the case when the paths share
common bottleneck links.
To verify this intuition, we analyzed the impact of common bottleneck links on the extracted fingerprints. Using traceroute, we were
able to confirm that there were at least three distinct groups of paths
in our dataset that each shared common bottleneck links (in Zürich,
Dallas, and Sydney). Each group consisted of approximately 3-4 different paths with the same bottleneck link. Figure 4.3(b) shows the ROC
within each group. We observe much higher equal error rates, approximately 25% to 35%, i.e., the paths within these groups exhibit high
similarity. This confirms that these fingerprints are largely dependent
on the bottleneck link of the paths under investigation.
In summary, our experiments and analysis demonstrated that Internet path fingerprints based on the CDF of packet-pair dispersions
can be used to identify paths. These path fingerprints are dependent
on the bottleneck links of paths, which suggests that those paths with
common bottleneck links are likely to exhibit similar fingerprints.
Remark 4.1 Given this, we expect that routing modifications (e.g.,
replacing link, changing path route) on the path between the verifier
and the prover would also alter the path fingerprint. If the modified
path route still involves the same previous bottleneck link, the resulting
fingerprint of the new route is likely to remain similar to that of the path
with the previous routing configuration. Otherwise, the fingerprint of
the new path route is unlikely to be “similar” to the old path fingerprint.

4.3

Impersonation of Path Identities

In this chapter, we showed that the CDF of packet-pair dispersions
constitutes a stable fingerprint to identify Internet paths. However,
the dispersions between packet-pairs can be easily modified by introducing intentional delays (Chapter 2) or by using bandwidth shapers
(Chapter 3). In what follows, we investigate whether dispersion-based
path fingerprints can be forged by an attacker who aims at impersonating a given path. In particular, we analyze the ability of an attacker
to convince a verifier of accepting a path fingerprint of its choice. This
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analysis is especially important to determine whether path identification using the packet-pair technique is useful in security contexts.
We say that an impersonation attack is successful if: (i) the matching score between the target fingerprint and the genuine fingerprint is
above the nominal EER-based threshold and (ii) the matching score between the target fingerprint and that measured by the verifier is below
the nominal EER-based threshold.
In essence, an adversary A can impersonate a path H if it can
convince a verifier that the CDF of the dispersions of its path to the
verifier corresponds to the CDF of dispersions of path H.
Necessary Conditions for Path Impersonation: In what follows,
we analyze the feasibility of impersonating a path H, when the attacker
is located on a given path G.
Let CDFi denote the CDF of the packet-pair dispersions pertaining
to path i as measured by a central verifier V. As shown in Figure 2.6,
CDFi is mainly composed of three components: the post-narrow link
2
B
effect CDFiP with variance σCDF
P , the bottleneck link effect CDFi
i

2
C
with variance σCDF
with variance
B and the cross traffic effect CDFi
i

2
2
σCDF
C . Furthermore, let σi refer to the cross traffic variance on the
i
path i (connected to V).

Claim 4.1 An adversary A connected to a verifier V through path G
cannot successfully impersonate a path H if (i) CDFG (x) < CDFH (x),
2
2
2
for a number of dispersion values x or if (ii) σG
≫ min(σCDF
P , σCDF B ,
2
σCDF
C ).

H

H

H

We now state the main intuitions behind this claim. To forge the
fingerprint of a path, the adversary can only try to manipulate the
dispersion between the packets. Assuming the use of the secure bandwidth estimation scheme described in Section 2.3, the adversary cannot send the probe packets ahead of time. Moreover, in Section 2.4,
we showed that the packet-pair technique prevents bandwidth inflation attacks. That is, A cannot claim smaller dispersions between
packet-pairs due to the limitation imposed by the bottleneck channel.
This suggests that A can only increase the dispersion between packets (i.e., A can only delay the probes) and cannot decrease x, ∀x. If
CDFH (x) > CDFG (x), for a considerable number of dispersion values x, little can be done by A to claim a distribution that matches
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Figure 4.4: Example of impersonation of an Internet path using
traffic shapers and intentional delays.

CDFH with a similarity value that is below the EER-based threshold.
2
2
2
2
Similarly, if σG
≫ min(σCDF
P , σCDF B , σCDF C ), then any intentional
H
H
H
delay that A introduces between its packet-pairs to forge a path fingerprint (whether this delay originates from a bandwidth shaper or by
“manually” delaying packets) is unlikely to match the corresponding
dispersion in CDFH given the EER threshold. Note that A can eas2
ily increase the variance of its path, σG
, by adding additional delays.
2
However, A cannot decrease σG .
2
2
On the other hand, when CDFH < CDFG and σG
< max(σCDF
P,
H

2
2
σCDF
B , σCDF C ), then impersonation attacks might be successful if A
H
H
knows CDFH . In Figure 4.4, we demonstrate an impersonation attack
performed using a prover and a verifier in Zürich, Switzerland. In this
attack, the prover was able to impersonate the CDF of the dispersions of
a path originating from Sydney, Australia (the characteristics of these
paths meet the above impersonation requirements). This attack was
achieved by using a combination of bandwidth shapers (throttling 70%
of the traffic at a rate of 37.1 Mbps and 10% of the traffic at a rate of
90.9 Mbps) and by adding intentional delays before the transmission
of 20% of the probe packets (to mimic the cross traffic present in the
original channel).
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It is important to note that even if the aforementioned conditions3
for impersonating a given path are met, there are still a number of
challenges that the adversary has to overcome in order to successfully
impersonate the target path. Namely, the adversary has to know the
fingerprint of the target path. Note that this is not a trivial task;
although the path fingerprint that we consider depends on the bottleneck link, it can also depend on the path to the verifier that extracts
it. More precisely, although the adversary can estimate CDFiB and
CDFiP directly by sending probe packets to the prover, it might not
2
be able to estimate CDFiC nor its variance σCDF
C . We point out that
i

CDFiC depends on the cross traffic that is exhibited by a specific path
to the verifier; the adversary might therefore need to know the properties of the path between the verifier and the prover in order to estimate
CDFiC .

4.4

Implications

In what follows, we analyze the implications of our findings in this
chapter. More precisely, we outline a number of application-scenarios
that can benefit from our proposed path identification scheme.
Hardening Impersonation and Sybil Attacks: Given our findings, a natural application of Internet path identification using the
packet-pair technique lies in hardening impersonation and spoofing attacks. Recall in this case that several conditions need to be satisfied to
successfully forge the CDF of dispersions of Internet paths (Section 4.3);
depending on the attacker’s bandwidth and location, these conditions
might not always hold.
Measuring the path capacity and fingerprint can also be used to
increase the cost and effort of mounting Sybil attacks [102] (where a
malicious host creates multiple identities to e.g., alter reputation systems) or of managing hidden local botnets. Since hosts that pertain
to the same local network are likely to share the same bottleneck link,
their path signatures would be similar.
To ensure that Sybil attacks and impersonation attacks remain undetected, an attacker would then have to either use different machines
3 That
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located on different paths or to constantly forge the signatures of other
paths (when this is feasible).
Uncovering Relay Nodes in Anonymizing Networks: Current
anonymizing networks (e.g., TOR [60]) rely on routing network traffic
through a number of relay nodes in order conceal the Internet activity
of users.
Our findings suggest that the CDF of packet-pair dispersions can be
used to identify Internet paths. This also suggests that our scheme for
Internet path fingerprinting can be used to identify the relay nodes that
are used in anonymizing networks to forward traffic. By comparing the
path fingerprints between relay nodes, the attacker can identify whether
the same relay node was used across distinct routes. In the best case,
the (geographic) location of the relay nodes can also be recovered if the
attacker possesses a large number of path fingerprints.
Such information leakage might threaten the anonymity of users
that use anonymizing networks. We therefore hope that our findings
motivate further research along this direction.
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Summary & Related
Work
In this chapter, we present an overview of the related work in the areas
of end-to-end network measurements, path characterization techniques,
and fingerprinting techniques and we summarize our findings in this
part.

Related Work
Network Measurement Tools: End-to-end network measurements
can be mainly divided into two main categories: passive and active
measurements.
Passive network measurement tools rely on monitoring existing traffic between end-hosts to extract their estimates. These tools do not generate extra traffic for measurement purposes and typically use packet
capture libraries to monitor traffic and to extract various metrics of
interest. Several tools for passive measurements exist, such as Nettimer [155] (for bandwidth estimation), Viznet [28] (for throughput
tests), sting [29] (for latency tests), etc.
These tools require that existing traffic suits their mode of operation in order for them to produce an indicative estimate [177]. For
instance, MultiQ [146] is a passive capacity measurement tool that detects multiple congested links along a path from packet data or TCP
acknowledgments inter-arrival times.
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On the other hand, a large number of tools actively generate probe
traffic to extract their estimates about the network state. Most of
these tools do not require cooperation from the measured host. Several
tools for active network measurements have been proposed; CAIDA [30]
hosts a comprehensive list of these tools along with their measurement
functions. Examples include Pathchar [10], and Sprobe [177] measuring
the bottleneck bandwidth, Cprobe and Spruce measuring the available
bandwidth. Several other tools aim at measuring the roundtrip times
(RTT), latency, delay, and the throughput of an end-to-end path, such
as traceroute [26], mtr [31], ping [32], etc. The block transfer method
is the conventional mean to measure the data rate of a path. Here, the
verifier asks the prover to download/upload a full block of data and
computes the transfer rate.
A thorough analysis of the security of network measurements in
adversarial settings can be found in [139, 144].
ShaperProbe [33] is a tool that is designed to detect rate-limiting
originating from Internet Service Providers (ISPs). For that purpose,
ShaperProbe monitors the bandwidth of each user; when a user has
a large data rate for the first few bytes, and then witnesses a rate
deterioration, then it is highly likely that his ISP is likely to be throttling his traffic. In this respect, our traffic shaper detection technique
(Chapter 3) can be applied to detect shaping both at the machine of
the prover or at the ISP level faster in time (as it only requires the
exchange of few packet-pairs).
Path Characterization: The literature contains a number of contributions that aim at evaluating the accuracy of network measurements
and path characterization techniques. However, as far as we are aware,
none of these contributions analyzed the security vulnerabilities of existing techniques and tools in adversarial settings. Sprobe [177], for
example, assumes that all remote-hosts are trustworthy (i.e., honest)
and do not modify their networking interface.
Lai et al. [154] propose a deterministic technique for packet delays
in order to measure link bandwidths. Their technique combines both
the one-packet and the packet-pair techniques. Pasztor et al. [168] propose a delay variation based route model as a means to formalize and
extend the underlying principles of the packet-pair technique. Dovrolis et al. [103, 104] analyze packet-pair measurements and show that
packet-pair measurements follow a multimodal distribution. Walters
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et al. [190] propose to mitigate internal attacks against measurementbased adaptation mechanisms in overlay networks. For that purpose,
they combine statistical anomaly detection mechanisms and reputationbased techniques. Kapoor et al. [137] propose a bottleneck bandwidth
estimation technique that combines both packet-pair dispersion measurements and delay measurements in order to filter out noisy measurements. While this technique might be effective against sporadic
noise, it does not address the impact of malicious provers that always
distort the measurements by delaying their probes. Similarly, Goldberg et al. [114] analyze protocols for monitoring the link quality in the
presence of adversaries. Their technique can be useful in settings where
the adversary selectively manipulates the exchanged packets’ transmission times, but are not effective in the case where a malicious prover
adopts a consistent cheating strategy in which it always delays/“rushes”
its packets. Kaafar et al. [134] analyze the impact of delay attacks on
Internet coordinate systems and propose the use of trusted surveyor
nodes to counter these threats.
A number of methods based on statistical outlier detection [130,182,
183, 190, 198] have been also proposed to enhance the detection rate of
fake bandwidth claims.
One possible solution to secure network measurements is to use
tamper-resistant hardware [131] to prevent hosts from tampering with
their network interface. However, this hardware comes at a high cost
nowadays. Some other schemes were proposed in the scope of securing
RTT-based measurements [93] and assume a distance-bounding context
whereby the prover needs to attest that it is within the proximity of
the verifier; the prover, therefore, does not have incentives to mount
delay-based attacks in this setting. This is not the case in packet-pair
measurements; for example, a malicious prover might have considerable
incentives to fake its bandwidth (free-riding in P2P networks [178]).
Fingerprinting techniques: The premise of fingerprinting Internet
paths using the packet-pair technique was first observed by [127]. That
study focuses on visual observation of the stability of the CDF of packetpair dispersions over time; neither fingerprint matching, nor metrics
were proposed to the application of path identification. In Chapter 4,
we present a complete path identification system. We propose a fingerprint matching technique to compare paths and we evaluate the path
identification accuracy based on well-defined metrics. We also show and
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quantify experimentally that the CDF of dispersions is bottleneck-link
dependent. Finally, we develop strategies to analyze and evaluate the
robustness of such path fingerprints to impersonation.
On the other hand, matching techniques are typically comprised of
geometric (e.g., Euclidean distance), information-theoretic (e.g., Kullback-Leibler divergence) [70] and statistic approaches (e.g., hypothesis testing, classifiers) [129]. Given that the Internet path fingerprints are sampled probability distributions of packet-pair dispersion,
information-theoretic measures provide robust means to compare them
in terms of encoded entropy. Such measures have been used in a number of fields including document retrieval [166], image retrieval [170],
etc. Given that matching-based identification systems usually result in
two types of errors, i.e., two samples match or do not match, the corresponding identification systems are often evaluated in terms of EER
and Receiver Operatic Characteristics [73].
We further note that concepts of fingerprinting have been widely
applied in wireline and wireless networks. For instance, network devices
have been fingerprinted on the physical [152] and logical [34] layers.
The channel between wireless devices has also been explored to provide
unique information to extract cryptographic keys and to detect location
modifications and spoofing [87].

Summary
A great deal of lessons can be extracted from the operation of current
bottleneck bandwidth estimation tools. We therefore hope that our
findings hint application designers on the design of secure bandwidth
measurement tools.
“Security” Prospects of Current Techniques: Until recently, the
accuracy and the overhead of bandwidth estimation techniques have
highly influenced the decision of application designers to choose a certain estimation technique (e.g., the one-packet technique or the packetpair technique) given the requirements of their applications [154, 177].
However, “security” is another important factor that needs to be taken
into account to ensure consistent bandwidth measurements. Although
the design of current techniques cannot give “bullet-proof” security
guarantees, our findings suggest that some techniques are likely to perform better than others in different adversarial settings. On one hand,
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Packet-Pair
One-Packet

DW. BW.
Deflation

DW. BW.
Inflation

UP. BW.
Deflation

UP. BW.
Inflation

BW. Shaper
Attacks

X
X

X
X

X
-

X
-

X

Table 5.1: Summary of the security features of bottleneck bandwidth estimation techniques. “DW. BW.” refers to “download
bandwidth” and “UP. BW.” denotes “upload bandwidth”. X, “” and “X” refer to the cases where an attack cannot be mitigated,
an attack can be partially countered and an attack can be fully
countered, respectively.

the packet-pair technique cannot prevent malicious provers from inflating nor deflating their download bandwidth claims. Although it can
successfully deflate its upload bandwidth, a malicious prover cannot
inflate its upload bandwidth claims given large probes in the packetpair technique. An important observation here is that bandwidth deflation/inflation attacks on the packet-pair technique can be achieved by
bandwidth shapers, and thus can be easily realized by malicious provers.
On the other hand, delay attacks on the one-packet technique requires
the alteration of the provers’ networking interfaces, since bandwidth
shapers cannot affect one-packet based measurements. Bandwidth manipulation attacks mounted by modest-bandwidth provers might be
successfully mitigated in both techniques (with the exception of download bandwidth inflation attacks) if the verifier knows an estimate of
the RTT to the prover. A summary of these observations is outlined in
Table 5.1.
The Need for Active & Cooperative Measurements: Previous
work [177] argues that bandwidth estimation tools should be designed
to work in uncooperative environments in order to scale to a large
number of hosts. Although this is indeed a desirable property, we find
support for uncooperative environments rather unrealistic. In fact, endto-end security would impair the use of bandwidth monitoring tools in
passive and uncooperative environments as it involves active end-host
cooperation e.g., for source authentication. We therefore believe that
cooperative environments present themselves as vital “playgrounds” for
secure end-to-end bandwidth monitoring in the current Internet.
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Part II

Outsourcing of
Cryptographic
Computations

Chapter 6

Introduction
Current networks connect a wide range of heterogeneous devices that
are equipped with various computational resources such as RFID tags,
pacemakers, mobile devices, laptops, desktops, etc. Irrespective of its
computational power, almost every device is expected to perform cryptographic computations to securely integrate in current networks; devices are often required to exchange Diffie-Hellman keys [83], encrypt
data, decrypt data, sign messages, etc.
Thus, the task of designing primitives that enable the secure outsourcing and verification of cryptographic computations proves to be
useful in a considerable number of application-scenarios. Techniques
for securely verifying cryptographic computations can, for instance,
be used by computationally-limited devices to outsource their cryptographic operations to other, more powerful devices. For example,
given that RFID tags are not designed to perform extensive cryptographic computations, these tags could make use of these techniques to
securely outsource (parts of) their cryptographic computations to another powerful device in order to sign a message or to establish an authenticated channel. The secure outsourcing of cryptographic computations also finds applicability in constructing client puzzles and Proofof-Work (PoW) systems, in which a client needs to demonstrate to a
verifier that it has performed a certain amount of computations. These
systems are mainly used in the protection against Denial-of-Service
(DoS) attacks [140, 175, 187, 195] and in the verification of computing
performance [80, 181].

Chapter 6. Introduction
Cryptographic computations are typically outsourced to powerful
servers that are not necessarily trustworthy and whose environment
cannot be controlled. For example, computations can be outsourced
to existing distributed computing platforms; these platforms reduce
the cost and time to execute computations by harnessing the computing power of millions of volunteers. Some of these platforms are
already involved in performing extensive cryptographic computations,
such as brute-force breaking encryption schemes. For example, DES
(16-round, 56-bit key) was broken in a record time of 22 hours and 15
minutes [35] with the help of a large number of volunteer nodes from
the distributed.net [35] platform.
In this part, we complement existing work in the area and we propose two novel schemes that consider different aspects of securing the
outsourcing of cryptographic computations to untrusted hosts. More
specifically, we consider the following problems: (i) given that a device
is computationally limited, how can it securely and efficiently verify
the integrity of the modular exponentiations (e.g., the verification of
RSA signatures)? (ii) Given that the outsourced computations might
be performed on sensitive data (e.g., on sensitive messages), how can
a device outsource a cryptographic search problem without leaking information about the sensitive instances and/or solutions of the cryptographic search?
In our first contribution, we propose a novel scheme that enables
the secure outsourcing of modular exponentiations. More precisely, we
propose low-cost client-puzzles based on modular exponentiation and
we show that our puzzles enable a computationally-limited verifier to
securely and efficiently verify the outcome of modular exponentiations
that are outsourced to an untrusted helper. Our constructions are
based on a reasonable intractability assumption in RSA: essentially the
difficulty of factoring a large semi-prime RSA modulus when the RSA
private key is small and the corresponding public key is larger than
the modulus by several orders of magnitude. These puzzles indirectly
complement our previous work on the secure verification of bandwidth
performance, conducted in Part I of this thesis; we also show that our
proposed puzzles can be used to securely verify yet another performance
metric—the computing performance of devices.
In our second contribution, we show that distributed (brute-force)
cryptographic searches can be performed without leaking information
about the sensitive search instances to the parties that are involved
in the search process. For that purpose, we consider a setting where
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an entity has access to a ciphertext (and possibly its corresponding
plaintext) and wants to brute-force search for the corresponding encryption key with the help of a set of helper nodes given the following
constraint: no helper node should learn the input plaintext and/or
the decryption key. We refer to the outsourced key searches in which
the helpers do not learn the plaintext or the key by plaintext-hiding
and key-hiding searches, respectively. We propose privacy-preserving
solvers for plaintext-hiding and key-hiding searches based on a number
of encryption algorithms. Our results also show that current distributed
key searches (e.g., the DES challenge [9], the WPA cracker [36]) can be
effectively used to conduct massive brute-force decryption of sensitive
ciphertexts (when such a search is feasible) while making the nature
and purpose of an outsourced key search oblivious to the participating
nodes.

Contributions
Our contributions in this part are summarized as follows:
- We propose low-cost puzzles based on modular exponentiation that
reduce the cost incurred on the puzzle generator in existing modular
exponentiation puzzles and we validate the performance of our puzzles
through experiments on a number of PlanetLab nodes [22].
- We show how our puzzles can be integrated in protocols used for
the remote verification of computing performance, and for the DoS
protection.
- We show that a number of public-key cryptosystems enable a straightforward construction of plaintext-hiding and key-hiding searches.
- We show that privacy-preserving solvers for plaintext-hiding searches
can be efficiently constructed in most block cipher modes, and can be
directly integrated in current distributed computing platforms.
- By leveraging on plaintext-hiding solvers, we propose constructions
of privacy-preserving solvers for key-hiding searches in block ciphers.

Outline
The remainder of this part is organized as follows. In Chapter 7, we
describe our puzzles that enable the efficient and secure verification of
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modular exponentiations. In Chapter 8, we propose novel solutions that
enable the privacy-preserving outsourcing of brute-force key searches.
Finally, Chapter 9 overviews the related work and background information.
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Chapter 7

Secure Verification of
Modular
Exponentiations

In this chapter, we address the problem of the secure outsourcing and
verification of modular exponentiations. More specifically, we propose
constructions for verification-efficient cryptographic puzzles based on
modular exponentiation. Our constructions are based on a reasonable
intractability assumption in RSA: essentially the difficulty of factoring
a large semi-prime RSA modulus when the RSA private key is small
and the corresponding public key is larger by several orders of magnitude than the modulus. We also discuss puzzle constructions based on
CRT-RSA [76]. Given a semi-prime modulus N , the costs incurred on
|
the verifier in our puzzle are decreased by a factor of |N
k when compared to existing modular exponentiation puzzles, where k is a security
parameter. We further show how our puzzles can be used for enhancing the resilience against DoS attacks, and for the remote verification
of computing performance of devices.

Chapter 7. Secure Verification of Modular Exponentiations

7.1
7.1.1

Preliminaries
Client Puzzle Properties

Here, we state the security notions of client puzzles as introduced in [86].
Later on, we will rely on these notions to prove the security of our
proposals given the model of Chen et al. [86].
Definition 7.1 A client puzzle P uz is given by the following algorithms [86]:
• Setup is a probabilistic polynomial time setup algorithm that is
run by the puzzle generator. Given a security parameter k, it
selects the key space S, the hardness space T , the string space
X , the puzzle instance space I and puzzle solution space P. It
then selects the puzzle parameters params ← (S, T , X , I, P). The
secret s ∈ S is kept private by the puzzle generator.
• GenPuz is a probabilistic polynomial time puzzle generation algorithm that is run by the puzzle generator. On input s ∈ S, Q ∈ T
and a ∈ X , it outputs a puzzle instance puz ∈ I.
• FindSoln is a probabilistic solution finding algorithm. On inputs
puz ∈ I and a run time τ ∈ N , it outputs a potential solution
soln ∈ P after at most τ clock cycles of execution.
• VerAuth is a puzzle authenticity verification algorithm. On inputs
s ∈ S and puz ∈ I, it outputs true or false.
• VerSoln is a deterministic solution verification algorithm. On
inputs s ∈ S, puz ∈ I and a solution soln ∈ P, it outputs true
or false.
It is required that if params ← Setup(k) and puz ← GenPuz(s, Q, a)
where s ∈ S, Q ∈ T and a ∈ X , then (i) VerAuth(s, puz) = true, (ii)
∃τ ∈ N such that soln ← FindSoln(puz, τ ) and VerSoln(s, puz, soln) =
true [86].
Definition 7.2 (Puzzle-Unforgeability.) A client puzzle P uz is
UF (unforgeable) if the probability that any probabilistic polynomialtime adversary M succeeds in producing another puzzle instance P ¯uz,
such that P ¯uz was not previously created by the puzzle generator and
V erAuth(P ¯uz) = true, is a negligible function of k [86].
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Definition 7.3 (Puzzle-Difficulty.) Let ǫk,Q (.) be a monotonically
increasing function, where k is a security parameter and Q is a hardness
parameter. A client-puzzle P uz is DIFFk,Q if for all τ ∈ N, for all
security parameters k ∈ N, for all Q ∈ N, the success of any adversary
M, that is restricted to τ clock cycles of execution, is bounded by ǫk,Q (τ )
in solving P uz [86].

7.1.2

Rivest’s Repeated-Squaring Puzzle

In [175], Rivest et al. proposed a non-parallelizable time-lock puzzle
based on repeated-squaring to enable “time-release cryptography”.
In this puzzle, the puzzle generator encrypts a message M into a
a
ciphertext C as follows: C = (M + X 2 ) mod N given an integer
X, a large integer a and an appropriate semi-prime modulus N . This
computation can be performed efficiently using the trapdoor offered by
a
a
Euler’s function: X 2 mod N ≡ X 2 mod φ(N ) mod N . On the other
a
hand, to acquire M from C, the client needs to compute X 2 mod N
in log(2a ) ≈ a modular multiplications.
When used as a client-puzzle (e.g., [181]), this puzzle is used such
a
that the prover is required to compute X 2 mod N given X, a and N .
This computation is then verified by the puzzle generator through the
trapdoor offered by Euler’s function in O(log(N )) modular multiplications.

7.1.3

RSA with a Small Private Exponent

The RSA cryptosystem [174] is the most widely used public-key cryptosystem. Let N = pq be the product of two large and distinct primes
and let e and d be inverses modulo φ(N ) = (p − 1)(q − 1). Throughout
the rest of the chapter, we assume that p and q are balanced primes;
that is, |p| ≈ |q|. For k ∈ N+ (N+ ← N − {0}), the public RSA key e
and the private RSA key d satisfy: e · d − 1 = k · φ(N ).
It is known that RSA is insecure when e ≤ N 1.875 and d is small [71,
75, 90–92, 98, 107, 122, 123, 147, 162, 196]. Existing attacks on this class
of “weak” RSA keys are mostly based on Wiener’s attack [196] and/or
on Boneh and Durfee’s attack [75]. Wiener’s continued fraction at1
tack [196] can be used to factor N when e ≤ N and d < N 4 −ǫ and
Boneh and Durfee’s lattice-based attack [75] shows that private exponents up to N 0.2929 can be factored when e < N 1.875 .
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Blömer et al. [71] further generalized Wiener’s attack to factor N
in polynomial time for every e ≤ N satisfying ex + y ≡ 0 mod φ(N ),
where x and y are short. Gao1 and Howgrave-Graham and Seifert [128]
extended these attacks to factor N given several common modulus instances of RSA with d < N 0.4 and e ≤ N .

7.1.4

Low-Cost Decryption in RSA

In this chapter, we consider RSA keys that do not belong to the weak
class of RSA keys, but enable low-cost decryption in RSA. More specifically, we consider the following class of RSA keys:
Class A: Class A is defined as the set of all RSA keys (N, e, d)
where: N = pq, p and q are two large balanced primes, e ≥ N 2 such
that gcd(e, φ(N )) = 1 and d is small such that ed − 1 ≡ 0 mod φ(N ).
When (N, e, d) ∈ A, the fastest known algorithm that computes d
from (N, e) runs exponentially in time with |d|. This hardness assumption on class A is based on the observations of Wiener [196] and Boneh
et al. [75]. In fact, when e ≥ N 2 , all known attacks against small private
RSA exponent are defeated. More specifically, the continued fraction
algorithm [196], the lattice-based attack [75], and Coppersmith’s attack [90, 91] fail even when d is small (for the reason why, refer to
Section 9.1.1). For example, when e ≥ N 2 , |d| ≥ 80-bits, no known feasible algorithm can compute d from (N, e) ∈ A, and therefore factor N .
Note that RSA keys that belong to class A clearly do not optimize the
cost of RSA encryption and signature schemes; when e is large, the cost
of encryption and/or signature verification is prohibitively high, which
explains why this class is not widely used in RSA. However, as we will
show in this chapter, the keys from this class can help constructing
verification-efficient non-parallelizable puzzles.
Remark 7.1 Given the work of Blömer et al. [71], we can safely extend class A to the set of RSA keys that satisfy a generalized RSA key
equation of the form ex + y ≡ 0 mod φ(N ), where e ≥ N 2 and x, y
are small (for the reason why, see Section 9.1.2). Note that a special
instance of this equation is the standard RSA equation, where x = d
and y = −1.
1 Gao’s
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unpublished attack is described by Howgrave-Graham and Seifert in [128].

7.2. System and Attacker Model
Remark 7.2 One simple way to generate large public keys whose modular inverses are small is to pick d such that |d| is small, and compute
e′ = d−1 mod φ(N ). As a result, |e′ | ≈ |φ(N )|. Then, a large public
key e is computed from e′ as follows: e = tφ(N ) + e′ , where t ∈ N+ and
t ≥ N 2 . The verifier then deletes e′ and publishes (N, e) [74].
Where appropriate, we also consider in this chapter the following class
of RSA keys:
Class B: Class B is defined as the set of all RSA keys (N, e, d) where:
N = pq, p and q are balanced large primes, e ∈ N+ , gcd(e, φ(N )) = 1,
dp ≡ d mod p and dq ≡ d mod q such that dp 6= dq , d > N 0.5 and
ed − 1 ≡ 0 mod φ(N ).
When (N, e, d) ∈ B, the
p fastest
p known algorithm that computes d
from (N, e) runs in min( dp , dq ). The use of RSA keys in class B
is suggested by Wiener [196] and Boneh [75] to speed up RSA decryption2 . Since decryptions are often generated modulo p and q separately
and then combined using the Chinese Remainder Theorem (CRT) [76],
Wiener proposes the use of a private key d such that both dq ≡ d mod q
and dp ≡ d mod p are small
p 6= dq ). The best known attack against
p (dp
this scheme runs in min( dp , dq ) [75,124] (if min(dp , dq ) > N 0.073 );3
p p
therefore, when | min( dq , dp )| ≥ 80 bits, |N | = 1024-bits, there
exists no feasible algorithm that can compute d from (N, e) ∈ B.
Throughout this chapter, we consider RSA keys in the class A ∪
B as a building block to construct low-cost puzzles based on modular
exponentiation. To simplify the description and analysis of our puzzles,
we consider those RSA keys in A∪B where the public exponent e ≥ N 2 .
We point out, however, that our analysis also applies for all RSA keys
in A ∪ B.

7.2

System and Attacker Model

We consider the following model. A verifier (puzzle generator) wants
to verify that a prover performed a certain number of modular expo2 This

RSA variant is widely used in smart cards.
Jochemsz et al. propose in [132] a polynomial attack on small private
CRT-RSA exponents. This attack only works when min(dp , dq ) ≤ N 0.073 . However,
in this case, brute-force search attacks would also be feasible on CRT-RSA.
3 Recently,

75

Chapter 7. Secure Verification of Modular Exponentiations
nentiations (modulo a semi-prime) in a specified interval of time. For
that purpose, the verifier requires that the prover runs a software on its
machine (i.e., a modular exponentiation puzzle). In some application
scenarios, we will need to assume that the verifier and the prover can
exchange authenticated messages over the communication channel. We
assume, however, that the verifier does not have access to the prover’s
machine and thus cannot check the prover’s environment; this includes
the number of processors at the disposal of the prover, the connections
established from the prover’s machine, etc.
A malicious prover constitutes the core of our attacker model. We
assume that malicious provers are motivated to inflate their puzzle solving performance; that is, malicious provers have incentives to solve
the puzzle in a faster time than what they can genuinely perform (cf.
Section 7.5). However, we assume that provers are computationally
bounded (i.e., they can only execute polynomial time algorithms).

7.3

Low-Cost Fixed-Exponent Modular
Exponentiation Puzzle

We now present our puzzle based on (variable-base) fixed-exponent
modular exponentiation. Our puzzle is shown in Figure 7.1.
In the setup phase of our puzzle, the verifier picks two large balanced
primes p and q (of sufficient size to prevent factoring of N = pq, e.g.,
|p| ≈ |q| ≥ 512-bits), computes N = pq and φ(N ) = (p−1)(q−1). Given
N , the verifier also generates RSA keys (N, e, d) such that (N, e, d) ∈ A,
|d| = k, where
is a security parameter or such that (N, e, d) ∈ B,
p kp
where | min( dp , dq )| = k. The verifier also picks a puzzle difficulty
R = 2a , a ∈ N∗ and computes K = e − (R mod φ(N )).4 We show later
that the computation of K will enable low-cost verification of the puzzle
solution. (N, R, K) are public parameters that set the puzzle hardness
and s ← (e, d, φ(N )) is kept secret. Note that R needs to be larger than
φ(N ) to ensure the security of our scheme5 . Typically, R is chosen such
that R ≫ φ(N ) (|R| ≥ 100, 000 bits) to achieve a moderate runtime
of the puzzle (see Section 7.4.1). However, even in the case where
the verifier would like to e.g., simply outsource the computation of an
4 We

argue, however, that R does not necessarily have to be a power of 2. We
chose R to be a power of 2 for better comparison with Rivest’s puzzle [175].
5 This can be achieved by setting R > N .
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Verifier
Compute N = pq
Compute φ(N ) = (p − 1)(q − 1)
Pick R = 2a , a ∈ N∗ such that R > N
Compute (N, e, d) ∈ A ∪ B
Set s ← (e, d, φ(N ))
Compute K = e − (R mod φ(N ))
Pick a random nonce Zi
Compute Xi ← HMAC(d, Zi )
mA ← Xi kN kRkKkZi

Prover

mA

T1 :

/
y1 = XiR mod N
y2 = XiK mod N

T2 :
Compute Xi ← HMAC(d, Zi )
Verify that (y2 y1 )d ≡ Xi mod N

Zi ky1 ky2

o

If the verification passes, the verifier accepts the puzzle solution.

Figure 7.1: Fixed-exponent puzzle based on modular exponentiation.

arbitrary R′ ≤ φ(N ), this can be remedied by setting R ← R′ + tφ(N ),
where t ∈ N+ .
• Puzzle Generation: In round i, the verifier generates puz ←
(Xi , Zi , R, K, N ),6 where Xi ← HMAC(d, Zi ). Here, Zi is a nonce
and |Xi | ≥ k. In the sequel, we assume that HMAC(X, Y ) is a
keyed collision-resistant pseudorandom function, where X is used
as an input key.
• Puzzle Solution: Given puz, the prover computes soln ← (y1 =
XiR mod N, y2 = XiK mod N, Zi ).
• Solution Verification: Given soln, the verifier checks if (y2 y1 )d ≡
d(R+K)
Xi
mod N ≡ Xied mod N ≡ Xi mod N .
Remark 7.3 Note that our puzzle is stateless; only a single value of the
secret s ← (e, d, φ(N )) is stored by the verifier regardless of the number
of puzzles (instances) that the verifier generates. All the required data
to solve a given puzzle is contained in puz, whereas the knowledge of s
and soln are sufficient to verify the puzzle solution soln. The uniqueness
6 When R is very large, the verifier can reduce the communication costs by e.g.,
sending r ≪ R, such that R = F (r), where F (r) is an expansion function of r.
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of each puzzle instance can be ensured by having GenPuz select Zi a
counter and increment Zi in each puzzle instance.
Remark 7.4 When R = 0, the prover simply computes y2 = Xie
mod N , and the verifier verifies the puzzle solution by computing y2d .
Such a puzzle is then based on “standard” RSA. The major limitation
of this “standard” RSA-based puzzle is that the choice of the puzzle difficulty (i.e., the exponent) is dependent on the choice of d and φ(N ).
This particularly hinders the construction of repeated-squaring puzzles
(e.g., [175]) or the secure outsourcing of modular exponentiations for a
given exponent.

7.3.1

Puzzle Construction and Verification Costs

In our puzzle, the verifier only needs to perform 1 HMAC operation
(2 hashes) to construct the puzzle and a small number of modular
multiplications (computing (y2 y1 )d ) to verify the puzzle solution:
• (N, e, d) ∈ A: In this case, the puzzle verification is performed
in O(log d) modular multiplications. When |d| = k, the verifier’s
|N |
N
cost is reduced by a factor of log
log d = k , when compared to the
original repeated-squaring puzzle [175]. When |N | = 1024, k =
80, the puzzle verification cost could be as low as 23 80 = 120
modular multiplications7 and the average improvement gain in
the puzzle solution verification is almost 12 (i.e., 1.5×1024
1.5×80 ). Similarly, when |N | = 2048, k = 112, the average improvement gain
increases to 18.
• (N, e, d) ∈ B: In this case, the puzzle verification is performed
in O(log(dp ) p
+ log(d
pq )) modular multiplications using the CRT.
When | min( dp , dq )| = k, the verifier’s cost is reduced by a
|N |
N
factor of 2log
log d = 4k , when compared to the original repeatedsquaring puzzle [175].
Prime number generation (i.e., computing N ) and the pre-computation of e and d are expensive operations for the verifier; however, this
7 On average, the computation of X d mod N requires 1.5 log d modular multiplications [150].
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computation is performed only once at the setup phase8 and (N, e, d)
are subsequently used for all the puzzles generated by the verifier.

7.3.2

Security Analysis

To analyze the security of our scheme, we first show that it is computationally infeasible for an adversary to acquire the secret s held by the
verifier in our puzzle. Based on this, we show that an adversary needs
to perform at least O(log R) modular multiplications to compute the
solution soln to a puzzle instance puz such that VerSoln(s, puz, soln) =
true.
We rely on the model provided by Chen et al. [86] and we use the
following game ExecM (k) (adapted from [86]) between a challenger and
a probabilistic polynomial time (p.p.t.) adversary M:
• The challenger runs Setup on input k to obtain N = pq chosen
uniformly at random from N , d chosen uniformly at random from
{2k , . . . , 2k+1 } and computes e such that (N, e, d) ∈ A ∪ B. The
challenger, then stores the secret s ← (e, d, φ(N )). The challenger
further picks R > N chosen uniformly at random from R and
computes K as shown in Figure 7.1.
• The adversary M gets to make as many CreatePuz(Zi ) queries as
it likes. In response, the challenger (i) creates puz ← (Xi , Zi , R,
K, N ) as shown in Figure 7.1, (ii) computes soln such that VerSoln
(s, puz, soln) = true and (iii) outputs (puz, soln).
Adversary M terminates the game by outputting an integer C. We
say that M wins ExecM (k) if C ≡ 0 mod φ(N ) (i.e., if M computes
a multiple of φ(N )). In this case, we set the output of ExecM (k) to be
1 and otherwise to 0. We then define the success of M as SuccM (k) =
P r[ExecM (k) = 1].
Theorem 7.1 Computing a multiple of φ(N ) and, more precisely, computing d given (N, e) is computationally as hard as factoring [164].
Remark 7.5 More precisely, Miller showed in [164] that N can be
factored using any multiple of φ(N ) (see [164] for the proof ).
8 Note

that the computational load incurred by prime number generation also applies to all protocols that make use of modular exponentiation or repeated-squaring
(e.g., [175, 195]).
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Lemma 7.1 (N, R + K, d) ∈ A ∪ B if (N, e, d) ∈ A ∪ B.
Proof 7.1 Let (N, e, d) ∈ A∪B satisfy the RSA key equation: ed−1 ≡
0 mod φ(N ). Recall that e is kept secret by the challenger. Since
K = e − (R mod φ(N )), then ∃t1 ∈ N+ (since R > N ) such that
R + K = e + t1 φ(N ). This means that d(R + K) ≡ de ≡ 1 mod φ(N ).
Given Theorem 7.1, computing e from (R + K) is computationally
as hard as factoring9 . Since d is the modular inverse of e, d is equally
the modular inverse of (R + K). More specifically, it is easy to see that
since (N, e, d) ∈ A ∪ B, then (N, (R + K), d) are RSA keys in A ∪ B
(since (R + K) > e).
Lemma 7.2 For any p.p.t. adversary M, SuccM (k) is a negligible
function of k.
Proof Sketch 7.1 We prove this lemma informally. In the ExecM (k)
game, the transcript T of interaction between the adversary and the
challenger is composed of a number of tuples of the form (Xi , Zi , R, K,
N, XiR mod N, XiK mod N ), i ∈ N. Since Zi is unique for each i, the
maximum number of tuples that can be acquired by M is bounded by
|Zi |. Recall that Xi is a pseudorandom string, K = e − R mod φ(N ),
where (N, e, d) ∈ A ∪ B and Zi is a nonce chosen independently of s by
construction.
Given T , M can compute x̄ = Xie mod N ≡ XiK XiR mod N .
It is computationally infeasible, however, for M to compute e from x̄
by the hardness of the discrete logarithm problem. Since HMAC(.) is a
pseudorandom function, it is also computationally infeasible to extract d
(and the corresponding e) from Xi ← HMAC(d, Zi ) (Zi is independent
of d and e).
Following from Lemma 7.1, (N, (R + K), d) ∈ A ∪ B. Note that
the same values for R and K are used in every puzzle generated by the
challenger (this is a fixed-exponent puzzle). In this case, it is easy to
see that if there exists a polynomial-time algorithm that can compute d
from T , then this algorithm can be used to compute a multiple of φ(N )
given any public RSA key in A ∪ B. By the hardness assumption on
classes A and B (see Section 7.1.4), there exists no p.p.t. adversary
M that can compute the private key given a public RSA key in A ∪ B.
Given this, it must be the case that SuccM (k) is negligible.
9 (R
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Given this, we can show that our puzzle construction is both unforgeable (UF) and difficult (DIFFk,R ) as defined in [86] and restated
in Section 7.1.
Corollary 7.1 The puzzle construction of Figure 7.1 is UF.
Proof Sketch 7.2 Given a puzzle instance puz ← (Xi , Zi , R, K, N ),
VerAuth(s, puz) = true if and only if Xi ← HMAC(d, Zi ).
Therefore, the only viable way for M to construct puz
¯ ← (X̄i , Z̄i , R,
K, N ) such that VerAuth(puz)
¯ = true and puz,
¯ X̄i , Z̄i were not previously created by the challenger is to construct (X̄i , Z̄i ) such that X̄i ←
HMAC(d, Z̄i ). Since HMAC(.) is a pseudorandom collision-resistant
function, M cannot construct (X̄i , Z̄i ) without the knowledge of d. Following from Lemma 7.2, the success probability for M in acquiring d
from our puzzle—and therefore constructing puz
¯ such that VerAuth(puz)
¯
= true—is bounded by O(2−k ).
Corollary 7.2 The puzzle construction of Figure 7.1 is DIFFk,R .
Proof Sketch 7.3 Following from Lemma 7.2, it is computationally
infeasible for M to compute a multiple of φ(N ) given our puzzle. Furthermore, M cannot pre-compute the solution of the puzzle since it
cannot predict Xi (|Xi | ≥ k) nor the outcome of y2 y1 (since e is kept
secret by the verifier).
The fastest known way for M to solve our puzzle is to compute y1
and y2 correctly. Modular Multiplication is an inherently sequential process [175]. The running time of the fastest known algorithm for modular
exponentiation is linear in the size of the exponent. Although M might
try to parallelize the computation of y1 and/or y2 , the parallelization
advantage is expected to be negligible10 when R = 2a , a ∈ N∗ [175, 181].
Note that M might try to perform the computation of y1 and y2 ,
in parallel, using different machines at its disposal. In typical cases,
R ≫ K; this means that the computation of y1 and y2 requires at
least O(log R) sequential modular multiplications. We point out that the
10 M might try to parallelize the multiplication of large numbers by splitting the
multiplicands into smaller “words” and involving other processors in the multiplication of these words. Further details about this process can be found in [151].
However, this attack incurs a significant communication overhead that prevents an
M from gaining any substantial speedup; given a large number of squaring rounds,
the RTT between the cooperating processors needs to be in the order of few nanoseconds to achieve even a modest speedup.
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verifier can prevent the separate computation of y1 and y2 , by sending
K to the prover once it receives y1 (see Figure 7.2).
M can also try to compute y1 and/or y2 through intermediate results
that it previously computed (or intercepted) (e.g., when the base Xi is
the result of a multiplication of two previously used numbers). This
also applies to the original time-lock puzzle proposed in [175]; this can
be remedied, with high probability, by setting |HMAC(.)| ≫ |Zi |.
Given this, the success of M—restricted to τ clock cycles of execution—in solving our puzzle is bounded by ǫk,R (τ ) = min(⌊ logτ R ⌋ +
O(2−k ), 1); M needs to perform at least τ = log(R) clock cycles of
execution to solve our puzzle.
Remark 7.6 Given Corollaries 7.1, 7.2, a puzzle with instances puz ←
(X, Zi , vi R, vi K), where vi ∈ N, is also UF and DIFF (the transcript
of interaction acquired by the adversary in the game ExecM (k) will
contain several RSA key equations in D∪E that are linearly dependent).
When |vi | ≤ ǫ ≈ k, the verification cost of this puzzle is only increased
by ǫ modular multiplications when compared to the puzzle in Figure 7.1.
This would enable the verifier to create efficient variable-base puzzles
with small variability in the choice of the exponent. In what follows, we
propose a generic construction that enables the efficient verification of
variable-exponent modular exponentiation puzzles.

7.4

Low-Cost Variable-Exponent Modular
Exponentiation Puzzle

In the previous section, we addressed the construction of modular exponentiation puzzles with fixed exponent. We now leverage on this
construction and we propose variable-exponent modular exponentiation
puzzles. These puzzles could be, e.g., used by the verifier to change the
puzzle difficulty (i.e., the exponent) “on the fly” (e.g., when subject to
DoS attacks).
Our variable-exponent puzzle and the related protocol are depicted
in Figure 7.2. Similar to the fixed-exponent puzzle (Figure 7.1), in
round i, the verifier creates the RSA keys (N, e, d) ∈ A ∪ B, picks
Zi ∈ N and computes Xi ← HMAC(d, Zi ).
Here, in addition, the verifier computes vi ← HMAC(d, Xi ) such
82

7.4. Low-Cost Variable-Exponent Puzzle
Verifier

Prover

Pick (N, e, d) ∈ A ∪ B
Set s ← (e, d, φ(N ))
Pick a ∈ N∗ such that
R
Pick Ri = 2a > e and R i ≥ N 2 , ∀i 6= j
j

Pick a random Zi
Compute Xi ← HMAC(d, Zi )
vi ← HMAC(d, Xi ), |vi | ≥ k, gcd(vi , d) = 1
Compute Ki = vi · e − (Ri mod φ(N ))
mA ← Xi kN kRi kKi kZi
T1

mA

/
R

y1 = Xi i mod N
K
y2 = Xi i mod N
Zi ky1 ky2

o
T2
Compute Xi ← HMAC(d, Zi )
Compute vi ← HMAC(d, Xi )
v
Verify that (y2 y1 )d ≡ Xi i mod N .
Figure 7.2: Variable-exponent puzzle based on modular exponentiation.

that |vi | = k and gcd(vi , d) = 1.11
The puzzle instance at round i is then comprised of the tuple puz ←
(Xi , Zi , N, Ri , Ki ), where Ki = vi e − (Ri mod φ(N )), and Ri ∈ N. Its
solution is soln ← (Zi , XiRi mod N, XiKi mod N ). To verify soln, the
verifier checks if (y2 y1 )d ≡ Xivi mod N .
It is easy to see that the cost incurred on the verifier in this puzzle
exceeds that of the fixed-exponent puzzle by |vi | = k = 80 modular
multiplications (mainly in puzzle solution verification). For instance,
when (N, e, d) ∈ A, soln can be verified in 240 modular multiplication;
the verification gain when compared to existing modular exponentiation
puzzles is then 1536
240 ≈ 7, given a 1024-bit N .
Corollary 7.3 The puzzle construct of Figure 7.2 is UF and DIFFk,Ri
Ri
when (i) (N, e, d) ∈ A and Ri > e such that R
≥ N 2 , ∀i 6= j, or (ii)
j
(N, e, d) ∈ B.
Proof Sketch 7.4 In what follows, we only provide the main intuition
behind the proof.
probability that any number is coprime with d is π62 ≈ 0.61. Therefore, only
two choices are sufficient, on average, to create such a vi ; if gcd(HMAC(d, Xi )), d) 6=
1, then with high probability gcd(HMAC(d, Xi+1 )), d) = 1.
11 The
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Consider a variant of the aforementioned ExecM (k) game where the
transcript of interaction T between the adversary M and the challenger
is composed of a number of tuples (Xi , Zi , Ri , Ki , N, XiRi mod N, XiKi
mod N ), i ∈ N.
Similar to the analysis in Lemma 7.2, we can show that if M can
compute a multiple of φ(N ) in this variant ExecM (k) game, then it
can compute a multiple of φ(N ) given several instances of the generic
RSA key equation ei xi + yi ≡ 0 mod φ(N ) with common modulus and
unknown xi , yi , where ei = Ri + Ki , xi = d and yi = −vi . Note that
vi 6= vj , ∀i 6= j. This is especially important for the security of our
puzzle. Otherwise, M can compute a multiple of φ(N ) solely from Ri
and Rj ((Ri − Rj ) ≡ 0 mod φ(N )).
Ri
When (N, e, d) ∈ A and Ri > e such that R
≥ N 2 , ∀i 6= j, then
j

Ri +Ki
= (R
> N, ∀i 6= j. In this case, all existing attacks on common
j +Kj
modulus instances of RSA are defeated (refer to Remark 7.1 and Section 9); the best known algorithm that computes φ(N ) from (N, ei ) runs
exponentially in time in |xi yi | = |dvi | since d and vi are in lowest terms
by construction (i.e., gcd(d, vi ) = 1). In our case, |dvi | ≥ 2k = 160.
We conclude that it is computationally infeasible for M to compute a
multiple of φ(N ) from T .
Similarly, when (N, e, d) ∈ B, d = |xi | > N 0.5 [75, 196], there exists
no polynomial-time algorithm that can factor N in this case [125].
Similar to Corollaries 7.1 and 7.2, it can be shown that the puzzle
construction of Figure 7.2 is UF and DIFFk,Ri .
ei
ej

Remark 7.7 Given the puzzle construction of Figure 7.2, the verifier
can construct up to 2|vi | puzzles with different difficulty (i.e., different
exponent); the minimum difficulty granularity of these puzzles is N 2 .12
Remark 7.8 Given that our puzzle enables the verification of any exponentiation modulo a semi-prime by leveraging on RSA keys in A ∪ B,
it can be used to securely outsource the verification of RSA signatures
in the case where the public key is large. Note that this can be achieved
for RSA keys that are not necessarily in A ∪ B (the public key can
be used as the puzzle difficulty Ri in the puzzle of Figure 7.2). Based
on our puzzle, the verifier can efficiently verify whether any outsourced
signature verification is correct or not.
12 Smaller difficulty granularities can also be easily achieved given a puzzle with
instances puz ← (X, Zi , wi Ri , wi Ki ), where |wi | = k.
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7.4. Low-Cost Variable-Exponent Puzzle
Verifier Cost
Repeated-Squaring [175]
Fixed Exponent
A-Puzzle
Variable Exponent
A-Puzzle
Fixed Exponent
B-Puzzle
Variable Exponent
B-Puzzle

1 modulus, 1 mul.
O(log(N )) mod. mul.
1 modulus, 1 HMAC
O(log(d)) mod. mul. (∗)
1 modulus, 2 HMAC
O(log(d) + log(v)) mod. mul.
1 modulus, 1 HMAC
O(log d2 ) mod. mul. (∗)
1 modulus, 2 HMAC
O(log d2 + log(v)) mod. mul.

Prover Cost
O(log R) mod. mul.

(∗)

(∗)

O(log R) + O(log(N ))
mod. mul.
O(log R) + O(log(N ))
mod. mul.
O(log R) + O(log(N ))
mod. mul.
O(log R) + O(log(N ))
mod. mul.

Table 7.1: Construction and verification costs of puzzles. “Mod.
Mul.” denotes modular multiplication and “Mul.” refers to multiplication. B-Puzzle and A-Puzzle refer to our proposed puzzle
created using classes B and A, respectively, of RSA keys. (∗) Note
that d ≪ N , v ≪ N ; |v| = |d| = k ≥ 80.

7.4.1

Performance Evaluation

Table 7.1 summarizes the costs incurred in our puzzles when compared
with those in the repeated-squaring puzzle of [175]. To the best of our
knowledge, there are no other proposed non-parallelizable puzzles that
are based on modular exponentiation.
To evaluate the performance of our puzzle, we implemented it in
JAVA on four different workstations. We evaluate the performance of
our scheme on various other processors in Section 7.5.2. In our implementation, we used built-in JAVA functions for prime number generation, for performing repeated-squaring using addition chains, etc.
While a faster implementation of our scheme could be achieved using
lower-level programming and/or specialized hardware or software, we
aim to demonstrate the feasibility of our proposal using available standard algorithms and programming tools.
Our findings (Table 7.2) show that our schemes considerably reduce
the cost incurred on the verifier of modular exponentiation puzzles.
This is the case since our proposed constructions transfer the security
of verifying modular exponentiation puzzles from the costly asymmetric
cryptography requirements to its lightweight symmetric counterpart13
(Table 7.3).
13 Given

the predicted future increase in key size [37], the verification gain of our
puzzle over Rivest’s puzzle increases exponentially. For example, given a 2048-bit
N , k = 112, the verification gain is 20.
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Puzzle Runtime
154.067
172.174
170.611
165.034

s
s
s
s

Verification Time
A-Puzzle
1.89 ms
2.11 ms
2.1 ms
2.03 ms

Verification Time
B-Puzzle

Verification
Time of [175]

7.56 ms
8.5 ms
8.4 ms
8.12 ms

24.3 ms
27.12 ms
26.9 ms
26 ms

Table 7.2: Implementation results on four different workstations
equipped with Intel(R) Core(TM)2 Duo CPU T7500 processor
running at 2.20 GHz. Here, N is 1024-bit composite integer, k = 80
and |R| = 6500000 bits. We conducted our measurements over the
LAN (max RTT = 100 ms). Our results are averaged over 10 distinct measurements. The puzzle verification time is interpolated
from the number of squarings per second on each machine.

7.5

Applications

This section highlights some applications that would benefit from our
scheme.

7.5.1

Efficient Resilience to DoS Attacks

A natural application of our puzzles lies in the area of protection against
DoS attacks. In this context, an online server can require that its clients
solve our puzzles before attending to their requests in order to prevent
DoS attacks [133].
When used in DoS protection, it is important, however, that the
server ensures that puzzle instances and solution pairs are used only
once. To achieve this, the server should filter out correctly solved puzzles and solution pairs [86, 133] that are resubmitted. In our case, the
storage is minimized since the server can simply store the hash of the
nonce Zi that corresponds to the most recent solved puzzle (where Zi
is a counter). The verifier will then accept to verify only recent puzzles.

7.5.2

Remote Verification of Computing
Performance

To cope with the advances in processing power, the computing community is relying on the use of benchmarks. While several benchmarks [38, 80, 95, 181] were proposed as a means to evaluate a processor’s computing power, most of these benchmarks are parallelizable
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Date

Min. Key
Size (bits)

Asymm. Key
Size (bits)

Verification
of [175]

2007-2010
2011 -2030
> 2030
≫ 2030

80
112
128
256

1024
2048
3072
15360

1536
3072
4608
23040

Verification of
E-Puzzle | D-Puzzle
120 | 480
168 | 672
192 | 768
384 | 1536

Table 7.3: Average verification costs of modular exponentiation
puzzles versus the predicted future increase in key size from [37].
The puzzles’ verification costs were computed assuming the existing running time of the factoring algorithms, modular exponentiation algorithms, etc. The average verification cost is computed
from the average cost of the addition-chain algorithm. For a |N |-bit
exponent, the average verification cost is 32 log(N ) modular multiplications.

(see Chapter 9) and therefore cannot be used to assess the computing
power of single processors or of supercomputers.
Based on our variable-exponent puzzle (Figure 7.2), we construct a
secure benchmark that enables any machine (even with modest computation power, e.g., a PDA device) to remotely upper-bound the computing performance of single-processors. Our benchmark finds applicability in a multitude of application domains. For example, our benchmark
can be used in online distributed computing applications to verify the
computing power of machines or in the secure ranking of supercomputers (e.g., [39]) as a means to prevent possible frauds in performance
claims. For instance, a supercomputer, connected to a hidden processor
cluster, can inflate its performance claims by involving these other processors in the construction of the benchmark’s solution. The literature
contains a significant number of similar “anecdotes” where both individuals and manufacturers have tendencies to exaggerate their computing
performance (e.g., [40, 41]).
Our benchmark differs from the puzzle in Figure 7.2 as follows:
upon reception of y1 , the verifier estimates the number of squarings per
i
of the prover’s machine. This estimate is accepted
second: S = T2R−T
1
by the verifier if, after receiving y2 at time T4 (cf. Figure 7.3): (i)
(T4 − T3 ) ≤ ǫ · (T2 − T1 ), given a negligible ǫ and (ii) (y2 y1 )d ≡ X vi
mod N . The resulting benchmark is shown in Figure 7.3.
Corollary 7.4 Given the puzzle depicted in Figure 7.3, the success of
a p.p.t. adversary M in inflating the number of squarings that it can
perform per second by more than a small ǫ is negligible.
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Verifier

Prover

Pick (N, e, d) ∈ A ∪ B
Set s ← (e, d, φ(N ))
Pick a ∈ N∗ such that
R
Pick Ri = 2a > e and R i ≥ N 2 , ∀i 6= j
j

Pick a random Zi
Compute Xi ← HMAC(d, Zi )
vi ← HMAC(d, Xi ), |vi | ≥ k, gcd(vi , d) = 1
Compute Ki = vi · e − (Ri mod φ(N ))
mA ← Xi kN kRi kZi

mA

T1

/
Ri

mod N

Ki

mod N

y1 = X i

mB

T2
Ri
S = T −T
2
1
← Xi kN kKi kZi
T3

Zi ky1

o
mB

/
y2 = X i
Zi ky2

o
T4
Compute Xi ← HMAC(d, Zi )
Compute vi ← HMAC(d, Xi )
Verify that (T4 − T3 ) ≤ ǫ · (T2 − T1 ).
v
Verify that (y2 y1 )d ≡ Xi i mod N .
Figure 7.3: Secure benchmark based on modular exponentiation.
Note that y1 and y2 could be also transmitted in the same message. The separate transmission of y1 and y2 , however, prevents
the computation of y1 and y2 in parallel and enables the use of this
puzzle to remotely verify the computing performance of devices.

Proof Sketch 7.5 Recall that our puzzle is UF and DIFFk,Ri . Therefore, the only viable method for M to inflate its performance claim is
to send y¯1 , chosen at random, ahead of time, compute y1 correctly and
distribute the computation of the corresponding y¯2 and y2 , such that
y¯2 y¯1 ≡ y2 y1 mod N , to other nodes at its disposal. This would enable
M to decrease the measured time corresponding to the computation of
O(log Ri ) modular multiplications by ∆ = (T4 − T3 ) time units (∆ includes the communication delay D of the path between the verifier and
M). However, this is countered by the fact that the verifier does not
accept the prover’s performance claim unless (T4 − T3 ) ≤ ǫ · (T2 − T1 ).
In this case, the maximum performance claim that M can make is
|Ri |
. Note that ǫ is interpolated from the measured
Smax = (1−ǫ)·(T
2 −T1 )
number of squarings per second S; if it takes (T2 − T1 ) time units for
M to perform log(Ri ) modular multiplications, then the computation
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CPU Description

Idle CPU

S

Intel(R) Pentium(R) D 3.20GHz
Intel(R) Pentium(R) D 3.00GHz
Intel(R) Pentium(R) 4 3.20GHz
Intel(R) Pentium(R) D 3.40GHz
Intel(R) Xeon(R) 3060 2.40GHz
Intel(R) Pentium(R) D 3.20GHz
Intel(R) Xeon(R) 3075 2.66GHz
Intel(R) Pentium(R) 4 3.06GHz
Intel(R) Duo E6550 2.33GHz
Intel(R) Duo T7500 2.20GHz
Intel(R) Xeon(R) X3220 2.40GHz
Intel(R) Xeon(R) E5420 2.50GHz

6.40%
26.20%
30.70%
14.10%
46.60%
20.00%
19.70%
92.00%
63.80%
76.00%
73.30%
87.70%

7.48
15.24
15.81
18.22
28.01
29.35
29.72
31.72
36.05
38.11
41.67
50.97

Table 7.4: Implementation results on 12 different PlanetLab
Nodes. S refers to the number of squarings per ms.
)
of y2 can be upper-bounded by choosing ǫ = log(e−N
log(Ri ) . For a 1024bit modulus N (|φ(N )| ≈ |N |), |e| ≈ |N 2 | and |Ri | > 100, 000, then
ǫ ≃ Smax
≃ 0.03 squarings per second.
S

We evaluated our benchmark on various processors running on 12
different PlanetLab nodes [22] (refer to Section 7.4.1 for implementation details). Our findings (see Table 7.4) suggest that our proposed
benchmark reflects well the performance of various processors.
Notes on Secure Benchmark Evaluation
In the previous paragraphs, we showed that our puzzles can be used to
construct a secure benchmark to estimate the computing performance
of machines. We acknowledge, however, that several other factors need
to be taken into account when evaluating the overall performance of
processors.
Nowadays, there are significant efforts in the literature to define appropriate metrics to measure performance. Metrics such that “FLOPS”
and “MIPS” do not seem to accurately reflect the problem solving performance of a processor [173]; current trends in the literature suggest
that the only accurate way to measure the performance of a processor is to test it with respect to those software applications that it is
intended to frequently run [42]. This also suggests that benchmarks
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need to be created for each individual application (e.g., Gaussian Elimination benchmark, FFT benchmark, database benchmark) since several factors need to be considered when assessing the performance of
a processor in a given application (e.g., CPU architecture, cache size,
existence of a specific hardware).
When the applications in question can be parallelized (e.g., Gaussian Elimination), little can be done to securely estimate their sequential performance through a puzzle that truthfully mimics the operation
of these applications.
Moreover, secure benchmarks should be designed such that they
contain a shortcut—only known to the verifier—that would enable their
efficient verification. This is not the case in most problems. For example, consider the problem of searching for the Great Internet Mersenne
Prime [43]. Although this problem is inherently sequential, the only
means for the verifier to check whether the puzzle solution is correct
is to either run it itself or to sample check intermediate computations
(the verifier can also try to parallelize a subset of these computations).
Even if the verifier checks a sample of the prover’s computations, the
puzzle verification overhead would still be considerably large (i.e., linear with respect to the number of outsourced computations) to ensure
a satisfying detection rate of possible malicious behavior. In Chapter 11, we propose a probabilistic scheme that enables the construction
of verifiable sequential computations.
On the other hand, our proposed puzzles offer several advantages
over other benchmarks/puzzles:
- Since our protocol is based on modular exponentiation, it is inherently sequential and, therefore, cannot be parallelized. This makes it
ideal to verify the performance of single processors. Furthermore, the
fastest optimized algorithms implementing modular exponentiations
(e.g., addition chains [150]) are known in the literature and available
as open-source software in several programming languages. Asymptotic runtime bounds for modular exponentiation are well-established;
this gives negligible benefit for an adversary in further optimizing the
protocol to enhance its puzzle-solving performance.
- Our puzzle offers a shortcut based on number theory (Euler’s function)—only known to the verifier—to efficiently verify the puzzle solution using low computational overhead.
- The puzzle parameters can be tuned to adjust the difficulty/ runtime
of the puzzle and the verification load on the verifier. This would
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facilitate its use in practical real-time applications.
- Although our puzzle might not faithfully emulate the performance of
a processor in all existing applications (e.g., solving linear equations,
sorting lists), it can be used to evaluate the computing performance
in applications that rely on modular exponentiations (e.g., RSA signature verification, RSA encryption).

7.6

Summary

In this chapter, we proposed low-cost fixed-exponent and variableexponent puzzles based on modular exponentiation. Given a modulus N , the costs incurred on the verifier in our puzzles are decreased
by a factor of |Nk | when compared to existing modular exponentiation
puzzles, where k is a security parameter. Our constructions are based
on a reasonable intractability assumption in RSA. Given that our puzzles enable a verifier to securely and efficiently verify the solution of
any modular exponentiation given a semi-prime modulus, they can be
used for the outsourcing of the verification (and generation) of RSA
signatures.
We showed how our puzzles can be integrated in a number of protocols, including those used for the remote verification of computing
performance of devices. By providing means to securely verify the
computing performance of devices, our work in this chapter indirectly
complements our previous work on the secure verification of bandwidth
performance, conducted in Part I of this thesis.
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Chapter 8

Privacy-Preserving
Brute-Force Key
Searches
In this chapter, we address the problem of privacy-preserving outsourcing of brute-force key searches. For that purpose, we consider a problem
where a supervisor holds a ciphertext and wants to search for the corresponding key assisted by a set of helper nodes, without the nodes
learning any information about the plaintext or the decryption key.
We call this a privacy-preserving cryptographic key search. We provide a model for privacy-preserving cryptographic searches and we introduce two types of privacy-preserving key search problems: plaintexthiding and key-hiding cryptographic search. We show that a number
of private-key and public-key encryption schemes enable the construction of efficient privacy-preserving solvers for plaintext hiding searches.
We also discuss possible constructions of privacy-preserving solvers for
key-hiding cryptographic searches.
Our results highlight the need to consider the property of enabling
efficient privacy-preserving solvers as an additional criterion for choosing which cryptographic algorithm to use [141].

Chapter 8. Privacy-Preserving Key Searches

8.1

Privacy-Preserving Solvers

In this section, we introduce the notions and the model that we will
adopt throughout the chapter. We first restate some known definitions:
the search problem and problem solver.
Definition 8.1 (Search Problem)
A search problem S is characterized by the instance space X (and an
implicit distribution over it), the solution space Y, and the verification
predicate PS : X × Y → {0, 1}, with PS (x, y) = 1 if and only if y is a
solution for instance x.
Definition 8.2 (Solver)
A solver for a search problem S is an algorithm that takes as input an
x ∈ X and returns a y ∈ Y if PS (x, y) = 1 and ⊥ if no solution exists.
We consider a setting where an entity wants to solve a search problem with the help of a computationally powerful server. Such a setting
can be described as a pair (A, B) of interacting algorithms where A
is run by the entity and B is run by the server (or a set of servers).
Typically, A must be efficient (i.e., polynomial-time in an asymptotic
definition of efficiency).
In the sequel, we assume C to be some super-polynomial or even
exponential class of algorithms. Informally, our assumptions on the
complexity class C capture the intuition that while some encryption
functions are not C-secure (and therefore might be broken by a “powerful” algorithm B ′ in C), it is infeasible for any B ′ ∈ C to break other
hard problems (e.g., the one-time pad encryption). We now capture
the notion of computational independence relative to C.
Definition 8.3 (Computational Independence)
Two random variables U and V are called computationally independent, relative to complexity class C, if there exists a pair (U ′ , V ′ ) of
statistically independent random variables such that every distinguisher
in complexity class C has only negligible advantage in distinguishing the
pair (U ′ , V ′ ) from the pair (U, V ).
We introduce the notion of a search problem with privacy constraints.
94

8.1. Privacy-Preserving Solvers
Definition 8.4 (Search Problem with Privacy Constraints)
A search problem with privacy constraints is a search problem where
the instances and/or solutions consist of two parts, labeled public and
secret (private). In other words, either X = Xp × Xs , or Y = Yp × Ys ,
or both.
That is, we assume that the instances x and/or the solutions y are
pairs1 , denoted by x = (xp , xs ) and y = (yp , ys ), respectively.
Definition 8.5 (Privacy-Preserving Solver)
A pair (A, B) of interacting algorithms, where A is efficient, is a (computationally) privacy-preserving solver for a search problem S with privacy constraints if two conditions hold: (i) The pair (A, B) is a solver
for S, and (ii) For every algorithm B ′ in complexity class C, the transcript between A and B ′ is (computationally) independent relative to C
of all the private parts of the instance and solution.
The goal of the privacy-preserving solver is to solve a search problem with privacy constraints such that an entity running algorithm A
learns the input instance and the solution to the problem, whereas a
malicious entity running algorithm B (that assists in solving the problem) or any algorithm B ′ in C does not learn any information about
the secret part of the instance (xs ) or of the solution (ys ). The notion
of “learning nothing” is captured by the requirement that the transcript
of interaction between A and B must be independent (or at least computationally independent relative to C) of (xs , ys ).
We now introduce two notions: plaintext-hiding and key-hiding key
search problems.
Definition 8.6 (Plaintext-Hiding and Key-Hiding Key Search
Problems)
For a private-key encryption scheme Enc with message space P, key
space K, and ciphertext space C, the key search problem KEnc is defined
by X = C × P, Y = K, and the predicate P , with P ((c, p), k) = 1 if and
only if c is the ciphertext for p created using Enc under key k. One can
derive two key search problems with privacy constraints, as follows.
is defined as the
• The plaintext-hiding key search problem KEnc
p
key search problem where Xs = P and Yp = Y = K.
1 In this case, X and Y refer to the sets of all possible pairs (x , x ) and (y , y ),
p
s
p s
respectively.
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Figure 8.1: System model: the supervisor runs algorithm A that
interfaces with the helper nodes. The supervisor distributes the
key space among the nodes and gathers their results. In a privacypreserving solver, the sensitive search instances and/or outputs are
not revealed to the helpers.

• The key-hiding key search problem KEnc
is defined as the key
k
search problem where Xs = P and Ys = Y = K.
We envision two possible use-cases for plaintext-hiding key search
problems: (i) the supervisor possesses a ciphertext/plaintext pair and
would like to acquire the decryption key without the helpers learning
the plaintext and (ii) the supervisor only possesses a ciphertext and
would like to acquire the key (and therefore to acquire the plaintext)
without the nodes learning the corresponding plaintext, even if they
acquire the correct decryption key (Section 8.4).
On the other hand, in key-hiding searches, the supervisor possesses
a ciphertext/plaintext pair and would like to acquire the corresponding
key without the helpers learning it. In these searches, the helpers cannot therefore be given the ciphertext unless they are not able to identify
the output plaintext; we show that solvers for key-hiding searches can
be constructed based on their plaintext-hiding counterparts.
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8.1.1

System and Attacker Model

The cryptographic search that we consider is inherently parallelizable
and its natural implementation is that each helper gets a share of the
key space through which it searches. However, since a subset of the
helper nodes might collude, the supervisor must ensure with high probability that no node can learn the sensitive parts of the search problem
(i.e., the plaintext or the key).
To solve a key search problem, the helper nodes execute the solver
algorithm B, whereas the supervisor executes algorithm A (Figure 8.1).
We assume that algorithm A divides the key space among the helper
nodes and, later on, gathers their individual results. We point out
that the functionality and load of algorithm A are equivalent to that
pertaining to the central server of existing distributed platforms (e.g.,
distributed.net [35]).
Each helper node runs algorithm B given the same input instances;
their search is however performed on different shares of the key space.
We assume that the helper nodes do not know any additional information about the outsourced ciphertexts besides the information that is
meant to be released by the supervisor2 (i.e., the inputs of the search
problem). We further assume that the helper nodes can collude and execute any algorithm B ′ ∈ C to acquire information about the instances
that are meant to be kept secret during the search process. We further
assume that there exist a C-secure pseudorandom generator G and a
C-secure pseudorandom function F .
We assume that—except for the original plaintext and the resulting ciphertext—no intermediate results of the encryption/decryption
algorithms are available to the supervisor. We denote by C the set of
possible ciphertexts, by P the set of possible plaintexts, and by K the
set of possible keys. Throughout this chapter, we consider encryption
functions (e.g., DES, AES) as a “black-box” that behaves as a pseudorandom permutation.
We focus on the case where the disclosure of non-sensitive parts of
the plaintext is insufficient to identify the key3 . We consider the scenarios where it is feasible to retrieve the key, e.g., when the key search
2 Nevertheless, we assume that the helper nodes know some redundancy information about the plaintext (e.g., the plaintext is an English text).
3 Otherwise, if the supervisor has access to a second ciphertext/plaintext pair in
which the plaintext is not sensitive, the supervisor can then simply give the second
ciphertext/plaintext pair to the helpers to find the key.
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space is reduced following cryptanalysis of an encryption algorithm,
when the keys are short, or when the password of a password-based
encryption scheme is weak.
In our privacy-preserving schemes, we assume that the outsourced
search instances are public and therefore not only available to the helper
nodes but also to other entities (e.g., the helpers are not trusted to keep
the search instances confidential). Here, the advantage of any other
entity, running an algorithm B ′ in C, to acquire sensitive information
from the search instances is, in the worst case, similar to that of the
helper nodes (given that they at most have the same information at
their disposal and they both run algorithms in complexity class C).
In analyzing the security of privacy-preserving solvers, we therefore do
not treat this case separately, but we rather focus on the ability of
the helper nodes to acquire the sensitive information from the search
process. We point out, however, that both cases are captured by the
requirement that the private search instances and solutions should not
be acquired by any algorithm B ′ in C.
In Section 8.3.3, we assume that up to N helper nodes can collude
or share the search instances/solutions with an external attacker. In
this case, we assume that the communication between the supervisor
and the helpers is performed over a confidential channel.

8.2

Privacy-Preserving Solvers for
Plaintext-Hiding Key Searches

In this section, we describe constructions of privacy-preserving solvers
for plaintext-hiding searches. First, we outline straightforward examples of privacy-preserving solvers for plaintext-hiding searches based on
public key systems and additive stream ciphers. We then show how to
construct privacy-preserving solvers for plaintext-hiding searches in the
CBC mode encryption.

8.2.1

Examples of Plaintext-Hiding Searches

We start by outlining straightforward examples of solvers for plaintexthiding searches.
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The Case of Public-Key Cryptosystems: Solving key searches in
public-key cryptosystems can be achieved independently of the plaintext and/or the ciphertext that the supervisor possesses (when such a
search is feasible4 ).
A supervisor interested in finding a private key to decrypt a given
ciphertext can simply send the public key to the helpers that search for
the corresponding private key; the helpers would have no information
about the original plaintext.
As a special case, the malleability property of some public-key systems could also be exploited to enable plaintext-hiding searches. Consider a malleable encryption scheme Enc that enables the construction
of a pair (c2 , p2 ) ∈ C × P from any known ciphertext/plaintext pair
(c1 , p1 ) ∈ C × P such that (i) c2 is the encryption of p2 using the same
unknown key that encrypts p1 into c1 and (ii) (c1 , p1 ) and (c2 , p2 ) are
(computationally) independent. Following from Definitions 8.5 and 8.6,
it is easy to construct a privacy-preserving solver for KEnc
.
p
The Case of Stream Ciphers, CTR and OFB Mode Encryption: We now consider the case of an additive stream cipher encryption scheme. Recall that, for such schemes, the plaintext p for a ciphertext c is computed as p = c ⊕ G(k), where G(.) is a pseudorandom generator. In what follows, we show that there exist efficient
privacy-preserving solvers for plaintext-hiding searches based on additive stream ciphers.
The plaintext-hiding key search problem based on stream ciphers
KStream
is then defined by the predicate P with P ((c, p), k) = 1 if
p
(c, p) ∈ C × P is a matching ciphertext-plaintext pair created using the
stream-cipher encryption scheme with key k ∈ K. We construct a solver
(A, B) for KStream
as follows: (i) A computes c ⊕ p and sends it to B.
p
(ii) On input c ⊕ p, B searches for the key b
k such that G(b
k) = c ⊕ p. If
?
b
b
found, B sends k to A. (iii) A checks whether P ((c, p), k) = 1. If so, it
outputs y = k = b
k, otherwise it outputs ⊥.
The transcript T of the interaction between A and B solely contains
the values c ⊕ p and b
k. Since c ⊕ p = G(k), T only depends on k and
is thus independent of p (hence also computationally independent of p
irrespective of any algorithm B ′ in C running on the helpers). (A, B)
is therefore a privacy-preserving solver for KStream
.
p
4 This could be the case for instance when the private RSA exponents are
small [74, 92, 132, 147].
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Note that since the Counter (CTR) and the Output Feedback (OFB)
mode encryption are instances of additive stream ciphers, plaintexthiding search problems based on CTR and OFB modes also have efficient privacy-preserving solvers.

8.2.2

Plaintext-Hiding Searches in the Cipher
Block-Chaining (CBC) Mode Encryption

In what follows, we show that plaintext-hiding key-searches based on
the CBC mode encryption can also be solved using a privacy-preserving
solver.
Recall that in a CBC encryption scheme: pi = Dk (ci )⊕c(i−1) , where
Dk denotes the block-cipher decryption function (e.g., DES, AES) using key k, pi and ci denote the ith block of plaintext and ciphertext,
respectively.
Now, consider the plaintext-hiding search problem KCBC
. Recall
p
is
defined
by
X
=
C
×
P,
Y
=
K
and
by
the
predicate
that KCBC
p
P with P ((c, p), k) = 1 if (c, p) is a matching ciphertext-plaintext pair
created using the CBC mode encryption with key k.
Lemma 8.1 If G is a C-secure pseudorandom generator, and M ∈
{0, 1}n , then C = G(s) ⊕ M , where s is chosen uniformly at random
from {0, 1}n , is computationally independent of M relative to complexity class C (refer to [141] for the detailed proof ).
Theorem 8.1 For any CBC encryption scheme, there exists an efficient privacy-preserving solver for the plaintext-hiding key search prob.
lem KCBC
p
Proof Sketch 8.1 We prove that KCBC
has an efficient privacy-prep
.
serving solver by construction; let (A, B) refer to the solver of KCBC
p
A takes as input x = (c, p) and divides c and p into blocks of equal
length conforming with the operation of block-ciphers. A interacts with
algorithm B in the following way:
1. A computes c0 ⊕ p1 and sends it to B.
2. On input c1 and c0 ⊕ p1 , B searches for b
k ∈ K such that c0 ⊕ p1 =
Dbk (c1 ), where D is the decryption function in block-ciphers (e.g.,
DES, AES). If found, B sends b
k to A.
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?
3. Given b
k, A checks whether P ((c, p), b
k) = 1. In the case where
more than one candidate b
k satisfies the predicate function P (i.e.,
if a collision occurs), A checks the validity of each candidate on
other (ciphertext/plaintext) blocks it possesses. Once a unique
solution b
k is found, A outputs y = k = b
k, otherwise it outputs ⊥.

The transcript T of the interaction between A and B solely contains
the values c1 , c0 ⊕ p1 and b
k. Note that only c1 is sent to B; all the
remaining blocks in c (including c0 = IV) are kept secret. In what
follows, we show that T is independent of p. Here, two main cases
emerge:
1. IV is chosen uniformly at random: Since IV is kept secret from B,
IV ⊕ p1 acts as a one-time pad encryption of p1 . Hence, IV ⊕ p1
is independent of p1 (and of p), even in the case when B (or B ′ )
is computationally unbounded.

2. IV is a pseudorandom string: Let IV = G(s), where G is a Csecure pseudorandom number generator and s is chosen uniformly
at random, then IV ⊕ p1 is computationally independent of p1
relative to C, given Lemma 8.1.
Given this, c1 is (computationally) independent of p1 ; this is the case
since c1 encrypts IV ⊕ p1 using key k, and IV ⊕ p1 is (computationally)
independent of p1 . Thus, T is (computationally) independent of p.
.
(A, B) is therefore a privacy-preserving solver for KCBC
p
We point out that A is efficient in the sense that it has only to
.
perform a single decryption and one XOR operation to solve KCBC
p
Similar solvers can be constructed for search problems based on the
PCBC and CFB mode encryption.
can be
Remark 8.1 Note that a privacy-preserving solver for KCBC
p
constructed given the knowledge of any two consecutive ciphertext blocks.
This is the case since the randomness (or pseudorandomness) of the IV
is propagated through the block encryption function to the subsequent
blocks. That is, similar to the above analysis, it can be shown that
any transcript T that contains ci , c(i−1) ⊕ pi (i ≥ 1), and b
k is computationally independent relative to C of pj where j ∈ [1 . . . i] given a
random (or pseudorandom) IV. This can be useful in the case where
the supervisor only possesses part of ciphertext.
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Remark 8.2 The above privacy-preserving solver can be easily integrated in existing distributed computing platforms since current distributed key searches are often performed using a single pair of ciphertext/plaintext blocks5 . That is, in our solver, B searches for the key that
encrypts c(i−1) ⊕ pi into ci , while in existing platforms it searches for
the key that encrypts pi into ci . Clearly, both search problems require
similar functionality and computational capability.
Remark 8.3 Note that the supervisor can detect malicious nodes that
return incorrect results in a subset of their assigned tasks by embedding indistinguishable pre-computed tasks within the search tasks of the
nodes [116, 145, 185]. Since the supervisor already knows the solutions
of these embedded tasks, he can then ensure, with high probability, that
malicious nodes are detected. Here, the probability of detecting misben
havior is given by 1−(1 − PC ) , where PC is the probability that a node
misbehaves per task and n is the number of pre-computed tasks assigned
to each node. In Chapter 11, we discuss in further details a number of
probabilistic solutions to ensure the integrity of remote computations.
Large Key Space: We now proceed to analyze the security of our
scheme in the case when the key size is larger than the plaintext/ciphertext size (i.e., |K| > |P|). In this case, algorithm A might need to invoke
several instantiations of the same search problem using multiple ciphertext/plaintext blocks that were encrypted using the same unknown key
(and the same IV).
Recall that given the propagation of the (pseudo)randomness of IV
through the chaining of block ciphers, it is infeasible for the helpers
to acquire any information about p in a single instantiation of KCBC
.
p
However, when multiple different instantiations of the same KCBC
—
p
using the same IV—are invoked (Figure 8.2), the secrecy of p might be
compromised. This is due to the fact that if the helpers have access
to different (not necessarily consecutive) ciphertext blocks, then this
reveals relations between their corresponding plaintexts (due to blockchaining); in the worst case, the helpers might be able to acquire these
plaintexts.
We illustrate this by means of an example and we consider two difwhere the input to algorithm B consists
ferent instantiations of KCBC
p
5 E.g., the DES distributed.net client v. 20000229 takes as input a single block
of ciphertext/plaintext pair.
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Figure 8.2: Outsourcing multiple instances of the same plaintexthiding CBC-based search problem. The circled instances are the
inputs to algorithm B. After recovering the key, the helpers might
be able to acquire all the plaintext-blocks whose indexes fall between [i + 1, j].

of the pairs: (c(i−1) ⊕pi , ci ) and (c(j−1) ⊕pj , cj ), such that i, j ≥ 1, j 6= i,
(j − 1) 6= i and j 6= (i − 1).6
Once the key k is found by B, the helpers can solve the (non-private)
search problem SCBC for the plaintext blocks that are located between
pi and pj , given k, cj and ci . Note that if the helpers are able to solve
to acquire the correct key k, then they might be able to solve7
KCBC
p
CBC
S
(if |K| ≥ |P |j−i| |).
In general, ∀i, j ≥ 1 such that j 6= i, (j − 1) 6= i and j 6= (i −
1), the helpers might acquire the plaintext under different multiple
instantiations of KCBC
if it is feasible to search in |P |j−i| |. This is the
p
case if the helpers can execute an unbounded algorithm or if the search
for a solution in a set of size |P |j−i| | is feasible in C.
This analysis also applies for plaintext-hiding search problems based
on the PCBC and CFB mode encryption. In the case of the CTR
and OFB mode encryption (Section 8.2.1), A can safely invoke several
6 Otherwise, if (j − 1) = i, the helpers can extract p = c
j
(j−1) ⊕ pj ⊕ ci . A similar
case occurs when j = (i − 1).
7 Recall that P refers to the set of all possible plaintexts. Given some “redundancy” information (e.g., p is English text, or p comprises of ASCII characters), |P|
is not necessarily exponentional with respect to the length of p.
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instantiations of the same search problem based on these modes when
|K| > |P|. In fact, in these modes, the transcript of interaction between
A and B is independent of both c and p even if the helpers execute an
unbounded algorithm.
Additional Properties—Deniability: The proposed privacy-preserving solvers rely on the (computational) independence between p and
its “one-time pad encryption” (with an unrevealed ciphertext block).
It is well known that one-time pad encryption constitutes a sharedkey deniable8 encryption scheme [81]. Therefore, algorithm A could
conduct brute-force searches on sensitive ciphertexts while claiming to
perform “legitimate” key searches (e.g., for academic purposes) when
coerced.
As a simple example, algorithm A—equipped with a ciphertext/
plaintext (c, p) pair created in the CBC mode encryption using a secret key k—can pick a “non-suspicious” string, str (e.g., str ← “INNOCENT”), and sets p1 ← str. A then computes IV = IV ⊕ p1 ⊕ p1 using
the first genuine plaintext block, p1 , of p and asks the helpers to search
for the key k that encrypts the plaintext p1 into c = (IV, c1 ). It is easy
to see that k also encrypts the original plaintext p into c. We point
out that this solver is a privacy-preserving solver for KCBC
, since p1
p
and p1 are independent. This privacy-preserving search will not also
raise suspicion due to the fact that p1 is a plausible English block. This
analysis also applies for plaintext-hiding search problems based on the
CTR, OFB, CFB and PCBC mode encryption.
This deniability property could be prevented by requiring that the
input of each outsourced search problem consists of several (> 3) consecutive blocks in the CBC, PCBC and CFB mode encryption. In this
case, it is very hard for the supervisor to conceal all the consecutive
sensitive plaintext-blocks from the helpers. This countermeasure is,
however, ineffective in search problems based on the CTR and OFB
mode encryption.

8.3

Enabling Key-Hiding Searches

In this section, we propose a number of constructions of privacy-preserving solvers for key-hiding searches. Namely, we show that key-hiding
8 An encryption scheme is deniable if the ciphertext can appear as the encryption
of another plaintext [81].
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searches can be achieved by constructing (computational) Private Information Retrieval (PIR) solvers for plaintext-hiding searches. We also
propose a privacy-preserving solver, that offers probabilistic guarantees,
to enable key-hiding searches in symmetric encryption algorithms.

8.3.1

Exemplary Key-Hiding Searches in
Public-Key Cryptosystems

Some public-key cryptosystems enable a straightforward construction
of privacy-preserving solvers for key-hiding searches. For example, consider the case where the supervisor has the public key c = g x and would
like to know the secret key x ∈ Z∗p without revealing it to the helpers
(e.g., ElGamal cryptosystem [109]). The supervisor chooses a random
y ∈ Z∗p , sends c × g y to the helpers and asks them to compute its discrete logarithm r to the base g. The helpers perform the search and
send r to the supervisor. Since the latter knows y, it can simply extract x = r − y modulo the group order; the helpers, however, cannot
learn x from r (g y is a random group element and therefore c × g y is
independent of c)9 .

8.3.2

Key-Hiding Searches using PIR Schemes

Key-hiding cryptographic searches can be achieved in theory by combining privacy-preserving solvers for the corresponding plaintext-hiding
searches along with private information retrieval (PIR) schemes [79,88,
112].
PIR schemes can be used to solve the key-hiding problem in the
following way: (i) A outsources a plaintext-hiding search problem10 to
B, (ii) B performs the search using all candidate keys in K, (iii) A
then uses a (computational) PIR scheme to query B for the decryption
key that corresponds to the desired private input. In this case, (A, B)
is a privacy-preserving solver for the above key-hiding (and plaintexthiding) problem. Note that the computational complexity of A and
the communication complexity between A and B correspond to those
of the PIR protocol in use; in typical cases, PIR protocols incur a large
computation complexity.
9 Similar approaches are used in private signature computations [180] and in
zero-knowledge proof of knowledge protocols [115].
10 Here, we assume that there exists an efficient solver for the variant plaintexthiding search problem (e.g., in the CBC mode encryption).
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Example 8.1 We consider the private block retrieval protocol of [112]
as an example. This protocol is an extension of the PIR protocol in [79]
and enables a user to retrieve the ith block of an n-bit database, without
revealing to the database the value of i nor the content of the block
that is being retrieved. In the protocol of [112], and given an n-bit
database divided into blocks of size l-bits, the communication complexity
between the user and the database is O(log(n))
and the computational
√
complexity of the user is bounded by 4 nl group operations. When
used as a privacy-preserving solver for a key-hiding problem, n p
= |K|
and l = |k|; the computational complexity of algorithm A is O( |K|)
group operations and the communication complexity between A and B
is O(log(|K|)) = O(|k|).

8.3.3

N -Private Solvers for (Symmetric)
Key-Hiding Searches

Privacy-preserving solvers for key-hiding searches in symmetric cryptography are more challenging to construct when compared to their
plaintext-hiding counterparts; if algorithm B is given a ciphertext c
and can perform exhaustive search over the key space K, then it can
simply search for the key that results in a plausible decryption of c (e.g.,
an english plaintext). Therefore, B should not be able to identify the
output plaintext in these searches. This also suggests that a privacypreserving solver for a key-hiding search in symmetric cryptography
will also be a privacy-preserving solver for the corresponding plaintexthiding search problem. As shown in Section 8.3.2, these solvers are
typically not efficient when dealing with an attacker that controls all
the nodes in the network. In the sequel, we show that, if an adversary in class C can compromise at most N nodes in the network, then
efficient privacy-preserving solvers—N -private solvers—for key-hiding
searches can be constructed. We start by defining an N -private solver.
Definition 8.7 (N -Private Solver)
A pair (A, B) of interacting algorithms is an N -private solver for a
search problem S with privacy constraints if two conditions hold: (i)
The pair (A, B) is a solver for S, and (ii) For every adversary M in C
that controls up to N helper nodes, the probability that it acquires any
meaningful information about the private parts of the instances and/or
solutions is negligible.
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Given this definition, we present in what follows a construction for
an efficient N -private solver for KCBC
based on the previously prok
. We point out, however, that
posed privacy-preserving solver for KCBC
p
variant N -private solvers can be also constructed to enable key-hiding
searches in CTR, OFB, CFB and the PCBC mode encryptions; where
appropriate, we will point to the differences between these solvers.
System Model: Similar to Section 8.1.1, we consider a setting where
the supervisor possesses a ciphertext-plaintext pair (c, p) created using
an unknown key k ∈ K. However, we assume that (i) |K| is too large
to be brute-force searched by any algorithm B ′ in C, but (ii) the supervisor possesses additional information by which it can reduce the
key search space to a key interval KS ⊂ K in which it is feasible for
B ′ ∈ C to brute-force search for that key (i.e., K ≫ KS ). For example,
although the key k could be 192 bits, the supervisor might recall the
first 120 bits of k and would like to privately brute-force search for the
remaining 72 bits, without the helpers learning any meaningful information about all the bits of k. Note that we do not consider any specific
distribution of the bits of k that are known to the supervisor. That is,
the supervisor could recall consecutive bits (e.g., a string) or even random bits of k. This setting also mimics well that of password-based
schemes (e.g., for disk encryption purposes) where the key is derived
from a password by means of a one-way pseudorandom key derivation
function. Here, although the output space of the key derivation function is large, additional knowledge about the password can significantly
reduce the key space. We further assume that there is a confidential
channel between the helpers and the supervisor (e.g., the helpers could
share a session key with the supervisor).
Our N -Private Solver: The main intuition behind an N -private
solver is that any adversary M in C that controls up to N helper nodes
cannot acquire information about the “additional” knowledge that is in
the possession of the supervisor (i.e., the set KS ). Given that |K| is
too large to be searched by M, this suggests that M cannot acquire,
with high probability, any meaningful information (e.g., range, bound)
about the correct decryption key k. Note that the maximum probability
that the correct key lies within the search range of the N helper nodes
is bounded by N
H , where H is the total number of helper nodes in the
network; M should not be able to verify, however, whether the correct
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Figure 8.3: H = R·n key intervals are assigned to the helpers. These
key intervals contain the n intervals that comprise the reduced key
set KS . The remaining (H − n) intervals are chosen uniformly at
random from {K − KS }. In an N -private solver, the probability that
an adversary M derives any information about the key should be
negligible if it acquires a maximum of N key samples. Here, we
depict the worst-case scenario where the key intervals of KS are
contiguous; our analysis however applies to any other distribution
of these key intervals within K.

decryption is found by the nodes that it controls or not.
Our N -private solver unfolds as follows. Let (A, B) be a solver for
and let ǫ and r be security parameters. A and B interact as
KCBC
k
follows:
• Similar to the privacy-preserving solver for KCBC
, A computes
p
c 0 ⊕ p1 .
• Given ǫ, A also computes R = ⌊ 2ǫ ⌋. Let K denote the key space
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and KS refer to the reduced key space in possession of A. A
|K|
).
divides KS into n subspaces {KS1 , . . . , KSn } (such that R·n > |K
S|
Furthermore, A randomly chooses (R − 1) · n key subspaces from
{K −KS }; these subspaces have the same size than the n intervals
of KS . These subspaces could also be used by the supervisor to
create ringer problems—and therefore to verify the integrity of
the outsourced search—as described in Section 8.2.2. In total, A
therefore constructs H = R · n key subspaces (Figure 8.3).
• Assuming that there are H = R · n helpers in the network (that
run algorithm B), A assigns uniformly at random one of the H key
subspaces to each helper and asks the helpers to search in their
assigned space for the keys that encrypt c1 into {c0 ⊕p1 }(log |P|−r)
(i.e., into the first (log |P| − r) bits of c0 ⊕ p1 )11 .
• B returns all the keys k̄ that satisfy the search conditions.
• A aggregates the output of B and extracts the correct decryption
key k.
Security Analysis: We show q
that the solver that we presented in
CBC
the previous paragraph is a 0.59 ǫH|K|
. For
3 |K | -private solver for Kk
S
that purpose, we have to show that the probability
that an attacker—
q

that can compromise a maximum of 0.59 ǫH|K|
3 |K | nodes—acquires any
S
information about the key is negligible, even if the key is within the
allocated search space of the compromised nodes.
We first note that since the communication between the helpers and
the supervisor is performed over a confidential channel, then the only
information available to M consists of the public protocol parameters
and the inputs/outputs that are revealed to the N helper nodes that
are compromised by M (Figure 8.4). Note that this is an essential
requirement to ensure the security of our scheme. In fact, if the communication between A and B is not confidential, then M can monitor
the interface of A and acquire a set of candidate keys from which it is
feasible for M to acquire the key k.
11 The inputs and outputs of the private solver depend on the encryption mode in
use. For instance, in the CTR mode encryption and similar to its plaintext-hiding
privacy-preserving solver, helpers search in the assigned space for the keys k̄ such
that G(k̄) = {c0 ⊕ p0 }(log |P|−r) , where G(.) is C-secure pseudorandom generator.
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Our analysis relies on a recent uniformity hypothesis testing result
by Paninski in [167]: Paninski lower-bounded the number of independent samples N that are required to decide that a discrete distribution
d—supported on m points—is ǫ-distant from a uniform distribution.
More formally, Paninski proved the following theorem.
1
Theorem 8.2
PmLet H0 : d1i ≡ m and consider the nonparametric alternative HA : i=1 |d(i)− m | > ǫ. Furthermore, let N denote the number
of independent and identically distributed samples that are required to
distinguish H0 from HA . If N 2 ǫ4 < m log 5, then no test can reliably
distinguish H0 from HA [167].

In analyzing the advantage of an adversary M in acquiring information about k given our aforementioned private solver, the main observations are as follows:
n|K|
• There are a total of |K
sets in K of the same size as the n sets in
S|
KS . Therefore, the distribution D supporting the aforementioned
allocation of these key sets to nodes is given by:
( 1
, if i ∈ KS ,
R·n
R−1 
D(i) =
,
otherwise.
n|K|
R

|KS |

−n

• Given this, it follows that:
n|K|
|KS |

X
i=1

D(i) −

1
1
|KS |
=n
+
−
m
R.n n|K|
×
=

R−1
R

1
n|K|
|KS |

−n




n|K|
−n
|KS |

−

|KS |
n|K|

1
R − 1 |K| − |KS |
|KS |
−
−
+
.
|K|
R
R
|K|

Given that |K| ≫ |KS |, then:
n|K|
|KS |

X
i=1
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Figure 8.4: Sketch of an N -private solver for KCBC
. Subscripts
k
refer to the index of each block. The communication between the
helpers and the supervisor is performed over a confidential channel.

This means that D and the uniform distribution are√ǫ-distant. Foln|K| log 5
lowing from Theorem 8.2, if M acquires at most N < ǫ2 √K
≈
S
√
q
H|K| log 5
≈ 0.59 ǫH|K|
3√
3 |K | key interval samples chosen uniformly at
S
ǫ2

2|KS |

random, then it cannot distinguish D from the uniform distribution
supported on the key intervals of K. This also means that M cannot acquire any information about KS —the reduced set of candidate
keys—from D; that is, even if M compromises N helpers, it will not
learn any additional information about the parts of the key that the
supervisor can recall nor any range of an interval (that can be searched
using an algorithm in C) where the decryption key is located.

We further note that little can be done by M to verify any guess that
it makes. In fact, given that A only reveals c and the first (log |P| − r)
bits of c0 ⊕ p1 , this suggests that:
• Assuming that the encryption function in question behaves as
r
·|K|
candidate
a pseudorandom permutation, then there are 2 |P|
solutions to this search problem. Since there are H helpers in
the network, these helpers would output a set S comprising of
r+1
2r ·R·|KS |
·|KS |
≈ 2 ǫ|P|
candidate solutions—among which is the
|P|
correct decryption key k (since it is easy to see that (A, B) solves
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KCBC
)12 . Each helper node then outputs a set comprising of
p
2r+1 ·|KS |
ǫ|P|H

candidates. The probability that the correct decryption
1
key is among those solution is bounded by H
.
• Similarly, the probability that the correct decryption key k is
among the candidate keys returned by the N helpers compromised by M is bounded by N
H . These N helpers output a set comr+1

N ·|KS |
prising of 2 ǫ|P|H
elements. Note, here, that 2r+1 ·|KS | ≫ ǫ|P|.
Otherwise, the helper node that finds a candidate solution can be
certain—with considerable probability— that it holds the correct
decryption key.

Recall that no algorithm B ′ ∈ C can acquire p1 or p from the
transcript of interaction between A and B (refer to Section 8.2.2). This
therefore suggests that the attacker cannot verify which candidate key
corresponds to the actual decryption q
key k.

CBC
We conclude that (A, B) is a 0.59 ǫH|K|
.
3 |K | -private solver for Kk
S

r+1
Here, assuming that 2
· |KS | ≫ ǫ|P|, the probability that the

N
,
correct decryption key can be acquired by M is bounded by O H
|K|
which is negligible if H · |KS | ≫ |K|. Note that since H = R · n > |KS | ,
then N < H.

Example 8.2 As an example, consider the case where |K| = 280 , |P| =
264 , |KS | = 260 , ǫ = 1, r = 28-bits and the network contains H = 224
helpers. In this case, the advantage of any attacker M in C in acquiring
the correct
decryption key is negligible if it controls a maximum of N =
q

21
0.59 ǫH|K|
helper nodes. Here, the probability that the correct
3 |K | ≈ 2
S
key k is among the 2 candidate keys returned by any helper node is
2−24 . Similarly, the probability that the key k is among the 222 keys
returned by the N nodes controlled by M correctly is approximately
2−3 . Nevertheless, since p is never revealed to any helper, we point out
that no helper node can verify its guess. Note that, in this case, the
helpers report a total of 225 candidate solutions to the supervisor13 .
12 Therefore, the computational complexity of algorithm A run by the supervisor
is O(|S|). This complexity approaches O(H) if the number of candidate keys per
2r+1 ·|K |

node ǫ|P|HS is set to a constant.
13 For comparison purposes, the collective computing power harnessed in the DES
project [9] hosted by RSA Laboratories enabled testing of approximately 238 keys
per second.
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8.4

Plan-Ahead Schemes for Key-Hiding
Searches

Plan-ahead key-hiding cryptographic schemes are encryption schemes
that enable by design efficient (computational) key-hiding cryptographic
searches. Although restrictive, since these schemes are “planned” at the
time of encryption to exhibit such privacy-preserving properties, this
notion can be useful, e.g., to users when encrypting their disks14 ; at
any point in time, these users can recover their keys with the help of
distributed nodes, without these nodes learning (in the computational
sense) any information about the key and/or the plaintext—even if they
all collude. In this section, we describe possible constructions for planahead schemes that enable efficient key-hiding and plaintext-hiding
searches based on block ciphers (i) given a known ciphertext/plaintext
pair and (ii) given the sole knowledge of the ciphertext (i.e., the corresponding plaintext is not known to the supervisor).

8.4.1

Known Ciphertext/Plaintext Pairs

Our block-cipher plan-ahead scheme to enable the construction of efficient privacy-preserving solvers for key-hiding and plaintext-hiding
search problems unfolds as follows.
We propose to encrypt each plaintext block at index i ≥ 1 using
the key k“new“i = k ⊕ FIV (i), where k is the genuine secret key, FIV (i)
is the output of the C-secure pseudorandom function F (.) for block
index i given the input IV = c0 . Note that this construction does not
compromise the security of the block-cipher encryption process.
Let (A, B) be a privacy-preserving solver for the plaintext-hiding
problem based on the above plan-ahead block-cipher encryption. A and
B interact as described in Section 8.2.15 At the end of their interaction,
A verifies the validity of b
k reported by the helpers and extracts the key
14 Given the large amount of data stored on disks, users would typically rely on
symmetric encryption to encrypt their disks. This motivates the need for efficient
privacy-preserving solvers for key-hiding searches based on block ciphers.
15 The described plan-ahead block-cipher encryption does not impact how block
encryption is performed; it only modifies the generation of the encryption key.
Therefore, the privacy-preserving solvers for plaintext-hiding problems based on
the CTR, OFB, CBC, PCBC, CFB block cipher mode encryption (Section 8.2)
can be used to solve plaintext-hiding problems based on this variant plan-ahead
encryption scheme.
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Figure 8.5: Example of a plan-ahead key-hiding and plaintexthiding cryptographic scheme (with unknown plaintext) based on
the CBC encryption scheme. At the time of encryption, (i)
a new plaintext-block at index j, p“new“j , is inserted such that
p“new“j = FIV (0) and (ii) all plaintext-blocks are encrypted using
the key k“new“i = k ⊕ FIV (i), where k is the genuine secret key, i is
the block index and F (.) is a pseudorandom function.

k=b
k ⊕ FIV (i) (recall that IV is kept secret).

Note that the construction of this plan-ahead key-hiding scheme
ensures forward and backward security. That is, the sole knowledge
of k“new“i does not leak information about k“new“j , k, nor about IV,
∀j 6= i. Therefore, no entity can make use of the obtained key to
decrypt any other ciphertext that was created using the same secret
key k.
This plan-ahead key-hiding encryption scheme enables, by design,
the release of information that allows the brute-force search of a message key (i.e., the session key k ⊕ FIV (i)), without revealing the information required to acquire the long term key k nor the plaintext
p. It can be shown that (A, B) is a privacy-preserving solver for both
plaintext-hiding and key-hiding search problems based on the proposed
cryptographic construction.
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8.4.2

Known Ciphertext Only (Unknown Plaintext)

So far, the privacy-preserving (and N -private) solvers that we proposed
rely on the knowledge of the plaintext. Here, we propose a plan-ahead
encryption scheme that enables the construction of privacy-preserving
solvers for plaintext-hiding and key-hiding block-cipher search problems
without requiring the knowledge of the original plaintext.
The main intuition behind our construction is to embed, at the
time of encryption, a plaintext block that is known to algorithm A, but
cannot be acquired by any algorithm B ′ in C; otherwise, B ′ can use
the plaintext to search for the corresponding key.
Our scheme is a variant of the plan-ahead key-hiding construction
that we described in Section 8.4.1. Let ci and pi be the ciphertext and
plaintext blocks at index i ≥ 1, respectively. At the time of encryption,
(i) each plaintext block at index i ≥ 1 is encrypted using the key
k“new“i = k⊕FIV (i) and (ii) a new block p“new“j = FIV (0) is embedded
within the plaintext-blocks to encrypt16 . Note that the index value j
could be pre-defined and made public; for example, in a plan-ahead
CBC encryption scheme, the second plaintext-block can be always set
to FIV (0). Note that if |F (.)| ≤ |P|, then p“new“j is padded with
additional zeros to match |P|; otherwise, the last few bits of F (.) can
be truncated.
Let (A, B) be a privacy-preserving solver corresponding to the plaintext-hiding search problem based on this plan-ahead encryption scheme.
Here, A only reveals p“new“j and c“new“j to the helpers. It is easy to see
that (A, B) is also a privacy-preserving solver for the variant key-hiding
search problem. In particular, similar to the analysis in Section 8.2, it
can be shown that there exist efficient privacy-preserving solvers for
this plan-ahead scheme based on the CTR, OFB, CBC, PCBC, CFB
block cipher mode encryption.
In Figure 8.5, we sketch an example of this plan-ahead encryption
scheme based on the CBC encryption scheme; we refer to this encryption scheme by CBC. Here, the privacy-preserving solver (A, B) for
KCBC
unfolds as follows: (i) A sends cj+1 and cj ⊕ p“new“j
and KCBC
p
k
to B, (ii) B searches for the key b
k that encrypts cj+1 into cj ⊕ p“new“j
and sends it to A and (iii) A extracts the key k = b
k ⊕ FIV (j). Note
that this privacy-preserving solver only requires the knowledge of the
ciphertext c.
16 Recall

that F (.) is a C-secure pseudorandom function.
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Privacy-preserving solver for Kp
(known plaintext)
PIR-based solver for Kk & Kp
(known plaintext)
N -private solver for Kk & Kp
(known plaintext)
Plan-ahead solver for Kk & Kp
(known or unknown plaintext)

Computational
Complexity
of algorithm A

Communication
Complexity
of algorithm B

O(1)

O(|k|)

|k|
2 2



O(|k|)

O(H)(∗)

O(|k|)

O(1)

O(|k|)

O

Table 8.1: Performance comparison of privacy-preserving solvers
for plaintext-hiding and key-hiding searches based on block-ciphers
(in the CTR, OFB, CBC, CFB, PCBC mode encryption). |k| refers
to the size (in bits) of the key and H denotes the number of helper
nodes in the network. Kk and Kp refer to key-hiding and plaintexthiding search problems, respectively. (∗) for the reasoning why,
refer to Section 8.3.3.

8.5

Summary

As a result of ongoing cryptanalysis of encryption schemes, the literature contains a large number of reported attacks on existing encryption
schemes [69, 74]. These attacks commonly exploit the vulnerabilities
of encryption schemes (e.g., differential cryptanalysis, weak passwordbased encryption, related-key attacks) and reduce the search space to
brute-force the keys. Examples include attacks on DES [68], RC4 [159],
small private RSA exponents [74, 92, 132, 147], etc.
Nowadays, the time, effort and cost of brute-force breaking encrypted messages is considerably reduced with the emergence of distributed computing platforms [35, 44, 45] that rely on the contribution
of millions of volunteers. Given that the security offered by current encryption schemes is only expected to decrease with the growth of computational resources17 , the messages—encrypted and stored in longterm storages today—are likely to be successfully brute-forced in the
future.
In distributed computing platforms, the helper nodes that bruteforce search a given ciphertext (e.g., when the encryption function is
weak due to cryptanalysis or when the secret key is short) will typically
17 NIST

116

[37] deems that the current key length needs to be increased after 2010.

8.5. Summary
acquire (and report) the corresponding plaintext and the decryption
key. This provides the assurance/ability e.g., for platforms administrators and governments to control the type of tasks (and key searches)
that are being executed in these platforms.
In this chapter, we showed that distributed key searches can be performed without leaking information about the sensitive search instances
to the parties that are involved in the search process.
We introduced the notion of a “privacy-preserving solver” as a building block for solving “plaintext-hiding” and “key-hiding” cryptographic
search problems. In these problems, a supervisor that holds a ciphertext
(and possibly the corresponding plaintext) asks remote helper nodes to
assist him in the search for the decryption key without the nodes learning any information about the plaintext or the secret key.
Our results show that, for most public-key and private-key encryption algorithms, privacy-preserving solvers for plaintext-hiding searches
can be efficiently constructed. By leveraging on these solvers, we also
showed how to construct privacy-preserving solvers for key-hiding searches. While the latter solvers are typically not efficient in private-key encryption, we showed that efficient private solvers for key-hiding searches
based on block-ciphers can be constructed in the practical case where
the adversary does not control the entire network. In the special case
when (computational) privacy-preserving properties are required to enable both key-hiding and plaintext-hiding searches, plan-ahead encryption schemes can enable the efficient construction of the corresponding
privacy-preserving solvers (even without the knowledge of the plaintext). Our findings are summarized in Table 8.1.
We argue that the property of enabling efficient privacy-preserving
solvers should be considered as an additional criterion for choosing
which cryptographic algorithm to use; for example, while this property
is present in most block-cipher mode encryption, we believe that it is
not a feature of the (insecure) ECB block cipher mode.
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Chapter 9

Background and
Related Work
In this chapter, we show that existing attacks on small private exponent
RSA fail when the public key is large (cf. Chapter 7) and we briefly
overview related work in the area.

9.1

Cryptanalysis of Small Private RSA
Exponent

We start by showing that existing attacks on small private RSA exponent do not work when the RSA key belongs to class A (i.e., when
e ≥ N 2 , cf. Chapter 7). We then extend this observation to multiple
instances of the generic RSA key equation with common modulus.
This analysis serves to further confirm the RSA intractability assumption that we adopt in Chapter 7.

9.1.1

Cryptanalysis of RSA with Large Public Key
and Small Private Exponent

Consider an RSA system (N, e, d), where N = pq, p and q are large
primes, and e ∈ N+ such that e ≥ N 2 , gcd(e, φ(N )) = 1 and d is small.
Recall that in RSA, e · d − 1 = k · φ(N ), where φ(N ) = (p − 1)(q − 1)
and k ∈ N+ .
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Resilience to the Continued Fraction Attack
We start by describing the necessary conditions for convergence of continued fractions (adapted from [196]).
Theorem 9.1 Let a, b, c, d ∈ N+ such that ab − dc < 2d12 , where gcd(a,
b) = 1 and gcd(c, d) = 1 Then, dc is one of the convergents in the continued fraction expansion of ab . Furthermore, the continued fraction
expansion of ab is finite with the total number of convergents that is
polynomial in log(b) [196].
In [196], Wiener describes a cryptanalytic attack on the use of an
RSA private key d < N 0.25 , when e < pq. The attack makes use of
an algorithm based on continued fractions that finds the numerator
and denominator of a fraction in polynomial time when an estimate of
the fraction is known. This will enable the retrieval of a multiple of
φ(N ), which will result in the factoring of N [164]. The convergence
pq
of the continued fraction algorithm is guaranteed when kd < 3 (p+q)
2
(Theorem 9.1).
When e ≥ N 2 , k ≥ dpq. Substituting k = dpq in the equation above
yields d < 1. More generally, when e > N 1.5 , Wiener’s attack will fail
since the continued fraction algorithm will not converge for any size of
the secret exponent d [196].
Resilience to the Lattice-based Attack
Boneh and Durfee [75] describe a scheme that solves the RSA smallinverse problem when e < N δ and d < N α . As shown in [75], this
attack is a heuristic that relies on√Coppersmith’s techniques [90] and
can only succeed when α < 76 − 31 1 + 6δ.
Indeed, when δ = 1, e ≤ N , the bounds reported in [75] can be
achieved: RSA is insecure when d < N 0.292 . However, when e ≥ N 2 ,
δ > 2, then this attack will fail (α < −0.035).
Resilience to Coppersmith’s Attack
Given an RSA key equation, it is easy to see that:
k(p − 1)(q − 1) + 1 ≡ 0 mod e.
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Since N = pq, then,
k(p − 1)(N − p) + p ≡ 0

mod e.

(9.2)

Coppersmith [90, 91] presented a heuristic to solve such modular
equations, conditioned on the constraint that log k+log p < 13 log e [184].
When e ≥ N 2 , log k > log N and log e ≥ 2 log N . This suggests that
this heuristic will also fail when e ≥ N 2 (even given a small p).

9.1.2

Cryptanalysis of ex + y ≡ 0 mod φ(N )

In [71], Blömer et al. describe a cryptanalytic attack on a generic RSA
key equation of the form ex + y ≡ 0 mod φ(N ), where x and y are
small. In what follows, we show that this attack fails when e ≥ N 2 ,
even when considering multiple instances of the equation ex + y ≡ 0
mod φ(N ) with common modulus.
Single Instance of ex + y ≡ 0 mod φ(N )
The attack of Blömer et al. [71] is based on Wiener’s continued fraction
algorithm [196] and targets the generic RSA key equation ex + y ≡ 0
−3
1
mod φ(N ), when e ≤ N, 0 < x < 13 N 4 and |y| < cN 4 ex, where c ≤ 1.
The attack in [71] unfolds as follows:
Let ex + y = kφ(N ) = k(N − p − q + 1), where k ∈ N+ . It then
follows that:
e
k
−y − k(p + q − 1)
− =
.
(9.3)
N
x
Nx
The main intuition behind the attack in [71] is to estimate xk from Ne
using the continued fraction algorithm. For the attack to be successful,
k
e
e
k
x has to be one of the convergents of N . This is the case when | N − x | =
| < 2x1 2 (see Theorem 9.1); that is, when k(p + q − 1) + y <
| −y−k(p+q−1)
Nx
N
2x .
When e ≥ N 2 , k ≥ N φ(N ) (|φ(N )| ≈ |N |). It is easy to see
in this case that the continued fraction algorithm will not converge
N
).
(k(p + q − 1) + y ≫ 2x
Multiple Instances of ex + y ≡ 0 mod φ(N ) with Common
Modulus
Gao (described in [128]) and Howgrave-Graham and Seifert [128] extended Wiener’s attack to factor the common modulus when several
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instances of RSA with e ≤ N and d < N 0.4−ǫ are given.
In what follows, we show that these attacks are defeated given several common modulus instances of ex + y ≡ 0 mod φ(N ) with e ≥ N 2 .
Let (N1 , e1 ), (N2 , e2 ), be two instances of RSA, then there exist
k1 , k2 ∈ N+ such that:
e1 x1 = −y1 + k1 φ(N ),

e2 x2 = −y2 + k2 φ(N ).

(9.4)
(9.5)
(9.6)

Guo’s main observation is that these equations can be combined to
remove φ(N ) as follows k2 e1 x1 − k1 e2 x2 = k1 y2 − k2 y1 .
Given this equation, the attack then proceeds in a similar way as
Wiener’s continued fraction attack [128]:
k1 x 2
k1 y 2 − k2 y 1
e1
−
=
.
e2
k2 x 1
e2 k 2 x 1

(9.7)

Given Theorem 9.1, this suggests that kk12 xx21 can be obtained from
the continued fraction expansion of ee12 when:
1
k1 y 2 − k2 y 1
,
<
e2 k 2 x 1
2(k2 x1 )2
2k2 x1 |k1 y2 − k2 y1 | < e2 .

(9.8)
(9.9)

N e2
e2
When e1 > N 2 and e1 > N e2 , then 2k2 x1 |k1 y2 −k2 y1 | ≈ φ(N
) x1 ( φ(N )
e2
y2 − φ(N
) y1 ) ≫ e2 . The continued fraction algorithm will not converge
and this attack will then fail. This attack will fail even when x1 = x2 .
Howgrave-Graham and Seifert’s attack [128] combines Wiener’s,
Boneh’s and Guo’s attacks to factor N given r ≥ 2 instances of RSA
with common modulus. When ei > N 2 and ei > N ej , ∀i 6= j, their
attack will also fail given any number of common modulus instances.

9.2

Related Work

Client Puzzles: Client puzzles found their application in several domains (e.g., prevention against DoS attacks [99, 193], protection from
connection depletion attacks [133], protection against collusion [172]).
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Several computational puzzles have been proposed in the recent years
[110, 175, 187, 195]. However, most of these puzzles are parallelizable; a
comprehensive survey of existing client puzzles can be found in [187].
In [175], Rivest et al. propose a non-parallelizable puzzle based on
repeated-squaring to enable time-release cryptography. The drawback
of this scheme, if used for DoS protection, is that it incurs an expensive
cost on the puzzle verifier. Wang et al. propose in [192] a scheme that
enables the server to adjust the puzzle difficulty on the fly. In [86],
Chen et al. provide a formal model for the security of client-puzzles.
In Chapter 7, we used their model as a building block for analyzing
the security of our proposed puzzle. Several other contributions address the problem of secure outsourcing of computations to untrusted
servers (e.g., [62, 78]). Clarke et al. present protocols for speeding up
exponentiation using untrusted servers in [188].
Castelluccia et al. [84] propose a scheme for improving secure server
performance by means of re-balancing SSL/TLS handshakes. Their
scheme consists of adapting Matsumoto’s scheme [161] (a variant of
the CRT-RSA scheme) to the SSL/TLS setting; as a result, the authors
show that their resulting scheme achieves considerable speed-ups over
plain SSL. We point out here that Matsumoto’s scheme [161] cannot
be used to construct a non-parallelizable puzzle; more specifically, the
computation of the various outsourced exponentiations in this case can
be done in parallel. A variant of Matsumoto’s scheme can be, however,
combined with our non-parallelizable B-puzzles (Chapter 7) to further
improve their verification costs.
Memory-bound puzzles were proposed in [101, 160] to overcome the
limitations of existing computational puzzles. However, memory-bound
puzzles cannot entirely substitute their computational counterpart e.g.,
in applications where the client’s memory is limited (PDA devices) or
to evaluate the computing performance of devices, etc.
Another solution to create secure puzzles would be for the verifier
to send an obfuscated executable code [157] whose solution is already
pre-computed. However, existing code obfuscation techniques can only
result in modest, best-effort efficacy nowadays [153, 157]. Furthermore,
these techniques come at the expense of additional complexity and overhead at the puzzle construction phase.
Uncheatable Benchmarks: The notion of secure and “uncheatable”
benchmarks to evaluate a machine’s computational performance was
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Figure 9.1: Parallelization of gaussian-elimination-based benchmarks. We based our implementation on the parallel algorithm
proposed in [163].

first introduced in [80, 181]. However, most of these benchmarks can
be easily parallelized [94, 148, 163].
In [181], Cai et al. argue for the need of secure benchmarks and
briefly introduce a secure benchmark based on the repeated-squaring
puzzle of Rivest [175]. The authors further propose in [80] a set of
benchmark candidates that are resistant to tampering by untrusted
hosts. Namely, these benchmarks attempt to (probabilistically) secure
FFT, Gaussian Elimination and Matrix Multiplication computations.
However, the underlying algorithms that implement FFT, Gaussian
Elimination and Matrix Multiplication can be easily parallelized as explained in [94, 148, 163], respectively. For instance, by parallelizing a
Gaussian Elimination-based benchmark (e.g., Linpack [38]), we show
that the gain in computational performance increases almost linearly
with the number of processors used (Figure 9.1). Our experiments were
conducted using Pentium 4 3.06 GHz processors with an inter-cluster
communication throughput of 9.6 GByte/s. Such benchmarks thus
cannot be used to verify the performance of single-processor devices.
Privacy-Preserving and Oblivious Problems: Our work in Chapter 8 shares similarities with the notion of “deniable encryption” [81,
106, 149]. An encryption scheme is “deniable” if the ciphertext can be
seen as an encryption of another plaintext. Our work differs from deniable encryption in the fact that the supervisor does not possess the
secret key, and wishes to retrieve it while keeping it, along with the
plaintext hidden from any third-party.
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Canetti et al. [82] describe possible constructions for non-committing
encryptions. In these constructions, only a “simulator” can generate
“dummy ciphertexts” that could encrypt more than one value. Artzi et
al. [61] present a scheme that enables encrypted keyword search over a
set of encrypted documents.
Gennaro et al. [111] introduce the notion of a “verifiable computation scheme” and present a protocol that enables privacy-preserving
outsourcing of computations to untrusted workers. The main intuition
behind their scheme is to use Yao’s garbled circuit along with a homomorphic encryption system as a means to ensure the privacy of the
inputs/outputs of the outsourced computations.
Hohenberger et al. [126] describe a probabilistic scheme to outsource
modular exponentiations (modulo a prime) to a set of untrusted helper
nodes. Proposals for other privacy-preserving or oblivious problems
can be found in [72, 85, 97, 156, 191].
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Part III

Secure Verification of
Outsourced
Computations

Chapter 10

Introduction
In this part, we extend our work in Part II and address the efficient
and secure verification of the remote execution of sequential computations. This problem is gaining increasing importance given the emergence of distributed computing platforms (e.g., SETI@home [46], Distributed.net [35]) that run computationally expensive tasks on behalf
of academic research groups, industry labs, and even individual clients.
In these platforms, a participant (the task supervisor) typically recruits
several other nodes that agree to execute the task on its behalf in exchange of some form of reward (e.g., monetary remuneration). Here,
the supervisor has a limited computational capability and, therefore,
cannot afford to check the correctness of the computation results returned by the (untrusted) nodes.
Previous work in the area has focused on securing the execution
of parallel computations [116, 117] and specific cryptographic computations [126, 188]; in Chapter 7, we proposed puzzles that enable the
secure verification of outsourced modular exponentiations by relying on
a trapdoor exhibited by the Euler totient function. However, as far as
we are aware, no previous work has addressed the security of sequential
functions. These refer to functions used in practice that are not necessarily repetitive, yet too computationally expensive to be run on the
supervisor’s machine (e.g., extensive simulations). The main challenge
in securing these functions resides in the direct relation between intermediate results; a single erroneous intermediate computation renders
the results of the entire sequential task useless to the supervisor.

Chapter 10. Introduction
In this final part of this thesis, we propose a framework that (probabilistically) secures sequential outsourced computations. Our framework leverages on Golle’s ringer scheme [116]—originally designed to secure parallel computations—and enables the efficient recovery from erroneous intermediate results within the sequential computations. Note
that both the ringer scheme and our variant scheme can only offer
probabilistic guarantees with respect to the detection of malicious activity. Therefore, unlike our puzzles in Chapter 7, these schemes cannot
be used in security-critical applications since they cannot completely
prevent an adversary from returning incorrect computations1 . These
schemes, instead, find direct applicability in less-critical scenarios where
participants do not have incentives to disturb the computations (for
personal gain or to achieve some political goals). This is typically the
case in current cloud computing platforms, where rational participants
might be motivated to reduce their effort/contribution by a considerable amount in order to maximize their gain in the network.
In addition to cloud computing applications, we also outline in this
part another application-scenario that can benefit from our proposed
framework. More specifically, we show that verifiable (micro)computations—generated using the ringer scheme and our variant proposal—
can be used as a micropayment scheme for low-cost commodity online
services. In this proposal, a user wishing to access online content offered
by a website does not need to register or pay to access the website; instead, he will accept to run some computations on behalf of the website
in exchange for access to the content. After verifying the integrity of the
results reported by the user, the results of the computations are gathered by the service provider (or by a broker) and sent to a distributed
computing partner in exchange for a payment. The computations carried out by the user could correspond to those used in the multitude
of available distributed computing platforms and therefore can support ongoing computing projects that have clear social benefits (e.g.,
projects relating to medical research); alternatively, these computations
could be performed on behalf of governmental agencies, research labs,
and private industries. Similarly to the existing advertisement model,
a third party could mediate the exchange between online services and
their computing partners. However, unlike the targeted advertisement
model where (privacy-invasive) user profiling increases revenues, our
1 Given

the absence of trusted computing support and/or tamper-resistant hardware/software installed on the participants’ machines, little can be done by the
supervisor to ensure that all the computations were correctly executed.
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scheme does not provide incentives for the content providers to intrude
on the privacy of users. We point out that our scheme can be used as
a complementary model to the existing advertisement model.

Contributions
Our contributions in this part are summarized as follows:
- We show that by breaking each task into smaller pieces and by permuting the resulting subtasks among different participants, the supervisor can efficiently make use of indistinguishable pre-computed
functions (or “ringers” [116]), combined with selective redundancy to
probabilistically secure and track the remote executions of its sequential tasks.
- We evaluate the robustness of our proposal in practical settings and
we analyze the resilience of our scheme to chaining of errors caused
by incorrect intermediate results. We also discuss efficient solutions
that enable the supervisor to recover from possible tampering with
the execution of its tasks.
- Given these findings, we propose a new framework that offers online
businesses an indirect form of remuneration, based on verifiable microcomputations. We show that our proposed micropayment scheme
naturally supports the anonymity and the privacy of users.
- We demonstrate that this micropayment scheme can be made transparent to users and does not require any demanding hardware/software
to be installed on their machines. We implement a prototype of our
scheme and we conduct a preliminary user study to assess the usability of our model.

Outline
The remainder of this part is organized as follows. In Chapter 11, we
describe the use of Golle’s “ringer” scheme for securing the execution of
parallel computations and we propose a novel solution that combines
the use of ringers and selective redundancy to secure the execution
of sequential functions. In Chapter 12, we present our micropayment
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model based on verifiable microcomputations and we analyze its performance, usability, and security prospects. We overview related work
in this area and we conclude this part in Chapter 13.
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Chapter 11

Secure Verification of
Sequential Computations
In this chapter, we propose a framework that secures the remote execution of sequential computations and enables the efficient recovery
from possible misbehavior in the execution of the outsourced tasks.
Our framework leverages on a previously proposed scheme by Golle et
al. [116] that secures the execution of parallel computations.

11.1

System and Attacker Model

We now detail the system and attacker model that we consider in this
chapter.
System Model: Our system consists of a supervisor interested in
remotely running several tasks (e.g., exhaustive simulations) on the
machines of multiple participants. We assume that participants have
considerable incentives to execute the tasks on behalf of the supervisor
(e.g., in exchange of recognition, monetary reward). Detailed analysis
of such incentive mechanisms is beyond the scope of this thesis.
Individual tasks are independent of each other. However, each task
can be divided into smaller subtasks that can be solved in a reasonable
amount of CPU time. In this chapter, we consider two specific types
of computations that we label parallel, and sequential computations,
respectively.

Chapter 11. Secure Verification of Sequential Computations
Parallel computations mainly consist of evaluating a function f :
X → Y for every input value x ∈ X . Given that the computed values
of f (.) are independent of each other, these computations can be easily parallelized and distributed among the participants. In particular,
X can be partitioned into smaller sub-domains and subtasks are then
created by applying f (.) over each sub-domain; in other words, subtask
i will evaluate f (.) for every input x ∈ Xi (Xi is a sub-domain of X ).
Note that f (.) can be typically solved in a reasonable amount of CPU
time.
On the other hand, the sequential computations that we consider
in this chapter consist of evaluating a function1 f : D → D for a given
input value x in the domain D. Here, we assume that f = f1 ◦f2 ◦. . . fM ,
M ∈ N∗ and that ∀i ∈ [1, M ], fi : D → D. We further assume that the
supervisor can directly extract the sub-functions fi (.), ∀i ∈ [1, M ] from
the original code (e.g., as subroutines) or, alternatively, the supervisor
can use available tools that decompose a code piece into these subfunctions according to its control flow structure. In this case, subtasks
are created by computing each sub-function fi (.), i ∈ [1, M ] using its
corresponding input xi ∈ D. We also assume that fi (xi ) can be solved
in a reasonable amount of CPU time.
Attacker Model: We assume secure communication between the supervisor and the participants and we abstract away the peculiarities of
the communication channel, such as delays, congestion, jitter, etc.
We assume the existence of one or multiple malicious participants.
These participants are motivated to cheat in order to obtain credit
without performing all of their assigned work. For instance, a selfish
participant might only execute 50% of its assigned job and defect from
running the rest of its tasks. In the meantime, it might decide to use
its resources to run another task pertaining to a different participant
in order to increase its benefit in the network. Here, two or more malicious participants might collude to increase their chances of not being
detected. Throughout our analysis, we make the worst case assumption
that malicious participants will always collude with each other. That
is, if two or more malicious nodes execute the same task, we assume
that they will coordinate their results to avoid being detected.
Similar to [105, 116, 185], we do not consider the case where a malicious participant cheats only once in an attempt to disturb the com1 Typically,
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putations (for personal gain or to achieve some political goals). To the
best of our knowledge, with the exception of re-checking every subtask
or relying on tamper-resistant software, little can be done by the supervisor to counter this threat. In this part, we assume, however, that
malicious participants are motivated to cheat in a considerable number
of their assigned subtasks (e.g., > 10%).

11.2

Background: Secure Verification of
Parallel Computations

The most efficient solution to verify the remote execution of parallel
computations on the user’s machine is for the supervisor of the computations to rely on selective redundancy or to selectively embed indistinguishable pre-computed checks—ringers [116]—within the tasks of
the nodes. In what follows, we describe the use of ringers in securing
parallel computations.

11.2.1

Using Ringers to Secure IOWF

Golle et al. [116] proposed the use of “ringers” to verify the remote
execution of Inverse One-Way Functions (IOWF). Their approach unfolds as follows. Let the computational tasks consist of the evaluation of the one-way function f (.) using all inputs in the set X . The
supervisor then chooses n uniformly distributed random values—the
ringers—r1 , r2 , . . . , rn from the subset assigned to node i, Xi , and computes the set f (r1 ), . . . , f (rn ).2 Participant i is then given the set
{f (r1 ), . . . , f (rn ), yi }, where yi is a genuine subtask that the supervisor
is interested in executing.
The computations performed by participant i will only be accepted
if and only if ∀ri ∈ Xi , f (ri ) is correctly computed. Since participant
i cannot distinguish the ringers from other data values in Xi , i might
have to complete all of its assigned work, with high probability, for its
computations to be accepted by the supervisor [116]. Given this, the
probability P of detecting possible misbehavior in the ringer scheme is
given by:
2 In

case the computation of f (.) is not small enough, the supervisor can proceed
as outlined in [185]; it embeds few ringers initially in a smaller input space and then
uses the results reported by various users as ringers in subsequent interactions.
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Number of Ringers
or Redundancy
(per bundle)

Probability of
Cheating

Detection
Probability

3
3
5
5
10
10
10

0.5
0.7
0.5
0.7
0.3
0.5
0.7

0.875
0.973
0.96875
0.99757
0.9717
0.999
0.99999

Table 11.1: Probability of detecting misbehavior using ringers with
respect to different input parameters.

P = 1 − (1 − Pc )n ,

(11.1)

where Pc denotes the fraction of incorrect inputs returned by a participant and n refers to the number of ringers used by the supervisor.
In Table 11.1, we show the probability of detecting misbehavior with
respect to various values of Pc and n.
Note that the verification of the integrity of the computations can be
done efficiently since the ringers were computed offline—which makes
the ringer scheme ideal for real-time grid-computing applications. Provided that ringers are indistinguishable to participants from other subtasks, it is also easy to see that this scheme is resilient to collusion
between malicious participants [116].
Practical Considerations
Szajda et al. [185] pointed out that the task of generating indistinguishable ringers by randomly choosing elements from the input domain (and
computing the corresponding images) might be difficult to achieve in
practice and depends on the nature of the computations. We illustrate
this fact by means of two examples of computations adapted from [185].
Example 11.1 Participant i is required to compute the set of possible ciphertexts that encrypt a given plaintext P under an encryption function Enc (e.g., AES) using all keys in the interval Ki until
C = Enck0 (P ) is found [185].
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Example 11.2 Participant i is required to compute the set of possible
plaintexts that correspond to a given ciphertext C under a decryption
function Dec using all keys in Ki until P = Deck0 (C) is found [185].
In Example 11.1, the integration of ringers within the computations
is straightforward. The supervisor simply has to encrypt P using n random keys {k1i , . . . , kni } in Ki and to outsource the set {Enck1i , . . . , Enckni
, C}. On the other hand, in Example 11.2, the supervisor has to construct n ciphertext ringers such that they all result in a plausible decryption (i.e., English string) given n keys in Ki . Otherwise, the participants can easily distinguish ringers from the genuine plaintext since
they know some redundancy information about the plaintext (e.g., they
know that the plaintext is an English text). Note that the task of
constructing n ciphertexts that result in a plausible decryption (that
matches the redundancy properties of the genuine plaintext) given different keys in Ki might be a very difficult task [185]; in this case,
the purpose of using the ringer scheme is then defeated. Hence, the
supervisor might decide not to rely on the ringer scheme; instead he
can redundantly assign some of the subtasks performed by the participants [185].

11.2.2

Securing Non-Sequential Optimization
Problems

Szajda et al. [185] further extended the basic ringer scheme to secure
non-sequential optimization problems and Monte Carlo simulations.
More precisely, they considered the problem of optimizing a function
f (.) on a domain X . Here, the output could comprise of a single value
x or a set of order parameters for f . The scheme of [185] unfolds as
follows:
- Initially, the supervisor redundantly distributes a small fraction p of
the tasks to two participants i and j, chosen at random.
- Upon completion of the computations by both i and j, the supervisor
compares the results returned by i and j. If the results do not match,
the supervisor discards them.
- Then, the supervisor retains the best results among those that have
been reported and uses them as ringers to verify the computations
performed by other participants.
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- The supervisor distributes the other remaining tasks to the other
participants [185].
Note that this scheme assumes that i and j are not colluding. Assuming that the probability of malicious participants in the network is
PM , then the probability that the scheme in [185] would be effective in
securing optimization problems is bounded by (1 − (PM )2 ).

11.3

Secure Verification of Sequential
Computations

In the previous section, we showed how ringers can be used to secure
parallel computations. In this section, we leverage on the ringer scheme
and we describe a scheme that secures the remote execution of sequential computations in grid-computing scenarios. By dividing sequential
tasks into smaller subtasks and permuting them among participants,
we show that our scheme facilitates the insertion of ringers and/or selective redundancy among the tasks to be executed. To the best of our
knowledge, this is the first work that addresses the security of sequential
computations and that demonstrates that the ringer scheme—initially
proposed by Golle et al. in [116] to secure parallel computations—can
also be used to efficiently secure their sequential counterpart. We further investigate the damages introduced by possible chaining of errors
within the remote execution and we discuss recovery mechanisms to
counter these challenges.

11.3.1

Secure Verification and Tracking of Remote
Execution

We assume that the supervisor is interested in executing N distinct and
independent tasks on the remote machines of P different participants.
Our scheme described hereafter can be applied to arbitrarily chosen N
and P such that N ≤ P . Our scheme for securing the remote execution
of N tasks unfolds as follows:
1. The supervisor first divides each task into M smaller subtasks.
This can be achieved by decomposing the composite function of
the task into its smaller functional components. Alternatively,
the subtasks could be obtained by extracting the control flow
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structure of the task function. Note, here, that the subtasks do
not necessarily have to be of the same “computational length”.
The supervisor then proceeds to running the N tasks on the machines of P participants in M consecutive rounds as shown in
Figure 11.1.
2. In round i, the supervisor picks an idle participant and according
to some probability, it decides to verify its credibility by inserting
“security checks” within the computations; otherwise it randomly
assigns to the participant a pending subtask. In our scheme, the
supervisor evaluates the credibility of a participant by requesting
that it runs a ringer subtask whose results are already known to
the supervisor or by redundantly assigning the same subtask to
another participant. We show later that this process is transparent to participants and that they cannot distinguish whether they
are running a legitimate subtask or whether their work is being
checked by the supervisor. Round i ends when all N participants
are assigned to a job. In this way, the supervisor checks the work
of several participants in each round.
3. At the beginning of round i + 1, the supervisor collects the results reported by the participants and checks the correctness of
the ringers and the redundantly assigned subtasks. If these verifications pass, the supervisor re-permutes the next logical subtasks
(since each task is sequential) among the participants that are
considered to be honest while using the corresponding outputs of
the last round as inputs to the subtasks of this round. Otherwise,
if the supervisor detects inconsistent results, it stops interacting
with the malicious node3 .
4. The supervisor repeats Steps (2) and (3) until all subtasks are
executed.
Before analyzing the security of our proposal, we first describe the
main rationale behind our approach.
The Main Intuition: The main intuition behind our proposal relies
on the fact that by randomly permuting the execution of N different
tasks, the supervisor gains a considerable advantage in securing their
3 It

is out of the scope of this chapter to discuss mechanisms to isolate malicious
participants from the network. The supervisor can make use of cryptographic proofs
to inform a central authority of its opinion about participants (e.g., [120]).
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Figure 11.1: N tasks assigned to P participants. Each box denotes a
subtask. The notation “Subtask X-Y” refers to subtask # Y of task
# X. The dark gray boxes refer to “ringer” subtasks (pre-computed
subtasks whose result is known to the supervisor) and the boxes
with shaded borders refer to redundantly assigned subtasks.

remote execution when compared to the scenario that features a single executing task. The major challenge in securing sequential tasks
resides in the fact that the output of one subtask is the input to the
next consecutive subtask. This limits the number of viable “tricks” that
the supervisor can make use of to prevent participants from cheating.
Note that redundant computations might not solely achieve a desired
level of security in scenarios where collusion between malicious participants is possible. In this case, the supervisor might have to accept the
burden of checking sample computations itself. By permuting N different tasks among P participants (Figure 11.1), the sequential property
of the tasks becomes largely transparent to the participants. This enables the supervisor to embed pre-computed indistinguishable “checks”,
ringers [116], within the subtasks assigned to participants.
Generating Indistinguishable Ringers: In our scheme, ringers
could be constructed from previously executed tasks. We point out,
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however, that a poor choice of ringer candidates might allow malicious
colluding participants to abuse our scheme. For instance, if ringer subtasks were completely independent from each other, then colluding malicious participants can analyze the input/output correlation among the
subtasks that they execute: if the input of one subtask was computed
previously by another participant, colluding participants could identify
that the subtask in question is not a ringer subtask and that it pertains
to a genuine task.
One possible way would be for the supervisor to use previously executed tasks (or any “reasonable” executable code) as ringer tasks; by
splitting these tasks into ringer subtasks and distributing them among
participants, the corresponding (ringer) subtasks are likely to share
comparable computational workload when compared to other subtasks
while inherently exhibiting a similar relation between its inputs and
outputs. It is important to note here that the supervisor needs to ensure that these ringer tasks have not been previously run by malicious
participants; this would ensure that (i) the ringer tasks have been previously executed correctly, and (ii) the malicious participants did not
previously execute these tasks (otherwise, they could distinguish them).
For example, the ringer tasks could be constructed from previous computations, that were thoroughly checked by means of embedding additional ringers and of redundantly assigning the tasks among two or
more participants. If the supervisor does not detect misbehavior in
this case, then the participants are likely to be honest and the tasks in
question could be used as ringers in subsequent runs.
Given this, let the random variable X denote the number of subtasks
pertaining to the same task run by the same participant. In our scheme,
the probability that a participant runs at most one subtask pertaining
to each task (X ≤ 1) in M execution rounds is:
M −i
  i 
i=1 
X
1
M
1
1−
,
P [X ≤ 1] =
N
N
i
i=0

(11.2)

where N is the number of required tasks to be run. In Figure 11.2,
we plot P [X ≤ 1] with respect to different values of N . Equation 11.2
suggests that by randomly permuting tasks and their corresponding
subtasks among the participants in the system, the probability that a
participant cannot distinguish which task it is actually running in each
execution round is satisfactorily large (> 0.7) given a reasonable number of participants and tasks in the system (N ≤ P ). This suggests that
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Figure 11.2: Probability that a participant runs at most one subtask pertaining to each task. Here, we assume that the number of
subtasks per task is equal to the number of available tasks.

it is highly unlikely for participants to establish a correlation between
different tasks. Since participants do not know the number of tasks in
the system, the supervisor can take advantage of this fact and probabilistically requests that participants run ringer subtasks. Recall that
once the supervisor detects a malicious participant, it stops interacting
with the detected node.
To ensure an acceptable level of security, the number of embedded
ringers should be considerable when compared to the number of subtasks executed per participant (typically > 20%). However, depending
on the nature of the supervisor tasks (e.g., repetitive tasks such as in
the GIMPS project [43]), finding a large number of ringers might be
prohibitively expensive [185] (cf. Section 11.2). To address this issue,
the supervisor can combine the use of ringers along with sample redundancy. For example, if the supervisor needs to randomly check 40% of
a participant’s work and possesses a number of ringer candidates that
only account for 20% of the number of subtasks per participant, then
the supervisor can redundantly assign 20% of the subtasks to achieve its
desired level of security. We show in the following paragraph that this
combination remains, to a large extent, resilient to collusion between
malicious participants.
Coordination and Synchronization Overhead: Similar to [185],
our scheme incurs a coordination workload on the supervisor since it
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has to “orchestrate” the permutation of subtasks among participants
“on the fly”. Given a modest number of tasks and participants (typically < 50), this process can be made very efficient in real-time settings
through an automated interface that coordinates the computations between participants. Furthermore, subtask permutation might require
loose synchronization among the participants’ machines to efficiently
manage the time cost of computations. However, since the supervisor
will presumably pick those participants with considerable computing
performance, synchronization costs are likely to be satisfactorily negligible. Note that the synchronization costs in our scheme can be further
minimized if the supervisor makes use of an optimal assignment of
subtasks to participants that optimizes the total execution time. In
Section 11.3.2, we show via simulations that our proposed scheme performs well even in the case when the subtasks are randomly assigned
to participants. Note that our scheme does not induce any additional
communication overhead on the supervisor; the supervisor would have
the same communication burden even if it would send the full tasks to
the participants.
Security Analysis
We assume that the distribution of ringers and redundant subtasks
is uniform per subtask. This suggests that a suitable strategy of a
malicious participant to decrease the likelihood that it gets caught is
to equally follow a uniform distribution of cheating per subtask.
In case the supervisor detects inconsistencies between the results
of the redundantly assigned subtasks without being able to determine
the genuine subtasks’ outcome (i.e., with the absence of majority consensus), we assume in our analysis that it will proceed to re-run the
corresponding subtasks (Section 11.3.2) to increase its confidence in
their correctness. We acknowledge that there might exist methods to
redundantly assign subtasks among participants that might perform
better than uniform distributions [118]; however, we show in this chapter that even simple selective redundancy achieves a satisfying level
of security when combined with ringers. In Section 11.3.3, we briefly
discuss the implications of choosing non-uniform distributions on the
performance of our scheme.
In our scheme, assuming that a malicious participant cheats with
probability PC per subtask and that the supervisor inserts an indistinguishable ringer with probability PR per subtask or redundantly assigns
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M

PC

PR

PP

PM

Overhead

P

10
10
20
20
20
20
50

0.7
0.9
0.5
0.5
0.5
0.5
0.5

0.15
0.15
0.15
0.25
0.15
0.2
0.2

0.15
0.15
0.15
0.25
0.15
0.1
0.2

0.2
0.2
0.2
0.2
0.4
0.4
0.2

30%
30%
30%
50%
30%
30%
40%

0.88
0.94
0.95
0.99
0.92
0.94
0.999

Table 11.2: Probability of detecting malicious participants with
respect to different input parameters. M is the number of subtasks
per task.

the same subtask to another node with probability PP , then the probability PT of catching a malicious participant in a single subtask is given
by: PT = PC (PR +PP (1−PM )). Here, subtask redundancy will only be
beneficial when the supervisor picks an honest participant (with probability (1 − PM ), where PM is the fraction of malicious nodes in the
network).
Assuming that each participant is required to execute at least M
different subtasks, then the probability that the supervisor catches potential misbehavior in our scheme is computed as follows:
P = 1 − (1 − PT )

M

= 1 − (1 − PC (PR + PP (1 − PM )))

M

.

(11.3)

Table 11.2 shows the probability of detecting a malicious participant
with respect to various input parameters. As PC increases, the probability to detect a malicious participant also increases; in the case where
malicious participants always cheat in their subtasks, the probability
that they get detected in our scheme approaches 1. Note that the higher
is the number of inserted ringers and/or redundant computations, the
higher is the level of assurance in the correctness of the computations
and the higher is the incurred time overhead of our scheme. Nevertheless, as shown in Figure 11.3, our scheme can ensure an acceptable
security level even when the overhead resulting from inserting ringers
and redundant computations is as low as 30%.
In Figure 11.4, we (analytically) compare the security of ringerbased schemes with solutions based on selective redundancy with respect to the number of subtasks per participant. Our findings suggest
that ringer-based solutions considerably outperform redundancy-based
schemes in scenarios where malicious participants collude. For instance,
when the supervisor selectively checks 30% of the computations per144
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0.85
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0.7
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0.1
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0.5
0.6
0.7
Fraction of Ringers w.r.t. the number of subtasks

0.8

Figure 11.3: Probability to detect cheating versus the fraction of
inserted ringers. Here, the number of subtasks is 20. The network
contains 20% malicious participants that cheat in 50% of their assigned subtasks.

formed by a participant, by solely relying on ringers, the probability of
detecting a malicious participant is as high as selectively assigning redundant subtasks to 3 different participants. Even in hybrid solutions—
equally combining ringer-schemes and selective redundancy—the probability of detecting possible cheating is at least twice as high when
compared to redundancy-based solutions.
Secure Tracking of Remote Execution
Since subtask permutation and verification is performed on the fly, each
participant depends on the supervisor to acquire its newly assigned subtask function along with its corresponding input. This also allows the
supervisor to know the time each subtask started and took to complete;
as shown in Figure 11.1, once a participant completes the execution of
a subtask, it reports the result back to the supervisor, who then verifies
the reported result (in case the subtask corresponded to a ringer or it
was redundantly assigned) and sends back to the participant another
subtask to execute.
Given the random permutation, participants cannot guess beforehand which subtask they are going to execute. This suggests that the
starting time of each individual computation is solely dependent on the
supervisor. Malicious participants could, still, try to report incorrect
results to the supervisor. As explained previously, such misbehavior will
145

Probability to Detect a Malicious Node

Chapter 11. Secure Verification of Sequential Computations
1
0.8
0.6
0.4

Hybrid Ringer and Redundancy
Ringer Scheme

0.2

3 Nodes Redundancy
2 Node Redundancy

0
5

10

15
20
25
30
35
40
Number of Subtasks per Participant

45

50

Figure 11.4: Comparison of probabilistic schemes for securing sequential computations. Here, we consider the case where the supervisor randomly checks 30% of the subtasks, 20% of the participants are malicious and randomly cheat in 50% of the subtasks.

be detected by the supervisor with high probability. Malicious participants could also delay reporting the results to the supervisor. However,
given that the participants are rational players aiming at maximizing
their benefit in the network (e.g., claim credit for their work), participants are unlikely to benefit from this strategy.
We conclude that our scheme enables probabilistically secure tracking of remote execution of the supervisor tasks at a subtask granularity.
That is, the supervisor knows at anytime during the execution process
the number of correctly executed (and pending) subtasks in each task.

11.3.2

Ensuring the Correctness of Sequential Tasks

From a practical perspective, one potential limitation of our scheme lies
in the fact that a single undetected intermediate result renders the entire’s task output erroneous; this limitation applies to all solutions that
target sequential computations. Furthermore, due to task-permutation,
one malicious participant might be able to cheat in several subtasks pertaining to different tasks before getting detected. This might result in
the deterioration of the system’s efficiency. In what follows, we analyze these limitations and we discuss efficient solutions to counter their
impact.
Assuming a perfect random permutation of tasks among participants such that each participant runs at most a single subtask of each
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task and given that a malicious participant cheats with probability PC
per subtask, then the maximum fraction of incorrect tasks in the system
T is computed as follows:
T = PC (1 − (PR + PP (1 − PM ))),

(11.4)

where PR and PP denote the probability of inserting a ringer and redundant assignment per subtask respectively and PM is the initial fraction
of malicious nodes in the network.
The most intuitive solution to limit the damage that a malicious participant can cause is by increasing the number of checks (e.g., ringers,
redundant assignment). This also comes at the benefit of increasing
the confidence C in the correctness of the subtasks’ results that were
previously computed by a participant. C is computed as follows:
C = 1 − T = 1 − (PC (1 − (PR + PP (1 − PM )))) .

(11.5)

The drawback of an increased confidence C is a prolonged task execution time; once the supervisor detects that a participant is malicious,
it has to re-run all the tasks that the malicious participant participated
in executing. This is needed to prevent a possible chaining of errors
due to the sequential property of the tasks.
In what follows, we analyze this additional cost as a function of the
confidence in the correctness of the tasks. More precisely, we compute
the number of subtask executions (i.e., rounds) that are required to
correctly complete a task, given an initial fraction of malicious nodes
and the verification overhead per task (i.e., PR and PP ).
Recall that detected malicious participants are isolated and no longer
considered for subtask execution (in Section 11.3.4, we discuss the
case where the supervisor might not be able to fully isolate malicious
nodes). The fraction of malicious participants therefore decreases over
time upon every detection. More specifically, let PMi be the fraction
of malicious participants in the i-th round. Given that all N tasks
can be executed in parallel (i.e., that P ≥ N ), the expected number
of malicious participants that are newly detected in the i-th round is
N PMi PC (PR + PP (1 − PMi )). That is, after i − 1 rounds, a total of
Qi−1 malicious nodes have been removed:
Qi−1 =

i−1
X
j=0

N PMj PC (PR + PP (1 − PMj )).

(11.6)
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Figure 11.5: Upper bound on the expected number of rounds to
complete a task w.r.t. the initial fraction of malicious nodes and
the verification overhead per task.

The expected fraction of malicious nodes in the i-th round is then:

P Mi

Pi−1
PM P − j=0 N PMj PC (PR + PP (1 − PMj ))
PM P − Qi−1
.
=
=
Pi−1
P − Qi−1
P − j=0 N PMj PC (PR + PP (1 − PMj ))
(11.7)

The expected number of rounds i∗ after which all malicious participants have been identified and isolated can now be derived by (numerically) solving for i in the following equation:
⌊PM P −

i−1
X
j=0

N PMj PC (PR + PP (1 − PMj ))⌋ = 0.

(11.8)

The upper bound i∗ on the expected number of rounds to complete
a task is computed by: i∗ = i∗ + M . This suggests that after i∗ rounds
all the malicious nodes are eliminated; the final result can then be computed in M rounds. Figure 11.5 depicts this upper bound as a function
of the initial fraction of malicious nodes (PM ) and the verification overhead (PR and PP ).
To obtain a more accurate estimate of the expected running time
of a task as a function of the confidence in its correctness, we model its
execution with an absorbing Markov chain [66] (refer to Figure 11.6).
In the chain of Figure 11.6, the states si,j represent the number j of
subtasks that have already been executed after i rounds and each state
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Figure 11.6: Markov chain representing a task execution for M = 3.
The states si,j represent the number j of subtasks that have been
executed after i rounds. We omit some labels for purposes of better
clarity.

transition accounts for one subtask execution. We further associate
to each state si,j a random variable Yi,j that represents the number
of required state transitions (i.e., rounds) to reach an absorbing state
from si,j ; once an absorbing state is reached, the processing of a task
terminates.
For example, consider the situation represented by state s2,1 . Here,
after two rounds only the result of the first subtask has been accepted.
As depicted in Figure 11.6, there essentially exist two possibilities on
how the processing of the task can proceed:
1. If neither the currently used participant nor the participant that
computed the previous subtask are identified as malicious in this
round, then both results are considered valid. This new state
(two subtasks completed after three rounds) is represented by
state s3,2 . From the analysis in Section 11.3.1, it follows that in
round i a participant is identified as malicious with probability
P Zi :
PZi = PMi PC (PR + PP (1 − PMi )).

(11.9)
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The probability that we proceed to state s3,2 (i.e., that none of
the j + 1 = 2 participants we used so far has been identified as
malicious) is thus given by (1 − PZi )(j+1) = (1 − PZi )2 .
2. If at least one of the nodes that participated in the execution of
the completed subtasks is identified as malicious, then all subtasks
subsequent to those executed by a malicious participant must be
discarded. In state s2,1 , the likelihood of this event is 1 − (1 −
PZi )(j+1) = 1 − (1 − PZi )2 . The actual number of subtasks that
must be discarded depends on the execution trace of the process;
in the best case, only the current execution must be repeated. In
the worst case, the first subtask was already run on a malicious
participant and, due to the sequential property of the function,
the entire task execution must be restarted. Given that subtasks
are assigned to participants uniformly at random, any of these
events is equally likely. In state s2,1 this means that either the
current or the current plus the already completed subtask must
be discarded with probability 12 (1 − (1 − PZi )2 ) each. The former
case is represented by the state s3,1 the latter by the state s3,0 .
Based on the above observations, we derive an (recursive) expression
for the expected number of required state transitions (i.e., rounds) to
reach an absorbing state (i.e., to terminate the task execution) from the
current state s2,1 . Let PXi,j = 1−(1−PZi )(j+1) be the probability that
at least one subtask was run on a malicious participant, then E[Y2,1 ]
can be computed as:
E[Y2,1 ] = 1 +

1
PX2,1 X
E[Y3,k ] + (1 − PX2,1 )E[Y3,3 ].
1+1
k=0

Generalizing this result to an arbitrary state si,j yields:


0 , if j = M,
E[Yi,j ] = M − j , if i = i∗ ,

PXi P j

1 + j+1
k=0 E[Yi+1,k ] + (1 − PXi )E[Yi+1,j+1 ], otherwise.

The first case trivially follows from the fact that a task terminates
once all M subtasks have been executed and their results have been
accepted. The second case uses the observation that after i∗ rounds all
malicious nodes have been eliminated and that the remaining M − j
subtask therefore can be computed in M − j rounds. The third case
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Figure 11.7: Expected number of rounds to complete a task w.r.t.
the fraction of malicious nodes and the verification overhead.

follows from the above discussion on the example of state s2,1 . Finally,
the expected number of rounds to complete an entire task is given by
E[Y0,0 ] and can be computed by means of recursive insertion.
The expected number of rounds to complete a task as a function
of the initial fraction of malicious nodes and the verification overhead
per task (PR and PP ) is shown in Figure 11.7. In this example, the
number of tasks and subtasks is 20, the number of participants 50, and
initially 10 % of the nodes are malicious and cheat with a probability of
40 %. We observe that even for a moderate initial fraction of malicious
nodes, the actual expected value is significantly lower than the expected
upper bound (depicted in Figure 11.5). That is, executing tasks in
the presence of malicious nodes takes less time than it takes to first
identify and remove the malicious nodes and subsequently execute the
tasks on a set of honest nodes. We therefore conclude that the naive
approach in which one tries to “clear” the node set prior to the actual
task executions (by running preliminary extra-computations) is only
reasonable if the number of subtasks M is comparatively high. In order
to account for the impact of a non-equal number of subtasks per task
as well as for other realistic conditions such as a (possibly) imperfect
(pseudo-random) permutation of task assignments, we further evaluate
the performance of our scheme by means of extensive simulations.
Evaluation Results
We implemented a C-based simulator to evaluate the performance of
our proposal in realistic settings and with respect to various parame151
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ters. Our simulator is sequential and round-based. It takes as input
the number of tasks and subtasks (default value is 20, respectively),
the number of participants (22 by default), the number of malicious
nodes in the system (10% of the nodes are malicious by default), the
probability of cheating per malicious node (default value = 40%) and
the probability of inserting security checks within tasks (default value
for the fraction of ringers = 10% and selective redundancy fraction =
10%). We chose a modest number of participants and tasks in our simulations to better emulate realistic settings. Note, however, that the
performance of our scheme considerably improves as the numbers of
participants and tasks increase (Equation 11.3).
Throughout our simulations, we consider hybrid schemes where the
supervisor equally relies on the use of embedded ringers and selective
subtask redundancy. As discussed previously, such schemes are likely to
be less resilient to malicious behavior when compared to the solutions
where the supervisor solely makes use of ringers. Conforming with
our analysis in Section 11.3.1, we assume perfect collusion between
malicious participants; whenever two or more malicious participants
run the same subtask, they will all report the same incorrect result to
the supervisor in an attempt to decrease the probability that they get
caught. In our simulations, the various tasks are broken into smaller
subroutines according to the control flow structure of their function. To
better analyze synchronization costs in practical settings, we randomly
vary the length of each subtask. The supervisor then permutes and
assigns these subtasks among participants as shown in Figure 11.1.
Moreover, to ensure the correctness of the executing tasks, we adopt
the recovery mechanism described in Section 11.3.2.
Our results (Figure 11.8) confirm the analysis that we conducted in
the previous sections; our proposed scheme provides a robust tradeoff
between the detection rate and the overhead in time with respect to
the assurance level in the correctness of the tasks. In fact, in scenarios
featuring 20% colluding malicious nodes, our scheme can achieve a satisfactorily large detection rate and ensures that a substantial percentage of the tasks had been correctly executed (> 90%) while incurring
an overhead in time4 that is typically less than twice as much as the
time needed to execute all the N tasks on trusted nodes. Needless to
mention, as the number of malicious nodes in the network increases, a
larger fraction of ringers and/or redundancy is needed to prevent pos4 This
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also includes the synchronization overhead among nodes in each round.
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Figure 11.8: Performance of our scheme with respect to various parameters. Each data point in our plots is averaged over 1000 measurements. We show the corresponding 95% confidence intervals.
Our results suggest that our scheme can ensure that a substantial
percentage of the tasks had been correctly executed while incurring an acceptable overhead in time. “Overhead in Time” refers
to the additional overhead incurred by re-running a subset of the
subtasks (e.g., an overhead of 50% means that our scheme results
in 50% increase in execution time).

sible misbehavior in our scheme. In turn, this increases the number of
required re-runs per task and subsequently the time required to complete the tasks to ensure a satisfying level of confidence in the results
(Figure 11.8(b)).

11.3.3

Impact of Non-Uniform Sampling
Distributions

Throughout our analysis, we considered the case where the supervisor checks a sample of the computations chosen uniformly at random.
Uniform distributions typically limit the number of viable strategies
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that malicious hosts can adopt (these hosts also have to adopt a uniform cheating strategy to increase their advantage in the network).
However, uniform sampling distributions might be less optimal with
respect to the efficiency of recovering from erroneous computations in
sequential execution; indeed, when relying on such distributions, the
probability to catch an erroneous mistake in subtask # 1 is equal to
the probability of catching an error in subtask # M . Although this
comes at the benefit of a superior overall detection rate, this seems to
be suboptimal in practice. In typical cases, the supervisor is more interested in catching misbehavior earlier during the execution since this
implies less recovery overhead (an undetected error in subtask # 1 renders all subsequent computations erroneous). This suggests that biased
sampling distributions—in which the supervisor checks more often the
preliminary subtasks—are likely to require less re-runs to ensure the
correctness of the tasks, thus boosting the recovery performance. Biased distributions come, however, at the cost of reduced detection rate;
malicious participants can cheat more often in the final computations
without being detected.
The optimal tradeoff between the performance in detecting malicious participants and the efficiency in recovering from malicious behavior emerges as an interesting research problem. For instance, one
alternative would be to combine the use of both biased and uniform
sampling distributions; this can be achieved by relying on biased checks
within each task and permuting the tasks among participants such that
these checks are almost uniform amongst the subtasks that each participant executes. Given this scheme, a participant is likely to expect an
(almost) uniform sample-checking whereas, from the supervisor’s point
of view, early subtasks are checked more often than later ones. This
solution requires, however, that the execution time of the tasks in the
system also follows a biased distribution in time.

11.3.4

Impact of Imperfect Node Isolation

So far, our analysis was based on the assumption that, once identified,
malicious nodes can be completely excluded from the subsequent computation rounds. This corresponds to a closed network system where
each entity can be uniquely identifiable. However, participants might
be able to operate under several identities (Sybil attack [102]) or to
re-enter the system with a new identity (i.e., white-washing), which
renders this assumption rather unrealistic in typical settings. In such
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Figure 11.9: Impact of imperfect isolation of malicious participants on the performance of our scheme. Our findings are derived
from the simulation setup described in Section 11.3.2. Our results
suggest that our proposed scheme achieves high confidence in the
correctness of the tasks even in scenarios where perfect isolation
of malicious participants might not be possible.

“open” systems, the supervisor might not be able to fully isolate malicious participants; the overall fraction of malicious nodes tends to
remain, to a large extent, constant in this case. Here, as opposed to a
(partially) closed system, sample checking solely protects past computations performed by the participants and does not improve the conditions for the subsequently executed subtasks. Nevertheless, even in this
case, our results show (refer to Figure 11.9) that our scheme achieves
a high level of confidence in the computed results. This indicates that
although isolating malicious nodes is clearly beneficial, it is not a requirement to achieve reliable results in our scheme; due to the high
performance of our scheme in detecting malicious behavior, the supervisor can ensure the correctness of its executing tasks by re-running a
modest subset of the tasks, as described in Section 11.3.2. Note that
it is possible to increase the performance of the entire system through
the use of reputation-based approaches (e.g., [96, 100, 136, 142]); in this
case, each participant can be associated with a reputation value that
indicates how trustworthy it is. Such an approach enables the supervisor to start with a better knowledge of the participants’ credibility (i.e.,
the initial probability of malicious participants is slightly lower when
compared to open systems) and therefore bridges the gap between the
aforementioned extremes: closed systems in which malicious participants can be fully isolated and open systems, where malicious nodes
cannot be isolated from the system.
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Chapter 12

Microcomputations as
Micropayments
In this chapter, we leverage on our previously proposed scheme for securing the execution of sequential computations (Chapter 11) and we
propose a micropayment model for non-specialized commodity webservices based on verifiable microcomputations. In our model, a user
that wishes to access online content (offered by a website) does not need
to register or pay to access the content; instead, he will accept to run
microcomputations on behalf of the content provider in exchange for
access to the content. These microcomputations can, for example, support ongoing computing projects that have clear social benefits (e.g.,
projects related to medical research) or can contribute towards commercial computing projects. We argue that this micropayment model
is economically and technically viable and that it can be integrated in
existing distributed computing frameworks (e.g., the BOINC platform).
We implement a preliminary prototype of a system based on our model
through which we evaluate its performance and usability. Finally, we
analyze the security and privacy of our proposal and we show that it
ensures payment for the content while preserving the privacy of users.

12.1

Motivation

In the last couple of years, the drop in online advertising revenues [47,
89] has generated a discussion on possible alternatives to increase the
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Figure 12.1: Example of using microcomputations as a payment
scheme in online newspapers. Upon accessing the news website,
the client’s browser performs microcomputations. The results are
then sent back to interested third parties in exchange of a payment.

revenues of online businesses. Some researchers [89] argue that the loss
in Internet revenues finds roots in the online advertisement model itself.
Studies have reported that users do not trust online advertisements [48];
some users further use tools to block them.
Given this, several websites are set to charge for online content. For
instance, News Corporation has declared that it will start charging for
news content by 2011 [47]. Several other online businesses are likely to
follow the same strategy to increase their revenues [47]. This strategy
is, however, expected to alienate a considerable number of online users.
While users might be willing to pay for low-cost specialized online
products such as music and movies, they are not willing to pay to read
online news, to sign in to Facebook, etc. In fact, studies have shown
that only a small fraction of users (almost 3%) are willing to pay to
read online news [47, 49]. Similarly, users are also not willing to set
up and frequently recharge accounts for each online commodity service
that they use. These issues make many commodity websites reluctant
to charge for content and/or registration. The challenge for most media
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and online businesses lies, therefore, in extracting revenues from their
online content without alienating existing users.
In this chapter, we consider this problem and we propose a micropayment solution based on verifiable microcomputations; namely, in
our proposal (Figure 12.1), the client’s browser will execute microcomputations that are verified later by the service provider in exchange of
content/service using the schemes in Chapter 11.
This proposal shares similarities with “parasitic computing” [64,
169], where covert computations are executed on users’ machines without their consent and knowledge. Our scheme, on the other hand, extends the notion of “parasitic computing” to offer users a transparent—
and undisguised—micropayment method. The main benefits of our
scheme are as follows: (i) our scheme is likely to boost the revenues
of online services; in fact, such a barter is likely to be more accepted
by users—when compared to subscription charges—by exploiting their
willingness to aid ongoing projects that have clear benefits (e.g., projects
relating to HIV, cancer, clean energy). (ii) Due to the increasing reliance on distributed computing platforms to solve computationally
challenging projects, our scheme will enable existing platforms to harness the idle computing power of users for as long as these users are
using online services (e.g., while users are reading online news). (iii)
This entire process can be made transparent to the users as the computations can be carried out within their browsers. (iv) Finally, the
advantage of malicious users in mounting attacks against our scheme
is negligible since the targeted service corresponds to a low-cost commodity content. Note that our scheme offers a natural countermeasure to Denial-of-Service (DoS) attacks targeting the service provider;
the verifiable microcomputations act as computational puzzles (Chapter 7) that ensure that an attacker commits a considerable amount of
resources before its request is served.

12.1.1

Example Application

To better illustrate the benefits of our microcomputations scheme,
we consider an example where online newspapers would require their
clients to perform computations for as long as they access their content
(i.e., their news portal).
For the sake of this example, we assume that there are 60 million
unique clients accessing online news per month, and that each client
spends on average 50 minutes per month browsing the news sites (these
159
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Figure 12.2: Total number of FLOPS acquired in our scheme versus
the number of newspaper viewers. For comparison purposes, the
GIMPS project [43] aggregates around 44 · 1012 FLOPS.

estimates were adapted from the reports in [50]). Although the pricing
for the cost of computations is well understood (ranging between 0.1
and 0.3 $ per hour [1, 51]), we rely in this example on a worst case
analysis and we estimate the market cost of computations by the cost of
electricity consumption of the machines involved in the computations.
On average, a computer is estimated to use 100 watts per hour [52] and
the cost of a kWh is estimated to be 0.1 $ [53].
This suggests that the cost of computations can be lower-bounded
by 0.01 $ per hour. In this case, online newspapers will be able to generate 1.5 million $ of revenues per month based on our proposed model;
when compared to online advertisements, this revenue is equivalent to
each of the 60 million users clicking on almost 1 ad per month in the
Google AdSense advertisement framework [57].
Furthermore, assuming that the clients have machines that are each
capable of performing an average of 10 GFLOPS (estimate acquired
from [59]), the total computing power harnessed in this case is equiv9
·60·106 ·50·60
≈ 7 · 1014 FLOPS (0.7 PFLOPS) on average;
alent to 10·1030·24·3600
this exceeds, by orders of magnitude, the collective computing power
harnessed by both SETI@home [46] and the GIMPS project [43] combined. In Figure 12.2, we show the total number of acquired FLOPS
with respect to the fraction of online users that adopt our scheme; for illustrative purposes, we also include the equivalent number of acquired
FLOPS in case our scheme is integrated in FaceBook, YouTube and
major Email providers1 (this is shown in the dotted black plot).
1 Here,

we used the following estimates (adopted from online reports): there are
5 · 108 Facebook logins per month, 109 YouTube video views per month and a total
of 6, 5 · 108 emails (Gmail, Yahoo, Hotmail and AOL) exchanged per month.
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Figure 12.3: Our Model: when a user U accesses the service provided by P, the service provider requires that U runs microcomputations. The results of those computations are communicated by
the intermediary I to the customer C.

12.2

System and Attacker Model

Before presenting our scheme, we present our system and attacker
model.
We consider the following system. A customer C (e.g., a research
lab or a private client) outsources tasks to a broker I; I acts as an
intermediary between C and a service provider P in exchange for financial remuneration. We assume that the outcomes of the outsourced
tasks are not confidential; in Section 12.4, we show an example where
the instances/solutions of the tasks can be kept secret.
When a user U accesses the service provided by P, P requires that
U contacts I and runs a subset of the outsourced tasks—in the form
of computations—on behalf of I’s customers. These computations are
carried out in the user’s browser. In exchange for these computations,
the users get access to the service offered by P and I financially rewards
P. This process is shown in Figure 12.3. To ensure the security of
our system, (i) I (and/or C) needs to be able to efficiently verify the
outcomes of the outsourced computations and (ii) I (and C) needs to
ensure that any outsourced computation instance can only be used once
by users (and by I) in exchange for remuneration.
We assume that I has access to several independent tasks, pertaining to different customers; following the model described in Sec161
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tion 11.1, these tasks could be either sequential or parallelizable or
even hybrid tasks (i.e., contain both sequential and parallelizable subroutines). Individual tasks are independent of each other.
We further assume that these tasks are computationally expensive
but require moderate memory access. In general, tasks that require
modest memory access can be efficiently outsourced and decomposed
into microcomputations as they incur a relatively low communication
overhead (as exemplified in Section 12.4).
Throughout the rest of this chapter, we assume a secure channel between P and I (e.g., P and I can use pre-shared keys) and we abstract
away the details of the communication channel between U , P and I,
such as delays, congestion, jitter, etc.
Our attacker model is similar to that of Chapter 11. We assume that
P and I are motivated to increase their benefit in the system and we
assume the existence of one or multiple colluding malicious users. We
further assume that malicious users are motivated to cheat in order to
access a service without performing all of their assigned computations.
For instance, a user might only execute 50% of its assigned computations and defect from running the rest of its tasks. Here, two or more
malicious users might collude to increase their chances of not being
detected.

12.3

Micropayments based on
Microcomputations

Here, we describe and analyze our solution based on the use of microcomputations as a micropayment method [143].

12.3.1

Our Scheme: Microcomputations as
Micropayments

Our proposed framework (Figure 12.4) comprises of the following modules:
The Customer Server C: The customer server C aggregates and outsources different task jobs pertaining to various distributed computing projects. For instance, C could correspond to the existing BOINC
server [55] that hosts volunteer grid computing projects.
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The Intermediary I: The intermediary acquires work units from C,
and manages the secure outsourcing of computations to the users using
our prior framework described in Chapter 11. More specifically, I aggregates the work units, splits them into microcomputations, embeds
indistinguishable ringers or redundancy among the computations, as
described in Chapter 11, and sends the computations to users. Later
on, I aggregates the individual results reported by users after checking their integrity and dispatches the entire work unit result to C. To
prevent users from re-using previous microcomputations as micropayments, I also keeps track of the microcomputations that were previously outsourced2 .
The Service Provider P: The service provider offers content to various
users (e.g. Facebook, online newspapers). In what follows, we describe
our scheme in greater detail.
Webpage Viewing: We start by describing one possible way to display webpages to fit our proposed model.
We assume that the webpage content is split into parts; users can
fetch the subsequent parts manually as they browse the content, e.g.,
through a “Next Page” button, once they correctly perform the required
microcomputations. An example of displaying an online newspaper article is shown in Figure 12.5. This abides by the current model adopted
in online newspapers where (i) the abstract (first page) of article can
be viewed free of charge while a full-article view requires payment or
registration and (ii) content is split between different pages that can be
accessed manually through a “Next” button. However, unlike current
solutions, our model allows users to pay as they browse (users only need
to perform the microcomputations for the pages that were loaded on
their browsers).
We further assume that the service provider always responds with
the first part of the content whenever a new session is started. Before
serving subsequent parts, the service provider ensures that users have
correctly performed the microcomputations. This prevents users from
reading the first part of the content without performing the computations, and then restarting a new session with P to read the subsequent
part and so on. Note that, except for the “free” pages, content is not
loaded on the browser of the user if there is no support for the tools
2 This is a common requirement in most existing distributed computing platforms.
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Figure 12.4: Our microcomputations scheme: when a client U requests a service from the service provider P, P informs the intermediary I that a new session SID has been initiated. I then outsources a challenge in the form of microcomputations to U. These
computations are chosen from the pool of tasks available at the customer server C (e.g., BOINC [55]). Further requests by the user
are only accepted if the results of the computations are correct.

that are required to perform the computations (e.g., if JavaScript is
disabled).
Scheme Description: When a client U initially requests a service
from P, P responds with the first part of the content, a link to a script
hosted by I, along with a session ID, SID. SID is a pseudo-random
identifier to identify the current session in subsequent interactions. P
also informs I that a new session SID has been initiated. Recall that
the communication between P and I is performed over a secure channel.
When U executes the script and contacts I, the latter then outsources a challenge in the form of microcomputations to U . These
microcomputations run in the browser of U . When completed, the
results are sent back to I. In our scheme, we assume that all the content offered by P has similar “value” and as such is reimbursed with a
pre-determined amount of microcomputations3 .
As described in Chapter 11, I verifies the integrity of the results reported by users by inserting ringers (and/or redundant computations)
within the outsourced computations. Since I already knows the solution to the (pre-computed) ringer problems, the integrity verification of
the outsourced computations can be performed very efficiently through
table-lookup. I then informs P of the outcome of the verification. If
3 Alternatively, I can assign different computation loads depending on the content “value” or the period during which the content is being accessed.
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Figure 12.5: An example of displaying an online newspaper article:
the content is split into parts that are fetched manually through
a “Next Page” button. The framed pages can be accessible via
a public URL without the need to perform microcomputations.
Arrows model the various clicks performed by users.

the verification passes, P accepts further requests for content from U .
In that case, the entire process re-iterates as shown in Figure 12.4. We
analyze the security properties of this scheme in Section 12.3.2.
We point out that the efficiency of outsourcing the microcomputations and the load incurred on I in this case is comparable to those
incurred in existing distributed computing platforms. In fact, these
servers already embed enough functionality to allocate, assign and collect sub-computations from millions of users. We further note that, in
our scheme, ringer units (cf. Chapter 11) are also embedded within
the work bundles that are outsourced from C to I. The fraction of
ringers units inserted by C could be as low as 5%, when compared to
the fraction of ringers needed to ensure the correctness of the microcomputations that are run by the users (typically ≥ 30%). This is the
case since users can “whitewash” their history, simply by restarting a
new session with P. The intermediary I, on the other hand, has a
unique and fixed identity; it suffices for C to detect misbehavior by I
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once to stop interacting with it (e.g., I might face a legal case). This
also provides sufficient incentives for I to check the computations returned by the users, thus ensuring that it does not report incorrect
results to C.
Remark 12.1 In our scheme, U can make a choice with respect to
which project/computations it would like to run. For example, a small
tab that is loaded with the accessed pages can list all possible computing
projects that U can participate in. If U does not provide any choice, I
assigns subtasks given its default scheduling strategy.

12.3.2

Security and Privacy Considerations

In what follows, we analyze the security and privacy offered by our
proposed scheme.
Security: Given our scheme, a user can perform the computations
once, save the content locally, and subsequently re-post the content
(without the corresponding script) to other users that it colludes with.
Furthermore, since the communication between the users and (P, I) is
not performed over a secure channel, a user A can perform a Man-InThe-Middle (MITM) attack and impersonate another user B in order
to access content without performing the required microcomputations4 .
We argue, however, that the advantage of A in performing all these
attacks is negligible; the effort in mounting such attacks exceeds, by
far, the outcomes since the targeted service corresponds in our case to
low-cost, commodity content that is currently public. In that respect,
securing the communication between U and (P, I) can be seen as an
expensive commodity when compared to the advantage of users in performing such attacks. Nevertheless, since impersonation and MITM
attacks can be immediately detected by users (new content does not
load on their browsers), users can switch to secure communication (e.g.,
HTTPS) with I and P to circumvent such attacks.
One major security requirement here is to verify the results reported by users. Since the microcomputations are bundled in the users’
browsers, users can easily misreport the outcomes (e.g., by directly
editing the page source code from the browser). The correctness of the
4 One

possible alternative would be for user B to send its results along with an
HMAC using SID as a key. However, this solution is only effective when user A
cannot eavesdrop on the channel between B and P.
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solutions reported by users are ensured, with high probability, through
the use of our framework described in Chapter 11. Furthermore, since
the intermediary I keeps pointers to the previously outsourced computation, users cannot re-use results pertaining to past computations
in exchange for content. This is often referred to in the literature as
the “double-spending” problem, where users re-use “expired” tokens as
payments. This problem is inherently countered by the use of ringers—
even if I does not keep track of previously solved computations. This
is the case since the ringers are indistinguishably unique in each outsourced subtask; even if users can predict the algorithm to be executed
along with its input instances, they cannot predict which ringer values
to report to I. This also prevents users from generating and running fake computations—while claiming that these computations were
outsourced by I. In general, it can be easily shown that the use of
ringers ensures, with high probability, the integrity and the authenticity of the remote microcomputations in our setting. We conclude that,
in our scheme, rational users are unlikely to acquire content without
“correctly” performing the required microcomputations.
On the other hand, the use of ringers also prevents I from reporting
incorrect work unit results to the customer C since such a misbehavior
will be detected with high probability. Note that a service provider
might try to impersonate another provider in order to increase its revenues. This will be immediately detected since the communication
between service providers and I is performed over a secure channel.
Furthermore, unlike the advertisement model, our model allows both
P and I to keep track of the number of page accesses; P and I can
then compare the number of page requests to settle disputes. In this
respect, since our micropayment scheme is based on “verifiable” microcomputations, P cannot over-charge I without committing enough
of its time and resources to correctly execute the microcomputations.
This also suggests that our scheme enhances the resilience of P against
Denial-of-Service (DoS) attacks; the verifiable microcomputations act
as computational puzzles (Chapter 7) in which attackers commit a considerable amount of resources before their requests are served by P.
Privacy: Current advertisement platforms perform extensive userprofiling and tracking [135] to build a fine grained user profile. In
contrast, our micropayment scheme inherently supports the privacy of
the users and does not embed any incentive for any party to perform
user-profiling. This is the case since the ongoing microcomputations
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are independent by construction of the users’ preferences and profiles.
Furthermore, the users do not need to register or create accounts to
“pay” in exchange of content in our scheme.
As described in Section 12.3.1, the communication between P and I
solely contains a temporary session identifier; this identifier is changed
in every established session and therefore cannot be used for tracking
purposes. As such, the only knowledge that is leaked to P and I corresponds to the content that is being accessed, the IP of the user and
some information about the users’ browsers and/or the computational
loads on the users’ machines5 . In order to further increase their privacy, users could access content and perform the computations using
anonymizing networks.

12.4

Prototype Design & Evaluation

We now describe and evaluate a prototype implementation of our scheme.

12.4.1

Prototype Description

To evaluate our scheme, we implemented a prototype that acts as a
stand-alone server and distributes RC4 key search tasks to browsers
of the users in exchange of accessing content. Our implementation is
based on the Google Web Toolkit (GWT) [58]. GWT allows to develop
both the server-side and the client-side code in JAVA. The client-side
code is then compiled to JavaScript code to be interpreted directly by
the web-browser, without the need of further client-side support (e.g.,
this enables our framework to directly link with the BOINC platform).
GWT also handles automatically the differences in JavaScript support
from different browser’s version and providers.
Figure 12.6 depicts the architecture of our test prototype. Note
that our implementation was based on a variant of the framework in
Figure 12.4; here, we assume that P, I and C are co-located on the
same server and thus our prototype implementation abstracts away
the communication delays between these entities. Since users are generally equipped with various machines and network connections (e.g.,
university network, broadband access), the main aim of our prototype
5 This information leakage is not particular to our scheme and applies whenever
users browse the web [108].
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Figure 12.6: Prototype design: Our prototype was implemented
using the Google Web Toolkit (GWT) [58]. Our implementation
is based on a variant of the framework presented in Figure 12.4;
here, we assume that P, I and C are co-located on the same server.

implementation is to analyze and evaluate the performance and usability of our proposals from a user’s perspective. Namely, the objectives
of our preliminary evaluation were (i) to get an initial user feedback
on the acceptability and usability of the scheme and (ii) to evaluate
network latency and the load that is incurred by our scheme.
Construction of the Computation Bundles: In our implementation, the outsourced microcomputations consist of N sets of {Kr, C⊕P }
where P is a given plaintext, C is its corresponding ciphertext encrypted with RC4 using a key k, and Kr is the assigned key-search
space. Users have to check, for each of their assigned search spaces,
?
{∀b
k ∈ Kr | C ⊕ P = RC4(b
k)}. If a solution is found, the key is returned to the server. As described in Chapter 8, this scheme enables a
privacy-preserving key search for the key, since it does not reveal the
plaintext P to any entity that is involved in the search. Here, n ringers
are constructed by encrypting a random plaintext Pr with a random
key kr to obtain the ringer’s ciphertext Cr (cf. Chapter 11).
Evaluation Setup: To evaluate our prototype, we constructed a webpage that hosts a computer science book chapter. The chapter is broken into pages that are displayed as JPEG images and that can be
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navigated through a “Next Page” button. When users click that button, JavaScript computations automatically run for approximately 15
seconds on their browsers; the button is only enabled when the computations are correctly performed and returned to the server. After the
last page of the chapter is loaded, the “Next Button” points to a page
that hosts the questions shown in Table 12.1.
Our preliminary evaluation consisted of three experiments. In the
first experiment, we sent the link of our test webpage to our research
group comprised of 10 computer science PhD students and post-docs.
For the purpose of this experiment, 50% of the users were randomly
chosen not to perform any computations; in that case, the “Next Button” was simply disabled for 15 seconds.
In the second experiment, we sent the link of our test webpage to 32
students that were attending a computer science course at ETHZ. These
were Master and Bachelor students affiliated with various departmental
tracks. The students were informed that they had to read the book
chapter as an exercise for the lecture and that they have to give some
answers at the end of their reading. They were also informed that the
“Next Button” will only be enabled after some time, to ensure that
they are actually reading each page of the chapter. In this experiment,
the subjects had to answer a technical question related to the contents
of the chapter along with the question included in the second row of
Table 12.1. 25% of the subjects were randomly chosen not to perform
any computations as a test group. To ensure that the purpose of the
experiment was not visible to students, the remaining questions were
asked in person at the end of the following lecture. In both experiments,
the subjects were not hinted that they might be running computations
on their browsers. Finally, in a third brief experiment, we accessed our
webpage from an Android 2.2 smartphone, an Apple iPhone and from
an iPad to evaluate these mobile phones’ CPU busy time.

12.4.2

Evaluation of our Scheme

Table 12.2 summarizes the statistics that we collected from our preliminary experiments. In total, the computing server served 1548 requests
pertaining to 92 different users. Each request was served in 8.34 ms, totaling an aggregate server busy CPU time of approximately 13 seconds.
The aggregate time that all users spent in performing the computations
was 188 minutes, which enabled them to test for approximately 226 RC4
keys. In this case, the ratio of the CPU time expended by JavaScript
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Evaluation
Did users detect that
computations were running?
Did users experience unusual
CPU load?
Would users generally agree
to run computations as a
way of payment?
Would users generally agree to
run computations to support
existing research efforts?
Was it unethical to execute
code without the consent
of the users?
Would the users like to be
aware of the computations?

Yes

No

0 (0)%

100 (100)%

0 (0)%

100 (100)%

85 (70)%

15 (30)%

97 (95)%

3 (5)%

72 (80)%

28 (20)%

96 (100)%

4 (0)%

Table 12.1: Preliminary user study results. Numbers between
parentheses correspond to the results from Experiment 1, numbers without parentheses denote the results from Experiment 2.

clients when compared to that spent by the server time is 867 (i.e., 1
day of server computation corresponds to 2.3 years in clients’ computations time). While we acknowledge that faster implementations (e.g.,
using a specialized plugin that implements algorithms in native code)
could be built, we note that even the relatively “slow” JavaScript-based
environment can efficiently host the outsourcing of microcomputations.
Furthermore, in our experiments, the total network overhead was
marginal (8.65 MB). This corresponds to 80 KB of static script (of computations) per session (that is loaded and cached by browsers). However, even bigger script sizes, e.g., of 200 KB (corresponding to more
complex microcomputations), do not result in any noticeable performance degradation in our scheme when compared to the online advertisement model, provided that the computations require moderate
memory usage. In fact, an estimated average of 300 KB of advertisement content is loaded on the browser of users on each page load6 .
6 Due

to the lack of references, this estimate was obtained empirically by averaging the size of advertisements that were embedded in three major online news sites
(NY Times, BBC, Le Monde) and fetched by browsers on each page load.
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Total Number of Keys Searched
Number of Data Bundles Sent
Number of Individual Sessions
Aggregate Computation Time
Total Network Load
Average Server CPU Time
Average User CPU Time

226 keys
1548
92
188 minutes
8.65 MB
8.34 ms per request
15 s per request

Table 12.2: Prototype deployment statistics

In the third experiment, we noticed a maximum CPU usage of 75%
on the tested phones during which all devices remained fully responsive. We therefore observe that our scheme also results in acceptable
browsing experiences on smart phones.
Preliminary User Study Results: The results of the preliminary
user study that we conducted are shown in Table 12.1. Our findings suggest that (i) the ongoing microcomputations did not affect the browsing
experience of subjects since no subject noticed them and (ii) most subjects are unlikely to be alienated by our micropayment scheme and as
such our scheme seems to be well suited for browsing online newspapers
or reading ebooks, where users are likely to spend some time on each
page.
An interesting observation was that the vast majority of the subjects, including those that were reluctant on using our scheme, showed
interest in adopting the microcomputations model when it is used to
support socially-beneficial projects. Most subjects wanted to be aware
of what their browsers were running and preferred to have choice with
respect to the purpose of the computations they would be running.
As mentioned in Section 12.3.1, our scheme enables users to choose
which computations to execute on their browsers (i.e., which computing project to support), thus enhancing the acceptability of our micropayment model.
Limitations of our study: Although these results are encouraging, we acknowledge that they are only preliminary given the limited
number of subjects and given the fact that the subjects mostly had a
Computer Science background.
There are also a number of factors that we did not consider in
this initial user study. For instance, one important question here is
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whether users prefer slower browsing, that is somehow unavoidable in
the microcomputations scheme, rather than simply paying for online
services or viewing advertisements. Another important factor relates to
the load incurred by these computations given a number of concurrent
web-browsing sessions that are run simultaneously by users (e.g., users
opening several tabs).
To draw more decisive conclusions on the acceptability and usability
of our scheme when compared to other possible alternatives, we plan
to address these issues in a prospective large-scale study.
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Summary & Related
Work
In this chapter, we overview related work in the area and we summarize
our findings in this part.

Related Work
While there were several contributions that deal with security in distributed systems, there are few proposals for securing the execution
of sequential functions. A comprehensive survey in the area of resultchecking and self-correcting programs can be found in [194]. In [185],
Szajda et al. briefly propose assigning selective redundancy to secure
repetitive sequential functions. Golle et al. [117] propose a security
framework for commercial distributed computations that relies on selective redundancy. They further analyze the impact of varying the distribution that dictates the application of redundancy among participants.
Similarly, Du et al. [105] discuss a scheme that uses sampling techniques
along with a Merkle-tree based commitment technique to secure nonsequential distributed problems in grid computing. Goodrich et al. [118]
discuss mechanisms to duplicate tasks among participants in grid computing applications as a means to efficiently counter collusion among
malicious participants. Sanders et al. [176] suggest computing with
encrypted functions to provide security for mobile agents. The major
limitation of this proposal lies, however, in the fact that it might be

Chapter 13. Summary & Related Work
difficult to create encryption functions that can be executable. Vigna et
al. [189] propose a mechanism based on execution tracing to protect the
execution of mobile agents. Yang et al. [197] describe a method that
uses the program counter values to monitor remotely executing computations. The supervisor, then, checks sample computations in order
to detect possible misbehavior. Several other proposals suggest the use
of tamper-proof hardware/software [131] to prevent possible tampering
with the results of the computations.
Hashcash [63] is a Proof-of-Work (PoW) system designed to limit
email spam and Denial-of-Service attacks. Centmail [113] proposes to
introduce certified microdonations as a way to combat spam emails.
Bitcoin [165] is a peer-to-peer network based on digital currency; it
makes use of computations to alleviate double-spending in digital payments. Horton et al. [127] show that Java applets in web-browsers can
be used to perform covert distributed computations without the knowledge of users. They also briefly describe the notion of “Computing for
Sale”. There are currently a number of emerging businesses that generate revenues by managing the distributed computations of private
clients and businesses [51, 54].
Barabasi et al. [64] show how to achieve parasitic computing—a
form of covert computing—simply by manipulating the TCP checksum
field of packets. A distributed DES cracker that runs on browsers has
been proposed in [56]. Provos et al. [169] analyze threats that originate
from omnipresent scripts that run on the browsers of users.
Several works propose the design of private advertising systems.
Databank [158] proposes a model in which a provider pays its clients
in exchange of their private information; their scheme also provides
incentives for advertisers to protect the privacy of the clients. Adnostic [186] is an ad-targeting model that creates and maintains user
profiles locally. A proxy orchestrates all communication between the
users and the service provider; the proxy is, however, assumed not to
collude with the service providers. Privad [119] is a online advertising
system that is designed to enable private targeted advertisement. The
main intuition behind this system is to create and maintain the profiles
of users in such as way that they are mostly stored on the users’ computers instead of being hosted by a third party (as in current online
advertisement systems).
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Summary
In this part, we addressed the problem of securely and efficiently verifying sequential computations. Namely, we showed that by permuting
sequential tasks among several participants, efficient probabilistic measures can be used to secure the remote execution of tasks. Efficient
recovery mechanisms from possible misbehavior within the remote execution constitute an important and orthogonal problem to securing
distributed computations. We also addressed this problem and we analyzed the resilience of our scheme to chaining of errors caused by incorrect intermediate results. Our findings indicate that a satisfactorily
modest number of re-runs per task can ensure high confidence levels in
the correctness of all the sequential tasks in the system, thus bounding
the impact of malicious behavior.
Motivated by these findings, we outlined a novel application that
can benefit from verifiable computations. More specifically, we proposed a new micropayment model based on microcomputations that
can be transparently executed within current web-browsers. In our
model, a user wishing to access online content offered by a website
does not need to register or pay to access the website; instead, he will
accept to run some computations on behalf of the website in exchange
for access to content. Our scheme leverages on the use of the solutions
described in Chapter 11 to verify the integrity of parallel and sequential computations. We analyzed the security of this proposal and we
showed that—unlike the current advertisement model—our model inherently supports the privacy of users. In addition, we implemented a
preliminary prototype and we evaluated the performance and usability
of our proposed system. Our evaluation indicates that our scheme did
not affect the browsing experience of users and is likely to be adopted
by a large fraction of online users. Another direct benefit of our scheme
lies in the fact that it offers a natural countermeasure to DoS attacks
targeting the service provider; the verifiable microcomputations act as
puzzles (Chapter 7) that ensure that an attacker commits a considerable amount of resources before its request is served.
We believe that our implementation can also accommodate for a
number of computational tasks, pertaining to existing distributed computing platforms, and might therefore support a number of sociallybeneficial computing projects by offering them additional useful computing power.
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Summary
The open nature of the Internet constitutes fertile grounds for a large
variety of attacks that aim at abusing the operation of the multitude of
online services populating the global network. Consequently, the task
of designing, implementing and analyzing primitives that enable the
secure verification of (computational) resources becomes crucial. These
primitives prove to be useful in ensuring the security and liveliness of
current Internet-based services, and also in enabling Internet users to
securely verify that they acquired the type/quality of service to which
they have subscribed.
In this thesis, we proposed a number of primitives that enable (i) the
secure remote verification of bandwidth and computational capabilities
and (ii) the secure outsourcing and verification of computations.
First, we analyzed delay attacks on bottleneck bandwidth estimation using the one-packet and the packet-pair techniques, where remote provers intentionally delay their measurement probes to modify
their bandwidth claims. We outlined possible countermeasures to alleviate such attacks and we proposed a technique to remotely detect the
presence of traffic shapers on end-hosts. We further proposed a novel
scheme for remote path identification using the packet-pair technique
and we analyzed its resilience to path impersonation attacks. Based on
this scheme, we outlined a number of novel scenarios where the use of
the packet-pair technique may strengthen the security of current online
applications. Namely, we showed that the use of the packet-pair technique to identify Internet paths might increase the effort that attackers
need to invest to perform successful Sybil attacks.
Second, we addressed the problem of enabling the secure and privacypreserving outsourcing of cryptographic computations to untrusted users.
We proposed cryptographic puzzles that enable a computationally limited verifier to efficiently verify the integrity of outsourced modular ex-
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ponentiations (modulo a semi-prime); we showed how these puzzles can
be integrated in protocols used for the protection against DoS attacks
and for the remote verification of computing performance. We then
considered the problem of assisted distributed brute-force decryption
without leaking sensitive information about the plaintext and the decryption key throughout the process. Given that our proposed privacypreserving schemes apply to most block-cipher encryption modes and
can be directly integrated in existing distributed computing platforms,
our work highlights the need to consider these privacy-preserving properties and their implications in the design and deployment of brute-force
key searches.
Finally, we addressed the secure verification of sequential computations and we proposed a scheme that enables the secure outsourcing of
sequential computations to untrusted hosts. We believe that our scheme
can be beneficial in a number of application-scenarios. A typical application of our scheme lies in the context of (commercial) distributed
computing where an entity is interested in executing a number of tasks
with the help of helper nodes but does not trust these nodes and would
like to be able to efficiently verify the correctness of their reported
results. Another natural application of our scheme lies in the construction of probabilistically verifiable puzzles (or benchmarks) to assess the
performance of machines with respect to different performance metrics (e.g., Gaussian Elimination benchmark, FFT benchmark, database
benchmark).
We also outlined a novel application that can benefit from our
scheme to secure sequential computations; more precisely, we proposed
a complementary model to the current advertisement model based on
probabilistically verifiable microcomputations. In our model, Internet
users “pay” in exchange of low-cost commodity content (e.g., online
news) by performing computations (that could correspond to existing
socially-beneficial projects) on their browsers. Our preliminary user
study has showed that such a barter is likely to be more accepted
by users—when compared to subscription charges—by exploiting their
willingness to aid ongoing projects that have clear benefits (e.g., computing projects relating to medical research, clean energy).
Note that the premise of performing microcomputations extends
well beyond simply browsing online pages. For example, users could
be encouraged to run computations as they listen to an MP3 song (in
that case, the computations are embedded in the MP3 bundle) or when
streaming a YouTube video. Currently, several distributed computing
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projects are continuously seeking to recruit additional volunteers to
help in various areas such as biology, mathematics, medicine, cryptography, physics, science, etc. Our work therefore motivates for the need
to support these ongoing scientific projects, namely by offering them
higher exposure to a large set of helper nodes. If all popular services,
such as Facebook, YouTube, etc., adopt a variant (even based on voluntary participation) of our proposed scheme, then serious advances
in several scientific or socially-beneficial computing projects might be
reached in few years.
DoS-resilient client-puzzles can also participate in the efforts of supporting current distributed computing projects; instead of outsourcing
cryptographic operations—that might not have any practical use—they
can outsource verifiable computations that can assist current computing
projects. By doing so, the (negative) energy that is spent by attackers
in mounting DoS attacks against online services can be transformed
into a (positive) social-friendly force that contributes to the advances
of several beneficial computing projects.
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Future Work & Outlook
We believe that this thesis has made a significant step into the fields
of secure verification of performance of devices and secure outsourcing of computations. Nevertheless, we acknowledge that there are a
number of research questions relating to our findings that remain to be
investigated and validated.

Secure End-to-End Network Measurements
In the first part of this thesis, we addressed the problem of secure verification of bottleneck bandwidth. While we believe that the proposed
attacks on bottleneck bandwidth estimation techniques and their corresponding countermeasures also apply for other network measurements,
such as available bandwidth estimation and RTT measurements, the effectiveness of our countermeasures against attacks on these end-to-end
network measurements is still yet to be verified.
Moreover, given the current trends in designing a future Internet,
our findings indirectly motivate the need for a secure next-generation
Internet. Since network measurements are gaining paramount importance in monitoring the performance of the Internet, secure infrastructural support for network measurements becomes rather a necessity [65]. As shown in Chapter 2, by pushing functionality from endhosts back to dedicated and trusted network components, several security threats can be eliminated. Performance “awareness” is another
desirable design property for next-generation Internet. Dedicated network components could in the future construct and store bandwidth
and latency “maps” of Internet hosts. This would indeed eliminate the
need for active probing-based end-to-end insecure measurement tools.
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However, embedding additional functionality in the network comes
at the expense of increased storage, size, and cost. Delicate access
control to the infrastructure is a crucial design property that also needs
to be considered in order to address the privacy and integrity of the
measurements and the hosts. That is, the use of dedicated measurement
components requires the presence of trusted authorities that control
and maintain these components; any compromise of the measurement
components might result in severe performance deterioration of the
entire network.

Privacy-Preservation as a Security Property
of Encryption Algorithms
In Chapter 8, we investigated the privacy-preserving properties of encryption algorithms in the case where encrypted data might be decrypted by means of distributed brute-force search. In this respect, we
argue that the property of enabling efficient privacy-preserving solvers
should be considered as an additional criterion for characterizing cryptographic algorithms.
We plan to investigate a potential relationship between the security of an encryption algorithm and its “privacy-preserving” properties;
more specifically, we are interested in investigating whether an encryption algorithm that supports classes of privacy-preserving solvers beyond what is presented in Chapter 8 should be insecure (with respect
to the ciphertext indistinguishability property).

Practical Considerations in the
Microcomputations Model
In our model based on microcomputations (Chapter 12), the microcomputations outsourced by a service provider could pertain to existing distributed computing projects that have clear social benefits (e.g.,
medical research). As a proof of concept, we plan to extend our implementation to accommodate for the use of other computations from the
large pool of existing distributed computing projects.
However, we acknowledge that it might not be straightforward to
embed ringers in all classes of computations/distributed projects (see
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Chapter 11); in this case, redundantly assigning subtasks among users
could be used as a means to transform any task into a probabilistically
verifiable computation [118].
We also plan to conduct a large-scale user study to better assess
user preferences, the acceptability of our proposed scheme, and its impact on the users’ browsing experience. In this respect, we already
foresee a potential limitation of our proposed micropayment model. As
it relies on executing computations, this payment scheme favors users
that are equipped with fast machines; those users are more likely to
perform the computations faster and therefore to browse more at ease
when compared to users that are equipped with “slower” (and energyconstrained) machines. In what follows, we describe possible solutions
to address this problem.
One possible solution to ensure fairness among heterogeneous users
is to estimate their computing performance from the time it took them
to complete the assigned computations and adjust the “difficulty” of
subsequent microcomputations accordingly. In Chapter 7, we describe
another technique to securely verify the computing performance of remote devices. Another solution would be to allow users to outsource—
on the fly—the required microcomputations to other machines at their
disposal. Here, upon accessing a service, a user can specify that it
would not like to perform the computations on its current machine,
but on another machine that it specifies1 . In this case, the user could
browse online news on its PDA while performing the computations on
its desktop at home. Another variant alternative—which somehow departs from our current scheme—would be to rely on a marketplace to
sell “computational tokens”; computations can be carried out by users
“offline” in exchange of tokens that users can use subsequently to access
online content from other devices they possess (e.g., a PDA device). We
are currently investigating the feasibility of efficiently creating verifiable
and anonymous tokens for various types of computations.

1 Needless

to mention, the remote machine is expected to be connected to the
Internet and to run a software that accepts computation requests from service
providers.
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