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Abstract
Interactive environments featuring virtual objects that dynamically deform play
an increasingly important role in many applications such as surgery simulation
or computer games. Such environments require efficient and robust algorithms
for various simulation tasks such as deformation, collision handling, as well as
processing of topological changes.
This thesis explores novel algorithms and data structures that enable the fast and
stable treatment of complex cutting operations on deformable models. The focus
lies on versatile methods that alleviate or completely avoid intricate volumetric
remeshing. This allows for geometrically flexible and robust object representations, algorithmically simple and efficient implementation, and visually attractive
behavior, all in accordance with the requirements of typical target applications.
In the first part of this thesis, a hybrid method to cut tetrahedral meshes in the
context of hysteroscopy simulation is presented. It combines subdivision of tetrahedra with adjustments of existing topology. This permits a close approximation
of a given cut trajectory, while larely avoiding the creation of badly-shaped elements that may degrade deformation computations, and mesh complexity does not
explode. This approach has been integrated as a key simulation component into a
successful virtual reality training system for hysteroscopic interventions.
A more general novel method for cutting in a meshless, continuum-mechanicsbased deformation model is presented in the second part of this thesis. This approach is suitable for a large range of applications that require arbitrary and stable
cutting operations, ranging from computer animation to interactive medical simulation. The meshless nature of this method avoids the volumetric remeshing problems inherent to previous state-of-the-art cutting algorithms, operating mostly on
tetrahedral meshes. Therefore, stability problems in subsequent deformation computations can be largely eliminated. Object surfaces and cut surfaces meshed from
the movement of a cutting blade are represented by triangle meshes. This enables
robust updates of particle neighborhood information stored in a lightweight visibility graph data structure, and challenging self-collision scenarios often present
in cutting simulations can be handled in an efficient and stable manner.
While meshless methods feature great advantages when handling topological
changes in high-quality simulation, deformation computations are often more involved, limiting their application in interactive environments. Therefore, in the
third part of this thesis a new adaptive shape matching deformation method that
is tailored for physically plausible interactive simulations such as video games is
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presented. It features the extremely high efficiency and robustness common to
geometrically motivated shape matching approaches, while at the same time it is
flexible enough to handle topological changes without volumetric decompositions
in a fast and stable manner, and its adaptive nature enables the efficient simulation
of complex geometry.
Deformation methods relying on less structured geometry, such as those used
in the second and third part of this thesis, allow for simpler treatment of topological changes. At the same time, however, other simulation parts such as collision
processing may become more involved, as there is no readily-available spacepartitioning volumetric mesh that permits efficient collision detection. Object
surfaces must be used for this task, and these may have high complexity in visually interesting simulations. However, the actual surface deformation may well
be captured by many fewer degrees-of-freedom. A method exploiting such linearsubspace deformations to compute surface bounds for meshless animation in the
context of collision detection is presented in the last chapter of this thesis. The
method has a cost which is linear in the number of simulation nodes, and may
compute bounds orders of magnitude faster and/or tighter compared to previous
methods, whose cost depends on surface complexity.
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Kurzfassung
Interaktive Umgebungen mit virtuellen Objekten, die sich dynamisch deformieren,
spielen eine immer grösser werdende Rolle in diversen Applikationen wie Chirurgiesimulatoren oder Computerspielen. Solche Umgebungen benötigen effiziente
und stabile Algorithmen für verschiedene Simulationsprozesse wie Deformation,
Kollisionserkennung und -auflösung, und der Bearbeitung von topologischen
Änderungen bei Schnitten oder Bruchsimulationen.
Diese Dissertation untersucht neue Algorithmen und Datenstrukturen, die es
erlauben, schnelle und stabile Schneideprozeduren auf deformierbaren Modellen
durchzuführen. Der Fokus liegt dabei auf vielseitigen Methoden, die komplizierte
volumetrische Unterteilungen von bestehender Geometrie vollständig bzw. in hohem Masse vermeiden. Dies erlaubt geometrisch flexible und robuste Objektrepräsentationen, algorithmisch einfache und effiziente Implementationen, und visuell ansprechende Simulationen, um die Bedingungen der typischen Zielapplikationen zu erfüllen.
Im ersten Teil dieser Arbeit wird eine hybride Methode vorgestellt, um TetraederNetze zu schneiden. Diese Methode wurde im Kontext der HysteroskopieSimulation entwickelt. Sie kombiniert die Unterteilung von Tetraedern mit Anpassungen von bereits existierender Topologie. Dies erlaubt es, einen Schnitt
nahe an eine gegebene Schnittfläche zu approximieren, während gleichzeitig
dünne oder sogar degenerierte neue Tetraeder vermieden werden, die Deformationsberechnungen instabil machen könnten. Die Methode bildet einen wichtigen
Bestandteil eines bestehenden, erfolgreichen Hysteroskopie-Simulators.
Eine neue, vielseitig einsetzbare Methode für Schneideprozeduren in einem
netzlosen, partikelbasierten Deformationsmodell, das auf den Gesetzen der Kontinuumsmechanik basiert, wird im zweiten Teil dieser Dissertation präsentiert.
Diese Methode kann für ein breites Spektrum von Applikationen benutzt werden, in denen beliebige und stabile Schneideoperationen benötigt werden, wie
zum Beispiel Computeranimationen oder interaktive medizinische Simulationen.
Die netzlose Beschaffenheit dieser Methode erlaubt es, auf Subdivisionen von
Tetraedern gänzlich zu verzichten, womit alle damit verbundenen Probleme, die
frühere netzbasierten Methoden hatten, vermieden werden können. Es muss kein
konsistentes Netz erhalten werden, und Stabilitätsprobleme bei darauffolgenden
Deformationsberechnungen können grösstenteils umgangen werden. Objektoberflächen und Schnittflächen, die durch die Bewegung eines Schneidewerkzeugs
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bestimmt werden, sind mit Dreiecksnetzen repräsentiert. Dies erlaubt es, Nachbarschaftsinformation zwischen Simulationspartikeln effizient und stabil anzupassen. Diese Information wird in einem Sichtbarkeitsgraphen gespeichert, der
eine einfache Speicherung und Aktualisierung erlaubt. Zudem können mit der expliziten Oberflächenrepräsentation Selbstkollisionen, die in Schneidesimulationen
oft auftreten, robust und schnell behandelt werden.
Während netzlose Deformationsmethoden grosse Vorteile im Zusammenhang
mit topologischen Änderungen haben, so sind sie doch oft teurer als netzbasierte
Ansätze und deshalb nur bedingt in interaktiven Umgebungen einsetzbar. Aus
diesem Grund wird im dritten Teil dieser Dissertation ein neues, geometrisches
Deformationsmodell für physikalisch-plausible Simulationen wie Spiele, aber
auch Chirurgiesimulationen vorgestellt. Der Ansatz besitzt dieselbe Effizienz
und Robustheit wie frühere geometrisch-basierte Methoden, ist aber gleichzeitig
flexibel genug, um topologische Änderungen ohne volumetrische ElementUnterteilungen schnell und stabil behandeln zu können. Zudem erlaubt die
Methode die adaptive Simulation von komplexen Objekten.
Deformationsmethoden wie in Teil zwei und drei dieser Dissertation, die nicht
auf netzbasierte Objektgeometrien angewiesen sind, erlauben eine vereinfachte
Behandlung von topologischen Änderungen. Gleichzeitig werden jedoch andere
Simulationsteile, wie die Kollisionserkennung, erschwert, da keine konsistenten,
volumetrischen Objektdiskretisierungen existieren, die eine effiziente Kollisionsbehandlung erlauben würden. Deshalb müssen für diesen Zweck die Objektoberflächen benutzt werden, die jedoch eine hohe Komplexität haben können in visuell
interessanten Simulationen. Die Oberflächendeformation jedoch kann oft mit verhältnismässig wenigen Freiheitsgraden beschrieben werden. Im vierten Teil dieser
Arbeit wird deshalb eine Methode präsentiert, die solche reduzierten linearen Deformationen nutzen kann, um Oberflächenschranken für Kollisionserkennung in
netzlosen Animationen effizient zu berechnen. Die Methode hat eine Laufzeit, die
linear in der Anzahl Simulationspartikel ist, und kann Schranken berechnen, die
um Grössenordnungen schneller und/oder enger sind als mit früheren Methoden,
deren Laufzeit direkt von der Komplexität der Oberfläche abhängt.
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Chapter 1

Introduction
1.1 Motivation
Interactive virtual environments have gained increasing importance in the last two
decades. Thanks to ever-rising computing power at ever-decreasing cost, such
environments have received attention in many different fields of science, engineering and entertainment. The impressive advances in simulation and computer
graphics lying at the heart of such systems have been driven to a notable extent
by the entertainment industry, including computer games. These have obtained
a very high level of realism in the last years, featuring complex physically-based
simulation of objects, which requires highly specialized algorithms to simulate
how such objects move, deform, explode, fracture, or collide with each other, all
in real-time.
Surgical simulation is another major application of interactive environments.
Nowadays, doctors are assisted by complex computer systems in the operating
room, giving them insight and information that allows them to perform more
complex and precise surgical procedures at less risk and stress for the patient.
However, such methods of treatment often require very skilled professionals, and
training of these procedures is not easy. To date, the necessary skills have often
been taught in an apprenticeship model where experienced surgeons transferred
their knowledge to young physicians on an ad-hoc and subjective basis during
actual interventions. To lower the risk for the patient, separate exercise sessions
are conducted in advance. Using biological tissue such as animal organs or artificial patient replacement models may be realistic to some extent, but such exercise
sessions are costly and rather involved with respect to setup, and only standard
procedures can be trained. In contrast, surgical training using virtual simulation
environments allows the execution of the entire training pipeline from learning
basic skills to practicing difficult and possibly rare complication scenarios, all in
a safe and realistic environment and with objective feedback.
State-of-the-art virtual environments used for games or for surgical simulation
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support physically-based interactions with deformable models, and a user can interactively and dynamically deform, cut, fracture or tear apart objects in a physically plausible fashion. Such systems should react in real-time to user-input, but
they should also be robust and stable. They should not suffer unstable behavior
when the shape or the topology of a deformable organ is changed, for example.
There is a trade-off between these two requirements, as computational efficiency
comes at the price of having to use simplified underlying physical models, which
in turn may affect the robustness as well as the visual realism of the simulation.
Interactive physically-based simulation can be roughly divided into three intertwining parts. The mechanical part deals with the computations of forces and
deformations of the virtual objects. It requires a discretization of the simulation
domain, on which the governing equations of the underlying deformation models
are solved. This discretization constitutes the geometrical part of the simulation.
When a deformable object is split (i.e. cut, fractured or torn apart), the discretization must be adapted to reflect these topological changes, affecting the mechanical
simulation. Finally, the third simulation part deals with contact handling. Objects
may collide with each other or even themselves, which may happen frequently
when cutting operations are performed. The geometrical representation is used to
detect such contacts, while the forces to resolve them must be included once again
in the mechanical simulation.
The choice of geometric discretization of the virtual objects is closely tied to
all simulation algorithms and vice versa, as this decision determines to a large
extent the algorithms and data structures that can be applied in the simulation.
Again, there is often a tradeoff between efficiency, robustness and simplicity on
one side, and physical accuracy, simulation quality and versatility on the other
side. For example, some representations and models may be well suited for fast
deformation, but are hard to adapt in case of topological changes, while others are
more versatile, but at the price of higher simulation cost. Effectively, the choice
of discretization and simulation methods is guided by the target application.
Most state-of-the-art physically-based deformation models use volumetric
mesh-based discretizations of the simulation domain, and many efficient meshbased algorithms for deformation and collision processing exist that exploit the
highly structured nature of such meshes. However, this same explicit structure
poses a number of problems especially for fracturing and cutting operations.
Therefore, various researchers have investigated methods and algorithms on other
types of data representations.
Meshless approaches are one such alternative to mesh-based approaches, as
they do not rely on highly structured data and can cope with unstructured point
clouds. Since discrete operators needed to solve the governing partial differential
equations can be approximated on such point clouds, there is no need for storing
or updating a consistent mesh. This may considerably simplify simulation tasks
such as topological changes, robust large-scale deformation, and state transitions.
While most deformation models in literature are physically motivated and try
to model a specific behavior governed by physical laws, purely geometric mod-
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els utilizing shape matching techniques have become popular for interactive applications such as games, where physical accuracy can be traded with physical
plausibility. With these methods, unconditionally stable large-scale deformation
of a wide range of materials can be modelled plausibly and very efficiently. Furthermore, as such methods often simply operate on points like physically-based
meshless methods, they may also enjoy the same flexibility in changing the underlying geometric discretization.
In any environment featuring moving and deforming objects as well as user
interaction, treating contact is an essential component. While deformation methods relying on less structured geometry, for example meshless methods, allow for
simpler treatment of topological changes, collision processing may become more
involved, as there is no readily-available space-partitioning volumetric mesh that
permits efficient collision detection. Object surfaces must therefore be used for
this task. For deformable models, data structures to accelerate collision queries
must be updated frequently, and this depends a priori on the surface complexity,
which may be high in visually interesting animations. However, most interactive deformation models decouple the (low-res) deformation computation from
(high-res) surface rendering to obtain high visual realism while still meeting interactivity constraints. Surface deformation is then often driven by only a small
set of degrees of freedom of the mechanical simulation. This can be exploited to
update acceleration data structures such as BVHs at a cost that depends on the
low-res deformation and not on the higher-res surface.

1.2 Problem Statement
The main focus of this thesis lies on topological changes for deformable objects in
interactive virtual environments such as surgical simulation or computer games.
While we have focused primarily on cutting, some of the presented algorithms are
general enough to be applied also to fracturing, as both processes are algorithmically and geometrically closely related. Both work on a geometric discretization
of the simulation domain, whose topology is updated when cut surfaces or cracks
propagate in the material. Regarding the mechanical aspect, concerned with forces
and deformation, cutting and fracture are different. While the cut surfaces are normally given explicitly by some moving cutting blade, crack initiation and propagation are usually determined by simulated material stresses. Naturally, both aspects
cannot be dealt with completely independently, as a change in discretization will
also affect forces and deformations in the mechanical simulation.
Ideally, methods for handling topological changes in computational surgery or
games should satisfy several properties related to the following criteria:
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Stability
Changing the geometric discretization changes the solution of the governing equations. A cutting or fracture algorithm has to make sure that this process does not
become numerically unstable. Furthermore, deformation methods rely on geometric data structures (meshes, for example), and consistent updates of these data
structures must be ensured at all times.

Interactivity
While featuring real-time deformation and contact handling, interactive environments should also respond at interactive rates to user input triggering topological changes. This defines hard performance constraints on all components of
interactive systems, necessitating the sacrifice of some accuracy for speed. Lowresolution or adaptive discretizations of the simulation domain must be used, without severely impairing simulation stability.
Data structures must be light-weight and updates must be fast and possibly local. Simulation complexity should not explode for several splits, and deformation models should not rely on heavy pre-computations that would have to be
re-calculated frequently.

Splitting Trajectory
High control and flexibility over the splitting trajectories are necessary. Methods
should allow cuts or cracks to start and end anywhere in the model and not restrict
them to some specific locations. Propagation through a model should be able to
follow arbitrary paths. Furthermore, propagation should be progressive, such that
a model is split without noticeable lag as a cutting blade moves or a crack front
advances.

Visual Quality
Visual quality should be appealing and realistic, as this crucially affects how a
user experiences an interactive virtual environment. While low-resolution physical simulations are often sufficient, higher-resolution surface rendering may be
required. Furthermore, collisions and especially self-collisions should be handled,
as these can happen frequently especially for cutting operations.

Implementation
Algorithms and data structures should permit a simple implementation. As complex environments such as surgery simulators usually consist of many different
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modules, high implementation complexity of single parts puts a heavy burden on
integration into a large system.
Topological changes are especially difficult to handle, because data structures
must be updated frequently and cannot be precomputed. Furthermore, other simulation modules such as collision handling and deformation often require access
to this data. Easy-to-handle data structures must therefore be used.

1.3 Contributions
In this thesis, we have investigated novel methods for handling topological
changes in the context of interactive applications such as surgical simulation
or computer games. Focusing mainly on the geometric and topological aspects
of cutting and fracture, such as synthesis of splitting surfaces and subsequent
changes in discretization, we present algorithms and data structures that can be
efficiently implemented and updated without introducing deformation instabilities. Thus, interactivity as well as the robustness constraints of interactive virtual
environments are met. We have focused on methods that do not rely on consistent space-partioning meshes, allowing for fast and more stable handling of
topological changes.
The presented methods cover a wide range of applications, and the choice of
method is effectively guided by the target application. The major contributions of
this thesis are:
• A novel approach for fast and arbitrary splitting of objects deformed
with a meshless deformation model based on continuum mechanics.
The approach, suitable for different applications ranging from computer
animation to interactive medical simulation, consists of two steps: First,
an explicit, easy-to-control piecewise-linear cut surface is meshed from the
propagation of a cutting or crack front, without restrictions on the topology
or trajectory of the front. This cut surface is then used to robustly and efficiently update the flexible meshless discretization of the deformation field,
utilizing a novel visibility graph for storing and updating proximity information in this discretization. Object boundaries are represented by explicit
surfaces, permitting stable handling of complex self-collisions.
• A new shape matching deformation model permitting the efficient handling of topological changes and dynamic adaptive sampling of simulation points. Positions of simulation points are computed by convolution
of rigid shape matching operators on many overlapping regions, relying on
an octree-based hierarchical sampling that allows the efficient computation
of these operators. This approach enjoys the efficiency and robustness of
previous shape matching deformation models, while at the same time, it is
also flexible and versatile, as it can handle interactive cuts, adaptive spatial
discretizations, elastic and plastic deformation, adaptive selection of levels
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of detail, inhomogeneous material stiffness, and it can reuse underlying data
structures for efficient (self-)collision handling. This method is suitable for
interactive, physically-plausible applications such as video games, but may
also be applied in surgery simulation.
• A hybrid cutting approach for tetrahedral meshes, combining subdivision of tetrahedra with adjustments of the existing topology. With this
method, tailored for hysteroscopy simulation, we can closely approximate
a user-defined cut surface while avoiding the creation of small or badlyshaped elements, thus strongly reducing stability problems in the subsequent deformation computation and keeping mesh complexity from exploding. The approach has been integrated as a key simulation component into
a successful virtual reality training system for hysteroscopic interventions.
• A fast approach for computing tight surface bounds in meshless animation. Given a high-resolution surface animated by comparatively few
simulation nodes, we are able to compute tight bounding volumes for collision detection with a cost linear in the number of simulation nodes. The
approach extends concepts about bounds of convex sets to the meshless deformation setting, and we introduce an efficient algorithm to compute extrema of these sets. The extrema can be used to update bounding volumes
such as AABBs or k-DOPs orders of magnitude faster and/or tighter than
with previous methods. While our approach pays off most for meshless deformation, it can be applied also to other methods where a high-res surface
is animated by a low-res simulation.

1.4 Thesis Outline
The thesis is outlined as follows:
• Chapter 2 gives an overview of past research and related work. In particular, the
inherent relationship between geometric object representations, deformation models,
and techniques for handling topological changes will be analyzed, while the methods’ applicability for interactive environments is evaluated.
• Chapter 3 describes a novel hybrid scheme for cutting tetrahedral meshes in the context of hysteroscopy simulation. As will be shown, this results in a good approximation of the cut path, while sliver elements that could destabilize a simulation are
avoided.
• In Chapter 4, an approach for fast and arbitrary cutting of objects deformed with
a meshless deformation model is presented. The method combines the advantages
of explicit mesh-based surface representations with the flexibility of a meshless discretization of the underlying deformation field. As will be shown, complex and te-

6

1.5 Publications

dious volumetric remeshing can be avoided, permitting arbitrary cuts, while contact
can be handled robustly.
• Chapter 5 introduces a new adaptive shape-matching deformation model. This geometrically motivated model is fast, robust, flexible and versatile, as it can simulate elastic and plastic deformation with varying material stiffness and adaptive discretizations, it can handle cuts interactively, and existing data structures can be reused for efficiently processing self-collisions.
• In Chapter 6, the focus shifts from handling topological changes to fast collision detection, which is especially important in cutting simulations. A method is presented
that uses bounds on convex sets to compute fast and tight surface bounds for meshless animation, used in Chapter 4. We will show that our method is linear in the
number of simulation nodes and independent of surface complexity, and computes
bounds orders of magnitudes tighter and/or faster than previous methods.
• Finally, Chapter 7 concludes the thesis by summarizing and discussing research results, and giving an outlook on possible new exciting directions for future research.

1.5 Publications
This thesis is based on the following technical contributions that have been published in peer-reviewed conference proceedings and journals:
• Hybrid cutting of tetrahedral meshes as presented in Chapter 3 has been
published in part as [SHGS06], [HBB+ 08] and [HSGS05]:
D. Steinemann, M. Harders, M. Gross, G. Szekely. Hybrid Cutting of
Deformable Solids. In Proceedings of IEEE Virtual Reality Conference.
Alexandria, USA. pp. 35–42, 2006.
M. Harders, D. Bachofen, M. Bajka, M. Grassi, B. Heidelberger, R. Sierra,
U. Spaelter, D. Steinemann, M. Teschner, S. Tuchschmid, J. Zatonyi, G.
Szekely. Virtual Reality Based Simulation of Hysteroscopic Interventions.
In Presence: Teleoperators and Virtual Environments. 2008.
M. Harders, D. Steinemann, M. Gross, G. Szekely. A Hybrid Cutting
Approach for Hysteroscopy Simulation. In Conference on Medical Image Computing and Computer-Assisted Intervention (MICCAI’05). Palm
Springs, USA. pp. 567–574, 2005.
• Arbitrary cutting of objects with meshless deformations, described in depth
in Chapter 4, was published in [SOG06], and an extension will appear in
[SOG09]:
D. Steinemann, M. A. Otaduy, M. Gross. Fast Arbitrary Splitting of Deforming Objects. In Proceedings of the 2006 ACM SIGGRAPH/Eurographics
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Symposium on Computer Animation. Vienna, Austria. pp. 63–72, 2006.
Honorable Mention Award.
D. Steinemann, M. A. Otaduy, M. Gross. Splitting Meshless Deforming
Objects with Explicit Surface Tracking. In Graphical Models. 2009.
• The work on fast adaptive shape matching deformations, presented in Chapter 5, has been published as [SOG08a]:
D. Steinemann, M. A. Otaduy, M. Gross. Fast Adaptive Shape Matching
Deformations. In Proceedings of the 2008 ACM SIGGRAPH/Eurographics
Symposium on Computer Animation. Dublin, Ireland. pp. 87-94, 2008.
• Research on fast and tight surface bounds in meshless animation from Chapter 6 has been published in [SOG07] and [SOG08b]:
D. Steinemann, M. A. Otaduy, M. Gross. Efficient Bounds for Point-Based
Animations. In Proceedings of the IEEE/Eurographics Symposium on
Point-Based Graphics. Prague, Czech Republic. pp. 57–64, 2007.
D. Steinemann, M. A. Otaduy, M. Gross. Tight and Efficient Surface
Bounds in Meshless Animation. Computers & Graphics, vol. 32, no. 2,
2008, pp. 245–255.
The following publications are related to this dissertation but will not be discussed in detail:
• Point-sampled thin shells [WSG05], in collaboration with Martin Wicke and
Markus Gross from ETH Zürich:
M. Wicke, D. Steinemann, M. Gross. Efficient Animation of Point-Sampled
Thin Shells. In Proceedings of Eurographics ’05. Dublin, Ireland. pp. 667–
676, 2005.
• Collision detection for fracturing objects [OCSG07], in collaboration with
Miguel A. Otaduy, Olivier Chassot, and Markus Gross from ETH Zürich:
M. A. Otaduy, O. Chassot, D. Steinemann, M. Gross. Balanced Hierarchies
for Collision Detection between Fracturing Objects. In Proceedings of the
IEEE Virtual Reality Conference. Charlotte, USA. pp. 83–90, 2007.
• Contact handling for deforming objects [OTSG09], in collaboration with
Miguel A. Otaduy, Rasmus Tamstorf, and Markus Gross from ETH Zürich:
M. A. Otaduy, R. Tamstorf, D. Steinemann, M. Gross. Implicit Contact
Handling for Deformable Objects. In Proceedings of the Eurographics. Munich, Germany. 2009. to appear.
• Generation and fracturing of shells [SMG05, Ste04], in collaboration with
Matthias Müller and Markus Gross from ETH Zürich:
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D. Steinemann, M. Müller, M. Gross. Generation and Fracturing of Thick
Shells. In Proceedings of Central European Seminar On Computer Graphics. Budmerice, Slovakia, 2005. Best Presentation Award. Selected for
CESCG 2000-2005 Best Papers Selection Book.
D. Steinemann. Generation and Animation of Shells. Diploma Thesis, ETH
Zürich. April 2004.
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Chapter 2

Related Work
In this section, previous research related to the topics in this thesis is discussed.
First, a general overview of the vast amount of work concerned with the simulation
of deformation in computer graphics will be given. Based on this, various existing
approaches to handle topological changes for deformable models will be discussed
and evaluated based on the criteria from section 1.2. Finally, previous work from
the field of collision detection will be discussed.

2.1 Deformation
The simulation of elastically deforming objects has been the focus of a large number of research papers in computer graphics in the past two decades, since the
pioneering work of [TPBF87, TW88]. Applications of deformable models range
from complex offline simulations, where the focus lies on accurate simulation
of physical properties and behavior, to interactive applications where accuracy is
often traded with plausibility, allowing the use of simplified but efficient deformation models. The different approaches vary considerably, but nonetheless, one
may classify them into three broad categories: geometric deformations, particle
systems, and finite element models.
Several excellent general surveys [NMK+ 05, GM97] on deformable models in
computer graphics exist. [MLM+ 05] and [LTCK03] give a good overview of approaches used in surgery simulation. For more detailed information on physicallybased simulation, please check [ESHD05] or [WB01].
Geometric approaches. Methods applying heuristic geometric deformation
rules have been mostly used in the early days of deformable models in interactive applications. Deformation can often be computed very efficiently, however, realism and accuracy is also very limited. Some approaches include predefined deformation patterns around a deformation position [SH97], while others
define geometric energy functions driving deformations back to their rest positions [TPBF87, BN95]. The 3D ChainMail algorithm [Gib97] uses a voxel-based
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model representation and some heuristics for defining distances and subsequent
transmission of forces between voxels.
Due to the limited realism of general geometric approaches, and thanks to
the ever-increasing computing power, more complex models have become feasible even in interactive settings, largely replacing such simple methods. Recently, however, a new kind of geometric deformation method based on shape
matching [MHTG05, MHHR07, RJ07] has become popular in computer graphics. While enjoying the computational efficiency of geometry-based deformations, these methods are also physically plausible and extremely stable for large
deformations, making them very attractive for interactive, video-game like settings. Shape matching deformation models have also seen application in geometric modeling [BPGK06, BPWG07], but these methods are not quite suited for
interactive simulations with many degrees of freedom, because a global non-linear
optimization problem must be solved.
Particle Systems. Particles interacting with each other depending on their spatial relationship have been applied since the beginning of physically-based simulation in graphics, due to their simplicity and efficiency both in terms of implementation and theory. In loosely coupled particle systems [Ton91, Ton92], forces
depend on potentials such as Lennard-Jones [Ton98] between particles, and interactions may change over time, allowing for simulation of highly deformable
material. [ST92] introduced a particle-model for deformable surface modelling.
[Can93, DC94, DC95] presented particle systems with an implicit surface definition [WH94], and which can handle large deformations and contact. Smoothed
Particle Hydrodynamics (SPH) [Mon05] is another particle-based method for simulating very soft material [DC96], and at low resolutions it can even be used interactively [MCG03]. A method for enhancing SPH simulations with elastic forces
to simulate a wide range of materials is proposed in [WHP+ 06].
Mass-spring models have enjoyed great popularity for many years and in many
different fields such as animation [CHP89, Mil88, TPF89, TT94], facial modelling
[WT91, TW90], or surgery simulation [KGG96, DCG+ 98, GSM+ 97]. Surfacebased mass-spring approaches to simulate volumetric objects [KGG96, KKH+ 97,
DCG+ 98, BSL+ 02] received attention mostly in the early days, as the problem
size is reduced by one dimension to better deal with scarce computing power.
However, realism is limited and stability is hard to achieve. Mass-spring models
are still very popular for cloth simulation [VCT95, VMT97, BMF03, Pro97], since
it may also be a more natural model [BHW94] than a true continuum approximation [EGS03] due to the presence of strands and fibers in cloth. Stability can be improved with more sophisticated numerical integration schemes [BW98, HES03].
Adaptivity can also be incorporated [HPH96]. Mass-spring models where the
whole volume is densely sampled with points and springs [FG99, BL99] allow for
more robust and realistic volumetric deformation at the price of higher computational cost. Other approaches generalize mass-spring models by including areaor volume-preserving energy terms [BHW94, THMG04].
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Since in mass-spring systems interactions between particles are fixed over time,
very simple and efficient implementations are possible. However, such systems
are not accurate, i.e. they do not converge to a solution when the system is refined, as is the case for approaches based on continuum mechanics. Therefore,
behavior depends on mesh topology and resolution. Furthermore, stiff materials often pose severe time-step restrictions, material parameters are difficult to
tune [BSSH04], and high damping may have to be applied to counteract internal
oscillations. However, simplicity still makes mass-spring models often the method
of choice in many applications, even with all their well-known drawbacks.
Recently, more sophisticated mesh-free approaches for the solution of partial
differential equations have gained attention in computer graphics [FM03, BLG94,
Heg96, BKO+ 96]. A point-based [GP07], meshless continuum-mechanics-based
framework for the animation of elastic, plastic and melting objects has been introduced to computer graphics by [MKN+ 04]. Particles sample the object volume,
and standard strain energies are computed using a moving least squares (MLS)
approximation [LS81, Lev98], yielding stronger guarantees on convergence and
higher accuracy than simple particle systems such as mass-spring models. This
approach is therefore well suited for high quality computer animation.
Finite Element Methods. The Finite Element Method (FEM) nowadays constitutes the basis of the most popular simulation methods in computer graphics.
Contrary to particle-based approaches, which directly start with a discrete model,
FEM starts with a PDE describing material deformation in the continuum. An
object is discretized with a space-partitioning mesh, and the PDE is solved using
this discretization, offering strong guarantees for convergence and accuracy. Furthermore, FEM allows for high control over material parameters, which can simply be looked up in textbooks. For a good introduction to the topic, see [Bat95]
or [Chu96, Liu02b, BW97].
FEM was introduced to computer graphics later than simpler methods described
above, due to the higher computational cost of standard FEM methods. It was
first used in medical simulation and facial animation, where accuracy is important for quantitative analyses [SBMH94, CEO+ 93, GTT89, KGC+ 96, RGTC98].
Many approaches in computer graphics use explicit FEM, a more simple form
to understand and implement [OH99, DDCB01, MMDJ01]. Methods using linear
force-displacement relationships are most efficient and have been used by various
researchers [MMDJ01, BNC96], but they suffer from artifacts for large rotational
deformations. [MG04, MDM+ 02] introduced stiffness warping, which allows to
handle large rotations in combination with linearized forces without deformation
artifacts in real-time. Others simulate non-linear [PDA00] and large element deformation or even inversion robustly [ITF04, TSIF05]. Many solutions to speed
up FEM simulations have been proposed, such as adaptive methods [DDCB00,
DC99,WDGT01,GKS02,OGRG06], or approaches optimizing structure and computations in the resulting system of algebraic equations [BNC96, CDA99]. FEM
methods have also been applied successfully in interactive settings [MDM+ 02,
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MG04, BHTF07, ZC99], including surgery simulation [NvdS00, CDA00, BN98].
In FEM, the simulation domain needs to be discretized into elements. Typically, these are tetrahedra, which can approximate object boundaries well. In some
cases, hexahedra [MTG04] are used, and [WBG07] proposed an FEM method on
arbitrary convex elements. Recently, methods that can also handle non-convex
[MKB+ 08] or even discontinuous elements [KMBG08] have been published. Regardless of the choice of element, a consistent high-quality mesh is required at all
times, which is often a hard problem [ACSYD05], especially when elements are
re-meshed [OP99].
A number of other approaches to simulate deformation have been proposed.
Finite Volume methods (FVM) can be implemented easily and have been used
for muscle simulation [TBHF03]. A hybrid method coupling FEM with a particle simulation has been presented recently [SSIF07]. The boundary element
method (BEM) [Hun05] is an interesting alternative to FEM because all computations are done on the object surface. Using BEM, [JP99] presented one of the
first approaches that allowed interactive simulation of elastic objects, which was
later extended [JP02b, JP03]. Early approaches [TPBF87] approximated the governing PDEs with Finite Differences (FDM), which is fast but requires a grid.
Finally, modal analysis methods enabling fast and robust global deformations on
geometrically complex objects by extracting the main deformation modes have
been proposed by various authors [PW89, JP02a, HSO03, BJ05].

2.2 Topological Changes
Cutting for deformable objects has been the focus of various research papers in
graphics in the past decade, most notably in surgical simulation, as the ability to
interactively cut soft tissue is a key component of many surgical procedures (see
[BSM+ 02] or [MLM+ 05] for surveys). Methods to handle fracturing objects have
been published even earlier in computer graphics, starting with [TF88]. Therefore,
applications where topological changes need to be simulated range from medical
interventions to modeling by virtual carving, and video games and feature films
animating exploding and breaking objects.
Fracture mechanics has been studied more extensively in mechanical engineering, where techniques are developed for simulating and analyzing the behavior of
materials as they fail. Most computer graphics papers on fracture, such as the seminal work by [OH99], have applied concepts from this field. For more information
on the topic, please refer to the book of [And95] or the survey by [Nis97].
In this section, related work will be discussed mainly from a computer graphics point-of-view, focusing on the underlying geometric discretization determined
by the deformation model (or vice versa), and how it is updated to reflect the
necessary topological changes. Related work can therefore be roughly divided
into mesh-based approaches working on a consistent space-partitioning mesh,
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and particle-based methods utilizing a less structured geometry. Previous work
is briefly evaluated according to the requirements of an ideal cutting algorithm
stated in section 1.2.

2.2.1 Mesh-based Methods
As stated in related work on deformation, nowadays many deformation models
employ mesh-based discretizations, as they allow for efficient and accurate simulation. Tetrahedral meshes are particularly popular, allowing close approximations
of object boundaries, and methods such as FEM yield simple equations to approximate the solution of governing PDEs. Mesh-based cutting approaches can be
classified into three groups:

Element Deletion
The first and most simple class of methods simply removes elements from the
mesh as they are touched by a cutting blade [FDA02], which is particularly easy
to implement and does not increase mesh complexity. [BN98, PDA00] apply precomputation techniques to obtain real-time FEM simulations, and removing elements allows for efficient updates of pre-computed data. [CDA00] employ a similar approach, but use a more expensive dynamic elasticity model in pre-defined
regions where cuts are expected to be performed.
While element removal is robust, very simple to implement and permits fast
update of pre-computed data, it has a number of severe drawbacks. First, the
physical principle of mass conservation is violated. Unless mesh resolution is
high (resulting in expensive simulation), loss of mass may be substantial when
several incisions are performed. Finally, visual quality is bad since large gaps and
jagged surfaces may appear at the incisions.

Boundary Splitting
A second class of methods split a mesh along existing element boundaries or at
pre-defined locations [TF88]. [FG99] simply break links between voxels in the
ChainMail algorithm. [BHS99] try to span the cut path along existing simulation
nodes, but only in a 2D triangle mesh. [NvdS00] do the same for tetrahedra, and
they apply a linear explicit FEM model, where the stiffness matrix can be updated easily to incorporate the new topology. This method is extended in [SHS01]
and [NvdS02], where nodes are moved to the cut path to obtain smoother surfaces.
Efficient and robust update of the deformation model is possible for small deformations. Real-time brittle fracture is presented by [SWB00] in combination with
constraint-based deformation, and [MMDJ01] adopt a hybrid scheme where FEM
is used only during contact to define cracks based on material stresses, and fragments are otherwise simulated as rigid bodies. Both approaches split tetrahedra

15

Chapter 2 Related Work

along boundaries. The latter method has been extended in [MG04], where a highres surface is embedded in a low-res FEM simulation. This surface is updated to
cover cracks, but the resolution of new surfaces depends on the simulation mesh.
Splitting material along existing element boundaries improves most drawbacks
of element removal methods, as mass (i.e volume) is conserved, and visual quality does not suffer from large gaps near cuts. Ensuring stability is manageable,
since no badly-shaped elements that might impair the mechanical simulation are
created, although in the case of snapping some restrictions must be applied. Furthermore, re-meshing is not difficult to implement. Linear explicit FEM models
can be updated efficiently, and the number of simulation nodes does not explode.
However, splitting trajectories are not arbitrary and result in jagged surfaces and
thus limited visual quality. Cut propagation is not progressive and depends on
mesh resolution. Finally, minimal material chunk size is also limited by mesh
resolution.

Element Decomposition
The most sophisticated methods subdivide elements into smaller ones. Since normally a consistent mesh is required, elements must be subdivided into smaller
elements of the same type, usually tetrahedra.
[BM02] decomposes triangles in a 2D surface mesh. [BMG99] pioneered interactive tetrahedral mesh cutting for surgical simulation or volume visualization.
This work used a tet-based mass-spring model and was later included in a framework for open surgery simulation [BG00], including collision detection and haptic
interaction. Tetrahedron cuts are restricted to a small number of possible cases,
but the pre-defined decomposition schemes result in a high number of new subelements. [GCMS00] and [GCMS01] extend the method for multiresolution mesh
representations, and improve the decomposition schemes with respect to number
of new elements. [MK00] adapt these schemes to model progressive cutting by
dragging nodes along with a blade. [BGTG03] present a state machine where element decompositon is recursively changed depending on the movement of the
cutting tool inside the tetrahedron, allowing for progressive and high-resolution
cutting operations. Furthermore, it can model reverse tool movements and trembling of a user’s hand. [GO01] proposed an approach to remove sliver elements
on-the-fly to improve simulation stability.
An alternative and fairly new approach is the virtual node algorithm by
[MBF04]. Before splitting an element along existing boundaries, it is duplicated.
New high-resolution surfaces for rendering and collision detection are embedded
in both elements. This permits modeling of detailed cut and fracture paths without the need for element decomposition. In the original version, the number of
splits per element was restricted to three, but this was later extended and applied
in [SDF07] and [BHTF07] to model arbitrary cut or fracture paths. Badly-shaped
elements are avoided and mesh complexity does not explode. However, mass
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increases and progressive cutting depends on mesh resolution, as elements are
only split once they have been completely traversed.
In fracture simulation for computer animation, pioneering work was presented
by [OH99] and [OBH02]. Continuous remeshing on a tetrahedral mesh is applied
to make the discretization conform to arbitrary crack surfaces after fracture events.
Crack initiation and propagation are determined by analysis of principal stresses
obtained from an explicit FEM simulation. Because an explicit integration scheme
is used and arbitrarily ill-conditioned elements can be created, very small time
steps must be applied.
Decomposing elements is especially useful to obtain more exact and flexible
splits. Simulations of visually very high quality can be achieved, as is shown
by [OH99] or [SDF07], making such techniques especially attractive for animation. Material volume is preserved, cuts or cracks can start and end anywhere,
and the jaggedness inherent to the more simple techniques described in the previous sections can be avoided. However, there are also a number of serious
drawbacks, especially for interactive settings. While the geometric decomposition process itself can be done efficiently, sliver tetrahedra that put strong restrictions on the time step are difficult to avoid, especially for progressive approaches [MK00, BGTG03]. Robust implementations for consistent volumetric
decomposition are complex and usually very difficult to achieve. Furthermore,
mesh complexity significantly increases when elements are subdivided, and may
explode for multiple cuts in the same region [BG00].
Recently, Wicke [WBG07] proposed an FEM method that can handle arbitrary
convex elements. Others can also handle non-convex [MKB+ 08] or even discontinuous elements [KMBG08]. Employing arbitrary polyhedral elements alleviates
many of the classical re-meshing problems stated above, but currently, updates of
the stiffness matrix are prohibitively expensive for real-time applications.

2.2.2 Particle-based Methods
Mass-spring models are very simple to implement, also when it comes to topological changes, and many approaches especially from surgery simulation utilize such
models [BSM+ 02, MLM+ 05]. Some researchers [NSG98] remove, split or insert
springs, while others simply remove springs intersected by a blade [KKH+ 97,
BL99]. The latter approach has also been followed for fracture [HTK98]. However, as mass spring models do not converge, such topological changes may drastically change the behavior of the model, and rest quantities of new springs such
as the length may not be easy to determine.
More loosely coupled particle-systems [Can93, DC94, DC95] can handle topological changes by using implicit surface definitions, which suffer from strong restrictions regarding control of split trajectories. Therefore, such approaches have
not been used for cutting simulations. Meshless methods have recently seen advances in computational mechanics [LL02, Liu02a]. [BLG94, OFTB96] presented
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dynamic re-computation of meshless shape functions in 2D, and [KB99] proposed a 3D extension where cracks were modelled by triangle meshes [Duf06],
but which could only handle simple cracks. [VXB02] introduced a meshless fracturing method using level sets to define fracture surfaces implicitly. [PKA+ 05]
employ the meshless continuum-mechanics-based method of [MKN+ 04] to simulate arbitrary fracture of elastically and plastically deforming objects. The method
uses a point-based surface definition, similar to [KAG+ 05]. Extended Finite Element Methods (XFEM) [MDB99, AK08, AB05] that use meshes but can model
cracks without volumetric remeshing have also been used in computational mechanics.
Due to the less structured geometry present in particle-based methods, topological changes are in principle more easy to handle than with mesh-based approaches.
Most importantly, the inherently difficult volumetric re-meshing and related stability problems present in many existing methods can be avoided. This makes progressive cutting easier, and cuts are not restricted by pre-defined decomposition
schemes. However, a number of reasons have limited the application of meshless
methods for cutting or fracture simulations in computer graphics. Particle-based
deformation models are often computationally more involved than mesh-based
approaches, such that they cannot be used in interactive settings. Only limited
particle connectivity is stored, often making topology updates more expensive, but
also less robust due to implicit surface definitions used by previous approaches.
Such surfaces impose a heavy computational burden on the evaluation of boundary
conditions, and strongly restrict flexibility and control over splitting trajectories,
which is important especially in cutting. Object-object collisions can be handled
to some extent [KMH+ 04, Can93], while treating self-collisions is very difficult.
Finally, rendering of implicit surfaces may be more expensive, and sharp features
inherent to cuts or cracks are difficult to handle.

2.3 Collision Handling
Collision handling for deformable models is an essential component of interactive
virtual environments. Naturally, numerous approaches have been investigated to
detect and resolve contact between such objects in surgery simulation, games,
cloth simulation and other fields besides computer graphics.
Collision handling may be divided into two parts - collision detection [LG98]
and the subsequent response force computation to realistically simulate the behavior of colliding objects. The recent survey by [TKH+ 05] gives a good overview
of collision detection for deforming objects, and for more details please check the
PhD thesis by [Hei07].
Many methods deal with rigid bodies, and some can be adapted to work for deformable models as well. However, there are several specific problems that must
be adressed for deforming objects. There should be little pre-processing necessary,
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as acceleration data structures for collision detection must be updated frequently,
which is most challenging in case of topological changes. Self-collisions can occur frequently (compared to rigid settings, where they do not occur). Performance
is crucial for interactive settings. Finally, detection should return meaningful collision information for physically realistic response computations.

Collision Detection
Collision detection methods can be classified into several groups: Bounding Volume Hierarchies (BVH), Spatial Subdivision, Image-Space Techniques, Stochastic Methods, and Distance Fields.
Bounding Volume Hierarchies. BVHs constitute the most popular acceleration data structure for collision detection, in particular with rigid bodies. This is
due to the fact that BVHs can be pre-computed before running the simulation.
The idea is to recursively partition the object primitives and bound them in a treelike data structure, where each node contains a bounding volume that encloses
the associated child nodes. When testing objects for collision, bounding volumes
are first tested for intersection in top-down fashion, thereby minimizing the number of expensive primitive-level tests. For self-collisions, BVHs are tested against
themselves, but this is usually not efficient.
Many different types of bounding volumes (BVs) have been explored, such
as axis-aligned bounding boxes (AABBs) [vdB97, LAM01], spheres [Hub96,
MO06], oriented bounding boxes (OBBs) [GLM96], discrete-oriented polytopes
(DOPs) [KHM+ 98], or convex hulls [EL01]. Sophisticated types tend to enclose
geometry very tightly, but update and intersections tests are expensive. Simpler
types such as spheres are efficient to compute, but poor approximation of the
geometry may result in many unnecessary hierarchy traversal steps.
There exist several strategies to construct BVHs, such as top-down [GLM96],
bottom-up [RL85] and insertion [GS87]. [VCT95] and [Pro97] cluster primitives
depending on connectivity and not just position, which improves performance
especially for self-collisions.
Hierarchies for deformable objects need to be updated at each time step, in
contrast to rigid bodies. Bottom-up re-fitting is usually much faster than rebuilding [vdB97], but may result in loose bounds in case of large deformations.
Re-fitting may be accelerated by omitting or simplifying updates for several time
steps [MKE03]. For topological changes, re-building is necessary. This can be
done locally to some extent, while the BVH is kept balanced [OCSG07,LYTM06],
but no BVH-based approaches suitable for interactive cutting or fracture applications have been presented yet. Another possibility for re-fitting is to update
bounding volumes on demand, right before they are tested for intersection. This
top-down approach allows for interruptible, i.e. time-critical, collision detection [Hub96], where hierarchy traversal can be stopped when the detection process
has exceeded some maximum time limit. Collisions may then be approximated
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by the bounding volumes that have been reached. For example, [KZ04a] perform
interruptible collision detection of point-sampled, non-deforming surfaces. The
problem with top-down approaches is that high-level BVs enclose many primitives and are thus usually expensive to update. Hybrid schemes [LAM01], where
parts of the BVH are updated bottom-up and others top-down, are also possible.
When applied to general deformation models, updating a BVH suffers from
a cost linear in the number of vertices [vdB97]. However, deformation models
with far fewer degrees of freedom (DOF) than the number of surface primitives
(i.e. vertices) potentially allow for sublinear update of BVs high in the hierarchy, and therefore efficient top-down techniques are indeed possible. [KA04] presented efficient BV computation for linearly interpolated shapes, whose DOFs
are the blending weights. [JP04] introduced the BD-Tree, an efficient sphere-tree
for bounding surfaces described by linear combination of a DOFs. The BD-Tree
was originally applied to reduced deformable models, and other extensions of
sphere-trees have been applied to FEM deformations on coarse meshes [MO06],
geometric deformations through shape matching [SBT07], or meshless animations [AKP+ 05], exploiting knowledge about the deformation model. All these
approaches compute bounds by accumulating deformations from all DOFs, and
therefore they suffer tightness degradation with increasing number of deformation DOFs. [KZ05] computed efficient BVs for skinned articulated bodies, applying the concept of limited convex combinations. This concept has been extended for spherical blend skinning [KOZ06] and FEM deformations on coarse
meshes [OGRG06]. While the approaches employing limited convex combinations can produce tight bounds, computation of those bounds may be expensive.
In Chapter 6, we present a method that can compute both fast and tight bounds for
meshless animations.
Spatial Subdivision. Spatial subdivision is a simple and efficient technique to
accelerate collision detection of moving and deforming objects. Space is divided
into regions, and each region maintains a list of object primitives that are fully
or partially contained by the region. Collision detection consists of two steps:
first, primitives are assigned to regions, and then, primitive-tests are evaluated per
region, thereby testing only few primitives that may potentially collide.
Different data structures to subdivide space are used. Uniform grids [Tur90,
GDO00] are simple and efficient, but memory requirements may be substantial. Hashing approaches have been employed to improve on this drawback
[THM+ 03, LH06]. Object-dependent subdivisions, such as octrees [BT95], BSPtrees [Mel00] or kd-trees [AM93] have been proposed as well. For deformable
objects, spatial data structures must be updated frequently, and therefore simple
approaches like optimized spatial hashing [THM+ 03] are usually a good choice.
Algorithms based on spatial subdivision are independent of changes of object
topology, and therefore well suited for cutting and fracture simulations.
Stochastic Methods. Inexact or stochastic methods have received attention
recently. As polygonal models are just an object approximation, and perceived
quality of interactive applications depends more on real-time collision response
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than exact simulation [US97], accuracy can be traded for performance [BHW96].
Some stochastic algorithms work with probabilities (instead of exact data) that
bounding volumes or spatial cells contain colliding primitives [KZ03]. Others
[DDCB01] randomly select primitives to obtain an initial guess for potentially
intersecting regions. This idea has also been used to handle collisions between
thin, highly flexible structures in an intestinal surgery simulator [RGF+ 04].
Stochastic methods are very fast, and they can balance collision detection quality with computation time. However, good collision information may be hard to
get, and exact or physically-correct simulation is not possible.
Distance Fields. They specify the minimum distance to a closed surface for
all points in the field, without restrictions on topology. A possible representation
is a uniform grid, but this requires huge amounts of memory. Adaptive distance
fields are more efficient [FPRJ00]. However, while evaluation of normals and
distances for collision detection is very fast and independent of object geometry,
generation and update of a distance field is costly [COSL98, BMWM01]. This is
especially true for deforming objects, although approximations [FL01a, FL01b]
or algorithms suitable for GPU implementations [IZLM01,SGGM06,SPG03] and
even changing topology due to fracture [SGG+ 06] are possible. Nonetheless,
distance fields have not been used often yet in interactive environments.
Continuous Collision Detection. Most collision detection methods are discrete, e.g. they sample object primitive trajectories at discrete time instances and
only check for object intersections. While this is efficient and easy to implement,
penetrations may affect physical realism, or even worse, collisions may be missed
entirely. Continuous collision detection (CCD) methods, on the other hand, model
trajectories between time steps as continuous paths, and check these for intersections, for example by solving algebraic equations [RKC00, Pro97]. Just like for
discrete primitive tests, CCD tests can be accelerated [BFA02, TCYM08] with
data structures such as BVHs or spatial subdivision.
While CCD reports exact collision information, it is expensive to compute and
therefore more suited for applications where accuracy is crucial than for interactive environments.
Image Space Techniques. This fairly different collision detection technique
works with object projections instead of spatial data. Objects are rendered into
the frame buffer to obtain the projections on which the collision detection process
is then performed [GRLM03, HTG03, GLM05]. [BW02, HTG04] can also handle
self-collisions.
Image-space techniques require no pre-processing and can be accelerated by
graphics hardware. However, as they work with discretized representations, exact
collision information is not provided and accuracy depends on the discretization
error. Therefore, although these techniques are fast, they are not used often in
physically-based simulation environments.
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Collision Response
An appropriate collision response must be considered to simulate the realistic behavior of colliding objects. Penalty-based methods [MW88, TPBF87] are probably the most simple and most widely-used response methods in computer graphics, especially in interactive settings. Penalty forces that eventually separate colliding objects are generated. They are computed for penetrating object vertices as
a function of their penetration depth. Penalty-based methods work well for sufficiently densely sampled surfaces and for small penetrations. [HTK+ 04] presented
an approach using a low-res tetrahedral mesh that gives robust and consistent penetration information also for deep penetrations. This approach has also been integrated into a hysteroscopy simulator. [ST05] compute robust response forces
for coarsely sampled surfaces. Penalty-based methods have also been applied to
cloth [WLG06, VMT06, BWK03].
Constraint-based methods [BW92] prevent objects from penetrating entirely.
This often comes at the cost of having to solve a linear complementarity problem
(LCP), which is computationally expensive for complex objects. [PPG04] also
treat contact between point-sampled quasi-rigid objects by using an LCP. Impulsebased methods [Hah88, MC95] are popular for rigid bodies, as they assume short
contacts only. [Can93, DC95] compute exact contact surfaces by deforming implicit surfaces, which in turn yields response forces applied to the underlying animating skeleton. [KMH+ 04] compute approximate contact surfaces for colliding
point-sampled objects. These surfaces are used to define penetration depths to
generate elastic response forces. Self-collisions cannot be handled, however.
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Hybrid Cutting in
Hysteroscopy Simulation
In this chapter, a novel hybrid approach for cutting tetrahedral meshes is presented.
The method combines subdivision of tetrahedra with adjustments of the existing
topology. This allows the close approximation of a user-defined cut surface, while
mesh complexity does not explode, and the creation of small or badly-shaped elements can be avoided more easily than with previous methods, thus strongly reducing stability problems in the subsequent deformation computations. Moreover,
the mechanical simulation and the visual model are decoupled, allowing different
resolutions for the underlying mesh representations.
Several methods to cut tetrahedral meshes have been presented before. Bielser
et. al [BMG99] pioneered real-time cutting of tetrahedral meshes, employing a
generic concept of pre-split tetrahedra, which is used to model a set of five topologically distinct subdivision cases defined by the element edges that are cut. The
concept of fixed decomposition schemes was later improved by Bielser [BG00]
and Ganovelli et. al [GCMS00]. Thus, the infinitely many possibilities of how
to cut a tetrahedron are restricted to only a few decomposition schemes that do
not model cuts at sub-mesh resolution. While these approaches are able to model
detailed cuts, mesh complexity increases quickly and sliver elements that lead
to stability problems in deformation computations can be created easily. Other
approaches simply remove elements touched by a blade [CDA00, BNC96], but
these are not realistic and result in loss of mass. Nienhuys et. al [NvdS00] and
Serby [SHS01] modelled interactive incisions by restricting cut paths to element
boundaries, but even though paths can be approximated to the given cut trajectory to some extent by node snapping [NvdS02], cuts often look jagged, and mesh
resolution puts strong restrictions on the possible types of cuts.
We follow a different approach by subdividing elements, but at the same time
using existing nearby nodes to split the material, permitting more flexible and
close trajectory approximations without creating many and possibly degenerate
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Figure 3.1: Ablating a polyp in the hysteroscopy simulator.

new elements. This method was developed in the context of hysteroscopy simulation, where a central training objective is the removal of pathological tissue
(Figure 3.1), which necessitates stable, real-time updates of the underlying mesh
representation. Our proposed approach satisfies these requirements, and the algorithms and data structures presented in this chapter have been integrated into a
successful virtual reality training system for hysteroscopic interventions.
In hysteroscopy, a surgeon uses a curved loop electrode as a cutting tool to
ablate pathological tissue inside the uterus (Figure 3.1). The loop electrode is
positioned behind the pathology and then advanced towards the camera from the
back, cutting off tissue parts. Due to this, the actual cutting process cannot be
seen by the surgeon. For this reason, non-progressive cutting, where a tetrahedral
element is decomposed only once it has been completely traversed, is a reasonable
approximation for our application area, and so we define the cut only once the loop
electrode has traversed the pathology.
This chapter is organized as follows: The simulation of deformable objects using a mesh-based method is described in Section 3.1. In Section 3.2, the novel
hybrid approach for cutting tetrahedral meshes is presented. Next, we show how
to cut the visualization surface and synthesize new cut surfaces in Section 3.3. Finally, we present simulation results in Section 3.4 and conclude with a discussion
of our approach in Section 3.5.

3.1 Deformable Models
In this section, we briefly describe the geometric model representations, as well
as the methods that are used for soft-tissue deformation and collision handling in
the simulation framework.

3.1.1 Model Representation
The simulation and visualization domains are decoupled into a low-resolution
tetrahedral mesh for physical simulation and an embedded high-resolution (closed)
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triangle mesh for surface rendering. In most previous cutting approaches, both
domains are strongly coupled. For high visual fidelity, however, higher-resolution
meshes are needed, which substantially slows down a simulation. In approaches
where cuts can be performed only along existing edges and faces, the size of the
smallest portions of material that can be cut off depends highly on the resolution of
the mesh. These problems are alleviated by the decoupled model representation.

3.1.2 Soft-Tissue Deformation
We use the generalized mass-spring model of Teschner et. al [THMG04] to simulate deformation. In this approach, deformable solids are discretized into tetrahedra and mass points. Constant material density ρ is assumed, and thus the mass of
a simulation node (i.e. mass point) mi can be defined as
mi = ρ ∑
j

V j0
4

(3.1)

where V j0 represent the rest volumes of tetrahedra adjacent to node i. Note that
masses must be updated after a cut to ensure that the density remains constant. To
compute the dynamic object behavior, forces are derived at nodes from potential
energies. Besides preserving distance, which corresponds to simple spring forces,
these forces may also preserve object surface area and volume of tetrahedra. Energies are defined by soft constraints of the form C(x0 , ..., xn−1 ) as
1
(3.2)
U(x0 , ..., xn−1 ) = kC2
2
where k is a stiffness constant. U is zero if the object is undeformed, otherwise it
is larger than zero. Forces at mass points xi are derived as
∂C
∂U
= −kC
(3.3)
∂xi
∂xi
Damping can also be incorporated [THMG04]. Energy and forces that try to preserve the rest distance L0 between two nodes can be defined as
fi (x0 , ..., xn−1 ) = −

US (xi , x j ) = 12 ks (kx j − xi k − L0 )2
x −x
fi, j = ±ks (kx j − xi k − L0 ) kx jj −xii k

(3.4)

which results in simple spring forces, where ordinary spring damping can be
applied. ks is a stiffness constant. While surface preservation forces are not used in
the simulation, forces that attempt to preserve the rest volume V0 of a tetrahedron
can be derived as well:
UV (xi , x j , xk , xl )
fi
fj
fk
fl

=
=
=
=
=

kV
2
2 (V (xi , x j , xk , xl ) −V0 )
−kV (V −V0 )(b × c − a × c + a × b)

−kV (V −V0 )(b × c)
kV (V −V0 )(a × c)
−kV (V −V0 )(a × b)

(3.5)

25

Chapter 3 Hybrid Cutting in Hysteroscopy Simulation

where kV is a stiffness constant, V = 16 (a · (b × c)), and a = x j − xi , b = xk − xi ,
c = xl −xi . Note that forces based on UV are sensitive to tetrahedra orientation, and
inverting a tetrahedron results in forces that restore the original orientation. This
enables very robust simulation at interactive performance for several thousand
tetrahedra.
To compute the dynamic behaviour of the deformable models, Newton’s equation of motion is applied to all nodes. It is solved explicitly using the Verlet
integration scheme [Ver67]. For more detail, please refer to [THMG04].

3.1.3 Surface Deformation
The embedded surface is animated together with the tetrahedral mesh. We apply linear surface interpolation, similar to [MG04]. For each surface vertex, the
closest tetrahedron is found and barycentric coordinates of the vertex with respect
to the linked tetrahedron are computed and stored. When the tetrahedral mesh
deforms, the position of each vertex is interpolated using the linked tetrahedron
and the stored barycentric coordinates. When an incision is performed, this visualization surface must be updated to reflect the new model topology, as will be
described in section 3.3.

3.1.4 Collision Handling
Collisions and self-collisions of soft-tissue pathologies can also be handled in
the simulation framework. For this purpose, the method by Heidelberger et.
al [HTK+ 04] is used. The approach works on tetrahedral meshes. It is a penaltybased approach that tests if simulation nodes have penetrated some tetrahedra.
This is done efficiently by applying optimized spatial hashing [THM+ 03]. Using a propagation scheme that starts at the mesh surface by considering sets of
close features, consistent and continuous penetration information is computed for
a plausible collision response.
Since the low-resolution tetrahedral mesh (consisting of several hundred tetrahedra in the simulation framework) is used to treat collisions, interactive speed is
possible. This may lead to some penetration artifacts, as the higher-res rendering
surface does not correspond exactly to the boundary of the simulation mesh, but
in practice this can be neglected. As stated by [US97], the perceived quality of interactive applications with respect to contact depends more on real-time collision
response than exact simulation.

3.2 Cutting Tetrahedra
In this section, the new hybrid approach for cutting tetrahedral meshes is presented. A given cut trajectory - in the following called splitting surface - is ap-
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proximated as closely as possible, while lowering the increase in element count
and avoiding the creation of small and badly-shaped tetrahedral elements. After
a general overview, the different steps of the tetrahedron cutting algorithm are
described in the following sections.

3.2.1 Algorithm Overview
When cutting a deformable tetrahedral mesh, we carry out the following steps:
1. Define splitting surface according to tool movement (section 3.2.2).
2. Determine mesh edges intersected by the splitting surface (section 3.2.3).
3. To avoid small or badly shaped elements, identify the nodes close to the
splitting surface. Along these nodes the mesh can be separated (section
3.2.3).
4. Separate existing tetrahedra or decompose them into smaller sub-elements
(section 3.2.4).
5. Move selected nodes onto the splitting surface for better cut approximation
(node-snapping) (section 3.2.5).
6. Improve mesh quality with local relaxation (section 3.2.6).
7. (Re-)compute reference quantities such as rest spring lengths and rest tetrahedron volumes.

3.2.2 Splitting Surface
Before a cut can be performed, the splitting surface SS must be defined. In principle, it can be any surface that does not self-intersect and that can be triangulated.
Furthermore, a simple 2D parametrization of the surface should exist, as this will
be needed to synthesize new visualization surfaces as described in section 3.3.
In our implementation, we use a simple surface that is defined by linear interpolation between two curves. The cutting tool is defined as a curve approximated
by n line segments, as can be seen in Figure 3.2. The system constantly checks
for collisions of the cutting tool with the deformable model. If this has been the
case, the starting curve of SS is defined. Thereafter, the tool movement is tracked
until it fully leaves the deformable object. At this point, the end curve of SS is defined. The cut trajectory is then linearly interpolated by connecting corresponding
sample points on the start and end curves, resulting in 2n triangles that define the
surface. Note that the splitting surface could also be generated easily by defining
more than two curves when tracking the tool. Linearly interpolating between k
consecutive curves defined by n line segments would result in 2n(k − 1) triangles
for the surface (Figure 3.2(c)). For hysteroscopy simulation, two curves suffice.
Please note that later in Chapter 4 we will introduce a slightly different definition
of SS in the context of meshless cutting.
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start curve

start curve

Ss

Ss

end curve

end curve

(a)

(b)

Ss

(c)

Figure 3.2: Definition of the splitting surface SS : (a) The cutting tool is defined as a curve

defined by n line segments. The splitting surface is constructed by linear interpolation between a start and end curve. (b) In a partial cut, SS does not intersect the
model totally. (c) SS may also be defined by several curves.

3.2.3 Cut Path Selection
Once the splitting surface has been defined, it is possible to determine those tetrahedra which are simply separated from each other and those that are actually decomposed into smaller sub-elements. If an edge is cut close to a node, the cut is
constrained to go through that node, thus avoiding the generation of small tetrahedra and a strong increase in element count. If an edge is incised close to the
middle, chances are lower that small sub-elements are created. Thus, such an
edge is a candidate for subdivision. For the discussion below, we introduce the
following terms:
Cut-node: A node that is sufficiently close to SS and to which a cut is constrained

to. None of its incident edges can be cut.
Cut-edge: An edge which is intersected by SS and for which none of its end nodes

are cut-nodes.
To find the sets of cut-nodes (Pc ) and cut-edges (Ec ), we have implemented a
similar approach to [NvdS00]. We start out with Ec containing all edges e that
intersect SS . For all edges in Ec , the end node p which lies closest to the intersection point is selected. As shown in Figure 3.3, if the distance d p from the node
to the closest point on SS is smaller than a threshold εs , the node is added to Pc ,
and all intersected edges incident to p are removed from Ec . εs effectively allows
to control the cut path approximation. A small value will result in a smooth cut,
while a large value will give a more jagged incision but with less small elements.
Note that εs could also be locally varied.
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εs

SS

(a)

(b)

Figure 3.3: Selecting cut nodes in 2D, for a planar splitting surface SS . (a) For all

edges which are intersected by SS , the end node closer to the intersection point is
selected. If this node lies within a threshold εs , it is marked as a cut-node (black
nodes). All intersected edges which have no cut end nodes are marked as cutedges. (b) All cut-nodes are duplicated and all cut-edges are split. SS is closely
approximated without creating ill-shaped elements.
After Pc and Ec have been determined, all cut-nodes in Pc are duplicated, while
all cut-edges in Ec are split into two new edges, thereby also creating two new
collocated end nodes at position xint . The reference position of these new nodes in
the undeformed state, x0int , is obtained by linearly interpolating the reference positions x00 and x01 of the previous end nodes of the cut-edge, using the intersection
parameter t in the deformed configuration:
t = ||(xint − x0 )||/||(x1 − x0 )||
x0int = x00 + t(x01 − x00 )

(3.6)

Note that SS is usually curved (contrary to the simplified figure 3.3), making
computation of node distance d p a little more involved. However, since the surface is triangulated, the closest point on such a surface will always lie on a vertex,
an edge or a face, and it can be found efficiently [LC91]. As the resolution of
both the tetrahedral mesh and SS are usually quite low, this process does not affect
real-time performance. A curved splitting surface may also cause an edge to be
cut twice in rare cases. If this happens, both cuts are simply discarded and corresponding tetrahedra are decomposed according to the cuts through its other edges
as described in the next section.

3.2.4 Hybrid Tetrahedron Decomposition
Once the sets of cut-nodes and cut-edges have been determined, tetrahedra can
be decomposed or detached from neighbors. To do this, we have extended the
methods by Bielser [BG00] and Ganovelli [GCMS00], which restricted possible
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Y

E
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Figure 3.4: Decomposition schemes. There are five rotationally-invariant schemes to de-

compose a tetrahedron (A-E) which has one to four of its edges cut. Additionally,
three new schemes are added, where only nodes are separated (X-Z). This helps
avoiding small tetrahedra created when using decomposition schemes A-E for cuts
close to a node.
cut states to intersections with one to four edges of a tetrahedron. This results in
five topologically distinct, rotationally-invariant decomposition schemes (A-E) as
depicted in Figure 3.4. We introduce three new schemes, where a tetrahedron has
either one cut-node and two cut-edges (scheme X), two cut-nodes and one cutedge (Y), or only three (or four) cut-nodes (Z). In these schemes, the cut is forced
to go through nodes close to the splitting surface, strongly reducing the possibility
that small or badly-shaped tetrahedra are created, and lowering the increase in
element count.
The decomposition schemes (A-E) can be characterized by a simple binary sixdigit cut-edge-code, where each digit stands for a specific edge being cut or not.
Meanwhile, schemes X and Y additionally need a binary four-digit cut-node-code
to determine which of its nodes are cut. We restrict the schemes with cut-nodes to
complete cuts only, we do not cut nodes for tetrahedra which are only partially cut
by SS . Therefore, a node which could be marked as a cut-node is always treated
as a normal, non-cut node, if one of its incident tetrahedra is only partially cut.
After computing the cut-edge-code and cut-node-code for each tetrahedron, the
mesh can be separated along the cut-nodes and cut-edges defined in the previous
section. All tetrahedra which have one or two cut-nodes and at least one cut-edge
are decomposed according to schemes X and Y. If a tetrahedron has only cutnodes but no cut- edges, as in scheme Z, it is simply detached from its neighbors
on the other side of SS . All tetrahedra containing only cut-edges but no cut-nodes
are decomposed according to schemes A-E.
Furthermore, we apply a new symmetric face triangulation scheme such that the
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(a)

(b)

Figure 3.5: Enhanced symmetric triangulation of a tetrahedron face. (a) Symmetric

triangulation of a tetrahedral face according to [BG00]. (b) Our face triangulation
approach, where sub-elements are better shaped and have more equal sizes.
sub-elements have a better shape. In Figure 3.5(a), the face triangulation scheme
suggested in [BG00] can be seen, while Figure 3.5(b) shows our approach. The
reference (and similarly the deformed) position of a new face node is computed
by taking the average of the reference positions of the four corner nodes of the
face prism.

Lookup Table
To implement the subdivision schemes described above, a lookup table (LUT) is
used. It contains an entry for each of the seven cases A-E and X,Y, as can be
seen in table 3.1. Each entry contains a list of new sub-tetrahedra, where every
tetrahedron is defined by four vertex indices, defined in figure 3.6. The cut-edgecode and cut-node-code are used to find the correct entry in the LUT. Note that
the LUT contains only topologically distinct cases, which means that a tetrahedron
usually must be rotated first such that its cut geometry corresponds to one of the
entries in the LUT. For this, a different LUT may be employed. Table 3.2 describes
the different symmetries for each decomposition scheme. New nodes, springs and
tetrahedra created by this decomposition process must be added to the generalized
mass-spring deformation model described in section 3.1.2. Similarly, decomposed
springs and tetrahedra must be removed.

3.2.5 Node Snapping
Along cut-nodes, the mesh is not aligned with the cut trajectory. Although cutnodes are always close to SS and therefore the mesh usually does not look too
jagged, it can still be desirable to have the mesh perfectly aligned to SS . Therefore,
a cut-node p is relocated by moving it to the closest point (as explained in section
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Figure 3.6: Possible edge and node splits. Every edge may be split, resulting in two new

nodes per edge (nodes 4-15). A tetrahedron may be split along at most two nodes
(nodes 20,21). One new node may be generated per face (nodes 16-19).
3.2.3) on the given SS , yielding a new position xnew . Since this is done in the
deformed configuration, the new reference position x0new of the node p must be
computed as well. This is done similar to [NvdS02]. Barycentric coordinates of
xnew with respect to a tetrahedron T incident to p are computed in the deformed
configuration. Using these coordinates and the reference positions of the nodes of
T , x0new is computed, which is a good approximation as long as mesh deformation
is not large.
Because all cut-nodes are within a small threshold distance εs to SS , their displacement is small compared to the element size. Therefore, updating mesh parameters is easier and more stable than with previous methods [NvdS00, SHS01].
However, snapping nodes to SS can create badly-shaped or even degenerate tetrahedra. In [GO01], these tetrahedra are removed in an extra step. In our implementation, we do not snap nodes that lead to degenerate tetrahedra.

3.2.6 Mesh Relaxation
Even with our hybrid cutting approach and improved decomposition schemes,
it is possible that elements with very different sizes may be created, decreasing
the stability of the simulation. Therefore, to further improve mesh quality after
a cut, a sequence of mesh relaxation steps can be performed, similar to the 2D
method described in [SHS01]. First, we define a set P containing all nodes pi in
the 2- or 3-step-neighborhood of a cut. To preserve the shape of the model, only
interior nodes can move in all directions. Nodes on the splitting surface can move
within the surface, while those on the original surface or surfaces resulting from
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Case
A

B

C
D
E

X
Y

# Sub-tetrahedra
11 {3,9,13,15},{8,0,17,18}, {8,17,12,18},{8,18,12,14},{14,12,19,18},
{14,18,19,2},{12,17,1,18},{12,1,19,18},{17,0,1,18},{19,1,2,18},
{18,0,1,2}
16 {3,0,17,18},{17,0,4,6},{17,0,6,18},{3,17,13,18},{3,17,6,18},
{17,4,13,6},{13,18,6,15},{3,18,13,15},{12,5,1,16},{12,5,16,7},
{12,16,1,19},{12,7,16,19},{12,7,19,14},{14,7,19,2},{19,7,16,2},
{19,16,1,2}
6 {17,0,1,2},{17,1,19,2},{17,1,12,19},{3,0,17,2},{3,17,19,2},
{3,17,13,19}
10 {3,9,13,18},{3,18,13,19},{3,18,19,2},{18,1,19,2},{18,1,12,19},
{18,17,8,12},{18,17,12,1},{18,0,8,17},{18,0,17,1},{18,0,1,2}
15 {2,18,16,0},{3,9,13,18},{3,18,13,19},{3,18,19,2},{2,18,19,16},
{19,18,13,16},{19,13,11,16},{2,19,11,16},{8,0,17,18},{18,0,17,16},
{18,17,12,16},{18,17,8,12},{16,0,17,1},{16,17,12,1},{16,12,10,1}
5 {3,0,13,15},{14,20,12,19},{14,20,19,2},{12,20,1,19},{19,20,1,2}
2 {3,0,1,15},{14,20,21,2}

Table 3.1: Definition of Sub-tetrahedra. These are defined by nodes given in figure 3.6.

The second column denotes the number of sub-tetrahedra. Please note the small
numbers for cases X and Y.

Case
A
B
C
D
E
X
Y

#
4
3
6
12
12

Construction of symmetric cases
Each of the 4 nodes can be cut off
Two opposite edges are separated. There exist 3 such pairs of edges.
Every edge can be cut once.
For 6 edges, there are 12 pairs of edges.
Similar to B, but only with 3 edges cut. 4 possibilities exist to omit one of
the four cut edges in case B. Combining them results in 12 cases.
12 For each of the 4 nodes, there are 3 pairs of opposite edges that can be cut
6 Every edge can be cut once

Table 3.2: Decomposition Symmetries. Short description of how to obtain the topologi-

cally equivalent symmetries for each decomposition case.

an earlier cut are fixed. All edges incident to a movable node from S are now
considered as springs whose rest lengths equal the average length of these edges.
All nodes are considered as mass points and have equal masses. To enforce more
even spacing between nodes, we apply a force resulting from the Lennard-Jones
potential energy function.
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The movement of a node pi is governed by the following equation of motion:
mi ẍi + ci ẋi = (kspring ∑ fspring
+ knode ∑ fLJ
ij )
ij
j

(3.7)

j

where fspring
and fLJ
i j are the spring and Lennard-Jones forces, respectively, beij
tween node pi and its neighbor p j . kspring and knode represent weighting constants.
Explicit integration is applied to solve the above equation. Due to high damping, oscillations are avoided, and we perform only a few mesh relaxation steps to
obtain a sufficiently good mesh quality. Therefore, overall cutting computation
time is increased only slightly. New rest positions for relaxed nodes are computed
in the same way as for node snapping (section 3.2.5).
It must be noted that due to the constraint of fixing surface nodes of the tetrahedral mesh, mesh relaxation cannot improve mesh quality greatly. The presented
hybrid tetrahedral decomposition schemes play a much more important role in the
improved stability of the simulation.

3.3 Visualization Surface
As stated in section 3.1, the mechanical simulation is decoupled from visualization
by embedding a triangle surface in a low-res simulation mesh. When an incision
is performed, this visualization surface must be updated to reflect the new model
topology. Specifically, two new surface sheets (referred as cut surfaces in the
following discussion) must be created, along which the material can open up.
This is done in two steps:
1. Trimming of visualization surface and splitting surface (section 3.3.1).
2. Triangulating new cut surfaces and stitching them to the visualization surface (section 3.3.2).

3.3.1 Cutting the Surface Mesh
To cut the rendering surface mesh SA , it is trimmed with SS , i.e. intersections between edges from SA and triangles from SS are found, defining triangles of SA that
need to be split along SS . Each triangle to split is decomposed according to two
rotationally invariant schemes (two edges cut for a complete cut, one edge cut for
a partial cut), as shown in figure 3.3.1. We do not cut vertices in the surface mesh,
since we do not care about badly-shaped triangles in the visualization surface.
Note that surface trimming is only approximate. In the subsequent triangulation
of new surfaces (next section), we include intersection points between triangles of
SS and edges of SA , but not vice versa, which allows us to use only the two triangle
decomposition schemes in figure 3.3.1.

34

3.3 Visualization Surface

Figure 3.7: Decomposition schemes of a surface triangle.

As in the 3D-case, the reference position of new vertices created when an edge
is cut is interpolated from the reference positions of the end vertices of the edge
and the intersection parameter t. Texture coordinates for the new vertices are
computed similarly. Using this reference position, a linked tetrahedron is found
and barycentric coordinates are computed. For old surface vertices whose linked
tetrahedron has been decomposed or now lies on the other side of SS , a totally
new tetrahedron must be determined. For old surface vertices whose linked tetrahedron had only one or more nodes snapped, but was not decomposed, only the
barycentric coordinates must be recomputed. In all cases, we must make sure that
both the tetrahedron and the surface vertex lie on the same side of SS .

3.3.2 Surface Synthesis
After the original surface mesh has been separated, two additional interior cut
surfaces have to be created. Generating these new surfaces consists of two steps:
first, we must find the boundary of the new surface, the cut-boundary. Then, using
the cut-boundary and the given SS , it is triangulated. Note that this triangulation
is totally independent of the volumetric mesh, contrary to [MG04], where the new
surface is aligned to the (coarse) tetrahedral mesh.
To find the cut-boundary, we start at a new surface vertex (i.e. a vertex created
when an edge is cut) and traverse along the boundary, which is defined by edges
which have exactly one adjacent triangle, until the start vertex is visited again. It
must be noted that this approach works only unconditionally if the original mesh
is closed. Also, if SA (or SS ) is concave, there may be more than one closed
cut-boundary curve. In case of a partial cut (which may occur when SS does not
completely intersect the model) as shown in Figure 3.9, we must first determine
the two face vertices, which are defined as the two intersection points of the splitting surface boundary with the surface mesh. We assume that there are exactly
two such face vertices, which is always the case for partial cuts through convex,
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Figure 3.8: Triangulation of the new surfaces. (a) The cut boundary is determined. Its

vertices lie on the splitting surface and is mapped to a planar 2D surface according to its parameterization. (b) The new surface is triangulated in 2D, using the
mapped cut boundary. Finally, the new surface is mapped back into 3D.
closed surfaces. The face vertices can be found directly during the triangle decomposition step. If we visit a face vertex during the boundary traversal, we must
move on directly to the other face vertex and then continue on from there.
Since SS does not have to be planar, the cut-boundary need not lie in a plane,
and thus the cut-boundary alone does not give sufficient information on how to
triangulate the new surface. Obviously, this surface should lie on SS . For general
splitting surfaces, the new surfaces can be triangulated using constrained 2.5-D
Delaunay triangulation techniques [Che93] with the given cut-boundary and SS .
In our implementation, we exploit the fact that the cut-boundary lies on SS and
that SS can be parameterized in 2D. Therefore, the cut-boundary is mapped into
2D, where it can be triangulated more easily and efficiently [dBvKOS00] using
constrained 2D-Delaunay triangulation [CGA05], as can be seen in Figure 3.8.
2D parametrization assigns a vector of coordinates c = (s,t)T , s,t ∈ [0, 1] to each
vertex vs of SS . The coordinates of a cut-boundary vertex vb lying in a splitting
surface triangle Ts = (c1 , c2 , c3 ) can then be defined by barycentric interpolation,
cb = b1 c1 + b2 c2 + b3 c3 . The new vertices created in the triangulation process are
then finally mapped back into 3D using SS and the vertices’ parameters.
For a realistic visualization, the new surfaces must also be textured. Because the
triangulation process was conducted in 2D, the new vertices’ 2D-coordinates can
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Figure 3.9: Several incisions have been made into a polyp.

be used directly as texture coordinates. As long as the distortions arising from the
2D-parameterization of SS are small, this simple approach has shown to produce
adequate results.
Finally, the new cut surfaces and the old visualization surface are stitched together at the cut-boundary. This results again in one (closed) surface mesh. Thus,
performing another cut through both a new and an old surface mesh simultaneously is straightforward and works exactly the same way as described above.

3.4 Results
With the method presented in this chapter, cuts can be performed in real-time on
models with 1000 tetrahedra and up to 5000 surface mesh triangles. Complete
as well as partial cuts (Figure 3.9) can be handled. Measurements were taken on
a 3GHz Pentium IV machine with 1GB of RAM. Simulation parameters used to
create the simulations shown in the examples are listed in Appendix B.1.
We compare our hybrid method to full subdivision and element splitting in Figure 3.10. First, a tetrahedral mesh representing a polyp pathology is cut along
existing faces, resulting only in a coarse approximation of the splitting surface
(Figure 3.10(a)). In comparison, decomposing all cut tetrahedra matches the splitting surface exactly, but badly-shaped elements are created and the element count
has drastically increased (Figure 3.10(b)). In Figure 3.10(c), the same mesh is cut
using our hybrid approach without node-snapping. The splitting surface is more
closely approximated, while no badly-shaped elements have been created and the
element count has increased only slightly. Finally, when node snapping is applied
together with our hybrid approach as shown in Figure 3.10(d), the splitting surface
is approximated even better, without further increasing the element count.
In Table 3.3, the hybrid approach and the pure subdivision method of [BG00]
are compared. This data corresponds to the polyp sequence in Figure 3.10 and
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(a)

(b)

(c)

(d)

Figure 3.10: Comparison of our hybrid cutting approach with previous methods. (a)

A tetrahedral mesh is cut along existing edges, nodes and faces. (b) The mesh is
cut by decomposing each tetrahedron intersected by the splitting surface. (c) The
mesh is cut using our hybrid approach without node-snapping. (d) After cutting
the mesh with the hybrid approach, nodes are additionally snapped to the splitting
surface.
the myoma example in Figure 3.12, and to better demonstrate the strengths of the
hybrid approach, it does not include node snapping and mesh relaxation. Element
count as well as several mesh quality measures [She02b] are considered in the
comparison. For hybrid cutting, increase in element count is 3-5 times smaller
after only one incision. The ratios between largest and smallest tetrahedron volume and the largest and smallest edge length are significantly smaller after a cut
than for pure subdivision. Also, the lowest aspect ratio of all tetrahedra (tetminAR ;
incircle radius divided by circumcircle radius; 0.33/0.00 being the highest/lowest
possible values) does not become too small. For pure subdivision, aspect and
volume ratios can become arbitrarily bad. All three measures are crucial for a
stable deformation simulation. In addition, it can be seen from the larger aspect
and smaller volume ratios that mesh quality is improved when using the newly
proposed tetrahedral face triangulation (section 3.2.4). This allows us to use a
simulation time step which is almost twice as large as for the standard approach.
In our measurements, the maximum distance εs of cut-nodes to the splitting surface is one-fifth of the average edge length of the mesh. Increasing this value
would lead to lower element count and less decrease in mesh quality, whereas
decreasing it would cause the opposite, but produce a smoother cut.
Decoupling the simulation and visualization domains allows us to simulate
highly detailed surfaces in real-time, using a low-resolution volumetric mesh. Creating a new surface after a cut is totally independent of the tetrahedral mesh, enabling us to create arbitrarily detailed surfaces and sharp but non-jagged edges. In
Figure 3.11, we have cut an artificial deformable solid several times. Note the in-
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Polyp

original traditional
mesh
subdivision

tets
edges
nodes
tetminAR
Vmax /Vmin
lmax /lmin
∆tmax

136
265
69
0.017
25.07
4.11
0.005

Myoma

original traditional
mesh
subdivision

tets
edges
nodes
tetminAR
Vmax /Vmin
lmax /lmin
∆tmax

277
421
85
0.025
11.67
2.03
0.004

543
813
201
10−6
6674.1
35.84
6 × 10−5

1772
2254
492
10−7
3.6 × 107
540.01
6 × 10−6

hybrid
(standard
triangul.)
282
497
123
0.015
259.3
23.92
5.7 × 10−4

hybrid
(enhanced
triangul.)
266
477
115
0.017
92.87
11.96
0.001

hybrid
(standard
triangul.)
615
994
224
0.014
94.84
9.743
9.0 × 10−4

hybrid
(enhanced
triangul.)
599
973
200
0.016
52.38
7.70
0.0012

Table 3.3: Comparison between hybrid cutting and standard subdivision approach as

described in [BG00] where no existing nodes are separated. The increase in element count for hybrid cutting is 3-5 times smaller, while mesh quality is kept
acceptable. Using our newly proposed triangulation of tetrahedral faces (section
3.2.4) results in even better mesh quality, compared to other symmetric triangulation approaches.
tricate surface detail such as sharp edges and very thin object parts, and the small
portions of material we have cut off. Because our approach does not create small
or badly-shaped tetrahedra, it is easy to perform several (possibly intersecting)
cuts in the same region of the model.

3.4.1 Integration into Surgery Simulator
Environment
The algorithms and data structures presented in this chapter have been integrated into the NCCR-CoMe (National Competence Center in Research in Computer Aided and Image Guided Medical Interventions) hysteroscopy simulator
(http://www.hystsim.ethz.ch). In this system, the methods have been combined
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(a)

(b)

Figure 3.11: Demonstrating the flexibility of decoupling deformation and rendering.

Several scoops have been taken from an artificial deformable solid with a curved
knife. (a) Note the sharp and thin edges and the small portions that were carved
out. (b) Representation of the underlying tetrahedral mesh. The small pieces are
represented by larger, better-shaped tetrahedra.
with physical soft-tissue simulation, collision handling of deformable models,
fluid simulation to simulate bleeding, as well as haptic interaction to build an
extremely realistic environment for virtual reality based training of surgical interventions.
Figure 3.12 shows an example of a surgical procedure. In the upper image
panel, the real-world situation can be seen. The surgeon uses the cutting tool
to move and deform the myoma. She then moves the loop electrode behind the
myoma, turns on the electrical current and pulls the electrode towards the front,
thereby cutting off a portion of tissue. The process is repeated until everything has
been ablated. In the bottom image panel, the same cutting process is shown in the
virtual environment.

3.5 Discussion
The method presented in this chapter has been tailored for hysteroscopy simulation and was successfully integrated into the existing simulator framework. It
satisfies many of the requirements of an ideal cutting algorithm, stated in section 1.2. It features greater deformation stability than previous methods operating with tetrahedral subdivision, as badly-shaped tetrahedra can be more easily
avoided, and removal methods [GO01] become more simple. As stated in section 3.4, experiments have shown that larger time steps can be used with the proposed method. Due to local updates of mesh topology, it allows interactive cuts
even in a complex environment that contains additional simulation components
for collision handling, bleeding and haptic feedback. Mesh complexity increases
gradually even for several cuts, while cut trajectories can be approximated closely.
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(a)

(b)

Figure 3.12: Comparison between a real intervention (a) and the simulator (b). The

surgeon uses the cutting tool to move and deform the myoma. She then moves
the loop electrode behind the myoma, turns on the electrical current and pulls the
electrode towards the front, hereby cutting off a portion of tissue. The process is
repeated until everything has been ablated.
The decoupling of simulation and visualization allows for high fidelity rendering, as can be seen in the screenshots from the simulator. Even though the simulation mesh is not shown, splitting elements only along existing boundaries would
cause problems when removing long and thinner chunks of tissue, because usually low-resolution meshes must be used for performance reasons. Furthermore,
close alignment between the surface and the boundary of the simulation mesh will
reduce collision artifacts.
The virtual node algorithm [MBF04, SDF07] may be an alternative to our approach for hysteroscopy simulation. It also uses an embedded surface for highquality surface rendering and collision handling, while elements are just copied
and split and do not need to be decomposed. Virtual node would be more simple
to implement than our approach. However, mass increases for every cut, which
may be substantial for low-resolution meshes like they are used in the simulator.
Furthermore, collisions would be more expensive for the surface mesh, and if the
simulation mesh were used, response artifacts could appear because surface and
simulation mesh boundary are not closely aligned.
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Our hybrid scheme could also be applied in FEM simulations to improve the
stability compared to pure subdivision approaches, as the condition of individual
elements [She02b, She02a] does not degrade substantially. When subdiving elements, the stiffness matrix would have to be adapted accordingly. This process
is local, although for linear FEM including stiffness warping [MG04], the global
stiffness matrix has to recomputed in every time step, but even this has shown
to be possible in real-time. However, preserving an optimized matrix structure
in case of topological changes may be difficult, and performance could degrade
quickly.

3.5.1 Limitations
The proposed method also has some limitations, however. Most importantly, cutting is not progressive, and the cut surface has to be defined prior to cutting. While
this simplification is acceptable in hysteroscopy simulation, it is not for more general cutting. However, in principle hybrid cutting could also be used for semiprogressive cutting (i.e. where single elements are subdivided once they have
been completely traversed by the cutting tool), although implementation would
become more complex. As all methods employing tetrahedral subdivision, the
proposed hybrid method is also not trivial to implement. Furthermore, we cannot
give provably strong guarantees on minimum mesh quality.
The proposed subdivision schemes are not optimal in terms of element count.
The asymmetric decomposition schemes from [GCMS00] are better, but for each
scheme, several sub-cases must be implemented so that faces shared by two tetrahedra are triangulated consistently. At the moment, triangulation of new cut surfaces requires that the splitting surface permits a simple 2D-parametrization. A
more flexible triangulation approach, as described in the next chapter, would allow for more arbitrary cuts and tools. Note that this restriction does not affect how
the simulation mesh can be split.

3.5.2 Summary
A hybrid method to cut tetrahedral meshes has been presented. It applies tetrahedron subdivision that uses existing nodes and faces to significantly reduce the
number of new elements and alleviate the problem of sliver elements, while cut
trajectories are closely approximated.
While the approach presented in this chapter improves previous mesh-based
approaches, and it is a good solution for specific purposes, it is not suited for
more general applications. Most importantly, it still suffers from difficult implementation problems inherent in mesh-based approaches. In the next chapter, a
meshless method will be presented that solves many of the problems of meshbased approaches and is applicable to a wide range of applications, ranging from
interactive simulation to high-quality animation.
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Meshless Splitting
In this chapter, we present a meshless approach for splitting deforming objects that
avoids many of the problems inherent to mesh-based methods we have seen in the
previous chapter. Most importantly, it does not require complex decompositions
of volumetric elements. The approach combines the advantages of explicit meshbased surface representations with the flexibility of a meshless discretization of
the underlying deformation field. This combination allows us to decouple the
synthesis of cut surfaces from the update of the discretization during cutting or
fracture.
Meshless methods have gained attention in computational mechanics [BLG94,
OFTB96, KB99] in the past decade, as they avoid volumetric re-meshing for fracture simulations. Such methods have been proposed for simulating fracture in
computer graphics [MKN+ 04, PKA+ 05] as well. They employ meshless surface
definitions, which can be efficiently sampled as cracks propagate. However, the
surfaces are defined implicitly through MLS approximations, which limits the
control on splitting trajectories and highly complicates the accurate and robust
evaluation of boundary conditions. The latter is a key aspect with meshless methods, as it governs the reconfiguration of shape functions to model material discontinuities. Previous methods have used expensive techniques to accurately model
these changes, and they could not be used for interactive settings.
We propose a more robust and efficient method suitable also for interactive
applications. It consists of two steps: First, an explicit, easy-to-control piecewiselinear cut surface is meshed from the propagation of a cutting or crack front,
without restrictions on the topology or trajectory of the front. This cut surface
is then used to efficiently update the flexible meshless discretization of the deformation field, utilizing a novel visibility graph for storing and updating proximity
information in this discretization. Even though this graph re-introduces some explicit connectivity into the meshless model, the method does not require a spacepartitioning mesh. Object boundaries are represented by explicit triangle surfaces,
permitting accurate and efficient boundary evaluation for discretization updates
and for stable handling of complex self-collisions.
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Figure 4.1: Peeling a Virtual Apple. As the peeler slices through the apple, the skin

deforms and falls off. The apple consists initially of 2121 simulation nodes and
6124 triangles, and it is peeled at 25 fps.
The method presented in this chapter is suitable for a wide range of applications,
ranging from interactive medical simulation to computer animation. It is highly
scalable while it retains arbitrary and highly controllable split surfaces. While
we have focused on cutting procedures, the geometric and topological concepts
presented in this chapter are also applicable to fracture simulations.
This chapter is organized as follows: We discuss the simulation of deformable
objects using meshless discretizations in Section 4.1, paying special attention to
the treatment of material discontinuities (Section 4.1.3). The main steps of the
cutting algorithm are introduced in Section 4.2. Section 4.3 describes the meshing
of explicit arbitrary cut surfaces, while Section 4.4 introduces the visibility graph
and the dynamic update of the meshless discretization. Collision handling is explained in Section 4.5. In Section 4.6, simulation results are presented, and the
chapter concludes with a discussion of the presented approach in Section 4.7.

4.1 Deformation
This section gives an overview of continuum-mechanics-based meshless deformations (Sections 4.1.1 and 4.1.2). We have followed the method of Müller et.
al [MKN+ 04] in our actual implementation. In Section 4.1.3, the geometric and
topological implications of cutting and fracture to the discretization and representation of the models are discussed.
We use objects whose boundary is defined by an explicit watertight triangle
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mesh. The volume is adaptively sampled with simulation nodes discretizing a
deformation field, which is then used to compute elastic forces. The deformation
field can also be evaluated at vertices of the object surface, such that they are
simply animated along with the deforming object (Section 4.1.4).

4.1.1 Continuum Mechanics
Using the continuum elasticity equations, elastic stresses inside a volumetric object can be computed based on a given deformation field [Chu96]. Given a threedimensional body with material coordinates x = (x, y, z)T that parameterize the
volume of the body, a continuous deformation vector field u(x) is used to describe
the deformed body in world coordinates x + u(x). This vector field is defined as
u(x) = (u(x), v(x), w(x))T , where the scalar displacements u(x), v(x) and w(x) are
functions of the material coordinates. The Jacobian of this mapping from material
to world coordinates is given by


u,x + 1
u,y
u,z
v,y + 1
v,z  ,
J = I + ∇uT =  v,x
(4.1)
w,x
w,y
w,z + 1
The subscripts with commas represent partial derivatives (e.g. u,x = ∂u(x)
∂x ). The
deformation induced by u creates a strain, which can be computed from the gradient ∇u using the quadratic Green-Saint-Venant strain tensor as
εs = JT J − I = ∇u + ∇uT + ∇u∇uT .

(4.2)

Assuming a Hookean material, elastic stress is linearly related to strain ε as
σs = C εs where where C is a rank four tensor, approximating the constitutive law
of the material, and both εs and σs are symmetric 3 × 3 (rank two) tensors. For an
isotropic material, C has only two independent coefficients, namely Young’s modulus E and Poisson’s ratio ν. The elastic force can then be derived as f = −σs ∇u εs .

4.1.2 Meshless Discretization
For a numerical simulation of deforming objects, the force distribution is discretized by approximating the deformation field as u ≈ ∑i Φi (x)ui , where ui are
the displacement vectors at a discrete set of simulation nodes P = {pi } and Φi
are shape functions associated with these nodes. For mesh-based FEM, the Φi are
constructed using a space-partitioning mesh. Meshless methods do not require this
kind of spatial decomposition. Instead, techniques such as moving least squares
approximation (MLS) [LS81] are used to build the shape functions. Detailed
information on how to do this can be found in [FM03].
As stated in the previous section, we are mainly interested in the gradient
∇ui = [∇ui ∇vi ∇wi ], which requires computation of shape function derivatives
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when using the shape function formulation of u. However, this is costly because derivates of the inverted moment matrix [PKA+ 05] must be computed, and
therefore the MLS procedure is applied directly to ∇u. According to Müller et.
al [MKN+ 04], ∇ui can be approximated in a least-squares sense as
!
∇ui = M−1
i

∑ ωi j (ũ j − ũi)ri j

.

(4.3)

j

ũi and ũ j represent the actual scalar displacements of nodes pi and p j , and Mi =
∑ j ri j rTij ωi j is the so-called moment matrix, where ri j = x j − xi and where ωi j =
ωi (xi , x j , ri ) is a smoothly decaying kernel [MKN+ 04] based on the support radius
ri of node pi . The vectors ∇vi and ∇wi are computed similarly.
The support radius should be sufficiently small to adequately discretize gradients [Kou05], and is often estimated based on the distance to the kth nearest
simulation node [MKN+ 04]. We define as neighbors of a simulation node pi the
nodes for which the value of the kernel function ωi of pi is larger than a small
cutoff value. Without loss of generality, we can consider as neighbors of pi those
nodes that are closer than the support radius ri of pi .

4.1.3 Material Discontinuities
When splitting a model, shape functions for interpolating u must be re-configured
to reflect the discontinuities introduced by a cut or a crack. Computation of shape
functions, and similarly the approximation of ∇u, relies on the distances ri j and
kernel weights ωi j between nodes and their neighbors. When modelling material discontinuities, these material distances must be updated, which requires recomputation of kernels and (inverted) moment matrices, defined in section 4.1.2.
Several approaches to redefine material distances have been proposed. The visibility criterion by Belytschko et. al [BLG94] sets the distance between two points
to infinity if they are separated by a surface, thus cancelling the shape functions
and any interaction between the nodes. This simple approach may cause undesirable discontinuities in the shape functions not only across the crack, but also
within the simulation domain itself, resulting in deformation instabilities and simulation artifacts [PKA+ 05]. The diffraction method by Organ et. al [OFTB96]
weights the Euclidean distance between two points by their distances to the crack
tip, and the transparency method [OFTB96] adds to the Euclidean distance a factor that depends on the distance to the crack tip. These methods therefore allow
partial interaction between nodes in the vicinity of a crack front.
Reconfiguration of shape functions in meshless methods requires robust and accurate evaluation of surface boundaries. The diffraction and transparency methods
were originally designed for simple 2D cracks with a well-defined crack tip. However, they do not extend well to 3D, as they generalize poorly to jagged cracks and
are computationally expensive, as discussed by Duflot [Duf06]. Nevertheless, they
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have been used with triangle meshes in computational mechanics [KB99, Duf06],
and with meshless surfaces in computer graphics [PKA+ 05].

Visibility Graph
We propose a different approach by defining the material distance between nodes
pi and p j of object A as the Euclidean Shortest Path (ESP) [HS99] between xi and
x j , subject to the boundary surface of A. Using this definition of material distance
in deformation computations allows us to handle naturally and consistently both
original object concavities and arbitrary cut surfaces. Because finding the ESP
in 3D is NP-hard, we approximate it by a graph-based distance using a visibility
graph on the simulation nodes, such that material distances can be computed efficiently. The graph is created as a preprocess, and it is locally updated at run-time
exploiting the explicit cut surfaces. Construction and distance computations on
this graph will be explained in detail in section 4.4.

4.1.4 Surface Deformation
For animating points on the boundary of the object as it deforms, we follow the
approach of Müller et al. [MKN+ 04], visualized in Figure 4.2, that uses the MLS
approximation of the deformation field as explained in Section 4.1.2. Specifically,
the displacement u(x) of a vertex v with material coordinates x can be computed
based on the displacements ui of the simulation nodes pi as:

1
ω(x, xi , ri ) ui + ∇uTi (x − xi ) .
(4.4)
u(x) =
∑
∑i ω(x, xi , ri ) i
To compute kernel weights ω, a simple Gaussian kernel has shown to produce
good results in practice.
In the simulation of cutting or fracture, we also require the definition of the
inverse mapping, from the world coordinates x + u to material coordinates x. For
points on the surface, we compute the material coordinates x by linearizing the
mapping function u(x) over each surface triangle using barycentric coordinates.
For points in the interior of an object, we solve for x in Eq. (4.4) after estimating
kernel weights ωi in world coordinates:
!−1
!
1
1
1
u−
(4.5)
x=
∑ ωi∇uTi
∑ ωiui + ∑i ωi ∑ ωi∇uTi xi
∑i ω i i
∑i ωi i
i

4.2 Overview of Splitting Algorithm
Here, we outline our geometric algorithm for splitting deformable models in cutting or fracture simulation.

47

Chapter 4 Meshless Splitting

x + u(x)
x
ui
xi

(a)

(b)

Figure 4.2: Surface Deformation. (a) Surface vertices are linked to nearby simulation

nodes. (b) When nodes deform, the deformation field is extrapolated to the surface, moving the surface along with the nodes.
A cut is defined as a new surface of a solid object formed when atomic or molecular bonds are broken. In the scope of computer graphics, atomic or molecular
bonds are modeled at a macroscopic level by internal forces, and a cut can be defined as a surface across which internal forces are disrupted. When separated by
a cut, particles that are adjacent in material coordinates are free to split and move
away from each other in world coordinates, hence, as discussed by O’Brien and
Hodgins [OH99], cuts or cracks may induce discontinuities in the displacement
field u(x), as shown in Figure 4.3.
A cut can be characterized geometrically by two surface sheets joined at a sharp
crease, the splitting front. As discussed in Section 1.2, in computer simulation it
is common to distinguish between virtual fracture and virtual cutting depending
on whether the propagation of splitting fronts is defined from simulated material
stress or explicitly from the motion of a virtual blade object. From the geometric
and topological point of view, both virtual cutting and fracture involve two main
operations: (i) synthesize cut surfaces and cut the original surface as splitting
fronts propagate, and (ii) update the discretization of the simulation domain such
that internal forces are disrupted across cut surfaces. With meshless discretizations, the second operation reduces to updating the set of neighbors and the shape
function of each simulation node according to new material distances that account
for cut discontinuities.
As summarized in the introduction of this chapter, our algorithm for splitting
deforming objects handles sequentially the two main geometric and topological
operations mentioned above. We dynamically update the meshless discretization
exploiting the readily available explicit cut surfaces and a novel visibility graph.
The algorithm consists of the following steps:
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xi

xj
xi + u(xi)

xj + u(xj)

Figure 4.3: Cut Surfaces. A cut defines a discontinuity in the mapping from material coor-

dinates x (left) to the deformed state x + u(x) in world coordinates (right). Shape
functions in meshless discretization methods must account for these discontinuities.
1. Propagate splitting fronts (Section 4.3.1).
2. Intersect them with the surface of the object (Section 4.3.2).
3. Trim and triangulate cut surfaces (Section 4.3.2).
4. Cut the visibility graph with cut surfaces (Section 4.4.3).
5. Sample new nodes near cut surfaces (Section 4.4.4).
6. Update neighbors of simulation nodes (Section 4.4.3).
7. Update node neighbors of surface vertices (Section 4.4.5).

4.3 Progressive Cutting
In this section, we present our general algorithm for progressively meshing cut surfaces on deforming objects. First, we discuss the propagation of splitting fronts,
the generation of splitting surfaces as fronts are swept, and the handling of topological events produced by intersections of splitting surfaces and the surface of
the deforming object. Next, we describe the process of meshing the cut surface,
cutting the original surface of the object, and connecting them together. Due to
the explicit representation of splitting surfaces, this process can be efficiently performed as a sequence of well-known geometric operations: triangle mesh intersection, trimming, triangulation, and stitching. The concepts presented in this
section focus on the object boundaries and are independent of the underlying deformation model. Therefore, they will be re-used in the adaptive shape matching
deformation technique described in Chapter 5.
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4.3.1 Front Propagation

We concentrate here on synthesizing cut surfaces on a 3D object A whose boundary surface is a watertight triangle mesh SA . A splitting front F is a 3D curve,
possibly non-manifold, and possibly closed. We decompose the front into open
1-manifold components, represented by piecewise linear curves. Then, a splitting
front F can be described by a sequence of points { f1 . . . fn }, as shown in Figure 4.4-b. As cuts are essentially surfaces that disconnect particles in material
coordinates, it is appropriate to define the position of front points fi in material
coordinates xi . In the simulation, the splitting front is sampled at discrete time
steps. We refer as splitting surface SS to the surface swept by the front between
two consecutive time steps (note that this definition is slightly different than in
Chapter 3). We approximate the splitting surface by assuming linear trajectories
for the front points, and triangulating the surfaces defined by pairs of front points,
as shown in Figure 4.4-b. If front points move more than a user-defined threshold
between time steps, the time step may be decomposed into smaller substeps for
better approximation of the splitting surface. We distinguish between the splitting
surface SS and the actual cut surface, which is the portion of the splitting surface
trimmed when the front intersects with the surface SA of the object A. The positions of front points fi are defined initially in world coordinates, either by sampling
a virtual blade object (in virtual cutting), or from eigen analysis of the simulated
stress tensor (in virtual fracture). We compute the material coordinates xi of front
points by inverting the displacement function (4.4), as described in Section 4.1.4.
When the mapping is not well approximated by a piecewise linear function, the
splitting front may be upsampled by adding extra points to the new front Fk+1 and
drawing extra edges to the old front Fk . Similarly, the front may be downsampled
by collapsing pairs of points in the new front Fk+1 . In virtual cutting, a blade may
intersect different parts of the surface of an object. Then, points on the blade must
be mapped to different front components in material coordinates, depending on
the local mapping of each intersection region.
As described by Pauly et al. [PKA+ 05], the topological changes produced during crack propagation in virtual fracture can be described through a combination
of four elementary events: crack initiation, branching, merging, and termination.
We can exploit the explicit representation of our splitting surfaces to efficiently
detect and handle the various events. Crack initiation, branching, and termination
are automatically handled by computing the intersections between the splitting
surface SS and the surface of the object SA , as shown in Figure 4.4, where the new
front Fk+1 branches into two components. Crack merging, on the other hand, is
detected as the intersection of splitting surfaces. If splitting surfaces intersect, we
force the merging by snapping nodes at the new front(s).
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Fk+1
Fk

(b)

(c)

(d)

(e)

(a)

Figure 4.4: Stages of Cut Surface Synthesis. From left to right: (a) The X letter being

cut by a blade, while the cut surface (in blue) is progressively meshed. (b) The
splitting front defined by a blade propagates from Fk to Fk+1 , and the splitting
surface SS is triangulated. Black squares indicate cross sections of edges of the
surface of the object, SA . (c) The intersections between SS and SA are detected.
In red, intersections of edges of SS and triangles of SA and, in green, intersections
of edges of SA and triangles of SS . (d) Each triangle T of the splitting surface SS
is trimmed. The connected alternating sequence of triangle boundary curves (in
red) and trimming curves (in green) yields a trimming loop. (e) The newly swept
cut surface is meshed by triangulating separately the 2D polygon defined by each
trimming loop. Additional points (in black) are inserted to improve the quality of
the triangulation.

4.3.2 Trimming and Triangulation
Given the surface SA of an object A, and a newly swept splitting surface SS , we
compute their intersection curves (which we refer to as trimming curves) by connecting edge-triangle intersection points (see Figure 4.4-c). Since the intersections
between the old front Fk and SA are known from the previous frame, we efficiently
find a subset of the trimming curves by walking along SA until we reach intersec-

51

Chapter 4 Meshless Splitting

tions between the new front Fk+1 and SA . In order to find other possible trimming
curves, like the one that produces the front branching event in Figure 4.4, we perform intersection queries between edges of SA and triangles of SS and vice versa,
accelerated by the use of spatial hashing techniques [THM+ 03]. After intersecting the surfaces, we must decompose the intersecting triangles of both surfaces SA
and SS , and stitch the resulting patches together at the trimming curves. Note that
the cut surface maps to two different surfaces in world coordinates and, in order
to maintain a watertight triangle mesh, it must be handled in material coordinates
as two collocated meshes with opposite normals.
We handle the meshing of each trimmed triangle T of the surfaces SA and SS individually but in a uniform manner. Hereafter we discuss the meshing of trimmed
triangles in the splitting surface SS , but the same procedure is valid for triangles
in SA . Without loss of generality, every intersecting triangle T ∈ SS is trimmed by
SA into a set of 2D polygons, possibly with holes. The boundary of each polygon resulting from trimming, which we refer to as trimming loop, is a connected
sequence of trimming curves {ci } and triangle boundary curves {c j }, as shown
in Figure 4.4-d. All trimming loops of a trimmed triangle T ∈ SS can be found
efficiently by walking between intersection points of its edges with triangles of
SA , alternating steps along trimming curves and triangle boundary curves, until
loops are completed and all intersection points are visited. Similarly, inner holes
of the polygons enclosed by trimming loops can be found by walking between
intersection points of T with edges of SA .
Once a trimming loop is detected and possible inner holes are identified, the
enclosed polygon can be triangulated as shown in Figure 4.4-e, using fast state-ofthe-art 2D polygon triangulation algorithms [She02c]. Note that, typically, each
trimming loop consists of a small O(1) amount of vertices. To reduce robustness
problems, before triangulation we collapse pairs of intersection points that lie very
close from each other, and after triangulation we try to eliminate near-degenerate
triangles, since they could cause problems if further cuts passed through them.
Depending on the application, we propose further processing of the cut surfaces
for enhanced surface detail control. Local decimation, as previously applied by
others [GCMS01], can serve to increase performance in interactive cutting simulations. In computer animation of brittle fracture, on the other hand, it is possible
to apply further subdivision for obtaining rich jagged surfaces.

Progressiveness
The synthesis of cut surfaces presented above is not completely progressive, i.e.
trimming and triangulation are performed at discrete time steps. When a knife
moves very slowly, many small triangles would be created, harming performance
of surface evaluation. One simple possibility to avoid this is to make sure that
front points have moved more than some user-defined threshold (in material coordinates) before creating new triangles. Tuning this threshold is may not be easy,
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(a)

(b)

Figure 4.5: Progressive Cut Surface Synthesis. (a) Cut surface triangles containing ver-

tices on the splitting front. (b) As the front advances only a small distance, vertices
on the front are dragged along, and corresponding triangles are adapted.

however. If it is too small, many triangles are created, and if it is too large, one
may see a noticeable lag between tool movement and cut propagation.
We therefore adopt a different approach, visualized in Figure 4.5, that drags
along existing intersection vertices between the front and SA (the red points),
when the following conditions hold: Front points have not moved more than
some threshold, the number of intersection points between front and SA does not
change, and the front has not crossed any edges of SA when moving from Fk to
Fk+1 . Triangles containing intersection vertices are adapted accordingly, without re-triangulation. The second condition makes sure that branching events are
not missed, while the third ensures that no inconsistent triangulations with overlapping and self-intersecting triangles are created. If not all conditions hold, the
usual trimming and triangulation process as described in the previous sections is
applied.

4.4 Visibility Graph
In this section, we present the visibility graph for storing proximity information
in meshless discretizations. The section is structured as follows: We first define
the graph, and we describe how neighbors of simulation nodes can be efficiently
determined using a modified Floyd-Warshall algorithm. Next, we describe the
handling of cutting and fracture, through the update of the visibility graph using
our explicit cut surfaces, as well as adaptive resampling. To conclude, we describe
an efficient augmentation of the graph in order to store and update node neighbors
of surface vertices for the animation of the surface mesh.
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4.4.1 Defining the Visibility Graph

As introduced in Section 4.1, the evaluation of shape functions for meshless simulation requires knowledge about the material distance between pairs of nodes,
and we have defined this distance as the Euclidean Shortest Path (ESP) [HS99],
subject to the object boundary. The ESP between two 3D points, if a path exists, is formed by visibility edges that connect the two 3D points and points on
obstacle edges. Finding the ESP in 3D is NP-hard, but several polynomial approximations have been proposed, which sample obstacle edges to construct a 3D
visibility graph [CSY97]. Graphs over point clouds are also common to other
geometric problems, such as surface reconstruction [HDD+ 92, ABK98, KZ04b]
or proximity queries [GGN06]. We use a similar approximation: Given a pair of
nodes {pi , p j } of an object A, we approximate their material distance as the shortest path distance dG (pi , p j ) along an approximate visibility graph G in the interior
of A. It is constructed by drawing visibility edges between pairs of nodes.
Specifically, given an object A discretized by a set of nodes P, we initialize
the graph G as a Riemannian graph [HDD+ 92] on P, subject to the constraints
imposed by the polyhedral boundary of A. The Riemannian graph of P is an
undirected graph formed by the Euclidean minimum spanning tree (EMST) of P,
augmented with edges e(pi , p j ) if pi is one of the k closest nodes of p j or vice
versa (according to the Euclidean distance). In practice, a value of k = 26 based
on a regular grid-like sampling yields a sufficiently dense visibility graph where
Euclidean distance is well approximated by graph-based distance. Accuracy may
be traded for lower memory requirements using smaller values of k. After initializing the graph, we perform visibility tests with the initial surface of the object
A to remove edges that cross concavities of the boundary, and obtain the set E of
valid visibility edges. Using graph-based distances, we can find the node neighbors of each node pi as those closer than its support radius, and thus evaluate shape
functions. Figure 4.6 shows the visibility graph and the set of neighbors of a simulation node near a concave region of a surface, before and after the propagation
of a cut.
During the simulation of cutting or fracture, for each node pi we maintain a
set of incident visibility edges {ei }, and a set of neighbors {p j } entirely defined
by distances along the visibility graph. When cuts propagate, we employ the
newly synthesized cut surfaces (Section 4.3) to perform intersection tests with the
visibility edges and update the lists of neighbor nodes if visibility edges are cut.
For simplicity, we will describe our algorithm assuming regular sampling and a
homogeneous support radius rmax . In Section 4.4.4, we describe the handling of
adaptive sampling.
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(a)

(b)

(c)

(d)

Figure 4.6: Graph and Neighborhood Updates during Cut Propagation. From left to

right: (a) Initial visibility graph, accounting for surface concavities. (b) Initial
neighbors of a simulation node pi , where edge width encodes graph-based distance. (c) As a cut intersects edges of the graph (in red), we execute a modified
Floyd-Warshall algorithm on the set of nodes Pupdate (in red), in order to update
their neighbors. (d) Updated neighbors of node pi . After the edge (pi , p j ) is cut,
the material distance between pi and p j is approximated as kpk − pi k + kp j − pk k
for shape function evaluation.

4.4.2 Initialization of Neighbors
Given the initial visibility graph G, we must initialize the set of neighbors of
each node pi by finding all nodes that are closer than its support radius. This
initialization reduces to computing all-source shortest paths on the visibility graph
G. However, we exploit the fact that distances must be computed only w.r.t. nodes
closer than the support radius, and we have designed a modified Floyd-Warshall
(MFW) algorithm [CLR90] with expected linear time-complexity in the number
of nodes.
The standard Floyd-Warshall algorithm stores a matrix D of pairwise distances
between nodes in P. The matrix is initialized with the lengths of the edges of the
visibility graph G. The algorithm proceeds by looping over all nodes, testing if
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a path passing through the current node reduces the distance between any other
pair of nodes. In our modified algorithm, we only update distances if they are
smaller than the support radius rmax . As a result, given n regularly sampled simulation nodes with an average number of neighbors m, the matrix D is sparse with
O(m) elements per row, and the time-complexity of the algorithm is O(m2 n). At
termination of the algorithm, the ith row of the matrix stores the distances to the
neighbors of node pi .

4.4.3 Dynamic Neighborhood Updates
Upon cut propagation, we intersect the triangles of newly synthesized cut surfaces
against the set of visibility edges E, as shown in Figure 4.6-c. This operation can
be accelerated using spatial hashing [THM+ 03]. We define the set of cut edges
Ecut , and the set of nodes that need to update neighbors Pupdate . The set Pupdate
consists of nodes pi whose distance to an end point of some cut edge e ∈ Ecut is
shorter than rmax − de , where de is the length of edge e. Note that, in this case,
a shortest path between pi and some of its neighbors before cut propagation may
cross the edge e, and needs to be recomputed. Note also that nodes pi ∈ Pupdate
only need to update material distances w.r.t. their old neighbors in Pupdate , but the
distances w.r.t. neighbors p j ∈
/ Pupdate remain constant. Figure 4.6-c shows the set
Pupdate as a cut propagates.
To update neighbors of nodes, we remove the cut edges Ecut from the visibility
graph G, and we execute MFW on the subgraph defined by the nodes Pupdate , as
described in the previous section. From the resulting matrix of MFW, we update
material distances and neighborhood information among nodes in Pupdate .

4.4.4 Adaptive Sampling
In adaptively sampled objects, the support radius varies across nodes according
to the sampling density, as described in Section 4.1.2. The definition of node
neighborhoods based on pairwise distances may suffer from inconsistencies in
adjacent regions with disparate sampling densities, as two nodes pi and p j may be
determined as neighbors, while a node pk in the shortest path between pi and p j
is not a neighbor of either of them. One possibility for handling varying sampling
densities is to map the adaptively sampled domain to a regularly sampled reference
domain [Kou05]. Inspired by this idea, we propose a method for warping the
visibility graph such that the length of visibility edges is no longer measured in
Euclidean space, but in a warped semi-regularly sampled space. We define the
length de of a visibility edge e(pi , p j ) by normalizing the Euclidean length w.r.t.
kx −x k

i
j
the maximum support radius of the nodes pi and p j , de = max(r
. In this way, the
i ,r j )
maximum support radius for the execution of the MFW algorithm is normalized
as rmax = 1. Note that we only use the normalized edge lengths for defining node
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(a)

(b)

(c)

Figure 4.7: Nodes and Graph in a Pumpkin Model. From left to right: (a) Cross-section

of a pumpkin showing the initial adaptive sampling. (b) Resampling of the volume
as a cut is meshed. (c) Visibility graph in the locality of a node (in red). In blue,
edges to other nodes; in red, edge to a master vertex (in green); and, in green, tree
of slave vertices.
neighbors, but we resort to unnormalized graph-based shortest path distances for
the evaluation of shape functions.
During cut propagation, the interior of an object A must be dynamically resampled in order to conform the sampling density to the dynamically varying
boundary. Moreover, in our framework for defining node neighborhoods based
on a visibility graph, dynamic resampling fulfills the task of guaranteeing the existence of visible paths inside connected components of the object. We follow
the same approach of motion planning algorithms that sample the domain near
obstacles in order to guarantee visible paths through narrow passages [ABD+ 98],
and we place new nodes by offsetting sample points from the newly swept cut
surfaces. Then, we apply the octree-based decomposition proposed by Pauly et
al. [PKA+ 05] in order to produce a smooth variation of the sampling density. We
connect the set of new nodes Pnew to the visibility graph by drawing new edges
Enew to the k closest nodes (subject to boundary constraints). For the computation
of neighbor nodes, we simply augment Ecut with Enew , and we redefine Pupdate accordingly for the execution of the MFW algorithm. Figure 4.7-a shows the initial
sampling of a pumpkin model, with two resolution levels, and Figure 4.7-b shows
the dynamic resampling while the pumpkin is split.

4.4.5 Reconstruction of the Surface Mesh
The vertices V of the surface mesh SA are animated according to the motion of
simulation nodes P based on Eq. (4.4). Every vertex must store a set of neighbor
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nodes, which may vary dynamically due to cut propagation. One could augment
the visibility graph G of nodes with the edges of the mesh SA to cover all vertices
V , and thus dynamically update node neighbors of the vertices. However, typically
the sampling density of the surface SA is considerably higher than the sampling
density of nodes P, and this difference incurs in a considerable increase in the cost
of executing MFW.
We propose a sparse augmentation GV of the visibility graph for neighborhood
computations of mesh vertices. For each node pm close to the surface of the object,
we set one visibility edge to its closest vertex vm , which we refer to as master. We
complete the graph by growing trees of slaves from the masters in a breadth-firstsearch (BFS) manner, as shown in Figure 4.7-c, until we cover the entire surface.
We initialize neighbor nodes by assigning to each vertex v the neighbor nodes of
pm , where pm is the adjacent node of the master of v. For the computation of the
weights in Eq. (4.4), we use Euclidean distances from the vertices to the nodes, as
we found that graph-based distances are not a good estimate in this case.
During cut propagation, we must perform local updates of node neighbors in
affected vertices due to two general reasons: (i) edges of the augmented visibility
graph GV are cut, and (ii) new vertices and nodes are added to the object. Note
that new nodes close to the boundary are connected to surface vertices that become
masters. We define the set of orphan vertices Vorphan as those without a valid master. Vertices may be tagged as orphans because they are newly added, they belong
to a subtree of slaves that gets disconnected because a surface edge is cut, or their
master gets disconnected because a visibility edge to a node is cut. We perform
the dynamic update of node neighbors of surface vertices in two steps. First, we
grow trees of slaves in BFS manner to assign a master to all orphans. Second,
we update distances and neighbors in trees whose masters are connected to nodes
in Pupdate (after being augmented with Pnew ), following the same procedure as at
their initialization.

4.5 Collision Handling
In the simulation of splitting objects, robust handling of collisions gains perhaps
higher importance than in regular simulations, and as our algorithm provides
higher versatility in the splitting trajectories, the complexity of the contact scenarios increases too. Progressive splitting produces pairs of curved surfaces of
the same object in parallel close proximity, which can be regarded as one of the
most complex cases of self-collision. Moreover, the splitting front is often a sharp
feature on the surface, leading to complex pinching situations [VMT06, WLG06].
Self-collisions are not a major problem in fracture events under tensile stress, as
the surfaces move appart naturally, but it is indeed a major problem in e.g., cutting
events under compressive stress, such as the apple peeling example in the bottom
row of Figure 4.1, or the cut Jell-O in Figure 4.13.
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In our simulations, we separate the handling of inter-object collision and selfor intra-object collision. For inter-object collisions, a point on one object can be
queried against the distance function of another object, thus making the situation
well-suited for penalty-based methods. After each simulation step, we perform
a proximity query using a kd-tree as in [KMH+ 04], and we define penalty-based
forces which are added in the next forward dynamics step in the simulation loop.

Self-Collisions
For self-collisions, such simple penalty-based methods that try to compute penetration depths locally are not applicable, as a point on an object queried against
the distance function of the object itself would always return a zero distance. We
have therefore investigated two different approaches. Both operate directly on
the triangle object surface, due to the lack of a readily-available explicit volumetric representation, which we were able to use for efficient collision handling in
the mesh-based approach described in Chapter 3. The first method, explained in
Section 4.5.1 is a constraint-based approach similar to [BFA02]. At every dynamics simulation step, a collision-free forward dynamics update is performed first,
then collision constraints are identified, and finally a collision response is added
that yields a collision-free configuration. The second method (Section 4.5.2) is
penalty-based and closely related to existing work on untangling cloth by Baraff
et. al [BWK03] and Wicke [WLG06]. It globally computes penetrating regions
of the surface mesh, which are then used to compute penetration information for
a plausible collision response.
Collision response is computed on the surface vertices. However, as they are
driven by interpolation of surface nodes, collision impulses (first method) or
penalty forces (second method) on vertices are distributed to influencing simulation nodes according to the weights defined in Section 4.1.4.

4.5.1 Constraint-Based Method
The main motivation for this constraint-based method is that penetrations of surface sheets lying in close proximity may represent unacceptable artifacts especially in computer animation, and thus methods that avoid penetrations are needed.
In Figure 4.8, an overview of the method is given. It requires that a collisionfree state is ensured after each simulation step. The four steps may be described
as follows:
1. Collision-free update: compute unconstrained displacements and velocities
v−
i for simulation nodes and for vertices.
2. Collision Detection: find collisions between vertices and triangles using
continuous collision detection [Pro97]. This process can be accelerated

59

Chapter 4 Meshless Splitting

Figure 4.8: Overview of the constraint-based collision response.

by pruning non-colliding pairs using optimized spatial hashing [THM+ 03].
Discard displacements computed in step 1.
3. Collision Response: For each pair of colliding primitives, formulate local
velocity constraints, resulting in impulses δvvi for colliding vertices. Distribute vertex impulses δvvi to influencing simulation nodes. This results in
−
new node velocities v+
i = vi + δvi , which can then be used to compute new
(collision-free) displacements.
4. Sanity-check: An (optional) position-correction step may have to be performed additionally. Because impulses are computed locally on vertices
and not directly on the underlying deformation simulation, a collision-free
state cannot be guaranteed. Therefore, an additional collision detection step
is performed when computing new displacements. In case of collisions, the
associated simulation nodes are retrieved to the time of collision.

In practice, step 4 can sometimes be avoided when colliding surfaces do not
contain much high-resolution detail. The approach requires small timesteps for
robust meshless simulation.
This approach is tailored for high-quality self-collision handling in computer
animation, as the examples of self-colliding Jell-O in Figure 4.13 or apple peels
in Figure 4.1 clearly demonstrate. It is a simple scheme resulting in stable simulations that would be very difficult to obtain with an implicit surface definition.
However, expensive continuous collision detection tests as well as the time step
restrictions do not make it suitable for interactive applications such as surgery
simulation. In the next section, a penalty-based scheme that allows for interactive
performance is presented.
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4.5.2 Interactive Penalty-Based Method
In this second method to handle self-collisions, the focus lies on speed instead
of accuracy, and is therefore more suited for interactive settings. It does not rely
on expensive CCD tests, and it is history-free and therefore does not rely on a
collision-free state in the previous time step as the first approach. Instead, penetrations are allowed, and a global intersection analysis on the surface mesh is
performed to obtain reasonable penetration information.

Global Intersection Analysis
This method is similar to Baraff’s approach [BWK03] for untangling cloth. For
cloth, there is no clear definition of inside or outside, contrary to closed 3D manifolds. Therefore it is difficult to determine if vertices have penetrated, and computing a robust collision response is difficult once (self-)collisions have occured. To
make this in/out classification more consistent, [BWK03] do a global intersection
analysis to compute intersection paths of colliding parts of the surface mesh. Intersection paths are made up of connected line segments that result from intersection
between pairs of triangles. As only closed intersection paths are considered, these
paths effectively partition a mesh into regions of vertices, which can be computed
efficiently using a simple flood-fill algorithm. Simple heuristics on region size are
used to classify regions as inside or outside.
In [BWK03], two types of intersections are detected. The first is characterized by two separate but co-located closed intersection paths. This results in two
distinct inside-regions of vertices, called a region-pair, as shown in Figure 4.9
on the left. Region-pairs are found using correspondence information from intersection paths. Penetration depth can be computed efficiently by pairing close
vertices from the two regions. For the second intersection type, only one closed
path is found, corresponding to a single but folded inside-region called singleregion. [BWK03] do not compute collision response forces for this case.
Since we are dealing with closed 3D meshes, intersection paths are always
closed as well and the method of [BWK03] could applied in a straightforward
manner. However, we have found that computing intersection paths may be expensive, and for surface sheets in close proximity (which is often the case in
cutting), numerical issues can affect the robustness of path computation. Therefore, we follow a different approach that takes ideas from stochastic approaches
[DDCB01, RGF+ 04] to directly compute inside vertices and regions, without intersection paths. Our algorithm may be described as follows:

Algorithm
1. Computation of interior-vertices: We randomly define a subset Vc of all
surface vertices V . We will call Vc seed-vertices in the following discussion.
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(a)

(b)

Figure 4.9: Self-Intersections. There are two different self-intersection types for closed

3D surfaces. (a) A region-pair. In red, intersection paths. (b) A single-region.
Image courtesy of David Baraff, Pixar Animation Studios.
For each seed-vertex vi ∈ Vc , we determine if it lies inside or outside of the
closed 3D surface. This is done by computing ray-mesh intersections along
the vertex normal. We accelerate this procedure using optimized spatial
hashing in combination with a fast voxel traversal algorithm [AW87,Hei07].
2. Region computation: Starting with interior seed-vertices, a flood-fill algorithm collects all other interior vertices by performing inside-outside tests
as described in step 1. Note that the in-out classification could also be done
with edge-triangle intersection tests, but we have found this to be numerically less stable, as surface sheets are often in close proximity. The floodfilling process can directly cluster interior vertices into disjoint regions.
3. Region pairing: Region-pairs can be found by using correspondence information from intersecting triangles. Therefore, finding a single edge-triangle
intersection is already enough to define a correspondence. It can be found
quickly by considering an edge connected to the boundary of a region (i.e.
an edge that has both and inside and outside end vertex) and testing for
intersection with close triangles. Single-regions are detected similarly.
4. Penetration depth computation: For region-pairs, vertices on one region
find a closest vertex on the other region, using a kd-tree proximity query as
in [KMH+ 04]. Single-regions are split into two sub-regions along a leastsquares plane, depending on the sign of the dot product of vertex normals
and LS-plane normal. Then, the same process as for region-pairs can be
applied to find closest vertices. This penetration information can then be
used to define simple penalty-based attractive forces on the vertices.
5. Force distribution: Finally, penalty forces on the vertices are distributed to
the influencing simulation nodes using the weights defined in Section 4.1.4.
The presented method is fast because it does not rely on expensive CCD-tests as
the constraint-based method from Section 4.5.1, and the number of inside-outside
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tests is minimized by using only a small number of seed-vertices, such that only
few additional vertices that are not penetrating are actually tested. In practice, we
have obtained plausible results even with small fractions of seed-vertices (e.g. as
few as one out of 20 is a seed-vertex). Of course, employing such a small set and
choosing them randomly will result in some missed collisions, as is the case with
other general stochastic approaches. However, as the method is history-free, this
is not a serious problem and collisions will be detected in a later simulation step.
In practice, we have not noticed any serious artifacts due to this problem. One
simple improvement would be to increase the sampling of seed-vertices in regions
of high curvature. While splitting an arbitrarily-shaped single-region along a leastsquares plane may cause problems, in practice this has shown to be a reasonable
approach. Finally, as we are using volumetric 3D objects, the probability of difficult intersection scenarios and subsequent errors in region pairing is very low. It
is obvious that the presented algorithm also works for object-object collisions.

4.6 Results
We have evaluated our technique on diverse applications, including computer animations that involved cutting operations (Figures 4.1, 4.10, and 4.13), prescored
fracture animation (Figure 4.11), and an interactive surgical simulator (Figure 4.12). All demonstrations were executed on a 3.4 GHz Pentium-4 processor
PC with 1.0 GB of memory. Simulation parameters used to create the simulations
shown in the examples are listed in Appendix B.2.

Cutting
Figure 4.7-b depicts a scenario used for evaluating the performance and scalability
of our algorithms. We have halved models of a pumpkin with varying surface and
volume sampling densities, following identical cutting trajectories consisting of
12 steps. As shown in Table 4.1, the time for synthesizing the entire cut surface
ranges from 110 ms with a 2.5K-triangle mesh, to 420 ms
√ with a 40K-triangle
mesh. Note that this trend matches the optimal cost of O( n) for visiting all triangles along a meridian of a regularly sampled spherical surface with n triangles.
The time for cutting the visibility graph and updating neighborhood information
ranges from 158 ms with a sampling of 2150 nodes, to 303 with 8600 nodes. Most
importantly, Table 4.1 demonstrates the scalability of our technique. For the same
surface geometry, the throughput of cut triangles per second remains approximately constant independently of the surface sampling density, and the throughput
of node-neighborhood updates per second remains approximately constant independently of the volume sampling density.
Figure 4.1 shows a simulation where an apple is peeled with a curved knife. The
apple consists initially of 6124 triangles, 2345 simulation nodes, and 52.4K vis-
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Initial
Mesh
2500
10000
40000
Initial
Nodes
2150
4300
8600

Final Graph
Mesh Edges
3252
94.4K
11260
95K
42464 94.9K
Final Graph
Nodes Edges
2764
47.6K
5145
95K
9574 185.4K

Meshing
Cut Surfaces (ms)
110
200
420
Updating
Graph (ms)
158
247
303

Triangles
Cut
158
276
523
Nodes
Updated
590
847
1239

Triangles
per sec.
1436
1380
1245
Updates
per sec.
3734
3429
4089

Table 4.1: Timings for Cut Surface Synthesis and Graph Update. In a cutting sce-

nario similar to Figure 4.7-b, the throughput of cut triangles per second and nodeneighborhood updates per second remains almost constant for varying surface and
volume sampling densities.

ibility edges. During the simulation, the number of triangles increases to 14504,
and the number of nodes to 3149. Splitting operations run at an average of 25 fps,
which implies a performance improvement of 2 orders of magnitude compared to
previous meshless approaches in computer graphics [PKA+ 05], thanks to our fast
visibility queries and localized updates of graph-based distances. The complete
simulation is executed at 3 fps. The animation also demonstrates the effectiveness
in capturing arbitrary splitting trajectories. Specifically, the cut surfaces conform
accurately to the trajectory of the knife, showing sharp features at the junction
with the original surface of the apple, but smooth behavior along the direction
of the junction. Moreover, the cut pieces of skin are adaptively sampled, and
deform naturally until they fall off. Computer-generated peeling imposes multiple challenges on previous techniques. Previous meshless approaches would have
difficulties producing sharp features and evaluating visibility queries for updating
shape functions. On the other hand, FEM approaches would require dense meshes
and slow computations to provide similar control on the cutting trajectories and
the thickness of cut pieces of skin. The bottom row of Figure 4.1 shows a different
cutting trajectory, where the pieces of apple skin retract instead of falling away.
This scenario presents challenging self-collision situations, which are handled robustly, but collision handling becomes the bottleneck and lowers the performance
to approximately 2 sec/frame.
The letters depicted in Figure 4.10 present thin features that require very dense
sampling for guaranteeing accurate and stable deformations. The initial scene
consists of 27K simulation nodes and 100K triangles. With this dense sampling,
the simulation runs at an average of 2.5 sec/frame, but the splitting operations
take only 10% of the computations. This animation demonstrates again the scalability of our technique and its ability to split deforming objects along arbitrary
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Figure 4.10: Slicing Letters. The blade of the curved wedge cuts the letters smoothly

while they deform. The scene consists of a total of 27K nodes and 100K triangles,
and the cutting runs at 4 fps.

Figure 4.11: Smashed Pumpkins. Our algorithm for synthesizing crack surfaces is used

for prescoring fracture.
trajectories. We have also explored the application of our technique for prescoring fracture animations of solids. As an example, the pumpkins depicted in Figure 4.11 are split into pieces interactively as a preprocess, for later use in a fracture
animation.
One of the major advantages of our technique is that it allows stable arbitrary
splitting at very diverse resolutions and model complexities. We have exploited
this feature in an interactive simulator of hysteroscopy procedures, where malicious polyps are cut from the uterus cavity, as shown in Figure 4.12, using a
haptic device as a 3D input tracker. In the simulation, the scalpel is modeled as
a sharp curve that can cut in all directions when the blade is active, and there is
no scalpel-polyp collision response or handling of self-collisions. The model of
the polyp shown in the figure consists of a constant number of 540 simulation
nodes. The surface mesh complexity increases from 1334 to 4830 triangles. Splitting operations run at all times at more than 45 fps, and the complete simulation
runs at 21 fps. Previous techniques for cutting in surgical simulators have often
encountered problems with progressive cutting, partial cuts, or changing cutting
directions, but all these features are handled stably and efficiently with our technique. Naturally, after reiterative cutting through the same volume, the resolution
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Figure 4.12: Interactive Cutting in a Surgical Simulator. Cuts produced interactively at

more than 45 fps.

Figure 4.13: Self-Colliding Jell-O. Spiral cuts induce challenging self-collisions that are

handled robustly.
of the models may grow to levels that cannot be handled interactively.

Self-Collisions
Compared to implicit surface representations in previous meshless simulation approaches, the use of an explicit surface mesh enables robust self-collision handling, as demonstrated in Figure 4.13, which shows spiral cuts being made on a
block of Jell-O. Initially, the partially split pieces move apart, and then they clamp
together, inducing challenging self-collisions. When the cuts terminate, the four
disjoint pieces of Jell-O collapse. The model is initially sampled with 920 nodes
and 6200 triangles, and simulation complexity increases to 2632 nodes and 10720
triangles. The simulation runs at 1.2 sec/frame, but the computations are highly
dominated by self-collision handling (more than 70%), which are handled using
the constraint-based scheme from Section 4.5.1.
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Figure 4.14: Interactive Cutting with Self-Collisions. Cuts produced interactively at

more than 45 fps, Self-collisions handled at 25fps on average.

The interactive penalty-based scheme described in Section 4.5.2 has been applied to cutting of a polyp in hysteroscopy, as demonstrated in Figure 4.14. Contrary to the simulation shown in Figure 4.12, the polyp is attached to the bottom
of the cavity, such that gravity leads to challenging self-collisions as soon as some
piece of soft-tissure is cut off or the model is cut from the side, as cut surface
sheets are always in close proximity. Four different cuts have been performed,
each increasing the complexity of collision handling. A constant number of 824
simulation nodes is used, the surface mesh complexity increases from 1334 to
4498 triangles, and the entire simulation including collisions runs at 10fps. In
Figure 4.14, the simulation sequence is shown, and in Figures 4.15-4.17, collision
handling complexity is analyzed. One may see in Figure 4.16 that the number
of interior vertices naturally depends on the complexity of corresponding collision scenarios, while the number of interior seed-vertices is very small at all times
(1/20th of all vertices are seed-vertices). Figure 4.17 shows that the bulk of total collision handling computation time (green curve) is spent on finding insideregions (red curve), whereas region-pairing and computing penetration depths and
penalty forces are less expensive. Time spent on handling collisions is not more
than 50ms on average even toward the end of the simulation, where on the right
side the upper part of the model is constantly pushing onto surface sheets in the
lower part, but collision response successfully prevents severe penetrations.

67

Chapter 4 Meshless Splitting

4.7 Discussion
The meshless method presented in this chapter satisfies most of the requirements
of an ideal splitting algorithm, stated in section 1.2. Its meshless nature avoids
volumetric re-meshing operations, which have been notoriously difficult to handle for mesh-based approaches, both in terms of implementation complexity and
stability in deformation computations. Note that although some explicit connectivity is stored, the method does not require a consistent space-partitioning mesh.
Due to the decoupling of meshing and simulation discretization, updating shape
functions to reflect topological changes or resampling does not introduce any simulation instabilities. Furthermore, simulation complexity does not explode for
several cuts in the same object region. Both surface meshing and updates of the
visibility graph are local and thus, such operations can be performed interactively.
As splitting operations are defined in material coordinates, the visibility graph and
the acceleration data structures for intersection tests do not have to be recomputed
when objects deform but do not split. As has been shown in several examples, the
method permits arbitrary and progressive cut trajectories, without any noticeable
lag between cut and tool movement. While we have focused mainly on cutting,
the concepts presented in this chapter could also be used for fracturing.
Using an explicit triangle mesh to model object boundaries has several advantages. As seen in the apple peeling examples, sharp features can be represented
easily, but with an implicit surface definition such as in [PKA+ 05], this becomes
difficult. Evaluating visibility queries for updating shape functions is efficient (resulting in up to 2 orders of magnitude overall performance improvement compared
to [PKA+ 05]), and high-quality surfaces can be animated interactively. Finally,
an explicit surface permits robust treatment of self-collisions, which are especially
important in cutting operations. This was not possible with previous meshless approaches.

4.7.1 Limitations
Even though the method presented in this chapter clearly avoids or alleviates many
of the problems of previous cutting approaches, it also has some limitations.
Solving the governing equations is computationally more involved for meshless
methods, and therefore, truly interactive simulations are possible only for several
hundred simulation nodes. Even though the definition of the splitting operation
in material coordinates poses multiple advantages, it also has the disadvantage of
mapping the splitting front from world to material coordinates, and the associated
possible errors due to the linearization of the mapping function. Another possibility would be to mesh the cut surfaces in world coordinates, and then map them
to material coordinates for updating the graph. However, this option may introduce robustness problems in the update of the visibility graph, and requires further
analysis.
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Regarding the visibility graph, distances in concave regions may be approximated better by adding a small subset of the surface vertices to the visibility graph.
This would also make the task of guaranteeing the existence of visible paths inside connected object components easier, and would require a less dense nodal
sampling in such regions. Furthermore, it would also alleviate the problem of
temporal and spatial shape function discontinuities that may occur due to the discrete distance approximations, although we have not experienced problems with
this. It is also worth designing means for reducing memory requirements. Modification of the visibility graph as the result of plastic deformations has not been
addressed, but kinetic data structures [GGN06] in combination with the plasticity
model of [MKN+ 04] may be an option.
When synthesizing cut surfaces, 2D meshing operations are required, and for
very complex cut trajectories, implementation becomes rather involved, as different types of mesh intersections and triangulations must be considered. Furthermore, the quality of the surface mesh degrades when the same region is split
multiple times. Local surface remeshing is a viable solution, as it does not affect
the discretization of the simulation domain in our algorithm. Note that FEM-based
techniques would require volumetric remeshing to avoid stability problems, which
is undoubtedly much harder to deal with.

4.7.2 Summary
In this chapter, a novel algorithm for splitting deformable solids in a fast and
arbitrary manner has been presented. It adopts meshless discretization methods,
and incorporates a novel visibility graph for efficiently updating shape functions
in the meshless discretization upon topological changes. The splitting operation
has been decomposed into two steps: meshing cut surfaces, and the update of the
graph and the discretization. We have demonstrated the versatility, efficiency, and
scalability of our algorithm, and the ability to produce smooth arbitrary cuts in a
fast and stable manner.
While this method can be used for complex splitting operations in diverse applications, performance of the underlying meshless deformation model poses some
restrictions for interactive applications. Therefore, a different, geometricallybased method based on adaptive shape matching deformations is presented in the
next chapter. It features similar capabilities as the approach in this chapter, but
with more efficient, although not physically-based, deformation computations.
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Figure 4.15: Benchmarks for Polyp Cutting with Self-Collisions: The number of trian-
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Figure 4.16: Benchmarks for Polyp Cutting with Self-Collisions: Number of interior-

vertices detected (blue: seed-vertices; red: all vertices).
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Figure 4.17: Benchmarks for Polyp Cutting with Self-Collisions: Time (in ms) spent

on finding all inside seed vertices (blue), inside-vertices (red), and for the entire
collision handling process (green).
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Chapter 5

Adaptive Shape
Matching Deformations
The previous chapter presented a meshless method to simulate complex splitting
operations in a wide range of applications. While its foundations on continuum
mechanics allow for physically-based simulations, and its meshless nature alleviates difficult remeshing problems, this comes at the price of higher computational
cost to evaluate basic mathematical operators, and its application in highly interactive systems such as games or surgical simulation is limited. In this chapter, a
geometric approach that supports similarly complex simulation scenarios at significantly higher speed is presented. As this method works with geometric deformations and therefore trades physical accuracy with plausibility and speed, it
is especially suited for real-time settings, where efficiency and robustness are the
dominant aspects.
While most deformation models in computer graphics are physically-based
[BNC96, JP99, MMDJ01], geometric shape-matching deformation models for
robust and efficient computation of large deformations, with application to videogame-like settings, have recently become popular. Müller et al. [MHTG05]
presented a meshless simulation technique that pulls deformable points toward
a globally consistent deformed shape, resulting in unconditionally stable and
extremely fast deformation. Rivers et. al [RJ07] have extended this technique
to simulate many more degrees of freedom (DOFs) using Fast Lattice Shape
Matching (FSLM). They overlap many (rigid) clusters of points in a lattice, and
exploit the regularity of the lattice for designing an efficient algorithm. The use
of a regular lattice induces however unsolved limitations, such as lack of flexibility for distributing DOFs, poor scalability in terms of resolution, homogeneous
mechanical stiffness, or large cost for applying topological changes.
We therefore present a novel dynamic deformation technique based on shape
matching that uses a different geometric discretization, which solves many of the
limitations of previous methods. In this technique, positions of simulation nodes
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are computed by convolution of rigid shape matching operators on many overlapping regions, relying on an octree-based hierarchical sampling that allows the
efficient computation of these operators. Our approach enjoys the efficiency and
robustness of shape matching deformation models, but with the flexibility of adaptive spatial discretizations not present in previous methods. It allows to interactively simulate elastic and plastic deformation and interactive cuts. Furthermore, it
supports inhomogeneous material stiffness, adaptive selection of levels-of-detail
(LOD), and it can reuse underlying data structures for efficient (self-)collision
handling.
In Chapters 3 and 4, we have focused on topological changes and how to model
them in given geometric discretizations and deformation models. In this chapter,
the focus mainly lies on the deformation model and the corresponding discretization itself. To model topological changes, this versatile technique is able to use
many of the concepts presented in the previous chapter. It follows the splitting
algorithm that first synthesizes cut surfaces from intersection between a moving
blade and the triangle surface of the deformable object, and then uses the readilyavailable new explicit surfaces to update proximity information stored in a visibility graph. Only steps 5 and 6 of the algorithm presented in Section 4.2 have
to be changed. In step 5, new nodes are sampled in an octree-based, hierarchical fashion, and to update node neighbors in step 6, a different and more efficient
shortest-paths algorithm tailored for shape matching deformations is used.
This chapter is structured as follows: In Section 5.1, previous shape matching
deformation methods and their limitations are discussed. Based on these, octree
shape matching is presented in Section 5.2. Next, dynamic resampling is explained in Section 5.3, which includes topological changes as well as dynamic
LOD updates. In Section 5.4, an efficient algorithm to compute shortest-paths
between simulation nodes is proposed. Section 5.5 explains several additional
features that the framework supports, such as collision handling, plasticity and
damping. Results are presented in Section 5.6, and limitations of the octree shape
matching are discussed in Section 5.7.

5.1 Deformations with Shape Matching
As our method is strongly related to the previous shape matching approaches by
Müller et. al [MHTG05] and Rivers et al. [RJ07], we start this chapter by briefly
introducing these methods and discussing their limitations.

5.1.1 Meshless Shape Matching
Given a set Rr of arbitrarily sampled simulation points, with x0i and xi their initial
and deformed positions, the technique by Müller et. al [MHTG05] computes a
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rigid rotation Rr and a translation vector that transform the x0i such that the distance between initial and deformed configurations is minimal in the least-squares
sense. A linear transformation
A = ( ∑ mi pi qTi )Aqq = Ar Aqq

(5.1)

i∈Rr

is computed first, with pi = xi − cr , qi = x0i − c0r , and
!
!
1
1
cr =
mi xi , c0r =
mi x0i
∑
∑
m
m
∑ i i∈Rr
∑ i i∈Rr

(5.2)

the centers of mass in the deformed and the initial setting. Aqq is a symmetric
matrix containing only scaling. Rr is extracted from Ar using polar decomposition [PTVF92] such that Ar = Rr S. Next, as visualized in Figure 5.1, the goal
position gi of each node is computed as
gi = Rr (x0i − c0r ) + cr = Tr x0i ,
Tr = [Rr (cr − Rr c0r )] = [Rr tr ] ∈ R3x4 .

(5.3)
(5.4)

Now, instead of simply integrating forces dependent on displacements, the semiimplicit Euler integration scheme is adapted such that nodes are pulled towards
the well-defined goal positions gi without overshooting:
fext (t)
gi (t) − xi (t)
+ ∆t
,
∆t
mi
xi (t + ∆t) = xi (t) + ∆tvi (t + ∆t).

vi (t + ∆t) = vi (t) +

(5.5)
(5.6)

This results in unconditionally stable and extremely fast deformation. Effectively,
it offers the robustness of implicit integration in physically-based methods, with a
cost comparable to explicit integration.
Müller et. al extended the basic definition to linear and quadratic deformation
modes. They also increased the number of DOFs in the deformation by clustering
points into several regions, but deformation artifacts may appear due to region
discontinuities, and clustering itself is problematic.

5.1.2 Fast Lattice Shape Matching
Rivers et. al [RJ07] applied the technique of [MHTG05] on cubic lattices and
overlapped many clusters through a region-based convolution of rigid shapematching transformations, resulting in smooth deformation. The object’s surface
is embedded in the lattice and deformed using trilinear interpolation of lattice
vertices. In the FLSM of Rivers et al., each lattice point represents a simulation
node pi , and is associated to a shape matching region Ri composed of pi and all
other nodes closer than a distance w (according to the max-norm metric). FLSM
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Figure 5.1: Shape matching. The initial shape x0i is matched to the deformed shape x0i ,

defining goal positions gi . Nodes are then pulled towards gi . Image courtesy of
Matthias Müller, NVIDIA.
computes per-region transformations Tr as described above, and per-node goal
positions are obtained by averaging the transformations of all influencing regions.
With a symmetric definition of regions, goal positions are defined as
gi =< Tr x0i >r∈Ri = Ti x0i .

(5.7)

Naively multiplying and summing up vectors for each region as in (5.1) would
yield a cost O(w3 n), where n is the number of nodes. Instead, FLSM exploits
summation redundancy in the lattice setting and yields a total cost linear in the
number of nodes and independent of region width. Please refer to [RJ07] for the
exact definition of their fast-summation operator
Fi∈Rr {si } ≡

∑ si ,

(5.8)

i∈Rr

which indicates that a quantity si is summed over a region Rr . In essence, it
requires three recursive passes along all simulation nodes, and it is used for computing region transformations and node goal positions.
To compute region transformations Tr , the linear transformation Ar is needed.
However, F cannot be directly applied to the definition of Ar in Equation 5.1,
because the summand is a function of both region Rr and nodes pi . [RJ07] have
isolated these dependencies by expanding (5.1) and simplifying common terms:
Ar =

∑ mi(xi − cr )(x0i

T

T

− c0r )

i∈Rr

=

∑ mixix0i

T

i∈Rr

=

∑

i∈Rr

T
mi xi x0i

− ( ∑ mi xi )c0r − cr ( ∑ mi x0i ) + ( ∑ mi )cr c0r

T

−( ∑

T

T

T

i∈Rr

i∈Rr

T
mi )cr c0r

i∈R

−( ∑

i∈Rr

o r
n
T
T
= Fi∈Rr mi xi x0i
− ( ∑ mi )cr c0r
i∈Rr

76

T
mi )cr c0r

i∈Rr

+ ( ∑ mi )cr c0r
i∈Rr

(5.9)
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Note that the cr and c0r can also be computed with fast summation. As we will
show in section 5.2.3, our algorithm uses the same summations described here
and follows the same steps as FLSM, but replaces F with a new hierarchical fastsummation operator that works on adaptive discretizations.

5.1.3 Limitations of the Lattice Setting
FLSM allows for more DOFs and smoother deformation than the original method
by [MHTG05], but the use of a regular lattice yields several important limitations:
• Small features yield an explosion of the runtime cost. A small surface feature may require fine sampling in order to be deformed independently from
non-adjacent material, but this fine sampling must be applied to the whole
object. Figure 5.2 shows how our adaptive sampling correctly resolves thin
features efficiently, while in FLSM the simulation cost grows cubically with
lattice resolution.
• Mechanical stiffness, related to region half-width w, is a global parameter.
A varying width w would break the regularity required by FLSM. Figure 5.9
shows material inhomogeneity in our octree setting.
• Dynamic restructuring due to topological changes is computationally expensive. The fast-summation algorithm becomes particularly intricate in regions where the lattice is not regular, e.g., near boundaries, as several sums
must be maintained per node. Although [RJ07] show the ability to perform
fracture, the definition of these sums is typically handled as pre-processing,
and is expensive at runtime.

5.2 Octree Shape Matching
In this section, the new deformation method based on octree shape matching will
be introduced. Starting with a description of the octree-based nodal sampling,
interval-based shape matching regions are defined. With these, a hierarchical fast
summation operator can be defined, and it is used to compute rigid shape matching
transformations at a cost linear in the number of simulation nodes.

5.2.1 Adaptive Octree Sampling
As opposed to the uniform lattice sampling of [RJ07], we propose an octree-based
sampling of the deformable objects. Octree-based sampling lays a framework for
adaptive discretization of the shape-matching deformation model. Moreover, as
it will become clear later, the octree representation will allow for a hierarchical
definition of a fast summation operator, where a high node in the octree stores the
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(a)

(b)

Figure 5.2: Nodal sampling. (a) Lattice used in Fast Lattice Shape Matching. To capture

small surface details such as the fingers, a high-resolution lattice is needed. (b)
We employ an octree-based sampling to efficiently simulate such small features.
sum of all its leaves. When appropriate, nodes will reuse high-level sums without
visiting subtrees.
We begin by creating a very coarse cubic lattice, referred as base lattice, that
embeds the object’s surface. The choice of resolution for the base lattice is guided
by the maximum desired stiffness, and has 28 nodes in the example in Figure 5.2.
We then do an octree subdivision of the lattice, following some user-defined criterion. One possibility is to subdivide until all surface features of a certain size
are resolved, as shown in Figure 5.2, but it is also possible to subdivide at runtime
based on, e.g., user interaction as in Figure 5.10, view-dependent LOD selection,
etc. We place a simulation node at the center of each leaf cell, and a virtual node
at the center of each non-leaf cell. As mentioned earlier, virtual nodes will store
sums of all their descendant simulation nodes. Masses of simulation nodes are set
based on cell volume and density.

5.2.2 Interval-Based Shape Matching Regions
FLSM exploits lattice regularity for avoiding the region-size dependency of bruteforce shape matching. Instead, we propose an interval-based definition of regions
that, together with the octree representation, ensures that each summation operation need only operate on O(1) summands.
With octree shape matching, summation re-use lies in the hierarchical represen-
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Figure 5.3: Interval-based region definition on a hierarchical sampling. (a) Intervals

of pi and virtual nodes. The virtual node pb stores a distance interval [0, 1] (in
max-norm metric) and is added as summation node of pi ; pa stores [2, 3] and is
discarded; and pc stores [1, 2] and is refined. (b) In red, the 6 summation nodes
of region Ri associated with pi . (c) By increasing the interval, the number of
summation nodes is reduced to 4, but the effective region width is also increased.
tation itself, and intuitively the goal is to re-use as many sums as possible stored
in virtual nodes. With a fixed region width, it would be possible to use virtual
nodes that cover descendant simulation nodes, but at the region boundaries one
would still have to include many small cells to exactly cover the given region, and
the number of these would increase considerably with increasing region width.
Therefore, the strong distance-based region definition of FLSM is weakened by
using a distance-interval where nodes may or may not be included, visualized in
Figure 5.3.
Given a simulation node pi with tentative region half-width wi , we define the
region Ri of pi in the following way: if a node p j is closer than wi from pi , then it
belongs to Ri ; and if it is further than (1 + ε)wi , then it does not belong. As a result, nodes in the distance interval [wi , (1 + ε)wi ] may or may not be included in Ri .
This definition bears some resemblance with that of (1 + ε)-spanners [GGN06].
Recall that region width is related to local mechanical stiffness, and our intervalbased region definition effectively implies a small variance in the actual mechanical stiffness.
In order to construct shape-matching regions, we employ the interval-based definition above and we follow a hierarchical algorithm. For each simulation node
pi , we represent its shape-matching region Ri through a set of summation nodes,
which may contain both simulation and virtual nodes. Note again that a virtual
node will store summed values of all its descendant leaves, hence using a virtual
node as summation node prevents us from visiting all its leaves. A shape-matching
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region Ri is constructed in the following way:
1. For every node p j of the octree, compute an interval [a j , b j ] that captures
the minimum and maximum distances from all descendant leaves of p j to
pi .
2. Traverse the octree top-down, and for every node p j :
if a j > wi , discard p j and its subtree.
else if b j < (1 + ε)wi , insert p j in Ri .
else process the children of p j .
3. Enforce region symmetry, pi ∈ R j ⇐⇒ p j ∈ Ri .
Figure 5.3 shows an example situation with summation nodes at two different
levels. As we will show below, there exists a minimum value ε such that the
number of summation nodes in every region is bounded by a desired constant. In
practice, we use ε = 0.5, which yields on average 6 summation nodes per region
in the adaptively sampled model in Figure 5.2.
Note that our definition of shape-matching regions is independent of the distance metric and the algorithm for computing node distances. In our implementation, have used the visibility graph from Section 4.4 to approximate node distances
along visible paths. In Section 5.4, we describe a distance computation algorithm
which is tailored for the shape matching setting, and which is more efficient than
the more general Modified Floyd-Warshall algorithm proposed in Section 4.4.2.

Bounding Number of Summation Nodes to O(1)
As stated above, intuitively the goal is to use as many high level (virtual) nodes as
possible, while the interval-based region definition lets us use larger cells near the
boundary of the inner region with radius wi . Thanks to the hierarchical structure
and by cleverly choosing ε ≥ 0, we can bound the number of summation nodes to
a small constant. To simplify the discussion, the proof that follows will operate
on a regular hierarchical sampling consisting of perfectly balanced tree(s), but it
also holds for less balanced settings. Furthermore, we assume that the width of a
base lattice cell is at least 2wi , and we use max-norm distance, which yields cubic
regions as in FLSM.
The goal is to cover a small cube of radius wi with cells, without exceeding the
large cube of radius (1 + ε)wi . This process is visualized in Figure 5.4. We start
with the largest cell C that is guaranteed to fit in the cube of radius (1 + ε)wi , and
then we start to pack lower-level cells until we reach wi . We define L as the width
of C, and without loss of generality, L ≤ (1 + ε)wi . Note that this is a conservative
bound, as there may be cells of size L ≤ 2(1 + ε)wi that fit into the large cube, but
this cannot be guaranteed. The packing is carried on using smaller and smaller
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Figure 5.4: Covering a region with O(1) cells. (a) We start out with the largest cell C

guaranteed to fit into the large cube. (b) Start packing with smaller cells. (c) All
cells needed to cover the small cube.
cells until the small cube is completely covered, i.e.
L+

L L
+ + ... ≥ 2wi
2 4

(5.10)

Note that in some cases we could even complete the packing with large cells of
size L (this could be possible in the example in Figure 5.4(b)), and only few cells
would be needed. However, here we want to deal with the worst case, i.e. when
using large cells is not possible because they would overlap (1 + ε)wi .
We can write L = α(1 + ε)wi , α ∈ (0..1]. Plugging this into Equation 5.10
results in
1 1
α(1 + ε)wi (1 + + + ... ) ≥ 2wi
2 4
k
1
2k − 1
α(1 + ε) ∑ i−1 = α(1 + ε) k−1 ≥ 2
2
i=1 2
ε ≥

1 2k
− 1.
α 2k − 1

(5.11)

Equation 5.11 gives us a lower bound for ε, independent of wi , such that the small
cube can be enclosed with cells from k different levels (the level of C being the
highest), without exceeding the large cube. For example, if ε ≥ 1 (and assuming
α = 1), it is possible to cover the small cube with one single cell (C, that is). Note
that in practice, a small additional offset to ε may be needed to ensure complete
covering, since in general C and the small cube do not align exactly.
Bounding the number of levels by choosing an appropriate ε automatically lets
us bound the total number of cells, Sk , needed to cover the small cube as shown in
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Figure 5.4(c). In 3D,
Sk = 1 + (33 − 23 ) + (73 − 63 ) + (153 − 143 ) + ...
k 
k

= ∑ (2i − 1)3 − (2i − 2)3 = ∑ Si .
i=1

i=1

Simplifying Si , we obtain
k

Sk =

∑

3 · 4i − 9 · 2i + 7

i=1
k+1

= 4



− 9 · 2k+1 + 7k + 14.

(5.12)

Therefore, bounding k will also bound Sk . For example, choosing ε ≥ 13 will bound
the number of levels to k = 2, which in turn limits the number of cells to S2 = 20,
independent of region size wi . In Section 5.6, simulation data will be presented,
showing that these theoretical results also hold in practice.

5.2.3 Hierarchical Fast Summation
Given O(1) summation nodes per shape-matching region as defined above, we can
now define our linear-cost Hierarchical Fast-Summation operator
HF n o
si ≡ ∑ si .
i ∈ Rr
i∈R

(5.13)

r

It consists of two steps:
1. Depth summation: For all octrees, compute sums of si in bottom-up fashion,
such that virtual nodes contain the sum of their children’s values.
2. Breadth summation: For each region, sum up the readily available values of
all its summation nodes.
For an object with n simulation nodes, the depth-summation is O(n) if we assume
that the octrees are roughly balanced. The breadth summation is O(n) as outlined
above, hence the HF operator has linear cost.
Similarly to the F operator in FLSM, defined in Equation 5.8, our novel hierarchical fast-summation operator HF is used for computing the per-region transformations cr and Ar , as well as per-node goal positions gi (See Section 5.1.1 for
their definition). The only difference w.r.t. FLSM is that we weight per-region
transformations by the mass mr of their associated node, and we then normalize
the sum by the summed mass Mi = ∑r∈Ri mr , which can be precomputed.
Our octree shape matching algorithm is now summarized:
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1. Compute per-region translations
cr =

1
HFi∈Rr {mi xi } .
Mr

(5.14)

2. Compute per-region linear transformations
o
n
T
0T
− Mr cr c0r .
Ar = HFi∈Rr mi xi xi

(5.15)

3. Extract rotations Rr using polar decomposition and compose rigid transformations Tr as described in equation 5.4.
4. Compute per-node goal positions
gi =

1
HFr∈Ri {mr Tr } x0i = Ti x0i = [Ri ti ]x0i .
Mi

(5.16)

5. Apply the integration scheme from (5.5) and (5.6).
It now becomes apparent that our octree shape matching shares the same algorithmic structure and linear-cost as FLSM, with the notable difference that it supports
adaptive sampling, and thereby the possibility to simulate much thinner features at
a lower total cost. Damping, described in [RJ07], is also directly applicable with
our HF operator, and is described in Section 5.5.3.

5.3 Dynamic Resampling
In this section, we describe a general, robust, and efficient algorithm for dynamic
resampling under our octree-based setting. When topological changes are applied or when new LODs are locally (de)activated, objects must be dynamically
resampled, and summation nodes of affected shape matching regions must be recomputed. As this effectively implies recomputation of distances between pairs of
nodes, we use the visibility graph concept from Section 4.4 to efficiently handle
the re-sampling process by defining distances as shortest paths along this graph.
We have adapted and optimized the graph for octree shape matching, and the details regarding initialization and distance computations will be described in Section 5.4.
For both topological changes and dynamic resampling, we define as Pupdate
the nodes for which shape matching regions must be updated or computed from
scratch (i.e., summation nodes must be identified), which is explained in Section
5.3.3. Note that this is similar to defining and updating simulation node neighborhoods for meshless splitting in Section 4.4.3.
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Figure 5.5: Interactive cutting. A hanging liver model is interactively cut, while shape

matching regions are efficiently recomputed. The model starts with 500 nodes and
ends with 2 050, and runs at 2.3 − 15ms per frame.

5.3.1 Topological Changes
To model topological changes in our shape matching framework, we follow the
two-step approach used in Chapter 4. Object surfaces are represented by explicit
triangle meshes, and new cut surfaces are progressively synthesized when a moving blade or crack front advances. Refer to Section 4.3 for a detailed explanation
of this process. The newly created cut surfaces are then used to determine cut
edges Ecut , as explained in Section 4.4.3. Pupdate must include the simulation
nodes pi and p j of each edge e(pi , p j ) ∈ Ecut , plus all other simulation nodes pk
whose regions include both pi and p j (as this means that e may be used for a
shortest path from pk to one of its neighbors). Note that finding pk is easy because
of the symmetric neighborhood definition.

5.3.2 Dynamic LOD Updates
To refine an existing simulation node pi , its associated cell is subdivided according
to user-defined criteria, and nodes are created for each new cell. All new leaf nodes
become simulation nodes, while pi becomes virtual and its associated region is
removed. To coarsen (sibling) simulation nodes {pi }, they are removed from
the tree, while their parent is set as new simulation node. Both when refining
or coarsening, Pupdate consists of the newly created simulation nodes and those
nodes p j whose region R j includes a removed node. The visibility graph must be
updated by deleting the edges incident on removed nodes, and setting visibility
edges for the newly added nodes (See Section 5.4.1 for more details).
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5.3.3 Updating Shape Matching Regions
Once Pupdate is determined, either after topological changes or dynamic LOD updates, we can recompute summation nodes. For all nodes pi ∈ Pupdate we do the
following:
1. Recompute the distance to other simulation nodes. Note that distances do
not need to be computed for nodes further than (1 + ε)wi . Distance recomputation amounts to more than 80% of the computation time when recomputing summation nodes.
2. For virtual nodes, compute distance intervals in a bottom-up manner.
3. Traverse the octrees in a top-down manner, determining summation nodes
by checking the distance intervals. Under topological changes, distances in
the undeformed configuration cannot grow, hence it is sufficient to start the
top-down traversal at the old summation nodes of pi .
4. Once summation nodes are determined, recompute the constant quantities
c0r and Mr .

5.4 Efficient Distance Computation
In this section we describe our algorithm for efficiently computing distances between simulation nodes in octree shape matching. We connect nodes using a visibility graph and define distances as shortest paths along the graph, as proposed
in Chapter 4. We first describe the initialization of the graph, and then a novel
bucket-based version of Moore’s algorithm [Moo59] for efficient shortest path
computation, tailored for octree shape matching.

5.4.1 Graph Initialization
After sampling an object as described in Section 5.2.1, visibility edges connecting
simulation nodes are created. Given a simulation node pi at an octree level where
the distance between nodes is dl , we set edges to all other simulation nodes closer
than or equal to dl . Then, we remove duplicate edges, as well as edges that cross
the surface at concave regions, in order to account for material discontinuities. In
our implementation, we use the `∞ distance metric, i.e., max-norm. Please refer
to Figure 5.2(b), where edges of the visibility graph are visualized.

5.4.2 Bucket-Moore Algorithm
Once the visibility graph is initialized, it remains to compute shortest distances
along the graph, which are used for defining summation nodes as described in
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Section 5.2.2. We have found maximum efficiency by adapting Moore’s algorithm [Moo59] for distance computations on a regular grid where all edges
have unit length, instead of using general-purpose shortest path algorithms such
as Dijkstra or Floyd-Warshall [CLR90] or adapted versions as in Section 4.4.
Moore’s original algorithm resembles breadth-first search (BFS) and computes
shortest distances from a node p0 to all other nodes in the graph. It maintains two
buckets, B0 storing the current front of BFS, and B1 storing the next front. It visits
the nodes in B0 and places their unvisited neighbors in B1 . Once B0 is emptied,
B1 is shifted to B0 and the integer distance is incremented. A node’s distance is
set upon removal from B0 . Moore’s algorithm can compute all pairwise distances
shorter than Dmax in time O(mn), where n is the number of nodes and m is the
average number of nodes closer than Dmax .
With the use of the max-norm distance metric, we can quantize edge lengths
with integer values, assigning a length of one to an edge between two adjacent
nodes at the maximum octree resolution. We similarly approximate the region
widths wi and (1 + ε)wi with integer values. In this setting, we propose a bucketbased version of Moores’s algorithm that computes shortest paths when all edge
lengths are integers in a small range [1, dmax ]. It also runs in O(mn), although the
constants are somewhat larger than in Moore’s original algorithm. The BucketMoore algorithm maintains dmax + 1 buckets, and operates by visiting the nodes
on bucket B0 . When a node pi is removed from B0 , a node p j adjacent to pi at
distance d may be added to bucket Bd . Once bucket B0 is empty, buckets are
shifted Bd ← Bd+1 . Nodes that are visited store a temporary minimum distance,
which may be later reduced. Our proposed Bucket-Moore Algorithm for finding
shortest distances from a node p0 to all other nodes closer than Dmax may be
summarized as follows:
1. Initialization:
k = 0.
For all nodes, unmark and set dmin = ∞.
Put p0 in B0 .
2. While B0 is not empty
Remove the first node pi from B0 .
If pi is marked, discard it.
Else: mark pi ; for each neighbor p j of pi :
Compute d = k + d(pi , p j ).
If (d ≥ p j .dmin or d ≥ Dmax ), discard p j .
Else: p j .dmin ← d; add p j to Bd(pi ,p j ) .
3. k ← k + 1; shift buckets Bd ← Bd+1 ; Bdmax = {}.
4. If k < Dmax and some bucket is non-empty, repeat 2.
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Note that the Modified Floyd-Warshall algorithm (MFW) proposed in Section
4.4 could also be used for octree shape matching. However, its cost of O(m2 n)
becomes too high for large m, which cannot be avoided for stiff materials with
large regions. Furthermore, MFW is designed for arbitrary graphs with positive,
real-valued edge weights, but as shape matching is much less sensitive to (in)exact
distances, we can quantize edge lengths with integer values, allowing for a more
efficient algorithm. For building shape functions in meshless discretizations, more
exact distances are required, but the support radius and therefore m is usually
small [Kou05], while material stiffness is controlled by other parameters.

5.5 Extensions
5.5.1 Surface Animation
The object surface is animated along with the deforming object by interpolating
the deformation fields defined by nearby simulation nodes, similar to Equation 4.4
in meshless animation in Chapter 4. For shape matching, this amounts to
xi,v =

1

∑ ω(x0i,v, x0j , ri)

∑ j ω(x0i,v , x0j , ri ) j


x j + R j (x0i,v − x0j )

(5.17)

where xi,v and x j denote the deformed positions, and x0i,v and x0j the initial positions of vertices vi and simulation nodes p j . R j is the optimal rotation computed
with fast summations as shown in Equation 5.16. Support radii ri are set such that
kernel weights ω are non-zero for the kth closest simulation nodes, and because R j
are already smoothed, k ≈ 4 is usually sufficient for smooth surface deformation.
We have implemented the surface animation on the CPU, but it would be possible to do it directly on the GPU as described by [RJ07]. In order to efficiently
detect nearby nodes after topological changes or dynamic resampling, we augment the visibility graph as described in Section 4.4.5. Instead of animating the
surface, it can also be directly included in the shape matching process. This is
explained in Section 5.5.5.

5.5.2 Plastic Deformation
Octree shape matching can easily model plastic deformation. [MHTG05] extracted a region’s deformation from the linear transformation defined in equation
5.1 by decomposing A such that A = Rr SAqq , where Aqq = (∑i mi qi qTi )−1 .
Srp = SAqq represents pure deformation and because it is post-multiplied by Rr ,
it represents a deformation in the initial, unrotated reference frame. Each region
stores a plastic state matrix Sr , which is initialized to identity I. Whenever the
actual deformation kSrp − Ik2 exceeds a threshold cyield , the state matrix is updated

87

Chapter 5 Adaptive Shape Matching Deformations

Figure 5.6: Plastic Deformation. Block undergoing collisions and plastic deformations,

efficiently incorporated into our hierarchical fast summation algorithm.
as Sr ← [I + ∆t · ccreep (Srp − I)]Sr to store the new deformation. cyield and ccreep
are parameters to control plasticity [OBH02]. Also, plasticity can be bounded, i.e.
when kSr − Ik > cmax , Sr ← [I + cmax (Sr −
I)]/kSr − Ik2 . Finally, volume conserp
3
vation can be enforced by dividing Sr by det(Sr ) after it has been updated. For
more details, we refer the reader to [MHTG05].
Sr is included in the deformation by redefining qi = Sr (x0i − c0r ) and thus deforming the initial shape. Replacing qi with this new definition in Equation 5.1
will also affect the fast summations, and it turns out that Equation 5.15 must be
replaced by

n
o

T
T
Ar = HF mi xi x0i
− Mr cr c0r STr
(5.18)
Aqq will also be needed to update the state matrix as described above, and it can
be computed as



 i−1
0 0T
T
0 0T
Aqq = Sr HF{mi xi xi } Sr − Sr Mr cr cr STr
h

(5.19)

where everything except Sr can be pre-computed. Finally, Sr is included in the
region transform such that Tr = [Rr Sr (cr − Rr Sr c0r )]. Note that Aqq must be
recomputed when Sr or the region itself changes.

5.5.3 Damping
Our model can also be used to incorporate damping. [RJ07] observed that a region’s linear and angular rigid body velocities (vr , ωr = I−1
r Lr ) can be computed
using fast summations, and we can do the same with HF (vectors of the form ã
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denote cross-product matrices):
1
HFi∈Rr {mi vi }
Mr
= HFi∈Rr {mi x̃i vi } − Mr c̃r vr

= HFi∈Rr mi x̃i x̃Ti − Mr c̃r c̃Tr .

vr =

(5.20)

Lr
Ir

(5.21)
(5.22)

vr and ωr are used to change the velocities vi of simulation nodes on a per-region
basis, such that non-rigid motion of regions is reduced. Computing the actual
velocity changes ∆vi amounts to summing up the region-based values vr and ωr .
Following [RJ07] and [MHHR07], we obtain
∆vi = −vi +

1
(HFr∈Ri {mr ω̃r } xi + HFr∈Ri {mr (vr − ω̃r cr )}) .
Mi

(5.23)

Finally, vi is changed such that vi ← vi + k∆vi before it is applied in Equation
5.6 (k ∈ [0..1] is a damping constant). Note that cr can be re-used from Equation
5.14, and the cost of this region-based damping is rougly the same as the shape
matching itself.

5.5.4 Collision Handling
To handle collisions and self-collisions, the methods proposed in Section 4.5 could
be used in the shape matching framework as well. However, as we aim for maximum performance, a different approach that trades accuracy for speed and uses
approximate distance fields [FL01b] is used.
The shortest paths information (Section 5.4) used to define shape matching regions may be re-used to process (self-)collisions very efficiently. Using a simple
flooding algorithm that is seeded at the simulation nodes near the surface and updates minimal distances to these nodes, a distance field can be approximated for
the object. We transform octree leaf cells with the transformations of corresponding simulation nodes, and we then test them for intersection with other nodes
using the spatial hashing algorithm of [THM+ 03]. Note that here we are exploiting the implicit volumetric information provided by the octree. This information
is not available in meshless animation in Chapter 4, and therefore surface-based
approaches as described in Section 4.5 must be applied in this deformation model.
Penetration information is given by the approximate distance field and is used
for computing repulsive forces. Note that the distance field is only updated when
shortest paths information changes, i.e. after topological changes or dynamic resampling, and hardly affects the performance of the overall simulation.

5.5.5 Surface Shape Matching
With our approach, we can easily include the object surface in the shape matching procedure at little additional cost. The mass of a vertex depends on the
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Figure 5.7: Interactive cutting with self-collisions. A hanging liver model is interactively

cut, while shape matching regions are efficiently recomputed, and self-collisions
are also interactively handled. The model starts with 500 nodes, ends with 1 550,
and runs at 3.7 − 15ms per frame.
area of adjacent triangles and density, and vertices are linked to close simulation nodes (similar to surface animation in section 5.5.1). Then, the quantities
T
mi xi,v and mi xi,v x0i,v of vertices vi are simply added to the corresponding quantities of linked simulation nodes and are thus automatically included in the fast
summation process using HF. This simply means that if vi is linked to a node
p j , vi will be part of each region that contains node p j . Of course, initial values
such as c0r or Mr of such regions must be updated accordingly. To compute the
final transformations and vertex goal positions, weighted region transformations
are summed up for the simulation nodes, as in Equation 5.16. Nodes then add their
(unnormalized) sums to the vertices that they are linked to. The final vertex sums
are normalized with the total mass ∑ j M j of linked nodes p j , and the resulting
transformations are applied to the initial positions of the vertices to obtain goal
positions:
)
(
1
(HFr∈R j {mr Tr }) x0i,v
(5.24)
gi,v =
∑
M
∑j j
j
Finally, the goal positions are used to integrate vertex positions forward in time,
using Equation 5.5.

5.6 Results
All our experiments were carried out on a 3.4 GHz Pentium-4 PC with 1 GB of
memory. We describe several of the effects that can be achieved with our approach, and compare performance and features with the FLSM algorithm [RJ07].
Note that in all timings given, surface animation and rendering are not included.
In our examples, this would amount to 2-4 ms of additional simulation time per
model if done on the CPU. Damping is included in all simulation timings. Simulation parameters used to create the simulations shown in the examples are listed
in Appendix B.3.
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(a)

(b)

(c)

Figure 5.8: Demonstrating the power of adaptivity. (a) FLSM requires 35 000 nodes to

correctly represent thin fingers of the Homer model. (b) Our adaptive approach
requires only 661 nodes, providing 88-time speed-up in the simulation. (c) A
finger can be deformed independently.
Figures 5.8 and 5.2 show an example where we compare FLSM and our octree
shape matching. Using a regular lattice, 35 000 nodes are needed for correctly
capturing the fingers. FLSM runs then at an average of 2.5 fps, while our approach (with regular octree-based sampling, but no adaptivity) runs at 4.6 fps.
Fast summation / shape matching, polar decompositions, and damping each consume roughly one third of overall computation time in our approach, and the other
simulation examples have a similar distribution. In both FLSM and our approach,
we have measured timings without low-level code optimizations, while the timings reported in [RJ07] include such optimizations (as reported by the authors in
personal communication), and with these FLSM would run at about 10 fps.
But the power of our approach lies in its ability to accomodate adaptive sampling. Figures 5.8 and 5.2 also show the Homer model with adaptive sampling.
The resolution on the surface is as high as before when needed, but the resolution in the interior is much coarser. The model consists of 661 nodes, and runs at
222 fps with our method, almost two orders of magnitude faster than required by
FLSM for resolving surface features. Note that in this example adaptive sampling
is done once as a preprocess, and our algorithms for dynamic resampling and efficient distance computation are not required. One could use any other method for
computing distances and determining summation nodes.
Figure 5.9 shows a hand model with different stiffness at each finger. Such
material inhomogeneity is achieved by varying the width wi of shape matching regions. Our octree shape matching framework naturally allows this feature, which
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Figure 5.9: Inhomogeneous material stiffness. A hand is deformed, where the pinky is

soft, while the thumb is hard. Our framework efficiently handles shape-matching
regions of varying size, visualized in the left image by the blocks that represent
region width.
would however break the regularity required by FLSM.
Figure 5.6 shows plastic behavior of a deforming block under collisions, running at 192fps. Note that plastic deformation gets smoothed by convolution of
overlapping regions, just like elastic deformation.
Figure 5.5 shows a liver model being cut interactively. The model starts with
500 nodes and ends with 2 050. During cutting, we synthesize new surfaces, update the visibility graph, resample simulation nodes, and recompute summation
nodes, as described in Section 5.3. The simulation takes between 2.3 and 15 ms
per frame. Resampling takes between 62 and 124ms.
The same liver model is also used to demonstrate interactive handling of selfcollisions between cut surfaces, demonstrated in Figure 5.7. The model starts with
500 nodes and ends with 1 550. The simulation takes between 3.7 and 15 ms per
frame, one-third of which is spent on self-collision handling. Resampling takes
between 42 and 101ms.
Figure 5.10 shows a complex scene with 40 deformable flowers moving in the
wind. When viewed from far away, each flower is discretized with 142 simulation
nodes, and the total simulation runs at 20 fps. When the user interacts with a
flower, we dynamically refine the sampling to capture the complexity of surface
features and allow them to move independently. With the FLSM approach, the
resolution required to resolve the thin petals would produce an explosion of the
number of nodes. With our octree shape matching algorithm and dynamic LOD
selection, however, the total number of nodes increases only by 6%, allowing full
interactivity. Dynamic LOD updates are efficiently executed, and 3 simultaneous
levels of refinement near the petals (352 new nodes) took only 121 ms.
Finally, in Figure 5.11 we have performed benchmarks showing that the number
of summation nodes per region is indeed O(1), as proven in Section 5.2.2. We
have computed the average number of summation nodes for the Homer, hand and
liver models, using varying region half-widths wi represented as multiples of the
width of the highest-res octree cell used in the models. As can be seen, the actual
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Figure 5.10: Adaptive LOD selection. Complex scene with 40 deforming flowers, where

a coarse sampling is employed when the flowers are moved by the wind, for a
total of 5 680 nodes in the scene. But we dynamically refine the models when
touched by the user, as shown in the right image. Our (dynamic) adaptive sampling
framework allows interactivity (20 fps) at the feature level in this complex scene.

number of nodes may change (within a small bound), as we use constant ε = 0.5,
but the parameter α in Equation 5.11 varies slightly with changing region width.

Summation Nodes vs. Region Size
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Figure 5.11: O(1) summation nodes per region. The average number of nodes is O(1)

for varying region sizes. Therefore, hierarchical fast-summation is linear in the
number of simulation nodes.
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5.7 Discussion
The adaptive shape matching deformation method presented in this chapter enjoys the same efficiency and robustness of previous shape matching deformation
models, but it is more versatile. It supports adaptive simulation and smooth deformation with many DOFs, and it can also handle topological changes and dynamic
re-sampling, which was much more difficult with previous approaches. Plastic
deformation can be easily incorporated, and varying material stiffnesses can be
simulated without time-step restrictions that many physically-based methods such
as FEM or mass-spring models suffer from. While shape matching deformations
have already been used in games, the higher versatility of the new approach could
also make them useful for surgical training simulations. Finally, octree shape
matching is also highly parallelizable, and implementations on state-of-the-art
graphics hardware could produce significant speed-ups.
Regarding topological changes, the proposed method satisfies most of the requirements of an ideal splitting algorithm, as it re-uses most of the algorithms and
data structures that make meshless splitting from Chapter 4 well suited for cutting and fracture operations. Although octree shape matching does require some
(hierarchical) sampling structure, it still avoids volumetric re-meshing operations,
permitting efficient and robust implementations. The underlying shape matching
model features extremely fast and robust deformations, while simulation complexity can be controlled easily and does not explode for several cuts in the same
object region. Both surface meshing and updates of the visibility graph are local
and thus, such operations can be performed interactively. As has been shown in
several examples, the method permits arbitrary and progressive cut trajectories,
without any noticeable lag between cut and tool movement. Furthermore, using
explicit triangle surface meshes allows for fast rendering, and self-collisions could
be handled more accurately than with the proposed approach employing a distance
field.
We have only shown cutting simulations, but our approach could also be used
for fracturing. While surface synthesis and updates of shape matching regions,
as discussed in Sections 4.3 and 5.3, are identical to cutting, crack initiation and
propagation would be different, as these are defined by material stress. In shape
matching, material stress could be approximated by computing the principal directions of the linear transformation given by Equation 5.1, and then defining a
splitting surface perpendicular to the largest Eigenvector.
Currently, our shape matching deformation model relies on the existence of a
volumetric sampling, and can only be indirectly used for simulating shells or rods
by including the surface in the shape matching process, as described in Section
5.5.5. However, the idea of hierarchical summations could also be employed for
2D-objects such as cloth. When simulating connected object components, we rely
on the existence of visible paths on the graph. To guarantee this, the surface could
be used directly in shape matching by augmenting the graph to the surface. Degen-

94

5.7 Discussion

erate (i.e. planar or linear) regions may cause numerical problems when extracting
rotations from linear transformations, but this can be overcome by adding noise
to node positions. Finally, a sufficient sampling is required for adequate distance
field approximations for collision handling.

5.7.1 Limitations
The lack of physical fidelity and the difficulty to tune mechanical behavior based
on measurable parameters is a limitation of the presented method, although this
is common to other geometric deformation methods. However, our method efficiently supports local control of mechanical stiffness, unlike previous shape
matching approaches. Since the interval-based region definition implies a small
variance in region size and overlap, our method cannot guarantee smooth deformation, contrary to FLSM. In practice, however, we have not experienced any
problems concerning smoothness.
Topological changes are much more efficient with our method than with previous shape matching approaches, but there is a practical bound on the number of
regions that can be updated in an interactive manner. The same is true for dynamic
LOD selection, and very drastic LOD changes could stall the method. These are,
however, known limitations for all techniques that support dynamic adaptivity.
Using Manhattan distance instead of max-norm would result in a more sparse visibility graph, which would make region updates more efficient, but at the same
time would increase the cost of breadth-summation, as regions would not align as
well with the hierarchical octree structure, resulting in more (low-level) summation nodes. Using a more sparse graph would also reduce memory requirements.
Finally, cut surface synthesis may suffer from the same 2D meshing problems as
stated in Section 4.7.1.

5.7.2 Summary
A new versatile shape matching deformation model has been presented. It features
the robustness and efficiency of shape matching, while it can simulate large elastic
and plastic deformations, handle topological changes and dynamic adaptive selection of LODs, support plastic deformation, inhomogeneous material stiffness,
and features data structures that can be re-used to treat (self)-collisions efficiently.
The method is especially useful for interactive applications such as video games
or surgery simulation.
In the last three chapters, different approaches to handle topological changes on
deformable models in a wide range of applications have been presented. In the
next chapter, the focus will shift to fast collision detection of deformable models,
exploiting linear-subspace deformations of object surfaces, as we have applied in
Chapters 3-5.
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Chapter 6

Tight and Efficient
Surface Bounds
In the last three chapters, we have presented different approaches to handle topological changes on deformable models. We now shift the focus to fast collision
detection of deforming objects.
In this chapter, we present a method that exploits linear-subspace surface deformations in meshless animation or octree shape matching to produce tight and
efficient surface bounds for collision detection with bounding volume hierarchies
(BVHs). In any environment featuring deformable objects, treating contact is an
essential component. Data structures to accelerate collision queries must be updated frequently for such objects, and this depends a priori on the surface complexity, which may be high (e.g., tens of thousands of vertices) in visually interesting
animations. However, the underlying deformation may often be well captured by
many fewer degrees of freedom (e.g., several hundreds), especially in interactive
applications, including meshless animation. Furthermore, as noted by [JP04], the
unavoidable task of deforming the entire high-res surface for rendering can be
done on modern GPUs (using matrix palette skinning, for example), and the CPU
only has to compute deformation coordinates, without access to the complete surface geometry. This can be exploited to update acceleration data structures such as
BVHs at a cost that depends on the low-res deformation and not on the higher-res
surface.
BVHs constitute the most popular acceleration data structure for collision detection. Using spheres [Hub96], AABBs [vdB97], or k-DOPs [KHM+ 98] as Bounding Volumes (BVs), the BVH can be updated easily in bottom-up manner when
the object deforms, but this suffers from a cost linear in the number of vertices.
However, deformation models with far fewer degrees of freedom (DOF) than the
number of surface primitives potentially allow for sublinear update of BVs high
in the hierarchy, and therefore efficient top-down techniques are possible. James
et. al [JP04] introduced the BD-Tree, an efficient sphere-tree for bounding surfaces described by linear combinations of DOFs. The BD-Tree was originally
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(a)

(b)

(c)

Figure 6.1: Efficient Bounds of the Meshless Deformation of a Brain. (a) Undeformed

brain model with an optimal AABB. (b) Deformed Brain. Under this large deformation, we can compute a tight AABB (outer box) that is only about twice as big
as the optimal one (inner box), with cost linear in the number of simulation nodes,
independent of the number of surface vertices. (c) Previous methods such as the
adapted BD-Tree [AKP+ 05] may produce very loose bounds.
applied to reduced deformable models, and other extensions of sphere-trees have
been applied to FEM deformations on coarse meshes [MO06], geometric deformations through shape matching [SBT07], or meshless animations [AKP+ 05].
While these approaches efficiently update bounds, they also accumulate deformations from all DOFs, and therefore they suffer tightness degradation with increasing number of deformation DOFs. Kavan et. al [KZ05] computed efficient BVs
for skinned articulated bodies, by designing the concept of limited convex combinations of blending weights. This idea has been extended for spherical blend
skinning [KOZ06] and FEM deformations on coarse meshes [OGRG06]. While
the approaches employing limited convex combinations can produce tight bounds,
computation of those bounds may be expensive, however.
The method presented in this chapter builds on the concept of limited convex
combinations of Kavan et. al [KZ05, KOZ06]. They bound surfaces defined
by skinning of articulated bodies, with each surface vertex defined by a convex
combination of rigid transformations, and we extend their method to surfaces defined by meshless deformation fields. Our approach produces bounds orders of
magnitude tighter than previous approaches based on accumulation of deformations [AKP+ 05], but also orders of magnitude faster than direct applications of the
method of Kavan et al. to meshless deformations, as this method yields a complexity quadratic in the number of simulation nodes. We introduce a novel evaluation
of surface bounds from convex combinations, with complexity linear in the number of nodes. Specifically, we address the efficient computation of bounds along
specific directions, which constitutes the building block for bounding volumes
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such as k-DOPs [KHM+ 98] or AABBs [vdB97]. Given an object with ` vertices
animated from n simulation nodes, we reduce the best-case O(`) cost for computing a bound with classical BVH-based approaches, to a much more efficient O(n)
cost. In practice, this results in more than one-order-of-magnitude speed-up w.r.t
state-of-the-art bottom-up update of BVHs.
Our method was specifically developed for meshless deformations presented in
Chapter 4. However, in principle it could be applied to all deformations where
the position of a surface vertex can be defined using a convex combination of
affine transformations given by the underlying mechanical simulation, such as in
the surface deformation models used in Chapters 3 - 5. As our method is a true
generalization of the methods of [KZ05] and [OGRG06], it could also be applied
in these settings (skinning, FEM deformations), but the strengths of our method
pay off most for meshless deformations, as will become clear in the following
sections.
This chapter is organized as follows: We start in Section 6.1 by reviewing and
discussing surface animation for the deformation models utilized in Chapters 3 5, and by introducing the most important concepts used throughout the chapter.
In Section 6.2, we elaborate on the initialization and the general run-time update strategy of the BVH applied. Section 6.3 describes how to efficiently re-fit
bounding volumes from a reduced set of deformation DOFs. In Section 6.4, we
employ these results in combination with our novel technique to evaluate bounds
along specific directions to produce tight bounds. Our method is evaluated using
various benchmark examples in Section 6.5, and in Section 6.6 we discuss the
presented approach.

6.1 Surface Deformation
We start with a general formulation of the surface deformations that our method
can handle. We require that the position vk of a vertex vk can be described by a
convex combination of n degrees-of-freedom {DOF j } of the underlying deformation model and the initial position v0k of the vertex:
n

vk =

∑ wk j T j v0k .

(6.1)

j=1

T j is a 4 × 4-matrix representing an arbitrary affine transformation defined by
DOF j , which will be a simulation node p j throughout the rest of this chapter.
Vertex positions are described using homogeneous coordinates. Effectively, the
surface of an object (usually a triangle mesh) is simply animated along with the
simulation nodes, and deformation is separated from the actual surface geometry.
T j can be written as


Aj tj
Tj =
,
(6.2)
0 1
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where A j is a linear transformation matrix and t j a displacement vector. The vector of weights wk = (wk1 , wk2 , ..., wkn ) is convex, i.e. all components lie between
0 and 1, and add up to one. As we will use convex combinations extensively
throughout this chapter, we define the set of convex weights in Rn as
n

Wn = {w ∈ Rn : 0 ≤ w j ≤ 1, ∑ w j = 1},

(6.3)

j=1

and thus wk ∈ Wn .
In the deformation models utilized in Chapters 3 - 5, surface deformation can
be described by Equation 6.1. While {wk } are usually fixed throughout the simulation, {T j } naturally depend on the actual deformation model applied. Next, we
will show how T j is defined for the deformations used in this thesis, i.e. meshless
animation, shape matching and tetrahedron-based surface interpolation.

6.1.1 Meshless Animation
In the meshless deformation model described in Section 4.1.4, the deformation
field u(x) of an object is defined at a discrete set of simulation nodes. The gradient
∇u of this vector field (which is needed for calculating material stress and strain)
is computed using a moving least-squares approximation. The deformation field
is extrapolated to the surface, and using Equation 4.4, the position vk of a surface
vertex may be defined as
n

vk = v0k + ∑ wk j u j + ∇uTj (v0k − x j ) ,

(6.4)

j=1

where u j , x j and ∇u j are, respectively, the displacement, reference position and
deformation gradient of a simulation node, and v0k is the reference position of the
vertex. wk j = ω(v0k , x j , rk )/∑ j ω(v0k , x j , rk ) is the constant weight with which a
node influences the vertex, and because weights are normalized (and positive),
wk ∈ Wn . After some algebraic manipulation, we obtain
n

vk =

∑ wk j

j=1
n

=

∑

u j − ∇uTj x j + (∇uTj + I)v0k

wk j t j + A j v0k

j=1

A j = ∇uTj + I
tj =

100

u j − ∇uTj x j .



n



=

∑ wk j T j v0k ,

j=1

(6.5)
(6.6)

6.2 Bounding Volume Hierarchy

Shape Matching Deformations
In the adaptive shape matching deformation model presented in Chapter 5, surface
deformation is very similar to meshless animation. Using Equation 5.17, deformation of a vertex can again be described in the general form of Equation 6.1, with
A j = R j and t j = x j − R j x0j , where R j is an optimal shape matching rotation, x0j
and x j are the initial and deformed node position, and weights are defined similarly as in meshless animation. Note that if the surface is included in the shape
matching process and is not animated from simulation nodes (Section 5.5.5), the
general Equation 6.1 does not hold and different collision detection techniques
must be applied [SBT07].

Mesh-based Deformations
If surface vertices are embedded in a volumetric mesh, their deformation can be
described by interpolation of mesh vertices. While trilinear interpolation could be
used for hexahedra [RJ07], we have used barycentric interpolation on tetrahedra
in Chapter 3, which can be expressed again by Equation 6.1, as long as vertices
are embedded in the tetrahedra. In this case, the weights represent the (convex)
barycentric coordinates, A j = 0, and t j = x j are simply the positions of tetrahedron corners. Note that tet-based interpolation is a special case of the general
approach presented in this chapter, and there already exist methods to compute
tight bounds for this specific setting [OGRG06].

6.2 Bounding Volume Hierarchy
After discussing surface deformation, in this section we discuss the initialization
of the BVH, and outline the general update strategy of the complete BVH prior to
collision detection queries.

6.2.1 Construction and Initialization
We enclose each surface triangle in one leaf BV, and build the BVH as a binary
tree. In practice, we construct the tree-structure of the BVH by successive topdown splitting of surface triangles at the median of the longest axis defined by the
covariance matrix [GLM96].
For each node of the BVH, we distinguish two types of BVs: a rest-state box
B0 , and a deformed-state k-DOP D. The choices of rest-state box (i.e., AABB or
OBB) and deformed-state k-DOP (e.g., AABB = 6-DOP, 14-DOP, 18-DOP, 26DOP, etc.) are independent of each other. In Section 6.5 we discuss results with
a few combinations. Note that in principle, the rest state BV could be any convex
BV, but for simplicity we will restrict the discussion to boxes.
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Simulation Nodes, Vertices, and Bounds. A set of 9 vertices vk (blue
squares), and their 3 influencing simulation nodes x j (red circles). Red dotted
lines denote the vertices influenced by one particular node x1 . On the left, the
vertices are bounded by a 2D AABB, while on the right they are bounded by a 2D
8-DOP.

Figure 6.2:

We choose k-DOPs as deformed-state BVs because their update corresponds to
finding maximum values along specific directions (i.e., the k directions). Such an
operation can be efficiently carried out in the context of convex sets as we will
show in Section 6.4.3.
A k-DOP D must bound a set of ` vertices {v1 , . . . , v` }, which are animated from
n simulation nodes (i.e., those nodes that influence at least one of the ` vertices).
As shown in Figure 6.2, each of the vertices may effectively be animated from
a subset of the n nodes, but we handle all nodes at once by considering weights
w = 0.
For every BV, we store the rest-state box, the set of influencing nodes, and, for
every node, the maximum and minimum weights, h and l, with which it influences
the vertices to be bounded.

6.2.2 Run-Time BVH Update
Typically, BVHs for deformable bodies are updated in a bottom-up manner, by
first refitting leaf BVs (with cost O(1) for both AABBs and higher-order k-DOPs),
and then refitting higher BVs by bounding their children. With our efficient
bounds, the preferred update strategy depends on the type of collision query to
be carried out. For example, interruptible collision detection [Hub96] suggests an
on-demand top-down update of BVs.
In our simulations, we have carried out exact collision detection queries, and we
have exploited temporal coherence in the update of the BVH. Instead of updating
the BVH top-down, we cache the front of the subtree of BVs visited in the previous
query [EL01]. We refit the BVs of this front with our novel algorithm, but we refit
higher BVs by simply bounding their children. Below the front, we again update
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BVs with our algorithm on-demand.
For leaf BVs, we evaluate the positions of the vertices to be bounded, and we
compute the optimal BV instead of following our novel method. At leaf BVs,
evaluating vertices incurs little penalty, as they are likely to be evaluated for
primitive-level queries anyway, and the bounds turn out tighter, thereby saving
primitive-level queries as well.

6.3 Efficient Refitting
In this section and the next we present our main contribution: tightly bounding
` vertices animated from n simulation nodes with cost O(n). In this section, we
show how the deformed vertices can be bounded by combining transformed versions of the rest-state boxes, while in the next section, a method to make these
bounds tight is described.
Given a box B0 that bounds a set of vertices {v0k } in rest configuration, we show
that if the vertices are deformed by convex combinations of affine transformations,
we can bound the deformed vertices by a convex combination of k-DOPs. Each kDOP is computed as the bound of a transformed version of B0 . We first introduce
the concepts of transformed box and convex combination of k-DOPs, as well as
two associated lemmas.
Definition 1: Given a box B0 , we define the transformed box B j = T j B0 as the
parallelepiped defined by the transformed corners of B0 . This parallelepiped can
then be bounded by a k-DOP D j .
Lemma 1: Based on Definition 1, given a vertex v0k bounded by a box B0 , the
transformed vertex T j v0k is also bounded by the transformed box B j = T j B0 .
Proof : A vertex v0k ∈ B0 can be defined as a convex combination of the corners
c0 of B0 . Then, the transformed vertex can be expressed as
vk = T j ∑ ui c0i = ∑ ui (T j c0i ).
i

(6.7)

i

We observe that, due to linearity of the affine transformation, the transformed vertex can be represented as the same convex combination of the transformed corners,
therefore it is bounded by the transformed box. Again note that in principle this
holds for any convex BV defined by its corners.
Definition 2: Given a set of n k-DOPs {D j }, we define their convex combination as the set of points obtained from convex combinations of their interior
points.
(
)
n

∑ w jD j ≡

j=1

n

∑ w jp j : p j ∈ D j

(6.8)

j=1
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This is a natural application of the standard definition of convex combination of
sets of points.
Lemma 2: A convex combination of k-DOPs {D j } is another k-DOP whose
extrema are defined by the same convex combination of the extrema of {D j }.
γ

Proof : Given k-DOPs {D j }, with extrema {b j } along the direction γ, the conγ
vex combination of the extrema yields a bound bγ = ∑ j w j b j . We aim to proof that
the same convex combination applied to interior points {p j } of the k-DOPs yields
a point bounded by bγ along γ. This point can be expressed as p = ∑ j w j p j , and
its projection onto the direction γ is pγ = ∑ j w j γT p j . By definition of the k-DOPs,
γ
γ
γT p j ≤ b j . Then, pγ ≤ ∑ j w j b j . And, by definition of bγ , pγ ≤ bγ .

6.3.1 k-DOP for a Deformed Vertex
Given a vertex vk defined by convex combination of affine transformations as in
Eq. (6.1), it is easy to see that the vertex can be bounded by a convex combination
of k-DOPs:
Given v0k ∈ B0 ,
Applying Lemma 1: T j v0k ∈ T j B0 = B j ⊆ D j ,
n

Applying Lemma 2: vk =

∑ wk j T j v0k ∈

j=1

n

∑ wk j D j .

(6.9)

j=1

Figure 6.3 depicts a 2D box B0 influenced by two nodes, the transformed boxes
{B1 , B2 } after deformation of the two nodes, the bounding 8-DOPs {D1 , D2 }, and
the region defined by their convex combination.

6.3.2 k-DOP for a Set of Vertices
We will bound a set of ` vertices by bounding their convex hull CH(v1 , ..., v` ) =
∑`k=1 uk vk , where the vector of weights u ∈ W` . Given the n simulation nodes that
define the deformation of all ` vertices, the box B0 in rest configuration, the transformed boxes B j = T j B0 , and their bounding k-DOPs D j , we bound the convex
hull by applying individual bounds (6.9) as:
!
CH(v1 , ..., v` ) =

`

`

n

k=1

k=1

j=1

∑ uk vk ⊂ ∑ uk ∑ wk j D j

.

(6.10)

∑ w̃ j D j .

(6.11)

Swapping sums, we obtain:
n

CH(v1 , ..., v` ) ⊂

∑

j=1
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Transformed Boxes and Bounding k-DOPs. Left: A 2D box B0 in rest
position, and the two nodes influencing it. Middle: Each deformed node defines
an affine transformation on B0 , leading to the parallelepipeds B1 and B2 . Right:
The parallelepipeds are bounded to obtain the k-DOPs D1 and D2 , and the space
of their convex combinations is indicated with dotted blue lines.

Figure 6.3:

The weights {w̃ j } are defined
 as a convex combination of convex weights. Considering that ∑k uk ∑ j wk j = ∑k uk · 1 = 1, it is easy to see that the {w̃ j } yield
another convex combination, i.e., w̃ = (w̃1 , . . . , w̃n ) ∈ Wn . Therefore, every point
in the convex hull of the deformed vertices can be bounded by a convex combination of k-DOPs. From Lemma 2, this is another k-DOP whose extrema are
computed by convex combination of the extrema of the k-DOPs {D j }. However,
each point in the convex hull of the deformed vertices is defined by one convex
combination, and is therefore bounded by one different convex combination of
k-DOPs.
A possible way to bound all vertices with cost O(n) (i.e., linear in the number
of simulation nodes) would be to compute all k-DOPs {D j } and bound them all.
This amounts to replacing the set of possible convex combinations w̃ with a more
conservative set Wn , which would yield a loose k-DOP. Next, we will exploit the
concept of limited convex combinations for designing tighter bounds.

6.4 Tight Bounds
The term w̃ j = ∑`k=1 uk wk j in Eqn. (6.11) represents all convex combinations of
the weights with which the jth simulation node influences the vertices. The key
observation is that this term is bounded by an interval of weights, i.e., w̃ j ∈ [l j , h j ],
where l j and h j are the minimum and maximum weight of the jth node.
In the space Rn of weight vectors, the interval [l j , h j ] yields a region defined by
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Figure 6.4: Corners in the Limited Convex Weight Space. Left: The limited convex

weight space Wn0 ∈ Rn (i.e., with 3 simulation nodes), shaded in blue, is defined
by hyperplanes of maximum (in red) and minimum weights (in green), and the
hyperplane of convex weights. Blue circles represent the weight vectors for the
vertices to be bounded, and blue squares represent the corners of Wn0 . Right: closeup on one corner of the simplex defined by minimum-weight hyperplanes, being
truncated by a maximum-weight hyperplane.
two parallel halfspaces w j ≥ l j and w j ≤ h j . Following Kavan and Zara [KZ05],
we define the limited convex weight space (See Figure 6.4) as the region Wn0 ⊆
Wn ⊂ Rn bounded by pairs of parallel hyperplanes and intersecting the hyperplane
of convex weights. Formally,
(
Wn0 =

n

)

w ∈ Rn : 0 ≤ l j ≤ w j ≤ h j ≤ 1, ∑ w j = 1 .

(6.12)

j=1

It is important to highlight that Wn0 is a conservative bound of all possible weight
vectors w̃.
The limited convex weight space Wn0 may also be represented as the space
spanned by convex combinations of its corners [KOZ06], visualized in Figure 6.4.
We first describe how the corners of Wn0 can be used for refitting k-DOPs, and we
then discuss the computation of the corners themselves.

6.4.1 Bounds from Corners
Let us assume for now that Wn0 has m corners {w0i }. Then, a weight vector w̃ can
m
0
0
be represented as w̃ = ∑m
i=1 ui wi , u ∈ Wm , or for each component, w̃ j = ∑i=1 ui wi j .
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Applying this definition to the convex combination of k-DOPs in Eqn. (6.11),
n

D=

∑ w̃ j D j =

j=1

n

∑

m

m

∑ uiw0i j D j = ∑ uiD0i .

j=1 i=1

(6.13)

i=1

From this expression, we can conclude that the deformed vertices can be bounded
by first computing a combined k-DOP D0i = ∑nj=1 w0i j D j for each corner of Wn0 ,
and then bounding all the combined k-DOPs. This is, in essence, the algorithm
proposed by Kavan and Zara [KZ05] for sphere trees in linear blend skinning, but
in Section 6.4.3 we demonstrate its inefficiency for meshless animation.

6.4.2 Computation of Corners
As noted by Kavan and Zara [KZ05], the corners of Wn0 are defined by intersections
of hyperplanes w j = l j , w j = h j , and ∑nj=1 w j = 1. Finding the exact corners in
Rn is a hard geometric problem, but here we define easy-to-compute alternative
corners that conservatively bound Wn0 .
We first identify the region of the hyperplane of convex weights, ∑nj=1 w j = 1,
bounded by the hyperplanes of minimum weights w j = l j . This region constitutes
an n − 1 dimensional simplex in Rn , and has, therefore, n corners. Each of the
corners can be truncated by one of the hyperplanes of maximum weight, w j =
h j , thus cutting the n − 1 lines meeting at the corner, as shown in Figure 6.4right for a case with three simulation nodes. In total, the truncated simplex yields
m = n(n − 1) = O(n2 ) corners. For example, the corner obtained by truncating
with w j = h j the line resulting from hyperplanes {wk = lk : k ∈
/ {i, j}} is trivially
defined as w0 = (l1 , . . . , 1 − h j − ∑k∈{i,
l
,
.
.
.
,
h
,
.
.
.
,
l
).
j
n
/ j} k

6.4.3 Efficient Evaluation of Extreme Corners
As noted in Section 6.4.1, the deformed vertices can be bounded by computing a
convex combination of k-DOPs for each corner of Wn0 , and then bounding all the
combined k-DOPs {D0i }. Since there are m = O(n2 ) corners, and evaluating each
combined k-DOP has an O(n) cost, the total cost of this procedure would be O(n3 ),
although a coherence-aware O(n2 ) implementation is also possible. However,
note that the resulting k-DOP is defined simply by k extreme values along the k
directions, and it would suffice to evaluate the corners that realize the k extreme
values. In fact, with our definition of corners introduced in Section 6.4.2, selecting
the corner that realizes each extreme value has a cost O(n).
Let us pick a direction γ from the set of k directions (These directions are
+
{x , x− , y+ , y− , z+ , z− } for an AABB). Given the k-DOPs {D j } associated with
γ
the n simulation nodes, we define as b j the extreme value of each k-DOP D j along
γ
γ. Then, we identify the simulation node j1 = argmax j b j that realizes the largest
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γ

extreme, as well as the second largest, j2 = argmax j6= j1 b j . As proved below, the
corner that realizes the extreme along γ is defined as:
wγ = (l1 , . . . , h j1 , . . . , 1 − h j1 −

∑

l j , . . . , ln ).

(6.14)

j∈{
/ j1 , j2 }

And the value of the extreme itself can be computed as:
γ

bγ = h j1 b j1 + (1 − h j1 −

∑

γ

j∈{
/ j1 , j2 }

l j )b j2 +

∑

γ

l jb j.

(6.15)

j∈{
/ j1 , j2 }

It can easily be deduced that computing each of the k extrema requires an O(n)
search for the two largest values, plus an O(n) evaluation of the extreme corner.

Proof Extreme Corner Evaluation
As shown in section 6.4.2, a corner is defined by one maximum weight, one based
on the convex constraint 1 − h − ∑ l, and n − 2 minimum weights. In the closedform definition (6.15) of the extreme bγ , the simulation node with largest associated value, j1 , the one with second largest value, j2 , and the n − 2 remaining
nodes are weighted with this set of weights. Let us assume, w.l.o.g., that j1 = 1
and j2 = 2. In total, there are seven choices for the weighting schemes of the
simulation nodes, as shown in Table 6.1.
Weights
w1
w2
w3
w4
w5
w6
w7

w1
h
h
1−h−∑l
1−h−∑l
l
l
l

w2
1−h−∑l
l
h
l
h
1−h−∑l
l

w3
l
1−h−∑l
l
h
1−h−∑l
h
h

w4
l
l
l
l
l
l
1−h−∑l

Others
l
l
l
l
l
l
l

Table 6.1: Weighting Schemes. All possible convex weighting possibilities of corners in

Wn0 . Assuming that the first and second node realize the two largest bounds, b1
and b2 , the weighting scheme w1 realizes the extreme corner.
Let us recall here the definition (6.15) of the extreme, renamed as b1 , and dropping the superindex γ for clarity:
b1 = h1 b1 + (1 − h1 −

∑

j∈{1,2}
/

l j )b2 +

∑

l jb j.

(6.16)

j∈{1,2}
/

Intuitively, the extreme is obtained by weighting the largest value (b1 ) with its
largest possible weight (h1 ), the n − 2 smallest values with their smallest possible
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weight (l j ), and the second largest value (b2 ) with the remaining convex constraint
weight 1 − h − ∑ l. In order to prove that this extreme is indeed a conservative
upper bound, it suffices to prove that the difference b1 − bi ≥ 0 for all other six
possible weighting schemes, subject to weights w ∈ Wn0 :
Weighting scheme w2 :
b1 − b2 = (1 − h1 − ∑ l j )(b2 − b3 ).

(6.17)

j6=1

l j , as given in Table 6.1. Then,
For the first factor, note that w3 = 1 − h1 − ∑ j∈{1,3}
/
0
(1 − h1 − ∑ j6=1 l j ) = w3 − l3 , and since w2 ∈ Wn , then w3 ≥ l3 . For the second
factor, by definition of j = 2 as the node realizing the second largest value, b2 −
b3 ≥ 0. Hence, it follows that b1 ≥ b2 .
Weighting scheme w3 :
b1 − b3 = (h1 − (1 − h2 −

∑

l j ))(b1 − b2 ).

(6.18)

j∈{1,2}
/

For the first factor, h1 − (1 − h2 − ∑ j∈{1,2}
l j ) = h1 − w1 , and since w3 ∈ Wn0 , then
/
h1 ≥ w1 . For the second factor, by definition of j = {1, 2} as the nodes realizing
the two largest values, b1 − b2 ≥ 0. Hence, it follows that b1 ≥ b3 .
Weighting scheme w4 :
b1 − b4 = (h1 − (1 − h3 −

∑

l j ))(b1 − b2 ) + (h3 − l3 )(b2 − b3 ).

(6.19)

j∈{1,3}
/

l j ) = h1 − w1 , and since w4 ∈ Wn0 , then
For the first factor, h1 − (1 − h3 − ∑ j∈{1,3}
/
h1 ≥ w1 . For the third factor, h3 ≥ l3 by definition. For the second and forth
factors, by definition of j = {1, 2} as the nodes realizing the two largest values,
b1 − b2 ≥ 0 and b2 − b3 ≥ 0. Hence, it follows that b1 ≥ b4 .
Weighting scheme w5 :
b1 − b5 = ((1 − h2 −

∑

l j ) − l3 )(b2 − b3 ) + (h1 − l1 )(b1 − b2 ).

(6.20)

j∈{2,3}
/

For the first factor, (1 − h2 − ∑ j∈{2,3}
l j ) − l3 ) = w3 − l3 , and since w5 ∈ Wn0 , then
/
w3 ≥ l3 . For the third factor, h1 ≥ l1 by definition. For the second and forth
factors, by definition of j = {1, 2} as the nodes realizing the two largest values,
b2 − b3 ≥ 0 and b1 − b2 ≥ 0. Hence, it follows that b1 ≥ b5 .
Weighting scheme w6 :
b1 − b6 = (h1 − l1 )(b1 − b2 ) + (h3 − l3 )(b2 − b3 ).

(6.21)

For the first factor and third factors, h1 ≥ l1 and h3 ≥ l3 by definition. For the
second and forth factors, by definition of j = {1, 2} as the nodes realizing the two
largest values, b1 − b2 ≥ 0 and b2 − b3 ≥ 0. Hence, it follows that b1 ≥ b6 .
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Weighting scheme w7 :
b1 − b7 = (h1 − l1 )(b1 − b2 ) + (h3 − l3 )(b2 − b3 )
+((1 − h3 −

∑

l j ) − l4 )(b2 − b4 ).

(6.22)

j∈{3,4}
/

The first four factors correspond to b1 − b6 . For the fifth factor, (1 − h3 −
l j ) − l4 = w4 − l4 , and since w7 ∈ Wn0 , then w4 ≥ l4 . For the sixth factor,
∑ j∈{3,4}
/
by definition of j = 2 as the node realizing the second largest value, b2 − b4 ≥ 0.
Hence, it follows that b1 ≥ b7 .

6.4.4 Summary of k-DOP Refitting
After explaining the principles of our k-DOP refitting algorithm, we can now list
the steps for its implementation. Given a rest-state box B0 :
1. For every influencing simulation node j, transform B0 by the affine transformation T j to obtain a parallelepiped B j , according to Definition 1 in
Section 6.3.
2. Compute the k-DOPs {D j } that bound {B j }.
3. For each orientation γ of the k-DOPs, identify the simulation nodes whose
transformed k-DOPs realize the two largest extrema, and evaluate the bound
bγ based on Eqn. (6.15).

6.5 Results
We have tested the tightness of BVs computed with our algorithm, the scalability
of the approach, and its performance on several benchmark examples, using the
meshless deformation model described in Sections 6.1.1 and 4.1.4. We have also
compared AABBs against higher-order k-DOPs (14-DOPs). All tests were carried
out on a 3.4 GHz Pentium-4 PC with 1 GB of memory. Simulation parameters
used to create the simulations shown in the examples are listed in Appendix B.4.
Figure 6.1 shows a brain model deformed under pulling forces. In this scenario, we have evaluated the tightness of AABBs computed with our method, for
a surface mesh consisting of 29 966 vertices, with two different sets of simulation
nodes: 65 and 509. For such a dense surface, AABB tightness is practically independent of the number of vertices, as the weights of simulation nodes vary very
little between adjacent vertices. Figure 6.5 shows the ratio between the radius of
AABBs computed with our method and optimal AABBs, across all levels of the
BVH (1 stands for the root, 15 stands for the leaves). The left plot shows the average ratio in the course of the simulation, while the right plot shows the maximum
ratio. We measure the radius of an AABB as half of its diagonal. We have also

110

6.5 Results

200

Avg. BV Radius Ratio

200

ours 65 nodes
ours 509 nodes
[AKP*05] 65 nodes
[AKP*05] 509 nodes

100
50

50
20

10

10

5

5

2

2
5

10

15

BVH Levels

ours 65 nodes
ours 509 nodes
[AKP*05] 65 nodes
[AKP*05] 509 nodes

100

20

1

Max. BV Radius Ratio

1

5

10

BVH Levels

15

Figure 6.5: BV Tightness Analysis. Ratios between the radii of AABBs computed with

our method and the optimal AABBs, for all levels of the AABB-tree, on the brain
model of Figure 6.1. The left plot shows the average ratio over the course of a simulation, while the right plot shows the maximum ratio for each level. Our method
largely improves the tightness of the sphere-tree of Adams et al. [AKP+ 05].
compared the tightness with the approach of Adams et al. [AKP+ 05], and with our
approach we obtain a root BV up to 68 times tighter with 509 simulation nodes.
Our root AABB is at most 2.5 times larger than the optimum, and only 1.5 times
larger on average, as highlighted in Figure 6.1. For completeness, in this test we
have used our refitting method even on leaf AABBs, although it would be more
efficient to evaluate vertex positions and compute optimal bounds, as discussed in
Section 6.2.2.
Using the same brain model, we have tested the scalability of our method as
a function of the number of vertices and simulation nodes. Table 6.2 shows the
time (in µs) for fitting an AABB to the brain model. As expected, with ` vertices
# verts
3.5K
30K
145K

65
15
18
18

# nodes
225 509
35
90
48
100
46
100

Optimal
AABB
2.0·103
17.2·103
82.5·103

Table 6.2: Scalability Analysis. Time (in µs) for fitting an AABB to the brain model from

Figure 6.1, with varying numbers of vertices and simulation nodes. The trend
matches the expected linear cost in the number of nodes. For comparison, the
last column shows the time to compute the optimal AABB, which is linear in the
number of vertices.
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Figure 6.6: Santa Claus Models with Meshless Deformations. When the top ring moves,

the models deform and collide with each other. The top-left image shows the
sampling of nodes, while the bottom images highlight intersecting triangles.
and n simulation nodes, the cost is O(n), i.e., linear in the number of simulation
nodes and invariant in the number of vertices. The last column shows the time for
computing the optimal AABB, which is O(`), i.e., linear in the number of vertices,
and up to almost three orders of magnitude larger than with our method.
We have evaluated the performance of our approach on the scene of Figure 6.6.
Six Santa Claus models are attached to a ring. The ring is then rotated, producing
deformations and collisions of the models. As listed in Table 6.3, we have tested
models with ∼ 3K and 45K vertices (18K and 270K in total in the scene), and with
115 and 550 simulation nodes (690 and 3 300 in total in the scene). We have also
considered two different ring motions, which produce different contact scenarios.
In Table 6.4 we report timings for collision queries with two state-of-the-art approaches for the benchmarks listed in Table 6.3: (i) AABB trees with full bottomup update [vdB97], and (ii) spatial hashing [THM+ 03]. The collision query consists of finding all intersecting triangles. Note that, in both cases, timings are
independent of the number of simulation nodes, and all bounding volumes are optimal, as they are directly evaluated from vertex positions. It is clear from the data
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Scene
# verts
# nodes
# contacts

1
2
3
4
5
2 857 2 857 45 682 45 682 2 857
115
550
115
550
115
few
few
few
few
many

6
2 857
550
many

7
8
45 682 45 682
115
550
many many

Table 6.3: Scene Types. Different settings (# vertices and # nodes per model, and contact

scenario) for the ‘Santa Claus’ benchmark shown in Figure 6.6.
Scene AABBs Full Bottom-Up
Nr.
Refit Query
Total
1, 2
37.1
2.12
39.3
3, 4 575.7 5.89
581.6
5, 6
37.9
2.48
40.4
7, 8 569.7 8.84
578.6

Spatial Hashing
Load Query Total
28.29 41.63
70.0
479.6 1264.5 1744.1
28.91 44.32
73.2
484.2 1430.5 1914.7

Table 6.4: Performance Analysis of State-of-the-Art Methods. Timings (in ms) for

collision queries for the benchmarks of Table 6.3, using (i) AABB trees with full
bottom-up update and (ii) spatial hashing.
that spatial hashing is not competitive in these benchmarks, but it would be better
suited for detecting self-collisions.
In Table 6.5, we report timings (in ms) for the same benchmarks using our novel
method (including front-tracking as discussed in Section 6.2.2). We also report the
performance gain compared with full bottom-up update of AABB-trees, for which
timings are given in Table 6.4. In the left part of Table 6.5, we have used AABBs
both in rest state and in deformed state. With 45K vertices, the speed-up for
refitting AABBs is between 69 and 126 times, and the total speed-up is between
15 and 27. The collision query consists of finding all intersecting triangles, and
it is up to four times slower with our method, as it includes on-demand AABB
updates and does not use optimal bounding boxes. However, the bottleneck of
the entire collision detection process is refitting the BVH-hierarchy, and one may
extrapolate from the data that our method would provide even higher speed-up
with more complex surfaces.
In the right part of Table 6.5, we have used OBBs in rest state and 14-DOPs
in deformed state and on which the actual collision query is performed. Even
though in both the rest state and the deformed state these BVs bound the vertices more tightly than AABBs, the speed-up of this approach compared to the
AABB/AABB approach is not quite as good, as can be seen in Table 6.5. There
are two reasons for this. First, the transformation of an AABB can be implemented
more efficiently than for an OBB. For both types of bounding boxes, one can exploit symmetry and instead of transforming all corners separately (as explained
in Section 6.3), one may transform just the center and the three axes defining a
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Scene
Nr.
Refit
1
1.83
2
2.36
3
4.54
4
5.77
5
3.38
6
3.26
7
6.87
8
8.23

AABB/AABB
Query Total
5.72
7.55
5.60
7.97
16.6
21.1
18.7
24.5
10.0
13.4
9.28
12.5
24.5
31.4
29.3
37.5

Gain
5.2x
4.9x
27.5x
23.7x
3.0x
3.2x
18.4x
15.4x

Refit
2.82
4.05
6.85
8.48
3.89
5.41
7.91
11.39

OBB/14-DOP
Query Total
7.82 10.64
8.48 12.53
21.89 28.74
25.37 33.85
10.27 14.17
13.00 18.42
26.98 34.89
38.6 49.99

Gain
3.7x
3.1x
20.3x
17.2x
2.9x
2.2x
16.6x
11.6x

Table 6.5: Performance Analysis. Timings (in ms) for BVH update and collision queries

for the benchmark of Figure 6.6, with various vertex and simulation node resolutions, and under different contact scenarios. On the left, we use AABBs in both
rest state and deformed state, while on the right, we use OBBs in rest state and
14-DOPs in deformed state.
box. For an AABB, an axis vector contains only one non-zero element, and therefore an axis-transformation amounts to a single scalar-vector multiplication. For
an OBB one must compute a matrix-vector product for each axis and the center.
Second, collision queries for 14-DOPs are more expensive than for AABBs, as
more extrema must be computed, also requiring the projection of points onto direction vectors. We have also tested the combination of AABBs in rest state and
14-DOPs in deformed state, and we found that it is about 5-10% slower than the
OBB/14-DOPs combination. The reason for this is that the AABBs and k-DOPs
are much less tight, resulting in more BV updates, while the more efficient AABB
transformation cannot quite make up for this.
We have only reported timings for 14-DOPs, but further experiments with 18DOPs and 26-DOPs have shown that the better tightness of these BVs does not
pay off due to the larger number of extrema that must be computed. The reason for
using these three types of k-DOPs is that their direction vectors can be represented
by integer values -1, 0, and 1, making it possible to project a point onto a direction
without any multiplications [KHM+ 98]. Finally, one could also use tight k-DOPs
or even tighter convex hulls in undeformed state, and refitting of BVs as explained
in Section 6.3 would still work. In this case, however, the BV transformations
become too expensive, since BV symmetry cannot be exploited anymore.
Therefore, we conclude that using both AABBs in rest state and deformed state
yield the highest performance gain compared to the two state-of-the-art methods
shown in Table 6.4. In scenarios with few degrees of freedom and even more
collisions, or when applying more expensive primitive-level tests such as CCD,
using tighter but more complex BVs may pay off, but more experiments would
need to be done to confirm this.
We have also tested the performance on the scene of Figure 6.7, with 24 fishes
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Figure 6.7: Collisions between Deforming Fishes. Our method provides a speed-up of

12 times in this scenario. Intersecting triangles are highlighted on the right.
with 8K vertices and 96 simulation nodes each. With our method, the refitting of
AABB-trees takes 5.3 ms on average, and collision queries take 26.3 ms. With full
bottom-up update, the refitting takes 401.7 ms. on average, and collision queries
take 16.6 ms. In total, our method provides a speed-up of about 12 times.

6.6 Discussion
As demonstrated in the experiments, our method achieves both tighter bounds and
faster culling than previous methods. It is best suited in situations with intermittent
contact, as objects that do not collide at all or only in a few places can be pruned
very efficiently thanks to the tight bounds of our algorithm. The method will not
pay off if objects undergo continuously very large-area contacts, but good collision
response algorithms may prevent such types of contacts. Our algorithm is also
well-suited for applications that do not need to determine all colliding triangles
(i.e. where the information whether the models are intersecting is sufficient), as it
can stop after finding the first intersecting triangle pair, without having to perform
the complete bottom-up refitting beforehand. Finally, the method can also speed
up other algorithms such as visibility culling, and is not restricted to collision
detection.
In principle, previous collision detection methods exploiting linear-subspace
deformations could be applied to the deformation models used in this thesis, including meshless animations presented in Chapter 4. However, meshless animations pose additional obstacles, making the application of previous methods
highly inefficient. Specifically, they contain more DOFs than other deformation
methods, such as reduced deformable models or linear blend skinning. For this
reason, adapting the BD-Tree to the meshless setting results in very loose bounds,
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as demonstrated in Section 6.5. Using the method by Kavan et. al [KZ05] for
linear blend skinning results in tight bounds, but it is quadratic in the number of
nodes (as shown in Section 6.4.3) and therefore becomes prohibitively expensive
for meshless animation. In their approach, for each bounding volume they find s
different sets of ` vertices, where each set is animated from a common set of n
joints (`  n), called a joint-set. Then, the procedure explained in Section 6.4.1
is performed for every joint-set, and the s resulting BVs are bounded, resulting
in an O(n2 s) cost. Since in linear blend skinning, n and s are usually very small,
Kavan’s method obtains impressive results for this application. In meshless animation, however, both the number and the dimension of the joint- (i.e. node-) sets
are much higher. With our method, we can efficiently handle one single, possibly
high-dimensional node set at once.
Therefore, our method could also be used for linear or spherical blend skinning.
As we use k-DOPs, bounds would be tighter than with the sphere tree employed
by [KZ05, KOZ06], and it would be interesting to compare the performance of
both methods. The approach by Otaduy et. al [OGRG06] using AABBs on lowres FEM deformations is essentially a specific case of our method, optimized for
this setting, and it may be applied to the tet-based deformation in Chapter 3. Finally, our approach would also be suited for the surface animation used in Chapter 5, which is very similar to the one used in meshless deformations. In general,
the method is useful for any kind of surface deformation that is based on convex
combinations and contains many or high-dimensional node sets.

6.6.1 Limitations
The method presented in this chapter also has some limitations. It cannot deal
with topological changes such as cutting or fracturing, as this would require recomputation or at least restructuring [OCSG07] of the BVH, and it would also
incur modifications of the simulation nodes and surface vertices associated with
each rest state BV. The latter is also a problem when locally re-sampling the discretization of the mechanical simulation.
Our approach also cannot handle self-colliding situations efficiently. While the
BVH could be tested against itself, the inherent difficulties for pruning adjacent
surface primitives in a hierarchical manner do not suggest the existence of trivial
extensions to the method presented.
So far, our algorithm requires convex blending weights, which can be bounded
efficiently by a limited convex weight space. For affine weights or weights yielding arbitrary linear combinations, this is not possible. A different bound in weight
space has to be found, and the applicability of the concepts of our method remains
to be investigated.
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6.7 Summary
In this chapter, we have presented a fast method for computing tight bounds along
arbitrary directions with a cost linear in the number of simulation nodes, and independent of surface complexity. It is used for collision detection, and may compute
bounds orders of magnitude faster and/or tighter compared to previous methods.
The approach has been developed in the context of meshless deformations, but it
could also be applied to other surface deformation models.
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Chapter 7

Conclusion
This chapter summarizes and discusses the methods and results presented in this
thesis, and gives an outlook for future research directions and possible extensions.

7.1 Summary
Several novel approaches to model interactive topological changes on deforming objects have been proposed. They are suitable for a wide range of applications, ranging from interactive environments such as medical simulation and video
games, to offline simulations featuring high-quality animations. We have focused
on methods that do not require highly structured space-partitioning meshes, which
greatly simplifies operations that change the model representation during a simulation. A novel collision detection method exploiting linear-subspace deformations
for meshless animation has been presented in the previous chapter.
In the first part of this thesis, a hybrid cutting approach for tetrahedral meshes
was proposed. The method combines element decomposition with adjustments
of existing topology. As has been demonstrated, given cut trajectories can be approximated closely, while at the same time meshing problems, such as explosion
of mesh complexity or small elements that destabilize the mechanical simulation,
are largely alleviated. The method has been integrated successfully into a virtual reality simulator for hysteroscopy. While it features clear advantages over
previous state-of-the-art mesh-based cutting algorithms, and the hybrid concept
could be applied in other methods as well, it has been tailored for hysteroscopy
simulation and would need some extensions to be applicable in general cutting
simulations. It is not progressive, and does not support arbitrary cutting paths.
In the next chapter, we have therefore presented a meshless continuummechanics-based method that does not require a consistent space-partitioning
mesh, thus entirely eliminating volumetric re-meshing and related problems. Our
method combines the advantages of explicit mesh-based surface representations
with the flexibility of a meshless discretization of the underlying deformation
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field. This combination allows us to decouple the synthesis of cut surfaces from
the update of the discretization during cutting or fracture. First, an explicit,
easy-to-control piecewise-linear cut surface is meshed from the propagation of
a cutting or crack front, without restrictions on the topology or trajectory of the
front. This cut surface is then used to efficiently update the meshless discretization of the deformation field, utilizing a novel visibility graph for storing and
updating proximity information in this discretization. As object boundaries are
represented by explicit triangle surfaces, accurate and efficient boundary evaluation for discretization updates and for stable handling of complex self-collisions is
possible. We have demonstrated that our method is highly scalable while retaining
highly controllable split surfaces, and it can be used for various applications with
deforming objects being cut and self-colliding, ranging from interactive medical
simulation to high-quality animation.
While cutting for meshless deformations featured great advantages compared to
mesh-based approaches, the lack of highly structured geometry increases the cost
to evaluate basic differential operators, thus posing some restrictions for highly interactive applications. Therefore, in the third part of this thesis, a novel deformation model based on fast shape matching techniques was introduced. The approach
is efficient, robust, flexible and versatile, and it can handle adaptive discretizations,
elastic and plastic deformations and inhomogeneous material stiffness. It can also
easily incorporate many of the concepts from the previous chapter to efficiently
update the geometry for topological changes. Finally, it features data structures
that can be re-used for fast but approximate self-collision handling. While this approach based on shape matching is more than one order of magnitude faster than
meshless deformations based on continuum mechanics, it is not physically-based,
and material behavior cannot be tuned by measurable parameters. It is therefore
more suited for highly interactive applications where accuracy can be traded with
plausibility, such as computer games. However, its flexibility also makes it useful
in surgical training simulations.
Methods that do not require highly structured geometry significantly simplify
the task of handling topological changes, but other simulation parts such as collision handling may become more involved. A method to compute fast and tight
bounds for collision detection in meshless animation has therefore been presented
in the last part of this thesis. In many deformation models, meshless animation being one of them, high-resolution surfaces are often animated from low-resolution
deformation fields. This is exploited to compute bounds in time linear in the
number of deformation DOFs, and not the surface complexity. The method uses
convex sets to compute bounds along specific spatial directions, which constitute
the building blocks of bounding volumes such as k-DOPs or AABBs. As demonstrated, the method produces bounds orders of magnitude faster and/or tighter than
with previous methods. While its full potential is tapped for meshless animation,
it is also applicable to other methods where surface deformation is defined by
convex combinations of deformation DOFs.
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7.2 Discussion
In this dissertation, we have focused on novel methods dealing with the geometric
aspect of topological changes, i.e. tracking cut surfaces and adapting the underlying geometric representations for various deformation models. Our methods
largely satisfy the requirements of an ideal cutting algorithm stated in Section 1.2:
• Stability: Hybrid cutting presented in Section 3 significantly reduces stability problems in deformation computations, caused by small and badlyshaped elements. Choosing a discretization which does not require consistent space-partitioning meshes, as in Chapters 4 and 5, allows for very robust
implementations and simulations, because notorious volumetric re-meshing
problems inherent to previous approaches can be completely avoided. Updating data structures is considerably simpler in meshless approaches, and
the powerful re-sampling capabilities of these methods allow for numerically robust solutions of the governing equations.
• Interactivity: All methods presented in this thesis permit the control of
model complexity when topological changes are performed. The number of
elements or simulation nodes grows modestly and does not explode, which
has been a problem in some previous approaches. The data structures employed in our algorithms can be updated locally and thus efficiently, and
they do not rely on heavy pre-computations that are hard to change at runtime. Therefore, all our algorithms can be applied in interactive settings.
• Splitting Trajectory: We are able to handle complex splitting trajectories that may start and end anywhere and propagate arbitrarily through the
model. This has been achieved in the methods presented in Chapters 4 and
5, by decoupling the cut surface synthesis step from the discretization update. Cutting is truly progressive, as has been shown in various simulation
examples.
• Visual Quality: As we have shown in many different examples, we can
achieve high-quality simulations for a diverse range of applications, featuring complex and realistic cuts, and including robust and plausible deformation and collision response.
• Implementation: The methods, notably those utilizing meshless discretizations, allow for simple implementations, making them suitable also for complex systems.
Although we have used meshless discretization methods, we have also reintroduced some explicit connectivity into our models by using a visibility graph
data structure for efficient neighborhood computations and updates. However, as
we do not require consistent meshes, updating the geometry is much simpler and
significantly more robust than for mesh-based approaches. In fact, experience
has shown that re-meshing of the explicit triangle mesh surfaces is now the most
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difficult simulation part to implement robustly, but as this is a 2D problem, it is
considerably easier than volumetric re-meshing. Furthermore, this mesh-based
surface representation features many advantages related to discretization updates
or collision processing, such that it is indeed worth the effort to deal with 2D
re-meshing. On the downside, some of the flexibility of meshless methods is lost
by explicitly storing connectivity, as this would have to be updated frequently for
large or plastic deformations.
Effectively, the choice of geometric representation and method is guided by
the target application and the context in which cutting is used. For example, we
have used a tetrahedral discretization for hysteroscopy because several other important simulation parts such as soft-tissue deformation or collision detection are
generally easier but also more efficient with mesh-based models. On the other
hand, achieving the complex splitting trajectories presented in Chapter 4 and 5 is
significantly easier with a meshless representation.
In all the presented methods, surface rendering has been decoupled from the
actual mechanical simulation. This has a number of advantages. First, a highresolution surface can be used for high quality rendering, while the underlying
deformation can be described with fewer degrees of freedom to achieve efficient
simulation. Second, as shown in Chapter 6, linear-subspace deformations can be
exploited for fast collision detection, and the task of deforming the surface for
rendering can be done on modern GPUs. Finally, treating surface tracking in a
separate step in cutting simulations permits more robust updates of the discretization of the mechanical simulation. Decoupling the surface from the simulation
also has some drawbacks, however. Collision detection is usually performed on
the animated surface, but the actual response must be applied to the underlying
simulation nodes, and for high-quality collision handling (using constraint-based
methods, for example), this is not straightforward. A similar problem exists for
more physically-based cutting, where forces induced by the cutting tool on the
surface determine how the material defined by the simulation nodes is split.

7.3 Outlook
In the last few years, research on topological changes for deformable models has
enjoyed steady progress. Nonetheless, there still remain many unsolved problems,
and several interesting directions for future research exist.
Using meshless discretizations allows for more stable cutting simulations than
with meshes, but deformation computations are often more involved. Therefore, it
would be worth exploring hybrid methods that combine meshless representations
in deforming regions that can potentially be split, with traditional mesh-based
methods in regions that cannot be split. Regarding the visibility graph, methods to
better approximate distances by including surface vertices could be explored, and
more flexible kinetic data structures that allow more efficient graph modifications
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for plastic deformations may be investigated.
FEM methods that are not restricted to a specific type of element have recently
been proposed. They simplify the re-meshing process compared to methods that
can handle only tetrahedral elements, permitting more stable progressive cuts and
sliver removal. Currently these methods are not yet fast enough for interactive
simulations, and therefore further research to obtain more efficient methods of this
type would be very worthwhile. Faster deformation methods based on energies
derived from geometric constraints, as presented in Chapter 3, may be interesting
to use in this context. Similarly, hybrid decomposition schemes utilizing existing
geometry could also used be used.
Further research with shape matching deformations may be promising. Our
adaptive discretizations and hierarchical algorithms presented in Chapter 5 might
also be used for other types of deformable models such as cloth. Furthermore, it
would be interesting to investigate these ideas for more arbitrary samplings, and
how the theoretical and practical complexity of the algorithms behaves in these
settings.
Utilizing some of the proposed methods in surgical simulation systems will require further research on several different topics. First, one may have to deal with
more physically-based cutting. Until now, most methods in computer graphics,
including the ones presented in this dissertation, have focused mainly on the geometrical part, which includes surface tracking and updating the underlying geometric discretization. Forces and stresses exerted on soft tissue by a cutting tool
and vice versa have rarely been accounted for in the actual cutting process. For
some applications such as hysteroscopy, this simplification is acceptable, for others such as arthroscopy, where feedback forces are much stronger, it may not be.
Further investigations are also necessary regarding the combination of haptic tool
tracking and cutting. With state-of-the-art 6-DOF haptic devices, tool movements
such as trembling, backward motion or basically any awkward motion a user may
do, are still difficult to handle robustly for cutting in a simulation environment.
Tool-object interaction including force feedback will also need further attention.
Better methods to handle (self-)collisions in complex cutting simulations will
be also required. While there exist many efficient algorithms for object-object
collision detection, self-collisions are much harder to handle efficiently due to
the inherent difficulties for pruning adjacent primitives. Changing topology poses
additional challenges to collision detection methods, since acceleration data structures must be re-built at run-time, which is often prohibitively expensive for interactive environments. This problem may therefore be a target of future research.
Investigating methods that exploit linear-subspace surface deformations also for
self-collisions and/or with changing topology would be very worthwhile, and perhaps some of the concepts to compute tight bounds presented in Chapter 6 could
be used in this context. These concepts may also be employed to efficiently bound
other types of reduced sets, not directly related to computer graphics, where a
large set of values is linearly related to a small set of reduced coordinates. For this
purpose, methods that work with affine or arbitrary linear combinations of values,
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and not just convex combinations, would need to be devised.
Decoupling surface representation from the mechanical simulation has a number of desirable properties, as stated above. However, collisions are usually detected on the surface, but the response must be applied to simulation nodes controlling the surface’s deformation. This complicates the computation of a physically accurate collision response, and novel methods exploiting this specific model
representation should be the target of future investigations.
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Notation
Throughout this thesis, all scalar variables or functions are set in italics, while
vector-valued expressions and functions, including matrices, are set in bold face.
Symbols are also defined where they first appear.

Abbreviations
1D
2D
3D
AABB
BEM
BFS
BSP
BV
BVH
CCD
CH
CPU
DOF
DOP
EMST
ESP
ETH
FDM
FEM

one–dimensional
two–dimensional
three–dimensional
Axis Aligned Bounding Box
Boundary Element Method
Breadth-First Search
Binary Space Partitioning
Bounding Volume
Bounding Volume Hierarchy
Continuous Collision Detection
Convex Hull
Central Processing Unit
Degree-of-Freedom
Discrete-Oriented Polytope
Euclidean Minimum Spanning Tree
Euclidean Shortest Path
Swiss Federal Institute of Technology
Finite Difference Method
Finite Element Method
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FLSM
FVM
GPU
LCP
LOD
LS
LUT
MFW
MLS
NCCR
OBB
PDE
SPH
XFEM

Fast Lattice Shape Matching
Finite Volume Method
Graphics Processing Unit
Linear Complementarity Problem
Level-of-Detail
Least-Squares
Lookup Table
Modified Floyd Warshall Algorithm
Moving Least–Squares
National Center of Competence in Research
Object-Oriented Bounding Box
Partial Differential Equation
Smoothed Particle Hydrodynamics
Extended Finite Element Method

Operators
·
×
∇
∇x
ẋ, ẍ
k·k
|·|
<·>
·T

dot product
cross product
gradient
gradient w.r.t the components of x
first and second time derivative: ẋ =
Euclidean norm
absolute value
average
matrix transpose

∂x
∂t ,

ẍ =

Geometry
SA
SS
p
P
v
n, m
G
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surface of object A
splitting surface
simulation node
set of simulation nodes
surface vertex
a number of simulation nodes or vertices
approximate visibility graph

∂x
∂t 2

E
e
de
r
V
x = [x, y, z], p, q

set of edges
edge
edge length
radius
volume
points/vectors in R3

Physics
εs
σs
Φ
ω(r, r)
u = [u, v, w]
f
v
t
∆t
ρ
mi
I
A
C
U
E
ν

strain tensor
stress tensor
shape function
normalized, smoothly decaying kernel function with support r
and depending on distance vector r
displacement
force
velocity
time
time step
density
mass of node pi
identity matrix
linear transformation
constraint
energy
Young’s Modulus of Elasticity
Poisson ratio

Hybrid Cutting in Hysteroscopy Simulation
xi
x0i
L0
V0
ES
EV

deformed position of simulation node pi
rest position of simulation node pi
spring rest length
tetrahedron rest volume
distance-preserving energy
volume-preserving energy
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ks
kV
Pc
Ec
εs
dp
A − E, X − Z
T
ci
kspring
knode
s,t
c
tetminAR
lmax,min
Vmax,min

spring stiffness constant
tetrahedron stiffness constant
set of cut-nodes
set of cut-edges
distance threshold
distance between node and splitting surface
decomposition schemes
tetrahedron
damping constant
weighting constant for mesh relaxation
weighting constant for mesh relaxation
parameters for 2D-parametrization
coordinates of splitting surface vertex
minimum tetrahedron aspect ratio
maximum/minimum edge length
maximum/minimum tetrahedron volume

Meshless Splitting
xi
ũi
M
J
F
fi
T
ci
GV
dG
rmax
D
V
Pupdate
Ecut
δv
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material coordinates of simulation node pi
scalar nodal displacement
moment matrix
Jacobian matrix
splitting front
front point
triangle of splitting surface
trimming or boundary curve
visibility graph augmentation
shortest path distance
support radius
matrix of MFW storing pairwise node distances
set of vertices
set of nodes to update
set of cut visibility edges
velocity impulse

Adaptive Shape Matching Deformations
xi
x0i
xi,v
x0i,v
R
w
A
Aqq
R
t
T
cr
c0r
Mr
gi
gi,v
Sr
fext
F
HF
si
ε
Pupdate
Ecut
`∞
B
Dmax
cyield
ccreep
cmax
ω
I
L
k

deformed position of simulation node pi
rest position of simulation node pi
deformed position of vertex vi
rest position of vertex vi
shape matching region
region half-width
optimal linear transform
symmetric matrix representing pure deformation
rotation matrix
translation vector
rigid transformation matrix
deformed center of mass of region r
undeformed center of mass
region mass
goal position of node pi
goal position of vertex vi
plasticity state matrix
external force
lattice-based fast-summation operator
octree-based fast-summation operator
nodal value
region interval parameter
set of simulation nodes to update
set of cut visibility edges
max-norm distance metric
bucket
maximum neighborhood distance
plastic yield
plastic creep
plastic bound
angular velocity
inertia tensor
angular momentum
damping parameter
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Collision Detection
vk
v0k
xj
w
w̃
wk j
T
A
t
Wn
Wn0
B0
B
c
D
h, l
γ
bγ

130

deformed position of surface vertex vk
rest position of surface vertex vk
material coordinates of simulation node p j
vector of convex weights
vector of limited convex weights
weight of influence of simulation node j to vertex k
affine transformation matrix in homogeneous coordinates
linear transformation matrix
translation vector
space of convex weights in Rn
limited convex weight space in Rn
bounding box in rest state
transformed bounding box
coordinates of bounding box corner
k-DOP in deformed state
maximum/minimum weight of influence of a node for a specific BV
direction
extreme along direction γ

Appendix B

Simulation Parameters
This appendix summarizes simulation parameters used to create the example animations shown in this thesis.

B.1 Hybrid Cutting in Hysteroscopy
Simulation
Figure
3.1
3.11
3.12

Elasticity
ks
kV
500 10
800 20
800 20

Node Snapping
εs
∆t
0.2 ·lavg
0.001
0.2 ·lavg
0.001
0.2 ·lavg
0.001

B.2 Meshless Splitting
Figure
4.1
4.10
4.12
4.13
4.14

E
5 · 105
5 · 105
2 · 105
4 · 105
2 · 105

ν
0.3
0.4
0.25
0.3
0.25

∆t
0.0001
0.0001
0.0002
0.0003
0.0002
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B.3 Adaptive Shape Matching
Deformations
Figure
5.5
5.6
5.7
5.8
5.9
5.10

ε
0.5
0.5
0.5
0.5
0.5
0.5

k
0.7
0.4
0.8
0.9
0.4
0.95

Plasticity
cyield ccreep cmax
0.4

0.5

0.9

∆t
0.003
0.005
0.003
0.005
0.004
0.005

B.4 Tight and Efficient Surface Bounds
Figure
6.1
6.6
6.7
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E
2 · 105
2 · 105
8 · 105

ν
0.2
0.4
0.4

∆t
0.002
0.001
0.002
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