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Abstract
The way scientists work in traditional sciences has changed drastically in recent years.
Computer science is increasingly supporting them in performing and analyzing their
experiments. Today, obtaining the raw data from instruments is merely the ﬁrst step.
No longer is the data analyzed on paper or with simple computational tools. Instead,
massive amounts of data obtained raw from instruments are processed in complex and
long-running computational pipelines. This trend of supporting traditional sciences with
computational tools has lead to a signiﬁcant speedup in executing experiments and has
also enabled experiments which would not have been possible before.
Scientists increasingly depend on adequate infrastructure to process experiment data
using complex computational pipelines and to manage the plethora of data used and
produced by them. Such computational pipelines are typically modeled as workﬂows and
so this trend consequently challenges the current infrastructure for executing workﬂows
as well as the infrastructure to manage the resulting data deluge. The work presented
in this book addresses some of the challenges arising from this trend.
A ﬁrst challenge this book addresses is the sharing of scientiﬁc computations. Publishing a methodology for others to use is no longer possible with the scientiﬁc computations or workﬂows people develop today. Implementing such workﬂows and setting
up the appropriate environment is far too diﬃcult and consequently such computations
or workﬂows must be shared. State-of-the-art approaches use proprietary interfaces to
make such workﬂows available as services to be used by others. Proprietary interfaces,
however, make it diﬃcult to integrate such computations and we therefore use standardized interfaces. We describe in detail how we have mapped a workﬂow to such a
standardized interface and report on an eﬃcient implementation.
The second challenge this book examines is how to provide adequate infrastructure for
scientiﬁc workﬂows. One considerable advantage of scientiﬁc workﬂows is that they can
be parametrized and one workﬂow can be run several thousand times for processing vast
numbers of raw data sets obtained from instruments. Such large numbers of executions
mandate the execution engine to be distributed in order to scale. However, conﬁguring
such a distributed engine is very diﬃcult. Also, if it is conﬁgured optimally for just one
type of workload, it may not be suitable for another. For this reason, we have added
an autonomic controller to a distributed workﬂow execution engine. This controller
monitors the behavior of the engine and adapts the conﬁguration on the ﬂy to serve the
current workload best, adding self-conﬁguration and self-optimization properties. The
controller also heals the system in case of failures, thereby adding self-healing properties.
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Finally, this book discusses the problem of data lineage tracking. Running such workﬂows thousandfold leads to an abundance of data products. The lineage of each such
data product therefore has to be tracked, i.e., it has to be tracked what computational
tools were involved in producing a given item. Without such information the data
product cannot be properly contextualized and understood. Current approaches to the
problem do not scale. We have developed a novel approach which can store lineage
information fast, but more importantly, also allows the eﬃcient retrieval of the highly
intricate lineage information.
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Kurzfassung
Die Arbeitsweise von Forschern in traditionellen Wissenschaften hat sich in den letzten Jahren fundamental verändert. Informatikmittel unterstützen sie in zunehmendem Masse bei der Durchführung und Analyse ihrer Experimente. Heutzutage ist
das Erfassen der rohen Experimentdaten von Instrumenten nur noch der erste Schritt.
Experimentdaten werden nicht mehr auf Papier oder mit simplen Computerwerkzeugen analysiert. Viel mehr werden die massiven Mengen von Daten die von den Instrumenten gewonnen werden mit komplexen Computerwerkzeugen und lang laufenden
Softwarepipelines verarbeitet. Dieser Trend zur Unterstützung von traditionellen Wissenschaften durch Informatikmittel hat das Durchführen von einigen Experimenten substantiell beschleunigt und andere Experimente erst möglich gemacht.
Mit diesem Trend sind Wissenschaftler in einem immer grösser werdenden Masse von
adäquater Infrastruktur abhängig um Experimente mit komplexen Softwarepipelines
durchzuführen und um die resultierenden Datenmengen zu verwalten. Solche Softwarepipelines werden üblicherweise als Workﬂows modelliert und dieser Trend hinterfragt die gängige Infrastruktur für Workﬂows wie auch die Infrastruktur zur Handhabung
der riesigen Mengen von resultierenden Daten. Diese Dissertation nimmt sich in diesem
Zusammenhang drei solcher Herausforderungen an.
Eine erste Herausforderung die diskutiert wird ist das gemeinsame Benutzen von
solchen Workﬂows. Die Idee des Publizieren einer wissenschaftlichen Methode damit sie
von anderen Forschern benutzt werden kann ist mit den komplexen Workﬂows welche
heute entwickelt werden nicht mehr möglich. Viel zu kompliziert ist das Implementieren
und Bereitstellen der notwendigen Infrastruktur und konsequenterweise müssen solche
Workﬂows als Services gemeinsam benutzt werden. Heutige Ansätze zur Lösung des
Problems verwenden proprietäre Schnittstellen um diese Workﬂows anderen Benutzern
zur Verfügung zu stellen. Solche Schnittstellen allerdings erschweren die Integration von
Workﬂows. Wir beschreiben deswegen detailliert wie wir Workﬂows auf standardisierte
Schnittstellen abbilden und beschreiben eine eﬃziente Implementierung davon.
Eine weitere Herausforderung die in der Dissertation behandelt wird ist adäquate Infrastruktur zur Ausführung von Workﬂows zur Verfügung zu stellen. Ein gewichtiger
Vorteil von Workﬂows ist es, dass diese parametrisiert und tausendfach für verschiedene
Datensätze ausgeführt werden können. Solche grosse Zahlen von Ausführungen erfordern
aber auch eine verteilte Infrastruktur damit die Ausführung skaliert. Die Konﬁguration
einer solchen verteilten Infrastruktur ist allerdings sehr schwierig. Auch kann die Infrastruktur für eine bestimmte Arbeitslast ideal konﬁguriert sein, für eine andere aber
nicht. Aus diesem Grund haben wir die Infrastruktur mit einer autonomen Steuerung
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ausgerüstet die das System zur Laufzeit neu konﬁguriert und der aktuellen Arbeitslast
anpasst. Die Steuerung überwacht das System und nimmt, falls notwendig, Änderungen
daran vor um die aktuell ausgeführte Arbeitslast optimal auszuführen.
Schlussendlich behandelt die Dissertation auch das Problem der Datenprovenienz.
Solche Workﬂows tausendfach auszuführen führt zu einer riesigen Menge von Daten.
Die Provenienz von so erzeugten Daten muss unbedingt gespeichert werden, d.h. welche
Werkzeuge & Daten zu deren Erstellung verwendet wurden. Ohne solche Provenienzinformation können solche Daten nicht korrekt kontexualisiert und interpretiert werden.
Gängige Verfahren zur Speicherung solcher Daten skalieren nicht. Wir haben deswegen
einen neuen Ansatz entwickelt welcher diese Information schnell speichern kann, und
viel wichtiger, diese komplexe Information auch eﬃzient abrufen kann.
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1. Introduction
The process of scientiﬁc discovery has changed signiﬁcantly in recent years. With the
use of computational means, the face of experiments in many scientiﬁc disciplines like
biology, physics, astronomy etc. has changed. Experiments are no longer only executed
by retrieving data from instruments and analyzing it on paper or in simplistic tools.
Instead, in case of many experiments, obtaining the raw experiment data from instruments is only the ﬁrst step. What follows the data acquisition phase is data processing
with computationally intense and long running processing pipelines.
The trend to support traditional science with computational tools has simpliﬁed as
well as sped up many experiments and has made others possible. Analyzing protein
interaction networks for instance has been sped up substantially. The results produced
in the context of a Ph.D analyzing protein interaction in the 1990s can now be obtained
in a few days. High throughput proteomics on the other hand has only been enabled
recently by the use of mass spectrometry and computational processing pipelines.
With this trend, the traditional research cycle which used to be ”hypothesis → experiment → analysis → publication” has evolved into ”hypothesis → experiment → data
organization → data processing → analysis → publication”, where the steps of data
organization, data processing and analysis often need to be repeated.
The traditional research cycle did only require the scientist to have domain speciﬁc
knowledge. With the two new phases of data organization and data processing scientists
also require knowledge, even if only limited, on how to organize data, build processing
tools and visualize results. Building infrastructure and tools to support scientists is very
challenging and entails interesting computer science research problems.
The work presented in this book attempts to address some of the challenges arising
from supporting scientists in building processing pipelines to process their raw data from
instruments. With this it tries to provide them with tools that will help speeding up and
enabling the process of scientiﬁc discovery while relieving the scientist from computer
science concerns, letting him focus on his science.
There is a consensus in the community that such processing pipelines can and should
be implemented as workﬂows. Doing so helps to develop, maintain and reuse these
data processing pipelines. Using workﬂow tools, scientists can easily and often visually
develop the processing pipeline for their needs by orchestrating existing tools - a stark
contrast to having to glue virtually incompatible interfaces together with shell scripts.
Using workﬂows for scientiﬁc computations however also introduces new research challenges. This book is based on the published results of our work in the area of scientiﬁc
workﬂows. It addresses three problems in the area of scientiﬁc workﬂows and scientiﬁc
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data management. First, it helps scientists to share processing pipelines implemented as
workﬂows. Developing these processing pipelines and tools often is a recursive process
of ﬁrst ﬁnding tools developed by other scientists in the same domain, integrating them
in a workﬂow and ﬁnally sharing the newly developed processing pipelines & tools by
making them available as services to other scientists. Sharing services is a new form of
scientiﬁc communication. Methods, algorithms used to be shared between scientists by
means of publishing them in scientiﬁc journals. By implementing and publishing them
as services they can be shared remotely and directly. To allow for this, we build the
infrastructure to make scientiﬁc workﬂows available as services [50, 51].
Second, it addresses the problem of providing scientists with the infrastructure to
host and execute the workﬂows. Maintaining and conﬁguring workﬂow execution tools
is diﬃcult, particularly when running heterogeneous workﬂows and publishing them as
services. Doing so leads to a continuously changing composite workload which cannot
be serviced with just one static conﬁguration. Clearly, scientists do not want to conﬁgure and repeatedly reconﬁgure the infrastructure to execute these workﬂows optimally
themselves and we have therefore built fault-tolerant, self-conﬁguring infrastructure that
allows scalable execution of heterogeneous workﬂows [48, 49, 93].
Third, we address the problem of tracking the data lineage obtained from workﬂow
executions. Data lineage tracking is important not only for understanding the origin of
the data but also in order to be able to reproduce the data. In traditional experiments
data lineage, i.e., what transformations were applied to what data, used to be recorded
in a lab journal. Given the enormous amounts of data processed with such processing
pipelines and their complexity manually tracking the lineage is no longer possible. Given
the amount of lineage information captured from such experiments eﬃcient methods for
its storage must be found. For this we discuss the infrastructure needed to automatically and eﬃciently store what tools and what data have been used to derive data
products [47].
The book is accordingly organized in three parts. The ﬁrst part addresses the problem
of how to publish scientiﬁc workﬂows as services. For this workﬂows need to be provided
with proper interfaces enabling them to be called remotely and be recursively integrated
in other workﬂows, applications and portals. To address this problem, we deﬁne how
workﬂows can be eﬃciently published as stateful services by mapping the persistent
state of the workﬂow executions to standard compliant interfaces as deﬁned by the Web
Services Resource Framework (WS-RF). Mapping workﬂows to WS-RF gives workﬂows
a standardized interface that simpliﬁes their reusability as well as integration and in the
context of scientiﬁc workﬂows importantly, it enables management, monitoring, steering
and adaptation of them.
The second part of this book describes the infrastructure for scalable workﬂow execution. Scientiﬁc workﬂows often orchestrate computationally intense tools and programs.
To enable scalability for such workﬂows, they must be executed in a cluster. Although
many distributed workﬂow engines exist, in practice, it remains a diﬃcult problem to
deploy such systems in an optimal conﬁguration. In case such workﬂows are oﬀered
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as a service, the system will face an unpredictable workload with high variability and
manual reconﬁguration is not an option. For this reason we designed an autonomic
controller and implemented it for a workﬂow execution engine. Thanks to its autonomic
controller, the engine features self-conﬁguration, self-tuning and self-healing properties.
The autonomic controller monitors the performance of the engine running on a cluster
of computers and responds to workload variations by altering the conﬁguration. In case
failures occur, the controller can recover the workﬂow execution state from persistent
storage and migrate it to a diﬀerent node of the cluster. Such interventions are carried
out without any human supervision. The autonomic controller can be conﬁgured using diﬀerent autonomic control policies in order to work toward diﬀerent goals. These
policies remove the need for conﬁguring the distributed execution engine but need to be
conﬁgured themselves. We have developed several such policies gradually removing any
need for manual conﬁguration also of the policy itself. We have been able to demonstrate
the feasibility and beneﬁts of adding an autonomic controller to a distributed workﬂow
execution engine with measurements for scientiﬁc as well as business workﬂows.
The third part of the book presents our approach to data lineage tracking in scientiﬁc
workﬂows. Data lineage and data provenance have been identiﬁed as key problems in
the management of scientiﬁc data. Not knowing the exact provenance and processing
pipeline used to produce a derived data set often renders it useless from a scientiﬁc point
of view. While capturing the data has been made simpler by workﬂow tools for processing
scientiﬁc data, the problem of eﬃciently storing and querying such information has until
now proven to be diﬃcult as current solutions do not scale well. We have developed and
implemented an algorithm to encode the lineage information, represented as a directed
acyclic graph, and store it in a relational database. The approach allows for very eﬃcient
retrieval and querying of lineage information, signiﬁcantly faster than known approaches.
To do so, the approach uses a space and query eﬃcient interval representation. Not all
graphs can be encoded with it per se and so the main contribution of the new approach
lies in transforming arbitrary lineage DAGs into graphs that can be stored using such
representation. The approach performs well even for very large graphs representing very
ﬁne-grained lineage information.
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Part I.
Workﬂow As A Service

2. Introduction
2.1. Introduction
The idea of process-based Web service composition and more recently process-based
Grid service composition has gained widespread acceptance (e.g., [20, 64, 69]). Using
workﬂows, already deployed services can be reused to build complex service compositions
at a high level of abstraction. However, one important open issue that still needs more
attention concerns the reusability of such compositions.
Workﬂows can be used to describe ad-hoc computations involving a well-deﬁned set
of services that are integrated to perform a certain computation once. They can then be
generalized by making them parametric, in order for the same service composition to be
reused with diﬀerent input data sets. Furthermore, the same workﬂows can be bound to
diﬀerent service providers, allowing for the same algorithm structure (i.e., the workﬂow)
to be reused with diﬀerent building blocks (i.e., the services)[92]. Another interesting
option – the focus of this part of the book – consists of reusing a service composition by
publishing it as stateful service, making it available for integration into other workﬂows,
applications or portals.
In this part of the book we discuss how to provide stateful computations with a standardized interface [38] simplifying their reusability and integration into applications,
clients and portals. Giving workﬂows such a standardized and well-understood interface
enables their management, monitoring, steering and adaptation. For this purpose we
propose to map a workﬂow composing services to a service interface compliant with the
Web Services Resource Framework and Web Services Notiﬁcation set of speciﬁcations
(WS-RF [30] and WS-N [83]). A workﬂow published as a Grid service can be accessed as
a resource through a Web service interface, the WS-Resource, which provides standardized operations. The interface includes support for advanced functionality not found in
stateless Web services, such as lifecycle management, property manipulation and event
notiﬁcation.
One important contribution of the work presented in this book lies in the deﬁnition
of a precise mapping between the WS-RF concept of a resource and the persistent state
of a service composition. Furthermore, our approach is general and can be used with
process-based compositions deﬁned using diﬀerent modeling languages.
The mapping can be outlined as follows [51]. Lifecycle management of the resource
provides a simpliﬁed way to manage the persistent state of the corresponding workﬂow
execution. When the lifetime of the associated resource expires, the state can be garbage

2. Introduction
collected by the underlying process management system. Resource property manipulations are directly mapped to the state of the corresponding process instance, so that
clients can for instance access intermediate results during the execution of the service
composition and, to some extent, steer and control the computation by setting the values
of the properties of the associated resource. Notiﬁcations can be used to inform clients
about state changes, giving a powerful and eﬃcient mechanism to report the progress of
the execution of a workﬂow. Finally, the WS-RF concept of service groups can be used
to manage batches of related process instances.
While such an interface for persistent computations greatly simpliﬁes its integration
by providing enhanced managing as well as monitoring capabilities, the performance
overhead introduced by such a mapping is critical if it is supposed to scale for a large
number of clients and resources. Thus, we need eﬃcient mechanisms to create (i.e., start
computations) and destroy resources, to read and write the state of the resource as well
as to manage notiﬁcations and subscriptions, i.e., to match events with subscriptions
and to send notiﬁcations.
We have implemented a layer on top of the JOpera workﬂow execution engine [93]
providing workﬂows with such a WS-RF interface and present an extensive performance
evaluation of the system scalability and overhead. This approach uses WS-Core (part of
the Globus Toolkit [36]) to mirror the state of the execution of a workﬂow into a locally
managed resource residing in the newly added layer. Mirroring all state in this layer
however is not particularly eﬃcient and the resulting system does not scale well when
facing large numbers of client requests.
We therefore present an alternative implementation of the WS-RF and WS-N mapping for workﬂow systems which maps requests directly to operations of the workﬂow
engine, thereby avoids maintaining mirrored state and thus provides improved scalability when servicing a large set of concurrent clients [50]. This approach embeds the state
of the resource into the workﬂow execution engine by mapping the WS-RF requests to
the engine’s API. Although the ﬁrst approach lets clients read resource property values
faster, the performance of this mirrored architecture is limited due to the redundancies
shared between the WS-RF layer and the underlying workﬂow engine. The second solution, mapping requests rather than mirroring resources, removes unnecessary layers of
indirection and scales signiﬁcantly better. To demonstrate this, we include an extensive
performance comparison of the two approaches.
The remainder of this part is therefore structured as follows. The rest of this chapter
discusses related work. In Chapter 3 we brieﬂy present the WS-RF and WS-N standards,
demonstrate how to map them to workﬂows and discuss the applications of it, i.e., what
capabilities this gives clients integrating a workﬂow with such interface. We present the
ﬁrst implementation mirroring the state of the workﬂows in a layer on top the workﬂow
execution engine and a ﬁrst evaluation in Chapter 4. However as we show subsequently,
the mirrored architecture does not scale well. The remainder of the chapter therefore
discusses an alternative architecture which maps requests to the API of the engine
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2.2. Related Work
and avoids the costly mirroring of the workﬂows. We compare the two approaches
quantitatively in the same chapter. In Chapter 5 we draw conclusions.

2.2. Related Work
Only few research results are available in the context of turning applications or service
compositions into services with a standardized stateful interface. Initial work [37] was
concerned with providing distributed applications with a Web service interface. The
interface was mainly used to authenticate and authorize users as well as instantiate
applications. Similar work [41] was carried out in order to wrap command line-tools
in Web services to make them available for remote users. The limitations of wrapping
stateful resources with stateless Web services however have been well-understood in
the meantime [29]. In [97] the authors describe a system which turns scientiﬁc legacy
applications into Grid services and publishes these in a Grid portal. To do so a generic
application independent WS-RF layer is added on top of the legacy application without
having to generate additional code. This approach is similar to ours insofar as it provides
applications with a stateful and standardized interface. Their implementation of the WSRF layer does however not exploit the full potential of the WS-RF speciﬁcations by only
implementing a small subset of the operations speciﬁed in WS-RF, thereby lacking the
support for lifetime, property and notiﬁcation management.
In addition to the approach presented in this book, there are currently ﬁve more implementations covering the entire WS-RF and WS-N standards. They diﬀer mostly in
the programming model as well as the implementation language. The most prominent
implementation is the Java version of WS-Core which we used to implement the mirrored architecture and is distributed with the Globus Toolkit [36]. This code is also used
in the two Apache projects Hermes (WS-N) and Apollo (WS-RF). An additional implementation of the standards which is part of the Globus Toolkit is implemented in C and
lets one develop Grid services in C. pyGridWare [1] is also part of the Globus Toolkit. It
allows the user to rapidly develop Grid services in Python. Similarly, WSRF.NET [56]
is used to develop Grid services in any .NET language. With this implementation developing Grid services is not much diﬀerent than programming Web services: the developer
only needs to annotate what parts of the service should be made persistent. Lastly there
is also a Perl implementation of the standards called WSRF::Lite [2].
These ﬁve implementations have been compared in terms of functionality and performance in [55]. This comparison however only focused on evaluating the performance of
a single client setup (both, distributed on two machines and co-located). In our experiments we have used a setup with a large number of clients thereby showing how the
system copes with a larger number of concurrent requests.
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3. An Interface for Stateful
Computations
Before discussing how to provide stateful computations modeled as workﬂows with a
standardized interface, we ﬁrst state the assumptions made about the workﬂow model in
Section 3.1. The workﬂow model is generic and shared among many diﬀerent workﬂow
engines, therefore not restricting the application of our ideas. We then move on to
explain how we model computations with workﬂows and do so by discussing the WS-RF
& WS-N standards and how we map them to workﬂows in Section 3.2. In Section 3.3
we discuss the applications of such a mapping, i.e. how the mapping allows a client to
execute, manage, monitor and steer workﬂows.

3.1. Workﬂow Model
In this section we state our assumptions about how workﬂows are used to model computations composed of any type of service. We also deﬁne the persistent state associated
with such computations as well as their lifecycle, so that it becomes clear what information should be provided by a workﬂow management infrastructure in order for our
approach to be applicable.
The concept of workﬂow is shared among several scientiﬁc workﬂow languages and
tools like GSFL [64], Pegasus [31], AGWL [35], Triana [109], ScyFlow [74], GridFlow [19],
JOpera [90], xWFE [125] and Karajan [119].
A workﬂow is a composition of tasks connected by data ﬂow and control ﬂow. Workﬂows also have input parameters, holding the data passed to the workﬂow, and output
parameters storing the results of the computation. Tasks (equivalent to jobs in ScyFlow
and activities in BPEL, AGWL and GSFL) refer mostly to Grid services which also
have input and output parameters associated with them. The data passed to a service
is copied into the input parameters whereas the results coming from a service invocation
are copied into the output parameters of the task. The data ﬂow deﬁnes how the results
of a service invocation are copied into the input parameters of the next tasks. The
control ﬂow deﬁnes the order of invocation of the distinct service invocations. Neither
Karajan or xWFE explicitly distinguish between control ﬂow and data ﬂow, but instead
derive the control ﬂow from the data ﬂow dependencies. This, however, does not hinder the applicability of our approach. In fact, when we deﬁne the mapping between a
workﬂow and a resource we are mostly interested in its runtime execution state.

3. An Interface for Stateful Computations
The runtime state of a workﬂow can be deﬁned to be all data associated with its execution. Since the same workﬂow can be executed multiple times, such state is typically
structured in several instances that can be active concurrently. Each instance stores a
set of state attributes comprising the values of the input and output parameters (referred
to as input/output data set in GridFlow, variables in BPEL, data packages in AGWL,
parameters in xWFL and input/output ﬁles in Karajan) of all its service invocations
including the workﬂow itself, as well as workﬂow and task attributes written by the
execution engine. These attributes include meta-data such as execution times of tasks
and workﬂows determined by the execution engine, the current execution status of tasks
and workﬂows (e.g., waiting, running, ﬁnished, failed, etc.) and other execution related
information which may diﬀer depending on the engine.
The lifecycle of a workﬂow instance begins when a workﬂow is instantiated. During
the execution of the instance, its state will be accumulated and stored persistently. This
implies that all intermediate results, i.e., results of task invocations, remain available
after the task has ﬁnished and the following tasks have consumed them. The ﬁnal
results will also be saved once the computation is ﬁnished. At the end of the lifecycle of
a workﬂow instance, its state will be removed from the persistent storage. It is worth
noting that the end of the lifecycle of the instance and the end of the computation do
not necessarily coincide: after the instance has ﬁnished executing, the state will still be
available, allowing the history of the computation to be read from persistent storage (see
part III of this book).

3.2. Mapping Workﬂows to WS-Resources
The speciﬁcations that constitute the Web Service Resource Framework have been deﬁned in order to shift from the stateless paradigm of plain Web services to the stateful
model of Grid services [29].
To do so, WS-RF [43] loosely couples a Web service with a stateful resource and
provides well-deﬁned methods to monitor and manage its state. In this context, a
Web service that provides a standardized set of operations to access the state of the
resource associated with it is called a WS-Resource. The areas of standardized operations span lifecycle management, property manipulation and service groups as speciﬁed
in WS-ResourceLifetime [45], WS-ResourceProperties [45] and WS-ServiceGroup [73]
respectively. In order to also provide publish-subscribe interaction patterns for Web
services, the WS-N set of speciﬁcations (WS-BaseNotiﬁcation [44] and WS-Topics [115])
has been brought forward.
Together, the WS-N and WS-RF set of speciﬁcations deﬁne the Grid service interface [29]. In the following we give a brief outline of the speciﬁcations and also provide
a detailed mapping of the speciﬁed operations to the persistent state of a stateful computation deﬁned as a workﬂow.
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3.2.1. WS-Resource
This speciﬁcation deﬁnes the implied resource pattern [30] as being the relationship
between a Web service, the WS-resource, and a resource. A WS-Resource is deﬁned to
be a Web service through which clients can access the state of a resource and manage its
lifetime. The WS-Resource uses implementation speciﬁc means to access the underlying
resource. The speciﬁcation is not very restrictive with respect to what can be considered
a resource. The only requirements a resource has to satisfy is that it needs to be uniquely
identiﬁable and that it has properties. Workﬂow instances meet these requirements as
they are usually associated with unique identiﬁers and contain state information which
can be interpreted as properties.
Thus, we propose to map a workﬂow instance storing the state of the execution of a
composite service to a resource. As we are going to show, clients can manage a workﬂow
instance through the standard operations provided by a WS-Resource interface. Because
the set of state attributes (i.e., the properties) is identical for all instances of a given
workﬂow, only one WS-Resource interface per workﬂow is required to operate on all
instances of the particular workﬂow. However, for each workﬂow that is published as a
stateful service, an additional WS-Resource interface is required.
Furthermore, since the mapping between resources and workﬂow instances is a bijection and each workﬂow instance already has its own unique identiﬁer, we can reuse the
same identiﬁer for the corresponding resource. Thus, the workﬂow identiﬁer becomes
part of the resource endpoint reference and will have to be included in all messages sent
to the WS-Resource in order to correlate the client request with the individual workﬂow
instance.

3.2.2. WS-ResourceLifetime
The WS-ResourceLifetime speciﬁcation deﬁnes the management of a resource by providing means to either destroy a resource instance immediately via the Destroy operation
or to schedule its destruction at a speciﬁc point in time by using the SetTerminationTime operation. The scheduled destruction time is a property of the WS-Resource and
can therefore be queried, set and thereby extended accordingly.
Both operations deﬁned in this speciﬁcation, immediate and scheduled destruction, are
mapped to the lifecycle of the workﬂow instance and its state. In addition to discarding
the state of a workﬂow instance, destruction will also interrupt and terminate the ongoing
execution (if the workﬂow is still running).
Since the speciﬁcation does not include a standard mechanism for resource creation,
we discuss several alternatives for instantiating a new workﬂow upon resource creation.
Related to this, we also describe two additional operations to control the state of the
workﬂow associated with a resource, once it has been created.
The ﬁrst way to create a resource, is through the startProcess operation. This
operation instantiates a workﬂow and begins its execution after having allocated a new
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resource for it. In some cases, e.g., for parameter sweep computations [3], the same
workﬂow is started multiple times with diﬀerent input parameter values. Calling the
startProcess operation several times to do so may be expensive. Thus, we also provide
the startBatch operation which, instead of starting only one workﬂow, starts a batch
of identical workﬂows that may receive diﬀerent input data.
Additionally, in order to enable more ﬁne-grained lifecycle management of the workﬂow execution we provide the (non-standard) Suspend and Resume operations which
allow the client to pause the execution of a workﬂow and to subsequently resume it.
The suspend operation amounts to setting a breakpoint before the next task which is
to be executed. Execution will be suspended once the breakpoint is reached. These two
operations can be used in conjunction with the ability of modifying property values of
the associated resource, so that the changes can be applied by assuring the client that
the state of the suspended workﬂow has not changed and thus ensuring the consistency
of the result.
Finally, the startSuspended operation is an atomic combination of the startProcess and Suspend operation which prepares a new workﬂow instance for execution but
does not start it. This operation can for instance be useful to start a workﬂow, subscribe to its topics and only then resume execution, thereby making sure none of the
notiﬁcations sent due to the subscriptions is missed.

3.2.3. WS-ResourceProperties
This speciﬁcation deﬁnes how the properties associated with the state of a resource can
be accessed using a pull mechanism and how they can be modiﬁed. Published properties of a resource are deﬁned in a document associated with the resource. A client
can retrieve the properties document from a resource via the GetResourcePropertyDocument operation or can query the resource for speciﬁc properties by invoking
the QueryResourceProperties operation and can read or write the values of these
properties using the GetResourceProperty and SetResourceProperty operations
respectively.
In the case of resources representing workﬂows, their properties can be directly mapped
to the workﬂow execution state. Since the persistent state of a workﬂow can be modeled as a set of attributes as described in Section 3.1, each of these can be accessed by
clients through the corresponding property of the resource. Thus, each input and output
parameter of the workﬂow (and its tasks) as well as execution related meta-data (e.g.,
proﬁling, debugging, error handling information that is accumulated during the execution of the workﬂow) is mapped to a speciﬁc property. Given the data ﬂow structure of a
workﬂow, it is possible to automatically generate the corresponding resource’s property
document by enumerating its state attributes.
In particular, we distinguish between read-only and read-write properties. There is
no need to be able to write properties mapped to intermediate results of tasks as well
as to ﬁnal results of the workﬂow (i.e., mapped to output parameters). Also, writing
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properties that are mapped to instance attributes set by the execution engine should not
be allowed. In fact, doing so would invalidate the state of the workﬂow. Additionally,
there are also constraints regarding the time when such properties can be read. That is,
they can only be read after having been initialized by the execution engine. Violating
these rules leads to a fault message sent to the client.
In contrast to the read-only properties there is also a set of read-write properties.
Input parameters to tasks and also the workﬂow are deﬁned to be read-write properties.
However, also in this case there is no need to be able to write to properties that map
to input parameters that have already been used for the computation since it will not
have any inﬂuence on the workﬂow execution. Writing such a property will therefore
also lead to a fault message.

3.2.4. WS-ServiceGroup
With this speciﬁcation, groups are used as a classiﬁcation mechanism to simplify the
discovery and management of sets of WS-Resources. WS-Resources are not allowed to
freely join groups, but must meet certain criteria deﬁned for each group. Groups can
then in turn be queried to ﬁnd all members.
We map the concepts deﬁned in the WS-ServiceGroup speciﬁcation to the execution
of batches of related workﬂows. To do so, service groups are deﬁned so that membership
is restricted to only allow resources representing workﬂow instances belonging to the
same execution batch to join the group.

3.2.5. WS-BaseNotiﬁcation / WS-Topics
The WS-BaseNotiﬁcation and WS-Topics speciﬁcations deﬁne the push mechanism used
by clients to be informed about changes occurring at the resource. With these, clients
are notiﬁed using an asynchronous event-notiﬁcation interaction pattern. A client can
subscribe to topics deﬁned by a WS-Resource using the Subscribe operation and will
receive the corresponding notiﬁcations from it. The various topics provided by a resource
are deﬁned as one of its resource properties and can thus be queried for.
Similar to the resource properties, we deﬁne the attributes of the state of a workﬂow
instance to be available as topics. This means that whenever a state attribute changes,
subscribed clients will receive a notiﬁcation. The notiﬁcation sent to the clients also
includes the new value of the attribute, in order to reduce the load on the WS-Resource
server.
As an extension, we also include the startSubscribed operation, which atomically
instantiates a resource and subscribes to its changes (the topic is passed as a parameter).
This way, clients are guaranteed not to lose notiﬁcation messages.
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3.3. Applications
In this section we discuss how the previously described mapping improves the handling of
persistent computations in the areas of lifecycle management, monitoring, and steering
of one or a batch of workﬂows.

3.3.1. Lifecycle Management
Mapping WS-Lifetime to the lifecycle of workﬂows and their state provides a useful and
elegant technique to deal with the problem of managing the accumulated state of past
executions of a workﬂow. This allows clients to deﬁne during what time frame they are
interested in the computation’s results to remain stored persistently. If the computation
terminates within this window, its results will be kept as part of its persistent state
as long as the resource instance is not destroyed. Otherwise, the computation will be
aborted upon the expiration of the corresponding resource’s lifetime and its state will be
discarded at a well-deﬁned and predictable time. This is an improvement with respect
to other systems that resort to manual ad-hoc techniques to manage the results of past
computations (e.g., [67]).

3.3.2. Monitoring and Steering
Using property manipulation a client is able to read and write properties that map to
attributes of the underlying state. More speciﬁcally, by reading properties a client can
poll for the current state. Thus, a resource can be queried to ﬁnd out what task has
been reached by the workﬂow, to retrieve intermediate results or to download the ﬁnal
results once the workﬂow execution has completed. However, if a client requires to be
informed about a change of a state attribute mapped to a property, with this propertybased mechanism it still needs to periodically poll the resource to ﬁnd out about the
new value. An alternative method to monitor the workﬂow and its execution is thus
provided by the topics to which the client can subscribe and about which it will receive a
notiﬁcation once the value of the corresponding property changes. This subscribe/notify
form of interaction enables a push model relieving the client from having to poll for the
changed value and the service provider from the overhead introduced by polling clients.
A client can subscribe to execution state changes of individual tasks of the workﬂow and
is thereby able to track the progress of the workﬂow execution.
Steering of workﬂows can be achieved by proactively setting properties to diﬀerent
values. With this, for instance, a client becomes able to reset the value of an input
parameter of a task depending on the result or the value of an output parameter of a
diﬀerent task. Thus, it can steer the execution by following diﬀerent paths in the control
ﬂow and adapting the data ﬂow of the running workﬂow. Since partial results are sent
to the client through notiﬁcations, a client can use this information to perform a form of
error recovery: if results indicate that an exception or failure has occurred, the client can
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take corrective actions and reset input parameters of tasks yet to be executed. To do so
in a safe way in order to avoid inconsistencies, the client should suspend the execution
of the workﬂow by interactively setting a breakpoint on a speciﬁc task or by pausing the
execution of the entire workﬂow immediately. The client is informed with a notiﬁcation
when the breakpoint is reached. After the values of the selected properties have been
corrected, the client can resume execution (Resume).

3.3.3. Managing workﬂow batches
We use the concept of service groups to manage workﬂow batches. With this, a client
can add all started workﬂows belonging to a batch to a service group. Clients can then
read the properties of the service group to ﬁnd all workﬂow instances of the batch. Using
the concept of the service group in this context therefore provides a convenient way of
grouping workﬂow instances so that they can be managed and monitored as a whole.
For example, workﬂows can be grouped by a caller-callee relationship, so that the state
of a set of nested workﬂows is treated as a single resource. This in turn can be used to
keep track of the execution of the entire set of workﬂows and to garbage collect multiple
(but related) workﬂow instances when the corresponding resource is destroyed.
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In this chapter we discuss alternative implementations of the previously presented mapping. In Section 4.1 we ﬁrst brieﬂy describe the workﬂow engine which we have extended.
We then discuss a ﬁrst approach for the implementation in Section 4.2 and evaluate it.
As we can demonstrate with the measurements, the ﬁrst implementation faces signiﬁcant
scalability issues. We therefore present a second approach in Section 4.3 and compare
both approaches in Section 4.4.

4.1. JOpera Workﬂow Execution Engine
In this section we provide a high level description of a workﬂow engine architecture. We
do so in order to describe the constraints imposed by the architecture of Grid workﬂow
engines and to illustrate the mapping between workﬂows and WS-RF/WS-N compliant
services, i.e., Grid services. We take JOpera [88] as an example.

4.1.1. Workﬂow Design and Execution
Using JOpera, developers compose Grid services into workﬂows which are then automatically published as Grid services. The workﬂows are visually composed out of diﬀerent
heterogeneous tasks (mixing coarse grained Grid and Web service invocations with ﬁne
grained Java snippets) which are linked by a control ﬂow and a data ﬂow graph [90].
The control ﬂow deﬁnes the partial order of invocation of the tasks while the data ﬂow is
a directed graph which deﬁnes the data to be copied between the tasks, i.e., what data
is copied between output and input parameters of tasks.
For each execution, a new instance of a workﬂow is created. The runtime state of
a workﬂow instance consists of all data associated with the execution. This includes
all the values of the input and output parameters of the tasks and the workﬂow, as
well as process and task attributes written by the execution engine (e.g., execution
status, debugging, proﬁling and lineage tracking information, and other execution related
metadata). The state of the computation can be stored persistently in a database.

4.1.2. Execution Engine Architecture
The JOpera workﬂow execution includes of following components (Figure 4.1).
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Execution Engine API: The JOpera execution engine provides an API for clients to
issue commands and interact with the engine and the workﬂows deployed therein. Once
a workﬂow is deployed, a client can request to start it. To do so, the engine instantiates
the workﬂow and begins with the execution. The API provides clients with the ability
to start, to stop and to manage workﬂows and their instances.
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Figure 4.1.: Architecture of the JOpera workﬂow execution engine

Execution Engine: The execution engine is in charge of executing workﬂow instances.
It follows the control ﬂow to determine what tasks to execute and the data ﬂow for moving data between tasks. The tasks are executed through the service invocation adapters.
For each workﬂow instance the engine stores intermediate and ﬁnal results in the persistent storage.
Service Invocation Adapters: The engine dispatches task executions to the Grid
service adapters. These adapters carry out the actual invocation of the Grid service.
The execution engine can use diﬀerent adapters for diﬀerent kinds of services.

4.2. Mirrored Architecture
In this section we describe a ﬁrst implementation of the mapping of workﬂows to resources using the WS-Core implementation of WS-RF and WS-N. WS-Core provides a
complete implementation of the WS-RF and WS-N speciﬁcations [55]. Being written in
Java, it can easily be integrated with the JOpera engine. At the end of this section we
evaluate the approach and motivate the need for a more lightweight implementation.

4.2.1. Architecture
The mirrored architecture (Figure 4.2, left) builds on the idea of using the WS-Core
implementation and to follow its programming model. This prescribes to develop a Web
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Service, the WS-Resource, as well as a resource. Web service and resource are linked
by the ResourceHome which is used to create, ﬁnd, manage and potentially persist
resources. Following this model, we have mapped JOpera workﬂows into resources,
developed the necessary WS-Resource and used the ResourceHome accordingly. With
this, the state of the resource (located in the WS-Core hosting environment) reﬂects
the state of the corresponding workﬂow instance (located inside the underlying Grid
workﬂow engine).
Furthermore, only one WS-Resource needs to be deployed for each workﬂow. This
interface provides access to all of its resource instances as they are addressed by the
endpoint reference sent along with each client request.
In the following, we present how each part of the standardized interface has been
implemented in this mirrored architecture.
Lifecycle management
When receiving a client request to instantiate a workﬂow, the WS-Resource will ﬁrst
create a resource in the hosting environment. Doing so will trigger the resource to also
create a workﬂow instance in the underlying execution engine using the engine’s API.
Since resource instance and workﬂow instance are tightly coupled, the resource instance
is identiﬁed by the workﬂow instance identiﬁer, which is returned by the WS-Resource
to the client.
Should a client request the immediate termination of a workﬂow instance, the WSResource will destroy its resource instance which in turn destroys the workﬂow instance.
In case of a scheduled destruction, this implementation relies on the mechanisms provided by WS-Core to destroy the resource instance in due time. Also in this case,
destruction of the resource instance will lead to the destruction of the workﬂow instance.
Properties
The WS-Resource provides clients with access to the workﬂow instance properties. To
do so, the WS-Resource maintains a list of all properties that can be read and written by
clients. This list is the same for all instances of a workﬂow and can therefore be deﬁned
when the workﬂow is deployed. A resource instance maintains a copy of all properties
and synchronizes each of these with the properties of the workﬂow instance. This is very
eﬃcient for read operations where the value need not be read from the workﬂow instance
but can be returned immediately upon request. If, however, the value of a state element
of a workﬂow instance changes, this method incurs the overhead of having to update the
cached property value in the resource instance. Similarly, changes of resource properties
triggered by clients (e.g., through a set property operation) need to be forwarded to the
underlying engine’s API.
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Figure 4.2.: Mirrored Architecture (left) discussed in Section 4.2 and Embedded Architecture (right) presented in Section 4.3
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Notiﬁcations
As mentioned earlier, the topics to which clients can subscribe are the elements of the
execution state of a workﬂow instance. Once a client is subscribed to a particular topic,
it will receive a notiﬁcation once the value of the corresponding workﬂow state element
changes.
In order to send out notiﬁcations, the resource instance registers listeners with the
engine for the property values the clients have subscribed to. When the value of a topic
changes, the engine calls back the resource instance and informs it about the change.
The resource instance will then notify the WS-Resource which in turn will send out
notiﬁcation messages to subscribed clients.

4.2.2. Evaluation
In this section we evaluate the performance of the WS-RF enabled workﬂow execution
engine. We focus on determining the cost of several resource creation alternatives and
showing that the system can to handle a very large number of resources. However, as
we show, the system does not scale well in face of a large number of clients accessing
the service simultaneously, motivating the work presented in the following section.
Resource Instantiation Method
startSuspended+Resume (SR)
startSuspended+Subscribe+Resume (SSR)
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Figure 4.3.: Throughput and response time of diﬀerent resource instantiation methods

The experiments have been carried out by installing the JOpera Grid service composition engine on a server running Linux (RedHat AS 4), equipped with two AMD Opteron
2.4GHz CPUs and 2GB of memory. The clients were running on a cluster of 64 dual
processor (1Ghz) nodes connected with a 100Mb/s local area network.
Resource Creation
In a ﬁrst set of experiments, we measured the time required to instantiate a workﬂow
and to subscribe to one of its properties in 4 diﬀerent ways. We did the ﬁrst using the
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startProcess (S) and the combination of startSuspended and Resume (SR). The
latter was done with a combination of the three operations startSuspended, Subscribe and Resume (SSR) and also with these three operations merged into one, the
startSubscribed (SS) operation. We ran the experiments with up to 100 concurrent
clients. The response time and the throughput are shown in Figure 4.3.clients ranging
from 1 to 100, each requesting the creation of 100 resources. The results are shown
in Figure 4.3 with the response time at the top and the throughput at the bottom of
the ﬁgure.
Response Time: Resource creation with S has a lower response time than SR
because in the former case only one operation is invoked compared to two in the latter
case. The response time for instantiation requests in both cases scales linearly with the
number of clients. Also SS performs faster than SSR. This can again be attributed to the
fact that the former is executing only one operation whereas the latter executes three.
From the results it can also be observed that the operations involving a subscription
(SS and SSR) are signiﬁcantly slower than the others, even in the case of SS, where
instantiation and subscription are done atomically. Thus, the time required to subscribe
to a topic outweighs the time required for message transfer.
Throughput: The throughput (Figure 4.3 bottom) for the diﬀerent methods of resource creation gives a similar picture as the response time: S has the highest throughput, followed by SR. Again, the two methods that include a subscription to a topic, SS
and SSR, have the lowest throughput. This shows that subscription is costly, as multiple concurrent clients must be synchronized to access the shared resources subscription
table. This operation gets slower the more resources are present. For the operations involving a subscription, we have also measured the throughput of the notiﬁcations sent by
the Grid service container to the clients, observing that at most 26 notiﬁcations/second
could be sent for 6 clients, each creating and subscribing to 100 resources.
Workﬂow batch instantiation: In order to motivate the need for the startBatch
operation, we have also compared the time it takes to instantiate workﬂow batches of
diﬀerent sizes by calling the startProcess operation repeatedly and the startBatch
operation once. As can be seen in Figure 4.4, starting the workﬂow batch with the
startBatch operation is drastically faster. With it, creating 105 resources takes less
than a second, compared to almost 3 hours with the startProcess operation.

Querying Properties Overhead
In this experiment we used one client to create a resource and get the value of one of
its properties and measured the time it requires to execute the getResourceProperty
operation. The results shown in Figure 4.5 indicate that the time required for the
operation increases linearly with the number of resources instantiated starting at 40ms
and growing to only 70ms when 100’000 resources have been created. This is because
before the value of the property can be read and be sent back, also here the resource
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Figure 4.4.: Comparison of diﬀerent methods for starting workﬂow batches
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Figure 4.5.: Property access overhead with an increasingly large number of resources
Scalability
The goal of this experiment is to perform a basic evaluation of the scalability of the
mirrored architecture and to study the design problems that limit it. For these measurements we have used the same set up as before. Up to two clients were run on each
node. In order to reduce the size of the conﬁguration space, the WS-Core installation
was conﬁgured to use a pool of 100 threads to handle client requests and all security
mechanisms were disabled.
First, we measured the throughput of the raw hosting environment. By deploying
a simple Web service and invoking it with up to 100 concurrent clients, we observed
that this amount of clients is not enough to saturate the Web service (Figure 4.6).
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Unfortunately, this result does not hold for the WS-Resource used to create resources by
calling the Grid workﬂow engine. For this case, our results indicate that the throughput
reaches the maximum at 36 resource creations per second with only 5 clients. Clearly,
this performance is not enough in large scale applications.
Web Service

Throughput (requests/s)

600

Mirrored

500
400
300
200
100
0
0

10 20 30 40 50 60 70 80 90 100

Number of Clients
Figure 4.6.: Comparison of the throughput when calling a raw Web service and the create
resource operation of the WS-Resource

In order to ﬁnd the bottleneck, we have analyzed the execution proﬁle of resource
creation requests. WS-Core builds on its own hosting environment. Client requests are
accepted by a ServiceDispatcher which uses a pool of ServiceThread s to service them. In
our experiments, this pool was conﬁgured to use up to 100 threads, therefore we believe
that the scalability problem is not due to a misconﬁguration of the system. Moreover,
as the throughput of the plain Web service indicates, the loss in performance happens
past this point.
Following the proﬁle shown in Figure 4.7, a ServiceThread locates the deployed Web
service (in our case the WS-Resource) and calls it to execute the requested operation on
the resource. To do so, ﬁrst the resource object is located (or created), one of its methods
is called and the results are returned to the client. In this architecture, resources are
managed by a central component, the ResourceHome. Thus, when a resource is created,
the WS-Resource delegates this operation to the ResourceHome, which instantiate a new
Resource object. As part of the implementation of our mapping, the constructor of the
Resource class instantiates a workﬂow by calling the engine’s API.
We measured the time needed for each of these steps in case of 1 client and 20 concurrent clients (Figure 4.8). The time spent in the create method is much bigger than
the time actually required for instantiating the resource in case of 20 clients. The rela-
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Figure 4.7.: Sequence diagram of the resource creation operation
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Figure 4.8.: Average time required for each of the methods called when creating a resource (as shown in Figure 4.7) in case of 1 and 20 client(s)

tive diﬀerence between these two times is not as big in case only one client is creating
resources. This clearly indicates a contention problem in the create method preventing
multiple clients from creating resources simultaneously.
From this analysis it can be concluded that while linking the WS-Resource and the
resources using the ResourceHome adds ﬂexibility (in terms of ﬁnding, managing and
making resources persistent), it also involves synchronized access to the resources. This
synchronization is thus the main reason for the increased time required to create resources when multiple clients are doing so concurrently. This bottleneck leads to the
performance loss observed in Figure 4.6.
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4.3. Embedded Architecture
As shown in the previous section, synchronized access to the ResourceHome can amount
to a performance penalty when a large number of clients accesses a resource simultaneously.
In the context of publishing workﬂows as resources, the mechanisms provided by the
ResourceHome are not strictly needed. Equivalent functionality to the one provided
by the ResourceHome is available in the vast majority of Grid workﬂow engines. As
a consequence, the API of the engine can be directly used to ﬁnd, manage, destroy
and create the workﬂow instances. In this architecture, the WS-Resource only provides
a translation of all client requests in terms of the engine API. This way, the state of
the resources becomes embedded into the engine. Although this involves accessing the
engine for all resource operations, it removes unnecessary redundancies and, as we are
going to show, provides much better scalability.
Figure 4.2 (right) depicts the embedded architecture of the WS-RF speciﬁcation implementation in the context of JOpera. Clients interact with the WS-Resource hosted on
top of the execution engine API. The WS-Resource uses the API to access the resources
stored in the persistent storage. Diﬀerent workﬂows designed and run in JOpera are
mapped to diﬀerent WS-Resources. Still, there is only one WS-Resource made accessible in the hosting environment. This WS-Resource uses the URI to map the request
to a given workﬂow and the endpoint in order to map it to a particular instance of the
workﬂow.
Upon arrival of requests, the WS-Resource will directly use the engine’s API to access
the persistent storage in order to store and retrieve information about the state of
instances. With this solution access to resources is synchronized on the lowest possible
level: only read and write access to the same resource is synchronized by using threadsafe data structures.

4.3.1. Lifecycle management
When receiving a request to create a resource, the WS-Resource reads the workﬂow name
out of the URI from the request received and instantiates a workﬂow. The identiﬁer of
the workﬂow is returned as the ID of the resource. Destruction, be it immediate or
scheduled, removes the accumulated state of the workﬂow instance and if necessary also
interrupts workﬂow execution.

4.3.2. Properties
Properties in the embedded implementation are handled as follows: when a client requests to read a property of a resource instance, the WS-Resource uses the engine API
to retrieve the value from the persistent storage. In case of a write property request, the
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WS-Resource will also use the engine’s API to write the value directly into the persistent
storage.

4.3.3. Notiﬁcations
Subscriptions to topics are also considered to be resources according to the speciﬁcation [44]. In the embedded implementation this would mean to map them to a workﬂow
and to create a workﬂow instance every time a client subscribes. Subscriptions however
do not require the ﬂexibility provided by workﬂows and it is therefore more eﬃcient and
simpler to store them in a list located in the WS-Resource. To be able to send out notiﬁcations once changes in the state of the resource occur, we use a mechanism provided
by the JOpera execution engine. The WS-Resource registers listeners with the engine
and will receive notiﬁcations once state changes occur. It will then match subscriptions
with the state changes and will send out the corresponding notiﬁcations.

4.4. Comparison
The goal of this second set of measurements is to show and compare the performance
under heavy load induced by an increasing number of clients concurrently accessing
a resource through the WS-Resource interface using the mirrored and the embedded
architecture. The same setup that has been used for the initial measurements presented
in Section 4.2.2 has also been used for these experiments.

4.4.1. WS-Resource Creation
Although resource creation is not speciﬁed in the WS-RF set of speciﬁcations, it remains a very important operation. In our case, it represents the submission of a new
computation to be started by the workﬂow engine. In a ﬁrst series of experiments we
have therefore measured the response time and the throughput when a variable number
of clients simultaneously initiates the execution of a workﬂow instance by creating the
corresponding resource.

Figure 4.9(a) shows the number of resources created per second when using both
architectures serving up to 100 clients at a time. Each client creates 1000 resources
as fast as possible. The mirrored architecture reaches its peak throughput of 36 new
resources/second with only 5 clients. We have investigated this problem and presented
our ﬁndings in Section 4.2.2. The embedded architecture does not suﬀer from this
limitation and it reaches a throughput of over 250 resources/second with 100 clients. In
this case, we were not able to saturate the system.
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Figure 4.9.: Throughput (a) and response time (b) of the create resource operation
Figure 4.9(b) shows the response times for resource creation. With an increasing
number of clients concurrently creating resources, the response time increases as is to be
expected. In case of the mirrored architecture, the response time grows very high, to up
to 2.4s in case of 100 concurrent clients. This is because this implementation is only able
to serve up to 36 clients requests per second while additional requests will have to wait.
The response time in case of the embedded architecture grows one order of magnitude
less (0.25s), as the system has enough capacity to deal with 100 clients.

4.4.2. WS-Properties
In these experiments an increasing number of clients reads the property of a single
resource 1000 times. The response time for both architectures only grows slowly with an
increasing number of clients (Figure 4.10(b)). The throughput increases linearly when
more clients read the properties in case of both architectures. In this case, the mirrored
architecture outperforms the embedded one. This can be explained by a caching eﬀect.
The state of the resource is kept closer to the clients and is thus faster to access. Given
that all clients were reading from the same resource, the cache in the ResourceHome is
able to fulﬁll all requests.

In case of the embedded architecture, requests of reading property values have to be
mapped to queries to the underlying engine API, which makes their execution path about
10ms longer with 100 concurrent clients. Nevertheless, this overhead seems acceptable
in view of the advantages in other performance measurements.
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Figure 4.10.: Throughput (a) and response time (b) of the read property operation

4.4.3. WS-Notiﬁcation
In a next series of experiments we have measured the diﬀerent implementations of WSNotiﬁcation. In the ﬁrst experiment we have measured the time it takes a client to
subscribe to a certain topic. To do so, an increasing number of clients (1 to 100)
subscribes to 1000 topics as fast as possible. We have measured the throughput and the
response time for both architectures. In case of the mirrored architecture, we used two
conﬁgurations of WS-Core. The ﬁrst stores subscriptions in memory, the second one
makes them persistent on disk.
The mirrored architecture relies on WS-Core to manage its subscriptions. WS-Core
follows the WS-N speciﬁcation and treats subscriptions as resources. Thus, it uses a
SubscriptionHome, which inherits the scalability problems of the ResourceHome implementation. As our measurements indicate (Figure 4.11(a)), the throughput reaches a
maximum at 50 subscriptions/second. As expected, persistent subscriptions are more
expensive than volatile ones (Figure 4.11(b)).
As previously described, the embedded implementation relies on the engine’s API
to maintain the client subscriptions and only maps the WS-N topics to the addressing
mechanism used by the engine to identify each element of a workﬂow execution state
which may change. This greatly speeds up subscribing to a topic, as we observed from the
throughput which grows linearly with the increasing number of concurrent subscribers.

In the next experiment we measured the throughput of the two architectures in terms
of sending out notiﬁcations. Although there are many combinations of the number
of subscribers, number of resources and number of subscriptions to topics that could
aﬀect this performance metric we focus on one setup. Each client (from 1 to 100)
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Figure 4.11.: Throughput (a) and response time (b) for the subscribe operation
subscribes to one topic of the same shared resource. This resource goes through 100 state
changes, which will be reported to all subscribed clients by sending them 100 notiﬁcation
messages. Thus, in the experiment, the Grid service sends from 100 notiﬁcations (with
1 client) up to 10’000 notiﬁcations (with 100 clients).
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Figure 4.12.: Throughput for matching events with subscriptions and sending
notiﬁcations

For both architectures, the throughput does not saturate with 100 clients. However,
the mirrored architecture is only able to send 180 notiﬁcations/second (with volatile subscriptions) and 100 msg/s (persistent subscription). The embedded architecture sends
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out notiﬁcations at a higher rate (550 msg/s). The reason for this performance improvement lies in the fact that in the mirrored implementation the local copy of the state needs
to be updated whenever a notiﬁcation from the engine is received. Furthermore, this
implementation relies on WS-Core to call back subscribed clients, and it appears that
each notiﬁcation is sent out sequentially. Instead, in case of the embedded architecture
this is not a limitation as clients are notiﬁed in parallel.
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In this part of the book we presented our approach to bridge the gap between two abstractions: resources and workﬂows. We did so in order to enable recursive composition
of potentially stateful services, where the workﬂow deﬁning how services are composed,
is published itself as a stateful service. This mapping has been described in terms of the
concepts deﬁned by the Web Service Resource Framework (WS-RF) and Notiﬁcations
(WS-N) and is applicable to several service composition languages and tools sharing the
notion of a workﬂow or process. With it, stateful computations modeled with a workﬂow
at design-time can be managed at run-time through a standardized interface provided
by the corresponding resource. By reporting on the implementation of such a mapping,
we have shown the feasibility of using a WS-Resource interface to initiate, monitor,
steer, suspend, resume and delete the persistent execution state of a computation by
creating and destroying the associated resource and reading, writing and subscribing to
its properties.
We have ﬁrst considered an architecture where this mapping is implemented by mirroring the persistent state of the execution of a workﬂow as the state of the published
resource. This has the advantage, as our experimental results show, that clients can
directly access such resources without the overhead of going through additional layers of
the system. Furthermore, wrapping the API of a workﬂow engine within WS-Core also
reduces the development eﬀort required to make the workﬂow engine standard compliant,
as the infrastructure providing the implementation of such standards can be reused. The
disadvantage of this approach lies in the redundancy introduced in the system, where the
state of the resources is duplicated across diﬀerent components. This has the drawback
that concurrency control is performed early in the request processing pipeline and the
scalability of the system suﬀers when facing a large number of concurrent clients.
As an alternative, we have presented a second architecture, where the state of a resource is embedded into the underlying workﬂow engine and the mapping involves a
direct translation of the client requests from the standardized WS-RF interface to the
engine API. Although with this solution all requests have to be serviced through the engine, incurring in slightly higher response time, the embedded architecture scales much
better as the concurrency control is performed on a more ﬁne grained level within the
workﬂow execution engine. The results of our experimental performance evaluation of
the second approach indicate that the overhead introduced is minimal and that the system scales well to manage the lifecycle of hundreds of thousands of resources representing
workﬂow instances in the underlying execution engine.

Part II.
Autonomic Workﬂow Execution

6. Introduction
6.1. Motivation
Workﬂow management systems are increasingly being applied to domains beyond traditional business process automation. Examples include e-commerce [98, 116], virtual
laboratories [5], DNA sequencing [77], scientiﬁc computing [7, 75], and Grid computing [19]. More recently, the idea of process-based Web service composition [20, 69] as
well as modeling and enforcing business conversations and protocols followed by Web
services [6, 68, 126] has gained widespread acceptance.
Such open service oriented architectures face an important scalability problem when
the services published on the Web become successful. Successful services have the potential to be concurrently invoked by a very large number of clients [84], imposing high
demands on the underlying workﬂow management infrastructure. Whenever a new conversation is started, a new workﬂow instance has to be created. Then, for every message
exchanged with the service, the state of the underlying workﬂow has to be updated to
reﬂect the progress of the conversation.
In scenarios where workﬂow engines are used in an open environment, i.e., where
workﬂows implementing diﬀerent applications are oﬀered as service to users, the characteristics of the actual workload executed by the engine are not known at the time
the system is deployed. Thus, e.g., it may be diﬃcult to choose between a centralized
solution or a distributed implementation of the engine. Although a distributed engine
may solve some of the scalability issues [9, 59], it opens up the problem of conﬁguring the system in an optimal way. Considering the number of parameters involved and
the variability of the workload, having a system administrator in charge of manually
monitoring and reconﬁguring the system does not seem a feasible solution.
To address this problem, we have in a ﬁrst step designed and implemented a ﬂexible
platform for workﬂow execution as part of the JOpera project [88] which achieves scalability by replicating its key components across a cluster of computers. Additionally,
the system incorporates autonomic computing principles [61] such as self-conﬁguration,
self-optimization and self-healing [49]. The system employs an autonomic controller in
order to remove the need for manual conﬁguration. This controller monitors the current
workload and state of the system. It uses this information to determine whether the
system is running in the optimal conﬁguration or, alternatively, whether reconﬁguration
actions [87] have to be carried out. For example, if a peak of workﬂow execution requests
is detected, more nodes of the cluster are allocated to process them.

6. Introduction
To deﬁne the behavior of the autonomic controller, we have developed basic policies [93]. These policies can be chosen according to diﬀerent goals (e.g., minimize
resource allocation or minimize response time). While such policies deﬁne how the
autonomic controller reacts to changes in the workload by adapting its conﬁguration, its
exact behavior depends on conﬁgurations using thresholds. Using such threshold-based
policies is only a partial solution to the self-conﬁguration problem: if it is diﬃcult to
set the optimal conﬁguration of a system, optimally conﬁguring an autonomic controller
with such thresholds is an even harder problem [15].
As an example, in our experience with the JOpera autonomic workﬂow engine, we
observed a 287% performance variation depending on the values of thresholds used by
the autonomic controller policies, which is similar to the performance variation of a
misconﬁgured engine.
Autonomic controllers that require to be conﬁgured – with parameters, thresholds,
or ’if-then’ rules – defeat the goal of automatic self-conﬁguration and do not really
help system administrators to deal with the complexity of managing their systems [62].
Instead, they potentially make it even more complex to manage a system, due to the need
of understanding the impact of the controller conﬁguration parameters on the overall
system performance.
As a ﬁrst step to work towards zero-conﬁguration policies, we have looked at standardized controllers and implemented a PID policy [53], for which speciﬁc conﬁguration
and tuning techniques are available. If however the characteristics of the system or
the workload change, the PID controller may need to be tuned again. Starting from
an analytical model of the system under control, we therefore have also developed a
zero-conﬁguration policy removing any need for conﬁguration [48].
The remainder of this part is structured as follows. The rest of this chapter discusses
related work. In Chapter 7, the architecture of JOpera, the workﬂow engine we have
used to implement the autonomic extensions, is presented. In the same chapter we also
describe how JOpera can be replicated across a cluster and motivate with measurements
our further work by showing how diﬃcult it is to ﬁnd a suitable conﬁguration of the
distributed execution engine for a given workload. We subsequently describe capabilities
and architecture of the system with the autonomic controller (Chapter 8) and illustrate
the feasibility of the approach. In the next chapter (Chapter 9) we then present the
basic, threshold-based policies which can be used to deﬁne the behavior of the autonomic
controller. We then gradually remove any need to conﬁgure the policies, working towards
zero-conﬁguration policies and discuss the resulting policies in Chapter 10. We conclude
this part of the book with conclusions in Chapter 11.

6.2. Related Work
Decentralization of workﬂow process execution is an important area of research. Typically this is done to support business processes across companies without having to
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use a centralized entity [21]. This type of process decentralization can lead to higher
throughput but it also introduces several problems on its own such as the lack of a global
view over the process. It also does not address the scalability and reliability problems
per se since the problem is simply translated to each node that executes parts of the
process.
A large amount of research results is available in the context of scalable process execution engines (e.g.,[9, 21, 52, 59, 91]). However, given the design of a distributed engine,
the practical problem of how to conﬁgure it at runtime in order to achieve good performance under diﬀerent workload conditions is still poorly understood. As an example,
the GOLIAT [40] tool uses the expected characteristics of the workload to make predictions about the performance of a certain conﬁguration of the Mentor-lite engine. At
deployment time, the tool helps the user to determine interactively how many resources
should be allocated to achieve the desired level of performance.
In [60] an approach to self-optimizing computer systems has been developed. The
approach uses an online control algorithm which relies on workload prediction to optimally reconﬁgure a Web server with respect to QoS goals over a limited time horizon.
The problem of adaptively replicating functionality to achieve higher throughput has
also been identiﬁed by the database community (e.g. [46, 121]): unbounded replication
of functionality can lead to performance losses. The challenge therefore is to replicate
distinct functionality depending on the workload only when required.
We on the other hand propose to use autonomic principles [58] to determine the conﬁguration of the distributed engine automatically, taking into account measurements of
the system’s performance under the actual (and unpredictable) workload. Furthermore,
with our approach it is not required to allocate resources to the engine on a permanent basis, as the autonomic controller can grow and shrink the system dynamically
using whatever shared resources are available at the moment. In this context, the problem of optimally choosing which resource to use is dual to a resource management and
scheduling problem (e.g., [101]): whereas a scheduler attempts to ﬁt the workload to the
available resources, the goal of the autonomic controller is to adapt the conﬁguration of
the resources to better service the workload.
Reducing or removing conﬁguration and maintenance overhead, zero-conﬁguration is
a very important requirement for improving the acceptance and usability of systems.
This has been recognized, for example, in the area of networking for some time [22].
In the context of autonomic computing, the problem and the diﬃculty of conﬁguring
controllers based on low-level performance indicators has been recognized [15]. The
use of higher-level policies and goals has also been studied [62]. Other approaches [78]
express the goals in the form of quality of service parameters which need to be set to
deﬁne the behavior of the system. Using these parameters, a QoS controller estimates
the QoS provided by the system in the short-term, matches it with the desired QoS and
performs conﬁguration changes to optimize the system with respect to the QoS goal. In
our approach, we propose to employ policies that remove the need for any conﬁguration
of the controller.
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A more holistic approach [65] goes beyond reconﬁguring the engine and also targets
at reconﬁguring the complete environment: possible reconﬁguration actions for instance
also include moving services used by the workﬂow between nodes. Instead of reconﬁguring the engine, also the workﬂow can be reconﬁgured in order to react to a changing
environment [8]. Using late binding, the services used by the workﬂow are determined
during execution through metadata attached to the workﬂow.
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In this chapter we motivate our work on autonomic computing applied to workﬂow
execution engines. We will use the following deﬁnition of a workﬂows in the remainder
of this part. Workﬂow processes (or workﬂows) model the interactions between diﬀerent
tasks by deﬁning the data ﬂow and control ﬂow between them. The data ﬂow deﬁnes
data exchanges between tasks whereas the control ﬂow constrains the order of task
invocations [39].
With this, we ﬁrst outline the architecture of JOpera, the workﬂow execution engine
we have extended as part of the work presented in this book, in Section 7.1. We then
discuss how the functionality of JOpera can be replicated on a cluster of computers
to allow for scalable workﬂow execution in Section 7.1.1. With the distribution of the
functionality however also comes the question of how to conﬁgure the distributed engine.
Diﬀerent workloads may require diﬀerent conﬁgurations of the engine to execute a given
workload fast as we illustrate in Section 7.2. From this we develop requirements for an
autonomic controller which will adapt the engine’s conﬁguration to characteristics of the
current workload (Section 7.2.3).

7.1. Workﬂow Execution Engine Architecture
The execution of a process begins with a request sent through the corresponding API of
the engine. Processes can be started by users or can be invoked from other processes (as
recursively called subprocesses). The engine API queues such requests into the process
execution requests space (or process space). As shown in Figure 7.1, these requests are
handled by the navigator, which 1) creates a new workﬂow instance into the process
execution state space and 2) begins with the actual enactment of the workﬂow. To do
so, the navigator uses the current state of the execution of a process to determine which
tasks should be invoked next based on the control and data ﬂow dependencies that are
triggered by the completion of the previous tasks. Once the navigator determines that a
certain task is ready to be invoked, the corresponding tuple is stored in the task execution
request space (or task space).
The invocation of the tasks is managed by the dispatcher component. The name of
this component is derived from its function of executing tasks by dispatching messages
to and from the corresponding service providers. These include, e.g., worklist handlers
for tasks that should be carried out by human operators, but also standard compliant
Web services, as well as many other kinds of services [89]. After the execution of the task
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Figure 7.1.: Logical architecture of the JOpera distributed workﬂow execution engine

has been ﬁnished, the dispatcher notiﬁes the navigator through the event space. More
precisely, the dispatcher packages the results of the invocation into a task completion
tuple, which is posted into the event space. Such tuples are then consumed by the
navigator in order to update the state of the execution of the corresponding process and
carry on with its execution.
The main reason for separating the execution of the workﬂows from the execution of
their tasks lies in the observation that these operations have a diﬀerent level of granularity. It is to be expected that the execution of task performed by the dispatcher may
last signiﬁcantly longer than the time taken by the navigator for scheduling it. With our
approach, the platform supports the parallel invocation of multiple tasks belonging to
the same process. Furthermore, a slow task does not aﬀect the execution of other processes running concurrently because these two operations are handled asynchronously
by diﬀerent threads. This is already an important departure from existing workﬂow
engines where navigation and dispatching are serially executed by a single thread.

7.1.1. Distributed Workﬂow Execution
Decoupling process navigation from task invocation enables the system to scale along two
orthogonal directions. In case a large task invocation capacity is required, the dispatcher
thread can be replicated across multiple nodes to manage the concurrent invocation
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of multiple tasks. Likewise, if many processes have to be executed concurrently, the
navigator can also be replicated. The resulting pool of navigator and dispatcher threads
are loosely coupled by using tuple spaces as depicted in Figure 7.1. We have chosen to
use tuple spaces primarily for their persistent data storage capabilities as well as for the
simple API provided. This way, navigators generate tuples containing task execution
requests which are consumed by the dispatchers. Similarly, dispatchers send tuples back
to the navigators to notify them of the results of the invocations. Thus, it is possible
to scale the system to run on a cluster of computers, as navigators and dispatchers can
be physically located on diﬀerent nodes. However, at most one thread (dispatcher or
navigator) is running on a node at a given time.
Tuple space also provide ﬂexibility. First, thanks to their ﬂexibility, it becomes feasible
to dynamically reconﬁgure the system, as the number of navigators and dispatchers can
be increased or decreased without having to stop the whole system. To do so, the system
oﬀers a reconﬁguration API that makes it possible to control which thread is running
on each node of the cluster. Second, tuple spaces also oﬀer a convenient mechanism for
instrumenting the system in order to gather performance information that can be fed
back into the self-tuning algorithm of the autonomic controller. Third, they also provide
ﬂexibility with respect to their access semantics as one can conﬁgure the tuple space to
return tuples with FIFO, LIFO or other queue semantics.

7.1.2. Scalable Workﬂow Execution
Although tuple spaces oﬀer good abstractions for decoupling and replicating the navigator and dispatcher threads, they pose a potential scalability bottleneck [85]. To address
this problem, we use several layers of caching between the tuple space and the threads
producing and consuming tuples. As this optimization aﬀects the self-conﬁguration
mechanisms, in this section we describe it in more detail.
Instead of running only one tuple space server on a dedicated node, the distributed
workﬂow engine replicates such tuple space server on each node of the cluster. One of
the replicas is then conﬁgured to act as the global space, while all of the others are
considered to be local with respect to the thread that is running on a particular node
(Figure 7.2).
When a tuple is written by a thread, its destination is chosen in order to place it as
closely as possible to the consumer. Thus, if a navigator posts an event to itself (e.g.,
when a workﬂow calls another workﬂow), the corresponding tuple is written in the local
memory cache. However, if a dispatcher should notify a navigator of a completed task
execution, the dispatcher will write a tuple in the space which is nearest to the receiving
navigator, i.e., its local one. In all other cases the tuple is written in the global space.
With the added complexity of maintaining a routing table which deﬁnes in which space
the tuples should be written into, these optimizations help to reduce the load on the
global tuple space [91].
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Figure 7.2.: Layers of caching between each thread and the global tuple space

This routing table is also used when reading tuples. In order to increase the throughput
of the threads, each thread pre-fetches into its memory cache all relevant tuples, which
are located both in the local and global spaces. This way, the tuples are immediately
available when a thread is ready to take one.
The routing table contains a mapping between the ID of a process instance and the
address of the node on which the navigator thread executing this process instance is located. This mapping is created when a navigator thread ﬁrst begins running a particular
process and is removed when the process is ﬁnished. However, if a system reconﬁguration occurs and a navigator thread should be stopped, such mapping is also temporarily
removed so that tuples are routed to the global space until the process execution is migrated to a diﬀerent node. Also in this case, all cached tuples are ﬂushed to the global
space. The tuples ﬂushed into the global space will be later picked up by a navigator
continuing working on the according workﬂow execution.

7.2. Performance Evaluation
In this section we show that the optimal conﬁguration of the distributed engine (in terms
of the number of navigator and dispatcher threads that are used) is highly sensitive to
its workload. Thus, it is important to be able to change the conﬁguration of the engine
in order to optimally service workloads with diﬀerent characteristics.
For the following experiments, JOpera has been deployed on a cluster of up to 20
nodes. Each node is a 1.0GHz dual P-III, with 1 GB of RAM, running Linux (Kernel
version 2.4.22) and Sun’s Java Development Kit version 1.4.2. One additional node was
allocated to run the global tuple space server, running IBM’s T-Spaces v2.1.3 [57].
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Figure 7.3.: Execution traces for a workload of 800 processes with three diﬀerent
conﬁgurations.

7.2.1. Scalability
The ﬁrst set of results demonstrates the scalability of JOpera. An engine, conﬁgured to
use only 1 dispatcher and 1 navigator, takes 973.22s to execute 800 concurrent processes
of 10 parallel tasks, lasting 8 seconds (Figure 7.3a). For the same workload, this time
drops to 73.13s when the engine is conﬁgured to use 10 navigator and 22 dispatcher
threads.
This static 22/10 conﬁguration is suitable to run this kind of workload (Figure 7.3b).
At the time the 800 processes are started, the system has already enough capacity to
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cope with them. Also, the system is balanced in terms of the number of each kind of
thread so that it can handle the execution of both processes and tasks.
However, misconﬁguring the system may lead to a performance penalty. This can be
seen in Figure 7.3c, where a static 10/22 conﬁguration of 22 navigator and 10 dispatcher
threads has been used to execute the same workload. With this conﬁguration, there is
an imbalance between the number of navigators and dispatchers, as so few dispatchers
cannot cope with the task tuples generated by so many navigators. As opposed to
Figure 7.3b, where the task space oscillates up to 800 tuples, with this conﬁguration,
the task space reaches a peak of 3000 tuples. This imbalance is also reﬂected in the
overall execution, which is delayed by 42.9 seconds or 60.2% compared to the static
22/10 conﬁguration.
These simple results already give an intuition of the diﬃculty of manually conﬁguring the distributed engine. A mistake can lead to longer process execution times and
suboptimal resource allocation.

7.2.2. Finding the Optimal Conﬁguration
In order to ﬁnd the conﬁguration which minimizes the response time of the system for a
given workload, we have carried out another series of experiments using diﬀerent conﬁgurations. Figure 7.4 depicts the total execution times of two diﬀerent workloads: 1000
concurrent processes containing 10 parallel tasks of the duration of 0 seconds (workload
0) and 1000 processes containing 10 parallel tasks of the duration of 20 seconds (workload 20). A total of 15 nodes were used in the experiments and all possible conﬁgurations
starting with 14 navigators and 1 dispatcher up to 14 dispatchers and 1 navigator were
tested.
The speedup proﬁle shown on the right side of Figure 7.4 clearly illustrate that the
optimal conﬁguration for the two workloads is not the same. For workload 20, the
optimal conﬁguration is the one using 9 dispatchers and 6 navigators while for workload
0 the best conﬁguration is the one using 5 dispatchers and 10 navigators. On the
one hand, in the worst case the penalty of a misconﬁgured system is a factor of 5 in
performance. On the other hand, if the system is optimally conﬁgured to handle one
workload, its performance will suﬀer when it is subjected to a diﬀerent one.
This can be illustrated with the following experiment. If we take both of the optimal
conﬁgurations and use them to run a combined workload of two peaks separated by 120
seconds, the ﬁrst consisting of workload 0 and the second of workload 20. With the
conﬁguration optimal for running workload 0, the time is 826 seconds, while the other
conﬁguration is faster with only 758 seconds.
Conﬁguring the system statically therefore has two main problems. First, static conﬁguration potentially leads to ineﬃcient resource allocation, since the engine could release
part of the cluster after processing a surge of requests. Second, a given conﬁguration
may not be optimal to deal with all kinds of workloads, hence reconﬁguration is still
required. In practice, such reconﬁguration is quite diﬃcult to perform manually. With
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the approach presented in the next chapter of this book, we show that it can be done
automatically.
Number of Navigators
1800

15 14 13 12 11 10 9

1600

8 7

6

Number of Navigators
5 4

3 2 1

0

6

Task Duration

1400

8 7

6

5 4

3 2 1

0

5

0 seconds
20 seconds
4

Speedup

1200

Time [s]

15 14 13 12 11 10 9

1000
800

3
2

600
400

1

200
0

0
0 1

2 3

4 5 6 7 8 9 10 11 12 13 14 15
Number of Dispatchers

(a)

0 1

2 3

4 5 6 7 8 9 10 11 12 13 14 15
Number of Dispatchers

(b)

Figure 7.4.: Time required to execute two diﬀerent workloads of 1000 processes using
all possible static conﬁgurations (a) and speedup achieved relative to the
slowest conﬁguration (b)

7.2.3. Autonomic Requirements
As has been shown with experiments before, diﬀerent workloads require diﬀerent conﬁgurations. If such a workﬂow execution engine is run in an open environment it needs to
be reconﬁgured on the ﬂy in order to adapt to changing workloads. We therefore want
to employ autonomic computing principles to allow the workﬂow execution engine to
react to external events. To support autonomic behavior, the workﬂow execution engine
must feature self-conﬁguration and self-tuning to deal with changes in the workload as
well as self-healing capabilities to deal with external events such as node failures.
Self-conﬁguration entails switching the system’s conﬁguration on the ﬂy without
manual intervention and, most importantly, without disrupting the system. This requires the workﬂow execution engine to provide mechanisms to expose the state of its
conﬁguration as well as to support means to dynamically and eﬃciently change the
conﬁguration.
The self-tuning capabilities should ensure that system reconﬁguration leads to a
conﬁguration which is optimal given the current workload. In order to enable selftuning capabilities the workﬂow engine must give access to its internal state such that
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control algorithms can analyze current and past performance information in order to
plan conﬁguration changes in response to the current workload. Our assumption is that
the characteristics of the workload aﬀect the system’s performance and that the selftuning algorithm can optimally adapt the system to the workload by monitoring key
performance indicators.
Finally, the system also needs to provide self-healing capabilities [100]. This means
that it should be able to detect conﬁguration changes due to external events, such as
failures of nodes. If a discrepancy between the model of the conﬁguration and the actual
conﬁguration is detected, the self-healing functionality should perform the necessary
recovery actions. From this, we identify the requirement to support mechanisms for
detecting failures and conﬁguration changes of the cluster and to query the workﬂow
execution state in order to determine how the running processes have been aﬀected.
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In this chapter we will present the autonomic controller in charge of reconﬁguring the
system on the ﬂy, reacting to changes in the workload and the distributed engine. We
will ﬁrst introduce the architecture of the autonomic controller in Section 8.1, describing
in detail the self-tuning, self conﬁguration and self-healing components and how they
interact. We will then continue (Section 8.2) and show with a ﬁrst set of basic experiments that the system will indeed be conﬁgured on the ﬂy adapting itself to the current
workload characteristics. As these experiments also show, having the distributed engine
reconﬁgure the system on the ﬂy improves the performance compared with a manually
and statically conﬁgure engine.

8.1. Autonomic Capabilities
In this section we describe the design of the autonomic controller of the workﬂow engine.
Figure 8.1 gives an overview over its main components (self-tuning, self-conﬁguration,
and self-healing) and the interactions between them.
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Figure 8.1.: Interaction between the components of the autonomic controller

The self-tuning and the self-conﬁguration components interact closely, as the latter
implements the conﬁguration plan proposed by the former. The control loop connecting
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these two components is shown in Figure 8.2. First the self-tuning measures the system’s
performance and based on the new information, it decides whether a reconﬁguration is
needed. The conﬁguration changes are implemented by the self-conﬁguration component
by choosing which nodes of the cluster will be aﬀected. It is worth noting that it may
not always be possible to apply all reconﬁguration decisions, as these are constrained
by the amount of available resources. After a change has been applied, its eﬀects may
not be immediately visible. Hence, to avoid repeating the same decisions based on out
of date information, the controller waits for changes to take eﬀect before restarting the
loop.

Getsystemstate

Wait
and systemstate)

Figure 8.2.: Steps taken by the controller
The self-healing component on the other hand operates rather autonomously. It checks
periodically for discrepancies in the conﬁguration information and the actual conﬁguration of the distributed engine. Diﬀerences are assumed to be failures and this component
will restart failed dispatchers and navigators and resume the work executed on them.

8.1.1. Self-Tuning
The self-tuning component is responsible for determining whether the current system
conﬁguration is optimal. In case an imbalance is detected and a change of conﬁguration is needed, the self-tuning component submits a reconﬁguration plan to the selfconﬁguration component. To do so, the self-tuning component acts upon three diﬀerent
strategies. The information strategy describes which performance indicators should be
monitored in order to enhance the overall performance of the system. The optimization
strategy deﬁnes how to achieve an optimal conﬁguration, i.e., an optimal partitioning of
the cluster between navigator and dispatcher threads. The selection strategy describes
how to map the reconﬁguration decision onto the cluster.
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Information Strategy
By considering the architecture of the workﬂow engine (Figure 7.1), there are several
points that can be instrumented to provide performance indicators. For example, since
the navigator and dispatcher threads communicate asynchronously through tuple spaces,
it is possible to sample the current space size in order to detect whether the system is
balanced. In case the size of the space grows, it is likely that there are not enough
consumers processing its tuples and too many producers of tuples. Conversely, if the
size of a space decreases, there may be too many consumers (or too few producers).
The information strategy therefore deﬁnes that the variation in the size of the tuple
spaces of tasks and processes should be monitored to detect imbalances in the system’s
conﬁguration.
Optimization Strategy
The goal of the optimization strategy is to establish a conﬁguration such that the number of navigator and dispatcher threads is balanced. Since navigator threads produce
task invocation requests and dispatcher threads consume them, the task tuple space is
solely inﬂuenced by the internal system’s conﬁguration deﬁned in terms of the number
of dispatchers and navigators. This does not hold for the process tuple space where
processes are submitted by the API and which is therefore subject to external inﬂuences
which are independent of the conﬁguration of the system.
The optimization strategy thus deﬁnes that the number of dispatcher threads needs
to be increased when the rate of growth of the task space exceeds a certain threshold.
Similarly, if the size of the process space increases, additional navigator threads should
be started in order to execute the newly started processes. Given the limited number of
available resources, the optimization strategy must determine how many nodes should be
allocated to run navigators and how many should run dispatchers threads. Therefore, in
case there are no idle nodes left, a navigator (or dispatcher) thread needs to be stopped
in order to free a node for starting a dispatcher (or navigator). Stopping a navigator
implies less task production capacity and starting a dispatcher means more task consumption capacity. Thus, switching from a navigator to a dispatcher thread eﬀectively
reduces the growth of the task space. Conversely, if all navigators are busy handling
task completion notiﬁcations, the size of the process space will grow and additional
navigators are required to execute the newly started processes.
Selection Strategy
Once the optimization strategy has determined the new conﬁguration of the system,
the selection strategy compares the new conﬁguration with the current one in order
to establish what nodes and threads should be aﬀected by the planned conﬁguration
change.
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Arriving at a concrete conﬁguration that is to be submitted to the self-conﬁguration
component from an abstract conﬁguration plan is done by prioritizing nodes according
to how well suited they are for a conﬁguration change. If there are idle nodes available
and threads need to be started, the idle ones get the highest priority and are selected
for the conﬁguration change. Similarly, if there are more threads than necessary, idle
threads should be the ones stopped. However, if all threads are busy and there are no
more idle nodes, some need to be selected in order to apply the conﬁguration change.
For example, if an additional navigator thread needs to be started, a dispatcher thread
will have to be stopped and vice versa.
Stopping non-idle threads may be expensive and the selection strategy therefore needs
to take this reconﬁguration cost into account when deciding which thread should be
stopped. The simple selection strategy chooses the threads randomly, regardless of the
resulting rescheduling overhead. However, we also experimented with a smart selection strategy that chooses threads with the goal of minimizing the overhead caused by
rescheduled tasks and processes. In this case, threads are further prioritized by the number of tasks (or processes) that they are currently executing. With this heuristic, threads
which are running many processes (or many tasks) are less likely to be interrupted, thus
less work will have to be migrated to a diﬀerent node.

8.1.2. Self-Conﬁguration
As outlined in the previous section, the self-tuning component suggests a new, optimal
conﬁguration for the cluster. It is up to the self-conﬁguration component to execute the
actual reconﬁguration of the cluster. For this purpose the self-conﬁguration component
captures the current conﬁguration of the cluster and applies changes to it. Implementing
the new conﬁguration requires time and the result may not be available immediately.
In order to execute the reconﬁguration plan, the self-conﬁguration component uses
a closed feedback-loop controller that takes as input the suggested conﬁguration of the
self-tuning component as well as the current conﬁguration, as it is reported by the selfhealing component. As threads are being stopped (or started) on remote nodes, this
component periodically checks the progress of these reconﬁguration actions and ensures
that the new conﬁguration is reached. If, in the meantime, the self-tuning component
has suggested another reconﬁguration plan, the execution of the current one will be
interrupted.
Reconﬁguration Actions
The self-conﬁguration component can alter the conﬁguration of the engine as follows:
Starting Threads:
In order to start a thread on a particular node, the JOpera API ﬁrst needs to be started.
The API waits for start and stop commands sent to it. Starting dispatcher and naviga-

54

8.1. Autonomic Capabilities
tor threads can be done as long as the node is idle. The self-conﬁguration component
only needs to issue the start command on the node and the according thread will start
working immediately.
Stopping Navigator Threads:
Stopping a navigator thread entails migrating the state of the processes the navigator
thread is working on and redirecting associated events. Migrating the state of a process
is done by ﬂushing the locally cached state into the global tuple space so that a next
navigator can pick it up and resume working on it. All cached events which the navigator
has not yet processed will also be transferred into the global tuple space. Furthermore,
events that may be triggered by dispatcher threads executing task invocations that belong to a process that is about to be migrated, are redirected to the global event tuple
space.
Stopping Dispatcher Threads:
In contrast to stopping navigators, stopping a dispatcher thread is more diﬃcult. Dispatcher threads are executing tasks that may involve the invocation of a local application
or the interaction with a remote service provider on the Web. In some cases, it may not
be possible to transparently interrupt such executions. Processes can contain metadata
that deﬁnes whether a task is repeatable, which can be used under these circumstances
to choose the appropriate method.
More concretely, we take this into account by providing diﬀerent methods of stopping
a dispatcher thread. The kill method immediately stops all active task executions in
progress on a particular dispatcher thread and ensures that all task invocations will be
repeated on a diﬀerent dispatcher thread by placing the corresponding tuple back in the
task space. Repeating all tasks which have been executing introduces some overhead as
the process execution is delayed. Clearly, this method can only be applied to repeatable
or resumable tasks which are more likely to be found in scientiﬁc computing applications.
The stop method immediately ceases to take tuples from the task space. As a consequence, no new tasks will be started, but the dispatcher will wait for all task executions
to ﬁnish before stopping. This method has the disadvantage that – as long as all tasks
have not ﬁnished their execution – the node is not immediately available for starting
a diﬀerent thread. A dispatcher thread executing a mixture tasks, some requiring stop
semantics while others require kill semantics, may only be interrupted using the stop
method. The engine therefore schedules tasks with kill semantics on speciﬁc dispatcher
threads which can then be stopped immediately allowing faster reconﬁguration of the
system.
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8.1.3. Self-Healing
Independent of the other two components, the task of the self-healing component is to
ensure that the workﬂow engine remains in a consistent state in spite of external events
aﬀecting its conﬁguration. To do so, the component periodically monitors the nodes
of the cluster, checks their availability and compares their state with the information
stored in the conﬁguration space. In addition to this pull strategy, we also keep the conﬁguration information up-to-date by having the newly started threads register with the
conﬁguration state autonomously. A failure is thus detected as a mismatch between the
known conﬁguration and the actual conﬁguration of the cluster. If a failure occurs, the
component ensures that the aﬀected processes and tasks are correctly recovered by the
rest of the workﬂow engine. More precisely, failures are handled diﬀerently, depending
on what kind of thread has failed.
Handling Dispatcher Thread Failures:
In case a dispatcher fails, the tasks that were managed by it are lost and have to be
restarted. The self-healing component queries the state of the execution of the process to
determine which were the tasks currently assigned to the failed thread. These tasks are
automatically restarted by resubmitting the corresponding task into the task execution
request space. This recovery procedure is very similar to the one carried out when the
self-conﬁguration component kills a dispatcher in order to reconﬁgure the system. Also
in that case, some tasks may have to be re-executed.
Handling Navigator Thread Failures: Should a navigator thread fail, the state
of the execution of the process is still available in the global process execution state
space because the navigators perform work only on a cached copy of the state. The
self-healing component can recover the processes by simply removing their entries in the
tuple routing table which point to the failed navigator. This way, all pending events can
be routed through the global space until another navigator becomes available to process
them.

8.2. Autonomic Workﬂow Execution
The goal of this ﬁrst system evaluation is to analyze the autonomic capabilities of the
workﬂow engine. In particular, we want to explore if and how the system is able to adapt
to diﬀerent workload conditions automatically and how it reacts to failures. In this ﬁrst
part we study how, given a workload as described in Section 7.2.2 (1000 concurrent
processes containing 10 parallel tasks with a duration of 0 seconds (for workload 0) and
with a duration of 20 seconds (for workload 20)), the autonomic controller reconﬁgures
the system optimally by using the self-conﬁguration as well as the self-tuning component.
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Then we present an interesting self-healing result where the engine not only recovers
the execution of its tasks, but can also re-balance its conﬁguration to optimally use the
nodes which remain available after a failure.
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Figure 8.3.: Comparison of the execution time when using diﬀerent strategies to run the
combined workloads

As a baseline to compare the results quantitatively, we have used the conﬁgurations
optimal for workload 0 and workload 20 and have executed a combined workload of two
peaks separated by 120 seconds, the ﬁrst consisting of workload 0 and the second of
workload 20. With the conﬁguration optimal for running workload 0, the time is 826
seconds, while the other conﬁguration is faster with only 758 seconds (Figure 8.3, right
two columns). Figure 8.4 (left) shows the behavior of the system as it automatically
adapts its conﬁguration to diﬀerent workloads. We ﬁrst describe the trace of one experiment, obtained by sampling various performance indicators and logging their values at
regular intervals (every second). Then, we compare diﬀerent selection strategies combined with a diﬀerent choice of reconﬁguration actions to determine the corresponding
reconﬁguration overhead.
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8.2.1. Self-Conﬁguration
Figure 8.4a (left) shows the size of the process execution requests tuple space over time.
This gives a good overview of the rate at which processes are queued to be started (the
curve grows) and instantiated and executed by navigators (the curve drops). It also
directly reﬂects the workload which is applied to the system, which – in this experiment
– consists of two peaks with varying characteristics.
The ﬁrst peak occurring at t=0 consists of 1000 processes which execute 10 parallel
tasks having a duration of 0 seconds. The characteristic of the processes requires more
navigators than dispatchers to be started: since the tasks can be executed in virtually
no time, the dispatchers can execute many tasks in a given period of time. As the
dispatchers can handle a lot of tasks, there is a need for a signiﬁcant number of navigators
handling their completion notiﬁcations as well as issuing new ones.
As can be seen in Figure 8.4(left) c, the controller conﬁgures the system accordingly by
allocating only up to 5 dispatchers, while using the rest of the nodes to run navigators.
This conﬁguration will change as the second peak hits the system at t=120s when the
number of processes that still wait to be executed is already declining. As can be seen
in Figure 8.4(left) a, in response to this peak, the number of process execution requests
waiting in the tuple space grows as the new processes are fed into the system.
As these processes begin their execution, the size of the task tuple space also starts to
increase as a result (Figure 8.4(left) b). This can be explained by the diﬀerent characteristics of the second peak. Although it still comprises of 1000 processes, executing 10
parallel tasks, the task duration has now been set to 20 seconds. Thus, more dispatchers
are required, as tasks now take longer to run. Between t=150 and t=200, the controller
attempts to balance a system which lags behind both in the execution of processes (at
t=200, the number of waiting processes peaks at almost 1000) and in the execution of
tasks. Thus, the conﬁguration does not change signiﬁcantly. Once all processes have
been queued, Figure 8.4(left) c shows that actual reconﬁguration starts after t=200.
More precisely, the self-tuning algorithm detects the imbalance and begins to steadily
increase the number of nodes allocated to the dispatcher threads, while reducing the
number of navigator threads. The conﬁguration eventually stabilizes after t=400s. The
system is balanced again, as Figure 8.4(left) b shows: the number of tasks remains stable
(4000) indicating that the number of consumers (the dispatchers) is balanced with the
number of producers (the navigators).
At t=521, all processes have been started and thereby all the contained tasks have
been put into the task execution request space. The number of tasks in the space steadily
decreases thereafter. At second 691 all tasks have been executed and the controller stops
the dispatchers as they become idle. Shortly afterward, the number of navigators reaches
zero, because the self-conﬁguration component also stops these threads as they become
idle.
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Reconﬁguration Overhead
Figure 8.4(left) d shows the reconﬁguration overhead. Whenever a navigator is stopped,
the cached state of its processes is transferred into a global tuple space waiting for a
next navigator to pick it up. More signiﬁcant is the overhead introduced by stopping
dispatchers. If a dispatcher is stopped, all tasks it has been executing are stopped and
need to be repeated leading to a delay in the overall execution of their process.
In this experiment, we compare diﬀerent selection strategies for choosing which thread
running on what node should be stopped. The goal is to determine which strategy
minimizes the reconﬁguration overhead. First of all, we logged the number of tasks and
processes that were rescheduled and migrated as the corresponding thread was stopped.
From this, it can be seen that the random selection strategy (Figure 8.4(left) e) appears
to reschedule more tasks and migrate more processes than the smart selection strategy
(Figure 8.4(left) d). When running the same workload, the number of reconﬁguration
actions is approximately the same, but the height of the peaks is much lower, as the
smart selection strategy chooses the nodes with the least amount of work to be repeated.
This leads to an decrease of the overall execution time of 10.6 seconds (Figure 8.3).
In this ﬁgure we also combine the selection strategies with a diﬀerent choice of reconﬁguration actions (kill vs. stop). As the results indicate, the dominant factor regarding
execution time is the reconﬁguration action. Both selection strategies perform better by
using the kill method instead of the stop method for stopping dispatcher threads. The
reason for this is that when using the stop method, reconﬁguration does not happen
immediately. Instead, the dispatcher must wait until the longest task has been executed. In case of our experiments with tasks lasting up to 20 seconds, in the worst case
reconﬁguration was delayed by 20 seconds.

8.2.2. Self-Healing
The goal of the self-healing experiment is to demonstrate the ability of the system to
react to external changes aﬀecting the conﬁguration of the cluster. In this experiment
the system is initially conﬁgured to use 15 nodes. Then, in order to replace 5 of the
nodes assigned to it, 5 additional nodes are added and a bit later a diﬀerent group of 5
nodes is removed. Towards the end of the experiment, the newly added nodes fail.
This time the workload consists of four peaks of 500 processes occurring every 100
seconds. Each of the processes consist of 10 parallel tasks of 10 seconds duration. Starting with 15 nodes, the cluster has been grown to 20 nodes at t=90 and has then been
reduced by 5 nodes at t=140 and again by 5 nodes at t=230. When the cluster grows by
5 nodes at t=90, the system instantly uses the additionally available nodes by increasing
both the number of dispatcher as well as the number of navigator threads. The increase
of the number of dispatchers leads to a the task space being empty temporarily at t=100
as can be seen in Figure 8.4(right) b. The task space is ﬁlled again soon because the
process space starts to grow when the second peak of the workload is fed into the system.
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At t=140 5 nodes running dispatchers are removed from the cluster. Because there is
still the same number of navigators producing tasks but a smaller number of dispatchers
consuming them, the task space starts to accumulate tuples at t=150 due to this imbalance. The system subsequently adapts to this situation by stopping navigators and
starting dispatchers again between t=155 and t=170 as can be seen in Figure 8.4(right)
c. The growth of the task space slows down shortly after the system has readjusted the
conﬁguration.
Figure 8.4(right) d illustrates the recovery actions performed by the self-healing component: at t=140 ﬁve dispatchers are stopped and therefore the tasks that were currently
running are automatically rescheduled. Navigators were stopped when the system adapts
to the new conditions and their processes were rescheduled shortly after t=150.
The third conﬁguration change at t=230 also involves the loss of 5 dispatchers. The
system reacts consistently. Reducing the dispatchers while leaving the number of navigators leads to a growth of the task space which in turn triggers a reconﬁguration. The
system will subsequently reduce the number of navigators and increase the number of
dispatchers. This change in conﬁguration will again contain the growth of the task space.
The change of the conﬁguration can again be observed in Figure 8.4(right) d where after
the degradation by 5 dispatchers tasks are rescheduled at t=230. At t=250 processes
are rescheduled due to the conﬁguration change which entails stopping navigators and
starting dispatchers.
The diﬀerent conﬁgurations are also reﬂected in Figure 8.4(right) d: because the
number of navigators changes, the slope of the process space also changes. When for
instance comparing the number of navigators between t=40–100, t=130–210 and t=260–
320, one can observe that the slope of the process space size curve becomes ﬂatter. This
is a result of the number of navigators gradually being smaller.
Since there are no additional workload peaks occurring after second 310 the system
will simply execute all processes and tasks until both spaces are empty with a stable
conﬁguration of 3 navigators and 7 dispatchers after t=450.

8.3. Conclusions
Although it is not impossible to ﬁnd an optimal static conﬁguration for a given workload,
it is very diﬃcult to assess the workload a priori and conﬁgure the system accordingly.
In our ﬁrst experiments we have been able to tune the conﬁgurations in order to execute
a given workload as optimally as possible. But workloads with diﬀerent characteristics
lead to diﬀerent optimal conﬁgurations as had been shown in the previous chapter in
Figure 7.4. And if a statically conﬁgured system executes a workload with characteristics
it has not been tuned for, its performance degrades. To overcome this, either manual
reconﬁguration or self-tuning plus self-conﬁguration is required.
As the results of the self-conﬁguration experiment indicate, the autonomic controller
was able to adapt the conﬁguration of the workﬂow engine according to the variable char-
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acteristics of the workload. By combining the workloads of the base line experiments,
the autonomic controller shifted the system’s conﬁguration between the optimal static
ones. This had an impact on the overall performance, as the comparison between diﬀerent versions of the autonomic controller and the optimal static conﬁgurations indicated
(Figure 8.3).
As expected, the smart selection strategy outperformed the random selection strategy.
With it, the impact of a reconﬁguration is minimized, as the least number of tasks have
to be restarted when stopping a dispatcher. Combining the smart selection strategy
for stopping threads with the kill reconﬁguration action leads to the most signiﬁcant
speedup compared to the static conﬁgurations. Overall, for all combinations of a selection strategy with a stopping action the autonomic engine performed better than a
statically conﬁgured one.
The self-healing experiment reﬂects a common situation in the lifetime of a clusterbased system, where nodes are rotated as some of them may have to be taken oﬀline for maintenance. With traditional systems, such intervention would require to
manually determine which parts of the engine would be aﬀected by the reconﬁguration
and manually stop the components running on the nodes to be replaced. As we have
shown in the previous section, the autonomic controller was able to immediately detect
the newly assigned nodes and could also transparently recover and optimally reconﬁgure
the engine when some of the nodes were taken oﬀ-line.
In the followings chapter we will use the autonomic controller as a basis and develop
policies to deﬁne its behavior. With diﬀerent such policies, the autonomic controller can
be conﬁgured to work towards diﬀerent goals. We will ﬁrst present a set of basic policies
which themselves still require some conﬁguration and will then develop policies which
do not require any conﬁguration at all.
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The behavior of the autonomic controller can be deﬁned by using diﬀerent policies
which can be chosen according to diﬀerent goals (e.g., minimize resource allocation or
minimize response time). Such a policy is, as discussed in Section 8.1, deﬁned by a
selection strategy, information strategy and at its core, an optimization strategy. In this
chapter we will ﬁrst deﬁne and evaluate a ﬁrst set of basic policies which have common
information and selection strategies, but diﬀer with respect to the optimization strategy
working towards diﬀerent goals. In Section 9.1 we therefore ﬁrst describe the common
information and selection strategies and discuss diﬀerent optimization strategies. We
will then move on to evaluate these optimization strategies in Section 9.2 and conclude
in Section 9.3.

9.1. Threshold-Based Policies
9.1.1. Information Strategy
The information strategy deﬁnes which performance indicators and which part of the
conﬁguration information are fed back into the autonomic controller.
For the threshold-based policies presented in this chapter we use the size of both spaces
as an indicator. If there is a variation in the space size, i.e., it grows or shrinks, then the
system is not balanced and may require reconﬁguration. If the task space grows, then
there are either too many navigators or too little dispatchers. If the task space shrinks,
then there are either too many dispatchers or too little navigators. The case of the event
space is analogous.
In order to compare the performance of diﬀerent optimization strategies, it is also
useful to measure their corresponding resource allocation. To do so, the system tracks
for how long it has been using a certain node of the cluster. These allocation logs are
kept as part of the conﬁguration information.

9.1.2. Optimization Strategy
The optimization strategy speciﬁes how to achieve certain goals in terms of mapping a
combination of the previously deﬁned performance indicators onto the previously discussed reconﬁguration actions.

9. Basic Policies
In general, the controller addresses multiple (and contradictory) goals. First of all,
it should ensure that the system reacts with reasonable performance under a given
workload. The simplest way to achieve this points to a strategy that conﬁgures the
system to always provide excess capacity so that unpredictable peaks in the workload can
be absorbed. Although this approach maximizes the performance of the system measured
in term of its process execution capacity, it turns out to be wasteful in terms of resource
allocation. Thus, the optimization strategy must provide support for both of these
goals: maximizing the system’s throughput and minimizing the resource allocation. The
simplest optimization strategy we have considered uses a single threshold T compared
to a certain non-negative controlled variable v. Whenever v > T the controller decides
to grow the size of the system by one thread. This ensures that peaks in the workload
causing the controlled variable to increase will be detected and taken care of by growing
the system. If v = 0, the outcome is to shrink the size of the system by one thread. No
reconﬁguration action is planned if 0 < v ≤ T .
Action
Start one
Stop one

T

Space
Size

Figure 9.1.: Simple optimization strategy

We have applied this simple optimization strategy (Figure 9.1) by binding the controlled variable v to the size s of the space of events consumed by the navigators and
the dispatchers and by introducing diﬀerent thresholds (Td , Tn ) for each kind of thread.
To tune their values, the thresholds can be interpreted as the number of events which
is expected to be handled by each kind of thread. Typically Tn > Td , as navigators can
handle a larger volume of events than dispatchers.
As opposed to reading the current size of the event space, the diﬀerential optimization
strategy (Figure 9.2) uses the ﬁrst order variation (Δs = s(t) − s(t − 1)) of the space
size to make its decisions.
Still, the possible outcomes and the decision strategy are the same as in the simple
optimization strategy. We introduced this strategy because the size of the event space
is a good indicator of the internal activity of the system. Its variations can be used to
detect whether the system is lagging behind (when Δs > 0) or the number of events to be
processed is diminishing (Δs < 0). Thus, two diﬀerent thresholds are used to determine
whether a new thread should be started (Δs > Tstart > 0) or stopped (Δs < Tstop < 0).
The proportional optimization strategy (Figure 9.3) uses a set of thresholds to determine whether one or more threads should be started or stopped, proportionally to Δs.
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Action
Start one
Tstop

Tstart
Stop one

Space
Size
Variation

Figure 9.2.: Diﬀerential optimization strategy

Action
Start Max
Start two
Start one
Stop one
Stop two
Stop Max

Space
Size
Variation

Figure 9.3.: Proportional optimization strategy

To avoid instability problems, we set a limit to the maximum number of threads that
can be started or stopped at once. This strategy also uses the previously described Δs as
controlled variable, since it provides both positive and negative values that can be used
as input into the control decisions. Compared to the simple and diﬀerential strategies,
we expect this strategy to be more reactive, as it can plan to start many threads at once
if a large variation in the workload is detected.

9.1.3. Selection Strategy
The selection strategy deﬁnes how to map abstract reconﬁguration decisions to concrete
actions aﬀecting the current system conﬁguration.
For the threshold based policies presented in this chapter we have used the following
selection strategy. For growing the system, idle nodes are selected randomly, i.e. we use
the simple selection strategy. For shrinking the system or reconﬁguring a node we use
the smart selection strategy, thereby selecting the thread stopping which introduces the
least reconﬁguration overhead as was discussed in Section 8.1.
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9.2. Evaluation
The goal of the measurements is to evaluate the diﬀerent optimization strategies, whereby
the conﬁguration of the system is adapted automatically to diﬀerent workload conditions.
We begin with a brief description of the characteristics of the workload.

9.2.1. Workload and Testbed Description
Since there are no standardized benchmarks for workﬂow execution platforms, we have
deﬁned a simple workload to evaluate the system under extreme conditions. The workload imposed on the system can be described as a peak of concurrent client requests to
start the execution of a certain number of new processes. Thus, the size of the workload
can be characterized by the number of processes to be executed concurrently. Although
the number of tasks and the structure of the processes also inﬂuence the performance
of the system, for these experiments we have focused on a homogeneous workload consisting of processes composed by 10 parallel tasks whose invocation time has been set to
8 seconds. We limited our experiments to this kind of workload because this simpliﬁes
the analysis of the results of our experiments and due to space limitations. We plan
to continue the evaluation of the system with heterogeneous and continuous workloads
as part of future work. For the experiments, JOpera has been deployed on a cluster of
up to 32 nodes. Each node is a 1.0GHz dual P-III, with 1 GB of RAM, running Linux
(Kernel version 2.4.22) and Sun’s Java Development Kit version 1.4.2.

9.2.2. Static Conﬁguration
For the following experiments we use a static conﬁguration of 22 dispatchers and 10
navigators as a baseline to compare the other strategies to. This static 22/10 conﬁguration is suitable for this kind of workload: at the time when the processes are started,
the system is able to cope with it. Enough threads are ready to handle the execution
of both processes and tasks. An execution trace of this conﬁguration is shown in Figure
9.5.
However, conﬁguring the system statically reveals two main problems. First, static
conﬁguration potentially leads to a waste of resources since the cluster remains fully
allocated to workﬂow execution engine although it would be possible to reduce the resource allocation after processing the surge. Second, as we have shown previously, the
conﬁguration may not be optimal to deal with all kinds of workloads, hence reconﬁguration is still required. Manual reconﬁguration is not a trivial task because misconﬁguring
the system may lead to a loss in performance, as can be seen when comparing the batch
execution time achieved with the static 22/10 and the static 10/22 conﬁgurations for
the same workload (Figure 9.4).
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Optimization Strategy
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Figure 9.4.: Comparison of the strategies regarding resource utilization (left) and process
execution time (right)

9.2.3. Autonomic Conﬁguration
In order to compare the autonomic controller with a statically conﬁgured system, we
have implemented and evaluated the strategies described in Section 9.1 using diﬀerent
workload sizes and conﬁguring the control algorithm to run every second.
Simple Optimization Strategy:
The simple optimization strategy conﬁgures the system by adding one navigator thread
at a time to the conﬁguration as long as the size of the process space exceeds the threshold Tn = 50. The same holds with Td = 10 for the dispatcher threads servicing the
task space. Figure 9.5b shows the simple optimization strategy responding to a peak of
800 processes. Although the process space is ﬁlled up quickly, the conﬁguration adapts
only slowly. The size of the task space grows comparatively big because of the large
number of navigator threads that are active as soon as the conﬁguration has grown to
its maximum size. The simple optimization strategy attempts to grow the conﬁguration
as long as the space sizes are bigger than Tn and Td . Given the values of the thresholds,
this happens during most of the experiment’s duration.
Diﬀerential Optimization Strategy:
Instead of only considering the size of the space, the diﬀerential optimization strategy
takes the growth of the space into consideration. Once the growth of the task space has
d
overstepped the Tstart
threshold (set to 10 in this experiment), one dispatcher thread
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is added to the conﬁguration. Vice versa, if the variation of the space size is below
d
Tstop
= −10, a dispatcher is removed from the conﬁguration. The same mechanism
n
n
= 50, Tstop
= −50. As it can be seen
applies to navigator threads, except that Tstart
in Figure 9.5c, this optimization strategy adapts to the current workload without letting the system constantly grow until saturation is reached. Instead, the growth of the
system is coupled with the growth of the workload. The thresholds chosen allows the
controller to follow small variations in the workload. Small increases of the task space
size result in an increase in the number of dispatcher threads.
Proportional Optimization Strategy:
The proportional optimization strategy tries to improve the reaction time of the system. In contrast to the simple and diﬀerential optimization strategy, the proportional
optimization strategy adds or removes a variable (but limited) number of threads to
the current conﬁguration proportionally to the variation of the space. The magnitude
of the reconﬁguration actions has been limited to 3 navigators and 10 dispatchers. By
adjusting the number of threads in larger increments, the system is able to adapt faster
to the workload peak (Figure 9.5d). Given the initial surge of the process space, the
system reaches a stable conﬁguration much faster by quickly increasing the number of
navigators and in turn also the number of dispatchers. Similar to the simple optimization strategy, the size of the task space remains quite high in this case as well, as the
conﬁguration uses a large number of navigators. However, the controller reacts to this
by adding more dispatchers, causing a drop in the task space (Figure 9.5d, seconds 6,
12 and 24).
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Figure 9.5.: Traces of the size of the spaces (left) and the state of the conﬁguration
(right) with diﬀerent optimization strategies reacting to a workload peak of
800 concurrent processes
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9.2.4. Comparison of the Optimization Strategies
In order to develop an idea about how well the diﬀerent strategies perform, we have
evaluated the strategies regarding the time used to execute batches of 400, 800 and
1600 processes and the average resource allocation over this time. Figure 9.4 gives an
overview of the results.
The time for executing a batch was measured as the time between the time when the
ﬁrst process execution request is put in the process space and the time the execution of
the last process was completed. The average resource allocation was measured as the
sum of the time each of the nodes was running a JOpera thread divided by the duration
of the batch.
Not surprisingly, the average resource allocation for the two static conﬁgurations,
with 22 dispatchers and 10 navigators and vice versa, is 32. A more interesting result
is that, although the same number of nodes is used, the time to execute the same
batch is between 50% (batch size 400 processes) and 82% (batch size 1600 processes)
bigger. This behavior implies that the static conﬁguration using 10 navigators and
22 dispatchers is more suitable to run the workload. Thus, conﬁguring the system
manually and statically potentially leads to a suboptimal conﬁguration both in terms
of performance and resource allocation. The static 22/10 conﬁguration serves as a good
example for this behavior: while it is between 10% and 62% faster than the autonomic
strategies tested, it also uses the most resources (between 108% and 262%more).
As shown in Figure 9.5b, the simple optimization strategy slowly grows the system
to its maximum size keeping the number of dispatchers and navigators balanced, which
turns out to be a sub-optimal conﬁguration. This leads to an excessive use of the
resources, although the high allocation does not enhance the performance. The time
required to execute the 800 processes batch using the simple optimization strategy is
22% higher than in case of the static 22/10 conﬁguration. The two main reasons for this
behavior are the following. First, the simple optimization strategy adapts slowly to the
workload imposed on the system. In the case of 800 processes it requires 24.49 seconds
to grow to the full conﬁguration because it adds only 1 node at a time.
The other reason is the suboptimal partitioning of the nodes between navigators and
dispatchers. This can also be seen in Figure 9.6. This ﬁgure illustrates the evolution of
the conﬁguration along its two main dimensions (the number of navigators and the number of dispatchers) when using diﬀerent strategies. While the static 22/10 conﬁguration
performs better and the inverse conﬁguration (22 navigators, 10 dispatchers) performs
worse, the simple optimization strategy converges to an intermediate conﬁguration (17n,
15d) because both space sizes exceed the thresholds, letting the conﬁguration grow symmetrically until saturation is reached. All other optimization strategies tend towards
the former with (8n, 22d) for the diﬀerential optimization strategy and (12n, 20d) for
the proportional optimization strategy.
The diﬀerential optimization strategy performs better (13% in the case of 800 processes batch) than the simple optimization strategy regarding time and has up to 39%
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Figure 9.6.: Conﬁgurations reached by diﬀerent optimization strategies

(400 processes batch) smaller allocation than all other strategies. The reason why the
execution of the same workload takes up to 62% longer than the static 22/10 conﬁguration is found in its slow adaptation to the workload, similar to the simple strategies. In
contrast to the simple optimization strategy, the diﬀerential optimization strategy only
increases the number of threads as long as the space growth is bigger than the thresholds
d
n
or Tstart
: as soon as the process space stops growing (8n, 7d in Figure 9.6 or after
Tstart
10s in Figure 9.5c), the number of navigators remains the same whereas the number
of dispatchers is still increasing according to the growth of the task space. This slow
and also resource saving way of growing the conﬁguration is the main reason why the
allocation is generally low: this optimization strategy does not saturate the system like
the simple optimization strategy, but rather devotes only the strictly necessary nodes.
The proportional optimization strategy performs only slightly worse with regard to the
batch time than the static 22/10 conﬁguration, but does better in terms of allocation.
The diﬀerence in time can be explained with the delay required to grow the conﬁguration:
while this is none in case of the static conﬁguration, it takes 14.56 seconds to reach the
full conﬁguration in case of the proportional optimization strategy, increasing the overall
batch execution time by a maximum of 18%.
Regarding the resource allocation, the result of this optimization strategy compared
to the static conﬁguration is only little lower when executing the 1600 processes batch
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and signiﬁcantly lower when executing the 400 processes batch. This result indicates
that the controller adapts to the size of the workload. In case of 1600 processes, the
controller grows the conﬁguration until all nodes are used whereas in the case of 400
processes only part of the nodes will be used.

9.3. Conclusions
Using the simple optimization strategy of monitoring the size of process and task space in
order to determine reconﬁguration actions, has already led to very promising results. As
expected however, it is diﬃcult to determine a globally optimal optimization strategy.
The strategies we evaluated oﬀer diﬀerent characteristics along the trade-oﬀ between
execution time and resource allocation. Thus, a strategy can be chosen to drive the
automatic conﬁguration of the system according to the overall goal within this trade-oﬀ.
Although the optimization strategies we introduced already performed satisfactorily,
we intend to further extend them. For example, the random selection strategy employed
here works well in homogeneous environments, but may need a more reﬁned model of
the conﬁguration and more advanced selection strategies to deal with heterogeneous
environments. Similarly, the information strategy we introduced is based on the current
state of the system. It would be useful to enhance it by taking into account the history
of the system’s conﬁguration and past performance.
Each optimization strategy can also be tuned by setting its threshold parameters. In
the experiments, we did so heuristically by observing the behavior of the system and
estimating the capacity of each type of thread. In general, setting these thresholds appropriately tends to be diﬃcult and misconﬁguring them may also result in a performance
penalty.
In this chapter we have presented a ﬁrst set of policies with which we have conﬁgured the behavior of the autonomic controller. For each of the policies, we have used
uniform information and selection strategies and have implemented and tested diﬀerent
optimization strategies. As our performance evaluation with diﬀerent workload sizes
indicates, the controller outperformed the manual, static conﬁguration by achieving a
good tradeoﬀ between two diﬀerent goals: minimizing resource allocation while guaranteeing satisfying performance. All optimization strategies presented however still require
thresholds which have to be manually conﬁgured. Such conﬁguration is very diﬃcult and
requires in depth knowledge of the system at hand and also depends on the workloads
being executed. We will address the problem of removing such thresholds in the next
chapter.
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As has been shown in the previous chapter, the behavior of the autonomic controller can
be deﬁned using policies. Approaches which are based on thresholds however tend to
tune the controller for a speciﬁc workload. In this chapter we present two new policies,
gradually working toward the goal of zero-conﬁguration policies. With this we want to
detach the policy completely from the workload but will still adapt the conﬁguration on
the ﬂy to suit the current workload. To do so, we ﬁrst present a PID controller policy
in Section 10.1, a well-known concept from the literature and from applications in the
industry. The PID controller however still requires conﬁguration and we thus move on
to develop a policy (Section 10.2) more tightly coupled to the system. The balancing
policy is derived from an analytical view of the system and depends only on parameters
which can be measured and set at runtime. We compare these two new policies with an
extensive set of measurements in Section 10.3 and draw conclusions in Section 10.4.

10.1. PID Controller Policy
A PID controller [53] is a common feedback loop used in many traditional industrial
control systems. As shown in Figure 10.1, it maps the control error (e(t), which measures
how far is the system from the reference input) to a control action that aims at correcting
such error. To do so, it combines three terms: proportional, integral, and derivative,
each having its own weight (or gain).
 t
de(t)
(10.1)
e(τ )dτ + cd
c(t) = cp e(t) + ci
dt
0
The proportional part corrects the current error, the integral part compensates for
the steady state error (if e(t) = 0) and the derivative part helps to avoid oscillations.
To apply the PID controller to the JOpera engine, we need to deﬁne the control error
in terms of the engine’s performance and deﬁne the control actions in terms of which
reconﬁguration actions are available.
Since we are interested in removing all external dependencies of the controller, we
choose not to rely on an external input deﬁning the set-point of the system (which would
have to be adjusted by system administrators). Instead, we rely on a combination of
internal observable parameters (i.e., the size of the spaces) only.
Based on the intuition that the system is ideally conﬁgured if its spaces are of equal
size, we combine the measurements of the space sizes as follows:
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Figure 10.1.: Feedback control loop with PID controller

E(t) =

sP rocess(t) + sEvent (t)
sT ask (t)

(10.2)

where sSpace (t) is the current space size. For sT ask (t) = 0 we set E(t) = ∞.
Since E(t) > 0, it is not suitable to be used as direct input to the PID controller. We
thus normalize it:

E(t) − 1 E(t) ≥ 1
e(t) =
(10.3)
1
1 − E(t)
0 < E(t) < 1
With this deﬁnition of the control error, the system is balanced if sP rocess(t)+sEvent (t) =
sT ask (t) ⇒ e(t) = 0 and thus, no reconﬁguration action should occur. Because in this
case the control input is zero (as no change in the conﬁguration is required), the steady
state error is zero as well and the integral term can therefore be dropped (ci = 0) from
the PID controller.
Likewise, we can deﬁne what reconﬁguration action should be taken. If sP rocess(t) +
sEvent (t) < sT ask (t) ⇒ e(t) < 0, more dispatchers should be added, as the task space
is bigger. If e(t) > 0 we are in the opposite situation, and more navigators (and less
dispatchers) are required. The resulting abstract control error in the interval of [−∞, ∞]
is then mapped by the selection strategy to an actual reconﬁguration in the interval
bounded by [0, a], where a is the total number of nodes available in the cluster.
The resulting PID controller still needs to be tuned, by setting appropriate values to
the gains of the proportional cp and derivative cd terms. The advantage of choosing a
standard controller is that the problem of tuning its parameter is well understood [127]
and several heuristics are available [25]. Some of these however require to subject the
system to controlled input waveforms and cannot always be applied to tune a system
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in production which may be subject to unpredictable workloads. The resulting PID
controller is also not robust with respect to changes in the workload, and thus has
to be repeatedly tuned. Moreover, to rely on a PID controller with a single control
error input we had to combine multiple measurements of the system’s performance in a
somewhat arbitrary way. Using a Multiple-Input Multiple-Output PID controller would
have made its automatic tuning more diﬃcult [71]. We expect to obtain better results
with a controller that is based on a model more tightly coupled to the architecture of
the system under control.

10.2. Balancing (Zero-Conﬁguration) Policy
The goal for this policy is to go beyond the fairly basic approach used by the policies
presented in Chapter 9 and the very general solution of the PID Controller as discussed
in Section 10.1. This policy uses an analytical model which is more tightly coupled to
the characteristics of the system and which, as the PID controller policy does, refrains
from using thresholds.
This policy is referred to as the Balancing policy as it tries to balance the consumers
and producers of the spaces based on the rate at which messages are written and read
from them.
Figure 10.2 shows a summary of the produced and consumed messages. A navigator
takes rn messages per second from the event space. Each message is processed and,
depending on the structure of the workﬂow being executed, a task execution request
may be written to the task space with the probability c1 . Therefore – assuming that all
navigators work at the same rate – in one second n navigators take nrn messages from
the event space and enqueue c1 nrn tasks into the task space. External process execution
requests get into the system via the process space with rate e.
On the other side of the spaces, a dispatcher takes rd task execution request messages
per second from the task space, sends for each executed task c2 messages back into the
event space. Therefore – again, assuming a uniform task execution speed – d dispatchers
get drd tasks from the task space and write c2 drd events every second to the event space.
e
n rn
n Navigators

Event Space

c1 n rn

c2 d rd
d rd

d Dispatchers

Task Space

Figure 10.2.: Modeling Communication Flows through the Spaces
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The space growth is the diﬀerence of the rate at which messages are put into the
space and are taken out of it. We deﬁne p as the total number of messages in the
spaces consumed by the navigators (the event and process space) and q as the number
of messages in the task space, consumed by the dispatchers. Hence the growth of the
spaces (p and q  ) can be deﬁned as follows, taking into account the number of messages
that are written and read from a space per unit of time.
p = c2 drd + e − nrn
q  = c1 nrn − drd

(10.4)
(10.5)

Following the same strategy as with the PID controller, the goal of this policy is also
to ensure equal space growth, so that p = q  :
(c2 + 1)drd + e = (c1 + 1)nrn

(10.6)

We resolve (10.6) with respect to n:
nopt =

(c2 + 1)drd + e
(c1 + 1)rn

(10.7)

This equation represents how many navigators (nopt ) are needed in order to obtain
the balanced state p = q  .
If we express the number of dispatchers d as the diﬀerence between the number of
available nodes in the cluster a and the number of navigators n, we can substitute
d = a−n and can deﬁne the balanced conﬁguration as a function of measurable variables:
nopt =

(c2 + 1)ard + e
(c2 + 1)rd + (c1 + 1)rn

(10.8)

In order to calculate (10.8), the controller continuously averages the execution rates
of navigators and dispatchers to arrive at rd , rn , measures e from the process space and
uses a from the current conﬁguration of the cluster. The values of the two parameters
c1 , c2 are calculated by solving (10.5) and (10.4):
q  + drd
nrn
p + nrn − e
=
drd

c1 =
c2

(10.9)
(10.10)

and by additionally measuring the growth in both spaces (p , q  ).
As opposed to the information fed into the PID controller, the balancing policy depends on more information (i.e., the rates e, rd , rn , p , q  ) but does not require any manual
tuning.
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In order to prevent the system from behaving erratically at startup, the values of the
parameters c1 , c2 can be initialized by analyzing the communication protocol between
the dispatcher and navigator. The constant c2 is the number of messages sent by the
dispatcher into the event space during the execution of a task. By design c2 = 4,
as the dispatcher goes through four diﬀerent states during task execution and sends a
notiﬁcation for each state transition. The constant c1 is deﬁned as the probability the
navigator sends a message into the task space when it processes an incoming message.
This depends on the structure of the workﬂow being executed. However, in general, for
a workﬂow of t tasks, the navigator will receive 4t events from the dispatcher, one from
the API and 5 from the state changes of the process executed. Thus:
c1 =

t
4t + 6

(10.11)

Since a process contains at least one task1 (t = 1), the lower bound of c1 is
upper bound:
1
t
lim
=
t→∞ 4t + 6
4

1
.
10

For the
(10.12)

1 1
From this analysis, the initial value of c1 should be bound to the interval [ 10
, 4 [.
To validate this analysis we have measured the values of the two constants using
a heterogeneous set of workﬂow patterns. Figures 10.3(a) and 10.3(b) show that the
observed values of the parameters are consistent with the analysis across a representative
set of workﬂows. As an interesting result, the standard deviation of c1 for workloads
with parallel processes are much higher than for other workloads. This is caused by
the uneven distribution of tasks written to the task space during process execution: All
tasks of a parallel process are written to the space at the beginning of the process and
none thereafter.
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Figure 10.3.: Measuring c1 (a) & c2 (b) over a representative set of workloads

1

There can also be empty processes, but they do not need the dispatcher to run
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Figure 10.4.: Busy Workload Execution Plots

10.3. Evaluation
In this section we evaluate the performance of the autonomic workﬂow engine with
a controller that uses the policies presented in Sections 10.1 and 10.2. We analyze
the behavior of the Balancing policy and the PID Controller policy for three diﬀerent
workloads. We compare the workload execution durations for the diﬀerent policies,
including – as a baseline – the proportional optimization policy (Section 9.1 of the
previous chapter) that requires manual setting of the thresholds.

10.3.1. Experimental Setup
The experiments to evaluate the two policies were carried out using two clusters. The
ﬁrst cluster consists of 30 1GHz dual P-III with 1GB memory, running Sun’s Java
Development Kit version 1.5.09 on Linux kernel version 2.4.22. The second cluster
consists of six 1.4GHz dual AMD Athlon with 1GB memory, running JDK version
1.5.09 on Linux kernel version 2.6.8. The autonomic controller was run on an additional
dedicated node.
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Figure 10.5.: Burst Workload Execution Plots

10.3.2. Busy Workload
The busy workload consists of 500 workﬂows, each executing in parallel 10 CPU intensive tasks performing number primality tests for an execution time of 10 seconds.
All workﬂows are started at the beginning of the benchmark. Because of the resource
consumption and long duration of the tasks, we expect this workload to saturate all available nodes of the cluster and thus require as many dispatchers as possible to execute the
tasks.
Figure 10.4 shows the execution plots for the Balancing policy and the PID Controller
policy. The upper charts show the evolution of the process, event and task space, while
the lower charts show the evolution of the conﬁguration consisting of the number of
navigators and dispatchers allocated.
The PID Controller policy adapts quickly to the growing task space and allocates a
maximum of 29 dispatchers for the whole execution duration. Once the task space is
nearly empty, the control error will lead the controller to start a number of navigators.
These additional navigators will quickly ﬁll up the task space due to the structure of the
workﬂows having 10 parallel initial tasks. The growth of the task space will cause the
controller to increase the number of dispatchers. This pattern is repeated several times,
letting the conﬁguration oscillate until the workload is processed completely.
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Figure 10.6.: fMRI Workload Execution Plots
The Balancing policy behaves very similar to the PID Controller policy in that it
assigns most nodes of the cluster to run dispatchers. In contrast to the PID controller
it avoids oscillations, resulting in a much smoother evolution of the conﬁguration. The
stability of the conﬁguration also results in a steady decrease of the process space size.

10.3.3. Burst Workload
The motivation of this workload is to test whether the autonomic controller can reconﬁgure the system as the characteristics of the workload change. The workload starts with
a burst of 500 processes which execute a sequence of 10 CPU intensive tasks lasting
1 second. As soon as 95% of the processes terminate, the second burst is started. It
consists of 2000 processes of 10 parallel empty tasks with a duration approximately 0s.
Again, as soon as 95% of the processes have ﬁnished, a third burst is started similar to
the ﬁrst one. The fourth burst has the same characteristics as the second.
We expect an approximation of the following conﬁguration evolution for this experiment. When bursts 2 & 4, each containing ten tasks to be executed in parallel are
fed into the system, the task space will grow very fast. As the tasks however can be
executed in virtually no time, not many dispatchers will be required. The event space
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will soon after also start to grow very fast. This is due to the many events that are
generated for the quickly executed tasks. Because of the proportionally big event space,
the controller is likely to allocate more navigators. In contrast to this, the task space
will not grow nearly as quickly in case of bursts 1 & 3. In fact, the task space is expected
to grow shortly and then to maintain the size (as for each task taken from it, a new
task will be enqueued as the tasks are executed serially). After each burst we expect the
controller to slowly increase the number of dispatchers as this type of workload requires
more dispatchers. The evolution of the space sizes described before can be observed in
Figure 10.5.
The PID Controller policy does not completely follow the expected reconﬁgurations.
It starts with about 20 dispatchers in order to cope with the more CPU intense workload.
At second 170, after the second burst has been started, it starts to allocate more navigators. The reconﬁguration required for the third burst however is not completely carried
out. The controller allocates roughly equal numbers of navigators and dispatchers. The
conﬁguration change for the fourth burst again is as expected as more navigators are
allocated.
The Balancing policy behaves according to the expectations outlined before by allocating a large number of dispatchers at the ﬁrst and the second burst. For the second
burst the number of navigators is increased but the conﬁguration is unstable. It seems
to be much harder to get a stable conﬁguration for processes with longer and busier
tasks than with short idle tasks. The reason for this is the high execution rate of the
navigators. A navigator is able to handle up to 200 events per second. Stopping or
starting just one navigator results in a big change in the event space growth which then
leads to a very varying input for the policy. The fourth burst ﬁnally is handled by using
about 20 navigators.
Besides a diﬀerence in the reconﬁguration decisions taken in response to the bursts, the
Balancing policy also seems to maintain a much more stable conﬁguration throughout
the experiment. In contrast, the controller performs many more reconﬁgurations and
does not get into a stable state in case of the PID Controller policy. Moreover, the
conﬁguration seems to oscillate at times, for instance during the execution of the ﬁrst
burst. This oscillation is due to the parameter setting of the PID controller for this
speciﬁc type of workload. The parameters are set once and are used for all workloads.
It clearly is not possible to choose these values so that they ﬁt for all types of workloads.
During the whole course of the experiment, the PID Controller policy requires twice as
many reconﬁgurations than the Balancing policy does, performing approximately 200
reconﬁgurations.

10.3.4. fMRI Workload
The processes of this workload are used in real experiments in the ﬁeld of Functional
Magnetic Resonance Imaging (fMRI)[54]. Such a process is used to process raw data of
brain scans and takes in a ﬁrst step the raw data, aligns it to a reference brain image by
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reslicing it, averages over several scans executed with diﬀerent wavelengths, and ﬁnally
slices along the x, y and z dimensions. The structure is simple, with two phases of
parallel program executions as depicted in Figure 10.7.

Figure 10.7.: Structure of the fMRI process
The workload consists of ten fMRI processes which are started one after the other with
a delay of 10s. The challenge of this workload is that the processes contain relatively long
executing tasks (up to twenty seconds). As the workload consists only of few processes
started continuously one after the other, the spaces are virtually empty for most of the
time (see plots in Figure 13.13). This makes it very diﬃcult for a policy observing space
sizes to select an appropriate conﬁguration.
The PID Controller policy reacts to this challenging workload with many reconﬁgurations. As the task space is mostly empty and the event space shows few peaks only,
this policy assigns on average slightly more navigators than dispatchers. A spike in the
event space is usually followed by an allocation of an increased number of navigators.
Again in case of this workload, the PID Controller policy seems unable to maintain a
stable conﬁguration, letting the conﬁguration oscillate slightly.
The Balancing policy behaves better than the PID Controller policy and on average
uses two dispatchers more, which seems reasonable in face of the computationally very
intense tasks. This policy also leads to fewer reconﬁgurations (about 20 compared to 40
reconﬁgurations for the PID Controller policy as Figure 10.9 shows).
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10.3.5. Comparison
Figure 10.8 shows the execution durations of the three workloads using the Proportional optimization policy, the PID Controller policy and the Balancing policy. For the
Proportional optimization policy, the best known threshold settings (10/5) have been
used.
As the qualitative analysis already has pointed out, the PID Controller policy and the
balancing policy are about equally fast (average of 1103.5s and 1098.3s) for the Busy
Workload, but more than 40% faster than the proportional optimization policy (1920s).
The proportional optimization policy does not assign as many dispatchers as the other
two policies do and hence requires more time to execute the workload.
For the Burst Workload the improvement is not as explicit, but still 20% for the
Balancing policy (738.45s) and 9% for the PID Controller policy (837.88s) compared
to the Proportional optimization policy (917.98s). This is still a good result, even if
the qualitative analysis has shown that improvements are still possible. If we change
the constants of the Proportional optimization policy, we are able to push down the
execution time to the value of the PID Controller, but we lose about 20% performance
in case of the Busy Workload, illustrating again that thresholds are geared toward speciﬁc
workloads.
In case of the fMRI Workload, we have about the same performance gain than for
the Burst Workload. The Balancing policy (177.5s) is 22% faster than the Proportional
optimization policy (226.6s) and the PID Controller policy has a gain of 8% (208.9s).
In order to highlight the diﬀerences between the PID Controller and the Balancing
policy, which processed the workloads similarly fast, Figure 10.9 shows the number of
reconﬁgurations required for the two policies. In case of all workloads, the Balancing
policy performs fewer reconﬁgurations, indicating that in this case the conﬁguration
oscillates less during the course of an experiment.
Proportional Optimization Policy
PID Controller Policy
Balancing Policy

Figure 10.8.: Performance Comparison

83

10. Zero Conﬁguration Policies
PID Controller Policy
Balancing Policy

Reconfigurations

250
200
150
100
50
0
Busy Workload

Burst Workload

fMRI Workload
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10.4. Conclusions
Many autonomic systems achieve self-conﬁguration through a controller component,
which monitors a system’s operations as well as performance and reacts to imbalances
due to workload changes by applying reconﬁguration actions. Whereas employing such a
controller can remove the need for manual system conﬁguration, most simple controllers
depend on thresholds and if-then rules, whose parameters still require tuning as has been
shown in Chapter 9. Manual conﬁguration of an autonomic controller however defeats
the purpose of self-conﬁguration and we have therefore presented two zero-conﬁguration
control policies, the ﬁrst based on a standardized PID controller, for which an extensive
literature on tuning techniques is available. The second is based on an analytical model
applicable to stage-based architectures, where the controller ensures that the rate of
message production and consumption through a space remains balanced. This policy
can self-tune its operating parameters based on observable properties of the system and
thus requires zero-conﬁguration. The evaluation in the context to the JOpera autonomic
workﬂow engine has shown the feasibility of using zero-conﬁguration policies for realistic
workloads. Not only the proposed policies do not require any manual conﬁguration, but
they provide a signiﬁcant performance gain over simpler policies based on thresholds,
even when these are optimally tuned.
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In this part of the book we have ﬁrst presented the architecture of JOpera and how its
functionality can be replicated across a cluster. We have demonstrated the diﬃculty
of conﬁguring the distributed execution engine and have with this motivated the need
for adding self-conﬁguration capabilities to the engine. With the added autonomic controller the engine can automatically reconﬁgure itself based on the current workload by
using autonomic computing techniques. This is an important contribution, as workﬂow
management systems are being more and more applied to domains that can be characterized by the unpredictability of their workloads, such as – for instance – process-based
orchestration of Web services. In the past, distribution has been applied to the design
of many workﬂow engines in order to improve their scalability and reliability. However,
very little attention has been paid to the need for properly conﬁguring such distributed
systems. This, in practice, remains a diﬃcult, error-prone, manual, and time-consuming
operation, especially when deploying the system to face an unpredictable workload.
We have therefore shown how to apply the autonomic computing paradigm to greatly
simplify the deployment and the maintenance of such systems. As our experiments indicate the autonomic controller of JOpera can adapt the system conﬁguration optimally to
unforeseeable, changing workload characteristics. The system furthermore takes failures
into account and adapts the system’s conﬁguration accordingly. Although the results
presented were obtained with relatively homogeneous workloads, we will explore the effects of workloads with more complex characteristics as part of future work as the system
is deployed in realistic production settings.
We have further presented a ﬁrst set of policies which were used to deﬁne the behavior
of the autonomic controller. At the core of these polices is the deﬁnition of the optimization strategy. The diﬀerent optimization strategies we presented have been able to
grow and shrink the number of threads in response to surges in the workload. Also, if
the all resources of the engine, all nodes in the assigned cluster were in use, the autonomic controller would balance the number of dispatchers and navigators, thereby not
just reacting to the surge itself, but also to the characteristics of the workload. As the
measurements have shown, the autonomic controller conﬁgured even with basic policies
outperforms manual conﬁguration in our experiments.
However, all optimization strategies presented still require manual conﬁguration by
setting thresholds which is far from being trivial. We have therefore tried to remove any
need for conﬁguration from the autonomic controller. In a ﬁrst step we implemented
a policy which at its core features a PID controller. PID controllers are well studied
and literature for properly tuning them is available. The PID controller policy however
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still requires the setting of parameters and we have in a next step developed a balancing
policy which tries to ensure that the rate of messages production and consumption by the
dispatchers and navigators exchanged through the spaces remains balanced. This policy
can self-tune its operating parameters based on observable properties of the system and
thus requires zero-conﬁguration. Both policies provide a signiﬁcant performance gain
over the basic policies.
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12.1. Introduction
Data lineage and data provenance have been identiﬁed as a major problem in the management of scientiﬁc data. The problem has become more acute as scientists increasingly
use computational means to produce derived data sets [13, 16, 17, 27, 80, 102, 118].
Without lineage information, a data set is often useless from a scientiﬁc point of view.
The question is then how to capture the lineage information of a data set, how to store
it eﬃciently, and how to allow queries over it. The ﬁrst part of the problem, capturing
the lineage information, has been made substantially easier by the widespread use of
workﬂow tools to describe scientiﬁc computations [7, 86, 88, 108]. The workﬂow process
describes what steps were used to produce a particular data set and, hence, can be used
to trace the lineage of it. Unfortunately, there are no eﬃcient ways to store and query
workﬂow based lineage information. Existing proposals, e.g., Trio [4] and GridDB [70]
use recursive queries to retrieve the lineage of a data set. Such an approach does neither
scale for large workﬂow processes nor for large collections of data sets.
From our experience working with scientists in biology [5] and astrophysics [106, 107],
it is clear that obtaining the basic lineage is not enough. Scientists are interested in
answering queries such as “What algorithms were used to derive this data set?”, “Which
data sets have been produced with this algorithm?”, “What data sets have been derived
from this data set?”, and so on. While these queries are related to the basic lineage
information, being able to answer all of them eﬃciently requires to have an eﬃcient way
to store and query the provenance of every data set.
In this part of the book we ﬁrst show that existing approaches which use recursive
queries to store lineage information do not scale. We therefore want to ﬁnd approaches
which scale better. For this we ﬁrst show that workﬂows with a tree structure produce lineage dependencies that can be very eﬃciently stored and queried using interval
encoding [63]. We then analyze the problem of encoding general workﬂow graphs by
characterizing the problem and showing that the number of dimensions for the encoding
depends on the structure of the graph. This makes it impossible to use a single encoding
for arbitrary graphs. However, we need to use a single encoding to be able to store
the information in a relational database. Thus, we then proceed to explore the problem of transforming arbitrary workﬂow graphs into tree-like graphs amenable to interval
encoding [47].
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With this, the interval encoding for DAGs (IDAG) presented here can encode arbitrary
DAGs with intervals. We provide the transformation algorithms, discuss how to optimize
the transformation procedure, and present an extensive collection of experiments that
evaluate IDAG using random graphs and a set of representative scientiﬁc workﬂows.
The experiments show that IDAG is more eﬃcient than the recursive techniques.
Having presented IDAG, we move on to evaluate the viability of using it to store the
lineage data produced by processing raw biological experiment data using workﬂows.
However, from the point of view of a biologist, the lineage information provided by such
automated processing pipelines is often obvious and too coarse-grained. In most cases,
it is just a correlation between processing modules and input/output data ﬁles. Such
information is often only of limited value, especially when the input and output ﬁles
contain multiple data items.
Collecting ﬁne-grained lineage by correlating data items in the diﬀerent processed
ﬁles is what allows users of the processing pipelines to ask more detailed and interesting
lineage questions. Unlike lineage tracking in databases or lineage from non-automated
processing workﬂows, automated processing pipelines pose diﬃcult challenges in terms
of eﬃciently storing and managing lineage information. When capturing and managing
such ﬁne-grained lineage, the amount of data and the complexity of the interdependencies
is often much larger than in other settings.
We show how to address these problems by describing the algorithms and lineage
management strategies implemented in Sisyphus, a tool supporting a real data processing
pipeline from the proteomics domain. We ﬁrst discuss the biological background as well
as the data processing pipeline and show how ﬁne-grained data lineage can be extracted
from it. It is particularly the ﬁne-grained lineage which has a very complex and intricate
structure making storing and retrieving it eﬃciently a challenge. Diﬀerent encodings are
necessary to account for both simple dependencies that can be captured in the form of a
tree and complex, DAG like dependencies that need more sophisticated approaches. We
discuss diﬀerent encodings already described in the literature, GRIPP [111], Dual [120]
as well as IDAG and the recursive approach both of which have been discussed in the
previous chapter. We provide several optimizations to these encodings and, using the
original code provided by the authors, perform an exhaustive cost analysis using real
lineage data from a proteomics experiments. Our experiments show that there is a
non-trivial trade-oﬀ between storage space and query response time. Nevertheless, the
results indicate that an improved version of IDAG seems to be the one oﬀering the best
performance for our application. We have implemented the best strategy in Sisyphus.
The remainder of this part of the book is structured as follows. The rest of this chapter
discusses related work.
In Chapter 13 we map the problem of tracking & storing workﬂow lineage on the
problem of storing and retrieving DAGs in relational DBMSs. We discuss the limited
scalability of current solutions and develop the IDAG approach used to transform arbitrary graphs, making them amenable for interval encoding. The evaluation of the
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approach shows that it allows for signiﬁcant faster retrieval than current approaches use
to store lineage information.
Following this, in Chapter 14, we put the IDAG approach to use for a concrete application. It is being used for storing the ﬁne-grained lineage information of processed
biological experiment data in Sisyphus. We present the biological background of the
project and discuss the structure of the lineage information. Graph reachability approaches are also used for storing and retrieving lineage information and we compare
them to IDAG in a thorough evaluation.
Conclusions are drawn in Chapter 15.

12.2. Related Work
A number of systems to capture and manage the data lineage from workﬂow executions
has been developed. These systems do however only address the problem of capturing
and storing coarse-grained lineage from workﬂow executions and focus on other lineage
related challenges. Consequently, very little work has been done on eﬃciently storing
and querying large amounts of lineage information.
The Trio [4] system is an extension of relational databases to support uncertainty and
lineage. It bases lineage storage on methods described in [11] by storing the lineage
information in additional tables. Retrieving the lineage information is then done as
described in [28] using recursive queries.
The GridDB [70] system provides the user with the means to process data in a database
similar to a workﬂow system, also tracking the lineage. It provides the user with a
declarative interface to apply transformations to data. Lineage information is stored
during the execution in the same tables as are the ﬁles registered in the system.
Zoom [12] aims at providing users with the ability to deﬁne user views over workﬂow
lineage. Such views allow to collapse sub-workﬂows in the lineage in order to reduce the
complexity and disentangle the graphical representation.
The PASOA [79] project targets at collecting lineage information from provenanceaware distributed service in a service oriented architecture environment.
GridDB, Zoom and PASOA use recursive queries to retrieve the lineage information
and thus suﬀers from the scalability limitations discussed in this paper.
The Karma framework [103] is designed to capture the lineage of data sent and received
from services orchestrated using a workﬂow and also collects lineage information of the
workﬂow execution similar to PASOA.
The challenge of managing and visualizing large amounts of lineage data is addressed
by VisTrails [18]. This system provides users with a visual workbench to design and
execute workﬂows and more importantly to visually explore the lineage of the execution.
Karma and VisTrais only allow to retrieve an entire lineage graph at a time in order
to visualize it but do not allow for more detailed queries.
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None of the systems discussed before has addressed the problem of ﬁne-grained lineage
and consequently none faces similar eﬃciency problems when storing big lineage graphs.
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Before presenting IDAG, we ﬁrst study the problem of storing the transitive closure of
directed acyclic graphs in relational DBMSs (Section 13.1). We compare two diﬀerent
approaches to do so and highlight their limited scalability with respect to retrieval time
or storage space required, motivating the use of interval encoding instead. We then show
the limited applicability of this approach for arbitrary DAGs (Section 13.2) and discuss
how to transform arbitrary graphs into interval encodable graphs (Section 13.3). The
approach is evaluated in Section 13.4.

13.1. Workﬂow Based Data Lineage
13.1.1. Workﬂow Model
Workﬂows are widely used in scientiﬁc applications [10, 23, 54, 72, 96, 99, 104]. Workﬂows orchestrate the execution of tasks by means of a graph that deﬁnes the control and
data ﬂow between those tasks. A workﬂow takes a collection of data sets as input and
produces a collection of data sets as output. The tasks also take data sets as input and
produce data sets as output. The dependencies between tasks and data sets are determined by the control and data ﬂow described as part of the workﬂow process. Therefore,
the lineage of a data set can be determined by tracing back how it was produced using
the corresponding workﬂow.
For the purposes of this paper we treat workﬂows as directed acyclic graphs (DAGs).
Although some workﬂow tools allow cycles, any execution of a workﬂow process can be
represented as a DAG by unrolling the loops. In this paper we assume that this is always
the case. The nodes of the DAG represent tasks and data sets. The edges represent
dependencies between them. A directed edge will point from a task to a data set if it
the data set is an output of the task, and from a data set to a task if the data set is
used as input to the task. This completely captures all dependencies between tasks and
data sets, and between data sets and data sets.
The lineage information induced by the DAG is the transitive closure of all dependencies. Hence, from here on we treat the problem of storing and querying the lineage
information as the problem of storing and querying the transitive closure of the dependency graph.
For the experimental setup used in the remainder of this section please refer to Section
13.4. Deviations from this setup are explained in the text.

13. Eﬃcient Lineage Storage

13.1.2. Lineage Using Recursive Queries
Systems like Trio and GridDB use recursive queries to retrieve lineage information. The
dependencies between data sets are stored using a relation with two attributes of the form
Dependency(parent id, child id). To ﬁnd the lineage of a data set, the query recursively
asks for the parents of the data set, the parents of the parents, and so on.
We have assessed the performance of this approach by measuring the time it takes to
retrieve the lineage of a leaf node of a randomly generated DAG (between 5 and 100
nodes and random edges). The experiments were carried out using a Postgres DBMS
and, because of the lack for support for recursive queries, stored procedures querying
the relations recursively were used. The results are shown in Figure 13.1(a), where the
time to obtain the lineage information is plotted against the number of nodes in the
dependency graph.
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Figure 13.1.: Response time for (a) recursive queries and (b) queries over all paths for
random graphs.

The time it takes to execute recursive queries is linear with the number of paths in
the graph. For small graphs, with less than 30 nodes, the response time grows slowly.
Beyond 30 nodes, however, the query time becomes unpredictable, growing exponentially
high - in some cases up to 3 seconds per query. This behavior, combined with the linear
growth in query time with the number of paths in the graph, makes recursive queries
unsuitable for exploring the lineage of large scientiﬁc workﬂows.

13.1.3. Lineage Using All Paths
Recursive queries minimize the amount of information to store at the cost of longer query
running times. The other extreme would be to trade space for speed and store all paths
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Figure 13.2.: Storage space required for the all paths approach.

in the DAG so that the query only needs to retrieve the corresponding paths. Finding
all paths in a directed acyclic graph amounts to topologically sorting the graph. This
can be done in linear time or, more precisely, for a graph G = (V, E), in O(|V | + |E|). A
topological sort of the graph will yield all total orders, which is equivalent to all paths
P through the graph. This can be done oﬄine and needs to be done only once for every
workﬂow, so the cost is amortized over time. An eﬃcient way of storing all paths is
based on the observation that since the path pi is a total order, each element/data set
e ∈ pi for pi ∈ P can be assigned an integer denoting the position o on pi . The triples e,
i and o are stored in a relation Paths(path id, node id, order no). The query to retrieve
the lineage of a data set given the data set ID nid is as follows:
SELECT pt2.node_id
FROM Paths pt1, Paths pt2
WHERE pt1.node_id = nid AND
pt1.path_id = pt2.path_id AND
pt1.order_no > pt2.order_no
The query selects all the paths that contain a given node n, retrieves all the nodes
found on those paths and ﬁlters over the order, such that only elements occurring before
n on those paths are returned.
We evaluate the performance of this approach using a collection of random DAGs. The
results are shown in Figure 13.1(b) where the time to obtain the lineage information is
plotted against the number of nodes in the dependency graph. As the ﬁgure shows, the
path approach scales better than recursive queries. However, in Figure 13.2 we show the
number of tuples required to store all paths against the number of nodes in the graph.
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Storing all paths may lead to a large storage overhead. If several thousand workﬂow
executions need to be stored, these large numbers can become problematic by degrading
performance.

13.1.4. Lineage Over Interval Tree Encoding
The results of these initial experiments indicate that the two techniques examined represent two extremes. Recursive queries require little space but can be very slow. Storing
all paths leads to faster queries but the storage requirements grow too large. Clearly, an
alternative is needed. Encoding the transitive closure of a tree to store it in a database
and retrieve it eﬃciently has already been used in several applications [32, 81, 112] with
the basic idea stemming from [63]. The approach uses one-dimensional intervals over
the natural numbers to represent nodes in the tree. If a node n1 is a predecessor of
another node n2 , the interval representing n1 must enclose the interval representing n2 .
More formally, a node ni is represented as an interval (li , ri ). Then:
• n1 is a predecessor of n2 ⇔ l1 < l2 and r1 > r2 ;
• n2 is a predecessor of n1 ⇔ l2 < l1 and r2 > r1 ;
• n1 and n2 are unrelated ⇔ (l1 > l2 ∧ r1 > r2 ) or (l1 < l2 ∧ r1 < r2 ).
All successors of a node can be determined by ﬁnding all the intervals that include the
interval of the node. Similarly, all predecessors (e.g., the lineage) can be determined by
ﬁnding all the intervals that enclose the interval of this node. We store this information
in a relation of the form TC(node id, left, right). The query for determining the lineage
of a node with node id nid then is:
SELECT tc2.node_id
FROM TC AS tc1, TC AS tc2
WHERE tc1.node_id = nid AND
tc2.left < tc1.left AND
tc1.right < tc2.right
Unfortunately, tree encoding cannot be used on arbitrary DAGs. Hence we cannot
compare it directly with the other two techniques. We have nevertheless performed an
experiment on randomly generated trees with between 5 and 100 nodes. The results of
ﬁnding the lineage of a leaf in the tree are shown in Figure 13.3. The result, compared
with the previous results, is that the running time is very stable independently of the
size of the tree and the overhead is actually very low compared to the times for recursive
queries or queries over all paths. Such is the behavior that we aim to achieve when
encoding arbitrary DAGs.
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Figure 13.3.: Response time for queries for a tree stored with the directed tree encoding.

13.2. Encoding DAGs With Intervals
13.2.1. Overview
Arbitrary DAGs cannot always be encoded using one-dimensional intervals. This can
be easily illustrated with the example DAG depicted in Figure 13.4. The intervals representing nodes A, B, and C must have overlapping regions because they have common
successors. No matter how the intervals are arranged, one of the intervals for D, E, or
F will end up having a predecessor that does not exist in the real graph.
This can be formally proven, however, here we just outline the proof. For the intervals
A, B, and C to overlap, but not enclose each other, there is one intersection between two
of these intervals that will always be completely enclosed by the third interval. Hence,
intervals in that intersection will be successors of the ﬁrst two intervals but also of the
third. There is no possibility to have successors of the two intervals that are not also
successors of the third.
The graph of Figure 13.4 can be encoded by using two-dimensional intervals (rectangles in the plane) instead of one-dimensional intervals. However, if we use rectangles
in the plane, there are instances where the same situation arises in two dimensions.
Given any number of dimensions, one can always come up with a graph that needs more
dimensions to be encoded. In what follows, we explore the problem more formally.

13.2.2. Graph Encoding
The problem of encoding dependency graphs has been extensively studied in the literature.
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Figure 13.4.: The graph (left) cannot be encoded with intervals: with the only two interval assignments in which IA &IB and IB &IC can have common successors,
IA &IC cannot have common successors (middle) and all common successors
of IA &IC must also be successor of IB (right).

The set of directed acyclic graphs that can be encoded with intervals is called the
class of interval containment graphs [66]. More generally, the family of graphs that can
be encoded with d-dimensional objects in Euclidean space is called containment graphs.
The number of dimensions needed to encode a graph can be determined from the
structure of the graph. A directed acyclic graph G = (V, E) represents a partially
ordered set (poset) P of the nodes V of G: P = (V, <). In the poset P , i, j ∈ V
are comparable (i < j) if [i, j] ∈ E or [j, i] ∈ E. In other words, two nodes i and j
are comparable if G contains a directed path from i to j or from j to i. Otherwise, if
neither [i, j] ∈
/ E nor [j, i] ∈
/ E, i.e., no path linking them exists in G, then i and j are
incomparable. The dimension of a poset is deﬁned as the minimum size k of the realizer
of P , where the realizer is a collection
 of linear orders L1 = (V, <1 ), ..., Lk = (V, <k ) such
that x < y if x <i y ∀i, or P = ki=1 Li [33]. The number of dimensions necessary to
encode the graph is a function of the dimension of the poset of the graph [42] as follows:
• if the dimension of the poset is at most 2, then the dimension d of the objects
required to represent G is 1, meaning that G can be represented by intervals on
the line (i.e., one-dimensional intervals) [34].
• if the dimension of the poset represented by G is at most 2d, then the objects
required to represent G are boxes in d-dimensional Euclidean space [42].
From here it follows that there is no encoding with a ﬁxed number of dimensions that
can perfectly encode arbitrary DAGs. For trees, the poset has dimension 2 [122]. This
is why a tree can be encoded with intervals in one-dimensional space.

13.2.3. Related Complexity Results
Testing if the dimension of a poset is no bigger than 2 can be solved in polynomial
time [123]. The problem of determining the dimension of a poset bigger than 2, however,
is NP-complete [42].
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Testing whether the dimension of the poset is 2 can be done by testing whether the
incomparability graph IG = (V, EIG ) of G = (V, E) is transitively orientable [123].
The incomparability graph IG can be derived from G by adding to EIG an undirected
edge if x, y ∈ V are not comparable, i.e., if x, y do not have any predecessor/successor
relationship. Testing whether a graph is transitively orientable can be done in polynomial
time [95] or even in linear time [76].
Determining if a given graph is an interval containment graph, and can therefore
be encoded with intervals on the line, can also be determined by ﬁnding forbidden
subgraphs. If a graph contains any induced subgraph of a known set (deﬁned in [105,
113]) then it is not an interval containment graph. The set of forbidden subgraphs is
limited to a small number of graphs. One strategy for transforming an arbitrary graph
into a graph with a poset of dimension 2 is to detect any forbidden subgraphs it might
contain and transform the forbidden subgraphs into subgraphs of poset dimension 2
while maintaining the transitive closure. Unfortunately, detecting forbidden subgraphs
is related to the problem of subgraph isomorphism which is NP-complete [114].

13.3. Transformation Algorithm
Our goal is to come up with a transformation algorithm that takes an arbitrary DAG
as input and outputs an equivalent DAG (with the same transitive closure) that can be
encoded with one-dimensional intervals. A brute force approach is to take the DAG and
transform it into a tree by duplicating nodes. The result is an optimized version of the
“all paths” approach (the optimization arises from not having to replicate common subpaths). Yet the behavior is similar to storing all the paths. We can also not just replace
the forbidden subgraphs with tree structures because ﬁnding them is NP-complete.
What we can do, however, is to determine whether a subgraph has a poset of dimension 2 or higher. Thus, we can take the original DAG, ﬁnd its incomparability graph,
determine the independent subgraphs of the incomparability graph, and check for each
one of those subgraphs whether they are transitively orientable (which can be done in
polynomial time, see above). If they are, they can be encoded with intervals. If they
are not, their corresponding subgraph in the DAG needs to be transformed. Note that
this is not the same as ﬁnding induced forbidden subgraphs (which is NP-complete as
indicated above).
Each of the identiﬁed problematic subgraphs of the DAG is transformed into a tree
through node duplication. Optimizations are applied to minimize the space overhead
generated by node duplication. The trees are then glued back into the original graph.
Once the transformation is complete, we proceed with the interval encoding. We refer
to this approach as interval encoding for DAGs or IDAG.
The approach is summarized in Algorithm 1. In what follows we describe in detail
how the algorithm works by explaining each one of its functions: computing the in-
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comparability graph, ﬁnding independent subgraphs, testing for transitive orientability,
transformation to a tree and optimizations. We also describe how the encoding works.

1
2
3
4
5
6
7

Algorithm 1 High-level view of the algorithm used to reduce the dimension of an
arbitrary DAG.
Algorithm: Transformation Algorithm
Input: graph: input DAG
Graph icgraph = computeIncomparabilityGraph(graph)
foreach subgraph in independentSubgraphs(icgraph) do
if dimension(subgraph) > 2 then
optimize(subgraph)
transformToTree(subgraph)
end
end

13.3.1. computeIncomparabilityGraph(graph)
The incomparability graph IG has the same set of nodes as G, VIG = V , but has a
diﬀerent set of edges EIG : if two nodes v1 , v2 ∈ V have no transitive relation, then the
undirected edge (v1 , v2 ) ∈ EIG . This means in particular that if v1 and v2 do not share a
path, i.e., they are not part of the same total order over E (and hence not comparable in
the partial order deﬁned by G), then they are connected through an undirected edge in
EIG . Figure 13.5 (left) depicts a graph G and its corresponding incomparability graph
IG (middle).
To compute IG eﬃciently, the algorithm uses a |V | /2 × |V | /2 matrix C of booleans.
C[i, j] is true if there is a path between vi and vj ∀i < j. The matrix can be computed
by traversing the graph in O(|V | + |E|). Computing IG from the matrix C only requires
one pass over C and adding an undirected edge (vi , vj ) to EIG if C[i, j] is false. This is
done in O(|V |2 ).

13.3.2. independentSubgraphs(icgraph)
The graph IG may contain several subgraphs not connected to each other. Such an
example is shown in Figure 13.5 (middle). These situations arise very often in real
workﬂows. For instance when there are tasks that are in all possible paths (e.g., a start
task like task A in Figure 13.5). The same situation arises at synchronization points for
parallel threads (e.g., task G in Figure 13.5).
How these independent subgraphs arise can be illustrated using the example in Figure
13.5.
Assume there is a node s contained on all execution paths such that each other node
v ∈ V on each execution path, and total order is either s < v or v < s. Consider two

100

13.3. Transformation Algorithm

A

B

C

E

F

A

D

B

C

E

F

G
H

D

B

C

E

F

G
I

J

A

H

G
I

J

D

H

I
J

Figure 13.5.: The incomparability graph (middle) for a graph (left) and a possible transitive orientation of the incomparability graph (right).

sets A and B. B contains all nodes v ∈ V which satisfy s < v in all total orders over
G. A contains all nodes v ∈ V which satisfy v < s in all total orders over G. Note
that A ∩ B = ∅, as all nodes v ∈ V are either before or after s on all execution paths.
diﬀerent total order. This implies that no total order is deﬁned over these two vertices
and hence (a, v) ∈
/ E, breaking the assumption made before.) All nodes v ∈ A are on
a path through s. Thus in IG there will not be any edge between any of the nodes in
A and s as they are comparable in G. The same applies to B and s. Because every
node in A reaches s and s reaches all the nodes in B, there will be no edges between
nodes in A and nodes in B. Hence A, B and s result in independent subgraphs of the
incomparability graph. This is the situation induced by node G in Figure 13.5.
Finding such subgraphs in IG is important as they can be treated independently in
determining their dimension and also in the reduction of their dimension as will be shown
later. The independent subgraphs of IG are identiﬁed by traversing IG starting at each
source (node with in-degree 0) and visiting all nodes which are connected to the source.
This is done by traversing the graph in O(|V | + |E|).
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13.3.3. dimension(cluster)
Each independent subgraph of the incomparability graph IG is tested separately. If the
dimension of the partially ordered set represented by G is no higher than 2, then the
incomparability graph IG is transitively orientable. IG is transitively orientable if for
each edge in EIG , a direction can be assigned such that all directions of the edges satisfy
 IG then there must also be a
transitivity, i.e., if the directed edges (u, v) and (v, w) ∈ E
 IG .
directed edge (u, w) in E
Clearly, if IG contains several independent subgraphs, the dimension of each of these
subgraphs can be tested separately: as no undirected edge connects any two nodes of
two independent subgraphs, each of the subgraphs must be transitively orientable for the
entire graph to be transitively orientable. If one subgraph is not transitively orientable,
only the dimension of this subgraph needs to be reduced. Then the subgraph becomes
transitively orientable and, if this is the case for all subgraphs, the whole graph becomes
transitively orientable as well.
We use a polynomial time algorithm to test if a subgraph is transitively orientable [95].
Given an undirected subgraph GSIG = (VSIG , ESIG ) of IG , the algorithm initially picks a
random undirected edge e ∈ ESIG , removes e from ESIG , directs it arbitrarily and adds
 . It then tries to direct as many
the resulting e to a set of directed edges called ESIG

edges as possible by taking an edge e out of ESIG and directing all undirected edges
e ∈ ESIG incident to the source or destination of e. The incident edges are directed such
that giving each incident edge a direction will not violate the transitivity property. This
means for a directed edge e = (u, v), that if an edge f incident to v is directed such
that f = (v, w) then there must also exist an edge g which can be directed g = (u, w)
in order to maintain the transitivity property. Otherwise, f must be directed such that
f = (w, v).
More formally, the edges incident to a directed edge e = (u, v) are directed according
to the following rule: an undirected edge d = (t, u) incident to the source u of e, is
 , if (t, v) ∈
directed such that d = (u, t) and added to ESIG
/ ESIG . This leaves the two

directed edges d = (u, t) and e = (u, v). If the edges were directed d = (t, u) and
e = (u, v) or d = (u, t) and e = (v, u) then ESIG would be required to contain an edge
f = (t, v) (which would be required to be directed accordingly in order to maintain
transitivity). The edges incident to the destination of e are directed using the same rule.
 .
The newly directed edges are removed from ESIG and added to ESIG
The algorithm directs edges according to this rule as long as there are undirected
 with undirected edges
edges in ESIG and as long as there are directed edges in ESIG
 , a
incident to either their source or destination. Once no such edges are left in ESIG
random edge is chosen from ESIG and is directed arbitrarily. The algorithm then again
continues to direct the edges using the same rule.
The procedure is sketched in Algorithm 2. The algorithm ﬁnishes once all edges are
 ).
directed. What follows is a test of the transitivity of the graph deﬁned by (V, ESIG
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Algorithm 2 Transitively orient an undirected graph.
Algorithm: Orient Transitively
Input: undirected subgraph of GSIG = (VSIG , ESIG )
Output: EIG : set of directed edges
EIG ← ∅
choose arbitrary edge ∈ ESIG , remove edge from ESIG

direct edge arbitrarily: (u, v), add edge to ESIG
repeat
test if any edge incident to edge in ESIG with (v, w), assign to Iv
test if any edge incident to edge in ESIG with (t, u), assign to Iu
if Iv = Iu = ∅ ∧ ESIG = ∅ then
choose arbitrary edge ∈ ESIG
remove edge from ESIG
end
foreach incident ∈ Iv do
if (u, w) ∈
/ ESIG then

direct incident (w, v), add to ESIG
remove incident from ESIG
end
end
foreach incident ∈ Iu do
if (t, v) ∈
/ ESIG then

direct incident (u, t), add to ESIG
remove incident from ESIG
end
end
until ESIG = ∅ ;
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 are tested iteratively. Particularly, given e, if there
For this, all edges e = (u, v) ∈ ESIG
 must also contain a directed edge (u, w). If this is not
exists a f = (v, w), then ESIG
 then (V, ESIG
 ) is not transitively orientable.
the case for all e ∈ ESIG

13.3.4. optimize(cluster)
It is possible that within an independent subgraph of the incomparability graph that
is not transitively orientable, there are parts that can be encoded. Consider, as an
example, the shaded subgraph of the graph in Figure 13.6 (left). Such a subgraph is a
common pattern in workﬂows that execute sets of parallel tasks [117]. The graph as a
whole cannot be encoded, but the shaded subgraph can as it is of dimension 2. There
are many workﬂow patterns that share this property of being of dimension 2 and which
therefore do not need to be transformed into a tree (e.g., a sequential chain of tasks).
However they might be embedded into larger graphs that cannot be encoded. An obvious
optimization is to detect these patterns before proceeding with the transformation of the
whole graph into a tree.
Instead of trying to detect patterns, the algorithm identiﬁes subgraphs and tests for
their dimension. If the dimension is no higher than 2, then the subgraph does not need to
be transformed. Then, in practice, the subgraphs which do not need to be transformed
are removed from the graph and replaced with a placeholder node. The graph is then
converted and, after the transformation, the removed subgraphs are put back in the
graph.
The subgraphs to be identiﬁed by the algorithm have one common property: they all
contain two designated nodes of which a ﬁrst node i is the only node in the subgraph
which is the destination of edges outside the subgraph and the second node o is the
only node in the subgraph which is the source of edges leading outside the subgraph.
The subgraph between i and o, SG is then tested for its dimension. If it is of dimension
higher than 2, then the subgraphs in SG are again tested.
Finding the subgraphs with the property described above is done by testing all possible
pairs of nodes and checking to see if they are on the same set of paths in O(|V |2 ). This
check can be done using the matrix C introduced in Section 13.3.1.

13.3.5. transformToTree(cluster)
If an incomparability subgraph is not transitively orientable, then the corresponding dependency subgraph needs to be transformed into a tree while maintaining the transitive
closure of the dependency subgraph. Algorithm 3 traverses the subgraph and in case a
node with an in-degree in greater than 1 is visited, then this node will be copied in − 1
times. For each of the copied nodes, also the outgoing edges of the node are also copied.
The in incoming edges of v will be reconnected to the in − 1 copies and to the node.
Reconnecting the incoming edges to the copies ensures that each of the resulting nodes
has an in-degree of at most 1, thus ensuring that the resulting graph is indeed a tree.
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Figure 13.6.: Illustration of the transformation optimization. The initial graph (left), the
corresponding transformed tree (middle) and the optimized transformed
tree (right).

Also, connecting each incoming edge of the node to a copy ensures that the transitive
closure is preserved. Figure 13.7 illustrates how the algorithm works. The algorithm is
equivalent to a graph traversal, hence its complexity is O(|V | + |E|).
The tree is inserted into the original graph by ﬁrst removing all the nodes and edges
of the problematic subgraph and then gluing the tree in its place.

13.3.6. Interval Assignment
Subsequent to the graph transformation, each node in the graph needs to be assigned
an interval on the line. The graph, which is going to be encoded, is the result of the
transformation algorithm discussed before and hence we can assume that it is encodable
with intervals, i.e. it represents a poset of dimension 2.
The interval assignment of such a graph can be determined by using two linear extensions realizing the poset deﬁned by G. In order to compute two linear extensions,
the transitive orientation of the incomparability graph IG of graph G is required. Since
G has been modiﬁed, the transitive orientation has to be computed again by using the
procedures described in Sections 13.3.1, 13.3.2 and 13.3.3.
Two linear extensions can then be computed by traversing the graph from sources to
sinks, visiting each node only once its predecessors have been visited. If several nodes are
ready to be visited, they are by deﬁnition incomparable and are visited in the order of
the transitive orientation to obtain the ﬁrst linear extension. For the second extension,
the incomparable nodes are visited in the reverse order of the transitive orientation.
The intuition behind this is that in one linear order the two incomparable nodes x,
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Algorithm 3 Algorithm used to transform an arbitrary DAG into a tree while maintaining the transitive closure.
Algorithm: Tree Transformation
Input: graph: directed subgraph of GS = (VSG , ESG )
foreach node ∈ VSG do
if in-degree of node > 1 then
foreach edge of all incoming edges - 1 of node do
copy node
set copy as destination of edge
foreach edge of all outgoing edges of node do
copy edge
set copy as source of edge
end
end
end
end
y must occur x < y while in the other order they must occur y < x. The case in
which several nodes are ready to be visited occurs if they have no predecessor/successor
relationship. Hence they are incomparable and therefore their order is deﬁned in the
transitive orientation of the incomparability graph.
Assume two linear orders, L, L realizing the partial order P on the set of vertices V of
graph G (the dimension of the poset therefore is 2). L deﬁnes an order over V whereas
L deﬁnes an order over a copy of V called V in which the elements are renamed, e.g.,
x becomes x. The two linear orders are then appended such that L = L2 + L−1
1 , where
−1
L1 is simply the inverse of L1 such that if x, y ∈ V with x < y ∈ L1 , then y < x ∈ L−1
1 .
L then has the following properties:
• if two vertices x, y ∈ V are comparable and if x < y (in L2 ) then y < x (in L−1
1 )
and vice versa. Hence in this case in L: x < y < y < x.
• if two vertices x, y ∈ V are not comparable, then x < y in L2 and x < y in L−1
1
(because it is y < x in L1 ) and in this case in L: x < y < x < y.
L will then allow us to easily label all the nodes in the graph. If two nodes x, y have a
predecessor/successor relationship, they are comparable and in case they have no such
relationship they are not comparable. Assume each element in L is labeled increasing
from left to right, each node x will be assigned the interval Ix = [x, x]. Then if two
elements x, y are comparable, they have a predecessor/successor relationship and then,
as discussed previously, L: x < y < y < x. From the assignment of intervals follows
that Ix will enclose Iy . If x, y are not comparable, they have no predecessor/successor
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relationship and, L: x < y < x < y. Ix and Iy will therefore overlap. The semantic
of Ix enclosing Iy depends on the relation < used in the poset. If x < y implies x is a
predecessor of y, then Ix will enclose Iy and vice versa.
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Figure 13.7.: Illustration of the transformation of a graph into a tree.

The complexity of computing the transitively oriented incomparability graph has been
derived in Sections 13.3.1, 13.3.2 and 13.3.3. After transitively orienting G, all that is
left to be done in order to assign an interval for each node, is to traverse the graph. The
complexity of this step is O(|V | + |E|).

13.4. Evaluation
13.4.1. Evaluation Setup
To demonstrate the feasibility and competitive advantage of our approach, we have
carried out experiments for two classes of graphs, the ﬁrst being random DAGs and the
second being a set of representative and interesting use cases of scientiﬁc workﬂows.
For the evaluation of our approach we have performed experiments to measure the
overhead of the graph transformation and interval assignment. Additionally, we have
also measured the response time for a lineage query (the lineage of a randomly selected
leaf node) as well as the number of tuples to be stored for a graph. We compare the
numbers obtained with the two other approaches, querying over all paths and recursive
queries.
The setup used was the same throughout all experiments: two nodes in a cluster of
Linux machines (dual Opteron 2.4 GHz machines with 2 GB memory) connected with
a 1Gb/s local area network were used. One node hosted a Postgres 8.2.1 database
where the graph information was stored while the other node hosted the client. The
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client performed the calculations, the transformation of the graph as well as the interval
assignment, and issued all queries.
Random DAGs are not very realistic representations of scientiﬁc workﬂows. Many
optimizations we have proposed do not apply, even though they are very common in
real workﬂows. Yet random graphs can be seen as a worst case scenario for comparison
purposes.

13.4.2. Evaluation on Random DAGs
In a ﬁrst set of experiments we generated random DAGs and, if necessary, applied the
transformation to them. The resulting graph was assigned intervals for each node and
was stored in the database. Each random DAG was assigned a random number of nodes
between 5 and 100 and each node was assigned between 1 and 4 outgoing edges to other
randomly chosen nodes. The edges were assigned such that the addition of an outgoing
edge did not lead to a cycle in the graph.
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Figure 13.8.: Time required to preprocess a random DAG.

Preprocessing
In a ﬁrst experiment we measured the overhead of transforming the graph. For the all
paths approach, this involves computing all paths in the graph, whereas, in the case of the
interval encoding, this includes the graph transformation and the interval assignment.
The recursive queries approach does not require any preprocessing: the relationships or
edges are directly stored in the database. Thus, we exclude it from this comparison.
The time required to preprocess the graph in both approaches does not directly depend
on the number of nodes in the graph but rather on the structure of the graph. It can,
however, generally be assumed that the more nodes a graph has, the more complex
its structure is going to be (this is particularly true for random DAGs). Figure 13.8
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shows that the time required for the preprocessing is generally higher the more nodes a
graph has. In general, the storing all paths approach performs better than the interval
encoding approach. This is not surprising, given that the interval encoding approach
also needs to compute all paths in the graph. Note, however, that the preprocessing is
done oﬄine and only once, hence the overhead is acceptable.
Querying
Figure 13.9 shows a comparison of the three approaches regarding response time. For
each DAG, a query asking for all predecessors of a leaf (e.g., the lineage of the node)
was issued.
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Figure 13.9.: Response time over random DAGs for the recursive (a) and all paths approach (b).

Figure 13.9 (a) clearly indicates that the recursive approach does not scale very well
with graphs having an increasing number of nodes. While in some cases the response
time is in line with the other two approaches, there are many cases where the running
time is much higher. Figure 13.9 (b) & Figure 13.10 illustrate the diﬀerence between our
approach and storing all paths. In the majority of cases, the interval encoding approach
clearly outperforms the storing all paths approach.
Storage Size
It is also important to measure the storage space required by each approach. In this
experiment we have therefore compared how many tuples are required to store the transitive closure information of the DAGs.
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Figure 13.10.: Response time over random DAGs for the interval encoding approach

The number of tuples required to store the transitive closure in case of the recursive
approach is equal to the number of edges in the graph. Clearly, no other approach will
require less tuples. In Figure 13.11 we compare the amount of storage required by all
paths and that required by interval encoding.
As was to be expected, storing all paths in the graph requires the largest number of
tuples. The number of tuples required roughly scales linear with the number of paths
in the graph. Our approach with the optimized transformation into an encodable graph
requires signiﬁcantly less tuples to store the transitive closure.

13.4.3. Evaluation on Scientiﬁc Workﬂows
In the next series of experiments we compare the diﬀerent approaches using a set of real
scientiﬁc workﬂows: fMRI, Montage and EMAN (Figure 13.12). These three workﬂows
have interesting structures that make them particularly suitable for our experiments.
The fMRI workﬂow serves as an example of a small static acyclic workﬂow which makes
use of parallelism to speed up the computation. The EMAN workﬂow iterates over a
loop to improve the overall quality of the result. By doing so, it leads to dependency
graphs of very large depth. The Montage workﬂow on the other hand does not have the
depth of the EMAN workﬂow, but it is massively parallel.
Functional Magnetic Resonance Imaging (fMRI)
The functional magnetic resonance imaging workﬂow (fMRI) [54] is used to process raw
data of brain scans. It takes in a ﬁrst step the raw data, aligns it to a reference brain
image by reslicing it, averages over several scans executed with diﬀerent wavelengths,
and ﬁnally slices along the x, y and z dimensions. The structure is reasonably simple,
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Figure 13.11.: Storage space requirements.

with two phases of parallel program executions, the ﬁrst phase ending at the averaging
over all scans (where all execution paths meet) and the second starting thereafter.
Although being the smallest workﬂow we use in the experiments, it is not a simple
workﬂow in terms of structure as it has to be transformed (the ﬁrst phase of the parallel
program executions). Thus, from the original size of 45 nodes, it is transformed into a
graph of 107 nodes. The increase, however, is still modest in comparison, as the approach
storing all paths would require 2496 tuples.
Figure 13.13 compares the response time (left) for a lineage query over the fMRI
workﬂow encoded using the three approaches. The interval encoding approach clearly
outperforms the others, especially the recursive approach. As it is shown in Figure 13.13
(right), the storing all paths approach performs reasonably well regarding response time,
but requires twice the number of tuples. The preprocessing takes 46.27ms for interval
encoding, 9.7ms for the storing all paths approach and no time for the recursive approach.
Astronomical Image Mosaic (Montage)
The Montage workﬂow [10] was developed as part of the National Virtual Observatory
(NVO), aiming at processing raw instrument data or images from telescopes and assembling them into a mosaic out of many (possibly hundreds) pieces of data. The workﬂow
runs through several stages, starting by transferring the input ﬁles in parallel, reprojecting and ﬁtting them into a common plane. The execution paths of the workﬂow then
converge in the background modeling node, subsequently go through the background
correction and ﬁnally through the assembly of the image stages in parallel. The degree

111

13. Eﬃcient Lineage Storage

fMRI

Montage

EMAN

Figure 13.12.: Dependency graphs for three scientiﬁc workﬂows: fMRI, Montage and
EMAN (left to right).

of parallelism of the phases before and after the background modeling depends on the
number of input ﬁles to be processed. Smaller instances of the workﬂow typically assemble more than 40 input ﬁles, resulting in 40 parallel execution threads leading to a
dependency graph of more than 1000 nodes.
Figure 13.14 (top) shows the space required by the diﬀerent approaches to store the
transitive closure of the montage workﬂow depending on the number of input ﬁles. Since
this workﬂow does not need transformation, both the recursive approach and the interval
encoding do not require much space. The all paths approach requires considerably more
space and the space needed grows signiﬁcantly with the number of input ﬁles, making
it unsuitable for this type of workﬂow.
Figure 13.14 (bottom) shows the response time as a function of the number of input
ﬁles processed. While the recursive approach grows almost exponentially, the other two
approaches grow linearly, interval encoding being clearly better.
Electron Micrograph Analysis (EMAN)
The EMAN workﬂow [72, 104] processes thousands of micrographs from electron microscopes, iteratively trying to determine a macromolecular structure. The goal of the
computation is to ﬁt individual micrographs of particles, like viruses or proteins (ion
channels) to a hypothetical 3D structure. More precisely, images of nanoscale molecules
embedded in ice are collected and are analyzed with an electron microscope. A 3D
model is then built using the EMAN workﬂow. The workﬂow runs through several
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Figure 13.13.: Comparison of the response time for queries and time for the calculation
for fMRI.

potentially parallel stages and, depending on the resolution of the required 3D model,
iterates through several reﬁnement loops.
The structure of the workﬂow does not require any transformation. Thus, in case of
one iteration, the space required to store the transitive closure is fairly small. Figure
13.15 (top) compares the space required to store the transitive closure of the three
approaches depending on the number of iterations of the reﬁnement loop. As before,
recursive queries and interval encoding require constant space, while the space required
by the storing all paths approach grows exponentially.
Figure 13.15 (bottom) shows the response time for queries using the diﬀerent approaches with respect to the number of iterations over the reﬁnement loops.
Figure 13.15 clearly demonstrate the beneﬁts of our approach. The recursive approach
does not require much space but its performance is not acceptable as the complexity
of the workﬂow increases. Storing all paths has acceptable performance, but requires
exponential growth in space as the complexity of the workﬂow grows. Interval encoding
requires very little space for storage and has the best performance, independently of the
number of iterations and, hence, independently of the size and complexity of the graph.
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In this chapter we discuss using the IDAG approach to encode the ﬁne-grained lineage
information in Sisyphus. To do so, we introduce the concrete use case in Section 14.1.
We also describe the pipeline used to process raw experiment results, the trans-proteomic
pipeline (TPP). Section 14.2 describes how the relevant lineage information of the TPP
is recorded and made available for querying to the user. The structure of the lineage
information is also discussed, motivating the need for ﬂexible encoding mechanisms.
We thoroughly discuss diﬀerent alternatives of encoding the data in Section 14.3. In
Section 14.4, we present measurements regarding the performance for both storing and
querying the lineage information. We conclude this chapter Section 14.5 discusses the
implementation of the appropriate encoding in the Sisyphus system.

14.1. Project Background
Analyzing huge amounts of experiments in systems biology disciplines like cell surface
proteomics has only been made possible through the application of mass spectrometry
and due to recent advances in the computational tools used to process raw mass spectrometry data. These computational tools allow scientists to visualize and interpret the
experiment data but also make tracking and storing lineage information of paramount
importance. In the following, we give an overview of the biological background as well
as the processing pipeline used throughout the paper.

14.1.1. Cell Surface Proteomics
Proteomics is the large scale study of the function and structure of proteins. As opposed
to the genome of an organism, the proteome, the collection of all its proteins, changes
over time. The exact proteome of a cell depends on many factors, but most importantly
on the interactions with other cells. Of particular interest are proteins on the cell surface.
Being able to determine the proteome of cell surfaces will help to understand cell-cell
interactions and thereby will give a much better understanding of the organism. Novel
methods have been developed to isolate the proteins on the cell surface, allowing for the
ﬁrst time to speciﬁcally study and analyze the cell surface proteome.
However, many samples of the cell surface need to be analyzed in order to gain an
understanding of the interactions between cells. The limited throughput of traditional
approaches for analyzing samples regarding quality and quantity of the proteins, like
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protein sequencing or 2D gel-based approaches, has lead to the broad adoption of shotgun
proteomics [82]. In shotgun proteomics, the mass distribution of peptides in a sample is
determined by using mass spectrometers.
Tandem mass spectrometry is used to analyze a sample and to determine quality and
quantity of the proteins contained in it. The basic idea of using mass spectrometry
is to vaporize the sample and then to ionize it. After acceleration though a magnetic
ﬁeld, the beam of elements is directed into another magnetic ﬁeld. The single particles
are redirected based on their mass, yielding the mass distribution of the entire sample.
Using the mass distribution, the initial particles of the sample can be inferred.
This process is however not without diﬃculty: charging proteins breaks them up into
peptides, the next smaller unit. To work around the problem, enzymes are used to
control the splitting. What is determined with mass spectrometry is thus no longer the
mass spectra of the proteins, but the mass distribution of each of the peptides contained
in the sample. Thus an additional step is needed to infer the proteins in the sample
from the mass spectra. For this, a computational pipeline, the trans-proteomic pipeline
(TPP) is used.

14.1.2. Trans-Proteomic Pipeline (TPP)
The trans-proteomic pipeline is a collection of loosely coupled software tools. The
pipeline is released as a whole, but single tools can be replaced if newer versions become available.
Software Tools
In the ﬁrst step of the pipeline, the results of the mass spectrometry, which are in an
equipment and vendor speciﬁc format, are transformed into a standardized common ﬁle
format. This ﬁle is then used to assign candidate peptides to each mass spectrum based
on a database containing all peptides and proteins known to date.
Given the amino acid sequence of a peptide from the database, a hypothetical mass
spectra is computed. The hypothetical spectra are then matched with the actual ones
from the experiment. Several software packages [124, 94, 26], each implementing a
diﬀerent underlying model, can be used to match the spectra to the peptide’s acid
sequence. The process of matching the spectra to a peptide is ambiguous, and depends
on the model used. Each assignment is thus given a conﬁdence value (the probability
that the match is indeed correct).
In a next step, the peptides are matched to proteins. This is a many-to-some relationship in that several peptides indicate the occurrence of a protein. This process is also
ambiguous: one peptide may indicate several proteins. The result of this step is thus
a list of proteins, each again with a probability assigned indicating the chances that it
is actually present in the sample. In the next steps, applications are used to validate
ﬁrst the assignment of spectra to peptides and, in a next step, to assign proteins to

116

14.1. Project Background

Database

MS Analysis

mzXML

TPP
Parameters

Peptide
Assignment

Validation

GAML

pepXML

protXML

Protein
Assignment

pepXML

Quantitation

Trans-Proteomic Pipeline
Figure 14.1.: The Trans-Proteomic Pipeline

peptides (using PeptideProphet1 and ProteinProphet2 respectively). Finally, proteins
and peptides are quantiﬁed using XPressRatio3 and Libra4 . The TPP is depicted in
Figure 14.1.
The tools of the pipeline can be replaced with other versions or other tools. Tools are
often appended to the processing pipeline for further analysis or visualization.
Data in the TPP
The TPP processes data in heterogeneous formats, all of them structured (XML) and
well deﬁned by schemas. It takes several ﬁles as input, among which is a ﬁle containing
parameters for the TPP, the ﬁle to which the output will be written, the spectra over
which it will be searched as well as the taxonomy ﬁle which contains references to the
reference databases.
The ﬁles passed between the software tools are in diﬀerent XML formats. The hierarchical structure of them models biological correlations. As an example, the output from
the peptide validation is in the pepXML format. Such a ﬁle contains an array of spectrum queries (spectras), each containing the peptides or search hits which may match
the spectrum. Each such search hit is assigned a number reﬂecting the probability of
the match. The structure of a pepXML ﬁle is illustrated in Figure 14.2. The structure
1

http://peptideprophet.sourceforge.net/
http://proteinprophet.sourceforge.net/
3
http://tools.proteomecenter.org/wiki/index.php?title=Software:XPRESS
4
http://tools.proteomecenter.org/wiki/index.php?title=Software:Libra
2
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of a protXML ﬁle is similar: it contains an array of protein groups. Each protein group
contains proteins which in turn contain the peptides out of which it is inferred.
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Figure 14.2.: Structure of a pepXML ﬁle

14.2. Lineage in the TPP
The trans-proteomic pipeline allows to track lineage on diﬀerent levels of granularity.
Coarse-grained lineage can be captured by instrumenting the TPP. Fine-grained lineage
has to be extracted from the ﬁles passed in the TPP.

14.2.1. Coarse-grained Lineage
Coarse-grained or ﬁle-based lineage of the TPP can be recorded by instrumenting the
workﬂow execution engine. With such instrumentation, one is able to exactly record
what program execution has been using what ﬁle, what program execution has produced
which ﬁle, etc. Most of the work based on workﬂow based data lineage addresses this
type of lineage[79, 18, 14, 103].

14.2.2. Fine-grained Lineage
Relevant lineage information however allows to answer more detailed questions: ’What
did have an inﬂuence on a speciﬁc inferred protein (or set of proteins)?’, including all
peptides, spectra, assignments and of course also the programs involved. This can be
found by determining the items of interest at the right level of granularity (peptides,
spectra or assignments), exploiting the structure of the data, and by connecting them
with each another using the IDs uniquely identifying each item.
As an example, we will use the last part of the TPP to illustrate the pepXML ﬁle
used by the ProteinProphet tool and the protXML ﬁle produced. Both, peptides and
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proteins in both ﬁles have a unique ID assigned. In case of the peptide, this is the amino
acid sequence and in case of the protein an abstract ID. With these IDs it is possible to
connect proteins to peptides as is depicted in Figure 14.3.
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Figure 14.3.: Connecting the elements of interest in the pepXML and protXML in the
last step of the TPP

As mentioned earlier, the mapping of many items is ambiguous. This is also the case
for the mapping of peptides to proteins shown in Figure 14.3. One protein has at least
one but usually several peptides it consists of. Also, a single peptide may contribute to
several proteins suspected to be in the sample. The relationships between peptides and
proteins therefore is many-to-many and consequently, the resulting structure cannot be
represented by a tree.
Connecting input parameters, database entries, spectras, peptides and proteins, the
ﬁne-grained lineage information can be captured by a directed acyclic graph. Figure 14.4
illustrates a simpliﬁed DAG for just two protein inferences. One experiment processed
by the TPP contains several hundred to thousands protein inferences, leading to a DAG
with several thousand nodes. Note that such a graph does not contain independent
subgraphs for each protein inference but is instead connected.

14.2.3. Connecting Fine- & Coarse-Grained Lineage
The coarse-grained lineage information (e.g., what pepXML ﬁle has been used by the
ProteinProphet execution) can be linked to the ﬁne-grained information (e.g., what protein has been inferred by what peptide). This is necessary in order to be able to answer
questions ’What protXML belongs this protein to?’ or ’What version of ProteinProphet
has been inferring this protein?’. It is therefore not enough to store the dependency
(i.e, what has been causing what) but also the hierarchy (i.e., what is part of what).
In contrast to the dependency relationships, the hierarchy relationship can be stored as
a tree (as they are captured in the XML documents). Figure 14.3 illustrates this by
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Figure 14.4.: DAG structure of the ﬁne-grained lineage

associating peptides with spectrum queries which in turn are associated with a speciﬁc
pepXML ﬁle. This can be done for all ﬁle involved in the execution of the TPP.
When storing all this lineage information, there are thus three diﬀerent types of information to deal with: attributes (protein groups, ﬁles, program executions, etc.),
hierarchy relationships, and dependency relationships.
The example questions listed below use such information as follows:
Question 1: an example question a biologist may ask: ’What ﬁle contained the mass
spectra from which a speciﬁc protein was inferred from?’. Such a question would ﬁrst
identify one or several proteins given some attribute, then use a dependency query to
ﬁnd out what mass spectra were used to infer it and ﬁnally use a hierarchical query to
identify the ﬁle these mass spectra are contained in. Answering a question like this is
important as it allows the biologists to identify what ﬁle containing raw experiment data
needs to be processed again in case of errors.
Question 2: similarly, an equally important question is ’What programs were involved
in inferring a speciﬁc protein?’. Since there is no direct dependency relation between
proteins and the programs used to infer them, a hierarchical query ﬁrst has to ask for
the result ﬁle where the protein is found and then ask what programs produced such a
ﬁle using a dependency query.
Question 3: a diﬀerent question may be ’What other proteins were inferred from the
same raw input data ﬁle along with a suspicious and possibly wrong protein and may
therefore also be wrong?’ This questions extends example question 1 by subsequently
querying what ﬁles were derived from this raw input ﬁle and what proteins are contained
in it.
This is of course not an exhaustive list of possible questions but illustrates the variety,
complexity and types of questions and how they can be answered using dependency and
hierarchy queries.
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14.2.4. Tracking and Storing the Lineage
The tools which are part of the TPP are wrapped in scripts which are orchestrated with a
workﬂow. The scripts wrapping the tools take the same arguments as the actual tool and
are used to extract the parameters, the input and output ﬁles as well as attributes of the
tool. These scripts register program executions, parameters, data and the relationships
between programs and data.

Inferring Hierarchy
Once a script is executed it will store the relevant attributes of the ﬁles used and produced. In addition to that, it can also store the hierarchical relationships between data
items. For this, the script will look at the structured contents of the ﬁle and will use
handlers for each type of data item contained. In case of pepXML, for instance, the
script parses the pepXML ﬁle and will for each spectrum query in it call a handler to
store it and associate it with the ﬁle. Following this, the search hits (peptides) will be
parsed and again, for each search hit, a handler will be called for storing it in the DB
and for associating it with the spectrum query. Scripts and handlers for all ﬁles and
data items processed by the TPP have been implemented.

Inferring Dependency
Inferring the causality happens on two diﬀerent levels. The relationships of the coarsegrained lineage information are captured by the workﬂow execution engine and the
scripts wrapping of the tools. These scripts register program executions and the ﬁles used
and generated. By identifying what ﬁles are equal, the scripts can connect producer and
consumer of data and establish a dependency connection. For this, scripts need to know
what ﬁles are equal. The script having a ﬁle as input will query the database to see if a ﬁle
with the same attributes has already been stored. If this is the case, it will connect the
already stored ﬁle with the current program execution, transitively connecting whatever
has lead to the ﬁle with the current program execution. The attributes which are
compared depend on the particular type of ﬁle.
On the more ﬁne grained level, connecting the data items is done with the same
handlers used to infer the hierarchy. These handlers tracking the hierarchy will also look
up from which spectra a given peptide has been inferred. Clearly this process is based
on additional information which is diﬀerent for each handler. Making this connection
between spectra and peptide is based on the same spectra identiﬁer used in both ﬁles.
All ﬁles processed in the TPP have for each data item unique identiﬁers allowing to
connect data items before and after program execution.
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14.2.5. Evolution of the TPP
The tools of the TPP are continuously released in new versions and the corresponding
program in the TPP must be replaced. Also, additional tools may become available.
Examples of such tools include additional programs to quantify proteins or peptides,
alternative algorithms to identify proteins etc. Additional tools are likely to modify the
structure, the sequence of execution of the TPP.
Having wrapped the TPP into a workﬂow makes it simpler to accommodate for these
changes. Tools can easily be replaced and the workﬂow can be modiﬁed to execute new
tools.
Possible changes, particularly to the structure of the workﬂow, also have an impact
on the lineage information. Clearly, new tools need to be instrumented to provide the
necessary lineage information. At the same time, the schema of the lineage information
stored in the database may require changes which then again would require changes to the
queries used to retrieve this information. Changes to schema and queries however cannot
be made every time the workﬂow changes. Statically mapping the lineage information
onto the schema is thus not a workable approach and an encoding of the information
independent of the workﬂow structure has to be found.

14.3. Encoding Approaches
Given the query workload which consists of batches of queries about the hierarchy and
dependency relationships between data and programs, an appropriate encoding for such
interrelated data must be found. To store and retrieve the lineage information eﬃciently,
we have evaluated several approaches that can deal with change, i.e., do not make any
assumptions about the structure of the ﬁles and the lineage dependency graph. We
consider two diﬀerent types of queries, i.e., hierarchy queries and dependency queries
working on diﬀerent structures, trees for the former and DAGs for the latter. What we
therefore need is an encoding for the transitive closure of trees and DAG so that they
can be eﬃciently stored in a relational database and also be eﬃciently retrieved. We
will evaluate encoding approaches for trees and DAGs separately.

14.3.1. Tree Encoding Approaches
We will ﬁrst look at two diﬀerent encodings for tree structures: recursive and interval
encoding. The former can also be readily used for DAG structures while the latter cannot
but it is the basis for a number of eﬃcient encodings for DAGs as will be discussed later.
Recursive Queries
Existing systems used to record and retrieve lineage information [70, 4] store the tree or
DAG as an adjacency list in the DB and use recursive queries to answer queries about
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the transitive closure. This approach has the advantage of being very fast when storing
the information. In fact, for a tree G = (V, E), the time to encode only depends on the
number of edges |E| as does the space required to store it.
Querying however may be costly, as queries need to be executed recursively. The
runtime of such a recursive query depends on two factors, the number of recursion levels
and the number of edges |E|. The former can grow up to the length of the tree, where
the length is deﬁned to be the longest directed path in the tree, which is at most equal
to the number of edges |E|. For deep trees, such queries may not be very eﬃcient.
Interval Encoding
Another tree encoding approach which has been used in several applications [32, 81, 112]
is interval encoding which has already been discussed in Section 13.1.4.
Interval Assignment: The intervals of a tree can be assigned by traversing it. The
left boundary value of the interval is assigned preorder and the right value postorder.
This guarantees that the intervals are assigned to comply with the deﬁnitions outlined
before. Encoding in the case of interval encoding means assigning intervals to nodes.
In case of a tree this can be done by visiting all nodes and edges and the complexity
therefore is linear with respect to the number of edges |E| and vertices |V | in the tree.
Querying: Answering the question about the lineage of a node, e.g., querying for all
predecessors of a node, can be done by determining what interval (associated to a node)
encloses this interval. Equally, ﬁnding all successors of a node can be done by testing
what intervals are enclosed by the node.
The complexity for querying trees depends on the number of vertices |V |, hence the
complexity of the query is O(|V |).

14.3.2. DAG Encoding Approaches
As we have already discussed in Section 14.2, the lineage dependency information can be
represented as a DAG. What we are interested in are queries over the transitive closure
of the DAG. In particular, we want to support question such as what items did depend
on other items in the protein inference, e.g., what peptides did the proteins depend on
and so on. We also want to ask the question of impact, e.g. what proteins did this
peptide or spectrum have an impact on. In other words, we want to retrieve all nodes
that are reachable from one particular node (or a set of nodes) or we want to query for
all nodes which reach a particular node.
The problem is related to the question of graph reachability. The question asked in
graph reachability is, whether a node can be reached from another. When asking for the
lineage of a node n, one asks for all nodes reachable form n. With minor modiﬁcations,
graph reachability approaches can be used to answer the lineage question as well.
We have evaluated several approaches to store and retrieve data lineage, some designed
for graph reachability and one used to answer lineage queries. All of the approaches
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tested are based on the interval assignment discussed for trees in discussed in the previous
chapter in Section 13.1.4. Because intervals cannot be assigned to DAGs readily, one
class of approaches uses additional lookup tables and more complex queries. A second
type of approach modiﬁes the graph to make it amenable to interval encoding. We have in
particular compared the Dual Labeling (Dual-I & Dual-II), GRIPP, IDAG (as presented
in Section 13.2) and the recursive approach. We have chosen the ﬁrst three approaches for
their comparatively low theoretical complexities in terms of encoding, retrieval time, and
space. The recursive approach is included because it is the prevalent approach in lineage
management systems. The complexity of updates for these approaches is not relevant
as the lineage information is written once after the experiment is executed and it is not
changed thereafter. In what follows we initially outline each of the approaches, discuss
potential problems and illustrate them with measurements. The authors of the GRIPP
and Dual approaches have kindly provided us with the code to run the experiments.
Dual Labeling (Dual-I & Dual-II)
The dual labeling approach divides the edge set of the graph in two sets [120]. The
ﬁrst contains all edges of the spanning tree of the graph and the second set contains
all remaining edges, the so called non-tree edges. The spanning tree is encoded with
intervals. The non-tree edges are stored in a link table. Testing the reachability for two
nodes involves checking reachability in the spanning tree and subsequently following the
non-tree-edges in the link table. Querying the spanning tree is relatively fast, querying
the link table however slows down the query. Whilst one can argue that, when testing
for reachability, answers can often already be given by only querying the spanning tree,
therefore reducing the average query time, this is not the case for the lineage query
where the entire transitive closure of the graph must be explored.
Depending on how the link table is organized, queries can signiﬁcantly be sped up.
One such improvement is to not just store the non-tree edges but also additional edges
representing the transitive reachability information of the non-tree edges. This significantly reduces the number of look ups in the link table. Two variants of Dual have
been devised. Dual-II trades time for space by reducing the size of the link table to the
adverse eﬀect that queries are executed slower. The complexity of querying with DualII is O(log t) (t is the number of non-tree edges). Dual-I uses a bigger link table but
can reduce the query complexity to O(1). Both approaches have the same theoretical
complexity for encoding the graph.
Clearly, the performance can also be improved by minimizing the size of the link table
which can be achieved through maximizing the spanning tree.
Implementation: The code provided by the authors of the approach calculates labels
and the link table, stores both in data structures in main memory and queries over them.
Because our application manages massive amounts of interrelated data, we cannot store
the data in main memory but have to store it in a database. We therefore use the code
of the authors [120] to calculate labels and the link table and then store the labels and
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links in tables in the database. We have used the C++ code from the authors to write
the corresponding SQL query.
Discussion: This approach works particularly well for tree-like graphs, that is for sparse
graphs where the number of non-tree edges t is very small compared with the number of
edges in the graph. For denser graphs, however, the number of non-tree edges becomes
big and contributes signiﬁcantly to the overall complexity. We measured this behavior
for increasingly dense DAGs. The graph density is measured as the ratio of edges to
nodes (this is the non-normalized graph density [24]).
We have measured t in a series of experiments where we have left the number of
vertices constant at 2000 but have varied the number of edges, ranging from 2000 to
15000. The results, plotting the graph density versus the number of non-tree edges, are
shown in Figure 14.5.

Figure 14.5.: Number of Non-tree edges for increasing graph density

As Figure 14.5 shows, the number of non-tree edges grows very fast. A big t is only
problematic if it starts to dominate the complexity of the encoding, which has complexity
O(|V | + |E| + t3 ) (for G = (V, E)). With t3 this happens very soon. Clearly, as the
authors of the approach point out, the approach is very well-suited for sparse tree-like
graphs. It does not do well for denser graphs.
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GRIPP
The GRIPP approach transforms the DAG into a tree in order to use interval encoding [111]. To compute this tree, the graph is traversed depth-ﬁrst and intervals are
assigned to the nodes. An edge over which a node is reached the ﬁrst time is called
tree-edge. All following edges to the same node are called non-tree edges. If a node is
reached over a non-tree edge, its successors will not be visited. The node will be copied
and the non-tree edge will now have the copied node as destination. Such a copied node
is called a non-tree node and will also get an interval assigned. Copying the node and
redirecting the edge will ensure that the in-degree of all nodes in the graph is at most one
and the graph is in fact a tree. With G=(V,E), copying nodes will lead to a maximum of
|E| additional nodes, resulting in an overall space complexity of O(|V | + |E|). Encoding
of the graph can be done in a graph traversal in O(|V | + |E|).
When testing if a node a is reachable from node b, it is ﬁrst tested if the interval of
b is in the interval of a. If the interval of a contains any non-tree node c, then a query
testing if b is in the interval of c is executed. This is done recursively until b is found or
the entire tree is traversed, leading to a worst case complexity of O(|V | − |E|) queries.
The number of non-tree nodes can be reduced by adjusting the traversal order with
which the tree is built. An additional strategy for reducing the number of queries when
querying for the lineage of node a is to avoid executing a query for a non-tree node n of
which the reachable nodes are a subset of the reachable nodes of a. The authors of the
approach claim that reducing the number of non-tree nodes which need to be queried
leads to an almost constant number of queries needed to be executed.
The number of queries which need to be executed to retrieve the lineage of a node in
the graph may grow big for large graphs. It depends on the number of non-tree nodes in
the tree which in turn depends on the average in-degree of the nodes in the graph (every
node is copied n − 1 times to a non-tree node where n is the in-degree). To study the
behavior of the approach, we have generated random graphs with an increasing average
in-degree of its nodes. The average in-degree of a graph is its non-normalized density.
For each node we have retrieved its reachable nodes, i.e., its lineage and have measured
the number of queries that need to be executed. The results are shown in Figure 14.6.
Even if the density of the graph increases, the number of queries required converges
to the upper bound of 6 and generally remains between 4 and 6.
Implementation: We have used the PL/SQL code provided by the authors with minor
modiﬁcations to implement this approach. The code deﬁnes several stored procedures
for storing and retrieving the graph information. We have modiﬁed the procedure to
retrieve graph information such that it does not test for reachability of two nodes, but
instead traverses and returns the entire subtree reachable from node a, a being the node
we want to know the lineage of.
Discussion: This approach has very interesting theoretical upper bounds for the time
required for encoding and for the space for storing the information. Executing O(|V | −
|E|) queries for retrieving the lineage of just one node however may introduce unaccept-
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Figure 14.6.: Increasing number of queries for dense graphs

able overhead. Even if the number of queries required to be executed in order to retrieve
lineage information is almost constant, the overhead of executing these queries may still
be high. The stored procedure executing these queries also maintains several temporary
tables, writing and reading from them during execution. This is done in order to avoid
querying the same interval range twice. While this also reduces the number of queries
executed, it also introduces overhead and consequently executing the stored procedure
once takes 1ms.
Interval Encoding for DAGs (IDAG)
Only the subset of DAGs which have a partial-order dimension of two or less [95] can
be encoded with intervals. IDAG exploits this by transforming arbitrary DAGs into
DAGs of partial-order dimension two if necessary. IDAG ﬁrst tests if the partial-order
dimension of the DAG is at most two. If this is the case, then the DAG can be directly
encoded with intervals. If this is not the case, the DAG will be transformed in a DAG
with equivalent transitive closure. To do this, each of the independent subgraphs is tested
for its partial-order dimension and if this exceeds two, the subgraph is transformed
to a transitive closure equivalent tree. To do so nodes are duplicated such that the
reachability information in the tree is the same as in the subgraph. Trees can always
be encoded with intervals and once a subgraph is transformed to a tree it replaces the
subgraph in the graph. Once the partial-order dimension of the entire graph is two, the
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intervals are assigned to the nodes. The ﬁrst two phases, testing for the partial-order
dimension and transformation, can be executed in polynomial time with respect to the
number of vertices and edges in the DAG, whereas the last phase is of linear complexity.
Implementation: To encode the ﬁne-grained lineage as discussed before we have improved IDAG by reducing the complexity of the ﬁrst phase, which ultimately reduces
the overall complexity, particularly in case the second phase can be skipped. Instead of
using the algorithm of polynomial complexity to test the partial order dimension [95] as
it has been described in Section 13.2, we have implemented an approach which can test
the DAG in linear time [110]. Our experiments indicate that the test phase is the most
time consuming phase. Using a linear time algorithm greatly reduces overall execution
time also when a transformation is necessary.
Discussion: This approach yields fast lookup times because only a very simple query
has to be executed. The problem of this approach is however that it is diﬃcult to assess
if a transformation is necessary and, if so, how many nodes need to be duplicated. A
transformation has a signiﬁcant impact on the time required to encode as well as the
space needed to store it. It may also have an adverse impact on the runtime of queries
which, if the DAG has been transformed, have to be evaluated over more tuples.
To illustrate this problem, we have tried to determine on what the number of duplicated nodes depend and have tried to correlate this number with characteristics of the
graph. Of all graph characteristics we have tested, the partial-order dimension seems to
correlate best with the number of tuples duplicated. For randomly generated graphs,
we have measured the ratio between the number of nodes in the DAG and the number
of duplicated nodes versus the partial-order dimension of it. The results are shown in
Figure 14.7.
Knowing the partial-order dimension helps assessing the number of tuples which need
to be duplicated. Determining the dimension of a DAG is however diﬃcult in practice,
particularly for large graphs. The problem is NP-complete and for the measurements
shown before, we have only been able to test for small graphs of up to 100 nodes.
It is thus diﬃcult to determine how many nodes will be duplicated in order to encode
a given graph with intervals. As we have shown in the previous chapter, randomly generated graphs seem to require signiﬁcant transformation whereas lineage graphs resulting
from real workﬂows are suﬃciently simple and do not require much transformation if
any at all.

14.4. Encoding Evaluation
In this section we ﬁrst compare and evaluate the recursive and interval encoding approaches for tree structure in case of hierarchy queries. We then discuss performance
evaluations comparing GRIPP, Dual-I & II and IDAG for encoding & retrieving dependency information.
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Figure 14.7.: Increase in tuples with increasing DAG dimension

The setup used was the same throughout all experiments: two nodes in a cluster of
Linux machines (dual Opteron 2.4 GHz machines with 2 GB memory) connected with
a 1Gb/s local area network. One node hosted a Oracle 11g database where the graph
information was stored while the other node hosted the client. The client performed the
encoding in all cases except for GRIPP and issued all queries. In the case of GRIPP,
the encoding was executed on the server as this approach is implemented as a number
of stored procedures. To retrieve the information in case of the recursive approach also
stored procedures were used.

14.4.1. Hierarchy Queries
In this section we discuss storing and retrieving hierarchical information, i.e., tree information from the XML structures of the ﬁles storing proteins, peptides etc. We measure
the size of such trees in the number of vertices they contain and generate random trees
with a maximum depth of 4. A typical size of such a tree in the experiments is 5000
vertices with a depth of up to 4.
Storing
A ﬁrst experiment carried out compares the time required by both approaches to store
the hierarchical lineage information, i.e. the tree structure. Figure 14.8 depicts the time
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required for both approaches relative to the tree size measured in the number of vertices.
As can be seen, the time required for both approaches grows linear with the tree size.

Figure 14.8.: Storing hierarchical information

The process of storing the hierarchical information of the trees is diﬀerent for the two
approaches. In case of the recursive approach, the node IDs and their parent IDs have to
be stored in no particular order. For storing the information with interval encoding, the
intervals need to be calculated ﬁrst which can be done by traversing the tree depth-ﬁrst.
The slightly more complex procedure of encoding the tree with the interval encoding
results in only slightly higher times.
For both approaches, storing a typical protXML ﬁle with 5000 vertices takes between
1.5 and 1.6 seconds.
Querying
Two diﬀerent queries are relevant in the context of the hierarchical structure. The ﬁrst
query asks about the membership of an item, e.g., in what protXML ﬁle is this protein
stored. Answering such questions amounts to querying up the tree structure. We have
measured the time it takes to execute such a query depending on the size of the tree,
i.e., the XML ﬁle. Figure 14.9 compares the two approaches for such a query. A random
leaf node was repeatedly chosen and the root of the tree it is member of was retrieved.
As can be seen, the diﬀerence for both approaches is small. For a ﬁle with 5000
vertices, the time is between 1.5 and 1.8 ms.
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Figure 14.9.: Querying up the hierarchical information

The second query may for instance retrieve all proteins in a given ﬁle, or the proteins
in a particular protein group, etc. and therefore queries down the hierarchical structure
of the tree. Figure 14.10 compares the two approaches with a growing size of the tree.
For this series of experiments the root was selected and all its children were queried for.
The two approaches diﬀer signiﬁcantly, with the recursive approach growing much
faster than the interval approach. While for the query in the case of the interval approach
only the number of stored vertices matter, for the recursive approach the numbers of
paths which need to be followed matter. The number of paths is equal to the number of
leaf nodes in the tree. For an example ﬁle, the number of leafs is 5000 and the number
of paths 5000. This leads to a time of 4.8ms in case of the interval approach and of
75.9ms for the recursive approach.

Space
The space required to store the tree structure matches the theoretical complexity for
both approaches. In case of the recursive approach this is the number of edges in the
tree. For the interval encoding approach it is the number of vertices.
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Figure 14.10.: Querying down the hierarchical information

Discussion
Both approaches have similar complexities with respect to time to encode/store and
space. The major diﬀerence however is in retrieving child nodes where interval encoding
is signiﬁcantly faster and scales better. Retrieving child nodes is an important aspect
of the encoding approach for our application where many queries will for instance be
issued to ask for the children of a spectrum.

14.4.2. Dependency Queries
In order to answer dependency queries, the lineage information has to be retrieved from
the TPP. This is done by parsing the XML ﬁles involved in the TPP and linking these
items together by using unique identiﬁers. This relationship information is represented
with a DAG.
Graph Structure
The lineage graph of one experiment has as nodes the proteins, peptides, parameters,
spectras etc. which are part of the experiment. In it, two nodes are connected with
a directed edge if the source node has had an impact on the destination node. The
sinks in the graph are the proteins, being at the end of the protein inference process and
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items, such as parameters, database entries, spectras etc. are roots at the begin of the
identiﬁcation process.
For our application, we need to be able to ask queries in both directions, e.g., what
has had an inﬂuence on this protein inference and on what did this peptide have an
inﬂuence. We are thus querying for the lineage of proteins, requesting all items which
had an inﬂuence on it and on the other hand we ask for the impact of, e.g., a spectra,
asking on what peptide or protein did this spectra have an impact.
Asking both questions about lineage and impact of items is not a problem for IDAG
and the recursive approach. One can ask what intervals are contained in this node’s
interval, for asking the question what does this node have an inﬂuence on. Asking what
did have an inﬂuence on a given node can then be done by asking what intervals do
contain the node’s interval. For the recursive approach we have to provide a second
stored procedure querying recursively up the graph.
There is however no similar solution for the Dual and GRIPP approaches. Consequently, we store the graph structure twice, ﬂipping the direction of the edges when
storing it the second time. This has an inﬂuence on the time required to encode as well
as on the space. We did however not include this in the measurements for storage space
and time to encode.
Storing
In this series of experiments we have measured the time it takes to store example experiments of increasing sizes (measured in terms of protein inferences) in the database.
Storing the experiment includes encoding the DAG and storing it in the database. The
results are depicted in Figure 14.11.
In case of the recursive approach the adjacency list containing all edges needs to be
stored. Consequently, the space required is linear with the number of edges |E|.
Both Dual approaches have a theoretical complexity of O(|V | + |E| + t3 ) for the
encoding step with t being the number of the non-tree edges. In case of the lineage
graph from an experiment with 1000 protein inferences, the number of such edges is
9045. This of course contributes signiﬁcantly to the time required to encode as has
already been discussed in Section 14.3.2. Consequently the time to store the lineage
information for both Dual approaches is high. Dual-II seems to be slightly slower which
is due to the additional calculations needed to reduce the size of the data structure.
The GRIPP approach does much better. However even though the theoretical bound
is only O(|V | + |E|), the time required is still substantial. This is due to the additional
improvements which go beyond the simple construction of the tree as discussed in Section
14.3.2.
Clearly, the IDAG approach beneﬁts from the comparatively simple structure of the
DAG. Only few transformations are required, resulting in 19’921 duplicated nodes for
an experiment of size 1000. If the structure of the graph was more intricate, more
transformations would be required, requiring more time to encode. With the current
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structure of the DAG however, the overall time is comparatively low. Even though the
time to encode is of polynomial complexity in case of this approach, the results indicate
an almost linear behavior.

Figure 14.11.: Time to store experiments

Querying
We have measured with each encoding approach the time required to retrieve the lineage
information of a batch of 1000 items. This is a very common query, for instance when
retrieving the lineage of soluble proteins in an experiment or a group of proteins sharing
a diﬀerent attribute.
We have measured both the time required to query for the lineage of proteins, ﬁnd
what spectras lead to their inference, and what proteins have been inferred from a given
spectra. The results are depicted in Figure 14.12.
The recursive approaches needs the most time to retrieve the lineage of the batch of
proteins with roughly 4400ms in both directions. The stored procedure implementing
this approach needs to be executed over 7 levels of recursion in both directions and hence
the time required is roughly the same in either case.
GRIPP requires less time than the recursive approach but substantially more than
the other approaches. The stored procedure for the GRIPP approach is quite complex
and requires the recursive execution of queries. The number of recursions does depend
on the average in-degree of the nodes in the graph as has been illustrated in Section
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14.3.2. When encoding the graph for asking about the lineage of proteins, the average
in-degree of nodes is 2.36, whereas it is 2.91 when encoding for asking about the impact
of spectras. This diﬀerence explains the noticeable diﬀerence in the execution times for
queries in the two directions.
Both Dual approaches have similar queries for retrieving the lineage as does IDAG.
The dual query ﬁrst queries over the transitive closure of the spanning tree of the graph
and in a second step over the link table. The query for IDAG on the other hand only
has to query of the transitive closure of the modiﬁed graph. The lower complexity of the
query for IDAG explains that it is slightly faster. Flipping the edges in case of the Dual
approach in order to encode for queries in both directions leads to a diﬀerent number
of non-tree nodes for the experiment as has been reported previously with 8816 edges.
This diﬀerence of non-tree nodes is however not noticeable.

Figure 14.12.: Time to retrieve dependency information

Space
We have also measured the space required to store the lineage information for the different approaches and experiments of diﬀerent size as is depicted in Figure 14.13. This
is a particular interesting experiment for the Dual-I and II as well as IDAG as they
do not have strict upper bounds for the space complexity. The other two approaches
on the other hand behave as is to be expected. The recursive approach requires |E|
tuples to store all edges. GRIPP needs slightly less than the theoretical upper bound of
O(|V | + |E|) and also grows linearly.
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The Dual approaches again suﬀer from the high number of non-tree edges and require
the most space, signiﬁcantly more than the others. Dual-II trades time for space and
requires less space for storing the information. Both are however not as high as their
analytical upper bound. But with an increasing size of the experiment and therewith
with an increasing size of the lineage DAG, the number of non-tree edges grows and the
t term of the space complexity O(|V | + t2 ) lets the number of tuples grow fast.
Surprisingly, IDAG does not require excessive space and also grows near linearly for an
increasing experiment size. As has been mentioned earlier, 19921 nodes in the DAG need
to be duplicated for an experiment of size 1000, putting this approach behind GRIPP
and recursive but clearly ahead of Dual.

Figure 14.13.: Space needed to store one experiment

Discussion
The most important property for our application is the time required to execute dependency queries. When comparing the approaches, the time to retrieve the lineage of just
one protein diﬀers only in the order of few milliseconds. In our application queries for
retrieving the lineage of a batch of proteins are very frequent. In case of such batches
which retrieve the lineage of hundreds or thousands of proteins, milliseconds translate
into seconds and start to make a diﬀerence.
Choosing the right encoding for the dependency information is not trivial. Depending
on the structure of the lineage DAG, diﬀerent encoding approaches may suit best. If
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the DAG was tree like, with a low number of non-tree edges, Dual-I or Dual-II may
suit best. In case the DAG was signiﬁcantly more intricate, the GRIPP approach may
provide the best performance by having a constant number of queries to be executed.
The DAG structure in our case however is not tree-like, but also does not seem to have
a high partial-order dimension making the modiﬁed IDAG approach most suitable. This
approach trades space for time and with an increase of the number of tuples required to
be stored, this approach has the lowest time to retrieve the information. Even if IDAG
is only slightly faster than Dual and GRIPP, it clearly outperforms both when encoding
the DAG and stores the lineage information without an undue penalty regarding space.
We thus consider IDAG to be the most suitable encoding approach for dependency
queries in our application. It is very eﬃcient with respect to storing and retrieving the
dependency graph and is also reasonable regarding space. It supports both types of
queries, lineage and impact, without any changes.

14.5. Sisyphus
We have implemented the modiﬁed IDAG approach and the interval encoding approach
in Sisyphus. The goal of Sisyphus is to enable users to manage cell surface proteomic
experiments results. It directly integrates the TPP and hence allows the user to import
raw experiment data over which the TPP tools are run subsequently. Upon experiment
import, annotation information is imported automatically. All information, from experiment results and annotations, is stored in a database. The information is made available
through a Web frontend accessible through the browser. With this the users are able to
search and manage experiments as well as retrieve the lineage of entire experiments or
more ﬁne-granular data like proteins, spectras etc.
To enable this, the lineage information is captured, encoded and stored at the end
of the data processing with the TPP. The time required to execute the TPP depends
on the size of the raw experiment data processed, the input parameters and the size of
the reference database searched. For an experiment with 4000 spectras in the raw input
data and one database searched, the running time is between 5 and 7 minutes. Storing
the dependency information takes an additional 20 seconds and storing the hierarchy
information takes 18 seconds for all ﬁles processed. Storing the information thus adds
38 seconds, increasing the overall time to run an experiment between 9% and 12%.
Because the two approaches for storing hierarchical information do not diﬀer signiﬁcantly, the only way to speed up the storing process is to switch to the recursive approach
for the dependency information. This is the fastest approach for storing & encoding the
dependency information and using it would reduce the overall time to 34 seconds. This
only reduces the time to store the lineage information by 11%.
Accepting this 11% time penalty for encoding however allows a question like ’Retrieve
the lineage of all protein with a probability bigger than 90% in a speciﬁc experiment?’
to be answered substantially faster. The question queries for the lineage of ca. 500
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proteins in 0.7s instead of 3.7s when using the recursive approach to store the dependency
information. With the encoding chosen, similarly signiﬁcant speedups can be achieved
for many batch queries which are very frequent in Sisyphus. Such speed ups contribute
considerably to the usability of Sisyphus.
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The ability to track lineage is of paramount importance for scientiﬁc applications. Without being able to track back the origin of a given data set, no conclusive statement can
be made about it, rendering it virtually useless. Several diﬀerent systems have been
implemented to track the lineage of individual data sets, however, none of them focuses
on the eﬃcient storage and retrieval of lineage information. They instead use recursive
queries, which do not scale for very large workﬂows as we have shown.
In Chapter 13, we have presented an alternative approach for storing the transitive
closure of dependency graphs of data sets and tasks. The new approach transforms, if
necessary, an arbitrary graph into an interval encodable graph while maintaining the
transitive closure, encodes it and stores it in the database. As the evaluation on coarsegrained, workﬂow-based lineage information demonstrates, this encoding allows for very
fast lineage queries over the transitive closure for a wide range of workﬂow types without
imposing an undue penalty in terms of storage.
Storing only coarse-grained, ﬁle based lineage and making it available to scientists
however is in many cases not enough for them to ask sophisticated lineage questions.
With the example of proteomics experiments and the TPP processing pipeline, we have
shown in Chapter 14 how to exploit structured ﬁles passed between the tools of the
TPP in order to access ﬁne-grained lineage. Collecting ﬁne-grained lineage challenges
current methods of encoding graph structures. For our application which processes the
data with the TPP, we have evaluated encoding approaches for hierarchy as well as
dependency information. With the initial discussion and the evaluation we have shown
that choosing the right encoding has a signiﬁcant impact on the performance of lineage
queries. The performance depends on the characteristics of the graph that represents
the dependency information.
In the case of the lineage generated by our processing pipeline, the modiﬁed IDAG approach suited best as it is the fastest to retrieve dependency information. It surprisingly
did not require much time to encode and also not as much space as expected. Given the
speciﬁc structure of the graph, with many non-tree edges, both Dual approaches did not
perform well regarding time to encode and the space needed. The recursive approach
was very fast for encoding and requires the least space. In our experiments it was however the slowest approach when querying for lineage information. GRIPP also required
little space but did not perform well regarding encoding and retrieving information. If
the lineage graph had a signiﬁcant higher partial-order dimension, the GRIPP approach
may be faster to retrieve dependency information as its retrieval time is constant.
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For the hierarchy information, we have evaluated the interval encoding and the recursive approach. Both approaches behave similarly for all queries except for the those
retrieving the children of a node. In this case, the diﬀerence for the two approaches is
in the order of milliseconds when querying for many children.
We have implemented IDAG for dependency information and interval encoding for
hierarchy information in Sisyphus. Lineage related queries can be answered signiﬁcantly
faster with it, improving the usability of Sisyphus signiﬁcantly.
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eScience, supporting researchers in traditional sciences by providing them with computational tools, has become a reality. An increasing number of scientiﬁc disciplines already
use computational tools to process and organize raw experiment data obtained from
instruments. Building and running these tools as well as managing the results however
is by far not simple and requires adequate infrastructure to build upon. Building such
infrastructure is challenging and has opened many research questions.
In this book we have addressed three speciﬁc problems in building such infrastructure. In the ﬁrst part we have addressed the problem of publishing and sharing workﬂows
implementing data processing pipelines. Publishing and letting other scientists use developed workﬂows has become a very important aspect of scientiﬁc communication. To
enable this, workﬂows must be given an appropriate interface. Some known approaches
provide workﬂows with proprietary interfaces, making their integration into other applications inherently diﬃcult. Other approaches provide the workﬂow with a Web service
interface. While this makes it simpler to integrate it, it does only insuﬃciently model
the state a workﬂow execution, as a Web service is not stateful. This is a problem as
scientiﬁc workﬂows typically are long running and maintain state.
For this reason we have deﬁned a mapping between workﬂows and the Web Service
Resource Framework (WS-RF) and Notiﬁcations (WS-N) standards for stateful services.
This mapping provides workﬂows with a standardized interface, signiﬁcantly simplifying
their reuse and integration into other workﬂows, applications and portals. With this
interface, computations modeled as a workﬂow can be initiated, monitored, steered,
suspended and resumed remotely.
We have also reported on implementing this mapping, considering two diﬀerent architectures. A ﬁrst architectural approach adds an additional layer on top the workﬂow
execution engine and mirrors all state of the underlying workﬂow execution in this layer.
This additional layer makes querying for the state of the workﬂow execution fast, unfortunately however at the cost of constantly having to update the mirrored state. The
second approach translates incoming client requests from the standardized WS-RF interface to the engine API. The experimental evaluation of the two approaches has shown
that the second approach scales much better than the ﬁrst. As opposed to the ﬁrst approach, in case of the second approach, synchronization can be done on a much more
ﬁne-grained level, on the level of workﬂow executions. With this the second approach
can manage the lifecycle of hundreds of thousands of workﬂow executions.
The second part addressed applying autonomic computing principles to simplify the
deployment and the maintenance of a execution engine for heterogeneous workloads of
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scientiﬁc workﬂows. We have ﬁrst described how to, by using JOpera, replicate the
functionality of a workﬂow execution engine across a cluster. We have subsequently
described and implemented an autonomic controller which monitors the distributed engine. By monitoring the behavior of the engine, this controller will detect if the engine
is properly conﬁgured for the currently executed workload. If this is not the case, it will
reconﬁgure it on the ﬂy. The controller also takes failures into account and adapts the
engine conﬁguration accordingly.
The behavior of the controller can be conﬁgured with policies. Not only can these
policies deﬁne how to grow or shrink the system depending on the size of the workload
but they also deﬁne how to reconﬁgure it according to the characteristics of the workload.
With these policies we have been able to show that autonomic reconﬁguration of the
execution engine at runtime in our experiments outperforms manual conﬁguration.
Although the controller relieves an administrator from conﬁguring the system, the
basic policies devised ﬁrst did require conﬁguration themselves. Conﬁguring the autonomic controller however is a diﬃcult problem in itself and we have thus developed
further policies by removing any need for conﬁguration. We have ﬁrst developed a policy
based on a PID controller. Even though this policy still needs to be conﬁgured, setting
these parameters properly is well documented in the literature. To remove any need of
conﬁguration we have in a ﬁnal step developed a zero-conﬁguration policy based on an
analytical model of the system. Removing any need for manual conﬁguration, the latter
two policies provide a substantial performance gain over the basic policies.
In the third part we have studied the problem of tracking and storing the lineage
information for eﬃcient retrieval. Storing the lineage information when processing data
in workﬂows is essential. Without knowing the origin of the data, what raw experiment
data was used, what programs were used to process the data, data products can neither
be reproduced nor be understood. Using workﬂows to process the data makes it signiﬁcantly simpler to record this information as the workﬂow can be understood as a recipe
for processing the data.
Storing this information however is still a diﬃcult problem. Current methods for
storing such information do not scale well. Systems to manage, store and retrieve lineage
information still use recursive queries which for large graphs, can lead to unacceptable
high response times when answering lineage queries. We have therefore developed a
new method to encode lineage information which can be represented by directed acyclic
graphs. The method builds on the very eﬃcient interval encoding. This encoding yields
very eﬃcient lookup times and also requires very little space but it can unfortunately not
be used for arbitrary DAGs. We have thus deﬁned the algorithms required to transform
any DAG into a DAG which can be encoded with intervals. Clearly such a transformation
must preserve the transitive closure of the DAG, e.g. the information what tools and
what data has been used to derive a given data set.
We have applied this transformation to lineage information DAGs produced by the
execution of diﬀerent scientiﬁc workﬂows. The new encoding clearly outperformed the
encodings currently used in lineage management systems, without imposing an undue
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penalty regarding space to store and time to encode. We have also applied our method
to store more ﬁne-grained lineage obtained from biological experiments. Making such
ﬁne-grained lineage available is of great use to biologists. We have discussed how to
retrieve such information from the workﬂows processing the raw experiment data and
have compared our encoding to others when storing such information. Even for the large
DAGs representing this ﬁne-grained lineage information our approach to the problem
did outperform known approaches.
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