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Kurzfassung
Wahrend der letzten Jahre sind wir unentwegt Zeuge eines stetigen Anstiegs des Bedarfs an Rechenressourcen fUr die Losung wissenschaftlicher Probleme geworden. Diese
Entwicklung wurde nicht nur von traditionell auf grosse Berechnungen ausgerichteten
Wissenschaftszweigen vorangetrieben, sondern auch zusatzlich von neu hervorgebrachten
Disziplinen, wie z.B. die Genforschung. Der iiberproportionale Ansteig der benotigten
Rechenleistung im Vergleich zu den verfiigbaren Ressourcen sowie die zunehmende Interdisziplinaritat vieler Forschungsbereiche waren der Grund fiir die Entwicklung des
Grid-Konzeptes. .Ahnlich wie das Web, das den miihelosen Zugriff auf eine Fiille von
global verteilten Daten vom Schreibtisch aus ermoglicht, wird das Grid global verteilte
Rechenressourcen biindeln und jedermann verfUgbar machen. Heutzutage gibt es zwar
bereits Infrastrukturen die global verteilte Ressourcen biindeln. Solche Infrastrukturen
werden jedoch in der Regel im Rahmen eines Abkommens zwischen Forschungspartnern
festgelegt und verandern sich wahrend der Dauer eines Projekts nur selten. Das Grid verspricht Abhilfe in diesem Punkt indem es erlaubt sogenannte virtuelle Organisationen, die
verteilt vorhandene Hardware, Software und Daten gemeinsam nutzen wollen, transparent und ohne langwierige Abklarungen. Die dafiir benotigte Flexibilitat sowie die globale
Ausdehnung bewirken, dass ein Grid in hochstem Grade heterogen und dynamisch sein
wird. Die zum Betrieb eines Grids benotigte Infrastruktur wird komplexer als alles bisher
Dagewesene sein. Eines der primaren Ziele ist es diese Komplexitat wo immer moglich vor
dem Benutzer zu kaschieren indem das Grid alle notigen administrativen Aufgaben die
mit der Ausfiihrung einer Anwendung zusammenhangen selbst iibernimmt. Der Benutzer
sollte nur wenn notig mit einer Anwendung interagieren miissen. Diese Dissertation untersucht das Potential von Prozessunterstiitzungssystemen als generische und flexible Basis
fiir den Betrieb eines Grids in dieser Hinsicht.
Der erste Teil der Dissertation charakterisiert die untersuchte Klasse von verteilten Anwendungen anhand einiger typischer Beispiele. Zugleich fUhren wir eine Reihe
von Problemen auf, mit denen man bei der Ausfiihrung solcher Anwendungen in einem
Grid rechnen kann. Basierend auf diesen Erfahrungen beschreiben wir die an einen
generischen Kernel gestellten Anforderungen. Im folgenden stellen wir zuerst das unserer Plattform zugrunde liegende Programmiermodell vor. Dieses Modell basiert auf
der von Prozessunterstiitzungssystem her bekannten Idee der Prozesse. Wir zeigen auf,
wie dieses Programmiermodell in einem Grid zur Anwendung kommen kann und wie
es uns erlaubt, den Programmierer bereits zur Entwicklungsszeit eine relativ einfach
verstandliche und benutzbare Plattform zu bieten. Das Hauptmerkmal hier ist, dass
unser Programmiermodell den Entwicklungsprozess einer verteilten Anwendung auf einer
sehr hohen Abstraktionsebene unterstiitzt. Somit kann dieses Modell als Erganzung bestehender Programmiertechniken betrachtet werden. In der Folge stellen wir eine Architektur fiir die zuverlassige Ausfiihrung prozessbasierter Anwendungen vor. Ein bedeutendes Element dieser Architektur ist ein Datenmodell in dem Metadaten iiber die Anwendung gespeichert werden konnen und was dazu dient Berechnungen sowohl beziiglich der
v
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generierten Resultate als auch im Hinblick auf historische Vorgange zu interpretieren.
Ein anderer zentraler Bestandteil ist die verlassliche Ausfuhrung von Berechnungen solwohl auf der Anwendungs- als auch auf der Plattformebene. Zuverlassigkeit auf der
Anwendungsebene wird durch eine Reihe von Fehlerbehandlungsmechanismen auf der
Prozessebene garantiert. Auf der Plattformebene wird Fehlertoleranz durch die persistente Speicherung des Applikationszustandes in Kombination mit einem Recovery Mechanismus hergestellt. Allein diese Mechanismen erlauben es bereits robuste verteilte Anwendungen fur ein Grid zu entwerfen. Wichtiger aber ist der Umstand, dass diese Mechanismen es uns erlauben einen Schritt weiter zu gehen und autonome Grid Plattformen
zu entwerfen. Solche Plattformen passen sich automatisch den gegebenen Bedingungen
innerhalb eines Grids an und verandern Anwendungen automatisch indem sie z.B. neue
Rechenressourcen ausfindig machen wenn ein Engpass ermittelt wurde, resp. auf alternative Ressourcen umsteigen falls notig. Solche Fahigkeiten sind auch zentral fUr die Grid
Plattform selbst, da auch sie veranderten Bedingungen ausgesetzt sein kann. Die Plattform sollte wenn moglich solche Situationen ohne Mithilfe eines menschlichen Operators
erkennen, z.B. durch Analyse der vorhandenen Metadaten, und die notigen Gegenmassnahmen treffen konnen. Unser System wurde als Prototyp implementiert und hat als
Kernkomponente innerhalb grosserer Syteme Verwendung gefunden, die in der Dissertation kurz besprochen werden. Der finale Teil der Dissertation widmet sich eingehend einer
Reihe von Experimenten die die Fahigkeiten der Plattform illustrieren.
Insgesamt hat diese Dissertation ein Modell, eine Architektur sowie einen Prototypen zur Modellierung und Ausfiihrung verteilter Berechnungen in einer unzuverlassigen
Rechenumgebung hervorgebracht. Die Fahigkeiten des Systems erlauben es dem Endbenutzer sich auf den Kern des zu losenden Problems zu konzentrieren wahrend Aufgaben wie Buchfiihrung iiber eine Berechnung, effizientes Scheduling, Lastbalancierung
verfiigbarer Ressourcen, Neuzuordnung von Ressourcen zur Laufzeit, Zugriff auf intermediare Daten wahrend der Berechnung und Wiederherstellung des Kontextes einer Berechnung bei Rechnerausfallen automatisch ausgefuhrt werden. Alle diese Fahigkeiten erleichtern es, die Komplexitat eines Grids zum Vorteil des Endbenutzers zu maskieren.
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Abstract
In the last few years we have witnessed an increasing need for computing power to solve
all kinds of scientific problems. This evolution has not only been driven by traditional
areas where massive computations are a daily business, but also by the emergence of new
fields of application for computers, e.g., genomics. The ever growing need for CPU cycles
by ever diversifying user communities gave rise to the idea of the Grid. Similar to the Web
offering access to a vast universe of information easily accessible from anybody's desktop,
the Grid will allow computational resources to be shared on a global scale. Whereas such
sharing already takes place today within well defined and relatively static boundaries
that have been determined up front as part of collaboration agreements between partner
organizations, the Grid promises to enable the formation so-called virtual organizations
that share data, hardware and software in a transparent and straightforward manner.
Entities interested in cooperation will ultimately be able to define and adapt the sharing
relationships underlying a virtual organization on-the-fly without effort. Due to this
flexibility as well as its global scale, the Grid will be a highly dynamic environment. The
computational infrastructure to enable this type of distributed computing will be one of
the most complex ever built. It follows that one of the prime issues is to effectively hide
this complexity from the user and let the Grid take over many of the administrative chores.
Users should be able to naturally interact with running applications. In this dissertation
we investigate the potential of the notion of process support system to build a generic
flexible kernel that can be used as foundation for building dependable Grid Computing
Environments (GCE).
Throughout the first part of the dissertation we characterize the type of Grid application scenarios we are targeting and account for a variety of problems that may occur when
running such applications in a Grid. From these experiences we derive the requirements
for a GCE. In what follows, we develop a high-level programming model for Grid applications based on the notion of process as found in process support systems. We show
how this programming model lets the programmer concentrate on solving the domainspecific problem at hand and abstracts from the runtime aspects of the application, thus
reducing complexity at development time. Our programming model is situated at a high
abstraction level and can be seen as complement to traditional programming techniques.
Following this, we are proposing an architecture for a GCE that executes processes in a
dependable manner. One basic ingredient provided by this architecture is an application
metamodel that describes application metadata and can be used to analyze the outcome
of a computation with respect to the results that were computed as well as concerning
historical aspects. Another basic ingredient is reliable execution both at the application
and at the GCE level. We achieve reliability by providing several levels of failure handling
on the application level as well as by guaranteeing fault tolerance of the GCE through
the use of persistent storage combined with a recovery scheme that allows to resume processing after a failure. While these features by themselves already allow to build robust
Grid applications, they above all enable us to go a step further and provide adaptive and
vii
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autonomic capabilities. Using these capabilities we can reconfigure active computations
by adding, removing or modifying Grid resources to account for changing conditions in
the Grid. The same holds for the GCE itself. Autonomic adaptation of the GCE may
be necessary in order to guarantee stable operation in response to changing external conditions. Adaptation may happen based on information extracted from the metamodel,
e.g., historical data concerning the execution times of past computations. Following the
idea of a kernel our system is modular and allows to be extended and customized for
specific application scenarios. The architecture proposed in the dissertation has been implemented in a fully functional prototype that has been tailored to different application
scenarios, as will be briefly described. The final part of the dissertation will illustrate
and qualify the capabilities of our prototype through a set of experiments. All in all,
the kernel architecture presented in this dissertation provides a range of basic services
that many Grid applications can benefit from. These services include relieving the user
from standard bookkeeping tasks, transparently handling issues such as efficient scheduling of jobs, load balancing of available resources, dynamic updating of resource state and
configuration, tracking the progress of the computation, recovering from system errors
and machine faults, accessing intermediate results as they are computed, automatically
aggregating data concerning execution times, and a systematically organizing both intermediate and final results of a computation. Overall, the kernel's functionality enables to
build dependable flexibly configurable GCEs that encapsulate the complexity of the Grid
environment and provide end-users with an appropriate application-specific interface to
the Grid.

Vlll

Chapter 1
Introduction
1.1

Motivation

Over the past several years, we have been witnessing an ever increasing need for computing power, be it network bandwith, CPU time, or storage space. Regardless of the
tremendous hardware improvements producing more powerful infrastructure at a stunning
pace, keeping up with Moore's law is by far not enough to fuel our efforts in going higher,
faster and further. Not only are the problems that we are working on today more complex
than ever before, but we are also on our way - through what is commonly known as the
Grid - to put computational power at everybody's fingertips, not just the relatively few
computer scientists that know how to unleash the power of thousands of compute nodes.
These two trends are mutually amplifying: more and more people will ask for more and
more computing resources in their quest for answers to all kinds of questions. Making
computing accessible to everyone will eventually shift the focus from the challenge of
productively using a computational infrastructure to the one of exploring new fields of
application and new problems to solve. After all, to quote Edsger Dijkstra:
Computer science is as much about computers as astronomy is about telescopes.
The challenges in providing a globally accessible computing infrastructure are manifold.
It however seems that the main issue is to reconcile two opposite trends. On the one
hand the complexity of any computing environment is superproportional to its size and
heterogeneity. On the other hand diversifying the user community will require this infrastructure above all to be easy to use in order to be useful. Miron Livny has been describing
what computing should be like with the following words (in [4]):
5 years ago, or 3 years ago, if you would have said: "Would someone from
economics, a PhD student, use half a million hours to do anything?" they
[Univ. of Wisconsin] would have said "No way". [... ] If you want a model,
then computing should be like a pencil. You break a pencil, you go take
another one and start using it. In most enterprises, computing is there, the
question is, "Can you make it accessible to everyone?". If we are successful
and make this software accessible to everyone, easy to use, easy to install, and
easy to throw an application on it, then you can get more students doing half
a million hours of school voucher simulation.
Following the same lines, the authors of [21] view usability - to be able to easily
throw an application at it - to be one of the key factors to the Grid's success. They
1
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Grid infrastructure

Figure 1.1: The essence of successful Grid computing

deem it essential to provide novel application development and execution support that
honors the fact that the Grid is a highly complex and heterogeneous environment. Future
Grid application implementations will have to be highly independent of the computing
environment they are executed in and also need to adapt to this environment at runtime to
achieve acceptable performance. Adaptation mechanisms will be provided by the runtime
environment and will ideally be operating autonomously, abiding to user-defined policies.
IB]\! agrees with this point of view and identifies IT infrastructure complexity to be
an important challenge facing even today's IT industry [61]. It suggests that with the
infrastructure that is in place today, we have reached the limits of what is manageable.
It prophesies that without dramatically reducing the exposure of the human user to this
complexity, we will not be able to build systems that are complex and useful at the same
time. In IBM's vision computing should be autonomic: IT infrastructure should take
care of a maximum of management and (re)configuration chores automatically, adapting
to changing circumstances without requiring human intervention.
The essence of the problem is shown in Figure 1.1. Users should be able to fornlUlate the job to be done in a way that suits their needs through application-specific Grid
interfaces. Especially, they should not have to deal with the intricacies and details involved with making sure that their application effectively uses available resources. In an
environment as complex as the Grid this objective can only be met if the application is
continuously adapted to changes. This change may be due either to the application itself.
e.g., imagine an unpredictable bottleneck requiring cldclitional resources to be allocated
for a specific task or to the computing environment. e.g., think of a compute resource
changing its location.
2
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the thesis

~~id user objectives

Programming
Computation
Language
Metamodel
:;:-----'--------.
Grid
Micro
Kernel
Reliable
Execution

Dynamic
Configuration

Grid Infrastructure

Figure 1.2: The Grid microkernel concept

1.2

Contribution of the thesis

Numerous projects have resulted in grid-enabled application-specific tools. While they
all serve different purposes and emphasize different aspects of the same problem, a common ground for building and executing Grid applications has not really been established.
A universal grid programming platform is certainly an illusory vision. but factoring out
commonalities found in certain classes of Grid applications is a realistic objective. These
commonalities can serve as a basis for a generic Grid application programming and execution platform. Comparable to the concept of a microkernel in operating system design,
such a platform embodies only a limited set of fundamental concepts. compensating the
lack of functionality through flexibility and extensibility. This thesis is an effort to develop such a Grid microkerneL which can be used as core component for a variety of
Grid computing development and runtime platforms. As shown in Figure 1.2, our kernel
addresses four issues we believe to be fundamental:
• It features a progn].rnrning language that can be seen as some form of" Grid assembly
language". Application-specific programming platforms act as metaprogramming
environments, mapping their own application specific programming language to the
microkernel language.

• Adaptation rarely happens out of the blue, but is a result of analyzing and interpreting metadata about the computation to adapt. To this end, the kernel's
computation meto:modcl provides access to information concerning an active COIllputatioll's structure. its current state of execution. as \vell as to historical data
concerning past computations.
3
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• As a large scale heterogeneous computing environment involving autonomous computing sites, a Grid is subject to constant change. For instance, Grid resources may
go down without prior notice, because of internal failures or simply for maintenance
reasons. Such events may affect a Grid application as well as the middleware responsible for driving the latter. By providing for reliable execution the kernel guarantees
that in spite of such changes computations do not break.
• Reconfiguration is a user- or system driven reaction to the changes described above.
Reconfiguration may happen any time throughout a computation. The kernel should
provide the necessary mechanisms to allow such adaptation to be carried out ad hoc
and should make sure that the effects of this adaptation only affect the part of a
computation that was the target of the adaptation.

Note that the last three requirements do not only apply to distributed applications
running on top of a Grid microkernel, they also play a role in the operation of the kernel
itself. Being part of the Grid infrastructure, the kernel itself needs to be resilient to
failures of its own components. As reaction to such failures or changing conditions in the
kernel's execution environment, the kernel may have to be adapted in order to be able
to continue processing. Finally, metadata concerning the kernel's operational parameters
may be helpful to decide upon the nature of such an adaptation.
To serve as proof of concept we have been building OPERA-G, a prototypical grid microkernel. This prototype has been used as core building block for BioOpera, a workflowbased development and runtime environment for bioinformatics applications. We have
also been starting to extend the kernel to support execution and management of largescale parametric experiments.

1.3

Organization of the thesis

Chapter 2 sets the context of this work using application scenarios we have been analyzing
in detail to illustrate the problems involved. Each of these examples point out the need for
the functionality found in OPERA-G: the programming model, the metamodel, reliable
execution and finally adaptation, both application and kernel-level. Chapter 3 moves on to
describe the programming model. We will argue what makes this model flexible enough
to, on the one hand, support dynamic reconfiguration and, on the other hand, act as
foundation for different application-specific programming environments. Next, Chapter 4
introduces the OPERA-G architecture. After giving an overview of the system, we
will cover in more detail the kernel's reliable execution as well as dynamic reconfiguration
functionality. Moreover, we will elaborate on the metamodel and the associated metadata
repository. We will show how OPERA-G can be extended for different purposes and
deployed in different configurations. Chapter 5 will be illustrating the kernel's applicationlevel as well as kernel-level adaptation capabilities through a set of extensive experiments.
Finally, Chapter 6 will end the thesis by drawing conclusions from the work and discussing
possible future directions.

4

Chapter 2
Motivating examples
2.1

Introduction

Dependably executing distributed computations in an unreliable environment is a key
factor for enabling virtual laboratories where domain experts efficiently perform experimentation in silico [8]. Applying a complex (set of) algorithm(s) to a large data set is
at the heart of any scientific data analysis. Scientific number crunching applications predominantly take one of the following forms: either their objective is to solve monolithic
problems or they involve the execution of a set of loosely coupled computational steps following a certain order. Since it is impossible to easily decompose the first type of problem
into relatively independent software modules with few well-defined points of interaction,
implementing such applications typically requires the use of low-level parallel programming techniques as well as a tightly integrated computing environment, e.g., satisfying
stringent demands on network bandwidth and latency. Being situated at a higher level of
abstraction, the second type of problem does not require such a tight integration. In such
applications, individual computational steps are often executable by themselves, but only
the combination of several steps produces the desired result. A technique for building
such applications needs to provide less primitives to deal with core performance issues.
Instead, it should emphasize high-level interoperation of heterogeneous software modules.
In this work, we focus on the latter type of applications. The examples presented in this
chapter illustrate the issues our kernel tries to provide a solution for. Section 2.2.1 is an
experience report of a month-long computation we have been setting up and running for
the Computational Biology Research Group (CBRG) at ETH Zurich [30]. Section 2.2.2
looks at another life sciences application involving complex data processing. Section 2.2.3
will focus on a large scale mobile network simulation we are currently setting up and
running in our research group. Based on these examples we will identify requirements
for a generic development and execution platform. Finally, section 2.4 will conclude the
chapter by discussing related work.

2.2
2.2.1

Example applications
Protein sequence comparison

Given a set of nucleo- or peptide sequences, the standard "first step" into any inquiry of
the evolution, structure, and ultimately function of these biomolecules is the alignment
of each sequence in this set against every sequence in a large data set such as EMBL
[101] or Swiss-Prot [12, 13, 22]. Such cross-comparisons lie at the heart of comparative

5
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Figure 2.1: One vs. All using Darwin

genomics and the resulting pairwise sequence alignments [95] are used for a broad range
of purposes (see [26, 32, 48, 99] as starting points). In our example we concentrate on
the problem of aligning every entry in Swiss- Prot against all other entries in this data
set - a self-comparison or All vs. All. The exact details of how each alignment is carried
out and the data-structures used are beyond the scope of this work. Suffice it to say, we
have been using the Darwin system [49] to carry out the actual alignments. This software
offers a dynamic programming local alignment algorithm which uses the GCB scoring
matrices and an affine gap penalty [48, 98]. Those pairs of sequences which exceed an
extremely liberal similarity bound are compared once more using a computationally more
expensive alignment algorithm that seeks to find the PAM distance [95] maximizing the
similarity score. Figure 2.1 depicts a block diagram sketching these steps for a single
target sequence. Concerning the Figure, what remains to be said is that sequences are
identified using a globally unique identifier. Hence the use of idl and id2 to identify a
pair of matching sequences.
For a full self-comparison these steps need to be repeated for every distinct sequence
pair of a given data set. To give the reader an idea of the amount of work required
for such a computation, let us consider, for instance, recent Swiss-Prot releases which
contain on the order of 105 sequences, requiring a total of at least 5 x 109 pairwise sequence comparisons. The CPU time required for a single comparison lies in the order
of seconds, depending on the method that is being used and the length of the sequences
being compared. Parallelizing such a computation is unavoidable if the results should be
made available in an acceptable time frame. Being composed out of a number of pairwise
sequence comparisons independent of each other, an All vs. All is fairly easy to parallelize: each alignment can be computed independently. Such an embarrassingly parallel
6
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Figure 2.2: Parallelizing the All vs. All

computation is best organized according to a master-worker scheme: one dedicated processing node, the master, takes care of distributing work units that are to be processed by
the remaining nodes, the workers. The One vs. All core steps thus need to be extended
with code that takes care of partitioning Swiss-Prot into sets of entries that are to be
dispatched to the different compute nodes. A generic block diagram for the All vs. All
is found in Figure 2.2. As can be seen from the Figure, a master-worker computation
usually progresses in three phases:
1. During the setup phase the master creates the work units by cutting up the total
amount of work into smaller packets each of which is to be handled by a single
worker.
2. During the computation phase the master sends the work units to the workers and
picks up the results produced by the latter.
3. During the merging phase the master coalesces the individual results returned by
each worker into a single result set.
When it comes to implement such a scheme, the complexity of the endeavor is revealed. Choices need to be made concerning the size of the work units, whether the
different phases of the computation will be allowed to overlap, when to dispatch work
units, and finally, what to do if individual work units fail. In the past, the CBRG has
regularly computed and made public the All vs. All of Swiss-Prot [48]. Incremental updates typically involved around 10,000 new sequences and already required on the order
of 3 to 4 months of computation running in the background on a cluster of computers.
During such computations the data sets, software, and workstations involved had to be
7
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Figure 2.3: Computing the Swiss-Prot All vs. All

painstakingly maintained. The onus for such chores lied on the user: he or she would
partition the job into manageable smaller pieces, distribute the jobs to various rnachines
in their computing environment, remove jobs from overloaded machines, re-start jobs due
to either system or software errors, and eventually coalesce results. Not surprisingly, such
maintenance has historically been one of the greatest bottlenecks, becoming a dominant
factor in the overall cost of performing such computations. Figure 2.3 illustrates that indeed a heterogeneous dynamic environment may have a dramatic impact on the progress
of long-running computations. The Figure depicts the history of an All vs. All of SwissProt v38 involving some 80'000 sequences on a heterogeneous shared cluster of compute
nodes. To reduce the managernent overhead, the overall set of pairwise sequence alignments is partitioned into some 3000 work units of compara.ble size (in terms of number
of alignments). The problem being CPU bound, we attempt to allocate a work unit to
each available processor at any time. Individual work units are scheduled onto available
resources by a very basic prototype of what later will become OPERA-G. This prototype
performs basic resource management, trying to keep the cluster nodes busy as best as it
can. As can be seen from the y-axis, we have a total of 43 processors at our disposal,
provided by 16 double-processor PCs, 1 Sun SparcStation with 6 CPUs and 5 Sun Ultra
5. All machines are connected by 100Mb Ethernet and share storage space provided by
an NFS server. The resulting data set contains up to 10 6 sequences and uses on the order
of 1GB of space. depending on the similarity bounds used. Looking at the x-axis, we see
that the computation lasts for about a month. During that month of computation several
8
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events occur which have an impact on the computation's progress. The most important
ones are listed in the Figure. All these events are an intrinsic part of the operation of the
cluster, none of them is artificially injected. Figure 2.3 (a) shows job distribution as perceived by the coordinator. The dashed line represents the number of available nodes in the
cluster. In the context of the experiment unavailability is defined in terms of nodes that
are physically shut down and thus cannot be used to compute alignments. Utilization is
consequently relative to the number of available processors. In addition to the availability
line, the graph displays two more lines. The top one, delimiting the area colored in light
blue, represents the total number of processors that are processing a work unit at time t.
The bottom one, enclosing the black area, states how many of these work units can be
completed successfully. At time t, the difference between the top and the bottom lines
- the light blue area - is the number of processors that are processing work units that
will have to be recomputed at a later time due to a failure. Throughout the computation
progress was affected by the events listed below.
Day 4 Exclusive access to all the machines is requested for a short period on behalf
of another user. The machines have to be vacated, requiring us to prevent the
coordinator from dispatching jobs to the cluster machines. As soon as the cluster is
declared to be free again, our computation may resume.
Day 6 We start to experience heavy instability of the PC nodes, our jobs randomly fail.
System administrators start to look at the problem and finally conclude that only
a full upgrade of the PCs OS will solve the problem.
Day 8 The PC cluster is taken down for the upgrade. Our computation makes little
progress on the remaining Solaris nodes.
Day 12 Due to a shortage of storage space the All vs. All gradually slows down until
the disks are finally full and all jobs fail on day 22. After freeing enough space the
computation resumes on day 23.
Day 25 The machine running the coordinator has to be taken down for a hardware
upgrade. After this last short intermezzo, the computation finally concludes on day
34, after another 8 days of sharing the cluster with other users.

Figure 2.3 (b) shows the evolution of CPU usage throughout the computation. The top
line indicates the total number of jobs running in the cluster and is identical to the one in
Figure 2.3 (a). The line delimiting the orange area represents the number of jobs that are
being processed by a CPU at time t. It illustrates the effect the shared environment has on
the All vs. All. The fact that other users are concurrently submitting jobs to the cluster
machines translates into a performance drop from the All vs. All point of view. This drop
cannot not be avoided since it is caused by jobs that are not controlled by our resource
manager. However, it may be mitigated by adding more machines to the computation, if
available and if it is easily doable. Another reason for suboptimal utilization are failures
that cause jobs to be rerun, thereby unnecessarily recomputing alignments. Making jobs
more fine grained may help to avoid recomputing alignments after a failure, but puts
significantly higher demands on the middleware that is driving the computation. For
this experiment, the chosen granularity is a tradeoff between the degree of scalability our
scheduler can achieve and what we are willing to pay for a failure in terms of lost work.
Finally, the coordinator shutdown also makes us loose precious time, not just during but
also after the maintenance. The reason is that restarting the computation involves finding
out which work units have been submitted to cluster machines at the time of the failure,
9
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determining their current state and reestablishing the coordinator state appropriately.
Manually doing this is a tedious task and noticeably delays the computation. All in
all, the All vs. All illustrates that efficiently executing a computation in an unreliable
environment poses a set of challenges that are hard to tackle without appropriate support.

2.2.2

Microarray data processing

Microarray technology is another promising approach to finding clues concerning the
function of specific genes in a cell's metabolism. The idea is to expose the cell to an
artificially created stimulus (also called condition) and observe the cellular response which
manifests by a change in the level of activity of some genes over time. This level of activity
is called expression level. Sampling a gene's expression level at regular time intervals
throughout an experiment yields the gene's expression pattern. A single expression pattern
does not provide substantial information about a gene's role. However, since genes (or,
to be precise, RNA strands that have been produced by "copying" a gene) rarely act on
their own but are part of complex production lines (so-called metabolic pathways), finding
correlations between expression patterns of different genes helps researchers to gain insight
into which genes participate in which pathways, allowing to eventually conclude to their
exact function.
In the past, expression patterns were difficult to produce. They involved a number of
wet lab experiments that are tedious and error prone. Recently, this situation changed.
First, the genome of several organisms was determined, meaning that the genetic code
for all their genes is now known. This enabled the application of the so-called microarray
technology [63]. In short, this technology allows to easily visualize the expression patterns
of all genes in a cell at a given time in one experimental procedure, causing a paradigm
shift from "one gene in one experiment" to "all genes in one experiment ". An additional
improvment over the previous technique is that the procedure can largely be automated,
reducing the error rate to an acceptable minimum. In turn, the increased throughput in
the analysis process triggered the development of a range of clustering methods [6, 23, 35,
70, 71, 103] that can be used to mine for correlations in the expression patterns of cells
at different times after a stimulus was applied.
The result of a microarray experiment is a 2D image, a microarray slide, that has the
appearance of a matrix of colored spots. Each spot represents one gene in the cell. The
spot's color intensity indicates the level of expression for this gene. The array technology
that is used in this example determines the differential expression level for genes in two
cell populations, each one subject to a different condition. Obtaining expression patterns
from such a microarray slide involves a range of data extraction, transformation and
correction steps that need to be performed before statistical analysis of the intensity
data is possible. Figure 2.4 illustrates this procedure. Before diving into the details, it
should be noted that at the time of this writing, there was no publicly available standard
procedure to process microarray data. In our example, we are using an analysis protocol
made available by the Institute for Systems Biology in Seattle, US [39] in the context of a
publication on a specific type of blood cancer [5]. This protocol described the exact steps
to be manually carried out to perform a spotted microarray data analysis and provided
links to the required software packages. Now, let's go back to our microarray example.
In a real world experiment, multiple slides representing the same condition may have
to be produced in order to ascertain the accuracy of the results. In the Figure we see
four replicated slides. In a first step, the spot intensities are extracted from the image.
This data is preprocessed by applying various noise reduction algorithms. Subsequently,
each spot is annotated with information concerning its associated gene. At this point,
10
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Figure 2.4: Determining differential gene expression for two conditions

statistical analysis can begin. In our exarnple the latter consists of two steps, the first
one determining appropriate values for the parameters of the error model used for the
analysis, the second one determining for each gene the likelihood for it to be differentially
expressed with respect to the two conditions.
So far, we have sketched the procedure for determining all differential expression patterns in a cell at a given time. As already stated above, the clustering approach requires
expression data collected at different points in time to mine for correlation. The full procedure starting with the microarray slide and ending with the clustered expression matrix
can be found in Figure 2.5. A cell population is exposed to a stimulus at time t and
subsequently sampled in regular time intervals 6. For each of these samples a differential
expression pattern comparing it to a control sample, e.g. unstimulated cells from the same
population, is produced using the procedure described above. The individual expression
patterns are then assembled into an expression matrix used as input to the clustering
algorithm. The final result is a clustered expression matrix also depicted in the Figure.
It can be clearly seen that large sets of genes have correlated expression patterns.
Automating such a computation poses different problerns than in the previous example.
\Vhile the All vs. All required us to deal with a changing computing infrastructure, the
challenge in this case is in the specification step. \Vhile Figures 2.4 and 2.5 do reveal
some potential for distribution a. la master-worker, the complexity of the sequence of
steps is what needs to be addressed in the first place. Apart from control flow, the
software packages used in our example require between four and six input parameters,
some being input parameters for the algorithm implemented by the package, some being
file names referring to the raw input data.. The values for such input parameters nray
11
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be produced at different points in time throughout the computation. Manually taking
care of routing the data from task to task is virtually impossible, especially if the analysis
needs to be repeated over many data sets. If the goal is to just run the analysis and look
at the TreeView output, a scripting approach may aJso be an option. However, results of
scientific computations have to be put in the context of their generation. Understanding
and correctly interpreting the result of a computation involves tracking and tracing how
this result was generated. This is where the limitations of traditional approaches to
implementing such computations becomes apparent.

2.2.3

Mobile network simulation

For a change this example does not originate from from the life sciences area. It deals with
simulation of protocols for wireless ad-hoc networks. The communication partners in such
a network are in motion with respect to each other and may leave and join the network at
any time. Additionally, the network is infrastructureless. Unlike in mobile telephony for
instance there is no fixed infrastructure that keeps track of nodes and routes data from
sender to receiver. Data is directly routed through the mobile nodes. Routing paths have
to be recomputed continually, since nodes responsible for routing traffic may be moving
out of transmission range. The objective of the simulation experiment is to compare
the behavior of a set of resource reservation protocols under certain assumptions like
congestion, network latency or node population. In order to gain a complete picture the
idea is to explore the parameter space in its entirety, an approach that is commonly known
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Figure 2.6: Scalability limitation of a centralized sclwduler

as parameter study. An individual simulation is on average relatively short, on the order
of 20 seconds of CPU time. It is the size of the parameter space that makes running the
simulation challenging. Each simulation depends on 17 parameters, resulting in around
around 1.5 million independent simulations. It is clear that distribution is mandatory
to make sure response time remains acceptable. It is also clear that in a large Grid the
bottleneck is very likely to be the scheduleI' driving this computation. On the onc hand,
efficiently managing this amount of computational jobs requires a more sophisticated
approach than the one used for the All vs. All. Trading off job granularity for lowering the
load on the scheduleI' is not feasible without making jobs obnoxiously large. On the other
hand, efficiently scheduling this amount of jobs on a large number of nodes hundreds
or even thousands
may prove to be a problem as well, as illustrated in Figure 2.6.
\Ve have been determining throughput of a simple centralized scheduleI' that is randomly
distributing jobs onto a cluster of 50 Linux machines. To determine the scheduler's
maximum throughput the latter was configured to send as many jobs as possible. Job
duration was defined to be in the order of 10 seconds. .J\Ioreover, jobs did not generate real
load in order to avoid the cluster being overloaded and becoming a bottleneck. \Vorkload
was generated concurrently by a set of 50 clients each of them sequentially submitting
30 batches of 20 parallel jobs. For a total of 30000 jobs, the maximum amount of jobs
to schedule at any time throughout the experiment thus amounted to 1000. The Figure
depicts time on the x-axis and the number of jobs on the y-axis. The top line represents
the jobs waiting in the scheduleI' queue, the bottom one shows how many jobs are being
run in the cluster. The bottleneck clearly shmvs by the large gap between the top and
bottom lines.
13
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In a first attempt to deal with such a situation, scheduler performance may be increased by using more powerful hardware or by heavily optimizing the scheduler itself.
While this scale up strategy promises a boost in throughput, scaling out is an attractive
alternative as well. In this approach, a set of hierarchically organized schedulers share
work by taking care of scheduling a subset of jobs to a subset of compute nodes. This
promises to give throughput another boost, but poses new challenges in terms of management. What should be the degree of scale out? Where should the different schedulers
run? If the workload is known, these parameters may be statically determined. If not,
overprovisioning is a straightforward brute force approach that unfortunately may lead to
resource waste. Efficiently using available resources ultimately requires the appropriate
scale out to be determined at runtime and the system to be adapted accordingly.

2.3

Discussion

The types of applications discussed above can be analyzed with respect to four different
requirements that have different emphasis in each case: (1) capturing structure, (2) integration, (3) distribution and (4) adaptation. We will discuss each of the four aspects in
the following.
• Structure. Capturing structure is particularly important in computations that involve a complex sequence of heavily interdependent steps, as found in the microarray example. Not only tracking the sequence of actions during execution, but also
recording data dependencies in such a computation is extremely important to be able
to get a comprehensive view and hence an accurate interpretation of the outcome
of the computation. Furthermore, capturing the structure may also be important
for efficiency reasons. Assume a specific step in the computation needs to be redone
because one of its input parameters needs to be adjusted. Knowing the interdependencies of the individual computational steps, we are able to determine and
recompute only the part of the problem that is affected without redoing work that
in the end proves to be redundant. Moreover, being able to go back to a previous
state of a computation is not the only benefit of knowing about the structure of
an application. Being able to think in terms of structure also allows to plan ahead
because the work lying ahead is known. Imagine a specific step needs to be aborted
or suspended for some reason. Knowing about the structure of your application will
enable you to ponder the impact of such a decision beforehand, rather than missing
an important deadline. Although these arguments also play a role in the other examples, capturing structure is a secondary issue there, since the steps involved are
quite homogeneous and only loosely coupled.
• Integration. The microarray example also shows the need for mechanisms enabling
composition of heterogeneous software applications. In bioinformatics, this stems
from the very way research is done. Computational biologists are typically concentrated on their area of expertise and build software that analyzes a problem from a
specific angle. As more and more relationships between different angles emerge, the
need for connecting existing software packages arises. Due to the high level of encoded domain knowledge it is often not reasonable or even feasible to reimplement
such packages in order to integrate them, they can only be used as black boxes.
Moreover, completely abstracting from the implementation details of a particular
algorithm is often what is desired, especially by users that have a limited background in computer science. Overall one is confronted with a large body of software

14

2.4 Related work
tools that have been implemented on different platforms using different languages
and need to be integrated by developers that are not necessarily computer science
experts.
• Distribution. Distribution is important in all our examples although for different
reasons. The expression profiling example represents the type of applications that
are looking at the problem from the point of view of convenience and cost effectiveness. Instead of installing every existing and useful software package locally,
they strive to integrate software made available remotely by, let's say, an application service provider. In bioinformatics the Web has become very popular for
such endeavors, providing a wide variety of form-based Web sites offering access to
data and software to help to decode the mystery of life (see [81, 92] for examples).
Parametric studies or other embarassingly parallel computations like the All vs. All
simply require distribution to be able to reduce turnaround time to an acceptable
value for problems of contemporary size.
• Adaptation. Finally, the All vs. All example makes a remarkable case for the need for
adaptation. It clearly illustrates that efficiently distributing jobs in a heterogeneous
unreliable computing environment is not a straightforward issue. The performance
of a distributed application may severely suffer from changes in availability or service
quality even if the application has a very simple structure. Not only computing
nodes fail, but also performance may drop unexpectedly, as witnessed in the last
few days of the run. Without being able to reconfigure an application to react to
such events, efficiently running large scale experiments is a goal that is difficult to
meet. Moreover, the middleware itself is subject to the same terms and conditions.
It needs to be adapted to changing conditions concerning both the infrastructure it
uses to run and the workload it is exposed to.
Considering all this, it becomes clear that without the proper support it becomes very
difficult if not impossible to make any assumption about the behavior of a distributed
application. This problem appears in many scientific or engineering disciplines where
large-scale heterogeneous computing is used and is aggravated by extending this scale to
the size of a Grid. Tomorrow's Grid applications will need to be built upon platforms
that automate computations to a maximum, relieving the user from the bookkeeping
chores, including mechanisms that automatically and transparently handle issues such as
efficient scheduling of jobs, load balancing of available resources, dynamic updating of
resource state and configuration, tracking the progress of the computation, recovery from
system errors and machine faults, access to intermediate results as they are computed,
automatic accounting of statistics concerning computing time, and a systematic method
for organizing both intermediate and final results of the computation. The exact makeup
of such platforms will heavily depend on the context of their use. Nevertheless, as we
have seen, they will incorporate common functionality. Similar to the Globus toolkit [40]
providing common building blocks for Grid applications at the Grid fabric layer, a Grid
microkernel provides basic abstractions and primitives at a higher abstraction level to
facilitate building robust and adaptive Grid computing platforms.

2.4

Related work

There is a large body of research in Grid application development and execution. This
chapter will give an overview of various related research efforts. We will look at related
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work from four different aspects. First, we will cover work on high-level application
development, especially concerning workflow based approaches. Then we will proceed
to give an overview over a set of selected Grid application enactment platforms and
emphasize their contributions in the context of Grid computing. Software adaptation is
the next topic to be covered. Finally, we will cover ongoing efforts at the Grid Fabric
Layer setting them into the context of building robust Grid applications.

2.4.1

Grid programming models

Distributed programming in a large heterogeneous environment calls for new programming techniques that capture the important aspects of a computation in a concise manner.
As early advocates of high-level programming, the authors of the CHAIMS project introduce the idea of megaprogramming [24]. This approach to software construction entirely
focuses on the composition of autonomous software packages on a high level of abstraction. The paper argues that shifting from code generation to code integration reduces
the complexity inherent to programming and managing distributed computations, cutting maintenance costs and shortening the software development cycle. Also, providing a
framework for composition promotes reuse by fostering the integration of heterogeneous
software packages. The authors of the Piccola project also advocate the use of a compositional approach for application development [3]. Here the emphasis is more on providing
a flexible language that allows the definition of compositional styles that constrain and
guide the programming process. The Common Component Architecture proposed by the
V.S. DOE specifies a framework for component-based programming in the context of large
scale scientific applications [11]. The focus is on providing an infrastructure that enables
efficient interoperation of well-tested software components on parallel and distributed
systems. The XCAT framework [50] is implementing this specification in the context of
OGSI.
Reducing complexity is a concern that has been constantly gaining importance throughout the evolution of distributed computing. Even though they do not always follow a
compositional approach, high-level representations of distributed programs have gotten
more and more attention when the goal is to tame the complexity of distributed or parallel programs. HeNCE [18] is an early effort to simplify debugging and optimization
of PVM [82] programs. HeNCE provides a visual language to display interdependencies
and interactions between nodes participating in a PVM computation. Netsolve [28] is
reducing complexity by making distribution completely transparent for numeric applications. Numeric algorithms are implemented using standard general purpose programming
languages without thinking about distribution. At runtime, calls to computationally intensive functions are executed through special libraries that take care of scheduling and
dispatching them to remote computational servers. Yet another class of Grid applications are parametric studies. Systems like Nimrod [2] or Zenturio [90] provide support for
specifying and executing parametric experiments through a high-level scripting language.
This relieves the user from having to individually configure and manage tens of thousands
of individual computational jobs. Closer representatives of the compositional paradigm
are workflow-type approaches. Traditionally, workflow management coordinates interactions between entities collaborating to reach a common objective. With their support
for modeling, executing and monitoring business processes WFMS enable automation,
streamlining and optimization of distributed applications at a high level of abstraction.
Traditionally, workflow management systems deal with coordinating mostly human activities. Throughout their evolution, they have evolved from relatively simple client-server
systems that operate in a homogeneous environment to complex tiered architectures that
16
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act as integration platforms for cross-organizational business processes [9]. Scientific processes and their requirements with respect to workflow engines has been the focus of the
WASA project [115]. The authors conclude that traditional workflow engines are not
flexible enough, both in terms of modeling and executing processes, to fully acomodate
scientific processes. For instance, modeling does not allow for data parallelism and execution does not include scheduling or load balancing. The emergence of large distributed
computing environments and, lately, computational Grids has given new momentum to
the idea of workflow as a tool for building distributed applications. For instance, SCIRun
[86, 94] is a data flow programming platform for computational steering. It allows the
programmer to integrate distributed software modules into data flow programs. SCIRun
has demonstrated the value of the data flow programming paradigm in the context of Grid
applications by acting as foundation for two application-specific tools targeting on the one
hand interactive construction of distributed applications, on the other hand enactment
of large scale computations [65]. Systems like TENT [38], BioNavigator [36], Image2000
[80], Symphony [77] or WebFlow [58] also provide the user with tools to build applications through composing preexisting building blocks. At runtime these building blocks are
distributed across available computational resources in a cluster or Grid. GridFlow [27]
goes a step further and uses the semantics of the workflow representation to gain additional information on how to optimally schedule activities in a Grid. The Grid Workflow
System [62] also takes a workflow approach to programming the Grid, emphasizing the
advantages in improving failure handling in Grid applications. While all of these systems
exploit different aspects of the common theme of composition, the runtime platforms for
each of them provide similar services to drive the computations at runtime. Providing
such services as part of a flexible and extensible platform for software composition has
been initially developed and discussed in [54] in the context of the OPERA project.
This work describes a modular and extensible architecture for distributed information
processing. In contrast to the aspects described above, the focus of the dissertation lies
on programming language aspects and high availability issues [55, 56]. The benefits of
leveraging this architecture in the context of scientific computing scenarios as proposed in
this dissertation has been advocated in [10]. Building upon OPERA, the WISE [9, 73]
system's objective was to provide a platform supporting business-to-business e-commerce.
WISE incorporates appropriate tools for definition, enactment and monitoring of crossorganizational business processes. While this project took place in the pre-grid era, many
of the ideas developed in this paper can be mapped to Grid computing. Foremost, the notion of virtual organization or enterprise is one of the foundations of Grid computing [41].
Whereas WISE has been focusing on developing appropriate tools to share computational
services within a pre-existing trading community, the Grid takes this idea on step further
by developing a flexible architecture that allows to form such trading communities on-thefly. OPERA and WISE have been developing centralized architectures for distributed
computations. In order to overcome the limitations of a centralized model, IBM's Exotica
project has been doing research in improving performance and fault-tolerance and proposes a fully decentralized workflow execution model that avoids bottlenecks and single
points of failure in traditional centralized approaches [7]. Along these lines, various architectures for distributed workflow enactment engines have been proposed [46, 57]. While
these projects mainly emphasize workflow execution issues, complementary efforts reconcile the ideas of centralized workflow specification and distributed workflow enactment
by investigating possible partitioning and mapping strategies for workflow specifications
onto a distributed workflow enactment infrastructure [14, 116] .
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2.4.2

Grid computing environments

There are a variety of platforms and systems that support enactment of applications in a
Grid. In the following we will discuss the properties of some of the most popular systems
in more detail.
A low-level approach to reliable Grid computing is to extend the well-known RPC
concept. Such an idea is pursued by GridRPC [96] and implemented, for instance, in
Ninf-G [20]. The goal is to provide a low-level infrastructure that allows reliable and
secure remote procedure calls in a Grid. They do this on the one hand by introducing
an additional layer of indirection into the call that determines the appropriate Grid site
to use for a call. This allows to implement basic scheduling and fault tolerance at the
RPC layer. On the other hand, they add flexibility to the call semantics by introducing
non-blocking calls as well as allowing for calls to be rejected by the remote site and
to be cancelled by the callee. From the IDL point of view, GridRPC targets scientific
applications by providing support to efficiently deal with frequently used data types, i.e.
matrix arguments.
The Condor system [76, 105] is designed for reliable high throughput computing in
large scale heterogeneous computing environments. Condor addresses crucial issues in
distributed computations in several areas, including but not limited to reliability, matchmaking and supporting cross-institutional computations. In terms of reliability, Condor
has been exploring checkpointing and migration mechanisms to mask failures as well as
failure handling mechanisms that allow to consistently deal with failures that cannot
be masked [75, 104]. Condor's classad mechanism [91] matches job requirements to resource capabilities in a generic way, making Condor suitable for a wide range of other
scenarios apart from high-throughput computing. In terms of Grid Computing, Condor
made an early attempt to set up a computational Grid using Condor managed clusters of
workstations scattered all over the globe [37]. As the Grid evolved into a heterogeneous
infrastructure partitioned into different administrative domains using different resource
management platforms, Condor was extended with the capabilities to interoperate with
these external resource managers [43]. All in all Condor is one of the most advanced
resource management systems. In contrast to high-level programming approaches that
deal with complexity concerning specification, Condor deals with complexity on on the
runtime level. While its support for reliably running individual jobs is very sophisticated,
it only has limited abilities to automatically execute sets of interdependent jobs. The
Condor DagMan [33] is a visual programming tool used to specify complex sequences of
jobs. It even provides recovery using a coarse grained checkpointing scheme. However,
this tool is little more than a convenience for Condor users that want to coordinate the
execution of Condor job scripts. It does not support programming distributed computations in the sense of a WFMS. For instance, there is no support to share and consequently
reuse such DAGs, or to correlate execution metadata between different runs of the same
DAG. Systems similar to Condor are PBS [17] and the Sun Grid Engine [97]. They are
job-centric systems that support harnessing a large number of resources into a single
virtual computer that provides transparent and reliable job execution.
Nimrod started out as environment for parametric studies [1]. Early versions of Nimrod
featured very basic resource management capabilities to run the large number of jobs to
execute as part of a parametric experiment. Nimrod started out as 2-tier architecture with
a client controlling the experiment and a set of servers taking care of data transfer and
program execution. Seeing the need for supporting multiple and possibly disconnected
clients Nimrod gradually evolved into a 3-tier architecture. Also, with the evolution
of the Grid it became clear that a simplistic approach to scheduling would not suffice
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to guarantee acceptable behavior of a parametric experiment on a Grid. [25] addresses
this issue by introducing the notion of economic resource management and implements a
deadline-based scheduling approach that adapts resource requirements to the applications
needs.
Adapting to the performance level of the underlying Grid infrastructure is also the
goal of the AppLeS project [19]. This project argues that the traditional focus ofresource
management, namely managing a set of resources with respect to a certain workload is not
enough. Apart from protecting the interests of the resource owner through appropriate
resource management policies, the performance goal of the application needs to be aggressively pursued by an application-level scheduler. AppLeS applications are self-scheduling
in the sense that each application has its own scheduler that mediates with existing resource management systems to determine an optimal schedule. To do this, AppLeS has
been used in conjunction with the network weather service [117] that predicts bandwidth
evolution. Also, AppLeS was used as foundation for building templates as an effort to
provide transparent support for similar classes of Grid applications [29]. Templates are
parametrizable application-level schedulers that are known to work for a class Grid applications. Programmers can customize a template by plugging in their own algorithms,
taking advantage of the scheduling infrastructure.
The DISCWorld project [59, 60] has been developing an architecture for data intensive
coarse grained distributed computing. DISCWorld adopts a service based approach, where
existing services are offered by a set of peer servers. Services provide access to different
types of Grid infrastructure: simple sequential programs, parallel programs running on
specialized hardware or data storage facilities. These services are made available to all
peers. A peer receiving a complex request from a user breaks down this request into
separately executable steps and requests the execution of these steps with the appropriate
peers.
Netsolve's [28] runtime platform specifically addresses fault tolerance issues. To this
end, it provides rescheduling capabilities and allows to submit jobs to fault-tolerant environments managed by Condor [76]. Additionally, Netsolve takes into account the dynamic
nature of computing environments by letting servers dynamically register capabilities with
the Netsolve system. This way, the evolution of the computing infrastructure is made independent of individual applications.
Legion [74] uses an object-oriented approach for modeling the Grid and hiding the
infrastructure detail. Legion suggests to apply this model on a global scale and provides
the necessary infrastructure to globally allocate and identify objects. This pure object
based approach has been extended with a higher level programming approach called Legion Program Graphs. They allow developers to represent interactions between objects
as annotated graphs without dealing with the actual Legion objects. A graph node represents a call to an object's member function, arcs are data dependencies. Node annotation
data is arbitrary, it may be scheduler hints in the form of resource requirements or fault
handling directives. Looking at this development, it seems that Computational Grids
more and more adopt the object-oriented paradigm to represent low level Grid elements.
Commodity Grid Kits [112] are intent on interfacing commodity frameworks with Grid
specific functionality. CoG kits target the reduction of the complexity of building Grid
applications or even GCE's by allowing them to be built using a number of commodity
frameworks like CORBA [108], perl [106], python [64] or Java [111]. Using commodity
technology, the development cycle is shortened and the entrance barrier for novice Grid
application developers is lowered. The latter may choose the most appropriate language
or programming technique to use for their application.
Finally, portal projects attempt to bridge the gap between users and the Grid by
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providing Web-based application-specific interfaces to access the Grid. G-Monitor [89]
is a web interface to manage Grid applications, e.g, run by Nimrod-G. The Grid Portal
Development Kit [51] and the GridPortal Toolkit [52] both provide a generic framework
that may be used to build web-based interfaces to Grid applications.

2.4.3

Dynamic application adaptation

In the context of scientific applications, dynamic adaptation has been subject to research
since the early 1990s. The need for adaptation was motivated by scientists and engineers
requiring interactive control over running applications in order to increase efficiency in
solving problems at hand, both in terms of interactive performance optimization as well as
understanding the problem domain. Computational steering systems like Progress [109]
or CUMULVS [45] focused on providing tools to instrument and monitor code. Tools like
Falcon [53] provided end users with appropriate metaphors to interact with a steerable
application. While these tools were largely application centered, application adaptation
became an issue again with the emergence of pervasive large scale heterogeneous computing infrastructures. [85] addresses the issue of adaptation in a larger context by identifying
architectural building blocks self-adaptive systems consist of. This work abstracts from
the exact nature and mechanism of dynamic adaptation, e.g., whether it involves human intervention or not, and concentrates on characterizing two fundamental aspects of
adaptation: evolution and adaptation. Evolution consists in the application of changes
to a system while adaptation deals with interpretation of operational parameters of a
system as well as system reconfiguration planning. Many autonomic computing efforts
in fact can be mapped to this model. [110] presents the Autopilot toolkit that uses a
fuzzy logic approach to automatically adapt an application, e.g., reacting to deteriorating
I/O and network bandwidth. Apart from the toolkit itself, one interesting point of the
paper is that it emphasizes the separation of adaptation policy from adaptation mechanism in order to increase flexibility. [21] envisions a generic approach for reconfigurable
Grid applications. In this vision, a Grid application is composed of individual modules
that can be adapted at runtime. The execution platform for such applications would
take care of monitoring system parameters, interpreting changing operational parameters
and reconfiguring the application. [68] further develops this idea by characterizing the
main components involved in building and running a configurable Grid application. The
architecture comprises a repository containing available modules to be used in a Grid application, a buildtime client used to construct an application, an application manager that
drives the application, a scheduler that determines the resources to use for the application
as well as a contract monitor that observes the operational parameters of the application
and triggers reconfiguration if necessary. According to the paper, reconfiguration operations consists in adding or retracting resources from the application's pool or rescheduling
of individual modules onto alternate computing resources. Architecture description languages [34, 44] have been developed to formally describe the deployment of a system in
order to make such adaptation possible. These descriptions are amenable to reason about
systems and determine options for adaptation. [31] proposes such adaptation in a scenario
of a system of replicated servers in the face of changes in client workload. [66, 107] propose a system for retrofitting adaptation capabilities onto legacy systems. Focus of this
work is the identification of conditions that require adaptation using an event processing
system that massages raw data coming in from the processing nodes into semantically
rich information. In the context of WFMS, [47] presents an approach for determining the
optimal deployment for a workflow system in order to meet predefined performance goals
under a given workload.
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2.4.4

Grid-related standardization efforts

In a first stage, the vision of a Grid led to the emergence of a large variety of applications
and frameworks being labeled by the term "Grid computing". In an effort to create and
consolidate a common understanding of the Grid idea, [42] presents a set of uses cases
for Grid computing and describes a Grid architecture. Based on this architectural model,
many efforts go towards standardizing elements of the so-called Grid Fabric Layer responsible for operating a system as part of the Grid. With respect to adaptation, such efforts
will make it easier to provide adaptive Grid applications and middleware by introducing
homogeneity at a low level of abstraction. However, these efforts are currently dealing
with problems of basic infrastructure modeling. According to the Global Grid Forum,
the Grid infrastructure has to leverage the momentum gained by the popular Web Service technologies [83, 113, 114] to provide a Grid Fabric Layer based on widely accepted
standards. To this end, the Open Grid Services Architecture [41] defines the notion of
Grid Service, a set of interfaces that provide access to the basic services provided in a
Grid. These interfaces deal with service naming and location, as well as invocation and
basic mechanism to control the execution of the service, e.g., by setting timing constraints
for service execution. This architecture is implemented by the Open Grid Services Infrastructure [102] as set of WSDL documents. In terms of reliability, OGSI supports a
lease-based approach that allows a Grid Site to release reserved resources whenever a
lease for a specific Grid Service instance is not renewed. Through this approach, Grid
sites avoid resources being blocked because the client of a Grid Service instance has failed.
Concerning adaptation, OGSI enforces a strict separation between the concept of service
instance and location through the use of different handles that identify a service. The socalled Grid Service Handle uniquely identifies a Grid service instance but does not contain
any information on how to access it. To do so, it needs to be resolved into a Grid Service
Reference that allows to directly interact with a service. Grid Service References may expire, e.g., if a Grid Service instance moves to a different location. To date, more advanced
interfaces and mechanisms for dealing with reliability and adaptation issues, e.g., that
would allow to adapt internals of a Grid Service do not exist yet. The Globus toolkit [40]
consists in a low-level toolbox for Grid middleware developers and is OGSI compliant.
It implements modules for grid-wide security, remote job submission and control, data
transfer, and defines interfaces for metadata repositories. These modules are designed to
be as independent as possible from each other to avoid committing to a specific type of
Grid.
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Chapter 3
Programming model
3.1

Introduction

Recalling the discussion in the previous chapter, we would like to introduce a programming
model that accommodates composition of calls to preexisting, autonomous and possibly
distributed software components. A distributed infrastructure where service providers
offer computational services - hardware, applications or data - to interested parties is
called On-demand or Service Grid. Application developers take advantage of these services
by calling them inside their applications. A high-level view of the programming process in
such a Service Grid is depicted in Figure 3.1. Service providers disseminate information
about offered services which is being used to build, run and monitor composite Grid
applications. In a global Service Grid, the nature of such services will have a wide diversity.
Focusing on their domain of expertise, different Grid user communities will be interested
in different types of services. They will periodically browse the Grid to find interesting
services and add them to a service catalog, similar to adding and removing bookmarks in
a Web browser. Catalog entries only reveal information relevant to the Grid programmer,
like a service's intended purpose and the constraints that apply when composing it with
other services. The details of issuing the actual call to the service at runtime remain
hidden to the Grid programmer. This separation allows the latter to devote more time
and energy to solving the problem at hand. One could say that a service description has
two different facets, one giving insight on how to use the service in a Grid application and
another one saying how to deal with the service's invocation at runtime. Combining the
facets allows to issue a call to a specific service. In OPERA-G you could characterize
them as follows:
• We use interface definitions to express how a service can be integrated into an application. An interface definition identifies the inputs required by the service as well
as the output produced by it. The only constraints that arise from the interface is
that some input data for each input parameter needs to be provided for a service to
be able to be invoked. This is by far not enough to provide a platform for robust integration of distributed software components, especially at this level of abstraction.
Piccola [3] promotes robust software composition in a framework that allows flexible
definition of compositional styles defining how components may be interconnected.
Even at a lower level of abstraction, it makes sense to explicitly constrain possible
interaction between components. For instance, the Eiffel language extends traditional component interfaces by so-called contracts that aim at improving robustness
of complex software packages [78]. However, while the task of validating Grid applications is certainly important in view of usability, we are focusing on runtime
aspects of Grid applications
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Figure 3.1: Computation lifecycle in a Service Grid

• Location irzformation specifies where a service is to be found on the Grid. Location

information may be ambiguous, identifying a set of locations where a specific service
can be called. Before dispatching a call to a service, this ambiguity needs to be
resolved according to user-defined criteria. Every individual location is associated
to a certain piece of access information that defines how to access the service at
runtime.
Both facets may be subject to modifications which need to be dealt with. \Ve do not
intend to address the problem of changing the interface facet, but let us briefly sketch the
problem and a possible solution. Interfaces may change over time because the underlying
services are refined or upgraded. The impact of such a change on existing applications
may vary depending on the approach taken. One approach is to provide mechanisms
to seamlessly incorporate interface changes into an existing application without breaking
it. This proves to be quite a complicated task since the rules governing this integration
may be quite complex, depending on the nature of the upgrade and the context in which
the service is being used by the Grid application. We are avoiding having to deal with
these problems by adopting the same approach as OGSI [102], assuming that interfaces
are always backwards compatible. This way, existing Grid applications will continue to
function throughout service upgrades. \Vhen and how to incorporate the service upgrade
into the Grid application is a decision of the Grid programmer.
\Vhat we are more interested in is coping with dynamic access and location information. Location information is updated when a computation is adapted to a new situation
in the computing environment. This may happen. e.g., because a service provider decides
to move a service to a different geographical location, or because the user has decided
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to switch to a different service provider offering the same service at a better quality. In
the same way that service locations may change, access information is dynamic as well.
Different service providers may use different protocols to access their service, so changing
service providers also changes access information. A service provider may decide to switch
from a platform dependent access method, e.g. Sun RPC [100], to a platfonn-independent
one like SOAP [113] which again changes access information. The OPERA-G platform
should be able to deal with this type of change, requiring its programming model to be
designed accordingly.
The above discussion strongly suggests to define a Grid application along three lines:
structure, service and location description. On the one hand, this decomposition separates
the concerns of manipulating software components from describing how to invoke them,
shielding the Grid programmer from having to know too many details. On the other
hand, by decoupling these three aspects to the largest possible extent. we can provide
mechanisms that allow service and location information to be adapted while minimizing
the impact on the application itself.

3.2

Process based programming

The programming language developed as part of the OPERA project, the OPERA
Canonical Representation [54], provides support for high-level composition of distributed
software components using the notion of process. Using the this language as starting
point, we have extended it with concepts allowing to model a computation along the dimensions described above. For the sake of completeness we will be presenting the resulting
programming language in more detail. Figure 3.2 gives an overview of the elements of the
programming language. The three main elements are (a) process templates describing a
sequence of service invocations, (b) program descriptor8 encapsulating information about
the interface and the location of a service and (c) resource descriptors representing location data. Resource descriptors are referred to by program descriptors which in turn are
referred to by process templates. OCR-G is a relatively simple and generic composition
language that does constrain composition. For this reason we chose to sacrifice strong
typing for preserving flexibility, in analogy to traditional scripting languages. In consequence, we rely on higher level client tools and compilers that produce OCR-G code to
check for consistency. The formal definition of the OCR language is given in EBNF. Basic
tokens used in OCR-G are numbers and strings as defined in the following rules.
letter { letter I digit }

identifier

---t

letter

A I B I ... I

digit

---t

---t

0 I 1 I ... I 9

character

---t

string

"{

---t

z I a lb ... I z

digit I letter I ., "
character } "
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Figure 3.2: fvIodeling three dimensions of a computation in OCR-G

integer'
real

digit { digit} . { digit}

-+

number

digit { digit }

-+

integer' I real

-+

dat(LCOnstant

-+

stnng I number'

Throughout this section we will use different names for tokens denoting identifiers
depending on the context of their use. \Vhile this increases the expressiveness of the
EBNF diagrams, it introduces tokens that are redundant from a syntactical point of
view. In general the reader may assume that a token ending in -ident is an identifier.
resource_ident
task_ident

-+

prognInI_idcnt
proccss_ident
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3.2.1

Resource descriptors
resource
host

--t

--t

host

I

group

resource_ident
string
{ scheduler-hints }

HOST

ADDRESS

END HOST

scheduler_hints

--t

real ] I
[CPUNUM integer ] I
[RAMSIZE integer ] I
[PERF

In OPERA-G a resource represents either a single compute node - a host ~ or a set
of resources - a group. Every known resource is identified by a unique name. Information
about hosts is organized as list of attribute-value pairs. Currently we only mandate
the specification of the IP address or name of the compute node. An IP address is the
bare minimum amount of information necessary to identify a host. Additionally, a host
description may also provide static configuration information as a set of attribute-value
pairs, defining what contribution a host is making to a computation. Examples described
above are the amount of processors a host is providing, how much physical memory is
available or a performance index allowing to compare the relative performance of two
hosts. The exact nature and use of these attribute-value pairs depends on the context of
a computation, which is why the ones listed below are to be understood as examples. The
set of attribute-value pairs that describe a host will be made available to the scheduler at
runtime, which may use them to determine the best job-resource match according to the
scheduling policy in action.
group

--t

GROUP

member-list

--t

resource_ident ( member_list )
resourccident {, resource_ident }

Groups are mere lists of resource names identifying the members of the group. Using
the group construct, resources can be arranged in directed acyclic graphs. Using groups
improves manageability of large sets of resources by providing a mechanism to classify
resources according to what service they provide. At runtime, group names are resolved
to a set of hosts by traversing the graph breadth-first. The resulting host list is used by
the scheduler when placing jobs.

3.2.2

Program descriptors
program

--t

program_ident ( parameter_list )
RETURNS ( parameter_list )
restart_directive { scheduler_hints }
access_method_list
PROGRAM

END PROGRAM
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A program represents a computational service by providing information like the location of the service and the protocol used to access it. Each program is identified by
a unique name. It is associated to an input and an output parameter list defining its
interface.

parameter_list

---+

parameter_decl

[

parameter-decl {, parameter_decl}]
parameter_ident [= data_constant ]

---+

The restart directive defines how the task should react to failures by indicating how
often it may be rescheduled before it is deemed to have inevitably failed.

restart_directive
restart-value

---+ RESTART

restart_value

---+ NOT-RESTARTABLE

I

integer TIMES I
UNLIMITED

Similar to the resource description, program descriptions may contain hints that can be
used by the scheduler to take informed decisions concerning job placement. For example,
a size attribute may be used to indicate the granularity of the program.

scheduler_hints
job_size

---+

---+ SMALL

[SIZE

job_size ]

I ...

I MEDIUM I LARGE

Additionally, a program definition lists a number of access methods, describing how to
invoke a computational service. A single program can have several access methods since
the same computational service may be accessed using different mechanisms. Think of a
protein structure prediction service provided both by a cluster managed by PBS and a
high throughput computing system like Condor. Assuming the prediction software is the
same for both services, the invocation mechanisms may be different. Each access method
provides three types of information: (a) the subsystem identifier specifying the mechanism
to use to invoke the software, (b) the command containing all relevant data required
to invoke the software and, finally (c), the resource identifier representing the (set of)
compute nodes supporting this mechanism of invocation. The appropriate subsystem is
chosen from a list of subsystems supported by the middleware. At the time of this writing,
we support subsystems for remotely running UNIX-style command line applications, for
executing processes in remote OPERA-G systems, for calling batch scripts on Windows
machines and for issuing calls to Web services through SOAP [113]. The term command
refers to all information necessary to issue the call. The exact nature of this information is
subsystem-dependent, e.g., it may be a UNIX shell script or the name of an OPERA-G
process. The resource identifier is a name of a resource identifying all hosts the may run
the program.
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access_method_list
access_method
subsystem_id
command

---+

---+

---+

[

access_method ,{ access_method } ]

resource_ident

subsystem_id ( command )

I OPERA I SOAP I NT I
UNIX command I
process name I

---+ UNIX

SOAP call parameters
NT batch command I

3.2.3

Process templates
process

---+

process_ident ( parameter_list )
RETURNS ( parameter_list )
WHITEBOARD ( parameter_list ) ,
restart_directive
TASKS { task } END TASKS
PROCESS

END PROCESS

A process template embodies the structure of a distributed computation - the process.
It describes the interdependencies of a set of computational steps called tasks. Before
describing the notion of task, we will first cover the syntax of the process template itself.
First, a template is identified by a unique name. In analogy to the program, it has an input
and output parameter list declaring the data items that will be consumed and produced
by the process. In addition, it has a third parameter list - the whiteboard - that acts as
shared data storage area for parameter values produced throughout a computation. While
the contents of task data containers can only be modified by the task itself, all tasks can
read and write the whiteboard. Processes also feature a restart directive that works in
analogy to the one found in a program. The remaining part of the process template deals
with describing tasks and their interdependencies.
task

---+

task_type task_ident
( bind_list )
STORE ( store_list )
( guard ) ;

callee_ref

---+

task_type

---+

program_ident

I

process_ident

PROGRAM I PROCESS

A task refers to a software component to be executed and represents an indivisible step
in a computation. Each task is identified by a unique name. OCR-G distinguishes between
two different types of tasks: the subprocess and the activity. Activities represent calls to
external software components and refer to the name of a program, whereas subprocesses
represent calls to local processes and refer to the name of a process template. The use of
subprocesses is encouraged to promote reuse and improve code structure.
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bind_list

-----+

bind_directive {, bind_directive}]

[

bind_directive
data_item

parameter_ident =

-----+

data_reference

-----+

I

data_constant

data_reference

-----+

prefix

I PROC I task_ident

-----+ WB

store_list

-----+

parameter_ident

store-directive {, store_directive}]

[

store-directive

prefix.

data_item

parameter_ident > parameter_ident

-----+

Input and output relationships of a task are defined by the bind and store lists. The
bind list describes which data items are being consumed by a task through binding directives. A binding directive specifies data flow by associating the name of an input parameter
to either and output parameter of another task, a process input parameter or a whiteboard parameter. For each parameter declaration found in a program (or process) input
parameter list, the bind list may specify at most one binding directive. Input parameters
that do not have a binding are initialized with their associated default value. Store lists
specify output parameter values to be copied to the whiteboard after task termination.
Each store directive lists the names of an output and a whiteboard parameter acting as
source and destination, respectively. For each output parameter declared in the program
or process called by the task there may be at most one store directive. Values for parameters that do not appear in the store list will still be accessible in the task's outbox. The
whiteboard may be used to merge separate data flow paths into one an is needed, e.g., to
support conditional execution.

guard

-----+

activator

-----+

state_reference
booLoperator
state
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ACT

[(]

state_reference

state ( task_ident )

-----+

-----+

booLoperator

AND I OR

-----+ FINISHED

I FAILEDI

ABORTED

activator [)]

S.2 Procc,ss based Vr()(/T'{lnml:ina

Service
Invocation

Control Flow

Input
Parameter
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Output
Parameter
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Figure 3.3: Basic process elements

condition

-+

COTnpJ)peT-ator

[(]

-+

data_comparison

booLoperator

condition [)]

= 1<> 1>= I > I <= I <I
EQ I NEQ I GET I GT I LEQ I LT

Task execution is triggered by a guard. Each task is associated to its own guard. A
guard consists of two separate boolean expressions, the activator and the start condition,
that together define when its associated task is to be run. The activator, which is evaluated
first, is an expression involving state references. A state reference is a tuple < t, S >
referring to state S of task t in the enclosing process. A state reference becomes true
only when task t is in state s. It evaluates to false if the current state of t makes it
impossible that t will eventually reach s. It remains undefined if t may eventually reach
state s at a later point in time. An activator evaluates to true or false as soon as enough
state references are defined to allow a decision. The start condition is evaluated only
after the activator fired. It makes task execution dependent on values of task output
parameters. Inside a start condition. task output parameters may be compared to each
other or to constants using cl range of common comparison operators. Start condition
evaluation happens in analogy to activator evaluation. Only if the activator and the start
condition evaluclte to true the task is readv to run. If one of them evaluates to false the
task will not be run. If one of them is undefined the task may become ready to run in
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the future. Activators define the control flow of a process, bind lists and start conditions
define its data flow. As shown in the example in Figure 3.3 they represent two alternatives
to specify the execution order of a set of tasks. Conceptually, the programming activity
produces two directed acyclic graphs, one for data and one for control flow, which encode
the partial order of execution for the given set of tasks. The control flow graph is used
for navigation - determining the set of tasks that is ready to be run. The data flow graph
is needed to route data items from task to task.

3.3

Discussion

The task model used in OPERA-G is quite simple and imposes a set of restrictions on
the software components involved in a process. Essentially, tasks are black boxes that
process input data provided at invocation time and produce results at termination time.
Certainly, this view is very restrictive, e.g., it de facto excludes any form of systemmanaged checkpointing, there is no way of determining the rate of progress of a running
task, differentiated error handling becomes difficult. The reason being that distributed
computing platforms are very heterogeneous with respect to which of these services they
provide in which form. An integration platform has no other choice than to commit to
one (or a set of) specific mechanisms to support. We have decided not to encumber our
programming model with too many primitives to control such functions, since a sufficiently
generic solution does not seem to be within reach and a per-task-type solution would only
be interesting for pragmatic reasons.
Moreover, we do not provide built-in ways to enforce soundness of process descriptions.
For instance, it may in most cases not make sense to specify a data flow dependency when
there is no control flow dependency between two tasks simply because parameter values
may not be consumed before they are produced. However, in some few cases it may be
correct to rely on the default value of a parameter. We chose not to place any constraint
on the nature control and data flow dependencies since OCR-G is not intended for direct
use by a human programmer but is supposed to be hidden behind application specific
development tools. These tools may define correctness in a way that suits them.
The scheduler hints provided as part of the program and resource description provide
basic support for resource planning and scheduling. Our mechanism however lacks the
flexibility of, e.g., a classad approach as implemented in Condor [105]. Class-ads allow to
define boolean expressions over the state of a resource that are used to match resource
capabilities to job requirements.
In terms of failure handling mechanisms, OCR-G provides mechanisms to contain and
deal with a failure at various levels. Tasks indicate the termination state of a computational step using an integer return value. In UNIX-style fashion, a zero return code
denotes successful termination, any other value indicates a failure. This return value may
be directly provided by the software represented by the task, but it may also be produced
by OPERA-G itself mapping other status data reported by the software to a return
code. These return codes are used to trigger a number of failure handling mechanisms.
In first place, a retry mechanism is in place at the task level, allowing the programmer
to specify whether or not a task is restartable after a failure and if so, how many times.
Such a retry mechanism helps to overcome transient failures of individual side-effect-free
services. If the retry mechanism does not solve the problem, the failure is escalated to the
process level by indicating that the task has failed and returning the exit code as implicit
output parameter of the failed task. Processes provide rudimentary mechanisms to deal
with task-level failures. If a failure could not be corrected by the task itself, it may be
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dealt with by a separate task that is to be triggered after the failure. Such behavior is
specified through activators that wait for a task to fail before firing. While such a mechanism is certainly less powerful and flexible than full-fledged exception handling support
as proposed in [55], it allows to perform, e.g., cleanup or notification operations after a
task failure.

33

3. Programming model

Seite Leer /
Blank leaf

34

Chapter 4
Runtime platform
4.1

Architecture overview

The core of the OPERA-G platform deals with dependability issues arising when running processes in a dynamic environment. The system implements basic functionality
for improving dependability by (a) providing access to structured metadata concerning a
computation from different perspectives, e.g., process- or resource-centric, and (b) coping
with reliability issues both on the task as well as the middleware level. The employed
mechanisms are specifically geared towards making computations robust in the face of
changing circumstances in the computing environment. However, dependability is only
a foundation on which robust applications can be built. Many additional requirements
arise when specific application scenarios are considered. In order to accommodate as
many requirements as possible, our platform is designed for flexibility and extensibility.
It supports deployment in a wide variety of configurations and can easily be customized
to interact with different task execution platforms and extended with custom scheduling
policies.
OPERA-G is a 3-tier system: the front-end (tier 1) contains the user interfaces, the
middle tier (tier 2) contains the runtime environment, and the back-end (tier 3) contains
the components managing external resources. Figure 4.1 shows the different components
each layer consists of. The front-end is devoted to clients enabling he user to interact with
the kernel. This interaction may take place through the API provided by the middle tier.
Clients may directly build upon the API provided by the middle tier or if more convenient
they may use a low-level command line tool hiding the details of the API protocol. The
back-end consists of the execution platforms for individual tasks. As long as the execution
model of these platforms fulfills the requirements discussed in Section 3.3 they may be
used in the back tier. Finally, the middle tier contains the core components: the Runtime
Server, the Database Server, and the Information and Event Server.
• The Information and Event Server acts as proxy and deals with client requests
coming from the front tier.
• The Runtime Server is in charge of driving a computation described in a process
template. It interfaces with external systems through a configurable set of adapters.
The functionality of these adapters may be distributed if necessary.
• The Database Server is storing metadata concerning all templates available for execution as well as state and configuration information about all known instances.
Both the IES and the RS have been implemented in C++ and have been used both on
Linux and Solaris platforms. As relational database we have been choosing PostgreSQL
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Figure 4.1: OPERA-G architecture

[79] a freely available Relational DBMS that provides the appropriate capabilities in terms
of transactions and SQL. \Ve have also been porting the database layer to Oracle 9i [84].

4.1.1

Information and Event Server architecture

The rES (see Figure 4.2) acts as mediator between clients and the remaining part of the
system. Basic mediation consists in routing client requests to the appropriate system
components -- the database, the RS or external Grid components. However, mediation
may also include, e.g., authorization and validation of client requests thereby filtering
improper requests at the earliest possible stage. Additionally, indirecting client requests
through a mediator allows to make clients oblivious with respect to the exact deployment
of the system. Only the mediator location has to be known to the clients at all times.
Finally, the rES makes it easier to set up and run the system in a contained environment,
e.g. where client and middle tier are on different sides of a firewall. Since communication
only happens between client and rES, firewall configuration is not affected by changes in
the deployment of the other OPERA-G components.

4.1.2

Runtime Server architecture

Figure 4.3 shows the RS's building blocks. vVhat follows will explain the role of each of
these building blocks as well as how they collaborate during process execution.
• The navigator takes care of interpreting the process template. It determines the
tasks to execute based on the associated guards and routes data between tasks as
specified by data flow.
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• The checkpoint manager is responsible for updating instance state in the database
at appropriate points in time.
• The scheduleI' chooses, for every runnable task, an appropriate host to dispatch it
to. Various scheduling policies can be plugged in at runtime.
• The dispatcher takes care of running jobs. It controls (starts, stops, resumes and
aborts) jobs through appropriate subsystems. It sets up timers that trigger the
periodic sending of queries to determine whether running jobs are still alive. It
processes notifications from the subsystems concerning, e.g., job termination.

• Subsystem,s communicate with remote platforms that participate in a computation.
They encapsulate platform-specific protocols and API's for status queries and job
controL mapping them to the API's supported in OPERA-G. Job submission as
well as load and state queries are performed through subsystems.
• The resov:rce manager manages all resources known to the system. It resolves group
names into lists of hosts. It keeps track of their state
load, availability
and
notifies the scheduler if a host becomes unavailable. The scheduler may then decide
to take action by, e.g., rescheduling jobs. It is also responsible for providing its
clients with a consistent view of registered resources at any time.
• The pmgmm, ma:naqer keeps track of all programs known to the system. Similar to
the resource rnanager, it is responsible for providing its clients a consistent view on
available programs.
• The timer manager monitors timeOllts on behalf of the dispatcher and notifies the
latter whenever a timeout occurs.
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Figure 4.3: Runtime Server architecture

• The data access layer is responsible for storing computation metadata. Database
functionality is encapsulated in a set of replaceable modules. Logically, the database
layer is divided into four dataspaccs: template, instance, program and resource
space. each of them dedicated to a different type of system data. Template space
stores the structure of all available process templates. Instance space stores information about active and past processes. For each running instance of a process,
the instance space contains a copy of the corresponding template and is used to
persistently track the execution of a process. The program and resource dataspaces
store configuration information concerning the available infrastructure.

4.2

Internal process representation

\Ve chose to use a relational schema as internal process representation. vVe have been
mapping the full OCR-G language as well as all necessary state information about every
instance to such a schema. This goes beyond what is needed to guarantee recoverability
and allows to inspect, correlate and even modify different aspects of a computation in a
fine-grained manner. For instance it is straightforward to find out which process instances
have been using a specific host during a certain time interval, which hosts are involved in
which computations. which tasks are going to be run in the near future or to modify a
specific access method for a program. This flection ,vill go over the schema ,ve are using
to represent a process on persistent storage. Table 4.1 gives an overview of the tables
involved.

4.2 Internal process
_1

('nnt.R.1n<::

1

template space
ts_directory (Table 4.2)
ts_taskobjects (Table 4.3)
ts_parameters (Table 4.4)
ts_dependencies (Table 4.5)
resource space
rs_resources (Table 4.6)
rs_membership (Table 4.7)
rsJog (Table 4.8)
rs_attrs (Table 4.9)
program space
ps_programs (Table 4.10)
ps_accessmethods (Table 4.11)
ps_attrs (Table 4.12)
instance space
is_directory (Table 4.13)
is_taskobjects (Table 4.14)
is_parameters (Table 4.15)
I
isJog (Table 4.16)
I

1nl'

representation

about

existing process templates
tasks belonging to a template
parameters found in a template
task interdependencies
all known resources
group membership
availability of resources
resource attributes
all known programs
access methods found in programs
program attributes
existing process instances
task state
parameter values
the history of tasks

Table 4.1: OPERA-G database schema overview

4.2.1

Identifying process instances

One of the first questions when designing a relational schema is the one about primary
keys. For process templates, tasks, parameters, programs and resources a valid primary
key is their unique name or a combination of names that uniquely identify the item in
question. What is missing is a primary key candidate for process instance data. One
such candidate is a combination of the unique names found in the template together
with a sequence number associated to each instance. However, from a database point
of view the use of strings as keys is not recommended because of the overhead caused
by comparison operations. Instead, we use a surrogate identifier that consists of a set
of integers. Let P
{T1 , .. , T N } be a be a process template containing N tasks. An
instance of P as well as the associated T i are uniquely identified by a set of four numbers:
< serverid.processid.templateid.instanceid >. For example, 10.3.0.4. The semantics of
this id is described in what follows. Refer to Figure 4.4 for an example.
• The serverid uniquely identifies the IES that advertises the process P. It is set by
the user when configuring the system and uniquely identify every existing IES.
• The processid identifies P's process template. The same process id is associated to
all ~ E P. It is an ascending strictly positive integer generated when P's template
is loaded into the system.
• The templateid identifies each individual T i within P. P's own template id is
always 0, the Ti's are identified by an ascending strictly positive integer distributed
according to the order in which tasks are parsed from the template.
• The instanceid identifies each instance of a specific template. It is generated when
P is instantiated.
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instantiate "Fao"

--~

Figure 4.4: Example instance identifers

4.2.2

Templates

The schema for template data consists of four tables. One for task information, one for
parameter information, one for intertask dependency information and one directory table.
Apart from adding and removing a template, template space can be considered read only.
This is why we can afford to store all templates in the same set of tables.
The directory table (see Table 4.2) holds general metadata concerning the template.
Apart from the template's identifier it stores data like the name of the author, a description
of the process's objective, when it has been loaded into the system, whether it is available
for execution or not. Moreover, the directory table provides an attribute that can store
binary data associated to the template. This data is not needed for the template to be
executed. The client may use this field to store application specific data, e.g., related to
a client-specific representation of the process template. This application-specific data is
not interpreted by OPERA-G, but is being stored on behalf of the client.
The task table holds information concerning the tasks involved in the process as well as
concerning the process itself. The id again acts as primary key. Additionally, a type field
identifies the tuple as describing either a process, a subprocess or an activity. Depending
on this type, some of the remaining attributes may be undefined or have different semantics. For instance, the callee name refers to the name of the program or process to be
executed as part of a task. This information is being used by the scheduler to determine
a binding for the task at runtime. Runtime behavior is determined by the activator and
the start condition, as well as the maximum number of restarts specified in the template.
Each task and process is identified by one tuple in this relation, hence the primary key.
Additionally, it refers to the directory table using the id as foreign key.
The parameter table contains one tuple for every parameter that has been defined
in the template. Each tuple identifies the task that the parameter is associated to and
40
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holds its name as well as its data and container types. Additional fields describe the
data reference defining which output parameter to get the value for the parameter from
at runtime. Finally, the value attribute holds this value in case it was hardcoded in the
process template. Each parameter is described by a unique tuple, as expressed by the
primary key. Additionally, the task id is used as foreign key into the task relation.
The dependencies table encodes task interdependencies found within a template. Each
dependency is recorded in a tuple. Describing a dependency involves identifying the
process template that contains the dependency, as well as the two tasks that depend on
each other. Additionally, the dependency type needs to be stored to differentiate between
control and data flow dependencies. This relation does not have a primary key since task
dependencies are an M : N relationship.

4.2.3

Resources

Resource information may be stored in three tables: one for resources, one for the scheduler hints and one for group membership. Resources in the resource table are identified
through their unique name, there is no surrogate id here. The content of the type field
tells what type of resource we are dealing with (group or host). Resources may be enabled
or disabled. Disabled resources are omitted by the scheduler when looking for a host to
run a task on. Refer to Section 4.3.3 for more information on how disabled resources
affect the binding process. Finally, hosts store their IP address. The membership table
contains a mapping from group name to member resource name. For each group it stores
the name of all members of the latter. The resource log table logs availability changes
for each resource. While this logging information is not necessary for recovery it is of
great usefulness when quantifying and qualifying the the behavior of the system. For
instance, it is very important to take availability into account when assessing the degree
of utilization of computational resources achieved throughout a computation. Not taking into account unavailable resources may result in poor utilization, while the opposite
may reveal that the the system did use available resources optimally. Each tuple in the
resource table represents an event that changed the availability of a resource. It specifies
the exact time the event occurred and the nature of the event: the resource manager may
have determined that a host has been becoming (un) available, or a resource may have
been explicitly disabled or enabled by the user. Both types of events affect availability of
a resource for a computation, which is why they need to be logged.

4.2.4

Programs

Programs are stored in two tables. The program table defines the interface of the program:
its name as well as its input and output parameter lists. The access methods table stores
each access method in a separate tuple, including its resource identifier, its subsystem
and its command.

4.2.5

Instances

Similar to the template space, instance space also features a directory table containing
some metadata. Each tuple identifies a task using its id and lists some general metadata
concerning the particular instance, like owner of the instance and whether the persistent
image of the instance should be automatically removed from the database upon instance
termination. Additionally, it contains some state information concerning the instance: it
identifies the parent instance if the current instance is run as subprocess. It also stores the
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template identification
serverid
processid
A human readable name for the template.
name
meta information
author name
The name of the process designer.
description
A short description of what the process does.
The date when the template was registered.
loaddate
ispublic
Is this template to be made public?
application specific data
datablob
a blob containing client-specific data
I

przmary key
serverid, processid

I foreign key
none
Table 4.2: ts_directory schema

task identification
serverid
processid
templateid
task type
Process, activity or subprocess?
binding information
callee name
Program or process name.
runtime behavior
maxrestarts
The number of allowed restarts.
activator
The activator string.
start condition
The start condition string.
primary key
serverid, processid, templateid
foreign key
(serverid, processid) ----+ ts_directory(serverid, processid)

Table 4.3: ts_taskobjects schema
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parameter identification
serverid
processid
templateid
parameter name The name of the parameter.
parameter type
The parameter's type.
container type
Input, output or whiteboard parameter?
data reference
source
The source task name.
The source parameter name.
name
value
Parameter default value, if any.
primary key
serverid, processid, templateid, name, container
foreign key
(serverid, processid, templateid)
--+ts_taskobjects(serverid, processid, templateid)

Table 4.4: ts_parameters schema

process identification
serverid
processid
dependency information
from
The template id of the source.
to
The template id of the destination.
dependency type Control flow or data flow?

I pnmary key
none
foreign key
(serverid,processid,ternplateid)
--+ ts_taskobjects(serverid, processid,ternplateid)
Table 4.5: ts_dependencies schema

resource identification
name
The logical name of the resource.
type
Is it a group or a host?
resource metadata
isenabled
Is the scheduler allowed to use this host
IP address
The location of the resource.

I pnmary

key

name
I

foreign key
none

Table 4.6: rSJesources schema
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resource identification
name
The group name.
member name
The name of a member resource.
I

przmary key
none
foreign key
(name) ~ rS--fesources (name)
(member name) ~ rs_resources(name)

Table 4.7: rs-.membership schema

resource identification
name
event description
time
When did availability change?
state
How did availability change?

I przmary

key

none
foreign key
(name) ~ rS--fesources(name)
Table 4.8: rsJog schema

resource identification
name
The name of a resource
attribute description
attr
The resource attribute name.
value
The value for the attribute.
I

primary key
none
foreign key
(name) ~ rS--fesources(name)

Table 4.9: rs_attrs schema
program identification
name
The name of the program.
program interface
input
The input parameter list.
output
The output parameter list.
I

przmary key
name

I foreign key
none
Table 4.10: ps_programs schema
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I program identification
name
access method
resource
subsystem
command
I

I

The resource for this access method.
The subsystem for this access method.
The command to use.

przmary key
none
foreign key
(name) ---t ps_programs(name)

Table 4.11: ps_accessmethods schema

program identification
The name of a program
name
attribute description
attr
The program attribute name.
The value for the attribute.
value
I przmary key

none

I foreign

key

Table 4.12: ps_attrs schema

instance identification
serverid
processid
instanceid
state information
parent id
identifies the parent of this instance
state
The instance's state
meta information
owner
Name of the user running the process.
garbagecollect
Delete the instance when it finishes?
primary key
serverid, processid, instanceid

I forezgn

key

none
Table 4.13: is_directory schema
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task identification
serverid
processid
templateid
instanceid
state
The current number of restarts.
restarts
state
The state of the task.
binding information
The host name this task is executing on.
host
subsystem
The subsystem to use to talk to the host.
subprocess
The instance id of the subprocess.
timing information
When did the task become ready to run?
readytime
starttime
When was the task bound to a host?
endtime
When did the task finish?
primary key
serverid, processid, templateid, instanceid
foreign keys
(serverid, processid, templateid)
-+ ts_taskobj ects (serverid, processid, templateid)
Table 4.14: is_taskobjects schema

parameter identification
serverid
processid
templateid
instanceid
parameter name The name of the parameter.
parameter type
The parameter's type.
container
Input, output or whiteboard parameter?
I

parameter value
value

I primary key
none
foreign key
(serverid, processid, templateid, instanceid)
-+ is_parameters(serverid, processid, templateid, instanceid)
Table 4.15: is_parameter schema
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task identification
serverid
processid
templateid
instanceid
log entry
time
When did the event occur?
type
What type of event occurred?
data
Additional information (optional)

I pnmary

key
none
foreign key
(serverid, processid, templateid, instanceid)
-+ is_taskobjects(serverid, processid, templateid, instanceid)

Table 4.16: isJog schema

state of the instance. The task table contains instance information for each task. Creating
an instance involves generating an instance tuple for every task tuple found in template
space. Each of these tuples is identified by its id and stores state information like the
number of restarts that has been performed for a task as well as its state. Task binding
information is also found in this table. It consists in the name of a host and the id of a
subsystem for activities and the id of a process instance for subprocesses. This binding
information is the result of the binding procedure and is important for recovery. Finally,
the table also stores timestamps that capture certain events happening throughout the
execution of a task. The parameter table contains the current value for each parameter.
Similar to the resource log table, the instance log table lists events that happened to a
task or process throughout its lifetime. It timestamps the transitions happening in a
tasks finite state automation, thus allowing to reconstruct the history of a task. This
information is not relevant for recovery, but may be used to interpret the lifecycle of
a computation. For instance, it can be used to extract task duration, the number of
times a task was rescheduled or the time and nature of a user intervention. Each event is
associated to a specific task and consists in a timestamp, the event type and optional data
associated to the event. For instance, such additional information may be the binding
information determined by the scheduler when binding the task, allowing to trace the
sequence of scheduling decisions made for a task.

4.3

Instance execution

This section describes how a computation described in a process template is being executed (see Figure 4.5). The individual steps will be described in detail in what follows.
• Instance creation sets up the necessary data structures for recording state information associated to the computation. Conceptually, instance creation can be compared to loading an application binary into main memory. A template may be
instantiated several times concurrently, implying separate data structures need to
be created for every single instance.
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Figure 4.5: Enacting a process instance

• Navigation is concerned with interpreting task dependencies described by the template in conjunction with state data stored as part of the instance to determine
the set of tasks that are to be executed. The term navigation rmmd refers to the
sequence of actions that need to be taken to react to an outside event causing a
task to change its state. Such a state change can be induced, e.g., by a user driven
intervention, or a termination message originating from a remotely running task.
Upon each such event, a new navigation round needs to be triggered.
• Task binding resolves program and resource references for a single task and associates the appropriate program and resource descriptions to the latter. Binding may
happen several times throughout a navigation round.
• Task submission refers to the action of evaluating the information contained in the
program and resource descriptors in order to remotely submit the task.

4.3.1

Creating an instance

Instance creation is initiated when the user requests to start a process template before the
first navigation round is initiated. Figure 4.6 illustrates this procedure. A client requests
a process template called "foo" to be run. This request is processed by a request hanclling thread in the IES. The IES takes care of making this request persistent by asking
the instance space to create a so-called process stu1) containing only the necessary table
entries for the request to be serviced, e.g., the name of the template to instantiate and
the values of the input parameters. This stub is associated with its id (see Section 4.2.1),
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Figure 4.6: Template instantiation sequence (immediate)

which is returned to the client. At this point the client knows that its request has been
safely delivered and will eventually be processed. Next, the persistent image of the instance is created in the database, before the process execution request is forwarded to
the RS which. in turn, loads the instance from the database and starts navigating. At
first. it may seem queer that we have been separating the operations of stub and instance
creation. However. besides the advantage of reducing client contention because the latter
can continue processing as soon as the stub is created, separating these two operations
makes it possible to defer instance creation. This allows to easily deploy the system in
different ways: as described above, the IES may insert all required instance task tuples
before instructing the RS to run the instance. or it may omit full instantiation at this
point if it does not yet know whether the instance will be created in the locally attached
or a remote database, as depicted in Figure 4.7. In this scenario. several autonomous
OPERA-G systems collaborate to execute processes. Process instantiation requests are
themselves scheduled by a master over a set of workers that take care of executing instances. The master only creates instance stubs, while the workers take care of creating
the full instances. The main benefit of such a setup is the sharing of database load resulting in better scalability. The details of this deployment mode will be discussed in what
follmvs.
There are two different approaches to organize instance data as depicted in Figure 4.8.
One approach is to keep instance data about all processes in one single set of tables.
another one is to horizontally partition instance data using a new set of tables for every
instance. \Vhich of the two options to choose depends on database performance as well as
software engineering issues. The performance argument bases on a simple idea. Horizontal
partitioning forces you on the one hcllld to pay for table creation every time an instance is
created but allows faster access to tuples since the resulting instance table is smaller and
does not grow or shrink throughout execution. Indexes may thus be created at the end of
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Figure 4.7: Template instantiation sequence (deferred)

the instantiation procedure. omitting costly index updates. The unpartitioned approach
does not generate table creation costs for every instance, but requires index updates to be
performed whenever a new instance is created. The resulting tables are bigger, slowing
down concurrent updates. vVe have been performing a simple simulation to show the
effects of the two partitioning strategies using various indexing strategies.
To illustrate the tradeoff we have been using a simplified version of a task template
table, only containing server, process, ternplate and instance id attributes. Varying the
amount of tasks in the template from 0 to 700, we have been instantiating the template
with and without using horizontal partitioning. Additionally different indexing strategies
were nsed for the nnpartitioned case. Figure 4.9 shows the results of such an experiment
using a PostgreSQL database on a Sun-Fire-480R with 4 Gigabytes of main memory. The
x-axis displays the template size in terms of nnmber of tasks, the y-axis shows the number
of seconds it takes to create 1200 instances sequentially. The instance tables were indexed
using different strategies: for the unpartitioned case we have been using uniqne indexes
(the most costly ones to update), for the unpartitioned case we have been trying our
luck with nnique, non unique and without indices. As can be seen horizontal partitioning
behaves worst for small processes because of the overhead to pay for table creation. As
soon as processes get larger (200-300 tasks) the costs of maintaining the index on the
unpartitioned table starts to dominate and increases instantiation time. Using non-unique
indices which don't require to check for duplicate keys does not improve the situation a
lot. Only omitting all indices makes the nnpartitioned approach be faster. Not using an
index over task ids is however not an option because updating the state of an instance
requires to quickly find the corresponding tuple in order to be efficient.
Looking only at instantiation and navigation for this simplified scenario horizontal
partitioning seems to be the best option. Unfortunately. from the software engineering
perspective. partitioning is less attractive since almost all queries to instance data involve
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Figure 4.8: Instance data partitioning schemes

parametrized table names. Such queries cannot be prepared in advance because the target
table is not known. Additionally, analyzing and correlating data from different processes
becomes more complex. Joins that are specified in a simple one liner in the unpartitioned
case involve many more queries in the partitioned case. As final comment, note that the
database engine used for the task may also make a big difference, meaning that the issue
would have to be revisited.

4.3.2

Navigating an instance

Navigation is based on a mElcin memory representation for the instance. After an instance
has been created in the database, an object structure is created in memory and the
instance data is loaded into it. Navigation rounds are initiated by sending an event to
a task or process object, e.g., the navigator telling a newly instantiated process to start
running or the dispatcher notifying a task that it has terminated. This initial event is
consumed by the receiver, possibly causing the generation of new events to be sent to
other tasks. The navigator maintains a FIFO queue of unprocessed events and delivers
them to their respective tasks. A navigation round finishes when all events have been
processed. Upon reception of an event, a task uses a finite state automaton shown in
Figure 4.10 to determine the actions to take.
The automaton's starting state is Initial, indicating that the activity guard has not
yet fired. If the guard is evaluating to false. the task will not be executed as part of
this instance and is marked as Unncachablc. If the guard evaluates to true the activity
proceeds to T¥aiting before it is handed over to the scheduleI'. As soon as an activity has
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Figure 4.9: Instantiation performance under various partitioning strategies

been bound to a host it is marked as Scheduled and the dispatcher initiates the invocation
sequence. Successful or unsuccessful task termination translates to a state change to
Finished or Failed, respectively. The remaining states are used for job control. Tasks
may be suspended or aborted similar to UNIX processes. Suspending an activity while
it is waiting to be scheduled changes its state to Deq1Leued since it will be temporarily
removed from the scheduler queue. Suspending or aborting a running activity involves
propagating the signal to the remote platform. Both operations are handled in a similar
fashion, therefore we will only discuss the abort case. vVhenever an activity receives an
abort event its state is changed to Aborting before the dispatcher initiates the abort.
Depending on the status of the remotely running application at the time it receives the
abort signal the activity state may be updated to Finished, Failed or Aborted. Finally, a
terminated activity may be restarted by going to the Initial state, where its guard will
be reevaluated. State transitions marked with dashed arrows happen in case of errors
occurring throughout the execution of an activity. Activities that cannot be dispatched
return to the Waiting state. An activity that has been dispatched to a remote platform
that subsequently crashes or is explicitly removed from the computation are automatically
rescheduled. If the activity was Running it is put back into the scheduler queue. If it was
Suspending or Suspended it changes to Dequeued. Finally, if it was AboT'ting it simply goes
to AboT·tcd.
Processes as well as subprocesses represent a process instance and thus use the same
state automaton. The exact layout of this automaton depends on the deployment of the
system. In the simplest configuration, processes are always instantiated by the Runtime
Server that receives the process instantiation request. In this case, the Waiting a.nd
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Figure 4.10: Activity state automaton

Scheduled states are replaced by a direct transition from Initial to Running. As we will
see later, the system also allows to be configured in load balancing mode so as to forward
process instantiation requests to an alternate location. In that case, processes are using
the same state automaton as activities. including the Waiting state.

Process state is determined by the states of their child tasks. A process is considered
to be Running after instantiation before the first navigation round is initiated. It is
considered to have Finished when all of its children are either Finished or Unreachable. It
is considered to have Failed when at least on of its children has Failed. It is Aborted when
all its children are either Finished. Urmcachable or Aborted. It is Suspended when all its
children are either Finished. Unreachable or Su.spended.
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Finally, the state diagram is partitioned into three areas. These partitions are important for the recovery mechanism. They indicate that there may be additional state to
recover. The sehcduJer state box contains states that are related to the scheduler queue,
indicating that scheduler state needs to be recovered. The remote state box contains
states that are related to remotely running tasks. Activities found in this state require
special treatment during recovery. \Vith respect to recovery, all remaining states are inert
in a sense that they do not have any additional context to be recovered.

4.3.3

Binding task instances

Unlike the navigator that deals with sets of interdependent tasks, the scheduler is working
on individual tasks. It keeps a simple linear list of runnable tasks to be scheduled onto
available resources. The final result of the binding process will be the address of a host
to dispatch the task to, information on which subsystem to use to do this as well as all
required input data. Finding this information implies to link task, program and resource
information as depicted in Figure 4.11. The scheduler begins with the name of the program
to use for the task. Binding information is computed by the following sequence of steps:
1. Using the list of runnable tasks, determine a task to be bound.
2. Extract the progranl name from that task.
3. Using the name of the program, find its prograrn descriptor.
4. Build a list containing the resource identifiers of all access methods declared in the
program.
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5. Flatten the list by resolving all group names into lists of hosts. Throughout this
resolution procedure, ignore any resource that is marked as disabled. The resulting
list contains all hosts that are eligible for running the task.
6. Filter this list by removing all hosts that are considered to be overloaded by the
policy in vigor. This policy is configurable.
7. From the remaining hosts, determine the one that the task will be dispatched to
according to the active policy. This policy can be configured as well.
8. Look up the subsystem and command for that host.
A flexible scheduling scheme has been developed that allows to easily change the
behavior of the scheduling procedure [87]. The latter is controlled by three policies: the
selection, transfer and placement policies.
• The selection policy determines how jobs are to be ordered in the task list, thus
determining the order in which jobs are being selected for placement. A policy can,
e.g., be a simple LIFO or a prioritized scheme.
• The transfer policy states the rules by which a host is to be considered over- or
underloaded. Overloaded hosts are not being considered to be accepting jobs, while
underloaded hosts are. Overloaded criteria are, e.g., number of running jobs vs.
number of available processors, or job queue length.
• The placement policy finally determines, from a list of hosts, the one that a task
should be submitted to. As example, a placement policy may choose a host by
minimum load.
More advanced transfer and placement policies require metainformation about hosts,
like amount of free memory, load index or other operational parameters. This information
is made available by the resource manager which periodically issues queries through its
status subsystems. Each resource subsystem encapsulates a mechanism for updating
metainformation for a specific platform.

4.3.4

Dispatching tasks

The dispatcher takes care of tasks after they have been scheduled. It is responsible for
monitoring and controlling remotely running tasks. Tasks are monitored and controlled
through one of the available task subsystems. A subsystem interface provides methods to
start, suspend, resume and abort tasks as well as to send queries concerning the state of a
task. Every subsystem has to provide appropriate implementations for these operations.
Apart from doing job control on behalf of the scheduler and the navigator, the dispatcher
also takes care of monitoring all active jobs. Monitoring consists in periodically checking
the status of tasks by sending a query to the remote system.
The dispatcher plays an important role dealing with unreliability. We define unreliability in terms of three characteristics. A running task (1) may crash and return an exit
code, (2) may crash without returning an exit code, or (3) may run indefinitely. The first
case does not require the dispatcher to take any specific actions. Although the task did
not successfully terminate the exit code can be forwarded to the navigator which can deal
with the failure. The other two cases require the dispatcher itself to take action. A task
that crashed without returning an exit code may be the result of a failure of the remote
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resource, e.g., if the remote node was restarted brute force. Endlessly running tasks may
be the result of either a programming error or bad input data. Both such conditions are
detected by a timeout mechanism. Whenever a timeout occurs, the dispatcher may, e.g.,
decide to abort a task if it has exceeded its allotted runtime or it may decide to fire a
query to determine whether the task is still alive.

4.3.5

Persistence and recovery

Keeping process metadata in persistent storage prevents the RS to loose the context of a
computation in case of failure or intentional shutdown. Especially for long-lived computations this form of checkpointing is a central requirement. Making an instance persistent
involves recording the new state, new parameter values and changes in binding information for every task affected by a navigation round. The checkpointing mechanism is based
on two operations: state aggregation and state storage. During the navigation procedure,
information for an incremental checkpoint is aggregated in main memory. At various
stages throughout navigation, the information is made persistent. Separating aggregation and storage of a checkpoint allows to flexibly trade off reliability for performance.
One extreme is fine-grained recoverability achieved by storing a checkpoint after every
transition of a task's state automaton. Another extreme is to avoid paying the overhead
for persistence by simply omitting the storage phase. Apart from these extremes, we
may choose to store aggregated checkpointing information at regular intervals, e.g. at
the end of a navigation round. Such an approach reduces both checkpoint frequency and
the amount of checkpointed data since in sequence of updates to the same data item
only the last update needs to be written. Separating aggregation and storage also allows
to guarantee RS availability in the face of database failures due to, e.g., a catastrophic
failure or due maintenance. If the database cannot be accessed checkpointing information
can be aggregated in main memory until the database server comes back on line without
interrupting process execution.
The counterpart of persistence is recovery. During startup the RS inspects the contents
of the database and determines all running process instances. Finished, failed or aborted
instances do not need to be recovered. Recovering a single instance involves the following
steps:
1. Load instance into main memory.
2. Determine the tasks that are marked as running, suspending, suspended or aborting.
3. For each of these tasks ...
(a) If the task is a subprocess, recover the process instance referred to by the latter.
(b) If the task is an activity ...
i. Inspect binding information: the host and the subsystem id. This information indicates where the activity is supposed to run and how it is to be
accessed.
11. Determine the current state of the activity by issuing a query through the
dispatcher using the appropriate subsystem.
iii. Use this information to do forward recovery:
• If the activity is still running, no further action needs to be taken.
• If the activity already terminated, update its state.
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• If the activity is unknown to the remote system, reschedule it.
4. Determine the activities that were waiting or dequeued at the time of the failure.
5. Resubmit each of these activities to the scheduler.
6. Based on the states of all tasks, update instance state and propagate it to the parent,
if such exists.
After a recovery cycle has ended, the instance is in a consistent state with respect to
all active tasks.

4.3.6

Modifying the configuration

While persistence and recovery improve dependability of the middle tier, dynamic reconfiguration of the resources and programs target similar issues for the back tier. The ability
to redefine the resources and programs used by a process guarantees that a computation
may proceed even if the underlying infrastructure changes. In the following we precisely
define the nature of such reconfiguration and their impact on running processes. Reconfiguration may affect either resources or programs. In the following we will discuss it in
the context of resources. The interested reader may apply the same ideas to programs.
There are three ways of modifying resources: creation, deletion and mutation.
• Creation of a resource happens when a previously unknown resource is registered
with the system. Creation is not critical because the information registered with
the system did not exist before. No task could possibly have relied on it so far.
• Deletion occurs when a resource or program is removed from the system. Running
process instances may be affected by this operation.
• Mutation consists in modifying attributes of an existing resource. This may also
affect running process instances.
The behavior of a running task with respect to a configuration change is determined
by the point in time when the change becomes apparent to the task, not the point in
time where the change itself occurs. In our approach this point of time is when task
binding occurs. Recall that we use a late binding approach that binds a task at the very
last possible moment, making sure that binding uses up-to-date resource information.
This implies that a running task will not be affected by a change of the resource it is
bound to unless it is forced to reevaluate its binding, e.g., through an explicit abort
followed by a restart. Resource and program information is maintained by a a resource
resp. a program manager. They are responsible for consistently applying modifications
to configuration information and providing up-to-date information to the scheduler upon
request. Resource modification needs to be reflected both in main memory as well as in the
database. In the above discussion we required that active bindings should not be affected
by a modification. Thus resource information has to be copied before changes are applied.
In main memory we implemented a lazy copy approach that copies resource information
only when necessary. Concerning the resource information stored in the database we have
two options, depending on the desired degree of recoverability.
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• No-backup strategy. This approach simply overwrites resource information in the
database. The database thus contains only the most up-to-date information. Consequently, if a failure occurs and processes need to be recovered from persistent
storage, some activity's binding information may have been invalidated by the modification. This may prevent the activity from properly recovering. For instance, if
the host recorded as part of a binding has been deleted, the dispatcher will not be
able to query for activity status any more. If the host's address changed, the dispatcher may be unable to determine the status of the activity neither. In both cases,
the activity would have to be rescheduled. Finally, if a host's attributes changed,
rescheduling may have to occur as well.
• Backup strategy. A versioning approach copies resource information before it is
overwritten and changes binding information for all bindings that refer to the host.
Since we are using a relational database, this may easily be done using cascading
foreign key constraints. In case recovery turns out to be necessary, bindings are
recovered in a consistent manner allowing to properly recover activities without the
need for rescheduling them.

4.3.7

Coping with unavailability

The current kernel architecture is resilient to different types of failures. The kernel provides a range of availability guarantees in the face of failures of the middle tier components.
In the following we briefly describe these guarantees.
• Information and Event Server failures. As long as the IES is unavailable, no new
process instances may be started and running instances cannot be monitored or
controlled. Active processes are not affected by the failure and continue running.
• Runtime Server failures. RS unavailability causes all active processes to stall since
navigation cannot take place. Process monitoring is still possible while process
control is not. New process instances may be created but their execution will only
start when the Runtime Server is back up. Running activities are not affected.
• Database Server failures. Database failures have the worst effect on the kernel. Since
template and configuration data is stored in the database, instantiation and reconfiguration cannot occur as long as the data repository is inaccessible. Monitoring
is not possible either. Process execution however does not stall. The RS continues
executing instances in non-persistent mode as long as the database is unavailable.
As soon as the database becomes available again, accumulated state changes are
flushed to the database.

4.4

Deployment and cllstomization

This section shows how the OPERA-G can be used as basis for building environments
to support the example applications from Chapter 2. Before describing how to extend the
system for these applications, we want to discuss different ways of deploying the middle
tier.
The simplest setup is a centralized one like depicted in Figure 4.1 on page 36. Such a
setup may be deployed on up to three machines, one for every middle tier component. If
a centralized setup does not meet the required throughput ~ in terms of tasks or porcesses
per second ~ the system may also be deployed in a hierarchical configuration. In contrast
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a) Replicating the Runtime Server

a) Replicating the entire middle tier

Figure 4.12: Scaling out the middle tier

to the centralized case such a configuration contains multiple copies of the middle tier, each
dealing with a subset of all active process instances. One of the replicated components acts
as master and shares the load by forwarding process instantiation or execution requests
to appropriate replicas. \Ve have been exploring two options for database replication:
replicating the RS to overcome a bottleneck in the scheduler and replicating the whole
middle tier to address a bottleneck in the database. Using a replicated database is of
course a valid approach to overcome bottlenecks. \Ve have not analyzed the option of
replicating only the database since a variety of efficient algorithms for database replication
have been proposed and implemented in the past (see [67]).
Figure 4.12 (a) shows the deployment with replicated RSs. A master RS is accepting
instantiation requests from the IES. It forwards these requests to one of the workers.
Scheduling and dispatching is done using the same mechanisms as for activities. Thus,
the process forwarding mechanism benefits from the flexibility and adaptability of the
scheduling policies and the resource configuration in the same way as activities do. Custom
scheduling policies may be used and the number and location of workers my be changed
at runtime. The necessary extensions to the master merely consist in developing an
appropriate scheduling policy and a new subsystem that can interact with a Runtime
Server. All that is left to do is to register a special resource group at the master that
contains all hosts that run a worker. Note that the master itself may become a \vorker
by simply adding it to this group as well. The recovery mechanism also needs to be
reconfigured for this deployment. To the master it does not make a difference which one
of workers executes a process. It will eventually detect a failed worker and re-dispatch the
process execution request to a different one. Following the instantiation scheme described
in Section 4.3.1. t he new worker will detect t hat the process has already been instantiatecL
load the instance and resume processing where the failed worker left off. Thus. workers
do not need to recover after a failure. They can safely assume that their failure has been
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detected and the instances they were processing have been taken over by one of their
fellow workers.
Replicating the entire middle tier as shown in Figure 4.12 (b) is another option for
deployment. The advant age of such a setup is that database workload is shared among
a set of independent databases. Process forwarding is done exactly like described above.
The only difference is that the master's dispatcher communicates with the \vorkers through
a different subsystem. Also, instantiation is being configured so that only a minimum of
instance information is made persistent and maintained at the master. At the master a
forwarded instance consists in the process state, binding information as well as processrelated parameter information. All task-related data is ignored during instantiation. The
full process template will be instantiated in only one of the available workers database.
'While replicating the database has a positive impact on throughput, it makes system
management more complicated. For instance, deciding how to map instances to worker
nodes is dependent on the task workload generated by these instances.

4.4.1

U se case 1: service-based programming

The first use case illustrates how the kernel can be extended to a high-level interface
for a service-based Grid as described in Section 3.1. This work was done as part of the
BioOpera project aiming at developing an easy-to-use platform for building and enacting
coarse-grained dependable bioinformatics applications. The BioOpera system [16] features
the following tools that have been built on top of the kernel: a GUI-based visual p7'Ocess
development envzronment as well as a system monitoring and steering environment and
a Web-based monitoring plaU"orm. The architecture of the BioOpera system is shown in
Figure 4.B. As part of this project subsystems for UNIX- and \Vindows-based remote
platforms have been built.
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From the design point of view, BioOpera supports the full development cycle for a Grid
application. The main GDI components are shown in Figure 4.14. Figure 4.14 (a) depicts
the program and resource definition interfaces. The program designer may add programs
to and remove programs from a list of available programs. For each program, the designer
specifies name, parameter lists and access methods as well as a short description of the
program's purpose. The resource designer can define and edit hosts and groups in the
resource editor. Resource and program information is stored as XML data on the file
system. The process designer shown in Figure 4.14 (b) provides a visual programming
language for composing program library items into processes. The visual process editor
provides mechanisms to deal with visual complexity through automating graph layout and
supporting the generation of different control or data flow views from a single process. The
Figure shows a data flow view for the clustering step of the expression profiling process
from Section 2.2.2 on page 10. Like resource and program descriptions, process designs
are also stored in an XML document. These documents are translated into OCR-G by a
compiler that comes with BioOpera. They may be created, compiled and uploaded into
the system at different points in time. An application service provider (ASP) may for
instance want to offer access to a variety of software resources on the Grid to its customers.
In this case it is the ASP that defines the resources as well as the programs library and
uploads them into the system. Resource information remains private, while the program
library is made accessible to customers, e.g., via the Web. Customers download the library
and build processes to be executed by the ASP.
At the end of the design phase the resulting process description is compiled and uploaded to the system. At that point the process is ready for execution and can be instantiated. Throughout its lifetime, an instance can be monitored and managed through
a set of monitoring GDI's shown in Figure 4.14 (c). BioOpera allows to analyze a process both from a process- as well as a resource-centric view. Process-centric monitoring is
above all interesting for ASP customers to manage their process. Through the monitoring
GDI they may inspect task state as well as data values produced along process execution. Signaling functionality allows them to exercise control over the computation, e.g.,
by aborting it in case it does not produce the desired results. The ASP may also want
to interact with individual process instances to, e.g., suspend execution for an instance
to enforce a time slicing policy guaranteeing fairness between concurrent instances. The
Figure shows a process instance that failed because the second task in the process did
not complete successfully. The resource-centric view is more geared towards ASP needs.
In this view, an ASP may monitor operational parameters of the resources involved in
the execution of an instance and adapt to varying needs by changing the resources allocated to (set of) instances. The ASP may furthermore determine the impact of a host
shutdown on active instances and thus plan and coordinate maintenance activities. Even
though BioOpera's monitoring functionality is geared towards human-driven adaptation,
our experiences have shown that the adaptation functionality provided by the underlying
kernel allows to substantially reduce the complexity of managing a computation.
The entire microarray data analysis procedure described in chapter 2 has been implemented and executed on a cluster of 64 Linux machines using BioOpera [93]. This proved
to be especially useful during the debugging phase where errors involving missing files or
misconfigured software parameters were frequent. After all these problems were repaired,
no human intervention was necessary throughout the computation. It remains to be said
that the process has been entirely implemented by a biology student with limited computer science knowledge. BioOpera's visual programming language proved to be quite
useful here. For a detailed description refer to [88], which describes the language in the
context of Web Service composition.
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Figure 4.14: Defining and executing processes in BioOpera
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4.4.2

U se case 2: large-scale process enactment

\Ve have also investigated the use of our kernel in the context of the parametric study
described in chapter 2. Environments for parametric studies provide facilities that simplify
the specification of an experiment. Typically, an experiment generator interprets a handwritten script that defines all possible combinations of input parameters and sets up the
jobs that need to be executed. As shown in Figure 4.15, such an experiment generator
could, for instance. be built on top of the OPERA-G command line client. It would
generate the appropriate OCR-G programs as well as a process template that describes
the experiment. Optionally it could also define the resources that define the experiment.
In the simplest case, the process template consists of a set of independent tasks, each
one representing a simulation run using one of the parameter cOInbinations as input. To
run the experiment. the manager loads the template, the programs and resources and
instantiates the template. Individual simulations will then be automatically scheduled
and dispatched onto available resources.
In this setup all tasks that are part of an experiment are being instantiated in the same
database and scheduled by the same RS. As we have already discussed in Section 2.2.3 on
page 12 such a setup is likely to suffer from bottlenecks. \Ne have also seen how OPERAG can be scaled out to avoid such a bottleneck. Instead of using a centralized deployment,
we may opt for the hierarchical one. Figure 4.16 shows such a hierarchical setup. Note that
the Figure does not comrnit to a specific replication mode. Either replication strategy may
be used. Parametric studies are particularly easy to support in a replicated environment
because of the homogeneity and the independence of individual tasks. It is enough to
make all workers have access to the same template. program information to be able to
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take part in the experiment. To avoid scheduling conflicts, the overall resource set may
be dynamically divided into distinct partitions, one for each worker.
The experiment manager also needs to be modified for a replicated setup. If in a
centralized setup generating a single process template for the experiment is sufficient,
the circumstance that we have ben choosing the process instance as unit of distribution
requires the experiment manager to generate several processes for a single experiment
in order to exploit replication. A possible approach is to generate a set of process templates, each one containing a subset of all tasks an experiment consists of. Each one of
these process templates needs to be instantiated once for the experiment to complete.
The experiment manager controls distribution granularity by deciding on the number of
jobs assigned to each single process template. If the granularity needs to be adapted
frequently throughout the computation, the experiment manager may generate and load
these templates on the fly as the computation progresses. If granularity may be static, it
can create all necessary process templates at the beginning of the computation and also
construct a master process template that contains calls to all the latter. \Vhile the first
option gives the experiment manager more freedom to adapt an experiment to changing
conditions during the simulation, the second option forces it to take some decisions up
front but allows it to fully benefit from the kernel's recovery capability.
So far we have argued that replication is a promising approach to deal with bottlenecks.
\Ve have also argued that a fundamental difficulty with this approach is to determine the
degree of replication, leading to either under- or overprovisioning. Ideally, the optimal
amount of replicas should be periodically determined and the system aclapted if necessary.
Using the replication mechanism presented in this Section dynamic adaptation is possible.
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\Vorker replicas can be added and removed from the system throughout the lifetime of an
experiment. Even more ideally, an autonomic manager [69] decides when and how to do
this as depicted in Figure 4.17. In such a scenario. the system of replicated OPERA-G
components becomes a managed element. An autonomic manager conceptually consists of
four basic building blocks: (1) a system monitor that collects information concerning the
state of the managed element. (2) an analysis component processing raw data provided
by the rnonitor, (3) a planner that determines the set of required modifications based on
the analysis step and (4) an execution component that implements the changes prescribed
by the planner by modifying the managed element.
Automatically deploying a new worker is easiest when replicating only the Runtime
Server. A candidate node needs to be found, added to the master's group of replicas,
if necessary the resource set needs to be repartitioned and finally the Runtime Server
needs to be started. As soon as the master detects the RS replica it will forward process
execution requests. In case the full middle tier is replicated, automatically changing the
deployment is more difficult. \Vorkers are best deployed on node pairs: one node for
the database. the other one for the remaining two middle tier components. Template,
program and resource space contents are replicated to a worker node at setup time using
tools that come with the database server.

65

4. Runtime platform

I

I Seite

Leer /
Blank leaf

66

Chapter 5
Experimental results
The flexibility of both the O~ERA-G programming model and the kernel itself will be
demonstrated in this chapter by an extensive set of experiments, part of which can also
be found in [15]. Each of these experiments will illustrate the system's ability to deal with
various types of change we have been identifying in Chapter 2. Recall that we distinguish
between changes that require a process instance to be adapted and changes that require the
kernel itself be modified. Especially, we will show that adaptation happens automatically
in most cases and that in the other cases the features of the system provide enough
flexibility to be extended with adaptive or even autonomic functionality. Section 5.2 will
deal with process-level adaptation and Section 5.3 will describe experiments involving
kernel-level adaptation. In all experiments, failures were injected by manually stopping a
system component, to simulate an abrupt interruption of normal operations. Since system
automatically logs all of these events in the database, the data presented in the following
sections could easily be aggregated.

5.1

Hardware resources

In our experiments we have been using the computing resources depicted in Table 5.l.
All in all we had access to 5 different machine clusters. Three of them were located at the
Swiss Federal Institute of Technology in Zurich (ETHZ), one of them at the Swiss Federal
Institute of Technology in Lausanne (EPFL) and one at McGill University in Montreal,
Canada. In the remaining part of the chapter we will refer to the names listed in the
Table when referring to these clusters.

I site
ETHZ-1
ETHZ-2
ETHZ-3
EPFL
McGill

I nodes I CPU (Mhz)
3
8
64
12
12

RAM (MB)
512
dual P-III (600)
dual AMD Athlon (1400) 1024
1024
dual P-III (1000)
P-III (700)
128
512
P-III (1000)

OS
LINUX
LINUX
LINUX
LINUX
LINUX

v2.4.18
2.4.20
2.4.18
v2.4.9
v2.4.15

Table 5.1: Hardware resources
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5.2

Process-level adaptation

As the All vs. All example from Section 2.2.1 shows, process level adaptation may for
instance become necessary because of availability changes in the computing environment,
or because the set of resources dedicated to a certain task requires to be grown or shrunk.
We have been performing a set of experiments that show the effect of such adaptations
on a running process.

5.2.1

Adapting to resource availability

For these experiments, we are using an application similar to the All vs. All described in
Chapter 2. The computation consists in aligning a single user-provided protein sequence
against SwissProt. To this end, we assume that an alignment service is provided by a
number of Grid sites. Our objective is to set up a fault-tolerant and scalable sequence
alignment service through OPERA-G. The kernel takes care of dispatching each alignment request to one of the available sites. To conduct the experiment we have been setting
up a small Grid involving in total four clusters: ETHZ-1, ETHZ-3, EPFL and McGill.
Three of these sites have been assigned the role of service provider, one acted as manager
(see Table 5.2). Each service provider site was running its own OPERA-G copy as local
resource manager.

I Grid Site I Location
I service type I
manager
ETHZ-1
Zurich, CH
ETHZ-3
serv. provider
Zurich, CH
EPFL
Lausanne, CH serv. provider
McGill
Montreal, CA serv. provider
Table 5.2: Grid topology

The two process templates involved in this application are quite simple. Both contain
a single activity. The manager's template remotely invokes a sequence alignment process.
The service provider's template calls an external sequence alignment software. These
templates as well as the associated programs need to be uploaded to the Grid sites.
Moreover, the each of the service providers needs to be configured with the appropriate
resources that may execute the alignment software. At the manager site service providers
that want to participate in computations need to be registered with the kernel and added
to the appropriate resource group. In our case, this group contains three member hosts.
In a first experiment we have been doing a clean run without any changes in availability of
the service providers to see the behavior of the system in this configuration. To this end
we have only been using the clusters located in Zurich and Lausanne. Figure 5.1 shows the
results of this run. In this case we were interested in the efficient distribution of tasks and
an appropriate interactions between the sites for invoking services, returning results and
propagating load information. The top part of the Figure shows the master, whereas the
bottom part displays data measured at the two service providers. For each site, the bottom
curve displays the amount of jobs waiting in the scheduler queue (waiting), while the top
one shows the total amount of jobs that are being processed by that site (or active jobs,
which include those waiting and those running). On the y-axis, the difference between
the top and bottom curves represents the amount of jobs that have been submitted for
execution either to the remote Grid site (for the manager), or to the local execution
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Figure 5.1: Sharing load among Grid Sites

platform (for the service providers). The x-axis denotes time, the experiment took 2
hours to complete.
As can be seen from the graphs we have been generating a fixed set of tasks at the
beginning of the experiment refraining from inserting new jobs into the queue at a later
point in time. The master assigns jobs to service providers using a minimum load placement policy. Load is defined as the amount of sequence alignment activities waiting to
be scheduled at the remote site. As jobs finish and no site failures occur, the amount of
active jobs at the master site continually decreases. The bottom graphs show that each
worker keeps its queue of waiting jobs at constant length, an effect induced by the master's scheduling policy. At the master, this behavior causes the amount of waiting jobs to
drop proportionally to the amount of active jobs. It is clear that if task completion times
are not well distributed, imbalance may occur at the end of the computation, when the
master has distributed all the jobs to the workers. Here, unfortunate placement decisions
may have a negative impact on the overall completion time of the computation. While
the kernel does not provide a policy that enforces load balancing, it provides a mechanism
to do so. If an imbalance is detected, the manager may be forced to rebalance load by
manually aborting jobs allocated to one site and putting them back into its scheduling
queue. Worst case, this has to be done manually by the user moving the jobs, best case
it may happen automatically by an autonomic manager operating on top of the kernel.
The second experiment involves all four clusters. Here we tested the kernel's ability to
adapt to changes in the availability of the service providers. Of course, in computations
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Figure 5.2: Adapting to availability

where there are no alternatives to a given service provider a failure of that service will halt
the execution of the entire process instance. However, if a service is redundantly provided
at different Grid locations we can let OPERA-G deal with eventual availability changes.
The results of the experiment are shown in Figure 5.2. During the experiment the clusters
are subject to site failures, which were triggered by shutting down and restarting the local
OPERA-G systems at the site. As in the previous experiment, the top part of the Figure
shows the number of waiting and active jobs for the manager site. The lower graph of the
Figure shows the availability for each of the three worker sites throughout the experiment.
Time is again represented on the x-axis, the experiment took about 3 hours to complete.
At the very beginning of the run, none of the worker sites are available. This is why all
jobs are waiting in the master's scheduler queue: the Waiting and Active curves coincide.
Then the Montreal site becomes available, and the master starts submitting jobs to it until
the returned load information indicates that the site is overloaded. During this phase the
amount of waiting jobs makes a sharp drop. After some time, remote jobs finish, causing
new alignments to be submitted by the master site, which in turn makes the Active curve
drop. Again, since the master is supplying the workers with new alignments whenever
needed, the Waiting curve keeps dropping. The first failure occurs at the Montreal site,
which goes off line at about 45 minutes into the computation. This causes all active jobs
that were allocated to Montreal to be rescheduled by the master, as indicated by the
Waiting jobs curve joining again the Active curve. Since all services are unavailable, no
work is done. The computation picks up again when the Lausanne site becomes available.
As all clusters gradually go online, the slope of the curves increases. Towards the end of
the computation, the master's job queue is empty, since all jobs have been submitted to
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some of the workers. Workers failing at this point may cause the queue to get filled again
if the remaining workers do not have enough capacity to process the failed site's work
right away. Such condition can be observed three times at the end of the computation.

5.2.2

Modifying the resource set

In this experiment we have been testing the system's ability to cope with changes in the
resource set allocated to a process. We have been running a reduced version of the All
vs. All on the ETHZ-3 cluster. Since jobs are CPU bound the transfer policy has been
configured to assign at most one job per processor. Placement was done according to
a minimum load strategy. The workload consisted of 256 jobs, each requiring about 2
minutes of CPU time. Figure 5.3 shows the results of the experiment. The top graph
contains job statistics. The x-axis displays time in minutes whereas the y-axis displays
the total amount of processors in the cluster. The dashed line represents the number of
resources considered to be available at any time from the kernel's point of view. At time
t, the Total line indicates the number of jobs running in the cluster. The remaining two
lines, Finished and Rescheduled, give insight on the fate of these jobs by indicating how
many of them will, at some time t +~, finish without failure and how many are doomed
to be rescheduled due to the removal of the cluster node on which they are running.
Rescheduling happens automatically and rescheduled jobs will be redispatched as soon
as a node is available. Automatic rescheduling can be observed whenever a resource is
removed from the computation: the availability line drops since less resources are available
for the computation. The jobs running on the removed resource need to be rescheduled,
causing the Total and Rescheduled lines to follow, since the kernel immediately removes
the job that was running on the removed processor from the cluster. Note that the Total
line equals the sum of the Finished and Rescheduled lines. Whenever new resources are
added to the computation, they immediately take part in the computation. The bottom
graph shows utilization, defined as the number of processors busy with processing jobs vs.
the number of available processors, indicating how well the kernel reacts to changes in the
resource set. Throughout the whole computation, the resource set has been grown and
shrunk several times, forcing the kernel to adapt the computation. Utilization remains
close to 1 throughout the entire computation indicating that the kernel immediately reacts
to changes in the resource configuration. It is clear that if we define utilization in terms
of how well the kernel has been using available CPU cycles, the situation looks less good.
The fact that we have been modifying the resource set in an uncoordinated manner caused
a lot of alignments to be computed more than once. However, such a situation can be
avoided by coordinating changes. Instead of retracting a host from the computation
without prior notice, we can first disable the host and thus inform the scheduler to refrain
from submitting tasks to it, wait until it is idle and then remove it , thereby avoiding to
reschedule any jobs.

5.3
5.3.1

Kernel-level adaptation
Kernel migration

As can be seen from the All vs. All and the parametric study example in chapter 2,
the middleware itself is not protected from mischief. In the All vs. All, the machine
coordinating the computation became unavailable for maintenance reasons, halting the
entire computation. Using the recovery feature provided by the kernel we are able to
avoid such a situation by planning maintenance and migrating the system away from the
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Figure 5.3: Reconfiguring the resource set

node in question. Currently migration requires shutdown and restart of all middle tier
components whether they are directly affected by node shutdown or not. This is due to
the fact that each component reads deployment configuration during starhIp. Removing
this limitation simply requires to provide a mechanism allowing to reload configuration
information at runtime. From an architectural point of view each component manages
this information centrally so that it may easily be updated at runtime. Migrating the
kernel involves the steps outlined below.
• Shut down the Runtime Server and the Information and Event Server.
• In case migrating the Database Server also requires migrating the data, archive the
data repository. This can be done using standard database tools.
• Shut down the Database Server.
• Modify the deployment. This involves changing some configuration files.
• Restart the Database Server
• If data was archived. bulk load the archive to initialize the new data repository.
• Restart the Runtime Server and the Information and Event Server.
Recovery will make sure process execution resumes in a consistent state. \Vhile using
configuration files to describe the deployment of the middle tier is not very flexible, all
these steps can be automatecl, e.g. using Cl standard scripting language like perI. Ideally the kernel would provide ways of propagating deployment changes dynamically, e.g.,
through some directory service. This would make redeployment easier. However. without
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the ability to recover, redeployment would be impossible no matter how flexibly you can
propagate changes in deployment. In the following experiment we want to quantify the
cost incurred when changing the kernel location. The cost of migrating a database - with
or without the data itself - depends on the database being used as well as the amount
of data. We want to omit that issue and concentrate on the contribution OPERA-G
has to make to the endeavour: recovery. For the recovery experiments we chose to run a
synthetic process, composed of 100 tasks. The graphs in Figure 5.4 show the time necessary for the recovery operations described in Section 4.3.5 as well as the total recovery
time, measured for up to 4000 concurrently active tasks. We are specifically showing the
cost for three phases : loading the process instances (step 1), navigating them (step 2)
and reestablishing consistency by synchronizing with running tasks and recovering the
scheduler queue (steps 3-5).
While the loading and navigation time depend on the total number of task instances,
the synchronization time is related to how many of these tasks are actually active, i.e.,
expected to be running on a cluster node. It can be noted that the most expensive
operation is the loading of the instance data from the database, which takes 5 milliseconds
when there are no tasks to be recovered ,e.g. ,if instance space is empty, to up to about 50
seconds when loading 40 process instances composed of 100 tasks each. Since navigation
is performed in main memory it is two orders of magnitude faster: less than 0.4 seconds
for 4000 tasks. Synchronization with the cluster nodes is the step presenting the most
time variability. This can be explained by the fact that when a recovering Runtime Server
attempts to contact a remote node to synchronize the state of a particular task, it blocks
either until the remote node responds or until the connection times out, which is the case
if the remote node has failed. The network connection timeout value being larger than
the round trip delay of a query to the remote node implies that the more remote nodes
failed while the kernel was down, the longer synchronization will take. In addition to the
timeout penalty all jobs lost due to node failures are automatically rescheduled adding to
the duration of the recovery procedure.
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Figure 5.5: Experimental setup

5.3.2

Adaptive middle tier replication

\Ve have been analyzing the effect of the two replication strategies in the context of a
parameter-study-like situation as presented in Section 4.4. To this end we have been
using the ETHZ-2 and ETHZ-3 clusters. The experimental setup is shown in Figure 5.5.
8 pairs of nodes have been used for deploying workers, one of these nodes cldditionally
acting as master. The databases for the worker nodes ran on ETHZ-2. 8 nodes of ETHZ3 are used for the remaining middle tier components. The remaining nodes in ETHZ-3
represent Grid nodes that offer a computational service that runs on the order of 10
seconds. To prevent these nodes from becoming a bottleneck, the jobs do not generate
real load, they just wait a given number of seconds. For the same reason workers are
configured with a transfer policy that ignores host load in scheduling decisions. Each
worker schedules jobs as fast as possible onto a randomly chosen machine. The master
also forwards processes based on a random basis which has shown to yield an acceptable
distribution of work among workers. For the experiment, the master was configured to
exclusively forward processes and did not act as worker.
To drive the experiment we have been using a separate OPERA-G installation. This
installation has been deployed on ETHZ-1 and ETHZ-2. It is responsible for running Cl
set of clients that generate a specific workload by submitting process execution requests
to the master. The process template used in the experiment contains N independent
tasks that call the same program. They have a single input parameter defining the order
of magnitude for service execution time, thus allowing to adjust their cluration for each
experiment. The structure of the template fits into the parametric study example where
many identical tasks need to be run with different input parameters. Each client executes
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Table 5.3: Relative turnaround time compared to workload increase
one single instance at a time, waItmg for it to complete before proceeding to submit
the next one. The total workload in terms of tasks to be scheduled for one run is thus
determined by the formula

oveTal!rl'OTkload = 30 x N x numbeT of clients

(5.1 )

implying that the maximum scheduleI' workload at any time t amounts to

task wOTkload

N x nun/beT of clients

(5.2)

This way. we are able to control workload by varying the number of clients between
10 and 50. Another variable is the number of replicas, ranging from 0 (only the master)
to 7. To determine the impact of replication we have measured the time required for all
clients to finish.
The first experiment illustrates the need for replication by showing that the centralized
setup does not scale. J\lore precisely, \ve have been analyzing the impact of checkpointing
on the response time for a range of workloads. N has been chosen to be 20 and the num75
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Figure 5.7: Impact of Runtime Server replication

bel' of concurrent clients was increased frorn 10 to 50 in steps of 10. Results are shown in
Figure 5.6. The x-axis denotes the scheduleI' workload. The y-axis shows the turnaround
time from the experiment driver point of view. For instance. the run involving 50 concurrent clients (workload 1000) lasted almost t\VO hours, measured from the first client being
started to the last client finishing. The series denote different checkpointing strategies.
The inst strategy only creates the instance in the database but does not perform any state
updates throughout process execution. The process instance is volatile, no proof of its
execution will ever be recorded in the database. The batch strategy applies all updates
in batch when an instance finishes. This approach does allow to eliminate redundant
updates but gives up recoverability. The continuous strategy applies updates after every
state transition and guarantees full recoverability. The Figure clearly shows that with increasing workload the database becomes a bottleneck. Continuous checkpointing is most
expensive while batch checkpointing slightly improves turnaround time. The reason why
batch updates only scale a little better than continuous updates is that parameter data
generates the biggest portion of database updates in a checkpoint and that these updates
do not allow to exploit redundancy. Every parameter value is written exactly once both
with continuous as well as with batch checkpointing. Turning checkpointing off shows the
optimum turnaround time that can be reached. There is no database load throughout
the computation originating from checkpointing operations.
Table 5.3 shows the relative increase in turnaround time for the same experiment. For
a workload of 200. the different checkpointing strategies do not affect turnaround time.
In the Table we assume that this turnaround time represents 100 per cent. The remaining
table entries represent the increase in turnaround time relative to the turnaround time for
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Figure 5.8: Impact of replicating the entire middle tier

a. workload of 200. From left to right, the workload increases linearly. The Table shows
that all three checkpointing strategies exhibit superlinear behavior beyond a scheduler
workload of 800. This clearly indicates that sacrificing recoverability does not allow
to substantially improve the scalability of the system. vVithout checkpointing, it is the
instantiation operation as well as the centralized scheduler that become the limiting factor.
The above results indicate that the options for improving the kernel's scalability are
limited if we stick to a centralized deployment. The remaining experiments show the
irnpact of replication on turnaround time. Figure 5.7 shows results for Runtime Server
replication. The x-axis represents the number of replicas used. Each individual series
contains experimental runs that have been performed under the same workload. ]V has
be chosen to be 5. The experiment clearly shows that using PostgreSQL replicating the
Runtime Server does not payoff. Adding more replicas does not improve response time,
on the contrary, for three replicas we observe a deterioration in response time. Seeing this
it is clear that the limiting factor for kernel throughput is database performance. Unless
this database bottleneck can be resolved, e.g. by using a faster DBMS, RS replication
does not solve our problem.
Figure 5.8 shows the results for the second replication strategy, where the entire middle
tier is replicated as well. \Ve have been setting ]V to 20 in order to generate an appropriate
workload for this scenario. Again, the x-axis shows the number of replicas. the y-axis
represents turnaround time as perceived by the clients. Overall one can see that, this
time, replication clearly has a beneficial impact on turnaround time. Each individual
client experiences shorter response times as more replicas are being used, therefore the
overall turnaround. time is reduced. The system scales well. although it exhibits a slightly
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operation
ssh
DS
IES
RS
Total

100 startups
avg stdev
0.65
8.29
0.31
2.71
0.91
0.24
1.39
0.25
13.29
1.45

100 shutdowns
stdev
avg
0.65
8.29
0.01
1.07
0.004
0.08
0.004
0.08
0.67
9.51

Table 5.4: Worker startup and shutdown times (s)
superlinear behavior. For instance, increasing the workload by 5 requires around 7 workers
to achieve the same turnaround time.
Finally, we have been analyzing the behavior of the system when subject to automatic
adaptation. To this end, we have been letting the autonomic manager described in the
previous chapter decide on how many workers should be used to handle a given workload.
As proof of concept, we have been developing a basic autonomic manager that automatically adapts the degree of replication of the system to the fit a specific workload. The
autonomic manager consists of (1) a basic resource management component that knows
the computing nodes that may be used to run workers, (2) a performance monitoring
component that determines a set of operational parameters of the involved kernels by
querying the system's database(s) at regular intervals and (3) a deployment adaptation
component that is in charge of modifying the number of workers based on the performance data provided by the monitor. The monitor determines the aggregate number of
tasks waiting at the workers as well as the amount of processes waiting to be scheduled
at the master. If the aggregate number of waiting tasks exceeds a fixed threshold and
there are still processes waiting to be dispatched at the master, a new replica is added
to the system. If the aggregate number of waiting tasks at the workers falls below the
threshold the replica with the least amount of work to do is disabled and shut down. The
measurement interval mentioned above has been set to 15 seconds and is based on the
average time it takes to start or stop a worker. The corresponding data is summarized in
Table 5.4. To start a worker, the manager needs to start the IES, the RS and the DS which
takes 5 seconds on average. These components are started remotely using ssh on up to
3 different machines. Establishing a single ss connection requires 2.8 seconds on average.
If the worker is run on three different nodes, the total duration spent in establishing ssh
connections will be 8.3 seconds. In our case, the ssh overhead is the dominating factor for
worker manipulation. However, note that this overhead is highly dependent on the environment and that we have been observing substantially faster ssh calls - on the order of 1
second - in other environments. Overall, starting a worker takes 13.3 seconds on average.
The time to shut down a worker amounts to 9.5 seconds on average. Also considering the
standard deviation that was measured, the minimum length of the feedback loop for the
autonomic manager is 15 seconds, hence the measurement interval.
Figure 5.9 illustrates the monitor's decisions by indicating when a worker has been
added or removed from the computation. This time we have been configuring the master
to also act as worker. As before the x-axis displays turnaround time. The y-axis depicts the number of workers involved in the computation. The master is always active,
therefore at least one worker is available at any time. Each series represents a different
workload, going from 200 tasks to schedule (the foremost curve) to 1000 tasks to schedule
(the curve in the back). The Figure shows that the manager has indeed been adapting to
the generated workload by only starting a limited amount of replicas for small workloads
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Figure 5.9: Automatically adapting the number of workers

and increasing this amount of replicas as workload increases. On the one hand clients
benefit from the adaptation through turnaround time remaining low and stable in spite of
different workloads. On the other hand the service provider benefits from the adaptation
by automatically adjusting the amount of resources concerned with process execution to
the client's needs. Finally, it remains to be said that the thresholds our autonomic manager is using to determine whether to start or shut down a worker have been determined
by benchmarking the system so as to yield near-optimal decisions.

5.4

Discussion

Our experiments show that the runtime platform is able to flexibly react to changing conditions in the computing environment that affect the process as well as the kernel itself.
Our kernel successfully masked changing availability of Grid sites involved at throughout
the execution of a computation. It also supports dynamic reconfiguration of the resources
associated to a computation, which allows to react to eventual bottlenecks occurring
during a computation. Effective reconfiguration at the kernel level is supported as well
through the persistence and recovery mechanisms. Persistence and recovery ensure that
successfully executed tasks will not have to be executed again in case of failures in the middle tier and allow to redeploy the middle tier in a coordinated manner without breaking
active instances. Finally, we demonstrate OPERA-G's capability for autonomic adaptation. vVithout this capability, making OPERA-G adaptive would have been impossible
since the master is scheduling processes onto a dynamically changing set of replicas. This
allowed us to easily adapt the deployment of the kernel according to an externally specified
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policy by adding and removing replica nodes from the master's configuration and changing the resource configuration at the workers. Moreover, recoverability even allows such
adaptations to be applied to system components that are active. All these ingredients
make OPERA-G a robust computing platform that allows to execute Grid applications
with a minimum of manual intervention whatsoever, letting the infrastructure take care
of optimizing and adapting operational parameters on the fly.
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Chapter 6
Conclusions
6.1

Summary

In this thesis we have developed the notion of microkernel for Grid computing. The
kernel incorporates a set of basic primitives for building and executing coarse-grained distributed scientific applications in heterogeneous computing environments subject to constant change. The ideas presented in this work have been implemented in the OPERA-G
system.
We have been motivating our approach by describing some large-scale distributed
applications. The experiences we have gathered working on these examples allowed us
to extract fundamental properties a kernel for Grid applications is required to satisfy.
We have been identifying four of them. First, the kernel should provide a programming
model that allows to capture the structure of a computation at a high level of abstraction.
Second, its should focus on composition of existing code. Third, it needs to incorporate
functionality for distributing work on a Grid. Fourth, it needs to be able to cope with
changing conditions in a Grid.
Based on these premises, we have been presenting the notion of process, a programming
model that borrows many ideas from workflow technology. In taking this approach we
followed the lines of earlier projects in our research group. Based on existing work, we
have been developing a high-level scripting language for Grid applications. The constructs
incorporated into this language allow to specify applications in a portable manner and
pave the ground for runtime adaptation.
In a next step, we have developed a runtime platform for executing processes. Our
platform transparently deals with distribution issues and supports dependable execution
of processes in the face of changing conditions in the computing infrastructure. On the one
hand it allows to dynamically adapt running computations to reflect these changes, on the
other hand, the kernel itself enforces dependable execution by incorporating fault tolerance
mechanisms. Both these properties allow to dependably execute applications. The architecture we propose can be deployed in different ways depending on application-specific
needs. Moreover, the degree of dependability offered by the kernel allows to dynamically
change this deployment without breaking running computations, which makes our system a candidate for serving as foundation for an autonomic Grid application execution
platform. We have briefly illustrated how our kernel can be extended and customized for
different application scenarios.
Finally, we have been evaluating the viability of our approach by an extensive set
of experiments. These experiments illustrate and qualify the ability of our kernel to
dependably and autonomically execute distributed applications, requiring a minimum of
human intervention.
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6. Conclusions

6.2

Outlook

We have been focusing on providing basic functionality for dependably and autonomically
executing Grid applications. There are many more topics around process support systems
that require additional investigation.
• The scripting language proposed in this thesis provides a range of basic failure
handling mechanisms that allow to contain and address errors occurring throughout
process execution. In a Grid such error conditions can originate at many different
levels of a computation and require a wider range of failure handling mechanisms.
Speculative execution, efficient checkpointing mechanisms and flexible process level
failure handling primitives are possible approaches.
• The notion of process support is predestined for promoting interoperability, allowing
to build software using different incompatible programming techniques. We abstract
from these differences through using a black box approach in an effort to reduce the
complexity the end-user is exposed to. In view of building autonomic systems, it
may be of interest to give up a little bit of this encapsulation to facilitate information
extraction and exchange necessary for autonomic adaptation to take place across
platforms. The nature of this transparency and how it can be achieved without
jeopardizing ease-of-use needs to be subject to future research.
• Data placement issues have been largely ignored throughout the work. We have
assumed that all data is transferred through the kernel or using globally available
shared storage. Because of the relational database used for persistence, using the
kernel for data transfer is known to cause performance problems when data grows
in size. Moreover, the existence of shared storage is an assumption that cannot
universally hold in a Grid. Modeling persistent storage, be it databases or file
systems, as part of the process model will enable the development of schedulers and
associated policies that take into account the cost of transferring data within the
Grid, as well as appropriate mechanisms that transparently initiate data transfer
between Grid sites at runtime.
• Another unexplored area of interest is the analysis of concrete scenarios where autonomic behavior can be implemented to the benefit of the end-user. The emphasis
today is on appropriate mechanisms and tools to sense and react to changing external conditions. Adaptation scenarios and the associated behavioral models are still
poorly explored and understood.
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