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In the beginning there was nothing, which exploded.
– T ERRY P RATCHETT

Abstract
Visual media are a powerful and important means of communication. However,
the creation of high impact visual media requires editing of the raw data captured with cameras and 3D scanners. This editing process requires significant
time and expert skill to carry out effectively, while cameras and 3D scanners
are increasingly widely available and easy to use. This gap in effort motivates
the development of automated editing tools.
Previous work in automated editing has mostly made use of low-level properties of the data, such as gradients and correlations. While these cues allow the
preservation of local structures, they alone cannot capture complex structures
such as the appearance of a person or the geometry of a building.
In contrast, the goal of this thesis is to exploit state-of-the-art computer vision algorithms to understand scenes represented in visual media and hence
develop more intelligent automated visual media editing tools. In particular,
we examine the use of scene understanding for the problems of retargeting and
completion.
Retargeting is the problem of resizing visual media while minimising visible
distortion, for example for viewing the visual media on devices with different
screen sizes. Scene understanding allows distortion to be placed where it is not
disruptive. We propose a method for image retargeting that decomposes the
image into layers which are processed separately, allowing us to ensure that
objects in the scene are not distorted, and that their relative depth ordering is
preserved.
Completion is the problem of synthesising new visual information in certain
parts of the visual media. This problem arises when holes are left by insufficient data for the reconstruction of a 3D model, or when artefacts need to
be removed from a photograph. We propose a method for image completion
which uses geometrically and photometrically transformed image patches for
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completion. This allows the set of source patches to be increased, allowing for
example the exploitation of structures in the scene with rotational symmetry.
For 3D model completion, we propose two methods which exploit structural
similarities in 3D shape within a class of objects. The first combines state-ofthe-art methods from image completion with local shape models which can be
learned for any class. The second globally aligns incomplete models of articulated objects, so that each can be used to fill holes in the others. Both of these
methods allow the completion of large holes in a semantically correct manner.
Our proposed methods demonstrate the advantages of using scene understanding techniques in visual media editing: they allow complex editing to be performed with significant automation and minimal user effort. With these methods, we make a step towards closing the gap in effort between the capturing
and editing of visual media.

Zusammenfassung
Visuelle Medien sind eines der wichtigsten Kommunikationsmittel der heutigen Zeit. Allerdings erfordert die Produktion ausdrucksstarker visueller Medien
eine aufwendige und intensive Bearbeitung von Rohdaten, die beispielsweise
durch Fotografie oder dreidimensionale Scanverfahren aufgenommen wurden.
Des Weiteren setzt der Bearbeitungsvorgang Wissen und Fertigkeiten eines Experten voraus. Andererseits ermöglicht der technische Fortschritt und die weite
Verbreitung von Aufnahmegeräten eine immer umfangreichere und schnellere
Rohdatenerzeugung. Die Diskrepanz zwischen Bearbeitungsaufwand einerseits
und Einfachheit und Geschwindigkeit der Datenaufnahme andererseits verlangt nach der Entwicklung von computerunterstützten Bearbeitungsmethoden.
Bisherige Methoden zur computerunterstützten Bearbeitung nutzen einfache
lokale Dateneigenschaften wie Gradienten oder Korrelation, die geeignet sind,
um lokale Strukturen wie Kanten zu beschreiben. Obwohl diese Bottom-UpRepräsentationsform lokal eine konsistente Bearbeitung gewährleistet, können
komplexe Strukturen, beispielsweise das Aussehen einer Person oder die Geometrie eines Gebäudes, mit diesen Methoden nicht beschrieben werden.
Im Gegensatz dazu ist das Ziel dieser Dissertation, eine dargestellte Szene im
2D- oder 3D-Raum mit modernen Methoden des maschinellen Sehens (Computer Vision) zu verstehen und darauf aufbauend computerunterstützten Bearbeitungsmethoden zu entwickeln. Die vorliegende Dissertation untersucht im
Besonderen den Nutzen von Szenenverstehen für inhaltssensitive 2D- und 3DSkalierung (Retargeting) sowie -Vervollständigung (Completion).
Retargeting ist eine Methode des Skalierens ohne sichtbare Verzerrung, zum
Beispiel zur Darstellung auf Geräten mit unterschiedlichen Bildschirmgrössen.
Szenenverstehen erlaubt es, die Verzerrung auf Bereiche zu beschränken, in denen sie nicht störend auffällt. Unser vorgeschlagenes Bildskalierensverfahren
zerlegt das Bild in Ebenen, wobei jede Ebene einem Objekt entspricht. Die
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Ebenen werden getrennt verarbeitet und somit sichergestellt, dass die dargestellten Objekte unverzerrt bleiben und die Anordnung der Objekte hinsichtlich
ihrer Tiefe innerhalb der Szene beibehalten wird.
Completion ist eine Methode, bestimmte Teile von Bildern oder 3D-Modellen
automatisch inhaltssensitiv auszufüllen. Dies wird beispielsweise benötigt, um
Löcher zu füllen, die durch unzureichende Daten oder störende Objekte im
Aufnahmeprozess entstehen und zur unvollständigen Rekonstruktion eines 3DObjektes oder zu Artefakten in Fotoaufnahmen führen. In unserer Bildvervollständigungsmethode nutzen wir photometrisch und geometrisch transformierte
Bildbestandteile zum Auffüllen. Dies ermöglicht, den Suchraum für passende
Bildbereiche zu vergrössern, zum Beispiel durch Wiederverwenden von Bildbereichen, die sich unter Rotation ähnlich sind.
Bezüglich 3D-Modellvervollständigung werden im Rahmen dieser Dissertation zwei Methoden vorgestellt, die strukturelle Ähnlichkeiten innerhalb von
Objektklassen ausnutzen. Die erste Methode kombiniert Bildvervollständigung
mit lokalen Formmodellen, die für beliebige Objektklassen gelernt werden
können. Die zweite Methode richtet unvollständige 3D-Modelle unter artikulierter Bewegung global aneinander aus, damit sie gegenseitig als Vorlage verwendet werden können, um fehlende Teile zu ersetzen. Dies erlaubt, selbst grosse
strukturelle Löcher semantisch korrekt zu füllen.
Die im Rahmen dieser Dissertation entwickelten computerunterstützten Bearbeitungsmethoden demonstrieren den Nutzen des maschinellen Szenenverstehens in der Bearbeitung von visuellen Medien. Sie ermöglichen eine signifikante Automatisierung komplexer Bearbeitungsvorgänge, aufgrund derer
aufwendige manuelle Benutzerintervention minimiert wird. Die vorgestellten
Methoden bilden somit einen ersten Schritt, um die Diskrepanz zwischen Aufnahme- und Bearbeitungsaufwand visueller Medien zu reduzieren.

Acknowledgements
I would first like to thank Professor Luc Van Gool for giving me the opportunity
to join the Computer Vision Lab and to work under his guidance and direction
for the last four years. I would also like to thank him, along with my coexaminers Professor Carsten Rother and Professor Niloy Mitra, for reading,
correcting and accepting my thesis.
For their supervision and contributions to my work, I am greatly indebted to my
supervisors Professor Carsten Rother, Dr. Peter Gehler, Dr. Mukta Prasad and
Dr. Hayko Riemenschneider and my collaborators Toby Sharp, Dr. Pushmeet
Kohli, Dr. Will Chang and Nikolay Kobyshev. I am also grateful to Sandeep
Kakani and Jan Knopp for collecting data that was most useful for my work.
I would like to thank all the members of the Computer Vision Lab for providing
a stimulating and balanced work environment. I especially wish to thank Dr.
Angela Yao, Dr. Andrea Fossati, Dr. Stefano Pellegrini, Dr. Valeria De Luca,
Dr. Nima Razavi, Dr. Gabriele Fanelli, Dr. Matthieu Guillaumin, Dr. Alessandro Prest, Dr. Bogdan Alexe, Dr. Marcin Eichner, Marko Ristin, Peter Baki
and Professor Vitto Ferrari, the members of the Varcity project including András Bódis-Szomorú, Till Kroeger, Dengxin Dai, Julien Weissenberg and Dr.
Ralf Dragon, and the running group including Dr. Christine Tanner, Dr. Orçun
and Eva Göksel and Dr. Martin Seiler.
My family have always strongly encouraged me and I am very grateful for their
understanding and support, even as I moved further away from them. I am also
grateful to my friends Dr. Joe Warrington, Dr. Fiona Gamboa and David Miller
for helping me to settle into a new life and helping me through difficult times.
Finally, Angelika Garz; it is with your love that I made it here.

Contents
1 Introduction
1.1 Motivation
1.2 Terminology
1.3 Goal
1.4 Contributions
1.5 Organisation

1
3
5
7
9
10

2 Literature survey
2.1 Visual media editing
2.1.1 Creating new visual media
2.1.2 Editing properties of the capture device
2.1.3 Editing properties of the scene
2.1.4 Analysis
2.2 Completion
2.2.1 Walkthrough
2.2.2 Analysis
2.3 Retargeting
2.3.1 Walkthrough
2.3.2 Analysis
2.4 Scene understanding
2.4.1 Geometric understanding
2.4.2 Semantic understanding
2.5 Summary

11
11
13
16
18
24
26
27
34
39
39
46
50
50
54
56

3 Scene-consistent image retargeting
3.1 Introduction
3.2 Related work
3.3 Scene-consistency
3.4 Towards scene-consistent seam carving

59
60
62
63
64

x

C ONTENTS

3.4.1 Seam carving
3.4.2 Seam carving with object occlusions
3.4.3 Limitation to non-reappearance
3.5 Scene carving
3.5.1 Layered decomposition
3.5.2 Algorithm
3.5.3 Minimising all background distortion
3.5.4 Minimising visible background distortion
3.5.5 Speeding up
3.6 Results
3.7 Conclusions
4 Image completion with transformations
4.1 Introduction
4.2 Related work
4.3 Problem statement
4.4 Optimisation
4.4.1 Search
4.4.2 Filling
4.5 Experiments
4.5.1 Evaluating the model
4.5.2 Evaluating the optimisation
4.6 Conclusions
5 3D model completion with class-based local shape models
5.1 Introduction
5.2 Problem statement
5.3 Related work
5.4 Overview
5.5 Implicit shape representation
5.5.1 Signed distance function
5.5.2 Handling incompleteness
5.6 Learning a codebook of local shape
5.7 Completion
5.7.1 Matching
5.7.2 Voting
5.8 Evaluation
5.8.1 Datasets

64
66
69
69
69
70
71
72
75
76
78
81
82
83
84
86
87
89
89
94
94
95
99
99
100
102
103
104
104
106
106
107
108
109
110
110

C ONTENTS

5.8.2 Parameters
5.8.3 Error measures
5.8.4 Results
5.9 Conclusions

xi

111
112
112
116

6 Frankenhorse: 3D model completion for articulated objects119
6.1 Introduction
119
6.2 Related work
121
6.3 Articulated 3D model completion
123
6.3.1 Scene reconstruction
124
6.3.2 Object-of-interest segmentation
124
6.3.3 Articulated alignment
126
6.3.4 3D model completion
127
6.4 Evaluation
131
6.4.1 Dataset
131
6.4.2 Implementation details
132
6.4.3 Results
133
6.5 Conclusions
137
7 Conclusions
7.1 Directions for future work

139
140

Bibliography

143

List of publications

173

1
Introduction
Visual media are ubiquitous in modern society. Their power in conveying facts
and emotions has long made them an important component of art, entertainment, advertisement and record taking. However, the creation of high quality,
strong impact visual media requires expert skill. The tools available to do this,
though powerful, are complex and not immediately intuitive.
The work in this thesis is motivated by a vision for accessible visual media
editing, in which the goals of the visual media can be specified in human terms,
and the result created automatically, given some raw data. We believe that this
would allow the gap between experts and amateurs to finally be bridged. In
this thesis, we explore and demonstrate such high-level automatic tools.
In particular, we consider editing visual media which represent real scenes, and
use scene understanding techniques from computer vision in order to extract
relevant aspects of the scenes represented in the visual media: what elements
they contain, and how they are located relative to each other. From this understanding, the behaviour of the editing tools can be adapted to the scene, helping
to ensure that the structure of the scene is preserved or changed as intended.
The development of automated editing tools sits at the boundary of computer
graphics and computer vision, as such tools create graphical outputs, but do so
based on an understanding of the represented scene.
In this thesis, automated editing tools are proposed for the retargeting of images and the completion of images and 3D models which take into account
scene understanding. Retargeting and completion were chosen because they
have a large number of applications, are particularly difficult to perform manually, and particularly demanding of scene understanding information. Examples of visual media retargeting and completion can be seen in Figure 1.1.
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1. I NTRODUCTION

(a) Image retargeting

(b) 3D model retargeting

(c) Image completion

(d) 3D model completion

F IGURE 1.1: Examples of visual media editing using scene understanding. Retargeting
aims to resize the media without introducing distortion, while completion aims to fill
holes in the media. We show examples from our work (Chapter 3) in image retargeting (a), Lin et al. [2011] in 3D model retargeting (b), our work (Chapter 4) in image
completion (c) and our work (Chapter 6) in 3D model completion (d).

The goal of retargeting is to change the size of the media, while minimising
the distortion introduced. A goal in its own right, changing the size of media
is also useful for adapting the media to display on a certain device. Previous
methods typically use only low-level cues which allow distortion of the represented scene. We define scene-consistency to refer to the property that objects
are not distorted and the relative depth ordering of the objects is maintained,
though allowing for consistent occlusions to be generated. We present image
retargeting methods which produce scene-consistent results, given the object
segmentation and relative depth ordering.
The goal of completion is to fill in holes in the media. This problem can arise
when parts are missing due to artefacts remaining from the capture process and
insufficient data capture, as well as when it is desired to move an object within
a scene or removing it altogether. We propose an image completion method
which uses geometric and photometric transformations to plausibly extend the
source set for completion. This allows our method to complete the texture of
objects such as clocks which contain rotational symmetry, but of which there
is likely only to be one instance in a scene.

1.1. M OTIVATION
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We also propose two methods for 3D model completion which exploit similarities in the shape of objects within a semantic class. This allows our methods
can go beyond assumptions of smoothness and regular structures, and tackle
the problem of completing large holes in irregular shapes in a semantically
correct manner. In our first proposed method, we learn class-based local shape
models which allow more accurate completion of the shape of objects of that
class. In our second proposed method, we globally align incomplete models
of articulated objects. Given a large enough dataset, the shape of the missing
parts is likely to be observed in one of the other models; by identifying these
cases, we can complete all the models in the dataset.

1.1

Motivation

Until recent times, the creation of high quality visual media relied on experts
in drawing, painting, sculpture and other forms of model building who had the
technical ability to achieve the desired impact.
The advent of photography simplified the process of creating high quality images significantly by automatically capturing a projection of a scene, providing
reasonable settings are used for the relatively few parameters of a camera. Photographers can learn to produce affective photographs by experimenting with
composition and lighting, as well as “post-processing” in the dark room by
literal cutting and pasting and using optical and chemical effects.
However, analogue photography still presents many challenges: mistakes made
when taking the photograph can lead to problems such as under and overexposure and motion blur, which may not be discovered until after the photograph is developed. Analogue photographers are also constrained by the cost
of single-use film and the need to carry it around. Digital photography is therefore a revolution in that it gives the photographer immediate feedback, and
allows them to store many photographs with great convenience.
Digital photography also paves the way for digital post-processing. Compared
with post-processing in the dark room, digital post-processing can be performed very quickly and is not limited by the same physical constraints. Nevertheless, many digital post-processing tools are to this day still limited to lowlevel operations which continue the metaphors of analogue post-processing,
and which also continue to demand expertise to produce the desired effect.
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(a) Adobe Photoshop

(b) Instagram

F IGURE 1.2: Professional editing software such as Adobe Photoshop are powerful, but
expert skill is required to know which of the many tools to use and how in order to
achieve the desired effect (a). Consumer editing software such as Instagram has limited
functionality, but provides a more accessible interface (b).

There is therefore a stark contrast between the ease with which photographs
can be taken, and the difficulty of editing them. The situation for video recording is very similar.
In the 3D domain, additional problems present themselves. Tools for the creation of 3D models must overcome problems of intuitively viewing 3D shapes
given only 2D displays, specifying the many details of a realistic 3D model
and the computational power required to process the large quantity of resulting
data. Together, these issues have long limited the accessibility of 3D model
creation.
In recent years, these problems have been partially overcome for the 3D modelling of real scenes. Web server-based Structure from Motion services including Arc3D [Arc3D, 2013; Vergauwen & Van Gool, 2006], 123D Catch [Autodesk, 2012] and CMPMVS [Jancosek & Pajdla, 2012, 2011] allow users to
upload images of a scene to a server where the 3D reconstruction is performed,
from which a textured 3D model is returned. However, these reconstructions
contain noise, holes and erroneous geometry, and hence in most cases require
significant editing to create a high quality 3D model. Hence as with the images, the creation of an initial 3D model is relatively easy, but the performing
the required editing is still very challenging.

1.2. T ERMINOLOGY
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This gap in the required effort between creating and editing visual media limits
the creation of high quality visual media. This limits self-expression through
art, the creation of entertaining 3D animations and, when coupled with 3D
printing, personalised product design. The increasing popularity and demand
for each of these has already led to development of tools which close this gap,
including Instagram1 , which provides an intuitive interface for applying simple
filters to photographs, and Autodesk 123D2 , a suite of freely available tools for
the creation and editing of 3D models which aims to make computer-aided
manufacture more accessible. A glance at the interface of Instagram compared
to the professional photograph editing software Adobe Photoshop3 (Figure 1.2)
quickly shows the contrast in usability.
While these systems offer improvements in systems integration and user interfaces, users must still choose between easy but simple and limiting editing
processes, and investing significantly more effort to achieve other editing goals.
The use of automation offers a way out of this dilemma, allowing users to direct the editing, with the difficult work then carried out automatically. The state
of the art in computer graphics and computer vision has reached a level where
this vision for the future of visual media editing is becoming feasible.

1.2

Terminology

At this point, it is worth carefully defining some of the technical terms which
will be used throughout the thesis.
Visual media
We use visual media as a generic term for all forms of digital visual information, including 2D representations (images and video), 3D representations
(3D models and 3D animations), as well as intermediate representations such
as stereo image pairs and light fields. The use of this single term is most natural given the many similarities in editing goals, problems encountered and
methods applicable throughout all visual media.
1 http://www.instagram.com
2 http://www.123dapp.com
3 http://www.adobe.com/products/photoshop
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3D model
One particular form of visual media we work with in this thesis are 3D models.
Different terms are used to refer to 3D models in different areas of literature,
in part because there are many different representations. By 3D model, we refer to any 3D visual information, consisting of shape and also in some cases
texture, regardless of its representation as a point cloud, triangulated mesh, volumetric grid or otherwise. Note that in some places we shorten the term to just
model, and in others synonymously use the word shape, where the 3D model
in question is untextured.
Scene understanding
Drawing on the definition of Oliva [2013], we define a scene as a view of
a real-world environment, containing multiple surfaces and objects in a 3D
spatial configuration.
The goal of scene understanding is to make inferences about scenes represented in visual media, and as such to model the visual media in terms of these
scenes and their constituent elements, as opposed to simply as arrays of numbers. The type of understanding can be classified as either semantic (segmentation, detection, classification, etc.) or geometric (3D models, symmetries,
etc.). Note that while scene understanding is sometimes restricted only to the
semantic component, our definition is wider and includes also geometric inference about the scene, with the intention being to draw attention to the contrast
between modelling the data and modelling the scene.
Retargeting
The first work on automatic image retargeting, that of Setlur et al. [2005], defined image retargeting as addressing “the issue of displaying images on screen
sizes with limited display real-estate”. The retargeting problem is therefore to
resize the visual media to a specified size, while minimising distortion and the
creation of artefacts.
Retargeting has a number of applications as visual media editing tool, including
resizing an image to a user specified size, and automatically adapting an image
to be displayed on a particular device.

1.3. G OAL
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Completion
We define completion as the problem of synthesising new data to fill in missing
regions or holes in visual media, such that the result looks plausible or natural
to a viewer. In the literature, this problem has also been called inpainting
[Bertalmio et al., 2000; Verdera et al., 2003; Criminisi et al., 2004] and holefilling [Davis et al., 2002; Wilczkowiak et al., 2005], as well as air brushing
more colloquially. However, following from the work of Drori et al. [2003],
we distinguish inpainting as the simpler case of filling very small holes such
as to remove scratches. Further, as in Wilczkowiak et al. [2005] and Pauly
et al. [2005], but unlike Drori et al. [2003], we do not limit in our definition the
possible source regions to exploit during completion to just the known parts of
the input.
Completion is an important visual media editing tool with many applications,
including recovering from missing data, which can occur due to problems during data collection; removing artefacts; changing the composition by removing, moving or otherwise changing objects and other parts of the scene, and
completing the hole left behind; and even completing parts that were broken or
incomplete in reality.

1.3

Goal

With our terminology now defined, we can clearly state the goal of this thesis
as follows:
The goal of this thesis is to close the gap in effort between the capture and
editing of visual media to produce high impact results by exploiting the
state of the art in scene understanding, allowing increased automation and
reducing the required user effort.
There are a number of caveats which limit the scope of the thesis. In particular,
the focus of this thesis is on the theoretical and technical problems of developing automated editing tools for visual media, and not on the implications of the
use of these methods. However, we briefly discuss three important limitations
of their use here.
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Firstly, although simple cameras are ubiquitous and easy to use, there is still
a significant limit to what can be achieved by post-processing. There is much
skill in knowing where to be, where to point the camera, how to set the camera
parameters and when to take the shot in order to best capture the moment. The
work described in this thesis hence in no way aims to reduce or replace the art
of a skilled photographer.
Secondly, in some uses of visual media, accuracy is the goal, not plausibility.
In this case, editing tools which make use of prior models can compromise
the integrity of the data. This can be the case when visual media are used for
applications such as surveying and 3D modelling for digital preservation of
historical artefacts.
Finally, ethical considerations must always be taken into account when editing visual media. Depending on the context, different levels of editing may
be deemed acceptable. For example, controversies often arise when editing
has been used in photojournalism to exaggerate or change the message of the
photograph. Two famous historical examples of image completion are shown
in Figure 1.3. The growing field of digital forensics aims to examine visual
media and detect these edits or forgeries. Further details on these ethical issues
and methods of digital forensics can be found in Farid [2009] and Rocha et al.
[2011].

(a)

(b)

F IGURE 1.3: Historical examples of image completion. The published image is shown
on the left side and the original on the right. After falling out of favour with Stalin,
Nikolai Yezhov was airbrushed from his side (circa 1930) (a). King George VI was
removed in order to paint the Canadian prime minister William King in a more powerful
light as he entertains Queen Elizabeth, for an election poster (1939) (b). Examples taken
from Farid [2013].

1.4. C ONTRIBUTIONS

1.4
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Contributions

In this thesis, we describe work which makes the following contributions towards the goal:
1. An image retargeting tool which, given a simple set of segmented objects
and relative depths provided by the user, creates retargeting results which
prevent distortions in these objects and maintains their relative depths.
Our method can create valid occlusions between the objects, allowing
for great flexibility in the retargeting while avoiding introducing large
distortions and artefacts.
2. An image completion tool which takes into account possible transformations that occur in real scenes, allowing successful completion when
there is variation in rotation, scale and illumination. The appropriate
optimal transformation is found automatically and locally, allowing for
variation across the image.
3. A 3D model completion tool which completes user-specified holes using a local shape model. Our local shape model is learnt from data and
can be specialised to specific classes of objects, exploiting knowledge
of object class from scene understanding. Our experiments show that
such specialisation in learning the local shape model leads to improved
completion results. Furthermore, we demonstrate results on 3D models
reconstructed using simple-to-use Structure from Motion tools in both
training and testing, and does not rely on clean models created expensively by hand.
4. A tool for the completion 3D models of articulated objects reconstructed
using a Structure from Motion pipeline. This tool is fully automatic from
the input images to the completed models, meaning that no user interaction is necessary. By exploiting existing object detection methods, and
a piecewise-rigid alignment method well suited to articulated objects,
we demonstrate successful completion even where the source as well as
target models are incomplete, noisy and contain clutter.
Note that for all parts of this work that have been published, the code and
evaluation data are available under a GNU General Public License along with
the paper at http://www.vision.ee.ethz.ch/~mansfiea/.
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1.5

1. I NTRODUCTION

Organisation

The remainder of the thesis is laid out as follows. Firstly, in Chapter 2, Literature survey, we survey the relevant literature in visual media editing and scene
understanding, providing a broad context for the work in this thesis.
The following four chapters describe each of our contributions in turn. In
Chapter 3, Scene-consistent image retargeting, we propose a method for image
retargeting, originally presented in Mansfield et al. [2010a]. In Chapter 4, Image completion with transformations, we describe our method for image completion, originally presented in Mansfield et al. [2011]. In Chapter 5, 3D model
completion with class-based local shape models, we describe our method for
3D models completion using learnt local shape models for a class of objects.
In Chapter 6, Frankenhorse: 3D model completion for articulated objects, we
describe our fully automatic approach to the completion of 3D models of articulated objects.
Finally, we draw the thesis to a conclusion in Chapter 7, Conclusions, by evaluating the work in terms of the thesis goal given in Section 1.3 and suggesting
promising themes and directions for future work.
Note that the thesis is structured in such a way that chapters 3, 4, 5 and 6 describing each of the contributions can be read independently, with the remaining chapters drawing this work together and providing an overall context.

2
Literature survey
The purpose of this chapter is to provide a broad context for the work in this
thesis. A more detailed examination is included for the topics further investigated in the thesis, where we also distinguish our contribution and work carried
out since which builds on our ideas.
Firstly, in Section 2.1, we survey the literature across visual media editing.
Work on completion and retargeting is described in particular detail in Sections 2.2 and 2.3 respectively. We then briefly describe related work in scene
understanding in Section 2.4. We summarise the findings of the literature survey in Section 2.5.
Note that in the following chapters, a shorter description of the immediately
related work is again given in order to motivate the specific problem and approach, which may replicate some of the points made here.

2.1

Visual media editing

The topic of visual media editing covers many areas of active research, which
this literature survey does not aim to cover comprehensively. Rather, our goal
is to introduce the variety of problems, highlight particular works of interest
and survey papers where further information can be obtained, and determine
some broad trends.
In order to structure the discussion, we use a hierarchical clustering of the many
different methods. At a high level, visual media editing tools can be placed into
the following three groups according to their goal.
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Creating new visual media Panorama, collage, montage, conversion between
visual media types.
Editing properties of the capture device Changing the shape, size and style,
colourisation, high dynamic range.
Editing properties of the scene Changing the scene content (warping, adding
and removing and elements), re-lighting, changing viewpoint, improving
composition.
These groups are far from rigidly defined; many high-level goals require a
combination of them, and low-level methods may be applied in each of them.
Note that the distinction between methods that aim for automatic processing
and those that aim for user-guided editing is also hard to draw; we roughly
draw the distinction that methods which aim to improve the accuracy of the
representation of a scene fall into the former category, whereas editing methods
may also aim for fantastical results.
Traditionally, these goals are fulfilled through fully interactive tools, aided by
low-level automation involving gradients, transforms and filtering. Such tools
include paint brushes, clone brushes, interpolation, user-defined grid warping,
global and local filtering and selection tools using local colour similarity. These
tools are familiar to users of software such as Autodesk 3ds Max and Maya,
Blender, Adobe Photoshop and GIMP. Details on these methods can be found
in books such as Solomon & Breckon [2010] for image processing and Botsch
et al. [2010] for 3D mesh processing.
Advances in computer vision, computer graphics and machine learning have
stimulated research into methods which use much greater automation to create
more powerful editing tools. A survey of these methods is now given, under
the headings of the three clusters we identified: tools for creating new visual
media in Section 2.1.1, for editing the capture device in Section 2.1.2 and for
editing the scene in Section 2.1.3. Finally, we analyse this body of work as a
whole in Section 2.1.4.
Note that a number of survey papers also cover a wide sweep of methods in
visual media editing. Much of the most relevant work on 3D model processing
is also surveyed in Mitra et al. [2013], which covers work in shape processing
where some account is taken of the structure: the different parts which make up
the shape, and the relations between them. Other topics covered in this survey,
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especially those in image editing, are sometimes referred to as computational
photography, along with computational methods for image capture itself. More
information on computational photography can be found in the surveys Raskar
et al. [2006] and Zhou & Nayar [2011].

2.1.1

Creating new visual media

We group most work in creating new visual media into the following four
groups, the work for which we now describe: image registration, composing
multiple elements, stitching and blending, and video to image. Examples of
applications in these categories are shown in Figure 2.1.

(a)

(b)

(c)

(d)
F IGURE 2.1: Illustrative examples of editing tools for creating new visual media. Example applications include the creation of panoramas by image registration [Brown &
Lowe, 2003] (a), the automatic creation of collages from collections of photographs
[Rother et al., 2006] (b), stitching visual media together [Huang et al., 2012] (c) and
creation of a “video tapestries” for video exploration [Barnes et al., 2010a] (d).
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Image registration
The classic example of the creation of new visual media from several examples
is panorama stitching. Brown & Lowe [2003] proposed a method for automatically creating panoramas from sets of images using SIFT feature matching
[Lowe, 2004]. A tutorial of methods in aligning and stitching images for this
purpose can be found in Szeliski [2006].
An alternative approach to panorama creation is proposed in the recent work of
Huang et al. [2013]. They propose a field-guided method for aligning roughly
aligned image fragments, along with methods for stitching them and image
completion to fill in any gaps.

Composing multiple elements
The creation of montages and collages falls into this category. The works of
Agarwala et al. [2004], Rother et al. [2005] and Rother et al. [2006] present
automated methods for creating montages of photographs. More recently, Gal
et al. [2007b] present a method for the creation of 3D collages.
More interactive tools have also been developed for creating whole new visual
media from existing examples. Johnson et al. [2006] present a system for generating photos given only keywords, with or without some spatial hint, using
TextonBoost [Shotton et al., 2006] behind the scenes to segment images into
regions with semantic labels. Chen et al. [2009] similarly allow the creation of
new images by searching the internet with the given keywords to find source
images. Funkhouser et al. [2004] propose a complete pipeline for creating
new 3D models from existing examples by providing tools for guided cutting
of models, searching large databases for similar parts, and stitching. Kraevoy
et al. [2007] automatically co-segment input models into meaningful components and provide tools for users to create new models by simply composing
these components. Finally, Xie et al. [2012] propose a sketch-based interface,
where sketches are used for retrieval and composition of parts to aid designing
new 3D models.
The work of Huang et al. [2006] can also be seen to fall into this category,
in which an automatic method is presented for the re-assembly of fractured
objects.
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Stitching and blending
A key problem when creating new visual media from existing examples is the
seamless blending of the elements together. Burt & Adelson [1983] is a classic early work on blending which uses a multiresolution approach to achieve
a smooth seam. Porter & Duff [1984] introduced the alpha channel to ease
image blending. Pérez et al. [2003] introduced Poisson blending, which performs seamless blending using the image gradient rather than the absolute values. More recently, Farbman et al. [2009] proposed the use of mean value
co-ordinates as an alternative.
In the 3D domain, Turk & Levoy [1994] is an early successful approach for
stitching multiple range images into a single consistent mesh. Sharf et al.
[2006] allow meshes to be cut, composed with snapping using a variant of
ICP [Chen & Medioni, 1992], and stitched together. Schmidt [2010] describes
a part-based representation for 3D models, including tools for stitching parts
together, which is the basis for the Autodesk meshmixer software1 . Recently,
Huang et al. [2012] proposed a volumetric field for parts of meshes which can
be used to interpolate and stitch together the mesh parts.
Video to image
There has been a recent burst of interest in cinemagraphs, also known as cinemagrams and cliplets, in which a video is converted to another form of visual
media more like an image, in which only a small part of the scene remains
in motion. The term cinemagraph was coined by photographers Kevin Burg
and Jamie Beck2 , whose hand-made examples prompted the recent interest.
Tompkin et al. [2011] was the first work to propose a method for automating
their creation. Joshi et al. [2012] introduced automatic alignment, looping and
blending as well as a rich user interface.
The work of Barnes et al. [2010a] more directly converts a video to image in
order to aid navigation of videos. Their method automatically creates tapestrylike visualisations of videos with a multi-scale video summarisation method.

1 http://www.meshmixer.com/
2 http://annstreetstudio.com/category/cinemagraphs/
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Other processes
A number of unique ideas for the creation of new visual media have also been
proposed. In Mitra & Pauly [2009], the concept of shadow art is introduced.
A 3D shape is estimated given user-specified silhouettes at given projections.
The resulting shapes appear free-form and provide a surprise to the viewer as
a meaningful shape is revealed as a shadow is projected from a light source at
the right location.
Shechtman et al. [2010] propose a method for automatically determining a
smooth morphing video between two images, which does not just perform a
simple blending but actually re-arranges the images from one to the other, again
providing a visually interesting and sometimes surprising result.

2.1.2

Editing properties of the capture device

These tools aim to simulate changing properties of the capture device. Three
key areas of work which we now present are super-resolution, changing image
style and high dynamic range (HDR) photography. Illustrative examples of
these tools are shown in Figure 2.2.

Super-resolution
Real capture devices suffer limitations of resolution. However, a number of
methods have been proposed to boost this resolution as a post-process. As these
methods must generate new content, they are strongly related to the synthesis
methods described later in Section 2.1.3.
Earlier work on super-resolution models the data capture process. Pickup et al.
[2007] propose a Bayesian image super-resolution method, based on modelling the camera point spread function. More recent work has concentrated
on exploiting prior knowledge. Glasner et al. [2009] proposed synthesis-based
super-resolution from a single image and Shahar et al. [2011] for and from a
single video, with super-resolution possible in both space and time dimensions.
Super-resolution has also been tackled for 3D models. Inspired by the single
image super-resolution of Glasner et al. [2009], adapts PatchMatch [Barnes
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et al., 2009] to perform super-resolution of a depth map from a single example by exploiting redundancy under rigid body motion. Another example is
the recent work of Meilland & Comport [2013], which combines information
from a low resolution image sequence to obtain higher resolution 3D shape and
appearance.
Changing style
Hertzmann et al. [2001] enable image analogies, learning filters from training
data in order to transfer the style of images by analogy. Similarly, but with
a more specific goal, Johnson et al. [2011] propose an approach for altering
computer generated imagery to make it look more “realistic”.
One type of style change of particular interest is colourisation, in which the
goal is to infer appropriate colours from a greyscale image. Such methods have
the potential to bring to life old black and white photography and video footage.
Luan et al. [2007] provide simple intuitive tools for this goal. Firstly, regions of

(a)

(b)

(c)
F IGURE 2.2: Illustrative examples of tools which simulate editing properties of the capture device. In (a), super-resolution artificially increases the video resolution [Shahar
et al., 2011]. In (b), the interactive system of Luan et al. [2007] allows easy colourisation of the image given a few user strokes. In (c), high dynamic range imagery is
automatically generated and rendered [Debevec & Malik, 1997; Fattal et al., 2002]
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similar colours are grouped together guided by the user, with the method also
adding remote pixels to the group where a similar texture is detected. From a
small number of pixel colours set by the user, the dense colourisation of the
image is then computed. The methods described in Criminisi et al. [2010] can
also be used for colourisation, as well as other edge-sensitive editing applications including denoising, stitching and non-photorealistic rendering.
Finally, the work of Joshi et al. [2010] provides a tool for enhancing and
the changing the style of portrait photographs given a set of photographs of
the same person, including colour correction and deblurring as well as superresolution and completion.

High dynamic range photography
The goal of high dynamic range (HDR) photography is to overcome limitations
in the dynamic range that can be captured in a single photograph by current
sensors, by taking images in different parts of the range. This problem was
introduced in Debevec & Malik [1997], in which applications such as more
accurate motion blur simulation were demonstrated. Fattal et al. [2002] later
proposed to map the HDR imagery back to a single image that can be viewed
on a display device with limited dynamic range. A recent book summarising
work in creating high dynamic range imagery is Reinhard et al. [2010].

2.1.3

Editing properties of the scene

Finally, possibly the most important category of visual media editing tools are
those which aim to simulate editing properties of the scene. In this section, we
describe work on segmentation and matting, object insertion and re-shuffling,
warping, propagation of properties between visual media, new view synthesis, video stabilisation, and synthesis. Examples of these tools are shown in
Figure 2.3.
Two further major topics within this category are those for which methods are
proposed in this thesis: completion and retargeting. A more thorough literature
survey of work on these problems, from traditional approaches through to the
state of the art, is given in the following Sections 2.2 and 2.3 respectively.
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

F IGURE 2.3: Illustrative examples of tools which simulate editing properties of the
scene. Examples of object segmentation from Rother et al. [2004] (a), object warping
from Sorkine et al. [2004] (b), object insertion from Karsch et al. [2011] (c), new view
synthesis from Horry et al. [1997] (d), video stabilisation from Grundmann [2013] (e),
edit propagation from Rav-Acha et al. [2008] (f), and synthesis from Efros & Leung
[1999] (g).
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Segmentation and matting
Segmenting and matting tools are concerned with extracting parts that belong
to a particular object or surface. A survey of matting tools in images and video
can be found in Wang & Cohen [2007]. Mortensen & Barrett [1998] propose “intelligent scissors” for segmentation with automatic snapping to image
boundaries. A more recent method is the popular “GrabCut” [Rother et al.,
2004; Lempitsky et al., 2009], which use Gaussian mixture models to model
the colour distribution in the foreground and background given a user-drawn
bounding box, and optimise for the segmentation with a graph cut [Boykov
et al., 2001] Liu et al. [2009b] present a similar system which can provide real
time feedback to the user as they paint strokes to guide the segmentation.
More accurate matting of the segmentation has been investigated in Levin et al.
[2008], which provides a closed form solution, and Rhemann et al. [2010],
which uses a spatially varying point spread function to model the image formation process more accurately. Finally, a method for the segmentation of
objects in videos has been proposed by Wang et al. [2005].
Object insertion and re-shuffling
Lalonde et al. [2007] propose “photo clip art”, an interactive method for easily
inserting images of objects into a scene. Given other segmented objects in the
image, they estimate the size of the objects and their lighting conditions with
cast shadows. Given a user photo, the system finds objects with similar lighting
conditions and local context, and can place them in the scene with transferred
shadows and appropriate resizing given an estimated ground plane.
Other methods make use of an explicit but approximate 3D understanding of
the objects. Zheng et al. [2012] fit cuboid proxies to the objects and the more
recent work of Chen et al. [2013] allow more complex geometry to be modelled interactively in an intuitive way, with both methods then allowing the
objects to be inserted and re-shuffled. The method of Karsch et al. [2011] also
uses explicit modelling of the geometry, but focuses on more realistic rendering, with semi-automatic methods for estimating the geometry and lighting by
annotating object boundaries and approximately locating light sources.
A number of methods have been proposed for the specific case of inserting
clothing. For images, Shilkrot et al. [2013] warps one person into another for
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the purposes of showing one person in the clothing of another. For 3D models,
Guan et al. [2012] allows dressing 3D models of people in new clothing using
the pose estimated of Anguelov et al. [2005], trained on examples of bodies
dressed with a physically based simulation.
Related methods include Shesh et al. [2009], which adds a 3D effect to an
image by inserting picture frames and other 3D objects into the scene and
correctly adding in shadows and occlusions, and Bhattacharya et al. [2010],
a semi-automated tool for improving photograph composition aesthetics by
learning an image aesthetics score.
Finally, Goldberg et al. [2012] propose a general framework for manipulating
objects in images by exploiting image mining. Given a selected and tagged
object, images of related objects can be automatically retrieved, from which
texture, colour and shape can be transferred, enabling warping and replacing
objects, as well as colourisation, completion and montage.
Warping
As well as inserting and re-shuffling objects, it is commonly desired to warp
and deform objects and other scene elements. Barrett & Cheney [2002] describe a pipeline for editing objects within images, including object warping,
with image completion used when holes are revealed in the background. Carroll et al. [2010] present an interactive system for specifying geometry constraints to distort the scene in a consistent manner. Zheng et al. [2012] interactively allow cuboids to be fit to objects in the scene; the objects can then be
easily manipulated via these cuboid proxies.
For warping people, Zhou et al. [2010] proposes fitting a 3D deformable person
model to the image, with the image warped to transfer specified deformation
of the 3D model. As the 3D model deformation is parameterised in terms of
simple semantic attributes, this allows very intuitive editing of body shape.
Animations of people and other objects within a single image can be made by
the method presented in Hornung et al. [2007].
A number of methods have been proposed for warping stereo image pairs, such
that the disparities are kept consistent, including Niu et al. [2012]. Lang et al.
[2010] also enables editing the disparities between the stereo pair.
For 3D models, Sorkine et al. [2004] introduce Laplacian co-ordinates for mesh
editing with detail preservation. Nealen et al. [2005] introduce a sketch-based
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interface, with the mesh deformed based on cues from the sketches. Sumner et al. [2007] construct a “deformation graph” over the 3D model, and
optimise for affine transformations at each node of the graph to allow nonrigid deformation of model as specified by sparse constraints on the graph.
Gal et al. [2009] introduces a wire-based representation for manipulating manmade shapes. The given shape is analysed to obtain the set of wires and their
relationships, which can then be manipulated to manipulate the shape. Jacobson et al. [2011] propose interactive tools for deformation of images and
3D models in real time. A survey of work in linear variational mesh deformation can be found in Botsch & Sorkine [2008].

Edit propagation

Even with very powerful editing tools, it is still very inefficient for editing to
be performed on all visual media independently. Hence, a number of methods
have been proposed for propagating various properties and edits between visual media. HaCohen et al. [2011] propose to use PatchMatch [Barnes et al.,
2009] to obtain dense correspondences between images, allowing propagation
of colour properties and segmentations. Yücer et al. [2012] similarly align images in order to propagate brush strokes between them. Chen et al. [2012] is a
similar method for 3D models, which allows the transfer of textures between
meshes.
For editing videos, Bhat et al. [2007] propose to propagate properties from
single frames to the videos. Alternatively, Rav-Acha et al. [2008] propose
“unwrap mosaics”, a representation for videos which is sufficient for globally
propagating edits, but does not require a full 3D understanding of the scene.
Often there are repeating elements within the visual media that it is desired
to edit as a group. Cheng et al. [2010] first identify repeating scene elements
in an image, enabling scene re-arrangement, replacement of these objects and
propagation of edits. Specifically for building facades, Ceylan et al. [2013]
find repeating elements to aid 3D reconstruction, but also allows propagation
of edits among the repeating elements.
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New view synthesis
New view synthesis is a major topic within image-based modelling and rendering. A summary of these methods can be found in the book Shum et al. [2007].
Here we present a few interesting examples.
In Horry et al. [1997], the user is invited to take a “tour into the picture” by
interactively fitting a simple planar 3D model by providing vanishing points
and some approximate polygons. Hoiem et al. [2005] achieves a similar effect,
but using automatic single view 3D reconstruction [Hoiem et al., 2006]. More
recently, Kopf et al. [2008] propose a framework for image editing which starts
with registering the image in the world and accessing information from geographic information systems, including texture and depth. They show that this
enables many image editing applications including dehazing and relighting as
well as new view synthesis.
In many cases, new view synthesis methods require the problem of dis-occlusion
to be solved, i.e. the revealing of parts of the scene that were not visible in the
data. Tauber et al. [2007] examines the use of image completion methods for
solving this problem.

Video stabilisation
The goal of video stabilisation is to simulate a smoothing of the camera path
throughout the video sequence. Matsushita et al. [2006] proposed a method
for video stabilisation without cropping by completing missing parts of the
frames after stabilisation using other frames and the estimated motion. Liu
et al. [2009a] uses an implicit 3D model of the scene to warp input frames by
homographies that would shift the set of camera positions to a desired camera
path, which can be created for example by Liu et al. [2011a]. A summary of
video stabilisation methods can be found in the PhD thesis Grundmann [2013].

Synthesis
The problem of synthesis is to create new content in the visual media, for example to cover a part with a chosen material. A survey of example-based texture
synthesis can be found in Wei et al. [2009].
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An early approach to synthesis was the interactive method of Oh et al. [2001].
Efros & Leung [1999] proposed an automatic exemplar-based texture synthesis
method which synthesised new pixels one at a time, later extended in Efros &
Freeman [2001] to synthesise images patch by patch. The related method of
Kwatra et al. [2003] performs image and video texture synthesis by stitching
together patches using graph cuts [Boykov et al., 2001] to find the least visible
seam. The more recent method of Peyré [2009] proposes a method for learning
a sparse set of texture exemplars as a basis of a generative model of texture. A
different example of image synthesis is that of Fang & Hart [2004], which uses
shape from shading to estimate the shape of objects in the image, and uses this
to perform more realistic texturing before adding back the shading.
For 3D models, synthesis can refer to the shape, the texture or both. Bhat et al.
[2004] and Zhou et al. [2006] describe methods for synthesising shape texture
across the surface. Takayama et al. [2011] provide a clone brush-like interface for copying details between mesh surfaces interactively. For synthesising
the complete shape, Merrell [2007] allows synthesis of new models given segmented input models, in such a way that the result is consistent with the input
model in terms of relationships between the segments. Aliaga et al. [2008] provide an interactive system for synthesising urban landscapes from ground maps
using joint map and image data available for real examples. Kopf et al. [2007]
allow the synthesis of texture over meshes as well as the synthesis of solid textures given image texture examples, inspired by the methods of Kwatra et al.
[2003] and Wexler et al. [2007].
Common to many of these methods is the problem of estimating the characteristic scale of the texture, which must often be given by the user in order to
achieve the best results. In general, different kinds of texture structures exist at
different scales, and it can be difficult to automatically determine which scale is
appropriate. This problem is also shared by the completion methods discussed
in Section 2.2.

2.1.4

Analysis

In this section, we have shown that there is a wide variety of problems encompassed by visual media editing, which are related to and draw on other
work throughout computer graphics, computer vision and machine learning,
and which attempt to edit almost all aspects of the visual media. The methods
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range from those that very specifically tackle a single problems, such as the
creation of cinemagraphs [Tompkin et al., 2011; Joshi et al., 2012] and synthesising urban landscape [Aliaga et al., 2008], to those that provide a general
framework for many operations, including Criminisi et al. [2010] and Kopf
et al. [2008]. They include methods which perform very simple operations,
such as Poisson blending [Pérez et al., 2003], through to large pipelines, such as
“photo clip art” [Lalonde et al., 2007] and the “modelling by example” method
of Funkhouser et al. [2004].
Across these tools, a wide variety of different modes of user interaction have
been proposed, including the following examples. Object segmentation may
be performed by the user drawing bounding boxes and making brush stokes
[Rother et al., 2004]. New images may be composed by providing key words
[Johnson et al., 2006] or selecting and dragging objects into an image [Lalonde
et al., 2007]. New views of images may be rendered by first fitting an approximate 3D model to the scene by specifying vanishing points and drawing polygons [Horry et al., 1997]. 3D models may be warped by manipulating local
co-ordinate frames at points [Sorkine et al., 2004], manipulating wires [Gal
et al., 2009] or sketching [Nealen et al., 2005]. Finally, textures may be synthesised given the specification by the user of its characteristic scale [Efros &
Freeman, 2001]. The wide variety of proposed tools reflects the aim of providing the most intuitive and least demanding interaction for each method, but
presents a challenge to attempts to create a simple unified interface for visual
media editing.
While most of the described work relies on low-level cues or significant user
input, scene understanding has been used to powerful effect. Examples include
the use of semantic understanding for image composition [Johnson et al., 2006;
Kraevoy et al., 2007], and geometric understanding for the clothing transfer
method of Guan et al. [2012] and in new view synthesis [Hoiem et al., 2005].
However, two topics in visual media editing where scene understanding has
been most widely have not yet been discussed: completion and retargeting. We
survey the literature on these problems in detail in the next two sections.
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Completion

Completion, as defined in Section 1.2, is the problem of synthesising new data
to fill in holes in visual media such that the result looks plausible to a viewer.
This problem is strongly connected to the problem of synthesis discussed in
the previous section, and also with the use of priors in 3D reconstruction.
In this section, we thoroughly review the literature on completion. First, we
walk through the literature taking in the works on a fine scale, describing key
ideas and relationships between them (Section 2.2.1). In the following Section 2.2.2, we view the body of work as a whole and describe overall trends.
A summary of the papers discussed and the various attributes that differentiate
them is given in Table 2.1, which can be found at the end of this section.
Note that an additional source of information on the completion of 3D models
are the recent surveys [Campen et al., 2012; Attene et al., 2013], which cover
a wide range of methods involved in completing and repairing 3D meshes.

(a)

(b)

(d)

(c)

(e)

F IGURE 2.4: Illustrative examples of types of completion methods: low-level completion [Davis et al., 2002] (a), exemplar-based completion [Drori et al., 2003] (b), use of
symmetries and transformations [Pavić et al., 2006] (c), dataset-based [Hays & Efros,
2007] (d) and learning-based (Chapter 5) (e).
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Walkthrough

We structure our discussion of the completion literature mainly by the visual
media on which they operate and the cues that are used to guide the completion.
We group these cues into the following approximate categories:
Low-level cues Gradients, differential equations, signal processing.
Exemplar-based Use local patches from the same instance.
Symmetries and transformations Examine the visual media for symmetries.
Dataset-based Use a dataset of source examples.
Learning-based Use a learned model as the source.
Illustrative examples of completion methods of each of these types can be seen
in Figure 2.4. We now describe the work category by category.

Low-level cues
The work of Bertalmio et al. [2000] tackled the problem of image inpainting by
deriving a process to diffuse image content into missing regions. Similar methods have been derived for 3D models, including that of Davis et al. [2002] and
that of Verdera et al. [2003], which directly transfers the method of Bertalmio
et al. [2000].
Other simple processes specific to the 3D domain have also been used in completion. Mesh processing methods were used in Liepa [2003] to close holes
and fair the resulting mesh to obtain a smooth completion with a matching
resolution.
Using a volumetric representation, Ju [2004] and Podolak & Rusinkiewicz
[2005] determine whether regions are inside or outside, and hence complete
small holes. Sagawa & Ikeuchi [2008] flip signs in a signed distance function
representation in order to obtain an interpolating surface of minimal area.
Other 3D model completion methods have first mapped the problem to the 2D
domain. Nguyen et al. [2005] find a 2D parameterisation of the 3D surface
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around the hole and create a “geometry image” to represent the local 3D geometry, allowing image completion methods to be used. They use a simple
gradient propagation algorithm to complete the geometry image and then map
the solution back to 3D. Brunton et al. [2010] first unfold the boundary of a
hole onto a plane and triangulate the polygon to create a parameterisation for
the completion. This triangulated polygon is then embedded back into 3D, with
the vertices from the boundary moved back to their known location. The completed part of the mesh is then refined for smoothness, and photoconsistency
where views of the surface are available.

Exemplar-based
While low-level cues have proved effective in some cases, they cannot adapt
to complex structures and textures. Exemplar-based completion methods, inspired by work in texture synthesis Efros & Freeman [2001], aim to do just
this. Drori et al. [2003] complete holes using matching “fragments” from the
rest of the image, keeping track of a confidence score, until the confidence is
high enough. Criminisi et al. [2004] examines the effect of filling order in
the iterative completion paradigm, and describe a more sophisticated method
for choosing the order in order to obtain better results. Kwok et al. [2010]
propose methods for speeding up the patch search needed for Criminisi et al.
[2004] by using the Discrete Cosine Transform (DCT) and a GPU implementation. Wilczkowiak et al. [2005] complete image by combining information
from multiple images of the scene registered by homography, and filling regions by searching for the region which best matches in a border around the
region.
Methods of this type have also been proposed for 3D models. Wang et al.
[2008a] perform completion for a stereo pair with given dense correspondences.
Given a region to complete, they first map points that become visible between
the stereo pair, and fill the remaining image and depth by extending Criminisi
et al. [2004]. Doria & Radke [2012] also adapt the image completion method of
Criminisi et al. [2004], in their case to complete RGBD images obtained from
LiDAR scans. Sharf et al. [2004] perform completion using self-similarity
within a single model, by copying patches from a hierarchical volumetric grid
placed over the point cloud. Bendels et al. [2005] use fragment-like patches
of varying shape and size for completion, and hence unlike Sharf et al. [2004]
do not suffer the discretisation error of volumetrically dividing the space by a
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grid. Park et al. [2006] extend Sharf et al. [2004] to model and complete the
appearance as well as the 3D shape.
More recent methods for exemplar-based image completion have tried to solve
it globally rather than iteratively. Demanet et al. [2003] introduced the concept
of a correspondence map, which is optimised such that neighbourhoods have
similar appearance in order to obtain the image completion. This is a general
concept which is implicit in all methods of this type. Komodakis & Tziritas
[2007] formulate image completion as a global MRF optimisation for the correspondence map, which is made solvable by approximate modelling and loopy
belief propagation. Cho et al. [2010] propose a general representation for images as sets of patches, and a method for reconstructing images from these
sets of patches. Image completion can then be achieved by removing patches
containing the missing region from the source set and then reconstructing the
image. Wexler et al. [2007] propose a method for image and video completion
based on the energy proposed in the retargeting method Simakov et al. [2008],
but using only the coherency term to ensure that all space-time patches in the
completed video are similar to some space-time patch in the input.
Although demonstrably powerful, the dense matching required by these global
approaches is a major bottleneck. Barnes et al. [2009] propose the efficient
matching scheme PatchMatch, which exploits the smooth variation of texture
in an image, allowing methods such as Wexler et al. [2007] to operate in real
time. PatchMatch was extended in Barnes et al. [2010b] to make the search
more efficient and to search over transformed versions of patches. Korman
& Avidan [2011] propose to further speed up and improve the accuracy of
PatchMatch by adapting locality sensitive hashing to use the coherency of images exploited in PatchMatch. Speed ups are also proposed in Herling & Broll
[2012], which tackles the related problem of “diminished reality”, an online
application of image completion where it is desired for part of a scene to be
removed and stay removed as the camera moves around, which hence also requires tracking of the region to be removed. They adapt Wexler et al. [2007]
to increase efficiency by only updating a single pixel from a single patch, thus
avoiding the voting and normalisation steps. They also introduce an explicit
spatial distance cost. They can achieve real time performance by interpolating
the completion between keyframes by homography estimation.
The work of Li et al. [2012] tackles the problem of the completion of dynamic
3D models through what can also be seen as an exemplar-based approach. The
aim is to take a set of 3D scans of an object as it deforms and complete the
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whole sequence. The proposed pipeline achieves this by aligning the frames
and accumulating the shape. The alignment depends on relatively small motion
between frames, and the method can lead to over-smoothing due to regularisation.
A number of works have integrated exemplar-based methods with low-level
methods by decomposing the visual media into two components: the structure, and the texture within each part of the structure. Bertalmio et al. [2003]
propose an automatic method for this decomposition and complete the structure and texture using inpainting and exemplar-based completion respectively.
The more recent approach of Cao et al. [2011] has similar goals. Jia & Tang
[2004] uses tensor voting to first segment the image into regions, complete the
boundaries of these regions, and then complete the texture in each region. They
also show extensions to completion of 3D data. Sun et al. [2005] first propagates user specified structures and then completes texture within each region.
Bugeau et al. [2010] identify three different cues used in the literature and
combine them into a single energy model defined over a correspondence map.
These cues are self-similarity (correspondences should have similar colour or
intensity), diffusion (gradients in the resulting image should be minimised)
and coherence (neighbourhoods in the output should have similar appearance
to neighbourhoods in the input). The work of Morse et al. [2012] combines
the low-level completion of Bertalmio et al. [2000] with the exemplar-based
completion of Barnes et al. [2009] for the completion of stereo image pairs.
In 3D, the method of Breckon & Fisher [2005] similarly first completes the
shape very smoothly, and then propagates the geometric texture.
Symmetries and transformations
Beyond simple exemplar-based methods are those which also further analyse
the input visual media for patterns that can exploited during completion. Our
work Mansfield et al. [2011], described in detail in Chapter 4, aims to do this
by estimating similarities within the image under various geometric and photometric transformations. This enables us to perform completion in challenging
cases such as when there is a hole in a rotationally symmetry object. Following on from our work, Kawai & Yokoya [2012] search for reflective symmetry
transformations in the image. Darabi et al. [2012] use patch-based synthesis
to blend together different images for different tasks including image completion, as well object insertion and texture interpolation. They achieve this by
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enriching the search space, as in our work, with geometric and photometric
transformations, and performing a final blending using screened Poisson equation as in Bhat et al. [2008].
While our work aims to estimate transformations which lead to similarities
within an image, Pavić et al. [2006] use an explicit geometric model to correct
for perspective distortion of textures. Their method is interactive, with the
geometry specified by grid structures drawn on the image by a user, and the
completion itself carried out by the user selecting patches to complete in turn.
The operations are fast enough to operate at a comfortable interactive speed.
The recent work of He & Sun [2012] also focuses on exploiting symmetry
patterns within an image. They first analyse the image to determine common
shift patterns. They use these common shifts to efficiently complete the image
using the shift-map approach of Pritch et al. [2009].
In image completion, the use of symmetries has been found to be particularly
useful when modelling certain classes of objects, such as building facades.
Korah & Rasmussen [2007] automatically complete occluded building facades
from sets of images of the building, including automatically registering the
images with homographies and hence determining the pixels where the facade
is occluded. These pixels are then completed either using the other views or
a variant of Criminisi et al. [2004] in the perspectively corrected image. Dai
et al. [2013] first obtain a tiling-based representation of the building facade,
which serve as latent variables which are then used to synthesise and complete
facade images.
Symmetries have also been exploited in the completion of 3D models. In Pauly
et al. [2008], regularly repeating patterns are exploited. They proposed methods for automatically determining the regular structure and repeating element,
which is propagated to complete the shape. Li et al. [2011] complete point
clouds by first fitting shape primitives, and detecting regular patterns to the
placement of these primitives. They snap the primitives to these regular patterns to provide successful completion of man-made objects, which often exhibit such regular patterns. Kim et al. [2012] reconstruct and complete shapes
in scenes with many repeating objects. In the learning phase, they acquire
3D models of frequently occurring objects, which are identified in the recognition phase to obtain scene understanding and completed geometry. Finally,
Ceylan et al. [2013]) use 3D symmetry detection in reconstructing more complete urban facades.
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Dataset-based
There is a limit to what can be learnt from a single instance. If there is no symmetry or repetition to be exploited for completion, source information can be
gathered from datasets of other examples. In image completion, Hays & Efros
[2007] introduced this concept by combining methods in large-scale image retrieval with image completion in order exploit the large set of images available
on the internet. As this set represents a reasonable sub-sample of all possible
images, in many cases a close match can be found, and the hole filled using image information from this retrieved source, as illustrated in Figure 2.4d. Whyte
et al. [2009] also propose to use a large dataset of source images and assume
ones of the same scene can be found. They then perform geometric and photometric registration and stitch the source images into the target.
The use of large datasets has also proved successful in completing 3D models.
Given a retrieved template shape from the dataset, Kraevoy & Sheffer [2005]
describe a method for completing the target shape with a small number of userspecified correspondences. Using these correspondences, a novel parameterisation is used to map the template to the incomplete shape. Pauly et al. [2005]
propose a complete automatic pipeline. Their pipeline includes 3D model retrieval from the dataset, non-linear alignment of the exemplar models to the incomplete test model, segmentation of the exemplar models to obtain the parts
needed for completion, and, finally, blending the models together to create a
single surface. However, it is not clear how well their proposed alignment
generalises to classes of objects which exhibit large intra-class variation and
deformations such as articulation.
Work of this type forms a component in the larger pipeline of Sun et al. [2011].
They propose a pipeline for single view reconstruction based on object detection. Firstly the object is detected using a detector which also has associated
depth information [Sun et al., 2010]. This approximate reconstruction is used
as an initialisation, which is improved using a dataset of 3D models of the same
class to complete shape of the 3D model. The shape completion is performed
in a manner similar to Pauly et al. [2005], with a novel variant of the ICP algorithm [Chen & Medioni, 1992] used, which also aligns the model to the 2D
contour in the image. Finally, the texture is also completed using symmetry
properties and inpainting.
Our recent work on the completion of articulated 3D models, described in detail in Chapter 6, also falls into this category. Unlike the other methods de-
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scribed here, our work does however not require a dataset of clean examples,
but handles incomplete, noisy and cluttered source models, extracting appropriate parts in order to complete other models.

Learning-based
The previously described methods use datasets of source models for completion. An alternative is to using machine learning tools to learn a model from
the dataset, and use this model during completion.
In image completion, examples of this approach include Roth & Black [2009]
which introduce the field of experts and learn an image prior which can be successfully applied to filling small holes in image. Shekhovtsov et al. [2012] propose a 2D shape completion method which uses a learnt curvature prior. Kopf
et al. [2012] propose to learn a completion quality measure based on annotations from a user study. Using this score, they can predict how well different
holes the image can be completed. They show an application of completion
in panorama stitching, in which their score allows them to first choose a crop
window around the panorama in which missing parts can be easily completed.
In 3D models, learning-based approaches were first used for the completion
of a specific class of objects: the human body. The methods of Allen et al.
[2003], Anguelov et al. [2005], Hasler et al. [2009] and Hirshberg et al. [2012]
build increasingly sophisticated statistical models of human body shape, covering variation in pose and body shape. Anguelov et al. [2005] shows how
these models can be used for completion by fitting the model to incomplete
data. Such prior-heavy approaches are also successful at modelling buildings,
allowing clean and complete reconstruction of 3D models of particular classes
of buildings, as in [Mathias et al., 2011].
Recent work has attempted to generalise these approaches to other class of objects. Bao et al. [2013] obtain a mean shape for an object class and a set of
“anchor” points which allow correspondences to be found between the shapes.
The completed shape is obtained by warping the mean shape according to anchor point correspondences to the test shape, with detail added back from the
test shape where available. The use of a single mean shape means that only
a smooth completion is possible. Similarly, Dame et al. [2013] uses 3D object shape priors in online 3D reconstruction. Given an initial reconstruction
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computed using a SLAM system [Newcombe et al., 2011b], objects are detected automatically using the Deformable Part Model detector [Felzenszwalb
et al., 2010] and the reconstruction refined using a shape prior modelled using
a GP-LVM [Lawrence, 2005]. Both of these methods are only demonstrated
for objects which do not exhibit strong intra-class variation, so it is not clear
how well they generalise to highly deformable objects.
In our work on local 3D model completion, described in detail in Chapter 5,
we also adopted a learning-based approach, but at a local level. Our method
generalises from local exemplar-based completion methods to obtain a set of
local patches from a whole dataset, which we cluster in order to obtain a compact and representative set of local shape patches. We build on the methods
of Wexler et al. [2007] and Barnes et al. [2009] from image completion to use
these local shape patches for 3D model completion.
2.2.2

Analysis

Having taken a comprehensive tour through the literature on visual media completion, what patterns and trends can we identify? A glance at the summary of
the work in Table 2.1 quickly shows two trends. The first is the speed or computational efficiency of the methods involved, which have gone from typically
taking minutes or even hours of processing a decade ago, to the emergence of
efficient methods which can even run in real time in an online setting. This
reflects a mixture of the increase in processing speed and use of specialised
graphics processing hardware, and advances in the algorithms themselves. The
second trend noticeable from the table is the increased use of cues from scene
understanding such as object classification and detection of regular structures,
where a decade ago most methods use low-level data modelling.
A further trend is the use of the same methods for different visual media, and
for other related problems beyond completion. There are many cases of image completion methods being adapted to 3D model completion, from Verdera
et al. [2003] based on Bertalmio et al. [2000] through to our work adapting
Barnes et al. [2009], described in Chapter 5. Methods such as Barnes et al.
[2009], Cho et al. [2010] and Darabi et al. [2012] can be used not just for completion, but also for shuffling of objects in the scene, stitching and retargeting.
Objective evaluation of the methods remains difficult, with usually only qualitative evaluation performed. However, quantitative evaluation can be carried
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out in cases where the set of plausible completions is well constrained [Li
et al., 2011; Mansfield et al., 2011; Sun et al., 2011; Kim et al., 2012; Bao
et al., 2013; Dame et al., 2013] and in our work on 3D model completion described in Chapter 5. Such evaluation is not always appropriate, however. In
this case, user studies can be used as in two cases [Hays & Efros, 2007; Kopf
et al., 2012], but no consistent evaluation framework yet exists.
Two further trends concern details of the methods presented. Firstly, many of
the proposed completion methods operate at some specified scale, representing
the dominant scale of the texture. In many cases, this scale is implicitly or
explicitly set by the user, with no general solution for determining it automatically available. This is, however, alleviated to some extent by methods which
operate in a multiresolution fashion, including Wexler et al. [2007] in image
and video completion and Sharf et al. [2004] in 3D model completion. Finally,
many of the methods on 3D model completion rely on a source dataset of clean
3D models, including Allen et al. [2003], Pauly et al. [2005] and Sun et al.
[2011]. Creating such data can be expensive, hence limiting the scalability of
these methods in general. This motivates further work such as our own presented in Chapters 5 and 6 and Kim et al. [2012] which are robust to source
datasets that are themselves flawed, containing noise, holes, and clutter.
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Pavić et al. [2006]

data

3D

single
single

single

model
dataset
single
single

single

single

local

single

single

several

single

dataset

several

single

several

single

homography

local
struc-

linear
tures

Source

data

Cues

Park et al. [2006]

al.

3D

Podolak
&
Rusinkiewicz [2005]

et

Media

Paper

. . . continued. . .

distortion
similarity

distortion

similarity
similarity
distortion
similarity

similarity

similarity

distortion

similarity

similarity

similarity

similarity

similarity

similarity

similarity

similarity

similarity

distortion

Energy

seconds
seconds

minutes

minutes
minutes

seconds

minutes

minutes

hours

minutes

minutes

real
time
minutes

minutes

seconds

minutes

Speed

structures, source

choose source, aid
alignment
where to fill next,
scale, geometry
choose best result

search space

linear structures

inside/outside,
choose best result

User input

user study

Evaluation

retargeting,
shuffling

retargeting,
shuffling
inpainting

facade

synthesis

Application

Criminisi et al. [2004]

Wexler et al. [2007]

Criminisi et al. [2004]

Simakov et al. [2008]

Criminisi et al. [2004]

Sharf et al. [2004]

Related to

2.2. C OMPLETION
37

image

3D

image

RGBD

image

video

image
3D
image
3D
video

stereo

Mansfield et al. [2011],
Chapter 4

Sun et al. [2011]

Darabi et al. [2012]

Doria & Radke [2012]

He & Sun [2012]

Herling & Broll [2012]

Kawai & Yokoya [2012]
Kim et al. [2012]
Kopf et al. [2012]

Morse et al. [2012]

object class
regular structure

3D

image

3D

3D
3D

Dai et al. [2013]

Dame et al. [2013]

Chapter 5
Chapter 6

object class
object class

object class

boundaries

image

data

data

symmetry
object class
data

model
dataset

model

single

dataset

local

single

single

single
dataset
single

several

single

regular structure

homography

single

single

dataset

data

object class,
symmetry
transformations

single

primitives

regular structure

transformations

Source

Cues

Shekhovtsov et
[2012]
Bao et al. [2013]

al.

3D

Li et al. [2011]

Li et al. [2012]

Media

Paper

. . . continued. . .

similarity
similarity

similarity

distortion

similarity

similarity

similarity

similarity

similarity
similarity
quality

similarity

distortion

similarity

similarity

similarity

similarity

similarity

Energy

real
time
seconds
hours

minutes

minutes

real
time
seconds
seconds
seconds

seconds

minutes

minutes

minutes

minutes

Speed

User input

quantitative

quantitative

quantitative

quantitative
user study

quantitative

quantitative

quantitative

Evaluation

facade

shape and
texture
stitching
shape and
texture

Application

Barnes et al. [2009]

Barnes et al. [2009]

Bertalmio
et
al.
[2000], Barnes et al.
[2009]

Barnes et al. [2009]

Barnes et al. [2009]

Barnes et al. [2009]

Pritch et al. [2009]

Criminisi et al. [2004]

Mansfield et al. [2011]

Wexler et al. [2007]

Related to

38
2. L ITERATURE SURVEY

2.3. R ETARGETING

2.3

39

Retargeting

Retargeting, as defined in Section 1.2, is the problem of resizing visual media
while minimising distortion and the creation of artefacts, to ensure that the
result is a visually plausible.
In this section, we thoroughly review the literature on retargeting. We first
describe the proposed methods and their similarities in Section 2.3.1. We then
analyse the work as a whole and identify general trends in Section 2.3.2. A
summary of the papers discussed and various attributes that differentiate them
is given by Table 2.2, which can be found at the end of this section.
Further details on image retargeting methods and the importance measures they
use can also be found in the survey paper of Vaquero et al. [2010].
2.3.1

Walkthrough

A number of different approaches to retargeting have been taken in the literature. We refer to these as different retargeting paradigms, of which the
following four can be identified:
Cropping Removing large blocks of content from the borders.
Seam carving Removing “seams” of content.
Warping Deforming the parameterisation.
Synthesis Synthesising new visual media from an example.
Illustrative examples of each of these paradigms are shown in Figure 2.5.
In the following discussion, we distinguish methods by the paradigm they belong to and the cues they use in formulating the retargeting problem. These
vary from low-level properties of the data such as gradients, through to highlevel properties derived from scene understanding such as the presence and
location of objects and geometric structure.
Recent work is also discussed which has sought to combine the different paradigms
to handle a wider variety of cases. Finally, we also discuss work which focuses
on objective comparison and evaluation of retargeting methods.
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(a)

(b)

(c)

(d)

F IGURE 2.5: Illustrative examples of retargeting paradigms: cropping [Deselaers et al.,
2008] (a), seam carving [Avidan & Shamir, 2007] (b), warping [Zhang et al., 2009] (c)
and synthesis [Simakov et al., 2008] (d).

Cropping

One of the earliest works to consider the problem of image retargeting was
Suh et al. [2003], which performs automatic cropping of images to thumbnails.
They propose two methods: cropping the image to contain a certain fraction
of the saliency, given a saliency map, and cropping the image to a box which
contains all faces, given automatic face detections. They perform user studies
which show that users can more easily recognise the image and objects within
their thumbnails compared to those made by scaling.
Santella et al. [2006] also propose to use cropping, guided by an image saliency
measure derived eye tracking.
For the retargeting of videos, Deselaers et al. [2008] use cropping to simulate the effects of panning, scanning and zooming. Rather than using a handdefined saliency measure, they learn a per-pixel relevance score by fusing cues
from saliency, optical flow and appearance. They then retarget the video by
zooming and cropping. Where the whole frame is interesting and the aspect
ratio must be changed, they allow for black boundaries to be introduced.
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Seam carving
Seam carving was first proposed by Avidan & Shamir [2007], the trigger for
much of the later interest in the problem of retargeting. In order to keep as
much interesting image information in the frame as possible, seam carving
proposes that image content should be able to be removed anywhere in the
image, not just at the border. They define seams as paths of pixels through the
image containing one pixel per row or column, depending on the dimension of
the image that is being changed, and optimise for seams in the least interesting
parts of the image, using a saliency score. By iteratively removing seams, the
image can be shrunk to a desired size. By adding back in these seams, the
image size can also be increased, without the creation of disturbing artefacts.
The simple formulation allows the seams to be found by an efficient dynamic
programming formulation.
A number of works extended seam carving to video retargeting and improved
the energy and optimisation of the formulation. In Rubinstein et al. [2008] the
seam carving was extended to allow the coherent retargeting of video by solving a single graph cut problem. A different form of energy was also proposed,
which aims to ensure that seams are placed where minimal gradients are created. In Grundmann et al. [2010], the strength of the energy terms is further
increased, allowing the connectedness constraint of seams to be removed as an
explicit constraint. In Han et al. [2009], seam carving for images and videos
was further extended to jointly optimise for multiple seams, helping to overcome the greedy problem of the original seam carving formulation. Finally, in
our work Mansfield et al. [2010b], we proposed a variant of seam carving in
which the energy minimised is a function of the original input image and the
current image, rather than greedily optimising as each seam is removed while
“forgetting” the original image.
A number of works have also extended seam carving to retarget other visual
media. Birklbauer & Bimber [2012] extend seam carving to the retargeting of
light-fields. Basha et al. [2013] propose a method for consistent seam carving
in stereo pairs of images, minimising distortion in both the images and the
stereo disparity.
While many retargeting methods include some level of scene understanding,
including saliency and object detection, most do not explicitly model the scene
represented by the visual media. We propose to extend seam carving to scene
carving in Mansfield et al. [2010a], described in detail in Chapter 3. We model
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the scene in the image as a set of fronto-parallel layers, allowing retargeting by
performing different operations in these layers. In particular, by segmenting
objects onto layers, they can be guaranteed to be protected and their relative
depth ordering can be maintained, while creating realistic occlusions between
the objects.
A number of works have since built upon this approach. Wong & Low [2012]
use a warping-based approach which allows tears in the warp in order to allow
the backgrounds and objects to be moved more freely as though in separate
layers. Lee [2012] propose warping-based retargeting for stereoscopic image
pairs. Based on automatically computed stereo and user segmented objects,
their method thus decomposes the image into layers, and optimises for a warping in each layer to minimise distortion and holes as well as maintain good
stereoscopic properties. Finally, Dahan et al. [2012] use given depth information from depth cameras, perform image segmentation to extract image layers,
and present a retargeting algorithm which combines movement of the layers
with cropping.
Warping
The most widely used retargeting paradigm is that of warping. These methods
define a grid over the visual media, and optimise for a deformation of that grid
which results in the desired size.
Warping-based image retargeting methods include Gal et al. [2006], Wang et al.
[2008b], Guo et al. [2009], Zhang et al. [2009], Jin et al. [2010] and Chang &
Chuang [2012]. Each determine the location of certain features in the image,
such as objects, edges, lines and salient regions, and optimise for a warping
which minimises the deformation of these features.
Wolf et al. [2007] proposed the use of similar methods for coherent video retargeting, based on cues of saliency, face detection and motion. Numerous
works have built directly on this approach, including Zhang et al. [2008] in
which a “shrinkability map” is pre-computed which allows efficient online resizing as required. Wang et al. [2009] introduce greater temporal coherence
into video retargeting by spatially aligning the video frames and estimating
the video and object motion, allowing their method to ensure that corresponding parts of the scene over the video undergo consistent deformation. Wang
et al. [2010] simplify and extend Wang et al. [2009], including allowing the
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frame to be cropped, such that all important content is shown for some time in
the video, if not in every frame. Most recently, Wang et al. [2011] present a
video retargeting method which decomposes the problem into spatial and motion components, which allow coherent results to be achieved without solving
a global problem on the whole video.
Krähenbühl et al. [2009] also propose a warping method for video retargeting.
Their method allows the user to specify object locations and straight lines to
be preserved in key frames, with these constraints automatically propagated
through the video. To avoid aliasing effects from the changing frequency content caused by warping, a variant of EWA splatting [Zwicker et al., 2002] is
used to obtain the final video frames, which can be computed on a GPU for
real time performance. They validate their approach with a user study.
Finally, Kim et al. [2009] also propose a warping scheme for image and video
retargeting, but limit the warping to the scaling of different columns of the
image, which are first obtained automatically. The scaling of each column is
optimised for based on the frequency content in each column.
A number of approaches have also been proposed which use warping differently. Setlur et al. [2007] propose an image retargeting method which resizes
the image by simple rescaling. However, they first automatically detect regions
of interest in the image and remove these, and use image completion [Harrison, 2001] to complete the background. After rescaling the background to the
desired size, they paste back in the regions of interest according to a set of
heuristics. They perform a user study which shows their retargeted results to
be preferred to simple scaling and cropping in most cases. Similarly, Liu et al.
[2010a] detect salient regions automatically, and retarget the image in a similar
manner to Wolf et al. [2007] but using energy terms to model the image aesthetics, such as the rule of thirds and the distribution of object sizes, with the
goal of creating an image with a more aesthetic composition. Their user study
shows that users prefer their retargets over the original images and the retargets
of Santella et al. [2006]. They adapted this method to the specific problem of
retargeting in Liu et al. [2010b], where they use the fast warping method of Jin
et al. [2010] to improve speed.
Retargeting by warping has also been extended to other visual media. Chang
et al. [2011] propose such a method for the retargeting of stereoscopic image
pairs, including a user interface to allow the disparity range to be edited. Rather
than applying full dense stereo, they obtain depth information only at sparse
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points where they find feature correspondences. They perform a user study
which shows their method to be superior to carrying out retargeting on each
image independently. Kraevoy et al. [2008] retarget 3D models by warping a
grid defined over the 3D space, with warping prevented from creating artefacts
based on a cost function derived from slippage analysis. Cabral et al. [2009]
present an interactive system for the 3D modelling of architectural scenes by
retargeting existing examples, with shape and texture adapted appropriately.
Synthesis
Synthesis-based methods cast retargeting as the synthesis of new visual media,
using the input as a source. In the work of Simakov et al. [2008], the authors
identify two cues to guide the synthesis of a retargeting image: it should be
both coherent, meaning that it does not add features not present in the original
image, and complete, meaning that it represents all features from the original
image somewhere. They formulate this as an energy function and propose an
algorithm for refining an image to minimise it. Retargeting in this framework
is performed by iterating between rescaling and this refinement process.
The main bottleneck of this system is the expensive search for similar patches
over the image. Barnes et al. [2009] propose the efficient matching scheme
PatchMatch to allow this matching to occur in real time, as well as proposing tools to specify additional constraints for preserving image structure. This
work was further extended by Barnes et al. [2010b], who propose methods for
making the search more efficient and for searching over transformed versions
of patches.
An alternative synthesis approach is that of Pritch et al. [2009], where the image is reconstructed by combining parts of the original image at different offset
shifts. Optimising for such a shift-map is achieved by a multi-label graph cut
[Boykov et al., 2001], with the cost of pixels being included given by a saliency
measure, and a smoothness term used to minimise visible seams. Retargeting
is achieved by setting the size of the output, fixing the left and right columns
of the image to remain the same and enforcing a monotonic shift-map.
Cho et al. [2010] propose a general representation for images as sets of patches,
and propose a method for reconstructing images from sets of patches. Their
framework can be used for image retargeting by simply specifying a different
size for the output image.
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A synthesis-based approach has also been proposed for 3D model retargeting.
Lin et al. [2011] retargets 3D models of buildings by first performing a hierarchical decomposition of buildings into boxes and determining relationships
between them, a process which is mostly automatic but needs some user guidance. The retargeted solution is created by fulfilling a series of constraints,
and so does not offer a unique best solution but can offer a number of possible
solutions which the user could further choose between.

Combining paradigms
In recent years, several works have proposed combining these retargeting paradigms
and thus their different advantages. Rubinstein et al. [2009] propose combining
seam carving, cropping and warping in order to maximise a similarity function
between the input and output images. They perform a user study which shows
that their method uses a similar proportion of the three techniques to that chosen by users, validating their method. Similarly, Dong et al. [2009] combine
seam carving and scaling to create a retargeted image which maximises a similarity score based on that of Simakov et al. [2008]. Sun & Ling [2011] tackle
the problem of creating very small retargets such as thumbnails by combining
seam carving and warping approaches, while preserving objects automatically
detected using the objectness method of Alexe et al. [2010].

Evaluation
The objective of retargeting is to produce a result which is plausible to the
viewer. As this objective is subjective and clearly contains many global minima, the design of an objective evaluation metric is challenging.
Rubinstein et al. [2010] propose a solution to this problem. They put together
a benchmark dataset and set of evaluation metrics, and perform an extensive
user study of previous work. They find that the evaluation metrics used in
retargeting methods thus far do not correlate well with the quality estimated
from their user study. Despite this, they also find that the performance of proposed retargeting methods has increased over time. Finally, they propose that
more research should focus on finding optimal crop windows, as this retargeting paradigm scored well in their tests but has been neglected in retargeting
research in comparison to other paradigms.
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The work of Liu et al. [2011b] takes up this challenge to identify better evaluation metrics, proposing one which combines a dense correspondence between
the input and output images with image saliency. Their user study shows that
the proposed measure outperforms those tested in Rubinstein et al. [2010].
2.3.2

Analysis

We now analyse the body of literature on retargeting described to uncover
trends. One clear trend is the widespread use of scene understanding. Various cues from scene understanding have been used throughout the literature,
including detection of edges, faces and general objects as well as 3D geometry.
This widespread adoption reflects the relative robustness of retargeting algorithms to errors in the scene understanding; for example, if an object detector
suffers a false positive, this may result in part of the image being unnecessarily
protected, but does cause any distortion to be created directly.
Another trend is that, as with image completion (Section 2.2.2), evaluation of
retargeting methods relies mostly on qualitative evaluation by visual inspection. Although a number of works used user studies to evaluate their performance [Suh et al., 2003; Santella et al., 2006; Setlur et al., 2007; Guo et al.,
2009; Rubinstein et al., 2009; Wang et al., 2010; Chang & Zwicker, 2011; Sun
et al., 2011], at the time there was no clearly agreed protocol or set of evaluation metrics, as also commented on in the survey of Vaquero et al. [2010].
The recent works of Rubinstein et al. [2010] and Liu et al. [2011b] are a step
towards this, especially if reliable automatic evaluation metrics can be learnt
from user-annotated quality following the approach of Liu et al. [2011b].
Finally, the work on retargeting is dominated by its application to images and
video. Nevertheless, recent work has started to develop methods for other
forms of visual media such as RGBD images [Dahan et al., 2012], stereo pairs
[Lee, 2012; Basha et al., 2013] and light fields [Birklbauer & Bimber, 2012].
These works have largely adapted methods from image retargeting directly,
which shows the generality of these approaches and motivates a general unified treatment across visual media. On a related note, some retargeting methods
have been found to have applications for other visual editing problems: seam
carving can also be used as a synthesis or completion method in certain situations, and the synthesis approaches to retargeting can also typically be applied
to completion, synthesis and other visual editing problems.
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Scene understanding

In this section, we provide a very brief overview of work in scene understanding. By our definition defined in Section 1.2, all work in computer vision can
be seen as aiming towards this goal, so only the most relevant methods and
works are covered here. In the first section (Section 2.4.1), we describe work
on obtaining a geometric understanding of the scene, and then in the second
(Section 2.4.2) work on obtaining a semantic understanding.

2.4.1

Geometric understanding

In this section, we provide a brief survey of work on geometric scene understanding, or 3D reconstruction, a key problem of computer vision. This work
is relevant to this thesis in two ways. Firstly, it is through these methods that
3D models of scenes can be captured, before their editing is possible. Secondly, approximate methods of 3D reconstruction are often used in the editing
of images and videos. Here, we describe methods which are currently state
of the art or particular suitable for use with visual media editing. We describe
work following four types of approach: single-view reconstruction, multi-view
reconstruction, interaction-based reconstruction, and the use of 3D scanners.
Examples of each approach are shown in Figure 2.6.
Note that in many cases, the reconstruction process consists of two stages: the
3D measurement of the scene, and the reconstruction of a single surface with
desired properties such as being watertight. As it is only possible to measure
discrete samples of the 3D shape of a scene, the natural representation for the
measurements is a point cloud. However, a surface-based model can be more
useful for rendering, manufacturing and other further applications. Inferring
a single surface requires a prior model to effectively fill in the gaps between
the points, and hence can also be seen as a form of 3D model completion,
albeit with usually very small holes remaining to be filled. Nevertheless, a
large number of different of different approaches exist, of which we give a few
examples here. Approaches range from those that use only smoothness priors
[Lempitsky, 2010; Kazhdan & Hoppe, 2013], through those that use planefitting for mostly piecewise-planar scenes [Chauve et al., 2010] to those that
become close to shape completion by fitting higher level structures such as
shape primitives [Schnabel et al., 2009].
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Single-view reconstruction
Single-view reconstruction methods attempt to estimate the 3D geometry of a
scene from a single image. A number of approaches to this problem have been
attempted with some remarkable success.
Perhaps the simplest approaches attempt to do this by modelling the data.
Methods for the estimation of intrinsic images, such as Barron & Malik [2013],
can estimate the depth using shape-from-shading cues. In the case of scenes
containing regular repetitions, such as building facades, the depth can be estimated by transferring ideas from multi-view reconstruction [Wu et al., 2011].
Most methods however make use of prior models. In Salzmann et al. [2008], a
Gaussian Process Latent Variable Model (GP-LVM) Lawrence [2005] is learnt
for the local deformation of a material, and this prior used to enable single
view reconstruction of a deforming surface. A GP-LVM is also used in Chen
& Cipolla [2011] to learn a shape prior to enable the reconstruction of an object

(a)

(b)

(c)

(d)

F IGURE 2.6: Illustrative examples of geometric scene understanding. Single view reconstruction methods estimate a depth map from a single image as in Saxena et al.
[2008] (a), while multi-view reconstruction can measure depths in the scene using triangulation, from which a full 3D reconstruction can be estimated as in Jancosek &
Pajdla [2011] (b). Interactive methods estimate 3D shape based on user sketches and
interactions as in Igarashi et al. [1999] (c). 3D scanners allow direct measurement of
3D points as in Weise et al. [2007] (d).
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from a silhouette, for a given viewpoint. In Guan et al. [2009], the statistical
body shape model of Anguelov et al. [2005] is used along with cues including
shape, silhouettes and internal edges to reconstruct a body shape from a single
image of a person.
Other methods learn mappings between image features and 3D geometry. The
Make3D system [Saxena et al., 2008] combines cues with a Markov Random
Field (MRF) to automatically estimate a piecewise-planar scene reconstruction.
The system can also incorporate triangulation cues when multiple views are
available. While promising, the accuracy of this system and its scalability to
cases where a large amount of data is available have not been proven. The
work of Hoiem et al. [2011] is similar, and learns a CRF model to reason about
occlusions within an image, from which heuristics can be used to estimate a
depth map. Finally, Thomas et al. [2009] proposes using an Implicit Shape
Model (ISM) [Leibe et al., 2008] to learn about the depth characteristics for
a given object class, enabling joint detection and reconstruction of an object
from a single view.

Multi-view reconstruction
Given multiple views of a scene, if corresponding points between the views
can be identified, both the cameras and the 3D locations of these points can
be recovered. Typical methods in this domain include Structure from Motion
(SfM), which jointly estimates a camera calibration and sparse reconstruction
of the scene, Multi-View Stereo (MVS), where dense stereo is computed between pairs of the images and fused to create a single dense reconstruction, and
Simultaneous Localisation and Mapping (SLAM) which can be considered an
online version of SfM.
Key works on Structure from Motion, for which software is also available, include Bundler [Snavely, 2010; Snavely et al., 2006, 2008] and VisualSFM [Wu,
2011, 2013]. Arc3D [Arc3D, 2013; Vergauwen & Van Gool, 2006], CMPMVS Jancosek & Pajdla [2012, 2011] and the work of Vu et al. [2012], used
by Acute3D [Acute3D, 2013] and Autodesk 123D Catch [Autodesk, 2012],
also provide SfM systems, integrated with MVS and surface reconstruction.
Pure MVS systems include PMVS and CMVS Furukawa & Ponce [2010b];
Furukawa [2011]; Furukawa et al. [2010]; Furukawa & Ponce [2010a]. All
of these methods have been demonstrated to be successful in reconstruction
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both small and large scale scenes. However, in our experiments we have found
currently the combination of the SfM of VisualSFM and the dense MVS of
CMPMVS to yield the most consistent and accurate reconstructions.
While these systems can require a large amount of processing, sparse reconstruction with SfM is becoming increasing accessible. Recent papers have
shown the feasibility of running SfM pipelines on mobile platforms, including Pan et al. [2011], Wendel et al. [2012] and Tanskanen et al. [2013].
In the online setting, the recent work Dense Tracking and Mapping (DTAM)
[Newcombe et al., 2011b] has demonstrated real-time dense reconstruction
from a monocular camera, taking advantage of modern GPU hardware.
Recently, work has also begun to integrate scene understanding into multiview reconstruction. Lafarge et al. [2013] detects shape primitives within the
scene to produce a hybrid 3D reconstruction consisting of shape primitives and
points to model unstructured parts which cannot be explained by the primitives.
In Semantic Structure from Motion [Bao et al., 2011; Bao & Savarese, 2011;
Bao et al., 2012], a joint problem for the estimation of 3D points, objects and
regions from multiple images is formulated and shown to improve the camera
pose estimation and object detection and localisation in 2D and 3D. However,
they fall short of incorporating shape priors for recognised parts of the scene to
improve its reconstruction.
Finally, one drawback of all the multi-view systems described here is that they
only reconstruct parts of the scene that are static. Recent work has shown
the feasibility of reconstructing dynamic objects [Park et al., 2010]; however,
this method currently relies on user interaction to provide the image feature
correspondences.

Interaction-based reconstruction
The “Teddy” project [Igarashi et al., 1999] is famous for demonstrating an appealing and intuitive interface for specifying 3D geometry interactively. More
recent works have combined these ideas with image cues to target the reconstruction of scenes shown in images. Prasad et al. [2006] present a method for
reconstructing objects given simple user annotations such as a silhouette and
curves specifying how the object should inflate. In Töppe et al. [2010], the user
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aids a segmentation of the object, from which a 3D volume is extracted by inflation. All of these systems however are best suited to reconstructing “round”
objects, not containing the straight lines and planes of many man-made objects.
For such objects, however, methods have also been proposed. Sinha et al.
[2008] present an interactive system for architectural modelling which first
uses multi-view reconstruction and vanishing point detection to calibrate the
cameras and therefore guide the user to produce a dense reconstruction. Iizuka
et al. [2012] combines interactive tools for segmenting objects and specifying
a simple polygonal 3D model of the scene for the purpose of rendering new
views. The recent work of Chen et al. [2013] presents an interactive system for
modelling shapes made up of shapes which are extrusions with rectangular or
ellipsoid cross sections. The cross section and extrusion are annotated by the
user, with the tool automatically snapping to image boundaries to minimise the
required interaction.
3D scanners
Finally, systems are available for the direct measurement of 3D geometry. Historically, systems such as LiDAR and time-of-flight cameras have been prohibitively expensive outside of an industrial setting. However, recent work
including Weise et al. [2007] and KinectFusion [Newcombe et al., 2011a] have
demonstrated the potential of much cheaper structured-light scanners. The
recent work of Whelan et al. [2013] has overcome the space limitations of
KinectFusion, enabling the reconstruction of larger scenes. Despite limitations
of these scanners to indoor environments where the projected light signal is
strong enough, it is likely that the use of such structured light systems will
grow rapidly.
2.4.2

Semantic understanding

In this section, we briefly summarise relevant work in semantic scene understanding. Illustrative figures of the problems are shown in Figure 2.7. For
further details, the reader is referred to the recent survey on object recognition
of Andreopoulos & Tsotsos [2013].
A number of key sub-problems can be identified within scene understanding.
These include object detection, in which the presence and approximate location
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(a)

(b)

(c)

F IGURE 2.7: Illustrative examples of semantic scene understanding. Object detection
in images locates a tight bounding box containing the object [Felzenszwalb et al., 2010]
(a), semantic scene segmentation assigns labels to every pixel in the image and, in recent
work, every point in a 3D reconstruction [Häne et al., 2013] (b), and object detection in
3D models labels points belonging to the object [Knopp et al., 2011] (c).

of an object in a scene is detected; pose estimation, in which further the pose of
the object is estimated; and semantic segmentation, in which semantic labels
describing the scene are assigned densely. Each of these have clear applications
in enabling visual media editing: object detection aids the segmentation of
objects; pose estimation aids the fitting of deformable models to objects and
semantic segmentation aids the propagation of edits across repeating elements
in the scene.
One particular method of interest is the popular Deformable Part Model (DPM)
object detector of Felzenszwalb et al. [2010] which performs well over a range
of classes, with the result that it has been used as a component in many other
systems including Bao et al. [2012], Bao et al. [2013], Dame et al. [2013] and
our own.
Other methods in scene understanding focus less on the identification of specific objects and labels, and more on relationships within the image. In Gupta
et al. [2010], a block representation of the scene and relationships between
them inferred. From a single image, Hedau et al. [2012] estimates free space
within the scene and Guo & Hoiem [2013] support structures using similar
models.
Recent work has incorporated real 3D reasoning. Ladický et al. [2012] and
Häne et al. [2013] propose methods for semantic segmentation, which jointly
estimate the scene reconstruction. The DPM is extended in Pepik et al. [2012]
to include 3D reasoning afforded by a 3D CAD model. Su et al. [2009] learn
a model for object detection which explicitly takes into account 3D viewpoint,
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though rather than using a 3D model representation, they instead represent the
object by its appearance across the space of viewpoints.
Scene understanding may also be carried out from 3D models directly. Object
detection and segmentation in 3D is tackled in Knopp et al. [2011], and real
time human pose estimation in Shotton et al. [2011].

2.5

Summary

In summary, this literature survey has shown the wide variety of work in developing automated visual media editing tools, with many forms of user interaction proposed to guide the editing. Many open problems remain, motivating a
high volume of research. A number of trends could be determined from across
all this work, which we now summarise.
Firstly, visual media editing tools increasingly incorporate high-level scene understanding. This is as a result of important developments in scene understanding as well as maturity being reached in visual media editing methods that use
only low-level cues. Nevertheless, most methods consider only a few isolated
cues, and do not yet benefit from the full advantage of combining many levels
of understanding. In particular, our survey of work in geometric scene understanding demonstrates the large and varied toolbox of methods now available
for accurate or approximate 3D reconstruction, which presents a large opportunity for future work in visual media editing.
Secondly, objective evaluation of visual media editing tools remains challenging, and widely used benchmark datasets and evaluation metrics lacking. While
the subjective nature of what makes a good result limits what objective measures can achieve, there may still be benefits in attempting: stimulating further
work, making it easier to compare proposed methods, allowing progress on the
problem to be tracked, and allowing the encouraging the community to work
together to converge on solutions. Recent work such as Rubinstein et al. [2010]
show possible future directions for objective evaluation with user studies.
Finally, it has been shown repeatedly that approaches can be designed which
provide a unified solution for multiple visual media editing problems and across
different forms of visual media. This is particularly the case for synthesis-type
methods, which formulate editing as the synthesis of new visual media given
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some examples and constraints. The power of these approaches and their ability to provide a unified user interface strongly motivates further work in this
direction.
A number of trends have also been identified for methods which tackle specific
problems. Completion tools are increasingly practical thanks to increases in
efficiency, but still in many cases require a scale to be specified on which to
operate. In the case of 3D model completion, expensive source datasets of
clean 3D models are required by some methods, although cheap to acquire
noisy, incomplete and cluttered models can also provide useful information.
Retargeting work has focused mainly on image and video retargeting, but is
equally well motivated for visual media such as stereo image pairs and light
fields, on which work has only just begun.
In the following chapters, we describe our work in retargeting and completion,
which makes steps in these suggested directions.

3
Scene-consistent image retargeting
In this chapter, we present an approach for image retargeting. Image retargeting algorithms often create visually disturbing distortion. We introduce the
property of scene-consistency, which is held by images which contain no object distortion and have the correct object depth ordering. In order to achieve
scene-consistent retargeting, we assume that a relative depth map is provided
by the user, representing segmentations of the objects and their depth ordering.
This relative depth map can be created easily using a simple GrabCut-style
interface.
We present two new image retargeting algorithms that preserve scene-consistency,
given this input. We decompose the image retargeting procedure into (a) removing image content with minimal distortion and (b) re-arrangement of known
objects within the scene to maximise their visibility. Our algorithms optimise
objectives (a) and (b) jointly with an adapted version of seam carving. We
present examples which illustrate the rationale of preserving scene-consistency
in retargeting.
This work was first presented in Mansfield et al. [2010a]. Since its publication,
a number of methods have built on our approach, as described in Section 2.3,
and which we describe here in brief. Wong & Low [2012] also allow objects
to move more freely against the background by allowing tears in the optimised
warping. Lee [2012] propose a method for retargeting stereoscopic image pairs
which also first extracts a relative depth map, and performs warping-based retargeting in each layer together. Finally, Dahan et al. [2012] automate extraction of the relative depth map using a depth camera, and similarly perform
retargeting by moving the layers to maximise object visibility, but crop the
background instead of using seam carving.
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3. S CENE - CONSISTENT IMAGE RETARGETING

Introduction

The increasing diversity of modern displays calls for methods able to transform
images so as to best exploit the display form factor. Such visual media retargeting has received much attention lately (see Section 2.3). Recent success can be
attributed to two developments: firstly, the use of “content-aware” algorithms
with more accurate image models; secondly, the formulation of the problem as
graph labelling, for which efficient solvers exist [Boykov et al., 2001; Szeliski
et al., 2008].
Most existing approaches are fully automatic, using low-level visual saliency
to determine image region importance. These suffer problems with structured
objects, which low-level saliency is not able to capture. In this work, we assume that a relative depth map is available. By a relative depth map, we refer
to object segmentations with a depth order label, as illustrated in Figure 3.1b.

(a)

(b)

(c)

(d)

F IGURE 3.1: For image (a) with relative depth map (b), illustrated in 3D in (c), we
produce the scene-consistent retargeted image (d) by the new scene carving algorithm.
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While performing the scene understanding required to produce this relative
depth map automatically is challenging, we assume that this is provided by a
user, and show that it can be created with little user effort.
Given this depth map, our novel retargeting algorithms are capable of retargeting images such that objects are protected (i.e. not distorted) and maintain their
correct depth ordering. We term this condition scene-consistency. We extend
the well-known seam carving algorithm of Avidan & Shamir [2007] to achieve
this. To the best of our knowledge, these are the first retargeting algorithms
that are able to re-arrange objects such that object occlusions are created, as
illustrated in Figure 3.1.
We acknowledge that assuming the availability of the relative depth map is a
strong assumption, but the improvement in the output can make its acquisition
worthwhile. Furthermore, recent developments allow the input to be acquired
relatively easily.
Firstly, efficient interactive user interfaces are now available for such annotation. In our work we make use of an interface employing the GrabCut algorithm [Rother et al., 2004], with which all our depth maps were created within
a few minutes.
Secondly, recent work [Hoiem et al., 2007; Saxena et al., 2008] has begun
to succeed in detecting occlusion boundaries and acquiring 3D models from
single images. These techniques could be used in automating, at least partially,
the annotation process.
Thirdly, cheap commercial stereo and depth-sensing cameras are hitting the
market. With state-of-the-art stereo depth estimation techniques [Scharstein &
Szeliski, 2002], this technology may allow complete automation of this process.
In the next section we discuss related work on image retargeting. In Section 3.3
we discuss the properties of scene-consistent retargeted images. Sections 3.4
and 3.5 contain the proposed algorithms. Real world examples are shown in
Section 3.6 and we conclude with a discussion on future work in Section 3.7.
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Related work

There exists a large body of literature on visual media retargeting. In this
section we discuss work which is most relevant to our proposed approach.

On retargeting
Two main strategies exist for image retargeting: minimising created distortion
or maximising similarity between the input and output images.
Arguably the simplest retargeting methods are cropping and scaling. These
methods usually are not content aware and tend to give inferior results to algorithms that are. Some work exists on content-aware scaling and cropping
[Rubinstein et al., 2009; Simakov et al., 2008; Suh et al., 2003] but these methods alone have limited ability to retarget without loss of information: scaling
may cause distortions, and cropping may remove interesting parts of the image.
Seam carving [Avidan & Shamir, 2007; Rubinstein et al., 2008] has received
a lot of attention due to its elegance. It iteratively removes connected paths of
pixels so as to minimise the resulting distortion. Together with our algorithms
and other extensions [Grundmann et al., 2010; Han et al., 2009; Rubinstein
et al., 2009], it therefore falls under the first strategy. We build on it for reasons
of speed and because of the ability to explicitly control the modifications of
pixels. We discuss this in greater detail in Section 3.4.1. Note however that the
overall algorithm is somewhat unusual in that it is not only greedy, but can also
be thought of as forgetting the input image, as it only penalises new distortion
created in each iteration, and forgets about any distortion previously created or
properties of the input image.
The second strategy requires a notion of distance between the input and output
image. Many have been proposed and used in retargeting, including patch
colour similarity [Barnes et al., 2009; Rubinstein et al., 2009; Simakov et al.,
2008] with dominant colours [Dong et al., 2009], saliency with image gradients
[Wang et al., 2008b], face attention [Setlur et al., 2005] and colour and gradient
difference [Pritch et al., 2009].
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On protecting objects
Object protection (i.e. non-distortion) is important for the realism of synthesised images. In dynamic video synopsis [Rav-Acha et al., 2006], objects are
detected using background subtraction, and protected in the synopsis. In the
work of Gal et al. [2006], the user is requested to mark parts of the image where
shape should be preserved. In Avidan & Shamir [2007], users can specify regions to be protected or removed during retargeting.
The method proposed by Setlur et al. [2005] is closest to our approach with
regard to object protection. Importance maps are created automatically, from
which important regions are detected. The retargeted output is constructed
by removing the important regions, inpainting the resulting holes in the background, rescaling the background, and finally re-inserting and re-arranging the
removed regions to create the output. The important regions thus avoid the
rescaling. The authors show results which are visually pleasing, but the method
relies on the strength of the inpainting algorithm. Also, unlike our methods, it
is not able to create consistent object occlusions.

3.3

Scene-consistency

We now introduce the key concept of scene-consistency. We model image formation as projection of flat fronto-parallel objects at different depths onto a
background plane. An image can be decomposed into such a model as illustrated in Figure 3.1c. A retarget of the image is scene-consistent if objects (1)
are not distorted but kept as in the original image and (2) are placed in their
correct depth ordering. If only property (1) is held, we refer to the retarget as
object-consistent.
This concept provides a formalisation of scene realism, which we want to maintain during retargeting. To do so requires the relevant scene understanding of
the original image, which for a single image can be described simply in terms
of a relative depth map, giving object segmentations each with a depth ordering label as illustrated in Figure 3.1b. Object segmentations alone allow sceneconsistent retargeting, by enforcing no distortion for the objects, but with the
depth information, scene-consistent occlusions may also be generated.
The benefits of scene-consistent retargeting are illustrated for a toy image in
Figure 3.2. Note that we distinguish between occlusions that require reap-
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

F IGURE 3.2: Toy image (a) with depth layers (b) is retargeted by seam carving [Avidan
& Shamir, 2007] (c), seam carving with object protection (Section 3.4.1, [Avidan &
Shamir, 2007]) (d) and (e), seam carving with occlusions (Section 3.4.2) (f) and scene
carving (Section 3.5) (g). Our two new algorithms (f, g) may form occlusions: in seam
carving with occlusions (f), occlusions that do not require reappearance may be formed
(see Section 3.4.3); in scene carving (g), all scene-consistent occlusions may be formed.

pearance and those that do not, a distinction we find arises in practice. By
“reappearance” we refer to pixels previously occluded becoming visible again
while iteratively retargeting.
Occlusion in the original image means that some parts of the model decomposition are unknown. We refer to these as holes. Holes constrain scene-consistent
retargeting: all holes must be kept occluded, otherwise an image completion
method would be needed to complete the holes first.
We use the following notation throughout. The image intensity is Ir,c for pixels
(r, c) in the image domain P. An object map is defined over the same domain
as O(r, c) = o at pixels belonging to object o > 0; otherwise, O(r, c) = 0.

3.4

Towards scene-consistent seam carving

In this section, we recap seam carving (S.C.) (Section 3.4.1), which we extend to be able to create scene-consistent object occlusions (Section 3.4.2) by
enabling seams to pass through occlusion boundaries. This extension we call
seam carving with object occlusions (S.C.+Obj. Occ.). We discuss a limitation
of this algorithm, namely that it does not easily allow for object reappearance,
in Section 3.4.3.
3.4.1

Seam carving

Our algorithms build on seam carving with forward energy (S.C.) [Rubinstein
et al., 2008]. Seam carving greedily removes seams of pixels from an image.
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F IGURE 3.3: Graphs for dynamic programming (a) and graph cut (b) optimisation of
forward energy seam carving. Only terms related to pixel (r, c) are shown. The red arc
in (a) corresponds to the red cut in (b), removing pixels (r − 1, c − 1) and (r, c).

A seam is an 8-connected path through the image, containing a single pixel on
each row (assuming vertical seams are removed, as we do throughout without
loss of generality). Removing pixel (r, c) causes the following distortions: it
brings into horizontal contact its Left (r, c − 1) and Right neighbours (r, c + 1)
in row r. Depending on where the seam passed in row r − 1, it may additionally bring into vertical contact its Upper and Left or its Upper and Right
neighbours. The energy of these distortions is captured in the following terms,
used as illustrated in Figure 3.3a:
LR
Er,c
LU
Er,c
UR
Er,c

= |Ir,c−1 − Ir,c+1 |

= |Ir,c−1 − Ir−1,c |

= |Ir−1,c − Ir,c+1 | .

(3.1)

The seam that corresponds to minimal energy can be efficiently found using
dynamic programming (D.P.), or using a graph cut (G.C.) [Rubinstein et al.,
2008]. In the latter, the problem is cast as a binary graph labelling problem.
The corresponding graph is shown in Figure 3.3b. After the graph is cut, the
pixel on each row directly left of the cut is the seam pixel, as exemplified by
the red arc and cut in Figure 3.3.
Our aim is to maintain scene-consistency in retargeting. A simple method for
preventing object distortion is given in Avidan & Shamir [2007], which we
refer to as seam carving with object protection (S.C.+Obj. Prot.). The energies
of all arcs pointing to pixels that belong to an object are set to infinity:
LR
LU
UR
Er,c
= Er,c
= Er,c
= ∞ ∀(r, c) ∈ {(r, c) : Or,c > 0} .

(3.2)
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This ensures that all seams which contain an object pixel have an infinite cost
and hence at first are never chosen by the minimisation. However, as seams
are progressively removed, objects are moved together until they abut. Continuing to remove seams would lead to distortion of the objects (see Figure 3.2d).
For object-consistency we can enforce that seams may then pass only through
edges of the image, resulting instead in a cropping (see Figure 3.2e).
Neither of these methods allows seams to cut through the occlusion boundaries, moving objects behind one another. This would allow more flexibility
for seams to be removed. In the next section we present an algorithm to do
this.

3.4.2

Seam carving with object occlusions

We now describe seam carving with object occlusions (S.C.+Obj. Occ.). This
algorithm behaves like seam carving in background regions, but protects objects and allows seams to pass through occlusion boundaries between objects,
as illustrated in Figure 3.4. Two modifications are made compared to S.C.+Obj.
Prot., to the energies at occlusion boundaries and to the graph structure, with
the use of “supernodes”.

Occlusion boundaries
For background pixels that border the edge of the image or an object, the standard forward energy should not apply. Removing these pixels can be viewed
as creating an occlusion, with no visual distortion created. This set of pixels is
denoted B and is given by
B = {(r, c) : Or,c = 0 ∧ ((r, c − 1) ∈
/ P ∨ (r, c + 1) ∈
/ P)}
∪{(r, c) : Or,c = 0 ∧ (Or,c−1 > 0 ∨ Or,c+1 > 0)} .

(3.3)

LR
We replace the energies for these pixels with a small value us = 10. For Er,c
,
LR
Er,c
= us ∀(r, c) ∈ B

(3.4)

LU
gives the formal condition for use of this term, with similar definitions for Er,c
UR
and Er,c
.
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(b)
(a)
F IGURE 3.4: The blue “C” shaped object is occluded (indicated by transparency) and
thus split into two separate parts. Hence the red seam (b) does not preserve objectconsistency, while seam (a) does.

Introducing supernodes

We now consider how to ensure that objects are not distorted in this setting
as occlusions are created. With occlusions possible, object protection cannot
be ensured by infinite energy terms as in Equation 3.2. Consider the object in
Figure 3.4 that is occluded and separated into two parts. Consistency requires
that seams pass all visible parts of an object on the same side, so seam (b)
in the figure is invalid. As can be seen, consistency does not exhibit optimal
substructure and cannot be optimised with dynamic programming.
We resolve this problem by considering the graph cut formulation and modifying the graph structure to protect objects. We introduce supernodes, nodes
that subsume a group of pixel nodes. A supernode takes only a single label, so
pixels subsumed by the supernode are assigned the same label.
Supernodes are constructed as follows, as illustrated in Figure 3.5. Recall that
in the graph cut formulation, the seam pixels are those directly left of the cut
(c.f. Figure 3.3b). We take the object closest to the camera and create a supernode from all object pixels and all neighbouring pixels to the right of the
object pixels. This procedure is now iterated from the closest to the furthest
object. At each step all object pixels and their right neighbours are included in
the supernode, if they are not already in an existing supernode (e.g. the node
in the second row, fourth column in 3.5).
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us us us
us
uo
uo u

us

s

us us us
F IGURE 3.5: Two objects, their corresponding supernodes and changed energy terms.
The object with black pixels is closest and creates the supernode containing nodes in the
dark grey area. The supernode of the blue object is the light shaded region. Also shown
are those energy terms that changed compared to seam carving. The red line indicates
a possible cut along the objects.

Energy terms for supernodes
The energy of object-background occlusion was defined in Equation 3.4. We
now define the energy of object-object occlusion. We set the energy terms of
pixels in the occlusion boundary to a term uo where
uo =

uobj
|{(r, c) : Or,c = o}|

(3.5)

for a fixed constant uobj . Setting this constant high increases the energy of
occlusion of an object pixel, and even more so for smaller objects. We use
uobj = 107 . Note that the borders of the image are also treated as occluding
objects, to also penalise objects being moved out of the frame. Note also that if
the occlusion is not valid, because it would lead to reappearance of part of an
object behind another or because the objects next to each other are at the same
depth, we can simply merge the supernodes for the two objects to prevent any
further occlusion occurring.
Occlusion boundaries cannot be carved with the algorithm so far described if
it is not possible for an 8-connected seam to pass through them. We therefore relax the connectivity constraint around objects, allowing seams to jump
through horizontal occlusion boundaries. We do this by not attaching to supernodes the infinite cost arcs that enforce this constraint (e.g. the arc from
(r − 1, c + 1) → (r, c) in Figure 3.3b). An example of a seam this allows is
the red cut in Figure 3.5.
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Limitation to non-reappearance

The described S.C.+Obj. Occ. algorithm can only remove pixels, hence the
need to prevent occlusions that would cause parts of an object to reappear. We
would like to relax this constraint and include an energy term for this reappearance, as in many images this is necessary to create useful occlusions as in
Figure 3.2g. However, doing so can be seen to lead to an energy with higher
order potentials, which are in general non-submodular and cannot be optimised
efficiently. We describe why this is so before introducing, in Section 3.5, an
algorithm which does not suffer this limitation.
By definition, reappearance is caused by a change in the relative positioning of
objects in the image. Which parts of an object reappear depends on the relative
locations of all its occluding objects. However, in the general case, there is no
limit to the number of occlusion relationships between different objects in the
scene, all of which may move independently. Hence, an energy term modelling
any cost of reappearance must be a function of the locations of all of the objects
and hence a high order term in the graph.

3.5

Scene carving

In this section, we describe an algorithm which is able to go further than seam
carving with object occlusions to allow free movement of the objects within
their depth layer, including reappearance. We achieve this by decoupling the
objects from the seam by using an explicit layered decomposition and adding
the possibility of removing background holes. This yields the scene carving
(Sc. Carve) algorithm.
3.5.1

Layered decomposition

The main idea of scene carving is the use of a layered image decomposition
as illustrated in Figure 3.1c. Each object is stored in a separate layer. The last
layer is referred to as the background image. This contains the background,
with holes where the background image is unknown due to its being occluded
by objects in the input image. From this layered decomposition, the represented image can be recovered by “flattening” the layers onto the background
image. Scene-consistency is easily preserved by only allowing object layers
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to translate in the plane, with seams removed only in the background image,
taking care that all holes in the background remain occluded by objects.
This decomposition allows us to store an over-complete representation of the
image. Pixels that are occluded in the flattened image are still stored in their
respective layer and thus may reappear at a later iteration, as in Figure 3.2g.

3.5.2

Algorithm

The algorithm proceeds as shown in Figure 3.6. At each iteration, we propose
object positionings, and for each find the optimal seam in the background image. With the objects removed to different layers, the energy function required
to penalise distortions introduced by seams is simpler than S.C.+Obj. Occ.,
and can be efficient optimised using dynamic programming as in S.C.. The
total energy is given by the sum of two terms: an object positioning energy
and the seam energy. We find the object positioning and seam which jointly
minimise this energy.

Object positioning proposals
If there are V possible object movements and N objects, there are V N object
positionings to test at each iteration. We use the V = 2 movements of S.C.: the
object stays in the same position or moves one pixel to the left, relative to the
left side of the image. This can still lead to a significant computational expense
if the number of objects is large, therefore in Section 3.5.5, we also describe a
speed up to help overcome this combinatorial problem.

For all
object
positionings

Find
optimal
seam in
background

Take joint
lowest energy
object
Total Energy =
Scene carved
positioning
Seam Energy
result
and
seam
+ Object Positioning Energy

F IGURE 3.6: Scene carving jointly optimises for a new object positioning and a seam
to be removed from the background image.
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Object positioning energy
We define the object positioning energy to favour keeping objects visible rather
than occluding them. We use the negative of the unary used in S.C.+Obj.
Occ. (Equation 3.5), summed over all visible object pixels, which rewards
keeping a large fraction of each object visible.

Seam energy
Since the seam does not carry the burden of determining object movement, it
may pass anywhere in the background image, including through holes. The
only restriction is to ensure that all holes are occluded in the resulting image.
However, there remain two choices for how to compute the seam energy: calculating the distortion created in (1) the whole background image or (2) only
the currently visible parts of the background image.
The short-termism of strategy (2) allows high distortion to be created in regions of the background image currently occluded by objects. This sacrifices
the flexibility of the algorithm in future iterations, as if these regions of the
background image later become visible, a penalty for this distortion must then
be paid. Our empirical results show this occurs in practice and leads to high
distortion in the background.
We therefore advocate strategy (1), which penalises creating distortion not currently visible, therefore sacrificing some potential improvement in the image
as one seam is removed for a better result image when all seams are removed.
However, for completeness, we describe the appropriate seam energy for both
of these approaches. Strategy (1) is the approach taken in scene carving, and we
describe its seam energy terms in Section 3.5.3. We term strategy (2) “Scene
carving to minimise visible distortion” (Sc. Carve-D.) and describe its more
complex seam energy terms in Section 3.5.4.

3.5.3

Minimising all background distortion

We construct the seam energy for scene carving (Sc. Carve) so as to minimise
all distortion created in the background image as follows. We reuse the graph
of S.C. with the energies of Equation 3.1. Energy terms for pixels next to the
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image boundary or holes are set as in Equation 3.4 to a small constant, here
us = 6. Energy terms for hole pixels are also set to a small constant uh as
follows. Given a binary hole mask H taking value 0 where the background is
known and 1 otherwise:
LR
LU
UR
Er,c
= Er,c
= Er,c
= uh ∀(r, c) ∈ {(r, c) : Hr,c = 1} ,

(3.6)

where we set uh = 0 to encourage removal of hole pixels.
Remaining hole pixels constrain object movement, as all must be kept occluded. This constraint is ensured by setting the following energy:
LR
LU
UR
Er,c
= Er,c
= Er,c

=

cmin
r

=

cmax
r

=

where:

∞ ∀r, c ∈ {c : c > cmax
∨ c < cmin
r
r }

(3.7)

max{c : Hr,c = 1 ∧ Or,c > 0 ∧ Or,c−1 = 0}
min{c : Hr,c = 1 ∧ Or,c = 0} .

.1
and cmax
This constrains the seam at a row r to pass between columns cmin
r
r
3.5.4

Minimising visible background distortion

We construct the seam energy for Sc. Carve-D. which minimises only distortion created in the visible regions of the background image. In this case, the
required seam energy is more complicated and we distinguish two different
types of terms: local terms which occur directly at the seam and remote terms
which occur across the image due to the background moving relative to the
object positionings when the seam is removed.
Local energy terms
We start with the energy as in Equation 3.1. This is the energy of distortion
created in the background by the seam. Terms in certain locations are then
changed from this when the distortion this energy encodes for is not visible. For
example, no visible distortion can be caused directly by pixels being removed
at the edges of the image, as the pixels can consistently be considered to have

1 Small scale non-convexities in object segmentations can limit seams through this constraint,
so we remove these by simple dilation and erosion processes.
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become occluded. We therefore set energy term arcs pointing to the edges of
the image to a small constant us = 6,
LR
LU
UR
Er,c
= Er,c
= Er,c
= us

∀(r, c) ∈ {(r, c) : (r, c − 1) ∈
/ P ∨ (r, c + 1) ∈
/ P} .

(3.8)

A similar term applies to background pixels around the edges of objects. The
original energy is paid only if both pixels involved are visible. Otherwise we
again pay the small constant us . The exact condition for paying us is:
LR
Er,c

=

LU
Er,c
UR
Er,c

=
=

us ∀(r, c) ∈ {(r, c) : Or,c−1 > 0 ∧ Or,c > 0}

(3.9)

us ∀(r, c) ∈ {(r, c) : Or,c−1 > 0 ∧ Or−1,c−1 > 0} (3.10)
us ∀(r, c) ∈ {(r, c) : Or,c > 0 ∧ Or−1,c > 0} .

(3.11)

Finally, we add an additional term to encourage hole pixel removal. We add a
negative constant uh = −6 to all energy terms for hole pixels to achieve this.
Remote energy terms
Cost of reappearance. Terms are now added to account for reappearance of
background. Note that occlusion of background creates no distortion and so
has no associated cost. However, whenever a seam passes through the background, distortion is created even if it is not visible. When this background
re-appears, this cost must be paid. Therefore, we calculate energy of background distortion as each seam is removed and store it. This energy has two
components, horizontal and vertical, and is given by
lh
Er,c−1
lv
Er+1,c

= |Ir,c−1 − Ir,c+1 | ∀(r, c) ∈ S

= |Ir+1,c − Ir,c+1 | ∀(r, c) ∈ S ,

(3.12)
(3.13)

where S is the set of all pixels in the seam.
We now introduce the cases where this cost must be paid.

Objects that moved. First we consider objects that moved one pixel left from
their position in the previous image. If the seam passes to the right of these
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objects, these moved objects thus in general occlude background pixels on the
left side and reveal background pixels on the right side. If the seam passes to
the right of the revealed background pixels, they will remain revealed, and any
costs of reappearance must be paid. Given the object positionings from the
old
, we have for each row r
previous iteration in Or,c
Crm

old
> 0} .
= {c : Or,c = 0 ∧ Or,c

(3.14)

For each crev ∈ Crm , we must pay the cost for reappearance. If the pixel to the
lh
right is a background pixel i.e. Or,crev +1 = 0, then the cost Er,c
is added to
rev
all energies of all pixels on row r with c > crev + 1. If the pixel above is a
lv
LR
background pixel i.e. Or−1,crev = 0, then the cost Er,c
is added to Er,c
rev
rev +1
LU
and taken away from Er,crev +1 so that the cost is only paid if the background
pixel above is not removed by the seam, and also added to all energies of all
pixels on row r with c > crev + 1.

Objects that did not move. A similar operation is carried out for objects
that did not move from their position in the previous image. If the seam passes
to the left of these objects, these non-moved objects thus in general occlude
background pixels on the right side and reveal background pixels on the left
side. In the case of reappearance we must again pay a cost. For each row r
Crnm

= {c : Or,c > 0 ∧ Or,c−1 = 0} .

(3.15)

lh
For each crev ∈ Crnm , we must pay the cost for reappearance. The cost Er,c
rev −1
is added to all energies of all pixels on row r such that c < crev − 1. If the
lv
pixel above is a background pixel i.e. Or−1,crev −1 = 0, then the cost Er,c
is
rev
UR
LR
added to Er,crev −1 and taken away from Er,crev −1 so that the cost is only paid
if the background pixel above is not removed by the seam, and also added to
all energies of all pixels on row r such that c < crev − 1.

Holes. We enforce that no holes in the background can be revealed in the
same way as in scene carving, by adding the energy terms detailed in Equation 3.7.
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3.5.5

Speeding up

Scene carving has computational complexity D.P.×2N at each iteration. While
dynamic programming is very efficient, this algorithm is still infeasible for
large numbers of objects. We use two approaches to give a speed up.
Firstly, for a constant factor speed up, we note that objects only affect the
energy on the rows they span, c.f. Equation 3.7. We iterate through object
positionings in a unit distance code, reusing the graph above and below the
object moved.
Secondly, we use a hierarchical speedup, as described in Figure 3.7. We set
M = 5 and d = 6 based on the following analysis. On 11 images containing
2-8 objects we removed 300 seams using scene carving at the full resolution
and at lower resolutions. Our results are shown in Figure 3.8a and Figure 3.8b.
Choosing d = 6 (red curve) and M = 5 places us at the “knee” of the tradeoff curves of Figure 3.8a. Here, the optimal object positioning is obtained
approximately 97% of the time. Figure 3.8b then shows that if we want to find
the optimum approximately 97% of the time, greater down-sampling would
not increase the speed.
This method is still combinatorial in the number of objects, but with a lower
multiplying factor. In most cases we expect a low number of objects to be
labelled (up to 10), such that optimising over all combinations of positionings
is feasible.

3 Scene carve for M
positionings with
lowest total energy
at low resolution
1

Downsample at rate d
2 Scene carve for all
object positionings
and calculate energy

F IGURE 3.7: The three-step hierarchical approximation to speed up scene carving.
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F IGURE 3.8: (a) shows the relative frequency that the M lowest energy object positionings at the low resolution includes the optimal full resolution positioning, (b) the
relative frequency against optimisation time per pixel, assuming N = 5 objects.

3.6

Results

We now present results of our algorithms, and compare these results to those
gained from our implementation of seam carving. For convenience the key
properties of these algorithms are summarised in Table 3.1.
The power of our algorithms can be demonstrated with the example of the People image (from [Pritch et al., 2009]) in Figure 3.9. Seam carving (Figure 3.9c)
can be seen to create visually disturbing distortion of the people. Ensuring
object-consistency prevents this, but because there is no occlusion handling,
results in a cropped image with the two left-most people removed completely.
(Figure 3.9d).
Our algorithms guarantee scene-consistency. S.C.+Obj. Occ. (Figure 3.9e)
moves the people together until reappearance would occur. Further seams are
TABLE 3.1: Properties of the algorithms tested.

S.C.
S.C.+Obj. Prot.
S.C.+Obj. Occ.
Sc. Carve

Scene
consistent
×
X
X
X

Creates
occlusions
×
×
X
X

With reappearance
×
×
×
X

Optimisation
DP or GC
DP or GC
GC

DP 5 + 2N /62
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(b)
(a)

(e)

(c)

(f)

(g)

(h)

(d)

(i)

F IGURE 3.9: People image (a) with depth map (b) retargeted by S.C. (c), S.C.+Obj.
Prot. (d), S.C.+Obj. Occ. (e), Sc. Carve-D. (f) with background image (g), Sc. Carve (h)
with background image (i) (300 seams removed). Note the distortion introduced by
S.C., cropping by S.C.+Obj. Prot. and that S.C.+Obj. Occ. and Sc. Carve keep all objects, with the red boxes highlighting increased background distortion in Sc. CarveD. compared to Sc. Carve.

removed at the edges of the image, again cropping one person out. With Sc.
Carve-D., reappearance is possible, but the ability to hide high gradients behind
parts of objects allows distortion to be created in the background image, which
are visible in the resulting image. These distortions are shown in Figure 3.9g,
highlighted in the red box. Scene carving (Figure 3.9h) is able to keep all
people in the image, scene-consistently, combined with a pleasing background
(Figure 3.9i).
Further results, demonstrating the same effects, are shown in Figure 3.10.
Limitations of our methods can also be seen in these images. For example, in
the Boat image, it can be seen that our freedom to edit the background image
has shrunk the boat reflection so it no longer spans the whole boat. Another
effect, caused by inaccurate segmentations, is shown in the London eye image,
where sky can be seen through the wheel, where the building should be visible.
Table 3.2 shows the time taken to produce our results. In all cases, Sc. Carve is
the fastest algorithm that allows for object occlusions. S.C.+Obj. Occ., while
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TABLE 3.2: Time taken to produce results with our Matlab/Mex implementation.

No. objects
Size
No. seams removed
S.C.
S.C.+Obj. Prot.
S.C.+Obj. Occ.
Sc. Carve

People
8
640 × 427
300
22s
28s
4515s
352s

Sledge
5
1024 × 759
500
62s
69s
46152s
596s

Dancers
4
500 × 333
200
14s
9s
328s
73s

London eye
3
1024 × 683
500
49s
60s
2079s
711s

Boat
2
1016 × 677
500
64s
54s
19941s
619s

a non-combinatorial optimisation problem, in practice produces a graph that is
slow to optimise. S.C. and S.C.+Obj. Prot. are much faster, but may respectively lead to object distortion, cropping and bad background distortion.

3.7

Conclusions

In this work we considered the problem of scene-consistent image retargeting. We developed two algorithms to perform such image retargeting, given a
relative depth map: seam carving with object occlusions and scene carving.
The former was derived by making use of supernodes, enabling correct occlusion handling for the first time. This algorithm has the appealing property of
requiring a single optimisation in each step. However, accounting for reappearing material leads to graphs which cannot be optimised efficiently. Even
without reappearance, the graph can be slow to optimise in practice.
Scene carving utilises a layered decomposition of the image to allow flexible object re-arrangement. We find the joint global optimum seam and rearrangement at each iteration with dynamic programming, at the expense of
an overall combinatorial problem. We presented a more efficient hierarchical
approximation, which still finds the global optimal in almost all iterations.
In summary, we recommend scene carving as the better algorithm, given that
it is usually faster and produces visually superior results. Seam carving with
occlusions may be competitive only when very many objects are present.
There are a number of interesting directions for future work following on from
scene carving. In order to fully automate the system, it would be interesting
to investigate methods for automatically segmenting the objects of interest and
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estimating their relative depth using single-view reconstruction techniques. In
order to prevent introducing too much distortion due to seam carving, it would
be interesting to combine the approach with other methods of retargeting such
as cropping and scaling, and performing a more detailed evaluation with a
user study. Finally, it would be interesting to explore more principled ways of
optimising for the object placement.
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Sledge
(500)

Dancers
(200)

Boat
(500)

London
eye
(500)

Image

Depth layers

S.C.

S.C.+Obj. Prot.

S.C.+Obj. Occ.

Sc. Carve

Sc. Carve Bkg.

F IGURE 3.10: Further results. The number in parentheses indicates the number of seams removed. The final column of images shows
the background image at the end of Sc. Carve. In the background image, holes are shown in black, except for Dancers where they are
shown in white.

4
Image completion with
transformations

In this chapter, we present an approach to image completion. Image completion
is an important photo editing task which involves synthetically filling a hole
in the image such that the image still appears natural. State-of-the-art image
completion methods work by searching for patches in the image that fit well in
the hole region.
Our key insight is that image patches remain natural under a variety of transformations (such as scale, rotation and brightness change), and it is important
to exploit this. We propose and investigate the use of different optimisation
methods to search for the best patches and their respective transformations
for producing consistent, improved completions. Experiments on a number
of challenging problem instances demonstrate that our methods outperform
state-of-the-art techniques.
This work was first presented in Mansfield et al. [2011]. Our approach has
been built on in a number of later publications, as described in Section 2.2. In
summary, in Kawai & Yokoya [2012], a similar approach is presented, which
exploits reflective symmetry in images to expand the search space, which we
did not include but could enhance our search space still further. Darabi et al.
[2012] also exploit photometric and geometric transformations but perform an
explicit blending of the completion into the image to achieve seamless results.
They also present many other applications enabled by this system, including
object cloning and texture interpolation.
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4.1

Introduction

Image completion is an important photo editing task which involves synthetically filling a user-marked region (also called a hole) in an image, such that the
image still appears natural to the user. The definition of the problem hints at its
difficulty: successful completion involves reasoning about which textures and
appearance look more natural and how a user defines a plausible completion.
State-of-the-art image completion methods search for patches in the image that
overlap consistently with existing nearby regions, locally match other image
patches and produce an overall appearance that does not deviate much from
regions elsewhere in the same image [Efros & Leung, 1999; Efros & Freeman,
2001; Kwatra et al., 2003; Wexler et al., 2007] or different images [Hays &
Efros, 2007].
However, in many cases, the unknown region may never have been observed.
For example, the part of the clock in the hole of Figure 4.1 is not repeated in
the image. However, it can be filled by rotating other parts of the clock. Similarly, noise, shading, perspective distortion and texture irregularities may force
us to expand our source set by considering source patches in the larger space of
natural transformations (scale, rotation, brightness change etc.) of the source
set. Our contribution is to extend image completion using the state-of-the-art
method of Wexler et al. [2007] to include transformations, and to investigate
the best way to search for the best image patches and the optimal transformations to produce natural completions. We evaluate our work quantitatively as
well as qualitatively in terms of the quality of results obtained.

Image with hole

Wexler et al. [2007]

Our result

F IGURE 4.1: Image completion with transformations can lead to much improved results
over previous state of the art. As with all results we show, the red area shows the hole.

4.2. R ELATED WORK

4.2

83

Related work

In Efros & Leung [1999], texture synthesis (a special case of image completion) is addressed using a simple greedy algorithm. Hole pixels are iteratively
filled by patches most similar to their support region. Though greedy, this algorithm produces good results with few parameters. Subsequent methods such
as Efros & Freeman [2001]; Kwatra et al. [2005] predict and merge patches
over the hole, while ensuring smoothness at the seams, allowing greater efficiency and flexibility. In greedy approaches, once a few pixels are set, the fate
of most others is sealed, making the pixel traversal order critical. A number of
user-driven [Sun et al., 2005] and intelligent [Criminisi et al., 2004] heuristics
have been proposed for achieving structural image coherence. An attempt to
formulate and solve the global problem was first made in Komodakis [2006],
where a modified message passing algorithm efficiently and approximately optimises the model. Differently from the MRF approach, Wexler et al. [2007]
formulated the energy as a sum of terms which capture agreement of patches
over the filled hole, iteratively searching and filling to yield a consistent image.
Though also approximate, this method is easy to implement and shows very
promising results. The computational expense was reduced to real time speeds
with the patch sampling methods of PatchMatch [Barnes et al., 2009].
Most previous work tries to improve the optimisation. The underlying model
remains the same, exploiting image redundancy by completing hole regions
such that they are similar to the source regions. Most methods consider source
regions only in their original form. We also consider transforming these regions, to exploit additional redundancy. Some previous methods also use transformations, by augmenting their datasets with discrete transformations [Drori
et al., 2003], using image rectification [Wilczkowiak et al., 2005; Pavić et al.,
2006] or using invariant features [Wu & Yu, 2004]. However, discretising the
transformation space fundamentally limits the resolution of the search, image
rectification can only handle transformations caused by perspective distortion,
and feature-based approaches may be unstable given the presence of holes.
Generalized PatchMatch [Barnes et al., 2010b] extends Barnes et al. [2009]
to search for transformation parameters by random sampling and propagation,
but few results are shown. However, as the number of parameters increases, the
source set can be large and difficult to search. In addition to exploring optimisation for transformations, we perform a thorough investigation of how using
transformations can affect results.
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Problem statement

Given an incomplete image S, we want to produce a complete target image T .
A binary map V takes a value 1 when a pixel in T is valid and 0 otherwise, as
illustrated in Figure 4.2.

Notation. Our model is based on image patches, each containing P pixels.
The relative position of each pixel in the patch is given by ip for all p ∈
{1 . . . P } such that a patch centred at n contains pixels n + ip . We express the
patch in S around n compactly in vector form as sn = {S (n + ip ) |p ∈ {1 . . . P }},
and similarly for patches tn and vn in T and V respectively. For non-integer
pixel positions, the pixel value is found by bilinear interpolation.

Model. We use the model of Wexler et al. [2007], in which the completed
image is defined as having global visual coherence with the source image if
every patch in the completed image is contained within the visible region of
the source image. Their model can be simply written as:
X
E0 =
min k [tn − sxn ] · vn k2 ,
(4.1)
n

xn

where xn is the location of the best matching source patch for the target patch
around pixel n. We consider all feasible source patches i.e. those that do not
go over the edge of the image.
rotation, φn

S

proposal
match
sθn

tn

vn

xn

n

n

T

V

F IGURE 4.2: For each patch in the target image T , we find matching patches in the
source image S under transformations, e.g. rotation. The pixels still to be completed
are specified in the binary map V .
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Model with transformations. For a transform parameterised by a set θ, the
source patch becomes sθn = {fθn (S (gθn (ip ))) |p ∈ {1 . . . P }} , where fθn is
the photometric transformation function acting on image pixel colours and gθn
is the geometric transformation function acting on patch indices. Therefore,
the energy now becomes:
X
E1 =
(4.2)
min k [tn − sθn ] · vn k2 .
n

θn

The overall problem is to find the optimal completed image T ∗ by the energy
minimisation
!
X
∗
2
T = argmin
min k [tn − sθn ] · vn k
subject to V (i) = 1 ∀i .
T

n

θn

(4.3)
Note the two levels of optimisation. Firstly, in order to calculate the energy of a
completed image T , a minimisation over the parameters θn of the best matching source patch for each target patch is performed. Secondly, in order to find
the optimal completed image, minimisation is performed over the completed
image T .
Transformation functions. We consider the following geometric transformation:
gθn (ip ) = αn R−φn ip + xn ,
(4.4)
where ip is a pixel in a patch around n, φn is the rotation, αn the scale and
xn is the translation as defined above. A rotation of the source image by φn is
equivalent to rotating the patch indices by −φn , hence the indices are rotated
by rotation matrix R−φn . Images are captured at a fixed resolution, and hence
the full scale space of patches is not available. We consider only αn ≥ 1,
such that the patch is never increased in resolution. To aid the optimisation, we
further limit the possible scale range to 2 ≥ αn ≥ 1. These parameters form
part of the parameter set θ that is optimised over.
The general photometric transformation we consider is
fθn (s) = s + βn ,

(4.5)

where s is the value of one colour channel of a pixel and βn is a brightness
shift, which completes the parameter set θ. Note that we work in the standard
RGB colour space.
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Note that to “turn off” a transformation, we can simply fix the appropriate
parameter to its default value: φn = 0, αn = 1 and βn = 0.

Patch shape. Our definition is independent of the patch shape. As a default,
we use square patches, as in most previous work. However, when we consider
the rotation transformation, we use (discretised) circular patches, for ease of
interpolation at different angles.

4.4

Optimisation

Finding a globally optimal completion is intractable in general, given the large
solution space and the cost of evaluating the energy of one solution. Wexler
et al. [2007] proposes an approximate optimisation scheme. The optimisation
iterates between two steps, which we refer to as search and filling.

1. Search. For each patch in the current target image, the nearest neighbour
patch in the source image is found, thus performing the minimisation of
Equation 4.2. The result is a set of parameters θn for target patches
around each pixel n, which we refer to as in Barnes et al. [2009] as the
nearest neighbour field.
2. Filling. A new target image is generated from the nearest neighbour
field, performing the outer minimisation of Equation 4.3.

These two steps are iterated until the target image converges. Note that in the
search step, we always first propose a matching patch location xn and then
search for the other transformation parameters to minimise the energy of this
match.
The original algorithm suggests a hierarchical approximation to speed up the
algorithm and provide increased robustness to the chosen patch size, but for
simplicity we do not consider this extension in this work.
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4.4.1

Search

Discrete search
For discrete variables, such as location, we can perform exhaustive search over
all possible values. Approximate discrete search such as PatchMatch [Barnes
et al., 2009, 2010b] can maintain high accuracy at a fraction of the cost.
We also consider discrete search for approximate search over continuous variables. This method was considered in previous work for optimising over transformations [Drori et al., 2003; Wilczkowiak et al., 2005]. The number of discrete values must be chosen to trade-off speed and accuracy.
Continuous search
For the best accuracy, continuous variables must be optimised by continuous
optimisation methods. However, even for relatively simple transformations
such as rotation, the problem is non-linear and non-convex. For continuous
variables, we use the Levenberg-Marquardt algorithm. To achieve robustness,
we use multiple starting points over the range of transformation parameters.
A typical example is shown in Figure 4.3. We use our own implementation
of Levenberg-Marquardt based on Lourakis [2005]. In order to speed up the
search, we constrain the parameters to lie within an appropriate region around
the current starting point.
50

sxn

Rotate
by φ

Energy

40
30
20
φdiscrete

10

tn

Compare

0
0

φLM
60

120 180 240
φ /degrees

300

360

F IGURE 4.3: Continuous search with Levenberg-Marquardt (φLM ) finds a local minimum, unlike discrete search (φdiscrete ), and in some cases finds the global minimum.
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Jacobian calculation. The Jacobian with respect to the transformation parameters is required by Levenberg-Marquardt. The function that is squared
and summed over in our model (Equations 4.2) is given by
ep = T (ip ) − S (gθn (ip )) .

(4.6)

Hence the Jacobian for pixel p with rotation φn varying is given by the chain
rule as
T

∂ep
∂gθn (ip )
∂ep
T ∂R−φn
=
= −αn ∇S (gθn (ip ))
ip . (4.7)
∂φn
∂gθn (ip )
∂φn
∂φn
For scale, the element of the Jacobian for pixel p is derived similarly as
∂ep
T
= −∇S (gθn (ip )) R−φn ip .
∂αn

(4.8)

Closed-form solution
For some transformations it is possible to determine the closed form optimal
transformation parameter. This is possible for the brightness change transformation we consider (Equations 4.5). The contribution to the energy of matching one target patch with a source patch is given by

XX
2
En = min || [tn − sθn ] · vn ||2 = min
[tpk − spk − βn ] vpk ,
θn

θn

k

p

(4.9)
where indices pk give the value at pixel p and colour channel k. Differentiating,
we find
P P
k
p ([tpk − spk ] vpk )
∗
P
P
βn =
.
(4.10)
k
p vpk
Constraints
In some cases, we wish to constrain a transformation parameter to lie between
lower and upper thresholds. It can be shown that if the problem is convex,
the new optimum parameter lies at either the unconstrained optimum or at one
of the thresholds. Our objective functions are non-convex, but are modelled
locally as convex by the Levenberg-Marquardt algorithm. If we reach a threshold during the optimisation, we stop and take the threshold value. We find in
practice this makes our optimisation faster with no discernible loss of accuracy.
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Filling

The hole is filled by combining the nearest neighbour source patches specified by the nearest neighbour field. Wexler et al. [2007] formulate this as a
weighted voting scheme. We use a similar scheme that we found to work well,
in which the pixel colour taken is the median of all votes, with the median
found independently for each colour channel.

4.5

Experiments

We perform many experiments to evaluate the results when using our various
search methods and transformations. Our nomenclature is given in Table 4.1.
Note that we always search over translation i.e. different patches from the
source image, and for each proposed translation then search over other transformation parameters where specified.
The true objective of image completion is to find a completion satisfactory to
the user. Visual inspection is the natural test (see Figures 4.4–4.5). We also
present quantitative results: the final energy of the result (Equations (4.2)) and
the RMS pixel colour error with respect to the ground truth, where possible.1
Though not the objective of image completion, this error is a suitable measure
of plausibility when the completion problem is sufficiently well constrained.
Note that the energy function depends on the source database, transformations
TABLE 4.1: Search method nomenclature. Bold text shows novel search methods and
transformations.
Name
Ex
PM*
Ex+c
Ex+d6
PM*+c
PM*+d6
GPM*

Translation
Geometric
Brightness
Exhaustive
(none)
Closed form
PatchMatch with * iterations
(none)
Closed form
Exhaustive
Continuous
Closed form
Exhaustive
Discrete, 6 values Closed form
PatchMatch with * iterations
Continuous
Closed form
PatchMatch with * iterations Discrete, 6 values Closed form
Generalized PatchMatch with * iterations

1 Note that in order to aid intuition, for all given energy and error values in this chapter, we
average over each colour channel and pixel, and square root. Hence all lie within the range [0, 255].
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(a)

(b)

(c)

(d)

Image

57.7,86.3,0.57 2.9,0.7,126

0.0,0.0,0.15

Translation

0.0,0.0,0.27

Rotation

81.8,112,27.3 2.0,0.7,460 51.8,91.6,1.16 3.6,12.3,239

0.0,0.0,7.22

Scaling

0.0,0.0,52.8

Similarity

0.0,0.0,0.24

Brightness

0.0,0.0,64.0

All

17.7,85.2,0.44 11.6,81.1,62.3 11.6,13.6,17.2 4.0,26.8,133 17.5,101,1.2 4.3,24.3,141

81.0,255,0.17 115,255,2.39 128,255,2.8 140,255,11.1 35.2,0.0,0.39 27.3,0.0,65.9

F IGURE 4.4: Ex+c, toy images. These results demonstrate clearly the effectiveness of our method when redundancy exists only
under a transformation. In most cases, the error is minimised when only the required transformation is used; the error when using all
transformations increases. For the input image (left column), the red area shows the hole and the green box illustrates the patch width.
For each result we give the energy, error with respect to the ground truth and the processing time in minutes.
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(a)

(b)

(c)

(d)

(e)

54.1,73.2,5.04

14.4,38.0,4.46

25.4,48.1,1.15

17.7,75.6,5.71

20.7,40.2,4.62

31.1,28.3,1920

6.7,16.8,1190

17.9,31.4,196

12.3,49.0,1450

13.6,21.6,1690

36.9,36.5,46.7

8.1,19.5,25.6

18.3,34.0,5.77

13.7,41.9,59.5

15.6,15.6,43.8

34.5,32.3,8.51

7.1,16.7,19.3

18.0,37.4,1.24

13.4,48.9,4.06

14.9,22.0,8.12

38.4,54.5,1.90

8.5,20.1,1.54

19.9,34.6,0.34

14.5,56.9,1.28

17.6,35.8,1.53

33.2,30.4,6.46

6.88,17.1,18.3

17.7,34.2,1.32

13.0,43.9,5.03

16.8,22.8,9.91

34.0,44.3,1.95

7.1,17.8,2.38

18.2,34.8,0.42

13.3,48.6,1.36

16.1,24.4,1.64

39.2,51.1,1.22

9.5,22.1,0.64

19.4,38.0,0.31

14.2,72.2,1.36

17.5,39.1,1.13

Image

Translation
Ex

Rotation
Ex+c

Rotation
Ex+d6

Rotation
PM10+c

Rotation
PM10+d6

Rotation
GPM1000

Rotation
GPM100

Rotation
GPM10

F IGURE 4.5: Results on real images with the rotation transformation. Using rotation
improves the result qualitatively and quantitatively. For the input image (top row), the
red area shows the hole and the green box illustrates the patch width. The numbers
under the images give the energy, the error and the processing time in minutes.
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10
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0
5

10
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Patch Width
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GPM10
GPM1000
PM10+d6
PM10+c
Ex+d6
Ex+c
GPM10 (GT)
GPM1000 (GT)
PM10+d6 (GT)
PM10+c (GT)
Ex+d6 (GT)
Ex+c (GT)

F IGURE 4.6: The average energy, error and running time against patch width for a selected set of 8 images with rotational redundancy, considering the rotation transformation. A positive correlation between energy and error is shown, with more approximate
search leading to higher energies and errors, though lower running time. Using a larger
patch size can make the energy harder to minimise, but can lead to even lower error in
the final result. Results marked (GT) were initialised at the ground truth.
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GPM10
GPM1000
PM10+d6
PM10+c
Ex+d6
Ex+c
GPM10 (GT)
GPM1000 (GT)
PM10+d6 (GT)
PM10+c (GT)
Ex+d6 (GT)
Ex+c (GT)

50
45
Energy

40
35
30
25
20
0

All hole pixels
filled

2

4
6
Iterations

8

10

(a)
End result (zoomed in around the hole)

GPM1000

GPM10

GPM1000

GPM10

PM10+c

PM10+d6

PM10+c

PM10+d6

Ex+c

Ex+d6

Ex+c

Ex+d6

Initial: ground truth

(b)
F IGURE 4.7: This figure shows the energy throughout iterations of optimisation with
the rotation transformation (a) and the resulting completion after all iterations (b). Note
that when initialising from the hole, two iterations are required before all hole pixels are
filled; in these first iterations, as feasibility is reached, the energy may increase; after
that, we observe that the energy decreases. Results marked (GT) were initialised at the
ground truth.
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considered and patch size, and hence energies calculated when changing these
factors are not directly comparable. However, we can always make comparisons with the ground truth error, where the ground truth is available.

4.5.1

Evaluating the model

We investigate the use of transformations on toy images (Figure 4.4) and realistic images (Figures 4.8,4.5). We tested many combinations of translation,
rotation, scale and brightness. In general, rotation and brightness shift showed
the most influence on output quality, but all transformations show the ability
to improve the results when used appropriately. We observe a positive correlation between the energy and error for the methods over many images and
patch widths, as shown in Figure 4.6. These observations validate our belief
that the inclusion of transformations has improved our model of the problem.
Note though that we observe that the use of additional transformations must be
sensibly constrained to prevent degeneracies (see Figure 4.9).

4.5.2

Evaluating the optimisation

Overall optimisation. Our optimisation algorithm only guarantees finding a
local minimum. This can be seen from our results most clearly in Figure 4.6,
where in general, initialising at the ground truth leads to a lower energy result.
This is shown even more clearly by Figure 4.9, where initialising at the ground
truth results in a better completion in each case. Only local minimisation also
implies that changing the model, for example the transformations considered,
may lead to a result at a local minimum with higher energy. For example in
Figure 4.4, using all transformations does not always lead to the lowest energy.
Despite no guarantees that the energy is reduced at each iteration, this is shown
to be the case in practice as in Figure 4.7. After all pixels are filled, or if we
initialise with hole pixels filled from the ground truth, the energy falls until
convergence after a few iterations.

Search. We observe that for more approximate search methods, the energy
and error of the final result is higher. This suggests that the search limits the
optimisation. This can most clearly be seen by comparison with the results
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initialised at the ground truth in Figure 4.6, where energy at convergence is
limited then only by the power of the search method.
In many cases, running the most accurate search Ex+c may not be practical
due to its computational expense. However, very approximate schemes are not
able to search well in the transformation space. A good balance is shown by
the methods PM+c and GPM1000, which reach low energies and errors in a
time much less than Ex+c.
Choosing patch size. In all our results, we manually chose an appropriate
patch size. We found using patches too small or too large can lead to failures
as in Figure 4.9.

4.6

Conclusions

We have shown that including transformations improves a model for completion of images which exhibit redundancy over such transformations. Optimising this model is difficult, but the use of continuous search over the transformation parameters brings significant improvement in accuracy compared to previous search methods, with a good approximation achieved in much less time
by the PatchMatch-based search algorithms. We show that it is advantageous
to limit the transformations considered to those that are necessary, to limit the
addition of local minima. Finally, we show that the patch size is an important
parameter that must be chosen in accordance with the problem image and the
transformations considered.
There are a number of interesting directions for future work. One would be to
investigate more approximate search methods, such as the use of transformation invariant patch descriptors. Although we hand-picked the transformations
and patch sizes for different images, it would be interesting to explore automatic methods for choosing these, for example based on detection of repeating
elements and symmetries. Finally, our model could also be tested in other related application domains, including super-resolution, denoising, retargeting
and shape completion.

4. I MAGE COMPLETION WITH TRANSFORMATIONS
96

Method
Image

Translation
only

Transformation
(as specified
at the top)
8.62

6.01

(a)
Brightness Ex

16.4,4.48

49.9,1.46

(b)
Brightness Ex

5.93

5.64

(c)
Brightness Ex

27.7,407

37.2,9.85

(d)
Scale Ex+c

F IGURE 4.8: Using transformations can improve results on real images qualitatively and quantitatively. For the input image (top row),
the red area shows the hole and the green box illustrates the patch width. The numbers under the images give the error and the time in
minutes.

5.7,10.5

8.3,74.4

(a)
Rot. Ex+c

8.0,12.2

8.6,30.9

(b)
Rot. Ex+c

11.6,16.5

15.4,35.7

(c)
Rot. Ex+c

n/a

15.4

(d)
Bright. Ex

n/a

5.3

(e)
Rot. Ex+c

6.4,6.6

6.9,55.2

(f)
All Ex+c

F IGURE 4.9: Failure cases. Using a patch size too small to capture the texture (a–c) or too large to exploit redundancy (d) can lead to
poor completion. Allowing for additional transformations can lead to degenerate solutions (e). Our optimisation can fail for complex
textures (f). For the input image (top row), the red area shows the hole and the green box illustrates the patch width. Results marked
(GT) were initialised at the ground truth. We give the final energy and error with respect to the ground truth.

Initialised at
ground truth

No
initialisation

Image

Method
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5
3D model completion with
class-based local shape models
In this chapter we present our first approach to 3D model completion, in which
class-based local shape models are learnt and used to complete other 3D models of the same class.
Image-based 3D reconstruction techniques have advanced greatly in recent
years. However, the resulting 3D models often contain noise, spurious geometry and holes.
We propose a novel 3D model completion method for these 3D models. Our
method uses a class-based local shape model, which we learn from a training
set of complete and incomplete 3D models of the same class, while avoiding
mesh parameterisation issues by using a volumetric implicit shape representation. We use this local shape model to efficiently complete test examples in
an iterative scheme inspired by state-of-the-art methods in image completion.
We introduce synthetic and real datasets for evaluating our performance on this
problem, and show that our method successfully completes holes in challenging situations.

5.1

Introduction

It has long been a goal of computer vision to jointly learn and optimise over
2D image and 3D shape for the whole spectrum of vision problems. But realistic 3D data, and tools to capture it, have not been available until recently.
Considerable developments in software [Autodesk, 2012; Newcombe et al.,
2011a; Vergauwen & Van Gool, 2006] and hardware, with active light scanners
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(a)

(b)

(c)

F IGURE 5.1: Given a noisy and incomplete automatically-acquired 3D model (a), holes
and noisy regions can be labelled, visualised here by coloured boxes (b) and automatically completed 3D model using a learnt class-based local shape model (c).

such as the Microsoft Kinect, have now made 3D reconstruction a consumer
tool. Simultaneously, scene understanding techniques are increasingly exploiting 3D models. Powerful models and inference schemes enable viewpointinvariant detection and recognition [Bao et al., 2012; Pepik et al., 2012].
Despite these dramatic improvements, 3D reconstruction systems continue to
have problems: active light scanners are susceptible to other light sources,
and Structure from Motion systems [Autodesk, 2012; Vergauwen & Van Gool,
2006] to imaging conditions and feature quality. As a result, automatically
captured 3D models contain many imperfections: holes, spurious geometry and
noise. However, scene understanding techniques often rely on perfect 3D models. The need to bridge this gap strongly motivates the development of methods
for improving 3D models.

5.2

Problem statement

Goal. We present a 3D model completion method that learns from incomplete 3D models of a class. Specifically, given an incomplete 3D model and a
set of 3D models of the same class, which may also be incomplete and noisy,
the goal is to complete the 3D model in a manner consistent with the known
parts of the 3D model and the exemplars, as illustrated in Figure 5.1. Ideally,
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{
{

training
examples

test
example

result

matching
learning
voting
codebook completion

F IGURE 5.2: Our system learns a codebook of cubes from a set of training examples
from a class of objects. We use this to complete test 3D models in an iterative completion algorithm. All stages use a voxelised intrinsic representation of shape.

such a method should be generic, automatic and need minimal parameter tuning. We aim to deal with typical results of 3D reconstruction systems such
as Structure from Motion and range scanning. Note that integrating completion into the 3D reconstruction method would allow maximum exploitation of
information, but limit generic use. We therefore propose a method that operates purely on 3D data and can be appended to any 3D reconstruction system
without restriction.

Approach. We use a voxelised implicit representation of shape, and learn a
representative codebook of cubes of voxels from the exemplar shapes. The
codebook is used to find overlapping cube matches for the hole region, which
in turn vote for a completion of the shape. Matches are found by comparing
codebook cubes against the known parts of the shape. We iterate these matching and voting steps, which converge when the overlapping cube matches are
globally in agreement. This pipeline is illustrated in Figure 5.2.
This approach is data-driven and automatic. However, hole regions are difficult to identify automatically, and depend on the nature of the data. Furthermore, we may also want to correct regions that are noisy or contain spurious
geometry. Therefore, we assume that the hole region is provided by manual
annotation.
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Related work

As the survey [Campen et al., 2012] observes, the problem of completing
general 3D shapes is ill-posed and often underestimated. Nevertheless, many
methods have tackled shape completion [Anguelov et al., 2005; Brunton et al.,
2010; Davis et al., 2002; Pauly et al., 2005, 2008; Salzmann et al., 2008; Sharf
et al., 2004; Verdera et al., 2003], as well as related problems such as 3D texture synthesis [Kopf et al., 2007], semi-automatic shape synthesis [Funkhouser
et al., 2004] and meshing [Gal et al., 2007a]. Our novelty within this body of
work lies in our choice of shape representation, the scale of our model and the
optimisation technique. We hence discuss the related work with regard to these
aspects.

Representation. Most 3D model completion methods rely on finding a consistent surface parameterisation. This is performed by comprehensive alignment in [Anguelov et al., 2005], marker based motion capture in [Salzmann
et al., 2008] and aligning regularly repeated elements in [Pauly et al., 2008].
In the general case, finding such a parameterisation is non-trivial, especially
for freeform 3D shapes. Where a good parameterisation cannot be found, the
shape is left bursting at the seams with stitching problems [Huang et al., 2007].
To avoid these problems, we instead use a volumetric implicit shape representation, sampled on a regular grid. A binary voxelisation, though fast to compute,
is sensitive to minor errors in alignment. We instead use the signed distance
function (SDF), which is more robust to such problems and loses less information in the voxelisation process. This powerful representation has demonstrated
success in low-level shape completion [Davis et al., 2002] and, recently, in real
time reconstruction from range scans [Newcombe et al., 2011a].

Global vs. local. 3D model completion approaches can be distinguished by
the scale at which they model shape. Very local methods for 3D model completion, including [Brunton et al., 2010; Davis et al., 2002; Verdera et al., 2003],
use models which smoothly interpolate shape in the hole region. While successfully closing small holes, these methods have a limited ability to complete
large holes with semantically meaningful geometry. At the larger scale of local
regions, methods including [Sharf et al., 2004; Pauly et al., 2008] and the related super-resolution method of Hornacek et al. [2013] use parts of the same
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3D model for completion. This assumes sufficient self-similarity within the
3D model, which in general limits applicability.
In contrast, global methods such as [Anguelov et al., 2005; Pauly et al., 2005]
consider the whole 3D model, and model the shape variation from a large, clean
and complete dataset of shapes. Though such datasets can be created for a few
important classes, it is not scalable to general classes.
We aim to combine the advantages of local and global methods. As in previous
work on single view reconstruction [Salzmann et al., 2008] and depth superresolution [Mac Aodha et al., 2012], we adopt a local approach that also learns
from a training set, and is robust to noise and holes as a result. However, like
global methods, we exploit the similarity between shapes in a class. From
3D model datasets split by class, we learn class-specific codebooks of local
shape. As local regions, we use cubes of voxels from our SDF representation.
Optimisation. In model-based approaches, the optimisation is broken down
into two stages. Given a shape model and an incomplete test shape, we must
(i) fit the shape model to the known parts of the test shape, and (ii) merge the
shapes to produce a seamless result. In global approaches [Anguelov et al.,
2005; Pauly et al., 2005], this is performed in one step. However, for local
approaches, fitting the shape model entails fitting to many local overlapping
regions on the shape. The difficulty of this problem makes exact inference intractable. Even in the image domain, with fewer variables, attempts at principled optimisation must resort to approximate schemes [Komodakis & Tziritas,
2007]. In 3D model completion, [Sharf et al., 2004] has used greedy optimisation to solve this problem.
In contrast, in our work, we use an EM-like scheme that iterates between these
two stages, in the first optimising over the latent variable of the match in the
codebook, and in the second optimising for the shape given the match in a voting scheme. This scheme is inspired by the state-of-the-art image completion
method of [Wexler et al., 2007].

5.4

Overview

The pipeline of our proposed method is summarised in Figure 5.2. Given a
training set of similar shapes, complete or incomplete, we convert them to a
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SDF representation as described in Section 5.5. From each shape, we extract
local regions and learn a codebook of representative regions, as described in
Section 5.6. In Section 5.7, we detail our completion algorithm, in which we
complete an incomplete test 3D model with an iterative matching and voting
scheme. We present our datasets and results on synthetic and real data in Section 5.8, before making our conclusions in Section 5.9.

5.5

Implicit shape representation

We represent shapes using the signed distance function (SDF), an implicit
shape representation. We sample the SDF on a regular grid of voxels, as visualised in Figure 5.3. In the remainder of this section, we describe how we
calculate the SDF in the presence of holes.
5.5.1

Signed distance function

Let us represent the input surface as a set S ⊂ R3 . The volume around S is
divided into a regular grid of voxels of side length L. An array V (i) defined
over a space V stores samples of the signed distance function

V (i) = sgn nTi (vi − si ) · d (vi , si ) ,
(5.1)
where vi is the location of the centre of voxel i, si = argmins∈S d (vi , s) is
the closest point on the surface to vi , ni is the normal to the surface at si , and

F IGURE 5.3: Visualisation of the SDF at two slices through a surface. As throughout
the chapter, we visualise the SDF with a heat map varying from black (inside) through
red and yellow to white (outside).
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F IGURE 5.4: We represent 3D shape using a truncated signed distance function (SDF)
sampled on a grid. (a) For each voxel i, the SDF depends on the distance to the closest
point on the surface, and the normal there, as defined in Equation 5.1. (b) Given a hole
H (green area) in which the surface is unknown, the SDF is still defined everywhere
except within an extended hole region H+ (blue area and boundary) within distance T
of the hole, as defined in Equation 5.2.

the distance between two points d (x, x0 ) = kx − x0 k. This computation is
illustrated in Figure 5.4a.

Numerical issues. For numerical stability, we only use face normals, which
we assume are available with mostly correct orientation. Degeneracies in the
input surface can still cause noise in the SDF, which we remove by replacing a
voxel with the median
√ of its surrounding voxels if the change is greater than a
fixed threshold of 2L.

√
Truncation. If we truncate the SDF by a value T ≥ 3L, no information
about the surface itself is lost. However, we can avoid computing the SDF in
this region, and reap significant computational savings. The appropriate sign
for voxels in the truncated region can be found efficiently by propagating the
sign across neighbouring voxels.
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Handling incompleteness

Our surfaces contain holes, regions in which the surface location is unknown.
We denote this region for a shape by H ⊂ R3 , and visualise it in our figures by
coloured boxes. Despite these holes, we want to compute the truncated SDF.
As the truncated SDF is a function of the closest surface within a radius T , the
SDF is known only outside a band of radius T around H. The SDF is known
within this band only if a point on the known surface lies closer than any point
in H, as illustrated in Figure 5.4b. We formally define this extended hole region
as the set



H+ = x : min d (x, h) < min min d (x, s) , T
,
(5.2)
h∈H

s∈S

which is a superset of H that becomes larger with T .

5.6

Learning a codebook of local shape

Given a set of examples, we want to learn a model of the local shape. We
represent the local shape by cubes of R3 voxels extracted densely from the
known region of each training example, where the choice of R determines the
scale at which the shape is captured by the model. Given sufficient training
data of similar shapes, the set of all such cubes is highly redundant. In that
case, a codebook of representative cubes can more efficiently represent the set.
The SDF has a number of nice properties which aid this. Firstly, the sum of
squared distances between two cubes is related to the distance between their

F IGURE 5.5: Visualisation of a codebook of 300 cubes learnt from our horse dataset.
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surfaces. Secondly, averaging multiple cubes results in an interpolation of the
surfaces. We can hence learn the codebook using Lloyd’s algorithm [Lloyd,
1982] to find K-means, with the second property ensuring that the K representative cubes represent valid surfaces. One of our codebooks is visualised in
Figure 5.5.
Invariance. Our cubes and hence codebook are not inherently invariant to rotation or scaling. We assume that, in most cases, the shapes can approximately
be globally aligned. Further invariance must be learnt from the data.
Hierarchical clustering. For increased computational efficiency when the
number of cubes is very large, we perform the clustering hierarchically. We
first estimate K clusters from each training shape, and collect these clusters
across the training set and cluster them again to form the final codebook of K
clusters.

5.7

Completion

Once we have learnt the local shape model, we can use it for completion of
incomplete shapes. Given a 3D shape represented by V with extended hole
region H+ , we formulate the completion problem as the energy minimisation
X
min+
min kV (pj ) − ck k2 ,
(5.3)
V ∈H

j∈V

k

where pj represents the indices in V of the cube centred at voxel j, and ck the
k th cube in the codebook.
This energy is minimised when the shape is completed such that each cube
closely matches some cube in the codebook. This ensures that the completion
is consistent with the known shape at the boundary of the hole region and also
with the local shape model.
This problem has the same form as the one often posed in image completion,
which has empirically been shown to be solved effectively using approximate
iterative schemes. We adapt the state-of-the-art work of Wexler et al. [Wexler
et al., 2007], which iterates between solving the inner minimisation over the
latent variable k with a matching step, described in Section 5.7.1, and solving
the outer minimisation over V with a voting step, described in Section 5.7.2.
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Matching

In this step, we solve the inner minimisation over k, by finding the closest
match in the codebook to each cube in the current estimate of the 3D shape,
as illustrated in Figure 5.6. We adapt PatchMatch [Barnes et al., 2009] to efficiently solve this problem. The algorithm iterates between making random
matches and propagating good matches. This is effective because neighbouring cubes are similar and hence have similar matches, and efficient because it
avoids the need to exhaustively search over the whole codebook for each target
cube.
In each iteration of the matching algorithm, we propose matches for each cube
which overlaps the hole region, and always store the match which minimises
the energy contribution, as given by Equation 5.3. We propose the matches
using two mechanisms:

1. Random. A cube from the codebook is randomly proposed from a uniform distribution over the codebook.
2. Propagation. The current best matches of the 6 neighbouring cubes are
proposed.
j

=

codebook

{

j

=

j

=

k=
k=
k=

{

...

k=

F IGURE 5.6: During the matching step, a match in the codebook is found for every
cube overlapping extended hole region H+ in the current estimate of the completed
shape. Here, potential patches are visualised for three such cubes.
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Voting

In this step, we solve the outer minimisation over V , which involves finding
optimal values for the SDF in the hole region given the cube matches. Every
voxel i ∈ V is overlapped by R3 cubes, or less at the boundary of V. For each
overlapping cube, a matching cube in the codebook is given by the matching
stage, except for cubes whose voxels all lie in the hole region and were not yet
estimated. If we consider overlaying these matching cubes on V in the position
at which they match, each contains a value at voxel i which “votes” for the SDF
of that voxel. As the energy specified in Equation 5.3 penalises the Euclidean
distance from each vote, the mean of the votes gives the optimal value.
However, in image completion [Wexler et al., 2007] it has been shown that the
mean causes blurring in the results. We reduce this effect by choosing the value
with a weighted median of the votes. For a vote for cube j matched to codebook
cube k, we use weight exp −kV (pj ) − ck k2 . This weight measures of the
confidence of the vote and is derived from the energy contribution of the cube in
Equation 5.3. Given the weights, we compute the weighted median as follows.
Assuming we have N votes xn with weights wn , then the weighted median
P
P
P
vote is given by xm such that n:xn <xm wn < α n wn ≤ n:xn ≤xm wn
where α = 1/2. Note that varying α biases the voting scheme towards lower or
higher values, expanding and shrinking the surface. We find that biasing our
system slightly towards expansion by setting α = 1/2.2 improves our results.
Blending. After the final voting step, we smooth the seam at the hole boundary by blending the completed SDF into the known SDF. We first offset the
completed SDF at the boundary of the hole to ensure continuity with the known
SDF outside the hole, by linearly extrapolating from the SDF of the known
voxels. We then smoothly interpolate this blending function into the rest of the
hole using an efficient approach inspired by mean value coordinates [Farbman
et al., 2009; Floater, 2003]. Given the set of voxels B on the boundary of the
hole H+ , the blending function at voxel i ∈ H+ is given by
P
j∈B wij B (j)
P
B (i) =
,
(5.4)
j∈B wij
where the weighting wij = kvi − vj k−4 , and vi and vj are the centres of
voxels i and j respectively. We set the blending function at the boundary to 0
where, due to truncated SDF voxels, it cannot be uniquely determined.

110

5.8

5. 3D MODEL COMPLETION WITH CLASS - BASED LOCAL SHAPE MODELS

Evaluation

In this section, we describe our procedure to quantitatively and qualitatively
evaluate our method. We include a comparison with diffusion-based completion method of Volfill [Davis et al., 2002]. Other competing methods are difficult to compare to as they are rather complex, yet leave no code or system to
allow comparison.

5.8.1

Datasets

We use two types of dataset for our evaluation. In order to perform a quantitative evaluation, we use synthetic data for which the complete shape is known
and synthetic holes are added. We also use challenging real Structure from
Motion data containing real holes.
We obtain synthetic data from the shape co-segmentation dataset introduced by
Sidi et al. [Sidi et al., 2011]. The shapes in this dataset are grouped by class,
from which we construct datasets of similar shapes. We use the fourleg
dataset, containing 20 four-legged animal shapes, and the vase dataset, containing 28 vase shapes, with manually annotated holes on every shape. We refer
to the original datasets without holes as fourleg* and vase* respectively.
We obtained Structure from Motion data by capturing our own image datasets
and performing 3D reconstruction using Autodesk 123D Catch [Autodesk,
2012]. Our dataset horse contains 13 shapes of equestrian statues.
TABLE 5.1: The datasets in numbers. The fraction of the dataset in the hole region
(%Hole) is computed in terms of voxels, averaged over the three values of R.
Dataset
vase*
vase
fourleg*
fourleg
horse

#Models

%Hole

Training time /minutes
R=3 R=5 R=7

28
28
20
20
13

0.00
5.02
0.00
1.92
22.13

43.93
46.24
18.05
21.96
34.65

353.44
253.51
88.32
325.96
205.35

333.56
663.31
334.15
678.15
621.09
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Within each dataset, we ensure that all shapes have similar orientation, and
uniformly scale them to fit inside a unit box. This is necessary due to the lack
of invariance in the codebook, as described in Section 5.6. Further numerical
details of the datasets can be found in Table 5.1.

Hole region labelling.
The hole region for each model is manually annotated. We performed this by painting on the mesh and fitting an axis-aligned
bounding box to each colour segment. For our Structure from Motion dataset,
we used this method to label the real holes. For the synthetic dataset, we label
holes randomly.

Initial completion. Initially, the shape in the hole region is not known, and
hence only the known voxels in a cube are used for matching. Each iteration of
completion propagates information from the known shape at the hole boundary
into the hole. Later iterations refine this completion.

5.8.2

Parameters

For all the results we present here, we fix the scale parameters as follows. We
set the side length of each voxel L = 0.02 and show results with varying
cube size R = {3, 5, 7} voxels (note that each model fits into a unit box). In
each case we fix the number of clusters in the codebook to K = 300. For
the stopping criterion of our iterative completion and matching, we use a fixed
number of iterations. We observed that the completion algorithm converges
quickly, so we stop the algorithm after 15 iterations of matching and voting.
For the matching step, which is also itself iterative, we use a fixed number of
20 iterations.
We must also specify a truncation threshold T within which the SDF is calculated. T must be minimised in order to minimise the extended hole region
H+ , as described in Section 5.5.2. We therefore use
√ a different threshold for
training and testing. During training, we set T = 3LR/2 to ensure that the
SDF is calculated in a region
√ around the surface at least as large as the cube.
During testing, we set T = 3L to ensure both sides of the shape are captured.
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Error measures

To measure the performance in SDF estimation, we compute the RMS error
between the estimated and the ground truth SDF, εV . To measure the performance in estimating the surface, we compute the RMS point-to-plane distance between the estimated mesh and the ground truth, which we denote εS .
We compute this error symmetrically i.e. considering the closest points on the
ground truth to each vertex of the estimated mesh, and vice versa, in order
to measure error due to false positives and false negatives. In both cases we
measure the error only in the extended hole region H+ .
Meshing. For calculating the surface error and for visualisation, we extract a
mesh from the result SDF. We use marching cubes [Lorensen & Cline, 1987]
to extract the δ-isosurface with some small δ > 0, to avoid losing thin structures. To aid visual comparison, we show input and ground truth shapes in the
same form as the results, by converting the input shapes through our volumetric
representation at the same resolution and back to meshes.
5.8.4

Results

We present quantitative results for our synthetic datasets, including a baseline
comparison. We also present qualitative results from all of our datasets for
visual inspection.
Our quantitative results are compiled in Table 5.2. For the two synthetic datasets
vase and fourleg, for which ground truth is available, we experimented
with different training sets and values of R. Overall, our method achieves reasonable accuracy, with errors of less than half the voxel size L = 0.02 achieved
for most cases. The best results for most cases were achieved with the R = 5.
We now examine the results in more detail, in order to make more specific
points. Note that our datasets are quite small in size, so it is hard to make
strong claims based on these results.

Class-specific modelling. We evaluate the importance of learning on data of
the same class by completing the vase dataset with a codebook learnt from
fourleg* and vice versa. The errors when using the codebook from the
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(i)

(ii)

(iii)

(iv)

(v)

F IGURE 5.7: A selection of results on the vase dataset, with result images cropped to
a region around one of the holes. For our results, the training set used is given beneath.
Our method more often finds a plausible completion and is better able to complete
large holes (i), (iii) and narrow structures, such as the necks of vases (ii). The use of
incomplete data for the training set (vase) can be seen in most cases to have little effect
on the result quality.
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(vi)

(vii)

(viii)

(ix)

(x)

F IGURE 5.8: A selection of results on the fourleg dataset, with result images
cropped to a region around one of the holes. For our results, the training set used is
given beneath. While the completion produced by Volfill can be effective (vi), (vii), our
method more often finds a plausible completion and is better able to complete narrow
structures, such as the tails and ears of animals (viii) and (ix). The use of incomplete
data for the training set (horse) can be seen in most cases to have little effect on the
result quality.
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(i)

(ii)

(iii)

F IGURE 5.9: A selection of results on the horse dataset, with result images cropped to
a region around some of the holes For our results, the training set used is given beneath.
Though these examples are very challenging to complete, and include very large holes,
our method produces a closed surface which resembles the expected surface, while
Volfill does not always produce plausible looking results. Our method more plausibly
completes the statue plinth in (i), the leg and tail in (ii) and the large hole covering the
head of the horse and body of the rider in (iii).
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same class are consistently lower than when using the codebook from the other
class, providing evidence that our codebooks are class-dependent and that our
completion algorithm can take advantage of that.
Learning on incomplete data. As expected, using the codebooks learnt on
the complete datasets yields better results than the codebooks learnt on the
incomplete versions. However, the latter results still have low errors of the
same order of magnitude, even when the codebook learnt on our real incomplete horse dataset is used to complete the synthetic fourleg dataset. This
shows that our method is able to effectively learn from incomplete data and
exploit redundancy in the local shape.
Baseline comparison. We compare to Volfill [Davis et al., 2002], which performs completion by diffusion-based smoothing of the SDF. While this method
is very fast, our estimation performance is consistently better and able to reduce
all error measures by at least one third.
Qualitative evaluation. Finally, we show renderings of our results to allow
visual inspection. All results shown were produced with R = 5, which quantitatively gave the best results. Results from the vase and fourleg datasets
can be found in Figures 5.7 and 5.8 respectively, which show that our method
can accurately complete large holes in synthetic data. In Figure 5.9, we show
the results on the horse dataset. This dataset is very challenging due to noise
in the data and the size of the holes, but our method is able to find plausible surfaces to close each hole. Note that our approach does not offer any guarantee
of water-tight completions as it does not incorporate topological constraints,
but it achieves this in practice by learning from the training data.

5.9

Conclusions

In this chapter, we proposed a novel solution to 3D model completion which
uses a class-specific local shape model to complete automatically reconstructed
3D models. We built our local shape model as a codebook of cubes extracted
from an implicit representation of the training shapes, and use this to complete
shapes efficiently in an iterative scheme inspired by the state of the art in image
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completion. Our experiments show that our method is able to provide plausible
completions of large holes in noisy real data, even when learning on the same
noisy and incomplete data.
The main drawback of our current approach is its lack of scale and rotation
invariance. Two scale parameters, the voxel grid resolution and the cube size,
must be specified, which limit the level of detail of the result and the ability
to model large structures. In future work, it would be interesting to overcome
these limits using dimensionality reduction techniques and rotation-invariant
codebooks.
Additionally, in order to make full use of the data and semantic information,
it would be interesting to bring the original 3D reconstruction information into
the energy, and model more global shape properties of the class in addition to
the local model used here.
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εV
0.0195

εS

0.2065

0.3129

time /s
vase*
vase
fourleg*
fourleg*
fourleg
horse
vase*

Training

R=3
εS

18.3089
16.7029
15.9818

time /s

0.0068
0.0069
0.0084
0.0066

0.0076
0.0107
0.0090

εV

0.0068
0.0072
0.0080
0.0075

0.0087
0.0115
0.0095

17.1255
16.6595
17.0780
16.9550

35.8004
38.2646
38.5318

0.0085
0.0104
0.0110
0.0099

0.0092
0.0124
0.0130

0.0079
0.0088
0.0092
0.0089

0.0095
0.0117
0.0123

37.2195
36.9735
37.4450
35.0155

100.0900
92.5339
90.6004

time /s

εV

0.0096
0.0126
0.0110

7.5725
8.0890
7.9375
8.6270

R=7
εS
0.0080
0.0110
0.0088

0.0061
0.0073
0.0076
0.0064

εV

0.0059
0.0078
0.0112
0.0069

Our method
R=5
εS
time /s

TABLE 5.2: Quantitative results, averaged over all shapes in the test set. Low error results are achieved when learning on incomplete
as well as complete data, even when learning on the real horse dataset. In all cases we outperform the baseline Volfill [Davis et al.,
2002]. Note that as Volfill does not use voxel cubes or training, its result does not depend on R or the training set.

0.0173

0.0097

Volfill [Davis et al., 2002]

vase
0.0118

Test

fourleg

6
Frankenhorse: 3D model completion
for articulated objects
In this chapter we present our second approach to 3D model completion, in
which we target the completion of 3D models of articulated objects.
Structure from Motion reconstructions of objects often contain holes. While
small holes can be completed with a local smoothness prior, completing large
holes requires a higher-level understanding of the object. We present a method
to complete large holes for articulated objects by reconstructing and aligning
sets of objects of the same class, using the well-reconstructed parts in each
model to complete holes in the others, resulting in a “Frankenhorse” completion. Our proposed method is fully automatic, yet is able to handle articulation,
intra-class variation, holes and clutter present in the reconstructions. This is
achieved through our novel segmentation and clutter removal processes as well
as by the use of a robust method for piecewise-rigid registration of the models.
We show that our method can fill large holes even when only a small set of
models with high variability and low reconstruction quality is available.

6.1

Introduction

Reconstruction of scene geometry and semantics are important problems in
vision, and increasingly brought together [Pepik et al., 2012; Savarese & FeiFei, 2007; Su et al., 2009]. Reconstructing city scenes in particular allows
a wide range of immediate applications including augmented reality, imagebased localisation, and building realistic virtual worlds.
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(a) Input model

(b) Poisson reconstruction

(c) Our completion

F IGURE 6.1: Our method automatically completes incomplete 3D models of articulated
objects (a). Smooth completion with Poisson reconstruction [Kazhdan & Hoppe, 2013]
is insufficient for such large holes (b), while our method draws on a set of exemplars
of the same class of objects to create a more plausible completion (c). We refer to
our completions as Frankenhorses, as they consist of many parts taken from multiple
reconstructions.

The state of the art in Structure from Motion (SfM) can already create accurate, dense reconstructions of scenes that satisfy a number of assumptions such
as staticity and Lambertian reflectance. Systems such as Arc3D [Vergauwen
& Van Gool, 2006], 123D Catch [Autodesk, 2012], VisualSFM [Wu, 2011,
2013], and CMPMVS [Jancosek & Pajdla, 2011] are freely available, easy to
use and produce impressive results without requiring parameter tuning. However, problems remain where these assumptions do not hold and where there
is insufficient data. This results in noise, extraneous geometry and holes in the
reconstruction.
Where the main problem is missing data, this can be rectified by collecting additional data, although this entails a cost. Increasingly large datasets of images
of the world can also be freely accessed online (e.g. Flickr, Google Streetview)
and may aid reconstruction, but these datasets tend to have sparse coverage
with most images taken from iconic viewpoints [Furukawa et al., 2010]. In any
case, problems may still remain due to violation of assumptions.
In this work, we propose to solve these problems by introducing scene understanding. For many elements of city scenes, including roads and buildings,
low-level priors favouring smoothness and planarity can already improve the
reconstructions [Gallup et al., 2010; Häne et al., 2012; Furukawa et al., 2009].
We, however, focus on the more difficult class of articulated objects, such as
people and animals, which in city scenes are found in statues, as shown in Fig-
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ure 6.1. Prior modelling of these classes, compared to simple ones like cars, is
difficult due to the articulation and large intra-class variation.
We propose an automatic method to complete these objects which does not
rely on a sophisticated model of the articulated deformation or a large set of
training data captured under controlled conditions. Instead, given the imperfect reconstructions of a set of objects of the same class, we simultaneously
complete each of them by exploiting the well-reconstructed parts of the other
objects in the set.
Our main contributions are as follows. We present a novel, fully automatic
method for the completion of noisy real SfM reconstructions which:
• exploits a set of noisy reconstructions of objects of the class, rather than
relying on a large and clean training set which is expensive to collect;
• handles the articulation structure in the class of objects, allowing larger
holes to be filled and with greater accuracy than a generic smoothness
prior;
• is exemplar-based, allowing details to be maintained in the completion
that may be smoothed out in learning-based approaches.

6.2

Related work

Methods for repairing 3D reconstructions have been extensively studied in
computer vision and graphics. A comprehensive survey can be found in the
recent work of Attene et al. [2013]. Early work in the completion of meshes
focused on closing small gaps and holes, for which an assumption of local
smoothness was mostly sufficient to guide the completion. These methods can
be automatic, generalisable and efficient, but cannot satisfactorily complete
large holes in structured shapes where the smoothness assumption no longer
holds.
For somewhat larger holes, methods have been proposed which go beyond local
smoothness to local self-similarity. Such methods include [Sharf et al., 2004],
which densifies a point cloud by copying points from similar but denser areas
in the object, and [Pauly et al., 2008], which detects repeating structures in the
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model, estimates the repeating element, and propagates this to complete the
model.
At large scales, however, structures within an object are less likely to repeat, so
local self-similarity becomes insufficient, and a global perspective is required.
The work of Pauly et al. [2005] assumes the availability of a large database of
clean, complete models, which it uses as templates for a fully automatic completion pipeline. The templates are registered to the incomplete target model
using a globally regularised non-rigid deformation, limiting the class of objects
for which this method is suitable to those of similar global shape. A similar restriction exists in recent work on semantic priors for reconstruction [Bao et al.,
2013; Dame et al., 2013], which have demonstrated their effectiveness only
for simple object classes such as cars and which, due to strong regularisation,
create overly smooth results.
For objects which undergo large non-rigid deformation, previous methods rely
on user assistance, temporal consistency or large sets of training data. The work
of Kraevoy & Sheffer [2005] performs completion based on a single template
model, but using user-specified correspondences, allowing the models to be
registered even when their global shapes are very dissimilar. The reconstruction of moving objects has been tackled [Chang & Zwicker, 2011; Li et al.,
2012], but these methods rely on the temporal consistency to accurately combine geometry from each frame. For the specific class of the human body,
significant effort has been made in carefully collecting data as the body shape
varies between individuals and as it articulates, learning statistical models, and
using these to complete 3D reconstructions and estimate pose [Allen et al.,
2003; Anguelov et al., 2005; Hasler et al., 2009]. While these methods are
very effective, the data collection effort required limits the scalability of this
approach to further classes.
The work of Chang & Zwicker [2008] offers an alternative approach. Given
two models which differ largely due to articulation, their algorithm estimates
a piecewise-rigid alignment between them, recovering the alignment of the
models and their segmentation into rigid parts. This method is fully automatic
and does not require any training and hence any expensive training data.
Our work builds this approach into a full completion pipeline, and shows that it
can effectively align models even in the presence of significant intra-class variation, holes and clutter as well as articulation. This allows us to perform completion fully automatically and without depending on datasets of clean models,
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in contrast to previous methods such as Pauly et al. [2005]. Furthermore, we
additionally tackle the problems of segmenting the object from the reconstruction of the whole scene, and finding a single consistent completion given the
aligned models.

6.3

Articulated 3D model completion

We propose a fully automatic method for the completion of articulating objects,
which takes as its input sets of images of scenes each containing an object of
a specific class. For each input image set, initially yielding an incomplete and
cluttered reconstruction of the whole scene, the output is a completed model
of the object, created using the other reconstructions. Our method consists of
a pipeline of several stages, visualised in Figure 6.2. Note that as our method
aims to exploit data containing noise and clutter, our pipeline contains explicit
stages for segmentation and clutter removal which are not found in previous
work.
The first two stages are concerned with reconstructing 3D models of the objects. In the first stage, each scene is reconstructed using a SfM pipeline (Section 6.3.1). In the second stage, we segment the objects by combining object
detections in the images with the 3D understanding of the scene (Section 6.3.2).

F IGURE 6.2: Our fully automatic pipeline takes at the input datasets of images, and
processes each to obtain a segmented 3D model of the object (upper row). Completion
of a target model draws on the whole set of segmented models (lower row).
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In the third stage, we align each of the segmented source models to the target
model in order to gather information in the co-ordinate frame and articulation
of the target (Section 6.3.3).
The last three stages are concerned with completing the target model given the
aligned source models. In the fourth stage, we exploit the source models to
remove clutter from the target model (Section 6.3.4), allowing identification of
the holes in the fifth stage (Section 6.3.4). Finally, we choose a completion for
each hole from those proposed by the aligned source models (Section 6.3.4),
and reconstruct the final result.

6.3.1

Scene reconstruction

Our method takes at its input a series of image datasets, with each dataset
containing images of a scene containing an object of interest. The first step
is to reconstruct the dense geometry of the scene. This results in a polygonal
mesh reconstruction of the scene, and the calibration of the cameras. Cameras
that cannot be calibrated are discarded.

6.3.2

Object-of-interest segmentation

We now segment the object of interest from the reconstructed scene. Our
method assumes the availability of an image-based object detector for the class
of interest which proposes bounding boxes which contain the object with high
recall, though not necessarily high precision. We run this detector on all the
images in our datasets.
Given these bounding boxes, the 3D reconstruction and the camera calibrations, we jointly estimate the object segmentation and best bounding box in
each image as shown in Figure 6.3. We use a RANSAC-like approach [Fischler
& Bolles, 1981]. For a fixed number of iterations, we randomly choose two images and a bounding box in each of them, and segment from the 3D model all of
the points which reproject into these two bounding boxes. In all other images,
we find matching bounding boxes which are most similar to the bounding box
of the reprojected segmented points. We add bounding boxes with similarity
greater than a threshold to the inlier set. From all of the iterations, we return
the set with the most inliers, and its corresponding segmentation.
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We describe this algorithm in detail in Algorithm 1, where P ∗ and D∗ are the
estimated segmentation and set of inlier bounding boxes respectively, and Cx
is the operation of projecting the point from the world co-ordinate to the image
pixel of camera C. Note here that the superscript index specifies the image, the
subscript index an element within the set, and J the Jaccard index, commonly
referred to as “intersection over union”.

Segmentation refinement. We further refine the object segmentation as follows. Firstly, we re-estimate the segmentation from the full set of selected
bounding boxes by voting for each point in the point cloud by the number of
selected bounding boxes it projects into. We segment all points with at least
TX votes. Secondly, we add back to the segmentation any parts of the mesh
connected to the segmented object, and which form new isolated connected
components when it is removed. As illustrated in Figure 6.3d, this adds back
important parts of the object such as a horse rider. In order to prevent adding

(a)

(b)

(c)

(d)

F IGURE 6.3: Object-of-interest segmentation takes the object detections (a) and
3D model, visualised here by the projected points, (b), and jointly estimates the object segmentation and best detection in each image (c). We refine the segmentation to
add on small missing parts (d), re-attaching the head in this case.
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Algorithm 1 Joint bounding box selection and object-of-interest segmentation
Require: point set P with locations X , set of cameras C, set of detections D,
number of iterations P , threshold TD
D∗ ← ∅, P ∗ ← ∅
for p ∈ {1, ..., P } do
D̂ ← ∅, P̂ ← P
Cˆ ← two random distinct cameras chosen from C
for C n ∈ Cˆ do
n
chosen randomly from Dn
D̂ ← D̂ ∪ Dm
n
}
P̂ ← P̂ ∩ {p : C n xp within Dm
n
ˆ
for C ∈ C/C do
n
o
D̂ ← bounding box of C n xp : ∀p ∈ P̂


n
n
Dm
D̂, Dm
∗ ← argmax J
m

n
if J D̂, Dm∗ > TD then
n
D̂ ← D̂ ∪ Dm
∗

if |D̂| > |D∗ | then
D∗ ← D̂, P ∗ ← P̂

back the whole scene but only small missed details, we only add back these
parts if their number of points as a fraction of the number of points in the
segmented object is less than a fraction TS .
6.3.3

Articulated alignment

Given the set of segmented models, we begin working towards completing
them by aligning all model pairs. This alignment is very challenging as it must
be able to handle the articulation and other intra-class variation between the
models, while being robust to holes and clutter in both the source and target.
Standard non-rigid alignment techniques are not suitable for this as enough
deformation must be allowed to model the articulation, while at the same time
over-fitting to holes or clutter should be penalised.
We use the piecewise-rigid alignment method of Chang & Zwicker [2008] to
achieve this. In outline, this method estimates local co-ordinate frames for
every point and proposes correspondences by matching local descriptors. Each
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correspondence determines a rigid transformation which aligns the local coordinate frames. The large set of obtained rigid transformations is reduced
by clustering. The piecewise-rigid alignment is then cast as a graph labelling
problem in which the graph is constructed over the source mesh and each point
on the mesh is labelled with a rigid transformation. Alpha expansion [Boykov
et al., 2001; Kolmogorov & Zabih, 2004; Boykov & Kolmogorov, 2004] is used
to optimise the labelling to determine a piecewise-rigid alignment which aligns
the source to the target mesh while penalising stretching edges. For complete
details, we refer the reader to the paper [Chang & Zwicker, 2008].
6.3.4

3D model completion

Given each of the source models aligned to the target, we proceed to complete
the target model. This takes place in three stages. First, we identify areas of the
target model which are not well supported by the aligned source models, likely
to be clutter or extraneous geometry created by errors in the reconstruction,
and remove these. We then identify holes in the target and the completions
proposed by each of the aligned sources. Finally, we choose the best completion for each hole based on a cost function. We now describe each of these
stages in detail.
Clutter removal
Our target models often contain clutter and extraneous geometry: parts of the
surface that did not belong to the real shape, but were created by errors in the
SfM process or left in by the scene segmentation. In order to correct these
errors and correctly identify the hole boundaries in the target model, we first
identify and remove this clutter. To do this, we examine the support from the
aligned source models. Statistically, regions of the target to which no part of
any of the source models could be aligned are likely to be clutter, assuming
that the source models cover well the intra-class variation and the articulated
alignment is accurate.
Following this intuition, we formulate the segmentation of the clutter as the
binary graph labelling problem over the target mesh
X
X
argmin
D(p, fp ) +
V (fp , fq ) ,
(6.1)
fp ∈{0,1},∀p∈P p∈P

(p,q)∈E
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for target mesh points P and edges E, where inlier points take label 0 and
clutter label 1. We find the globally optimal labelling with a graph cut [Boykov
et al., 2001; Kolmogorov & Zabih, 2004; Boykov & Kolmogorov, 2004]. An
example result is shown in Figure 6.4. We now define the energy terms.
Unary energy. We define the unary to label a point as an inlier if the distance
to the closest point in any of the sources is “low”. For robustness, we use the
first quartile of the distances rather than the distance to the closest. To quantify
little support, we compare these closest distances to a constant proportional to
their median over the whole model as follows:



 Quartile S min x − xs
fp = 0
p
q
s
,
(6.2)
D(p, fp ) =
s∈S q∈P

c
fp = 1
where Quartile(A) returns the first quartile element of a set A, S is the set of
aligned source models, P s is the set of points in the sth source model, and the
constant


[
c = αMedian 
D(q, 0) ,
(6.3)
q∈P

with α as a constant weighting parameter.

(a) Clutter detection

(b) Result

F IGURE 6.4: Clutter is removed to clean the model and aid hole identification. We
define a graph labelling problem which classifies points on the mesh as clutter when
they have little support in the aligned source models (here, marked red) (a), which we
remove to obtain clutter-free model (b).
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Pairwise energy. For the pairwise energy, we use a Potts model with fixed
penalty c (as defined in Equation 6.3):
V (fp , fq ) = c [fp 6= fq ] ,

(6.4)

where [A] is the Iverson bracket, taking value 1 when statement A is true.
Part identification
In this section, we describe how we identify holes in the target, map the hole
boundaries to the source and then extract the proposal completion parts, as
visualised in Figure 6.5.
Target boundaries. We first identify holes in the target model. We find all
edges which are contained in only one polygon of the mesh, and hence on the
open boundary of the mesh. We then identify connected components within
these boundary edges, taking care to preserve the ordering of vertices. Each
connected component is a closed hole boundary.
Source boundaries. In order to identify proposal completions in the aligned
sources for each hole, we first identify the corresponding boundaries in the
source meshes. For each boundary and source mesh in turn, we do this by finding the closest points in the source to each point in the boundary in the target. In

(a) Target boundary

(b) Source boundary

(c) Source part

F IGURE 6.5: To identify parts for completion, we find open boundaries in the target
model (a), map these to the source model (b) and extract the contained source part (c).
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order to overcome local misalignment of the boundaries, we estimate the rigid
transformation from the source to the target and refine these correspondences
through ICP [Besl & McKay, 1992]. We then connect these corresponding
points by finding the shortest path through the source mesh between each of
them to obtain a corresponding closed boundary in the source.
Source parts. Finally, we identify the region of the source mesh that lies
within this boundary, which is the part that this source model proposes to complete the target with. We do this by identifying the smaller of the new connected
components created within the mesh when all edges connected to boundary
vertices are broken. Note that this assumes that the part is smaller than the
rest of the mesh, and also that the regions of the mesh on either side of the
boundary are no longer connected when connections to the boundary vertices
are removed. Where these assumptions do not hold, such as where there are
loops in the mesh, a good proposal for the completion is not found. In order
to ensure a good overlap, we “dilate” the part by adding all polygons which
contain at least one point already in the segmented part.
Hole completion
For each hole, given the set of proposed completions, we must choose the best
completion in a way that is robust to the holes and clutter in the source models,
as well as to errors in the alignment and other preceding stages of the pipeline.
We choose the part from source s∗ such that
s∗ = argmin Cfit (s) + βCincompleteness (s) .

(6.5)

s

We now define these two cost functions.
Fitting cost. The first term penalises parts which do not have a tight fit to
the target boundary B, and is defined as the median distance from the target
boundary to the part,



[
Cfit (s) = Median 
min xp − xsq  ,
(6.6)
p∈B

q∈P s

where P s is the set of points in the sth part.
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Incompleteness cost. The second term penalises holes within the source
part. We define this term as
Cincompleteness (s) = |B s | ,

(6.7)

where B s is the set of internal open boundary points in the sth part.

Post-processing. To reconstruct a single watertight output model, with the
remaining small gaps between the holes and source parts completed, we perform screened Poisson reconstruction [Kazhdan & Hoppe, 2013] on the set
of points in the completed model. We can then also colour each point by its
median colour when projected into each image from which it is visible.

6.4

Evaluation

In this section, we introduce our dataset, describe details relating to our implementation, and show results from our method. We also show failure cases and
discuss their causes.

6.4.1

Dataset

Out dataset consists of sets of images for 16 equestrian statues from cities
across Europe, with between 25 and 216 images for each statue. The variation
between the statues is quite large in terms of articulation, style and additional
elements such as a rider. In order to investigate our method beyond the holes
that existed in our data, we also created additional 28 target models by introducing large synthetic holes into some of the reconstructed models, making a
total of 44 incomplete target models.
In addition, as it can be assumed that in a real case, at least a few synthetic
models would be available too, we also we added 3 synthetic models of horses
as sources: two from [Sidi et al., 2011], and one from [Sumner & Popović,
2004], resulting in 47 source models.
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6.4.2

Implementation details

Our pipeline was implemented in a mixture of MATLAB and C++. We now
describe the tools we used to perform SfM reconstruction and object detection,
and the parameter settings in our pipeline.
SfM pipeline. In our case we obtain the camera calibrations using VisualSFM [Wu, 2011, 2013] and then feed the calibrated images to CMPMVS [Jancosek & Pajdla, 2011] for a dense mesh reconstruction of the scene geometry.
The resulting meshes contain an average of 2 × 105 triangular faces.
Object detection. We perform the object detection using the Deformable
Part Model detector trained on the VOC 2007 dataset [Felzenszwalb et al.,
2010; Girshick et al., 2012]. To achieve high recall, we use a low detection
threshold of −0.9. For the horse statues, we find that the existing equestrian
detector works sufficiently well, even though it is trained on images of real
horses and not statues.
Articulated alignment. For scale invariance, we first normalise the scale of
the segmented input models with a Procrustes analysis. In order to get good
results in the feature matching step, it was necessary to normalise the resolution of the meshes. We achieve this by multiple iterations of mesh subdivision
followed by a mesh simplification to approximately 50,000 triangles. We carry
out these operations using the “Loop” and “Quadric Edge Collapse Decimation” filters of Meshlab 1 . We use 5000 sampled features per model during
the feature matching, and the non-symmetric cost function only, to improve
robustness to clutter.
Parameters. In the object-of-interest segmentation, we set the number of
iterations P = 50, the threshold on the Jaccard index for a bounding box to
be an inlier TD = 0.6, the threshold on the number of votes required for the
foreground TX = 3 and the threshold for adding back connected components
TS = 75%. In the clutter removal, we use α = 1.5, and in the completion,
weighting factor β = 0.001.
1 http://meshlab.sourceforge.net/
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Timings. The bottleneck in the computational time is the articulated alignment. For each pair of models, this currently takes on the order of 1 hour to
compute, so for our dataset around 18 hours per target model. The other stages
are significantly faster. The object-of-interest segmentation takes on the order of 30s per model, the clutter removal also around 30s and the completion
around 10 minutes in total.
6.4.3

Results

We now describe our dataset and show results from our experiments. As our
method performs completion as a post-process to reconstruction, we expect
our method to produce a plausible result, but not necessarily a more accurate
reconstruction of the real object. As such, visual inspection provides the best
evaluation of the method. We achieve this through a quantitative evaluation of
our full set of our results and by showing renderings of a subset of our results.
Baseline. As a baseline, we smoothly complete the segmented input mesh
using screened Poisson reconstruction [Kazhdan & Hoppe, 2013]. This provides a watertight reconstruction of the input points, smoothly filling in any
holes in the original mesh. This method is fast and robust and smoothly fills
small holes. Note that this baseline already incorporates our object-of-interest
segmentation, ensuring the validity of the assumption of Poisson reconstruction that the surface is watertight, though this is not true for the whole scene
reconstruction.
Results. To quantitatively evaluate the shape reconstruction quality, we introduce a subjective grading scale from 0 to 10, with 4 points to reflect the
TABLE 6.1: Comparison of performance with different source datasets

Dataset
Raw SfM models
Repaired by baseline [Kazhdan & Hoppe, 2013]
Repaired by synthetic data
Repaired by SfM data
Repaired by synthetic + SfM data

Average reconstruction quality
Legs
Body
Head
Total
(1–4)
(1–4)
(1–2)
(1–10)
3.23
2.70
1.28
7.15
3.02
3.36
1.50
7.89
2.99
3.55
1.60
8.14
2.90
3.50
1.74
8.14
2.99
3.77
1.75
8.51
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(i)

(ii)

(iii)

(iv)

(v)

(vi)

F IGURE 6.6: Results of our method. Results (i) through (iv) show the completion of real holes, in (i) on the back, (ii) the whole
missing half of the horse, (iii) and (iv) the rider. Results (v) and (vi) show the completion of the synthetically created holes in the back
of the horse. For small holes, the baseline also produces good results (i). However, for larger holes, the smooth completion simply
rounds off the hole, while our method can complete the part. Note that when the completion is based only on synthetic data, the rider
(not present in the synthetic models) is cut off. Combining both sources of data clearly yields the best results in all cases.
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Poisson reconstruction

Input model

6.4. E VALUATION

(i)

(ii)

(iii)

(iv)

F IGURE 6.7: Failure cases of our method. In some cases, correct parts of the model
are classified as clutter and removed as in (i) and (ii), and our method does not always
choose the best part to complete the resulting holes, leaving the front right leg removed
in (ii) and all legs removed in (iii). Symmetries can cause errors in the alignment,
resulting in semantically inconsistent completions (iv).

quality of legs, 2 for the head, and the remaining 4 for the overall body. If a
part is fully presented and properly aligned, it gets the full score; if it has some
minor holes, alignment problems or clutter, it gets half the points; otherwise, it
gets no points. In order to evaluate the contribution of the two types of source
models, we tested our method on the SfM and clean models separately as well
as together. The results are shown in Table 6.1.
It can be seen that with any source dataset, the method improves the completeness of the models and outperforms the baseline method Kazhdan & Hoppe
[2013]. Using the synthetic or real data alone results in the same total score,
but different parts are completed better; the synthetic data, free from holes,
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noise and clutter, best completes the legs and body. However, for the heads,
the amount of variability captured in the source set plays the critical role, so
better results are obtained using the SfM data. For all parts, the best completion results are obtained using the full source set, showing that our method can
successfully exploit the combined advantages of both data types. In this case,
we found that 76% of the added points came from the SfM models, and the
remaining from the synthetic models, in proportion to their contribution to the
source set.
Breaking down the overall performance into parts, we see that while the reconstruction quality of the head is improved and the body much improved by our
algorithm, the quality of the legs is a little reduced. This shows that parts of the
legs are removed in the segmentation processes, and not then adequately completed. This could be prevented by identifying the legs in the original model,
which would require a more semantic understanding of the object, a problem
we leave to future work.
For qualitative evaluation, we also show a number of our results in Figure 6.6.
This figure shows the quality of our results, showing that are our method is
able to handle significant variation in the input models and complete very large
holes.
Failure cases. We show a number of failure cases in Figure 6.7. Their causes
can be at any stage in the pipeline, but most commonly the completion method
fails. Even when a good source part exists for completing a hole, it is not
always chosen by our cost function. This is because our cost function only
takes into account the fit at the hole boundary and the presence of holes in the
source part, but does not have access to any higher level reasoning about the
object class, for example that a horse should contain four legs. It is also caused
by the constraint that parts cannot be segmented in regions of the mesh where
there are loops, a problem which would also be easier to formulate given higher
level understanding.
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Conclusions

In this chapter, we propose an automatic method for the completion of 3D models of articulated objects. Our method draws on a set of exemplars for high
quality part completion rather than learning smoothed object models. For
whole scene completion, we first extract objects-of-interest, register them and
remove clutter. Our completion then localises holes and finds the best fitting
parts of other objects to create “Frankenobjects” consisting of multiple other
objects.
We demonstrate that while small holes can be completed with local smoothness priors, completing large holes requires a higher level understanding of the
object shape. We successfully add missing parts like heads, backs, legs and
horse riders which are just smoothed out stumps otherwise. Our failure modes
occur due to the registration of the models and confusing locally similar parts,
which would need higher level knowledge to disambiguate.
For future work, it would be interesting to investigate learning or otherwise incorporating higher-level object knowledge such as pose estimation. This would
help avoid over-fitting in the alignment, removing valid but unusual object parts
as clutter and selecting the right parts for completion. As well as improving the
alignment, it would also be very valuable to find good approximations to speed
it up, as it is currently the processing time bottleneck. Another line of future
work is to analyse reconstructions of dynamic scenes where articulation is omnipresent for a larger range of object classes. Finally, it would be interesting to
close the loop and combine our exemplar-based understanding as a prior with
data likelihoods in the 3D reconstruction process.

7
Conclusions
In this chapter, we bring the thesis to a conclusion, summarising the work
presented throughout the thesis with respect to the original goal. In Section 7.1
we then propose topics and themes to guide future work.
To guide our concluding remarks, we return to the goal of the thesis as stated
in Section 1.3:
The goal of this thesis is to close the gap in effort between the capture and
editing of visual media to produce high impact results by exploiting the
state of the art in scene understanding, allowing increased automation and
reducing the required user effort.
We have achieved this goal by presenting novel methods in image retargeting,
image completion and 3D model completion. In each case, the use of scene
understanding techniques enabled higher quality results to be achieved with
little or no extra user effort compared to existing methods.
In our proposed method for image retargeting (Chapter 3), a layered decomposition of the image allowed objects and their relative depths to be protected
while been kept in the scene by creating occlusions between them, at the cost
of the small user effort to provide a relative depth map using a state-of-the-art
segmentation tool.
In our proposed method for image completion (Chapter 4), the user need only
specify a region in an image to complete and a characteristic scale for the
texture, and optionally a set of transformations to use in doing so. By automatically finding regions repeating under the transformations, the method can
complete objects exhibiting self-similarity patterns such as rotational symmetry.
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In our first proposed method for 3D model completion (Chapter 5), the user
specifies a characteristic scale and provides a set of roughly aligned incomplete 3D models of the same class with labelled hole regions. In our second
3D model completion method (Chapter 6), the user merely provides a set of
image datasets of objects of the same class, from which the pipeline automatically constructs 3D models and completes them. In both cases, by taking
advantage of similarity in the shapes across the class, these methods can create
more semantically correct completions than generic or low-level completion
methods.
Furthermore, our proposed methods make steps towards overcoming problems
identified in the literature survey (Chapter 2) beyond the benefits of the increased use of scene understanding. By adapting the image completion methods of Wexler et al. [2007] and Barnes et al. [2009] to 3D model completion
(Chapter 5), we showed that this is a promising approach for the unified treatment of the completion of images and 3D models. Where possible, we used
quantitative analysis to evaluate our approaches, in both image completion
work (Chapter 4) and 3D model completion (Chapter 5). Finally, we did not
restrict ourselves to assuming the availability of datasets of clean 3D models
in our work on 3D model completion (Chapters 5 and 6), but instead demonstrated the use of noisy, incomplete and cluttered models as source models.
In conclusion, we believe that our proposed methods narrow the gap in effort
between the capture and editing of visual media, aiding casual users in editing
their captured visual media as they desire.

7.1

Directions for future work

While in each chapter describing our proposed editing tools, we already suggested directions for extending those specific lines of work, in this section we
identify high-level trends and directions which we believe should guide future
research in visual media editing tools more generally.

Exploiting scene understanding
This thesis has argued that scene understanding offers great potential for making powerful visual media editing tools. There is great scope for continuing this
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work, enabling visual media editing tools to become “intelligent” and adapt to
the different attributes of the data. In this thesis we focused on understanding
objects and patterns within the scene, but many other attributes of the scene
also affect the desired behaviour of an editing tool, including whether the
scene is static/dynamic, Lambertian/non-Lambertian, complete/missing data,
rigid/non-rigid, thing/stuff, textured/un-textured, and so on. While these possibilities of handling these cases correctly are currently held back by the accuracy
and efficiency of scene understanding algorithms, as these continue to improve,
so will the opportunities for their further application.

Exploiting all available data
Some kinds of data are expensive to acquire and hence are scarce, and may
remain so until a significant technological breakthrough is made. In order to
make progress, it is therefore important to exploit all available data, regardless of its quality or type. In the context of visual media editing, this means
for example exploiting all available images, videos and 3D models, whether
noisy or clean, in to learn about the space of visual media and thus about the
representation of any particular scene or object.

Unifying the approaches
It has been shown repeatedly in the computer vision and graphics literature
that carefully combining cues and algorithms leads to more powerful and robust systems. Also, in the case of visual media editing, many promising instances of methods which can provide a unified treatment for visual media and
many editing tasks have already been demonstrated. Finally, when considering user interactive tools, a single consolidated system with unified interaction
metaphors has clear advantages in that the user need only learn to use one
tool. These trends motivate the development of powerful, unifying tools and a
movement away from separate, monolithic approaches as the field matures.

Improving evaluation
For most visual media editing problems, the community has not yet produced
standard evaluation datasets and metrics, whether for quantitative analysis or
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protocols for user studies. These, however, serve many purposes in allowing
the measurement of the progress of the field, allowing comparison and evaluation of proposed approaches, and stimulating further work.
Furthermore, many visual media editing pipelines are long and complicated.
The number of unspecified variables and the time taken to re-implement these
pipelines create large costs for comparing methods, so that comparison is rarely
or minimally carried out.
Though the field has made good progress in spite of these difficulties, these
problems may become greater as the field matures and qualitative improvements are more difficult to attain. This motivates further work explicitly focused on the evaluation problem, and motivates the release of code where possible in order to aid comparisons between methods.
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