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Abstract
Autonomous Micro Aerial Vehicles (MAVs), in particular small multi-rotor
MAVs, have gained large popularity in the research community over the past
couple of years. Due to their size, inherent safety and agility, MAVs are not
only great research platforms, but have great potential in tomorrow’s civil
and industrial tasks such as: search and rescue, surveillance and inspection.
The control of MAVs during autonomous flights relies on the knowledge
of variables, such as the position, velocity and orientation of the vehicle.
However, these cannot be measured directly or drift-free by inertial sensors
typically used onboard the MAVs, necessitating an additional position reference. While GPS is a popular choice for outdoor applications like aerial
photography, it suffers from accuracy issues in cluttered environments, while
it is entirely unavailable in indoor missions. Another popular choice in estimating the pose of a MAV with respect to its surroundings, is the use of
laser-range finders, with many successful approaches existing in literature.
The wealth of information captured, their low weight and high frame-rate
make cameras a very attractive choice to feature the onboard sensor suite of a
MAV. With this rationale, this dissertation focuses on enabling autonomous
flights with MAVs in previously unknown indoor and outdoor areas, solely
using an onboard camera as the only exteroceptive sensor. As vision cues
alone are not enough to ensure robust flight performance, fusing cues from
an Inertial Measurement Unit (IMU), available on every MAV, is key in enabling autonomous flights using solely onboard sensors. The complementary
nature of visual and inertial data renders this setup a very powerful sensor
combination, albeit posing challenges in their synchronization, calibration
and more generally, their fusion within the estimation process. With the
minimal and generic sensor setup of a single camera and an IMU on board a
MAV, this dissertation investigates methods in the areas of control, state estimation, and finally path-planning, to form a novel, comprehensive framework
for autonomous MAV navigation.
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For control of MAVs, we study the necessary dynamics and differential
flatness of multi-rotor systems. We discuss potential abstractions in order to
employ position- and trajectory controllers, once designed, on different types
of multi-rotor platforms. Based on our investigation, we present a control approach based on dynamic inversion, which skips the commonly used attitude
control loop and significantly reduces the mathematical operations necessary,
rendering the approach well-suited for constrained onboard hardware.
For successful control of the MAV, accurate state estimation is key. We
present a versatile framework, using an Extended Kalman Filter (EKF) to
fuse visual information with inertial measurements from the onboard sensor
suite. The challenges in design and formulation of this framework, both from
the integration and the algorithmic point of view are great: not only are sensor calibration states essential for consistent state estimation throughout an
entire mission, but also handling of delays and different rates of the sensors’
measurements are vital. Moreover, as a consequence of using a monocular camera, arbitrarily scaled position-measurements have to be specifically
handled. We present our findings on how to improve visual localization approaches, and formulate measurements from additional sensors, to allow a
more generic formulation of our state estimation framework. Furthermore,
we extend the EKF framework towards relative state estimation between two
dynamically moving vehicles, each equipped with an IMU. With all computation running onboard the MAV, localization and dynamic maneuvers in
unknown environments are shown to be possible solely with feeds from a
monocular camera and an IMU–without any external references or known
landmarks.
The state estimation framework incorporates states whose observability
is only maintained as long as the MAV undergoes certain excitation. We
present a path-planning method, accounting for both the dynamics of the
MAV, and the state estimation framework at hand. We demonstrate our
autonomous MAV navigation framework in action with paths being planned,
such that the vehicle remains in an observable mode, while circumnavigating
areas where localization becomes too uncertain.
The combination of the approaches presented in this dissertation forms
a MAV navigation system, allowing autonomous trajectory generation and
following in real scenarios, while offering various interfaces and a modular design for further research. This work brings MAVs a step closer to autonomous
operations in real-life scenarios, where they can have a great impact.
Keywords: Micro Aerial Vehicles, Inversion Based Control, Multi-Sensor
Fusion, Self-Calibration, Visual-Inertial Navigation, Collaborative State Estimation, Trajectory Planning, Motion and Uncertainty Aware Path Planning
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Kurzfassung
Autonome Mikro-Helikopter (MAVs), insbesondere kleine Multi-Rotor Helikopter, erreichten in den vergangenen Jahren zunehmende Beliebtheit in
der Forschung. Aufgrund ihrer Größe, ihrer Sicherheit und Agilität eignen
sich MAVs nicht nur sehr gut als Forschungsplattformen, sondern haben
großes Potential für zukünftige zivile wie auch industrielle Anwendungen wie
beispielsweise Bergung und Rettung, oder Inspektionsaufgaben.
Für die Regelung von MAVs während autonomen Flügen werden Größen
wie Position, Geschwindigkeit und Orientierung benötigt. Diese sind jedoch nicht problemlos und driftfrei mittels der typischerweise an Bord von
MAVs verfügbaren Inertialsensorik messbar, weshalb zusätzliche Positionsmessungen benötigt werden. Für Anwendungen im Freien, wie z.B. für Luftbildaufnahmen, sind GPS Sensoren eine gängige Wahl, jedoch verschlechtert
sich die Auflösung in bebauten Gebieten, bis hin zur Unbrauchbarkeit innerhalb von Gebäuden. Eine weitere Möglichkeit zur Bestimmung der Position
eines Mikro-Helikopters relativ zur Umgebung sind Laser-Abstandssensoren,
mit Hilfe derer bereits erfolgreiche Ansätze in der Literatur zu finden sind.
Aufgrund ihres geringen Gewichts, der hohen Messrate und den umfangreichen Informationen, die auf einmal aufgenommen werden können, eignen
sich Kameras sehr gut als Sensoren an Bord eines MAVs. Diese Dissertation zeigt daher Methoden, die autonome Flüge mit MAVs nur mit Hilfe von
Kamera(s) im Freien sowie innerhalb von Gebäuden ermöglichen. Visuelle
Informationen alleine sind jedoch noch nicht genug, daher werden vielmehr
Daten von Inertialsensorik, die an jedem MAV vorhanden sind, mit visuellen
Informationen fusioniert. Die komplementären Eigenschaften der Daten von
Inertialsensoren und von Kameras ergeben eine leistungsstarke Kombination
von Sensoren, mit Hilfe derer autonome und robuste Flüge ausschließlich mit
on-Board Sensorik erst möglich werden. Auf Basis dieser minimalen Sensorkonfiguration beschäftigen wir uns in dieser Dissertation mit Methoden in
den Gebieten Regelung, Zustandsschätzung sowie Wegplanung.
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Für die Regelung von Multi-Rotor Systemen studieren wir zunächst das
dynamische Verhalten, sowie die differentielle Flachheit dieser Systeme. Wir
diskutieren mögliche Abstraktionen, sodass Positions- bzw. Trajektorienregler an verschiedenen Multi-Rotor Systemen wie z.B. an Quadrokoptern oder
an Hexakoptern zum Einsatz kommen können. Schließlich zeigen wir einen
Regelungsansatz basierend auf dynamischer Inversion, welcher es erlaubt die
sonst typische Lageregelung zu überspringen.
Zur erfolgreichen Regelung von MAVs wird eine zuverlässige und genaue
Zustandsschätzung benötigt. Daher präsentieren wir in dieser Arbeit einen
universell einsetzbaren Ansatz, der mit Hilfe eines Erweiterten Kalman Filters (EKF) die Daten der Sensoren an Bord fusioniert. Dies stellt jedoch
große Herausforderungen dar, sowohl von algorithmischer Seite, als auch von
Seiten der Integration: Sensor-Kalibrierungszustände müssen geschätzt werden und Verzögerungen von Sensordaten sowie deren unterschiedliche Messraten müssen beachtet und kompensiert werden. Darüber hinaus müssen
beliebig skalierte Positionsmessungen ausgeglichen werden, die sich aus dem
Ansatz der Positionsbestimmung mit nur einer Kamera ergeben. Als Erweiterung zeigen wir einen Ansatz zur relativen Zustandsschätzung zwischen
zwei sich dynamisch bewegenden MAVs, die jeweils mit Inertialsensorik ausgestattet sind. Alle Berechnungen, inklusive Bildverarbeitung, finden an
Bord statt, womit wir zeigen dass nur mit Hilfe dieser minimalen Sensorkonfiguration dynamische Flüge in unbekanntem Gelände und ohne externe Positionsmessungen möglich sind.
Der Zustandsschätzer beinhaltet Zustände, deren Beobachtbarkeit nur
gegeben ist, solange der Helikopter in Bewegung ist. Daher wurde eine Methode zur Wegplanung entwickelt, die optimale Pfade nicht nur im Sinne des
kürzesten Weges plant, sondern auch so, dass ausreichend Anregung unter
Berücksichtigung der Flugdynamik gegeben ist, um die Beobachtbarkeit aller
Systemzustände zu gewährleisten. Darüber hinaus werden nur Pfade geplant, die das Überfliegen von Gebieten vermeiden, in welchen (visuelle)
Lokalisierung zu unsicher wird.
All diese Ansätze ergeben zusammen ein MAV Flugnavigationssystem,
dass es ermöglicht autonome Aufgaben mit MAVs in unbekanntem Gelände
und ohne Abhängigkeit von GPS durchzuführen. Darüber hinaus ermöglicht
das modulare Design einfache Erweiterbarkeit für zukünftige Forschungsaufgaben. Mit diesen Ergebnissen bringt diese Arbeit MAVs einen wichtigen
Schritt weiter zu autonomen Manövern in echten Einsätzen.
Schlüsselworte: Multikopter, Quadrokopter, Hexakopter, Positions- und
Trajektorien Regelung, Multi-Sensor Datenfusion, Zustandsschätzung, VisuellInertiale Navigation, Trajektorienplanung, Wegplanung
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Acronyms
DoF

Degree of Freedom

EKF

Extended Kalman Filter

FCU

Flight Control Unit

GPS

Global Positioning System

HLP

High Level Processor

LLP

Low Level Processor

MAV

Micro Aerial Vehicle

MEMS

Micro Electro Mechanical System

MPC

Model Predictive Control

NTP

Network Time Protocol

PRM

Probabilistic Road Map

PAV

Personal Aerial Vehicle

PTAM

Parallel Tracking And Mapping

RF

Radio Frequency

RGBD

Color (Red, Green, Blue) and depth information (D)

RMS

Root Mean Square

ROS

Robot Operating System

RRBT

Rapidly exploring Random Belief Tree

RRG

Rapidly exploring Random Graph

RRT

Rapidly exploring Random Tree
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SLAM

Simultaneous Localization And Mapping

UAV

Unmanned Aerial Vehicle

UKF

Unscented Kalman Filter

VO

Visual Odometry

VSLAM

Visual SLAM
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Chapter 1

Introduction
How can something, that is actually heavier than air, fly? This is probably
the question that triggers the immense fascination of flying amongst many
people. The author thoroughly shares this fascination, by having started
to build and fly model airplanes. As model-planes have become larger and
more sophisticated, seeking for further challenges, model-helicopters triggered
enormous interest. As a logical consequence, the increasingly popular quadrotors in the model hobby-market have been capturing the attention of the
author. Even though the idea theoretically renders a trained pilot useless,
there have always been the persistent questions, not only of why these vehicles
fly, but how can we actually make these vehicles fly autonomously, without a
trained pilot?
With properties such as small size, low weight, inherent safety and maneuverability of multi-rotors, research groups and industry are overwhelmingly
interested in addressing this question; and in employing these systems in reallife scenarios – where it would otherwise be too dangerous, time-consuming
or even impossible for humans to physically intervene. In this dissertation,
we approach this question by breaking down the problem into three different
areas; control, perception/state estimation and planning. As it is often the
case that the accuracy of GPS is not sufficient, or GPS cannot be considered
as a reliable or available service, we exclude GPS feeds from consideration
in our framework for the sake of generality. The only onboard sensors considered are an Inertial Measurement Unit (IMU) and a camera. This is due
to their complementary nature and their suitability for Micro Aerial Vehicle
(MAV) navigation in terms of power consumption and weight. We show how
to close the vision based navigation loop by thoroughly combining control,
state estimation and path planning employed onboard a MAV; based on theo1
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retical and practical considerations. The result is a powerful MAV-navigation
framework that enables MAVs to navigate autonomously through previously
unknown or un-mapped areas, providing the building blocks necessary for
realistic, autonomous operation of MAVs.

1.1

Micro Aerial Vehicles (MAV)

First, we clarify the term “Micro Aerial Vehicle”, shortly MAV. While this
term can be used to describe many classes of small flying vehicles, we use it
throughout this dissertation to refer to multi-rotor helicopters, such as the
commonly known quad-rotor, hex-rotor or octo-rotor with a weight of not
more than approximately 1.5 kg. These helicopters have in common that all
their rotors are aligned on a plane, while all rotor axes are perpendicular to
that plane. An example of a quad-rotor can be seen in Fig. 1.1a, while Fig.
1.1b shows a hex-rotor. Another common property is the inherent agility,
but also instability of this setup. We can exploit this agility for performing
dynamic maneuvers, but this also imposes great research challenges in terms
of perception, control and planning.

(a)

(b)

Figure 1.1: Examples of MAVs, a quad-rotor (left) and a hex-rotor (right), used
within this dissertation. These MAVs are multi-rotor helicopters with all their
rotors aligned on a plane, while all rotor axes are perpendicular to that plane.

Even though small radio-controlled quad-rotors started to appear since
2000, a short excursion into history reveals that the idea of multi-rotor helicopters is not new – in fact, it is about 90 years old. After several attempts
and failures, probably the first quad-rotor that was able to fly was constructed
by Jerome de Bothezat. In addition to four main rotors, four additional small
propellers helped controlling the quad-rotor. This quad-rotor can be seen in
Fig. 1.2. In 1922, the ungainly Jerome-de Bothezat Quadrotor or “Flying
Octopus” flew many times, albeit at low altitudes and slow forward speeds.
It was not very controllable and its “forward motion” was really a result of
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wind and drift (Leishman, 2006, pg. 25). As a result of the poor performance and changing interest of the military in other projects, this project
was finally canceled. During years of development, helicopters with a single main rotor and a small tail rotor to compensate for the main rotor’s
torque – which we nowadays call “conventional” helicopter – have superseded multi-rotor systems, with only a few exceptions. This was most likely
caused by the increased complexity of multi-rotors at the time: Yet, building
and controlling two or more primary lifting rotors was even more difficult
than controlling one rotor, a fact that seemed to evade many inventors and
constructors (Leishman (2006, pg. 6)).
Development of highly efficient lithium-polymer batteries and electronically commutated electric motors, commonly known as “brushless” motors,
combined with the miniaturization of sensors, computing devices, and their
exponential growth of processing power in the past two decades paved the way
for the success of MAVs. Instead of having complex mechanics and gearboxes,
some x-shaped frame with a motor on each corner, directly driving a rotor,
became the only required mechanical parts. Their resistance against crashes
and the inherent safety of many small rotors, compared to one large rotor, finally started the triumphant advance of multi-rotors – among hobbyists first,
before triggering the interest of the research community. However, as with
the initial “Flying Octopus” of Bothezat, many (open) research challenges
remain for small multi-rotor helicopters, albeit their focus has shifted significantly. Nowadays, the mechanic parts are relatively simple, but the main

Figure 1.2: Probably the first flying multi-rotor helicopter, the so-called “Flying
Octopus”, which had its first flight in 1922. ((Leishman, 2006), c National Park
Service)
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complexity lies in the electronics and even more in the necessary algorithms,
in order to handle the great agility of these vehicles. Some low-level stabilization is well established in the meantime, such that a trained human pilot
can control a MAV: For instance keeping its position, flying to landmarks,
or even performing stunts. However, reaching more and more autonomy for
MAV flights is still a large field of research, with many open questions. Thus,
only a few groups have managed to show autonomous missions.
Somewhat ironically, the recent advances in the MAV field have led to
the development of a purely electric manned multi-rotot helicopter. The
first prototype, the “VC1” (e-volo, 2013) performed its first manned flight in
October 2011. An improved prototype with 18 rotors is currently in development, featuring a real cabin, while having the rotors on top. It is supposed
to lift two persons while staying airborne for about an hour. The first remote
controlled test flight took place in November 2013. This vehicle is shown in
Fig. 1.3 – an impressive difference to the vehicle of Bothezat (Fig. 1.2), and
a very interesting turn of development. A detailed insight in the history of
helicopters can be found in the work of Bouabdallah (2007).

Figure 1.3: Prototype of a manned multi-rotor helicopter with 18 rotors, which
is intended to carry two persons over a time of approximately one hour. (Picture:
e-volo GmbH, (e-volo, 2013))
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Fields of Application for MAVs

MAVs are small, light-weight, very agile and relatively quiet flying vehicles
that can be employed in a variety of tasks. MAVs have gained great popularity especially in the field of aerial photography already. Still operated
by trained pilots and/or with the help of GPS, photographs can be taken
from locations that are neither reachable by full-scale helicopters, fixed-wing
aircraft nor by camera-cranes. Possible applications are aerial photographs
or videos from sport events or from buildings.

(a)

(b)

Figure 1.4: Surveillance and search and rescue scenarios. (Illustration: sFly
(2009))

However thanks to their properties, these vehicles are very suitable for
more complex tasks than just taking pictures. MAVs are able to hover and
to operate in any direction in confined spaces, and thus can access areas that
humans or ground robots cannot reach, or where it is too dangerous for humans. Typical scenarios are search and rescue, surveillance (Fig. 1.4), or
inspection. In search and rescue, the meltdown in the Fukushima nuclear
power plant, which was caused by an earthquake and a following tsunami,
was a widely discussed topic in both research and industrial communities.
Here, many challenges appeared at once: while the radiation made it very
dangerous for human workers to enter certain areas, this became further
complicated due to the collapsed structures as a result of the earthquake,
restraining ground vehicles from entering. Such a scenario has actually been
analyzed, and experiments with collaboration between an aerial and a ground
vehicle was demonstrated by Michael et al. (2012). In these experiments, the
ground vehicle carried a MAV as far as possible, when the MAV took off and
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explored the environment. This disaster has highlighted the potential of autonomous and robust MAVs to aid in disaster scenarios. Main contributions
of this dissertation were achieved during course of the EU project “sFly”
(sFly, 2009), which was tailored for these scenarios: A swarm of MAVs had
to navigate autonomously through urban areas, under the constraint that
GPS is not a reliable service. Instead, only onboard sensors, an Inertial Measurement Unit (IMU) and camera(s), were used as main navigation sensors.

Figure 1.5: A MAV in an inspection scenario (Illustration: (EuRoC, 2014))

MAVs can access areas that may be dangerous, difficult and time consuming to reach for humans, not only in disaster scenarios, but also in inspection
scenarios in industry. Areas to inspect can be reached faster, more thoroughly
and especially more safely, than for instance employing industrial climbers,
where risk is always present. As down-time of plants during inspection plays
an important role, large fields of application open for employment of MAVs.
An inspection scenario is shown in Fig. 1.5.
All these scenarios have in common that line of sight is no longer guaranteed. Simple onboard video streams limit the operator’s perception of the
situation, and thus do not allow the operator to compensate for the fast
dynamics of a MAV. This becomes a bigger problem when taking into account that considerable delay usually comes along with these video streams.
Therefore, a MAV has to be stabilized to a level that enables an operator to
tele-operate a MAV while being able to focus on the mission task at hand.
This is usually an inspection expert or director of operations, who is untrained
in piloting MAVs. In case there should be no human in the control loop, the
requirements are similar: the vehicle has to remain in a stable state until a
(usually slow) high-level process makes decisions about the next action. The
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proximity to buildings or even indoor operation restrict the use of GPS for
localization of MAVs in such scenarios. This is because of the inaccuracy of
GPS, which becomes even worse in close proximity to buildings, as so-called
multi-path effects or shadowing of satellites further reduce accuracy. As a
result, new methods for (relative) localization, control and planning within
such scenarios have to be devised.

(a)

(b)

Figure 1.6: Artist’s impression about a concept Personal Aerial Vehicle (PAV)
(myCopter (2011), c Gareth Padfield, Flight Stability and Control)

Not quite “micro” anymore, but the recent advances in the field of MAVs
also led to novel developments in the area of manned aircraft. The EU project
“myCopter – Enabling Technologies for Personal Aerial Transportation Systems” (myCopter, 2011) aims at developing technologies and studies about
possible future Personal Aerial Vehicles (PAV). One of these futuristic scenarios is to reduce, if not entirely drop, the amount of pilot training required
to operate such a vehicle. In an ideal case, similar to the search and rescue
or inspection scenarios, only high-level input should be sufficient to operate the vehicle, such that even untrained and less technology-savvy persons
would be able to operate it. While cruise flights covering longer distances
over sparsely populated areas can be handled with the aid of GPS, there
is significant overlap in research when it comes to navigation in urban environments, for instance: take-off, landing site selection and landing. This
involves the whole chain of perception, control and planning. Before actually
building and performing experiments with real PAVs, these scenarios can be
explored by using MAVs. Fig. 1.6 shows an artist’s impression of how such
a PAV could look like. Interestingly, this illustration was created before the
emergence of e-volo (Fig. 1.3) – the difference in design is actually small.
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Challenges for Autonomous MAVs

Ego-motion and scene estimation form the backbone of any task involving
autonomy of some degree. Given the strict limitations on weight and power
consumption on MAVs, the choice of sensors, processors and algorithms, all
impose great technical and scientific challenges. Moreover, while the use
of GPS outdoors comes naturally, sole reliance on the availability of GPS
is highly problematic – especially in the scenarios introduced before. Even
when the GPS signal is available, the measurements provided can be very
inaccurate (especially in altitude), compromising the accuracy of position
estimates.
For ground-vehicles, without the help of any artificial beacons or GPS,
ego-motion and scene estimation is well explored, and often relies on the popular 2 D SICK laser range-finders and wheel odometry used in a Simultaneous Localization And Mapping (SLAM) Framework, as for instance shown by
Montemerlo et al. (2002). However, major differences exist between ground
vehicles and MAVs – sensors and algorithms that work well on ground vehicles
cannot simply be applied on MAVs due to inherent challenges. Namely:
Limited Payload and Power Supply: MAVs are heavily constrained by
weight and power limitations, as they have to provide sufficient vertical thrust
in order to keep themselves hovering. Sensors like standard laser range-finders
or high quality cameras and lenses exceed the weight budget by far. This
requires that lightweight, and therefore usually less sophisticated components
have to be used at the cost of having noisier and less accurate data. Thus, this
projects to greater challenges from the algorithms perspective, which needs
to cope with such data to achieve robust estimates. The weight and payload
limitation also restricts the choice of onboard computers that can be used
in order to process information from the sensors. As a reference, the takeoff weight of a commonly used MAV is 1.5 kg, including 0.5 kg of payload
with a flight autonomy of approximately 15 min. For this class of MAVs,
approximately 100 mW are required per 1 g take-off weight for hovering – a
fact that has to be considered, even for mounting small additional payload.
Degrees of Freedom: For a ground vehicle, the motion is constrained by
the surface it is moving along, allowing for several simplifying assumptions
for state estimation, planning and control. Only position in two Degrees Of
Freedom (DoF), as well as the heading (yaw angle) of the vehicle have to be
estimated and controlled. These constraints are not valid anymore for a MAV.
There are additional two degrees of freedom for the vehicle’s attitude (pitch
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and roll angle) as well as one additional degree of freedom for its altitude.
This requires state estimation, control and planning to be performed in full
3 D space.
Coupled Dynamics: The type of MAV we study here (cf. Section 1.1) is
an under-actuated system. With the given geometry of the MAV, regardless
of the number of rotors, the forces and torques originating from the rotors
only map to four control inputs. As a result, the attitude has to be changed
in order to move the MAV forwards or sidewards. This in return changes the
field of view of onboard sensors interacting with the MAV’s environment like
cameras, or distance sensors. This adds to the challenge of robust pose and
motion estimation.
Fast Dynamics: The fast un-damped dynamics of a MAV require at least
PD-control techniques for position control. Therefore, accurate velocity estimation with a high update rate is essential. Proportional control techniques
with position information from relatively slow SLAM algorithms – as commonly used for ground vehicles – would quickly lead to oscillations, especially
in combination with unavoidable delays of measurements. Thus, while the
agility of MAVs allows great versatility, it poses great research questions to
the estimation, control and planning problem.
Constant Motion and Inherent Instability: Compared to ground vehicles, a MAV cannot simply stop to acquire sensor readings, when state
estimation is delayed or contains high uncertainty. While waiting for measurements or re-evaluation of uncertain state estimates, the vehicle continues
moving and further falsifies these estimates. As a result, this soon leads to
oscillations and instability, accentuating the need of a fast and accurate estimation process. Fig. 1.7 shows the simplified stability behavior for both
ground and aerial vehicles.
ground'robot'

MAV'

Figure 1.7: Comparison of vehicle dynamics: while a ground vehicle (left) can
always simply stop, a MAV (right) needs to permanently controlled due to its
unstable dynamics.
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Current State of the Art

The research towards autonomous MAVs has been increasingly active over the
past few years, resulting in great progress in the field. We give an overview
about the achievements directly related to MAV systems, while pointing to
the detailed related work and state of the art in the respective chapters. The
research being done on MAVs can be classified into several fields, mostly in
terms of the exteroceptive sensor(s) used to obtain information about the
state of the vehicle, but also into fields as control and design, as well as
path-planning. In the following, we present the achievements using external
tracking or motion capturing systems, followed by the achievements being
made with active onboard sensors perceiving depth. A discussion about work
on localization and mapping with (passive) cameras follows, after which we
discuss approaches for control and design of MAVs. Finally, related work on
planning approaches for MAVs is presented.
Tracking with Motion Capture Systems / External Cameras: A
few approaches exist using standard cameras and either known markers or
shapes to track MAVs Klose et al. (2010); Altug et al. (2002); Achtelik et al.
(2009c), while most approaches rely on professional motion capture systems.
We have seen impressive work showing flights with aggressive maneuvers like
flying through thrown hoops, through narrow horizontal or vertical openings, or perching almost upside down on Velcro-tape (Mellinger et al., 2010;
Mellinger and Kumar, 2011). Furthermore, performing precision maneuvers,
such as triple flips with over 1000 ◦/s turn rate, choreographed dancing with
multiple quad-rotors, balancing an inverted pendulum while flying or playing ping-pong, was shown by Lupashin et al. (2010), Schoellig et al. (2012),
Hehn and D’Andrea (2011), Hehn and D’Andrea (2011), Ritz et al. (2012).
While these approaches focus on control and/or trajectory planning aspects,
all these approaches heavily rely on motion capturing systems (e.g. Vicon)
providing almost perfect state estimation and do not focus on how to exploit information from inertial sensors onboard the MAV. Thus, feasibility
of these approaches is limited to controlled lab environments. However, as
one of the main contributions in this work and the work of Weiss (2012)
are major improvements on perception and state estimation on MAVs, all
these works complement each other very well. In fact, as shown later in this
work, we were able to apply the methods presented by Mellinger and Kumar
(2011) with our state estimation framework and controller to perform dynamic maneuvers purely based on visual-inertial navigation with over 5 m/s
in low altitude.
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Localization and Mapping with Depth Sensors: Much work on 2 D
laser range finder based navigation, mapping exploration and control has
been conducted by a variety of research groups. Probably the first group
showing to employ a laser range finder within the position control loop, was
the group of Nicholas Roy: first by He et al. (2008), who also presented
a planning approach that takes into account the localization capabilities of
the limited range of the sensor. Not much later, the same group was able to
successfully complete a complex indoor navigation scenario of an internationally renowned aerial robotics competition, mainly by laser based navigation,
aided by stereo visual odometry (Achtelik et al., 2009a,b). This was further
improved towards larger (outdoor) environments, including loop closures, by
Bachrach et al. (2011). Similar work was presented by Grzonka et al. (2012).
However, employing a 2 D laser range finder on a MAV relies on some assumptions on the environment in order to work properly. This is usually
the “2 1/2 D” assumption, i.e. man-made environments with vertical walls.
Pushing control, state estimation and localization to the limits, Bry et al.
(2012) have shown very impressive maneuvers based on known maps in confined indoor spaces using a fixed wing aircraft equipped with a laser-range
finder, while having a stall speed of 10 m/s. Similar aggressive maneuvers were
performed by Richter et al. (2013) with a quad-rotor equipped with a laser
range finder, reaching velocities of up to 8 m/s in confined spaces as well.
Probably the first work applying the popular Kinect RGBD depth camera
in robotics was done by Henry et al. (2010), while it was probably first
applied on a MAV by Stowers et al. (2011), showing altitude estimation.
Shen et al. (2012) were working towards overcoming the limitations imposed
by the 2 1/2 D assumption by additionally incorporating the Kinect RGBD
sensor to create 3 D maps, while still relying on the 2 D laser range finder for
localization. Eventually, Bachrach et al. (2012) showed operation of a MAV
with a RGBD based visual odometry approach and planning in information
space based on probabilistic roadmaps (PRM) (Prentice and Roy, 2009),
having the Kinect fully within the control loop. Similar to Achtelik et al.
(2009b), Tomic et al. (2012) showed to combine stereo and laser odometry,
but fully computed onboard and with improved data fusion. Very recently,
Sturm et al. (2013) showed operation of a MAV, having RGBD based dense
3 D reconstruction and localization of the vehicle in the control loop. In
their work, data fusion with IMU readings to obtain fast state estimates and
the position controller is based on the here-presented work (Section 3.1.3,
Section 2.2). Due to heavy computational demands, dense 3 D reconstruction
was performed offboard on a laptop. Navigation of an octo-rotor in outdoor
environments, using a stereo camera setup and a rotating laser-range finder in

12

1. INTRODUCTION

order to overcome the 2 1/2 D assumptions was also recently shown by Cover
et al. (2013).
Localization and Mapping with Cameras: Early work with camerabased navigation, mainly with larger classical helicopter models, has been
shown for instance by Chapuis et al. (1996) and Saripalli et al. (2002). In
these approaches, however, cameras were not directly used within the position (stabilization) control loop. Localization and control was mainly based
on GPS, while the camera was used to compute waypoints, as for example
for autonomous landing or obstacle avoidance. Amidi et al. (1999) presented
a stereo visual odometer which was already employed in the control loop, but
computational limitations imposed great constraints on the system. Kanade
et al. (2004) showed initial results with a state estimator using vision, inertial and GPS information. Hrabar et al. (2005) presented a reactive optical
flow approach to guide a helicopter around obstacles. Here, we focus on on
approaches having cameras directly in the position control loop of MAVs (cf.
Section 1.1), enabling autonomous flights in GPS denied environments.
In general, we have to distinguish between monocular and stereo vision
approaches, each having distinct advantages and drawbacks. The generality and compactness of using a monocular camera to estimate its pose, and
possibly the scene structure, have had major influence on the popularity and
applicability of this setup in the computer vision community (Klein and Murray, 2007; Davison et al., 2007; Eade, 2008). Inherent with monocular vision
based approaches is the difficulty of estimating depth, and thus absolute scale,
which imposes great research challenges in monocular solutions. While relative scale estimation is possible with respect to some arbitrary initial value, it
is never clear whether an obtained map corresponds to a lilliputian or a gigantic structure. The problem of arbitrary absolute scale affects all monocular
setups – from SLAM systems like (Davison et al., 2007) to pose estimation in
n-point algorithms (Nistér, 2004), or optical flow based approaches (Hamel
and Mahony, 2002). Due to the necessity of a metric position or velocity
estimate for MAV control, and the difficulty of recovering the absolute scale,
popularity of monocular vision approaches in the MAV community has not
yet reached the same level as it has in the computer vision community.
In terms of purely onboard vision based navigation and control, monocular
optical flow based approaches, tightly coupled with control (visual servoing),
have been introduced for a generic under-actuated system by Hamel and
Mahony (2002), further improved towards its applicability on quad-rotors by
Mahony et al. (2008), and finally shown to be used to land on a moving target
by Herisse et al. (2010).
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A localization and mapping approach, commonly used within the MAV
community, is our modified version of the monocular vision Parallel Tracking And Mapping (PTAM) framework, originally developed by (Klein and
Murray, 2007). Our modifications (Weiss et al. (2012b) and Section 3.3.2 in
this dissertation) enabled its use not only in small work-spaces, but also in
large outdoor environments. Depending on the settings, it can be either used
as visual SLAM or visual odometry algorithm. However, this does not yet
solve the visual scale ambiguity problem. Early work on solving this problem
onboard a MAV with the aid of IMU data was done by Nützi et al. (2010);
Blösch et al. (2010). This evolved further, and we were able to show outdoor
flights with monocular vision / IMU data-fusion with all computation onboard the MAV in (Achtelik et al., 2011b). In that work, the visual scale was
estimated with the help of a barometric pressure sensor. Bristeau et al. (2011)
solved the scale ambiguity problem on the commercially available quad-rotor
“AR.Drone” initially by employing optical flow in combination with an ultrasonic sensor, measuring the distance to the ground plane, and more recently
with the aid of a barometric pressure sensor. Honegger et al. (2012) followed
the same methodology with the ultrasonic distance sensor, and developed a
ready-to-use velocity sensor within their “PixHawk” project. However, these
optical flow approaches only yield a velocity, instead of an (absolute) position, and thus, cannot return to an initial take-off position without significant drift. Engel et al. (2012) avoided this problem, and showed autonomous
indoor operation with an AR.Drone, using both its optical flow sensor, as
well as PTAM. Scale is recovered by a maximum likelihood approach, using the vehicle’s ultrasonic sensor as a metric reference. A problem with
these approaches is the limited range of the ultrasonic sensors, or accuracy
and sensitivity to disturbances for the case of a barometric sensor. Tightly
coupled as well as loosely coupled approaches (see Section 3.3), fusing information from the IMU with optical flow to obtain a metric velocity, have been
presented by Weiss et al. (2012b); Omari and Ducard (2013); Lynen et al.
(2013b). Shen et al. (2013a,b) use a single camera at a high frame-rate as
their primary navigation sensor, which enables performing fast maneuvers.
For scale recovery, the authors use measurements from an additional camera
with known extrinsic calibration at a lower rate, essentially rendering this a
stereo-vision approach.
Regarding onboard stereo vision in the position control loop, we were able
to show controlled flights using stereo visual odometry in (Achtelik et al.,
2009b), however computed off-board. An improved and more robust stereo
visual odometry pipeline with intelligent handling of keyframes was presented
by Voigt et al. (2011). A depth visual odometry pipeline employed on a
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MAV, and fully computed onboard was also shown by Bachrach et al. (2012).
Here, a RGBD sensor is used to obtain depth for visual features, which
could also be done with stereo vision. Fraundorfer et al. (2012) perform
dense 3 D mapping and obstacle avoidance with an onboard stereo camera
and full onboard computation, while the optical flow sensor presented by
Honegger et al. (2012) was used for navigation and control. Further stereo
vision approaches have been presented by Cover et al. (2013), and Tomic
et al. (2012). The latter approach has been improved by Schmid et al. (2013)
towards an onboard FPGA implementation of the Semi Global Matching
algorithm (Hirschmüller, 2008), obtaining dense depth images in real-time.
Control and Design: Standard (Proportional-Differential, PD) control
approaches are commonly used in the MAV community to stabilize the position of their MAVs. Usually this is done by having several nested control loops
for position, velocity, attitude and angular velocity, as summarized by Mahony et al. (2012). While this works for simple hovering applications, more
advanced solutions have been presented, enabling precise trajectory tracking in dynamic flights. Lee et al. (2010b) presented a nonlinear controller,
performing control in the special Euclidean group SE (3) and thus avoiding
singular cases, as would be the case for standard nested control approaches.
While results were only shown in simulations, Mellinger and Kumar (2011)
and Richter et al. (2013) showed its applicability on MAVs performing fast
and aggressive maneuvers. A novel control approach was presented by Wang
et al. (2011), based on nonlinear dynamic inversion. Instead of multiple
nested loops, an outer position loop, directly controls angular rates of the
MAV, significantly simplifying the math and allowing for higher bandwidth.
In the same spirit is the work of Mueller and D’Andrea (2013), who employ
a Model Predictive Control (MPC) approach for the outer position loop, and
using angular velocities of the MAV as control signals as well. However, the
MPC approach causes significant CPU load, even on a desktop computer.
The design of quad-rotors has been analyzed and presented by many authors, for instance: Pounds et al. (2002); Bouabdallah (2007); Gurdan et al.
(2007); Achtelik et al. (2011a). Different multi-rotor setups and their allocation and control, also with respect to rotor failure situations, were analyzed
by Achtelik et al. (2012a).
Planning Once perception of the environment is established, and the MAV
is able to hover or follow more complex trajectories, the question arises how to
navigate between a starting point and a goal – known as path planning. While
there exist a large number of approaches for ground vehicles, approaches be-
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ing able to navigate MAV(s) in three-dimensional environments are rather
sparse. He et al. (2008) show by planning in “information space” that a
direct path between start and goal may not be the best choice, since localization with the limited range of the employed laser range finder is not
guaranteed. Instead, a path has to be flown, such that sufficient structure is
within the sensing range to ensure localization. This was further improved in
combination with a RGBD sensor by Bachrach et al. (2012), employing probabilistic road maps (Prentice and Roy, 2009). Sacrificing a global minimum,
Richter et al. (2013) showed an effective and fast method to compute dynamic trajectories for a MAV. They furthermore reformulated the trajectory
optimization method proposed by Mellinger and Kumar (2011) to an unconstrained problem. This allows for a higher number of path segments, and
improves numerical stability for the high order polynomials commonly used
to represent path segments. Planning towards optimal paths and formation
of multiple heterogeneous MAVs was demonstrated by Mellinger et al. (2012),
while goal assignment for large teams of MAVs was demonstrated by Turpin
et al. (2013). Cover et al. (2013) demonstrated path planning in real-time and
with low latency in outdoor environments, being able to handle both dense
environments and large open spaces. Another very interesting concept was
demonstrated by Choudhury et al. (2013): using a RRT* planner (Karaman
and Frazzoli, 2010), feasible routes are generated and provided to a human
operator in case of engine malfunctions, in order to reach emergency landing
sites within the remaining range of the helicopter.

1.5

Contributions and Goals

In the preceding sections, we discussed several challenges for autonomous
MAVs, as well as how these have been attempted to be solved within the research community. In order to address these challenges within this dissertation, we focus on solutions incorporating a minimal sensor setup, comprising
of an onboard monocular camera as main localization sensor, and an Inertial
Measurement Unit (IMU). The good combination of characteristics offered
by cameras (e.g. wealth of information captured, low weight), make them
great candidates for MAV sensors in onboard real-time systems. Fusing their
visual cues with inertial cues turns out to be very beneficial, as they provide complementary information. However, while this setup is very suitable
for MAV navigation, it imposes great research challenges. This follows the
work of Weiss (2012), who has been a close collaborator during the course of
this work. While Weiss (2012) focused on visual localization, and theoretical
analysis of the state estimation framework developed, this dissertation puts
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MAV specific practical considerations into focus. Complementary to the work
of Weiss, this dissertation investigates and proposes methods in the key areas enabling autonomous operation of MAVs – control, state estimation and
path-planning – and thoroughly combines them, while specifically focusing
on feasibility and integration issues on MAVs, to be successfully employed on
a real working system. Namely, the core contributions of this thesis are:
1. Modular design of the MAV system, for software as well as for hardware.
Furthermore the development of fast, but robust position control and
trajectory following methods. These need to be lightweight enough to
be performed on constrained onboard hardware, while explicitly avoiding simplifying assumptions on hovering conditions.
2. Development and evaluation of a modular multi-sensor fusion framework, constantly estimating the MAV’s pose and motion in real-time.
This framework is able to incorporate a multitude of different sensors,
and is able to cope with delayed measurements while estimating the
inter-sensor calibration(s), or possibly scaled position measurements
online, given that the MAV exhibits sufficient motion. Further examples of the integration of non-standard sensors or measurement updates
are provided.
3. Extension towards IMU-aided multi-vehicle sensor fusion, estimating
the relative pose between two dynamically moving vehicles.
4. Path-planning, that is able to handle uncertainty of localization, while
explicitly incorporating MAV dynamics and the required motion for the
aforementioned state estimation approaches. Furthermore, cases where
onboard sensors would fail to localize are avoided by the approach.
The overall goal of this dissertation has been to combine all these contributions, and enable a MAV to navigate in large, unknown1 outdoor environments. With navigation, we mean that the MAV is stable flying on its
own; while an operator at a ground station only gives high-level commands,
such as simple waypoints, desired velocities or dynamic trajectories. With
the planning approach from Chapter 5, this requirement is further extended
such that the MAV has to find its path to a goal on its own, around obstacles
and around areas where it cannot localize. All while exhibiting sufficient motion to maintain observability of certain states of the sensor fusion framework
that would be unobservable otherwise.
1 Only for the planning approach in Chapter 5, we have to relax this requirement a bit:
We need at least a preliminary flight across the area in a safe altitude to obtain a map of
the environment. This, and possible workarounds are detailed in Section 5.3.1.
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These tasks have to be achieved solely with onboard sensors, namely
with a monocular camera and an IMU, and without the help of any external
reference such as GPS, motion capture systems, nor with known markers or
landmarks. To maintain stability, all time critical tasks have to be computed
onboard in order to avoid relying on brittle radio links. Stable hovering has
to be possible, as well as dynamic trajectory flying, finally leaving simplified
hovering conditions.

1.6

Structure of this Dissertation

This dissertation is comprised of three main parts: control, state estimation
and path planning. Following this introduction, we present the system design
and control of a MAV in Chapter 2. A short introduction of the necessary dynamics is followed by the system design, explaining how the various modules
or building blocks – hardware as well as software – interact with each other.
Furthermore, two position and trajectory control approaches are presented.
The presented controllers rely on knowledge about the MAV’s state. Therefore, accurate state estimation is key to autonomous operation, which is covered in Chapter 3 and Chapter 4. We introduce fusion of data from an IMU
with additional sensors and algorithms, that are able to estimate the pose or
position of the MAV within an Extended Kalman Filter (EKF) formulation.
This gets gradually extended to multi-sensor fusion, followed by more practical approaches showing how to integrate such a complex framework on constrained onboard computers of a MAV. We present a quantitative evaluation
of the framework, and finally special additional sensors that could be further
incorporated. Chapter 4 extends the filtering framework towards relative
state estimation between two dynamically moving vehicles, each equipped
with an IMU.
Following the description of the control principles governing our MAV and
the onboard state estimation, Chapter 5 describes a path planning approach
that takes both uncertainty of localization and state estimation, as well as the
MAV dynamics into account. This uncertainty and motion awareness in the
planning process is of major importance. First, it enables dynamic flights,
and second, several states within our state estimation framework require
motion in order to become observable. Results are shown in simulation as
well as in a larger sized outdoor environment.
This dissertation is concluded in Chapter 6 where we summarize our results and achievements, and finally point out future directions.

Chapter 2

System Design and
Control of a MAV
This and the next chapter introduce the steps, and building blocks, necessary
to keep a MAV airborne without the help of a trained pilot. These building
blocks have been identified as control, localization and state estimation. In
addition to these building blocks, system design from both hardware and
software integration points of view should not be neglected – only the good
combination of all these building blocks allows for a complex system like
a MAV to operate stably and safely. With the term control, we refer to
position and trajectory control of the MAV. Its combination with the state
estimation framework from the next chapter not only allows an untrained
pilot to operate the MAV, but it also enables higher-level algorithms such as
exploration or global planning (e.g. as presented in Chapter 5) to perform
autonomous maneuvers with the MAV.
While this chapter focuses on system design and control of a MAV, the
next chapter goes into the details of state estimation and shows approaches
for vision based localization. Both chapters can be read independently: We
assume for the state estimation framework that there is a controller requiring
state information in order to stabilize the vehicle. For this chapter, we assume
that this state information is provided by the state estimation framework
from Chapter 3. Details on which state information is required are given in
the respective sections for the control approaches presented. This separation
of control and state estimation makes the controller independent from the
employed localization methods, as long as their measurements are sufficient
(in terms of observability) for the state estimator to provide state information
of the MAV.
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For the control approaches presented, we aim to leave hovering conditions and to avoid the assumptions and approximations coming along with
these conditions. Dynamic trajectory flying is preferred over simple waypoint
to waypoint following, which potentially incurs forced stops at intermediate
waypoints. Therefore, all methods presented have to be free from hovering
assumptions and are required to work for dynamic maneuvers.
In this chapter, we discuss the dynamics of MAVs from a higher-level
point of view in Section 2.1 first, allowing us to generalize control approaches
for multi rotor-type MAVs. In Section 2.2 and Section 2.3, we discuss two
control approaches (Achtelik et al., 2011b, 2013b) that were developed and
used within the projects during the course of this dissertation. In addition,
we discuss vehicle specific low level control and allocation for a hex-rotor.
Experimental results are presented in Section 2.4.

2.1

System Design and Requirements

In this section, we discuss the properties of the MAVs used throughout this
dissertation. For most subsystems presented in the following, we do not want
to make a distinction between quad-rotors or hex-rotors and their different
rotor configurations. As a consequence, we will derive only a small subsystem, that handles all vehicle specific details, providing a generic interface
to the remaining ones. First, we have a look at the vehicle dynamics for
generic multi-rotor systems from a higher-level point of view, as required
later in the control part (Section 2.2, Section 2.3). The dynamics described
here are furthermore essential for path planning and trajectory generation,
as described in Chapter 5. Knowing the dynamics, we present our overall
system setup and show how this is integrated on the MAVs produced by Ascending Technologies (AscTec, 2013), which are used for all work within this
dissertation.

2.1.1

MAV Dynamics from a High Level Point of View

Modeling of a quad-rotor with respect to aerodynamic effects, and its attitude
control have been thoroughly studied by Bouabdallah (2007). Unlike on classic manned helicopters, where aerodynamic effects and rotor dynamics play
an essential role in the design process, “for a typical robotic quad-rotor vehicle, the rotor design is a question for choosing one among five or six available
rotors from the hobby shop, and most of the complexity of aerodynamic modeling is best ignored. Nevertheless, a basic level of aerodynamic modeling is
required.” (Mahony et al., 2012). Therefore, we focus on the dynamics from a
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higher level point of view, which are necessary for position control, trajectory
generation and trajectory tracking. We omit the aerodynamic effects here,
and will show how these can be handled in Section 2.3.
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Figure 2.1: Left: Setup depicting the vehicle body / IMU with respect to a world
reference frame. C 0̄w denotes an intermediate frame with a rotation of the yawangle ψ around z w , while C iw denotes the full attitude of the IMU-centered vehicle.
Right: hex-rotor used in this work, with according rotor turning directions.

The setup of an exemplary hex-rotor with the necessary coordinate frames
is depicted in Fig. 2.1. In addition to the fixed world frame, we define two
coordinate frames for the vehicle, which just differ in their rotation: The body
frame of the vehicle “i”, centered around its inertial measurement
unit (IMU),

and an intermediate frame “0̄”. C iw = xi y i z i denotes the orientation


of the IMU frame expressed in the world frame, and C 0̄w = x0̄ y 0̄ z 0̄
denotes the orientation of the vehicle by the yaw angle ψ around zw . Angular
velocities ω and angular accelerations ω̇ are expressed in the IMU’s (body)
coordinate system.
MAV Dynamics
Essentially, all dynamics of the MAV depend on the rotational velocities ni
of the individual rotors. Here, we study the case where all rotors are aligned
on a plane and where their axes of rotation are parallel to the MAV body’s zaxis. The rotors are furthermore assumed to have a fixed pitch angle. These
requirements are usually fulfilled for most robotic multi-rotor systems. We
can write the effects of the rotational velocities of the rotors on the resulting
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thrusts and torques on the rigid body of the multi-rotor with N rotors as:
 2
n1


 
M 0
ω̇
 
(2.1)
= I −1 · A ·  ...  ; I =
0 m
T
2
nN

This maps the square of the rotor-speeds n1...N over an allocation matrix
A, capturing the vehicle geometry and rotor constants, and over an inertia
matrix I to the thrust T along the vehicle’s z-axis and to the angular acceleration ω̇ of the vehicle. The inertia matrix I consists of the moment of inertia
matrix M and the mass m of the vehicle, which will be further detailed for
a hex-rotor in Section 2.3.3. We express the thrust in terms of acceleration
along the body z-axis, rather than as force for simplicity. This definition of
thrust can always be computed from the total amount of forces FT and the
mass m of the MAV.
From (2.1), we can see that any setup or number of rotors just maps
to four degrees of freedom under the given assumptions, namely angular
acceleration ω̇ and thrust T , which we can use to control the vehicle. We
can also see this by inspection of Fig. 2.1 on the right: By changing thrust
of individual rotors, the vehicle can be rotated in all directions, while it can
only accelerate in its z-axis, giving a total of four degrees of freedom. As a
result, the system is under-actuated since it moves and rotates in 3 D space,
yielding six degrees of freedom. In the following, we give an intuitive view
on how this property steers the dynamics of the MAV, and how this relates
with position control and trajectory planning.
Looking at the geometry of the MAV, it becomes clear that in order to
accelerate to a certain direction, a specific attitude is required in order to
turn the thrust vector towards this direction. Applying Newton’s second law
yields the acceleration a with respect to the world frame, depending on the
attitude C iw , gravitational acceleration g and the total amount of thrust T :

a = C iw · 0

0

T

T


− 0

0

g

T

;

T = FT /m

(2.2)

This equation shows that the acceleration, or the second derivative of position
of the MAV, is a function of the attitude and the thrust. To show the relation
to angular velocity, and getting closer to the controls that the MAV can
actually apply (see (2.1)), we take the first derivative of a and obtain an
expression for the jerk j. Both C iw and T are time-dependent, therefore
using the chain differentiation rule with Ċ = C · bω×c, yields:

j = C iw · bω×c · 0

0

T

T


+ C iw · 0

0

Ṫ

T

(2.3)
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It can be seen that the body-fixed angular velocities ω directly relate to the
jerk j, or the third derivative of position. Taking one more derivative,

s = C iw · bω 2 ×c · 0


T
+ C iw · bω̇×c · 0 0 T +

T

2 · C iw · bω×c · 0 0 Ṫ + C iw · 0 0
0

T

T

T̈

T

(2.4)

we can see that the angular acceleration ω̇ now appears. Rotor speeds can
be simply mapped to ω̇ and T as shown in (2.1).
Under the assumption that the motors can change the rotor speed n
instantaneously, this would yield a fourth order system for position control.
When it comes to trajectory generation, we do not want to make this assumption. We require n to be continuous and that ṅ can change instantaneously.
ṅ is linear to the torque of the motor, which is linear to the electrical current
passing through the coils of the motor. The dynamics of the current are
much faster than the remaining systems, such that this is a safe assumption.
As a result, we need continuity at least up to the fourth derivative of position, i.e. the snap. This was also analyzed by Mellinger and Kumar (2011),
showing that position (p) and yaw (ψ) are differentially flat outputs of the
MAV: given sufficiently differentiable functions for p and ψ always allows to
express the full state and controls of the MAV in terms of p and ψ and their
derivatives. This lets us compute the state of a MAV solely in terms of the
position p, the yaw angle ψ and their derivatives: We can compute the full
attitude C iw and thrust T , resulting from (2.2):

T
t
; t = aw + 0 0 g ; T = |t|
T

T
z i × x0̄
yi =
; x0̄ = cos(ψ) sin(ψ) 0
|z i × x0̄ |
xi = y i × z i


⇒ C iw = xi y i z i
zi =

(2.5)

aw denotes the current acceleration and ψ the yaw angle of the helicopter in
the world frame. The thrust vector t comprises of two components: It has to
compensate for gravity g, in addition to the current linear acceleration aw .
As a result, t defines the direction of the unit vector z i of the body fixed
coordinate system i.
The angular velocities ωx and ωy can be directly computed from the jerk,
j and thrust T , by taking advantage of the product with the skew-symmetric
matrix of ω, according to (2.3). ωz is obtained by the rotation of the angular
velocity ψ̇ (expressed in world coordinates) into the IMU frame. Since ψ̇ has
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just a component in the z-axis, this reduces to a projection along z i :
ωx = −y Ti · j/T
ωy = xTi · j/T
ωz = ψ̇ ·

z Tw

(2.6)

· zi

Following Mellinger and Kumar (2011), a methodology can be applied
in order to obtain expressions for the angular accelerations ω̇ with the help
of (2.4). For our multi-rotor
this means that we can define the
 systems,

differential flat outputs as p ψ , as long as we find an inverse of the allocation matrix A (see (2.1)) that maps thrust T and angular acceleration ω̇
to respective motor commands.
Control Levels and Control Separation
Given the derivations from above, we see that there are different potential abstraction layers, as depicted in Fig. 2.2. We work with quad-rotors as well as
with hex-rotors, but aim at utilizing similar algorithms for both, while requiring as few adaptations as necessary for the specific hardware. The idea is to
implement a cascaded control structure, having a simple low-level controller
specifically designed for the given hardware in the inner loop. This provides
generic controls for a high-level position or trajectory tracking controller in
the outer loop, hiding vehicle specific details such as mass, inertia, or number of rotors from high-level control. Even a rotor failure situation, that can
be handled with a hex-(or more) rotor, would be hidden from the high-level
controller. In the ideal case, all that needs to be known for the higher level
controller should be time constants and potential saturations of the low level
controller. In a rotor failure situation, these values may change, but it does
not require any algorithmic changes for the high-level controller. The lowlevel controllers are aimed to be simple, such that they can be implemented
on computationally constrained micro-controllers. As these are usually closest to the sensors and actuators, this approach avoids unnecessary delays and
lets us tame the fastest dynamics of an MAV.
While there is physically no other choice than mapping thrust linearly
to the squared rotor speeds of the MAV, we have the following options for
control separation involving the rotational degrees of freedom:
Attitude / acceleration level separation: The low-level controller closes
the inner loop at attitude level. Attitude commands are usually inverted
according to (2.2), in order to provide a linear acceleration (a) control interface to the high-level controller. The high-level controller is then most often
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Figure 2.2: Control level separation: A vehicle specific low-level controller closes
the loop at the level of angular rates or attitude to a high-level controller. This
abstracts vehicle specific details such as mass, inertia, number of rotors or even
a rotor failure situation from the high-level controller, which closes the loop on
position level.

a simple P(I)D control loop. This approach is probably the most common
option. However, it requires accurate knowledge of the current attitude – a
fact which is often underestimated. Given only gyros and accelerometers as
sensors, the attitude of the MAV is not observable (Weiss, 2012; Martin and
Salaun, 2010). As a result, a wrong attitude estimate leads to a bias in the
control inputs. In practice however, attitude estimation based on this information works more or less well, based on some heuristics and the designers’
experience. We present our results on this approach in Section 2.2.
Angular rate / jerk level separation: At an intermediate level, a simple proportional controller can be employed to close the inner control loop
at angular rate level ω, based on gyroscope readings. Inversion of (2.3) provides a jerk level (j) control interface to a linear high-level controller. This
approach was presented by Wang et al. (2011), and we will further develop
and discuss this approach in Section 2.3.
Angular acceleration / snap level separation: On the lowest level,
we can utilize a mapping (allocation matrix, moment of inertia) from rotorspeeds, to angular acceleration ω̇ according to (2.1). Linear controls on snap
level (s) can be applied according to (2.4). As an alternative, Lee et al.
(2010b) propose a nonlinear controller.
The aforementioned options have distinct advantages and drawbacks, depending on the given hardware and algorithms available. We discuss these in
the sections following the system design, for the attitude and for the angular
rate level approach.
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MAV Hardware and System Design

Our main setup consists of a MAV equipped with an Inertial Measurement
Unit (IMU), a monocular down-looking camera and an onboard computer.
We are using both the “Pelican” quad-rotor ((Achtelik et al., 2011a), Fig.
2.3a) or the “FireFly” hex-rotor ((Achtelik et al., 2012a), Fig. 2.3b) by
Ascending Technologies. Compared to the Pelican, the FireFly has an im-

(a)

(b)

Figure 2.3: Overview of the two MAVs, the AscTec Pelican and the AscTec
FireFly, used within this dissertation.

proved vibration damping system for the sensors (camera, Flight Control Unit
(FCU)) and can tolerate failure of one rotor. Apart from different mounting
and payload options, both MAVs are equipped similarly. The FCU features
two 60 MHz ARM 7 microprocessors, the Low-Level Processor (LLP) and the
High-Level Processor (HLP), as well as an Inertial Measurement Unit (IMU)
with linear acceleration sensors and gyroscopes measuring the angular velocity. It is furthermore equipped with a barometric pressure sensor, with a
magnetic compass and a GPS sensor.
The LLP is a black box, which is in charge of all low level tasks that are
required for manual flight operation, while the HLP is dedicated to custom
code. The code to be executed on the FCU, that has been developed during
the course of this dissertation, runs on the HLP. As Fig. 2.4 shows, the
HLP can access all relevant data (angular rates, linear acceleration, estimated
attitude, rotor speeds) from the LLP over a high-speed interface almost delayfree. In return, it can access the LLP on different control levels: On the
highest level, it can send GPS waypoints. On an intermediate level it can
send attitude, yaw-rate and thrust commands. On the lowest command level,
it can send individual rotor speed commands to the LLP, which forwards
those directly to the motor controllers.
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Figure 2.4: Overview of the data flow and interfaces of the MAV. The position /
waypoint control module on the LLP refers to GPS based control, and will therefore
not be used in this work. (Achtelik et al., 2011a)

Tasks such as the state estimation framework from Section 3, or the visual
navigation framework Section 3.3.2, are computationally too demanding to
be executed on micro controller hardware. These tasks are part of the position control loop, which is crucial for autonomous maneuvers with the MAV.
Therefore, we cannot afford streaming sensor information to a ground station, process it, and send control commands back to the MAV over a wireless
connection. Wireless connections such as over 802.11 a/g/n WiFi networks
which would allow for streaming at high data rates, as for instance required
for streaming images, can become unstable and usually incur jitter, delay or
message-drops. For these reasons, the MAVs are equipped with powerful onboard computers, which are able to process all critical tasks onboard. These
computers are either 1.6 GHz Atom or 1.86 GHz Core2Duo (“MasterMind”)
embedded onboard computers from Ascending Technologies (AscTec, 2013).
To ease development and deployment, these onboard computers run standard
Ubuntu Linux operating systems, while for inter-process communication, the
Robot Operating System (ROS) (Quigley et al., 2009) is used as middleware.
As neither the standard Ubuntu operating system nor ROS are particularly well suited for real time applications, we chose to distribute our processing tasks among the HLP, and the onboard computer according to their
computational complexity and real-time requirements. This is shown in Fig.
2.5: The position controllers shown in the following sections as well as parts
from the state estimation (Section 3.1.2) are time-critical and require direct
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and fast access to data from the LLP. These processes are less complex and
can therefore be executed on the HLP at a rate of 1 kHz1 . More complex
parts like trajectory sampling, image processing and remaining parts from
the state estimation (Section 3.1.3) are, by having offloaded the critical parts
on the HLP, less time-critical and can therefore be executed on the onboard
computer without having real-time issues. How the tasks of the state estimation are distributed, is further detailed in Section 3.2.

Figure 2.5: System overview: the computational demanding tasks are executed on
the onboard computer, while the less intensive and time critical parts are executed
on the high-level micro processor at a rate of 1 kHz. This figure shows the task
distribution for the attitude level position controller presented in Section 2.2.

With this setup, solely the onboard hardware is in charge of time-critical
tasks within the position control loop: From visual localization (Section 3.3.2)
over data fusion and state estimation (Section 3.1), to position control or trajectory following (following sections). Solely high-level tasks, such as sending
waypoints or trajectories, global localization or global planning (e.g. Chapter
5) run on a ground station computer. These tasks are often computationally
demanding, but less time critical such that a WiFi link can be employed
1 No

operating system employed on the HLP, and execution is triggered every 1 ms.
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to communicate with the ground station. Furthermore, this system design
is modular such that researchers can focus on their specific research and/or
replace certain modules and experiment with their own. This allows focusing
on the task at hand, instead of having to fight several issues at once.

2.2

Standard Position Control

Following up on the principle of hiding vehicle specific details by abstracting
control inputs on different levels as introduced in Section 2.1.1, we present
two of these approaches in the following. We start with a controller using
controls on acceleration level. From the lessons learned, we move on to an
approach working on jerk level. The work in this section was published in
(Achtelik et al., 2011b).
The computational capabilities of the onboard hardware (onboard computer and HLP) restrict us to simple and efficient control approaches, especially since we aim at executing the controller on the HLP. This unfortunately
excludes Model Predictive Control (MPC) based approaches, as for instance
presented by Mueller and D’Andrea (2013), which require a few milliseconds
for computation even on a desktop computer. Given that we also need computation time for state estimation and localization algorithms like (visual)
SLAM, these control approaches are infeasible for our hardware.
Since we do not want to rely on linear control approaches solely linearized
around the hovering point, both our approaches are based on the concept
of nonlinear dynamic inversion. With an adequate knowledge of the plant
dynamics, this control approach can transform the nonlinear system into
an equivalent linear system without any simplification, through exact state
transformation and suitable control inputs (Isidori, 1995). This lets us apply
well known and understood linear control system techniques (Khalil, 1992;
Wang et al., 2011), and it furthermore facilitates trajectory generation and
motion planning (see Section 5.2.3). We define pseudo control commands u
for the linear system, which we finally turn into control commands available
from the vehicle. This also aligns well with the findings of Mellinger and
Kumar (2011) about the differentially flat outputs: we can perform linear
control techniques and choose our pseudo control commands (u) in the domain of position p and yaw ψ and their derivatives, and finally turn those
into vehicle specific control commands.
For the first position control approach, we employ a cascaded structure
consisting of two loops. As the inner loop, we use the well tested attitude
loop provided by the LLP of the FCU (see Section 2.1.2), while the outer
loop (position) is implemented on the HLP (see Fig. 2.6).
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For the position controller presented in this section, a control structure of
relative degree two is implemented: Position and speed control are performed
in one control loop, yielding desired accelerations u = a as our pseudo commands. By the inversion shown below, these commands are turned into the
low-level commands. These comprise of the desired attitude angles roll, pitch

T
and yaw φ θ ψ des and the thrust Tdes . Outputs of the low-level attitude

T
controller are the rotational velocities n1 . . . n4/6 of the rotors (four or
six, depending on the vehicle). This low level controller is implemented on
the LLP, which is a black box for the user, and is therefore not focus of this
work. The outer position loop is implemented on the HLP, whose control
structure is detailed in Fig. 2.6, including the rates of the different parts.

Figure 2.6: Structure of the position controller. Subscript 0 denotes coordinates
with respect to the world frame, while subscript B denotes coordinates with respect
to the current body frame. The names in braces denote on which physical device
the corresponding part is executed. (Achtelik et al., 2011b)

For the position control loop, the translation dynamics of the MAV need
to be modeled and inverted. The world frame (denoted by w) is used as
inertial frame in order to apply to Newton’s law, and for the generation
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of reference trajectories. As can be seen from Newton’s second equation
in (2.2), the attitude angles are encoded in the rotation matrix C iw , but
we cannot directly invert this equation to solve for the attitude angles. In
order to simplify the inversion, the 0̄-frame has been introduced as a leveled
frame with the same yaw angle ψ as the local body frame denoted by i (see
Fig. 2.1). In a first step, desired accelerations in the world frame can be
transformed into the 0̄-frame by a simple rotation through the azimuth or
yaw ψ. Applying Newton’s second law in this system results in:

T 
T
a0̄ = C i0̄ · 0 0 T − 0 0 g
(2.7)

a0̄ denotes the acceleration expressed in the 0̄-frame, and C i0̄ denotes the
rotation matrix between the 0̄ and i-frame. Solved for the roll angle φ, the
pitch angle θ and the thrust T , we get:
q
T = a20̄,x + a20̄,y + (a0̄,z + g)2
(2.8)
a0̄,y
T
a0̄,x
θ = arctan
a0̄,z + g

φ = − arcsin

(2.9)

(2.10)

These equations transform our pseudo controls u = a0̄ into the controls of the
system φ, θ, T . Therefore, a linear dynamic between the inputs, the position
commands and the pseudo controls is achieved, and linear control techniques
can be applied.
As we can only command the second time derivatives of the position commands pc as pseudo controls, the command trajectory needs to be sufficiently
smooth, such that its second time derivative exists. Linear reference models are used to generate the reference trajectories pref and their derivatives,
computed in the 0-frame and governed by the following equation:
aref = ω02 · (pc − pref ) − 2ζ · ω0 · v ref

(2.11)

u = aref + (v ref − v) · kd + (pref − p) · kp

(2.12)

The reference dynamics can be set by the natural frequency ω0 and the
relative damping ζ. For the controller presented in this work, the damping is
set to 1 to ensure aperiodic behavior, and the natural frequency is set to 2.5
based on experiments. The error controller computing the pseudo controls
can now be designed, and is governed by the following equation:
Where p is the estimated position and v is the estimated velocity as described
in detail Chapter 3. kp , kd are the proportional and differential gains for the
error controller.
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At this point, one advantage of the system becomes obvious: Commanding a step signal for the position, a trajectory for acceleration, speed and
position is computed. The trajectory for the acceleration is directly commanded to the vehicle as feed forward commands. Theoretically, in an ideal
world without disturbances and an exact model of the MAV, this would be
sufficient to keep the MAV on the desired trajectory. Since this is usually
not the case, the error controller compensates for the deviations of speed and
position from the desired trajectory. For waypoint following, this results in
high accelerations at the beginning, constant velocity during cruise flight and
finally slowing down towards the desired final position. An example of the
generated reference trajectories is shown in Fig. 2.7

reference / feed−forward [m] [m/s] [m/s2]

5
4
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2
1
0
−1
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velocity (ref)
acceleration (ff)
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5
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Figure 2.7: Response of the reference model (eq. (2.11)) on an input step of 5 m,
in our case a change in the desired position. Note that the model outputs a negative
acceleration after t = 3.5 s to slow the vehicle down in advance in order to arrive at
the desired position fast, but without overshoot. By transforming the input step
to a ramp, we can limit the velocity. Acceleration can then be limited by setting
ω0 . Setting bounds this way does not influence stability of the reference model.

Furthermore, bounds on the controlled state and the control inputs are
introduced: accelerations and therefore attitude angles are limited to reasonable values, as well as velocities. A command filter was also implemented,
giving the MAV’s safety pilot the possibility to steer speed signals in the
0̄-frame with the sticks of the RC transmitter. However, these bounds introduce non-linearities if directly implemented within the reference model,
which can lead to unstable behaviour of the reference model. This happens
in practice for large position changes, which result in oscillations of the refer-
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ence model. As a workaround, we transform step inputs of position changes
to a ramp with the maximum velocity as slope. As a result, the maximum
allowed acceleration can now be set by choosing ω0 accordingly.
The behaviour of the presented approach is in some sense similar to MPClike approaches, but at much lower computational complexity. Only a few
additions and multiplications are necessary in order to compute the reference
trajectories. However, the drawbacks are that the bounds could be formulated in a much cleaner way within a MPC approach. It is also not possible
with the reference model based approach to define an arbitrary terminal state
with v 6= 0, meaning that the MAV has to stop at each waypoint.

2.3

Advanced Position Control

The control method presented above performed well for most applications
during the course of this dissertation. It uses simple, but reliable and well
tested control structures, such as the attitude controller shipped with the LLP
of the MAV. In case of algorithm failures on the HLP, a well trained safety
pilot can take over in most cases and save the MAV – a fact which should not
be underestimated when experimenting with expensive and fragile hardware.
However, it also has its limitations: the attitude controller on the LLP is a
black box, and we do not know much about the internal dynamics and thus
cannot take full advantage of the vehicle’s capabilities. The LLP furthermore
uses its internal estimate of the attitude for control, which is theoretically
not observable, as explained in Section 2.1.1. This works well for most applications like hovering or waypoint following, but may produce wrong results
for dynamic trajectory flights. Furthermore, as we can see from equations
(2.7) through (2.10), the inversion from the acceleration pseudo commands
to actual vehicle commands is not straight forward, and potentially costly on
micro-controller hardware. The work leading to this section was published
in (Achtelik et al., 2013b).
Seeking for a better solution, we were inspired by the work of Wang et al.
(2011), implementing a two-loop controller design which is based on nonlinear
dynamic inversion up to angular rates. Mellinger and Kumar (2011) showed
that a quad-rotor is differentially flat only on four outputs, namely position
and yaw. This means that the four inputs of thrust and angular acceleration
can be expressed solely using the flat outputs and their derivatives. Since we
can find a solution to map desired angular acceleration and thrust to motor
commands (see Sections 2.1.1, 2.3.3), the assumption of differentially flat outputs holds for the hex-rotor as well. The remaining outputs of roll and pitch
do not explicitly appear and are just functions of the desired accelerations.
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Therefore, there is no reason for these two states to be controlled states, but
rather, they just need to be known – which we can perfectly achieve with
our state estimation framework presented in Section 3. The overall setup is
depicted in Fig. 2.8

Figure 2.8: System overview: the computational demanding tasks are executed
on the onboard computer, while the less computationally complex but time critical
parts are executed on the high-level micro processor at a rate of 1 kHz. The EKF
propagation part (see Section 3.2.1) provides a current state estimate and IMU bias
corrections to the controller, which obtains its reference (Ref) and feed forward (FF)
signals from the trajectory generator (Section 5.2.3).

In the following, we show how to directly command angular velocities in an
outer control loop, and employ a simple angular rate controller as the inner
control loop. By skipping the common cascaded position-velocity-attitude
loop, we obtain increased bandwidth, allowing for aggressive maneuvers. The
mathematical formulation of this approach gets substantially simplified and
thus is computationally very efficient: throughout the whole control loop,
there is only one atan2() operation that has to be computed, which makes
the approach perfectly suited for computationally limited micro-processors.
Also, this approach allows for a better separation of the position control
problem from vehicle-specific parameters as explained in Section 2.1.1: a
rate loop can be easily implemented on any multi rotor-like platform with
a simple controller based on gyro readings (i.e. no attitude estimation is
required for the inner loop). At the end of this section, we also show how
to implement the low level rate control loop for a hex-rotor, and how we
can estimate vehicle-specific parameters, such as the moment of inertia and
propeller constants.
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Dynamic Inversion for Direct Rate Control

Similar to the controller described in the previous section, feedback linearization is applied to our desired outputs (position p, yaw ψ), this time up
to angular rate level. Air drag is ignored here and will be discussed later.
We briefly recapitulate the necessary system dynamics for better readability: Newton’s second law for the acceleration a (seen in the world frame),
depending on the thrust T , attitude C and gravity g yields:

T 
T
a = C iw · 0 0 T − 0 0 g
(2.13)
Taking the first derivative of a, i.e. the jerk j, and using the chain differentiation rule with Ċ = C · bω×c, where ω expresses body-fixed angular
velocities, yields:

j = C iw · bω×c · 0

0 T

T


+ C iw · 0

0

Ṫ

T

(2.14)

Due to the cross product (b×c), only the x- and y- components of ω remain,
given that thrust has only an entry in the z- component. This yields:

T
T
(2.15)
ωy · T −ωx · T Ṫ = C iw · j


With C iw = xi y i z i , i.e. the unit vectors defining the body coordinate
system of our helicopter, we obtain the desired inversion to vehicle controls,
according to (2.6)
ωx = −y Ti · j/T

(2.16)

ωz = ψ̇ · z Tw · z i

(2.18)

ωy =
Ṫ =

2.3.2

xTi
z Ti

· j/T

(2.17)

·j

(2.19)

Outer Control Loop

With (2.16) to (2.18) at hand, we can compute feed forward control signals
to follow a specified trajectory generated with the methods in Section 5.2.3.
However, as there are model uncertainties and disturbances, we need an error
controller to keep the vehicle on the desired trajectory.
For the yaw angle ψ, this can be achieved with a simple P(I)- controller
generating ψ̇ and does not need any further investigation. From our state
estimation framework (Section 3.1), we get estimates for position p as well as
for velocity v. Accelerations ai , expressed in body (IMU) coordinates, can be

36

2. SYSTEM DESIGN AND CONTROL OF A MAV

measured with the accelerometers. These can be bias-corrected and expressed
with respect to world coordinates with our estimates of the acceleration bias
ba and attitude C iw . That way, we can design a state feedback controller for
every single axis, that turns errors in p, v and a with respect to the desired
reference into pseudo jerk (j) commands. Using the inversion from (2.19) we
can finally compute the desired vehicle commands.
Having the measured, rather than a model based estimated acceleration in
the state feedback loop, has the beneficial property that disturbances (wind
gusts, air drag) can be directly measured and be compensated for. In contrast, using common cascaded approaches, disturbances would first integrate
to velocity before the controller can react, and would be converted back into
an appropriate control command.
The inversion from (2.19) works fine for the angular rates ω, but this
inversion also computes a desired change of thrust, i.e. a change of rotor
speed. However, this entails some problems, since thrust is a direct function
of the rotor speeds, but the only input we have. A naïve solution to obtain a
thrust command would be discrete integration of Ṫ over the control period.
However, this is a poor approximation, which empirically resulted in poor
performance for height control. A more well-founded solution can be best
explained via the following example: Consider the helicopter at a constant
(arbitrary) attitude, the thrust vector has components in all world coordinate
axes, yielding second order behaviour of the system. The situation changes
when the helicopter starts turning around its x- and/or y- axis by ωx , ωy : By
changing the direction of the thrust vector, as evident from (2.14), angular
velocity ωx , ωy causes a change of acceleration, while the magnitude T of
the thrust vector (second order behaviour) remains constant. This results in
third order behaviour along all axes of the world coordinate system.
Looking back at the pseudo commands that we apply to the system, we
come to the conclusion that we have two different system inputs: simplified
around the hovering point, there is acceleration caused by the thrust acting
in the z w axis, and jerk caused by ωx , ωy acting in the xw and y w axis. As
soon as the helicopter is not leveled anymore, both inputs get combined.
We therefore define the two 3 D pseudo controls ua for acceleration and
uj for jerk, both expressed in world coordinates. For the pseudo-commands,
the axes are decoupled, such that we can have dedicated controllers for each
axis. As a result, the linear third order system for one single axis is:
ẋ = A · x + B · u

(2.20)
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where

0
A = 0
0

1
0
0



0
0
1 B = 1
0
0


 
 
0
p
u
0 x = v  u = a
uj
1
a

(2.21)

The decoupling of the inputs works that way, since we see from (2.15) that
ω relating to uj is independent from the change of thrust. Due to the nature
of the cross product of ω, and the thrust component T in (2.14) and (2.13),
the jerk (further integrated to acceleration) acts only in the xi - y i plane,
while the acceleration part a from the thrust solely acts along z i . This
fully determines the accelerations in all directions. The system can now
be stabilized with a linear state feedback error controller K, which can be
designed for instance by pole placement or by LQR techniques. We obtain
for the pseudo commands:
uerr = K · (xref − x)

(2.22)

xref is the reference for the controller. For simple hovering, this is the (static)
desired position pref , with desired velocity vref = 0 and acceleration aref = 0.
A reference path leading to a desired way-point could be generated by
applying a similar reference model, as it is described in the previous section. This is detailed by Wang et al. (2011), using a third order reference
model. However, setting reasonable limits on states and control inputs becomes more and more difficult with these approaches. Furthermore, smooth
trajectories through multiple intermediate points are not possible, since the
vehicle has to stop at each of these intermediate points2 . We therefore use the
method described in Section 5.2.3 for either: planning one single segment for
flying to simple waypoints, or the multi-segment version for more complex
trajectories through multiple intermediate points. This method computes
(piecewise) high-order polynomials, from which we can compute a smooth
reference xref (t):

T
T
(t) aTref (t)
xref (t) = pTref (t) vref

(2.23)

Since we have an analytical solution of the desired trajectory, we can compute
feed forward signals uff for the controller, in addition to the sole reference.
This avoids lag that would incur when solely using feedback control. The
feed forward terms are the acceleration uff,a = a(t) and the jerk uff,j = j(t)
2 A simplified approach to circumnavigate this limitation would be to send the next
waypoint before the vehicle slows down, and would miss the former via-point just slightly.
However, we are seeking for a more sound method.
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obtained from the trajectory generation. It may look counter-intuitive that
the acceleration a appears again as feed forward control signal. As can be
seen below, this is necessary to compute the feed forward part for the thrust
T in (2.25). The final control signal is:
u = uerr + uff

(2.24)

Rearranging the components of the 2 D controls for each axis, ux , uy and
uz , into our 3 D pseudo commands ua and uj , we can compute all vehicle
controls according to Eq. (2.13), (2.16), (2.17) and (2.18). These will be used
in the next section as reference for the inner rate control loop.

T
ωz,c = ψ̇ · z Tw · z i
Tc = z Ti · (ua + 0 0 g )
(2.25)
ωx,c = −y Ti · uj /T

ωy,c = xTi · uj /T

(2.26)

Fig. 2.9 depicts the whole setup with all signal flows for the position controller. It should be noted that there is a singularity at T = 0 in theory, while
in practice, the values for ωx , ωy grow large for small values of T already. The
situation can however easily be avoided by setting a reasonable threshold for
the minimum thrust. This is not a limitation for our practical applications,
since low thrust values would yield undesirably high vertical accelerations,
which may not be handled properly by vision-based localization algorithms.
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Figure 2.9: Final control scheme of the position controller. ωz does not contribute
to translational dynamics (see (2.14)) and hence is not shown. The pseudo commands u are mapped to thrust Tc and angular velocity ωx,c , ωy,c commands by
the inversion block. G summarizes the inner (rate) control loop, allocation and the
MAV dynamics. The integrated jerk acts in the xi - y i plane, while the acceleration
part aT from the thrust acts along z i only. This fully determines the accelerations
in all directions.
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Inner Loop and Control Allocation

For the inner angular rate control loops on ω, we use a simple proportional
controller for each axis, which command angular accelerations ω̇. In order
to convert this into rotor speed commands, we need to have a look at the
inner dynamics of the helicopter, which we will demonstrate for our case of
a hex-rotor.

Figure 2.10: The FireFly hex-rotor with body coordinate system (x forward, y
left, z up), rotor turning directions and rotor geometry.

Each rotor creates a force F = kn · n2 , where n is the rotational speed of a
rotor, and kn is a rotor constant. Also, depending on F , each rotor creates a
torque M around its z-axis: M = km · F , where km is again a rotor constant
(Wang et al., 2011). We assume that the moment of inertia matrix M of
the helicopter has only diagonal entries, while the mass of the helicopter is
denoted as m. According to the geometry of the hex-rotor (Fig. 2.10), we
can now express the forces and torques as follows, with l being the boom
length with respect to the center of gravity. s = sin(30◦ ) and c = cos(30◦ ):
z

forces, moments

}|
  {
s
1
s
−s
−1
−s
n21
 


−c 0 c
c
0 −c  . 
ω̇
= I −1 · K · 
−1 1 −1 1 −1 1  ·  .. 
T
|{z}
n26
1 1 1
1
1
1
ui
|
|
{z
} {z }
n
A




M 0
I=
; K = diag( l · kn l · kn kn · km kn )
0 m


(2.27)

(2.28)
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K determines a parameter matrix, where we already factored out all vehicle
specific parameters, whereas A determines an allocation matrix for a generic
hex-rotor as shown in Fig. 2.10.
To obtain the desired rotor speeds ni , we need to solve for n and compute
its element-wise square root. This is straightforward for a regular quad-rotor,
as A is directly invertible, but is not the case for the hex-rotor. As a solution,
we propose to compute the pseudo-inverse A† . This minimizes the Euclidean
norm of n, and is thus the most energy efficient solution. A† only needs
to be computed once, and can be stored since we factored out the vehiclespecific parameters beforehand, which is important for fast control loops on
computationally limited hardware typically available onboard MAVs. We
finally obtain for n:
n = A† · K −1 · I · ui
(2.29)
These operations are fast to compute, since K −1 and I are diagonal matrices
and every entry just affects a single row of A† . Given I, m and K, we can
now choose the gains of the rate controllers in a “metric space”. Ways to
obtain K and I are shown in the next section.
This allocation and low level control can be further extended to handle
motor failures for the hex-rotor, which is detailed in (Achtelik et al., 2012a).
As this is part of the low-level controller, the high-level position controller
presented above does not have to be modified systematically for this case.
Only desired dynamics may have to be reduced due to the reduced control
actions.

2.3.4

System Parameter Estimation

While only a few parameters, namely l and m, can be easily and accurately
measured, this becomes complicated and prone to errors for the moment of
inertia matrix I, and the rotor constants km and kn . In addition, when
measured separately, errors might accumulate and yield incorrect values for
the mapping between n and ui . Since we already factored out all vehicle
specific parameters in (2.27) and the matrices K, I are diagonal, there is
only one parameter per row left that maps n to ui :


ui = diag (k) · A · n; k = kωx kωy kωz kT
(2.30)

We can estimate the parameters in question by a quick manually-controlled
flight exhibiting some excitation to the vehicle. All that is needed are acceleration measurements in the body z-axis, angular rate measurements from
the gyros as well as the rotor speeds. If our state estimation framework is
run in parallel, we can also compensate for the gyro and acceleration biases.
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Therefore, we assume for the following that these measurements are already
bias compensated. Parameters like kn appear for many axes, but for simplicity, we estimate the mappings separately for each axis. In the following, Ai
denotes the i-th row of the allocation matrix A.
For kT , there is just a linear mapping between FT = A4 · n and T . Simple
averaging of measurements first does not handle noise well, and second, was
shown to yield wrong results (Engel et al., 2012). We therefore suggest to
use the maximum likelihood estimator proposed by Engel et al. (2012) to
iteratively find the correct value for kT . The rotor speed measurements itself
would be accurate, but we have to account for quantization noise since we
can unfortunately obtain ni only in a range from 1. . . 200. The mapping crpm
between these measurements and revolutions per minute (rpm) is crpm = 40
for both the AscTec Hummingbird and Pelican helicopters, and crpm = 50.75
for the FireFly (constants provided by AscTec (2013)) Converted to rad/s
we obtain the motor constant cm and noise with standard deviation σm :
1
σm = √ · cm ; cm = crpm /60 · 2π
(2.31)
12
We cannot determine kωx,y,z directly as above, since we cannot measure
ω̇. We can however filter it with a two dimensional Extended Kalman Filter.
The problem is nonlinear since the noise of the system input is the squared
rotor speed. We show our method exemplary for the x-axis, but it is applicable in the same manner for the remaining axes. We define our state as

T
x = ωx kωx . The following differential equations govern the state (for
simplicity, we omit the subscripts):

T
ω̇ = k · A1 · n; n = (n1 + nn )2 . . . (n6 + nn )2
(2.32)
k̇ = 0 (does not change over time)

(2.33)

Where ni , i = 1 . . . 6 are the rotor speeds with noise nn . The measurement
is linear, and we simply have z = ω. With these equations at hand, we can
perform a standard EKF procedure in order to find an estimate for k.
In practice, only a few seconds of flight with varying ω and az were
necessary for finding values for k. An example for the estimation of kωx can
be seen in Fig. 2.11. We determined the values of k as follows, which may
serve as a starting point, but are subject to vary, depending on the vehicle
setup:


k = 5.5 · 10−5 4.5 · 10−5 2.5 · 10−6 6.7 · 10−6

The different values for the x- and y- axis are no surprise: for the MAV used
in this experiment, the mass of the battery is more centered around the x-axis
of the helicopter, causing different moment of inertia.
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Figure 2.11: Estimation of the parameter kωx . The helicopter was manually flown
with rates of ≈ ±2 rad/s.

2.3.5

Remarks on Actuator Saturation

We do not provide an in depth study of actuator saturation here, as this would
go beyond the scope of this work. However, we can have a look at actuator
saturation at two different levels: In the planning or trajectory generation
phase, saturation can be already incorporated during the time optimization
described in Section 5.2.3 with some safety margin, assuming moderate disturbances. As a result, segment times can be adjusted accordingly. In case
of stronger disturbances, techniques like Pseudo Control Hedging (PCH), as
suggested by Wang et al. (2011) and detailed by Holzapfel (2004), could
be applied. Another alternative would be model predictive control techniques, but careful choices, mainly regarding computational feasibility on
micro-controller hardware, have to be made. In case of larger disturbances,
there is also the option of re-planning parts or the whole desired trajectory,
adjusting the maximum inputs to the controller. The simple segment planner
described in Section 5.2.3 only requires solving a linear system of order ≈ 10,
and is thus able to re-plan single segments fast on an onboard-computer.

2.4

Controller Evaluation

Benchmarking controllers quantitatively is difficult, as particular strengths
and weaknesses may affect certain applications differently. We selected a
set of experiments for which we discuss their outcome qualitatively. In this
section, we evaluate the novel control approach based on angular rate level
separation, which was presented in the last section. Results for the attitudeseparation based control approach presented in Section 2.2 can be found
in Section 3.3.1 and Section A.2 respectively, where the state estimation
framework is evaluated in closed loop control.
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We performed experiments in the Flying Machine Arena (Lupashin et al.,
2010), which is equipped with a Vicon motion capture system providing us
with sub-millimeter pose accuracy that we use as ground-truth in comparisons. We also use the Vicon system for the pose measurements of our state
estimation framework in order to isolate the evaluation on the performance
of the proposed controller from potential visual SLAM failures. For a more
realistic test setup, we introduce uncertainty in the Vicon readings used as
input in the system, to reflect the typical values when flying our MAV outdoors with vision based navigation relatively close to the ground; we reduced
the Vicon rate to 20 Hz and added noise with σ = 1cm.

2.4.1

Hovering and Simple Waypoint Following

For the first experiment of desired performance corresponding to hovering at
the same spot, we obtained a RMS error in position of 2.2 cm with a maximum
error of 6.1 cm. Compared to the results we obtained with the controller from
Section 2.2 during evaluation of the state estimation framework (see above),
this is a notable improvement, given the measurement noise. In a subsequent
experiment, we used our trajectory planner explained in Section 5.2.3 to fly
over a distance of 3 m. The path is slightly diagonal to demonstrate the
successful time synchronization between the decoupled axes. The result can
be seen in Fig. 2.12, where we have small errors in position and the vehicle
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Figure 2.12: Diagonal flight over a distance of 3 m with a speed of up to 2 m/s and
acceleration up to 2.5 m/s2 . The thick lines illustrate the desired trajectory, while
the thin lines show the actual position (top) / velocity (bottom). The position in
the z- axis remains constant despite large changes in the attitude.
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follows the desired trajectory closely. Note that despite the vehicle making
large changes in attitude, its position in the z-axis stays constant, showing
that our allocation and feed-forward commands work as expected.

2.4.2

Trajectory Following

In the following experiment, we show how the helicopter can follow smooth
trajectories through multiple waypoints. Moreover, the aim here is to evaluate the effect of optimizing the cost function of the trajectory planner (eq.
(5.4)) over different derivatives (acceleration, jerk, snap) of the position on
the trajectory and the performance of the helicopter. For this, we set four
waypoints (denoted by “+” in Fig. 2.13) at the corners of a 1.5 m × 1.5 m
area, which were connected by our trajectory generator. The trajectory starts
at the origin with zero velocity, goes through the remaining three waypoints
without stopping, ending back at the origin. We did not specify segment
times and left this optimization to the method described in Section 5.2.3.
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Figure 2.13: Results of different optimization strategies for flying through the four
points marked with “+”. Red denotes the resulting trajectory from optimization
over the snap, blue for jerk and green for acceleration. The right side shows the
trajectories for the x-axis for velocity (top), acceleration (center) and jerk (bottom),
again with the same color coding for the different methods.

By first inspection of Fig. 2.13, left, it seems that optimization of the
acceleration would be a good choice, since it chooses the shortest path of
the three methods. However, by inspection of the derivatives of the position
on the right side, it turns out that the acceleration method tries to save
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acceleration as much as possible while creating an oscillatory behavior for
the jerk. This translates into angular rate ((2.15)) and causes undesired
motion of the helicopter. In contrast, snap shows the smoothest trajectory,
but results in a longer path, when no further constraints are specified.
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Figure 2.14: Velocities of the helicopter flying along the trajectory shown in Fig.
2.13. From left to right: optimization of snap, jerk and acceleration, where the
increasing oscillatory behavior of the jerk becomes visible. In contrast, the speed
necessary to travel along the trajectory decreases from left to right.

Fig. 2.14 shows the speed required for flying along the path shown in
Fig. 2.13. The increasingly oscillatory behavior of the jerk, becomes more
and more evident when changing the derivative to be optimized from snap
to acceleration. However, it should be noted that the velocity required in
order to travel along the trajectory when using the snap optimization, is
twice as high as for the acceleration optimization. Similar observations were
made with differently shaped trajectories, where the direction of the velocity
changes. For straight line connections, as shown in the first experiment, the
methods do not differ significantly. To summarize, there seems to be no good
general answer on which method is to be favored and this might depend on
the application. However, optimizing over the jerk seems be a good trade-off.
Further investigation of this is necessary and is part of ongoing work.
Lastly, another experiment is shown in Fig. 2.15. The figure on the right
is similar to Fig. 2.13. On the left, we added the third dimension for one of
the via-points. The track speed reached up to 3.5 m/s and we obtained a RMS
error along the whole trajectory of 11.8 cm and 7.7 cm, respectively. These
errors are larger than the errors of the systems presented by Mellinger and
Kumar (2011) or Lupashin et al. (2010). However, keep in mind that our
helicopter is heavier and thus less agile. We also reduced the temporal and
spatial accuracy of the Vicon system, to simulate realistic visual navigation
based flights, for which we believe these are reasonably accurate results.
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Figure 2.15: Fast trajectory flight. The track speed reached up to 3.5 m/s and
we obtained a RMS error of 11.8 cm and 7.7 cm, respectively for left and right

2.5

Summary

In this chapter, we presented system dynamics and the property of differential flatness of multi-rotor systems, which were used to design position and
trajectory controllers on different levels of inner-outer loop control separation. These findings are also important for trajectory generation and path
planning. We described the hardware design of the MAVs employed for all experiments. This design allows to run all algorithms necessary for vision based
navigation entirely onboard the MAVs, and according to their computational
and real-time requirements. Position control of a MAV was addressed by
presenting a relatively conventional, but robust and reliable position control
approach, that was employed within many experiments during the course of
this dissertation.
Furthermore, we presented a position and trajectory tracking control approach based on dynamic inversion. Following a two-loop design, we eliminated the need of the typically used attitude loop, minimizing the computational complexity and improving bandwidth. Using the states given by our
state estimation framework detailed in the next chapter, we employ an outer
control loop to directly command angular rates and thrust. In turn, the inner
control loop is a simple proportional controller for angular rates. A method
for control allocation for a hex-rotor was presented, as wells as an approach to
estimate vehicle parameters which are otherwise tedious to determine. The
controller was evaluated in different situations, from simple hovering to fast,
dynamic trajectories.

Chapter 3

State Estimation and
Sensor Fusion for a MAV
The controllers presented in the last chapter rely on accurate information on
the vehicle’s states. In Section 2.2, we learned that at least the quantities
position, velocity and attitude are necessary for the attitude command-based
controller. The rate command based controller presented in Section 2.3 additionally requires knowledge of the accelerations and angular velocities1 .
Estimates of these states have to be provided at a sufficiently high rate to
cope with the fast dynamics of a MAV, and should be provided with as little
delay as possible. Both require careful design choices for the state estimator,
firstly regarding the algorithms employed, and secondly, where certain parts
are processed in order to optimize for high update rates and little delay.
We chose an Inertial Measurement Unit (IMU) comprising of a 3-axis
gyroscope measuring angular velocities, and 3-axis linear acceleration sensor
as core sensors of our state estimation framework. This is not a restriction
since almost all airborne vehicles are able to carry an IMU. Micro ElectroMechanical System (MEMS) based IMUs are cheap, small and lightweight
such that they are very applicable on almost any robotic platform. Compared to high-end (and significantly heavier) IMUs, measurements from inertial sensors, typically used onboard MAVs, are corrupted by a time-varying
bias, resulting for instance from changes of temperature. As a result, solely
time-discrete integration (dead-reckoning) of theses sensors makes a steadily
accurate estimation of the absolute pose of the vehicle nearly impossible.
1 Section 2.2 actually requires angular velocities as well, but this is hidden in the LLP,
acting as a black box.
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IMUs and additional exteroceptive sensors such as cameras, laser range
finders or external references such as GPS complement each other very well:
While an IMU provides fast, but drifting measurements in the order of up to
1 kHz, the latter sensors provide absolute (or at least slowly drifting) measurements – but usually at a much lower rate in the range of 1-50 Hz. A
classification of these sensor types was done for instance by Weiss (2012) and
is shown in Fig. 3.1. The ideal desired sensor would lie in the top left of the
graph, having a high update rate and no drift. In practice, however, an IMU
(top right) provides fast measurements, but errors accumulate during (double) time discrete integration almost independently from the motion of the
MAV. Camera or laser-range finder based odometry approaches provide measurements at medium rates and can be found in the center of the graph: those
do not drift, as long as the vehicle maintains its current position. As soon as
there is motion, new landmarks are incorporated. Even though sophisticated
optimization techniques exist, there are always small errors, leading to slow
drift. Finally, position sensors like GPS or Laser Trackers (Total Station)
provide absolute position information, but at lowest update rates.
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Figure 3.1: Classification of different sensors with respect to their update rate
and drift. Temporal drift refers to drift over time, regardless of the motion of
the vehicle, while spatial drift only occurs when the vehicle does not maintain its
current position. (Weiss, 2012)

For the reasons above, we need one or more additional sensing modalities to complement the IMU as core sensor, to enable robust MAV state
estimation and navigation. In particular, we first analyze a generic 6 DoF
pose sensor (e.g. a camera combined with a visual localization algorithm or
a motion capture system) and a generic 3 DoF position sensor (e.g. GPS
or Total Station) in Section 3.1. Other sensors or algorithms can also be
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employed, given that the observability analysis confirms the observability of
the used states, which we show when analyzing specific sensor setups in Section 3.3. As our main navigation sensor is a monocular camera, with visual
SLAM (VSLAM) or visual odometry algorithms processing the camera’s images, further attention has to be paid on the fact that the position of the
measurement is arbitrarily scaled in the monocular vision case.
The work leading to this chapter is based on our publications (Achtelik
et al., 2011b), (Weiss and Achtelik et al., 2012a), (Lynen et al., 2013a) and
(Weiss et al., 2013), which have been extended with new findings and discussions. We chose to employ an Extended Kalman Filter (EKF) framework
to address the aforementioned challenges. We first give insight into the EKF
framework in Section 3.1. This comprises of a discussion about modelling of
the system process model, a minimal EKF state setup, sensor models and
finally a modular extension towards multi-sensor fusion. In Section 3.2, we
show how to implement our findings onboard a MAV, in order to obtain the
required states as fast as possible and with as little delay as possible. Results
and example applications are discussed for employing cameras as 6 DoF sensors and respective localization algorithms. Examples for additional sensors
are given and will be discussed in Section 3.3. A summary of the achievements
in this chapter is given in Section 3.4.

3.1

Extended Kalman Filter Framework

The choice of a (Extended) Kalman Filter is very appealing for our application on MAVs due to its recursive nature, that does not require the whole
history of states describing a process, in order minimize the mean squared
error of the current estimate of these states. A (E)KF framework generally
consists of two main steps: first, the time update (“prediction”) and second,
the measurement update (“correction”). During the time update, the states
and the uncertainty of a process are predicted using the time-varying process
model of a system, to which we will refer to as state prediction and covariance
propagation respectively. During the measurement update, the measurement
from a sensor is is applied to a sensor model, which is then used to correct the
state and to update the uncertainty of the state estimate. We will refer to
these steps as state correction and covariance update. As we describe later,
we use this algorithmic separation to distribute the computational load to different processing units on the MAV. We give an overview of the underlying
structure of the EKF framework presented in (Weiss et al., 2013) and then
discuss measurement updates that are computed from readings of different
sensors.
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3.1.1

MAV Process Model vs. Direct IMU Input

Before discussing the EKF design, we discuss potential process models for
the EKF state prediction step that can be applied. For the MAV, equipped
with an IMU, there are essentially two options:
1. MAV model: a MAV model driving the EKF prediction process is
applied, as for instance in Section 2.3.4. The inputs of the process
model are the torques and thrusts originating from the single rotors or
the total thrust and angular momentum they cause (see (2.27)).
2. IMU model: IMU measurements, comprising of linear acceleration
and angular velocity, are used to drive the process model of the EKF.
Essentially, acceleration readings are integrated to velocities, which are
further integrated to position. Angular velocity readings are integrated
to orientation. (see Section 3.1.2)
While the first option appears to be theoretically more complete, the second
option has distinct advantages over the first option for our application, as
discussed below:
State size: For the MAV model, the input of the process model would
be formulated in terms of angular momentum (i.e. rotor speeds), which
can be expressed as snap (see Section 2.1). This requires additional vectorstates in the process model formulation, in order to apply the integration
procedure snap – jerk – acceleration – velocity – position. EKF update and
especially covariance prediction run at high frequencies and involve dense
matrix multiplications.
IMU as measurement update: With the MAV process model driven
by the angular momentum originating from the rotor speeds, IMU measurements are formulated as EKF measurement updates. As a consequence, the
whole EKF procedure has to be computed for every single IMU measurement. As these measurements arrive at rates of up to 1 kHz, this would soon
get computationally too expensive. In contrast, when using the IMU based
model, IMU measurements only occur in the EKF state prediction (see (3.4)
to (3.8)), which requires only a few multiplications and additions. Also, the
IMU based model allows for a better separation of the EKF tasks with respect to computational complexity, allowing to optimize for high update rate
and low delays (see Section 3.2.1).
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Model uncertainty: Every model based approach relies on accurate system identification and modeling. For a simple MAV model based approach,
this implies mass, moment of inertia plus rotor constants to obtain thrust
and torque. To make things more complicated, mass and moment inertia
may change due to different sensors or payloads, and “constants” of rotors
typically used may change over time. For instance Lupashin et al. (2010)
calibrate their rotors before every flight for this reason. Estimation of these
model parameters could of course be integrated into our EKF framework in
a similar manner as described in Section 2.3.4. This would require again
additional (non-linear) states. One may argue that system identification is
necessary for the controllers presented in Chapter 2 already. However, this
can be done offline, as small deviations of the system parameters described
above are compensated for, by the underlying low-level attitude (Section 2.2)
or angular rate controllers (Section 2.3). In contrast, the IMU based approach
would simply measure the current linear acceleration and angular velocity,
which are further integrated to position and orientation. The IMU sensor
biases (Section 3.1.2) occur in both approaches and can be compensated for
online, since they are observable.
Unmodeled disturbances: The MAV model based approach has the advantage that it can reject / smooth noisy IMU measurements. The drawback
is that this would also reject real disturbances, if not modeled properly. The
IMU would measure the disturbance correctly, but needs time to “convince”
the MAV model that this was a real disturbance. Constant wind speeds can
be modeled as disturbance, as for instance suggested by Langelaan et al.
(2011); Cho et al. (2011) as well as wind gusts (Langelaan et al., 2011).
Modelling wind gusts is complex and also requires some prior assumptions
about their distribution, and may become arbitrarily complex when taking
into account turbulences, e.g. caused by structures in close proximity. In
contrast, disturbances can be directly measured and incorporated into the
prediction step with the IMU based model. As the IMU model allows for the
task distribution described in Section 3.2, the controller of the MAV can take
action faster.

3.1.2

Core EKF Setup

With the discussion from the previous section, we decided to employ an EKF
process model based on IMU inputs. The state variables of the filter may
vary according to the application and sensor setup, as will be shown in later
sections. For the following, we identify a minimal set of so-called “core states”
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whose formulation does not change, because we always have IMU readings
in the filter, regardless of the setup of the remaining sensors. We present the
state prediction and covariance propagation for these states in the following,
while measurement updates obtained from different sensors will be presented
in subsequent sections.
Inertial Sensor Model
We assume that the IMU measurements are biased (b), and disturbed by
additive white Gaussian noise n. Thus, we model the real angular velocities
ω and the real accelerations a as:
ω = ω m − bω − nω

a = am − ba − na

(3.1)

The subscript m denotes the measured value. The dynamics of the nonstatic biases b are modeled as a random walk processes with zero mean white
Gaussian noise as time derivative:
b˙ω = nbω

b˙a = nba

(3.2)

For a detailed analysis of the characteristics in the continuous time and in
discrete time domain, we refer to the work of Trawny and Roumeliotis (2005)
and Weiss et al. (2013).
State Representation
The state of the filter is composed of the position of the IMU piw in the
world frame, its velocity v iw and the attitude of the IMU parametrized by a
i
quaternion in Hamilton notation, q̄w
, describing a rotation from the world
frame to the IMU frame. We also estimate the gyro and acceleration biases
bω and ba . These two bias states are essential to be incorporated in the state
and to be continuously estimated, since those states drift over time and thus
cannot be calibrated offline. The non-linear observability analysis by Weiss
(2012) (see also Section A.3) reveals that the bias states are always observable
as long as there exists a measurement update that contains either a position
or velocity measurement. This is the case for all sensor setups relevant to
our application, and is thus an important precondition for or modular sensor
fusion setup. This set of states yields a 16-element core state vector xc ,
denoted with a subscript “c”:
h
xc = piw T

v iw

T

i
q̄w

T

bTω

bTa

iT

(3.3)
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The following differential equations govern the state:
ṗiw = v iw

(3.4)

· (am − ba − na ) − g


0
i
˙q̄ iw = 1 · q̄w
⊗
ω m − bω − nω
2

(3.5)

v̇ iw

=

C iw

(see (A.8))

(3.6)

ḃω = nbω

(3.7)

ḃa = nba

(3.8)

With g as the gravity vector expressed in the world frame. Whenever api
. It can be
propriate, we use C iw , the rotation matrix computed from q̄w
seen from (3.4) to (3.8), that the base state prediction only needs very few
operations, which we will exploit later.
In the state representation described above, we use quaternions as attitude
representation. The attitude quaternion is enforced to have unit length,
which makes the corresponding covariance matrix singular (Trawny, 2005;
Trawny and Roumeliotis, 2005), causing numerical issues. The error between
the estimate q̄ˆ of a quaternion and its true value q̄ is defined as a small
rotation δ q̄, instead of the arithmetic difference. This rotation is assumed
to be small, which lets us apply the small angle approximation (Trawny and
Roumeliotis, 2005) with the error angle vector δθ:

δ q̄ ≈ 1


T T
1
2 δθ

(3.9)

∆C ≈ I 3 + bδθ×c

(3.10)

q̄ = q̄ˆ ⊗ δ q̄ ⇔ δ q̄ = q̄ˆ∗ ⊗ q̄;

Similarly, the error for rotation matrices can be expressed as:
T

C = Ĉ · ∆C ⇔ ∆C = Ĉ · C;

For the remaining states, we express x̃ as the arithmetic difference between
the estimate x̂ and its real value x:
x̃ = x − x̂

(3.11)

With these definitions, we obtain the 15-elements core error state vector x̃c :
h
T
x̃c = ∆piw

∆v iw

T

δθ iw

T

∆bTω

∆bTa

iT

(3.12)

With (3.11) and (3.9), we can substitute the quantities in (3.4) - (3.8) and obtain the differential equations governing the error state, according to (Trawny
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and Roumeliotis, 2005; Weiss, 2012)2 :
(3.13)

∆ṗiw = ∆v iw
∆v̇ iw =
i
δ θ̇ w

i
−Ĉ w

· b(am − b̂a )×c · δθ iw −

i
Ĉ w

· ∆ba −

i
Ĉ w

= −b(ω m − b̂ω )×c · δθ iw − ∆bω − nω

∆b˙ω = nbω
∆b˙a = nba

· na

(3.14)
(3.15)
(3.16)
(3.17)

Linearizing equations
(3.14) to (3.17)

 with respect to x̃c and the core noise
vector nc = nTa nTba nTω nTbω around x̂c , we can summarize to the
continuous (denoted by superscript “c”) time error state equation for the
core state:
˙
˙
˙ c = ∂ x̃c |x̂c · x̃c + ∂ x̃c |x̂c · n = F cc · x̃c + Gcc · n
x̃
(3.18)
∂ x̃c
∂n
There exists an exact solution for obtaining the discrete (superscript “d”)
time version of the system propagation matrix F dc as it is needed for our
system. For the details of this solution, we refer to Weiss 2012, pg. 71, where
Cq̂Ti = C iw . We can now compute the discrete time system noise covariance
w

matrix Qdc as suggested by Maybeck (1979):
Z
· F dc (τ )T dτ
F dc (τ ) · Gcc · Qcc · Gc,T
Qdc =
c
∆t

(3.19)

with Qcc being the continuous time system noise covariance matrix Qcc =
2
2
2
2
diag(σn
, σn
, σn
, σn
). With the discretized error state propagation and
a
ω
ba
bω
error process noise covariance matrices, the propagation steps are as follows:
1. Propagate the state variables according to equations (3.4) to (3.8). For
the quaternion, we use the 1st order integration described in Trawny
and Roumeliotis (2005).
2. Calculate F dc and Qdc as described by Weiss (2012)
3. Compute the propagated state covariance matrix according to the EKF
equation
P k+1|k = F d P k|k F d,T + Qd
(3.20)
2 The equations defining rotations look slightly different here, since we thoroughly use
the Hamilton quaternion notation (Kuipers and Byun, 1991) and the resulting conventions
defined in Section A.1, as opposed to the JPL (Breckenridge, 1999) convention used by
Trawny and Roumeliotis (2005); Weiss (2012). However, the final result for the error
quantities is the same.
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Standard Measurement Models

The propagation model discussed above is the core of our EKF framework,
making the IMU an indispensable sensor for the system. To enable robust
MAV flights, we need additional sensing modalities around this core setup,
providing measurement updates to correct drift from time discrete integration
of the IMU sensors, as it is done in the previous section. In particular, here
we analyze two standard sensor types: a 6 DoF pose sensor (e.g. a camera
or motion capture system) and a 3 DoF position sensor (e.g. GPS or Total
Station). Other sensors can also be used, given the observability of these
states. A summary of a few non-standard sensors and their integration is
given in Section 3.3.

zi
xi

yi
IMU	
  
i
i q̄w

pw

zw

world	
  

psi q̄is

xs
ys
sensor	
  

zs

s
psw q̄w

yw

xw
Figure 3.2: Setup depicting the MAV body with one sensor. For MAV navigation,
i
we are interested in obtaining an estimate of piw and q̄w
, denoted by the red arrow.
For this, we need auxiliary states denoted by the grey arrow, and measurement(s)
s
for position psw and attitude q̄w
respectively, linking the MAV’s sensor setup to the
global frame, denoted by the dashed arrow. Depending on the type of sensor, only
one of the measurements may be available: for instance, GPS or Total Station only
measure the 3 D position psw whereas a camera or motion capture system measures
s
both psw and q̄w
.

Usually, the origin of these additional sensors does not coincide with the
origin of the IMU. Obtaining this calibration (displacement and rotation)
manually is tedious, and especially complicated and error prone for the rotation of the additional sensor with respect to the IMU. The calibration consists
of the displacement psi of the measurement sensor with respect to the IMU
for both 6 DoF and 3 DoF sensor, and of the rotation q̄is from the IMU frame
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to the measurement sensor frame for the 6 DoF sensor. Fig. 3.2 depicts the
setup with the coordinate frames, sensors and state variables discussed here.
In addition, the position measurement for both sensor types may be arbitrarily scaled. This is, for instance, the case for algorithms based on monocular
vision: these can detect the direction of motion, but the magnitude only up
to a scaling factor λ. A non-linear observability analysis as suggested by
Hermann and Krener (1977), and done by Kelly and Sukhatme (2011); Weiss
(2012) reveals that all states are observable including the calibration states.
This holds as long as the IMU’s accelerometers and gyroscopes are excited
in at least two axes as proved in (Kelly and Sukhatme, 2011; Mirzaei and
Roumeliotis, 2008).
Depending on the sensor setup, we add these states to the core state xc
described above. Note that the additional states do not have any dynamics
during the propagation phase, therefore:
s
q̄˙i = 0,

ṗsi = 0,

λ̇ = 0

(3.21)

For the calibration, this is intuitive as it does not change over time. The
scale drifts due to the scale propagation error usually occurring in monocular
vision approaches such as PTAM (Klein and Murray, 2007). However, we
note that this scale drift is spatial, hence the scale changes only when the
camera moves and new features get into the field of view.
Measurement from a 6 DoF Pose Sensor
For a 6 DoF measurement, we need additional calibration states to account
for displacement and rotation of the sensor with respect to the IMU, while the
position measurement may be arbitrarily scaled as discussed above. Therefore, we define the 24-element state as:

T
x = xTc λ psi T q̄is T
(3.22)
For the possibly scaled position measurement psw obtained from visual
localization, we have the following model for the position measurement z p :
z p = psw = (piw + C iw · psi ) · λ + np

(3.23)

This lets us define the position error as:

i

z̃ p = z p − ẑ p = (piw + C iw · psi ) · λ + np − (p̂iw + Ĉ w · p̂si ) · λ̂

(3.24)

(3.23) can be expressed in terms of estimated quantities and error quantities:
p = p̂ + ∆p;

C = Ĉ · ∆C ≈ Ĉ · (I 3 + bδθ×c)

(3.25)
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Expanding (3.24) with (3.25), while omitting the higher order terms of the
type ∆ · ∆; ∆ · δ, yields the following expression for the estimated measurement error:
i

i

z̃ p = ∆piw · λ̂ + Ĉ w · ∆psi · λ̂ − Ĉ w · bp̂si ×c · δθ · λ̂ + p̂iw · ∆λ + C iw · p̂si · ∆λ
(3.26)
The localization algorithm yields the rotation from the world frame to the
s
with a small rotation δ q̄n (see (3.9), (3.10)) as measurement
sensor frame q̄w
noise. We model the rotation measurement z q as:
s
i
z q = q̄w
= q̄w
⊗ q̄is ⊗ δ q̄n

(3.27)

For the rotation measurement, we apply the notion of an error rotation:
q̄ = q̄ˆ ⊗ δ q̄ ⇔ δ q̄ = q̄ˆ∗ ⊗ q̄,

T

or C = Ĉ · ∆C ⇔ ∆C = Ĉ · C

(3.28)

As it is more convenient to work with rotation matrices here, we formulate
the estimated rotation error as follows:
T

∆C = Ĉ · C · ∆C n
sT

i T

∆C = Ĉ i · Ĉ w · C iw · C si · ∆C n
sT

s

with

∆C ≈ I 3 + bδθ×c

bδθ×c = (I 3 + Ĉ i · bδθ iw ×c · Ĉ i ) · (I 3 + bδθ si ×c) · (I 3 + bδθ n ×c) − I 3
sT

s

bδθ×c ≈ Ĉ i · bδθ iw ×c · Ĉ i + bδθ si ×c + bδθ n ×c
sT

⇒ z̃ q = δθ = Ĉ i · δθ iw + δθ si + δθ n

(3.29)

From the third to the fourth line, higher order terms of the type δ · δ are
omitted. Those would only leave error quantities at the linearization point
for the Jacobians (see below), where the expected value of these quantities
is zero. Furthermore, the rotation rule for skew symmetric matrices (see
(A.13)) was applied on bδθ iw ×c in order to obtain the simplified version in
the last line.
With (3.26) and (3.29), we can compute the Jacobians of z̃ p and z̃ q with
respect to x̃ and n, namely H p , H q , V p and V q , as required for the EKF
measurement and covariance update. For the whole update, these matrices
can simply be stacked.
Hp =

∂ z̃ p
∂ z̃ q
∂ z̃ p
∂ z̃ q
|x̂ , H q =
|x̂ , V p =
|x̂ , V q =
|x̂
∂ x̃
∂ x̃
∂np
∂δθ n

(3.30)

58

3. STATE ESTIMATION AND SENSOR FUSION FOR A MAV

With the definition of the matrices above, we can now proceed with the
standard EKF update steps:
T

1. Compute the residual z̃ = z̃ Tp z̃ Tq
according to (3.26) and (3.29).

2. Compute the innovation: S = H · P · H T + V · R · V T by stacking
the Jacobians computed from (3.30). R is the measurement covariance
matrix reported from the sensor.

3. Compute the Kalman gain: K = P · H · S −1
ˆ = K · z̃.
4. Compute the correction x̃

5. Correct the states: while for most states, the correction is additive, we
have to correct the quaternions with a small δ-quaternion which can be
obtained using (3.9) and ensuring unit length.
6. Update the state covariance:
P k+1|k+1 = (I + K · H) · P k+1|k · (I + K · H)T + K · V · R · V T · K T
Measurement from a 3 DoF Position Sensor
We can also consider a different measurement sensor than a camera. Most
relevant to practical applications is a sensor yielding the 3 DoF position of the
robot in a world frame. Such a sensor can be a GPS module or a Total Station.
For the sensor’s position measurement psw , we have the same measurement
model as in (3.23) except that the frame indices s now indicate the frame of
the 3 DoF position sensor.
Since such a position sensor only measures the position of the MAV seen
from the world frame, the rotation of the sensor with respect to the IMU
is irrelevant (see Fig. 3.2, eq. (3.32)). We omit the state q̄is from the
system and only keep the translational calibration state psi (i.e. the 3 D
translation from IMU to the sensor). Although not necessary for sensors
giving metric measurements like GPS or Total Station, we keep the scale λ
here for completeness. The 20-element state is defined as:

T
x = xTc λ psi T
(3.31)
The measurement for the position is:

z p = psw = (piw + C iw · psi ) · λ + np

(3.32)

The computations of the estimated error and therefore the measurement and
covariance Jacobian H p and V p are done in the same way as described by
(3.26) and (3.30).
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The non-linear observability analysis by Weiss et al. (2013) reveals that all
states are observable including the inter-sensor calibration state psi and also
the absolute yaw angle of the MAV. This is valid as long as we have excitation
in at least two linear directions (i.e. acceleration in at least two axes). From
intuition, this becomes clear since the double-integrated IMU accelerometers
must align with the measured position of the measurement sensor, leading
to observability of the yaw angle. As an illustrative example, we assume
the IMU readings to yield positive acceleration along the IMU frame’s x-axis
and the MAV’s attitude is identical with the world frame (i.e. unit rotation).
Double-integration of the IMU readings leads to a positive displacement along
the world frame’s x-axis. If the position sensor measures a displacement along
the world frame’s positive y-axis, this indicates that our assumption of a unitrotation is 90◦ off in yaw. For disambiguation and full state observability,
the observability analysis indicates the need of acceleration in more than one
(i.e. minimal two) axes. This condition is usually given in practice: a wrong
yaw estimate will cause the position controller to map the control outputs
incorrectly to the rotors, resulting in accelerating circular motion in the x-y
plane. This circular motion is one possible option of acceleration in two axes,
as required to render the attitude observable.

3.1.4

Sensor and Algorithm Classification Towards
Multi-Sensor / Measurement Fusion

With the standard sensors from the previous section at hand, we have a closer
look towards multi-sensor fusion, especially for cameras in combination with
image processing algorithms. We also make a distinction between sensors
and algorithms and the additional states necessary, allowing us to perform
observability analysis separately and to combine sensors/algorithms with one
another. Here, we focus on the outcome of observability analysis, and the
integration and formulation aspects of these setups.
Visual SLAM algorithms and their derivatives usually define their frame
of reference at an arbitrary position in the world frame. This means that all
measurements are expressed with respect to the (computer vision) algorithm’s
vi
reference frame, denoted by pvw i and q̄w
as shown in Fig. 3.3. This is by
no means limited to computer vision algorithms. Since we essentially use a
monocular camera (together with an IMU) in all experiments, we refer to
this measurement frame of reference as “vision frame”, denoted by a superor subscript v, depending on the direction of transformation.
Vision algorithms tend to drift due to the accumulation of small errors.
While a slow position drift does not affect (local) navigation, the rotation is
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Figure 3.3: Extended coordinate frame setup for one sensor (e.g. camera), but
with multiple measurements. For instance, two vision algorithms, having different
reference frames, can use the images from the same sensor, which has a calibration
with respect to the IMU. The solid arrows denote states, while the dashed arrows
denote measurements. Unlike in Fig. 3.2, the measurement vectors point from the
sensor to its measurement frame, since this frame is moving from the point of view
of the sensor and for many vision algorithms.

more problematic: A wrong estimate of attitude leads to a wrong alignment
of the world z-axis and thus to partial integration of g as acceleration. Fortunately, given the presented sensor setup, this drift is observable for the rolland pitch axis (essential for MAV control) and can thus be compensated for.
We therefore add the algorithm reference frame to the system state:

T
vT
x = xTc λ q̄is T psi T q̄w
(3.33)
pvw T
v
We do not include dynamic modelling of pvw and q̄w
, as these are only changed
by the measurement update of the EKF. We detail this in the following.
The measurement equations (3.23) and (3.27) from the standard models
in Section 3.1.3 hold for the case that the position of the sensor is measured
with respect to the origin, as it would be the case for an external (motion
capture) system measuring the pose of the MAV. For on-board vision systems,
the opposite is usually the case: the measurement reference frame is moving
from the point of view of the camera. We define the position measurement pvs
as the vector pointing from the sensor to the measurement frame of reference,
and similarly for the orientation q̄sv (see Fig. 3.3). This yields z p as:
T

z p = pvs = (C si T · C iw · (pvw − piw ) − C si T · psi ) · λ + np

(3.34)
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Similarly, the orientation measurement z q becomes:
∗

i
v
z q = q̄sv = q̄is ∗ ⊗ q̄w
⊗ q̄w
⊗ δ q̄n

(3.35)

Computation of the error quantities, Jacobians and corrections follow the
methods presented in the previous section.
For the case that we have an additional algorithm working with the camera’s images, for instance tracking known marker(s) on a landing pad, we can
simply add the according measurement frame of that specific algorithm to the
state vector. An additional camera calibration state is not necessary, since it
was already included by adding the camera to the sensor setup. Essentially,
given the modular observability analysis by Weiss (2012), we can conclude
that we need calibration states with respect to the IMU for each sensor, and
measurement frame states for each algorithm, that provides a measurement.
This setup is depicted in Fig. 3.3: two algorithms, both yielding measurements with respect to their respective frames of reference, work on the same
image captured by the same sensor/camera.
Algorithms are also not bound to one sensor or camera, as depicted in Fig.
3.4: the known marker from the example before (“measurement frame 1”)
could also be seen from an additional camera (“sensor 2”). All we need to do,
is to add calibration states for the additional camera to the state vector. The
measurement frame state for the algorithm is already included. Camera 2
may see another marker only, thus we add the pose of “measurement frame 3”
to the state as well.
The resulting measurement updates can simply be formulated by using
(3.34) and (3.35), where only the correct chain of transformations, i.e. world
→ IMU → sensor → origin → world, needs to be chosen.
Note on observability: According to the observability table by Weiss
(2012) (see Section A.3), the position and yaw of the states for the measurement frames of reference, and the IMU are only jointly observable. That is,
we do not immediately know the global position of the IMU. However, this
also means that the states within themselves are consistent, which is most
important for our applications. Once we have the global position and yaw
of one of the measurement frames, the remaining ones become observable as
well. In practice, this can also be obtained by setting one of these frames
of reference to a fixed position and yaw by a measurement with zero uncertainty. As an example, we could fix the position/yaw of a known marker that
is attached to a landing pad. Another option for fixing the global position
and yaw, depending on availability, is GPS. With the “local localization”
taking care of local navigation of the MAV, the GPS would correct the states
towards a consistent global pose.
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Figure 3.4: Extension of Fig. 3.3: by having calibration states for each sensor, and measurement frame states for each algorithm, we can also combine sensors/algorithms arbitrarily. For instance, a known visual marker (or visual features
in general), denoting a measurement reference frame may be seen by both cameras.
We only need to find a valid transformation chain consisting of our desired worldto-IMU transformation, a calibration, a measurement and a measurement frame
with respect to the world frame.

3.1.5

Modular Design

Employing the findings thus far needs a modular integration, in order to enable experiments with different sensor setups without requiring major changes
to the framework. As suggested in Section 3.1.2, our framework has a socalled core module consisting of the core state xc , and the propagation model
using the dynamics acquired by the IMU. As explained in Section 3.1.3, this
needs to be augmented with measurement update(s), like the ones previously
presented, in order to enable autonomous MAV flights. As can be seen from
Section 3.1.3, the core module for these cases remains unchanged, including
the computations for the core state propagation matrix F dc and core process
noise covariance matrix Qdc . Auxiliary states xa can be added for measurement updates using different sensors, without affecting the core module.
Examples for these states are different calibration and measurement frame
states, as detailed in the previous sections. The only limitation is that the
auxiliary (error) states x̃a and the core (error) states x̃c must not depend
on each other during propagation. The same applies for the process noise
vectors nc and na :
˙c !
∂ x̃
= 0;
∂ x̃a

˙a !
∂ x̃
= 0;
∂ x̃c

˙c !
∂ x̃
= 0;
∂na

˙a !
∂ x̃
=0
∂nc

(3.36)
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Figure 3.5: Software architecture of the EKF framework. As described in Section
3.1.2, the core part of the framework is the EKF prediction module which remains
unchanged for different sensors and algorithms providing EKF measurements. A
dedicated measurement, managed by the sensor-manager, requires the current state
in order to compute the measurement Jacobian H, measurement covariance R and
the residual r. It passes these, and a timestamp t to the core module that updates
the state and the state covariance accordingly. Note that an algorithm can work
on data from multiple sensors.

If this is fulfilled and observability is met, we can implement updates
for various additional sensors and algorithms, as described above. To add
another sensor/algorithm to the system, it is only necessary to define the
initialization values of the corresponding states, the measurement Jacobians
H, V , and to calculate the residual r = z − ẑ. This renders our approach
versatile and reusable for a wide range of applications and different sensors.
The setup described above requires a modular software design, as shown
in Fig. 3.5, capable of adapting to different and multiple sensors. Our software implementation consists of a core, taking care of IMU sensor handling,
as well as performing state prediction and covariance propagation. Different and multiple measurement modules, so-called sensor handlers, can be
added to a sensor-manager, which is taking care of the initializations and
interactions between the sensors and their corresponding states. The sensor
handlers create measurement objects consisting of the measurement Jacobian H, measurement covariance R3 , the residual r and a time-stamp of the
measurement. These computations are the same for all measurements, just
the dimensions of their matrices and vectors have to be compatible. These
objects are passed to the core module, which computes the necessary up
T
date steps for the whole state x = xTc xTa , based on the data in the
3 We

omit the transformation V RV T , as this can be computed by the sensor handler.
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measurement objects. The state definitions have distinct types, enabling the
core to automatically correct the states appropriately, either additively or
multiplicative.
Since computation time is crucial in our application, we can introduce
some simplifications for the covariance prediction step, as this will be computed at a relatively high rate (see Section 3.2.1). Taking advantage of the
core-auxiliary structure described above and the conditions from (3.36), we
can rewrite the propagation equation. For simplicity, we omit the superscripts denoting the time domain, while the subscripts c and a denote core
and auxiliary states respectively:
P k+1|k = F d · P k|k · F d,T + Qd

 
  T
 

P c P ca
Fc 0
Fc
0
Qc 0
=
·
·
+
0 Fa
0 Qa
P Tca P a
0 F Ta

 

T
T
Fc · Pc · Fc
F c · P ca · F a
Qc 0
=
+
0 Qa
(F c · P ca · F Ta )T F a · P a · F Ta

(3.37)

This can significantly reduce computation time for the case of many auxiliary
states, due to the complexity O(n3 ) of dense (P is dense) matrix-matrix
multiplications. As a further simplification, the auxiliary states do not have
˙a
(error) dynamics during propagation, thus F a = I because ∂∂ x̃
x̃a = 0. This
is the case for most applications, such as the ones presented throughout this
dissertation.

3.2

Delay Compensation and Balancing of
Processing Tasks

In the last section, we gave an overview of the EKF framework that we use
on our MAVs. In this section, we show how to apply this on a working
system operating in indoor and outdoor scenarios. By splitting the EKF
tasks and distributing them among the available hardware, according to the
computation capabilities and real-time constraints. This not only optimizes
for high frame-rates and low latency, providing real time estimates to the
controller of the MAV, but also relaxes some real-time constraints for the
onboard computer. This was published in (Weiss and Achtelik et al., 2012a)
and has been extended with new findings towards multi-sensor fusion.
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EKF Task Distribution

In Section 3.1 we noted that the computational burden is in the propagation
of the process covariance matrix. Note that the measurements only imply a
matrix inversion of the size of the number of measurements (e.g. 6 × 6 for a
6 DoF pose sensor). In addition, the update frame-rate between 5 and 30 Hz
is usually much lower than the prediction frame-rate for most applications.
Here, we define three processing tasks: (a) the pure state prediction as in
(3.4) - (3.8), (b) the covariance prediction as in (3.20) and (c) the full update
step consisting of measurement update and covariance update as described
in Section 3.1.3.
Fig. 3.6 gives an overview of the tasks and how they are distributed: Task
(a) is the least computationally demanding, while it yields the most recent
best guess of the system state (i.e. MAV pose). For controlling a MAV, this
is the most (time) critical part and should be executed at high rates with the
least possible delay, to allow for fast responses to disturbances, or to enable
dynamic flights. Since IMU data is available with almost no delay at a rate
of 1 kHz at the High Level Processor (HLP) of our MAV (see Section 2.1),
we implemented this part on the HLP, being executed at a rate of 1 kHz.
Note that this time critical part is ensured to be executed in real-time, which
relaxes some real-time constraints for the remaining tasks being executed on
a standard non-real-time operating system.
T

v iw

T

i
q̄w

T

bT!

bTa

State	
  Predic2on	
  
Covariance	
  Propaga2on	
  	
  

psi T

q̄is T . . .

1	
  kHz	
  
100	
  Hz	
  

Measurement	
  Update	
  

iT

FCU,	
  HL	
  controller	
  
2me	
  sync.	
  

piw

state,	
  correc2on	
  

h

state,	
  IMU	
  data	
  

x=

n	
  Hz	
  	
  

Covariance	
  Update	
  

Onboard	
  Computer	
  

Figure 3.6: Distribution of the processing tasks with their execution rates. State
prediction, as the most time-critical part for controlling the MAV, is executed on
the IMU micro-controller (HLP), and is guaranteed to run in real-time at 1 kHz.
This leaves enough time for the more complex parts to be computed on the onboard
computer with a non-real-time operating system. Note that regardless of the whole
state definition (blue), only the core state (red) xc needs to be propagated and
synchronized. However, accurate time synchronization is crucial.
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The computationally more expensive tasks (b) and (c) are implemented
separately on the onboard computer. The HLP sends its state predictions
to the onboard computer over a high speed serial link, while the onboard
computer sends back state corrections every time a measurement update
arrives. Crucial for this to work is accurate time synchronization between
HLP and onboard computer, which is implemented in a lightweight NTP-like
approach.
The separation of core and auxiliary states, as introduced previously, can
also be seen in Fig. 3.6: only the core state xc (red) has to be propagated
on the HLP and be synchronized with the onboard computer, as the other
states do not appear in the state prediction. This allows to simply change the
auxiliary part of the whole state (blue) for quick prototyping on the onboard
computer, without having to change anything on the micro-controller.
The current state, predicted by the HLP, is exchanged only at a rate
of 100 Hz, as it can be seen in Fig. 3.6. This means that we predict the
covariance at 100 Hz while the state is predicted at 1 kHz on the HLP. This is
due to bandwidth limitations of the data link between HLP and the onboard
computer, and due to the relatively high computation cost for propagating a
N × N covariance matrix.

3.2.2

Measurement Delay Compensation

An efficient method to handle measurement delays is crucial for robust and
accurate state estimation. These delays usually occur due to bus delays, from
the actual measurement process, and mainly due to computationally expensive processing tasks such as image processing on limited onboard hardware.
However, the measurement update cannot be performed just when other
processing is finished. Instead it has to be aligned in time with the state
prediction, while ensuring computational efficiency. Since both the HLP and
onboard computer are synchronized, the time stamps of all sensors use the
same global time as reference. First, we discuss the delay compensation and
optimization of computational cost for single updates, as it is the case for
many systems.
Single Measurement Updates
Keeping a buffer of the past states enables us to apply the obtained measurements at the exact time in the past they were taken. Thus, the update
is exact, despite the delay. After performing the update step, the corrected
state in the past is propagated again to the present time, where the state on
the HLP is then corrected accordingly. Fig. 3.7 depicts the scheme.

3.2. DELAY COMPENSATION AND BALANCING OF PROCESSING TASKS

curr. state

pred. state
a)

t

meas.

curr. state

updated state
b)

t

meas.

67

curr. state

t
pred. of updated state
c)

Figure 3.7: Method to handle a time-delayed measurement. a) a given situation
in time, the MAV’s controller uses the latest propagated state as reference. b) a
delayed measurement arrives and corrects the corresponding buffered state in the
past. c) from the corrected state on, we correct all states in the buffer until the most
recent by propagating the corrected state according to the system’s propagation
equations (3.4) - (3.8).

Propagating the corrected state to the most recent state is computationally inexpensive for the state itself, but expensive for the covariance propagation. For the case of a single update, we can reduce and distribute this
computational load: unless the most recent state uncertainty is used in other
algorithms, there is no need to propagate the state covariance matrix to the
present time. In fact, it is sufficient to have an up-to-date state covariance at
the point in time, where we expect the next update to be applied. To minimize the computational effort and to avoid computation spikes, we suggest
the following: as a measurement arrives, update the state and covariance at
the time of the measurement in the past and then only re-compute the state
according to Fig. 3.7 until the present time, which is not expensive. During
regular state prediction, each time we predict a new state, we propagate the
covariance matrix one step further. Fig. 3.8 shows a examples of this process:
while a state prediction is made, for instance of x6 , the propagation of the
state covariance P3|2 is computed.
If the measurements have a constant update rate and delay, the covariance
prediction is up-to-date at the point in the past where the latest measurement belongs to. This way, we distribute the covariance prediction optimally
within the time between two measurements and have thus equally distributed
processor load. In practice, the measurement delays vary slightly so we have
to ensure an up-to-date covariance matrix by applying additional covariance
prediction steps or ignoring redundant ones. However, this overhead is small
in practice.
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Figure 3.8: For single update cases, we can efficiently handle state covariance
propagation by using two ring-buffers: one for the states and one for the covariance.
Each buffer has its separate data pointer. At a certain time t the state buffer pointer
represents the present time, whereas the covariance buffer pointer points at the
time the measurement corresponds to. Both state and covariance are updated at
that point in time and the state is propagated to its current data pointer (present
time) according to Fig. 3.7. As further states get propagated, the covariance
is propagated accordingly in the past (t=4 to t=7). Upon a new measurement,
covariance and state in the past get updated and again the state is propagated to
its current data pointer.

Multiple Measurement Updates
Handling of measurement delays for the multi-sensor case works similarly to
the case above. In addition, we have to keep a buffer of Sm measurement
updates that have been performed. We apply the delayed measurement again
in the past, but this time we need to re-apply all EKF steps from the time
of the measurement to the present time, using all measurements and system
inputs that have occurred in that period. This is shown in Fig. 3.9: we
have a fast measurement z f with low delay and a slow measurement z s with
high delay. In a), we first have the measurement z fk . z fk+1 happens in
between two propagations, therefore we interpolate the IMU measurement
and propagate to the respective time in between these, to obtain a good
linearization point for the update. Note that covariance is only propagated
between z fk and z fk+1 (dashed line), while the state is predicted from the
correction at z fk+1 to the present time (dotted line), based on the IMU
measurements we kept in the buffer. In Fig. 3.9 b), a delayed update z sk is
applied behind z fk . We have to apply the full EKF procedure between z sk
and z fk+1 . From then on, we only apply state prediction up to the present
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Figure 3.9: Delay compensation strategy for multi-measurement setups. a) a
new measurement z fk+1 is applied. The time does not exactly match the state
prediction, therefore we interpolate the IMU measurement and propagate to the
respective time, to get a good linearization point. Covariance only needs to be
propagated (dashed lines) between the measurements, while the state is predicted
until the present (dotted line). b): a delayed measurement z sk is applied at an
earlier time stamp than the low-delay updates z fk , requiring the predictions and
updates occurring later to be replayed. c): a new low-delay measurement leaves
the past measurements untouched. (Lynen et al., 2013a)

time. As a new update z fk+2 with low delay arrives in c), we only have to
propagate covariances between z fk+1 and z fk+2 while we predict the state,
corrected at z fk+2 , up to the present.
From Fig. 3.9, it also becomes visible, that the distribution of covariance
propagation as in the single update case unfortunately does not work: Applying the delayed update z sk behind the low-delay updates z fk invalidates
all propagation steps after the delayed update. It should also be noted, that
a combination of delayed measurements with high rate measurements may
cause additional computational load, as essentially the whole EKF procedure, including other updates, has to be replayed on every update. It may
thus be useful to limit the maximum delay, after which a measurement is not
anymore applied.

3.2.3

Correction Handling in Position Control

In the presence of low measurement update rates, noticeable correction steps
occur, which in practice disturb control of the MAV, resulting in sudden
excitations. As a workaround, we still correct the state on the HLP in one
step and perform state propagation from this correction, but we distribute
the correction on the position controller over a constant period of time. In
practice, smoothing the correction over 100 ms proved to be a good tradeoff between precise setpoint following and smooth motion of the MAV. The
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results, having a low update rate of 1 Hz, can be seen in the right part of
Fig. 3.13: while the state estimate is corrected immediately every second,
the motion of the helicopter still stays smooth.
For larger corrections, such as for loop closure events, correction smoothing may fail. In such cases, it may be the best strategy to keep the MAV at
its current position. An example is navigating through a narrow rectangular
corridor, where some local planner/obstacle avoidance keeps the MAV centered in the corridor. Vision or laser-scanner based localization drifts during
exploration of the corridor. When arriving at the initial position, a large
correction can happen (“loop-closure event”). Simply passing this update to
the position controller may cause undesired motion and could steer the MAV
into a wall of the corridor. Therefore, we suggest performing a correction
without smoothing and at the same time, shift the setpoint of the controller
to the new corrected position. This avoids sudden movements and the large
correction can be handled by a higher level task.

3.3

Results and Sensor Applications

Having presented the theory and modular implementation for measurement
updates in the preceding sections, we present a detailed evaluation of the EKF
framework with respect to different noise levels, delay and update rates in
this section. We benchmark our EKF framework first with an “ideal” sensor
(motion capture system) where we can control the properties (delay, noise,
rate) of its measurements. We proceed presenting the implementation and
results for various sensors, and algorithms computing measurement updates
from their data. This also includes sensors with non-standard measurement
models.
Before beginning with the integration, it is worth having a look at different methods to integrate especially vision measurements. As we focus on
localization with a monocular camera, a main aspect is how to recover the
inherently unknown scale of position, that is not recoverable with one single
camera alone. Two different methods are depicted in Fig. 3.10: one option
(top) is to use a so-called tightly coupled EKF SLAM approach. Real-time
visual EKF SLAM with a monocular camera was first proposed by (Davison, 2003). Essentially, 3 D landmarks are added to the state vector. Based
on a motion model, predictions of the 2 D positions of the landmarks in the
image plane are made. The measurement update is then formulated as the
difference between these predictions and the real 2 D feature observations of
the landmarks. While the metric visual scale cannot be recovered in this approach, Kelly and Sukhatme (2011) use the IMU inputs driving the process
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Figure 3.10: Comparison between tightly and loosely coupled EKF designs.
(Weiss et al., 2013)

model, similarly to the method described in Section 3.1.2. This has the beneficial property that outlier rejection is relatively easy, based on predictions
from the process model. Furthermore, the visual scale becomes inherently
observable without explicitly modeling it as an extra state.
However, with progressing exploration of the environment, the size of the
state grows. Processing the filter equations, both prediction and update,
would soon become infeasible on constrained onboard hardware for this large
state. The other option, to what we refer to as a loosely coupled system,
is depicted on the bottom of Fig. 3.10: We assume the so-called pose estimator as a black box that outputs a possibly scaled pose as measurement
for the EKF. Direct outlier rejection is not possible anymore, but we can
perform outlier rejection on pose-measurements. The advantage is that we
can guarantee constant complexity for the EKF framework. Complexity is
then solely determined by the employed localization algorithm. Only very
recently, Li and Mourikis (2013) showed a tightly coupled approach with
constant complexity.

3.3.1

Performance of the EKF Framework with Respect
to Noise, Update Rate and Delay

First, we present an experimental evaluation of the EKF framework and implementation, using a Vicon motion capturing system (Vicon, 2013) providing
us ground truth. We also use the Vicon system to provide measurements for
our experiments, to cancel out potential failures or systematic errors of a
pose-estimator such as (V)SLAM. To obtain measurements of similar quality
as such algorithms, we reduce the rate of the Vicon measurements and add
substantial noise and delay. With this approach, we are able to relate the
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filter performance with exact values for each disturbance parameter: noise,
delay and frame-rate. This evaluation was published in (Weiss and Achtelik
et al., 2012a).
We change only one of these parameters for each test. The default values
are measurements at 10 Hz, Vicon standard noise (mm accuracy) and Vicon
standard delay (negligible). The displacement psi from the additional sensor

T
to the IMU is measured as psi = 0.015 −0.009 −0.028 , and the corresponding attitude q̄is as unit rotation. We conduct two main experiments:
stationary hovering and a dynamic trajectory flight, exciting all degrees of
freedom of the MAV. The state estimates (position, velocity and yaw) from
the filter are used directly as input for the position controller presented in
Section 2.2 for all experiments.
Stationary Hovering
First, we evaluate the performance of the framework under hovering conditions. This is important to evaluate, since the filter needs motion in order
for all the states to become observable (cf. Section 3.1). For this experiment, we let the vehicle hover at a height of 1 m for 30 s. We then compute
the RMS error between the filter estimate and ground truth, and between
ground truth and the desired setpoint. The latter is done in order to show
the performance of the whole system including the position controller. In
particular, we evaluate the following:
1. Ground truth against filter output for:
i
in Roll Pitch Yaw (rpy) convention
(a) position piw and orientation q̄w

(b) scale λ of the position measurement in %

(c) position psi and orientation q̄is in Roll Pitch Yaw (rpy) convention
of the sensor4 with respect to the IMU.
2. Ground truth against controller setpoint: x = 0 m, y = 0 m, z =
1 m, yaw = 0◦ . In the tables in the appendix Section A.2, this is indii
cated by the second vector in the columns for piw and q̄w
.
All these experiments are performed with a 6 DoF pose sensor (e.g. camera) and a 3 DoF position sensor (e.g. Leica Total Station) in configurations
as described in Section 3.1.3. We denote these setups as with (w/) and without (w/o) attitude measurements respectively in the tables in the appendix
Section A.2.
4 e.g. camera or laser scanner. In case of an external tracking system (Vicon, laser
tracker), this is the pose of the reflector(s)

3.3. RESULTS AND SENSOR APPLICATIONS

73

Table A.1 shows the results of distorting the signal with noise. We apply
different noise levels on position and attitude, ranging from a standard deviation of 5 mm and 0.5◦ , to 20 cm and 2◦ , respectively. It is clearly visible that
position, attitude, scale and inter-sensor attitude are reliably estimated, even
under heavy noise conditions. Except for small noise levels, the estimate lies
in the one-sigma bound of the measurement noise. For low noise levels, the
IMU noise dominates, and thus the filter yields a larger bound. In the same
table, it is also visible that the inter-sensor distance psi is the least accurate
estimate. We assume that the small magnitude of our chosen psi , together
with the low excitations in hovering, may in practice not be sufficient for this
state to fully converge. The results of low noise with attitude update, and
large noise without attitude update can also be seen in Fig. 3.11.
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Figure 3.11: Performance comparison for the “hovering" experiment with (σ =
0.001 m) w/ attitude update (top) and (σ = 0.2 m) w/o attitude update (bottom).
Left: ground truth position of the helicopter (red), the filter estimate (blue) and
the measurement the filter was updated with. Right: error of the filter with respect
to ground truth (blue) and error of the desired trajectory with respect to ground
truth (red) and setpoints. This is the overall error including the state estimator
and the position controller of the helicopter. Note the different scaling of the plots.
(Weiss and Achtelik et al., 2012a)

In Table A.2, we see the expected effect of delay introduced to the measurements. In our implementation, we have a state buffer of 2.5 s. In theory,
adding a delay of 500 ms should thus have minimal influence on the filter
performance. This is evident from the results in Table A.2. The slight RMS
i
increase in position piw and attitude q̄w
comes from the fact that for the cur-
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rent state, the last measurement update was up to 500 ms in the past. During
this time, the filter state was predicted using the IMU prediction model only.
Again, the state psi seems to be hardly observable in this configuration.
In Table A.3, we list the influence of the measurement rate on the filter
performance. Again, the very slight increase of the RMS in position piw
i
and attitude q̄w
is caused by the error introduced by IMU integration from
the time between measurement updates where the filter can use the IMU
prediction model only.
For all the experiments above, the scale estimate is very accurate. One
may expect different results given that the scale is a hidden state and thus the
EKF may change the scale to compensate for linearization errors and nonideal Gaussian noise of the real system. We assume that the low excitations
in hovering mode reduce these effects drastically while still giving enough
information to actually observe the state.
Dynamic Flight
To show the performance of the filter and the whole system for dynamic
flights, we let the helicopter fly a trajectory of the shape of a tilted ellipse
(Fig. 3.12), keeping a track speed of 1 m/s while performing a full 360◦ turn
around the z-axis. We use this trajectory as input for the reference-model
based setpoint following, described in Section 2.2. Based on the given position
input, this model generates the accelerations and velocities (left part of Fig.
3.12) such that the MAV is physically able to stay on the trajectory.
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Figure 3.12: The trajectory used for the dynamic flight experiments. The top and
right plot show the desired position. Middle and bottom plots show the velocities
and necessary accelerations to keep an absolute track speed of 1 m/s. (Weiss and
Achtelik et al., 2012a)
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Table A.4 shows the results of different noise magnitudes similar to the
i
experiment in hovering mode. The values for position piw and attitude q̄w
lie
in the same range as for the hovering experiment, if not slightly lower. This
result is expected, as we have direct measurements of these states. The intersensor calibration states seem to have a lower RMS value as well compared
to the hovering experiments.
In dynamic flight, the requirements of having angular velocities and linear accelerations in at least two axes are fulfilled. However the maximum
excitation of the system has to be bounded, such that the Nyquist theorem
remains fulfilled, given the measurement sensor reading rate. Thus, Table
A.5 and Table A.6 yield the expected results. Naturally, because of the issue
of IMU-only integration of the states on large delays or low update rates, the
RMS values of the position are higher in dynamic flight than while hovering. The last two tests in Table A.6 reflect the above issue of not fulfilling
Nyquist’s theorem. Hence the RMS rises accordingly. The results of two
dynamic flights with 10 Hz and only 1 Hz update rate are shown in Fig. 3.13.
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Figure 3.13: Performance comparison for the “ellipse” experiment with 10 Hz
(top) and only 1 Hz (bottom) update rate. Left: desired trajectory (green), ground
truth position of the helicopter (red) and the filter estimate (blue). Right: error of
the filter with respect to ground truth (blue) and error of the desired trajectory with
respect to ground truth (red) and setpoints. This is the overall error including the
state estimator and the position controller of the helicopter. (Weiss and Achtelik
et al., 2012a)
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Loosely Coupled Visual SLAM

As one example of a powerful and efficient loosely coupled combination of
the presented EKF framework and a Visual SLAM approach, we present our
integration of Parallel Tracking And Mapping (PTAM), originally presented
by Klein and Murray (2007), in the following. As advocated by Strasdat
et al. (2010), a keyframe based approach like PTAM is computationally more
effective and more robust than filter based SLAM approaches. As one of
the most modern, high-performing systems, we choose to tailor PTAM to
the needs of our computationally limited MAV platform. For an in-depth
analysis of PTAM on our systems, we refer to (Weiss, 2012; Weiss et al.,
2013). Here, we give an overview of PTAM and the necessary improvements
to leave “[the] small AR workspaces” (Klein and Murray, 2007) and operate
in larger, unknown outdoor environments under difficult conditions, and more
away from the simpler dynamics of a hand-held camera.
Visual SLAM System and its Modifications
PTAM is a keyframe-based SLAM system, i.e. the SLAM map is defined as
a set of keyframes. Each keyframe consists of a 6 DoF pose of the camera,
where the image was taken at, and a set of associated 3 D landmarks seen
from that pose. The image is further sub-sampled to populate a scale space
pyramid, in order to be able to track and (re-) recognize visual features initialized from different distances, as the feature detector used in PTAM is
not scale invariant. The SLAM task is split into two separately-scheduled
threads: the tracking thread (tracker) and the mapping thread (mapper).
Splitting the SLAM algorithm into a mapping and a tracking part brings
the advantage that both can run at different speeds. The tracker can thus
yield fast pose updates, while the mapper can use more powerful (but slower)
map optimization techniques. Compared to frame-by-frame SLAM, the mapper does not process every camera frame. This eliminates to a great extend
redundant information processing during slow movements or hovering. Furthermore, it is very easy to adapt and to optimize independently each of the
threads to our specific needs on the flying platform. These are the main reasons we choose this SLAM algorithm. We describe our modifications in the
following.
Limited Number of Keyframes: Bundle adjustment, which is used by
the mapper to optimize the poses and visual landmarks of the map, becomes costly with a growing number of keyframes. This non-linear optimization technique solves simultaneously for both 3 D map points in the world

3.3. RESULTS AND SENSOR APPLICATIONS

77

and the camera poses over time, by minimizing the weighted-least-squares
re-projection errors of the 3 D map points across all images (Hartley and
Zisserman, 2004). In a naive implementation, its complexity may be up to
O((m + n)3 ), while a complexity of O(m3 + mn) may be reached with an
efficient (sparse) implementation. m is the number of landmarks while n is
the number of keyframes. As the number of keyframes may grow quickly,
especially in an exploration mission, we have to assume cubic complexity in
the number of keyframes. This soon becomes computationally infeasible on
constrained onboard hardware. Therefore, we remove distant keyframes from
the map, as they have only small influence on the current estimate (Weiss,
2012; Sibley et al., 2009), and only keep a fixed number of keyframes in the
map. This keeps the computational complexity constant, while the number of
keyframes retained in the map can be set according to accuracy and computational resources available. This effectively reduces PTAM from a VSLAM
system to visual odometry (VO), i.e. limiting its loop-recognition capabilities. However, as shown by Weiss (2012), this error is small, even with a
relatively low number of keyframes (3-11). Most importantly, attitude drift
in the roll and pitch axes is observable in combination with an IMU and can
thus be compensated for, as shown in Section 3.1.4.
To summarize, we reduce PTAM to visual odometry at the benefit of
computational complexity, and at the cost of increased position and attitude
drift. Out of these six drifting states, drift of only two states (roll and pitch)
is observable in combination with an IMU and our EKF framework. These
are exactly the two states that would cause instability of the MAV if their
drift was not compensated for, while the other states (position and yaw)
may drift without affecting flight stability. That is, drift in position and yaw
only causes (small) deviations from the setpoint or desired trajectory. This
means that we can employ the modified version of PTAM in the control loop
at constant complexity and high update rates, while achieving local stability.
The remaining drift can be compensated for, by additional sensors and / or
algorithms (see Section 3.1.4) which may run at significantly lower frequencies
outside the critical control loop, or even at a ground station.
Inverted Index Structure for Map-point Filtering: Seeking for potential computational bottlenecks in the tracker thread of PTAM led to Fig.
3.14a: While tasks like feature detection – FAST is one of the fastest performing feature detectors (Rosten and Drummond, 2006) – were already optimized and independent of the map-size, run-time increases for the process of
re-projection of landmarks with growing map size. For the tracking process,
the tracker needs to determine which landmarks are visible at the current
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Optimization of Features Stored in the Map: During outdoor experiments, we experienced severe issues of self-similarity in environments such
as asphalt in urban areas, or grass in rural areas, causing the tracker to fail
tracking the current pose, and the mapper to fail re-localizing. This happens, as PTAM extracts visual features on multiple, subsampled versions of
the camera’s image, so-called pyramidal levels, as shown in Fig. 3.16. A
problem with the FAST feature detector is that it uses a relatively small
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detect many features with high spatial frequency. This happens especially on
the finest resolution of the image pyramid, when flying over asphalt or grass.
These features are not very distinctive and may look quite similar. In combination with the local non-maximum suppression of FAST, i.e. picking the
best feature in a local environment, different features may be chosen in consecutive images as the “best” local feature. This results in unstable feature
tracks over consecutive frames and can cause map-losses if this happens often
enough. This is shown in Fig. 3.15a: for each pyramid level, the graph shows
the ratio of outliers that PTAM reported after optimization, with respect to
the number of features detected. From the graph, it is evident that most
outliers2. were
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in level
0. On the remaining levels, the outlier ratio
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is much lower, since obviously the smoothing involved in the subsampling
process filters out high spatial frequencies, causing these unstable features.
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wrong point in the map.
SinceIntegration
this vision algorithm is key-frame-based, it has high measurement
EKF
rates when tracking. However, at key-frame creation, the frame-rate drops
As with the other sensors and algorithms presented, this approach does not
require changes to the core state. The update is implemented as a 6 DoF
pose update, with the camera measuring how the reference frame moves in
its coordinate system (see Section 3.1.4). A scaling factor λ is necessary as
additional state, to estimate the scale between metric units and the units of
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the VSLAM system measurements. This arbitrary scaling factor cannot be
measured from a single camera. It should be noted that this scaling factor
is fixed to an arbitrary value on initialization of PTAM. However, as the
camera moves, this scaling factor drifts slightly (Nuetzi et al., 2011), and this
drift has to be compensated by continuously estimating λ within the EKF
framework. When in a minimal setup (one PTAM instance, one camera),
we may omit the position state pvw of the vision frame. This position may
drift, which cannot be avoided in the minimal setup. This drift is slow (see
experiments below) and does not affect flight stability. In contrast, we do
v
of the vision frame as a state. Drift of the orientation
need the orientation q̄w
would cause the control signals in Section 2 to be mapped incorrectly and
thus affects flight stability. Having accelerometers and gyroscopes as core
sensors, the observability analysis by Kelly and Sukhatme (2011) and Weiss
et al. (2013) states that at least roll and pitch of this state are observable,
and these are the important states for flight stability. Yaw is not observable
without additional sensors and thus still drifts (slowly). However, as for
the position state of the vision frame, this does not affect flight stability.
The minimal state definition and update equations for PTAM are therefore,
according to Section 3.1.4:

x = xTc

λ

q̄is T

psi T

vT
q̄w

T

T
(pvw T )

z p = pvs = (C si T · C iw · (pvw − piw ) − C si T · psi ) · λ + np

(3.38)

∗

i
v
⊗ q̄w
z q = q̄sv = q̄is ∗ ⊗ q̄w
⊗ δ q̄n

Experiments
In the following, we show experiments that were conducted in an outdoor
disaster-training area. The experiments were performed without any prior
knowledge of the scene (i.e. no pre-computed map or artificial landmarks),
while all computation ran onboard the MAV. For all experiments, the MAV
take-off is manually flown up to ≈ 4 m altitude. After initializing PTAM
and a first estimation of the visual scale aided by GPS measurements (≈ 10s
only), the position controller, with the EKF/VSLAM system in the loop, is
enabled. The area is shown in Fig. 3.17.
The first experiment in Fig. 3.17 shows exploration of the area by repetitive flights in a 60 × 15m rectangle with a track speed of 2 m/s. Even though
PTAM runs by maintaining only the 15 closest keyframes in the map, with
keyframes generated approximately every 0.5 m, the position error upon completion of the second round was only 1.47 m or 0.4 %. Finally, after 357 m of
traveled path, the flight ended due to an empty battery. Since only the last
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Figure 3.17: Trajectory flown in a disaster area. After a short initialization phase
at the start, vision-based navigation (blue) was switched on for successful completion of a more than 350 m-long trajectory, until battery limitations necessitated
landing. The comparison of the estimated trajectory with the GPS ground truth
(red) indicates a very low position and yaw drift of our real-time and onboard visual
SLAM framework (Achtelik et al., 2012d).

15 keyframes were maintained in the map, no loop-closure event happened.
This shows that with our modified version of PTAM, which is closer to visual
odometry than VSLAM, the drift in position and yaw is sufficiently small
throughout a whole mission.
In a further experiment, we show that PTAM is also able to track the
trajectory of the MAV during a dynamic flight reliably. The MAV had to
follow an inclined ellipse of 7 × 3 m at up to 2 m/s track speed, at low altitude
as shown in Fig. 3.18 on the left. The low altitude causes significant optical
flow in the image, which our modified version of PTAM was able to handle
at a rate of 30 Hz. The results of the experiment are shown in Fig. 3.18:
The state estimate (blue) stays close to ground truth (red). Except when
reaching the top speed of 2 m/s along the x-axis (right, blue) at t = 7 s and
t = 14 s, the error of the state estimation system stays below 0.1 m.
Robustness to wind gusts were simulated by pulling the MAV with a cord,
about 0.8 m away from the desired setpoint, as shown in Fig. 3.19. The state
estimation system is able to track the disturbance precisely, which allows the
position controller to take immediate action: it brings the MAV back to the
desired position in about 1 s. This is possible thanks to the precise and fast
state estimation, allowing high controller gains.
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Figure 3.18: Dynamic trajectory flight, while having the EKF/VSLAM system
in the control loop, along a 7 × 3 m ellipse with up to 2 m/s track speed. This
trajectory was flown at low altitude, which causes significant optical flow in the
image. Our version of PTAM is still able to track the motion of the MAV. Except
when reaching top speed along the x-axis (blue) at t = 7 s and t = 14 s the error of
the state estimation system stays below 0.1 m. Ground truth was obtained using a
Total Station.
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Figure 3.19: Disturbance of the MAV: the controller was set to keep the position
close to 2 m, while the MAV was pulled away with a string. The whole system, EKF
and VSLAM, follows the disturbance exactly with low error (right). This allows
the controller to take immediate action, and brings the MAV back to the setpoint
from the perturbed position 0.8 m away in 1 s.
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Lastly, we show robustness to scale-changes by successful tracking during
ascent to an altitude of 70 m and descent. Fig. 3.20 shows the flown trajectory on the left, while it shows an image from an altitude of 70 m on the right.
The trajectory shown is not entirely vertical, since the MAV was steered by
a joy stick, giving (high-level) velocity commands. The peak height of 70 m
was not a limitation of the system, but a safety precaution since the safety
pilot was hardly able to perceive the state of the MAV properly. The landing
is also demonstrated to be performed with autonomous vision-based control,
following velocity commands from a joystick as well. As the MAV approaches
the landing pad, PTAM fails at a distance of ≈ 10 cm, and landing is completed purely based on integration of the IMU readings. This very large
change of scale cannot be handled by a stereo vision setup and thus highlights the strength of the monocular approach, which is independent of scene
depth. The fact that the controller yet needs metric states is handeled by the
additional scale state, which is reliably estimated in our EKF framework.

Figure 3.20: Altitude test: At z ≈ 8 m we switch to vision-based navigation (using
sensor feeds from a monocular camera and an IMU only) and fly up to 70 m without
intended lateral motion. Then, we let the helicopter descend while applying lateral
motion to show the maneuverability during this drastic height change. At the end
of the trajectory in the graph, successful vision-based landing is shown, still using
only the sensor feeds from the camera and the IMU. (Achtelik et al., 2012d)
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Tightly Coupled Optical Flow

Having presented a loosely coupled visual-inertial data fusion approach above,
using a VSLAM algorithm as black-box yielding 6 DoF pose measurements,
we now focus on a tightly coupled fusion approach using optical flow features.
We recall that tightly coupled fusion approaches have the advantage that we
can use the propagation model of the EKF in order to reject outliers, and we
do not need to model the visual scale explicitly for monocular approaches. On
the other side, many of these approaches (e.g. (Kelly and Sukhatme, 2011))
involve including the 3 D positions of landmarks in the state vector, making
real-time processing infeasible soon due to the growing state vector, if these
landmarks are not marginalized out and / or sliding window techniques are
used (Li and Mourikis, 2013).
We were seeking for a map-free, simple, fast and robust approach, to be
used in particular during take-off, landing and during failure situations of the
VSLAM approach presented above. Map-free means that we do not store a
history of 3 D landmarks. For the targeted flight situations, it is furthermore sufficient to have an accurate velocity estimate: This will still keep the
MAV airborne, while just undergoing small position drift due to integration
of velocity errors. The proposed method aligns with the studies of Hamel
and Mahony (2002) on the dynamics of visual features and their optical flow
on a spherical camera setup, which was employed and evaluated in simulations within an Unscented Kalman Filter (UKF) framework by Omari and
Ducard (2013). The main idea is that the optical flow of a landmark is a
function of the velocity of the camera, divided by the depth of the landmark.
The approach gets substantially simplified, assuming that all landmarks lie
on a plane: instead of having to measure or to estimate the depth of each
landmark, it is sufficient to determine the orthogonal distance of the camera
center to the plane. Key of obtaining a metric velocity from optical flow is
a proper estimation or measurement of the distance to the plane. This has
been done by Bristeau et al. (2011) with the help of a ultrasonic range sensor
- however, we seek for a solution purely using IMU measurements.
We do not consider the plane assumption as a strong limitation, as the
area is commonly planar in the scenario of take off and landing. In addition,
many (especially man-made environments) also consist of planar parts. The
approach is valid for local validations of these assumptions, given that landmarks not lying in a plane would be considered as outliers and not further
evaluated. In this section, we show theoretical extensions and considerations of the approaches presented by Omari and Ducard (2013); Lynen et al.
(2013b), in order to be included into our EKF framework in combination
with additional sensors or algorithms.
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Figure 3.21: Setup of the presented optical flow approach: landmarks L, expressed
in the camera’s coordinate frame, are required to lie on a plane. These landmarks
are projected on the unit sphere of the camera, denoted by l. η is the normal vector
of the plane, while d and o denote the vertical distance of the camera and of the
origin to the plane respectively.

Optical Flow Model
Fig. 3.21 depicts the overall setup, where the camera is modeled with a
spherical camera model: 3 D landmarks Li , expressed in the camera coordinate system, are projected to li on the unit sphere of the camera. This is
not a limitation for the physical camera actually used, since coordinates on
the unit plane can be easily projected onto the unit plane by the relation
ls = lp /|lp |. When the camera frame is moving, it was shown by Hamel and
Mahony (2002), that the dynamics of a landmark projected onto the unit
sphere of the camera, l, can be expressed as follows:
l̇ = u = −bω×c · l − π l ·

v ss
;
|L|

π l = (I 3 − l · lT )

(3.39)

Where v ss denotes the velocity of the camera, expressed in its body-frame.
l̇ or u express the optical flow of the feature l. In the following, we show
successively how to express the above variables with our state variables in
order to incorporate this directly as a measurement, without the need of
having landmarks L in the state vector. In contrast to Omari and Ducard
(2013); Wüest (2013) we incorporate the whole setup, including offset and
IMU to camera displacement.
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In order to compute |Li | without knowledge of its 3 D position, we take
advantage of the assumption that all features lie in a plane. We represent
the plane by the Hessian normal form with the normal vector η and offset
o. We need to add the offset o, since we cannot guarantee that the origin of
the world frame lies within the plane for our multi-sensor setups. Therefore,
any landmark Li has to satisfy:


sin(α) cos(β)
!
(3.40)
η T · Li + o = 0; η =  − sin(β) 
cos(α) cos(β)
With this choice, we have a minimal set of parameters, α, β and o, defining
the plane. Since η has unit length, we can express the vertical distance d of
any 3 D point X to the plane as:
d = ηT · X + o

(3.41)

Taking advantage of the plane assumption again, and using the projection
l = L/|L|, we can obtain an expression for |L| by the following relation: The
distance of the center of the camera psw to the plane has to be equal to L,
rotated into the world frame, and projected along η:
η T · psw + o = η T · C iw · C si · L

η T · (piw + C iw · psi ) + o = η T · C iw · C si · l · |L|

η T · (piw + C iw · psi ) + o
⇔ |L| =
η T · C iw · C si · l

(3.42)

Having expressed |L| in terms of the plane parameters (α, β, o), the core state
(xc ), the IMU to camera calibration (psi , q̄is ) and the landmark observation
l, we need to find a relation for the velocity of the camera expressed in its
body coordinates, v ss . Since we have to account for the camera to IMU
displacement psi . We start by expressing the center of the camera psw =
piw + C iw · psi in terms of our available states, take the time derivative and
rotate the velocity vector into the camera frame. Only piw and C iw have
time-dependent dynamics, while psi is has no time-dependent dynamics:
ṗsw = v sw = v iw + C iw · bω×c · psi

k (C iw · C si )T ·

⇒ v ss = (C iw · C si )T · v iw + C si T · bω×c · psi

(3.43)
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EKF Formulation
State Definition With the equations above, we showed that we can express the whole optical flow expressions of landmark observations in the image
plane in terms of the core state (xc ), the IMU to camera calibration (psi , q̄is )
and the plane parameters (α, β, o) – without the need of including 3 D landmarks in the state vector. We therefore define our minimal state x for this
update as follows:
T
T  T

(3.44)
= xc q̄is T psi T α β (o)
x = xTc xTa

In contrast to (Omari and Ducard, 2013), we assume that the plane is static
and has no dynamics during the propagation phase. Therefore, the core state
propagation remains unchanged. The offset state o may not be necessary to
include, which will be discussed below.
Measurement Update With the derivations above, we combine equations
(3.39) to (3.43) to formulate our optical flow measurement z o for the EKF:

((C iw · C si )T · v iw + C si T · bω×c · psi ) · (η T · C iw · C si · l)
η T · (piw + C iw · psi ) + o
(3.45)
However, ω is left for further investigation. Since we do not have a MAV
model driven process model for state/covariance propagation, ω is not part of
the state, but rather a system input to the process model, which is measured
by the gyroscopes of the IMU. The problem is that, according to Kalman
Filter theory, process noise and measurement noise must be independent of
each other. To overcome this, there are several solutions we discuss below:
z o = −bω×c · l − π l ·

Re-use gyros from process model: We use the same gyroscopes that
are used for state/covariance propagation, but we skip one propagation step,
and use the gyro-measurement that took place at the time the camera captured the image. This ensures that we do not use a measurement twice. As
the noise of consecutive gyro readings is uncorrelated, process and measurement noise are now uncorrelated as well. As a result, we can replace ω in
(3.45) for the measurement update computations as follows:
ω = ω m − bω − nω ;

ω̂ = ω m − b̂ω ;

(3.46)

Skipping single IMU measurements would not cause substantial problems, as
IMU measurements are taken at a high rate, while vision measurements are
taken at a significantly lower rate. However, it requires accurate synchronization between camera and IMU.
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Additional gyroscopes: We could simply use additional gyroscopes to
circumnavigate the problem of correlated process/measurement noise. The
only requirement is that the gyroscopes have to be bias corrected already,
since we only estimate the bias of the IMU being part of the core setup.
Further means of determining ω: A further method to obtain ω
would be using a method computing the (delta) rotation only, between two
camera poses, as for instance suggested by Kneip et al. (2012). Assuming
that ω does not change between two consecutive images, allows for simple
computation of ω. Another option for obtaining the delta rotation of the
camera between two images would be to introduce a relative constant by
stochastic cloning (Roumeliotis and Burdick, 2002) of the current state, and
i
use it to compute the delta rotation at the next time-step. Only q̄w
has time
i
dependent dynamics, why only q̄w would need to be cloned. This partial
cloning can be done using the methods introduced by Lynen et al. (2013a).
Multiple Optical Flow Measurements: According to the method chosen for obtaining ω, the standard EKF measurement update procedures, as
discussed in preceding sections, can be applied. For the computation of the
noise terms for the image-based measurements, we refer to the work of Omari
and Ducard (2013). The block entries for the measurement Jacobian become
lengthy again, therefore using a symbolic toolbox for their computation is
recommended.
For multiple optical flow observations, the measurement residuals z̃ i and
measurement Jacobians H i can simply be stacked, while the measurement
covariance matrix R consists of block-diagonal entries for each observation.
However, this incurs significant computational load in the order of (2N )3 ,
with N being the number of optical flow observations. This can be reduced
by performing so-called scalar updates: the whole EKF update procedure is
applied on every single measurement. While this only reduces the complexity
slightly, it may incur further problems such as additional linearization errors,
that may lead to the EKF becoming over-confident. As a better solution, we
suggest to compress the measurement update based on a QR factorization of
all stacked H i , as proposed and detailed by Bayard and Brugarolas (2005).
Observability The observability analysis by Omari and Ducard (2013)
reveals the following, under the assumption that there is acceleration of the
MAV in at least two directions, and that there is at least one landmark
observation with its projection l not being parallel to the body velocity of the
camera v ss . The vertical distance to the plane is observable, the attitude and
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velocity with respect to to the plane are observable, as well as the acceleration
sensor and gyro biases. The attitude with respect to the world (inertial)
frame is only observable in roll and pitch, given the acceleration sensors and
the gravity vector. Yaw, i.e. the rotation around the gravity vector, is not
observable without additional measurements. However, this implies that the
angles α and β of the plane normal are observable. Essentially, the setup and
properties depicted here align well with the properties of the “body velocity
sensor” studied by Weiss (2012)(see Section A.3, l. 17). In addition, these
studies state that the camera to IMU calibration is observable as well, given
sufficient motion.
The plane offset o may be omitted or set to a constant value in the case
that the approach described here is the only measurement update. Since
solely the absolute distance of the camera to the plane is observable, we
can arbitrarily chose the origin such that it lies in the plane. Thus, o = 0
is a viable choice. This does not hold anymore if: 1) we add an absolute
measurement such as GPS or Total Station (see Section 3.3.4 below), or 2)
we add a measurement such as VSLAM with its own offset states. To ensure
that the measurements stay consistent, we need to add o to the state vector.
For the observability of o in case 1), we can have a look at the observabilitytable (Section A.3) by Weiss (2012): given that in the setup above, the metric
distance to the plane and the angle of the plane are observable, essentially
renders this a “1 D world position measurement with a spatial position drift
and without attitude drift ” (see l. 4, 5 of the table in Section A.3). Intuitively, both 1 D position-measurement and its offset are just jointly observable without additional measurement(s). As soon as we add an absolute 1 D
measurement from another sensor, both become observable. η and thus the
direction of the 1 D measurement may not align with the world coordinate
system’s basis vectors. However, we can see from inspection of Fig. 3.21 that
o becomes observable if we find a linear combination of 1 D measurements,
that is parallel to η. This is generally fulfilled for absolute 3 D measurements
as for instance from GPS or a Total Station.
Similar observations can be made for case 2), except that the position
of the MAV, offset states of additional algorithms and o are jointly observable. This ensures that combinations of additional measurements with the
presented approach are at least consistent. If any of the conditions for full
observability for the other states are fulfilled, then o becomes observable as
well. Note that this does not work the other way round: Observability of o
does not render other 3 D position offset states (such as pvw for VSLAM, see
Section 3.1.5) observable, since the optical flow approach only contains a 1 D
position measurement.
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Again, we highlight that (un)observability of certain states is not a limitation: In the cases at hand, we are interested in local stability and local
consistency, which is given by at least linear velocity and the roll and pitch
components of the attitude of the MAV being observable. This leaves enough
time for computationally more demanding processes to compute measurements rendering the remaining states observable.

3.3.4

Spherical Position Measurements from a
Total Station

Obtaining ground truth for outdoor experiments using GPS might not be sufficiently accurate, especially in proximity to buildings which may shadow certain satellites used for localization. Originally designed for surveying tasks,
for instance on construction sites, so-called “Total Stations” are able to measure the position of a reflector or prism with millimeter accuracy up to kilometer range, as long as line of sight is maintained. These Total Stations are
not only well suited for obtaining ground truth, but can also be used in the
control loop as position sensor, if attention is paid on certain certain caveats
– which we will detail in the following.
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Figure 3.22: Sensor setup for measurements from a Total Station. We only have
a position sensor, therefore we only have psi as calibration state. The total station
measures the position psw in spherical coordinates, azimuth and elevation angle θ, φ
and the distance r to the prism. The picture on the left shows the head of the Total
Station used (picture on the left: Leica Geosystems).
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As the total station is just a position sensor, we cannot obtain any orientation measurement directly. This is not a problem, since we showed in
Section 3.1.3 that a 3 DoF position measurement is sufficient for the EKF
framework to estimate the orientation of the IMU/MAV. The Total Station
measures position in spherical coordinates, i.e. the azimuth and elevation angle θ, φ and the distance r to the prism. The angles are measured with high
precision absolute angle encoders, while the distance is measured laser-based.
The Total Station can convert these measurements to Cartesian coordinates
and outputs these by default. Simple application of the standard 3 DoF measurement model from Section 3.1.3 to obtain a full pose estimate of the MAV
would be straightforward.
However, the problem is that the two kinds of sensors used, angular encoders and distance measurement, have very different characteristics in terms
of noise, rate and delay, that are not well reflected during the conversion to
Cartesian coordinates under dynamic motion. Different measurement uncertainty characteristics of both sensors are negligible with this high-precision
device for our application. In contrast, the angular encoders measure at a
rate of 25 Hz, while the distance measurement is updated with 10 Hz only.
The delay of these sensors was characterized by Wiedebach (2013) by comparing the measurements with the output of a Vicon system (low delay),
tracking the same target. The delay was determined as 80 ms for the angular
measurement, and 130 ms for the distance measurement (see Fig. 3.23).
These different characteristics show that these spherical measurements
cannot simply be merged and converted into Cartesian measurements. To
make things worse, the distance sensor calibrates itself every once in a while,
causing additional delay. This reduces the effective measurement rate of the
distance sensor to ≈ 7 Hz. The delay of the recalibration is non-deterministic,
and may cause a measurement to be applied at the wrong time (see Fig. 3.7),
resulting in large corrections especially for the velocity, as shown in Fig. 3.24.
We resolve these problems by taking advantage of our modular EKF
framework: we formulate a measurement z s in spherical coordinates, which
lets us decouple the angular measurements z a from the distance measurement zd . We treat these as two separate measurements, which allows to
perform the measurements with their specific characteristics (noise, delay,
update rate). For a minimal state definition, we just need to add the dis
T
placement of the prism psi to the state: x = xTc psi T . We formulate the
measurements as follows:
 
 
zθ
za
zs =
= zφ  + ns = Tc→s (psw ) + ns
(3.47)
zd
zr
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Figure 3.23: Delay characterization of the Total Station for the distance measurement (left) and for the angular measurement (right). The output of the Total
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Where psw = piw + C iw · psi . As in (3.32) we can omit the scaling factor here,
since the Total Station provides metric measurements. Tc→s () denotes the
transformation from Cartesian coordinates to spherical coordinates:


zs
arccos( |pws | )
 s

w
s
s
s
s T
s
Tc→s (pw ) = atan2(yw
(3.48)
, xsw ) ; pw = xw yw zw
|psw |
The estimated error can now be written as:
 
z̃
z̃ s = a = Tc→s (p̂sw + ∆psw ) − Tc→s (p̂sw ) + ns
z̃d

(3.49)

The Jacobian H s of this expression unfortunately becomes complex, and
thus should be computed and converted to c-code with a symbolic toolbox.
However, it can be partitioned in block matrices:




∂ z̃ s
Ha
i
) 03×3 03×3 H(psi )
|x̂ = H(piw ) 03×3 H(q̄w
Hs =
=
Hd
∂ x̃
(3.50)
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where H a ∈ R2×N and H d ∈ R1×N . The measurement noise covariance
Jacobian is V = I 3 , since we perform the update in the spherical space and
the noise vector ns is additive in the equations above.
The advantage of this method is that we can apply the angular updates
at their full rate, independent of the distance measurement. Fig. 3.24 shows
the output of the EKF for motion along the world z-axis (blue), compared
to the straight-forward Cartesian implementation (green) and ground truth
(red). There is a distance calibration of the Total Station between t = 123 s
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Figure 3.24: Evaluation of the presented polar update of the EKF (blue), compared to a straight-forward Cartesian update (green) and ground truth (red). The
MAV moves along the world z-axis, i.e. the distance to the total station almost
does not change. A distance calibration happens between t = 123 s and t = 124 s,
causing a large jump in the straight forward Cartesian implementation, while the
spherical update is not affected. This is in general the case for motion along a
sphere around the Total Station. (Graph: Wiedebach (2013))

and t = 124 s, which causes a large disturbance in the z-axis for the Cartesian
implementation, even though the distance between MAV and total station
did not change. That means, that as long as the MAV moves approximately
along a sphere around the Total Station, the new spherical formulation is not
affected anymore by the non-deterministic distance re-calibration, and additionally yields a higher update rate. Only for motion along the radial axis
(essentially along the vector pointing from the Total Station to the prism;
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see Fig. 3.22), the spherical update still gets disturbed. A drawback is that
the computational load for the spherical update is higher because of the
trigonometric computations involved in the measurement Jacobian. Also,
angular updates may have to be re-applied after a distance update (see Fig.
3.9). However, it is worth trading this in for improved bandwidth and less
distance-calibration disturbances for applications, that consist mainly of motion approximately along a sphere around the Total Station.

3.3.5

Triangulation of Range Measurements

In addition to the approaches above, we also investigated integration of rangeonly measurements into our EKF framework. The main idea is depicted in
Fig. 3.25: We set up own infrastructure, consisting of so-called anchors with
known positions in the environment, and a tag installed on the MAV. Similar
to the GPS, range measurements between the tag and the anchors can be
integrated into the EKF framework similar to triangulation. Potential applications of this are situations, where GPS is not available or too inaccurate
and / or where vision based approaches fail or are not considered to be reliable enough. An example application would be guiding a MAV towards a
landing pad.
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Figure 3.25: Setup for using a set of range measurements within the EKF framework to localize the MAV.
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EKF formulation: Instead of performing triangulation of all available
measurements first, and then using the resulting position as a measurement,
we formulate a single range measurement zr directly:
zr,i = |piw + C iw · psi − paw,i | + nr

(3.51)

By stacking at least three of these measurements, we obtain a position update,
which, as shown in Section 3.1.3, also renders the full orientation of the
vehicle observable, given that there is sufficient acceleration. Here, only the
displacement psi of the tag with respect to the IMU is necessary in addition
to the core state xs , which makes this approach simple and lightweight.
Such measurements can be obtained by ultrasonic time-of flight measurements as for instance implemented in the “cricket” system developed by
Priyantha et al. (2000). Another option is to use Radio Frequency (RF)
based range measurements, as for instance developed by Nanotron Technologies (2013). These range measurements are usually noisy, and furthermore
corrupted by outliers, e.g. due to multi-path effects in the RF based measurements. The tight integration of these measurements not only allows for
correct handling of measurement noise of the single measurements, but moreover allows to reject outliers based on the IMU prediction model and using
a distance metric such as the Mahalanobis Distance.
It should be noted that there exists an ambiguity for the position, if the
anchors lie (approximately) in a plane. Due to the nature of the triangulation,
there exist two solutions: the tag could essentially be placed above, or below
the plane spanned by the anchors. Once initialized correctly, and distant
enough from the plane, this is not a problem as the IMU prediction model
helps disambiguating. It may only become problematic if the anchors are
placed in a way that the tag can move closely above or below the plane. This
situation should in any event be avoided, since the accuracy along the plane
normal decreases significantly when being close to the plane.
Extension towards self calibration: The localization relies on knowledge of the anchor positions paw,i , which have to be determined more or less
tediously. Thus, as future extension, we consider adding paw,i to the state
vector to obtain a self calibrating system. Observability of this setup can
be shown by geometric observations: From inspection of Fig. 3.25, we can
see that range measurements between the tag and the anchors specify the
geometry of the anchors. The triangles spanned between the tag and the
anchors define the distances between the anchors. These in return define the
shape of the triangle spanned by the anchors. The problem can be much
simplified and accuracy can be improved, if the anchors are able to measure
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the distances between themselves. These distances can be incorporated as
additional measurement updates, similar to (3.51) with the positions of the
anchors inserted appropriately.
With the geometry within the anchors being known, we essentially have
a 3 D position sensor. However, we do not know how it is aligned within
our global coordinate frame. While this is no issue for position and yaw, we
cannot guarantee that the triangle spanned by the anchors is fully leveled.
Therefore, we treat this setup as the global 3 D sensor in the observability
table (Section A.3, l. 3)5 , where the roll and pitch components of the attitude
offset are observable, while position and yaw are not. The difference is that
attitude and position offset are not states explicitly, but are encoded within
the positions of the anchors paw,i .
The most important observation is that roll and pitch offset are observable, rendering roll and pitch components of the MAV’s attitude are observable as well. If used as single localization method in practice, offset of position and yaw can simply be fixed with respect to the local coordinate system.
These measurements and the calibration could also be combined with additional sensors, as described in Section 3.1.5. With the above considerations,
this yields a consistent setup.
The setup can easily be extended with additional anchors. If these are not
aligned in (or close to) a plane, the position ambiguity is resolved. Regarding
observability, the same observations as above hold, since we can think of
multiple triangles that are defined amongst the anchors and the tag. As a
further extension, it could be even thought of dropping anchors during an
exploration phase, in order to ease localization and homing.
Experimental Results Experiments were conducted in an indoor environment, using RF modules from Nanotron Technologies (2013) to obtain
distance measurements. For all experiments, the locations of the groundbased anchor nodes were measured with a Total Station, and were thus not
part of the state to be estimated. Indoor environments are particularly challenging for this sensor setup, since walls or obstacles reflect the RF signal,
leading to multi-path effects. Therefore, we expected a high outlier-ratio in
the measurements that the approach has to handle.
Fig. 3.26 shows raw distance measurements on the left, which are corrupted by a high outlier ratio as expected. The errors of these outliers are
large, making effective outlier rejection mandatory. The right of Fig. 3.26
shows the same set of measurements after they passed through the outlier
5 More precisely, this is the “global position sensor with attitude drift”. Here, we see
this “drift” as the static offset in attitude and position, that we need to estimate.

Combining both concepts yields a very nice outlier rejection which allows the system
to be used indoor. Figure 4.4 shows simulated distance measurements before (a)
3. STATE ESTIMATION AND SENSOR FUSION FOR A MAV
and98after (b) the outlier rejection.
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Figure 3.26: Having formulated measurements from RF based distance sensors
as EKF
models
allows distance
for effective
outlier rejection.
Theoutlier
left shows
raw distance
Figure
4.4: RAW
measurements
(a) after
rejection
(b)
measurements between two RF nodes by Nanotron Technologies (2013). The right
graph shows the same set of measurements that passed through the outlier rejection
routine within the EKF update. Note the different scaling of the y-axis. (Graph:
4.6
Automatic initialization
Meier and Gasser (2013))

The framework is a strong basis for future applications and operations. Whereas
the presented filter requires an accurate determination of the sender positions, other
variations, where some of the these positions are modelled as filter states, would
facilitate the set-up a lot. For such systems one can use the ability of the senders to
range distances between each other and communicate the results to the receivers.
In order to guarantee observability, at least two sender positions are required to be
rejection implemented within the EKF update – almost all outliers were reknown (i.e. not modelled as a state). One is needed to fix the position (3 DOF),
moved. Due to the tight coupling of distance-measurements within the EKF,
we can take advantage of the prediction model, which lets us effectively remove these outliers. Outlier rejection is further aided by the fact, that only
the shortest measurement is a candidate for a valid measurement, since only
this measurement can correspond to the direct connection between the sender
and the receiver node.

Final results for the position accuracy are shown in Fig. 3.27. The left
graph shows the x-component of the path travelled by the vehicle, while
the right graph shows the error with respect to ground truth obtained with a
Total Station, as well as the 3 σ uncertainty bounds reported by the EKF. The
error mostly stays below 0.5 m, which is also below the reported uncertainty
bounds in most cases. Observing the time, over which the error evolves,
shows that there are no large position changes to be expected, which would
cause sudden motion of the vehicle. For open-space indoor and outdoor
applications we consider this as sufficiently accurate. Only for operation
close to structure or obstacles, further (local) localization methods have to
be considered. These can be incorporated based on the findings that we
presented in this chapter.

simulation. This is caused by the real-world sensor values. However, one can see,
that they are bounded and of moderate amplitude. Implementing a more accurate
sensor 3.4.
system
would most likely lead to a even better performance.
SUMMARY
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Figure 3.27: Position
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results position
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application. The left shows
Figure
6.8: Indoor
estimation
the estimated x-component (blue) of the path flown and its ground-truth (green),
while the right shows the estimation error (red) and the 3 σ uncertainty bounds
reported by the EKF. (Graph: Meier and Gasser (2013))

3.4

Summary

In this chapter, we covered many essential aspects of state estimation, enabling autonomous flights with a MAV. We discussed a proper choice of the
process-model utilized within our Extended Kalman Filter (EKF) framework
and introduced the basic principles of the so-called “core” part of our EKF
framework, whose design remains constant. This core part was gradually
extended by several different update types from various sensors and their
necessary calibration and offset states, towards multi-sensor fusion. Tasks
of the EKF framework, integrated in a modular way, were distributed according to their real-time and computational demands, yielding a distributed
EKF architecture that allows a MAV state prediction at 1kHz for accurate
control. Time-delays of multiple different measurement updates are compensated such that exact filter updates are ensured. A thorough quantitative
evaluation of this framework confirmed robustness against noise, delay and
slow measurement readings.
We showed improvements and modifications of the visual SLAM framework PTAM (Klein and Murray, 2007) such that we were able to employ
it in our challenging outdoor scenarios. An optical flow approach, tightly
integrated into the EKF framework, was shown to yield metric velocity estimates, and was further prepared in order to be used with additional sensors.
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The framework, consisting of the state estimation part and our version of
PTAM, has been thoroughly tested under a variety of challenging conditions,
exhibiting robustness in the presence of wind gusts and large scale changes of
0-70 m flight altitude, followed by a vision-based landing. Exploration flights
of more than 350 m length were performed, resulting in an overall position
drift of only 1.5 m. Our distributed processing approach across different units
ensures position control at 1 kHz, and enables dynamic trajectory flights with
up to 4 m/s track speed.
As side paths, we presented how to successfully integrate measurements
from additional (off-board) sensors, that may be of interest for the MAV
community. This covered spherical position measurements of a TotalStation,
which was originally not at all designed to be used within the control loop of
a MAV, as well as integration of multiple range measurements, in a similar
manner to GPS.

Chapter 4

State Estimation for
Dynamic Collaborative
Vehicles
While we focused on state estimation for a single MAV in the last chapter,
we proceed with extending our state estimation methodology towards (relative) state estimation for multiple collaborative vehicles with non negligible
dynamics. In particular, we are interested in obtaining the full relative 6 D
pose between two arbitrarily moving vehicles in metric scale and in real-time.
As the only requirement, we assume that both vehicles are equipped with an
IMU, consisting of gyroscopes and accelerometers. We fuse information from
both IMUs with a generic, relative 6 D pose measurement between both vehicles. The position of these measurements may further be arbitrarily scaled.
This information can then be used for scenarios like collaborative sensing or
cooperative tasks, where accurate and fast estimates of the relative configuration are essential.
Collaborative sensing and multi-robot scenarios have long been studied
in the Robotics community. Thrun and Liu (2003) studied the problem of
fusing laser point clouds exploiting the advantageous properties of sparse
extended information filters, while Bahr et al. (2009) demonstrated cooperative localization for underwater vehicles using sonar signals. Interestingly,
Bryson and Sukkarieh (2009) studied strategic trajectory control in a cooperative SLAM scenario aiming at maximizing information with respect to the
SLAM estimates. Actively guiding the trajectories and motions of vehicles,
they explored the relative merits of centralized and decentralized data fusion
101
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pr

pr q̄r
q̄r

Figure 4.1: Two possible scenarios that require relative state estimation for dynamic vehicles. Left: a MAV follows a artificial marker that could be attached to a
moving ground vehicle or moving landing platform. Right: “collaborative stereo”:
having an overlapping field of view and using the proposed state estimation approach, the full metric pose between the vehicles can be recovered. Both setups
require an IMU on each vehicle.

in simulation. Fusing information from multiple cameras, Solà et al. (2008)
used a SLAM filter to perform self-calibration, cooperative localization and
mapping. Specifying the relative configuration at initialization, they demonstrated results on two cameras (using the initial baseline to set the absolute
scale at startup), and presented a quantitative analysis on results obtained
from a fixed-baseline stereo rig undergoing motion on a straight line.
Here, we focus on the state estimation problem, given an arbitrarily scaled
6 D relative pose measurement, while the aforementioned approaches mainly
focus on obtaining these relative measurements. Moreover, these approaches
do not take generic dynamic motion into account. Relative motion is either slow, and/or wheel encoders (yielding body velocity) may be used for
a prediction model within a Kalman Filter formulation. With collaborative
MAVs, we have to handle dynamic motion, while we usually do not have
distinct body velocity sensors like wheel encoders. However, fusing IMU information in two moving coordinate frames requires additional care in the
process model.
The idea of relative state estimation originated from a “collaborative
stereo” scenario, aiming at combining the advantages of monocular and stereo
vision while avoiding their drawbacks:
Monocular vision allows to recover the transformation between two poses
of a camera, but only up to a scalar factor in the translation. This might
be a drawback on one hand, but on the other hand, it permits an arbitrary
“stereo” baseline, defined by the movement of the vehicle in between the time
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at which the images were captured. As shown in the preceding chapter, this
scale factor can be recovered with the aid of an IMU. However, in order to
detect obstacles, the robot has to move in order to provide sufficient baseline
before any reconstruction of obstacles is possible. This estimation of obstacles
becomes more complicated, if not impossible, when the MAV is moving into
the direction of the optical axis of the camera.
Stereo vision overcomes the problems of the unknown arbitrary scale, and
required motion that monocular systems suffer from. The known baseline
allows recovery of the absolute scale and, provides two viewpoints distinct
enough to recover the scene. Thus, information about obstacles in close range
can immediately become available in just one stereo-snapshot of the environment. However, observing objects at a much greater distance in comparison
to the cameras’ baseline, reduces a stereo setup to a bearing-only sensor suffering from similar problems in estimating depth as in the monocular case.
Therefore, we aimed to find a method to recover the relative configuration of two robots navigating autonomously, in absolute scale and in realtime without any prior knowledge on their initial configuration or workspace.
Combining the advantages of stereo and monocular vision, we propose to have
two MAVs, each equipped with a monocular camera and inertial measurement
unit (IMU) forming a variable-baseline stereo setup – “collaborative stereo”.
Having an overlapping field of view of both cameras, we are able to recover
their relative pose, whereas the position can only determined up to a scalar
factor, as widely known for these setups. With measurements from each vehicle’s IMU, we show how to recover this scaling factor. The main idea is
illustrated in Fig. 4.1 on the right.
We do not limit this approach to collaborative stereo vision and to MAVs.
It may be useful for scenarios, where only noisy, scaled and/or slow relative
measurements between two vehicles are available, but a fast and accurate
estimate is required. Possible scenarios are, for instance, landings on a moving
platform, or following a dynamically moving (ground) vehicle, as shown in
Fig. 4.1 on the left. This work is published in (Achtelik et al., 2011c).
The remainder of this chapter is organized as follows: in the next section
(4.1), we present the details of the problem setup and the assumptions being
made. In the following Section 4.2, we describe the EKF formulation for
the given problem of relative state estimation, followed by an observability
analysis in Section 4.3. Experimental results are presented in Section 4.4.
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Problem Setup

In the following section, we define the setup we use for the relative pose estimation problem, with all its necessary variables and intermediate quantities.
We are working with multiple vehicles in different coordinate frames, and we
integrate and differentiate in different coordinate frames. Therefore, we use
the following notation to depict the coordinate frames we operate with:
(vehicle number)
(differentiation reference frame) x(reference frame)

(4.1)

As an example, the acceleration a of vehicle 1 expressed in the vehicle’s
reference frame, but differentiated with respect to the world frame w, is
denoted as w a11 . The differentiation reference frame is only important for
differentiation of position (leading to linear velocity and acceleration) and is
therefore omitted for the remaining variables. Further conventions can be
found in Section A.1.

4.1.1

Assumptions

As we aim for relative pose estimation for generic trajectories, we explicitly
avoid constraints on the vehicles’ motion and derive our method for the full
6 DoF case. However, we still require a few assumptions for simplicity, which
however do not affect the method. In the previous chapter, we presented
methods to estimate intra- and inter sensor calibration, such as IMU biases
and the IMU to pose sensor calibration respectively. The latter is necessary to align measurements expressed in the pose sensor’s frame of reference
with the IMU’s frame of reference. Here, we assume that the IMU biases
are known, and that the relative pose measurement between the vehicles is
already expressed in the IMU’s frame of reference on vehicle 1.
In this chapter, we focus on data fusion of relative information between
two dynamically moving vehicles with the help of inertial sensors on each
vehicle. We therefore treat the relative measurement as black box providing
the rotation and translation between two vehicles up to a translational scale.
An option to obtain this relative measurement, as depicted in the introduction of this chapter, is “collaborative stereo”. In this scenario, the cameras
are required to have an overlapping field of view, as is the case in standard
stereo scenarios. The relative pose could be for instance obtained by applying the 5-point algorithm (Nistér, 2004) or 4-point homography Hartley and
Zisserman (2004) on observations of visual landmarks, that are commonly
observed by both cameras. For this case, we furthermore assume that there
exists scale propagation between two consecutive time steps.

4.1. PROBLEM SETUP
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Figure 4.2: Setup of the system of two IMU centered vehicles with their coordinate frames and variables. We are interested in obtaining an estimate of the relative
pose pr1 , q̄1r , by fusing relative pose measurements between the vehicles with accelerations w aii and angular velocities ω ii measured by their IMUs (i = 1, 2).

4.1.2

Measurements and Variables to be Estimated

As sensor suite, we require an IMU on each vehicle, equipped with a 3-axis
gyroscope to measure angular velocity and a 3-axis linear acceleration sensor.
Furthermore, we need a relative pose measurement between the vehicles,
where the position part may be arbitrarily scaled. Fig. 4.2 shows the setup
of our system with its variables. We express the variables to be estimated
with respect to the reference frame of vehicle 1. In particular, we want to
estimate the relative position pr1 in absolute scale and the relative orientation
q̄1r . We achieve this by evaluating:
•

i = 1, 2 : Acceleration of the vehicles with respect to the global
(inertial) frame, expressed in local coordinates. This measurement also
includes the gravity vector. (IMU)
i
w ai ,

• ω ii , i = 1, 2: Angular velocity of the vehicles expressed in their local
coordinate system. (IMU)
• pr1 · λ: relative position up to a scale λ between the vehicles, expressed in
the frame or reference of vehicle 1. (Pose)
• q̄1r : relative orientation between the vehicles, expressed in the frame or
reference of vehicle 1. (Pose)
i
• q̄w
, piw : attitude and position of vehicle i with respect to the world frame,
expressed in the world frame of reference.
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Relative Pose Estimation

We use an EKF formulation to estimate the variables listed in the previous section from visual measurements, and from measurements of the IMUs.
Similarly to the work of Weiss and Siegwart (2011), the main idea is that the
acceleration sensors provide metric information, however on the acceleration
level. The relative measurement provides drift free position information between the vehicles, but this measurement is scaled by a factor λ, which we
refer to as “scale”. We avoid integration of acceleration and/or differentiation
of the pose to obtain λ, by adding it to the state. The scaled measurement
for position produces a residual during the measurement update process. As
a result, the state including the scale is corrected accordingly.
The state consists of the relative orientation q̄1r and metric position pr1
of vehicle 2 with respect to vehicle 1. Furthermore, we need an intermediate
state variable w v r1 (relative velocity with respect to world, expressed in the
coordinate frame of vehicle 1) to integrate the accelerations in order to link
pr1 with IMU readings. We also include the angular velocities ω 11 , ω 22 as well
as the linear accelerations w a11 , w a22 into the state vector, which allows us
to handle measurements from both vehicles arriving out of sync. This yields
the following 23-element state vector:

4.2.1


x = q̄1r T

ω 11 T

ω 22 T

pr1 T

rT
w v1

1T
w a1

2T
w a2

State Equations

T
λ

(4.2)

In order to define the differential equations governing the state, we need
to study the relations between the moving coordinate frames of the vehicles.
The relative orientation q̄1r of vehicle 2 w.r.t vehicle 1, expressed in vehicle 1’s
frame of reference, is defined as:
2
1
2
q̄w
= q̄w
⊗ q̄1r ⇔ q̄1r = q̄ ∗ 1w ⊗ q̄w

(4.3)

From the quaternion derivative (A.8) and the derivative of its conjugate (A.9),
we obtain a differential equation for q̄1r :
d
r
2
q̄˙1 = ( q̄ ∗ 1w ⊗ q̄w
)
dt
d
d 2
2
= q̄ ∗ 1w ⊗ q̄w
+ q̄ ∗ 1w ⊗ q̄w
dt
dt
=0.5 · ( q̄1r ⊗ ω̄22 − ω̄11 ⊗ q̄1r )

(4.4)
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When differentiating position and velocity in rotating coordinate frames,
both rotation and position/velocity depend on time. Therefore, product rules
have to be applied. In the following, we use rotation matrices C in order to
reduce the complexity of the equations:
q̄i ⊗ p̄ ⊗ q̄i∗ =
b C(q̄i ) · p = C i · p

(4.5)

To obtain a relation for pr1 and to link it to the inertial frame, we look at
the sum of translations:
p1w + C 1 · pr1 − p2w = 0

p2w − p1w = C 1 · pr1

⇔

prw

= C1 ·

(4.6)

pr1

Differentiation of (4.6) and solving for 1 ṗr1 yields the desired differential equation for the relative position:
r
w ṗw

= C 1 · bω 11 ×c · pr1 + C 1 · 1 ṗr1

⇔ 1 ṗr1 = C T1 · w ṗrw − bω 11 ×c · pr1
r
1 ṗ1

(4.7)

= w v r1 − bω 11 ×c · pr1

We obtain an expression for w v̇ r1 in a similar way:
r
w vw
r
w v̇ w

⇔

r
w v̇ 1

= C 1 · w v r1

= C 1 · bω 11 ×c · w v r1 + C 1 · w v̇ r1
=

C T1

·

r
w v̇ w

−

bω 11 ×c

·

(4.8)

r
w v1

We replace w v̇ rw by the difference of accelerations with respect to the inertial
frame. A multiplication with C Ti expresses w aiw in the local coordinate system of the respective vehicle, and this is what can be measured by the IMU.
We see that these rotations cancel out, and w v̇ r1 solely depends on the state
variables we defined:
r
w v̇ 1
r
w v̇ 1
r
w v̇ 1
r
w v̇ 1

= C T1 · (w a2w − w a1w ) − bω 11 ×c · w v r1
= C T1 · w a2w − w a11 − bω 11 ×c · w v r1

= C T1 · C 2 · w a22 − w a11 − bω 11 ×c · w v r1

(4.9)

= C r · w a22 − w a11 − bω 11 ×c · w v r1

These relations allow us to link acceleration and turn rate measurements
with pr1 . In contrast, naively computing an explicit “relative acceleration”
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between the vehicles would require to transform w a22 into the rotating reference frame of vehicle 1. This involves an additional term to compensate
for the Euler effect, which requires angular acceleration ω̇. This cannot be
measured with standard IMUs, and differentiation of ω would be prone to
noise. C r transforms w a22 to vehicle 1’s coordinate frame. Therefore, the
gravity vector, which is also measured by the acceleration sensors, cancels
out. This avoids estimation of the global orientation of each vehicle in order
to remove the gravity vector from the measurements.
The angular velocities ω 11 , ω 22 and linear accelerations w a11 , w a22 are modeled as random walk, while the scale has no time-dependent dynamics. nω1 ,
nω2 , na1 and na2 are random vectors with zero mean white Gaussian noise.
From this point onwards, we drop the super/subscripts denoting the coordinate/reference frames for clarity. Hence, the equations governing the state
are:
q̄˙ = 0.5 · (q̄ ⊗ ω̄2 − ω̄1 ⊗ q̄)
ω̇ 1 = nω1
ω̇ 2 = nω2
ṗ = v − bω 1 ×c · p

v̇ = C(q̄) · a2 − a1 − bω 1 ×c · v

(4.10)

ȧ1 = na1
ȧ2 = na2
λ̇ = 0

4.2.2

Error State Representation

In the following, .̂ denotes the estimated state. A preceding ∆ or δ denotes
the error state for additive error or multiplicative error, respectively. We
define the error state vector x̃ as:
T

x̃ = δθ T ∆ω T1 ∆ω T2 ∆pT ∆v T ∆aT1 ∆aT1 ∆λ
(4.11)

Since the quaternion for the relative attitude is enforced to have unit
length, the corresponding covariance matrix would be singular. Similar to
the methods in Chapter 3, we define a small quaternion rotation as the error,
instead of the difference of two quaternions:
q̄ = q̄ˆ ⊗ δ q̄
q̄˙ = q̄ˆ˙ ⊗ δ q̄ + q̄ˆ ⊗ δ˙q̄ ⇔
δ˙q̄ = q̄ˆ∗ ⊗ (q̄˙ − q̄ˆ˙ ⊗ δ q̄)

(4.12)
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With the derivative of the relative attitude (4.4), and assuming an additive
ˆ i + ∆ω̄ i for the angular velocities, the derivative of the error
error ω̄i = ω̄
quaternion is:
1
ˆ 2 − ω̄
ˆ 2 ⊗ δ q̄ + δ q̄ ⊗ ∆ω̄ 2 − q̄ˆ∗ ⊗ ∆ω̄ 1 ⊗ q̄ˆ ⊗ δ q̄)
δ˙q̄ = (δ q̄ ⊗ ω̄
2

(4.13)

bT
The rotation of ∆ω̄ 1 by q̄ˆ∗ , can also be expressed by a rotation matrix C
according to (4.5). Rewriting the quaternion products as matrix-vector multiplications (A.6), reordering and neglecting higher order terms of the type
∆ω i · δq, we get:
#

 
 "
0
0
0
˙
δ q̄r =
+ 1
− 1 T
(4.14)
b
−bω̂ 2 ×c · δq
2 · ∆ω 2
2 C · ∆ω 1
Applying the small angle approximation for quaternions (A.7), we finally
obtain the error state for the rotation between both vehicles:
˙ = −bω̂ 2 ×c · δθ − C
b T · ∆ω 1 + ∆ω 2
δθ

(4.15)

˙
For the relative position, we use an additive error model, ṗ = p̂˙ + ∆p.
With this model and the state equation for position (4.7), we obtain the
error state for the position. Again, higher order terms of the form ∆ · ∆ are
neglected:
˙ = v − bω 1 ×c · p − v̂ + bω̂ 1 ×c · p̂ ⇔
∆p
˙ = bp̂×c · ∆ω 1 − bω̂ 1 ×c · ∆p + ∆v
∆p

(4.16)

Similarly to the position, we use an additive error model for the velocity
˙ With the state equation for the velocity (4.9), we get:
v̇ r = v̂˙ r + ∆v.
˙ =C · a2 − a1 − bω 1 ×c · v − C
b · â2 + â1 + bω̂ 1 ×c · v̂
∆v

(4.17)

To yield an expression depending on the error state, we now replace C and
apply the small angle approximation (A.10):
b · δC ≈ C
b · (I 3 + bδθ×c)
C=C

(4.18)

Carrying out the multiplications, neglecting the higher order terms ∆·∆, δ·∆
finally yields the error state for the velocity:
˙ = −C
b · bâ2 ×c · δθ + bv̂×c · ∆ω 1 − bω̂ 1 ×c · ∆v − ∆a1 + C
b · ∆a2
∆v
(4.19)
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For the remaining error states, there is no change compared to the state
equations, therefore:
˙ i = nω , ∆a
˙ i = na , ∆λ
˙ = 0, i = 1, 2
∆ω
i
i

4.2.3

(4.20)

State Covariance Prediction

To obtain the continuous system matrix F c and noise matrix Gc , we compute
˙
˙
∂ x̃
the Jacobians ∂∂ x̃
x̃ and ∂n , with the noise vector being
T
 T
n = nω1 nTω2 nTa1 nTa2 :


T

b
−bω̂ 2 ×c −C

 06×3
06×3


bp̂×c
F c =  03×3
b 2 ×c bv̂×c
−Cbâ

 06×3
06×3
01×3
01×3


03×6 03×6
 I6
06×6 



Gc = 06×6 06×6 

06×6
I6 
01×6 01×6

I3
06×3
03×3
03×3
06×3
01×3

03×3
06×3
−bω̂ 1 ×c
03×3
06×3
01×3

03×3
06×3
I3
−bω̂ 1 ×c
06×3
01×3

03×3
06×3
03×3
−I 3
06×3
01×3

03×3
06×3
03×3
b
C
06×3
01×3


03×1
06×1 

03×1 

03×1 

06×1 
01×1

(4.21)

F c is assumed to be constant over the integration period, therefore we can
write for the discrete state transition matrix F d Maybeck (1979):
F d (∆t) = exp(F c · ∆t) = I + F c · ∆t +

1 2
F · ∆t2 . . .
2! c

(4.22)

In our implementation, we stop after the zero order term. Having F d , we
can compute the noise covariance matrix
Qd for discrete time

 as proposed
by Maybeck (1979). With Qc = diag( σ 2ω1 σ 2ω2 σ 2a1 σ 2a2 ):
Qd =

Z

∆t

F d (τ ) · Gc · Qc · GTc · F d (τ )T · dτ

(4.23)

We can now compute the new state covariance matrix according to the EKF
equations:
P k+1|k = F d · P k|k · F Td + Qd
(4.24)
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State Prediction

To perform state prediction, we integrate the state variables according to
the equations in Section 4.2.1. For the orientation quaternion, zeroth order
integration of (4.4) yields a solution for q̄ˆk+1 :
q̄ˆk+1 = q̄ˆk + 0.5 · ∆t · (q̄ˆk ⊗ ω̂ 2, k − ω̂ 1, k ⊗ q̄ˆk )

(4.25)

Predictions for p̂ and v̂ are obtained similarly by zero order integration of
(4.7) and (4.9):
p̂k+1 =p̂k + (v̂ k − bω̂ 1, k ×c · p̂k ) · ∆t
v̂ k+1 =v̂ k + (C(q̄ˆk ) · â2, k − â1, k − bω̂ 1, k ×c · v̂ k ) · ∆t

(4.26)
(4.27)

Since we run the prediction step between 100 and 300 Hz in practice, we
consider zero order integration as sufficient. The remaining states do not
change during state prediction.

4.2.5

Measurements

Relative Pose Measurements
From the relative pose measurement between both vehicles, we obtain the
orientation q̄ and a measurement of the distance p between the vehicles,
which is scaled by λ. For the rotation, we use a multiplicative error model:
  

1
q
∗
ˆ
δ q̄ = q̄ ⊗ q̄ =
≈ 1
⇒ z̃ q̄ = δθ
(4.28)
δq
2 δθ
For the distance, we have an additive error model. Note that here, we have
to scale the relative position p by λ to obtain the estimated measurement:
z̃ p = p · λ − p̂ · λ̂

z̃ p = (p̂ + ∆p) · (λ̂ + ∆λ) − p̂ · λ̂
z̃ p = p̂ · ∆λ + λ̂ · ∆p

| ∆p · ∆λ ≈ 0

(4.29)

We obtain the pose measurement matrix H p by computing the Jacobian ∂∂z̃x̃v

T
of z̃ p = z̃ Tq̄ z̃ Tp with respect to x̃. The measurement residual computes as
follows, where im(.) denotes the imaginary part of the resulting quaternion:


2 · im(q̄ˆ∗ ⊗ q̄meas )
rp =
| (4.28) (4.29)
(4.30)
pmeas − p̂
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IMU
Measurements from the IMUs of the vehicles arrive at different times, therefore we split the updates into one for IMU 1 and one for IMU 2. We have an
additive error model for all measurements which behaves linearly, i ∈ {1, 2}:




ω i − ω̂ i
ω i, meas − ω̂ i
z̃ I, i =
⇒ r I, i =
(4.31)
ai − âi
ai, meas − âi
We obtain the measurement matrices H I, i by computing the Jacobian
of z̃ I, i with respect to x̃.

∂ z̃ I, i
∂ x̃

Filter Update
The following steps are executed for the pose measurement and for both IMU
measurements:
Compute the Kalman gain K and the state correction ∆x(+) according to
the Kalman equations with the measurement covariance matrix R.
K = P · H T · (H · P · H T + R)−1

(4.32)

∆x(+) = K · r

(4.33)

Since we have a multiplicative error model for the relative orientation q̄, we
compute the correction for q̄ as a small quaternion rotation. With δq(+) =
0.5 · δθ(+):
T
p
q̄(+) =
(4.34)
1 − δq(+)T · δq(+) δq(+)T

We have to ensure that the resulting correction quaternion q̄(+) is of unit
length. Therefore, if δq(+)T · δq(+) > 1, we have to re-normalize the correction quaternion. The state update for the orientation is now computed as:
q̄ˆk+1|k+1 = q̄ˆk+1|k ⊗ q̄(+)

(4.35)

xadd, k+1|k+1 = x̂add, k+1|k + xadd (+)

(4.36)

For the remaining states ω 1 . . . a2 , we have an additive error model, where
the correction simply computes as:

Finally, we update the state covariance matrix according to the Kalman
equations:
U =I −K ·H

P k+1|k+1 = U · P k+1|k · U + K · R · K
T

(4.37)
T

(4.38)
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Observability Analysis

In order to show observability of all states of the filter described above, we
apply the non-linear observability analysis method of Hermann and Krener
(1977). We refer to the work of Mirzaei and Roumeliotis (2008), Kelly and
Sukhatme (2011), and Weiss (2012) for details about how to apply this
method to a system like ours. In this section, we only focus on the obtained observability matrix Ω and prove that it has column full rank. This
indicates local weak observability as defined by Hermann and Krener (1977).
We can express the system equations according to Section 4.2 in (4.10) as:
T

(4.39)
f (x) = q̄˙T 0 0 ṗT v̇ T 0 0 0
The measurement equations can be summarized as a vector:

T
h(x) = h1 (x)T . . . hM (x)T ]

(4.40)

h(x) contains M measurements as listed below:
h1 = p · λ

h5 = ω 2

h2 = q̄

h3 = q̄ T q̄ = 1

h6 = a1

h7 = a2

h4 = ω 1

(4.41)
(4.42)

Using f (x) and h(x), we can directly apply the method of Hermann and
Krener (1977), and calculate the necessary Lie derivatives for the observability matrix Ω. The initial matrix is:

 

∇L0 h1
0 0 0 A 0 0 0 B
 ∇L0 h2   C 0 0 0
0 0 0 0

 

 ∇L0 h3  D 0 0 0
0 0 0 0




 ∇L0 h4   0 E 0 0
0 0 0 0




0
 
0
0 0 0 0
Ω=
(4.43)
 ∇L0 h5  =  0 0 F

 ∇L h6   0 0 0 0

0
G
0
0

 

 ∇L0 h7   0 0 0 0
0 0 H 0




∇L1f h1   0 U 0 J K 0 0 L 
∇L2f h1
U U 0 M N U U O

The matrices A to O are expanded as follows, while the matrices U are not
required for our analysis:
A, K = I 3 λ
B=p

C = I4

E, F , G, H = I 3

D = 2 · q̄ T

J = −λ · bω 1 ×c

L = v − bω 1 ×c · p
(4.44)
M = λ · bω 1 ×c2

(4.45)
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N = −λ · bω 1 ×c · (v + I)

(4.46)

2

O = bω 1 ×c · p − 2 · bω 1 ×c · v + C(q̄) · a2 − a1

(4.47)

To prove that Ω has full column rank, we apply Gaussian elimination:
1. Since accelerations and angular rates are measured directly in our setup,
their entries are the identity matrices in Ω. We can thus eliminate the
columns containing E, F , G, H.
2. C is the derivative of the attitude with respect to itself, this is again
an identity matrix. We can thus eliminate its column. Note that we
do not need the constraint of q being a unit quaternion in D, since we
directly measure the orientation.
3. We still need to prove that columns
end we analyze the matrix:

A
Ω0 =  J
M

4, 5 and 8 have full rank. To this
0
K
N


B
L
O

(4.48)

We use Mathematica and show that Ω0 has full column rank, if two
conditions are met: first, the scale factor λ must be non-zero and second, there must be a “relative acceleration” between the vehicles in at
least one axis. Thus we can also eliminate the remaining columns 4, 5
and 8 in Ω, proving that our proposed system is observable under these
conditions.

4.4

Experimental Results

In this section, we present results on simulation and real data. Simulations
were performed for the full 3 D case with 6 DoF for each vehicle, while real
experiments were carried out using two MAVs.

4.4.1

Simulation Setup

In simulation, random parallel trajectories were generated such that the two
vehicles keep a baseline of around 2m with some additional perturbation.
This is a difficult case for the filter, since there is very limited relative motion
between the vehicles. One of the trajectories used in the experiments can be
seen in Fig. 4.3. Yaw angles were also generated randomly. We use these trajectories to compute the full state of the vehicles according to Section 2.1.1,
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namely: attitude, angular velocity and accelerations expressed in body coordinates. Here, we assume that the rotation and scaled translation between
the two cameras are given from an arbitrary vision algorithm that propagates
its scale from one “stereo frame” to the next, as detailed in Section 4.1.1. To
simulate this scale drift, which occurs in practice due to small errors in the
scale propagation, we introduced a scale drift of up to ±10 % of the ground
truth value (this is arbitrarily set to 0.5).
Trajectories of the vehicles

1

z [m]

0.5
0
−0.5
4
2
0
y [m]

−2
−4
−6

−2

0

2

4

6

8

x [m]

Figure 4.3: Simulated trajectories for both vehicles, showing full 3 D motion.
Relative measurement are computed from these trajectories, as well as IMU measurements from their derivatives according to Section 2.1.1.

4.4.2

Setup for Real Experiments

Real experiments were performed in a Vicon motion capturing system, which
provides ground truth for the position of the moving MAVs at each instant
within a flying volume of 10 × 10 × 10 m. Two MAVs, set up similarly as
described Section 2.1.2, were used to fly at a height of around 5 m. The
onboard computer on each MAV captures IMU data at 100 Hz. Time is
synchronized between the onboard computer and the IMU on each MAV,
while the computers of both MAVs are synchronized via the Network Time
Protocol (NTP) over a WiFi connection. As the focus of this chapter is
on data fusion, we treat the vision processing as a black box, that provides
estimates for the orientation and pose between the MAVs, making our method
independent from the choice of the relative localization algorithm. For the
purpose of evaluating the performance of the proposed data fusion alone, both
orientation and pose between the MAVs are provided by the Vicon system.
Therefore, the capture rate was reduced to 20 Hz, the position was scaled and
zero mean white Gaussian noise was added. As in the simulation setup, the
scale was set to 0.5 with a drift of ±10 %.
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Discussion of Results

Fig. 4.4 and Fig. 4.5 show the results of the simulation and real experiments
for the orientation (top), and position (center) between the vehicles as well
as the scaling (bottom) of the measured position. To demonstrate the capabilities of the approach, we initialized the scale with an error of 500 %. In
practice, we do not expect initialization errors larger than this: Initialization
values for the distance between the vehicles could either be guessed within
that range or could come e.g. from GPS outdoors, ultrasonic distance sensors,
RF distance sensors or even Received Signal Strength Indication (RSSI) readings from the WiFi connection between the vehicles. These measurements
are usually noisy and too inaccurate to be used as a reliable distance measurement alone, as for instance the results from Section 3.3.5 demonstrated.
The orientation converges quickly to the real value since scale has no
influence on it, while the error is not larger than 0.25 rad, both in simulation
and in the real experiment. Note the big changes in the yaw angle in the
simulation: although this would not make sense in real experiments, it was
done intentionally to show that the derived dynamics from Section 4.2.1 hold
for large (and fast) rotations.
To obtain the absolute scale of the position between the vehicles, we
fuse metric information from IMU measurements with the scaled position
measurement from the vision algorithm. Since the IMUs provide only acceleration and angular velocity measurements, it becomes clear that we need
motion between the vehicles for the filter to converge to the real value of the
position and scale. How this convergence depends on motion, can be seen in
Fig. 4.4: there is small motion in the position plot until t ≈ 8s, while the
estimated scale is only slowly corrected. Having sufficient motion, the scale
converges quickly to the real value. Similar observations can be made for the
real experiments, however, not as distinct as in the simulations.
Fig. 4.6 shows the convergence behavior in simulation for different initializations (λinit = 2.5, 1.0, 0.5, 0.25, 0.1) of the scale. On the left side, we
allowed large motion and limited acceleration to 2 m/s2 , while on the right side
acceleration was limited to 0.5 m/s2 . Despite the large initialization error for
λinit = 2.5 and λinit = 0.1, the filter is still able to converge to the real value.
This is also the case for small motion, but at the cost of convergence time.
Finally, Table 4.1 shows the RMS and maximum errors from the experiments
for position p and orientation q̄ between the vehicles. The errors for q̄ were
converted to Roll-Pitch-Yaw angles for convenience.
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Figure 4.4: Simulation results for orientation q̄, position p between the vehicles
and scale of the measured position. The left side shows the estimated states (thin)
compared to ground truth (bold), while the right side shows the resulting estimation
errors. The scale was set to drift by ±10%, to reflect scale propagation errors,
which occur in practice. As soon as there is motion from t > 8 s, the scale quickly
converges to the real value, which also reduces the position errors significantly.

Table 4.1: RMS errors and maximum errors.

sim. |amax | = 2.0 m/s
sim. |amax | = 0.5 m/s2
real |amax | = 1.6 m/s2
real |amax | = 0.7 m/s2
2

RMS p̃
0.11 m
0.14 m
0.15 m
0.29 m

max p̃
0.35 m
0.49 m
0.29 m
0.56 m

RMS q̄˜
0.009 rad
0.008 rad
0.016 rad
0.014 rad

max. q̄˜
0.018 rad
0.016 rad
0.040 rad
0.033 rad
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Figure 4.5: Experimental results for orientation q̄, position p between the vehicles,
and scale of the measured position. The left side shows the estimated states (thin)
compared to ground truth (bold), while the right side shows the resulting estimation
errors. The scale was set to drift by ±10% to reflect scale propagation errors, which
occur in practice. Similar to the simulation results, the scale converges after t > 7 s,
but less distinct in comparison to the simulation results.

Filter convergence, |amax| = 0.5 m/s2
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Figure 4.6: Convergence behavior for λinit = 2.5, 1.0, 0.5, 0.25, 0.1. Acceleration
was limited to 2 m/s2 on the left and to 0.5 m/s2 on the right. Note that the filter is
still able to converge despite the large initialization error.
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Summary

In this chapter, we showed an extension toward state estimation of the relative configuration between two dynamically moving vehicles. The only requirements are that each vehicle is equipped with an IMU, and that there
exists a measurement for the relative pose between both vehicles, whereas
the position component may be arbitrarily scaled. Results of this method are
demonstrated on both simulation and real data compared to ground truth,
using MAVs to study performance across arbitrary 3 D configurations. This
method is not restricted to estimation of the relative position between two
MAVs. It is also very well suited for applications where a fast relative pose
estimate between dynamically moving vehicles is required. Possible applications are air-ground collaboration scenarios, such as following dynamically
moving vehicles, or even take-off or landing on a moving platform.

Chapter 5

Motion Planning and
Uncertainty Aware Path
Planning
In the preceding chapters, we introduced approaches for control of MAVs,
as well as localization methods, their data fusion with IMU sensors, their
integration and final tests onboard a MAV. Amongst these tests, we successfully demonstrated to perform VSLAM onboard in a larger outdoor scenario,
solely using visual and inertial cues. While we additionally presented sensing
and data fusion approaches other than vision only, we focus on monocular
vision (VSLAM, Section 3.3.2) here, as we consider this our main navigation sensor setup. In summary, we introduced a versatile platform combining
state estimation and control, enabling MAVs staying airborne reliably and
being prepared to accomplish higher level tasks.
The whole system in this work and earlier work (Kelly and Sukhatme,
2011; Weiss et al., 2013) is considered as “self-calibrating power-on-and-go”
system, meaning that we only need to initialize inter- and intra-sensor calibration approximately, while the state-estimation framework estimates the
exact calibration by itself after a short initialization phase – However, we
are still missing essential functionality before the MAV can carry out real
missions autonomously from start to finish. As an example, waypoints or
dynamic trajectories can be given by a human operator, but it is solely the
responsibility of the operator to find feasible paths for the MAV; feasible in
terms of being free of collisions and where the MAV is able to localize reliably.
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Figure 5.1: The path planned by the proposed method to navigate in a medium
sized outdoor area from start (on the right) to the goal (left). The dark green dots
denote visual landmarks, and the red ellipsoids denote the uncertainty of intermediate points that the planner has considered during the optimization phase. Control
input velocities (cyan) and accelerations (yellow) are computed, which minimize the
localization covariance. With this methodology, the planner is hence able to avoid
flying over areas which do not allow accurate localization while assuring sufficient
motion to render all states of our system observable.

With these self-calibrating power-on-and-go-systems, it becomes increasingly important to ensure fast state convergence at the beginning of the
MAV’s motion (or right after re-initialization during the mission). Moreover,
for self-calibrating systems it is crucial to continuously excite the system in
such a way that the calibrating states (e.g. biases of the IMU, visual scale,
the transformation between sensors) are accurately estimated throughout the
whole mission. Furthermore, the studies in the preceding chapters, and in
previous work (Weiss, 2012; Achtelik et al., 2011b) on MAV navigation provide approaches for localization of the MAV through continuous observations
of visual landmarks (Section 3.3.2, Section 3.3.3). Thus far, in these scenarios, all regions are equally preferred during planning, regardless of the
availability of measurements. The sparsity and availability of landmarks has
given rise to special planning algorithms favoring areas with more reliable
landmarks in the area between the start and goal positions (He et al., 2008;
Prentice and Roy, 2009; Bryson et al., 2009; Roy and Thrun, 1999).
However, power-on-and-go systems usually have two additional requirements. Firstly, as shown by Kelly and Sukhatme (2011); Weiss (2012), these
systems need excitation in linear acceleration and angular velocity for all
states to become observable. This is particularly true for systems estimating
their inter-sensor calibration, in addition to the pure vehicle pose used for
control. Secondly, for single-camera systems, if a loss of the visual map oc-
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curs (which cannot be ruled out during a real mission) re-initialization of the
system has to be performed. After such a re-initialization, the metric scale of
the position estimate has to be re-estimated quickly to allow for continuous
and robust vehicle control. In hovering mode or while flying on a straight
path, MAVs tend to be in an unobservable mode, preventing correct estimation of all their system states. With the aim of providing robustness against
such cases where typical planners would fail to produce a feasible path, in this
chapter we seek to find not only a short path to the destination, but a path
where the states monitored in our system are best observable at all times.
Fig. 5.1 illustrates an example path generated by our method, which aims
at reducing the position uncertainty at the goal location, with the additional
constraint of reaching the target within the given confidence area.
With the seminal works of Kavraki et al. (1996) and Kuffner and LaValle
(2000) paving the way for random sampling based path planners, the question arising is how to employ such methods within the navigation pipeline
running onboard the MAV. Given both high agility and the significance of
prompt and sound state estimates in order to avoid crashes, path planning
for MAVs can be seen as one of the most challenging navigation scenarios. In
this context, path planning has been demonstrated by He et al. (2008) for a
quad-rotor helicopter by sampling in information space, in order to obtain a
feasible path where the vehicle can localize itself, albeit ignoring the vehicle
dynamics in the path generation. Similarly, in the work of Prentice and Roy
(2009), dynamics were also excluded from the sampling space, but the vehicle
pose uncertainty has been taken into account. Using a laser-generated map,
Wzorek et al. (2010) propose to use a list of pre-defined possible plan strategies to select from at run-time, following a machine-learning approach. Probably the most high-performing system to date is the very recent SPARTAN
approach by Cover et al. (2013), demonstrating online obstacle perception
and avoidance using a lidar and a stereo camera onboard a MAV. In contrast
to all of the aforementioned works however, the thesis of this work is that
both vehicle dynamics and pose uncertainty need to be taken into account in
the path planning estimation for truly generic application of the system in a
variety of scenarios.
In this chapter, we study the problem of not just acquiring any measurement, but in fact acquiring an informative measurement, such that the
vehicle always remains in a fully observable mode. Using our previous work
(Achtelik et al., 2013d) as a basis, we employ the Rapidly Exploring Random Belief Tree (RRBT) methodology proposed by Bry and Roy (2011) to
plan and follow a path for a MAV on the fly, from the current position to a
user- or application-defined destination. It is important to note that in order
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to produce realistic paths for the MAV, the same navigation pipeline which
was presented in the preceding chapters and used onboard the MAV, is used
within the planning phase as well. Monitoring the uncertainty in at least 15
states1 , the proposed system can plan a collision-free path (avoiding static
obstacles) incorporating the vehicle’s controller dynamics, while being able
to cope with non-holonomic constraints of the vehicle.
Exploring the power of the RRBT framework within MAV navigation,
we demonstrate how effective path planning can improve not only the error
of the state estimates, but also allow for faster convergence of badly initialized states, steering the MAV to the goal position within a confidence region.
Studying this particularly challenging navigation scenario, we aim to highlight the influence of path planning in the overall robustness of navigation,
when used in the loop of the estimation process.
The remainder of this chapter is organized as follows: In the following
section we describe the problem and the assumptions being made. Based on
the MAV model and the system used for MAV navigation from Chapter 2
and Chapter 3 at hand, we introduce our problem formulation for the RRBT
planner in Section 5.2. After the description of the experimental setup in
Section 5.3, we present and analyse the behaviour of the method via thorough
experimentation and field tests in Section 5.4. A version of the work in this
chapter is published in (Achtelik et al., 2014).

5.1

Problem Statement

As in most path planning approaches, the aim here is to: (a) plan the shortest
or most energy-efficient path possible, (b) ensure that this is a collision-free
path, and lastly, (c) incorporate the dynamic constraints of the vehicle in
the planning. In this work, we go a step further, and in addition to the
aforementioned constraints, our planner is required to be motion and state
uncertainty aware, such that a realistic path is planned for the vehicle in
question. As a result, in order to take the quality of the estimated state into
account, we constrain the planner to (d) excite the system such that certain
states of xf (biases, camera-IMU calibration, scale) become observable and
converge fast, and finally, (e) plan a safe path incorporating the availability
and the configuration of visual landmarks used for our monocular visual
SLAM system.
1 According to Section 3.1.2, we have at least 15 core error states and additional auxiliary
states. In most of our applications (cf. Section 3.3.2), these are the IMU to camera
transformation psi , q̄is and the visual scale λ, totalling to 22 error states.
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In order to handle all of these requirements, we chose to employ Rapidly
exploring Random Belief Trees by Bry and Roy (2011) –dubbed “RRBT” by
the authors– as a planning back-end. This method is able to handle both
dynamic constraints of the vehicle and uncertainty in the vehicle state estimate. Furthermore, due to the sampling based nature of the approach, we
do not need to make any assumptions on discontinuities in measurement uncertainty with respect to the position of our vehicle in the workspace. This
aspect becomes particularly important when incorporating (e), the distribution of visual landmarks as a constraint within the path planning framework.
We note that, as the method presented here is a global planner, we require a previously known map, providing information about visual landmarks
and obstacles. The maps used in this work were pre-built using our vision
based SLAM framework (Section 3.3.2) and man-in-the-loop waypoint setting. Given the difficulty of the task at hand, here we consider static obstacles
(i.e. as outlined in the known map) and offline path planning, while extending
to dynamic obstacles and online map creation and online path (re-)planning
are natural future directions for a generic system.
Looking at the application of the aforementioned requirements within our
framework, (a) and (b) essentially drive the planning calculations, stating the
problem we aim to solve. During the local path-planning within each RRBT
iteration, (c) is incorporated, while applying the findings of vehicle dynamics
and the helicopter’s differential flatness (see Section 2.1.1). The property of
differential flatness allows us to reduce the sampling space to position and
yaw only, which reduces complexity of the approach. Details of the sampling
strategy are explained in Section 5.2.4.
The last two constraints, (d) and (e), corresponding to novel contribution
of this work, are formulated in terms of uncertainty, obeying a set of rules.
Firstly, for a path planned up to a given stage, if insufficient motion has been
planned for, the uncertainty of the states requiring motion are not reduced.
The planner, therefore, favors paths exhibiting motion and thus reducing uncertainty. As power consumption is directly dependent on additional motion,
the constraints (a) and (d) compete for optimality. This forces the planning
framework to trade off between increasing excitation, to reduce the uncertainty of the vehicle’s states and reducing motion, for energy efficiency. As
a result, the vehicle is just as much excited as necessary to reach the goal
within the specified uncertainty region. Secondly, the visual landmark configuration and availability is incorporated during EKF updates along local
connections in the RRBT graph (cf. “propagate” in Section 5.2.2): areas with
no visual features available or bad feature configurations will not update the
state covariance, or will update it in a certain direction only.
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An example of a realistic system which could employ the approach would
be a “Fly-over and land” maneuver of a MAV in an unknown environment.
Before landing at a site, the vehicle first does a fly-over maneuver at an obstacle free altitude using GPS as primary source of information for navigation.
Upon building the map of the area using cameras, the planner then plans the
approach and landing trajectory, where all system states remain observable,
obstacles are avoided and the terrain provides sufficient information for the
visual localization system.

5.2

Path Planning Towards Optimized State
Estimation

In the following section, we discuss the main properties of the RRBT algorithm as proposed by Bry and Roy (2011), and describe in detail our problem
formulation in order to integrate our challenging visual-inertial MAV state
estimation framework (cf. Section 3.3.2) into the RRBT planning approach.

5.2.1

State Definitions

Throughout this chapter, the term state has the following three different
aspects, which we detail in the following:
Filter state xf : This is the state used in the estimation processes using
the Extended Kalman Filter (EKF) as described in Chapter 3. In particular, we employ the PTAM visual SLAM framework as detailed in Section
3.3.2. This setup requires the core state xc , as defined in Section 3.1.2. In
addition, we need IMU to camera calibration states, as well as one state for
the visual scale, as the position measurement from the monocular VSLAM
framework measures position only up to an arbitrary scale factor. This yields
the following filter state definition:

xf = xTc

xTa

T

h
= piw T

v iw

T

i
q̄w

T

bTω

bTa

λ

psi T

q̄is T

iT

(5.1)

Since we use the camera and PTAM as the only sensor/algorithm, we omit
v
the measurement reference frame states pvw , q̄w
here for simplicity.
System state xd : This is the state used to describe the vehicle dynamics,
as detailed in Section 2.1.1. The pose of the system and its derivatives are of
interest in order to grant smooth motion. Furthermore, this state is used to
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generate measurements and process inputs along an edge, to be incorporated
into the EKF framework (cf. Section 5.2.3, Section 5.2.6).
This

 state is
defined as the differentially flat outputs, position and yaw p ψ , and their
derivatives: velocity v, acceleration a, jerk j = ȧ, snap s = ä, and angular
velocity around the world z-axis, ψ̇.

x d = pT

vT

aT

jT

sT

ψ

ψ̇

T

(5.2)

Sampling state xs : This is the state in the space which we take samples
from, in order to obtain new state vertices in the RRBT graph structure.
This is only a subset of xd in order to reduce complexity. Further details
about this choice, and the definition of this state are given in Section 5.2.4.

5.2.2

The RRBT Approach

The basic idea of RRBT is to interleave graph construction and search over
the graph. Similarly to known planners, such as Rapidly Exploring Random
Graphs (RRG), the algorithm operates on a set of state vertices V connected
by edges E, defining a graph in state space. In addition to the state v.x, each
state vertex v ∈ V owns a set N of so-called belief nodes n ∈ N . Each belief
node contains properties such as: state estimate covariance Σ, a distribution
over state estimates Λ, and a cost c. It has also pointers to its owning vertex
v and to a parent belief node: Being at a current vertex vc , a unique path
with the properties Σ, Λ and c through the graph is described by successively
following the belief nodes’ parents, starting from vc until vstart . With each
belief node having a pointer to its owning vertex, we can reconstruct the
“physical” path from vstart to vc . Multiple belief nodes at one state vertex
are possible since there could be multiple candidates for optimized paths to
that vertex, e.g. one with smaller cost c and another with better Σ.
A RRBT iteration starts similar to a RRG iteration. After sampling a
new state vnew vertex, an approximate connection is made to the nearest state
vertex vnearest . In addition, given a successful (collision free) connection, if
there exists one belief at vnearest that can be propagated without collision
along the newly created edge enew , vnew gets added to V . Propagate means
that a state estimation filter, such as the EKF in Chapter 3, is initialized with
the state at a starting vertex and the properties of a belief node (Σ)2 . This
filter is executed along enew , and a collision check is performed that takes the
uncertainty along that edge into account. On success, exact connections are
2 we omit Λ here since we assume sufficient measurements and the vehicle stays close to
the nominal trajectory.
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made forth and back to a set of near vertices within a certain radius (Bry
and Roy, 2011; Karaman and Frazzoli, 2010), which also get propagated.
After successful propagation, a new belief node is added to the corresponding
vertex, if it is not dominated (cf. Section 5.2.5) by an existing belief node at
that vertex. Finally, a search queue keeps track of all belief nodes involved in
the previous steps, and updates, expands or removes them from the graph.
This approach not only allows us to set a start and goal state, but also
the uncertainty of the system at the start state and a maximum uncertainty
region at the goal. The goal is not reached until both state and uncertainty
constraints are met. By keeping track of the system uncertainty in the way
described above, the algorithm plans a safe path to the goal region, where
it can localize itself while providing sufficient excitation to keep the system’s
states observable.

5.2.3

Local Path Planning and Trajectory Generation

In order to connect a newly sampled state vertex to the nearest state vertex, and to the set of near vertices, we need a local path planner. While for
algorithms like Rapidly Exploring Random Trees (RRT), an approximate connection from vnearest to vnew is sufficient3 , we need to make additional exact
connections between vnew and Vnear , and back from vnew to vnearest . The main
difficulty is that multi-rotor helicopters are under-actuated systems, while we
require the fourth derivative of the position (snap) to be continuous (cf. Section 2.1.1). We want to be able to include actuator constraints (snap), but
also constraints such as maximum velocity and acceleration. Furthermore,
the vehicle should fly smooth paths, without having to stop at state vertices.
As a further constraint, many of those connections need to be created during graph construction. Thus, we cannot afford sophisticated optimization
techniques.
A simple and fast solution was proposed by Webb and van den Berg
(2012), but it requires linearization of the dynamics around the hovering
point. Motion constraints other than actuator limitations are not easy to
set. To enforce motion constraints, it sounds tempting to ignore those during
local planning and to treat a violation simply as collision. The result would
be “no connection” and the next sample would be taken. This may work for
simpler approaches as RRT and just results in more samples. However, for
RRG or RRBT, this would lead to missed exact connections between existing
state vertices which are actually collision free.
3 in this case, v
new only serves as direction to grow the tree towards, so it can simply
be set to the state where we were actually able to steer to
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We adapt the minimum snap trajectory approach (Mellinger and Kumar,
2011) to our needs. This approach uses N th order polynomials with more
degrees of freedom than initial- and final (equality) constraints. It leaves
the remaining constraints to a solver, optimizing a quadratic cost function
and inequality constraints. Since we need to enforce continuity to the fourth
derivative of position (cf. Section 2.1.1), we need at least 10 parameters (9th
order polynomials) plus some degrees of freedom for the optimizer. Unlike
in (Mellinger and Kumar, 2011), we chose to optimize over the integral of
the squared norm of the acceleration instead of snap. The motivation of this
choice was to plan energy efficient paths. Compared to snap, acceleration
directly translates into permanent additional thrust that all the motors have
to provide, while snap just causes particular motors to spin up/down quickly.
This results in the following optimization problem:


f (t) = t · c ; t = 1 t t2 . . . tN −1
(5.3)
Z T 2
d f (t)
min
s.t.
(5.4)
dt2
t0
dn f (t0 )
dn (vstart .x)
=
; n = 0...4
dtn
dtn
f (T ) = (vend .x.p)
dn f (T )
dn (vend .x)
=
or free; n = 1 . . . 4
n
dt
dtn

(5.5)
(5.6)
(5.7)

Where f (t) is a N th order polynomial with coefficients c0 . . . cN of the position, and pstart , pend are the position at the starting and ending state vertex
respectively. A simplification is that we only need to connect two states,
i.e. we do not have any intermediate points and thus we can keep t0 = 0,
while T is the time needed to fly through the local path. We apply the same
methodology for yaw. We optimize the integral over the angular rate, while
enforcing continuity up to the second derivative of yaw. For a discussion
when to keep these constraints in (5.7) fixed or leave them free, we refer to
Section 5.2.4.
A beneficial property of the above optimization problem is the absence of
inequality constraints, which makes it solvable with a closed form solution.
However, this still depends on a fixed time T to travel along the trajectory.
Nonlinear optimization techniques with the time as additional parameter and
inequality constraints are costly (and numerically problematic), therefore we
were seeking a simple and fast solution: We solve the aforementioned problem
with a conservative estimate for T and compare this solution to pre-defined
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maximum values for each derivative of the position. Then, we scale the path
time according to the derivative that is closest to its motion constraint:
dn f (t)
)/cn, max ); n = 1 . . . 4
dtn
= T · max(c(n))(1/argmax(c(n)))

c(n) = abs((
Tnew

(5.8)
(5.9)

We then recompute the optimization problem with the new path time Tnew ,
which is fast since we do not have inequality constraints in the optimization
problem. Note that the time-scaling as proposed in Mellinger and Kumar
(2011) does not work in our case, since it also scales the boundary conditions
which are non-zero in our case.
The method can easily be extended towards trajectory generation for
multiple segments. A possible application are for instance user-specified waypoints to fly along smoothly and without having to stop, as it was demonstrated in Section 2.4.2. For this case, we simply formulate the optimization
from (5.3) to (5.7) for M segments with segment times Tm , m = 1 . . . M
within a joint optimization problem. Start and end constraints are formulated in the same way as above for the respective segments at the beginning
and at the end of the whole trajectory. Intermediate constraints, such as
waypoints to fly through, are formulated as follows:
dn fm (t)
= bm,n
dtn

(5.10)

This specifies a fixed constraint with the value bm,n in the nth derivative of
position within the mth segment. Usually, this is the position (n = 0), but
other derivatives are possible as well. As an example, n = 1 and bm,1 =
0 would cause the vehicle to stop in segment m at the specified segment
time t. To ensure continuity at the boundaries of the segments in the free
(unconstrained) derivatives of fm (t), we need to add as many continuity
constraints to the optimization problem as free derivatives exist:
dn fm (Tm ) dn fm+1 (0)
−
=0
dtn
dtn

(5.11)

The optimization problem can be solved with a closed form solution as above,
since we did not specify inequality constraints. Enforcing maximum values
is done in the same way as in (5.8) and (5.9), by computing time-scaling
factors for every single segment and re-computation of the problem with the
new path times Tm,new .

5.2. PATH PLANNING TOWARDS OPTIMIZED STATE ESTIMATION

5.2.4

131

Sampling of State Vertices

We decided to sample in the space of the differentially flat outputs, position
and yaw angle, as previously defined. The sampling state becomes:

xs = x

y

z

ψ

T

(5.12)

First, this choice is motivated by reducing the complexity of the sampling
space. Second, the states of the vehicle are tightly coupled and we want to
sample in a way that is physically reasonable. As an example, it is questionable to sample a state in positive direction with respect to a current state,
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Covariance Comparison

From the ordering of partial paths represented by belief nodes, a belief node
na dominates (is “better”) a node nb if:
na < nb ⇔ na .c < nb .c ∧ na .Σ < nb .Σ ∧ na .Λ < nb .Λ

(5.13)

where n.c, n.Σ and n.Λ are the properties of a belief node (Section 5.2.2).
Within an RRBT iteration, a new belief node nb is only added to the set of
belief nodes v.N if it is not dominated (is not “worse”) by any existing belief
node na ∈ v.N of its state vertex v. In other words, a new belief node is
added to v.N , if at least one of its properties (n.c, n.Σ, n.Λ) is better than in
any of the existing belief nodes. After nb being added to v.N , another check
is performed if nb dominates any existing belief node at v, and can therefore
prune it. In that case, nb has to be better in all properties.
An important issue is how to compare two covariance matrices, i.e. how
to judge if one is “better” than the other. While this may be intuitive for
systems with two or three dimensions in position, it becomes difficult for our
system with 15 or more error states: Not only because of the dimensionality,
but also because the states are not referring to the same physical quantity or
unit: As an example, how could an improvement of uncertainty in position
be compared with an improvement for the gyro biases? A a very conservative
measure for na .Σ dominating nb .Σ would be:
na .Σ < nb .Σ ⇔ min(eig(nb .Σ − na .Σ)) > 0

(5.14)

This in return means that any new belief node nb , whose covariance is better
in only one dimension, would be added to v.N . This results in many belief
nodes being added, having to be propagated and thus requiring additional
computational resources. Especially in our high dimensional case, it is questionable if for instance a slight improvement in gyro biases justifies adding
a new belief node, while position uncertainty has grown. Other options are
comparing the determinants, which could be thought of the volume of the
covariance ellipsoid, or the trace. However, both cannot make a distinction
between ellipsoids with high or low ratio of their axes. Furthermore, since
our states are referring to different physical quantities, states with a smaller
order of magnitude would dominate using the determinant method, and vice
versa using the trace method.
We decided to use the Kullback-Leibler divergence (Kullback and Leibler,
1951) with respect to a reference covariance matrix Σref as a performance
measure for comparing belief nodes. That is, we want to find out how similar
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to Σref the other covariance matrix is. In our case, the KL-divergence for a
normal distribution with zero mean computes as:




det(n.Σ)
1
trace(Σ−1
·
n.Σ)
−
ln
−
N
(5.15)
DKL =
ref
2
det(Σref )

Where N is the dimension of our entire filter (error) state, including core and
auxiliary states x̃c , x̃a . For Σref , we chose a diagonal matrix with entries in
the order of magnitude from a covariance matrix of a fully converged state estimation filter that we obtained during the experiments in a real environment
(Section 3.3.2). The motivation for this choice is to normalize the different
orders of magnitudes of the filter state variables, while preferring round covariance ellipsoids over those with high axes ratio. Another advantage of this
method is that the KL-divergence can be computed at creation time of its
belief nodes rather than in (5.14) at every belief comparison, which occur a
lot during each RRBT iteration.
As stated by Bry and Roy (2011), applying (5.13) whenever a new belief is
added, results in a robot infinitely circling in information rich environments,
since that would always improve uncertainty slightly. Therefore, Bry and
Roy propose to use a small tolerance factor  to block these useless paths:
na . nb ⇔ (na .c < nb .c) ∧ (na .Σ + I < nb .Σ) ∧ (na .Λ < nb .Λ + I) (5.16)

5.2.6

RRBT for MAVs with Motion Dependent State
Estimation

In this section, we summarize our findings and show how these are applied
within the RRBT framework for a MAV. At the beginning of each iteration,
we sample a new state vertex vnew for position and yaw (5.12) of the MAV
from a uniform distribution. An approximate connection from the nearest
(position and yaw) state vertex vnearest to vnew is created by applying the
method from Section 5.2.4. The result of this approximate connection defines
the full state ((5.2)) at vnew . This corresponds to the Connect(vnearest .x,
xv,rand ) function in (Bry and Roy, 2011).
Having a collision free connection, i.e. an edge enew , there needs to be
at least one belief n ∈ vnearest .N that can be propagated without collision
along enew . This is done by applying our state estimation filter (Chapter 3,
eq. (5.1)) on the measurements, and system inputs (cf. Section 2.1.1) that
were generated while creating enew . The initial filter state xf,init is set to:
xf, init = [vnearest .x.pT , vnearest .x.v T ,
q(vnearest .x.aT , vnearest .x.ψ), bTω , bTa , λ, psi T , qis T ]T

(5.17)
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Position and velocity can be directly obtained from vnearest .x while the attitude quaternion q is a function from the acceleration and yaw angle at
vnearest , as explained in Section 2.1.1. The remaining states can be set constant4 . This works since we are only interested in the evolution of the state
covariance during filter execution along the new edge5 . The initial state covariance for the filter is simply n.Σ. During propagation along enew , the path
is checked for possible collisions by taking the state covariance into account.
This corresponds to the Propagate(e, n) function in (Bry and Roy, 2011).
R We define the cost for flying along an edge e as integral over the thrust
|t|, minimizing the power consumption and time necessary to reach the
goal (cf. Section 5.2.3). This seems to contradict with the need of excitation
of the vehicle for its states to stay observable. However, this is a trade-off
between excitation reducing the uncertainty of the vehicle’s states and energy
efficiency. That is, the vehicle gets just as much excited as necessary to reach
the goal within the defined uncertainty region.
On success of the previous propagation step, new edges are created from
vnew to vnearest , from vnew to Vnear and from Vnear to vnew . This time exact connections are created by fixing all constraints in (5.7). Whenever an
outgoing edge is added to an existing vertex, all its belief nodes are added
to a search queue which is then exhaustively searched. Its AppendBelief()
function (cf. Bry and Roy (2011)) uses the methods discussed in Section
5.2.5 to decide if a belief is added to a state vertex (5.16) and if it dominates
and thus can prune existing beliefs (5.13).
Similarly to the approach in (Webb and van den Berg, 2012), we want to
reach the goal state exactly and centered in the goal region. This is due to
the region also defining the maximum uncertainty at the goal. Also, we do
not want to wait until this state gets sampled by chance in the goal state,
since we believe that a non-optimized path to the goal in an early iteration
is better than no path. In contrast to the work of Webb and van den Berg
(2012), we cannot simply add the goal state to the set of near vertices. In
this stage, the goal state is not part of the set of state vertices and thus has
no belief nodes that can be propagated to/from the newly sampled state.
Therefore, we explicitly try to “sample” the goal state before an iteration of
the RRBT. If a successful connection can be made, we proceed with a RRBT
iteration, using the goal as newly sampled state. If this connection fails, we
proceed with a regular RRBT iteration by sampling a random state.
4 This would be states like inter sensor calibration or sensor biases, that do not change
with the vehicle’s dynamics.
5 A known issue of the EKF covariance estimate is that the estimated value may not
reflect a correct uncertainty due to linearization, as discussed by (Huang et al., 2011). For
the sake of simplicity, we neglect this issue in this work.
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We aim to keep the (tuning) parameter space small: In fact, most parameters are system parameters, such as maximum velocity or acceleration,
which are easy to figure out depending on the system at hand. The search
radius r around vnew for near vertices is determined by r = (log(n)/n)(1/d)
according to (Bry and Roy, 2011; Karaman and Frazzoli, 2010), where n is
the number of state vertices and d the dimension of the sampled state xs .  in
(5.16) is probably the most interesting and only tuning parameter. It determines how many (almost similar) belief nodes are considered in the planning
process. We set this value to a small percentage of the reference ellipsoid’s
measure (cf. Section 5.2.5).

5.3
5.3.1

Experimental Setup
Navigation in an Outdoor Scenario

We conducted our field experiments at a medium sized maintenance area on
which a large house, several 20-feet containers and trees provided a realistic
scenario, as shown in Fig. 5.3

Container

x

Figure 5.3: The area where parts of the field tests were conducted as seen from
the onboard camera (right) with colored dots indicating estimated landmark locations from the SLAM map. Start point (red cross), end point (blue circle) of the
experiments are indicated. A series of containers, trees and a large house create a
realistic environment as found in many applications of Unmanned Aerial Vehicles,
such as mapping, inspection or aerial imagery. (Left image: Bing Maps)
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In our experiments we use the visual SLAM algorithm Parallel Tracking
and Mapping - PTAM (Klein and Murray, 2007) in an adapted version. We
work with the same modifications to this SLAM algorithm as described in
Section 3.3.2, which increase the robustness and performance for the MAV
navigation scenario. The algorithm performs SLAM by building a local map
and performing bundle-adjustment over it to estimate a map containing landmarks from which the camera pose can be calculated using PnP. Given the
adaptations we carried out, the framework allows us to perform large scale
navigation and mapping with constant computationally complexity computed
on the platform’s embedded processor. The 6 DoF pose measurements estimated with respect to this local map are fused online with IMU measurements
in an EKF for low latency pose estimation. These online estimates are used
for control of the MAV at 1 kHz.

5.3.2

Obtaining the Pose Covariance from a Key-Frame
Based Visual SLAM System

For both simulation and real-world experiments, we assume a map of the
environment is available for path planning. For our experiments we employ
the same SLAM framework to build this map as we do for online navigation
of the MAV.
In contrast to EKF SLAM as in (Davison et al., 2007), the landmarks
in key-frame based SLAM systems are commonly not represented with uncertainty. Instead of deriving the uncertainty in the camera pose from the
propagation of the pose and the visible landmarks as in EKF SLAM, the
covariance of the camera-pose is obtained from bundle adjustment. This
non-linear optimization solves simultaneously for both 3 D map points in the
world and the camera locations over time. This is done by minimizing the
weighted-least-squares re-projection errors of the 3 D map points across all
images (augmented by noise with constant covariance). This provides an
estimate of the pose covariance Σcam from the pseudo inverse S + of the innovation covariance S (Hartley and Zisserman, 2004), as Σcam = S + . The
matrix S is a block matrix of dimensionality n × n (n is the number of visible
landmarks) with blocks S ik defined as:
X
S jk = −
W ij · W Tik ,
(5.18)
i

where W is the matrix of weighted Jacobians of the projection with respect
to the camera location parameters a such that W ij = [∂xij /∂aj ]T · Σ−1
xij . In
order to build Σxij , the re-projection errors are weighted with a robust weight-
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ing function and commonly augmented with (re-projection) noise, which is
independent of time and position of the map-point in the world-frame.
We can estimate the covariance for an arbitrary pose in the map by holding the landmarks fixed and applying PnP. This pose is then provided to the
planner which uses it as measurement in the state estimation pipeline. We
compute the pose measurement covariance as in (5.18) without minimizing
the re-projection errors and adjusting the landmark locations. This provides
k
the covariance of the sampled pose TM
ap with respect to the local map. This
is the same algorithm carried out online by the pose tracker of the employed
SLAM system (Klein, 2006).
It is common knowledge that already three known, well distributed 3 D
landmarks in the map constrain a camera pose in 6 DoF. The covariance computed from the landmarks therefore drops significantly as soon as a minimal
set of points is in the field of view. To account for larger re-projection errors, false triangulation and uncertain tracker performance during the onlinelocalization, we scale this covariance by the number of features in the field of
view, to give more weight to more densely populated areas with evenly distributed features. This and an additional scaling factor were learned to match
the covariances found during experimental tracking runs with the employed
SLAM system. Another promising approach for obtaining covariance estimates by learning through likelihood estimation was very recently proposed
by Vega-Brown et al. (2013). However, we leave this for future enhancements.
The proposed approach of using PnP and weighting by feature count allows us to take feature-distribution, lack of features, and their estimation
uncertainty into account for planning. However, since we only simulate the
pose estimation process we are not able to estimate the localization uncertainty under the influence of lighting or structural changes. As with any
feature detector, the recall of the employed FAST-like detector will deteriorate as the images experience large changes in contrast. While we do not
handle this case explicitly, lighting changes result in a reduction of feature
density which is handled by the planner.
This means that poorly textured areas, or those affected by lighting induced contrast loss, are avoided either by flying around or ascending to altitudes from which a wider area can be overlooked, as shown in Fig. 5.15.
On the other hand, areas with a higher density of features and a more homogeneous feature distribution over the image, result in a pose estimate with
lower covariance as expected from PnP and are thus preferred by the planner.
The tracker implementation inside PTAM does not take into account
the quality of the landmarks (e.g. number of observations) when estimating
the camera pose with respect to the local map. This does not allow us to
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Figure 5.4: The covariances as reported from the SLAM system when traversing the same area multiple times (closed loop flying in circles using the proposed
framework for trajectory planning). Because we keep only a limited number of key
frames, the local map is re-build when revisiting the scene. Different structures
at the ground provide less visual information than others. This is reflected in the
covariances which for certain parts of the trajectory are higher than others. This
repetitive pattern can be seen in the figure, highlighting that the localization is
repeatable over multiple observations of the same scene. The SLAM-landmark estimates can be stored in a map to later allow trajectory planning that takes the
localization uncertainty into account.

weight landmarks differently depending on their quality when estimating the
pose-measurement covariance. We therefore do not add poorly constrained
landmarks to the map of the environment in the first place, so that respective
areas in the map appear as unmapped.
From this data, the planner can then minimize the covariance of the
MAV state from start to goal. Using a known map of the environment, the
planner can optimize the trajectory also for areas which are not in the field of
view from the current location of the MAV, and therefore provide a globally
optimal trajectory from start to goal.
To obtain the known map to perform path planning in, we flew the
helicopter remotely controlled for several flights each about 8 minutes in
length (close to the MAV battery lifetime) observing and mapping an area
of 30 × 50 m2 multiple times. Flying a helicopter manually is however not a
requirement for the proposed method. Instead, one could imagine a scenario
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where an GPS based flyover maneuver of the scene at an obstacle free altitude
could provide a rough map, which is then used by the same vehicle for approach and landing maneuvers closer to the ground. The map would be used
both for obstacle avoidance, and for finding a path which provides sufficient
information to perform the requested maneuver. As future work, we plan
to use sensor information gathered using other platforms to reconstruct the
scenery offline. Using Google Earth 3 D , satellite images or data captured by
airplanes, one could construct a map of the environment in question, allowing
path-planning and obstacle avoidance in previously unvisited areas.
Because the maps from different platforms or even different times of a day
would make data-association challenging, we decided not to localize from the
known map directly when executing the planned trajectory. We rather use it
as a source of information about how well certain areas of the map support
vision based localization. The actual maneuver is then carried out with the
SLAM system in the loop, but building a new map while following the trajectory which was optimized for the known map. Fig. 5.4 shows an experiment
about repeatability of covariance computation along a trajectory across different maps. Obviously there will be differences in scene appearance when
flying at different altitudes, our SLAM system however partially mitigates
this fact by detecting and tracking features at different image scales.

5.3.3

Obstacle Avoidance

Obstacle avoidance is performed while making local connections between two
state vertices, as described in Section 5.2.3. We check local paths for collisions
and do not add them to the tree if a collision occurs. Furthermore, during
uncertainty propagation along the edges, we inflate the bounding box around
the vehicle by a multiple of the standard deviation of position in order to
plan a safe path. This factor depends on the risk of hitting an obstacle and
is commonly set to 3 σ.
The collision checks are performed using OctoMap (Hornung et al., 2013)
representing the environment, allowing for efficient storage and fast lookups. A straightforward creation of the OctoMap could be done by adding the
triangulated and refined landmarks from the visual SLAM system to the map.
However, even after bundle-adjustment, the points in the SLAM map contain
a significant number of outliers, resulting in many spurious points blocking
parts of the free space. OctoMap provides an option to insert laser scans to
the map, consisting of a 3 DoF position and a set of points perceived from
this location. We can use this interface to add virtual scans consisting of keyframe locations plus respective landmark observations. The statistical model
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Figure 5.5: OctoMap representation of the area where the experiments were
conducted. We observed that this map is sufficiently dense in order to plan paths
around larger structures. The OctoMap is created from sparse visual landmarks
reconstructed during a flyover at a safe altitude.

included in OctoMap is able to remove outlier points if they are intersected
by rays from these virtual scans. Thereby, we can significantly reduce the
number of outliers in the map and make it useful for 3 D obstacle avoidance.
The current approach handles static, previously known obstacles only.
Avoiding dynamic obstacles could be handled in two stages: First, when a new
obstacle is detected, local (reactive) obstacle avoidance would steer around
the obstacle. Second, for small deviations from the originally planned path,
a local path towards the nearest state vertex on the optimized path could be
planned. Even using the proposed RRBT approach locally with the newly
detected obstacle could be thought of. For larger deviations or failure of local
re-planning, the whole path will have to be re-planned.
The density of the obstacles represented in the map naturally depends
on the amount of visual structure of these objects. While we observed reconstructions of trees or larger structures using our SLAM pipeline to be
sufficiently dense for obstacle avoidance, our system is not able to handle
structures with little/no visual texture e.g. power lines. An example OctoMap representation of the whole area can be seen in Fig. 5.5, while the
OctoMap representation of obstacles such as a tree or containers can be seen
in Fig. 5.6. However, given that the proposed system is agnostic to the
source of map-information, this is not a limitation of the work presented in
this dissertation, as one could use for example dense-stereo or laser-based
sensory information to handle these situations. A strength of this work is
the ability to take into account the limitations of the sensor-suite and the
navigation and map-building modules available to the system at the time of
path planning.
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Figure 5.6: OctoMap representation of obstacles such as a tree (a) and two containers placed on its right. The photo on the right depicts the real scenario. These
obstacles are located in the top right of Fig. 5.5.

5.4

Experiments:
From Simulation to Field Tests

The requirements to the planner are manifold. Firstly, we want to plan paths
that let our motion-dependent states converge better and faster. This can
be shown by comparing a direct connection between start and goal and a
path that our planner found and considered as optimal in the sense that
uncertainty gets reduced while just using as much excitation as necessary.
Secondly, the planner has to be able to plan more complex paths for navigating in a real world scenario in the presence of (static) obstacles. Finally,
we are interested in planning paths, where the onboard sensors are able to
localize reliably, or in other words, maximizing the information. We start by
showing simulation experiments and then describe in detail how this can be
applied in real world scenarios.

5.4.1

Motion Aware Path Planning

In the following, we pick a few representative states of our state estimation
filter and show how our proposed method improves its estimates and convergence by exciting the vehicle in the right way. The setup is the following:
we want to fly the MAV from a starting location along the x-axis to a goal
location in a distance of 10 m. This direct path and the resulting path from
our method can be seen in Fig. 5.7.
We set an initial state covariance that we obtained during real experiments with our framework from Section 3.3.2. We obtain the system inputs
(acceleration, angular velocity) and measurements for our state estimation
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Figure 5.7: The proposed method computes and optimizes a trajectory taking
into account the vehicle dynamics and generating velocity (cyan) and yellow (acceleration) control inputs to follow the desired trajectory. The system uses the
features of the SLAM map to localize and estimate the covariance of pose updates
on the path to the goal. This information is input to the planner, which optimizes
a non-direct path that reduces the uncertainty on biases and position. This allows
the system to reach the goal region defined by the transparent green sphere with
sufficiently low covariance.

framework (Section 3.1.2) from the values computed in Section 2.1.1, based
on the position and its derivatives along the partial paths. Measurement uncertainty for 3 DoF position and 3 DoF attitude are set to a fix value in this
first experiment for simplicity. Since the presented approach is a sampling
based technique, different measurement uncertainties can be incorporated, as
shown in Section 5.3.2 and in subsequent experiments.
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Figure 5.8: Comparison of the evolution of uncertainty of the visual scale over
time for the direct path (red) and the optimized path (blue). While following the
direct path takes substantially less time, the final scale covariance prevents reaching
the goal region with the required certainty, which in contrast can be achieved by
following the optimized path.

Fig. 5.8 shows the evolution of the uncertainty of the visual scale along the
direct path and the optimized path. The uncertainty is not only significantly
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Figure 5.9: Behavior of the uncertainty for the direct path (red) and the optimized
path (blue) in position for the x-axis (left) and the y-axis (right). While the time
required to follow the direct path is substantially lower than for the optimized path,
the optimized path leads to a substantially lower final position uncertainty. Since
the visual scale error is multiplicative, the uncertainty of the position grows after
the initialization phase with increasing distance to the origin. The trajectory in the
y axis stays close to zero, why uncertainty decreases.

lower for the optimized path, but also converges faster. The visual scale
directly influences the uncertainty and the quality of the position estimate.
This is important when the vehicle moves away from its origin, since the
visual scale influences the position estimate multiplicative (see (3.34)). As
a result, even if the position was measured correctly and without any drift,
the position uncertainty grows with increasing distance if the visual scale
is uncertain. This is shown in Fig. 5.9: in the top left, the uncertainty of
the position in the x-axis for the optimized path (blue) px decreases until
t = 5 s, which corresponds to the improvement of the visual scale uncertainty
in Fig. 5.8 due to excitation of the system. After t = 5 s, the visual scale
has converged. Since the system moves away from the origin in positive x
direction (Fig. 5.9, bottom left), the uncertainty for px starts growing again.
The same applies to the direct path (red). Due to the lack of excitation,
the described behavior happens notably faster. Since the trajectories for
py (bottom right) stay close to 0 on the right side of Fig. 5.9, both the
uncertainty (top right) for the direct and the optimized path decrease, while
the optimized path is performing remarkably better.
The inter-sensor calibration state q̄is plays another important role. This
is a quaternion rotating pose measurements from the sensor’s reference frame
into the reference frame of the IMU. Errors in this state would cause IMU
readings to be misaligned with pose measurements and thus affect the accuracy of other states. The optimized path outperforms the direct path in
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Figure 5.10: Comparison of the inter sensor calibration state q̄is . The optimized
path outperforms the direct path in terms of uncertainty and convergence speed.
This state relates the measurements of the visual SLAM system to the IMU frame
of reference, which means its uncertainty and convergence rates is of major interest.

path length [m]

cost

terms of uncertainty and convergence speed as well (see Fig. 5.10), while
the different times of the optimized and direct path result from actuator
limitations that we set.
Fig. 5.11 shows the evolution of the cost and the path length over the iterations of the algorithm. The small number of iterations denotes the number
of updates of the optimized path. During the simulation, 150 state vertices
were sampled in a volume around the direct path, having 750 belief nodes.
The cost decreases (top) as expected while the path length (bottom) occasionally increases. This is natural, since we chose the integral of the squared
norm of the acceleration as cost. This graph shows that we obtain major improvements in the quality of the state estimation, with only a slightly longer
path (≈ 0.6 m). In fact, the direct path would have not reached the goal with
its covariance ellipsoid within the uncertainty region around the goal.
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Figure 5.11: Cost and path length over the number of optimized path updates.
During the simulation, 150 state vertices were sampled, resulting in 750 belief nodes.
Finally, a path slightly longer than the direct path yields remarkably better results
for our state estimation filter.
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Obstacle Avoidance

Fig. 5.12 shows a path planning scenario with two obstacles. The figures
show the first successful path, an intermediate path, and the final optimized
path (from left to right). Cyan arrows visualize velocity while yellow arrows
refer to the acceleration. Fig. 5.13 shows the uncertainty on the left and the

(a)

(b)

(c)

Figure 5.12: First, intermediate and best path found by the planner. These paths
correspond to the blue, red and magenta lines/bars in Fig. 5.13.
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corresponding cost on the right (in Fig. 5.12: left: blue, middle red, right:
magenta). It can be seen that the planner trades cost for uncertainty, as long
as the final uncertainty is within the predefined bounds. Fig. 5.13 also shows
the relation between uncertainty and the required motion: During the almost
straight sections of Fig. 5.12b/c, uncertainty grows, while it decreases during
acceleration / deceleration phases at the beginning and at the end.
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Figure 5.13: The left side shows the uncertainty in 3 D position and scale over
several iterations of the optimized path, while the right plot shows the corresponding cost. Corresponding colors refer to one version of the optimized path. Blue
refers to Fig. 5.12a, red to Fig. 5.12b and magenta to Fig. 5.12c. Note that while
the cost has to decrease, the uncertainty may be higher for the best path, compared
to the other iterations, as long as it stays within the defined goal-region.
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5.4.3

Closed Loop Experiments

In Section 2.4, we presented experimental results of the trajectory controller
described in Section 2.3. The results show that the controller is able to track
dynamic trajectories with small errors only, which we assume is sufficiently
accurate for the outdoor tests. With these results at hand, we tested the
entire system at the outdoor test-site detailed in Section 5.3.1. We planned
paths using obstacle as well as covariance information from the map with
the approaches presented in this dissertation. These paths, represented by
polynomial segments according to Section 5.2.3, are uploaded to the vehicle.
The polynomial path segments and their derivatives are sampled at discrete
time intervals of 10 ms, generating reference trajectories and feed forward
commands for the trajectory tracking controller. On the vehicle, we execute
the full navigation pipeline consisting of visual localization (PTAM), state
estimation and control as presented in Chapter 2 and in Chapter 3.
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Figure 5.14: Closed loop experiments in the outdoor scenario detailed in Section
5.3.1, using the full navigation pipeline. The left side shows the covariances for
two different paths, while the right side shows the corresponding trajectories for
position (blue: top right, red: bottom right). Bold lines denote the covariances
computed by the planner, while thin lines correspond to the covariances reported
by the state estimation framework.

We conducted several flights in the outdoor area, from which we exemplary show two paths with their uncertainties in Fig. 5.14. The left side
shows the covariances computed by the planner (bold) and the covariances
reported by the state estimation framework. The graphs on the right denote
the trajectories for position for each path (blue: top right, red: bottom right).
We can see that the uncertainties from the planning phase closely match the
actual uncertainties reported during the experiments, confirming the simulation results. Also, similar observations as for the obstacle avoidance can be
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made: during straight path segments, i.e. no acceleration, covariance grows
as for instance during 0 < t < 12 s for the first path, and during 0 < t < 8 s for
the second path. Covariance in contrast shrinks during acceleration phases
such as for 12 < t < 26 s and around t = 10 s for the first and the second
path respectively. These results let us show the properties of our approach
in more complex scenarios in the next experiments.

5.4.4

Uncertainty Aware Path Planning

In this experiment, we show that our approach is capable not only of planning feasible paths around obstacles, but also to plan feasible paths where
the vision system is realistically able to localize appropriately. We require a
minimum of five features to be successfully projected into the field of view,
before actually computing the measurement covariance as described in Section 5.3.2. Fewer features are treated as a ‘collision’ in the planner and the
corresponding edge is removed. As a side note, one could allow traversing
feature-less areas if there is sufficient free space around the vehicle. This
would be required, since integration of the IMU readings during this period,
without incorporating external measurements, would result in a significant
increase in position uncertainty. However, this assumes that the localization
system is able to re-localize reliably after traversing this area – a risk which
we want to avoid.

Figure 5.15: On the left, visual landmarks (green dots) are well distributed and
the vehicle can fly an almost straight path. We cut out a stripe of landmarks on the
right side, which would correspond to scenarios such as crossing an asphalt road or
a river, which have usually very poor visual features. In this case, the planner has
to increase altitude such that more landmarks become visible in the field of view
of the onboard camera.
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Fig. 5.15 shows one of the experiments: Taking into account the uncertainty and visibility of landmarks (green dots) in the planning phase, the proposed approach provides trajectories that allow the vehicle to safely traverse
feature-less areas. Given equally distributed landmarks (left), the vehicle can
fly a relatively straight path to the goal region denoted by the transparent
sphere 20 m away. If the map however contains feature-less areas (here artificially truncated), the planner calculates a path that comprises an increase
in altitude for more landmarks to become visible. This situation might occur
for instance when crossing asphalt roads or rivers which usually have very
few visual features.
Fig. 5.16 shows examples where paths around a feature-less area are chosen. Since there is a way around this spot, energy for increasing altitude
is conserved, and paths around are planned sideways. The evolution of uncertainties, cost and computation time can be seen in Fig. 5.17. We also
added a straight line connection for comparison: As soon as the feature-rich
area is left, uncertainty increases rapidly. The uncertainty ellipsoid collapses
shortly before the goal to reasonable values again – however, like above, this
would require a perfectly working re-localization. Furthermore, the bounding box for obstacle checking would have to be highly enlarged, since crossing
this area is essentially “blind” free-flight. It is also important to notice how
the scale uncertainty gets reduced for the non-direct paths. In contrast, for
the direct path, the scale uncertainty remains unchanged. This is because
the scale has no time-dependent dynamics, combined with no updates being
performed during the “blind” phase.

(a)

(b)

Figure 5.16: Two examples of navigating around feature-less areas from start
(circle) to goal (sphere) instead of across at higher altitude saving energy. At
the same time the planner minimizes the covariance by choosing a path providing
sufficient excitation. The graphs in Fig. 5.17 refer to (a).
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One could argue that feature-less areas could be modeled as obstacles in
general. However, this would either entirely exclude that area without the
possibility of traversing it in higher altitude, or it would raise the question of
how high this obstacle would have to be modeled (i.e. how untraversable it
is), which would translate to an extra ad-hoc tuning parameter. In contrast,
by tightly incorporating measurement uncertainty in the planning phase,
the planner either finds an appropriate altitude to traverse, or plans around
feature-less areas. This approach furthermore avoids bad feature configurations (e.g. all features close to a line) – this would also permit easy integration
of additional sensors in the estimation.
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Figure 5.17: Uncertainty, cost and computation times for avoiding featureless
areas as shown in Fig. 5.16a. At the same time, the optimized paths provide
sufficient excitation to reduce the position and scale covariance. The graphs also
show the results of a direct path to the goal: at t ≈ 9 s, no visual features are
visible in the camera field of view. Without any visual updates, the covariance
grows quickly – a situation that can be effectively avoided by our method.

5.4.5

Completing the Framework for a Full Navigation
Scenario

As a final step, we integrated the aforementioned sub-modules to a framework, which allows us to perform visual-inertial state estimation and motionaware path planning simultaneously. This framework allows MAV navigation
to take into account both the information content of the environment and
the obstacles it contains.
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In a final experiment, we demonstrate how the presented approach can
handle heterogeneous environments, consisting of all the scenarios analyzed
thus far. Fig. 5.18 shows a path starting in front of the house (see Fig.
5.3), navigating around a featureless area, similar to Fig. 5.16 first, before
ascending to a safer altitude similar to Fig. 5.15 over a more sparse area. This
is performed while avoiding obstacles, using the OctoMap-based occupancy
grid described in Section 5.3.3, which finally guides the vehicle to the goal
safely. The overall path length for this experiment was 67 m.

(a)

(b)

(c)

Figure 5.18: Full path from the take-off area in front of the house (see Fig.
5.3), avoiding a feature-less area and flying over a group of containers to the goal
area. The overall traversed path length for this experiment was 67 m. In (a), it
can be seen that the path is preferably planned over feature rich areas that allow
precise localization. (b) and (c) show the landmarks and the resulting OctoMap
representation which is used for obstacle avoidance.

5.4.6

Computational Cost and Speedups

Computational complexity with respect to the number of belief nodes and
iterations is discussed in (Bry and Roy, 2011). The main cost in our approach
originates from two parts: First, form the computation of the uncertainty of
the pose measurements in the real map (Section 5.3.2). Second, from the
propagation of covariances along the edges of the RRBT. Since edges get
revisited over and over after adding state vertices and the following expansion
of beliefs, we cache the measurement uncertainties computed during the first
propagation along that edge. An implementation using KD-trees ensures
efficient and fast look-up of these cached covariances. Adding new edges to
the cache requires re-balancing the KD-Tree, but since edges get visited many
times, this additional computational effort pays off. The other less obvious
option was proposed by Prentice and Roy (2009) with the so-called “one step
transfer function” for propagating state uncertainties over edges within their
proposed belief roadmaps. This one step transfer function is computed during
the first propagation along an edge based on the measurement and system
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tf [s]

tt [s]

it.

Uncertainty aware planning, w/o gap (Fig. 5.15 left)

1

24

152

Uncertainty aware planning, w/ gap (Fig. 5.15 right)

51

51

633

Uncertainty aware planning around (Fig. 5.16a)

25

328

413

Full navigation scenario (Fig. 5.18)

19

825

1141

Table 5.1: Timings for selected experiments that we performed. tf denotes the
time needed until the first path was found, while tt denotes the total time necessary
to compute the optimized path.

input uncertainties. Once computed, this transfer function can propagate any
covariance of an initial belief at once onto the final belief at the end of the
edge. This also captures the expensive measurement uncertainty computation
and its caching.
The drawback of the one step transfer function method is that we loose
the ability to perform collision checks along the edges based on our current
state uncertainty. Since the uncertainty gets propagated in one step, we
cannot inflate the bounding box around the vehicle by the state uncertainty
(according to the risk the operator is willing to take) at intermediate steps
of the edge. For this reason, we retain caching measurement uncertainties in
the current implementation.
All path computations were performed on a recent Intel R CoreTM i7 based
laptop within the range of minutes, if not seconds, for some smaller problems.
Some timings can be seen in Table 5.1. It is important to notice that a first
path is found relatively fast, and then gets gradually refined. Future work
will focus on effective model reduction and an efficient search through the
belief nodes, reducing complexity and enabling real time operation.

5.5

Summary

In this chapter, we combined a state of the art path planning framework with
our state estimation framework for self-calibrating systems used on MAVs
(Chapter 3), while applying the system dynamics and the controller presented
in Chapter 2. We do not see this as another path-planning method. Instead,
we formulated our problem of MAV navigation, given the dynamic constraints
of the MAV and its state estimation and visual localization framework, to be
solved with a generic path-planning framework.
Within this formulation, a fast and effective local planning method connecting state vertices was developed, which takes MAV dynamics into ac-
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count. Instead of sampling in the high dimensional space describing the
dynamics of the MAV (up to 4th derivative of position), sampling of state
vertices was reduced to position and yaw only, while the remaining states were
optimized by the local planner. Comparison of high-dimensional covariance
ellipsoids turned out to be complicated due to different physical quantities of
states, such as position and gyro biases. A solution was proposed, which provides a good trade-off between completeness and computational complexity
in terms of number of belief nodes.
We put the proposed methodology to test via a diverse set of experiments,
demonstrating that we can successfully plan paths in a medium-sized outdoor
environment, taking into account the quality of localization and the full vehicle dynamics, in order to render all motion-dependent states observable.
We first presented simulation experiments under simplified conditions, showing that a direct path may not be the best path. These experiments also
showed that accurate estimation of the scaling factor of monocular vision
based localization – which needs excitation – is essential for reducing position uncertainty when flying further away from the origin. Experiments in a
real scenario were conducted, where a map of the environment was created
by a flyover at a safe altitude. Insight was given on how this map provides
the planner with uncertainty and static obstacle information. The experiments show that safe and feasible paths were planned, while keeping state
estimation uncertainty within the desired bounds. If necessary, obstacles
were circumnavigated, and feature-less areas were avoided by either flying
around or by increasing altitude. Closed loop experiments running the entire
navigation pipeline confirmed that the covariance computed by the planner
matches the covariance reported by the state estimation framework during
the experiments.
Computational complexity in the described setup is certainly an issue.
In the current state, we are close to real-time and we believe that full realtime operation will be possible for the presented scenario. At this state, the
system is restricted to offline planning which also excludes obstacle avoidance
for dynamic objects. However, we do not expect the planning area to be
largely extended, causing additional complexity. In contrast, by reasonably
reducing the planning area – experiments showed that optimized paths are
close to straight line connections – and optimizations like computing “onestep transfer functions” (Prentice and Roy, 2009), as well as a more efficient
search through belief-nodes, we believe that the proposed method is realtimecapable and can be extended towards online mapping and re-planning.

Chapter 6

Discussion and Conclusion
6.1

Summary and Discussion of Contributions

In this dissertation, we examine and propose several methods from different
disciplines, namely control, perception (state estimation an visual localization) and planning, enabling a MAV to perform autonomous flights. We
envisioned scenarios with a human operator in the loop, who solely gives
high-level commands and is not involved in time-critical low level stabilization. The control and perception approaches entirely run onboard the MAV
and enable localization and dynamic maneuvers in unknown environments –
solely with the help of a monocular camera and an IMU, and without any
external reference or known landmarks. To our knowledge, this is the first
MAV system performing autonomous maneuvers with such a sensor setup,
and is thus a milestone for research on autonomous MAVs. The work is completed by a path planning approach that takes the dynamics and the state
estimation framework into account, in order to plan feasible paths.
Enabling autonomous flights with the given sensor suite required a clever
combination of methods from various fields of research, and knowledge about
their specific strengths and weaknesses. We successfully combined these
methods, creating a fully functional and modular system. Software frameworks written as parts of this dissertation, the controller from Section 2.2, the
single- and multi-sensor fusion frameworks from Section 3.2 and the VSLAM
framework from Section 3.3.2, are publicly released and further releases are
planned1 . These frameworks are successfully used by many research groups
worldwide – a great confirmation of the work leading to this dissertation.
1 Links

can be found at http://www.asl.ethz.ch/research/software
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System Design and Control: We studied the necessary dynamics and
differential flatness of multi-rotor systems, and showed potential abstractions
in order to employ position- and trajectory controllers on different types
of multi-rotor platforms. We addressed the issue of position control of a
MAV by presenting a relatively conventional, but robust and reliable position
control approach, that was employed within many experiments during this
dissertation. We furthermore presented a novel control approach based on
dynamic inversion. Following a two-loop design, we eliminated the need of the
typically used attitude loop, minimizing the computational complexity and
improving bandwidth. We show that by using the states given by our reliable
state estimator, we employ an outer control loop to directly command angular
rates and thrust. In turn, the inner control loop is a simple proportional
controller of angular rates. We showed a method for control allocation for
a hex-rotor, and we presented an approach to estimate vehicle parameters
which are otherwise tedious to determine. The controller was evaluated in
different situations, from simple hovering to fast, dynamic trajectories.
State Estimation and Perception: As reliable and accurate state estimation is essential for the control approaches we presented here, we dedicated
a major part of this dissertation to state estimation under various aspects.
We discussed a proper choice of the process-model utilized within our Extended Kalman Filter (EKF) framework, and introduced the basic principles
of the so-called “core” part of our EKF framework, whose design remains
constant. This consists of a core-state covering the dynamic states of the
MAV and its state and covariance propagation. The core part was gradually
extended by several different update types from various sensors and their
necessary calibration states, towards multi-sensor fusion.
With these findings at hand, we presented a modular integration of this
complex state estimation framework, which is entirely executed on constrained
on-board hardware. Tasks of the EKF framework were distributed according
to their real-time and computational demands, yielding a distributed EKF
architecture that allows a MAV state prediction at 1 kHz. Time-delays of
multiple different measurement updates are compensated for, such that exact filter updates are ensured. A thorough quantitative evaluation of this
framework showed that our approach is robust against noise, delay and low
rate measurement readings.
Having a functional and tested state estimation framework, we showed improvements and modifications of the visual SLAM framework PTAM (Klein
and Murray, 2007), such that we were able to employ it not only in small
workspaces, but also in our challenging outdoor scenarios. An optical flow
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approach, tightly integrated into the EKF framework, was shown to yield
metric velocity estimates, and was further prepared to be used with additional sensors. In addition, we presented how to successfully integrate spherical position measurements of a TotalStation, which was originally not at all
designed to be used within the control loop of a MAV, especially with respect
to variable delays.
This framework, consisting of the state estimation part and our modified
version of PTAM, has been thoroughly tested under a variety of challenges,
exhibiting robustness in the presence of wind gusts, difficult light conditions
causing saturated images, and large scale changes of 0-70 m flight altitude.
Successful tracking in such scenarios demonstrates the capabilities of our robust sensor fusion and estimation approach. With this setup, we were able to
perform exploration flights of more than 350 m length resulting in an overall
position drift of only 1.5 m. Explicitly addressing the computational restrictions typical in MAVs, our distributed processing approach across different
units, ensures position control at 1 kHz and enables dynamic trajectory flights
with high track speeds. Finally, the continuous online estimation of calibration and visual drift states enables long term-navigation and eliminates the
need of tedious pre-mission (re-)calibration procedures. The current implementation uses only 60 % of one core of the Core2DuoTM onboard-computer,
with the camera set to 30 Hz frame-rate. This leaves enough resources for
future higher-level tasks.
We furthermore presented an extension towards IMU-aided multi-vehicle
state estimation. Fusing information from a relative pose measurement,
where the position may be arbitrarily scaled, and inertial sensors on each
vehicle, we demonstrate accurate and real-time recovery of relative poses in
absolute scale. The strength of this method is demonstrated on both simulation and real data compared to ground truth, using MAVs to study performance across arbitrary 3 D configurations. This method is not restricted
to estimation of the relative position between two MAVs. It is also very well
suited for applications where a fast relative pose estimate between dynamically moving vehicles is required. The only requirement is that both vehicles
are equipped with an IMU, and that a relative pose measurement exists. Due
to the fusion with IMU data, this measurement can be slow, delayed and/or
noisy. Possible applications are many kinds of air-ground collaboration scenarios, such as following dynamically moving vehicles, or even take-off or
landing on a moving platform.
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Motion and Uncertainty Aware Path Planning: To complete the work
in this dissertation, we presented an approach which lets us close the vision
based navigation loop: We combined a state of the art path planning framework (RRBT) with our state estimation framework for self-calibrating systems used on MAVs (Chapter 3), while applying the system dynamics and
the controller presented in Chapter 2. These systems need excitation before
all their states can be rendered observable. We demonstrated how effective
path planning can improve not only the error in the state estimates, but also
allow for faster convergence after initialization, all while planning a collisionfree path (avoiding static obstacles). To our knowledge, this is the first work
employing a path-planning framework like RRBT, which takes into account
the helicopter dynamics, while maximizing the information along the path
with a vision based state estimation framework on the MAV. Thus far, only
the one or the other has been shown.
We put the strength of the proposed methodology to the test via a diverse
set of experiments, demonstrating that we can successfully plan paths in a
medium-sized outdoor environment; while also taking into account the quality
of localization, static obstacles and the full vehicle dynamics. Computational
complexity of the described setup is close to real-time, with potential of full
real-time operation. In terms of scalability, we see our approach as very
suitable for local to medium sized planning problems. We envision tasks like
approach, take-off and landing, as well as inspection tasks in confined spaces,
for which we believe our approach scales very well. For larger scenarios, paths
on a coarser scale could be planned with a simple planner using straight line
connections. The proposed method can then be employed to plan optimized
paths along these straight connections. This would still be close to optimal,
since the experiments showed that an optimized path does not deviate much
from a straight connection.
We provided insight, discussion and experiments on how to address the
challenges arising with autonomous MAV operation, based on visual localization. The MAV research community is very familiar with the issues we
addressed, therefore, we see this work as a valuable contribution for increased
autonomy of MAVs

6.2. APPLICATIONS AND FUTURE DIRECTIONS

6.2

157

Applications and Future Directions

In this dissertation, we proposed several steps towards the goal of MAVs
performing complex missions autonomously. However, to achieve this goal,
there is still a significant amount of research and engineering left to do, where
we are convinced that the findings presented here are the next fundamental
building blocks towards achieving this goal. Some non-exhaustive thoughts
are presented in the following.
On a broader view, in terms of applications, we believe that by using the
presented approaches, it will be possible in near future already, to employ
MAVs for inspection tasks in industry. There is a growing demand on these
systems, that can both reduce down-time during inspection and perform
these tasks with more precision and thoroughness. Similar to computervision approaches, that were first established within industry, we can design
MAVs for specific tasks, and within an environment that is controlled at
least to some degree. We made significant progress regarding lower level
stabilization, which can perfectly be accomplished with computers, while
higher-level decision making is still very complicated. In these scenarios
however, there is a human operator in the loop (e.g. inspection expert) with
quite contrary qualifications, complementing the capabilities of the MAV and
thus enabling successful missions. Within these applications, we can gain
important experience with the use of MAVs within real-world scenarios, and
further apply the lessons learned to reach the next stage of autonomy. If a
certain level of maturity of the technology and mass-production is reached,
one could even think of MAVs autonomously delivering small goods, like
urgent medication or mail.
These scenarios require robustification of the approaches employed, such
that these are able to handle varying environmental conditions, as well as
uncertainty and noise in the environment. These conditions are particularly
an issue for perception approaches, and probably need most attention in
future. Technological advances in other fields are required as well. One of
the biggest limitations is battery life, which only allows for autonomy of
20-30 minutes in the optimal case. However, there is hope in the electric car
and consumer electronics industry, which currently pushes battery technology
forward. In addition, there will be a fair amount of engineering and testing
necessary to put the right building blocks together to create a reliable system.
The list of further applications is long – however, their success will not
only depend on technology, but also on their acceptance by the public. For
instance, not everyone will be happy about one of the recently announced
“package delivery drones” flying through their backyard. In order to gain
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acceptance by the public, it will be necessary to expand public awareness of
MAV capabilities and further future applications, where we believe that the
advantages will dominate.
Overall, the MAV navigation system presented in this dissertation keeps
the MAV airborne in a stable manner, and offers various interfaces and a
modular design. This enables researchers to re-use certain modules, while
being able to focus on higher level tasks, instead of having to fight several
problems at once. We were able to tame the difficult portions of dynamics of a MAV, which now lets us apply and port well established methods
from ground robots to MAVs, especially with respect to higher-level decision
making processes. The question how can we actually make these vehicles fly
autonomously, without a pilot? is still not entirely answered, but we believe
we are on a good path.

Appendix
A.1

Conventions

To represent rotations, we use either quaternions or rotation matrices depending on their suitability to the problem at hand. For quaternions q̄, we
use the Hamilton notation as in (Kuipers, 2002) in contrast to the NASA
convention used in (Trawny and Roumeliotis, 2005).

T
Written as a vector q̄ = q q T
, the first element is the real part and
the remaining elements are the imaginary part. Small bold letters denote
a vector and the .̄ notation, the (full imaginary) quaternion version, which
is needed for rotations with quaternions. bx×c denotes a skew-symmetric
matrix of x to compute a cross product with another vector.
Quaternion with real part q and imaginary part q:

q̄ = q

qT

T

(A.1)

We use the Hamilton notation from (Kuipers, 2002) in contrast to (Trawny
and Roumeliotis, 2005):
i2 = j 2 = k 2 = ijk = −1,
jk = i = −kj,

ij = k = −ji

ki = j = −ik

(A.2)

For sequences of rotations, q̄1 ⊗ q̄2 denotes a rotation of the coordinate system
q̄1 by q̄2 in the local frame of q̄1 .
Quaternion version of a vector p ∈ R3 , needed for transformation to another
coordinate frame:

T
p̄ = 0 pT
(A.3)
The transformation of a vector p1 expressed in reference frame 1 by q̄1 into
the world frame of reference pw is given by:
p̄w = q̄1 ⊗ p̄1 ⊗ q̄1∗
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Skew symmetric operator, corresponding to the cross-product of two vectors:


0
−x3 x2
0
−x1 
x × y = bx×c · y; bx×c =  x3
(A.5)
−x2 x1
0
Quaternion Multiplication:




q
−q T
p
−pT
q̄ ⊗ p̄ =
· p̄ =
· q̄
q qI 3 + bq×c
p pI 3 − bp×c

(A.6)

Small angle approximation for quaternions (Trawny and Roumeliotis, 2005):

  
 
1
δq1
cos(δθ/2)
(A.7)
δ q̄ =
=
≈ 1
δq
k sin(δθ/2)
2 δθ

Derivative of a quaternion, where ω is expressed in body coordinates:
1
q̄˙ = q̄ ⊗ ω̄
2

(A.8)

Derivative of the conjugate quaternion (Kuipers, 2002):
˙ q̄)= 0 ⇔ q̄˙∗ ⊗ q̄ + q̄ ∗ ⊗ q̄˙ = 0
(q̄ ∗ ⊗
⇒ q̄˙∗ = −q̄ ∗ ⊗ q̄˙ ⊗ q̄ ∗

(A.9)

Small angle approximation for rotation matrices:
C(δ q̄) ≈ I 3 + bδθ×c

(A.10)

Derivative of a rotation matrix and the derivative of its transpose, where ω
is expressed in body coordinates:
Ċ = C · bω×c;

C˙T = −C T · Ċ · C T = −bω×c · C T

(A.11)

Anti-commutativity for the product of a skew symmetric matrix with a vector:
ba×c · b = −bb×c · a
(A.12)
Rotation rule for skew-symmetric matrices:

C · bx×c · C T = bC · x×c

(A.13)
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Results from the Quantitative EKF Framework Evaluation

In the following, detailed results from the experiments are shown. The values
denote the RMS error between the filter estimate and ground truth, except for
i
which denote the RMS error
the second vector in the columns for piw and q̄w
between setpoint and ground truth, to show the performance of the whole
controlled system. (w/) and (w/o) denote experiments with and without
attitude measurements respectively (see Section 3.1.3). These results were
published in (Weiss, Achtelik et al., 2012a)

A.2.1

Hovering
σp [m]
σq [rad]
0.001
0.001
w/ att.
0.005
0.009
w/ att.
0.010
0.018
w/ att.
0.020
0.036
w/ att.
0.050
0.036
w/ att.
0.100
0.036
w/o att.
0.200
0.036
w/o att.

piw [m]

i
q̄w
[rad (rpy)]

h 0.006 ih 0.017 i h 0.003 ih

λ[%]

i

−
−
0.003
0.019
0.010
0.001
0.005
0.019
0.015
h 0.011 ih 0.028 i h 0.006 ih − i
−
0.014
0.032
0.007
0.003 ih 0.006 i h 0.010 ih 0.016 i
h 0.014
−
0.038
0.007
−
0.008
0.025
0.009
0.006 ih 0.008 i h 0.019 ih 0.022 i
h 0.017
−
0.056
0.006
−
0.012
0.036
0.059
0.010 ih 0.013 i h 0.034 ih 0.033 i
h 0.034
−
0.104
0.011
−
0.025
0.043
0.016
0.026 ih 0.033 i h 0.009 ih 0.015 i
h 0.055
−
0.098
0.021
−
0.054
0.099
0.025
0.039
0.062
0.230
h 0.087 ih 0.150 i h 0.045 ih 0.229
i
−
−
0.098
0.166
0.016
0.080
0.096
0.190
0.202

0.3
0.4
0.4
0.4
0.6
0.8
0.8

psi [m]

q̄is [rad]

0.032

0.019

0.024

0.010

0.052

0.018

0.049

0.042

0.029

0.010

0.054

0.000

0.057
0.058

0.000
0.000

h 0.052 ih 0.025 i
h 0.010
ih 0.000
i
0.085
0.026
h 0.050
ih 0.000
i
0.054
0.031
h 0.029
ih 0.000
i
0.020
0.023
h 0.026
ih 0.000
i
0.016
0.022
h 0.082
ih 0.000
i
0.005
0.000
h 0.113
ih 0.000
i
0.035
0.000

Table A.1: Measurement Noise @ 10Hz vs. RMS Error
delay
[ms]
0
50
100
200
500

piw [m]

i
q̄w
[rad (rpy)]

h 0.005 ih 0.029 i h 0.012 ih

λ[%]

i

−
−
0.011
0.023
0.041
h 0.002
ih 0.006
i h 0.008
ih 0.015
i
−
0.006
0.035
0.007
−
0.012
0.026
0.020
h 0.004
ih 0.008
i h 0.070
ih 0.065
i
−
0.011
0.036
0.012
−
0.015
0.036
0.052
h 0.005
ih 0.009
i h 0.025
ih 0.024
i
−
0.009
0.036
0.016
−
0.016
0.036
0.077
h 0.004
ih 0.006
i h 0.009
ih 0.016
i
−
0.017
0.066
0.010
−
0.021
0.080
0.059
0.005
0.012
0.040
0.045

0.3
0.3
0.3
0.3
0.4

psi [m]

q̄is [rad]

0.010

0.007

0.002

0.071

0.005

0.026

0.010

0.006

0.002
0.020

0.040
0.001

h 0.041 i h 0.034 i
h 0.004
i h 0.000
i
0.028
0.021
h 0.064
i h 0.001
i
0.037
0.015
h 0.069
i h 0.000
i
0.031
0.015
h 0.076
i h 0.000
i
0.031
0.040

Table A.2: Measurement Delay @ 10Hz vs. RMS Error
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update
[Hz]
20
10
5
2
1

piw [m]

i
q̄w
[rad (rpy)]

h 0.004 ih 0.026 i h 0.012 ih

λ[%]

i

−
−
0.012
0.018
0.065
0.001
0.005
0.026
0.032
h 0.005 ih 0.029 i h 0.012 ih − i
−
0.023
0.011
0.041
0.006 i h 0.008 ih 0.014 i
ih 0.021
h 0.001
−
0.005
0.012
−
0.032
0.012
0.043
0.005 i h 0.018 ih 0.016 i
h 0.002
ih
−
0.009
0.032
0.013
−
0.014
0.030
0.046
0.008 i h 0.022 ih 0.021 i
h 0.003
ih 0.045
−
0.019
0.012
−
0.016
0.039
0.019
0.005
0.009
0.005
0.017

0.3
0.3
0.3
0.3
0.3

psi [m]

q̄is [rad]

0.009

0.025

0.010

0.007

0.009

0.017

0.008

0.023

0.016
0.024

0.003
0.000

h 0.041 i h 0.034 i
i h 0.000
i
h 0.003
0.041
0.034
i h 0.000
i
h 0.005
0.039
0.040
h 0.009
i h 0.000
i
0.039
0.041
h 0.013
i h 0.000
i
0.040
0.029

Table A.3: Measurement Update Rate vs. RMS Error

A.2.2

Dynamic Flight

σp [m]
σq [rad]
.001
.001
w/o att.
.005
.009
w/ att.
.005
.009
w/o att.
.010
.018
w/ att.
.010
.018
w/o att.
.020
.036
w/ att.
.020
.036
w/o att.
.050
.036
w/ att.
.050
.036
w/o att.

piw [m]

i
q̄w
[rad (rpy)]

h 0.003 ih 0.049 i h 0.024 ih

λ[%]

i

−
−
0.002
0.055
0.027
h 0.001
ih 0.007
i h 0.040
ih 0.033
i
−
0.014
0.059
0.014
−
0.011
0.076
0.026
h 0.005
ih 0.015
i h 0.015
ih 0.028
i
−
0.014
0.082
0.022
−
0.009
0.086
0.029
h 0.005
ih 0.015
i h 0.029
ih 0.034
i
−
0.016
0.070
0.016
−
0.010
0.036
0.024
h 0.005
ih 0.011
i h 0.015
ih 0.026
i
−
0.016
0.071
0.021
−
0.012
0.056
0.025
h 0.007
ih 0.017
i h 0.049
ih 0.039
i
−
0.017
0.061
0.015
−
0.017
0.052
0.028
h 0.012
ih 0.020
i h 0.025
ih 0.039
i
−
0.018
0.072
0.021
−
0.014
0.075
0.028
i
h 0.011
ih 0.016
i h 0.038
ih 0.037
−
0.033
0.105
0.014
−
0.033
0.088
0.027
h 0.020
ih 0.026
i h 0.018
ih 0.026
i
−
0.033
0.098
0.023
−
0.035
0.108
0.029
0.020
0.024
0.060
0.050

0.4
1.1
0.5
1.1
0.6
1.2
0.7
1.2
0.7

psi [m]

q̄is [rad]

0.016

0.000

0.015

0.019

0.021

0.000

0.017

0.006

0.028

0.000

0.034

0.012

0.040

0.000

0.044

0.014

0.024
0.062

0.000
0.000

h 0.024 i h 0.000 i
h 0.015
i h 0.000
i
0.041
0.022
h 0.017
i h 0.000
i
0.016
0.000
h 0.037
i h 0.000
i
0.037
0.018
h 0.025
i h 0.000
i
0.017
0.000
h 0.067
i h 0.000
i
0.031
0.016
h 0.025
i h 0.000
i
0.016
0.000
h 0.062
i h 0.000
i
0.018
0.016
h 0.026
i h 0.000
i
0.018
0.000

Table A.4: Measurement Noise @ 10Hz vs. RMS Error

A.2. RESULTS FROM THE QUANTITATIVE EKF FRAMEWORK EVALUATION

delay
[ms]
50
100
200
500

piw [m]

i
q̄w
[rad (rpy)]

h 0.009 ih 0.060 i h 0.021 ih

λ[%]

i

−
−
0.007
0.080
0.029
0.004
0.007
0.050
0.045
h 0.007 ih 0.064 i h 0.025 ih − i
−
0.092
0.009
0.044
0.004 ih 0.006 i h 0.014 ih 0.034 i
h 0.025
−
0.149
0.030
−
0.068
0.027
0.041
0.006 ih 0.013 i h 0.036 ih 0.038 i
h 0.095
−
0.264
0.024
−
0.170
0.400
0.063
0.030
0.036
0.050
0.066

0.500
0.700
1.000
1.100

psi [m]

q̄is [rad]

0.043

0.032

0.008

0.024

0.014

0.039

0.021
0.030

0.046
0.000

h 0.010 i h 0.025 i
i h 0.000
i
h 0.018
0.006
0.021
i h 0.000
i
h 0.052
0.016
0.010
h 0.031
i h 0.000
i
0.018
0.011

Table A.5: Measurement Delay @ 10Hz vs. RMS Error
update
[Hz]
10
5
2
1

piw [m]

i
q̄w
[rad (rpy)]

h 0.009 ih 0.078 i h 0.020 ih

λ[%]

i

−
−
0.006
0.064
0.032
0.005
0.012
0.020
i
h 0.007 ih 0.050 i h 0.023 ih 0.025
−
−
0.060
0.006
0.040
0.008 i h 0.042 ih 0.047 i
h 0.004
ih 0.094
−
0.016
0.012
−
0.015
0.068
0.026
0.015 i h 0.031 ih 0.031 i
h 0.005
ih
−
0.050
0.177
0.026
−
0.032
0.100
0.040
0.009
0.020
0.059
0.063

0.8
0.8
0.8
0.8

psi [m]

q̄is [rad]

0.009

0.011

0.019

0.024

0.014

0.007

0.029
0.123

0.024
0.000

h 0.011 i h 0.019 i
i h 0.000
i
h 0.013
0.007
0.022
h 0.024
i h 0.000
i
0.030
0.013
h 0.049
i h 0.000
i
0.014
0.016

Table A.6: Update rate vs. RMS Error
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16 / 21
19 / 21
20 / 21

vx, vy or vz
vx & vy
vx & vy & vz

vx or vy
vz

global vel
w/ att drift

global vel
w/o att drift

17 / 21

19 / 19
27 / 31
20 / 21

bvx, bvy or bvz

GPS
cam (pose)
cam (body vel)

specific
sensors

11 / 17
12 / 15
10 / 13

body vel

dir w/ att drift
global
direction or att w/ att drift
dir w/o at drift
attitude

15 / 17
15 / 17

x or y
z

global pos
w/o att drift

14 / 15
14 / 15

17 / 25
21 / 26
23 / 27

x, y or z
x&y
x&y&z

global pos
w/ att drift

dim

[obs]/[tot]

i

ok
J1/2
X

X

X
X
X

X
X

X
X
X

yz:X x:J1
xy:X z:J1

J1/2
J1/2
J1/2

pw

i

qw

i

ok
ok

J1/2
J1
J1/2

J1
rp:ok y:U
ok
ok
ok

ok
ok

J1
ok
rp:ok y:J1 ok
rp:ok y:J1 ok

J2
rp:ok y:U

ok
ok
ok
xy:J2 z:ok rp:ok y:J2 ok
xy:J1 z:ok rp:ok y:J1 ok

xy:J1 z:ok rp:ok y:J1 ok

X
X
X

yz:X x:ok
xy:X z:ok

J1
J1
xy:J z:ok

yz:X x:ok
xy:X z:ok

ok
ok
ok

ok

X
X
X

ok
ok

ok
ok
ok

ok
ok

ok
ok
ok

λ

X
ok
ok

ok

X
X
X

ok
ok

ok
ok
ok

ok
ok

ok
ok
ok

state

bw ba

J2
J2
ok
J2
rp:ok y:J2 ok
xy:J2 z:ok rp:ok y:J2 ok

vw

s

ok
ok
ok

J3

X
X
X

ok
ok

ok
ok
ok

ok
ok

ok
ok
ok

pi

X
ok
ok

J2

ok
ok
ok

X
X

X
X
X

X
X

X
X
X

s

X
J2
X

X

J1
J1
X

X
X

J1
J1
J1

X
X

J2
J2
J2

w

qi qv

X
J1
X

X

X
X
X

X
X

X
X
X

yz:X x:J1
xy:X z:J1

yz:X x:J1
z:X xy:J1
J1

w

pv

X
X
X

X

J1
X
J1

X
X

X
X
X

X
X

X
X
X

α

joint observability

X
X
X

X

J1
X
J1

X
X

X
X
X

X
X

X
X
X

--8 / 12 (J1:3, J2:1)
2 / 3 (J1:1)

5 / 9 (J1:1, J2:1, J3:2)

2 / 8 (J1:5, J2: 1)
3 / 6 (J1:3)
2 / 5 (J1:2, J2:1)

2 / 3 (J1:1)
1 unobs

4 / 9 (J1:5)
5 / 7 (J1:2)
5 / 6 (J1:1)

3 / 5 (J1:1, J2:1)
1 / 2 (J1:1) + 1 unobs

5 / 13 (J1:1, J2:7)
7 / 12 (J1:2, J2:3)
8 / 12 (J1:3, J2:1)

β [joint]/[unobs](sym)

112

axis

sensor

A.3

type
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Appendix
3. MODULAR SENSOR FUSION: STATE ESTIMATION AND SENSOR

Observability Table for Sensor Setups

SELF-CALIBRATION

Figure
3.12:
Sensor typesand
with
their observable
and system
symmetries
Figure
A.1:
Observability
system
symmetriesstates
for specific
sensor
setups. The
table was developed by Weiss (2012, pg. 112) and is included here for convenience.
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