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Abstract
It is roughly a decade ago that power consumption and heat dissipation problems
forced the semiconductor industry to shift from a sequential to a parallel computing
paradigm. However, exploiting parallelism in general-purpose parallel devices such
as multi-core CPUs and GPGPUs is often difficult. Furthermore, in the prospect
of dark silicon, it is questionable whether single programs can be executed on
thousands of CPU cores (on the same die) in the near future. As a consequence, the
performance increase of software due to newer general-purpose hardware is slowing
down, which is also affecting databases and other data processing applications.
This trend has led to the rise of so-called data appliances, which are specialized
data processing engines, where software and hardware are shipped together in a
closed box with tailor-made hardware components for specific application domains.
For such appliances, customized hardware is a promising approach to further
increase performance in an energy-efficient manner. Given that it is becoming
increasingly difficult to produce software that scales on general-purpose parallel
hardware, the question is to what degree it is worthwhile to adapt hardware devices to particular problem domains, and what the implications thereof are. This
dissertation explores enhancing data processing applications and systems with customized hardware. Our platform to build and test specialized hardware components is a field-programmable gate array (FPGA). An FPGA is a generic device
that allows circuits to be loaded onto it after the FPGA has been manufactured
and shipped. Using FPGAs, hardware approaches can be easily implemented and
verified without actually fabricating a new silicon chip for every design change.
While FPGAs are a convenient tool to implement customized hardware, there
are fundamental differences between application-specific integrated circuits (ASICs)
and circuits designed for FPGAs. Hence, the first part of this dissertation covers key characteristics of FPGAs before discussing opportunities of using FPGAs
to improve data-driven applications and systems. In the process, examples of
applications that map well to FPGAs are presented, runtime-parameterization
versus FPGA reprogramming is discussed, and effective on-chip communication
patterns are illustrated. Moreover, tools and design patterns are presented to
develop FPGA circuits that leverage the inherent parallelism of these massively
parallel devices in a simple yet scalable way.
v
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The second part of this dissertation focuses on full-fledged data processing
systems that are enhanced with FPGAs. Many of the concepts of the first part of
the dissertation will be revisited and applied to build complete systems such as a
real-time complex event detection system, an FPGA-accelerated XQuery engine, or
an intelligent storage engine for a relational database that increases performance
and reduces energy consumption at the same time. Key topics of this second
part are physical and logical system integration of FPGA-based accelerators and
the interplay between customized hardware and software in co-designed hybrid
systems. Furthermore, we present selected end-to-end results that we measured
while running experiments on each of these systems.

Zusammenfassung
Vor ungefähr zehn Jahren hat die Halbleiterindustrie wegen exzessivem Stromverbrauch und der Hitzeentwicklung bei den damaligen Mikroprozessoren einen
Paradigmawechsel von sequentieller hin zu paralleler Programmierung vollzogen.
Bis heute ist es aber oftmals schwierig, Parallelität in Mehrzweck-Hardware wie
Multikern-Prozessoren oder GPGPUs optimal zu nutzen. Des Weiteren scheint
es in Anbetracht der aktuellen Debatte über “Dark Silicon” unwahrscheinlich,
dass in naher Zukunft ein einzelnes Computerprogramm auf Tausenden von CPUKernen (auf demselben Chip) parallel ausgeführt wird. Grundsätzlich kann man
sagen, dass die Leistungssteigerung von Programmen durch neuere Generationen
von Mehrzweck-Prozessoren abnimmt, was auch Datenbanken und andere Datenverarbeitungsanwendungen betrifft. Eine Konsequenz dieses Trends ist die zunehmende Popularität von sogenannten “Data Appliances”, spezialisierten Datenverarbeitungssystemen mit aufeinander abgestimmter Software und Hardware, die als
geschlossene Einheit verkauft werden.
Für solche Systeme ist das Einsetzen von spezialisierter Hardware ein vielversprechender Ansatz, um die Leistung in einer energieeffizienten Art und Weise
weiterhin steigern zu können. Da es immer schwieriger wird skalierbare Software
für parallele Mehrzweck-Prozessoren zu programmieren, stellt sich folgende Frage: Inwiefern lohnt es sich, gezielt Hardwarekomponenten an bestimmte Aufgabenbereiche anzupassen und mit welchen Konsequenzen ist ein solches Vorgehen
verbunden? In dieser Dissertation wird untersucht, wie man Datenverarbeitungsanwendungen durch spezialisierte Hardware verbessern kann. Massgeschneiderte
Hardwarekomponenten können unter anderem mit Hilfe von “Field-programmable
gate arrays”(FPGAs) angefertigt und getestet werden. FPGAs sind generische
elektronische Bausteine, die nach der Fabrikation (re-)konfiguriert werden können,
um eine beliebige Schaltung zu implementieren. Neue Hardware-basierte Ansätze
können durch FPGAs einfach realisiert und verifiziert werden, ohne dass man dazu
jedes Mal eine festverdrahtete elektronische Schaltung herstellen muss.
Mit FPGAs kann spezialisierte Hardware schnell und unkompliziert erstellt
werden; es bestehen aber fundamentale Unterschiede zwischen festverdrahteten
“applicaiton-specific integrated circuits” (ASICs) und Schaltungen, die für FPGAs
entwickelt wurden. Deshalb behandelt der erste Teil dieser Dissertation Kerneivii
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genschaften der FPGA-Technologie und zeigt Möglichkeiten für den Einsatz von
FPGAs zur Unterstützung von datenintensiven Anwendungen auf. Dabei werden
wirksame Kommunikationsprotokolle für elektronische Bausteine innerhalb des
FPGAs präsentiert, die Bedeutung der Konfigurierbarkeit von FPGAs im Vergleich
zur Laufzeit-Parametrisierung diskutiert und verschiedene Beispiele von Anwendungen gezeigt, für die sich FPGAs eignen. Zudem werden Werkzeuge und Entwurfsmuster für das Erstellen von FPGA-Schaltungen vorgestellt, mit welchen die
inhärente Parallelität von FPGAs auf einfache und skalierbare Weise ausgenützt
werden kann.
Der zweite Teil dieser Dissertation konzentriert sich auf vollwertige Datenverarbeitungssysteme, die mit FPGAs ausgestattet sind. Viele Konzepte aus dem
ersten Teil der Dissertation werden hier nochmals aufgegriffen und konkret angewendet, um komplette Systeme zu konstruieren, wie zum Beispiel ein System
zur Echtzeiterkennung komplexer Ereignisse, ein FPGA-beschleunigtes XQueryAnfragesystem oder eine intelligente Ablagespeicherung für relationale Datenbanken, welche die Leistung steigert und gleichzeitig Energie spart. Kernthemen dieses zweiten Teils der Dissertation sind die physikalische und logische Integration von FPGA-basierter Beschleunigungshardware in bestehende Systeme und das
Wechselspiel zwischen spezialisierter Hardware und Software in hybriden Systemen. Zudem werden jeweils ausgewählte Experimente und Resultate für die oben
erwähnten End-zu-End-Systeme präsentiert.
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Introduction
1.1

The Future of Semiconductor Devices

For decades, performance of software continuously improved due to the impressive
evolution of general-purpose microprocessors, leaving little room for alternatives.
However, around 2003, power consumption and heat dissipation problems forced
the semiconductor industry to radically change its course, shifting from sequential
to parallel computing. Ever since, software developers have been struggling to
achieve performance gains comparable to those of the past [CC09]. Fortunately,
customized hardware has the potential to increase performance significantly and
reduce the energy footprint of applications at the same time [VSG+ 10]. However,
developing application-specific integrated circuits (ASICs) is a time-consuming,
expensive, and rigid process. Field-programmable gate arrays (FPGAs) are an interesting alternative that have similar characteristics to ASICs but can be changed
(programmed ) an unlimited number of times after manufacturing.

1.1.1

General-purpose Hardware

Before discussing opportunities of customized hardware, and FPGAs in particular,
we want to point out several problems with today’s and future general-purpose
processors. We also include general-purpose GPUs (GPGPUs) in this category
since the hardware executes software kernels, and as such, is still fairly general
compared to the tailor-made circuits that we are exploring in this thesis.
1
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CMOS Technology Trends and the Power Wall
Moore’s law states that the number of transistors on integrated circuits (ICs)
doubles roughly every two years. This trend has continued until the present day
and is likely to continue for several more years to come [Pow08]. The driving
force behind Moore’s law is the continuous miniaturization of the metal oxide
semiconductor (MOS) transistor, the basic building block of electronic circuits.
Transistor dimensions have been shrunk by about 30 % every two years, resulting
in an area reduction of 50 %, and hence the doubling of transistors that Moore
observed [BC11].
For a long time, transistor scaling has not only led to more transistors but also
to faster transistors (shorter delay times and higher frequencies) that consume
less energy. The theory behind this technology scaling was formulated by Robert
Dennard and is known as Dennard’s scaling [DGR+ 74]. However, for various reasons such as increased leakage currents due to lower threshold voltage, Dennard’s
scaling has not been achievable during the last ten years [Sut05].
The bottom line is that today and in the near future, Moore’s law still prevails
in the sense that every new manufacturing process (currently 22 nm) leads to
more and smaller transistors, but those transistors no longer are faster nor do
they consume less power than their predecessors. Thus, power consumption is
increasingly the key limiting factor in chip design and an important question is
what to do with the plethora of transistors in future silicon chips given the fixed
power envelopes that they need to be operated in [BC11], i.e., without hitting the
power wall.
Multi-core CPUs and Amdahl’s Law
Once frequency scaling started to reach its physical limits, there was a major shift
in the microprocessor industry toward parallel computing: instead of aiming for
ever-increasing clock frequencies of a single processor core, multiple identical cores
are now placed on the same die. Unfortunately, there are a number of issues with
multi-core scaling. First of all, performance is now directly dependant on the
degree of parallelism that can be exploited for a given task. Amdahl’s law states
that if a fraction f of computation is enhanced by a speedup of S, then the overall
speedup is:
1
.
speedup =
(1 − f ) + f/S
In the case of multi-cores, we can interpret f as the fraction of parallelizable computation (assuming perfect parallelization), and S as the number of cores. Thus,
as the number of cores increases, so does the pressure to be able to exploit maximum parallelism from a task. However, as Hill et al. [HM08] observed, a parallel

1.1. The Future of Semiconductor Devices

3

architecture that relies on large amounts of homogeneous cores is far from optimal
to extract the necessary parallelism from a task. Hill et al. suggest that an asymmetric architecture would be better suited, while they see the highest potential in
dynamic techniques that allow cores to work together on sequential execution.
Memory Wall and Von Neumann Bottleneck
Whereas memory density has been doubling roughly every two years, access speed
has improved at a much slower pace, i.e., today, it takes several hundred CPU
cycles to access off-chip memory. DRAM is being optimized for large capacity at
minimum cost, relying on data locality and caches in the CPU for performance.
Thus, a significant gap between processor speed and memory speed has been created over the years, a phenomenon known as the memory wall.
Furthermore, the majority of computers have been built according to the Von
Neumann model, where data and software programs are stored in the same off-chip
memory. Thus, the bus between main memory and the CPU is shared between
program instructions and workload data, leading to the so-called Von Neumann
bottleneck.
To mitigate the negative effects of both the memory wall and the Von Neumann bottleneck, CPUs use many of the available transistors to implement all sorts
of acceleration techniques to nonetheless improve performance, e.g., out-of-order
execution, branch prediction, pipelining, and last but not least cache hierarchies.
In fact, nowadays a substantial amount of transistors and die area (up to 50 %) are
used for caches in processors [BC11]. Hence, in an effort to keep data and processing units close to each other, the line between compute resources and memory—as
defined in the Von Neumann model—is becoming increasingly blurred.

1.1.2

Customized Hardware

Dark silicon [EBSA+ 11] refers to the underutilization of transistors due to power
consumption constraints and/or inefficient parallel hardware architectures that
conflict with Amdahl’s law. A promising way to overcome these limitations is a
move toward heterogeneous architectures, i.e., where not all cores are equal and
tasks are off-loaded to customized hardware to both improve performance and save
energy [BC11].
Instead of mapping a given task to a fixed general-purpose hardware architecture, customized hardware is mapped to the task at hand. Different problems
require different forms of parallelism, e.g., data parallelism versus pipeline parallelism, coarse-grained parallelism versus fine-grained parallelism. Tailor-made
hardware allows employing the most effective form of parallelization that best
suits a given task.
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Customized hardware is neither bound to the Von Neumann bottleneck nor
does it necessarily suffer from the memory wall. For instance, custom hardware
that needs to monitor network data, e.g., for network intrusion detection or highfrequency trading, can be coupled directly with a hardware Ethernet controller.
Thus, the slow detour via system bus and main memory is avoided. Consequently,
the need for large caches, branch prediction, out-of-order execution, etc., deteriorates, saving chip space and reducing power consumption.
Power consumption of customized hardware solutions is usually orders of magnitude below that of general-purpose hardware such as CPUs and GPUs. Knowing
exactly what kind of a problem the hardware is supposed to solve allows using transistors much more effectively. Also, due to customized hardware parallelism and
avoidance of the Von Neumann bottleneck, lower clock frequencies are typically
sufficient to solve a given task and satisfy performance requirements of the application, which further reduces power consumption. A simplified equation that
characterizes (dynamic) CPU power consumption (PCP U ) is given below.
2
PCP U = α × C × Vdd
× fclk

Dynamic power1 is the power consumed when transistors are switching, i.e.,
when transistors are changing their state. The parameter α characterizes the
switching activity, C stands for capacitance, Vdd for voltage, and fclk corresponds
to the clock frequency. Hence, clock frequency directly impacts power consumption
and custom hardware can usually be clocked pretty low, e.g., a circuit that handles
10G Ethernet traffic processes 64-bit words at a clock speed of only 156.25 MHz.
On the flip side, customized hardware implemented as an ASIC also has a number of drawbacks, and in the past, systems that were built from custom hardware,
e.g., database machines in the 1980s [Dew79, DGS+ 90], most often lost the race
against systems based on general-purpose hardware. First of all, building custom
hardware is a difficult and time-consuming process. Second, potential bugs of an
ASIC design cannot be solved after manufacturing, requiring pre-production testing to be even more thorough and time-consuming, and also increasing the risk
associated with producing the ASIC. Third, unless the ASIC is mass-produced,
it is significantly more expensive than general-purpose hardware. In the past, frequency scaling improved sequential computation performance to such an extent
that in many domains custom hardware solutions were simply uneconomical.
1

A more precise equation would also include static power, which refers to the power consumed
when transistors are inactive, i.e., transistors always leak a certain amount of current and
consume power even when they are not switching. However, static power does not depend on
the clock frequency.

1.2. FPGAs for Data Processing

1.2
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FPGAs for Data Processing

Between the two extremes—general-purpose processors and ASICs—reprogrammable hardware is another class of silicon devices, which in a sense combines the
best of both worlds: performance and power consumption characteristics of ASICs
with the flexibility of general-purpose processors. Field-programmable gate arrays
(FPGAs) are the most advanced brood of this class. FPGAs consist of a plethora of
uncommitted hardware resources, which can be programmed after manufacturing,
i.e., in the field.
Originally, FPGAs were primarily used as glue logic on printed circuit boards
(PCBs), and later on also for rapid prototyping. However, more than two decades
of FPGA technology evolution have allowed FPGAs to emerge in a variety of
fields as a class of customizable hardware accelerators that address the increasing
demands for performance, with a low energy footprint, at affordable cost. In
recent years, increased attention from both academia and industry has been drawn
to using FPGAs for data processing tasks [MSNT10, YJP08, VLB+ 10, SLS+ 10,
MTA09a], which is the domain that this thesis focuses on.

1.2.1

FPGAs versus ASICs

FPGA-based circuits exhibit many of the favorable characteristics of ASICs, e.g.,
(i) application-tailored parallelism, (ii) low power consumption, (iii) and integration advantages (e.g., to avoid the Von Neumann bottleneck ).
The fundamental difference compared to ASICs is that circuits implemented
on an FPGA can be changed anytime, by a mere update of configuration memory,
which has several advantages. First, reprogrammability allows multiple specialized
circuits to execute on the same silicon device in a time-multiplexed manner, i.e.,
circuits can be “loaded” when they are needed. Second, FPGAs virtually eliminate
the non-recurring engineering costs (NRE) for customers. These manufacturing
costs are compensated by the FPGA vendors, which can amortize the costs across
customers and applications. Third, FPGAs drastically reduce time to market and
provide the ability to upgrade already deployed circuits. Finally, migration to the
next-generation manufacturing process (to benefit from smaller transistors) is a
lot easier, i.e., by buying a next-generation FPGA and migrating the hardware
description (HDL) code.
Despite these advantages of reprogrammable hardware, this dissertation is not
so much concerned with comparing FPGA-based circuits to ASICs. Rather, FPGAs are used here as a platform that provides a convenient way to explore new
hardware-based approaches to improve data processing tasks. As such, many of
the solutions presented here are not limited to FPGAs and could equally well be
implemented as an ASIC.

6
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Stream Processing

FPGAs have several desirable properties for stream processing applications. Highfrequency trading is a good example, where high-rate data streams need to be
processed in real time, and microsecond latencies determine success or failure.
The I/O capabilities of FPGAs allow for flexible integration, e.g., in the case of
high-frequency trading, the FPGAs are inserted directly into the network, enabling
most efficient processing of network traffic. Furthermore, the reprogrammability
of FPGAs makes it possible to quickly adapt to market changes.
Another example illustrating the advantages of FPGAs are network intrusion
detection systems (NIDSs) that scan incoming network packets, attempting to
detect malicious patterns. Typically there are several hundred patterns formulated
as regular expressions, which all need to be evaluated in real time. The regular
expressions can easily be implemented in hardware as finite-state automata, which,
on an FPGA, can then all be executed in parallel. Thus, besides the integration and
reprogramming capabilities, here the inherent parallelism of FPGAs is exploited
to reach new levels of performance.

1.2.3

Big Data and Appliances

Data management, in the advent of big data, becomes an increasingly difficult task
using traditional database techniques. For instance, ad-hoc analytic queries often
cannot rely on indexes and need to fall back to scanning vast amounts of data.
This has led to so-called data warehouse appliances [Ora12, Fra11] that combine
hardware and software in a closed box, allowing appliance vendors to fine-tune codesigned software and hardware. IBM/Netezza’s appliance [Fra11], for example,
combines multiple FPGAs and CPUs in a large blade server. To increase I/O
bandwidth stored data is highly compressed. During query execution, the FPGAs
efficiently decompress and filter data, while the CPUs take care of more complex
higher-level operations.

1.2.4

Cloud Computing

Whereas today FPGAs are still considered exotic for many data processing tasks,
cloud computing could catapult FPGAs to a mainstream data processing technology. In cloud computing, compute resources are provided as a service to customers,
i.e., customers can outsource tasks to the cloud and only pay for the resources they
actually need for a particular job. A major cost factor for cloud providers is the
power consumption of their data centers. Thus, any technology that can deliver
the same performance and flexibility with a lower energy footprint is very attractive for the cloud. In addition, big cloud providers such as Google, Amazon, and
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Microsoft definitively have the economic means to provide a bundle of FPGAs as a
service with a high-level programming interface, making FPGA technology much
more accessible to customers than it is today. The implications of bringing FPGA
acceleration into cloud infrastructures has been discussed, e.g., by [MS11].

1.2.5

Challenges Addressed

The previous sections illustrated the potential of FPGAs to enhance data processing applications and systems but FPGAs also have some limitations that need
to be dealt with. First of all, FPGAs are not software, i.e., they are difficult to
program—as is designing hardware. Second, because there are so many different
ways in which FPGAs could be used and integrated into systems, it is unclear
what are the best ways to do so. A third issue, in particular for data processing
applications, is that a limited amount of data (few megabytes) can be kept inside
(on-chip) the FPGA. This makes it difficult to holistically implement arbitrary
data processing operators on an FPGA, especially when the operators need to
maintain a lot of state or large intermediate results.
This dissertation addresses the challenges mentioned above as follows: (i) We
show how to leverage the inherent parallelism of FPGAs for data processing operators and introduce tools and design patterns that help designing such operators, reducing the burden of FPGA programming and hardware design in general.
(ii) These tools and design patterns are applied in a number of end-to-end systems,
illustrating many integration aspects of using FPGA accelerators. System integration of FPGAs is non-trivial, if for no other reason, because necessary drivers,
IP cores, etc. are often unavailable. Furthermore, the developed systems serve to
illustrate performance and power consumption improvements, achievable through
FPGA enhancement. (iii) Finally, we show how hybrid systems can be designed to
benefit both from hardware acceleration and the flexibility of software, mitigating
the negative effects of limited on-chip memory of FPGAs.

1.3

Thesis Topics and Contributions

This thesis explores the potential of customized hardware, implemented on FPGAs,
for data processing applications and systems. The dissertation focuses on two main
areas of research: (i) mapping data processing tasks to FPGAs, and (ii) building
hybrid (hardware / software) data processing systems.
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Mapping Data Processing Tasks to FPGAs

Implementing algorithms in hardware is not like writing software programs, and
the trade-offs are fundamentally different. Moreover, efficiently mapping algorithms to the two-dimensional physical space of FPGAs is challenging. The first
part of this thesis highlights such trade-offs and proposes several implementation
strategies that facilitate the mapping of high-level data processing tasks to FPGAs.

Finite-State Automaton-Based Designs (Chapter 3)
Finite-state automaton-based designs are important for many data processing
tasks, e.g., for parsing, pattern matching, etc. However, implementing such automata by hand can be tedious. Hence, we present a compiler, Icestorm, that compiles regular expression-based pattern matching queries to finite-state automata
that can be loaded onto an FPGA. Besides explaining the details of how such
a compiler can be built, we discuss the trade-offs between using deterministic
and non-deterministic finite-state automata. Furthermore, we show how the finegrained parallelism of FPGAs is effectively exploited to achieve an efficient and
scalable solution.
Reprogramming the FPGA to add and remove queries is a viable option when
query workload changes do not happen very often. In more dynamic scenarios,
however, the overhead of synthesis and reprogramming is too high. Skeleton automata is a technique that allows programming the FPGA once with a query
template. Then only specific parameters need to updated at runtime to change
the queries. This technique avoids the expensive synthesis step (HDL → FPGA),
and yet provides a reasonably expressive and flexible solution.

Parallelizing Database Tasks with Shifter Lists (Chapter 4)
The inherent parallelism of FPGAs can be leveraged by executing many tasks
concurrently on the same data. But for compute-intensive operations a single
operator might require parallelization. What is more, if the degree of available
hardware parallelism exceeds the number of independent operators, the only way to
exploit all parallel resources is to also parallelize individual operators. To this end,
we propose a strategy, termed shifter lists, based on the division and interleaving
of both data and computation and further breaking away from the Von Neumann
model. Within a shifter list, multiple operations can be executed on the same
working set, while all data dependencies are guaranteed to remain intact. We
apply shifter lists to implement several operators, e.g., the skyline operator, which
computes the Pareto-optimal set over a collection of multi-dimensional data points.
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Hybrid (HW/SW) Data Processing Systems

While there are many data processing tasks that are suitable for an implementation
on an FPGA, others are not. Moreover, some tasks may be amenable to a partial
hardware implementation. When building a complete system, the question of how
to exactly integrate the FPGA into such a system needs to be addressed, i.e., what
parts should be developed as dedicated hardware on an FPGA and what parts are
better written as software. In the second part of the dissertation, we showcase
three different data processing systems that are coupled with a software back end
to different degrees.

Complex Event Detection System (Chapter 5)
We first present a complex event detection system that was generated using Icestorm, our regular expression → hardware compiler. This system consists of many
finite-state automaton-based pattern matching circuits, operating in parallel on
an input data stream such that gigabit Ethernet line-rate is sustained. The reconfigurability of FPGAs is exploited to add and remove queries on a regular basis.
This is an instance of a standalone system, where only the alerts (when a pattern
is matched) are reported to the host system.

FPGA-Accelerated XQuery Engine (Chapter 6)
The second system, XLynx , implements XML projection [MS03], a well-known
XML filtering technique, on an FPGA. The core of the filtering engine is implemented using our skeleton automata design pattern mentioned earlier. By performing XML projection in hardware and filtering data in the network, performance
improvements of several factors are reported. The solution remains non-intrusive
to the back-end XML processor, i.e., this is an example of a loosely coupled hybrid
system.

FPGA-Enhanced Intelligent Database Storage Engine (Chapter 7)
The third system, Ibex , is a prototype of an intelligent storage engine for MySQL.
Besides increasing performance, Ibex also reduces energy consumption, as it uses
an FPGA rather than conventional CPUs to implement a query off-load engine.
Ibex is a tightly coupled hybrid engine, with dedicated hardware that evaluates
SQL expressions at line-rate and a software fallback for tasks that the hardware
engine cannot handle.
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Contributions

The exploration of customized hardware on FPGAs for data processing is a broad
topic. FPGAs can be used in many different ways, and the best strategy often depends on the concrete application scenario. FPGAs are flexible enough
to be tailored to many application needs but it is often not obvious how to
do so. Hence, this dissertation systematically analyzes different such scenarios and provides new concepts and solutions, respectively. Various tools (Icestorm [WTA10], Snowfall [TW11], Groundhog [WE12]) that were developed as
part of this thesis and novel design patterns (skeleton automata [TWN12, TWN13],
shifter lists [WTA14, WTA13b]) have been published as conference papers or journal articles and have been presented at top venues for databases, as well as FPGAs.
This thesis makes several contributions towards a better understanding of the
trade-offs for hardware-based data processing and presents techniques to optimize
designs for various application needs. Finite-state automata, for instance, are useful for a wide range of data processing tasks such as parsing, control flow, pattern
matching, etc. The difficulty of building corresponding hardware components can
be significantly reduced by specifying a given task, using a simple but expressive
high-level language such as regular expressions [WTA10, TW11]. Furthermore,
for some applications, supporting fast query updates is more important than expressiveness, a trade-off made by skeleton automata [TWN12, TWN13]. FPGAs
are devices that exhibit massive, fine-grained parallelism but there is still a lot of
room for investigating effective ways to exploit this kind of parallelism. Shifter
lists [WTA14] are a step in this direction, and help in the design of massively parallel and scalable algorithms for a number of classical data processing problems.
Developing a hybrid (HW/SW) data processing platform that allows for endto-end experiments has always been an important goal of this dissertation. However, the level of integration also impacts the engineering overhead required to
get the system up and running. Hence, from the three systems presented in
this thesis (cf. Chapters 5, 6, and 7, respectively), the last and most recent one,
Ibex [WIA14, WTA13a, WIA13], is the most integrated and advanced system.
In Ibex , an FPGA is directly attached to an SSD, allowing operator push down
close to the storage device. Ibex supports stateful operators using on-chip BRAM
and on-board DRAM. Furthermore, a software driver and corresponding hardware
primitives on the FPGA allow tight coupling between the DBMS and the hardware
accelerator. Integrating an FPGA into a DBMS requires profound knowledge of
both the database and the FPGA domain. In the course of exploring customized
hardware for data processing, we have gathered many insights, and much of this
knowledge has been incorporated into Ibex . As a result, the “heavy lifting” of
building a hardware-accelerated DBMS is done, and Ibex sets the stage for further
research in this field.

Part I
Mapping Data Processing Tasks
to FPGAs
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2

Field-programmable Gate Arrays
Field-programmable gate arrays (FPGAs) arose from programmable logic devices
(PLDs), which first appeared in the early 1970s. PLDs could be programmed after manufacturing in the field. However, programmability in these devices was
limited, i.e., programmable logic was hard-wired between logic gates. However,
FPGAs have gone through an extreme evolution in the last three decades. Today, FPGAs provide massive parallelism, low power consumption, and high-speed
I/O capabilities, which makes them interesting devices for data processing with
compute- and data-intensive workloads.
In this chapter, we give an overview of the fundamental building blocks of integrated circuits as well as the core technology behind FPGAs. It is important to
have basic knowledge of how the technology works to later in this thesis understand why we make certain design choices. Readers familiar with FPGA internals
can skip this chapter. To explain the key concepts that make (re)programmable
hardware possible we use a bottom-up approach. That is, we first discuss the
very basic building blocks of FPGAs, and then gradually zoom out and show how
the various components are combined and interconnected. Finally, we also discuss
programming FPGAs and illustrate the typical FPGA design flow. Note that this
chapter focuses explaining FPGA concepts. For characteristics of concrete FPGA
chips that were used in this thesis, please see the Appendix.1
1

Parts of this chapter have been published in [TW13].
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2.1

Chapter 2. Field-programmable Gate Arrays

A Primer in Hardware Design

Before we delve into core FPGA technology, we need to familiarize ourselves with a
few basic concepts of hardware design. In this section, we cover the key components
that make up an integrated circuit.
The majority of electronic circuits, be it a simple counter or a full-fledged microprocessor, are made up of the following three fundamental ingredients: (i) combinational logic elements, (ii) memory elements, (iii) and wiring to interconnect
logic and memory elements. With the help of a few simple examples, in the following, we will show how these three ingredients are typically combined to construct
circuits that implement a given function.

2.1.1

Combinational Logic

At the heart of any circuit there are basic logic gates, which can be combined by
wiring their input and output ports together to form more complex combinational
logic elements. For instance, on the left-hand side of Figure 2.1, a circuit known as
half adder is constructed from an XOR gate and an AND gate. This circuit computes
the addition of two one-bit numbers A and B, and reports the result on the output
port S. If A and B are both set to 1 this produces an overflow, which is captured
by the AND gate and reported as carry bit on output port C. Together with an
additional OR gate, two half adders can be combined to build a so-called full adder.
A full adder has a third input port (carry-in) and accounts for the carry bit from
another full adder, i.e., it adds up three one-bit numbers. This way, a cascade of
full adders can be further combined to construct adders with a wider word width,
e.g., 32-bit adders.
Another example of a fundamental combinational circuit in hardware design is a
multiplexer, illustrated on the right-hand side of Figure 2.1. This 2-to-1 multiplexer
has three input ports: two input signals (in0 , in1 ) and a select line (sel) that
determines which of the two input signals is routed to the output port of the
multiplexer. Again, wider multiplexers can be constructed from these basic 2-to-1
multiplexers. Multiplexers enable the evaluation of conditional expressions, i.e.,
if-then-else expressions of the form out = (sel) ? in1 : in0 , where sel determines
whether in1 or in0 is selected for the output.
Combinational logic is purely driven by the input data, i.e., in the examples in
Figure 2.1, no clock is involved and no explicit synchronization is necessary. Each
logic gate has a fixed propagation delay, i.e., the time it takes before the effect
of driving input signals is observable at the output of a gate. Propagation delays
result from physical effects, such as signal propagation times along a signal wire
or switching speeds of transistors. Combining multiple gates increases the overall
propagation delay, i.e., the propagation delay of a complex combinational circuit
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Figure 2.1: Combining basic logic gates to construct more complex circuits: a half
adder (left) and a two-input multiplexer (right).
comprises the sum of propagation delays of its gates along the longest path within
the circuit, known as the critical path. The critical path determines the maximum
clock speed of sequential circuits, which we will discuss next.

2.1.2

Sequential Logic

In contrast to combinational logic, sequential logic has state (memory). In fact,
sequential logic is combinational logic plus memory. While the output of combinational logic depends solely on its present input, the output of sequential logic
is a function of both its present and its past input, as illustrated in Figure 2.2
(left). Whereas the logic gate is the fundamental building block of combinational
logic, state elements (e.g., flip-flops, latches, etc.) are the basic building blocks of
a sequential circuit.

2.1.3

Asynchronous Sequential Logic

One of the most basic one-bit state elements is a so-called SR (set/reset) latch.
Internally, it can be constructed using two cross-coupled NOR gates, as depicted
in Figure 2.2 (center). If S and R are both logic low (i.e., S = 0, R = 0), the
feedback loops ensure that Q and Q (the complement of Q) remain in a constant
state. S = 1 and R = 0 forces Q = 1 and Q = 0, whereas S = 0 and R = 1
does the opposite. S and R are not allowed to be logic high at the same time (i.e.,
S = 1, R = 1) since this would cause Q = Q = 0.
The SR latch is level-sensitive, meaning that its state changes when the input
signals change their voltage levels (e.g., where five volt corresponds to one state
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Figure 2.2: A sequential circuit with a feedback loop (left), the internals of an S-R
(NOR) latch (center), and symbol of a D flip-flop (right).
and zero volt to the other). Thus, even though a circuit with latches can maintain
state, it is still entirely driven by its inputs, and no form of synchronization exists.
Therefore, this type of circuitry is called asynchronous sequential logic. The speed
of asynchronous sequential logic is essentially only limited by the propagation
delays of the logic gates used. However, asynchronous logic is very difficult to get
right, with, e.g., race conditions to deal with, which is why nearly all sequential
circuits today are synchronous.

2.1.4

Synchronous Sequential Logic

In a synchronous sequential circuit all memory elements are synchronized by means
of a clock signal, which is generated by an electronic oscillator, and distributed to
all memory elements. The clock signal (clk) periodically alternates between two
states, i.e., logic low and logic high, and memory elements are synchronized to
one of the clock edges, i.e., the rising edge (change from 0 to 1) or the falling edge
(change from 1 to 0).
A more sophisticated memory element than the SR latch is required to be able
to synchronize to the edge of a clock, e.g., a so-called D flip-flop. The symbol
that represents a D flip-flop is illustrated on the right-hand side of Figure 2.2.
The D flip-flop only stores the input value from the D port at the specified clock
edge (rising or falling). After that the outputs (Q and Q) remain unchanged for
an entire clock period (cycle). Internally, the edge-sensitivity of D flip-flops is
implemented using two latches in combination with additional logic gates. Most
D flip-flops allow the D and clk port to be bypassed, forcing the flip-flop to set or
reset state, via separate S/R ports.
The main reason for the ubiquitous use of synchronous sequential logic is its
simplicity. The clock frequency determines the length of a clock period and all
combinational logic elements are required to finish their computation within that
period. If these conditions are met the behaviour of the circuit is predictable and
reliable. On the flip side, maximum clock frequency is determined by the critical
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Figure 2.3: AND gate (left) and OR gate (right), each represented by a two-input
LUT.
path in a circuit, i.e., by the longest combinational path between any two flipflops. As a consequence, the potential performance of other faster combinational
elements cannot be maxed out.

2.2

The Key to Reconfigurable Hardware

In an ASIC, combinational logic is built from wiring a number of physical basic
logic gates together. In FPGAs, these logic gates are “simulated” using multiple
instances of a generic element called a look-up table—or simply LUT. As we will
see, LUTs can be (re)programmed after manufacturing, which makes them mainly
responsible for the (re)programmability property of FPGAs.

2.2.1

LUT Representation of a Boolean Function

An n-input LUT can be used to implement an arbitrary Boolean-valued function
with up to n Boolean arguments. Examples of a two-input AND gate and a twoinput OR gate, each implemented by a two-input LUT, are given in Figure 2.3.

2.2.2

Internal Architecture of a LUT

An n-input LUT requires 2n bits of SRAM to store the lookup table, and a 2n : 1
multiplexer to read out a given configuration bit—e.g., implemented as a tree of
2 : 1 multiplexers [alt06]. 4-input LUTs used to be the standard, but today 6-input
LUTs are more common. For readability, an example of a 4-input LUT is given in
Figure 2.4.
As illustrated in the figure, the Boolean values at the inputs in0 to in3 determine which SRAM bit is forwarded to the output (out) of the LUT. The LUT in
the illustration can be used to implement any 4-input Boolean expression. However, in practice, LUTs are even more sophisticated, e.g., the 4-input LUT above
could also be used to implement two 3-input LUTs. Hence, typical LUTs today
have not only one output port but several to support such configurations.
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Figure 2.4: Internal structure of a 4-input LUT: circuitry for reading (left) and
writing (right).

2.2.3

LUT (Re)programming

Since the configuration of a LUT, i.e., what Boolean function the LUT implements,
is stored in SRAM, programming a LUT boils down to updating the SRAM cells of
a given LUT. Internally, these SRAM cells are organized as shift registers (one-bit
wide and 2n -bits deep), as depicted on the right of Figure 2.4. Thus, the bits of
the configuration bitstream are shifted bit-by-bit into the LUTs when an FPGA
is programmed. Thus, a LUT can be read (asynchronously) in less than a cycle
but writing to a LUT requires 2n cycles. This reflects one of the typical trade-offs
in hardware design—here, write performance is traded for a simpler design and,
as a result, reduced chip space consumption.

2.2.4

Alternative Usage of LUTs

So far, we have described how LUTs can be used to simulate gates, i.e., as combinational logic. However, since a key component of a LUT is SRAM, LUTs can
also be used as memory elements of a circuit implemented on an FPGA.
When an FPGA is programmed, some LUTs can be configured to be used as
so-called distributed RAM, i.e., a LUT can be configured as a small n × 1 LUT
RAM. Multiple LUT RAMs can then be combined with others for deeper and/or
wider memories. Distributed RAM is a good choice for relatively small embedded
RAM blocks within a circuit, e.g., to implement small FIFOs.
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LUTs can also be configured to implement yet another fundamental memory
element, namely as shift registers. As illustrated in Figure 2.4 (right), the shift
register functionality is already present in the LUT as part of the write logic. Shift
registers are useful, for example, to build delay lines to compensate for certain
latencies of other circuit components.

2.3

FPGA Architecture

After discussing the key ideas behind look-up tables (LUTs) in the previous section,
we now focus on how these LUTs are embedded into coarser architectural units
and distributed across the FPGA fabric.

2.3.1

Elementary Logic Units (Slices/ALMs)

A fixed number of LUTs are grouped and embedded into a programmable logic
component, which we will call elementary logic unit (Xilinx refers to these units
as slices, whereas Altera calls them adaptive logic modules (ALMs))2 . The exact
architecture of elementary logic units varies among different vendors and even
between different generations of FPGAs from the same vendor. Nevertheless, we
can identify four main structural elements of an elementary logic unit: (i) a number
of LUTs (typically between two and eight), (ii) a proportional number of one-bit
registers, (iii) arithmetic/carry logic, (iv) and several multiplexers.
An example elementary logic unit is illustrated on the left of Figure 2.5. For
presentation purposes, this elementary logic unit has only two 4-input LUTs with
two corresponding flip-flop registers. This architecture can be considered classic
(i.e., slices of Xilinx Virtex-4 and earlier FPGAs are based on this architecture)
but modern FPGAs typically have more LUTs per elementary logic unit.
Each LUT is paired with a flip-flop, i.e., a one-bit memory element to store the
result of a table look-up. This facilitates pipelined circuit designs, where signals
may propagate through large parts of the FPGA chip while a high clock frequency
is maintained. Next to LUT-based memories these flip-flops are the second type
of memory elements present in FPGAs. Whether a flip-flop is used or by-passed is
determined by a multiplexer. The multiplexers in the elementary logic units can
be driven by additional SRAM that is also set when an FPGA is programmed.
Finally, FPGAs have fast dedicated wires between neighboring LUTs and their
corresponding circuitry. The most common type of such communication channels
are carry chains. Carry chains allow combining multiple LUTs to implement arithmetic functions such as adders and multipliers. In Figure 2.5 (left), the dashed
2

Xilinx (http://www.xilinx.com) and Altera (http://www.altera.com) are the two biggest
FPGA vendors.
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Figure 2.5: Functionality within an elementary logic unit (left) and a full adder
constructed by combining a LUT with elements of the carry logic (right).
path represents a carry chain (though somewhat simplified, e.g., wires to the flipflop or output multiplexer have been omitted).
Typically, the vertical wires of the carry chain pass through dedicated carry
logic that helps in the construction of particular arithmetic functions. For example,
on the right-hand side of Figure 2.5, a full adder (one-bit adder) is constructed
using an XOR gate (implemented by the LUT) together with another XOR gate,
as well as a 2-to-1 multiplexer of the carry logic. Via the vertical carry wires a
cascade of such full adders can be used to create wider adders.

2.4

Routing Architecture

Direct wires to neighboring elementary logic units (e.g., carry chains) allow combining multiple units to build more sophisticated circuits such as adders and multipliers. Modern FPGAs provide enough configurable resources to host an entire
system on chip (SoC). But to build such a complex system a more flexible communication mechanism is required to connect different sub-circuits spread out over
the FPGA fabric. This communication mechanism is known as the interconnect.

2.4.1

Logic Islands

A small number of elementary logic units (cf. Section 2.3.1) are grouped together
into a coarser grained unit that we refer to as logic island (corresponding to con-
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Figure 2.6: Internals of a logic island (left) and two-dimensional arrangement of
logic islands (LIxy s) on an FPGA (right), surrounded by I/O blocks (IOBs).
figurable logic blocks (CLBs) or logic array blocks (LABs) in the terminology of
Xilinx and Altera, respectively). An example, resembling the CLBs of Virtex-5
and Virtex-6 FPGAs, is given in Figure 2.6, on the left-hand side.
In this example, a logic island consists of two elementary logic units. Each elementary logic unit has a separate set of wires (e.g., for carry-chains, etc.) running
vertically through the chip and connecting elementary logic units of adjacent logic
islands. For more general communication among logic islands the elementary logic
units of every logic island are connected to the interconnect via switch matrix,
which we will discuss in just a moment.
On the right-hand side of Figure 2.6, we show how the logic islands are arranged
as a two-dimensional array on the FPGA. The flexible interconnect between the
logic islands allows for arbitrary communication patterns, say, LI00 could be talking to LI21 , which is three hops (wiring segments) away. The interconnect also
makes it possible for logic islands to directly communicate with special I/O blocks
(IOBs) located at the periphery of the FPGA (see Section 2.5).

2.4.2

Interconnect

The interconnect is a configurable routing architecture that allows communication
between arbitrary logic islands. It consists of communication channels (bundles of
wires) that run horizontally and vertically across the chip, forming a grid containing a logic island in every grid cell.
As illustrated in Figure 2.7, at the intersection points of the routing channels
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Figure 2.7: Routing architecture with switch matrix, programmable links at intersection points, and programmable switches.3
there are programmable links that determine how the wires are connected, allowing
to connect the outputs and the inputs of arbitrary logic islands or I/O blocks.
Each wire can be connected to any of the other three wires that come together at the intersection point, i.e., all those physical connections exist but programmable switches determine which connections are active. In the example, in
Figure 2.7, a vertical connection was programmed by setting the SRAM cell of the
corresponding switch appropriately. Hence, wires can be programmed to take left
or right turns or continue straight.

2.4.3

Interconnect Bottleneck

Interconnecting the many parts of a complex circuit is a difficult problem. To
operate a circuit at a high clock frequency the signal paths between these parts
need to be kept short. Hence place and route is one of the most time-consuming
steps in the FPGA design flow (cf. Section 2.7).
What is more, as FPGA circuits get larger, the more they suffer from what is
3

This figure is an adaption from the Wikipedia illustration http://en.wikipedia.org/wiki/
File:Switch_box.svg, which is released under the GFDL license (http://en.wikipedia.org/
wiki/GNU_Free_Documentation_License).
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known as the interconnect bottleneck [AFG+ 05], which refers to a circuit’s performance being limited by the connections between internal components rather than
the speed of the components. Hence, when designing circuits care must be taken
to avoid this bottleneck as much as possible.

2.5

High-Speed I/O

As mentioned in the previous section, the two-dimensional array of logic islands
is surrounded by a large amount of I/O blocks (IOBs). These IOBs sit at the
periphery of the FPGA and are also connected to the programmable interconnect,
allowing the logic islands to communicate with the outside world (cf. Figure 2.6).
Also the IOBs can be programmed to serve different needs and allow the FPGA
to communicate with a multitude of other devices. Typically, many I/O standards
are supported, with the two main classes of I/O standards being single-ended (used,
e.g., in PCI) and for higher performance differential (used, e.g., in PCI Express,
SATA, 10G Ethernet, etc.). Typically, the IOBs also contain certain auxiliary
hardware such as serial-to-parallel converters or 8b/10b encoders/decoders that
are used in a number of communication protocols. In a nutshell, the IOBs can
be programmed to implement the physical layer of many common communication
schemes.
High-speed (multi-gigabit) I/O is implemented using extremely fast serial transceivers4 at the heart of the IOBs. The fastest transceivers, at the time of writing
this thesis, are the GTH/GTZ type transceivers of the Virtex-7 HT FPGAs from
Xilinx, providing 28 Gb/s serial bandwidth each—by comparison, SATA Gen 3 requires 6 Gb/s serial bandwidth. The Virtex-7 HT FPGA ships with sixteen 28 Gb/s
and seventy-two 13 Gb/s transceivers. Thus, aggregate bandwidth of more than a
terabit per second can be achieved with these FPGAs.

2.6

Auxiliary On-Chip Components

The logic resources of FPGAs discussed so far are in principle sufficient to implement a wide range of circuits. However, to address high-performance and usability
needs of some applications, FPGA vendors additionally intersperse FPGAs with
special silicon components (cf. Figure 2.8) such as dedicated RAM blocks (BRAM),
multipliers and adders (DSP units), and in some cases even full-fledged CPU cores.
Hence, [HGV+ 08] observed that the model for FPGAs has evolved from a “bag of
gates” to a “bag of computer parts.”
4

A transceiver is an electronic device consisting of both a transmitter and a receiver.
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Figure 2.8: FPGA layout with interspersed BRAM blocks and DSP units (left),
and the (slightly simplified) interface of a dual-ported BRAM block (right).

2.6.1

Block RAM (BRAM)

On the left-hand side of Figure 2.8, a common layout of the different components
within an FPGA is illustrated. Between the columns of logic islands there are
columns of dedicated RAM blocks typically referred to as Block RAM (BRAM).
A single BRAM block can hold a few kilobytes of data (e.g., 4 KiB), and usually an
FPGA holds a few hundred BRAMs, which can all be accessed in parallel. BRAM
access is very fast, i.e., a word can be read or written in a single clock cycle at a
clock speed of several hundred megahertz.
Compared to distributed RAM, discussed in Section 2.2.4, BRAMs provide
significantly higher density but can only be instantiated at a coarser grain, making
them the ideal choice to store larger working set data on-chip. As with distributed
RAM, multiple BRAMs can be combined to form larger memories.
On Virtex FPGAs, BRAMs are dual-ported, as depicted on the right-hand
side of Figure 2.8. This means that the BRAM can be accessed concurrently
by two different circuits. The word width for each port is configurable, i.e., one
circuit might choose to access BRAM at a byte granularity, while another addresses
BRAM in four-byte chunks. Each port is driven by a separate clock, i.e., the two
circuits accessing the BRAM may run at different speeds. Furthermore, a dualported BRAM can be configured to behave as two single-ported BRAMs (each
one-half the original size) or even as FIFO-queues.
BRAMs can be used for clock domain crossing and bus width conversion in an
elegant way. For instance, an Ethernet circuit clocked at 125 MHz could directly
write data of received packets into a BRAM, configured as a FIFO buffer, one byte
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at a time. On the other side, a consuming circuit with a different clock speed, say
200 MHz, could choose to read from that same buffer at a 4-byte granularity.

2.6.2

Digital Signal Processing (DSP) Units

FPGAs are attractive for digital signal processing (e.g., digital filtering, Fourier
analysis, etc.), which heavily relies on mathematical operations. However, while
adders and multipliers can be built from the LUTs and flip-flops provided in an
FPGA, they can by no means compete—in terms of performance, space, and
power consumption—with corresponding circuits in pure silicon. Therefore, FPGA
manufacturers also embed dedicated hardware multipliers and adders (between less
than a hundred to a few thousand) in their FPGAs.
As with most other components in FPGAs, the DSP units can also be customized and combined with adjacent DSP units. For example, a Xilinx DSP48E
slice has three input ports (which are 25 bits, 18 bits, 48 bits wide) and provides
a 25 × 18-bit multiplier in combination with a pipelined second stage that can be
programmed as 48-bit subtractor or adder with optional accumulation feedback.
Hence, these DSP units can be used in a variety of modes, and perform operations
such as multiply, multiply-and-accumulate, multiply-and-add/subtract, three input addition, wide bus multiplexing, barrel shifting, etc., on wide inputs in only
one or two clock cycles. In the database context, fast multipliers are very useful,
e.g., to implement efficient hash functions.

2.6.3

Soft and Hard IP Cores

FPGAs are a great tool to create custom hardware but development effort is
still significantly higher than for writing software. Certain functionality is fairly
standardized and used in many FPGA designs over and over again. Thus, socalled intellectual property (IP) cores can be instantiated in FPGA designs. In
essence, an IP core is a reusable unit of logic—free or commercial—ranging from
circuits for simple arithmetic operations to entire microprocessors. A soft IP
core implements the corresponding functionality using standard programmable
resources provided by the FPGA, while a hard IP core refers to a dedicated silicon
component embedded in the FPGA fabric.
BRAMs and DSP units are the simplest form of embedded silicon components
on FPGAs. Often FPGA vendors also add more complex hard-wired circuitry to
their FPGAs to support common functionality at high performance with minimal chip space consumption. A typical example is the medium access controller
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(MAC) core found on many FPGAs, connected to an Ethernet PHY device5 on
the corresponding FPGA card, providing high-level access to Ethernet frames.
Some FPGAs even incorporate full-fledged hard CPU cores. Several older
generations of Xilinx’s Virtex FPGAs shipped with embedded PowerPC cores, e.g.,
the Virtex-5 FX130T integrates two PowerPC 440 cores (800 MHz). FPGAs of the
newer Xilinx Zynq series include an ARM Cortex-A9 dual-core (1 GHz). Also
Altera produces FPGAs with embedded ARM cores, and Intel in collaboration
with Altera designed an embedded processor (Stellarton) that combines an Atom
core with an FPGA in the same package.6

2.7

FPGA Programming

Having discussed the key ingredients of FPGAs, we now take a closer look at how
FPGAs are programmed. From a high-level perspective, the FPGA design flow
is very similar to generating hard-wired circuits. It is the tools provided by the
FPGA vendors that do all the magic of mapping a generic circuit specification
onto FPGA hardware.

2.7.1

FPGA Design Flow

To illustrate a typical FPGA design flow, we will examine the tools of the Xilinx
tool chain, as well as their intermediate circuit representations. The most important steps and tools of the design flow to produce an FPGA-circuit are depicted
in Figure 2.9.
Synthesis
The entry point to programming FPGAs is the same as for producing hard-wired
circuits, i.e., typically by using a hardware description language (HDL) such as
VHDL or Verilog. The Xilinx synthesizer (XST) turns an HDL specification into
a collection of gate-level netlists (native generic circuit (NGC) format), mapped
to a technology library (UNISIM) provided by Xilinx. However, at this level also
third-party synthesizers (e.g., Synplicity) may be used, which typically store the
netlist using an industry-standard EDIF7 format.
5

The PHY connects Ethernet circuitry to a physical medium such as optical fiber or copper
cable.
6
Please note that here the Atom processor and the FPGA communicate via PCI Express, i.e.,
this is more of a system-in-package than a true system on chip (SoC).
7
EDIF stands for electronic design interchange format.
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Figure 2.9: FPGA design flow: Xilinx tool chain and intermediate circuit specification formats.
Translate
The tool ngdbuild combines and translates all input netlists and constraints into
a single netlist saved as native generic database (NGD) file. The FPGA designer
specifies constraints in a so-called user constraint file (UCF). Constraints are used
to assign special physical elements of the FPGA (e.g., I/O pins, clocks, etc.) to
ports of modules in the design, as well as to specify timing requirements of the
design. Whereas the NGC netlist is based on the UNISIM library for behavioral
simulation, the NGD netlist is based on the SIMPRIM library, which also allows
timing simulation.
Map
The map tool maps the SIMPRIM primitives in an NGD netlist to specific device
resources such as logic islands, I/O blocks, BRAM blocks, etc. The map tool then
generates a native circuit description (NCD) file that describes the circuit, now
mapped to physical FPGA components.
Place and Route
Placement and routing is performed by the par tool. The physical elements specified in the NCD file are placed at precise locations on the FPGA chip and interconnected. While doing so, par takes timing constraints specified in the user
constraint file (UCF) into account. Oftentimes, place and route (based on simulated annealing algorithms) is the most time consuming step in the design flow,
and multiple iterations may be necessary to comply with all timing constraints.
The par tool takes the mapped NCD file and generates a routed NCD file, which
also contains the routing information.
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Bitstream Generation and Device Programming
Now the routed design needs to be loaded onto the FPGA. However, the design
must first be converted into an FPGA-readable format. This is handled by the
bitgen tool, which encodes the design into a binary, known as bitstream. The
bitstream can then be loaded onto the FPGA, e.g., via JTAG cable and using the
iMPACT tool.
The bitstream controls a finite state machine inside the FPGA, which extracts
configuration data from the bitstream and block-wise loads it into the FPGA chip.
Xilinx calls these blocks frames. Each frame is stored in a designated location in
the configuration SRAM that directly relates to a physical site on the FPGA
and configures the various configurable elements on that site, e.g., multiplexers,
inverters, different types of LUTs, and other configuration parameters. Once the
configuration memory is completely written, the FPGA is programmed and ready
for operation.

2.8

Advanced Technology and Future Trends

After having discussed established core FPGA technology, in this section, we look
into what is currently happening at the forefront of FPGA research and innovation. We selected a few topics ranging from FPGA manufacturing and FPGA
architecture to how FPGAs could be programmed in the future.

2.8.1

Die Stacking

FPGAs have a long history of being at the leading edge of semiconductor technology innovation. As such, Xilinx produced one of the first devices that introduced
so-called die stacking—the Virtex-7 2000T FPGA. Die stacking (also referred to
as 3D ICs) is a technique to assemble and combine multiple dies within the same
package. The difference to assembling multiple chips on a printed circuit board
(PCB) is that the dies can be assembled at the same density as a monolithic
solution, leading to better performance and less power consumption.
The problem with large monolithic FPGAs is that at the early stages of a
new manufacturing process (shrinking transistors), there are many defective dies.
In fact, die yield dramatically decreases as a function of die size. Therefore very
large monolithic FPGAs are typically only manufactured once the process matures.
Thus, one benefit of die stacking is that large FPGAs can be produced early on.
The Virtex-7 2000T that was released in 2011 consisted of 6.8 billion transistors,
making it the largest FPGA ever.
Figure 2.10 illustrates Xilinx’s stacked silicon interconnect (SSI) technology
used for the Virtex-7 2000T. Four FPGA dies, fabricated using a 28 nm manufac-
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Figure 2.10: Xilinx’s stacked silicon interconnect (SSI) technology.
turing process, are soldered side by side on top of the so-called silicon interposer.8
The interposer is a passive silicon chip that connects adjacent FPGA dies via
tens of thousands of connections, allowing for very high bandwidth, low latency,
and low power consumption. Note that side by side stacking avoids a number of
thermal issues that could result from stacking multiple FPGA dies on top of each
other.

2.8.2

Heterogeneous Die-Stacked FPGAs

The Virtex-7 2000T, discussed in the previous section, can be thought of as homogeneous since the four dies are all identical FPGA dies. In 2012, Xilinx took
its die stacking technology one step further and introduced the Virtex-7 H580T,
which assembles heterogeneous dies in the same package. In particular, the Virtex7 H580T combines two FPGA dies with one transceiver die, that hosts multiple
28 Gb/s transceivers. Thus, the analog portions of the transceivers are physically
separated from the digital portions of the FPGA, isolating the transceivers from
noise and ensuring very high signal integrity.
At the broader scale, heterogeneous die stacking is about integrating different
process technologies into the same package. Logic, analog, and memory (DRAM)
chips have very different optimization constraints, and are thus produced independently. Integrating these technologies on the same die would be feasible but not
economical. Notice that integrating, for example, a CPU core into an FPGA die
is not as problematic because CPUs and FPGAs are both logic and use the same
process technology. Fortunately, heterogeneous die stacking allows integrating dies
produced using different process technologies into the same package in an economically sensible way. In the future, die stacking might bring several new interesting
FPGAs, as for example, FPGAs with integrated DRAM memory.
8

Xilinx refers to SSI as being a 2.5D technology. What is meant is that active silicon (FPGA
dies) are mounted on passive silicon (the interposer). By contrast, 3D die stacking refers to
active-on-active stacking, e.g., multiple FPGAs on top of each other, which might be supported
in future devices.
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Time-Multiplexed FPGAs

Tabula is a semiconductor start-up that introduced a fundamentally new FPGA
architecture with their ABAX product family, in 2010. Existing FPGA architectures suffer from the fact that an increasing amount of die area is used for the
interconnect rather than logic elements, as process technology shrinks. In other
words, there would be enough space on the silicon for more logic elements, but
interconnecting them is the problem.
To avoid this underutilization of chip space, Tabula replicates FPGA resources
(e.g., LUTs, flip-flops, multiplexers, and interconnect) eight times and then switches
between those independent sets of resources—so-called “folds”—at a very high frequency (1.6 GHz). In a sense, eight smaller FPGAs execute in a time-multiplexed
manner, and simulate a larger FPGA, where each individual fold runs with a clock
period of 625 picoseconds, resulting in an overall clock period of 5 nanoseconds.
Tabula refers to this concept as “3-dimensional chips” of eight folds, where
logic elements not only connect to adjacent logic elements in the two-dimensional
space, as in traditional FPGA architectures, but also to logic cells in the “above”
fold. This is made possible using “transparent latches” in the interconnect, which
are controlled by time-multiplexing circuitry, and allow communication between
different folds.
The ABAX chip can be programmed exactly the same way as one would program a commodity FPGA, i.e., the high-speed reconfiguration and time-multiplexing is completely hidden from the programmer. The key advantage of this
technology is that it can provide the same amount of logic resources as large commodity FPGAs, however, at a significantly lower price, i.e., in the range of 100-200
USD. Hence, the technology is very promising. As a result, Tabula was ranked
third on the Wall Street’s Journal’s annual “Next Big Thing” list in 2012 [BM12].

2.8.4

High-level Synthesis

As FPGA technology is developing at a rapid pace, producing chips with an
ever increasing number of programmable resources, the evolution of programming
paradigms for FPGAs has been lagging far behind, i.e., the de facto standard for
many years has been to write low-level code, using hardware description languages
such as VHDL or Verilog. Programming at this level of abstraction is difficult and
error-prone, leading to long design cycles and a steep learning curve for developers
coming from the software world, which is hindering the wide-spread adoption of
FPGA technology.
To make FPGAs accessible to a wider range of developers and to lower time
to market, there have been significant research efforts to enable the translation of
higher-level languages into hardware circuits—so-called high-level synthesis (HLS)
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or electronic system level (ESL) synthesis. Xilinx’s new design suite Vivado, for
example, supports synthesizing C-based algorithmic circuit specifications. The
actual HLS tool is based on Autopilot from AutoESL, a high-level synthesis vendor
that Xilinx purchased in 2011.
By contrast, Altera is pushing for high-level synthesis based on OpenCL, which
is a framework for writing parallel programs that execute across a number of
different platforms such as multi-core CPUs and GPUs. OpenCL is well known
for general-purpose GPU (GPGPU) programming, where serial routines on the
CPU control a heavy parallel workload that is executed on the GPU. In OpenCL
so-called kernels that execute on OpenCL devices, e.g., a GPU, are specified using
the C-based OpenCL language. Whereas a GPU executes such kernels on fixed
compute cores, in an FPGA, the compute cores are highly customizable, and
it is expected that often similar performance to that of GPUs can be achieved,
however, with significantly lower energy consumption. While a HLS compiler
makes it easier to specify hardware circuits, testing the generated circuits is still
cumbersome. Since OpenCL is not just a language and a compiler but also includes
an execution framework, it has the potential to eventually also make testing and
debugging more productive.
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3

Finite-State Automaton-Based Designs
VHDL and Verilog are hardware description languages (HDLs) that allow describing integrated circuits in detail. Compared to writing software, developing and
testing hardware circuits using these languages is tedious and time-consuming.
Thus, higher levels of abstraction are necessary. This chapter discusses tools
and abstractions for finite-state automaton-based designs, which are important
for many data processing applications.
We first present Icestorm, a compiler that translates regular expressions into
finite-state automata circuits. We then explain the trade-offs between deterministic finite-state automata (DFA) and non-deterministic (NFA) ones, and show
how the fine-grained parallelism of FPGAs can be exploited to generate efficient
automata instances. Icestorm implements state of the art techniques to generate
efficient pattern matching circuits for regular expressions of arbitrary complexity.
The compiler-based approach works well for applications that allow off-line
circuit updates. However, for applications with dynamic query workloads the
overhead of synthesis and FPGA reprogramming is too high (minutes or even
hours). With skeleton automata, we propose a design principle that trades off
query expressiveness for fast query updates. Skeleton automata provide a generic
implementation for a class of NFAs that can be parameterized at runtime to particular automata instances in a matter of microseconds. The degree of expressiveness
can be tailored to the needs of the application, e.g., to match XPath expressions,
an important part of the XML projection engine described in Chapter 6.1
1

Parts of this chapter have been published in [WTA10, TWN12, TWN13].
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Icestorm Compiler

Pattern matching based on regular expressions is an important data processing
task that can be elegantly implemented using finite-state automata. A regular
expression can be implemented as deterministic finite-state automaton (DFA) or as
non-deterministic finite-state automaton (NFA). In software, DFAs are typically
used because they are usually more efficient, yet they suffer from state explosion
(cf. Section 3.1.1), which can lead to excessive resource consumption in hardware.
NFAs on the other hand can be made much smaller, consuming less resources, and
yet be executed equally fast on FPGAs due to their inherent parallelism.
On an FPGA many pattern matching circuits can be executed in parallel on the
same input data. This is useful for high-volume data processing systems such as
network intrusion detection systems2 , publish-subscribe (pub/sub) systems, etc.
Thus, to support many regular expressions, it is crucial to make these circuits
as small as possible. However, this is tedious to do by hand. Hence, Icestorm
is a useful tool that automates this task, by taking a set of regular expressions
as input and generating the corresponding pattern matching circuits as VDHL
specifications.

3.1.1

Background

Before we discuss the details of the Icestorm compiler we need to cover some
background information about the relationship between regular expressions and
finite-state automata. This knowledge will also be useful to better understand
skeleton automata, discussed Section 3.2.

Regular Languages and Regular Expressions
A regular language is a set of finite sequences of symbols from a finite alphabet.
For
P example the regular language L = {a, ab, abb, abbb, ...} over the alphabet
= {a,b} contains all strings starting with an ‘a’ followed by zero or more ‘b’s. A
regular expression is a declarative way of expressing the strings contained in such
a language, e.g., the language L above can be described by the regular expression
ab∗. In this chapter, we can think of the symbols in regular expressions as ASCII
characters. However, later, in Chapter 5, we will show how such regular expressions
can be generalized to handle any kind of symbols such as events in a complex event
detection system. All operators of regular expressions can be reduced to three basic
2

SNORT: http://snort.org, BRO: http://www.bro.org
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Symbol
r1 r2
r1 | r2
r∗
r+
r?
r{n}
.

Name
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Description

concatenation
regular expression r1 followed by r2
union
either regular expression r1 and/or r2
Kleene closure
zero or more repetitions of r
Kleene plus
one or more repetitions of r
optional
zero or one instance of r
constraint repetition n repetitions of r
wildcard
one instance of any symbol
Table 3.1: Regular expression operators supported by Icestorm.

operations on languages: concatenation 3 , union (|), and Kleene closure (∗). Any
other regular expression operator can always be reduced to a combination of these
three basic operators. For instance, the regular expression a+ is equivalent to aa∗.
Therefore, we will focus especially on these three fundamental operators in the
following. The regular expression operators supported by Icestorm are listed in
Table 3.1.

Finite-State Automata: DFAs and NFAs
In software, pattern matching with regular expressions is a well-studied problem [HMU00]. Two important types of finite-state automata are typically distinguished: deterministic finite automata (DFA) and non-deterministic finite automata (NFA). While both types provide equal expressiveness, DFAs differ substantially from NFAs in the way they process data. An essential property of DFAs
is that at any given point in time only one state is active, i.e., for each input symbol a single state needs to be processed. In contrast, an NFA can have multiple
active states at the same time that all need to be processed when the next input
symbol is read. Therefore, in software, DFAs tend to run much faster than NFAs
which makes DFAs the method of choice in CPU-based systems. By contrast,
since processing many active NFA states is not a bottleneck on a massively parallel platform such as an FPGA, the claim that DFAs are more efficient to execute
than NFAs does not hold.
3

Concatenation does not have an explicit operator, concatenation is implicitly assumed, e.g., r1 r2
means regular expression r1 followed by r2 . In some figures, we use · to denote concatenation
explicitly.
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Figure 3.1: DFA corresponding to the regular expression (0|1)∗1(0|1){2}
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Figure 3.2: NFA corresponding to the regular expression (0|1)∗1(0|1){2}
State Explosion in DFAs
To compile a regular expression into a DFA, the expression is usually mapped
to an NFA first because NFAs are easier to construct, e.g., using Thompson’s
Algorithm [Tho68] or the McNaughton-Yamada construction [MY60]. Then the
NFA is converted into an equivalent DFA with the powerset construction [HMU00].
This eliminates non-determinism by inserting new DFA states that incorporate all
active NFA states at any one time. As a result DFAs are usually larger than NFAs
which can be seen, for example, in the
(0|1)* 1 (0|1)i

(R1 )

where (0|1)i denotes an i-fold repetition of subexpression (0|1). Whereas a nondeterministic automaton for this expression can be built with 1 + (i + 1) states,
a corresponding DFA requires at least 1 + (2i+1 − 1) states. Examples for both
automata with i = 2 are given in Figure 3.1 (DFA) and Figure 3.2 (NFA).
In general, a DFA may require up to 2n states compared to an equivalent
NFA with only n states [HMU00]. The consequences of this phenomenon, known
as state explosion, can be exceptionally severe for implementations in hardware
where resources are more scarce [WTA10].

3.1. Icestorm Compiler

37

.
a

.
{2}

b

.

a
b

b

Figure 3.3: AST for regular expression ab{2} (left) and unrolled version (right).

3.1.2

Abstract Syntax Tree

As most compilers, also Icestorm first parses and converts a given regular expression into an abstract syntax tree (AST) for further processing. On the left-hand
side of Figure 3.3 the AST for the regular expression ab{2} is displayed. The
AST is more convenient representation for the compiler to work with than the raw
regular expression. Applying the Visitor design pattern [GHJV95] we can traverse
the tree and perform arbitrary operations on it. We use a visitor to simplify the
AST such that it only consists of basic regular expression operators. Recall that
any regular expression operator can be reduced to a combination of the three basic
operators: concatenation (·), union (|), and Kleene closure (∗). As an example,
the AST in Figure 3.3 on the left contains a constraint repetition (b{2}), which
can be unrolled, as in the AST depicted on the right of Figure 3.3.

3.1.3

Modular NFA Generation

NFAs do not suffer from state explosion and when implemented on an FPGA, unlike in software, all concurrently active states can be processed in parallel. In fact,
the inherent parallelism of FPGAs is one of their main advantages over commodity
systems running on a sequential processor which we want to exploit. Thus, in this
section we show how a VHDL representation of an NFA circuit can be generated
directly from the AST. NFAs have the advantage that they can be constructed
in a modular way, i.e., by essentially connecting generic building blocks appropriately. To do so, we use state of the art construction techniques similar to those
used in much of the related work, e.g., in [YJP08, Egu09, SP01] and give detailed
explanations of how a compiler can automatically implement these techniques.
Basic NFA Building Block
To construct an NFA, for every leaf of the AST, we first instantiate a basic building
block, illustrated slightly simplified in Figure 3.4, that represents a single state of
the NFA. This building block is customizable and can be connected to other build-
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activation
output
symbol
Figure 3.4: Internals of a basic building block (simplified).
ing blocks. In a second phase, the instantiated building blocks will be connected
according to the inner nodes of the AST, as we will discuss in Section 3.1.4.
In Listing 3.1, the VHDL entity declaration of the generic building block is
given. Through the activation port the building block can be activated, meaning
that this building block can consume the current input symbol. Notice that the
width of the activation port can be configured by the parameter widthA. This
is because a building block can be activated by multiple other building blocks, as
is the case for the union and Kleene closure operators.
Here we assume that symbols are decoded outside the pattern matching circuits, as discussed in more detail in Chapter 5. What this means is that for each
symbol in the alphabet there is a dedicated wire, which can than be connected to
the symbol port of the building block. A building block is configured to consume a
specific symbol by connecting the building block to the appropriate wire from the
external decoder. Additionally, we need a data_valid signal that indicates that a
symbol was indeed decoded since in our scenario a new symbol will not necessarily
be decoded in every clock cycle. In Figure 3.5, the bar below the building block
represents the external symbol decoder responsible for generating the data_valid
and symbol signals.
LISTING 3.1: Basic building block for constructing an NFA
1
2
3
4
5
6
7
8
9
10
11
12

entity state is
generic (
widthA : positive ;
widthS : positive );
port (
clock
: in std_logic ;
reset
: in std_logic ;
activation : in std_logic_vector ( widthA -1 downto 0);
data_valid : in std_logic ;
symbol
: in std_logic ;
output
: out std_logic );
end state ;

For a regular expression consisting of a single symbol, say ‘a’, a building block
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Figure 3.5: Concatenation: ab
is configured as follows. The activation signal is permanently set to 1 (logic high)
because we have only one building block, i.e., any symbol ‘a’ matches the regular
expression independently of other previous matches. Whenever the building block
consumes a matching symbol, its output signal is set to 1. The match is stored in
a flip-flop for one clock cycle. Implementing the wildcard operator that matches
any symbol can be accomplished by configuring a single building block as follows.
The compiler sets the signal at the symbol port permanently to 1. The effect is
that when the building block is activated the matching condition now depends
solely on the data_valid signal, i.e., any decoded symbol matches.
Regular Expression Operators
Next we discuss how the three fundamental regular expression operators (concatenation, union, and Kleene closure) can be implemented by connecting basic
building block accordingly.
Concatenation Operator. Matching the concatenation (sequence) of two symbols is illustrated in Figure 3.5. To implement ab, two building blocks are connected sequentially. When the first symbol (‘a’) in the concatenation is matched
by the building block on the left-hand side, that building block’s output signal is
set to 1. This activates the building block on the right-hand side such that it can
match a potential ‘b’ during the next clock cycle.
Union Operator. The circuit implementing the regular expression x(a|b)y is
illustrated in Figure 3.6. Both building blocks in the union (matching ‘a’ and ‘b’,
respectively) are activated by the preceding building block for symbol ‘x’. Notice
how non-determinism is handled in parallel here. The output signal from the
first building block is split and routed to the activation ports of both building
blocks inside the union concurrently. When a building block follows a union, as
the building block for symbol ‘y’, then all of the building blocks inside the union
can potentially activate that building block, i.e., their output signals all need to be
connected to the activation port of the succeeding building block. This is where
parameter widthA comes into play. The width of the activation port needs to be
adjusted to the number of building blocks in the union. In the example, widthA
would be set to 2 for the building block matching ‘y’.
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Figure 3.6: Union: x(a|b)y
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Figure 3.7: Kleene closure: xa∗y

Kleen closure Operator. The most complex operator is Kleene closure for which
an example (xa*y) is given in Figure 3.7. In the example, the building block for
‘a’ is initially activated by the building block for ‘x’. Once the building block
inside the Kleene closure has matched a symbol for the first time, it can activate
itself. That is why the output signal of the building block for ‘a’ is connected to
its own activation port. However, this is not yet the full story since Kleene closure
also implies zero matches. Thus, it is necessary that building blocks connected to
the building block in the Kleene closure additionally also activate building blocks
directly following the Kleene closure, as for the building block matching ‘y’, in
Figure 3.7.
In this section we have presented how the basic operators of regular expressions
can directly be translated to circuits on the FPGA. In our examples, regular
expression operators were used only on single symbols. However, implementing
more complex regular expressions, e.g., x(a|b)∗y where the Kleene closure applies
to a subexpression rather than a single symbol, is straightforward and just a matter
of connecting the right output signals to the respective activation ports. For
example, in x(a|b)∗y the output signal of the building block for ‘a’ can activate
the building block for ‘b’ and vice versa, since the union a|b is inside the Kleene
closure. In the next section, we give more insight into how Icestorm can figure out
which building blocks to connect.
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Figure 3.8: AST for x(a|b)y: with output signals (left), and with output and
activation signals assigned (right)

3.1.4

NFA Wiring Algorithm

Icestorm determines how to connect the building blocks and set the width of the
activation ports by performing an additional preprocessing step on the AST. As a
visitor traverses the AST in preorder, it assigns specific output signals to the leaf
nodes. Notice that the leaf nodes will be translated to basic building blocks later
and the inner nodes only affect the wiring. Furthermore, the visitor also assigns
the output signals to the right activation ports.
Figure 3.8 (left) shows the AST for the regular expression x(a|b)y with output
signals S0 to S3 . While traversing the AST the visitor enumerates and assigns a
new output signal, whenever the visitor encounters a new leaf node. In Figure
3.8 (right), in addition to the output signals, the activation signals have been
added. The set of activation signals is initialized to {'1'}. The first node visited
(node 1) represents a concatenation. Therefore the set of activation signals is
forwarded to the node’s left child (node 2). This is the leaf node representing the
building block matching symbol ‘x’ and the activation signals from the set are
assigned. In this case, this is just '1'. Note that the building block for accepting
‘x’ is the first building block in our circuit. This building block should always be
active, therefore the activation signal '1' make sense here. Node 2 then returns
its output signal to its parent (node 1) which creates a new set of activation
signals {S0 } and forwards them to its right child (node 3). Unlike the concatenation
operator, the union operator (node 4) forwards the set of activation signals to
both children and then collects the output signals of both children to create the
new set of activation signals {S1 ,S2 }, which is propagated up the tree to node
3 and from there down again to node 7, the final leaf node.
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Figure 3.9: Skeleton automata design pattern.

3.2

Skeleton Automata

Using Icestorm or a similar compiler, very fast and compact NFA-based pattern
matching circuits can be generated. However, there is a trade-off that we did not
mention so far. Synthesizing the HDL code generated by Icestorm and reprogramming the FPGA takes a significant amount of time, i.e., minutes to hours.
To support more dynamic query workloads that require fast updates, we designed
skeleton automata. A skeleton automaton is a generic implementation for a class
of NFAs that can be tailored to implement a particular automaton instance with
only few (and fast-to-realize) configuration changes.

3.2.1

Skeleton Automata Design Pattern

The key idea of skeleton automata is to separate the structure of a finite-state
automaton—which is the difficult part to (re-)compile on-line—from its semantics,
e.g., number of states, transition conditions, etc. This allows us to perform all
structure-related compilation steps off-line and just once, while at runtime we
only modify configuration parameters. The idea is illustrated in Figure 3.9.
At the top of Figure 3.9, a skeleton is depicted, i.e., a circuit with hard-wired
communication paths. The dashed boxes represent the runtime-parameterizable
parts. To load a custom regular expression such as a+b (which is the same as aa*b)
corresponding parameters need to be loaded into the dashed boxes of the skeleton
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input data

Figure 3.10: Skeleton automaton as a sequence of skeleton segments.
automaton. To this end, transitions can be labeled with symbols or wildcards to
match, or they can be deactivated if not needed. Furthermore, skeleton automata
states can be set to represent start, accepting, or regular states.
Each skeleton automaton needs to support all functionality that could be requested at runtime since it is not known at compile time what kind of regular
expression operators need to be implemented at runtime. Nevertheless, skeleton
automata can be tailored to a particular class of supported NFAs, i.e., if our application does not require a union operator, we might as well remove this functionality
from the skeleton to save real estate, e.g., as we do in Chapter 6 to implement
XPath expressions with skeleton automata.

3.2.2

Skeleton Segments

A skeleton automaton is implemented as a sequence of skeleton segments. A skeleton segment is a generic building block that can be parameterized at runtime to
match one symbol or wild card, as well as implement one regular expression operator. Skeleton automata match particular patterns as data propagates through
the skeleton segments in a pipelined fashion from left to right. Thus, a skeleton
automaton is a linear structure as depicted in Figure 3.10, and the class of NFAs
that can be supported are those that can be linearized to such a structure.

3.2.3

Basic Regular Expression Operators

In this section, we discuss the circuitry inside the skeleton segments that is necessary to implement the three fundamental regular expression operators mentioned
in Section 3.1: concatenation, Kleene closure, and union. To do so, we show implementations of the following three regular expression examples: ABC, AB*C, and
AB|C. The number of skeleton segments required to implement a particular regular
expression is determined by the number of symbols in the expression, i.e., for the
above examples three skeleton segments are sufficient.
Concatenation Operator
Let us first consider the regular expression ABC, i.e., ‘A’ followed immediately
by ‘B’, and then ‘C’. The corresponding skeleton automaton is illustrated in
Figure 3.11. The input data (e.g., a stream of ASCII characters) will be streamed
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Figure 3.11: Three skeleton segments matching the string “ABC”.
through this sequence of skeleton segments. For the string “ABC” to propagate
through this circuit it will take six cycles in total. In Figure 3.12, we show six
snapshots of this skeleton automaton as the string “ABC” travels through it. For
each skeleton segment, we show the state of the wires labeled 1 , 2 , and 3 , in
Figure 3.11.
Note that wire 1 of the first skeleton segment is always driven by 1 (logic high)
since it matches the first symbol and is not dependent on any predecessor skeleton
segments. Furthermore, while the string “ABC” propagates through the skeleton
automaton not all skeleton segments consume an input symbol at all times, i.e., it
takes three cycles for ‘A’ to reach the third skeleton segment. In those cases, the
current input symbol is denoted by ‘ ’. As shown in Figure 3.12, after six cycles
the entire string “ABC” has passed by the last skeleton segment of the skeleton
automaton and the expression ABC has been matched, i.e., wire 3 of the third
skeleton segment carries 1.
Kleene Closure Operator
Next we show how the circuitry of the middle skeleton segment in Figure 3.11
needs to be changed to implement the regular expression AB*C. The corresponding
skeleton automaton is depicted in Figure 3.13.
We added two OR gates labeled (i ) and (ii ), as well as an AND gate labeled
(iii ) to the middle skeleton segment. Remember that the Kleene closure operator
matches zero ore more occurrences of a symbol. Thus, the first OR gate (i ) handles
the case of zero occurrences, i.e., this shortcut allows the skeleton automaton to
match the string “AC”.
The second OR gate labeled (ii ) is inserted to ensure that the output flip-flop
can be driven by both a matching concatenation AB, as well as the loop that we
introduced using the additional AND gate (iii ), i.e., after the flip-flop has been set
to 1 by an initial “AB”, any consecutively following ‘B’ will keep it set to 1.
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Figure 3.12: Signals at each skeleton segment over the period of six clock cycles.
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Figure 3.13: Three skeleton segments matching the expression AB*C with a Kleene
closure.
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symbol matcher (A)

symbol matcher (B)

symbol matcher (C)

1

i

Figure 3.14: Three skeleton segments matching the regular expression AB|C.
Union Operator
Finally, we show how the skeleton automaton that accepts ABC needs to be changed
to implement the regular expression AB|C, which contains a union operator. The
corresponding skeleton automaton is depicted in Figure 3.14.
Notice that two skeleton segments need to be changed to implement the union
operator. We added a single OR gate labeled (i ) to the last skeleton segment,
which matches ‘C’, because both “AB” and “AC” are strings that would need to
be accepted by this skeleton segment. We also changed the output of the middle
skeleton segment, which matches ‘B’. If the predecessor skeleton segment matches
‘A’ that match is fast-forwarded to the successor skeleton segment such that the
string “AC” can be matched. However, we also need to forward a potential match
of the sting “AB” to the successor skeleton segment, which will be used as input
to the OR gate (i ). Thus, skeleton segments of skeleton automata that support
union have a second output port for this purpose.

3.2.4

Runtime-Parameterization

To achieve runtime-parameterization, the skeleton segments implement all of the
regular expression operators discussed in Section 3.2.3 that are necessary for a particular application. Setting configuration bits will then determine which operator
is actually used at runtime. Furthermore, the symbol matcher is also runtimeparameterizable, i.e., reference symbols can be loaded into a small dedicated memories of each skeleton segment at runtime, as well.
Configurable Parameters
If the symbols to be matched would be, say, 8-bit ASCII character codes, we could
store those codes in corresponding registers at every skeleton segment, i.e., ‘A’,
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symbol matcher (B)

symbol matcher (C)
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AB*
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Figure 3.15: Runtime-parameterizable skeleton automaton.
‘B’, and ‘C’ in the examples above. However, a symbol can also be more complex.
For instance, in Chapter 6, a symbol represents an XML tag name, i.e., an entire
string. In those cases, we can use small local memories (BRAMs) to store the
symbols. Detailed explanations of how this works are given in Chapter 6. For
now, it is sufficient to assume that we can store any symbol at runtime locally
at the respective skeleton segments, and that the circuitry inside the skeleton
segments will then automatically detect such symbols in an input data stream.
The other important runtime-parameter determines the regular expression operator that should be implemented along with the matched symbol, i.e., concatenation, Kleene closure, or union, in the example above. Since a skeleton segment
that supports all three operators would always compute all of them in parallel,
it is sufficient to control an output multiplexer via a corresponding parameter to
select the desired operator at runtime. In Figure 3.15, a two-bit parameter (conf )
determines whether the middle skeleton segment outputs AB, AB*, or A|B.
Notice that the concatenation (for example, AB) is always output on an additional port. This is necessary so that a subsequent skeleton segment can implement
the union operator, as explained in Section 3.2.3.

3.2.5

Customized Skeleton Automata

Note that skeleton automaton is a design pattern, rather than a template. Since
our target platform is an FPGA, it makes sense to customize skeleton automata to
implement only the functionality actually needed. This saves real estate and allows
us to design very efficient and yet flexible solutions. For example, to implement
XML projection (cf. Chapter 6), it is necessary to support concatenation and
Kleene closure operators but not the union operator. On the other hand, to process
XPath expressions we need a mechanism to implement backtracking, which can be
supported by adding a small stack to each skeleton segment.
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Nested Expression

Skeleton automata, as we presented them so far, do not support nested regular
expressions, e.g., A(BCD)*E could not be mapped to skeleton automata without
modifying the skeleton segments. The reason is that to support such expressions nearest neighbor communication between the skeleton segments is no longer
sufficient. Assume we would implement the above expression with five skeleton
segments labeled {A, B, C, D, E }. Then skeleton segment B could be activated by
skeleton segment A, as well as D. However, D is two hops away from B.
While it is feasible to support some restricted form of nesting (e.g., by limiting the number of symbols in a nested expression), this comes at a price, namely,
increased complexity of the skeleton segments. This is a typical trade-off between expressiveness and performance that designers of FPGA applications usually face [SLS+ 10]. For instance, regular expression automata generated with Icestorm are very expressive, supporting arbitrary levels of nesting etc., but cannot be
modified on-line. By contrast, expressiveness of skeleton automata is deliberately
restricted to some degree, favoring fast on-line updates instead. Nevertheless,
skeleton automata are expressive enough to support powerful pattern matching
in an FPGA, e.g., SQL LIKE expressions can be implemented with skeleton automata, as well as the XPath expressions necessary to support XML projection on
an FPGA, as discussed in detail in Chapter 6.

3.2.7

Multiple Concurrent Expressions

Until now, we have only considered skeleton automata implementations of single
regular expressions but typically an application requires multiple expressions to
be evaluated in parallel on the same input data. Not knowing how many and
what kind of regular expressions are requested at runtime makes it challenging
to design a runtime-parameterizable solution that does not use FPGA resources
wastefully to solve the following problems: (i) How is the input data routed to
multiple skeleton automata efficiently? (ii) How can the allocation of skeleton
segments per skeleton automaton be minimized?
Fortunately, the design of skeleton automaton allows us to exploit pipeline
parallelism to evaluate multiple expressions, while allocating a minimal number
of skeleton segments for every expression. Figure 3.16 illustrates the basic idea.
Multiple regular expressions are mapped to one long sequence of skeleton segments
and evaluated one after each other in a pipeline-parallel manner, i.e., as the input data is streamed through, different parts of the pipeline are responsible for
evaluating separate regular expressions rj . Hence, data naturally propagates to all
regular expressions without requiring any additional communication mechanisms.
Furthermore, it can be determined at runtime where in the pipeline one regular

regex r1

regex r2

...

segment

...

segment

...

segment
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postprocessing

...

Figure 3.16: Multiple regular expressions can be matched within a single processing
pipeline, consisting of many skeleton segments. In the figure, braces indicate
groups of skeleton segments that match one regular expression ri each.
expressions rj ends and the next expression rj+1 starts, as discussed next.
Regular Expression Start
To mark the start of a new regular expression we need to make sure that the match
signal of the first skeleton segment of the new regular expression does not depend
on previous skeleton segments (of previous regular expressions). To this end, we
can simply set the flip-flop of the first skeleton segment of a new regular expression
(used to store the match state of the previous skeleton segment) to constant 1,
e.g., as was done earlier for the skeleton segment matching ‘A’, in Figure 3.11. Put
differently, a runtime-parameterizable flag determines whether a skeleton segment
should ignore match information from its predecessor skeleton segment or not.
Regular Expression End
At the last skeleton segment of every regular expression, it needs to be decided
how to deal with potential matches. If we are only interested whether any of the
regular expressions matched, a good solution is to implement match merging, i.e.,
we propagate one global match state throughput the entire sequence of skeleton
segments. At the end of every regular expression we compute local ∨ global, where
local corresponds to the local match state, and global to the match state of all preceding regular expressions. Match merging can be activated for individual skeleton
segments, implicitly marking the end of a regular expressions. In Chapter 6, we
need exactly this mechanism to implement XML projection on an FPGA.
Alternatively, it might be important to keep track, which regular expression
matched. If we are not interested in how many times a particular expression
matched, an approach such as proposed by [MSNT10] could be used, i.e., every
skeleton segment stores a local match and when the entire input has been processed
the local matches are streamed out.
The most expensive solution would track every match of every regular expression, all the time. To do so, the input stream could be accompanied by a bitvector
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Figure 3.17: The sequential structure of a sequence of skeleton segments can efficiently be mapped to the two-dimensional chip space of FPGAs.

that would travel through the sequence of skeleton segments together with the input data. The last skeleton segment of every regular expression could then flip the
respective bit in the bitvector in case of a match. However, this approach creates
an I/O in-balance, as in every clock cycle the FPGA will output more data as is
being inserted, leading to a potential bottleneck.

Mapping to FPGAs
If we aim to implement many regular expressions, the skeleton segments (e.g., hundreds of segments) will use up the majority of the available chip space. However,
notice that the skeleton segments are arranged in a strictly sequential circuit structure. Such a structure can be mapped particularly well to an FPGA, for instance
using a snake shape, as illustrated in Figure 3.17. A so-obtained chip layout has a
simple routing structure with only short-distance links (nearest neighbor communication). Short-distance links in this structure allow us to operate our system at
high clock frequencies and achieve high throughput rates.
Remember that compiling individual automata into FPGA circuits is expensive
because the placement and routing of states and transitions on the two-dimensional
chip space is a highly compute-intensive task. Once the structure of an automaton
and its placement on the chip is known, however, workload adaptations that only
affect transition conditions can be realized with negligible effort.

3.3. Related Work

3.3
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Related Work

Finite-state automata can be implemented very efficiently in hardware, as we
showed in Section 3.1. In [MSNT10, MSNT11], this was used to implement hardware-accelerated XML filtering. Essentially, their system compiles a set of path
expressions into a YFilter-like NFA, which is then run on an FPGA.
Conversely, BaRTS [vL01] is an implementation technique for finite-state automata in hardware that can be updated at runtime (a use case is the ZuXA
XML parsing engine [vLEB+ 04]). The key idea is an elegant encoding scheme
for transition tables that can be stored and altered in on-chip memory. Unfortunately, the technique is bound to deterministic finite-state automata and queries
cannot be (un)registered to/from a single deterministic finite-state automaton easily. The BaRTS technique is used today in IBM’s wire-speed processor [FXB+ 10]
to implement XML parsing and accelerate network packet filtering.
The work of Sadoghi et al. [SLS+ 10, SSJ11] explicitly analyzes the existing
trade-offs between runtime-parameterizable FPGA systems and statically compiled
ones. For the same use case (publish/subscribe for algorithmic trading), they propose different FPGA implementations that are tuned for (and named) “flexibility,”
“adaptability,” “scalability,” or “performance.” The reported trade-offs are significant: “performance” is about 70 × faster than “flexibility,” but requires expensive
hardware re-compilation for every workload change (Sadoghi et al. [SSJ11] do not
report compilation times; they usually range from several minutes to hours).
Many FPGA solutions face the trade-off between flexibility and performance.
High-frequency trading (HFT), for instance, is a race for ultra-low latency [Sch12].
To minimize latency, many developers tend toward building new, tailor-made circuits for each application; but the competitive market does not allow long development cycles to build these circuits. [LGM+ 12] proposes to counter the problem
with the help of an IP (intellectual property) library with pre-built components
for individual tasks in the application domain. Pre-built libraries can also be used
to implement faster workload updates by exploiting the partial reconfiguration capabilities of modern FPGA chips.4 [DZT12] showed how this idea can be used to
improve the flexibility of a Glacier -like [MTA09b] query processing system.

3.4

Summary

Finite-state automata are an important technique for many hardware-based data
processing applications. In this chapter, we first showed how Icestorm compiles
regular expressions into non-deterministic finite-state automata (NFA) based on
4

Using partial reconfiguration, parts of an FPGA chip can be updated at runtime, rather than
stopping and re-loading the entire FPGA chip.
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the state of the art to implement such automata on an FPGA. To avoid the critical
trade-off between query expressiveness and the capability for ad-hoc querying, we
propose a new implementation strategy for FPGA-based database accelerators.
Rather than building hard-wired circuits for only narrow query types, we statically
compile a skeleton automaton that can be configured at runtime to implement
query-dependent state automata.

4

Shifter Lists
Parallelism is seen as a mechanism to minimize the impact of the power and heat
dissipation problems encountered in modern hardware. Data parallelism (based
on partitioning the data) and pipeline parallelism (based on partitioning the computation) are the two main approaches to leverage parallelism on a wide range of
hardware platforms. Unfortunately, not all data processing problems are susceptible to either of those strategies. An example is the skyline operator [BKS01],
which computes the set of Pareto-optimal points within a multi-dimensional data
set. Existing approaches to parallelize the skyline operator are based on data parallelism. As a result, they suffer from a high overhead when merging intermediate
results because of the lack of a global view of the problem.
In this chapter, we show how to combine pipeline with data parallelism on an
FPGA for a more efficient utilization of the available hardware parallelism. The
experiments show that skyline computation using our technique scales very well
with increased number of processing elements and the performance we achieve on a
rather small FPGA is comparable to the one of a 64-core high-end server running a
state-of-the-art data parallel implementation of skyline [PKP+ 09]. Our approach
to parallelize the skyline operator can be generalized to a wider range of data
processing problems. We demonstrate this through a novel, highly parallel data
structure, a shifter list, that can be efficiently implemented on an FPGA. The resulting template is easy to parameterize to implement a variety of computationally
intensive operators such as frequent items, n-closest pairs, or K-means.1
1

Parts of this chapter have been published in [WTA13b] and will be published in [WTA14].
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Introduction

A shifter list is a data structure that helps design massively parallel and scalable
algorithms for a number of different problems. Shifter lists combine data organization, computational power, and synchronization into a parallel processing model
that naturally supports the characteristics of FPGAs. In our model, we think of
input data as a data stream that propagates through the shifter list, which itself is distributed over many processing elements. These processing elements—we
call them shifter list nodes—are arranged as a pipeline and locally update the
shifter list as input data flows by. The only communication required is between
neighboring shifter list nodes, i.e., nearest neighbor communication.
In this chapter, we first discuss in detail an efficient and scalable FPGA implementation of the skyline operator as an instance of a shifter list application.
Skyline computation is a good example where straightforward input data partitioning neither matches the complexity properties of the problem—linear in the
input data volume, but quadratic in the (intermediate) skyline result—, nor does
it fit the characteristics of modern parallel hardware. In contrast, we can partition
the working set of a block-nested-loops (BNL) [BKS01] variant (a commonly used
algorithm to solve the skyline problem) and leverage the lightweight partitioning
mechanisms across many shifter list nodes.
Based on this concrete skyline implementation, we explicitly identify shifter list
properties and introduce some generalizations that allow us to apply this design
pattern to a wider range of applications. We then specify a shifter list template,
and show how other well-known data processing tasks such as frequent items, nclosest pairs or K-means could be mapped to this template. Furthermore we will
use shifter lists later, e.g., to implement a line-rate key value store or an efficient
garbage collection in the systems presented in Part II.

4.2

Skyline Queries

In this section, we will define skyline queries, a popular software algorithm to solve
skyline queries (the BNL algorithm [BKS01]), and our modified version of BNL
for parallel execution on an FPGA. Our intention here is to describe our approach
of parallelizing BNL at a high level, before we discuss technical details later. To
do so, we will take the liberty of digressing into the world of Lemmings2 .
2

As in the video game “Lemmings”: http://www.dmadesign.org/
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The Lemming Skyline

Lemmings are primitive creatures that go on migrations in masses. On Lemmings
Planet every year a challenge takes place among the Lemmings with the goal to
identify the “best” Lemmings. Every Lemming has different skills: some are very
strong but slow and clumsy, others are agile but neither strong nor fast, then again
others are generalists that do not have a particular skill that they are best in but
have multiple skills they are pretty good in. As the committee of the competition
could not agree on a weighting function that would determine the best Lemmings,
all Lemmings that are not dominated (cf. Definition 1) by any other Lemming are
considered best. In other words, the winners are the (Pareto-optimal ) Lemmings
that are part of the Lemming skyline (cf. Definition 2).3
Definition 1 A Lemming li dominates (≺) another Lemming lj iff every skill
(dimension) of li is better or equal than the corresponding skill of lj and at least
one skill of li is strictly better than the corresponding skill of lj .
Definition 2 Given a set of Lemmings L = {l1 , l2 , . . . ln }, the skyline query returns a set of Lemmings S, such that any Lemming li ∈ S is not dominated by any
other Lemming lj ∈ L.

4.2.2

The Competition—1st Year (Best)

When the competition took place for the first time, the committee did have a
formal definition for the set of best Lemmings but it was still unclear how to
determine this set. Thus, in the absence of sophisticated logistic means, one committee member suggested the following simple algorithm. Initially, all Lemmings
queue up in front of a bridge, as illustrated in Figure 4.1.
qi+1

p0

requeue

queue
qi

dominated

Figure 4.1: Lemming skyline with Best [TC02].
The first Lemming in the queue q0 is considered a potential skyline Lemming
p0 and can advance onto the bridge. There, the candidate Lemming has to battle
all other Lemmings in the queue q1 . . . qn−1 . A battle can have three possible
3

According to Definition 1, if two Lemmings are equal in all dimensions, neither Lemming dominates the other. As a result, both Lemmings would be part of the skyline, given they are not
dominated by any other skyline Lemmings.
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outcomes. (1) p0 dominates qi . In this case, qi will be pushed from the bridge
and p0 remains on its position to combat qi+1 . (2) qi dominates p0 . Now, p0 falls
from the bridge and qi becomes the new candidate Lemming p0 , i.e., has to battle
qi+1 . (3) If neither of the two Lemmings dominates the other, they are considered
incomparable. In this case, p0 stays on the bridge and qi has to requeue.
The candidate Lemming p0 has to remain on the bridge until it has fought all
queued Lemmings once. When a challenger qj confronts p0 for the second time,
we know that p0 is not dominated by any other Lemming. Hence, p0 is part of
the Lemming skyline and can leave the bridge safely and qj becomes the new p0 .
The algorithm terminates when the queue is empty, i.e., all dominated Lemmings
have fallen from the bridge. The Lemmings still alive all belong to the Lemming
skyline. This algorithm, known as Best, has been formally described in [TC02].

4.2.3

The Competition—2nd Year (BNL)

The following year many new Lemmings were born and it was time to determine
the Lemming skyline anew. The previous year some Lemmings complained that
they had to spend too much time queuing. In particular, requeing was timeconsuming and delayed the entire competition. To improve on this drawback, the
set of candidate Lemmings was increased from 1 to w. The modified version of
the algorithm is known as block-nested-loops (BNL) [BKS01] and illustrated in
Figure 4.2.
qi+1 [p0 , pw−1 ]

requeue

queue
qi

dominated

Figure 4.2: Lemming skyline with BNL [BKS01].
On the bridge there is room for a working set of w candidate Lemmings. A
challenging Lemming qi from the queue has to battle all candidate Lemmings
on the bridge. If the challenging Lemming survives all battles, there are two
possibilities. (1) If there are already w other candidate Lemmings on the bridge,
qi has to requeue. (2) Otherwise, qi becomes a candidate Lemming pi .
Unfortunately, now it is unclear when exactly a candidate Lemming has been
on the bridge long enough to qualify as a true skyline Lemming. Luckily, the
competition committee found a simple solution to this problem. After a Lemming
qi survives all candidate Lemmings on the bridge, it receives a timestamp independent of whether it becomes a candidate Lemming or has to requeue. A candidate
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Lemming pi becomes a true skyline Lemming (and leaves the bridge) when it either encounters the first challenging Lemming qj that has a larger timestamp or
when the queue is empty. When Lemmings initially queue up for the first time,
this timestamp is set to zero. A larger timestamp indicates that two Lemmings
must have already competed against each other and since the queue is ordered, all
following Lemmings in the queue will also have larger timestamps.

4.2.4

The Competition—3rd Year (Parallel BNL)

While the BNL algorithm used in the 2nd year significantly reduced the number of
times that Lemmings had to requeue, there were new complaints coming from some
Lemmings. In particular, candidate Lemmings criticized that most of the time
on the bridge they were idle, waiting for their turn to battle the next challenger.
Thus, in favor of higher throughput, the competition committee decided to slightly
modify the BNL algorithm. The basic idea is that instead of one challenger qi now
up to w challengers q(i+w−1) . . . qi are allowed on the bridge, and each challenger
can battle a different candidate Lemming in parallel. This version of the algorithm
is illustrated in Figure 4.3.
q(i+w−1)

requeue

queue
pk

qj

Figure 4.3: Lemming skyline: parallel BNL for FPGAs.
To avoid chaos on the bridge the procedure is as follows: In each iteration there
is a shift phase followed by a evaluation phase. In the shift phase all challenger
Lemmings q(i+w−1) . . . qi move one position to the right to face their next opponent
(indicated by the lower arrows in the figure). This frees the leftmost position
on the bridge and allows a new Lemming from the queue to step on the bridge
every iteration. Then in the evaluation phase all w pairs of Lemmings battle
concurrently. As can be seen in the figure, in some situations a Lemming will not
have an opponent because the corresponding Lemming was previously dominated,
i.e., fell from the bridge. In that case, the Lemming does not need to battle in
this iteration.
Once a challenging Lemming qi safely reaches the right end of the bridge, it
qualifies as a candidate Lemming if there is room on the bridge, otherwise it has
to requeue. If during the evaluation phase a candidate Lemming pi falls from the
bridge, the other Lemmings pi+1 . . . pw−1 to the right of that Lemming have to
move up in the subsequent shift phase and fill the gap (indicated by the upper
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Figure 4.4: Two-phase processing in parallel BNL. Working set items (i.e., tuples
with several dimensions) are distributed over a pipeline of shifter list nodes.
arrows in the figure), making room for new candidate Lemmings that reach the
right end of the bridge.
Again, we can use timestamping to decide when candidate Lemmings turn
into true skyline Lemmings and can leave the bridge. Since the order among the
Lemmings on the bridge is maintained, it is always the leftmost candidate Lemming
that may become the newest skyline member. Thus, candidate Lemmings begin
on the right end of the bridge and then gradually move towards the left end, where
they need to wait until they encounter a challenger with a larger timestamp.

4.3

Implementation—Parallel BNL with FPGAs

The parallelized BNL version, sketched previously in Section 4.2.4, exhibits properties such as pipeline parallelism and nearest neighbor communication that make
it amenable to an FPGA implementation, the details of which we discuss in this
section.

4.3.1

Pipeline of Processing Elements

To compute skyline queries with an FPGA, we assume the following setup. The
FPGA reads input data from external DRAM and maintains a set of candidate
skyline tuples inside the FPGA chip. Overflow tuples are written back to DRAM
and processed in a later iteration. In BNL, each input tuple (a tuple read from
DRAM) needs to be compared against every tuple of what we call the working
set of a shifter list. With respect to our Lemmings example, the working set
would consist of the candidate Lemmings on the bridge. This working set may
contain several hundred tuples but we want to spend only a minimal number of
clock cycles on each input tuple in order to achieve high throughput. Hence, we
distribute the tuples of the working set over a pipeline of daisy-chained processing
elements (shifter list nodes), as illustrated in Figure 4.4.
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A shifter list node consists of one BRAM block to store tuples of the working
set and a state machine that manipulates the working set data. An input tuple
is fetched from DRAM and submitted to the first shifter list node in the pipeline,
from where it is forwarded to the neighboring shifter list node after evaluation.
Once an input tuple has propagated to the last shifter list node, it may be written
back to DRAM into an overflow queue for processing in a subsequent round.
Thus, only the first and the last shifter list node directly interact with DRAM.
Between the shifter list nodes, nearest neighbor communication is used, leading to
a scalable solution with respect to the number of shifter list nodes since negative
effects, e.g., long communication paths or high fan-in/-out, can be avoided if the
communication follows very simple topologies such as pipelining along a series of
parallel units.

4.3.2

Parallel BNL as Two-Phase Algorithm

As mentioned in Section 4.2.4, we can divide skyline computation into two phases:
(i) an evaluation phase and (ii) a shift phase. During the evaluation phase, the
next state is determined for each shifter list node; but these changes are not applied
before the shift phase, which is the phase that allows nearest neighbor communication. Those two phases run synchronously across the FPGA, as depicted in
Figure 4.4.
ALGORITHM 4.1: Evaluation phase executed on each processing element.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

on each shifter list node do
q ← current input tuple ;
p ← local working set contents ;
s ← state of shifter list node ;
if q.valid then
/* next input tuple (challenger) */
if s = working set then
/* local working set tuple (candidate) */
if q.timestamp > p.timestamp then
s ← output ;
/* found skyline tuple */
else if q.data ≺ p.data then
s ← deleted ;

/* drop working set tuple */

else if p.data ≺ q.data then
q.valid ← false ;

/* drop input tuple */

else if s = free then
timestamp(q) ;
p.data ← q.data ;
s ← working set ;
q.valid ← false ;

/* add input tuple to working set */
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Evaluation Phase. Algorithm 4.1 lists the partial algorithm that is executed
locally on each shifter list node in the evaluation phase. It very closely resembles
the global algorithm, i.e., standard BNL. Only boundary cases have to be modified
to obtain the code for node-local execution. For instance, node-local “overflow
tuples” in our parallel BNL implementation have to be forwarded to the next
shifter list node, rather than be written directly to an overflow queue as in the
superordinate BNL skyline algorithm.
Shift Phase. All interactions between neighboring shifter list nodes are performed in the shift phase, displayed in Algorithm 4.2, which updates the global
algorithm state based on the outcome of the evaluation phase. In essence, all input tuples are forwarded one shifter list node toward the right, whereas candidate
results (working set tuples) move toward the left if there is space available. Since
skyline candidates move toward the left, we report them on the leftmost shifter list
node ν0 once their timestamp condition has been satisfied. Likewise, on the rightmost shifter list node νw−1 , we write input tuples to the overflow queue in DRAM
if they were not invalidated during their journey along the pipeline of shifter list
nodes, and cannot be inserted into the working set because there is no space.
ALGORITHM 4.2: Shift phase. Results are reported on ν0 ; candidates and input
tuples move to the left and right, respectively; tuples after the last shifter list node are
written to the overflow queue in DRAM.
1
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16

foreach shifter list node νi do
/* all skyline results are emitted on ν0
if i = 0 ∧ νi .state = output then
emit νi .working set.tuple as result ;
νi .state ← deleted ;

*/

if i < w − 1 then
if νi .state = deleted then
/* move up candidates to left
νi .working set ← νi+1 .working set ;
νi .state ← νi+1 .state ;
νi+1 .state = deleted ;
/* challengers move one position to right
νi+1 .input tuple ← νi .input tuple ;
else
if νi .state = deleted then
νi .state ← free ;

/* not last shifter list node */
*/

*/

/* the last shifter list node (physically) */

if νi .input tuple.valid then
timestamp(νi .input tuple) ;
write νi .input tuple to overflow queue ;
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Figure 4.5: State machine inside an shifter list node.

4.3.3

The Finite State Machine inside a Shifter List Node

While in Algorithms 4.1 and 4.2, we phrased parallel BNL as an algorithm in
pseudo code, its implementation in hardware boils down to the simple finite state
machine (FSM) depicted in Figure 4.5. In this state machine, each shifter list
node can be in any of four states: F (free), W (working set), X (deleted), and
O (output). Initially, all shifter list nodes are in state F . The dashed transitions
enable shifting of shifter list nodes toward the end or the beginning of the shifter
list. To implement shifting, two adjacent shifter list nodes swap their state and
working set contents. Shifter list nodes in state O are shifted to the beginning of
the shifter list, whereas shifter list nodes in state X are shifted to the end, where
automatically the (dotted) transition X → F is executed. Note that we cannot directly perform the transition W → F because “free” shifter list nodes need to be at
the end of the shifter list to ensure that new candidate tuples have been evaluated
against the entire existing working set first. The solid transitions labeled “insert”,
“output”, and “delete” are followed when a corresponding condition (listed below)
is satisfied:
(i) Insert: when an input tuple reaches the first shifter list node in state F , it
is inserted into the working set and the respective shifter list node changes
its state accordingly (F → W ).
(ii) Output: when the timestamp condition of a working set tuple has been met
(cf. Algorithm 4.1), that tuple is a skyline tuple and is ready for output
(W → O).
(iii) Delete: working set tuples are deleted when they are dominated by an input
tuple (W → X). Output tuples (i.e., skyline tuples) are deleted after they
have been output, i.e., shifter list nodes in state O first are shifted to the
beginning of the shifter list, where the tuple is output and the state of the
shifter list node is changed (O → X).
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4.3.4

Correctness of the Proposed Approach

The shift phase of our parallel BNL version leads to a pipeline-style processing
mode, where all input tuples visit all shifter list nodes, i.e., all tuples in the working
set, one after another. This allows us to exploit parallelism without altering the
semantics of the original algorithm, in this case conventional BNL [BKS01].
However, working set tuples and input tuples move in opposite directions, which
bears a risk of race conditions, in particular missed comparisons. Note that working
set tuples move from νi+1 to νi only if νi does not currently hold a working set
tuple (condition in line 6, Algorithm 4.2). νi ’s compute resources are thus idle in
the evaluation phase that immediately precedes such a shift. Our implementation
leverages those idle compute resources to guarantee that tuples cannot be missed
as they move along the pipeline of shifter list nodes; more details are discussed in
Section 4.3.5.
By avoiding potential race conditions in the shift phase, the semantics of parallel BNL become identical to the original algorithm because it is guaranteed that
when an input tuple is processed at an arbitrary shifter list node, all effects caused
by tuples earlier in the input stream are “visible” to that shifter list node.

4.3.5

BRAM-based Component-wise Processing
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Figure 4.6: Three tuples streaming by twelve shifter list nodes.
Up to now, we have assumed atomic processing and forwarding of tuples. However, for performance reasons and because our implementation is based on BRAM,
we stream all data one dimension at a time through the pipeline of shifter list
nodes. Figure 4.6 illustrates this for the case of three-dimensional tuples and
twelve shifter list nodes. Notice that after each tuple, we pass meta data such as
timestamp information or the tuple valid flag.
We use BRAM (dashed boxes in Figure 4.6) for tuple storage within a shifter
list node since potentially large tuples need to be saved in the working set. A
BRAM block is big enough to store tuples of any realistic size. As a positive side
effect, the number of dimensions has minor impact on resource consumption.
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To swap two adjacent shifter list nodes, we cannot copy entire chunks of memory from one BRAM block to another in a single clock cycle—we have to do this
word by word. Nevertheless, as illustrated in Figure 4.7, copying is still possible
without reducing throughput.
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Figure 4.7: BRAM copy mechanism: three shifter list nodes with a threedimensional input tuple streaming by above.
In this example, the first shifter list node, is in state X (deleted), while the
subsequent one is in state W (working set), which means they need to be swapped
so that the deleted processing element can propagate to the end of the shifter list.
For the BRAM block of the first shifter list node the write enable signal is asserted
(w-flag). As data is read from BRAM of the second shifter list node (r-flag) for
the dominance test, this data is written proactively to the BRAM of the “deleted”
predecessor shifter list node. At the end of the dominance test, the relevant BRAM
contents have been entirely copied, and the state of both shifter list nodes can be
updated appropriately. Note that with this approach, it is sufficient to instantiate
single-ported BRAM, as opposed to dual-ported BRAM, which provides twice as
many available BRAM blocks, enabling a longer pipeline of processing elements.
Race Conditions
In Section 4.3.4, we said that tuples are never missed, i.e., that tuples of the
working set are evaluated properly against all input tuples. Since we evaluate
every working set tuple against the current input tuple and potentially copy the
working set tuple to a “free” predecessor shifter list node at the same time, we
can invalidate a copy transaction in case the copied tuple was dominated by the
input tuple. Conversely, the meta data appending every input tuple ensures that
the copy transaction can be completed before the next input tuple reaches the
predecessor shifter list node, holding the freshly copied working set tuple.

4.3.6

Resource Consumption and Scalability

In the next section, we show that more shifter list nodes result in better performance. Therefore, it is crucial that we utilize FPGA resources efficiently. In
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Table 4.1, we display resource consumption on a Virtex-5 FPGA for different configurations of our circuit using a shifter list of 4, 64 and 192 shifter list nodes,
respectively. A single shifter list node consumes one out of 296 available singleported BRAM blocks and roughly 320 LUTs, i.e., 80 slices (post-map measurement). Physically, only 148 dual-ported BRAM blocks are available. However,
each dual-ported 36 Kbit BRAM block can be used as two 18 Kbit single-ported
BRAM blocks instead. A configuration with only four shifter list nodes consumes
20% of the available slices and 21% of the available BRAM because the measurements also include resources used for the DRAM controller [Bit09] and the
Ethernet-based communication framework [Egu10] that we use to move data in
and out of the FPGA board. Notice that we are LUT-bound, and that a configuration with 192 shifter list nodes saturates our FPGA. More importantly, even with
99% slice utilization, we were still able to operate the circuit at 150 MHz, which is
only possible because of the scalability of shifter list-based implementations with
their simple communication pattern.

Slices
available
4 PEs
64 PEs
192 PEs

17,280
3,385
9,204
17,151

100.0%
20%
53%
99%

Flip-Flops
69,120
6,371
15,495
34,951

100.0%
9%
22%
51%

LUTs
69,120
8,501
27,385
67,398

100.0%
12%
40%
98%

BRAM
148
32
69
136

100%
21%
46%
91%

Table 4.1: Resource consumption on the Virtex-5 FPGA.

4.4

Evaluation—FPGA versus CPU

Shifter lists help in the parallelization of complex data processing tasks in a scalable way that maps well to FPGAs, exploiting pipeline parallelism and nearest
neighbor communication. As a result, performance scales according to the amount
of dedicated chip space, or more precisely, the relevant FPGA resources, which
we show in this section. We first evaluate our parallel FPGA-based skyline operator against a sequential software implementation of BNL, in Section 4.4.2, to
get a better understanding of the behaviour of both versions of the algorithm.
Furthermore, in Section 4.4.4, we compare our FPGA solution to a state-of-theart, multi-threaded skyline implementation [PKP+ 09] on two different multi-core
platforms, in Section 4.4.4.
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Experimental Setup

All experiments were run from main memory. We used the Xilinx XUPV5 development platform with a Virtex-5 FPGA clocked at 150 MHz and 256 MiB on-board
DDR2 memory. The single-threaded CPU experiments were carried out on an
Intel Xeon 2.26 GHz server processor (Gainestown, L5520, DDR3 memory). The
multi-core experiments were conducted on the same 8-core Intel Xeon server, as
well as on a 64-core (AMD Bulldozer, 2.2 GHz, DDR3 memory) PowerEdge R815
Server from Dell.

4.4.2

Effects of Data Distribution

throughput (tuples/sec)

To give a better understanding of the performance characteristics of sequential
BNL (single-threaded, with and without SIMD support) versus our parallel FPGA
implementation, we evaluate skyline queries on input data following three different
data distributions. Synthetic input data was generated with the data generator
provided by [BKS01] according to the three different distributions: (1) random,
(2) correlated, and (3) anti-correlated. These distributions are commonly used to
evaluate skyline operators. The input data consists of 1,024,000 input tuples. A
tuple has seven dimensions and a timestamp resulting in a total width of 32 bytes,
i.e., the size of the entire input set is 31.25 MiB.4

107
106

BNL Software
BNL Software (SIMD)
BNL FPGA

2.28 M tuples/sec
0.45 sec exec. time
0.50 M tuples/sec
2.07 sec exec. time
0.24 M tuples/sec
4.21 sec exec. time

105
4

8
16
32
64
128
256
working set size : number of tuples

Figure 4.8: Randomly distributed dimensions → tuples/sec.

4

We set the tuple width to 32 bytes so that it matches the DRAM word width because our logic
to interact with DRAM is rather simple. However, with a more sophisticated memory unit, our
implementation should handle an arbitrary number of dimensions equally well.
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Randomly Distributed Data
For our randomly distributed data set, the skyline consists of 15,154 tuples, i.e.,
1.48 % of the input data are skyline tuples. This measure is called the density of
skyline tuples. On the y-axis we display throughput (input tuples/sec) and on the
x-axis we vary the size of the working set used in the BNL algorithm.
As can be seen in Figure 4.8, the size of the BNL working set has little effect on
the CPU-based version. On the FPGA, however, throughput increases with the
size of the working set because a larger working set also means more processing
elements, i.e., a higher degree of parallelism.
Notice that the software solution can be improved by a constant factor using
SIMD (single instruction, multiple data), e.g., with special SSE instructions we can
perform up to four 32-bit comparisons in parallel. However, there is an overhead of
using these instructions. Therefore, the actual improvement is not 4X but rather
between 2X and 3X, as was also confirmed by [CLH+ 10].
Correlated Data

throughput (tuples/sec)

The dimensions of a tuple are correlated if there is a high probability that the
values in all dimension are similar. This means that a tuple that is “good” in one
dimension is likely to be “good” also in the other dimensions and therefore dominates many tuples. As a result, the skyline is very small, e.g., in this experiment,
the skyline consists of only 135 tuples, corresponding to a density of 0.013%.
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BNL Software
BNL Software (SIMD)
BNL FPGA

59 M tuples/sec
17 ms exec. time
41 M tuples/sec
25 ms exec. time

107

17 M tuples/sec
61 ms exec. time

4
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FPGA
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32
64
128
256
working set size : number of tuples
Figure 4.9: Correlated dimensions → tuples/sec.

In Figure 4.9, the CPU-based version of BNL is faster than the FPGA-based
one. Low skyline density favors the CPU-based implementation because parallel
compute power no longer is the key criteria for a fast execution. Rather, the CPUbased implementation here benefits from the faster memory (DDR3 versus DDR2).
In Figure 4.9, we display the upper bounds for throughput by dashed lines labeled
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CPU (87 million tuples/sec) and FPGA (17 million tuples/sec), respectively. These
bounds were computed using a data set where the first input tuple is the only
skyline tuple, which eliminates all other tuples. This results in a minimal number
of tuple comparisons of n − 1, where n is the number of input tuples, which is in
line with the known best case complexity of O(n) for BNL [GSG05].
While we cannot beat the CPU skyline operator with our FPGA implementation when the skyline tuples have a very low density, it is important to note
that in absolute numbers both versions are very fast when dealing with correlated
data. For instance, the fastest execution (working set size = 4, SIMD support) of
the above query on the CPU takes 13 milliseconds and on the FPGA (working set
size = 192) 61 milliseconds.

Anti-Correlated Data

throughput (tuples/sec)

This experiment is the opposite of the previous one. Anti-correlated means that
a tuple, which is “good” in one dimensions, is likely to be “bad” in the other
dimensions. In this case, a lot more tuples are part of the skyline, e.g., now the
skyline consists of 202,701 tuples, which corresponds to a density of 19.80%.
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32 K tuples/sec
32 sec exec. time

BNL Software
BNL Software (SIMD)
BNL FPGA

4.9 K tuples/sec
250 sec exec. time

103

1.8 K tuples/sec
556 sec exec. time

4
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16

32

64

128

256

working set size : number of tuples
Figure 4.10: Anti-correlated dimensions → tuples/sec.

The computation of the skyline is now significantly more expensive, e.g., the
best execution time of the CPU-based version has gone from 13 milliseconds to
almost ten minutes. This slowdown is due to the increased number of comparisons
since all skyline tuples have to be pairwise compared with each other. The number
of comparisons among skyline tuples alone is 12 s(s + 1), where s is the size of the
skyline—hence, the worst case complexity for BNL is O(n2 ) [GSG05].
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Figure 4.11: Utilization of shifter list during query execution.

4.4.3

Discussion on Utilization of Compute Resources

To further analyze the utilization of compute resources of the shifter list for the
three workloads used in the previous section, in Figure 4.11, we plot the ratio between actual number of comparisons and peak number of comparisons for different
working set sizes. That is, we show which fraction of the instantiated tuple comparators actually performs useful work as we vary data distributions and shifter
list sizes (utilization is averaged over a full run of each experiment).
The figure confirms the throughput characteristics that we observed above. For
correlated data, our circuit becomes memory bandwidth bound—additional shifter
list nodes do not receive enough useful work and utilization drops as we increase
the working set size. Not so with random or anti-correlated data, where the loss
is significantly less dramatic.

4.4.4

FPGA versus Multi-core Server

We also compared our FPGA results to PSkyline [PKP+ 09], which is the fastest
published skyline algorithm for multi-core architectures.5 We ran PSkyline on the
same data sets as in the previous experiments that consisted of 1,024,000 sevendimensional input tuples. We measured the performance of PSkyline on the 8-core
(plus hyper-threading) Intel Xeon server used previously, as well as on a 64-core
PowerEdge R815 Server from Dell. The FPGA was configured with 192 shifter list
nodes. The results are depicted in Table 4.2.
On the Intel Xeon server and on the PowerEdge server, best results were
obtained using 16 and 64 threads, respectively. The performance for the more
compute-intensive workloads (random and anti-correlated) achieved by the FPGA
5

We would like to thank H. Im for providing the PSkyline code.
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Data Distribution
Random
Correlated
Anti-correlated
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FPGA

Intel Xeon

PowerEdge

0.445 sec
0.061 sec
31.633 sec

0.722 sec
0.003 sec
55.104 sec

0.433 sec
0.005 sec
18.574 sec

Table 4.2: Execution time: FPGA versus multi-core.
is better than the Intel Xeon Server and not far from the performance we measured
on the high-end PowerEdge 64-core server.
Moreover, with 192 shifter list nodes a throughput of 32 thousand tuples/sec
(anti-correlated distribution) is reached on the FPGA. This is more than two
orders of magnitude below the upper bound of 17 million tuples/sec6 , i.e., with
more real estate (using a larger FPGA), there is still a lot of leeway to further
increase performance by adding more shifter list nodes.

4.5

Shifter List Abstraction

In the previous sections, we described and evaluated an efficient and scalable shifter
list-based skyline query processor. This section focuses on the shifter list abstraction itself and its most important properties. We will then explore how this design
pattern could be applied to several problems, e.g., computing frequent items, the
n-closest pairs problem, and K-means clustering.

4.5.1

A Shifter List is a Data Structure

A shifter list targets the application patterns illustrated in Figure 4.12. From
a given input data set, all items (e.g., multi-dimensional tuples as for skyline
computation) are consumed in turn. Each input item is evaluated against many
or even all of the items in an on-chip working set. Possibly, this evaluation results
in an update to the working set, such as inserting the current input item to the
set or removing/updating others.
The high-level structure of a shifter list is illustrated in Figure 4.13. Working
set items are held in a number of shifter list nodes (processing elements). There
is a defined total order among all nodes νi in a shifter list. Nodes are organized
independently but communicate with each other through well-defined message
channels. As illustrated in Figure 4.13, these channels constrain communication to
nearest neighbor messaging. Aside from application-defined messages, the channels
6

Measured in Figure 4.9. The circuit throughput at 150 MHz is 150/8 = 18.75 million tuples/sec.
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current input item
input data set
?
working set

Figure 4.12: Typical application pattern for a shifter list: For each input item, the
working set is accessed and possibly modified.
are also used to propagate input data and to exchange working set items between
nodes, which ultimately results in a dynamic repartitioning of the working set.
working set items

node 0

message channels

node 1

node 2

Figure 4.13: Shifter lists group working set items into nodes. Neighboring nodes
are connected via message channels.

4.5.2

A Shifter List is for Data Processing

To process the input, we submit each input item to the left-most shifter list node
ν0 , where it is evaluated against the local working set item(s)—for parallel BNL
this was a single tuple but for other applications multiple items per shifter list node
are conceivable. Then the input item is shifted on to the right neighbor where the
process repeats. Effectively, a sequence of input items flows through all nodes in
a pipeline fashion.
The actions performed at each node depend on the specific task that is to be
solved with the shifter list. Action code may decide to alter the local working set
partition (e.g., by deleting, inserting, or re-arranging working set items); drop the
input item from the pipeline; or send and/or receive messages along the message
channels.

4.5.3

A Shifter List is for Parallelism

Input items are evaluated over the individual shifter list node contents and strictly
processed in a feed-forward fashion. This has important consequences that we can
exploit in order to parallelize the execution over many shifter list nodes while
preserving the causality of the corresponding sequential algorithm.
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Causality Guarantees
Feed-forward processing implies that the global working set is scanned exactly
once in a defined order. What is more, once an input item xi has reached a shifter
list node νh , its evaluation cannot be affected by any later input item xj that is
evaluated over a preceding node νd . Conversely, the later xj is guaranteed to see
all effects caused by the earlier xi .
xj
?

xi
···

node νd

?
node νh

Figure 4.14: Shifter list causality guarantees. The earlier xi will see no effects
caused by the later xj but xj sees all effects of xi .
These causality guarantees hold even if we let the executions of xi on νh and
xj on νd run in parallel on independent compute resources, as illustrated in Figure 4.14. To uphold the guarantees, xj only must never overtake xi in the processing pipeline. The preservation of causality hides much of the parallelization
difficulties from the application developer, e.g., with a shifter list we can parallelize BNL without any locking mechanism, complicated merging of intermediate
results, etc.
Application-Level Guarantees and Invariants
Applications may use the shifter lists’ causality guarantees to further establish
their own invariants. For skyline queries, for instance, we add new items to the
working set only at the end of the shifter list and then gradually shift them to
the beginning. Since items never overtake each other, this ensures that the oldest
working set item is always at the front of the shifter list.

4.6

Shifter List Template

In this section, we describe a shifter list template that incorporates a number of
generalizations. Their usefulness will become apparent in Section 4.7, where we
discuss the mapping of several algorithms to this template. Note that the purpose
of the template is to provide a starting point for a shifter list implementation
of a given algorithm but application-specific engineering will still be necessary to
produce an efficient solution.
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4.6.1

Template Instantiation

A shifter list is a pipeline of identical shifter list nodes but the first and last
shifter list nodes typically implement additional functionality, which is why they
are instantiated separately. All intermediate shifter list nodes can be instantiated
by means of a Verilog/VHDL generate statement. Shifter list nodes communicated
using nearest neighbor communication, i.e., the input and output ports of the
shifter list nodes need to be connected in a pre-defined way, which can be achieved
conveniently using Verilog/VHDL generate statements, as well.

4.6.2

Evaluating Input Data Items

Input data items are processed in a feed-forward manner and evaluated locally at
every shifter list node, as illustrated in Figure 4.15. Node-local evaluation may
trigger an action that affects the state of the input item and/or the state of the
shifter list node, e.g., for skyline the actions “drop input tuple” or “drop working
set tuple” are executed when the corresponding condition with respect to the
dominance test is satisfied.
meta

I/O

data

evaluate

start node

meta

data

meta

evaluate

end node

Figure 4.15: Evaluation of input items results in the execution of user-defined
action code.
Updating Input Item State. To forward the state of an input item to the next
shifter list node, meta data is appended to every input item after evaluation (e.g.,
as the flag in the case of skyline when a working set tuple dominated an input
tuple). Thus, the stream of input items is interspersed with meta data words (cf.
Figure 4.15).
Updating Shifter List Node State. Evaluation of input items may also affect
the state of the evaluating shifter list node itself, e.g., when a working set tuple is
dominated in the skyline example, the respective shifter list node is set to “free”,
causing it to be shifted towards the end of the shifter list. For the shifting to work
correctly, the subsequent shifter list node needs to know about state changes in
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the predecessor shifter list node. Thus, this information can also be appended to
the input item.
The input data bus is accompanied by a data valid and a type signal that
indicates whether the current word is data or meta data. Meta data spanning over
multiple words is easily feasible but in many cases a single word is sufficient.

4.6.3

Swapping Shifter List Nodes

The ability to move shifter list nodes within the shifter list, or more precisely,
copy working set data from one shifter list node to an adjacent shifter list node
has proven useful for skyline queries. The shifter list template thus supports a
notion of swapping node contents. However, we cannot allow arbitrary swapping
since this could introduce race conditions. Thus, the situation where both the left
and right neighbor of a shifter list node attempt to swap contents with that core
at the same time needs to be avoided. Granting only every other shifter list node
to issue swap requests during the same clock cycle solves this problem. Hence, in
shifter lists only the shifter list nodes that are processing meta words are allowed
to trigger swaps, as depicted in Figure 4.16.
data

meta

data

meta

data

meta

data

meta

E

S

E

S

E

S

E

S

...

Figure 4.16: Shifter list with half the shifter list nodes (E) evaluating data items,
and the other half (S) potentially issuing swap requests.

4.6.4

Atomic versus Component-wise Processing of Input
Data Items

In this section, we have silently assumed atomic processing of data items for ease
of presentation. However, multi-dimensional data items can be processed not only
atomically but also component-wise, as we did for the case of skyline, resulting
in a narrower input data bus. For skyline queries on our FPGA, component-wise
processing using BRAM had some advantages but it also posed some engineering
challenges such as implementing component-wise swaps. In general though, the
shifter list concept supports both atomic and component-wise processing of input
items.
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4.7

Shifter List Mappings of Different Algorithms

This section discusses the mapping and parallelization of several algorithms from
different domains using shifter lists.

4.7.1

Frequent Item Computation with Shifter Lists

Teubner et al. [TMA10] solved computing frequent items (in a streaming context)
on an FPGA with a variation of the Space-Saving algorithm (cf. Algorithm 4.3).
In the paper, they evaluated a number of FPGA-based implementations. Their
most efficient version relied heavily on pipelining, achieving three times higher
throughput as the best known software results. The algorithm that [TMA10]
propose can be implemented with shifter lists, and we therefore revisit the most
important aspects and results here.
ALGORITHM 4.3: Algorithm Space-Saving [MAA06].
1
2
3
4
5
6
7
8

foreach stream item x ∈ S do
find bin bx with bx .item = x ;
if such a bin was found then
bx .count ← bx .count + 1 ;
else
bmin ← bin with minimum count value ;
bmin .count ← min.count + 1 ;
bmin .item ← x ;

An exact solution that identifies the n most frequent items, would count the
number of occurrences for every item, sort the result by item count, and emit the
top n items. To avoid exhaustive space consumption the Space-Saving algorithm
that approximates an exact solution was developed by [MAA06]. The original
algorithm is depicted in Algorithm 4.3. It uses k bins to count the frequencies of
the most frequent items in a stream. If a corresponding bin bx for a new stream
item x exists, that item’s frequency is increased (lines 3–4 in Algorithm 4.3).
Otherwise, the bin with the lowest count value gets evicted in favor of the new
item (lines 5–8), which inherits the incremented frequency of its predecessor (for
more details see [MAA06]).
High-Level Shifter List Mapping. The key idea to implement the Space-Saving
algorithm with shifter lists, is to map every bin to a shifter list node. To find
corresponding bins we stream all input items through the shifter list (lines 3–4 in
Algorithm 4.3). If at the end of the shifter list no appropriate bin is found, we
update the last shifter list node according to lines 6–8, in Algorithm 4.3. However,
this is correct only if the last shifter list node stores the bin with the lowest count,
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which we ensure by keeping the shifter list sorted by bin count, using the swapping
mechanism of shifter lists. As a result, the item with lowest count automatically
propagates to the end of the shifter list.
Evaluation Phase. The working set item at every shifter list node consists of a
bin ID and the current bin count (working_set = {binx ,count}). Nodes compare
input item IDs to working_set.binx , i.e., line 2 in Algorithm 4.3 is performed in a
pipeline-parallel manner. If a corresponding bin is found for an item, the count is
incremented (line 4 in Algorithm 4.3 is executed directly on the respective shifter
list node). This action affects the state of both the input item and the shifter list
node: a meta data flag is set, indicating that the current input item was counted,
and also the updated bin count is forwarded to the next shifter list node, which is
relevant for the later shift phase.
Shift Phase. The shifter list nodes that process meta words are allowed to
issue swap requests with their predecessor shifter list nodes. If the count of the
predecessor shifter list node is smaller than the local bin count, i.e., if the condition
(meta_data.count < working_set.count) is satisfied, working set contents will
be exchanged, and in the following cycle the predecessor node will evaluate the
next data item against the working set data just received from its successor.
Last Shifter List Node. This node has slightly modified functionality. In the
evaluation phase, if the data item does not match the current bin ID, it is temporarily stored at the shifter list node. In the subsequent shift phase, if meta data
indicates that the item has already been counted by some other bin, the temporary
copy of the data item is discarded. Otherwise, the bin count is incremented, and
the bin ID is overwritten with the ID of the temporary copy, as in the original
Space-Saving algorithm. Due to the swapping mechanism it is guaranteed that
the last shifter list node always stores the bin with the smallest count.

4.7.2

n-Closest Pairs of Points with Shifter Lists

The n-closest pairs of points problem is defined as follows: given N points in a
multi-dimensional space, find the n pairs of points with the smallest distance to
each other. Distance can be defined in various ways, e.g., the Euclidean distance
(`2 -norm), Manhattan distance (`1 -norm), etc. The brute force algorithm that
finds a single closest pair is illustrated in Algorithm 4.4. To find n such pairs we
can execute this algorithm n times, while making sure that we exclude previously
found pairs.
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ALGORITHM 4.4: Brute-force algorithm that determines the closest pair of points.

6

mindist = ∞ ;
for i = 1 → i < length(P ) − 1 do
for j = i → i < length(P ) do
if dist(P [i], P [j]) < minDist then
minDist = dist(P [i], P [j]) ;
closestP air = (P [i], P [j]) ;

7

return closestP air ;

1
2
3
4
5

High-Level Shifter List Mapping. To compute n closest pairs, we map a different point from the input data to each of k shifter list nodes, where k > n. As
input points visit the shifter list nodes, the distance d to the working set points
is computed. If the distance to an input point is smaller than the smallest previously observed distance, the new distance is saved together with that input point
at the respective shifter list node. The swapping mechanism of shifter lists keeps
the global working set sorted by distance such that the closest pairs reside at the
beginning of the shifter list. Figure 4.17 illustrates this idea. The first n shifter
list nodes store the n closest pairs observed so far. If d at one of the shifter list
nodes νi (where i > n) becomes smaller, that node is shifted upstream to its proper
position. Points that do not fit into the working set are timestamped and written
to an overflow queue, as in our skyline implementation. The timestamp is used to
drop pairs that did not make it into the top n shifter list nodes after having been
compared to all input items. Furthermore, “free” shifter list nodes can be reused
to store new input points. The algorithm terminates when there are no more input
points.
P44

P2

P3

P8

P127

P7

P23

P10

P4

P1

P18

P72

P16

P22

P13

P5

...

d = 2.3 d = 2.5 d = 4.3 d = 4.5 d = 4.9 d = 8.9 d = 9.5 d = 10.1
Figure 4.17: The shifter list keeps the n closest pairs (here, n = 4) at the beginning
of the list implicitly sorted. The pairs after the first n eventually expire and can
be replaced.
Evaluation Phase. Every shifter list node stores a pair of points (PA , PB ), the
distance between those points d, and a timestamp when PA was inserted into the
shifter list (working_set = {PA ,PB ,d,timestamp}). All nodes that process an
input item compute the distance d0 between that item and PA . If d0 < d, PB is
replaced with the input item, and d is overwritten with d0 . Moreover, d0 is sent as
meta data to the subsequent shifter list node, which is relevant for the later shift
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phase. Finally, if the timestamp condition was satisfied the working set distance
is set to d = ∞.
Shift Phase. If the distance of the predecessor shifter list node is larger than the
distance of the local closest pair, node contents are swapped to keep the shifter list
sorted by distance. Notice that shifter list nodes with d = ∞ will automatically
be swapped towards the end of the shifter list.
Last Shifter List Node. If at the last shifter list node d = ∞, a new point PA
can be assigned to this node, and the next data point will be the second point of
the pair PB . To avoid that PB overwrites PA , we set the distance d = ∞ − 1. As
for skyline, this last node also has additional I/O capabilities, i.e., if the distance
at the last shifter list node is not set to infinity, meaning that this core is still in
use, we need to write the current input item to an overflow queue for processing
in a subsequent round.

4.7.3

K-means Clustering with Shifter Lists

K-means clustering aims to partition N points in a d-dimensional space into k
clusters such that each cluster has a center, which is defined as the mean position
of all points in that cluster, and each point in the cluster is closest to that center.
Finding the optimal solution to this problem is NP-hard [DFK+ 04], which is why
typically approximation algorithms are used. A common iterative approximation
algorithm is the following: start with k random samples and use them as initial
centers. In every iteration, first assign each point to the closest center, then
recompute all centers. Repeat this process until either the result converges or
a specified threshold of iterations is reached. Note that a variant of K-means
updates the cluster centers each time a point is reassigned to a new cluster, which
leads to faster convergence. The center can be updated incrementally as follows:
n+1
P

Cn+1 =

ti

i=1

n+1

= Cn +

tn+1 − Cn
,
n+1

where Cn corresponds to the current center, tn+1 corresponds to the new data
point, and n is the running count of items in the cluster.
High-Level Shifter List Mapping. To implement the above algorithm we only
instantiate k shifter list nodes. Each node stores one of the k centers and is
initialized with some random data point. As input data points propagate through
the shifter list, the distance to every center is computed, and the closest center
is identified. After a data item has traversed the entire list the closest center is
updated. To this end, the closest center is shifted together with the data item
towards the end of the shifter list.

78

Chapter 4. Shifter Lists

Evaluation Phase. The working set at every shifter list node stores a different
center of the k clusters, i.e., a d-dimensional data point together with the current
count of points assigned to this cluster (working_set = {center,count}). The
count is necessary to perform incremental updates of the center, as discussed above.
All shifter list nodes that process an input item compute the distance d between
the data point and the local center, which is temporarily stored at the shifter list
node. Furthermore, d is sent as meta data to the subsequent shifter list node as it
will be relevant for the shift phase.
Shift Phase. In the shift phase, the closest center is moved towards the end of
the shifter list together with the respective data item. If the temporarily stored
distance is smaller than the smallest distance computed so far, there is no need to
swap. Otherwise, the predecessor node stores the closest center, and we therefore
need to swap.
Last Shifter List Node. At the last shifter list node we simply recompute the
center by taking the current data item into account using the formula discussed
above.

4.8

Related Work

The introduction of skyline queries in 2001 [BKS01] has created a new direction
for research (a comprehensive overview is given in [GSG05]). There have been a
few attempts to exploit parallelism for skyline query processing, e.g., using SIMD
instructions [CLH+ 10] or multiple threads [PKP+ 09] on multi-core machines. However, the compute-intensive nature of skyline queries suggests that even higher degrees of parallelism are required to effectively tackle this type of problem, making
FPGAs an interesting alternative platform to explore.
In recent years, there have been several approaches to execute other data processing tasks on FPGAs (e.g., [DZT12, SMT+ 12]). Furthermore, FPGA solutions in the context of databases have been proposed for sorting [KT11], XML
filtering [MSNT11], or high-speed event processing [ITM11]. Nevertheless, those
examples all confirm the observation of [CHM11]: FPGAs still lack essential abstractions that have become pervasive in general-purpose computers; rather, most
systems are developed in an ad-hoc manner for just one particular problem setting.
With shifter lists, we provide an abstraction that aids in building parallel solutions for difficult data processing tasks demanding high performance. Shifter lists
combine well-studied FPGA concepts such as stream processing, nearest neighbor
communication, and pipeline-parallelism (see, e.g., [HKM+ 08, Kah74]) into a special kind of data structure for highly parallel hardware, comprising data storage
and concurrent data processing.
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The intended use of shifter lists is to keep working set data co-located with the
processing logic that uses it. In a sense, this blurs the classical separation of data
and logic. Softening this strict separation indeed makes sense in the light of FPGAs and ongoing hardware trends. There is a general consensus that power and
heat dissipation problems will force a move toward heterogeneous system architectures, which might even soon be dominated by highly specialized co-processors or
configurable hardware [BC11, EBSA+ 11, Sin11]. In such designs, an example are
Nanostores [Ran11], data structures can be wrapped right into the corresponding
processing logic to further improve energy efficiency and speed.

4.9

Summary

The prevalence of parallel hardware forces application developers to come up with
efficient solutions that are able to exploit the available parallelism and scale to
many parallel elements. However, in doing so, developers face several challenges
such as the programmability of complex parallel systems, as well as dealing with
the cost of communication among parallel units.
It is generally recognized that the ease of programming FPGAs is an important
issue that will determine the success and impact of FPGAs in future heterogeneous
systems. Yet, FPGAs still lack essential abstractions and design patterns, resulting
in a high engineering overhead for every new problem.
Furthermore, developing FPGA solutions for data processing tasks that scale
to high degrees of parallelism is often difficult. With increasing core counts, the
average on-chip distance grows between arbitrary communication partners. What
is more, for all-to-all communication patterns, the necessary routing logic scales
quadratically in the number of compute nodes, which limits the observed bandwidth. Algorithms based on scatter-gather mechanisms are affected by the cost of
communication in a similar way.
With shifter lists, we address the design of parallel data processing algorithms
for FPGAs in two important ways: (i) Shifter lists can be used as a generic implementation strategy to build parallel data processing operators, i.e., no need to
re-start platform optimization for each new problem instance. (ii) Shifter lists have
the awareness of communication cost built-in. It is applied by bringing pipelining
and nearest neighbor communication to the inside of individual data processing
operators.
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5

Complex Event Detection Systems

Complex event detection is an advanced form of data stream processing where
the stream(s) are scrutinized to identify given event patterns. The challenge for
many complex event processing (CEP) systems is to be able to evaluate event
patterns on high-volume data streams while adhering to real-time constraints. To
solve this problem, in this chapter, we present a hardware-based complex event
detection system implemented on FPGAs. By inserting the FPGA directly into
the network, our solution can detect complex events at gigabit wire speed with
constant and fully predictable latency, independently of network load, packet size,
or data distribution. Our system is built and can be customized using the following
techniques and design patterns discussed in Part I: Icestorm (cf. Section 3.1), and
shifter lists (cf. Chapter 4). Note that it is important that we can add, remove
and modify complex event patterns in the system. This is achieved by recompiling
the system and reprogramming the FPGA. Updates happen off-line and may take
some time, which is fine for our target scenario. Later, in Chapter 6, we will also
discuss the option of fast updates using runtime-parametrization techniques such
as skeleton automata.1

5.1

Motivation

An increasing number of applications in areas such as finance, network surveillance,
supply chain management, or healthcare are confronted with the need to process
1

Parts of this chapter have been published in [WTA10, WTA11].
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high-volume event streams in real time [GWC+ 07]. Typically, the individual data
items (tuples) in those streams only become meaningful when put into context
with other items of the same stream. Complex event processing (CEP) aims at
inferring meaningful higher-level events (complex events) from a sequence of lowlevel events [ADGI08]. Today, an increasing need for low latency complex event
processing is seen in various time-critical network stream monitoring tasks such as
real-time risk checking in financial trading applications, security auditing in web
service applications, or intrusion detection in Internet-based applications. All of
these tasks come with high demands:
(a) A stream monitor must handle any input data at full line-rate in real time. It
must be robust even under malicious conditions such as network flooding.
(b) The monitor must not interfere with any of the systems being monitored.
Ideally, no existing system needs to be altered or invaded to perform stream
monitoring.
(c) An easy-to-use and yet sufficiently expressive high-level query language should
allow system administrators to configure the stream monitor to their needs.
For instance, regular expressions are an elegant and commonly used way to
describe higher-level complex events over a number of basic events.
Together, these demands often hit the limits of software-based stream monitoring. It is known, for example, that high network packet rates (as they are typical
in financial trading applications) can quickly thrash the network stack of commodity systems [MTA09b]. A hard-wired hardware solution, on the other hand, is too
rigid and does not provide the necessary programmability required by most of the
applications mentioned above.

5.1.1

FPGA-based In-network Processing

By moving the complex event detection engine closer to the origin of the event
stream—the network interface—we avoid the network-memory-CPU bottleneck.
Our system decodes network packets directly in the network, handling any packet
size equally well at the highest frequency that a gigabit Ethernet link allows.
Besides benefiting from data proximity, our system heavily exploits the inherent
parallelism that FPGAs can offer. For example, our system is composed of (i) a
network packet decoder, (ii) pattern matching circuits compiled with Icestorm
(cf. Section 3.1), and (iii) a stream partitioner to support sub-stream pattern
matching, which is implemented with the help of shifter lists (cf. Chapter 4). These
components are all interconnected but perform their individual tasks completely
in parallel.
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Furthermore, we illustrate how complex event patterns can be expressed in a
declarative query language based on a standardization effort [ZWCC07] to extend
SQL with pattern matching capabilities. In the process, we identify key differences
between classical regular expressions and complex event patterns. We show how
to compile complex event patterns specified in the aforementioned language into
actual circuits and how to specify a complex event processing system that detects
click stream patterns over network traffic in real time.

5.2

Complex Event Patterns

In this section, we further illustrate the idea behind complex event detection and
introduce a query language for defining complex event patterns. Our language
closely resembles parts of the MATCH-RECOGNIZE clause of the current ANSI draft
for a SQL pattern matching extension [ZWCC07]. Nevertheless, since our focus is
on Boolean, regular expression-based complex event detection, we have derived a
simplified and less verbose version of the language.

5.2.1

Regular Expression Patterns

To demonstrate the query language and show how it can be used to define complex
events, we take the New York marathon as an example. Assume the runners need
to pass an electronic checkpoint in each of the five boroughs Staten Island (A),
Brooklyn (B), Queens (C), the Bronx (D) and Manhattan (E). While there is
nothing wrong with a runner passing any single of the checkpoints, an incorrect
order of passing them may indicate cheating. The expression
A (A|C|D|E)* C | A (A|B|D|E)* D | A (A|B|C|E)* E ,
for instance, could be used to describe the complex event where a runner reached
one of the checkpoints C, D, or E (from start point A), but has not passed the
respective predecessor B, C, or D.

5.2.2

Tuples, Predicates and Events

Regular expression engines for text typically operate over an alphabet of 8-bit
characters, i.e., at most 256 different characters. Stream processors, by contrast,
react to events that may be triggered by large input tuples. In our hypothetical
marathon scenario, readers at the five checkpoints might produce a tuple stream
marathon of schema:
h time : timestamp, checkpoint : string,
runner : int, speed : float i
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The size of the corresponding alphabet, the value domain, of such a stream can
be enormous and explicit value enumeration clearly is not feasible. Value ranges
that may appear inside a complex event pattern are thus described as predicates
over input tuples. A predicate is a condition that each incoming tuple either
satisfies or does not. A basic event in a complex event pattern is the equivalent to
a satisfied predicate. For instance, our earlier pattern for cheating in a marathon
might read as in Listing 5.1.
LISTING 5.1: Specification of complex events in the marathon example.
1
2
3
4
5
6
7
8
9

PATTERN ( A NOTB * C | A NOTC * D | A NOTD * E )
DEFINE
A
AS ( checkpoint = ‘ Staten Island ’)
NOTB AS ( checkpoint != ‘ Brooklyn ’)
C
AS ( checkpoint = ‘ Queens ’)
NOTC AS ( checkpoint != ‘ Queens ’)
D
AS ( checkpoint = ‘ Bronx ’)
NOTD AS ( checkpoint != ‘ Bronx ’)
E
AS ( checkpoint = ‘ Manhattan ’)

This query consists of a PATTERN clause and a DEFINE clause. In the PATTERN
clause the complex event is specified using regular expression operators and predicate identifiers. The predicates are defined in the subsequent DEFINE clause.
Observe that the absence of checkpoint readings (previously expressed, e.g., as
(A|C|D|E)*) can be described in a more readable way by using negation (NOTx
definitions above).
Overlapping Predicates
The predicates in our regular expressions are different from the characters in classical regular expressions where a character unambiguously defines some element of
the value domain. A predicate can encompass a whole range of values and is thus
rather comparable to a character class, e.g., [a-z] in a classical regular expression.
The fundamental difference is that predicates can be satisfied simultaneously by
the same input tuple just as overlapping character classes may match the same input character. This has consequences for the finite state machine that implements
the regular expression.
With classical regular expressions it depends solely on the regular expression
whether NFA → DFA conversion leads to state explosion (cf. Section 3.1.1). Unfortunately, the use of predicates to specify event patterns additionally fosters state
explosion in DFAs. This is because predicates can overlap and therefore a single
tuple might satisfy more than one predicate at the same time. As an example,
consider the regular expression A B | B A (which matches either “AB” or “BA”). If
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the predicates for A and B are mutually exclusive, the corresponding NFA and DFA
both look the same:
q1

A
start

B

q0

q3
B

(5.1)

A

q2

For non-exclusive predicates, this automaton would violate the DFA property,
since two transitions had to be followed for a tuple that satisfies A and B. To reestablish the DFA property, the overlap has to be made explicit by introducing a
new state and additional transitions:

q1
A ∧ ¬B
start

q0

¬A ∧ B
A∧B

B
q2

q3

A

q4

(5.2)

A∨B

With the possibility of overlapping predicates, the 2n factor in the number of
DFA states becomes a problem. Where k target states were sufficient in an NFA
to support k independent predicates, 2k − 1 target states are needed in a DFA to
cover all potential predicate overlaps. In addition, transition conditions turn into
k-way conjunctive predicates—with the corresponding high cost for evaluation.
Hence, the fact that Icestorm generates NFA-based pattern matching circuits is
of even higher importance than for applications that focus on regular expression
matching over text data.

5.2.3

Stream Partitioning

In practice, data streams often contain the interleaved union of a number of semantic sub-streams. In our previous example, the marathon stream contains one
sub-stream or partition for each participant in the race. The partitioning attribute
(runner) determines to which sub-stream the current tuple belongs. When analyzing such streams, patterns become meaningful only within each partition. A
PARTITION BY clause can be used to divide the marathon stream by the runner
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Figure 5.1: Demonstrator setup.
identifier runner into multiple sub-streams, as depicted in Listing 5.2. Partitioning an input stream and processing the sub-streams at line-rate is a big challenge.
We will tackle this problem using an approach based on shifter lists.
LISTING 5.2: Complex event pattern with PARTITION BY clause.
1
2
3

PARTITION BY
PATTERN
DEFINE

4

5.3

runner
( A NOTB * C | A NOTC * D | A NOTD * E )
A AS ( checkpoint = ‘ Staten Island ’)
...

Use Case: Click Stream Monitor

In the previous section, we discussed a complex event detection system used to
monitor a marathon. In this section, we present another system in more detail, a
click stream monitoring system that analyzes the HTTP requests of an Internet
web server. This system was implemented as a demonstrator [WTA11] at ICDE’11.

5.3.1

Demonstrator Setup

The monitor intercepts all traffic sent to/from a web server and reacts whenever a
specified event is detected. Since our FPGA platform (Xilinx XUPV5) is equipped
only with a single network port, we mimic network interception with the help of a
hardware switch and use the physical network setup shown in Figure 5.1.
A web server is installed on a laptop and additional laptops act as clients to
the web server. Our FPGA-based click stream monitor is connected to the same
network and can eavesdrop on the server traffic. Our network switch is configured
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Figure 5.2: Multi-step web form.
to mirror the web server port to the FPGA for that purpose. The FPGA device
monitors the server traffic and detects multiple user-defined click stream patterns
on a per-user basis concurrently.
The system reacts to detected complex events simply by showing a message on
a built-in LCD display on the FPGA board. Applied to a real-world scenario, the
system might as well send notifications to an outside system, alter network packets
as they pass through the monitor (ensuring compliance with predefined rules), or
drop packets from the network stream.

5.3.2

Application Scenario

To illustrate complex event detection, we assume a multi-step web form as shown
in Figure 5.2. The form consists of three sub-forms F1, F2, and F3 and a final
confirmation page C. Form F2 is optional and can be skipped by the user. Once
the user has confirmed a transaction, he/she will be directed to either of the
three thank-you pages T1 through T3. Such forms are commonly used, e.g., for
online shopping, flight booking, database conference registration, to name but a
few examples.
Here we are interested in detecting specific client behavior. In particular, we
want to be informed whenever a sequence of basic events (page requests) matches
a user-defined event pattern. If so, we raise a complex event with a higher-level
meaning to the user who formulated the pattern.

5.3.3

Complex Event Patterns

As examples, we consider the following three complex event patterns:
direct-buy Our ideal customer clicks through the sub-forms once and in proper
order, then commits his/her transaction and sees any of the three thank-you
pages.
indirect-buy Before confirming their order, some customers decide to make
changes to their form entries and thus move back and forth between the
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F and C pages before finally placing their order. Frequent occurrences of
this pattern may indicate problems in the design of the web form and its
user interaction.

aborted-buy After visiting any of the F and C pages, some customers navigate
away without placing an order (i.e., they access some outside page O2 before
reaching any of the thank-you pages). Again, such events may indicate design
weaknesses of the web application.
All three event patterns need to be tracked concurrently on a per-user basis and
without slowing down the web application itself. In a nutshell, the main tasks
of the FPGA-based stream monitor boil down to (1) identifying specific page
requests, i.e., basic events, (2) assigning those page requests to the appropriate
sub-streams, and finally (3) detecting complex event patterns over the respective
sub-streams, i.e., on a per-user basis.
Tasks 1 and 3 rely heavily on regular expression pattern matching. The peruser tracking (Task 2) raises new challenges in circuit design if hard throughput
guarantees have to be met. These challenges are addressed by implementing user
tracking (or partitioning in the generic stream processing sense) using shifter lists.

5.3.4

Declarative Complex Event Queries

Icestorm allows users to specify event patterns of interest in a high-level, declarative language, and yet benefit from the speed and performance guarantees of
query execution directly in hardware. The code necessary to detect all three event
patterns that we motivated in Section 5.3.3 is depicted below:
LISTING 5.3: Specification of three click stream patterns.
1
2
3
4
5
6
7
8
9
10
11
12
13

SELECT
S . src - ip
FROM
InputStream S
PARTITION BY S . src - ip
PATTERN
direct - buy
( F1 F2 ? F3 C T )
PATTERN
indirect - buy ( F1 F2 ? F3 C (( F1 | F2 | F3 )+ C )+ T )
PATTERN
aborted - buy (( F1 | F2 | F3 | C )+ O )
DEFINE
F1 AS ( S . data = /( GET | POST ) \/ form1 \. html /)
F2 AS ( S . data = /( GET | POST ) \/ form2 \. html /)
F3 AS ( S . data = /( GET | POST ) \/ form3 \. html /)
C AS ( S . data = /( GET | POST ) \/ confirm \. html /)
T AS ( S . data = /( GET | POST ) \/ thanks (1|2|3)\. html /)
O AS ( S . data = /( GET | POST ) \/[ˆ.]*\. html .* HTTP /)
2

Note that we can only detect HTTP requests that pass through our switch, e.g., O refers to
requests to pages that are on the same server but that do not belong to the web form.
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Lines 7–13 use a PCRE3 -style regular expression syntax to detect basic events
from the low-level network packet payload (S.data). The regular expressions will
match HTTP requests (using either the GET or POST methods) for the three
form pages F1, F2, and F3, the confirmation form C, or any of the three thank-you
pages. Notice that we generate a single basic event T for requests to all three
thank-you pages since their distinction is of no importance for the complex event
patterns specified. The last basic event O (line 13) will catch any other request for
an HTML file that is not covered by the five preceding regular expressions—and
thus indicates navigation to an outside page as needed to answer the complex event
pattern aborted-buy.
Based on these six basic events, three high-level, complex events can be expressed as shown in lines 4–6. Again, we use familiar regular expression syntax,
this time operating over the defined basic events rather than on raw packet payloads. The PARTITION BY clause on line 3 requests user tracking based on source
IP addresses, i.e., the complex event must consist of basic events that were generated from the same source IP address. Finally, the SELECT clause on line 1 specifies
what we want to report when any of the three complex event patterns match—in
this case, the source IP address of the user that caused the complex event (along
with an implicit identifier of the corresponding pattern that matched).

5.4

Complex Event Detection Engine

In this section, we give a high-level overview of the complex event detection system
we have developed and its key components. The system is connected directly to
the physical network interface to achieve full wire speed performance. Figure 5.3
depicts the placement of the FPGA in the network.

Network
Packet
Decoding

Tuple
Extraction

Complex Event
Detection Engine

Notification

Ethernet
Attachment

FPGA

Figure 5.3: FPGA inserted in the network.
On the FPGA we have implemented a network packet decoding component,
which takes care of processing the raw Ethernet frames. Its main task is to properly
unpack the payloads of the network packets. Nevertheless, it can also act as a filter
3

Perl Compatible Regular Expressions (PCRE).
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Figure 5.4: High-level architecture of the complex event detection engine.

by dropping packets, e.g., based on an IP address in the IP header or a port in
the UDP or TCP header.
As soon as the first payload bytes arrive at the FPGA, the network packet
decoding component forwards them to the tuple extraction component, which has
knowledge about the tuple schema. Note that a network packet can contain more
than one tuple. The job of the tuple extraction component is to convert the payload
bytes into tuples and forward them to the complex event detection engine. Both
the network packet decoding component and the tuple extraction component rely
on state machines for parsing that were generated using our parser generator tool
Snowfall [TW11].
The complex event detection engine is the heart of our system and is illustrated
in more detail in Figure 5.4. It is made up of several sub-components. For each
tuple, the predicate decoder —a separate component, consisting of pure combinational logic—evaluates all defined predicates and returns a predicate vector, a bit
vector that captures which predicates where satisfied by the tuple. Based on this
information the NFA can decide which transitions to take next. A similar idea
has been suggested in [CS04], where an 8-to-256 character pre-decoder was used
to share the character comparators among states of their NFAs.
Concurrently, the stream partitioner retrieves the pattern matching state that
corresponds to the sub-stream that the current tuple belongs to and returns this
information in the form of a state vector. The stream partitioner is implemented
using shifter lists (cf. Chapter 4). As we will further explain in Section 5.5, the
stream partitioner has longer latency than the predicate decoder. Therefore, predicate vectors need to be buffered with a FIFO buffer.
Finally, predicate vector and state vector are both fed to the pattern matcher,
which we implemented using Icestorm (cf. Section 3.1). This component is responsible for the actual complex event detection. The pattern matcher updates
the state vector and returns it to the stream partitioner. If a pattern was matched,
i.e., a complex event was detected, the end system is informed accordingly.

5.5. Stream Partitioner
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Stream Partitioner

A key difficulty in complex event processing on FPGAs, as compared to, e.g., pattern matching in intrusion detection systems, comes from the partitioning functionality outlined in Section 5.2.3. Thereby, a partition identifier (an attribute in
the input stream) divides an input tuple stream into multiple logical sub-streams
(partitions). To do pattern matching on a partition basis, in principle, we need a
separate NFA to process each partition individually. However, since every tuple
belongs to exactly one partition and we have to process only one tuple at a time,
it is sufficient to store the state vector of the NFA separately for every partition.
The state vector contains a bit for every state of the NFA indicating whether that
state is active. The NFA takes a state vector and a predicate vector as inputs and
returns the updated state vector as output. The job of the stream partitioner is
to find the state vector corresponding to a given partition identifier and forward it
to the NFA. The challenge is to do this in real time. In this section, we show how
shifter lists can be used to accomplish this task, while giving real-time processing
guarantees.

5.5.1

Stream Partitioning with Shifter lists

One can think of many different approaches to implement the stream partitioner
in hardware. Nevertheless, many designs that work well for a few partitions, will
not scale to support a large number of partitions. Shifter lists are a good match
for this problem.

5.5.2

Shifter list Mapping

The idea is to store NFA state vectors associated with particular partitions in a
shifter list, i.e., each shifter list node stores exactly one such vector. A shifter list
node can be free or associated with a partition. In the latter case, the shifter list
node stores the partition identifier (νi .pid) and the NFA state vector (νi .statevec)
of the associated partition. When a new tuple arrives, the partition identifier is
extracted and inserted into the shifter list. It is then handed from one shifter list
node to the next, once every clock cycle. The key idea is that two neighboring
shifter list nodes can exchange their stored partition identifier and NFA state
vector. For example, when an associated shifter list node matches a partition
identifier passing by, that element is swapped towards the end of the shifter list.
Thus, when the partition identifier has been propagated through the entire shifter
list, the last element will be the one it is associated with. The NFA state vector
is then retrieved from that shifter list node and passed to the NFA (jointly with
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Figure 5.5: Shifter list-based stream partitioning.

the predicate vector (predvec(t)) of the respective tuple t), which in return stores
the updated state vector in the last shifter list node (pek .statevec) again.
To exemplify, the mapping described above is illustrated in Figure 5.5. The
bigger circles represent shifter list nodes with stored partition identifier and NFA
state vector. The rectangle boxes above the circles correspond to the partition
identifiers that traverse the shifter list. Note that a new partition identifier can be
injected into the shifter list only every other clock cycle. The reason is that within
one clock period only every other pipeline element should trigger a swap. This is
a requirement to avoid conflicting swap operations.
Shifter list nodes are allocated dynamically. Initially the shifter list is empty,
i.e., all shifter list nodes are free. The first free shifter list node encountered by
a traversing partition identifier is swapped towards the end of the shifter list, as
long as no associated shifter list nodes can be found. Hence, if the last shifter list
node is free after the partition identifier has passed through the shifter list, then
that shifter list node is allocated, i.e., the partition identifier is stored there. If
so, the NFA takes the null vector (nullvec) for the current state vector and stores
the updated version in the last shifter list node as well. The swapping algorithm
is shown explicitly below, as Algorithm 5.1.
When a partition identifier reaches the end of the shifter list, the last shifter
list node is in one of three states: (1) the shifter list node is associated with
the partition identifier, (2) the shifter list node is free, (3) the shifter list node
is associated with some other partition identifier. Notice that the third case can
only occur when all shifter list nodes are associated with other partitions, i.e., the
shifter list is full. In that case, our only option is to discard the current tuple.

5.5. Stream Partitioner
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ALGORITHM 5.1: Shifter list swapping algorithm.
1
2
3
4
5

foreach tuple t ∈ InputStream do
i ← 1;
while i < k do
if νi .pid = t.pid then
swap (νi , νi+1 );

7

else if νi = f ree and νi+1 .pid 6= t.pid then
swap (νi , νi+1 );

8

i ← i + 1;

6

9
10
11
12
13
14
15

/* process last shifter list node
if νk .pid = t.pid then
νk .statevec = NFA (νk .statevec, predvec(t));

*/

else if νk = f ree then
νk .pid = t.pid;
νk .statevec = NFA (nullvec, predvec(t));
else
discard (t);

5.5.3

Temporary Shifter List Node Allocation

The number of partitions that can be handled is limited by the size of the shifter
list, i.e., by FPGA real estate, as we show in the next section. We can relax this
limitation somewhat by dynamically allocating and releasing shifter list nodes, as
they are needed. The difficult question is at what point in time to release a shifter
list node. To solve this problem, we propose to add a lightweight timer (four bits)
to every shifter list node allowing each shifter list node to be automatically released
when its timer runs down. The timeout-range can be tailored to meet applicationspecific requirements by adjusting the frequency of a global update-timer signal.
For example, if we want to allow a time window of one second, the timer needs
to be updated roughly every 8 × 106 clock cycles of a 125 MHz clock since a 4-bit
timer can be decremented 16 times.

5.5.4

Evaluation

The number of supported concurrent partitions directly translates to the number
of shifter list nodes, i.e., the depth of the shifter list. Obviously, there is a limit
to how many shifter list nodes can be placed on a single FPGA chip. Addressing
this matter, we have conducted experiments on a Virtex-5 FPGA. It should be
noted at this point that the current generation Virtex-7 FPGAs have significantly
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more resources to offer. In Figure 5.6 we show the percentage of FPGA resources
consumed by a shifter list of varying depths. In this experiment, the partition
identifier was a 16-bit attribute of a 128-bit tuple and the pattern we tested was
A(B|C*)D, i.e., the NFA state vector had four bits.
From the graph in Figure 5.6 it can be seen that we run out of lookup tables
before we run out of flip-flops. Also, resource consumption increases linearly with
respect to shifter list depth. The fact that 800 shifter list nodes, occupying 89%
of the available slices on our FPGA, did not lead to timing constraint violations
or other problems, again demonstrates the excellent scaling properties of shifter
lists.
Pipelining is a common technique in electrical engineering to increase throughput. However, the longer a pipeline is, the higher the latency. In our shifter
list, a partition identifier progresses from one shifter list node to the next every 16
nanoseconds (half the outside clock frequency of 125 MHz). Therefore, with an 800
element-deep pipeline the latency is 800 × 16 nanoseconds = 12.8 microseconds.
Thus, the latency is still very low and we consider it irrelevant when compared
with the arrival rate of standard streams.

5.6

System Evaluation

In this section, we present evaluation results of our complex event detection system
as a whole. The implementation is on a Xilinx XUPV5 development platform with
a Virtex-5 FPGA. Besides verifying the correctness of our system, the main goal
of this implementation was to perform throughput measurements and to check the
maximal sustainable load with data arriving from a gigabit Ethernet link.
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0
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Figure 5.7: Performance of FPGA stream monitor. We saturate the link with
packets of varying size. Independent of the packet size, the FPGA will process
100 % of the input stream and never drop packets.
Experimental Setup. Tuples are transmitted to the FPGA over the network
using UDP, as is the case for many financial services applications. Every UDP
packet contains a fixed number of 128-bit wide tuples. To generate enough network load, we ran the tuple generator concurrently on three machines, which we
connected to the FPGA via a switch. We measured tuple and Ethernet frame
throughput directly on the FPGA with additional circuitry developed especially
for this purpose.

5.6.1

Throughput Measurements

If there was no network communication overhead then the theoretical upper bound
of tuples that could hit our system on a gigabit link would be 7,812,500 tuples per
second (1 Gbit/s divided by 128 bit). To reduce communication overhead we can
increase the size of the UDP packets so that more tuples fit into a single packet.
In Figure 5.7 we measured tuple and (Ethernet) frame throughput of our complex
event detection system with varying UDP packet sizes.
As can be seen in Figure 5.7, our device could monitor all input data at full
wire speed, without any packet drops that, in software, can be caused by overload
situations. This is particularly remarkable on the left end of the scale. Workloads
that use many small-sized packets (as common, e.g., in financial trading applications) are known to cause very high CPU load and often substantial latencies in
software-based systems [DEA+ 09, MTA09b], even though less payload data is ac-
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tually sent over the wire (due to the increasing IP protocol overhead). Our system,
by contrast, is fully robust to such workloads and is guaranteed to always run at
full wire speed.
The communication overhead for each Ethernet frame includes 20 bytes for the
IP header and 8 bytes for the UDP header next to the overhead for the frame
itself (38 bytes), i.e., the per frame overhead is 66 bytes (528 bits). With large
frames, e.g., of size 1,440 bytes containing 90 tuples (528+90×128 bits), we were
able to process up to 7,279,215 tuples per second—close to the theoretical upper
limit stated above.
Knowing the frame overhead (Foverhead = 528 bits), we can calculate the bandwidth utilization (Butil ) using the following formula:
Butil = Nframes/s × (Foverhead + Ntpp × 128) .
The number of frames per second (Nframes/s ) is multiplied with the network
communication overhead (Foverhead ) and the UDP payload, which is the number
of tuples per packet (Ntpp ) times tuple size (128 bits). For the example above (90
tuples per packet) we measured that the FPGA processed approximately 80,880
frames per second which results in a bandwidth utilization of:
Butil = 80, 880 × (528 + 90 × 128) = 974 M bit/s .
This number is very close to the theoretical maximum bandwidth of 1000 Mbit/s.
Nevertheless, it needs to be said that it is typically not the large network packets
that CPU-based systems have trouble with. As was shown in [MTA09b], commodity systems struggle most with processing network data with high packet rates.
Therefore, the more interesting results are the ones with small packets. The smallest packets in our experiments contained exactly one tuple. We measured that the
FPGA processed 1,451,373 such packets per second, thus resulting in a bandwidth
utilization of:
Butil = 1, 451, 373 × (528 + 1 × 128) = 952 M bit/s .
This result demonstrates the true value of our work. It shows that in by-passing
the network-memory-CPU bottleneck our system is able to detect complex event
patterns even on network traffic with very high packet rates, something that is not
feasible with CPU-based solutions.

5.7. Related Work
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Related Work

The importance of complex event detection[ADGI08, GWC+ 07] is manifested in
an ongoing effort to standardize an SQL extension with pattern matching support [ZWCC07]. While this SQL extension has already been implemented in software systems, e.g., ESPER [Esp] or DejaVu [DGL+ 09], we are the first to look at
hardware-based complex event detection.
Our system has obvious similarities to hardware-accelerated intrusion detection
systems, such as [MNB07, SP01, YJP08]. However, while these existing systems
perform single packet inspection only, our design operates on logical streams and
features explicit user tracking.
Software-based complex event processors (e.g., [DGL+ 09, GWC+ 07]) do support such functionality, but lack the integration (in-network processing) and performance (full wire-speed throughput) advantages of our hardware-accelerated device. For very complex analysis tasks (where a direct hardware implementation
is no longer feasible) we could envision a hybrid setup where the FPGA acts as a
pre-processor and filter to a back-end stream processor in software (in the spirit
of [MTA09b]).

5.8

Summary

Complex event detection using CPU-based systems suffer from severe limitations
on the amount of data that can be brought to the CPU due to bottlenecks between
the network, memory, and the CPU itself. By inserting the FPGA in the network,
we can detect complex events at gigabit line-rate.
In this chapter, we described a complete implementation of an FPGA-based
complex event detection system that monitors network streams in a non-invasive
manner, allowing reliable stream analysis where speed is a concern, e.g., in online
trading, security auditing, or intrusion detection applications. On the usability
side, our system features an expressive pattern description language allowing users
to declaratively state high-level complex events of interest.
We demonstrated how to build such systems using our compiler Icestorm, as
well as implementation strategies such as shifter lists. The experiments show that
the resulting system is both efficient in terms of chip space requirements and can
process event streams at very close to wire speed.
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6

FPGA-Accelerated XQuery Engine
In this chapter, we combine an XPath-based filtering engine, implemented on an
FPGA and inserted in the network with a full-blown XQuery back-end processor. The FPGA and the back-end processor are loosely coupled, i.e., the XQuery
processor can run unmodified on the projected (filtered) XML documents.
We apply skeleton automata (cf. Section 3.2) to XML projection [MS03], a
filtering technique that illustrates the feasibility of our strategy for a real-world
and challenging task. By performing XML projection in hardware and filtering
data in the network, we report on performance improvements of several factors
while remaining non-intrusive to the back-end XML processor (we evaluate XLynx
using the Saxon engine).1

6.1

Introduction

Our system, XLynx , offers the same throughput characteristics as previous approaches that required per-query compilation. By contrast, however, XLynx also
supports instant query workload changes with reconfiguration times in the microsecond range.
We use the skeleton automaton concept to implement XML projection, a task
that is meaningful and at the same time challenging from a hardware perspective.
XML projection was proposed by [MS03] a decade ago. But because XML parsing
1

Parts of this chapter have been published in [TWN12, TWN13].
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is the dominating cost factor in real-world systems [NJ03], XML projection remained little more than an academic curiosity. By off-loading the projection task
to dedicated hardware, however, XLynx can truly unleash the potential of XML
pre-filtering, leading to query speedups of several factors.
This chapter emphasizes applying design patterns such as skeleton automata
and shifter lists to build a complete system. We discuss integration aspects, including an in-depth discussion of XML parsing—a task which alone has challenged
hardware and software makers for a long time [LL09, DNZ10]—; XML serialization to interface with a software-based back-end; and runtime-parameterization.
Furthermore, query removal at runtime and on-line defragmentation increase dynamism beyond skeleton automata.
We present XLynx as a closed-box solution that transparently filters XML
data in the network. This way, XLynx can be paired with any existing XQuery
processor or act as a semantic firewall that strips off sensitive information as XML
passes the network (in the spirit of [Dat]).

6.2

XML Projection

Our work provides a hardware implementation for XML projection. To understand the idea of XML projection, consider the following query, which is based on
XMark [SWK+ 02] data (XMark models an auction website):
for $i in //regions//item
return <item>
{ $i/name }
<num-categories>
{ count ($i/incategory) }
</num-categories>
</item>

(Q1 )

This query looks up all auction items and prints their name together with the
number of categories they appear in.

6.2.1

Projection Paths

Out of a potentially large XMark instance, Query Q1 will need to touch only a
small fraction that has to do with items and their categories. What is more, this
fraction can be described using a set of very simple projection paths (essentially,
XPath expressions):
{ //regions//item,
//regions//item/name #,
//regions//item/incategory } .

6.2. XML Projection
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<site>
:::::::
<regions>
:::::::::::
...
<africa>
:::::::::
...
<item
id="item42"::
>
::::::
<name>vapour
wept
became empty </name>
::::::::::::::::::::::::::::::::::::::::::::
<incategory
category="category3"
/>
:::::::::::::
::
<incategory category="category1"/>
:::::::::::::
::
</item>
::::::::
...
</africa>
::::::::::
...
</regions>
::::::::::::
...
<open_auctions>
<open_auction id="open_auction0">
...
</open_auction>
...
</open_auctions>
...
</site>
::::::::

Figure 6.1: XML projection. Only the underlined
parts are needed to evaluate
:::::::::::
Query Q1 .

Only nodes that match any of the paths in this set are needed to evaluate Query Q1 ;
all other pieces of the input document can safely be discarded without affecting
the query outcome.
Since our aim is to reduce data volumes, by default we keep only the matching
node itself in the projected document, but discard any descendant nodes that do
not match any projection path as well. Whenever the query demands to keep the
entire subtree below some matched path, we annotate this path explicitly with a
trailing # symbol (consistent with the notation in [MS03]). In our example this is
needed to include full name elements in the query result.
Figure 6.1 illustrates the process for an XMark excerpt. Only the underlined
:::::::::::
parts of the document are needed to evaluate Query Q1 . Everything else will be
filtered out during XML projection.
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projpath
path
step
axis
test

::=
::=
::=
::=
::=

path #?
fn:root() | path/step
axis :: test
child | descendant | self | descendant-or-self
* | text() | node() | NCName

Figure 6.2: Supported dialect for projection paths.

6.2.2

Path Inference and Supported XPath Dialect

Marian and Siméon describe a procedure to statically infer the set of projection
paths for any given query Q. We adopt this procedure and refer to [MS03] for
details. Several XQuery processors readily implement the inference procedure,
including MXQuery [BFF+ 07] and Galax [FSC+ 03]. The commercial version of
Saxon, Saxon-EE, implements XML projection, too.
Paths emitted by the inference procedure adhere to a simple subset of the
XPath language. Most importantly, the subset only permits downward navigation,
i.e., the self, child, descendant, and descendant-or-self axes.
Figure 6.2 lists the XPath dialect that our hardware implementation supports.
This dialect essentially covers all features of the projection path language as proposed by [MS03] (however, we do not support namespaces). For illustration purposes, we frequently make use of the abbreviated notation in XPath, where, for
example, ‘//’ stands for ‘/descendant-or-self::node()/’. To implement XPath
expressions that comply with our language stated above we use skeleton automata
as explained in Section 3.2. Note that our skeleton automata only need to support
concatenation and Kleene closure but not union.

6.2.3

XPath in Hardware: State of the Art

Non-deterministic finite-state automata (NFA), similar to those generated with
Icestorm (cf. Section 3.1), can be used to implement XPath expressions. An
example of such an NFA is given in Figure 6.3. Recall that in a circuit generated
this way, every automaton state is represented by a flip-flop register (labeled ‘FF’
in Figure 6.3). Wires between flip-flops implement state transitions. An ‘AND’ gate
along these wires ensures that the transition is taken whenever the originating state
is active and a matching input symbol is seen. * transitions are not conditioned
on the input symbol (thus, there is no ‘AND’ gate along their path). Whenever
multiple transitions can activate a state, these must be combined using an ‘OR’
gate, as can be seen at the inputs to states q0 and q4 .
The automaton is driven by a tag decoder that parses the XML input. Whenever it sees a tag named a, . . . , d, it sets the corresponding output signal to 1,
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Figure 6.3: Hardware implementation of a non-deterministic finite automaton corresponding to the XPath expression fn:root()//a/b/a/c//d.
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Figure 6.4: XML projection engine. After parsing, the XML stream passes through
a skeleton automaton, which controls what the serializer emits as the projection
result.
similar to the predicate decoder of our complex event detection engine (cf. Section 5.4). However, in this case, the tag decoder itself is also implemented as a
finite-state automaton.
Note that a stack data structure, needed to support the XML tree structure,
can be attached to the finite-state automaton. Then, states q0 through q5 are
pushed/popped to/from this stack during start/end element events. Refer to
Moussalli et al. [MSNT10, MSNT11] for details. Our solution to this issue is
discussed in Section 6.3.2.

6.3

XPath Engine Architecture

The high-level structure of XLynx is illustrated in Figure 6.4. Raw XML data
enters the system at the left end of the figure, where a hardware XML parser analyzes the syntactical structure of the stream. Enriched with parsing information,
the XML stream passes through a series of skeleton segments—which together
form a sequence of skeleton automata—that perform the actual path matching.
Finally, the serializer at the right end of the figure copies matches to the circuit
output and ensures a well-formed XML result. We detail the inner workings of
each building block in the following.
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6.3.1

XML Parsing

The input XML byte stream enters our system on the left side of Figure 6.4
and is fed into the hardware XML parser. As mentioned before, parsing is in
itself a major throughput challenge for many XML processing systems [LL09], but
it is a prerequisite to perform effective XML projection. Only recently, Dai et
al. [DNZ10] were the first to report on a hardware XML parser that could sustain
gigabit Ethernet line-rate.
Parsing can be done very efficiently in hardware if the language to recognize
is regular. The language can then be implemented as a finite-state automaton,
which matches the capabilities of electronic circuits well. Fortunately, XML is
“almost regular”: only the proper nesting of element tags and a potential test
for well-formedness (tag names in start and end tags must match) cannot be expressed using regular patterns. XML parsing becomes expressible as a finite-state
automaton once we take such features out of the language specification (in XLynx
they are handled outside the main parser logic).
However, depending on the scope of the supported language constructs, the
resulting automaton is potentially very large. Therefore, our parser generator
tool Snowfall [TW11] is useful here to generate the corresponding parser from an
input grammar, the same way parsers were generated for the previously discussed
complex event detection system (cf. Section 5.4).

clk
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τ2 : TagNameChar
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Figure 6.5: Timing diagram of XML parser output. The XML stream is enriched
with a token signal to make lexical information explicit.

The behavior of the XML parser component is illustrated in Figure 6.5 as a
timing diagram. The token signal carries values of an enumeration type, whose
symbolic names we listed at the bottom of the figure. The main purpose of the
XML parser component is to centralize the parsing task into a single hardware
unit. This greatly simplifies the overall circuit design and reduces the size and
complexity of the remaining hardware components.
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Skeleton Automata

To the parsed XML stream, the sequence of configured skeleton automata adds
a match flag to identify matching pieces in the data stream. This flag is interpreted by the serializer to produce the projected XML document. The skeleton
is provisioned for any transition and condition that would be permitted by the
respective query language (in our case a dialect of XPath). Placeholders in the
skeleton automaton (we illustrate them as ) are filled with parameter values at
runtime to enable or disable (by putting a false condition on the edge) transitions
or to reflect query-dependent conditions.

Skeleton Segments
In the case of XPath, we build the skeleton automaton from a large
number of segments. Each segment consists of a single state and

two parameterized conditions as shown here on the right. The actual implementation contains additional parameters that determine

whether a state is accepting or handle specifics of XPath (such as
self axis). For ease of presentation, we omit such parameters from
the discussion here and in the following.
Skeleton segments are connected to form a chain, as we sketched it already
in Figure 6.4. Observe how this structure coincides with the one that we saw
earlier for our example query (Figure 6.3). In fact, skeleton segments are sufficient
as basic building blocks to construct a finite-state automaton for any legal XML
projection path.
Each segment also includes a history unit, which we will discuss shortly, to
support backtracking. So backtracking is wrapped into the basic skeleton building
blocks and scales trivially with the overall automaton size.

Compiling Queries
Compiling a projection path into a set of segment parameters is particularly simple.
Each step in the path is mapped to one segment in the skeleton automaton. Much
as we saw in the example in Figure 6.3, each node test is set as a transition
condition on a segment-to-segment edge. Axes (child or descendant) result in
conditions false or * annotated to a back loop (we discuss -self variants later).
Somewhat counterintuitive to the notion of XPath location steps, each skeleton
segment corresponds to one ‘nodetest/axis::’ pair (not ‘/axis::nodetest’), as we
already indicated earlier on the bottom of Figure 6.3.
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tag predicate
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tag matcher
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Figure 6.6: Hardware implementation of a single skeleton segment.
configuration parameters (axis and node test).

blocks hold

Implementing a Skeleton automaton with a History Unit
Skeleton segments are the basic building blocks of our matching engine. Finding a
proper hardware implementation for them is what now remains to realize scalable
and efficient XML projection in hardware.
As illustrated in Figure 6.6, each segment consists of three sub-components
(segment core, tag matcher, and history unit) that interpret the two query parameters axis and tag predicate. The two signals match in and match out represent the
in- and outgoing transition edges of the segment, the din signal gives the circuit
access to the input data stream (segments are daisy-chained so all segments have
access to the stream).
The segment core is what ultimately implements the automaton segment.
Based on the setting of the axis parameter, it will enable the respective logic
gates to allow * loops in the effective automaton.
As in the traditional scheme, the actual automaton state, which is part of each
segment, is implemented using a flip-flop register. In Figure 6.6, this register is
illustrated as a gray box . To support backtracking, the flip-flop is embedded
inside a history unit, which replaces the global stack of previous hard- or softwarebased XPath engines.
In hardware, the history unit is implemented using a shift register whose contents can be shifted left/right as the parser moves down/up in the XML tree
structure (e.g., upon opening and closing tag events). The rightmost bit of this
shift register corresponds to the current state and is propagated to the outside
in terms of the match out signal. In the software world, the history unit would
best compare to a stack for single-bit values, where the stack top determines the
match out signal.
The size of the history unit is a compile-time parameter that limits the XML
tree depth up to which matches can be tracked (default is 16 in our implementation). Cases where this depth is exceeded by a given XML instance will still
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ALGORITHM 6.1: Pseudo code for segment core.
1
2
3
4
5

switch din.token do
case OpeningTagEnd
if (tag matches and match in)
or (axis = desc and history[last]) then
match := true;

7

else
match := false;

8

push (history, match);

6

case ClosingTagEnd
pop (history);

9
10

not fail. XML projection is, by definition, a best-effort strategy to reduce input
sizes prior to the actual query processing. If the hard limit for history tracking is
reached, we can always pass those parts on to the software side and handle them
there.
In contrast with the traditional compile-by-query scheme, our circuit does not
use an external tag decoder. Instead, dedicated sub-circuits (‘tag matcher’) in
each segment provide information about matched tag names. We will detail those
sub-circuits in a moment.
Algorithm 6.1 summarizes in pseudo code the behavior of a segment core.2
Matching occurs when an opening XML tag is fully consumed. Lines 3–7 then
combine the axis parameter, tag match information, the input match flag, and (to
implement *loops) the existing match state to determine a new match state. This
new match state is then pushed/shifted into the history shift register (line 8), which
implicitly makes the information also available on the match out port. The match
state is restored from the history shift register when a closing tag is consumed
(lines 9–10).
The pseudo code in Algorithm 6.1 can straightforwardly be translated into a
VHDL circuit description. Note that in hardware this code is not executed as
sequential code. Rather, the code is compiled into combinational logic that drives
the control signals of the hardware shift register.
Distributed Tag Decoding
Input to the segment core is a signal indicating whether an element with corresponding tag name was seen in the input. The classical approach to this sub2

For ease of presentation we simplified the algorithm to only child or descendant axes.
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ALGORITHM 6.2: Tag matching. Parameters tag and taglen hold the tag name of
an XPath name test and its length.
1
2
3
4
5
6
7

switch din.token do
case TagStart
pos ← 0;
partial match ← true;
case TagNameChar
if din.char 6= tag[pos] then
partial match ← false;
pos ← pos + 1;

8
9

tag match ← partial match and (pos = taglen);

problem was shown in Figure 6.3. There, a dedicated tag decoder was compiled
along with the main NFA. It included a hard-wired set of tag names, and produced a separate output signal for each tag name in the set. These signals were
wired to segments in the NFA as needed (top part of Figure 6.3). Some earlier
accelerators for XML filtering support tag decoding only in a very restricted form
(e.g., [MSNT11]) or push it to the software side altogether [MHS+ 11].
Two fundamental problems render dedicated tag decoding unsuited for our
scenario: (a) the set of all relevant tag names must be known at circuit compilation
time (no runtime-parameterization) and (b) routing the output signals of the tag
decoder may require long signal paths which will deteriorate performance. In
XLynx , tag name matching is wrapped inside each skeleton segment, which keeps
signal lengths short and independent of the overall circuit size. Each tag matcher
is connected to a dedicated RAM which holds the tag predicate that should be
matched (i.e., the tag name of a node test). In-silicon block RAMs on Xilinx
FPGAs are 18 kbit in size. Thus, a single block is sufficient to store tag predicates.
The tag matcher signals true on its tag match output when its local tag predicate was recognized and false otherwise. Algorithm 6.2 formalizes this behavior:
the input data stream is compared character-by-character; tag match is set to true
when all seen characters matched and the length of the tag name is correct.

6.3.3

Matching Multiple Paths

Besides maintaining its own match state, each skeleton segment passes the (parsed)
input XML stream directly on to its right neighbor. We can use this property to
evaluate multiple projection paths within the same processing chain.
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path p1

path p2
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segment
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segment

segment
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Figure 6.7: Multiple paths can be matched within a single processing chain. Braces
indicate the chain sections for projection paths p1 /p2 .
Figure 6.7 illustrates the idea. As the XML input is streamed through, sections
of the entire chain of segments are responsible for evaluating different projection
paths pj . To realize this setting, all we have to do is ensure proper behavior
at both ends of a chain section. We do so by introducing an explicit fn:root ()
implementation and with help of match merging at the right end of a chain section.
Implementing fn:root ()
A skeleton segment for the XPath built-in function fn:root () is the only one
that does not depend on any previous matches. By placing it in front of every
projection path, we break the finite-state automaton into separate automata that
evaluate paths independently.
To evaluate fn:root (), a segment must (a) enter a matching state exactly
when parsing is at the XML root level and (b) become active in no other situation.
We already have the tools available to implement both aspects of this behavior.
To implement (a), we initialize the history shift register such that history[last] ≡
true holds (so far we silently assumed that history[last] is initialized to false). The
true flag will automatically be shifted accordingly such that the matching state
re-appears whenever parsing moves back up to the root level. Property (b) can be
assured by keeping the match in signal false at the input of every chain section.
The matcher will then match no tag in the document (Algorithm 6.1, line 3), but
still follow a * transition if it is configured to do so (i.e., if fn:root () is followed
by a descendant step; line 4 in Algorithm 6.1).
Match Merging
At its right end, each chain section will compute the match state for its corresponding projection path. The serializer at the end of the processing chain must
be informed whenever any of the paths along the chain find a match.
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Figure 6.8: Match merging to support multiple projection paths. Local matches
are merged into the global match state if the parameter end-of-chain-section (eoc)
is set.

To establish this mechanism, we differentiate between local matches (for each
of the pj ) and a global match. The former corresponds to the match out signal that
we used so far to find single-path matches. To implement the latter, we propagate
an additional match flag along the chain and merge it with the local match result
at the end of each chain section (using a Boolean ‘OR’ gate).
Figure 6.8 illustrates how match merging can be realized with only a few additional logic gates in each skeleton segment. At the end of each chain section
(signified with an end-of-chain-section (eoc) configuration parameter), the local
match state is merged into the global signal.

Resource Allocation
Note that the division of the entire chain into sections is not static. Rather, a
sequence of segments is allocated as needed for each projection path. This lets us
make efficient use of resources and enables high flexibility at the same time. Since
segments are allocated on-demand, the same circuit can match either many short
paths or fewer paths that are very long. The only limit is the aggregate number
of XPath location steps in a set of projection paths, which must not exceed the
number of segments n.
To illustrate this point, the twenty XMark queries that we look at in Section 6.7
use projection path sets with 3–15 paths per benchmark query (median: 4). The
longest path in the XMark benchmark set contains 12 location steps. An allocation
scheme where the per-path size is fixed would thus require at least 15 × 12 = 180
segment matchers, and no paths longer than 12 steps could ever be supported in
such a design. With on-demand allocation, workloads are only limited by the total
number of steps for a single projection path set, which ranges between n = 7 and
n = 79 (median: n = 15) for the XMark benchmark. That is, 79 segment matchers
would suffice to support the XMark workload (without individual constraints on
path count or path size).
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XML Serialization

Our engine is designed to support XML projection in a fully transparent manner,
where the receiving query processor need not even know that it operates on prefiltered XML data. Thus, the document must be filtered in such a way that an
oblivious back-end processor will still produce the same query output (provided
that all its projection paths have been configured in our engine).
To exemplify, in Figure 6.1 the document filter must preserve site, regions,
and africa elements, even though they are not themselves matched by any projection path. Otherwise, Query Q1 will miss its regions elements and return an
empty result or—even worse—fail entirely because the projected document contains more than a single root element.
Therefore, the serializer component of our circuit ensures that the root-tonode paths of all matching nodes are preserved in the circuit output. As the input
stream is processed, the serializer writes all opening tag names into a dedicated
BRAM block. When a match is found, this information is read back and used to
serialize full root-to-node paths.
The serializer component uses a FIFO-based queueing mechanism (placed between “skeleton automaton” and “serializer” in Figure 6.4) to buffer incoming
XML tokens while missing tags are printed. In this buffer, input tokens might
queue up while the serializer fills in necessary start tags. The queue will drain,
e.g., whenever discarded XML content (which did not match any projection path)
leaves “holes” in the input stream. Overall, the buffer will never grow larger than
the concatenation of all currently open XML tags—a single BRAM block (approx.
4 kB) suffices to buffer this much data for any real-world XML instance.

6.3.5

Walk-Through Example

To better understand how the bits and pieces of XLynx work together, Figure 6.9
shows two snapshots of an XLynx instance while processing input.
Figure 6.9(a) shows the state of the projection engine right after configuration.
Input is waiting on the left end of the engine, but no character has been processed,
yet. For all segments segi , tag predicates have been configured to the respective tag
name. A special root marker enforces match in = false to implement fn:root (),
as motivated in Section 6.3.3. Axis predicates have been configured to either c
(child) or d (descendant).3 Match mergers (on the bottom-right of each segment)
contain end-of-chain = 0/1 (“false”/“true”) flags to indicate the end of a segment
chain. All history units are initialized to 0 (indicating false), except history[last] = 1
(or true) for fn:root () segments. In the serializer, printed level and curr level both
3

The axis predicate of the last segment of any path (i.e., seg4 and seg8 in our example) implements
the potential presence of a hash sign (#) in the projection path specification.
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(b) Same XLynx instance after having read the input ‘<art><x><art><ba’.

Figure 6.9: Walk-through example of an XLynx instance that matches the
following two projection paths: p1 = fn:root()//art/bar//d # and p2 =
fn:root()/art//bar/xyz.

point to the top of an empty stack, abbreviated p and c, respectively, in Figure 6.9.
This stack contains the byte positions in the serializer’s BRAM where opening tags
end—tags are actually stored bytewise as they are received from the network. This
way, we can later determine tag boundaries when printing the opening tags.
Figure 6.9(b) shows the same XLynx instance after it has processed the XML
byte sequence ‘<art><x><art><ba’ (characters on the left, in Figure 6.9, indicate
the input stream). The two starting ‘art’ tags have triggered matches in segments
seg2 and seg6 , leading to 1s being shifted into the corresponding history units. seg6
has been configured to a successive descendant step. Hence, a sequence of 1s was
shifted into the history unit of seg6 . By contrast, seg2 is followed by a child step,
such that only tags labeled ‘art’ lead to a 1 in the history unit, interspersed with
0s for remaining tags.
Up to this point, no matches have been found (the global match flag on the
bottom is 0 to indicate false). Hence, printed level in the serializer still points to
the stack bottom. Opening tags from the input stream have been copied into
the serializer’s BRAM, however (pushing curr level to the new stack top). Once a
match is discovered, the serializer will emit all opening tags between printed level
and curr level to ensure complete root-to-leaf paths (cf. Section 6.3.4). Closing tags
are always forwarded to the output, pushing printed level and curr level toward the
stack bottom again.
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<?xml version="1.0"?>
<?query reset?>
<?query fn:root()/descendant::regions/descendant::item?>
<?query fn:root()/descendant::regions/descendant::item/child::name #?>
<?query fn:root()/descendant::regions/descendant::item/child::incategory?>
<site>
<regions>
...
</regions>
...
</site>

Figure 6.10: XML document with projection processing instructions <?query
...?> included.

6.4

Changing Parameters at Runtime

Since all sub-circuits in an FPGA can operate in parallel and independently of each
other, we can keep query workload updates completely outside the main processing and data path. Separate configuration logic can maintain both configuration
parameters without interfering with the processing logic.

6.4.1

Embedded XML Processing Instructions

The best way to provide query workload information to the chip depends on the
particular system design (e.g., Ethernet, PCI, or USB). To keep our system selfcontained, we chose to communicate projection paths also via Ethernet. As illustrated in Figure 6.10, we inject the query workload directly into the input XML
stream. Special processing instructions <?query . . . ?> distinguish the query workload from the actual XML stream. For instance, the processing instruction
<?query fn:root()/descendant::regions/descendant::item/child::incategory?>

registers the new projection path //regions//items/incategory in the engine.
These processing instructions are recognized by a small set of XML parser extensions. In the parsed XML data stream they are represented as special token
values, which are interpreted by configuration logic. Since the configuration logic
is wrapped into the individual skeleton segments of our system, the semantics of
query workload changes are deterministic because the order between data stream
items and workload changes becomes explicit in the parsed stream.
As parts of the query workload information (namely XPath steps) map almost one-to-one to the configuration parameters of individual skeleton segments
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Figure 6.11: Configuration logic for runtime query workload (re)configuration.
(cf. Section 6.3.2), parsing configuration queries and inferring parameter values is
simple enough to be performed directly on the FPGA chip. This is a significant
deviation from previous approaches, where large amounts of CPU resources were
needed to re-compile hardware circuits at runtime.

6.4.2

Configuration Logic and Segment Allocation

The configuration logic itself is distributed and integrated into the skeleton segments. The logic snoops the bypassing XML stream on the din signal line and
writes configuration information into the respective storage units.
Figure 6.11 illustrates this interaction. Configuration logic in the middle interprets the din signal and updates tag predicates as well as the flip-flop-based
configuration flags. Workload changes become effective immediately and will be
considered for any data that follows the processing instruction in the input stream.
Segment Allocation
The left conf state and our conf state signals are used to coordinate segment allocation between segments. For new query workloads, skeleton segments are allocated
and configured from left to right (that is, the first workload query p1 will occupy
an automaton subset just after the XML parser; later pi will follow the processing
chain toward the serializer, cf. Figure 6.7).
To implement this behavior, the distributed pieces of the configuration logic
synchronize themselves with the help of a conf state flag (implemented using flipflop registers, see Figure 6.11) and left conf state/our conf state signals that are
propagated from left to right. A local piece of configuration logic reacts to configuration tokens whenever it finds itself unconfigured and sees that its predecessor
has changed its configuration state to configured. Once the local configuration
is complete, the baton is passed to the right by setting the conf state register to
configured (which is also passed to the successor segment via the our conf state
port).
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ALGORITHM 6.3: Semantics of configuration logic.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

if din.type = ConfReset then
conf state ← unconfigured;
if conf state = unconfigured and left conf state = configured then
switch din.token do
case AxisChild
axis ← child;
...
case NameTestChar
update tag[. . . ];
case FnRoot
history[last] ← true;
case ColonColon
conf state ← configured;
case EndOfPath
end of chain section ← true;

Writing the Local Configuration
Parameters are written into local configuration storage while the parser tokens are
passed through (tokens arrive in the same order as they are seen in the processing
instruction, i.e., in the XPath language format). As shown in Algorithm 6.3,
different tokens will trigger writes to different storage locations (lines 1–3 and 13
implement the aforementioned synchronization).
The <?query reset?> processing instruction clears all configured projection
paths. Lines 1–2 in Algorithm 6.3 implement this by re-setting the conf state flag
when the ConfReset token is seen in the stream.

Reconfiguration Speed
The time needed by the processing instruction within the XML stream may thus
be interpreted as the workload reconfiguration time. The 70-byte processing instruction above, for instance, requires 70 FPGA clock cycles to be processed, or
422 ns at an FPGA clock speed of 166 MHz.
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6.5

Updates and Automatic Defragmentation

The baton-passing mechanism described in the previous section works well to
allocate skeleton segments from left to right when a set of projection paths is loaded
into an initially empty segment automaton. In practice, users will demand the
possibility to load or unload projection paths dynamically (without wiping out the
entire existing configuration via <?query reset?>). In this section, we describe a
deletion mechanism to unload projection paths at runtime and a defragmentation
mechanism to reclaim automaton space that was occupied by unloaded projection
paths. The later is implemented using the shifter list paradigm.

6.5.1

Unloading Individual XPath Expressions

Unloading a projection path from the workload set presupposes that individual
projection paths can be identified once loaded into XLynx . To this end, we extend
our syntax for query registration to carry a path id as follows:
<?query 42 fn:root()/descendant::item/child::incategory?> .
Every skeleton segment that implements a part of this projection path will memorize the path id (here: 42) in local configuration registers (implemented as flipflops).
Once path ids have been associated with skeleton segments, a processing instruction like
<?query 42 remove?> .
can be used to remove the respective projection path from the workload set.
Internally, the remove command will only deactivate all skeleton segments that
match the given path id. Deactivated segments will still occupy space in the XLynx
processing chain. But they no longer react to incoming XML data or raise any of
their match flags. Deactivation can be realized by adding
2a
2b

if din.type = ConfRemove and path id matches then
conf state ← deactivated;

to Algorithm 6.3 after line 2. In addition, any path matching (Algorithms 6.1 and
6.2) must be conditioned on conf state = configured. Effectively, the deactivated
skeleton segments become a gap in the segment chain that no longer actively
participates in matching.
In principle, segments in this gap could immediately be re-used to register
new projection paths. However, we are now experiencing the down sides of ondemand segment allocation. The size occupied by a registered projection path

6.5. Updates and Automatic Defragmentation

119

is not a pre-defined constant, resulting in a situation where a newly registered
path might not fit into the gap left behind by a previous remove command. This
is why path removal puts segments into a deactivated (rather than unconfigured)
state. A defragmentation mechanism, which we will describe next, reclaims deactivated segments in a proper way to enable full dynamism for path registration
and removal.

6.5.2

Automatic Defragmentation

If an XPath expression is deactivated in an existing segment chain, first a gap
of unused segments is created. This is illustrated in Figure 6.12(a), where path
42 (previously covering segments seg2 through seg4 ) has been deactivated using a
remove instruction (indicated using gray color).
Intuitively, we would like to reclaim the segments that were previously occupied
by the removed path. By “pushing” deactivated segments toward the end of the
segment chain, the set of unused segments would become contiguous and thus
available for re-use by new projection paths.
Idea: Configuration Copying
Figure 6.12(b) illustrates how this can be achieved. If a deactivated segment is
followed by a configured one, we can copy all configuration settings from right to
left, and then swap the states of the two segments. By repeating this process,
unused segments gradually move toward the right where they become available for
re-use.
Figure 6.12(b) illustrates the chain of skeleton segments just after path 42 has
been removed and the first swap (between the segments marked seg4 and seg5 )
has been performed. Next, segment seg3 will swap with seg4 and segment seg5
will swap with seg6 . Eventually, swapping will lead to the situation shown in
Figure 6.12(c), where all unused segments have been pushed all the way to the
right. They are now ready for re-use by newly loaded projection paths.
Semantics
Pushing unused segments this way leads to situations where a sequence of segments that implements one projection path is interspersed with segments marked
as deactivated. For instance, in Figure 6.12(b), the deactivated segment seg5 sits in
between the two active segments seg4 and seg6 . To make sure such sub-automata
still correctly implement their projection path, deactivated segments always propagate all match out signals unchanged to the right. This way, such segments become
transparent to their surrounding projection path.
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Figure 6.12: Shifter lists for automatic defragmentation with exemplified.
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Figure 6.13: BRAM copying as a side effect of input processing. While the
(configured) segment segi+1 processes the first tag name characters of the input
“<hello· · · ”, the deactivated segment segi copies the BRAM content of segi+1
character by character.

6.5.3

Automatic Defragmentation with Shifter Lists

A challenge in realizing the idea in actual hardware is that swapping has to be
performed while input data is being processed. To guarantee line-rate performance,
the input stream cannot, for instance, be blocked while the skeleton automaton
is being defragmented. This bears a high risk of race conditions when a segment
state changes just while configuration and state are being swapped.
Furthermore, swapping is—at FPGA time scales—a rather time-consuming
process. In particular, tag names cannot be copied from one segment to another
as an atomic operation, but must be copied one word per FPGA clock cycle.
What is more, there is only a single access port to each BRAM block. Since the
configured skeleton segment segi+1 is still processing data, the deactivated segment
segi cannot independently read out BRAM contents to implement word-by-word
copying. The mechanism that we need is exactly the same as we used to solve the
skyline problem in Chapter 4, namely shifter list.
Copying as a Side Effect
However, BRAM copying can be performed as a side effect to input processing.
To this end, a deactivated skeleton segment segi passively “listens” to BRAM
reads initiated by its configured neighbor segi+1 . As soon as the next XML start
tag passes by from the input stream, segi+1 will read out its BRAM content,
automatically making the information available also to segi .
BRAM copying as a side effect of input processing is illustrated in Figure 6.13,
assuming that the skeleton automaton is parsing the character sequence “<hello· · · ”

122

Chapter 6. FPGA-Accelerated XQuery Engine

(i.e., an opening XML tag). To process the two leading tag name characters h and
e, segment segi+1 reads out the first two characters from its local BRAM. While
doing so, it copies all BRAM output to segment segi , which is in deactivated state.
segi writes this information into its own BRAM. As soon as all contents of segi+1 ’s
BRAM have been copied, segi and segi+1 can swap their states, making segi then
in charge of matching foo tags.

Helper Scans
To read out BRAM contents, a deactivated segment always needs the assistance
of the segment that “owns” the BRAM. This is because that segment might need
to read out tag names to process input data that just flows by. If implemented
as described in the previous paragraph, this would mean that contents are only
copied whenever an opening tag (of sufficient length) occurs in the input stream.
In practice, this might delay automatic defragmentation or even prevent copying
altogether.
There are also situations, however, when a node like segi+1 in the illustration
above does not strictly need its access port to the BRAM, e.g., while processing
text node content or other node types. As an optimization, we can set segments
to perform “helper scans” on their BRAM in such situations. Simply by scanning
their BRAM, they make BRAM contents available to a potentially listening predecessor segment. In practice, we found “helper scans” to be a sufficient mechanism
to quickly defragment the skeleton automaton even for very dynamic workloads.4

6.6

Tuning for Performance

As in software-based systems, the observable performance of an FPGA-based solution hinges on a proper low-level implementation that matches the characteristics
of the underlying hardware. Most importantly in FPGA design, a circuit must
(a) meet tight timing constraints (such that it can be operated at high clock
speeds) and (b) utilize chip space efficiently (to support real-world problem sizes
at low cost). In this work we use pipelining and BRAM sharing to address both
aspects.
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(b) fully pipelined NFA for XML projection

Figure 6.14: Standard hardware NFA implementation (top) requires long signal
paths. Pipelining (bottom) reduces signal paths by inserting registers .

6.6.1

Pipelining

Without pipelining incoming stream tokens would simultaneously be sent to all
involved automaton states. Figure 6.14(a) emphasizes the same concept but hides
the inner details of circuit segments segi .
Signal Paths
Figure 6.14(a) shows a problem that this approach may incur. For larger automata,
the length of the ‘input stream’ communication paths will increase. In general, the
processing speed of any hardware circuit is determined by its longest signal path
between any two clock synchronization points.
When arbitrary automata shapes must be supported, long signal paths are
inevitable. The new value of a state qi might depend on any other state qj , hence,
qi must be reachable from qj within one clock cycle. Non-deterministic finite-state
automata generated from XML projection paths, however, will always follow a
very particular pattern. Their shape is strictly sequential and all data flows in the
same direction.
Pipelining
The corresponding circuits are thus amenable to pipelining, a very effective circuit
optimization technique. Figure 6.14(b) illustrates the idea. The one-directional
4

When operating XLynx over Ethernet, packet headers and inter-frame gaps lead to enough idle
time, such that defragmentation appears to happen almost instantaneously (order of microseconds).
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Figure 6.15: Skeleton automaton with pipelining enabled; pipeline registers indicated as . Illustrated is the automaton after the byte sequence
‘<art><x><art><bar><d>ef</d’ has been consumed from the input. (History
units in seg1 through seg6 have overflown; to keep the illustration readable we
printed only the last four bits of every history unit.)
data flow is broken up into disjoint pipeline stages (indicated with a dotted line).
Whenever any signal crosses a stage boundary, a register (marked as ) is inserted.
Every register will buffer its input signals in clock cycle i and make the values
available to the successor segment in clock cycle i + 1.
Registers act as a synchronization point. The longest signal path is now reduced
to the longest path between any two registers. In contrast to the original design,
the longest path length no longer depends on the overall circuit size, but remains
unchanged even if the automaton size is scaled up. This way, in an n-stage pipeline
(n is also called the pipeline depth) the available FPGA hardware parallelism is
turned into a parallel processing of n successive input data items (i.e., input bytes).
Throughput vs. Latency
Pipelining primarily increases the throughput of a hardware circuit. The clock
frequency is increased and, in a fully pipelined circuit, a new input item can enter
the circuit every clock cycle. This benefit comes at the expense of a small latency
penalty that increases proportionally to the pipeline depth. In general this penalty
is negligible: with a 6 ns clock period, even a 500-stage pipeline will have a latency
of only 3 µs—far less than, say, the same data item traveling over the network in
a client-server setup.
Pipelining in Action
Figure 6.15 illustrates the XLynx instance of Figure 6.9 with pipeline registers
installed. Input bytes are no longer broadcast to all segments in parallel, but
propagate through the pipeline stage-by-stage. Pipeline registers are indicated
as ; at every register output, we indicate the current register value.
Segment seg4 in this figure has finished processing all bytes up to ‘e’, hence
has discovered a match for p1 . This match is indicated via the glob match out
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line on the bottom, but the matching information was so far only forwarded until
seg5 (the successful match is indicated together with the ‘>’ byte of the matching
<d> tag). Once the matching information has been forwarded until the serializer
component, the serializer will first emit opening tags from the root-to-leaf path
that have not yet been printed to the output. Then it will let all input bytes pass
to the output as long as glob match out = true.
XPath Semantics
Pipelining has an interesting side effect with respect to the semantics of XPath
evaluation. Consistent with the original work on XML projection [MS03], our
supported language dialect covers the XPath self and descendant-or-self axes.
These axes cannot be expressed using a standard hardware automaton like the one
shown in Figure 6.3, because a segment circuit segi will report a new match state
only after an input item x has been consumed; this is too late for the successor
segi+1 to perform a match on the same input item x.
In a pipelined circuit, x is processed by segi+1 one cycle later. This gives
us the opportunity to fast-forward the match state of segi in case of a self or
descendant-or-self axis. A fast-forwarded state bypasses one intermediate register. This way, input item x arrives together with the matching state of segi at
segment segi+1 , leaving enough time to implement the ‘self’ functionality.
Existing automaton-based XPath engines either do not support -self axes at
all (to our knowledge, no existing system does), or they compile -self axes into
complex multi-way predicates, e.g., a sub-path child::τ1 /self::τ2 would translate into a conjunctive predicate ‘matches τ1 ∧ matches τ2 ’; descendant-or-self
axes become even more complex. Without an upper bound on the number of conjunctions, resources for predicate evaluation have to be allocated dynamically. By
avoiding a second case of dynamic resource allocation, we can save precious chip
space, which allows our circuit to scale better for larger workload sizes.

6.6.2

BRAM Sharing

As discussed before, we use dedicated RAM to store tag predicate configuration
parameters for all skeleton segments. This may lead to an upper limit on the
number of segments that can be instantiated (and thus on the supported size
of projection path sets), because the available number of RAM blocks is fixed.
The Virtex-5 FPGA chip that we used in our experiments, for instance, contains
296 blocks of RAM, which would limit the number of segments to 296 (minus a
few BRAM blocks that are needed for the serializer and surrounding glue logic).
At the same time, we are underutilizing the available RAM blocks. The full
18 kbit of a Virtex-5 BRAM unit are rarely needed for a tag predicate in the
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Figure 6.16: BRAM sharing. Two skeleton segments store their tag predicates in
the same RAM block. Since each block has only one interface, segments seg2k−1
mediate traffic for segments seg2k .
real world, and we read out only one byte at a time, even though BRAMs would
support a (configurable) word size of up to 36 bits.
BRAM usage can be improved by sharing each BRAM unit between two or
more segments, which effectively multiplies the supported NFA size. Figure 6.16
illustrates how this idea can be realized in FPGA hardware. Since there is only one
port to each BRAM block, some segments act as mediators for the communication
information of their neighbors.5
BRAM sharing is useful only up to the point where the number of segments
is bound by the amount of logic resources (lookup tables and flip-flop registers)
available. As we will see in Section 6.7, BRAM and logic resources are in balance
on our hardware when three segments share one BRAM unit.

6.7

Evaluation

We implemented and tested XLynx on a Xilinx XUPV5 development platform with
a Virtex-5 FPGA. When evaluating XLynx in a full system setting, we assume an
Intel Sandy Bridge system, equipped with an i7-2700k CPU (3.5 GHz; 8 MB L3
cache) and running Ubuntu Linux.
In the following section, we first characterize XLynx , i.e., the core XML projection engine running on the FPGA. Then, in Section 6.7.3, we show how the engine
could be used in a working system, together with a full-blown XQuery engine such
as Saxon-EE. As a workload, we use a 116 MB XMark instance ([SWK+ 02]; scale
factor 1) and the twenty XMark queries.

6.7.1

Core XML Projection Engine

To analyze the characteristics of XLynx , we compiled the engine to actual FPGA
circuits in various configurations. Besides an obvious expectation of sufficient
data throughput, two aspects are particularly interesting to judge the quality of
an FPGA design:
5

The maximum word size for each BRAM block is 36 bits. Up to four segments can thus share
one BRAM block by concatenating their 8-bit data into one large (32-bit) word.
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Figure 6.17: FPGA chip resource consumption of engine configurations with and
without BRAM sharing. BRAM sharing allows to balance the use of logic and
BRAM resources to obtain a larger overall engine size.
economic resource utilization The given FPGA hardware imposes strict limits on
the types and amounts of available hardware resources. A good FPGA design
is properly balanced to make near-optimal use of the available resources.
scalability An FPGA circuit should provide stable performance even when its size
is scaled up, e.g., when it is ported to larger and more powerful FPGA
hardware.
Economic Resource Utilization
Using our available hardware, we implemented various configurations of the XML
projection engine, varying the number of skeleton segments; with and without
BRAM sharing enabled. For each configuration we determined the amount of
FPGA resources the resulting circuit uses.
Figure 6.17 illustrates the utilization of BRAM units (denoted by filled markers) and logic blocks (i.e., slices, denoted by empty markers) as a percentage of
the total available BRAMs/slices on the chip. The results are consistent with
the expectations that we stated in Section 6.6.2. Without BRAM sharing, all
BRAM resources are used up for circuit configurations beyond approximately 275
segments. At the same time, more than 1/3 of the available logic resources are
unused.
BRAM sharing can bring resource utilization into balance. With 3-way BRAM
sharing (diamond symbols in the plot), the maximum number of segments is now
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Figure 6.18: The depth of the history unit may affect the logic resource consumption of the XML projection engine. With 3-way BRAM sharing enabled, changing
a 16-bit history configuration to 64 bits results in a space overhead of 20–30 %.

limited by logic resources (specifically, lookup tables) and we can instantiate more
than 800 segments on our chip, i.e., we can support three times as many concurrent
projection paths.

Effect of Configuration Parameters
The resources reported in Figure 6.17 assume a circuit configuration where the
history unit in each skeleton segment is 16 bits in size. Increasing this value may
increase the filtering accuracy of our projection engine, though only when matches
need to be tracked in XML sub-trees deeper than 16 levels.
Increasing the depth of the history shift register will have no effect on the
throughput of the XML projection engine (shift registers can easily be implemented
in a scalable manner). But larger shift registers will require additional FPGA
resources, e.g., more lookup tables (LUTs).
Figure 6.18 illustrates this effect for configurations where we set the shift register depth to 16, 32, and 64 bits. As can be seen in the figure, increasing the
depth from 16 to 64 bits increases the overall chip slice consumption by about
20–30 %. It seems very unlikely, however, that any real-world use case will use
XML documents this deep and require matches to be accurately tracked in those
deep sub-trees.
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Figure 6.19: Maximum clock frequency for various engine configurations. Frequency is not strongly influenced by circuit size, which indicates scalability to
support also newer or future chip devices.

6.7.2

Scalability

To evaluate the scalability criterion, we used the FPGA design tools to determine
the maximum clock frequency at which each of our engine configurations could be
operated. Figure 6.19 illustrates the numbers we obtained.
The clock frequency directly determines the maximum speed of the XML projection engine. One input byte can be processed on every clock cycle (independent
of the query workload). With clock frequencies around 180 MHz, our system could
thus sustain 180 MB/s XML throughput. This is more than enough for the use
cases our system is designed for: it could easily, for instance, keep up with an
XML stream that is served from disk or via a network link. 180 MB/s is the guaranteed throughput rate at the XML input side. It will be sustained independent
of the XML document characteristics and/or the set of projection paths being
matched. Hard performance guarantees are one of the key properties that make
FPGA accelerators for data processing so appealing.
The clock frequencies shown in Figure 6.19 are also a good indicator for the
scalability characteristics of our system. Since chip space and parallelism are the
main asset of FPGAs, the achievable clock frequency should not (significantly)
drop when the circuit size is scaled up. Only then can a circuit really benefit
from expected advances in hardware technology (Moore’s law predicts that the
transistor count per chip doubles approximately every two years).
In our case we see that the achievable clock frequency stays high even for
configurations that significantly exceed the 70-80 % chip utilization, beyond which
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Figure 6.20: A hybrid system with XLynx inserted in the data path. For each
query, projection path information is sent to the FPGA (1) and a data request to
the server (2). Data is sent back and filtered on the FPGA (3). All communication
is using gigabit Ethernet.
performance often decreases [DeH99]. It is reasonable to expect that our system
will keep its performance characteristics even when it is scaled up to 6000 or more
segments on current Virtex-7 FPGAs.

6.7.3

Integration with an XQuery Engine

We inserted XLynx in the data path between the data storage and the XQuery
engine. Rather than replying directly to the XML processor, the server sends
the raw XML stream to the FPGA pre-filter. There, the data is projected and
forwarded to the XQuery engine. Figure 6.20 illustrates how a query is processed
in such a setup. First, the software system sends projection path information to
the FPGA (1), then requests the XML data from the server (2). The reply is sent
via the FPGA (3), which filters the data “in the network.”
Power Efficiency
FPGAs are clocked at significantly lower rates than main-stream processors (e.g.,
in our case: 180 MHz vs. 3.5 GHz). On top of that, a dedicated circuit for a specific problem can spend much less transistors for control logic and many more
transistors for the task itself. This makes them consume only a fraction of the
power that a general-purpose CPU would need to perform the same task. Heterogeneous CPU/FPGA systems thus promise lower costs for energy and cooling.
More importantly, all modern processor designs are power-limited [BC11]. In a
modern system, any savings in power become immediately available to increase
overall performance.
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Table 6.1: Effect of FPGA-based XML projection on overall power consumption.
The FPGA has a fixed power consumption of 16.7 nano-Joule per input byte. CPU
power consumption was computed as execution time × 30 W .

Query
Q1
Q8
Q11
Q15

software only
CPU
71.5 J
97.0 J
1363.5 J
69.0 J

XLynx FPGA/CPU hybrid
FPGA
CPU
total
1.83 J
1.83 J
1.83 J
1.83 J

12.6 J
39.1 J
570.1 J
2.4 J

14.5 J
40.9 J
571.9 J
4.2 J

saving
80 %
58 %
58 %
94 %

Power consumption is notoriously hard to measure accurately. The CPU that
we use on the software side is rated at 95 W TDP6 , but there is no public information about its actual power consumption, which will depend on the type of
load that is running on the CPU. As a conservative estimate, we assume a power
consumption of only 30 W at 100 % system load (less than a third of the rated
maximum power dissipation). Power measurements at the external wall plug confirmed that the actual power consumption at full load is much higher. Hence, for
a production system the power advantage of using an FPGA will be even higher
than reported here.
Our FPGA hardware is not equipped with power measurement facilities either.
But software design and simulation tools can very accurately determine the maximum power consumption that a specific FPGA design will exhibit at a particular
clock frequency. For our designs, Xilinx Power Analyzer reported a maximum
power consumption of 3 W.
With a clock rate of 180 MHz, this means that our XML projection engine
consumes about 16.7 nJ (nano-Joule) per XML input byte, independent of the
XML projection workload. The energy consumed by the back-end CPU depends
on the amount of work that it has to perform. Table 6.1 lists the total energy
consumption needed to run four of the XMark queries in a CPU-only setting and
when using XLynx ’s hybrid FPGA/CPU architecture. As can be seen in the figure,
pre-filtering in hardware substantially reduces the overall energy consumption for
all queries.
Filtering Throughput
XLynx operates in a strict streaming mode and processes one input character per
clock cycle. Thus, by design the filtering throughput of our system is independent
6

“Thermal Design Power”
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of the query workload. As detailed above, XLynx can sustain throughput rates of
180 MB/s. This is more than the Gigabit Ethernet link of our system can provide,
so effectively our system is only limited by the physical network speed.
In measurements on real hardware we validated that XLynx can sustain full
Gigabit Ethernet line rate. We observed a maximum payload throughput of
109 MB/s. With protocol overhead accounted for, this corresponds to a bandwidth
of 123 MB/s on the physical network link, or 98.4 % of its maximum capacity. To
fully saturate our filtering engine, we would have to connect our chip to a faster
network (e.g., 10 Gb/s Ethernet) or to a different I/O channel (e.g., 3 Gb/s SATA
Gen 2).

6.7.4

Memory Consumption and Performance

To judge the runtime characteristics of a hybrid FPGA/CPU system, we plugged
XLynx in front of Saxon-EE (version 9.4.0.3), a state-of-the-art XQuery processor
for in-memory processing. We measured parsing time, query execution time, and
memory consumption of Saxon when running the 20 XMark queries. Since Saxon
cannot directly process the streaming XML protocol of our engine, we measured
the filtering throughput of our FPGA (previous section) and Saxon performance
independently (and ran all Saxon experiments from a memory-cached file).
Feasibility of XML Projection
The light bars in Figure 6.21 illustrate the processing speed of an off-the-shelf
Saxon-EE processor for the twenty XMark queries, broken down into time spent
on XML input parsing ( ) and actual query execution time ( ). For all queries,
except for join queries Q11 and Q12, which are known to be complex, input parsing
dominates the total execution time. On raw data, Saxon requires 2.23 sec for
input parsing, independent of the query, and actual query execution times were
68 ms–41 sec, with a median value of 390 ms. These measurements confirm the
observation of [NJ03] that processing speed for XML data is often limited by the
system’s parsing cost, not by query execution per se.
Unfortunately, this situation is hard to address by software-only solutions. Any
software-based XML processor will have to parse the input document, and—due
to the sequential nature of XML—the opportunities to accelerate XML parsing
are very limited.
XML Projection in Software
Under these premises, it is not surprising that software-based projection brings
only limited benefit for end-to-end processing speed. The Enterprise Edition of
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Figure 6.21: Parsing time and query execution time (XMark scale factor 1; 116 MB
XML): no projection versus software-only projection of Saxon-EE. Software-only
projection for query Q9 produced an incorrect result. Runtimes for Q11 and Q12
exceed scale (actual values printed above).

Saxon (Saxon-EE) includes such a software-based projection feature. After enabling the feature, we obtained the performance numbers shown in dark gray in
Figure 6.21 (again broken up into parsing time and query execution time ).
In a software implementation, projection is performed while parsing the input
document. As can be seen in the figure, enabling projection thus even increases
the parsing cost for all twenty queries (now 2.3–3.7 sec; median: 2.36 sec), resulting
in an overall slowdown for most of them. The evaluation of projection paths during
input parsing causes additional CPU load that cannot be compensated by a reduced cost to build Saxon’s internal tree representation. Since XML parsing is an
inherently sequential task that dominates overall execution cost, Amdahl’s law indicates that there is little room to improve XMark performance with software-only
solutions, such as multi-core parallelism or distribution, as suggested by [CHL08].
For most queries, input projection has very little effect on the time spent on
the query execution part, which is consistent with the observations of [Kay08].
Saxon is very good at touching only those parts out of the whole document that
are actually relevant to the given query. Any XML data that projection could
filter away might occupy memory resources, but they will not typically cause any
processing overhead.
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Figure 6.22: Parsing time and query execution time: no projection versus hardware
projection with XLynx . Runtimes for Q11 and Q12 (without projection) exceed
scale.
XML Projection in Hardware
The game changes when we perform XML projection in hardware. Hardwarebased projection reduces the amount of XML data seen by the back-end processor
by as much as 63–99.9 % (average: 97.0 %; median: 98.3 %). The reduced amount
immediately translates into a reduced parsing overhead.
The effect is illustrated in Figure 6.22 (shown in dark gray next to the baseline
situation without projection). Parsing times now range between 31 and 599 ms
(median: 283 ms), a significant reduction over the software-only situation.
As with software projection, filtering has less effect on the actual query execution time. Here we measured 45 ms–18 s (median: 346 ms) after filtering. Again,
this is in line with previous reports on document projection in Saxon [Kay08].
Nevertheless, for most queries, where parsing time is the dominant factor, total
execution time can be significantly reduced.
Memory Consumption
Our experiments confirm that XML projection is an effective technique to reduce
memory overhead during query processing. This was one of the incentives for XML
projection [MS03]. Our measurements regarding memory savings are displayed in
Figure 6.23.

memory consumption [MB]
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Figure 6.23: Memory consumption of Saxon-EE with no projection ( ), Saxon’s
software projection ( ), and hardware projection ( ).
Main-memory consumption is query-dependent and amounted to 363–685 MB
on our system (median: 518 MB), when no projection was used. With hardware
projection main-memory consumption could be significantly reduced for all 20
XMark queries—memory consumption went down to 12–207 MB (median: 25.6 MB).
This effect manifests itself even for those queries that lead to a significant number
of projection paths.
Intuitively, XML projection should reduce the in-memory tree sizes by the
same amount, whether computed in hard- or software. However, when we tested
Saxon’s software-based projection mechanism, the memory savings were less than
the results we obtained with hardware-based filtering. We attribute this to the way
how garbage collection is realized in the Java runtime (Saxon is written in Java),
which introduces some non-determinism in the memory consumption. We even
found situations where memory consumption increases after we enabled softwareonly projection (Queries Q1 and Q10).
Collections of Small XML Instances
XML projection was invented originally to handle large XML instances in memorylimited, stream-oriented XML processors, a situation that is well reflected by the
experimental setup above. Arguably, however, large sets of small XML documents
might be more appropriate in stream-based environments.
To see how XLynx reacts to such environments, we instructed the XMark
data generator to produce a collection of small XML documents, rather than a
single file. Invoked with the command line option -s 1000, the XMark document

total time per document [ms]
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Figure 6.24: Effect of hardware-based XML projection on parsing and query execution times when using small input documents (xmlgen -f 1 -s 1000).
generator xmlgen produces XML files which vary between 280 kB and 3.3 MB in
size (average: 1.7 MB). On this XML collection, again we ran Saxon with and
without hardware-based projection applied.
The results are illustrated in Figure 6.24. The general picture of this graph resembles the one we saw for larger XMark instances (Figure 6.22). For most XMark
queries, parsing and query execution depend linearly on the input document size.
An exception are the value-based joins in Queries Q11 and Q12, which exhibit
quadratic complexity with growing document sizes. As can be seen in the figure,
this eliminates the dominance of the query execution part, allowing both queries
to benefit even stronger from hardware-based projection.

6.8

Related Work

In-network XML projection. One way of looking at XLynx is that it leverages the
XML projection idea of [MS03] and hardware-based parsing to reduce the high
parsing cost that bottlenecks many real-world XML processors. XML parsing
has been studied separately by [DNZ10]. Their system, XML Parsing Accelerator
(XPA), reaches similar throughput rates as our input parser. In addition to our
work, however, XPA also includes facilities to build up (DOM-based) in-memory
data structures that could directly be handed over to a software XML processor.
Given the modular designs of both XLynx and XPA, we think that those facilities
could also be integrated into XLynx , completely avoiding the serialization/parsing
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cycle along the FPGA → CPU path.7
XML projection on commodity hardware. Several research projects have addressed the parsing of XML in software-only systems, by leveraging available hardware parallelism in the form of SIMD (vector-oriented processing) or multi-core
processors. The crux in parallelizing the parsing task is context dependence. Pan
et al. [PLZC07, PZC08] thus suggested to pre-parse the XML input into a skeleton where suitable boundaries for document partitioning are explicitly identified.
After parsing these partitions in parallel, a simple post-processing steps suffices
to integrate partial results into an overall DOM tree. [PZC08] report an almost
perfect scaling of this PXP strategy to at least 30 CPU cores, though no absolute
numbers are given for the achieved parsing speed.
Parabix leverages SIMD functionality in modern processors to identify the key
syntactic elements of XML (e.g., angle brackets </> or ampersands &) in a parallel
fashion. As such, we think that Parabix might not only be attractive for standalone
XML parsing, but also for use as a pre-parser in setups like PXP.
[SRMR09] demonstrated that pre-parsing can be avoided by exploiting known
numbering schemes for XML. Independent threads create, for arbitrary chunks of
input data, local preorder ranks for all nodes in the chunk. By exchanging parsing
stacks between threads, the overall DOM tree can afterward be obtained through
a lightweight post-processing step. [SRMR09] report a speedup of around 2.5 for
4 CPU cores, with absolute performance in the order of 100–160 MB/s (i.e., close
to the 180 MB/s that we achieve in hardware).
Automatic defragmentation. The (de)fragmentation issues discussed in Section 6.5 resemble the problem of free space management experienced in operating
systems [WJNB95], databases [MCS96], or file systems. However, we avoid many
of the problems that affected OS, database, or file system implementors in the
past. In particular, in XLynx we are free to move segments after allocation, which
is in contrast to main memory allocation or record-id allocation. Furthermore,
copying segment contents to a new destination does not cause any overhead or
slowdown, as experienced by file systems. Rather, the copying work is performed
only by segments that would be idle otherwise. Once again this adds flexibility
without deteriorating processing performance.

6.9

Summary

XLynx is designed to integrate in a complete end-to-end system, as XLynx consumes and produces real XML data. It can thus be paired with arbitrary back-end
7

As a down side, we would lose the back-end independence of XLynx , since the DOM representation will be a back-end-dependent data structure.

138

Chapter 6. FPGA-Accelerated XQuery Engine

processors, e.g., in this chapter we presented our results for coupling XLynx with
the Saxon XQuery engine. Furthermore, we illustrated how the skeleton automata
design pattern elegantly interplays with dynamic query additions and removals
and how resource allocation can be implemented in a dynamic fashion, using a
shifter list-based approach.
XLynx is a hardware solution for XML projection, a method that has proven
effective to reduce processing and main-memory overhead of XML processors. As
such, we make the architectural advantages (e.g., in-network processing); the lower
energy consumption; and the performance benefits of FPGAs accessible to XML
processing. We demonstrated all three aspects with a micro-benchmark of the
core projection engine (XLynx ) and by pairing our system with a state-of-the-art
XQuery processor (Saxon Enterprise Edition).
On the full system scale, XLynx leads to significant savings (up to 94 %) of
electrical power consumption, hence we address the key limitation in modern system designs. In-network filtering with XLynx significantly eases the XML parsing
burden on the back-end XML processor. Since parsing is the main bottleneck
for many real-world scenarios, reducing the parsing cost directly translates to an
overall speedup of the total query execution time. The effect is independent of the
XML processor used as XLynx ’s back-end and leads to a performance improvement
of several factors with Saxon-EE as the back-end system.

7

Intelligent Database Storage Engine

Modern data appliances face severe bandwidth bottlenecks when moving vast
amounts of data from storage to the query processing nodes. A possible solution to mitigate these bottlenecks is query off-loading to an intelligent storage
engine, where partial or whole queries are pushed down to the storage engine. In
this chapter, we present Ibex , a prototype of an intelligent storage engine that
supports off-loading of complex query operators. Besides increasing performance,
Ibex also reduces energy consumption. Ibex is a hybrid engine, with dedicated
hardware (implemented on FPGAs) that evaluates SQL expressions at line-rate
and a software fallback for tasks that the hardware engine cannot handle. Ibex
supports GROUP BY aggregation, as well as projection- and selection-based filtering. The former has a higher impact on performance but is also a more challenging
operator to implement on an FPGA.1

7.1

Introduction

Data warehousing and a move to the more service-oriented business model of cloud
computing have led to the rise of so-called database appliances. By combining hardware and software in a single, closed box, vendors can carefully tune both aspects
of the system for maximum efficiency. In these appliances, specialized hardware
components together with large scale parallelism are often used to improve per1

Parts of this chapter have been published in [WTA13a, WIA13] and will be published
in [WIA14].
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formance. Oracle’s Exadata [Ora12] or IBM’s Netezza [IBM11] are commercial
examples of this trend. These systems use heterogeneous architectures to different
degrees, all having the notion of an intelligent storage engine in common.
An intelligent storage engine is a specialized component that turns the classical
storage engine of a database into an active element capable of processing query
operators, allowing the database to off-load partial or entire queries to the storage
engine for more efficient processing in terms of both performance and energy consumption. For instance, J. Do et al. have recently explored this idea [DKP+ 13],
by using the processor inside SSD devices for query off-loading.
Executing an SQL query can be a fairly complex process, involving many different components of a DBMS, ranging from query parsing and query plan generation/optimization to actual data retrieval. For many of these tasks, the flexibility
of a general-purpose CPU is needed. Nevertheless, scanning, filtering and aggregating large volumes of data at high throughput rates can be more efficiently
implemented using dedicated hardware. Thus, a hybrid database system, composed of specialized hardware and commodity hardware can provide the best of
both worlds.
In this chapter, we explore the implementation of an intelligent storage engine using FPGAs and SSDs. Our prototype, Ibex [WIA14, WTA13a, WIA13],
supports query off-loading to an FPGA-based accelerator. Ibex has been implemented as a pluggable storage engine for MySQL as a proof of concept. Compared
with the little public information on commercial systems [IBM11], we provide
an exhaustive description of the architecture and design trade-offs behind intelligent storage engines. Moreover, Ibex supports more complex operators that are
significantly more expensive when performed in software [SKN94] (such as multipredicate WHERE clauses and GROUP BY aggregation) efficiently and in a generic
way, which has so far not been addressed in both commercial and research systems [IBM11, DZT12, SMT+ 12, DZT13].
Our experiments show several advantages of Ibex compared to well-established
MySQL storage engines such as MyISAM and INNODB, both in terms of performance and energy consumption. Furthermore, we evaluate our engine in detail,
e.g., illustrating the trade-offs of using different memory technologies to store intermediate results, or showing the performance characteristics of partial query
evaluation on an FPGA. Finally, our results prove that hardware accelerators can
be integrated into a real DBMS, complex SQL operators can be pushed down and
accelerated, and that an intelligent storage engine can improve performance as
well as lower power consumption.

7.2. Related Work
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Related Work

Databases have a long history of exploring tailor-made hardware, dating back to
the idea of a database machine [Dew79, DGS+ 90], in the seventies. But in those
times the rapid evolution of commodity CPUs rendered such approaches uneconomical. However, in the last ten years, after clock frequency scaling has more or
less come to an end [BC11], hardware awareness has become an increasingly important topic. This has lead to a number of novel approaches that exploit specialized
hardware such as GPUs [GGKM06, HYF+ 08], network processors [GAHF05], the
cell Broadband Engine [HNZB07], or FPGAs [MSNT10, MTA09b, SJT+ 12] for
data processing.

7.2.1

Intelligent Storage Engines

In the big data era, databases are spending an increasing amount of CPU cycles
on scanning vast amounts of data. To produce a query result, often gigabytes of
data are moved to the CPU although most of this data is either irrelevant to the
final query result or will contribute to it only in the form of aggregates. Thus,
intelligent storage engines such as in Oracle’s Exadata [Ora12] have recently been
suggested to support early filtering of data to both increase query performance
and reduce energy consumption. J. Do et al. [DKP+ 13] evaluated pushing query
processing into smart SSDs, concluding that the idea has a lot of potential but that
the hardware inside current SSDs is too limited, and that the processor quickly
becomes a bottleneck. As another example, with the NDB2 storage engine for
cluster environments, MySQL changed the storage engine interface to allow pushing WHERE clause predicates down to the storage layer because moving entire tables
between nodes of a cluster is too costly.

7.2.2

SQL Acceleration with FPGAs

Initial approaches that used FPGAs for database tasks were mostly targeted at
stream processing, e.g., Glacier [MTA09b] is a compiler that translates SQL
queries into VHDL code. Similarly, our complex event detection engine [WTA10,
WTA11], presented in Chapter 5, is generated from an SQL-based language. Takenaka et al. [TTI12] later extended our ideas and developed their own synthesis framework to generate complex event processing engines for FPGAs from an
SQL-based language. Stream processing applications typically have long-running,
standing queries, which justifies invoking a time-consuming synthesis and reconfiguration step of the FPGA for every new query.
2

The Network DataBase (NDB) storage engine is used to enable the MySQL Cluster distributed
database system.
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Figure 7.1: Data path architecture of Ibex .
In contrast to stream processing, in a data warehouse scenario the query workload is unpredictable and queries are not always long-running. Thus, several minutes (or even hours) of synthesis time for every query are unacceptable. Dennl et
al. address this problem in [DZT12], by applying a special FPGA technique called
partial reconfiguration, which allows them to build query plans from pre-compiled
components at runtime. Partial reconfiguration is useful to time-multiplex multiple circuits that would otherwise not fit on the same FPGA. In our case, however,
the entire circuit fits onto one FPGA, and we use runtime-parameterization instead to load new queries, using techniques similar to the ones proposed in several
other systems [IBM11, SMT+ 12, NSJ13], or as we used in the skeleton automata
design pattern (cf. Section 3.2).

7.2.3

State of the Art

In IBM’s data warehouse appliance Netezza [IBM11], simple selection- and projection-based filtering is pushed to multiple parallel FPGAs. However, more complex
operations such as GROUP BY aggregation are handled by the CPU. Two different
solutions to handle multi-predicate WHERE clause expressions in an FPGA have
been proposed in [DZT12, SMT+ 12]. However, both approaches have unnecessary
limitations, as we show in Section 7.4.2, where we present our solution. The only
attempt to accelerate GROUP BY aggregation queries with FPGAs that we know of
is [DZT13] but note that the proposed approach only works with pre-sorted tuples.
We will present a novel algorithm for implementing GROUP BY aggregation in an
FPGA that does not require sorting. Furthermore, we provide a holistic solution
for both GROUP BY and multi-predicate WHERE clauses that also handles the case
where the intermediate state of the operator exceeds the capacity of an FPGA.

7.3

System Overview

To give a high-level overview of the system, we first discuss physical architecture
options before we cover challenges of integrating an FPGA with a database, such
as interfacing with the DBMS, operator pushdown, accessing data via FPGA, and
the implementation of an FPGA driver.

7.3. System Overview
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Architecture Options

FPGAs can be integrated into a system in many different ways [MTA09a], e.g.,
via PCIe [SMT+ 12], Ethernet [IBM11], or even by putting the FPGA in a socket
using the frontside bus [Com12]. The way the FPGA is integrated determines the
type of data processing that can later be efficiently performed using that FPGA.
Explicit Co-Processor
One option is to incorporate the FPGA as PCIe-attached co-processor, i.e., the
same way GPUs are typically integrated. This is done in systems like Microsoft’s
Cipherbase [ABE+ 13]3 and IBM’s database analytics accelerator [SMT+ 12]. The
drawback is that data needs to be copied to and from the FPGA explicitly. Thus,
it only pays off to use the co-processor for workloads that are compute-intensive
enough to justify the data transfer.
Implicit Co-Processor
Alternatively, the FPGA-based co-processor can be inserted in the data path between storage and host CPU, as illustrated in Figure 7.1. The FPGA circuits
can be designed to operate on the data in a stream processing manner such that
routing data through the FPGA does not hurt throughput and adds only negligible latency. The advantage of this design is that there are no additional transfer
costs since the FPGA only operates on data that is being transmitted to the CPU
anyway. In Ibex , we are interested in this type of integration and place the FPGA
between SSD and MySQL (cf. Figure 7.1). An interesting alternative would be to
insert an FPGA directly into the memory bus between CPU and main memory,
applying the same techniques that we present here to main memory databases.

7.3.2

Integration Challenges

Given the physical system architecture, i.e., with the FPGA inserted in the data
path, there are still several integration challenges addressed below.
Interfacing with the DBMS
To extend a database with an intelligent storage engine, the parts of the code base
that communicate with the disk driver need to be replaced by code that interfaces
with the FPGA. MySQL features a pluggable storage engine (since version 5.1)
that allows multiple storage engines to co-exist in a single database instance, and
3

Note that in Cipherbase [ABE+ 13] data confidentiality and not performance is the goal, as the
FPGA is used as a trusted computing base and not as an accelerator.

144

Chapter 7. Intelligent Database Storage Engine

even combining different storage engines. For example, in an existing database, one
could migrate several tables, for which query off-loading makes sense, to Ibex , and
leave other tables unchanged. While the migrated tables now would benefit from
hardware acceleration, higher-level operations like joins across tables associated
with different engines would still be possible.
MySQL implements the Volcano iterator model [Gra94]. The query processor
communicates with its storage engines at a tuple granularity, e.g., when a table
is scanned the query processor repeatedly calls rnd_next(...) until the storage
engine does not return any more tuples. Inserting into a table follows a similar
pattern. Hence, the storage engine has complete freedom as of where to fetch
or store tuples, e.g., on a local storage media or—as in the case of Ibex —via
database-aware hardware implemented on an FPGA.
Operator Pushdown
The main purpose of the storage engine is to translate pages stored on disk into
tuples (and vice versa), i.e., query processing typically takes place in the upper
layers of a database. However, as mentioned earlier, MySQL introduced a mechanism to push WHERE clause conditions to the storage engine. In Ibex , we take this
approach one step further—we have extended the existing MySQL storage engine
interface to also allow pushing projection, and GROUP BY aggregation down to the
storage engine.
To implement SQL operators on an FPGA, an important challenge is to find the
right balance between flexibility and performance [SLS+ 10]. To give an example,
best performance is achieved if we implement each query on the FPGA as hardwired circuits. However, this approach would allow us to only execute a limited
set of known queries. On the other hand, the most flexible solution would be to
implement a microprocessor on the FPGA to execute queries, resulting in a slow
solution because all of the benefits of dedicated hardware would be lost. Ibex is
in between these two extremes, where for every component we had to carefully
decide how to divide the work between the flexible CPU on the host and our
FPGA engine to get the best of both worlds. Furthermore, all major components
(Parser, Selection, Group By) are runtime-parameterizable to the right degree to
allow us to execute a wide range of queries without costly reconfiguration of the
FPGA, as will be discussed in more detail in Section 7.4.
Data Access Modes
In Ibex , the FPGA has a direct SATA link to an SSD. The hardware engine
transfers data to/from the SSD via a SATA IP core [WE12] instantiated on the
FPGA. Thus, the hardware engine has to operate on blocks of raw data. In
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Figure 7.2: Hardware SQL engine embedded in the data path between an SDD and
MySQL, supporting block-level access (raw data) and a tuple-level query pipeline,
which is parameterizable via register file.

answering block requests for an upstream system, it is not immediately clear how
an accelerator could filter or modify individual tuples within those blocks.
Tuple-Level versus Block-Level Operation. The semantics of any filtering or
aggregation task have to be expressed on the tuple level, which is why these tasks
are typically handled above the storage engine. To let the hardware engine perform
query processing tasks, the mismatch problem between block-oriented disk access
and the tuple-oriented semantics of these tasks needs to be solved. Since Ibex is
designed for hybrid query processing, the Ibex hardware supports both block-level
and tuple-level access to base tables. Figure 7.2 illustrates on a high level how
we designed the hardware part of Ibex internally to support block- and tuple-level
access modes.
Tuple-Level Access. When sub-queries are off-loaded to the FPGA, the hardware switches to a tuple-based interface, i.e., disk blocks are parsed in hardware
and processed by a parameterizable query pipeline, and the result tuples are forwarded to the host system as a sequence of tuples, which are directly fed into the
query evaluation pipeline of the database. Tuples provide the right abstraction
here in a Volcano-style execution engine like the one of MySQL.
Block-Level Access. In all other cases, data is accessed in the conventional,
block-oriented mode, i.e., using the raw data path in Figure 7.2. This includes not
only un-predicated table scans but also any operation that does not require hardware acceleration can use block-level access just like an off-the-shelf system would,
e.g., update operations, maintenance tasks (backup/recovery, etc.), or index-based
plans. However, note that the focus in this chapter is the tuple-level access path,
for which we consider solely read-only workloads, at this stage.
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CREATE TABLE state (
id INTEGER,
abbr CHAR(2),
name VARCHAR(40)
);
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Figure 7.3: The tuple parser annotates the raw data stream with column IDs and
projection information.

FPGA Driver
For communication with the FPGA, we implemented a driver, which is accessible
from within the MySQL source code. The communication abstraction is based
on Microsoft’s FPGA communication framework SIRC [Egu10] and uses three
fundamental components that reside on the FPGA: (a) an input buffer, (b) an
output buffer, (c) and a bi-directional register file. C++ functions allow writing to
the input buffer and reading from the output buffer, as well as reading and writing
individual registers of the register file. The incentive is to use the input and output
buffers to transfer data between host system and FPGA, while the register file is
used to control the hardware accelerators. Under the hood, communication to the
FPGA is implemented over Gigabit Ethernet. Unfortunately, Gigabit Ethernet
provides less bandwidth (125 MB/s) than SATA II (300 MB/s), i.e., with fast SSDs
the Ethernet bandwidth could become the bottleneck if the FPGA does not filter
out enough data. However, this limitation is due to the FPGA board that we
are currently using. In a production system, a higher bandwidth connection is
realistic, e.g., PCIe, 10G Ethernet, or InfiniBand.

7.4

Query Pipeline

This section covers the three main components enabling query processing on the
FPGA (cf. Figure 7.2): (1) Parsing and Projection, (2) Selection, and (3) GROUP
BY Aggregation.

7.4. Query Pipeline
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Parsing and Projection

The on-chip SATA core [WE12] makes the raw block-layer data available on a
16 bit-wide data path, i.e., to sustain line-rate our engine needs to process 16 bits
every clock cycle at a clock rate of 150 MHz. The tuple parser & projection component analyzes this raw data stream and annotates values according to the table
columns they belong to, as illustrated in Figure 7.3. Essentially, we used the same
technique earlier to parse XML in XLynx (cf. Section 6.3.1).
Before fetching a table from disk, the corresponding catalog information is
loaded from the host into a small local RAM on the FPGA. For each column,
we store a projection flag (that indicates whether the column is part of the projection) together with the column size in a small table using the following format
(projection flag | column size). In Figure 7.3, column 1 is part of the projection
and has a size of four bytes (1 | 4), column 2 is not projected and has a size of two
bytes (0 | 2), and column 3 is again part of the projection and has a variable-length
size (1 | v). Using this information, the parser annotates the raw data stream at
line-rate, by counting the number of bytes read and comparing the count with the
catalog values. For variable-length columns, the size is embedded in the raw data
stream in the two bytes preceding the actual value. Thus, the parser needs to
extract the size from the data stream and compare the byte count with that value.
At the bottom of Figure 7.3, we show the projected signal, as well as the column
ID bus, which are both generated by the tuple parser & projection component and
accompany the data bus throughout the remaining query pipeline stages. When
data is written to the output buffer, for transmission to the host, only the data
for which the projected signal is high will be written to the output buffer. The
purpose of the column ID bus will be explained in the next section. Additionally,
the parser generates an end-of-tuple signal (not shown in Figure 7.3) that marks
the boundary between adjacent tuples in the data stream.

7.4.2

Selection-based Filtering

After the parsing stage, the annotated data stream is loaded into the selection
component. The selection component processes this data in a pipelined manner
and forwards it to the GROUP BY component. In the selection component an additional signal (match) is generated (cf. Figure 7.4), which is set to logic high,
whenever a tuple matches a given WHERE clause. Subsequent components will use
this signal to ignore tuples not satisfying the WHERE clause condition. For queries
without a WHERE clause, match will be set to logic high for every tuple.
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Figure 7.4: Selection component with three base predicates circuits parameterized
for the expression WHERE (col1 > α AND col2 = β) OR col3 <> γ.
Base Predicates
The selection component can be configured to support np base predicates. We refer
to a base predicate as simple comparison between a column value and a constant,
e.g.,
WHERE column θ constant .
All three parts of every base predicate are parameterizable, i.e.: (1) the column,
which is set by specifying the corresponding column ID, (2) the comparator, for
which one out of six possibilities is selected (θ ∈ {=, <>, <, >, <=, >=}), and
(3) a constant value. Currently, our selection component only supports predicates
on fixed-length columns such as integers. That is, base predicates with string
comparisons still need to be handled in software. However, one could implement
such functionality similar to how we implemented XPath matching earlier (cf.
Chapter 6). Thus, the higher-level architecture would not change much if we
added this functionality.
Data is loaded into each base predicate circuit in a pipelined fashion, i.e., the
data stream passes by all base predicate circuits, as illustrated in Figure 7.4. If
the column ID of the annotated stream matches the column ID parameter of a
particular base predicate circuit, the corresponding part of the data stream will
participate in the comparison of that base predicate. This even allows evaluating
several base predicates on the same column, e.g., WHERE clause expressions of the
following form are also possible:
WHERE col1 = α OR col1 = β .
Hence, we can evaluate np arbitrary base predicates in parallel, independent of
which columns will participate in the comparisons. Notice that np only limits
the number of base predicates that can be handled by the FPGA, np does not
in any way limit the number of columns that an Ibex table can have, nor does it
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Figure 7.5:
Hard-wired circuit (left) for combined predicate
WHERE (col1 > α AND col2 = β) OR col3 <> γ versus truth table approach (right).
constrain queries to only consist of np base predicates—for more complex WHERE
clauses there still exists the option of partial filtering, i.e., only the part of the
WHERE clause that fits on the FPGA is handled in hardware, and the rest of the
expression is evaluated in software. In this case, however, we need to make sure
that all disjunctions are handled by the hardware to avoid that the filter drops too
many tuples.
Combined Predicates
Combined predicates are composed of base predicates and connected via Boolean
operators, e.g.:
WHERE (col1 > α AND col2 = β) OR col3 <> γ .
To implement combined predicates in hardware, intuitively we would like to use
logic AND and OR gates, as illustrated on the left of Figure 7.5. However, it would
take too long to synthesize the corresponding, dedicated circuit at runtime, as
mentioned earlier.
Existing Approaches
In [DZT12], the WHERE clause expression is mapped to an operator pipeline. As
a consequence, “spare chunks” need to be inserted into the data stream of tuples
for storing intermediate results. The number of spare chunks depends on the complexity of the WHERE clause, and it is not clear how these chunks are inserted at
runtime. Moreover, inserting spare chunks into a data stream reduces its actual
bandwidth. In [SMT+ 12], a hard-wired reduction tree with parameterizable operators (tree nodes) is instantiated. However, this tree introduces additional latency,
i.e., for an n-byte long tuple, it takes n + log2 (#predicates) cycles to qualify a
tuple. Furthermore, no details are given of how to map an arbitrary WHERE clause
expression to such a tree.

150

Chapter 7. Intelligent Database Storage Engine

Truth Tables
Fortunately, a much simpler solution exists to support combined predicates, which
does not have the shortcomings discussed above. Namely, we can use a method
of parameterization that resembles the implementation of the FPGA hardware
itself: lookup tables. With np base predicates, there can be at most 2np different
evaluation results for those base predicates. Thus, 2np bits of storage are sufficient
to materialize the output of the operator tree for every possible input bit vector.
Note how this is independent of the complexity of the Boolean expression.
In Ibex , we use on-chip block memory (BRAM) to store operator trees as explicit truth tables. Each base predicate circuit has one output signal that carries
the result of the base predicate evaluation. The output signals of all base predicates together compose the lookup address in the truth table, and are directly
connected to the respective BRAM block, as depicted on the right of Figure 7.5.
A single BRAM block can hold up to 36 × 210 bits of data, which is enough to
hold truth tables for up to np = 15 base predicates. To support np > 15 there are
several possibilities. First of all, multiple BRAM blocks can easily be combined to
form larger BRAMs, using the Xilinx tool chain. However, BRAM consumption
grows exponentially with the number of predicates. Therefore, a better solution
would be to split the Boolean expression of the WHERE clause into groups and assign
each group a separate smaller truth table. The results from those truth tables could
then be combined via lookup in a subsequent, higher-level truth table.
Before executing a query, the Ibex software computes the truth tables values
corresponding to the operator tree of the WHERE clause, and then loads them into
the corresponding BRAM on the FPGA. Computation of the truth table in software is simple. First, the Boolean expression is converted into disjunctive normal
form (DNF). Then, starting with a truth table that has all bits set to zero, the
corresponding bits are set to one iteratively for every conjunctive clause. Finally,
the truth table is transmitted to the FPGA, which can also be done efficiently,
e.g., transfer time of 36 Kbit (for np ≤ 15) over gigabit Ethernet is only 36 µs.

7.4.3

GROUP BY Aggregation

The GROUP BY component handles grouping, using a specially designed hardware
hash table, the implementation of which we are going to discuss separately, in
Section 7.5. For now, we treat the hash table as a black box and focus on the
GROUP BY component on a high-level. A typical GROUP BY query is illustrated
below.
SELECT col2 , col7 , MAX ( col1 ), MIN ( col1 )
FROM table
(Q1 )
GROUP BY col2 , col7 ;
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Figure 7.6: High-level architecture of the GROUP BY component. Data is loaded in
a pipelined fashion (pipeline registers → ).
The grouping criteria that defines the individual groups is specified in the GROUP
BY clause. This can be a single column or a combination of several columns, as
in Q1 . In the following, we refer to this grouping criteria as the group key.
In the presence of a GROUP BY clause, only columns that are part of the GROUP
BY clause can be projected without an aggregation function, all other columns need
to be part of an aggregate since for every group there will be a single result tuple.
Notice that the same column can appear in multiple aggregates, e.g., MAX ( col1 )
and MIN ( col1 ) in Q1 .
Group Keys and Aggregates
The high-level design of the GROUP BY component is depicted in Figure 7.6. After
the selection stage, relevant data is loaded into a wide input buffer (here, 256 bits
wide), which is divided into multiple 32-bit slots. If the match signal from the
selection component indicates that a tuple did not satisfy the WHERE clause, the
data in the buffer will be invalidated and overwritten by the next tuple.
At runtime, a bit mask determines how many slots belong to the group key
and how many slots are used for aggregation. In Figure 7.6, the first three slots
are used for the group key and the remaining five for aggregation. Notice that
we do not require all slots to be used. It is perfectly valid to use, say, only the
first two slots, one for the group key, and the other for a single aggregate. Our
design exhibits flexibility not only to support combined group keys, as in Q1 , but
also group keys on columns that are wider than 32 bits. For group keys that are
smaller than 32 bits, we simply add a padding of zeros to the 32-bit slot.
Input Buffer Loading
Besides assigning slots for grouping and aggregation, each slot can be mapped to
a column at runtime. Furthermore, also the type of aggregation (COUNT, SUM,
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Figure 7.7: Abstract view of our hash table with the four fundamental operations:
1 hash, 2 read, 3 update, and 4 write.

MIN, MAX)4 can be set for every slot. Data is loaded into the slots in a pipelined
fashion, using the same technique that we described earlier, in Section 7.4.2, to
load data into the base predicate circuits of the selection component. This allows
us to compute multiple aggregates on the same column. Moreover, even the order
of aggregates can be specified already in hardware, i.e., reordering in software
is not necessary. Another advantage is the scalability of the technique. Here,
we set the buffer width to 256 bits (eight slots), because it matches the DRAM
word-width used in the hash table later. However, wider buffers to support more
aggregates are possible since the pipelined loading mechanism would easily scale
to wider buffers, without causing timing or routing problems on the FPGA.

Hash Collisions and Bypass Tuples
Once the match signal from the selection component asserts that the data in the
input buffer is valid, all slots are read out from the buffer in parallel. The group
key slots are used to probe the hash table, upon which the hash table returns an
entry the size of the input buffer, containing the group key, as well as the current
running aggregates. All aggregates are updated in parallel and the entry is written
back to the hash table.
As discussed in more detail, in Section 7.5, we do not resolve hash collisions
in hardware but bypass colliding tuples to the host instead. Thus, during query
processing bypassed tuples of the form {key1 , . . . , keyi , vali+1 , . . . , valn } are
forwarded to the output buffer. After the entire table has been read, the hash
table contents are flushed and aggregated tuples of the form {key1 , . . . , keyi ,
aggi+1 , . . . , aggn } are forwarded to the output buffer.
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Figure 7.8: Pipelined hash table hides latencies, allowing concurrent processing of
four tuples.

7.5

GROUP BY with Hashing

At the heart of our GROUP BY component is a hardware implementation of a hash
table. While hash tables on FPGAs have been studied in prior work [SPWV05,
DD13, IABV13, TKT07], the hash table design we present here is specially tailored
at supporting GROUP BY queries at line-rate. The hash table allows us to execute
GROUP BY aggregation in a single pass, without having to first sort the input data.
Figure 7.7 illustrates how this works: 1 First, the group key is hashed. 2 The
bits of the hash value (or a subset thereof) serve as the memory address, and the
corresponding memory word is read from that address. 3 A special flag indicates
whether we are processing a particular group for the first time. If this is the case,
we perform an insert, i.e., we completely overwrite the just read memory word.
Otherwise, we simply update the running aggregates in the memory word. 4
Finally, the processed memory word is written back to memory.
As mentioned previously, our goal is to achieve line-rate performance for GROUP
BY aggregation inside the FPGA (i.e., 300 MB/s or 16 bits per clock cycle at
150 MHz). However, to do so we face several challenges. First of all, constant time
lookup is only guaranteed if there are no hash collisions, i.e., if no two groups
map to the same memory address. Instead of stalling the input stream to perform
collision resolution on the FPGA, we choose to bypass colliding tuples to host
software, and implement a first-come-first-served policy in our hash table. Getting
rid of collision resolution, however, only partially solves the problem since the four
steps depicted in Figure 7.7, each require at least one clock cycle. Performing
these four steps in a sequential way would again cause stalling of the input stream.
Therefore, we propose a fully-pipelined hash table that hides these latencies.

7.5.1

Fully-pipelined Hash Table

The pipelined version of the hash table is displayed in Figure 7.8. The four stages
hash, read, update, and write can now be executed in parallel for different tuples
4

For the average, we compute SUM and COUNT in hardware, and perform the division AVG ≡
SUM/COUNT in software.
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Figure 7.9: Pipelined hash table with write-through cache to avoid data hazards.
in the pipeline. The number of clock cycles that we are allowed to spend in each
stage depends on the size of the tuples in the database table—the larger the tuples
the more time we have. The smallest tuple that our database engine supports is
32 bits wide. This means that in the most extreme case we have only two clock
cycles in every stage.
The multiplicative hash function that we use is itself fully pipelined, and consumes 16 bits per clock cycle matching the input rate. Using BRAM, reading and
writing each take one cycle (we will discuss the DRAM case separately). Finally,
updating all the aggregates of a tuple is done in parallel and can also be handled
in a single cycle. Thus, with BRAM we can guarantee line-rate processing. Nevertheless, care needs to be taken when two tuples of the same group follow closely
after each other since this could lead to data hazards.

7.5.2

Avoiding Data Hazards

When two consecutive tuples access the same memory location because they belong
to the same group, it is essential that the second tuple sees the modifications of
the preceding one, otherwise updates will get lost. The design in Figure 7.8 cannot
guarantee this when tuples are small.
One approach is to detect situations where potential data hazards could occur,
and then stall the pipeline for an appropriate amount of time. However, such
stalling is only acceptable if it happens infrequently. Unfortunately, tuples of the
same group stored close together is not an unlikely scenario. Moreover, pre-sorted
tables would exhibit the worst performance, which is counter-intuitive.
To solve this problem, we introduce a caching layer between memory and the
pipelined hash table. This layer implements a write-through cache that holds the
n last writes to memory. As shown in Figure 7.9, all read requests are logged
temporarily in a queue, and the following writes to memory are cached during
the write stage. When a new read is performed, the address of the key is first
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checked in the queue of recently accessed memory locations. For this purpose, the
queue exposes a CAM-like5 interface for reading, which returns the index inside
the queue of the most recent access to the memory address in question. Using
this index, the write cache, holding the data recently written to memory, can be
accessed. Thus, in the read stage, actual read requests to memory are only issued
for memory addresses that have not been accessed in the recent past. The logic in
the read stage, then instructs the subsequent update stage to either fetch the next
tuple from the write cache, or wait for it to be delivered from memory.

7.5.3

DRAM-based Hash Table

Using BRAM to store the hash table has the advantage of very low access latencies,
but it is also a scarce resource on the FPGA. A hash table that can store a few
thousand groups in BRAM takes up a big portion of the available BRAM blocks.
Thus, for workloads with many different groups, using on-board DRAM (in the
order of hundreds of megabytes) could be a preferable option.
Thanks to the caching layer, discussed above, DRAM can be used instead of
BRAM transparently with our hash table pipeline. The only required modification
to the hash table logic is the correct sizing of the memory access cache. The size
of the cache depends on the actual memory latency, because items in the cache
can be evicted only once they have been written to memory for effective protection
against the data hazards, discussed earlier. For instance, with BRAM a capacity
of eight is sufficient, while with the DRAM on our platform the cache needs to
hold at least 32 entries.
A side effect of the caching layer for the DRAM-based hash table is that it
not only helps avoiding data hazards but also may increase performance. With
DRAM it is not always possible to completely hide the memory latency since it
is significantly higher than for BRAM but the caching layer at least mitigates the
impact of memory read latency.

7.6

Performance Evaluation

In this section, we compare the performance of MyISAM and INNODB (two common MySQL storage engines) to Ibex , running the same queries with each engine,
and comparing the execution times reported directly by MySQL. Our main focus
is to thoroughly evaluate the GROUP BY acceleration component. But we also show
experiments that illustrate the impact of projection- and selection-based filtering
on several TPC-H workloads, at the end of this section.
5

Content-addressable memory (CAM) is a storage device in which the information is identified
by content rather than by an address.
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Figure 7.10: Performance (table size/execution time) of Ibex versus MyISAM and INNODB for table sizes ranging from one to 1024 megabytes.

7.6.1

Experimental Setup

All experiments were conducted on a Desktop PC featuring a Quad-Core Intel
(i7-2700K, 3.50 GHz) processor with 8 GiB of main memory. We ran MySQL
5.5.25 on a 64-bit Windows 7 platform, which was installed on a 256 GB OCZ
Vertex 4 SATA III 2.5” SSD. An identical SSD was connected directly to the
FPGA (Virtex 5, XC5VLX110T)6 .

7.6.2

GROUP BY Aggregation Queries

In this first experiment, we want to compare how fast MyISAM, INNODB, and Ibex
can execute GROUP BY queries. In particular, we want to show how far MyISAM
and INNODB are from SATA II (300 MB/s) line-rate query processing. To this
end, we ran the following simple GROUP BY query on a synthetic workload:
SELECT col1 , COUNT ( ∗ )
FROM table
GROUP BY col1 ;

(Q2 )

We varied the table size between one and 1024 megabytes and every table always
consisted of exactly 16 groups, each containing an equal amount of tuples stored
in unsorted order. In Figure 7.10, on the x-axis we plot the table size and on the
y-axis performance as tablesize/executiontime.
6

The OCZ Vertex 4 SSD is SATA III compatible but we used it exclusively in SATA II mode since
our FPGA only supports SATA II, allowing a theoretical maximum bandwidth of 300 MB/s.
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Figure 7.11: Impact of bypasses on execution time.
MyISAM stores tables in files managed by the operating system, i.e., a notion
of database pages does not exist. By contrast, INNODB has all the bells and
whistles of a full-fledged storage engine, including a buffer pool to cache database
pages, with a default page size of 16 KB7 .
As can be seen in Figure 7.10, MyISAM performs better than INNODB. In all
of our experiments, MyISAM always exhibited better performance than INNODB,
which is due to its simplicity compared to INNODB. For example, MyISAM does
not support database transactions and therefore employs a simpler locking mechanism. Since our goal is to compare performance of Ibex against the fastest common
MySQL storage engines, we sometimes omit INNODB results in the following plots
for readability reasons.
Ibex , configured to use 16 KB pages ( ), performs significantly better than both
MyISAM ( ) and INNODB ( ). However, the throughput is still far below the
300 MB/s of SATA II. Throughput can be increased using larger database pages.
Thus, Ibex with 4 MB pages ( ) pretty much saturates the SATA II link, and
shows that Ibex can sustain SATA II line-rate. While the maximum bandwidth
of SATA II is 300 MB/s, note that actual transfer rates of stored data are around
280 MB/s due to protocol overhead and latencies within the SSD.
The Impact of Bypass Tuples
The previous experiment assumed that the entire GROUP BY aggregation could be
off-loaded to the FPGA. However, for other workloads hash collisions may occur,
7

According to the documentation, by recompiling the code, one can set the page size to values
ranging from 8 KB to 64 KB. However, this is not officially supported, and for our version of
MySQL, we could not compile the INNODB code with pages larger than 16 KB.
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or the predetermined size of the hash table may be chosen too small to hold all
groups. Thus, we need to quantify how bypass tuples impact performance. For
this purpose, we ran query Q3
SELECT col1 , SUM ( col2 )
FROM table
GROUP BY col1 ;

(Q3 )

on a table from the previous experiment with modified group keys for each run to
produce a varying number of collisions and bypass tuples.
If there are bypass tuples we need to do a separate GROUP BY and aggregation
step in software. Our first attempt to achieve this was to rewrite query Q3 as
follows for the FPGA case:
SELECT col1 , SUM ( s )
FROM (SELECT col1 , SUM ( col2 )AS s
FROM
table
GROUP BY col1 ) AS t1
GROUP BY col1 ;

(Q03 )

The inner query is executed by the Ibex storage engine, returning a result table
that contains bypass tuples, as well as partial aggregates. The outer query, on the
other hand, is evaluated completely by the MySQL query processor.
MyISAM and INNODB. The results are depicted in Figure 7.11. The y-axis
shows execution time, and the x-axis displays the percentage of tuples that are
bypassed and aggregated in software. When running query Q3 with MyISAM,
there are of course no bypass tuples but since we modified the group keys for
every run, we show a separate measurement for each workload also for MyISAM.
Not surprisingly, execution time is relatively constant for all workloads and takes
roughly 8.5 seconds ( ). The same holds for INNODB (not shown in Figure 7.11),
for which we measured an execution time of 25 seconds.
Ibex. When running query Q03 with Ibex , the execution time depends on the
number of bypass tuples. With no bypasses and 4 MB pages ( ) query execution
takes only 0.26 seconds, which is 32 times faster than MyISAM. Execution time
then increases linearly with respect to the number of tuples bypassed. At 90%
bypassed tuples, the performance of Ibex is slightly worse than that of MyISAM
since query Q03 actually consists of two queries, while query Q3 is a single query.
Ibex: Handling Bypass Tuples Natively. We ran query Q03 both with 4 MB
pages ( ) and 16 KB pages ( ). Figure 7.11 shows that the page size here does
not significantly affect execution time. Hence, execution time is dominated by
the overhead of grouping and aggregating in the MySQL query processor. We
confirmed this observation also using the query profiler built into MySQL. To
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Figure 7.12: Varying the number of aggregates.
avoid the high cost of running the outer query of Q03 in MySQL we extended Ibex
to deal with bypass tuples directly in the software part of the storage engine such
that we could run query Q3 using Ibex even with bypass tuples. To this end, we
used a software hash table to deal with the bypass tuples. This optimization lead
to a significantly more efficient implementation ( ) depicted in Figure 7.11, i.e.,
even the workload with 90% bypass tuples executed in 1.83 seconds, which results
in a speedup of roughly 4.5X, compared to MyISAM.
Increasing the Number of Aggregates
In software, not only grouping is an expensive operation but also the computation
of aggregates itself. This can be seen by running query Q4 with a varying number
of SUM() aggregates.
SELECT col1 , SUM ( col2 ), SUM ( col3 ), · · ·
FROM table
GROUP BY col1 ;

(Q4 )

We executed this query on a table with eight INT columns and two million rows,
and computed between one and seven SUM() aggregates. The results, plotted
in Figure 7.12, show how total execution time significantly increases with every
additional aggregate when run with MyISAM ( ) or INNODB ( ). The added
overhead for every additional aggregate is similar for both MyISAM and INNODB,
which is expected since the aggregates are computed outside of the storage engines.
By contrast, execution time remains constant in the case of Ibex ( ) because each
aggregate is computed by a separate parallel unit on the FPGA.
A similar effect, though not quite as pronounced, can be observed when several
columns are used to form the group key, i.e., execution time remains constant with

Chapter 7. Intelligent Database Storage Engine
Execution time (seconds)

160
103

Ibex
Ibex
Ibex

(BRAM)
(DRAM, cache hit)
(DRAM, cache miss)

MyISAM

102

101
1

2

3 4 5 6 7 8 9 10 11 12
Number of 32-bit INT columns

Figure 7.13: Varying tuple width. Wider tuples allow for better hiding of memory
latencies.
Ibex , whereas it increases for MyISAM and INNODB linearly with the complexity
of the combined keys.
BRAM- versus DRAM-Hash Table
To analyze the performance characteristics of the BRAM-based hash table versus
the DRAM-based hash table, we varied the number of columns of a 1 GB database
table and than ran query Q2 on it. Hence, a 1 GB table with a single-column
consisted of 268,435,456 rows (1 GB ÷ 4 bytes), whereas a 1 GB table with eight
columns consisted of only 33,554,432 rows (1 GB ÷ 32 bytes).
BRAM version. As can be seen in Figure 7.13, execution time of the BRAM
version ( ) is independent of the table schema and is determined solely by the
amount of data transferred. The execution time is constant, with 3.8 seconds for
a 1 GB table corresponding to roughly 280 MB/s.
DRAM version. The DRAM version behaves differently. For narrow tables,
performance is worse than that of the BRAM version. The reason is that DRAM
can handle less operations per second than BRAM due to the higher latency of
DRAM. Thus, for small tuples, line-rate cannot be sustained, whereas for larger
tuples our pipelined hash table architecture can hide the DRAM latency.
Write-through cache. Depending on whether there is a cache hit or a cache
miss in the write-through cache of the hash table, each tuple causes one DRAM
access or two, respectively. To measure the impact of the write-through cache we
generated a workload with little enough groups that the cache is always hit ( ), as
well as a workload, where the cache is never hit ( ), i.e., every tuple needs to first
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Figure 7.14: Performance of filter queries on TPC-H lineitem table for scale factors
(SF) one, five and ten.

read from DRAM and than write back to it. In the worst case (a single-column
table), the query executes in 41.3 seconds when the cache is always missed, and
about twice as fast (23.4 seconds) when the cache is always hit. In the former
case, line-rate speed is reached at eleven columns (44 bytes wide tuples), whereas
in the later case already at seven columns (28 bytes wide tuples).
MyISAM. For comparison, we also plotted MyISAM performance ( ) for the
same query and workloads. The execution time is substantially higher than that
of both FPGA versions (BRAM and DRAM). Observe that also for MyISAM
the table schema matters. This is because the per-tuple overhead in MySQL is
significant [BZN05]. Thus, for the same amount of data, more tuples result in
slower execution. With MyISAM, on the single-column table query Q2 executed
in 535.6 seconds and on the 12-column table in 45.2 seconds. Thus, we could always
measure a speedup of at least one order of magnitude compared to MyISAM, even
for workloads where the write-through cache was ineffective.

7.6.3

Filter Queries

Running GROUP BY queries with Ibex benefits from two effects: (1) filtering and
(2) an efficient GROUP BY implementation in hardware. In this section, we discuss
the impact of pure filtering queries. To do so, we ran query Q5.1 and query Q5.2
below on the TPC-H lineitem table. Q5.1 invokes a simple selection filter (a single
predicate on a date field), as well as a projection filter that keeps only three out of
a total of 16 columns. Q5.2 , on the other hand, has a more complex WHERE clause
but the same projection filter. Both queries also have similar selectivity, i.e., the
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filtering effect is the same but the evaluation complexity is higher for Q5.2 .
SELECT l orderkey, l shipdate, l linenumber
FROM lineitem
WHERE l shipdate = ’1995-1-17’

(Q5.1 )

SELECT l orderkey, l shipdate, l linenumber
FROM lineitem
WHERE (l shipdate = ’1995-1-17’ OR
l shipdate = ’1995-1-18’)
AND
(l linenumber = 1 OR l linenumber = 2)

(Q5.2 )

In Figure 7.14, we show the results. On the y-axis execution time and speedup are
displayed and on the x-axis we show the scale factor used to generate workloads
of different sizes for both queries. Since Ibex evaluates WHERE clause expressions
at line-rate, independent of their complexity, there is no performance difference
between query Q5.1 and query Q5.2 . Conversely, for MyISAM the more complex
query Q5.2 causes a slight decrease in performance because evaluating the complex
WHERE clause requires more instructions. Nevertheless, for selection and projection
it is mainly the amount of data that affects performance and not query complexity.
Moreover, note that the speedup of roughly 2.5X is similar for all three scale
factors.

7.6.4

Hybrid Join Queries

While our system currently does not explicitly accelerate JOIN operators, prefiltering can still be applied to every Ibex table that participates in a join. This
works even if Ibex tables are joined with tables that are managed by other storage
engines. For example, consider the following query pattern, which is typical for
queries within the TPC-H benchmark, where p describes a value-based predicate
over the fact table lineitem:
SELECT
FROM
WHERE
AND

···
lineitem, orders
l orderkey = o orderkey
p(lineitem)

(Q6 )

Table 7.1 shows execution times for running query Q6 with different query plans.
We used a scale factor of 0.25 for all tables. For joining the MyISAM orders table
with the lineitem table without index support, we observe a speedup of 3.19X when
the lineitem table is managed by Ibex and can benefit from query off-loading—this
is the default order chosen by MySQL when no indexes are used.
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Table 7.1: Join query performance.
Join Type

Exec. Time

Speedup

ordersMyISAM ./ lineitemMyISAM
ordersMyISAM ./ lineitemIbex

49.01 sec
15.35 sec

3.19X

lineitemMyISAM ./ ordersMyISAM
lineitemIbex ./ ordersMyISAM

3.83 sec
3.37 sec

1.14X

lineitemMyISAM ./ ordersMyISAM+Index
lineitemIbex ./ ordersMyISAM+Index

1.79 sec
0.78 sec

2.29X

If we enforce a different join order (using STRAIGHT_JOIN) the penalty for
scanning the lineitem table without filtering is not as severe because execution
time is dominated by the full table scan of the MyISAM orders table.
Finally, we measured performance with an index on the orders table, which
is the most realistic scenario since there is a foreign key relationship between the
orders and the lineitem table. Not surprisingly, using the index produced the fastest
results. However, the join still benefits from the faster scanning and filtering of
the Ibex lineitem table, resulting in a speedup of 2.29X.

7.6.5

Putting It All Together

While Ibex already supports running a wide range of queries with hardware acceleration in MySQL, there are still missing parts in the current version of our
prototype (optimizer modifications, indices, etc.) that would allow us to efficiently
run all queries of a sophisticated benchmark such as TPC-H. Nevertheless, to give
a glimpse of the impact that Ibex can have on more complex queries, we used
Query 13 of the TPC-H benchmark (cf. Q13 below)8 and handcrafted the missing
parts to run this query.
1
2
3
4
5
6
7
8
9
8

SELECT c count, COUNT ( ∗ ) AS custdist
FROM
( SELECT c custkey, COUNT ( o orderkey ) AS c count
FROM customer LEFT OUTER JOIN orders ON
c custkey = o custkey AND
o comment LIKE ‘%express%packages%’
GROUP BY c custkey ) AS c orders
GROUP BY c count
ORDER BY custdist DESC, c count DESC;

(Q13 )

We took the liberty to replace the NOT LIKE of the original TPC-H query with LIKE in Q13
(line 6) to increase the selectivity of the WHERE clause.
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Figure 7.15: Execution time and speedup for Q13 of the TPC-H benchmark (Ibex
versus MyISAM).
Eager Aggregation
Q13 involves two base tables: customer and orders. We store customer as a MyISAM
table and orders as an Ibex table. By default, Ibex will push projection (line 3) and
selection (line 6) to the FPGA. The GROUP BY clause (line 7), however, would not
be pushed because of the preceding join (line 4), which is computed outside of the
storage engine. Fortunately, it is possible to evaluate the GROUP BY clause before
the join by replacing the orders table (line 4) with the following inner query:
( SELECT
FROM
WHERE
GROUP BY

o custkey, COUNT ( o orderkey ) AS c count
orders
o comment LIKE ‘%express%packages%’
o custkey ) AS orders2

Furthermore, the COUNT (line 3 in Q13 ) and GROUP BY clause (line 7 in Q13 ) of the
outer query can now be removed. This technique is known as eager aggregation
and has been studied in detail, e.g., in [YL95].

On-the-fly Index Creation
A storage engine with index support (e.g., MyISAM), will solve the join (line 4 in
Q13 ) using the index given by the foreign key relationship. While Ibex does not
support indices yet, it is possible to use the hash table that is created on behalf
of the GROUP BY query as an index for the subsequent join. For this to work, the
optimizer needs to be tweaked to use an index-based access path even though an
explicit index does not exist.
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Performance
Figure 7.15 shows our measurements for Q13 and scale factor = 1.0. We executed
three experiments: “unmodified” refers to the original orders table (14,730 groups
after selection), for “1000 groups” and “16 groups” we modified o custkey to reduce
the number of groups to one thousand and sixteen, respectively. Since there are
no bypass tuples here, the performance of Ibex is consistent, independent of the
number of groups, whereas MyISAM is faster for a smaller number of groups,
resulting in speedups between 7X and 11X. The increased speedup compared to
Figure 7.14 can be attributed to the effect of the additional GROUP BY pushdown
(as opposed to mere selection and projection).

7.7

Energy Efficiency

An important limiting factor in many systems today is energy consumption. A
key appeal to design heterogeneous systems thus lies in achieving lower energy
consumption and a good performance/watt ratio. Off-loading queries to specialized hardware naturally reduces the load on the host CPU, which in turn may
significantly reduce the overall energy consumption of the system. Hardware accelerators, on the other hand, consume only a fraction of the 40–130 watts that
commodity processors consume today.
Power Consumption Characteristics. The maximum thermal design power
(TDP) of our Intel Quad-Core CPU is 95 watts. By contrast, one Vertex 4 SSD
only consumes 2.5 watts of power when active, and 1.3 watts otherwise. We
measured the wall power of our entire system with a power meter. The power consumption of the system is 39 watts when MySQL is idle and the FPGA board
is turned off. With one core under full load the power consumption increases to
54 watts, and with all 4 cores under full load total power consumption amounts
to 105 watts.
The FPGA chip itself configured with Ibex requires only 2.9 watts.9 Power
consumption of our FPGA board (including the FPGA) is roughly 8 watts, i.e.,
the system consumes 47 watts when idle with the FPGA board connected and
powered on. However, much of the 8 watts are spent on the FPGA board (i.e.,
an energy in-efficient general-purpose development board) and not the FPGA chip
itself.
Energy Consumption During Query Execution. We measured energy consumption (joules) of the host system during execution of the following three queries
from the previous section: (i) Q2 : GROUP BY query on a synthetic 1 GB table,
(ii) Q5.1 : simple filter query on the TPC-H lineitem table (scale factor = 1.0), and
9

FPGA power consumption was estimated using the Xilinx Power Analyzer tool.
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Table 7.2: Energy and power consumption during query execution of different
queries.
Query / Engine

Energy

Exec Time

∅ Power

∆ Power

Q2 / MyISAM
Q2 / INNODB
Q2 / Ibex

3,888 J
19,008 J
216 J

66.7 s
345.0 s
4.4 s

58.3 W
55.1 W
49.1 W

19.3 W
16.1 W
2.1 W

Q5.1 / MyISAM
Q5.1 / INNODB
Q5.1 / Ibex

2,340 J
11,520 J
612 J

41.7 s
190.7 s
12.3 s

56.1 W
60.4 W
49.8 W

17.1 W
21.4 W
2.8 W

Q6 / MyISAM
Q6 / INNODB
Q6 / Ibex

2,592 J
12,636 J
648 J

44.3 s
213.9 s
12.4 s

58.5 W
59.1 W
52.3 W

19.5 W
20.1 W
5.3 W

(iii) Q6 : hybrid join query on TPC-H tables (scale factor = 1.0). The average
power consumption (∅ Power) can be computed by dividing the measured energy
consumption by the execution time. ∆ Power represents the increase of power
consumption versus the system being idle (for MyISAM/INNODB measurements
idle power is 39 watts, whereas for Ibex it is 47 watts, as explained above). The
results are displayed in Table 7.2.
Our measurements indicate that power consumption increases significantly for
MyISAM and INNODB when executing queries, whereas when the queries are
off-loaded to the FPGA there is only a minimal increase of power. The overall
amount of energy consumed is the product of power and time. Since the queries
execute much faster on the FPGA, energy consumption is improved even more dramatically, e.g., for the GROUP BY query Q2 , Ibex requires only 216 joules, whereas
MyISAM and INNODB consume 3,888 and 19,008 joules, respectively.
Future Outlook. Notice that the energy consumption measurements for Ibex
include power consumption of the FPGA board, and yet we see significant improvements compared to MyISAM and INNODB. It is conceivable that in an
appliance the FPGA would be integrated directly into the SSD itself for query
off-loading, in the spirit of [DKP+ 13], leading to a further reduction in power consumption and as a result even better energy efficiency. Furthermore, since Ibex
rarely uses the full power of the CPU at all, overall energy consumption is likely
to improve when we exchange our high-performance Intel CPU with less powerful
but more energy-efficient processor, e.g., an ARM or Atom.
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Table 7.3: Chip utilization on our Virtex-5 FPGA.
Module

Slices

BRAMs

Available

17,280

100.0 %

148

100.0 %

SIRC [Egu10]
SATA core [WE12]

1027
725

5.9 %
4.2 %

11
2

7.4 %
1.4 %

Ibex

(BRAM)

4188

24.2 %

1+n

≥1.4 %

DRAM core [Bit09]
Ibex (DRAM)

1651
5047

10.0 %
29.2 %

4
1

2.7 %
0.7 %

7.8

Resource Consumption

In Table 7.3, we display resource consumption for different circuit components
of our complete system. To communicate with the host that runs the MySQL
database we used Microsoft’s communication framework SIRC [Egu10] and for
SATA we used our open source IP core Groundhog [WE12]. Together these components consume slightly less than 10 % of the available resources. Furthermore,
we distinguish two versions of Ibex , one using the BRAM-based hash table for the
GROUP BY component, and the other using DRAM to store hash table entries.
Ibex (BRAM). Excluding SIRC and the SATA core, Ibex consumes roughly
25 % of all available slices independent of how big the hash table is. The number
of BRAM blocks n depends on the size of the hash table. Here the word width
was set to 256 bits (8 × 32 bit), i.e., one 36-Kbit BRAM block can hold k = 144
entries. However, the actual hash table size is restricted to powers of two, i.e.,
k = 2blog2 (n∗36)c+2 entries.
Ibex (DRAM). The advantage of DRAM is that we can support a large number of groups without having to spend precious BRAM blocks for the hash table.
Nevertheless, using DRAM incurs other resource consumption costs. The DRAM
core [Bit09] consumes additional 10 % of slices, as well as four BRAM blocks.
Moreover, the use of DRAM also affects resource consumption of Ibex since additional logic such as clock bridges and a more complex control flow are required.
Thus, in total, we measured that Ibex consumes roughly 40 % of all available slices
when using DRAM, i.e., 15 % more than the BRAM version.

7.9

Future Work

Ibex opens up several interesting lines of research beyond query processing. One
example is online gathering of database statistics. The trade-off between statistics
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accuracy and maintenance cost is a long-standing database problem. The embedding of Ibex in the data path of a DBMS would allow additional hardware units
to eavesdrop on the regular traffic, as data is read from secondary storage. While
doing so, such units could compute, e.g., relevant histograms on-the-fly, as a side
effect of regular query processing without any runtime or CPU overhead. Only
recently, an initial study on this topic has been provided by István et al. [IWA14].
Moreover, additional functionality could be placed within the processing pipeiline of Figure 7.2, e.g., to perform data (de)compression for increased throughput
from/to the actual storage medium (as in [IBM11]), or to perform encryption/decryption to implement confidentiality and other security features (as in [ABE+ 13]).
The only overhead would be additional chip space to host the add-on functionality,
which is available, even for the small Virtex-5 FPGA used here, as we showed in
Section 7.8.

7.10

Summary

In this chapter, Ibex was presented. Ibex is a prototype of an intelligent storage
engine that uses FPGAs to implement hardware accelerators close to the storage
medium, in the data path of a DBMS. Ibex was integrated and benchmarked with
MySQL but we believe that the concepts presented are more general, and that
most existing database systems would benefit from an intelligent storage engine
such as Ibex . To the best of our knowledge, Ibex is the first storage engine that
allows combining hardware acceleration with an existing open-source DBMS in
a seamless manner. Ibex is also the first FPGA-based accelerator that supports
complex operators like GROUP BY aggregation rather than mere filtering of rows
based on simple predicate evaluation.

8

Summary and Conclusions
Given the problems that general-purpose microprocessors face today, e.g., the
stagnation of frequency scaling, power and heat dissipation issues (dark silicon),
difficulties to exploit hardware parallelism by software programs (Amdahl’s law),
etc., field-programmable gate arrays (FPGAs) have a lot of potential to play an
important role in future data processing systems, to increase performance, save
power, or even make such systems more secure [ABE+ 13]. Hence, this dissertation explored the use of customized hardware (implemented on FPGAs) for data
processing applications and systems.
Developing dedicated hardware from scratch is tedious (even with FPGAs) and
there are a lot of different ways to do so. Therefore, it is important to provide
developers with the necessary tools such that competitive productivity can be
achieved. So far the lack of such tools and abstractions, in particular, for the rather
new field of data-driven FPGA applications, has resulted in a steep learning curve
for FPGA novices. Part I of the dissertation addressed this problem and gave
several suggestions of how such tools and abstractions can be developed, including
concrete examples that are useful for a number of data processing tasks.
Another major challenge in building FPGA-enhanced data processing systems
is the integration aspect of FPGA devices, ranging from physical integration of
the FPGA chip to, more importantly, defining the right interfaces and deciding
what part of a given problem should be solved on an FPGA and what type of
computation is better executed on some other platform, i.e., a microprocessor.
Part II, where end-to-end solutions for three different use cases were presented,
addressed the integration problem of FPGA-based accelerators.
169

170

8.1

Chapter 8. Summary and Conclusions

Mapping Data Processing Tasks to FPGAs

FPGAs have many promising characteristics such as large-scale parallelism, the
possibility to update deployed hardware in the field, the ability to fine-tune hardware to a particular task, etc. On the flip side, FPGAs are fairly raw devices
that are difficult to program, making it often challenging to exploit the inherent
parallelism of FPGAs in a optimal manner. In the dissertation, we explored two
types of designs that can be used to implement various data processing tasks:
(i) finite-state automaton-based designs (ii) shifter list-based designs
Finite-State Automaton-based designs. Parsing, pattern matching, or even the
evaluation of XPath expressions over XML data can all be implemented using
finite-state automaton-based designs. In Chapter 3, we examined the differences
between deterministic finite-state automata (DFA) and non-deterministic finitestate automata (NFA), and then described how to compile the favorable NFAs
into FPGA circuits. In Chapter 5, such a compiler (Icestorm) is used to generate a real-time complex event detection system, where complex events can be
specified as high-level patterns in a domain-specific SQL-like language. However,
resynthesizing circuits and reprogramming the FPGA to update queries is very
slow. Fortunately, by carefully extracting parameters that can be updated at runtime from a circuit, query updates can be made fast. Skeleton automata is an
example that shows how runtime-parameterization can be applied to NFAs.
Shifter List-based designs. Applying parallel computing to serial tasks, i.e.,
problems that are not embarrassingly parallel, is a major problem in computer
science. Moreover, developing hardware solutions for data processing that support
high degrees of parallelism is challenging because with increasing core counts,
the average on-chip distance grows between arbitrary communication partners.
Thus, enforcing scalable communication patterns is crucial. Using a shifter list, an
algorithm can be parallelized by replicating a task over many processing elements,
organized in a feed-forward pipeline. The flow of data within a shifter list is strictly
pre-defined, ensuring causality guarantees that help maintaining the semantics of
the corresponding serial algorithm. This makes it easier to parallelize complicated
tasks. The dissertation showed how to map several data processing operators from
different domains to the shifter list abstraction, and thoroughly evaluated a shifter
list-based skyline operator, demonstrating very good scalability and significant
speedup compared to a software version.
Concluding Remarks. For a long time, the FPGA community has been bemoaning the lack of higher-level abstractions [CHM11] that allow developing FPGA
applications more efficiently, rather than using low-level hardware description languages (HDLs) such as Verilog or VHDL. Currently, Altera is pushing OpenCL
and Xilinx AutoESL as a high-level programming language for FPGAs, to enable
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so-called high-level synthesis. Nevertheless, even with high-level synthesis, there
are better and poorer ways to design circuits. Thus, the design patterns presented
in this dissertation are not less important in the prospect of high-level synthesis,
just as design patterns [GHJV95] are crucial for high-level software languages such
as C++ or Java. In fact, high-level synthesis and the solutions presented in this
dissertation could go hand-in-hand, i.e., it is conceivable that a future high-level
synthesizer will incorporate domains specific language extensions similar to the
ones presented in this thesis or even recognize certain concepts and then automatically chose, say, a shifter list-based implementation, just as synthesizers today
automatically infer instantiation of BRAM blocks or DSP slices.
Independent of the technical advances of modern synthesizers, every FPGA
design exhibits fundamental trade-offs. One classical example is how speed can be
traded for chip space (area), e.g., as was exemplified by the skyline implementation
using shifter lists. Furthermore, speed can be traded for generality, clock speed
for power consumption, or chip space for accuracy. A more subtle trade-off is
between expressiveness and (runtime) flexibility, as we discussed in Chapter 3,
where skeleton automata are not as expressive as NFAs compiled with Icestorm but
are runtime-parameterizable instead, enabling new applications such as XLynx . In
essence, FPGAs are very flexible devices that can be tailored to many application
needs but is important to have a precise understanding of those needs to be able
to make the right trade-offs. The dissertation highlights several scenarios where
such trade-offs need to be made and gives examples of doing so.
It is commonly accepted that electronic circuits excel at tasks with a simple
control flow, regular data flow, and reasonable storage requirements [Kae08], for
example, CRC computation, cryptographic functions (e.g., AES), digital signal
processing (DSP), etc. Many data processing tasks, at first glance, do not exhibit
these properties, e.g., XML processing, skyline computation, or complex SQL operators such as GROUP BY appear to violate at least one of these properties. Therefore, it is crucial to think outside the box when porting data processing algorithms
from software to hardware and accurately abstract the underlying operations of a
given task. For instance, skeleton automata demonstrate how regular data flow,
and simple control flow are achievable for XPath-based filtering, a task for which
those properties are not obvious. Another example is the shifter list-based skyline
implementation that does not require explicit locking and synchronisation, and yet
achieves high degrees of parallelism. Furthermore, in this thesis, accelerators were
presented with storage requirements that exceeded the capacity of the FPGA,
e.g., the hash table-based approach to GROUP BY queries in Ibex . Nevertheless,
data processing may still benefit from partial hardware acceleration even if the
intermediate results are spilled to main memory or a back-end software program
needs to perform additional post-processing to get the final result.
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Hybrid (HW/SW) Data Processing Systems

Complex event detection system. Chapter 5 illustrated how a system on a chip
(SoC) could be generated by compiling a domain-specific pattern matching language into corresponding circuits to be loaded onto an FPGA. The supported
language was restricted enough that all parts could be completely implemented in
hardware, allowing complex events to be detected in real time on a gigabit network.
Exploiting the reconfigurability of FPGAs, customized systems can be generated
and updated on a regular basis. Furthermore, finite-state automata are a powerful
tool to implement a number of data processing tasks directly in hardware, e.g.,
parsing network packets, various forms of pattern matching, etc.
Loosely-coupled FPGA-accelerated XQuery engine. Whereas rather simple SoCs
can be implemented completely in hardware, for large and complex systems a
general-purpose processor is almost always a necessity. For example, to implement a query engine for the Turing-complete language XQuery, a platform and
programming model with sufficient expressiveness, mechanisms to effectively capture the complexity, as well as ease of use are important—all characteristics that
FPGAs lack. Fortunately, often there is no need to put all components of a system
onto an FPGA. XLynx is an example, where only few tasks that the FPGA can
handle particularly well (XML parsing and XPath evaluation) are off-loaded to an
FPGA-based accelerator, while the rest of the query engine is not touched and
executed as software on a commodity processor.
Tightly-coupled intelligent storage engine for a DBMS. There is even more
potential for improvement when the software is not oblivious of the hardwareaccelerator. For instance, unlike the XQuery engine in the previous example, the
software part of Ibex —our FPGA-enhanced storage engine—very well knows about
how the FPGA may modify stored table data. The design and architecture of Ibex
allowed us, for example, to push partial GROUP BY aggregation to the FPGA since
the software was aware that the hardware would not always be able to handle all
groups, i.e., unprocessed tuples could be dealt with in software, and yet the overall
system benefited from the performance and power savings due to partial execution
of queries on the FPGA-based off-load engine.
Concluding Remarks. This dissertation suggests that the key to developing successful FPGA-based data processing systems lies in combining customized hardware with software running on a commodity processor. While there certainly exist
applications that can be fully implemented in hardware such as the complex event
detection engine described in Chapter 5, a wider range of data processing applications can benefit from hardware acceleration if the hardware accelerators are
combined with a software-based back-end. In such architectures, only the critical part of a problem, e.g., XML parsing and XPath-based filtering in XQuery
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processing, or partial GROUP BY aggregation in a database, will be off-loaded to
an FPGA. This way, performance and energy efficiency can be improved without
having to make major concessions in terms of flexibility and generality.
Internally, FPGAs are capable of tremendous throughput due to their massive
parallelism. However, merely measuring throughput of customized hardware components can be misleading, as it is not clear how end-to-end performance and power
consumption is impacted by a particular accelerator. Furthermore, new challenges
in terms of circuit design arise when multiple accelerators, I/O controllers, etc.,
need to be co-located on the same FPGA or time-multiplexed using, e.g., partial reconfiguration. Therefore, it is important to evaluate new approaches also in
end-to-end systems, as we did for Ibex . Unfortunately, the engineering overhead to
build such systems is huge. Unlike, e.g., for GPUs, I/O drivers and corresponding
IP cores are often not provided by FPGA vendors. As a result, in the early stages
of this dissertation the problem of getting data in and out of the FPGA efficiently
was a major issue. Over time, several such obstacles could be overcome, leading
to by-products such as Groundhog [WE12], a SATA IP core for FPGAs that we
released as open source1 . As FPGA vendors are trying to break into new markets
such as data centers, incentive is provided for them to focus more on the integration aspects of FPGAs, which would spur research in this field. For instance, an
interesting option, from a database point of view, would be to insert an accelerator
directly into the memory bus between CPU and main memory, allowing to apply
similar techniques as used in Ibex to main memory databases.
In this dissertation, we often advocated the use of customized hardware to improve performance, i.e., latency, throughput, etc. Another dimension to optimize
for is power consumption, or more specifically, performance per watt. We have
hinted at potential power savings, e.g., in Chapters 6 and 7, and did some initial
measurements on the systems developed for this thesis. Given the promising results, and to make a more compelling power savings argument, a possible extension
of this work, in particular Ibex , would be to scale down the processor to create
a more balanced system that has a low power processor for high-level operations
and offloads everything else to the FPGA. For example, running MySQL and Ibex
on a low power platform, e.g., the ARM-based PandaBoard2 , could be a next step.
Alternatively, porting Ibex to the Zynq platform—an SoC device from Xilinx that
combines programmable logic with two ARM cores on the same die—would allow
for even tighter integration of the DBMS and the FPGA, opening up entirely new
opportunities for hybrid data processing.

1
2

http://http://groundhog.codeplex.com
http://www.pandaboard.org
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Appendix
A.1

FPGA chips

The two major vendors of FPGAs are Xilinx and Altera. Since in this dissertation
exclusively Xilinx FPGAs were used, we restrict ourselves to mostly list specifications of select Xilinx devices. However, note that Altera offers comparable
products.

A.1.1

Xilinx Virtex-5 Family

The Virtex-5 series from FPGA manufacturer Xilinx has been released in 2006 and
is produced using a 65 nm fabrication process. A fundamental change compared
to previous Xilinx FPGAs was the switch from 4-input LUTs to 6-input LUTs to
cope with the increased complexity of combinational logic in many SoC designs.
The Virtex-5 family consists of five main types: (i) LX: for general logic applications, (ii) LXT: for logic with advanced serial connectivity, (iii) SXT: for signal
processing applications with advanced serial connectivity, (iv) TXT: for systems
with double density advanced serial connectivity, and (v) FXT: for embedded systems with advanced serial connectivity.
Most experiments in this dissertation were conducted on a XUPV5 development
board (cf. Section A.2.1) that ships with a Virtex-5 LXT FPGA (XC5VLX110T).
Some selected characteristics of this FPGA chip are displayed in Table A.1.
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LUTs (6-to-1 lookup tables)
Flip-flops (1-bit registers)
Block RAM (total kbit)
Block RAM (number of 36 kbit blocks)
DSP48E (digital signal processing slices)

69,120
69,120
5,328
148
64

Table A.1: Resources available in a Virtex-5 FPGA (XC5VLX110T) from Xilinx.

A.1.2

Xilinx Virtex-6 and Virtex-7 Families

In the meantime two more generations of Virtex FPGAs have been released. The
Virtex-6 family is built on a 40 nm process, and in 2010 Xilinx introduced the
Virtex-7 series, which are manufactured using a 28 nm process. It is worth noting
that these newer FPGAs offer significantly more resources and more sophisticated
components such as higher-bandwidth I/O transceivers. In Table A.2 we list some
characteristics of a large Virtex-7 chip.
LUTs (6-to-1 lookup tables)
Flip-flops (1-bit registers)
Block RAM (total kbit)
Block RAM (number of 36 kbit blocks)
DSP48E (digital signal processing slices)

1,221,600
2,443,200
46,512
1,292
2,160

Table A.2: Resources available in a Virtex-7 FPGA (XC7V2000T) from Xilinx.

A.2

FPGA cards

Most commonly, FPGAs are mounted onto PCI Express plug-in cards. These
cards are tailored at specific purposes (e.g., networking) but usually also have
some general-purpose extension slots to support pluggable daughter cards that
can directly interface with the high-speed I/O transceivers of the FPGA.

A.2.1

XUPV5

The XUPV505-LX110T is a general-purpose development card featuring a XC5VLX110T an FPGA (cf. Table A.1). Most of the experiments carried out for this
dissertation were conducted on this card. In Table A.3 selected features of this
card are displayed.

A.2. FPGA cards
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10/100/1000 (Mbps) tri-speed Ethernet PHY and SGMII interfaces
64-bit wide 256 MB DDR2 SODIMM module
2 × SATA connectors (Gen II → 300 MB/s)
PCI-E connector (Gen I, 1 lane → 250 MB/s)
RS-232 port, 16x2 character LCD, and many other I/O devices and ports
Table A.3: Selected features of XUPV505-LX110T card.

A.2.2

NetFPGA

The NetFPGA project originated at Stanford University in 2007. It is an open
source hardware and software platform targeted at networking research. The first
generation development platform is called NetFPGA-1G. It is a PCI card with a
Xilinx Virtex-II FPGA and a 4 × 1 Gb/s networking interface. NetFPGA-10G is
the latest development platform. Besides a much more powerful Xilinx Virtex-5
FPGA it also provides significantly more bandwidth, e.g., 40 Gb/s network bandwidth (4 × 10 Gb/s Ethernet ports), and theoretical 4 Gigabyte per second maximum (bi-directional) PCI Express bandwidth (8 lanes, PCIe 2.0, 500MB/s per
lane). Network data are routed via high-speed I/O transceivers directly into the
FPGA chip, where it can be processed at full line-rate without dropping packets,
etc., making these cards very attractive for a variety of networking applications
ranging from switches and routers to content processing applications such as deep
packet inspection and network intrusion detection. The NetFPGA project is the
only one of its kind, in the sense that it supports an active community of hardware
and software developers that contribute to the project in the form of open source
IP cores and reference designs. This significantly increases productivity for other
developers. NetFPGA has been successful also for commercial use, however. In
particular, Algo-Logic, a US-based company, utilizes NetFPGA for applications in
the area of low-latency trading applications [LGM+ 12].

A.2.3

Solarflare’s ApplicationOnloadTM Engine

Solarflare is one of the leading suppliers of low-latency Ethernet. The company provides 10 Gigabit Ethernet adapters, primarily targeting the financial markets. Recently, Solarflare has launched a new product—the ApplicationOnloadTM Engine
(AOE)—that combines one of their network interface cards (NICs) with an Altera
Stratix V (GX A5) FPGA. The AOE (SFA6902F) provides two 10 Gbps Ethernet ports, PCI Express (8 lanes, PCIe 2.0, 500MB/s per lane), and four SODIMM
DDR3 memory sockets (supporting up to 16 GB each). From a hardware perspective, Solarflare’s AOE and the NetFPGA are conceptually similar, however,
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the focus is different. While NetFPGA is a very FPGA-centric project, in Solarflare’s AOE the FPGA is added to an existing product as a “bump-in-the-wire”
co-processor. That is, the existing software stack for Solarfalre’s NICs still runs on
AOE, and only users with extreme performance demands, say for high-frequency
trading, will start moving parts of the application into the FPGA on the NIC.
This makes the transition to an FPGA-based system very smooth.

A.2.4

Fusion I/O’s ioDrive

Fusion I/O operates in the PCIe SSD market. Solid state drives (SSDs) access flash
storage via SATA/SAS interface, which were designed for hard disk access. Fusion
I/O’s ioDrive cards allow direct access to a flash memory storage tier via PCI
Express, offering lower latency and better overall performance than commodity
SSDs. Since Fusion I/O is a young company with a revolutionary product, they
decided to implement the flash controller on the ioDrive card using an FPGA,
rather than an ASIC. This allows the company to easily modify the controller,
and provide “hardware-updates” to their customers. However, notice that here
the FPGA really is a means to an end, i.e., ioDrive is a pure storage solution, and
it is not intended that users program the FPGA themselves.
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