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ABSTRACT

We experience an increasing and undisputed need for efficient and
reliable simulation of large–scale hybrid dynamical models. This need
is, only partially, served by the increase of the computational power
and resources. The reason being that widely used, general-purpose
Differential Algebraic Equation (DAE) hybrid system solvers, for example DASSL, are quite inefficient when simulating hard model instances.
Problems are classified as hard, with respect to simulation, when they
are of large size, consisting of hundreds or thousands of equations, they
are stiff, meaning that they describe phenomena evolving at drastically
different paces, and exhibit a large number of discontinuous behaviors.
There are several classes of models that are hard to simulate, ranging
from power electronic circuits to stochastic hybrid biological systems.
We argue that the attention should be drawn again to the basics and
question the underlying assumptions of traditional numerical solvers that are
responsible for their inefficient behavior over certain model classes. Indeed
in the last decade, a promising family of numerical solvers has been
introduced that, instead of discretizing the time–space, operates on the
principle of state–discretization. The new solvers are named Quantized
State Space (QSS) methods and have proven to be substantially more
efficient than classical solvers in dealing with large, sparse, stiff and
discontinuous models, without falling behind in simulation accuracy.
Throughout this work, the use of the QSS methods, as the simulation
algorithm of choice, is being advocated and illustrated over a number
of different problem settings. We are especially interested in hard
simulation problem instances that comprise of large, sparse, potentially
stiff, models with heavy discontinuities.
The core problems that we address in this thesis comprise of optimal
ways to exploit the structure of hybrid dynamical models, in order to enable
efficient and error–free numerical simulation. More specifically, the
main thesis contributions are twofold.
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First, algorithmic approaches are analyzed, that bridge the gap between
standard modeling languages of hybrid systems, such as Modelica, and the
QSS sequential solvers. The proposed algorithms tackle both current
implementations of QSS methods, the newest and more efficient stand–
alone QSS solver and the Discrete Event System Specification (DEVS)–
based implementation. The correctness of the algorithms is established
through experimental simulation results, and significant evidence is
presented that justifies the use of QSS methods, as the solvers of choice,
for the subclass of hard problem instances that we are interested in.
Then, the focus is shifted to the enhancement of parallel QSS simulation.
A novel load–balancing approach, based on appropriate graph representation of the underlying QSS simulation, has been proposed and coupled
with a parallel implementation of the stand–alone QSS solvers for
multicore platforms. Extensive experimental evidence suggests that
the algorithm manages to partition optimally the QSS computational
subtasks into the available set of processors, minimizing the required
inter–processor synchronization and communication, while keeping
the workload balanced between them, thus maximizing the achieved
parallel speedup.
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Z U S A M M E N FA S S U N G

Wir erleben eine ständig ansteigende Nachfrage nach effizienter und
zuverlässiger Simulation grosser hybrider dynamischer Modelle. Dieses
Bedürfnis wird nur zum Teil durch steigende Rechnerleistung und
verbesserte Rechnerarchitekturen befriedigt. Der Grund dafür liegt
darin, dass die standardmässig verwendeten differentialalgebraischen
Gleichungslöser, wie zum Beispiel DASSL, recht ineffizient in der Simulation harter Modelle sind. Modelle werden betreffend deren Simulation
als hart eingestuft, wenn sie gross sind, d.h. wenn sie Hunderte oder
sogar Tausende von Zustandsvariablen beinhalten; wenn sie gleichzeitig steif sind, d.h. wenn Phänomene mit stark unterschiedlichen
Zeitkonstanten durch sie abgebildet werden; und wenn sie häufige Unstetigkeiten aufweisen. Unterschiedlichste Klassen von Systemen führen
zu harten Modellen, so zum Beispiel komplexe elektronische Schaltungen aus dem Bereich der Leistungselektronik wie auch stochastische
hybride biologische Systeme.
Wir argumentieren, dass eine erneute Betrachtung der Grundlagen
von Nöten ist und dass die den klassischen differential algebraischen Gleichungslösern zu Grunde liegenden Prinzipien neu in Frage gestellt werden
müssen, die für deren Ineffizienz bei der Simulation gewisser Klassen von
Modellen verantwortlich sind. Tatsächlich wurde in den letzten zehn Jahren eine vielversprechende neue Klasse von differentialalgebraischen
Gleichungslösern entwickelt, die auf dem Prinzip der Zustandsdiskretisierung statt dem der Zeitachsendiskretisierung aufbauen. Diese neuartigen Löser sind in die Literatur unter dem Namen “Quantized State
Space (QSS) Verfahren” eingegangen, und es konnte gezeigt werden,
dass diese Verfahren wesentlich effizienter in der Simulation grosser,
steifer, spärlich verknüpfter und stark diskontinuierlicher Modelle sind
als klassische Verfahren, ohne dass die Simulationsgenauigkeit darunter
leiden würde.
In dieser Forschungsarbeit wurden die QSS Verfahren auf ihre Tauglichkeit bei der Simulation harter Modelle hin untersucht, und deren
Charakteristiken wurden an Hand unterschiedlicher Problemklassen
aufgezeigt. Der Fokus dieser Arbeit liegt in der Entwicklung optimaler
Ansätze zur Ausnützung der Modellstruktur hybrider dynamischer Modelle
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mit dem Ziel, möglichst effiziente und dennoch fehlerfreie numerische
Simulationsresultate zu erhalten. In diesem Zusammenhang wurden
zwei primäre Resultate erreicht.
Zunächst wurden Modellübersetzungsalgorithmen analysiert, welche, für
den Anwender transparent, eine Brücke schlagen zwischen einer modernen
objektorientierten Modellierungsumgebung, nämlich Modelica, auf der einen
Seite und sequentiellen QSS Lösern auf der anderen. Die entwickelten Algorithmen decken beide heute zur Verfügung stehenden QSS Simulationsumgebungen ab, nämlich die (etwas ältere) Implementation von
QSS Verfahren, die unter Anwendung der “Discrete Event System
(DEVS)” Spezifikation entwickelt wurde, sowie die (erst kürzlich entstandene) komplexere aber effizientere Implementation, die ohne DEVS
auskommt. Die Korrektheit der Algorithmen wurde experimentell ermittelt, und es konnte gezeigt werden, dass QSS Verfahren für die
Simulation harter Modelle tatsächlich wesentlich effizienter als klassische verfahren sind.
Im zweiten Teil dieser Arbeit wird die parallele QSS Simulation angepeilt. Ein neuartiges Lastverteilungsverfahren wird vorgestellt, welches auf
einer für QSS Simulationen optimalen graph-theoretischen Darstellung
der Modellstruktur beruht, und welches die Simulationslast optimal
auf eine Multicoreumgebung verteilt. Experimentelle Untersuchungen
haben gezeigt, dass der Algorithmus in der Lage ist, den Simulationscode optimal auf die zur verfügung stehenden Prozessoren zu verteilen,
so dass die benötigte Synchronisation und Kommunikation zwischen
den Prozessoren bei optimaler Lastaufteilung minimiert wird. Dadurch
wird eine maximale Simulationsbeschleunigung erzielt.
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1
INTRODUCTION

‘We live in a world where there is
more and more information, and
less and less meaning.”
— Jean Baudrillard (1981)

Throughout history, mankind is engaged in a constant struggle of
observing, understanding and predicting its environment. This process consists of two main steps, the formation of a model, which is
considered to correctly encapsulate the behavior of a specific part of
the environment and subsequently, the simulation of this model in an
effort to predict its response under certain conditions. As described in
the Systems Engineering Fundamentals (2001):
”A model is a physical, mathematical, or logical representation of a system entity, phenomenon, or process. A simulation is the implementation of a model over time. A
simulation brings a model to life and shows how a particular object or phenomenon will behave. It is useful for testing,
analysis or training where real-world systems or concepts
can be represented by a model.”
Until the invention of modern computers, the whole modeling and
simulation procedure involved manual labor and consisted mostly of
either observation–based or mathematical–based approaches. The rapid
development of computers, however, brought Modeling and Simulation
(M&S) into the computational era. The first, recorded, large–scale
application of computer simulation was during the Manhattan Project,
in World War II, when in the process of modeling the nuclear detonation
phenomenon, scientists needed to simulate 12 hard spheres using a
Monte Carlo algorithm.
At the heart of computer simulation lays the simulation algorithm
with a vital component being the numerical integration routine, which
is responsible for estimating the trajectory of the hybrid dynamical
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system that is being simulated. Recall that a computer has no means
of computing numerically any real–valued argument. Computations
require some kind of discretization. Typically, the computation of the
state of a dynamical system involves the discretization of the time–
axis and the subsequent use of numerical integration. For this reason,
the terms computer simulation, numerical simulation and numerical
integration are often used to denote the very same thing across different
communities.
The enormous growth of computing power in the last decades enabled scientists and engineers to pose increasingly complex problems
that require the use of computer simulation, since closed analytical
solutions cannot be obtained. We have experienced a dramatic change
in the size and complexity of the simulation models and a similar trend
is expected in the future.
An illustrative example is the field of the Computational Fluid Dynamics (CFD) simulation. A CFD simulation requires the solution
of the Navier-Stokes equations, a set of non-linear partial differential
equations on a discretized computational domain. A characteristic
of fluid flow is that higher values of the boundary condition for the
velocities lead to the transition to turbulence, whose time and length
scales become smaller with increasing flow velocity., thus demanding
higher temporal and spatial resolution and dramatically increasing the
computational cost. In the early years, during the 1940s, the first CFD
simulations were only targeting 2D low-velocity problems where the
Navier–Stokes equations had to be linearized and solved on a small
number of computational cells (spatial discretization units). In the 1960s
a plethora of efficient numerical methods were developed and in 1967
the first 3D simulation of the linearized equations was accomplished.
During the 1980s a better approximation by the Euler equations was
considered for large scale problems, while with the emergence of the
first parallel machines, the detailed simulations of turbulent flows in
small periodic 2D domains was feasible. Only in the last decade, with
the vast development and spread of the modern supercomputers the
problem of the detailed simulation of the Navier-Stokes equations was
tackled in large enough domains. The current trend in the development
of CFD is focused on further increasing the complexity of the problem
by modeling more physical and chemical phenomena occurring in the
fluid flow, like heat transfer, chemical reactions, plasma flows in electromagnetic fields etc. Besides the growth of the problem complexity,
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the demand to simulate larger and larger systems was raised, initiating
from low velocity flows in 2D domains of a few cm2 and reaching
complete 3D fluid volumes with detailed description of turbulence.
The undisputed need for efficient and reliable simulation of large–
scale hybrid dynamical models is, only partially, served by the increase
of the computational power and resources. Nowadays the attention is
focused on one hand in providing appropriate modeling environments
that are easy to use and satisfy the users’ modeling needs and on the
other hand on various aspects of parallelizing the simulation process,
while keeping untouched the heart of any simulation pipeline, namely
the numerical solver. Indeed, for most researchers and practitioners, the
problem of defining an efficient, general-purpose Differential Algebraic
Equation (DAE) hybrid solver is considered to be solved, with DASSL
being the default method for most commercial simulation tools.
However, the growth of the model size is only one part of the problem.
Large complex models are almost invariably stiff, meaning that their
eigenvalues typically differ in orders of magnitude. The reason is that,
usually, the complexity of the model arises from examining, at the same
time, phenomena with different time scales, hence the spread in the
eigenvalues. Unfortunately, stiff models require the use of stiff solvers,
e.g. DASSL, that scale cubically with the size of the problem and
fail to fulfill the need for efficient simulation. Another crucial model
feature, that constitutes a significant bottleneck for state–of–the–art
numerical solvers, is the existence of frequent discontinuities in the
model trajectories. Discontinuities arise frequently in the modeling of
several classes of interesting models, such as power electronics and
stochastic hybrid biological systems.
We argue that the attention should be drawn again to the ”basics” and
question the underlying assumptions of traditional numerical solvers
which are responsible for their inefficient behavior over certain model
classes.
Indeed in the last decade, a promising family of numerical solvers has
been introduced, that instead of discretizing the time–space, operates
on the principle of state–discretization. The new solvers are named
Quantized State Space (QSS) methods and are proven to be substantially more efficient than classical solvers in dealing with large, sparse,
stiff and discontinuous models, without falling behind in simulation
accuracy.
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Throughout this work, the use of the QSS methods, as the simulation
algorithm of choice, is being advocated and illustrated over a number
of different problem settings. We are especially interested in ”hard”
simulation problem instances that comprise of large, sparse, potentially
stiff, models with heavy discontinuities.
1.1

contributions

The core problems that we address in this thesis comprise of optimal
ways to exploit the structure of hybrid dynamical models, in order to
enable efficient and error–free numerical simulation. More specifically
the main contributions can be summarized as follows:
1. An algorithm that extracts all the necessary information from a hybrid
dynamical model and uses it to perform a QSS simulation within the
DEVS simulation framework (Chapter 3). More specifically, the
proposed algorithm was implemented within the open–source
Modelica implementation, called OpenModelica, and provided
an automated interface to the PowerDEVS enviroment, where
QSS methods were first implemented. In this way, a generic
Modelica model can be simulated in a automatic and transparentto-the-user way with QSS methods. Experimental results confirm
the correctness of the algorithm as well as the efficiency of QSS
methods (Floros et al. 2010; Floros et al. 2011).
2. A principled, algorithmic way to simulate a hybrid DAE system, modeled with the Modelica language, using the stand–alone QSS solvers is
proposed and analyzed (Chapter 4). Using the OpenModelica compiler, we provide an automated translation of a Modelica model
to the µ–Modelica specification, which is required as input from
the stand–alone QSS solver. The implementation has been tested
successfully for both correctness and efficiency in simulating two
real–world Modelica models. (Bergero et al. 2012).
3. The algorithmic approach discussed in Chapter 4 is used to transform two
large, hybrid, representative, smart–grid models into their µ–Modelica
equivalent and then simulate them using QSS methods and compare
with classical solvers (Chapter 5). The simulation results verify
the advantages of QSS solvers when simulating large, sparse,
potentially stiff and discontinuous systems, as in both cases the
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QSS methods significantly outperform classical methods in terms
of simulation speed, exhibiting an attractive linear scaling with
respect to the model size (Floros et al. 2014).
4. A generic way to model and solve the load–balancing problem of a
parallel QSS simulation is presented and analyzed (Chapter 6). More
specifically, both the static and semi–static parallel QSS load–
balancing problems are studied, theoretical considerations are
discussed and a graph–theoretical approach is being proposed.
The proposed algorithm provides an optimal partitioning of a µ–
Modelica model on a set of target processors, which minimizes the
synchronization/communication between the processors, while
at the same time keeping the computational load balanced.
5. The efficiency of the proposed load–balancing solution is manifestated
by an extensive collection of parallel experiments (Chapter 8). Partitionings obtained using the methods defined in Chapter 6, are
used by a parallel implementation of the stand–alone QSS solvers
described in Chapter 7. Significant parallel speedups, close to the
expected optimal ones, have been achieved for all the test cases.
1.2

outline

The thesis addresses issues of efficient simulation of hybrid systems
using QSS methods, therefore an introduction to the topic of numerical
simulation of hybrid DAE systems is given in Chapter 2. The main
content of the thesis is naturally divided into two parts, Part I dealing
with the serial simulation topics and Part II with the parallel simulation.
In Part I, an algorithmic way enabling the simulation of Modelica
models within the DEVS framework is presented in Chapter 3. In
Chapter 4 a principled approach to simulate Modelica models using
the standalone QSS solvers is discussed and applied to the simulation
of complex, realistic smart–grid models in Chapter 5.
Part II tackles the problem of the optimal load–balancing of a parallel
QSS simulation on a multicore platform. In Chapter 6 the theoretical modeling of the load–balancing problem using a graph–theoretic
approach is presented and analyzed. Chapter 7 briefly discusses the
actual implementation of parallel standalone QSS solvers for multicore
architectures. Chapter 8 bridges the concepts from Chapters 6 and 7
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with the discussion of extensive parallel simulation experiments that
validate the proposed approach.
Finally, we conclude by summarizing the most important achievements of the thesis and presenting an outlook on promising extensions
in Chapter 9.
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2
BACKGROUND

“If I have seen further it is by
standing on the shoulders of
giants.”
— Isaac Newton (1676)

The main goal of this thesis is to contribute towards the efficient and
reliable numerical simulation of hybrid dynamical systems. In general,
numerical simulation of a model requires first appropriate mathematical
modeling and then solving the mathematical model using numerical
methods. This chapter provides the necessary background material
to understand the modeling and simulation process as well as the
contributions of the thesis.
First, a formal mathematical description of general hybrid DAE
systems is given in Section 2.1, followed by the presentation of the
modeling language Modelica that is used to model such systems in
Section 2.2. The main principles of classical numerical integration
methods that are used to simulate the models are sketched in Section 2.3.
Finally, an alternative to classical numerical solvers, the QSS methods,
is presented in Section 2.4.
2.1

hybrid dae systems

2.1.1 Continuous DAE
Differential Algebraic Equation (DAE) systems in mathematics are
defined as a system of differential as well as algebraic equations. In the
implicit form they are described by the following equation:
F(ẋ(t), x(t), u(t), y(t), p, t) = 0

(2.1)

where:
• x(t) ∈ Rn , the set of dependent state variables that appear differentiated in the model.
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• y(t) ∈ Rm , the set of dependent algebraic variables for which no
derivatives are present in the model.
• u(t), the set of independent input variables for which no derivatives are present in the model. We can consider them as algebraic
variables since they are not differentiated.
• p, the set of model parameters (or constants) that do not depend
on time.
• t, an independent variable that represents the simulation time.
For analysis as well as simulation reasons the above implicit system
of equations is being, usually, transformed to an explicit representation
by means of a Block-Lower-Triangular (BLT) transformation (Cellier
and Kofman 2006):


ẋ(t)
y(t)





=

f(x(t), u(t), p, t)
g(x(t), u(t), p, t)


(2.2)

The first part in Eq. 2.2 represents the continuous Ordinary Differential Equation (ODE) part of the system, while the second part the
algebraic 1 equations of the model.
2.1.2

General Hybrid DAE

The continuous DAE representation of Sec. 2.1.1 can be extended
by adding discrete variables, thus obtaining general hybrid (continuous+discrete) DAE models. Discrete time behavior is closely related
to the notion of events, which can take place asynchronously and infer
discontinuous transitions to parts of the model.
For the formal representation of general hybrid DAE systems we
follow the one proposed in (Braun et al. 2010; Fritzson 2004), where an
implicit DAE takes the form:
F(ẋ(t), x(t), y(t), u(t), q(te ), qpre (te ), c(te ), p, t) = 0

(2.3)

The additional variables to the Eq. 2.1 account for the discrete behaviour
of the system:
1 We need to note that the term algebraic in the context of DAEs refers to the absence of
derivatives and not to the general field of algebra in mathematics.
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• te , represents the time instances where events occur in the discrete
part of the DAE.
• q(te ) ∈ Rr , the set of discrete-time model variables. Those variables change their values only at event timepoints, i.e. when
t = te , while keeping their value constant between events.
• qpre (te ) ∈ Rr , the values of all discrete variables q immediately
before the current event at t = te .
• c(te ), a vector containing all Boolean condition expressions evaluated at the event timepoint te .
After the BLT transformation, the explicit representation is as follows:


 

ẋ(t)
f(x(t), u(t), qpre (te ), c(te ), p, t)
 y(t)  =  g(x(t), u(t), qpre (te ), c(te ), p, t) 
q(te )
h(x(t), u(t), qpre (te ), c(te ), p, t)

(2.4)

In the following sections and notations we are going to leave out
from the analysis and the equations, the parameter vector p, as well as
the input variables vector u as they both represent preknown quantities,
without loss of generality.
2.1.3 Stiff Systems
In the literature there have been proposed various definitions of what is
a stiff system. An interesting formal definition could be found in (Cellier
and Kofman 2006) where it is stated that, an ODE system is stiff if,
when integrated with any nth –order accurate integration method and a
local error tolerance of 10−n , the step size of the method is forced down
to below a value indicated by the local error estimate due to constraints
imposed on it by the limited size of the numerically stable region.
More informally, stiff systems have states that are evolving very fast
and others that evolve slowly. Equivalently, we could think that the
system eigenvalues, in the case of linear systems, or the eigenvalues
of the Jacobian matrix, in the case of non–linear systems, are very far
apart. The problem arising when simulating stiff systems is that the
presence of fast modes, force the numerical solver to adopt very small
integration step sizes so that the simulation remains stable. Therefore,
the simulation of stiff systems requires methods that have as large stability domain as possible, in order to facilitate the choice of a reasonably
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large step size that maintains the numerical stability of the simulation.
Such methods, are the implicit methods that we discuss in Section 2.3.3.
We need to note here that real–world, large, complex models are
almost invariably stiff, because typically the complexity of the model
arises from modeling simultaneously phenomena with different time
constants.
2.2

modelica

Throughout the years, the desire to deal with large models of ever
more complex systems is growing rapidly. Given that we have a large
real-world physical or mechanical system it is often difficult if not
impossible to manually define all the DAE equations that describe the
system. Therefore various modeling approaches and languages have
been proposed to model hybrid DAE systems.
Modelica (Fritzson and Engelson 1998; Fritzson and Bunus 2002) is
a multi–domain, modern language for modeling of complex physical
systems. It is an object-oriented language based on acausal modeling
with mathematical equations and designed to effectively support modular libraries and a standardized model exchange. The main features
of Modelica are the following:
• It is an object–oriented language which facilitates the description,
development and sharing of complex physical models.
• Has a strong software component with constructs for creating
and connecting components. Therefore, coupled with the O–
O features, it enables efficient, intuitive and less error–prone
modeling of large, complex systems.
• It is based on equations, rather than assignments. This allows
for acausal modeling, where the data flow is not fixed, therefore
providing a better reuse of classes.
• Enables the description and connection of submodels from different domains, such as electrical, mechanical, thermodynamic,
biological etc.
Although Modelica is a non-proprietary language (currently standardized with the Modelica Language Specification 3.3), there are
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various modeling and simulation environments that implement the
Modelica specification. More specifically, there are commercial environments, such as Dymola (Hilding Elmqvist and Otter. 1993) and
MathModelica (Fritzson 2006), along with open-source implementations, such as OpenModelica (Fritzson et al. 2005) and JModelica.org
(Johan Åkesson 2010), that support the Modelica language specification.
All of these tools take as input a Modelica model and perform a series
of preprocessing steps (model flattening, index reduction, equation
sorting and optimization). An optimized DAE representation of the
original system is achieved and efficient C++ code is generated to
perform the simulation (Fritzson et al. 2005).
2.2.1 OpenModelica Compiler
Typically, users model their systems with Modelica in a graphical
environment by means of defining and connecting components. A
graphical Modelica model is nothing but a frontend to a Modelica
text representation that has to comply with the Modelica language
specification.
A Modelica compiler takes as input the textual representation of the
Modelica model and outputs a simulation executable that the user can
use to perform the actual simulations. The translation steps that the
OpenModelica Compiler (OMC) 2 performs to achieve this task are
drawn graphically in Fig. 2.1. More information on the translation
process, described below, can be found in (Cellier and Kofman 2006;
Fritzson 2004; Frenkel et al. 2011; Frenkel et al. 2012).
First of all, the Modelica source code (typically .mo files) needs to
be preprocessed in order to obtain the hybrid DAE model of Eq. 2.4
that a numerical solver needs to perform the simulation. The first
step of preprocessing includes passing through the translator, which
performs type checking, performs all object–oriented operations, such
as inheritance, modifications etc., fixes package inclusions as well as
import statements. The result is a flat model with all the object–oriented
features removed. This process is a partial instantiation of the model,
called code instantiation (Fritzson 2004), and is all part of the compiler’s
frontend.
2 However all Modelica compilers perform (roughly) the same steps.
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The flat model is then fed into the compiler’s backend. There, a
consistent and minimal set of equations, that still describes the original
hybrid DAE model is retrieved. First, the flat model is analyzed and
additional information is extracted (e.g. canditates for state variables
are being recognised, discrete variables, variables with time dependency
etc). Then symbolic optimization is being performed, in which trivial
equations (e.g. equations generated from the modelica connections)
and equations without time dependency are removed as well as alias
variables are being replaced.
Then, the matching problem is solved, where for each variable the
corresponding equation, which solves for this variable, is identified.
The matching problem can be also viewed as the process of transforming equations into assignments (explicit ODE model), a process
often referred to as causalization, 3 which is a vital step for computer
simulation.
Modeling
Environment
+

Modelica text
representation

-

.mo ﬁle

Translator

Flat
Model

Analyzer

Graphical Model

Simulation

Simulation

C
Executable Compiler

Sorted
Equations
Simulation
Code
.c ﬁle

Code
Generator

Optimized
Equations

Optimizer

Figure 2.1.: Modelica compiler processing steps.
In case of a higher–index DAE problem, index reduction (e.g. using
the Pantelides algorithm) is also performed to get an index–1 DAE or
an explicit ODE model, before matching. If the matching algorithm is
still failing the model has structural singularities and user action has to
be taken to resolve that (Cellier and Kofman 2006).
The order of the equations in the function f(·) is completely arbitrary
as it depends on the order of the equations in the original Modelica
code. The equations need to be reordered in such a way that each
equation only depends on previous assignments. This means reordering the equations such that the incidence matrix takes a Block Lower
Triangular (BLT) form. In the best case, the BLT matrix is strictly lower
3 Remember that Modelica models are acausal
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triangular, so the system consists only of a sequence of assignments.
However, often diagonal blocks arise (algebraic loops) that need to be
solved together as a system of equations. The compiler could try to
further simplify the diagonal blocks employing a tearing algorithm
(Cellier and Kofman 2006).
Other equation-optimizing routines may be performed in the compiler before the retrieved minimal set of equations in efficient state-space
form reaches the code generator. There, the mathematical model is
being translated to efficient C code which is linked against a numerical
solver and compiled to produce the final simulation executable.
2.3

classical numerical simulation

So far, we have introduced how to mathematically and practically
model hybrid DAE systems but since, most of the times, it is not
feasible to obtain an analytical solution of the state trajectories we need
to perform a computer simulation to approximate the evolution of the
state trajectories over time.
Let’s forget for now the general hybrid DAE setting and suppose that
we want to simulate a continuous ODE system that can be described in
an explicit state space form as:
ẋ(t) = f(x(t), u(t), t)

(2.5)

together with a set of initial conditions:
x ( t = t0 ) = x0

(2.6)

Then, because there are no discontinuities contained in Eq. 2.5, each
state trajectory xi (t) is a continuous function in time and, as such,
it could be approximated with any required precision at any given
timepoint.
Let t∗ denote the point in time, where we want to approximate the
state trajectory xi (t). Then, using a Taylor expansion:
dxi (t∗ )
d2 x i ( t ∗ ) h2
·h+
·
+...
dt
dt2
2!
and plugging the state–space model of Eq. 2.5 in Eq. 2.7:
xi ( t ∗ + h ) = xi ( t ∗ ) +

xi ( t ∗ + h ) = xi ( t ∗ ) + f i ( t ∗ ) · h +

d f i ( t ∗ ) h2
·
+...
dt
2!

(2.7)

(2.8)
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Time
Discretization

All classical numerical integration algorithms are based on discretizing the time space following a certain scheme , and then at each timestep
approximate the trajectory at the next timestep, using a Taylor-Series
expansion of the form of Eq. 2.8. What differs (besides the time–
discretization scheme) is the way they approximate the higher–order
derivatives of f and the number of terms of the Taylor-Series expansion that they consider in the approximation. The time–discretization
principle is depicted in Fig. 2.2.
2.3.1

Approximation
Order

Truncation
Error

Approximation Accuracy

The accuracy with which the higher order derivatives are approximated
should match the number of terms in the series expansion in Eq. 2.8.
For instance, if only n + 1 terms of the Taylor-Series are considered,
the second state derivative d2 xi (t∗ )/dt2 = d f i (t∗ )/dt should be of order
n − 2 (since it is multiplied by h2 ), the accuracy of the third state
derivative should be of order n − 3 (since multiplied by h3 ) etc. This
ensures that the total approximation is correct up to hn . Then the
integration method is said to be of nth order, or equivalently, n is called
the approximation order of the integration method.
Evidently, considering only a finite number of terms of the TaylorSeries results in an approximation error, called truncation error. The
truncation error contains terms in hn+1 , hn+2 etc. and is therefore dominated by the first ommited term hn+1 which determines the order of
the approxiation error.
The higher the approximation order of a numerical integration
method, the more accurate the estimation of xi (t∗ + h). Therefore,
when using a higher–order method we can afford to integrate with
larger step sizes. On the other hand, the smaller step sizes we choose,
the less important are the higher–order terms in the Taylor-series. This
enables us to truncate the Taylor-series expansion early when using a
small step size.
Typically, high–order integration algorithms are more expensive than
low–order methods when integrating across a single step. But, as
already seen, high–order methods allow for a larger step size and as a
consequence perform fewer steps to perform the simulation. Therefore,
a choice has to be made, taking into account those factors, in order to
select the appropriate order of a method to simulate a specific model of
interest.
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2.3.2 Explicit Integration Methods
Explicit integration algorithms methods estimate the state of a system
at a future timepoint based only on present (and past) state values and
derivatives of the system. In mathematical terms,
x(t + h) = G1 (x(t), ẋ(t)).

(2.9)

The simplest explicit integration method is obtained by truncating
the Taylor series of Eq. 2.8 after the linear term, thus obtaining:
x ( t ∗ + h ) ≈ x ( t ∗ ) + f ( x ( t ∗ ), t ∗ ) · h

Forward Euler

(2.10)

This integration scheme is commonly known as the Forward Euler
algorithm and is depicted graphically in Fig. 2.2. From now on, since
standard numerical integration methods rely on time discretization
and performing a sequence of discrete steps, we are going to use
interchangeably the notation of state values at discrete steps xk with the
continuous notation x(t∗ ) (as well as xk+1 and x(t + h) for the future
values). Therefore, Eq. 2.10 can be rewritten as:
x k +1 ≈ x k + f ( x k ) · h

(2.11)

Explicit methods are, in general, quite straightforward to implement
and efficient in non-stiff system simulation, since they only employ
explicit function evaluations. However, the numerical stability domain
of explicit methods is quite restricted and, when applied to stiff systems,
the user needs to significantly decrease the step size in order to achieve
stable results.
2.3.3 Implicit Integration Methods
Implicit integration algorithms estimate a future state of a system by
solving an implicit function involving both the current as well as the
future state. In general, implicit methods require solving a nonlinear
system of algebraic equations (algebraic loop) as seen in Eq. 2.12:
G2 (x(t + h), x(t), ẋ(t)) = 0.

(2.12)

The simplest implicit integration method uses the future state values
f( x (t + h)) and is called Backward Euler:
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Approximated Value

Figure 2.2.: Illustration of Time-Discretization principle in the Forward
Euler method.

x k +1 ≈ x k + f ( x k +1 ) · h

(2.13)

Implicit methods exhibit more advantages than explicit ones regarding the numerical stability domain. Furthermore, some of them are the
methods of choice when simulating stiff systems, where the choice of
an appropriate stepsize is dictated only by the required approximation
accuracy and not by the numerical stability of the method. For such
problems, to achieve given accuracy, it could take significantly less computational time when using an implicit method with larger stepsizes,
even taking into account that one needs to solve an equation of the
form 2.12 at each time step. However, implementing implicit methods
could be more involved, while simulating requires extra computations,
compared to the explicit solvers.
2.3.4

Single–Step methods

The simple methods of Forward and Backward Euler only perform a
first–order approximation. Therefore, in order to achieve good precision
in simulation, they require a small step size, which leads to a large num-
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ber of steps to be performed and a corresponding large computational
effort.
To obtain higher–order approximations, as we saw in Sec. 2.3.1, one
needs to evaluate higher–order derivatives of f(·) at each step. When
those evaluations are performed in such a way that estimation of xk+1
only depends on xk , the method is called single–step. On the other
hand, when the method exploits information about previous steps
(xk−1 , xk−2 , . . .), it is called multi–step.
2.3.4.1 Runge–Kutta (RK) methods
The family of Runge–Kutta methods are, perhaps, the most widely used
single–step simulation algorithms and where developed around 1900
by the German mathematicians C. Runge and M. W. Kutta (Kutta 1901).
The explicit Runge–Kutta methods perform a number of evaluations
of f(x, t) around the point (xk , tk ) and then use those evaluations in a
weighted sum to predict the next value xk+1 as in the following formula:
l

xk+1 = xk + h · ∑ ( β li · ci−1 )
i =1

where the β li are weighting constants provided by the method and the
factors ci are computed in successive steps as follows:
step 0:
..
.

c0 = f ( x k , t k )
..
.

step j:

c j = f(xk + b1,1 · h · c1 + . . . + b1,n · h · cn , tk + a j h)

where constants a j are provided by the method and define the microsteps around the point (xk , tk ) at which the extra evaluations are
performed. The total number of steps l denotes the number of stages of
the method. The most popular choice is l = 4, for which we obtain the
fourth–order accurate Runge–Kutta (RK4). Another popular fifth–order
explicit RK method is DOPRI5, named after its inventors Dormand and
Prince) (Hairer 2008).
The main advantages of Runge-Kutta methods are that they are easy
to implement and extremely robust. The primary disadvantage of
Runge-Kutta methods is that each step size is very costly in terms of
computational time. However, they tend to allow for larger step sizes
to be used, therefore the overall simulation is not usually slower.
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There exist also implicit Runge–Kutta methods. One type of these
algorithms are the Radau IIA solvers. Radau IIA is a fifth–order accurate
method in three stages (there exists also a third–order accurate variant
in two stages), which can efficiently handle stiff systems and can be
easily formulated to solve DAE systems.
2.3.5

Step Size Control

So far we have assumed that the stepsize value h is fixed and chosen
before the simulation start. However, in a realistic implementation, the
stepsize should not be a user–defined constant parameter, but rather a
variable that is automatically adjusted in such a way that, the requested
simulation accuracy is attained while keeping the computational cost
low. Although there exist several approaches to stepsize control, most
of them perform the following actions at every step:
1. Having chosen a stepsize h the integration method computes xk+1 .
2. The achieved error is estimated. This could be, for example,
achieved by employing two methods of different order to compute
xk+1 , and calculate an error estimate based on the difference
between the calculated values. For instance, in RKF4/5, proposed
by Edwin Fehlberg, a five–stage RK4 and a six–stage RK5 are
used to get an error estimate (Cellier and Kofman 2006).
3. If the error exceeds the requested tolerance, then the integration
step h is reduced (according to certain rules) and the value xk+1
is recalculated returning back to the first step 1.
4. If the error is smaller than the requested tolerance, then the
computed value xk+1 is accepted and the simulation continues.
Also if the error is much smaller than the requested tolerance, the
step size in subsequent steps is increased.
2.3.6

Multi–Step methods

We saw that single–step methods obtain higher–order approximations
by replacing the higher derivatives by additional evaluations of function
f(x, t). This implies an extra computational cost, as in every step the
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function needs to be evaluated a number of times from scratch, without
making use of evaluations we already performed at previous steps. In
general, multi–step methods achieve high–order approximations with
only one f(x, t) evaluation at each step, by preserving information from
previous steps.
The most widely used implicit multi–step methods used in practice
are the Backward Differentiation Formula (BDF) methods. For example
the following formula is the BDF method of order 3:
x k +1 =

9
2
6
18
x k − x k −1 + x k −2 +
· h · f ( x k +1 )
11
11
11
11

BDF

(2.14)

We notice that this method exhibits the same computational cost as
Backward Euler, although it is third–order accurate. BDF methods can
be also adapted to facilitate the integration of general DAE models.
One of the most widely used simulation solvers nowadays is DASSL,
which implements the BDF formulae of orders one to five for DAE
systems of index 0 and 1 (Petzold 1983). DASSL is a variable-step,
variable-order BDF solver and is the default choice in modeling environments, such as OpenModelica or Dymola. DASSL is quite inefficient
when simulating non–stiff problems (as it uses implicit methods) and
also when dealing with highly nonlinear problems which require frequent adaptations of the step size. Theoretically, because the implicit
BDF methods require matrix inversion operations at each step, DASSL
is expected to scale cubically, O( N 3 ), with the size of the model. Although, other solvers appear to be more efficient, when handling certain
types of problems, DASSL has paved its way to become the default
method in simulation software for two reasons. The main reason is that
the simulation code of the DASSL solver (which includes the integration
method as well as routines for discontinuity handling, solver startups
etc) has proven to be quite robust in various application domains. Furthermore, it is capable of simulating both stiff and non–stiff problems
(remember that large complex models are almost invariably stiff) and,
therefore, it is being used as a general solution that can handle decently
most types of models.
2.3.7 Discrete Behavior - Discontinuity Handling
As we saw in Sec. 2.1.2, the main idea behind the discrete part of the
hybrid DAEs is that, in certain timepoints te , events are triggered by
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the event conditions c(te ) that affect the status of both the continous
and discrete variables which evolve over time. Therefore, simulation of
hybrid models includes discontinuous variable changes.
However, as discussed in the previous sections of this chapter, all
integration methods, that are based on time–discretization, make use,
either explicitly or implicitly, of polynomial Taylor expansions. The
state trajectories are approximated, by means of polynomial functions,
around the current time tk and the stepsize h. As time slicing algorithms are based on interpolation polynomials that don’t ever exhibit
discontinuities, such algorithms cannot integrate across discontinuities.
Since the step h is finite, the integration algorithm doesn’t recognize
a discontinuity as such, but rather as a large gradient change in the
trajectory.
The workaround to address this issue is quite intuitive and involves
the detection of the exact timepoint of the event te . Knowing exactly
when the discontinuity occurs enables the integration using a continu+
ous function until t−
e and another continuous function after te . This is
the basic principle behind all methods that are used to simulate hybrid
models across discontinuities (Cellier and Kofman 2006; Lundvall et al.
2008; Braun et al. 2010).
Events (discontinuities) can be classified into two classes: Time and
State Events.
2.3.7.1

Time Events

Time events are discontinuities that are directly related to the continuous
evolving variable time t and can be predicted some time, in advance,
before the event happens. Handling time events is pretty straightforward as we can schedule the event timepoint te in advance. We only
need to be careful when the next timestep tk , with a chosen stepsize h,
is larger than the next schedule event te . In this case, the step size h has
to be chosen in such a way that exactly hits the discontinuity.
2.3.7.2

State Events

State events are events that cannot be scheduled in advance, because
they involve state variables, for which the trajectories are not known
beforehand. To be able to detect the timepoints, where the boolean
conditions c(te ) become true, thus events are triggered, simulation
algorithms make use of zero–crossing functions.
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Zero–crossing functions, are continuous functions, designed such
that they cross zero when the equivalent Boolean condition, that models
the event, changes from false to true. Zero–crossing functions are being
monitored continuously during the simulation, and if one of them
passes through zero, an iterative procedure is initiated to estimate
the exact point of the zero–crossing (e.g. a Newton iteration with a
quadratic convergence). The general algorithm used to simulate hybrid
DAE model is depicted in Fig. 2.3.
The discontinuity detection and handling mechanism is typically
one of the largest bottlenecks when simulating large hybrid models
that exhibit lots of discontinuities, due to the necessary pause of the
simulation and the iterations performed to locate the discontinuities.
This is especially crucial in the case of real-time simulation, where an
accurate localization of events may not be feasible at all, as this would
cause massive over-runs.
To avoid the need of iterating on state events, some integration
algorithms use a dense output feature instead. These algorithms are
able to calculate the solution not only at the sampling instants with
full accuracy, but also at arbitrary time instants in between sampling
instants.
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Figure 2.3.: Algorithm for the simulation of general hybrid DAE models
based on time–discretization methods.
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quantized state systems (qss) solvers

Numerical simulation of continuous dynamical systems, of the form
of Eq. 2.5, requires the numerical integration of the system, as an
analytical solution of general f(x, v, t) is not known and most likely
does not exist. Classical numerical solvers, introduced in Section 2.3, are
based on discretization of the time axis (time–quantization). In the end
of the nineties, a radically different class of algorithms for numerical
integration, based on discretizing the state space (state–quantization)
and the DEVS formalism, was introduced by Zeigler (Zeigler and Lee
1998). Improving the original approach of Zeigler and offering proofs
of stability and convergence properties, Ernesto Kofman developed a
first–order non–stiff Quantized State Systems (QSS) algorithm in 2001
(Kofman and Junco 2001; Cellier and Kofman 2006).
Formally, the first–order QSS method (QSS1) approximates the explicit ODE of Eq. 2.5 by:
ẋ(t) = f(q(t), v(t), t)

(2.15)

where q(t) is a vector containing the quantized state variables, which
are quantized versions of the state variables x(t), while v(t) contains the
quantized input variables. Each quantized state variable qi (t) follows
a piecewise constant trajectory and is component-wise related with
the corresponding state variable xi (t) via the following quantization
function:

qi ( t ) =

xi ( t )
if |qi (t− ) − xi (t)| ≥ ∆Qi
qi (t− ) otherwise.

(2.16)

where the quantity ∆Qi is called quantum and qi (t− ) is the limit of
qi (t) from the left at t. The quantization function q(t) in QSS methods
also contains a hysteretic term (not shown here for simplicity) that is
necessary in order to avoid illegitimate models (Kofman and Junco
2001). In the same way as the quantized state variables, the input
components v(t) are zero-order approximations of the original input
signals u(t) of Eq. 2.5.
In Fig. 2.4 the relation between an exemplary continuous state variable xi and the corresponding quantized variable qi of zero order,
following Eq. 2.16 is depicted.
In other words, the quantized state qi (t) only changes when it differs
from xi (t) more than the quantum value ∆Qi . In QSS1, the quantized
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Figure 2.4.: First–order QSS (QSS1), zero–order quantization function.
states q(t) are following piecewise constant trajectories, and since the
time derivatives, ẋ(t), are functions of the quantized states, they are
also piecewise constant, and consequently, the states, x(t), themselves
are composed of piecewise linear trajectories. The state and quantized
variables never differ more than the quantum ∆Q j .
Numerical stability and error boundness properties have been established for QSS methods (Cellier and Kofman 2006; Kofman and
Junco 2001). We need to note here that the presence of hysteresis in the
quantization function in Eq. 2.16 is one of the major differences of the
QSS methods Kofman proposed from previous methods (Zeigler and
Lee 1998; Zeigler et al. 2000) and ensures that the resulting simulation
models are legitimate, i.e. that they don’t produce an infinite number of
state changes within a finite time interval. Furthermore, all previously
proposed QSS–type methods were only first–order accurate did not
include any suitable methods for the simulation of stiff systems.
In general, an integration step in a QSS method consists of a change in
a quantized variable qi (t), which only happens when the corresponding
state xi (t) differs from qi (t− ) more than ∆Qi . This change could affect
some of the state derivatives (the ones that depend on qi (t)) which are
updated accordingly. Therefore each step is local to a state variable
x j (the one which reaches the quantum change), and it only provokes
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evaluations of the state derivatives that explicitly depend on it. This fact
comes especially useful when simulating real-world sparse systems,
where typically updates of one variable are affecting only a small
subset of the states. QSS methods naturally exploit the sparsity since
every step involves only one quantized variable and the ones that are
dependent on it. Furthermore, if some state variables do not change
significantly, they will not provoke any step or evaluation at all. This
feature reinforces the efficient sparsity exploitation.

Figure 2.5.: Second–order QSS (QSS2), first–order quantization function.
Another important aspect of QSS–based simulation is the way discontinuities are being handled. All trajectories are polynomial approximations (depending on the order of the method, they could be piecewise
constant, linear or parabolic) while at the same time a discontinuity
detection involves the identification of a zero-crossing of a function
containing those polynomial approximations. Therefore, detecting a
discontinuity is equivalent, in the worst case of a third–order QSS3
method, to solving a cubic equation, which could be done really efficiently. Moreover, once the discontinuity is detected, the algorithm
treats it as a normal step, since every step in a QSS simulation consists
of discontinuous transitions from one state value to another. Thus,
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QSS methods are very efficient in simulating discontinuous systems
(Kofman 2004).
2.4.1

Higher–Order and Stiff QSS methods

Unfortunately, QSS1 is a first-order accurate method only, and therefore, in order to keep the simulation error small, the number of steps
performed has to be large.To circumvent this problem, higher-order
methods have been proposed. Based on QSS1, a second–order methods QSS2 (Kofman 2002) as well as third–order QSS3 (Kofman 2006)
were analyzed and implemented. In general, every quantized state
variable qi (t) is a piecewise polynomial approximation of xi (t) with the
following representation:
n

xi ( t ) =

∑ xi,k · (t − tix )k

(2.17)

k =0

and
qi ( t ) =

n −1

∑ qi,k · (t − ti )k
q

(2.18)

k =0

QSS2

QSS3

where n is the order of the method.
The QSS2 method is based on the same principles as QSS1, therefore
approximating Eq. 2.5 with Eq. 2.16, with the only difference being the
quantization of the state variables using a first–order function, instead
of a zero–order one. Therefore, in QSS2, the quantized state variables
evolve in a piecewise linear way with the state variables following
piecewise parabolic trajectories 4 . The correspondance between qi (t)
and xi (t) for QSS2 method is depicted in Fig. 2.5.
To obtain a third–order accurate method we need not only the first
derivatives of the state trajectories but also the second derivatives. The
quantization function that relates qi (t) and xi (t) is now of second–order
as can be seen in Fig. 2.6. In the third-order accurate extension, QSS3
(Kofman 2006), the quantized states follow piecewise parabolic trajectories, while the states themselves exhibit piecewise cubic trajectories.
The family of QSS solvers has been expanded recently to include
solvers that are suited for stiff system simulation, thus targeting most
4 In reality, the quantized state variables only follow piecewise parabolic trajectories if
the non–linear functions are approximated by polynomials of appropriate order also.
This is different from the QSS1 method, where a non-linear function of a constant is
still a constant.
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Figure 2.6.: Third–order QSS (QSS3) second–order quantization function.

of the large real-world models. Those methods include Backward QSS
(BQSS) as well as Linear Implicit QSS of orders 1 to 3 (LIQSS1, LIQSS2,
LIQSS3) (Migoni and Kofman 2009; Migoni et al. 2013). Finally, there
exists a method to simulate marginally stable systems, called Centered
QSS (CQSS) (Cellier et al. 2008). All the above methods are “implicit”
in nature, since they make use of the future discrete state to estimate
the current one, but they require no matrix inversion or to perform
any iterations (like traditional implicit solvers), and it has been shown
that under certain conditions, they can efficiently integrate stiff systems.
More specifically, LIQSS methods have the same advantages of QSS
methods, and at the same time are able to efficiently handle certain
classes of stiff systems, provided that the stiffness is due to the presence
of large entries in the main diagonal of the Jacobian matrix.
2.4.2 PowerDEVS
It can be shown that the behavior of the QSS approximation of Eq. 2.15
can be described as a Discrete EVent System (DEVS) (Zeigler et al. 2000).
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Thus, a straightforward implementation of these algorithms is achieved
through their equivalents in a DEVS simulation engine.
PowerDEVS (Bergero and Kofman 2010) constitutes the first simulation environment where QSS methods were implemented using the
DEVS simulation framework. A model in PowerDEVS is composed of
smaller DEVS models that are coupled in an appropriate way. PowerDEVS consists of two main modules:
graphical interface (gui): The GUI provides the main modeling area where users can develop their DEVS models using
pre–defined submodels or by defining their own ones. Submodels
can be dragged and connected together, like in other graphical
modeling environments, and the behavior of each submodel is
described in C++ code. An example of a buck circuit model in
PowerDEVS is presented in Fig. 2.7. The GUI is implemented in
Qt/C++ and is provided for Windows and Unix systems. The
PowerDEVS GUI is responsible for generating the C++ code, from
the provided graphical model, that can be then compiled and
executed to perform the simulation.
simulation engine: This module implements the algorithm for
the simulation of DEVS models described in (Zeigler et al. 2000).
In an abstract description, each DEVS submodel corresponds to
a routine called DEVS–simulator, while for each coupling in the
model another routine called DEVS–coordinator is responsible
for deciding which DEVS–simulator has to perform a transition
at a specific timepoint. The whole structure is hierarchical with a
global DEVS–root–coordinator at the top that manages the global
simulation time. The simulators and coordinators communicate
via message–passing. The simulation engine is also implemented
in C++ and every time it is compiled together with the model–
specific code generated by the GUI to provide a simulation executable.
Although PowerDEVS is a very powerful tool as it provides an environment to perform simulation using the QSS methods, it lacks in the
modeling aspect because it requires that the user specifies the model
in an appropriate DEVS–oriented format. However, this is a complicated task especially when there are modeling languages available, like
Modelica, which are specifically designed for the modeling of complex
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Figure 2.7.: Example of modeling a buck converter in PowerDEVS.

physical models. Therefore, there exists the need to bridge the gap
between Modelica and PowerDEVS as we do in Chapter 3.
2.4.3 Stand–Alone QSS Solver
DEVS–based implementations of QSS methods are simple but they are
not computationally efficient. The problem is that the DEVS simulation
engines waste a large amount of the computational load attending the
DEVS simulation mechanism. This fact motivated the development of
a stand-alone QSS solver. Comparisons between the two implementations have revealed a computational speedup of about one order of
magnitude in the computational time needed for a stand–alone QSS
simulation, compared to the old PowerDEVS environment.
Recently, the complete family of QSS methods was implemented in
a stand–alone QSS solver coded in plain C language (Fernández and
Kofman 2012). This solver simulates models described in a subset of
the Modelica language, called µ-Modelica (Bergero et al. 2012).
The stand–alone QSS solver (Fernández and Kofman 2012) is a tool
that implements the complete QSS family of algorithms without using
a DEVS engine.
The tool is composed by three main modules:
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graphical interface (gui): The GUI provided is quite intuitive
and it basically supports the specification of the model in the µModelica representation. An example of a buck converter loaded
in the tool can be seen in Fig. 2.8.
simulation engine: The engine is responsible for the integration
of equation ẋ = f(q, t) assuming that the quantized state trajectory q(t) is given.
qss solvers: The solvers that given x(t), effectively calculate q(t)
using the corresponding QSS algorithm.

Figure 2.8.: Example of modeling a buck converter in the stand–alone
QSS solver.
An important feature of QSS methods is that state variables are updated at different times. Thus, at each simulation step, only some
components of f(q, t) are evaluated. In consequence, the simulation
engine requires the model to be described so that each component
of f(q, t) can be evaluated separately. Similarly, each zero crossing
condition must be described by a separate function together with the
corresponding event handler. In addition, structural information defining the dependencies between variables and equations must be specified
by the user. All the simulation framework, including the simulation
engine, the solvers and the models are written in plain C.
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Since it is very uncomfortable for an end-user to describe a model
providing all this information, the QSS solver tool includes a translator
that generates the C interface with all the structural information from a
regular ODE description.
This ODE description should contain the following components:
• ODEs of the form ẋ j = f j (x, a, d, t) where x are continuous state,
a are algebraic and d are discrete state variables
• Algebraic equations of the form a j = g j (x, a, d, t) with the restriction that a j can only depend on a1,··· ,j−1 .
• Zero crossing functions of the form z j = h j (x, a, d, t).
• Each zero crossing function is associated with a handler, that is
responsible for updating discrete as well as continuous (via reinit
statements) state variables.
This description is processed by a parser that computes all the structure,
including
• the incidence matrices from continuous and discrete state variables to ODE equations,
• the incidence matrices from continuous and discrete state variables to zero crossing functions,
• the incidence matrices from handlers to ODE equations and zero
crossing functions.
This information is then used by a code generator that produces the C
interface describing the model.
2.4.4 Advantages of QSS methods
We summarize here the main advantages of QSS solvers, over traditional
time-slicing-based solvers, since those advantages are the driving force
behind this thesis:
• Most of the classical methods that use discretization of time, need
to have their variables updated in a synchronous way. This means
that the variables that show fast changes are driving the selection
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of the time steps. In a stiff system with widely-spread eigenvalues,
i.e., with mixed slow and fast subsystems, the slowly changing
state variables will have to be updated much more frequently
than necessary, thus increasing substantially the computation
time of the simulation. On the other hand, the QSS methods
support asynchronous variable updates, with each state variable
being updated at its own pace, and specifically when an event
triggers its evaluation. Furthermore as most systems are sparse,
when a state variable xi changes its value, it suffices to evaluate
only those components of f in Eq. 2.5 that depend on xi . Therefore, the efficient sparsity exploitation significantly reduces the
computational costs.
• Classical solvers handle discontinuities using zero-crossing functions that need to be evaluated at each step, and when they change
their sign, the solver knows that a discontinuity occurred. Then
an iterative process is initiated in order to detect the exact time
of that event. In contrast, QSS methods provide dense output
and do not need to iterate to detect discontinuities, but rather
predict them. This feature, besides improving on the overall
computational performance of these solvers, enables real-time
simulation. Since in a real-time simulation the computational
load per unit of real time must be controllable, Newton iterations
are usually not admitted for use in real-time simulation.
• The LIQSS solvers that target the simulation of stiff systems do
not have to perform any backward iteration or invert large matrices, thus improving by orders of magnitude the computational
performance of the simulations (Floros et al. 2014).
• The asynchronous nature of QSS methods enables the efficient
parallel implementation of the QSS methods on distributed architectures (Bergero et al. 2013a).
• Another important advantage of DEVS methods arises in the
context of hybrid systems, where continuous time, discrete time,
and discrete event models can co-exist as subcomponents of an
overall system. DEVS methods provide a unified simulation
framework for hybrid models, because all of these model types
can be represented as valid DEVS models (Kofman 2004).
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We need to note here that background material and related work, which
is relevant to Part II of the thesis, will appear in the corresponding
Chapter 6.
2.5.1 Simulating Modelica models with QSS methods
To our knowledge this is the first attempt to develop a structured, algorithmic and automated approach to enable general hybrid model
simulation using QSS methods in a Modelica-based simulation environment. However, there exist prior attempts that implement specialized
Modelica libraries allowing DEVS models to be formulated within a
Modelica environment (Beltrame and Cellier 2006; Sanz et al. 2010).
In (Beltrame and Cellier 2006), a Modelica library called ModelicaDEVS that implements the DEVS formalism, as well as the explicit
QSS methods, was developed and analyzed. Unlike PowerDEVS, ModelicaDEVS operates on simultaneous equations and synchronous information flows and allows for the specification and simulation of DEVS
models within the Dymola environment. Nevertheless the provided
implementation was supporting the simulation of continuous–time
systems only.
In (Sanz et al. 2010), another Modelica Library DEVSLib has been
designed to support the Parallel–DEVS (P–DEVS) formalism which
enables the modular and hierarchical specification of discrete-event
systems. The main advantage of DEVSLib is that it can be coupled
with other Modelica libraries in order to build multi–domain and multi–
formalism hybrid models.
However, both of those approaches require from the user to manually
transform the Modelica model to fit the DEVS framework in order to
be able to simulate using the QSS solvers. It is clear that this requires
extensive knowledge of the DEVS formalism from the user and, most
importantly, a quite substantial amount of time especially as models
grow more and more complex. Such a manual transformation is errorprone and provides no guarantees for correct simulation results which
is the ultimate goal. Our goal is not to provide yet another DEVS
implementation inside Modelica but to enable a transparent, efficient
and correct simulation of a general Modelica model using the QSS
methods from within a Modelica environment, such as OpenModelica.
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Furthermore, both libraries make use of their own implementation
of the QSS methods and only the explicit versions of order one to
three. Those implementations prove to be much less efficient in runtime performance than PowerDEVS and the classical solvers provided
by Dymola. Hence, they fail to exhibit the main advantages of QSS
methods, for certain classes of problems. On the other hand, we enable
a Modelica user to make use of the existing implementations of the QSS
methods (both in the PowerDEVS environment and the stand–alone
solvers) and show for a number of cases that this can lead to speedups
of up to four orders of magnitudes.

34

Part I
S I M U L AT I N G M O D E L I C A M O D E L S U S I N G Q S S

3
S I M U L AT I O N O F M O D E L I C A M O D E L S W I T H
POWERDEVS

The PowerDEVS simulation environment provides the complete family
of QSS solvers but it requires that the models are described using
the DEVS formalism. Therefore explicit manual transformations, as
well as extra domain knowledge, are required on the user side. In
this chapter, we describe a way to bridge the gap between using a
standard modeling language, here Modelica, for the modeling task and
the novel QSS methods for the simulation task. We are going to refer
to the implemented interface between OpenModelica and PowerDEVS
enviroment, as OMPD interface. The content of this chapter is based
on material published in (Floros et al. 2010; Floros et al. 2011).
3.1

simulation of continuous modelica models with qss
methods

In this section we propose a structured way to simulate a Modelica
model using QSS methods. For simplicity, we shall assume that the
model is described by an ODE system, but we note that the interface
successfully handles DAE systems as well. We have seen in Section 2.4
that QSS approximates an explicit ODE system of Eq. 2.5 as:
ẋ(t) = f(q(t), v(t), t)

(3.1)

Let us write Eq. ?? expanded to its individual component equations,
forgetting for a while the discontinuous part:
ẋ1 = f 1 (q1 , . . . , qn , t)
..
.

(3.2)

ẋn = f n (q1 , . . . , qn , t)
If we consider a single component of Eq. 3.2, we can split it into two
equations:
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qi = Q ( xi ) = Q (

Z

ẋi dt)

ẋi = f i (q1 , . . . , qn , t)

(3.3)
(3.4)

The DEVS formalism (Zeigler and Lee 1998) allows us to describe
the above equations via a coupling of simpler DEVS models. More
specifically:
• The first equation (Eq. 3.3) can be represented by an atomic DEVS
model, called Quantized Hysteretic Integrator, with ẋi as input
and qi as output.
• The second equation (Eq. 3.4) can also be represented as an atomic
DEVS model, called Static Function, that receives the sequence of
events, q1 , . . . , qn , and calculates the sequence of state derivative
values, ẋi based on function f i .
Thus in absence of discontinuities, we can simulate Eq. 3.2 using a
coupled DEVS model consisting of the coupling of n Quantized Hysteretic Integrators and n Static Functions. A block diagram representing
the final DEVS model is shown in Fig. 3.1.
The model depicted in Fig. 3.1 contains all possible connections
between the state variables. However, real-world systems are sparse
as each state normally depends on a small subset of other states only.
Thus, the graphical DEVS structure is typically sparse for most practical
applications.
3.1.0.1

Static Functions

Typical static function blocks in PowerDEVS are time–invariant since
they don’t have any explicit dependence on time. Then function f i (·)
only has to be evaluated when there is a change (and a consequent
event) in some of the inputs qk .
Representing time–dependent models in PowerDEVS is achieved by
coupling the static function blocks with an additional input source for
the time. The time–dependent source blocks have a parameter that
defines a number of events per time unit (or period) so it provokes
automatic re-evaluations of the static functions (e.g. the PowerDEVS
sinusoidal input block).
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Figure 3.1.: Coupled DEVS model for continuous QSS simulation of Eq.
3.2. The dotted rectangle represents a Quantized Hysteretic
Integrator, which first integrates its input and then performs
a QSS quantization.
However, Modelica models, typically, have an explicit dependence
on time and decoupling it is not really a choice, since it will mean the
modification of the model. Therefore, the static block has to be slightly
modified to correctly handle time–dependent functions f i (·) 1 .
The modification consists of estimating the timepoint when the error
∆ f i (t), that is introduced by the assumption that f i (·) is piecewise
constant, exceeds the simulation tolerance. Then the estimation of
function f i (·) needs to be updated (or perform an internal transition
according to the DEVS formalism). To estimate the error, the analytical
output of the non–linear static function f i (t) is approximated using a
n−th order polynomial g(t) 2 . Then:
1 Similar problems arise also in examples without explicit time–dependence, e.g. consider
f i ( x, t) = exp( x ). Then the function will be evaluated when x changes, but if exp( x )
has changed more than a quantum ∆q from the last time the static block will not
re–evaluate the function.
2 For known continuous and continuously differentiable functions, the Taylor–series coefficients gn+1 can be analytically computed, otherwise they are numerically estimated
through finite centered differences
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f i ( t + h ) ≈ g ( t + h ) + g n +1 ∗ h n +1

(3.5)

so the time when the error ∆ f i (t) = | f i (t) − g(t)| = tolerance can be
approximated by:
s
h = c∗

n +1

tolerance
g n +1

(3.6)

where c is a fudge factor (0 < c < 1) to under-estimate the time when
the re–evaluation is scheduled.
3.1.0.2

Quantized Hysteretic Integrators

The Quantized Hysteretic Integrator blocks only need to know their
initial condition, the error tolerance (that is used to infer the quantum
∆Qi ) and the QSS method of choice. The parameter ∆Qi defines the
maximum allowed difference between xi and qi . When the condition
|qi − xi | = ∆Qi is met, an event is triggered to change qi to its new state.
In the proposed interface implementation, the choice of a different
quantization method for a specific variable only requires the change of
its quantized hysteretic integrator. Therefore, the use of stiff QSS methods (e.g. BQSS or LIQSS) or a higher–order method(e.g. QSS2, QSS3
or LIQSS2, LIQSS3) only requires the use of the appropriate Quantized
Hysteretic Integrator that implements the corresponding method.
3.1.0.3

Reinit statements

Reinit statements can be easily implemented as DEVS blocks, called
Reinit blocks, which receive the appropriate inputs and calculate the
updated state variable value. Then the updated value has to be communicated to the respective Quantized Hysteretic Integrator, in order
to ”restart” the integration.
3.2

accounting for discontinuities

Discontinuities in dynamical systems are closely related to the notion
of events. In the case that function f i (·) is discontinuous, the simulation
error in Eq. 3.5 can grow significantly 3 , if the discontinuities are not
handled properly. To overcome this problem, we need to make sure
3 since the dependence in time in Eq. 3.5 assumes that f i (·) is continuous
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that function f i (·) is forced to be evaluated when discontinuities occur.
Both the Quantized Integrator and Static Functions are designed to
receive discontinuities. In fact, they only perform evaluations when a
discontinuity occurs in some qi and/or in some xi . Therefore the problem is addressed with the addition of an extra input port to the Static
Function blocks where a dummy event arrives whenever a discontinuity
occurs. To see how the dummy events need to be generated, we need
to distinguish two types of events in hybrid models, namely time events
and state events.
3.2.1 Time Events
Time events correspond to changes of states as a function of the built-in
continuously evolving variable time. Such events can be scheduled in
advance, since it is possible to predict the point in time when they occur.
Time events in Modelica are specified basically in two ways (Fritzson
2004):
• With a conditional discrete-time expression that contains the variable time (e.g. in a when-statement) of the form:
time >= discrete-time expression, e.g. t >= te .
This case can be taken care of by formulating a zero-crossing
function of the form:
g(t) = t − te
When g(t) crosses through zero, an event should be generated
and propagated to the static function that has to be reevaluated.
• With a periodic sample statement of the form:
sample(first, interval) that triggers events at predefined time instants. The sample() statement can be handled easily by adding a
dedicated DEVS atomic model that provokes events at the predefined time points.
3.2.1.1 Zero–Cross Detection Block
The zero–crossing detection can be performed by two blocks in sequence: First a Static Function block that calculates the function g(·)
and a Zero–Cross Detection block that receives the output of the first
block, estimates the time until the next zero–crossing and schedules an
event for this timepoint. The estimation of the actual zero–crossing is
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straightforward as in QSS methods the state trajectories are polynomial
functions. The output of the block is a dummy event that enforces the
evaluation of the functions f i (·) that depend on this zero–crossing.
3.2.2

State Events

State events are related to discrete changes in the state variables during
the simulation as a function of other state variables reaching some
threshold value. Therefore, they cannot be scheduled in advance. A
state event can be specified by means of when or if-then-else statements
involving one or more state variables. When a model is compiled by
either OpenModelica or Dymola, state events defined by the Boolean
conditions c(te ) of Eq. 2.3 are translated into zero-crossing functions
of the form gi (x, t). During the execution of the simulation the zerocrossing functions are being constantly monitored and when function
gi (·) crosses through zero, a discontinuity is detected and handled
accordingly.
Therefore, we can directly exploit the zero-crossing functions generated by OpenModelica to identify state events in an identical fashion
as with time events. All we need is a Static Function block evaluating
the zero-crossing function and a Zero–Cross Detection block that detects
when a zero-crossing takes place.

3.2.2.1

When clauses

In hybrid Modelica models we encounter also a set of discrete set of
variables that are updated inside when–clauses. Those are variables
that are only updated in discrete time instants and remain constant
otherwise.
When–clauses are activated when a corresponding boolean condition
c(te ) turns from false to true. That condition can be either modeled by
a zero–crossing or a sample statement and we have seen already how
to model them and generate a dummy event that denotes the detection
of the zero–crossing. Then it remains to route the event as an input in
a new block, called When block, which contains the necessary code to
evaluate the corresponding discrete variable. Of course, the When blocks
receive as inputs the values of state (or algebraic) variables that are
necessary for the discrete evaluation and outputs the estimated value
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that triggers the evaluation of the static functions that are dependent
on it.
3.3

extra features

3.3.1 Algebraic Variables
We have seen already that each static function f i that is responsible
for calculating a state variable xi contains the corresponding BLT block
equations that are needed for the calculation of that state. It could
happen that two different functions f i and f j depend on the same
algebraic variable ui and are also depending on each other. Then when
qi changes, both functions need to be reevaluated which would lead
to the evaluation of ui in both blocks. Therefore, we need to add the
algebraic equations only once in a static function block (e.g. respecting
the sorting order of the compiler) and then add an output port in the
respective static function block which will emit the estimated values to
all other blocks that depend on them.
3.3.1.1 Algebraic Loops
In the implemented OMPD interface, index-1 DAE models with simple
algebraic equations are handled but algebraic loops are not accounted
for. However, handling algebraic loops is already described and analyzed in the QSS simulation of DAE systems in (Kofman 2003; Cellier
and Kofman 2006). It requires the addition of a special block that can
solve the algebraic loop (e.g. by means of a Newton iteration) and
propagate the estimated variable values back to the static functions that
need them.
3.3.2 Estimation of derivatives
Higher order QSS methods, QSS2 and QSS3, need in certain cases
(e.g. in the case of static functions) to use information about higherorder derivatives ( ḟ i (q1 , ..., qn , t), f̈ i (q1 , ..., qn , t)) in order to determine
when to schedule the next internal transition, i.e. when to end the
current simulation step. Since the code generated by OpenModelica
only evaluates f i (q1 , ..., qn , t), we need a way to compute the derivatives.
To that end, we use the difference quotient as an approximation:
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f (q , ..., qn , t) − f i (q1 , ..., qn , t + dt)
d fi
≈ i 1
dt
dt
This approximation holds when f i is continuous but on the discontinuous case it may introduce a large error. For example, in Fig. 3.2 if
we estimate the difference quotient at timepoints t and t + dt and the
function f i has a discontinuity at t0 , we compute a positive derivate
when the actual derivate is negative. To overcome this problem, we
need to ensure that higher-order derivative evaluations only take place
during the continuous parts of f i (t).

Figure 3.2.: Estimation of the derivative over a discontinuity

3.4

devs structure

Summarizing all the above, a general hybrid Modelica model can be
automatically transformed into the DEVS formalism using the following
blocks:

• Quantized Hysteretic Integrator blocks (Eq. 3.3) that take as input
the derivative ẋi and output qi .
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• Static Function blocks 4 that receive the sequence of events, q1 , . . . , qn ,
and calculate the sequence of state derivative values, ẋi (Eq. 3.4).
The same block can be used for the evaluation of the zero-crossing
functions gi (·)
• Zero–Cross Detection blocks that receive as input the evaluated
zero-crossing function and generate an output event when its
input crosses through zero.
• When blocks that evaluate discrete variables contained in when–
clauses.
• Sample blocks that trigger events at the predefined sample timepoints.
Provided that the atomic DEVS models of the above blocks are described correctly, they have to be connected together respecting the
inherent dependencies of the model and the resulting coupled model
will also be a valid DEVS model (Zeigler and Lee 1998). In Fig. 3.3 a
potential coupled DEVS structure is depicted, that can be generated
using all available blocks:
3.5

openmodelica to powerdevs (ompd) interface

This section describes the work done to enable the automated simulation of Modelica models in PowerDEVS using QSS algorithms.
3.5.1 What is Needed by PowerDEVS
Let us first concentrate on what PowerDEVS requires in order to perform the simulation of a Modelica model. As depicted in Fig. 3.3,
an essential component of a PowerDEVS simulation is the graphical
structure. In PowerDEVS, the structure is provided in the form of a
dedicated .pds structure file that contains information about the blocks
(nodes) of the graph as well as the connections (edges) between those
blocks. More specifically, we need to add in the structure:
4 As discussed before static functions could rely on zero–crossing functions. Because all
dummy events result in the same effect of an enforced evaluation of the static function,
they are received in a special input port (denoted by E in Fig. 3.3)

45

simulation of modelica models with powerdevs

SF
f1

x1

x1

q1

E

u1

SF
f2
E

QI

x2

x2

q2

u2

QI
SF

ZCD

g1

dummy
event

E

ZCD

SF
g2

dummy
event

E

WB
w1

u3

E

SF: Static Function
QI: Quantized Integrator
ZCD: Zero-Crossing Detector
WB: When Block
E: Dummy event port

E

reinit
x2

WB
sample
(To, T)

dummy
event

w2
E

Figure 3.3.: Coupled DEVS model for QSS simulation of a discontinuous model with 2 state variables, 2 zero-crossing functions,
a sample and a reinit block along with 2 when blocks.
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• A Quantized Hysteretic Integrator block for each state variable with
ẋi as input and qi as output.
• A Static Function block for each state variable that receives as
input the sequence of events, q1 , . . . , qn , and calculates ẋi = f i (q).
• A Static Function block for each one of the zero-crossing functions gi (·) generated by OpenModelica that receives as inputs the
dependencies of gi (·) and evaluates the function in the output
port.
• A Zero–Cross Detection block after each one of the zero-crossing
static functions. The cross-detection block outputs an event if a
zero-crossing has been identified.
• A Sample block for each one of the sample() statements that
outputs an event at the predefined samplepoints.
• A When block for each one of the generated when clauses that
calculates the discrete variables specified in the clause.
• A connection (edge) is added between two blocks if and only if
there is a dependence between them.
Having correctly identified the DEVS structure, we need to specify what
needs to be calculated inside each of the static function blocks. The
different blocks need to have access to different pieces of information.
In the current implementation, a .cpp code file is generated that
contains the code and parameters for all blocks in the structure. The
generated code file contains the following information:
• For each Quantized Integrator block, the initial condition, error
tolerance, and integration method (QSS, QSS2, QSS3).
• For each Static Function, the equations/expressions needed in order to calculate the derivative of each state variable in the system.
Furthermore, the desired error tolerance is defined together with
a listing of all input and output variables of the specific block. If
the static function represents a zero-crossing then it contains the
respective function gi (·).
• Each When block needs access to the code that updates the corresponding discrete variables.
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3.5.2

What is Provided by OpenModelica

In Section 3.5.1, we described what PowerDEVS expects in order to
perform the simulation. Our work focuses on an automatic way to
simulate Modelica models using the QSS methods in PowerDEVS.
Therefore, the PowerDEVS simulation files should be automatically
generated exploiting the information contained in the Modelica model
supplied as input. Luckily, existing software used to compile Modelica
models, such as Dymola or OpenModelica, produces simulation code
that contains all information required by PowerDEVS. Thus, we were
able to make use of an existing Modelica environment by modifying
the existing code generation modules at the back end of the compiler
to produce the files needed by PowerDEVS.
This work is based on modifying the OpenModelica Compiler (OMC), since
it is open-source and has a constantly growing contributing community.
OMC takes as input a Modelica source file and translates it first to
a flat model. The flattening consists of performing all object-oriented
operations such as inheritance, modifications, etc. The flat model
includes a set of equation declarations and functions with all objectoriented structure removed. Then index reduction is performed on
the set of model equations in order to remove algebraic dependence
structures between state variables. The resulting equations are then
analyzed, sorted in Block Lower Triangular (BLT) form, and optimized.
Finally, the code generator at the back end of OMC produces C code that
is then compiled. The resulting executable is used for the simulation of
the model.
The information needed to be extracted from the OMC compiler
is contained in certain structures in the OMC backend, where the
following pieces of information are defined:
• Equations: E = {e1 , e2 , . . . , e N }.
• Variables: V = {v1 , v2 , . . . , v N } = VS VR
where VS is the set of state variables with |VS | = NS ≤ N and
VR = V \ VS is the set of all other variables in the model.
S

• BLT blocks: subsets of equations {ei } needed to be solved together
because they are part of an algebraic loop.
• Zero-Crossings: G = { g1 , g2 , . . . , gK }.
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• Incidence matrix: An N × N adjacency matrix denoting, with
each element iij denoting that variable vi is contained in equation
ej.
The OMPD interface utilizes the above information and implements
the following steps:
1. Equation splitting : The interface identifies the equations needed
in order to compute the derivative ẋi = f i (q) for each state variable. Then the split equations can be assigned to static function
blocks according to the state derivative evaluation they are involved in.
2. Mapping split equations to BLT blocks : The equations are
mapped back to BLT blocks of equations in order to be able to
generate simulation code for solving linear/non-linear algebraic
loops.
3. Identifying zero-crossing functions : The zero-crossing functions generated by OMC are extracted and assigned to separate
static function blocks.
4. Constructing generalized incidence matrix : The N × N adjacency matrix has to be expanded to include also the zero-crossing
functions and the variables involved in them. Thus, it has to be
expanded by adding K rows corresponding to the K zero-crossing
functions gi (·). The result is a generalized K × N adjacency matrix.
5. Generating DEVS structure : In order to correctly generate the
DEVS structure of the model, the dependencies between the individual DEVS blocks need to be resolved. This is accomplished
by employing the generalized incidence matrix to find the corresponding inputs and outputs for each block.
6. Generating the .pds structure file: Having correctly produced
the DEVS structure for PowerDEVS, outputting the respective
.pds structure file is straightforward.
7. Generating static blocks code : In this step, the functionality of
each static block is defined via the simulation code provided in
the .cpp code file. Each static block needs to know its inputs
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and outputs, identified by the DEVS structure, as well as the BLT
blocks needed to compute the corresponding state derivatives.
The static blocks that are responsible for the discontinuities contain the zero-crossing functions gi (·) generated by OMC. Then,
the existing code generation module of OMC is employed to provide the actual simulation code for each static block, since it has
already been optimized to solve linear and non-linear algebraic
loops.
8. Generating the .cpp code file: The code for the static blocks is
output in the .cpp code file along with other needed information.
3.6
3.6.1

simulation results
Example Model M1

Various tests have been performed in order to ensure that the implemented OMPD interface is performing the desired tasks correctly. Here
are presented the results of processing the following second-order
non-linear model through the implemented interface:
model M1
Real x1;
Real x2;
Real u2;
equation
der(x1)=x2-x1/10;
der(x2)=u2-x1;
u2=(1-u2-x2)^3;
end M1;

The following information is extracted from the OMC compiler:
Variables (3)
=========
1: $u2:VARIABLE sys3, Real type: Real ...
2: $x2:STATE sys3, Real type: Real ...
3: $x1:STATE sys3, Real type: Real ...
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Equations (3)
=========
1 : $u2 = (1.0 - $u2 - $x2) ^ 3.0
2 : $DER$x1 = $x2 - $x1 / 10.0
3 : $DER$x2 = $u2 - $x1
BLT blocks
2,
1,
3,

1

{1}
{3}

2

x2
1

3
1
2

{2}
4

q2

x1

q1
2

Figure 3.4.: Automatically generated DEVS structure for M1
In other words, OMC has identified that model M1 has 2 state variables, x1 and x2 , 1 algebraic variable, u2 , and 3 equations:
u2 = (1 − u2 − x2 )3
x1
ẋ1 = x2 −
10
ẋ2 = u2 − x1

{1}
{2}
{3}

Each of the equations is placed in a BLT block. These are sorted
according to the execution order as follows: {2}, {1}, {3}. The automatically generated DEVS structure contained in the .pds file is illustrated
in Fig. 3.4. Since both state variables are depending on each other, the
obtained structure is full. The BLT blocks needed to calculate each state
derivative are shown inside the static function blocks.
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Figure 3.5.: Simulation results for model M1 . In (a), the reference trajectory of state variable x2 is depicted. It was computed using
DASSL by setting the tolerance to 10−12 . In (b) and (c), the
simulation errors of Dymola and OpenModelica relative to
the reference solution are plotted with the tolerance value
now set to 10−3 . The achieved accuracy is indeed in the
order of 10−3 with the errors converging to zero in both
simulations. In (d), (e), and (f), the simulation errors of
QSS1, QSS2, and QSS3 are depicted. Again we observe
that the desired accuracy of 10−3 is approximately attained.
In QSS2 and QSS3, the errors decay also, but a small amplitude high-frequency oscillation around the steady-state
remains. In QSS1, the errors don’t converge to zero, but
remain of the order of 10−3 , which is still within specs.
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In Fig. 3.5, the simulation results obtained for model M1 are depicted.
In Fig. 3.5(a), the reference trajectory of state variable x2 is plotted.
To obtain the reference trajectory, Dymola was employed using the
default DASSL solver while setting the tolerance value to 10−12 . In
the remaining panels, the simulation errors relative to the reference
solution are shown that were obtained by setting the desired tolerance
to 10−3 . Fig. 3.5(b) shows the simulation error obtained by Dymola
using DASSL. Fig. 3.5(c) depicts the simulation error obtained by
OpenModelica using DASSL. Figs. 3.5(d-f) graph the simulation error
obtained by OpenModelica with PowerDEVS using QSS1, QSS2, and
QSS3, respectively.
We observe that all solvers accomplish the desired task of keeping
the global simulation error approximately within 10−3 . Using DASSL,
this is not obvious, because DASSL only controls the local simulation
error of a single integration step. Errors can in principle accumulate
over time, but this didn’t happen in this simple example. QSS-based
algorithms all control the global simulation error, and consequently, are
expected to perform as desired. In this simple example, the simulation
errors decrease over time in all solvers except for QSS1. After all, QSS1
is only a simple first-order non-stiff ODE solver. However, the errors
remain approximately within 10−3 , i.e., the simulation still performs
within the desired specifications. Yet, whereas the errors approach zero
in the case of DASSL, a small-amplitude, high-frequency oscillation
remains in the cases of QSS2 and QSS3.
These steady-state oscillations are bad news, because they will force
small step sizes upon us in steady state, if we decide for whatever
reason to simulate the system over a longer time period. Such steadystate oscillations are observed frequently in the non-stiff QSS solvers.
They will disappear when the OPMD is extended to the stiff LIQSS1,
LIQSS2, and LIQSS3 solvers.
In the following experiments, only the QSS3 algorithm is compared
to DASSL, since it is a third-order accurate method and is expected to
be more efficient than the other implemented QSS methods.
3.6.2 Linear Sparse Models
One of the goals of this study was to compare the performance of the
standard DASSL solver of OpenModelica with the most efficient among
the hitherto implemented methods of the QSS family, namely QSS3.
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Since the current interface implementation allows only for non-stiff
models without discontinuities, we only focus on studying the effect of
the sparsity of a model on the CPU performance of both algorithms. To
achieve our goal, we need to be able to automatically generate models
of arbitrary size and sparsity. For the benchmark, we chose to generate
linear models of the form:
ẋ = A · x

(3.7)

where x ∈ Rn is the vector of state variables. Matrix A controls
the dynamics of the generated system. Since we needed to control
the eigenvalues of the system and avoid producing stiff systems, we
constructed A as follows:
1. Generate real-valued random eigenvalues drawn from a Gaussian
distribution : eig ∼ −N (5, 2).
2. Create a diagonal matrix D = diag(eig).
3. Create a random orthogonal matrix M.
4. Then matrix A = M · D · M T has the desired eigenvalues eig.
The constructed matrix A is a full matrix. Sparsity s is defined as
the number of connections to every state variable. To achieve a certain
sparsity level s, we set the n − s absolute smallest elements of each row
of A to zero. The absolute smallest elements were eliminated in order
to minimize the impact on the eigenvalue locations of the resulting
matrix Ã. Having constructed a matrix Ã of given size n and sparsity s,
it is straightforward to generate an equivalent Modelica model.
For the comparison simulations, the OpenModelica 1.5.0 environment was used with DASSL as the standard solver. The tolerance was
set to 10−3 , and the simulation end time was set to 3 sec for both OpenModelica and PowerDEVS. Furthermore, the output file generation was
disabled for both environments in order to measure the pure simulation
time.
For each parameter configuration (n, s), 100 Modelica models were
randomly generated and given as input to the standard OpenModelica
compiler and via the OMPD interface to PowerDEVS. The CPU time
needed for the simulation was measured for each generated executable.
In order to obtain more reliable results, each simulation was repeated
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10 times, and the median over all 10 repetitions was considered as the
CPU time needed for each simulation. For each parameter setting (n, s)
the mean of the CPU time measurements is reported along with ± 1
standard deviation.

max (eigen value)
stiffness ratio = min (eigen value)

Two types of experiments were conducted. First, the number of states
n was kept constant with the sparsity s being varied, and then the
reverse procedure was performed by fixing the sparsity s while varying
the number of states. For each experiment, the CPU time was measured
for simulations performed with DASSL and QSS3, respectively.
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Figure 3.6.: The stiffness ratio of the generated models in Sec. 3.6.3 is
depicted. We observe that the resulting models exhibit approximately the same stiffness for different sparsity values.

3.6.3 Fixed Number of States - Varying Sparsity
In the first experiment, the number of states n in the generated models
was fixed to n = 30 states. Then starting from a sparsity of s = 1,
meaning that only one non-zero connection was preserved for the
computation of each state derivative, the number of connections was
gradually increased until we reached the full model with s = 30 connections. In Fig. 3.7(a), the obtained average CPU time is plotted against s
for QSS3 and for DASSL. We observe that QSS3 is considerably faster
than DASSL for sparse models (low values of s), whereas DASSL gets
more efficient than QSS3 for approximately s ≥ 13 connections.
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Figure 3.7.: Simulation results for automatically generated models with
n = 30 state variables and varying sparsity. In (a), the mean
CPU time needed for simulating these systems using QSS3
and DASSL in OpenModelica is plotted (solid and dotted
line, respectively).In (b), the logarithm of the ratio between
the CPU time of OpenModelica and QSS3 is shown. Observing both plots, we conclude that QSS3 is more efficient
than DASSL when simulating sparse systems (s < 13) Most
real-world large-scale systems belong to that category.

This result is not overly surprising. In fact, it was expected. Whereas
QSS3 benefits from sparsity as it only updates states and state derivatives asynchronously if and when there is a need for it, DASSL benefits
in a fully connected model from the fact that it calls the right-hand
side of the equations only once per iteration, i.e., maybe twice per step,
whereas QSS3 updates each state derivative separately. In a non-sparse
model, there is nothing that QSS3 can exploit.
However, real-world large-scale systems are always sparse. It simply
doesn’t happen in real life that a state derivative in a 30-th order model
depends on all 30 state variable. Usually each state equation depends
on two or three state variables only. Hence the case with s = 3 is
probably the most relevant for all practical purposes.
The areas where each algorithm is superior in terms of CPU performance are more clearly visible in Fig. 3.7(b), where the logarithm of
the ratio between the CPU times of DASSL and QSS3 is plotted against
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s. A positive log-ratio value means that QSS3 is more efficient than
DASSL, whereas a negative value indicates the opposite.
In Fig. 3.6, the stiffness ratio of the generated models is plotted.
The stiffness ratio is defined as the ratio of the largest to the smallest
eigenvalue of matrix Ã and is used as an indicator of a model being stiff
or not. The resulting stiffness ratio of the models used is kept smaller
than 10 and does not vary much with s. Therefore, we can conclude
that the differences in the measured execution times are not a result of
a significant difference in the stiffness ratios of the models used.
3.6.4 Fixed Sparsity - Varying Number of States
Next, we studied how the simulation performance is affected when
the number of connections per state variable is kept constant, whereas
the number of states is modified. In Fig. 3.8a, the sparsity s is set to 2
inputs per state, and the number of states is increased from 10 to 150.
We observe that up to n = 130 states, QSS3 is more efficient in terms of
consumed CPU time. On the other hand, if we increase the sparsity s
to 5 connections per state variable, the range where QSS3 is superior to
DASSL is reduced to about n = 70 states, as depicted in Fig. 3.8b.
In both cases, the CPU time needed by QSS3 is increasing much faster
than the CPU time that DASSL needs as the complexity of the model
increases. In theory, DASSL is a synchronous implicit solver based on
Newton iteration, and thereby the computational load grows cubically
with the number of states, while the QSS3 algorithm is expected to
grow linearly with the number of states. Thus, the measurement results
are in contradiction with theory.
We suspect that the reason is that we measure not only the time
needed by the QSS3 algorithm for integration, but also the time needed
by PowerDEVS for administrating the simulation. PowerDEVS was not
designed to simulate large DEVS models. After all, the PowerDEVS
users were expected to construct their models manually, which clearly
limits the size of the models that users may want to simulate in PowerDEVS. For this reason, the designers of PowerDEVS did not spend
much thought on an efficient implementation of the underlying simulation engine. In particular, the simulation engine is built around a
master/slave architecture, where a global simulation coordinator keeps
a linearly linked list with the scheduled events. Then PowerDEVS
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Figure 3.8.: In (a) sparsity s is set to 2 connections per state, and the
number of states is increased from 10 to 150. We observe
that up to 130 states, QSS3 is more efficient in terms of required CPU time. However, the computational cost of QSS3
increases with the model size much faster for QSS3 than
for DASSL due to inefficiency in the current PowerDEVS
implementation. In (b) the same behavior is observed, with
sparsity set to 5 connections per state. Now, QSS3 is more
efficient for up to 70 states.

traverses that list in a linear fashion when looking for the next model
to be executed.
In Fig. 3.8a the automatically generated PowerDEVS model, for N
= 150, has 300 blocks in total (150 static functions and 150 integrators)
with 300 connections, while in Fig. 3.8b 300 blocks and 750 connections.
This apparently kills the overall efficiency of the implementation, and
what we measured in Fig. 3.8a for larger numbers of states is primarily
not simulation time, but rather the quadratic growth pattern of a linear
search algorithm. Re-implementing the event queue as an equilibrated
binary tree, a trivial programming exercise, will reduce the growth
pattern of the search time to O(n · log n) and will considerably improve
PowerDEVS performance for large models.
However, this inefficiency of PowerDEVS, which is due to the DEVS
implementation and not due to the inherent properties of the QSS
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methods, highlighted the need for a stand–alone QSS solver, which is
presented in Chapter 4.
3.6.5 Real–World Problems
In the previous sections we investigated the correctness of the proposed
OMPD interface on synthetic models. Here we test it on more realistic
models and the goal is, besides proving correctness, to compare the
run-time efficiency and accuracy of the QSS methods against other
simulation software environments. More specifically, we want to compare QSS3 and QSS2 methods in PowerDEVS v2.0 against the DASSL,
Radau IIa, and Dopri45 solvers implemented in Dymola v7.4 and the
DASSL solver of OpenModelica v1.5.1. The GNU C compiler was used
to compile the generated code from each environment into a simulation
executable.
DASSL was chosen as it represents the state-of-the-art multi-purpose
stiff DAE solver used by most commercial simulation environments
today. Radau IIa was included in the comparisons, because a single-step
(Runge-Kutta) algorithm is supposed to be more efficient than a multistep (BDF) algorithm when dealing with heavily discontinuous models,
because step-size control is more expensive for the latter methods
(Cellier and Kofman 2006). Finally, Dopri45 was chosen, because it is
an explicit Runge-Kutta method in contrast to both DASSL and Radau
IIa, which are implicit algorithms that may be disadvantaged when
simulating non-stiff systems.
As benchmark problems we focused on two real-world systems
exhibiting heavily discontinuous behavior, namely a half-way rectifier
circuit, modeled graphically with standard Modelica components as
depicted in Fig. 3.9, and the switching power converter circuit provided
in Fig. 3.11.
In order to measure the execution time for each simulation algorithm,
the reported simulation time from each environment was used. Dymola
reports CPU-time for integration, OpenModelica reports timeSimulation, and PowerDEVS the elapsed simulation time. To record pure
simulation time, the generation of output files was suppressed in all
cases. Testing has been carried out on a Dell 32bit desktop with a quad
core processor @ 2.66 GHz and 4 GB of RAM. The measured CPU time
should not be considered as an absolute gold standard since it will vary
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from one computer system to another, but the relative ordering of the
algorithms is expected to remain the same.
Calculating the accuracy of the simulations can only be performed
approximately, since the state trajectories in the two models cannot
be computed analytically. To estimate the accuracy of the simulation
algorithms for a given setting, reference trajectories (tref , yref ) have to be
obtained. To this end, Dymola was employed using the default DASSL
solver with a very tight tolerance of 10−12 and requesting 105 output
points. Furthermore, in order to verify the accuracy of the reference
solution, a second reference solution was computed using QSS3 in
PowerDEVS with the tolerance set to 10−12 . However, we only report
the simulation error against the Dymola solution since the difference
between both reference solutions is on the order of 10−6 .
To calculate the simulation error, each one of the simulated trajectories
was compared against the two reference solutions. To achieve this goal,
we forced all solvers to output 105 equally spaced points for obtaining
simulation trajectories (tref , ysim ) without changing the integration step.
Then, the mean absolute error is calculated as:
error =

1

|tre f |

|tre f |

i =1

∑ |yisim − yi

re f

|

(3.8)

In the case of more than one state variables, we report the mean error
over all state trajectories.
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Table 3.1.: This table depicts the simulation results of various algorithms
for the half-way rectifier circuit for a requested simulation
time of 1 sec. The comparison performed includes required
CPU time (in sec) as well as the simulation accuracy relative
to the reference trajectory obtained in Dymola.
CPU time Simulation
(sec)
Error
DASSL
10−3
0.019
1.45E-03
DASSL
10−4
0.022
2.35E-04
Dymola
−
7
Radau IIa 10
0.031
2.20E-06
Dopri45 10−4
0.024
4.65E-05
−
3
QSS3
10
0.014
2.59E-04
QSS3
10−4
0.026
2.23E-05
−
5
QSS3
10
0.041
2.30E-06
PowerDEVS
QSS2
10−2
0.242
3.02E-03
−
3
QSS2
10
0.891
3.04E-04
−
4
QSS2
10
3.063
3.00E-05
DASSL
10−3
0.265
3.80E-03
OpenModelica
−
4
DASSL
10
0.281
5.40E-04

3.6.5.1 Half-Way Rectifier
The half-way rectifier circuit exhibits only one state variable, namely
the voltage across the capacitor C1, and the model is simulated during
1 sec. In Fig. 3.10, the state trajectory calculated with QSS3 and a
tolerance of 10−4 is depicted. Comparing the simulation results listed
in Table 3.1, the following conclusions can be reached:
There is a substantial difference in execution efficiency between
Dymola and OpenModelica using the DASSL solver, with Dymola
being around 10 times faster than OpenModelica in spite of the fact that
both environments make use of the same solver software and even the
same root solver (event detection) algorithms. We postulate that this
difference is primarily caused by the fact that OMC does not involve
tearing. Thereby the solution of algebraic loops becomes much less
efficient, and also the integration itself suffers, because the number
of iteration variables in DASSL equals the number of state variables
plus the number of tearing variables. Without tearing, DASSL needs to
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Figure 3.10.: Simulated state trajectories with QSS3 for the half-way
rectifier circuit.

include all variables appearing inside algebraic loops among the set of
its iteration variables.
On the other hand, even though the QSS3 simulations are based on
code generated by OMC, we observe that QSS3 is slightly more efficient
than DASSL in Dymola. To perform the simulation for an achieved
error of the order of 10−4 , QSS3 required 0.014 sec while DASSL 0.022
sec. Therefore, the use of the OMPD interface and the simulation in
PowerDEVS employing QSS3 speeds up the simulation by a factor
of 20 compared to OpenModelica. It needs to be remarked that it
is not fair to compare QSS3 with the DASSL simulation of Dymola
because of the fact analyzed earlier, namely the lack of tearing in OMC.
The solution of the algebraic loops in QSS3 is based on code generated by OMC, and therefore, the inefficiencies in the compilation of
the OMC are being propagated to the QSS3 simulation as well. For
this reason, we need to compare the results in PowerDEVS with the
ones obtained by OpenModelica and not by Dymola. However, it is
encouraging to see that the improvement achieved over the standard
OMC simulation using QSS-based solvers is such that we are able to obtain simulation results that are even more efficient than those obtained
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using the commercial Dymola environment. If the QSS methods were
implemented in Dymola, the simulation results obtained by the QSS
methods would once again be considerably faster than the simulation
results that Dymola achieves currently.
Performing an internal comparison between the QSS methods, it is
obvious that QSS3 is much more efficient that QSS2. This is expected,
since the QSS2 solver needs to take smaller steps compared to QSS3 in
order to reach the desired accuracy. Thus, we can conclude that the
third-order QSS3 algorithm should be preferred for practical applications.
For the sake of completeness we included in the comparison two
more solvers included in the Dymola environment, Radau IIa and
Dopri45. Radau IIa is an implicit variable-step Runge-Kutta method of
order 5, while Dopri45 is an explicit step-size controlled Runge-Kutta
algorithm of order 5. For this specific example, Radau IIa failed to
provide correct results unless the tolerance was lowered to 10−7 . Radau
IIa with a less tight tolerance tries to utilize larger integration steps
and, apparently, misses many of the events, i.e. the event localization
employed by Dymola is not robust (conservative) enough. It needs
to be noted further that the problem got considerably worse between
Dymola 6 and Dymola 7, i.e., whereas Radau IIa missed a few events
in Dymola 6, it misses many more events in Dymola 7. This is a quite
serious issue that the Dynasim company should look into. The same
problem was observed for Dopri45 as well, when the tolerance was set
to 10−3 . Due to these problems, both Runge-Kutta algorithms require
CPU times comparable to that needed by the standard DASSL solver,
i.e., the inherent advantages of the single-step algorithms over a multistep technique in dealing with heavily discontinuous models could not
be exploited due to the inability of their current implementation to
detect events reliably.
3.6.5.2 Switching Power Converter
The switching power converter exhibits two state variables, namely the
current through the inductor L1 and the voltage across the capacitor
C1. From Fig. 3.11, we see that there is a square wave source block that,
when implemented directly, would call for use of a sample block.
As the sample block had not yet been implemented in the interface
at the time of experiments, we worked around this problem by re-
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Figure 3.11.: Graphical representation of the switching power converter
placing the square wave source by a second-order marginally stable
time-invariant system described by:
model SquareWaveGenerator
Real x1(start=0.0);
Real x2(start=1.0);
Boolean pulse(start=true);
parameter Real freq=1e4;
equation
der(x1)=freq*4*x2;
der(x2)=if (x1<0) then freq*4 else -freq*4;
pulse=(x1>0);
idealClosingSwitch.control = pulse;
end SquareWaveGenerator;

This is worth noting since it adds two more states to the model
(x1, x2) and increases the computation time since the solver also has to
simulate the marginally stable system. The chosen solution is by no
means unique. The desired switching behavior could have been coded
in many different ways.
The model was simulated for 0.01 sec, and in Fig. 3.12, the state
trajectories calculated using the QSS3 solver with a tolerance of 10−4
are plotted. The simulation results for all algorithms under comparison
are presented in Table 3.2.
The conclusions reached in the analysis of the results of the half-way
rectifier circuit also hold for the switching power converter circuit as
depicted in Table 3.2. The QSS3 method performs well compared
to the DASSL solver in Dymola, while it outperforms DASSL in
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Figure 3.12.: Simulated state trajectories with QSS3 for the switching
power converter circuit.

OpenModelica and the second-order QSS2. Radau IIa and Dopri45
simulate correctly even for large tolerance values in this example, but
their run-time performance is not significantly better than that of DASSL
or QSS3.
For the switching power converter circuit, the simulation errors estimated for DASSL in OpenModelica are quite large. This is suspicious,
as it should not be the case. We noticed further that in OpenModelica
for a relaxed tolerance of 10−3 , the simulation requires a substantial
CPU time of 50 sec. The output files generated are also huge, around
500 MB, making it impossible to check if the simulated trajectories are
correct or not. There seems to be something wrong with the compilation performed by the OMC in this example, but we cannot make any
definite statements regarding this behavior yet.
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Table 3.2.: This table depicts the simulation results of various algorithms
for the switching power converter circuit for a requested simulation time of 0.01 sec. The comparison performed includes
required CPU time (in sec) as well as the simulation accuracy
relative to the reference trajectory obtained in Dymola.
CPU time Simulation
(sec)
Error
DASSL
10−3
0.051
1.82E-04
DASSL
10−4
0.063
7.18E-05
−
3
Radau IIa 10
0.064
1.11E-07
Dymola
Radau IIa 10−4
0.062
1.11E-07
−
3
Dopri45 10
0.049
6.38E-06
Dopri45 10−4
0.047
9.76E-06
−
3
QSS3
10
0.049
1.41E-03
PowerDEVS
QSS3
10−4
0.062
1.68E-05
−
5
QSS3
10
0.250
8.96E-06
−
3
DASSL
10
50.496
OpenModelica
DASSL
10−4
1.035
2.62E-02

3.7

conclusions

In this section, the interface between the OpenModelica environment
and PowerDEVS is discussed and analyzed. The implemented OPMD
interface successfully handles discontinuities and enables to simulate
real-world Modelica models with discontinuities using the PowerDEVS
simulation software.
Comparisons on two example models were performed, demonstrating the increased efficiency of QSS3 over the standard DASSL solver.
The proposed OMPD interface utilizes code generated by the OpenModelica compiler, therefore comparisons must be performed between
QSS3 and the DASSL solver of OpenModelica, where we achieve a
more than 20-fold decrease in the required CPU time.
Furthermore, comparisons show that the efficiency of QSS3 simulations using code generated by the OMC is comparable to simulations
run in Dymola using the built-in DASSL solver, in spite of the fact that
Dymola offers much more sophisticated model preprocessing, such as
a well-tuned tearing algorithm for the efficient simulation of models
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involving algebraic loops. Hence we are very optimistic that there
would result a significant gain in simulation efficiency if the OMPD
interface were to be implemented as part of the back end of the Dymola compiler even in a single-processor implementation, i.e., without
exploiting the fact that QSS-based solvers are naturally asynchronous
and can therefore be much more easily and elegantly distributed over a
multi-core architecture for efficient real-time simulation.
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4
S TA N D - A L O N E Q S S S I M U L AT I O N O F M O D E L I C A
MODELS

Originally, QSS algorithms were implemented under DEVS simulation
engines such as PowerDEVS (Bergero and Kofman 2010). While these
implementations were correct, some features of the DEVS engines
introduced a large overhead. Recently, a family of stand–alone QSS
solvers were developed in order to overcome this issue (Fernández and
Kofman 2012). The new solvers achieve a speed-up of one order of
magnitude over DEVS implementations.
The stand–alone QSS solvers simulates models described in a C language interface that contains the ODEs and zero crossing functions as
well as additional structural information needed by the QSS algorithms.
The C interface can be automatically generated from a simple ODE
description by a tool developed for that purpose.
In Chapter 3 an interface between OpenModelica and PowerDEVS
(OMPD interface) has been implemented and analyzed taking a first
step towards using QSS solvers in the simulation of general Modelica
models. The interface allows the automatic transformation of large–
scale models to the DEVS formalism in a suitable way, thus enabling
simulation in the PowerDEVS environment using QSS methods. However, as this interface uses a DEVS engine it suffers from the previously
mentioned overhead issues.
In the current chapter, we extended the OpenModelica Compiler
(OMC) in order to automatically translate regular Modelica models
into a subset of the Modelica language called µ–Modelica. Then, we
developed a tool that automatically generates the C interface structure
needed by the stand–alone QSS solver from the µ–Modelica description
and simulates it. In this way, our work enables Modelica users to
exploit the benefits of QSS solvers directly from the OpenModelica
environment without any further knowledge, using them just like any
other traditional solver. The content of this chapter is based on material
published in (Bergero et al. 2012).
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4.1

introduction

As we mentioned above, the stand–alone QSS solver has a tool to
extract the structural information from a simple ODE description. In
order to exploit this feature, we first developed a language called
µ–Modelica and then we extended the stand–alone QSS parser so it
understands this language and converts it into the ODE description
used by the stand–alone QSS solver. Then, we extended the OMC so
that it generates µ–Modelica models from regular Modelica models.
In this way, regular Modelica models can be automatically simulated
by the stand–alone QSS solvers. In Figure 4.1 we see the complete
compilation and simulation process involved.

Figure 4.1.: Pipeline of the compilation/simulation process
Below, we first introduce the µ–Modelica language and then we
describe the translation process from Modelica to µ–Modelica
4.2

the µ-modelica subset

The language µ–Modelica was defined to be a subset of Modelica as
close as possible to the ODE description accepted by the stand–alone
QSS solver. µ–Modelica contains only the necessary Modelica keywords
and structures to define an ODE based hybrid model.
The µ-Modelica language has the following restrictions:
• The model is in a flat form, i.e. no classes are allowed.
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• All variables are Real and there are only three classes of variables:
continuous states (x[]), discrete states(d[]) and algebraics (a[]).
• Parameters also belong to class Real and they can have arbitrary
names.
• Equations are given in explicit ODE form.
• An algebraic variable a[i] can only depend on previously defined
algebraic variables (a[1:i-1]).
• Discontinuities are expressed only by when clauses inside the
algorithm section. Conditions on when clauses can only be relations (<, ≤, >, ≥) and, inside the clauses, only assignment of
discrete state variables (d[]) and reinits are allowed.
This restricted language is not meant to be used by an end user,
but only as an intermediate language between OpenModelica and the
QSS solver. The end user is supposed to use the complete Modelica
language and then use the OMC to get a µ-Modelica file. Although,
the µ-Modelica is supposed to be generated automatically, the choice
of representing the explicit ODE reduced model with a subset of the
Modelica language, enables a user who is familiar with Modelica to
directly encode his model into µ-Modelica and have it simulated using
the QSS methods and the stand–alone solver. Finally, as depicted in Fig.
4.1, since µ-Modelica is a subset of Modelica, it can be directly fed back
to the OMC compiler for further processing or directly simulated in
a Modelica–based environment to obtain comparable results between
classical numerical and QSS solvers.
4.3

simulating µ–modelica models with the stand–alone
qss solver

As we mentioned above, the QSS solver includes a parser that extracts
all the structural information from an ODE representation.
This parser was extended in order to understand µ–Modelica language. After this extension, the parser performs the following actions:
• It recognizes Modelica keywords for parameters, and discrete
states.
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• It takes equations of the form der(x[i])=expr(), generating the
corresponding ODE and structural information.
• It recognizes clauses of the form when expr1>expr2 then, generating a zero crossing function zc=expr1-expr2 with a handler for
the positive crossing containing the expressions that are found inside the clause. If it then finds a clause elsewhen expr1<expr2 then,
it generates the handler for the negative crossing.
• It also generates the structural information corresponding to the
zero–crossing functions and the handlers.
Using this information, it generates the Incidence Matrix of the
system and a model definition with one separate ODE function for
every state variable. The dependencies between algebraic and discrete
variables and the ODE functions are also computed.
We need to note here that the stand–alone QSS solver performs all the
structural and dependencies computation that we needed to perform in
Chapter 3 in order to provide the DEVS structure that was encoded in
the .pds file. Therefore, the task has been significantly simplified and
made more transparent.
4.4

converting modelica models to µ-modelica

In order to complete the process of simulating regular Modelica models
with the stand alone QSS solver, we added a new output target for
the OMC to generate µ-Modelica models. As discussed also in Section
3.5.2, OMC is, currently, mature and advanced enough to process any
Modelica model (including complex ones, e.g. multibody systems),
perform all necessary steps (e.g equation simplification, sorting and
optimization) and delivers a flat, optimized, explicit ODE system of
equations via symbolic index reduction. Furthermore, it identifies
algebraic loops and produces the necessary code to resolve them and
recognises zero–crossing conditions and the corresponding handling
functions.
Therefore, we exploit the information and structures generated in the
backend of OMC and process them as follows:
1. Find the continuous state variables (those where the der operator
is used), algebraic variables (those solved in the ODE equations
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that are not states), and discrete state variables (those defined
as discrete, including Integer and Boolean variables.). Boolean
variables are replaced by real valued variables where 1.0 is true
and 0.0 is false.
2. Continuous state, discrete state and algebraic variables
(Real x[], Real d[], Real a[]) are declared and their initial
values are assigned in an initial algorithm section. 1
3. Parameter names are changed replacing the dot operator with an
underscore. This is done for all identifiers.
4. The optimized, sorted system equations are listed sequentially in
explicit representation. We need to clarify here that although QSS
methods require an explicit ODE system as input, we are able to
handle also index-1 DAE systems via the µ-Modelica interface,
as we can handle simple algebraic equations and loops. There
should appear no discontinuous expression in the ODE equation
part,
5. As a consequence of the sorted equations, every algebraic variable
a[i] can only depend on previously defined algebraic variables
(a[1:i-1]).
6. If the equation is part of an algebraic loop, an external solving C
function is generated and a call to that function is generated in
the µ-Modelica (see Section 4.4.1).
7. For each zero–crossing function, when and elsewhen clauses are
generated. The extra elsewhen is necessary to assign different
values to the discrete state variable associated with the crossing
function (see Section 4.4.3).
8. sample operators are expanded using an extra discrete state variable (see Section 4.4.2).
9. elsewhen clauses are emitted as regular when in the algorithm
section.
1 In the initial µ–Modelica implementation discussed in (Bergero et al. 2012), each
appearance of continuous state, discrete state and algebraic variables had to be replaced
by their corresponding µ–Modelica alias x[], a[] or d[]. This is not the case any
more and all identifiers can be kept as they are.
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4.4.1

Algebraic Loops

As the QSS methods do not handle algebraic loops by themselves,
when the original Modelica model contains a (possibly non–linear)
algebraic loop, it will be detected by OMC (as a block of equations in
the BLT) and µ-Modelica will include the necessary code to solve it.
For example, let’s suppose that the Modelica model contains a set of
nonlinear implicit equations:
...
equation
C*der(x1) = 1-y;
y = C*(x1-x2)^0.75;
y = C*(x2-3)^0.75;

Then in µ-Modelica a new function fsolve1 is added that is responsible for solving the algebraic loop containing variables y and x2, sorts
the equations and brings them in explicit form:
...
function fsolve1
input Real i0;
output Real o0,o1;
external "C";
end fsolve1;
equation
(x2,y) = fsolve1(x1);
der(x1) = (-(1/(C))*(y-1));

together with a C function that solves the loop using GNU Scientific
Library (GSL) (Galassi 2009).
void fsolve1(double i0,double *o0, double *o1,) {
...
*o0 = ...
*o1 = ...
}

This call indicates that variables y and x2 are computed by a simple
C external function, so the QSS parser treats it as a regular function for
obtaining the structural information.
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In the mentioned external function we improved what was done by
OMC taking into account a feature of linear algebraic loops. A linear
algebraic equation usually has the form A · z = b (with z being the
unknown), where A usually depends on discrete state variables only.
Thus, when the change in the continuous state variable only affects the
term b, then it is not necessary to invert matrix A in that step.
4.4.2 Sample()
Sample operators, currently, have to be expanded with the use of an
extra discrete variable that gets updated at the specified frequency. For
example,
...
equation
when sample(100,T) then
x = 10;
end when;

is being expanded to
...
discrete Real samplePoint;
...
initial algorithm
samplePoint:=100;
algorithm
when time > samplePoint then
x:=10;
samplePoint:=samplePoint + T;
end when;

4.4.3 Discontinuity Translation
In general, for each zero–crossing function we need to provide the
equivalent when and elsewhen clauses in the algorithmic section.
We know that if–expressions can be directly mapped to if–equations. If–
equations define different behavior in different operating regions. For
example, the expression value = (if cond then exp1 else exp2)
can be translated to:
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if (cond) then
value = exp1;
else
value = exp2;
end if;

Therefore, we need to handle only if–equations. In the general setting,
if–equations of the form:
if (cond) then
exp1 = exp2;
else
exp3 = exp4;
end if;

are transformed to a simple equation which remains in the equation
section:
dcond*exp1 + (1-dcond)*exp3 = dcond*exp2 + (1-dcond)*exp4

where dcond is a discrete variable 2 that takes the value 1 when the
condition is true and 0 otherwise, in a when/elsewhen–statement in
the algorithmic section (the ~cond corresponds to the negation of the
condition):
...
algorithm
when cond then
dcond:=1;
elsewhen ~cond
dcond:=0;
end when;

When–statements and When–equations are handled in a more straightforward way since they express equations that are valid only at event
timepoints and can be directly mapped to the when–statements in the
algorithmic section of µ-Modelica. When–equations can only contain
equations of the form var = exp1, therefore it is enough to replace
the equation by an assignment (remember that equations have been
causalized) in the corresponding when–statement of µ-Modelica.
2 Actually in practice pre(dcond) is used to ensure the correct handling at event timepoints
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We can now provide an example of translating the discontinuous
part of the following Modelica toy model:
model DiscontinuousSystem
Real x(start = 0, fixed = true);
Real y(start = 0.5, fixed = true);
discrete Real z(start = 1);
equation
der(x) = y;
der(y) = if abs(x) < 1 then x else -x;
when x > 2 then
z = -pre(z);
end when;
end DiscontinuousSystem;

First of all, the condition contained the discontinuous function abs()
gets replaced by a discrete variable z_0 which then is being set accordingly in an appropriate when–statement (the same is being done for all
discontinuous functions, like floor, ceil, max, min etc):
der(y) = if z_0 < 1 then x else -x;
when x>0 then
z_0:=x;
elsewhen x <0 then
z_0:=-x;
end when;

Then, the if–expression is being processed like discussed before and
converted to an equation, while an extra discrete variable z_1 is added
with the corresponding discontinuity:
der(y) =

pre(z_1)*x + (1-pre(z_1))*(-x);

when z_0<1 then
z_1:=1;
elsewhen z_0>=1 then
z_1:=0;
end when;

After further optimizations the following µ-Modelica model is reached:
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model DiscontinuousSystem
Real x(start = 0);
Real y(start = 0.5);
discrete Real z(start = 1);
discrete Real z_0;
discrete Real z_1;
equation
der(x) = y;
der(y) = 2*x*pre(z_1)-x;
algorithm
when x>0 then
z_0:=x;
elsewhen x<0 then
z_0:=((-x));
end when;
when z_0<1 then
z_1:=1;
elsewhen z_0>=1 then
z_1:=0;
end when;
when x>2 then
z:=((-pre(z)));
end when;
end DiscontinuousSystem;

4.4.4

External Functions

Currently, including external functions is supported only in the case of
external C functions (as shown in the algebraic loops section) and not
for modelica functions.
4.4.5

Reinit statements

The reinit operator has been included in µ–Modelica therefore it can
be directly applied, as in the following example where the reinit() is
simply moved to the algorithmic section:
...
algorithm
when x < 1 then
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reinit(y, -5*pre(y));
end when;

4.4.6 Arrays
Arrays are also currently supported in µ–Modelica to allow for the
specification of large models with repeated structure. We provide
below a simple example to show a potential usage:
model arrays
...
constant Integer N = 2500;
Real x[N];
discrete Real d[N];
...
initial algorithm
for i in 1:N loop
x[i]:=10;
d[i]:=0;
end for;
...
equation
for i in 1:N loop
der(x[i]) = 0.5*d[i] - x[i];
end for;
algorithm
for i in 1:N loop
when x[i] - 5 > 0 then
d[i]:=1;
elsewhen x[i] - 5 < 0 then
d[i]:=0;
end when;
end for;
...
end arrays;

4.4.7

A practical example

For example a model of a bouncing ball in Modelica:
model bball1
Real y(start = 1),v,a;
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Boolean flying(start = true);
parameter Real m = 1;
parameter Real g = 9.8;
parameter Real k = 10000;
parameter Real b = 10;
equation
der(y) = v;
der(v) = a;
flying = y>0;
a = if flying then -g else -g - (b * v + k * y)/m;
end bball1;

would be translated to µ-Modelica as follows:
model bball1
Real y, v, a;
discrete Real flying;
parameter Real m = 1.0;
parameter Real g = 9.8;
parameter Real k = 10000.0;
parameter Real b = 10.0;
initial algorithm
y:=1;
v:=0;
a:=0;
flying:=1;
/* Equations */
equation
der(y) = v;
a = -flying * g + (1.0 - flying) *
(((-b) * v + (-k) * y) / m - g);
der(v) = a;
algorithm
/* Discontinuities */
when y > 0.0 then
flying := 1.0;
elsewhen y < 0.0 then
flying := 0.0;
end when;
end bball1;
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We see easily that the model has two continuous states, one algebraic
and one discrete state variable together with a discontinuity on y that
updates the discrete state.
4.5

examples and simulation results

In this section we analyze the results obtained using the tools presented
in this work.
4.5.1 Benchmark Framework
As benchmark problems we focused on two systems exhibiting heavily
discontinuous behavior, namely a buck converter and a DC-DC buck
interleaved circuit.
For each of the examples we used the modified OMC (r11645) to
generate the corresponding µ-Modelica model and then the QSS solver
to simulate them. In each case, we compare the run-time efficiency and
accuracy of the QSS methods against the standard DASSL solver of
OpenModelica v1.8.1.
In order to measure the execution time for each simulation algorithm,
the reported simulation time from each environment was used. Although OpenModelica provides several ways to measure the CPU time
needed for simulation (including a profiler) we observed significant
differences in the reported timings. After consulting the OpenModelica
developers we finally used time ./model_executable -lv LOG_STATS
to measure the pure simulation time. We note here that the timing
results obtained in this way are significantly smaller than the ”official”
simulation time reported in the OMShell or the profiler. Therefore, the
speedups we get can be considered to be rather conservative.
Testing has been carried out on a Dell 32bit desktop with a quad core
processor @ 2.66 GHz and 4 GB of RAM and in a Intel i7-970 (32 bits)
@ 3.20GHz and 2 GB of RAM.
The measured CPU time should not be considered as an absolute
ground-truth since it will vary from one computer system to another,
but the relative ordering of the algorithms is expected to remain the
same.
Calculating the accuracy of the simulations can only be performed
approximately, since the state trajectories of the models cannot be
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Figure 4.2.: Buck Circuit
computed analytically. To estimate the accuracy of the simulation
algorithms for a given setting, reference trajectories (tref , yref ) have to
be obtained. To this end, the LIQSS2 solver was used with a tight
tolerance of 10−7 .
To calculate the simulation error, each simulated trajectory was compared against the reference solution. To achieve this goal, we forced
all solvers to output points on the same equidistant grid obtaining
simulation trajectories (tref , ysim ) without changing the integration step.
Then, the normalized mean absolute error is calculated as:
error =

4.5.2

mean(|ysim − yref |)
mean(|yref |)

(4.1)

Buck circuit

In Figure 4.2, a DC-DC converter circuit, known as Buck Circuit, is
sketched. The circuit has two continuous state variables, namely the
current through the inductor L1 and the voltage across the capacitor C1.
The presence of the switch introduces hybrid behavior to the system.
For the simulation error we focus on the C1.V state variable. The model
was simulated for 0.01 sec. and the ground-truth trajectory can be seen
in Fig 4.3.
Initially we simulated the model in OMC using the default number
of 500 output points. We observed that the DASSL solver in OMC fails
to detect and handle correctly the events. On the other hand, when we
forced OMC to output more points the error decreases because the extra
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Figure 4.3.: Buck Circuit - Simulation
evaluation needed to generate the output forces DASSL to re-evaluate
the zero crossing functions, thus detecting the events. This is why we
compared OMC’s native DASSL solver with different precisions and
different number of output points against the QSS solver using the stiff
LIQSS2 and LIQSS3 methods. The results are summarized in Table 4.1.
Indeed we observe that for 500 output points the DASSL solver in
OMC doesn’t manage to reduce the achieved error when tightening the
precision requirements, a clear sign that it fails to simulate correctly the
model. When the output points are increased to 10000 the OMC results
get closer to the ground-truth trajectory and the error is reduced.
Therefore, it makes sense to compare the runtime efficiencies for the case
of 10000 points where we clearly see that QSS methods are more efficient
than DASSL in OMC. To perform the simulation for an achieved error
of the order of 10−5 , LIQSS3 required 12 msec while DASSL needed 74
msec Therefore, the use of the LIQSS3 solver instead of the standard
DASSL in OpenModelica speeds up the simulation by a factor of
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LIQSS3
LIQSS3
LIQSS3
LIQSS3
LIQSS2
LIQSS2
LIQSS2
LIQSS2
DASSL
DASSL
DASSL

10−2
10−3
10−4
10−5
10−2
10−3
10−4
10−5
10−3
10−4
10−5

500 output points
CPU time
Simulation
Steps
(msec)
Error
4
3351
5.84E-03
8
4163
7.31E-04
12
6804
4.60E-05
20
11314
1.07E-06
4
3863
7.83E-03
8
6715
1.32E-03
12
18519
1.15E-04
32
53391
6.42E-06
22
4273
3.56E-03
28
5636
3.17E-03
32
7781
3.28E-03

10000 output points
CPU time Steps Simulation
(msec)
Error
4
3351
5.83E-03
8
4163
7.32E-04
12
6804
4.61E-05
20
11314
1.08E-06
4
3863
7.84E-03
8
6715
1.32E-03
12
18519
1.15E-04
32
53391
6.42E-06
70
5249
2.66E-04
72
5955
1.75E-04
74
7623
2.40E-05

Table 4.1.: This table depicts the simulation results of various solvers for the buck converter circuit for a requested
simulation time of 0.01 sec. The comparison performed includes required CPU time (in msec), number of
steps taken, as well as the simulation accuracy relative to the reference trajectory obtained with LIQSS2
and tolerance of 10−7 .

QSS

OpenModelica
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6x. The achieved reduction in both simulation accuracy and time is
depicted graphically in Fig. 4.4. The results are plotted in a log-log plot
where the closer the lines are to the origin the better the corresponding
algorithm performs.
Performing an internal comparison between the QSS methods, we
see that the third-order LIQSS3 method is slightly more efficient than
LIQSS2, especially when the tolerance requirement, thus the achieved
error, gets smaller. This is expected, since the LIQSS2 solver needs to
take smaller steps compared to LIQSS3 to reach the desired accuracy
(e.g. for an error of 10−6 LIQSS2 needs 53391 steps while LIQSS3
only used 11314). Thus, we can conclude that the third-order LIQSS3
algorithm should be preferred for practical applications. We see also
that as QSS algorithms provide dense output, the number of output
points does not affect the simulation timings.
Finally, another characteristic of the QSS methods is evident from the
obtained results. We verify that in general DASSL performs significantly
less steps than any of the QSS methods. However, each one of these
steps is much more complicated and time-consuming than the ones
performed in a QSS solver, as it involves -in general- estimation of the
whole function f(·). On the other hand, each step in QSS updates one
state variable, therefore requiring the evaluation of the corresponding
fi (·). As the simulated systems get bigger, more complex and sparse,
evaluating fi (·) is much more efficient than the global f(·).
−2
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LIQSS3
OMC−DASSL

Mean simulation error
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Figure 4.4.: CPU time vs Error for the buck converter model (10000
output points)
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4.5.3

Interleaved DC-DC Circuit

Figure 4.5 depicts the model of an interleaved buck converter. This
circuit is similar to the buck converter analyzed above but it contains
several switching sections that are activated at different times in order
to reduce the output voltage ripple. In this case, we consider a circuit
with four branches.
To build this model, all the components were taken from the MSL
3.1, except for the booleanDelay that implements a boolean delay that
outputs its received boolean input after a fixed period T. The delay has
no memory, i.e. when an input is received, any scheduled output is
cancelled and overwritten by the new input.
boolean pulse

boolean delays

C1

R=10

+
12 V

C=0.0001

T = 0.0001

R1

buck subsystem

L=0.0001

Figure 4.5.: DC-DC interleaved circuit
We have simulated this model for 0.01 sec. again focusing on the
capacitor voltage, getting the simulated trajectory seen in Fig 4.6. The
same experiments as for the buck circuit case were performed and listed
in Table 4.2 where we made the same comparisons as in the previous
example (Sec 4.5.2).
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Table 4.2.: This table depicts the simulation results of various solvers for the DC-DC interleaved circuit for a requested
simulation time of 0.01 sec. The comparison performed includes required CPU time (in msec), number of
steps taken, as well as the simulation accuracy relative to the reference trajectory obtained with LIQSS2
and tolerance of 10−7 .
500 output points
10000 output points
CPU time
Simulation CPU time Steps Simulation
Steps
(msec)
Error
(msec)
Error
−
2
LIQSS3 10
32
18396
1.32E-02
32
18396
1.32E-02
LIQSS3 10−3
60
33426
7.31E-04
60
33426
7.31E-04
−
4
LIQSS3 10
48
29408
1.57E-04
48
29408
1.57E-04
LIQSS3 10−5
64
39951
6.48E-06
64
39951
6.48E-06
QSS
−
2
LIQSS2 10
12
10715
4.08E-03
12
10715
4.08E-03
LIQSS2 10−3
20
29082
3.63E-04
20
29082
3.63E-04
−
4
LIQSS2 10
56
73218
1.26E-04
56
73218
1.26E-04
LIQSS2 10−5
128
198001
8.80E-06
128
198001
8.80E-06
−
3
DASSL 10
310
14421
4.96E-02
428
17571
2.37E-02
−
4
OpenModelica DASSL 10
363
22375
5.03E-02
442
18574
2.37E-02
DASSL 10−5
496
31387
5.41E-02
488
23625
5.57E-03

4.5 examples and simulation results
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Figure 4.6.: DC-DC Interleaved - Simulation
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Figure 4.7.: CPU time vs Error for the DC-DC interleaved model (10000
output points)
We see from Fig. 4.7 that for obtaining a mean error of the order of
10−3 OpenModelica’s DASSL takes 488 msec while it takes LIQSS2 12
msec and 60 msec for LIQSS3. This shows 40x and 8x speedups for
LIQSS2 and LIQSS3. The difference in timings between LIQSS2 and
LIQSS3 is because the implementation of LIQSS3 is not yet completely
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optimized and some problems are still present. Also, when asking the
QSS solver for 10000 number of output points, neither the error nor the
number of steps changes because of the dense output.
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Figure 4.8.: Comparison of the final steady state for different setups
In Figure 4.8 we show the different steady state values obtained with
different setups. We see that the discontinuity detection of OMC is
heavily influenced by the number of output steps. Here we included
Dymola 6.0 result in order to provide a generally-accepted ground-truth
solution. We note here that no timing measurements were conducted
with Dymola.
4.6

conclusions

In this chapter, the integration of the novel stand-alone QSS solvers
in the OpenModelica environment is presented and analyzed. The
implementation has been tested successfully for both correctness and
efficiency in simulating real-world Modelica models.
Comparisons on two example models were performed, demonstrating the increased efficiency of the stiff LIQSS solvers over the default
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DASSL solver of OpenModelica. Consistent speedups were achieved
and the required CPU time was reduced up to 40 times. Furthermore,
for the two systems simulated we observed that the default DASSL
solver, in the OpenModelica implementation, failed to generate the
correct results if we didn’t force many output points. Increasing the
number of output points, though, means increasing the number of steps
taken by the DASSL algorithm, thus the computation time. On the
other hand, not only the QSS solvers simulated correctly the models
at all setups but, because of the dense output they inherently generate,
the number of steps taken remains constant regardless of how many
output points are requested.
However, there still remain open problems to be addressed in the
future. First of all, our proposed solution was tested on few examples.
A larger set of models has to be simulated and tested for correctness, as
well as efficiency, of the implementation. In particular, we should focus
on large-scale hybrid models because their dynamics should uncover
the power and efficiency of QSS methods. To this end, the µ-Modelica
has to be extended to handle more complex systems.
An interesting line of research could be the utilization of the µModelica language as an intermediate language to enable other tools
to include Modelica models. Its simplicity makes the burden on the
compiler a lot lighter.
The ultimate goal is to integrate the family of QSS solvers (by use of
the µ-Modelica translation step) in OpenModelica as native solvers. To
achieve this the QSS solver should generate output results in the format
expected by the OpenModelica environment. Finally, we need to note
that work is also ongoing on improving the QSS solver itself.
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5
S I M U L AT I O N O F S M A R T– G R I D M O D E L S U S I N G
QSS METHODS

Concepts such as smart grids, distributed generation and micro–generation
of energy, market–driven as well as demand–side energy management,
are becoming increasingly important and relevant as emerging trends
in the design, management and control of energy systems. Appropriate
modeling and design, efficient management and control strategies of
such systems are currently being studied. In this line of research a very
important enabling component is efficient and reliable simulation.
However those energy models are typically large, stiff and exhibiting heavy discontinuities, and at the same time consist of interconnected multi–domain subsystems encompassing electrical, thermal,
and thermo-fluid models. Object-Oriented (O–O) languages such as
Modelica are obviously well-suited for the modeling of such systems;
however, traditional state-of-the-art hybrid differential algebraic equation solvers cannot efficiently simulate these systems especially when
their size grows to the order of hundreds, thousands, or even more
interconnected units.
The goal of this chapter is to show, through a couple of exemplary
case studies, that Quantized State System (QSS) integration methods are
ideally suited to solve models of such systems, as they scale up better
than traditional methods with the system size, and provide time savings
of several orders of magnitude, while achieving comparable numerical
precision. We will focus on two models, first a District Cooling System
taken from (Ceriani et al. 2013) and then an Energy Market with houses
as energy consumption units adapted from (Elsheikh et al. 2012). The
content of this chapter is based on material published in (Floros et al.
2014).

5.1

smart–grids

The growing interest in new paradigms for energy systems such as
Smart–Grids (SG) is posing new challenges in the control of procure-
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ment, conversion, distribution and use of energy to meet environmental
and economic objectives.
Computer simulation of SG systems is a fundamental tool for production planning and control, price regulation, logistics, etc. To carry out
the simulation one must deal with two problems. First, modeling complex SG systems involves taking into account components from various
domains such as thermal, electrical, ventilation, etc. Each component
could be developed by different specialists, possibly using different
languages or formalisms that must then be coupled to produce the complete model. SG models are commonly composed of energy production
facilities, energy transmission networks and usually hundreds or thousands of energy consumption units. Thus the modeling of these types
of systems is a difficult task. Second, once the problem is modeled,
the actual simulation of a large hybrid model (with continuous and
discrete subcomponents) can turn out to be prohibitively expensive in
terms of CPU time, as the scale of the system grows.
In the literature several research efforts show the use of Modelica as a
language for modeling SG problems (Elsheikh et al. 2012; Felgner et al.
2002; Felgner et al. 2006; Sodja and Zupancic 2009; Wetter 2009; Wetter
2011). State-of-the-art Modelica simulation tools generate simulation
code that solves the differential equations using classical numerical
integration methods, such as Euler, Runge-Kutta, or DASSL, which are
based on time discretization.
5.2

related work

The goal of this chapter is to study the application of QSS methods to
Smart Grid problems described in the Modelica language. To the best
of the authors knowledge, this problem was never studied previously.
The application of QSS methods to Modelica models was studied in
(Bergero et al. 2012; Floros et al. 2011; Floros et al. 2010), showing the
benefits of QSS methods for problems with frequent discontinuities.
Also the use of QSS methods (not using Modelica) for a large hybrid
sparse load management problem was studied in (Perfumo et al. 2012).
The use of the Modelica language for Energy Management problems
was studied in (Elsheikh et al. 2012; Felgner et al. 2002; Felgner et al.
2006; Sodja and Zupancic 2009; Wetter 2009; Wetter 2011) showing the
powerful advantages that the language offers to this set of models.
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An advanced control system for the optimal energy management
of a building cooling system is studied in (Ceriani et al. 2013). In this
system, a centralized facility produces chilled water that is then distributed among a certain number of thermal zones (e.g. small houses
or apartments). The optimal control algorithm requires multiple simulations of the whole system model for different parameter settings. A
simplified, equation-based version of that model is presented in this
chapter. Although the original system was designed for a reasonably
low number of users (5 to 20, i.e., a micro-grid), this simplified model
is representative of a larger class of systems with a centralized heat or
cooling source, and many end users with their independent control systems. Such systems can easily scale up to contain hundreds, thousands,
or even more individual units. The controllers have also been simplified
in this work, as the achieved speed-up factor is not depending on the
specific control laws, but rather on the efficient way the QSS algorithm
exploits the sparsity and weak coupling of the system model, combined
with the efficient event handling.
5.3

case studies

In this section we present two case studies. First a District Cooling
System and second an Energy Market model. As stated before, the
Modelica language is suitable for describing multi-physics and energetic
problems like SG models. In fact there are Modelica libraries for
modeling energetic problems that help the development process.
The QSS stand–alone solver accepts models described in a subset of
the Modelica language, therefore all models used in the chapter are
coded in this simplified language called µ-Modelica. Being a subset
of the complete language, µ-Modelica is accepted by all the Modelica
simulation tools enabling us to simulate the same model both in OpenModelica and in the QSS stand–alone solver. For more information
regarding the transformation of Modelica to µ-Modelica models we
refer the reader to (Bergero et al. 2012).
5.3.1 Case Study I: A District Cooling System
As mentioned above, the District Cooling System is adapted from
(Ceriani et al. 2013) and consists of the following elements:
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Figure 5.1.: District Cooling System model graphical representation (a)
and, in more detail, the submodel used for each zone (b).
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• The Cooling Plant that generates cooling power used to control
the temperature of a cooling load.
• The Chilled Water Circuit that connects the cooling plant to the
cooling load allowing heat transfer between the two.
• The Cooling Load that transfers heat to the chilled water circuit.
The load is composed by a group of zones affected by heat exchange with the outside ambient and by internal heat gains such
as occupants and office equipment. The chilled water circuit
exchanges heat with the zones by means of fan coils.
• The Chilled Water Temperature Controller that keeps circuit temperature at a specified set-point. The control variable is the cooling
plant cooling power set-point.
• The Zone Temperature Controller that keeps each zone at the desired
temperature. The control variable is the fan coil valve opening.
In the following paragraphs, the model adopted for each element is
described.
cooling plant The cooling plant is simplified to deliver exactly
the energy needed for the Chilled Water Circuit set-point QC SP .
chilled water circuit Chilled water circuit dynamics are described using a lumped RC model. The following power balance
equation can be written:
CCW

dTCW
=
dt

N

∑ (QZA i (t) − QC (t))
i

where TCW is the circuit temperature and CCW its thermal capacity.
Q ZA i is the heat exchanged with the i-th zone and QC (t) is the cooling
power contribution provided by the Cooling Plant. Heat losses in the
circuit are neglected.
cooling load Zones are modeled as lumped RCs as well. Their
power balance equation is:
CZA

dTZA i
= − Q ZA i + k out ( TOA (t) − TZA i (t)) + Q I NT i (t)
dt
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Figure 5.2.: In (a) the simulated trajectory of the temperature state variable in zone 10 is plotted against the ambient temperature,
for the District Cooling System model. In (b) is depicted the
number of the people being present in zone 10 over time.
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where TZA i is the zone temperature and CZA its thermal capacity, Q ZA i
is the heat exchanged with the chilled water circuit, XC,Z i is the heat
exchanger valve opening, and Q I NT i is the heat produced by zone
occupants. Q ZA i evolves according to the following expression:
τex · Q̇ ZA i (t) + Q ZA i (t) = XC,Z i (t)k cw ( TZA i (t) − TCW (t))
where τex is the heat exchanger time constant. It is worth noticing that
the introduction of the exchanger dynamics has the twofold purpose
of a more accurate modeling and of obtaining a stiff model in order to
test the QSS solver’s performance in such conditions. Q I NT i is modeled
according to the following polynomial function of the zone temperature:
2
Q I NT i (t) = ( p1 TZA
i ( t ) + p2 TZA i ( t ) + p3 ) npeople i ( t ),

where npeople i is the number of zone occupants. Such a model is
proposed in (CIBSE Guide A: Environmental Design 2006) where suitable
coefficient values p1 , p2 and p3 can be found.
The number of occupants is generated by a simple stochastic model:
the next arrival/departure time of a person is given by a fixed time
(1000 seconds) plus a uniform random variate between 0 and 1000
seconds. At each event, a person either comes in or leaves with a 50%
probability. This model does not represent any specific realistic pattern
for the coming and going of occupants, for example by capturing the
fact that people will all arrive in the morning and leave in the evening
in the case of office buildings, or in the case of home dwellings that
people will arrive in the evening and leave in the morning. However, it
serves the purpose of generating a number of uncorrelated among each
other time events, whose density in time grows with the number of
zones. This assumption is not critical for the conclusions we want to
draw, since the interesting feature for our comparisons is the existence
of frequent discontinuities and not the actual pattern which triggers
the discontinuous behavior.
chilled water temperature controller A PI controller is
adopted to control chilled water circuit temperature. The control variable is the power set-point for the cooling plant QC SP . Since no dynam-
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ics are considered for the chillers, the power set-point coincides with
the actual power generated. The controller is modeled as follows:
żC,CW (t) = −

k
k I,CW
· zC,CW (t) + I,CW · QC SP (t)
k P,CW
k P,CW

QC SP (t) = Φ[0,QC,max ] (k P,CW · eC,CW (t) + zC,CW (t))

eC,CW (t) = TCW (t) − TCW SP (t)

where zC,CW (t) is the integral state, k P,CW and k I,CW are the PI gains,
and Φ[a,b] (·) is the saturation function:



 a, x < a
Φ[a,b] ( x ) = x, x ∈ [ a, b]


b, x > b.
zone temperature controller Each zone temperature is controlled by a PI controller as well. The control variable is the heat
exchanger valve opening XC,Z , spanning the range [0, 1].
żC,Z (t) = −

k I,Z
k
· zC,Z (t) + I,Z · XC,Z (t)
k P,Z
k P,Z

XC,Z (t) = Φ[0,1] (k P,Z · eC,Z (t) + zC,Z (t))

eC,Z (t) = TZA (t) − TZA SP (t),

model scaling The presented model is designed to scale with
the number of zones N, while providing a reasonable behavior for all
controlled variables. For this purpose, certain model parameters are
proportional to the number of zones N. In particular, the cooling plant
maximum power QC,max and the cooling plant controller (chilled water
temperature controller) gains k I,CW and k P,CW are proportional to N.
The chilled water circuit thermal capacity CCW is also linearly scaled
with the number of zones N.
5.3.2

Case Study II: An Energy Market

The Energy Market model was introduced in (Elsheikh et al. 2012) as
a toy model written in Modelica and capturing many of the aspects
typically found in realistic smart grid applications. The interactions
between the different components in the Energy Market model are
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Figure 5.3.: Energy Market model graphical representation (a) and, in
more detail, the submodel used for each house(b)
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graphically sketched in Fig. 5.3. The model consists of the following
components:
environment We assume that the temperature of the environment
is given by a sinusoidal function:
Tamb = Tamb + ∆Tsin(ωt + φ)
where the mean temperature Tamb is set to 10o C, while the frequency
and offset are selected such that the minimum temperature is reached
every midnight.
heaters Each house has a heater that is controlled by an agent that
switches it on and off, according to:
Q̇iheater



=

0
Pheat

if Ti > Timax
if Ti < Tmin

(5.1)

walls Each house has one wall that acts as a thermal resistor with
the heat flow given by:
Q̇iwall =

1
( Ti − Tamb ),
Rth

(5.2)

where Rth is the thermal resistance of the wall.
windows We assume that each house has one window that exhibits
a stochastic behavior. More specifically, we assume that the opening
time of each window is drawn randomly from a uniform distribution.
It is closed again a random amount of time later.
openNextT [i ] ∼ U ( pre(openNextT [i ]) + 1000, 50)

closeNextT [i ] ∼ U (openNextT [i ]) + 100, 200),

Each time a window is open, heat is exchanged between the environment and the house according to:
Q̇iwindow = G ( Ti − Tamb ),
where G is a large heat conductance constant.
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agents Each house has a simple controller that controls the heater
settings optimizing the power consumption. The agent turns the heater
on at a lower goal temperature Tmin and turns it off at an upper temperature Tmax . If the energy price calculated in the energy market exceeds
alt .
a threshold pmax , the agent decreased the upper level Tmax to Tmax
Timax



=

Tmax
alt
Tmax

if p < pmax
if p ≥ pmax

(5.4)
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Figure 5.4.: Simulated trajectories of the average temperature in the
houses against the ambient temperature for the Energy
Market model.

houses Houses act as energy consumption units. The temperature
inside each house is related to the heat flows described in the previous
paragraphs with the following formula:
Ṫi =

1
( Q̇heater − Q̇iwindow − Q̇iwall )
ρVCth i

(5.5)

The energy consumed per unit of time for a specific house is the
power of its heater integrated over a time unit, as given by:
Ei = Q̇iheater · tunit

(5.6)
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energy market The energy market component simulates the behavior of an energy price regulator for the whole network. According
to the estimated energy price the house agents decide if they should
reduce the energy consumption or not. Various energy price models
could be employed, but for simplicity we choose to linearly relate the
energy price to the mean energy consumed in the houses:
p = p + p1 ×
5.4

1
N

N

∑ Ei

i =1

results

In this Section we show the simulation results for the two models
presented in Section 5.3. The actual µ–Modelica model used for the
simulation of the District Cooling System is provided in Listing A.1,
while for the Energy Market model in Listing A.2. We compare the
runtime efficiency and quality of the solutions obtained by different
integration methods for different system sizes and tolerance values.
Simulation Benchmark
The simulation benchmark is as follows:
• Runge-Kutta and DASSL results were computed using OpenModelica 1.9.1 (r18381) (RML version).
• LIQSS2,3 and QSS3 results were computed using the QSS Stand
Alone Solver from (Fernández and Kofman 2012) r645.
• The simulation platform is a Dell 32bit desktop with a quad core
processor @ 2.66 GHz and 4 GB of RAM.
• The Jacobian matrices of the presented models are quite sparse
and banded. This information could be exploited by all algorithms
to make the simulation more efficient, however this has not been
investigated for DASSL and Runge-Kutta methods. The QSS
methods exploit this fact natively without having to get any
information on the structure of the Jacobian matrix.
Calculating the accuracy of the simulations can only be performed
approximately, since the state trajectories of the models cannot be
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computed analytically. To estimate the accuracy of the simulation algorithms for a given setting, reference trajectories (tref , yref ) were obtained
using LIQSS3 with a tight tolerance of 1 · 10−9 on an equidistant grid
consisting of 5000 points. To calculate the simulation error, all methods
were forced to output points on the same equidistant grid, without
changing the integration step, thus obtaining simulated trajectories
(tref , ysim ). Then, the mean absolute error is calculated as:
error = mean(|ysim − yref |).

(5.7)

Regarding the error calculation we have to note that special care
had to be taken in order to achieve comparable solutions from two
independent runs of each model, since both models are based on the
generation of random event sequences. To this end, we implemented
a special random generator that, at every call, outputs the seed for its
next call. Therefore, starting from the same seed, two independent
model simulations generate the exact same sequence of random events.
The measured CPU time (simulation time) should not be considered
as an absolute ground-truth since it will vary from one computer system
to another, but the scaling of the algorithms as well as their relative
ordering is expected to remain the same. Another important aspect
is that, in order to objectively compare the simulation time needed by
different algorithms we did not compare the time measurements of the
algorithms for the same requested tolerance, but for the same achieved
error.
5.4.1 Case Study I
The District Cooling System model is a comparatively stiff model and
this becomes apparent when comparing the measured CPU time of the
QSS3 and LIQSS methods in Fig. 5.5. This is confirmed by estimating
the different time constants. The time constants of the temperature
controlled zone (∼ 3, 8 × 103 sec) and of the temperature controlled
chilled water circuit (∼ 7, 5 × 103 sec) proved to be greater by three
orders of magnitude than the time constant of the heat exchanger (∼ 1
sec).
Regarding the scaling of the algorithms, Fig. 5.5 suggests that DASSL
scales quadratically (∼ 6N 2 ), while QSS methods scale linearly with the
number of variables (∼ 3N). Due to the time constraints for the present
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Figure 5.5.: Simulation time for varying size of the District Cooling
System model. All algorithms achieve a mean error of order
10−4 .
study we had to stop the DASSL experiments at N=300, but the linear
scaling of the QSS methods allowed us to test their performance up to
N=3000, thus for a 10 times larger model.
Besides time, another factor that prohibited us from performing
further experiments with DASSL on larger models, was that the OpenModelica compiler failed to compile larger models. For the largest
model, that all methods could simulate (N=300), the LIQSS methods
are about three orders (1000 times) faster than DASSL (60 sec compared
to 60 × 103 sec).
Finally, a very interesting and useful aspect of the QSS methods is
that they exhibit a strong correlation between the requested tolerance
and the achieved error. This correspondence is depicted in Fig. 5.6a for
the LIQSS2 method (the other QSS methods exhibit similar behavior).
In contrast, the performance of DASSL was only slightly affected by
changing the requested tolerance. This is a very important feature of
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Figure 5.6.: District Cooling System model - Mean Simulation Error
(a) and Simulation Efficiency (b) for LIQSS2 and varying
requested tolerances.
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the QSS methods as it allows the user to exploit the trade-off between
computational speed and achieved error. Indeed in Fig. 5.6b, we see
that a user who is willing to sacrifice one order of simulation accuracy
will be rewarded by a simulation that executes roughly ten times faster
when using LIQSS2.

5.4.2

Case Study II

As the Energy Market model is not stiff we simulated it in OpenModelica using both DASSL and the fourth-order explicit Runge-Kutta
algorithm. The measured simulation timings are shown in Fig. 5.7
where all methods achieve a mean error of order 10−5 . The scaling
of the algorithms, as well as their relative performance, agrees with
the one obtained for the District Cooling System model. However, all
methods perform better on this benchmark, because it is a simpler
model in general.
More precisely, DASSL scales quadratically with the number N of
variables (∼ 2N 2 ) while Runge-Kutta scales linearly (∼ 5N) since it is
an explicit algorithm and does not have to perform any matrix inversion
calculations. All three QSS methods exhibit a linear scaling (∼ N) with
the explicit QSS3 being marginally faster than the LIQSS3 algorithm
(QSS3 needed 250 sec for N=10000, while LIQSS3 270 sec). For N=300,
the LIQSS methods are over three orders more efficient than DASSL
and over two orders more efficient than Runge-Kutta (10 sec compared
to 5000 × 10 sec and 180 × 10 sec respectively).
Besides the linear scaling of the QSS methods becomes prominent
their advantage over classical methods when simulating large sparse
hybrid models with discontinuities. Each variable is being updated
locally at its own speed, with no need of making global computations
on the whole system matrix. Furthermore, discontinuities are being
handled as native simulation steps without the need of backtracking
to detect the zero–crossings. Therefore, we observe that even though
Runge-Kutta methods scale linearly with the system order just like the
QSS methods, the latter are much more efficient than the former. QSS
methods can simulate a system with N = 10000 states within the same
execution time as a Runge-Kutta algorithm needs to simulate a much
smaller system with N = 300 states.
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Figure 5.7.: Simulation time for varying size of the Energy Market
model. All algorithms achieve a mean error of order 10−5 .

5.5

conclusion

In this article we study the use of Quantized State System (QSS) integration methods for Smart–Grid (SG) simulation problems. The QSS
methods have certain features (intrinsic sparsity exploitation, semiimplicit stiffness treatment and efficient discontinuity handling) that
make them suitable for simulating SG models.
After analyzing two large hybrid SG models and comparing the
efficiency and the quality of the solution obtained by the QSS methods
against standard numerical integration methods we can conclude that:
• In both cases QSS methods outperform DASSL (and Runge-Kutta)
by more than two orders of magnitude in terms of simulation
speed, while at the same time, achieving a comparable simulation
error.
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• The QSS methods scale linearly with system size, while DASSL
scales quadratically. The Runge-Kutta solvers also scale linearly,
but they are far less efficient than their QSS competitors nevertheless.
• In both examples the QSS stand–alone simulator is able to handle
larger model without running out of memory.
• We were able to simulate with the QSS methods up to 1000 times
larger models than with DASSL, while still needing much less
time to perform the simulations.
However, there still remain open problems to be addressed in the
future. First of all, we need to perform experiments with a larger set
of models typically used in the SG community, while at the same time
testing more numerical integration methods against the QSS family. We
note here that other implicit methods included in the OpenModelica
environment, such as Radau and Lobatto, have been tested but failed to
simulate the models. A necessary step that has to be performed in the
future is including the family of QSS methods as integration methods
in OpenModelica.
Finally, an interesting line of research could be the utilization of QSS
methods in energy optimization algorithms, such as the one proposed
in (Ceriani et al. 2013).
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Part II
L O A D B A L A N C I N G F O R PA R A L L E L Q S S
S I M U L AT I O N

6
THEORETICAL CONCEPTS OF LOAD BALANCING
F O R PA R A L L E L Q S S S I M U L AT I O N

Parallel computing consists of employing multiple resources to solve
a computational task. Typically, the task is broken into several parts
that can be solved concurrently and each part is further broken down
to a series of instructions that are then executed in parallel on a set of
different processors/cores.
As application models grow larger and more complex, classical serial simulations on a single core prove more and more inappropriate.
Computational time can increase dramatically (remember that widely
used solvers have a O( N 3 ) complexity), while computational resources
(e.g. memory) are quite limited. Parallel numerical simulation can
significantly speed up the simulations while at the same time enabling
the study of larger problems.
A key component of parallel scientific computing is the appropriate
assignment of computational work to the availabe processors. In the
following chapters, the goal is to enable the efficient parallel simulation
of Modelica models using QSS methods. To this end, the important
problem of the load balancing of a parallel QSS simulation is investigated and experimental results are obtained that demonstrate the
successful solution. More formally, the goal can be defined as:

Given a set of processors P , a parallel implementation of
the QSS solver and a Modelica model M to be simulated,
we want to perform the simulation of model M in parallel,
minimizing the computational time needed for the simulation as well as keeping the simulation error small. In other
words, we want to distribute the computation load of the
QSS simulation over the set of P processors in an optimal
and efficient way.
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6.1

Load Balancing

background

An important component of parallel numerical simulation is the assignment of work to processors in an optimal way. The optimality of
assignment concerns both the minimization of the achieved simulation
error as well as the minimization of the computational time/resources
needed for the simulation. In other words, the goal is - given a multicore architecture - to distribute the computations to the available
processors in such a way that a correct and efficient solution is obtained.
In general, this goal is pursued by distributing approximately equal
amounts of work among tasks, so that all tasks are kept busy all of the
time (minimization of task idle time), while attempting to minimize the
inter–processor communication/synchronization during the simulation.
The assignment of equal work to processors is called load balancing.
In the following, the term load balancing will refer to the combined
goal of minimizing inter–processor communication/synchronization,
while at the same time keeping the load as balanced as possible.Load
balancing is important to parallel programs for performance reasons.
For example, if all tasks are subject to a barrier synchronization point,
the slowest task will determine the overall performance.
We can distinguish three types of load–balancing problems:
• Static load balancing, where the assignment to processors is performed at the start of the simulation, without having any information about the actual simulation results,
• Semi–static load balancing, where the assignment to processors
occurs also at the beginning of the simulation, but extra domain
knowledge or other related information can be exploited to enhance the achieved solution,
• Dynamic load balancing, where no information is known until the
simulation takes place and the assignment to the processors is
done dynamically during the simulation course.
In this work, we only address the first two cases, of static and semi–
static, load balancing where it is obvious that the respective algorithms
are offline, since they make all decisions before the actual simulation.
On the other hand, the solution of the, more general, dynamic load balancing problem requires online algorithms that monitor the simulation
and can decide about possible workload rearrangements on-the-fly.
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In the parallel computing community, the (semi)static load balancing
task is often formulated as a graph partitioning problem, where graphs
are used to describe the computations, with vertices representing units
of computation and edges capturing data dependences. For a more
detailed reviewing of available load balancing algorithms, from the
graph partitioning perspective, the reader is referred to (Hendrickson
and Kolda 2000; Schloegel et al. 2000; Devine et al. 2005; Devine et al.
2004).
6.1.1 Static Graph Partitioning Methods
6.1.1.1 Geometric Methods
Geometric techniques (Berger and Bokhari 1987; Schloegel et al. 2000)
are widely used in the parallelization of finite element and particle
methods. They use only the geometric coordinates of objects and assign
equal object weights to the processors while grouping physically close
objects within subdomains regardless of whether or not those vertices
are highly connected. Geometric partitioning algorithms include the
Coordinate Nested Disection (CND), Recursive Inertial Bisection (RIB)
and Space Filling Curves (SFC). Typically geometric partitioners are
quite fast and easy to implement, however, since they do not explicitly
control communication, they induce higher communication costs than
graph partitioners.
6.1.1.2 Combinatorial Methods
Combinatorial partitioners attempt to group together highly connected
vertices based on the adjacency information of the graph, rather than
the coordinates of the nodes like the geometric methods. Therefore,
typically they achieve higher quality load balancing solutions with
the disadvantage of being more computationally demanding. The
most well–known algorithms is the Levelized Nested Dissection (LND),
which starts by a partition that contains a single vertex and then incrementally grows it, and the Kernighan–Lin/Fiduccia–Mattheyses
(KL/FM) (Kernighan and Lin 1970) that we review in more detail in
Section 6.3. The KL/FM algorithm assumes an initial bipartitioning of
the graph and then iteratively refines it while maintaining the balance
constraint.
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6.1.1.3

Spectral Methods

Spectral methods (Pothen et al. 1990; Schloegel et al. 2000) compute
the Laplacian of the adjacency graph G , and then compute the Fiedler
vector1 . Using the Fiedler vector a connectivity–based distance between
vertices is computed, which is then used to split the vertices in two
balanced groups resulting in a bisection. Spectral methods can in
general produce high–quality partitionings but scale quite inefficiently
when the size of the graph grows.

6.1.1.4

Multilevel Methods

Multilevel schemes (Karypis and Kumar 1998; Karypis and Kumar
1999b) are discussed in detail in Section 6.3 because this family of
graph/hypergraph partitioners is chosen to perform the load balancing
of the QSS parallel application. The multilevel algorithms are selected
for partitioning the models in parallel QSS simulations, as they are
proven to be quite efficient, while at the same time delivering quality
partitioning (Karypis and Kumar 1999a). Furthermore, the various
software platforms that implement those methods are proven to be
quite robust and extensively used in various applications in the last
decades (Devine et al. 2004; Schloegel et al. 2000; Ding et al. 2011; Nardo
et al. 2013; Puri et al. 2013; Titareva et al. 2014).
6.1.2

Dynamic Load Balancing Methods

Dynamic load balancing algorithms need to update the assignments
to processors adaptively based on the current status of the simulation with the extra constraint that the amount of data that needs to
be redistributed among the processors, in order to reach a balanced
computation, is kept minimal. They also need should be quite fast and
efficient, in order not to slow down the simulation significantly, and
their modifications to the partitionings have to be incremental.
1 The Fiedler vector is the eigenvector that corresponds to the second largest eigenvalue
of the adjacency matrix. This eigenvector which gives a measure of the connectivity of
the graph.
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6.1.2.1 Diffusion–based Methods
Diffusion–based load balancing algorithms attempt to make local transfers of work from heavily loaded processors to their more lightly loaded
neighbors (Cybenko 1989; Devine et al. 2005). Here the topology of
the parallel architecture can be exploited to provide a resource–aware
method that takes into account the actual connectivity of the processors.
By limititing the movement of vertices to neighboring subdomains,
these schemes attempt to minimize the edge cut while at the same
time maintain connected subdomains. Diffusive partitioners are also
more incremental than graph partitioners, therefore keeping the data
migration cost low.
6.1.3 Work Stealing
A related family of methods comes under the name of work stealing
algorithms. Work stealing has proven to be an effective method for
scheduling fine-grained parallel programs on multicore computers,
where underutilized processors attempt to steal threads (work) from
other processors. There are theoretical results showing that randomized
work stealing algorithms for multithreaded applications can be provably
efficient in terms of time, space and communication (Blumofe and
Leiserson 1999; Acar et al. 2013).
6.1.4 Related Work
Different approaches have been proposed for the parallelization of
hybrid ODE systems:
1. Parallelizing over the method relies on adapting the numerical solver
for parallel computation. For example, by parallelizing common
operations, like matrix inversions in implicit methods, or allowing
the computation of several time steps simultaneously, which for
the case of Runge–Kutta methods has been explored in (Houwen
and Sommeijer 1990; Rauber and Runger 1999). However limited
parallelism can be achieved, because the numerical stability of the
method is affected leading to an overall increase in simulation
time.
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2. Parallelizing over time is another alternative, but it is not promising
for time–discretization based methods as each new solution step
depends highly on the preceding steps.
3. Parallelizing over the system refers to the splitting of the model
equations in an optimal way that are then computed in parallel. A thorough investigation of this approach in the context of
Modelica, is presented in (Aronsson 2006). There methods that automatically translate Modelica models into parallel codes, which
can be efficiently executed on parallel computers, are discussed.
An important feature is the analysis of the code at a fine level
of individual expressions and a subsequent parallelization of the
equations which are represented in the form of a data dependency
graph (task graph).
Based on the work of (Aronsson 2006), a novel method of automatically generating parallel code by combining parallelization at
two abstraction levels is discussed in (Lundvall 2008). The fine–
grained automatic parallelization of the right–hand side of the
equations is combined with inline expansion of a Runge–Kutta
solver.
However, all the above approaches are targeting classical numerical
simulation using standard numerical solvers, while this work addresses
the problem of automatically parallelizing a QSS simulation. Finally,
we need to note that the nature of QSS methods and our solution to
the QSS load–balancing problem unify together all the above categories.
We already know that QSS methods operate in an asynchronous fashion, which means that a parallelization over the method is inherently
supported. Furthermore, the parallel QSS stand–alone implementation,
in Chapter 7, parallellizes over time too since each Logical Process
advances at its own pace, with some extra synchronization needed.
Finally, the supplied solution to the load–balancing of a parallel QSS
simulation targets the optimal splitting of the model in order to increase the achieved speedup, therefore addresses the third category of
parallelization over the system.
There exist platforms and programming models that handle automatically the load–balancing problem, while distributing the tasks to the
processors, such as Charm++ (Kale and Zheng 2013) and Zoltan (Boman et al. 2012). Typically, the computational tasks have to be properly
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mapped to smaller subtasks, e.g. following the Adaptive MPI framework, and then assigned to the processors (Bhandarkar et al. 2001).
However, those platforms primarily target distributed architectures,
while we are interested in a multicore QSS implementation as described
in Chapter 7. Furthemore, it is not clear how, in those cases, the programmer can enforce his own appropriate synchronization routines,
which are vital in dynamical system simulation.
In (Bergero et al. 2013a) a novel parallelization technique for the DEVS
simulation of hybrid systems has been implemented in the PowerDEVS
environment under a Real–Time Operating System (RTOS). The Scaled
Real–Time Synchronization (SRTS) algorithm avoids the cost of the global
synchronization of all processes by synchronizing the simulation time
of each sub–model against the physical clock of the RTOS. Each process
runs in sync with the real-time clock, but small synchronization errors
between individual processes are tolerated. The proposed SRTS method
enables the simulation of hybrid models using QSS methods in multi–
core environments. However, the implemented algorithm assumes a
manual splitting of the model that ensures a well–balanced partitioning.
Our work addresses this issue by providing an algorithmic way to solve
the load–balancing problem of a parallel QSS simulation. Furthermore,
in our work a parallel version of the stand–alone QSS solvers has been
used, which should speed up the simulation in comparison to the
parallel PowerDEVS implementation. Finally, our implementation does
not require that the multicore system is running a RTOS, which opens
the possibility to test the whole framework on more distributed parallel
settings/clusters etc.
In (Khaled et al. 2013) a way to automatically partition a Modelica
model, targeting a future parallel implementation based on classical
time–discretized numerical solvers, is presented and analyzed. The
authors use the stand–alone QSS solver to parse a Modelica model and
create the dependency/adjacency matrices that they need to generate a
hypergraph representation of the model dependences. Then the PaToH
software is employed to partition the generated hypergraphs. The
main differences from our work are the following: Their proposed
pipeline addresses the load–balancing issues of a parallel simulation
using classical solvers (more particularly LSODAR in the experiments)
and the QSS methods are only used as a way to partition the model into
submodels. On the other hand, we aim at a parallel QSS simulation
taking advantage of the asynchronous nature of the QSS methods
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and our proposed pipeline optimizes for this target. Furthermore,
we provide a semi–static load–balancing approach that generates and
partitions weighted versions of the computational graphs. Another
difference is that, in our work one big dependency graph is generated
consisting of all computational tasks, while in (Khaled et al. 2013)
several smaller ones are created that are partitioned separately. This
could lead to different partitioning solutions that are sub–optimal with
respect to the chosen cost function. Finally, our work provides an actual
parallel implementation of the QSS solvers and several experiments are
performed to test the impact of the load–balancing approaches in the
achieved simulation time and error.
In (Ostlund et al. 2010; Stavaker 2011) a way to simulate Modelica
models on a Graphics Processing Unit (GPU) using CUDA (Compute
Unified Device Architecture) is presented. The highly parallel structure
of modern GPUs make them more effective than general-purpose CPUs
for data-parallel algorithms. The same program is executed for each
data element over an extremely large number of small processors in
the GPU. This model fits well some Modelica features, e.g. for–loop
equations that operate over large arrays and arise typically in discretizations of partial differential equation models. However, it performs
quite poorly in general hybrid Modelica models where one has to deal
with event–detection and handling, algebraic loops, extensive communication and synchronization, features and computations that are not
handled efficiently by a GPU. In (Stavaker 2011) a prototype implementation of QSS, for a restricted set of Modelica models, is provided which
behaves quite poorly in terms of computational speed partly due to
the memory latency of copying data back and forth to the GPU device.
Over this thesis work we also attempted to provide a CUDA implementation of QSS1 method which failed due to the aforementioned
reasons.
6.2

qss computational graph

Calculations can be naturally modeled using a graph representation in
which the vertices represent computational units or tasks and the edges
represent the dependences between individual computational units.
In the general setting, a computational graph can be modeled as a
directed graph, G , with weights defined on both the vertices as well as
the edges.
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More specifically, G = (V , E , l, w), where:

V:

the set of nodes/“ smallest ” computational units

E : E ⊂ V ×V

assigns a computational weight (load) on each node

+

assigns a communication weight on each edge

l:V→R

w:E →R

the set of edges/dependences between units

+

In the case of static load balancing, that is investigated in this work,
the computational graph is also static and time–invariant. However, in
the more general setting of dynamic load balancing, the model structure
as well as the computational loads may vary over time. Therefore an
appropriate model has to capture the time dependences in an evolving
computational graph of the form: G(t) = (V (t), E (t), l (t), w(t)).
6.2.1 Load Balancing as a Graph Partitioning problem
We want to choose a partition C of the nodes into P 2 pairwise disjoint
S
S
partitions/clusters (processors) V = (C1 . . . C P ) such that:
• The sum of the node weights in each cluster is about the same
(balanced partitioning)
• The sum of all edge weights of edges connecting all different
clusters is minimized 3 .
Thus, if we denote as cost the inter-cluster communication (better
known in the literature as edge–cut):

cost(C) = edgeCut(C) =

∑ {w(u, v)|u ∈ Ci , v ∈ C j , i 6= j}

(6.1)

Ci ,C j

minimize edgeCut(C)
all C

subject to

∑

u∈Ci

l (u) =

∑v∈V l (v)
, ∀i
P

(6.2)

2 In our setting the number of partitions P is considered to be given, as the number of
processors available is known, in contrast to the typical clustering scenario
3 The reason why minimizing this quantity is a meaningful approach in order to speedup
parallel computations is discussed in Section 6.2.5, as well as in (Schloegel et al. 2000;
Devine et al. 2005; Devine et al. 2004).
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The above balanced graph partitioning problem can be shown to be
NP–complete (Andreev and Räcke 2004). Therefore, existent solutions
to the load balancing partitioning problem are derived using heuristics
and approximation algorithms (Feldmann 2012). Typically, the load
balancing constraint of Eq. 6.2 is relaxed resulting in expressions of the
form:
minimize edgeCut(C)
all C

s.t.

(1 − e )

l (v)
∑v∈V l (v)
∑
≤ ∑ l (u) ≤ (1 + e) v∈V
P
P
u∈C

(6.3)

i

where the parameter 0 < e < 1 controls how much the partition
weights can differ from the mean load and is called imbalance.
Having formulated the optimization problem in graph–theoretic
terms, the question that arises is how we can obtain, such a computational graph G , for the simulation of a generic µ–Modelica model, as
described in Section 4.2, using QSS methods and the stand–alone QSS
solver (Fernández and Kofman 2012).
6.2.2

Nodes

Unweighted QSS Computational Graph (QSS–CG)

As described in Chapters 3 and 4, in a QSS simulation the following
types of ”elementary” calculations can be identified. These will consist
the computational units, or the nodes in set V , of the QSS Computational Graph, referenced as QSS–CG onwards:
• Continuous Nodes that are responsible for calculating
ẋ1 = f 1 ( x1 , . . . , xn , d1 , . . . , dm , t) and then integrate and quantize
R
it to obtain the quantized state variables qi = Q( xi ) = Q( ẋi dt).
We could think of them as a Static Function coupled with a
Quantized Hysteretic Integrator in series.
• Discontinuous Nodes that contain a zero–crossing ck (t) and its
corresponding handler function
( x1 , . . . , xn , d1 , . . . , dm ) = hk ( x1 , . . . , xn , d1 , . . . , dm ) which updates
the necessary discrete variables d j (and possibly state variables
via a reinit statement) when the condition in the zero–crossing
function changes its value from false to true.
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• Algebraic Nodes that contain algebraic equations and variables 4 .
The QSS–CG edges in set E , denote dependences between variables
that are being computed in a node and are needed in an expression
contained in another node 5 . More specifically a directed edge eij from
node ui to node u j , also denoted as (ui , u j ), signifies that a variable (either state or discrete) computed in node ui is contained in an expression
(either equation or zero–crossing condition) of node u j . From another
viewpoint, the existence of an edge means that the destination node
is forced to be evaluated when the variable calculated in the source
node is updated (with the exception of dependences in the right–hand
side of handler equations which are executed only when the respective
zero–crossing condition is activated and not when the variables in the
right–hand side are being updated).
6.2.3 Weighted QSS Computational Graph
In the weighted case, except from the graph structure defined in the
previous section, the computational node weight function l : V → R+
as well as the communication edge weight function w : E → R+ need
to be modeled in the context of a QSS–based distributed simulation.
If those quantities are known before the simulation, e.g. from domain
knowledge, previous experiments etc, they can be used to weight the
nodes and edges of the QSS Computational Graph. However, in a
general setting, both of those quantities can be only measured after
the actual simulation takes place. Therefore, one has to estimate in
advance the activity of the various components of the simulation, which
according to our knowledge is still an open question in the modeling
and simulation community 6 .
In this work, in order to analyze if a weighted version of QSS–CG is
better suited to the load balancing task (which is expected since more
information is provided) the assumption is made that information from
4 In this work, we don’t cover this case, since we consider that the µ–Modelica model
consists of a reduced explicit ODE system of equations, and our examples didn’t need
this feature, but it is straightforward to extend the constructed graphs to include them.
5 Note that self–dependences are not included in the graph as self–edges, because they
do not affect the communication between different processors.
6 Of course in the dynamic case one could use the history data up to the current
simulation timepoint to estimate future computational load, but this is a different
topic)
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Edge
Weights

a sequential QSS simulation of the model is available. As we have seen,
a QSS simulation consists of quantized variables transitions and it is
therefore straightforward to measure, for each computed variable, how
many times it is evaluated. This measure is equivalent to the number
of function evaluations performed in the computation.
In a QSS–CG each edge eij is associated with a (positive) weight
w(ui , u j ) that represents the amount of data that is communicated from
node ui to node u j . Since the weight function can be represented as
a matrix, the notations w(ui , u j ) and wij will be used interchangeably
from now on. With the hypothesis that all variables in a QSS simulation
are quantized with a QSS method of the same order, all messages
communicated (which consist of updated variable values) should have
the same size, and therefore the communication volume of edge eij is
proportional to the total number of updates (internal transitions) of
variables computed in node ui . We shall denote this number of updates
as the weight of the self-edge wii . Thus, the edge weighting function is
modeled as:

wij = wii = # of internal transitions of variables computed in ui (6.4)
Node
Weights

In a QSS–CG each node ui has a (positive) weight l (ui ) that signifies
the computational work, or load, that this node performs during the
simulation. The computational load in a QSS simulation is proportional
to the number of internal transitions of the variables computed in ui
plus the number of external triggers from incoming edges that force an
evaluation of the node. The latter quantity is, basically, described by
the weights of the incoming edges as defined in Eq. 6.4. Therefore, the
node weighting function can be modeled as:
l ( ui ) =

|V |

∑ w ( u j , ui )

(6.5)

j =1

Because the values of the l (·) function form a vector, from now on the
notations l (ui ) and li will be used interchangeably. We need to note
here that the above modeling of the node weights makes the hypothesis
that all function evaluations have the same computational complexity. One
could easily extend the definition of node weights by weighting the
total number of node evaluations with a measure of the complexity
of the functions evaluated in the node. To this end, one could count
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the number of additions/multiplications required and in the case of
non–linear loops assign bigger weights since Newton iterations have to
be performed. However, in the models that are considered in this work
and the experiments performed, this extra modeling was not required.
6.2.4 An illustrative example of a QSS–CG

equation
der(x1)
der(x2)
der(x3)
der(x4)
der(x5)

=
=
=
=
=

x1+x2-2*x3*d1;
2*x1-3*x3-x4;
x1-x3 +(x4-x5)^2;
x3+x5;
2*x3-d2;

algorithm
when (x4-d2>1) then
d1:=0;
reinit(x2, 10);
end when;
when (x5>d1) then
d1:=1;
d2:=x5-x4;
end when;

Figure 6.1.: An example µ–Modelica model (on the left) and
its’corresponding QSS Computational Graph (on the right).
In Fig. 6.1 a simple generic example of a µ–Modelica model with five
state variables and two zero–crossings with the respective handlers is
provided. We clarify that a handler function is associated with a zero–
crossing function and contains all the discrete updates (and possible
reinit statements) that are activated when the zero–crossing condition
turns false from true. For example, in the here analyzed model the
zero–crossing (x4 - d2 > 1) is coupled with a handler function that
contains the d1:=0 and reinit(x2, 10) expressions.
The corresponding unweighted QSS Computational Graph of the
example model is depicted in Fig. 6.1. For clarity reasons the weights on
nodes and edges are not included. Note that the self–dependences/ self–
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edges are omitted since they do not play a role in the communication
pattern of the computations.
x˙1
x1 0
x2 
 1
x3 
 1

A = x4  0

x5  0

h1  1
h2 1


x˙2
1
0
1
1
0
1
0

x˙3
1
0
0
1
1
0
0

x˙4
0
0
1
0
1
0
0

x˙5
0
0
1
0
0
0
1

c1
0
0
0
1
0
0
1

c2

0
0

0


1

1

1
0

Figure 6.2.: The adjacency matrix corresponding to the QSS Computational Graph of Fig. 6.1. c1 is the ( x4 − d2 > 1) condition,
h1 its corresponding handler with assignments d1 := 0 and
reinit( x2, 10), while c2 represents the ( x5 > d1) condition
and h2 its handler including d1 := 1 and d2 := x5 − x4.

6.2.5

Edge Weights in a Multicore Platform

We claim that the proposed QSS Computational Graph, described
both in its unweighted and weighted version in Section 6.2.2 and 6.2.3
respectively, is a generic way to accurately model the computational
costs associated with a QSS–based simulation irrespective of the platform
chosen for the actual parallel implementation.
The main feature that can be dependent on the choice of the parallel
platform is the meaning of edge weights. In a distributed parallel
platform, the weights of the edges signify communication costs, as
discussed in Section 6.2.3, which have to be minimized to speed up the
overall computation.
In a multicore platform, however, the edge weights reflect the amount
of synchronization between the different processors. An edge does not
signify communication anymore, but rather the triggering of a computation due to variable updates and the need for the respective Logical
Processors (LPs) to synchronize. The weight of the edge will signify
the amount of synchronization that needs to be performed during the
simulation. Therefore, the main load balancing objective, as defined by
Eq. 6.3, and involves the minimization of the edgeCut metric is still of
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vital importance. In the best case, that a zero edgeCut is reached for a
certain partitioning, it follows that the resulting partitioned simulation
can be performed fully in parallel without any need for synchronization. Furthermore, as seen in Section 7.6, minimizing the required
synchronization is directly related to the minimization of the error that
is generated due to latencies and synchronization errors.
In Chapter 7 the actual parallel standalone QSS solver implementation
for a multicore architecture is presented. In this implementation, there
is one more small differentiation from the QSS Computational Graph
model described so far. Since there is no actual data communication
taking place between different processors, the existence of an edge from
node ui to u j signifies that the result of a computation in ui triggers
an evaluation of node u j . However, since handlers are only executed
when their corresponding zero–crossing condition is activated, the
dependences of the handlers to state variables do not have to be taken
into consideration. For example, in the model described in Fig. 6.1 the
dependence of h2 (and equation d2 := x5 − x4) from the variable x4
(which is an edge in Fig. 6.1) can be omitted, as a change in x4 does
not trigger an evaluation of the handler.
6.2.6 QSS–CG construction from µ–Modelica models
As described in Section 2.4.3, the standalone QSS solver already computes the incidence matrices that describe the dependences modeled by
the QSS Computational Graph. Thus we utilize this structural information to automatically construct the adjacency matrix A of the QSS–CG,
like shown for the given example model in Fig. 6.2. More specifically,
the structural parser constructs the following incidence matrices:
• stODE.im (of size n × n) from n continuous state variables to n
ODE equations,
• hndODE.im (of size m × n) from m handlers to n ODE equations,
• stZC.im (of size n × m) from n continuous state variables to m
zero crossing functions,
• hndZC.im (of size m × m) from m handlers to n zero crossing
functions.
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Those individual incidence matrices are concatenated together, as
depicted in Fig. 6.3, resulting in the global (n + m) × (n + m) adjacency
matrix A of the QSS Computational Graph.

variables

equations

zero-crossings
0 1 0 0
1
0
0

0 1 0 0
1
0
0

handlers

stODE.im
0 1 0 0
1
0
0

stZC.im
0 1 0 0
1
0
0

hndODE.im hndZC.im

Figure 6.3.: Dependency/Adjacency matrix representing a QSS Computational Graph
According to Eq. 6.4 and 6.7 to obtain the edge and node weights,
the number of transitions of each computed variable during the QSS
simulation has to be logged and saved. This calculation is trivial and
is already being implemented in the standalone solver. In the end of
a serial QSS simulation a logfile is generated that contains the vector
of wii values. From this vector we can construct a matrix Wsel f which
has the same dimensions as the adjacency matrix and each row i is
filled with the wii weight. Then since all outgoing edges of a node
have the same weight as the self–edge, the total edge weight matrix W
is constructed as the element–wise product of the adjacency with the
Wsel f matrix:
W = Wsel f ◦ A

(6.6)

And the vector of node weights can be obtained by summing the
columns of the W matrix:
n+m

li =

∑

j =1
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processor #1

processor #2

Figure 6.4.: A potential partitioning of the QSS Computational Graph
of Fig. 6.1 to two processors.
6.2.7 Graph Representation Issues
As discussed in (Hendrickson 1998; Hendrickson and Kolda 2000;
Devine et al. 2004; Devine et al. 2005) the standard graph representation
and load balancing modeling with Eq. 6.2 in parallel computing comes
with several potential problems:
Edge–cut metric flaws
In general, the edge-cut metric doesn’t capture correctly the total communication volume between processors. This deficit can be easily seen
in Fig. 6.4 when focusing on node 3 where variable x3 is being computed. From the dependences we see that both x1 and x2 depend on x3 ,
therefore with the given partitionings, two edges need to be cut, while
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it is clear that the value of x3 needs to be communicated only once from
processor P2 to processor P1 . In general, the edge-cut metric doesn’t
take into account that edges originating from the same node and ending
in the same cluster-processor represent the same information flow, so
it overestimates the true volume of communication. Therefore, a new
more relevant metric has been proposed that captures the total communication volume and can be used as cost function in the optimization of
Eq. 6.3:
cost(C) = commVol (C) =

∑∑

Ci u∈Ci

w(u, .)(λ(u, C ) − 1)

(6.8)

where w(u, .) is the weight of one of the outgoing edges of node u
(since they all have the same weight), while λ(u, C ) denotes the number
of unique partitions that u or any of it’s neighbors belong to. For
the weighting we could use one of the outgoing edges since they all
have the same weights. The total communication volume metric is also
reported in literature as the (λ − 1) metric.
Message Communication/Latencies
The time to send a message on a parallel computer is a function of
the latency (or start-up time) as well as the size of the message. Thus,
one has to be careful, taking also into account the specific architecture
and problem characteristics, if he wants to minimize the total volume
of the communication or the total number of messages (and together
the latencies). Graph partitioning approaches try to minimize the total
volume but not the total number of messages. However, in our case,
this issue is addressed with the careful modeling of edge weights
in the computational graph and the exploitation of the QSS solver
features. More specifically, the edge weights correspond to the number
of messages/updates of each variable and since all messages in a QSS
simulation have the same size (since they are coefficients of polynomials
of the same order) the weights are proportional to the communication
volume as well.
Asymmetric/Rectangular Adjacency Matrices
Although we modeled the QSS Computational Graph as a directed
weighted graph, the existing algorithms/software used to perform the
balanced partitioning require as input symmetric undirected graphs.
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The standard graph models used are non–directional, and thus imply
symmetry in all relationships. Structurally asymmetric adjacency matrices have to be first symmetrized, e.g. by A + A T , which results in
adding new dependences that are not present in the original system.
Different ways of symmetrization could directly affect the partitioning
solution as has been shown in (Satuluri and Parthasarathy 2011). Finally,
in the way we model our application, the adjacency matrix A would
be always square, but, in general, rectangular incidence matrices could
appear (e.g. one could create two handlers per event or try to partition
individually the four submatrices that comprise A) which can be only
modeled via hypergraphs.

Despite the above limitations, the standard graph partitioning approach
has proved successful for several problems where the system structure
is close to regular and the number of edge cuts approximates the
actual communication volume. This approximation, however, does
not hold when the structure exhibits strong irregularities when the
approximations fail to hold and performance is highly affected by the
implicit model assumptions (Devine et al. 2004; Rajamanickam and
Boman 2012). To address those issues a more general representation
using hypergraphs has been proposed by (Catalyurek and Aykanat 1999;
Catalyurek 2000; Hendrickson and Kolda 2000).
6.2.8 QSS Computational HyperGraph
An unweighted hypergraph H = (V 0 , E 0 ) extends a graph, since an
edge can connect to any number of vertices. Formally, the set of vertices
V 0 remains the same as in the graph representation, but each hyperedge
(also called net) in the set E 0 is a non–empty subset of vertices containing
an arbitrary number of nodes. Weights and costs can be respectively
associated with vertices and nets of a hypergraph. Let l 0 (u) denote
the weight of node u ∈ V 0 and w0 (e) denote the weight of net e ∈ E 0 .
A graph is a special case of a hypergraph where each hyperedge has
cardinality two (since a graph edge always connects two vertices).
Hypergraphs can be also viewed as incidence structures. In particular,
each hypergraph H can be represented as a bipartite graph BG , where
the sets V 0 and E 0 are the partitions of the vertices of BG and there
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is an edge connecting vertex ui with vertex e j , iff ui is contained in
the set e j . In Fig. 6.5 is depicted an example unweighted directed
graph and its corresponding hypergraph representation. In Fig. 6.5c
the incidence/adjacency matrix of the hypergraph is listed. Obviously
the incidence matrix can also model the corresponding bipartite graph
BG that corresponds to the hypergraph H. Finally, hypergraphs can be
used to model problems with asymmetric and rectangular adjacency
matrices.
HyperEdge–Cut

It is easy to see that the complicated expression of Eq. 6.8 that
models the true communication volume between processors in a graph,
corresponds directly to the edge–cut metric in a hypergraph, in the case
of a bisection. Remember that a hyperedge contains the nodes/tasks
that either generate or depend on a piece of data. When the nodes
are assigned to different processors, based on a partitioning, that piece
of data must be communicated from the processor that computed it
to all those that require it for their respective computations. Thus,
in the case of a bipartition (P = 2), the communication associated
with a hyperedge is one less than the number of partitions to which
the hyperedge’s constituent vertices are distributed among, a quantity
which directly corresponds to the (λ(u, C ) − 1) quantity defined in
Eq. 6.8. This argument can be also visually verified in the partitioned
hypergraph of Fig. 6.5d. There, we see that the hyperedge e3 is cut only
once from the partitioning assignments which correctly models the fact
that the value computed in u3 needs to be only once communicated to
processor #1.
In order to define the cost functions for the hypergraph we need first
to define what it means for a hyperedge/net ei ∈ E 0 to be cut. Again
we can define λ(ei , C ) ≤ P as the number of unique partitions spanned
by hyperedge ei . In other words, the nodes that define ei belong in
λ(ei ) different partitions. Then, a net ei is said to be cut if λ(ei , C ) > 1.
Similarly to the simple graph case two relevant metrics can be defined
now:
edgeCut(C) =

∑ 0 w0 (ei )1λ(e ,C)>1 (ei )

(6.9)

∑ 0 w0 (ei )(λ(ei , C) − 1)

(6.10)

ei ∈E

commVol (C) =

ei ∈E
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(a)

(b)

processor #1

e1
u1 1
u2 
1

A = u3  0

u4  0
u5 0


(c)

e2
1
1
0
1
0

e3
1
1
1
1
1

e4

0
0


0

1
1

processor #2

(d)

Figure 6.5.: An example graph G (a) and its corresponding hypergraph
representation H (b). The incidence/adjacency matrix of
the hypergraph H (c) and finally a random partitioning of
hypergraph nodes into two processors (d).
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where 1 is the indicator function 7 . In the case of a bipartition, P = 2,
commVol (C) equals the number of hyperedges cut. Note, however, that
in contrast with the graph case, the hyperedge cut is a lower bound to
the total communication volume.
From QSS-CG to Hypergraph
We have seen that a weighted hypergraph is uniquely defined by the
tuple H = (V 0 , E 0 , l 0 , w0 ) There are many ways to model a directed
graph with a hypergraph. Here, since we want to partition the original
nodes of the graph which correspond to the minimal computational
tasks, we follow the column–net model (Catalyurek and Aykanat 1999).
In the column–net model the vertex set V corresponds to the rows of
the adjacency matrix 8 A and therefore the vertices remain the same. A
hyperedge ei ∈ E of the hypergraph H corresponds to the column i of
the adjacency matrix A and therefore contains all vertices v j that have
non–zero elements a ji in the original adjacency matrix A.
Since the vertex set remains the same, the weight of hypergraph node
ui is given by l (ui ) and signifies the computational load of the node:
l 0 ( ui ) = l ( ui )

(6.11)

The weight w0 (ei ), of hyperedge ei , has to represent the amount of
data communicated from node ui to all other nodes contained in the
set ei . Since, all the outgoing edges of ui have the same weight w(ui , .):
w 0 ( ei ) = w ( u i , .)
6.3

(6.12)

partitioning algorithms/software

To solve the load–balancing optimization problem9 of Eq. 6.3, for both
the graph and hypergraph representation, several software packages
and algorithms were used. Two packages (METIS and SCOTCH) are
chosen to obtain graph partitionings and two (hMETIS and PaToH) for
the hypergraph partitionings. The selected implementations are quite
7 1A ( x ) = 1, iff x ∈ A and 0 otherwise.
8 The adjacency matrix is constructed from a mu − Modelica model according to Section
6.2.6.
9 Some times we may refer to the load balancing problem as k–way partitioning, since it
is a terminology encountered often in related bibliography
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mature and tested throughout a long period of time and in various
studies where they exhibit high–quality partitioning solutions, efficiency
and stability. Especially, the ability to generate good partitionings in
a small amount of time is very important to us since we do not want
to level the benefit gained from the achieved speedups of the parallel
simulation with the time spent in the initial partitioning.
6.3.1 METIS
METIS is a widely–used software package that provides serial routines
for efficiently partitioning large graphs, meshes and computing fill–
reducing orderings of sparse matrices (Karypis and Kumar 1999a). The
algorithms implemented in METIS are based on the multilevel graph
partitioning paradigm which has been shown to generate high–quality
partitionings, while at the same time exhibiting low runtime and scaling
well as the size of the application graphs grows (Karypis and Kumar
1999a; Karypis and Kumar 1998). METIS is entirely written in ANSI C.
METIS requires as input an undirected graph but supports weights
on both vertices and edges. Following the multilevel paradigm, the
graph is then partitioned into three phases, as shown in Fig. 6.6:

Graph Coarsening:
Here the original graph G0 is transformed into a sequence of smaller
graphs G1 , G2 , G3 , such that | G0 | > | G1 | > | G2 | > | G3 |. In each shrinking step adjacent pairs of vertices are collapsed together resulting in
a smaller graph. The collapsing continues until a sufficiently small
graph (ã few hundred nodes) has been reached. The edge collapse is
performed via the estimation of matchings 10 . There are many ways
to compute graph matchings, but here the Heavy Edge Matching is
employed, an O(| E|) algorithm which finds maximal matchings (since
we want to decrease fast the size of the graph) with large edge weights,
as the goal is to find a partition that minimizes the edgecut. This phase
is aiming to significantly decrease the computational time required to
partition the graph and it’s crucial that the resulting small graph, e.g.
G3 retains as much information possible from the original graph G0 .
10 A matching of a graph is a set of edges no two of which are incident on the same vertex
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Partitioning Phase
Figure 6.6.: The three phases of multilevel k–way partitioning. During
the coarsening phase the size of the graph is gradually
decreased. In the partitioning phase a k-way partitioning
of the smallest graph G3 is achieved. Finally, during the
uncoarsening phase the partition solution is projected back
to the original graph.

Reduced Graph Partitioning:

Kernighan–Lin

In this phase an initial partitioning of the coarsest, hence smallest,
graph is achieved, that minimizes the requested objective function,
either the edgeCut of Eq. 6.3 or the total communication volume of
Eq. 6.8. To this end, a variant of the Kernighan–Lin (KL) algorithm is
employed. Kernighan–Lin is a simple and intuitive heuristic algorithm
(of complexity O(|V |3 ) that greedily optimizes the graph–partitioning
objective (Kernighan and Lin 1970) and delivers a bisection of the graph.
In the METIS software, a sophisticated variation of the KL method, that
builds upon the Fiduccia-Mattheyses (FM) algorithm and has linear
complexity O(| E|) is being used.
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The basic idea behind the KL algorithm is the following: Assuming
an initial balanced partition, the algorithm attempts to improve it
by swapping subsets of vertices across partitions if this swapping
decreases the chosen cost function and also doesn’t violate the balancing
constraint. It is evident that the KL algorithm could be stuck in local
minima, therefore multiple runs are performed and the best partition
in terms of achieved costs is kept. Although this procedure looks
quite time–consuming, we remind the reader that each partitioning is
extremely efficient and also targets a small graph.
METIS can partition either using the multilevel recursive bisection
(Karypis and Kumar 1999a) or the multilevel k–way partitioning algorithm (Karypis and Kumar 1998). In this work, the latter approach
is chosen as it has been shown to achieve higher quality partitions
(Simon and Teng 1995), allows for minimizing both the edgecut, Eq.
6.1, and the total communication volume, Eq. 6.8 objectives and can
enforce contiguous partitions. We note here that the partititioning of the
coarsest graph doesn’t need to be of perfect quality as the uncoarsening
phase follows, where further adjustments will be performed.
Graph Uncoarsening:
Finally, the partitioning of the coarse graph needs to be successively
mapped back to the original graph. Pairs of adjacent vertices that had
been collapsed together in the coarsening phase are now assigned to the
same partition. However, even though the partitioning Ci of graph Gi
corresponds to a local minimum of the objective function, the projected
partition Ci+1 of the slightly bigger (and more fine–grained) graph
Gi may not correspond to a local minimum anymore. Therefore, at
each projection step, the projected partitioning is iteratively refined
using heuristics methods, trying to improve the quality of the achieved
solution. The basic goal of a partition refinement method is to swap
subsets of vertices across the partitions such that the resulting partition
has a smaller cost. Few heuristics have been proposed to address this
issue, but the main idea is that a modified KL algorithm is used to
refine k–way partitions 11 (Karypis and Kumar 1998). Because the initial
partitioning is now of good quality the KL algorithm converges quite
fast. The uncoarsening phase stops when the partitioning solution has
been mapped all the way back to the original graph.
11 Remember that the original KL algorithm solves the bisection problem
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6.3.2

SCOTCH

SCOTCH is also a widely used software package targeting the balanced
graph partitioning problem (Pellegrini and Roman 1996). It also requires as input an undirected weighted graph, called process graph. Its
main difference from METIS consists of the use of the target machine
architecture, encoded in an unweighted target graph T = (VT , ET ), in
the optimization process. The partitioning problem can be now viewed
as a mapping from G to T that consists of the following two mappings
(for the vertex and edge set): τG,T : V → VT and ρG,T : E → P (ET ),
where P (ET ) denotes the set of all cycle–free paths that can be built
from ET . For the node mapping, τG,T (u) = u T if process/vertex u of
process graph G is mapped onto processor u T of target graph T . For
the edge mapping, ρG,T (e) = e1T , e2T , . . ., is edge e of G is routed onto the
target machine communication path e1T , e2T , . . ..
SCOTCH attempts to find a mapping from G to T which minimizes
the following communication cost function, while keeping the balance
in the specified limits:
cost(τG,T , ρG,T ) =

∑ w(ei )|ρG,T (ei )|

(6.13)

ei ∈E

where |ρG,T (ei )| is the dilation of edge ei of graph G which is equal to
the number of edges of the routing path. Basically, the above function
cost(τG,T , ρG,T ) models the inter-processor communication cost with
respect to the given architecture captured by graph T .

In our work, we assume that the target topology consists of a fully
connected architecture graph. However, if we would like to transfer
the QSS parallel implementation into a distributed cluster topology or
if we attempt a more fine–grained modeling of the memory/processor hierarchy, we would have to modify accordingly the target graph
structure.
The actual mapping is computed with the Dual Recursive Bipartitioning (DRB) algorithm presented in (Pellegrini 1994). The DRB algorithm
follows a divide and conquer approach and attempts to recursively
allocate subsets of processes to subsets of processors minimizing the
mapping cost function of Eq. 6.13.
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6.3.3 hMETIS
hMETIS is a software package for partitioning large hypergraphs. The
algorithms for balanced hypergraph partitioning used in hMETIS are
based on multilevel methods (Karypis and Kumar 1999b; Karypis et al.
1999) and they are a direct extension of the multilevel graph partitioning
approaches implemented in METIS (Karypis and Kumar 1998; Karypis
and Kumar 1999a).
hMETIS also follows the multilevel paradigm of METIS, hence the
algorithms follow the three phases depicted in Fig. 6.6:
• Hypergraph Coarsening: During the coarsening phase, a sequence
of successively smaller hypergraphs is constructed satisfying the
following constraints: First sufficient information has to be propagated to the small hypergraph to ensure that a good k–way
partitioning of the small hypergraph will lead to an equally good
partitioning of the original graph. Second, the different successively coarsened hypergraphs support local refinement techniques
such as KL/FM to become effective. Third, hypergraph coarsening
also helps in successively reducing the sizes of the hyperedges.
That is, at each level of coarsening, large hyperedges are contracted to smaller hyperedges. This contraction is particularly
helpful, since refinement heuristics based on the KL/FM family
of algorithms are very effective in refining small hyperedges but
are quite ineffective in refining hyperedges with a large number
of vertices belonging to different partitions. Several heuristic
matching methods are implemented to appropriately collapse the
hyperedges.
• Reduced HyperGraph Partitioning: Since the hypergraphs in the
coarsening phase are designed in such a way that the weights of
both the vertices and hyperedges reflect the ones of the original
hypergraph, the smallest hypergraph will contain sufficient information to enforce the balancing constraing and optimize the
partitioning objective. Also here, like in METIS, a k–way partitioning is achieved via recursive bisections that optimizes either
the hyperedge cut (Eq. 6.9) or the communication volume metric
6.10.
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• Hypergraph Uncoarsening: In the uncoarsening phase the k–way
partition is projected gradually back to the original hypergraph.
On top of the projection, a partitioning refinement algorithm is
employed to further optimize the cost function and thus improve
the quality of the partition. hMETIS implements a variety of
refinement algorithms that are based on the KL/FM algorithms.
6.3.4

PaToH

PaToH (Partitioning Tools for Hypergraphs) is a multilevel hypergraph
partitioning tool (Ucar et al. 2010). The partitioning algorithms implemented in PaToH follow the multilevel paradigm and adopt many
features from the equivalent ones found in METIS and hMETIS. One
major difference is that PaToH only allows recursive bisections of the hypergraph while hMETIS has added a direct k–way partitioning (which
we use in the experiments). The multilevel hypergraph bisection algorithm used in PaToH consist of the three standard phases shown in Fig.
6.6:
• Hypergraph Coarsening: Smaller and smaller hypergraphs are
being generated by collapsing vertices of the hypergraph into
multinodes. As in METIS various matching procedures are provided. The main idea is that they perform a randomized agglomerative clustering of adjacent nodes into multinodes, which then
form the nodes of the next smaller hypergraph.
• Reduced HyperGraph Partitioning: Here a bipartition of the coarsest hypergraph is obtained using the Greedy Hypergraph Growing (GHG) algorithm. GHG is a greedy, iterative algorithm which
starts with randomly selecting a vertex which forms the growing
partition. Then for all other vertices their contribution to the
decreasing of the cost function is computed and put in a priority queue. The vertex with the highest contribution is moved
to the growing partition, the contributions are updated and the
iterations are continued until the balance criterion is met. Like
the algorithms in METIS and hMETIS, their greedy nature and
the initial random start, do not ensure a convergence to a global
minimum of the cost function and therefore multiple runs are
being performed.
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• Hypergraph Uncoarsening: In the uncoarsening phase the bipartition computed on the coarse graph is projected back to the
original hypergraph. Just like hMETIS, PaToH implements a wide
range of KL/FM based refinement implementations which ensure
that while projecting the solution to the finer hypergraphs vertices
can be still swapped around the partitions to further decrease the
achieved cost.
6.4

conclusions

So far we have presented and analyzed a general way to partition
a µ–Modelica model onto a set of P processors in an optimal way
with respect to achieving a correct and efficient QSS simulation in a
parallel computation enviroment. This optimal partitioning can be used
together with a parallel implementation of the standalone QSS solver
to test the efficiency of the achieved load–balanced simulation.
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In Chapter 6 a generic way to partition a µ–Modelica model into a set
of P processors is presented and analyzed. The partitioning is optimal
with respect to achieving a correct and efficient QSS simulation on a
parallel platform. However, in order to test the proposed partitioning
approaches, an actual parallel implementation of the QSS solvers is
necessary.
In this chapter, the Parallel Stand–Alone QSS Solver is described. The
parallel solver is coupled with the load balancing algorithms to perform
the parallel simulation experiments. The implemented parallel solver
is based on the corresponding parallel PowerDEVS implementation
in (Bergero et al. 2013a). It focuses on task–level parallelism, where
each Logical Processor (LP) runs a different piece of code with different
data. Therefore, according to Flynn’s taxonomy, it operates on Multiple
Instructions and Multiple Data (MIMD) streams.
In particular, the implementation targets a multicore architecture
(Blake et al. 2009) which offers many desirable features, such as shared
and unified memory, local communication and a generic instruction
set. Another critical advantage of providing QSS solvers that could
perform efficient simulation on multicore machines is the fact that, such
machines are, nowadays, available to a significant number of users.
This number is constantly increasing as virtually every new desktop,
that is being sold, offers multiple cores.
There exist other architectures, such as the Message Passing Interface
(MPI) and the General–Purpose computing on Graphics Processing Units
(GPGPU). Especially the latter seems quite inappropriate for our application, since it lacks shared memory, the code executed on each core has
to be the same and synchronization is expensive. On the other hand,
a MPI implementation is possible, but since it is a message passing
protocol targeting distributed architectures, the expected communication overhead could lead to significantly smaller speedups than the
multicore implementation.

141

parallel standalone qss implementation

7.1

introduction

Here we review the essential components of the stand–alone QSS
solver (Fernández and Kofman 2012) that are needed to introduce
the modifications for the parallel version. Given a system of the form
ẋ(t) = f(x, d, t)

(7.1)

where d is a vector of discrete variables that can only change when a
condition
ZCi (x, d, t) = 0
(7.2)
is met. The components ZCi form a vector of zero crossing functions
ZC(x, d, t) 1 . When a zero crossing condition of Eq. (7.2) is verified, the
state and discrete variables can change according to the corresponding
event handler:
(x(t), d(t)) = Hi (x(t− ), d(t− ))
(7.3)
QSS integration methods solve the equation
ẋ = f(q, d, t)

(7.4)

where qi (t) is a piecewise polynomial approximation of xi (t) with the
following representation:
n

xi ( t ) =

∑ xi,k · (t − tix )k

(7.5)

k =0

and
qi ( t ) =

n −1

∑ qi,k · (t − ti )k
q

(7.6)

k =0

where n is the order of the method. Different QSS methods are characterized by the way they perform this approximation.
The Stand–Alone QSS Solver is composed by two core modules:
1. The Integrator that integrates Eq.(7.4) assuming that the piecewise
polynomial quantized state trajectory q is known.
2. The Quantizer that given x(t), effectively calulates q(t) using the
corresponding method. There is a different Quantizer for each
QSS method.
1 The ZC vector corresponds to the Boolean condition c(te ) vector of the original hybrid
representation in Eq. 2.3
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In the next sections we describe the modifications introduced to the
solver to be able to run simulations in parallel.
7.2

structure

The parallel implementation of the Stand–Alone QSS Solver requires
that the original model is split into P submodels that are later on
distributed to an equal number of logical processes. Each submodel,
indexed by l p, contains a subset of state variables xl p and zero crossing
functions ZCl p with their corresponding handlers Hl p . Additionally,
the following structure information is calculated by the solver:
• The set xinl p that contains all input state variables.
• The set hinl p that contains all input handlers.
We say that a state variable xi is an input of the l p–submodel if ẋi
is not calculated in the submodel and one of the following conditions
holds:
• There exists ẋ j ∈ ẋl p that is calculated in the l p–submodel and
depends on xi (i.e. xi appears on the right hand side of the ẋ j
definition.
• There exists ZCj ∈ ZCl p that is calculated in the l p–submodel and
depends on xi .
• There exists Hj ∈ Hl p that is executed in the l p–submodel and
depends on xi .
On the other hand, we say that a handler Hi is an input of the l p–
submodel if:
• There exists x j updated on the left hand side of the Hi definition
such that ẋ j ∈ ẋl p , i.e. ẋ j is calculated in the submodel.
• There exists d j updated on the left hand side of the Hi definition
such that d j appears in the right hand side of ẋk definition and
ẋk ∈ ẋl p is calculated in the submodel.
• There exists d j in the left hand side of the Hi definition such that
d j appears in the definition of ZCk and ZCk ∈ ZCl p is calculated
in the submodel.
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Submodels were implemented as a set of Logical Processes (LP) running different code with different data operating in a Multiple Instructions Multiple Data (MIMD) stream using a multi–core architecture
machine with shared memory.
All the static structure information regarding the incidence matrices
of the original system are stored in shared memory and every LP has
access to these structures. Communication between LPs is only needed
when a change in quantized variable qi ∈ xinl p is produced or when
a handler Hi ∈ hinl p is executed. Global data structures are used to
inform the changes produced by each partition.
There are four global data structures, that are used to communicate
the changes computed in each LP (partition):
• Vector q contains the coefficients of the polynomial representation
of all the quantized variables given in Eq. 7.6 and the time–stamp
of the last update.
• Vector h contains the event number i and the time–stamp of the
last update.
• Vector t contains the logical time of all LPs.
• Vector d contains the values of all the discrete variables defined
in the model.
The communication mechanism as well as the interaction between the
different model partitions and the global data structures are explained
in the following and graphically depicted in Fig. 7.1.
In a stand–alone QSS simulation, a simulation step may correspond
either to a change in a quantized variable qi or an event triggered by a
zero-crossing function ZCi . As discussed in Section 7.5, in the parallel
implementation the simulation algorithm has to detect if the simulation
step is due to an external change (i.e., qi ∈ xinl p or ZCi ∈ hinl p ) or an
internal change (qi ∈ xl p or ZCi ∈ ZCl p ).
When no external changes are detected, a simulation step may correspond to a change in a quantized variable qi or an event triggered by a
zero-crossing function ZCi of the LP. If the step corresponds to a change
in the quantized variable qi the new coefficients of the polynomial
representation given in Eq.(7.6) and a time–stamp are written in the
global vector q. If the step corresponds to a change in a zero–crossing
function ZCi the event number i and a time–stamp are written in the
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Figure 7.1.: Communication mechanism for the Parallel QSS solver implementation and interactions between the different model
partitions and the global data structures
global vector h, additionaly all the discrete variables di modified by the
event handler Hi are written in the global vector d. Finally, after each
simulation iteration the time of the next integration step is calculated,
this value is stored in the global vector t.
On the other hand, when an external change is detected, if a change
is detected for a quantized variable qi ∈ xinl p the LP must read the
new polynomial coefficients and the corresponding time–stamp. If the
execution of a handler Hi ∈ hinl p is detected, the LP must read the
event number i and the new time–stamp for the handler. Finally, after
each simulation step, the LP has to access the global vector t in order to
calculate the minimum time of all LPs.
7.3

synchronization

The synchronization mechanism used in the parallel implementation
of the Stand–Alone QSS Solver is based on the STRS parallelization
technique for QSS integration methods presented in (Bergero et al.
2013a). The synchronization scheme is non–strict based on the fact
that communication between LPs involves the update of polynomial
sections qi (t) defined in Eq.(7.6) and errors in the synchronization imply
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a bounded numerical error in the trajectories. In this section we describe
the synchronization mechanism implemented.
As we mentioned above, after a simulation step, each LP calculates
the minimum time tmin of the global vector t. The LP uses this value
to synchronize the logical time tl p according to the following wait
condition:
tl p − tmin ≤ ∆t

(7.7)

where
• tl p is the logical time of the LP.
• tmin is the minimum time of all LPs, i.e. the earliest scheduled
integration step.
• ∆t is the time advance parameter defined in the range [0, ∞], is
fixed and the same for all LPs. It controls how strict the enforced
synchronization is.
Thus, for each LP, the synchronization process works as follows:
1. If the condition (7.7) is verified and an external change is found
with time–stamp text (tmin <= text < tl p ) then the following steps
are taken:
• Update the logical time tl p to text .

• Execute an external transition in the simulator.
• Calculate the next step time tl p .

2. If the condition (7.7) is verified and no external change is found
then wait until the condition is not verified.
3. Finally, if the condifion (7.7) is not verified, execute an internal
transition in the simulator and calculate the next step time tl p .
The wait condition (7.7) states that a LP can not advance the simulation time unless the difference between the minimum time of all LPs
tmin and the LP logical time tl p is greater than ∆t. Under this scheme,
the parameter ∆t defines the maximum allowed dfference in logical
time among different LPs, i.e. how much out–of–sync an LP can be and
in the end, how fast the parallel simulation can advance.
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On one hand, if ∆t = 0 then every LP can only advance when
tmin = tl p thus we have a sequential simulation and there exists no
parallelization. On the other hand, if ∆t >= FT (FT is the final simulation time), then there is no synchronization and the simulation will
always run in parallel. It should be noted that the parameter ∆t has to
be defined such that the bounded error introduced by the synchronization scheme remains acceptable. Therefore the time advance parameter
∆t controls the trade–off between the induced error and the achieved
parallelization.

Figure 7.2.: Parallel QSS solver synchronization scheme

Fig.7.2 shows a basic interaction diagram between two LPs. After
initialization, LP A has the next integration time scheduled to t1 and
LP B has the next integration time scheduled to t2 , at this point, LP B
waits given that condition (7.7) is verified and LP A executes an internal
transition step and re-schedules the next integration time to t3 . Now
both LP B and LP A can advance and execute their internal transitions.
At time t3 LP B detects an external change and re-schedules the next
integration time to t4 , at this point, LP A has to wait until LP B executes
an internal transition and updates the next integration time. This cycle
is repeated until the final logical time is reached.
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7.4

simulation initialization

Before the simulation algorithm begins, the initilization routine calculates the initial values of the state derivatives, parameters, discrete
variables, etc. and finally calculates the next integration time for each
LP. When this routine is finished, a barrier is used to accomplish simultaneous start–up for all LPs.
7.5

simulation algorithm

In this section we describe the changes introduced to the simulation
algorithm implemented in the Integrator module in order to be able
to execute parallel simulations. In the Stand–Alone QSS Solver, a
simulation step may correspond to a change in a quantized variable
qi or an event triggered by a zero-crossing function ZCi . Additionally,
in the parallel implementation the simulation algorithm has to detect
if the simulation step is due to an external change (i.e., qi ∈ xinl p or
ZCi ∈ hinl p ) or an internal change (qi ∈ xl p or ZCi ∈ ZCl p ).
When the next step corresponds to an internal transition and there
lp
is a change in a quantized variable qi ∈ xl p at time tl p , the simulation
algorithm proceeds as follows:
1. Advance the simulation time to tl p .
ql p

lp

2. Request from the Quantizer the new coefficients qi,k and set ti
tl p .

=

lp

3. Request from the Quantizer the next time of change in qi .
4. Request from the Model which state derivatives ẋ j = f j depend
lp

on qi .
lp

5. Set the values of the global coefficients qi,k = qi,k and the time–
q

ql p

stamp ti = ti such that the change in the quantized variable
becomes visible to the other LPs.
lp

lp

6. For each j such that f j depends on qi and q j ∈ xl p :
lp

lp

lp

• Obtain x j,0 = x j (t) from Eq.(7.5), and set t xj = tl p .
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• Request from the Model which quantized state variables ql
other than qi affect the expression of f j and update the values
lp

of ql (t) from Eq.(7.6).
• Evaluate ẋ j (t) from the Model to obtain the coefficients for
lp

x j,k with k = 1, · · · , n.

• Request from the Quantizer to recompute the next time of
lp
change for q j .
lp

7. For each j such that ZCj depends on qi and ZCj ∈ ZCl p :

• Request from the Model which quantized state variables ql
other than qi affect the expression of ZCj and update the
lp

values of ql (t) from Eq.(7.6).
• Evaluate ZCj (t) from the Model and estimate the next event
time, at which ZCj (t) = 0.
8. Select the next step time tl p as the minimum time of change in all
quantized states and zero crossing functions calculated by the LP.
Otherwise, when the next step corresponds to an internal transition
triggered by the condition ZCi (t) = 0 with ZCi ∈ ZCl p , the simulation
algorithm proceeds as follows:
1. Advance the simulation time to tl p .
2. Request from the Model which quantized state variables q j affect
the right hand side of the expressions inside the event handler Hi ,
lp
and update q j (t) according to Eq.(7.6).
3. Notify the Model to execute the event handler Hi .
4. Request the Model which state derivatives ẋ j = f j depend on
discrete variables dl changed at the Handler Hi .
lp

5. For each j such that f j depends on some dl and q j ∈ xl p :
lp

lp

• Obtain x j,0 = x j (t) from Eq.(7.5), and set t xj = t.

• Request from the Model which quantized state variables qm
lp
affect the expression of f j and update the values of qm (t)
from Eq.(7.6).
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• Evaluate ẋ j (t) from the Model to obtain the coefficients for
lp

x j,k with k = 1, · · · , n.

• Request the Quantizer to recompute the next time of change
lp
for q j .
6. For each j such that ZCj depends on discrete varibles dl changed
at the Handler Hi and ZCj ∈ ZCl p :

• Request from the Model which quantized state variables qm
lp
affect the expression of ZCj and update the values of qm (t)
from Eq.(7.6).
• Evaluate ZCj (t) from the Model and estimate the next event
time, at which ZCj (t) = 0.

7. For each j such that x j is changed at the event handler Hi , if
lp

lp

q j ∈ xl p , proceeds as if a change had occurred in q j at time tl p .
8. Update the global time–stamp hi = tl p for the event.
9. Select the next step time tl p as the minimum time of change in all
quantized states and zero crossing functions calculated by the LP.
When an external change is detected due to a modification in qi ∈
q
xinl p at time ti , the simulation algorithm takes the following steps:
q

1. Set the simulation time to tl p = ti .
lp

2. Set the new values of the coefficients qi,k = qi,k and set the local
ql p

time ti

= tl p .
lp

3. After the local copy of the quantized variable qi,k and the local
ql p

time ti

has been updated the simulation algorithm proceeds as if
lp

there is an internal change in the quantized variable qi resuming
the execution of the procedure described above from the step
number (6).
Finally, when an external change is detected due to the execution
of a handler Hi ∈ hinl p at time hi , the simulation algorithm takes the
following steps:
1. Set the simulation time to tl p = hi .
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lp

2. Set the local time–stamp of the handler execution hi = hi .
3. After the local time–stamp has been updated the simulation algorithm proceed as if there is an internal change due to an event
triggered by the condition ZCi (t) = 0 resuming the execution of
the procedure described above from the step number (4).
7.6

synchronization and numerical errors

Compared to a sequential QSS simulation, the parallel implementation
reduces the computational time needed but introduces a new problem
related to the need of synchronization between processors. If the LPs
are not correctly synchronized, they may have received events out of the
correct order, which as described in Section 7.3, may lead to a bounded
numerical error in the trajectories.
Let us suppose that we use P = 2 processors to simulate a QSS
approximation of the following system:
ẋ(t) = f(q(t), v(t))
And suppose the system is partitioned in two LPs as follows:
ẋ a (t) = f a (qa (t), qb (t), v(t))
ẋb (t) = fb (qa (t), qb (t), v(t))
where:
x = [x a xb ] T ; q = [q a qb ] T ; f = [f a fb ] T
An error in synchronization implies that the values q a are received
with a certain communication delay (depending on latencies and choice
of the time advance parameter ∆t) τa (t) by the LP that needs it to
compute xb , and similarly there would be a delay τb (t) in receiving q a
from the first LP that depends on it to calculate x a :
ẋ a (t) = f a (qa (t), qb (t − τb (t)), v(t))

ẋb (t) = fb (qa (t − τa (t)), qb (t), v(t))
The presence of delays will induce an extra approximation error with
respect to the true system trajectories, on top of the approximation error
of the QSS methods. With the hypothesis that the delays τa (t),τb (t)
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are bounded and some constraints on the system properties, it can be
shown that the corresponding simulation error is bounded and added
to the QSS approximation error (Castro et al. 2011). In practise, in the
performed simulation experiments this synchronization error is directly
correlated to the amount of synchronization needed between the LPs
and monotonically decreases with the parameter ∆t.
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8
E X P E R I M E N TA L R E S U LT S O N L O A D B A L A N C I N G
F O R PA R A L L E L Q S S S I M U L AT I O N

In Chapter 6 load balancing strategies have been presented, that given
a µ–Modelica model can generate an optimized partitioning C of the
individual QSS computational tasks to a number of P processors. In
Chapter 7 a parallel implementation of the QSS standalone solver
is presented, which given a µ–Modelica model and a partitioning C ,
performs the parallel QSS simulation on the P processors. Therefore, all
the necessary ingredients are here to enable a series of experiments that
test both the correctness of the implementation as well as the efficiency
of the load balancing algorithms.
8.1

benchmark framework

In Fig. 8.1 the benchmark used to evaluate the proposed load–balancing
scheme in the context of the parallel stand–alone QSS implementation,
is graphically depicted. The input to all steps is a µ–Modelica model.
Having the µ–Modelica model and following the steps in Section 6.2.6
the QSS Computational Graph (QSS-CG) is constructed. Weights for the
QSS-CG graph are obtained via a serial QSS simulation. The QSS-CG
graph is then symmetrized for the graph partitioning software (METIS
and SCOTCH) or the equivalent hypergraph is constructed as discussed
in Section 6.2.8 for the hypergraph partitioning software (hMETIS and
PaToH).
Every partitioning software takes as input a graph (or hypergraph)
representation in the appropriate format1 , the number of partitions P
equal to the number of processors and the requested imbalance e of
the balanced partitioning (see Eq. 6.3). The output of its partitioning
algorithm is a partitioning C of the QSS-CG nodes into P disjoint
partitions which is modeled as a vector c of length |V | containing the
partition index {1, 2, . . . , P} for each node ui ∈ V . From the achieved
1 Every software has its own representation text format for its input
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Figure 8.1.: The experimental setup used for the evaluation of the proposed load balancing schemes, explained in more detail in
Section 8.1.
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partitionings we can compute several metrics to assess the quality of
the estimated partitions.
Everything is ready now to run the parallel QSS simulation. The
parallel QSS implementation needs as input a partitioning vector c
and the µ–Modelica representation of the model in order to deploy
the simulation onto P processors of the multicore system. The parallel
simulation returns a simulation trajectory and a timing log which we
can then compare to a ”serial” simulation to compute the speedup
achieved, as well as the simulation error. For a fair comparison the
”serial” simulation is conducted on the same multicore machine using
only one core, something that is not depicted in Fig. 8.1 for simplicity
reasons.
The following simulation platforms were used for parts of the experiment:
• A 32bit Linux desktop with a 4–core processor @ 2.66 GHz and 4
GB of RAM. This machine is used to construct the QSS Computational Graphs, calculate the model partitionings and evaluate the
partitioning metrics.
• A 64bit Linux desktop with 4 8–core AMD Opteron 6272 processors (32 in total) and 260 GB of RAM. No HyperThreading is used,
therefore we have access to only 32 cores in total. This machine is
used to perform the parallel simulations and report the achieved
speedups.
8.1.1 Partition Metrics
The partition metrics evaluate the quality of the generated partitions.
An important consideration when computing those quality measures is
that the computations have to be performed on the original directed
(and possibly weighted) QSS Computational Graph and not on either
the symmetrized graph or the hypergraph representations. The reason
is that we assume that the QSS-CG is our true model that captures the
computational effort of a QSS simulation and the other representations
are inevitable approximations of this true model, that are required as
inputs from the existing partitioning algorithms.
The following partition metrics are being considered:
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• Edge–Cut:
edgeCut(C , G) =

∑ {w(u, v)|u ∈ Ci , v ∈ C j , i 6= j}

(8.1)

Ci ,C j

• Total Communication Volume:
P

totCommVol (C , G) =

∑∑

i =1 u∈Ci

w(u, .)(λ(u, C ) − 1)

(8.2)

• Maximum Communication Volume:
maxCommVol (C , G) = max
• Maximum Imbalance:
maxImbal (C , G) = max
Ci

∑

w(u, .)(λ(u, C ) − 1)

(8.3)

∑u∈Ci l (u) − (∑v∈V l (v)) /P
(∑v∈V l (v)) /P

(8.4)

Ci

u∈Ci

where C is an achieved partitioning, G = (V , E , l, w) the QSS Computational Graph derived from the µ-Modelica model under consideration
and λ(u, C ) as defined in Eq. 6.8
8.1.2

Performance Metrics

The performance metrics evaluate the quality of the performed parallel
QSS simulation. The quality of a simulation is typically measured by the
achieved error in the simulated trajectories as well as the computational
time required for the simulation.
To estimate the accuracy of the parallel simulation for a given setting,
reference trajectories (tref , yref ) have to be obtained. The reference trajectories are computed by running a ”serial” simulation on the parallel
machine using only one core and the same tolerance settings that are
used for the multicore simulations. In that way the computed error
reflects the effect of the distribution of the simulation over multiple
cores.
To calculate the simulation error, each simulated trajectory was compared against the reference solution. To achieve this goal, the parallel
QSS solvers were forced to output points on the same equidistant grid
obtaining simulation trajectories (tref , ysim ).
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Computing the achieved speedup of the parallel simulation on P
processors, requires measuring the physical computational time spent
in the parallel simulation, TP , as well as the computational time of a
serial execution on the same multicore machine but only using P = 1
processor, T1 .
The following performance metrics can now be defined:
• Normalized Mean Error:
error =

mean(|ysim − yref |)
mean(|yref |)

• Speedup:
speedU p( P) =

8.2

T1
Tp

(8.5)

(8.6)

models

The following three models were used in order to explore the effectiveness of the proposed static and semi–static load balancing algorithms.
The first two, Advection20000 and Spikings20000 2 , have a regular structure where the optimal solution can be understood and reached, while
the last one, SpikinLeaky, has an irregular and more challenging structure that is not possible to be manually partitioned in a sensible way.
We note here that the current compilers, both of the stand–alone QSS
and the OpenModelica one, fail to compile successfully large Modelica
models with irregular structure. On the other hand, the load balancing
of parallel simulation is typically relevant for large models, in order
to see computational benefits from the parallel simulation. Therefore,
the current compiler limitations led us to experiment on systems with
more regular structures that could scale up to thousands of variables.
8.2.1 Advection Model (Advection20000)
The first example consists of a set of Advection–Diffusion–Reaction
(ADR) PDE equations. The model is adapted from (Bergero et al. 2013b),
where the method of lines is used to convert the PDEs to a sparse set of
ODEs of the form:
2 the number 20000 after each model name denotes the number of state variables as
described in the respective sections for each model
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u̇i = (−ui + ui−1 ) · N − µ · ui · (ui − α) · (ui − 1).

(8.7)

where i = 1, . . . , N. We used parameters u0 = 1, α = 0.5 and µ = 1000
with initial conditions ui (0) = sin(i ∗ 20/N ) > 0.
In the following experiments the model size N is fixed to 20000,
therefore we are going to refer to this instantiation as the Advection20000
model. The model trajectories represent a traveling wave as can be seen
in Fig 8.2a. Since there are only continuous ODE equations of the form
of Eq. 8.7 the QSS Computational Graph will be of size N × N and
consist of the main diagonal along with superdiagonal that capture the
dependences in Eq. 8.7.The actual µ–Modelica code that describes the
model is provided in Listing A.3.
8.2.2

Spiking Neural Network (Spikings20000)

The spiking neural network model is an adaption of the Izhikevich
model as presented in (Grinblat et al. 2012). The system’s behavior is
governed by the following set of ODEs:
v̇i = 0.04 · v2i + 5 · vi + 140 − ui + Ii

u̇i = α · ( β · vi − ui ).

(8.8)

where i = 1, . . . , N and the state variables vi (t) represent the membrane
potential of each neuron while ui (t) model the membrane restitution
phenomenon.Variable Ii is the input current which is modeled here as
a random number sampled uniformly from [0, 10] for each neuron. We
used parameters α = 0.02, β = 0.2 with initial conditions ui (0) = 1 and
ui (0) = −60.
The Izhikevich model includes also a discontinuous behavior. When
at time t variable vi (t) reaches a given threshold value (here 30mV), the
neuron fires and the state variables are reset as follows:
vi ( t + ) = ci
ui ( t + ) = ui ( t ) + di

(8.9)

Example simulated trajectories of the Spikings20000 model can be
seen in Fig. 8.2b. For more information on the model the µ–Modelica
representation is provided in Listing A.4. In the following experiments
the model size N is fixed to 20000 and we are going to refer to this
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Figure 8.2.: Simulated trajectories of the Advection20000 model state
variables u1 , u500 and u1500 plotted in (a) and representative trajectories of the Spikings20000 model state variables
v1 , v500 and v1500 depicted in (b). In (c) the structure of
the QSS Computational Graph of spikings10000 model is
sketched, while in (d) a representative partitioning into
P = 16 processors using the metisCut algorithm.
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instantiation as the Spikings20000 model. The corresponding QSS Computational Graph will be of size 3N × 3N as there are 2N state variables
and N ZCs that describe the neuron firing behavior. The QSS-CG graph
for the spikings10000 model is depicted in Fig. 8.2c.
8.2.3 Spiking Leaky Network (SpikingLeaky)
It is evident that the Spikings20000 model represents a large network
of isolated neurons. A generalization of the model with interconnections added between neurons is presented in (Grinblat et al. 2012). We
shall refer to the generalized version as the SpikingLeaky model. The
continuous part of the model consists of the following equations:


v̇i = (vrest − vi ) + giex · ( Eex − vi ) + giinh · ( Einh − vi ) /τ

ġiex = − giex /τ ex

ġiinh = − giinh /τ inh .
where i = 1, . . . , N and giex and giinh are the excitatory and inhibitory
conductances, respectively, while Eex and Eex are the reversal potentials.
The state variables giex and giinh follow an exponential decay with τ ex
and τ inh being the decay rate parameters.
The SpikingLeaky model consists of N = 300 neurons, 25% of which
are of inhibitory type, while the rest are of excitatory type. Furthermore,
each neuron is connected (in a random way) with a random number of
other neurons in such a way that an average connectivity of a neuron
with 6 neighbors (0.02% of the total population) is ensured, leading to
a sparse model.
The discontinuous behavior is again related to neurons firing when
vi exceeds the −50mV threshold. If the firing neuron is excitatory the
excitatory conductances of his neighbors are increased by a quantity
∆ex , while in the inhibitory case the inhibitory conductances are raised
by ∆inh . For a more detailed description and parameter values the
corresponding µ–Modelica model is listed in Listing A.5.
An example simulated trajectory of a neuron voltage v1 is depicted
in Fig. 8.3a and the corresponding trajectories of the excitatory and
inhibitory conductances giex and giinh in Fig. 8.3b. The corresponding
QSS Computational Graph for the spikingLeaky model is depicted in
Fig. 8.3c and is of size 1540 × 1540. The first 900 rows correspond to the
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state variables and the rest to the discontinuous part. We see that the
dependences are, in general, regular, with the exception of the random
connections of neurons that result in the dense submatrices.
8.3

experiments

8.3.1

Partitioning Algorithms/Software

In Section 6.3 a number of different software platforms, where various
partitioning algorithms are implemented, are shortly presented and
discussed. Here we provide in more detail, which algorithms are finally
chosen for the following experiments:
1. metisCut Graph k–way partitioning algorithm from the METIS
package (Section 6.3.1), implemented in the gpmetis routine and
optimizes the edgecut metric of Eq. 6.3.
2. metisVol Graph k–way partitioning algorithm from the METIS
package (Section 6.3.1), implemented in the gpmetis routine, optimizes the total communication metric of Eq. 6.8.
3. scotch Graph bipartitioning algorithm from the SCOTCH package
(Section 6.3.2), implemented in the gpart routine and optimizes
the total communication metric of Eq. 6.13, run with the ”-bg”
parameters that enforces load balance as much as possible and
privilege quality over speed.
4. hmetis Hypergraph k–way partitioning algorithm from the hMETIS
package (Section 6.3.3), implemented in the khmetis routine and
optimizes the total communication volume of Eq. 6.10.
5. patoh Hypergraph bipartitioning algorithm from the PATOH
package (Section 6.3.4), implemented in the patoh routine and
optimizes the hyperedge cut metric of Eq. 6.9.
The following parameter settings apply to all algorithms across experiments:
• The requested maxImbalance value is set equal to 5%.
• In the case of non–deterministic algorithms, different a random
seed value was provided, to obtain truly randomized runs.

162

8.3 experiments

• For a certain parameter configuration, each algorithm was run
5 times to provide an equal number of partitions. All the plots
that follow reflect the variability of those 5 partitionings for each
algorithm.
• For a specific partitioning, three parallel runs were performed
with three different values of the time advance parameter ∆t: For
the Advection20000 model, ∆t = 1, 10, 100 msec, for the Spikings20000 model ∆t = 10, 100, 1000 sec, and for the SpikingLeaky
model ∆t = 1, 10, 100 sec.
• Comparisons between algorithms are performed, for each model,
for the same value of ∆t. Unless stated otherwise, the optimal
selected ∆t values for each model are: ∆t = 10µsec for Advection20000, ∆t = 1000sec for Spikings20000 and ∆t = 1sec for the
SpikingLeaky model.
Throughout the experimental section, the unweighted cases correspond to a partitioning of an unweighted QSS Computational Graph,
and therefore address the static load balancing problem. On the other
hand, the weighted cases originate from the weighted versions of the
QSS-CG and therefore correspond to the semi–static load balancing
problem.
8.3.2 Partitioning Quality
Two of the simulated models, namely Advection20000 and Spikings20000,
have a regular structure, and for them it is quite straightforward to
obtain an optimal3 partitioning manually, thus being able to confirm
the success of the automatic partitioning approach. The SpikingLeaky
model, on the other hand, exhibits a quite irregular structure, as seen in
Fig. 8.3c, and it is impossible to reach ”manually” a good partitioning
result.
Spikings20000
The QSS Computational Graph of the Spikings20000 model is of size
60000 × 60000 and a smaller version of it (for N = 10000) is plotted
3 In the following, optimal will refer to partitionings that achieve the minimum inter–
processor communication expected in theory, while optimized to the heuristic minimization achieved by the partitioning algorithms
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in Fig. 8.2c. As derived from Eq. 8.8 and Eq. 8.9 there are only
dependences between pairs of the state variables ui and vi and their
corresponding i–th ZC and handler function depends only on those
variables. Therefore an optimal partitioning that ensures zero communication between different partitions exists and can be achieved if every
triplet of dependent variables and handler are assigned to the same
partitioning. An exemplary optimal partitioning is shown in Fig. 8.2d.
Indeed all partitioning algorithms and methods reach the optimal partitioning, achieving zero edge cut and zero communication within the
requested imbalance tolerance, thus the exact partition quality statistics
are not listed here.

advection
20000

advection
20000

weighted

unweighted

Table 8.1.: Partitioning Quality metrics for the Advection20000 model,
P = 16 partitions and both the unweighted and weighted
case.
edge
max
tot
max
Cut
Imbal(%) ComVol ComVol
metisCut
16
4
16
1
metisVol
16
4
16
1
scotch
16
0
16
1
hmetis
16
0
16
1
patoh
16
0
16
1
metisCut
metisVol
scotch
hmetis
patoh

2.71E+4
2.75E+4
2.74E+4
2.85E+4
2.86E+4

4.5
4.2
4
0
0

2.71E+4
2.75E+4
2.74E+4
2.85E+4
2.86E+4

1.91E+3
2E+3
2.1E+3
2.15E+3
2.22E+3

Advection20000
The QSS–CG of the Advection20000 model has 20000 rows and the
same number of columns. As seen from Eq. 8.7, every state variable
ui depends on its previous one (with u1 depending on u N ). Therefore, an optimal partitioning can be reached if the adjacency matrix
is partitioned in equal groups. However, there would always be one
edge being cut from the last member of one partition to the first of the
next partition (plus one from the first to the last partition), thus for P
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partitions the expected optimal edgeCut (and totCommVol) is equal to
P.
The expected optimal partitioning is reached by all partitioning
methods as listed in Table 8.1 for P = 16 partitions. There we see that
all algorithms minimize the edgeCut (and therefore the totalCommVol)
to 16 with a maxCommVol equal to 1 since each edge cut has a weight
of one in the unweighted case. Furthermore, all methods achieve a
balanced result with the metisCut and metisVol failing to reach the
optimal zero imbalance but still staying within the requested imbalance
tolerance of 5%. For the weighted case, the graph–based algorithms
achieve slightly better partitionings (∼ 5% smaller edgeCut) but this
comes at the cost of a non–zero imbalance.
SpikingLeaky
The constructed QSS-CG of the SpikingLeaky model has a quite irregular structure as can be seen in Fig. 8.3c. Furthermore, it has a
symmetry degree of 0.145 (percentage of adjacency matrix entries that
differ from its symmetrized version), which shows that the graph is also
highly asymmetric. Therefore, the achieved partitionings are expected
to reveal the differences between the graph– and the hypergraph–based
partitioning methods.
In Fig. 8.4a (Fig. 8.4e) the edgeCut metric for the unweighted
(weighted) case is plotted. As expected, in the unweighted case, the
graph algorithms that specifically optimize for that quantity achieve
smaller values, 1202 and 1201 for metisCut and scotch respectively,
while the metisVol which optimizes for the communication volume is a
bit worse with an edgeCut of 1320. On the other hand, the hypergraph–
based methods which optimize for the totalCommVol metric achieve
much larger edgeCuts of 1466 for hmetis, and 1554 for patoh. Interestingly, in the weighted case the hypergraph algorithms perform better
in the minimization of the edgeCut metric, achieving edgeCut values
of 29277 and 30261, for hmetis and patoh respectively. Of course, still
metisCut (36526) is better than metisVol (42553) with scotch achieving
an edgeCut of 32230. This observation is supported also in the literature,
where it is documented that hypergraph partitioners often perform
better also in edgeCut optimization, compared to the graph–based
ones, when partitioning highly asymmetric graphs (Rajamanickam and
Boman 2012).
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All the partitioning algorithms, with the exception of patoh, manage
to keep the maximum achieved imbalance of the partitionings under
the requested threshold of 5% as shown in Fig. 8.4b and 8.4f.
In several experiments, see e.g. (Catalyurek and Aykanat 1999; Boman et al. 2008; Rajamanickam and Boman 2012), it is reported that
hypergraph partitioners achieve significant reduction in the totalCommVol metric when applied to highly assymetric graphs. Besides the fact
that they are optimizing directly for this metric they seem to greatly
benefit from the fact that they do not operate on the symmetrized graph,
but directly on the original one, leading to average reductions of up
to 40% in the total communication volume. In our application, SpikingLeaky model, a reduction of ∼ 5% is observed in the unweighted
and ∼ 20% in the weighted case. More specifically, hmetis and patoh
achieve a totalCommVol of 985 and 946 respectively, while metisCut,
metisVol and scotch achieve a totalCommVol of 1109, 1004 and 1091
respectively. In the weighted case, both hmetis and patoh optimize to a
value of totalCommVol around 26100, while the graph–based methods
differ significantly with metisCut achieving a totalCommVol of 35894,
metisVol 40348 and scotch 31341. It is quite interesting that the metisVol
algorithm, although it optimizes for the totalCommVol, performs worse
than the metisCut one.
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8.3.3

Partitioning Computational Time

In this section the computational complexity of the various partitioning
algorithms is experimentally studied. It is, in general, expected and
reported that graph partitioning algorithms have lower complexity, run
faster and scale better than their hypergraph cousins (Boman et al. 2008;
Rajamanickam and Boman 2012).
This is verified in our model cases. For the simpler Advection20000
model the scaling of the algorithms for increasing number of partitions
is depicted in Fig. 8.5a for the unweighted and Fig. 8.5b for the
weighted case. We observe that in both the unweighted and weighted
cases, for P = 4 the graph algorithms, metis and scotch, need around
40msec while the hypergraph algorithms, hmetis and patoh, around
100 and 70msec respectively. As the number of partitions increases the
gap between the CPU time needed for the graph vs the hypergraph
methods is increasing as the latter methods scale much worse. For
P = 32, metis and scotch need only 50msec to converge to a solution,
while patoh needs 250msec and hmetis over 350msec.
The same experiment is performed for the more complex structure
of the SpikingLeaky model and the results are plotted in Fig. 8.5c
and 8.5d. Although the resulting graph is much smaller (1540 rows
vs 20000) from the Advection20000 model, the partitioning solution is
non–trivial. Still, the hypergraph algorithms require much more time
to obtain a good partioning compared to the graph ones. However, the
metis methods scale now worse than in the Advection example, while
scotch maintains the exact same behavior. For P = 32 partitions, scotch
needs only 50msec, while metisCut 110msec, metisVol 140msec and the
hypergraph partitioners hmetis 260msec and patoh 250msec.
Finally, we investigated the effect of the model size on the computational time required by the different partitioning algorithms. To this
end, the Advection model was employed for N = 10000 and N = 20000
and the results are shown in Fig. 8.5e and 8.5f. We observe that, for both
the unweighted and weighted cases, the graph algorithms require the
same CPU time and exhibit the same scaling, while for the hypergraph
methods, patoh is consistently faster than hmetis, although exhibiting
the same scaling behavior.
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8.3.4

Speedups

In this section we discuss the speedups that the load balancing algorithms achieved in the performed experiments. The speedup metric,
as defined in Eq. 8.6 reflects how much faster the parallel algorithm
using P cores is, compared to a serial simulation. Typically, in an ideal
setting, the optimal expected speedup is linear with speedU p( P) = P.
Spikings20000
In Fig. 8.6c (Fig. 8.6d) the mean achieved speedup for the unweighted
(weighted) Spikings20000 model is depicted. Each datapoint in the plots
corresponds to the mean measured speedup over all the unweighted
(weighted) algorithms and the shaded area corresponds to the standard
deviation. The speedups of the individual algorithms are plotted in
Fig. 8.7c for the unweighted and in Fig. 8.8c for the weighted case. All
results shown are for a fixed ∆t value equal to 1000 sec.
The Spikings20000 model represents an ideal case where zero communication between the LPs and a perfect load balancing can be achieved.
Indeed as seen in Section 8.3.2 such perfect model partitionings are
reached by all tested algorithms. Therefore, the expected speedups
should be close to the optimal one, which is confirmed by the experimental speedups in Fig. 8.6c. Indeed the achieved speedups are close
to 5 for P = 4, 8 for P = 8, 15 for P = 16 and reach close to 25 for
the maximum of P = 32 processors. After P = 16 signs of saturation
are being observed and further experiments with more cores need to
be performed to verify the scaling for larger P values. Furthermore,
in Fig. 8.7d (Fig. 8.8d) the estimated errors are plotted for the unweighted (weighted) case, where we verify that all algorithms achieve,
as expected, zero simulation error. Finally, no statistically significant
differences can be derived, from the conducted experiments, between
the graph and hypergraph representations and between the unweighted
and weighted cases.
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Figure 8.6.: Mean Speedups (over all algorithms) for all models, for both
the weighted and unweighted cases and optimal ∆t values.
The shaded area corresponds to one standard deviation.
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Advection20000
In Fig. 8.6a (Fig. 8.6b) the mean achieved speedup for the unweighted
(weighted) Advection20000 model is depicted. Each datapoint in the
plots corresponds to the mean measured speedup over all the unweighted (weighted) algorithms and the shaded area corresponds to
the standard deviation. The speedups of the individual algorithms are
plotted in Fig. 8.7a for the unweighted and in Fig. 8.8a for the weighted
case. All results shown are for a fixed ∆t value equal to 100 msec.
In Section 8.3.2 we saw already that all partitioning algorithms manage to reveal the optimal partitioning of the advection20000 model, with
P equally–sized partitions resulting in an optimal edgeCut of P edges.
Therefore, the expected behavior of all load balancing algorithms that
are based on those partitionings is expected to be the same. Indeed,
all algorithms for both the weighted and unweighted representations
exhibit the same speedup scaling behavior, reaching towards saturation
around speedU p( P) = 7 for the maximum of P = 32 processors, which
is the optimal speedup for this particular model instance.
We claim that the optimal speedup for the Advection20000 model,
as described by Eq. 8.7, is 7 and is achieved by a partitioning into
7 partitions. The main reason behind that behavior has to do with
the initial conditions ui (0) = sin(i ∗ 20/N ) > 0. The period of the
sinusoidal initial conditions results in the splitting of the state variables
in ceil (20/pi ) = 7 groups with alternating 0 and 1 initial conditions.
Those are the groups that will be active throughout the course of the
simulation 4 . Therefore, an optimal partitioning should respect this
model–dependent logical partitioning. If, for example, one uses more
partitions, then the extra ones will have to wait for the others to finish
computations. If the initial conditions are set in a different way, we
expect that the scaling of the speedups will be directly affected.
In Fig. 8.7b (Fig. 8.8b) the estimated errors are plotted for the
unweighted (weighted) case, where we verify that all algorithms achieve
comparable errors, therefore their speedups are also comparable.
SpikingLeaky
In Fig. 8.6e (Fig. 8.6f) the mean achieved speedup for the unweighted
(weighted) SpikingLeaky model is depicted. Each datapoint in the plots
4 Remember also that the solution is a travelling wave
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corresponds to the mean measured speedup over all the unweighted
(weighted) algorithms and the shaded area corresponds to the standard
deviation. The speedups of the individual algorithms are plotted in
Fig. 8.7e for the unweighted and in Fig. 8.8e for the weighted case. In
Fig. 8.7b (Fig. 8.8b) the estimated errors are plotted for the unweighted
(weighted) case, where we verify that all algorithms achieve comparable
mean errors (between 0.053 and 0.057), therefore their speedups are
also comparable. All results shown are for a fixed ∆t value equal to 1
sec.
The SpikingLeaky model is particularly interesting because of its
irregular and realistic structure compared to the first two models. A first
observation is that the scaling of all algorithms is quite promising for
both the unweighted and weighted cases. In the unweighted case, the
achieved speedups are close to 2 for P = 4, 4 for P = 8, 8 for P = 16 and
reach close to 16 for the maximum of P = 32 processors with no signs
of saturation. Remarkably, the weighted cases (except for the metisVol
algorithm) reach significantly better speedups that are approaching
the optimal linear ones that are achieved by the much simpler (and
communication–free) Spikings20000 model. More specifically, the mean
speedups of the weighted algorithms are close to 2 for P = 4, 5 for
P = 8, 10 for P = 16 and reach close to 23 for the maximum of P = 32
processors without any saturation.
The weighted algorithms in Fig. 8.8e exhibit good speedups, except
for the metisVol algorithm whose speedup deviates more and more
from the other ones while P increases, reaching 18 for P = 32 (compared
to 23 for the rest). Interestingly, also its estimated error, as seen in Fig.
8.8b, although it is in the same order of magnitude, is worse than
the one achieved for all other algorithms. Therefore, the behavior of
the algorithm is consistently worse, which could be explained by the
consistently worse partition quality metrics (edgeCut, totCommVol
and maxCommVol) that the partitionings provided by metisVol exhibit.
This case could be an indication of the necessity to provide consistently
optimal partitionings, with respect to edgeCut and load imbalance.
Unfortunately, the differences between the graph and hypergraph
methods are not statistically significant, also in this case, although
in Section 8.3.2 significant improvements on the achieved edgeCut
and totCommVol were achieved by the hypergraph–based methods, as
shown e.g. in Fig. 8.4e and 8.4g.
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model.
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8.3.5

EdgeCut Effect on Speedup and Error

A key hypothesis in the posing of the load balancing problem as an
optimization problem of the form of Eq. 6.3, that tries to minimize
the edgeCut keeping the load balanced across processors, is that the
minimization of the edgeCut has a direct (positive) impact on the
achieved speedups and achieved errors. Intuitively, it is expected that
the less the required synchronization between the LPs, the faster the
parallel simulation and the smaller the error.
To verify this hypothesis we first constructed a simple synthetic
problem where different partitionings where obtained with increasing
values of edgeCut while keeping the load balance constant. To achieve
that we started from a simple model representing a series of indepedent air-conditions which is provided with the standalone QSS solver
(airconds.mo model) which is very similar to the Spikings20000 model.
It also has state variables that are independent from each other but
depend on a series of discrete variables. Like the Spikings20000 model,
it can be also perfectly partitioned in P partitions of equal size. Starting
from this original optimal partititioning we started exchanging vertices
in such a way that dependent equations are now in different partitions,
therefore resulting in edges being cut. Several instances of the synthetic
partitionings were obtained, each with an increasing edgeCut value.
In Fig. 8.9a the speedups obtained using the synthetic partitionings
are plotted against increasing values of the edgeCut 5 . The expected
negative correlation between the partition edgeCut and the achieved
speedup is verified from the experimental results, where the correlation
is estimated to −0.939. The positive correlation of the simulation error
with the edgeCut is depicted in Fig. 8.9b, with an estimated correlation
of 0.671, which also verifies our hypothesis 6 .
For the Spikings20000 and Advection20000 models, the resulting
partitionings are all the expected optimal ones and therefore do not
allow to test the effect of edgeCut on the results. However, in the
SpikingLeaky model the resulting partitionings from different methods
5 Note that here edgeCut and totCommVol are the same as in the Spikings20000 example
6 We need to note here that the error is being calculated on the trajectories of two state
variables and therefore the impact of slightly increasing the edgeCut may not directly
increase the error. To observe the full picture/relation one should compute the error
on all state trajectories
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Figure 8.9.: Effect of edgecut (and totalCommVol) on the speedup and
error performance metrics. In (a-b) for a synthetic airconditioning model and in (c-d) for the SpikingLeaky model.

exhibit a degree of variability which we exploited to test the relation
between the edgeCut and the achieved speedups for a realistic model.
In Fig. 8.9c each black square corresponds to the totCommVol value
of a partitioning and each grey circle to the edgeCut value. Therefore,
each partitioning is represented by two points in the graph which
have the same speedup value. The negative correlation of both metrics
with the measured speedups still holds, with edgeCut exhibiting a
higher correlation of −0.815 (compared to −0.761 for the totCommVol).
Similarly, we verify that the error increases for larger values of the two
metrics, as shown in Fig. 8.9c, with the edgeCut having a positive
correlation of 0.6690 against a correlation of 0.5975 for totCommVol.
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8.3.6

Weighted vs Unweighted QSS Computational Graph

As already discussed in the speedup Section 8.3.4, there was no computational benefit from the use of the weighted representations versus
the unweighted ones in the Spikings20000 and the Advection20000
models. However, the extra information of the actual QSS computational load, which is measured via a sequential simulation and captured
by the edge/node weights as described in Section 6.2.3, resulted in
a significant speedup of the parallel simulation for the more realistic
SpikingLeaky model.
The mean speedups of the weighted and unweighted algorithms
are plotted in Fig. 8.10a for the SpikingLeaky model and a value of
parameter ∆t equal to 1, while in Fig. 8.10b for ∆t = 2. The mean
speedup of the weighted and unweighted algorithms is depicted with
the red and blue line respectively, while standard deviations correspond
to the shaded areas of the same colors.
We see that in both cases there is a clear gain from the use of weighting information ranging from a maximum of ∼ 35% for ∆t = 1 in Fig.
8.10a to a maximum of more than 100% for ∆t = 2 and Fig. 8.10b. We
also observe that the use of extra information is more critical as the
number of processors increases.
It is indeed expected that the extra information exploited in the semi–
static load balancing case will achieve at least the same efficiency with
the agnostic state case. For models characterized by non–trivial distributions of their node computational weights, like the SpikingLeaky model,
it is expected that the weighted partitioning will enhance the parallel
simulation performance. Therefore, the weighting information that
can be measured online during the simulation can be used, in a future
dynamic load balancing implementation, to successfully rebalance the
computations.
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8.3.7

Effect of ∆t parameter

The selection of the time advance parameter ∆t, as defined in Eq. 7.7,
is critical for the efficiency of the parallel simulation, as it controls
how tight the synchronization is. Therefore parameter ∆t controls the
tradeoff between the simulation error and computational efficiency
of the parallel simulation or speedup. In (Bergero et al. 2013a) an
Adaptive Real–Time Scaling (ARTS) approach has been proposed and
implemented that automatically selects the optimal value for the corresponding parameter, called real–time scaling factor, in such a way
that the time that processors spend waiting is minimized. Unfortunately such an adaptive approach has not yet been implemented in our
framework.
In our work, the choice of the ∆t parameter is performed manually,
in a way that ensures a meaningful simulation, in terms of error, that
still yields acceptable speedups and benefit from the parallel simulation.
We need to note, however, that while we cannot claim that the obtained
speedups are optimal, we can claim that the comparisons between the
different load balancing algorithms and techniques is fair, as they were
performed with the same value of ∆t for each model.
In Fig. 8.11 is depicted the effect of the ∆t parameter on the achieved
simulation speedup and error for two models. More specifically, in Fig.
8.11a and Fig. 8.11b is plotted the speedup and error respectively for
the Spikings20000 model, while in Fig. 8.11c and Fig. 8.11d for the
Advection20000 model for a fixed number P = 32 of processors. The
expected behavior of the speedup dependence in both cases is verified.
As the ∆t parameter decreases, the parallel simulation converges to a
serial one and the speedup decreases. As the time advance ∆t increases,
the enforced synchronization becomes less and less tight and the simulation is expected to converge towards a completely parallel execution,
which is seen in Fig. 8.11a and Fig. 8.11c for the two models.
Regarding the error, we need to keep in mind that it is computed with
respect to the serial simulation. Therefore, as the parallel computation
converges towards the serial one, the error is expected to converge
to zero as can be seen in Fig. 8.11d. Of course, the error for the
Spikings20000 is constantly zero, regardless of the choice of the ∆t
parameter, since there is no induced communication with the optimal
partitioning, as depicted in Fig. 8.11b. This result serves also as a sanity
check for the correctness of the parallel standalone QSS implementation.
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8.4

conclusions

In this chapter, the experimental results from coupling the QSS Computational Graph/Hypergraph partitioning of Chapter 6, as an approach
to solve the load balancing problem, with the parallel standalone QSS
solver of Chapter 7, are presented and discussed.
The partitionings achieved by all algorithms resulted in impressive
computational speedups, close to the expected optimal ones, for all
the tested models. Furthermore, the semi–static load balancing of
the SpikingLeaky model, with the use of appropriate weights in the
graph/hypergraph representation, proved significantly more efficient
than the unweighted static load balancing, achieving to double the
speedup for the same error order. Finally, the expected negative correlation of the partitioning edgeCut with the parallel speedup, as well as
the corresponding positive correlation with the error, was established.
Unfortunately, although the hypergraph–based algorithms achieved
a significant reduction in the edgeCut in the SpikingLeaky model, there
was no significant difference measured in the respective speedups. Future experiments with a larger class of irregular models need to be
performed, in order to see if there could be any benefit from using
hypergraph partitioning for the load balancing of parallel QSS simulations.
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“No one believes the CFD
(simulation) results except the
one who performed the
calculation, and everyone believes
the experimental results except
the one who performed the
experiment.”
— P.J. Roache

9.1

summary

This work contributes towards the holy grail of numerical simulation,
namely solvers that enable fast and reliable simulation of hybrid DAE
models and particularly the subclass of ”hard” problems that consists
of large, sparse, stiff models with heavy discontinuities.
In Part I, algorithmic approaches are analyzed, that bridge the gap
between standard modeling languages of hybrid systems, such as Modelica, and the QSS sequential solvers. The proposed algorithms tackle
both current implementations of QSS methods, the newest and more
efficient stand–alone QSS solver and the DEVS–based implementation
within the PowerDEVS environment. The correctness of the algorithms
is established through experimental simulation results and significant
evidence is presented that justify the use of QSS methods, as the solvers
of choice, for the subclass of ”hard” problem instances that we are
interested in.
In Part II, the focus was shifted to the enhancement of parallel QSS
simulation. A novel load–balancing approach, based on appropriate
graph representation of the underlying QSS simulation, has been proposed and coupled with a parallel implementation of the stand–alone
QSS solvers for multicore platforms. Extensive experimental evidence
suggests that the algorithm manages to partition optimally the QSS
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computational subtasks into the available set of processors, minimizing the required inter–processor synchronization and communication,
while keeping the workload balanced between them, thus maximizing
the achieved parallel speedup.
9.2

future work

The methods introduced in this thesis and the conclusions that are
drawn can be extended and further verified in various ways. Future
work could potentially consider the following directions:
• As stated in the quote from P.J. Roache, there could be a lot of
scepticism and critique, when simulation results are used to verify
a certain hypothesis. Especially when the hypothesis to be proven
is quite general, for example trying to establish the superiority of
a proposed numerical solver in terms of efficiency and correctness
across a variety of problems. To verify experimentally such a
claim, one needs to make certain that all simulation results are
obtained via a well–defined benchmark, consisting of a sufficient
number of suitable models and a strict set of comparison rules.
The benchmark models need to contain features that cover adequately the class of models for which the hypothesis has to be
tested, e.g. large, sparse and discontinuous systems. Furthermore
comparison rules and routines have to be clearly described and
established, for instance how the simulation error, as well as the
required computational effort/time, are estimated.
Throughout our work, we make a serious effort to clearly describe
the benchmarks used for all implementations and simulation
results. However, we feel that the numerical simulation community
is currently lacking a proper set of benchmark problems, where different
solvers can be fairly and objectively compared over a large number of
models. More work has to be done in this direction, in order to
provide concrete scientific evidence on the specific features and
suitability of available simulation algorithms.
• Although prototypes of the proposed algorithms, that provide an
interface between Modelica and QSS solvers, have already been
implemented in the OpenModelica compiler and all the main
theoretical features and considerations of simulating general hy-
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brid DAE models have been addressed, we do not claim that the
whole spectrum of the Modelica language specification has been
considered. Extra effort has to be made in order to cover all possible cases appearing in Modelica–based models and implement
a reliable and efficient version of our methods into the Modelica
compilers and enviroments, such as OpenModelica.
• The proposed load balancing algorithm for QSS parallel simulations addresses only the static and semi–static cases. A straightforward extension to the dynamic case would involve monitoring
the simulation and, when the load imbalance exceeds the limit,
invoke the static algorithm to rebalance the simulation. It would
be interesting to test this extension on a suitable model, e.g. the
advection travelling wave, but with high probability we expect
that this approach will perform poorly. The reason being that,
as discussed in Chapter 8, even the fastest graph partitioning
algorithms need several msec to converge to a solution. If there is
a need of rebalancing frequently, those extra costs would affect the
overall speedups and would maybe cancel out the benefits from
the load balancing itself. Other, more incremental and diffusion–
based, approaches from the literature would have to be analyzed
and tested.
• A similar line of research would involve the utilization of existing
platforms that automatically deal with the load–balancing problem, such as Charm++ (Kale and Zheng 2013) and Zoltan (Boman
et al. 2012). Those solutions were not explored in current work
because we wanted to decouple the implementation of the parallel QSS methods from the optimal partitioning routines, in order
to manage the very important task of process synchronization
within our own implementation and not resort to a general parallel computing framework. Finally, providing an implementation
of the parallel QSS methods for a distributed platform/cluster,
e.g. within the MPI framework, would enable the investigation of
the methods’ behavior and scaling over a much larger number of
processors.
• The dynamic load balancing problem opens a wide variety of
interesting topics worth exploring. One of them would be the
development of novel algorithms, which adaptively optimize the
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distribution of the parallel QSS simulation to the processors, based
on online learning methods. Such methods could train on the
available data, ranging from the already simulated trajectories to
feedback from the utilization of the processors/measured workload or communication, at any given timepoint of the simulation
and try to predict future simulation costs. Based on the predictions, load–balancing algorithms, which optimize their behavior
based on the currently simulated model and the specific characteristics of the used machine, can be defined (Parent et al. 2004;
Aubanel 2009; Jain et al. 2013).
• Finally, more extensive experiments on a larger model dataset
have to be performed for the parallel setting, in order to establish the efficiency of the proposed solution. Depending on the
results, the modeling assumptions of the QSS Computational
graph may have to be revisited for potential improvements. An
assumption we make is that all edges in the graph have the same
impact on the simulation if their current weights, which reflect
the frequency of communication, are the same. It could be that
dependencies/edges can be classified into different subgroups
with different effect on synchronization/error. It could very well
be the case that dependences of ODE equations from handlers are
more important than from other ODEs. Then the weights have
to be appropriately modified to reflect not only the frequency of
communication but also the dependence importance.
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smart grid models

Listing A.1: µ–Modelica representation of the District Cooling System
model
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36

model cas ella_pi _qss
annotation (
experiment (
description =" " ,
solver = LIQSS2 ,
StartTime = 0.0 ,
StopTime = 360000 ,
Tolerance = 0.001 ,
minStep =1 e -7 ,
AbsTolerance = 0.0001 ,
QssSettings = "
comminterval = sampled ;
output Tcw ;
output Tza [1];
output Tza [2];
output Tza [3];
output Tza [4];
output Tza [5];
output Tza [6];
output Tza [7];
output Tza [8];
output Tza [9];
output Tza [10];
StepSize = { 3 6 0 0 0 0 . 0 / 5 0 0 0 . 0 } ;
include = < people .c >;
"
));
constant Integer N = 10;
/* Number of zones */
/* Zone parameters */
parameter Real Cza = 6092000.0; /* Zone thermal capacity [ J / K ←]*/
parameter Real kout = 462.5;
/* " Zone thermal conductance ←towards the outside [ W / K ]" */
/* Thermostat parameters */
parameter Real kiz = 0.0005;
/*" Zone temperature controller ←integral gain [1/ K . s ]" */
parameter Real kpz = 1; /*" Zone controller proportional gain ←[1/ K ]"*/
/* Chilled water circuit parameters */
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39
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67
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69
70
71
72
73
74
75
76

parameter Real Ccw = (10418000.0 + 3.334 * 1000000.0) * N ;
←/*" Thermal circuit heat capacity " */
parameter Real kcw = 263.391; /* " Thermal conductance between ←chilled water and zone "; */
parameter Real Tcwsp = 10; /* " Chilled water temperature set ←point "; */
/* Chilled water circuit controller */
parameter Real kicw = 0.5 * N ; /* " Chilled temperature ←controller integral gain [ W / Ks ]"; */
parameter Real kpcw = 6000 * N ; /* " Chilled temperature ←controller proportional gain [ W / K ]"; */
/* Chiller plant */
parameter Real Qcmax = 3000 * N ;
/* " Chiller heat capacity [ ←W ]";*/
/* Parameters to compute the heat generated by people */
parameter Real p1 = -0.2199 , p2 = 5.0597 , p3 = 84.9168;
/* Zone setpoint */
parameter Real Tzasp = 23; /* " Zone temperature set point "; ←*/
/* Chillers */
Real Tcw ( start = Tcwsp ) ; /*" Chilled water temperature "; */
Real Qcsp ;
/* " Chiller power set point (= actual value ) [ W ←]";*/
Real ecw ;
/* " Chiller temperature error ";*/
Real zcw ( start = 0) ;
/*" State variable of the PI chiller ←temperature ";*/
/* Ambient temperature */
Real Toa ; /* " Ambient temperature "*/
/* Zones */
Real Tza [ N ]( each start = 23) ; /* " Zone temperature ";*/
Real Xc [ N ];
/* " Valve openings ";*/
Real zc [ N ]( each start = 0) ; /* " State variable of the PI zone ←temperature controller ";*/
Real Qint [ N ]; /* " Heat generated by the people inside the zone ←[ W ]"; */
discrete Real npeople [ N ]; /* " Number of people in each zone "; ←*/
discrete Real nextPeople [ N ]; /* " Time of next number of people ←change "; */
Real Qza [ N ]( each start = 0) ; /* " Thermal power transferred ←from chilled water to each zone "; */
discrete Real z_0 , z_1 , z_2 [ N ] , z_3 [ N ]; /* " Discrete variables to ←describe saturations "; */
initial algorithm
for i in 1: N loop
npeople [ i ]:= g et _ np eo pl e _q ss ( i ) ;
nextPeople [ i ]:= g e t _ n e x t p e o p l e _ q s s ( i ) ;
end for ;
equation
/* Ambient temperature */
Toa = 26 + 4 * sin ( time / 3600 / 24 * 6.28) + 0 * Tza [1];
/* Chilled water circuit model */
/* Rooms temparture contoller */
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for i in 1: N loop
der ( zc [ i ]) = - kiz / kpz * zc [ i ] + kiz / kpz * ( pre ( z_3 [ i ]) * 1 ←+ (1 - pre ( z_3 [ i ]) ) * ( pre ( z_2 [ i ]) * 0 + (1 - pre ( z_2 [ i ]) ) ←* ( kpz * ( Tza [ i ] - Tzasp ) + zc [ i ]) ) ) ;
Xc [ i ] = pre ( z_3 [ i ]) *1+(1 - pre ( z_3 [ i ]) ) *( pre ( z_2 [ i ]) *0+(1 - pre ( z_2 ←[ i ]) ) *( kpz *( Tza [ i ] - Tzasp ) + zc [ i ]) ) ;
der ( Qza [ i ]) = Xc [ i ] * kcw * ( Tza [ i ] - Tcw ) - Qza [ i ];
Qint [ i ] = ( p1 * Tza [ i ] ^ 2 + p2 * Tza [ i ] + p3 ) * npeople [ i ];
der ( Tza [ i ]) = ( - Qza [ i ] + kout * ( Toa - Tza [ i ]) + Qint [ i ]) / Cza ←;
end for ;
ecw = Tcw - Tcwsp ;
Qcsp = z_0 * 0.0 + (1 - z_0 ) * ( z_1 * Qcmax + (1 - z_1 ) * ( kpcw ←* ( Tcw - Tcwsp ) + zcw ) ) ;
der ( zcw ) = kicw / kpcw * ( Qcsp - zcw ) ;
der ( Tcw ) = ( sum ( Qza ) - Qcsp ) / Ccw ;
algorithm
for i in 1: N loop
when time > nextPeople [ i ] then
npeople [ i ]:= g et _n p eo pl e_ q ss ( i ) ;
nextPeople [ i ]:= time + g e t _ n e x t p e o p l e _ q s s ( i ) ;
end when ;
end for ;
for i in 1: N loop
when kpz * ( Tza [ i ] - Tzasp ) + zc [ i ] < 0 then
z_2 [ i ]:=1;
elsewhen kpz * ( Tza [ i ] - Tzasp ) + zc [ i ] ←>= 0 then
z_2 [ i ]:=0;
end when ;
end for ;
for i in 1: N loop
when kpz * ( Tza [ i ] - Tzasp ) + zc [ i ] > 1 then
z_3 [ i ]:=1;
elsewhen kpz * ( Tza [ i ] - Tzasp ) + zc [ i ] ←<= 1 then
z_3 [ i ]:=0;
end when ;
end for ;
when kpcw * ( Tcw - Tcwsp ) + zcw < 0 then
z_0 :=1; elsewhen kpcw * ( Tcw - Tcwsp ) + zcw >= 0 then
z_0 :=0;
end when ;
when kpcw * ( Tcw - Tcwsp ) + zcw > Qcmax then
z_1 :=1; elsewhen kpcw * ( Tcw - Tcwsp ) + zcw <= Qcmax then
z_1 :=0;
end when ;
end casella _pi_qss ;

Listing A.2: µ–Modelica representation of the Energy Market model
1
2
3
4

model e n e r g y M a r k e t _ f u l l _ a r r a y _ s i n u s
annotation (
experiment (
description =" Simple Energy Market Model from ←Elsheikh " ,
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52
53
54
55
56
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solver = LIQSS2 ,
StartTime =0 ,
StopTime =259200 ,
Tolerance = 0.001 ,
minStep =1 e -7 ,
AbsTolerance = 1e -6 ,
QssSettings = "
output avgTe mpCelsiu s = avgTemp - KelvinCon ;
StepSize = { 2 5 9 2 0 0 . 0 / 5 0 0 0 } ;
include = < ra nd om G en er at o r .c >;
comminterval = sampled ;
"
));
// comminterval = sampled ;
// PARAMETERS
constant Integer N = 10;
// NUMBER OF HOUSES
parameter Real timeunit = 1;
// simulation time scale
parameter Real KelvinCon = 273.15;
// constant Integer K = 2;
// size of window events array
// parameter Real o pe nW i nd ow Ti m es [ K ] = {2000 , 5000};
// parameter Real c l o s e W i n d o w T i m e s [ K ] = {2200 , 5500};
// HOUSE PARAMETERS
parameter Real thickness [ N ];
// Wall thickness d = 0.3;
parameter Real lambda [ N ];
// thermal conductivity = 0.16;
parameter Real phi [ N ];
// Ratio of the external area to internal volume = 0.65;
parameter Real volume [ N ];
// Volume of the house = 200;
parameter Real Cth = 430.578;
// Heat capacity of element (= cp * m )
parameter Real ro = 1.2041;
parameter Real G = 200;
// Window Heat conductance Gvent
parameter Real AvgPrice = 0.15;
parameter Real DPrice = 0.0001;
discrete Real op enWindow Next [ N ];
discrete Real cl os e Wi nd ow N ex t [ N ];
discrete Real Tenv ( start = 10 + KelvinCon ) ;
parameter Real E [ N ];
// Energy to be consumed when switched on = 1500;
parameter Real lowerTSetPt [ N ];
// lowest temperature Tmin = 18 + KelvinCon ;
parameter Real MaxTSetPt [ N ];
// lowest temperature Tmax = 25 + KelvinCon ;
parameter Real AltTSetPt [ N ];
// Alternative temperature by agent Talt = 21 + KelvinCon ;
// parameter Real Tenv = 17+ KelvinCon ;
// Temperature of the environment
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parameter Real period = 24.0 * 3600;
parameter Real re as o na bl eP r ic e = 0.2;
// maximal acceptable price pmax per currency unit
Real T [ N ] , powerWall [ N ];
discrete Real powerHeater [ N ] , desTSetPt [ N ] , powerWindow [ N ];
discrete Real totalPower , currentPower , actualPrice ;
discrete Real sumTemp , avgTemp , samplePoint ;
// Real totAccumCons ( start =0) , to t Av gA cc u mC on s ( start =0) ;
// INITIALIZING VARIABLES ( AND PARAMETERS )
initial algorithm
avgTemp :=10 + KelvinCon ;
totalPower :=0;
currentPower :=0;
samplePoint :=100;
for i in 1: N loop
T [ i ]:=1.0 * get_rand ( i ) + 20 + KelvinCon ;
volume [ i ]:=100.0 * get_rand ( i ) + 200;
phi [ i ]:=0.2 * get_rand ( i ) + 0.5;
lambda [ i ]:=0.01 * get_rand ( i ) + 0.15;
thickness [ i ]:=0.1 * get_rand ( i ) + 0.3;
E [ i ]:=100.0 * get_rand ( i ) + 1500;
MaxTSetPt [ i ]:=2.0 * get_rand ( i ) + 27 + KelvinCon ;
AltTSetPt [ i ]:=1.0 * get_rand ( i ) + 22 + KelvinCon ;
lowerTSetPt [ i ]:=1.0 * get_rand ( i ) + 19 + KelvinCon ;
openWindowNe xt [ i ]:=100.0 * get_rand ( i ) + 200;
c lo seWi n do wN ex t [ i ]:= openW indowNex t [ i ] + 200 * get_rand ( i ) + ←100;
desTSetPt [ i ]:=1.0 * get_rand ( i ) + 22 + KelvinCon ;
end for ;
// EQUATIONS PART
equation
for i in 1: N loop
powerWall [ i ] = lambda [ i ] * timeunit * phi [ i ] * volume [ i ] / ←thickness [ i ] * ( T [ i ] - Tenv ) ;
der ( T [ i ]) = 1 / ( ro * volume [ i ] * Cth ) * ( powerHeater [ i ] - ←powerWindow [ i ] - powerWall [ i ]) ;
end for ;
// der ( totAccumCons ) = totalPower ;
// der ( t ot Av gA c cu mC on s ) = totAccumCons / N ;
// ALGORITHMIC PART
algorithm
for i in 1: N loop
when time > samplePoint then
sumTemp := sumTemp + T [ i ];
currentPower := currentPower + powerHeater [ i ];
end when ;
end for ;
when time > samplePoint + 1 then
avgTemp := sumTemp / N ;
actualPrice := AvgPrice + DPrice * currentPower / N ;
sumTemp :=0;
currentPower :=0;
samplePoint := samplePoint + 100;
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Tenv :=10 + KelvinCon + 5 * sin (6.28 * timeunit / period * ←time + 3 * 3.14 / 2) ;
end when ;
// AGENT LOGIC
for i in 1: N loop
when actualPrice < re as on a bl eP ri c e then
desTSetPt [ i ]:= MaxTSetPt [ i ];
elsewhen actualPrice > r ea so na b le Pr ic e then
desTSetPt [ i ]:= AltTSetPt [ i ];
end when ;
end for ;
// HEATER LOGIC
for i in 1: N loop
when T [ i ] < lowerTSetPt [ i ] then
powerHeater [ i ]:= E [ i ] * timeunit ;
totalPower := totalPower + powerHeater [ i ];
end when ;
when T [ i ] > desTSetPt [ i ] then
powerHeater [ i ]:=0;
end when ;
end for ;
// WINDOW LOGIC
for i in 1: N loop
when time > openWin dowNext [ i ] then
powerWindow [ i ]:= G * timeunit * ( T [ i ] - Tenv ) ;
openW indowNe xt [ i ]:= open WindowNe xt [ i ] + 1000 + 50 * ←get_rand ( i ) ;
end when ;
when time > c lo se Wi n do wN ex t [ i ] then
powerWindow [ i ]:=0;
c lo se Wi n do wN ex t [ i ]:= openW indowNex t [ i ] + 100 + 200 * ←get_rand ( i ) ;
end when ;
end for ;
end e n e r g y M a r k e t _ f u l l _ a r r a y _ s i n u s ;

a.2

models used in qss load balancing experiments

Listing A.3: µ–Modelica representation of the Advection20000 model
1
2
3
4
5
6
7
8
9
10
11

model adv ection20 000
annotation (
experiment (
description =" Advection Equation ." ,
solver = LIQSS2 ,
StartTime =0 ,
StopTime =1 ,
Tolerance = 1e -3 ,
AbsTolerance = 1e -3 ,
QssSettings = "
output u [ N ];
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lps =1;
rtfrac =0.5;
comminterval = sampled ;
StepSize ={1.0/5000};
"
));
parameter Real alpha =0.5 , mu =1000;
constant Integer N = 20000;
constant Integer ft = 1;
constant Integer samplePoints = 5000;
Real u [ N ];
initial algorithm
for i in 1: N loop
u [ i ]:= sin ( i *20.0/ N ) >0;
end for ;
equation
der ( u [1]) =( - u [1]+ u [ N ]) *N - mu * u [1]*( u [1] - alpha ) *( u [1] -1) ;
for i in 2: N loop
der ( u [ i ]) =( - u [ i ]+ u [i -1]) *N - mu * u [ i ]*( u [ i ] - alpha ) *( u [ i ] -1) ;
end for ;
end advecti on20000 ;

Listing A.4: µ–Modelica representation of the Spikings20000 model
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28

model spikings20000
annotation (
experiment (
description =" Spiking Neurons ." ,
solver = LIQSS3 ,
StartTime =0 ,
StopTime =1000 ,
Tolerance = 1e -3 ,
AbsTolerance = 1e -3 ,
QssSettings = "
output v [1];
output v [ N ];
comminterval = sampled ;
StepSize ={ 1 00 0. 0/ 5 00 0} ;
lps =1;
rtfrac =1000;
"
));
constant Integer N =20000;
Real v [ N ];
Real u [ N ];
parameter Real a =0.02 , b =0.2;
parameter Real c [ N ] , d [ N ] , I [ N ];
parameter Real r [ N ];
initial algorithm
for i in 1: N loop
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v [ i ]:= -60;
u [ i ]:=0;
r [ i ]:=1.0* rand () / RAND_MAX ;
c [ i ]:= -65+15* r [ i ]^2;
d [ i ]:=8 -6* r [ i ]^2;
I [ i ]:=10.0* rand () / RAND_MAX ;
end for ;
equation
for i in 1: N loop
der ( v [ i ]) =0.04* v [ i ]* v [ i ]+5* v [ i ]+140 - u [ i ]+ I [ i ];
der ( u [ i ]) = a *( b * v [ i ] - u [ i ]) ;
end for ;
algorithm
for i in 1: N loop
when v [ i ] > 30 then
reinit ( v [ i ] , c [ i ]) ;
reinit ( u [ i ] , u [ i ]+ d [ i ]) ;
end when ;
end for ;
end spikings20000 ;

Listing A.5: µ–Modelica representation of the SpikingLeaky model
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31

model spiking_leaky
annotation (
experiment (
description ="" ,
solver = QSS3 ,
StartTime =0 ,
StopTime =6000 ,
Tolerance =1 e -3 ,
AbsTolerance =1 e -3 ,
QssSettings = "
comminterval = sampled ;
StepSize = {6000/2 0000};
output V [1];
output g_ex [1];
output g_inh [1];
lps =1;
rtfrac =0;
"
));
parameter
parameter
parameter
parameter
parameter
parameter
parameter
parameter
parameter
parameter
parameter
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Real
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Real
Real

V_rest = -60;
V_threshold = -50; // mV
tau =20;
// ms
E_ex =0; // mV
E_inh = -80; // mV
tau_ex =5;
// mS
tau_inh =10;
// ms
Delta_inh =1.25;// mV
Delta_ex =0.5; // mV
T =10.5;
// ms
refrac =5;
// ms

// mV
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constant Integer L0 = 40;
constant Integer N = 300;
discrete Real T_fire [ L0 ]( each start =( rand () * T / RAND_MAX ) ) ;
discrete Real wait [ N ]( each start =1) ;
discrete Real refrac_neuron [ N ];
Real V [ N ];
Real g_ex [ N ];
Real g_inh [ N ];

initial algorithm
for i in 1: N loop
g_ex [ i ]:=0;
g_inh [ i ]:=0;
V [ i ]:= rand () *4.0/ RAND_MAX + V_rest -2.0;
end for ;
equation
for i in 1: N loop
der ( V [ i ]) = wait [ i ]*( ( V_rest - V [ i ]) + g_ex [ i ]*( E_ex ←- V [ i ]) + g_inh [ i ]*( E_inh - V [ i ]) ) / tau ;
der ( g_ex [ i ]) = - g_ex [ i ]/ tau_ex ;
der ( g_inh [ i ]) = - g_inh [ i ]/ tau_inh ;
end for ;
algorithm
for i in 1: N loop
when time - refrac_neuron [ i ] > refrac then
wait [ i ]:=1;
end when ;
end for ;
when V [1] > -50 then // Firing of neuron 1
// Inhibitory neuron
reinit ( V [1] , V_rest ) ;
wait [1]:=0;
refrac_neuron [1]:= time ;
reinit ( g_inh [21] , g_inh [21]+ Delta_inh ) ;
reinit ( g_inh [173] , g_inh [173]+ Delta_inh ) ;
reinit ( g_inh [236] , g_inh [236]+ Delta_inh ) ;
reinit ( g_inh [282] , g_inh [282]+ Delta_inh ) ;
end when ;
.......................................
when V [300] > -50 then // Firing of neuron 300
// Excitatory neuron
reinit ( V [300] , V_rest ) ;
wait [300]:=0;
refrac_neuron [300]:= time ;
reinit ( g_ex [17] , g_ex [17]+ Delta_ex ) ;
reinit ( g_ex [29] , g_ex [29]+ Delta_ex ) ;
reinit ( g_ex [47] , g_ex [47]+ Delta_ex ) ;
reinit ( g_ex [86] , g_ex [86]+ Delta_ex ) ;
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reinit ( g_ex [110] , g_ex [110]+ Delta_ex ) ;
reinit ( g_ex [158] , g_ex [158]+ Delta_ex ) ;
reinit ( g_ex [176] , g_ex [176]+ Delta_ex ) ;
reinit ( g_ex [241] , g_ex [241]+ Delta_ex ) ;
end when ;
when time - T_fire [1] > T then
reinit ( g_inh [60] , g_inh [60]+ Delta_inh ) ;
T_fire [1]:= T_fire [1]+ T ;
end when ;
.........................................
when time - T_fire [40] > T then
reinit ( g_ex [283] , g_ex [283]+ Delta_ex ) ;
T_fire [40]:= T_fire [40]+ T ;
end when ;
end spiking_leaky ;
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Andreev, Konstantin and Harald Räcke (2004). Balanced Graph Par”
titioning.“ In: Proceedings of the sixteenth annual ACM symposium on
Parallelism in algorithms and architectures (Barcelona, Spain), pp. 120–
124 (cit. on p. 120).
Aronsson, Peter (2006). Automatic Parallelization of Equation–Based
”
Simulation Programs.“ PhD thesis. Linkoping University, Sweden
(cit. on p. 116).
Aubanel, Eric (2009). Resource-Aware Load Balancing of Parallel Applications. ICI Global (cit. on p. 186).
Beltrame, Tamara and Francois E. Cellier (2006). Quantised State Sys”
tem Simulation in Dymola/Modelica using the DEVS Formalism.“
In: Modelica (cit. on p. 33).
Berger, Marsha J. and Shahid H. Bokhari (1987). Partitioning Strategy
”
for Nonuniform Problems on multiprocessors.“ In: IEEE Transactions on Computers 36.5, pp. 570–580 (cit. on p. 113).
Bergero, Federico and Ernesto Kofman (2010). PowerDEVS: a tool for
”
hybrid system modeling and real-time simulation.“ In: SIMULATION (cit. on pp. 28, 69).
Bergero, Federico, Xenofon Floros, Joaquı́n Fernández, Ernesto Kofman,
and François E. Cellier (2012). Simulating Modelica models with a
”
Stand–Alone Quantized State Systems Solver.“ In: 9th International
Modelica Conference (cit. on pp. xi, 4, 29, 69, 73, 92, 93).
Bergero, Federico, Ernesto Kofman, and François E. Cellier (2013a). A
”
novel parallelization technique for DEVS simulation of continuous
and hybrid systems.“ In: Simulation 89.6, pp. 663–683 (cit. on pp. 32,
117, 141, 145, 180).
Bergero, Federico, Joaquı́n Fernández, Ernesto Kofman, and Margarita
Portapila (2013b). Quantized State Simulation of Advection-Diffusion”
Reaction Equations.“ In: Mecanica Computacional 32, pp. 1103–1119
(cit. on p. 157).

199

Bibliography

Bhandarkar, Milind, Laxmicant L. Kale, Eric de Sturler, and Jay Hoeflinger (2001). Adaptive Load Balancing for MPI Programs.“ In:
”
Proceedings of the International Conference on Computational SciencePart II (ICCS 2001), pp. 108–117 (cit. on p. 117).
Blake, Geoffrey, Ronald G. Dreslinski, and Trevor Mudge (2009). A
”
Survey of Multicore Processors.“ In: Signal Processing Magazine,
IEEE 26.6, pp. 26–37 (cit. on p. 141).
Blumofe, Robert D. and Charles E. Leiserson (1999). Scheduling mul”
tithreaded computations by work stealing.“ In: Journal of the ACM
46.5, pp. 720–748 (cit. on p. 115).
Boman, Erik G., Cedric Chevalier, Karen D. Devine, Bruce A. Hendrickson, Umit V. Catalyurek, and Michael Wolf (2008). Partition”
ing, Load Balancing and Ordering for Petascale Applications.“ In:
CSCAPES Workshop, Santa Fe, June 10-13, 2008 (cit. on pp. 166, 168).
Boman, Erik G., U. V. Catalyurek, C. Chevalier, and Karen D. Devine
(2012). The Zoltan and Isorropia Parallel Toolkits for Combinato”
rial Scientific Computing: Partitioning, Ordering, and Colorin.“ In:
Scientific Programming 20.2 (cit. on pp. 116, 185).
Braun, Willi, Bernhard Bachmann, and Sabrina Pross (2010). Syn”
chronous Events in the OpenModelica Compiler with a Petri Net
Library Application.“ In: 3rd International Workshop on EquationBased Object-Oriented Modeling Languages and Tools, EOOLT, Oslo,
Norway, October 3, 2010, pp. 63–70 (cit. on pp. 8, 20).
Castro, Rodrigo, Ernesto Kofman, and François E. Cellier (2011). Quan”
tization Based Integration Methods for Delay Differential Equations.“ In: Simulation Modeling Practice and Theory 19.1, pp. 314–336
(cit. on p. 152).
Catalyurek, Umit V. (2000). Hypergraph Models for Load Balancing
”
Irregular Applications.“ In: iSIAM Conference of Parallel Processing
for Scientific Computing (San Francisco) (cit. on p. 129).
Catalyurek, Umit V. and Cevdet Aykanat (1999). Hypergraph-partitioning”
based decomposition for parallel sparse-matrix vector multiplication.“ In: IEEE Transactions on Parallel and Distributed Systems 10.7,
pp. 673–693 (cit. on pp. 129, 132, 166).
Cellier, François E., Xenofon Floros, and Ernesto Kofman (2013). The
”
Complexity Crisis - Using Modeling and Simulation for System
Level Analysis and Design.“ In: 3rd International Conference on Simulation and Modeling Methodologies, Technologies and Applications, Si-

200

Bibliography

mulTech 2013, July 29-31, Reykjavik. (invited keynote paper) (cit. on
p. xi).
Cellier, Francois E. and Ernesto Kofman (2006). Continuous System Simulation. Springer-Verlag, New York (cit. on pp. 8, 9, 11–13, 18, 20,
23, 24, 43, 59).
Cellier, Francois E., Ernesto Kofman, Gustavo Migoni, and Mario Bortolotto (2008). Quantized State System Simulation.“ In: Proceedings
”
of SummerSim 08 (2008 Summer Simulation Multiconference). Edinburgh, Scotland (cit. on p. 27).
Ceriani, N. M., R. Vignali, L. Piroddi, and M. Prandini (2013). An ap”
proximate dynamic programming approach to the energy management of a building cooling system.“ In: European Control Conference,
Zurich (Switzerland), July 17-19, pp. 2026–2031 (cit. on pp. 91, 93,
108).
CIBSE Guide A: Environmental Design (2006). Norwich, UK: CIBSE Publications (cit. on p. 97).
Cybenko, George (1989). Dynamic Load Balancing for Distributed
”
Memory Multiprocessors.“ In: Journal of Parallel and Distributed
Computing 7, pp. 279–301 (cit. on p. 115).
Devine, Karen D., Erik G. Boman, and George Karypis (2004). Parti”
tioning and Load Balancing for Emerging Parallel Applications and
Architectures.“ In: Parallel Processing for Scientific Computing (cit. on
pp. 113, 114, 119, 127, 129).
Devine, Karen D., Erik G. Boman, Robert T. Heaphy, Bruce A. Hendrickson, James D. Teresco, Jamal Faik, Joseph E. Flaherty, and Luis G.
Gervasio (2005). New challenges in dynamic load balancing.“ In:
”
Applied Numerical Mathematics 52.23, pp. 133 –152 (cit. on pp. 113,
115, 119, 127).
Ding, Zuohua, Hui Shen, and Jianwen Cao (2011). Hypergraph Parti”
tioning for the Parallel Computation of Continuous Petri Nets.“ In:
Parallel Computing Technologies 6873, pp. 257–271 (cit. on p. 114).
Elsheikh, A., E. Widl, and P. Palensky (2012). Simulating complex
”
energy systems with Modelica: A primary evaluation.“ In: Digital
Ecosystems Technologies (DEST), 2012 6th IEEE International Conference on, pp. 1–6 (cit. on pp. 91, 92, 98).
Feldmann, Andreas Emil (2012). Fast Balanced Partitioning is Hard,
”
Even on Grids and Trees.“ In: Proceedings of the 37th International
Symposium on Mathematical Foundations of Computer Science (Bratislava,
Slovakia) (cit. on p. 120).

201

Bibliography

Felgner, F., S. Agustina, R. Cladera Bohigas, R. Merz, and L. Litz (2002).
Simulation of Thermal Building Behaviour in Modelica.“ In: 2nd
”
International Modelica Conference (cit. on p. 92).
Felgner, Felix, Rolf Merz, and Lothar Litz (2006). Modular modelling
”
of thermal building behaviour using Modelica.“ In: Mathematical
and Computer Modelling of Dynamical Systems 12.1, pp. 35–49 (cit. on
p. 92).
Fernández, Joaquı́n and Ernesto Kofman (2012). Implementación autónoma
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Johan Åkesson Karl-Erik Årzén, Magnus Gäfvert Tove Bergdahl Hubertus Tummescheit (2010). Modeling and Optimization with Opti”
mica and JModelica.org – Languages and Tools for Solving LargeScale Dynamic Optimization Problem.“ In: Computers & Chemical
Engineering 34.11, p. 1737 (cit. on p. 11).
Kale, Laxmikant V. and Gengbin Zheng (2013). Parallel Science and
Engineering Applications: The Charm++ Approach. Ed. by Abhinav
Bhatele Laxmikant V. Kale. CRC Press (cit. on pp. 116, 185).
Karypis, George and Vipin Kumar (1998). Multilevel k–way partioning
”
scheme for irregular graphs.“ In: Journal of Parallel and Distributed
Computing 48.1, pp. 96–129 (cit. on pp. 114, 133, 135, 137).
Karypis, George and Vipin Kumar (1999a). A fast and high quality
”
Multilevel scheme for partioning irregular graphs.“ In: SIAM Journal on Scientific Computing 20.1, pp. 359–392 (cit. on pp. 114, 133,
135, 137).
Karypis, George and Vipin Kumar (1999b). Multilevel k-way hyper”
graph partitioning.“ In: Proceedings of the 36th annual ACM/IEEE
Design Automation Conference (DAC ’99) (cit. on pp. 114, 137).
Karypis, George, Rajat Aggarwal, Vipin Kumar, and Shashi Shekhar
(1999). Multilevel Hypergraph Partitioning: Applications in VLSI
”
Domain.“ In: IEEE Transactions on VLSI Systems 7.1, pp. 69–79 (cit.
on p. 137).

204

Bibliography

Kernighan, Brian W. and Shen Lin (1970). An efficient heuristic proce”
dure for partitioning graphs.“ In: The Bell System Technical Journal
49.2, pp. 291–307 (cit. on pp. 113, 134).
Khaled, Abir Ben, Mongi Ben Gaid, and Daniel Simon (2013). Paral”
lelization Approaches for the Time-Efficient Simulation of Hybrid
Dynamical Systems: Application to Combustion Modeling.“ In: Proceedings of the 5th International Workshop on Equation-Based ObjectOriented Modeling Languages and Tools (EOOLT 2013), Nottingham,
UK (cit. on pp. 117, 118).
Kofman, Ernesto (2002). A Second-Order Approximation for DEVS
”
Simulation of Continuous Systems.“ In: Simulation 78.2, pp. 76–89
(cit. on p. 26).
Kofman, Ernesto (2003). Quantization-Based Simulation of Differential
”
Algebraic Equation Systems.“ In: Simulation 79.7, pp. 363–376 (cit.
on p. 43).
Kofman, Ernesto (2004). Discrete Event Simulation of Hybrid Systems.“
”
In: SIAM Journal on Scientific Computing 25, pp. 1771–1797 (cit. on
pp. 26, 32).
Kofman, Ernesto (2006). A Third Order Discrete Event Simulation
”
Method for Continuous System Simulation.“ In: Latin America Applied Research 36(2), pp. 101–108 (cit. on p. 26).
Kofman, Ernesto and Sergio Junco (2001). Quantized-state systems: a
”
DEVS Approach for continuous system simulation.“ In: Trans. Soc.
Comput. Simul. Int. 18.3, pp. 123–132 (cit. on pp. 23, 24).
Kutta, Martin W. (1901). Beitrag zur näherungsweisen Integration
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