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Abstract
Monitoring problems encompass a wide variety of objectives and scenarios, starting from
environmental health monitoring over search and rescue missions to security applications,
such as intruder detection. The capabilities of autonomous vehicles can contribute to
the field of monitoring eminently, e.g., vehicles can be deployed in environments that are
hazardous for humans. In many monitoring applications the objectives can be formulated
as optimization problems. The complexity of these problems dictates the use of global
optimization methods. Markov Chain Monte Carlo (MCMC) methods are a class of
algorithms originating in statistical inference, that can be deployed for global optimization
too. However, in the field of monitoring and surveillance only limited approaches of these
algorithms exist that are directly applied to autonomous vehicles.
The main methodological contribution of this thesis is the development of a novel
MCMC algorithm to conduct global optimization in the context of environmental monitoring. The algorithm is tailored to the implementation on autonomous systems by incorporation of physical constraints. It is strongly supported by the established theoretical
results, which guarantee the existence of a unique stationary distribution. Furthermore,
the monitoring approach is extended to surveillance problems. The MCMC algorithm
forms the basis of a stochastic patrolling framework for pan-tilt-zoom (PTZ) cameras.
Finally, the development of an experimental platform, that utilizes micro helicopters, is
described. The platform can be used to validate monitoring algorithms as well as other
control algorithms.

Zusammenfassung
Aufgaben im Bereich “Monitoring” umfassen ein breites Spektrum an Zielsetzungen und
Szenarien, angefangen mit der Beobachtung des Umweltzustandes, über Such- und Rettungseinsätze bis hin zu Sicherheitsanwendungen wie das Aufspüren von Eindringlingen.
Die Fähigkeiten von autonomen Fahrzeugen sind im Monitoring-Bereich von bedeutendem Nutzen. Zum Beispiel können Fahrzeuge in Umgebungen eingesetzt werden, die
für Menschen gefährlich sind. Die Zielsetzung vieler Monitoring-Applikationen kann als
Optimierungsproblem formuliert werden. Die Komplexität dieser Probleme erfordert die
Verwendung von globalen Optimierungsmethoden. Markov Chain Monte Carlo Methoden
(MCMC) sind eine Klasse von Algorithmen, die ihren Ursprung im Bereich der statistischen Inferenz haben, aber auch zur globalen Optimierung eingesetzt werden können.
Allerdings existieren im Monitoring-Bereich nur wenige Ansätze, welche die unmittelbare
Anwendung dieser Algorithmen auf autonomen Fahrzeugen ermöglichen.
Der methodische Schwerpunkt dieser Dissertation ist die Entwicklung eines neuen
MCMC Algorithmus zur globalen Optimierung im Rahmen des Umwelt-Monitorings. Indem physikalische Grenzen und Beschränkungen berücksichtigt werden, ist der Algorithmus zur Implementierung auf autonomen Systemen ausgelegt. Der Algorithmus wird
durch die erarbeiteten, theoretischen Ergebnisse abgestützt, welche die Existenz einer
eindeutigen stationären Verteilung garantieren. Im Weiteren wird der Monitoring-Ansatz
auf Überwachungsprobleme übertragen. Der MCMC Algorithmus bildet dabei die Basis eines stochastischen Patrouille-Systems für Schwenk-/Neigekopf Kameras (PTZ).
Schließlich wird die Entwicklung eines experimentellen Versuchsstandes präsentiert, bei
dem Miniatur-Helikopter zum Einsatz kommen. Der Versuchsstand kann zur Validierung
von Monitoring-Algorithmen und anderer regelungstechnischer Algorithmen verwendet
werden.

1 Introduction
An increase in the demand for monitoring and surveillance of system and processes can be
observed over a wide range of disciplines, from the environmental sector to the domain
of safety and security systems. Examples can be found in search and rescue missions
after plane or ship accidents, in camera surveillance of public places or in environment
health monitoring tasks such as tracing chemical pollutants.
The technological progress in robotics and advances in the development of autonomous
vehicles [Schoenwald, 2000] provide a considerable selection of tools to assist in monitoring tasks. First of all, the extended capabilities offered by these devices can be utilized
to design more efficient ways to handle physically demanding duties. Unmanned vehicles can be deployed in environments that are hazardous for humans or whenever the
operators’ constant awareness is required over long periods. For example, underwater
vessels can operate at depths which are only accessible for humans with extensive safety
equipment [Schneider von Deimling et al., 2011]. Moreover, the growing autonomy of
the systems holds the potential to let them carry out these task in a fully self-governed
way. Exploring this potential is one of the main motivations behind this work.
At a first glance, the mentioned tasks and applications seem to have a variety of
different goals. However, many of them share the common aim to minimize the risk of
missing an event, while covering the entire region of interest in the most efficient way.
The goal is effectively the same, whether observing a singular event, like the detection of
a local disturbance or an intruder in security systems, or tracing a spatial and temporal
continuous indicator such as the beacon signal of a life raft or a chemical concentration
of a pollutant source. The aforementioned exploratory tasks, i.e., detecting and tracing
signals that lead to their emitting source, can be formulated as an optimization problem.
The signal can be represented by a measurable function attaining its maximum at the
source location. In general, one can expect that natural phenomena such as underwater
or airborne plumes exhibit complex concentration fields. For example, the hydrodynamic
disturbance of diffusion processes underwater or simply the existence of different releases
of gas or liquid in the ocean floor give rise to several local maxima. Similarly in rescue
missions, such as the localization of buried people after the descent of an avalanche. The
signals from multiple avalanche beacons generate a number of intensity peaks. Hence,
in most cases one will encounter nonlinear functions with local maxima, which suggests
the use of global optimization techniques.
Global optimization (GO) is a well documented field that mainly splits into deterministic

2

1 Introduction

GO approaches [Horst and Pardalos, 1995] and stochastic GO approaches [Zhigljavsky,
2007]. Considering monitoring problems where the function is either unknown or highly
uncertain, it is reasonable to look at the latter. Compared to deterministic strategies,
stochastic approaches in general exploit the analytical properties of the target function
to a lesser extent. Moreover, they are relatively simple to implement in practice and can
naturally deal with objective functions that are corrupted by noise. Several heuristic approaches to stochastic global optimization have become popular [Michalewicz and Fogel,
2004] and have been successfully applied to numerous real problems, including monitoring and surveillance (e.g., [Dasgupta and Michalewicz, 1997]). However, the limited
existence of theoretical results implies a careful treatment, especially when guarantees
are needed, e.g., in rescue missions.
Sampling techniques based on Markov chains provide a rich theory, especially for the
theoretical convergence analysis. Markov Chain Monte Carlo (MCMC) methods, and
in particular the Metropolis-Hastings (MH) algorithm, generate a Markov chain that
converges to a stationary distribution which typically approximates the target function [Robert and Casella, 2004]. The use of MCMC approaches in practice has been
studied [Gilks et al., 1996]. Moreover, some successful applications to Bayesian statistic,
filtering and estimation exist. Closely related to the application on physical systems,
Markov Chain Monte Carlo optimization techniques have also been used as a tool for
coordination and path planning in multi-agent systems. However, these problems are
often data driven and the practical aspect refers to data originating from real world problems. For this type of problems, the evaluation of the target function is computational in
nature and performance can be measured with respect to the computation effort. There
exist diverging views on the efficiency of MCMC for practical GO applications, mainly
because MCMC makes limited use of already gathered information [Zhigljavsky, 2007].
Furthermore, the employment of MCMC approaches as optimization technique in the
monitoring context bears two difficulties. First, the deployment of physical agents in
an unknown environment requires them to actually visit the sampled locations in order
to evaluate the target function. Second, MCMC proposal distributions generally require
an infinite support. Hence, the next sample location might not be compatible with the
dynamical constraints of the physical system. Examples for such constraints are a limited
velocity or a non-stopping property that most aerial drones exhibit.
On these grounds, the practical applicability of MCMC techniques in the field of monitoring and surveillance is investigated in this thesis. Special attention is devoted to the
development of a MCMC based optimizer that explicitly takes the dynamical constraints
of physical systems into account. The key concept is that the vehicles’ positions are interpreted as samples of the MCMC algorithms. Thus, the optimization problem is solved
by the vehicles’ physical movements. Theoretical results are established to provide convergence guarantees for the method. Extensions are introduced that make the algorithm
a more efficient optimizer and the algorithm is applied to two applications, environmental
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monitoring and surveillance.
To keep the discussion concrete, the development of the algorithm is centered around
environmental monitoring applications. Nevertheless, the seamless extension to surveillance problems clearly demonstrates its flexibility. Moreover, the main advantage of the
developed MCMC sampler can be exploited in a camera patrolling framework too. It
is possible to devise a patrolling trajectory that takes the constraints on the camera
movement into account. Such constraints typically arise from the required image quality
for detection, recognition and identification. Finally, the development of an experimental platform, that can be used to validate such (as well as other) control algorithms, is
described.

1.1 Outline and Contributions
Chapters 2-4 deal with the design of an MCMC sampling algorithm for monitoring applications, where the sampling is subject to dynamic constraints. In Chapter 2, an overview
over the addressed problems is given, followed by a short introduction to Markov Chain
Monte Carlo theory and the Metropolis-Hastings algorithm. The main methodological
contribution of this thesis is presented in Chapter 3 where, based on a dynamical model
of the autonomous agents with Markovian controller, the resulting Markov chain of the
closed loop system is analyzed. It is shown that for the designed Markov chain a stationary
distribution exists. Moreover, the uniqueness of the stationary distribution is established
and theoretical convergence bounds are derived. The presented simulation study verifies
the theoretical results and analyzes the practical efficiency of the approach. This Chapter
is based on the work in [Huck and Lygeros, 2013] and [Huck et al., 2012a]. In Chapter
4, several extensions to the basic algorithm are presented to enhance the performance
of the sampling scheme when employed as global optimizer. For each extension, the integration into the basic algorithm and review of the theoretical properties is provided, as
well as a numerical comparison to the basic algorithm.The most significant improvement
is achieved through incorporation of the current estimate of the optimizer, which further
motivates the presented utilization of communication among parallel chains. Lastly, a
heuristic is presented, with the goal to make use of already obtained data, which is typically limited in the Markovian framework. The aim is to improve convergence rates and
exploration speed. To the best of the authors knowledge, the demonstration of the algorithm on mobile robots is the first hardware implementation of an MCMC optimization
algorithm on multiple autonomous agents. The experimental setup is presented at the
end of Chapter 4. The results are based on the work in [Frei, 2013].
In Chapter 5, the MCMC algorithm is applied to the field of surveillance and patrolling.
It is almost entirely based on the publications [Huck et al., 2014a] and [Huck et al.,
2012b], where the experimental results are based on contributions from [Frei, 2013]
and [Dahinden, 2014]. In the context of smart evader-intruder patrolling scenarios for
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camera networks, a general framework to set up automatic stochastic patrolling strategies
is developed. One of the main contributions of this part lies in the adaptation of the
MCMC algorithm to the specific configurations of pan-tilt cameras. Again, a first time
experimental validation on a fully automated test bed is presented.
In Chapter 6, the RCopterX test bed is presented. This test bed is designed to
study high level algorithms, such a the MCMC source localization, with the help of
miniature helicopters. Most parts of this work have been published in [Huck et al.,
2014b], [Kunz et al., 2013] and build on contributions from the student theses [Rueppel,
2013, Kunz, 2012, Amstuz et al., 2012, Daellenbach and Semeraro, 2012] and [Richner
and Sneep, 2011]. The main property is the flexible and modular architecture of the
system, allowing for multi-agent support and interchangeability of the vehicle hardware
and the control algorithms. The RCopterX platform is suitable to experimentally validate
control algorithms on unmanned aerial vehicles, including stabilizing low level controls
as well as high level algorithms. The developed hardware and software architecture
as well as the modeling of miniature coaxial helicopters is described. Model predictive
control algorithms and the extension to a distributed leader-follower formation scheme
are derived. To the best of the authors knowledge, it is the first time that a fast MPC
control scheme could successfully be used as low level control on miniature helicopters
and that a hardware implementation of a distributed MPC scheme could be achieved at
this computation timescale.

1.2 Publications
The work presented in this thesis was made possible due to collaborations with colleagues
and students. It builds on the following peer reviewed publications:
S. M. Huck, N. Kariotoglou, M. Dahinden, and J. Lygeros. Experimental validation
of patrolling strategies in an automated surveillance environment. In Proceedings of the
19th IFAC World Congress on Automatic Control, August 2014, Cape Town, South
Africa, pages 10207-10212, [Huck et al., 2014a]
S. M. Huck, M. Rueppel, T. Summers, and J. Lygeros. RCopterX - experimental validation of a distributed leader-follower MPC approach on a miniature helicopter test bed.
In Proceedings of the European Control Conference, June 2014, Zurich, Switzerland,
pages 802-807 [Huck et al., 2014b]
S. M. Huck and J. Lygeros. Stochastic localization of sources with convergence guarantees. In Proceedings of the European Control Conference, July 2013, Zurich, Switzerland, pages 602-607, [Huck and Lygeros, 2013]
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K. Kunz, S. M. Huck, and T. Summers. Fast model predictive control of miniature
helicopters. In Proceedings of the European Control Conference, July 2013, Zurich,
Switzerland, pages 1377-1382, [Kunz et al., 2013]
S. M. Huck, P. Hokayem, D. Chatterjee, and J. Lygeros. Stochastic localization of
sources using autonomous underwater vehicles. In Proceedings of the American Control
Conference , June 2012, Montreal, Canada, pages 4192-4197, [Huck et al., 2012a]
S. M. Huck, N. Kariotoglou, S. Summers, D. M. Raimondo, and J. Lygeros. Design
of importance-map based randomized patrolling strategies. In Complexity in Engineering
(COMPENG), June 2012, Aachen, Germany, pages 1-6, [Huck et al., 2012b]

2 Source Localization and Markov
Chain Monte Carlo
This chapter provides an introduction to the work presented in Chapters 3 and 4. In
Section 2.1, the source localization problem is introduced and existing approaches are
discussed. Section 2.2 provides a short overview of Markov Chain Monte Carlo sampling
and its use in relevant practical optimization problems. Preliminaries needed for Chapters 3 and 4 and the introduction to the important Metropolis Hastings algorithm follow
in Sections 2.2.1 and 2.2.2 respectively.

2.1 The Source Localization Objective
There has been an increased interest over the last decades in devising methods of locating
the source of fresh water in an underwater environment [Post et al., 2013], [Silva et al.,
2003]. Once emitted from the source, a fluid undergoes a diffusion process that gives
rise to a certain concentration field. In case of fresh water, this is the measurable salinity.
Geologist and biologist are also interested in localization of hydro-thermal vents or black
smokers [Dover, 2000]. Similarly, in environmental health monitoring the localization of
pollution sources like waste water inlets or accidental releases from broken pipes is of vital
interest. Examples can be found in marine applications [Pang and Farrell, 2006], [Leonard
et al., 2007] or airborne scenarios [Russell, 2001]. Another possible application arises in
the sector of search and rescue, where a typical challenge is to the recover humans, e.g.,
locating skiers buried under avalanches. For the localization and retrieval in such case,
human experts have to undergo an intense course of training and practice to successfully
work with avalanche transmitters and probes [Atkins, 1999]. In marine scenarios, [Breivik
and Allen, 2008] study the localization of the beacon signals from life rafts on the open
sea.
One may rely on modeling techniques of the diffusion process in the presence of winds
or underwater currents; however, doing this accurately is challenging [Yapa et al., 1999]
[Frick, 1984]. Alternatively, all these problems can be formulated as maximizing a scalar
function. This function is the representation of the underlying physical process, for
example particle diffusion from a point source. In such cases, the maximum typically
coincides with the location of the signals source.
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For hydro-thermal vents in deep sea, a gradient descent method is proposed in [Bachmayer, R. and Leonard, N.E., 2003] to solve this optimization problem. Several other
methods exploit gradient information of the concentration field to locate the source, see
for example, [Biyik and Arcak, 2007], [Moore and Canudas-de Wit, 2010], [Baronov and
Baillieul, 2008], [Burian et al., 1996], [Mayhew et al., 2008], [Zhang et al., 2007, Ariyur
and Krstić, 2003]. Some of these methods utilize multiple vehicles which requires formation control and communication among the vehicles [Borges et al., 2005], [Arranz
et al., 2010], [Ögren et al., 2004] or to a surface vehicle [Martins et al., 2004]. The
methods proposed in [Bachmayer, R. and Leonard, N.E., 2003] and [Ögren et al., 2004]
use artificial potentials and inter-vehicle spacing inspired by swarm behavior to move towards the global maximum. Moreover, one can handle ‘non-stopping’ constraints for the
movement, which are of interest for several types of autonomous vehicles [Cochran and
Krstic, 2009].
Deterministic, gradient based methods generally converge to a local maximum which,
depending on the scenario, may not correspond to the location of the source. A different
way of looking at this problem is to use stochastic methods. Based on local measurement, these methods either explore the surface of the function in a randomized fashion
or construct an estimate of the concentration field, which yields the location of the
source. Simulated annealing was used in [Burian et al., 1996] as a global optimization
strategy for a single underwater vehicle. In [Hoffmann and Tomlin, 2010], a probabilistic
method based on particle filtering is presented that controls mobile sensors such that
the uncertainty in the target distribution is minimized. A recursive Bayesian filtering
approach is applied in [Furukawa et al., 2006] for search and rescue of life rafts with
multiple autonomous aerial vehicles. A hidden Markov method was used in [Farrell et al.,
2003], which generates a source likelihood map, hence yielding an estimate of the source
location. An adapted approach relying on Bayesian likelihood estimation was successfully
applied to data of real underwater plumes in [Pang and Farrell, 2006]. Inspired by bacterial chemotaxis, a stochastic method was proposed in [Mesquita et al., 2008] in which
vehicles explore the space in a random fashion and create a probability distribution based
on the measured field intensity. The location of the source(s) may be deduced from the
shape of the resulting distribution.
In this work, methods are developed where the agents individually explore the space
according to a stochastic Markov Chain Monte Carlo algorithm, while collecting local
measurements of the concentration. The data collected over time by all the vehicles is
utilized to construct an estimate of the field. Unlike [Mesquita et al., 2008] however,
the search problem is in discrete-time over a compact domain. From the practical aspect
a compact search domain is essential as well as consideration of the vehicle dynamics,
which is not immediate from the previous work.

2.2 Markov Chain Monte Carlo Optimization
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2.2 Markov Chain Monte Carlo Optimization
Monte Carlo optimization, such as simple stochastic search strategies, can provide convergence guarantees under some regularity conditions, but tend to exhibit poor convergence rates (see [Spall, 2003, Chapter 2]). Furthermore, Monte Carlo methods that
require the simulation of the target density cannot be used in the monitoring scenarios,
since it is difficult if not impossible to sample the unknown functions directly.
Markovian algorithms or Markov Chain Monte Carlo (MCMC) methods on the other
hand can be used even if only little is known about the function [Robert and Casella,
2010, Chapter 6]. MCMC algorithms are a class of simulation methods to generate
samples from a target density, which are then typically used to compute integrals involving
the density. An introduction to MCMC methods can be found for example in [Roberts
and Rosenthal, 2004] or [Robert and Casella, 2004]. The main principle is to design a
Markov chain that converges to a limiting or stationary distribution. After convergence,
the states of the chain are distributed according to this stationary distribution but are
correlated. If independence of the samples is not explicitly required, using the sample
path suffices for good approximations of the target function [Robert and Casella, 2004].
Monte Carlo simulation can be used to avoid the sample dependency by running a chain
for each sample. One of the most general algorithms in this class is the MetropolisHastings (MH) algorithm. Simulated annealing is a well studied optimization strategy
that uses a particular form of the Metropolis Hastings algorithm and therefore is closely
related to the MCMC. It is a localized stochastic search strategy that generates its
state updates by symmetric perturbation of the current state. The simulated annealing
algorithm generates a time-heterogeneous Markov chain by adaption of target densities.
The goal of the adaption is to converge to the neighborhood of the global optimizer.
Since its invention by [Kirkpatrick et al., 1983], the algorithm has been investigated
thoroughly, e.g., [Van Laarhoven and Aarts, 1987]. The theory for continuous domains,
which is a main aspect of this work, is discussed in [Del Moral and Miclo, 1999]. Finite
time performance guarantees are developed in [Lecchini-Visintini et al., 2007]. The
conceptual difference between classical MCMC and optimization methods like simulated
annealing is that the MCMC methods aim at convergence to the target function over the
whole range. Global optimization aims at extracting only a single feature of the function
to be optimized, irrespective of the true form of the function. This seemingly poses a
conceptual problem in the use of MCMC sampling for optimization. To identify the global
maximum, many samples are needed at the location where the target function attains
its highest value. This conflicts with the desire to explore the space as fast as possible.
However, a strong property of the Metropolis Hastings algorithm is that one can assign
its limiting distribution, e.g., a distribution that peaks sharply around the global optimum.
For MCMC algorithms that are guaranteed to converge to their limiting distribution, the
results in [Lecchini-Visintini et al., 2010] provide means to select such an “optimizing”
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distribution in view of the desired accuracy, confidence and convergence time.
Several applications utilizing MCMC methods in practice exist [Gilks et al., 1996].
Mostly problems from Bayesian statistics like model selection, data association or hypothesis testing are addressed. Problems from various field such as finance [Dagpunar,
2007] and image analysis [Winkler, 2003] can be found. An example for application in
search and rescue is presented in [Lin and Goodrich, 2010], where the MCMC updates
a prior believe on how persons, that lost their way, transit different terrains. Examples for multi-agent or autonomous systems mostly deal with path planning problems.
In [Tan et al., 2010], a Gibbs-Sampler based strategy on finite spaces is used to drive
agents to assigned target areas or swarm configurations. In [van den Broek et al., 2008],
the Metropolis-Hastings algorithm is used for path-integrations of the optimal control
problem. In the work of [Lecchini et al., 2006], MCMC is used to select conflict free
trajectories, by optimizing over a metric of certain specification, e.g., plane separation.
In [Acikmese and Bayard, 2012], the MH algorithm is used to design a finite space Markov
transition kernel, which determines the movement of a swarm of agents. An exploration
type problem in robotics is presented in [Kaess and Dellaert, 2005], where MCMC is used
for Simultaneous Localization and Mapping (SLAM).
To the best of the author’s knowledge, there exists no work where a MCMC technique
is implemented on autonomous vehicles to carry out an optimization task. This thesis
addresses a difficulty that arises when standard MH is implemented on autonomous
vehicles: constraints on movement speed, turning rate etc., corresponds to a constraint
on the proposal function, making the proposal potentially very local around the previous
sample. It can be seen that MH performs very inefficient if the proposal support is too
small with respect to the range of the target function [Robert and Casella, 2010, Chap.
6.3].

2.2.1 Theoretical Preliminaries
The definitions and theorems given in this section follow [Hernández-Lerma and Lasserre,
2003].
Consider a general measurable space (X , B) and a probability space (Ω, F, P), then a
sequence {Xk }k≥0 is called a Markov chain if the Markov property (2.1) holds.
P(Xk+1 ∈ B|X0 , ..., Xk ) = P(Xk+1 ∈ B|Xk )

∀ B ∈ B, k ≥ 0

(2.1)

Definition 2.1. Transition Kernel Consider a measurable space (X , B), a probability
space (Ω, F, P) with a Markov chain {Xk }k≥0 . For each x ∈ X and B ∈ B,
P (x, B) := P(Xk+1 ∈ B|Xk = x)
defines a stochastic kernel or Markov transition kernel on X .

(2.2)

2.2 Markov Chain Monte Carlo Optimization
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This implies that P (x, ·) is a probability measure for all x ∈ X and P (·, B) is a
measurable function for all B ∈ B(S). The transition kernel P admits a probability
density at s0 ∈ S if there exists p(·|s0 ) : S → R+ such that
Z
P (s0 |B) =
p(s|s0 )ds, ∀ B ∈ B(S),
(2.3)
B

where ds stands for the Lebesgue measure. The density p is referred to as transition
density.
Consider the measurable space (X , B) and the transition kernel P of the Markov chain
{Xk }k≥0 . For any finite signed measure π on B, let
Z
(πP )(B) :=
π(dx)P (x, B), B ∈ B.
X

If π is a probability measure denoting the distribution of Xk , then πP is the distribution
of Xk+1
π(B) = P(Xk , ∈ B) ∀ B ⇒ (πP )(B) = P(Xk+1 , ∈ B) ∀ B.
Definition 2.2. Invariant Measure [Hernández-Lerma and Lasserre, 2003, cf. Sec.
2.2.2 and 2.3.2]
If π = πP holds, then π is called an invariant probability measure or stationary distribution of {Xk }k≥0 .
Let {Xk }k≥0 be a Markov chain on a metric space X, with transition probability function
P . Let f 7→ P f be defined as
Z
P f (x) := P (x, dy )f (y ) = E [f (Xn+1 )|Xn = x]
X

for f ∈ Cb (X ), where Cb (X ) is the vector space of bounded continuous functions on X .
Definition 2.3. Weak Feller property [Hernández-Lerma and Lasserre, 2003, cf. Def.
4.4.2, Chap. 4.4]
P (or the Markov chain {Xk }k≥0 ) is said to satisfy the weak-Feller property if P maps
Cb (X ) into itself, i.e.
Z
P f (·) :=
P (·), dy )f (y ) is in Cb (X ) ∀ f ∈ Cb (X ).
X

2.2.2 Metropolis Hastings
The Markov Chain Monte Carlo algorithm developed in this thesis is derived from the
Metropolis Hastings algorithm [Hastings, 1970]. It is a generalization of the Metropolis
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Monte Carlo method proposed by [Metropolis et al., 1953]. The core algorithm is rather
simple and proceeds as follows. First, a random initial state X0 on the state space X is
chosen according to some distribution. Second, the following steps are repeated: At each
state Xn , a proposal X̃n+1 for the next state is generated from a proposal distribution
X̃n+1 ∼ q(y |Xn ), The proposal is accepted or rejected by extracting a sample from a
uniform distribution U ∼ U[0, 1], then calculating the acceptance probability from some
acceptance criterion α(Xn , X̃n+1 ). Set Xn+1 = X̃n+1 if U ≤ α(Xn , X̃n+1 ). Otherwise
reject the proposal and keep the current state and set Xn+1 = Xn .
The particular choice for the acceptance criterion


π(y )q(x|y )
α(x, y ) = min 1,
π(x)q(y |x)
creates symmetric transition probabilities of the Markov chain between two states. In
this form, the transition kernel is reversible with respect to some distribution π which
implies that π is also the stationary distribution.
This general structure leads to a Markov chain characterized by the following transition
kernel


Z
Z
P (x, A) = q(y |x)α(x, y )dy + 1 − q(y |x)α(x, y )dy  I{x∈A} .
(2.4)
X

A

The transition kernel gives the probability to transit from a given state x into the set A
and consists of two contributing terms. The integration in the first part of (2.4) reflects
the probability to accept a proposal that leads into the set A. The second part only
contributes if the state x is already in A, expressed by the indicator function. It therefore
reflects the case where a proposal leading out of A is rejected.
Next, a special form of the kernel (2.4) is derived, which is used throughout the
remainder of the thesis. Suppose the acceptance criterion is of the form α(x) which only
depends on the current state x, i.e., independent of the proposal y . Then the transition
kernel can be written in the simplified form
Z
P (x, A) = q(y |x)α(x, y )dy + [1 − α(x)] I{x∈A} .
(2.5)
A

This form can be obtained from (2.4) directly by taking α out of the second integral
since it depends only on the state x and using the fact that the integration of q over the
whole space is equal to one.

3 The MCMC Source Localization
Algorithm
In this chapter, a novel MCMC algorithm is developed which is suitable for implementation
on autonomous mobile systems. The presented results are an extension of the two
publications [Huck and Lygeros, 2013] and [Huck et al., 2012a]. In Section 3.1, the
model, the controller design and the corresponding Markov chain are derived for the
noise free case. The extensions to dynamic disturbances and measurement noise are
presented in Section 3.2. In Section 3.3 the essential properties of existence, uniqueness
and convergence of the Markov chain are established. Based on extensive numerical
simulations, the convergence and optimization performance of the algorithm are analyzed
for a case study in Section 3.4.

3.1 Ideal Noise Free Case
3.1.1 Problem Formulation
Some of the source seeking problems introduced in Section 2.1 give rise to a three
dimensional search space. For simplicity, the theory and algorithm developed in this
chapter are derived for a 2D scenario, but could be extended to higher dimensional
spaces. Furthermore, only static functions are considered. An extension to the quasistatic case where the function changes very slowly compared to the movement of the
vehicles is also possible.
Throughout this work, it is assumed that there exists a low-level navigation function
that realizes every change of orientation between to steps within the given sampling
time. Such a navigation function could be realized for example via a nonlinear optimization, taking into account the vehicles parameters like maximal turning rate and velocity.
Some practical aspects for the implementation on a robot test bed are discussed in Section 4.5.2. On this basis, consider N autonomous vehicles moving within a compact
domain of interest X ⊂ R2 , with simplified discrete-time dynamics for each vehicle given
by:

 


 

cos(θk )
xk+1
x + v (θk )T
x + v̄
T
sin(θk )
= k
= k
,
(3.1)
θk + uk
θk+1
θk + uk
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where x ∈ X is the position, θ ∈ [−π, π] is the heading angle, v̄ is a given constant
speed, T is the sampling period, and u is the control input to be designed. For the time
being, the dynamics of each vehicle are not coupled through physical or communication
links, hence they can be treated as independent. Moreover, using a non-zero constant
speed the vehicles move onward at every time step, which is referred to as non-stopping.
These two assumptions are going to be revisited in subsequent chapters.
Assumption 3.1. X is the zero-sub-level set of a twice differentiable convex function
(X = {x ∈ R2 |f (x) ≤ 0}). X contains at least a ball Bv̄ T of radius v̄ T .
Assumption 3.1 is needed to ensure that X is a compact, connected and non-empty
set, which is going to be used for the theoretical arguments in subsequent chapters.
The ball Bv̄ T must be contained in X , otherwise the algorithm cannot be initialized. To
describe the complete state space, consider the measurable
space (S, B(S)) with B(S)
S
being the Borel σ-algebra on the metric space S :=
x × ϑ(x). The set of admissible
x∈X

angles ϑ(x) for every x ∈ X is given by
ϑ(x) ⊆ [−π, π]

with

ϑ(x) = {θ|x + v (θ)T ∈ X }.

(3.2)

This specific constrained choice of θ guarantees that the vehicle does not leave X after
one step.
The model is initialized by first extracting x0 uniformly on a subset X̃ of the domain
x0 ∼ U{x ∈ X̃ |X̃ ⊆ X }

(3.3)

θ0 ∼ U{θ ∈ ϑ(x0 )},

(3.4)

and then extracting θ0 as
where the symbol ∼ means that a random variable is distributed according the distribution on the right side and U denotes a uniform distribution over a set.

3.1.2 Controller Choice and Design
Each vehicle is assumed to be capable of measuring a certain normalized function C : X →
[0, 1] at its current location. This function is referred to as concentration function. The
source location denotes the state x at which C attains its global maximum. For the time
being, the measurements are ideal; the case of noise corrupted measurements is addressed
in Section 3.2.2. For simplicity a first-order Markovian controller is proposed, such that
uk depends only on the current state (xk , θk ) and the concentration measurement at
this position. Higher order choices are possible, e.g., gradient type controllers relying on
the previous measurement. To avoid problems with prolonged escape times from local
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maxima and potential dependencies on initial conditions, the simple form is favored. This
choice is going to be revisited in the subsequent chapter. Hence, the closed-loop motion

of the system (3.1) generates a discrete-time Markov chain {sk }k≥0 , where sk := xk , θk .
At each time k, the control input is computed using an MCMC method: in essence, a new
proposal θ̃k+1 for the heading angle is generated according to some uniform distribution.
It is accepted or rejected based on some acceptance criterion α : S → [0, 1], to be
defined. If the proposal is accepted, then uk = θ̃k+1 − θk ; acceptance is referred to as
a turn. Otherwise uk = 0, retaining the last heading angle. The process is outlined in
Algorithm 3.1.
Algorithm 3.1 MCMC Algorithm

Require: Initial state s0 = x0 , θ0
1: set k = 0
2: loop
3:
update xk+1 = xk + v (θk )T
4:
generate proposal angle θ̃k+1
5:
calculate the acceptance probability α(sk )
6:
update

θ̃k+1 w. p. α(sk )
θk+1 = θk + uk =
θk
w. p. 1 − α(sk )
set k = k + 1
8: end loop
7:

Given the current state sk , generate a proposal state s̃k+1 , using the transition density
q(·|sk ), defined in the sense of Equation (2.3), given as


s̃k+1 ∼ q s = x, θ | sk ,
(3.5)
x̃k+1 ∼ δxk +v (θk )T (x),
(3.6)
θ̃k+1 ∼ U {θ ∈ Θ(sk )} ,

(3.7)

where the distribution δy (x) of the position proposal in (3.6) is a Dirac measure at
position y . This is an immediate consequence of the dynamics (3.1) where the next
position xk+1 = xk + v (θk )T is deterministically fixed. The orientation proposal in (3.7)
is extracted from the set Θ(sk ) , {θ ∈ [−π, π] | xk + v (θk )T + v (θ)T ∈ X }. The set
Θ(sk ) is equal to the set of admissible angles (3.2) evaluated at xk+1 . This stems from
the fact that the input affects the position after two steps and has to guarantee that
xk+2 is inside the compact set X . In the following, heading angles that keep the state
inside X are called valid, while those that lead outside are referred to as invalid. The
choice to introduce the concept of admissible angles, rather than rejecting proposals
which are leading outside, is made for two reasons. First, consider the case in which
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the current θk is invalid, meaning that a different heading angle must be applied for the
next step. In this case, it must be ensured that the proposed change of orientation is
valid. Second, if the current orientation is valid, in principle one could propose any θ̃k+1
and reject it if it is invalid. However, by proposing only valid angles, the accept-reject
step is better decoupled from the geometry of state space. This simply means that the
vehicle is able to turn whenever the algorithm determines a turn. The importance of
this decoupling is further discussed after the specification of the acceptance criterion
α(·), which is the main design choice of the algorithm. The acceptance criterion is
chosen to be independent of the proposal in order to minimize the movements of the
autonomous vehicles. In this way, the control input can be calculated without visiting the
proposal location first. Hence, α is chosen to be a function of the current concentration
measurement y (xk ) = C(xk ). In the following, three technical assumptions for α are
given, all of which can be realized by construction.
Assumption 3.2. The function α is continuous with respect to s.
Assumption 3.3. The acceptance probability takes the value α(s) = 1 for all states in
{s ∈ S|x + 2v (θ)T ∈
/ X }.

Assumption 3.4. The acceptance probability α is bounded away from zero everywhere,
i.e. for all s, α(s) ∈ [, 1] for some  > 0

Assumption 3.2 is needed to ensure the existence of an invariant measure (Section
3.3.1). Assumption 3.3 is needed to force the vehicles to turn when in danger of leaving
the set X (see Figure 3.1). The boundedness in Assumption 3.4 is used to show the
uniqueness of an existing invariant measure (Section 3.3.2). Any function that adheres
to this rationale can be considered as acceptance criterion. A specific example is given
in the Section 3.4. Moreover, as a function of the current measurement y (xk ), α should
meet the following functionality:
(i) α is monotonically increasing in y .
In this way, the closed loop behavior prevents the vehicles from passing by maxima and
leads them to spend more time at the location of higher concentration since the probability of turning increases. One of the main ideas is to cross uninteresting areas as
fast as possible, while exploiting the interesting areas relative to their importance. With
this concept in mind, it becomes clear why the decoupling of proposal generation and
acceptance step is important. Suppose the vehicle encounters a high concentration near
the boundary. For high concentrations it is more likely that the vehicle accepts a turn.
If the current proposal is invalid because of the boundary the vehicle keeps its current
orientation. As a consequence, the vehicle passes by the high concentration value and
the “information” is lost. Assumption 3.3 also introduces a coupling between state space
and accept-reject step. Nevertheless, it is unavoidable to change invalid orientations at
the boundary. The choice to force a turn near the boundary shows the least influence on
the detection of maxima.
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3.1.3 Transition Kernel
The proposal densities for x and θ in (3.6) and (3.7) are conditionally independent, such
that the proposal distribution of (3.5) factors out as
q(s|sk ) = δxk +v (θk )T (x)

I{θ∈Θ(sk )}
,
γ(sk )

(3.8)

where I is the usual indicator function and γ(sk ) is a normalizing factor given by the
Lebesgue measure of Θ(sk )
Z
γ(sk ) = I{θ∈Θ(sk )} dθ.
(3.9)
The second element on the right of (3.8) simply creates a uniform distribution over an
arc length, representing the range of valid angles (see Figure 3.1).

X
v (θk )T

Θ(sk )
v (θ̃k+1)T
θk
xk

d = 2v̄ T

Figure 3.1: Inside the range d the input proposal θ̃k must be accepted by setting
α(xk , θk ) = 1 if v (θk ) points outwards, i.e., keeping the old orientation,
v (θk ) would lead outside X .
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Accordingly, the transition kernel P of the Markov chain {sk }k≥0 is defined as
P (sk , ds) = p(s|sk )ds


= q(s|sk )α(sk ) + δxk +v (θk )T (x)δθk (θ)(1 − α(sk )) ds


I{θ∈Θ(sk )}
α(sk ) + δθk (θ)(1 − α(sk )) ds.
= δxk +v (θk )T (x)
γ(sk )

(3.10)
(3.11)

The form of (3.10) is obtained directly from (2.5), where the first summand corresponds
to the acceptance of a turn. The second part is the rejection term, which is different
from the original Metropolis Hastings algorithm (2.4). The formulation in (3.11) shows
that the position always changes, independent of the orientation. This behavior reflects
the non-stopping property incorporated in the dynamics.

3.2 Extensions to Noise
3.2.1 Dynamical Disturbances
Now, the vehicles are considered to be exposed to disturbances such as water currents
or drift of position measurements. These disturbances have an impact on the vehicle
dynamics and the proposal generation, which is described in the following.
First, consider the dynamics in Equation (3.1), where the position x ∈ X is affected
by an additive noise:

 
  
xk+1
xk + v (θk )T
wk
=
+
,
(3.12)
θk+1
θk
uk


cos(θ)
2
where wk ∈ {w ∈ R | ||w || ≤ rD } for some magnitude rD and v (θ) = v̄
for a
sin(θ)
constant speed v̄ . For simplicity, no noise on the input is considered. The effect of small
actuation errors is covered with the process noise wk , while large errors destroy the core
mechanism of the algorithm: If the vehicles turn independently of the measurements, it
is not possible to identify the concentration maximum with the algorithm.
Assumption 3.5. The process noise wk is bounded by a magnitude of 0 < rD < v̄ T .
The density pw is uniformly bounded away from zero on a domain Ω.
A bounded noise wk is needed to guarantee that the vehicles do not leave the state
space. The compactness of X is essential for the existence proof of an invariant measure
in Section 3.3. The bound on the magnitude rD ensures that the vehicles propulsion is
strong enough to cope with the noise and to move forward at all times. The assumption
on the density is the minimal requirement to show the uniqueness of the stationary
distribution in Section 3.3. However, for analytical convenience a uniform density pw is
used throughout.
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Starting at the current position xk , the next position xk+1 is then inside a disc D(sk )
with radius rD centered at xk + v (θk )T . While the general form of the transition density
(3.5) remains unchanged, the position proposal (3.6) is now extracted from
x̃k+1 ∼ U{x ∈ D(sk )}.

(3.13)

In presence of position noise the two auxiliary sets Xn ⊂ R2 and Xr ⊂ R2 are introduced
to define X .
Assumption 3.6. Xn is the zero-sub-level set of a twice differentiable convex function
({x ∈ R2 |f (x) ≤ 0}). Xn contains at least a ball Bv̄ T of radius v̄ T . The planar curve
described by the implicit function f (x) = 0 has a curvature1 strictly less then v̄1T . Xr
is generated by the Minkowski sum Xr = Xn ⊕ BrD , with ball BrD of radius rD . X is
generated by the Minkowski sum X = Xr ⊕ BrD .
Under Assumption 3.6 the state space X is a compact, convex and non-empty set that
contains at least a ball of radius 2rD + v̄ T . The containment of a ball of radius v̄ T is the
minimal requirement to initialize the algorithm. The Minkowski sum guarantees that the
Markov chain can reach every position in X . The reachability of the entire state space is
required to show the uniqueness of the stationary distribution. The set Xr is needed to redefine the set of admissible angles, where (3.2) changes to ϑr (x) = {θ|x + v (θ)T ∈ Xr }.
This modification is needed to guarantee that the vehicle is not driven out of X by
the noise as illustrated in Figure 3.2. The generation of the orientation proposal (3.7)
changes to
θ̃k+1 ∼ U {θ ∈ Θn (sk )} ,
(3.14)
where the proposal set is defined as

Θn (sk ) , {θ ∈ [−π, π] | xk + v (θk )T + v (θ)T ∈ Xn } .

(3.15)

The curvature condition of Assumption 3.6 guarantees that the Lebesgue measure of
Θn (sk ) changes continuously with respect to the position x ∈ X . One can see that the
curvature of the boundary ∂Xn should never attain a value of v̄1T . Figure 3.3 illustrates
how the size of the set jumps for small variations in sk (or xk ) when the curvature
assumption is violated.
In practice it is always possible to ensure that Assumption 3.6 is satisfied by appropriately selecting the region of interest, assuming that the bounds on the speed of the
vehicles and the magnitude of the process noise are known.
The definition of (3.15) with Xn guarantees that xk+2 is contained in X by taking
the noise in dynamics (3.12) into account. For initialization, the position is extracted as
before (3.3), where the subsequent extraction of the orientation becomes
θ0 ∼ U{θ ∈ ϑr (x0 )}.
1

For the definition of the curvature see [do Carmo, 1976, Chapter 1-2]

(3.16)
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v̄ T

noise-free
θ̃ bound

Θn (sk−1 )

new θ̃ bound

θ̃ bound for sk
∂X

rD

s̃k

sk

∂Xr
∂Xn

Θ(sk−1 )

sk−1
Figure 3.2: Difference between the proposal sets Θ(sk ) and Θn (sk ). The dashed-dotted
arrows represent the proposal sets for both cases, where the gray area illustrates the difference due to noise. The new bound for θ̃ is derived from the
set of admissible angles at position sk , in which the chain could end up when
moving from sk−1 to s̃k with dynamics (3.12).
The new kernel with process noise can be written as the marginal distribution of the
kernel (3.11), conditioned on the position noise. This is done by replacing the previous
Dirac with the new Dirac distribution δxk +v (θk )T +wk (x) and can be written as
Z
P (sk , ds) = p(s|sk )ds =
p(s, |sk , wk )pw (wk )dwk ds.
(3.17)
Ω

where Ω is the domain of the noise and pw its density. Under Assumption 3.6 and by
construction of (3.15), one can see that (3.17) holds for all sk ∈ S since the set D(sk )
never intersects with the complement of the state space S C . Now, observing that the
rest of (3.11) is independent of noise, it remains to solve the integral
Z
Z
δxk +v (θk )T +wk (x)pw (wk )dwk =
δxk +v (θk )T (x − wk )pw (wk )dwk
(3.18)
Ω

Ω

I{x∈D(sk )}
.
=
γX (sk )
Since the noise is assumed to be uniform on the disc D(sk ), its density is pw =

(3.19)
1
γX (sk ) ,
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κ∂X =

∂Xn

1
v̄ T

xk

∂Xn
xk + 

v̄ T

Θn (xk−1 + , θk−1 )

Θn (xk−1 , θk−1 )

Figure 3.3: Discontinuity of the Lebesgue measure of Θn for curvature κ∂X = v̄1T . The
nominal movement range is depicted by the dashed arrow and circle. The
dotted arrows depict the proposal set Θn . Left: All angles are admissible.
The dashed-dotted line are the segment of the boundary which does not fulfill
Assumption 3.6. Right: For a small perturbation  the range of angles shown
in red becomes invalid, illustrating the discontinuity of Lebesgue measure of
Θn .
where
Z
γX (sk ) =

I{x∈D(sk )} dx.

(3.20)

The transition kernel becomes
P (sk , ds) = p(s|sk )ds


I{x∈D(sk )} I{θ∈Θn (sk )}
I{x∈D(sk )}
=
α(sk ) +
δθ (θ)(1 − α(sk )) ds,
γX (sk )
γ(sk )
γX (sk ) k

(3.21)

where the normalization factor γ(sk ) from (3.9) is now the Lebesgue measure of Θn (sk ).

3.2.2 Measurement Noise
Assume now that the measurements of the concentration function C are affected by
additive noise such that
yη (xk ) := y (xk , ηk ) = C(xk ) + ηk ,

(3.22)

where the independent identically distributed (iid.) noise realization ηk is extracted at
each step from a generic density pη with a domain H. The theoretical arguments made in
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Sections 3.3.1 and 3.3.2 require that it is always possible to define a bounded acceptance
criterion in the sense of Assumption 3.4. For noise with unbounded support, this can be
realized by using a clipped version of the form
ȳη (xk ) = min[1, max[0, y (xk )]].

(3.23)

Under functionality (i) in Section 3.1.2, the accept-reject decision in Algorithm 3.1 is not
affected when clipping the measurements. For ease of notation, only the yη (xk ) notation
is used in the remainder of this chapter.
In comparison to the disturbances on the dynamics, the effect of the measurement
noise on the transition kernel is slightly different. The probability distributions are not
directly altered but indirectly affected through the acceptance criterion. Since α depends
on the measurement yη , the decision whether to accept or reject a proposal implicitly
depends on the noise. For brevity of notation, this is denoted by αη := α(sk , ηk ). The
derivation of the transition kernel can be treated the same way as in (3.17) such that
the kernel becomes
Z
p(s, |sk , ηk )pη (ηk )dηk ds
P (sk , ds) =
H


Z
I{x∈D(sk )} I{θ∈Θn (sk )}
=
αη + δθk (θ)(1 − αη ) pη (ηk )dηk ds,
γ(sk )
H γX (sk )

Z
I{x∈D(sk )} I{θ∈Θn (sk )}
αη pη (ηk )dηk
=
γX (sk )
γ(sk )
H

Z
+δθk (θ) (1 − αη )pη (ηk )dηk ds.
(3.24)
H

Replacing the integrations in (3.24) with the expected value
Z


αη pη (ηk )dηk = Eη α(sk , ηk )

(3.25)

H

the complete transition kernel is given by


 
I{x∈D(sk )} I{θ∈Θn (sk )}  
P (sk , ds) =
Eη αη + δθk (θ)(1 − Eη αη ) ds.
γX (sk )
γ(sk )

(3.26)

3.3 Theoretical Analysis
3.3.1 Existence of Invariant Measures
First, it is investigated whether the Markov chains generated by the transition kernels
(3.11), (3.21) and (3.26) admit a stationary distribution. For the noise free kernel (3.11),
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the existence of a stationary distribution was established in [Huck et al., 2012a]. In this
section the existence proofs for the more involved kernels (3.21) and (3.26) are provided.
For completeness, the proof for the noise free case can be found in Appendix A.1.
Proposition 3.1. Under Assumptions 3.2, 3.5 and 3.6, the Markov chain {sk }k≥0 with
transition kernel (3.21) admits an invariant measure.
Proof. In view of [Hernández-Lerma and Lasserre, 2003, Theorem 7.2.3], to show the
existence of a stationary distribution, it suffices to prove that the transition kernel P is
weakly Feller (see Definition 2.3 or [Hernández-Lerma and Lasserre, 2003, Chap. 4.4]).
That is, it needs to be shown that forR any continuous and bounded function f on S, the
mapping P f , defined as (P f )(·) := P (·, dy )f (y ), is continuous and bounded. From
(3.21), the mapping becomes
Z
(P f )(sk ) = p (s|sk ) f (s)ds
S

Z
=
S
Z

S



I{x∈D(sk )} I{θ∈Θn (sk )}
α(sk ) + δθk (θ)(1 − α(sk )) f (x, θ)dxdθ
γX (sk )
γ(sk )

1 − α(sk )
α(sk ) I{θ∈Θn (sk )}
f (x, θ) +
δθ (θ)f (x, θ)dxdθ
γX (sk ) γ(sk )
γX (sk ) k
SD
Z
Z
Z
α(sk )
1 − α(sk )
=
f (x, θ)dxdθ +
f (x, θk )dx,
γX (sk )γ(sk )
γX (sk )
{z
}
{z }
Θn (sk ) D(sk ) |
D(sk ) |

=

ca (sk )

where SD :=

S
x∈D(sk )

(3.27)

cr (sk )

x × ϑr (x). To separate the integration over SD in the first term, the

fact that Θn (sk ) ⊆ ϑr (x) for all x ∈ D(sk ) is used (see Figure 3.4 for illustration).
The same separation is possible for the second integral since θk ∈ ϑr (x) whenever
α(sk ) 6= 1. By the curvature part of Assumption 3.6, γ(sk ) is continuous. Under
Assumptions 3.5 and 3.6, the normalization factor (3.20) is constant. For the assumed
uniform distribution (3.13) it holds that γX (sk ) = πrD2 for all sk ∈ S by construction of
the set Xn . Furthermore, γX (sk ) 6= 0 and γ(sk ) 6= 0. Hence, using Assumptions 3.2
and 3.6, the acceptance probability is continuous and bounded away from zero since
it depends on a continuous function over a compact set. Therefore the constants ca
and cr are continuous and bounded with respect to sk . It is straight forward to show
that both integrations in Equation (3.27) over the sets D(sk ) and Θn (sk ) are continuous
and bounded with respect to sk (see [Royden, 1988] and Appendix A.2). Hence, it can
be concluded that P f is continuous and bounded and the weak Feller property of the
transition kernel P follows.
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rD

∂X

rD

∂Xr

D(sk )

x0

ϑr (x 0 )

s̃k+1
s̃k+1

∂Xn
Θn (sk )

v̄ T

x 00

sk

ϑr (x 0 )

sk
Θn (sk−1 )
sk−1

sk−1

Figure 3.4: Set containment of Θn (sk ) ⊆ ϑr (x) for all x ∈ D(sk ). For better illustration
a straight boundary ∂X is shown, where the nominal movement of the chain
sk−1 → s̃k+1 is shown. Left: The gray area shows the disc D(sk ) around the
proposed s̃k+1 . The proposal sets Θn (sk ) and Θn (sk−1 ) are illustrated by the
dashed-dotted arrows. Right: From the set of admissible angles (dasheddotted arrows) for two example states x 0 and x 00 on D(sk ) it can be seen that
Θn (sk ) is always contained in ϑr (x).
The existence of a stationary distribution for the Markov chain with measurement
noise follows immediately from the results above, given that Assumption 3.4 holds. One
needs to define a proper acceptance criterion despite the fact that the measurement
is corrupted by noise This can be realized through, e.g., clipped measurements (3.23)
or direct saturation of the acceptance criterion ᾱ(sk , ηk ) = max[, α(sk , ηk )] for some
 > 0 since min-max operations preserve continuity. An example for such an α is given
in (3.40).
Corollary 3.1. Under Assumptions 3.2 and 3.4 to 3.6 the Markov chain {sk }k≥0 with
transition kernel (3.26) admits an invariant measure.
Proof. With the same separation arguments as in the proof of Proposition 3.1, the
mapping P f (sk ) can be simplified and written as
Z

Z

P f (sk ) =
D(sk ) Θn (sk )

 
Z
Eη αη
f (x, θ)dxdθ +
γX (sk )γ(sk )

D(sk )

 
1 − E η αη
)f (x, θk )dx.
γX (sk )

(3.28)

The only difference is to show the continuity of the expected value with respect to sk ,
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which is straight forward.




lim Eη α(sk + , ηk ) − Eη α(sk , ηk )

→0

Z
= lim

→0
H

α(sk + , ηk ) − α(sk , ηk ) pη (ηk )dηk = 0
|
{z
}
→0 for →0

To interchange the integral and limes in the last step, the integrand α has to be continuous and uniformly bounded over the whole domain H. The first is given by Assumption 3.2
and the latter by Assumption 3.4.
Having established the continuity and boundedness of all components in (3.28), it can
be concluded that P f is continuous and bounded and the weak Feller property of the
transition kernel (3.26) follows.

3.3.2 Uniqueness of Stationary Distribution
The uniqueness of a stationary distribution was established in [Huck and Lygeros, 2013]
for the Markov chain with dynamics (3.12). For the basic case with kernel (3.11), this
was not possible due to the Dirac measure on the position. The proof relies on a growing
density support over the state space, which is not achievable with kernel (3.11). On the
other hand, numerical results strongly indicate that a unique distribution also exists in
this case (see 3.4.2).
For uniqueness, Assumptions 3.3 and 3.4 on the acceptance criterion are required.
Assumption 3.3 guarantees that a valid proposal is accepted for all states sk with invalid
θk , i.e., a proposal rejection brings the chain outside X . Recall that after the acceptreject decision, the position sk+2 is known up to the disturbance.
T Hence, under dynamics
(3.12), the affected states are {s ∈ S|({x +2v (θ)T }+{B2rD }) S c 6= ∅}, where B2rD is a
ball of radius 2rD representing the uncertainty in the position. Therefore, Assumption 3.3
is reformulated for the set Xn .
Assumption 3.7. The acceptance probability takes the value α(s) = 1 for all states in
{s ∈ S|x + 2v (θ)T ∈
/ Xn }.
Proposition 3.2. Under Assumptions 3.2 and 3.4 to 3.7, the Markov chain {sk }k≥0 with
transition kernel (3.21) admits a unique invariant measure.
Proof. In view of [Hernández-Lerma and Lasserre, 2003, Proposition 4.2.2] it suffices
to establish ϕ-irreducibility, i.e., that there exists a (non-trivial) measure ϕ on B(S)
such that, whenever ϕ(A) > 0, A ∈ B(S), it holds that L(s, A) > 0 for all s ∈ S (c.f.
definition of ϕ-irreducibility in [Meyn and Tweedie, 2009]). Here L(s, A) = P (τA < ∞)
with τA being the first return time to set A. By [Meyn and Tweedie, 2009, Proposition
4.2.1] this is equivalent to the existence of an m > 0 (possibly depending on both s and
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A) such that P m (s, A) > 0. By studying the growth of the support of P m (s0 , A), it can
be shown that every set A ∈ B(S) can be reached from every s0 ∈ S in a given number
of steps m with positive probability. For the angular component of the state space S,
one can see that all values θk ∈ ϑr (xk ) can be reached in one step by construction. For
xk , pick a Rs > 0 such that the ball of radius Rs , centered at the origin, contains X (see
Figure 3.5 for illustration).

X

ϑ(x)
x
s0
Rs

X

s0

Figure 3.5: Left: Top down view on X and the density support (grey) after the k-th step
starting from s0 . Right: The angular plain of S for the dashed line on the
left.
First, consider the states which are not affected by the border, i.e., all sk for which
Θn (sk ) = [−π, π]. Given any initial state s0 , there is a uniform density on the disc
D(s0 ) ⊂ X and uniform density over the whole range of angles ϑr (x1 ) = [−π, π]. This
creates a cylindrical density support in S after the first transition. The support after the
second transition has a void since the step length v̄ T is fixed and the noise is bounded.
Under Assumption 3.5 the void in the density closes in the third transition, leading to a
full cylinder of radius R3 = 2(v̄ T + rD ) + rD . The growth of the support is illustrated
for these three transitions in Figure 3.6. For visualization purpose, mainly the X -part in
Figure 3.6 is depicted and the density on [−π, π] is only indicated by vertical bars. The
fact that the void is closed after three transitions can be seen by superposition of the
possible movements from all states with non-zero density (see Figure 3.7 for illustration).
From the third transition onward, the support has no voids and its diameter grows on X
with the rate
v̄ T + rD
.
(3.29)
transition
Now, the maximal distance between any initial starting point and any set A ∈ B(S)
is 2Rs . Hence, using the growth-rate (3.29), one can derive an upper bound for the
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2. step

1. step
ϑ(x1 )

3. step

ϑ(x3 )

v̄ T + 2rD

θ0
2(v̄ T + rD ) + rD

x0

2v̄ T

v̄ T

D(s0 )

Figure 3.6: Growing density support for three steps starting from s0 . The vertical bars
indicate the density in the angular dimension at some example states si . For
the initial step only θ0 is covered, while in the next steps the whole range is
proposed.

0

s2
v̄ T
2rD
2v̄ T

00

s2

3rD

Figure 3.7: Overlay of the density support after the second step and the transition densities starting from four example states. The two inner solid lines indicate the
density support after the second step and the outer line the density after the
third step. The gray area depicts the transition densities for four example
transitions. Since there is a continuous density on the inner ring, it follows
that the outer ring is fully covered.
maximal number of steps m to cover S. The bound given by
 
m = min 3,

2Rs
v̄ T + rD


,

(3.30)
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holds for all initial conditions s0 ∈ S and all sets A ∈ B(S). At least 3 steps are required
to have a non-zero density everywhere on S.
In a next step, the effect of the boundary on the support has to be studied. For this
purpose the support that would grow without the influence of the boundary is denoted as
unconstrained support. Suppose the unconstrained support intersects with the complement of S as illustrated in Figure 3.5. Under Assumption 3.7, the proposal mechanism is
designed to keep the chain inside the state space at all times and thus these overlapping
densities are “mapped back” into S. It remains to show that no gaps in the support
occur for states where the proposal set (3.15) is restricted by the border. By design,
the proposal orientations in Θn (sk ) are restricted in a way that the noise could drive the
state onto the border. States sk on the boundary have the most restricted set Θn (sk ).
The first three steps for an initial state s0 on the boundary are shown in Figure 3.8. It
can be seen that the support is closed as well, but a small indent of the support occurs
where the boundary and unconstrained support intersect (see the shaded areas in Figure
3.8). This depends on the angle in which boundary and unconstrained support intersect
as well as on the curvature of the boundary and the bound on the noise. Nevertheless,
this gap is “pushed” along the boundary with every transition. Due to the convexity of
X and the upper limit on the curvature given in Assumption 3.6, this gap closes at least
after the maximal number of steps (3.30). Therefore, one can conclude that any state
inside S that is covered by the “unconstrained” support after m steps is also covered by
the support in presence of the boundary.
Finally, the transition kernel given in Equation (3.21) consists of two terms. The first
one is the acceptance term and is denoted by Pac :
I{x∈D(sk )} I{θ∈Θn (sk )}
α(sk )ds.
(3.31)
γX (sk )
γ(sk )
Pac is the absolutely continuous part of the transition density with respect to the Lebesgue
measure µLeb . Under Assumption 3.4, there is always a small probability contribution of
this term, which is bounded away from zero by  > 0. It was shown that after m steps
every state in S is covered. The states furthest away from the initial state are covered
after the last transition. This means that the density %(s) over the whole space has at
least a small uniform part everywhere given by
Pac (sk , ds) =

%(s) ≥

m
Y
k=0

p(sk , s) =

m
Y
I{x∈D(s

I{θ∈Θn (sk )}
α(sk )
γX (sk )
γ(sk )
| {z }
| {z }
k )}

k=0

c1

≥ cm

m
Y
k=0

c2

α(sk ) ≥ c m m > 0

(3.32)

with c = c1 c2 and 1 > c > 0. Under Assumption 3.5 the density on the disc D(sk ) is
uniformly lower bounded such that c1 is bounded away from zero for all sk ∈ S. In case
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d1 = D(s0 )
s3
2rD

s̃3
s1

v̄ T

d2

s0

d3

s̃1

s2
sk

s̃2

Θ(sk−1 )

Figure 3.8: The dashed lines depict the supports of P k (s0 , A) for k = 1, 2, 3, labeled
by dk . For the example trajectory starting on the border at s0 the dasheddotted lines with double-arrows symbolize the accepted angles at the positions
s̃. The dotted lines indicate the estimated movement and the solid lines the
real movement under noise. For some state sk (illustrated on the right) the
orientations, which can be proposed at this position, are depicted by Θ(sk−1 ).
The circle on the left visualizes the curvature of the shaded indent.
of a uniform density pw , c1 is a constant given by (3.20). Using the curvature condition
in Assumption 3.6, a uniform lower bound on c2 can be established for all sk ∈ S. It is
given by the Lebesgue measure Θn (sk ) for a state sk , at which the boundary ∂X attains
its highest curvature. Now, the probability to reach any set A ∈ B(S) from any initial
condition s0 ∈ S is given by:
Z
m
P (s0 , A) ≥
%(s)ds ≥ c m m µLeb (A) > 0
(3.33)
A

The m-th step transition probability from every s0 ∈ S to any A ∈ B(S) is strictly
positive, hence the Markov chain is µLeb -irreducible.
Corollary 3.2. Under Assumptions 3.2 and 3.4 to 3.7, the Markov chain {sk }k≥0 with
transition kernel (3.26) admits a unique invariant measure.
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Proof. The absolutely continuous part of transition kernel (3.26) is similar to (3.31)
except the expected value.
Pac (sk , ηk , ds) =


I{x∈D(sk )} I{θ∈Θn (sk )} 
Eη α(sk , ηk ) ds.
γX (sk )
γ(sk )

(3.34)

By Assumption 3.4, α ∈ [, 1] is bounded, such that independent of the noise realization ηk the same density % as in (3.32) can be derived and the positive m-step transition
probability (3.33) can be identified. Hence, the Markov chain is µLeb -irreducible.

3.3.3 Convergence to Stationary Distribution and Rate Bounds
Under the assumptions of Sections 3.3.1 and 3.3.2, one can state the following convergence results for the Markov chain.
Proposition 3.3. Suppose that Assumptions 3.2 and 3.4 to 3.7 hold. The Markov chain
{sk }k≥0 with transition kernel (3.21) admits a unique stationary distribution π and is
uniform ergodic. Moreover, there exists a measure νm (S) for some fixed m such that the
n
chain converges to its stationary distribution π with the rate 2ρb m c , where ρ = 1−νm (S).
Proof. The existence and uniqueness of π is given by Proposition 3.1 and Proposition 3.2.
In view of [Meyn and Tweedie, 2009, Theorem 16.0.2] obtaining uniform ergodicity for
the Markov chain is equivalent to prove that the state space S is a νm -small set. By the
definition of νm -small sets in [Meyn and Tweedie, 2009] one needs to show that there
exists a m > 0 and a nontrivial measure νm on B(S), such that
P m (x, B) ≥ νm (B)

(3.35)

holds for all s ∈ S, B ∈ B(S). Using the probability bound established in (3.33),
Equation (3.35) immediately holds for S since the nontrivial measure can be identified
to be νm (B) = c m m µLeb (B) and m to be the maximal number of steps derived in
(3.30). The convergence rate can be obtain immediately from [Meyn and Tweedie,
2009, Theorem 16.0.2]. Hence, for any x
n

||P n (x, ·) − π|| ≤ 2ρb m c ,

(3.36)

where ||·|| denotes the total variation norm as defined in [Meyn and Tweedie, 2009, Chap.
13].
Corollary 3.3. Proposition 3.3 holds also for the Markov chain with transition kernel
(3.26).
Proof. Existence and uniqueness are established through Corollaries 3.1 and 3.2, while
the remaining arguments are identical to the proof of Proposition 3.3.
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Sections 3.3.1 to 3.3.3 provide a guarantee that the algorithm converges to a unique
stationary distribution π, but say nothing about the shape of π. Clearly, the precise
choice of the acceptance criterion and the different noise sources affecting the chain,
have an impact on the shape of the stationary distribution. These effects are going to
be discussed with the help of numerical results in the following section.

3.4 Case Study Basic Algorithm
The following case study is based on an underwater plume localization scenario with
autonomous underwater vehicles (AUV).

3.4.1 Scenario
The modeling of dynamic plumes from convection and diffusion processes is generally
a very complex matter. An illustrative overview of the wide variety of shapes and flow
patterns can be found in [Jirka and Doneker, 1991]. For simplicity, a plume shape
associated with gas vents ejecting a buoyant fluid with respect to the ambient fluid is
considered here. In [Bettelini and Fanneløp, 1993] and [Morton et al., 1956] this type
of plume was used to study the velocity and density profiles for instantaneous plumes,
where the plume body behaves as a steady plume. A common assumption in the process
is to describe the density profile with a Gaussian distribution according to [Turner, 1962]
r2

∆(r, z) = ∆(z)e − b(z) ,

(3.37)

where r is the distance from the plume symmetry axis. The height dependent length
scale b(z) of the plume denotes the distance, where buoyancy and velocity amplitudes are
equal to 1/e of the center axis values. The density difference between ambient and plume
concentration ∆(z) is a function of the distance from the source along the center-line
of the plume, depending, among others, on the source parameters like ejected mass and
initial velocity. This modeling approach can also be found in experimental studies for timeaveraged plumes [Crimaldi et al., 2002] and corresponds well with the case study scenario
in [Opderbecke, 2009] developed by the French Research Institute for Exploitation of the
Sea (Ifremer) [Ifremer, 2013] within the FeednetBack project [FeedNetBack Consortium,
2008].
Assuming a point source in a stratified fluid or neutral environment without external
currents, the center axis of the plume is vertically orientated, as illustrated by the isosurfaces in Figure 3.9. Depending on the source, ejected mass and velocity the plumes
rise either to the surface or loose buoyancy at a certain height. Hence, conducting
the search in a horizontal plane at some height h, where the steady plume exists, the
concentration profile has the Gaussian shape used in this case study.
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Figure 3.9: Left: 3D illustration of a plume with four isoclines of [10−9 , 0.1, 0.5, 0.99]
percent from the outside to inside. The contour plot is a projection of horizontal cut at a height of h = 125 m. Right: 2D example of C(x) with source
locations at xs,1 = (0, 250), xs,2 = (310, 450), xs,3 = (470, −320). The black
circle depicts X
For the main test scenario, used here and throughout Chapter 4, the search space X
is selected to be a disc around the origin with the radius R = 1000m. This ensures that
Assumption 3.1 is satisfied. The concentration field with three sources is given as
C(x) =

3
X

2

wi e −mkx−xs,i k2 ,

(3.38)

i=1

with parameter m = 0.001, motivated by [Opderbecke, 2009] and [Bettelini and Fanneløp, 1993]. The concentration function has two local maxima and one global maximum
with weights w1 = 0.3, w2 = 0.7, w3 = 0.9. Unless otherwise specified, the source locations xs,i are extracted uniformly on the space X for each run of the MCMC algorithm.
The circular choice of the space X implies the following value of the normalization
function (3.9)
(
γ(s) =

2π
2 arccos



(v̄ T )2 +kxk2 −(R−2rD )2
2v̄ T kxk

 if kxk ≤ R − v̄ T − 2rD
if kxk > R − v̄ T − 2rD .

(3.39)

γ is a continuous function, as required for the continuity property of the transition kernel
because the point where arccos becomes zero lies outside the set X . For practical
purpose, the normalization factors γ as well as the set Θn (sk ) do not need to be computed
since the invalid proposals can be resampled in simulation.
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The underlying technical specifications used for this case study correspond to a medium
sized AUV as listed in [Opderbecke, 2009]. The concentration measurement (3.23) is
2
) and σsens = 0.05.
corrupted by additive zero mean Gaussian noise with η ∼ N (0, σsens
m
The vehicle speed is fixed to v̄ = 1.5 s and the sampling time of the system to T = 20s.
Unless otherwise specified, the disturbance of the dynamics (3.12) wk is bounded by
rD = v̄10T = 3 m, which ensures that Assumption 3.5 is satisfied. The circular state space
and the choices for speed, sampling time and process noise ensure that all requirements
for Xn , Xr and X in Assumption 3.6 are satisfied.
The initial states of the vehicles are extracted according to (3.3) and (3.16) uniformly
on the whole state space (X̃ = X ).
A sigmoidal shaped acceptance criterion α is considered


1
λ(sk )
α=1− 1−
,
(3.40)
1 + e −(g1 (ȳη (x)−g2 )) 1 + δ
where parameter g1 represents the slope of the sigmoid and g2 the offset, i.e., the concentration level for which
a turn is accepted
with about 50% probability. It is composed


1
of the main part 1 − 1 − 1+e −(g1 (ȳη (x)−g2 )) depending on the measured concentration, aug-

1
mented with a state dependent function λ : S → [0, 1] and a normalization term 1+δ
.
The main part lets the vehicle turn when the concentration is high and satisfies functionality (i) in Section 3.1.2. The constant parameters where fixed at g1 = 300, g2 = 0.15
and selected empirically based on the spatial decay of the concentration field. For other
possible choices of α see [Huck et al., 2012a]. The acceptance criterion (3.40) satisfies
Assumptions 3.2 and 3.4 for the continuous field (3.38) as long as λ is continuous in s.
For δ = 0.0101 the minimal acceptance probability can be lower bounded by


λ(sk )
λ(sk )
1
≥1−
= 0.01,
(3.41)
=1− 1−
(g
g
)
1
2
1+e
1+δ
1+δ

which satisfies the existence of  > 0 in Assumption 3.4. The border function λ is
introduced to prevent the vehicles from leaving X . Any continuous function with which
α satisfies Assumption 3.7 can be considered. However, λ modifies the acceptance
probability and thus has a direct influence on the shape of the stationary distributions.
The specific choice of border function (3.42), which depends also on the orientation,
reduces this influence.
λ(s) = 1 − (1 − f1 (x))(1 − f2 (s))
(3.42)
The functions f1 and f2 are defined


if
1,
R−2(v̄ T +rD )−kxk
f1 (x) =
, if
d1


0,
if

as follows, where the radial function
kxk ∈ [0, R − 2(v̄ T + rD ) − d1 )

kxk ∈ [R − 2v̄ T − d1 , R − 2(v̄ T + rD ))
kxk ∈ [R − 2(v̄ T + rD ), R]

(3.43)
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sets λ = 0 and hence α = 1, if the distance to the boundary is too small (last case). The
constant d1 is chosen from the interval (0, R − 2(v̄ T + rD )]. The angular dependency
is introduced by the second function


0,


π


 d2 − 2 +ψ(s) ,

d2

f2 (ψ(s)) = 1,


 d2 + 3π2 −ψ(s) ,


d2


0,

if ψ(s) ∈ [0, π2 − d2 )

if ψ(s) ∈ [ π2 − d2 , π2 )
if ψ(s) ∈ [ π2 , 3π
2 )

if ψ(s) ∈
if ψ(s) ∈

(3.44)

3π
[ 3π
2 , 2 + d2 )
[ 3π
2 + d2 , 2π),

with ψ(s) , mod (θ − atan2 (x2 , x1 ), 2π), and d2 being a constant chosen from the
interval (0, π2 ). It is straight forward to verify that this choice of the function λ(s) is
continuous (see Appendix A.4). The standard definition of the atan2 -function is given in
Appendix A.3. The values for the parameters in λ are selected empirically as d1 = 0.001,
π
d2 = 36
. The influence for values in this order of magnitude is negligible. No significant
improvements could be observed by further reduction. For this choice of parameters the
function λ is depicted in Figure 3.10 for a fixed value of atan2 (x2 , x1 ) with variation in
kxk and θ.

Figure 3.10: Function λ as illustrated for the case study in [Huck et al., 2012a], for angular coordinate atan2 (x2 , x1 ) = π4 , with kxk ∈ [320, 400] and θ ∈ [−π, π].
1
Parameters are chosen as d1 = 0.001 and d2 = 36
π. The function is symmetric in θ about the value of the angular coordinate, which is π4 .

3.4 Case Study Basic Algorithm

35

3.4.2 Results
Stationary Distribution

The convergence behavior of the algorithm is studied with respect to numerical converged distributions, since it is difficult to obtain a closed form solution of the stationary
distribution. The analysis focuses on the marginal distribution on X , which contains the
potential information about the source locations. For all simulations the error between
two distributions is taken to be the commonly used total variation distance (TVD) [Gibbs
et al., 2002] [Gilks et al., 1996], defined as half the L1 -norm on a countable state
space [Rosenthal, 1995]. To generate a normalized histogram of the marginal distribution, X is gridded with 100 bins in each dimension. For the circular space, 1bin covers
approximately 0.013% of the state space, which corresponds to an area of 400 m2 .
To obtain an approximation of the shape of the stationary distribution, the algorithm
is run 200 times with 100 vehicles for 10000 hours. Given the sampling time of T = 20 s,
this corresponds to 20,000 independent Markov chains with a total of 1,800,000 steps.
These values are selected to provide enough samples for the chosen discretization. The
number of steps in hours is denoted as mission time. For this first simulation, the
source locations are arbitrarily fixed to xs,1 = (0, 250), xs,2 = (310, 450), and xs,3 =
(470, −320). The distributions after 100 000 h of each run are averaged to generate a
mean distribution, where all samples of the entire runs are used. One can see from
Figure 3.11 that the algorithm generates an approximation of the function (3.38). The
stationary distribution captures all three maxima and the source with the highest weight is
identified. The numerical results confirm the uniqueness of the distribution, independent
of the initial conditions since all runs converge with the same rate to the mean distribution.
The influence of the parameters g1 and g2 in (3.40) is also analyzed for the fixed
source scenario with xs,1 = (0, 250), xs,2 = (310, 450), and xs,3 = (470, −320). Only
one parameter is varied at a time. The other one is fixed to the standard value given
in Section 3.4.1. For g1 = 300, the acceptance criterion has a steep slope such that g2
can be regarded as a threshold value. It can be seen from Figure 3.12 that for g2 > 0.3
the first source, with weight w1 = 0.3, is not located anymore. The second source is
not identifiable anymore for g2 > 0.7. Therefore, g2 is chosen best to be small, if no
information about the highest concentration value is available. The standard value of
g2 = 0.15 is chosen to be 3 · σsens in order to suppress the influence of the measurement
noise. Parameter g1 controls the slope of the acceptance criterion and has to be adjusted
according to the spatial decay of the concentration field. High values correspond to a
steep slope and are better suited for fields with sharp peaks. For a value of g1 = 0 the
algorithm exhibits a random walk behavior (see Figure 3.12).
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Figure 3.11: Simulation of 200 runs with 100 vehicles and 100 000 hours. The source locations are fixed to xs,1 = (0, 250), xs,2 = (310, 450), and xs,3 = (470, −320).
Left: Discretized spatial distribution, showing the mean distribution after
100 000 h. To generate a normalized histogram of the observed vehicle positions, the state space X is gridded with 100 bins in each dimension. Right:
TVD of each run. The blue lines show the distances with respect to the
distributions of each run after 100 000 h, containing all samples. The red
lines show the convergence of each run to the mean distribution shown on
the left.
Convergence rate
First, the theoretical bound on the convergence rate, derived in Proposition 3.3, is calculated. The convergence rate ρ from Equation (3.36) is given as
ρ = 1 − νm (S) = 1 − c m m µLeb (S).

(3.45)

The state space S is composed of a cylinder of height ϑmin = min ϑr (x) and two truncated
x∈X

2π−ϑmin
2

as depicted in Figure 3.13. For
noise
 of rD = 3 m,
 the2 process
(v̄ T ) +R2 −(R−rD )2
the minimal range of angles becomes ϑmin = 2 arccos
≈ 2.9. The
2v̄ T R

cones of height h =

Lebesgue measure in (3.45) is then given by µLeb (S) ≈ 1.94 · 107 . The maximal number
of steps m = 61 is obtained from Equation (3.30), where Rs = R. The lower bound on
1
c is given by the factors c1 = γ1X ≈ 0.035 and c2 = γmin
≈ 0.369, where γmin = minsk γsk .

m
With  = 0.01 given by (3.41), the convergence rate is ρ = 1 − γ1X γ1Θ
m µLeb (S) ≈

1 − 2.2 · 10−230 . One can see, that the bound given by (3.36) is only of theoretical
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Figure 3.12: Stationary distributions for different parameters of α. Simulation of 200
runs with 100 vehicles and 100 000 h. The source locations are fixed to
xs,1 = (0, 250), xs,2 = (310, 450), and xs,3 = (470, −320). Discretized
spatial distributions, showing the mean distribution after 10,000 hours. The
space X is gridded with 100 bins in each dimension. Top row: Variation
of parameter g2 = {0, 0.3, 0.7} (from left to right) with g1 = 300 fixed.
Bottom row : Variation of parameter g1 = {0, 3, 30} (from left to right)
with g2 = 0.15 fixed
relevance. The numerical results suggest a much faster convergence rate in practice.
The linear behavior on the double-logarithmic plot of Figure 3.11 can be described by
log ||P n (x, ·) − π|| ≈ log d − p · log n,

(3.46)

where d is some constant. The linear slope is slightly less then p ≈ 0.5 which corresponds
to a sub-linear convergence rate ||P n (x, ·)−π|| ≈ √dn . The convergence is independent of
the process noise as shown in 3.14. Even for the extreme value of rD = v̄ T = 30 m, which
actually violates the bound in Assumption 3.5, the chain converges with the same rate. It
is apparent from 3.14 that the measurement noise influences the convergence. For large
standard deviations of σsens = 0.25 and σsens = 0.5 the convergence is slightly slower.
This can be attributed to a higher acceptance probability in areas where the concentration
value C(x) is actually low. In the following discussion, these low concentration areas are
referred to as flat regions. One can see that the biggest part of the probability mass
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Figure 3.13: 3D visualization of the state space S, where the angular space is symmetrically constrained near the boundary. The dashed line indicates the state
space X
is distributed on the flat regions (see Figures 3.11 and 3.12), i.e., the convergence is
dominated by these regions. If the acceptance probability is high, the vehicles are more
likely to change their direction. This has a direct impact on the convergence since
the vehicles progress slower when traversing the flat regions and the probability mass
increases. Moreover, a slower convergence can also be seen for parameters values in α
that lead to a higher turning probability, e.g., the choice of a flat acceptance criterion
with g1 = 0 and g1 = 3. In case of g1 = 300 and g2 = 0 (see Figure 3.15), the
acceptance probability is high for small measurement values. Hence, the algorithm is in
this case tuned to be sensitive to noise and the vehicles turn more often.
Success Rate
In [Lecchini-Visintini et al., 2010], the optimization performance - for continuous domains
equipped with a point-wise measurable function - is analyzed via so called approximate
value optimizers (and domain optimizers). The set of approximate value optimizers is
defined for a given value imprecision. It contains the elements, whose function value plus
imprecision is bigger then the function value of all other elements of the domain. The
observed (estimated) probability mass on such a set defines a success rate, attaining a
steady state value for converged distributions. With this success rate the performance
and time behavior of the design choices can be analyzed.
However, the distributions generated by Algorithm 3.1 have substantial mass distributed on the flat regions (Figures 3.11 and 3.15). For (3.38) the set of approximate
value optimizers is a small region around maximum location. Observing the success rate
on such a set is not informative enough to analyze the performance of the algorithm.
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Figure 3.14: Simulations of 500 runs with 5 vehicles and 50 000 h for each setting.
The TVD of each run is calculated with respect to the runs final distribution after 5000 h, containing all samples. Left: Mean TVD with
zero measurement noise (σsens = 0) and variation of the process noise
magnitude rD = {0, 6, 15, 30} (in meters). Right: Mean TVD with
zero process noise (rD = 0 m) and variation of the measurement noise
σsens = {0, 0.1, 0.25, 0.5}.
The set around the maximum contains only a small fraction of the mass and thus yields
a small success rate. Furthermore, the convergence rate is dominated by the flat regions
and it might take a long time to “build up” mass on the whole space. Apart from that,
it is possible to identify the global maximum in an earlier stage. These effects gain more
impact, the larger the state space is compared to the set of approximate value optimizers.
Therefore, the success rate for Algorithm 3.1 is defined with respect to the fraction
of X that needs to be visited in order to obtain the true maximum. This fraction is
obtained by first looking at the regions where the distribution has the highest peaks. If
the maximum is not contained, regions with lower value are considered until the maximum
is found. Formally, define the level set X (k , k) := {x ∈ X |π̃k (x) ≥ π̃max,k − k } for
k ∈ (0, π̃max,k ], where π̃k is the marginal distribution of the Markov chain (or possibly
multiple parallel chains) on X at time step k and π̃max,k is its highest observable value.
Then the set that contains the global optimizer x ∗ is given as Xk∗ = X (∗k , k), where
∗k := {k ∈ (0, π̃max,k ]|x ∗ ∈ X (k , k)}. One can increase k and observe the fraction
κk := µLeb (X (k , k))/µLeb (X ). Finally, the area dependent success rate ξ(κ) is defined
by the fraction of simulation runs for which one observes κk to contain the maximum, i.e.,
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Figure 3.15: Simulation of 200 runs with 100 vehicles and 100 000 h. The source locations
are fixed to xs,1 = (0, 250), xs,2 = (310, 450), and xs,3 = (470, −320). The
TVD of each run is calculated with respect to the runs final distribution
after 5000 h, containing all samples. Left: Mean TVD for variation of
parameter g1 = {0, 3, 30} with g2 = 0.15. Right: Mean TVD for variation
of parameter g2 = {0, 0.3, 0.7} with g1 = 300.
κk = κ∗k = µLeb (Xk∗ )/µLeb (X ). The success rate is studied with help of graphs similar
to “receiver operator characteristics”, often used in machine learning [Fawcett, 2006].
Plotting the success rate ξ(κ) over the fraction κ, a good optimizer is characterized
by a high success-rate for small a fraction, i.e., the curve exhibits a steep rise at the
beginning. Uninformative optimizers lead to a curve close to the dashed diagonal shown
in Figure 3.16. This diagonal is obtained by random selection of bins. For example, a
50% success rate is achieved when 50% of the bins are observed. For a fixed success
rate, κ1 is referred to as accuracy of the algorithm. A smaller κ corresponds to a higher
accuracy since the distribution peaks more distinct around the global maximum. Finally,
the optimization performance of an algorithm is assessed based on the time needed to
achieve a certain accuracy.
To begin with, the performance of 3.1 is analyzed for fixed mission times and increasing number of vehicles. The results are obtained from 500 runs of the algorithm with
randomized source locations and initial states. One can see that the algorithm exhibits
a better characteristic when the number of vehicles increases (see Figure 3.16). A high
success rate is achieved for small fractions κ. Fixing a success rate of 90%, the accuracy
of the algorithm for increasing numbers of vehicles is observed. For a mission time of 5h,
at least 200 vehicles need to be deployed to achieve a good accuracy, meaning that in
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Figure 3.16: Simulations of 500 runs for different number of vehicles and different mission
times. Left: The blue curves show the success rates ξ(κ) after 5 h for
{1, 2, 5, 10, 20, 50, 100, 200} vehicles. The number rises from the diagonal
towards the upper-left corner as indicated by the black arrow. The fraction
κ is discretized with resolution of 1bin≈ 0.013% of X (corresponds to
400 m2 ). The dashed diagonal represents a uniform search and the dashed
dotted line marks a success rate ξ(κ) = 90%. Right: Fraction κ at ξ(κ) =
90% over the number of vehicles for different mission times.
The results for a fixed number of vehicles and different mission times are illustrated in
Figure 3.17. It is interesting to see that the accuracy of the algorithm for 5 vehicles after
200 hours is comparable to the one of 200 vehicles after 5 hours (see 3.16). The same
holds for the other case too, e.g., 20 vehicles for 50 hours compared to 50 vehicles for 20
hours. This suggest that the number of vehicles and the mission time are exchangeable
and that the performance can be expressed in terms of vehicle-hours. However, a minimal
mission time is required for this to hold, e.g., 1 vehicle achieves a fraction of κ = 32%
after 200 hours, while 200 vehicles achieve only κ = 40% after 1 hour. Apparently, this
can be explained with the mixing time of the Markov chain. For example, the initial
distribution of the vehicles is uniform and yields no information about the maximum.
One can expect the algorithm to perform significantly worse for a bad choice of the
parameters that enter α. For example, the distribution obtained for g1 = 0 or g2 > 0.7
(see Figure 3.12) does not provide any useful information about the global maximum.
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Figure 3.17: Simulations of 500 runs with 5 vehicles and 50 000 h. Left: The blue
curves show the success rates ξ(κ) for 5 vehicles at time instances
{0.1, 1, 10, 100, 1000} (in hours). Increasing times are indicated by the
black arrow. The fraction κ is discretized with resolution of 1bin≈ 0.013%
of X (corresponds to 400 m2 ). Right: Fraction κ at ξ(κ) = 90% over time
for different number of vehicles.
Therefore, the influence of the process and measurement noise is analyzed for the standard choice of g1 = 300 and g2 = 0.15. For each noise level a total of 500 runs with 5
vehicles and mission time of 5000 h is simulated, where the algorithm is affected only by
one type of noise at a time. Dynamics (3.1) are referred to as ideal case since neither
process nor measurement noise are present, i.e., rD = 0 and σsens = 0. A process noise
with magnitude rD = 6 m leads almost to the same performance as the ideal setting
(Figure 3.18). For high values of rD , especially for rD = 30 the algorithm does not
work reliable anymore. Because the vehicles start to deviate too much from the nominal
movement, it is not possible to distinguish between a turn and a straight movement. One
can observe an increase in κ for rD = 30 after 1000 h. This effect is an artifact of the
boundary, which can be seen in other settings too, e.g., for the ideal curve between 10 h
and 20 h. Numerical simulations with randomized source locations in a subset X̄ ⊂ X
and X = X̄ ⊕B5v̄ T do not exhibit this behavior. Under the noise corrupted measurements
(3.23) the algorithm works reliably, even for high standard deviations. The algorithm only
takes significantly longer but eventually achieves a good accuracy. It is interesting to see
that the ideal case as well as all cases with rD = 0 work well, although the uniqueness
proofs for Proposition 3.2 and Corollary 3.2 require non-zero process noise.
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Figure 3.18: Simulations of 500 runs with 5 vehicles and 50 000 h for each setting. The
fraction κ is discretized with resolution of 1bin≈ 0.013% of X (corresponds
to 400 m2 ). Left: Fraction κ at ξ(κ) = 90% over time with zero measurement noise (σsens = 0) and variation of the process noise magnitude
rD = {0, 6, 15, 30} (in meters). Right: Fraction κ at ξ(κ) = 90% over time
with zero process noise (rD = 0 m) and variation of the measurement noise
σsens = {0, 0.1, 0.25, 0.5} .

4 Extensions and Heuristics for
Practical Application
In this chapter several extensions to Algorithm 3.1 are presented to enhance its performance when employed as global optimizer. The performance of each extension is
analyzed numerically for the case study presented in Section 3.4. Moreover, considerations are provided on how to retain certain theoretical guarantees which were established
in Section 3.3. The extensions in Sections 4.1 and 4.3 can be applied separately or in
combination. The communication schemes in Section 4.4 rely on the previous extensions;
such dependencies are pointed out where applicable.

4.1 Variable Velocity
A variable velocity is introduced to control the step size of the vehicles. It is used to
reduce the step size in the vicinity of a maximum and to increase it when traversing flat
regions.

4.1.1 Extension of Basic Formulation
The dynamical model (3.12) is augmented with a speed state

 
 

wk
xk + vk (θk )T
xk+1
 + uθ,k  ,
θk+1  = 
θk
(4.1)
uv ,k
v̄k+1
v̄k


cos(θk )
now depends on the current speed v̄k . The
where the velocity vk (θk ) = v̄k ·
sin(θk )
speed is constrained
to the interval v̄ ∈SV = [v̄min , v̄max ]. The augmented state is

sk := xk , θk , v̄k with state space Sv :=
x × ϑr (x) × V. Now the set of admissible
x∈X

angles (3.2) for every x ∈ X depends on the velocity vmax (θ) with maximal speed v̄max
ϑr (x) = {θ ∈ [−π, π] | x + vmax (θ)T ∈ Xr }.

(4.2)

To make sure that the vehicles always move forward, Assumption 3.5 is adapted to the
minimal speed.
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Assumption 4.1. The process noise wk is bounded by a magnitude of 0 < rD < v̄min T .
The density pw is uniformly bounded away from zero on a domain Ω.
This assumption is needed to guarantee that for every state sk ∈ Sv the proposal set
for theTheading angles (3.15) is non-empty. Otherwise the vehicle gets trapped in the
set X Xnc .
The heading angle input is denoted by uθ,k and calculated according to Algorithm 3.1.
For the speed input a Markovian controller is chosen that depends on the current measurement yk (3.22). For simplicity, no actuation noise on uv ,k is assumed. The goal is to
adjust the speed in direct relation to the observed concentration value. Therefore, the
input uv ,k is computed with a separate proposal mechanism such that

ṽk+1 w. p. β(sk )
(4.3)
v̄k+1 = v̄k + uv ,k =
v̄k
w. p. 1 − β(sk ),
where β(sk ) is the acceptance probability. The speed proposal ṽk+1 is extracted from
ṽk+1 ∼ qv (v̄ |sk ).

(4.4)

The proposal density qv (v̄ |sk ) is chosen as a function of the measurement (3.22). The
acceptance criterion β is assumed to be independent of yk . Experiments showed that it
is beneficial to decouple the acceptance of a speed proposal from the measurements and
thus from the acceptance criterion α in Algorithm 3.1. Choosing a separate mechanism
allows the vehicles to adjust the speed even during straight movements.
Assumption 4.2. The density qv is continuous and bounded on V. It is uniformly lower
bounded away from zero.
Assumption 4.3. The function β is continuous with respect to s. The acceptance
probability β is bounded away from zero everywhere, i.e., for all s, β(s) ∈ [β , 1] for
some β > 0.
Both requirements in Assumption 4.2 are needed for the existence and uniqueness of
the stationary distribution. The existence of a small uniform density on V guarantees
that every state in Sv can be reached. The continuity of β is required to show the weak
Feller property. The minimal acceptance probability β is needed to establish uniqueness.
Control input (4.3) generates a transition density p(v |sk ) given by
p(v̄ |sk ) = qv (v̄ |sk )β(sk ) + δv̄k (v̄ )(1 − β(sk )),

(4.5)

where δv̄k (v̄ ) is the Dirac measure at the current speed. Thus, the evolution of sk over
time is described by two interleaving Markov chains. They are coupled through the state
sk and the orientation proposal set (3.15). For the augmented state space Sv , the
proposal set Θn depends on the current velocity vk and on the velocity of the next step
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vk+1 . This implies that either the velocity has to be fixed before the orientation can be
proposed or vice versa. In the latter case the vehicles adjust their velocity to a given
orientation. This means that they would slow down when heading towards the boundary
of X and would spend more time at the border. In order to avoid this effect and thus
minimize the influence of the boundary, it is chosen to first generate the speed proposal.
Hence, the proposal set is given by
Θn (sk , ṽk+1 ) , {θ ∈ [−π, π] | xk + vk (θk )T + ṽk+1 (θ)T ∈ Xn }

(4.6)

where ṽk+1 (θ) denotes the velocity with proposal speed ṽk+1 . As a consequence, the
algorithm is initialized by first extracting x0 according to (3.3) and second extracting the
speed uniformly from a subset Ṽ
v̄0 ∼ U{v̄ ∈ Ṽ|Ṽ ⊆ V}.

(4.7)

At last, the initial orientation θ0 ∼ U{θ ∈ ϑr (x0 )} is extracted. The extended algorithm
is summarized in Algorithm 4.1. The proposal density (3.14) with set (4.6) is denoted
as qθ (θ|sk , vk+1 ).
Algorithm 4.1 MCMC Algorithm with variable velocity

Require: Initial state s0 = x0 , θ0 , v̄0
1: set k = 0
2: loop
3:
update xk+1 = xk + vk (θk )T + wk
4:
generate proposal speed ṽk+1 ∼ qv (v̄ |sk )
5:
calculate the acceptance probability β(sk )
6:
update

ṽk+1 w. p. β(sk )
v̄k+1 = v̄k + uv ,k =
v̄k
w. p. 1 − β(sk ),
7:
8:
9:

generate proposal angle θ̃k+1 ∼ qθ (θ|sk , vk+1 )
calculate the acceptance probability α(sk , ηk )
update

θ̃k+1 w. p. α(sk , ηk )
θk+1 = θk + uθ,k =
θk
w. p. 1 − α(sk , ηk )

set k = k + 1
11: end loop
10:

The transition kernel is given by the conditionally independent transition densities in
(3.21) or (3.26) and the density (4.5)
P (sk , ds) = p(x, θ|sk , v̄ )pv (v̄ |sk )ds

= [p(x, θ|sk , v̄ )qv (v̄ |sk )β(sk ) + δv̄k (v̄ )p(x, θ|sk , v̄ )(1 − β(sk )] ds,

(4.8)
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where p(x, θ|sk , v̄ ) is the density p(s|sk ) conditioned on the speed. Since density (4.5)
depends on the measurement (3.22), it is affected by measurement noise ηk . Therefore,
the kernel (4.8), becomes
Z

p(x, θ|sk , ηk , v̄ )pv (v̄ |sk , ηk )pη (ηk )dηk ds
Z
I{x∈D(sk )} I{θ∈Θn (sk ,v )}
=
qv (v |sk , ηk )α(sk , ηk ) pη (ηk )dηk β(sk )ds
γX (sk ) γΘn (sk , v ) H

I{x∈D(sk )} I{θ∈Θn (sk ,v )} 
+
Eη α(sk , ηk ) δv̄k (v )(1 − β(sk ))ds
γX (sk ) γΘn (sk , v )
Z
I{x∈D(sk )}
+ δθk (θ)
qv (v |sk , ηk )(1 − α(sk , ηk )) pη (ηk )dηk β(sk )ds
γX (sk ) H


I{x∈D(sk )}
(1 − Eη α(sk , ηk ) )δv̄k (v )(1 − β(sk ))ds.
+ δθk (θ)
γX (sk )

P (sk , ds) =

(4.9)

H

(4.10)
(4.11)
(4.12)
(4.13)

It can be seen that kernel (4.9) consists of four terms. These terms correspond to
the following cases: accepting both orientation proposal and speed (4.10), accepting
orientation but rejecting speed (4.12), rejecting orientation but accepting speed (4.11)
and rejecting both (4.13).
A detailed proof of the theoretical properties is omitted here since it goes along the lines
of the proofs in Section 3.3. Under Assumptions 3.2 and 3.4 to 3.7 and Assumptions 4.1
to 4.3 the existence of a unique stationary distribution can be shown. The weak Feller
property can be shown since the acceptance criterion β and the proposal density qv are
continuous and bounded away from zero on Sv (see Assumptions 4.2 and 4.3). First,
under
Assumption 4.2 qv is continuous
and bounded away from zero. Then the integrals
R
R
q
(v
|s
,
η
)
p
(η
)dη
and
q
(v
|s
k
k
η
k
k
k , ηk )α(sk , ηk ) pη (ηk )dηk in (4.10) and (4.12)
H v
H v
are continuous and bounded. Under 4.1 the normalization factor (3.9) of set Θn (sk , v )
is continuous and bounded away from zero on V. Thus, the existence proof can be
completed. Second, if there is a small probability to propose every speed on the interval
[v̄min , v̄max ], then V is always covered in one step. Hence, a positive transition probability
exists and the chain is ϕ-irreducible.

4.1.2 Numerical Comparison Study
Design Choices
The proposal density (4.14) is chosen to be
2

(v −µv (xk ,ηk ))
IV
1
−1
σv2
exp 2
,
ṽk+1 ∼ qv (v |sk , ηk ) = p
1 − Al + Ah
2πσv2

(4.14)
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where Al and Ah are the tails of the truncated Gaussian distribution given as
Zv̄min
Al =
−∞

Z∞

2

(v −µv (xk ,ηk ))
1
−1
σv2
p
exp 2
,
2
2πσv

Ah =
v̄max

2

(v −µv (xk ,ηk ))
1
−1
σv2
p
exp 2
.
2
2πσv

(4.15)

This choice is motivated in view of the implementation aspect, where proposals are
resampled from a Gaussian distribution until they are within V. The rejected mass is
distributed uniformly as a bias over the interval, which is represented by the last factor
on the right side of (4.14). The mean is µv (xk , ηk ) = v̄min + (v̄max − v̄min )(1 − y (xk , ηk )).
This choice assigns the lowest concentration to the highest speed. Under these choices,
all requirements of Assumption 4.2 are satisfied. The integration of qv (v |sk , ηk ) over the
domain V is clearly bounded. The proposal density is continuous and bounded with respect
to sk since µv (xk , ηk ) is a continuous and bounded function for the clipped measurements
(3.23).
Two design choices are considered for the acceptance criterion. The first choice is a
constant acceptance probability c in the range β ∈ [β , 1]. The probability is independent
of the state and Assumption 4.3 is apparently satisfied. The second choice takes the
difference between the current speed and the proposal into account. It is a linear function
given by


(v̄k − ṽ )
.
(4.16)
β(ṽ , v̄k ) = c · 1 −
v̄max − v̄min

The constant acceptance probability c applies if the proposal is equal to v̄k . It is normalized by the speed interval. The aim is to achieve a smoothing behavior such that
physical acceleration constraints can be represented. Observe that the criterion (4.16) is
dependent on the proposal. Hence the second integral in (2.4) cannot be simplified to the
form of (2.5), which is used to derive (4.8). However, a detailed theoretical discussion is
omitted since criterion (4.16) cannot improve the performance of a constant acceptance
rate. This is discussed in the subsequent results (see Figure 4.1).
The performance of Algorithm 4.1 is analyzed for the case study in 3.4.1. In compliance
with the medium sized AUV as listed in [Opderbecke, 2009], the speed interval V =
[0.2 ms , 2 ms ] is chosen. Unless otherwise specified, a constant acceptance probability of
90% and a standard deviation of σv = 0.05 ms is used in the subsequent chapters. The
values for c and σv are empirically selected. An initial speed of v̄0 = v̄max is chosen for
all vehicles to enable a fast exploration at the beginning.
Simulation Results
For both design choices of the acceptance criterion, 500 runs with 5 vehicles and a mission
time of 5000 h are simulated. First, it can be observed that no significant improvement
on the convergence rate for both criteria exists (Figure 4.1). Second, it can be seen that
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Figure 4.1: Simulations of 500 runs with 5 vehicles and 50 000 h for each setting. Left:
Mean TVD for Algorithm 3.1 and Algorithm 4.1 with β = c denoted (V V1 )
and β(ṽ , v̄k ) denoted (V V2 ). The TVD of each run is calculated with respect
to the runs final distribution after 5000 h, containing all samples. The convergence is almost identical as shown in the zoomed box on the left. Right:
Fraction κ at ξ(κ) = 90% over time for all three settings. κ is discretized
with resolution of 1bin≈ 0.013% of X (corresponds to 400 m2 ).
the constant acceptance improves the optimization performance of Algorithm 3.1. Apart
from that, criterion (4.16) cannot achieve any improvement. This stems from the fact
that large changes in the speed are unlikely to be accepted. If the concentration field
has a steep gradient, in relation to the step length v̄ T of the vehicle, the vehicle is not
able to reduce effectively the speed. Therefore, acceptance criterion (4.16) is no longer
considered for concentration field (3.38). The accuracy is analyzed for variations of the
parameters c = {0, 0.05, 0.1, 0.5, 1} and σv = {0, 0.1, 0.5, 1} (in ms ) (Figure 4.2). For
all parameters the convergence rate is almost identical to the one of Algorithm 3.1 (see
Figure 4.1 for illustration). But it can be seen that a higher acceptance probability is
favorable (bigger c) as well as relative small speed changes per step (small σv ).

4.2 Orientation Proposal Bias
In this section, the proposal distribution of the heading angle is modified in order to
guide the vehicles. The highest concentration value detected so far is used to intensify
the exploitation of the corresponding region.
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Figure 4.2: Simulations of 500 runs with 5 vehicles and 50 000 h for each setting. The
fraction κ is discretized with resolution of 1bin≈ 0.013% of X (corresponds
to 400 m2 ). Left: Fraction κ at ξ(κ) = 90% for variation of parameter
σv = {0, 0.05, 0.1, 0.5, 1} with c = 0.9. Right: Fraction κ at ξ(κ) = 90%
for variation of parameter c = {0, 0.1, 0.5, 0.9, 1} with σv = 0.05.

4.2.1 Extension of Basic Formulation
>
The state space is augmented with a two dimensional state h = x̄, C̄ ∈ H that consist
of a position and the measurement taken at this position. The space H is defined as
[
H :=
x × [0, 1].
(4.17)
x∈X

The extended dynamical model on the augmented state space Sh := S × H is given by

 
 

xk+1
xk + v (θk )T
wk
θk+1  = 
 + uθ,k  .
θk
(4.18)
hk+1
0
uh,k
where 0 ∈ R2 is a zero vector. No dynamics or noise is assumed for the augmented
state h. At each step, the new state hk+1 is set directly by the control input uh,k =
>
x̄k+1 , C̄k+1 . The aim is to update the state hk whenever a higher concentration is
detected. However, a simple deterministic update is sensitive to noise corrupted measurements. Therefore, the input uh,k is computed at each step k by a Markovian controller.

An accept-reject mechanism is chosen, where the proposal h̃k+1 = xk , y (xk ) consist
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of the current position xk and concentration measurement y (xk ). The proposal density
qh (h|sk ) is given by
h̃k+1 ∼ qh (h|sk ) = qh (x̄|sk )qh (C̄|sk ) = δxk (x)δy (xk ) (C̄),
and the control input is computed such that

h̃k+1 w. p. β(sk )
hk+1 = uh,k =
hk
w. p. 1 − β(sk ).

(4.19)

(4.20)

Accepting the current values xk and y (xk ) with a probability β is important because
the state hk is used to modify the proposal distribution of the heading angle. Introducing
such a bias can prolong the escape time from an already discovered maximum. If there
is a probability to accept values that are worse than the current C̄k , the vehicle cannot
get trapped in a local maximum. Therefore, Assumption 4.3 has to be satisfied for β.
The algorithm is initialized according to (3.3), (3.4) with h0 = (x0 , C(x0 )). The process
is outlined in Algorithm 4.2.
Algorithm 4.2 MCMC algorithm with proposal bias

Require: Initial state s0 = x0 , θ0 , x̄0 , C̄0
1: set k = 0
2: loop
3:
update xk+1 = xk + v (θk )T + wk
4:
generate proposal angle θ̃k+1
5:
calculate the acceptance probability α(sk , ηk )
6:
update

θ̃k+1 w. p. α(sk , ηk )
θk+1 = θk + uθ,k =
θk
w. p. 1 − α(sk , ηk )
7:
8:
9:

generate proposal h̃k+1 ∼ qh (h|sk )
calculate the acceptance probability β(C̄k , yη (xk ))
update

h̃k+1 w. p. β(sk )
hk+1 = uh,k =
hk
w. p. 1 − β(sk )

set k = k + 1
11: end loop
10:

It remains to specify how the proposal distributions (3.14) is modified. Consider the
density qbias (·|sk := xk , θk , hk ) : Θn (sk ) → R+ defined in the sense of (2.3). The
orientation proposal is extracted from
θ̃k+1 ∼ qbias (θ|sk ) = qbias (θ|θbias (sk ), d),

(4.21)

53

4.2 Orientation Proposal Bias

where d is some constant parameter to tune the bias. The bias θbias is the orientation towards the location x̄k of the highest concentration C̄k . It is computed from the difference
vector ∆xk = x̄k − xk as
θbias (sk ) = atan2(∆xk(1) , ∆xk(2) ),

(4.22)

where the super-scripted (i = 1, 2) indicates the i -th component of x ∈ X . To proof
existence and uniqueness, Assumption 4.2 has to be satisfied for (4.21).
Finally, the transition kernel of the Markov chain {sk }k≥0 becomes
P (s, ds) = p(x, θ, h|sk )ds = pbias (x, θ|sk )ph (h|sk )ds,

(4.23)

I{x∈D(sk )}
[qbias (θ|sk )α(sk ) + δθk (θ)(1 − α(sk )]
γX (sk )
ph (h|sk ) = qh (h|sk )β(sk ) + δhk (h)(1 − β(sk )).

(4.24)

with
pbias (x, θ|sk ) =

(4.25)

Density (4.24) is obtained from (3.21) by replacing the uniform distribution with (4.21).
The transition density for hk (4.25) is given by (4.20) and (4.19).
One can show the existence of a stationary distribution for kernel (4.23). The kernel
consists of four terms similar to (4.8). Thus, under Assumptions 4.2 and 4.3 the weak
Feller property can be established. One can see that the two Dirac measures in (4.19)
do not admit an absolute continuous part with respect to the Lebesgue measure. Hence,
in order to establish uniqueness, a kernel-smoothing on the proposal qh (h|sk ) needs to
be introduced first. This can be achieved by adding artificial noise on the proposal state
h̃k+1 . If the artificial noise has a uniform lower bounded density, Algorithm 4.2 generates
a ϕ-irreducible chain. Moreover, the numerical results in 4.2.2 suggest that kernel (4.23)
admits a unique stationary distribution.

4.2.2 Numerical Comparison Study
Design Choices
The proposal density (4.19) is chosen to be
1

− 21

exp
θ̃k+1 ∼ qbias (θ|sk ) = p
2
2πσbias

(θ−θbias (sk ))2
σ2
bias

IΘn (sk )
,
1 − Al + Ah

(4.26)

where Al and Ah are the tails of the truncated Gaussian distribution given by
Zθmin
Al =
−∞

1

− 12

p
exp
2
2πσbias

(θ−θbias (sk ))2
σ2
bias

Z∞
,

Ah =
θmax

1

− 12

p
exp
2
2πσbias

(θ−θbias (sk ))2
σ2
bias

,

(4.27)
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and the pair (θmin , θmax ) = (0, 2π). A normal-type of distribution provides an intuitive way
to adjust the bias and thus the degree of exploitation. The mean is selected as bias angle
θbias and computed according to (4.22). The standard deviation σbias is chosen as tuning
parameter d in (4.21). It is specified in degrees throughout all results. For notational
convenience, this design choice is referred to as Normal-Highest-Concentration (NH)
bias or chain.
The criterion β is chosen to be a scaled sigmoid-function, depending on the current
value C̄k and the current measurement y (xk ).
β(C̄k , yη (xk )) = (d1 − ) · (1 −

1
1 + e −d2 (yη (x)−C̄k )

)+

(4.28)

The goal is to assign a high acceptance probability to values y (xk ) that are higher than
C̄k and low probabilities to smaller ones. Values similar to C̄k are accepted approximately
with 50% probability. The parameter d1 correspond to the acceptance probability for
values higher than C̄k .The slope of the sigmoid is controlled by d2 and mainly effects the
acceptance of measurements that are similar to C̄k . A probability  is needed to have
a minimal acceptance of values that are worse than C̄k . The parameters are empirically
selected as d1 = 0.98, d2 = 35 and  = 2 · 10−16 . Small values of d1 and d2 should not be
considered because they contradict the goal of the acceptance mechanism. Flatter slopes
assign too much probability to low concentration values, which might not correspond to
the maxima. High concentration values are ignored for small values of d1 . For minor
variation of both parameters the influence of the parameters d1 , d1 and  is dominated
by the bias parameter σbias . Unless specified otherwise, a bias parameter of σbias = 45◦ is
used throughout the subsequent chapters. For the scenario in Section 3.4.1, σbias = 45 is
found empirically as trade off between optimization performance and convergence rate.
Simulation Results
To investigate the shape of the stationary distribution, the scenario with fixed sources
is simulated 500 times with 100 vehicles and 100 000 h. One can see from Figure 4.3
that Algorithm 4.2 identifies the global maximum successfully at xs,3 = (470, −320).
Although more mass is concentrated around the maximum (compare to Figure 3.11), a
substantial mass of about 75% is still distributed on the flat regions.
The convergence rate and optimization performance of Algorithm 4.2 are compared
to Algorithm 3.1 based on 500 runs with 5 vehicles and a mission time of 5000 h for
each setting. The bias parameter is simulated for values σbias = {15◦ , 45◦ , 90◦ , 180◦ }.
For all values, a significant improvement of the optimization performance can be seen in
Figure 4.4. For a standard deviation of σbias = 180◦ , distribution (4.26) almost resembles
a uniform distribution on Θn (sk ). It can be seen that the convergence for σbias = 180◦
coincides with the convergence of Algorithm 3.1. The worse convergence behavior of the
NH chain for smaller values of σbias is expected. A bias towards x̄ reduces the exploration

4.3 Virtual MCMC Heuristic
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Figure 4.3: Simulation of 500 runs with 100 vehicles and 100 000 h. The source locations
are fixed to xs,1 = (0, 250), xs,2 = (310, 450), and xs,3 = (470, −320).
Discretized spatial distributions, showing the mean distribution after 10,000
hours. The space X is gridded with 100 bins in each dimension. About 15%
mass is concentrated around the maximum.
rate and it takes longer to discover the global maximum. Moreover, the flat regions
still dominate the convergence. From Figure 4.4, an optimal proposal bias in terms of
optimization performance can be inferred in the interval σbias ∈ [15◦ , 90◦ ]. The time to
achieve a κ < 1% approaches a lower limit of about 10 h for decreasing bias σbias while
the convergence worsens. If σbias is further reduced, the time achieve κ < 1% increases
again. Simulation results for other scenarios showed that the optimal value varies with
the size of the search space and the spatial decay of the concentration field. Further
improvement of the optimization performance is achieved by combining Algorithms 4.1
and 4.2 (see Figure 4.5). The effect of Algorithm 4.1 is exploited better since the vehicles
are directed to areas where they can reduce the speed.
Moreover, a particularity of Algorithm 4.2 is illustrated in Figure 4.6. With a high
probability to accept a turn and the bias on the proposal, the vehicles are jumping back
and forth over the maximum. Because of the fixed step size, the stationary distribution
exhibits a ring around the actual maximum. In combination with a variable velocity, this
radius of the ring shrinks proportionally to the minimum speed vmin .

4.3 Virtual MCMC Heuristic
In this section a heuristic combining the MCMC Algorithm 3.1 with classical function
approximation is presented. The goal is to reduce the actual physical movements of the
vehicles and thus reduce the real time effort and the energy costs of the optimization.
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Figure 4.4: Simulations of 500 runs with 5 vehicles and 50 000 h for each setting. Algorithm 4.2 (NH) for bias values σbias = {15◦ , 45◦ , 90◦ , 180◦ }. Left: Mean
TVD, where the TVD of each run is calculated with respect to the runs final
distribution after 5000 h, containing all samples. The convergence is slower
for decreasing bias values. Right: Fraction κ at ξ(κ) = 90% over time. The
curves suggest an optimal value in the interval σbias ∈ [15◦ , 90◦ ].
Regions of the state space that have been exploited already to a certain extend are not
visited again by the vehicles. Instead, an approximation of the concentration function
is used to simulate a chain on these regions. The real movements of the vehicles and
the virtual samples are combined to build the distribution on the entire state space. The
approach is referred to as Virtual-MCMC (VMCMC) in the following.

4.3.1 Description of VMCMC Scheme
Suppose there exists an approximation Ĉk of the function
S C. Moreover, suppose there
exist regions of the state space Xe,i ⊂ X with X̂ = i Xe,i ⊆ X . These, possibly
disconnected, regions are defined by sub-level sets of a function Ek (·) : X → [0, 1].
The time depended function Ek represents the confidence on how well approximation Ĉk
resembles the true function C.
S The Markov chain {sk }k≥0 with kernel (3.26), evolving on the state space S :=
x∈X x × ϑr (x) , is referred to as real chain, representing the physical movement of
a vehicle. Consider a second Markov chain {ŝl }l≥0
S for time steps l with kernel (3.11). It
is restricted to the states ŝl := x̂l , θ̂l ∈ SE := X̂ x × ϑr (x). Chain {ŝl }l≥0 is simulated
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Figure 4.5: Simulations of 500 runs with 5 vehicles and 50 000 h for each setting. Algorithm 4.2 (NH) for bias values σbias 45◦ and in combination with Algorithm 4.1.
Algorithm 3.1 is shown for reference. Left: Mean TVD, where the TVD of
each run is calculated with respect to the runs final distribution after 5000 h,
containing all samples. Right: Fraction κ at ξ(κ) = 90% over time.

by the vehicles and therefore referred to as virtual chain. The kernel of the virtual chain
depends on measurements of the approximation function y (x̂l ) = Ĉ(x̂l ).
The VMCMC algorithm proceeds as follows. At every step k the algorithm checks
whether the computed state xk+2 belongs to any set Xe,i , i.e., xk+2 ∈ X̂ . If true, a
virtual chain is initialized at state ŝ0 = sk+1 and simulated until at least one of the
following conditions is met. Either the chain terminates when ŝl+1 ∈ SEc , or when a
maximal number lmax of steps is executed. By construction, the chain has to stop in the
first case because the approximation Ĉ(sl+1 ) does not provide a reliable measurement.
The second case is introduced to guarantee a limited execution time in case Xe,i is large.
Suppose the virtual chain terminates at instance L, then the real chain {sk }k≥0 is reinitialized at ŝL . Apparently the starting position x̂l=0 can be far away from the position
x̂l=L . Hence, the vehicle has to move from x0 to xL first, before the real chain can be reinitialized. For the time being, assume that there exists a navigation function ft (ŝ0 , ŝL ),
computing a state trajectory {s̄i }0≤i≤t from initial state to end state. It is assumed that
the simulation of the virtual chain is computed very fast, such that the end position ŝL
is known at the current time step k. In practice this requirement can be satisfied by a
proper choice of lmax . When the vehicle moves along this transition trajectory it takes
measurements of the real function C(x̄i ). These measurements are used to refine the
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Figure 4.6: Simulations of 500 runs with 100 vehicles and 100 000 h for each setting. The
source locations are fixed to xs,1 = (0, 250), xs,2 = (310, 450), and xs,3 =
(470, −320). Discretized spatial distributions, showing the mean distribution
after 100 000 hours. The space X is gridded with 300 bins in each dimension,
where 1bin≈ 0.0014% of X (corresponds to 44 m2 ). Top down view of the
mean distribution around the global maximum. Left: Algorithm 4.2 (NH)
σbias = 45. Right: Combination of Algorithms 4.1 and 4.2 (NH) σbias = 45
approximation Ĉk and confidence function Ek . Once the vehicle attains the state ŝL the
next iteration of the VMCMC algorithm begins with the re-initialization of the real chain.
The executions of both chains from all iterations of the algorithm are combined to
a single chain {sk0 0 }k 0 ≥0 . The sample paths are connected at the initial states while the
transition states x̄i are discarded, e.g.,
{sk0 0 }k 0 ≥0 ={sk0 0 =0 , · · · , sk0 0 =k , sk0 0 =k+1 , · · · , sk0 0 =L+k+1 , sk0 0 =k+L+2 , · · · }
={ sk=0 , · · · , sk ,

ŝl=0 ,

· · · , ŝl=L ,

sk=1

, · · · }.

The performance of the VMCMC algorithm is analyzed with respect to the distribution of
chain {sk0 0 }k 0 ≥0 . The virtual MCMC approach is summarized in Algorithm 4.3. Examples
on how to construct the approximation Ĉk and the confidence function E are given in
Section 4.3.2. An example for a switch between the chains and the construction of the
combined chain is illustrated in Figure 4.7.

4.3.2 Approximation and Confidence Function
Approximation Ĉ of the measurable function C is represented by a linear regression model
with radial basis functions of the form (4.29) (see e.g., [Bishop, 2006]). To improve
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E(x) ≤ confidence-level econf

ŝi

. . .

ŝL−1

ŝj

ŝ2

ŝL

sk+L+1 = (x̂L , θ̂L )

ŝ1 = (x̂1 , θ̂1 )
s̄t
sk+L+2
s̄i

= ft (xk+1 , x̂L )

ŝ0 = (xk+1 , θk+1 )
s̄0 = (xk+1 , ft (xk+1 , x̂L ))
sk = (xk , θk )
Figure 4.7: Example path of the VMCMC algorithm. The states si with solid lines denote
the states and trajectory of the real chain, ŝi with dotted arrows the virtual
chain and s̄i with dashed arrows the transition movement of the vehicles. The
region Xe is parametrized by the sub-level set of E(·). The virtual chain is
executed since E(xk+2 ) is smaller than threshold econf . The blue lines show
the combined path of chain {sk0 0 }k 0 ≥0 . For notational convenience, real and
combined chain are both indexed with k.
readability, all vectors in this section are denoted with bold font.
Ĉ(x, z) = z> Φ(x)

(4.29)


>
The basis function vector Φ(x) = φ0 (x) ... φM−1 (x) and the weight vector z =

>
z0 ... zM−1 are of dimension M, which is the selected number of basis functions.
The basis functions are defined on the search space X , where their input argument is
the position x ∈ X . Gaussian basis functions are chosen according to the spatial decay
of concentration field (3.38). The bi-variate form is given by



1  (1)
(1) 2
(2)
(2) 2
φm (x) = exp − 2 (x − µm ) + (x − µm )
.
(4.30)
2σb
The constant factor of the Gaussian function is neglected since it is accounted for through
the weights z. All basis functions are non-elliptical and non-rotated Gaussians with the
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Algorithm 4.3 Basic virtual MCMC

Require: Initial states s0 = x0 , θ0 , concentration approximation Ĉ0 , map E0 , confidence level econf and max. number of virtual steps lmax .
1: set k = 0
2: loop
3:
update xk+1 = xk + v (θk )T + wk
4:
generate proposal angle θ̃k+1
5:
calculate the acceptance probabilities α(sk , ηk )
6:
update

θ̃k+1 w. p. α(sk , ηk )
θk+1 = θk + uk =
θk
w. p. 1 − α(sk , ηk )
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:

if Ek (xk+1 + v (θk+1 )T ) < econf then

initialize virtual chain with ŝ0 = xk+1 , θk+1 , Ĉk , Ek
set l = 0
while l < lmax ∧ Ek (x̂l + v (θ̂l )T ) < econf do
apply steps 3-6 on virtual states ŝl
set l = l + 1
end while
return virtual path ŝj , j ∈ {0, ..., L}
concatenate chains: set sk+1+j = ŝj ∀ j ∈ {0, ..., L}
calculate transition states {s̄i }0≤i≤t = ft (ŝ0 , ŝL )
use (xk , yη (xk )) and (x̄i , yη (x̄i )) ∀ i ∈ {0, ..., t} to
update Ĉk → Ĉk+1+L and Ek → Ek+1+L
set k = k + 1 + L
else
use (xk , yη (xk )) to update Ĉk → Ĉk+1 and Ek → Ek+1
k =k +1
end if
end loop

same covariance matrix Σm = Σ. Hence, the variance is given by σb2 and the meanvector µm of function Φm denotes its center position in X . The super-scripted (i = 1, 2)
indicates the i -th dimension. The basis functions are located on the grid points of a
regular grid on X . Thus, the vector Φ(x) in (4.29) becomes

>
Φ = 1 φ1,1 ... φ1,M (2) −1 φ2,1 ... φM (1) ,M (2) ,
(4.31)
where M = M (1) · M (2) + 1. The first entry allows a constant offset in the estimation,
tuned by weight z0 .
When executing the Markov chain {sk }k≥0 or traversing along the trajectory {x̄k≥0 ,
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the weights z have to be computed at each step. The Bayesian framework offers two
major advantages, assuming distributions of the measurements and the weights. First,
it offers a recursive solution such that the computational effort is kept constant over
the mission time. Second, the definition of a confidence function E arises naturally.
Several other approaches were tested, but did not work as intended. The standard
Least Squares approach is computationally too expensive for a new measurement at each
step. Recursive alternatives like Least Mean Square and Normalized Least Mean Square
algorithms (see [Haykin, 1996]), exhibited a long convergence time for the weights. This
prolonged the convergence of the chain and its optimization performance significantly.
The stochastic gradient algorithm described in [Haykin, 1996] uses sequential updates of
the steepest descent method for weights zi . Most of the time, the basis function centers
µi and variances σi2 did not convergence to reasonable values.
Bayesian Regression A Gaussian prior with zero mean µz,0 = 0 and the same variance
σz2 is chosen for all weights
p(z|σz2 ) = N (z|0, σz2 I),
(4.32)
where I is the identity matrix of appropriate dimension. The measurements in (3.22) are
given by
yη (x) = C(x) + η,
(4.33)
where η is additive Gaussian noise η ∼ N (µη , ση2 ) with mean µη and standard deviation
ση . Given the regression model (4.29), the likelihood of a measurement is
p(yη |x, z, µη , ση2 ) = N (yη |Ĉ(x, z) + µη , ση2 )
= N (yη |z

>

(4.34)

Φ(x), ση2 ),

where noise with zero mean µη = 0 is assumed in the last line. Given N iid. measurements, denoted as vector yη,N , the likelihood of multiple measurements is simply
the product of the individual likelihoods. The desired posterior for the weights is then
proportional to this product likelihood, and its conjugate prior (4.32)
p(z|yη,N , σz2 , ση2 ) ∝ p(yη,N |z, ση2 )p(z|σz2 )
= N (µz,N , ΣN ).

(4.35)
(4.36)

The last equation can be obtained from standard results on marginal and conditional
Gaussians (see [Bishop, 2006, Chap. 2]), where the mean µz,N and covariance matrix
ΣN are given by
1 >
−1
Σ−1
1 = Σ0 + 2 Φ Φ
ση


1
−1
µz,1 = Σ1 Σ0 µz,0 + 2 Φyη .
ση

(4.37)
(4.38)
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Here, only a single measurement (N = 1) is considered. The initial covariance is given
1
by Σ−1
0 = σz2 I and the basis vector Φ is taken from (4.31). Given (4.37) and (4.38) the
posterior (4.37) can be recursively updated every time a new measurement yη is obtained.
Finally, at step k the approximation function (4.29) is given as
Ĉk (x) = µ>
z,k Φ(x),

(4.39)

where the mean (4.38) is used as current estimate of the weights.
It remains to derive the exploration function Ek . Given all measurements up to step
k, the predictive distribution for a measurement yη,k+1 at position xk+1 can be obtained
from standard results as
2
p(yη,k+1 |yη,k , xk+1 ) = N (yη,k+1 |Ĉk (xk+1 ), σp,k
(xk+1 )),

(4.40)

2
σp,k
(xk+1 ) = ση2 + Φ(xk+1 )> Σk Φ(xk+1 ).

(4.41)

with
2
The variance (4.41) naturally defines the confidence function Ek (x) = σp,k
(x). This
approach requires the inversion of the covariance matrix (4.37) to calculate the means
in (4.38). For a large search space and a dense grid of basis functions, the update of Ĉ
and E can be computationally demanding.

4.3.3 Theoretical Aspects
Towards this end, the virtual MCMC approach has to be treated as heuristic. A rigorous analysis within the Markov chain theory bears difficulties for several reasons. The
distribution of the chain {sk0 0 }k 0 ≥0 is used to infer the location of the global maximum.
However, the sample path of this chain is composed of the paths from multiple different
chains of several iterations of Algorithm 4.3. One problem is that two different kernels
are alternating with irregular time intervals. Moreover, the state space X̂ and concentration function Ĉ for the virtual chain are time-varying. Therefore, it is not obvious how to
establish asymptotic arguments with respect to existence or uniqueness of a stationary
distribution. Furthermore, the virtual chain relies on the approximation Ĉ. An approximation error between Ĉ and C will always remain in practice. Even when fixing the functions
Ĉ and E, it is not clear how the approximation error relates to the stationary distribution
of the combined chain {sk0 0 }k 0 ≥0 . Addressing these problems is open for future research.

4.3.4 Numerical Comparison Study
Design Choices
Several parameters need to be selected for Algorithm 4.3. For the regression model
(4.33) the number of basis functions M, the basis centers µm and variance σb2 have to be
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chosen. In view of the concentration function (3.38) the standard deviation for all bases
is selected as σb = 25 m. The number of basis functions is adjusted to σb to obtain a
confidence function E which has enough uncertainty on the whole space X . A regression
function with localized basis functions has a decreasing variance for increasing distance to
the basis centers. If the distance between the centers is too large, the virtual chains would
be executed on regions that have never been visited. Accordingly, the basis functions are
placed on an equally spaced grid over X with a total number of M = 2053 bases. For the
measurement model (4.33) the standard deviation is selected as ση = σsens = 0.05. The
weight priors have a standard deviation of σz = 0.5. The confidence level econf = 0.004 is
chosen slightly higher then the variance ση2 = 0.0025. This value is a lower bound for the
function E given by Equation (4.41). The maximal number of virtual steps is selected as
lmax = 50, which corresponds to a movement range of 150 m. The navigation function ft
generates positions on a straight connecting line, assuming maximal speed. This choice
is reasonable considering the goal of minimizing the real time and energy. Here, real time
corresponds to the physical steps of the vehicles and is associated with the time index k
of chain {sk }k≥0 .
Simulation Results
Monte Carlo simulation of the VMCMC algorithm is computationally demanding because
of the matrix inversion in (4.38). Therefore, simulation results are presented for the
following three settings. First, Algorithm 4.3 in combination with Algorithm 4.1 (denoted
VMCMC-VV), second Algorithm 4.3 in combination with Algorithm 4.2 (VMCMC-NH)
and third a combination of all three algorithms (VMCMC-NH-VV). For each setting,
100 runs with 5 vehicles and mission time of 200 h are simulated. In anticipation of
Section 4.4, the simulated algorithm already makes use of a communication scheme.
The scheme uses a single approximation Ĉ and function E for all vehicles. This is done
due to computational reasons too. However, the computational limitation does not affect
the practical applicability of the algorithm. In practice, the inverse is calculated only once
each time step which is not demanding for a standard onboard processor.
On the one hand, a slower convergence rate with respect to the total number of steps
of the chain {sk0 0 }k 0 ≥0 is expected. This is because the virtual chain samples a different
functions Ĉk at each step, until the approximation converges. On the other hand, the aim
is to achieve a faster convergence rate and a better accuracy with respect to real time.
One can see from Figure 4.8 that Algorithm 4.3 achieves this goal. The combination of
Algorithms 4.1 and 4.3 improves the optimization performance of Algorithm 4.1. After
40 h the VMCMC approach already achieves a κ < 1% instead of κ = 7%. Remarkably,
the combination of Algorithms 4.2 and 4.3 achieves the optimization performance of
Algorithm 4.2 with a faster convergence rate. A significantly faster convergence rate can
be seen for the combination of Algorithms 4.1 to 4.3. Only 5 h are needed to achieve
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a fraction κ < 1%. This shows that the approximation Ĉ is sufficient for optimization
despite potential approximation errors.
100
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Figure 4.8: Simulations of 100 runs with 5 vehicles and 200 h for the settings (VMCMCVV), (VMCMC-NH) and (VMCMC-NH-VV). Algorithms 4.1 and 4.2 and
their combination are simulated for 500 runs with 5000 h. Algorithm 3.1
is shown for reference. Left: Mean TVD, where the TVD of each run is
calculated with respect to the runs final distribution after 5000 h, containing
all samples. Right: Fraction κ at ξ(κ) = 90% over time.
The virtual chains are executed at different time instances in each run. Thus, quantifying how many virtual samples are simulated up to time t is only possible on average The
number of gained samples is of interest since it indicates how many physical movements
can potentially be saved with Algorithm 4.3. The sample gain at time t is defined as
difference between total number of virtual steps ŝ and the physical traveling steps up to
time t. It is normalized by the nominal number of steps up to time t, which is given by
the mission time, number of vehicles and sampling time. One can see in Figure 4.9 that
the gain grows in time and saturates at a certain value. Since more and more regions are
explored the virtual chain gets executed more often. The gain saturates as soon as the
confidence function E(x) is smaller than econf for all x ∈ X . Single longtime experiments
suggest that this saturation value mainly depends on the dimension of the state X and
the maximal number of steps lmax . The highest gain is achieved for the combination of
Algorithms 4.1 to 4.3. This can be explained by the interaction of proposal bias with
reduced step size, which keeps the chain inside set X̂ .
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Figure 4.9: Average sample gain for the settings (VMCMC-VV), (VMCMC-NH) and
(VMCMC-NH-VV) with 100 runs, 5 vehicles and 200 h.

4.4 Communication Schemes
Algorithms 3.1 and 4.1 to 4.3 can be run with a single vehicle or multiple vehicles.
Each vehicle represents an independent Markov chain that can be run in parallel to other
chains. Increasing the number of vehicles reduces the mission time to localize the global
source (see Section 3.4). However, in practice the number of vehicles is usually limited.
Moreover, each vehicle explores the same state space and eventually repeats the same
costly function evaluations. This suggest the use of a cooperative approach. In this
Section, communication schemes for Algorithms 4.2 and 4.3 are presented. The aim is
to utilize the measurements obtained from the different exploration paths of the vehicles.

4.4.1 Communication for the Biased Proposal
In Algorithm 4.2, the current estimate of the maximum hk is used to guide the vehicles.
The value hk depends on the sample path up to time k and is different for each chain.
For example, a vehicle could be biased towards a local maximum even though the global
maximum has already been visited by another vehicle. Therefore, the vehicles share their
current measurement and position among the group. For simplicity, no communication
constraints are considered. But the incorporation of, e.g., a limited communication range
or transmission noise, is possible. Now, suppose N vehicles are deployed in parallel. Then
the highest measurement at time k is given by ymax,k = maxn (yn,k ) for n = {1, ..., N}. The
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position xmax,k denotes the corresponding location where ymax,k was measured. According
to (4.19), each vehicle uses ymax,k and xmax,k to generate the proposal h̃k+1 by
h̃k+1 ∼ qh (h|ymax,k , xmax,k ) = δxmax,k (x)δymax,k (C̄).

(4.42)

The acceptance probability (4.28) is computed locally by β(C̄k , ymax,k ), based on the
vehicles own state hk and the communicated maximum value. In this way, each vehicle
benefits from the exploration of the others while using a separate accept-reject mechanism. Thus, the chances are higher that an outlier of the measurement noise does not
bias all vehicles. Other communication schemes have been implemented but performed
significantly worse. For example, the vehicles can determine the best estimates maxn hn,k
among the group and compute the acceptance probability β(C̄max,k , yk ). However, the
more vehicles are deployed, the harder it is to suppress an outlier C̄max,k . The value is
preserved if a single vehicle rejects its current measurement.
The modification of Algorithm 4.2 to incorporate the communication is outlined in
Algorithm 4.4.
Algorithm 4.4 Proposal bias with communication of measurements
6: · · ·
7: communicate highest measurement and its position among N vehicles
8: ymax,k = max yη (xk,n ), xmax,k = arg max C(xk,n )
for n ∈ {1, ..., N}
xk,n

xk,n

generate proposal h̃k+1 ∼ qh (h|ymax,k , xmax,k )
calculate the acceptance probability β(sk , ymax,k )
11: update

h̃k+1 w. p. β(sk , ymax,k )
hk+1 = uh,k =
hk
w. p. 1 − β(sk , ymax,k )
9:

10:

12:

···

The theoretical guarantees for Algorithm 4.4 can be analyzed with the help of a combined single chain. A single chain can be formulated by concatenating the states si,k
>
>
of all N vehicles into a state scom,k = [s1,k
, ..., sN,k
, ymax,k )]> . In addition, the highest
concentration measurement is augmented as a shared state. The author believes that
the results of Section 3.3 can be recovered for this chain too. Under the assumptions
required for Algorithm 4.2, the existence of a stationary distribution can be established
of the concatenated chain. The uniqueness of the stationary distribution can be shown
if the entire state space for scom,k is reachable. Thus, artificial noise with uniform lower
bounded density has to be introduced for the proposal (4.42) and the additional state
ymax .
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Simulation Results
The performance of Algorithm 4.4 is analyzed for {1, 10, 100} vehicles and compared
to Algorithm 4.2. Both, Algorithms 4.2 and 4.4 are simulated in combination with 4.1.
For each setting, 500 runs with a mission time of 5000 h are simulated. No additional
parameters are introduced through the communication scheme.
Comparing Algorithm 4.4 to Algorithm 4.2 for the same number of vehicles, it can
be observed that the convergence rate is significantly improved by Algorithm 4.4 (Figure 4.10). In case of a single vehicle, Algorithm 4.4 is identical to Algorithm 4.2. On the
one hand the chains exhibit the same convergence rate and, at first sight, the accuracy
seems to be worse for Algorithm 4.2 since κ < 1% is achieved 100 h later. On the other
hand, observing the steep decrease of κ, this is likely to be an artifact of missing data
points between 100 and 200 hours. It is interesting to see that the speed up of convergence grows with the number of vehicles. For example, the TVD convergence curves of
Algorithm 4.2 are very similar for 10 and 100 vehicles. By contrast, the TVD curves of
Algorithm 4.4 with 10 and 100 vehicles are distinctly separated from each other. A different behavior can be seen for the accuracy. Apparently, Algorithm 4.4 requires a longer
time to achieve the same κ. This stems from the behavior of the vehicles during the
time until the highest concentration is found. With high probability the vehicles accept a
ymax,k that is higher than their current Ck values. Until a higher value is discovered, they
move towards the position xmax,k and the mass of the observed distribution increases in
the vicinity of xmax,k . Supposedly this happens several times until the global maximum
is found, which creates several peaks on X . After discovering the global maximum, the
probability mass has to increase above the existing peaks, before κ decreases. The reasoning is in compliance with the improved convergence rate since it increases the mass
on the flat regions.

4.4.2 Communication with VMCMC
The communication scheme for Algorithm 4.3 also utilizes the concentration measurements of N vehicles. All measurements yi,k for n = {1, ..., N} are broadcasted at each
time k and collected in the vector yN = [yi,k , ..., yN,k ]. For this scheme no communication
constraints are considered too.
To compute the approximation Ĉk according to (4.39), the weights µz,N are calculated
according to (4.37). The only difference to Algorithm 4.3 is that the weights are now
calculated with vector yN instead of a single measurement vector y1 . Therefore, the confidence function Ek is given again by the variance (4.41). Similar to Algorithm 4.4, this
communication scheme can be represented as a single chain with single approximation
Ĉ and function E. Moreover, the same theoretical issues raised in Section 4.3.3 apply.
As pointed out in Section 4.3.4, extensive Monte Carlo simulation of Algorithm 4.3 is
computationally demanding. Therefore, a detailed comparison of Algorithm 4.3 with and
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Figure 4.10: Simulations of 500 runs with 100 vehicles and 100 000 h for each setting.
Algorithms 4.2 and 4.4 (NH) with σbias = 45 for different number of vehicles.
Algorithm 3.1 is shown for reference. Left: Mean TVD, where the TVD
of each run is calculated with respect to the runs final distribution after
5000 h, containing all samples. The convergence significantly improves with
Algorithm 4.4. Right: Fraction κ at ξ(κ) = 90% over time The curves
show a decrease in optimization performance for Algorithm 4.4

without communication is omitted. However, single experiments showed a significant
worse convergence and optimization performance without communication. This is explained by the faster convergence of the approximation Ĉk as well as the faster growth
of space X̂ if N measurements are used at each step.

4.5 Experimental Validation on a Robot Test Bed
To verify the numerical results on a practical application, Algorithm 3.1 is implemented
on a robot test bed. In this section, the experimental platform is described, followed by
a review of some practical implementation aspect. The implementation of the algorithm
was mainly done in [Frei, 2013]. Results for a multi robot scenario are presented at the
end of this section.
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4.5.1 Experimental Setup
The test bed environment consists of a flat platform of 3.0 m × 2.5 m. A rectangular
space of 2.4 m × 1.75 m is used as actual search space X . A “Logitech HD Pro Webcam
C920” is mounted 2.5 m above the center of the platform acting as a global eye. Images
captured by the global eye are used as feedback to control the movements of the utilized
mobile robots. An Intel Core i5-2400 3.1 GHz Windows 7 PC with 8GB RAM is used
for the communication, detection and path-planning algorithms for the mobile robots.
All developed algorithms are programmed in C++. A graphical user interface developed
with C# is used for the robot-management, e.g., insertion and removal.
The mobile robots, employed as vehicles for the MCMC source localization, are low
cost differential wheel robots (e-puck model [Mondada et al., 2009]). These robots are
simple to control, given the position feedback of the camera. The e-puck robot has
a diameter of 70 mm and can move with a maximal speed of 0.13 m/ s. It is driven
by two individually controlled stepper motors with a resolution of 1000 steps per wheel
rotation. The motor control loop is run at a very high frequency making the input-tovelocity relationship almost linear. Using these robots, it is possible to run experiments
over long time. Closed loop control allows them to follow the trajectories determined
by Algorithm 3.1. The measurements (3.22) of function C are simulated by overlaying
a virtual function over the space X . It is evaluated at the current robot position given
by the camera. A schematic of the system with the software architecture is presented in
Figure 5.3.
The robots are modeled as a discrete time unicycle model

   

xk+1
xk
u1,k (θk )Tr
=
+
,
(4.43)
θk+1
θk
u2,k
where the sampling time is denote by Tr to differentiate it from the sampling time of
dynamics (3.12). The inputs to the model are the translational velocity u1,k and angular
velocity u2,k . They can be mapped to left and right wheel speeds vL , vR of the robot
using the standard relations described, e.g., in [Borenstein et al., 1996]
u1,k =

vR + vL
,
2

u2,k =

vR − vL
,
d

u1,k = u2,k r.

(4.44)

The radius of the circular path, followed by the robot when u2,k 6= 0, is denote by r .
For the e-puck, the distance between the wheels is d = 4.21 cm. On the one hand,
the e-puck robots can stop and turn on the spot. On the other hand, the fixed velocity
v̄ in (3.12) represents a non-stopping behavior of autonomous vehicles. To adopt this
behavior, a minimal translational velocity u1,min > 0 is introduced. Moreover, a maximal
input u2,max is imposed to limit the turning rate.
The state information for position and orientation of the robots is extracted from the
camera images with a blob-detection algorithm. The algorithm is based on the open
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Figure 4.11: Schematic of the testbed setup with global eye and mobile robots. The solid
arrows depict directed communication links between hardware entities and
the software architecture. The red lines illustrate the overlaid measurable
function on the space.

source library OpenCV [Bradski, G., 2000] and the cvBlobsLib extension [Borràs, 2009].
It uses a two-colored black and blue scheme to enhance robustness against ambient
lighting. A blue “blob” is attached to the e-puck, in combination with a black dot, to
determine the robot heading angle θk . Whenever multiple robots are deployed, a variation
of a probabilistic measurement association approach (see e.g., [Bar-Shalom et al., 2009])
is used to correctly assign robots and measurements. In addition, a standard extended
Kalman filter (EKF) based on the model (4.43) is implemented to further improve the
quality of the measurements (see, e.g., [Haykin, 2004]). The process is assumed to be
affected by zero-mean additive Gaussian noise. The details and parameter choices of the
implemented version can be found in [Frei, 2013] or [Huck et al., 2014a].
The control structure as shown in Figure 4.11 comprises a generic high level function
running on the PC and low-level controls onboard the e-pucks. The high level function
uses the EKF filtered measurements to generate reference positions for the robot. The
reference position along with the estimated current position is sent to the robot via
Bluetooth. Here, Algorithm 3.1 is employed as high level function, running in closed loop.
The onboard low-level controller represents the navigation function that is mentioned in
Section 3.1.1. In the following, this navigation function is referred to as trajectory
planner. The trajectory planner generates a Dubins path trajectory between the current
position and the reference position (see [Dubins, 1957]). A non linear optimization was
tested, but was computationally too demanding for multiple robots. Moreover, Dubins
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paths consist of straight and circular trajectories, which are advantageous for open loop
control. To track this trajectory, a wheel speed controller is implemented, generating the
inputs u1 and u2 . Based on odometry, using model (4.43) and relations (4.44), the wheel
speed controller applies the velocity commands in open loop. The proposed approach
yields small errors and the onboard open loop point tracking is sufficient for the e-puck
robot (see Figure 4.12).

4.5.2 Implementation Aspects
In view of the theoretical assumptions made throughout Chapter 3, several implementation aspects are highlighted in the following.
For practical purpose, the space X is chosen to be rectangular, which violates the
curvature requirement in Assumption 3.6. Moreover, a discontinuous acceptance criterion is used to handle invalid orientation angles at the boundary. Hence, Assumption
3.2 is not satisfied. The dynamics of the open loop low level controls do not entirely
coincide with dynamics (3.12. While the requirement for the bound on the process noise
in Assumption 3.5 is met, a noise on the orientation angle (Figure 4.12) exist. In simulation, multiple instances of Algorithm 3.1 can be run in parallel because the vehicles are
represented by point masses. However, this is not possible for experiments with mobile
robots. Hence, a collision avoidance strategy must be employed, especially since the
vehicles continuously move forward and cannot turn on the spot. The non-zero diameter
of the robots and the open loop Dubins paths imply that occasionally some movements
are forbidden for the other robots. However, it is straight forward to incorporate such
constraints into Algorithm 3.1. The set of admissible angles (3.15) is modified based on
the positions of the other robots. Moreover, the valid proposals are accepted when two
robots get close to each other, similar to Assumption 3.3 for the boundary.
Despite these deviations from the theoretical requirements, the algorithms works robust and reliable in practice as shown by the subsequent results.

4.5.3 Experimental Results
Design Choices
The experiments are conducted with N = 7 robots, which is the current maximum
supported by the setup. A minimal translational velocity u1,min = 2.6 cm
s and maximal
turning rate u2,max = 1.7 rad
are
arbitrarily
selected.
Therefore,
a
step
length
of 20 cm =
s
v̄ T is chosen. This value guarantees a minimal separation distance between robots in
order to avoid collisions. It is derived from the turning radius of the robot, robot diameter
and the Dubins path geometry. A minimal sampling time of about 3 s is needed to achieve
the transition between any two states separated by step length v̄ T . It depends on the
imposed limits on turning rate and velocity and is computed for the worst case of two
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positions with opposing directions. For robustness, a slightly higher sampling time of
Ts = 3.6 s is used. This leads to a nominal velocity of v̄ = 6.4 cm
s .
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Figure 4.12: Position and orientation errors (in %) between reference and measurement
of an 80 min experiment with 6 robots, executing a random walk with sampling time of Tnav = 3.125 s. The trajectories generated onboard are Dubins
paths. The mean distance error is 1.7 cm and the mean angular error is 5.4
degrees.

The concentration field (Figure 4.13) comprises 5 exponential sources given by

C(x) =

5
X

wi e −mi kx−xs,i k2 .

(4.45)

i=1

The sources are located at xs,1 = (40, 40), xs,2 = (80, 160), xs,3 = (128, 80), xs,4 =
(200, 128), xs,5 = (216, 48). The weights are selected as w1 = 1, w2 = 0.4, w3 = 0.55,
w4 = 0.65, w5 = 0.2 and the diffusion parameters as m1 = 0.06, m2 = 0.07, m3 = 0.13,
m4 = 0.35, m5 = 0.145. All field parameters are arbitrarily selected. The parameters of
the acceptance criterion (3.40) are chosen empirically as g1 = 12 and g2 = 0.51.
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Results
For comparison, the experiment is simulated under the same implementation aspects
described in Section 4.5.2. The noise is assumed to be rD = 5cm, which is smaller than
the largest observed position error. However, it is a reasonable upper bound with respect
to the mean error.
The results obtained from simulation and experiments underpin that the approach
works in practice (Figure 4.14). The difference between simulated and experimental distribution is only minor. One would expect that the practical adjustments of Section 4.5.2
have a strong influence on the performance of Algorithm 3.1. Especially the deployment
of seven robot on the small search space is difficult. To avoid collisions, the proposal
sets of the robots are constantly restricted. Therefore, it is interesting to see that Algorithm 3.1 identifies the global maximum (Figure 4.15) successfully. The results suggest
that the algorithm is quite robust against violations of the theoretical assumptions. One
can see that the curves of success rate ξ(κ) and κ are non-smooth. This stems from
the limited data available out of 11 runs. The experimental runs stop after different time
periods due to experimental issues like battery depletion. Therefore, the success rates at
each time step are based upon varying numbers of runs. A total of {11, 10, 7, 5, 5, 3, 1}
observations are available at the corresponding time instances [5, 10, 15, 20, 25, 30, 40]
in minutes.

Figure 4.13: Concentration field measured by the robots. The source locations and parameters are given in the text.

74

4 Extensions and Heuristics for Practical Application

1

100

0.9

90

0.8

80

0.7

70

0.6

60

0.5

50

κ

ξ(κ)

Figure 4.14: Discretized spatial distributions of 29, 526 samples. The space X is gridded
with 24 × 17 bins, where 1bin≈ 2.1% of X (corresponds to 900 cm2 ). Left:
Simulated samples of 7 robots running for 4218 steps each. Right: Experimental samples obtained from 11 runs of the basic algorithm with 7 robots,
corresponding to a total time of about 250 min per robot.
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Figure 4.15: Left: Success rates ξ(κ) for time instances {5, 10, 20, 30} (in minutes).
The dashed diagonal represents a uniform search and the dashed dotted
line marks the success rate ξ(κ) = 95%. Increasing times are indicated
by the black arrow. κ is discretized with resolution of 1bin≈ 2.1% of X
(corresponds to 900 cm2 ). A different number of observations is available
for each data-point as given in the text. Right: κ over time for a fixed
success rate of ξ(κ) = 95%.

5 MCMC in Surveillance and Patrolling
This chapter builds on the work in [Huck et al., 2012b], [Huck et al., 2014a], [Frei,
2013] and [Dahinden, 2014]. A general framework for randomized patrolling strategies
for pan-tilt-zoom (PTZ) cameras is outlined. Moreover, the deployment of the MCMC
Algorithm 3.1 as patrolling strategy and an alternative strategy are presented. The
framework and the algorithms are validated in a fully automated test environment.

5.1 Surveillance Scenarios
Surveillance systems are used to prevent accidents and crime, promote security and
safety and monitor critical processes. With the help of new technologies, the task of
monitoring no longer requires a significant physical presence: closed circuit television
cameras enable a human operator to oversee various numbers of television monitors at the
same time. In recent years, this development has been boosted through the emergence of
mobile robots and drones. Autonomous vehicles can be employed in dangerous situations
or for tasks that require the mobility of sensors. The monitoring demand is growing
constantly, especially around safety critical areas like stadiums, airports, road networks
and railway stations. To effectively react or even predict situations where crowd safety
might be compromised, it is usually the job of a human operator to identify such situations
and notify the relevant authorities. Unfortunately, human monitoring and processing of
surveillance video data is a very labor-intensive task, and is getting even more so with
the increasing amount of available information. It is therefore of interest to automate
this process and to develop automated visual surveillance systems that detect and report
threats.
Researchers have been addressing the broad field of surveillance systems from different
perspectives. Tasks like object identification and detection (see [Rekimoto, 1998], [Lowe,
1999], [Yilmaz et al., 2004] and [Comaniciu et al., 2003]) or face recognition (see [Li
and Jain, 2005]) are mainly addressed by the computer vision community. MCMC based
techniques have been applied to data association in multiple target tracking problems
[Khan et al., 2006]. Aerial surveillance, reconnaissance and acquiring target images with
the help of autonomous vehicles have been addressed in the field of artificial intelligence
and military research (see, e.g., [Choset, 2001], [Yoder et al., 2012], [Ögren et al.,
2006]). Pursuit-evasion scenarios have been addressed from the game theoretical side,
for example in [Vidal et al., 2002], [Hespanha et al., 2000] and [Meng, 2008]. A survey
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on different methods can be found in [Chung et al., 2011]. In the control community
some algorithms have been proposed to exploit the dynamics of pan-tilt-zoom cameras
(see for example [Raimondo et al., 2010], [Ozay et al., 2011] and [Avni et al., 2008]).
PTZ cameras have the capability of dynamically scanning their environment. This can be
used either to extend the range of surveillance or to improve the quality of the obtained
images. This thesis contributes to the research field of patrolling, which is delineated in
the following.
Patrolling Objective The patrolling task is to monitor areas in order to detect intruders
or critical events. Patrolling problems that deal with non-static sensors roughly split
into two categories. The first is sometimes referred to as frequency-based patrolling.
Approaches that try to guarantee a visiting frequency to a designated area fall into
this category. For example, coverage problems are trying to achieve full visibility of the
search space, e.g., [Ganguli et al., 2006]. In [Anisi et al., 2010], a cooperative approach
to achieve such a coverage in minimum time is presented. The problem of patrolling a
one-dimensional perimeter with dynamic cameras is addressed in [Baseggio et al., 2010].
The second category is called adversarial patrolling problems. These approaches deal
with a moving evader, trying to avoid detection. Previous results [Raimondo et al.,
2011] have illustrated the benefit of randomized patrolling strategies. Except for some
special restricted scenarios, e.g., [Basilico et al., 2009a], a deterministic strategy can be
outperformed easily by a smart evader once it is known to him. A Markovian strategy
is used in [Agmon et al., 2011] to optimize the detection probability when patrolling a
perimeter with multiple robots. Game-theoretic approach are used in [Basilico et al.,
2009b] or [Jiang et al., 2013] for arbitrary topologies on discrete patrolling spaces. In
the latter, a Markov Decision Process is applied to generate randomized moves of the
patrolling robots. Detection time guarantees are provided in [Spindler et al., 2012] for a
one-dimensional patrolling strategy that accounts for smart evaders. For two dimensional
PTZ camera surveillance scenarios, the probabilistic pursuit evasion game approach proposed in [Vidal et al., 2002,Hespanha et al., 2000] can be exploited successfully (see [Raimondo et al., 2011] for an implementation).
The aim of this work is to achieve a probabilistic coverage of the surveillance space.
The idea is to incorporate prior knowledge about areas with a high probability of an event
to happen. Approaches in a similar sense can be found in [Srivastava and Bullo, 2011]
and [Hespanha et al., 2000]. In [Srivastava et al., 2009], the surveillance priorities are
formulated as probability distributions. To track these distributions on a finite space, the
Metropolis-Hastings algorithm is applied. Although in theory the algorithm of [Srivastava
et al., 2009] matches the desired distribution exactly, the resulting coverage is inevitably
different from the desired distribution when applied in practice. For constrained dynamical
systems, a position determined by the MH algorithm could be infeasible to reach in one
step. Therefore, the reason to favor the use of Algorithm 3.1 over the classical Metropolis
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Hastings algorithm is that the dynamics are incorporated. The framework described in
this chapter addresses patrolling scenarios with PTZ cameras, but can be extended to
autonomous vehicles too.

5.2 Randomized Patrolling Framework
The patrolling framework can be divided schematically into three phases (see Figure 5.1
for illustration). First, the specification phase formalizes the patrolling objectives into an
importance map on the global space. This is addressed in Section 5.2.1. Second, the aim
is to devise a patrolling strategy that achieves probabilistic coverage of this importance
map. For this purpose, the importance map is translated into the local camera spaces.
The construction of these local guidance maps is described in Section 5.2.2). The final
phase is the application of the guidance map to a patrolling algorithm. The adaptation
of Algorithm 3.1 is described in Section 5.2.3. In Section 5.2.4 an alternative stochastic
strategy is proposed.
Specification

ξi → G

ξ1
I
X

Z1

LP/
WP

p1
Z1

MCMC

achieved
coverage
X

ξN

pN
ZN

πx

Patrolling

Construction

ZN

X

Figure 5.1: Schematic of the three phases of the patrolling framework. From the importance map I the guidance maps ξi are generated for N cameras. Running
Algorithm 3.1 on each cameras pan-tilt space Zi , the stationary distributions
pi should achieve the desired coverage map πx on the global space X .
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5.2.1 Importance Specifications
The object detection of the vision system is based on the ground plane assumption.
Therefore, let X ⊂ R2 denote the global space which is to be patrolled by N cameras. Consider an importance map which is a scalar function I : X → [0, 1] assigning
surveillance importance to the global space. The map is defined according to a user’s
perception of how important the different areas are. The higher the value of I(x), the
more important is position x. All relevant specifications can be incorporated, for example
environmental restrictions or prior estimations of an intruders behavior. The importance
map does not necessarily need to be continuous, e.g., single spots can have a high value
while neighboring ones can have small values. In the simplest case, I is a binary map
to distinguish between important and unimportant areas. The objective is to move the
cameras in such a way that the time they spend covering each location is proportional
to its importance. The idea is to control the motion of the cameras according to a
Markov chain, whose stationary distribution matches these surveillance times. Clearly,
the importance map may be infeasible as a stationary distribution. Therefore I has to
be approximated in a systematic way.

5.2.2 Construction of the Guidance Map
The direct adaptation of Algorithm 3.1 is not obvious because of the geometry of pan-tiltzoom cameras. A stationary distribution of camera positions does not coincide with the
probability of covering the locations on X . To compensate for that, the importance map
in global coordinates is translated to distributions in pan-tilt coordinates. Two different
methods to construct these distributions are presented in this section.
The local spaces of the cameras are denoted Zi ⊂ [0, 2π]2 for i = 1, ..., N. The pan-tilt
position of a camera is given by z ∈ Zi . In the following, the zoom is held constant for all
tilt angles. This is based on the assumption that the cameras field of view (FOV) covers
approximately the same area on X for all positions z. In this way, the target objects
on the acquired images have a constant resolution. Although the zoom is neglected
under this assumption, the approach can be extended to incorporate it. Different zoom
levels could be specified in a three dimensional importance map. Now, consider generic
probability distributions ξi on the local spaces Zi . These distributions are referred to as
guidance maps. The coverage map πx represents the probability that a position x ∈ X
is observed. The relation between ξi and πx is given by the roto-translations of points
on the camera’s image plane to points on the ground plane. It depends on the camera
model as well as intrinsic and extrinsic parameters of the camera. For the description of
this mapping and details of the considered camera model see [Raimondo et al., 2010].
In both methods to be presented, the global space X is discretized by an nx1 × nx2 grid.
Coverage map πx and importance map I are given as column-vectors in Rnx1 nx2 . The
camera spaces Zi are discretized with np × nt grid points. The guidance maps ξi are
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vectors in Rnp nt . In the discrete case, the mapping between ξi and πx is described by a
matrix-vector multiplication with binary matrices Bi ∈ Rnp nt ×nx1 nx2 . Thus, the coverage
map is given by
N
X
πx =
Bi> ξi .
(5.1)
i=1

The entries of πx represent observation probabilities. The coverage map is not a probability distribution because the observation probabilities of all cameras are summed up.
The first method to construct the ξi is a heuristic, referred to as weighted propensity
method. It generates a weighted version of the importance map I. Potentially, the
surveillance ranges of the cameras overlap on some parts of X . Therefore, all points in
the overlapping area of two or more cameras are weighted down. The value I(x) of a
point is divided by the number of all camera positions that can cover this particular x.
The guidance map for each camera is obtained by multiplying the weighted map with
the corresponding matrix Bi . Moreover, the product is normalized to obtain a probability
distribution.
In the second method, the problem is formulated as a Linear Program (LP). The aim
is to design ξi such that the distance between the coverage map and the importance map
I is minimized. For the case of N cameras, the problem is given by
N
X

min

k

s.t.

X

ξi

i=1

Bi> ξi − Ik∞

ξi,j = 1

(5.2)

j

ξi,j ≥ 0,
where the constraints guarantee that each ξi is a probability distribution. The distributions ξi , obtained from this optimization, produce a very good coverage. Unfortunately,
they are not tractable when considering the camera dynamics. The solution is highly
non-smooth and a continuous approximation exhibits very sharp peaks. To alleviate this
difficulties, the use of support functions was considered. However, first results were not
satisfactory. Thus, for the remainder the weighted propensity method is used to generate
the distributions ξi .
The state spaces are discretized to make the approach computationally tractable. In
this way, the matrices Bi and distributions ξi can be calculated offline. In general, the
guidance maps could be computed online. However, this requires to evaluate which part
of the space X is covered at the current position. For each camera, the FOV has to be
projected onto the ground plane. Moreover, the importance map I has to be integrated
over the projected polytope. These computations become intractable if multiple cameras
are deployed.
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5.2.3 Stochastic Localization Patrolling
The Stochastic Localization Patrolling (SLP) regulates the camera movements with Algorithm 3.1. It is employed on the local camera spaces to track the guidance maps ξi .
The algorithms presented in Chapter 4 are not considered, because these extensions aim
at improving the convergence rate and optimization performance of Algorithm 3.1. Here,
the goal is to patrol the space X according to the specified importance map. Hence, the
guidance maps ξi should be approximated closely rather than optimized.
The design of the weighted propensity method considers the summation of the observation probabilities of each camera (5.1). This is based on the assumption that the motion
of the cameras are independent. However, this assumption has the disadvantage that
the cameras could observe the same spot at the same time. The probability of detecting
an evader can be enhanced if such a situation is avoided. On the one hand, an approach
that achieves the coverage of πx cooperatively can cover more area at each time step.
On the other hand, under the independence assumption, the approach is computationally
less demanding and scalable in the number of cameras. Therefore, the camera dynamics
are considered to be independent. The dynamics of a camera are described by a discrete
time constant speed unicycle model according to (3.12)
 
 

  
cos(θz )
zk+1
z
v̄
Tz 
= k +  sin(θk )
,
(5.3)
θk+1
θk
uk

where z = φ, ψ ∈ Z denotes the camera’s physical pan and tilt angles. The heading
angle θ ∈ [−π, π] describes the movement direction on Z. The state space is defined
as sk := zk , θk ∈ S := Z × [−π, π]. Tz is the sampling period and u is the control
input. The model is initialized according to (3.3) and (3.4). Algorithm 3.1 is designed
for general state spaces with a continuous function C. In case a discrete guidance map
ξ is given, C : Z → [0, 1] can be derived from ξ by interpolation. The SLP strategy,
summarized in Algorithm 5.1, can be run either online or offline. An offline generated
trajectory of Nref steps can be provided to the camera’s low level controllers in advance.
This is computationally convenient and allows for optimizing the low level inputs.
Simulation results in Section 5.4.2 show that the stationary distribution qualitatively
achieves the desired surveillance coverage on the space X .

5.2.4 Random Line Patrolling
In this section, a second randomized algorithm is presented. The algorithm makes use of
the same information about the important regions of the surveillance space. Moreover,
it exploits the knowledge on how the evaders move. It moves the camera in straight lines
between the important areas. The camera movements are deterministic but the choice
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Algorithm 5.1 Stochastic Localization Patrolling (SLP)
Require: Initial position z0 and camera heading angle θ0 , distribution ξ, velocity v̄
1: for k = 0 → Nr ef do


cos θk
2:
update zk+1 = zk + v̄
Tz
sin θk
3:
generate proposal angle θ̃k
4:
calculate the acceptance probability α(C(zk ), θk )
5:
update θk+1 = θk + uk with

θ̃k w. p. α(C(zk ), θk )
uk =
0 w. p. 1 − α(C(zk ), θk )
set zr ef (k) = zk
set k = k + 1
8: end for
9: return zr ef
6:
7:

which area to visit next is randomized. Thus, it is denoted as random line patrolling
(RLP). A randomized sequence of reference positions is generated via inverse transform
sampling (e.g., [Devroye, 1986]) of a cumulative distribution. This distribution can be
obtained either directly from the a probability distribution ξi or from the map I. In the
latter case, a user selects an arbitrary number of positions on x, for example the centers
of important regions. Since every point x ∈ X can be observed from multiple camera
positions, a single camera position has to be assigned to each x. Thus, that camera
position is chosen in which the observed point x is centered in the image. Finally, the
distribution is generated according to the associated values of I(x). The RLP strategy
is outlined in Algorithm 5.2 including the subsequently described control scheme. The
algorithm is outlined for an online generation of the reference trajectory. Clearly, this
sequence of reference positions can also be generated offline.
For the transition between the reference positions, a rolling horizon control approach
is designed. Given a sequence of Nr ef positions {zm=1,...,Nr ef }, the algorithm switches
from one to the next position if the camera is sufficiently close to the current setpoint. A camera position is considered to be sufficiently close if |φr ef − φ| ≤ bφ and
|ψr ef − ψ| ≤ bψ , for some parameters bφ and bψ . Since the sequence {zm=1,...,Nr ef } is
randomized, two reference positions could be far away from each other. However, the
camera must move on a smooth trajectory between the positions, without exceeding a
certain velocity. Otherwise, the acquisition of stable images cannot be guaranteed. To
be able to impose such constraints on the low level inputs, the implementation of the
RLP is based on the MPC scheme presented in 5.3.2. See Figure 5.2 for an example of
a transition between two reference positions zm and zm+1 .
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Algorithm 5.2 Random Line Patrolling (RLP)

Require: Initial state z0 = φ0 , ψ0 , initial target positions z0 , cumulative distribution F
over prioritized positions
1: set k = 0, m = 0
2: set zr ef (i ) = zm ∀i = 1, ..., N
3: loop

4:
solve problem (5.5) → zi∗ , ui∗ |k
5:
if for any j = 1, ..., N : |φr ef − φ∗j | ≤ bφ and |ψr ef − ψj∗ | ≤ bψ then
6:
set m = m + 1
7:
sample zm = F −1 (U), U uniform on [0, 1]
8:
end if
9:
shift reference vector
10:
zr ef (i ) ← zr ef (i + 1) for i = 1, ..., N − 1
11:
set (zr ef (j), . . . , zr ef (N)) ← zm
∗
12:
apply u1|k
to the camera
13:
set k = k + 1
14: end loop
15: return zr ef

5.3 Validation Platform AuRoPaS
The patrolling method outlined above is experimentally validated on the Autonomous
Robotic Patrolling and Surveillance environment (AuRoPaS) presented in this section.
A related experimental testbed is developed in [Salvagnini et al., 2011] for a single PTZ
camera to evaluate tracking algorithms. A projector is utilized to emulate moving targets
and to achieve reproducibility of scenarios. An early version of the AuRoPaS testbed was
used in order to evaluate the tracking algorithm presented in [Raimondo et al., 2010]. It
consisted of a single camera and small scale race cars as moving targets. However, the
target movement was not automated, thus posing limitations on the reproducibility of
experiments.

5.3.1 Experimental Setup
The AuRoPaS, utilized for benchmarking autonomous patrolling strategies, extends the
robot testbed described in Section 4.5.1 by two PTZ CCTV cameras. They are mounted
in 2 m distance to the robot space at a height of 2.5 m. The images captured by the
global eye are used as a tool to verify the operation of the PTZ camera controllers
and patrolling strategies. The computational tasks for all camera related programs and
surveillance algorithms are assigned to an Intel Core i5-760 2,8 GHz Windows PC with
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Figure 5.2: Camera trajectory (solid lines) for two MPC iterations of N steps (blue,red).
The dashed-dotted lines at the bottom illustrate the time horizons of each
iteration. The reference states zr ef (i ) for i = {1, ..., N} in problem (5.5) are
depicted by dashed lines. In the first iteration, the state at time step j is in the
specified distance c to zm . Hence, the reference states zr ef (j), . . . , zr ef (N)
are set to the new set point zm+1 for the second iteration.

8GB RAM. A schematic of the extended system with PTZ cameras is shown in Figure
5.3.
The employed e-puck robots ensure the repeatability of experiments running over a
long times, which is one of the main requirements in the patrolling setting. Moreover,
for the robots to follow state dependent randomized strategies, closed loop control can
be used to generate their corresponding random movements. The robots’ control loop
is described in Section 4.5.2. It allows to treat the robot as a black box and to switch
between different high level planning algorithms, simulating the desired evader strategies.

5.3.2 Camera Control
AuRoPaS uses two PTZ CCTV cameras of the type Ulisse Compact from [Videotec,
2013] with optical zooms of x10 and x32. With the minimal zoom, the whole testbed
can be covered, whereas the maximal zoom factors correspond to a FOV covering a single
robot. The different zoom levels allow to simulate a broad range of small and large scale
surveillance scenarios from indoor and outdoor spaces. Both cameras are connected
through a serial link to the surveillance PC and come with onboard velocity tracking
controllers. A standard pinhole camera model (e.g., [Spong et al., 2005, Chap. 11] ) is
used to project the camera FOV on the surveillance space, which translates the camera
PTZ state to the effectively covered positions on the surveillance space. Controlling the
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Figure 5.3: Schematic of the testbed setup with global eye, PTZ cameras and mobile
robots. The solid arrows depict directed communications links between hardware entities as well as of the software architecture. The gray polygons on
the ground plane are the projected FOVs.

position of the FOV on the surveillance space (for a fixed zoom level) is equivalent to
controlling the pan and tilt angles of the motors. As a result, a model is developed to
describe the evolution of pan-tilt angles as a function of the velocity input given to the
onboard controllers. A predictive control scheme is used to achieve position reference
tracking under constraints on the smoothness of the velocity profile.

MPC Trajectory Tracking
The camera motion system consists of two independent motors and a built-in controller,
tracking the specified pan and tilt motor velocities. Based on identification experiments,
a discrete linear single-integrator model of the form
zk+1 = zk + uk Tm

(5.4)


is used to capture the dynamics. The state zk = φk , ψk ∈ [0, 2π]2 denotes the pan and
tilt angles of the camera at time step k. Since the pan angle is physically not restricted
to the interval [0, 2π], an angle wrapping is applied to preserve a linear model. The input
uk consists of pan and tilt velocities uk = vφ,k , vψ,k , tracked by the onboard controllers.
The sampling time of the system is denoted by Tm .
A standard MPC scheme for reference tracking (see e.g., [Rawlings and Mayne, 2009])
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is applied, where the following optimization problem is solved
min
uk

N
X
k=1

(zr ef ,k+1 − zk+1 )T Q(zr ef ,k+1 − zk+1 ) + ukT Ruk +

2
2
)
+ δψ,k
+ σ(δφ,k + δψ,k ) + ρ(δφ,k

subject to:

z1 = z
zk+1 = zk + uk Tm
kuk − uk−1 k2 ≤ c

k = 1, . . . , N
k = 1, . . . , N

|φr ef ,k − φk | ≤ bφ + δφ,k

k = 1, . . . , N

δφ,k ≥ 0,

k = 1, . . . , N

(5.5)

|ψr ef ,k − ψk | ≤ bψ + δψ,k k = 1, . . . , N
δψ,k ≥ 0

Here, the weight matrix Q  0 penalizes the deviation from the reference angles and
the matrix R  0 the inputs. A rate constraint is imposed on the inputs to enforce a
smooth trajectory, i.e. change the velocities between steps by at most c. Furthermore,
box-constraints bφ , bψ are enforced on the individual angles. While the rate constraint is
always to be met, a linear penalty term involving the relaxations δφ and δψ is introduced
in the cost function. It takes care
infeasibility due to the box constraints on
 of potential
∗
∗
2
λ
,
λ
the angles. Consider φ,k ψ,k ∈ R+ to be the Lagrange multiplier vector for the state

constraints of each step. If the penalty parameter is chosen to be σ ≥ k λ∗φ,k , λψ,k k∞
for all k = 1, . . . , N, it is known from [Bertsekas, 1999, Chap. 5], that (5.5) recovers
the same solution u ∗ of the problem without the penalty term, if one exists for the latter.
The quadratic penalty term with ρ > 0 assures strict convexity, such that the problem
is well conditioned and can be solved directly via a first order method solver such as
FiOrdOs [Ullmann, 2011].
Camera Tracking Performance
The intrinsic and extrinsic parameters of the cameras are estimated according to [Raimondo et al., 2010]; Table 5.1 shows the most relevant. H is the height of the camera
with respect to the floor, D the camera offset with respect to the pan rotational axis
and xoff , yoff , zoff the spatial offsets of the optical camera center to the tilt coordinate
system. For this work, the focus is on the pan-tilt control and a constant field of view is
assumed. To this end, the given focal length λ corresponds to fixed zoom levels of the
cameras, which are chosen as a trade-off between FOV size and image resolution over
the whole pan-tilt range.
The sampling time used in (5.4) is conservatively chosen to be Tp = 0.25 s, based on
the limits of the serial link to the cameras. A period of about 160 ms results in a conflict
free communication of read-out requests and control commands. On average, 11 ms are
required to solve problem (5.5) and about 70 ms for the read out of the angle encoders.
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Camera 1
Camera 2

H
2.5
2.5

D
0.124
0.125

xoff
0.1485
-0.01

yoff
-0.0275
0.0437

zoff
λ
0.02
0.0297
0.0917 0.0448

Table 5.1: Parameters of the deployed Ulisse Compact cameras.

The weight matrices for the trajectory controller are chosen to be





1 0
0.6 0
Q=
,R=
,
0 1
0 0.8
the penalty parameter chosen as σ = 500, ρ = 1 and the constraint limits are set to
bφ = 0.5

bψ = 0.3,

c = 0.3/Tm .

The constant c is a constraint on the discrete changes of the inputs and therefore is
depending on the sampling time. Based on qualitative studies, the velocity constraints
are chosen to be 1 degree per second to ensure smooth image acquisition over the whole
range of camera movements.
To asses the tracking performance of the model predictive controller, independent of
the patrolling strategies, several trajectories defined on the global space X are tested.
Figure 5.4 shows the movement calculated by the MPC and the tracking achieved on
the current setup for the curved reference path. The red connected line indicates the
reference trajectory on the relevant space. The blue dotted line indicates the trajectory
computed by the model predictive controller. The green circled line represents the actual
movement of the image center. To carry out this experiment, a line is drawn onto the
global space, recorded with the global eye camera and imported into the simulation. The
achieved trajectory is assessed in two steps. First, by mounting a laser pointer onto the
camera and adjusting it to the center of the camera image. Second, by recording the
movement (green circled path) of the laser point with the global eye camera. The main
source of errors is the quantization of the mapping X → Z given by the pinhole camera
projection model. The quantization is not necessary conceptually, but allows to use a
look-up table for the FOV, which has clear computational advantages.
The maximum and mean 2-norm errors of the tracking controller for the camera angle
readouts (subscript r ) in the cameras pan-tilt space and the laser measurements from
the world coordinate frame are reported in Table 5.2.
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Figure 5.4: The red connected line indicates the reference trajectory on the relevant
space. The blue dotted line indicates the trajectory achieved by the model
predictive controller and the green circled line the actual movement of the
image center. Left: Results recorded on the surveillance space for camera 2.
Right: Results recorded on the pan-tilt space for camera 2.

5.4 Experimental Results
5.4.1 Patrolling-Evader-Scenario
The following scenario is considered to compare the performance of the patrolling strategies. The evaders traverse the surveillance space along straight lines between specified
positions. The order of these positions is random according to a predefined likelihood
assigned to each of them. Using this list of points, the importance map for the cameras
is generated. The map represents the priorities expected by the system designer which
generally differ in shape and value from the truth, as illustrated in Figure 5.5.

5.4.2 SLP - Simulated Coverage
In a first step the guidance maps for each camera are created for the given scenario.
For computational reasons, the space X is discretized with a grid of 470 points in each
dimension. Both spaces Zi are discretized with 60 steps in pan and 45 steps in tilt.
Figure 5.6 shows a normalized 3D representation of the importance map in Section 5.4.1
and the calculated coverage map πx when using the weighted propensity method. The
guidance maps generated by the weighted propensity are shown for both cameras in
Figure 5.7. Apparently, the generated guidance maps achieve a coverage that is only an
approximation of the importance map. This stems mainly from the shape of I, which
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error \ path straight curved
meanr
0.57
0.54
maxr
0.66
0.72
mean
5.6
7.2
max
7.4
12.9

edged
0.55
0.64
6.6
9.1

Table 5.2: Tracking errors for a straight line, a curved path and an edged path. The top
rows (subscript r) show the pan-tilt errors in degrees and lower rows the errors
on the patrolling space in cm.

has several discontinuities. It is not possible to reproduce these shapes with the polytopic
FOVs and the fixed locations of the cameras.
Algorithm 3.1 is simulated 25 times for both cameras with 50, 000 steps. For a sampling time of Tz = 250 ms, this corresponds to about 210 min for each run. The velocity
is fixed to v̄ = 0.08 degrees per second. A piece wise linear interpolation of the guidance
maps is used for the SLPs acceptance criterion. Acceptance criterion (3.40) is applied
with the parameter values g1 = 9 and g2 = 0.35. The parameters are selected empirically
to match the slopes of the interpolated guidance maps.
The attained distributions, when discarding the first 100 000 steps, are depicted in
Figure 5.8. From these distributions, the resulting coverage on X is computed (see
Figure 5.9). Comparing Figures 5.7 and 5.8, it can be seen that the distributions generated by Algorithm 3.1 do not coincide completely with the distributions ξi . Hence, the
achieved coverage deviates from the desired coverage. The highest prioritized areas are
observed as intended, but the areas of lower value do not peak distinctly (compare Figures 5.6 and 5.9). This stems from the incorporated dynamics and the shape of the state
spaces Zi . Because of the dynamics, the distributions generated by the algorithm always
have probability mass distributed on the flat regions (recall for example Figure 3.12).
Therefore, the mass on the low priority areas does not contrast enough with respect
to the flat regions. Furthermore, the polytopic spaces Zi do not satisfy the convexity
and curvature requirements of Assumption 3.6. The sharp corners of Zi have two major
effects on the attained distributions. First, the algorithm is likely to get stuck in the
corners because the range of angles leading away is small. Second, if a high value of ξ is
located in front of a corner, then this value “shields” the area in the corner. This means
the movements are likely to be reflected at the high peak. For example ξ1 (0.625, −0.6)
in Figure 5.7 prevents the algorithm from approximating the peak ξ1 (0.625, −0.75).
,
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Figure 5.5: Way points of the robots/evaders on X shown as circles with blue numbers
indicating their importance to the robot. The dashed black square indicates
the whole experimental area. The designed importance map is depicted by
the red squares with red numbers indicating the expected importance. The
size of the squares indicates which area is regarded as important. The RLP
moves between the centers of the squares. The designed importance map
does not represent perfect knowledge about the robots goals.

5.4.3 Patrolling Performance
Both SLP and RLP strategies exploit the knowledge about the evaders visiting probabilities on X . The SLP uses random camera motions which do not assume any knowledge
about the evader movement. The RLP exploits additional information about evader
movement. Apparently, the RLP strategy is tailored specifically to the scenario in which
evaders move on straight lines. Hence, it is expected to perform better. However, knowing the RLP strategy, it is straightforward for an evader to devise a strategy that will
avoid detection. In contrast, the SLP strategy deviates from the important regions and
randomly scans the whole space. Thus it is difficult for a smart evader to stay undetected
when moving between important regions.
To evaluate the performance of a patrolling strategy, a standard OpenCV based blob
detection algorithm is employed directly on the images acquired by the pan-tilt cameras.
All situations in which at least half of an object is observed on the image are considered
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Figure 5.6: Left: 3D visualization of the importance map. A minimal observation priority
is given to the entire patrolling area and the weights have been normalized
by the highest priority. Right: Best achievable coverage πx , when guidance
maps ξi are exactly approximated.

as successful detections. The patrolling strategies are run for 15 min. For the SLP the
same design choices are used as reported in Section 5.4.2. The reference trajectory for
the low level controller is extracted after a burn-in time of 10, 000 steps. Table 5.3 summarizes the performance results of both strategies and an additional static case, where
each camera is fixed to one important location. The results confirm that the RLP performs better in this scenario. Moreover, one can see that deployment of pan-tilt cameras
is of clear advantage in a scenario, where a limited amount of cameras cannot cover all
important areas. To this end, the advantages of the SLP are unfortunately not demonstrated in experiments. For example, consider a scenario in which the evader actively uses
the information about how the patrolling strategy moves the cameras. Since the movements according to SLP are far more unpredictable an evader cannot exploit effectively
his knowledge about the strategy. The design and implementation of such a scenario is
open for future research. A demonstration video of the experiments with RLP and SLP
strategies can be found on the web (http://www.youtube.com/user/ETHZurichIfA).
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Figure 5.9: Achieved average coverage on X running the SLP. Simulation with 25 runs
for both cameras and 50, 000 steps. The first 100 000 steps of each run are
discarded. Space X is discretized with a grid of 470 points in each dimension.
The lower priority areas are lost since the simulated distributions pi do not
coincide exactly with the guidance maps ξ.

Strategy
Camera 1
Camera 1
Camera 2
Camera 2

average
maximum
average
maximum

RLP
59.3
65
67.7
71

SLP Static
21.7 17.3
27
18
20.3 13
24
15

Table 5.3: Average number of detections for RLP and SLP as well as a “Static” approach
where the cameras view is kept on the topmost and the lowermost position
with importance 5 from Figure 5.5. All three experiments are repeated three
times for 900 s at each run.

6 The RCopterX Test Bed
The last chapter of the thesis is devoted to the practical aspects of working with multiple
autonomous vehicles. The RCopterX test bed is an indoor testbed for miniature remote
controlled helicopters. It is designed to study high level algorithms, like the previously
presented MCMC source localization algorithm, for aerial drones. The chapter builds
on work published in [Huck et al., 2014b] and [Kunz et al., 2013], the M.Sc. projects
[Rueppel, 2013, Kunz, 2012, Daellenbach and Semeraro, 2012, Richner and Sneep, 2011]
and [Amstuz et al., 2012].

6.1 Objectives and Related Work
Formation shape control is a fundamental problem in cooperative control of vehicle formations. The goal is to adjust the motion of the individual vehicles by using limited
relative state information about neighboring vehicles, so that the formation achieves and
maintains a specified geometric shape. Among possible control strategies, the model
predictive control methodology [Camacho and Bordons, 2007], [Rawlings and Mayne,
2009] is suitable to tackle possibly arising state constraints in such problems. It has been
widely used for the control of unmanned aerial vehicles [Burri et al., 2012], [Ögren and
Robinson, 2012], [Kang and Hedrick, 2009]. Distributed model predictive control has attracted research in the last decades [Camponogara et al., 2002, Conte et al., 2012, Doan
et al., 2011, Giselsson and Rantzer, 2010, Stewart et al., 2010]. Particularly, several algorithms for multi-vehicle formation control have been proposed in the literature [Dunbar
and Murray, 2002], [Dunbar and Murray, 2006], [Inalhan et al., 2002], [Keviczky et al.,
2008], [Kuwata and How, 2011], [Kuwata et al., 2007], [Shim et al., 2003], [Summers
and Lygeros, 2012]. Some of these works focus on obtaining conservative conditions for
guaranteeing stability. Others propose iterative negotiation mechanisms for solving the
global optimization problem.
Much of the research on cooperative control of vehicle formations is theoretical or
methodological. It is important to develop experimental test beds that can validate control schemes and algorithms not only in simulation, but also on real hardware. Examples
of such test beds are described in [Cremean et al., 2002], [How et al., 2008], [Lupashin
et al., 2011], [Michael et al., 2010]. The presented indoor test bed is built for research on
both, low-level vehicle control and multi-vehicle coordination algorithms using miniature
helicopters. The experimental setup is small-scale. Thus, it is suitable for limited labo-

96

6 The RCopterX Test Bed

ratory space, but at the same time still provides capabilities for multi-agent scenarios. It
includes a modular custom control software, a hardware interface between a PC and the
radio-control signal transmitters, off-the-shelf miniature helicopters and an infrared vision
system for indoor global positioning. It guarantees a flexible and efficient structure of low
complexity while preserving many of the practical challenges of nonlinear and distributed
control.
To the best of the author’s knowledge, only two papers [Kuwata and How, 2011],
[Kuwata et al., 2007] describe experimental implementation of a distributed model predicted control algorithm on a multi-vehicle test bed. However, these algorithms are used
for trajectory optimization with non-convex constraints on relatively slow time scales.
Here, a distributed leader follower MPC approach is presented that achieves reference
tracking of the whole formation along with maintenance of the formation shape. The
individual agents solve their own optimization problem based on information from their
leader. Results of the experimental validation demonstrate the successful implementation
and the multi-agent capabilities of the setup.

6.2 Hardware Setup
Physical Environment
The RCopterX project [Huck et al., 2013] requires only a space of about 3 m×3 m×2.5 m,
where the ’flyable’ volume, i.e., the space reliably covered by the vision system, is about
2 m × 2 m × 2.5 m (see Figure 6.1). A schematic of the whole interconnected setup is

Figure 6.1: Visualization of the experimental space with the Tracker software. The numbered green rectangles symbolize the cameras field of views, the yellow frame
the space with good detection quality. The small green object depicts a
helicopter
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given in Figure 6.2. It incorporates the infrared vision system for measuring the position
and orientation of the vehicles, the two PCs, running the vision and the control software
separately, and the helicopters with transmitters. In order to attain reliable detections of

Vision Subsystem:

Camera System

Vicon Tracker
Position Data
Computation Node:
Streaming Client
Coaga API (C++)
Prototyping
Platforms:
MATLAB,
PYTHON

Threading
Filters
Controllers

Data-Transmission Interface

Control inputs

Transmitters

Figure 6.2: Schematic of the RCopterX test bed setup, depicting the basic control loop
the objects, the flyable space is shielded from sunlight and other infrared sources by black
curtains. The cameras are mounted on height-adjustable rails on the walls to minimize
disruption of the calibration.
Vision System
The 3D-position and the orientation are recorded by a Vicon motion capture system [Vicon Motion Systems Ltd., 2013]. It consists of 4 Bonita B3 cameras with 0.3 megapixels
and a maximal field of view of 82◦ horizontal and 66◦ vertical. The collected data is processed by the Vicon Tracker v1.2 software, running on a normal Windows 7 desktop PC
with an Intel Core i5-661, a dual core processor with hyper threading at 3.33 GHz and
16 GB RAM. The measurements are provided with a frequency up to 240 Hz and are
written to a data stream, which is accessible through a TCP/IE port. A frequency of
50 Hz is selected to match the frequency of the control loop, as discussed in the subsequent section. In this setup, reflective markers with a diameter of 9.5 mm are attached
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Figure 6.3: Blade mCX2 micro-coaxial helicopter. The original off-the-shelf helicopter is
equipped with an additional bar along the y -axis to achieve a better separation between the reflective markers. Right: The overlaid coordinate system
depicts the body coordinates

to the objects. These markers are the smallest possible given the camera type and the
covered volume. Although a high end computer vision setup is used here, it should be
noted that this is not necessary: in principle an inexpensive sensing system relying on
pose estimation and filtering could be used instead [Han et al., 2009].

Transmitter and Helicopter
The control signal is sent to the vehicles via transmitters connected to the USB ports
of the PC running the Coaga software. The system relies on the Spektrum DSM2
protocol [Horizon Hobby Inc., 2013], a 2.4 GHz direct sequence spread spectrum (DSSS)
system, which is also compatible with DSMx receivers. Therefore it is widespread in
commercially available remote controlled devices. The transmission protocol operates
with an update frequency of 50 Hz. Although the control commands can be sent with
higher frequency, an intermission time of 20 ms proved to guarantee a loss-less signal
reception on the receiver side.
In this work, the Blade mCX2 coaxial helicopter [Horizon Hobby Inc., 2013] is used.
The helicopter is 20 cm long, has a rotor diameter of 19 cm and a weight of 28 g. It
has two linear servos to control the cyclic swash-plate movement, thus allowing for roll,
pitch, yaw and thrust control actions. In addition, it comes with a Bell-type stabilizer
bar and an onboard heading hold gyroscope for yaw angle stabilization. Except for a
retrofitted bar carrying infrared markers, no additional sensors are added (see Figure 6.3
for illustration).
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6.3 Software Architecture
The core part of the system is the in-house developed control software Coaga written in
C++. It runs on a separate standard PC with an Intel Quad-Core i5-760 at 2.8 GHz and
8 GB RAM. The main feature is the modularity of the classes. For example, supporting
the switching between controllers during flight, online tuning as well as adding or removing
controlled agents during operation. In addition to the control algorithms, Coaga provides
a filtering module to implement different estimators, e.g., a Kalman Filter for velocities
and accelerations. Furthermore, it incorporates an interface to external code written in
other languages like Python or Matlab. Thus it supports a rapid prototyping environment
for low level controllers as well as high level-algorithms.
A schematic of the software structure is given in Figure 6.4, illustrating the interactions between the involved main components, classes and external communications. The
execution of the threads and components are timed globally by an external clock. In
this case, the update frequency of the vision system represents the clock. Coaga’s vision
component polls the position measurements of the objects from the data stream. The
state update invokes all subsequent control computations and the interactions with the
transmission. This effectively determines the sampling time of the control loops for the
helicopters.

6.4 Helicopter Model
The model predictive control schemes, presented in Section 6.5.1, uses a discrete time
linear model for the helicopter dynamics. First, the non-linear model is derived in Section 6.4.1. Then, linearization and discretization steps are introduced in Sections 6.4.2
to 6.4.4.

6.4.1 Non-linear Model
The non-linear dynamical model is based on Newton-Euler mechanical laws for rigid
bodies, see [Padfield, 2007] or [Schafroth et al., 2010].
 
     
ẍB
Fx
p
ẋB
ÿB  = 1 Fy  − q  × ẏB 
m
z̈B
Fz
r
żB

(6.1)

 
      
ṗ
Mα
p
p
q̇  = I−1 Mβ  − q  × I q  .
r˙
Mγ
r
r

(6.2)
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Figure 6.4: Schematic of the Coaga software architecture, depicting the interactions of
the main threads (red boxes) as well as four example classes (blue boxes). The
green box represents an interface communicating with external prototyped
code. The external communications links are depicted by the broad arrows,
the internal interactions by dotted lines. Solid lines represent class ownership
and dashed lines inheritance. The world component for example owns all
objects including all helicopters, gets updated by the vision component and
notifies the controller component about changes.

101

6.4 Helicopter Model





The forces Fx Fy Fz and moments Mα Mβ Mγ refer to the body frame coordinate system of the helicopter, fixed to the helicopter Center of Gravity
(CoG).
The body


frame velocities of the helicopter are denoted by ẋB , ẏB , żB and p q r for the angular
velocities respectively. Here, the relation between the inertial frame of the measurement system and the body frame of the helicopter is characterized by an East-North-Up
configuration as illustrated in Figure 6.3 (see also [Zipfel, 2007] for definitions).
A reduced-order model is obtained by neglecting the pitch and roll angular states.
This is a reasonable approximation of the observed behavior of the coaxial helicopter
with a flybar. Using Euler angles, the angular velocity r can be mapped to the rotational
velocity Ψ̇ of the yaw heading angle Ψ. The detailed derivation of the mapping between
the coordinate systems can be found in [Kunz, 2012].
Now, consider the nonlinear continuous-time system
ẋ(t) = f(x(t), u(t), ω, ωr (t)),


with input vector u = ux , uy , uz , uΨ ∈ R4 , and state vector


x = xI , yI , zI , ψ, ẋB , ẏB , żB , ψ̇, xint , yint , zint ∈ R11 ,

(6.3)

(6.4)

where xI , yI , zI denote the position of the helicopter in the inertial frame. The control
inputs for pitch, roll, thrust and yaw are denoted ux , uy , uz , uΨ . Three integral states
xint , yint , zint for the inertial frame position are appended. They provide integral action
for the controller described in Section 6.5.1 in order reduce the steady state error in all
three spatial dimension. The function f (·, ·) : R11 × R4 → R11 is given by the nonlinear
dynamics
ẋI (t) = cos(Ψ(t))ẋB (t) − sin(Ψ(t))ẏB (t)
ẏI (t) = sin(Ψ(t))ẋB (t) + cos(Ψ(t))ẏB (t)
żI (t) = żB (t),
Ψ̇(t) = Ψ̇(t)
ẍB (t) = bx ux (t) + kx ẋB (t) + Ψ̇(t)ẏB (t)

(6.5)

ÿB (t) = by uy (t) + ky ẏB (t) − Ψ̇(t)ẋB (t)
z̈B (t) = bz uz (t) − g

Ψ̈(t) = bΨ uΨ (t) + kΨ Ψ̇(t)

and the integrator dynamics
ẋint (t) = ki (xI (t) − xref (t))

ẏint (t) = ki (yI (t) − yref (t))
żint (t) = ki (zI (t) − zref (t)).

(6.6)

The parameter vector ω ∈ R9 in (6.3) contains the model parameters kx , ky , kΨ , ki , the
input parameters bx , by , bz , bΨ and the gravitational force g. The parameters comprise
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the mass and inertia from the motion laws (6.1) and (6.2). Moreover, a single integrator
gain ki is assumed in (6.6). The possibly time-varying references xref , yref , zref in the
integrator dynamics are lumped together in a reference vector ωr ∈ R3 .

6.4.2 Linear Model
A linear approximation of (6.3) is derived by the first-order terms of the Taylor series
expansion around some set point (x̂(t), û(t))

ẋ(t) = f(x(t), u(t), ω, ωr (t)) ≈ f(x̂(t), û(t), ω, ωr (t))
∂f(x(t), u(t), ω, ωr (t))
+
∂x(t)

(x̂(t),û(t))

(x(t) − x̂(t))

∂f(x(t), u(t), ω, ωr (t))
(u(t) − û(t))
∂u(t)
(x̂(t),û(t))
˙
≈ x̂(t)
+ A(t)(x(t) − x̂(t)) + B(u(t) − û(t))

+

with the matrices A(t) and B, given by

∂f(x(t), u(t), ω, ωr (t))
∂x(t)
(x̂(t),û(t))

0 0 0 −sΨ ẋB − cΨ ẏB cΨ −sΨ
 0 0 0 c ẋ − s ẏ
sΨ
cΨ
Ψ B
Ψ B

0 0 0
0
0
0

0 0 0
0
0
0


0
kx
Ψ̇
0 0 0

0
−Ψ̇ ky
= 0 0 0

0 0 0
0
0
0

0 0 0
0
0
0

ki 0 0
0
0
0

 0 ki 0
0
0
0
0 0 ki
0
0
0

A(t) =

0 0
0 0
1 0
0 1
0 ẏB
0 −ẋB
0 0
0 kΨ
0 0
0 0
0 0

0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0


0
0

0

0


0

0

0

0

0

0
0

,

(x̂(t),û(t))

(6.7)
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0 0 0 0
0 0 0 0 


0 0 0 0 


0 0 0 0 




bx 0 0 0 


=  0 by 0 0 


 0 0 bz 0 


 0 0 0 bΨ 


0 0 0 0 


0 0 0 0 
0 0 0 0


B=

∂f(x(t), u(t), ω, ωr (t))
∂u(t)

(x̂(t),û(t))

(6.8)

The dynamics (6.3) evaluated at the set point become
˙
x̂(t)
= f(x̂(t), û(t), ω, ωr (t))

(6.9)

For brevity, the cosine and sine of Ψ are denoted by cΨ and sΨ respectively. The time
dependency of variables or parameters in the matrices is not written explicitly; see Appendix B.1. The three non-zero eigenvalues of (6.7) are given by:
λ1 = kΨ


q
1
λ2/3 = · kx + ky ± kx2 − 2kx ky + ky2 − 4Ψ̇2
2

(6.10)

In the remainder, the linearized system is represented in a full-state representation
given by
˙
ẋ(t) = A(t)(x(t) − x̂(t)) + B(u(t) − û(t)) + x̂(t)
˙
= A(t)x(t) + Bu(t) + x̂(t)
− A(t)û(t) − Bx̂(t)
= A(t)x(t) + Bu(t) + c(t)

(6.11)

˙
with c(t) = x̂(t)
− A(t)x̂(t) − Bû(t).

6.4.3 Hovering Simplification
The linearization of the dynamic equations for ẋi , ẏi , ẍB and ÿB in (6.5). lead to a crosscoupling between x and y components via the rotational states Ψ and Ψ̇ (see velocity
terms in (6.7)). Experimentally, it can be observed that the helicopter model predicts
the behavior of the real system better when these coupling terms are removed. This
simplification corresponds to the assumption that the helicopter is always in hovering
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mode, i.e., the model is linearized around set points with zero velocities. Only the body
frame velocities and the yaw angle take direct influence on the linearization of (6.7). The
matrix (6.8) is independent of the input set point û. Furthermore, the set points for the
“virtual” integrator states are always zero. With the set point


 
x̂I (t)
x̂I (t)
 ŷI (t)  ŷI (t)


 
 ẑI (t)  ẑ (t)

  I 
 ψ̂(t)  ψ̂(t)




 
ûx (t)

 x̂˙ (t)  
 B
  0 
 ûy (t) 

 ŷ˙ (t)  

(6.12)
û(t) = 
x̂(t) =  B
= 0 
 ûz (t) 

˙
 
ẑ
(t)
 B
  0 

 ˙
 
ûψ (t)
 ψ̂(t)   0 


 
x̂int (t)  0 


 
ŷint (t)  0 
0
ẑint (t)
the system matrix becomes

0 0 0
0 0 0

0 0 0

0 0 0


0 0 0

A(Ψ̂(t)) =  0 0 0

0 0 0

0 0 0

ki 0 0

 0 ki 0
0 0 ki

0 cos(Ψ̂) − sin(Ψ̂)
0 sin(Ψ̂) cos(Ψ̂)
0
0
0
0
0
0
0
kx
0
0
0
ky
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0 0
0 0
1 0
0 1
0 0
0 0
0 0
0 kΨ
0 0
0 0
0 0

0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0


0
0

0

0


0

0 .

0

0

0

0
0

(6.13)

Experiments show that this assumption is reasonable for set point changes that are
not too large. The derived continuous time model (6.11) with (6.13) is a linear timevarying model,
dependent
on the yaw-angle set point Ψ̂ and the position reference


ωr (t) = xref , yref , zref . The treatment of these dependencies is discussed later on
during the control design in Section 6.5. The identified model parameters are provided
in Section 6.5.4.

6.4.4 Discretized Model
The system is zero-order hold sampled such that the states, inputs and matrices are
constant over the sampling period Ts for kTs ≤ t < (k + 1)Ts , k ∈ Z+ . The matrix
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(6.8) is time independent and therefore constant.
x(t) = x(kTs ) = xk
u(t) = u(kTs ) = uk
A(t) = A(kTs ) = Ak
˙
c(t) = x̂(kT
s ) − Ak x̂(kTs ) − Bû(kTs ) = ck

(6.14)

The discrete matrices are approximated by a first order method. Apparently, forward
Euler integration can become numerically unstable if the sampling period is chosen too
large. For the identified model, the selected sampling time of the closed loop system is
sufficiently small (see Section 6.5.4 for the model and discussion). A better approximation could be achieved, e.g., by computation of the matrix-exponential (see [Moler and
Van Loan, 2003] for methods). However, experiments show no significant benefit when
using more precise integration methods. Matrix Ad,k is obtained by approximating the
matrix exponential of Ak with the first-order terms of the McLaurin series expansion
Ad,k = e Ak Ts ≈ I + Ak Ts

∈ R11×11 ,

(6.15)

where I is the identity matrix of appropriate dimension. Bd and cd,k are Euler-Integrations
of B and ck respectively, given by
Z

Ts

Bd =
τ =0
Z Ts

cd,k =
τ =0

e Ak τ dτ B ≈ BTs
e Ak τ dτ ck ≈ ck Ts

∈ R11×4
∈ R11×1 .

(6.16)
(6.17)

The applied Euler-Integration and the obtained matrices can be found in Appendices B.2
and B.3.

6.5 Controller Design
6.5.1 Model Predictive Control
In a standard model predictive control (MPC) scheme (see, e.g., [Camacho and Bordons,
2007,Rawlings and Mayne, 2009]), a constrained, multi-stage optimization problem over
a horizon of N steps is solved at each time instance k. The
 ∗solution obtained
 from the
∗
∗
optimization problem is an optimal input sequence Uk = uk , . . . , uk+N−1 of which
only the first input is applied to the system as the current control action u(k) = u∗k . At
the next step, the prediction horizon is shifted by one step, the current system state is
measured and the problem is re-solved.
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For notational compactness, discrete input or state trajectories are denoted with a
capital letter and sub-index
 corresponding to the first time instance. The state trajectory is denoted by Xk = xk , . . . , xk+N  and the input trajectory,
which contains the

decision variables of the problem,
 by Uk = uk , . . . , uk+N−1 . The state reference trajectory is denoted
by Xref,k = xref,k , . . . , xref,k+N and the input references trajectory

by Uref,k = uref,k , . . . , uref,k+N−1 . In view of the application to a fast control task,
it is desirable to set up a convex quadratic program for which fast solvers are available.
Hence, the cost function of the optimization problem is chosen to be a quadratic function
of the form
Jk (Xk , Uk , Xref,k , Uref,k ) =

k+N−1
X
i=k

(xi − xref,i )T Q(xi − xref,i ) + (ui − uref,i )T R(ui − uref,i )

+(xk+N − xref,k+N )T P(xk+N − xref,k+N ),



(6.18)

where the symmetric cost matrices Q  0 and R  0 penalize the deviations from the
reference states and inputs xref and uref respectively. In addition, the solution P to the
discrete algebraic Ricatti equation is used as terminal cost matrix, penalizing the state
xN at the end of the horizon. The states and inputs should respect the dynamics of the
system and are further constrained to lie in the convex sets X and U respectively. For the
considered problem it is sufficient to fix the constraint over the whole horizon. Hence,
the constraints are given by
xi+1 = Ad,i xi + Bd ui + cd,i
ui ∈ U,
xi ∈ X ,

i = k, . . . , N − 1
i = k, . . . , N.

(6.19)


>
x
,
u
Finally,
consider
a
stacked
notation
of
the
decision
variables
z
=
and zN =
i
i
i


xN , 04×1 , where 0n×m represents a zero matrix in Rn×m . The complete optimization
problem, minimizing the cost function (6.18), becomes
min
zi ,zN

subject to:

1 >
(z Pz zN ) − z>
ref,i Pz zN
2 N

N−1
X 1
>
>
(zi Qz,i zi ) − zref,i Qz,i zi
+
2
i=1

(6.20)

x1 = x
xi+1 = Ad,i xi + Bui + cd,i
zi ∈ Zi ,

i = k, . . . , N,

i = 1, ..., N − 1

where Qz = diag(Q, R) and Pz = diag(P, 04×4 ) are a block-diagonal matrix of the cost
matrices. The set Zi = Xi × Ui is the Cartesian product of the constraint sets. The
detailed derivation can be found in Appendix B.4.
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6.5.2 Numerical Convergence with Fast Convex Solvers
The two code generators CVXGEN [Mattingley and Boyd, 2012] and FORCES [Domahidi et al., 2012] are used to generate fast solvers for the optimization problem (6.20).
Although the first implementation relying on CVXGEN is delivering good performance for
the fast MPC problem, two aspects pose limitations for the application to the distributed
MPC approach presented in Section 6.6. First, running a distributed formation control
approach requires some flexibility with respect to the insertion or removal of helicopters.
This is not supported satisfactory by CVXGEN, as the code relies on global variables.
This would require to hard-code the controllers for each helicopter. Second, at the time
of testing the optimization problem size was limited by the server time required to generate the problem. Therefore, the FORCES generator is used subsequently. An important
observation from simulations is that the number of iterations the convex optimization
algorithm needs, depends on the problem data. The solver times can be reduced significantly when the data is scaled such that all inputs, states and constraints are within the
range of −1 to 1. It is straightforward to verify that the problem structure (6.20) does
not change when applying a nonlinear transformation following [Gill et al., 1981, Chap.7]
 
 −1

x̃
Dx (x − sx )
−1
z̃ =
= D (z − s) =
,
(6.21)
ũ
D−1
u (u − su )
and dropping all constant terms in the cost function. The involved matrices become
Q̃z,i = D> Qz,i D,

P̃z = D> Pz D,

Ãd,i = D−1
x Ad,i Dx ,
c̃d,i =

D−1
x (Ad,i sx

B̃ = D−1
x BDu ,

(6.22)

+ Bsu + cd,i − sx ).

The scaling matrix D ∈ R15×15 is block diagonal with the elements Dx ∈ R11×11
>
and Du ∈ R4×4 and the shift vector is s = sx , su ∈ R15 . The implemented values are
problem specific and are provided for the case studies in Section 6.5.4. The full derivation
can be found in Appendix B.5.

6.5.3 Trajectory Tracking
The MPC controller is used as trajectory tracking algorithm, based on an extension of the
Linear Time-Varying Model Predictive Control (LTV MPC) introduced in [Falcone et al.,
2007]. The LTV MPC approach is mainly based on the successive online linearizations
of the non-linear plant model along a given trajectory. Therefore, the tracking controller
consists of three steps. First, a continuous time reference trajectory for the helicopters
is generated offline. Second the state and inputs are sampled to extract set points for
the online linearization. In the final step, the optimization problem is formulated with the
linearized and discretized matrices of each time step and is solved in an MPC fashion.
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Trajectory Generation
The goal is to generate a continuous-time reference trajectory [xref (t), uref (t)] describing
the states and inputs of a system over time. For this purpose, the process dynamics are
described by the differential equation
ẋref (t) = f(xref (t), uref (t))
xref (t) ∈ X , uref (t) ∈ U.

(6.23)

The function f (·, ·) describes the helicopter dynamics (6.3). X and U are the physical constraint sets for the states and inputs described in Section 6.2. In the following
paragraph the time dependency are dropped to enhance readability.
The computation of the trajectories relies on the differential flatness property of nonlinear systems (see, e.g., [Fliess et al., 1995]). Motivated by [Murray, 2010], a mapping
between the original states and so called flat outputs is sought-after. From these outputs,
all states and inputs can be determined without integration. Apparently, it is possible to
derive such flat outputs for the nonlinear helicopter dynamics (6.5). Consider the state
vector (6.4) of the helicopter model without integral states


x = xI , yI , zI , ψ, ẋB , ẏB , żB , ψ̇ ∈ R8 ,

(6.24)

T

and the input vector u = ux uy uz uΨ . The integral states are omitted because
the reference value for integral state is always zero. Selecting the inertial frame positions
and yaw orientation as four flat outputs
w1 = xI ,

w2 = yI ,

w3 = zI ,

w4 = Ψ,

(6.25)

and expressing the remaining states through the flat outputs and their derivatives yields
the state descriptions
xI = w1
yI = w2
zI = w3
Ψ = w4
ẋB = cos(w4 )ẇ1 + sin(w4 )ẇ2
ẏB = − sin(z4 )ẇ1 + cos(w4 )ẇ2
żB = ẇ3
Ψ̇ = ẇ4 .

(6.26)
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Describing the inputs similar as functions of the flat outputs and their derivatives
ux =
=
uy =
=
uz =
uΨ =

1
(ẍB − kx ẋB − Ψ̇ẏB )
bx
1
(cos(w4 )[z̈1 − kx ẇ1 ] + sin(w4 )[ẅ2 − kx ẇ2 ])
bx
1
(ÿB − ky ẏB + Ψ̇ẋB )
by
1
(cos(w4 )[ẅ2 − ky ẇ2 ] + sin(w4 )[−ẅ1 + ky ẇ1 ])
by
1
1
(z̈ − g)
= (ẅ3 − g)
bz
bz
1
1
(Ψ̈ − kΨ Ψ̇)
=
(ẅ4 − kΨ ẇ4 ),
bΨ
bΨ

(6.27)

(6.28)
(6.29)
(6.30)

the dynamics can be rewritten in functional form
x = hx (w, ẇ),

u = hu (w, ẇ, ẅ),

(6.31)

where hx (·, ·) : R4 × R4 → R8 and hu (·, ·, ·) : R4 × R4 × R4 → R8 .
With the method presented in [Murray, 2010], it is possible to generate smooth pointto-point trajectories for the flat outputs wi . The desired reference trajectory for states
and inputs, computed by a simple evaluation of the functions (6.31), respects the dynamics (6.23). However, it is not obvious how to generate a trajectory that respects the
constraints. Therefore, the start and end point of the trajectory are adjusted empirically.
Discrete Trajectory
Let the states trajectory xref (t) and the input trajectory uref (t) describe the reference
trajectory to be tracked, generated by using the flat outputs. To apply the linear timevarying MPC scheme, the trajectory is sampled with a sampling time Ts . Starting at
some time t0 = k0 Ts , k0 ∈ Z+ one obtains
xref,i = xref (i Ts ),
uref,i = uref (i Ts ),

i = {k0 , ..., k0 + N}
i = {k0 , ..., k0 + N − 1}.

(6.32)
(6.33)

The states trajectory is sampled N times and the inputs N − 1 times, corresponding to
the horizon length needed in the MPC problem (6.20). In order to obtain the reference
trajectory, this implies an online resampling of the next state when shifting the horizon in
the MPC scheme. However, for practical purpose one could sample the whole trajectory
offline and use a look-up table.
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MPC scheme
The MPC controller described in Section 6.5.1 solves the problem (6.20) at every sampling time t ≥ t0 for a prediction horizon of N steps. For the initial MPC stage at time t0 ,
the state and input trajectories (6.32) and (6.33) can be used to compute the dynamical
constraints. According to the steps taken in Sections 6.4.1-6.4.4, the linearization of
the system matrix in each step is essentially a simple evaluation of four matrix entries.
Hence, with the reference yaw angle given, one obtains Ad,i (Ψ̂i ) = Ad,i (Ψref,i ). For the
derived model, the Bd matrix (6.16) does not need to be re-linearized since it is independent of û. Since the state trajectory Xref is sampled from the continuous trajectory of
the non-linear system, the vector cd,i can be computed by
cd,i = x̂˙ k Ts − Ak x̂k Ts − Bûk Ts

= (xref,i+1 − xref,i ) − Ak xref,k Ts − Buref,k Ts

(6.34)
(6.35)

In the consecutive stages one can make use of the previously computed control seof the MPC optimization. Recall that the optimized input sequence U∗k =
quences
∗
uk , . . . , u∗k+N−1 denotes the control trajectory at time step k, which minimizes the
stage cost function over the horizon N. From this control sequence, only the first control input u∗k is applied to the system. The other control inputs are used as nominal input
trajectory for the next MPC problem at time k + 1


Ûk+1 = ûk+1 . . . ûk+N−1 ûk+N


= u∗k+1 . . . u∗k+N−1 u∗k+N−1 .
(6.36)
In (6.36), the N-th value for the nominal input is not available from the preceding optimization step. Therefore the previous optimized input value u∗k+N−1 is taken. An
alternative choice would be to use the subsequent sample from the reference trajectory,
i.e., to set ûk+N = uref,k+N . However, since the helicopter might have deviated from the
precomputed trajectory, assuming a constant input on the last step leads to a smoother
behavior. The new sequence Ûk+1 is needed to obtain a state trajectory X̂k+1 to move
to the next MPC stage. This can be achieved in three different ways. First, by applying
Ûk+1 in simulation as piece-wise constant inputs to the nonlinear system (6.3), starting
at time t0 = (k + 1)Ts with initial condition x0 = x∗ ((k + 1)Ts ) (or a measurement of
the current state). Then, obtaining the samples x̂i and re-starting with the linearizations.
Second, similar to the inputs, one could use the predicted trajectory of the controller


X̂k+1 = x̂k+1 . . . x̂k+N x̂k+N+1


= x∗k+1 . . . x∗k+N g(x∗k+N , ûk+N )
(6.37)
where the last step is predicted by some function, depending on the last predicted state
and nominal input. For example, by a first order Euler integration of the non-linear
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system g(x∗k+N , ûk+N ) = f (x∗k+N , ûk+N )Ts . The third option is to extend the nominal
step of the reference trajectory such that X̂k+1 =
trajectory appending the subsequent

x̂k+1 . . . x̂k+N xref,k+N+1 . Clearly, the latter is not using feedback on the model
approximation since it depends on an offline computed trajectory. The first two options
“warm-start” the model approximation. The choice between the feedback strategies
depends on the trade-off between accuracy and computational demands.
LTI Approximation
For set point tracking, the problem formulation can be further simplified by using a
constant approximation of the time-varying system. For a given nominal set point x̂, the
problem (6.20) is solved with constant matrix Ad,i = Ak (Ψ̂) for all i = {k, ..., k + N}.
Assuming the helicopters to hover at the set point, the vector cd,i is given by (6.35) for
zero input. To track the reference trajectory (6.32) with the LTI approximation, in each
iteration of the MPC scheme, the subsequent step of the reference trajectory is used as
set point.

6.5.4 Experimental Results
Model parameters and constraints
For the results in this section and in Section 6.6.2, the following model parameters are
used for all helicopters.
kx = −0.5

ky = −0.4
kψ = −5.0
ki = 1

bx = 17700
by = 20900
bz = 17800

g = 9.81
(6.38)

bψ = 111

According to the update frequency of the transmitter, the sampling time is Ts = 20 ms.
To see whether this sampling time is sufficient for the Euler integration (6.15), the local
truncation error over one sampling period is calculated. For a fixed orientation, the error
between the Euler integration and the matrix exponential is sufficiently small. The Euler
integration leads to a maximal error of 0.3 mm and 0.03 rad for the worst case initial
condition (see (6.39)). Computing the eigenvalues in (6.10) for the above parameters
values, the fastest time constant of the LTV system is 0.2 s. The sampling time Ts is one
order of magnitude smaller than the time constant, which is sufficient for control [Franklin
et al., 1998].
Based on the physical bounds of the real helicopter and the actuator limits, the decision
variables are constrained to be within a box. Furthermore, the spatial dimensions are
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limited, such that the upper and lower limit of the constraints are given by


xmin = −1.2, −1.2, 0, −3, −3, −2, −25


xmax = 1.2, 1.2, 2, 3, 3, 2, 25




umin = −1, −1, 0, −0.4 , umax = 1, 1, 1, 0.4

(6.39)



(in the format xI [ m], yI [ m], zI [ m], ẋB [ ms ], ẏB [ ms ], żB [ ms ], ψ̇[ rad
s ] ). In general, the scaling of the variables is based on the ranges of the state and input constraints. However,
not all states have to be constrained. Thus, the scales for these unconstrained variables
are chosen based on empirical observations, such that they have approximately the same
magnitude. The selected scaling matrix D and shift-vector s of (6.21) are
h
m
m
D = diag( 1.2 m, 1.2 m, 1 m, 10 rad, 3 , 3 , · · ·
s  s
rad
m
, 1, 1, 1, 1, 1, 0.5, 0.4 )
2 , 25
s
s
(6.40)

>
sx = 0 0 1 m 0 0 0 0 0 0 0 0

>
su = 0 0 0.5 0 ,
such that the box constrained sets Zi becomes −1 ≤ z̃i ≤ 1. The set point ûz = 0.55
is chosen from experiments to keep the helicopters hovering at the same height. This
explains the entry in the shift vector and the limited input range in (6.39). Furthermore,
the nominal operation height z of the helicopters is shifted to 1 m.
LTV design

The weight matrices are chosen empirically as


Q = diag 50, 50, 5, 10, 3, 3, 1, 2, 15, 15


R = diag 2, 2, 2, 2 ,

where diag(·) denotes the entries on the diagonal of a matrix with appropriate dimension.
For computational reasons, no terminal cost is considered for the LTV implementation,
thus P = Q is chosen. Moreover, integral states (6.6) are only included for the x and y
component.
LTI design

The weight matrices for the LTI approximation are chosen as


Q = diag 8, 8, 8, 4, 1, 1, 1, 1, 1, 1, 1


R = diag 5, 5, 5, 1 ,

The LTI requires a different tuning because of the terminal cost matrix P .
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Reference Tracking

xI in mm

500
0
−500

0

2

4

6

8
yI in mm

500
0

8
6
4
2
0

0

2

4

6

8

Simulation
Reference

0

2

4
6
time in s

500
0
−500

8

0

2

4

6

8

0

2

4

6

8

4
6
time in s

8

500
0
−500
ΨI in rad

−500
ΨI in rad

yI in mm

xI in mm

The reference tracking is tested for the LTV approximation. Figure 6.5 shows the helicopter’s position and heading while tracking a circle trajectory. In simulation the heading
angle is tracked very well and the deviations in xI and yI are also very small (approximately
2.5 cm). Also, the horizontal position and the heading are tracked well on the test bed
implementation, where the maximum deviation in xI is approximately 4.0 cm and the
deviation in yI approximately 8.5 cm. Other trajectories were tested, for example pirouettes and Ferris-wheels. The tracking results of these trajectories can be found in [Kunz,
2012].
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Figure 6.5: Helicopter position and heading angle tracking a circle trajectory on a horizontal plane. The MPC controller is using the LTV approximation. Left:
Simulation results. Right: Implementation on the test bed

Set Point Tracking
The performance of LTV and LTI design are compared for a hovering experiment. An
MPC horizon length of N = 18 steps is used for 3 independent runs of 2 minutes.
Apparently, a direct comparison is difficult since the tuning of both designs is different.
However, it can be seen from Figure 6.6 that a similar hovering performance can be
achieved. The deviation from the hovering point is given as root means square error
(RMS) of each component, averaged over the three runs. In the horizontal plane an RMS
of less then a tenth of the helicopter length is to be expected. For the LTI approximation
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a deviation of only 1.5 cm occurs. Clearly, the additional z-integrator has the expected
impact and reduces the vertical error significantly. The helicopter deviates only by about
1.1 cm, which is also a tenth of its height. In view of all approximations made to the
non-linear model, the achieved values are very good. The results suggest that the use
of a terminal cost is not a necessary requirement since both approaches achieve similar
performance. The LTI approximation with terminal cost is empirically easier to tune, but
the computational demand increases.
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Figure 6.6: Root mean square error [in mm and rad] averaged over 3 independent hovering flights of 2 min. Red bars (1): LTV implementation without z-integrator.
Blue bars (2): Presented implementation with terminal cost.

Computation time
The computation times of the MPC problem with LTI approximation are analyzed for
different horizon lengths. A sequence of set point changes is applied within 45 s to cover
a range of different initial conditions. The short flight time is selected to repeat the experiment three times with similar battery conditions. Every 4 s the position reference
(xref , yref , zref , Ψref ) is changed along the points (300, 0, 1400, 0), (300, 300, 1400, 0),
(−500, 300, 1400, 0), (−500, 300, 1000, 0), (−500, 300, 1000, 3π).
The code implementation is optimized so that the computation times of the control
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inputs are dominated by the solver time. Figure 6.7 shows the controller times for the
horizons N = {2, 7, 18, 60, 110}. The average time for the longest horizon is with 18 ms
still below the sampling time. However, the solver occasionally exceeds 20 ms. This
happens most likely in case of bad initial conditions in the optimization problem. The
RMS in all dimensions are bigger than in hover, which can be explained by the abrupt
change of set points. One can observe that the RMS of x corresponds to a deviation of
about a helicopter length, which is twice as big as the RMS in y . This is likely to stem
from the fact that the dynamics in forward and backward flight along xB are different.
First, this difference is not captured in the model and second the dynamics along the
yB -axis of the helicopter are more symmetric. A significant improvement with respect to
the step length can be seen in the vertical axis for a horizon length of N = 18. For short
horizons, the helicopter drops below the reference height when switching from set point
three to four. This happens because the control almost turns of the rotors to reduce
the height rapidly. Thus, the helicopter is not able to recover hovering immediately
once it attains the reference value. It can be seen that for long horizons the errors in
z and y increase slightly. This can be explained with the use of the LTI approximation
since the linearization is not accurate enough anymore. The results suggest that a
200
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z
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80 100
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120

Figure 6.7: The results are obtained from three hovering flights of 45 s for each horizon
length. Left: The curve with red squares indicates the mean solver times
while the blue squares show the maximal encountered times. The red dashes
line depicts the sampling time of the system. Right: Root mean square errors
for the three spatial dimensions for different horizons of the MPC problem.
horizon length of about 20 steps is favorable. Taking a longer horizon is increasing the
computational demand without major improvements on the RMS. The horizon length
should be selected accordingly. However, in the formation control problem presented in
the subsequent section, it had to be reduced to 10 steps for computational reasons.
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6.6 High Level Algorithms
6.6.1 A Leader-Follower MPC Scheme for Formation Control
The main objective of the algorithm is to maintain the relative positions of follower
helicopters with respect to their designated leader, irrespective of planned or disturbed
movements of the leader. In this way, a global optimization problem is solved, where
the terms in the objective that couple neighboring vehicles are distributed amongst the
followers.
The desired relative state between two generic helicopters HL and HF is expressed

>
by an offset vector d(F,L) = dx(F,L) , dy(F,L) , dz(F,L) , dΨ(F,L) , 0, 0, 0, 0, 0, 0, 0 . The first
four elements describe the formation. The relative velocities and integral components of
d(L,F ) are set to zero. Every helicopter is assumed to measure its own global position and
to receive information about the relative state and predicted trajectory of the vehicles it is
following via a communication link. To simplify the exposition and implementation, every
follower is assumed to follow only a single vehicle. However, the scheme described here
can be modified to handle any directed acyclic communication graph. Where necessary in
the following discussion, the variables corresponding to a specific helicopter are denoted
with a sub-scripted letter in brackets and the relative quantities with the letters of the
two helicopters involved.

Figure 6.8: Schematic of a formation with leader H1 and two followers. The solid lines
represent the actively controlled relative positions, where the dotted relative position d(2,3) is only implicitly controlled. The dashed arrows show the
communication links.
The leader tracks a global reference using the MPC scheme described in Section 6.5.1
and obtains at each time step k the optimal solution X∗k , U∗k to the problem (6.20). The
optimized predicted state trajectory X∗k , referred to as the leaders plan, is communicated
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to the followers, who track a transformed version of this plan independently of the global
reference or the other followers. The nominal reference at horizon step i for follower HF
of leader HL is then given by (6.41), but the distance d(L,F ) is added to the rotated plan
x∗(L),i of the leader to introduce the desired offset.


Ω(φ(L,F ),i )x∗(L),i + d(L,F )
zref,(F ),i =
.
(6.41)
uref,(F )
The rotation matrix Ω maps the variables given in the body frame coordinate system
of the leader into the followers frame. For the model considered in Section 6.4.1, where
pitch and roll angles are neglected, only the two translational velocities ẋB and ẏB need
to be rotated. Thus, the rotation is expressed through
 4×4

I
04×2
04×4


cos(φ(L,F ),i ) sin(φ(L,F ),i )
2×4
5×2 
0
Ω(φ(L,F ),i ) = 
0
(6.42)

,
− sin(φ(L,F ),i ) cos(φ(L,F ),i )
05×4
05×2
I5×4
with the relative orientation φ(L,F ),i = Ψ(L),i −Ψ(F ),i . The angles Ψ(L),i are communicated
and therefore known to the follower. However, the followers orientation is not known
before solving the optimization problem. The choices on how to select an orientation
beforehand are discussed in Section 6.6.2
The optimization problems are scaled as described in 6.5.2. In general, two helicopters
could have different scaling ranges and shift-vectors (D(L) , s(L) ) and (D(F ) , s(F ) ). Hence,
the scaled state reference for the follower is given by

∗
x̃ref,i = D−1
x,(F ) Ω(Dx,(L) x̃(L),i + sx,(L) ) + d(L,F ) − sx,(F )
∗
= D−1
x,(F ) ΩDx,(L) x̃(L),i
|
{z
}

+

Ω̃
−1
Dx,(F ) d(L,F )

|

−1
+ Dx,(F
) (Ωsx,(L) − sx,(F ) )
{z
}

(6.43)

d̃(L,F )

Taking (6.21) to be representation of the scaled variables of the follower such that its
scaled multi-stage problem is given by
 ∗
>
1 >
Ω̃x̃(L),i + d̃(L,F )
z̃ P̃z z̃N −
min
P̃z z̃N
z̃i
ũref,i
2 N
 ∗
>
N−1
X1
Ω̃x̃(L),N + d̃(L,F )
>
+
z̃ Q̃z z̃i −
Q̃z z̃i
ũref,N
2 i
i=1
subject to:

x̃1 = x̃
x̃i+1 = Ãd,i x̃i + B̃d ũi + c̃d,i
z̃i ∈ Z̃i

i = 1, ..., N

i = 1, ..., N − 1
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The vector c̃d,i also needs to be calculated with the descaled and rotated leader reference.
Three main advantages of this approach can be identified. First, the followers use both
the current relative state and plan of the leader, allowing them to anticipate leader motion
to provide better stabilization of the formation. Second, the leader-follower structure
allows coupling terms in the objective to be distributed straightforwardly amongst the
followers. Given the reference trajectory, the followers can independently and in parallel
optimize their own decision variables. No iterative negotiation mechanism is required.
Thus, the formation control task can be executed at half the rate as for a single vehicle,
with all plans being updated every few milliseconds. Third, since the optimization problem
structure is the same for follower and leader, the same generated code can be used. This
facilitates changes to the formation structure, e.g., re-assignment of followers to other
leaders or changing the leader of the formation.

6.6.2 Experimental Results
For the experiments, the LTI approximation is used with the settings given in Section 6.5.4. This is done to simplify the implementation and to achieve fast computation
times on the available resources. For the validation of the formation control approach,
the following three implementation aspects are addressed. The first two arise from the
use of the LTI approximation instead of the time-varying approach.
Linearization When applying the MPC scheme with LTI approximation, the linearization and recalculation of matrix A and vector cd is only required if changes in the reference
occur. From the follower perspective this happens at every step since the plan of the
leader is generally not constant. Moreover, the choice of the angular set point Ψ̂ for
linearization is different for a follower. Since the global reference is unknown to the
follower, he should linearize around its best estimate of a future operation point. Under
the assumption of a sufficiently long optimization horizon, the last state in the leaders
optimized plan x∗(L),N is going to coincide with the global reference point. Therefore, the
shifted terminal state vector x̂F = d(L,F ) + x∗(L),N is used as the linearization point for the
followers.
Fixed Rotation The computation of the rotation matrix (6.42) requires knowledge
of the follower orientations Ψ(F ),i over the entire optimization horizon. Clearly, this
orientation is not known a priori. One approach would be to start with an initial guess
for the rotation matrices of each step. Then, the optimization problem could be solved
iteratively by obtaining a nominal orientation trajectory and refining the rotation matrices.
Here, a computationally less demanding implementation is chosen. The matrix Ω is
calculated once with the desired orientation difference φ(L,F ) = dΨ(L,F ) and kept constant
over the horizon.
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Homogeneous group The group of agents is considered to be homogeneous with the
same parameters and scaling. Therefore, the term Ωsx − sx in (6.43) becomes zero,
which further simplifies the computation.
The approach is validated with a formation of three helicopters and is successfully
implemented to work for sampling times in the range of milli-seconds. The formation
is shown in Figure 6.8, with the formation leader H1 and the two direct followers H2
and H3 . All helicopters solve an MPC problem with horizon length N = 10. The
experimental results show that the proposed algorithm tracks reliably reference changes
to the formation positions and changes of its geometrical shape. In Figures 6.9 and 6.10,
the results of a 5 min experiment is shown. Several step changes are applied to the
leaders reference position in order to shift the formation. Moreover, step changes to the
controlled distances d(1,2) and d(1,3) are applied. One can see that the reference signals
of the followers (6.41) vary with the movements of the leader (Figure 6.9). The RMS of
the leader and both followers are given in Table 6.1. It can be seen that compared to the
leaders tracking error, the followers track the controlled distances similarly well. In general
x [mm]
Leader
68.85
Follower 1 85.09
Follower 2 85.75

y [mm] z [mm] Ψ [rad]
51.58
32.29
0.16
65.49
127.79 0.21
72.92
46.91
0.27

Table 6.1: RMS errors of all three helicopters for a 5 minute experiment. Several step
changes to the leaders reference and the controlled distance are applied.

the deviations from the desired distances are not more than 20 cm, which is about the
length of the helicopters. Some bigger deviations from the references occur in two cases.
First, an overshoot of the leader can be observed for step changes of the reference signal.
Similarly, overshooting of the followers for a step change of their controlled distance can
be observed. Second, it is interesting to see that the largest tracking errors occur when
reference changes to the yaw angle are applied. For example, see the position tracking
errors at times 64 s, 122 s and 170 s (Figures 6.9 and 6.10). Although the followers track
changes in their nominal yaw distance well, they visibly deviate for changes in the leaders
yaw reference. This effect can be explained by the implementation choices described
above: The linearization of the followers model depends on the projected orientations
of the leader. Moreover, the constant rotation matrix depends on the nominal relative
orientation. Both approximations work well for slow changes in the yaw reference, but
become problematic for abrupt set point changes. The effect of this approximation error
on the position tracking can be explained by the neglected coupling between yaw motion
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and translation. It is remarkable that also the distance d(2,3) between the followers is
reliably tracked (Figure 6.10), since it is not explicitly present in the problem objective.
Experiments for a continuously varying reference showed a good performance, similar to
the tracking of the varying reference of the followers. However, the LTI approximation
and the three additional simplifications can be improved for large step changes. These
results suggest the use of the LTV formulation to further improve the movements of the
whole formation. Video material about some of the experiments as well as additional
material can be found in [Huck et al., 2013].
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Figure 6.9: Tracking performance for reference positions and orientations of each helicopter. Dashed lines represent the references. Solid lines are used for
the achieved trajectories (top) and errors (bottom). The x-component is
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Figure 6.10: Formation distances d(i,j) between the helicopter pairs. The dashed lines
represent the desired distance and solid lines the achieved distance (top).
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and the leader and implicitly defined d(2,3) . Bottom-Right: Yaw distance
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7 Conclusions and Future Directions
The goal of this thesis was to apply Markov Chain Monte Carlo methods to monitoring
and surveillance applications. The aim was to develop a methodology that is applicable
to physically constrained autonomous systems.
With the development of a discrete time MCMC sampler this goal could be achieved.
Its development was centered around the global optimization problems arising in environmental monitoring as well as search and rescue scenarios. The method takes the
dynamic constraints of physical systems into account. Therefore, it is well suited for the
direct implementation on autonomous vehicles. Establishing theoretical guarantees for
this MCMC algorithm constitutes the main methodological achievement of this thesis.
Requiring only practicable assumptions, it was shown that a unique stationary distribution exists. Moreover, it was possible to establish uniform convergence and a theoretical
bound providing guarantees that the algorithm delivers reliable results. Several extensions
to enhance the performance of the algorithm when applied as a global optimizer were
proposed. While retaining certain theoretical guarantees, the extensions improve the
algorithm substantially. The usability was successfully demonstrated by extensive numerical simulation of a source localization scenario with underwater vehicles. The location of
the source is obtained under realistic assumptions on the number of vehicles and mission
time. Moreover, the practical applicability of the algorithm was experimentally validated
on a test bed for autonomous mobile robots.
Two main conclusions can be drawn. First, on the basis of the theoretical guarantees, it is possible to make realistic estimations on the necessary resources to fulfill a
given monitoring objective. Second, from the practical perspective it can be said that
the algorithm is straightforward to implement. Moreover, it even works reliably in situations where theoretical assumptions are not satisfied. This suggests a certain robustness
against undesigned scenario features such as additional disturbances.
The sampler design facilitates interesting research in both theoretical and practical
direction. First and foremost, one could aim for an analytical description of the stationary
distribution. In this way, the parameters of the acceptance criterion can be optimized.
Moreover, deriving optimal acceptance rates could be one way to integrate adaptive
MCMC sampling techniques. Investigating time-varying scenarios would enlarge the scope
of applicable scenarios for this algorithm. Another interesting continuation is to establish
a rigorous analysis for the promising VMCMC heuristic. Advanced machine learning
theory might be used to design a more efficient function approximation. Based on this,
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one could derive criteria to estimate in which part of the space the highest information
gain is achievable. Exploiting this information can be used to actively guide the vehicles
and enhance the exploration process.
A second main achievement of this thesis is the extension of the method to surveillance scenarios with pan-tilt zoom cameras. The MCMC algorithm was embedded into a
stochastic patrolling strategy that guides the cameras to prioritized regions. A probabilistic coverage of the surveillance space is combined systematically with expertise knowledge
in order to enhance detection performance. At the same time, the strategy maintains
its randomness to encounter strategies of smart intruders. Information about the adversaries movements was further exploited in a second randomized patrolling strategy. The
performance of both randomized patrolling algorithms was experimentally assessed on an
automated dual camera test bed.
The full potential of the MCMC based patrolling strategy is to be investigated further, since the performance against a smart adversary has not been tested. A next step
is to evaluate the algorithm against smart adversaries, assuming that they can observe
the cameras position at every decision step to design feedback evading strategies. Another interesting direction would be to design cooperative patrolling strategies where the
cameras exchange and exploit information about their current positions. A coordinated
motion of the cameras increases the coverage of the space and thus reduces the chances
of an adversary to evade.
Another achievement of the thesis is the development of a micro-helicopter test bed.
It was designed to investigate the practical aspects of utilizing multiple autonomous vehicles. The applicability of high level control algorithms such as the MCMC method
can be demonstrated. A major advantage of the test bed is its small scale and modular
structure. The interchangeability of helicopters and controllers allows for a wide range
of experiments. For the first time a fast model predictive controller for miniature coaxial helicopters was implemented. On this basis, a distributed MPC formation control
algorithm was implemented and experimentally validated on the test bed.
Several steps can be taken to further investigate the distributed MPC scheme. One
example would be to robustify the formation against the loss of a helicopter. Moreover,
investigating practical applications, e.g., transportation of cargo, poses interesting problems for future research. The testing of high level algorithms motivates other future
research directions. Modeling of different vehicles and exploiting their dynamical limits
would open up the test bed for various algorithms and experiments.

Appendix

A Theoretical Analysis of the MCMC
Algorithm
A.1 Existence Proof for the Ideal Noise Free Case
Proposition A.1. Under 3.2 the Markov chain {sk }k≥0 generated by Algorithm 3.1 with
the transition kernel P has an invariant measure.
Proof. In view of [Hernández-Lerma and Lasserre, 2003, Theorem 7.2.3], to show the
existence of a stationary distribution for the defined Markov chain, it suffices to prove
that the transition kernel P is weak Feller. That is, it needs to be shown that for
any
R continuous and bounded function f on S, the mapping P f , defined as (P f )(·) :=
P (·, dy )f (y ), is continuous and bounded. Using (3.8), (3.11), Assumptions 3.2
S
and 3.4 and the functionality (i) for α, the mapping becomes
Z
(P f )(sk ) =
p (sk , s) f (s)ds
S


Z
I{θ∈Θ(sk )}
=
δxk +v (θk )T (x)
α(sk ) + δθk (θ)(1 − α(sk )) f (x, θ)dxdθ,
γ(sk )
S
Z
α(sk )
=
f (xk + v (θk )T, θ)dθ + (1 − α(sk ))f (xk + v (θk )T, θk ). (A.1)
γ(sk )
Θ(sk )

Using Assumption 3.2 and the properties of f it can be seen that (1 − α(sk ))f (xk +
v (θk )T, θk ) is continuous and bounded. By the curvature assumption γ(sk ) is continuous
as the size of the set Θ(sk ) in (3.9) changes continuously with respect to sk . Hence the
k ))
term α(s
γ(sk ) is also continuous, and bounded since γ 6= 0. Similarly, it can be shown that
the integration over the set Θ(sk ) on the right side of (A.1) is continuous and bounded
(see [Royden, 1988] and Appendix A.2). One can conclude that P f is continuous and
bounded. Weak Feller property of the transition kernel P follows.

A.2 Continuous Integration Over a Set
To show the continuity of the integrals in (3.27) with respect to sk , it requires to proof the
continuity for an integration over a set with continuous perturbation, since the integration
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set is state dependent. In the following, Theorems 5.10, 5.26 and 5.14 of [Royden, 1988]
where used.
For illustration consider any continuous and bounded function f on S, then for a small
perturbation  on the position the limit becomes

Z

Z
f (sk + , θ)dθ −

lim

→0
Θn (sk +)

Z
= lim

→0

Θn (sk )

≤ lim

→0
Θn (sk +)

Z

f (sk + , θ)dθ −

Θn (sk +)

Z

f (sk , θ)dθ

Z

f (sk , θ)dθ −

f (sk , θ)dθ +
Θn (sk +)

Θn (sk +)

f (s + , θ)dθ − f (sk , θ)dθ + lim
→0
{z
}
| k
→0 for →0

Z
f (sk , θ)dθ
Θn (sk )

Z
f (sk , θ)dθ
Θn (sk + )∆Θn (sk )
|
{z
}
→0 for →0

= 0,
where Θn (sk + )∆Θn (sk ) is the set-difference between the original and perturbed set.
In the last step the limes could be taken into the integration, since the function f is
continuous and bounded in its arguments.
The same reasoning can be made for the double integration in (3.27)
Z

Z

lim

→0

f (x, θ)dxdθ −

Θn (sk +) D(sk +)

Z

Z
f (x, θ)dxdθ

Θn (sk ) D(sk )

Z
= lim

f (x, θ)dθ = 0,

→0

T (sk + )∆T (sk )
|
{z
}
→0 for →0

where T (sk ) = Θn (sk ) × D(sk ) and ∆ is the set-difference.

A.3 Definition atan2
The atan2 used in this thesis is defined as
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arctan yx





arctan yx + π



arctan y − π
x
atan2(y , x) :=

+π/2





−π/2



0

für x > 0
für x < 0, y ≥ 0
für x < 0, y < 0
für x = 0, y > 0

.

(A.2)

für x = 0, y < 0
für x = 0, y = 0

A.4 Continuity of Border Function λ
Lemma A.1. The border function λ(s) in (3.42) is continuous on S.
Proof. Clearly, Equation (3.42) describes a continuous function over the space S if the
functions f1 and f2 are continuous. Both functions are continuous by construction, if f2
attains the same value at the discontinuities of η(s) = mod(δ(s), 2π) with the dividend
of the modulo operation δ(s) = θ − atan2 . Since θ ∈ [0, 2π] and atan2 ∈ (−π, π],
it becomes δ(s) ∈ [−π, 3π). Hence, the modulo has two discontinuities at δ(s1 ) = 0
and δ(s2 ) = 2π. Nevertheless, it can be shown that f2 takes the same values at the
discontinuities of δ(s1/2 ):
lim

δ(s1 )→0−

f2 (mod(δ(s1 ), 2π)) =

lim

δ(s1 )→0+

f2 (mod(δ(s1 ), 2π)).

Since f2 is continuous with respect to η, the limits can be interchanged such that
f2 (2π − ) = f2 (0),

(A.3)

which is also true for δ(s2 ) because of the periodic modulo operation. Similarly, η(s)
has to attain the same value at the discontinuity of δ(s), which occur due to continuous
motion of the vehicles on X and the atan2 function. Since δ(s) jumps by 2π, which is
exactly the divisor value of the modulo it can be concluded that λ is continuous.

A.5 Detailed Balance for the Basic Chain
It is well known, that if one is able to show that a Markov Chain is reversible with respect
to a distribution π(·), then π(·) is the stationary distribution of the chain ( see [Roberts
and Rosenthal, 2004]). One way of showing reversibility is the via the detailed balance
condition,
π(dx)P (x, dy ) = π(dy )P (y , dx), x, y ∈ S
(A.4)
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with transition kernel P .
In the following it is shown, that an analytical solution of the stationary distribution for
the basic chain (Kernel (3.11)) presented in Chapter 3 cannot be obtained via detailed
balance.
By re-arranging (A.4) and integration of one side, one gets
Z
1
P (y , dx)
=
.
(A.5)
π(dy )
S P (x, dy )
Writing the transition kernel in density form and inserting (3.21), the integral above
consist of the two terms, of which the second term (B) is for brevity not given in detail
dy
=
π(dy )

Z

I{x1 ∈D(y )} I{x2 ∈Θn (y )} α(y )

dx + B
I
γX (y )γΘn (y )[q(y |x)α(x) + {yγ1X∈D(x)}
δ
(x
)(1
−
α(x)]
y2 2
(x)
Z
I{x1 ∈D(y )} I{x2 ∈Θn (y )}
α(y )
=
dx + B
γX (y )γΘn (y ) S [q(y |x)α(x) + I{y1 ∈D(x)} δy (x2 )(1 − α(x)]
2
γX (x)
Z
Z
α(y )
1
dx1 dx2 + B
=
γX (y )γΘn (y ) D(y ) Θn (y ) q(y |x)α(x) + I{y1 ∈D(x)} δy (x2 )(1 − α(x))
2
γX (x)
Z
Z
γX (x)
α(y )
=
dx1 dx2 ...,
I{y2 ∈Θn (x)}
γX (y )γΘn (y ) D(y ) Θn (y ) I{y ∈D(x)} [
α(x)
+
δ
(x
)(1
−
α(x))
y
2
2
1
γΘn (x)
(A.6)
S

where in the last step the proposal density in the demonitator was replaced by
q(y |x) =

I{y1 ∈D(x)} I{y2 ∈Θn (x)}
.
γX (x)γΘn (x)

(A.7)

Carrying out the integration over the set D(y ) for some y , it can be seen, that for all
x ∈ D(y ) there is a set D(x) which defines the indicator funtion in the denominator.
If the spatial component y1 of the given y is not in D(x), then the indicator funtion
becomes zero. Since for every y an x ∈ D(y ) × Θn (y ) exists, such that y ∈
/ D(x) only
the trivial solution π(dy ) = 0 can be found (the second term B does not alter this results,
as it is also always positive).
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B.1 Linearizations
Given the state vector (6.4) and the nonlinear function (6.3) from Section 6.4.1
   
  

x1
xI
f1
cos(Ψ)ẋB − sin(Ψ)ẏB
x   y 
 f  sin(Ψ)ẋ + cos(Ψ)ẏ 
B
B
 2  I 
 2 
x   z 
f  

ż
B
 3  I 
 3 

x   ψ 
f  

Ψ̇
 4  
 4 

   
  

 x5   ẋB 
 f5   bx ux + kx ẋB + Ψ̇ẏB 
   
  

x =  x6  =  ẏB  ∧ f =  f6  =  by uy + ky ẏB − Ψ̇ẋB  ,
(B.1)
   
  

 x7   żB 
 f7  
bz uz − g

   
  

 x8   ψ̇ 
 f8  

bΨ uΨ + kΨ Ψ̇
   
  

 x9  xint 
 f9  

ki (xI − xr ef )
   
  

x10  yint 
f10  

ki (yI − yr ef )
x11
zint
f11
ki (zI − zr ef )
the partial derivatives are given by
∂f1
= cos(Ψ),
∂x5

∂f1
= − sin(Ψ)ẋB − cos(Ψ)ẏB ,
∂x4
∂f2
= cos(Ψ)ẋB − sin(Ψ)ẏB ,
∂x4

∂f2
= sin(Ψ),
∂x5

∂f1
= − sin(Ψ)
∂x6

(B.2)

∂f2
= cos(Ψ)
∂x6

(B.3)

∂f3
=1
∂x7

(B.4)

∂f4
=1
∂x8

(B.5)

∂f5
= kx ,
∂x5

∂f5
= Ψ̇,
∂x6

∂f5
= ẏB
∂x8

∂f6
= −Ψ̇,
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∂x6
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= −ẋB
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∂f5
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(B.6)
(B.7)

134

B Helicopter Modeling and Control

∂f7
= bz
∂u3
∂f8
= kΨ ,
∂x8
∂f9
= ki ,
∂x1

(B.8)

∂f8
= bΨ
∂u4

∂f10
= ki
∂x2

(B.9)

∂f11
= ki ,
∂x3

(B.10)

which result in the linearized system matrices (6.7) and (6.8).

B.2 Euler Integration
For a differential equation with ẏ = f (t, y ) one has
Z

t0 +Ts

τ =t0

f (τ ) dτ = y (Ts ) − y (t0 )

(B.11)

= y (t0 ) + ẏ (t0 )(Ts − t0 ) + O(n ) − y (t0 )

(B.12)

≈ ẏ (t0 )(Ts − t0 ) = f (t0 )∆t,

(B.13)

where the second step is the Taylor series expansion.
In the case of Equations (6.16) and (6.17) f (t) = e At with f (0) = 1.

B.3 Discretized System
The matrices in Equations (6.15) and (6.16) are given by
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and
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The shift-vector in Equation (6.14) becomes
cd,k = ck Ts
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ˆ − 
ˆB
b
û
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 ki (ŷI − yr ef ) 
ki ŷI
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For ease of notation the time index k not explicitly given for the set point variables.

B.4 Stacked Problem Notation
The reformulated version
of the problem (6.18)-(6.19)
 is obtained by introducing a


stacked vector zi = xi ui , where zN = xN 04×1 with the block-diagonal matrices Pz = diag(P, 04×4 ) and Qz = diag(Q, R). In addition the cost function is multiplied
by the factor 12 , which does not alter the optimization results.

N−1

min
zi ,zN

= min
zi ,zN

+

N−1
X
i=1

X1
1
(zN − zr efN )T Pz (zN − zr efN ) +
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2
2
i=1
1 T
(z Pz zN − zTrefN Pz zN − zTN Pz zr efN + zTrefN Pz zr efN )
2 N
1 T
(zi Qz,i zi − zTrefi Qz,i zi − zTi Qz,i zr efi + zTrefi Qz,i zr efi )
2
N−1

= min
zi ,zN

X1
1 T
zN Pz zN − zTrefN Pz zN +
zTi Qz,i zi − zTrefi Qz,i zi
2
2
i=1

(B.19)

In the last step the constant terms zTrefi Qz,i zr efi were dropped and the symmetry property
of Qz was used to merge 21 zTrefi Qz,i zi + 12 zTi Qz,i zr efi = zTrefi Pz zi . The analog steps were
applied terms involving the final states and the symmetric matrix Pz .
N−1

min
zi

subject to:

X1
1 T
zN Pz zN − zTrefi Pz zN +
zTi Qz,i zi − zTrefi Qz,i zi
2
2
i=1
(B.20)

x1 = x
xi+1 = Ad,i xi + Bui + cd,i
zmin ≤ zi ≤ zmax

i = 1, ..., N − 1

i = 1, ..., N

The reformulated problem (B.20) is shown for box constraints on zi .
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B.5 Scaling the Optimization Problem
Inserting the scaled variables from (6.21) into the objective function of (6.20) leads to
min
zi

= min
z̃i

= min
z̃i

N
X
1
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2
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(B.21)

where, for ease of notation, the final state terms were taken into the sum with Qz,N = Pz .
The constraints on the system dynamics become
xi+1 = Ad,i xi + Bui + cd,i
Dx x̃i+1 + sx = Ad,i (Dx x̃i + sx ) + B(Du ũi + su ) + cd,i
x̃i+1 = (D−1
Ad,i Dx ) x̃i + (D−1
BDu ) ũi + D−1
(Ad,i sx + Bsu + cd,i − sx )
| x {z
}
| x {z }
|x
{z
}
Ãd,i

x̃i+1 = Ãd,i x̃i + B̃ũi + c̃d,i .

B̃

c̃d,i

(B.22)
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