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Abstract
Online problems are special kinds of algorithmic problems where the input is not
fully known until the end, it rather is revealed piecewise over a finite number of
rounds. The challenge of designing so-called online algorithms for these problems
is that, whenever a further piece of the input is revealed, the algorithms need to
react to the new information and compute a piece of the output without knowing
the remaining part of the input. Moreover, the output computed so far cannot be
changed afterwards. The output quality of online algorithms is measured using
the established competitive analysis. It is based on determining the ratio of the
quality of the output and the quality of an optimal solution.
Clearly, solving online problems is not an easy task for the online algorithms.
Hence, the challenge when doing research on online algorithms is to devise
algorithms that still operate reasonably well within these constraining limits.
Various online problems have been studied over the years. Many of them are not
only of theoretical interest, but also of huge relevance in practice.
What information about the future parts of the input are these online algorithms
missing? Of course, if an algorithm knows the whole input in advance, it just
has to solve a classical optimization problem. In advice complexity theory, we
are interested in measuring the least amount of information about the upcoming
input, the crucial information, that is necessary and/or sufficient to compute
an optimal output, or one of reasonable quality. In order to measure the crucial
information, we imagine a clairvoyant oracle that knows the complete input and
can write advice onto an infinite advice tape for later use by a specifically prepared
online algorithm. These augmented algorithms are called online algorithms with
advice. The advice complexity of these algorithms is the number of advice bits
that are read during their computation in the worst-case. Consequently, the advice
complexity of an online problem is the number of advice bits that are necessary
and sufficient to compute an optimal, or competitive, output for the problem.
Proving lower bounds on the advice complexity is an especially interesting
aspect and requires novel approaches. One of these approaches uses partition
trees. Although this approach has been used before, we formalize this technique
in this dissertation to make it more accessible for future use. This technique is
demonstrated by determining the advice complexity of the ski rental problem,
the stock market problem, and the disjoint path allocation problem on paths.
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Furthermore, we also discuss advice-preserving reductions as a basis for determining lower bounds via the string guessing problem and additionally explain
how the concept of advice complexity can be used to prove lower bounds on the
competitiveness of randomized algorithms.
This dissertation is dedicated to investigating the advice complexity of three
online graph problems. These are online versions of graph problems where the
input is given by an online graph, that is, a graph where the vertices are revealed
vertex by vertex, together with the edges incident to already revealed vertices.
We study the online vertex cover problem, the online graph coloring problem, and
the online λ-coloring problem. For each of these online graph problems, we study
online algorithms with and without advice for various graph classes.
The online vertex cover problem is an online version of the famous optimization
problem of finding a minimum vertex cover in a graph. We analyze the advice
complexity of this problem for paths, tress and connected graphs. For all three
graph classes, we present linear lower bounds on the advice complexity. For paths
and connected graphs, we have online algorithms with advice for which the amount
of advice determined by the lower bound is almost sufficient. To compute a vertex
cover for trees, we show a linear lower bound on the advice complexity of any
c-competitive online algorithm using a reduction from the string guessing problem.
In online graph coloring, we are asked to color the vertices of a graph that is
revealed vertex after vertex, such that adjacent vertices are not assigned the same
color. For caterpillars and combs, we analyze a simple greedy strategy and show
that four colors are necessary and sufficient. Regarding online algorithms with
advice, we prove that a linear amount of advice bits are necessary and sufficient to
color any caterpillar, comb or tree optimally. To color combs, caterpillars and trees
with three colors, we show that still a linear amount of advice bits is necessary
and sufficient.
Finally, we investigate the online λ-coloring problem. A variant of the graph
coloring problem that arises in the context of assigning frequencies to radio
transmitters. The goal is to assign frequency bands to the transmitters such that
adjacent transmitters receive frequency bands that are sufficiently separated and
transmitters at distance two must operate at different frequency bands. We analyze
this problem for online paths, for which we present an optimal online algorithm
with advice and a linear lower bound on the advice complexity. Additionally,
we prove that no randomized online algorithm can be better than a certain
competitive ratio.
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Zusammenfassung
Online-Probleme sind eine spezielle Art von algorithmischen Problemen, bei denen
die gesamte Eingabe nicht von vornherein bekannt ist, sondern stückweise über eine
endliche Anzahl von Runden erscheint. Die Herausforderung beim Entwerfen von
sogenannten Online-Algorithmen für diese Probleme ist, dass, wann immer ein Teil
der Eingabe erscheint, diese Algorithmen auf die neue Information reagieren und
den entsprechenden Teil der Ausgabe berechnen müssen, ohne den restlichen Teil
der Eingabe zu kennen. Zudem kann die bisherige Ausgabe nicht im Nachhinein
geändert werden. Die Ausgabequalität der Algorithmen wird meist durch die
etablierte kompetitive Analyse gemessen.
Offensichtlich ist das Lösen von Online-Problemen keine einfache Aufgabe für
Online-Algorithmen. Die Herausforderung besteht darin, sich Online-Algorithmen
auszudenken, welche innerhalb dieser Grenzen trotzdem vernünftig funktionieren.
Verschiedene Online-Probleme wurden über die Jahre untersucht. Viele von ihnen
sind nicht nur von theoretischem Interesse, sondern haben auch eine grosse
Relevanz in der Praxis.
Welche Information über die zukünftigen Bestandteile der Eingabe fehlt diesen Online-Algorithmen? Ein Algorithmus, der die gesamte Eingabe im Voraus
kennt, muss natürlich nur ein klassisches Optimierungsproblem lösen. In der
Komplexitätstheorie bezüglich Advice sind wir daran interessiert, die kleinste
Menge an Information zu bestimmen, die notwendig und/oder ausreichend ist,
um eine optimale Ausgabe oder zumindest eine mit einer vernünftigen Qualität
zu berechnen. Um diese essentielle Information zu messen, stellen wir uns ein
hellseherisches Orakel vor, dass die gesamte Eingabe kennt und einen sogenannten Advice auf ein unendliches Band schreibt, der später durch einen speziell
vorbereiteten Online-Algorithmus genutzt werden kann. Diese erweiterten Algorithmen werden Online-Algorithmen mit Advice genannt. Die Advice-Komplexität
dieser Algorithmen ist die Anzahl Advice-Bits, die während einer Berechnung
im schlimmsten Fall gelesen werden. Folglich ist die Advice-Komplexität eines
Online-Problems die Anzahl der Advice-Bits, die notwendig und ausreichend sind,
um eine optimale oder eine kompetitive Ausgabe zu berechnen.
Untere Schranken auf die Advice-Komplexität zu beweisen ist ein besonders
spannender Aspekt und benötigt neue Ansätze. Einer dieser Ansätze verwendet
Partitions-Bäume. Obwohl dieser Ansatz bereits genutzt worden ist, werden
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wir in dieser Dissertation diese Technik formalisieren, um sie für die zukünftige
Nutzung zugänglicher zu machen. Diese Technik wird anhand der Bestimmung
der Advice-Komplexität des Skivermietungsproblems, des Aktienmarktproblems
und des Disjoint-Path-Allocation-Problems demonstriert. Ausserdem verwenden
wir Advice-erhaltende Reduktionen als Grundlage, um untere Schranken mit Hilfe
des String-Guessing-Problems zu bestimmen. Zusätzlich erläutern wir, wie das
Konzept der Advice-Komplexität genutzt werden kann, um untere Schranken auf
die Kompetitivität von randomisierten Algorithmen zu beweisen.
Diese Dissertation ist der Untersuchung der Advice-Komplexität von drei
Online-Problemen auf Graphen gewidmet. Dies sind Online-Varianten von GraphProblemen, bei denen die Eingabe durch Online-Graphen gegeben ist, dass heisst
durch Graphen welche knotenweise erscheinen, zusammen mit den Kanten, die zu
bereits erschienenen Knoten inzident sind.
Wir studieren Online-Algorithmen mit und ohne Advice für das Online-Knotenüberdeckungsproblem, das Online-Graphfärbungsproblem und das Onlineλ-Färbungsproblem, jeweils auf verschiedenen Graphklassen.
Das Online-Knotenüberdeckungsproblem ist eine Online-Version des bekannten
Optimierungsproblems, bei dem es darum geht, in einem Graphen eine minimale
Knotenüberdeckung zu finden. Wir analysieren die Advice-Komplexität dieses
Problems auf Pfaden, Bäumen und allgemeinen zusammenhängenden Graphen.
Für alle drei Graphklassen präsentieren wir lineare untere Schranken auf die
Advice-Komplexität. Für Pfade und zusammenhängende Graphen haben wir
Online-Algorithmen mit Advice, für welche die durch die unteren Schranken
bestimmte Menge an Advice fast ausreichend ist. Um eine Knotenüberdeckung für
Bäume zu berechnen, zeigen wir eine untere Schranke für die Advice-Komplexität
von jedem c-kompetitiven Online-Algorithmus mittels einer Reduktion vom StringGuessing-Problem.
Beim Online-Graphfärbungsproblem ist die Aufgabe, die Knoten eines Graphen
zu färben, der knotenweise erscheint, so dass alle adjazenten Knoten nicht die
gleiche Farbe erhalten. Für Caterpillar-Graphen und Kämme analysieren wir eine
einfache Greedy-Strategie und zeigen, dass vier Farben notwendig und ausreichend
sind. Für Online-Algorithmen mit Advice beweisen wir, dass eine lineare Anzahl
Advice-Bits nötig und ausreichend sind, um jeden Caterpillar, jeden Kamm bzw.
jeden Baum optimal zu färben.
Schliesslich untersuchen wir das Online-λ-Färbungsproblem. Dies ist eine Variante des Graphfärbungsproblems, die bei der Zuweisung von Frequenzen an
Radiosender auftritt. Das Ziel ist es, den Sendern Frequenzen zuzuweisen, so
dass benachbarte Sender Frequenzen erhalten, die genügend getrennt sind, und
dass Sender im Abstand zwei mit unterschiedlichen Frequenzen arbeiten. Wir
analysieren dieses Problem für Online-Pfade, für welche wir einen optimalen
Online-Algorithmus mit Advice präsentieren und eine lineare untere Schranke
auf die Advice-Komplexität. Ausserdem beweisen wir, dass kein randomisierter
Online-Algorithmus besser sein kann als 1.25-kompetitiv.
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Introduction

1

Suppose you are on vacation and want to go skiing in the Swiss mountains. Since
you are not an experienced skier, you are only going to ski on sunny days. Now,
the question you ask yourself is, should you buy or rent skis? Renting a pair of
skis costs, for example, 50 CHF while buying a pair costs 500 CHF. If the number
of sunny days is smaller than ten, it is thus cheaper to rent a pair of skis. On the
other hand, when skiing for more than ten days, it would be less expensive to
buy skis. Consequently, you are indifferent to both options if you happen to go
skiing for ten days. However, you do not know how often it is going to be sunny.
Moreover, we assume the weather forecast is very unreliable. Each day, we need
to decide again whether to buy or rent skis. According to Murphy’s Law [40],
nature often foils our plans. Hence, it is probably going to rain all the time if we
buy a pair of skis. If we decide to rent skis on the other hand, it will be sunny
throughout.
How can we make good decisions in such a situation? Although there is clearly
no way of deciding optimally, there is a reasonably good strategy known as BreakEven. The Break-Even strategy tells us to rent the skis until the accumulated
spending reaches the price of a pair of skis. At that point, we should buy the skis.
The described strategy is therefore ideal because we often assess the quality of
an approach by considering the ratio of the caused expenses to the cost of an
optimal solution. Employing this strategy, we thus pay at most twice as much as
if we had known the number of sunny days in advance.
The problem described above is known as the ski rental problem. In general, a
situation as described, where we have to decide what to do without knowing the
future, is called an online problem. At specific times, we are presented a new
piece of information, called a request, and, subsequently, we need to decide how to
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respond to the given situation in order to fulfill some specified task. This decision
has to be made before we get any following information and, moreover, we cannot
revoke our decision later. For example, we cannot unrent the skis that we have
used during the day.
Our aim is to devise strategies, or more specifically online algorithms, that
determine, for each request of an online problem, the best possible reaction or
answer such that overall a specific goal is reached. For example, the goal of an
online algorithm for the ski rental problem is to go skiing on sunny days while
keeping costs as low as possible.
Various online problems have been studied over the years and are still studied
with quite some success. Many of these problems are of huge importance, such as
the paging problem that arises in operating systems [15, 45].
The paging problem asks to determine which memory page to evict from memory
to make space for a newly requested page that is not in memory yet. Since loading
a page from disk is slow, it is beneficial to try to keep successively requested pages
in memory.
Of recent interest are, among others, power saving strategies and similar scheduling algorithms whose goal is to schedule tasks and sleep times of the computers
in a data center in order to save energy while still being efficient [2].

1.1 Clairvoyant Oracles and Malicious Adversaries
When analyzing online algorithms, we compare the quality of their computed
solution to the quality of an optimal solution. As always in algorithm design, we
devise algorithms that have a guaranteed performance even in worst-case situations.
To this end, we imagine a malicious adversary that chooses the requests and
tries to challenge the online algorithm as much as possible. Hence, if an online
algorithm performs well against a malicious adversary, it does perform at least as
well in general.
Although there are online problems where competitive online algorithms are
feasible, for many non-trivial online problems the online algorithms have a hard
time performing reasonably well. Obviously, this is because online algorithms
do not know what is going to happen next. Knowing all future requests and
exploiting sufficient computational power, an online algorithm could just compute
the optimal answer for each request. But is the knowledge of all future requests
really necessary?
In advice complexity theory, we are interested in measuring the least amount of
information that is necessary for an online algorithm to reach a certain quality.
For example, in order to decide optimally for the ski rental problem, we just need
to know in the beginning if we should buy or rent the skis.
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We employ a trick to determine the amount of necessary information. Namely,
we imagine an oracle, a clairvoyant entity, that knows all upcoming requests.
This entity could provide an appropriately prepared online algorithm with the
necessary advice to solve an online problem. We call such a specifically designed
online algorithm an online algorithm with advice.
This dissertation gives a basic introduction to advice complexity theory and to
online algorithms with advice, and then continues to investigate three online
graph problems.

1.2 This Dissertation
In this dissertation, we study the advice complexity of several online problems.
In Chapter 2, we more formally define the concept of an online problem and
its various aspects such as online algorithms, competitive analysis and advice
complexity. In the same chapter, we also discuss methods to encode or otherwise
compress the advice in specific ways. Furthermore, we introduce proof techniques
to show lower bounds on the advice complexity of online problems. Moreover,
advice-preserving reductions are explained and similarities with randomization
are discussed. Finally, the two concepts of an online graph and of an online graph
problem are introduced.
The subsequent three chapters are each dedicated to a particular online graph
problem. For each of these online graph problems, we study online algorithms
with and without advice for various graph classes. In Chapter 3, we study the
online vertex cover problem. It is an online version of the well-known optimization
problem of finding a minimal vertex cover in a graph. Chapter 4 deals with
online graph coloring, a difficult online problem that asks us to color the vertices
of a graph that is revealed vertex after vertex. We conclude this dissertation
in Chapter 5 by investigating the online λ-coloring problem. This problem is a
variant of the coloring problem arising in the context of assigning frequencies to
radio transmitters, where the frequency bands of adjacent transmitters must be
sufficiently separated and transmitters at distance two must operate at different
frequency bands.
Some of the results explained in this dissertation have already been published. The
proof technique using partition trees was first published as a technical report [3]
and later presented at SOFSEM 2014 [4]. In the same article, we also discuss our
results for the disjoint path allocation problem on paths. Two particular results are
part of this dissertation, namely an optimal online algorithm with advice for this
problem and a matching lower bound on its advice complexity. Furthermore, the
results on the online λ-coloring problem were presented at COCOON 2013 [7]. All
of these results have, however, been revised for the presentation in this dissertation.
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Before we begin, we briefly recapitulate some mathematical foundations in the
remaining part of this chapter.

1.3 Mathematical Foundations
Throughout this thesis, we use standard notations from the literature for various
notions and concepts. Although we think that the reader is familiar with most
concepts, we give a short overview over some mathematical foundations.

Set Theory
We use capital letters or calligraphic symbols to denote sets. A partition of a
set S is a set of nonempty subsets of S such that every element in S is in exactly
one of these subsets.

Formal Language Theory
An alphabet, usually denoted by Σ, is a nonempty finite set of symbols. A string s
over an alphabet Σ is a finite sequence of symbols from Σ. The length of a
string s, denoted by |s|, is the length of the sequence. We mostly use the binary
alphabet {0, 1} and occasionally also the ternary alphabet {0, 1, 2}. The elements
of the binary alphabet are known as bits (binary digits) while the ones for the
ternary alphabet are called ternary digits. A binary string is thus a string over
the binary alphabet and a string over the ternary alphabet is called a ternary
string. A code is a rule for converting a string into another string, not necessarily
over the same alphabet.

Number Theory
By N, we denote the set of natural numbers, that is, N = {0, 1, 2, 3, . . .}. The set
of integers is denoted by Z = {. . . , −2, −1, 0, 1, 2, . . .} and the set of real numbers
is denoted by R.
By bxc, we denote the integer part of x, that is, the greatest integer less than or
equal to x and similarly, we denote by dxe the least integer greater or equal to x.
We say that an integer m divides an integer n, written m | n, if there exists
an integer k such that mk = n. If two numbers b and c have the property that
their difference b − c is divisible by a number m, that is, (b − c) is divisible by m,
then b and c are said to be congruent modulo m, written as b ≡ c (mod m). The
number m is called the modulus. Equivalently, we can say that a and b have the
same remainder when divided by m.
Since we mainly use logarithms over the base 2, we write log x for the binary
logarithm. Euler’s number, denoted by e, is an important mathematical constant
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approximately equal to 2.71828. The logarithm over the base e is called the natural
logarithm and is denoted by ln x.
The sum of a geometric series is given by
n
X

ki =

i=0

k n+1 − 1
.
k−1

The notation n! denotes the factorial of n, that is, n! = 1 · 2 · 3 · . . . · n. An
upper and a lower bound on the factorial of n is given by Stirling’s formula
√

 n n

√

 n n 
1 
2πn
1+
.
e
e
11n

The binomial coefficient nk specifies the number of possibilities to choose a
k-element subset from a set of n elements. It is defined as
 
n
n!
=
k
k!(n − k)!

We call b nn c the central binomial coefficient. Using Stirling’s formula, we obtain
2
the following bounds for the central binomial coefficient:
 
4m
2m
4m
√
<√
<
.
m
2 πm
πm
2πn

< n! <

To specify the asymptotic growth of functions, the Landau symbol O (also
known as big-O notation) is used. The expression O(f (n)) denotes the set of
functions g for which there exist positive constants n0 and c such that
g(n) ≤ c · f (n)
for all n > n0 .

Graph Theory
A (simple) graph G = (V, E) consists of a finite vertex set V and an edge set E,
where E is a set of two-element subsets of V . The two vertices of an edge
{vi , vj } ∈ E are called its endpoints. The vertex set of a graph G is referred to
as V (G) and its edge set as E(G).
We say that two vertices vi and vj of G are adjacent, or neighbors, if there is an
edge {vi , vj } ∈ E(G). If a vertex v is an endpoint of an edge e, then we say that
v and e are incident. The degree of a vertex v, denoted by deg(v), is the number
of incident edges of v. By ∆(G), we denote the maximal degree of a graph G, that
is, ∆(G) := max{ deg(v) | v ∈ V (G) }.
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In a directed graph G, the edges are given by ordered pairs and an edge (x, y)
is said to be directed from vertex x to vertex y.
A subgraph H = (W, F ) of a graph G = (V, E) is a graph with W ⊆ V
and F ⊆ E. Furthermore, we denote by G[W ], the subgraph of G induced by the
subset W ⊆ V (G), where the vertex set is W and the edges are exactly those
edges from E(G) whose endpoints are in W .
A path is a graph whose vertices can be totally ordered so that two vertices
are adjacent if and only if they are consecutive in the ordering. The length of a
path is its number of edges. A cycle is a graph with an equal number of vertices
and edges whose vertices can be placed around a circle so that two vertices are
adjacent if and only if they appear consecutively along the circle.
Two vertices of a graph G are connected if there is a subpath in G from one
vertex to the other. Consequently, a nonempty graph G is called connected if any
two of its vertices are linked by a subpath in G. A component of a graph is a
maximal subgraph such that it is still connected. A vertex of degree zero is called
an isolated vertex.
In a bipartite graph G, the vertex set V (G) can be partitioned into two subsets S
and S 0 , called shores, with the property that every edge has an endpoint in each
of the two shores.
A tree is a connected graph that does not contain any cycles. The vertices of
degree one are called leaves, while the other vertices are called inner vertices. A
rooted tree is a tree with one vertex chosen as a root. The parent of a vertex v is
its neighbor closer to the root and the children of v are its other neighbors. The
ancestors of a vertex v are the vertices on the path from v to the root.

6

2

Online Problems
and Their Advice Complexity

An online optimization problem is a request-answer game over a finite number of
rounds played by two players, the adversary and the online algorithm. In each
round, the adversary submits a request out of a request set Σ, to which the online
algorithm irrevocably responds with an answer from an answer set Γ before
seeing any following requests and without knowing how many rounds the game
lasts. The rules of the game define the allowed requests and answers in each round
based on the previous requests and answers. At the end of the game, the payoff
is calculated.
A request sequence σ is a sequence of n requests the adversary generates during
a play of the game, that is,
σ = (r1 , r2 , r3 , . . . , rn ),
where σ ∈ Σ n . The length of a request sequence σ, denoted by |σ|, is the number
of requests in the sequence, that is, |σ| = n.
For an online algorithm A and a request sequence σ, we denote by A(σ) the
answer sequence of A on σ, that is,
A(σ) = (a1 , a2 , a3 , . . . , an ),
where A(σ) ∈ Γ n .
We also need to refer to the prefix of a request sequence. For a request sequence σ = (r1 , r2 , r3 , . . . , rn ), the expression [σ]k denotes the sequence of the
first k requests of σ. For example, [σ]3 is the subsequence (r1 , r2 , r3 ) of σ.
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The payoff of an online algorithm A on a request sequence σ, denoted by
payoff(σ, A(σ)), is given by a payoff function. Usually, the goal of the online
algorithm is to minimize the cost or to maximize its profit. Therefore, the payoff
function is denoted by ‘cost’ in a setting of cost minimization, and by ‘profit’ in
case of profit maximization. For a shorter notation, we write payoff A (σ) instead
of payoff(σ, A(σ)).
An answer sequence for a request sequence σ is called optimal if its payoff
has the lowest possible cost or the highest possible profit, respectively, for σ. An
online algorithm is optimal if it answers with an optimal answer sequence for
every request sequence of the given problem.
In order to compute an answer sequence, we usually allow the online algorithm
unbounded computation time and unbounded persistent memory, so that it can
answer a given request based on all previous requests and its own previous answers.
Furthermore, we consider the adversary to be malicious and thus trying to
present request sequences that are particularly hard to answer optimally or even
reasonably well by the online algorithm.

The Ski Rental Problem
As an example, we now formally define the ski rental problem [15]. The set of
requests is Σ = { , } and the answer set Γ = {hbuyi, hrenti, ◦}. On each
request, the online algorithm either buys or rents a pair of skis, or it may do
nothing, denoted by ◦. However, the algorithm is not allowed to answer with ◦ if
it is sunny and it did not buy a pair of skis previously.
An example of such a request sequence is

$

 $, $, , $, $, $, $, , , $, , $, $, $)

σ=( ,

and an answer sequence of an online algorithm A on σ might look like
A(σ) = (hrenti, ◦, ◦, hrenti, ◦, ◦, ◦, ◦, hrenti, hbuyi, ◦, ◦, ◦, ◦, ◦).
To calculate the payoff of an answer sequence, let mb be the number of times
the algorithm answered with hbuyi and mr the number of times the algorithm
answered with hrenti. The price for renting a pair of skis for a day is $1, while
the price for buying a pair of skis is determined by the parameter k. Thus the
payoff function of an online algorithm A on a request sequence σ is defined as
costA (σ) = kmb + mr .
The goal of the online algorithm is to minimize this cost. Obviously, a good online
algorithm will not buy a pair of skis more than once and it will not rent skis if
it is snowing. For k = $10, the following answer sequence for σ costs $5 and is
optimal:
Opt(σ) = (hrenti, ◦, ◦, hrenti, ◦, ◦, ◦, ◦, hrenti, hrenti, ◦, hrenti, ◦, ◦, ◦).
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The following online algorithm, known as Break-Even, is a good deterministic
online algorithm for the ski rental problem. At the beginning, the algorithm
rents the skis. However, as soon as the accumulated cost would match the price
of buying skis, the algorithm buys a pair. Break-Even is optimal for request
sequences with k sunny days or fewer. For request sequences with more sunny
days, it pays always $19, while an optimal answer sequence has a cost of $10.
Thus, Break-Even pays less than twice as much in the worst-case.
Algorithm 2.1 (Break-Even). The best deterministic online algorithm for the
ski rental problem. The price for renting is 1 and the price for buying a pair of
skis is k.
p ← 0 {accumulated cost}
h ← 0 {equal to 1 if skis have been bought}
foreach request r do
if r =
or h = 1 then
answer ◦
else if p + 1 = k then
h←1
answer hbuyi
else
p←p+1
answer hrenti

$

Pseudo code like the one above is henceforth used to specify online algorithms.
A ‘foreach’-loop determines how the online algorithm reacts to every request and
the corresponding answer of the algorithm is given by an ‘answer’ statement.

The Stock Market Problem
The stock market problem models the problem of making the most profit by
buying and selling stock without knowing the fluctuations of the price. A request
sequence of length n is a sequence of n natural numbers representing the prices
of the stock at each day. The online algorithm may on one day buy the stock and
then sell it on a later day. The profit is determined by subtracting the expenses
from the revenue. Clearly, an online algorithm tries to buy low and sell high.
However, this is clearly far from easy to achieve.
Figure 2.2 shows an example of a request sequence of the stock market problem.
Note that a maximal profit is not always achieved when buying at the lowest price
nor when selling at the highest price. A counterexample is the request sequence
(10, 11, 7, 10, 6), for which a maximum profit of 3 is reached when the stock is
bought on day 3 and sold on day 4.
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120
100
80
60

1

Day
Price

2

3

1
2
113 110

4

5

6

3
4
5
85 105 102

7

6
86

8

7
63

9

8
9
81 101

10

11

12

13

10 11 12
94 106 101

13
79

14

14
94

15

15
90

Figure 2.2. An example of a request sequence of the stock market problem. The table
lists the prices for each day, while the chart shows the prices over time graphically. The
horizontal axis of the chart indicates the day, and the vertical axis shows the price of
the stock. To make the highest profit, the optimal decision would be to buy the stock on
day 7 and to sell it on the 11th day. The example is taken from the book Introduction to
Algorithms [18].

We can already guess that it is hard for an online algorithm to achieve a
profit anywhere close to an optimal one. We come back to this online problem in
subsequent sections.

2.1 Competitive Analysis of Online Algorithms
The performance of online algorithms is traditionally measured using the competitive analysis introduced by Sleator et al. [45] in 1985.
The competitive analysis measures the performance of an online algorithm by
looking at the ratio of the payoff of the computed answer sequence, for a given
request sequence σ, to the payoff of an optimal answer sequence for σ.
Consider for example the ski rental problem, where it costs $1 to rent skis
and $10 to buy skis. Assume our online algorithm decides to buy the skis on the
first day. However, we only go skiing for four days. Thus, we pay $10, where the
optimal decision would have been to rent the skis for $4. The ratio between our
cost and the cost of an optimal solution is hence
10
= 2.5.
4
In other words, we payed 2.5 times more, or 250 % of the optimum.
The same analysis is also made for profit maximization problems. Suppose our
online algorithm achieves a profit of 80 for the stock market problem, where the
maximum possible profit could have been 120. So we only achieve 23 of the optimal
profit, that is 66.67 % of 120.
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We are interested in the performance of an algorithm over all request sequences
of an online problem. To determine the performance of an online algorithm we
must, therefore, find a request sequence leading to the worst ratio.
Sometimes the payoff of a calculated answer sequence differs only by a constant
amount from the optimal one, or the online algorithm has some constant additional
cost at the beginning. As we are interested in the intrinsic performance that does
not depend on such initial conditions, we define the performance of an online
algorithm by allowing a constant deviation.
We say that an online algorithm A is c-competitive if there is a non-negative
constant d such that for every request sequence σ,
costA (σ) ≤ c · costOpt (σ) + d
for cost minimization problems and for profit maximization problems
profitA (σ) ≥ c · profitOpt (σ) − d.
We call c the competitive ratio of A. Furthermore, we say that the online algorithm
is strictly c-competitive if the constant d is zero. An optimal online algorithm is
therefore strictly 1-competitive. Online algorithms that achieve a competitive ratio
that is not dependent on the length of the request sequence are called competitive
online algorithms.
The strict competitive ratio is mainly of interest for online problems where
the cost or profit of an optimal answer sequence is bounded as otherwise every
competitive online algorithm would be 1-competitive. For example the cost of an
optimal answer sequence for the ski rental problem is always at most the cost of
a pair of skis. Hence, the Break-Even algorithm is 1-competitive by choosing a
sufficiently high d.
Of course, we are interested in finding an online algorithm with the best possible
competitiveness for a given online optimization problem. However, this is often
not feasible. Therefore, we are interested in giving lower and upper bounds on
the achievable competitiveness of any online algorithm for the problem. An upper
bound is given by the best known online algorithm for the problem. Consequently,
a lower bound is determined by proving that no online algorithm can achieve a
competitiveness better than a certain competitive ratio c. This is done by showing
that, for every online algorithm A, every non-negative constant d, and every
arbitrarily small ε > 0, there is a request sequence σ such that
costA (σ) > (c − ε) · costOpt (σ) + d
for cost minimization problems and
profitA (σ) < (c + ε) · profitOpt (σ) − d
for profit maximization problems.
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2.2 Online Algorithms With Advice
We can already imagine, from the simple examples of online problems we have
seen so far, that online algorithms have a hard time answering online problems
reasonably well. In the competitive analysis, we compare the payoff of the answer
sequence of an online algorithm to an optimal answer sequence. Although there
are online problems where competitive online algorithms are feasible, for many
non-trivial online problems the online algorithms have no chance of performing
reasonably well.
Clearly, this is because the online algorithm does not know the future. Knowing
the future and exploiting sufficient computational power, an online algorithm
could compute an optimal answer sequence for every given request sequence, if
it is solvable at all. But does an online algorithm really need to know the whole
request sequence in advance?
In advice complexity theory, we are measuring the crucial amount of information
about the future that is necessary and/or sufficient in order to make better or
even optimal decisions.
Surely, we could say that the missing information is the knowledge of all future
requests. But then it would not be an online problem anymore. Therefore, we are
interested in measuring the least amount of information, the crucial information,
that is necessary and/or sufficient to compute competitive or even optimal answer
sequences.
For example, in order to decide optimally for the ski rental problem, we just
need to know in the beginning if we should buy or rent the skis [23, 24, 30]. So
basically one of two options, the smallest information unit, a single bit is needed.
This does not tell us much about the upcoming weather, but this one bit is all
the information we need to answer the problem optimally.
In order to measure the crucial information, we use a trick. We imagine an
oracle, a clairvoyant entity, that knows the future and has unlimited computational
power. This entity writes the necessary information, called advice, onto an infinite
tape, the advice tape, where the online algorithm can access it. The advice is
represented as a bit string of arbitrary length. The schema in Figure 2.3 shows
an overview of all involved entities.
An online algorithm with advice is an online algorithm that uses an advice tape,
denoted by φ, from which it reads advice bits. For an online algorithm A with
advice, an advice tape φ and a request sequence σ, we denote by A(σ, φ) the
answer sequence of A on σ with advice φ. Whenever it is clear from the context
that we are talking about an online algorithm with advice and the particular
advice is not relevant for the analysis at hand, we just write A(σ) for the answer
sequence of A on σ.
It is up to the online algorithm when, how often, and how many advice bits
it reads, if at all. Without any randomization, we can assume that an online
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oracle

σ = (r1 , r2 , . . . , rn )

φ 0 0 1 0 1 1 1 0 1 0

ri
adversary

ai

online algorithm
with advice

Figure 2.3. Schema of the interplay of the online algorithm, the adversary and the
oracle. The oracle sees the indention of the adversary and writes advice corresponding to
the indented request sequence σ on the advice tape φ. The online algorithm A answers
each request ri from the adversary by consulting the advice tape and hereby computing
the answer sequence A(σ, φ) = (a1 , a2 , . . . , an ).

algorithm reads the advice bits from left to right and that it reads every advice
bit only once. Then we define the advice complexity of an online algorithm A on
a request sequence σ as the number of advice bits that are read by A during its
computation. Consequently, the advice complexity of an online algorithm A is the
maximal number of advice bits that are read during its computation over every
possible request sequence of a certain length. We are interested to determine the
advice complexity of online algorithms advice that achieve a specific competitive
ratio.
Note that online algorithms with advice still do not know the length of a
request sequence. Hence, when an online algorithm reads an advice bit, the oracle
must have provided one. A blank symbol or anything similar that encodes more
information is not allowed.
The advice complexity of an online problem is the least amount of advice bits
sufficient to answer every request sequence of the problem optimally or with
a specific competitive ratio. Usually, it is very hard to determine the advice
complexity of an online problem exactly, therefore, we give lower and upper
bounds on the advice complexity for these problems. An upper bound on the
advice complexity of a given online problem is given by the online algorithm with
advice that uses the fewest advice bits. A lower bound is usually determined by a
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proof that at least a certain number of advice bits are necessary to compute an
answer sequence of the desired quality.
As the oracle knows the future, it knows exactly what request sequence the
adversary is going to present to the online algorithm. Furthermore, since the
adversary has unlimited computational power, it can determine which advice is
best for the online algorithm at hand and act accordingly [34, 37]. The described
interplay of the online algorithm, the oracle and the adversary is one of the most
interesting aspects of advice complexity theory.
For more information on the historical development of the concept of advice complexity and for further implications and variants of it, we refer to the dissertation
by Komm [34].
A lot of online problems have already been studied in the context of advice
complexity. Namely, online bin packing [16], disjoint path allocation on paths [4],
online graph coloring [6, 27, 31, 43], online graph exploration [22], online independent set [21], job shop scheduling [11, 35], online knapsack [12], the k-server
problem [10, 42], metrical task systems [26], paging [11], online set cover [36, 37],
online maximum matching [31], and string guessing [9].

An Online Algorithm With Advice for the Ski Rental Problem
As a first example, we look at an online algorithm with advice for the ski rental
problem. There are two obvious strategies: Either, we buy skis on the first day,
or we always rent skis if it is sunny. The former strategy is optimal for request
sequences with a lot of sunny days while the later is optimal for request sequences
with many days of bad weather. The oracle can simply let us know with one
advice bit which of the two strategies to use. This leads to the following simple
online algorithm with advice that is clearly optimal.
Algorithm 2.4. An optimal online algorithm with advice for the ski rental
problem.
read an advice bit b
if b = 1 then
for the first request do
answer hbuyi
foreach further request do
answer ◦
else
foreach request r do
if r =
then
answer hrenti
else
answer ◦
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...

...

Figure 2.5. An illustration of the maximum disjoint path allocation problem on paths.
Given a network of computers, we need to admit or refuse incoming permanent connection
requests between two computers. There can only be one connection over each link and
the goal is to admit as many connections as possible.

Interestingly, we can also prove that one advice bit is indeed necessary for any
online algorithm to be optimal for the ski rental problem. A general technique
to prove this fact is explained in Section 2.4 and there the proof is given as an
example.

The Maximum Disjoint Path Allocation Problem on Paths
For a little more involved example consider the maximum disjoint path allocation
problem on paths (DPA). We are given a network of computers that are arranged
in a line as shown in Figure 2.5. Each round, two computers request to open
a permanent connection between each other. Once granted, such a connection
cannot be revoked. Since there can only be one connection over each link between
two computers, any online algorithm needs to admit or refuse each request with
the goal to allow as many connections as possible.
More formally, this online problem can be stated as follows: given is a path of
L + 1 vertices and a sequence of n requests, each of them being a line segment
given by two vertices of the path. The requests arrive sequentially and the online
algorithm has to irrevocably decide whether to admit or refuse the request before
the next request is asked. The goal is to admit as many requests as possible, such
that no two admitted requests share a common edge. The length L of the path is
a parameter of the problem and is known to any online algorithm.
The following online algorithm with advice is an example of an algorithm where
its advice complexity is not dependent on the length of the request sequences, but
on a parameter inherent to the problem, L in this case.
Algorithm 2.7 reads L − 1 advice bits to learn whether a request that starts at
the corresponding vertex should be admitted. Let b1 . . . bL−1 denote the advice
bits, and let b0 := 1 and bL := 1.
Then, Algorithm 2.7 admits a request hi, ji if and only if bi = 1, bj = 1
and bk = 0, for i < k < j.
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1

1

0

1

0

0

0

1

0
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Figure 2.6. An example of a request sequence for the disjoint path allocation problem on
a path of length L. Its optimal solution can be represented by the bit string 101101000101
of length L + 1. The optimal online algorithm admits a request if both of its endpoints
are associated with a 1 and all vertices in between are associated with a 0.

Algorithm 2.7. An optimal online algorithm with advice for the disjoint path
allocation problem on paths of length L.
read the bit string b1 . . . bL−1 from the advice tape
b0 ← 1
bL ← 1
foreach request hi, ji do
if bi = 1 and bj = 1 and bk = 0 for all i < k < j then
answer hadmiti
else
answer hrefusei
Theorem 2.8. Algorithm 2.7 is an optimal online algorithm with advice for the
disjoint path allocation problem on paths of length L that uses L − 1 advice bits.
Proof. Assume that the request r = hi, ji is admitted in an optimal answer
sequence. Because admitted requests must be disjoint, we cannot admit any other
requests that overlap r. So there can only be requests to the right or left of r.
Therefore we can represent the fact that r needs to be admitted by setting the
bits bi and bj to 1, and all bits in between to 0. Doing this for all admitted
requests of an optimal answer sequence results in a bit string of length L + 1.
Figure 2.6 shows an example.
Even if the optimal solution does not contain a request that includes the first
or the last vertex, we can assume, without loss of generality, that b0 = 1 and
bL = 1.
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Table 2.9. Examples of Elias delta codes for some positive integers. The Elias delta
code cδ (x) of a positive integer x is determined by writing lb (lb (x)) − 1 many zeros and
concatenating the binary representation of lb (x) and the binary representation cb (x)
of x without the leading 1. The first two parts of the codeword are overlined.
x

cb (x)

1
2
3
4
5

1
10
11
100
101

lb (x)

cδ (x)

x

cb (x)

lb (x)

cδ (x)

x

cb (x)

lb (x)

cδ (x)

1
2
2
3
3

1
0100
0101
01100
01101

6
7
8
9
10

110
111
1000
1001
1010

3
3
4
4
4

01110
01111
00100000
00100001
00100010

11
12
13
14
15

1011
1100
1101
1110
1111

4
4
4
4
4

00100011
00100100
00100101
00100110
00100111

2.3 Encoding the Advice
In this section, we discuss some techniques that help us design better online
algorithms with advice. The first technique is used to encode an integer as a
binary string on the advice tape, such that the online algorithm to not need to
know the length of the string. Secondly, we present a method to compress bit
strings if they contain only few zeros or few ones. Finally, an encoding is presented
that expresses several ternary digits using a binary string.

A Universal Code for Integers and Binary Strings
As the online algorithms usually do not know the length of the request sequences,
we sometimes need to encode a positive integer of a certain length in a selfdelimiting way on the advice tape. Several of these codes are known to encode a
positive integer in such a way that the length of the binary representation of it
does not need to be known beforehand. These codes are called universal codes. An
particular efficient and asymptotically optimal universal code is the Elias delta
code [25, cf. 39].
We denote by cb (x) the binary representation of the integer x and by lb (x)
the length of the binary representation of x, that is lb (x) = |cb (x)|. For example
cb (5) = 101 and lb (5) = 3. The Elias delta code cδ (x) of a positive integer x
is determined by writing lb (lb (x)) − 1 many zeros, by appending cb (lb (x)), and
by appending cb (x) without the leading 1. The Elias delta code of the number
758 290 is for example cδ (758 290) = 0000101000111001001000010010. For some
more examples, we refer to Table 2.9.
Lemma 2.10 (Elias [25]). A positive integer x can be encoded as a self-delimited
bit string of length
blog xc + 2blog(blog xc + 1)c + 1
using the Elias delta code cδ (x) of x.
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Using the same idea, we can also encode arbitrary bit strings in a self-delimited
way. To encode a bit string s, we add the prefix ‘1’ and interpret the string 1s
as the binary representation of a positive number x. The integer x can then be
encoded with the Elias delta code cδ (x). For example let s = 0010010101110, then
1s is the binary representation of the number 9390 and thus we get cδ (9390) =
00011100010010101110. Therefore, the string s = 0010010101110 can be encoded
by 00011100010010101110.
As an example, we develop an online algorithm with advice for the introductory
example of the stock market problem. Our intuition says that we probably need
to know the precise days when to buy and sell the stock in order to get an optimal
profit. This means that every optimal online algorithm needs to know, for each
request sequence, an optimal combination of a buying and a selling day. Because
specifying the number of a day on the advice tape requires blog nc + 1 bits, we
can expect a result of 2blog nc + 2 bits for the advice complexity of this problem.
However, because an online algorithm does not know the length of the request
sequence, the oracle needs to encode these numbers in a self-delimiting way.
Algorithm 2.11. An optimal online algorithm with advice for the stock market
problem.
read the self-delimited integer b from the advice tape
read the self-delimited integer s from the advice tape
d←0
foreach request r do
d←d+1
if b = s then
answer hwaiti
else if d = b then
answer hbuyi
else if d = s then
answer hselli
else
answer hwaiti
So for the example request sequence in Figure 2.2, the advice tape φ would
contain the encoded numbers 7 and 11. We can encode these numbers, for
example, with the Elias delta code cδ as explained in Section 2.3. Thus, using
cδ (7) = 01111 and cδ (11) = 00100011, the advice tape would contain the bit
string 0111100100011 for the described request sequence.
Theorem 2.12. Algorithm 2.11 is an online algorithm with advice that answers
the stock market problem optimally using at most 2blog nc + 4blog(blog nc + 1)c + 2
advice bits, on a request sequence of length n.
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Proof. Clearly, it is enough to know at which day b one should buy and at which
day s one should sell the stock, if at all. So the oracle only needs to communicate
the two numbers to the online algorithm. If it is optimal not to buy any stock,
then the oracle sets b = s.
As the number n of requests is not known to the online algorithm, the two
numbers b and s need to be encoded in a self-delimiting way by using an universal
code, as explained in Section 2.3. Since b ≤ n and s ≤ n, the two numbers can, by
Lemma 2.10, be encoded using at most two times blog nc + 2blog(blog nc + 1)c +
1 advice bits.

Compressing the Advice
Sometimes the oracle needs to communicate an advice string with the property
that it contains only few ones or few zeros. Then the advice string can be written
to the advice tape in a compressed form to save advice bits. This works by
enumerating all n-bit strings with at most n/t or at least n − n/t zeros in the
lexicographic ordering of all these strings. The number n and the corresponding
index can then be encoded in a self-delimited way on the advice tape.
Lemma 2.13 (Komm [34, p. 28]). Consider any online algorithm A that, for
every request sequence, achieves a competitive ratio of c while using some n-bit
advice string that contains at most n/t zeros or at least n − n/t zeros, where t > 2
is a fixed constant. Then, it is possible to design an improved online algorithm B
achieving the same competitive ratio c that knows the parameter t and has an
advice complexity of at most
!
)
(
n log n
t
,
+ 3 log n + O(1).
min n log
t−1
t
(t − 1) t

Binary Encoding of Ternary Strings
An advice bit can tell us the right choice if an algorithm has to decide between
two options. However, if there are three different ways how the algorithm can
proceed, more bits are needed. Clearly, the algorithm could read two bits to decide
which of three options to pursue. However, this requires two advice bits for such
a decision, while our intuition tells us that, on average, only log 3 advice bits are
required. Usually, the online algorithms do not know how many advice bits to
read, therefore, such an optimal result cannot be achieved. Using an universal
code, we can however get close to this optimal bound.
Without loss of generality, we can assume that all necessary ternary decisions
are read from the advice tape in the beginning and stored for later use. We can
therefore represent several ternary decisions by a string over the alphabet {0, 1, 2}.
To encode such a ternary string with a binary string, we enumerate all possible
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ternary strings in the quasi-lexicographic order, that is, by sorting the strings
first by length and then by their lexicographic order. Since the position in this
enumeration uniquely defines the ternary string, we can encode this integer using
an universal code an get an asymptotically optimal binary representation of any
ternary string.
Because the formula to calculate the length of an universal code used in
Lemma 2.10 is rather unwieldy, we use the expression x log(3) to denote the
number of bits in the encoding of a ternary string of length x. Furthermore, we
use the approximation 1.585 > log(3) in our calculations. Since the Elias delta
code is asymptotically optimal this inaccuracy is for our purposes insignificant.

2.4 A General Technique for Proving Lower Bounds
on the Advice Complexity
We now introduce a generic technique to prove lower bounds on the advice
complexity of online problems when solving them optimally. This technique has
already been implicitly used by us and other authors for various lower bounds.
Our goal is however, to formalize this technique in an abstract way, such that it
can be more generally used without proving the same properties over and over
again.
The technique is based on a set of special request sequences such that no online
algorithm can distinguish their prefixes of a certain length. Yet, an optimal online
algorithm would need to answer these request sequences differently, even before
there is a distinction between them. Thus, the online algorithm is required to
read advice in order to solve these request sequences optimally, as there is no
other way to distinguish them.
First, we show how these sets of request sequences can be built and what
properties the request sequences should satisfy. Then we show how the structure
of these request sequences can be used to prove a lower bound on the number of
required advice bits.
The idea is to partition a set of request sequences into subsets, such that all
request sequences in a given subset start with the same prefix of a given length,
for various prefix lengths. These partitions can be structured in a hierarchy of
partitions, depending on the respective prefix length. Thus, we can describe the
relationship between these sets of request sequences with a partition tree.
Consider for example the ski rental problem. We choose the set of all request
sequences that start with a sunny day and, therefore, have a common prefix of
length 1. These request sequences can be partitioned into two sets: The set of all
request sequences, for which the optimal strategy is to always rent the skis, and
the set of all remaining request sequences, for which it is better to buy the skis on
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S
S

Sbuy

Srent
Srent

Sbuy

(a)

(b)

Figure 2.14. (a) A partition tree for the set S of all request sequences of the ski rental
problem that start with a sunny day. The set S can be partitioned into the set Srent
of request sequences for which it is better to always rent the skis, and the set Sbuy of
request sequences for which it is better to buy the skis on the first request. (b) A set
diagram of the sets S, Srent and Sbuy .

the first request. The partition tree for the described request sequences is shown
in Figure 2.14.
For more complex problems than the ski rental problem, many more partitions
can possibly be structured in a hierarchy of partitions. We formalize this with
the following definition of a partition tree.
Definition 2.15. Consider some online problem U and a set S of request sequences of U. We define a partition tree of S, denoted by T (S), as a labeled
rooted tree that satisfies the following properties:
1. Each node v of T (S) is labeled by a set Sv ⊆ S of request sequences and by
a natural number kv , such that any two request sequences σ1 , σ2 ∈ Sv have
a common prefix of length at least kv , that is [σ1 ]kv = [σ2 ]kv .
2. For every internal node v, the set of request sequences of its children form a
partition of Sv . Note that, for every child w of v, we have kw ≥ kv .
3. For the root r of T (S), we have Sr = S.

♦

Next, we want to use a constructed partition tree to prove that an optimal online
algorithm is required to read a certain number of advice bits. Here, the first
property of a partition tree is crucial. It implies that no online algorithm can
distinguish two given request sequences from the same set if it only sees their
common prefixes. Thus, any optimal online algorithm with advice has to use a
different advice string for each leaf of the partition tree, if their corresponding
sets of optimal answer sequences are disjoint.
As an example, consider again the partition tree for the ski rental problem as
shown in Figure 2.14. All request sequences from the set S start with the same
request, namely that it is possible to go skiing on the first day. However, in order to
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Sv = {σ1 , σ2 , . . . , }, kv

v
Sv
Sv1 = {σ1 , . . . }, kv1

v1

Sv2 = {σ2 , . . . }, kv2

Sv1

Sv2

v2

(a)

(b)

Figure 2.16. (a) Illustration of a part of the partition tree T (S). The node v is the
lowest common ancestor of the nodes v1 and v2 . Thus, the request sequences σ1 and σ2
of these two nodes have a common prefix of length kv . (b) Set diagram of the sets Sv , Sv1
and Sv2 .

be optimal, an online algorithm needs to answer the first request depending on the
particular set the request sequence belongs to. Therefore, an online algorithm is
required to read advice in order to be optimal for the considered request sequences.
In the case of the ski rental problem, one bit of advice is necessary, as an optimal
online algorithm needs to distinguish between the two sets Srent and Sbuy . As
already discussed, one bit is of course sufficient since one bit can tell the online
algorithm whether to rent or to buy the skis.
For more complex problems, the required number of advice bits follows from
the number of different subtrees the algorithm has to distinguish, as the following
lemma shows.
Lemma 2.17. Let S be a subset of the request sequences of some online problem U,
let T (S) be a partition tree of S. Consider any two nodes v1 and v2 of T (S),
neither one an ancestor of the other, with lowest common ancestor v, and any
two request sequences σ1 ∈ Sv1 and σ2 ∈ Sv2 . Let OPT(σ1 ) and OPT(σ2 ) be the
set of optimal answer sequences for σ1 and σ2 , respectively.
If, for all π1 ∈ OPT(σ1 ) and all π2 ∈ OPT(σ2 ),
[π1 ]kv 6= [π2 ]kv ,
then any optimal online algorithm needs a different advice for each of the two
request sequences σ1 and σ2 .
Proof. The described situation is depicted in Figure 2.16. We have σ1 , σ2 ∈ Sv .
According to the definition of T (S), the prefixes of length kv of σ1 and σ2 are
equal, but [π1 ]kv 6= [π2 ]kv for all π1 ∈ OPT(σ1 ) and all π2 ∈ OPT(σ2 ), by the
prerequisite of the lemma.
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Let A be any optimal online algorithm with advice for U. Because A is deterministic, its computation is solely based on the given request sequence and the
advice tape. Now assume A reads the same advice for σ1 and σ2 . Because the
prefixes of length kv of σ1 and σ2 are equal, A therefore answers both request
sequences equally up to and including round kv .
But since [π1 ]kv 6= [π2 ]kv , the algorithm cannot be optimal for both σ1 and σ2 .
Thus, A must receive a different advice for each of the two request sequences in
order to be optimal for both of them.
The above lemma shows that every optimal online algorithm needs advice to
distinguish between request sequences from different subtrees of the partition tree.
The number of required advice strings is thus given by the number of leaves of
the partition tree.
Theorem 2.18. Let S be a subset of the request sequences of some online
problem U, and let T (S) be a partition tree of S satisfying the prerequisite of
Lemma 2.17.
Then, any optimal online algorithm for U requires at least log m advice bits,
where m is the number of leaves of T (S).
Proof. According to Lemma 2.17, every optimal online algorithm needs advice
to distinguish between two request sequences from nodes in different subtrees
of the partition tree T (S). Thus, if the partition tree T (S) has m leaves, any
optimal online algorithm must at least distinguish between any pair of request
sequences associated with leaves of the tree. A bit string of b bits can encode up
to 2b different advice strings. To have a bit string for each leaf of the tree, that is
2b ≥ m, at least b ≥ log m advice bits are needed.
It is usually hard to apply Theorem 2.18 in general, because there might be
multiple request sequences associated with every leaf of the partition tree. As
there can be a lot of different optimal answer sequences for these, it might be
tedious to prove that the prerequisite of Lemma 2.17 is satisfied. Therefore, we
usually construct a set S of request sequences and an associated partition tree
with the property that
(i) there is exactly one request sequence associated with each leaf of the partition
tree,
(ii) each of these request sequences has exactly one optimal answer sequence,
and
(iii) the optimal answer sequence for a request sequence is not optimal for all
other request sequences.
Now it is much easier to prove the prerequisite, since we only need to show that,
for any pair of request sequences σ1 and σ2 , there is a prefix length k, such that
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[σ1 ]k = [σ2 ]k and Opt(σ1 ) k 6= Opt(σ2 ) k . Then, by applying Theorem 2.18, we
can conclude that at least log|S| advice bits are necessary to be optimal for all
request sequences of the online problem.

Advice Complexity of the Stock Market Problem
For an example of how to apply Theorem 2.18 to prove lower bounds, we come back
to the introductory example of the stock market problem. Using the introduced
technique, we can prove the following lower bound on the advice complexity of
the stock market problem.
Theorem 2.19. Every online algorithm needs at least log n + log(n − 1) − 1
advice bits to solve the stock market problem optimally.
Proof. We construct a set S of request sequences, each having a unique optimal
answer sequence. Then we construct a partition tree T (S) that satisfies the
prerequisite of Lemma 2.17. Finally, we only need to show that T (S) has the
desired number of leaves.
For a given sequence length n, we construct a request sequence for each possible
pair (b, s), where b is the optimal day to buy the stock and s is the optimal day to
sell the stock. Because b < s and b, s ≤ n, there are n2 different request sequences
of this kind.
In order to get a different and unique optimal answer sequence for each request
sequence, these sequences are built in the following way. Starting with a price
of n − 1 for the stock, the price decreases by 1 every day until day b. On day b + 1,
the price is n + 1 and increases by 1 every day until day s. After that, the price
stays at n. This ensures that there is a different and unique optimal answer
sequence for each request sequence. When the stock is bought too early, the profit
can be improved as the price still decreases. If the stock is bought too late, the
price is even higher than the start price. The same argument applies for selling
the stock, respectively. Any two of these request sequences share a common prefix
and thus there is a partition tree T (S) of these sequences. As an example, the
request sequences of length 5 are shown in Figure 2.20, and the corresponding
partition tree T (S) is shown in Figure 2.21.
Now we prove that T (S) satisfies the prerequisite of Lemma 2.17, that is, that
the optimal answer sequences for the request sequences of S are different already
on the common prefix of the request sequences.
Let σ1 and σ2 be two different request sequences from S and let d be the day
on which they first differ. As the two request sequences differ on day d, one of
them has either an optimal buying day or selling day, respectively, of d − 1 as
the sequences of prices only diverge after these days. Assume, without loss of
generality, that σ1 is the request sequence with an optimal buying or selling day
of d − 1. Let Opt(σ1 ) and Opt(σ2 ) be the optimal answer sequence for σ1 and σ2 ,
respectively. Opt(σ2 ) cannot also buy, or sell, at day d − 1, because it would be
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Figure 2.20. A set of ten request sequences of length 5 for the stock market problem.
Each request sequence has a different optimal combination of a buying and a selling day,
highlighted in gray. Every two request sequences have a common prefix and thus there
is a partition tree of these request sequences with ten leaves as shown in Figure 2.21.
S, 1

{σ1 , σ2 , σ3 , σ4 }, 2

{σ5 , σ6 , σ7 , σ8 , σ9 , σ10 }, 2

{σ2 , σ3 , σ4 }, 3

{σ5 , σ6 , σ7 }, 3
{σ8 , σ9 , σ10 }, 3

{σ1 }, 5
{σ3 , σ4 }, 4

{σ6 , σ7 }, 4
{σ2 }, 5

{σ4 }, 5

{σ3 }, 5

{σ8 , σ9 }, 4
{σ5 }, 5

{σ7 }, 5

{σ6 }, 5

{σ10 }, 5

{σ9 }, 5

{σ8 }, 5

Figure 2.21. A partition tree for the set S of request sequences listed in Figure 2.20.
Each node v of the tree is labeled with the corresponding set of request sequences Sv
and their prefix length kv .

better to wait with buying or selling, respectively, as the price would still decrease
or increase, respectively, on day d. Note that it is not possible that d − 1 is an
optimal buying day for σ1 and an optimal selling day for σ2 , or vice versa, because,
contrary to the assumption, the request sequences would already differ before
day d in this case.

As there are n2 request sequences of length n, by Theorem 2.18 it follows that
every optimal online algorithm needs at least
 
n
n(n − 1)
log
= log
= log n + log(n − 1) − 1
2
2
advice bits.
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Advice Complexity of the Disjoint Path Allocation Problem on Paths
Consider again the disjoint path allocation problem on paths (DPA) that we
introduced in Section 2.2. There we presented an optimal online algorithm with
advice that solves this problem using L − 1 advice bits, as shown by Theorem 2.8.
The following lower bound on the advice complexity of this problem has been
proven by Komm [34].
Theorem 2.22 (Komm [34, p. 57]). Every optimal online algorithm for DPA
needs to read at least L/2 advice bits.
Using the described technique of partition trees, we improve this lower bound
to L − 1. Therefore, this new lower bound is tight.
Theorem 2.23. Every online algorithm with advice needs at least L − 1 advice
bits to optimally solve the disjoint path allocation problem on paths of length L.
Proof. First, we describe the set S of request sequences that have a common
prefix. Later, we show that each request sequence has a different and unique
optimal answer sequence.
The requests of a particular request sequence are asked over a series of L phases,
from phase L down to phase 1. In each phase p, all requests of length p are asked
from the leftmost request to the rightmost one, except for some requests, such that
each request sequence is different. More specifically, for each request sequence,
an associated bit string b0 . . . bL with b0 = 1, bL = 1 and b1 . . . bL−1 ∈ {0, 1}L−1
represents the optimal solution for this request sequence as described for the
upper bound. If a request hi, ji in phase (j − i) is designated to be admitted in
the optimal solution, that is, bi = 1, bj = 1 and bk = 0, for i < k < j, then, in
all subsequent phases, no requests that overlap hi, ji are requested. Note that
the requests of the optimal solution cover the whole path. An example of such a
request sequence is shown in Figure 2.24.
Now, we show that each request sequence has a unique optimal answer sequence.
Let Opt(σ) be an optimal answer sequence for a request sequence σ. Assume that
there is another answer sequence Opt 0(σ) that differs at least by one answer. Two
cases are possible. Either Opt 0(σ) refuses a request that is intended to be admitted.
Then, by construction of the request sequences, no requests in subsequent phases
overlap the subpath of the refused request. Thus, Opt 0(σ) admits one request less
and is therefore not optimal. In the other case, Opt 0(σ) admits a request hi, ji that
is not intended to be in the solution. Then Opt 0(σ) misses at least two requests,
because in the bit string corresponding to σ at least one bit is set to 1 between
the bits bi and bj . As the whole path is covered by the requests of the optimal
solution, one request has its right endpoint at that position while the other request
has its left endpoint at that position.
Lastly, we need to prove that the answer sequences for two request sequences are
already different before the corresponding request sequences differ. Let σ and σ 0
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phase 1
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phase 4

phase 5

time
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1
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Figure 2.24. An example of a request sequence represented by the bit string 10001101
for a path of length L = 7. The requests are asked over L phases from phase L down
to phase 1. In each phase, the requests are asked from left to right. However, shorter
requests that overlap a request that is designated to be admitted are not asked. The
unique optimal solution is highlighted in gray.

be two different request sequences and let p be the phase in which σ and σ 0 first
differ. Because the requests in phase p of the two request sequences are different,
there must be a request in the previous phase that should be admitted in one
request sequence, but not in the other. Otherwise, the two request sequences would
be the same, as the requests in phase p are dependent on whether some requests
should be admitted in the previous phases. Hence, an optimal answer sequence
for σ cannot also be optimal for σ 0 , and thus the prerequisite for Theorem 2.18 is
given.
The L − 1 bit strings define 2L−1 different request sequences, each belonging
to a different leaf of T (S). We have 2L−1 leaves and thus, from Theorem 2.18, it
follows that an optimal online algorithm needs at least log 2L−1 = L − 1 advice
bits to be optimal for a given request sequence.
As an example, all request sequences of this type for a path of length 4 are
shown in Figure 2.25, and the desired partition tree is shown in Figure 2.26.
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Figure 2.25. An example of eight request sequences for the disjoint path allocation
problem on a path of length four. These request sequences have unique optimal solutions
highlighted in gray. Additionally, any two of these request sequences share a common
prefix. A partition tree for these request sequences is shown in Figure 2.26.
S, 1
{σ2 , σ3 , σ4 , σ5 , σ6 , σ7 , σ8 }, 3
{σ1 }, 1

{σ4 , σ5 , σ6 , σ7 , σ8 }, 6
{σ2 }, 4

{σ3 }, 4
{σ4 }, 6

{σ6 , σ7 , σ8 }, 7
{σ5 }, 8

{σ7 , σ8 }, 8
{σ6 }, 8
{σ7 }, 8

{σ8 }, 10

Figure 2.26. A partition tree for the set S of request sequences from Figure 2.25. Each
node v of the tree is labeled with the corresponding partition Sv and prefix length kv .
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2.5 Proving Lower Bounds on the c-Competitiveness
of Online Algorithms
Theorem 2.18 can also be used to prove lower bounds on the advice complexity
for achieving some competitiveness. Here, we need the additional constraint that
every solution for a request sequence is much worse for any request sequence from
another subtree of the partition tree.
Lemma 2.27. Let S be a subset of the request sequences of some online problem U,
let T (S) be a partition tree of S. Consider any two nodes v1 and v2 of T (S),
neither one an ancestor of the other, with lowest common ancestor v and any two
request sequences σ1 ∈ Sv1 and σ2 ∈ Sv2 . Let c-COMP(σ1 ) and c-COMP(σ2 ) be
the set of c-competitive answer sequences for σ1 and σ2 , respectively.
If, for all π1 ∈ c-COMP(σ1 ) and all π2 ∈ c-COMP(σ2 ),
[π1 ]kv 6= [π2 ]kv
then any c-competitive online algorithm needs a different advice for each of the
two request sequences σ1 and σ2 .
Proof. The described situation is depicted in Figure 2.16. We have σ1 , σ2 ∈ Sv .
According to the definition of T (S), the prefixes of length kv of σ1 and σ2 are
equal, but [π1 ]kv 6= [π2 ]kv, for all π1 ∈ c-COMP(σ1 ) and all π2 ∈ c-COMP(σ2 ), by
the prerequisite of the lemma.
Let A be any c-competitive online algorithm with advice for U. Because A is
deterministic, its computation is solely based on the given request sequence and
the advice tape. Now assume A reads the same advice for σ1 and σ2 . Because the
prefixes of length kv of σ1 and σ2 are equal, A therefore answers both request
sequences equally up to and including round kv .
But since [π1 ]kv 6= [π2 ]kv , the algorithm cannot be c-competitive for both σ1
and σ2 . Thus, A must receive a different advice for each of the two request
sequences in order to be c-competitive for both of them.
As in the previous section, we can use this lemma to derive a lower bound on
the advice complexity based on the number of leaves of a partition tree.
Theorem 2.28. Let S be a subset of the request sequences of some online
problem U, and let T (S) be a partition tree of S satisfying the prerequisite of
Lemma 2.27.
Then, any optimal online algorithm for U requires at least log m advice bits,
where m is the number of leaves of T (S).
Proof. According to Lemma 2.27, every c-competitive online algorithm needs
advice to distinguish between two request sequences from nodes in different
subtrees of the partition tree T (S). Thus, if the partition tree T (S) has m leaves,
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any c-competitive online algorithm must at least distinguish between any pair
of request sequences associated with leaves of the tree. A bit string of b bits can
encode up to 2b different advice strings. To have a bit string for each leaf of the
tree, that is 2b ≥ m, at least b ≥ log m advice bits are needed.

2.6 Advice-Preserving Reductions
Proving lower bounds is usually very hard, so we are interested in techniques
and approaches that make this task easier. In Section 2.4, we introduced the
concept of the partition tree as a technique to prove lower bounds on the advice
complexity. In this section, we present another method to provide such lower
bounds.
Basically, we want to apply the concept of reductions to determine lower bounds.
Reductions are usually used to show that a problem is at least as hard in some
sense as an other problem. In the context of computing with advice, we are using
a reduction to show that the advice complexity of an online problem is at least as
high as the advice complexity of some other online problem in order to achieve
the same competitive ratio.
We say that an online problem U1 is reducible to an online problem U2 if we can
devise an online algorithm with advice A1 for U1 from an online algorithm with
advice A2 for U2 , while A1 reads the same amount of advice bits and achieves
the same competitive ratio as A2 . This means that the online problem U2 is at
least as hard as the online problem U1 regarding their advice complexity.
A restricted formal framework for these so-called advice-preserving reductions
has been devised by Sprock [46]. However, the reduction, as defined there, is not
applicable in our case. For example, it requires that each request of problem U1
is always transformed to a fixed amount of requests of problem U2 .
As a starting point for these reductions, we need a suitable online problem, which
we can reduce to our online problem in question. The string guessing problem is
an online problem that is particularly well suited for these reductions, as it was
basically introduced for this task by Böckenhauer et al. [9].
The adversary secretly thinks of a string of characters over a given alphabet
and tells the online algorithm the length of this string. The online algorithm then
guesses the characters of this string with as few mistakes as possible. We measure
either the profit by the number of correctly guessed characters or the cost by the
number of incorrectly guessed characters. For our purposes, the characters of the
string are asked one by one.
We distinguish two variants of this problem, depending on the feedback the
adversary gives with each request. In one variant, the online algorithm immediately
learns with each new request which character would have been the right answer for
the previous request. In the other variant, the online algorithm gets this feedback
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only in the end as a last request. The former problem is called string guessing
with known history, while the later is called string guessing with unknown history.
More formally, the string guessing problem with known history over an alphabet Σ of size q ≥ 2 (q-SGKH) is the following online cost minimization problem.
The first request is a natural number k and is followed by k requests si , with
si ∈ Σ for 1 ≤ i ≤ k. Thus, a request sequence σ for this problem is for example
(k, s1 , s2 , . . . , sk ). An online algorithm has to answer the first k requests with
a character from Σ and is not required to answer the last request sk . Thus,
A(σ) = (s01 , s02 , . . . , s0k ) is an example of an answer sequence of an online algorithm A on σ. The cost is determined by the Hamming distance between the two
strings s1 s2 . . . sk and s01 s02 . . . s0k , that is, the number of characters that do not
match.
A request sequence for the string guessing problem with unknown history
(q-SGUH), on the other hand, might look like (k, ?2 , ?3 , . . . , ?k , s), where a question mark is just a request for the next character without any information about
the correctness of the online algorithms answer. Instead, the secret string s of
the adversary is given as the final request which the algorithm does not need to
answer. Again, for any request ?i , the online algorithm guesses what character is
at position i of s. The cost is once more determined by the Hamming distance
between the guessed and the secret string.
Böckenhauer et al. [9] proved the following lower bound on the advice complexity
of the string guessing problem with known history.
Theorem 2.29 (Böckenhauer et al. [9]). Every online algorithm with advice
for q-SGKH on strings of n characters that guesses more than αn characters
correctly, for q −1 ≤ α < 1, needs at least




1−α
1 + (1 − α) logq
+ α logq α n log2 q
q−1
advice bits.
So far, no better lower bound on the advice complexity is known for the problem
with unknown history, so the same lower bound also applies to the string guessing
problem with unknown history.
Theorem 2.30 (Böckenhauer et al. [9]). Every online algorithm with advice
for q-SGUH on strings of n characters that guesses more than αn characters
correctly, for q −1 ≤ α < 1, needs at least




1−α
1 + (1 − α) logq
+ α logq α n log2 q
q−1
advice bits.
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Restricting the problem to an alphabet of size 2 leads to the following lower
bound on the advice complexity.
Corollary 2.31 (Böckenhauer et al. [9]). Every online algorithm with advice for
2-SGUH on bit strings of length n that guesses more than αn characters correctly,
for 2−1 ≤ α < 1, needs at least

1 + (1 − α) log(1 − α) + α log α n
advice bits.
In Chapter 3, we use a reduction from the string guessing problem to show that
the advice complexity of the online vertex cover problem is at least as high as
the advice complexity of the string guessing problem with unknown history. This
reduction proves the lower bound on the advice complexity of the online vertex
cover problem as claimed in Theorem 3.24.

2.7 Randomization and Its Similarities
to Computing With Advice
On first sight, randomization seems not related to computing with advice. While in
the former case a clairvoyant oracle writes bits on a tape, in the later model these
bits are generated at random. However, computing with advice has interesting
similarities to randomized computation. For both models, the bits on the tape
basically specify which of several deterministic strategies to use. Computing with
an advice tape is obviously stronger, as the oracle can tell the online algorithm the
best strategy, while random algorithms are designed such that only in expectation
a certain performance is achieved. So clearly, every randomized online algorithm
can be transformed into an online algorithm with advice by selecting, for each
request sequence, the best random string as the advice, that is, the random string
for which the randomized algorithm performs best. This observation is already
specified by Komm [34].
Observation 2.32 (Komm [34, p. 99]). If there exists a randomized online
algorithm R that is c-competitive in expectation and that uses b random bits, there
also exists a c-competitive online algorithm with advice that uses b bits of advice.
If no online algorithm A with advice can achieve a competitive ratio of c using
b bits of advice for some online problem U, there cannot exist any c-competitive
randomized online algorithm R for U using b random bits.
Böckenhauer et al. [10] even show that we can construct an online algorithm
with advice from a randomized one that uses significantly less advice bits. However,
the resulting algorithm will have a slightly worse competitive ratio.
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Lemma 2.33 (Böckenhauer et al. [10]). Consider an online cost minimization
problem U, and let S(n) be the set of all possible request sequences of length n.
Furthermore, suppose that there is a randomized online algorithm for U with a
worst-case expected competitive ratio of at most E. Then, for any fixed ε > 0, it
is possible to construct a deterministic online algorithm with advice that uses at
most


log|S(n)|
log n + 2 log log n + log
+d
log(1 + ε)
advice bits, for some small constant d, and achieves a competitive ratio of (1+ε)E.
The constant d stems from rounding up the logarithms to natural numbers.
The fact that we can transform any randomized online algorithm into an online
algorithm with advice with a similar performance, leads us to another interesting
observation. Suppose there is a lower bound on the advice complexity that grows
faster than logarithmic for a certain online problem. And furthermore, the number
of possible request sequences is not to big. Then, there cannot be a randomized
online algorithm that achieves a comparable competitiveness. Because, otherwise,
we could use that randomized algorithm to construct an online algorithm with
advice with an logarithmic advice complexity using the lemma above, thus,
contradicting the proven lower bound on the advice complexity of the online
problem.
We use this observation in Section 5.5 to show that every randomized algorithm
for the online λ-coloring problem on paths has a worst-case expected competitive
ratio of at least 45 (1 − δ) on sufficiently long request sequences.
For further discussions about the relation of advice to computing with random
bits, we refer to the works of Komm [34, p. 99], Böckenhauer et al. [10], Emek
et al. [26], Komm et al. [35], and Böckenhauer et al. [8].

2.8 Online Graphs
Online graph problems are online problems on graphs that are revealed vertex by
vertex together with the incident edges that are incident to previously revealed
vertices. The online algorithm has to irrevocably answer each revealed vertex
before the next vertex is revealed. The task of the online graph coloring problem,
for example, is to assign colors to the revealed vertices such that the vertices of
the resulting graph are colored in a way that no two adjacent vertices have the
same color.
More formally, an online graph G≺ = (G, ≺) is a structure consisting of a
graph G = (V, E) and a total ordering ≺ on the vertices of G. The graph G is
presented to the algorithm by revealing the vertices in the order given by ≺ and,
together with each vertex v, all edges {v, w} ∈ E with w ≺ v. We call G≺ an
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Figure 2.34. An example of an online graph G≺ on the five vertices a, b, c, d, and e
with presentation order a ≺ b ≺ c ≺ d ≺ e. The graph G shown in (e) is revealed vertex
by vertex over five rounds, as illustrated in (a) to (e).
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Figure 2.35. Two graphs G1 and G2 whose presentation orders are a ≺ b ≺ c ≺ d.
≺
Up to the third request, their online presentations G≺
1 and G2 are identical since
≺
≺
G1 [{a, b, c}] ≡ G2 [{a, b, c}], as shown in (a) to (c).

online presentation of the graph G. Furthermore, we denote by G≺ [W ], the online
subgraph of G≺ induced by the subset W ⊂ V (G), where the edges are restricted
to those whose endpoints are in W and ≺ is restricted to W . An example of an
online graph is shown in Figure 2.34.
A request of an online graph problem is thus a vertex and a set of edges. For
a simpler notation, we represent a request just by the revealed vertex and it is
understood that also the edges are revealed. Furthermore, we sometimes label
the vertices to refer to them, however, the labels of the vertices are not part of
an online presentation. In fact, the vertices are just presented as the first vertex,
second vertex, etc. Consequently, two online presentations of the same graph, or
even of two different graphs, might begin with identical subgraphs, as illustrated
in Figure 2.35.
In the pictures of online graphs, we usually just depict the final underlying graph.
Any online graph G≺ can be visualized by a directed graph by giving a direction
to every edge corresponding to the presentation order of its two endpoints. Thus,
if v ≺ w, then the edge {v, w} is directed from v to w. Figure 2.36 shows such a
directed graph. This partial order on the vertices is usually sufficient to visualize
the relevant aspects. If the exact presentation order is important, we specify the
order more explicitly using a time axis or some other means.
In the next three chapters, we are going to investigate the advice complexity of
three online graph problems, namely the online vertex cover problem, online graph
coloring and the online λ-coloring problem. We analyze these problems for specific
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Figure 2.36. A visualization of the online graph from Figure 2.34 as a directed graph.
The directed edge from vertex d to vertex e means that d was revealed before e in the
presentation order.

graph classes like paths, trees and other connected graphs. This means, we only
consider online graphs that in the end result in a graph from the specified class.
However, in all intermediate steps, we do not require that the revealed graph is
from the specified class or even connected. For example, when we look at online
trees, it can well be that, before the final vertex is revealed, we have a forest of
multiple trees and only the last vertex connects these together to one tree.
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Online Vertex Cover

Imagine we are consultants for an amusement park. Because the summers can get
very hot in the country, we are looking for good locations for ice-cream stands
in the park. We are asked to place these stands at road junctions so that the
visitors of the various attractions along the roads must walk at most to the end
of the road to buy an ice cream or a beverage. However, to save on infrastructure
costs, we want to place as few ice-cream stands as possible while still meeting the
criteria above.
This task can be formulated in a graph-theoretic way by interpreting the road
network as a graph, where vertices represent the road junctions and the roads are
represented by edges. The aim is to find a set of vertices such that at least one
endpoint of each edge belongs to this set. Such a set of vertices is called a vertex
cover of the graph.
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Figure 3.1. The road network of an amusement park.
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Definition 3.2. A vertex cover of a graph G is a subset Q ⊆ V (G) that contains
at least one endpoint of every edge. We say that the vertices in Q cover the edges
of the graph. The vertex cover number of a graph G, denoted by τ (G), is the
least k such that there is a vertex cover of cardinality k. A vertex cover Q of a
graph G is optimal if |Q| = τ (G).
♦
In the online vertex cover problem, a request sequence is given by an online
graph G≺ and the online algorithm computes a vertex cover of G by answering
for each revealed vertex whether to include it into the computed vertex cover
or not, denoted by the answers ‘hincludei’ or ‘hexcludei’, respectively. The goal
of the online algorithm is to compute a vertex cover of minimal cardinality, as
the cost of an answer sequence is determined by the cardinality of the computed
vertex cover.
Online vertex cover is a very interesting online problem because it is inherently
asymmetric. If the online algorithm does not include a revealed vertex v in the
cover it is forced to include all vertices that are later revealed adjacent to v.
So far, not much is known on the online vertex cover problem yet. Wang et al. [47]
have studied this problem on online bipartite graphs and also analyzed fractional
vertex covers in general graphs. The impact of various notions of online graphs has
also been investigated [19, 20]. They have looked, for example, at online graphs
where the vertices are revealed in groups. For the definition of an online graph
that matches ours, the following results for general graphs have been obtained
by Demange et al. [20].
Theorem 3.3 (Demange et al. [20]). There is an online algorithm without advice
that computes a vertex cover on any online graph G≺ with a competitive ratio of
at most ∆(G), where ∆(G) denotes the maximum degree of G.
For general graphs on n vertices, where the maximal degree is unbounded, this
implies a competitive ratio of n − 1 for this online algorithm. This is also the best
competitive ratio possible as there is a matching lower bound.
Theorem 3.4 (Demange et al. [20]). Any online algorithm without advice has a
competitive ratio of at least ∆(G) on every online graph G≺ .
In this chapter investigate the advice complexity of the online vertex cover problem
for online graphs from three graph classes: paths, trees, and connected graphs.
For online paths, we first determine the competitive ratio of the simple online
algorithm that only includes vertices into the cover if forced to do so. We show that
this greedy algorithm is 43 -competitive and prove, by providing a corresponding
lower bound, that there cannot be a better online algorithm without advice. An
optimal vertex cover can be reached for each online path by using d n2 e advice bits.
We also show that at least 12 (n − 1) advice bits are necessary to be optimal.
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Figure 3.5. (a) A path on an odd number of vertices. Its optimal vertex cover consists
of the marked vertices. (b) A path on an even number of vertices. It has two optimal
vertex covers. One includes the marked vertices, the other consists of the white vertices.

We show that there is a strictly 12 (n − 1)-competitive online algorithm for
online trees and also prove that no online algorithm can be better than strictly
1
we can show that
2 (n − 1)-competitive. Considering none strict competitiveness,

n−1
1
no online algorithm can be better than 2f
−
-competitive.
The advice
(n)
2
complexity of the online vertex cover problem can be shown to be at least
log 3
3 (n − 4) advice bits when computing an optimal cover. By using a reduction,
we can further show that every c-competitive online
 algorithm with advice needs
at least 1 + (c − 1) log(c − 1) + (2 − c) log(2 − c) n−3
3 advice bits.
Finally, we prove that at least n − 3 advice bits are necessary to compute an
optimal cover for every connected graph. Also, we provide an online algorithm that
computes a vertex cover using at most n advice bits. Additionally, we show that
already one advice bit is sufficient to devise an n4 -competitive online algorithm.
Finally, an online algorithm is designed that uses the property that bit strings
with few ones or few zeros can be compressed.

3.1 Paths
We start by analyzing online algorithms with and without advice for online
paths. Online paths have the interesting property, that there is only one path
on n vertices. So they only differ in the order in which the vertices are revealed.
Each path on an odd number of vertices has a unique optimal vertex cover. That
is, for a path (v1 , v2 , . . . , vn ), every vertex with an even index is in the optimal
vertex cover. Consequently, there are two optimal vertex covers for paths on an
even number of vertices. Both possibilities are depicted in Figure 3.5.
First, we show that a simple greedy online algorithm is already 43 -competitive
and there is no better online algorithm without advice. Afterwards, we discuss an
optimal online algorithm with advice.

Results Without Advice
The following algorithm works greedily, that is, it does not add a vertex to the
computed vertex cover Q, unless the vertex is incident to an uncovered edge.
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Algorithm 3.6. A greedy online algorithm computing a vertex cover.
foreach revealed vertex v do
if v is incident to an uncovered edge then
Q ← Q ∪ {v}
answer hincludei
else
answer hexcludei
Theorem 3.7. Algorithm 3.6 is a 43 -competitive online algorithm solving the
minimum vertex cover problem for online paths on n vertices.
Proof. Let us denote Algorithm 3.6 by A. We show that A never takes three
consecutive vertices into the vertex cover. Therefore, for every three vertices, the
algorithm includes at most two of them in the cover.
If revealed vertices are adjacent to only one vertex, the algorithm alternates
between including and excluding the vertices to the cover. Hence, not even two
vertices adjacent to each other are included in the cover. If a vertex v is revealed
adjacent to two vertices x and y, then either both of them are in the cover, and
thus v is excluded, or at least one of them is excluded and thus v needs to be
included in the cover. In both cases, there are never three consecutive vertices in
the cover.
Therefore, A includes at most two vertices in the cover for every three consecutive
vertices. Since the number of vertices of the path is not necessarily divisible by
three, there are one or two additional vertices. Thus, there need to be at most
two more vertex in the cover. The cost of an answer
computed by A on
 nsequence

a given request sequence σ is, therefore,
at
most
2
while
the cardinality
+
2,
3

n
of an optimal vertex cover is 2 .
So we have
jnk
n
costA (σ) ≤ 2
+2≤2 +2
3
3
and
costOpt (σ) =

jnk
2

>

n
− 1.
2

To determine the competitive ratio c, we need to find a non-negative constant d
such that
costA (σ) ≤ c · costOpt (σ) + d,
for every request sequence σ. Using the calculated costs, we get
n

n
2 +2≤c
− 1 + d.
3
2
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Figure 3.8. A hard online path for the greedy algorithm. For each highlighted subpath
of three vertices, the center vertex is revealed first, forcing the algorithm to include the
two adjacent vertices in the cover.

By choosing c =

4
3

and d =

10
3 ,

we finally get

2n
4n 4 10
+2≤
− + ,
3
6
3
3
which proves the claimed competitive ratio.
An example of an online path that is difficult to answer for Algorithm 3.6 is
shown in Figure 3.8. A simple analysis of this example shows that the algorithm
indeed is 34 -competitive at best.
The competitiveness of the presented algorithm cannot be improved because
the following theorem shows a lower bound on the competitive ratio that matches
the competitive ratio from the previous theorem.
Theorem 3.9. No online algorithm without advice computing a vertex cover on
paths can be better than 34 -competitive.
Proof. We describe the strategy the adversary can employ to force any online
algorithm to include many vertices in the computed vertex cover.
Let the number n of vertices be divisible by three. The vertices of the path
are revealed in two phases. First, n3 isolated vertices are revealed. Any online
algorithm will include some subset of these vertices in its vertex cover. In the
second phase, the isolated vertices are connected to form a path by adding two
vertices for each isolated one in different ways. Let v be such an isolated vertex.
We need to consider two cases: (i) Either the online algorithm has included the
vertex in the computed vertex cover, or (ii) it did not.
(i) The adversary reveals two vertices y and z, where y is adjacent to v and z
is adjacent to y, as shown in Figure 3.10a. Every online algorithm needs
to include at least one of these two vertices in the cover, otherwise the
edge (y, z) would not be covered. We can safely assume that any algorithm
chooses to include z, as this is not worse than choosing y.
(ii) The adversary reveals two vertices x and z, both adjacent to v, as shown
in Figure 3.10b. Every online algorithm is forced to include x and z in
the vertex cover in order to compute a proper vertex cover, otherwise the
edges {x, v} and {v, z} would not be covered.
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v
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z

(a)

x

v

z

(b)

Figure 3.10. The two ways by which an isolated vertex can be extended to a subpath
on three vertices, such that every online algorithm needs to include two vertices in the
vertex cover. The previously isolated vertices are highlighted. Variant (a) is used if the
isolated vertex was included in the cover, and variant (b) if it was not.

In both cases, the two additional vertices can be revealed in such a way that
the current subgraph completes to a path without any additional vertices. Let
us denote the vertex v in case (i) by x. So, when x is revealed in both cases, it
is adjacent to the vertex z of the previous subpath to the left, and when z is
revealed, it will be adjacent to the vertex x of the next subpath to the right.
Every online algorithm includes two vertices in the computed cover for each
 of

these subpaths on three vertices, while an optimal vertex cover is of cardinality n2 .
To prove the claimed lower bound, we need to show that, for any online
algorithm A and every non-negative constant d, there is a request sequence σ
such that
costA (σ) > c · costOpt (σ) + d.

Let d be some arbitrary non-negative constant. Assume that c = 34 − ε , for
some small ε > 0. Then, we have to show that there is some request sequence σ
such that
j n k
2n  4
>
−ε
+ d.
3
3
2
It suffices to prove that
n
2n  4
>
−ε
+ d,
3
3
2
which is equivalent to
nε
> d.
2
Clearly, for every d, there is a sufficiently long request sequence of the described
kind such that this inequality is satisfied.

Online Algorithms With Advice
Now we want to find out how many advice bits are necessary and sufficient to
compute an optimal vertex cover. The following algorithm is a very simple online

42

3.1 Paths

algorithm with advice that computes an optimal vertex cover for every path by
reading an advice bit for each vertex that is revealed in isolation. Otherwise, the
algorithm works like the greedy algorithm from above.
Algorithm 3.11. An online algorithm with advice computing an optimal vertex
cover.
foreach revealed vertex v do
if v is incident to an uncovered edge then
Q ← Q ∪ {v}
answer hincludei
else if v is isolated then
read an advice bit b
if b = 1 then
Q ← Q ∪ {v}
answer hincludei
else
answer hexcludei
else
answer hexcludei
It turns out that this online algorithm needs to read an advice bit for at most
half (rounded up) of the vertices.
Theorem 3.12. Algorithm 3.11 is an online algorithm
  computing an optimal
vertex cover on a path on n vertices using at most n2 advice bits.
 
Proof. In every online presentation of the n vertices of a path, at most n2 vertices
can be revealed in isolation, thus forcing the online algorithm to read that many
advice bits. Since the online algorithm decides optimally for every isolated vertex,
the optimal decision for any vertex that is connected to a previously isolated
vertex follows from that.
The next theorem shows the corresponding lower bound on the advice complexity
that almost matches the upper bound given by the previous theorem.
Theorem 3.13. An advice of at least 12 (n − 1) bits is necessary to compute an
optimal vertex cover on a path on n vertices.
Proof. We consider a path (v1 , v2 , . . . , vn ) on n vertices, where n is odd. Consequently, the path has a unique optimal vertex cover, say Q. We construct a set of
online paths, where each online path corresponds to a different online presentation
of the vertices of this path.
The vertices of the path are revealed in such a way that the first n−1
2 vertices
are isolated and some of them need to be in the vertex cover and some do not.
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4.

2.

4.
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(a)
2.

3.
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(b)
Figure 3.14. Two examples of online paths on n vertices for which any online algorithm
needs to read at least 12 (n − 1) many advice bits. The highlighted vertices are revealed
in isolation in the specified order that is given by the corresponding bit string. Figure (a)
shows the online path corresponding to the bit string 01011, while Figure (b) shows the
one for 10010. The vertices of the optimal vertex cover are gray.

More specifically, we define the online presentation of these vertices by a bit
string b1 b2 . . . b n−1 of length n−1
2 . The bit string from left to right defines which
2
vertices are going to be revealed in which round. So, if bi = 0, then, in round i,
the leftmost not yet revealed vertex (with lowest index) not in Q is revealed,
otherwise the rightmost vertex (with highest index) that is in Q is revealed. Since
less than every second vertex is revealed in this way, all of these vertices are
revealed in isolation. The remaining vertices are revealed from left (lowest index)
to right (highest index). As Q is the unique optimal vertex cover, each bit string
uniquely determines an online presentation of the path. Figure 3.14 shows two
examples of these online paths.
All online presentations have a common prefix as the first n−1
vertices are
2
always revealed in isolation. Also, since there is only one optimal vertex cover for
the path, there is a unique optimal answer sequence for each online presentation.
As every online path connects the isolated vertices in a different way, the optimal
answer sequences of two online paths already differ in their answer to these isolated
vertices. So the necessary prerequisites for Theorem 2.18 are met. As there are
n−1
2 2 online presentations, every online algorithm needs at least n−1
2 advice bits
to be optimal.

3.2 Trees
In this section, we analyze online algorithms that compute a vertex cover on
trees. After discussing a simple online algorithm without advice, we continue by
analyzing two interesting lower bounds on the advice complexity of the problem.
The former lower bound uses the technique based on partition trees explained in
Section 2.4 while the later is derived using a reduction from the string guessing
problem.
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Results Without Advice
The trivial greedy algorithm, Algorithm 3.6, does also work for trees. But this
algorithm is much weaker for trees because the star graph is not handled well
enough by the algorithm. When the center vertex of a star is revealed first, the
algorithm does not include it in the vertex cover and is therefore forced to include
all leaf vertices in the cover. Thus, the greedy algorithm is only (n−1)-competitive.
However, when the very first vertex is included in the vertex cover anyway,
a star graph can be handled much better because the described case no longer
happens.
Algorithm 3.15. An improved greedy algorithm.
for the first revealed vertex v do
w←v
Q ← Q ∪ {v}
answer hincludei
foreach revealed vertex v do
if v is the first vertex adjacent to w
or v is incident to an uncovered edge then
Q ← Q ∪ {v}
answer hincludei
else
answer hexcludei
For the remaining trees this improved algorithm still performs well since, for
any other tree on at least four vertices, an optimal vertex cover is of cardinality
at least two, as shown by the following lemma.
Lemma 3.16. Every tree that is not a star has an optimal vertex cover of
cardinality at least two.
Proof. Not all edges can be incident to one single vertex, because then the tree
would be a star. So there is at least one edge that cannot be covered by this single
vertex. Thus, at least two vertices are needed for an optimal vertex cover, in this
case.
With the help of the lemma above, we can now record the performance of
Algorithm 3.15 in the following theorem.
Theorem 3.17. Algorithm 3.15 is a strictly 12 (n−1)-competitive online algorithm
computing a vertex cover for trees on n vertices.
Proof. To analyze the performance of the online algorithm, we need to look at
two separate cases. Namely, if the tree is a star or not.
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...

First phase

p
...

Second phase

q
Figure 3.18. Structure of the trees used in the proof of Theorem 3.19. In the first
phase, p vertices are revealed, which the algorithm includes in the vertex cover. Once
the algorithm chooses not to include a vertex, q vertices are revealed adjacent to this
vertex, forcing the algorithm to include these q vertices. The graph is completed to a
tree by a final vertex, which possibly needs to be included in the cover.

If the tree is a star, the algorithm includes the first revealed vertex w in the
vertex cover and also the first revealed vertex v that is adjacent to w. All other
vertices are not included in the cover. Since either v or w is the center of the star,
the algorithm is 2-competitive.
In the other case, the tree is not a star and has at least four vertices. To prove
the claimed competitiveness, we show that at least one vertex is not included in
the cover by the algorithm. Let w be the first revealed vertex. If a second vertex
is revealed in isolation, the algorithm does not include it in the cover. On the
other hand, if no more vertices are revealed in isolation after w, then the second
vertex v is adjacent to w and, therefore, included in the cover. The third vertex,
however, is not included in the cover as it is either adjacent to v or w. Hence, the
algorithm includes at most n − 1 vertices in the cover, while an optimal vertex
cover is, by Lemma 3.16, of cardinality at least two.
Considering both cases, Algorithm 3.15 is, therefore, a n−1
2 -competitive online
algorithm.
Although Algorithm 3.15 is not very sophisticated, it cannot be improved
further because the following theorem shows that indeed any online algorithm
without advice is at best 12 (n − 1)-competitive.
Theorem 3.19. No online algorithm without advice computing a vertex cover
for trees on n vertices is better than strictly 12 (n − 1)-competitive.
Proof. We describe a class of request sequences on n vertices such that for any
online algorithm without advice, there is a request sequence that forces the
algorithm to include many vertices into the vertex cover.
Let n > 2. The tree is revealed in two phases as shown in Figure 3.18. First,
the adversary reveals isolated vertices and continues to do so as long as the online
algorithm includes them in the vertex cover. Say, p vertices have been revealed

46

3.2 Trees

this way. Once the algorithm chooses not to include the revealed vertex v in the
cover, the second phase starts and the adversary reveals q vertices adjacent to v.
If p > 0, a final vertex is revealed adjacent to all vertices that have been revealed
in the first phase in order to get a tree. Note that one of the numbers p and q can
be zero. Also, there might be no second phase if the algorithm chooses to include
all vertices of the first phase in the cover.
Every online algorithm includes the p vertices of the first phase, the q vertices
of the second phase and, if there is a second phase, also the final vertex in the
vertex cover, whereas an optimal vertex cover only includes at most two vertices.
Thus, we get

q
=n−1
if p = 0,



p + 1
=n−1
if q = 0 and p = n − 2,
costA (σ) =

p
=n−1
if q = 0 and p = n − 1,



p+q+1 =n−1
otherwise.
To prove the claimed lower bound on the strict competitiveness of every online
algorithm A, we need to show that there is a request sequence σ such that
costA (σ) > c · costOpt (σ).

Assume c = n−1
2 − ε , for some small ε > 0. Then, we have to show that there
is some request sequence σ such that
n − 1

n−1>
− ε 2,
2
which is equivalent to
2ε > 0.
Since this inequality holds for every ε > 0, we can conclude that no online
algorithm can be better than n−1
2 -competitive.
Theorem 3.19 is only for strict competitiveness. But using the construction
from the previous proof repeatedly we can achieve a lower bound on the general
competitiveness of any online algorithm.
Theorem 3.20. No online algorithm without advice
 computing a vertex cover
n−1
1
for trees on n vertices is better than 2f
−
(n)
2 -competitive for any slowly
monotonically increasing function f .
Proof. Again, we define a class of request sequences on n vertices such that for
any online algorithm without advice, there is a request sequence that forces the
algorithm to include many vertices into the vertex cover. We do this by repeating
the tree construction from the previous proof many times.
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v
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t5
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tf (n)

Figure 3.21. By repeating the trees from Theorem 3.19 on fn−1
vertices f (n) many
(n)
times, we get a class of trees on n vertices with a structure as shown.

Let n be a integer such that fn−1
(n) is an integer greater than 1. First f (n) many
trees ti of the class described in the proof of Theorem 3.19 are revealed as shown
in Figure 3.21. Each of the trees ti is constructed on fn−1
(n) vertices. Finally, a
vertex v is revealed that connects all trees together to a single tree. The vertex v
is revealed adjacent to a vertex from each tree ti that has already been taken into
the vertex cover by the algorithm. Note that there is always such a vertex since
these trees have more than one vertex. Thus, the final vertex v needs not to be in
the vertex cover.
From Theorem 3.19, we know that every online algorithm A will take fn−1
(n) − 1
vertices into the cover from each of the f (n) trees, while an optimal vertex cover
includes two vertices for each tree. Therefore, we have
n − 1

costA (σ) = f (n)
−1
f (n)
and
costOpt (σ) = 2f (n).
To prove the claimed lower bound on the competitiveness of any online algorithm A, we need to show that, for every non-negative constant d, there is a
request sequence σ such that
costA (σ) > c · costOpt (σ) + d.

n−1
1
Assume c = 2f
(n) − 2 − ε , for some small ε > 0. Then, we have to show that
there is some request sequence σ such that
f (n)

 n−1

1
−1 >
− − ε 2f (n) + d
f (n)
2f (n) 2

n − 1

which is equivalent to
n − 1 − f (n) > n − 1 − f (n) − 2εf (n) + d
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and simplifies to
2εf (n) > d.
Since the function f is monotonically increasing, there is a sufficiently long request
sequence of the described type for which the
 inequality holds. Therefore, no online
n−1
1
algorithm can be better than 2f
−
(n)
2 -competitive.

Advice Complexity of Computing an Optimal Vertex Cover
As every path is also a tree, the lower bound on the advice complexity given in
Theorem 3.9 is also applicable for trees. But in fact, we can improve this bound
for trees as the following theorem shows.
Theorem 3.22. An advice of at least log3 3 (n − 4) > 0.528(n − 4) bits is necessary
to compute an optimal vertex cover for any tree on n vertices.
Proof. We construct a set S of online trees such that we can build a partition
tree T (S) of S. By using Theorem 2.18, we can then prove the desired lower
bound on the advice complexity.
The vertices of the trees are revealed over h phases. In the first phase, the root
of the tree is revealed, followed by three children. In each subsequent phase, one
of the previous children is chosen and then three children are revealed adjacent to
the chosen child. Except for the first phase, there are three possibilities to choose
a vertex in each of the subsequent h − 1 phases. Thus, we have 3h−1 different
trees in S. Two examples of these trees are shown in Figure 3.23.
By construction, any two request sequences defining these trees have a common
prefix of some length. Hence, we can build a partition tree T (S) of these request
sequences in a straightforward fashion.
Now, we need to show that the prerequisite of Lemma 2.17 is satisfied. Consider
two different request sequences σ and σ 0 of S and let k be the phase in which
these trees first differ. Assume, without loss of generality, that, in phase k, σ
reveals its vertices as children of the first vertex of phase k − 1 and σ 0 reveals its
vertices as children of the last vertex of phase k − 1. In phase k − 1, every optimal
algorithm would on σ include only the first vertex in the cover, while on σ 0 it
would include only the last vertex in the cover. However, as these two request
sequences have the same prefix until phase k − 1, the prerequisites of Lemma 2.17,
and thus also of Theorem 2.18, are satisfied.
Each of the h phases reveals three vertices. Including the first vertex, each tree
consists thus of 3h + 1 vertices, that is n = 3h + 1. Therefore, we can conclude
that at least
n − 1

n−4
log 3
log 3h−1 = (h − 1) log 3 =
− 1 log 3 =
log 3 =
(n − 4)
3
3
3
advice bits are needed to be optimal for every request sequence in S, and thus
also for every request sequence on n vertices.

49

Chapter 3 Online Vertex Cover

(a)

(b)

Figure 3.23. Two online trees from the set S of online trees, for which we build a
partition tree. The tree is revealed over several phases. In each phase one of the previous
children is chosen an then three children are revealed adjacent to the chosen child. The
vertices of the optimal vertex cover are highlighted.

We could use the same construction with a different number of children on each
level. For x children, we get the following term
log x
(n − 1 − x)
x
that has a single maximum at x equal to Euler’s number. It turns out that three
children is indeed the best choice for the number of children because with x = 2
this term is only 21 (n − 3).

A Reduction from the String Guessing Problem
Because the previous lower bound on the advice complexity is only for computing
an optimal vertex cover, we now give a more general lower bound that holds
for competitive ratios between 1 and 1.5. To achieve this, we reduce the string
guessing problem to the online vertex cover problem with a reduction as explained
in Section 2.6. This reduction allows us to show that the advice complexity of the
online vertex cover problem is at least as high as the one of the string guessing
problem with unknown history over an alphabet of size two.
Theorem 3.24. Every c-competitive online algorithm with advice computing a
vertex cover for online trees on n vertices needs at least

n − 3
1 + (c − 1) log(c − 1) + (2 − c) log(2 − c)
3
advice bits, for any c with 1 ≤ c ≤ 1.5.
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Figure 3.25. An example of an online tree representing the bit string 11010010 for
the reduction from the string guessing problem. For each bit of the string, an isolated
vertex is revealed, as shown by the highlighting. Deciding whether to include one of
these vertices in the cover is the same as guessing a bit from the bit string. The vertices
of the unique optimal vertex cover are shown in gray.

Proof. We prove this by contradiction. Assume there were an online algorithm
with advice for the online vertex cover problem with a lower advice complexity.
Then, we could devise an online algorithm for the string guessing problem that
beats the corresponding lower bound on the advice complexity. As this cannot
be the case, any online algorithm computing a vertex cover needs at least the
claimed number of advice bits.
We start by first showing the reduction and then we derive the corresponding
lower bound on the advice complexity of computing a vertex cover for a specific
competitive ratio.
Assume there is an online algorithm B with advice solving the online vertex cover
problem using b advice bits while computing a vertex cover containing at most
e vertices more than an optimal cover. We want to show that there is an online
algorithm A with advice answering the string guessing problem with unknown
history over an alphabet of size two that makes at most e errors using the same
number of advice bits.
The idea of this reduction is that we can construct a tree on 3k + 3 vertices
with a unique optimal vertex cover for each bit string of length k, as shown in
Figure 3.25. When the k highlighted vertices are revealed in isolation, the decision
whether to include those vertices in the vertex cover is thus similar to guessing
the bits of a bit string of length k.
Let (k, ?2 , ?3 , . . . , ?k , s) be a request sequence for the string guessing problem
with unknown history over an alphabet of size 2 that has to be answered by A.
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For each of the first k requests, A reveals an isolated vertex xi to B. Whenever
B answers to include the vertex in the vertex cover, A answers accordingly with
the bit 1, and with 0 otherwise. On the final request s = s1 s2 . . . sk , algorithm A
will pass, one by one, the remaining 2k + 3 requests on to B. For each bit si ,
A reveals two vertices yi and zi that are connected to xi . If si = 1, then the
vertices yi and zi are revealed adjacent to xi . On the other hand, if si = 0, then yi
is revealed adjacent to xi and zi is revealed adjacent to yi . Finally, the remaining
three vertices u, v and w are revealed. In order to complete the graph to a tree,
the vertex v is revealed adjacent to every xi for 1 ≤ i ≤ k. The two vertices u
and w are both revealed adjacent to v. Because A does not need to answer the
final request s, it does not matter what B answers to all of these requests and
therefore they can be ignored.
By construction, the tree has a unique optimal vertex cover, as shown in
Figure 3.25. Whenever B correctly decides whether to include or exclude a
vertex xi , exactly one vertex, either xi or yi , needs to be included in the vertex
cover. This is optimal and, therefore, does not count as an error. However, when
B makes a wrong decision on a revealed vertex xi then at least two vertices among
xi , yi and zi need to be included in the cover. As this is not optimal, we count
that as one error. As the answer of A is solely based on the decision of B, it
follows that, for each error B makes, A will guess the wrong bit.
Algorithm A passes the advice tape to B, while B reads b advice bits for its
decisions. Because no additional advice is read by A, it also requires b advice bits.
Now we derive the competitive ratio algorithm B achieves, on online trees
as described above, while doing at most (1 − α)k errors. For every error, the
algorithm includes at least two vertices in the cover, where in an optimal cover
one is sufficient. Also one of the final three vertices, which complete the graph,
needs to be taken into the cover. Thus, the minimal cost any online algorithm B
achieves on any request sequence σ as constructed in the reduction is
costB (σ) ≤ 2(1 − α)k + αk + 1
= 2k − 2αk + αk + 1
= 2k − αk + 1
= (2 − α)(k + 1) − 1 + α,
where an optimal answer sequence has a cost of
costOpt (σ) = k + 1.
To prove a certain competitive ratio c of B by competitive analysis, we need to
find a c and a non-negative constant d such that
costB (σ) ≤ c · costOpt (σ) + d.
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Figure 3.26. This plot shows the lower bound on the advice complexity of computing
a vertex cover on trees depending on the desired competitive ratio.

Choosing d = 0 and inserting the corresponding costs, we have to satisfy the
inequality
(2 − α)(k + 1) − 1 + α ≤ c(k + 1),
which leads to a competitive ratio c of (2 − α).
Theorem 2.30 states that the string guessing problem with unknown history
over an alphabet of size two has an advice complexity of at least

1 + (1 − α) log(1 − α) + α log α k
for a bit string of length k where more than αk bits are guessed correctly, with
1
2 ≤ α ≤ 1. Because no algorithm can beat this bound, we can conclude that the
same amount of advice is necessary to solve vertex cover on the described online
trees on n vertices while doing at most (1 − α)k errors, where n = 3k + 3.
Finally, by using α = (2 − c) and k = n−3
3 , the claimed advice complexity
follows from the advice complexity of the string guessing problem.
The lower bound on the advice complexity derived in the above theorem
depends linearly on n, like many of the previous results. But, the influence of
the competitive ratio on the lower bound is determined by the binary entropy
function. To get a better feeling for this bound, a plot of the function is shown in
Figure 3.26. Note that we define 0 log 0 = 0 and, therefore, the bound also works
for a competitive ratio of 1.
We can conclude that every online algorithm that computes an optimal vertex
cover needs to read, on average, a little more than one advice bit for every
third vertex. Of course, the lower bound on the advice complexity determined in
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Theorem 3.22, is with 0.528 advice bits per vertex quite a bit higher. However,
the theorem above gives us a smooth trade-off between the number of necessary
advice bits and the achievable competitive ratio.

3.3 Connected Graphs
The final graph class we are considering is the one of connected graphs. After
analyzing the improved greedy algorithm, we study the advice complexity of computing an optimal vertex cover. Then, we are investigating two online algorithms
that use few advice bits to compute a vertex cover. The former uses a single
advice bit in order to choose one of two strategies. While the later reads advice
in a compressed form that specifies the vertices of an optimal vertex cover.

Results Without Advice
We start this section by determining the competitiveness of the simple greedy
algorithm that we used for trees. First, however, we need to prove that every
connected graph that is not a star has an optimal vertex cover of cardinality at
least two.
Lemma 3.27. Every connected non-star graph has an optimal vertex cover of
cardinality at least two.
Proof. A connected graph that is not a star has three or more vertices. Not all
edges can be incident to one single vertex, because then the graph would be a
star. So there is at least one edge that cannot be covered by this single vertex.
Thus, at least two vertices are needed for a vertex cover in this case.
We can now prove that the improved greedy algorithm, Algorithm 3.15, can
also be used for general connected graphs.
Theorem 3.28. Algorithm 3.15 is a strictly 12 (n−1)-competitive online algorithm
that computes a vertex cover for connected graphs on n vertices.
Proof. This proof is almost the same as the one for Theorem 3.17, as only the
second part of the proof needs to be changed. Again, we first analyze the case
when the revealed graph is a star and then the other case.
If the graph is a star, the algorithm includes the first revealed vertex w in
the vertex cover and the first revealed vertex v that is adjacent to w. All other
vertices are not included in the cover. Since either v or w is the center of the star,
the algorithm is 2-competitive.
If the graph is not a star, it has at least three vertices. To prove the claimed
competitiveness, we show that at least one vertex is not included in the cover by
the algorithm. Let w be the first revealed vertex. If a second vertex is revealed
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in isolation, the algorithm does not include it in the cover. On the other hand,
if no more vertices are revealed in isolation after w, then the second vertex v is
adjacent to w and, therefore, included in the cover. The third vertex, however, is
not included in the cover as it is either adjacent to v, to w, or to both. Hence, the
algorithm includes at most n − 1 vertices in the cover, while an optimal vertex
cover is, by Lemma 3.27, of cardinality at least two.
Considering both cases, Algorithm 3.15 is, therefore, a n−1
2 -competitive online
algorithm.
Because every tree is a connected graph, the lower bounds on the competitive
ratio of any online algorithm on trees, Theorems 3.19 and 3.20, also apply to
connected graphs in general.

Optimal Online Algorithms With Advice
In the following, we want to analyze lower and upper bounds on the advice
complexity for computing an optimal vertex cover on connected graphs.
In order to compute an optimal vertex cover, Algorithm 3.29 reads an advice
bit for each vertex to decide whether it should be included in the cover Q or not.
Algorithm 3.29. An online algorithm with advice computing an optimal cover.
foreach revealed vertex v do
read an advice bit b
if b = 1 then
Q ← Q ∪ {v}
answer hincludei
else
answer hexcludei
Theorem 3.30. Algorithm 3.29 is an online algorithm with advice that computes
an optimal vertex cover for any graph on n vertices using at most n advice bits.
Proof. Clearly, an advice of n bits is sufficient, as the algorithm can decide with
each bit whether a revealed vertex should be included in the cover or not.
A vertex that is revealed incident to a yet uncovered edge, must inevitably
be included in the vertex cover. Therefore, no advice is needed for this vertex
when the advice already specified to exclude the other endpoint from the cover.
Nevertheless, Algorithm 3.29 unnecessarily reads an advice bit in this case. The
algorithm can thus be improved to Algorithm 3.31 that possibly saves advice bits
by not reading advice in this case.
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Algorithm 3.31. An improved online algorithm with advice computing an optimal vertex cover.
foreach revealed vertex v do
if v is incident to an uncovered edge then
Q ← Q ∪ {v}
answer hincludei
else
read an advice bit b
if b = 1 then
Q ← Q ∪ {v}
answer hincludei
else
answer hexcludei
This algorithm certainly saves advice bits for many request sequences and reads
at most n advice bits.
Theorem 3.32. Algorithm 3.31 is an online algorithm with advice that computes
an optimal vertex cover for any graph on n vertices using at most n advice bits.
Proof. Clearly, the algorithm needs to read at most one advice bit for each of the
n vertices.
However, in the worst case, the improved algorithm still reads n advice bits.
Consider, for example, the star graph on n vertices. If the center vertex of the
star is revealed first and afterwards the leaves in any order, the algorithm reads
n advice bits. This happens because the algorithm reads an advice bit for the
first vertex (the center). The advice bit tells the algorithm to include the vertex
in the cover because otherwise the covering would not be optimal. For every later
vertex, Algorithm 3.31 reads an advice bit, as there will be no uncovered edge,
since all edges are incident to the center vertex which is already in the cover.
As Algorithm 3.31 is not very clever, one might think that we could achieve a
much better online algorithm. However, the next theorem gives a lower bound
on the advice complexity that is almost as high as the upper bound given in
Theorem 3.32.
Theorem 3.33. An advice of n − 3 bits is necessary to compute an optimal
vertex cover for every connected graph on n vertices.
Proof. To prove the claimed lower bound on the number of necessary advice bits,
we look at a specifically constructed set S of request sequences with the property
that there is a partition tree T (S), for which we can apply Theorem 2.18.
Each request sequence consists of the vertices v1 , v2 , . . . , vn that are revealed
in that order, that is vi ≺ vj for i < j. We build these sequences in such a way
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(a)

(b)

Figure 3.34. Two examples of online graphs on seven vertices for which every online
algorithm has to read n − 3 advice bits to compute an optimal vertex cover. Figure (a)
shows the online graph represented by the bit string 0010, while Figure (b) shows the
one for 0101. The vertices of the unique optimal vertex cover are highlighted.

that, for each subset Q ⊆ {v2 , v3 , . . . , vn−2 }, we construct a connected graph such
that Q ∪ {v1 } is the unique optimal vertex cover for that graph. The vertex v1
is adjacent to all other vertices in order to get a connected graph. The last two
vertices, vn−1 and vn , are needed to guarantee the uniqueness of the optimal
vertex cover. Figure 3.34 shows two examples of these request sequences.
These request sequences can be described by a bit string b2 . . . bn−2 , where bi = 1,
if vi ∈ Q, and 0 otherwise. Whenever a vertex vj is revealed, including the
vertices vn−1 and vn , it is adjacent to v1 and to all previous vertices vi for
which bi = 1 and 2 ≤ i < j. As there are 2n−3 bit strings, we have this many
request sequences in S. Every pair of request sequences has a common prefix,
thus we can build a partition tree T (S) with 2n−3 leaves.
First, we need to show that each online graph has exactly one optimal solution
and that all of them are different. Let Opt(σ) be an optimal answer sequence for a
request sequence σ and assume Opt 0(σ) is a different optimal answer sequence for σ.
Consequently these two answer sequences give a different answer for at least one
revealed vertex v. Assume v is intended to be included in the vertex cover, then all
vertices revealed after v, especially vn−1 and vn , are adjacent to v. Without loss of
generality, let Opt(σ) include v in the vertex cover, while Opt 0(σ) does not. Because
Opt 0(σ) does not include v in the cover, it needs to include all later vertices in the
cover, in particular at least the two vertices vn−1 and vn . This way, at least one
more vertex is in the vertex cover and hence it is not optimal. If v is not intended
to be in the optimal vertex cover, then without loss of generality, Opt(σ) excludes
it, while Opt 0(σ) includes it in the computed vertex cover. To be optimal, Opt 0(σ)
must therefore exclude some other vertex w, that is revealed after v and included
by Opt(σ). For the same reasoning as before, Opt 0(σ) must therefore include the
two vertices vn−1 and vn in the cover. Thus, Opt 0(σ) included at least three more
vertices in the cover than Opt(σ) and is hence not optimal. Therefore, there is
only one optimal answer sequence for every online graph. For the same reasons,
an optimal answer sequence cannot be used for more than one request sequence.
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Lastly, we show that the optimal answer sequences for every two request sequences are already different before their respective request sequences differ, that
is, before any online algorithm without advice may notice which online graph it
deals with. Assume the two request sequences σ1 and σ2 have a common prefix of
length k. Thus, when the vertex vk+1 is revealed, it is, without loss of generality,
adjacent to some previous vertex vi in σ1 , while it is not adjacent to it in σ2 ,
for 2 ≤ i ≤ k. This means that vi was intended to be included in the vertex cover
for σ1 , but not for σ2 . Thus, to be optimal, the answer sequences for both online
graphs already need to be different for the i-th request.
There are 2n−3 different request sequences of the described kind, therefore,
by Theorem 2.18, at least log 2n−3 = n − 3 advice bits are required to solve the
problem optimally.
By Theorem 3.32, we have an upper bound of n advice bits for the advice
complexity of computing an optimal vertex cover. However, we do not have
a matching lower bound. Rather Theorem 3.33 gives a lower bound of only
n − 3 advice bits. Thus, there is a gap of three advice bits between the upper and
the lower bound.
In order to analyze the crucial information that is missing for an online algorithm
to come closer to the lower bound, we for once study in the following an online
algorithm with advice that gets to know the number of vertices in advance.
The following online algorithm is an adaptation of Algorithm 3.29 that knows
the number of vertices of the graph in advance.
Algorithm 3.35. An online algorithm with advice that knows the number n of
vertices of the graph in advance. The variable t enumerates the requests.
foreach revealed vertex v in round t do
if v is incident to an uncovered edge then
Q ← Q ∪ {v}
answer hincludei
else if t ≤ n − 2 then
read an advice bit b
if b = 1 then
Q ← Q ∪ {v}
answer hincludei
else
answer hexcludei
else
answer hexcludei
Interestingly, the advice complexity of this algorithm is only off by one bit from
the lower bound of n − 3 advice bits.
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Theorem 3.36. Algorithm 3.35 is an online algorithm with advice that computes
an optimal vertex cover for any graph on n vertices using at most n − 2 advice
bits if it knows the number of vertices beforehand.
Proof. The only difference between this algorithm and Algorithm 3.31 is that this
algorithm does not read any advice bits for the last two vertices. It follows that,
for the first n − 2 vertices, we already know that the algorithm works correctly,
as the proof of Theorem 3.32 also applies here. So we only need to check what
happens when the two last vertices are revealed.
First let us look at the situation when the penultimate vertex is revealed. This
vertex is either (i) incident to at least one uncovered edge, or (ii) it is only adjacent
to vertices in the cover, or (iii) it is isolated. In case (i), the algorithm correctly
includes the vertex in the cover without reading any advice. In cases (ii) and (iii),
the algorithm decides without reading advice not to include the vertex in the
cover, which is not a mistake so far.
When the final vertex is revealed, we need to consider the following two cases:
(iv) The vertex is incident to at least one uncovered edge, or (v) the vertex is
only adjacent to vertices in the cover, or (vi) the vertex is isolated. Again, the
algorithm does not need any advice bits to decide correctly. In case (iv), the
algorithm has to include the vertex in the cover anyway, and in cases (v) and (vi)
it is safe not to take the vertex as there is no uncovered incident edge and there
are no more vertices appearing.
Therefore, the algorithm reads at most one advice bit for each of the first
n − 2 vertices.
Of course it is cheating to let the online algorithm know the number of vertices
without communicating that number via the advice bits. Therefore, we consider
the number of vertices to be unknown to the online algorithm. Because writing
down the number of vertices in a self-delimited way on the advice tape usually
takes to many advice bits, it is part of the challenge to find online algorithm that
perform well without that knowledge. We therefore only study online algorithms
without that knowledge and the previous algorithm has just been considered as
an experiment.

Online Algorithms With Advice That Use Few Advice Bits
So far we have studied online algorithms without advice and online algorithms with
advice that compute an optimal vertex cover. It is also interesting to investigate
which performance an online algorithm can achieve with less advice bits. For
example, how many advice bits are sufficient to achieve a certain competitive
ratio. In the following we analyze two online algorithms with advice where both
use two different strategies for computing a vertex cover.
The following online algorithm with advice only reads one advice bit in the
beginning that tells the algorithm to either include all isolated vertices in the
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vertex cover or none. The remaining vertices are all taken into the cover, except
when they are adjacent to a vertex with degree four or higher.
Algorithm 3.37. An online algorithm that only reads one advice bit to compute
a vertex cover.
read one advice bit b
foreach revealed vertex v do
if v is isolated then
if b = 1 then
Q ← Q ∪ {v}
answer hincludei
else
answer hexcludei
else
Among v and its neighbors, mark all vertices as center vertices if their
degree is at least four.
if v is incident to an uncovered edge then
Q ← Q ∪ {v}
answer hincludei
else if v is adjacent to a center vertex then
answer hexcludei
else
Q ← Q ∪ {v}
answer hincludei
Theorem 3.38. Algorithm 3.37 is a n4 -competitive online algorithm computing
a vertex cover for connected graphs on n vertices using one advice bit.
Proof. The algorithm, referred to as A, computes a proper vertex cover, as it
always covers uncovered edges. Also the algorithm reads exactly one bit telling it
to either include all vertices that are revealed in isolation or not.
It remains to prove the competitiveness of the online algorithm. The claimed
competitiveness is trivially true for graphs, where an optimal vertex cover has a
cardinality of at least four. So, we only need to look at graphs where an optimal
vertex cover has a cardinality of (i) zero, (ii) one, (iii) two, or (iv) three.
(i) The graph consists of only one vertex, therefore the computed vertex cover
is optimal as the advice bit b is obviously 0.
(ii) The graph is a star. When some leaves are revealed in isolation, the advice
bit specifies to exclude these vertices. In this case, the center vertex is
included in the vertex cover since it is incident to an uncovered edge.
Because the algorithm includes up to three more vertices until the center
vertex is recognized, the competitiveness is true. If instead the center vertex
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Figure 3.39. Structure of a graph with an optimal vertex cover of cardinality two. The
two vertices of the optimal vertex cover are highlighted in gray.

is revealed in isolation, the advice tells the algorithm to include the vertex
in the cover (b = 1). Since the algorithm includes at most four more vertices
until it recognizes the center vertex, the competitiveness is true.
(iii) The graph consists of two connected stars with center vertices v1 and v2 as
shown in Figure 3.39. We show that the algorithm computes a vertex cover
of cardinality at most n2 + d0 , for some positive constant d0 . As an optimal
vertex cover has cardinality two, the claimed competitive ratio follows.
We have to distinguish three types of presentation orders for these graphs.
Either both center vertices are revealed in isolation, only leaf vertices are
revealed in isolation, or a center vertex and some leaves of the other center
vertex are revealed in isolation.
When only the center vertices are revealed in isolation, the oracle sets b = 1.
Thus, the algorithm includes the center vertices in the cover and at most
four more neighbors of each center. The algorithm achieves the claimed competitiveness, since it only includes a constant number of vertices in the cover.
On the other hand, if no center vertex is revealed in isolation, the center
vertices are included in the cover for the choice b = 0. As at most four more
neighbors of each center are included, the claimed competitiveness holds.
The final case is when exactly one center vertex is revealed in isolation
together with some, at least one, of the neighbors of the other center. Assume, without loss of generality, that v1 is revealed in isolation. First, we
analyze the case when deg(v1 ) > n2 . The oracle sets b = 1 and, therefore,
the algorithm includes v1 , at most four neighbors of v1 , and at most all
leaves of v2 in the vertex cover. Thus, for every request sequence σ of this
kind, the cost of the answer sequence computed by A on σ is at most
costA (σ) ≤ deg(v2 ) + d0 ≤

n
+ d0 ,
2

for a constant d0 .

61

Chapter 3 Online Vertex Cover

...
v3

...

...
v1

..

.

v2

..
.

..

.

Figure 3.40. Structure of a graph with an optimal vertex cover of cardinality three.
The three vertices of the optimal vertex cover are highlighted in gray.

If deg(v1 ) ≤ n2 , then the oracle sets b = 0. Hence, the algorithm does not
include v1 in the cover, but has to include all neighbors of v1 . On the other
hand, the algorithm includes v2 in the cover and at most three neighbors
of v2 . One neighbor of v2 was previously revealed in isolation. Thus, the
cost of the computed answer sequence is at most
costA (σ) ≤ deg(v1 ) + d00 ≤

n
+ d00
2

for a constant d00 . Thus, the cost of an answer sequence computed by A is at
most n2 +d∗ , for d∗ = max{d0 , d00 }, in both cases and, therefore, setting c = n4 ,
costA (σ) ≤ c · costOpt (σ) + d
is equivalent to
n
n
+ d∗ ≤ 2 + d,
2
4
which is obviously true for a constant d ≥ d∗ and proves that the algorithm
is n4 -competitive in case (iii).
(iv) In the case where an optimal vertex cover has cardinality three, the graph
consists of three connected stars with center vertices v1 , v2 , and v3 , as shown
in Figure 3.40.
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Again, we have to distinguish three types of presentation orders. When
only center vertices are revealed in isolation, the oracle sets b = 1. Thus,
the algorithm includes the center vertices in the cover and at most four
more neighbors of each center. Thus, the algorithm achieves the claimed
competitive ratio by including only a constant number of vertices in the cover.
If only leaf vertices are revealed in isolation, the center vertices are included in the cover for the advice bit b = 0. As at most four more neighbors
of each center are included, the claimed competitiveness holds.
Finally, we look at the situation when one or two center vertices are
revealed in isolation and additionally some leaves, at least one, of the remaining center vertices. First, we analyze the case where one center vertex is
revealed in isolation. Without loss of generality, let this be v1 . If deg(v1 ) ≤ n2 ,
then the oracle sets b = 0 and the algorithm includes in the cover all leaves
of v1 , the centers v2 and v3 , and at most four neighbors for each of the two
centers. Otherwise, b = 1, and the algorithm includes v1 , at most four of its
neighbors and at most deg(v2 ) + deg(v3 ) many neighbors of v2 and v3 in
the cover. Since deg(v1 ) > n2 , the cardinality of the computed vertex cover
is at most n2 + d0 , for some constant d0 .
Second, we analyze the case when two center vertices are revealed in
isolation and at least one more leaf. Without loss of generality, let v1 and v2
be these centers. The oracle sets b = 1 if v1 and v2 together have less than
or equal to n2 different neighbors. In both cases, with the same arguments
as before, the algorithm includes at most n2 + d0 vertices in the cover, for
some constant d0 .
Thus, by competitive analysis we can conclude that the algorithm is also
n
-competitive
in this case.
4
After this complete analysis of all the possible cases, we can conclude that the
online algorithm is indeed n4 -competitive.
Lemma 2.13 specifies a method to compress the advice string if it contains
either few zeros or few ones. The following algorithm now uses this technique to
compress the advice string when few or many vertices are in an optimal vertex
cover. If this is not the case, the algorithm uses a greedy strategy.
A parameter t, which is known to the algorithm, specifies the threshold of how
few or how many vertices need to be in an optimal vertex cover, in order to decide
which of the two strategies to use. Let τ be the number of vertices in an optimal
vertex cover and let t > 2. The following algorithm uses two strategies, specified
by the first advice bit. If τ ≤ nt or τ ≥ n − nt , then b = 1 and the advice tape
encodes the vertices of an optimal vertex cover in a compressed way. Otherwise,
b = 0 and the online algorithm uses the greedy strategy.
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Algorithm 3.41. An online algorithm with advice that uses one of two strategies
to compute a vertex cover.
read an advice bit b
if b = 0 then
foreach revealed vertex v do
if v is incident to an uncovered edge then
Q ← Q ∪ {v}
answer hincludei
else
answer hexcludei
else
read a self-delimited advice string b0
Decode b0 to a bit string b1 b2 . . . bn by the method specified in
Lemma 2.13.
i←0
foreach revealed vertex v do
i←i+1
if bi = 1 then
Q ← Q ∪ {v}
answer hincludei
else
answer hexcludei
Depending on the cardinality of an optimal vertex cover, the algorithm is either
optimal using many advice bits or it is strictly (t − nt )-competitive by using only
the initial advice bit.
Theorem 3.42. Algorithm 3.41 is a strictly (t − nt )-competitive online algorithm
with advice solving vertex cover for graphs on n vertices using at most
(
!
)
t
n log n
min n log
,
+ 3 log n + O(1)
t−1
t
(t − 1) t
advice bits, where t is parameter of the algorithm with t > 2.
Proof. We refer to the algorithm with parameter t as At . Furthermore, let τ be
the number of vertices in an optimal vertex cover.
When the oracle advises the algorithm to use the greedy strategy, we know that
n
n
t < τ < n − t . Therefore, in the worst case, the cardinality of an optimal vertex
n
cover is b t c + 1, while the greedy strategy includes at most n − 1 vertices in a
vertex cover. Thus, the competitive ratio of the algorithm At on every request
sequence σ is
costAt (σ)
n−1
n−1
n−1
t
≤ n
< n =t
=t− .
costOpt (σ)
btc+1
n
n
t
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Figure 3.43. The solid plot shows the advice complexity (left axis) and the dashed
plot shows the competitive ratio (right axis), both depending on the parameter t.

In the other case, the advice string encodes a bit string b1 b2 . . . bn of length n
that specifies all vertices that are in an optimal vertex cover. That is, the bit bi
is 1 if and only if the i-th vertex is in the optimal vertex cover, otherwise it is 0.
Clearly, At is optimal in this case. Since the bit string has either many or few
bits set to 1, it can be compressed as described in Lemma 2.13 and can therefore
be encoded in a self-delimiting way using at most
!
)
(
n log n
t
,
+ 3 log n + O(1)
min n log
t−1
t
(t − 1) t
advice bits.
Figure 3.43 shows the plots of the two related functions of the theorem above.
By increasing the parameter t, more request sequences need to be solved with
the greedy strategy, thus the competitive ratio gets worse. However, the larger
the parameter t is, the better the compression of the advice string for the other
strategy becomes. Thus, the algorithm needs less advice bits with increasing t.

3.4 Conclusion
We provided a complete picture for online paths. We have shown a simple online
algorithm that is 43 -competitive without advice. Moreover, there cannot be a
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better online algorithm. Furthermore, we proved matching bounds on the advice
complexity when computing an optimal vertex cover.
We have shown some interesting results on the advice complexity for computing
a vertex cover on online tress. First, we have proved that at least log3 3 (n − 4)
advice bits are necessary to compute an optimal vertex cover for any tree on
n vertices. Secondly, we have provided a lower bound on the advice complexity
for any c-competitive online algorithm with advice using a reduction from the
string guessing problem.
For connected graphs, we have almost matching lower and upper bounds on
the advice complexity for computing an optimal vertex cover. Also two online
algorithms with advice that use fewer advice bits have been analyzed.
For further research, it would be interesting to find an optimal online algorithm
with advice for online trees, whose advice complexity matches the provided lower
bound.
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Suppose we work at a Swiss airline and are in charge of assigning planes to flights.
There are a number of flights to different destinations scheduled during a day
and we need to assign airplanes to carry out these flights. Our task is to find out
which aircraft to assign to which flight in order to get by with as few airplanes as
possible. A flight is considered to be a round trip that is a flight from Zurich to
the destination and back again. Consequently, an aircraft cannot be assigned to
flights that are scheduled at overlapping time intervals. Moreover, during a given
day, new flights are booked and we need to immediately and irrevocably assign
an airplane to these new flights. Thus, we are dealing with an online problem. An
example a flight plan is given in Figure 4.1.

Flight Table
Destination

Time

Paris
Moscow
Vienna
Rome
Barcelona
Berlin
London

6– 9
8 –16
8 –12
11 –15
14 –19
18 –21
17 –23

A

A

Paris

Berlin
C

B

Moscow

Barcelona

Vienna

Rome

London

B

A

C

Figure 4.1. The table on the left shows an example of scheduled flights. The graph
on the right shows all flights and their conflicting schedules. The letters at the vertices
represent the airplanes that are assigned to these flights.
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Figure 4.2. An example of an online graph on five vertices that is colored by the greedy
online algorithm. The presentation order of the graph is e ≺ b ≺ c ≺ d ≺ a.

The discussed problem can be abstractly modeled as an online graph problem.
Each flight is represented by a vertex of the graph. Two vertices are adjacent if
the scheduled times of these flights conflict. We need to assign colors (airplanes)
to the vertices such that adjacent vertices receive different colors and overall as
few different colors as possible are used. Figure 4.1 shows the corresponding graph
of the given flight plan with its assigned colors. We refer to this problem as the
online graph coloring problem. Graph coloring is a well-known problem with many
applications [1].
Definition 4.3. A (proper) k-coloring of a graph G is a function col : V (G) → S
that assigns to every vertex v of the graph a color col(v) ∈ S in such a way
that adjacent vertices receive different colors and |S| = k. We say that a graph
is k-colorable if it has a proper k-coloring. The chromatic number χ(G) of a
graph G is the least k such that G is k-colorable. A proper k-coloring of a graph G
with χ(G) = k is called an optimal coloring.
♦
For the set of colors S, we usually use the integers {1, 2, . . . , k}, for some
integer k. In the following, we only consider proper colorings, so we only write
coloring when we mean a proper coloring.
In the online graph coloring problem, a graph is presented to the online algorithm
one vertex after the other and the online algorithm has to immediately and
irrevocably assign a color to the revealed vertices. Request sequences of the online
graph coloring problem are thus represented by online graphs and the answer
sequence is a sequence of colors that the online algorithm chooses to assign to the
corresponding vertices. The goal of the online algorithm is to use as few colors as
possible, as the cost of an answer sequence is given by the number of used colors.
An example of an online graph that is colored by an online algorithm is shown
in Figure 4.2.
It turns out that online graph coloring is quite a challenging online problem.
Without advice, no competitive online algorithms are possible [29]. For an overview
of results on the online graph coloring problem, we refer to the works of Kierstead
[32] and Kierstead et al. [33].
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Table 4.4. Lower and upper bounds on the advice complexity of the online graph
coloring problem for a selection of graph classes and a specified number of colors. The
results for combs, caterpillars and trees are presented in this chapter. Note that paths
can be colored with three colors without advice.
2 colors (optimal)
lower bound
upper bound
path [27]
comb

d n2 e − 1
1
n
2

−

1
2

log(n − 2) − O(1)

3 colors
lower bound
upper bound

d n2 e − 1
1
n
2

−1

0.0263(n + 2)

caterpillar

n−3

n−2

0.0292(n + 1)

tree
bipartite
graph [6]

n−3

n−2

0.0328(n − 1)

n−3

n−2

1
n
2

−4

1
 41


(n − 2)



(n − 2)



− 1)



3
1
(n
2

1
n
2

In recent publications, also the advice complexity of the online graph coloring
problem has been studied. Forišek et al. [27] analyzed paths, Keller [31] investigated
paths, cycles and spider graphs, Bianchi et al. [6] studied bipartite graphs [cf. 31],
and Seibert et al. [43] studied 3-colorable graphs such as maximal outerplanar
graphs [cf. 46, 44].
In this chapter, we study online graph coloring with and without advice for
caterpillars, combs and trees. When we know the whole graph in advance, these
graphs are optimally colorable since these graphs are all 2-colorable. Hence, the
following observation is important for the analysis of some theorems.
Observation 4.5. Consider an optimally colored 2-colorable graph. All adjacent
vertices of a particular vertex have the same color and the distance between two
vertices with the same color is even.
For caterpillars and combs, we first analyze a simple greedy strategy and show
that four colors are necessary and sufficient. Regarding online algorithms with
advice, we prove that n − 3 advice bits are necessary to color any caterpillar
or tree on n vertices optimally. For combs, on the other hand, even less than
half as many advice bits are necessary. We devise online algorithms with advice
for all three graph classes that almost match the advice complexity of the lower
bound. To color combs, caterpillars and trees with three colors, we present online
algorithms with advice whose advice complexities are b 41 (n − 2)c, b 13 (n − 2)c, and
b 21 (n−1)c, respectively. Also, we prove that, indeed, a linear number of advice bits
is necessary to color these graphs with three colors. Table 4.4 gives an overview of
the results of this chapter and includes for comparison the corresponding results
for paths and bipartite graphs.

69

Chapter 4 Online Graph Coloring
2

1

1

1

1

2

2

1

1

1

2

1

1

1

2

1

1

1

1

Figure 4.6. An example of an optimally colored caterpillar.

4.1 Caterpillars
The caterpillar graph is quite an interesting graph class to analyze as it has a
lot of structure. We show for example that already the trivial greedy algorithm
can color every online caterpillar with at most four colors. However, we also show
that a linear number of advice bits is necessary to color every online caterpillar
with at most three colors.
We define a caterpillar graph as follows.
Definition 4.7. A caterpillar is a tree with the additional property that all inner
vertices, that is, all vertices of degree two or more, form a path. This path is
called the spine and the leaves of the tree are called the feet.
♦
Like any other tree, a caterpillar is optimally colorable with two colors. The
spine is colored alternating between two colors and the feet vertices can always
get the other color that is different from the color of the adjacent vertex on the
spine. Figure 4.6 shows an example of a caterpillar and its optimal coloring.

Results Without Advice
We start by showing that, in an online scenario, every caterpillar can be colored
with four colors even without advice by the simple greedy algorithm. But we also
show that four colors are really necessary without advice.
The greedy algorithm just assigns to every revealed vertex the smallest color
possible.
Algorithm 4.8 (Greedy Coloring). Color every revealed vertex with the smallest
color possible.
Theorem 4.9. Algorithm 4.8 is an online algorithm that colors any caterpillar
with at most four colors.
Proof. As Algorithm 4.8 uses a new color if needed, it is clear that the algorithm
colors every caterpillar properly. What remains to be shown is that four colors
are sufficient.
We prove this by contradiction. Let us assume that, for some vertex v, the
algorithm is forced to use a fifth color. We show that this is not possible, by the
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Figure 4.10. Any revealed vertex v needs at most color 4, as the adjacent vertices can
have at most three different colors.

following observation. To force the algorithm to use a fifth color for v, it has to
have four adjacent vertices with different colors each. As any vertex can only be
adjacent to two vertices on the spine of the caterpillar, all other adjacent vertices
are feet, see Figure 4.10. As the feet have been revealed before v as isolated
vertices, they all got color 1. Therefore, at most three colors are used by the
adjacent vertices of v and hence v needs at most a fourth color.
As mentioned, the following theorem shows that four colors are really necessary.
This result is also important for subsequent theorems.
Theorem 4.11. Four colors are necessary for every online algorithm without
advice to color any caterpillar on n ≥ 8 vertices.
Proof. We construct a class of caterpillars such that there is always one caterpillar
forcing the online algorithm to use four colors.
The vertices of these caterpillars are revealed in two phases. In the first phase,
four initial vertices are revealed in isolation. Up to four vertices are then revealed
in the second phase. These vertices are revealed depending on the coloring the
online algorithm has chosen for the vertices of the first phase. The vertices of the
first phase can be colored in four different ways.
(i) Assume all initial vertices have been colored with the same color, say without
loss of generality, color 1. Then two vertices w and x are revealed, each one
adjacent to one of the initial vertices.
If w and x receive the same color, for example color 2, then two more
vertices y and z are revealed. The vertex y is revealed adjacent to x and
one of the still isolated vertices to force color 3. While z is revealed adjacent
to w, y and the last isolated vertex to force color 4, as shown in Figure 4.12a.
If w and x have been colored differently, then color 4 can be forced with
one additional vertex y that is adjacent to w, x and both of the isolated
vertices, as shown in Figure 4.12b.
(ii) Assume two colors have been used for the initial vertices, one for three
vertices and the other for one vertex. Without loss of generality, color 1 was
used three times and color 2 once. After another vertex w has been revealed
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Figure 4.12. An illustration of all online caterpillars described in Theorem 4.11. For
each coloring of the initial four vertices, there is a caterpillar that forces any online
algorithm to use four colors. In order to easily see that these graphs are caterpillars, the
spine is highlighted. Note that the spine of each of these caterpillars has two endvertices w
and x, except for the caterpillar in (f), where w = x.

adjacent to a vertex with color 1, we again consider two cases depending on
the color the algorithm has chosen for w.
If w has received color 2, two more vertices x and y are revealed, as
shown in Figure 4.12c. The vertex x is revealed adjacent to an isolated
initial vertex with color 1 and to the initial vertex with color 2, forcing the
algorithm to color it with color 3. The remaining vertex y is revealed to
force color 4 by being adjacent to w, x and the last isolated initial vertex
that has color 1.
On the other hand, if w has been colored 3, the addition of one more
vertex x adjacent to w and to all remaining isolated vertices forces any
algorithm to use color 4, as shown in Figure 4.12d.
(iii) If two colors have been used twice each to color the initial four vertices,
then adding two more vertices w and x force any online algorithm to use
color 4, as illustrated in Figure 4.12e. The vertex w is revealed adjacent to
a vertex with color 1 and to one with color 2, such that it gets, without loss
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Figure 4.13. An example of an online caterpillar from a set of caterpillars, for which
n − 3 advice bits are necessary to color them optimally. First, n − 2 isolated leaf vertices
are revealed. Then, the two vertices x and y follow. While x is adjacent to some of the
leaf vertices, the vertex y is adjacent to x and the remaining leaf vertices. An optimal
coloring of the vertices is shown.

of generality, color 3. The last vertex is revealed adjacent to w and to the
two remaining isolated vertices, to force color 4.
(iv) If three colors have been used to color the initial vertices, a single vertex w
can be revealed adjacent to all initial vertices to force any online algorithm
to use color 4, as shown in Figure 4.12f.

Online Algorithms With Advice
We have proved that four colors are necessary, but also sufficient, to color every
caterpillar online. In this subsection, we want to investigate the influence of advice
on the performance of online algorithms and we establish lower bounds on the
advice complexity.
We start by proving a lower bound on the necessary advice bits for every online
algorithm coloring any caterpillar optimal.
Theorem 4.14. Every online algorithm with advice that colors any caterpillar
on n vertices optimally needs to read at least n − 3 advice bits.
Proof. For this proof, we use the technique introduced in Section 2.4.
We consider a set of online caterpillars with a structure as shown in Figure 4.13.
First, n − 2 isolated vertices v1 , v2 , . . ., vn−2 are revealed. Later the two vertices x
and y are added, where x will be adjacent to some vertices in {v1 , . . . , vn−2 },
while y will be adjacent to x and the remaining leaf vertices. Because of symmetry,
the first vertex v1 can always be considered adjacent to vertex x. As each vertex
among {v1 , . . . , vn−2 } is either adjacent to x or y, there are 2n−3 online caterpillars
of this type. Clearly, all of these caterpillars look the same before the vertex x is
revealed and thus have a common proper prefix.
Now we show that each online caterpillar has a unique optimal solution, by
showing that there is only one optimal answer sequence for each caterpillar and
that these answer sequences are different.
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Let σ be an online caterpillar as described and let Opt(σ) and Opt 0(σ) be two
different optimal colorings. The two colorings can only be different, if Opt 0(σ)
chooses an other color than Opt(σ) for a vertex among {v1 , v2 , . . . , vn−2 }. But
then one of the colorings cannot be optimal because either x or y is adjacent to
two different colors and is thus forced to get a third color.
Let σ and σ 0 be two different online caterpillars as described above. Without
loss of generality, we can assume that the first vertex v1 always gets color 1,
otherwise we could just relabel the colors. The two online caterpillars differ in
at least one vertex u, which is, without loss of generality, adjacent to x in σ and
to y in σ 0 . Thus, the two caterpillars need to be colored differently as otherwise
either x or y would get a third color.
All of these online caterpillars look the same until the vertex x is revealed, but,
as shown above, the optimal colorings already differ on the common prefix of the
corresponding request sequences. Thus, by Theorem 2.18, the necessary number
of advice bits is n − 3.
We can prove an almost matching upper bound of n − 2 advice bits, using
Algorithm 4.15. This online algorithm reads an advice bit for each vertex that is
revealed in isolation, except for the first. The advice bit determines the color of
the vertex and all other vertices are colored with the smallest color possible.
Algorithm 4.15. An online algorithm with advice that colors any caterpillar
optimally.
foreach revealed vertex v do
if v is the first vertex then
col(v) ← 1
else if v is isolated then
read an advice bit b
if b = 1 then col(v) ← 1 else col(v) ← 2
else
Color v with the smallest color possible.
answer col(v)
Theorem 4.16. Algorithm 4.15 is an online algorithm with advice that colors
every caterpillar on n vertices optimally using at most n − 2 advice bits.
Proof. Because of symmetry, the first vertex can always be colored with color 1.
The oracle colors for itself the rest of the graph optimally and writes the corresponding advice on the advice tape. Whenever an isolated vertex is presented
to the algorithm, it reads an advice bit that tells it the color according to the
optimal coloring the oracle constructed previously.
So we only need to look at one case more carefully, namely when a vertex v is
revealed that is connected to already revealed vertices. However, this vertex can
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Figure 4.17. A star graph is also a caterpillar.

always be colored greedily with the colors 1 or 2 because the adjacent vertices
of v will all have the same color according to Observation 4.5.
In a caterpillar of n vertices, at most n − 1 vertices (the feet) can be revealed
isolated, see Figure 4.17. Since the algorithm colors the first vertex, without loss of
generality, with color 1, at most n − 2 advice bits are read by the algorithm.

An especially hard online caterpillar for Algorithm 4.15 is the star graph because
it is the only caterpillar that forces the algorithm to read n − 2 advice bits.
If we would allow the online algorithm to know the order n of the graph, then
we could define an online algorithm with advice that only needs n − 3 advice bits,
meeting the minimum requirement provided by the lower bound of Theorem 4.14.
This works because, knowing that a graph has n vertices, when n − 1 isolated
vertices have been revealed, the online algorithm can conclude that the graph
is a star on n vertices and may therefore use color 1 for the last isolated vertex,
without reading an advice bit.
Now we know that four colors are sufficient for the online coloring of caterpillars
without advice and that for an optimal coloring (two colors) every online algorithm
needs at least n − 3 advice bits.
The remaining question is, how many advice bits are sufficient and necessary
for online algorithms that color caterpillars with at most three colors? First, we
present an online algorithm that achieves a coloring with three colors using at
most a third of the advice bits that are necessary for an optimal coloring.
The idea is to save advice bits by coloring vertices that are revealed in isolation
with color 1 and postponing the reading of advice bits to later vertices. The
algorithm only needs to read an advice bit for vertices that are revealed adjacent
to previously isolated vertices. These advice bits tell the algorithm to either color
these vertices with color 2 or 3. Because of symmetry, the first vertex of these
can just be colored 2 without advice. The colors for the remaining vertices can
then be derived from their neighboring vertices.
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Figure 4.18. An example of a caterpillar that has been colored by Algorithm 4.19.

Algorithm 4.19. An online algorithm with advice using at most three colors.
foreach revealed vertex v do
if v is isolated then
col(v) ← 1
else if there is a vertex w with color 2 or 3 that is connected to v then
if the path length from v to w is even then
col(v) ← col(w)
else
col(v) ← {2, 3} \ {col(w)}
else if no advice bit has been read before then
col(v) ← 2
else
read an advice bit b
if b = 0 then col(v) ← 2 else col(v) ← 3
answer col(v)
An example of a caterpillar colored by Algorithm 4.19 is shown in Figure 4.18.
Theorem 4.20. Algorithm 4.19 is an online algorithm with advice
that

 colors
every caterpillar on n vertices with three colors using at most 13 (n − 2) advice
bits.
Proof. First, we show that Algorithm 4.19 achieves a proper coloring of the graph,
and second, we prove the upper bound on the number of advice bits read.
The oracle prepares an optimal coloring of the graph with the two colors 2
and 3, in such a way that the vertex that is colored in line 14 of the algorithm
receives color 2. The algorithm saves advice bits by coloring all vertices that are
revealed in isolation with color 1. If a foot vertex is revealed in isolation, it cannot
cause any problems because its corresponding vertex on the spine will get color 2
or 3 according to the optimal coloring known to the oracle. Similarly, if a vertex
on the spine is revealed isolated, then all its neighbors will be colored 2 or 3
with respect to the optimal coloring. Whenever the algorithm reads an advice
bit in line 14, it corresponds to the advice needed to color the vertex according
to the prepared optimal coloring of the oracle. The last case is when a revealed
vertex v is connected to a vertex that is colored with color 2 or 3. But, according
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Figure 4.21. There are two types of isolated pairs in a caterpillar. A pair consists of
either a spine vertex and a foot, or of two spine vertices, as highlighted.

to Observation 4.5, the distance to this vertex properly and unambiguously
determines the color of v.
To prove an upper bound on the number of advice bits needed,
we show

 that
no online caterpillar forces the algorithm to read more than 13 (n − 2) advice
bits. The algorithm reads an advice bit only if the color of the revealed vertex
cannot be determined by the vertices connected to it. This only happens when a
new vertex is adjacent to previously isolated vertices, that is, to vertices having
color 1. Thus, an isolated pair of vertices is needed to force the algorithm to read
an advice bit.
How many isolated pairs can there be in a caterpillar? Such a pair consists
either of two vertices on the spine, or of a foot and a vertex on the spine, as
shown in Figure 4.21. There is at least one vertex between every pair, otherwise
these pairs could not be revealed in isolation. And every one of these vertices
is between at most two pairs, otherwise the spine would not form a path (see
Figure 4.21). To have p isolated pairs, we have 2p vertices for these pairs and at
least p − 1 vertices in between. The number of vertices n is therefore given by
2p + (p − 1) ≤ n. Hence, for a given number of vertices, there can be at most
p ≤ b n+1
3 c isolated pairs.
The algorithm reads an advice bit for every such isolated pair. But the algorithm
skips reading an advice bit the first time because of line 14. Thus the algorithm
reads for a caterpillar on n vertices at most
j1
k
jn + 1k
−1≤
(n − 2)
p−1≤
3
3
advice bits.
Showing an almost matching lower bound proves to be really hard. We are only
able to show that on average at least 0.0292 advice bits per vertex are necessary
to compute a 3-coloring of every online caterpillar.
Theorem 4.22. Every online algorithm with advice that colors an
 online caterpil6
lar on n vertices with at most three colors needs at least n+1
log
9
5 > 0.0292(n+1)
advice bits.
Proof. In order to prove a linear lower bound on the advice complexity, we
construct a set of online caterpillars such that any online algorithm needs advice
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Figure 4.23. The structure of the online caterpillars used for the lower bound as
≺
presented in Theorem 4.22. The online subgraphs G≺
1 to Gm are itself caterpillars as
described in Theorem 4.11.

to distinguish between these caterpillars in order to color them with at most three
colors.
We consider online caterpillars on n vertices that are composed of m sub≺
graphs G≺
1 to Gm , for an integer m > 2, as shown in Figure 4.23. Each of these
m subgraphs is an online caterpillar as used in the proof of Theorem 4.11 and is
revealed in the same order as described there. Figure 4.12 shows each of these six
caterpillars. Note that the spine of each of these caterpillars has two endpoints w
and x, except for the caterpillar in Figure 4.12f, where w = x.
The whole online caterpillar is revealed in three phases. In the first phase, the
four initial vertices of each caterpillar G≺
i are revealed and then, in the second
phase, the remaining vertices of these subgraphs are revealed. Finally, these
caterpillars are combined to form a single caterpillar. Each pair of caterpillars G≺
i
≺
and G≺
i+1 is combined by adding a single vertex between the vertex x of Gi and
the vertex w of G≺
i+1 , as illustrated in Figure 4.23.
As explained in Theorem 4.11, up to the point when the first four vertices are
revealed, all these caterpillars look the same to any online algorithm. The main
argument is that, for each coloring of the initial four vertices, there is an online
caterpillar that cannot be colored with three colors. In other words, there is a
strategy the adversary can employ to force any online algorithm to use four colors.
Hence, some advice is needed when coloring the first four vertices of each of the
m caterpillars.
As each of the m caterpillars can be built in one of six ways, the adversary has
6m different strategies to reveal the whole caterpillar. A given coloring for the
initial vertices of every caterpillar can only be completed within three colors for
at most 5m of these strategies. Hence, any online algorithm needs to use at least
6m
5m different colorings for the initial vertices to have a chance to color each online
caterpillar with three colors. Because all online caterpillars look identical in phase
m
one, the 65m different colorings can only be produced due to some advice. Thus,
m
the advice needs to specify which of the 65m colorings to use and so at least

log

6m
5m



advice bits are needed.
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Figure 4.24. An example of a comb with an optimal coloring. A comb is a caterpillar
with each vertex on the spine having exactly one corresponding foot (leaf).

As each caterpillar G≺
i has at most eight vertices and since there is one vertex
between every one of these caterpillars, we have n ≤ 8m + (m − 1) = 9m − 1.
Thus, we get a lower bound of
 
 
 m
6
n+1
6
6
≥
log
> 0.0292(n + 1)
log m = m log
5
5
9
5
on the advice complexity.
The difficulty of proving a better lower bound seems to be the hardness of
devising online caterpillars that have a single unique optimal coloring such that
we can apply the concept of the partition tree introduced in Section 2.4.

4.2 Combs
A comb is a caterpillar, where each vertex on the spine has exactly one adjacent
foot (leaf). Figure 4.24 shows an example of an optimally colored comb. All combs
on n vertices look the same. Thus online combs differ only in the order by which
the vertices are revealed.
For the next theorems, we need the following observation.
Observation 4.25. In all optimally colored combs, each second feet is colored 1
and every other feet is colored 2, see Figure 4.24.

Results Without Advice
Because a comb is just a special case of a caterpillar, we can use the same online
algorithm to color combs with at most four colors. Thus, Theorem 4.9 obviously
applies here.
The corresponding lower bound for caterpillars presented in Theorem 4.11
cannot be used, however, since the caterpillars there are not combs. But with the
same idea, some modifications and additional vertices, we can get the same lower
bound also for combs.
Theorem 4.26. Four colors are necessary for every online algorithm without
advice to color any online comb on n ≥ 8 vertices.
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Proof. We construct a class of presentation orders of the comb on eight vertices in
such a way that there is always one comb forcing the online algorithm to use four
colors. The construction is very similar to the one in the proof of Theorem 4.11,
but this time, we need to make sure that we always get a comb on eight vertices.
The vertices of these online combs are revealed in two phases. In the first phase,
four initial vertices are revealed in isolation. Four more vertices are then revealed
in the second phase, in order to force a fourth color and to get a comb. The
vertices of the second phase are revealed depending on the coloring the online
algorithm has chosen for the vertices of the first phase. The vertices of the first
phase can be colored in four different ways.
(i) Assume the initial vertices have been colored with the same color, say
without loss of generality, color 1. Then two vertices w and x are revealed,
each one adjacent to one of the initial vertices.
If w and x receive the same color, for example color 2, then two more
vertices y and z are revealed. The vertex y is revealed adjacent to x and
one of the still isolated vertices to force color 3. While z is revealed adjacent
to w, y and the last isolated vertex to force color 4, as shown in Figure 4.27a.
If w and x have been colored differently, then color 4 can be forced with
one additional vertex y that is adjacent to w, x and one of the isolated
vertices, as shown in Figure 4.27b. To form a comb, one additional vertex z
is revealed adjacent to x and the remaining isolated vertex.
(ii) Assume two colors have been used for the initial vertices, one for three
vertices and the other for one vertex. Without loss of generality, color 1 was
used three times and color 2 once. After another vertex w has been revealed
adjacent to a vertex with color 1, we again consider two cases depending on
the color the algorithm has chosen for w.
If w has got color 2, two more vertices x and y are revealed, as shown in
Figure 4.27c. The vertex x is revealed adjacent to an isolated initial vertex
with color 1 and to the initial vertex with color 2, forcing the algorithm to
color it with color 3. The remaining vertex y is revealed to force color 4 by
being adjacent to w, x and the last isolated initial vertex that has color 1.
To form a comb, a final vertex z is revealed adjacent to one of the initial
vertices with color 1, as shown in Figure 4.27c.
On the other hand, if w has been colored 3, the addition of one more
vertex x forces any algorithm to use color 4 by revealing x adjacent to w,
to one isolated vertex with color 1 and to the isolated vertex with color 2,
as shown in Figure 4.27d. To get a comb, two more vertices y and z need
to be added. The vertex y is revealed adjacent to the initial vertex with
color 2 and the vertex z is add adjacent to the remaining isolated vertex
and to the initial vertex with color 2.
(iii) If two colors have been used twice each to color the initial four vertices,
then adding two more vertices w and x force any online algorithm to use
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Figure 4.27. The complete class of online presentations of the comb on eight vertices
described in Theorem 4.26. The spine of each comb is highlighted and its two endvertices
are labeled u and v.

color 4, as illustrated in Figure 4.27e. The vertex w is revealed adjacent to
a vertex with color 1 and to one with color 2, such that it gets, without
loss of generality, color 3. The vertex x is revealed adjacent to w and to the
two remaining isolated vertices, to force color 4. To form a comb, two more
vertices y and z are revealed, each adjacent to one of the initial vertices
with color 1.
(iv) If three colors have been used to color the initial vertices, a single vertex w
can be revealed adjacent to three initial vertices each having a different
color to force any online algorithm to use color 4, as shown in Figure 4.27f.
Finally, three more vertices are revealed to form a comb. One vertex x is
revealed adjacent to the initial vertex with color 1, the vertex y is added
adjacent to the initial vertex with color 3 and the remaining vertex z is
revealed adjacent to the remaining isolated vertex and to the initial vertex
with color 3.
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So for each coloring any online algorithm chooses for the initial four vertices,
there is a strategy the adversary can employ to force the algorithm to use a fourth
color.

Online Algorithms With Advice
In the following, we consider online algorithms with advice that compute an
optimal coloring or a 3-coloring respectively. We also give a lower bound on the
necessary advice bits to achieve an optimal coloring or a 3-coloring. Because
combs are also caterpillars, the question is merely, if it is possible to get better
online algorithms and if its possible to define equally good lower bounds on the
advice complexity.
We begin by proving lower and upper bounds to compute an optimal coloring.
Since a comb is even more restrictively structured, we only need half as many
advice bits as in the case for caterpillars.
Theorem 4.28. Algorithm 4.15 is an online algorithm with advice that colors
all combs on n vertices optimally using at most n2 − 1 advice bits.
Proof. Because a comb is also a caterpillar, Theorem 4.16 therefore shows that
the online algorithm also colors all combs properly. This leaves us to prove the
upper bound on the number of advice bits.
The algorithm reads an advice bit for every isolated vertex. Since, for a comb,
at most n2 vertices can be presented isolated and the algorithm colors the first
vertex without loss of generality with color 1, at most n2 − 1 advice bits are read
by the algorithm.
The lower bound on the advice complexity for caterpillars uses the fact that a
caterpillar can have many feet. Because this is not possible for combs, we cannot
expect that the lower bound is equally good. In fact, only about one half of the
advice bits are necessary to color combs optimally compared to caterpillars.
Theorem 4.29. Every online algorithm with advice needs at least 12 n − 12 log(n −
2) − 12 log π − 1 advice bits to color every online comb on n vertices optimally.
Proof. As there is only one comb on n vertices, the online combs only differ in
the order in which the vertices are revealed.
Let n2 be odd. Where using a set of online presentations that all look the same
in the beginning. All of these online combs start by revealing the n2 feet and differ
in the order in which these feet are revealed. We can describe these online combs
by looking at an optimal coloring of these feet. By Observation 4.25, half of the
feet should be colored 1 and the other half 2 in an optimal coloring. Furthermore,
we can assume without loss of generality, that the first revealed vertex is always
colored 1, otherwise we could relabel the colors.
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Figure 4.30. Two examples of unique online presentations of a comb for the proof
of Theorem 4.29. First the feet are revealed, and then the spine vertices are added
alternating between a foot with color 1 and a foot with color 2.

The vertices on the spine are now added in such a way that, for each coloring
of the feet, there is a unique online presentation requiring that coloring for the
feet. Figure 4.30 shows two examples of these online combs. We achieve this by
completing the online combs by the following rules:
1. Add a vertex adjacent to the first revealed foot.
2. Then alternate between the following two rules until all vertices are revealed.
a. Add a vertex adjacent to the leftmost isolated foot with color 2 and
the previously added vertex.
b. Add a vertex adjacent to the leftmost isolated foot with color 1 and
the previously added vertex.
By construction, every online presentation of the comb has a unique optimal
coloring. We prove this by first showing that each online presentation has exactly
one optimal coloring and that a given coloring for the feet is only optimal for one
online presentation. Consider an online presentation σ and let Opt(σ) and Opt0 (σ)
be two different optimal answer sequences for σ. Let v be the first vertex that
these answer sequences colored differently.
If any online algorithm does not color the feet according to their designated
color, at least one of these cases happen. Either (i) the algorithm uses three
colors for the feet, or (ii) at least one foot is colored with a different color than
designated.
In case (i) the algorithm is already not optimal, whatever it does later, thus
we only need to look at case (ii) more carefully. Let v be the first foot, that was
not colored with the designated color by the algorithm. Assume, without loss of
generality, that v has been assigned color 2 instead of color 1. Later, when its

83

Chapter 4 Online Graph Coloring
3

...

1

x

w

v
2

2

Figure 4.31. Any online algorithm that colors an isolated foot with the wrong color,
like v for example, is forced to use a third color for the corresponding vertex x on the
spine.

adjacent vertex x on the spine is revealed, it forces the algorithm to use a third
color for x, since the other adjacent vertex w has color 1, as shown in Figure 4.31.
The same argument applies if the algorithm colored a foot with color 1 instead of
color 2.
Up to the point where all feet vertices have been revealed, all of these online
presentations look the same to every online algorithm because all the feet are still
isolated. Therefore, the prerequisites of Lemma 2.17 are satisfied. By Theorem 2.18,
we can thus count the number of different presentation orders of the comb on
n vertices and derive the number of required advice bits any algorithm has to
read in order to distinguish them.
With the exception of the very first vertex, half of the remaining feet must be
colored 1 in an optimal coloring and the other half with color 2. Thus from the
remaining n2 − 1 feet half of them, that is n−2
many, are colored 1. Therefore
4
there are
n−2
2
n−2
4

!

distinct online presentations of the comb on n vertices. Hence by Theorem 2.18
every algorithm needs to read at least

log

n−2
2
n−2
4

!

advice bits.
By Stirling’s formula, we have the following approximation for the central
binomial coefficient
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Figure 4.32. There are two types of isolated pairs in an online comb. A pair consists
of either a spine vertex and a foot, or of two spine vertices.
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2 (n − 2)π
 p

n
= log 2 2 − log 2 (n − 2)π
=

1
1
1
n − log(n − 2) − log π − 1
2
2
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advice bits are necessary.
The following theorem shows that only about one advice bit for each fourth
vertex is needed on average to compute an optimal online coloring. For this we
can use the same online algorithm as for caterpillars.
that colors
Theorem 4.33. Algorithm 4.19 is an online algorithm with advice

every online comb on n vertices with three colors using at most 14 (n − 2) advice
bits.
Proof. Algorithm 4.19 colors all online combs properly with at most three colors
because Theorem 4.20 also applies here, as every comb is a special case of a
caterpillar. What remains to be shown is the claimed upper bound on the number
of required advice bits. We show that no online presentation
 of the comb on
n vertices forces the algorithm to read more than 14 (n − 2) advice bits.
The algorithm reads an advice bit only if the color of the revealed vertex cannot
be determined by the vertices connected to it. This happens when a new vertex is
only adjacent to previously isolated vertices, that is, to vertices having color 1.
Thus, a pair of isolated vertices forces the algorithm to read an advice bit.
How many isolated pairs can be revealed by an online comb? Such a pair
consists either of two vertices on the spine, or of a foot and a vertex on the spine,
as shown in Figure 4.32. In order to have many isolated pairs, it is clear from the
picture that only isolated pairs with a spine and a foot vertex should be used.
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G≺
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G≺
m

Figure 4.34. The structure of an online comb used for the lower bound as presented
≺
in Theorem 4.35. The subgraphs G≺
1 to Gm are itself online combs as described in
Theorem 4.26.

There is at least one spine vertex between every pair, otherwise these pairs
could not be revealed in isolation. And every one of these vertices is between at
most two pairs, otherwise the spine would not form a path (see Figure 4.32). Thus,
to have p isolated pairs in an online presentation of a comb, we have 2p vertices
in these pairs and at least 2(p − 1) vertices between these pairs. The number of
vertices n is therefore given by 2p + 2(p − 1) ≤ n. Hence, for a given number of
vertices, there can be at most p ≤ b n+2
4 c isolated pairs.
The algorithm reads an advice bit for every such isolated pair. But the algorithm
skips reading an advice bit the first time because of line 14. Thus, the algorithm
reads, for an online comb on n vertices, at most
p−1≤

jn + 2k
4

−1≤

j1
4

(n − 2)

k

advice bits.
Similarly to Theorem 4.22, we can also prove the same lower bound on the
advice complexity for combs. In this case we need multiple copies of the online
combs from Figure 4.27 as online subgraphs. The proof is basically the same,
except for some modifications to make sure that the final graph is a comb. To
avoid flipping pages, the proof is given in full detail.
Theorem 4.35. Every online algorithm with advice that colors
 an online comb
6
on n vertices with at most three colors needs at least n+2
10 log 5 > 0.0263(n + 2)
advice bits.
Proof. In order to prove a linear lower bound on the advice complexity, we
construct a set of online presentations of a comb such that any online algorithm
needs advice to distinguish between these online combs in order to color them
with at most three colors.
We consider online combs on n vertices that are composed of m subgraphs G≺
1
to G≺
m , for an integer m > 2, as shown in Figure 4.34. Each of these m subgraphs
is an online comb as used in the proof of Theorem 4.26 and is revealed in the
same order as described there. Figure 4.27 shows each of these six combs. Note
that the spine of each of these combs has two endvertices u and v.
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The whole comb is revealed in three phases. In the first phase, the four initial
vertices of each comb G≺
i are revealed and then, in the second phase, the remaining
vertices of these subgraphs are revealed. Finally, these combs are combined to
≺
form a single comb. Each pair of combs G≺
i and Gi+1 is combined by adding
two vertices. A spine vertex, and the corresponding foot, is added between the
≺
vertex v of G≺
i and the vertex u of Gi+1 , as illustrated in Figure 4.34.
As explained in Theorem 4.26, up to the point when the first four vertices
are revealed, all these combs look the same to any online algorithm. The main
argument is that, for each coloring of the initial four vertices, there is an online
presentation such that the comb cannot be colored with three colors. In other
words, there is a strategy the adversary can employ to force any online algorithm
to use four colors. Hence, some advice is needed when coloring the first four
vertices of each of the m combs.
As each of the m combs can be built in one of six ways, the adversary has
6m different strategies to reveal the whole comb. A given coloring for the initial
vertices of every comb can only be completed within three colors for at most 5m
m
of these strategies. Hence, any online algorithm needs to use at least 65m different
colorings for the initial vertices to have a chance to color each online comb with
three colors. Because all online presentations of the whole comb look identical in
m
phase one, the 65m different colorings can only be produced due to some advice.
m
Thus, the advice needs to specify which of the 65m colorings to use and so at least
 m
6
log m
5
advice bits are needed. As each comb G≺
i has eight vertices and since there are two
vertices between every one of these combs, we have n = 8m + 2(m − 1) = 10m − 2.
Thus, we get a lower bound of
 m
 
 
6
6
6
n+2
log m = m log
log
=
> 0.0263(n + 2)
5
5
10
5
on the advice complexity.

4.3 Trees
Finally, we analyze the class of online trees. Since caterpillars are trees as well,
we can apply the lower bounds that we have determined for caterpillars also for
trees. We can even slightly improve the lower bound on the advice complexity of
coloring trees with three colors by using a small modification of the corresponding
proof for caterpillars. Furthermore, we can adapt an online algorithm with advice
for online bipartite graphs to also work on online trees. We start by first studying
the situation without advice.
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Results Without Advice
It is well known that there is no competitive online algorithm for coloring trees,
as the online algorithm can be forced to use an arbitrary number of colors by an
online tree that is built recursively [5].
Theorem 4.36 (Bean [5], cf. Keller [31]). For every online algorithm without
advice and every positive integer k, there is an online tree T ≺ (k) on 2k−1 vertices
that forces the algorithm to use at least k colors for coloring the tree.
Thus, by substituting k by log n + 1, we get that there is an online tree
T ≺ (log n + 1) on 2log n+1−1 = n vertices such that every online algorithm needs
at least log n + 1 colors to color it.
Corollary 4.37. Every online algorithm without advice that colors any online
tree on n vertices uses at least log n + 1 colors.
It has been shown by Lovász et al. [38] that any online bipartite graph on
n vertices can be colored using at most d2 log ne colors.
Theorem 4.38 (Lovász et al. [38], cf. Keller [31]). There is an online algorithm
without advice using at most d2 log ne colors for coloring any bipartite graph of
n vertices.
Since every tree is also a bipartite graph, Theorem 4.38 trivially applies also to
online trees. The greedy online algorithm is, however, better on trees. This result
is possibly well known, but no suitable reference was found.
Theorem 4.39. The greedy online algorithm colors every online tree on n vertices
with at most blog nc + 1 colors.
Proof. The greedy algorithm clearly achieves a proper coloring since it always
uses a new color if forced to do so. What remains to be shown is that the greedy
online algorithm really manages to color every online tree on n vertices with at
most blog nc + 1 colors.
We prove this via an induction. The induction hypothesis is that the adversary
needs at least 2k−1 vertices to force the algorithm to use k colors. This is clearly
true for the base case, as one vertex is needed to force the algorithm to use one
color. The induction step is as follows: Assume the hypothesis holds for all colors
from 1 to k. We show that it then also holds for k + 1 colors. To enforce color k + 1
for a vertex, this vertex must be adjacent to vertices with the colors 1 to k in
separate online subtrees, as shown in Figure 4.40. According to the induction
hypothesis, these subtrees need 20 , 21 , . . . , 2k−1 vertices, respectively, to in turn
force the respective color. Altogether,
1+

k−1
X
i=0
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k+1

v
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1
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Figure 4.40. Schematic picture of the induction step in the proof of Theorem 4.39.
The online algorithm is forced to assign color k to the vertex v only if v is revealed
adjacent to vertices with the colors 1 to k in separate subtrees.

vertices are necessary, thereby showing that indeed 2k−1 vertices are necessary to
force the algorithm to use k colors.
The algorithm is therefore forced to use at most color k + 1 on any online tree
on 2k ≤ n vertices. Since k = blog nc, the number of necessary colors is for every
tree on n vertices at most blog nc + 1.

Online Algorithms With Advice
Algorithm 4.15, which we used to color caterpillars optimally, can also be used to
color any online tree optimally using at most n − 2 advice bits.
Theorem 4.41. Algorithm 4.15 is an online algorithm with advice that colors
every online tree optimally using at most n − 2 advice bits.
Proof. The same proof that was used to show this result for caterpillars in
Theorem 4.16 can also be applied here because it is only based on the fact that
the underling caterpillar, or tree in this case, is 2-colorable.
Theorem 4.42. Every online algorithm with advice coloring online trees on
n vertices optimally needs at least n − 3 advice bits.
Proof. This simply follows from the fact that any caterpillar is a tree.
The following algorithm is very similar to the one that has been devised for
bipartite graphs [6]. This online algorithm colors all vertices with the smallest
color possible, as long as the colors are between 1 and k − 2. The idea is that the
algorithm only asks for advice when it is about to assign color k − 1. The advice
bit tells it to either use color k − 1 or k.
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Figure 4.43. An example of an online tree that has been colored by Algorithm 4.44
and k = 3.

Algorithm 4.44. An online algorithm with advice that colors every online tree
with at most k colors.
foreach revealed vertex v do
if v can be colored with a color from 1 to k − 2 then
Color v with the smallest color possible.
else if there is a vertex w with color k − 1 or k that is connected to v
then
if the path length from v to w is even then
col(v) ← col(w)
else
col(v) ← {k − 1, k} \ {col(w)}
else
read an advice bit b
if b = 1 then col(v) ← k − 1 else col(v) ← k
answer col(v)
Figure 4.43 shows an example of an online tree that has been colored by
Algorithm 4.44 with k = 3 colors.
Theorem 4.45. Algorithm 4.44 is an online algorithm with
 colors
 1advice that
every online tree on n vertices with k colors using at most 2k−2
(n − 1) advice
bits.
Proof. First we show that Algorithm 4.44 achieves a proper coloring of the tree,
and then we prove the upper bound on the number of advice bits read.
Since the algorithm colors all vertices greedily with the smallest color from 1
to k − 2 it achieves a proper coloring for these vertices, as long as these colors are
sufficient. It gets more interesting when the algorithm has to use a color greater
than k − 2. The oracle prepares an optimal coloring of the whole tree with the
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colors k − 1 and k. Whenever the algorithm reads an advice bit in line 15, it
corresponds to the advice needed to color the vertex according to the prepared
coloring of the oracle. The last case is when a revealed vertex v is connected to a
vertex that has color k − 1 or k. But according to Observation 4.5, the distance
to this vertex properly and unambiguously determines the color of v.
To show the upper bound on the number of advice bits read, we need to prove
how many advice bits the algorithm would possibly read for a given online tree.
The algorithm only reads an advice bit, when a color greater than k − 2 needs
to be used and when there is no other vertex with color k − 1 or k connected to v.
This only happens when no advice has been read for any vertex within the same
component of the online tree. Thus, the algorithm reads one advice bit for each
of these components. The algorithm has to read many advice bits if a lot of these
components are revealed separately. How many of these components can there be
in an online tree on n vertices?
As the algorithm does not need any advice until forced to use color k − 1, we
conclude by Theorem 4.39 that there are at least 2k−2 vertices in such a component.
In the end, one additional vertex is needed to connect all the components together
to form a tree. Let p be the number of these components. For the number of
vertices it must therefore hold that 2k−2 p + 1 ≤ n. Hence, for a given number of
vertices n, there can be at most p ≤ b 2n−1
k−2 c of these isolated components. Thus,
the algorithm reads for every online tree on n vertices at most
 


1
n−1
=
(n
−
1)
p≤
2k−2
2k−2
advice bits.
By the theorem above, we can thus conclude that every online tree can be
colored with three colors by reading an advice bit for nearly every second vertex.
Corollary 4.46. Algorithm 4.44 is an online algorithm with advice that
 colors
every online tree on n vertices with three colors using at most 12 (n − 1) advice
bits.

6
At last, we prove a corresponding lower bound showing that at least n−1
8 log 5
advice bits are necessary to color every online tree on n vertices with three colors.
Theorem 4.47. Every online algorithm with advice that colors
 any online tree
6
on n vertices with three colors needs to read at least n−1
log
8
5 > 0.0328(n − 1)
advice bits.
Proof. As any caterpillar is a tree, we can use the same family of online graphs
as in the proof of Theorem 4.22 to show a lower bound on the advice complexity
for coloring trees.
We consider online trees on n vertices that are composed of m subgraphs T1≺
≺
to Tm
, for an integer m > 2, as shown in Figure 4.48. Each of these m subgraphs
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...
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T1≺

T2≺

T3≺

...

...
≺
Tm

Figure 4.48. An online tree for the lower bound as presented in Theorem 4.47. The
≺
online subtrees T1≺ to Tm
are caterpillars as described in Theorem 4.11. To get a tree, a
vertex is revealed in the end that is adjacent to one vertex of each of these caterpillars.

is an online caterpillar as used in the proof of Theorem 4.11 and is revealed in the
same order as described there. Figure 4.12 shows each of these six caterpillars.
The whole online tree is revealed in three phases. In the first phase, the four
initial vertices of each caterpillar Ti≺ are revealed and then, in the second phase,
the remaining vertices of these subgraphs are revealed. Finally, these caterpillars
are combined by a single vertex to form a tree. This vertex is revealed adjacent
to the vertex w of each of the m caterpillars, as illustrated in Figure 4.48.
As explained in Theorem 4.11, up to the point when the first four vertices
are revealed, all these caterpillars look the same to any online algorithm. The
main argument is that, for each coloring of the initial four vertices, there is an
online tree that cannot be colored with three colors. In other words, there is a
strategy the adversary can employ to force any online algorithm to use four colors.
Hence, some advice is needed when coloring the first four vertices of each of the
m caterpillars.
As each of the m caterpillars can be built in one of six ways, the adversary has
6m different strategies to reveal the whole online tree. A given coloring for the
initial vertices of every caterpillar can only be completed within three colors for
at most 5m of these strategies. Hence, any online algorithm needs to use at least
6m
5m different colorings for the initial vertices to have a chance to color each online
tree with three colors. Because all online presentations look identical in phase
m
one, the 65m different colorings can only be produced due to some advice. Thus,
m
the advice needs to specify which of the 65m colorings to use and so at least
 m
6
log m
5
advice bits are needed.
As each caterpillar Ti≺ has at most eight vertices and since there is one vertex
combining them to a tree, we have n ≤ 8m + 1. Thus, we get a lower bound of
 m
 
 
6
6
n−1
6
log m = m log
≥
log
> 0.0328(n − 1)
5
5
8
5
on the advice complexity.
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4.4 Conclusion
We have shown some online algorithms for coloring caterpillars, combs and trees
with and without advice. Corresponding lower bounds on the advice complexity
have also been shown.
To compute an optimal coloring on caterpillars and trees on n vertices, we have
shown that n − 3 advice bits are necessary and that n − 2 advice bits are sufficient.
For combs on the other hand, about 21 n advice bits are necessary and sufficient.
We have also devised online algorithms that color combs, caterpillars and
trees with three colors using b 14 (n − 2)c, b 13 (n − 2)c and b 12 (n − 1)c advice bits,
respectively. However, the lower bounds on the advice complexity of computing
a 3-coloring for these graphs are quite low. Thus, it is an open task to improve
on this results. For example, by finding a family of online graphs for which the
strategy discussed in Section 2.5 can be exploited.
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5

In the previous chapter, we analyzed the well-known graph coloring problem in
an online scenario. Many different variants of graph coloring have been considered
in the literature. One of these variations is motivated by a problem arising in the
context of assigning frequencies to transmitters in a radio network.
Consider, for example, the cellular network of mobile phones. In order to avoid
inferences, the base stations that are close together have frequency bands that
are sufficiently separated. Also base stations that are not adjacent, but still close
to each other do not share the same frequency band. Figure 5.1 shows a network
of transmitters as an example.
More abstractly, this can be seen as assigning frequency bands, that is numbers,
to the base stations such that the numbers of adjacent base stations have a
difference of at least two and that base stations having distance two to each

Figure 5.1. Transmitters in a radio network.
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Figure 5.2. The radio network of Figure 5.1 modeled as a graph. The vertices of the
graph are colored with a λ-coloring.

other do not receive the same number. Overall, the goal is to minimize difference
between the highest and the lowest number used.
The simplest graph-theoretic model of the frequency assignment problem is the
λ-coloring problem, which was introduced by Griggs et al. [28]. It is also commonly
known as the radio coloring problem [17] or the L(2, 1)-labeling problem [28].
Here, the transmitters are the vertices of a graph and the frequencies are modeled
by colors from an ordered set, usually {0, 1, . . . , λ}, for some λ ∈ N. For the
coloring, two classes of proximity are distinguished. Neighboring vertices have to
be assigned colors that are at least 2 apart in their given order, and vertices at
distance 2 (called square neighbors in the following) have to get different colors.
The goal is to find such a coloring of the graph with a minimum λ. An example
of a λ-coloring is shown in Figure 5.2. This problem has been intensively studied
for various graph classes, for a survey, we refer to the papers by Bodlaender et al.
[13, 14], Murphey et al. [41], and Yeh [48].
In this chapter, we introduce and investigate an online version of the problem.
Here, the vertices of the graph appear in consecutive time steps, together with
information about those neighbors and square neighbors that have already been
revealed. In each time step, the online algorithm has to irrevocably determine the
color of the newly revealed vertex respecting the above restrictions. The aim is to
compute a λ-coloring with minimal λ.
The λ-coloring problem on paths is almost trivial in the offline case since we
can get an optimal coloring by simply coloring the vertices along the path using
the pattern 0–2–4. However, this problem turns out to be surprisingly hard in the
online case. We focus therefore on paths and later extend our results to cycles an
graphs with maximum degree two.
We first analyze a simple greedy strategy and show that it uses λ = 7. Then
we present an improved deterministic online algorithm using λ = 6 and prove a
matching lower bound for deterministic online algorithms without advice. Considering online algorithms with advice, we prove that, in order to achieve an optimal
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Table 5.3. Upper and lower bounds on the advice complexity of the λ-coloring problem
for three graph classes on n vertices, where d is a positive constant. Note that strict
1.5-competitiveness (λ = 6) can be achieved without advice.
optimal (λ = 4)
lower bound
upper bound
path
cycle
graph ∆ ≤ 2

0.0518n
0.0518n
0.0518n

0.695n
0.695n + d
1.5314n + O(log n)

1.25-competitive (λ = 5)
lower bound
upper bound
3.9402 × 10−10 n
3.9402 × 10−10 n
3.9402 × 10−10 n

0.4n + d
0.4n + d
0.4n + d

solution on a path on n vertices, 0.6955n + d advice bits are sufficient, for some
positive constant d, and 0.0519n advice bits are necessary. Surprisingly, also to
compute a 1.25-competitive solution (λ = 5), a linear number of advice bits is
necessary. Thus, the λ-coloring is the first known problem for which sublinear
advice does not help at all, not even on the very simple graph classes of paths and
cycles. Finally, we employ this lower bound to show that no randomized online
algorithm for the online λ-coloring problem has an expected competitive ratio
better than 45 . Table 5.3 summarizes our results on the advice complexity.

5.1 Definition and Basic Properties
In the following, we call a vertex w that is at distance two of some other vertex v,
a square neighbor of v. A vertex is isolated if it has neither direct nor square
neighbors.
Definition 5.4. A λ-coloring of a graph G is a labeling function col : V (G) → S
assigning to every vertex of G a color from the ordered set S = {0, 1, . . . , λ}
such that adjacent vertices receive colors at least two apart and square neighbors
receive different colors, that is at least one apart. The λ-number of a graph G,
denoted by λ(G), is the least λ such that G is λ-colorable. A λ-coloring of a graph
with minimal λ is called optimal.
♦
In this chapter, we introduce and investigate an online version of the problem.
Again, request sequences are given by an online graph, or more specifically an
online path. Additionally, with each revealed vertex, information about the square
neighbors is also revealed, that is, the algorithm is told which of the already
revealed vertices are square neighbors of the newly revealed vertex, but it gets no
information about intermediate vertices that are not yet revealed. This additional
information is necessary in order to achieve a proper λ-coloring in this online
scenario. An answer sequence of an online algorithm is a sequence of colors that
the online algorithms assigns to the corresponding vertices of the online path.
The aim is to compute a λ-coloring with minimal λ.
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...
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Figure 5.5. (a) The two tails of a subpath. (b) A gap of three vertices is highlighted.
3
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3

v
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0

w

Figure 5.6. When the vertex w is revealed on the right side of v, the online algorithm
colors w and the vertex in the gap following the pattern 0–3–5. Thus, we can already
determine that the vertex in the gap will receive color 5.

The following terminology simplifies our discussions. We call the two directions
in which a (sub)path can be extended from a vertex v the two sides of v. The
two outermost vertices at the ends of a (sub)path are called its tails, as shown in
Figure 5.5a. If one, two or three vertices have not yet been revealed between two
vertices, we call these missing vertices a gap, as shown in Figure 5.5b.
The online algorithms we devise sometimes prematurely assign colors to vertices
in a gap, that is, to vertices that are not yet revealed. This is understood to be a
reservation for the vertex in that spot. When this vertex is actually revealed in a
later round, the reserved color on that spot is used. Figure 5.6 shows an example
of such a situation.

5.2 Results Without Advice
We start by first discussing online algorithms without advice. Usually, the simple
greedy online algorithms cannot be improved by much. In this case, however, we
can devise an online algorithm without advice that saves a color compared to the
greedy online algorithm.
The following result is known for the λ-coloring on paths in the offline case.
Proposition 5.7 (Griggs et al. [28]). Let Pn be a path on n vertices. Then
(i) λ(P2 ) = 2, (ii) λ(P3 ) = λ(P4 ) = 3, and (iii) λ(Pn ) = 4, for n ≥ 5.
Let us begin by considering the greedy algorithm, that is, the algorithm that
always picks the lowest possible color for a newly revealed vertex.
Algorithm 5.8. Color every revealed vertex with the smallest color possible.
The ordered set {0, 1, . . . , 8}, that is, λ ≤ 8, is obviously sufficient since a
revealed vertex v has at most two direct and two square neighbors, which together
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forbid at most eight colors. Thus, at least one of the colors in {0, 1, . . . , 8} is still
available for v. Moreover, Bianchi et al. [7] show that the greedy algorithm never
uses a color greater than 7, that is, that the ordered set {0, 1, . . . , 7} is sufficient.
Theorem 5.9 (Bianchi et al. [7]). The greedy algorithm (Algorithm 5.8) is an
online algorithm that computes a λ-coloring on online paths with λ ≤ 7. This
bound is tight.
Making decisions greedily is not very smart in this case. With a simple idea, we
can devise an online algorithm that achieves a λ-coloring with a λ of at most 6.
The idea of the following online algorithm is to color every vertex that is
revealed in isolation with color 0. Subsequent vertices are colored in such a way
that the corresponding subpath is colored with the pattern 0–3–5. If two subpaths
are connected together, the vertices in this gap are colored according to Table 5.12,
which specifies the colors for each possible combination of tails.
Algorithm 5.10. An online algorithm without advice that colors every online
path with λ ≤ 6.
foreach revealed vertex v do
if v is revealed in a spot that has an assigned color then
Color v according to that color.
else if v is isolated then
col(v) ← 0
else if v has neighboring vertices only on one side then
Color v and the vertices in the gap according to the pattern 0–3–5.
else {v is revealed between two vertices v1 and v2 .}
if v1 and v2 have just previously been isolated then
Color the vertices in the gap, depending on the gap size, with the
pattern 3–5 or 3–1–5, and color v accordingly.
else if without loss of generality, v1 has just previously been isolated
and v2 belongs to a tail then
Assign the colors from Table 5.12a to the vertices in the gap,
depending on the gap size, and color v accordingly.
else {Each of the two vertices v1 and v2 belongs to a tail.}
Assign the colors shown in Table 5.12b to the vertices in the gap,
depending on the gap size, and color v accordingly.
answer col(v)
Figure 5.13 shows an example of an online path that is colored by Algorithm 5.10.
The illustration shows which colors the online algorithm assigns to the revealed
vertices and also which colors are reserved for the vertices in the gaps. The vertices
that are revealed in each round are highlighted.
Theorem 5.11. Algorithm 5.10 solves the online λ-coloring problem on paths
using λ ≤ 6 without advice.
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Table 5.12. These two tables specify how to color the vertices in the gaps if a vertex is
revealed (a) between a single vertex and a tail, or (b) between two tails.
(a)
(b)
v1

gap

0
0
0
0
0
0
0
0

–3–5–
–5–3–
–5–1–
–3–1–
–3–1–5–
–5–1–3–
–3–5–1–
–5–3–1–

tail of v2
0–3– . . .
0–5– . . . 3–0–
3– . . .
5– . . .
5–0–
0–3– . . .
0–5– . . . 0–3–
3– . . .
5– . . .
5–3–

(a)
(b)
(c)
(d)
(e)

–5

–3
–0
2–4
5–1–4

–0

–0

–3

–3

–5

–0

–5

2–4
3–1–4

2–4
3–1–4

1–4
1–4–2

1–4
1–4–2

1–5
1–4–6

1–4
1–4–2

1–4
1–4–2

1–5
0–4–1

1–6
0–4–1

0–5–

1–4
1–4–2

1–4
1–4–2

1–6
2–4–1

2–0
2–4–1

1–3
2–4–1

3–5–

1–4
1–4–2

1–4
1–4–2

1–6
2–4–1

2–0
2–4–1

1–3
2–4–1

–3

–5

2–0
2–4–1

0

0

3

5

0

3

5

0

3

5

0

3

5

0

2

4

1

3

0

3

0

Figure 5.13. An example of an online path that is colored by Algorithm 5.10. The
vertex that is revealed in each round is highlighted. An isolated vertex is always colored
0 as shown in round (a) and (c). If a revealed vertex has only neighbors on one side
as shown in round (b) and (d), the vertex is colored following the pattern 0–3–5. In
round (e), a vertex is revealed between two subpaths and, thus, the vertex and the other
vertices in the gap are colored according to Table 5.12a or Table 5.12b, respectively.
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Proof. Observe that a revealed vertex v is either (i) isolated, (ii) connected to
one subpath, or (iii) connected to two subpaths. In the first case, the vertex is
always colored with color 0. In case (ii), v extends an existing subpath and can
therefore be colored according to the pattern 0–3–5. In the third case, v is either
revealed (iv) between two single vertices, (v) between a single vertex and a tail,
or (vi) between two tails. In case (iv), the fixed patterns 3–5 or 3–1–5 can be
used depending on the gap size. While in the remaining cases, the corresponding
colors need to be looked up in Table 5.12.
Clearly, the vertices can be correctly colored in cases (i) and (ii). The only
difficult case is case (iii). Since Table 5.12 lists all possible combinations of tails,
we see that the vertices in the gaps can always be correctly colored with colors
less or equal to 6.
Now we show that Algorithm 5.10 cannot be improved by showing that λ = 5
is not enough to color every path online.
Theorem 5.14. Every online algorithm without advice computing a λ-coloring
for online paths is required to use λ ≥ 6.
Proof. We show that λ = 5 is not sufficient.
Let A be an online algorithm for the online λ-coloring problem on paths using
only the colors 0 to 5, and consider the following online path. Seven vertices are
revealed isolated, thus defining seven disjoint online subpaths P1≺ , P2≺ , . . . , P7≺ .
We do not fix the order of these subpaths nor the distance between them, and
so the adversary is free to concatenate these subpaths in any order or direction
afterwards.
For each i, with 1 ≤ i ≤ 7, the next revealed vertex is then a direct neighbor of
the last revealed vertex in Pi≺ , until one tail of Pi≺ is colored either –0–g or –5–h,
with g ∈ {2, 3, 4}, h ∈ {1, 2, 3}. The fact that such a tail always appears after a
constant number of steps is guaranteed by the lower bound of λ = 4 stated in
Proposition 5.7, because at some point, without loss of generality, a vertex v is
colored 0. The next vertex is either colored 2, 3, or 4, and we are done, or it is
colored 5, and we add another vertex, which can only be colored 1, 2, or 3, since
its neighbor is colored 5 and its square neighbor is colored 0. The case where v
is colored 5 is analogous. Furthermore, the adversary knows when this happens,
because A is deterministic.
There are only six different tails with that property and we have seven subpaths,
so one tail must occur twice. We consider an online path that fills the gap between
those two tails as shown in Figure 5.15.
In arrangement (a), the two vertices in the gap can only be assigned colors
greater than 3 and need to be two apart. Thus, at least one of them receives a
color greater than 5. A similar argument can be used to show that the arrangements (b), (c) and (d) need a color greater than 5.
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Figure 5.15. The tails and gaps that force every online algorithm without advice to
use color 6.

In arrangement (e), the leftmost vertex in the gap receives, without loss of
generality, color 1 and the rightmost vertex color 5. Then, the middle vertex in
the gap can only receive a color greater than 5. A similar argument can also be
used for arrangement (f).
Thus, none of those gaps can be filled using only the colors 0 to 5.

5.3 Online Algorithms With Advice
So far, we have shown that, without advice, we can achieve λ = 6, and this bound
is tight. Now, we want to investigate how much advice is necessary and sufficient
to achieve optimality (λ = 4) and strict 45 -competitiveness (λ = 5).

Lower and Upper Bounds for Optimality
We first show that there is an optimal online algorithm that reads advice bits
from the tape such that it always knows what color among {0, 2, 4} to assign to
the currently revealed vertex. Then, we complement this result by a linear lower
bound.
The oracle writes advice bits on the tape in such a way that the algorithm can
use the pattern 0–2–4 to color the vertices. Thus, whenever an isolated vertex is
revealed, a ternary digit tells the algorithm what color from {0, 2, 4} to choose. If
the newly revealed vertex is connected to a previously isolated vertex or is revealed
between two previously isolated vertices, then the algorithm reads one advice bit
to learn the orientation of the current subpath. In the remaining cases the right
color can be determined by the neighboring vertices. From these considerations,
we get the following algorithm.
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(d)
(e)
(f)
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4

4

4
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Figure 5.16. An example of an online path that is colored by Algorithm 5.17. The
algorithm learns the color for each isolated vertex by a ternary digit as shown in
round (a), (c) and (d). One advice bit is read to determine the color of a vertex that is
revealed adjacent to only a previously isolated vertex, as shown in (b) or between to
isolated vertices at distance three as shown in (e). In all other cases the color of the
vertex can be determined by the neighboring vertices as shown in (f).

Algorithm 5.17. An online algorithm with advice solving the λ-coloring problem
on paths optimally.
foreach revealed vertex v do
if v is isolated then
read a ternary decision and color v with a color from {0, 2, 4}.
else if v is connected to a previously isolated vertex w
or v is connected to two previously isolated vertices w and x with
dist(w, x) = 3 then
L ← {0, 2, 4} \ col(w)
read an advice bit b
if b = 0 then col(v) ← min(L) else col(v) ← max(L)
else
Inspect the graph to determine the color of v and color it accordingly.
answer col(v)
Figure 5.16 shows an example of an online path that is colored by Algorithm 5.17.
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Figure 5.18. All situations, where the color of the revealed vertex v can be determined
by the connected vertices u and w. In the situations (a), (d), and (e), v gets a different
color than u and w, and in the situations (b) and (c), v is colored with the same color
as u.

Theorem 5.19. Algorithm 5.17 solves the online λ-coloring problem on paths
optimally (λ ≤ 4), using asymptotically at most 16 2 log(3) + 1 n ≤ 0.695n advice
bits.
Proof. The oracle colors the path optimally using a repetition of the pattern
0–2–4. Thus, whenever an isolated vertex is revealed, a ternary digit specifies the
correct color to use. If a vertex is revealed adjacent only to a previously isolated
vertex, then an advice bit tells the algorithm which color to use out of the two
remaining. The same happens when a vertex is revealed between two previously
isolated vertices, which are at distance three to each other. In all remaining cases,
the optimal color for a vertex can be determined from the neighboring vertices by
following the pattern 0–2–4. Either the neighboring vertices are all on one side
of the revealed vertex, then one of the four situations depicted in Figures 5.18a
to 5.18d applies. Otherwise, the revealed vertex is between two vertices u and w
that are at distance four to each other, as in Figure 5.18e.
Now we calculate how many advice bits are needed. The algorithm reads advice
bits only, when the color of the revealed vertex cannot be determined by the
vertices connected to it. Thus, there are three situations where the algorithm
reads advice bits:
(i) A ternary decision is made when an isolated vertex is revealed.
(ii) One advice bit is read if a vertex is revealed that is directly adjacent to only
a previously isolated vertex.
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(iv)

(ii)

(i)

(iii)

Figure 5.20. How many of the situations (i), (ii), (iii) and (iv) can be forced by an
adversary for an online path of a given length n? A ternary decision is made for every
black vertex and one advice bit is needed for every gray vertex.

(iii) Also one advice bit is read if a vertex is revealed indirectly adjacent to only
a previously isolated vertex.
(iv) One advice bit is read when a vertex is revealed that is connected to two
previously isolated vertices that are at distance three to each other.
Therefore, isolated subpaths of one (i), two (ii), three (iii) or four (iv) vertices
are needed to force the algorithm to read advice bits. Clearly, there need to be at
least two vertices between these subpaths in order to reveal them in isolation. An
example of such an online path is shown in Figure 5.20.
How many of these situations can occur for a given online path? Assume
situation (i) occurs x1 many times, situation (ii) happens x2 times, situation (iii)
happens x3 times and situation (iv) occurs x4 times. As we need asymptotically
log(3) advice bits for a ternary decision, the average number of advice bits per
vertex is thus given by the following formula.



1
1
1
1
x1 log(3) + x2 log(3) + 1 + x3 log(3) + 1 + x4 2 log(3) + 1
3
4
5
6

Since the last term, 16 2 log(3) + 1 , is the largest, a worst-case online presentation is one that forces situation
(iv) as often as possible. Thus, the online

algorithm reads 16 2 log(3) + 1 advice bits per vertex and therefore its advice
complexity is asymptotically 16 2 log(3) + 1 n ≤ 0.695n.
In order to show a lower bound, we need the following technical lemma.
Lemma 5.21. Consider the two paths P1 = (u, v) and P2 = (w, x) of two vertices
each. Now let (u, v, y, z, w, x), (u, v, y, z, x, w), (v, u, y, z, w, x), and (v, u, y, z, x, w)
be the four possible online paths that result from concatenating P1 and P2 at
arbitrary ends by adding two vertices y and z in between as shown in Figure 5.23.
For at least one of the four paths, the vertices y and z must be colored with a
color greater than four, for any coloring of P1 and P2 .
Proof. Table 5.22 shows, for every possible combination of the paths P1 and P2 ,
how to connect them such that every coloring of the gap needs to use a color
greater than four. Note that there are colorings of the two paths, for which only
one combination enforces a color greater than four.
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Table 5.22. All possible combinations of tails for the proof of Lemma 5.21. Colors for
the vertices in the gap are assigned, without loss of generality, from left to right. If it is
possible to use colors in the range from 0 to 4, one such labeling is shown. However, if a
color greater than 4 is needed, all combinations are shown and the row is marked with
an asterisk (∗). Note that, for each pair of colorings of P1 and P2 , there is at least one
combination that forces a color greater than 4.
P1

P2

0–2
–4–6–
0–2
0–2
–4–6–
2–0
2–0 –3/4–5/6– 0–2
2–0 –3/4–5/6– 2–0

P1
∗
∗
∗
∗

0–3
0–3
3–0
3–0

–1–5–
–1–6–
–4–2–
–2–5–

P2

P1

P2

0–4 ∗
4–0 ∗
0–4
4–0 ∗

0–4
0–4
4–0
4–0

–1–5–
–2–0–
–3–5–
–3–1–

2–4 ∗
4–2
2–4 ∗
4–2

1–3 ∗
3–1 ∗
1–3
3–1 ∗

1–3
1–3
3–1
3–1

–0–4–
–0–5–
–4–6–
–4–0–

1–3
3–1 ∗
1–3 ∗
3–1

0–2
0–2
2–0
2–0

–4–6–
–4–1–
–4–2–
–4–1–

0–3 ∗
3–0
0–3
3–0

0–3
–6–4–
0–3
–1–5–
3–0
–2–4–
3–0 –2/4–5/6–

0–2
0–2
2–0
2–0

–4–6–
–5–1–
–4–2–
–3–1–

0–4 ∗
4–0 ∗
0–4
4–0

0–3
–5–7–
1–4
0–3
–1–6–
4–1
3–0 –2/4–5/6– 1–4
3–0
–2–6–
4–1

∗
∗
∗
∗

1–3
1–3
3–1
3–1

–0–5–
–0–2–
–4–6–
–5–0–

1–4 ∗
4–1
1–4 ∗
4–1 ∗

0–2
–4–6–
1–3 ∗
0–2
–4–0–
3–1
2–0 –3/4–5/6– 1–3 ∗
2–0
–4–6–
3–1 ∗

0–3
0–3
3–0
3–0

–1–5–
–1–6–
–4–6–
–2–5–

∗
∗
∗
∗

1–3
1–3
3–1
3–1

–0–5–
–5–1–
–4–0–
–5–0–

2–4 ∗
4–2 ∗
2–4
4–2 ∗

0–2
–4–6–
1–4
0–2
–5–0–
4–1
2–0 –3/4–5/6– 1–4
2–0
–3–6–
4–1

∗
∗
∗
∗

0–4
0–4
4–0
4–0

–1–3–
–1/2–6–
–2/3–5–
–3–1–

0–4
4–0 ∗
0–4 ∗
4–0

1–4
1–4
4–1
4–1

–0–3–
–0–2–
–3–5–
–3–0–

1–4
4–1
1–4 ∗
4–1

0–2
–4–0–
2–4
0–2
–5–0–
4–2 ∗
2–0 –3/4–5/6– 2–4 ∗
2–0
–3–1–
4–2

0–4
0–4
4–0
4–0

–2–5–
–2–0–
–2–4–
–2–5–

1–3 ∗
3–1
1–3
3–1 ∗

1–4
1–4
4–1
4–1

–0–5–
–2–0–
–3–0–
–3–0–

2–4 ∗
4–2
2–4
4–2

0–3
0–3
3–0
3–0

0–4
0–4
4–0
4–0

–2–5–
–2–0–
–2/3–5–
–2/3–6–

1–4 ∗
4–1
1–4 ∗
4–1 ∗

2–4 –0/1–5– 2–4 ∗
2–4 –0/1–6– 4–2 ∗
4–2 –0–5– 2–4 ∗
4–2 –0–6– 4–2 ∗
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0–3
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Figure 5.23. The four possibilities to concatenate the two paths P1 = (u, v) and P2 =
(w, x) using two vertices y and z.

B1≺

B2≺
P2≺

P1≺

≺
Bm

P4≺
P3≺

≺
P2m

≺
P2m−1

Figure 5.24. An example of an online path used in Theorem 5.25 to prove a lower
bound on the advice complexity. The two vertices of each of the online subpaths P1≺ , P2≺ ,
≺
. . . , P2m
are revealed first. Then every two of these subpaths are connected in one of
≺
four different ways leading to the subpaths B1≺ , B2≺ , . . . , Bm
, respectively. Three of the
four ways are shown in this figure.

To prove lower bounds on the advice complexity, we usually construct a set
of request sequences having the property that the algorithm cannot distinguish
between their prefixes of a certain length, as described in Section 2.4. Usually, we
require these request sequences to have a single unique optimal solution. However,
each online path described in the following proof has multiple optimal colorings
and, thus, we need to proceed differently.
Theorem 5.25. Every online algorithm with advice that computes an optimal

λ-coloring for any online path on n vertices needs to read at least 2 − log 3 n8 >
0.0518n advice bits.
Proof. We consider an online path on n = 8m vertices, for some positive integer m,
as shown in Figure 5.24. The vertices of the considered path are revealed over
≺
two phases. In the first phase, the 2m isolated subpaths P1≺ , P2≺ , . . . , P2m
of
length two are revealed. In the second phase all remaining vertices are revealed
≺
≺
sequentially from left to right such that the two subpaths P2i−1
and P2i
are
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connected at arbitrary ends to form the subpath Bi≺ , by adding two vertices in
between and one vertex on both ends as depicted in Figure 5.24.
Considering these different presentation orders of the path, there are four
≺
≺
different ways to connect the two subpaths P2i−1
and P2i
of every subpath Bi≺
together, three of which are shown in Figure 5.24. Therefore, there are 4m
different presentation orders of the complete path. Moreover, up to the moment
≺
when all subpaths P1≺ to P2m
have been revealed, all of these request sequences
are indistinguishable. So, if two request sequences get the same advice, the
≺
subpaths P1≺ to P2m
will have received the same coloring.
However, each request sequence can have multiple optimal colorings and, therefore, we cannot conclude that at least log 4m advice bits are needed, since the sets
of answer sequences for every two request sequences are not necessarily disjoint as
required by Theorem 2.18. Because the coloring of these 4m vertices is solely based
on the advice, we can determine how many advice bits are needed by calculating
how many different colorings are at least needed for these initial 4m vertices. In
other words, we want to find out how many presentation orders can receive the
same advice string, that is, for how many of them the algorithm can use the same
coloring of the initial 4m vertices and still be able to use colors from 0 to 4 for
the remaining vertices.
≺
≺
Consider a subpath Bi≺ containing the subpaths P2i−1
and P2i
. Lemma 5.21
≺
≺
shows that there is always an order of appearance of the vertices in P2i−1
and P2i
such that the gap in between cannot be colored with values from 0 to 4. This
≺
≺
means that a coloring of the vertices of P2i−1
and P2i
is suitable for at most three
≺
variants of the subpath Bi out of four. Since the same reasoning holds for all
≺
other subpaths Bj≺ , a coloring of the subpaths P1≺ to P2m
is suitable for at most
m
3 different presentation orders of the remaining vertices.
Hence, if a coloring is suitable for at most 3m presentation
 m orders, and there
are 4m request sequences in total, there must be at least 43m different advice
strings. Thus at least
  m 
 m
 
n
4
4
n
4
log m
> log m = log
= 2 − log 3
> 0.0518n
3
3
8
3
8
advice bits are necessary to compute an optimal λ-coloring for an online path on
n vertices.

Lower and Upper Bounds for λ ≤ 5
The main idea is to define an algorithm that works like Algorithm 5.10 most of
the time and avoids situations that lead to using color 6. The algorithm marks
all isolated vertices as a reminder that this vertex has been revealed in isolation.
Then the algorithm reads an advice bit for the first vertex revealed on each side
of a marked vertex, unless it merges two components. Advice bit 0 means follow
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the pattern 0–3–5 as in Algorithm 5.10, while advice bit 1 means switch to the
pattern 0–2–4.
Theorem 5.26 (Bianchi et al. [7]). There is an online algorithm that solves the
online λ-coloring problem on paths with λ ≤ 5 and uses at most 0.4n + d advice
bits, for some positive constant d.
Bianchi et al. [7] have also shown a corresponding lower bound on the advice
complexity of computing a λ-coloring for paths with λ ≤ 5.
Theorem 5.27 (Bianchi et al. [7]). Every algorithm that computes a λ-coloring
for online paths on n vertices with λ ≤ 5 needs to read at least 3.9402 × 10−10 n
advice bits.

5.4 Cycles and Graphs With Maximum Degree Two
Many of our results can be extended to cycles and graphs of maximum degree 2.
As a graph of maximum degree 2 is just a collection of paths and cycles. The
results for graphs of maximum degree 2 are exactly the same, except for the upper
bound for optimality, which is 1.5314n + O(log n).

Cycles
The following result in the offline case is already known.
Theorem 5.28 (Griggs et al. [28]). Every algorithm that solves the online
λ-coloring problem on cycles needs λ ≥ 4.
For the online scenario, we prove that λ ≥ 6 is necessary.
Theorem 5.29. Every algorithm that solves the online λ-coloring problem on
cycles without advice needs λ ≥ 6.
Proof. We can reduce this to the lower bound for paths (Theorem 5.14). Again,
we enforce color 6 in a path and add two additional vertices at the very end to
connect the two tails of the path with each other to form a cycle.
Also for cycles, this lower bound is tight since there is an online algorithm
without advice that computes a λ-coloring with λ ≤ 6.
Theorem 5.30. There is an algorithm for the online λ-coloring problem on
cycles with λ ≤ 6 that reads no advice.
Proof. We can reuse Algorithm 5.10. However, the algorithm needs to treat
different ends of the same component as two different components. This is only
relevant when the cycle is closed. This is also the only situation that can occur
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in cycles and not in paths. Then, the algorithm colors the gap according to
Table 5.12b. However, cycles of length three need special treatment. The first
revealed vertex is always colored 0, the second one 3, and the third one 5.
Clearly, the algorithm only uses colors 0 to 6. The argumentation that the resulting coloring is a valid λ-coloring is, except for cycles of length three, completely
analogous to the one in the proof of Theorem 5.11.
We can also devise an optimal online algorithm for cycles. It starts by reading
an advice bit telling it whether the length of the cycle is divisible by three or not.
Algorithm 5.31. An online algorithm that solves the online λ-coloring problem
for online cycles optimally.
read an advice bit b1
if b1 = 0 then
Let v be the first revealed vertex.
col(v) ← 1
read an advice bit b2
Let u and w be the two neighbors of v.
if b2 = 0 then
col(u) ← 3
col(w) ← 4
else
col(u) ← 4
col(w) ← 3
answer col(v)
Color the remaining vertices like Algorithm 5.17.
Theorem 5.32. Algorithm 5.31 is an online algorithm with advice that solves
the online λ-coloring problem on cycles optimally using at most 0.695n + d advice
bits, for some positive constant d.
Proof. The algorithm needs to treat cycles whose length is not divisible by three
differently. Therefore it reads first one advice bit, telling the algorithm that either
(i) the length of the cycle is divisible by three, or (ii) not. The first bit on the
advice tape is 1 in case (i), and 0 otherwise.
In case (i), the algorithm behaves like Algorithm 5.17. This works because in
this case, we do not care that we are dealing with a cycle, because it does not
pose any additional restrictions on our coloring. Every cycle with a number of
vertices divisible by 3 can be colored with the pattern 0–2–4. Hence, the algorithm
asymptotically needs 0.695n + d advice bits, for some positive constant d.
In case (ii), the algorithm assigns color 1 to the first revealed vertex v. The
algorithm reads then a second advice bit, telling it how to color the two direct
neighbors u and w of v. If the advice bit is 0, we color the vertices u and w with
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Figure 5.33. If the number n of vertices in the cycle is not divisible by three, case (ii),
the first revealed vertex is colored 1 and an additional advice bit specifies in which order
to use the colors 3 and 4 for the neighboring vertices. Figure (a) shows the case for
n ≡ 1 (mod 3) and Figure (b) for n ≡ 2 (mod 3).

the colors 3 and 4, otherwise with the colors 4 and 3, respectively. Both situations
are depicted in Figure 5.33. Observe that the remaining graph can always be
colored with the pattern 0–2–4, and we can thus use Algorithm 5.17 for the rest of
the graph. Thus, also in this case, the algorithm asymptotically needs 0.695n + d
advice bits, for some positive constant d.
Theorem 5.34. Any online algorithm that solves the online λ-coloring problem
for online cycles optimally, needs to read at least 2 − log 3 n−2
8 ≥ 0.0518n + d
advice bits, for some negative constant d.
Proof. Again, we can reduce this to the respective lower bound for online paths
as of Theorem 5.25. At the end, the adversary inserts two additional vertices to
close the cycle.
Therefore, the cycle consists of n = 8m + 2 vertices, which implies
m
that log 34m = (2 − log 3) n−2
8 ≥ 0.0518n − 0.1038 advice bits are necessary.
Bianchi et al. [7] have shown the upper and lower bounds for λ ≤ 5.
Theorem 5.35 (Bianchi et al. [7]). There is an online algorithm with advice
that computes a λ-coloring for cycles on n vertices with λ ≤ 5 using at most
0.4n + d advice bits, for some positive constant d.
Theorem 5.36 (Bianchi et al. [7]). Every online algorithm with advice that
computes a λ-coloring for cycles on n vertices with λ ≤ 5 needs to read at least
3.9402 × 10−10 n advice bits.

Graphs With Maximum Degree Two
We have considered paths and cycles until now. Graphs with a maximum degree of
two consist only of such components. We can therefore generalize our results also to
this graph class. The lower bounds follow from Theorem 5.29 and Theorem 5.36,
respectively.
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Using the online algorithm of Theorem 5.26 with some modifications, Bianchi
et al. [7] have proved that there is an online algorithm computing a λ-coloring
with λ ≤ 5 also for graphs with maximum degree two.
Theorem 5.37 (Bianchi et al. [7]). There is an optimal online algorithm with
advice for the online λ-coloring problem on online graphs with maximum degree 2
that reads at most 1.5314n + O(log n) advice bits.

5.5 Randomized Online Algorithms
In Section 2.7, we discussed the relation between computing with advice and
randomization. The important observation is that, if we show a certain lower
bound on the achievable competitiveness of an online algorithm with advice,
there cannot be a randomized online algorithm with a comparable performance.
This only works, however, if we have a sufficiently high lower bound on the
advice complexity of the problem and if there are not too many possible request
sequences.
Theorem 5.27 shows that every algorithm for the online λ-coloring problem on
paths with λ ≤ 5 needs to read at least 3.9402 × 10−10 n advice bits. Together
with Lemma 2.33, this implies that the worst-case expected color range of any
randomized online algorithm is bounded from below by a value of almost 5.
Theorem 5.38. No randomized algorithm for the online λ-coloring problem on
paths has a worst-case expected competitive ratio better than 54 on sufficiently long
paths.
Proof. Assume there is a randomized online algorithm that has a worst-case
expected competitive ratio better than claimed, that is, a competitive ratio of
E = 45 (1 − δ), for an arbitrarily small δ > 0. Let S(n) be the set of all presentation
orders of the path of length n. Then, by Lemma 2.33 we can construct an online
algorithm with advice that achieves a competitive ratio of (1+ε)E = (1+ε) 45 (1−δ)
using at most


log|S(n)|
log n + 2 log log n + log
+d
log(1 + ε)
δ
advice bits, for some small constant d. By choosing ε such that ε = 1−δ
, we thus
5
get an 4 -competitive online algorithm with advice.
There are n! presentation orders of the path on n vertices. Therefore, the
number of request sequences |S(n)| is bounded from above by n!. Thus the advice
complexity of the constructed online algorithm is at most


log n!
log n + 2 log log n + log
+d
log(1 + ε)
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advice bits. Using the fact that n! ≤ nn , we get that the number of advice bits is
smaller or equal to


log nn
+d
n + 2 log log n + log
log(1 + ε)


n log n
= log n + 2 log log n + log
+d
log(1 + ε)
= log n + 2 log log n + log(n log n) − log log(1 + ε) + d
= log n + 2 log log n + log n + log log n − log log(1 + ε) + d.
Since (1 + ε) = (1 − δ)−1 , we finally get that the number of advice bits is at most


1
2 log n + 3 log log n − log log
+ d.
1−δ
For any δ between 0 and 1, there is an nδ ∈ N such that


1
2 log n + 3 log log n − log log
+ d < 3.9402 × 10−10 n,
1−δ
for n ≥ nδ . We know from Theorem 5.27 that 3.9402 × 10−10 n advice bits are
necessary to achieve a competitive ratio of 54 . As the online algorithm constructed
by Lemma 2.33 would beat the lower bound, we can conclude that no randomized
online algorithm has a worst-case expected competitive ratio better than 54 .
We can obviously apply the same proof technique to also show a similar lower
bound for cycles.
Theorem 5.39. For arbitrarily small δ > 0, every randomized algorithm for the
online λ-coloring problem on cycles has a worst-case expected competitive ratio of
at least 54 (1 − δ) on sufficiently long online paths.
Proof. The proof is completely analogous to the one of Theorem 5.38.
The online λ-coloring problem is so far the only online problem for which we
proved a lower bound on the expected competitiveness of randomized algorithms
using this technique.

5.6 Conclusion
We showed that the online λ-coloring problem on graphs consisting only of paths
and cycles has the following interesting property. No advice at all is necessary to
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color a graph with seven colors, but already linearly many advice is necessary to
improve by only one color. In other words, sublinear advice does not help at all.
This is something not previously observed as many other problems allow for a
smooth tradeoff between advice complexity and competitive ratio.
All our lower bounds directly carry over to more general graph classes that
contain paths or cycles as special cases, for example trees or connected graphs
in general. In particular, since our lower bounds are all linear, they immediately
imply that there is no optimal or even 54 -competitive algorithm with sublinear
advice for these graph classes, either. Furthermore, from Theorem 5.38 follows
that any randomized online algorithm cannot be better than 54 -competitive in
expectation.
An open problem is to improve the upper bounds or even match the lower
bounds for paths, cycles or even other graph classes.
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