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Abstract
Many building blocks have to be put in place for full robot autonomy to happen:
self-calibration, control, perception, path planning, and high-level behaviors.
Hence, a considerable number of algorithms has to run on-board a robot, which
however, has a finite amount of computational resources. Vision-based perception algorithms are inherently computationally expensive, and this fact makes
full autonomy for a vision-guided robot even more challenging to achieve. Given
only 2D image data, computationally efficient algorithms are needed to compute accurately and in real-time the robot’s current pose and the 3D geometric
representation of the environment.
An accurate 3D map of the environment with a high update rate is a primary
requisite for high-level behaviors on the robot. We propose a 3D occupancy
mapping algorithm that runs in real-time, has constant space complexity, and
scales well to large environments. Through extensive real-world experiments
with a micro aerial vehicle (MAV) equipped with a forward-looking stereo camera, we demonstrate our 3D occupancy mapping algorithm to work well in both
indoor and outdoor environments. In addition, we build on the 3D mapping results by showing wall-following and frontier-based exploration behaviors. With
automated 3D reconstruction in mind, we continue our work on exploration by
proposing an algorithm for simultaneous exploration and coverage. Simulation
experiments show the feasibility of this algorithm.
The use of multiple cameras increases a robot’s perceptual awareness of its
environment. However, transformations between cameras must be known with
high accuracy. In this case, an unsupervised and markerless calibration algorithm is ideal as expert supervision and modification of the environment are
not required. We propose SLAM-based self-calibration algorithms for two different configurations of multi-sensor systems: one with multiple monocular
cameras and a calibrated odometry system, and one with multiple calibrated
stereo cameras. Metric scale is inferred from odometry and calibrated stereo

viii

respectively. These self-calibration algorithms do not assume an overlapping
field of view between any two cameras. We also come up with an infrastructurebased calibration algorithm that leverages image-based localization and the map
built by SLAM-based self-calibration to calibrate a multi-camera system in near
real-time.
Motion estimation algorithms for single cameras cannot easily be extended
to multi-camera systems. Using the generalized camera model, we propose
a 3-point motion estimation algorithm for a calibrated multi-camera system.
This algorithm uses inertial information from an IMU and estimates the relative
motion with metric scale. In addition, we use this multi-sensor system on a
MAV to demonstrate real-time and on-board SLAM with loop closures.
All these works enable vision-guided robots to take a big step towards full
autonomy. The work on self-calibration and infrastructure-based calibration
enables a robot to perform self-maintenance, facilitating long-term operation
in the field without expert supervision. The mapping algorithm allows robots
to efficiently map out large environments without running out of memory. The
SLAM implementation allows robots to use multiple cameras at the same time
for pose estimation. The successful demonstration of high-level behaviors in
the form of wall-following, frontier-based exploration, and simultaneous exploration and coverage serves to show that full autonomy for vision-guided robots
can be a realistic goal.

ix

Zusammenfassung
Um die vollständige Autonomität von Robotern zu ermöglichen, werden viele
Baublöcke benötigt: Selbstkalibrierung, Lenkung, Perzeption, das Planen von
Pfaden und intelligentes Verhalten. Daher muss eine erhebliche Anzahl von
Algorithmen auf dem Roboter selbst ausgeführt werden. Allerdings sind die
Ressourcen des Roboters für Berechnungen limitiert. Algorithmen zur bildbasierten Perzeption sind inherent rechenintensiv. Dieser Umstand erschwert
das Erreichen vollständiger Autonomität eines durch Bilder gesteuerten Roboters zusätzlich. Um die aktuelle Positionierung des Roboters und die dreidimensionale Repräsentation der Umgebung akkurat und in Echtzeit alleine anhand
von 2D-Bilddaten zu berechnen, werden effiziente Algorithmen benötigt.
Eine genaue dreidimensionale Karte der Umgebung, welche mit hoher Frequenz aktualisiert wird, ist die Hauptvoraussetzung für das intelligente Verhalten des Roboters. Wir schlagen einen Algorithmus basierend auf einer dreidimensionalen Karte der Raumbelegung vor. Der Algorithmus läuft in Echtzeit,
verfügt über konstante Specherkomplexität und funktioniert auch für grosse
Umgebungen gut. Durch ausgiebige Experimente in der realen Welt mit einem
kleinen Fluggefährt (’Micro Aerial Vehicle’, kurz MAV), welches mit einer
nache vorne ausgerichteten Kamera ausgestattet wurde, zeigen wir, dass unser
Algorithmus zur Erstellung einer dreidimensionalen Karte der Raumbelegung
sowohl inner- als auch ausserhalb von Gebäuden funktioniert. Zusätzlich bauen
wir auf den Resultaten zur Erstellung dreidimensinaler Karten auf, indem wir
das Folgen entlang von Wänden und grenzbasierte Erkundung zeigen. Mit Blick
auf automatisierte dreidimensionale Rekonstruktion setzen wir unsere Arbeit an
der Erkundung fort, indem wir einen Algorithmus zur simultanen Erkundung
und Abdeckung vorschlagen. Simulationen zeigen die Umsetzbarkeit dieses
Algorithmus.
Die Verwendung mehrerer Kameras erhöht die Wahrnehmung der Umgebung des Roboters. Allerdings müssen die Transformationen zwischen den
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Kameras mit hoher Genauigkeit bekannt sein. In diesem Fall ist ein unbeaufsichtigter Algorithmus, welcher keine Marker verwendet, ideal, da er keine
Beaufsichtigung durch Experten und keine Anpassung der Umgebung benötigt.
Wir schlagen Algorithmen zur SLAM-basierten Selbstkalibrierung für zwei verschiedene Konfigurationen von Systemen mit mehreren Sensoren vor: einen
mit mehreren monokularen Kameras und einem kalibrierten System für Odometrie und einen mit mehreren kalibrierten Stereokameras. Die metrische Skala
wird von der Odometrie, beziehungsweise von kalibrierten Stereoaufnahmen
abgeleitet. Diese Algorithmen zur Selbstkalibrierung gehen nicht von überlappenden Gesichtsfeldern zwischen irgendwelchen zwei Kameras aus. Zusätzlich
schlagen wir einen Algorithmus zur auf Infrastruktur basierenden Kalibrierung
vor, welcher die bildbasierte Lokalisierung und die durch SLAM-basierte Selbstkalibrierung erstellte Karte ausnutzt, um ein Multi-Kamera-System in NaheEchtzeit zu kalibrieren.
Algorithmen zur Schätzung von Bewegungen für einzelne Kameras können
nicht einfach für Multi-Kamera-Systeme erweitert werden. Unter Verwendung
des generalisierten Kameramodells schlagen wir einen 3-Punkte-Algorithmus
zur Schätzung der Bewegung eines kalibrierten Multi-Kamera-Systems vor.
Dieser Algorithmus verwendet die Informationen eines IMU-Systems und schätzt
die relative Bewegung mit einer metrischen Skala. Zusätzlich verwenden wir
dieses Multi-Sensor-System auf einem MAV um SLAM inklusive dem Schliessen
von Schleifen in Echtzeit zu demonstrieren.
All diese Arbeiten ermöglichen den bildbasiert gesteuerten Robotern einen
grossen Schritt in Richtung vollständiger Autonomität. Die Arbeit an Selbstkalibrierung und Kalibrierung basierend auf Infrastruktur ermöglicht es einem
Roboter, sich selbst instand zu halten, was wiederum lange andauernde praktische Einsätze ohne Beaufsichtigung von Experten ermöglicht. Der Algorithmus
zur Erstellung von Karten erlaubt es Robotern grosse Umgebungen aufzuzeichnen, ohne dass der Speicherplatz ausgeht. Die Implementierung von SLAM
erlaubt es Robotern meherere Kameras gleichzeitig für das Schätzen von Posen
zu verwenden. Die erfolgreiche Demonstration von intelligentem Verhalten
in Form vom Folgen entlang von Wänden, der grenzbasierten Erkundung und
der simultanen Erkundung und Abdeckung dient dem Zweck zu zeigen, dass
vollständige Autonomität für bildbasiert gesteuerte Roboter ein realistisches Ziel
sein kann.
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1. Introduction
Full autonomy is a highly sought after goal in robotics research. With full autonomy, a robot is able to execute an assigned mission with minimal expert
supervision. At the same time, a single operator can simultaneously supervise multiple fully autonomous robots, and switch focus between these robots
without compromising their safety and jeopardizing the mission. In the case
of a communication failure, a fully autonomous robot is able to continue its
mission without the operator. In contrast, a remotely-controlled robot requires
the dedicated attention of an operator, and either a lapse of concentration or a
communication loss will inevitably result in a crash.
Due to the popular choice of lasers, the use of a camera as the main sensor for robots has largely been overlooked. A laser returns accurate 1D range
measurements which are easy to process. In contrast, a monocular camera provides image data and numerous 2D features with unknown depth while a stereo
camera produces a much higher number of range measurements at a considerable computational cost and with significantly higher measurement uncertainty
compared to laser range measurements. Thus, processing relatively complex
data from cameras requires significant computational resources, and at the same
time, pose estimation and mapping are less robust. However, a camera offers
several considerable advantages over a laser for robots. A camera is a passive
sensor, while a laser is an active sensor and is thus susceptible to interference.
Furthermore, a camera is lighter, has a smaller footprint, and has a lower cost.
Most importantly, the camera as a sensor is a key enabler for a wide range
of capabilities that include, but are not limited to, 6-DoF (degrees of freedom)
pose estimation, 3D mapping, dynamic object tracking, semantic object labeling,
and so on; these capabilities facilitate high-level behaviors. These advantages
of a camera are the major motivation for our work towards full autonomy of
vision-guided robots which we see as more versatile than laser-guided robots.
Full autonomy requires mission-critical algorithms to run in real-time and
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on-board the robot. Real-time performance allows the robot to quickly react to
changes in the environment, and remake decisions that are no longer optimal
for the changed environment. With on-board computing, we circumvent latency
and reliability issues related to off-board computing, especially in areas where
network coverage is poor. A communications outage can immobilize a robot
which depends on off-board processing. Furthermore, a robot should not depend
on external positioning systems such as the Vicon motion capture system and
GPS. Although a vision-guided robot requires significantly more computational
resources than a laser-guided robot, with recent advances in computing hardware,
especially multi-core processors, it is now computationally feasible to run image
processing algorithms in real-time and on-board a vision-guided robot.
This dissertation makes novel contributions in several areas of robotics that
facilitate full autonomy of a vision-guided robot. Specifically, we propose novel
algorithms for self-calibration, infrastructure-based calibration, simultaneous
localization and mapping (SLAM), environment mapping, and simultaneous exploration and coverage. Our work adheres to the constraint that mission-critical
algorithms have to run in real-time and on-board the robot. Furthermore, we
show novel system implementations of vision-guided robots. Through extensive experiments in both indoor and outdoor environments, we validate these
algorithms and system implementations.
We use two popular types of robot platforms as experimental testbeds: a
car and a multicopter. Autonomous cars have recently received much attention
because of their potential to revolutionize the way we use cars as a mode of
transportation. As the computer is immune to lapses in concentration unlike the
driver, traffic accident rates will fall with increased use of autonomous cars. In
addition, the driver is freed up from the monotonous task of driving to focus on
other, more productive tasks. Similarly, multicopters are making a big impact.
Due to their compact size, low cost, ease of use, and high maneuverability in 3D
space, they are widely used in robotics research and for recreational purposes.
Furthermore, multicopters are being used in a growing number of industrial
applications such as aerial photography, aerial surveillance, environmental monitoring, and search and rescue. We briefly describe the robot platforms used
in this dissertation and as shown in Figure 1.1. All these robot platforms use
multiple cameras as exteroceptive sensors. Figure 1.1a shows two Volkswagen
Golf cars that are modified for autonomous driving under the auspices of the
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1. Introduction
V-Charge project (Furgale et al., 2013b). Four cameras fitted with fisheye lenses
are integrated into the body of each car and arranged in a surround-view configuration. Figure 1.1b shows a Toyota Prius car that has been retrofitted for sensor
data collection. Four cameras fitted with fisheye lenses are mounted on the roof
of the car and arranged in a surround-view configuration. Figure 1.1c shows the
PIXHAWK Cheetah quadrotor built in-house by the PIXHAWK team1 . This
quadrotor is equipped with two cameras fitted with wide-angle lenses and arranged in a forward-looking stereo configuration. The quadrotor also carries
a downward-looking optical flow camera. We have two variants of the Firefly
hexacopter built by Ascending Technologies2 : the two-camera variant as shown
in Figure 1.1d and the four-camera variant as shown in Figure 1.1e. The twocamera variant has the same sensor setup as the PIXHAWK Cheetah platform.
In contrast, the four-camera variant carries two cameras in a forward-looking
stereo configuration, and another two cameras in a rear-looking stereo configuration. All four cameras are fitted with fisheye lenses. More details on the
platforms can be found in Appendix A.1.
From initial work with the PIXHAWK Cheetah platform and the two-camera
variant of the AscTec Firefly platform, we learnt that using a camera configuration with a limited field of view introduces limited perceptual awareness, and
in turn, flight constraints because if the camera observes too few features for
some time, localization can fail and lead to a crash. Prentice and Roy (2009)
overcome this limitation by adding a constraint to the path planning such that the
MAV observes at any time a sufficient number of features for localization. In our
case of a single forward-looking stereo camera, we have to plan a path such that
the MAV does not move outside the camera’s field of view, and inadvertently
crash into an unseen obstacle. In the case of a single downward-looking camera
(Weiss et al., 2013), the MAV cannot fly too close to the ground which often has
little texture, and at the same time, it cannot perform obstacle avoidance due to
the absence of a forward-looking camera.
Hence, in later work, our testbed platforms use multi-camera systems in
conjunction with fisheye lenses to enable a surround view, and in turn, full perceptual awareness. The use of surround-view multi-camera systems eliminates
1 http://www.pixhawk.ethz.ch
2 http://www.asctec.de
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(a) The Volkswagen Golf platforms.

(b) The Toyota Prius platform.

(c) The PIXHAWK Cheetah (d) The two-camera variant (e) The four-camera
platform.
of the AscTec Firefly platvariant
of
the
form.
AscTec
Firefly
platform.

Figure 1.1.: Our robot platforms.
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the constraints on path planning associated with a single camera as discussed
earlier, and allows for immediate path planning in all directions. Furthermore,
localization is more robust as there is always at least one camera that observes a
sufficient number of features. For the case of multiple monocular cameras with
no overlapping fields of view, we can still directly infer metric scale for motion
estimation.
For robots equipped with multi-camera systems, calibration parameters such
as camera lens parameters and transformations between cameras must be precisely known to ensure safe and robust operation in the presence of people,
vehicles, and buildings. Although systems can be calibrated in the factory,
several parameters will change during extended operation due to normal wear
and tear. Hence, recalibration of multi-camera systems is required on a regular basis. However, regular recalibration is a continual burden that requires
expertise, specialized equipment, and many man-hours. Self-calibration which
does not require human intervention is a solution to this problem. Furthermore,
self-calibration is an important driver of long-term autonomy; if the calibration
errors become significant enough for the robot’s perception to stop functioning,
the robot can recalibrate its multi-camera system via self-calibration, and subsequently, continue to operate in the field. Consequently, it is necessary that we
seek accurate, fast, and robust self-calibration algorithms.
One possibility for calibration of multi-sensor systems is to use calibration
targets for different sensors such as known fiducial markings for cameras or
known structural geometry for lasers. The use of specially designed fiducials
can resolve appearance and geometric ambiguities and reduce the computational
complexity of system calibration. For example, this was the strategy adopted
by Geiger et al. (2012) as they were collecting an extensive multi-sensor dataset
over a number of months (Geiger et al., 2013). They installed a number of chessboards covering the full field of view of the cameras and laser scanner, and used
them to recalibrate the vehicle before every run of data collection. As attractive
as this method is, it still requires modification of the infrastructure, which could
make deployment on the large scale complicated and expensive, and represent
yet another barrier to the deployment of autonomous robots equipped with multiple sensors. Hence, an ideal self-calibration method should be markerless; such
a method uses natural feature-based landmarks as a substitute for calibration
targets.
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We come up with several novel and markerless self-calibration algorithms for
ground robots with multi-camera systems and aerial robots with multi-stereocamera systems. We assume that each camera has been intrinsically calibrated
beforehand with an appropriate camera model. Details of the camera models
used in our work and the intrinsic calibration process for each camera model can
be found in Appendix A.2. These algorithms do not assume an overlapping field
of view between any two cameras and prior knowledge of the extrinsic parameters. In Chapter 2, we describe two SLAM-based self-calibration algorithms
which simultaneously estimate the extrinsic parameters and build a high-fidelity
map of the environment. The first algorithm applies to a ground robot with a
multi-camera system and infers metric scale from a calibrated odometry system,
while the second algorithm applies to an aerial robot with a multi-stereo-camera
system and infers metric scale from calibrated stereo. In Chapter 3, we describe
an infrastructure-based calibration algorithm which is based on image-based
localization, and relies on a map of the calibration area that is generated by one
of our SLAM-based self-calibration algorithms. By using a prior map, we are
able to run this infrastructure-based calibration in a small fraction of the time
required by our SLAM-based self-calibration algorithms and in near real-time.
We see the infrastructure-based calibration algorithm as a complement to our
SLAM-based self-calibration algorithm. When a robot is in an area for which
no map is available and wishes to calibrate its multi-camera system, we use one
of our SLAM-based self-calibration algorithms to generate the map of that area,
and at the same time, estimate the extrinsic parameters. Subsequently, whenever
the robot revisits the calibration area to calibrate its multi-camera system, we
use our infrastructure-based calibration algorithm and the existing map of the
calibration area to perform a quick estimation of the extrinsic parameters. To the
best of our knowledge, there is no other existing markerless calibration method
for multi-camera systems that is able to estimate the inter-camera transforms
with metric scale. In addition, there is no other existing method for multi-camera
systems that makes use of a prior map based on natural features to calibrate a
multi-camera system.
SLAM is a necessary prerequisite for an autonomous robot to navigate unknown environments. SLAM provides global pose estimates that are required
for incremental environment mapping, path planning, and high-level behaviors.
Using multiple cameras improves the accuracy and robustness of SLAM as
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we have an increased field of view which yields more feature correspondences.
Once the multi-camera system on a vision-guided robot is calibrated, the robot
is able to obtain pose estimates from SLAM using the multi-camera system.
In Chapter 4, we describe the SLAM implementation in which we use a novel
3-point minimal and linear algorithm for a multi-camera system to estimate the
relative motion with metric scale, and at the same time, build and optimize a
graph of keyframes and constraints. Through indoor and outdoor experiments,
we demonstrate a novel system implementation in the form of real-time on-board
SLAM with loop closures on a vision-guided robot, which to the best of our
knowledge, has not been shown before in published works.
A map of the environment is needed for path planning and high-level behaviors. Chapter 5 describes how we incrementally build a map of the environment
that is assumed to be initially unknown. We use an occupancy map which
incorporates uncertain sensor readings in a probabilistic manner. Our visionguided robots rely on stereo to obtain distance measurements to objects which
are then integrated into the occupancy map. However, the measurement noise
increases with the distance from the camera. To deal with such measurement
noise, we come up with an inverse sensor measurement model that models the
measurement noise for a stereo camera.
Given the limited memory resources on a robot, it is critical that the map
makes efficient use of memory. We choose the data structure for the occupancy
map to be an octree. Any environment in which the robot operates is always
sparse in the sense that the size of unknown areas is much larger than the size
of explored areas. In this case, an octree data structure makes much more
efficient use of memory in contrast to a regular occupancy grid as the octree
data structure only stores occupancy cells corresponding to areas that have been
explored. However, an octree-based occupancy map grows over time as the
area explored by the robot increases. At some point, the computer runs out
of memory, causing a catastrophic failure. To solve this issue and achieve a
constant-memory mapping algorithm, we implement a tiled octree-based 3D
occupancy map with dynamic tile caching; the occupancy map is a rolling tiled
map that is continually centered on the robot. The tiles that currently make up the
current map are stored in a octree data structure in memory, while all other tiles
are stored on disk. We use pyramidal line drawing (Andert, 2009) to significantly
reduce the number of updates to the occupancy map, and use the top-down ray
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traversal technique (Revelles et al., 2000) for finding the occupancy cells to
update. In contrast, in the widely-used OctoMap implementation (Hornung
et al., 2013), the size of the occupancy map increases over time with no bounds
on the maximum size of the map. Furthermore, OctoMap does not allow us to
efficiently implement an inverse sensor measurement model for a stereo camera
and pyramidal line drawing (Andert, 2009). In addition, OctoMap uses the
bottom-up 3D-DDA ray traversal technique which is shown by Revelles et al.
(2000) to be less efficient than the top-down ray traversal technique we use for
our occupancy map.
Chapter 5 additionally describes a novel system implementation that demonstrates autonomous exploration, and at the same time, validates our mapping
implementation. We show two different types of vision-guided MAVs that use
the map to perform frontier-based exploration (Yamauchi, 1997). A frontier is
a set of contiguous free-space cells which border unknown cells. The centroid
of the nearest frontier is chosen as the goal to go to, and a local path planner
(Ulrich and Borenstein, 1998) is used to plan an safe path to the goal. This process continues until the environment is fully explored. Furthermore, the MAVs
perform wall-following as an alternate exploration strategy in open areas where
frontier-based exploration underperforms. We estimate the state of each MAV
with inertial data from an IMU, metric velocity measurements from a custombuilt optical flow sensor, and pose estimates from visual odometry. Experiments
show both wall-following and frontier-based exploration behaviors to work well
in indoor and outdoor settings. To the best of our knowledge, our MAVs are
the first vision-guided MAVs to autonomously explore both indoor and outdoor
environments.
We continue our work on exploration behaviors by attempting to simultaneously solve the exploration and coverage problems for unknown environments.
A single algorithm that solves both problems in arbitrary environments facilitates automated 3D reconstruction at the street level and in indoor environments.
Large-scale 3D modeling is increasingly popular in industry, and automation
of this process yields significant benefits in terms of cost and labor. MAVs
are commonly used for automated 3D reconstruction due to their maneuverability. However, existing MAV-based solutions for automated 3D reconstruction
assume prior knowledge of the environment to be mapped, plan flight paths
prior to data collection, and thus, are not suitable for use at the street level
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and in indoor environments. In these settings, numerous objects exist in close
proximity, and a path has to be planned on the fly to both observe and avoid
objects. We describe in Chapter 6 an algorithm for simultaneous exploration and
coverage that is able to run in real-time and on a computationally-constrained
robot. Furthermore, global path planning with motion constraints is integrated
into our algorithm, which allows us to conserve CPU and memory resources by
removing the need for a separate path planner. We use simulation experiments
to benchmark our algorithm against the frontier-based exploration algorithm,
and show that our algorithm allows a vision-guided MAV to fully explore an environment, and at the same time, achieve a significantly higher level of coverage.
To the best of our knowledge, there is no similar existing work on simultaneous
exploration and coverage.
Chapter 7 recaps the work leading to this dissertation. In addition, we discuss
the learned lessons and possible directions for future work that would enable us
to achieve full autonomy of vision-guided robots one day.
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of a Multi-Camera System
Most existing calibration methods for multi-camera systems require both fiducial markers and expert supervision. The use of fiducial markers requires the
modification of the calibration area, and the need for expert supervision makes
calibration a tedious process. Regular recalibration of multi-camera systems is
required for optimum performance in the field, and as a result, calibration is
seen as a continual burden that requires expertise, specialized equipment, and
many man-hours. Consequently, it is necessary that we seek accurate, robust,
markerless, and unsupervised calibration algorithms. By making use of natural
features and SLAM, we make such algorithms feasible.
This chapter describes two novel SLAM-based self-calibration methods: one
for a ground robot equipped with a multi-camera system, and one for an aerial
robot equipped with a multi-stereo-camera system. Both methods infer metric
scale from a calibrated odometry system and calibrated stereo respectively. We
do not see the requirement of a calibrated odometry system as restrictive since
ground robots typically have built-in odometry sensors. Each method does not
assume an overlapping field of view between any two cameras. The two methods
have been published in Heng et al. (2013, 2014b,d). We add a new plane sweep
stereo step to the self-calibration method for ground robots such that instead of
estimating the inter-camera transforms, we now estimate the camera-odometry
transforms. Knowledge of the camera-odometry transforms has an advantage:
we can easily infer the camera poses from odometry data in real-time without
relying on feature tracking and sliding window bundle adjustment, both of which
can be burdensome for robots with limited computational resources. To the
best of our knowledge, there is no other existing markerless calibration method
for either multi-camera systems or multi-stereo-camera systems that is able to
estimate the inter-camera transforms with metric scale.
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We do not use accelerometer measurements from the IMU to infer metric
scale although IMUs are commonplace on robots. Such measurements from a
MEMS IMU have significant noise, and their use can result in the generation
of extrinsic parameters with inaccurate metric scale. We ensure that the computed inter-camera transforms are accurate by utilizing features observed by
different cameras at different times which we call temporal inter-camera feature
correspondences.
To aid infrastructure-based calibration of a multi-camera system which we describe later in Chapter 3, we make the map globally consistent via loop closures.
A globally consistent map is also useful for map-based localization. To illustrate
the importance of global consistency, we give an example case in which a location is visited twice during the SLAM-based self-calibration process. No loop
closures are performed, and hence, this location is represented as two distinct
places in the map of the calibration area. We calibrate a two-camera system
through infrastructure-based calibration, and it is possible that during the calibration, we use data associated with the first visit for the first camera, and data
associated with the second visit for the second camera. Since the geometric
discrepancy between the first and second visits is not rectified, the calibration
inaccurately estimates the extrinsics such that the two cameras appear further
from each other than expected.

2.1. Related Work
There has been much research on the hand-eye calibration problem. Daniilidis
(1999); Brookshire and Teller (2012) calibrate a multi-sensor system based on
relative motion measurements for each sensor. However, it is not possible to
obtain relative motion measurements from an IMU, and in this case, the gyroscope and accelerometer measurements are directly used for extrinsic calibration.
Kelly and Sukhatme (2011) perform visual-inertial SLAM with a camera-IMU
system, and at the same time, estimate the calibration parameters including the
camera-IMU transform. However, the calibration parameters are only accurate
as long as the camera-IMU system experiences constant excitation. Furgale et al.
(2013a) proposes an offline method to find an accurate estimate of the transform
and the temporal offset between a camera and an IMU using a calibration pattern.
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Here, this method makes use of temporal basis functions for parameterization
of continuous-time variables, and continuous-time batch estimation.
Planar motion is commonplace for ground robots. However, planar motion is
a degenerate case for hand-eye calibration as the relative height between sensors
and with respect to the plane of motion is unobservable. Hence, we require
special solutions for the case of planar motion. As ground robots generally
have built-in odometry, we specifically look at current state-of-the-art methods
for camera-odometry calibration (Antonelli et al., 2010; Censi et al., 2013)
which is a specific case of planar hand-eye calibration. Antonelli et al. (2010)
finds the extrinsics, camera intrinsics, and odometry parameters simultaneously
for a differential drive robot; however, a set of known landmarks is required.
Similarly, Censi et al. (2013) finds the extrinsics and odometry parameters for a
differential drive robot without the need for known landmarks, but only obtain
the 3-DoF of the camera-odometry transform. In contrast, our SLAM-based
self-calibration method for a ground robot with a multi-camera system is able
to recover the full 6-DoF of the camera-odometry transform.
For a multi-camera system, if we use the hand-eye calibration approach to estimate the extrinsics, the resulting inter-camera transforms may not be accurate.
This inaccuracy arises because we do not consider camera-camera constraints
in the form of 3D scene points mutually observed by multiple cameras. Still,
for our SLAM-based self-calibration methods, we use the hand-eye calibration
approach to provide initial estimates of the extrinsics which we further refine
through additional steps.
We look at an existing SLAM-based self-calibration method (Carrera et al.,
2011b) for multi-camera systems. The method uses natural features in the
environment to estimate the extrinsic parameters up to scale. A modified version of MonoSLAM builds a globally consistent sparse map of landmarks for
each camera, feature correspondences are found between each pair of maps via
thresholded matching between SURF descriptors, and the 3D similarity transform together with RANSAC is used to find inlier feature correspondences. At
the end, a joint optimization is run to optimize the camera poses, 3D scene
points, and robot poses. Our approach is similar in spirit; however, we estimate
the extrinsic parameters with metric scale whereas Carrera et al. (2011b) does
not. Furthermore, we optimize the intrinsics; we find that if the intrinsics are not
optimized as part of the bundle adjustment, the calibration accuracy is subopti-
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mal. Our self-calibration method scales well to large environments unlike the
approach of Carrera et al. (2011b). Here, they use MonoSLAM which is known
not to scale to large environments. As a result, our self-calibration method is
able to generate a map of a large area that can be used for efficiently calibrating
multi-camera systems via the infrastructure-based calibration method described
in Chapter 3. Furthermore in Carrera et al. (2011b), the 3D similarity transform
step can fail in outdoor environments where the majority of natural features are
located far away from the cameras, and their estimated 3D locations can have
substantial noise as a result, leading to few inliers.

2.2. SLAM-based Self-Calibration of a Ground
Robot with a Multi-Camera System
This section describes our SLAM-based self-calibration method for a ground
robot with a multi-camera system. This method simultaneously produces a
map of the area and estimates the inter-camera transforms for the multi-camera
system mounted on the ground robot. A calibrated odometry system on the
ground robot is used to infer metric scale for the map. The generated map is
subsequently used for the infrastructure-based calibration method described in
Chapter 3.
Figure 2.1 shows the pipeline for our self-calibration method. Step 1 detailed in Section 2.2.1 estimates sets of camera poses and inlier feature tracks
for each camera via monocular visual odometry (VO). In step 2 described in
Section 2.2.2, we use camera-odometry calibration which reads in the camera
poses from step 1 together with odometry poses from the calibrated odometry
system, and computes an initial estimate of the camera-odometry transforms.
Step 3 described in Section 2.2.3 reconstructs a map of the area using this initial
estimate together with the inlier feature tracks from step 1 and odometry data.
By then, we have a map of the area and estimates of the camera-odometry
transforms. However, the map is not globally consistent as there are no loop
closures. The inter-camera transforms inferred from the camera-odometry transforms are not accurate as we have not taken camera-to-camera constraints into
account when computing the camera-odometry transforms in step 2.
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Figure 2.1.: Images and odometry data are input to the self-calibration pipeline
which estimates the camera extrinsics, and at the same time, generates a map of the calibration area.

To make the map globally consistent, we detect loop closures in step 4 described in Section 2.2.4. Subsequently, we use robust pose graph optimization
in step 5 described in Section 2.2.5 to identify wrong loop closures and remove
them, and at the same time, optimize the pose graph. Furthermore, using the
globally consistent robot pose estimates from robust pose graph optimization
instead of the odometry poses as an initial guess for the joint optimization leads
to better convergence behavior. To obtain accurate inter-camera transforms, in
step 6 described Section 2.2.6, we obtain temporal camera-to-camera constraints
in the form of feature correspondences between different cameras as described
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in Section 2.2.6. Subsequently, we use joint optimization in step 7 described
in Section 2.2.7 which utilizes the temporal camera-to-camera constraints to
optimize the inter-camera transforms in addition to intrinsic camera parameters,
robot poses, and 3D scene points. We now have a metrically accurate and globally consistent map, and accurate inter-camera transforms. However, the current
camera-odometry transforms only encode the relative heights of the cameras.
We recover the absolute heights of the cameras with respect to the odometry
frame via plane sweep stereo in step 8 which is described in Section 2.2.8.
In summary, the pipeline produces optimized estimates of the intrinsic camera
parameters and the camera-odometry transforms for a ground robot with a multicamera system that contains an arbitrary number of cameras. At the same time,
the pipeline builds a metrically accurate and globally consistent map of the area
which can reliably be used by infrastructure-based calibration.

2.2.1. Monocular Visual Odometry
The monocular VO step takes images from the multi-camera system and timesynchronized odometry as input, and outputs sets of camera poses and inlier
feature tracks for each camera.
In this step, we run monocular VO for each camera in order to obtain a set of
camera motions together with inlier feature tracks. The set of camera motions is
required for the subsequent step of computing an initial estimate of the cameraodometry transforms in step 2 (Section 2.2.2). Similarly, the inlier feature tracks
are required for scene point reconstruction in step 3 (Section 2.2.3). It is possible
for the VO to break occasionally in poorly-textured areas, producing sets of VO
estimates with different scales. Nevertheless, in step 2 (Section 2.2.2), we use all
sets of VO estimates to find an initial estimate of the camera-odometry transform
for each camera.
In our monocular VO, we extract feature points and compute their descriptors
in each image. We extract a synchronized set of keyframes from all cameras
when the corresponding odometry pose is at least 0.2 m away from the odometry
pose at which the last set of keyframes was taken. At each iteration, we use the
P3P method (Kneip et al., 2011) together with RANSAC to compute the camera
pose and identify inlier feature tracks, and subsequently, apply sliding window
bundle adjustment. We show the inlier feature tracks and the estimated camera
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Figure 2.2.: Inlier feature tracks.
poses for the four fisheye cameras in Figure 2.2 and Figure 2.3 respectively.

2.2.2. Camera - Odometry Calibration
The camera-odometry calibration step uses the camera poses computed by
monocular VO in step 1, and time-synchronized odometry. The output is an
initial estimate of the camera-odometry transforms.
To obtain an initial estimate of each camera-odometry transform, we solve a
planar version of the hand-eye calibration problem which relates camera motions
to odometry motions via the camera-odometry transform. Camera motions are
obtained from the previous monocular VO step. We cannot use existing solutions
for the 6-DoF hand-eye calibration problem, as the car moves on a x − y plane
most of the time, and thus, the z-component of the camera-odometry translation
is unobservable.
It is common for the VO estimation to break occasionally, resulting in several segments of camera poses with different scales from a single camera. The
method of Guo et al. (2012) is only able to use one segment of camera poses at
most to estimate the camera-odometry transform. Hence, we make modifications
to the method to estimate a single camera-odometry transform from an arbitrary
number of segments of camera poses. In the first step which is identical to that
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Figure 2.3.: Camera poses estimated by monocular VO for the four fisheye cameras when the car is making a gradual right turn. Note that the scale
of the estimated poses for each camera is different. Our cameraodometry calibration in step 3 jointly solves for the different scales
and the camera-odometry transforms.
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in Guo et al. (2012), our approach solves for the pitch and roll components of
the camera-odometry rotation by minimizing a least-squares cost function. The
second step differs from Guo et al. (2012) in the aspect that we estimate multiple
scales instead of a single scale; we simultaneously solve for the yaw component of the camera-odometry rotation, the camera-odometry translation, and the
scales for all sparse maps by minimizing another least-squares cost function. As
the robot motion is planar, the z-component of the camera-odometry translation
is unobservable, and therefore, set to zero.
For each camera, in the first step, we estimate qyx , and in the second step,
we estimate qz , O tC = [tx , ty , 0]T , and sj for j = 1, ..., m. O qC = qz qyx
and O tC are the unit quaternion and translation respectively that transform the
camera frame to the odometry frame. qz corresponds to the yaw quaternion
that corresponds to the yaw component of the camera-odometry rotation. qyx
corresponds to the pitch-roll quaternion which is the product of the pitch and
roll quaternions corresponding to the pitch and roll components of the cameraodometry rotation respectively. sj is the scale for each of the m sparse maps.
We first start with the well-known hand-eye problem using the quaternion
representation:
Oi+1
Oi+1

(R(

qOi O qC = O qC Ci+1 qCi ,
O

O

qOi ) − I) tC = sj R( qC )

Ci+1

(2.1)
tCi −

Oi+1

tOi ,

(2.2)

where Oi+1 qOi and Oi+1 tOi are the unit quaternion and translation respectively
that transform odometry frame i to odometry frame i + 1, Ci+1 qCi and Ci+1 tCi
are the unit quaternion and translation respectively that transform camera frame
i to camera frame i + 1, R(q) is the rotation matrix that corresponds to q, and I
is a 3 × 3 identity matrix. Given Oi+1 qOi , Oi+1 tOi , Ci+1 qCi , and Ci+1 tCi , we
use Equations (2.1) and (2.2) to estimate O qC and O tC .
Finding the pitch-roll quaternion
The method to find the pitch-roll quaternion is identical to that in Guo et al.
(2012). To estimate qyx , we substitute O qC = qz qyx into Equation (2.1) and
use the fact that rotations around the z-axis commute to get
Oi+1

qOi qyx − qyx Ci+1 qCi = 0,

(2.3)
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which can be written as a matrix vector equation:
(L(Oi+1 qOi ) − R(Ci+1 qCi )) qyx = 0,
{z
}
|

(2.4)

S

where the matrix which we call S is a 4 × 4 matrix and
q = [wq xq yq

wq
 zq
L(q) = 
 −yq
−xq

wq
 −zq
R(q) = 
 yq
−xq

zq ]T ,
−zq
wq
xq
−yq

zq
wq
−xq
−yq

yq
−xq
wq
−zq
−yq
xq
wq
−zq


xq
yq 
,
zq 
wq

xq
yq 
.
zq 
wq

We have two constraints on the unknown qyx :
xqyx yqyx = −zqyx wqyx ,

and

qTyx qyx = 1.

Given n ≥ 2 motions, we build the 4n × 4 matrix

T
T=
ST1 ... STn
,

(2.5)

(2.6)

which has rank 2 in the absence of noise. We find the singular value decomposition T = USVT ; the last two right-singular vectors v3 and v4 which are the
last two columns of V span the null space of T:
qyx = λ1 v3 + λ2 v4 .

(2.7)

We use the two constraints from Equation (2.5) to solve for λ1 and λ2 , and
therefore, obtain qyx .
Finding the yaw quaternion, scales, and translation
Given that the z-component of the camera-odometry translation is unobservable
due to planar motion, we obtain a planar version of Equation (2.2) by setting all
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z-components to zero:


cos φ − 1
sin φ

 

− sin φ
tx
cos α
− sj
cos φ − 1 ty
sin α

− sin α
cos α

 
0
p1
+ Oi+1 tOi = 0,
p2
(2.8)

where φ is the relative yaw between odometry frames i and i+1, [p1 p2 ]T are the
0
first two elements of the vector R(qyx ) Ci+1 tCi and Oi+1 tOi denotes the first
two elements of the vector Oi+1 tOi . qz is a function of α, the yaw component
of the camera-odometry rotation, such that

T

qz = cos α2 0 0 sin α2 .

(2.9)

0

Given φ, [p1 p2 ]T , and Oi+1 tOi , our goal is to estimate tx , ty , sj and α.
We reformulate Equation (2.8) as a matrix vector equation:





where J =

J


cos φ − 1
sin φ


tx


ty
Oi+1 0

K 
tOi ,
−sj cos α = −
−sj sin α

(2.10)




− sin φ
p −p2
and K = 1
.
cos φ − 1
p2 p1

As the VO for a single camera may break occasionally, we may have more
than 1 VO segment. Each VO segment contributes one instance of Equation (2.10). For the mP
VO segments with n1 ≥ 2, ..., nm ≥ 2 motions rem
spectively where n = i=1 ni , we stack the m instances of Equation (2.10)
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into the 2n × (2 + 2m) matrix
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where the matrices Jji and Kji correspond to the ith motion in VO segment j,
and


tx


ty


 O1 0 
 −s0 cos α0 
t O0





...  ,
G  −s0 sin α0  = −
(2.12)
On+1 0


...
t On


−sm cos αm 
−sm sin αm
for which we use the least squares method to find the solution to O tC = [tx ty ]T ,
sj and αj . We have estimated the scale sj for each VO segment, and the
translation O tC ; however, we have m hypotheses of α. We choose the best
hypothesis that minimizes the cost function
C=

nj
X
((R(Oi+1 qOi ) − I) O tC − sj R(α)R(qyx ) Ci+1 tCi + Oi+1 tOi ).
i=0

(2.13)
We then refine the estimate of qyx , α, O tC , and sj for j = 1, ..., m by using
non-linear optimization to minimize C.
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2.2.3. Scene Point Reconstruction
The scene point reconstruction step takes as input inlier feature tracks found
in step 1, time-synchronized odometry, and the initial estimate of the cameraodometry transforms from step 2, and outputs 3D scene points. This step is
necessary as 3D scene information is required to compute the 6D transform
measurement for each loop closure edge in the pose graph.
We initialize the robot poses to be the same as the odometry poses. For each
camera, we iterate through every frame, and at each frame, we find all features
which are visible in the previous and current frames, and do not correspond to
a previously initialized 3D scene point. We triangulate each feature correspondence; if the reprojection error of the resulting 3D scene point in either frame
does not exceed a threshold of 2 pixels, we associate the 3D scene point with
the feature correspondence. Subsequently, each feature track is associated to
the same 3D scene point which the first two features already correspond to. We
illustrate the scene point reconstruction step in Figure 2.4. We use the Ceres
solver (Agarwal et al., 2014) to run a bundle adjustment which optimizes the
camera-odometry transforms and 3D scene points by minimizing the image reprojection error across all frames for all cameras while keeping the robot poses
fixed.

2.2.4. Loop Closure Detection
The loop closure detection step takes as input the camera-odometry transforms,
images from the multi-camera system, and 3D scene points computed by step 2,
and outputs loop closure measurements, each of which is a relative 6D transform
between two robot poses. Here, a loop closure can be between either the same
camera, or different cameras.
The 6D transform measurements are used in the robust pose graph optimization step. The loop closure detection step also generates an inlier set of 2D-3D
correspondences for each loop closure; if a loop closure is verified by the robust pose graph optimization step to be correct, the corresponding set of 2D-3D
correspondences is used to merge duplicate 3D scene points that initially were
created from the robot visiting the same area multiple times.
We use the DBoW2 implementation of the vocabulary tree to find similar
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Direction of Motion

Figure 2.4.: Yellow circles represent 3D scene points. An arrow between a camera and a 3D scene point indicates that the scene point is observed
by the camera. Green arrows indicate that the corresponding feature
observations are used to triangulate the associated scene point.
images, and the P3P method (Kneip et al., 2011) together with RANSAC for
geometric verification. We add a loop closure between two frames if the number
of inlier 2D-3D feature correspondences exceeds a threshold. These two frames
may belong to either the same camera or different cameras. Furthermore, we
use information from the 2D-3D feature correspondences to merge duplicate
3D scene points after the loop closure is verified by the robust pose graph
optimization step to be correct.

2.2.5. Robust Pose Graph Optimization
The robust pose graph optimization takes as input time-synchronized odometry, robot poses, and loop closure measurements computed by the loop closure
detection in step 3, and outputs the corrected robot poses.
We build a pose graph in which the nodes are the robot poses, and edges
between nodes correspond to measurements of relative 6D transforms obtained
from either odometry data or loop closures. We use the approach in Lee et al.
(2013c) to optimize this pose graph, and at the same time, switch off false
loop-closure edges. An example is shown in Figure 2.5. Figure 2.5a shows the

25

2. SLAM-based Self-Calibration of a Multi-Camera System

(a) Pose graph before optimization.

(b) Pose graph after robust optimization.

Figure 2.5.: The pose of the robot at each time instance is marked with a black
rectangle. In (a), the robot drives along the same road at two different times as marked by a red circle. Due to odometry drift, the
corresponding trajectories do not coincide. After loop closures in
this area, the trajectories are now aligned as shown in (b). In (b),
loop-closure edges identified as correct by the pose graph optimization are marked as green while wrong loop closures are marked as
red.

initial pose graph, and Figure 2.5b shows the optimized pose graph with all loop
closures edges identified as either correct or wrong. Here, we observe that the
loop is closed correctly near the bottom of Figure 2.5b.
After the pose graph optimization, we rigidly move the scene points such that
they are consistent with the new robot poses. At this point, the camera-odometry
transforms are not sufficiently accurate for reprojection of feature points from
one camera into another camera with sub-pixel reprojection errors. We solve this
issue by finding local feature point correspondences between different cameras,
and give details on this step in the next step.
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2.2.6. Local Feature Matching Between Different
Cameras
The local feature matching step reads as input robot poses computed from the
robust pose graph optimization step, images from the multi-camera system, and
3D scene points computed from the 2nd scene point reconstruction step. The
output is a set of 3D-3D correspondences between different cameras; as each 3D3D correspondence corresponds to a pair of duplicate scene points, we merge
these two scene points into a single scene point.
Although inter-camera feature correspondences are available from the loop
closure detection step, it is typical for the image pair corresponding to an intercamera feature correspondence to be captured far apart in time, and thus, such
a feature correspondence acts as a very weak prior for the accurate estimation
of relative camera poses. In contrast, the image pair corresponding to each intercamera feature correspondence detected in this step is captured close in time,
and thus, these feature correspondences act as strong priors.
Here, the cameras are assumed to have minimal overlapping fields of view
at most. We iterate over each robot pose in order of increasing timestamp, and
maintain a local frame history for each camera. Note that the larger the local
frame history, the longer time the local feature matching step takes. In our
implementation, the local frame history for each camera spans a distance of 3
meters as measured from the robot poses associated with the frames in the local
frame history.
At each robot pose, for each possible pair of cameras, we do feature matching
between the first camera’s current frame and those in the second camera’s frame
history, and find the frame in the history that yields the highest number of
inlier 2D-2D correspondences. Instead of using previously extracted features
that correspond to existing 3D scene points, we extract and use features from
rectified images. Before the feature matching, the image pair is rectified on
a common image plane which corresponds to the average rotation between
the first camera’s pose and the second camera’s pose; the camera poses are
computed using the current extrinsic estimate and the odometry poses. An
example of a rectified image pair between the right and front cameras is shown
in Figure 2.6. This rectification step is to ensure a high number of inlier feature
point correspondences. In contrast, we get a very low number of inlier feature
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Figure 2.6.: Inlier feature point correspondences between rectified pinhole images in the right and front cameras.

point correspondences between images that are distorted and unrectified. These
images inherently have large distortion in the case of fisheye cameras, and often,
each pair of cameras has significantly different viewpoints. Hence, given a pair
of feature descriptors corresponding to the same feature but to two different
cameras, it is common for these feature descriptors to be dissimilar, and thus, be
not identified as a valid feature correspondence.
For each feature point correspondence (f1 , f2 ) obtained from a pair of rectified pinhole images, we find the image coordinates of the two feature points: p1
and p2 in the corresponding original images. For feature point fi where i = 1, 2,
we look for a feature point gi in the original image that is associated with a
3D scene point Xi in the map and whose image coordinates are within 1 pixel
of pi . If there is an associated 3D scene point for each of f1 and f2 , and both
scene points are different, we see one scene point as a duplicate of the other,
and simply merge the two scene points. We show an example of inlier feature
correspondences with associated 3D scene points in Figure 2.7.
Figure 2.8 shows a top-level illustration of how our local feature matching
between different cameras works. Here, Ft is the current frame Ft captured by
the front camera at time t. The local frame history for the right camera contains
the last 5 frames captured by the right camera: Rt−4 , ..., Rt . From these 5
frames, we find the frame that has the highest number of feature correspondences
with Ft . As the camera pose corresponding to Rt−2 has the closest viewing
direction to the camera pose corresponding to Ft , Rt−2 has the highest number
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Figure 2.7.: The subset of the same feature point correspondences from Figure 2.6 that correspond to 3D scene points in the maps is shown
with the original images from the right and front cameras.

of feature correspondences with Ft .
This step is critical to finding optimal camera-odometry transforms that allow
us to project one scene point observed by one camera into another camera with
minimal reprojection error.

2.2.7. Joint Optimization
We perform joint optimization that optimizes all intrinsics, camera-odometry
transforms, robot poses, and 3D scene points. We note that the height of each
camera with respect to the odometry frame is not observable due to the planar
motion of the ground robot. However, this joint optimization recovers the relative heights of the cameras due to the use of feature correspondences between
different cameras which are found from Section 2.2.6.
The joint optimization is set up as a least squares minimization problem that
minimizes a cost function. The cost function is designed to fulfil the following
objectives:
1. The map should be accurate.
2. The pose of any camera with respect to all other cameras should be accurate.
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Rt-1
Rt-2

Rt-4

Ft
Rt

Rt-3
Highest number of feature matches
for image pair (Ft, Rt-2)

Figure 2.8.: In this example, we do feature matching between the front camera’s current frame Ft and those in the right camera’s frame history,
and find the frame in the history that yields the highest number of
feature correspondences. Here, Rt−2 has the highest number of feature correspondences with Ft since they have the closest viewing
directions.
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3. Lines should be straight in rectified pinhole images.
Here, the cost function comprises three sets of inverse-covariance-weighted
residuals:
X

min
wp ρ ∆zc,i,p T W1 ∆zc,i,p
Cc ,Vi ,Qj ,Tc ,Xp

c,i,p

+

X

ρ ∆zc,j,q T W2 ∆zc,j,q



(2.14)

c,j,q

+

X

ui T W3 ui .

i

where

∆zc,i,p = π 1 (Cc , Vi , Tc , Xp ) − pcip

∆zc,j,q = π 2 (Cc , Qj , Yq ) − pcjq
∆ui = h(Vi , Vi+1 ) − Zi,i+1

(2.15)

As long as the residuals are inverse-covariance-weighted and assuming that the
residuals have zero-mean Gaussian distributions, the joint optimization outputs
a maximum likelihood estimate (Triggs et al., 2000).
π 1 is a projection function that predicts the image coordinates of the scene
point Xp seen in camera c given the camera’s intrinsic parameters Cc , the
robot pose Vi , and the rigid body transformation from the camera frame to
the odometry frame Tc . pcip is the observed image coordinates of Xp seen in
camera c with the corresponding robot pose Vi . Similarly, π 2 is a projection
function that predicts the image coordinates of the chessboard corner point Yq
seen in camera c given the camera’s intrinsic parameters Cc , and the camera
pose Qj . pcjq is the observed image coordinates of Yq seen in camera c whose
pose is Qj . ρ is a robust cost function used for minimizing the influence of
outliers. h is a function that computes the relative pose given two consecutive
robot poses Vi and Vi+1 , and Zi,i+1 is the observed relative pose between Vi
and Vi+1 as measured from odometry data. We visualize the reference frames
and variables in Figure 2.9.
In Equation (2.14), the first set of residuals corresponds to the sum of image
reprojection errors from all feature observations, the second set of residuals corresponds to the sum of image reprojection errors associated with the chessboard
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Figure 2.9.: Visualization of the different reference frames and variables described in the joint optimization step.
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corner points, and the third set of residuals corresponds to the sum of relative
pose errors as measured by odometry data. Note that no measurement is used
more than once.
wp is a weight assigned to a feature observation associated with scene point
Xp . If Xp is observed by multiple cameras, we choose wp = 1. Otherwise,
if Xp is only observed by one camera, we choose wp = nnms where nm is the
number of feature observations associated with scene points observed by multiple cameras and ns is the number of feature observations associated with scene
points observed by a single cameras. This weighting scheme is chosen because
scene points observed by multiple fractions usually form a small fraction of
all scene points in the map, and the lower weighting of scene points seen by a
single camera ensures that the relative camera poses are accurate. W2 is the
inverse of the measurement covariance corresponding to the chessboard corner
points; this measurement covariance is computed during the intrinsic camera
calibration. Given the fact that feature detectors estimate keypoint coordinates
with less accuracy compared to sub-pixel chessboard corner detectors, we obtain
W1 by multiplying W2 by a fudge factor, which in our case, is 0.1. Similarly,
W3 is the inverse of the measurement covariance corresponding to the relative
odometry poses; we compute W3 using the odometry data and estimated robot
poses from the robust pose graph optimization step described in Section 2.2.5.
The camera intrinsics are optimized in the joint optimization. The reason for
this optimization is that the intrinsic camera calibration estimates sub-optimal
values of the intrinsic parameters due to a biased distribution of chessboard poses
and overfitting. The number of 3D scene points observed by the cameras in the
extrinsic self-calibration is many times higher than the number of chessboard
corner points observed in the intrinsic camera calibration, and by making use of
the numerous scene points, we can improve the accuracy of the camera intrinsics
in the joint optimization. Figure 2.10a shows the composite top-view image
created from images from four cameras with the intrinsics originally estimated
by the chessboard-based intrinsic camera calibration while Figure 2.10b shows
the composite top-view image created with the optimized intrinsics. We clearly
see a difference between the two; the composite top-view image created with the
optimized intrinsics show seamless blending between the four camera images.
This visual difference shows that the optimized intrinsics are more accurate than
those estimated by the intrinsic camera calibration.
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(a) A composite top-view image created
with original intrinsic parameters.

(b) A composite top-view image created
with optimized intrinsic parameters.

Figure 2.10.: Both composite images cover a 20 m × 20 m area. The four
camera images blend seamlessly with one another in the composite
image on the right, but not in the composite image on the left. This
obvious visual difference proves that optimization of the intrinsic
parameters in the joint optimization step significantly improves the
accuracy of these parameters.
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In experiments, we observed that overfitting of camera intrinsic parameters
can occur, causing lines to look curved in rectified pinhole images. To avoid
this situation, we include the residuals from the intrinsic camera calibration, and
thus, enforce the constraint that lines should look straight in rectified pinhole
images.

2.2.8. Plane Sweep Stereo
From the camera-odometry transforms estimated by joint optimization in the
previous step, we can infer accurate transforms between any pair of cameras.
The inclusion of the relative pose error residuals in the joint optimization ensures
that the orientation of each camera with respect to the ground plane is accurate.
However, the current camera-odometry transforms encode the relative heights
of the cameras, and not their heights with respect to the odometry frame.
Given the current camera-odometry transforms, we have to estimate the height
of the ground at which the z-origin of the odometry frame is located, and subsequently, subtract this height estimate from the z-component of each cameraodometry transform to obtain the full 6-DoF camera-odometry transforms. Here,
we use fisheye plane sweep stereo with ground plane hypotheses (Häne et al.,
2014) to find the height of the ground. In this plane sweep stereo, for each
camera, we compute a depth map from each set of three consecutive images.
Example depth maps are shown in Figure 2.11. From each depth map, we compute a point cloud, and use 1-point RANSAC to obtain a height measurement of
the ground plane which corresponds to the highest number of inlier points. We
average the height measurements over all depth maps to obtain a final estimate
of the ground plane height.

2.3. SLAM-based Self-Calibration of an Aerial
Robot with a Multi-Stereo-Camera
System
In this section, we describe a SLAM-based self-calibration method for an aerial
robot with a multi-stereo-camera system. Assuming that each stereo camera
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(a) An image from the front-looking camera.

(b) The depth map computed from plane
sweep stereo and which corresponds to
the image from the front-looking camera.

(c) An image from the left-looking camera.

(d) The depth map computed from plane
sweep stereo and which corresponds to
the image from the left-looking camera.

Figure 2.11.: The first and second rows correspond to the front-looking and leftlooking cameras respectively. The first column shows example
images, and the second column shows the corresponding depth
maps computed by plane sweep stereo. Pixels in each depth map
are colored from red to blue in order of increasing distance from
the camera based on the computed depth.
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has been pre-calibrated as described in Section 2.3.1, this method estimates the
inter-camera transforms with metric scale, and at the same time, builds a map
of the area which can be used for the infrastructure-based calibration method
described in Chapter 3. Although this method is designed for calibration of
a multi-stereo-camera system, this method can easily be extended to a multicamera system with at least one stereo camera and any number of monocular
cameras.
For the purpose of brevity, we define the following symbols to be used in this
section. We define a n-camera system to contain cameras C1 , . . . , Cn . In this
multi-camera system, there are n2 stereo cameras S1 , . . . , S n2 and each stereo
camera Si comprises the camera pair {C2i−1 , C2i }. For each camera Ci , we
denote its intrinsics as KCi , and its extrinsics with respect to the system as
[RCi , tCi ].
Figure 2.12 shows the pipeline underlying the self-calibration method. From
steps 1-4 described in Sections 2.3.2 to 2.3.5 respectively, we obtain a globally
consistent map for each stereo camera via stereo SLAM. Using the poses of
the stereo cameras estimated by stereo SLAM, step 5 described in Section 2.3.6
gives us an initial estimate of the inter-camera transforms. Section 2.3.7 describes step 6 which merges maps from all stereo cameras into a single map.
In steps 7-8 described in Sections 2.3.8 and 2.3.9 respectively, we obtain globally consistent pose estimates for the multi-stereo-camera system. In addition,
we obtain inter-stereo-camera feature correspondences that correspond to loop
closures classified as correct. These feature correspondences provide a strong
prior for accurate inter-stereo-camera transforms, and in step 9 described in
Section 2.3.10, allow us to recover an accurate estimate of the inter-camera
transforms.

2.3.1. Stereo Calibration
Prior to self-calibration, we calibrate each stereo camera that constitutes part of
the multi-stereo-camera system. we use a chessboard-based stereo calibration
tool to generate the camera intrinsics and stereo transform for each stereo camera. This tool detects the chessboard in each pair of stereo images, and after a
minimum number of chessboards is detected, we estimate the initial values for
the camera poses and intrinsic parameters. From the camera poses, we infer the
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Figure 2.12.: Our self-calibration pipeline estimates the inter-camera transforms.

stereo camera poses and the stereo transform between the two cameras, and subsequently, use non-linear refinement to optimize the intrinsic parameters, stereo
camera poses, and the stereo transform.

2.3.2. Stereo Visual Odometry
In this step, each stereo camera builds its own map. For each stereo frame,
we detect features in each image, and compute the corresponding descriptors
and the backprojected unitary ray. We match features between the two images,
and for each feature match with corresponding backprojected rays (r1 , r2 ), if
r2 T Er1 is less than a threshold where E is the essential matrix representing the
stereo transform, we mark the feature match as valid and triangulate the feature
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match.
We define the reference frame of the stereo camera {Ci , Ci+1 } to be that of
camera Ci . To compute the current pose of the stereo camera, we find 3D-2D
correspondences between the first images of the previous and current stereo
frames, and use the P3P method (Kneip et al., 2011) together with RANSAC
to find the pose that corresponds to the highest number of inliers. We optimize
the pose via sliding window bundle adjustment. Here, each error residual is
equivalent to the dot product between the observed backprojected ray and the
ray passing through the camera center and the 3D scene point. This dot product
is faster to compute compared to the image reprojection error.

2.3.3. Loop Closure Detection
The loop closure detection step is the first of the next three steps that together
make the map built by each stereo camera globally consistent. We use the
DBoW2 implementation of the vocabulary tree (Galvez-Lopez and Tardos,
2012). For a stereo camera {Ci , Ci+1 }, we restrict loop closure detection to
images from camera Ci . For the first image in each stereo frame, we find the n
most similar images, and we filter out matched images whose timestamps are
too close to the that of the query frame. This is to avoid unnecessary linking of
adjacent frames. Again, we use the P3P method (Kneip et al., 2011) together
with RANSAC to find an inlier set of 2D-3D correspondences for each of the n
images. We add a loop closure between the query frame and the frame which
has the highest number of 2D-3D correspondences provided that this number
exceeds a threshold. Figure 2.13 shows an example of detected loop closures
for a two-stereo-camera system.

2.3.4. Robust Pose Graph Optimization
This step finds correct loop closures. At the same time, we obtain globally
consistent estimates of the stereo camera poses which are a better initial guess
for bundle adjustment compared to pose estimates from stereo VO which have
drift. Hence, better convergence is achieved in bundle adjustment. We build a
pose graph in which the nodes are the stereo camera poses, and edges between
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(a)

(b)

Figure 2.13.: We illustrate an example of loop closure detection for a two-stereocamera system. A blue line represents the pose graph while green
lines represent loop closures. (a) Detected loop closures in the
map built by the first stereo camera. (b) Detected loop closures in
the map built by the second stereo camera.
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nodes correspond to measurements of relative 6D transforms obtained from either stereo VO or loop closures. We use the approach in Lee et al. (2013b) to
simultaneously optimize this pose graph, and classify loop closures as either correct or wrong. We then merge pairs of duplicate 3D scene points corresponding
to correct loop closures.

2.3.5. Bundle Adjustment
This step outputs a globally consistent map for each stereo camera. Here, we
run bundle adjustment to optimize the stereo camera poses and 3D scene points.
The error residuals in the bundle adjustment are based on the dot product of two
rays as described in Section 2.3.2.

2.3.6. Hand-Eye Calibration
In this step, we find an initial estimate of the transforms between stereo cameras.
Without loss of generality, we assume that the reference frame of the multicamera system is the same as that of camera C1 . Using the optimized stereo
camera poses as input, we use the hand-eye calibration method (Daniilidis, 1999)
to find the transforms between S1 and Si for i = 2, . . . , n2 . As a result, we have
an initial estimate for the pose of each camera with respect to the multi-camera
system’s reference frame.

2.3.7. Map Merging
In this step, we merge the maps from all stereo cameras. At the beginning, we
set the poses of the camera system to be the same as that of S1 . We recompute
the scene points observed by Si for i > 1 by multiplying the inverse of the pose
of Si and the original 3D coordinates of the scene points with respect to Si and
which were computed during stereo triangulation in Section 2.3.2.

2.3.8. Loop Closure Detection
We restrict loop closure detection to cameras C1 , . . . , C2i−1 , . . . , Cn−1 for 1 ≤
i ≤ n2 and perform the same loop closure detection procedure as described in
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Figure 2.14.: We illustrate an example of loop closure detection between different stereo cameras for a two-stereo-camera system. A blue line
represents the pose graph while green lines represent loop closures.

Section 2.3.3. An example of this loop closure detection procedure is shown in
Figure 2.14 in which loop closures between different stereo cameras are found.

2.3.9. Robust Pose Graph Optimization
We repeat the robust pose graph optimization procedure as described in Section 2.3.4. From loop closures identified as correct, we obtain feature correspondences between different stereo cameras, and these feature correspondences
allow the joint optimization to recover an accurate estimate of the transforms
between the stereo cameras.

2.3.10. Joint Optimization
We jointly optimize the camera intrinsics, camera extrinsics, camera poses, and
3D scene points. In the joint optimization, we minimize a cost function compris-
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ing two sets of inverse-covariance-weighted residuals:
X

min
wp ρ ∆zTc,i,p W1 ∆zc,i,p
Kc ,Pi ,Qj ,Tc ,Xp

c,i,p

+

X


ρ ∆zTc,j,q W2 ∆zc,j,q .

(2.16)

c,j,q

where

∆zc,i,p = π 1 (Kc , Pi , Tc , Xp ) − pcip

∆zc,j,q = π 2 (Kc , Qj , Yq ) − pcjq

(2.17)

π 1 is a projection function that predicts the image coordinates of the scene
point Xp seen in camera c given the camera’s intrinsic parameters Kc , the
camera system pose Pi , and the transform from the camera frame to the camera
system frame Tc . pcip is the observed image coordinates of Xp seen in camera
c with the corresponding camera system pose Pi . Similarly, π 2 is a projection
function that predicts the image coordinates of the chessboard corner point Yq
seen in camera c given the camera’s intrinsic parameters Kc , and the camera
pose Qj . pcjq is the observed image coordinates of Yq seen in camera c whose
pose is Qj . ρ is a robust cost function used for minimizing the influence of
outliers.
In Equation (2.16), the first set of residuals corresponds to the sum of image reprojection errors of the 3D scene points, and the second set of residuals
corresponds to the sum of image reprojection errors of the chessboard corner
points. 3D scene points observed by multiple stereo cameras usually make up a
small percentage of all scene points in the map. To ensure that these 3D scene
points make a significant contribution to accurate estimation of the inter-camera
transforms, we assign a higher value to wp for feature observations that are associated with such 3D scene points. We optimize the camera intrinsic parameters
as we wish to make use of the high number of 3D scene points to improve the
accuracy of the camera intrinsics. However, overfitting of intrinsic parameters
can occur. To prevent overfitting, and at the same time, ensure metric scale, we
include the residuals from the stereo camera calibrations. W2 is the inverse of
the measurement covariance corresponding to the chessboard corner points; this
measurement covariance is computed during the stereo camera calibration. As
feature detectors estimate keypoint coordinates with less accuracy compared to
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(a)

(b)

Figure 2.15.: We show an example of joint optimization for a two-stereo-camera
system. (a) and (b) show the map before and after joint optimization respectively.

sub-pixel chessboard corner detectors, we obtain W1 by multiplying W2 by
a fudge factor, which in our case, is 0.1. Figure 2.15 illustrates an example of
joint optimization for a two-stereo-camera system.

2.4. Experiments and Results
This section presents a variety of experiments to validate the accuracy of the
calibration parameters estimated by our self-calibration methods. Furthermore,
we perform additional experiments to validate the metric accuracy and global
consistency of the map produced by the self-calibration methods.
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2.4.1. SLAM-based Self-Calibration of a Ground Robot
with a Multi-Camera System
Here, we use our Volkswagen Golf platforms for experiments to validate our
SLAM-based self-calibration method for a ground robot with a multi-camera
system. The first experiment measures the accuracy of the SLAM-based selfcalibration method for a ground robot with a multi-camera system. In this
experiment, we run an AR-marker-based extrinsic calibration to provide ground
truth data. We compare the results from our self-calibration method against
those from the AR-marker-based extrinsic calibration. The second experiment
measures the repeatability of the results from the self-calibration method over
multiple loops in the same area, and aims to show that the self-calibration
method provides stable results. The third experiment evaluates the accuracy
of the robot poses estimated by our self-calibration method based on the use
of GPS/INS measurements as ground truth, and thus, the metric accuracy and
global consistency of the map.
On an 2.80 GHz Intel Core i7 PC, our self-calibration pipeline takes approximately 3 hours to compute the calibration parameters using 500 frames for each
camera; the majority of the time is spent on the local feature matching and joint
optimization steps.
Experiment 1 - Accuracy of Calibration Parameter Estimates
We compare our extrinsic calibration results against those generated by an ARmarker-based extrinsic calibration. In this AR-marker-based calibration, three
different types of AR markers are placed around the robot: camera markers that
are visible in at least one camera, floor markers that are placed on the ground
around the car, and wheel markers that are placed on the rear wheels to help
identify the nominal odometry frame. The cameras on the robot together with
a calibrated handheld camera capture images of the markers. Subsequently, the
markers are detected in all images, and a bundle adjustment is run to optimize
the poses of the markers and cameras. At the end of the bundle adjustment,
the poses of the cameras are extracted with respect to the nominal odometry
frame; the locations of the floor markers define the ground plane, and the wheel
markers define the rear axis of the robot.
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Table 2.1.: Kermit: Estimated angles in degrees between the front camera (reference camera) and the other three cameras.
AR-markerOur
based
Difference
self-calibration
calibration
87.6419◦
0.6859◦
Left Camera
88.3278◦
177.0829◦
Rear Camera
177.2843◦
0.2014◦
◦
◦
Right Camera
89.2839
89.6838
0.3999◦

Table 2.2.: Grobi: Estimated angles in degrees between the front camera (reference camera) and the other three cameras.
AR-markerOur
based
Difference
self-calibration
calibration
93.1446◦
92.5857◦
0.5589◦
Left Camera
◦
◦
168.0953
Rear Camera
168.5607
0.4654◦
◦
◦
Right Camera
91.0565
90.8517
0.2048◦
We compare the results for the two different Volkswagen Golf platforms
which are named Kermit and Grobi respectively. For both platforms, we tabulate in Tables 2.1 and 2.2 the estimated angles between the front camera and the
other three cameras for both our estimated extrinsics and the AR-marker-based
extrinsics. Similarly, we tabulate in Tables 2.3 and 2.4 the unit estimated translations between the front camera and the other three cameras to ignore the effect of
scale. For Kermit, we show a visual comparison of the final estimated extrinsics
with the extrinsics computed by the AR-marker-based calibration in Figure 2.16.
A green sphere marks the origin of the odometry frame. We observe that for
both platforms, both sets of extrinsics estimated by our self-calibration method
and the AR-marker-based calibration almost coincide; the scale of the extrinsics
estimated by our self-calibration method is 2.7% and 0.8% smaller on average
for Kermit and Grobi respectively.
We are unable to compare our approach with Carrera et al. (2011b) as their
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Table 2.3.: Kermit: Estimated unit translations in meters between the front camera (reference camera) and the other three cameras.
AR-markerOur
based
Difference
self-calibration
calibration






−0.5464
−0.5502
0.0038
−0.2159 m
−0.2420 m
0.0261 m
Left Camera
−0.8092
−0.7992
0.0100






−0.0074
−0.0160
0.0086
−0.1070 m
−0.1343 m
0.0273 m
Rear Camera
−0.9942
−0.9908
0.0034






0.5306
0.5274
0.0032
−0.2261 m
−0.2454 m
0.0193 m
Right Camera
−0.8169
−0.8134
0.0035

Table 2.4.: Grobi: Estimated unit translations in meters between the front camera (reference camera) and the other three cameras.
AR-markerOur
Difference
based
self-calibration
calibration






−0.5059
−0.5273
0.0214
−0.3085 m
−0.2906 m
0.0179 m
Left Camera
−0.8055
−0.7985
0.0070






0.0372
0.0145
0.0227
−0.1835 m
−0.1788 m
0.0047 m
Rear Camera
−0.9823
−0.9838
0.0015






0.5732
0.5513
0.0219
−0.2614 m
−0.2804 m
0.0190 m
Right Camera
−0.7766
−0.7858
0.0092
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Figure 2.16.: Comparison of extrinsics generated by our pipeline and the ARmarker-based calibration method for Kermit. The green sphere
marks the origin of the odometry frame while the green and red
axes represent the x-axis and y-axis of the odometry frame respectively. The cameras corresponding to the extrinsics estimated
by our self-calibration method are colored blue while those corresponding to the AR-marker-based extrinsics are colored green.
The grid resolution is 1 m.
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3D similarity transform step fails in our experimental settings. The reason is
that in outdoor environments, a vast majority of scene points are usually located
far away from the cameras, and thus, the estimates of their 3D coordinates have
significant noise.
Due to the difficulty of obtaining ground truth values for the calibration parameters being estimated, we resort to evaluating our method by demonstrating
the enhanced performance of algorithms that use the calibration parameters. We
argue that the extrinsics estimated by our self-calibration method are more accurate than those estimated by the AR-marker-based extrinsic calibration. We
propose two qualitative tests to support our argument: creating a composite
top-view image that is formed by projecting the image from each camera onto
the ground plane using the given calibration parameters, and performing motion stereo based on the plane sweep algorithm which takes three consecutive
images and corresponding odometry poses and computes a depth map based on
these three images. In the first test, the calibration parameters are assumed to
be perfect if images from all cameras blend seamlessly. Similarly, in the second
test, the calibration parameters are assumed to be accurate if the computed depth
map from motion stereo is dense and accurate.
Composite Top-View Image: We create a composite top-view image by
using the calibration parameters to project the image from each of the four
cameras onto the ground, and merging the resulting 4 images via alpha blending.
The image covers a 20 m × 20 m area with the robot’s odometry frame located
at the center of the image. Figure 2.17 shows the composite top-view images
created with both sets of calibration parameters. Seamless blending is observed
in the image that corresponds to our self-calibration method, while no seamless
blending is observed at all in the image that corresponds to the AR-markerbased extrinsic calibration. This visual difference shows that our self-calibration
method produces very accurate calibration parameters.
Motion Stereo: We perform an experiment to show that the estimated calibration parameters are more accurate than that of the AR-marker-based parameters;
we use a multi-view plane-sweep-based stereo algorithm (Yang and Pollefeys,
2003) with semi-global block matching to compute dense depth maps from
rectified pinhole images for each camera using only the odometry poses and
calibration parameters without any camera pose optimization. The plane sweep
is extremely sensitive to the accuracy of the calibration parameters; we compare
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(a) A composite top-view image created
with calibration parameters estimated
by the AR-marker-based calibration.

(b) A composite top-view image created
with calibration parameters estimated
by the self-calibration.

Figure 2.17.: Both composite top-view images are of a 20 m × 20 m area centered on the robot. The four camera images blend seamlessly with
one another in the composite image on the right, but not in the
composite image on the left. This visual difference shows that our
self-calibration method produces very accurate calibration parameters.

the depth maps computed by the plane sweep using the calibration parameters
estimated by our self-calibration method with the depth maps computed with
the calibration parameters generated by the AR-marker-based calibration. We
show in Figure 2.18 that the use of our estimated parameters results in a more
accurate dense map especially on the ground compared to the use of the ARmarker-based parameters. This result demonstrates the higher accuracy of our
estimated parameters, and can be attributed to the fact that our pipeline explicitly
makes use of odometry data to estimate the camera-odometry transforms, and
makes use of a high number of features over a wide range of depths to ensure
optimal accuracy.
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Figure 2.18.: 3-view plane sweep stereo with the front camera. Forward camera
motion is challenging for motion stereo. The left depth map is
computed using the AR-marker-based parameters while the right
depth map is computed using our estimated parameters.

Experiment 2 - Repeatability of Calibration Parameter Estimates
This experiment looks at the repeatability of the camera extrinsics estimated by
our self-calibration method. The robot drives 25 loops with the same camera
configuration in a slowly changing environment in which cars and pedestrians
move around. For each loop, we use the same set of camera intrinsics, and
estimate the camera-odometry transforms. In turn, for each camera, we compute
the rotation and translation vectors that correspond to its pose with respect to the
front camera. We tabulate the means and standard deviations of the rotation and
translation vectors for each camera in Table 2.5. In addition, we illustrate the
distribution of the rotation and translation vectors over the 25 loops in the form
of a box plot in Figure 2.19. For ease of comparison, we subtract the vectors
from their means in this box plot.
We note that the standard deviations of the rotation and translation vectors
are very small, and therefore, conclude that the extrinsics estimated by our
self-calibration method are highly repeatable.
Experiment 3 - Pose Accuracy
In this experiment, we perform a quantitative evaluation of the accuracy of
the robot poses estimated by our self-calibration method. We use 6-DoF pose
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Figure 2.19.: A box plot of the rotation and translation vectors about the mean
for the left, rear, and right cameras with respect to the front camera.
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Table 2.5.: Mean and standard deviation of the rotation and translation vectors
for each camera.
Rotation Vector
Translation Vector


 
 


0.0007
0.0043
−0.0155
−0.6026
Left
−1.4958 ± 0.0047
−0.1225 ± 0.0012
Camera
0.0007
0.0033
−0.0116
−1.3954

 

 


−0.0063
0.1065
0.0002
0.0039
Rear
 3.0932  ± 0.0034
−0.0024 ± 0.0013
Camera
0.0435
−1.6114
0.0018
0.0034

 

 


0.0103
0.7073
0.0006
0.0043
Right
 1.5602  ± 0.0056
−0.0060 ± 0.0012
Camera
−0.0143
−1.3041
0.0008
0.0027

measurements from a GPS/INS system as ground truth.
We use our self-calibration method to generate a map from a 180-meter trajectory in an outdoor environment. 652 sets of synchronized images from all
cameras were used in the self-calibration, and in turn, 652 robot poses were
estimated. We show a top-view plot of the robot poses together with the corresponding GPS/INS measurements in Figure 2.20. The robot poses and GPS/INS
measurements are marked as red and blue respectively.
Based on the GPS/INS measurements, the robot poses estimated by our selfcalibration method have an average rotation and translation error of 0.140◦ and
3.51 cm respectively. These low errors show that the estimated poses are accurate, and in turn, show that our self-calibration method produces a metrically
accurate and globally consistent map. This global accuracy is extremely important for our infrastructure-based calibration method as it gives the method the
ability to estimate accurate extrinsics for a multi-camera system.
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Figure 2.20.: A top-view plot of the robot poses (red) estimated by our selfcalibration method together with corresponding GPS/INS measurements (blue).
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2.4.2. SLAM-based Self-Calibration of an Aerial Robot
with a Multi-Stereo-Camera System
We conduct experiments to evaluate the accuracy of our self-calibration method
for an aerial robot with a multi-stereo-camera system. In these experiments, we
use the AscTec Firefly platform. We use a Vicon motion capture system in some
experiments for the sole purpose of collecting ground truth data. The results of
these experiments are described in detail in this section.
Experiment 1 - Accuracy of Calibration Parameter Estimates
We use a Vicon motion capture system to evaluate the accuracy of the parameters
estimated by our self-calibration method. To obtain ground-truth estimates, we
devise a Vicon-based calibration method in which we use the Vicon system to
track the pose of both the robot and a chessboard moving across the field of
view of each camera. Hence, the transform between the chessboard and robot is
known at any time step. From intrinsic camera calibration which also computes
the camera poses with respect to the chessboard, we obtain an initial guess of
both the intrinsic camera parameters and the transform between each camera and
the robot. We optimize these intrinsic parameters and camera-robot transforms
via non-linear refinement.
Prior to running our self-calibration method, we separately calibrate each
stereo camera on the robot. Subsequently, we carry the robot along a figure8 path several times while varying the height of the robot above the ground.
During this maneuver, the robot’s heading is roughly parallel to the direction of
motion. This figure-8 maneuver ensures that all calibration parameters are fully
observable.
The figure-8 maneuver took 90 seconds and the traveled distance was 54.16
m. Our self-calibration took 16 minutes, and the resulting average reprojection
error associated with the generated map was 0.659 pixels. The map had 23957
scene points with an average scene point depth of 4.36 m.
We report in the first column of Table 2.6 the estimated rotation in terms
of roll, pitch, and yaw angles, and translation of Ci with respect to C1 for
i = 2, 3, 4. The second column of Table 2.6 shows the differences between
the estimated rotations/translations and those estimated by the Vicon-based cal-

55

2. SLAM-based Self-Calibration of a Multi-Camera System

Table 2.6.: Comparison of our estimated inter-camera transforms with groundtruth estimates from the Vicon-based calibration method. Ci RCj is
the rotation given in roll, pitch, and yaw angles between cameras Ci
and Cj . Ci tCj is the translation between cameras i and j.
Difference with Vicon-based
Our self-calibration
calibration
◦
◦
◦
◦
C1
[−0.06
0.20
−1.39
]
[0.001
0.035◦ 0.016◦ ]
RC2
C1
[31.89 −0.10 0.04] cm
[0.15 0.01 0.11] cm
tC2
◦
◦
◦
C1
[177.41 0.85 176.59 ]
[0.177◦ 0.025◦ 0.029◦ ]
RC3
C1
[1.38 3.31 −28.21] cm
[0.67 0.14 0.55] cm
tC3
◦
◦
◦
C1
[176.20 0.34 177.63 ]
[0.183◦ 0.060◦ 0.086◦ ]
RC4
C1
[32.66 1.47 −27.96] cm
[0.73 0.06 0.61] cm
tC4

ibration method. We observe that our estimated inter-camera transforms are
accurate with rotation and translation errors not exceeding 0.183◦ and 0.73 cm
respectively.

Experiment 2 - Pose Accuracy
Using the same data from the previous experiment, we plot in Figure 2.21 the
robot’s (x, y)-position both estimated by our self-calibration method (colored
in blue) and measured by the Vicon motion capture system (colored in red).
Similarly, in Figure 2.22, we plot over time the robot’s z-position both estimated
by our self-calibration method (colored in blue) and measured by the Vicon
motion capture system (colored in red). The average 3D position error is 1.28
cm, and this low error indicates that our self-calibration produces an accurate
map, and in turn, accurate calibration parameters.
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Figure 2.21.: We plot the robot’s (x, y)-position estimated by the self-calibration
against that measured by the Vicon motion capture system. The
calibration-estimated positions are colored in blue while the Viconmeasured positions are colored in red.
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Figure 2.22.: We plot over time the robot’s z−position estimated by the selfcalibration against that measured by the Vicon motion capture
system. The calibration-estimated positions are colored in blue
while the Vicon-measured positions are colored in red.

2.5. Summary
Our SLAM-based self-calibration methods produce accurate extrinsic calibration parameters with metric scale as long as there is a sufficient number of
inter-camera feature correspondences, and a majority of scene points are close
to the cameras. Through extensive field experiments, our self-calibration methods are proven to provide a metrically accurate and globally consistent map of
the area. Due to the use of natural features, our self-calibration methods can be
used in arbitrary environments without the need for special calibration setups or
environment modifications.
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Calibration of a Multi-Camera
System
In this chapter, we describe a novel infrastructure-based calibration method that
makes use of a natural-feature-based map of the calibration area to calibrate
a multi-camera system, and estimate the extrinsics with metric scale, in an
unsupervised fashion, and without special calibration objects. This work was
previously published in Heng et al. (2014a,b). To the best of our knowledge,
there is no other existing method for multi-camera systems that makes use of a
prior map based on natural features to calibrate a multi-camera system.
Given a map of the calibration area which is generated by our SLAM-based
self-calibration method described in Chapter 2, our infrastructure-based calibration method leverages image-based localization to obtain camera poses, and in
turn, estimates both the system poses and camera extrinsics which are further
optimized via non-linear refinement. We use a vocabulary tree for image-based
localization; it is possible to use other state-of-the-art methods (Sattler et al.,
2011; Lim et al., 2012) for image-based localization. In contrast to the SLAMbased self-calibration method, the infrastructure-based calibration method does
not require either a calibrated odometry system or a calibrated stereo camera.
The map has metric scale, and hence, enables us to directly infer the extrinsic
parameters with metric scale via image-based localization.
Our infrastructure-based calibration method has two notable advantages over
existing self-calibration methods. Firstly, modification of the environment is not
required as the method relies on natural features instead of known fiducial markings. Secondly, the method runs in near real-time. In contrast, SLAM-based
self-calibration methods including ours typically take a few hours. This long
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Infer Camera Extrinsics
and System Poses
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System Poses

Non-Linear Refinement
Inter-Camera Transforms

Figure 3.1.: A map and images are input to the infrastructure-based calibration
pipeline which generates the camera extrinsics.

running time is due to the fact that SLAM-based self-calibration methods do
not assume a prior map. These methods have to perform an exhaustive search
of feature correspondences between images from different cameras. By relying
on an available map of the calibration area for infrastructure-based calibration,
we remove the need to find inter-camera feature correspondences. Furthermore,
we do not have to do costly bundle adjustment. Hence, infrastructure-based calibration is far simpler, more robust, and requires a much shorter time compared
to SLAM-based self-calibration methods. Our infrastructure-based calibration
method allows a vision-guided robot with a multi-camera system to self-calibrate
within a few minutes, and thus, minimize downtime.
We assume that the cameras used in the infrastructure-based calibration have
been intrinsically calibrated beforehand. The pipeline behind the infrastructurebased calibration method is shown in Figure 3.1. We describe the calibration
process in detail in Sections 3.2 to 3.4.
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3.1. Related Work
All known infrastructure-based calibration methods make use of calibration
setups that include known fiducial markings. The use of specially designed
fiducials can resolve appearance and geometric ambiguities and reduce the computational complexity of system calibration.
In the case of lasers, Gao and Spletzer (2010) use pairs of retro-reflective
markers with known baselines for extrinsic calibration of a multi-laser system.
Features are detected from these pairs of markers, and after a vehicle is driven
along multiple loops, inter-loop feature correspondences are found and used to
estimate the extrinsic parameters via second-order cone programming.
In the case of cameras, a majority of existing work (Kumar et al., 2008;
Lebraly et al., 2011; Li et al., 2013) requires a pattern board. The additional use
of a mirror in Kumar et al. (2008) creates a limitation in which the mirror has
to be in the camera’s field of view, while at the same time, the entire pattern is
visible in the camera. Lebraly et al. (2011) uses two pattern boards, and requires
the multi-camera system to maneuver such that each camera sees both pattern
boards at different times. Li et al. (2013) requires neighboring cameras to see
some part of the pattern at the same time. We note that the use of a pattern board
comes with a viewing constraint that makes calibration of multi-camera systems
non-straightforward. To overcome the viewing constraint associated with the
use of a pattern board, Geiger et al. (2012) uses a room setup in which many
chessboards are mounted in a configuration that covers the full field of view of
the cameras and 3D laser. This room setup was used to recalibrate the multisensor setup before every run of data collection for an extensive dataset over a
number of months (Geiger et al., 2013). This method requires modification of
the infrastructure. In contrast, our infrastructure-based calibration method does
not require modification of the infrastructure as it makes use of natural features
instead of chessboards.
Existing methods for localization of multi-camera systems (Tariq and Dellaert,
2004; Kneip et al., 2013; Lee et al., 2013c) assume that the extrinsic parameters
are known with a high degree of accuracy, and hence, are not applicable in
infrastructure-based calibration. Furthermore, these multi-camera localization
methods are sensitive to errors in the extrinsic parameters; a slightly incorrect
estimate of the subset of extrinsic parameters corresponding to one camera may
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lead to the labeling of all inlier 2D-3D feature correspondences observed by that
camera as outliers. As a result, that camera is rendered redundant in the multicamera localization. Our infrastructure-based calibration method estimates all
extrinsic parameters accurately such that reliable multi-camera localization is
possible.

3.2. Image-Based Localization
The image-based localization step takes images from the multi-camera system
and the map as input, and outputs camera poses with respect to the map’s reference frame. Image-based localization allows us to infer the camera poses for
a given set of frames captured simultaneously from all cameras. First, for each
image, we use the vocabulary tree to find the k most similar images. For each
candidate, we obtain 2D-2D feature correspondences from matching features between the query image and the candidate, and rejecting probable false matches
using the distance ratio test. As the feature points in the candidate image already
have corresponding 3D scene points from the map, it is trivial to obtain 2D-3D
feature correspondences. We use the P3P method (Kneip et al., 2011) together
with RANSAC to find the camera pose together with the inlier set of 2D-3D
feature correspondences. For the query image, we choose the camera pose associated with the candidate which has the highest number of inlier 2D-3D feature
correspondences. The camera pose is defined to be unknown if the highest number of inlier correspondences does not exceed a threshold, which in our case, is
25. We denote the number of cameras on the multi-camera system as n. For a
particular time step t, we store the set of camera poses St if the following two
conditions are met:
1. if at least 2 camera poses are found such that 2 ≤ |St | ≤ n, and
2. the minimum distance between the current camera pose and the previous
camera pose over all cameras exceeds a threshold, which in our case, is
0.3 m.
The former condition is necessary for the set of camera poses to be useful for
calibration, and the latter condition minimizes bias by avoiding situations where
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the majority of sets of camera poses is concentrated in a few locations. These
situations occur when the robot is at a standstill or moving slowly. For brevity,
we denote the collection that contains all sets of camera poses meeting the two
conditions as W.

3.3. Inferring Camera Extrinsics and System
Poses
In this step, we use W, the collection of sets of camera poses inferred from
image-based localization, to obtain an initial estimate for the camera-system
transforms and the system poses. Since the cameras are rigidly fixed to the
system, for St ∈ W, we can express St , the set of camera poses, as a function
of the system pose and the camera-system transforms. Here, the system pose
is the pose of the system with respect to the map’s reference frame, and each
camera-system transform is a rigid body transform from the camera’s reference
frame to the system’s reference frame. Without loss of generality, we choose
the reference frame of the system to coincide with that of a designated camera
that makes up part of the multi-camera system to be calibrated.
From W, we generate hypotheses of the camera-system transforms and system poses. We choose the best hypothesis that minimizes the sum of reprojection
errors over all inlier 2D-3D feature correspondences which were used to infer
the camera poses in W. This hypothesis gives us the initial estimate of the
camera-system transforms and system poses. Algorithm 1 provides details on
how we infer this initial estimate from W. In the next step, we optimize the
initial estimate via non-linear refinement.

3.4. Non-Linear Refinement
In this step, we minimize the sum of all reprojection errors by optimizing the
camera-system transforms and the system poses while keeping the coordinates
of all 3D scene points fixed.
Formally, we solve the optimization problem
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Figure 3.2.: Visualization of the different reference frames and variables described in the non-linear refinement step.

min

Pt ,Tc

X
c,t,p


ρ ||π(Cc , Pt , Hc , Xp ) − pctp ||2 .

(3.1)

π is a projection function that predicts the image coordinates of the scene
point Xp seen in camera c given the camera’s intrinsic parameters Cc , the
system pose Pt , and the rigid body transformation from the camera to the
system’s reference frame Hc . pctp is the observed image coordinates of Xp
seen in camera c with the corresponding system pose Pt . ρ is a robust cost
function used for minimizing the influence of outliers. We use the Cauchy
cost function in this case. We visualize the reference frames and variables in
Figure 3.2.
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(a)

(b)

Figure 3.3.: (a) Indoor parking garage and (b) outdoor urban environment as
seen from the front camera.

3.5. Experiments and Results
This section presents an evaluation of our infrastructure-based calibration method
using the Toyota Prius platform. We perform experiments in both an indoor
parking garage and outdoor urban environment on the ETH campus. Figure 3.3
shows images of both areas taken by the front camera. We design our experiments to demonstrate that our infrastructure-based calibration exhibits a high
level of accuracy in both indoor and outdoor environments in the presence of
moving vehicles and pedestrians.
Before we conduct the experiments, we run our SLAM-based self-calibration
method described in Chapter 2 to build a map for both areas as shown in Figures 3.4a and 3.5a. To determine the accuracy of our estimated camera extrinsics, we compare the estimated camera extrinsics against those estimated by the
SLAM-based self-calibration method. We first compute the pose of each camera
with respect to the first camera for both sets of extrinsics. Then, we use these
relative poses to compute the rotation error and two types of translation errors:
the angle between the two translation vectors, and the norm of the difference
between the two translation vectors. These three error metrics are used to give a
quantitative measure of the accuracy of the camera extrinsics estimated by our
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(a)

(b)

Figure 3.4.: An experiment in an indoor parking garage as shown in Figure 3.3a.
(a) The map generated by the SLAM-based self-calibration method.
The camera poses marked in white illustrate the twisting path taken
by the Prius. (b) The subset of scene points from the map and which
is used for infrastructure-based calibration is shown. The camera
poses inferred from PnP are marked as white triangles. Here, the
Prius approaches the end of a loop, and the current set of camera
poses are derived from 2D-3D correspondences visualized as lines
from the camera poses to the scene points.
infrastructure-based calibration method.
On average, it takes 0.5 seconds to estimate the camera poses from each
set of images assuming that each camera has its own dedicated thread which
processes all images coming from that camera. Computing the initial estimate
of the camera extrinsics together with non-linear refinement typically takes no
more than 5 seconds.

3.5.1. Experiment - Indoor Parking Garage
In this experiment, the Prius is driven along one loop with the same camera
configuration that was used to generate the map. This loop trajectory differs
from that taken by the Prius during the data collection for building the map. This
experiment aims to show that our estimated extrinsics and those estimated by
the SLAM-based self-calibration method are the same.
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(a)

(b)

Figure 3.5.: An experiment in an outdoor environment as shown in Figure 3.3b.
(a) The map generated by the SLAM-based self-calibration method.
The camera poses marked in white illustrate the twisting path taken
by the Prius. (b) The map overlaid on aerial imagery.
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Figure 3.4a shows the map generated by the SLAM-based self-calibration
method that is used in the infrastructure-based calibration. Figure 3.4b shows
the subset of scene points that are from the map and used for the calibration.
Furthermore, Figure 3.4b shows the estimated camera poses which are used to
infer the camera extrinsics.
We tabulate in Table 3.1 the three error metrics for our estimated extrinsics,
using the extrinsics estimated by the SLAM-based self-calibration method as
ground truth. The infrastructure-based calibration estimated the extrinsics from
167 sets of camera poses with an average of 3.05 camera poses per set. A total of
37860 2D-3D correspondences were used. The initial estimates of the extrinsics
and system poses had an associated average reprojection error of 0.99 pixels
which reduced to 0.69 pixels after non-linear refinement. It is observed from the
results in Table 3.1 that the extrinsics estimated by our method are virtually the
same as those estimated by the SLAM-based self-calibration method.

3.5.2. Experiments - Outdoor Urban Environment
We run a total of four experiments. In each of the first three experiments, the
Prius is driven in one loop in the same scene and with a different camera configuration. As in the indoor experiment, this loop trajectory differs from that
taken by the Prius during the data collection for building the map. These three
experiments aim to show that our calibration can reliably estimate the camera
extrinsics for a camera configuration different from that used for building the
map. For the fourth experiment, we drive the Prius over 25 loops for 1 hour with
the same camera configuration that was used to generate the map. This experiment shows the impact of a changing environment on the calibration accuracy;
during this one hour, vehicles and pedestrians continually move around, and
plants and trees sway significantly in moderate wind conditions. From odometry
measurements, the average distance of each loop in all experiments is 308 m.
We use a three-way tripod head and a sliding plate in Figure 3.6 to ensure that
camera configuration changes can be measured as precisely as possible.
Experiment 1: The left and right cameras are moved towards the front of the
Prius by 10.0 cm as measured with a ruler. The infrastructure-based calibration
used 418 sets of camera poses with an average of 3.26 camera poses per set.
Based on the results from our method, the left and right cameras are deemed to
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Figure 3.6.: The left camera is mounted on a three-way tripod head, which in
turn, is mounted on a sliding plate. This sliding plate is attached to
the car roof via screws.

have moved 10.08 cm and 10.36 cm respectively. These estimates closely agree
with the hand measurements.
Experiment 2: The left camera is rotated around its x-axis towards the
ground by 30◦ as measured with a scale that is available for each axis of movement of the three-way tripod head. The infrastructure-based calibration used
411 sets of camera poses with an average of 3.14 camera poses per set. Our
method estimates the left camera to have rotated about its x-axis by 29.9◦ . This
estimate closely agrees with the hand measurement.
Experiment 3: The left camera is rotated around its z-axis towards the front
of the Prius by 15◦ . The infrastructure-based calibration used 381 sets of camera
poses with an average of 3.20 camera poses per set. Our method estimates the
left camera to have rotated around its x-axis by 14.3◦ . This estimate closely
agrees with the hand measurements.
Experiment 4: For each of the 25 loops, we estimate the extrinsics, and
find the maximum of the three error metrics among all cameras. We then plot
in Figure 3.7 these maximum errors against the time at which each loop was
completed. Furthermore, we use a box plot in Figure 3.8 to show the distribution
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Figure 3.7.: A plot of the maximum errors against the time at which each loop
was completed.

of the maximum errors over the 25 loops. These plots show that our calibration
method is still very accurate regardless of changes in the environment, as the
maximum rotation and translation errors do not exceed 0.035◦ , 0.28◦ , and 0.88
cm respectively. We note that these errors are higher than those from the indoor
parking garage experiment as the average depth of the scene points in the indoor
parking garage is smaller. In other words, the nearer the scene points to the
camera, the more accurate the calibration parameters.

3.6. Summary
Results from extensive experiments clearly demonstrate the high accuracy of our
infrastructure-based calibration method. The method is demonstrated to work
both indoors and outdoors. We show that our infrastructure-based calibration
method can infer calibration parameters for camera configurations which signif-
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Figure 3.8.: A box plot of the maximum errors for 25 loops.
icantly differ from that used to build the map during self-calibration. We also
show changes in the environment to have no impact on the calibration accuracy.
Due to the use of natural features, our infrastructure-based calibration method
can be used in an arbitrary environment without the need for special calibration setups or environment modifications. Compared to our SLAM-based selfcalibration methods, our infrastructure-based calibration method is able to estimate the extrinsics for a multi-camera system with the same level of accuracy
and in a small fraction of the time required by SLAM-based self-calibration.
This is made possible by utilizing a map of the calibration area. As a result,
the infrastructure-based calibration method enables rapid self-calibration of a
vision-guided robot with a multi-camera system. This rapid self-calibration is
a boon for full autonomy as downtime due to calibration errors is kept to a
minimum.
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Algorithm 1: Algorithm for obtaining an initial estimate of camerasystem transforms and system poses from W.
input :W
output :Initial estimate of camera-system transforms and system poses
A=∅
for St ∈ W such that |St | = n do
compute a hypothesis of camera-system transforms {H1 , ..., Hn }
from St where Hc is the rigid body transformation from camera c
to the system’s reference frame
create an empty hypothesis of system poses
for Tu ∈ W do
compute |Tu | estimates of the system pose from Tu and
{H1 , ..., Hn }

use the |Tu | estimates to obtain an average estimate of the
system pose Pu at time step u by using:
1. quaternion averaging (Markley et al., 2007) to obtain the
average rotation, and
2. simple averaging to obtain the average translation
add Pu to the hypothesis of system poses

add the hypothesis of camera-system transforms and system poses
to A
select from A the best hypothesis of camera-system transforms and
system poses that minimizes the sum of reprojection errors over all
inlier 2D-3D feature correspondences used to infer the camera poses in
W
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Table 3.1.: Indoor experiment: error metrics for the extrinsics estimated by our
infrastructure-based calibration method.
Left Camera

Rear Camera

Right Camera

Rotation error
(deg)

0.0044

0.0032

0.0088

Translation error
(deg)

0.0563

0.0468

0.0349

Translation error
(m)

0.0016

0.0022

0.0021
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System
SLAM is a critical component of full autonomy as it estimates the global pose
of the robot in real-time, and thus, enables path planning and following, and
incremental environment mapping. It is critical that a SLAM implementation
runs on-board the robot; the combination of an off-board implementation and a
connection outage makes for unavailable global pose estimates, which in turn,
degrades path following, and prevents the latest sensor measurements from being incorporated into the environment map. In this chapter, we describe our
on-board SLAM implementation for estimating the pose of a vision-guided
robot with multiple synchronized cameras in real-time. This work was previously published in Heng et al. (2014d). The SLAM implementation makes the
following assumptions in order to work well and robustly in the field:
1. The multi-camera system is pre-calibrated. Calibration can be done via
one of the self-calibration algorithms described in Chapters 2 and 3.
2. Synchronized inertial information from an IMU is available. Such information facilitates a simpler motion estimation algorithm.
3. The multi-camera system includes at least one stereo camera such that 3D
scene information is always available. In this way, we avoid the use of
failure-prone map initialization methods required for monocular cameras
and multi-camera systems with non-overlapping fields of view.
We come up with a novel method for pose estimation based on the generalized
camera model (Pless, 2003) that considers a multi-system camera as a single
camera and uses Plücker lines in place of the traditional projection model. We
propose a 3-point minimal and linear solution for motion estimation that uses
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inertial information from an IMU and recovers the relative motion with metric
scale. We incrementally build a graph of keyframes and constraints, and use
the double-window optimization method (Strasdat et al., 2011) to optimize this
graph such that the corresponding pose estimates are globally consistent. This
graph optimization enables real-time on-board SLAM with loop closures on a
vision-guided MAV, which to the best of our knowledge, has not been shown
before in published works.

4.1. Related Work
We explore existing work on SLAM with a multi-camera system (Kaess and
Dellaert, 2006; Kim et al., 2008; Carrera et al., 2011a; Tribou, 2014). Kaess
and Dellaert (2006) solve an optimization problem comprising pose-point constraints and odometry constraints in order to obtain the pose of the multi-camera
system, and do not perform loop closure detection. Kim et al. (2008) models
a multi-camera system as a spherical camera. The drawback with this spherical model is that the relative motion of the system can only be estimated up to
scale. Carrera et al. (2011a) uses a forward-looking camera and a backwardlooking camera on a ground robot, and implements pose-graph SLAM based on
odometry data and loop closure detection. The absence of bundle adjustment
in any form limits the metric accuracy of the map. Tribou (2014) implements a
multi-camera version of PTAM that makes use of a three-camera system with
non-overlapping fields of view on a MAV. As initial scene point depths are not
known, an initialized map does not have accurate metric scale, and bundle adjustment that runs in a separate thread is relied on to gradually recover metric
scale. Due to the cubic complexity of bundle adjustment, the approach of Tribou (2014) does not scale to large environments. Furthermore, pose estimates
with incorrect metric scale can cause control instability issues. In addition, loop
closures are not performed. Li et al. (2008) shows that in the case of only
intra-camera feature correspondences, and the relative rotation being an identity
matrix, the generalized epipolar constraint reduces to the epipolar constraint
which only allows us to recover the relative pose up to scale. Due to the absence
of inter-camera feature correspondences from non-overlapping fields of view,
metric scale cannot be recovered if the MAV moves with minimal rotation. In
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contrast, wide overlapping fields of views for each stereo camera on our MAV
ensure that we always have inter-camera feature correspondences, and thus, are
able to obtain pose estimates with metric scale all the time. Furthermore, our
use of double-window optimization (Strasdat et al., 2011) allows our SLAM
implementation to run in constant time, and thus, scale to large environments.
We then look at vision-guided MAVs that run real-time pose estimation algorithms on-board. Schauwecker and Zell (2014) deploy one downward-looking
stereo camera and one forward-looking stereo camera on a MAV, independently
estimate the MAV’s pose from each camera, and fuse both pose estimates. In
contrast, we use all cameras to obtain a single pose estimate. Weiss et al. (2013)
utilizes both an IMU and downward-looking camera together with a modified
version of PTAM to estimate the MAV’s pose, and infer scale from accelerometer measurements. Schmid et al. (2013) uses a FPGA board to compute depth
maps from a forward-looking stereo camera and relies on stereo visual odometry
for pose estimation. Shen et al. (2013b) uses a forward-looking stereo camera
with fish-eye lenses. Here, they use gyroscopic measurements to filter out incorrect feature correspondences, and uses a local map to estimate the MAV’s
pose. We note that the pose estimation in all discussed works is susceptible to
drift as loop closure detection is not carried out. To the best of our knowledge,
there is no published work on real-time on-board SLAM with loop closures for
vision-guided MAVs.
A number of works exploit the vertical direction information provided by
the IMU to simplify motion estimation algorithms; the vertical direction is not
susceptible to drift unlike gyroscopic measurements. However, for a MEMS
IMU, the maximum error of the vertical direction is 3 degrees as measured with
a Vicon motion capture system. As a result, we did not get accurate relative pose
estimates from using the known vertical in our motion estimation algorithm.

4.2. Visual SLAM
In this section, we describe the algorithms used in our keyframe-based visual
SLAM (vSLAM) implementation. We propose a novel 3-point algorithm to estimate the relative motion of the MAV with metric scale and with respect to the
current keyframe. As this 3-point algorithm makes use of the relative rotation
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measurement from the IMU via short-term integration of gyroscopic measurements, the accuracy of this relative rotation measurement with respect to the
current keyframe drops over time due to gyroscopic drift. Hence, after a certain
period of time during which there is no new keyframe, we switch to the pose
estimation method (Lee et al., 2013c) which is also based on the generalized
camera model and uses 3 correspondences. Our motion estimation technique
is far more computationally efficient than the pose estimation technique. Furthermore, our motion estimation algorithm is linear and computes one unique
solution, while the pose estimation algorithm is non-linear and returns up to
8 solutions. A computational analysis reveals that the number of arithmetic
operations required by the pose estimation algorithm is a very high multiple of
that required by the motion estimation algorithm on the order of ten thousands.
However, the pose estimation algorithm does not require inertial information
unlike the motion estimation algorithm.
We mark the current frame as a keyframe if the number of correspondences
falls below a threshold. Over time, we incrementally build a graph of keyframes
and constraints obtained from both visual odometry and loop closures. We
choose the double-window optimization method (Strasdat et al., 2011) to optimize the graph as the ability of this method to run in constant time makes
real-time vSLAM on-board a MAV feasible.

4.2.1. Motion Estimation
Here, we discuss in depth our novel 3-point algorithm for motion estimation
based on the generalized camera model.
Generalized Epipolar Constraint (GEC)
Pless (2003) introduced the generalized camera model for a multi-camera system
which allows for non-central projection. In this model, we replace each image
pixel x in camera Ci with a ray expressed as a Plücker line 6-vector L that passes
through the camera center of Ci and the normalized image point x̂ = K−1
Ci x:
h
L = qT
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where q and q0 are the direction and moment vectors:
q0 = tCi × q.

q = RCi x̂,

We write the GEC (Pless, 2003) as


R
T E
L2
L1 = 0,
R 0
| {z }

(4.2)

(4.3)

EGC

where L1 ↔ L2 are two Plücker line vectors representing a ray correspondence
between two generalized camera frames V1 and V2 , and EGC is the 6 × 6
generalized essential matrix in which the first item is the conventional essential
matrix E = [t]× R where R and t are the rotation and translation from V1 to V2 .
We note that for the conventional essential matrix, t is computed only up to scale,
but for a generalized camera, the scale of t can be computed as shown in (Li
et al., 2008). In the degenerate case of no inter-camera feature correspondences
and R being an identity matrix, the scale of t cannot be recovered. However,
by enforcing the constraint that a multi-camera system includes at least one
stereo camera which has wide overlapping fields of view, we ensure that intercamera feature correspondences are always present. Thus, we are always able
to compute the scale of t.
Minimal 3-Point Algorithm
We estimate R from short-term integration of gyroscopic measurements between
T
T
the two frames V1 and V2 Substituting L1 = [qT1 q01 ]T and L2 = [qT2 q02 ]T
into and rearranging Equation (4.3) in the form At = b, we get
T

qT1 RT [q2 ]× t = −qT1 RT q02 − q01 RT q2 .
|
{z
}
|
{z
}
A

(4.4)

b

As t has three unknown variables, we require 3 Plücker line correspondences to
solve for t. Given 3 Plücker line correspondences, we construct the 3 × 3 matrix

C = AT1

AT2

AT3

T

,

(4.5)
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Table 4.1.: Comparisons of total number of iterations needed for RANSAC (w =
0.5 and p = 0.99)
Algorithm

# RANSAC
Iterations

# Solutions

Total

Minimal 3-Point
Minimal 6-Point
(Stewénius et al., 2005)

34

1

34

292

64

18688

603606

1

603606

Linear 17-Point
(Pless, 2003)

and the 3-vector

D = b1

b2

b3

T

,

(4.6)

and solve the system of linear equations Ct = D to obtain t. We note that this
3-point algorithm is linear and does not require scene point triangulation.
Robust Estimation
We make our 3-point algorithm robust to outliers by implementing it within
RANSAC. We determine the best solution by choosing the solution that has the
highest number of inliers.
The number of iterations k needed in RANSAC for a n-point algorithm is
ln(1−p)
given by k = ln(1−w
n ) , where n is the number of correspondences, w is the
probability that any selected correspondence is an inlier, and p is the probability
that all the selected correspondences are inliers. The total number of iterations
m needed to run RANSAC while evaluating s solutions is given by m = k × s.
Table 4.1 shows the number of iterations required by our 3-point algorithm; for
comparison, we include the 6-point minimal solution (Stewénius et al., 2005)
and linear 17-point solution (Pless, 2003) to the GEC problem. We observe that
our 3-point algorithm requires much fewer iterations compared to the 6-point
and 17-point solutions; in other words, our 3-point algorithm is very computationally efficient when estimating the relative motion. We then optimize the
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relative motion estimate returned by RANSAC using non-linear refinement and
the inlier set of correspondences associated with the relative motion estimate.

4.2.2. Pose Estimation
When there is no new keyframe for some time, the relative rotation measurement
between the current keyframe and the current frame becomes inaccurate due to
gyroscopic drift, and using such rotation measurements will cause our 3-point
algorithm for motion estimation to return inaccurate estimates. In this case, we
switch to the pose estimation algorithm (Lee et al., 2013c) based on 3D scene
points observed in the current keyframe. In this pose estimation algorithm, we
require only 3 correspondences to recover the absolute pose associated with
the current frame. The pose estimation algorithm returns up to 8 solutions, but
in most cases, 2 solutions are returned. As in motion estimation, we use the
RANSAC framework for robustness to outliers, and to find the best solution that
corresponds to the highest number of inliers.

4.2.3. Location Recognition
To ensure that the map in the immediate vicinity of the MAV is globally consistent, we find loop closures. We use the DBoW2 implementation of the vocabulary tree (Galvez-Lopez and Tardos, 2012). For a stereo camera {Ci , Ci+1 },
we restrict loop closure detection to images from camera Ci . For each image
from each camera, we find the n most similar images, and we filter out matched
images whose timestamps are too close to the that of the query frame. This is to
avoid unnecessary linking of adjacent frames. We use the P3P method (Kneip
et al., 2011) together with RANSAC to find an inlier set of 2D-3D correspondences for each of the n images. We add a loop closure between the query
frame and the frame which has the highest number of 2D-3D correspondences
provided that this number exceeds a threshold.

4.2.4. Optimization
For graph optimization, we use the double-window optimization method (Strasdat et al., 2011) which we implement using Google’s Ceres Solver (Agarwal
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et al., 2014). In double-window optimization, we simultaneously optimize both
an inner window and outer window which correspond to sets of pose-point constraints and sets of pose-pose constraints respectively. For robustness to outliers,
we use the Huber and Cauchy robust cost functions respectively for the inner and
outer windows. We make one modification to the double-window optimization
such that we include residuals, each of which corresponds to the error between
the vertical direction associated with the MAV’s estimated pose and the vertical
direction measurement from the IMU. This modification ensures that the map is
aligned with the ground plane.

4.3. Experiments and Results
We conduct experiments with the four-camera variant of the AscTec Firefly
platform to evaluate the accuracy of our vSLAM implementation. We use the
SLAM-based self-calibration method for multi-stereo-camera systems described
in Chapter 2 to calibrate the two-stereo-camera system, and Furgale et al. (2013a)
to find the transform between the camera system and the IMU. We use a Vicon
motion capture system in some experiments for the sole purpose of collecting
ground truth data. The results of these experiments are described in detail in this
section.
We conduct a combination of both simulation and real-world experiments.
The simulation experiments are designed to provide a quantitative analysis of
the accuracy of our 3-point algorithm for motion estimation. Two real-world
experiments are carried out in different settings to verify the accuracy of the
poses estimated by our vSLAM implementation. In both real-world experiments,
the MAV flies autonomously by relying on pose estimates from vSLAM which
are input to the state estimator, and we manually send velocity commands to
the MAV via a remote control. In the first experiment, the MAV moves along
multiple loops in an indoor environment, and we use the Vicon motion capture
system to record the MAV poses. In the second experiment, the MAV flies in
a horizontal loop in an outdoor environment, and we use the loop closure error
metric to evaluate the pose accuracy.
In all real-world experiments, the input to our vSLAM implementation consists of 754 × 480 images from the two-stereo-camera system together with
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inertial data, and our vSLAM implementation runs at 7-12 Hz with the inner
window size and outer window size for the double-window optimization set to
15 and 50 respectively.

4.3.1. Simulation Experiments
Here, we run simulations to quantify the accuracy of our 3-point algorithm
for motion estimation, and compare the accuracy against that of the 2-point
algorithm based on the Ackermann motion model (Lee et al., 2013a) and that
of the linear 17-point algorithm (Pless, 2003). In each simulation, we use the
same multi-camera system setup on the MAV. For each trial, we generate a
random relative motion (θ, ρ) where θ and ρ are the relative yaw and scale
respectively of the Ackermann motion defined in Lee et al. (2013a). θ and ρ are
assigned random values within the ranges of [0.05, 0.15] rad and [0.25, 0.75] m
respectively. The 3D scene points are randomly generated within the range of
[−10, 10] m with respect to the world reference frame. Point correspondences
are obtained by reprojecting the 3D scene points into the cameras, and we ensure
that each 3D scene point is seen by at least one camera over two consecutive
frames.
Figures 4.1a and 4.1b show the average translation and rotation errors over
1000 trials, and a range of pixel noise levels between 0 and 1 pixels and with
a 0.1 pixel interval. Following Quan and Lan (1999), we define the translation
error as 2||t − t̃||/(||t|| + ||t̃||), where t and t̃ are the estimated and ground truth
translations. The rotation error is defined as the norm of the Euler angles from
RR̃T , where R and R̃ are the estimated and ground truth rotation matrices. We
can see that the errors from the linear 17-point algorithm are significantly higher,
while the 2-point and our 3-point algorithms similarly show low errors.
Figures 4.1c and 4.1d show the translation and rotation errors over 1000 trials,
and a range of IMU noise levels between 0 and 0.6 degrees and with an interval
of 0.1 degrees. The pixel noise is kept fixed at 0.5 pixels. At each IMU noise
level, we collectively corrupt the roll, pitch and yaw angles with noise. We can
see that the error from the linear 17-point algorithm is significantly higher than
our 3-point algorithm despite the fact that the relative rotation measurement
from the IMU is corrupted with noise. Note that the IMU used on our MAV has
a maximum error of 0.1 degrees over two consecutive frames.
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We also look at how each algorithm performs when we allow relative motion along the z-axis, and here, the Ackermann motion constraint is violated.
Figures 4.1e and 4.1f show the translation and rotation errors as we set the zcomponent of the relative translation from 0 to 0.6 m with a step of 0.1 m. The
pixel noise is kept fixed at 0.5 pixels. We can see that the errors from the 2-point
algorithm increase as the Ackermann constraint is increasingly violated. In contrast, the errors from our 3-point algorithm remain relatively constant, and at the
same time, they are significantly lower than the errors from the linear 17-point
algorithm.

4.3.2. Indoor Experiment
In this indoor experiment, the MAV flies 3 loops over a distance of 45.48 m,
starting each loop at an increasing height. Figure 4.2 shows the state of the
keyframe graph at the end of the flight. In this figure, the keyframes belonging
to the inner and outer windows are marked with red and blue spheres respectively. Green lines between keyframe pairs indicate loop closures. Green points
represent 3D scene points in the map while yellow points represent 3D scene
points observed in the inner window. A blue line traces the keyframe positions
as estimated by our vSLAM implementation. A red line traces the corresponding
Vicon-measured keyframe positions.
Based on Vicon measurements, the average error of the 110 keyframe positions is 6.34 cm. We observe that the errors associated with the keyframes not
belonging to either the inner or outer windows, and especially at the boundary of the outer window, are higher as these keyframes are not included in the
optimization.
We re-run the vSLAM implementation with real-time playback of the data
logged from this experiment, and make one change to the double-window optimization such that the outer window includes all keyframes except those in the
inner window. Figure 4.3 shows the state of the keyframe graph at the end of
the flight. As expected, the average error of the keyframe positions decreases
to 4.57 cm. However, with this outer window setting, the double-window optimization no longer runs in constant time, and thus, is not capable of real-time
performance.
The results show that by switching from optimization over all keyframes
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Figure 4.1.: Comparisons of translation (no units) and rotation (rad) errors from
the Ackermann 2-pt, linear 17-point, and our 3-point algorithms in
simulation over (a)-(b) image pixel noise, (c)-(d) IMU noise with
pixel noise fixed at 0.5 pixels, and (e)-(f) off Ackermann motion
along the z-axis with pixel noise fixed at 0.5 pixels.
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Figure 4.2.: We show the keyframe graph at the end of a 3-loop flight in an indoor environment. The red and blue spheres represent the keyframe
poses belonging to the inner and outer windows respectively. A
blue line traces the keyframe positions while a red line traces the
corresponding Vicon-measured positions.

Figure 4.3.: We increase the size of the outer window to include all keyframes
except those in the inner window. As a result, the keyframe position accuracy increases, but the running time of the double-window
optimization now scales with the number of keyframes instead of
being constant.
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to optimization with fixed-size inner and outer windows, the accuracy of the
keyframe positions slightly decreases. However, the keyframe poses are still
reasonably accurate for tasks such as mapping and path planning.

4.3.3. Outdoor Experiment
In this outdoor experiment, we disable the loop closure detection as we want
to evaluate the pose drift in the absence of loop closures. Here, the MAV flies
one large loop on hilly terrain, and both the start and end points are the same.
The flight time is 185 seconds, and the traveled distance is 112.98 m. At the
end of the flight, the resulting keyframe graph has 820 keyframes. Figure 4.4
shows the MAV’s path estimated by our vSLAM implementation. In this figure,
a purple square and red circle mark the start and end points of the flight. The
distance between the start and end point is 3.31 m, and thus, the loop closure
error is 2.93%.

4.4. Summary
Through real-world experiments in indoor and outdoor environments, we demonstrate a novel system implementation in the form of real-time on-board vSLAM
with loop closures on a MAV with multiple cameras. The MAV is able to perform autonomous flight based on the pose estimates from vSLAM. Furthermore,
the successful demonstration of vSLAM validates our novel 3-point algorithm
for relative motion estimation.

88

4.4. Summary

Figure 4.4.: In an outdoor experiment, we plot the (x, y) positions of the MAV
estimated by our vSLAM implementation. A purple square and red
circle mark the start and end points which are the same. Green dots
represent 3D scene points.
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5. Mapping and Exploration in
Unknown Environments
In this chapter, we describe a novel mapping algorithm that is computationally efficient and has constant space complexity, and show novel MAV system
implementations that are the first known vision-guided MAVs to demonstrate
exploration behaviors in both indoor and outdoor environments. This work has
been published in Heng et al. (2014c). Each MAV incrementally builds a 3D
occupancy map based on a tiled octree-based data structure that allows the mapping to have constant space complexity. At each map update step, we use an
inverse sensor measurement model appropriate for a stereo camera and pyramidal ray casting to efficiently update the map. Using this map, the MAV moves
autonomously from one point to another using the VFH+ algorithm (Ulrich and
Borenstein, 1998). It plans exploration strategies based on the frontier-based
exploration algorithm (Yamauchi, 1997) where frontiers are selected from a
horizontal slice of the 3D occupancy map which is constructed on-board. The
frontier-based exploration algorithm works well in cluttered environments where
distinctive frontiers can be identified. The algorithm, however, under-performs
in open areas where clearly defined frontiers are absent. This is because in open
areas, the disparity map computed from stereo is very sparse, and thus, very
few measurements are available. Unlike laser measurements, free space can
only be inferred from disparity measurements that correspond to obstacles. As a
remedy, we implement the Bug algorithm (Choset et al., 2005) for autonomous
wall-following which can optionally be selected as the substitute exploration
algorithm in cases where the frontier-based exploration under-performs. We
manually choose either the frontier-based exploration or the Bug-based exploration depending on the environment which the MAV is expected to explore.
We summarize the sections of this chapter as follows. Section 5.1 discusses
related work. Section 5.2 shows the hardware and software design of our two
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MAV systems. The state estimation for the MAVs is described in Section 5.3.
In Section 5.4, we describe our mapping algorithm in detail, and likewise in
Section 5.5, we describe our planning and exploration algorithms. Lastly, we
show the experimental results in Section 5.6.

5.1. Related Work
There is a considerable number of works on the use of a laser scanner to achieve
MAV autonomy. The main reason for the choice of a laser scanner over a
stereo camera is that range measurements from a laser scanner are much more
accurate and reliable compared to those from a stereo camera. Hence, the use
of a laser scanner leads to control, pose estimation, mapping, and navigation
being more reliable. Laser scan matching is typically employed in relative
motion estimation and finding loop closure candidates. A mirror is often used to
redirect downwards a few laser beams from a horizontally-mounted laser range
finder so that the MAV can estimate the distance to the ground. Likewise, a few
laser beams are reflected upwards for estimation of the distance to the ceiling.
Current real-time 3D SLAM implementations for computationally constrained
platforms do not scale to large environments, and hence, either a 2D SLAM
or a pose graph SLAM implementation is used. Grzonka et al. (2012) runs a
4-DoF pose graph SLAM implementation; all modules except the device drivers
run off-board on a ground station. Similarly, Dryanovski et al. (2013) runs
a 2D SLAM implementation (GMapping) with all modules running on-board.
Bachrach et al. (2011) also runs the GMapping implementation and a similar
planner, and demonstrates indoor exploration with a 2D map. However, all
modules except the state estimation run off-board on a ground station. Shen
et al. (2012) advances the state-of-art for laser-guided MAVs by maintaining a
3D occupancy map and 6-DOF pose graph which is optimized by an iterative
EKF, showing 3D indoor exploration and running all processes on-board. In
addition, they use a Kinect for mapping, and a camera and vocabulary tree to
detect loop closures in the pose graph. Despite the close similarities to our work,
we highlight one important difference: we use cameras whereas the described
works use a laser scanner as the main sensor. By using cameras, we have to deal
with a significantly higher level of measurement noise, and allocate much more
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computational resources to building a map from image data. The remaining
computational resources have to be carefully managed, and suitable planning
and exploration algorithms with low computational requirements have to be
selected so that autonomous exploration can take place. At the same time, it is
not possible to use a stereo camera with a limited field of view to estimate the
distance to the floor and ceiling. Limited computational resources do not allow
for an additional downward or upward-looking stereo camera. Hence, we use
our custom-built downward-looking optical flow sensor with its own on-board
processing to provide ground distance measurements and precise metric velocity
measurements.
Artificial-marker-aided vision-based flights are demonstrated in Eberli et al.
(2011); Meier et al. (2012). Eberli et al. (2011) shows autonomous takeoff,
landing, and hovering using one circular artificial marker. This marker is detected in images from a monocular camera, and used to estimate the pose of
the MAV. The pose data is fed back to a set-point controller in order to achieve
autonomous takeoff, landing, and hovering. Meier et al. (2012) pushed the technology further by demonstrating autonomous takeoff, landing, hovering, and
waypoint following over a much larger space using numerous ARToolKitPlus
(Wagner and Schmalstieg, 2007) markers laid on the ground. Their MAV is
equipped with a single downward-looking camera which detects these markers
and computes the MAV’s pose. We note that the autonomy in both works is
largely restricted to the area covered by the artificial markers. Heng et al. (2011)
shows autonomous occupancy grid mapping and global path planning on a MAV.
The poses of the MAV are obtained from the Vicon system, thus restricting the
autonomy of the MAV to the Vicon space.
MAVs that rely on a single downward-looking camera for pose estimation
have demonstrated landing, takeoff, hovering, and mapping in Blösch et al.
(2010); Achtelik et al. (2011). However, they cannot demonstrate other autonomous behaviors such as path planning and exploration because the downwardlooking camera is not able to perceive the portion of the environment in front
of the MAV. In contrast, we use both a forward-looking stereo camera and a
downward-looking optical flow sensor. Consequently, this allows our MAVs
to have a better perception of the environment, and thus, the ability to do autonomous path planning and exploration.
Shen et al. (2013a) uses a MAV with two forward-looking cameras for pose
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estimation: a fisheye camera, and a normal camera. The fisheye camera is used
to track features and maintain a local sparse map which comprises currently
tracked features. The scale of the map is maintained via stereo correspondences
computed with the two cameras. 2D-3D correspondences are used to estimate
the pose of the MAV. However, they do not demonstrate mapping, planning,
and exploration. Bills et al. (2011) implements an approach for higher level
navigation using a Parrot AR.Drone. Utilizing image classification, the MAV is
able to follow corridors, and even make turns, but no notion of a metric map is
involved. Similarly, Mori and Scherer (2013) use a Parrot AR.Drone for local
obstacle avoidance with a forward-looking monocular camera, but demonstrate
neither mapping nor exploration.
Schmid et al. (2014) demonstrates the most advanced vision-based MAV so
far; they show mapping and path planning on a MAV with a forward-looking
stereo camera. The computationally-expensive semi-global matching is outsourced to a low-power FPGA board. However, they do not show exploration.
Due to the need to transfer images and depth maps to and from the FPGA board
respectively, the latency associated with the poses estimated from visual odometry is significantly higher than that in our approach which computes depth maps
and visual odometry poses together on the same single board computer. This
lower latency associated with the pose estimates from visual odometry together
with the extremely high frequency of velocity estimates from optical flow provided at 250 Hz enable the control system on our MAVs to be more responsive.
Furthermore, in texture-poor environments, optical flow still works, but visual
odometry may fail. Dependence on the optical flow sensor allows our MAVs to
fly in texture-poor environments. However, our use of the optical flow sensor
only allows for flights in environments with relatively flat ground.

5.2. System Implementation
We use the PIXHAWK Cheetah platform and the two-camera variant of the
AscTec Firefly platform to demonstrate autonomous mapping and exploration.
Details about these platforms can be found in Appendix A.1. In this section,
we give a brief description of the hardware and software designs of these MAV
platforms. Both MAVs are designed for self-contained autonomous flight with
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all processes running on-board. Figure 5.1 shows a schematic of the hardware
and software components for each platform. Both MAVs are equipped with a
downward-looking optical flow sensor and a front-looking stereo rig. The stereo
process computes rectified images and depth maps from each stereo image pair.
Both data streams are used by the visual odometry (see Section 5.3.2 for more
details) while the 3D mapper only uses the depth maps together with the pose
estimates from the state estimator to incrementally build a 3D occupancy map.
The exploration module uses the computed 3D map for autonomous behaviors
such as local navigation and exploration. The exploration module selects new
waypoints and passes these waypoints to the position controller which moves the
MAV from its current location to the currently commanded waypoint. The stereo
processing, visual odometry, mapping, and exploration modules run on-board
the single board computer.
The main differences between the two platforms are the controller and state estimator implementations shown as blocks with red dotted outlines in Figure 5.1.
The controller implementation on the AscTec Firefly is provided by AscTec. We
implement and modify the EKF-based sensor fusion framework (Weiss et al.,
2013) to fuse data from the IMU, magnetometer, optical flow sensor, and visual
odometry. On the PIXHAWK Cheetah, we use the pxIMU hardware which
executes state estimation, and position and attitude control on an ARM7 microcontroller in hard real-time. Details on the state estimation and control for the
PIXHAWK Cheetah can be found in Meier et al. (2012).

5.3. State Estimation
In this section, we describe the estimation processes for the metric velocity from
optical flow, and pose from visual odometry. We also describe the fusion of the
metric velocity measurements from optical flow and pose measurements from
visual odometry together with data from the IMU and magnetometer to estimate
the full state of the MAV.
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Figure 5.1.: System diagram for the AscTec Firefly (left) and PIXHAWK Cheetah (right). The green blocks mark system components that run onboard the MAV. The blue blocks mark system components which are
implemented on microcontrollers. The red dotted outlines enclose
the system components that differ between the two MAV systems.

5.3.1. Metric Velocity Estimates from Optical Flow
Figure 5.2 shows our optical flow sensor together with a typical outdoor image
captured by the integrated image sensor. The optical flow sensor estimates the
optical flow between two consecutive frames at 250 Hz via block matching
based on the sum of absolute differences (SAD). Subsequently, the distance
reading from the ultrasonic range sensor is used to scale the optical flow to
metric velocity in the sensor frame. Details on how the optical flow sensor
computes the metric velocity estimates can be found in Honegger et al. (2013).
Transformation of the metric velocity estimates from the optical flow sensor
frame to the MAV’s body frame requires angular rate compensation, which
in turn, requires knowledge of the MAV state estimate. Thus, angular rate
compensation is performed in the state estimation process.
We run two experiments to demonstrate the accuracy of the velocity measurements from the optical flow sensor. In the first experiment, we repeatedly rotate
the optical flow sensor around the vertical axis, and plot in Figure 5.3 both the
rotational component of the velocity estimates from the optical flow sensor and
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Figure 5.2.: The PX4Flow optical flow sensor and typical street texture as seen
through a 16 mm M12 lens by the flow sensor at an altitude of 0.8
m.

the angular velocity measurements from the gyroscope that is located on the optical flow sensor and aligned with the image sensor. The RMSE of the rotational
velocity estimates from the optical flow sensor with respect to the gyroscope
measurements is 0.192 rad/s. In the second experiment, the MAV moves twice
along a square-shaped trajectory which starts and ends at the same point. To
obtain the position of the MAV, we do a simple integration of the linear component of the velocity estimates from the optical flow sensor over time; the linear
component is obtained by applying angular rate compensation to the velocity
estimates from the optical flow sensor. We plot the estimated position of the
MAV in Figure 5.4. We observe a position error of 52 cm between the start and
end points over a trajectory of 32 m; the resulting loop closure error is 1.63%.
This position error is mainly caused by small errors in the velocity estimates
from the optical flow sensor that accumulate over time, and the limited accuracy
of the magnetometer and accelerometer data used in the attitude estimation by
the IMU and which angular rate compensation depends on. Both experiments
show the accuracy of the velocity measurements from the optical flow sensor.
One limitation of the optical flow sensor is that velocity measurements are
only available as long as the MAV is at most 5 m above the ground. This is
because the maximum range of the ultrasonic distance sensor is 5 m. Another
limitation is the maximum velocity of the MAV. The maximum velocity vmax
that can be measured with the optical flow sensor using the SAD algorithm with
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Figure 5.3.: A comparison is shown between angular velocity measurements
from the optical flow sensor and gyroscope during a rotation around
the vertical axis. Both measurements are shown to coincide closely.
a search window of size w pixels and at x Hz can be calculated:
vmax =

whx
f

(5.1)

where f is the focal length, and h is the height of the optical flow sensor above
the ground. In our experiments, the MAV typically flies 1 m above the ground,
and we use the following values: w = 4, x = 250, and f = 666. Hence,
the maximum velocity of the MAV that the optical flow sensor works up to is
1.5 m/s. The use of the optical flow sensor introduces the assumption that the
ground over which the MAV flies is locally flat, and thus, the MAV is restricted
to flights over relatively flat ground.

5.3.2. Pose Estimates from Visual Odometry
We use the front-looking stereo camera to compute the visual odometry that
estimates the absolute 6-DOF pose of the MAV. We do not compute the pose
covariance here. As mentioned earlier, the visual odometry runs on the single
board computer.
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Figure 5.4.: Linear velocity measurements from the optical flow sensor are integrated over time as the MAV moves twice along a square-shaped
trajectory which starts and ends at the same point. The green square
marks the estimated position of the MAV at the beginning of the
trajectory, and the blue triangle marks the estimated position of the
MAV at the end of the trajectory.

We wish to minimize visual odometry drift so we use keyframe-based visual
odometry as described in Scaramuzza and Fraundorfer (2011). To limit drift,
we maintain a reference frame and compute the poses of the subsequent frames
by localization with respect to the reference frame. From the left cameras of
both the reference and current frames, we first extract FAST corners (Rosten
et al., 2010), compute their BRIEF descriptors (Calonder et al., 2012), and
find matches between the two frames. Here, the reference frame includes the
rectified image from the left camera, and depth map from the stereo process.
The current frame only consists of the image from the left camera. The 3D
points are computed from the depth map of the reference frame. Next, we get
the 2D-3D correspondences between the current frame and the reference frame
from 2D-2D matches of the image features. Lastly, we compute the current
pose with RANSAC PnP (Fischler and Bolles, 1981) followed by non-linear
refinement with a robust cost function (Hartley and Zisserman, 2004). We do
not use the depth map for the current frame because Nistér et al. (2004) shows
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that optimization of the reprojection error in 2D-3D matching provides more
accuracy than optimization of the 3D-3D error in 3D-3D matching. Furthermore,
we do not use the image from the right camera for both the reference and current
frames as the depth map is already available for the reference frame, and we
avoid extra computations incurred from matching features between the left and
right images and triangulating the matched features.
We select a new reference frame based on the following conditions:
• The number of geometric inliers of the feature correspondences has to be
above a threshold value.
• Either the Euclidean or angular distance measured between the existing
reference frame and the current frame exceeds a threshold value.
In cases where there are no sufficient matches, we do not compute the pose. If
this persists over a certain period of time, we replace the reference frame with
the current frame. The advantage of using reference frames as compared to
consecutive frame-to-frame matching is that it is less susceptible to drift. This
is because we compute the current pose by localizing the current frame directly
on the reference frame instead of concatenating frame-to-frame relative pose
estimates which increases the chance for errors to accumulate. In particular,
our key-frame visual odometry helps to stabilize the MAV during hovering by
eliminating any possible local drift.

5.3.3. Sensor Fusion
Sensor fusion is required to fuse measurement data from multiple sources so that
we obtain a coherent state estimate. We use different sensor fusion approaches
for our MAV platforms. For the Asctec Firefly, we use the EKF-based sensor
fusion framework from Weiss et al. (2013). This framework is distributed in the
sense that the state prediction runs on the AscTec Firefly’s autopilot, while the
measurement update runs on the single board computer. The measurement update treats data from the magnetometer, optical flow sensor, and visual odometry
as three separate measurements which are used to update the state. In contrast,
the state estimation approach on the PIXHAWK Cheetah (Meier et al., 2012)
differs in two aspects: both the state prediction and estimation run on the pxIMU
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hardware, and due to the computational limitations of the pxIMU hardware, we
use a simple Kalman filter. However, we show in our experimental results in
Section 5.6 that the state estimates from these two platforms are comparable in
accuracy. More details on the state estimation implementations for the AscTec
Firefly and PIXHAWK Cheetah can be obtained from Weiss et al. (2013) and
Meier et al. (2012) respectively.
It is well-known that the ultrasonic distance sensor suffers from spikes in
distance measurements due to specular reflectance and acoustic noise. We plot
the distance measurements from the ultrasonic distance sensor located on the
downward-looking optical flow sensor, and the z-component of the state estimates in Figure 5.5. There is a constant offset between the two plots as the optical flow sensor is located below the IMU whose reference frame coincides with
the body reference frame. The figure shows that the state estimator gracefully
handles the spikes in the distance measurements from the ultrasonic distance
sensor. As a result, to maximize the robustness of the state estimator, we use
the estimated z-component of the estimated state instead of the ultrasonic distance measurement to scale the optical flow measurements to metric velocity
measurements.

Figure 5.5.: The ultrasonic distance measurements are plotted with the zestimates from the state estimator over time. The state estimator
successfully rejects outlier measurements from the ultrasonic distance sensor.
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5.4. Environment Mapping
An accurate 3D occupancy map is critical for successful planning and exploration. At the same time, the map has to be updated at a sufficiently high
frequency so that the planning module can react in time to unforeseen obstacles.
Our occupancy map implementation is based on an octree with dynamic tile
caching which requires a constant amount of memory regardless of the size of
the area being mapped. With our occupancy map implementation, MAVs with
limited memory resources can explore large areas as long as sufficient hard disk
space is available to store unused tiles. We use an inverse sensor measurement
model based on a stereo camera to update the 3D occupancy map. We make the
map update possible at a high frequency and in real-time via the use of a modified version of an efficient ray traversal technique (Revelles et al., 2000) and a
pyramidal line drawing technique (Andert, 2009) which reduces the number of
cells in the 3D occupancy map to be updated.

5.4.1. Data Structure
We choose the data structure for the 3D occupancy map to be an octree; any
environment in which the MAV operates is always sparse in the sense that the
size of unknown areas is much larger than the size of explored areas, and in
this case, an octree data structure makes much more efficient use of memory
in contrast to a regular 3D occupancy grid as the octree data structure only
stores occupancy cells corresponding to areas that have been explored. However,
an octree-based 3D occupancy map grows over time as the area explored by
the MAV increases. At some point, the map runs out of memory, causing a
catastrophic failure. To solve this issue, we implement a tiled octree-based 3D
occupancy map with dynamic tile caching; the occupancy map is a rolling tiled
map that is continually centered on the MAV. The tiles that currently make up
the current map are stored in a octree data structure in memory, while all other
tiles are stored on disk.
In contrast, in the widely-used OctoMap implementation (Hornung et al.,
2013) which we used in our previous papers, the size of the 3D occupancy
map increases over time with no bounds on the maximum size of the map.
Furthermore, OctoMap does not allow us to efficiently implement an inverse
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sensor measurement model for a stereo camera and pyramidal line drawing
(Andert, 2009). Revelles et al. (2000) shows that the bottom-up 3D-DDA ray
traversal technique used by OctoMap is less efficient than the top-down ray
traversal technique we use in our 3D occupancy map.
In our implementation, the 3D occupancy map has equal dimensions and has
resolution r. We use a map resolution of 0.25 m for both indoor and outdoor
environments. The width of the map is 4 tiles, each of which corresponds to a
octree with height:


R
+1
(5.2)
h = log2
r
where R is the maximum range of the stereo camera. In this way, we ensure
that regardless of the location of the MAV, any occupancy cell to be updated
does not lie outside the map. Each cell stores a log-odds value which reflects the
occupancy probability. Intuitively, we model the occupancy map as an octree
whose height is h + 2 as an octree is memory-efficient and is able to model
3D environments with high levels of detail. The occupancy map is a rolling
map that moves with the MAV, and which only contains tiles within the MAV’s
vicinity. All other tiles that have been initialized and are no longer within
the map boundary are saved to disk, and reloaded when the MAV returns to
the same area in future. To minimize the latency effects associated with disk
I/O operations, a separate thread caches all existing tiles that are outside the
map, but are within the boundary of a hypothetical octree of height h + 3 with
the same center as the occupancy map. With this data structure design, the
memory required by the map has an upper bound which is in the order of tens
of megabytes in our case. For purposes of clarity, we use Figure 5.6 to explain
how our map implementation would work in 2D space.

5.4.2. Inverse Sensor Measurement Model
An inverse sensor measurement model maps the measurement from a sensor
to an occupancy map; this occupancy map specifies at every point in space the
probability that the 3D point inferred from the sensor measurement exists at
that point. In our case, for purposes of computational efficiency and tractability,
this occupancy map is a 1D map that spans a ray with its endpoint located
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(a) At t = 0, during the map initialization, 16 tiles marked as green
squares are created to form the current map. Each tile is an octree with
height h, and the current map is an
octree with height h + 2.

(b) At t = t1 , the MAV has flown to
a new position, and as the MAV
flies, the map is recentered. The
yellow squares represent tiles that
have been created as part of the
map before, and are now cached as
they are considered to lie outside but
near the current map boundary. The
grey squares represent tiles that have
been created as part of the map before, and are now stored on disk, as
they are far away from the current
map boundary.

(c) At t = t2 , the MAV has again flown
to a new position. Note that only at
most 64 tiles are stored in memory at
any time; 16 tiles form the map, and
at most 48 tiles are cached and ready
to be loaded once the map recenters.

Figure 5.6.: We illustrate how our tiled octree-based occupancy map with dynamic tile caching works in 2D space.
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at the sensor, and which intersects the 3D point associated with the sensor
measurement.
For a stereo camera, given a disparity measurement d at pixel coordinate (i,j)
in the disparity map, the coordinates of the corresponding 3D point relative to
the camera coordinate system are:

  i−cx 
xcam
f
j−c 
 ycam  = 
 f y
bf
zcam

(5.3)

d

where b, (cx ,cy ), and f are the baseline, coordinates of the principal point, and
focal length of the camera respectively.
Differentiating the 3rd row of Equation (5.3), we get:
∆zcam =

bf
∆d
d2

(5.4)

∆zcam denotes the uncertainty of the range measurement corresponding to
∆d, the uncertainty of the disparity measurement d. We use the OpenCV stereo
block matching implementation that computes sub-pixel disparity measurements
1
with a resolution of 16
pixels. However, we choose a conservative value of
∆d = 0.5 here.
Equation (5.4) tells us that the smaller the disparity measurement, the larger
the measured distance of the associated 3D point, and the larger the uncertainty
of the range measurement. Correspondingly, the occupancy probability of a
cell located at that 3D point is lower. Hence, we design the inverse sensor
measurement model for a stereo camera such that the occupancy probability is
a function of the distance from the camera, and this function is based on the
Gaussian function with the following properties:
Property I. The peak is centered on the range measurement and its height
is a decreasing exponential function of the range measurement
resolution.
Property II. The width is controlled by the range measurement resolution.

104

5.4. Environment Mapping
Property III. On the left side of the peak, the minimum of the function equals
the occupancy probability of free space, pf ree , and on the right
side of the peak, the minimum of the function equals the occupancy probability of unknown space, punknown .
We parameterize the model as a piecewise-defined function based on two
Gaussian functions due to property III:

 r−r 2
− 12 ∆rpp
p
+
(a
+
p
−
p
)e
if 0 < r ≤ rp
f ree
unknown
f ree

2
p(r, rp ) =
1 r−rp
−

punknown + ae 2 c
if r > rp
(5.5)
Given a distance measurementqrp and distance r, p(r) is the occupancy probability at that distance. rp =

x2p + yp2 + zp2 is the distance to the measured

r2

point (xp , yp , zp ). ∆rp = bfp ∆d is the uncertainty of the measured distance
with ∆d = 0.5 as explained earlier. a and c are two parameters which control
the height and width of the function respectively. The inclusion of the left term
of each subfunction satisfies property III. The use of the Gaussian function in the
right term of each subfunction and whose width is dependent on ∆rp satisfies
property II.
To satisfy property I, the value of a is computed as:
a = k(1 − punknown )e−∆rp

(5.6)

where k ≤ 1 is a weight indicating how significant the range measurement is.
We choose the value of c such that both subfunctions are approximately symmetric around the peak. We make use of the fact that c is related to w, the full
width at x percent of maximum of the peak of the second subfunction via the
equation:
p
w = 2 2 ln(100/x)c
(5.7)
where 0 ≤ x ≤ 100. Setting the width of the second subfunction to be the same
as that of the first subfunction at the point of half maximum of the peak of the
second Gaussian function, we compute c:
s
a
)
ln(1 + a+1−2p
min
c=
∆rp
(5.8)
ln 2
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For the model in Andert (2009), the occupancy probability distribution is
asymmetrical around the peak; this asymmetry gets more pronounced as the
distance measurement increases. This asymmetry property is not ideal since two
points located near the peak and at either side of the peak should have the same
occupancy probability. Furthermore, as rp → 0, p(r, rp ) → ∞ which violates
the constraint that a occupancy probability value must be between 0 and 1. In
contrast, for our model, the occupancy probability distribution is approximately
symmetrical around the peak, and is bounded between pf ree ≥ 0 and 1.
1
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Figure 5.7.: Inverse sensor measurement model for a stereo camera with b = 0.2,
f = 650, k = 1, pf ree = 0.3, and punknown = 0.5.
Figure 5.7 shows the output from the inverse sensor measurement model for
varying values of rp . For computational efficiency, we use a look-up table for
the inverse sensor measurement model.

5.4.3. Ray Traversal
Revelles et al. (2000) details an algorithm for octree traversal of a ray with an
origin, unit direction vector, and infinite length. However, we do not want to
unnecessarily update occupancy cells that lie behind the observed 3D points.
Hence, we modify the algorithm such that we traverse a line segment with two
endpoints in the map which is an octree with height h + 2.
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The ray traversal algorithm also computes all points at which the ray intersects the cell boundaries. Using this information, we compute the measurement
probability for each cell by choosing the maximum of the probability distribution between the point at which the ray enters the cell, and the point at which
the ray leaves the cell.

5.4.4. Pyramidal Line Drawing
Since the point cloud from a stereo frame potentially contains up to ∼350000
points, it is inefficient to directly use each point in the point cloud to update a 3D
occupancy map. Instead, we use the pyramidal line drawing technique (Andert,
2009) to significantly reduce the number of occupancy grid cells that have to be
updated.
If the 3D points associated with neighboring pixels in the depth map are
closer to the camera, it is more likely that these points could fall in the same
occupancy cell, and in this case, it is not efficient to update the same occupancy
cell using all these measured 3D points. Pyramidal line drawing solves this
problem. First, we create a pyramid of depth maps in which the original depth
map is stored at the minimal level and is successively downsampled as we go
up the pyramid. Denoting the original depth image as d0 (x, y) = d(x, y), we
generate successive downsampled depth images:
di+1 (x, y) = max{di (2x, 2y),
di (2x + 1, 2y),
di (2x, 2y + 1),

(5.9)

di (2x + 1, 2y + 1)}
We start at the maximal pyramid level. Given a pixel value di (x, y), if ∆p =
is less than the map resolution, we traverse the line from the camera
f

di (x,y)
2i

to the associated 3D point. Otherwise, we try to trace the lines for the pixels
di−1 (2x, 2y), di−1 (2x+1, 2y), di−1 (2x, 2y +1), and di−1 (2x+1, 2y +1). We
stop the recursion at the minimal pyramid level where lines are always traversed.
In our experiments, we observe that the map update with the pyramidal line
drawing technique typically takes a single-digit percentage of the time required
for the map update with the technique disabled.
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5.5. Planning and Exploration
The MAV makes use of the current state estimate and the 3D map to do path
planning and exploration. We use two different exploration strategies depending
on the type of environment that the MAV operates in: frontier-based exploration
and wall-following exploration.

3D Occupancy
Grid Mapping
10 Hz

2D map
slice at
fixed
altitude

Frontier-Based
Exploration
2 Hz

Goal

Vector Field
Histogram
10 Hz

Waypoint

(a) Frontier-based exploration module for environments densely populated with objects.
3D Occupancy
Grid Mapping
10 Hz

Wall Following
5 Hz

Waypoint

(b) Wall-following exploration module for open areas and environments sparsely populated with objects.

Figure 5.8.: Two different exploration modules for specific environments.
Figure 5.8(a) shows the sub-components of the frontier-based exploration
module for environments which are densely populated with objects. In these
environments, frontiers are clearly defined. Autonomous goal selection is done
by the frontier-based exploration which makes the selection based on a 2D
slice of the current occupancy map at a fixed altitude. The MAV follows a
sequence of waypoints chosen by the VFH+ algorithm. Figure 5.8(b) shows
the sub-components of the wall-following exploration module for environments
which are sparsely populated with objects, for example, mostly open areas. In
these environments, frontiers are absent, and thus, frontier-based exploration
does not work. In this case, the Bug algorithm for wall-following replaces the
frontier-based exploration and VFH+ algorithm, and generates waypoints at a

108

5.5. Planning and Exploration
fixed altitude. The selection of the exploration algorithm is done manually in
our current implementation.

5.5.1. Exploration
Frontier-Based Exploration
We build on top of our state estimation (Section 5.3) and mapping (Section 5.4)
algorithms the capability to autonomously explore and map an unknown environment. This essentially turns our mapping algorithm into active mapping
(Makarenko et al., 2002) where waypoints are selected autonomously based on
the exploration strategy. We use the frontier-based exploration (Yamauchi, 1997)
algorithm as our exploration strategy, and we set a fixed altitude for the MAV to
fly at during the exploration process.
Exploration begins at an arbitrary location in an unknown environment. The
frontier behind the MAV is designated as the home frontier, and the MAV goes
to as many frontiers as possible until it reaches the home frontier and lands
at that frontier. Initially, the MAV extracts a 2D slice of the 3D occupancy
grid map based on its fixed altitude. Each grid cell in the map is classified as
either occupied, free, or unknown based on its occupancy probability. A grid
cell is labeled as a frontier cell if the cell is classified as free and has at least
1 neighbor classified as unknown. These frontier cells are then clustered into
frontiers via connected-component labeling. Both frontiers whose cell count is
below a threshold, and inaccessible frontiers are removed from the frontier set.
A flood-fill algorithm is initialized at the MAV’s current position, and frontiers
which contain cells not labeled by the flood-fill algorithm are determined as
inaccessible. The remaining frontiers are the regions where the MAV should
fly to in order to maximize additional information about the environment. The
centroid (Cxj , Cyj ) of the j th frontier in the map is computed as:
Cxj =
Cyj =

1
n
1
n

n
P
i=0
n
P
i=0

xji
yij

(5.10)

The MAV selects the centroid that is closest to its current location as its next

109

5. Mapping and Exploration in Unknown Environments

(a) Exploration at t1

(b) Exploration at t2

(c) Exploration at t3

Figure 5.9.: Various stages of indoor exploration. Each frontier is given an
unique color. White, gray, and black areas represent free, unknown,
and occupied space respectively. As the MAV explores the environment, an increasing number of cells in the frontier map are marked
as either occupied or free space.

desired waypoint. The desired heading κ is set to be the mean of the heading of
the frontier cells with respect to the centroid. The MAV then flies to the desired
waypoint using VFH+, and along the way, the occupancy map expands based
on successive stereo images. Once the MAV either reaches the desired frontier
or cannot reach that frontier within a certain period of time, the MAV selects
another frontier to go to. Exploration continues until the home frontier is the
only frontier left in the map, and the MAV lands at the home frontier.
Figure 5.9 shows the occupancy maps generated during an exploration run.
Figure 5.9a shows the MAV at the starting position. It builds a local occupancy
map in which two frontiers (represented by green and blue cells) are detected.
The MAV selects the nearest frontier (represented by a red dot) and flies towards
that frontier using the VFH+ algorithm. Once the MAV reaches its destination,
it retrieves the latest occupancy map, and chooses the next frontier to go to as
shown in Figure 5.9b. The frontier selection and mapping processes are repeated
until it is manually terminated in Figure 5.9c.
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Wall-Following Exploration
We adopt a wall-following exploration strategy using the Bug algorithm (Choset
et al., 2005) in open areas where the frontier-based exploration under-performs.
The MAV starts at an arbitrary location near a wall. A 3D occupancy grid map
described in Section 5.4 is built incrementally as the MAV follows the wall. An
example of the 3D occupancy map is shown in Figure 5.10. We extract the wall
plane from the 3D points from the stereo camera by doing iterative plane fittings
with RANSAC. The plane fitting process first begins with a plane hypothesis
from a randomly chosen set of 3 points and which is supported by a minimum
number of inlier points. A plane hypothesis is taken as the wall plane if its
normal is approximately orthogonal to the gravity vector as measured by the
IMU. The 3D points belonging to a plane which does not fulfil this criteria are
discarded, and the selection process continues iteratively with the remaining 3D
points until we find a suitable wall plane. Figure 5.11 shows an example of a
wall detected (highlighted in blue) by the plane detection algorithm. The MAV
has to select a desired waypoint once the wall is detected. This is done by first
computing the point p1 on the wall which is closest to the current position of
the MAV. We then compute the point p2 which is at a distance d away from p1
along the wall plane at the same altitude as the MAV, and the next waypoint p3 is
chosen as the point in the perpendicular direction from the plane with a distance
equal to the distance between p1 and the MAV’s current position. The choice of
d depends on the admissible distance from one waypoint to another. The chosen
waypoint is directly sent to the position controller of the MAV. Exploration with
wall-following terminates at the command of the operator.

5.5.2. Local Planning
The VFH+ algorithm is used to plan the path to the desired frontier if the frontierbased exploration algorithm is selected. The VFH+ planner uses the current
pose estimate and occupancy map. At each iteration, the planner constructs a
polar histogram centered at the MAV’s current position, and expands each cell
classified as occupied in the occupancy map by the sum of the MAV’s width
and safety clearance distance. The score of each histogram sector is based
on the distance between the MAV’s position and the obstacle cells falling in
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Figure 5.10.: A 3D occupancy map in the form of blue-colored voxels is built
incrementally as the MAV is following a wall. The trajectory of
the MAV is shown in red. An orange sphere marks the current
waypoint.

the histogram sector. The scores of all histogram sectors are thresholded to
yield candidate vector directions. Each vector direction has a score equal to
the weighted sum of three angular differences: between that vector direction
and the MAV’s current yaw, between that vector direction and the direction
towards the desired goal, and between that vector direction and the previously
chosen direction. This scoring method facilitates a smooth trajectory. The vector
direction with the lowest score is chosen as the direction for the MAV to travel
in. A set-point at a preset distance from the MAV along the vector direction is
sent to the position controller.
In Figure 5.12, the frontier-based exploration module has selected the desired
waypoint to be at the upper right of the image along the corridor. This figure
shows on the left side the cells in the occupancy map classified as occupied
and colored from blue to red in order of increasing height. The thresholded
polar histogram is visualized as a circle around the MAV. The green sectors
represent the set of feasible vector directions, while the red sectors represent
the set of infeasible vector directions due to the directions’ proximity to nearby
obstacles. The lines radiating out from the MAV represent the candidate vector
directions. The lines are colored according to their score: blue indicates a low
score while red indicates a high score. The set-point represented as an orange
sphere indicates the set-point along the desired vector direction.
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Figure 5.11.: The Bug algorithm detects the wall in an open area, and selects a
waypoint at a certain distance from the wall which the MAV flies
to. The current images from the stereo camera are shown at the
bottom left corner.

5.6. Experiments and Results
We show results from our experiments with the frontier-based exploration in
both indoor and outdoor environments.

5.6.1. State Estimation and Mapping
We demonstrate the state estimation and 3D mapping in an outdoor experiment
in which the AscTec Firefly MAV autonomously flies around a rectangularshaped building using manually-set waypoints. In this environment, tall buildings are located on both sides of the MAV’s flight path, and hence, no GPS fix
can be obtained. The distance flown by the MAV is 135 m. Figure 5.13 shows
the 3D obstacle map built by the AscTec Firefly; we overlay the obstacle map
on aerial imagery for ground truth comparison. For each occupancy cell, we
threshold the occupancy probability to check whether that cell is an obstacle.
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(a) Visualization of obstacle map
and VFH+ planning along a corridor. The left stereo image on
the top left shows the corridor.
The obstacle cells in the map are
colored from blue to red in order
of increasing height. The map
resolution is 0.25 m.

(b) Each point in the point cloud is
colored according to its distance
from the camera. This point
cloud is computed from the current stereo images at the time
instance that corresponds to the
left subfigure.

Figure 5.12.: Data visualization with a MAV traversing a corridor.
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A red line plots the MAV’s position estimated by the state estimator during the
flight. Drift is clearly visible mainly due to inaccurate magnetometer readings
in the area marked by a red circle in Figure 5.13.

Figure 5.13.: Top view of the 3D obstacle map overlaid on aerial imagery provided by Google Maps. The obstacle cells are colored from blue
to red in order of increasing height. A red circle marks the area
where inaccurate magnetometer readings occur, and significant
drift occurs as a result.

5.6.2. Frontier-Based Exploration
We test the autonomous frontier-based exploration of our MAVs in both indoor
and outdoor environments, and present results from the autonomous exploration
experiments.
Indoor Experiment
The PIXHAWK Cheetah autonomously explores a straight corridor which has
an open space in the middle. In this experiment, the indoor environment has low
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(a) Top view of the 3D obstacle map overlaid on a floor plan.

(b) Top view of the frontier map.

Figure 5.14.: An indoor experiment in a corridor-like environment.

lighting conditions and has little texture, and hence, visual odometry does not
work reliably. Here, only the optical flow sensor is used for localization, and the
PIXHAWK Cheetah flies from the left end of the corridor to the right end over a
distance of 61 m. This flight takes 1 minute and 42 seconds. Figure 5.14a shows
the obstacle map built by the PIXHAWK Cheetah. We overlay this map on
the floor plan of the area for ground truth comparison. Figure 5.14b shows the
corresponding frontier map. Both figures show that the pose estimate noticeably
drifts downwards. At the end of the flight, the difference between the estimated
position and the actual position of the PIXHAWK Cheetah is 4.9 m based on
the floor map. In the presence of visual odometry failures, the MAV would not
have been able to traverse the corridor without the optical flow sensor.
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Outdoor Experiments
In the first outdoor experiment, the AscTec Firefly flew between tall buildings
in which GPS accuracy would have been limited. Obstacles are placed such that
the space explored by the AscTec Firefly has a closed boundary. Figure 5.15
shows the 3D obstacle map and the MAV’s path during the exploration. The
walls of the buildings are clearly visible in the figure. The ground is clearly
visible on the right side of the figure as that area is shaded, and the ground has
sufficient texture for stereo block matching. In contrast, the ground is missing
on the left side; the corresponding area is not shaded and exposed to strong
sunlight, and thus, the ground appears washed-out and lacks texture in the stereo
images. Figure 5.16 shows the corresponding frontier map based on a 2D slice
of the 3D occupancy map. Phantom obstacles as a result of specular reflections
from windows are clearly visible as isolated small black dots. We can see that in
Figure 5.17, the built 3D obstacle map aligns well with the aerial imagery, and
demonstrates that the state estimation performs well. The flight distance is 94
m, and the flight time is 2 minutes and 29 seconds. There is considerably less
drift in the pose estimates compared to the indoor experiment as the outdoor
environment has more texture. At the end of the flight, the difference between
the estimated position and the actual position of the AscTec Firefly is measured
to be 2.0 m based on the aerial imagery which is provided by swisstopo1 and
has ground resolution 10 cm.

Figure 5.15.: Side view of the 3D obstacle map built by the AscTec Firefly.
In the second outdoor experiment, the AscTec Firefly flew along a corridorlike structure. We show the 3D obstacle map in Figure 5.18, and the map
1 http://www.swisstopo.admin.ch/
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Figure 5.16.: Top view of the 2D slice of the map tagged with frontiers.

overlaid on aerial imagery in Figure 5.19. In this experiment, the ground is
clearly visible together with the building walls, as lighting conditions are close
to ideal. Phantom obstacles seen as isolated red blocks can be visible in the
map; these obstacles are attributed to incorrect stereo measurements arising
from specular reflections. The flight distance is 83 m, and the flight time is 3
minutes and 58 seconds. At the end of the flight, the difference between the
estimated position and the actual position of the AscTec Firefly is 3.5 m based
on the aerial imagery.

5.7. Summary
We have showed the feasibility of doing autonomous mapping and exploration
on-board with our two MAV systems equipped with a stereo camera and optical flow sensor. The computational efficiency and constant space complexity
associated with our mapping algorithm facilitates the on-board execution of
autonomous exploration on vision-guided MAVs. In comparison with other existing approaches that use vision, we are able to do pose estimation, autonomous
mapping, and exploration on-board in environments with little texture because
of our exclusive combination of a front-looking stereo camera and a downward-
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Figure 5.17.: Top view of the 3D obstacle map overlaid on aerial imagery provided by Google Maps.
looking optical flow sensor. Experimental results that verified our approaches
are shown.
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Figure 5.18.: Side view of the 3D obstacle map built by the AscTec Firefly.

Figure 5.19.: Top view of the 3D obstacle map overlaid on aerial imagery provided by Google Maps. The voxels are colored from blue to red in
order of increasing height.
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and Coverage in Unknown
Environments
An up-and-coming application of vision-guided robots is automated 3D reconstruction of large environments. The generated 3D models are used for many
purposes such as visualization, geological assessments, and model-based localization with a camera. In outdoor scenarios, automated 3D reconstruction is
achieved by commanding a MAV equipped with a downward-looking camera
to follow a preset flight path at a high altitude (Küng et al., 2011). The MAV
records GPS and image data during the flight, and afterwards, a 3D reconstruction pipeline converts the recorded data to a 3D model. However, this technique
is ill-suited for automated 3D reconstruction at the street level and in indoor environments. In such settings, the MAV has to fly close to the ground and in close
proximity to objects, and thus, requires a forward-looking camera. In addition,
the MAV requires a certain degree of autonomy which includes mapping, path
planning, and exploration.
In this chapter, we describe a novel algorithm for simultaneous exploration
and coverage in unknown environments. Work associated with this algorithm
has been published in Heng et al. (2015). In the exploration problem which we
tackled in Chapter 5, we want to explore as much of the environment as possible
such that the 3D model is as large as possible. However, exploration alone is not
sufficient for automated 3D reconstruction. We also want to observe as many
objects as possible from different angles in the currently-known environment
such that the 3D model is as complete as possible, and we minimize texture
distortion and holes in the 3D model. This problem is known as the coverage
problem. In this paper, we describe our algorithm for simultaneous exploration
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and coverage with a vision-guided MAV in unknown environments. Our algorithm is designed to run on-board a MAV with limited computational resources.
Furthermore, our algorithm can be applied in general to ground robots without
the need for modifications. We assume that the MAV’s pose is already known
and that the MAV is equipped with a forward-looking depth-sensing camera in
the form of either a stereo camera or a RGB-D camera. We do not see these
assumptions as restrictive, as the pose can be provided by a SLAM system, and
a depth-sensing camera is low-cost and easy to mount on a MAV.
For efficient visual exploration and coverage, we use the state lattice (Pivtoraiko et al., 2009) as a discrete graphical representation of the state space.
This state lattice representation has two important advantages with respect to
computational efficiency:
1. the problem of path planning with motion constraints reduces to an unconstrained graph search problem, and
2. translational invariance: any motion or edge that connects two states also
connects all other pairs of identically arranged states.
We exploit this translational invariance property by precomputing several aspects
of the exploration and coverage algorithm such that this algorithm is able to run
in real-time and on a computationally-constrained MAV.
As the quadrotor dynamics are differentially flat (Mellinger and Kumar, 2011),
the control inputs can be expressed as a function of four flat outputs [x, y, z, ψ]
and their derivatives, where [x y z]T are the coordinates of the center of mass of
the quadrotor and ψ is the yaw angle. Hence, we define the MAV’s state to be
[x y z ψ]T with zero roll and pitch, which results in a 4D state space.
At each step of our proposed algorithm, we look for goals located on the edges
of currently known free space and choose the one with the highest information
gain weighed exponentially by its cost to reach. Subsequently, we plan a path to
the selected goal so that coverage is maximized subject to budgets on the total
path cost and planning time. We repeat this procedure each time the path is
blocked or the information gain associated with the goal drops significantly.
Our exploration and coverage algorithm is novel in the sense that there is no
similar existing work to the best of our knowledge. In addition, our algorithm is
able to run in real time on a computationally-constrained MAV equipped with a
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forward-looking depth-sensing camera. Furthermore, path planning with motion
constraints is integrated into our algorithm, which allows us to keep CPU and
memory usage to a minimum by removing the need for a separate path planner.

6.1. Related Work
Seminal work by Yamauchi (1997) defined the concept of frontier-based exploration in which a frontier is a boundary between explored and unexplored space.
He shows 2D exploration in which a robot keeps moving to the centroid of the
nearest frontier until its environment has been fully explored. Holz et al. (2010)
makes improvements to this frontier-based exploration strategy by making the
robot move to the nearest reachable frontier voxel instead of the centroid of the
nearest frontier and repetitively rechecking if the voxel being approached is still
a frontier voxel.
There has also been work on extending exploration to 3D space (Shade and
Newman, 2011; Shen et al., 2012). Shade and Newman (2011) formulated the
3D exploration problem as a partial differential equation (PDE). The solution
is in the form of a vector field, and the path of steepest descent through the
vector field is chosen. However, the chosen path may not respect the motion
constraints of the MAV, and furthermore, solving the PDE in real time requires
a GPU, which is not available on a MAV. Shen et al. (2012) demonstrated 3D
exploration running on-board a MAV. They use particles both as a memoryefficient sparse representation of free space and for identifying frontiers. The
latter is achieved by simulating the expansion of a system of particles with
Newtonian dynamics, and detecting regions of greatest expansion.
The discussed frontier-based strategies do not take information gain into account. By using information gain, we can increase the rate of map expansion.
In particular, we reason about how much unexplored space can be observed
by the MAV at various states given the current map, and command the MAV
to go to the state that maximizes the amount of observable unexplored space.
Ray-casting has been used to compute the information gain (Stachniss et al.,
2005) in 2D exploration with a laser-guided robot. However, ray-casting is not
computationally feasible for stereo and RGB-D sensors which generate more
depth measurements by 2 orders of magnitude. In contrast, by making use of
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precomputed data based on the state lattice, we are able to efficiently compute
the information gain without the need for ray-casting. In addition, computing the
coverage typically requires computationally-expensive z-mapping, however the
use of precomputed data circumvents the need for that. We only use a combination of memory lookup operations and integer arithmetic operations to compute
information gain and coverage.
Existing approaches to the single-robot 3D coverage problem typically require
a prior 3D model of the environment, and compute the path offline. Cheng et al.
(2008) simplifies a 2.5D model of the environment as a set of hemispheres and
cylinders, and plans a path that completely covers the surfaces. However, this
approach does not generalize well to 3D models and to cluttered environments
in which objects not modeled well by hemispheres and cylinders may not be
fully covered. Englot and Hover (2013) generates a set of redundant view
configurations that completely cover the model, and finds a path that connects a
subset of the view configurations. In contrast, we do not require a prior model,
and at the same time, we plan a path in an online fashion and that explicitly
considers the motion constraints of the robot.
In the context of informative path planning, the problem of maximizing the
information gathered subject to a cost budget constraint has been previously formulated as a submodular orienteering problem (Singh et al., 2009; Binney et al.,
2010). The algorithms used in these cases are based on the recursive-greedy
algorithm for submodular orienteering proposed by Chekuri and Pal (2005),
which has provable approximation guarantees, but is prohibitively slow for realtime use on graphs with hundreds or thousands of nodes like ours. We propose
a linearized approximation, based on the general framework proposed by Iyer
et al. (2013) for submodular function optimization, which drops theoretical
guarantees, but performs fast enough to be used in our setting.

6.2. Simultaneous Exploration and Coverage
We use a state lattice L to discretize the 4D state space; the states are arranged
in a regular 3D grid pattern while the yaw angle is discretized non-uniformly.
The presence of an edge between two states indicates that it is feasible for the
robot to move between these two states given its motion constraints. Each edge
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is assigned a weight that indicates the cost of moving along the edge and the
cost of a path between two states is simply the sum of edge weights along the
path. The state lattice allows us to precompute several aspects of the exploration
and coverage algorithm such that the algorithm can efficiently run in real-time
and on-board the MAV. We construct a set of primitive motions that allows the
MAV to turn on the spot, and move within the camera’s field of view. In this
way, the MAV will not collide with an unseen object.
To choose a goal state, we compute a list of candidate states located along
frontiers and select the one that maximizes information gain and allows for
rapid map expansion. Once a goal is chosen, we aim to compute a path to it that
maximizes the total coverage provided by states in the path, while constraining
the maximum path length, as well as the computation time. If the MAV reaches
the goal, the path is blocked, or the information gain associated with the goal
significantly decreases, we repeat both goal selection and path planning.

6.2.1. Precomputation
Swath
Each edge in the state lattice encodes an element in a predetermined set of
primitive motions M. The swath of a primitive motion is a set of voxels occupied
by the MAV’s footprint during the execution of the motion. We precompute the
swath for each primitive motion in M. By precomputing these swaths, we avoid
the use of computationally-expensive simulation to check if the MAV collides
with an obstacle. Instead, we efficiently detect a collision by checking if any
voxel in the swath is occupied.
View Frustum
For each discrete yaw angle ψ ∈ {ψ1 , ..., ψh }, we construct a view frustum
which is parameterized by:
1. the view frustum origin which is equivalent to the camera pose derived
from the camera-MAV transform and the MAV’s state [0 0 0 ψ]T , and
2. six planes whose normals point towards the center of the view frustum.
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We denote the set of voxels falling within the view frustum as Vψ . To compute
Vψ , we first find an axis-aligned minimum bounding box that contains the six
corners of the view frustum. Subsequently, for each voxel v in the bounding
box, we check whether v falls within the view frustum by computing the signed
distance between v’s center and each plane and checking whether that signed
distance is positive. If so, we add v to Vψ . All voxels in Vψ are sorted in order
of increasing distance from the camera center. For each voxel v ∈ Vψ , we store
the following information in a file:
1. pv , the local coordinates of v’s center with respect to the view frustum
origin,
2. the indices of all voxels that would be occluded by v if it were occupied,
and
3. the image coordinates of the projection of each face on the image plane
only if the projection meets certain conditions discussed below.
For any voxel face, we store the image coordinates of its projection only if two
conditions are met: the ray from the camera center through v’s center is incident
on the face with a viewing angle less than θmax , and the image area of the
projected face is at least p pixels. These two conditions ensure distortion-free
and highly-detailed texture mapping, and in turn, a high-quality 3D textured
model of the environment.
Each instance of the exploration and coverage algorithm loads the contents
of this file into a lookup table. This view frustum precomputation allows us
to avoid computationally-expensive floating-point arithmetic operations when
evaluating utility functions for both exploration and coverage.

6.2.2. Choosing a Goal to Go To
When choosing a goal to go to, the MAV chooses a goal at which it maximizes
a utility function that rewards exploration. Such goals are located on frontiers
in the environment map.
First, we construct a set of candidate goals G by including all states located
on frontiers. For any candidate goal sg ∈ G, we define the information gain
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I(sg ) to be the number of unexplored voxels that are enclosed in the corresponding view frustum and are not occluded by occupied voxels. Figure 6.1 illustrates
an example of unexplored voxels that are occluded by occupied voxels. Assume
without loss of generality that sg has coordinates pg and a discrete yaw angle
ψg . Then Vψg contains the voxels encapsulated in the view frustum that corresponds to sg . We efficiently compute I(sg ) using Algorithm 2; this computation
typically takes a few milliseconds.
Algorithm 2: Algorithm for computing I(sg ).
input :environment map, lookup table, pg , Vψg
output :I(sg )
I(sg ) = 0
for v ∈ Vψg do
p = pv + pg
set the label of v equal to that of the voxel located at p in the
environment map
if v is labeled as occupied then
query the lookup table to find O ⊂ Vψg where O is the set of
voxels occluded by v
mark all voxels in O as occluded
for v ∈ Vψg do
if v is labeled as unknown and not marked as occluded then
I(sg ) = I(sg ) + 1

Given the current state of the MAV a ∈ L, we choose the candidate goal that
maximizes the utility function (Gonzalez-Banos and Latombe, 2002):
U1 (sg ) = I(sg )e−λ`min (a,sg )
where λ is a parameter that determines the trade-off between rapid exploration
and filling in details, and `min (a, sg ) is the cost of the shortest path from a to
sg .
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Figure 6.1.: The camera pose is shown as a set of 3 perpendicular axes. Occupied voxels are represented by green cubes. Voxels corresponding
to unknown space and occluded by occupied voxels are represented
by red cubes. These voxels are not considered in the computation
of the information gain.

For purposes of efficiency, we use lazy evaluation such that we do not have
to compute I(sg ) and `min (a, sg ) for all sg . We know that

max(I) = max{|Vψ1 |, ..., |Vψh |}.
Using Dijkstra’s algorithm, we evaluate each state s in order of increasing
`min (a, s) from the start state. Given the currently evaluated state s, we compute
the maximum attainable score max(I)e−λ`min (a,s) . If this maximum attainable
score is less than the maximum score m = max{I(sg1 ), ..., I(sgn )} over all
previously evaluated candidate goals sg1 , ..., sgn , we know that we cannot get a
score higher than m for a not-yet-evaluated candidate goal which is guaranteed
to have a higher path cost than s, and thus, stop the evaluation. We then plan a
path to the candidate goal which corresponds to the maximum score of m.
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6.2.3. Planning a Path to the Goal
Given the current state of the MAV a ∈ L and the goal state
b = arg max U1 (sg )
sg ∈G

obtained in the previous section, we would like to plan a path from a to b, such
that a utility function U2 that expresses coverage is maximized. More formally,
if Pab is the set of all paths from a to b in L, then we would like to solve
max. U2 (P )
s.t. P ∈ Pab

(6.1)

`(P ) ≤ B,

where `(P ) denotes the cost of the path as a sum of edge weights and B is our
path cost budget.
Given a set S of previously traversed states and a state s, we define the
marginal gain of the coverage function
C(s | S) := U2 (S ∪ {s}) − U2 (S)
as the number of voxel faces that:
1. are associated with occupied voxels,
2. have not been observed by the MAV at any state t ∈ S given a maximum
viewing angle of θmax and a minimum projection area of p pixels, and
3. are observed by the MAV at state s given a maximum viewing angle of
θmax and a minimum projection area of p pixels.
Assume without loss of generality that s has coordinates p and a discrete yaw
angle ψ. Then Vψ contains the voxels encapsulated in the view frustum that
corresponds to s. We efficiently compute C(s | S) using Algorithm 3 that is
similar to the z-buffering technique commonly used in computer graphics. The
2D buffer computed in Algorithm 3 is identical to a z-buffer in the sense that
each pixel in the buffer corresponds to the closest voxel with respect to the
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camera. However, for each pixel, we store the index of the closest voxel instead of storing the distance to the closest voxel. We note that the lookup table
only contains image coordinates for voxel face projections that meet the two
conditions of a maximum viewing angle and minimum projection area. As a
result, when computing the 2D buffer, we do not have to explicitly consider
these two conditions which are computationally expensive. Although we do not
compare depth values, it is guaranteed that Algorithm 3 records the index of the
closest voxel for each pixel in the 2D buffer as the voxels are stored in order of
increasing distance from the camera in the lookup table. We can see that the
precomputation step allows for several optimizations that allow us to efficiently
compute C(s | S) within a few milliseconds. Note that the dependence on previous observations S is implicit in the environment map that is given as input to
the algorithm. Figure 6.2 illustrates two examples of our 2D buffer.
If the coverage function is modular, that is, if
Pit can be written as a sum of
weights over the states in the path U2 (P ) =
s∈P ws , then Equation (6.1)
is an instance of the orienteering problem (Vansteenwegen et al., 2011). Unfortunately, the coverage function we are using does not satisfy modularity;
intuitively, while a state by itself may provide significant coverage, its marginal
coverage benefit is heavily reduced when we have already visited “nearby” states
in the lattice. However, the coverage function satisfies a natural diminishing return property known as submodularity (Nemhauser et al., 1978), which can be
formally stated as follows: for any two sets of already traversed states S ⊆ T
and any state s 6∈ T , it holds that C(s | T ) ≤ C(s | S).
This makes Equation (6.1) an instance of the submodular orienteering problem which has been proven to be hard to approximate up to a logarithmic
factor of the optimum (Chekuri and Pal, 2005). To efficiently obtain an approximate solution, we use a two-step approach, based on first obtaining an
orienteering problem by approximating the submodular function by a modular one, and then computing an approximate solution for that problem. More
precisely, we first linearize the coverage function by randomly subsampling N
states from the lattice and assigning to each sampled state, si , i = 1, . . . , N ,
a weight equal to its marginal coverage given all previously sampled states,
:= C(si | {s1 , . . . , si−1 }). We use the modular surrogate function
that is, wsiP
Û2 (P ) := s∈P ws to formulate the resulting orienteering problem instance as
a mixed integer program (Vansteenwegen et al., 2011), which we solve using the
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(a) A visualization of the computed 2D (b) A visualization of the computed 2D
buffer at the beginning of the flight.
buffer several seconds later as the
Red pixels correspond to faces of occuMAV turns on the spot towards the
pied voxels whose incidence angle exleft. Green pixels correspond to voxel
ceeds θmax or whose projection area
faces that are marked as having been
is below p pixels. Other non-white pixobserved previously given the viewels correspond to voxel faces whose ining angle and projection area concidence angle is at most θmax , and are
straints. The computed marginal covconsidered as new observations. Each
erage only includes new observations
voxel is identified by an unique non(colors other than red and green) and
red color.
not previous observations (green).

Figure 6.2.: Visualization of the 2D buffers computed in Algorithm 3.
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Figure 6.3.: A blue line represents the shortest path to the goal state while a red
line represents the path to the goal state that maximizes coverage
subject to path cost and planning time budgets. Cube outlines represent occupied voxels in the environment map while solid cube faces
represent voxel faces that have been previously observed subject to
the viewing angle and minimum projection area constraints.

Gurobi Optimizer (Gurobi Optimization, 2014). Since the orienteering problem
is itself NP-hard, Gurobi might fail to find the optimal path in reasonable time;
however, it allows us to specify a path cost limit and time limit, and returns an
approximate solution in the form of the best feasible path computed up to that
point.
Figure 6.3 shows an example of such a path, and in addition, the shortest
path to the goal for purposes of comparison. We observe that the planned path
incorporates a wide variety of yaw angles in order to maximize coverage. As
the MAV visits each state along the path until either the goal is reached or
replanning is requested, the environment map is updated with the new voxel
face observations at that state.
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Figure 6.4.: A simulated office-like environment in the v-rep simulator.

6.2.4. Repetitive Rechecking
Given the limited battery life of the MAV, it is imperative that we keep the distance travelled by the MAV to a minimum, while maximizing the area covered.
We use a repetitive rechecking step similar to that in (Holz et al., 2010), in which
we replan if one of the two following conditions are met:
• for the current goal state sg , U1 (sg ) decreases by a significant amount, or
• the current path is blocked by a previously unseen object.

6.3. Experiments and Results
We use the v-rep simulator from Coppelia Robotics for our simulation experiments. We simulate a quadrotor with a RGB-D camera in an office-like environment shown in Figure 6.4. This RGB-D camera outputs 640×480 color and
depth images.
In each experiment, we incrementally map the environment in 3D using the
tiled octree-based occupancy map implementation with dynamic tile caching
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that was previously shown in Chapter 5. As we use a RGB-D camera, we utilize
a beam-based inverse sensor measurement model to update the occupancy map.
In this model, cells within σ m of the measurement are assigned a constant probability poccupied corresponding to occupied space, cells at least σ m in front of
a measurement are assigned a constant probability pf ree corresponding to free
space, and cells at least σ behind the measurement are assigned a constant probability punknown corresponding to unknown space. Using the full-resolution
depth images as input, we update the occupancy map at 5 Hz using a single Intel
2.1 GHz core.
We parameterize the edge budget B as a multiple of the shortest path cost
from the current state a to the goal state b, that is, B = κ`min (a, b), and set
κ = 1.5. Furthermore, we use a planning time budget of 4 seconds.
We compare our algorithm and a variant thereof with the frontier-based exploration algorithm (Holz et al., 2010), which involves going to the nearest frontier
cell and repetitively rechecking whether that cell is still a frontier cell given the
current map. Our algorithm involves finding the goal state that maximizes U1 ,
and computing a path to that state by approximately solving Equation (6.1). The
variant of our algorithm finds the goal state in an identical manner, but just uses
the shortest path to that state. Both algorithms use the repetitive rechecking step
as explained before. Figure 6.5 shows the path taken by the MAV when we
run each of the three algorithms: the frontier-based exploration algorithm, the
variant of our algorithm, and our algorithm. We observe from this figure that the
path computed by our algorithm enforces a constant change in yaw angle as the
MAV moves throughout the environment. In this way, we maximize coverage
at the expense of a longer path length.
We execute 10 runs of each algorithm. All algorithms assume an initially
unknown environment, and terminate when there are no more frontiers left. For
each algorithm, we compute the average path length and percentage of voxel
faces that are observed over all runs; the results are shown in Table 6.1.
The results show that although our exploration and coverage algorithm incurs
the longest path length, it achieves the highest coverage by a significant margin.
For 3D reconstruction, coverage is of high importance, as we seek a 3D model
that is as complete as possible, and thus, our exploration and coverage algorithm
is suitable for automated 3D reconstruction.
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Figure 6.5.: The paths taken by the MAV with the frontier-based exploration algorithm, the variant of our algorithm, and our algorithm are colored
blue, green, and red respectively. Each path starts at the center of
the map which is marked with a purple square. A circle marks the
end of the path.
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6.4. Summary
We have proposed an algorithm, which is the first to simultaneously solve the exploration and coverage problems in real-time. Our algorithm follows a two-step
approach: (1) choose the goal state that maximizes information gain weighed
by the cost to get there, and (2) plan a path to that goal state that maximizes
coverage given path cost and planning time budgets. By combining efficient
exploration and coverage, we facilitate automated 3D reconstruction in cluttered
environments with a MAV. Simulation experiments show our algorithm to work
well and in real-time on a single CPU core that is similar to that found on our
MAV platforms.
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Algorithm 3: Algorithm for computing C(s | S).
input :environment map, lookup table, p, Vψ
output :C(s | S)
initialize a zero 2D buffer with the same dimensions as the camera
image
C(s | S) = 0
for v ∈ Vψ do
p0 = pv + p
set the label of v equal to that of the voxel located at p0 in the
environment map
if v is labeled as occupied then
for each face f of v do
if f is marked as previously observed then
continue
query the lookup table to find J , the set of image
coordinates of the projection of f on the image plane
for each j ∈ J do
if the pixel with coordinates j in the buffer has a zero
value, set the pixel’s value equal to v’s index
for v ∈ Vψ do
if any pixel in the buffer has a value equal to v’s index then
C(s | S) = C(s | S) + 1
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Table 6.1.: For each algorithm, we compute the average over 10 runs of the path
length and percentage of voxel faces that are observed.
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Algorithm

Path Length (m)

% voxel faces that are
observed

Frontier-based
exploration (Holz
et al., 2010)

76.8

63.8%

Variant of our
algorithm

85.2

68.0%

Our algorithm

105.0

85.5%

7. Conclusions
In this chapter, we conclude this dissertation by recapping the work leading to
the dissertation, reviewing the lessons learnt over the course of the work, and
discussing directions for future work towards full autonomy of vision-guided
robots.

7.1. Recap
In work leading to this dissertation, we have proposed novel algorithms which
are essential for full autonomy of a vision-guided robot, and demonstrated novel
system implementations in the form of vision-guided MAVs and with varying levels of autonomy from waypoint following with on-board SLAM to selfdirected exploration.
Multiple cameras extend the perceptual awareness of a robot, and enable a
surround view of the environment. With a multi-camera system on a robot,
we avoid situations in which localization fails due to lack of features, and in
which a robot crashes into an unseen object. However, to estimate accurate
data from a multi-camera system, especially when the robot is operating in
close proximity to people, buildings, and vehicles, the calibration parameters
associated with the multi-camera system must be known with high precision.
Furthermore, unsupervised and markerless calibration algorithms are essential
for long-term autonomy. Novel SLAM-based self-calibration algorithms were
proposed in Chapter 2 for a ground robot with a multi-camera system and a
calibrated odometry system, and for an aerial robot with a multi-stereo-camera
system. These algorithms require minimal expert supervision and are markerless
in the sense that they make use of natural features, and thus, do not require
modification of the environment such as the addition of known fiducial markings.
As we do not assume overlapping fields of view between cameras, we rely

140

7.1. Recap
on temporal inter-camera feature correspondences to recover the inter-camera
transforms. In the case of a ground robot with a multi-camera system, we go one
step further by computing the full 6-DoF camera-odometry transforms which
is achieved by ground reconstruction via plane sweep stereo. Experiments with
our ground and aerial vehicles showed these algorithms to estimate the extrinsic
calibration parameters with high precision and repeatability, and at the same
time, build a globally consistent and metrically accurate map of the environment.
Following an initial SLAM-based self-calibration, we use infrastructure-based
calibration for subsequent self-calibrations as infrastructure-based calibration
significantly reduces the time required for calibration by leveraging the generated map of the area and image-based localization. In Chapter 3, we proposed
a novel infrastructure-based calibration method that is unsupervised and markerless, and can be used as long as there is a map of the calibration area which
can readily be generated by one of our SLAM-based self-calibration methods.
As with these SLAM-based self-calibration methods, we do not assume overlapping fields of view between cameras. Experiments with our Toyota Prius
platform validated the accuracy and repeatability of our infrastructure-based calibration method which were shown to be on par with those of our SLAM-based
self-calibration methods.
With these calibration algorithms, a vision-guided robot is able to self-calibrate
its multi-sensor system in the field without the need for human intervention
and known fiducial markings. Although an initial calibration using one of our
SLAM-based self-calibration algorithms may take a few hours, subsequent calibrations can be done in near real-time with our infrastructure-based calibration
algorithm as long as the robot self-calibrates in the area where the initial selfcalibration was done. This restriction arises due to the fact that our infrastructurebased calibration method leverages a map of the calibration area to significantly
reduce the time required for calibration. Hence, our infrastructure-based calibration method minimizes the robot’s downtime due to calibration, and in turn,
enables the robot to perform more missions.
Once the multi-camera system on the robot is calibrated, we can use all the
cameras simultaneously to estimate the motion of the robot. In Chapter 4, we
proposed a 3-point minimal and linear algorithm that estimates the relative
motion with metric scale. This algorithm is based on the generalized camera
concept that treats all cameras as a single camera. By assuming that the rela-
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tive orientation is known from inertial measurements, we simplify our motion
estimation algorithm such that we require 3 point correspondences instead of 17
point correspondences to find a linear solution. As a result, our 3-point motion
estimation algorithm is able to compute the relative motion with a small number
of computations. Simulation experiments showed the feasibility of our 3-point
motion estimation algorithm.
Drift is inevitable in motion estimation. We came up with an on-board realtime SLAM framework in Chapter 4 that incorporated loop closure detection and
double-window optimization (Strasdat et al., 2011) to minimize drift. We used
a vision-guided MAV with a four-camera system as an experimental testbed and
to validate our SLAM framework. To the best of our knowledge, no other visionguided robot has demonstrated on-board real-time SLAM with loop closures.
We performed various indoor and outdoor experiments to show the accuracy of
the pose estimates from our SLAM framework. With this SLAM framework, a
vision-guided robot is able to accurately estimate its global pose on-board and in
real-time. In turn, accurate pose estimation via our SLAM framework facilitates
the successful operation of many modules which are required for full autonomy
such as environment mapping, path following, and path planning, and which
rely on accurate low-latency pose data.
In order to navigate a wide variety of environments, a robot requires a 3D
map that accurately and currently reflects the 3D geometry of the environment.
However, current mapping algorithms eventually run out of memory as a robot
explores its environment over time. In Chapter 5, we proposed a computationally
efficient occupancy mapping algorithm that has constant space complexity and
is suitable for a stereo camera. Through the use of a tiled octree-based data
structure with dynamic tile caching, a inverse sensor measurement model, topdown ray traversal, and pyramidal line drawing, a vision-guided robot is able
to efficiently and precisely map out its environment over the long run with the
exclusive use of on-board computational resources. In turn, long-term autonomy
is possible with our mapping algorithm.
To validate our mapping algorithm, and at the same time, demonstrate the
first vision-guided MAVs capable of autonomous exploration in both indoor
and outdoor environments, we developed two different MAV platforms, each of
which is equipped with a forward-looking stereo camera and downward-looking
optical flow sensor. We described our system implementation in Chapter 5. Our
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state estimation approach utilized pose data from stereo visual odometry, velocity data from the optical flow sensor, inertial data from an IMU, and heading
data from a magnetometer. A variety of indoor and outdoor experiments showed
autonomous exploration behaviors in the form of wall-following and frontierbased exploration, both of which utilized the map that was incrementally built
by our mapping algorithm.
In Chapter 6, we extended our work on the exploration problem by proposing
an algorithm that simultaneously solved the exploration and coverage problems.
Our algorithm enables automated 3D reconstruction at the street level and in
indoor environments. In these settings, we have to explore as much of the environment as possible, and observe objects from multiple vantage points, to ensure
that we can reconstruct a complete 3D model that is free of holes and texture
distortion. We alternately chose a goal pose that maximized the information
gain weighed by the cost to get there, and planned a path to that goal that maximized coverage subject to path cost and planning time budgets. Simulation
experiments in office-like settings and with a RGB-D-camera-equipped MAV
demonstrated the performance of our algorithm for simultaneous exploration
and coverage.

7.2. Learnt Lessons
7.2.1. SLAM-based Self-Calibration
Our past use of an AR-marker-based extrinsic calibration method motivated the
development of our self-calibration methods. The AR-marker-based calibration
method required us to prepare many AR markers and a calibrated camera for
taking images of the scene in conjunction with the multi-camera system. This
method was time-consuming, and required a great deal of manual and repetitive
work. Hence, we set out to develop calibration methods that would allow an
arbitrary robot to self-calibrate without human intervention.
We observed that our SLAM-based self-calibration methods can fail in two
types of environments:
1. Environments with few landmarks due to lack of texture: In such environments, visual odometry may break very often, loop closures may be
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difficult to detect, and feature correspondences between different cameras
may be few. Hence, without sufficient features in the environment, we
cannot obtain a metrically accurate and globally consistent map, and at
the same time, reliably estimate the calibration parameters.
2. Environments with far-away landmarks: The depth of these features could
not be estimated reliably, and inaccurate depth estimation degrades the
accuracy of our self-calibration methods.
Hence, we have to carefully choose an area with plenty of nearby features
and in which self-calibration will not fail. Another area of concern regarding
our SLAM-based self-calibration methods is the incorporation of wrong loop
closures. During self-calibration, robust pose graph optimization may fail in
self-similar environments in which a wrong loop closure occurs more often than
a correct loop closure. As a result, wrong loop closures may be misclassified
as correct, and in turn, the map becomes distorted, and the estimates of the
extrinsics are inaccurate. To avoid this problem, we use a visualization tool
to visually inspect the map after the completion of the self-calibration, and we
observe that if the map visually looks correct given knowledge of the environment layout, the extrinsics are usually accurate. Furthermore, our SLAM-based
self-calibration method for a ground robot with a multi-camera system will not
work if the odometry system on the ground robot is not calibrated. The scale
accuracy of the map generated by our self-calibration method is closely tied to
the scale accuracy of odometry data. If odometry data reports inaccurate scale
information such that the distance travelled by the vehicle is either overestimated or underestimated, the scale of the extrinsics and map will be inaccurate.
Nevertheless, if we ensure that the odometry system is always well-calibrated,
the resulting map and extrinsics will be accurate in terms of scale.

7.2.2. Infrastructure-Based Calibration
Our infrastructure-based calibration method consistently produces accurate calibration parameters as long as the map is metrically accurate, and is an accurate
representation of the environment. However, the infrastructure-based calibration method can fail if a map of a dynamically changing environment is used
for the infrastructure-based calibration long after it was created. In this case,
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the image-based localization step may yield either too few or erroneous camera
poses, and produce inaccurate calibration parameters as a result due to an insufficient number of samples. Here, the image-based localization will not work
well as expected because the map does not accurately represent the calibration
area. Furthermore, either an metrically inaccurate or globally inconsistent map
can cause the infrastructure-based calibration method to incorrectly estimate the
calibration parameters.

7.2.3. Mapping and Exploration
The success of our vision-guided MAVs can be attributed to two factors:
• State estimation in low-texture environments: Our optical flow sensor
works reliably in low-texture environments in which visual odometry usually fails. Given the large drifts associated with MEMS IMUs normally
found on MAVs, accurate metric velocity estimates from our optical flow
sensor are critical to keeping the MAV in the air, and more importantly,
maintaining a stable flight with minimal drift.
• Integration of processes with low computational requirements: Stereo
processing is a inherently computationally demanding process which typically takes up one of the two CPU cores available on the single board
computer. We make efficient use of the other CPU core by using processes
that require little computational resources but are necessary for MAV autonomy. As a result, we are able to show autonomous vision-based MAV
exploration with a single board computer equipped with a dual-core CPU.
We also discovered issues that constrain the performance of the MAV and
which we have to solve before vision-enabled MAVs are able to handle all kinds
of environments. At the same time, we propose solutions to these issues.
• Specular objects: There are sometimes incorrect but consistent depth
measurements arising from specular surfaces, in particular, windows.
Hence, phantom obstacles appear in the 3D map in environments where
windows are present. Work (Zhou and Kambhamettu, 2006) has been
done to reliably obtain stereo depth maps in the presence of specular
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reflection, but to the best of our knowledge, there is no real-time implementation for doing so. Semi-global matching may mitigate the problem
but cannot be deployed on a computationally constrained MAV. A FPGA
that implements semi-global matching as in Schmid et al. (2013) is a
possible solution.
• Absence of global pose estimation: Although we already have a SLAM
implementation that is able to close the loop, our occupancy mapping
cannot close the loop. There exists no computationally tractable CPUbased solution for real-time dense loop closures. Whelan et al. (2013)
gives the only known solution for real-time 3D map deformation with
loop closures but requires use of a GPU which is not feasible for use on a
MAV due to the GPU’s considerable weight and high power consumption.
• Flight limitations: The use of the ultrasonic range sensor by the optical
flow sensor limits the altitude of the MAV and the horizontal speed of
the MAV to 5 m and 1.5 m/s respectively, and introduces the assumption
that the ground over which the MAV flies is flat. The use of the optical flow sensor is critical for flight stabilization, and we cannot use our
stereo visual odometry to entirely replace the optical flow sensor as the
stereo visual odometry does not work in cases where there are an insufficient number of features. However, a future integration of our SLAM
implementation for a multi-camera system will solve this issue.
• Waypoint-based navigation: The MAV follows waypoints set by either
wall-following or the VFH+ planner. This waypoint following can lead to
erratic movements of the MAV as waypoints change constantly, causing
the MAV to continually re-orient itself. Furthermore, local planning and
wall-following leads to suboptimal behavior especially in cul-de-sac situations and when negotiating corners. Although we have developed global
path planning based on the state lattice in Heng et al. (2011), global path
planning cannot currently be implemented on our MAVs as it exclusively
requires one CPU core which is not available given the significant number
of modules running on the on-board computer.
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7.2.4. Simultaneous Exploration and Coverage
One computational bottleneck of our algorithm for simultaneous exploration
and coverage is the computation of a path that maximizes coverage given path
cost and planning time budgets. This is essentially equivalent to solving the
orienteering problem that is NP-hard. Finding an approximate solution takes
several seconds, leading to the implication that the robot does nothing for several
seconds while a solution is being found. One simple remedy is to start the search
for a solution a few seconds before the robot reaches the goal such that the robot
is always on the move. Furthermore, our algorithm prioritizes exploration over
coverage. Although we can come up with an approach that treats the exploration
and coverage objectives equally, this approach requires sampling of coverage
utilities across explored space. This is computationally prohibitive given that
the explored space grows over time.

7.3. Future Work
In the near future, we plan to conduct real-world experiments with all our algorithms running on-board a vision-guided robot. However, there is one obstacle
we have to overcome before real-world demonstrations can occur. Although
we have developed a real-time on-board implementation for SLAM that is able
to close the loop, our mapping implementation is not able to close the loop.
Currently, no CPU-based technique exists for dealing with loop closures for 3D
occupancy maps in real-time. A solution to this problem will pave the way for
full integration of our algorithms on the robot.
Several cameras on our car platforms are mounted on movable parts, for example, a car door, and that vision applications will fail when the cameras are
moved. Furthermore, wear and tear, and platform vibrations cause the camera
extrinsics to change slowly over time. We have to detect in a timely fashion
whether or not the calibration parameters have degraded to a point where perception is no longer functioning optimally, before we make the decision to perform
a recalibration. Alternatively, we can develop an online version of our calibration algorithms that also works for articulated multi-camera systems. Such an
algorithm is able to estimate in real-time the calibration parameters in the case
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of moving articulated parts of a robot on which cameras are mounted, and in
the case of calibration parameters drifting slowly over a long period of time. To
deal with unobservable parameters during online calibration, we will explore
the use of the method proposed by Maye et al. (2013), which locks unobservable
directions in parameter space, and chooses informative measurements to keep
the computational complexity limited. Finally, we would like to investigate the
possibility of integrating recent work on continuous-time state estimation into
the calibration methods. This would allow the estimation of the time offsets between the odometry and image measurement streams (Furgale et al., 2013a), and
enable the pipeline to work with rolling shutter cameras (Oth et al., 2013). With
respect to infrastructure-based calibration, we will look at extending the usable
lifespan of the map used for the infrastructure-based calibration by exploring
time-invariant feature descriptors and illumination-invariant imaging.
Lastly, one very important area of future work is semantic mapping which is
critical for high-level behaviors, and in turn, full autonomy of a vision-guided
robot. An example of such work could be the assignment of an object label to
each voxel in a 3D occupancy map. This semantic mapping would enable a
robot to discriminate between different types of objects and take actions appropriate to the context of the scene. On-board semantic mapping is particularly
challenging as current state-of-the-art implementations of semantic mapping
tend to be computationally intensive and are not able to run in real-time. Still,
a solution if found would open up new frontiers for autonomous vision-guided
robots, and enable large strides towards full autonomy.
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A.1. Robot Platforms
This section describes in detail all the robot platforms that were used in work
leading to this dissertation.

A.1.1. Car Platforms
Volkswagen Golf
The two Volkswagen Golf platforms were modified for autonomous driving
under the auspices of the V-Charge project (Furgale et al., 2013b). Each platform
uses 4 Allied Vision Technologies Manta cameras that provide 1280 × 800
monochrome images at a user-configured rate of 12.5 Hz. Each camera is
fitted with a fisheye lens that has a 185◦ field of view. One camera acts as a
master camera which triggers all the other cameras. In this way, all images are
simultaneously captured from all cameras. The cameras are integrated into the
body of the car, and provide a surround view of the vicinity. The calibrated
odometry system on each vehicle platform is a black box provided by the car
manufacturer; apart from the fact that the odometry system reads in wheel tick
data from each wheel and steering wheel angle measurements, and outputs
odometry poses, we do not know the internal workings of the odometry system.
Odometry pose data is published at 50 Hz. RTI Connext DDS1 is used for
message transmission.
1 http://www.rti.com/products/dds/index.html
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Toyota Prius
The Toyota Prius platform was retrofitted by the Autonomous Systems Lab
(ASL) at ETH Zürich for sensor data collection. The platform uses 4 Matrix
Vision mvBlueCOUGAR-X cameras that provide 1280 × 960 monochrome images at a user-configured rate of 10 Hz. Each camera is fitted with a fisheye lens
that has a 185◦ field of view. We use the same trigger setup as the Volkswagen
Golf platforms. The cameras are mounted on the roof rack of the platform such
that they provide a surround view of the area. ASL’s odometry implementation on the car reads in wheel tick data from each wheel and steering wheel
angle measurements, and generates odometry poses at 50 Hz. We use ROS2 for
message transmission.

PIXHAWK Cheetah
The PIXHAWK Cheetah platform was developed by the PIXHAWK team at
ETH Zürich, and carries an Intel Core 2 Duo single board computer. Message
transmission on the platform involves the use of the MAVLINK message protocol and the LCM middleware (Huang et al., 2010). The sensors on this platform
include a downward-looking PX4Flow optical flow sensor, the pxIMU hardware
which consists of an inertial measurement unit and an autopilot, and two Matrix
Vision mvBlueFOX cameras in a forward-looking stereo configuration with a
baseline of 120 mm. The optical flow sensor uses a built-in ARM Cortex-M4F
microcontroller to compute optical flow estimates, and an ultrasonic range sensor to scale optical flow estimates to metric velocity estimates. The pxIMU
synchronizes and timestamps all on-board sensors including images from the
cameras. This hardware synchronization allows us to fuse outputs from different sensors and correctly estimate sensor delays. In addition, the pxIMU
executes state estimation, and position and attitude control. Each camera outputs monochrome images at 15 Hz and at a resolution of 752 × 480 pixels, and
is fitted with a wide-angle lens. The combined takeoff weight is 1.5 kg.
2 http://www.ros.org
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A.1.2. MAV Platforms
AscTec Firefly (Two-Camera Variant)
The two-camera variant of the AscTec Firefly platform uses the same computer
and sensor setups as the PIXHAWK Cheetah platform except with a stereo baseline of 80 mm, and has a similar combined takeoff weight of 1.5 kg. However,
this variant uses the built-in autopilot for position and attitude control. In addition, we use the state estimation framework developed by Weiss et al. (2013)
for robust pose estimation by fusing any combination of these data: inertial data
from the IMU, heading data from the magnetometer, metric velocity data from
an optical flow sensor, and pose data from visual SLAM. We disable the selfcalibration feature of the state estimation framework which requires the MAV to
be in an excited state most of the time, and therefore, is not accurate when the
MAV is flying slowly and at a fixed altitude all the time. We only use the selfcalibration feature to obtain a one-time estimate of the inter-sensor transforms
by manually moving the MAV with large acceleration and orientation changes.
AscTec Firefly (Four-Camera Variant)
The four-camera variant of the AscTec Firefly platform is equipped with an Intel
Core i7 single board computer. On the platform, we use the ROS framework
for message transmission. The IMU on the AscTec Firefly is time-synchronized
to the single computer board. A VRmagic D3 four-camera system is mounted
on the AscTec Firefly. In this multi-camera system, each camera is connected
to an ARM Cortex A8 board via a proprietary cable. A Lensagon 1.5 mm f/2.0
fisheye lens with a 185◦ field of view is fitted to each camera. The first and
second pairs of cameras are arranged in forward-looking and rear-looking stereo
configurations respectively. The IMU on the AscTec Firefly sends a periodic
trigger signal at 15 Hz to the ARM board which then grabs pixel-synchronous
754×480 monochrome images from all four cameras. Each time a trigger is
sent, the IMU publishes inertial data. In this way, we facilitate inertial-visual
fusion by making inertial information available for each image. Furthermore,
all sensor measurements are timestamped with respect to the system clock on
the single board computer. On the ARM board, we use the RTI Connext DDS
middleware to transmit image data over an Ethernet connection to the single
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board computer. We note that this high-bandwidth image transmission is not
possible with ROS as ROS is only able to publish a maximum of 15 images
per second on the ARM board given the computational constraints of the ARM
processor; still, we leverage ROS for all other message transmissions due to
the wide variety of libraries and ease of use that ROS offers for message data
manipulation. We use the same state estimation framework Weiss et al. (2013)
that is used for the two-camera variant.

A.2. Camera Models and Intrinsic Camera
Calibration
We describe the camera models used by our vision-guided robots. In addition,
we detail the intrinsic camera calibration process for each camera model. A prerequisite of each of our calibration algorithms is that each camera is calibrated.
An intrinsic calibration of each camera based on a given camera model yields a
set of parameters which allows us to infer:
1. given the 3D coordinates [X Y Z]T of a scene point P observed by the
camera, the corresponding 2D image coordinates (u, v), and
2. given the 2D image coordinates (u, v) of a feature observation, the 3D ray
[X Y Z]T that passes through the corresponding scene point P.
The former and latter are known as projection and backprojection respectively.
In intrinsic calibration, we use a large chessboard on which all squares have
an equal known dimension. For each camera, with the chessboard held in a
wide variety of poses, we use an automatic chessboard corner detector to find
all interior corners on the chessboard in every image until we accumulate a
minimum number of corners. We then use the set of estimated corner coordinates
to find the parameters to a specified camera model by generating an initial
estimate of the intrinsic parameters and refining the parameters via non-linear
optimization. At any time, we use one of these camera models: the ubiquitous
pinhole model, the Kannala-Brandt model (Kannala and Brandt, 2006), and the
unified projection model (Mei and Rives, 2007). The use of fisheye cameras
precludes the pinhole model. For each camera, regardless of the model we use,
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Figure A.1.: The detected corners of a chessboard.

we typically obtain from 100 images an average reprojection error of between
0.2 and 0.4 pixels for the estimated intrinsic parameters.

A.2.1. Automatic Chessboard Corner Detector
We make some improvements to the automatic chessboard corner detection
method of Rufli et al. (2008) in terms of speed and corner accuracy. In particular,
after a set of corners is detected, we use a spline-based method to check the
global consistency of the positions of the detected corners. We fit a spline
through each row of corners; we choose the first, middle, and last corners as
control points. The corner set is marked as invalid if the shortest distance
between any corner and the corresponding spline exceeds a certain threshold.
This check significantly reduces the false corner detection rate. In contrast,
the OpenCV chessboard corner detection implementation does not work for
images with significant radial distortion. An example of detected corners for a
chessboard image is shown in figure A.1.
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A.2.2. Kannala-Brandt Model
The Kannala-Brandt camera model (Kannala and Brandt, 2006) is applicable for
fisheye cameras, and consists of 8 parameters: k1 , k2 , k3 , k4 , mu , mv , u0 , and
v0 . This model does not take radial and tangential distortions into account; from
experiments, we find that this model is accurate nevertheless as we are using
high-quality lenses with minimal radial and tangential distortions.
Given a scene point P = [X Y Z]T , we find its image coordinates (u, v):
Z
kP k
Y
φ = arctan
X
r(θ) = θ + k1 θ3 + k2 θ5 + k3 θ7 + k4 θ9
 


x
cos φ
= r(θ)
y
sin φ
  
 
mu 0 u0
u
x
 v  =  0 m v v0   y 
1
1
0
0
1
θ = arccos

(A.1)

Here, r(θ) is the distance between the image point and principal point on the
normalized plane. Inversely, given an image point p = [u v]T , we find its
corresponding ray [X Y Z]T :
  
x
mu 0
y  =  0 mv
1
0
0
p
2
d = x + y2

−1  
u0
u
v0   v 
1
1

(A.2)

= θ + k1 θ3 + k2 θ5 + k3 θ7 + k4 θ9
We solve for θ using the companion matrix. If there are no real roots, we use
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θ = d.
(
φ=

0
arctan xy

if d = 0
otherwise


  
sin θ cos φ
X
 Y  =  sin θ sin φ 
cos θ
Z

(A.3)

We propose an unique method to obtain the parameters for the KannalaBrandt model. First, chessboard detection is performed to find the image coordinates of all interior corners on the chessboard in each image. This chessboard
corner data is used to compute an initial estimate of the intrinsic parameters
and camera poses. In this initial estimate, we set k1 = k2 = k3 = k4 = .0,
mu = mv = f , u0 = w2 and v0 = h2 where w and h are the width and height of
the image respectively. Here, we can see that computing the initial estimate of
the intrinsic parameters only requires us to estimate the value of f which is the
focal length. The initial estimate transforms the Kannala-Brandt model into the
well-known equidistant fisheye model, and allows us to use existing calibration
methods for equidistant fisheye models.
From Hughes et al. (2010), we see that for a equidistant fisheye model, if we
fit a circle through the corners of each row of the chessboard in one image, all
the resulting circles intersect at two vanishing points v1 and v2 . We can then find
2 ||
f = ||v1 −v
. For each chessboard image, we obtain a hypothesis for f , and
π
we choose the value of f to be that of the best hypothesis which corresponds to
the lowest sum of all reprojection errors. We infer the camera poses by solving
the PnP problem using 2D-3D correspondences. We then optimize the intrinsic
parameters and camera poses via non-linear refinement in which we minimize
the sum of all reprojection errors.

A.2.3. Unified Projection Model
The unified projection model described by Mei and Rives (2007) works well in
practice for regular, wide-angle, fisheye, and catadioptric cameras. This model
differs from the unified Taylor model proposed by Scaramuzza et al. (2006)
in the aspect that Mei’s model is of a parametric form and explicitly models a

156

A.2. Camera Models and Intrinsic Camera Calibration
generic camera while Scaramuzza’s model is represented by an arbitrary Taylor
polynomial. As a result, a closed-form Jacobian matrix can be formulated
using Mei’s model but not for Scaramuzza’s model. Contrary to claims that
Mei’s model applied to fisheye cameras has limited accuracy, we find from
experimental data that Mei’s model works very well for fisheye cameras in
practice.
We need to solve for the camera’s intrinsic parameters: ξ, k1 , k2 , k3 , k4 , α, γ1 ,
γ2 , u0 , v0 in addition to the camera poses. ξ models the mirror transformation,
[k1 , k2 , k3 , k4 ] models the radial and tangential distortions, and [α, γ1 , γ2 , u0 , v0 ]
are the parameters for the standard pin-hole model used for the generalized camera projection where α is the skew, γ1 , γ2 are the focal lengths and [u0 , v0 ] is
the principal point. Here, we assume all pixels to be square.
Given a scene point P = [X Y Z]T , we find its image coordinates (u, v).
We first compute the coordinates of the normalized undistorted image point
(xu , yu ):
z = Z + kPkξ,
  X 
(A.4)
xu
= Yz .
yu
z
We use the plumb bob model (Brown, 1966) with parameters k1 , k2 , k3 , k4 to
model the radial and tangential distortions caused by an imperfect lens, and
compute du :
r = x2u + yu2 ,


xu (k1 r + k2 r2 ) + 2k3 xu yu + k4 (r + 2x2u )
du =
.
yu (k1 r + k2 r2 ) + k3 (r + 2yu2 ) + 2k4 xu yu

(A.5)

After distorting the normalized undistorted image point (xu , yu ) to obtain the
normalized distorted image point (xd , yd ), we obtain the image coordinates
(u, v) corresponding to the scene point P:
   
xd
x
= u + du ,
yd
yu
  
 
(A.6)
u
γ1 0 u0
xd
 v  =  0 γ 2 v0   y d  .
1
0 0 1
1
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Inversely, given an image point p = [u v]T , we find its corresponding ray
[X Y Z]T . We first compute the coordinates of the normalized distorted image
point (xd , yd ):
  
−1  
xd
γ1 0 u0
u
 yd  =  0 γ2 v0  v  .
(A.7)
1
0 0 1
1
After using the plumb bob model to compute du , we obtain the coordinates of
the normalized undistorted image point (xu , yu ):
   
xu
x
= d − du ,
(A.8)
yu
yd
and subsequently obtain the ray [X Y Z]T corresponding to the image point p:

  
xu
X

yu
Y  = 
(A.9)
.

2
ξ(x2u +yu
)
√
1−
Z
2
2
2
ξ+

1+(1−ξ )(xu +yu )

For the initial estimate, we set ξ = 1, k1 = k2 = k3 = k4 = α = 0, and
(u0 , v0 ) to be the image center coordinates. To find the value for the generalized
focal length γ = γ1 = γ2 , we iterate over each row of corners for each chessboard; in each iteration, we obtain an initial estimate of γ using the method in
Mei and Rives (2007), estimate the camera pose from 2D-3D correspondences
by rectifying the corners’ image coordinates, and compute the reprojection error. We find the minimum reprojection error that corresponds to the best initial
estimate of γ. We refine the initial estimate of the intrinsic parameters by using non-linear optimization to minimize the sum of reprojection errors over all
images.
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[2] C. Häne, L. Heng, G.H. Lee, A. Sizov, and M. Pollefeys, Real-Time Direct Dense Matching on
Fisheye Images Using Plane-Sweeping Stereo, In Proc. International Conference on 3D Vision
(3DV), 2014.
[3] L. Heng, G.H. Lee, and M. Pollefeys, Self-Calibration and Visual SLAM with a Multi-Camera
System on a Micro Aerial Vehicle, In Proc. Robotics: Science and Systems (RSS), 2014.
[4] L. Heng, M. Bürki, G.H. Lee, P. Furgale, R. Siegwart, and M. Pollefeys, Infrastructure-Based
Calibration of a Multi-Camera Rig, In Proc. IEEE International Conference on Robotics and
Automation (ICRA), 2014.
[5] L. Heng, B. Li, and M. Pollefeys, CamOdoCal: Automatic Intrinsic and Extrinsic Calibration
of a Rig with Multiple Generic Cameras and Odometry, In Proc. IEEE/RSJ International
Conference on Intelligent Robots and Systems (IROS), 2013.
[6] B. Li, L. Heng, G.H. Lee, and M. Pollefeys, A 4-Point Algorithm for Relative Pose Estimation of
a Calibrated Camera with a Known Relative Rotation Angle, In Proc. IEEE/RSJ International
Conference on Intelligent Robots and Systems (IROS), 2013.
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