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C H E M I S T R Y

Predicting three-component reaction outcomes  
from ~40,000 miniaturized reactant combinations
Julian Götz1†, Euan Richards1, Iain A. Stepek1‡, Yu Takahashi1§, Yi-Lin Huang1¶, Louis Bertschi2, 
Bertran Rubi2#, Jeffrey W. Bode1*

Efficient drug discovery depends on reliable synthetic access to candidate molecules, but emerging machine 
learning approaches to predicting reaction outcomes are hampered by poor availability of high-quality data. 
Here, we demonstrate an on-demand synthesis platform based on a three-component reaction that delivers drug-
like molecules. Miniaturization and automation enable the execution and analysis of 50,000 distinct reactions on 
a 3-microliter scale from 193 different substrates, producing the largest public reaction outcome dataset. With 
machine learning, we accurately predict the result of unknown reactions and analyze the impact of dataset size on 
model training, both enabling accurate outcome predictions even for unseen reactants and providing a suffi-
ciently large dataset to critically evaluate emerging machine learning approaches to chemical reactivity.

INTRODUCTION
Accurately predicting the outcome of organic reactions through 
data-driven methods remains an unmet challenge, chiefly due to the 
paucity of large, unbiased datasets that cover a meaningful range of 
molecular properties and structural diversity (1, 2). Molecular as-
sembly processes involving three or more components are uniquely 
suited to generating large libraries of organic molecules from a 
modest number of building blocks, rendering them ideal for pro-
ducing the experimental data needed for evaluating and improving 
computational approaches to the prediction of reaction outcomes. 
For example, well-studied multicomponent reactions including Ugi 
condensations (3, 4) constitute the basis for work at the forefront of 
miniaturized library generation (5).

Inspired by such processes, our group has reported Synthetic 
Fermentation—the assembly of preformed building blocks into 
functionally and stereochemically rich oligomers without the need 
for exogenous reagents (6, 7). We recognized that similar processes 
could be leveraged to yield more drug-like molecules through three-
component couplings, enabling a miniaturized approach to the pro-
duction of hundreds of thousands of compounds from a limited 
selection of starting materials. This approach presented the oppor-
tunity to generate an extensive dataset comprising the outcome of 
tens of thousands of unique reactant combinations, thereby estab-
lishing an ideal training set for machine learning–assisted predic-
tions of successful reactant combinations. The use of high-throughput 
experimentation to provide tailored datasets relevant to the predic-
tion problem at hand has become a standard practice in the field 
(8–11), but it has remained limited to a few thousand reactions in 

total and rarely more than a few dozen different substates (12). De-
spite progress toward predicting the reaction outcome for unknown 
substrates (11–13), extrapolation on multiple reactant dimensions 
remains a substantial challenge. In addition, the small number of 
test data points in extrapolative settings often hampers rigorous 
evaluation of model predictions. Assembling a dataset on the order 
of tens of thousands of reactions would enable testing of uncon-
firmed hypotheses in the field, including what quantity of data is 
necessary for predictive models and the dependence of extrapola-
tion ability on model type and dataset size.

In this study, we report an on-demand reaction platform that 
uses three-component assembly to conduct 50,000 reactions on the 
microliter scale, each using a unique combination of substrates. 
Analyzing all reaction mixtures using liquid chromatography–high-
resolution mass spectrometry (LC-HRMS), we track the formation 
of eight different products for each combination, resulting in a reac-
tion outcome dataset of unprecedented size comprising ~40,000 
reactant combinations, each with distinct products. Using machine 
learning, we accurately predict the reaction outcome for unseen re-
actant combinations and untested substrates. By investigating model 
performance at different dataset sizes, we can derive general conclu-
sions for data efficiency of machine learning models in reaction pre-
diction and the importance of training data generation.

RESULTS
Reaction development and automation
In this implementation of Synthetic Fermentation, we devised a 
three-component reaction where a potassium acyltrifluoroborate 
(KAT) initiator (I) reacts with 1 equiv of an isoxazolidine monomer 
(M) bearing a protecting group that reveals an α-keto acid. This re-
acts with a thiohydrazide (TH) or aminobenzenethiol (ABT) termi-
nator (T) to give the final product (Fig.  1A and figs.  S1 and S2). 
Notably, the reaction proceeds in aqueous buffer without additional 
reagents or catalysts and yields benign by-products. The reaction 
conditions and concentrations are ideal for dilution with buffer and 
direct-to-biology screens (6,  14). To establish the synthetic scope 
and training set, we curated a building block collection initially 
comprising 78 initiators, 74 monomers, and 41 terminators (figs. S3 
to S5). While some specialized building blocks were introduced to 
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cover a broad set of motifs, most were readily made and have been 
previously reported (6, 7, 14–18). Three different initiator types (ali-
phatic, aromatic, and heteroaromatic), four different monomer 
types (α/β-substituted vis-à-vis the nitrogen, cis-substituted, and 
quaternary), and two terminator types (ABT and TH) give rise to an 
on-demand library of ~236,000 products (Fig.  1B) that we call 

“PRIME library”—i.e., the reactions to produce these structures can 
be executed immediately from the initially available stock of 193 
building blocks.

This particular multicomponent assembly was selected not only 
for the attractiveness of the resulting products but also because it is 
not a perfect process and therefore representative of broader reaction 

Fig. 1. Synthetic Fermentation. (A) A KAT initiator (I) undergoes a reaction with an isoxazolidine monomer (M) to produce an α-keto acid that subsequently condenses 
with a TH or ABT terminator (T) to form the final product. The reaction sequence proceeds without additional reagents or catalysts. (B) Examples of products obtained 
through Synthetic Fermentation with some common structural features highlighted. (C) The desired product A is formed in most reactions. Several side products were 
also identified. In some cases, the reaction stalled before the final oxidative decarboxylation at product B, which sometimes led to alternative, bicyclic product C. Further 
products that are occasionally observed are the intermediate α-keto acid (F) and its oxidation product G, the I-T condensation product D, the T-T condensation product 
E, and the M-T elimination product H. The analogous products formed with ABT terminators are shown in fig. S1.
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prediction problems. While the desired product (A) is typically fa-
vored, the reaction may stall ahead of the final oxidative decarboxyl-
ation (product B) or undergoes intramolecular cyclization instead (C). 
In certain cases, the I-T condensation product (D) and the terminator 
dimer (E) are also detectable. We further observed stalled I-M inter-
mediate (F) and the corresponding carboxylic acid G. Last, an M-T 
elimination product (H) was formed in some test reactions (Fig. 1C). 
The various reaction outcomes, particularly the distinct reaction path-
ways leading to desired structure A versus alternative product C, ren-
dered this system well suited both for high-throughput experimentation 
and as a testing ground for modern reaction prediction.

To render the multicomponent coupling amenable to high-
throughput synthesis using acoustic dispensing, we modified our 
preferred conditions for Synthetic Fermentation by changing the 
solvent system from t-BuOH to dimethyl sulfoxide (DMSO)/1 M 
aq. oxalic acid and reducing the concentration of building block 
solutions to 50 mM to ensure solubility. Most building blocks are 
stable for months at −20°C in DMSO (I and M) or in the reaction 
solvent (T). To reduce the consumption of building blocks and dis-
posables, we adopted acoustic dispensing (4, 19) for the automated 
delivery of reaction components and were pleased to find that it 
performed well at preparing the 384-well plates used for the reac-
tions, with each three-component reaction conducted in 3.3 μl of 
9:1 DMSO/aq. oxalic acid. Even at this low volume, no notable 
evaporation was observed during incubation at 60°C. It should be 
noted that these conditions are optimized for the highly parallel, 
automated synthesis of small amounts for screening. To conduct 
high-yielding synthesis of individual compounds in batch, other 
conditions may give better results. For example, cleaner product 
formation is observed with ammonium salt additives and product 
B can be transformed to A by prolonging the reaction time, in-
creasing the temperature, or adding an oxidant (6, 7, 14).

Execution and evaluation of 50,000 reactions
Library syntheses were conducted in batches of 1920 reactions using 
16 initiators, 12 monomers, and 10 terminators per run, which re-
quired 22 hours for setup and conduction. Improvements in the au-
tomated workflow, namely using incubators within the automated 
system and conducting the previously manual preparation of source 
plates on a programmable robotic liquid handler (see movie S1), al-
lowed us to prepare two batches or 3840 reactions in a 24-hour pe-
riod. The full automation workflow is outlined in  Fig.  2A. Stock 
solutions of building blocks were prepared freshly or used from pre-
vious batches, and aliquots were analyzed by liquid chromatography–
mass spectrometry (LC-MS) for quality control. The source plates 
were transferred to an automation system where six 384-well syn-
thesis plates served as the targets for acoustic dispensing (see movie 
S2). The plates containing initiator and monomer mixtures were 
incubated at 60°C for 3 hours, followed by addition of terminator 
solutions and incubation at 60°C overnight (16 hours). Dispensing, 
incubation, and all auxiliary steps (plate transfers, centrifuging, and 
sealing/desealing) proceeded without human intervention on the 
automated system.

Analyzing 50,000 different reactions—each with distinct starting 
materials, products, and side products—presents a formidable task. 
The automated system was used to prepare plates for LC-HRMS 
analysis by aliquoting 30 nl of the reaction solution and diluting 
1:1000 with a MeCN solution containing fenofibrate as an internal 
standard. Valuing data quality over speed, we sought the resolution 

of all expected products by chromatography, leading to an LC-
HRMS runtime of 14 min per sample, including column washes (see 
fig. S6 for an example trace). With a dual column setup, we could 
reduce the effective time to 7 min per sample or about 8 months of 
instrument time in total. Extensive scripting for the determination 
of required sum formulae of all expected products, including from 
conceivable deprotection reactions, using Python/RDKit, and near-
complete automation of instrument operation kept human involve-
ment to a minimum. The peak areas for all sum formulae were 
determined using a VBScript within Bruker Compass Data Analysis 
and normalized by dividing by the peak area of the internal standard 
(fenofibrate). Because of challenges of normalizing product respons-
es for 50,000 different reaction combinations, the reaction outcome 
was assessed with a binary label depending on the presence or ab-
sence of a product or side product in the LC-HRMS trace. The major 
product was determined by scaling the peak area according to the 
relative ionizability of the product type and comparing the scaled 
value across products (see the Supplementary Materials). For inclu-
sion in the dataset, each data point was checked against several qual-
ity criteria using collected metadata such as building block LC-MS, 
transfer logs from acoustic dispensing, and product LC-HRMS. These 
rigorous protocols ensured high data quality without experimental 
replicates and led to the exclusion of around 10,000 data points from 
the final dataset. By conducting a subset of the reactions in duplicate 
(377 reactions), we observed good reproducibility (98% accuracy for 
product A and 73% balanced accuracy for the major product; see 
fig. S7). The outcome for ~40,000 reactions determined to be opera-
tionally successful is shown in Fig. 2B (see figs. S8 to S10 for indi-
vidual products). An interactive version of this heatmap showing the 
outcome for individual reactions is available at https://jugoetz.com/
synferm-heatmap. In 84% of reactions, the expected product A is ob-
served, and it is the major product in 56% of reactions. Product B is 
observed irregularly with few building blocks strongly favoring it. 
Formation of product C is more likely for aliphatic initiators (I22 to 
I33) or monomers bearing a quaternary carbon (M55 to M70) and 
occurs almost exclusively for TH terminators (46% for TH and 6% 
for ABT). Only few building blocks afford none of these products. 
For example, monomers with a 2-pyridyl or 4-pyridyl substituent in 
the β-position (M53 and M54) degrade under the established reac-
tion conditions.

Prediction of the reaction outcome
Having collected the reaction outcome data, we turned to machine 
learning to predict the outcome for arbitrary combinations of build-
ing blocks. Our use of a three-component reaction confronts ma-
chine learning models with four distinct prediction problems of 
increasing complexity, i.e., predicting for reactions with three, two, 
one, or zero previously seen building blocks—although not neces-
sarily in the same reaction (see Fig. 3A). We trained and evaluated 
multitask binary classifiers for the formation of products A, B, and 
C independently for all four problems, referred to according to the 
number of independent dimensions between training and test data. 
The “zero-dimensional (0D) split” corresponds to zero independent 
dimensions or all three building blocks being present in the training 
data, whereas in the 3D split, none of the three building blocks 
would be present in the training data (Fig. 3B). The splitting method 
is described in detail in our previous work (20) and in the Supple-
mentary Materials. Similar approaches have been used elsewhere 
(13, 21–23) to prevent information leakage. For each problem, we 
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Fig. 2. Automated conduction and analysis of 50,000 reactions. (A) The synthesis workflow begins with the preparation of the source plate on an OT-2 liquid handler. 
From the source plate, solutions of I and M are distributed to six 384-well reaction plates by acoustic dispensing and incubated within the automated system. T solutions 
are added by acoustic dispensing, and incubation is continued. Aliquots are removed for subsequent LC-HRMS analysis. h, hours. (B) Heatmap of major product (between 
A, B, and C) across all initiators and monomers, averaged over all terminators tried with this combination. The “None” class is assigned if none of the three products was 
present. For the combination of I65 and M70, the square is expanded into all reactions with different terminators making up this square. Product A: blue; product B: or-
ange; product C: khaki; None: red. White squares indicate that the combination was not attempted. For heatmaps for the formation of individual products, see figs. S8 to 
S10. An interactive version of this heatmap showing the outcome for individual reactions is available at https://jugoetz.com/synferm-heatmap. (C) Product A was the 
major product in 56%, product B in 23%, and product C in 9% of all reactions. The remaining 13% afforded none of these products. (D) Average observation ratio for each 
product (A: 84%; B: 59%; C: 29%).
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tried several different representations, spanning structural finger-
prints (FP), RDKit, and quantum chemical (QC) properties; one-
hot encoding (OHE) of reactants; or graph encoding of the reaction 
(CGR) (24). We tested model architectures comprising several 
graph neural networks (GNNs) (25–28), a feed-forward network 
(FFN), gradient boosting (XGB) (29), and logistic regression. 
Hyperparameters were optimized for each combination. The best 
classifier for each problem was selected by the area under the 
precision-recall curve (AUPRC) obtained on validation data, and 
computationally cheaper methods were favored if score differences 
were not significant.

We found that for the 0D split (i.e., all building blocks have been 
seen in the training data), the FFN/OHE model was superior, sig-
nificantly outperforming all other combinations. For the 1D, 2D, 
and 3D splits, the XGB/FP models were optimal, although the com-
putationally more expensive directed message passing neural net-
work (D-MPNN)/CGR combination showed similar performance 
on most problems (see fig. S11 for all models). Evaluating the se-
lected models on test data, we found the 0D model to have an ac-
curacy of 93 ± 0.2% for predicting products A to C. The 1D model 
still showed a good accuracy of 86 ± 1.6%. The 2D model was cor-
rect for 81 ±  4.4% of reactions and the 3D model for 78 ±  3.3%. 

Fig. 3. Data-driven prediction of the reaction outcome. (A) Different library spaces are differentially difficult to predict. The Synthetic Fermentation virtual library can 
be subdivided on the basis of the number of new building blocks needed to synthesize a VL member. With the number of new building blocks, the difficulty of predictions 
increases. The training data are a subset of the PRIME library. (B) Data splits created to simulate the different prediction problems faithfully. Building blocks in colored 
boxes are contained in the training data for each task, and building blocks in gray boxes are not contained in the training data. For example, a 1D split would leave out 
building blocks on one dimension (here, initiators) but contain all building blocks for the other two dimensions (monomers and terminators) in both training and test 
data. Using multiple folds, the three possible permutations (for 1D and 2D splits) of reactant types to be left out are investigated at the same time. (C) Performance (ac-
curacy, precision, and recall) of the best model on each task, averaged over all products A to C and (D) for product A. The selected models were FFN/OHE for the 0D 
problem and XGB/FP for the other problems. Error bars indicate the standard error of the mean over nine random repetitions.
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These metrics and the respective precision and recall scores as well 
as metrics for product A only are shown in Fig. 3.

While these results are satisfactory, it is worth highlighting their 
limitations. For product A specifically, which was formed in more 
than four of five reactions, only the 0D and 1D models are meaning-
fully more accurate than a naïve classifier that always predicts that 
the expected product is formed. The monotonous decline of accu-
racy from the 0D model to the 3D model is expected and reflects the 
relative difficulty of learning chemical information in contrast to 
learning the combinatorial structure of the dataset. Still, on the 3D 
split, the “chemistry-aware” XGB/FP is significantly and markedly 
better than the chemistry-unaware FFN/OHE model, which (by de-
sign of the split) is only as good as random guesses.

Experimental validation
In addition to the computational validation, models were tested on 
prospective tasks reflecting real-world use cases (Fig. 4A). As we use 
the 0D model to predict reaction outcomes for the PRIME library 
(the VL including predictions is provided in data S4), we tested the 
precision of this model by preparing one plate of compounds pre-
dicted to be synthesizable. Of 149 valid reactions that were predicted 
to yield product A by the model, it was found in 147 of them, 
corresponding to a 99% precision score in this prospective evalu-
ation (Fig. 4B). For the secondary objectives, predicting formation 
of products B and C, the prospective accuracy values were 87 and 
86%, respectively.

The second task reflects a question that may arise when using 
Synthetic Fermentation for compound optimization. If an initial hit 
from the PRIME library was promising but analogs are desired for 
optimization, one may synthesize new initiators not contained in 
the PRIME library. To determine whether these building blocks are 
worth procuring, one would ask the 1D model for the likely reaction 
outcome. To test this scenario, we curated a diverse set of 12 initia-
tors that were not used in the library synthesis. These new initiators 
were reacted with random monomers and terminators from the li-
brary. For 593 valid reactions, the model successfully predicted 
whether product A is formed for 533 (90%) of them (Fig.  4C). 

Notably, most errors were false negatives and in only six cases was 
product A not detected despite being predicted to form, corre-
sponding to 98.9% precision. As the main objective in this scenario 
is avoiding costly synthesis of unproductive building blocks, the 
model proved highly suitable.

The strong prospective performance, combined with the previ-
ous computational evaluation, demonstrates the practical useful-
ness of the models. In a discovery setting, these models could be 
used to efficiently prioritize and select compounds for synthesis, 
reducing waste of material and time in unsuccessful reactions.

Data and model requirements for reaction prediction
The unprecedently large dataset provides the opportunity to investi-
gate the influence of dataset size on the performance of different 
model types. For each of the problems outlined above, we created 
truncated splits with a reduced number of data points in the training 
set. We selected the three model types that showed the best perfor-
mance for the full dataset (FFN/OHE, XGB, and D-MPNN). For the 
chemistry-aware models, we used either structural features (FP 
for XGB and CGR for D-MPNN) or additional property features 
(RDKit). The five model types were trained (including full hyperpa-
rameter tuning) for all truncated splits.

On the 0D split (Fig. 5A), i.e., a pure interpolation task, the per-
formance for all model types converges above 2000 data points. De-
spite the small difference, the FFN/OHE model is significantly better 
than all other model types at large dataset sizes. While the predictive 
power keeps rising even up to ~30,000 training data points, working 
with a much sparser dataset of a few thousand samples yields satis-
factory models. The differentiation below 2000 samples, where XGB 
models outperform neural network methods, hints at the higher 
data efficiency of the former. On the 1D split (Fig.  5B), a similar 
picture emerges. For small training datasets, XGB is the best choice, 
but with increasing dataset size (>4000 samples), the advantage over 
neural networks vanishes. Unexpectedly, the chemistry-unaware 
model (FFN/OHE) is indistinguishable from the chemistry-aware 
methods up to training dataset sizes of ~8000 samples. On the 2D split 
(Fig. 5C), scores are lower across model types, but the advantage of 

Fig. 4. Experimental validation. (A) Tasks posed in experimental validation. One plate was created by cherry-picking compounds from the in-stock PRIME library that the 
0D model predicted to work. Three plates were created on the basis of 12 new initiators previously not contained in the PRIME library, paired with 10 previously used 
monomers and 8 previously used terminators. Reaction outcomes for these plates were predicted with the 1D model. (B) Heatmap of the reaction outcome for the cherry-
picked plate. Blue squares indicate that product A was found (i.e., the 0D model was correct). Red squares indicate that it was not found. Gray squares were excluded from 
the analysis because they failed previously established quality control criteria. (C) Heatmap showing whether the model predicted the correct outcome for the plates with 
new initiators, grouped by the initiator. Blue squares indicate a correct prediction, and red squares indicate an incorrect prediction. Gray squares were excluded from the 
analysis because they failed previously established quality control criteria.
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Fig. 5. Data efficiency of machine learning models. Relative improvement over the chance level for the AUPRC on test data depending on the size of the dataset used in 
training. As relative improvement is given, a random classifier has an expected value of 0 and a perfect classifier has an expected value of 1. All error bars correspond to the 
standard error of the mean over nine random repetitions. (A) On the 0D split, differentiation is small but significant at large dataset sizes. Below a few thousand training 
samples, XGB markedly outperforms even a simple neural network and outperforms GNNs by a wider margin, irrespective of the tested features. (B) On the 1D split, XGB 
models are best for most dataset sizes, but GNNs catch up for large training datasets. Only at large sizes, the chemistry-aware models outperform the chemistry-unaware 
model (FFN/OHE). (C) On the 2D split, XGB models are preferred at all training dataset sizes, but GNNs can outperform the chemistry-unaware model after a few thousand data 
points. (D) On the 3D split, the chemistry-unaware model is not better than chance, while chemistry-aware models are moderately predictive and do not consistently differ-
entiate in performance. (E) Number of training data points required for a 60% relative improvement over the chance level depending on the model, featurization, and split 
dimension. Dashed bars indicate that the estimator has not reached the required score even at the largest tested training data size, which is indicated by the solid portion of 
the bar. Data for the FFN/OHE model on the 3D split are included for completeness, but the model can only give random predictions on this split by design.
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XGB models for small datasets is reproduced and extends to even 
larger sizes. The chemistry-unaware model becomes unfavorable at 
smaller sizes (a few thousand data points). Last, on the 3D split 
(Fig. 5D), the chemistry-unaware model gives random predictions 
(as expected by design). The markedly increased variance of the re-
sults leads to no consistent differentiation among the chemistry-
aware models. Performance remains moderate but much better than 
chance up to the maximum dataset size.

The results show that at small dataset sizes, QC features can have 
a minor positive effect on prediction performance. For the XGB/QC 
model, this coincides with a performance penalty at larger dataset 
sizes. The penalty can be mitigated by combining Morgan finger-
prints and QC features in the same model, but the marginal im-
provement over the less expensive XGB/FP featurization may not 
warrant the additional computational cost at inference time.

These observations imply that while predicting within a combi-
natorial reaction dataset (equivalent to the 0D split) is possible even 
from a sparsely sampled combinatorial space (i.e., ~1% of ~200,000 
possible data points), there is no reason to use chemistry-aware 
models in such cases. Even when extrapolating for one of the three 
reactants (1D split), chemistry awareness became relevant only be-
yond 10,000 training data points in our case, which is an order of 
magnitude larger than previously examined datasets. If chemistry-
aware models are used for the 0D and 1D splits, we saw only disad-
vantages for more complicated GNNs over XGB, especially at the 
small dataset sizes that are common in chemistry. Figure 5E shows 
how the data demand increases with the difficulty of the problem 
and how data efficient the tested model types were.

It is worth asking to what extent these results transfer to other 
reaction types. The modelability of molecular properties depends on 
the roughness of the structure-property landscape (30). Arguably, 
the same holds for the structure-reactivity landscape in predicting 
reaction properties. Qualitatively, the Synthetic Fermentation data-
set exhibits moderate roughness with many building blocks follow-
ing simple patterns (e.g., formation of product C mainly for 
aliphatic initiators and quaternary monomers), combined with a 
few reactivity cliffs (e.g., the pyridyl-substituted monomers M53 and 
M54). We therefore expect our results to transfer to many other 
chemical reactions with moderately rough structure-property land-
scapes, such as nucleophilic substitutions and Suzuki couplings. For 
reaction types with a substantially rougher property landscape (e.g., 
Ni-catalyzed cross couplings), more data may be required for accu-
rate predictions. Our results are also limited in that they are specific 
to reactions with three independent variables. However, many pre-
diction problems from reactions with more independent variables 
are typically framed as three-dimensional problems (e.g., two sub-
strates and a ligand for cross couplings while other variables such as 
temperature, solvent, duration, and precatalyst are kept constant or 
one-hot encoded).

DISCUSSION
In summary, we have developed an automated, microscale synthesis 
platform for the on-demand synthesis of vast numbers of drug-like 
compounds. On the basis of a three-component reaction, now, 
220,990 VL members are immediately accessible from 188 curated 
building blocks. We conducted and analyzed 50,000 reactions af-
fording distinct products, generating, to our knowledge, the first 
public reaction dataset of this magnitude. We used these data to 

train machine learning classifiers for reaction outcome with excel-
lent accuracy within the PRIME library and notable generalization 
ability to new building blocks. The usefulness of the classifiers to 
prioritize synthesizable molecules was corroborated by prospective 
experimental validation. While many high-throughput campaigns 
in recent years have obtained models for reaction predictions, the 
unprecedented size of the present dataset allowed us to study the 
data requirements of different machine learning models under a set 
of interpolation and extrapolation tasks, revealing that reaction out-
come prediction problems are best approached as interpolation 
tasks but that sparsely (~1%) sampling the combinatorial space suf-
fices for training predictive models, substantiating prior conjectures 
(31). For either interpolation or extrapolation tasks, we find that 
simpler models outperform frequently used neural network–based 
approaches at dataset sizes previously available in the field. Com-
bined, our observations suggest that the optimal approach to reli-
able reaction outcome predictions is building simple, local models 
with sparse datasets; elaborate model architectures and featurization 
will not suffice to construct general models of chemical reactivity, at 
least not in the absence of new modes of data collection.

MATERIALS AND METHODS
Library syntheses
Preparations
For plate-based library syntheses, building blocks were dissolved in 
DMSO (I and M) or in 9:1 DMSO/1 M aq. oxalic acid (T) at 55.6 mM 
(I and M) and 50 mM (T) concentrations, respectively. Building 
block solutions were stored at −20°C in Greiner Bio-One Master-
block 96 well, 2 ml, PP, V-bottom plates (catalog no. 780270). Echo 
source plates (384-well PP 2.0 Microplate Echo qualified, catalog no. 
PP-0200) were prepared from stock solutions using an OT-2 liquid 
handler. For each initiator (16 total), two wells were filled with 63 μl 
of DMSO solution and a third with 35 μl of DMSO solution. For 
each monomer (12 total), three wells were filled with 63 μl of DMSO 
solution and a fourth well was filled with 25 μl of DMSO solution. 
The bottom row (P) of the source plate was filled with 1 M aq. oxalic 
acid. After the transfers, the Echo source plate was covered with a 
Beckman Microclime Environmental lid (catalog no. 001-5719) 
conditioned with DMSO. Source plates were used within ~1 hour. 
After source plate preparation, QC solutions of the building blocks 
were prepared using the OT-2 liquid handler by diluting aliquots 
1:1000 with MeCN. QC solutions were submitted for LC-MS.
Automated synthesis
The Echo source plate was loaded into an automation system con-
trolled by Cellario, served by a HighRes ACell robotic arm. Six Lab-
cyte 384-well low dead volume Echo qualified microplates (catalog 
no. LP-0200; subsequently called “reaction plates”) were loaded onto 
the system. On the system, the source plate lid was removed, and the 
plate was subjected to centrifugation on a BioNex HiG automated 
centrifuge and loaded onto a Labcyte Echo 655 dispenser. The build-
ing block solutions were dispensed across the six reaction plates such 
that each reaction plate well received 990 nl of each I and M solution 
and 220 nl of oxalic acid solution. Initiators were dispensed along 
rows (e.g., I1 would fill all wells in row A for all six plates). Mono-
mers were dispensed in half a plate each (e.g., M1 would fill the rect-
angle spanned by wells A3 and P12 in one of the six reaction plates). 
Columns 1, 2, 23, and 24 were always left empty (space for controls if 
the plates are used in assays). Upon completion of all transfers to a 
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reaction plate, it was removed from the Echo, sealed using an Agilent 
PlateLoc Thermal Microplate Sealer with Agilent Peelable Aluminium 
RT seals (catalog no. 24214-00), and moved to a HighRes Steristore 
D incubator at 60°C. Each plate was scheduled independently and 
was removed from the incubator after 3 hours.

During the incubation period, the source plate was removed 
from the system and charged with terminator solutions on the OT-2 
liquid handler. For each terminator (10 total), four wells were filled 
with 65 μl of the solution in 9:1 DMSO/1 M aq. oxalic acid and a 
fifth well with 30 μl of the solution in 9:1 DMSO/1 M aq. oxalic acid. 
The source plate was moved back to the automation system before 
the end of the 3-hour incubation period.

After the incubation period, the source plate was delidded, sub-
jected to centrifugation, and loaded into the Echo. The reaction 
plate was removed from the incubator, desealed using a Brooks 
XPeel Automated Plate Seal Remover, and loaded into the Echo. 
Terminator solutions were dispensed along columns such that each 
reaction plate well received 1100 nl of T solution (e.g., T1 would fill 
all wells in columns 3 and 13 of all six plates). After completion of 
the transfers, each reaction plate was sealed as described above and 
incubated at 60°C for 16 hours.

Note that the procedure describes one batch of 1920 compounds. 
Two batches can be prepared simultaneously by scheduling transfers 
for the second batch during incubation of the first batch and vice versa.
Preparation of analysis plates
The internal standard stock solution was prepared by dissolving 
63 mg of fenofibrate in 100 ml of MeCN (LC-MS grade) with 0.1% 
formic acid. This stock solution was stored for up to 1 year at 4°C in 
the dark. The internal standard solution (c = 21.8 μM) was prepared 
fresh by diluting 4.0 ml of the stock solution with 316 ml of MeCN 
(LC-MS grade). The automation system was loaded with the six 
reaction plates and six Eppendorf 384-well twin.tec PCR plates 
(catalog no. 0030128508; subsequently called “analysis plates”). The 
analysis plates were filled with 30-nl aliquots from the reaction 
plates on the Echo, retaining the layout. Reaction plates were sealed (for 
seals, see above) under argon for long-term storage at 4°C. Analysis 
plates were diluted with 30 μl of internal standard solution per well 
using an Agilent BioTek EL406 Washer Dispenser and sealed in 
air (for seals, see above). Analysis plates were submitted to LC-MS 
characterization. Log files of Echo surveys and transfers were gath-
ered to identify transfer errors (see the “Data filtering” section in the 
Supplementary Materials).
LC-MS analysis
Analyses were conducted on an Agilent 1290 Infinity II high-
performance liquid chromatography system (Agilent Ltd., Germany) 
coupled with a Bruker maXis II mass spectrometer (Bruker Daltonics, 
Germany). The high-performance liquid chromatography system 
was equipped with a binary solvent delivery system, a diode array 
detector, a well plate autosampler, and reversed-phase 50 mm by 
3.0 mm–inside diameter Agilent Zorbax Eclipse Plus C18 3.5-μm 
columns in a dual-column setup. The mobile phase consisted of (A) 
acetonitrile with 0.1% formic acid and (B) water with 0.1% formic 
acid. Starting with isocratic conditions of 2% A at a flow rate of 0.6 ml 
min−1 for 1 min, the gradient started at 2% A and was linearly in-
creased to 98% in 5 min at a flow rate of 0.6 ml min−1, followed by 
isocratic conditions of 98% A at a flow rate of 0.6 ml min−1 for 0.5 min. 
The total run time was 7 min. The injection volume was 4 μl. The 
ultraviolet chromatogram was collected on a diode array detector 
using a microflow cell at 220, 254, 280, and 365 nm.

The mass spectrometer was operated in wide pass quadrupole 
mode, with the time-of-flight (TOF) data being collected between 
m/z 50 and 1000 with a low-collision energy (in-source collision-
induced dissociation) of 0 eV and an ion energy offset of 4 eV. The 
optimized source conditions were drying gas (10 liter min−1; nitro-
gen, 99.99% purity) at a temperature of 250°C; a nebulizer pressure 
of 1.6 bar; capillary and endplate voltages of 500 and 4500 V, respec-
tively; a TOF flight tube voltage of 12,000 V; a reflection voltage 
of 3183 V; a pusher voltage of 1700 V; and a detector voltage of 
2268 V. The resolving power of the instrument was around 45,000 
with a 4-Hz spectra rate, depending on the sample concentration 
and peak width. The electrospray ionization TOF mass spectrome-
ter was calibrated in the positive mode using a solution of sodium 
formate in isopropanol/water 1:1 [Na(NaCOOH)n

+ cluster] on the 
enhanced quadratic algorithmic mode. Data were centroided dur-
ing acquisition using independent reference lock-mass ion (hexa-
methoxyphosphazene, m/z 322.0481) via the Lock-Mass interface to 
ensure mass accuracy and reproducibility.

The accurate mass and composition were automatically calcu-
lated using Data Analysis 5.3 software (Bruker Daltonics, Germany) 
with an automated scripting procedure. This scripting procedure 
obtained the accurate mass calibration, created specific extracted 
ion chromatograms (EICs) from given sum formulas, identified 
compounds, and created reports.

Building block syntheses
For information on building block syntheses, please refer to the 
Supplementary Materials.

Selection of experiments
Building block selection from the library was random with some 
constraints for experimental feasibility: Building blocks were ran-
domly grouped into groups of 16 (initiators), 12 (monomers), and 
10 (terminators). From all possible combinations of these groups, 
the experiment batches were drawn without replacement before the 
onset of the experimental campaign. If a building block was missing 
at the time of the experiment for any reason, it was substituted by a 
different, random, previously unused building block. In a few cases, 
when no adequate stock of an unused building block could be 
found, a random previously used building block was swapped in, 
giving rise to the 377 duplicate reactions in the dataset.

LC-MS data extraction
Processing of spectra was automated to determine the peak area in 
the EICs for all expected species, aggregating over different ioniza-
tions (H+ and Na+). For each reaction, at least nine EICs were ex-
tracted: the expected product (A), the known side products (B to H), 
and the internal standard. In addition, all EICs for sum formulae 
arising from potential deprotections were extracted if any expected 
product contained an N-boc or N-cbz protecting group, a t-Bu ester, 
or a trimethylsilyl (TMS)–protected alkyne. The summary report after 
processing contained the peak area and count for each sum formula 
that was searched. Simultaneously, a more extensive PDF report was 
automatically prepared per sample. It contained the full 2D chro-
matogram and all identified peaks with ultraviolet and mass spectra 
and was used for manual checks of automatically extracted data.

The summary report from LC-MS analysis contained the peak area 
and count for each sum formula that was searched. Summary reports 
were automatically extracted using a Python script. Contributions 
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from different sum formulae corresponding to the same product were 
aggregated (e.g., area of product A and area of product A minus TMS 
plus H if A contained a TMS-protected alkyne). The peak areas were 
normalized per sample by dividing through the peak area of the inter-
nal standard.

The LC-MS responses were scaled per product type by dividing 
by the 85th percentile for this product type. This is to account for the 
differential ionizability of the core scaffolds. We chose the 85th per-
centile for robust scaling because at higher percentile values, outli-
ers start dominating the scaling.

Data analysis
For additional information on data analysis, please refer to the Sup-
plementary Materials.

Training of models on truncated datasets
Truncated datasets with a reduced number of training points were 
constructed by applying the same split logic as for the main splits de-
scribed in the “Data splitting” section in the Supplementary Materials 
by varying the train-test ratios. For the 1D splits, only one dimension 
was chosen for all splits (initiators) and, for the 2D splits, only one set 
of two dimensions was chosen (initiators and monomers). This devia-
tion from the previous procedure was made to reduce the variance 
in the results. For each of the truncated splits, the full model fitting 
procedure as described above, including hyperparameter optimization, 
was conducted for seven model types: FFN/OHE, XGB/FP, XGB/
FP + RDKit, XGB/QC, XGB/FP + QC, D-MPNN/CGR, and D-MPNN/
CGR + RDKit. These model types were selected because they were 
previously found to perform well across all splits, as a baseline (FFN/
OHE), or because they are frequently used in the literature (QC 
features). For a better comparison across dataset sizes, the achieved 
AUPRC was normalized using the chance level (i.e., a random classi-
fier would have a normalized AUPRC of 0.0, whereas a perfect classi-
fier would score 1.0). The Wilcoxon signed-rank test was used to 
confirm the statistical significance of improvement over another 
model. We use P = 0.05 as the threshold for significance.

Inference with the models
For inference, the correct model to apply is chosen by the number of 
previously seen building blocks. For prediction tasks with three pre-
viously seen building blocks, the 0D model is used. For prediction 
tasks with two previously seen building blocks, the 1D model is 
used. For prediction tasks with one previously seen building block, 
the 2D model is used. For prediction tasks with no previously seen 
building blocks, the 3D model is used. All predictions are made by a 
committee of nine models (from the nine training folds), aggregated 
by majority voting. For the 1D and 2D models only, the folds are not 
equivalent (see the “Data splitting” section in the Supplementary 
Materials). In this case, only the three models obtained on the three 
relevant folds are used for the prediction (i.e., for a prediction task 
where the initiator was not previously seen, only the three folds 
where the splitting dimension was initiators are used).

Construction of the PRIME virtual library
In the final published version of the PRIME virtual library, we included 
all products theoretically accessible from the 66 valid initiators used 
to generate the reaction dataset and the 11 valid initiators used in 
validation, as well as the 70 valid monomers and 41 valid terminators 
used. This gives rise to 220,990 library members enumerated from 

these building blocks using Python. A total of 84% of the PRIME VL 
is predicted to be synthesizable by our ML models. Note that the dif-
ference to the initially mentioned 236,000 library members is due to 
the removal of invalid building blocks over the course of the project. 
To add reaction predictions, we use the appropriate model, i.e., the 0D 
model for reactions where all building blocks were seen in the train-
ing data and the 1D model for reactions where the initiator was not 
seen (validation initiators).

Property predictions for the PRIME virtual library
We used Schrödinger version 2023-3 to predict physicochemical 
properties of all library members. Members were prepared for pre-
dictions using LigPrep with Epik ionization. Property predictions 
were run using QikProp. The results are available from Zenodo 
at https://zenodo.org/doi/10.5281/zenodo.13769229 as compressed 
SDF files containing chunks of 10,000 library members in a tar ar-
chive. The total number of structures exceeds 10,000 per chunk as 
the ionization states generated by LigPrep/Epik have separate entries.

Further methods
For additional information on validation plates, training of machine 
learning models, and the virtual library, please refer to the Supple-
mentary Materials.

Supplementary Materials
The PDF file includes:
Supplementary Text
Figs. S1 to S18
Legends for movies S1 and S2
Legends for data S1 to S4
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Movies S1 and S2
Data S1 to S4
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