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A B S T R A C T

The following work originated from the author’s engagement as doctoral stu-
dent in the Computational Biology Group at the Department of Biosystems
Science and Engineering at ETH Zurich in Basel. It presents three indepen-
dent projects on the statistics of genetic perturbation screens. The projects
introduce new statistical methodology to analyze integrated data sets, try to
shed light on how methods using biological prior knowledge can be com-
bined with conventional statistical methods, and propose tools to deal with
high-dimensional big data, in the context of infection and diseases of the
cell.

The dissertation is organized as follows. Chapter 1 introduces the science
of cause and effect in the context of genetic perturbations and statistical infer-
ence. Chapter 2 discusses a novel two-stage method for analysis of pan-viral
perturbation screens that aim to �nd host dependency and restriction factors
for an entire group of pathogens (Dirmeier et al., 2019a). The method �rst
estimates effect sizes of genetic interventions using a mixed model and then
puts the estimates in a pathway context by network diffusion. Application
of the method on the data set resulted in the discovery of several promising
drug targets with the potential of broad-spectrum activity, and two previ-
ously undiscovered host factors for the Hepatitis C virus.

Chapter 3 presents structured hierarchical models, a method for heteroge-
neous, multi-condition genetic perturbation data for which the data gener-
ating process is assumed to be misspeci�ed. The method encodes genetic
similarities derived from protein-protein interaction networks as a categori-
cal Markov random �eld (MRF) and uses the MRF to inform the inference
of gene effects in a Bayesian hierarchical model. Dirmeier & Beerenwinkel
(2019) show that incorporating biological prior knowledge can improve the
results of posterior inference over conventional methods.

Chapter 4 leaves the small n setting, i.e., when only few samples are avail-
able, and enters the big-data setting. A command-line tool for easy analysis
of big data sets is presented. The tool implements common machine learning
methods, and scales to applications of several hundred gigabytes by using
distributed, parallelized computing. The tool is especially useful for com-
putational biologists that have to deal with data sets conventional desktop
computers cannot handle, and who are in need of ef�cient solutions. It is
published in Dirmeier et al. (2019b).

Chapter 5 concludes this work. It summarizes its �ndings and limitations,
and shows up possibilities for future research.
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K U R Z FA S S U N G

Die vorliegende Arbeit entstand während der Anstellung des Autors als
Doktorand in der Computational Biology Group am Departement Biosys-
teme der ETH Zürich in Basel. Sie beinhaltet drei Projekte über genetis-
che Perturbationsstudien, die sich mit der In�zierung und Erkankung von
biologischen Zellen beschäftigen. Es wird aufgezeigt, wie Daten, die aus
mehreren Konditionen bestehen, analysiert werden können, und wie Meth-
oden, die biologische a-priori Informationen nutzen, mit konventionellen
statischen Methoden kombiniert werden können. Ausserdem wird neue Soft-
ware zur Bearbeitung grosser, hoch-dimensionaler Daten vorgestellt.

Die Dissertation ist folgendermassen strukturiert. Kapitel 1 führt Grundla-
gen zur Wissenschaft von Ursache-und-Effekt im Zusammenhang mit genetis-
chen Perturbationsstudien und statistischer Inferenz ein. Kapitel 2 stellt eine
neue Methode vor, die zur Analyse von pan-viralen Perturbationsstudien
genutzt werden kann, um den Ein�uss von Genen auf den Replikations-
zyklus einer Gruppe von Pathogenen zu schätzen (Dirmeier et al., 2019a).
Die Methode schätzt diesen Ein�uss mittels gemischter Modelle und bringt
die Schätzwerte dann durch Netzwerkdiffusion in den Kontext biologischer
Netzwerke. Durch die Anwendung der Methode gelang es mehrere neue,
vielversprechende Gene zu �nden, die als Ziele für die Behandlung viraler
Erkrankungen mit Medikamenten dienen können.

Kapitel 3 stellt structured hierarchical models zur Analyse heterogener, gene-
tischer Perturbationsstudien vor. Die Methode codiert aus biologischen Net-
zwerken abgeleitete, genetische ˜hnlichkeiten als kategorische Markovzu-
fallsfelder und benutzt diese zur Schätzung von Geneffekten in Bayesianis-
chen, hierarchischen Modellen. Dirmeier & Beerenwinkel (2019) zeigen, dass
biologischen a-priori Informationen die Schätzung von a-posteriori Verteil-
ungen gegenüber gebräuchlichen, statischen Methoden verbessern kann.

In Kapitel 4 stellen Dirmeier et al. (2019b) ein Programm zur automa-
tisierten Analyse von grossen, biologischen Datensätzen vor. Die Software
skaliert zu Daten deren Grösse mehrere hundert Gigabyte umfassen kann,
indem der Datensatz parallel auf mehreren Computern bearbeitet wird. Die
Software implementiert gebräuchliche Methoden des maschinellen Lernens,
und soll vor allem Bioinformatikern behil�ich sein, um stets wachsende
Datenmengen ef�zient verarbeiten zu können und von daher einfache Lö-
sungen mit wenig Programmieraufwand benötigen.

Kapitel 5 schliesst diese Arbeit ab und fasst sie zusammen. Es wird abgewägt,
welchen statistischen und biologischen Einschraenkungen die Projekte unter-
lagen. Mögliche, zukünftige Forschungsmöglichkeiten werden aufgezeigt.
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P R E FA C E

Reason and science often go different ways.

The following dissertation is written in the growing conviction
that anarchism, while perhaps not the most attractive political
philosophy, is certainly excellent medicine for epistemology, and
for the sciences.1

1 freely adapted from Feyerabend
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It must certainly be allowed, that nature has kept us at a great distance from all her
secrets, and has afforded us only the knowledge of a few super�cial qualities of

objects; while she conceals from us those powers and principles on which the
in�uence of those objects entirely depends.

� David Hume2

1
I N T R O D U C T I O N

The science of cause and effect has been fascinating researchers for centuries
dating back to at least ancient Greece where no other than Aristotle for the
�rst time in human thought considered a scienti�c theory of causation as a
foundation to unravel the mysteries of nature. Two millenia later, trying to
illuminate the secrets of nature through causal reasoning is still an ongoing
human endeavor and is researched on in several academic �elds, two of
which being statistics and biology.

In functional genomics, targeted intervention experiments have become
one of the work horses to establish cause and effect relationships between
variables. Most commonly, small synthetic genomic sequences are used to
disrupt a gene of its function, for instance genomically by mutation or tran-
scriptomically by post-transcriptional gene silencing. Here, the genomic se-
quence, which is either an array of nucleotides of deoxyribonucleic acid or its
cousin ribonucleic acid, is �rst synthetically designed and then transported
into the living cell (Boutros & Ahringer, 2008; Shalem et al., 2014). The ge-
nomic sequence triggers an arti�cial intervention, called an experimental
genetic perturbation.

In either case, downstream effects caused by the intervention are mea-
sured and their effect sizes are estimated. The readouts, i.e., the measured
changes in the phenotype, are usually high-dimensional numerical values
and ef�cient computational analysis is required. On a genome-wide scale,
the generated data is often in the Gigabyte, or even Terabyte, range ne-
cessitating development of novel methodology for analysis. Since biological
experiments are inherently stochastic, appropriate statistical models are re-
quired that can account for sources of error to accurately infer estimates of
interest and to allow interpretation of the biological processes under study.
Computational biology has emerged as a new scienti�c discipline operating
at the interface of biology, computer science and statistics in order to solve
these problems.

In the following sections, we will brie�y introduce the various aspects
of genetic perturbation screening. We �rst introduce the evolutionary back-

2 Hume, 2008
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4 introduction

ground, before we explain genetic perturbations in the experimental context.
We then discuss basic causal and statistical foundations. Eventually, we con-
clude this chapter by summarizing available methods for the analysis of
genetic perturbation screens, and discuss the goals of this thesis.

1.1 natural perturbations

Our understanding of the �ow of information, or rather function, in biol-
ogy is based on the central dogma of molecular biology that (in its earliest
version) states that

"the transfer of information from nucleic acid to nucleic acid, or from
nucleic acid to protein may be possible, but transfer from protein to
protein, or from protein to nucleic acid is impossible".1

Genetic perturbations interrupt this process of how information is trans-
ported, either, as stated before, on the genomic level, or on the transcriptomic
level. Our understanding of natural perturbations, i.e., the natural occur-
rence of speci�cally intervening on the �ow of information in cells, is fairly
recent. On the transcriptomic level, Fire and Mello discovered the RNA inter-
ference (RNAi) pathway merely roughly 20 years ago (Fire et al., 1998). In eu-
karyotic cells RNAi functions as defense against intruding double-stranded
RNA and as method for post-transcriptional gene silencing (Hannon, 2002).

On the genomic level, a similar kind of defense system has been reported
decades ago already (Ishino et al., 1987). The authors noted that "an unusual
structure was found in the 3’-end �anking region of [a gene]. Five highly homolo-
gous sequences of 29 nucleotides were arranged as direct repeats with 32 nucleotides
as spacing" (�gure 1). However, at that point it remained unclear what the
function of the sequence was. In 2002, the mysterious loci were coined clus-
tered regularly interspaced short palindromic repeats (CRISPR) by Jansen et al.
(2002). Shortly after, Bolotin et al. (2005) and other groups proposed extra-
cellular origin of the genetic elements. Only in 2007 was it established that
CRISPR sequences are exogenously acquired and serve as defense mecha-
nism as against foreign DNA (Barrangou et al., 2007). Later research estab-
lished that CRISPR serves similar purposes in prokaryotic cells as RNAi in
eukaryotic ones.

The following sections brie�y summarize the mechanisms behind prokary-
otic and eukaryotic defense against exogeneous genetic elements, i.e., the
speci�c evolutionary and biological underpinnings that are exploited when
experiments with RNAi and CRISPR are conducted.

1 Crick, 1958
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j AATGGGAGGGAGTTCTACCGCAGAGGCGGGGGAACTCCAAGTGATATCCATCATCGCATCCAGTGCGCC(1,451)
(1,452) CGGTTTATCCCCGCTGATGCGGGGAACACCAGCGTCAGGCGTGAAATCTCACCGTCGTTGC(1,512)
(1,513) CGGTTTATCCCTGCTGGCGCGGGGAACTCTCGGTTCAGGCGTTGCAAACCTGGCTACCGGG(1,573)
(1,574) CGGTTTATCCCCGCTAACGCGGGGAACTCGTAGTCCATCATTCCACCTATGTCTGAACTCC(1,634)
(1,635) CGGTTTATCCCCGCTGGCGCGGGGAACTCG(1,664)

GGconsensus: CGGTTTATCCCCGCT;CGCGGGGAACTC
FIG. 5. Comparison of direct-repeat sequences consisting of 61 base pairs in the 3'-end flanking region of iap. The 29 highly conserved

nucleotides, which contain a dyad symmetry of 14 base pairs (underlined), are shown at the bottom. Homologous nucleotides found in at least
two DNAsegments are shown in boldface type. The second translational termination codon is boxed. The nucleotide numbers are in
parentheses.

Although the 38-kilodalton protein was detected in the cells
carrying the iap+ plasmid with a deletion in either the 5' or
3' end noncoding region, the 41-kilodalton protein was
barely detected in the cells in Fig. 3, lanes 3 and 6. The
amounts of the 38-kilodalton protein were also lower in these
cells than in the ones in lanes 2 and 7. The 41- and 38-
kilodalton proteins are probably the nascent lap protein and
its processed product, respectively, since both were de-
tected only in cells carrying the iap+ gene and since their
sizes corresponded roughly to the iap gene product and the
processed product, respectively, predicted from the DNA
sequence.

To examine whether the processed Iap protein was se-
creted into the periplasm, we fractionated the maxicells that
had been treated by osmotic shock into a supernatant and
pellet fraction. Neither the 41-kilodalton protein nor the
38-kilodalton protein was detected in the periplasmic frac-
tion (Fig. 4, lane 2); both were found in the pellet fraction
(lane 3). In this experiment, the ,B-lactamase precursor and
its processed product served as the internal controls. The
processed product but not the precursor was detected in the
periplasmic fraction (lane 2); the precursor was found in the
pellet fraction (lane 3). Therefore, it is likely that both the
lap protein and its processed product are in the membrane
fraction.

DISCUSSION
iap gene product. The lap protein deduced from the DNA

sequence contains a sequence that is characteristic of a
signal peptide in which positively charged amino acids are
followed by 10 to 15 consecutive hydrophobic amino acids
and which is terminated with Val-X-Ala (19). It would be
consistent with this structural feature if the Iap protein were
a secreted protein. Also, the maxicell experiments suggested
that it was synthesized as a larger precursor and then
processed proteolytically. However, neither the precursor
nor the processed product was found in the periplasmic
fraction. Therefore, the mature lap protein is probably
associated with either the inner or the outer membrane. The
results shown in Fig. 2 suggested that the conversion activity
was not in the periplasm but was probably associated with
membranes. It is possible that the lap protein is the conver-
sion enzyme itself. Alternatively, it could be an activator of
the enzyme or a component of the enzyme.

Structural features of the noncoding regions. Several can-
didates as the promoter of iap were found in the upstream
region of the gene. Among them, either TTGAaAat nucle-
otide 257 for the -35 sequence in combination with TtTcAT
for the -10 sequence at nucleotide 283 or TTaACg at
nucleotide 182 for the -35 sequence with TAatAT at nucle-
otide 208 for the -10 sequence may be the promoter for iap
(3, 4, 21).

A translational termination codon, TGA, was found at

both nucleotide 1367 and nucleotide 1376, in the same
reading frame.

With nine nucleotides spacing from the second terminator
codon, a nucleotide sequence with a transcript that may
form a stable stem-and-loop structure was found. Transcrip-
tion may end at this region.

An unusual structure was found in the 3'-end flanking
region of iap (Fig. 5). Five highly homologous sequences of
29 nucleotides were arranged as direct repeats with 32
nucleotides as spacing. The first sequence was included in
the putative transcriptional termination site and had less
homology than the others. Well-conserved nucleotide
sequences containing a dyad symmetry, named REP se-
quences, have been found in E. coli and Salmonella typhi-
murium (28) and may act to stabilize mRNA(18). A dyad
symmetry with 14 nucleotide pairs was also found in the
middle of these sequences (underlining, Fig. 5), but no
homology was found between these sequences and the REP
sequence. So far, no sequence homologous to these has been
found elsewhere in procaryotes, and the biological signifi-
cance of these sequences is not known.
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 Figure 1: The �rst discovered CRISPR sequence. Published with kind permission

by the American Society for Microbiology from the original publication in Ishino et al.
(1987).

Eukaryotic cells

Eukaryotes use RNAi to post-transcriptionally silence genes for regulation of
gene expression, and as a defense mechanism against pathogenic nucleotide
sequences (Hannon, 2002). RNAi is triggered by abundance of double-strand-
ed RNA molecules, which can be either produced from the host cell or ac-
quired from extra-cellular sources, in the cytoplasm (�gure 2).

In the �rst case, premature double-stranded micro RNA (miRNA) are pro-
duced by gene expression in the nucleus of the host organism. The miRNA
molecules are preprocessed and exported from the nucleus to the cytoplasm.
At this stage, the miRNA molecules are diced to roughly 20-30 nucleotides
by an endonuclease and assembled into a ribonucleoprotein complex, called
RNA-induced silencing complex (RISC). A key component of RISC is the
Argonaute (Ago) protein which �rst cleaves the double-stranded miRNA,
then removes one of the two sequences, and �nally presents the 3’-end of the
miRNA molecule. The RISC is loaded with the now single-stranded miRNA
and seeks out the target mRNA to complementarily bind it (left pathway of
�gure 2). In the miRNA pathway, RISC can induce two modes of gene silenc-
ing: it either represses translation, if the target mRNA does not match the
single-stranded RNA (ssRNA) extensively, or directly degrades said mRNA
(Iwakawa & Tomari, 2015). In mammals, mRNA-ssRNA binding often only
spans short seed regions of seven nucleotides, instead of the entire length of
the miRNA molecule. Incomplete binding leads to translational repression
instead of immediate degradation and poses a major problem for genetic
perturbation screens, because it can cause off-target effects.

An RNAi reaction can be alternatively triggered through presence of ex-
ogenous dsRNA molecules which are, for instance, introduced via viral in-
fection into the cytoplasm (Hannon, 2002; Mello & Conte, 2004). In this case,
dsRNA molecules are directly trimmed to roughly 23 nucleotide length into
small interfering RNA (siRNA). Hence, additional preprocessing steps in the
nucleus are not required. The cleaving protein is the same Dicer protein as
before (bottom right pathway of �gure 2). Loading to RISC, mRNA-ssRNA
pairing and mRNA degradation follows analogously as in the miRNA path-
way (Alberts et al., 2015; Mello & Conte, 2004).
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Pooled format RNAi screens
Screens in which pools of 
reagents are introduced 
together into the cell 
population; for mammalian cell 
screening this is typically 
carried out with the goal of 
integrating just one of the short 
hairpin RNAs into each cell. 
Positive reagents are identified 
by comparing the abundance 
of any given reagent in the cell 
population before and after
selection.

screens26Ð30. These studies have explored overlap among 
gene sets or pathways identified in related screens, which 
has helped to improve estimates of false discovery rates30; 
they have also revealed Ôfrequent hittersÕ Ñ that is, genes 
that frequently score as positive hits across different 
assays, such as genes involved in ubiquitous processes 
that might exert relevant but relatively indirect effects, 
perhaps most notably genes encoding components of the 
ribosome or proteosome26; and they have provided new 
information regarding the specificity and relevance of 
primary screen hits27,28,31. Moreover, new experimental 
approaches and the use of novel genome-engineering 
systems to validate RNAi results are allowing better and 
faster identification of OTEs. Conversely, RNAi screen-
ing in mammalian cells has paved the way for innovation 
in related areas, including the use of microRNA mimics 
(miRNA mimics) and inhibitors (BOX 2), the use of RNAi 
or mutagenesis in three-dimensional (3D) mammalian 
culture systems (BOX 3) and the development of in!vivo 
disease models in mice.

In this Review, we discuss state of the art RNAi 
screening, with an emphasis on new experimental and 
bioinformatics approaches to data validation, screen-
ing reagents and systems. We also discuss the inter-
section between RNAi screening and complementary 
approaches such as CRISPRÐCas9-mediated genome 
editing (FIG.!3).

!"#$"%&'%()*+#)',-#+.'/&)012')#%(34"(
Sequence-specific OTEs occur when RNAi reagents 
bind to RNAs other than their intended target owing to 
partial complementarity (FIG.!2). It is fairly straightfor-
ward, using sequence alignment, to identify the subsets 
of OTEs that occur due to extended regions of comple-
mentarity between RNAi reagents and genes other than 
the target, such as regions common to the target gene 
and its paralogues. As gene annotations change (for 
example, following the identification of new alternative 
splice forms or the extension of the 5"or 3"untranslated 
region (UTR)), the interpretation of what constitutes 
on-targets and off-targets can also change, as can other 
relevant predictions, such as whether a reagent might 
target all isoforms of a gene. Improved approaches are 
now available for the re-annotation of RNAi reagents 
(for example, see UP-TORR13 and GenomeRNAi26), thus 
facilitating the identification of reagents that no longer 
meet quality standards. However, eliminating reagents 
with extended complementarity from the library is 
not sufficient to fully address sequence-specific OTEs. 
To help address these concerns, new and improved 
approaches to identifying OTEs using bioinformatics, 
as well as experimental strategies for limiting OTEs, 
have recently been developed and successfully applied.

Addressing off-target effects with bioinformatics. 
mi RNAs, which are encoded by endogenous genes, 
are short transcripts that bind mRNAs, particularly in 
their 3!UTRs, and inhibit their translation32,33. This 
is mediated by incomplete complementarity between 
the miRNA and its target. Importantly, translational 
inhibition through incomplete complementarity is 
mechanistically independent from mRNA cleavage 
in the canonical RNAi pathway, which depends on 
extended sequence complementarity. Most sequence-
specific OTEs are thought to occur when RNAi rea-
gents function like mi RNAs when incorporated into 
the RNA-induced silencing complex (RISC). In such 
cases, target recognition is not mediated by the bind-
ing of the full length of the siRNA to the 3! UTRs and 
to other regions of the target mRNA (FIG.!2a), but is 
mediated by the binding of only a short seed region

in the siRNA (nucleotide positions 2Ð8) (FIG.!2b).
A!recent report suggested that in three siRNA screens 
carried out in human cells, the majority of the pri-
mary hits could be attributed to seed region binding 
miRNA-like OTEs34. This highlights the importance 
of addressing OTEs and validating primary screen 
results, as discussed below. Most commercial siRNA 
libraries incorporate chemical modifications to the 
siRNA seed region to help reduce OTEs (as reviewed 
in REF.!35 ), but data analysis and experimental 
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Figure 2: The different mechanisms of RNA interference. A target gene can be si-
lenced by degradation of its mRNA. The complementary ssRNA either can be cre-
ated through gene expression, or processing of long dsRNA, or through direct syn-
thesizing without processing steps. The �gure has been adapted from Mohr et al.
(2014) with permission by Springer Nature.

Remarkably, triggering RNAi using double-stranded RNA instead of single-
stranded RNA is crucial to achieve signi�cant reductions in gene expression
(Hannon, 2002; Mello & Conte, 2004). Before the discovery of RNAi, exper-
imental gene silencing has been tested with single-stranded anti-sense RNA
(i.e., RNA that is complementary to the target mRNA). While degradation
of target mRNA was successful, much to the confusion of researchers degra-
dation of mRNA also happened when single-stranded sense RNA was in-
troduced to the cell (i.e., RNA that is identical to the target mRNA) which
revealed that a molecular mechanism was causing gene silencing and not
base-pairing between two molecules alone (Mello & Conte, 2004).

Prokaryotic cells

Prokaryotes, such as bacteria or archaea, use CRISPR sequences for defense
against mobile genetic elements, such as exogenous DNA sequences (Bar-
rangou et al., 2007; Barrangou, 2015).

After infection with double-stranded exogenous DNA, short segments of
length between 20 to 60 nucleotides of said sequence are incorporated at
the 5’-end of designated CRISPR loci in the genome of the host organism
(�gure 3; Marraf�ni & Sontheimer (2010)). Integrated DNA, called spacers,
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Figure 2 | Acquisition of new repeat-spacer units. During the adaptation phase of 
clustered, regularly interspaced short palindromic repeat (CRISPR) immunity, new 
spacers derived from the invading DNA are incorporated into CRISPR loci. The 
mechanism of spacer acquisition is unknown but possibly uses the nuclease activity 
of CRISPR-associated 1 (Cas1) to generate short fragments of invading DNA. How 
the CRISPR machinery recognizes phage or plasmid DNA as invasive and therefore 
suitable for CRISPR locus incorporation is also unknown. The addition of new spacers 
is thought to involve an integration or conversion event and occurs at the 
leader-proximal end of the cluster. CRISPRs are shown as white boxes, the leader 
sequence is shown as a black box, non-repetitive spacers are shown as coloured boxes 
and casgenes are shown as grey arrows.

Crenarchaeal
Referring to members  
of the Crenarchaeota  
phylum, which is composed 
mainly of thermophilic 
archaeal organisms.

repeat-associated mysterious protein (RAMP), Apern 
and Tneap subtypes (TABLE 1). Carte et al.49 revealed 
Cas6 to be an endoribonuclease that requires specific 
repeat sequences. As in E. coli, cleavage occurs at a spe-
cific site 8 nt upstream of the spacer, and the resulting 
crRNAs are then trimmed in vivo at their 3� ̀but not 5�`
ends44,50. Interestingly, P. furiosus cas6 encodes a pro-
tein that is structurally similar to T. thermophilus Cse3  
(REFS 33,51). P. furiosus crRNAs encoded by spacers 
closer to the leader end (that is, those derived from the 
most recently encountered invaders) seem to accumu-
late to higher levels than those encoded further down-
stream. It is not known whether this reflects differences 
in crRNA transcription, processing, stability, or some 
combination thereof.

Together, these data support a model for the biogen-
esis of crRNAs in which Cas proteins cleave pre-crRNA 
precursors at a specific site in the repeat sequences  
(FIG. 3a), followed by uncharacterized 3� ̀ trimming 
events. As a result, crRNAs have a well-defined 5� ̀end 
that begins with ~8 nt of the upstream repeat sequence 
(a pattern that is now known to extend to S. epider-
midis crRNAs as well23) and a more heterogeneous 3�` 
end. Despite these advances, many aspects of crRNA 
generation remain to be studied. For example, how 
broadly do these conclusions extend among the differ-
ent CRISPRÐcas subtypes? Is the palindromic structure 
of repeats important for pre-crRNA processing? If so, 
are pre-crRNAs that contain non-palindromic repeats 
processed by a distinct set of Cas proteins? Is the hetero-
geneity of the 3�` termini functionally significant or is it 
an artefact of purification or cloning procedures?

Recognition of invading sequences. Once generated,  
crRNAs use their base-pairing potential to serve as guides 
for the recognition of the invasive target, presumably in 
the context of a crRNAÐCas ribonucleoprotein (crRNP) 
complex. Accumulated evidence shows that even a 
single spacer/target mismatch compromises CRISPR  
interference22,23,35. A study that analysed phages that 
evolved to evade CRISPR immunity inS. thermophilus35

found that out of 19 such phages, 8 contained a single 
mutation, 3 a double mutation and 1 a single-basedeletion 
in the protospacer sequence. Interestingly, 7 phages car-
ried substitutions in the downstream flanking sequence 
of the protospacer, within the CRISPR motif. Given 
the lengths of CRISPR spacers, equilibrium hybridiza-
tion thermodynamics would seem to be insufficient for 
discrimination between perfect and singly mismatched 
targets, suggesting that crRNA/target mispairing may be 
actively sensed by the CRISPRÐCas machinery.

Several lines of evidence indicate that the CRISPR 
machinery in numerous species recognizes DNA rather 
than RNA targets(FIG. 3b). Bioinformatic analysis of the 
natural target distribution in several phage genomes 
shows that both the sense and antisense strands con-
tain protospacers. This has been shown in viruses and 
plasmids ofS. solfataricus20,52, several other crenarchaeal

acidothermophiles29, S. thermophilus35,36, S. mutans34, 
Y. pestis53 and X. oyrzae41. In X. oyrzae, a protospacer 
was even identified in an apparently intergenic region 
of the phage genome41. Engineered crRNAs complemen-
tary to either sense or antisense sequences in the phage 
! genome can also confer interference inE. coli38. These 
observations, combined with the apparent unidirec-
tionality of most CRISPR transcription23,38,44, imply that 
crRNAs must be able to recognize antisense sequences, 
which suggests that dsDNAs but not mRNAs are viable 
candidate targets. In addition, no spacers that match 
RNA viruses have been found to date39,40, although this 
could be a consequence of the scarcity of RNA phage 
genome sequences or an inability of the CRISPR machin-
ery to incorporate spacers from these phages. Finally, the 
existence of many natural protospacers in phage genes 
that are expressed late in the lytic cycle29,35,41(when host 
viability is already compromised)54would be difficult to 
reconcile with an RNA targeting mechanism.

More direct evidence for DNA targeting was obtained 
in S. epidermidis23. A clinical isolate of this bacterium 
(S. epidermidis RP62A55) harbours a single CRISPR 
locus with only three spacers. One cognate protospacer 
is found in the nickase (nes) gene, which is present in 
most staphylococcal conjugative plasmids. These plas-
mids transfer from a donor to a recipient bacterium 
and carry all of the genes that encode the mobilization 
machinery. Transfer begins with the essential cleavage of 
one strand of theoriT locus in the donor cell by thenes
protein56, and successful conjugation does not require 
nesmRNA expression in the recipient. Conjugative 
transfer was tested using wild-type S. epidermidis RP62A 
and a " CRISPR mutant as recipients, and sequence-
dependent interference was observed only in the former. 
This result strongly supports nes DNA targeting in the 
recipient, as the essential nes mRNA and the CRISPR 
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Figure 3: Integration of exogenous DNA into CRISPR loci. Once foreign DNA is
recognized in the cell, it is processed into multiple small spacers and incorporated
into the host genome. The �gure has been adapted from Marraf�ni & Sontheimer
(2010) with permission by Springer Nature.

are separated by short repeating sequences from the host genome. Prokary-
otes carry several CRISPR loci, each containing multiple spacers and repeats
(Marraf�ni & Sontheimer, 2010). The CRISPR loci are either upstream or
downstream of a set of Cas protein encoding genes, such that both CRISPR
sequences and the proteins that form a complex with them can be tran-
scribed successively. The integrated exogenous sequences serve as memory
for seen viruses and self-vaccination for future prokaryotic generations.

Upon reinfection with a virus or upon infection of a daughter cell, a
CRISPR locus is entirely transcribed and processed into multiple chunks of
20-30 long single-stranded CRISPR RNA (crRNA) sequences by Cas endori-
bonucleases (�gure 4; Marraf�ni & Sontheimer (2010)). Each crRNA forms a
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Figure 3 | CRISPR interference. a | In the interference or defence phase of 
clustered, regularly interspaced short palindromic repeat (CRISPR) immunity, 
repeats and spacers are transcribed into a long precursor that is processed by a 
complex called CRISPR-associated complex for antiviral defence (Cascade) in 
Escherichia coli or CRISPR-associated 6 (Cas6) in Pyrococcus furiosus, which 
generates small CRISPR RNAs (crRNAs). Processing occurs near the 3� ̀end of the 
repeat sequence, leaving a short (~8 nucleotides) repeat sequence 5� ̀of the crRNA 
spacer. crRNAs have a more heterogeneous 3� ̀terminus that sometimes contains 
the palindromic sequence of the downstream repeat and has the potential to form a 
stemÐloop structure. CRISPR loci transcription seems to be constitutive and the 
leader sequence may act as a promoter (arrow). CRISPRs are shown as white boxes, 
the leader sequence is shown as a black box, non-repetitive spacers are shown as 
coloured boxes and cas genes are shown as grey arrows. b | RNAs serve as guides for 
an effector complex, presumably composed of Cas proteins, that recognizes 
invading DNA and blocks infection (white cross) by an unknown mechanism.

machinery are physically separated in donor and recipi-
ent cells, respectively. DNA targeting was further cor-
roborated by the interruption of the nesprotospacer 
with a self-splicing intron. In this scenario, the target 
sequence is permanently disrupted in the plasmid  
DNA but is then reconstituted only in the spliced nes
mRNA. Conjugation efficiencies into and out of wild-
type S. epidermidis were similar to those of! CRISPR 
mutants, indicating that CRISPR interference requires an 
intact target in the nesDNA, but not in the nesmRNA. 
DNA targeting in S. epidermidis, and probably other 
species as well, represents a fundamental distinction 
between CRISPR interference and RNAi(BOX 1).

Recognition of RNA targets? The possibility of RNA tar-
geting by some CRISPR systems has been raised by recent 
biochemical characterization of crRNP complexes from 
P. furiosus50. Purified crRNPs were found to contain a set 
of Cas proteins, Cmr1ÐCmr6 (all of which are encoded 
by the apparently non-autonomous RAMP module 

subtype genes (TABLE 1)). Nucleolytic assays revealed 
that the complex has crRNA-guided endoribonuclease  
activity, but no DNA cleavage was detected. RNA cleav-
age generated 3�-̀phosphate and 5�-̀hydroxyl ends and 
occurred at a fixed distance (14 nt) from the target 
nucleotide opposite the 3�-̀terminal base of the crRNA. 
This activity was reconstituted with synthetic crRNAs, as 
well as purified recombinant Cmr proteins. These results 
indicate that crRNA-directed RNA cleavage can occur 
in P. furiosus(and perhaps other species expressing the 
RAMP module proteins). Functional tests of this model 
during interference in vivo have not yet been possible. 
The hypothesis that CRISPR interference occurs by RNA 
targeting in this organism leads to the strong prediction 
that P. furiosus phage protospacers will differ from those 
of other characterized CRISPRs in several ways, includ-
ing orientation dependence (to enable targeting of sense 
transcripts), insensitivity to protospacer intron disrup-
tion, and under-representation in genes expressed late 
in the lytic cycle. In addition, RAMP subtype CRISPR 
systems may target RNA bacteriophages. None of the 
spacer sequences found in theP. furiosus CRISPRs have 
matches in Genbank, so these predictions cannot yet  
be assessed.

Discriminating between self and non-self. DNA target-
ing during CRISPR immunity raises an issue that is faced 
by all immune systems: how to recognize self from non-
self to thwart invasions without triggering autoimmu-
nity. Because the sequence match between the spacer in 
the crRNA and the target in the invasive DNA also exists 
between the crRNA and the CRISPR locus that encodes 
it, there must be a mechanism that enables CRISPR sys-
tems to avoid targeting their own DNA. Recently, we 
showed that CRISPRs provide the means to exclude self 
DNA from targeting in S. epidermidis. Specifically, com-
pensatory mutagenic analyses of crRNAs and their DNA 
targets revealed that self and foreign DNA are differen-
tially recognized by the crRNA outside the protospacer57: 
the ~8nt of repeat sequence at the crRNA 5� ̀terminus 
pairs only with CRISPR DNA. In bona fide targets, the 
absence of this complementarity licenses interference 
(FIG. 4). Although this mechanism has only been docu-
mented thus far inS. epidermidis, differential base pair-
ing outside the spacer sequence is a built-in capability of 
all CRISPR systems. It may therefore provide a broadly 
applicable means of discriminating self from non-self 
during the CRISPR immune response.

Obstruction of nucleic acid invasion. The specific 
molecular events that obstruct invasion during CRISPR 
interference in vivoare poorly understood. A study in 
S. thermophilus showed that CRISPR-directed immunity 
does not prevent phage adsorption or DNA injection, is 
independent of restrictionÐmodification systems, and is 
not associated with the high incidence of cell death that 
would be expected for anabortive infectionmechanism35.  
If RNA targeting by the Cmr1ÐCmr2ÐCmr3ÐCmr4Ð
Cmr5ÐCmr6 complex is validated as an in vivo  
mechanism of interference in P.furiosus, this will point 
towards mRNA destruction as an inhibitory event in 
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Figure 4: Expression of gRNA. Upon reinfection with exogenous DNA, a CRISPR
locus is transcribed into precursor crRNA. After preprocessing steps, multi gRNAs
consisting of crRNA and trRNA are created. The �gure has been adapted from
Marraf�ni & Sontheimer (2010) with permission by Springer Nature.
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complex with the endonuclease Cas9 and a trans-activating crRNA (trRNA)
sequence (�gure 5). The product of incomplete base-pairing of crRNA and
trRNA is called guide RNA (gRNA). The complex seeks out the infectious
DNA where the crRNA binds to it complementarily, induces a double-strand
break in the DNA, and degrades it (Garneau et al., 2010).

with a cloned shRNA or shRNAmir cassette(FIG.!1). In 
contrast to RNA polymerase III (Pol III)-driven expres-
sion of shRNAs or sgRNAs, Pol II-driven expression of 
shRNAmirs can be temporally controlled and geneti-
cally restricted across tissues63. Most RNAi reagents are 
nucleo lytically processed by the enzyme Dicer into func-
tional siRNAs. Before processing by Dicer, shRNAmirs 
require nuclear processing by DroshaÐDGCR8, but this 
step is usually bypassed with other reagents63. Regardless 
of the reagent type, the resultant siRNAs are then loaded 
into the RNA-induced silencing complex (RISC), which 
is guided to the target mRNA molecule by the siRNA to 
initiate mRNA degradation or translational inhibition23.

Catalytically inactive Cas9 for transcriptional modu-
lation. In addition to gene knockout that is mediated 
by the error-prone repair of targeted DSBs and RNAi-
based gene knockdowns, catalytically inactive Cas9 
(dCas9) and various fusions of either dCas9 or sgRNAs 
with transcriptional activator, repressor and recruitment 
domains have been used to modulate gene expression 
at targeted loci without introducing irreversible muta-
tions to the genome. The dCas9-based transcriptional 
inhibition and activation systems are commonly referred 
to as CRISPRi and CRISPRa, respectively(FIG. 2). dCas9 by 
itself can have a repressive effect on gene expression, 
which is probably due to steric hindrance of the com-
ponents of the transcription initiation and elongation 
machinery64,65 (FIG.!2Aa). Although this approach has 
been successful inEscherichia coli, the degree of repres-
sion achieved in mammalian cells has been modest64Ð68. 
Chromatin-modifying repressor domains have been 
fused to dCas9 in an attempt to improve repression in 
mammalian cells66 (FIG. 2Ab). However, the magnitude of 
repression displayed high variability across sgRNAs even 
with these fusion proteins66. To achieve a more robust 
effect, sgRNA libraries tiling the upstream regions of 
genes were constructed, and the variability in the meas-
ured effect on transcription was used to infer rules for 
the design of more-potent repressive sgRNAs48. These 
rules included the sgRNA target location relative to the 
transcription start site, the length of the protospacer and 
the spacer nucleotide composition features48. Although 
dCas9-mediated repression and RNAi-based tools seem 
to result in a similar molecular effect, dCas9 repression 
occurs by inhibiting transcription, whereas RNAi acts on 
the mRNAs in the cytoplasm. These differences might 
result in varying cellular responses.

Whereas loss-of-function screens can be conducted 
using a variety of both established and new Cas9-based 
tools, gain-of-function screens have been limited to 
cDNA overexpression libraries69. The coverage of such 
libraries is incomplete owing to the difficulty of clon-
ing or expressing large cDNA constructs. Furthermore, 
these libraries often do not capture the full complexity 
of transcript isoforms, and they express genes inde-
pendently of the endogenous regulatory context. To 
facilitate Cas9-based gain-of-function screens, syn-
thetic activators were constructed by fusing dCas9 
with transcriptional activation domains such as VP64 
or p65 (REFS!68, 70Ð73 ) (FIG. 2Ba). However, these fusions 
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Figure 5: CRISPR/Cas9
loss-of-function muta-
tion. The Cas9-gRNA
complex induces a
double strand break
(DSB) which can lead to
a insertion or deletion
when repaired. The
frameshift can lead
to a premature stop
codon. The �gure has
been adapted from
Shalem et al. (2015) with
permission by Springer
Nature.

Why, however, does the Cas protein degrade exogenous DNA and not
the host genome after transcription of crRNA? An additional protospacer-
adjacent motif (PAM), a sequence of three bases (usually NGG) downstream
of the complementary target sequence of the gRNA is additionally required
for degradation (Mali et al., 2013; Wu et al., 2014). While viral intruders con-
tain the PAM sequence, it is not part of the integrated spacer sequence.

Barrangou (2015) report that self-vaccination has lead to a co-evolution be-
tween bacteria and viruses. When bacterial colonies are exposed to viruses
a rapid spacer accumulation can be observed. However, in an evolutionary
race viruses can escape DNA cleavage by CRISPR by deleting or mutating
nucleotides in coding sequences. CRISPR may also be an inhibitor of hori-
zontal gene transfer (HGT) between two bacteria and prevent acquisition of
conjugative plasmids (Marraf�ni & Sontheimer, 2008). HGT is, for instance,
important to transfer antibiotic resistance between bacteria or to share spacer
sequences. The co-evolution between bacteria and viruses, and the possible
inhibition of HGT, might be the reason why not all bacteria make use of
CRISPR.

Experimentally, CRISPR/Cas9 knockout of a gene can, for instance, be
conducted by lentiviral transduction of a vector that carries both guide RNA
(gRNA) and Cas9 (Shalem et al., 2014). In order to highlight that the gRNA in
an experimental setting carries both crRNA and trRNA in a single molecule,
it also called single-guide RNA (sgRNA). The lentivirus reverse transcribes
its RNA genome and integrates it into the genome of the host where it can be
transcribed and the Cas9 protein produced. For in-vivo experimentation it is
convenient to bio-technologically engineer an organism such that it is able to
directly express Cas9 without the need to introduce the protein (Platt et al.,
2014). One reason to use Cas9 expressing organisms is that it allows delivery
of long molecules that carry multiple sgRNAs, since delivery of long genetic
sequences in addition to the Cas gene can be biologically complicated.

Similarities and differences

While conceptually different, RNAi and CRISPR shares some signi�cant sim-
ilarities. Both processes are evolutionarily based on defense against exoge-
nous DNA or RNA molecules, although eukaroytic cells make great use of
RNAi for regulation of gene expression as well. Both RNAi and CRISPR act
through small ssRNA molecules that have a guiding function for an cleav-
ing protein which induces RNA, or DNA, degradation, respectively. RNAi
employs RISC for cleaving mRNA, while CRISPR employs a Cas-complex,
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both of which are functionally related and also share structural similarities.
The differences are mainly the mechanisms through which both work. RNAi
is triggered by double-stranded RNA molecules to induce degradation of a
target mRNA. CRISPR is triggered by exogenous dsDNA which is also its
target.

1.2 experimental perturbations

The goal of the genetic perturbation screening methods we consider here
is to arti�cially interrupt the process of how genetic information is trans-
ferred. Genome-wide genetic perturbation screening has only recently be-
come feasible with the discovery of the RNA interference pathway by Fire
and Mello (Fire et al., 1998). Synthetic dsRNA sequences can be introduced
to the cell to trigger the RNAi pathway and knock down target mRNA
molecules. Fourteen years after their discovery, and despite the success of
other approaches, such as transcription activator-like effector nucleases (TAL-
ENs) and Zinc-�nger nucleases (ZFNs) (Gaj et al., 2013), Doudna and Charp-
entier achieve another break-through by discovering that the defense system
that bacteria and archea use against viruses can be exploited to arti�cially
induce DNA breaks (Jinek et al., 2012). Here, Cas9 is used in conjunction
with synthetically designed sgRNAs to knock out genes of interest, such that
causal effects can be examined. In the context of this work, we are primarily
interested in two different experimental variations:

� arrayed library image-based screens where the readout, i.e., the re-
sponse variables of interest, are measured using microscopy and vi-
sualized with stainings, �ourescence, or luciferase reporters, and

� pooled library sequencing-based screens, where the readout is DNA
abundance.

We will introduce both types brie�y in the following sections.

Arrayed image-based screens

Large-scale image-based arrayed perturbation screens are commonly con-
ducted in vitro using cells cultured on conventional assay plates (Mohr &
Perrimon, 2012). While image-based screens using CRISPR are practically
possible and conducted, e.g. in Kim et al. (2018a), RNAi was historically
the method of choice and thus will be introduced in the following. The ex-
perimental design generalizes to arrayed CRISPR-screens as well, with the
exception that in addition Cas9 needs to be provided for an intervention to
occur.

In image-based screens, a library of reagents, i.e., typically siRNAs or
short-hairpin RNAs (shRNAs), is distributed over the wells of assay plates
with usually 96 or 384 experimental units. The units are arranged in a row-
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Figure 6: Arrayed screen formats. In ar-
rayed screens, reagents are distributed
and synthesized separately in the wells
of conventional assay plates. Reagents
can be either directly transfected into
cells or delivered via viral transduction.
In the case of retroviral transduction, the
reagents are delivered through viral vec-
tors that carry a plasmid which encodes
the reagent. After infection, the reagents
are integrated into the genome of the
cell, where they can be stably expressed
to achieve permanent perturbations. The
�gure has been adapted from Shalem et
al. (2015) with permission by Springer Na-
ture.

1((/%&.0$-+2%0,0

1((/%&
'/#03,&
*/(-,-4

0256!

0456!
(/,4(-)*/%(+,&%0

�3�O�D�V�P�L�G
�O�L�E�U�D�U�\��

7%//0

!""!""#$%&'()"%%*( #""+,,-%&'()"%%*(

�7�U�D�Q�V�G�X�F�W�L�R�Q

�7�U�D�Q�V�I�H�F�W�L�R�Q

�V�K�5�1�$ �V�L�5�1�$

1(0,+,;%.0%/%*+,(- 6%4#+,;%.0%/%*+,(-7(-+"(/

5%#&()+.<$.-%=+:4%-%"#+,(-.0%>)%-*,-4

.%
#/

%
*0

'($
*0

1%
(2

(
3%

--
'0

#"
/%

02
*/

4)
"%

%
*'

"%
#&

,5
0'

62
7"

#"
$'

),
*(

0"
5)

02
,*

?,")0.'"(&)*+,(-

@%/%*+,(-.9("
+"#-0&)*%&.*%//0

A(B:CDE.+"#-0&)*+,(-

!"#$%&'(' )'!"#$$%&%'( )*#+*$'&$)(&%($&*,$#(+##+-$.( /#(0//1$.(
2/#3+*)4( *&+&,"-'.-%&&+.'/01102 ,20'#&+&%31'/0%43,.',53,6"//&%"+ ,5&'237'
"+25"-5',5&',3%#&,"+#'%&3#&+,. 3%&'-0+.,%$-,&6'3+6'502'-&11',3%#&,"+#'3+6'
%&360$,'".'-3%%"&6'0$,8'+�|�^���+�P���C�T�T�C�[�G�F���U�E�T�G�G�P�U�����T�G�C�I�G�P�V�U���C�T�G �U�G�R�C�T�C�V�G�N�[��
.7+,5&."9&6'3+6',3%#&,"+#'-0+.,%$-,. 3%&'3%%3+#&6 "+ 4$1,"2&11':13,&.8';&11'
,3%#&,"+#'". 31.0 -0+6$-,&6'"+ 4$1,"2&11':13,&. $."+#'&",5&% ,%3+./&-,"0+ 0%'
<"%31',%3+.6$-,"0+8'=-%&&+%&360$,'".>3.&6'0+-&11':0:$13,"0+4&3.$%&4&+,.'

"+'"+6"<"6$31'2&11.8'5 �^���+�P �R�Q�Q�N�G�F �U�E�T�G�G�P�U�����T�G�C�I�G�P�V�U �C�T�G���W�U�W�C�N�N�[���U�[�P�V�J�G�U�K�\�G�F��
3+6'-0+.,%$-,&6'3.3':0018'?"%31',%3+.6$-,"0+1"4",. ,%3+.#&+&'-0:7+$4>&%'
@"6&3117A'0+&':&%,$%>3,"0+ :&%'-&11BA'3+6'<"%31'"+,&#%3,"0+'&+3>1&.'%&360$,'
,5%0$#5'C;D'3+6'+&E,F#&+&%3,"0+'.&G$&+-"+#8'D&360$,'".'>3.&6'0+',5&'
-04:3%".0+'0/',5&'3>$+63+-&'0/',5&'6"//&%&+,'#&+04"-3117'"+,&#%3,&6'
,%3+.#&+&'%&3#&+,.>&,2&&+'.34:1&.8'HIJA'4$1,":1"-",70/ "+/&-,"0+K'.#DLMA'
."+#1&'#$"6&'DLMK'.5DLMA'.50%,'53"%:"+'DLMK'."DLMA'.4311'"+,&%/&%"+#'DLM8

! "#$"%&

!"#$ | MAY 2015 | VOLUME 16 6664%+*7#$4"/38#$9&$6)8'$%$*&")

© 2015 Macmillan Publishers Limited. All rights reserved

and column-wise design (consequently on a genome-scale more than one
plate is needed). Commonly, multiple reagents are used for the same gene
to increase statistical power and to account for possible sources of errors.
Then multiple cells are seeded in each well and reversely transfected, or
retrovirally transduced, with the respective reagent of each well (�gure 6).

After a short incubation period, the cells are �xed, stained, and the vari-
ables of interest can be measured (Boutros et al., 2015). To visualize the re-
sponse variables, commonly either stainings or reporters which genetically
encode �ourescence or luciferase proteins are used (Boutros et al., 2015).
In the simplest case, the variable of interest is cell survival, or, as we will
describe in detail in section 1.3, pathogen survival. Here, �ourescence or
luciferase signals of single wells are compared to the signals of negative-
control wells, i.e., wells in which cells have been treated with non-functional
reagents. Alternatively, the number of cells post-perturbation can be counted
and compared with the number of seeded cells, or the number of surviving
cells of negative controls. For multivariate responses, when more than one
variable is examined, several different �uorescence markers have to be used
for staining (�gure 7). Image-based measurements can be conducted on the
single-cell level as well as in bulk.

The main disadvantage of image-based screens is that measurement of
other interesting phenotypes, such as transcriptomic pro�les which are of-
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Figure 7: A microscopy image from an array format RNAi screen. Here stainings
have been used for cell bodies (yellow) and nuclei (blue), and a GFP reporter for
detection of pathogen infection of a cell (green). The cells have been segmented
computationally and cell-based features can be extracted.

ten of greater biological relevance than imaging features, are dif�cult or
only at low through-out to acquire. The gene silencing by siRNAs is only
of short duration in comparison to RNA interference using shRNAs. These
can be integrated into the host genome using retroviral transduction, e.g.
commonly with lentiviruses, such that the shRNAs get stably expressed and
consequently lead to long-term gene silencing (Berns et al., 2004; Paddison
et al., 2004). RNAi using shRNAs are also frequently used for sequencing-
based perturbation screens, since the perturbation can be recovered with
relative ease (Liberali et al., 2015).

Pooled sequencing-based screens

In contrast to arrayed screens, where experimental units are wells and have
unique interventions, in pooled screens cells are grown in a single vessel,
such as a �ask (Agrotis & Ketteler, 2015). Since we explained the experi-
mental protocol for image-based RNAi screens in the last paragraph, we
shall focus on sequencing-based CRISPR screens in this section, although
pooled sequencing-based RNAi screens also found much use in functional
genomics.

In pooled CRISPR screens, a library with sgRNAs targeting different genes
are delivered to a cultured cell population. As for RNAi screens, the library
usually consists of multiple different sgRNAs for the same gene to reduce
possible sources of errors. In order to avoid epistatic knockouts sgRNAs are
delivered at low multiplicity-of-infection (MOI) (Agrotis & Ketteler, 2015)
using retroviral transduction (�gure 8). In every cell, the reagent carrying
vector is expressed generating the required sgRNA molecule and a pertur-
bation is induced (Shalem et al., 2015). Since a perturbation can only happen
through the endonuclease Cas9, the vector either needs to carry the genetic
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material for the protein, or the host organism needs to stably express it (see
section 1.1). After perturbation, the pool of cells is collected and its DNA,
or rather the viral DNA segments, are ampli�ed and sequenced (Agrotis &
Ketteler, 2015). The raw reads are then mapped against the sgRNA reference
library and quanti�ed. The readout of a pooled experiment is the depletion
or enrichment of sgRNA in comparison to a negative control, for example
the initial library sgRNA abundances. Hence, it is necessary that sgRNA is
integrated into the host genome.

Figure 8: Pooled screen formats. In
pooled screens, reagents are usually syn-
thesized together. Reagents are deliv-
ered to a pool of cells using retrovi-
ral transduction, such that the reagents
are integrated into the genome of the
cell. Since pooled screens are in virtually
all cases sequencing-based and measure-
ments are the counts of DNA sequences,
retroviral integration is necessary. Cells
that have not been transduced can be dis-
carded from the screen. The �gure has
been adapted from Shalem et al. (2015)
with permission by Springer Nature.
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The perturbation through Cas9 is irreversible due to mutation of genomic
DNA. However, Cas9 protein can also be used for reversible gene silenc-
ing, i.e., transcriptional repression. Qi et al. (2013) showed that it is enough
to catalytically inactivate the Cas9 protein and use it to block initiation, or
elongation, of transcription by RNA polymerase. Furthermore, newer tech-
nologies, such as Dixit et al. (2016), Jaitin et al. (2016), and Datlinger et al.
(2017), additionally allow measuring transcriptomic pro�les on a single-cell
level in pooled CRISPR screens. Hence, these approaches allow to study the
cause and effect relations of an intervention on the entire transcriptome of
cells.
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Forward and reverse genetics

Interestingly, as Boutros & Ahringer (2008) state

"when applied across the genome, a [perturbation] screen is essentially
a forward genetics screen using a reverse genetics technique [...]".

So, while we are interested in the genetic basis of a phenotype, i.e., prolif-
eration or death of cancer cell or a pathogenic intruder, we approach the
problem the other way round, by systematically intervening on every gene
and looking for those perturbations that induce the desired phenotypic re-
sponse. Likewise, nature in general presents ifself through phenotypic re-
sponses and leaves it to us to discover the principles that govern them. In
biology, we have the possibility to systematically �nd those using genetic
perturbations.

Pitfalls and Perils

Analysis of RNAi and CRISPR screens has proven to be complex. RNAi
screens are usually accompanied by high variability between independent
screens and even between replicates of the same experiment (Housden & Per-
rimon, 2016). The between-replicate heterogeneity of RNAi screens makes
proper data normalization a crucial and time-consuming step (Boutros et al.,
2006; Birmingham et al., 2009). Reagents often exhibit strong off-target ef-
fects yielding both elevated false negative or false positive rates. Off-target
effects occur through imperfect matching of siRNA and the target mRNA
when the miRNA pathway is invoked. In that case, it is suf�cient that a
short seed region of seven-eight nucleotides matches the target, instead of
the entire siRNA molecule (Birmingham et al., 2006). Off-target effects can,
for instance, be cytotoxic and incorrectly report a gene to induce cell death or
show no effect at all even though perturbation a target gene is a true depen-
dency factor (Fedorov et al., 2006). Since siRNAs experiments can also exert
poor knockdown ef�ciency, usually multiple siRNAs are used for the same
gene, either in separate wells, or pooled for cost ef�ciency (note that this
does not refer to pooled screens where reagents are not distributed among
cells; Boutros & Ahringer (2008)). Moreover, Reynolds et al. (2004) showed
that the siRNA structure itself needs to be optimized, since, for instance,
high GC content or internal repeats may deteriorate siRNA functionality.
Cullen (2006) discuss that careful experimental design is needed, because
high-levels of siRNA might trigger interferon response, so the right dosage
of siRNA concentrations per transfection is needed.

Error rates in CRISPR screens are apparently considerably lower, or even
non-exist, in comparison to RNAi screens (Shalem et al., 2014; Kim et al.,
2015), even though some studies report false negatives rate of some libraries
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as high as 10%-20% (Ong et al., 2017). Having learned from a decade of RNAi
screening, CRISPR research was aware of the potential of off-target activity
and extensive research has been invested in improved design of sgRNA se-
quences (Doench et al., 2014; Xu et al., 2015; Doench et al., 2016; Ong et al.,
2017). However, contemporary research does not seem to be entirely unam-
bigious on the issue of off-target effects and sgRNA ef�ciency. CRISPR, since
on the DNA level, is prone to other de�ciencies though. Munoz et al. (2016)
and Aguirre et al. (2016) report that high copy numbers in even unexpressed
or intergenic loci can lead to decreased cell proliferation through induction
of cell stage arrest. Additional sources of error can, for example, happen
during cell proliferation: Imkeller et al. (2019) showed that in genome-wide
screens with low gRNA coverage, cell splitting can lead to skewed null dis-
tributions which, when not properly modelled, elevates the number of false
positives and leads to a loss of detection power. Similarly to high siRNA
abundance, Kim et al. (2018b) demonstrated that in-vitro transcribed sgRNA
can carry a triphosphate group which triggers an interferon response in
some cells.

For inference of essential genes and host dependency factors (see sec-
tion 1.3), which is the focus of a major part of this work, studies show that
CRISPR seems to outperform RNAi (Evers et al., 2016; Morgens et al., 2016).
Unfortunately, Housden & Perrimon (2016) and Morgens et al. (2016) show
that the overlap between both procedures is low and that CRISPR results are
not a superset of RNAi results.

In summary, the main perils of the analysis of perturbation screens is
not the understanding of the biochemical process of the intervention, but
other stochastic factors that in�uence the data generating process. Missing
domain-knowledge of the biological process ultimately leads to misspeci�ed
statistical models that lack some essential covariables or confounding factors
for adjustment, or use inadequate noise models.

1.3 dependency and restriction factors

While genetic perturbation screening allows for measurement of diverse phe-
notypic readouts and sheer endless applications, in this work we are gener-
ally interested in two speci�c ones, namely, identi�cation of pathogenic host
dependency and restriction factors, and essential genes of cancer cell lines.

Cancer cell lines require a certain set of essential genes for proliferation
(Wang et al., 2015). Loss-of-function of one of these genes often leads to
restriction of the growth of cells, or even death. Using perturbation screening
it is not only possible to identify the genes that cancer types depend on,
but also estimate which genes are the most important ones and should be
prioritized for therapy (Tsherniak et al., 2017).

Similarly, simple organisms such as small viruses require utilization of
host proteins, i.e., proteins produced by the host organism, for replication.



1.3 dependency and restriction factors 15

For instance, the Hepatitis C virus, a positive-sense single-stranded RNA
(ssRNA) virus, depends heavily on multiple host proteins during different
stages of its replication cycle (�gure 9; Shulla & Randall (2012)). Positive-
sense ssRNAs viruses are a group of viruses (Baltimore, 1971) that only have
a single-stranded RNA genome. Positive-sense RNA can serve as mRNA
template without previous preprocessing steps. Hence, as soon as a virus
enters the host cell it can replicate and translate its genome into proteins. For
translation, replication of the RNA genome, or release from the cell host pro-
teins are required, because, the Hepatitis C genome only encodes 10 genes
in total. In the context of pathogenic replication, we can identify host factors
by targeted interventions using RNAi or CRISPR/Cas9. More speci�cally,
when a gene is deprived of its function, the virus cannot replicate and its
RNA genome will sooner or later be degraded.

Figure 9: Simpli�ed replication cycle of
ssRNA viruses. Many ssRNA viruses go
through the same stages replication for
which they require host proteins: (1) entry
into the host, (2) replication and transla-
tion, (3) assembly, (4) release from the cell.
The �gure has been adapted from Scre-
aton et al. (2015) with kind permission by
Springer Nature.
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Experimentally, pathogenic growth can be monitored by fusing a reporter
protein, such as green �uorescence protein (GFP) or luciferase, to the genome
of the pathogen. When reporters are translated they omit a signal that is
roughly proportional to the amount of pathogenic protein and can be mea-
sured using microscopy or �ow cytometry (e.g., Karlas et al. (2016) use both
GFP and luciferase reporters). Host genes are biologically and medically in-
teresting, because they can serve as drug targets for treatment of infection.
With increasing antibiotic resistances of several strains of bacteria, targeting
host factors could a promising and possibly necessary approach for treat-
ment.

The two approaches are conceptually identical as both aim at identifying
genes that enhance or restrict growth of a disease. In the context of pathogen
infection, we usually call those genes dependency and restriction factors, in
cancer, the terms essential and non-essential genes are more frequently used.
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1.4 methods for genetic perturbations

Throughout this work, we shall utilize statistical methods for the analysis
of perturbation screening data. This decision seems natural. We observe bi-
ology as heterogeneous, variable realizations of some unknown process. A
statistical model is an account to assess this variability through probability.
To cite Davison (2003):

"[A statistical model] must accommodate both random and systematic
variation. The randomness inherent in the probability distribution ac-
counts for apparently haphazard scatter in the data, and systematic pat-
tern is supposed to be generated by structure in the model".

In general, we describe the data as random variable Y which is determined
through some probability distribution and indexed by a set of covariables
X. In this work Y will in almost all cases be measurements of viral or cell
proliferation, while X is an intervention on the mRNA or protein levels of
a gene. This section brie�y introduces the methodological foundations of
genetic perturbation screens. We �rst put genetic screening in the framework
of causal and statistical inference and then discuss some existing statistical
models.

Causal foundations

Causal reasoning is ubiquitous in science and even though its history is old,
statistical attention to it is very recent. Here, we brie�y introduce the very
foundations of causality, or more speci�cally causal graphs. These founda-
tions are helpful when working with genetic screening data as they concep-
tualize and mathematically formalize biological interventions and because
they show how perturbation data can be analysed with statistical methods.

X Y

Figure 10: A cause
and effect relationship,
where X causes Y.

In genetic perturbation screens, we are generally interested in establish-
ing a causal relationship between a response variable Y a cause X. In the
simplest case no other variables but X are involved in the data generating
process of Y (graphically depicted in �gure 10). In this scenario, estimating
causal relationships does not require specialized methods and boils down
to conventional statistical procedures. In reality, both X and Y are usually
confounded by other variables Z which are either not measured or even
entirely unknown (�gure 11) and can have a graphical structure, too. The
confounders Z have a causal in�uence on the data generating processes of
both X and Y (note that we consider all variables to be random).

X Y

Z

Figure 11: Confounding
by the latent variable Z.

The problem of confounding is effectively solved by interventions, i.e., ge-
netic perturbations. We assume that a genetic perturbation directly sets the
variable X to a speci�c value x. Depending on the intervention, we either
assume that we are able to put point mass on x, and call the intervention per-
fect, or we call it imperfect or stochastic, when X is a random variable and an
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intervention only centers around x (Markowetz et al., 2005). Since a CRISPR

do(X = x) Y

Z

Figure 12: Perturbations
remove confounding ef-
fects. Setting X = x re-
moves the confounding
in�uence of Z on X.

knockout is irreversible and induces a loss-of-function mutation, for instance
through frame-shift, the intervention can be assumed to be perfect. How-
ever, newest research shows that frame-shifts induced by non-homologous
end joining can still yield residual protein (Smits et al., 2019). Thus one
should probably consider CRISPR an imperfect intervention. De�nition of
the kind of intervention for RNAi with siRNA perturbations is more chal-
lenging, as they do not quite �t into the causal framework established above.
An siRNA perturbation could technically be considered as imperfect, since
not all mRNA molecules are degraded (for example mentioned in Root et al.
(2006)). However, if we denote the intervened variable X to be a gene as in
CRISPR screens, the perturbation that occurs through siRNAs does not affect
the incoming edges of X, but the outgoing edges. Eberhardt (2007) discusses
the different kinds of interventions.

Through a perfect intervention, the confounding effect of Z on X gets sur-
gically removed (�gure 12; Shalizi (2019)). Through an imperfect intervention
only the data generating process of the intervened variable is altered. We de-
note an intervention mathematically using Pearl’s do-operator as do(X = x)
(Pearl, 2009).

Our understanding of genetic perturbations and the involved variables
is arguably rather simpli�ed and does not fully capture the biological pro-
cesses in the cell when a reagent is delivered (�gure 12). For instance, through
the problem of off-target effects, discussed in section 1.2, it seems more rea-
sonable to model an intervention using an instrumental variable I, because
we do not directly set mRNA or protein abundance to X = x, but rather
merely deliver a reagent I to the cell setting I = i. Delivery of a reagent
might, however, impact the mRNA abundances of another set of genes W
through off-target effects which, in turn, might similarly be under the in�u-
ence of confounding (�gure 13). If no off-target effect occurs, i.e., if there
is no path from I to W, the instrument reduces mRNA levels of X and we
can estimate the causal effect on Y. However, if the opposite is the case, the
instrument reduces the mRNA abundance of W. The instrument is not valid,
because there is a back-door path from I to Y (Shalizi, 2019). Furthermore, it
might as well be that delivering a reagent causes both reductions in mRNA
levels of X and W.

To summarize, the task we are trying to solve through causal inference in
genetic perturbations is to estimate the causal effect of X on the response Y
under model misspeci�cation. For instance, missing domain knowledge of
all relevant variables that are involved in the biological process and of the
causal graph. Through the interventions, we are able to use conventional sta-
tistical models, such has hierarchical linear models, to estimate these effects.
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X
do(I = i)

W

Y

Z

Figure 13: The causal graph considering the problem of off-target effects. Instead
of directly setting the mRNA/protein abundance of a gene to X = x, we model the
intervention as instrument I that represents delivering a perturbing reagent into the
cell. The instrument I is not valid though, since there is a path from I to Y that goes
through W.

Hierarchical models

Biological relationships seem to be inherently hierarchical, for instance, as
illustrated by the central dogma of molecular biology that says that infor-
mation is transferred from a single gene to multiple transcripts to multi-
ple proteins. Moreover, in genetic perturbation screens, the data often has a
nested structure, either when multiple interventions with different reagents
are conducted for the same gene, or when genes have been screened among
different conditions, such as different patients, cancer cell lines or pathogens.
These scenarios naturally suggest a hierarchical modelling approach.

Hierarchical models extend the predictor of classical linear regression
models with coef�cients speci�c for a group of observations. A group can,
for instance, represent individual patients, genes, an experimental condition,
etc. For the sake of simplicity, we limit ourselves to univariate covariables
and responses. In hierarchical models, the response variable Y is modelled
as

Yij = xij�+ 
i + �ij,

where i is an index for the group, j indexes an observation from group i,
� is a �xed population-level coef�cient, and 
i is a random group-speci�c
coef�cient. As in classical linear regression, the errors �ij � N

�
0,�2

�
are

usually assumed to be homoscedastic. The group-speci�c coef�cients 
i are
random variables and distributed as


i � N
�
0,�2


�

Through the random effects, measurements of Y are marginally no longer in-
dependent and identically distributed (i.i.d.) as in the classical linear model.

The frequentist interpretation of hierarchical models treats � as unknown
constant that has to be estimated, while only 
i are random. Conventionally,
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groups are interpreted as random samples from a larger population and
consequently model them as random variables. Alternatively, in a marginal
interpretation random effects are used to account for correlated errors for
the observations Y. Other interpretations of random effects are, for instance,
given in Gelman (2005). McCulloch & Searle (2001) state that the decision on
what is a �xed effect and what is a random effect can be dif�cult and that
the choice is often not obvious. A remedy for making this decision might be
to treat all variables as random, i.e., as in Bayesian statistics.

Hierarchical models have several appealing features. They can be used to
adjust for repeated, or imbalanced, sampling of the same group, to study
variation, or for regularization. More theoretical details, which are beyond
the scope of this work, can be found in McCulloch & Searle (2001) or Pin-
heiro & Bates (2000).

For the analysis of multi-condition studies, or studies that use multiple
reagents for the same gene, the approaches in contemporary literature often
describe the condition, or reagent, i to be nested within a gene g

Ygij = xgij�+ 
g + �i(g) + �gij,

where i(g) represents nesting of i within gene g and �i(g) models the effect
of the interaction. The model above uses a random intercept for genes and an
intercept for the interaction of genes and conditions, or reagents, respectively.
(see section for literature). In this work, we will utilize hierarchical models
in Dirmeier et al. (2019a) and Dirmeier & Beerenwinkel (2019).

Graphical models

Biological processes are in general the product of multiple interacting molecules
each taking over different tasks. The interplay of cellular components, such
as genes or proteins, is frequently modelled using biological networks. In
these networks, different biological entities are represented using nodes and
connections between the nodes are represented using edges. Edges can en-
code multiple different things: physical interactions, being components of
the same biological pathway, functional similarity, co-expression, etc. One
way of encoding biological networks is using probabilistic graphical models
where the nodes of the network represent random variables, and edges sta-
tistical dependencies. While biological processes are frequently statically en-
coded, a probabilistic approach makes often sense, for instance, when nodes
represent biological measurements that underlie stochastic �uctuations.

A graphical model represents a joint probability distribution of a multi-
variate random variable X = (X1, : : : ,Xp) by conditional independence as-
sumptions de�ned over a graph G = (V, E), where V = f1, : : : ,pg is a set of
nodes that indexes the random variables and E is a set of edges that connects
the nodes. In this work, we are mainly interested in undirected graphical
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Figure 14: Factorization of joint probability distributions according to potentials de-
�ned on the cliques of the graph. (a) P(X) / �(X1,X2)�(X1,X3)�(X2,X4)�(X3,X4).
(b) P(X) / �(X1,X2,X3)�(X2,X3,X4). (c) P(X) / �(X1,X2,X3,X4).

models, or Markov random �elds (MRFs), where the underlying graph has
undirected edges.

MRFs de�ne the conditional independence (CI) relationships between vari-
ables as graph separation statements: if two disjoint sets of nodes A and B
are separated by a third set C, i.e., there are no paths from any node in A to
any node in B that do not lead trough nodes in C, then the random variables
XA are conditionally independent of XB given XC (write XA ? XB j XC,
Studen�y (2018)). It can be shown that any positive joint probability distribu-
tion (JPD) of X whose CI statements are encoded by an undirected graph
can be represented as factorization of potential functions �, i.e., functions that
are associated with a set of nodes. The potential functions can be arbitrary
positive functions of their arguments and are de�ned on the set of cliques C
of the graph. The JPD factorizes as

P(X1, : : : ,Xp) /
CY

C

�C(XC),

where XC � X is a subset of variables indexed by the clique C (�gure 14).
The set C is usually taken to be the maximal set, but one might as well take
the entire set of cliques (Wainwright & Jordan, 2008).

In biological applications, the factorization over the (maximal) cliques is
often relaxed and instead the factorization is over the edges of the graph.
This seems natural for some scenarios, such as when the graph is a protein-
protein interaction network where edges encode pairwise relationships and
not higher-order interactions.

MRFs are frequently used as prior over some latent variable, usually a
biological network of genetic interactions, in order to endow a mixture dis-
tribution with structural information. For instance, Wei & Li (2007) used a
binary MRF to encode whether interacting genes are differently expressed
and use it to parameterize the expression values from a microarray experi-
ment. We will propose a similar approach in this work in section 3.
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Methods for genetic perturbations

For genetic perturbation data, a plethora of methods have been introduced
or adapted from other �elds. Ranking based methods have been proposed
to generate robust rankings of gene lists (König et al., 2007; Luo et al., 2008;
Siebourg et al., 2012). In viability screens, top-ranked genes are considered
as the most lethal ones and are of major interest. For sequencing-based
screens Li et al. (2014) proposed MAGeCK, an method that combines statisti-
cal modelling of gRNA read counts with a variant of the method proposed in
Kolde et al. (2012) to aggregate gRNA-level phenotypes onto the gene-level.
Schmich et al. (2015) proposed a method for RNAi screens that corrects for
possible off-target effects by deconvoluting reagent-speci�c phenotypes into
gene-speci�c phenotypes. Their approach is conceptually close to the causal
graph shown in �gure 13, because it incorporates off-target effects directly
in their model. The authors use gene-siRNA af�nities to correct for potential
off-target effects introduced through imperfect base-pairing.

For the analysis of pan-viral or pan-cancer studies, the data have a nested
structure which suggests a hierarchical modelling approach. The early work
by Rämö et al. (2014) inspired multiple approaches based on hierarchical
models for genetic screens, for instance, Yu et al. (2015) who propose a sim-
ilar hierarchical model in a Bayesian context. Other recent hierarchical mod-
elling approaches include Meyers et al. (2017) and McFarland et al. (2018). In
this work, we also present two methods for the analysis of multi-condition
screens based on hierarchical models (Dirmeier et al., 2019a; Dirmeier &
Beerenwinkel, 2019). Tsherniak et al. (2017) proposed a constrained linear
program called DEMETER that is reminiscient of Schmich et al. (2015), since
they also try to deconvolve the effects of each reagent into linear combina-
tions of gene and seed effects. However, unlike Schmich et al. (2015), they try
to estimate mRNA-siRNA base-pairing directly.

1.5 goals of this thesis

The goals of this work are the following. We aim to establish novel method-
ology for the analysis of integrated, multi-condition genetic perturbation
screens, i.e., screening data of, for example, different cell types or experi-
mental designs that are combined into one data set. The methods we want
to establish make use of biological a-priori knowledge in the form of graphs
and combine them with conventional statistical models. We expect that com-
binations of biological prior knowledge and statistical models can more ac-
curately predict dependency factors and essential genes from these data sets.
Furthermore, in order to ease analysis of big and high-dimensional genetic
screening data, we aim to establish a computational pipeline for the com-
mand line that allows researchers to apply common machine learning meth-
ods to these data sets.



Intentionally left blank.



2
PA N - V I R A L H O S T FA C T O R P R I O R I T I Z AT I O N

Genetic perturbations have been instrumental for
the discovery of host dependency and restriction
factors for a large spectrum of viruses (section 1.3).
Since viral replication can be ef�ciently restricted
by genetic intervention on host factors, these genes
serve as promising drug targets for disease treat-
ment and are consequently of great medical in-
terest. Genes that are essential host factors for
a multitude of viruses are for therapeutic rea-
sons even more interesting. Positive-sense ssRNA
viruses, such as the Hepatitis C virus (HCV) or

Dengue virus (DENV), have short, remarkably similar genomes covering only
a few genes. For instance, both HCV and DENV genomes consist of a single
open reading frame that encodes a multi-domain polypeptide which after
translation gets cleaved into three structural and seven non-structural pro-
teins (Guzman et al., 2010; Bartenschlager, 2002). We hypothesized that due
to these similarities of the genomes, ssRNA viruses could potentially make
use of the same host factors for replication.

In this work, we integrated RNAi screening data from multiple positive-
sense ssRNA viruses and jointly estimated the effects of genetic interven-
tions on the replication cycles of multiple viruses. We applied a combina-
tion of statistical modelling and network diffusion to �rst �nd these genes
and then put them in a pathway context. Application of our method re-
sulted in the discovery of several novel pan-viral host factors. We success-
fully validated those genes for which commercial drugs where available us-
ing pharmacological inhibition as well as a small siRNA screen for HCV.
The method has been published in Dirmeier et al. (2019a) and as a Bio-
conductor package (Gentleman et al., 2004) called perturbatr available at
10.18129/B9.bioc.perturbatr.

The author’s contribution on the manuscript were integration and nor-
malization of data, devising of the methodology, data analysis, and writing
of the manuscript. The author also implemented and published the Biocon-
ductor package. Genetic screening has been conducted by biological collab-
oraters.
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Abstract

Genetic perturbation screens using RNA interference (RNAi) have been conducted
successfully to identify host factors that are essential for the life cycle of bacteria or
viruses. So far, most published studies identified host factors primarily for single
pathogens. Furthermore, often only a small subset of genes, e.g., genes encoding kinases,
have been targeted. Identification of host factors on a pan-pathogen level, i.e., genes
that are crucial for the replication of a diverse group of pathogens has received relatively
little attention, despite the fact that such common host factors would be highly relevant,
for instance, for devising broad-spectrum anti-pathogenic drugs. Here, we present a
novel two-stage procedure for the identification of host factors involved in the replication
of different viruses using a combination of random effects models and Markov random
walks on a functional interaction network. We first infer candidate genes by jointly
analyzing multiple perturbations screens while at the same time adjusting for high
variance inherent in these screens. Subsequently the inferred estimates are spread across
a network of functional interactions thereby allowing for the analysis of missing genes in
the biological studies, smoothing the effect sizes of previously found host factors, and
considering a priori pathway information defined over edges of the network. We applied
the procedure to RNAi screening data of four different positive-sense single-stranded
RNA viruses, Hepatitis C virus, Chikungunya virus, Dengue virus and Severe acute
respiratory syndrome coronavirus, and detected novel host factors, including UBC,
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PLCG1, and DYRK1B, which are predicted to significantly impact the replication
cycles of these viruses. We validated the detected host factors experimentally using
pharmacological inhibition and an additional siRNA screen and found that some of the
predicted host factors indeed influence the replication of these pathogens.

Availability: The procedure is implemented in the Bioconductor package
perturbatr available at https://doi.org/doi:10.18129/B9.bioc.perturbatr .

Author summary

Owing to their small genomes, positive-sense single-stranded RNA (ssRNA) viruses rely
heavily on host factors, i.e. genes of the host species that either promote or inhibit viral
replication. The identification of host factors that are essential for viral replication is
not only of scientific interest, but also of clinical relevance, since they could serve as
targets for the development of antiviral therapies, which is still unavailable for many
important pathogens. So far genetic perturbation screens, for instance using RNAi or
CRISPR, have been used to detect genes that influence the viral replication cycle. In
these screens, host genes are first deprived of their function via genetic perturbation,
followed by viral infection and quantification of viral replication. Finally the impact of
identified genes on the replication cycle of said virus is assessed statistically. In the case
of positive-sense ssRNA viruses a variety of such host factors have been earlier described
and experimentally verified. However, most of the experiments have only analyzed a
single virus. Since the majority of positive-sense ssRNA viruses have remarkably similar
genomes and life cycles, we hypothesized that it should be possible to infer genes that
restrict or promote replication of these viruses alike, allowing for the design of
broad-spectrum drugs that target the entire group of viruses. Here, we present a
two-stage procedure for broadly acting host dependency and restriction factor
prioritization.

Introduction 1

Genetic perturbation screens, such as RNA interference (RNAi) and CRIPSR-Cas9 2

screens, allow for the detection of host dependency and restriction factors by perturbing 3

a target gene or transcript and observing its impact on the life cycle of a pathogen. In 4

RNAi screens, genes are perturbed with small interferring RNAs (siRNAs). These are 5

20-25 nucleotides in length, complementary to mRNAs, and cause post-transcriptional 6

gene silencing [1, 2]. The absence of certain host proteins has been shown to have an 7

impact on the life cycle of pathogens [3, 4, 5], e.g., by reducing the ability of the 8

pathogen to grow or by enhancing it. 9

Positive-sense ssRNA viruses (in the following also called group IV viruses according 10

to the Baltimore classification [6]) such as the Hepatitis C virus, all share some common 11

steps in their replication cycle. First, the virus enters the host cell and releases its RNA 12

genome into the cytoplasm. Translation of the RNA results in the expression of viral 13

(nonstructural) proteins that assemble into a replication complex that drives the 14

synthesis of new viral RNA. Newly synthesized genomic RNA is encapsulated by capsid 15

protein. Eventually, new virions are assembled and released from the infected cells 16

[7, 8, 9]. For virtually all of these steps, the virus strongly depends on host proteins due 17

to the small RNA virus genomes with limited coding capacity. Another common feature 18

of +RNA viruses is that their RNA synthesis takes place in specialized structures that 19

are associated with modified host membranes [10]. In order to understand the 20

virus-host interplay reliable identification of potential host factors involved in virus 21

replication is crucial. 22
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Figure 1. Integrated host factor prioritization from viral infection RNAi screening
data using a two-stage procedure. (A) We normalized and integrated data from RNAi
perturbation screens of four different positive-sense RNA viruses. (B) Stage 1: We
estimate pan-viral effects
 = f 
 1; : : : ; 
 G g from the integrated data sets for each ofG
genes using a random effects model and rank the genes by their absolute effect size. The
gene effects represent the impact of a genetic knockdown of the life cycle on the entire
group of viruses. (C) Stage 2: To account for genes that have not been knocked down in
the RNAi screens, and to possibly account for false negatives in our rankings using
biological prior knowledge, we map the gene effects
 g onto a protein-protein interaction
network. We then propagate the inferred estimates over the graph using network
diffusion resulting in a final ranking of genes that are predicted to have a significant
impact on the pan-viral replication cycle.
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However, statistical inference of these host factors is for multiple reasons often 23

complicated. For example, siRNA-mediated knockdown can cause off-target effects such 24

that often not only the transcript of interest is degraded but also other transcripts 25

resulting in a non gene-specific phenotype [11, 12, 13, 14]. Furthermore, in cell-based 26

assays different cellular states or cell context might lead to heterogeneous readouts 27

[15, 16, 17]. 28

So far statistical identification of host factors has either been conducted for single 29

viruses [4, 8, 18, 19, 20], for two viruses of the same genus [5, 21] or family [22, 23], or 30

for a group of only very remotely related pathogens [24]. Prioritizing host factors on a 31

viral group level, such as the group of positive-sense ssRNA viruses, has until now not 32

been pursued in detail, even tough it seems promising, because viruses of the same group33

often have very similar replication cycles. Pathogens of one group might utilize the 34

same, or at least functionally related, host factors and cellular pathways for replication. 35

Consequently, development of anti-viral drugs targeting common host factors would 36
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have the potential for broad-spectrum activity. Despite its potential there are only very 37

few pan-viral drugs under clinical investigation, for instance inhibitor development for 38

PI4K � targeting various human enteroviruses [25]. One of the reasons could be that the 39

overall success rate for inferring pan-viral hits seems to be low, since even for single 40

viruses the identified host or restriction factors have shown to be highly variable 41

between different studies (e.g. between [22] and [23]). Interestingly, if hits found against 42

one virus are tested against other viruses of the same group, it may well be observed 43

that they are effective in the other viruses as well [23], which speaks for the hypothesis 44

that analyses on a pathway-level could be promising or even necessary approaches. 45

Yet in most studies, statistical analysis is limited to gene- or siRNA-wise hypothesis 46

tests, e.g., using t-tests or hyper-geometric tests [26, 27, 28, 29], not considering a priori 47

information, for example, using biological networks, such as protein-protein interaction 48

networks or co-expression networks. Network approaches have admittedly been used for 49

various gene prioritization tasks [30, 31, 32, 33], but so far have found only little 50

attention in virology. For instance, Maulik et al. [34] have presented a clustering 51

approach to detect modules in a bipartite viral-host protein-protein interaction network 52

to identify host factors. Amberkas et al. use a meta-analysis approach using network 53

modules for RNAi screens [35]. Wanget al. [36] use a scoring system based on 54

integration of several RNAi screens to account for false positives and negatives. 55

However, while these approaches include a priori knowledge, they cannot be used to 56

detect genes on a pan-pathogen level. 57

Here, we present a two-stage procedure for pan-pathogen host dependency and 58

restriction factor identification (Figure 1), and apply it to RNAi screening data sets 59

comprising four different positive-sense ssRNA viruses, i.e. Hepatitis C virus (HCV), 60

Chikungunya virus (CHIKV), Dengue virus (DENV) and SARS-coronavirus 61

(SARS-CoV). First, we apply a maximum likelihood approach for joint analysis of viral 62

host factors using a random effects model. Then, we propagate this information over a 63

biological graph using network diffusion with Markov random walks in order to account 64

for genes of importance on a pathway level, reduce the number of false negatives and 65

possibly stabilize the ranking of host factors. With our approach it is possible to detect 66

novel pan-pathogen host factors, while also considering prior information in the form of 67

networks. Our model has been designed for heterogeneous data sets by accounting for 68

various confounding factors within the data. When applying our method to six different 69

RNAi screening data sets of the four positive sense ssRNA viruses, CHIKV, DENV, 70

HCV and SARS-CoV, we found that the procedure is able to recover the host factors 71

for single viruses that have been described in the literature before, and to predict novel 72

pan-pathogen host factors. We validated the host factors for which compounds were 73

commercially available experimentally using pharmacological inhibition screens for five 74

virus, i.e., HCV, DENV, CHIKV, Middle-East respiratory syndrome coronavirus 75

(MERS-CoV) and Coxsackie B virus (CVB). Moreover, we validated the newly 76

predicted host factors, UBC, EP300 and PLCG1, using another siRNA knockdown on 77

the Hepatitis C virus. 78

Methods 79

In this section, we introduce the two-stage procedure which is then applied for inferring 80

pan-pathogen host factors. The first part of the procedure consists of a random effects 81

model that is used to infer pan-pathogen gene effects that quantify the overall impact of 82

gene perturbation on the life cycle of a group of pathogens. The second part of the 83

procedure uses the inferred gene effects and propagates them over a biological network. 84

PLOS 4/21

ORIGINAL PAPER

27



Random effects model 85

We model the readout yvgts of an integrated perturbation screen for virus v, geneg, 86

siRNA s and stage of infectiont using a linear random effects model, where different 87

intercept terms for different biological hierarchies (groups) are introduced. Staget is 88

introduced to distinguish effects that are primarily due to early stages of the viral 89

replication cycle (entry and replication) vs later stages (assembly and release). 90

RNAi perturbation screens often suffer from high variability between replicates 91

[11, 29, 37, 38]. To account for this variability, we introduce four random intercept 92

terms that correct for differences in the variance of genes, viruses, and infection stages.93

The remaining variance that is not explained by these random intercepts or the fixed 94

effects is captured by a Gaussian error term. The readout is modeled as 95

yvgts = xv � + 
 g + � vg + � t + � vt + � vgts ; (1)

where the random effects and noise are distributed as


 g � N (0; � 2

 );

� vg � N (0; � 2
� );

� t � N (0; � 2
� );

� vt � N (0; � 2
� );

� vgts � N (0; � 2
� ):

The covariate xv is a categorial variable representing the virus type using treatment 96

contrasts, � is a fixed effect coefficient,
 g and � vg are random effects for genes and 97

nested effects for genes within each virus, respectively. The terms� t and � vt describe 98

random effects for infection stages and nested effects for infection stages within each 99

virus, respectively. The remaining noise of the model is captured by� vgts . 100

The random effects model is fitted using the R-packagelme4 [39] using weighted 101

restricted maximum likelihood (Supplement S6 Text for details). 102

Gene effect ranking 103

The model defined in Equation (1) allows identification of potential host dependency 104

and restriction factors on a pan-pathogen level, i.e., detection of host genes that 105

potentially alter and impact pathogen growth. The strength of the effect of a gene 106

knockdown (the effect size) on the replication cycle of a group of pathogens is given by 107

the estimated random effect
 g for a geneg. A negative gene effect
 g < 0 means that 108

knockdown of geneg restricts viral replication. A positive gene effect 
 g > 0 means that 109

knockdown of geneg promotes viral replication. Furthermore, we estimate the 110

pathogen-specific gene effect as� vg = 
 g + � vg [24]. 111

Gene effect network propagation 112

We employ network diffusion to inform our estimates on a pathway-level post-inference 113

and in order to account for host genes missing in the analysis (for instance, unscreened114

genes), potential false negatives, and to stabilize gene rankings using prior information. 115

The diffusion is used after estimation of gene effect sizes using the random effects model116

from Equation (1). The Markov random walk is applied over a network of genes where 117

edges represent biological relationships. These relationships can, for example, be 118

encoded as interaction strengths between proteins, gene co-expression patterns, or 119

common transcription factor binding sites. Using network diffusion it is possible to 120

spread the information of single starting nodes, i.e. genes for which gene effects
 g have 121
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been estimated (Equation (1)), to their surrounding neighbours to include potential 122

genes in the list of host factors, reduce the number of false negatives and stabilize the 123

predicted ranking of genes given by their effect strengths
 g. 124

Instead of choosing neighbors of a gene directly which would potentially introduce 125

false positives, Cowenet al. [31] argue that a diffusion approach has the advantage of 126

down-weighing new predictions that are only supported by few edges or edges with low 127

weight. Furthermore, genes that are connected to the prior list of genes by several edges128

or edges with high weights have stronger support. 129

We initialize the starting distribution over N network nodes of the Markov chain as:

p0 =
�


 1P
j
 i j

; : : : ;

 GP
j
 i j

; 0; : : : ; 0
� T

; (2)

where G � N is the number of genes estimated using Equation (1), i.e. the number of 130

genes with estimated effects
 g. Using p0 the Markov chain is run until convergence 131

with updates, 132

p t = (1 � r )Wp t � 1 + r p0; (3)

where r is a user-defined restart probability, i.e., the chance that the random walk 133

returns to its initial state and W is a left stochastic transition matrix derived from a 134

biological network. In this study we use the functional protein interaction network from 135

[40]. They define a functional interaction asone in which two proteins are involved in 136

the same biochemical reaction as an input, catalyst, activator, or inhibitor, or as two 137

members of the same protein complex, i.e. functionally significant molecular events in 138

cellular pathways and not mere protein-protein interactions which rarely show direct 139

evidence of being involved in biochemical events. The network consists in part of 140

expert-curated, high-quality functional edges and in part of edges that have been trained 141

and validated with a naive Bayes classifier. Unlike many other biological networks, the 142

high quality of the annotations does not necessitate choosing edges with care, such as 143

edges derived from computational annotation or inference with older yeast-two-hybrid 144

technologies which are frequently false positives. Moreover, due to the biological 145

interpretability of the edges in a pathway-context, a functional network like this should 146

serve as a good choice to infer novel restriction and dependency factors and stabilize our147

rankings, because it associates genes connected with a disease and separates genes with148

mere physical interaction as in conventional pairwise networks. We stochastically 149

normalized the weighted adjacency matrix of this network and then use the normalized 150

matrix as transitition matrix W . After convergence of the Markov chain, we use its 151

stationary distribution p1 as new ranking of host factors by sorting genes accordingly. 152

For a random walk on a network that uses restarts, the length of the walk,l , i.e., the
number of edges it travels, can be modelled as a geometric random variable:

Pr (l ) = (1 � r ) l � 1r; l 2 f 1; 2; : : : g

that is parameterized by a success probabilityr 2 [0; 1), and models the number of 153

Bernoulli trials l needed for a success. The mean of the geometric distributionE[l ] = 1
r 154

directly relates to the average length of the random walk. For instance, choosing a 155

success probability ofr = 0 :5 would result in on average 2 trials until success. For a 156

success probability ofr = 0 :2 the average number of trials isE[l ] = 5, which yields an 157

average path lengths of 5. Consequently, choosing a high success probability reduces the158

average number of edges travelled automatically and ranks the starting genes higher 159

than genes farther away. We chose to use a restart probability ofr = 35%, opting for on 160

average approximately 3.5 travelled edges. Restart probabilities higher than 50% 161

deprioritize the network information over the data, while lower restart probabilities than 162

20% give too much weight to the prior knowledge. 163
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Model assessment 164

We validate our method on simulated as well as biological data. First we conduct 165

analyses of the stability of gene rankings that our two-stage procedure produces. Then 166

we assess the predictive performance of the random effects model in comparison to 167

another model (PMM [24]). Here, we briefly describe the procedures to simulate data 168

and the used methods for assessment. 169

Data simulation We simulated data using the procedures described in 170

Supplement S2 Text and S3 Text. Briefly, we sampled random vectors of effects for 171

genes, viruses and screen types and took all possible combinations over the three 172

random vectors. Then, we replicated every observation 8 times to guarantee 173

convergence of the solver and added normal i.i.d. noise to every observation. We created174

three data sets and added low, medium, and high i.i.d. white noise (� � N (0; � 2), 175

� 2 2 f 1; 2; 5g), respectively, separately to every observation. 176

Performance measures for stability analysis We boostrap every simulated data 177

set or biological 10 times. For every bootstrap sample we sort the gene effects from the178

hierarchical model by their absolute effect sizes and the equilibrium distributions of the 179

network diffusion. For every bootstrap samplej we take the top n 2 f 10; 25; 50; 75; 100g 180

gene effects as well as the topn equilibrium probabilities. We then take each pair (j; k ) 181

of bootstrap samples and compare the topn gene effect vectors and highestn 182

equilibrium probability vectors. For every pair ( A ; B) of the top n elements of either 183

gene effects or equilibrium distributions, we compute the Jaccard index as 184

J (A ; B) = jA\Bj
jA[Bj and Spearman's correlation coefficient (Supplement S2 Text and 185

Supplement S1 Code). 186

Performance measures to assess predictive performance We use 10-fold 187

cross-validation in order to assess the predictive performance between our random 188

effects model (Equation (1)) and PMM. We repeatedly split the data in training and 189

test sets and iteratively trained on nine folds and predicted gene effects on the test fold. 190

Finally, we compute the mean squared error for every fold for each of the two models 191

(Supplement S3 Text and Supplement S1 Code). 192

Results 193

We applied our method for gene prioritization to six biological data sets of four 194

positive-sense ssRNA viruses, HCV, DENV, CHIKV and SARS-CoV, and inferred 195

potential pan-viral dependency and restriction factors. We then validated the highest 196

ranked host factors. We first show results for normalization and integration of the RNAi 197

data sets, then present the application of the procedure and a benchmark, and finally 198

discuss the biological findings. The entire procedure is implemented in an R-package 199

called perturbatr available on Bioconductor. 200

Data sets and normalization 201

We integrated data from six RNAi perturbation screens consisting of the four 202

positive-sense ssRNA viruses HCV, DENV, CHIKV and SARS-CoV. These screens have 203

been generated under different biological conditions (Table 1). Following the definition 204

in Equation (1), we distinguish different stages of infection, i.e., either 'early' when the 205

screen was conducted for detection of host factors that are essential for viral entry and 206

replication, or 'late' when the host factors are required for viral assembly and release. 207
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Table 1. Meta data of positive-sense ssRNA viral RNAi screens. The data sets are
derived from separate screens using different cell lines, readout types or infection stages.
We use six RNAi screens for Chikungunya virus, Dengue virus, Hepatitis C virus, and
SARS coronavirus.

Virus Stage Cell type Readout Library Screen Reference

CHIKV early MRC5 GFP Dharmacon pool Kinome Scholte et al., in preparation
DENV early Huh7 E-protein Ambion single Kinome Cortese et al. [41]
DENV early Huh7 Luciferase Ambion single Genome unpublished
DENV late Huh7 Luciferase Ambion single Genome unpublished
HCV early Huh7.5 GFP Ambion single Kinome Reiss et al. [8]
HCV early Huh7.5 Luciferase Ambion single Genome Poenisch et al. [19]
HCV late Huh7.5 Luciferase Ambion single Genome Poenisch et al. [19]
SARS-CoV early 293/ACE2 GFP Dharmacon pool Kinome De Wilde et al. [4]

Figure 2. Comparison of readouts for unnormalized vs. normalized data. Every
box-plot shows the distribution of readouts of a single plate on the x-axis. (a) Before
normalization between plate readouts are hardly comparable due to batch and spatial
effects. (b) After normalization the data are eventually centered and scaled to unit
variance yielding comparable phenotypes.
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Screening of ssRNA viruses has been conducted on MRC5 cells for CHIKV, Huh7 cells208

for DENV, Huh7.5 cells for HCV, and 293/ACE2 cells for SARS-CoV. The screens used 209

either libraries of Dharmacon SMART-pools (4 siRNAs per well/gene) for CHIKV and 210

SARS-CoV or unpooled Ambion libraries for HCV and DENV. We filtered the six RNAi 211

data sets for genes that are available for every virus which left a data set with a total of 212

714 genes and controls (Figure 1). For each of the screens, siRNAs have been placed on213

384-, or 96-well plates, respectively. Cells have been seeded and, after transfection with214

siRNAs, infected with the respective reporter virus (Table 1). Univariate readouts are 215

either measurements of viral or reporter protein (GFP/Luciferase). 216

In order to have comparable phenotypes, i.e., fluorescence and luciferase readouts, 217

special emphasis has to be put on normalizing the screens, because different cell types218

(MRC5/Huh7/Huh7.5/293ACE2) can lead to slightly different gene expression and 219

knockdown patterns. Furthermore, in addition to high between-screen variability in 220

RNAi perturbations, high variance between plates from the same screen has to be taken 221

into consideration (Figure 2). Before normalization plates are not comparable due to 222

highly varying plate effects (Figure 2a). After normalization the data are in a final step 223

centered and scaled to unit variance yielding comparable phenotypes (Figure 2b). 224

High variability of phenotypes is mainly due to batch effects, stochasticity in 225

transfection and knockdown, and spatial effects in rows and columns, i.e., when wells on 226

the margin on average have higher or lower readouts compared to wells in the center. 227

To account for these effects, we use a combination of different normalization techniques 228

for every screen separately (Supplement S1 Text for details). Briefly, the CHIVK and 229
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SARS-CoV screens use a pooled Dharmacon library on 96 well plates. We normalized 230

the two data sets by first taking the natural logarithm over all samples, then 231

substracting the mean background signal and finally computing a robust Z-score over 232

the whole plate readout. The procedure has been applied separately for every plate. 233

Since genes were not randomized on plates we did not use B-scoring or other methods234

that account for spatial effects [2, 29, 38]. For the HCV and DENV genome screens, we 235

computed the natural logarithm for every readout of the complete data set, B-scored 236

the plates using two-way median polish and, in a last step, calculated robust Z-scores. 237

The HCV and DENV kinome screens have been normalized by first taking the natural 238

logarithm of the well readouts and then fitting a local regression model to correct for 239

cell counts. Since the HCV and DENV screens have randomized plate designs, we also240

corrected for spatial effects using two-way median polish using B-scores and eventually241

computed robust Z-scores. (See Supplement S1 Code for the exact procedures.) 242

Model assessment 243

In order to assess the stability of the inferred gene effects
 g and the equilibrium 244

distribution p1 g , and the predictive power of the random effects model, we applied the 245

model to two different data sets: a simulated data set and the biological data set 246

described before. First, we compare the stability of hits, i.e., if the same genes appear 247

among bootstrapped data sets, using the Jaccard index and Spearman's correlation 248

coefficient. Second, we assess the predictive power of the model using cross-validation.249

Stability analysis 250

The models described by Equation(1) and Equation (3) estimate gene effects
 g and an 251

equilibrium distribution p1 g for every geneg. To assess the reproducibility of these 252

estimates, i.e., the consistency of the rankings of gene effects and equilibrium 253

distributions, we applied the model to several simulated data sets as well as to the 254

pan-viral biological data set introduced above. 255

Simulated data We simulated data as described before and validated the consistency 256

of the rankings of these data sets (Figure 3a). For low error variances the stability of 257

both the random effects model and the network diffusion is high between bootstrap 258

samples. Increasing the error levels for the hierarchical model only seems to reduce the259

Jaccard index, while the Spearman correlations are staying stable. For high error levels 260

and the first n = 10 genes, two sets of bootstrap samples have on average 60% similarity261

and a correlation of around 90% for the random effects model. The network diffusion, 262

on the other hand, seems to be robust to increasing error variances having similar 263

Jaccard indexes and correlation for medium and high error variance, emphasizing the 264

previous argument regarding the stabilizing function of the network diffusion. 265

Biological data We performed a similar analysis on the biological data set. Instead 266

of comparing different noise levels we validated how the number of examined viruses 267

influences the different rankings. We bootstrapped the data set again and computed the 268

Jaccard index and Spearman's correlation coefficient for every pair of bootstrap samples.269

For both models, increasing the number of viruses from 2 to 4, does not significantly 270

alter the Jaccard indexes for all numbers of genes (Figure 3b). However, increasing the271

number of viruses reduces correlations for both models. While the reductions are only 272

marginal for higher gene numbers for the random effects model, they are stronger for 273

the network diffusion. Lower correlations can be explained by the fact that RNAi 274

screens are highly variable and different bootstrap samples give as a consequence 275

varying estimates of gene effects. 276
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Figure 3. Stability analysis on simulated and biological data. We assessed the stability
of our random effects model using the Jaccard index and Spearman's correlation
coefficient (y-axis) given the first i 2 f 10; 25; 50; 75; 100g highest ranked genes from 100
bootstrap samples (x-axis). (a) For low error variance� 2 = 1, gene rankings are highly
stable. While increasing the error variance keeps correlations stable, Jaccard indexes
reduce. The network diffusion is stable against increasing error variances having similar
Jaccard indexes and correlation for medium and high error variance. (b) On the
biological data set increasing the number of viruses does not significantly reduce
Jaccard indexes or correlations for the random effects, with the exception for the
correlations for 10 genes. The network diffusion has stable Jaccard indexes for
increasing virus numbers at around 60%. The correlations between bootstrap samples,
however, decrease with a higher number of viruses.
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Analysis of predictive performance 277

In order to validate the predictive performance of the random effects model from novel 278

data, we used a simulated data set and the biological data set as before, and benchmark279

the predictive performance using 10-fold cross-validation. We compare our method 280

against another random effects model, called PMM [24]. 281

Simulated data We created three data sets using the procedure described in 282

Supplement S3 Text. As before, the data sets can be distinguished by the amount of 283

noise that has been added to every observation. Our hierarchical model consistently 284

outperforms PMM for different levels of variance and different validation methods 285

(Supplement Figure S4a). This is largely due to the fact that our model was tailored to 286

considering heterogeneous RNAi screens where different infection stages are present 287

while PMM does not make this distinction. 288

Biological data For the biological analysis we used the integrated pan-viral RNAi 289

screen as before. In this benchmark, our model slightly outperforms PMM 290

(Supplement Figure S4b). Our model achieves a lower mean residual sum of squares on291

all test sets. Furthermore, increasing the number of viruses from two to four, leads to a 292

decrease of mean residual sum of squares. 293

Biological results 294

We applied our method to the RNAi screening data described in Table 1. First we 295

estimated gene-effects
 g using the random effects model described in Equation(1) and 296

then propagated these effects over a functional protein-protein interaction network using 297

network diffusion (Equation (3) resulting in a ranking of genes by their estimated 298

impact on the life-cycle of the group of viruses. We validated the inferred genes for five 299

viruses using pharmacological inhibition and another siRNA knockdown of three further 300

genes for HCV. 301

Gene effect ranking 302

Given the results from the stability analysis and analysis of predictive performance, we 303

concluded that the proposed random effects model model is preferable to PMM, due to 304

the fact that it captures more of the variance in the data, for instance, when strong 305

infection stage effects are visible, and because it allows distinguishing between genes 306

that are influencing the viral replication cycle in the early stages of replication, or in the 307

later stages, respectively. 308

We applied the hierarchical model to the pan-viral data set and inferred the gene 309

effects 
 g (of which the top 25 are shown in Supplement S5 Text). We then used the 310

estimated gene effects
 g and propagated these using the Markov random walk described 311

in Equation (3). After diffusion we obtain a ranking of all genes in the network 312

(Table 2). While the majority of genes has already been previously selected by the 313

random effects model, we also discovered novel hits, such as UBC (rank 1), EP300 (rank314

9), and PLCG1 (rank 13) using the network diffusion. Among the strongest effectors 315

derived from the hierarchical model are, DYRK1B (rank 3), a nuclear-localized protein 316

kinase participating in cell-cycle regulation, and PKN3 (rank 11), a rather little studied 317

kinase that has been implicated in Rho GTPase regulation and PI3K-Akt signaling. 318

UBC encodes ubiquitin, which is involved in numerous cellular processes, most 319

prominently protein degradation. PLCG1 is crucially involved in signal transduction 320

from receptor-mediated tyrosin kinases (e.g. Src) and catalyzes the formation of the 321

second messenger IP3 and DAG. Recently PLCG1 was also found to impact progression322
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Figure 4. Effect matrix of pathogen-specific gene effect strengths� vg . The 25
strongest hits when sorting by absolute effect sizes
 g are shown. Every column shows
one virus and every row represents the effect size of a gene knockdown on the specific
virus � vg . For some of the genes, such as DYRK1B, PKN3, CDK6 or CSNK2B, the
knockdown has an either all-positive, or all-negative effect on the viral replication cycle.
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of HCC [42], the HCV replication cycle [43], as well as receptor-mediated inflammation 323

and innate immunity [44]. EP300 is an acetyltransferase and acts as a transcriptional 324

co-activator and has not been studied in detail so far. 325

We compared the strongest gene effects
 g inferred by the hierarchical model 326

(Supplement S5 Figure) to the virus-specific gene effects� vg (for which RNAi screens 327

have mostly been used; Figure 4) and found that for some of the estimates for the gene328

effects 
 g the pathogen-specific effects are not consistent over all pathogens. For 329

example, while perturbation of gene CDK5R2 has a beneficial impact on CHIKV 330

replication, it has a restricting effect on the other three viruses. On the other hand 331

perturbation of DYRK1B, PKN3, CDK6, or CSNK2B has either an all-negative or 332

all-positive impact on the replication cycle of the ensemble of viruses. Genes that upon 333

perturbation show the same consistent effect, i.e. suppression of early or late stages of334

the viral replication cycle, could be targets for the development of broad-spectrum 335

antiviral drugs. 336

PLOS 12/21

ORIGINAL PAPER

35



Table 2. First 20 host dependency and restriction factors selected by the ranking of
the network diffusion using a restart probability of r = 0 :35. 'Ranking' shows the rank
after network diffusion, 'Gene effect' shows the effect sizes
 g inferred by the
hierarchical model, the other columns show virus specific effects� vg .

Gene Ranking Gene effect CHIKV DENV HCV SARS-CoV

ubc 1 n.a. n.a. n.a. n.a. n.a.
plk1 2 -0.14 -0.11 -0.25 -0.15 -3.77
dyrk1b 3 -0.15 -0.26 -0.14 -0.15 -3.97
pik4ca 4 -0.13 -0.12 -0.48 -2.69 -0.51
mapk3 5 -0.06 -0.52 -0.33 0.05 -0.93
pik3r1 6 0.06 0.47 0.36 0.39 0.51
dusp1 7 -0.12 -1.45 0.02 -0.13 -2.05
pck1 8 -0.11 -0.69 -0.84 -0.80 -1.08
ep300 9 n.a. n.a. n.a. n.a. n.a.
mapk1 10 0.03 -0.09 -0.14 0.30 0.74
pkn3 11 -0.11 -0.11 -0.63 -0.22 -2.37
dgke 12 -0.11 -1.16 0.02 -0.13 -1.98
plcg1 13 n.a. n.a. n.a. n.a. n.a.
cdk6 14 0.08 0.16 0.70 0.47 1.22
lats1 15 0.08 0.47 0.41 0.46 0.99
csnk2b 16 -0.10 -1.02 -0.82 -0.46 -0.62
cdk5r2 17 -0.10 0.78 -1.51 -0.10 -2.19
shc1 18 -0.07 -0.97 -1.24 -0.63 0.76
mapk14 19 0.03 -0.06 0.15 0.25 0.59
camkk2 20 -0.10 -1.66 -0.85 -0.48 0.09

Validation of identified host factors 337

We validated some of the top genes from Table 2 using pharmacological inhibitors to 338

verify whether the predicted genes are indeed host factors that are involved in viral 339

replication. In short, we searched the literature for inhibitors and conducted a screen for 340

the proteins for which compounds were commercially available (see Supplement S4 Text 341

for details on the experimental setup and Supplement S6 Figure for results). In order to 342

assess if the top inferred gene products really have a pan-viral effect, inhibitors were 343

tested on DENV, CHIKV and HCV as before and two novel positive-strand ssRNA 344

viruses, MERS-CoV and CVB. Of the top 20 host factors from Table 2 inhibitors were 345

available for the dependency factors CAMKK2, CDK5R2, DGKE, DUSP1, DYRK1B, 346

PIK4CA, PKN3 and PLK1. The inhibitors were tested in dose-response CPE reduction 347

assays on cells infected with the viruses. In parallel we assessed cytotoxicity of the 348

compounds and discarded measurements that led to a significant reduction in cell 349

viability (below 75% of the signal obtained for untreated control cells). For every host 350

factor, virus and compound concentration, we tested if inhibition of a protein reduced 351

viral replication in comparison to a negative control significantly (one-sided two-sample 352

Wilcoxon test). We adjusted all p-values for multiple testing using the 353

Benjamini-Hochberg correction [45]. We found that inhibition of several host factors 354

showed significant reductions in replication on subsets of the five viruses and specific 355

compound concentrations. For instance, CDK5R2, PKN3 and DYRK1B were significant 356

at the 10%-level after multiple testing correction for at least some compound 357

concentrations in four of the five viruses. However, none of the tested compounds had a 358

significant effect on the replication of all of the five viruses (Supplement S6 Figure). 359

Note that PLK1 was discarded due to cytotoxicity of the inhibitorat higher compound 360

concentrations. For that reason, we point out that PLK1 should possibly also be 361

discarded in the analysis of the primary screens. 362
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Figure 5. Validation of UBC, PLCG and EP300 against a negative control and a
positive control, PI4K, for HCV. UBC and PLCG1 show significant p-values at the
5%-level for all validated siRNAs. The positive control PI4K also was highly significant,
while the two siRNAs used for EP300 did not show a significant trend.
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Furthermore, we validated the three genes that were newly identified by the network 363

model (UBC, PLCG1, EP300) for HCV using two different siRNAs per gene. In 364

particular, we were interested to see whether knockdown of these three genes would 365

impact the viral replication significantly (see Supplement S5 Text for experimental 366

details, data normalization and statistical analysis). We found that knockdown of UBC 367

and PLCG1 caused a significant inhibition of replication at a level of � = 5% (Figure 5) 368

in comparison to a negative control for all tested siRNAs (two-sided two-sample 369

Wilcoxon-test). However, EP300 was not confirmed at the same significance level for 370

both siRNAs tested. 371

Discussion and Conclusion 372

In this work, we have integrated RNAi screening data of a group of four different 373

positive-sense ssRNA viruses and presented a two-stage procedure to prioritize pan-viral374

host dependency and restriction factors from genetic perturbation screens. The result of 375

our method is a ranking of genes that are predicted to impact the life cycle of an entire 376

group of pathogens. We implemented the two-stage procedure in an R-package called 377

perturbatr which is designed for the analysis of large-scale high-throughput 378

perturbation screens of multiple data sets and is available on GitHub and Bioconductor. 379

We validated host factors for which pharmacological inhibitors were commercially 380

available experimentally by treating cells infected with five positive-sense ssRNA viruses 381

with these compounds, and another siRNA knockdown of the three newly predicted 382

genes on HCV. 383

Our procedure first infers a list of possible host factors using a random effects model 384

where we model the readout of a genetic perturbation screen as a linear dependency on385

a virus, a pan-viral gene effect
 g, and a sum of other random effects to capture the 386

heterogeneity of the data. With a likelihood-based formulation jointly analyzing genetic 387

perturbation screens of different viral RNAi screens is straightforward in comparison to 388
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a meta-analysis, since in the latter case every virus is analyzed independently and 389

results have to be aggregated, thereby potentially discarding common host factors. 390

Furthermore, the noise model and inclusion of random effect terms allow to account for 391

high variance in the data sets. 392

The list of gene effects
 g is then propagated over a functional interaction network 393

using a Markov random walk with restarts. Functional interactions networks, such as 394

[40], allow incorporation of true biological association in a pathway-context to the 395

analysis and stabilizing of the the rankings. By subsequently applying a network 396

diffusion approach it is also possible to not only account for genes that have not been in 397

the primary RNAi screens, but also to re-rank genes using pathway information 398

allowing to potentially reduce the number of false negative predictions. 399

The analysis produced a set of host factors, such as DYRK1B, UBC, PLCG1 and 400

PKN3, that likely impact the replication cycle of a broad range of positive-sense ssRNA 401

viruses. Of the top 20 host factors (Table 2), we were able to find commercially 402

available compounds for nine of them, which we then biologically validated. While the 403

screen confirmed the importance of these genes on the pan-viral replication cycle of 404

subsets of viruses, no host factor could be found that is significant for all viruses. In 405

general, viruses usurp defined cellular pathways. Even closely related viruses may use 406

different entry points to the pathway. One example are the Dengue and Zika viruses 407

which both depend on the host factor STT3A, but only DENV requires STT3B for 408

replication [22]. The degree of similarity of the molecular biology of the viruses seems to 409

determine the success of finding pan-viral genes in contrast to finding relevant pathways. 410

While it makes theoretical sense that all positive-sense ssRNA viruses use the same host411

factors, detection of these has proven to be complicated and, as already mentioned in 412

the introduction, yields variable results even for the same virus. A lack of overlap 413

between screens, flexibility of the cell in several aspects and the possibility of viruses to 414

just take different routes to achieve replication corroborates this hypothesis and makes 415

pathway-analyses even more important. The broader the targeted group of viruses, the 416

more central a target gene would have to be (e.g. UBC), but in that case it gets 417

increasingly unlikely to find a inhibitor condition that only harms the virus but not the 418

host cell. For bacteria, antibiotics are only specific to a more or less related group of 419

bacteria (e.g. gram-positives), because of the metabolic similarity of the group. For 420

viruses, it is likely that these groups need to be much narrower because in many cases421

only closely related viruses might actually share enough similarity in the metabolic or 422

regulators pathways they exploit. Additionally, it has to be emphasized though that a 423

protein inhibition screen like the one we conducted is not perfectly able to validate the 424

inferred genes and their function in the replication cycle of the viruses. Thus a more 425

rigorous validation could shed light on the biological importance of these genes. 426

We validated the three newly found host factors, UBC, PLCG1, and EP300, using 427

siRNA knockdown for HCV and could confirm UBC and PLCG1 to be proviral host 428

factors. Generally, host dependencies and restriction factors are not necessarily crucial429

for host cells survival, i.e. host factors can be knocked down without inducing cell death. 430

Exceptions are single candidates such as UBC which is central player in cell biology. 431

Ubiquitination of proteins can target them for degradation in the proteasome which is 432

an important homeostatic process in every cell. The proteasome has come up frequently433

as host factor for many viruses, albeit not always the same genes [46]. Inhibition of the 434

proteasome, while being vital for the cell, is already done therapeutically, for instance in 435

cancer treatment [47], or in studies for antiviral treatment [48]. Consequently, the 436

inhibition of host factors that are also crucial for the host cell can be achieved even 437

though it is a matter of fine balancing between cytotoxicity to the cell and efficiacy 438

against disease. 439

The proposed procedure to infer pan-pathogen host factors could aid in the 440

PLOS 15/21

ORIGINAL PAPER

38



development of broad-spectrum antiviral drugs for a group of viruses or even bacteria 441

that could allow the treatment of multiple diseases (Table 2) with the same substance. 442

In addition, our model generates estimates of gene effect sizes for the single viruses. 443

In this work we selected a group of positive-sense ssRNA for analysis. The 444

replication cycles of any subgroup of positive-sense ssRNA viruses consist of notably 445

similar steps and, given the similarities of how they replicate, we hypothesized that they 446

share the same host dependency or restriction factors or, at least, the same pathways 447

(hence the network analysis). While our model can be applied to any group of 448

pathogens the success of finding relevant host-factors for a highly diverse group of 449

pathogens is less unlikely. In addition the experimental design of such a study, a factor 450

which we did not emphasize enough, is critical: contributing factors might be quality of 451

interventions, number of replicates, or the type of readout, e.g. GFP signals of viral 452

growth or cell death, or even sequencing data in CRISPR screens. 453

Our two-stage procedure has also some limitations. In our case the integrated data 454

set showed strong heterogeneity and variance between the different biological conditions 455

which necessitated the inclusion of random effects. For data sets with less variance a 456

random effects model might not be needed at all. Moreover, utilizing biological prior 457

knowledge in the form of protein-protein interaction networks could possibly bias and 458

corrupt results, especially when networks with incorrect edges are used. The use of 459

multiple, different networks may improve this situation [33]. 460

Since we apply a stochastic approach for network diffusion we cannot gain 461

information about whether genes are dependency or restriction factors. This could be 462

addressed by developing a network diffusion model applying state probabilities for 463

pro-viral and anti-viral effects. Finally our method does not provide estimates for 464

statistical significance for the genes, but only a ranking of genes. Currently our model 465

can be used for RNAi screens with continuous readouts, but can readily be generalized466

to sequencing-based perturbation screening methods, such as CRISPR, where read 467

counts are usually modelled` negative binomial or Poisson random variables. 468
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estimates by absolute effect sizes. 496

S5 Text siRNA-knockdown of predicted host factors for HCV. Description 497

of the experimental protocol of the siRNA validation screen, data normalization and the 498

statistical analysis. 499

S6 Figure Validation of identified host factors using pharmacological 500

inhibition. Description and visualization of the analysis of the validation screen using 501

pharmacological inhibition. 502

S6 Text Details on estimation in linear mixed models. 503
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SUPPLEMENTARY MATERIAL FOR
'HOST FACTOR PRIORITIZATION FOR

PAN-VIRAL GENETIC PERTURBATION SCREENS
USING RANDOM INTERCEPT MODELS

AND NETWORK PROPAGATION'

S1 Figure. Normalisation e�ect on readouts of plate controls. Comparison of
plate readouts for positive and negative controls. Sub�gure (a) shows the un-normalized
control readouts for the HCV kinome screen. Negative and positive controls su�er from a
high variance. (b) Normalizing the data plate-wise reduces the variance for the negative
controls. The positive controls, however, still exert a high variation even after normalizing
which could be due to stochastic knock down patterns.
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S1 Text. Normalisation methods. We applied di�erent combinations of normalization
methods to get phenotypes that are comparable between the studies. In summary, we used
the following methods for normalization:

� Logarithm. Compute the natural logarithm over every well-readout separately, such
that a well's new readout yij is computed asynorm

ij = log( yij ).
� Background correction. Substract the mean/median of a row/column from every well

of every plate separately.
� Robust Z-scores. Substract by median and divide by median absolute deviation over

every plate separately. The new readout is computed asynorm
ij = yij � med(Y )

mad( Y ) , where
med(Y ) is the median of plate readouts and mad(Y ) is the median absolute deviation
of plate readouts.

� Loess. Fits a locally-weighted polynomial regression model between well cell counts
x i and averaged well readoutyi separately on every plate usingR's lowess function.
The procedure estimates a new readout ^yi for every cell counts covariablex. The new
normalized value is computed asynorm

i = yi � ŷi , i.e. the residual.
� B-scores. B-scores are computed usingR's medpolish function on every plate sep-

arately. Input to medpolish is a matrix Y where every elementyij is the readout
from the i -th row and j -th column from a plate. The new normalized value per row
and column is computed asynorm

ij = r ij
mad( R ) , where R are the computed residuals for
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every well ij and mad(R ) is the median absolute deviation of the residuals.

The implementation of the described methods can be found in Supplement S1 Code.

S2 Figure. Normalisation e�ect on control distributions. Comparison between un-
normalized and normalized control densities. For every positive control (green) and negative
control (red) density functions are shown. Ideally the two mixture components are sepa-
rated strongly. While before normalization in (a) the two components do not show a strong
separation, the control distributions could be separated much better after normalisation
(b).
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S2 Text. Stability analysis. For validation of the stability of the rankings, we generate
several di�erent data sets that are parameterized by a noise variance� 2, a virus count V ,
a replicate count R, a gene countG and screen countS. The steps to generate one data
set for stability analysis are as follows"

1. Generate a random matrix of G columns and 10� G rows. Then sample a random
undirected scale free networkG of G nodes using thebarabasi.game method from
the igraph -package Csardi et al. (2006). Next iterate over the set of edges fromGand
set every edge weight to a random value following a Beta distribution with shapes
� = 2 and � = 1 (the shape parameters and the underlying distribution were chosen
arbitrarily and other distributions with non-negative support are equally suited).
From this adjacency matrix we compute the correlation matrix � .

2. Create standard normally distributed random vectors � � N V (0; I ), � � N S(0; I )
and 
 � N G(0; � ).

3. Take all combinations D = ( � � � � 
 ), i.e. take all combinations of elements� j 2 � ,
� i 2 � and 
 k 2 
 in a (V � S � G � 3)-dimensional matrix where every row is a vector
(� j ; � i ; 
 k ).

4. Replicate each row from the data setD R times.
5. Add i.i.d. Gaussian noise� � N (0; � 2I ) to all rows independently.
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S3 Figure. Pathogen-speci�c gene hits. Every subplot shows the most signi�cant genes
for a virus using a false discovery rate threshold of 0:2. Using multiple testing correction
on the pathogen-speci�c gene e�ects gives only a few signi�cant genes all of which are viral
dependency factors.
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S3 Text. Analysis of predictive performance. A simulated data set that validates
predictive performance is parameterized by parameters for the number of replicatesR, the
number of virusesV , and a noise variance� 2. We use a �xed gene count ofG = 100 and
number of screening typesS = 5. The steps to generate the simulated data are:

1. Generate a standard normally distributed random vector 
 � N 90(0; I ). Create ran-
dom vectors 
 h � N 5(0:5; I ) and 
 l � N 5(� 0:5; I ) and append these vectors to
 .
The two latter vectors represent the true hit genes, i.e., genes that have an impact
on the life cycle of a group of pathogens. In the end the gene e�ect vector
 is a
three-component mixture of Gaussiansf (x) = 0 :9 � f 0(x) + 0 :05� f h(x) + 0 :05� f l (x)
wheref h and f l represent the distributions readouts for anti-viral genes and pro-viral
genes, respectively andf 0 is the distribution of readouts for null-genes, i.e., genes for
which a transcript does not lead to changes in pathogen replication.

2. Create standard normal distributed random vectors � � N v(0; I ) and � � N s(0; I ).
3. Take all combinations D = ( � � � � 
 ), i.e. take all combinations of elements� j 2 � ,

� i 2 � and 
 k 2 
 in a (V � S � G � 3)-dimensional matrix where every row is a vector
(� j ; � i ; 
 k ).

4. Replicate each row from the data setD R times.
5. Add i.i.d. Gaussian noise� � N (0; � 2I ) to all rows independently.

S4 Figure. Predictive performance on simulated and biological data. The plots
show the performance of our hierarchical model and PMM. (a) Our model shows a lower
mean squared error for all error variances� 2 = 1, � 2 = 2 and � 2 = 5. (b) Increasing
the number of viruses lowers the mean squared errors in both models marginally. For all
benchmarks our model had a minor, non-signi�cant advantage over PMM.
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S4 Text. Compound screen data acquisition. Compounds were purchased from com-
panies indicated below and dissolved according to the manufacturer's instructions in DMSO.

HCV/DENV Huh7.5 cells (Blight et al., 2002) stably expressing Fire
y luciferase
(Huh7.5 Fluc) were seeded on white 96-well plates at 1x104 cells per well 16 hours prior
to infection with the HCV reporter virus JcR2a (genotype 2a, Reiss et al. (2011).) and
16 to 24 hours prior to infection with a DENV reporter virus carrying a Renilla luciferase
(DenR2a). For HCV, compounds were added with the virus at an MOI of 0.1 at time-
point 0 hours or after virus removal at 8 hours post infection. For DENV,cCompounds
were added with the virus at an MOI of 0.5. For both viruses, cells were lysed 72 hours
later in 1x Promega Lysis Bu�er (Promega, Mannheim, Germany), frozen at -80C, and
luciferase activities were measured for 1 sec with D Luciferin with no �lter (Fire
y) and
10 sec with Coelenterazine with a 480 nm high-sense �lter (Renilla) in a Mithras LB 943
plate luminometer (Berthold Technologies, Bad Wildbad, Germany).

CVB : Huh7 high passage cells were seeded in a 96-well plate at 5 x103 cells per well
(next day 75% con
uent) one day prior to infection. Compounds were added with CVB3
at 100 TCID50 per well. Cell viability was determined 24 hours post infection (using MTS
assay according to the manufacturer protocol (Aqueous; Promega).

CHIKV/MERS : VeroE6 cells were seeded at a density of 5,000 cells/well in 96 well
plates and HuH7 cells at 10,000 cells/well in clear 96 well plates. The next day, the culture
medium was replaced with dilutions of the compounds in medium and Vero E6 cells were
infected with CHIKV (100 pfu/well) and Huh7 cells with MERS-CoV (200 pfu/well). At
96 hpi for CHIKV and 72 hpi for MERS-CoV, a colorimetric viability assay was performed
by adding 20 mul/well of the CellTiter 96 AQueous One Solution Cell Proliferation Assay
reagent (Promega). The reaction was stopped after 2-2.5 h by �xing the cells with 37%
formaldehyde. The absorbance was measured at 495 nm in a Berthold Mithras LB 940
plate reader, and the values were expressed relative to uninfected (infection) or untreated
(viability) samples.

Table 0
Compound screen meta data.

Gene Compound Manufacturer Article number/ID

CAMKK2 STO-609 Tocris 1551
CDK5R2 Alsterpaullone Sigma-Aldrich A4847
CSNK2B Ellagic Acid Tocris 3058
DGKE Dioctanoylglycol Tocris 0484
DUSP1 BCI hydrochlorid Sigma-Aldrich B4313
DYRK1B AZ 191 Tocris 5232
PIK4CA PI 93 Sigma-Aldrich SML0546
PKN3 Quercetin Dihydrate Sigma-Aldrich Y0001009
PLK1 Ro 3280 Tocris 5968
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S5 Figure. Identi�cation of host factors using a random e�ects model. The 25
�rst hits identi�ed using the �rst step of our model are shown when sorting the estimates
by absolute e�ect sizes. The size of the bar determines the "pan-viral" e�ect a knockdown
has on the entire group of pathogens. Knockdown of antiviral genes (in red) will generally
increase pathogen viability, while pro-viral hits (in blue) will reduce it.
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S5 Text. siRNA-knockdown of predicted host factors for HCV. In order to con-
�rm the network analysis-predicted host factors UBC, PLCG1, and EP300, we infected
Huh7.5 Fluc cells (Blight et al.) with our reporter virus JcR2a Blight et al. (2002). 16
hours prior to infection, we reverse transfected 6 pmol siRNA (�nal concentration 10 nM)
in 5x104 cells in a 24 well format using RNAiMax (Thermo Fisher Scienti�c, Karlsruhe,
Germany) following the manufacturers instructions. 72 hours after JcR2a infection, cells
were lysed in 1x Passive Lysis Bu�er (Promega, Mannheim, Germany) and luciferase activ-
ities were measured on a Mithras LB 943 plate luminometer (Berthold Technologies, Bad
Wildbad, Germany). Renilla luciferase signals are normalized to Fire
y luciferase. Three
independent biological experiments have been conducted in triplicates each. We tested the
normalized data of each siRNA (denoted EP3001, EP300 2, UBC 1, UBC 2, PLCG1 1,
PLCG1 2 and a positive control PI4K in Figure 5) against an AllStars negative control
siRNA (Qiagen, Hilden, Germany) using a two-sided two-sample Wilxocon test, i.e. each
test consisted of two samples of size 9 each. Respective scripts for data analysis can be
found in Supplement S1 Code and the data in S1 Data.
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S6 Text. Details on estimation in linear mixed models. We brie
y explain the single
steps of the model. We start with the general vector notation of the conditional Gaussian
(multi-level) mixed model from Equation (1):

yvgt j uvgt � N
�
xvgt � + Zvgtuvgt ; � 2I

�
;

where v = 1 ; : : : ; V are the di�erent viruses, g = 1 ; : : : ; G are genes andt = 1 ; : : : ; T are
di�erent screen types. The vector yvgt consists of all readouts that have been measured for
virus v, geneg and screen typet, uvgt = ( 
 g; � vg; � t ; � vt )

T is a vector of random e�ects,
and Zvgt = 1len(y vgt )� 4 (because of 4 random intercept terms) is a random e�ects design
matrix. The random e�ects u, the �xed e�ect � and the noise variance� 2 are random
variables or unknown constants of interest to be predicted, or estimated, respectively.
When we collect the entire data set (xvgt ; yvgt), i.e. all vectors for every combination of
viruses, genes and screen types, we arrive at the general mixed model formulation which
we need for estimation:

x =

0

B
B
B
B
B
B
@

x1;1;1
...

xv;g;t
...

xV;G;T

1

C
C
C
C
C
C
A

; y =

0

B
B
B
B
B
B
@

y1;1;1
...

yv;g;t
...

yV;G;T

1

C
C
C
C
C
C
A

; u =

0

B
B
B
B
B
B
@

u1;1;1
...

uv;g;t
...

uV;G;T

1

C
C
C
C
C
C
A

It follows that when collecting all random e�ect design matrices Zv;g;t we get a block
diagonal matrix:

Z = blockdiag ( Z1;1;1; : : : ; Zv;g;t ; : : : ; ZV;G;T )

Thus the general notation of the linear mixed model is

y j u � N
�
x � + Zu ; � 2I

�
;

where

u � N (0; G) ;

where G is an unknown covariance matrix to be estimated. Recent research such as Bates
et al. (2015) introduced e�cient approaches to estimation of parameters � , � 2 and G and
prediction of u which go beyond the scope of this paper. We recall here the general approach
which for instance can be found in McCulloch and Searle (2001):
From the formalisation above we can integrate out the random e�ectsu which gives us the
marginal model:

y � N
�
x �; � 2I + ZGZ T �

;

We can now formalize an objective, the likelihood of the marginal model:

L (�; G ; � 2) = P(y j �; G ; � 2)
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For restricted maximum likelihood estimation we now treat � as random variable, too, e.g.
as in an empirical Bayesian context with a 
at prior, and marginalize it out:

L (G; � 2) =
Z

P(y j �; G ; � 2)d�

Estimation of parameters of the LMM is done in two steps: �rst we estimate G and � 2 by
maximizing the likelihood above numerically, for instance using a quasi-Newton method.
Second we estimate� and u using Henderson's mixed model equations analytically as:

�̂ =
�
x t V � 1x

� � 1
xT V � 1y

û = RU � 1V � 1
�

y � x �̂
�

where V = ZRZ T + � 2I .
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3
S T R U C T U R E D H I E R A R C H I C A L M O D E L S

z �

shm

While the genetic basis of driving factors of can-
cer, i.e., essential genes, is fairly well understood,
understanding of the loss of �tness when essential
genes are deprived of their function is not complete
(Tsherniak et al., 2017). Similar to viral infection, un-
derstanding of the actual �tness costs of losing a
genetic driver could help to direct development of
new drugs, and help decide on a speci�c treatment.
Due to missing domain knowledge, i.e., an incom-
plete understanding of the biological process that
occurs during perturbation, statistical models are

usually misspeci�ed. For instance, Smits et al. (2019) only recently found
out that residual protein can still be abundant in cells in which a CRISPR
induced frame-shift mutation took place. In addition, several other factors
in�uencing the data generation process are not understood yet. As a result,
inference from CRISPR screens can lead to biased estimates of the effect sizes
of genetic interventions.

In this work, we devise a new probabilistic model, called structured hierar-
chical model, for the analysis of multi-condition genetic perturbation screens.
The model makes use of conventional Bayesian hierarchical models to rep-
resent the data and combines them with categorical Markov random �elds.
The random �eld is used to encode biological prior information in the form
of a functional gene-gene interaction network and serves as parameteriza-
tion for the hierarchical model. Dirmeier & Beerenwinkel (2019) show that
their approach outperforms a conventional mixture model when inferring
essential genes and that informing posterior inference through biological
networks helps against model misspeci�cation. A software implementation
of the method can be found at https://github.com/cbg-ethz/shm.

For this manuscript the author devised the model, implemented the model
in a software package, and performed the data analysis. The author also
wrote the manuscript.
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STRUCTURED HIERARCHICAL MODELS FOR
PROBABILISTIC INFERENCE FROM PERTURBATION

SCREENING DATA

By Simon Dirmeier � ,y and Niko Beerenwinkel � ,y

ETH Zurich � and Swiss Institute of Bioinformaticsy

Genetic perturbation screening is an experimental method in bi-
ology to study cause and e�ect relationships between di�erent bio-
logical entities. However, knocking out or knocking down genes is a
highly error-prone process that complicates estimation of the e�ect
sizes of the interventions. Here, we introduce a family of generative
models, called the structured hierarchical model (SHM), for proba-
bilistic inference of causal e�ects from perturbation screens. SHMs
utilize classical hierarchical models to represent heterogeneous data
and combine them with categorical Markov random �elds to encode
biological prior information over functionally related biological en-
tities. The random �eld induces a clustering of functionally related
genes which informs inference of parameters in the hierarchical model.
The SHM is designed for extremely noisy data sets for which the true
data generating process is di�cult to model due to lack of domain
knowledge or high stochasticity of the interventions. We apply the
SHM to a pan-cancer genetic perturbation screen in order to identify
genes that restrict the growth of an entire group of cancer cell lines
and show that incorporating prior knowledge in the form of a graph
improves inference of parameters.

1. Introduction. Probabilistic graphical models (PGMs) and Bayesian
hierarchical models (HMs) are integral parts of statistical data analysis and
computational biology. PGMs graphically represent the joint probability dis-
tribution of several random variables by encoding conditional dependencies
between variables as edges in a graph (Koller and Friedman, 2009; Maathuis
et al., 2018). Bayesian HMs are a special case of PGMs, where the graph is
usually a directed tree and parameters of interest are endowed with distri-
butions which themselves are parametrized leading to a conditionally inde-
pendent hierarchy of variables (Gelman et al., 2013).

In bioinformatics and computational biology, PGMs have been found to be
especially useful and have a long history of applications, because biological
measurements, such as gene expression values or metabolite concentrations,
are often correlated making them suitable for joint probabilistic modelling.

Keywords and phrases:probabilistic models, hierarchical model, Markov random �elds,
biological network, genetic perturbation screen, interventional data, Python, PyMC3
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2 DIRMEIER ET AL.

Simple PGMs, such as hidden Markov models (Durbin et al., 1998; Baldi
et al., 1994; Eddy, 1998; Stanke and Waack, 2003; Marioni, Thorne and
Tavar�e, 2006; Yoon, 2009; Finn, Clements and Eddy, 2011) have been dis-
cussed in the bioinformatics literature at length.

Bayesian networks (BNs), a more general class of graphical models, where
the underlying graph is a directed acyclic graph (DAG), are computationally
more expensive, but probabilistically more expressive. For instance, Kuipers
et al. (2018) used BNs to identi�y gene-gene interactions in cancer tissues
and for clustering the mutational pro�les of cancer types. Other approaches
include Jansen et al. (2003) who used BNs to detect protein-protein inter-
actions (PPIs) from genomic data, such as gene expression values, i.e., the
abundance of messenger RNA (mRNA) of a gene in the cell, Friedman et al.
(2000) where BNs were applied to model gene interactions and analyze ex-
pression data, or Sachs et al. (2005) who used BNs to reconstruct signalling
networks. For time-series data, dynamic Bayesian networks (DBNs) have
been used to, for instance, to identify gene regulatory networks (Murphy
et al., 1999; Zou and Conzen, 2004; Li et al., 2011; de Luis Balaguer and
Sozzani, 2017).

In contrast to BNs, Markov random �elds (MRFs) use undirected edges
to encode conditional dependencies. Wei and Li (2007) and Chen, Cho and
Zhao (2011) used MRFs to encode biological pathways and successfully iden-
ti�ed single genes related to diseases. Krumsiek et al. (2011) used Gaussian
MRFs to model the partial correlations among metabolites and showed that
strong correlations often correspond to pathway interactions. Furthermore,
in a recent study Schubert et al. (2019) used binary MRFs (Ising models) to
model genetic interactions in order to predict epistatic loci that a�ect an-
tibiotic resistance. For analysis of time-series gene expression data, Wei and
Li (2008) used a spatio-temporal MRF that models the time- course of the
di�erential gene expression stages. Recent approaches involving graphical
models and network inference in biological applications have, for instance,
been reviewed in Hawe, Theis and Heinig (2019).

HMs have gained wide-spread attention in modelling of biological data,
on the one hand, due to their ability to represent and model the structure of
many data sets, for instance, the nested structure of data, when, for multiple
genes, measurements have been made in multiple conditions (e.g., tissues,
cancer types, viruses, patients), and on the other hand, because biology itself
is inherently hierarchical, for instance, between genes, transcripts, and pro-
teins. Approaches utilizing hierarchical models are, for instance, presented
in Fusi et al. (2014); Rakitsch et al. (2012); Zhou and Stephens (2012); Korte
et al. (2012); Loh et al. (2015).
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STRUCTURED HIERARCHICAL MODELS 3

HMs can share statistical strength for parameter estimation across hier-
archy levels. If we can infer parameters well in one group of the hierarchy, it
can help to infer parameters well in another. In addition, for Bayesian HMs
the choice of appropriate priors can induce an auto-regularizing e�ect, which
makes HMs suitable for low sample size scenarios. A drawback of HMs is
that one cannot assess statistical signi�cance of the random e�ect estimates
themselves, even in the frequentist setting

HMs have been found especially useful for the analysis of biological inter-
ventional data, such as genetic perturbation screens. In these screens, the
variables of interest are arti�cially intervened on by an experimental pertur-
bation. The intervention can either be conducted on a genomic level through
loss-of-function mutations (knock-out), or the transcriptomic level by post-
transcriptional gene silencing (knock-down), or post-translationally on the
proteomic level. On the genomic level, the CRISPR-Cas9 system (Jinek
et al., 2012; Doudna and Charpentier, 2014), where small guide RNAs (gR-
NAs) are used to direct a Cas9 protein to a target gene and a missense
mutation is induced, has become the method of choice. One of the most
frequent applications of genetic perturbation screening is measurement of
downstream causal e�ects after the intervention. These e�ects can, for in-
stance, be changes in transcript expression of certain genes when the per-
turbed gene was a transcription factor, or alteration of the viability of a
pathogen (R•am•o et al., 2014) or of a cancer cell line (Cowley et al., 2014;
Aguirre et al., 2016; Meyers et al., 2017; Patel et al., 2017). Viability is usu-
ally de�ned and measured as the log-fold change of the number of surviving
cells pre- and post-intervention. The main interest in viability screens is to
�nd genes that upon loss-of-function induce restricted or enhanced prolifera-
tion of cells or pathogens. Therapeutically, genes that enhance the growth of
cancer cell lines or pathogens are of particular interest, since these genes can
serve as potential drug targets for disease treatment. Consequently, identi-
�cation of genes that enhance growth for an entire group of cancer cell lines
or pathogens are of even greater interest, because of their potential to serve
as targets for drugs with broad-spectrum activity.

However, genetic perturbation screens are often accompanied by several
persisting problems. While improvements in the design and analysis of exper-
iments, such as the composition of nucleotides of gRNA sequences (Doench
et al., 2014; Xu et al., 2015) or using appropriate noise models (Imkeller
et al., 2019), have been made, genetic perturbation screens still su�er from
elevated false negative and false positive rates and bias of estimated e�ect
sizes of the knock-outs (Munoz et al., 2016; Ong et al., 2017; Zhu et al., 2019;
Meyers et al., 2017). This is due to the fact that, while the biochemical pro-
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4 DIRMEIER ET AL.

cess of an intervention is well understood, other factors, such as o�-target
e�ects, gRNA cytotoxity, and binding a�nity, can severely impact the suc-
cess of an intervention (Wu et al., 2014; Doench et al., 2016). For instance,
o�-target e�ects might lead to perturbation of a gene which is non-essential,
rather than the targeted gene which induces cell death. Similarly, high cy-
totoxicity of a gRNA might induce cell death, while an intervention in the
target gene itself is neutral. Other sources of error include stochasticity of
transport of a gRNA into a cell, copy number alterations in cancer, multi-
plicity of infection, and low sequencing depth. Hence, not only is our under-
standing of complex biological systems and the interactions of their entities
still limited, but also our understanding of the process responsible for gen-
erating the data. Due to imperfect interventions, readouts of perturbations
screens are often noisy and confounded and a good model considering all
relevant covariables is challenging to determine.

In addition, biological screening historically faces another problem, namely
low sample sizes due to high costs of genome-wide experimentation. Pub-
lic genome-wide perturbation data, such as provided in the DepMap portal
(Tsherniak et al., 2017), often only have as little as four replicates or less per
intervention. Assessing causal e�ects and estimation of parameters is there-
fore di�cult. In these settings, HMs are useful due to auto-regularization
and borrowing of statistical strength, even though other approaches such
as regularized linear models (Schmich et al., 2015) or empirical Bayesian
procedures exist (Love, Huber and Anders, 2014; Robinson, McCarthy and
Smyth, 2010; Li et al., 2014).

A promising extension of graphical and hierarchical modelling would be to
combine the two approaches. PGMs are useful for probabilistically modelling
biological prior information, e.g., in the form of networks, which can then be
used for the analysis of data sets using HMs. While the idea of incorporating
networks for biological data analyses is not new, (Dirmeier et al., 2017;
Li and Li, 2008; Chen et al., 2012; Kim et al., 2012; Zitnik, Agrawal and
Leskovec, 2018; Zamora-Resendiz and Crivelli, 2019), combining PGMs with
HMs to aid and inform inference of posterior distributions has not been
studied so far.

Here, we proposestructured hierarchical models(SHMs), a family of mod-
els that allows incorporating biological prior knowledge in the form of graphs
directly into probabilistic analyses. The main idea is to use a categorical
MRF as latent labelling, i.e., clustering of genes, in order to probabilisti-
cally encode the pairwise relationships of genes using biological networks
(Figure 1). Genes that are functionally related and are neighbors in the
graph have a higher probability to belong to the same cluster than to a
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Fig 1: A biological network of gene-gene interactions that consists of two
groups of genes,A and B . Edges de�ne functional relationships between
two genes. We use a Markov random �eld to encode similarities of pairs of
genes, where neighboring genes have a higher probability to be in the same
group than in a di�erent one.

di�erent one. For example, for cell-viability assays, the clustering would la-
bel genes as essential or non-essential. If a gene is labelled as non-essential
then the probability of its neighbors to also be non-essential is increased
and vice versa. SHMs use the clustering of genes to inform the inference of
parameters in an HM for which the data generating process is extremely
noisy, di�cult to model, and often yields erroneous inferences of parameters
due to misspeci�cation. The MRF pushes information of gene relationships
downwards to inform the inference of parameters. In comparison to other
methods that cluster variables in the data space, our method clusters data
in the latent space of the gene e�ects. By encoding interactions of genes
through a MRF we incorporate structural information into the inference.
Since the model is fully Bayesian, appropriate choice of priors can further-
more have an auto-regularizing e�ect making it especially useful for low
sample size scenarios.

The rest of the paper is organized as follows: we �rst introduce the SHM
and its basic structure, i.e., the core graphical model. We then show some
empirical properties of the SHM in a study using simulated data, before
we apply it to a biological data set from the DepMap portal (Tsherniak
et al., 2017). The DepMap data consists of multiple di�erent cancer cell
lines for which genome-wide perturbation screens have been conducted in
quadruplicate. It is a low sample size data set of multiple conditions that
due to the nature of perturbations should exert high variance. Inference of
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�Zgcn� gc
 g

� �

� k

� 
 k

zg�

K

G

C

Fig 2: The basic structure of an SHM is a combination of a HM and a MRF.
On the �rst level of the hierarchy of the HM we model the data ygcn for a gene
g, condition c and observation n as an exponential family distribution that
is parameterized by a gene-condition e�ect� gc. The gene-condition e�ect
is modelled as a random variable with parameters
 g, the gene e�ect, and
a nuisance parameter� � . The gene e�ects are parameterized by a MRFzg

which clusters the latent gene e�ects, and vectors of means� 
 k and standard
deviations � 
 k .

essential genes in multiple conditions is of great medical interest, because
it could allow divising drugs with broad-spectrum activity. We conclude
the paper with some remarks about Bayesian modelling and the SHM in
general.

2. Structured hierarchical models. Genetic perturbation screens of-
ten exhibit high noise levels and are di�cult to model due to frequent incom-
plete domain knowledge, high stochasticity of interventions, and low sample
sizes. If perturbations are conducted for multiple conditions, such as cancer
cell lines, the data have a nested structure which suggests a hierarchical
modelling approach. We combine the hierarchical model with a categori-
cal Markov random �eld to incorporate biological prior information in the
form of networks to the model. We �rst describe the two model components
separately and then introduce the SHM.

Bayesian hierarchical model. SHMs use Bayesian HMs as the �rst com-
ponent to model a data set ygcn with genes g 2 f 1; : : : ; Gg, conditions
c 2 f 1; : : : ; Cg, e.g., cell types, patients or tissues, and observationsn 2
f 1; : : : ; ngcg. The hierarchical model for the data setygcn is de�ned follows:
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STRUCTURED HIERARCHICAL MODELS 7

� 2

 ; � 2

� � S0

� � N (0; 1)


 g j �; � 2

 � N (�; � 2


 )

� gc j 
 g; � 2
� � N (
 g; � 2

� )

ygc j � gc � P(h (� gc))

(2.1)

The top level of the hierarchy consists of gene e�ects
 g which describe the
impact of a perturbation of a gene on the cell. The gene e�ects
 g are mod-
elled as normal random variable, with mean� and standard deviation � 
 .
The level below consists of gene e�ects per condition� gc which are param-
eterized by the gene e�ects
 g and a standard deviation � � , and describe
the e�ect of a perturbation on gene within a speci�c condition. We choose a
unspeci�c joint prior distribution S0 over � 2


 ; � 2
� that can be speci�ed appro-

priately, e.g., subjectively or by formal rules (Kass and Wasserman, 1996;
Gelman, 2006; Kass et al., 2006). In the model de�nition above, we assume
homoscedasticity of the errors� 2


 and � 2
� , but this is not a requirement and

the distributions can be adapted, too. On the lowest level the random vari-
ables � gc are used to model the distribution of the data which we assume
to follow and exponential family distribution P. For instance, for continuous
data ygcn might be normally distributed, while it could follow a Bernoulli
distribution in the binary case. Like in a generalized linear regression model
(GLM), we use a link-function, h� 1, to relate the latent variable � gc to the
mean of the data.

Markov random �eld. The second component of an SHM is a categorical
MRF z 2 f 1; : : : ; K gG that encodes the assignment of a geneg to one of K
components, for example, clusters of essential and non-essential genes. The
categorical variablesz are distributed

z �
1
Q

exp

0

@�
X

(i;j )2E

� ij (zi ; zj )

1

A(2.2)

where Q is a normalization constant, � is a weight, and E are the edges of a
biological network, such as a PPI. The functions� ij are potentials de�ned
as

� ij (zi ; zj ) = diag ( wij ; : : : ; wij )(2.3)
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The hyperparameterswij are non-negative edge weights of the network. Thus
we encode biological prior knowledge of related genes as probability distri-
butions where two genesi and j , if biologically related, have an increased
probability of having the same label zi and zj .

Structured hierachical model. SHMs combine Bayesian HMs and categor-
ical MRFs, by replacing the distribution of 
 g in Equation (2.1) with a
distribution conditioned on the MRF. The entire model is de�ned as follows
(Figure 2):

z � Categorical-MRF(� )

� 2

 1

; : : : ; � 2

 K

; � 2
� � S0

� 1; : : : ; � K � N K (0; 1)


 g j zg; � ; � 2

 � N (� zg ; � 2


 zg
)

� gc j 
 g; � 2
� � N (
 g; � 2

� )

ygc j � gc � P(h (� gc))

(2.4)

The top level of the hierarchy is now the categorical MRF from Equa-
tion (2.2) (abbreviated for notational simplicity). We replace the uni-variate
distributions of � and � 2


 in Equation (2.1) with K -dimensional distribu-
tions. The MRF induces a clustering in the latent space of
 and not in
the data spacey . We are primarily interested in grouping genes, i.e., the
variables 
 and not the actual data, i.e., the e�ect sizes of the replicates of
single interventions ygcn. In addition, clustering in the data space is not only
too di�cult due to the noisy readouts of biological interventions, but also
hardly ever of biological interest. The rest of the model stays as in (2.1).

The SHM compensates misspeci�cation or incomplete domain knowledge
by pushing down biological prior knowledge using the top-level MRF through
the di�erent hierarchies, thereby informing inference of latent parameters

 g and � gc. More speci�cally, either the real data generating process of the
biological system under study is unknown and not all covariables and con-
founders that take in
uence are measured or known, or we cannot include
them as covariables, as inclusion would lead to ill-de�ned models that are
not, or only weakly, identi�able, e.g., in low sample size settings.

The model in Equation (2.4) serves as a basic structure and needs to be
adjusted for speci�c domains, i.e., complemented with other covariables and
appropriate distributions for the data at hand.

3. Models for genetic perturbation data. We use the backbone of
the SHM (2.4) to build a concrete model for data from genetic perturbation
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STRUCTURED HIERARCHICAL MODELS 9

screens. This requires specifying appropriate prior distributions for variance
components and a distribution for the data, as well as supplementing the
data generating process with appropriate covariables. For multi-condition
genetic perturbation data sets we de�ne the model as follows:

z � Categorical-MRF(� )

� 2

 0

; � 2

 1

� Inverse-Gamma(5; 1)

� 0; � 1 � N (0; 1) s.t. � 0 < � 1


 g j zg; � ; � 2

 � N (� zg ; � 2


 zg
)

� 2
� � Inverse-Gamma(3; 1)

� gc j 
 g; � 2
� � N (
 g; � 2

� )

� 2
� � Inverse-Gamma(3; 1)

� i j � 2
� � N (0; � 2

� )

� 2 � Inverse-Gamma(2; 1)

ygci j � gc; � i ; � 2 � N (� gc + � i ; � 2)

(3.1)

where we included variable� i to correct for e�ects an intervention might
have, e.g., cytotoxicity of the gRNA used for perturbation (note that this
introduces another level of hierarchy for the interventions i ). We choose
inverse-Gamma distributions as priors for variance components, following
Kass et al. (2006). The rest of the model is the same as in Equation (2.4).

Following (Meyers et al., 2017), if information of copy number aberrations
cgc is available, we include it as covariate for every gene and condition.
Adjusting for copy number aberrations is necessary, because in regions of
high copy number gain interventions can occur multiple times leading to
a DNA damage response and cell cycle arrest. This in turn leads to no
proliferation and observed readouts are low independent of the gene that
has been perturbed. This part of the model then becomes

� 0 � N (0; 1)

ygci j � 0; � gc; � i ; � 2 � N (cgc� 0 + � gc + � i ; � 2)
(3.2)

where the parameters that are not endowed with priors are distributed as
in model (3.1).

4. Model criticism. We evaluate our model using several simulated
data sets and a biological data set from the DepMap portal to show that
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the inference of parameters can indeed be improved using biological prior
knowledge. We compare SHMs to models, where we replace the MRF on top
of the hierarchy of Equation (2.4) with a conventional mixture model leaving
the rest of the model identical. In this way we can assess the in
uence of
the network itself.

We investigate the SHMs described in Equations (3.1) and (3.2), and
are interested in estimating e�ect sizes
 g and classifying genes as essential
(zg = 1) or non-essential (zg = 0), since these are the parameters of greatest
biological importance. Thus we useK = 2 mixture components. Every gene
g is perturbed using multiple di�erent gRNAs i in multiple conditions c. If
a gene is essential, i.e,zg = 1, and has a negative gene e�ect,
 g < 0, we
expect to observe cell death upon intervention, while we expect no change
in cell proliferation when the gene is non-essential and has an e�ect size

 g � 0.

We �rst introduce criteria to evaluate the models, and then apply di�erent
SHMs to the data sets.

4.1. Criteria of model criticism. To evaluate the model, we are primarily
interested in the estimates of the latent variables
 and z. We assess the
accuracy of the inference of the posterior of gene e�ects by comparing their
estimated posterior means ^
 g(y ) to their true values 
 g using squared error
loss

L(
̂ g; 
 g) = ( 
̂ g (y ) � 
 g)2

In order to assess the correct inference of posterior labels, we compare
means of posterior labels ^zg(y ) to their true values zg using the number of
correct and incorrect classi�cations. Speci�cally, we estimate the number of
true positives, i.e., the number of predictions of correctly classifying a gene
as

#TP =
GX

g

I (ẑg(y ) � 0:5 ^ zg = 1)

and the number of false negatives as

#FN =
GX

g

I (zg = 1) � # TP

We evaluate the number of false positive inferences as
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#FP =
GX

g

I (ẑg(y ) � 0:5 ^ zg = 0)

and the number of true negatives analogously as

#TN =
GX

g

I (zg = 0) � # FP

We follow the hypothetico-deductive model of (Gelman and Shalizi, 2013;
Gelman et al., 2013) to evaluate posterior inference visually by comput-
ing posterior predictive distributions (PPCs) and plotting them as density
estimates over the data Gabry et al. (2019). The predictive posterior is com-
puted as

(4.1) P(~y j y ) =
Z

P(~y j � )P(� j y ) d� ;

where � = ( z; 
 ; : : : ) is a vector of all random variables of an SHM.

4.2. Simulated data. We �rst evaluate our model on multiple simulated
data sets in order to show that including graph prior knowledge can indeed
inform posterior inference when the data generation process is misspeci�ed.
Speci�cally, we compare the SHM in (3.1) to a model that uses the same hi-
erarchical structure, but replaces the MRF (2.2) with a conventional mixture
model, i.e., we only replace the �rst line in (3.1) with:

p � Dirichlet(1 ; 1)

zg � Categorical(p)(4.2)

Since the HM part is the same in both models, any di�erences in the inference
of posteriors can only be explained through the MRF, or mixture model,
respectively. We brie
y describe the di�erent steps how we generated the
data sets for the validations:

1. Generate a scale-free network of genes using the
powerlaw cluster graph function from networkx package (Hagberg,
Schult and Swart, 2008).

2. Separate the genes of the networks into two groups, a group of essential
genes and a group of non-essential genes.
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3. For essential genes sample
 g � N (� 1; 0:25), for non-essential genes
sample
 g � N (0; 0:1) (argueing that genes with no e�ect should have
a lower variance, since no e�ect should be measured).

4. Sample� gc � N (0; 0:25).
5. Sample� i � N (0; 0:1).
6. In order to simulate low-quality interventions i , set gRNA activity

of some of the essential genes toai = 0 :1 (we call these genes in the
following essential genes with low a�nity gRNA). For the other gRNAs
we assume high-quality interventions settingai = 1.

7. Sampleygci � N
�
ai � gc + � i ; � 2

�
with n = 10 replicates for every com-

bination of g, c and i and noise variances� 2 2 f 0:1; 0:2; 0:3; 1g.

Hence, in order to simulate misspeci�cation, i.e., in this case incomplete
domain knowledge, we use a data generating process that includes a covariate
for low-quality interventions ai , but then model the simulated data without
it. Incomplete domain knowledge is frequent in biology.

For the �rst validation, we were interested in the e�ect of low-activity
gRNAs of essential genes when neighborhoods consist entirely of other es-
sential genes (Figure 3a). For perfect interventions, i.e., when all a�nities
ai = 1 and the data generating processes are perfectly captured by models
(3.1) and (4.2), the two models are identical, as no information of the la-
bels of neighbors is needed, and hence inference should be the same (Figure
3b top). The posterior distributions of the gene e�ects 
 g and class assign-
ments zg of these genes illustrate this (Figure 4 top). However, in the case
of some gRNAs having low a�nities the in
uence of the neighbors, medi-
ated through the MRF, improves inference substantially (Figure 3b bottom;
Figure 4 bottom).

We then assessed the in
uence of the MRF on inference when essential
genes with low-a�nity gRNAs have essential as well as non-essential neigh-
bors (Figure 5a). In this case, as long as the essential genes with low a�nities
have more essential neighbors than non-essential ones, estimation of param-
eters improves. If there are more non-essential neighbors than essential ones,
the mixture model has negligibly better performance than the SHM. Vice
versa, if there are more essential neighbors, the SHM outperforms the mix-
ture model. In general assessing settings where the number of essential and
non-essential neighbors is roughly the same is di�cult, because posterior in-
ference will be dominated by the data itself and not the MRF, i.e., the e�ect
of the MRF vanishes, because the in
uence of essential and non-essential
neighbors is equally strong and cancels out (Figure 5b). In these settings,
both models achieve similar results.

Finally, we show how one can break our model, namely by embedding
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Fig 3: Benchmarking of parameter inference for genes that are embedded in
neighborhoods of genes with the same label. (a) The network shows groups of
essential genes (green/red) and non-essential genes (black). For red essential
genes we simulated data where some gRNAs have low activity, i.e., where
interventions do not work as intended and where the data does not show
that the genes are essential. (b) Performance of the mixture model and the
SHM. Every box shows the results of 10 simulated data sets and di�erent
noise levels. The y-axis shows the squared error loss of posterior means
of gene e�ects of gene 1 and 2 (lower is better). If data are generated with
perfect activity for the red nodes, the mixture and the SHM perform equally
good as expected (top row). If we generate gRNAs with low activity for the
two red nodes the SHM clearly outperforms the conventional mixture model
(bottom row).
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Fig 4: Posterior distributions of the e�ect sizes 
 g and labels zg for genes
that are embedded in neighborhoods of genes with the same label. The
experimental setting is as in Figure 3, i.e., the groups of the graph are
the same and the red nodes have low-activity gRNAs. (a) As expected the
SHM and the mixture model infer the same posterior distributions when all
interventions work as intended (top row). When some of the gRNAs have
low activity, the SHM moves the posterior distribution closer to the true
value (dashed line) and outperforms the mixture model (bottom row). (b)
Both models infer the posterior probabilities of the labelszg correctly when
gRNAs work as intended (top row). In the case of low-a�nity gRNAs, the
SHM is still able to infer the correct labels, while the mixture model fails to
do so (bottom row).
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Fig 5: Benchmarking of parameter inference when the number of neighbors
with the same label is one higher, or lower, than non-essential neighbors.
(a) The network shows the same graph of genes as in Figure 3 with the
di�erence that now red genes belong to a di�erent neighborhood. (b) When
the number of essential and non-essential neighbors is roughly the same,
the in
uence of the SHM vanishes and the data primarily informs infer-
ence. Hence, it is di�cult to assume that the SHM outperforms the mixture
model, even though the performances are improved for gene 2. For gene 1
the mixture model slightly outperforms the SHM. Generally, in scenarios
where the number of essential and non-essential neighbors is the same, both
models should perform similarly.
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Fig 6: Benchmarking of parameter inference for genes that are embedded in
neighborhoods of genes with a di�erent label. (a) The network shows the
same graph of genes as in Figure 3 with the di�erence that now red essential
genes are surrounded by non-essential genes. (b) In this scenario the SHM
wrongly informs posterior inference and the estimates of the e�ect sizes are
worse in comparison to the mixture model, both for gRNAs with perfect
a�nity, as well as for gRNAs with lower a�nity.

an essential gene with low-a�nity gRNAs in a neighborhood of exclusively
non-essential genes (Figure 6). The neighborhood then wrongly informs the
inference of the gene's class assignment and the mixture model outperforms
the SHM. In practice, the situation is unlikely to occur, because genes that
are neither functionally nor biochemically related do not form meaningful
protein-protein interactions and are consequently not connected with edges
but instead found in di�erent sub-modules of the graph.

4.3. Biological data. We applied the SHM to a biological data set form
the DepMap portal (Tsherniak et al. (2017); Meyers et al. (2017); data
downloadable from Broad Institute (2019)). The DepMap data consist of
several cancer cell lines (conditions) for which genetic perturbation exper-
iments using CRISPR have been conducted and the e�ects of a knockout
on cell proliferation have been measured. If a gene is essential we expect
to observe cell death upon intervention, while we expect no change in cell
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proliferation when the gene is not essential.
We downloaded the data from the the DepMap portal and selected screens

with n = 4 replicates and a su�ciently high Cas9 activity, leaving a total of
7 experiments (Table 1).

Table 1
Meta data of the biological data set from the DepMap portal.

ID Cell-line Disease Disease subtype Set

ACH-000120 CHP212 peripheral nervous system neuroblastoma train
ACH-000414 NCIH1944 lung lung NSC train
ACH-000841 NCIH2087 lung lung NSC train

ACH-000312 SKNBE2 peripheral nervous system neuroblastoma test
ACH-000226 SUPM2 lymphoma ALCL test
ACH-000311 NCIH2122 lung lung NSC test
ACH-000118 HUPT3 pancreas test

The DepMap data provides information about true essential and non-essential
genes from (Hart et al., 2014, 2015), i.e., information on some of the genes re-
garding their label. In order to be able to validate our estimates, i.e. whether
we classi�ed genes correctly, we reduced the set of genes to these controls,
leaving roughly 500 genes. We used the SHM (3.2) to model the data.

The latent labels z are distributed as in Equation (2.2) with edge po-
tentials as de�ned in Equation (2.3) and constant weights wij = 1. We
downloaded the String PPI network (Szklarczyk et al., 2018) and removed
all edges with low con�dence, i.e., edges with a score of less than 500 (Fig-
ure 7). This step is done in an e�ort to reduce potential false positive edges,
i.e., edges erroneously inferred using yeast two-hybrid (Y2H) or other tech-
nologies to detect PPIs. In the network, essential genes and non-essential
genes seem to be surprisingly well separated. Curious about this �nding,
we compared this network with the functional network from (Wu, Feng and
Stein, 2010) and the physical interaction network from (Oughtred et al.,
2018) and found that both groups of genes were equally well separated in
these networks, although not all genes from the DepMap data were con-
tained in them, which possibly explains the high number of singletons in
these networks (Supplementary �gure 1).

Since the DepMap portal provides estimates of the activity of gRNAs
(Doench-Root scores), i.e., quanti�cation how well a gRNA works, we �t a
second model that has an additional covariate for gRNA a�nity ai , but is
otherwise identical to (3.2). For most other experiments, estimates of gRNA
a�nity are not available and we were only able to include it here. The data
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Fig 7: Biological network used for inference of essential genes from the
DepMap data. In order to apply the SHM to real data, we downloaded
the STRING network that encodes gene-gene interactions. For visualiza-
tion we also downloaded information about gene essentiality and colored
the nodes respectively. Essential genes seem to cluster into modules of high-
connectivity (compare Supplementary �gure 1).

generating process then changes to

ygci j � 0; � gc; � i ; � 2 � N
�
ai (cgc� 0 + � gc) + � i ; � 2�

(4.3)

We �rst estimated the hyperparameter � using a grid search in [0:05; 0:1; : : : ; 1]
with training data consisting of three cell lines (train data sets in Table 1)
resulting in an optimal estimate of � = 0 :15. We then inferred the param-
eters of the models using test data of four cell lines (Table 1). As in the
simulated data benchmarks, we compared the model against a model where
the MRF is replaced with a conventional mixture model (Equation 4.2) with
two components. As before, with this approach di�erences in the parameter
estimates are due to the MRF alone, and not the HM. We are assessing in
total four di�erent models (Table 2).

We found that in both cases biological prior information improved infer-
ence of the posterior labels (Figure 8). While the models with Doench-root
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Table 2
Overview of di�erent models used for model criticism with biological data.

Prior gRNA activity Description

MRF no HM (3.2) + MRF (2.2)
Mixture no HM (3.2) + mixture model (4.2)
MRF yes HM (4.3) + MRF (2.2)
Mixture yes HM (4.3) + mixture model (4.2)

scores are very similar and the improvement of the SHM is only marginal,
reducing the number of false negatives from 8 to 2, the improvement of the
SHM over the clustering model when not including the Doench-root score
is substantial: we reduce the number of FNs from 41 to 1. Interestingly
we do not observe improvement in false positives (all 2), which emphasizes
our initial hypothesis: inference of essential genes is mainly a problem of
high false-negative rates and not of false-positive rates. Between the SHM
models there are hardly any improvements, underlining our hypothesis that
better, more robust inferences form noisy data sets can be made when net-
work information is incorporated. On the other hand, the results of the
mixture models are very di�erent which emphasizes the fact that careful
model building is required for interventional studies, a problem that gets
aggravated with missing domain knowledge.

Considering the posterior predictive distributions of the four models that
we �t, we found the distributions to be almost identical (Figure 9). This
shows that the main di�erences are mainly in inferring the nested parame-
ters, while the actual data generating process stays the same.

5. Implementation. The graphical model representation of the SHM
in (2) has a tree structure (Figure 2) which allows for Gibbs sampling to in-
fer posterior distributions. In particular, we developed a custom Metropolis-
within-Gibbs sampler using the probabilistic programming languagePyMC3
(Salvatier, Wiecki and Fonnesbeck, 2016). Here, we show how one can sim-
ulate from the posterior distribution of the SHM in Equation (2.4). The
sampler can be easily extended to more complex models with more covari-
ates and latent variables, as long as the Markov blanket of the class labels
z stays the same.

We denote byD the data and � = ( � ; 
 ; � 2
� ; � ; � 2


 ; � 2) the continuous pa-
rameters of the model. The full posterior of Equation (2.4) has the following
form:
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Fig 8: Confusion matrices of true and estimated essential genes of four bi-
ological models inferred from the DepMap data. Every confusion matrix
shows the number of false positives and false negatives for each model (Ta-
ble 2). The SHM outperforms the mixture models if Doench-Root scores,
i.e., covariables quantifying gRNA activity, are included by reducing the
number of false negatives from 8 to 2 (top row). When Doench-Root scores
are not included, the number of false negatives is reduced from 41 in the
mixture to 1 in the SHM (bottom row).
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Fig 9: Posterior predictive distributions (PPCs) of the DepMap genetic
screening data sampled using four biological models (Table 2). We sam-
pled data from the posterior predictive distributions using Equation 4.1 and
overlayed the histogram of the original biological data set with the kernel
denisty estimates of the sampled data. All four models can adequately pre-
dict new data from the posterior distributions. The density curves are close
to the original data, especially in the lower tail of the histogram. The PPCs
underestimates the upper tail of the histogram slightly.
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P(� ; z j D ) /

P(D j � ; � 2) � P(� j 
 ; � 2
� ) � P(� 2

� ) � P(� 2)�

P(
 j z; � ; � 2

 ) � P(z) � P(� ) � P(� 2


 )

(5.1)

For every iteration t, a sample (� ; z)t from the full posterior using Metropolis-
within-Gibbs can be obtained in two steps:

1. draw zt from P(z j D; � t � 1) / P(
 j z; � ; � g) � P(z) using Gibbs
sampling,

2. draw � t from P(� j D; zt ) using Hamiltonian Monte Carlo.

Developing the Metropolis-within-Gibbs sampler with PyMC3only requires
implementing a custom sampler for the Markov random �eld z in step one
(Appendix A for more details). For the continuous variables � we use a
Hamiltonian Monte Carlo (HMC) (Neal, 2011; Betancourt, 2017) variant,
the No-U-Turn sampler (Ho�man and Gelman, 2014), provided by PyMC3.
In order to avoid divergences and for e�ciency, we use a non-centered pa-
rameterization whereever possible (Betancourt and Girolami, 2015).

We implemented the sampler described above in a Python package which
is available from GitHub at github.com/cbg-ethz/shm. The GitHub reposi-
tory also contains the implementations for the models used in section 4.

6. Discussion. We introduced a new family of models, thestructured
hierarchical model (SHM), which combines Bayesian hierarchical models
with categorical Markov random �elds. Through the random �eld, it is pos-
sible to aid posterior inference by probabilistically incorporating biological
network information into the model. Since the random �eld introduces a
latent categorical variable z which is used to parameterize the hierarchical
model, we induce a mixture model of the top-level latent variables of the
hierarchical model. In our application of perturbation data, the clustering
allowed labelling genes as essential or non-essential.

We applied the SHM to simulated data as well as a biological data set
from the DepMap portal and found that including biological prior knowledge
generelly improves estimation of parameters. We found that the biological
networks we considered were all very similar in grouping functionally related
genes together in a biological meaningful way.

The SHM is especially useful for noisy data sets consisting of multiple
conditions which are common in interventional, biological studies. We ex-
pect our model to be of use for computational biologists, because it demon-
strates how to incorporate biological networks into probabilistic analyses.
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For the inference of parameters, HMs borrow statistical strength from other
hierarchy levels. Additionally, when choosing appropriate priors, Bayesian
inference has an auto-regularizing e�ect which makes it applicable even for
data sets with low sample size. Consequently, Bayesian HMs are very useful
in di�erent branches of computational biology, powerful tools due to their
statistical properties, and easily interpretable.

However, the SHM also has some drawbacks. In general, full Bayesian
inference using sampling is computationally highly demanding and can be
di�cult, for instance on a genome-wide scale. Sampling is further compli-
cated due to the high-dimensional categorical variablez, because sampling
discrete parameters usually yields low e�ective sample sizes and thus re-
quires long chains for convergence. While we usually marginalize outz in
conventional mixture models, this cannot be done here due to the condi-
tional dependencies encoded in the MRF. Furthermore, not much research
has focussed on the theoretical and practical properties of combining an
HMC for continuous parameters with a Gibbs sampler for discrete ones. In
order to speed up posterior inference, approaches using variational inference
could be adopted, but would require to either continuously relax or repa-
rameterize the discrete Markov random �eld z, e.g., as in (Jang, Gu and
Poole, 2017) or (Guo and Schuurmans, 2006). Applying reparameterization
to conditionally dependent random variables has not received much atten-
tion by researchers though. Thus, a natural, non-Bayesian approach could
be maximum a posteriori (MAP) inference, or approximate approaches such
as empirical Bayes (Efron, 2012). MAP inference, however, has the obvious
drawback of not yielding uncertainty estimates.

The SHM described in Equation (2.4) represents a basic structure which
needs to be adjusted to speci�c domains. Hence, we did not specify priors
for variance parameters. In our analyses above, the use of inverse-Gamma
distributions for variance parameters has no real justi�cation other than be-
ing weakly-informative and conditionally conjugate. While for the sake of
demonstration of the SHM this is acceptable, in general, one can follow prin-
cipled ways for prior speci�cation, such as (Gelman, 2006; Gelman, Simpson
and Betancourt, 2017; Kass and Wasserman, 1996).

We hope our contributions will be only a �rst step towards integrating
biological prior knowledge into probabilistic models and that more research
is invested into the topic in general and into e�cient (variational) approxi-
mations in particular.
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APPENDIX A: GIBBS SAMPLING A CATEGORICAL MRF

Denote D the data and � = ( � ; � � ; � 2) (note that we use di�erent notation
for � as before). The �rst step of the Metropolis-within-Gibbs sampler draws
the posterior P(z j D; � ; 
 ; � ; � 2


 ). Following Wainwright and Jordan (2008),
a sample is obtained by conditioning on the Markov blanket ofz, which is:

P(z j D; � ; 
 ; � ; � 2

 ) =

P(z; D; � ; 
 ; � ; � 2

 )

P(D; � ; 
 ; � ; � 2

 )

=
P(z; D; � ; 
 ; � ; � 2


 )
P

z P(z; D; � ; 
 ; � ; � 2

 )

Use (5.1)
=

P(
 j z; � ; � 2

 ) � P(z)

P
z P(
 j z; � ; � 2


 ) � P(z)

= P(z j 
 ; � ; � 2

 )

We sample from P(z j 
 ; � ; � 2

 ) componentwise for everyzi 2 f 1; : : : ; K g,

i 2 f 1; : : : ; Gg using a Gibbs-sampler:

P(zi = k j z� i ; 
 ; � ; � 2

 ) =

exp
� P

(i;j )2E � i;j (zi = k; zj )
�

P(
 i j � zi = k ; � 2

 zi = k

)
P

~k2 K

h
exp

� P
(i;j )2E � i;j (zi = ~k; zj )

�
P(
 i j � zi = ~k ; � 2


 zi = ~k
)
i

=
exp (� k ) P(
 i j � zi = k ; � 2


 zi = k
)

P
~k2 K

h
exp

�
� ~k

�
P(
 i j � zi = ~k ; � 2


 zi = ~k
)
i

(A.1)

where we introduced� k =
P

(i;j )2E � i;j (zi = k; zj ) for brevity. In the binary
case, Equation A.1 can be simpli�ed to
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P(zi = 1 j z� i ; 
 ; � ; � 2

 ) =

exp (� 1) P(
 i j � zi =1 ; � 2

 zi =1

)

exp (� 0) P(
 i j � zi =0 ; � 2

 zi =0

) + exp ( � 1) P(
 i j � zi =1 ; � 2

 zi =1

)

=
1

1 + exp ( � 0 � � 1)
P (
 i j � zi =0 ;� 2


 zi =0
)

P (
 i j � zi =1 ;� 2

 zi =1

)

=
1

1 + exp
�

� 0 � � 1 + log
P (
 i j � zi =0 ;� 2


 zi =0
)

P (
 i j � zi =1 ;� 2

 zi =1

)

�

=
1

1 + exp
�

�
�

� 1 � � 0 + log
P (
 i j � zi =1 ;� 2


 zi =1
)

P (
 i j � zi =0 ;� 2

 zi =0

)

��

= sigmoid

 

� 1 � � 0 + log
P(
 i j � zi =1 ; � 2


 zi =1
)

P(
 i j � zi =0 ; � 2

 zi =0

)

!

SUPPLEMENTARY MATERIAL

Supplementary material: Figures
(link and doi to be assigned by journal). The supplementary material con-
tains �gures of other biological networks and the linear dependency of read-
outs and copy number ampli�cations.
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SUPPLEMENTARY MATERIAL FOR 'STRUCTURED HIERARCHICAL
MODELS FOR PROBABILISTIC INFERENCE FROM

PERTURBATION SCREENING DATA'

Supplementary �gure 1. Other biological networks. Shown are the functional
network from (Wu et al., 2010) and the BioGRID network (Oughtred et al., 2018). Both
networks have similar modules as the network from STRING (Szklarczyk et al., 2018),
where essential genes are clustered in high-density regions. However, both networks are
missing several genes from the data from the DepMap portal (Tsherniak et al., 2017;
Meyers et al., 2017; Broad Institute, 2019), which probably explains the high number of
singletons in comparison to STRING.
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Supplementary �gure 2. Copy numbers ampli�cations. The plot shows the copy
number alterations against the observed readouts. For the cancer data that we used (Tsher-
niak et al., 2017; Meyers et al., 2017; Broad Institute, 2019), we could not observe the same
impact of copy number alterations on the readout as described in Meyers et al. (2017);
Aguirre et al. (2016).
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Supplementary �gure 3. Posterior distributions of the e�ect sizes 
 g and
labels zg for genes embedded in neighborhoods where the number of neighbors
with the same label is one higher, or lower, than non-essential neighbors. The
experimental setting is as in Figure 5, i.e., the groups of the graph are the same and the red
nodes have low-activity gRNAs. For gRNAs with perfect a�nity, the SHM and the mixture
model have similar performances (top row) and are close to the true value (dashed line).
Both models compare similar when gRNAs have low activity, because in this experimental
setting posterior inference will be dominated by the data and not latent MRF, or mixture
model, respectively (bottom row). Here, the true value cannot be inferred correctly due to
low activity gRNAs.
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Supplementary �gure 4. Posterior distributions of the e�ect sizes 
 g and
labels zg for genes that are embedded in neighborhoods of genes with a di�erent
label. The experimental setting is as in Figure 6, i.e., the groups of the graph are the same
and the red nodes have low-activity gRNAs. For gRNAs with perfect a�nity, the mixture
model slightly outperforms the SHM due to the in
uence of the MRF (top row) and are
close to the true value of
 g (dashed line). When some gRNAs have low a�nity, both the
SHM and the mixture model cannot infer the true value correctly any more (bottom row).
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4
A U T O M AT E D A N A LY S I S O F B I G B I O L O G I C A L D ATA

Image-based screens when conducted for multiple
conditions on a single-cell level can produce high-
dimensional, big data sets in the range of hundreds
of Gigabytes or even Terabytes (section 1.2). Con-
ventional data analysis on a desktop computer is
for that matter not possible and solutions that make
use of distributed, parallelized computations are re-
quired. While recently software for large-scale com-
puting and machine learning have been proposed
(Abadi et al., 2016; Paszke et al., 2017), solutions re-
quiring little technical knowledge without the need

for much custom implementations do not exist.
In this work, we introduce PyBDA, a command-line tool for distributed, par-

allelized machine learning applications. Our tool can be operated entirely
using simple command line calls and only needs a short con�guration �le
for execution. We published PyBDA as an application note in Dirmeier et al.
(2019b). PyBDA is available from Bioconda at https://bioconda.github.io/
recipes/pybda/README.html (Grüning et al., 2018) or PyPI at https://pypi.
org/project/pybda/. Its documentation can be found at https://pybda.rtfd.
io. At the time of writing PyBDA has been downloaded 11108 times from PyPI
and 111 times from Bioconda.

The author’s contribution on the manuscript were the following: prepa-
ration and preprocessing of data �les; organization of data using an SQL-
based indexing system; normalization of data; set up of an environment
for distributed computation on the ETH servers; software development of
PyBDA, analysis of data, writing of the manuscript. Furthermore, the author
published the software package. Genetic screens have been conducted, and
imaging features have been measured, by our collaborators.
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PyBDA: a command line tool for
automated analysis of big biological data sets
Simon Dirmeier1,2, Mario Emmenlauer3,4, Christoph Dehio3 and Niko Beerenwinkel1,2*

Abstract

Background: Analysing large and high-dimensional biological data sets poses significant computational difficulties
for bioinformaticians due to lack of accessible tools that scale to hundreds of millions of data points.

Results: We developed a novel machine learning command line tool called PyBDA for automated, distributed analysis
of big biological data sets. By using Apache Spark in the backend, PyBDA scales to data sets beyond the size of current
applications. It uses Snakemake in order to automatically schedule jobs to a high-performance computing cluster. We
demonstrate the utility of the software by analyzing image-based RNA interference data of 150 million single cells.

Conclusion: PyBDA allows automated, easy-to-use data analysis using common statistical methods and machine
learning algorithms. It can be used with simple command line calls entirely making it accessible to a broad user base.
PyBDA is available athttps://pybda.rtfd.io.

Keywords: Big data, Data analysis, Command line, Pipeline, Computing cluster, Grid engine, Machine learning

Background
The advent of technologies that produce very large
amounts of high-dimensional biological data is posing not
only statistical, but primarily computational difficulties
for researchers in bioinformatics, including in single-cell
sequencing, genome-wide association studies, or imag-
ing [1…3]. For statistical analysis and machine learning
of gene expression data, tools such asScanpy [4] exist.
However, they scale only up to a (few) million obser-
vations rendering them unsuitable for the analysis of,
e.g., microscopy imaging data often comprising billions
of cells. Approaches that scale to big data sets by using
high-performance computing, such as reviewed in [5],
have been developed mainly for sequence analysis, but
not statistical analysis for data derived from, for instance,
imaging or mass spectrometry.

Here, we introduce PyBDA, a Python command line tool
for automated analysis of big biological data sets. PyBDA
offers easily customizable machine learning pipelines
that require only minimal programming knowledge. The

*Correspondence:niko.beerenwinkel@bsse.ethz.ch
1Department of Biosystems Science and Engineering, ETH Zurich, Basel,
Switzerland
2SIB Swiss Institute of Bioinformatics, Basel, Switzerland
Full list of author information is available at the end of the article

main goal of PyBDA is to simplify the repetitive, time-
consuming task of creating customized machine learning
pipelines and combine it with distributed computation
on high-performance clusters. The main contributions of
PyBDA are (i) a command line tool for the analysis of
big data sets with automated pipelines and generation of
relevant plots after each analysis, (ii) various statistical
and machine learning methods either using novel, custom
implementations or interfacing toMLLib [6] from Apache
Spark [7], and (iii) a modularized framework that can
be easily extended to introduce new methods and algo-
rithms. We built PyBDA with a special emphasis on ease
of usability and automation of multiple machine learning
tasks, such that minimal programming and implementa-
tion effort is required and tasks can be executed quickly.

Overview
PyBDA provides various statistical methods and machine
learning algorithms that scale to very large, high-
dimensional data sets. Since most machine learning
algorithms are computationally expensive and big high-
dimensional data does not fit into the memory of stan-
dard desktop computers, PyBDA uses Apache Spark•s
DataFrame API for computation which automatically par-
titions data across nodes of a computing cluster, or, if

© The Author(s). 2019Open AccessThis article is distributed under the terms of the Creative Commons Attribution 4.0
International License (http://creativecommons.org/licenses/by/4.0/), which permits unrestricted use, distribution, and
reproduction in any medium, provided you give appropriate credit to the original author(s) and the source, provide a link to the
Creative Commons license, and indicate if changes were made. The Creative Commons Public Domain Dedication waiver
(http://creativecommons.org/publicdomain/zero/1.0/) applies to the data made available in this article, unless otherwise stated.
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no cluster environment is available, uses the resources
available.

In comparison to other data analysis libraries, for
instance [8, 9], where the user needs to use the provided
API, PyBDA is a command line tool that does not require
extensive programming knowledge. Instead the user only
needs to define a config file in which they specify the
algorithms to be used. PyBDA then automatically builds
a workflow and executes the specified methods one after
another. PyBDA uses Snakemake [10] to automatically
execute these workflows of methods.

Specifically, PyBDA implements the following workflow
to enable pipelining of multiple data analysis tasks (Fig.1):
PyBDA builds an abstract Petri net from a config file

containing a list of statistical methods or machine learn-
ing algorithms to be executed. A Petri net is a bipartite,
directed graph in which one set of nodes represents con-
ditions (in our case data sets) and the other set represents
transitions (in our case operations like machine learning
methods and statistical models). A transition in a Petri
net model can only be enabled if a condition is met, i.e.,
in our case when a data set that is used as input for a
method exists on the file system. Firing a transition leads
to the creation of a new condition, i.e., a new data set.
Every operation in the Petri net, i.e., every triple of input
file, method and output file, is then executed by Snake-
make. The method of every triple is a Python module with
the main functionality being implemented with Spark•s

Fig. 1 Using PyBDA. (1) To use PyBDA, the user only requires to create a short config file that lists the different methods to be executed. (2) From the
config file, PyBDA creates an abstract Petri net, i.e., a bipartite directed graph withdata nodes(gray squares) andoperation nodes(analysis methods,
green rectangles). (3) PyBDA traverses the net and creates triples, i.e., subgraphs consisting of an input file, an associated analysis method, and an
output file. It then uses Snakemake for execution of each triple. The associated method of every triple is implemented as a Python module, each
developed against the DataFrame API from Apache Spark. Spark uses a master to chunk a method into several tasks and distributes these on worker
nodes on a distributed HPC cluster
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DataFrame and RDD API orMLLib . By using Spark, data
sets are automatically chunked into smaller pieces, and
executed on a distributed high performance computing
(HPC) cluster in parallel on multiple cores. Through dis-
tributed, parallel computing it is possible to fit models and
apply methods even to big, high-dimensional data sets.

Comparison to other big data tools
In the last decade several big data analysis and machine
learning frameworks have been proposed, yet none of
them allow for easy, automated pipelining of multiple
data analysis or machine learning tasks. Here, we briefly
compare the pros and cons of PyBDA with some of the
most popular frameworks, includingTensorFlow [11],
scikit-learn [8], mlr [9], MLLib [6] and h20 [12].
Furthermore, many other machine learning tools, such as
PyTorch [13], Keras [14] or Edward [15] that are com-
parable in functionality to the previous frameworks exist.
For the sake of completeness, we also mention tools for
probabilistic modelling, such asPyMC3[16], GPFlow [17]
or greta [18] which, of course, are primarily designed for
statistical modelling and probabilistic programming and
not for big data analysis.

We compare the different tools using the following
criteria (Table1): (1) how easily can the tool be used, espe-
cially w.r.t. programming knowledge (usability), (2) how
much time does it take to implement a method/model
once the API has been learned (time to implement), (3)
how much knowledge of machine learning (ML), opti-
mization, modelling and statistics is needed to use the tool
(ML knowledge), (4) is it possible to use big data with the
tool, i.e., does it scale well to big and high-dimensional
data sets (big data), (5) how many methods are supported
from scratch without the need to implement them (sup-
ported methods), and (6) is the tool easily extended with
new methods, e.g., using the provided API (extensibility).

In comparison to PyBDA, the other methods we con-
sidered here are either complex to learn, take some time
to get used to, or are not able to cope with big data
sets. For instance,TensorFlow scales well to big, high-
dimensional data sets and allows for the implementation
of basically any numerical method. However, while being

the most advanced of the compared tools, it has a huge,
complex API and needs extensive knowledge of machine
learning to be usable, for instance to implement the evi-
dence lower bound of a variational autoencoder or to
choose an optimizer for minimizing a custom loss func-
tion. On the other hand, tools such asscikit-learn
and mlr are easy to use and have a large range of sup-
ported methods, but do not scale well, because some
of their functionality is not distributable on HPC clus-
ters and consequently not suitable for big data. The two
tools that are specifically designed for big data, namely
MLLib and h20 , are very similar to each other. A draw-
back of both is the fact that the range of models and
algorithms is rather limited in comparison to tools such
as scikit-learn and mlr . In comparison to h20•s
H20Frame API, we think Spark not only provides a supe-
rior DataFrame/RDD API that has more capabilities and
is easier for extending a code base with new methods, but
also has better integration for linear algebra. For instance,
computation of basic descriptive statistics using map-
reduce or matrix multiplication are easier implemented
using Spark.

PyBDA is the only specifically built to not require much
knowledge of programming or machine learning. It can be
used right away without much time to get used to an API.
Furthermore, due to using Spark it scales well and can be
extended easily.

Implementation
Supported algorithms
PyBDA comes with a variety of algorithms for analysing
big data from which the user can choose (Table2). Unless
already provided byMLLib , we implemented the algo-
rithms against Spark•s DataFrame API. Especially efficient
implementations of common scalable dimension reduc-
tion methods included in PyBDA, such as kernel princi-
pal component analysis (kPCA), independent component
analysis (ICA), linear discriminant analysis (LDA) and
factor analysis (FA), have been missing in current open
source software entirely. PyBDA primarily supports sim-
ple models that do not trade biological interpretability for
mathematical complexity and performance.

Table 1 Common statistical analysis and machine learning tools

PyBDA TensorFlow scikit-learn mlr MLLib h20

Usability � ×× × × ×× ××

Time to implement � ×× × × × ×

ML knowledge � ×× × × × ×

Big data � � ×× ×× � �

Supported methods × ×× � � × ×

Extensibility � � × × � ×

Reference this paper [11] [8] [9] [6] [12]

We compare every tool by trichotomized criteria to evaluate if it places above average (green mark), on average (orange mark), or below average (red marks)
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Table 2 Methods provided by PyBDA

Category Method Implementation

Dimension reduction PCA MLLib

Factor analysis custom implementation

k-PCA custom implementation

Linear
discriminant
analysis

custom implementation

Independent
component
analysis

custom implementation

Clustering k-means MLLib

Gaussian
mixture models

MLLib

Supervised learning Random forests MLLib

Gradient boost-
ing

MLLib

Generalized
linear models

MLLib

Running pyBDA
In order to run PyBDA on a Spark cluster, the user
needs to provide anIP address to which Spark sends
its jobs. Consequently, users need to either setup a clus-
ter (standalone, Kubernetes, etc.) or submit jobs to the
local host, where the strength of PyBDA is computa-
tion on a distributed HPC environment. Given theIP
of the Spark cluster, the user needs to provide a config
file with methods, data files, and parameterization. For
instance, the config file provided in Fig.2a will first trigger
dimension reductions using principal component analy-
sis (PCA) and ICA to 5 dimensions on a data set called

single_cell_samples.tsv and feature names pro-
vided infeature_columns.tsv . PyBDA then uses the
outputs of both methods and fits Gaussian mixture mod-
els (GMM) and runsk-means to each output with 50, or
100, cluster centers, respectively (resulting in four differ-
ent results). In addition, a generalized linear model (GLM)
and a random forest (RF) with binomial response variable
(named is_infected ) will be fitted on the same fea-
tures. Thus, PyBDA automatically parses all combinations
of methods and automatically executes each combination
(Fig. 2b shows the corresponding Petri net of files and
operations). The results of all methods are written to a
folder calledresults . For each job, PyBDA allows Spark
to use 15Gb of driver memory (for the master) and 50Gb
memory for each executor (the main process run by a
worker node).

Results
In order to demonstrate PyBDA•s capability to deal with
big biological data, we preprocessed the features extracted
from microscopy imaging data of a large-scale RNA inter-
ference screen of the pathogenB. henselaeand used them
for big data analysis. In summary, HeLa cells have first
been seeded on 384-well plates. In every well, a single
gene has been knocked down and subsequently infected
with B. henselae. After infection, images of cells have been
taken for every plate and well, and for each cell, 43 image
features have been extracted (Fig.3). Features consist
either of spatial/geometrical cell and nucleus properties
(cells stained yellow, nuclei stained blue) or information
about local cell neighborhood (Additional file 1 … fea-
tures). Assuming that image features impact the cell•s

Fig. 2 A PyBDA config file and the corresponding Petri net. Executing a config file (a) generates a corresponding Petri net (b). Here, PyBDA uses a file
of single cells as input and then executes dimension reductions (PCA, ICA) and regression models (GLM, RF). The outputs from the dimension
reductions are further used for clustering (GMM,k-means) resulting in a total of six sets of files

ORIGINAL PAPER

93



Dirmeieret al. BMC Bioinformatics         (2019) 20:564 Page 5 of 6

Fig. 3 An example of a single-cell image used for segmentation and extraction of image features. We extracted image features of 150 million
individual cells, their nuclei and their perinuclei. Cell bodies are stained in yellow, nuclei in blue, pathogens in green (left image). Features consist of
cell, nucleus and perinuclei properties and information about local cell neighborhood, and if a cell is infected with a pathogen or not (right image)

infection we regressed the binary response of infection
status on these features. Specifically, we hypothesized that
cells in densely populated regions, or with comparatively
little cell area, should on average be less vulnerable to
infection in comparison to larger cells in sparsely popu-
lated regions (B. henselaestained green). Inference of the
parameters for the infection status is of particular inter-
est, because it could make using dedicated flourescence
markers for pathogens obsolete. Since the data set con-
sists of roughly 150 million single cells, a conventional
analysis on desktop computers is not possible. However, it
becomes feasible on a distributed environment using our
command line tool PyBDA. Using a config file similar to
the one in Fig.2, we fit a generalized linear model with a
binomial response, a random forest, and gradient boost-
ing machines (GBM) to the data set. In order to avoid
bias, PyBDA automatically balances the data set to contain
equal fractions of each class by downsampling. We found
that all three methods are capable of predicting the infec-
tion state of a cell from the image features well. Overall,
the GLM performed slightly poorer (precision 0.70, recall
0.68) than the GBM (precision 0.73, recall 0.74; trained
with 20 decision trees; subsampling rate of data 0.25) or
the RF (precision 0.71, recall 0.71; same parameters). Since
we are in an almost asymptotic regime of sample sizen,

splitting the data into train and test sets yields the same
errors on both sets. Thus we are reporting the perfor-
mance measures and parameters on the full data set here.
While the RF and GBM improve performance, their bio-
logical interpretation is more challenging, because they
do not establish simple, parametric dependencies as the
GLM. For the GLM we found that features such as the
cell area (� = 0.21) or cell perimeter (� = 0.18) con-
tribute to enhanced infection, while features such as the
number of cell neighbors (� = Š 0.11) decrease infectivity.
Fitting the GLM required 2:30h runtime on an HPC plat-
form, using a rather small cluster with two nodes and five
cores each and 15 Gb of memory per core. Fitting the RF
and the GBM took roughly 8h each, and required increas-
ing the resources to five worker nodes with 10 cores and
20Gb each. The amount of parallelization and available
computing resources is pivotal for runtime and insofar
independent of PyBDA, as all computations are run by
Spark. Runtime benchmarks of big data tools including
Spark have, for instance, already been conducted by others
[19, 20].

Conclusion
PyBDA is a command line tool for machine learning of
big biological data sets scaling up to hundreds of millions
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of data points. PyBDA automatically parses a user defined
pipeline of multiple machine learning and data analysis
tasks from a config file and distributes jobs to compute
nodes using Snakemake and Apache Spark. We believe
PyBDA will be a valuable and user-friendly tool support-
ing big data analytics and continued community-driven
development of new algorithms.

Availability and requirements
Project name: PyBDA
Project home page:https://github.com/cbg-ethz/pybda
Operating system(s):Linux and MacOS X
Programming language: Python
Other requirements: Python 3.6, Java JDK 8, Apache
Spark 2.4.0
License:GNU GPLv3
Any restrictions to use by non-academics: License
needed

Supplementary information
Supplementary information accompanies this paper at
https://doi.org/10.1186/s12859-019-3087-8.

Additional file 1: Features used for the regression tasks.
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We have said, that all arguments concerning existence are founded on the relation
of cause and effect. [...] From causes which appear similar we expect similar effects.

This is the sum of our experimental conclusions.

� David Hume1

5
C O N C L U D I N G R E M A R K S

In this work we presented three computational studies on genetic perturba-
tion screens. We used targeted interventions to identify (host) dependency
factors for multi-condition data sets of pathogens and cancers. To this ac-
count we proposed two methods for data analysis that adjust for hetero-
geneity in the data and incorporate pathway information (sections 2 and
3). Both methods show how the information provided by existing biological
networks can be combined with statistical modelling. Furthermore, we pro-
posed a software tool to analyze big, high-dimensional data sets (section 4).

Section 2 proposed a method for analysis of heterogeneous pan-viral per-
turbation screens with the aim to detect common host factors that signi�-
cantly restrict the replication cycle of a group of ssRNA viruses (Dirmeier
et al., 2019a). For this study, we �rst integrated multiple heterogeneous data
sets from genetic perturbation screens from different labs, experimental de-
signs, cells and measurement processes. We normalized the data with several
different established methods and jointly inferred estimates of global gene ef-
fects, i.e., the ability for the group of viruses to replicate. Since viruses likely
usurp the same, de�ned cellular pathways to make use of the host organ-
ism’s protein machinery, rather than the same genes, we applied a network
propagation approach post-inference to include information of functionally
related genes (Baltimore, 1971). For example, it is known that many en-
veloped viruses use the same pathway for cell release (Votteler & Sundquist,
2013), or that several viruses via different ways block maturation of au-
tophagosome maturation and autophagic degradation of viral components
in the host cell (Jackson, 2015). The network propagation accounts for func-
tionally related genes, stabilizes the ranking and makes it possible to con-
sider genes that were not initially screened. With our approach, we success-
fully identi�ed and validated several host factors that can serve as drug
targets for broad-spectrum treatment of a group of viruses.

The study had several limitations. While we tried to normalize the data
adequately and assumptions of normality were approximately met, the ex-
perimental design of the screens was probably the main limitation of the
study and a contributing factor that the estimated effect sizes were relatively

1 Hume, 2008
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small. For instance, it is known that spatial effects, such as row- and column-
effects, in screens using assay plates have a severe impact on the phenotypes
(Boutros et al., 2006). If negative controls are distributed on these wells, or
if perturbations are not random, but rather in alphabetical order, proper
normalisation of data is complicated. Since conducting RNAi perturbation
screens can yield highly diverse phenotypes within and between studies
(Housden & Perrimon, 2016), special emphasis has to be put on experimen-
tal design to minimize possible sources of errors, even more so since many
factors that are increasing heterogeneity, such as the selection of cell types
for every virus or the readout type, cannot be changed. Experimental de-
sign is possibly not a large problem for single screens, but will lead to non-
reproducible results between screens (e.g. between Zhou et al. (2008) and
Brass et al. (2008)), and exacerbates the potential of signi�cant �ndings on a
pan-viral level.

Furthermore, our interpretations of what are random effects and �xed
effects is possibly philosophically and statistically disputable. We built upon
the work by Rämö et al. (2014) who treated gene effects as random, too, and
then used model selection to �nd the best generalizing model for our data.
However, treating, for instance, the screen types as random, instead of just
adjusting for them, seems in hindsight philosophically unjusti�ed.

Section 3 built on the previous approach but integrated pathway informa-
tion directly into the statistical model. Instead of using network propaga-
tion post-inference, structural hierarchical models (SHMs) use the information
of functionally related genes as prior over a latent categorical variable that
encodes the labelling of genes as essential or non-essential. SHM combine
Bayesian hierarchical models with a categorical Markov random �eld which
is used to parameterize a mixture distribution of the effect sizes of afore-
mentioned genes (Dirmeier & Beerenwinkel, 2019). We applied the model
to pan-cancer screening data (Tsherniak et al., 2017; Meyers et al., 2017) and
found that incorporation of structural information can improve inference of
gene effects and classi�cation of genes.

The major limitation of the method is computational scalability. Since com-
puting posterior expectations of high-dimensional discrete variables requires
sampling long chains, standard desktop computers will not be suf�cient for
data analysis. We implemented the method in the programming language
Python, using PyMC3 as a backend (Salvatier et al., 2016). Even though re-
placing the Python implementation with a more performant compiled so-
lution would yield signi�cant speed-ups, it would not solve the theoretical
complexity. Consequently, variational approximations that use continuous
reparameterizations to estimate posteriors of dependent random variables
could be a rewarding research project. Apart from that, the implicit assump-
tion that genes with functional gene-gene interactions belong to the same
pathways and that functional interactions can inform inference is very strong
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and can, if violated, bias estimates, even though the biological experiments
did not suggest it.

For pan-pathogenic and pan-cancer screens, sections 2 and 3 introduced
methods that add a ’pathway context’ to data analysis. A more rigorous ap-
proach could be to directly model every pathway p as latent node zp and
model its in�uence on effect size 
g of a gene g using a latent factor model.
A gene g that is part of a pathway p could be modelled through a loading
matrix W with constraints wpg 6= 0 if g is a component of p and wij = 0
if it is not. This would directly, as in gene set enrichment, make use of the
pathways instead of abstractly encoding them as network modules. As in
Section 3 the latent model would be used to parameterize a hierarchical
model for multi-condition screens. The pathway effects zp would explicitly
describe the effect of pathway p on the gene effects in the data set. One of
the advantages is that every variable is continuous and variational approxi-
mations can be easily implemented.

Section 4 introduced a tool for analysis of big, high-dimensional data sets,
published in Dirmeier et al. (2019b). Single-cell image-based genetic pertur-
bation screens, and screens that produce single-cell transcriptomic readout,
generate massive amounts of data. To be able to easily work with these data
sets we developed an ef�cient command-line tool for high-performance com-
puting clusters that implements common methods from statistics and ma-
chine learning. While the method is ef�cient and well documented, time
will show if conventional statistical models and machine learning methods
still �nd application in computational biology. Since the formal education in
the life sciences is getting increasingly methodological and requires founda-
tional knowledge in programming and statistics, command-line applications
are possibly becoming obsolete and high-level machine learning and statisti-
cal libraries, such as TensorFlow, PyTorch, Stan, or PyMC3 (Abadi et al., 2016;
Paszke et al., 2017; Carpenter et al., 2017; Salvatier et al., 2016) are becoming
increasingly dominant.

Genetic perturbation screening has become a driving technology to un-
ravel the molecular processes that drive cancer and pathogen growth, and
will without a doubt become even more integral for bio-medical research
than now (Knott & Doudna, 2018). In contrast to observational data, inter-
ventional data obtained from directed experimentation can be used to es-
tablish cause and effect relationship between cellular components. The ma-
jor obstacle of genetic perturbation screens has traditionally been, and still
is, our incomplete understanding of the factors that contribute to observed
phenotypes. Even advanced technologies such as CRISPR have biological
by-effects that limits their applicability when conventional statistical meth-
ods are used and not designated methodology, although recent studies such
as Smits et al. (2019) and Imkeller et al. (2019) are beginning to establish a
clearer understanding of the biology of CRISPR interventions.
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Recently, Anzalone et al. (2019) proposed a gene editing method called
search-and-replace prime editing which allows to precisely edit and replace
DNA sequences in the genome. While Cas9 induced double-stranded DNA
breaks are mostly imperfectly stitched back together using nonhomologous
end joining (Maruyama et al., 2015), their method allows to speci�cally ex-
change genomic sequences. It is still an open question though if, or how
much, the method will impact the �eld and if it is free from off-target effects.
For causal inference of essential genes, i.e., the main topic of this thesis, the
method is probably no advancement over conventional CRISPR/Cas9.

More interesting are possibly other recent technologies, such as Dixit et
al. (2016), Jaitin et al. (2016), and Datlinger et al. (2017), which made it pos-
sible to quantify the transcriptomic pro�le of a perturbed cell. In order to
generate a holistic picture of the molecular biology of viruses and cancer
cells, measuring the transcriptomic (or proteomic) pro�le of the host cell
could be a promising approach to understand cancer and viral growth on a
pathway level. Novel methods, such as proposed in Magliacane et al. (2016)
and Squires et al. (2019), already exist to infer the causal structure of the
signalling network of the host proteins. Learning the causal structure di-
rectly from the data should improve upon approaches like ours that use
pre-de�ned, static gene-gene interactions, which might have a functional re-
lationship, but have not proven to be involved in the replication cycle of
viruses or cancer cells.

In this work, we proposed methods to identify essential genes for cancer
and pathogens. Infectious diseases such as the Dengue fever or the acquired
immunode�ciency syndrome belong to the biggest threats of global health
according to the World Health Organization (World Health Organization 2019).
Likewise, in the light of increasing antibiotic resistances of bacteria due to
the overuse of drugs, climate change induced temperature increase, and
overpopulation, the danger of bacterial infection will only increase in fu-
ture decades. Hence, an understanding of the genetic basis of these diseases
is of fundamental importance and more research will need to be invested.
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