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Abstract

Cerebras Wafer-Scale Engine (WSE) is a powerful architecture used initially for
machine learning training but now also for a larger variety of workloads. To
achieve the best possible performance on the hardware it is crucial to have e�-
cient reduce and allreduce communication collectives. We therefore provide the
�rst systematic investigation of the reduce operation on the Cerebras WSE using
the Cerebras SDK. The provided implementations are up to 5.1x faster than the
current library implementation. We show that using at most three di�erent im-
plementations we can achieve performance at most 1.38x slower than an optimal
reduction tree. We extend those methods to an allreduce, which outperforms
classical patterns like ring or butter�y by up to 2x. Finally, we show how we can
utilize those algorithms to speed up GEMV.
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Chapter 1

Introduction

With the increasing demand for performance and di�erent computational de-
mands for each application, a single architecture for all workloads is often not
su�cient. Because we are trying to perform well on every application, we will
not be able to achieve peak performance for any single one of them. This has
increased the demand for specialized architectures, designed to have the best
possible performance for a speci�c workload. One of them, created speci�cally
for machine-learning training is the Cerebrase WSE [1]. It has 40GB of on-chip
SRAM spread over 850000 cores. This allows for the e�cient training of very
large models on a single device [2]. Although it has been designed with machine
learning in mind, it can potentially be used to accelerate other applications. It
has already been utilized for multi-energy or vaccine research [3]. It can also be
used for the modeling of �eld equations [4] and to accelerate stencil computa-
tions [5, 6]. This is a trajectory that happens to a lot of specialized hardware, as
exempli�ed by Graphics Processing Units (GPUs) [7], which were �rst designed
with graphics rendering in mind but are now used to accelerate essentially every
HPC application.

1.1 Related Work

MPI Collectives

The Message Passing Interfacestandard [8, 9] de�nes semantics for collective op-
erations in systems with distributed memory. MPI collectives have been studied
and optimized extensively for di�erent architectures. For reduce and allreduce
multiple patterns and techniques have been introduced [10, 11, 12]. Their choice
highly depends on network properties and message size. One of them is the
butter�y pattern [12], which makes use of recursive halving and doubling. We
essentially have groups in which every processor has the partial sum of all pro-
cessors in the group. In each round we merge every two groups doubling their
size. See Figure 1.1 for an example. There also exists a plethora of techniques
for non-power-of-two number of processors [12]. Another one is the pipelined

1



1. Introduction 2

Figure 1.1: Butter�y allreduce of a scalar value with 4 processors.

ring pattern [13, 14], which works great in fully connected local topologies, like
2D Torus. There also exist allreduce implementations that make use of networks
supporting multicast [15].

Cerebras Collectives

Cerebras Software Language (CSL) currently provides a collectives library, which
works in 1D [16]. It implements a broadcast, scatter, gather and reduce. The
reduce however has sequential depth and supports only �oating point addition.
The implemented collectives work either on x or y axis. This means that calling
a 2D reduce could be done by �rst calling reduce on the x axis and then on the y
axis. Additionally, the provided collectives are asynchronous. There exists a 2D
allreduce pattern [5], but it only works well for very small vectors. Some variants
of this pattern have been utilized in 7-Point Stencil and Hypersparse SpMV codes
in the Cerebras SDK [17]. No other implementations are currently known.

1.2 Our Contribution

In Chapter 3 we introduce a model to predict the number of cycles an algorithm
takes to execute. We later show that the predictions are very accurate. In Chap-
ter 4 we discuss the implementation of broadcast and compare the predictions
from our performance model against simulator results. In Chapter 5 and Chap-
ter 6 we provide the �rst ever investigation of di�erent reduce operations. In
Chapter 5 we focus on the reduction to the leftmost PE. We provide two new
implementations and compare them against the existing ones. We show that
in certain settings we can outperform the library implementation by up to 5x.
We also compare all implementations against a theoretically optimal pre-order
reduce. After that in Chapter 6 we discuss how our reduction to the leftmost
PE can be extended to reduce to an arbitrary root. In Chapter 7 we explore the
implementation of allreduce. We show how to extend our reduce to implement
allreduce, which we then compare against classical patterns like ring or butter-



1. Introduction 3

�y. For all our collectives, we show how they can be extended and used in a
2D setting to utilize the whole grid. In our discussion of collectives, we assume
that we call them only once. In Chapter 8 we try to extend an existing GEMV
benchmark with our reduce implementation. In Chapter 9 we discuss challenges
and tips when programming for the Cerebrase WSE. Lastly, in Chapter 10 we
discuss a possible approach to designing a framework that is able to call them
multiple times.



Chapter 2

Background

2.1 Cerebras Chip

The Cerebras WSE-2 [1] consists of 850000 processing elements (PEs) structured
in a 2D grid, as shown in Figure 2.1. Each PE consists of a router connected
to a processor with 48KB of local memory. See Figure 2.2 for an example. In
each cycle, a PE can read 128 bits from memory and write 64 bits. It can also
execute up to 8 16-bit operations per cycle. It can both send a 32-bit wavelet
to the onramp channel and receive a 32-bit wavelet from the o�ramp channel,
between the processor and the router, each cycle. Note that it might take the
wavelet longer than 1 cycle to travel through the onramp or o�ramp channel.
Each wavelet has a speci�ed color. When the wavelet is received at a router, the
path is determined based on the color. Routers support multicast, which allows
them to send a wavelet in multiple directions without any additional cost.

Routing

The wafer uses a version ofcircuit switching to route the packets. A router con-
�gures the route for each color. There are �ve directions, i.e., NORTH, EAST,
SOUTH, WEST and RAMP. The last one designates the processor associated
with the router. A router con�guration for a color speci�es from which direc-
tions the wavelets are accepted and in which directions they are propagated. If
a wavelet arrives at a router from some direction that is not accepted, it will
stall. If two wavelets arrive at a router on the same color in the same cycle, the
behaviour is unde�ned. The routing is con�gured at compile time but can also
be recon�gured by control wavelets during the program execution. A router can
have up to 4 con�gurations for a given color. Let us consider a setting where
we have setc 2 [1; 4] con�gurations. Each of the con�gurations has a speci�c id
i 2 [0; c � 1] for some color. A control wavelet will advance the router con�gura-
tion for that color from con�guration i to con�guration i + 1 . If the ring mode is
enabled, then the con�guration will be advanced to(i + 1) mod c. Otherwise, if
i + 1 = c, then the con�guration will stay the same, i.e., i .

4
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Figure 2.1: The Cerebras chip consists of a 2D mesh of PEs

Figure 2.2: PE sending a wavelet to the neighbouring PE on the red color. The
left router has receive = {RAMP}, send = {EAST} for the red color. The right
one has receive = {WEST}, send = {RAMP, NORTH}.
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It is also possible to recon�gure the color con�guration for a router completely
at runtime. To do this, one must send a specialteardown wavelet on that color
to the router. We can then recon�gure the router from scratch. This is done by
writing special con�guration masks. Writing the masks does not take much time
but computing the values for the masks might be computationally expensive.
Recon�guration is a bit more intricate than one might think. In the current
collectives library [16] the recon�guration time can even take more time than the
collective itself. We also discuss more about recon�guration in Chapter 10.

Programming Model

The Cerebras chip has a data�ow architecture [18]. Tasks are activated by
wavelets arriving at a PE. This means that the order of tasks may di�er de-
pending on the order in which the wavelets arrive. Tasks may also be activated
at compile time or by other tasks. Most of the operations are described using
Data Structure Descriptors (DSDs). DSDs represent some part of memory or
a sequence of incoming or outgoing wavelets. By using DSDs we can simplify
repeated operations down to a single hardware instruction. This can for exam-
ple be done when we are receivingB wavelets and saving eachi -th wavelet at
some memory address +i � 100. We could implement this with a single hardware
operation on DSDs, which will be signi�cantly more performant than using a for
loop. Cerebras also allows for using DSDs in an asynchronous manner, where we
launch a microthread that will execute the DSD. Once the microthread completes
the operation, it can activate some new task. It is important to distinguish here
that this allows us to execute multiple DSDs concurrently, but not in parallel. In
one cycle we might execute and instruction corresponding to one operation and
in the next cycle an instruction corresponding to the other operation.

2.2 Spatial Model

The spatial model [19] considers an unbounded number of processors laid out on
a 2-dimensional grid. Each processor has constant memory size and can send a
bounded number of messages in each round. We say that a processorpi;j has the
position (i; j ) on the grid.

Cost Model

We model the cost of the message sent frompi;j to px;y as their Manhattan
distance on the grid i.e. ji � xj + jj � yj. This means that the cost of sending
a message is proportional to the distance between processors. Notice, that the
same applies to the Cerebras wafer-scale engine, where the number of cycles is
equal to the distance.
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Figure 2.3: Broadcast algorithm in the spatial computer model.

Collectives

Some of the collectives, like reduce or broadcast have already been designed and
optimized for the spatial model [19]. In a broadcast, we divide the grid into
four subgrids, then the root of a subgrids sends a message the the three other
quadrants. The message is then recursively broadcasted within each subgrid.
This has a cost ofO(n) energy andO(log n) depth. See Figure 2.3 for an example.
The reduce operation can be done by reversing the broadcast and has therefore
the same cost.



Chapter 3

Performance Model

3.1 Motivation

We want to be able to approximately compare the performance of two algorithms
on the Cerebras hardware. The spatial model [19] would be a good metric for
the number of processors going to in�nity, but we are working with a real system
and a limited number of processors. Cerebras WSE has certain �xed hardware
properties. It takes for example 1 cycle to load a value from memory. We
will therefore �x those hardware constants to more accurately approximate the
number of cycles it takes for an algorithm to execute. This will allow us to more
easily determine whether implementing the algorithm is worthwhile. Moreover,
given an implementation of an algorithm, we can see how much we can still
improve it. The model will also allow us to choose between two algorithms in
a given scenario (e.g., depending on vector length and number of PEs) without
running them.

3.2 Model

We now de�ne the model in which we considerP PEs over anM � N grid. In
the 1D setting, the grid is 1 � P. The model assumes that the routing is already
set up. It takes 1 cycle for a wavelet in the router of one PE to get to the router
of a neighbouring PE. In line with the hardware properties, we set a 32-bit/cycle
limit for each direction of a link. We will usually consider a parameterB , which
is the vector length, i.e., the number of 32-bit elements the collective operates on.
This will simplify the analysis, since one element �ts in a single wavelet. We also
de�ne TR as the number of cycles it takes for a wavelet to go between the router
and the processor. In each cycle, a PE can also load up to 64 bits from memory
and save up to 128 bits to memory. For an algorithm or operation with name
operation, we denote the number of cycles it takes asToperation . If the number of
cycles depend on parametersP1; : : : ; Pk , we denote it asToperation (P1; : : : ; Pk ).

Let O be the class of operations that a processor can perform in a single

8
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cycle. Speci�cally, this excludes operations that wait for two wavelets and add
them together because one wavelet cannot be processed instantly. It allows for
loading a value from memory, adding it to the value stored in the wavelet and
storing the result. It allows for loading a value from memory and sending it in a
wavelet. From now on, we only consider such operations unless stated otherwise.
If such operation ends with sending a wavelet, we call it asend and a store
otherwise. By de�nition, we have:

Observation 3.1. For each send / store in O, we haveTsend = Tstore = 1 .

Let us now de�ne Tmessage(P; B) as the time to send a vector of lengthB
from the rightmost to the leftmost PE in a grid of P PEs. See Figure 3.1 for an
example.

Lemma 3.2. Tmessage(P; 1) = 2 � TR + 1 + P

Proof. For the wavelet to reach the router at the rightmost PE it takes (Tsend+ TR )
cycles. The distance between the leftmost and the rightmost PE isP � 1. Since
it takes 1 cycle to travel between the neighbouring routers, it will take P � 1
cycles for the wavelet to arrive at the router at leftmost PE. After that it takes
(TR + Tstore) cycles to arrive and store it at the leftmost PE. This gives us:

Tmessage(P; 1) = ( Tsend + TR ) + P � 1 + ( TR + Tstore)

= 2 � TR + 1 + P

Let us now consider a bit more complicated operation calledvisit. For P
PEs, let V 2 [0; P � 2]. We send a vector from the rightmost to the leftmost
PE, but it visits V PEs on its way. In this context, 'visiting' means that the
wavelet enters the processors of onlyV speci�c PEs among the total P PEs
before reaching the leftmost PE. Each time it enters one of those processors we
perform a send operation on it. Speci�cally, this allows for adding a value to it
or doing something else as long as the operation is in theO class and ends with
a send. We de�neTvisit (P; B; V ) as the time to send a vector of lengthB , which
visits V PEs. See Figure 3.2 for an example.

Lemma 3.3. Tvisit (P; B; V ) = P + ( V + 1) � (2 � TR + 1) + B � 1

Proof. Let us �rst consider the case whereB = 1 . We can prove this statement
by induction over V . Let P be arbitrary. It follows from Lemma 3.2 that:

Tvisit (P; 1; 0) = Tmessage(P; 1)

= 2 � TR + 1 + P :
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Figure 3.1: Performance model, where the squares represent processors corre-
sponding to PEs. In this example we send a message from PE 4 to PE 0. The
blue line signi�es the path a wavelet takes. Speci�cally, the wavelet goes �rst
from the processor at PE 4 to the router at PE 4, then travels through neigh-
bouring routers until it reaches the one at PE 0. It then goes to the processor at
PE 0.

�� �� ����

�����•�û�•�¾�™

�����•�û�•�¾�™�Ý

Figure 3.2: Example with visit(4; B; 1), where we visit PE 2.
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Let us now assume thatTvisit (P; 1; V ) = P + ( V + 1) � (2 � TR + 1) and prove
the statement for V + 1 . Let PE i be a PE with the largest index which we visit.
Notice that:

Tmessage(P � i; 1) � Tstore + Tsend = Tmessage(P � i; 1) ;

we can then write it as:

Tvisit (P; 1; V + 1) = Tmessage(P � i; 1) + Tvisit (i + 1 ; 1; V ) � Tsend

= (2 � TR + 1 + P � i ) + (( i + 1) + ( V + 1) � (2 � TR + 1)) � 1

= 2 � TR + P + 1 + ( V + 1) � (2 � TR + 1)

= P + ( V + 2) � (2 � TR + 1) :

We subtract the Tsend in the �rst equality, because the send is already issued
as the last operation in the message. Let us now consider a setting whereB � 1.
Notice that we are going to be sending out a wavelet each cycle, which means
that the last element of the vector is going to be sent outB � 1 cycles after the
�rst one. We then arrive at:

Tvisit (P; B; V ) = Tvisit (P; 1; V ) + B � 1

= P + ( V + 1) � (2 � TR + 1) + B � 1

Intuitively, Lemma 3.3 tells us that when sending a wavelet, for each PE it
visits on the way, the time of the algorithm is going to increase by2 � TR + 1 . It
then follows from Lemma 3.3 and the fact the a message is a visit operation with
V = 0

Corollary 3.4. Tmessage(P; B) = 2 � TR + P + B

We have now de�ned a few common operations. We will use those later on
to prove the runtime of our collectives. As we will later see, the runtime of each
of our algorithms can be estimated by using the visit operation.



Chapter 4

Broadcast

Considering the hardware, we start o� with what is probably the simplest col-
lective. Only one implementation is commonly used, which, as we will discuss,
is also optimal. We will therefore focus on the existing implementation. We
�rst cover the 1D implementation and then the 2D. We will examine it through
the lens of our performance model. The most important part of this section is
showing that our performance model is very accurate.

4.1 1D

The broadcast algorithm [5] is very simple and already optimal, hence we do
not need to re-design it. The root PE sends out wavelets from the ramp. Each
remaining PE propagates them to its processor and to the neighbouring PE. See
Figure 4.1 for an example.

Predicted Performance

Lemma 4.1. Tbroadcast(P; B) = 2 � TR + P + B

Proof. Because of multicast we only send the vector once. We can see this as
sending a vector from the rightmost to the leftmost PE, where we propagate it
to PEs on the way at zero cost. It now follows from Corollary 3.4 that:

0 1 2 3 4 5

Figure 4.1: Pattern of the 1D broadcast operation, with PE 5 as the root.

12
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Tbroadcast (P; B) = Tmessage(P; B)

= 2 � TR + P + B

Notice that the pattern is di�erent from the low depth one used in the spatial
model. This is because on the Cerebras chip we can propagate a message to the
PEs on the path without incurring any additional cost.

Experimental Results

We measure the performance of the 1D broadcast using the simulator. The
results are shown in Figure 4.2. We also plot the runtime predicted from the
performance model. Notice that the simulated runtime grows at the predicted
rate. The gap between the predicted and actual performance can be explained
by DSDs. Before we execute an operation on a DSD, it �rst needs to be loaded
to a Data Structure Register (DSR), which is a physical register. The time to
load a DSD to a DSR will di�er based on the properties of the DSD, e.g., the
size of memory it operates on. We therefore did not include it as a parameter in
the cycle model.

4.2 2D

Implementing broadcast for 2D is based on the 1D approach. Given the rootpi;j ,
we will broadcast the message by sending it across thei -th row. Each PE on
the i -th row will propagate the message across its column. See Figure 4.3 for an
example.

Predicted Performance

Let us now calculate the predicted performance of a 2D broadcast with rootpi;j .
We will assume w.l.o.g that i < M

2 and j < N
2 . The broadcast performance is

now going to be:

T2D broadcast ((M; N ); B; (i; j )) = Tbroadcast (M � i + N � j; B; 0)
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Figure 4.2: Cycle count of the 1D broadcast onP = 512 PEs. For the predicted
runtime, we set TR = 2 .

Figure 4.3: 2D broadcast fromp0;0 with M = N = 4 .
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Figure 4.4: 2D broadcast fromp0;0 on an M � M grid. The vector length is 1.

Experimental Results

We run the 2D broadcast algorithm on anM � M grid of PEs and plot the results
for increasingM . We only simulated it up to M = 64, because for larger values
of M the simulation takes too long. See Figure 4.4 for the results. We can see
that like in previous cases, the di�erence between simulator and predicted results
stays constant.



Chapter 5

Reduce

In the previous chapter, through the lens of broadcast, we have familiarized our-
selves with basic design and performance modeling of algorithms for the Cerebras
WSE. We have demonstrated that our performance model is very accurate and
discussed the only reasonable broadcast implementation.

We now shift our focus to a more involved collective, reduce. It plays an im-
portant role in SpMV [20] and SpMM [2, 21] kernels. It is also an important basis
for allreduce, which we will cover in Chapter 7. Like broadcast, reduce is part of
the Cerebras SDK collectives library [16]. The implementation is asynchronous
allowing it to perform other operations in parallel. There also exists an e�cient
implementation for scalars used for stencil computation [5]. Apart from that,
reduce has not been thoroughly explored. Our goal in this chapter is to provide
the �rst in-depth exploration and analysis of di�erent reduce implementations
for the Cerebras WSE.

In this chapter, we will address a simpli�ed problem: reducing to the leftmost
PE in a row. Speci�cally, we consider a reduction in 1D and will discuss how to
extend it to the 2D setting in Chapter 6. We discuss two already existing patterns
(scalar, chain) and introduce two new ones (two phase, tree). We re-implement
the existing patterns on our own, because they are either asynchronous or we
do not have access to the implementation. For each of them we analyze the
predicted performance. At the end of the chapter, we measure our predictions
using the simulator and compare the patterns against each other. We show that
the patterns we introduce can outperform the current library implementation by
up to 5.1x in certain settings. We also try to answer the question of �nding
an optimal reduce implementation. We introduce a pre-order pattern which is
optimal under certain conditions. We can then show, that in certain settings just
by using three of the previously introduced patterns (chain, two phase and tree)
we are at most 1.38x worse than the optimal pre-order.

16
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0 1 2 3 4 5

Figure 5.1: Pattern of the 1D scalar reduce operation, with the PE 0 as the root.

5.1 Scalar

The scalar reduce pattern [5] has been used as part of allreduce to accelerate
stencil computation. It was used there to reduce scalars but there also exists
a usecase where it has been used for reduction of very small vectors. We �rst
discuss the case where we reduce scalars and will later cover what happens for
longer vectors. The pattern makes use of the fact that a PE can add two 32-bit
�oating point values and store the result in a single cycle. Each PE sends its
value and the 0-th PE receives one wavelet each cycle and accumulates it. See
Figure 5.1 for an example.

Predicted Performance

We want to predict the performance of the scalar reduce using our performance
model.

Lemma 5.1. Tscalar (P; B) = 1 + TR + 1 + TR + ( P � 1) � B

Proof. The �rst wavelet is stored at the root after Tmessage(2; 1) cycles. Notice
that with this pattern we will have a wavelet arriving at the root each cycle.
Because we then still need to process(P � 1) � B � 1 wavelets, it follows from
Corollary 3.4:

Tscalar(P; B) = Tmessage(2; 1) + ( P � 1) � B � 1

= 1 + TR + 1 + TR + ( P � 1) � B

Notice that the predicted performance forB = 1 is optimal, since it is equal
to the cost of sending a message, i.e.,Tscalar(P; 1) = Tmessage(P; 1). However,
because the runtime scales linearly with the vector length, it is only good for
very small vectors.

Interestingly, the scalar pattern might also be useful as the last step of some
reduction algorithm. Let us now assume that only everyi -th PE is part of the
reduction. We could view it as if we havedP

i e PEs where the distance between
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0 1 2 3 4 5

Figure 5.2: Pattern of the 1D chain reduce operation, with the PE 0 as the root.

neighbours isi . Then the cost would be:

1 + TR + i + TR +
�

P
i

� 1
�

� B

This demonstrates that we could design a reduction algorithm, where we
reduce the vectors until the distance between remaining PEs is equal to the
vector length. Using scalar reduce at that point would be optimal.

5.2 Chain

A lot of distributed applications require reduction of longer vectors, where scalar
reduce would be very ine�cient. We could use the chain pattern for that, which
is currently implemented as part of the existing collectives library [16] and used
in Cerebras' matrix multiplication algorithm [2]. We will later show that this
pattern is a great choice especially for very large vectors. Every PE receives the
wavelets on one color and sends them out on the other. This is because we cannot
con�gure a router such that it sends a wavelet in a di�erent direction depending
on the direction from which it was received. Moreover, the operation is pipelined,
i.e., when a PE is receiving wavelets it is also sending out the already processed
ones. See Figure 5.2 for an example.

Predicted Performance

Lemma 5.2. Tchain (P; B) = 2 � (P � 1) � (TR + 1) + B

Proof. Notice that we can de�ne the chain reduce as a visit operation, where
V = P � 2, i.e., we visit every PE. It follows now from Lemma 3.3

Tchain (P; B) = Tvisit (P; B; P � 2)

= ( P � 1) � (2 � TR + 1) + P + B � 1

= 2 � (P � 1) � (TR + 1) + B
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0 1 2 3 4 5 6 7

Figure 5.3: Pattern of the 1D tree reduce using two colors. Each row shows the
pattern change during the execution.

This tells us that if our predictions are accurate, the chain pattern should
scale poorly with the number of PEs. It will however not be a�ected much by
the vector length.

5.3 Tree

One problem with the chain reduce is that the runtime increases by a signi�cant
factor for each PE. We therefore propose the tree pattern, in which the vectors
are processed in parallel. We base it on the classical binary tree reduce. For now,
we assume that the number of PEs is a power of two and will discuss what can be
done otherwise at the end of this section. Generally, in each round, every other
remaining PE is sending a message and then becomes inactive. This way we are
roughly halving the number of PEs every round. This means that we can process
all wavelets in a logarithmic number of rounds with respect to the number of
PEs. See Figure 5.3 for an example of the pattern and the router con�guration.
Notice that the router con�guration changes during the execution, which can be
achieved using control wavelets. Essentially, a PE which is sending wavelets has
a router con�guration to receive from the RAMP and propagate to the WEST.
Then, when it sends everything out, it will switch the con�guration to receive
from the EAST and propagate to the WEST. Notice that after the operation is
complete we need some way of going back to the initial con�guration. This can
be done in di�erent ways. We will discuss a possible approach in Chapter 10.
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Predicted Performance

Determining the predicted performance is a bit more nuanced for this pattern,
because the wavelets maystall. If a PE is receiving wavelets from multiple PEs
it will �rst need to receive from one of them before it can accept from the others.
All other wavelets will stall.

Lemma 5.3. Without stalling we have:

Ttree(P; B) = Tvisit (P; B; dlog2 Pe � 1)

Proof. Notice that a wavelet sent from the rightmost PE will have the longest
path and will visit (dlog2(P)e � 1) PEs before reaching the leftmost PE. Hence,
it follows:

Ttree(P; B) = Tvisit (P; B; dlog2(P)e � 1)

We now need to provide some lower bound for the stalling by assuming that
the number of PEs is a power of two. We de�ne it asTstall (P; B).

Lemma 5.4. Tstall (P; B) =
P dlog2 (P )e� 2

i =0 max(0; B � 2 � (2i + TR ) � 1)

Proof. Let i be arbitrary, such that the i -th PE is receiving wavelets from at least
two other PEs i.e. i is a multiple of 4. Let then d be any power of two, such
that d � 1 and i + 3 � d < P . Notice now, that the i -th PE will be receiving from
(i + d)-th PE and (i +2 � d)-th PE directly after. Also notice, that the (i +2 � d)-th
PE will be receiving from (i + 3 � d)-th PE. See Figure 5.3 for an example where
i = 4 and d = 1 . Now, assume that the(i + 3 � d)-th PE and (i + d)-th PE start
sending out their wavelets at the same time. It takesTvisit (3d + 1 ; 1; 1) cycles
until the �rst wavelet from (i + 3 � d)-th PE gets sent out, visits (i + 2 � d)-th PE
and gets processed ati -th PE. It takes Tmessage(d+ 1 ; B ) cycles until all wavelets
from (i + d)-th PE get processed at thei -th PE. Because of that we will stall for:

max(0; Tmessage(d + 1 ; B ) � Tvisit (3d + 1 ; 1; 1))

= max(0 ; d + 1 + 2 � TR + B � 3d � 1 � 2 � (2 � TR + 1))

= max(0 ; B � 2 � (d + TR ) � 1)

Notice that this happens for every value ofd as a power of two. This means
that:

Tstall (P; B) =
dlog2 (P )e� 2X

i =0

max(0; B � 2 � (2i + TR ) � 1)
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The runtime for the tree algorithm with stalling now follows from Lemma 5.3
and Lemma 5.4.

Corollary 5.5. Ttree (P; B) = (2 �TR+1) �dlog2(P)e+ P� 1+B +
P dlog2 (P )e� 2

i =0 max(0; B �
2 � (2i + TR ) � 1)

The �rst thing we notice, is that for scalar values this pattern will perform
only dlog2(P)e � (2 � TR + 1) cycles worse than the scalar reduce. Notice that
sinceP < 1024on Cerebras CS-2, this means that according to the predictions
it should be slower by at most10 � (2 � TR + 1) = 50 cycles, which especially for
1024 PEs would be negligible. It should however also perform signi�cantly better
than the scalar pattern for larger vectors. However, because a vector needs to be
received aboutlog2(P) times this will make it much worse than the chain pattern
for very large vectors.

One thing to consider, is that our algorithm is based on a binary tree, which
is obviously not ideal when we have a non-power-of-two number of PEs. For the
non-power-of-two case, we will have rounds when the0-th PE is not receiving
anything. A workaround would be grouping the 0-th PE with the closest remain-
ing pair of PEs and performing chain reduce. This way we would have one round
less.

5.4 Two Phase

As we have seen, the choice of the pattern depends on many factors. The chain
pattern performs well, when the vector length is large compared to number of
PEs. On the other hand the tree reduce works well when working with relatively
small vectors, but falls short when we increase the vector length. This is because
for larger vector lengths, we stall more. We now try to get the best of the two
patterns by introducing a two phase pattern, where we reduce the depth only
once. This means, we �rst perform chain reduce in groups ofS consecutive PEs
and then again on the remainingdP

S e PEs. It is important that we assign the
groups from the end, i.e., starting frompP � 1. See Figure 5.4 for an example.

Predicted Performance

We now estimate the performance, as a function ofS, which is going to allow us
for the choice of the optimal S. Notice that if S = P, then we have:

T2phase(P; B; P ) = Tchain (P; B)

Let S 2 (1; P).

Lemma 5.6. Without stalling T2phase(P; B; S) = Tvisit (P; B; S + dP
S e � 1)
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0 1 2 3 4 5 6 7 8

Figure 5.4: Pattern of the two phase reduce using two colors with base case of
size 3. First the reduction proceeds sequentially in groups of 3 consecutive PEs,
then using the chain pattern on the remaining PEs.

Proof. The runtime is bounded by the time the last wavelet sent from rightmost
PE. Notice that it will �rst visit S and then dP

S e � 1 PEs before reaching the
leftmost one. It now follows:

T2phase(P; B; S) = Tvisit (P; B; S + d
P
S

e � 1)

Now, just like with the tree pattern, the network could get congested and we
might stall.

Lemma 5.7. For S � P
2 , we have:

T2phase(P; B; S) = max( Tchain (P � S; B) + B; Tvisit (P; B; S))

Proof. For S � P
2 we perform a chain reduce on groupsf p0; :::; pP � S� 1g; f pP � S; :::; pP � 1g.

If we do not stall, then the runtime follows from Lemma 5.6. Otherwise the sec-
ond group gets reduced faster than than the �rst one. This means that once we
process the �rst group we can start directly processing the wavelets corresponding
to the second group.

Lemma 5.8. For S < P
2 , we have:

T2phase(P; B; S) = B + P � 1 + ( S + d
P
S

e) � (2 � TR + 1)

+ max(0 ; B � (S + 2 � TR + 1))

Proof. Notice that if S < P
2 , only the stalling in the �rst two groups matters,

each of which has sizeS. We can then calculate the stalling as:
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Figure 5.5: Scaling for increasingS on 512 PEs with the two phase pattern. The
vector lengths are 64 (left) and 4096 (right).

max(0; Tchain (S; B) � Tvisit (2 � S;1; S � 1))

= max(0 ; B � 1 � (S + 2 � TR + 1)

Now following this and Lemma 5.6 we get:

T2phase(P; B; S) = B + P � 1 + ( S + d
P
S

e) � (2 � TR + 1)

+ max(0 ; B � (S + 2 � TR + 1))

Our goal now is to �nd the optimal S depending on number of PEs and
vector length. We can then use those insights in practice. Notice, since this is
just to help us choose theS for our collective, we do not necessarily have to
compute everything exactly. One could derive optimalS given the number of
PEs and vector length. We will however not do that since we could also easily
compute it by evaluating T2phase(P; B; S) for every viable S. See Figure 5.5 for
how predicted performance changes based on the step size. First, notice that
we can use the performance model as a reliable predictor. Secondly, the optimal
value is around

p
P, which we will now assume to be the default choice. This

makes sense because for mostP,
p

P minimizes (S + dP
S e) to about 2

p
P. Hence

from now on, when we refrer toT2phase(P; B), we meanT2phase(P; B; d
p

Pe).
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Figure 5.6: Tree stored in pre-order and corresponding reduction.

5.5 Optimal Pre-Order Reduce

Until now we have seen some interesting results for reduce and di�erences between
patterns. The question is, how much more can we gain given the assumptions
of our performance model? We consider the problem of �nding a reduce, which
performs the reduction in the optimal number of cycles. We discuss the problem
of �nding such a reduce given our constraints. Those constraints could likely be
weakened in some scenarios.

Let us now consider the problem of �nding a constrained optimal reduce. We
assume three constraints:

1. Wavelets are sent in the direction of the root

2. If a PE is sending an element to another PE, it will eventually send the
whole vector

3. If a PE is receiving an vector from multiple PEs, it will �rst receive it from
the closest one.

Notice that each algorithm that �ts those constraints can be represented as a
tree, where the vertices are numbered according to the pre-order. We therefore
call it an optimal pre-order reduce. See Figure 5.6.

We can now de�ne a formula for P > 2 and assumingTOPT (1; B ) = 0 :

Lemma 5.9.

TOP T (P; B) = min
0<i<P

(
max(TOP T (i; B ) + B; TOP T (P � i; B ) + i + 2 � TR + 1)) if i 2 [1; P � 1)

max(TOP T (P � 1; B ) + B; B + P + 2 � TR )) if i = P � 1

Proof. Given any pre-order reduce, we know that in the last stepp0 will receive
a vector from somepi , i 2 (0; P � 1]. We now consider this last step and de�ne
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the optimal pre-order reduce recursively. Let us then consider two groupsG1 =
f p0; :::; pi � 1g and G2 = f pi ; :::; pP � 1g. Then the way we de�ned pre-order reduce,
in the last step when the vector from pi reachesp0, p0 will contain exactly the
partial sum of G1 and the vector sent fromG2 will have exactly the partial sum
of G2. Let T(G) be the optimal time to reduce group G using the pre-order
reduce. Then for i = P � 1 we get:

max(T(G1) + B; Tmessage(P; B))

= max( TOP T (i; B ) + B; B + P + 2 � TR )

The �rst line follows from the fact that if G1 is reduced slower thanG2, then
we still need to reduce the vector fromG1. Otherwise, the runtime is bounded
by sending the vector from pP � 1 to p0. Then the second line follows from the
fact that the optimal time to reduce the groups is using the pre-order reduce and
Corollary 3.4. Let us now consider the case wherei 2 [1; P � 1):

max(T(G1) + B; T (G2) + i + 2 � TR + 1)

= max( TOP T (i; B ) + B; TOP T (P � i; B ) + i + 2 � TR + 1)

The only di�erence here is that jG2j > 1 and we need to consider the time to
reduceG2 rather than just starting to send the message. Then the lemma follows
from the fact that we need to �nd i that minimizes the runtime.

5.6 Experimental Results

After introducing all those patterns we need to see how they actually compare on
the simulator. We also want to con�rm that predictions from our performance
model are accurate. In order to see how everything performs on a large scale, we
benchmarked everything for 512 PEs and increasing vector length unless stated
otherwise.

We �rst look at the performance of di�erent patterns when reducing a scalar,
i.e., B = 1 . See Figure 5.7 for the results. First of all, we see that as expected the
chain pattern performs best in most cases. This demonstrates that it is probably
the optimal choice in practice when the application requires us to reduce scalars.
Notice however, that for small numbers of PEs the performance is slightly subpar
given the predictions from our performance model. This is mainly because we did
not optimize it for this case. The issue could very likely be resolved. Interestingly,
as expected, the tree pattern performs either better or almost as good as the scalar
pattern. This suggests, that it should probably be chosen over the scalar pattern.
This is especially true, since the tree pattern should perform signi�cantly better
already whenB = 2 . We will therefore omit the scalar pattern from now on.

We measure the performance of the chain reduce using the simulator. The
results can be found in Figure 5.8. We also plot the runtime predicted from



5. Reduce 26

Figure 5.7: Reduction with vector of length 1 and increasing number of PEs.

the performance model. Notice that the simulated cycle count grows at the rate
predicted from the performance model. Interestingly, the di�erence between the
simulated and expected results is in the range of 50 cycles, which is negligible,
especially for larger vector lengths or numbers of PEs. We can see on the sim-
ulator, the reason for that may be the overhead required to load a DSD tensor
into a DSR, which was also the case for broadcast.

We now compare di�erent reduce patterns to see which one performs best. In
Figure 5.9 we can see, the performance comparison of the three patterns and pre-
dicted optimal pre-order reduce. For very small vectors the tree pattern is faster
than the chain by even 5.1x. For larger vector lengths the tree implementation
is, as predicted, very ine�cient. For vector length equal to the number of PEs,
the two phase pattern is faster than the chain pattern by 2x. We see that the
chain pattern outperforms everything as the vector length is around6� P. As we
can see, we can divide the plot into three sections, in each of which a di�erent
pattern performs best. We also plotted the optimal pre-order reduce. As we can
see, if we were to choose the best of the patterns, we would be achieve almost
optimal performance. In fact, if we were to always compare the best pattern
against the optimal pre-order reduce, our performance would be at most 1.38x
worse. One could design a reduce where based on the vector length and number
of PEs, we choose the best of the three implementations. Although we have not
implemented that, we discuss a possible approach in Chapter 10.
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Figure 5.8: Runtime for 512 PEs and increasing vector length for chain pattern.

Figure 5.9: Scaling for increasing vector length on 512 PEs and di�erent reduction
patterns.



Chapter 6

Reduce Extensions

Until now, we have been discussing reduction to the leftmost PE. This simpli�ed
setting was already challenging and allowed us to familiarize ourselves with the
problem. In this chapter, we will start by extending those patterns to reduce to
an arbitrary PE. In the examples and benchmarks, we will use the two phase
and chain patterns as a base. However, the routines could easily be extended to
make use of a di�erent pattern. We will also discuss how we can extend them to
the 2D setting, which will allow us to utilize the full power of the Cerebras WSE.
Just like before, we will �rst discuss each pattern's predicted performance before
benchmarking them using the simulator.

6.1 Left Right Reduce

The left right reduce pattern is probably the most naïve way of reducing to a
speci�c PE. Given someroot with P PEs, we divide them into a left and a right
group based on their position relative to theroot. We include the root in the
group with less PEs. We can then use the patterns for reducing to a speci�c
PE to reduce the two groups. Additionally, the group without the root will be
propagating its result to the root, where it will be reduced. See Figure 6.1 for an
example of the pattern, where the chain pattern is used as a base. Notice that
we use the same number of colors as for the chain pattern.

0 1 2 3 4 5

Figure 6.1: Left right reduce pattern with chain reduce as a base. We have
root = 3 and it is included in the right group. Root PE will �rst receive from PE
4 and only then from PE 2.

28
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Predicted Performance

We now want to estimate the performance of reducing to a speci�c PE, given
some patternspl and pr . Let Tpl (P) be the time to reduce to the leftmost PE
using pattern pl given P PEs. We now assume w.l.o.g thatroot is in the left
group and predict the performance.

Lemma 6.1.

Tlr (P) = max( Tpl (root + 1) + B; Tpr (P � root � 1) + 2TR + 2)

Proof. Notice that if the left reduce is done before the �rst wavelet from the right
is able to arrive, then the runtime is equal to that of right reduce. Otherwise,
when the left reduce is done, the wavelets from the right reduce are waiting to
be processed which will takeB more cycles.

Let now pl = pr = chain pattern. If root 2 f 0; P � 1g we have Tlr (P) =
Tchain (P).

Lemma 6.2. Let pl = pr = chain pattern and root 2 (1; bP
2 c), then:

Tlr (P) = max(2 � root � (TR + 1) + 2 � B; 2 � (P � root � 1) � (TR + 1) + B )

Proof. It follows from Lemma 6.1 and Lemma 5.2:

Tlr (P) = max( Tpl (root + 1) + B; Tpr (P � root � 1) + 2TR + 2)

= max(2 � root � (TR + 1) + 2 � B; 2 � (P � root � 1) � (TR + 1) + B )

6.2 Ring Reduce

The previous pattern has a major downside, mainly theroot PE will be receiving
from at least two other PEs. This might introduce stalling. The ring reduce
pattern has been introduced as part of the matrix-multiplication algorithm [2].
We will �rst introduce the pattern as in the paper and then show how we can
improve it. The ring reduce pattern builds on the chain pattern. In this case
almost every even PE will be sending to the EAST to the next even PE and
every odd PE will be sending to the WEST to the previous odd PE. Essentially,
the distance between communicating PEs is two instead of one. In this pattern
every PE sends and receives to and from at most one other PE. This pattern
needs three colors instead of two required for the chain pattern. Using a pattern
other than chain reduce as a base might require the use of even more colors. See
Figure 6.2. for an example of the pattern. This allows for full PE utilization for
large enough vectors. The pattern can also be thought of as chain reduce with
PEs reordered. Because every PE has exactly one sender and receiver, we can
call reduce with di�erent root without rerouting.
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0 1 2 3 4 5

Figure 6.2: Ring reduce pattern. Notice that if root = 3 the reduction would
start in PE 1.

Predicted Performance

Lemma 6.3.

Tring (P) = Tchain (P) + P � 3 = 2 � (P � 1) � (TR + 1) + B + P � 3

Proof. The pattern induces minimal overhead compared to the chain pattern.
Notice that we always havepP � 1 sending to pP � 2 or the other way around de-
pending on whetherP is divisible by two. We also always havep1 sending top0.
Notice that all other PEs will be sending to a PE which is two hops away instead
of one like in the chain pattern. It now follows that:

Tring (P) = Tchain (P) + P � 3 = 2 � (P � 1) � (TR + 1) + B + P � 3

Given the predicted performance, the pattern should perform best in cases
when chain reduce would be used. The main bene�t is that we will only receive
the vector once and can therefore fully pipeline the reduction.

6.3 Jump Reduce

We now introduce the jump reduce pattern, which can use any patternp as a
base. It uses one color more than the patternp. Essentially, we perform reduction
to p0 (or pP � 1 if it is closer to proot ), using that pattern p and skipping proot .
Now assume w.l.o.g thatp0 is closer toproot . When p0 computes the �nal results
of reduction, instead of saving them, it propagates them toproot . See Figure 6.3
for an example with the two phase pattern.

Predicted Performance

Let us assume w.l.o.g thatroot 2 [0; P
2 ) and we use some reducion patternp. We

can then approximate it with the performance model.
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0 1 2 3 4 5 6 7 8

Figure 6.3: Jump reduce pattern with root = 3 . The two phase pattern is used
as the base andS = 3 .

Lemma 6.4.

Tjump (P; B) = Tp(P � 1; B ) + 2 � TR + 1 + root

Proof. Notice that p0 can propagate the result to proot as soon as it receives
the �rst element, rather than storing it in memory. Therefore the total cost is
approximately:

Tjump (P; B) = Tp(P � 1; B ) + ( Tsend � Tstore) + Tmessage(root + 1 ; 1) � Tsend

= Tp(P � 1; B ) + 2 � TR + 1 + root

In the �rst line we approximate the time to reduce to leftmost PE as Tp(P � 1; B ).
The second line follows from Lemma 3.1 and Corollary 3.4.

Notice that we introduce a very minimal overhead to the pattern we use. In-
terestingly, according to our approximation, the jump pattern with chain pattern
as a base should always perform better than the ring reduce. The ring reduce
still has the bene�t of reducing to di�erent PEs without tearing down the fabric.
However, the jump pattern will perform better by at most P cycles, depending
on the root position. In addition, we will usually prefer using the jump with the
chain pattern as the base over jump with the two phase pattern as a base in cases
where vector length is larger than6 � P. This means that the di�erence between
ring and jump is not as large and we bene�t from no fabric teardown. Essentially,
we will not consider the jump pattern with chain as a base in our experimental
results.
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Figure 6.4: 2D reduce top0;0 with M = N = 4 . The chain pattern is used along
each axis.

6.4 2D

When implementing reduce in the 2D setting, we should be able to make use
of the patterns introduced for 1D. A critical constraint in implementing the 2D
reduction is the number of bits we can inject into the network each cycle. Usually
in the 2D setting we could make use of both the x-axis as well as the y-axis ports.
You would then be able to for example inject some �xed number of bits to each
port. On the Cerebras wafer, there is no distinction and we are only able to send
a single 32-bit wavelet per cycle. Speci�cally if we send a wavelet in x-direction
and one in y-direction, it is going to take two cycles.

What this means, is that it does not make a di�erence if a PE is commu-
nicating with its NORTH and EAST neighbours simultaneously, or �rst with
the NORTH neighbour and then with the EAST neighbour. We will therefore
design our algorithms by essentially using 1D pattern and just assigning some
ordering to the PEs. We will consider reduction to the top left PE, i.e., p0;0.
These can easily be extended to allow for reduction to an arbitrary PE using the
corresponding 1D methods.

Two Phase

Let us consider a patternp. The two phase 2D pattern �rst performs the reduce
in each column and then in the remaining row.
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If we want to reduce to some speci�c PEpi;j , we could do that by reducing
each column to thei -th row and then reducing the i -th row to pi;j .

Predicted Performance

We are essentially calling reduce �rst on one, then on the other axis, then the
expected performance topi;j is going to be:

Tp(M; B; i ) + Tp(N; B; j )

Thought Experiment: Space-�lling Curves

With the two phase 2D pattern we are forcing the division into two phases, which
need to have a certain size, namelyM and N . What if we for example did not
want to divide it at all i.e. reduce using the chain pattern over the whole grid.
The problem is that if the order is not continuous, consecutive PEs in the order
may not be neighbouring. There exist orders where this is possbile, like for
example a snake ordering. What ifM is much larger than N ? One of the phases
would take much longer than the other and performance wise it would make
more sense to have them take similar time. Generally, an order which is optimal
for one case, might perform very poorly for a di�erent grid size. An interesting
idea would be to use some space-�lling curve [22] as a general mapping of PEs.
A lot of space-�lling curves, like the Hilbert curve [23] can give us a bound on
the Manhattan distance between consecutive PEs. In Hilbert curve's case the
Manhattan distance betweenpi and pj would be at most 3

p
ji � j j [24]. Given

an optimal 1D algorithm we could get a generally well-performing 2D algorithm.
The main problem would be the routing. The shortest path frompi to pi +2 might
not lead through pi +1 . This might lead to a lot of router recon�gurations or even
use of too many colors.

6.5 Experimental Results

We plot in Figure 6.5 how the runtime changes depending on the root position.
We only plot it for root up to the middle PE, since intuitively it is going to be
symmetric. Instead of reducing to the leftmost PE we would be reducing to the
rightmost one. Generally, we can see that as expected it is faster to reduce to
the middle PE than to the leftmost or rightmost.

We now want to see when the ring reduce is more bene�cial than the left right
reduce. We use the chain pattern as the base. We run the ring pattern on the
simulator and compare it with the prediction of the left right pattern. See results
in Figure 6.6. As expected, the left right pattern performs signi�cantly better



6. Reduce Extensions 34

Figure 6.5: Reduction for left right pattern and increasingroot up to the middle
PE over 512 PEs. The chain pattern is used as the base. The vector length is 1.

for smaller vector lengths, this is because it essentially performs two reductions
simultaneously, each on half of the PEs. However, for larger vector lengths,
gathering results in theroot becomes the bottleneck and the ring pattern performs
better. This is becasue in the left right pattern, the root has to essentially receive
the vector twice.

We take a look at Figure 6.7 for the comparison with all the patterns. We
only look at two phase and left right. Generally as expected, we have left right
performing better for smaller vectors since we do not lose much performance
by receiving the vector additional time. As the vector length increases we get
heavily penalized by having to receive it multiple times and the jump pattern is
the optimal choice.

We also simulate the 2D two phase pattern with the chain pattern as the base
for a square grid of PEs. See Figure 6.8. Most of the gap between the predictions
and simulation could again be explained by the time to load DSDs into DSRs.
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Figure 6.6: Scaling for increasing vector length on 512 PEs and di�erent reduction
patterns. The reduction is done to the middle PE i.e. 255.

Figure 6.7: Scaling for increasing vector length on 512 PEs and di�erent reduction
patterns. The reduction is done to the middle PE i.e. 255.
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Figure 6.8: 2D reduce top0;0 on M � M grid. The vector length is 1028.



Chapter 7

Allreduce

We will now discuss how to implement allreduce, which is the most used mpi
collective [25, 26]. Hence, having an e�cient implementation should have the
largest impact on application performance. We will �rst cover the basic reduce
followed by broadcast. After that we will discuss the usage of traditional allreduce
patterns like ring and butter�y on the Cerebras WSE.

7.1 Naive Allreduce

We �rst discuss the simplest implementation of allreduce, which is calling broad-
cast after the reduce operation has �nished. We consider a reduction patternp to
someroot. We will �rst perform reduce and only then broadcast. It is important
to note that we can pipeline the reduction with broadcast only partially. This
would mean that the root PE would be sending out �nal results as it computes
them. The problem with that is that the PE it is receiving wavelets from, might
still be receiving wavelets from another PE. We are essentially limited by the
bandwidth from the router to the PE. In that case, the broadcasted result would
not be able to proceed. This means that the broadcast 'starts' only when that
PE has received all the wavelets. See Figure 7.1 for an example. Herep1 will
only accept the result sent out fromp0 when it has received all the wavelets from
p2.

0 1 2

Figure 7.1: Naive reduce with chain pattern androot = 0 .

37
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Predicted performance

We consider some patternp reducing to root. We assume, w.l.o.g thatroot 2
[0; P

2 ). Notice that if P = 2 , we can already broadcast the result to the PE we
are receiving the values from. Hence in that case we will have:

Tnaive(2; B ) � Tbroadcast (2; B ) + Tbroadcast (2; 1)

Next, consider the case whereP > 2. Here we consider that we �rst perform
the reduce and only then the broadcast.

Lemma 7.1. Let P > 2 and root 2 [0; P
2 ), we then have

Tnaive (P; B) � Tp(P; B; root ) + Tbroadcast(P � root; B ) :

Proof. Reducing to theroot takesTp(P; B; root ) cycles. We then broadcast simul-
taneously to the EAST and WEST of the root. Becauseroot 2 [0; P

2 ) the runtime
is bounded by the time to broadcast topP � 1, which takesTbroadcast (P � root; B )
cycles.

Depending on the number of PEs and vector length, we could choose the
optimal pattern and root. Given a set of patterns G, where performance of each
pattern p 2 G can be computed inO(1), this can be determined inO(G � P)

7.2 Ring Allreduce

We now try to adapt the well-known ring pattern [13, 14] to the Cerebras WSE.
In each round of the ring pattern, the i -th PE sends data to the(i +1 mod P)-th
PE and receives from the(i � 1 mod P)-th PE. The PEs send segments of size
B
P , each of which corresponds to a fraction of the vector. After the �rst P � 1
rounds, which we call reduce-scatter, each PE will have �nal results ofBP fraction
of the vector. It then takes P � 1 rounds, which we call allgather, in order for
each PE to have the �nal vector. See Figure 7.2 for an example. In a 1D mesh
there is no link between the PEs on the edges. This means thatpP � 1 cannot
send a message top0. We can however reorder the PEs and construct the routing
just like in ring reduce. See Figure 6.2.

Predicted Performance

For simplicity let us assume that B > P and B mod P = 0 . Let us consider
the performance of a single round. Every second PE will be sending to one
PE and receiving from another. In essence, every cycle we are utilizing the
full bandwidth, because we are receiving a 32-bit wavelet and sending a 32-bit
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Figure 7.2: Ring allreduce with P = B = 3 . We have 4 rounds total. The �rst
two are reduce-scatter after which each PE has13 vector. It is then followed by
2 rounds of allgather after which each PE has the correct vector.
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wavelet. Remember that we can write up to 64 bits per cycle. This means that
we also utilize the full write bandwidth, because every cycle we will either write
two 32-bit wavelets in order to send them or write the result of adding the two
32-bit wavelets we just received.

Lemma 7.2.

Tring (P; B) = 2 � (P � 1) �
�

B
P

+ TR + 2 + TR + 1
�

Proof. Notice that the distance between most communicating PEs is 2 instead of
1. It then follows that each round takes:

B
P

+ TR + 2 + TR + 1 cycles.

We will have P � 1 rounds of reduce-scatter andP � 1 rounds of allgather. we
then arrive at:

Tring (P; B) = 2 � (P � 1) �
�

B
P

+ TR + 2 + TR + 1
�

With this, the ring allreduce should perform better than naive chain allreduce.
This is because we are sending aP � 1

P fraction of vector B. Notice that for P = 2
the ring allreduce will perform the same as the naive allreduce. Intuitively, this
occurs because, with only 2 PEs, whenp0 starts broadcast to p1, p1 is ready to
receive it. With 3 PEs, there will be one PE that is still receiving values and
hence cannot receive the broadcasted result. In those cases the ring pattern will
perform better. The di�erence will be most visible for very small numbers of
PEs, like 3 or 4.

7.3 Butter�y Allreduce

Butter�y is another common pattern used for allreduce [10, 12], which is why we
cover it. One major bene�t of the pattern is that we gradually build groups where
each processor in the group has the result of the reduction over the elements in
that group. Essentially, in each round, a processor will exchange the results with
G other neigbours and compute the result. See Figure 1.1 for an example. We
will discuss the case, where in each round the groupsG are relatively small and
therefore we will use the ring pattern for exchange with the neighbours. See
Figure 7.3 for an example. Because the ring pattern requires two colors, this is
how many we would use. Notice that forG = 2 , like in the example, the ring
pattern however requires only two. It is important to note that we can have a
di�erent G at each step.
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0 1 2 3

0 1 2 3

Figure 7.3: Pattern of the butter�y reduce using two colors with base case of size
3. First the reduction proceeds sequentially in groups of 3 consecutive PEs, then
using the chain pattern on the remaining PEs.

Predicted Performance

For simplicity, we assume that P is a power of G. We will calculate the per-
formance of ring based butter�y where G is �xed. Our results can however be
extended to di�ering G each step.

Lemma 7.3. Let P be a power ofG, then

Tbutter�y (P; B; G) �
log2 (G)X

i =1

Tring (P; B; di ) :

Notice that in i -th step (starting from 1), the distance d between PEs in
each group is at most2 � Gi � 1. This is because of the PE reordering in the ring
pattern, where we do not communicate with closest PE. Note that forG = 2 we
will however have 2i � 1. Let then di denote the distance ini -th round. It then
follows that:

Tbutter�y (P; B; G) �
log2 (G)X

i =1

Tring (P; B; di ) :

Although, this is an approximation, it suggests that we would not bene�t
from choosingG = 2 , i.e., recursive doubling. This is because ring for power of
two processors behaves the same as the naive send, broadcast.

7.4 2D

Despite being in the 2D setting, there is not much we can bene�t from it. A
lot of modern approaches would utilize both the x and y ports simultaneously to
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send more packets [13]. In our case, this is not possible because each PE only
has one port, which allows it to receive and send one wavelet per cycle.

Two Phase

We suggest a way to implement allreduce, which is by �rst performing column-
wise allreduce, followed by row-wise allreduce. It works the same way as the two
phase 2D reduce, just that we perform allreduce instead of reduce.

Cycle Performance

Assuming we use some 1D allreduce patternp, the predicted performance would
be:

Tp(M; B ) + Tp(N; B )

7.5 Experimental Results

We can now see how our naive allreduce compares against the classical patterns.
We only plot predicted results, because after evaluating them, it turned out that
implementing them was not too promising. See Figure 7.4 for a comparison of
the ring and naive chain allreduce. We can get a speedup of even 1.5 over the
naive chain pattern with the ring pattern. Interestingly, we only get signi�cant
speedups for very small numbers of and therefore it does not seem like the pattern
is too useful considering we usually have hundreds of PEs in a row.

We plot the predicted performance of the butter�y algorithm with G = 3
against di�erent naive allreduce algorithms. See the results in Figure 7.5. As
we can see, the butter�y is outperformed by one of the naive patterns in every
scenario. The same goes for the ring allreduce. Moreover, using our performance
model, we have tried to �nd out for which values P; B with G = 3 , butter�y is
fastest. We compared it against di�erent naive allreduce patterns. We also had
G = 3 for butter�y and checked P 2 f G2; :::; G7g and checkedB 2 f 1; :::; 4096g.
For none of the combinations butter�y was the fastest algorithm according to our
model. What this means is that butter�y is probably not a viable algorithm for
the Cerebras WSE. There might however be ways to make it work, like broad-
casting within each group before the last step and performing ring allreduce.

We also want to see how our 2D allreduce performs. We implemented the
basic two phase allreduce, where we use chain followed by broadcast. We �rst
allreduce the columns and then rows. We report the results on the simulator
in Figure 7.6. Notice that we have a very large di�erence between simulated
and predicted results for M = 2 . This is because according to the hardware



7. Allreduce 43

Figure 7.4: Allreduce predicted results for di�erent patterns and increasing num-
ber of PEs, we usedB = 1028.

Figure 7.5: Allreduce predicted results for di�erent and increasing vector length,
we usedP = 512.
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Figure 7.6: 2D allreduce onM � M grid. The vector length is 1028. We use 1D
chain followed by broadcast to allreduce the columns and then rows.

properties, when we reduce in 1D of 2 PEs, we should be able to broadcast
directly from p0 to p1, instead of �rst saving and then broadcasting. However,
for larger numbers of PEs it does not work and hence we did not implement it.
Otherwise, the simulated results are close to the predicted ones.
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GEMV

We have seen how drastic the di�erences between di�erent reduce implemen-
tations are. The choice of the optimal implementation depends highly on the
number of PEs and the vector length. Depending on our setting one can choose
the optimal one using the insights from our performance model.

We now want to see how the choice of the reduce can improve the performance
of a real application. We want to benchmark GEMV, which is a very important
kernel for machine learning workloads [2, 27].

We consider a setting, where we want to computeA � x + b = y with x and b
stored in the top-left corner PE. We want to store the resulty in the bottom-right
corner. See Figure 8.1 We will benchmark it against an implementation provided
in the documentation, which uses the 2D collectives library. In the algorithm we
start by scattering x and b vectors. We then broadcastx across the columns,
perform row reduction to the rightmost column. After that we call gather to
store the results in the bottom leftmost PE.

Experimental Results

We benchmark the performance of the collective by only changing the reduce
implementation. See Figure 8.2. In their implementation, they use the chain
pattern to reduce to the rightmost PE in each row, which we callchain library
on the plot. The other results are for when we replace it with our own imple-
mentation, which requires two additional colors. As we can see, the performance
di�erence between chain and two phase is only 10%, which is good, however not
comparable with the results obtained in the previous chapters. Although the
cycle di�erence is as predicted, the reduction time is not a signi�cant part of
the runtime. The reason for that is the overhead from the collectives 2d library.
When we call a collective, the library tears down the router con�guration and
then recon�gures the routers before starting the collective. The time it takes is
highly dependent on the network con�guration so it is hard to estimate. As an
example, the di�erence between when we implemented the chain pattern on our
own vs. if we called the library chain is 544 cycles. Because our implementation
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Figure 8.1: GEMV kernel.
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Figure 8.2: GEMV on a 64 x 64 grid of PEs withA 2 RM � M

is almost the same, we can conclude that this corresponds to the recon�guration
cost. Generally we could expect that implementing each collective on our own
would lead to signi�cant speedups, since we would avoid the recon�gurations.
The issue with that however would be the need for a lot of colors and lack of
�exibility which the mpi library provides. This example shows however the great
need for e�cient network recon�guration.
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Programming the Cerebras WSE

In addition to proposing di�erent algorithms we spend a large chunk of the work
on implementing them. Along the way we learned a lot about the architecture
and ways to achieve better performance. With our current understanding, the
process would have been much easier. In this chapter we will therefore discuss
some common strategies and pitfalls when programming the Cerebras WSE using
the Cerebras SDK [17]. For some of the things we mention, there might now exist
examples in the documentation. It is however still worth it to discuss them.

Synchronization

In a situation where a PE is receiving from multiple wavelets on the same color,
like in tree or scalar reduce, we need some sort of synchronization. Otherwise,
we might have multiple wavelets arriving at a router on the same color. Let
us consider the case of the scalar reduce with 3 PEs i.e. PE 1 and 2 send
their wavelet to PE 0 on the same color. We can synchronize this by having
at �rst .rx = .{RAMP} at PE 1. This will only allow wavelets sent by PE 1 to
arrive at the router. All other wavelets will stall. Then we can set the parameter
.advance_switch=True which will advance the switch position to .rx = .{EAST}
and allow all other wavelets to go through. This idea can generally be quite useful
in a lot of programs.

It is important to note, that .advance_switch=True will only advance the
switch if the next position has a di�erent .tx , i.e. we will receive from di�erent
direction. We cannot use it to send in a di�erent direction. For that we need to
send a control wavelet.

SIMD 64

SIMD mode allows us to execute operations on multiple values in a single cycle.
With SIMD 64 we can for example send two 32-bit wavelets in a single cycle.
Remember, that the link bandwidth between the PE and router is 32bits/cycle,
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sendDsd = @get_dsd ( fabout_dsd , .{.. . .{. simd_64 = true }});
recvDsd = @get_dsd ( fabin_dsd , .{.. . .{. simd_64 = true }});
...

if ( pe_id == 1) {
@fmovs (sendDsd , memDsd , .{. async = true });
@fadds (memRecvDsd , memRecvDsd , recvDsd , .{. async = true });

} else {
@fadds (memRecvDsd , memRecvDsd , recvDsd , .{. async = true });
@fmovs (sendDsd , memDsd , .{. async = true , . act ivate =...});

}

Figure 9.1: Part of allreduce code for 2 PEs.

which means that one wavelet will reach the router a cycle after the other. The
bene�t of this mode is that we execute a single instruction instead of two. It can
be used in di�erent ways, but one of them is allreduce with 2 PEs. With SIMD 64
we can simultaneously recevie and send wavelets to the other PE. Speci�cally we
can perform allreduce in aroundB cycles. See Figure 9.1. Generally this will lead
to each PE alternating the send and receive instruction every cycle. Because we
have .simd_64=True when a PE issues a send instruction, it will issue the send
for the next two cycles. This is more like a proof of concept but could de�nitely
be useful if we want to use the hardware to its fullest.
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Routing Recon�guration

To simplify the analysis, we did not cover how to call the reduce multiple times
or calling di�erent reduce implementations after each other. This is essential
in practice, since one might reduce di�erent vector lengths and need to use a
di�erent implementation for each to achieve optimal performance. We did not
implement it, but will discuss a possible way of achieving this. We will consider
recon�gurations between reductions to the leftmost PE. Providing guidelines for
arbitrary collectives is possible but out of scope for this thesis.

We could for example achieve this by tearing down the routers at the end of
the collective and recon�guring them at the start of a new one. The problem
is that even if a PE has �nished its part in the collective, it may still not be
able to recon�gure the router because other wavelets may be using the color.
One solution would be having a separate broadcast color, where the root broad-
casts that the collective has �nished and signals to tear down the routers. This
however requires us to use one more color and introduces additional overhead
of con�guring it. Another issue is that it introduces a race condition. If two
neighbouring PEs receive the signal to tear down one would tear down, recon�g-
ure the router and start the new collective before the other has done that. This
could be overcome by some synchronization collective. There exists an example
of such synchronization in the SDK documentation [17], where a version of scalar
allreduce [5] is used. Theoretically, one could call it before and after a collective
�nishes. Although maybe a viable solution, it would likely introduce unnecessary
overhead and a use of one more color.

Providing a solution for any algorithms is out of scope of this thesis. We will
however discuss what one could do if we wanted to switch between the reduce
implementations at runtime. Notice that for each router and color, there exists
a wavelet sent out on that color, after which, there arrive no more wavelets at
the router on that color. Let L (w) be true if and only if w is such a wavelet.
We propose that the PE which sent out this wavelet also sends out the teardown
wavelet right after.

In the case of the chain pattern it is very simple. Let us consider some
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Figure 10.1: Recon�guration of chain into broadcast for 3 PEs. Once PE 2
�nishes sending wavelets, it sends a teardown on red. It then recon�gures its blue
color to broadcast where it is the root and sends out a wavelet. The wavelet is not
able to proceed to the router at PE 2 because it is not accepting wavelets from
the EAST. Only after PE 1 tears down its router con�guration and recon�gures
it, the wavelet is able to proceed further.

arbitrary pi , which during the execution sends a whole vector topi � 1. After
pi sends the vector, it can send the teardown wavelet, which will tear down
the router con�guration for pi and pi � 1. Both pi and pi � 1 will know that their
respective routers have been torn down:pi because it sent the teardown andpi � 1

because it received it. There are also no race conditions. If for examplepi +1 were
to already start the next collective and recon�gure its color, it would not be able
to send it in direction of pi . This is becausepi is either not accepting wavelets
from the EAST or the color is torn down. See Figure 10.1 for an example where
we recon�gure chain into a broadcast.

In the case of the two phase pattern it is a bit more intricate. From the
sending perspective it is relatively simple. If a PE sends out a wavelet on some
color, such that L (w) is true, then it will send a teardown wavelet right after. In
Figure 10.2 this would for example be a wavelet on color red sent fromp4. This
means that the receiving PE will also get a teardown signal. Remember however
that in the two phase pattern there are PEs which will not receive a waveletw
with L(w) true. Those are PEs who at the end of the reduce receive from the
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EAST and propagate to the WEST. We propose that instead of propagating to
the WEST, they could propagate both to the WEST and RAMP. Then once the
teardown wavelet is sent, it can also go to the processor notifying it about the
teardown. The main challenge in achieving that would be setting up �lters for
each router. This is because if we allow wavelets to also go to the RAMP instead
of only WEST, we would be receiving needless information. Setting up the �lters
in a right way could be quite challenging. See Figure 10.2 for an example setup.
Notice that in the same way as for the chain pattern, if p4 were to recon�gure
its router, it would not be able to send a wavelet to the router to p3 since it is
not accepting from that direction. For the tree pattern we could use the same
approach with �lters.

Generally, this is only one of the possible ways to approach recon�guration.
We would need to implement and test it to see whether it is even viable. There
exist other ways to achieve this, like the ones with synchronization. It is also a
problem which is solved by the collectives library with the help of global mem-
ory [16]. Solving this problem e�ciently is essential for achieving best perfor-
mance. Having e�cient recon�guration could allow us to for example change
between di�erent reduce con�gurations at runtime and choose the optimal one
based on the predictions from our performance model.
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Figure 10.2: Router con�guration at di�erent stages of two phase reduce to allow
for recon�guration. Here we haveP = 6 and S = 3 , which means that PE 1 and
PE 2 would only be propagating on color blue. In the beginning they �lter out
wavelets that would go to the processor. After the last wavelet sent out from PE
3 passes they stop �ltering out wavelets and therefore the teardown wavelet can
be propagated to the processor.
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Conclusion and Future Work

In this work, we provided an in-depth exploration of implementing collectives for
the Cerebras WSE.

The �rst major contribution is the introduction of the performance model.
It allows us to predict the number of cycles an algorithm takes to execute. We
showed that in a lot of cases it is incredibly accurate. This makes it an extremely
valuable tool when working with the Cerebras WSE. It allows us for a quick
and simple evaluation of algorithmic ideas. We can easily identify ideas that
should perform well without implementing them. Another major bene�t is when
we consider algorithms of operations which take some parameters. Using our
performance model we could identify optimal parametersat runtime to gain
optimal performance. The model can also be used to identify bottlenecks and
areas for potential improvement.

The main contribution of our work was the �rst in-depth exploration of col-
lective operations on the Cerebras WSE. The most important �ndings were the
di�erent reduce implementations we have provided. They improve upon the li-
brary implementation by up to 5x in certain settings. We provided di�erent
techniques which perform better depending on the number of PEs and vector
length. We also showed that together the provided implementations have al-
most optimal performance. We showed that our reduce can easily be extended
to allreduce, which performs signi�cantly better than classical patterns like ring
or chain. We also discussed how our patterns can be extended to the 2D setting,
allowing us to utilize the full potential of the Cerebras WSE.

We also tested our collectives on a GEMV benchmark. The speedup, however,
was not as good as expected because of the overhead induced by the collectives
library.

The study was quite extensive, requiring us to provide various implementa-
tions and conduct dozens of experiments, there is still much more work to be done
if we want to achieve peak performance. There is a lot of room for improvement
in future work.

One branch of future work could build upon our performance model by trying
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to �nd lower performance bounds. We have seen that our performance model
is very accurate. It would be interesting to see whether we can �nd good lower
bounds for reduce or other collectives. This could allow us to see whether existing
implementations are already good enough. We could also use the model to design
optimal algorithms, which might however be quite challenging.

Although our study is quite extensive, we have only been able to explore
the most basic collectives. Future work should de�nitely include design and
exploration of more advanced collectives like allgather or allscatter. It would
also be very interesting to see some work exploring asynchronous variant of the
collectives we covered.

Probably the largest performance bottleneck are router recon�gurations as we
have seen in the GEMV benchmark. If our programs are relatively small, we can
utilize all colors without any need for teardown. However, for larger programs
this is not feasible and hence we need an e�cient way to recon�gure a router after
a collective has �nished. Future work could explore how to e�ciently do that.
Currently, the collectives library accesses global state, but it could be interesting
to see whether it is possible to design an e�cient library that does not need that.

Overall, our work not only contributes to enhancing performance of communi-
cation collectives but also o�ers valuable insights into optimization of distributed
programs for emerging architectures like the Cerebras WSE. By providing an
accurate theoretical framework for modeling algorithms, it allows us to better
understand the hardware and its limitations. Our study is an important step
towards maximizing the potential of this emerging architecture and improving
the e�ciency of di�erent HPC applications.
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