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ABSTRACT

This thesis studies the problem of robot navigation in everyday, crowded
environments. When mobile robots are deployed in spaces where people
move around freely, it becomes necessary for navigation-planning algorithms
to predict the movement of other agents. To generate these predictions,
existing approaches use models that are based on assumptions such as
cooperativity between moving agents. Due to the complexity and variety of
human behavior in the real world, these assumptions sometimes fail, leading
to failures of navigation algorithms. In order to avoid getting stuck, mobile
robots may need to interact with people, through gesture, vocalization and
touch. This thesis is presented in two thematic parts. The first addresses the
questions of whether interactive robot-behavior is useful for navigation, and
how it can be implemented alongside classical navigation planning in order to
seamlessly cover a wider range of scenarios. The second part examines ways
in which recent data-driven methods can be leveraged to model pedestrian
behavior at the raw observation level and perform prior-free navigation
planning.

Part A of this thesis presents an approach for interactive navigation. Sev-
eral interactive behaviors are designed, and a predictive planner is proposed
for selecting behavior sequences that allow the robot to reach its goal. The
results let us conclude that interaction can be useful, and that multi-behavior
planning can improve crowd navigation performance over classical motion
planners, being able to reach the goal in a wider variety of navigation sce-
narios while maintaining low time-to-goal in less dense scenarios. The
multi-behavior, interactive navigation approach is successfully demonstrated
on a real semi-humanoid robot, with a wheeled base and articulated upper
body. A limitation of classical planners like in the work above is the need to
manually design the robot’s state and actions. In part B we explore ways to
replace such hand-crafted models with models learned directly from sensor
data.

Part B of this thesis presents two works that evaluate the ability of current
state-of-the-art unsupervised deep-learning methods to generate prior-free
models from data which are useful for navigation planning. In the first
work, the world-model approach is applied to end-to-end LiDAR-based
navigation, and our results indicate that the learned representations can
be used by reinforcement-learning control policies to avoid obstacles and
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Figure 1: Illustration of the thematic structure of this thesis, with the narrative path
idealized in red.

reach the given goals. The second work takes the concept further, with
the development of a simulator that can generate RGB observations for
typical navigation-among-pedestrian scenarios. As a result we are able to
show that state-of-the-art model-based methods can be applied to RGB-only
navigation planning among pedestrians. The ability of the world-model to
generate dream-like predictions of future observations can be leveraged by the
controller policy to make decisions and also allows for model introspection.
The 3D-rendered simulation environments range from simple to realistic, with
the most realistic being a replica of the testing environment. Our experiments
show that the simulator realism allows for sim-to-real transfer. In both works,
a proof of concept is demonstrated on a real robot. In addition, simulation,
benchmarking and model-training software tools are made available and as
easy-to-use as possible to ensure reproducibility and promote comparison
between current and future work.



Cette these étudie le probleme de la navigation des robots dans des envi-
ronnements de la vie quotidienne ot1 il y a beaucoup de monde. Lorsque
des robots mobiles sont déployés dans des espaces oi1 les gens se déplacent
librement, il devient nécessaire pour les algorithmes de planification de la
navigation de prédire le mouvement des autres agents. Pour générer ces
prédictions, les approches existantes utilisent des modeles qui sont basés sur
des hypothéses telles que la coopérativité entre les agents en mouvement.
En raison de la complexité et de la variété du comportement humain dans
le monde réel, ces hypotheses peuvent parfois échouer, ce qui entraine des
échecs des algorithmes de navigation. Afin d’éviter de se retrouver bloqués,
les robots mobiles peuvent avoir besoin d’interagir avec les personnes, par
le biais de gestes, de vocalisations et du toucher. Cette these est présentée
en deux parties thématiques. La premiere aborde la question de savoir si le
comportement interactif des robots est utile pour la navigation, et comment
il peut étre mis en ceuvre parallelement a la planification classique de la
navigation afin de couvrir de maniére transparente un plus large éventail de
scénarios.

La deuxiéme partie examine comment les méthodes récentes
d’apprentissage automatique peuvent étre exploitées pour modéliser le com-
portement des piétons au niveau de l'observation brute et effectuer une
planification de la navigation sans a priori.

La partie A de cette thése présente une approche de navigation interactive.
Plusieurs comportements interactifs sont congus, et un planificateur prédictif
est proposé pour sélectionner les séquences de comportement qui permettent
au robot d’atteindre son objectif.

Les résultats nous permettent de conclure que l'interaction peut étre utile, et
que la planification multi-comportementale peut améliorer les performances
de navigation dans la foule par rapport aux planificateurs de mouvement
classiques, en étant capable d’atteindre le but dans une plus grande variété
de scénarios de navigation tout en maintenant un faible temps d’acces au but
dans des scénarios moins denses.

L’approche de navigation interactive a comportements multiples est dé-
montrée avec succes sur un robot semi-humanoide réel, avec une base a roues
et un corps supérieur articulé.
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RESUME

Une limitation des planificateurs classiques comme dans le travail ci-dessus
est la nécessité de concevoir manuellement 1'état et les actions du robot. Dans
la partie B, nous explorons les moyens de remplacer ces modeles faits a la
main par des modeles appris directement a partir des données des capteurs.

La partie B de cette thése présente deux travaux qui évaluent la capacité des
méthodes actuelles d’intelligence artificielle (deep-learning) non supervisée
a générer, a partir de données et sans a-priori, des modeéles qui sont utiles
pour la planification de la navigation.

Dans le premier travail, une approche qui vise a dériver un modele de
I'environnement ("world-model"), est appliquée a la navigation basée sur
LiDAR, directement de senseur a commande ("end-to-end"), et nos résultats
indiquent que les représentations apprises peuvent étre utilisées par des
politiques de contrdle qui sont formées via apprentissage par renforcement
pour éviter les obstacles et atteindre les objectifs donnés.

Le deuxiéme travail pousse le concept plus loin, avec le développement
d’un simulateur qui peut générer des images pour des scénarios typiques
de navigation entre piétons. En conséquence, nous sommes en mesure de
montrer que les méthodes de pointe basées sur des modeles automatiques
peuvent étre appliquées a la planification de la navigation entre piétons basée
uniquement sur des images.

La capacité du world-model a générer des prédictions imaginaires
d’observations futures peut étre exploitée par la politique du contréleur
pour prendre des décisions et permet également I'introspection du modéle.

Nos environnements de simulation a rendu 3D vont du simple au réaliste,
le plus réaliste étant une réplique de I'environnement réel dans lequel des
expériences ont été réalisées. Nos expériences montrent que le réalisme du
simulateur permet un transfert de la simulation a la realité.

Dans les deux travaux, une attestation de concept est démontrée sur un
robot réel. En outre, les outils logiciels de simulation, d’évaluation compara-
tive et de formation des modeles sont mis a disposition et rendus aussi faciles
a utiliser que possible afin d’assurer la reproductibilité et de promouvoir la
comparaison entre les travaux actuels et futurs.
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PREFACE

This is a cumulative doctoral thesis: it comprises three relevant publications,
which describe research work carried out by the author at the Autonomous
Systems Lab of ETH Ziirich, under the supervision of Professor Roland
Siegwart. These publications are grouped into two parts, with each part
focusing on a specific aspect of the overall research problem.

The thesis is structured as follows: three expository chapters put these
publications in context as part of a coherent whole, followed by the full
publications in Part A and Part B.

These three expository chapters are structured as follows: Chapter 1 de-
scribes the research topic in detail, defining its objectives and presenting the
motivations which underpin these objectives. Chapter 2 contextualizes each
work within the thesis narrative, distills those works to their most relevant
key points, and relates the works to one another. Chapter 3 discusses the
key takeaways which result from the works, and proposes several research
directions that present promise given the limitations of current approaches
and the evolution of the research landscape.






INTRODUCTION

From the "arti cial servants" mentioned in ancient mythologies [ 75|, to
the Greek "Automata" of 300BCE [34], and nally the 20th century term
"Robot" [16] (engineered biological beings meant to serve), the concept of
creating arti cial, intelligent agents with physical bodies has been part of
collective consciousness throughout much of recorded history.

Today, the concept of "Robot" has evolved into a practical thing. Not only
do robots exist, they are relatively commonplace, some of them even making
their way into our homes. However, whereas ction often imagined robots
which have high practical intelligence but no emotions and rudimentary
hardware, today's robots have hardware capable of performing acrobatic
feats [60], but lack the intelligence to adapt to situations which fall outside of
their programming, and to avoid repeating mistakes.

The current paradigm in robotics is the effort from robots which can only
operate inside a controlled environment—like a factory oor, designed for
the robot—toward robots which can operate in natural environments, or
environments designed for humans. This would allow robots to perform

Figure 1.1: Left: The "Robot" servants from the Czech play which gave birth to the
name [16]. Middle: Boston Dynamics' Atlas [ 60] performing a back- ip. Right: Robot
vacuum cleaner getting stuck on a table leg.
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Figure 1.2: Notable examples of general-purpose ground robots. From left to right,
ASIMO, PR-2, Atlas, Pepper, ANYmal [ 10], KAIROS.

many "dull", "dangerous" and "dirty" tasks which would signi cantly help
people.

Though hardware still stands to improve, the main bottleneck is machine
intelligence. Evidence of this is the fact that human tele-operated robots
can achieve much better results in complex tasks, for example autonomous
driving 1, patient care [50] and household chores [115.

This thesis focuses on a subset of smart robots: general purpose ground
robots. These robots are meant to be able to move, and interact with people
and objects to perform various tasks. Well-known examples are ASIMO [ 102,
a bipedal robot developed by Honda, Willow Garage's PR 2 robot, Boston Dy-
namics's Atlas and Spot [60], Aldebaran Robotics' Pepper [84], a child-sized
humanoid robot on wheels, and the Robotnik KAIROS mobile manipula-
tor [40]. There is signi cant commercial interest in this class of robot for their
potential usefulness, for example in service tasks such as airport guidance,
interaction with clients, elderly care, etc.

Despite their variety and amount, these platforms have yet to show practical
usefulness. The idea of those robots being able to perform everyday tasks
still remains a long term vision. The company Willow Garage (who also
popularized ROS) is now closed after upwards of $ 80 million in investment.
Boston Dyamics was acquired by several companies (Google, Softbank, and
most recently Hyundai for $ 880million [ 4]) since its inception, and despite
turning to commercial sale of robots, has rarely been pro table over its
history. Softbank Robotics' Pepper may be the closest of the lot to widespread

1Exempli ed by the fact that you can pay a chauffeur to drive you around, but no commercial
level 5 autonomous driving solution exists today.
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Figure 1.3: General purpose ground robots need to move around and interact with
people to get to where they're going.

commercial viability with "around 10000 units sold (for comparison several
hundred Spot robot units have been sold in 2020[4]). This can be attributed
to the cheaper price ( $20000instead of $75000for the Spot or $300000
for the PR2), and the move away from general purpose robots toward speci ¢
use cases (storefront greeter), but this comes at the cost of other capabilities
such as grasping and manipulation.

These robots do not make for good business cases yet because they lack
the usefulness to drive their adoption. This can be mainly attributed to
the gap in generality of current robot control algorithms. These robots are
theoretically and physically able to perform a task well given an arbitrary
speci ¢ environment (“tidy this room"), but doing so requires a lot of en-
gineering effort tailored to that environment and task. When required to
do a slightly different task, or the environment changes, the algorithms fail,
and they also fail to learn from those failures. This means that widespread
deployment either requires massive engineering effort, as is being done in the
autonomous driving eld, but for each desired capability (moving around,
interaction with people, task interpretation, manipulation, etc.).

For these smart robots to be useful, it is important that they be able to go
where they are needed. In this thesis, we focus on the task of navigation,
which is how the robot moves around to safely get to its desired location in the
presence of obstacles, static or moving. We explore how this problem alone
is general enough that it motivates the use of adaptive and learning-based
approaches, and speculate how this methodology could in turn eventually be
expanded to cover not just navigation, but other capabilities as well.
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1.1 motivation and objectives
1.1.1 Interactivity

In order to move around safely, robots need to plan trajectories which avoid
obstacles, and are feasible. This is what the overarching topic of Navigation,
or Motion Planning, concerns itself with.

Since general-purpose robots are being developed to be used not only in
industrial environments, but also in everyday situations, such as hospitals,
museums and homes, they are bound to operate in places where people
and other objects may move around freely. This has given rise to the topic
of navigation among dynamic obstaclasd crowd navigation Unlike when
navigating in static environments, the presence of moving obstacles leads to
a necessity of modelling and predicting their movements.

Given that people represent the majority of dynamic obstacles encountered
in everyday settings, there has been a lot of research focused on robot naviga-
tion algorithms that speci cally account for human movements. These include
methods that try to predict pedestrian trajectories, or even "interaction-aware"
planning methods, which try to predict how people will move based on joint
planning models—for example by considering that other agents will model
each other and move interactively.

Interactive navigation planning takes this concept one step further, by
allowing the robot not only to move around in two dimensions, but also to
interact with people where necessary. This can be for example, the robot
communicating its intentions, or even touching or nudging people to safely
pass (see Fig.1.4). The concept of interactive navigation planning is central
to this thesis; it necessitates solutions that can deal with the increased dimen-
sionality of the action space and are able to answer the question: when and
how should the robot interact?

1.1.2 Learned Models

In the second part of this thesis we focus on learning-based approaches to
the navigation problem.

The navigation problem motivates the use of model-based approaches. To
safely navigate among moving obstacles, it is necessary to have some kind
of model for predicting their movements. Based on the assumption that
prediction is crucial for decision-making, we want to understand ways in
which we can improve on the state of the art for general world-understanding
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Figure 1.4: A sequence of frames showing our autonomous multi-behavior algo-
rithm [ 38] in use, to illustrate an example of human-robot interaction being useful
for navigation. Top left in each frame is an external view of the robot. In the rst
frame, after a pedestrian voluntarily blocks the robot's path, the algorithm updates its
internal estimate of the pedestrian's cooperativeness and awareness, which leads it to
execute the "Say" behavior (making its navigation intent explicit through gesture and
voice). In the second frame, when this attempt fails again, the algorithm updates again
and thus selects the "Nudge" behavior, which later succeeds. Visible are the SLAM
map (green/gray), LIDAR scans (red points), person detections (boxes), and current
behavior (colored trajectory).

and prediction. One of the simplest ways to evaluate if it is able to make good
predictions is by looking at whether its predictions match the real future
observations.

In the case of pedestrians, attempts to formally model human behavior
run into the issue of long-tailed complexity: while most behavior is relatively
simple to explain, many cases involve much more convoluted causes, such as
changes in internal mental states, children exhibiting playful or unexpected
behaviors, or group dynamics in uenced by personal relationships. Many of
the cues which we typically use for inferring these causes, are subtle visual
or motion details which get lost in the typical robotic perception pipeline.
This human complexity motivates effort towards data-driven models which
take sensor data directly as input.

Another motivation is the need for adaptive algorithms. Here we use the
term adaptive in the self-learning sense: an algorithm which, after failing
several times, is able to correct itself and reach its goal. This implies a
departure from hand-crafted models, which require human intervention to
be created and modi ed. Conversely, learning-based approaches are designed
to derive their models from data, and thus can potentially update or generate
new models when previous ones fail, adapting to new information. 2

2We should maybe distinguish between implementations that are potentially self-learning (re-
training online is possible but not practical), implicitly self-learning (e.g. continual learning [ 33]),
and explicitly self-learning (able to apply self-referential reasoning [ 65]). Currently, state-of-the-
art data-driven methods belong mostly to the rst category.
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In this thesis, we focus on the application of world-models [54] to inter-
active robot navigation, and the prediction of future sensor observations
through the use of data-driven self-supervised models.

12 approach

We can split our approach into two parts, corresponding to the two objectives
mentioned above: interactive navigation planning and autonomous world-
understanding.

121 Part A: Interactive Crowd Navigation for Robots

When trying to apply classic approaches to the real world, a signi cant
challenge is the variety present in real situations. Robots may encounter
“unusual’ situations, where the behavior of people breaks the assumptions
made. Whereas existing approaches all perform well in the usual conditions,
in real-world testing we found several assumption-breaking scenarios (for
example non-cooperative pedestrians), leading to failures. In Part A, we
design interactive robot behaviors to address these situations. The speci city
of this solution leads to the observation that multi-behavior planning is
necessary to allow autonomously switching between navigation modes.

Interaction as a Solution to the Frozen Robot Problem

The departure point for this thesis is the examination of failure cases in
deployment of existing navigation algorithms. In the example of non-
cooperative pedestrians, also observed by [86], the robot seeks to avoid
contact, and plans trajectories around the pedestrians in front of it. However,
as soon as it goes to execute those trajectories, the non-cooperative pedestri-
ans move in the way of the new trajectories, and so the robot ends up turning
left and right, making no progress.

We posited that a new planning mode could be designed for this speci c sit-
uation. In this mode, the robot assumes that pedestrians are non-cooperative.
Through interaction, including gestures, soft physical contact, and speech,
the robot is able to steadily progress along a trajectory through areas which
would otherwise be considered not traversable.
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Figure 1.5: The EUROPA2 [86] robot stuck in a loop due to non-cooperative pedestrians
as it tries to reach a navigation waypoint.

The Multi-behavior Hypothesis

The new navigation mode, or interactive “behavior', is effective in the case of
non-cooperative pedestrians, but very inef cient in situations where pedestri-
ans are cooperative, or in less crowded spaces. This leads to a necessity for
switching between navigation behaviors.

We refer to this as the multi-behavior hypothesis : The idea that in real-
world scenarios, having a set of expert skills or 'behaviors' and switching
between them, instead of a single, general policy is bene cial.

In practice, for navigation planning, these skills could be implemented
as various navigation planners (some for sparse situations, some for denser
situations), or they may even encompass more complex actions such as
gestures, audio, etc.

Examples of Behaviors

In our work, we designed several behaviors which allow the robot to continue
operating in commonly encountered scenarios. The usual mutual-avoidance
trajectory-based planning mode is considered as the primary behavior. A
second behavior is designed to inform unaware pedestrians of the robot's
goal, using gesture and verbal communication. A third behavior is designed
for situations where pedestrians cannot be expected to cooperate, but where
assertive-yet-safe behavior from the robot can still ensure progress towards
the goal.
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This set of behaviors is selected based on the situations we observed, but is
not meant to be exhaustive. Robots operating in other types of spaces may
nd different sets of behaviors useful.

An example of a navigation mode which is not included in our rst
work, but may be useful, is ow-based navigation [ 46, 61]. In the case
where crowds move in a predictable, ow-like manner, non-intrusive robot
movement should attempt to match the surrounding ow. Note, our own
work on this ow-based navigation topic [ 37] is not included in the main
contributions (Chapter I1) as it is only tangentially related to the core thesis.

Further examples of potential navigation behaviors based on the literature
are person-following [ 66] or group-sur ng [ 35] modes.

State De nition

The fact that each behavior is only suited to some subset of situations implies
that there is some measurable property of the current situation which allows
determining the suitability of behaviors. We can model these properties as
state features, for example the crowd density or the (non-)cooperativity of
pedestrians, which are quantities that impact the effectiveness of behaviors,
and can also in turn be impacted by the robot's actions. For example, some
actions such asasking nicelymay make the pedestrians more cooperative.

In general, designing a useful state representation for a problem is a
challenging task. In Part B., we explore ways in which they can be derived
directly from data. This can be done in a supervised way (given sensor
inputs, and a label for whether an action or behavior succeeded - or in the
case of RL, a reward - model optimization leads to latent features which are
most useful for selecting actions), or an unsupervised way (given sequences
of sensor observations, which are used both as input and prediction targets,
model optimization leads to latent state features which are most useful for
predicting future sensor measurements).

Planning at the Behavior Level

Several approaches exist for choosing a sequence of actions (or in this case,
behaviors) given a world state and transition model. For a proof of concept,
we focus on classical planning approaches. They are often broadly separated
into optimization-based, sampling-based and heuristic-based approaches.
Heuristic-based approaches can be as simple as associating certain areas
of the world-state space to certain behaviors ("in this room, always walk
slowly"). However, they are not well-adapted to this particular problem since
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Figure 1.6: Interactivity can be modeled as adding an extra dimension to movement,
along which some obstacles appear or disappear. Left: illustration of a typical two-
dimensional trajectory navigating past obstacles. Middle: thought-experiment showing
an obstacle blocking the only possible path in 2 dimensions, such as a stationary
human. Right: visualizing interaction as adding extra dimensions to our action space,
which allow us to sidestep obstacles.

we are interested in interactivity, which implies that our actions may change
the world state.

Optimization-based approaches, such as CHOMP [12(], were also con-
sidered. However, they are not designed to explicitly model the inherent
stochasticity which we expect to see in human-robot interaction (e.g. asking
nicely only works some of the time).

We selected a sampling-based approach: With Monte-Carlo tree search
(MCTS), the algorithm can sample many potential sequences of behaviors
and model the nal outcomes. In MCTS, a tree is built through sampling,
with each node corresponding to a world-state, and the dynamics model
takes the form of a transition function forming edges between nodes. This
probabilistic transition function allows us to model the stochastic nature of
the underlying process.

A Theoretical Perspective of Interactivity

A signi cant part of this work is underpinned by our  interactivity hypothesis
The idea that it may be necessary for robots to interact with people in order
to move around. Another way to think about multi-behavior/interactive
planning can be visualised in Fig. 1.6, where we imagine getting past an
obstacle in 2 dimensions by moving up along an extra dimension.

In Paper I, we implement change along this interactivity dimension as
change between discrete behaviors, as shown in Fig.1.7. Of course, this
is quite an over-simpli cation: there is not just one dimension added by
interactivity, but several, due to the low-level degrees of freedom. For
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Figure 1.7: In our rst work we tackle interactive navigation by adding an extra
discretized dimension to the planning. However, this is an over-simpli cation, as
interactivity fundamentally adds many more action dimensions (illustrated by joint
angles but could include many more axes of variation). The corresponding high-level
state representation also needs to be mapped from the raw, high-dimensional sensor
observations available to the robot.

example, we may need to act over the continuous space of each robot joint,
and audio signals for the speakers, leading to many action dimensions.

The solution to this high-dimensionality of the interaction action space,
is to consider behaviors as mappings from the continuous n-dimensional
action space to some high-level, lower-dimensional behavior (or “skill' [ 42])
space. For example in Paper I, thelow-levelaction space is base movement,
joint angles, and speech utterance, while the high-levelbehavior dimension
is a 1-dimensional discrete space with 3 possible values. The mapping from
behavior to action is wrapped up by the corresponding planner implemen-
tation for each behavior. But this hand-crafted mapping is only one of the
possible mappings which can be applied to the problem. This leads us to
the general problem formulation, which is that we want to nd approaches
for generating low-high dimensional action mappings which are useful for
navigation, based on data. We refer to this desired mapping as the action
embedding , which can be visualized in Fig. 1.8.

Of course, our choice of behavior should depend on the current situation,
inferred from the observable world state. In practice, observations are often
continuous and high-dimensional (e.g. sensor readings such as LiDAR, cam-
era). However, decision-making is often easier if we have good abstractions
of the state (good in the sense that they are relevant to our problem). This is
intuitive to us as we often reason and plan in the abstract ("I should avoid
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Figure 1.8: An illustration of the problem of learning to plan for interactive navigation.
To plan effectively, we require (i) A mapping between the high-dimensional action
space (movement and interaction modalities such as joint angles) and low-dimensional
behavior space (such as nudging, following, avoiding, etc.) which we refer to as action
embedding , (ii) @ mapping between low-level sensor observation and high-level state
representation (such as crowdedness, etc.), which we refer to asperception, and (iii) a
dynamics model which allows us to predict future states conditioned on actions.

13
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re as it is dangerous"). But these abstractions rely on existing mappings
from the low-level (individual pixels forming the image of a ame) to the
high-level (concept of " re"). In Paper |, we use hand-crafted state features
for these abstractions (robot/goal position, "crowdedness"”, "perceptivity",
"permissivity"), but more appropriate ones could exist, which better capture
the concepts useful for planning. From now on we will use the common term
perception to refer to this mapping from raw sensor data to state-abstraction.

In order to plan effectively, it is also useful to have a model of the world's
dynamics, as it allows us to predict consequences of our actions and avoid
bad potential future states. These dynamics are modeled in our high-level
planning space, with high-level behaviors affecting high-level state features 3.
This has the implication that our high-level state and behavior representations
should be designed to be useful for predictinghe world's future states.

This haction embedding, perception, and dynamics i framework is useful
when reasoning about what components of our model can be captured by
learning-based approaches.

1.2.2 Part B: Autonomous World-understanding for Robotics

In Part A, we see that hand-designing state and action embeddings as well
as capturing environment dynamics requires signi cant engineering effort
and limits the number of behaviors which can be used in practice. As a
result, there is potential in using data-driven methods to replace the hand-
crafted aspects of the approach, where the perception, action-embedding and
dynamics could be learned.

Data-driven Navigation Planning

Data-driven methods can be applied to the navigation problem in various
ways. Typical approaches vary in the level of information they assume is
available as input (for example raw sensor observations vs. person detections
or trajectories, local vs. map frame), and in the extent to which the pipeline is
learnable (mostly hand-crafted pipelines with speci ¢ data-driven modules,
such as trajectory prediction, or completely data-driven pipelines).

As shown in Fig. 1.9, existing work can be clustered into three categories.
The rst category is characterized by targeted use of data-driven learning

3This is similar to how humans explicitly reason, for example "I can extinguish the re to remove
the risk of burning myself", where extinguishing is a high-level skill concept which abstracts
away the complexity of the actual actions required in terms of sequence of motor impulses to
muscles, and the concepts of re and risk are high-level state abstractions which group together
states of the world.
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Figure 1.9: An illustration of the archetypal navigation planning pipeline. The large
colored numbers refer to the three main paradigms in the application of deep-learning

to the problem. 1: Methods focused on data-driven trajectory-prediction, replacing only
the dynamics component but keeping the other components hand-crafted. 2: RL in
trajectory space, which assumes that we have access to trajectories of dynamic obstacles,
and 3: End-to-end RL, which learns a direct mapping from sensor observations to
actions.

to speci ¢ pipeline components, in particular trajectory prediction [ 2, 5, 53].
The second category is the use of reinforcement learning (RL) to replace only
the prediction and control components of the pipeline [ 22, 28]. The third
category, end-to-end RL, sees the entire pipeline replaced with a data-driven
model, which takes raw sensor observations as input and predicts the state
value and desired actions [43, 52, 69, 88, 108 119.

World-models

World-models are a well-known unsupervised-learning-based approach. The
goal is to obtain a model which is able to predict future observations condi-
tioned on robot actions [ 54).

World-models are compatible with the end-to-end idea, as the model
includes encoder modules (which take actions and raw sensor observations
as input) and a prediction module. Thus, like end-to-end RL, the model has
access to potentially prediction-relevant subtle cues (such as leg movement,
gaze or body orientation) present in the raw sensor data.

However, unlike end-to-end RL, world-model approaches are not task
oriented: a separate controller is responsible for nding optimal solutions
for a task-speci c objective, using the world-model representation and/or
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Figure 1.10: World-model-based approaches differ from supervised or RL-based ap-
proaches (Fig. 1.9) in that they seek to learn perception, dynamics, and action embed-
dings in an unsupervised manner. A separate controller module is then used to select
desired actions that optimize a given utility function based on the world-model latent
state or predictions.

predictions. Thus, the world-model can be trained using task-agnostic data,
which is usually easier to obtain, such as recordings of the robot navigating
without an associated reward scheme.

In our case, the world-model approach is particularly interesting as it
corresponds well to the “perception, action embedding, and dynamics' for-
mulation which resulted from the theoretical analysis of the rst part of our
work: the action and sensor observations encoder modules can be considered
analogous to the perception and action-embedding mappings, while the
prediction module is analogous to the dynamics model in Fig. 1.8.

The exact implementation of the model and training regime can vary. In
our work, we examine various common options of arti cial-neural-network-
based architectures, using gradient descent on a prediction loss to optimize
the model parameters. This includes MLP, CNN, LSTM and Transformer
architectures.

Architectures for Sequence Prediction

For sequence-based learning, several architectures have gained popularity
in recent years. Among them, the Transformer is one of the latest, having
been shown to remain trainable at large scales [114. Unlike other RNN
architectures such as LSTMs, Transformers do not use a recurrent state, but
instead are designed around the mechanism of attention, which is a way for
the model to weight inputs based on their relevance and perform operations
accordingly. Given the successful application of Transformers to dif cult and
large-scale problems, especially in the eld of natural language processing,
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there is a reasonable expectation that they are a viable general architecture
for sequence-based problems, capable of learning models which contain
powerful abstractions and reasoning [ 24]. For this reason, as part of our
approach, we compare Transformers to LSTMs as prediction modules of our

navigation-oriented world-models.

Ramping up World-model Fidelity

In this second part, our goal is to replace the arbitrary and hand-crafted
perception, action embedding and dynamics mappings. Instead of directly
attempting to learn those models on the full problem (multi-joint, camera-
based navigation planning), which would require an extremely large amount
of data and compute given state-of-the-art approaches, in Paper Il we rst
apply world-model approaches to a reduced version of the problem: 2D
navigation from LIDAR observations. Then, using the lessons from this work,
we go a step further towards higher complexity on the perception side in
Paper Ill by using monocular RGB images instead of LIDAR for navigation
around people.
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CONTRIBUTIONS

This chapter outlines the main scienti ¢ contributions of this thesis, which
are: its three core papers, other publications which are relevant to the thesis,
supervisory contribution to scienti ¢ projects, and other contributions such
as work on open source software relevant to robotics.

The three core papers are distributed into two thematic parts, one in the
rst and two in the second, based on the structure introduced in Chapter I.
The aim of this chapter is to clarify the relation of each paper to the central
thesis narrative. In that spirit, for each paper, its context within the thesis,
contributions relevant to the scienti ¢ objectives, and interrelations with the
other papers are given.

The full contents of the core papers can be found after Chapter Ill, in Parts
A and B.

2.1 part a : interactive crowd navigation for robots

The work presented in this section aims to increase the capability of robots
to move around in unstructured human-occupied spaces. In particular, this

increase in capability is achieved through interactive multi-behavior planning,

based on the observation that there exist a variety of distinct situations which
require different robot behavior, and that robot-person interaction can be
critical to the navigation objective.

paper i

Dugas, D., Nieto, J., Siegwart, R. and Chung, J.J.202Q October. IAN: Multi-
behavior navigation planning for robots in real, crowded environments. In
20201EEE/RSJ International Conference on Intelligent Robots and Systems (IROS)
pp. 1136811375
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Context

Although previous work enables autonomously navigating robots in public
places, in practice, most approaches perform best within scenarios where
the set of assumptions made hold true. These assumptions (crowd density,
cooperation, etc.) usually differ from approach to approach, which leads to
edge cases when applied to real-life situations. Several works [83, 86] also
observe robots being frozen when dealing with non-cooperative, or unaware
pedestrians. A potential solution to these issues is multi-behavior navigation
planning, which provides the ability to adapt the robot's behavior based on
the observed situation. It also enables the design of distinct interactive behav-
iors, in which the robot can attempt to address unaware or non-cooperative
pedestrians by using gestures, sound or touch, for example. The goal of this
work is to test this multi-behavior hypothesis. To do so, the work proposes a
set of interactive behaviors and a hand-crafted state transition model, which
is combined with sampling-based planning to select sequences of behaviors.

Contribution

In this work we identify useful interaction behaviors and implement them
as motion, gesture and speech planners. We present the IAN planning ap-
proach: A high-level, multi-behavior, interaction-aware planning framework
for navigation in unstructured, human-populated environments. We evaluate
the presented framework in real-world environments.

Interrelations

The multi-behavior planning framework showed good performance across a
wide range of scenarios, but remains intended as proof-of-concept. Adapting
it to commercial use would require engineering effort to re ne the choice of
behaviors and the transition model used in the behavior-selection planner.
In fact, we expect that for a larger set of behaviors, and over an even more
diverse set of scenarios, it may be more viable to apply data-driven methods
to learn this model. This idea led to the research direction in Part B.

2.2 part b : autonomous world -understanding for robotics

The works included in this section address the use of data-driven techniques
to develop self-supervised models necessary for autonomous navigation in
the presence of people. In particular, these works examine and implement
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practical methods for data-driven prediction of low-level sensor data, demon-
strating that this paradigm can be usefully applied to navigation planning.

paper ii

Dugas, D., Nieto, J., Siegwart, R. and Chung, J.J.2021, May. NavRep:
Unsupervised representations for reinforcement learning of robot navigation

in dynamic human environments. In 2021IEEE International Conference on
Robotics and Automation (ICRApp. 78297835

Context

Given the task of robot navigation among people, can we obtain a data-driven
model which abstracts the state and actions, and predicts the dynamics
present in this problem?

Hand-crafted approaches to the navigation problem often rely on explicit
models of the dynamics. As these dynamics include people's actions, this
means that explicit models of people's behaviors are needed to predict
how they will move and react to the environment and other agents. This
formalization often over-simpli es the resulting model when compared with
the complexity and diversity of actual people behaviors in the wild. This is
an important reason to motivate the choice of data-driven approaches for this
problem.

Recently, end-to-end RL has been applied to the navigation-among-people
problem, with varying success [ 43, 52, 69, 88, 108 119. In particular, when
using LiDAR as a sensor, traditional methods (an entry-level example being
the ROS Navigation Stack [11§) usually provide stronger guarantees and
perform more reliably than naive RL.

Another issue is that since the eld is nascent, previous works typically
evaluate their methods in different scenarios, which makes comparing meth-
ods and gauging progress challenging. On the other hand, potential end-
users expect navigation planners to work in the wild, which implies a much
broader scope of scenarios and many unexpected edge cases compared to
what is typically used for a single paper's evaluation. This highlights the
need for a benchmarking effort in this eld, which would allow reproducing
different methods in similar environments and make it easier for future work
to implement a larger evaluation scope.

This work's goal was to evaluate the ability of the world-models concept to
generate state/action abstractions and dynamics prediction models, leading
to a model able to generate predictions directly at the level of LIiDAR scans,
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and to compare its usefulness with naive end-to-end RL, across a wide
variety of scenarios. A secondary goal was to create a set of publicly available
simulated navigation scenarios which can be used by future works to increase
their evaluation scopes and show improvement of the state of the art.

Contribution

In this work, we designed several unsupervised learning architectures for
the task of robot navigation among humans. Our experiments demonstrate
that the world-model concept can be successfully applied to LiDAR-based
navigation. We compared against several existing approaches, in seen and
unseen environments, and validated our approach on a real robot. In addition,
we provide an open-source simulation environment, trained models, and
useful tools for future end-to-end navigation benchmarking.

Interrelations

This work represents a rst incremental step towards the longer-term research
vision of world-models for interactive navigation. One of the ndings is that
the approach shows promise on the simpli ed problem (using LIDAR instead
of camera, and omitting the interactivity). On the other hand, this simpli ed
problem is one where classical approaches are already well-honed, and where
the subtle cues which motivate the use of end-to-end data-driven pipelines are
less prevalent (though the details of leg movement observable in LIDAR may
contain information important for navigation, this is less immediately obvious
than, say, gaze or shoulder/hip orientation). This serves as motivation for
the next paper, which increases the complexity by focusing on camera-only
planning.

paper iii

Dugas, D., Andersson, O., Siegwart, R. and Chung, J.J.2022 NavDreams:
Towards camera-only RL navigation among humans. In 2022 IEEE/RSJ
International Conference on Intelligent Robots and Systems (IROSyer review.

Context

Camera-only navigation, when compared to LIDAR, is considered a more
dif cult problem for several reasons, mainly the higher dimensionality (es-
pecially when comparing 2D LiDAR to RGB camera images), and the lack
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of traditional algorithms for this problem 1. As an example: a low resolution
64x64 RGB image contains 4096total pixels, each with 3 channels - a total
of 12288dimensions. By comparison, medium resolution LiDAR sensors

typically feature just 1080rays.

Given our interest in learning world-models for the navigation problem,
RGB input is interesting as it has the potential to capture details which
LIDAR misses (such as the direction in which people are looking, their
explicit gestures, or more subtle bodily cues), details which can be important
for predicting their actions. However, the relatively few works studying
end-to-end RL for camera-only navigation focus on way nding in static
environments, rather than collision avoidance.

The goal of this work is to extend the evaluation of world-model methods
to camera-only navigation, and determine if they are capable of generating
meaningful state-action embeddings and accurate environmental dynamics
predictions needed for navigation.

Contribution

This work demonstrates that world-model-based RL approaches are able to
navigate successfully around humans using only monocular vision. It also
demonstrates that state-of-the-art world-model approaches can be used to
generate dream-like navigation sequences and encode features useful for
planning.

For this purpose, we design an open-source simulator for camera-based
robot navigation among humans. Included are several environments ranging
from classic path planning baselines to realistic human environments, which
allows for easy reproduction of our experiments and benchmarking of future
works.

We applied sim-to-real methods and showed that the world-models and
policies learned in simulated environments are able to transfer successfully
to a real robot.

Interrelations

This work moves us a step closer to the vision of developing data-driven
models for the interactive-navigation problem. We nd that today's state-of-
the-art world-model approaches can solve dif cult perception problems. We

1A naive approach to this problem is to rst pre-process the images to obtain a free-space estimate
and use that representation to perform planning. However, the pre-processing is itself a dif cult
problem as it implies monocular depth estimation.
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also see that there is a lot of progress to be made in the topic of world-models
themselves, in order to obtain models which can adequately represent the
dynamics of complex, human environments.

Looking forward, it is likely necessary to rst tackle this dynamics-
modeling issue before focusing on the harder problem of interactivity (adding
more action dimensions), as it would only complicate the dynamics which
need to be modeled. On the other hand, current related research [57] is
already nding some success in applying world-model approaches to high-
dimensional action spaces, which makes me optimistic about future applica-
tions to interactive navigation.

2.3 list of publications

The research conducted during this doctoral thesis led/contributed to the
following publications, which are listed in chronological order.

2.3.1 Publications included in this thesis

[P1] Dugas, D., Nieto, J., Siegwart, R. and Chung, J.J.202Q October. lan:
Multi-behavior navigation planning for robots in real, crowded environ-

ments. In 2020IEEE/RSJ International Conference on Intelligent Robots and

Systems (IROS)pp. 1136811375

[P2] Dugas, D., Nieto, J., Siegwart, R. and Chung, J.J.2021, May. NavRep:
Unsupervised representations for reinforcement learning of robot nav-
igation in dynamic human environments. In 2021 IEEE International
Conference on Robotics and Automation (ICRg). 78297835

[P3] Dugas, D., Andersson, O., Siegwart, R. and Chung, J.J.2022 Nav-
Dreams: Towards camera-only RL navigation among humans. In 2022

IEEE/RSJ International Conference on Intelligent Robots and Systems (IROS)

in press.

2.3.2 Other publications

[P4] Liu, L., Dugas, D., Cesari, G., Siegwart, R. and Dubé, R.,202Q October.
Robot navigation in crowded environments using deep reinforcement

learning. In 2020IEEE/RSJ International Conference on Intelligent Robots

and Systems (IROSpp. 56715677
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[P7]

(P8

[P9]

[P10]
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Dube, R., Cramariuc, A., Dugas, D., Sommer, H., Dymczyk, M., Nieto,
J., Siegwart, R. and Cadena, C.202Q SegMap: Segment-based mapping
and localization using data-driven descriptors. The International Journal
of Robotics Researc39(2-3), pp.339-355

Romand, M., Dugas, D., Gaudet-Blavignac, C., Rochat, J., and Lovis,
C., 2020 Mixed and augmented reality tools in the medical anatomy
curriculum. Digital Personalized Health and Medicine: Proceedings of MIE
202Q 270, pp.322-326.

Grzeskowiak, F., Gonon, D., Dugas, D., Paez-Granados, D., Chung, J.J.,
Nieto, J., Siegwart, R., Billard, A., Babel, M. and Pettré, J.,2021, May.
Crowd against the machine: A simulation-based benchmark tool to
evaluate and compare robot capabilities to navigate a human crowd. In
2021IEEE International Conference on Robotics and Automation (ICRx¥)
38793885

Stanislas, L., Nubert, J., Dugas, D., Nitsch, J., Stinderhauf, N., Siegwart,
R., Cadena, C. and Peynot, T.,2021 Airborne particle classi cation in
lidar point clouds using deep learning. In Field and Service Robotigsp.
395410

Gulich, L., Reijgwart, V., Dugas, D., Morra, A., Ott, L., Siegwart, R., 2022
Deterministic roadmaps: Ef cient path planning for ground robots in
multi-level environments. In  2022IEEE/RSJ International Conference on
Intelligent Robots and Systems (IRQ3)nder review.

Dugas, D., Cai, K., Andersson, O., Lawrance, N., Siegwart, R. and
Chung, J.J.,2022 FlowBot: Flow-based modeling for robot navigation.

In 2022IEEE/RSJ International Conference on Intelligent Robots and Systems
(IROS). Under review.

student supervision

This section lists all the student projects that have been supervised over the
course of the doctoral studies.

Master's thesis

The Master's thesis is a six-month, full-time project.
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1. Dario Mammolo, Active SLAM in Crowded Environmen{s2019

2. Alexander Breuss, Locating Avalanche Victims with a Drone using Electromag-
netic Beacon2019

3. Lucia Liu, Robot Navigation in Crowded Environments using Deep Reinforce-
ment Learning 2019(led to IROS publication)

4. Martin Reinhard, Model Predictive Control for a High Center of Gravity Robot
Moving Among Humans 2020

5. Lionel Gulich, Deterministic Roadmaps: Ef cient Path Planning for Ground
Robots in Multi-level Environments2021 (under review, IROS)

Semester thesis

The semester thesis is a semester-long, part-time project.

6. Anne-Cathérine Kranz, Design of a Custom Sensor Suite for Navigating
Through Crowds2018

7. Benjamin Le Bigot, Mapping with Pepper2018
8. Oskar Martin Kieliger, Create Motion Planner for Humanoid Roh@019
9. Stefan Parapid, System Identi cation on a Quasi-Holonomic Rop2019

10. Philipp Andermatt, Multi-modal Pedestrian Detection and Tracking for Au-
tonomous Robof2019

11 Chi-Ching Hsu, People Tracking using a Depth Camera for an Art Installation
2019

12. Julian Nubert, Practical Use of Deep Learning for Airborne Particle Classi cation
in LIDAR Point Clouds (FSR publication), 2019

13. Eric Vollenweider, Cloud-based Spatial Understanding for Improved VIO State
Estimation and Human-robot Interactior2021

14. Simon Strassen,Interactive Demonstrations for Learning-based Predicate Classi-
cation, 2022

Bachelor's thesis

The Bachelor's thesis is a semester-long, part-time project.

15. Antoon Decoussemaeker, Robust Planning for Moving through Crowd2018
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16. Felix Taubner, Motion Planning for a Soft, Worm Like Roh&018

17. Kiran Doshi and Franziska Eckert, Path Planning using Model Predictive
Control for a Two-Wheeled Roh@019

Perception and Learning for Robotics course

The Perception and Learning for Robotics course consists of a semester-long,
part-time project.

18 Lukas Blass and Leo Simovic, Learn Laser Leg2020

19. Mads Kuhlmann-Joergensen and Robin Jacobs End-to-End2D Navigation,
2021

20. Xiang Liu and Lan Feng, Improving Navigation Dreams2022

25 list of open -source software

This section lists all the open-source frameworks that have been implemented
and publicly released over the course of the doctoral studies.

1. asl_pepper : A collection of tools for the robot Pepper, for SLAM, sensor
pre-processing, remote control.
https://www.github.com/ethz-asl/asl_pepper_public

2. IAN: A multi-behavior planning framework for interactive navigation
planning on general-purpose robots [ 3§].
https://www.github.com/ethz-asl/interaction_actions_for_
navigation

3. NavRep Simulator, benchmark and models for LiDAR-based navigation
using reinforcement learning [ 36].
https:/iwww.github.com/ethz-asl/navrep

4. NavDreams Simulator, benchmark and models for camera-based naviga-
tion using reinforcement learning [ 39).
https://github.com/danieldugas/NavDreams

5. map_matcher Localization in LIDAR maps using branch-and-bound pixel-
based map matching, compatible with ROS.
https://www.github.com/danieldugas/map_matcher
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6. pymap2d Fast implementation of various 2D occupancy grid map tools in
python.
https://www.github.com/danieldugas/pymap2d

7. pepper_surrogate : A suite of ROS nodes allowing a user to control the
pepper robot in VR, with both arm tracking, joystick control, gaze tracking
and HUD.
https://www.github.com/danieldugas/pepper_surrogate



CONCLUSION & OUTLOOK

This chapter outlines the key takeaways that result from the work carried out
during this thesis, and proposes a research outlook for each aspect which
remains to be improved.

This discussion is structured into three sections, with the rst two corre-
sponding to the two thematic parts of this thesis, and a third section that ties
the previous two together with a general outlook.

3.1 part a : interactive crowd navigation for robots

In Paper |, one important nding was that interaction, and even contact,
can be leveraged to allow robots to assertively yet safely navigate in densely
crowded or uncooperative environments. Since publication of this work,
recent efforts [83] have continued to explore this direction, making it increas-
ingly likely that the idea of interactive modes outlined in this thesis will be
accepted as commonplace in the near future.

We presented a framework for multi-behavior planning and showed that
it performs well compared to traditional navigation planners in a wide
range of scenarios. Despite using heuristic transition models hand-designed
from observations of human and human-robot navigation interactions, we
demonstrated that the MCTS planner was able to successfully reason over
real human crowds and select the appropriate behaviors to execute. The
robot was able to reach its goal in all live experiments, thus validating the
ef cacy of our chosen state-abstraction and behavior design.

Outlook

The limitations which we observed in Part A lead to several potential research
directions. Here, we mention the two most prominent ones. The rst one is a
thread which we only partially unraveled, whereas the second is the direction

29
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which we decided to devote our main efforts to, and led to the work in Part
B.

Expert Control Using VR

To test and develop the approach, either real-world experiments or simulation
are needed. Real-world experiments lead to correct ground-truth for the
interaction model, but are time and engineering intensive. This is exacerbated
by the fact that interactions, which we are interested in, are an edge case
of navigation, which means that they inherently represent a small fraction
of data which we can collect. On top of that, the exploration of interactive
behavior in the real world potentially poses risks, as a large part of the
interactive space can be considered socially unacceptable or even unsafe.
Though simulation is usually a good candidate for addressing these problems,
it cannot be used to learn interaction models: Since the goal is to obtain an
algorithm that adapts to edge cases, which are by de nition not in our current
model, and since simulation can only contain what we are currently able
to model, simulation cannot be used as a source of interaction data. (Note
that simulation can still be useful to validate that a given approach has the
desired properties, such as good behavior switching [ 38] or the ability to
learn from data in a given modality [ 36, 39]). We refer to this limitation as
the lack of interaction ground-truth  problem.

One way to address the lack of ground truth from which to infer useful
behaviors is by collecting data of experts trying to solve the same problem. In
the case of robot-human interactive navigation, we can consider human pilots
as experts and allow them to control the robot remotely from an immersive
control room. By having those pilots solve tasks that would have been given
to the robot, we can collect data on their selected actions. This data can
serve as evidence for or against the multi-behavior hypothesis, as a dataset
from which to cluster the most salient behavior modes, and even as rich
ground truth for the interaction models (perception, action embedding and
dynamics).

During this thesis, we worked towards this end. As part of a short project,
we designed and implemented an immersive control system using VR and
motion tracking of the participant's arms, which were used to directly control
the robot's movements and gaze. Images from the stereo cameras on the
robot's head were transmitted back to the pilot, giving them stereoscopic
vision from the robot's perspective, superimposed with task and safety
information (see Fig. 3.1).
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