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Figure 1: We present PhonemeNet, a fully text-driven model for synthesizing 3D facial animations without relying on audio
input or explicit prosodic supervision. PhonemeNet can be tailored to dataset- and application-speci�c requirements, o�ering
an alternative to traditional audio-driven methods.

Abstract
We present a fully text-driven framework for 3D facial animation
that eliminates the need for audio input or explicit prosodic cues.
Our architecture extracts rich phoneme embeddings from text us-
ing a pre-trained TTS encoder, aligns them with quantized motion
embeddings via a transformer decoder, and decodes the result into
mesh deformations through a pre-trained transformer decoder. We
explore two scenarios of our pipeline: (1) In the single-subject set-
ting, we �nd that phoneme embeddings alone can yield accurate
lip motion. (2) In a multi-subject setting, where speaker articu-
lation varies widely, we introduce stochastic latent modulation
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to model residual variability conditioned on both phoneme con-
text and speaker identity. We evaluate our approach quantitatively
and qualitatively: We demonstrate accurate lip sync in the single-
subject case, and compare against audio-driven baselines on a large
multi-subject dataset. Our results show that PhonemeNet not only
achieves competitive lip sync and motion quality, but also o�ers
�exibility, modularity, and scalability as an alternative to audio-
driven facial animation.
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� Computing methodologies! Animation; Motion process-
ing; Neural networks.
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1 Introduction
Facial animation plays a central role in virtual avatars, digital as-
sistants, and character-driven media [Wamp�er et al. 2024, 2025].
As demand for lifelike and controllable facial motion grows, data-
driven models have become the dominant approach. Most existing
data-driven animation models [Cudeiro et al. 2019; Fan et al. 2024,
2022a; Karras et al. 2017; Peng et al. 2023; Richard et al. 2021a,b;
Stan et al. 2023; Su et al. 2023; Sun et al. 2024; Xing et al. 2023] rely
on audio as the primary driver to generate facial animation due
to implicit timing and prosodic information in audio embeddings
of pre-trained automatic speech recognition (ASR) models. While
e�ective, audio-driven animation inherently depends on spoken
input, limiting �exibility in scenarios where audio is unavailable,
sensitive, or ambiguous.

In contrast, we revisit text as an input modality in this con-
text, treating language as a strong signal for facial animation dur-
ing speech. Text is speaker-agnostic, which naturally disentangles
speaker identity from content and potentially generalizes better
across new voices. Compared to continuous audio signals, text
provides discrete lexical structure (words and characters), which
simpli�es user editing and control. Moreover, text has explicit pho-
netic structure, which is bene�cial for generating accurate lip sync.

Early linguistic approaches attempted to exploit this structure
by combining phonetic information from text with phoneme dura-
tion information from speech. A key challenge in predicting facial
animation from text is the inherent ambiguity: the same text can be
delivered with varying intonations and emotions, leading to di�er-
ent facial expressions. This makes the mapping from text to motion
highly one-to-many. This issue is even more pronounced than in
audio-driven approaches, where prosodic cues provide additional
disambiguation.

In this work, we demonstrate that modern transformer architec-
tures, when appropriately structured, can overcome this ambiguity
to generate accurate facial motion from text alone. To this end,
we propose a general-purpose transformer-based pipeline that uti-
lizes a pre-trained text-to-speech (TTS) encoder to generate rich
phoneme embeddings, which are then interpolated to match the
desired output sequence length.

Directly regressing facial motion from these phoneme embed-
dings leads to over-smoothed facial expressions due to the inher-
ently one-to-many nature of the problem. To address this, and
inspired by previous audio-driven work [Dan¥£ek et al. 2023; Wu
et al. 2024; Xing et al. 2023], we leverage a pre-trained VQ-VAE
as a motion prior. This approach maps phoneme embeddings to a
quantized motion space, encouraging the model to select plausible
expressions from a learned codebook rather than regressing toward
an ambiguous average, before decoding to mesh deformations.

We analyze two scenarios of this pipeline: First, we train the
model on a small, high-quality, single-subject dataset and show that
it can generate accurate lip motion that aligns with the phoneme

sequence. Second, we adapt the pipeline to train on multi-subject
data. This does not refer to a multi-identity model that predicts
animations for di�erent facial geometries. Rather, the focus is on
motion patterns originating from multiple subjects, introducing
signi�cant variation in expressive dynamics while keeping the
underlying facial geometry �xed.

While phoneme embeddings provide rich linguistic content, they
lack the prosodic and stylistic information inherent to an individ-
ual’s speech. To bridge this modality gap, we introduce a novel
stochastic latent modulation mechanism in the multi-subject model.
This allows our model to sample plausible expressive variations
conditioned on the respective subject, capturing the subtle, non-
deterministic expressive nuances that are absent from the text itself.

We evaluate our approach quantitatively and qualitatively. On
the single-subject dataset, we validate the design of our model and
qualitatively demonstrate that PhonemeNet can achieve accurate
lip sync. For the multi-subject case, we analyze the impact of the
stochastic latent modulation and compare our method to established
audio-driven baselines quantitatively and in a perceptual user study.

Our results demonstrate that our model, called PhonemeNet, not
only achieves accurate lip sync but can also capture and maintain
subject-speci�c expressions due to the stochastic latent modulation.
These �ndings highlight the potential of text-driven approaches
to deliver accurate expressive facial animation without explicit
prosodic supervision.

The main contributions of our work are as follows:

� We propose a modular, text-driven framework, PhonemeNet,
that successfully generates 3D facial animation in both single-
subject and highly varied multi-subject settings by uniquely
combining phoneme embeddings with a discrete motion
prior and stochastic latent modulation.
� We show that PhonemeNet produces accurate lip sync and

can capture subject-speci�c expressions.
� We demonstrate that our approach qualitatively outperforms

state-of-the-art audio-driven methods, while also achieving
comparable or improved quantitative results on a large multi-
subject dataset with high articulation variance.

2 Related Work
2.1 Audio-Driven 3D Facial Animation
Audio-driven 3D facial animation focuses on deriving the alignment
between audio features and facial motion parametrized through
absolute vertex positions of a 3D mesh or animation control param-
eters (e.g., blendshape weights or PCA coe�cients).

Data-driven approaches regress facial motion from audio se-
quences, and recent advances have signi�cantly improved both
animation realism and lip sync accuracy. These improvements have
been driven by more powerful models [Dan¥£ek et al. 2023; Fan et al.
2022a; Wu et al. 2024; Xing et al. 2023], larger and higher-quality
4D training datasets [Fan et al. 2024; Lu et al. 2023], and multi-task
learning strategies [Su et al. 2023]. For example, FaceFormer [Fan
et al. 2022a] was the �rst work that took advantage of the powerful
audio feature extractor Wav2Vec [Baevski et al. 2020] and used
an autoregressive transformer decoder to improve the alignment
between extracted audio features and facial expressions.
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However, because audio predominantly governs lip motion and
provides limited cues for upper-face expression, researchers have
introduced strategies to improve expressiveness, naturalness, and
control. A key direction has been the integration of emotional
control. For example, Karras et al. [2017] encoded emotional state
as static learned feature vectors. EMOTE [Dan¥£ek et al. 2023]
and EmoTalk [Peng et al. 2023] decoupled emotion from content,
integrating emotive expression during synthesis. EMOTE further
improved visual quality through a perceptual lip-reading loss.

The use of non-deterministic models to capture the inherent vari-
ability in facial motion has further advanced the �eld. This includes
the adoption of VAEs and VQ-VAEs to prevent over-smoothed out-
puts typical of deterministic regression models. CodeTalker [Xing
et al. 2023] enhanced the FaceFormer architecture with a VQ-VAE
motion prior, while ProbTalk3D [Wu et al. 2024] combined dis-
crete priors with explicit emotion conditioning. In the same spirit,
FaceDi�user [Stan et al. 2023] and FaceTalk [Aneja et al. 2024] intro-
duced latent di�usion models to generate diverse facial animation
sequences with coherent lip sync.

Finally, modeling contextual or speaker-speci�c factors has en-
abled animation synthesis for multiple identities. Cudeiro et al. [2019]
encoded speaker identity to adapt animations to individual speak-
ing styles. Cross-modal architectures like "Learning to Listen" [Ng
et al. 2022] captured dyadic interactions and conversational con-
text, while Richard et al. [2021a] incorporated eye gaze to enhance
upper-face animation.

In contrast to these works, our method revisits the linguistic
potential of text features instead of audio for synthesizing facial ani-
mations. Rather than embedding articulation variability and subject-
speci�c traits directly into the input, we model them stochastically
to account for their absence in the textual modality. Following
previous audio-driven work [Xing et al. 2023], we also leverage a
discrete motion prior in the form of a pre-trained VQ-VAE.

2.2 Text-Driven Facial Animation
Compared to audio-driven facial animation, text-driven approaches
are less explored due to the inherent ambiguity of text in con-
veying speaking speed, emphasis, intonation, and emotions. Early
linguistic approaches combined phonetic structure from text with
phoneme duration information from speech. For example, Edwards
et al. [2016] established phoneme-to-viseme mappings, and Taylor
et al. [2012] modeled coarticulation e�ects through dynamic visual
speech units.

Some data-driven 2D methods used sequential pipelines, initially
synthesizing audio from text using existing TTS models before
generating the corresponding visual lip motion [Kumar et al. 2017].

Others employed dual learning strategies. For example, "Faces
That Speak" [Jang et al. 2024] simultaneously generated audio and
the corresponding video from text, using a pre-trained TTS model
for the audio branch while conditioning both branches onto each
other. Similarly, UniFLG [Mitsui et al. 2023] aligned text and speech
using a latent variable to produce a speaker-independent repre-
sentation. OmniTalker [Wang et al. 2025] extended this idea to a
one-shot, real-time setup, jointly generating audio and video while
mimicking speaker style from a single reference example.

In contrast, "Write-a-Speaker" [Li et al. 2021] was trained in a
single-task setting and is purely text-driven. The model synthesized
video from a phoneme sequence by separating the end-to-end model
into a speaker-independent and a speaker-dependent part. For each
phoneme, it regressed head pose parameters, as well as upper face
and lower face animation controls. The speaker-dependent com-
ponent then transformed these predictions into speaker-speci�c
facial landmarks for video synthesis. Contrary to this work, we
already model speaker-speci�c traits in the phoneme embedding
space, rather than only modeling them in the motion space.

In the 3D case, Taylor et al. [2017] presented a fully connected
network that mapped phonemes to blendshape coe�cients. On the
other hand, Fan et al. [2022b] employed GPT-2 to encode textual
input and integrated the resulting embeddings with audio features
via a tensor fusion mechanism. However, their method prioritized
capturing contextual semantics from text rather than explicitly mod-
eling phonetic information. In contrast, KMTalk [Xu et al. 2024]
directly embedded phonemes to generate keyframed motion se-
quences, which were then extended to the full sequence using the
audio signal. The authors showed that linguistic information can
improve lip sync accuracy and mitigate over-smoothing. Lastly,
AV-Flow [Chatziagapi et al. 2025] used di�usion transformers with
intermediate connections to jointly synthesize audio and facial
expressions for 4D talking avatars.

Unlike previous methods, we do not use multitask learning, but
only regress the mesh deformation from a phoneme sequence.
By leveraging a transformer instead of a CNN as proposed in
"Write-a-Speaker" [Li et al. 2021], we present a model that can
better capture temporal dependencies. Furthermore, in contrast
to KMTalk [Xu et al. 2024], we do not rely on audio features for
extending keyframes into a full facial motion sequence. Instead, we
leverage a pre-trained phoneme encoder and directly interpolate
the phonemes in the embedding space.

3 Method
In this section, we introduce our text-driven transformer-based
framework, PhonemeNet, for synthesizing 3D facial animation. Fa-
cial motion during speech is in�uenced by many factors, including
linguistic content and subject-speci�c motion patterns. Linguistic
content can be represented through small linguistic units such as
phonemes, which represent the sound of words grammatically.

To establish a direct mapping between linguistic input and vi-
sual output, we use a two-stage training strategy (see Figure 3).
In the �rst stage, we train a VQ-VAE on autoencoding animation
sequences so that it learns valid motion embeddings. In the second
stage, we keep the motion embeddings �xed and train a transformer
decoder to map extracted phoneme embeddings to these motion
embeddings (see Figure 2).

Text
Phoneme

Embeddings
Motion

Embeddings Vertex Deltas

Figure 2: High-level illustration of data representation states
in our text-driven animation pipeline.
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In contrast, subject-speci�c patterns are more di�cult to pa-
rameterize. They depend on individual speaker characteristics like
habitual expressions and emotional tendencies and are hence best
learned from data. Since text does not naturally contain this in-
formation, we model it stochastically by learning shift and scale
factors on the phoneme embeddings. To this end, we describe two
variants of the two-stage training pipeline: (1) the single- and (2)
the multi-subject case.

3.1 Preliminaries
We describe a facial mesh sequence of) frames as" = "1:) , where
each "C � C 2 »1�) … is de�ned by a set of vertices +C 2 »�1� 1… j+ j�3,
and a set of edges � =

�
„E8 � E 9 ” j E8 � E 9 2 +

�
. If ) = 1, " becomes a

static facial expression that is not part of a sequence. For simplicity,
we refer to the facial mesh in rest pose as "0. Instead of storing the
entire mesh for each frame C , we can capture the deformation intro-
duced to "0 as the per-vertex o�set + �

C 2 R j+ j�3 from the neutral
mesh. Our model is trained to predict those per-vertex o�sets for
each visual frame. Furthermore, following FastSpeech [Ren et al.
2019], we de�ne a sequence of phoneme tokens asH = �1:( , where
( is the number of phonemes in the sequence. The correspond-
ing phoneme durations are D = 31:( , where each 3B 2 N¡0 and˝(
B=1 3B = ) . This means that durations are given in the number of

visual frames corresponding to that phoneme.

3.2 Motion Prior
Similar to previous works [Dan¥£ek et al. 2023; Wu et al. 2024; Xing
et al. 2023], we reduce the search space of valid motion by leveraging
a learned motion prior (see Stage 1 in Figure 3). In particular, we re-
train the transformer-based VQ-VAE from CodeTalker [Xing et al.
2023] on autoencoding + �

1:) . It maintains a codebook of quantized
motion embeddings and represents compressed temporal units
through 16 of those codebook vectors (referred to as sg„;”, sg„�”
stands for the stop-gradient operation) in the latent space (see
Figure 4).

3.3 Phoneme Embeddings and Duration
Adapter

In Stage 2, our goal is to align phoneme embeddings with the
pre-trained motion embeddings from Stage 1. As visualized in Fig-
ure 3, we �rst convert text input to phonemes using a grapheme-to-
phoneme model (G2P, see Section 3.8, Preprocessing). Each phoneme
is tokenized using the Fastspeech 2 [Ren et al. 2022] tokenizer, which
gives us the sequenceH = �1:( .H is then forwarded through the
pre-trained Fastspeech 2 encoder, which produces a phoneme em-
bedding sequence that still has length ( . For simplicity, we still refer
to the embedding sequence asH .

Using the phoneme durations D, the phoneme embedding se-
quenceH is passed through a duration adapter to match the target
length ) . Unlike FastSpeech 2 [Ren et al. 2022], which expandsHB
by repeating each embedding 3B times, we leverage the smoothness
of the embedding space and instead interpolate the embeddings
directly. When repeating the embeddings, we noticed strong dis-
continuities at phoneme boundaries in the decoded motion.

There are di�erent options for placing each �3 as keyframes
within its segment of duration 3B , e.g., at the beginning, the center,

or at a learned position. Based on �ndings from previous works [Xu
et al. 2024] and our experiments in the single-subject case, we found
that placing �3 at the beginning of a window works best.

The remaining embeddings of the segment are obtained as an
a�ne combination of the neighboring keyframe embeddings to ob-
tain the target length) . During training, the ground-truth phoneme
durations are used for D. During inference, D can be obtained us-
ing the pre-trained Fastspeech 2 [Ren et al. 2022] duration predictor.

3.4 Single-Subject Model
In the single-subject setting, the goal is to learn a mapping from
phoneme sequences to facial motion speci�c to one individual.
Although intra-subject variability still exists, the absence of inter-
subject di�erences simpli�es the learning problem. As a result,
we omit subject-speci�c conditioning and focus on modeling the
temporal and semantic alignment between phonemes and motion.

The duration-adapted phoneme featuresH are aligned with the
pre-trained motion space from Stage 1. This is achieved through a
transformer decoder, which takes the periodic positionally encoded
(PPE) ground-truth sequence as input, which is shifted by one
position to the right (teacher-forcing) and is linearly embedded:

PPE
� h

0 W+ �
1:„)�1” ‚ b

i �
� (1)

Furthermore, the decoder receivesH as context. It outputs the con-
tinuous motion embeddings from Figure 4, which are then quantized
and decoded using the pre-trained VQ-VAE to produce b+ �

1:) .

3.5 Multi-Subject Model: Stochastic Latent
Modulation

We encode subject-speci�c articulation variability with an embed-
ding vector 5ID, which is obtained by indexing into a learnable
look-up table (LUT). HavingH and 5ID, we can formally describe
the regression of facial motion from these two quantities as a prob-
abilistic maximum-likelihood estimation problem. Given H and
5ID, the goal of our model is to maximize the likelihood of the
corresponding facial mesh sequence + �:

max
\

?\ „+ � jH � 5ID” � (2)

However,H and 5ID alone are typically insu�cient to fully re-
construct the target motion. The same phoneme sequence can be
spoken with di�erent articulation styles, or intensities, even within
and particularly across subjects. This makes the regression problem
one-to-many, i.e., multiple plausible motion sequences can corre-
spond to the same input, which often causes regression models to
over-smooth predictions. To address this, we model the residual
uncertainty using latent stochastic variables.

We introduce two types of latent variables: a global latent I6 that
captures low-frequency, subject-speci�c expressive traits (e.g., ha-
bitual facial tension or default a�ect), and local chunk-level latents
I1:� that model high-frequency variation within short temporal
segments (e.g., subtle articulation di�erences or emphasis). Our
goal is to maximize the likelihood of the observed motion given
the phoneme embeddings and subject identity, marginalizing over
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Figure 3: Architecture overview of PhonemeNet: In the �rst stage, we obtain a discrete motion prior by training the VQ-VAE on
reconstructing+ �. In the second stage, we train PhonemeNet to align the phoneme embeddings with the discrete motion space.
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Figure 4: Illustration of motion embedding quantization:
each compressed temporal unit (colored) from the Phoneme-
Motion Aligner is upscaled into 16 feature vectors (learned)
and quantized via the VQ-VAE codebook [Xing et al. 2023].

these latent sources of variation:

max
\

?\ „+ � jH � 5ID” = max
\

”
?\ „+ � jH � 5ID� I6� I1:� ”

�?\ „I6 jH � 5ID” � ?\ „I1:� jH1:� � 5ID” dI6dI1:� �
(3)

Intuitively, this equation expresses that we model the output motion
as a distribution by integrating over latent variables that capture
speaker- and context-speci�c variation in articulation. Since I6 and
I1:� are hidden, we need to estimate I6 and I1:� by estimating their
posterior distributions. In the following, we illustrate this process
for I6 exemplary:

?\ „I6 j+ ��H � 5ID” =
?\ „+ � jH � 5ID� I6” � ?\ „I6 jH � 5ID”

?\ „+ � jH � 5ID”
� (4)

However, this is intractable due to the marginal likelihood in the
denominator. Hence, we introduce the approximate posterior @q ,
which is represented through a simple MLP with parameters q :

?\ „I6 j+ ��H � 5ID” � @q „I6 j+ ��H � 5ID” � (5)

In PhonemeNet, 5ID is added to the averaged phoneme embedding
sequence, which is then passed to the MLP. As in traditional VAEs,

we model the prior as a Gaussian N„0� 1”. Thus, the MLP predicts
‘ and f for sampling I6 . To enable �exible modulation ofH , I6 is
forwarded to another MLP producing a global shift B� and scale B2 ,
such that we can a�nely transformH toHmod:

Hmod = H � B2 ‚ B�� (6)

Similarly, ?\ „I2 j+ ��H2 � 5ID”� 82 2 »1��… is approximated using a
transformer encoder. For each chunk 2 , we average the correspond-
ing phoneme embeddings inH , providingH2 . We add 5ID to each
H2 , which is forwarded to the transformer encoder to produce ‘2
and f2 , 82 . Thus, we obtain I2 through sampling and predict local-
ized shifts and scales, again replacing the second MLP by a second
transformer encoder. We then decode b+ �

1:) as in the single-subject
case.

3.6 Training Objective
Since we reuse the pretrained motion prior in Stage 2, PhonemeNet
minimizes the feature regularity loss during end-to-end training.
The loss measures the di�erence between the predicted continuous
motion embeddingb;=C produced by the Phoneme-Motion Aligner
and the quantized ground-truth motion embedding sg„;=C ). Addition-
ally, the motion loss is minimized, which measures the di�erence
between the ground-truth per-vertex displacement + ��=

C and the
predicted displacement b+ ��=

C for each timestep C in sample =:

Lrec =
1
#

#Õ

==1

1
) „=”

) „=”Õ

C=1



+ ��=
C � b+ ��=

C


2
2 ‚ ksg„;=C ” �b;=C



2
2 � (7)

In the single-subject setting, PhonemeNet simply minimizes

Lsingle = Lrec � (8)

In the multi-subject setting, PhonemeNet is additionally trained to
minimize the KL-divergence between @q and the prior distribution
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N„0� 1”:

LKL = KL
�
@q „I j+

��=
C �H � 5ID” k N „0� 1”

�
� (9)

Thus, the overall loss function that is being minimized is

Lmulti = Lrec ‚ WLKL (10)

where W = 0�001.

3.7 Implementation Details
To train the VQ-VAE [Xing et al. 2023] (Stage 1 in Figure 3), we
followed the training setup of Xing et al. [Xing et al. 2023] on
VOCASET [Cudeiro et al. 2019] except for the number of code-
book vectors =embed, as indicated in Table 1, and 3model, which
we adopted to 384 corresponding to the feature dimension of the
Fastspeech 2 encoder.

In the second stage (Stage 2 in Figure 3), we keep the Fast-
Speech 2 [Ren et al. 2022] encoder and the VQ-VAE decoder frozen.
For aligning the phoneme embeddings with the motion space, the
transformer decoder consists of 6 layers, has 4 heads, a feature
dimension of 1024, a feed-forward dimension of 2048, and uses a
drop-out of 0�1. We trained the end-to-end pipeline using teacher-
forcing and the Adam optimizer (learning rates in Table 1 with
linear warm-up and cosine decay, V1�2 = „0�9� 0�999”, n = 10�8, no
weight decay, gradient clipping) with a batch size of 1 to preserve
the behavior of the instance normalization layers in the pre-trained
VQ-VAE decoder.

Table 1: Model con�gurations for training PhonemeNet in
the single- and multi-subject case.

Parameter Single-subject Multi-subject
=embed 128 256
Chunk size - 10
#Epochs Stage 1 / 2 1k / 4k 100 / 200
Learning rate Stage 2 10�5 10�6

3.8 Datasets
Single-Subject. The single-subject model was trained on a custom

dataset of a single subject captured with a multi-view camera sys-
tem and reconstructed using this method [Beeler et al. 2011]. The
dataset consists of 7 sequences, each lasting approximately 4�5s.
It includes various phonetically balanced sentences, with two sen-
tences available in both neutral and happy versions. For consistency
between datasets, we resampled the sequences to 30 FPS.

Multi-Subject. The multi-subject model is trained and evaluated
on COMOCAP [Witzig et al. 2024a], which is a multimodal dataset
of 60 participants. The dataset contains sequences where partici-
pants spoke phonetically balanced sentences, as well as scripted
and unscripted conversations. In COMOCAP, the provided 3D data
is based on the ARKit blendshape model. For each utterance, the
corresponding blend weight sequence is downsampled to 30 FPS.
For each frame C in an utterance, we evaluate the linear blendshape
model of a template character with j+ j = 7� 474 onFC and use the
per vertex di�erence to "0.

We chose to train on vertex representations rather than para-
metric ones to ensure consistency across datasets. When training
directly on ARKit blend weights, we observed that the model tended
to over-smooth the most frequently activated shapes, while less
commonly used ones collapsed to zero. This likely results from the
inherent sparsity of the blendshape space, where many shapes re-
ceive limited supervision, as well as the perceptual non-uniformity
of the ARKit rig, where di�erent blend weight combinations can
produce visually similar expressions.

Preprocessing. We mask the back head of the single-subject scan
and the template head to reduce the output dimension of our model.
We use the Montreal Forced Aligner [McAuli�e et al. 2017] with the
English US ARPA dictionary to align the transcript with the audio
signal and obtain phonemes and their corresponding durations D
for each utterance.

We train our model on a maximum sequence length of 150 frames,
which corresponds to 5 seconds. Longer sequences are split by
including as many words as can �t within this frame limit. For
the single-subject dataset, this results in 11 training and 1 test-
ing/validation sample. For COMOCAP, this results in 8,489 training,
713 testing, and 754 validation samples. The splits for both datasets
are disjoint in terms of content but not participants, i.e., sentences
are not shared across the splits while a participant may appear in
the train, test, and validation sets.

4 Results
Due to the comparably small single-subject dataset, we evaluate the
single-subject model qualitatively as a proof of concept (Section 4.1).
The qualitative and quantitative evaluation of the multi-subject
model is split across Sections 4.2-4.4. For improved clarity, we indi-
cate whether the results consider the single- or multi-subject model
again at the beginning of a section.

4.1 Qualitative Evaluation
Single-Subject. In the single-subject case, the motion prior is in-

herently tied to that subject. In Figure 5, we compare keyframes
generated by our method to the ground truth on the test sequence.
Our model generally produces accurate visemes, indicating that
the phoneme-to-motion mapping and timing are preserved. How-
ever, we observe that the output includes a subtle "happy" facial
expression. Since each frame is composed of 16 discrete codebook

Figure 5: Qualitative comparison of our single-subject
PhonemeNet to the ground truth on the test sequence.
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vectors and emotional content is not explicitly controlled, it is likely
that vectors associated with a smile are frequently selected during
synthesis.

In Figure 6, we visualize the codebook vectors for reconstructing
the above test sequence used by the VQ-VAE (Stage 1) only (red) and
for predicting b+ �

1:) used by PhonemeNet (Stage 2) only (orange).
Their overlapping usage is shown in blue, which is comparably
large. The aforementioned smile may be encoded in on of the orange
embedding vectors.
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Figure 6: t-SNE of codebook vectors in the single-subject
model. Dot size indicates usage frequency; colors show em-
beddings used by prior only (red), PhonemeNet only (orange),
both (blue), or training only (gray). Numbers denote code-
book indices.

4.2 Comparison to Audio-Driven Baselines
Multi-Subject. We chose the two audio-driven baselines Face-

Former [Fan et al. 2022a] and CodeTalker [Xing et al. 2023]. Al-
though more recent works exist, e.g., [Dan¥£ek et al. 2023; NVIDIA
et al. 2025; Taylor et al. 2025; Zhao et al. 2024], the former two
are closest to our architecture. FaceFormer and CodeTalker are
transformer-based, do not include any emotion labels, and are for-
mulated as single-task problems. Furthermore, we do not aim to
outperform the best audio-driven state-of-the-art methods, but in-
stead aim to evaluate the text modality in transformer architectures.

We retrained FaceFormer and CodeTalker on COMOCAP and
evaluated the models on the test set. Both models were trained
until convergence (120 epochs for FaceFormer, 100 epochs for
CodeTalker). For quantitative evaluation, we report the Mean Vertex
Error (MVE), Lip Vertex Error (LVE) [Richard et al. 2021b], upper
Face Dynamics Deviation (FDD) [Xing et al. 2023], Diversity [Ren
et al. 2023], Mean Estimation Error (MEE) [Yang et al. 2024], and
Coverage Error (CE) [Yang et al. 2024]. For a comprehensive expla-
nation of the metrics, we refer to [Haque et al. 2025] and the supple-
mental material. We also present qualitative results on a textured
mesh, which is an important step, as recent benchmarks [Haque
et al. 2025] highlight their value for assessing visual realism. To the
best of our knowledge, this is the �rst work to provide such results.

Table 2: Quantitative comparsion on COMOCAP’s test
set: PhonemeNet’s multi-subject model vs. FaceFormer,
CodeTalker, and ablations (w/o modulation, w/o MLP, w/o
transformer). Diversity (Div.), MEE, and CE are only reported
for PhonemeNet and two ablated versions since they mea-
sure variance in non-deterministic methods.

Method MVE
(#)

LVE
(#)

FDD
(#)

Div.
(")

MEE
(#)

CE
(#)

FaceFormer
[Fan et al. 2022a]

0.204 0.900 0.075 N/A N/A N/A

CodeTalker
[Xing et al. 2023]

0.238 1.212 0.104 N/A N/A N/A

w/o modulation 0.236 1.105 0.075 N/A N/A N/A
w/o MLP 0.267 1.350 0.138 0.125 1.201 0.884
w/o transformer 0.266 1.323 0.143 0.153 1.152 0.789
PhonemeNet
(ours)

0.204 0.970 0.075 0.012 0.968 0.894

*Best values in bold, numbers may be equal due to rounding.

Table 2 reports the evaluation metrics for the audio-driven base-
lines and PhonemeNet. The MVE and FDD of PhonemeNet and
FaceFormer align. FaceFormer leads to the lowest LVE. While
CodeTalker and PhonemeNet both leverage the same pre-trained
VQ-VAE decoder, we observe improved performance with our model
in terms of all metrics. Visually, CodeTalker fails to produce tempo-
rally consistent expressions and accurate lip sync, as illustrated in
Figure 7. We attribute PhonemeNet’s superior performance to a bet-
ter alignment between the input representation and the VQ-VAE’s
motion latent space, which is shared across all subjects. Unlike
raw audio, phoneme embeddings are semantically aligned with
articulatory motion and are not entangled with speaker-dependent
or prosodic variability.

For COMOCAP, CodeTalker struggles to consistently map audio
embeddings into the discrete motion space, even though its frozen
audio feature extractor performs well in FaceFormer and the frozen
decoder modules perform well in PhonemeNet. Our results suggest
that reliable alignment � not just expressiveness of components �
is crucial for e�ective generation in latent prior-based frameworks.
While FaceFormer also visually achieves reasonable lip sync on
COMOCAP, the overall expression is neutral, independent of the
subject ID (see Figure 8). In contrast, PhonemeNet learns to inte-
grate a coherent facial expression into the synthesized animation.
However, this expression is comparably static for the upper face,
which explains why the FDD does not decrease much.

4.3 Ablation
Multi-Subject. We further validate the stochastic latent modula-

tion branches in the multi-subject model by dropping the global
MLP branch (w/o MLP), the local transformer branch (w/o trans-
former), and both branches (w/o modulation) in an ablation study.

The quantitative results across the evaluation metrics are shown
in Table 2. Without stochastic latent modulation, PhonemeNet
becomes deterministic and speaker-independent, thus only MVE,
LVE, and FDD are reported. Here, MVE and LVE increase slightly,
likely due to the absence of speaker-dependent information in the
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Figure 7: Qualitative comparison to the audio-driven baselines FaceFormer [Fan et al. 2022a] and CodeTalker [Xing et al. 2023],
the ablated models (w/o modulation, w/o MLP, w/o transformer), and the ground truth on a test sequence. Our method generates
a coherent subject-speci�c expression while maintaining accurate lip sync. FaceFormer accurately reconstructs lip sync but
lacks matching the facial expression. On COMOCAP, CodeTalker creates dynamic facial movements but fails to maintain lip
sync. When dropping both modulation branches, lip sync is maintained but over-smoothed. When removing the MLP branch,
lip sync is maintained, but expressions are inconsistent. When removing the transformer branch, the lip sync is o�.
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Figure 8: Qualitative comparison with FaceFormer and
CodeTalker on phoneme ’SH’ for two subjects. PhonemeNet
better captures subject-speci�c mouth expressions.

input embedding, which limits the model to reconstructing only
the average viseme.

Removing either modulation branch results in worse motion
accuracy (increased MVE and LVE), but also increases the Diversity.
The MEE degrades, indicating that combined modulation is crucial
for learning viseme-aware representations aligned with phonemes.
While removing one of the modulation branches generally increases
output variance, it compromises the precision and synchronization
of lip motion, underscoring the importance of structured stochastic
conditioning for coherent synthesis.

Visually, dropping the MLP reduces coherence in speaker-speci�c
expression matching (see Figure 7). In contrast, dropping the trans-
former leads to less nuanced articulation. Our ablation study shows
that both global and local modulation are essential: the former
governs the coherent facial expression, while the latter ensures
temporally coherent lip sync.

4.4 Perceptual User Study
Multi-Subject. We conducted a perceptual user study to compare

user preferences for PhonemeNet against the two audio-driven
baselines (FaceFormer and CodeTalker) as well as ground truth
(GT) animations, with a focus on lip sync accuracy and motion
realism.

We followed the study design of EMOTE [Dan¥£ek et al. 2023].
Participants were additionally able to provide written reasoning
for their choices. We selected four samples from COMOCAP’s test
set and compared PhonemeNet’s performance against each base-
line and the ground truth. Each sample exhibits distinct emotional
content. The samples originated from three di�erent subjects (in-
�uencing choice of 5ID). The transcriptions of the selected samples
are available in the supplemental material. Twenty-six participants
rated their preference for either PhonemeNet, the baselines, or the
ground truth on a 5-point Likert scale. We then aggregated their
ratings per condition across the four samples.

Figure 9 shows that our method was preferred over FaceFormer
and CodeTalker in terms of lip sync for 86% and 92% of the samples,
respectively. Participants particularly emphasized its superior lip
sync accuracy and articulation, especially for plosive sounds and
fast-paced speech. This contradicts the LVE results for FaceFormer
and we believe this is due to the fact that the metrics do not fully
align with human perception [Haque et al. 2025]. In particular,

PhonemeNet captures mouth closures more accurately, which has
a strong perceptual impact but only limited in�uence on the metric
due to its sparsity.

In terms of realism, our method is also favored over the audio-
driven baselines, receiving a preference in 58% of the samples com-
pared to FaceFormer and 82% compared to CodeTalker. While par-
ticipants found CodeTalker to produce dynamic facial motion, they
found the missing temporal coherence disturbing. In contrast, Pho-
nemeNet produces more temporally aligned and plausible anima-
tions, though less expressive than ground-truth.

100 80 60 40 20 0 20 40 60 80
Percentage

Ours vs CodeTalker

Ours vs FaceFormer

Ours vs GT

60% 32% 7%

49% 37% 6% 4%

3% 18% 16% 34% 29%

Average preferences for lip sync (A vs B)

strong preference A weak preference A equally preferred weak preference B strong preference B

100 80 60 40 20 0 20 40 60 80
Percentage

Ours vs CodeTalker

Ours vs FaceFormer

Ours vs GT

54% 28% 15% 3%

36% 22% 25% 11% 6%

4% 13% 21% 23% 39%

Average preferences for realism (A vs B)

strong preference A weak preference A equally preferred weak preference B strong preference B

Figure 9: Results from the perceptual user study compar-
ing PhonemeNet (ours) to FaceFormer, CodeTalker, and the
ground truth (GT). All models were trained on COMOCAP.
Our method is preferred over the audio-driven baselines in
terms of lip sync and realism.

4.5 Ethics
Privacy concerns may arise when processing facial motion data.
However, compared to audio-driven methods, we do not rely on
the highly sensitive audio signal, which can easily lead to the iden-
ti�cation of subjects. Operating solely on text and phoneme repre-
sentations enables a more neutral and potentially fairer modeling
process. Our implementation avoids replicating real individuals,
and training data does not include identi�able likenesses. Neverthe-
less, like other animation synthesis models, our approach could be
misused for generating deceptive content such as DeepFakes, high-
lighting the importance of considering safeguards against potential
malicious applications.

4.6 Limitations and Future Work
PhonemeNet relies on a TTS model to predict phoneme durations
during inference. However, since the model already takes advantage
of the FastSpeech 2 encoder [Ren et al. 2022], it is straight-forward
to also reuse the duration predictor.

This work marks an initial step in exploring text as a primary in-
put modality for transformer-based facial animation. PhonemeNet
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achieves accurate lip sync and integrates coherent facial expres-
sions, but its upper-face dynamics remain unconstrained, partic-
ularly in the multi-subject setting. Moreover, while general ex-
pressions can emerge in both single- and multi-subject cases, we
currently lack mechanisms for explicit control over them. As such,
it mostly demonstrates the feasibility of text-driven synthesis and
opens up a promising direction for further research. In future work,
we plan to address these limitations by integrating emotion control
mechanisms that capture temporal evolution [Witzig et al. 2024b]
and enable more �ne-grained expressivity.

5 Conclusion
In this work, we presented the text-driven 3D facial animation
framework PhonemeNet, which produces realistic animations with
accurate lip sync relying on rich phoneme embeddings and a motion
prior. We demonstrated the usage of our pipeline in two scenarios:
(1) trained on a small single-subject dataset and (2) with stochastic
latent modulation to handle articulation variance in multi-subject
data. Through both qualitative and quantitative comparisons with
the ground truth and two audio-driven baselines, we demonstrated
that our method achieves accurate lip sync by leveraging explicit
phonetic structure without requiring any auditory cues or phonetic
information. These results highlight the potential of text-driven
animation pipelines as a �exible, scalable, and privacy-preserving
alternative to traditional audio-driven approaches.
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