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A BSTRACT

Deep neural networks (DNNs) are a powerful tool in pattern recognition and Machine
Learning (ML) – solving a wide variety of problems in domains such as image classi-
�cation, object detection, and speech processing. With the surge in the availability of
cheap computation and memory resources, DNNs have grown both in architectural
and computational complexity. Porting DNNs to resource-constrained devices – such
as commercial home appliances – allows for cost-ef�cient deployment, widespread
availability, and the preservation of sensitive personal data.

In this work, we discuss and address the challenges of enabling ML on micro-
controller units (MCUs), where we focus on the popular ARM Cortex-M architecture.
We deploy two well-known DNNs, which are used for image classi�cation, on three
different MCUs and subsequently benchmark their temporal runtime characteristics
and energy consumption. This work proposes a toolchain, including a benchmarking
suite based on TensorFlow Lite Micro (TFLu).

The detailed effects and trade-offs that quantization, compiler options, and MCUs
architecture can have on key performance metrics such as inference latency and en-
ergy consumption have not been investigated previously.

We �nd that such empirical investigations are indispensable, as the impact of spe-
cialized instructions and dedicated hardware units can be subtle. The actual empirical
investigation by deployment is a cost-effective method for verifying and benchmark-
ing, as theoretical assumptions regarding the latency and energy consumption are
dif�cult to formulate due to the interdependence of DNN architecture, software, and
the target hardware.

Using �xed point quantization for weights and activations, we achieve a 73 %re-
duction of the network memory footprint. Furthermore, we �nd that through the com-
bination of quantization and the usage of hardware optimized acceleration libraries, a
maximal 34� speedup of the inference latency is achieved – which consequently also
leads to a decrease in energy consumption in the same order.

We learn that the deployment of DNN on commercial off-the-shelf (COTS) MCUs
is promising, but can be greatly accelerated by a combination of optimization tech-
niques. This work concludes with an in-depth discussion on how to improve DNNs
deployment on resource-constrained devices beyond the study.
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1

INTRODUCTION

“Next comes ubiquitous computing, or the age of calm technology, when technol-
ogy recedes into the background of our lives.” —Mark Weiser [1]

Emerging technologies have had a signi�cant impact on the development of hu-
manity in the past – television, computers, the Internet, and most recently, the smart-
phone, have pervaded our everyday life – and life without has become unthinkable.
Now, the next emerging technology is on the rise: Arti�cial Intelligence (AI). This
raises the fundamental question about the usage and what AI systems themselves
should do.

In 1991, Weiser and Brown predicted the age of ubiquitous computing and calm
technology [1, 2]. Now, 40 years later, in the days of iPhones, brain-computer inter-
faces and drone delivery, we can start to wonder whether we have �nally reached the
state of ubiquitous computing or the age of calm technology? This question cannot
be empirically investigated, but AI and the prevalence of the Internet of Things (IoT)
could bring us closer towards this vision.

The IoT has dramatically increased the quantity of technological devices, but also
their prevalence in everyday life has introduced various applications in a diverse
range of settings. However, despite their success, have those devices receded into the
background yet and are calm? Autonomous IoT devices address this by the incorpora-
tion of AI on the devices themselves. Bringing reasoning, the ability to learn, inferring
context and anticipation to the IoT can �nally lessen the burden on their operator The
incorporation of AI on the devices also solves the fundamental privacy concern which
has been a barrier to the widespread adoption of ubiquitous computing into every
household [3]. This allows us to partially addresses the question about the usage of
AI systems: they should bring human �ourishing by enabling smart devices that can
recede into the background.

Those observations highlight that the widespread availability of on-device AI is a
step towards the vision of ubiquitous computing and calm technology.

1.1 MOTIVATION

The �eld of the Internet of Things (IoT) is the expansion of the Internet and embedded
technologies to everyday devices. Already at this point in time, the number of IoT
devices is estimated to be in the order of 14 billion devices [4], and it is estimated
to become 43 billion by 2023 [4]. In 2035 an accumulated 1 trillion devices are pre-
dicted [5]. Reasons for their emergence are their increased reliability, the numerous
application �elds, but also their decrease in cost (Figure 1.1). Due to the growth of the
capabilities and applications of IoT devices, the various market segments will expand
further [5, 6].

1
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Figure 1.1: The MCU is the dominant processing unit in IoT devices. In recent years,
their market share, and total number of units have grown continuously, while their
average selling price (ASP) has decreased. This trend is forecasted to be continued.
(Figure taken from [7])

A key feature of IoT devices is the abundance of sensors with which they sense the
world – such as audio, video, temperature, humidity, GPS location, or acceleration.
However, due to the scarcity of resources on embedded devices, the ability to �lter
and analyze this data and detect events is limited. Embedded devices still come with
strict resource-constraints, often only a few hundred kilobytes of RAM and a Flash
storage in the same order. Additionally, the clock speed is just tens of Megahertz –
multiple magnitudes lower than modern computing devices.

According to a recent survey [8], currently the majority of all available sensor data
is not used for vital decision-processes. The current capabilities of IoT devices are not
suf�ciently integrated into operational processes and the devices are limited in their
capabilities to make senseof the available data.

The �eld of Machine Learning (ML) can address this problem. ML is an appli-
cation of AI where algorithms automatically learn from data. Novel ideas within
the �eld of neural networks (NNs), a �eld of ML, have achieved best-in-class results
in processing raw sensor data from videos, microphones, and more. Finding and
detecting patterns in messy data is one of the strengths of NNs. In the last few
years, NNs have become one the best performing algorithms on a wide variety of
applications. Speech processing [9] and image classi�cation [10, 11] are just some
examples of numerous achievements in the domain of ML. Though, this leap in clas-
si�cation accuracy and extension of application domains has been achieved at the
cost of an increased demand for computation resources: compute and memory [12].
Consequently, most of the processing of those novel ML algorithms, especially NNs,
are done on centralized computing platforms and server farms – the cloud. In order to
spread these computational costs over multiple devices, there is a strong interest and
application for NNs on IoT devices – bringing better results and more applications to
the IoT.

Although, this demand in computing and memory resources con�icts with the
limited capabilities of IoT devices. As a result, the execution of NNs has been pre-
dominately limited to cloud computing, thereby forwarding the sensor data towards
centralized servers, the cloud, and using ML algorithms that process the data and
subsequently return the result. Known examples of this are popular voice assistants,
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like Siri, Alexa, or Google Assistant. After detecting a keyword, the speech gets
transmitted to the cloud, and the processing is done centrally. This comes with many
drawbacks: Communication is in general costly in terms of energy and latency [13].
Additionally, the sensor data leaves the devices and gets sent to a different identity,
despite that this data could be private and might include sensitive information. The
safety of this data cannot be guaranteed, as a recent event shows in which a user
received 1; 700Alexa voice recordings from a stranger [14]. Lastly, using technologies
that rely on an Internet connection limits the application �elds of the IoT drastically
– data rates of IoT devices are usually limited and a steady and reliable connection
cannot always be guaranteed.

To address these issues, one can move the data processing closer to the source –to
the edge. This is the research �eld of Machine Learning on the Edge, which explores the
deployment of novel ML algorithms on edge devices – like IoT devices [15]. Bringing
those algorithms to the IoT would �rstly improve the capabilities of many applica-
tions, but also enable entirely new application �elds due to near-human performance
of NNs [16, 17]. Comparing this to the centralized approach, ML on the edge can bring
the following improvements [18]:

• Automated, highly-accurate data classi�cation opens up entirely new applica-
tion domains in the �eld of IoT.

• Reduced latency for the classi�cation and processing of data permits real-time
reactions.

• Reduced communication bandwidth increases energy ef�ciency and increases
the autonomy of devices.

• Local analysis preserves the privacy of personal data by design.

From enabling convenient interactions up to monitoring events – making sense of data
and enabling smarter devices would be an innovation for the IoT and its capabilities.
The application domains for ML on the edge are wide-ranging. The most prominent
new applications are in the domains where traditional ML already had tremendous
success. This includes image classi�cation, object detection, speech processing, and
many more.

For example, the �eld of predictive health could pro�t massively. Already during
the COVID-19 pandemic, we have seen that personal IoT devices can detect early
indicators of COVID-19 [19]. However, those data sources were not merged, and the
interpretation was still left to the users themselves. ML on the edge would allow
the aggregation of multiple data sources and give early warnings about symptoms
– all of this without invading the privacy, which is a requirement for health related
applications.

But also applications within the �eld of autonomous navigations could bene�t
greatly. For drones and robots, a reliable connection cannot always be guaranteed,
and energy ef�ciency is necessary to sustain a long runtime. Especially explorations
in unknown terrain, for example, on the surface of Mars or deep-underwater, asks for
genuine autonomy while being energy-ef�cient.
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However, bringing ML on the edge is a challenging undertaking. As discussed,
in recent years, NNs have increased in their computational complexity, which contra-
dicts a key property of IoT devices; they are small resource-constrained embedded de-
vices. Consequently, novel innovations within the �eld of ML, and embedded devices
which permit running powerful algorithms ef�ciently to enable such deployment.

ML on the edge is enabling smart appliances, which operate independent and
understandtheir physical and digital environment.

1.2 SCOPE OF THIS WORK

Merging ML and embedded devices brings many challenges – two previously distinct
�elds with different requirements. While ML is an extensive computational task,
embedded devices have limited computing capabilities. Recent research efforts have
been primarily focusing on separate individual contributions within this �eld.

During the work on this thesis, we want to gather �rst-hand experience with bring-
ing NNs to MCUs; by evaluating the possibility of on-device inference on resource-
constrained devices and determining the limiting deployment factors. Our work should
support a wide variety of NNs and support a diverse range of hardware to evaluate
the effect of different hardware architectures and their computing capabilities. While
doing so, we want to explore techniques to optimize the memory and compute de-
mands of NNs and evaluate their effect on the accuracy of the NN.

All of the presented goals should be achieved using a streamlined process which
enables either ML engineers or embedded hardware engineers to deploy existing
NNs while investigating different optimizations in regards to their effect on the la-
tency, energy ef�ciency, and classi�cation accuracy – exploring the cross-layer 1 design.
Thereafter, using the gained insights into energy consumption, we want to compare
ML on the edge to the traditional approach where data gets processed in the cloud.
This should allow us to provide guiding principles for how and when to bring ML to
the edge. Nonetheless, the following challenges will shape this work:

• Deployability: The �rst challenge is to enable deployment. Embedded devices
come with strict limitations in their available storage (Flash), often only a few
hundreds of Kilobyte, or within the single-digit Megabyte realm. Consequently,
this renders current existing fully-featured inference software libraries unusable.
An inference software library for resource-constraint devices needs to be mini-
mal, and additional, to be deployed, the NN is limited to the remaining available
storage. Therefore, techniques to reduce the memory footprint of the NN need
to be explored.

• Heterogeneity of NN architectures: NNs are available in various different ar-
chitectures – each one of them applicable in a different domain. To enable a
variation of applications, a diverse set of NN architectures needs to be sup-
ported. Especially in recent years, various new NNs architectures have been
proposed [11, 20, 21] and introduced new type of layers.

1Cross-layer refers to all the individual steps in bringing ML to the edge. From the selection of the
hardware to the complete software stack.
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• Diversity of targeted hardware: Embedded devices exist with various capabili-
ties and diverse architectures. One of the challenges is to support a variety and
not limit the work to a single available MCU. Supporting a broad spectrum of
hardware also allows one to compare NNs with different computing capabil-
ities and highlight the most ef�cient hardware. Furthermore, being hardware-
independent allows one to port the conducted work to newly released hardware
more ef�ciently.

• High-resolution latency and energy measurement: For the evaluation of NNs
precise metrics have to be recorded, which let us evaluate the feasibility of NNs
on resource-constrained devices. The inference latency and the respective de-
viations are a vital metric for potential real-time applications. Insights into the
energy consumption are essential, as for some application �elds, the energy is
the most scarce resource and hence needs to be preserved at all costs. All of
the measurements have to be conducted while keeping the created overhead
minimal, as each additional feature of a �rmware increases the load on the em-
bedded device. Additionally, monitoring NNs with layer granularity increases
the required resolution, as the latency and energy consumption differs vastly
between layers.

• Ease of the toolchain: An accessible toolchain would allow either ML engineers
or embedded hardware engineers to deploy NNs and enjoy recent advance-
ments in both domains. Optimizations need to be accessible and integrated
into the process. Furthermore, engineers need to explore the effect of different
optimizations and pick the trade-off that best �ts their requirements. However,
this is a challenge, as existing software is relatively recent and still fragmented.
Current implementations are segregated, and the interactions need to be imple-
mented manually. Additionally, experts in both �elds have different require-
ments and knowledge, and therefore, domain-speci�c optimizations need to be
abstracted and accessible.

The over-arching goal is to investigate current state-of-the-art capabilities of NNs
deployments on already available COTS devices through a toolchain that can later-
on be used by other researchers.
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1.3 CONTRIBUTIONS

This thesis presents the evaluation and deployment of ML on COTS edge devices.
Speci�cally, we make the following main contributions:

1. We show that DNNs can be deployed on resource-constrained devices using
existing open-source implementations, primarily focusing on TensorFlow (TF).
We demonstrate this by deploying and optimizing two well-known networks,
LeNet5 and ResNet-20, on three MCUs using the ARM Cortex-M4 and M7 ar-
chitecture.

2. We develop a toolchain including a benchmarking �rmware based on Tensor-
Flow Lite (TFL) and TensorFlow Lite Micro (TFLu) that offers researchers and
engineers a lightweight and portable method to quantify, optimize and ana-
lyze NNs at layer granularity by deploying them on a range of ARM Cortex-M
MCUs.

3. We implement the benchmarking �rmware for the deployment on ARM Cortex-
M processors using Mbed, embedded in the previously mentioned toolchain.
The �rmware can also be used as a template for deploying NNs in research and
production scenarios.

4. We show that empirical investigations are indispensable and cost-effective, as
estimating the energy ef�ciency and inference latency is complex. The combina-
tion of multiple optimizations results in non-uniformly acceleration across the
NN, whose interplay is highly complex and hardly feasible to measure without
empirical validation.

5. We discuss the trade-offs of ML on the edge compared to the traditional server-
side approach. We highlight both approaches' energy costs and give guidelines
when a deployment on the edge is advantageous or required. Additionally, we
emphasize trends in ML on the edge and put them into context to our work.

6. We realize a 73 % reduction of the network memory footprint by using �xed
point quantization for weights and activations. Through the combination of
quantization and the usage of hardware optimized acceleration libraries, a max-
imal 34� speedup of the inference latency is achieved. This leads to an increase
in energy ef�ciency in the same order. Altogether, we achieve a classi�cation for
only 1:6 mJ for the LeNet5 trained on MNIST, and 98 mJ using the ResNet-20
trained on CIFAR-10.

Our work is open-sourced and freely available [22]. It includes the software for
preparing, deploying, and analyzing. The measurement results are available in [23].
Additionally, the hardware and software for analyzing the energy measurement, the
RocketLogger, is available in [24].

1.4 OUTLINE

The following Chapter 2 Background & Related Work outlines the theoretical back-
ground for enabling ML on embedded devices and explores optimization techniques
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with a focus on computational complexity. Additionally, the chapter presents related
work that in�uenced this thesis's design and places its contributions in context to
other work in this �eld.

The design will be covered in Chapter 3 Design Requirements & Architecture and
treats the requirements for developing a toolchain covering all the consecutive steps
for achieving inference on an embedded system.

Following the design, the actual implementation will be discussed in Chapter 4
Implementation. The software and libraries for the individual deployment stages on
MCUs will be covered. Moreover, the choice of the NNs architectures, datasets, and
the MCU architecture will be discussed.

The measurement results of the empirical investigation will be presented in Chap-
ter 5 Evaluation. The results for different optimization techniques, NN architectures,
and MCUs will be discussed in detail.

Chapter 6 Discussion gives an overview of the learned lessons, but also puts the
investigation into the context of the whole �eld of ML, thereby emphasizing upcoming
hardware and software trends and comparing ML on the edge to processing in the
cloud.

Finally, Chapter 7 Conclusion will summarize the conducted work and summarize
the key insights, discuss its limitations and ML on the edge in general, and highlight
future work that could extend and improve this work further.



2

BACKGROUND & RELATED WORK

This chapter will brie�y introduce the two distinct domains of Embedded Devices
and Machine Learning, and discuss their intersection. We will introduce NNs current
trends and discuss key metrics and their implications for resource ef�ciency. This is
followed by a brief introduction to the �eld of embedded systems – especially the �eld
of the IoT – with respect to our de�nition of resource-constrained devices. Thereafter,
we introduce ML on the edge, which is the intersection of those two domains. We ex-
plore its usage and brie�y present multiple optimization techniques for the resource-
ef�cient deployment of NNs. The last section gives insight into previous contribu-
tions, current research interests, and methods used during this implementation.

2.1 MACHINE LEARNING WITH N EURAL N ETWORKS

Machine Learning (ML) is an application of AI where computers automatically learn
from data. A statistical model based on known data – which is called training data–
is created. These algorithms can then make predictions on learned statistical observa-
tions, such as patterns and regularities (Figure 2.1).

ML has advanced into everyday life and is used in a variety of applications. One of
the most prominent devices in the ML toolkit is the arti�cial neural network (ANN) 1.

1During the remainder of this thesis NN and ANN will be used interchangeably.

Figure 2.1: A classi�er is an example of a use case for an ML algorithm. In this
simpli�ed example, an input image is presented to the ML platform which then
outputs the classi�cation probabilities for a prede�ned set of classes. (Figure adapted
from [13])

8



2.1. MACHINE LEARNING WITH N EURAL N ETWORKS 9

Figure 2.2: A mathematical model of a neuron which is used as the main component
of an ANN. The connections are incoming from the previous neuron output (via
the axon) x i and weighted with wi . The output y of the neuron gets computed by
accumulating the weighted connections wi x i , addition of the bias b, and lastly fed into
the activation function f (�). (Figure taken from [13])

The following section will present DNNs, �rst by outlining their computational
elements and design and then by highlighting their usage with a focus towards the
network architecture used in this study.

2.1.1 Deep Neural Networks

NNs are inspired by the currently best low-energy general-purpose computing device
which is known – the (human) brain. Mimicking the fundamental computational
elements on which the brain is structured, a NN is a collection of connected nodes,
called neurons. These neurons are interconnected in a complex topology. Inside each
neuron, a weighted sum of its inputs is taken, translated with a bias term, and then
transformed with an activation function before being sent to the next neuron (Figure
2.2).

Deep neural network (DNN), sometimes referred to only as “Deep Learning al-
gorithms”, refer to NNs with more than 3 layers – so that at least one layer is hidden
(Figure 2.3). Standard application �elds of DNN are in the computer vision domain,
for example, image classi�cation and object detection. Popular breakthroughs include
speech processing [9] or image classi�cation [10] – both of them have been enabled
through the usage of DNNs.

One typical DNN architecture is the deep convolution network (DCN). The intro-
duction of convolutional kernels enabled the detection of high-level features (Figure
2.4). The details of convolutional layers are outlined in one of the following subsec-
tions.
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Figure 2.3: A DNN with a hidden layer. Whereas the �rst input layer is fully connected,
the hidden layer is only sparsely connected. (Figure taken from [13])

Figure 2.4: A visualization of a 2-D convolution in multiple dimensions. (Figure taken
from [13])

However, DCNs pay for this functionality with an increased computational com-
plexity 2 (Figure 2.5) [12] .

To conclude, the introduction of DNNs, especially DCNs, has enabled a new era of
ML – achieving the best classi�cation accuracy 3 results in a variety of tasks. However,
this improvement in accuracy has also been due to the increase in computational
complexity 4 which plays an important role for the resource-constrained deployment.

We will brie�y describe some typical layers utilized in this project. Their applica-
tion and computational complexity will be highlighted. Whilst layers are a fundamen-
tal part of the NNs, archetypal layer designs have different applications and varying
computation and memory requirements.

2The computational complexity of an algorithm describes the amount of resources – especially time
and memory requirements – to execute it. In this work, we primarily focus on the computation latency
and memory footprint for resource-constrained embedded systems.

3For the remainder of the thesis accuracyalways refers to classi�cation accuracy.
4Also the introduction of more ef�cient algorithms has been a large driver [25].
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Figure 2.5: State-of-the-art NN at that time and the total amount of computations
which was used for their training in Peta�op/s per day (A peta�op/s per day is a
total of 1020 operations or 1015 operations per second.). Themodern erastarts with the
introduction of one of the �rst DNNs trained with a graphics processing unit (GPU):
AlexNet. A doubling time of 3.4-months has been observed. (Figure taken from [12])

2.1.2 Dense Layers

Dense layers, often also described asfully connected layers, are an essential building
block of NNs. Each neuron is connected to all neurons in the previous layer (Figure
2.3). The activation of a neuron can therefore be described by the following function:

yi = f (
X

j

wij x j + bi ) ; (2.1)

where y is the neuron output at the axon, i is the index of the neuron on the current
layer, f is the activation function, j is the neuron index on the previous layer, w is the
weight associated to the axon connection from neuron j to neuron i , x is the value of
axon j , and b is the bias term.

The output of a neuron yi is computed by the weighted sum
P

j wij x j of all outputs
from the prior layer and then transformed by the activation function f (�). (Activation
functions will be covered in Section 2.1.4.) Therefore, dense layers possess two train-
able parameters, the weights wij and the biasesbi . Hence, in a network with a dense
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layer between a layer with N in nodes and a layer with Nout nodes, the number of
parameters ParasF C can be calculated by the following formula:

ParasF C = Nout (N in + 1) ; (2.2)

Nout indicates the number of neurons in the layer and N in the number of incoming
connections per neuron.

The total number of required arithmetic operations can be expressed in �oating
point operations (FLOPs):

FLOPsF C = Nout N in + Nout (N in � 1) + Nout = 2 Nout N in = 2 (ParasF C � N in ) : (2.3)

One requires Nout additions for the bias term, along with the Nout �N in multiplications,
and lastly Nout � (N in � 1) additions for the accumulation results within a neuron.

The usage of multiply accumulate (MACC) operations 5 allows one to already accu-
mulate the multiplications for each individual neuron – therefore it results in Nout (N in �
1) less computations:

MACC F C = Nout (N in + 1) = Paras F C : (2.4)

As presented in the equations, the ratio of the total amount of computation MACC F C

to the parameters, and therefore the memory footprint is 1 : 1. This characteristic
is one of the drawbacks of dense layers – having that many parameters result in a
more challenging training process, as all weights in the layer have to be trained and
continuously updated during the training process [13, 26]. One idea to overcome the
drawbacks of dense layers was the introduction of convolutional layers.

2.1.3 Convolutional Layers

Convolutional layers are a regularized version of dense layers – sharing weights and
only local connectivity. This topology is inspired by biological processes, as it resem-
bles the visual cortex of animals – known as the receptive �eld. The receptive �eld
can detect patterns, e.g., edges or other distinct features – independently from their
absolute location.

If f is a placeholder for the image we are trying to �nd features in, then g is the
kernel we use to scan the image and perform the analysis:

(f � g)( t) =
Z 1

�1
f (� )g(t � � )d� , f (t) � g(t) : (2.5)

Convolution is often visualized as sliding the kernel across the input image and pro-
ducing a �ltered output. This output is known as the �lter response (Figure 2.6). In a
discrete notation, a convolution can be computed by the following:

(f � g)[n] =
1X

m= �1

f [m]g[n � m] : (2.6)

5A MACC computes the product of two numbers and accumulates the result: a  a + ( b � c).
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Figure 2.6: A 2-D convolution used in image processing. (Figure taken from [13])

Consider the functional form of the discrete notation. It is seen that, similar to a dense
layer, there is a weighted sum of inputs. The resulting number of parameters, or
weights of a convolutional layer ParasCL can be computed by

ParasCL = Cin � (K x + K y + 1) � Cout ; (2.7)

where K d with d 2 D represents the size of the kernel in the respective dimensions –
often a 2-D or 3-D kernel and usually symmetric. Cin is the number of input channels,
and Cout the number of output channels.

For the following equations, we assume that the convolution is implemented as a
sliding window 6. Compared to the number of parameters, the computational com-
plexity in FLOPs or MACCs is strongly dependent on the size of the input [28, 29]:

FLOPsCL �
�

I x � K x + 2Px

Sx
+ 1

�

| {z }
output size x

�
I y � K y + 2Py

Sy
+ 1

�

| {z }
output size y

Cin (2 K xK y + 1)
| {z }

FLOPs
per output element

Cout ;

(2.8)
where I d is the length of the input, Pd the padding length, and Sd the stride in their
respective dimension d. In MACC operations, the convolution can be accelerated as
the multiplication and accumulation for applying the �lter can be done in a single
operation [28, 29]:

MACCsCL �
�

I x � K x + 2Px

Sx
+ 1

�

| {z }
output size x

�
I y � K y + 2Py

Sy
+ 1

�

| {z }
output size y

Cin (K xK y + 1)
| {z }

MACCs
per output element

Cout :

(2.9)
Assuming no padding and a typical stride of 1, the formula can be simpli�ed to:

MACC CL = ( I x � K x + 1) ( I y � K y + 1) Cin (K xK y + 1) Cout : (2.10)

When comparing the total number of parameters between convolutional and dense
layers, it is observed that convolutional layers decrease the number of parameters
required due to the introduction of weight sharing. This is one reason why convolu-

6One can also implement the convolution by using a fast Fourier transform (FFT) due to the
convolution theorem: Ff f � gg = Ff f g � Ff gg where F denotes the Fourier transform operator. This
is the objective of ongoing research [27].



2.1. MACHINE LEARNING WITH N EURAL N ETWORKS 14

Figure 2.7: Forms of nonlinear activation functions. Categorized in traditional and
modern. (Figure taken from [13])

tional layers are popular; their decrease in weights allows for easier and faster train-
ing. Nonetheless, as presented, the computational complexity scales with an increased
size of the kernel, and additionally, the convolutional layer consists of multiple �lters
that each increase the computational complexity linearly.

2.1.4 Nonlinearities

Activation functions are a key component of NNs. They usually implement a nonlin-
earity into the NN and are often implemented after the neurons of each convolutional
or dense layer. Figure 2.7 displays common non-linearities used in modern NNs.
Typical activation functions are sigmoid or hyperbolic tangent, due to the availability
of a well-de�ned inverse, which is desired for training [13]. Whereas a recti�ed linear
unit (ReLU) became a prevalent activation function due to its simplicity, it leads to
faster training while achieving comparable accuracy results. A ReLU can be simply
described by the following formula:

f (x) = max(0 ; x) : (2.11)

The amount of parameters of activation functions can be usually estimated as zero, if
there is no need for storing constants.

ParasAF =

(
1; if a constant is required, e.g. Exponential LU :

0; otherwise:
(2.12)
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Figure 2.8: An application of two forms of pooling: max poolingand average pooling.
(Figure taken from [13])

The computational complexity depends on the type of the activation function. The
traditional activation functions usually implement complex trigonometric functions,
e.g., sigmoidand tan hyperbolic. These functions are often not hardware supported
on resource-constrained devices – instead, the operation gets computed by dedicated
math functions implemented by software libraries [30]. This can easily result in costs
of hundreds of operations and, consequently, CPU cycles. While for modern activa-
tion functions, like ReLU, the amount of computation is minimal due to the simplicity.

2.1.5 Pooling

The reduction of the dimensionality, especially for image classi�cation, is a critical
component of modern DNNs. A continuous reduction of the spatial resolution is
desirable, as for the �nal classi�cation, only a single label is necessary. This process is
described aspoolingor down sampling. As the name implies, a set of values are pooled
into a smaller �eld of values. Popular forms of pooling are max poolingand average
pooling (Figure 2.8). The pooling process usually takes place after the nonlinearity.
Pooling is, as convolution, a window-based operation with a kernel size k, a stride
s, and a padding p. Compared to a convolution, the application of the kernel only
produces a single output.

Again, the number of parameters can be approximated to be zero, i.e.:

ParasPL � 0 : (2.13)

Whereas the pooling methods are similar, the computational complexity and type
of operations differ signi�cantly between pooling forms. While average pooling is
only an accumulation and division, max-pooling can result in numerous comparisons 7

depending on the kernel size.

2.2 TRAINING AND INFERENCE

Training a neural network, also referred to as learning, describes the process of deter-
mining the value of the weights and biases in the network. Usually, the optimization
algorithm gradient descentis used. An ef�cient implementation of gradient descend is

7Comparisons are costly for microarchitectures as they can result in numerous branches where
intermediate results have to be saved.
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the process ofback propagation. The values get passed backward through the network,
and adjust the weights based on the previously calculated loss.

Once a network is trained, the output can be easily computed by running the
computation, determined by the weights and network architecture. This process is
referred to as inference– sometimes alsoforward pass. A trained network can be dis-
tributed and then deployed for applications. At this point, the network is static: all
computations and intermediate steps are de�ned. Only an input is necessary to carry
out an inference.

Training is computational more complex as inference. There are two primary
reasons: First, the training of the weights and biases is an iterative process – usually,
thousands of backward passes are required for a single input to obtain the desired
result. Secondly, for the training process, at least for supervised learning, the labeled
training data needs to be on-site. The training requires thousands of labeled examples
to suf�ciently train a NN. Therefore, combining those two points, training is a signi�-
cantly more complex process regarding memory and computational resources, as one
requires thousands of backward passes for a single input of the enormous training
set [13].

2.2.1 Performance of Inference

The performance of inference gets described in terms of throughputor latency. Through-
put describes the amount of processed input data in a given period. In comparison,
latency describes the time between the arrival of the input and the generation of the
result. Both metrics play a signi�cant role in the application of NNs in real-world
scenarios. For video processing, the throughput has to be equal to the frames per
second – otherwise, no real-time processing is possible. A minimal latency is desired
for safety-critical applications and quick reactions.

Throughput and latency are distinct metrics but are often derivable from one an-
other. As an example, using batch processing can increase the throughput, as more
images at the same time get processed8. However, this comes at the cost of increased
latency, as the forward pass takes additional time.

Both throughput and latency are determined by the inferences per second. While
the latency can be directly inferred, for the throughput, one has to take the amount of
input data into consideration:

inferences
second

=
operations

second
�

1
operations
inference

=
1

latency
: (2.14)

The operations per secondare speci�ed by the hardware and the respective NN oper-
ations, while the operations per inferenceare determined in majority by the NN archi-
tecture. Hence, to theoretically decrease the latency or increase the throughput of a
NN on a speci�ed target, one can accelerate the operations per second, for example, by
increasing the clock speed; or one can decrease the number ofoperations per inference
by optimizing the architecture of the NN model or the underlying computation [13].

8Batching describes the process of batching multiple input data together, which then gets classi�ed
during a single forward pass.
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Nonetheless, those metrics do not takeenergy ef�ciencyinto consideration – which
is a key metric and consideration for our deployment on embedded devices. The
power consumption of a system is the determining factor for the energy ef�ciency:

inferences
second

� max
�

Joule
second

�
�

inferences
Joule

: (2.15)

Consequently, increasing the inferences per secondfor a �xed power consumption can
lead to an increase in the energy ef�ciency by increasing the inferences per joule. Infer-
ences per joulecan be partitioned in:

inferences
Joule

=
operations

Joule
�

1
operations
inference

: (2.16)

The number of operations per jouleis given by the respective hardware and NN model,
whereas, the number of operations is determined by only the NN model [13].

2.3 EMBEDDED DEVICES & I OT

An embedded system describes a computer, consisting of a processor, memory, and
input/output periphery, which has a dedicated function within a larger system – it
is embedded. The Internet of Things (IoT) describes the expansion of the Internet and
embedded technologies to everyday devices. IoT devices are, by de�nition, heteroge-
neous and cover multiple applications and �elds, such as environment sensing, home
assistants, assets tracking, security, and more. A key aspect of an IoT device is its
ability to interact with the physical world while being connected to a network.

However, one of the challenges for the IoT is to maintain high-quality monitoring
while possessing the constrained hardware resources of embedded devices. Embed-
ded devices are limited by computing power (processing and memory constraints),
energy usage, data transfer speed, and the temporally and spatially restricted connec-
tivity. This section will cover some technical details of embedded systems regarding
the deployment of NNs. We will primarily focus on MCUs.

2.3.1 Microcontroller Units

An microcontroller unit (MCU) describes a compact integrated circuit, usually for a
speci�c operation within an embedded system. The components include a processor
(CPU), memory, and an input/output system. MCUs are a common component of
embedded systems in IoT devices due to their high energy ef�ciency, low cost, and
wide availability. Notably, recent improvements to MCUs that have increased their
uptake include hardware �oating point support (FPU), single instruction multiple
data (SIMD) support, and improved energy ef�ciency [31].

Alongside the general-purpose processor (CPU), MCUs can also contain the more
energy-ef�cient, use-case speci�c, digital signal processor (DSP).

A digital signal processor (DSP) describes a specialized microprocessor chip that
handles digital signals. digital signal processors (DSPs) are used within low-cost
applications and are ideal for ef�cient processing requirements. Compared to CPUs,
the instruction set of a DSP is speci�c. SIMD instructions are supported across DSPs,
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Figure 2.9: The locationof different devices from central to the edge. A well known
example for centralized computing is cloud computing – where usually most ML is
done. Unlike the rim, the edge, which consists of sensor devices – which are part of
the IoT. ML is promising there due to the abundance of available sensor data and the
proximity to the user.

which allows for the parallel execution of an operation, e.g., instead of computing a
single 32-bit precision, one can, e.g., execute4 additions in 8 bit precision. DSPs can be
part of an MCU architecture. For instance, the ARM Cortex-M4 and M7 architectures
include a DSP [32].

2.4 MACHINE LEARNING ON THE EDGE

The previous sections have presented two distinct �elds within the domain of com-
puter science and engineering: machine learning and embedded devices. We have
discussed an exponential increase in the computations required to train the leading
edge NN over time. This contrasts with the trends of embedded system compute-
times and the trend of IoT – they are resource-constrained.

Given the increasing compute time for training NNs coupled with the need for
ML techniques to be available for the limited resources of embedded systems, there
is a strong incentive to refactor the problem speci�cally for use in embedded devices.
This strategy is known as ML on the edge. Where edgerefers to the position within
the network – edge devices are decentralized devices with limited capabilities. This
contrasts with ML, which until recently is not implemented on the edge. Usually, ML
is realized in the centerof the network, i.e., on centralized server farms (Figure 2.9).
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Consequently, ML on the edge brings the current best performing algorithm within
many domains, like image classi�cation, object recognition, speech processing, and
more, to various devices – it makes the edge smarter. Processing on the edge brings
three major improvements:

• Reduced Latency Computations are performed on the edge, and no communi-
cation is necessary.

• Conserved Bandwidth Using local ML can either completely replace ML in-
stances in the cloud, or partially. Therefore, the communication gets reduced,
which can drastically improve the energy ef�ciency.

• Improved Privacy Often ML algorithms classify sensible data, like voice, im-
ages, or other sensor data. Privacy cannot be preserved when this data gets sent
to a centralized server owned by a different identity. On-device inference would
allow private data never to leave the device.

Some of the listed improvements can sometimes be indispensable. Table 2.1 presents
a more detailed list of the differences and trade-offs between these two approaches.

When taking ML on the edge to the ultra-low power regime, it is referred to as
tinyML – typically in the single milliwatt power range. This thesis focuses on this
low-power regime. 9 Therefore, to enable and accelerate the deployment of NNs a
multi-staged approach is required.

2.5 COMPRESSION AND OPTIMIZATION

The following sections will focus on optimization to address the challenges of deploy-
ing NN on low-power embedded devices.

2.5.1 Quantization

According to investigations within the �eld of neuroscience, it is estimated that each
synapse within a brain has a storing capacity of 26 distinguishable synaptic strengths
– this corresponds to an information value of 4:7 bit [33]. Nonetheless, current NNs
usually rely on single precision or double precision �oating point values 10, as this is
the word length of modern computing architectures. These number representations
were never explicitly designed for NNs, which therefore leads to the question – can
we decrease the information value or design a number representation optimized for
NNs? Decreasing the information value could bring multiple bene�ts:

1. The memory footprint is decreased as weights, biases, and activations use less
memory.

2. Computations with smaller and �xed point numbers can be implemented more
cost-ef�ciently and easily parallelized using SIMD. Therefore, the energy con-
sumption can be decreased while speeding up the computation.

9We propose the alternative title ML overthe Edge.
10Their information value corresponds to 32 bit and 64 bit .
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Edge Computing Cloud Computing

Pricing Edge devices have
minimal costs and
therefore can be
purchased in
abundance.

High cost due to the
state-of-the-art computing
capabilities and high energy
consumption.

Latency Low latency because of
on-device processing.

High latency due to the
two-way communication.

Real-time performance Due to the low latency,
real-time performance
is achievable.

Real-time performance is
often not achievable due to
the overhead and unreliability
of the communication.

Grade of connectivity Can be disconnected or
run in a local network.

Need of worldwide
connectivity.

Energy resources Limited energy due to
the deployment on the
edge and limited
cooling capabilities.

Effectively unlimited
available energy.

Computation resources Limited computation
resources in terms of
memory and compute.

State-of-the-art maximal
computing and memory
capabilities.

Ease of management Many distributed
devices, therefore hard
to manage.

One centralized platform
which allows for centralized
management.

Table 2.1: Edge Computing versus Cloud Computing.

3. Certain number representations and their corresponding mathematical opera-
tions use less area in their silicon implementation, and use, therefore, less energy
and are cheaper.

Quantization describes the processing of mapping input data x to a smaller set of
quantization levels qi , where 0 � i � L � 1 with L describes the number of levels.
The quantized value is denoted by x̂ and de�ned as x̂ = Q(x), where Q(�) describes
the quantization method: Q(x) = qi for di < x � di +1 with di describing the decision
boundaries. Consequently, the mapping function Q(�) describes the mapping of x to
qi (Figure 2.10).

This quantization process tries to reduce the number of values while minimizing
the quantization error or the signal-to-quantization-noise-ratio (SQNR). The quanti-
zation error describes the average difference between the original value x and the
quantized value x̂. In contrast, the SQNR describes the ratio of the quantization
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Figure 2.10: The quantization function Q(�) with the input x and the output x̂. (Figure
taken from [13])

Figure 2.11: The distribution of x is Gaussian. The non-uniform quantization results
in a smaller quantization error. (Figure taken from [13])

error to the original information value. More formally, the optimal qi and di can be
determined by minimizing the following equation:

min
r i ;di

E[(x � x̂)2] =
Z xmax

xo= xmin

(x̂ � x0)2 � px (x0) � dx0 : (2.17)

Consequently, the optimal quantization function Q(�) depends on the distribution of
x [13].

Optimal symmetric uniform quantizers are Gaussian, Laplacian, or Gamma dis-
tributions. They have been extensively studied (Figure 2.11 and 2.12 (a)) [34]. In
contrast, for non-uniform quantizers the spacing between levels varies (Figure 2.11
and 2.12 (b)).

The above-mentioned functions are so-called computablequantizers. In contrast,
Han et al. [35] proposed weight sharingquantization. In their proposal, k-means is
used to cluster shared weights for individual layers. However, using this method,
a look-up table is required which leads to an increased memory consumption and
access. It is anon-computablequantization method (Figure 2.12 (c)).

For the reasons mentioned above, using quantization within the context of NNs is
desirable. The next section will discuss the potential positive and negative effects on
the NN.
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Figure 2.12: Methods of quantization: (a) shows a uniform quantization, (b) displays a
non-uniform quantization – a log quantization, and (c) represents a learned quantiza-
tion which is non-uniform, and additionally non-computable. (Figure taken from [13])

2.5.1.1 Quantization in Neural Networks

Quantization in NNs refers to the compression of the NN by reducing the number of
bits required to represent the weights, biases, and activations of layers. The distri-
bution of weights and activations within NNs are usually not uniform (Figure 2.13).
Therefore non-uniform quantizations are widely used within the context of NNs [35,
36]. There are two main approaches to perform quantization for NNs:

1. Convert an already trained network into a quantized version without (re-)training.

2. Train a NN with the constraint of only allowing the desired quantization.

While the second approach might achieve superior accuracy, the quantization con-
straint must be already known during the training process. Additionally, the imple-
mentation is more complex, as weights and biases usually vary more widely during
the training process, which requires a different type of quantization during train-
ing [34].
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(a) Empirical distribution of the
weights.

(b) Empirical distribution of the acti-
vations.

Figure 2.13: Histogram of an empirical investigation of a DCN trained on the CIFAR-
10 dataset. The distribution differs for individual layers, for the weights and acti-
vations. Therefore, using a single quantization for all weights in the network is not
desirable. Some of the distributions are Gaussian-like, some are not. (Figure taken
from [34])

In contrast, the �rst approach quantizes the already trained NN: post-trainingquan-
tization. This process can be divided into the following steps:

1. Forward pass with a representative dataset to record the distribution and dy-
namic range of the activations.

2. Collect the statistics for the weight, bias, and activation distributions for each
layer individually.

3. Determine a quantization function and determine the parameters for the quanti-
zation of weights, biases, and activation, which minimizes the SQNR – if desired
for each layer and �lter individually.

The weights and biases are static in a trained network and can, therefore, easily be
quantized. However, the values of the activations are unknown and depend on the
input. Therefore, when using the post-training quantization, the quantization of the
weights can be done directly, while for the quantization of the activations, a repre-
sentative dataset is necessary. Using this representative dataset, one can determine
the dynamic range of the activations by carrying out forward passes and record the
statistics of the activations [34].11

It has not been investigated yet, what precisely the in�uence of the SQNR is on
the classi�cation accuracy. Nonetheless, practical experience concludes that a higher
SQNR usually results in a worse accuracy. It is empirically shown that each individual

11During this thesis, we will refer to networks with only the weights and biases quantized as mixed
quantization; for networks with additional quantized activation as fully quantized.
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Figure 2.14: Common number representations and their respective range. FP32 and
FP16 are �oating point representations, while the last three are �xed point representa-
tions. (Figure taken from [13])

quantization step of a layer contributes equally to the overall SQNR – irrespective of
the layer order:

1

 output

=
1


 a(0)
+

1

 w(1)

+
1


 a(1)
+ � � � +

1

 w( L )

+
1


 a( L )
; (2.18)

where 
 a indicates the SQNR of an activation, and 
 w indicates the SQNR of the
weight. This formula 2.18 describes a harmonic mean. Consequently, the overall
SQNR of the network will be dominated by the worst quantization function. Fur-
thermore, an increased depth will increase the overall SQNR. However, at the time of
writing, this is an empirical generalization [34].

2.5.1.2 Numerical Representations

Computation systems do not support any variant of number representation; there-
fore, the quantization schema, especially the number of bits, should not be chosen
arbitrarily.

Numerical representations can be divided into two distinct groups: �xed point –
often also referred to as integer format– and �oating point. The �xed point format has
a �xed radix point; for �oating point this radix point can be movedby using an expo-
nent. Accordingly, the �oating point format allows for a more precise representation
of values, however, this comes at the cost of more complex and costly arithmetical
operations [37].

Hence, the �rst decision point for the numerical representation is the type of arith-
metic: �xed or �oating . The next decision point is the number of bits reserved. Fig-
ure 2.14 presents typical numerical representations and their bit lengths.

Moreover, the development of speci�c numerical representations built distinctly
for AI or NN processing has been of interest. Especially, the trade-off between the
mantissa and the exponent (Figure 2.15) and their in�uence on the accuracy is of
interest [38]. For example, the brain �oating-point formatwas co-developed with hard-
ware [39].
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Figure 2.15: (a) The IEEE-754 32-bit �oating point representation with the division into
the sign, exponent, and mantissa. (b) An 8-bit �xed point example with only a single
bit reserved for the sign and 7-bits for the mantissa. (Figure taken from [13])

Most processor architectures are limited in their supported numerical represen-
tations. Whereby every numerical representation can be translated by software, one
should prioritize the usage of numerical representations supported by the architec-
ture. Nonetheless, but also the energy and latency costs between supported numerical
representations differ widely.

2.5.1.3 Cost of Operations

The type of workload plays a signi�cant role in the energy ef�ciency. Comparing an
8 bit integer to an IEEE-75432 bit �oating-point multiply operation, the operation can
be up to 18:5� more energy-ef�cient while using 27� less area. The advantage is
even stronger for integer addition; it is 30� more energy-ef�cient and requires 116�
less area (Figure 2.16). The reason is the more complex numerical representation and
hence the more complex arithmetic operation of the IEEE-754 format [37].

The type of operation plays an even more signi�cant role. Memory accesses are
costly in times of latency, but also regarding energy consumption. The higher in the
memory hierarchy, the costly is the memory access in terms of latency and energy
consumption. A DRAM 12 reading requires 128� more energy than reading from the
SRAM13 [37]. Hence, the best quantization method depends strongly on the sup-
ported arithmetical operations of the hardware. Additionally, �xed point quantization
with a small bit width leads to the lowest relative energy consumption [41].

2.5.1.4 Summary Quantization

The previous subsections have presented and discussed quantization – one of the key
optimization techniques to achieve a lower memory footprint, accelerate the compu-
tation, and be more energy-ef�cient at the cost of decreased classi�cation accuracy.

12DRAM is dynamic random-access memory (RAM) and usually positioned off the chip. Access is
slower compared to SRAM, but it is available in higher memory capacity.

13SRAM is static RAM and usually positioned on the chip. Access is faster, but memory capacity is
more scarce compared to DRAM.
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Figure 2.16: The energy and area costs between operations differ widely. Most
prominent is that operations with a �oating point representation are signi�cantly
more costly in energy and area costs than �xed point operations. Data movement is
highlighted in red and is signi�cantly more costly than arithmetic operations. (Figure
adapted from [40])

Selecting the quantization type is always a trade-off. A minimal quantization error
is either achieved by a more complex mapping function or an increase in the number
of quantization levels. For this reason, picking the right quantization is essential and
usually best achieved by trial and error: First, quantizing the NN and then verifying
the classi�cation accuracy and other key metrics of the NN.

Moreover, often only a particular quantization can be used, as some MCUs come
with strict memory limits. For example, a network with a size of 1024 MiB which
stores the weights in float32 can be quantized to roughly half of the size 512 KiB
by using float16 or int16 . However, for �tting on an MCU with a Flash size of
384 KiB, this limit can only be achieved by quantizing to an 8 bit representations – for
example, int8 .

Further investigations are required to quantify the effect of the quantization error
on the accuracy. An intuition that is widely spread is that NN are usually trained on
noisy inputs to be more robust. Therefore, the quantization's introduced noise makes
no signi�cant difference compared to the average noise of the inputs [42].

2.5.2 Pruning

Sparsity describes the repetition of a value within data – often the repetition of the
value zero. Thus, when we refer to something is sparse, we refer to many occurrences
of zeros. Especially in numerical analysis and scienti�c computing, sparsity refers to
sparse matrices or arrays – where most of the elements are equal to zero. Sparsity
brings two features which are in favor of resource-constrained devices:
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Figure 2.17: Types of sparsity from irregular to regular. The more regular the sparsity
is, the easier one can exploit and accelerate the computation. (Figure taken from [46])

1. The reduction of the memory footprint due to the occurrences of zeros – if ap-
propriately represented.

2. The opportunity to accelerate computation due to the many occurrences of zeros
– the absorbing element: 0 � x = 0 .

Pruning is a technique that can introduce sparsity in NN. First proposed by LeCun
et al. [43], the pruning of unimportant weights within NNs can lead to numerous
improvements:

• Better generalization (reduce over�tting).

• Smaller memory footprint.

• Decreased inference latency.

Self-evidently, the pruning of weights modi�es the computation within the NN and
affects the classi�cation accuracy. However, Han et al. [44] was able to prune almost
90 %of the weights from an AlexNet trained on the ImageNet dataset with almost no
impact on the accuracy. Similar results have been achieved on numerous networks
and datasets [28, 35, 45]. Network pruning is now a widely studied method to com-
press NNs by pruning unnecessary connections. However, to have a bene�cial effect,
the sparsity within a network has to be exploited.

Sparsity can be exploited and needsto be exploited to have a bene�cial effect on the
memory footprint and inference latency. As described above, the exploitation refers
either to the memory footprint of a sparse matrix or, secondly, to the acceleration of
computation with a sparse matrix. While �lter and channel-sparsity can be exploited
simply as they describe a smaller dense model, �ner-grained sparsity (Figure 2.17)
needs to have custom accelerators and special implementations – either in software or
hardware [13, 46, 47].

Sparsity can be a feature of a NN, however, sparsity can also be found in other
processing stages in ML on the edge:

1. Sparsity in Space Input data is often sparse due to the curse of dimensionality.
The value of information is only a small proportion of the input data.



2.6. RELATED WORK 28

2. Sparsity in Time The change of the signal over time is often sparse – only
minimal information changed.

3. Sparsity in Connectivity According to recent investigations [13, 44], most con-
nections within NNs only play a minimal role. They can be pruned by the
presented process.

4. Sparsity in Activation Due to the nature of activations, neurons are often not
activated during a forward pass. Therefore, non-activated neurons do not need
to be processed in further computation.

Those different types of sparsity highlight that sparsity can be found in nearly all
stages of a NN. Therefore, the exploitation is of particular interest [48].

2.5.3 Summary Optimizations

The previous subsections have presented different optimization techniques to achieve
an ef�cient deployment of NN on embedded systems. Recent work has highlighted
that a successive application of optimization techniques can be used to achieve more
ef�ciency [21, 35]. While the pruning process reduces the overall quantity of weights,
the quantization process can reduce precision. Han et al. [35] achieved a 96:7 % de-
crease in size for a NN using the consecutive application of optimizations.

2.6 RELATED WORK

This section will brie�y outline the related work. This work has already been partially
discussed in the background and will be used during this thesis's implementation
phase.

The recently released book “Ef�cient Processing of Deep Neural Networks” [13]
summarizes the current research state in the processing of ef�cient DNNs. This book
explores the design of ef�cient DNNs by highlighting optimization techniques and
guidelines for the design of ef�cient DNNs. Additionally, the design and co-design of
hardware for ef�cient processing is discussed.

Multiple ef�cient NNs have been proposed, such as Ef�cientNet [21], Shuf�eNet [49]
and once-for-all [50]. One of the main drivers is the deployment on mobile devices,
like smartphones. Those NNs highlight a new trend aside from only focusing on the
accuracy, they consider the NNs complexity. Some of those networks optimize for the
number of weights and biases; others use the number of MACC operations as a proxy
for ef�ciency. Cai et al. [51] use a more complex heuristic and develop a predictive
method called Neural Powerto estimate the energy consumption of individual layers
and optimize the network based on this metric.

As discussed,quantization is a promising method that has many different aspects.
Han et al. [35] use a mixed approach by using pruning and quantization together –
introducing deep compression. Langroudi et al. [52] research the usage of a different
numerical representation that �ts the non-uniformly distribution of weights: the posit
number system. Lastly, recent work from Fan et al. [53] tries to control the amount of
noise in the NN to achieve extreme compression rates.
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To bring a more ef�cient computation and hardware accelerator design, Mao et
al. [46] explore the trade-off between sparsity, regularity, and accuracy. Fedorov et
al. [54] demonstrate an approach of neural architecture search combined with pruning
to enable the deployment on MCUs. Li et al. [45] prune �lters of convolutional layers
that have small effects and hence reduce the size and accelerate the computation.
Building on top of this, Zhuang et al. [55] introduce a pruning method based on
the discriminative power. Lastly, Zhang et al. [47] further exploit sparse matrices by
designing an ef�cient matrix multiplication architecture.

Further optimizations that can be applied before the actual deployment include
operator reordering by Liberis et al. [56] or the method of distilling the knowledgewhich
is introduced and discussed in [57, 58]. Work by Lai et al. [59] investigate the in�uence
of different operation types and highlight that not all operations – which are deter-
mined by the layer type – have the same throughput and consequently ef�ciency.

Moreover, the �eld of specialized hardware is under investigation. Specialized
accelerators like Eyeriss [60, 61] address the challenge of throughput and energy ef�-
ciency. In contrast, Zhang. et al. propose a hardware accelerator architecture for the
exploitation of sparse matrices [47]. However, the open-source RISC-V architecture is
also used for ef�cient multi-core processing by Wang et. al. [62].

To enable the deployment of NN on MCUs, one needs a software library for the
inference. X-Cube-AI [63] is the commercial version for STM MCUs. In contrast,
for the open-source domain TensorFlow Lite Micro (TFLu) [64], uTensor [65] and
NNoM [66] dominate.

Finally, the tinyML community is exploring and developing a standard bench-
mark for tinyML devices [67] – inspired by MLPerf [68], the current industry and
research standard for non resource-constrained devices.

While this work does not propose a novel optimization technique, we examine
the current space of optimization techniques and their available implementation in
TensorFlow (TF). Compared to other works, we investigate COTS MCUs and their
feasibility for modern NNs without relying on hardware architectures optimized for
the ef�cient processing of NNs. Additionally, we develop a toolchain that applies
available optimizations to NNs to examine and test their individual and the combined
effects in an empirical investigation. Lastly, we do not develop a new standard for
benchmarking. However, we follow Banbury et al. [67] guidelines, and our bench-
marking system allows us to gather �rst insights on the inference latency and energy
consumption of representative NNs trained on recognized datasets.
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DESIGN REQUIREMENTS & A RCHITECTURE

In the following, we introduce the design considerations for a toolchain that allows us
to evaluate and deploy resource-constrained ML on embedded devices. For this, we
present the individual steps to achieve the outlined goal and subsequently present an
architecture based on those considerations.

3.1 REQUIREMENTS

As previously discussed, ML and embedded systems are two distinct �elds with
different needs in regards to the computational resources. Therefore, we have to use
novel work from both �elds and merge them. For this work, we focus on NNs as
an application �eld of ML. NNs are one of the most prominent and successful ML
algorithms, which are consistency used across research and commercial applications.
Furthermore, we will explore on-device inference and refrain from training, as train-
ing is not yet feasible on most embedded platforms. 1 Our key objective is to enable
the evaluation of optimized models deployed on a resource-constrained device.

3.1.1 Flexibility

Our architecture needs to be �exible. Flexibility will allow us, and future users, to
investigate different NNs on a wide variety of hardware. A diverse set of NNs should
be supported, as NNs come in various forms. The state-of-the-art architecture that is
leading in terms of accuracy varies widely for different �elds. For example, in the �eld
of speech recognition, the recurrent NN architecture long short-term memory (LSTM)
is widely used [69], while for image classi�cation, DCNs are common [10, 70].

Furthermore, as our goal is to evaluate a collection of devices, the design should be
�exible regarding the target hardware. Embedded devices are wide-ranging in their
computing capabilities. Speci�c systems are optimized for low power, whereas others
for real-time performance and predictability. For example, the ARM Cortex-M family
ranges from ef�cient M0, over the general-purpose M4, to high-power M7 cores [71].

3.1.2 Variety and Combination of Optimizations

In Chapter 2, we presented a collection of available optimizations for NNs. It seems
unlikely that ML on the edge will be feasible through merely a single optimization.
Consequently, in this work, we want to evaluate joint and distinct optimizations.
Those optimizations should be evaluated independently to measure their effect on the

1As discussed in Section 2.2, training is at least one polynomial order more computational complex
than inference.

30
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latency and energy consumption. However, to investigate the extremal con�guration
points, we are also interested in a combination of optimizations.

3.1.3 Metrics

As proposed by Sze et al. [13, 72], we will use the following metrics to evaluate and
design our architecture:

1. Accuracy The classi�cation accuracy is one of the key metrics of NNs. It indi-
cates the quality of the NN and if it is suited to perform the task well.

2. Size The memory footprint of the NN determines the space it requires on the
system. Is is mostly de�ned by the number of parameters and their numerical
representation.

3. Throughput For real-time processing, the throughput is a signi�cant factor.
Video processing, for example, requires the processing of 30 inferences per sec-
ond to process all frames of most video.

4. Latency Related to the previous metric, the latency indicates the turnaround
time of an inference. Especially for autonomous navigations, this is a key mea-
sure.

5. Energy Energy ef�ciency plays a signi�cant role in embedded systems, as battery-
or harvesting-powered devices are of interest. Furthermore, energy consump-
tion is a crucial contributor to deployment costs.

6. Hardware Cost The low cost and abundance of hardware is an essential enabler
for the IoT.

7. Flexibility The �exibility describes the range of NNs models we can run and
the diversity of hardware we support.

8. Scalability Scalability characterizes how the performance scales with an in-
creased amount of computational resources. It also describes how well the per-
formance scales with an increasing or decreasing size a NN.

With the presented metrics, we can investigate the effects of different optimizations
and the general capabilities of ML on the edge.
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3.1.4 Comparison of the Predictions to Measurements

The collection of the proposed metrics allows us to investigate and evaluate the bench-
marked NNs. In addition, we can compare the previously measured static metrics of a
NN to the metrics gathered during the deployment and benchmarking. Consequently,
we want to run a cross-analysis with the a-priori and the a-posteriori metrics. Some
key metrics of the model can be analyzed before the actual deployment and are inde-
pendent of the actual deployment target. Those metrics include:

1. Number of parameters/weights of the NN [#].

2. Amount of MACCs operations [#].

3. Architecture of the NN (e.g. dominating layers or other features).

On the other hand, we measure the following metrics during the deployment:

1. Inference latency [s]

2. Energy Consumption [ J]

Finding dependencies and heuristics across those metrics would be useful to estimate
the inference latency and energy ef�ciency of NN before the actual deployment. This
would enable a cost-effective method of evaluation.

Consequently, the investigation of the presented metrics on a per-layer-basis would
also allow us to evaluate the impact of different optimizations even further. The layer-
wise analysis is highly bene�cial, as one could extract lessons for the design of ef�cient
NNs.

3.2 ARCHITECTURE

This section proposes the general architecture of a toolchain for the investigation of
our goals using our previously outlined requirements. In the next Chapter 4, we
outline the concrete details of the individual stages. In this section, we focus on the
purpose of each stage regarding our goals. The resulting architecture is presented in
Figure 3.1. It is separated into the following stages:

1. Model analysis

2. Model optimization

3. Model conversion

4. On-host evaluation

5. Model deployment

6. Benchmarking on the target

7. Energy measurement of the target

8. Data post-processing

We start with an already existing and trained NN. While designing and training a
network is out-of-scope for this work, we hope that our toolchain can be of help for
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Figure 3.1: The developed architecture consists of multiple stages with intermediate
evaluation and optimizations stages.

network designers to iteratively obtain better performing models. As discussed by
Tan et al. [21], the model architecture plays a signi�cant role. However, for this work,
we want to focus on optimizations and considerations which can be applied to any
NN. We will discuss some implications for the design of ef�cient NNs and the co-
design with hardware in Chapter 6.

3.2.1 Model Analysis

The �rst stage, model analysis, investigates the existing model and evaluates it on
the host machine. For this, we measure the accuracy and loss of the model using a
prede�ned test set. Those results will then be used as a reference for the impact of
optimization regarding accuracy, loss, and model size. Additionally, at this stage, the
model complexity can be investigated and the number of parameters/weights, and
the estimated FLOPs and MACCs operations can be determined.

3.2.2 Model Optimization & Conversion

During the model optimization stage, we optimize using some of the presented tech-
niques in the previous Chapter 2, such as quantization and pruning. Those optimiza-
tions have to be applied both individually as well as in combination with one another.
At this stage, all the optimizations will be hardware and target-independent, as the
deployment target is not yet known. However, the effect of the optimizations can
have different outcomes depending on the deployment targets. Consequently, for the
optimal acceleration result, the deployment target should be known at this stage. This
process is calledhardware in the loop.
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Subsequently, the third stage converts the optimized model into a data format
supported by the inference library for the embedded systems (see Section 2.5.1.2). This
step is necessary because the inference library usually requires an ef�cient format for
reading the serialized data. As this data format represents the �nal model, one can
determine the memory footprint of the model and verify if it will �t on the target
device.

3.2.3 On-host Evaluation

Once the model is optimized and converted, a cost-effective method for veri�cation is
an evaluation on the host machine2. The converted model describes the NN entirely.
All the layers, weights, and other parameters of the models are �xed. Therefore
some effects of already applied optimizations techniques can already be evaluated
on the host by running the model with a local interpreter. These stages will not
give insights into the inference latency and energy consumption, however, the effect
of optimizations on the accuracy and loss can already be validated. The essential
advantage of an on-host veri�cation is that it is less complex and more cost-effective
due to the ability to check the entire test set quickly. For embedded systems, the test
set usually cannot be stored on the system and needs to be of�oaded.

3.2.4 Model Deployment

Depending on the target, specialized optimizations might be available, for exam-
ple, software acceleration libraries, the possibility to delegate the processing to co-
processors, or the use of delegated functions if the target architecture supports the
dedicated processing of NNs. Note that in contrast to the previously discussed op-
timizations, these do not change the computations themselves, but only increase the
execution ef�ciency by leveraging target-speci�c features.

At this stage, the model gets integrated into the source code for the selected em-
bedded system and compiled into the �nal binary. At the latest, at this point, the
target hardware has to be known. The compiled binary can then be �ashed on the
target hardware.

3.2.5 Benchmarking

The �nal evaluation takes place on the target using the previously compiled bench-
marking �rmware. The developed benchmarking �rmware should create only a min-
imal overhead on the target systems' computing resources to not affect the measure-
ments. This benchmark should allow us to gather the following metrics on a per layer
resolution:

• Inference/Layer Latency [ s]

• Throughput [ Inferences per s]

• Inference Result (Prediction or Classi�cation)

Those metrics then allow us to evaluate the deployment.
2Host machine refers to the computer, which is used for the development of the �rmware and the

evaluation of the results. This is usually a desktop computer which is not resource-constrained.
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3.2.5.1 Veri�cation

To verify the previous on-host evaluated classi�cation accuracy results and the im-
pact of target-speci�c hardware optimizations, we must implement a veri�cation pro-
cess. The target-speci�c hardware optimizations cannot be investigated before the
deployment, and therefore, their impact on the accuracy needs to be evaluated. Those
optimizations do not change the NN, however, they might optimize underlying com-
putations, which could, but should not, result in a different classi�cation.

As previously discussed, one of the critical limitations of resource-constrained
embedded devices is the available memory. The limitations in memory results in
a more complex veri�cation process, as the whole test set cannot be saved on the
embedded device. Therefore, a communication routine has to be implemented, which
forwards one input to the target and receives the reported inference and benchmark
result from the target. The veri�cation of the classi�cation is then conducted on the
host device, which can, after �nishing the whole test set's communication routine,
report the accuracy.

3.2.6 Energy Monitoring

Lastly, the �nal missing metric is energy consumption. We need to measure the energy
consumption for computing the inference, and, additionally, for each layer. To mea-
sure the energy consumption of embedded systems, one needs a second system that
interfaces and monitors with the deployed system. Our system needs to interface with
the energy monitor, as we want to evaluate the energy consumption for the presented
events – the start and stop of the inference, and individual layers.

3.2.7 Evaluation

Following the deployment and the gathering of the key metrics, we want to process,
analyze, and evaluate the data. Therefore, during the deployment, we need a commu-
nication routine that enables the embedded device to report back its benchmarking
results continuously. This evaluation should be done primarily automatically. The
evaluation can be divided into the following stages:

1. Pre-deployment evaluation

2. Deployment evaluation

3. Post-deployment evaluation

The division into those stages highlights the three different consecutive availabilities
of the evaluation results. Prior to the deployment, the computational complexity and
the effect of the optimization process can be evaluated on the host. The deployment
reports the optimizations and target-speci�c optimizations effects on the inference
time and energy consumption. After the deployment, one can combine both insights,
inspect the predictive value, and discuss deployments for future evaluations.

The evaluation of a single model on a single target only gives limited insights.
For this work, we are especially interested in comparing different NNs, different op-
timizations, and various target devices. Therefore, our deployment and evaluation
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should bring the possibility to automate the above-outlined process and sweepacross
the NNs, different combinations of optimizations, and target devices, to evaluate the
de�ned key metrics.



4

IMPLEMENTATION

In the previous chapter, we have outlined the architecture for our investigation. This
chapter will present the used software, concrete details of the stages and address
the challenges in individual stages. We present a toolchain that combines different
software into a streamlined process (Figure 4.1). The toolchain is implemented as
a Jupyter notebook and is available [73]. It is based on the previously discussed
architecture design. The next sections will gradually walk through each stage and
outline the details of the software libraries.

4.1 TENSORFLOW

TensorFlow is an open-source project which enables researchers and developers to
build ML applications. It is a set of tools for building, training, deploying, and eval-
uating ML models. It was originally developed by Google but is now maintained by
thousands of contributors as an open-source project [75, 76]. Within the last years,
TensorFlow has become one of the most popular open-source software libraries for
ML applications, especially NN.
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Figure 4.1: The developed toolchain uses various components of TensorFlow (TF) and
Mbed. (ARM and TF Logos used under fair-use priciple [74, 75])
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Our developed toolchain is using TF and its submodules TensorFlow Lite (TFL)
and TensorFlow Lite Micro (TFLu). TFL enables the optimization, conversion, and on-
host interpretation, while TFLu brings the inference library for resource-constrained
embedded devices.

4.1.1 TensorFlow Lite

TensorFlow Lite (TFL) is a specially created software stack for mobile development –
for example, iOS and Android smartphones. It was developed due to the lower size
requirements for mobile devices. It consists of two main components [77]:

• TensorFlow Lite Converter: The converter tool converts TF (Keras) models into
.tflite models which can be interpreted by the TFL interpreter. Additionally
the converter can introduce optimizations, for example quantization.

• TensorFlow Lite Interpreter: An interpreter which runs the converted .tflite
models on a wide range of hardware devices.

TFL only supports inference. The inference can be delegated to existing co-processors,
as co-processors like GPUs are becoming more common on smartphones.

According to the TFL guide [78], the �nal binary of TFL has a size of roughly
300 KiB when using common operators for image classi�cation and up to 1 MiB when
all operators are included. Those sizes exclude the model itself. As previously dis-
cussed, our targeted devices come with sometimes less memory, and the TFL commu-
nity has had the same experience and consequently developed TensorFlow Lite Micro
(TFLu).

4.1.2 TensorFlow Lite Micro

TFLu is a variant of the TFL framework, specially designed for devices with memory
in the area of a few tens of Kilobytes. The core runtime has a size of 16 KiB [42].

TFLu started form the requirement of bringing “OK Google” keyword recognition
to smartphones. As the inference was supposed to run continuously, it needed to
be of�ine and energy-ef�cient. Consequently, it could not run on the main CPU and
was delegated to the DSP, which allowed continuous running while having a minimal
impact on the battery [42].

Therefore, to enable the deployment on a variety of embedded devices, the follow-
ing requirements were de�ned [42]:

• No operating system dependencyto allow for maximal �exibility.

• No standardCor C++ library dependency at linker time, as already simple functions
like sprintf() can take up to to 20 KiB. Only the standard C math library is
an exception, as it is required for trigonometric functions (see Section 2.1.4).

• No �oating point hardware necessaryas many modern embedded platform do not
support �oating-point arithmetic.

• No dynamic memory allocationbecause when allocating and deallocation memory
it cannot be guaranteed that the system does not end up in a fragmented state.
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This can result in severe waste of memory for continuously running applica-
tions.

However, it comes with the requirement that the code has to be C++11 compatible
and a 32-bit processor is required. TFLu can be cross-compiled for a selection of target
architectures [64].

4.1.3 Interpreter versus Code Generation

TFL and TFLu interpret the model at runtime. The .tflite model �le de�nes the
model structure and controls which operations are executed. In contrast, code gener-
ation refers to embedding a model directly into the Cor C++ code. The architecture is
expressed as a series of function calls. Code generation brings some advantages over
an interpreted model:

• Reduced code size As one knows the hardware target before the deployment,
the code can be optimized for the deployment, and super�uous code can be
excluded from the beginning.

• Modi�ability Code changes are easier, as there is no reliance on a large library.

• Inline data The model is stored directly as a memory data structure. No loading
or parsing step is necessary.

• Reduced implementation complexity The inference only relies on a few C or
C++ source �les, which can be easily integrated into existing projects, especially
as there is no dependency on external libraries.

In contrast, an interpreted model brings the following bene�ts:

• Upgradeable models Upgrades of individual kernels can easily be rolled out, as
they are not represented in the model – only in the interpreter.

• Multiple models Code and kernels can be reused, and multiple models can be
run.

• Replacing models Models can easily be replaced by an upgrade routine without
changing the underlying code.

As a result, the TFL and TFLu project decided to use a mix of both, which they termed
project generation. Project generation produces a copy of only the required �les for
building. This results in an easier management of the dependencies, as they are
already available. Nonetheless, the model is still interpreted, which brings the bene�t
of running multiple models and the ease of replacement [42].

4.2 NEURAL N ETWORK A RCHITECTURE AND DATASET CHOICE

We decided to deploy two representative NN architectures, which we trained on well-
known datasets. The models are available [79]. The models were picked to simulate
a workload similar to an expected real-world application to test their feasibility. Both
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networks are DCNs, which were the best performing networks for their speci�c tasks
at the original time of publication. Their evaluation allows us to make some general
conclusions that can be applied to a variety of NNs. LeNet presents a simple and
ef�cient network that �ts on most modern MCUs. In comparison, the ResNet-20,
consists of 3:4� more parameters and is 141� more computational complex. There-
fore, the deployment of the ResNet-20 will already be limited by the availability of
Flash memory, and the increased computational complexity will lead to signi�cantly
longer inference latency. However, some insights are also limited due to the limited
variability which two networks provide as both networks are DCNs trained for an
image classi�cation task.

4.2.1 LeNet5 on MNIST

LeNet was introduced in 1989 and is one of the �rst DNNs using convolutional lay-
ers [80]. Our architecture includes two minimal modi�cations. The kernel size of
both convolutional layer is 3 � 3, instead of 5 � 5, as we have achieved a minimal
higher accuracy using smaller kernel sizes. Additionally, the traditional LeNet5 used
the Sigmoid as an activation function. However, in recent years ReLU has become
the de facto standard, as it is more effective [81]. Nonetheless, the core structure of
the architecture is the same (Figure 4.2). We will refer to LeNet5 on MNIST for the
remainder of the thesis as just LeNet.

MNIST The presented NN is trained on the MNIST dataset, a dataset that contains
grayscale images of handwritten digits. The MNIST dataset contains 60; 0000 28� 28
pixel wide grayscale images (Figure 4.3) [82].

4.2.2 ResNet-20 on CIFAR-10

He. et al. [11] introduced a residual learning framework. The �rst proposal that
addressed the problem of increasing depth within DNN architectures which made
them harder to train. The core concept of ResNet is the introduction of identity shortcut
connectionswhich allow to skip one or more layers (Figure 4.4). However, this comes
at increased runtime memory costs, as the residual block input has to be saved for
the following residual block. The ResNet has initially been evaluated with depths of
up to 152 layers. However, we selected the ResNet with 20 layers, ResNet-20, due
to memory constraints of our target hardware (Figure 4.5). This NN architecture is
trained on the CIFAR-10 dataset. We will refer to ResNet-20 on CIFAR-10 for the
remainder of the thesis as just ResNet.

CIFAR-10 As the ResNet-20 is a more complex and sophisticated architecture than
the previously presented LeNet5, a more challenging dataset was selected: CIFAR-
10. It is a dataset which consists of 60; 000 32� 32 pixel wide colored images with
10 classes (uniformly distributed across 6; 000 images per class), divided into 50; 000
training images and 10; 000test images [83]. The different classes with some examples
are presented in Figure 4.6.
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Figure 4.2: The LeNet5 Architecture was one of the �rst DNNs using convolutional
layers. The architecture is simple and mainly consisting of two convolutional layers
and three consecutive dense layers.

Figure 4.3: The MNIST dataset was used for training the presented LeNet5. It contains
handwritten digits. (Dataset from [82])
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Figure 4.4: Using identity shortcuts allowed architectures to overcome the problem of
vanishing gradients. (Figure taken from [11])

Figure 4.5: We selected the ResNet-20 architecture due to memory constraints of our
deployment targets. The ResNet-20 consists primarily of convolutional layers next to
identity shortcut connections.
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Figure 4.6: The CIFAR-10 dataset is a more challenging dataset, as it includes colored
images and more complex classes like, horse, bird, plane and more. (Dataset from [83])

4.3 OPTIMIZATIONS AND COMPRESSIONS

We selected the available optimizations, which were supported by the TFL frame-
work. Unfortunately, some of the discussed optimizations in Chapter 2, were not
available. The following optimizations were integrated into the toolchain: pruning,
mixed quantization, and full quantization.

4.3.1 Pruning

TensorFlow provides a model optimization toolkit which supports pruning [84]. The
pruning process is magnitude based weight pruning [85]. Compared to the other pro-
cesses, this process is applied to the original Keras model1 and before the conversion
to a .tflite model.

4.3.2 Quantization

As we apply the quantization during the conversion to the .tflite model, it is
a post training quantization. With the currently supported operations in TFLu, the
quantization process is limited to the �xed point format int8 . If no quantization is
applied, the model remains in the �oating point format float32 . By default, the
TFL converter only quantizes the weights and biases of the model. As a consequence,
during the interpretation, the weights get dequantized on the �y, and the computation
is done in the �oating point format. This type of quantization only results in reduced
model size and has no signi�cant effect on the computation ef�ciency – quite the

1Keras model describes the object in TF which describes a NN with training and inference features.
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contrary, due to the on the �y dequantization, the computational demand is increased 2.
We refer to this as mixed quantization, as only the weights and biases are quantized but
not the activations. Full quantizationquantizes the weights, biases, and activations. For
the latter, one needs to provide a representative dataset. The TFL converter uses this
representative dataset to estimate the dynamic range of the activations and quantize
their representation. We implement this by presenting 5; 000samples from the training
set. Consequently, all the operations for the inference of the fully quantizedmodel are
done in the �xed point format int8 .

The TFL converter uses an af�ne mapping. The TFL team decided against the use
of lookup tables, due to the poor performance compared to arithmetic functions on
SIMD hardware. The used af�ne mapping is given by:

x = ( x̂ � Z ) � S ; (4.1)

where Z describes thezero-pointand is of the same type as the quantized value x̂. It is
the quantized value x̂0 of the real number x = 0 . S represents the scale, an arbitrary
positive number represented as a �oating point. This quantization gets applied to
each weight array of a speci�c layer (aka per-channel for a convolution), and also
individually for each activation array of a layer. Consequently, it is a uniformly and
computable quantization [86, 87].

We learn that the current implementation of quantization in TFL uses a simple
quantization, even though we have discussed in Section 2.5.1 that most weights and
activations are not uniformly distributed. However, the ease of implementation and
the computational ef�ciency predominates. The full quantized models in this thesis
are still using a float32 input and output because TFLu does not support different
inputs. The input and output conversion is at the time of writing broken [88]. There-
fore, a quantizeand de-quantizelayer are added at the input and output of the NN
architecture.

4.4 CONVERSION

For the conversion process, we use the TFL converter [89]. This tool converts the
Keras model into a .tflite model, which then can be used by the TFL interpreter
and TFLu. During this conversion process, it will be tested if the used operations and
layers are supported by TFL. The modern, more feature-complete TF framework sup-
ports more operations compared to the ones supported in TFL and TFLu. Addition-
ally, the usage of FlatBuffers as serialization library enables a direct memory mapping
of the model, which makes this type of serialization ideal for resource-constrained
devices [90].

4.5 PRE-DEPLOYMENT EVALUATION AND VERIFICATION

Using the TFL interpreter, the converted .tflite model can already be used for in-
ference on the host machine. This allows for an immediate veri�cation of the accuracy

2However, this can be overcome by using co-processors designed for the processing of �oating point
computation, e.g., GPUs.
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of the just converted model. Consequently, the effect of the quantization on accuracy
can already be evaluated. We do not expect a drop in accuracy for the model, which
is just converted and not quantized. However, for the mixed quantized and fully
quantized model, a drop in the accuracy and increased loss is expected. The on-host
evaluation and veri�cation are cost-effective, as the test set is already available at the
host machine. It provides enough memory for storing it – which is not the case on an
embedded system. Additionally, the reduced �le size can also be evaluated, and one
can determine if the model will �t on the targeted hardware.

4.6 DEPLOYMENT

From this stage on, the targeted hardware has to be taken into consideration. This sec-
tion will discuss the hardware choice for the remainder of the work and then present
the deployment stages and how we address the presented challenges of Section 1.2.

4.6.1 Hardware Choice

This thesis will focus on already available COTS devices. Whereas smartphones are
usually described as embedded devices, their computing capabilities are usually or-
ders of magnitude more powerful compared to MCUs. Therefore, we choose the
Cortex-M family, a processor core architecture, which is optimized for cost and energy-
ef�cient MCUs [71]. Typical applications include the industrial IoT or consumer de-
vices. In 2018 ARM reported a market share of 25 %for the whole �eld of embedded
systems [91]. In the 32 bit MCU market, ARM already had a share of 70 %in 2013 [92],
and just in the last quarter of 2019, ARM has shipped 4:2 billion Cortex-M proces-
sors [93]. ARM Cortex-M are highly representative of the current market and will be
in the near future. We will discuss further implications and why targeting CPUs and
COTS devices is essential in Chapter 6.
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4.6.2 Mbed

Mbed is a platform developed by ARM for IoT devices based on the ARM Cortex-M
architecture. Mbed OS (mbed-os ) is the corresponding C/C++ open source embed-
ded operating system. The platform provides core libraries for peripheral drivers,
networking to develop a real-time operating system (RTOS) but also a toolchain for
building and testing. We select Mbed for three reasons:

• Cross-compilation toolchain Mbed includes a cross-compilation toolchain, which
simpli�es the deployment. The current TFLu project is using multiple Make�les,
which need customization for newly targeted hardware.

• Diverse hardware support Using Mbed brings a diverse hardware support of
32-bit ARM Cortex-M MCUs. Those MCUs come in a range of different comput-
ing powers, clock frequencies, and varying memory capacity, energy ef�ciency,
and more.

• Scalability for real operation mbed-os brings various core libraries and the
support for an operating system (OS). For our benchmarking deployment, we
use the bare-metal pro�le [94] to achieve maximum performance and keep the
system load as minimal as possible. Nonetheless, for future deployments, espe-
cially for real-world applications, the support of an operating system and vari-
ous libraries is unavoidable. For a commercial deployment, the MCU needs to
support the gathering of the data, the preprocessing of the data, conducting the
inference, and lastly, also report the results of the inference. As a consequence,
various libraries are required. Additionally, the usage of an OS would allow for
scheduling concurrent running NNs.

TFLu is integrated as a library into our Mbed project. This allows us and others
to deploy the project on supported ARM Cortex-M devices without modi�cations –
merely a new compilation is required, as the target device is detected automatically.

4.6.3 CMSIS-NN

The Cortex Microcontroller Software Interface Standard (CMSIS) describes the hard-
ware abstraction layer for ARM Cortex processors. The NN extension is CMSIS-
Neural Networks (CMSIS-NN) ( cmsis-nn ), a collection of ef�cient NN kernels to
accelerate performance of NNs on Cortex-M architectures. This software library im-
plements popular NN kernels and makes the most ef�cient use of the underlying
hardware architecture. CMSIS-NN relies on �xed point quantization, SIMD instruc-
tions, especially the 16-bit MACC instructions, optimized in situ pooling functions
and lastly, look-up tables for activation functions. Accordingly, CMSIS-NN has no
dependency on the availability of an �oating point unit (FPU). The provided kernels
support 8-bit and 16-bit data while using specially developed data representations
from CMSIS. It uses a �xed-point format with a power-of-two scaling: A � 2n . A
represents the integer value, and n represents the location of the radix point. The
usage of this format allows us to implement the scaling as a bitwise shift – which can
be ef�ciently implemented in hardware [95].
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CMSIS-NN is not a complete inference library. CMSIS-NN only provides the low-
level function calls for implementing speci�c NN kernels. Consequently, inference
software libraries – in our case TFLu – still need to implement the high-level imple-
mentation of the kernels within their framework.

4.6.4 Benchmarking Firmware

We have developed a minimal benchmarking �rmware using the mbed-os bare-metal
pro�le [94] and the TFLu inference library. It contains the following features:

• Reading input for the NN over a UART serial interface.

• Reporting the inference results (classi�cation) over UART.

• Reporting the latency of the inference (in µ s or cycles). Due to the precise re-
quirements, we had to modify the TFL interpreter to directly embed the timers.

– Reporting the latency of a single layer (in µ s or cycles).

• Reporting the status of the inference via general purpose input/outputs (GPIOs)
to allow external and highly-precise time stamping.

• Disable reporting of results for minimal energy usage while monitoring the en-
ergy consumption.

Our benchmarking �rmware does not support batch processing. Therefore, we can
directly derive the throughput from the latency:

throughput =
1

latency
: (4.2)

The presented benchmarking features need to be selected using macros before the
compilation to keep the �rmware minimal. The communication with the host device
is an essential part of the �rmware. Due to the resource limitations on the MCUs, the
metrics of an inference are transferred to the host, which stores and processes the data.
Additionally, the input images are not stored in the �rmware. The input images are
sent by the host machine and then processed by the MCU. This routine is especially
important for the veri�cation process on the MCU. All images of the test set need to be
transferred to the MCU one-by-one to verify the whole test set and verify the accuracy.

This �rmware has been generated with TF v2.2.0 and is using Mbed-OS v5.15.3 .
It is available in [96, 97].

4.6.5 RocketLogger

For monitoring the energy consumption, the RocketLogger is used. The RocketLogger
is a novel data logger built to help with the design and evaluation of energy harvesting
systems [98]. We are interested in using the voltage, current, and digital channel
tracing capabilities. It supports the measurement of low current with as little as 4 nA
accuracy and voltages up to 5:5 V. Consequently, it supports our requirements, as we
indicate the inference status via GPIOs. Those GPIOs are monitored simultaneously



4.7. SUMMARY IMPLEMENTATION 48

Stage of the Toolchain Used Software Component

Model choice
LeNet5 [20] on MNIST [82]

ResNet-20 [11] on CIFAR-10 [83]

Original model format TensorFlow Keras [75]

Model analysis TensorFlow [75]

Model pruning TensorFlow Optimization Library [84]

Model conversion TF Lite Converter [89]

Model quantization TF Lite Converter [89]

Model deployment inference library TF Lite Micro [64]

Model deployment acceleration library CMSIS-NN [30]

Model deployment toolchain Mbed [94]

Hardware architecture choice ARM Cortex-M [71]

Table 4.1: The various stages of the toolchain rely on different software. The majority
uses implementations from TF.

by the RocketLogger and are used as timestamps during the analysis. The RocketLog-
ger supports a maximum sampling speed of 64 kHz. Therefore, the resolution of the
inference and latency measurement has a lower bound of 15:6µs.

4.7 SUMMARY IMPLEMENTATION

We presented various software and software parts that we used for the implementa-
tion. Table 4.1 displays a summary of the used software at the different stages.

4.7.1 Measuring our Key Metrics and Objectives

As introduced in Section 3.1, the key metrics have to be measured and evaluated. The
classi�cation accuracy is evaluated at two stages – once on the host machine after the
conversion and quantization process, using the TFL interpreter. Additionally, it is also
evaluated on the device itself using a communication routine with the host device
where each input gets send to the MCU. However, this stage has a signi�cant time
cost due to the increased latency on the resource-constrained device and the created
overhead due to the back and forth communication.

The size of the NN is evaluated after the conversion and optimization process on
the host. At this stage, it can be determined if the model will �t on the MCU.

The benchmarking template measures the inference latency either by using a
timer library or implemented registers, which can measure the amount of passed
clock cycles. Additionally, the RocketLogger also allows one to measure the inference
latency by monitoring the GPIOs, which indicate the status of the inference. Though,
this process is limited by the sampling rate of the RocketLogger. The throughput
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can be directly derived from the latency, as we do not support batch processing nor
parallel processing.

By using the RocketLogger, we can measure the energy consumption . Digital
channels allow us to contextualize the voltage and current traces with events, like an
inference status or an indication of new layers.

Due to the usage of COTS devices, ourhardware costs are minimal. Sze et al. [13,
72] proposed this metric, as the usage of custom silicon and custom co-processors,
which have a signi�cantly higher cost, are widespread in the ef�cient processing
domain. Our approach requires zero overhead, as we can directly leverage the un-
avoidable MCU costs without any external hardware or additional PCB space.

The capabilities of our proposed toolchain determine the �exibility . We have
highlighted the �exibility of the supported hardware and NNs architectures. Further
considerations will be discussed in Chapter 6.

Lastly, the scalability is evaluated concerning the scalability of computing re-
sources by deploying it on different ARM Cortex-M devices with different resources.
Furthermore, by deploying two NNs which differ signi�cantly in their size and com-
plexity, we can demonstrate our solution's versatility.

4.7.2 Toolchain of Jupyter Notebooks

For the implementation of the toolchain, we developed multiple Jupyter notebooks 3.
Table 4.2 summarizes the stages of the toolchain and their corresponding Jupyter
notebook. The individual notebooks successive lead the user through the stages of
the presented toolchain. Each notebook can also be used singularly to carry out
a selected stage. The interactive functionality of Jupyter allows us to investigate
and visualize the deployment on-the-run. The last stages allow us to automatically
evaluate the combination of optimization without the interaction of the user. Each
unique combination of optimizations can be evaluated by conducting the inference
for the test set and obtaining the classi�cation accuracy.

We have implemented a semi-automatic deployment for the energy evaluation, as
we have to start the energy measurement on the RocketLogger manually. To minimize
user errors, we have implemented a function to embed the deployment properties
into the energy recording of the RocketLogger. This avoids the error-prone manual
assignment of deployment scenarios to energy recordings.

3A Jupyter notebook is an interactive notebook programmed in the programming language Python.
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Stage Jupyter Notebook Tasks

01 Architecture de�nition and
model training

• De�ning & training of arbitrary NN architec-
ture on any dataset. It also includes the pruning
optimization.

01a • LeNet5 on MNIST.
01b • ResNet-20 on CIFAR-10.

02 TFL conversion • Conversion of trained model into .tflite .
• Mixed and full quantization to int8 .
• Subsequent analysis of the �le size differences.
• On-host evaluation of converted model using

the local TFL interpreter.

03 TFLu deployment • Conversion of .tflite model into a Carray.
• Writing various constants to the �rmware.
• Setting macros for the �rmware.
• Enabling/disabling FPU.
• Setting compiler �ag.
• Communication helpers: Transmitting input

data and receiving predictions and benchmark
results.

• Veri�cation helpers: verifying a whole test set
on the MCU.

04 TFL on-host benchmarking • On-host benchmark of the converted .tflite
model.

05 Automated benchmarking
on MCU

• Using functions from stage 03.
• Sweepsover optimizations settings and bench-

marks inference:
– un-, mixed-, fully-quantized, cmsis-nn ,

FPU and compiler �ags.

06 Automated layer
benchmarking on MCU

• Similar to stage 05 but with layer granularity.
• Consequently, different result processing rou-

tine.
07 Partially automated energy

measurement of MCU
• Similar to stage 06 but while monitoring the

energy with RocketLogger.
• Communication over GPIO which are traced by

the RocketLogger.
– Indicates the status of the inference and

the start/end of layers.

• Deployment reports back a .json with all in-
formation about the just �ashed �rmware.

• This information gets embedded into the en-
ergy recording of the RocketLogger to label the
data with the monitored model and the corre-
sponding optimizations.

Table 4.2: The discussed toolchain is implemented in multiple Jupyter notebooks. One
can start at any intermediate stage.
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EVALUATION

Using the implementation from Chapter 4, we investigate the deployment of the pre-
viously presented NNs: LeNet and ResNet. The measurements are conducted on three
different MCUs with varying capabilities and architectures. The evaluation is divided
into three sections. First, we evaluate the impact of the conversion and optimization
process on the host before the actual deployment on the MCU. Subsequently, we
investigate the optimization effect on the inference time and energy consumption – per
inference and layer. Lastly, we combine both insights and investigate the development
of heuristics, which can estimate energy ef�ciency and inference latency before the
actual deployment. The evaluation and measurement results are available [23].

We learn that by using �xed point quantization for weights and activations, we
can achieve a 73 % reduction of the NN memory footprint. Furthermore, through
the combination of quantization and the usage of hardware optimized acceleration
libraries, a maximal 34� speedup of the inference latency can be achieved, leading
to a decrease in energy usage in the same order. Furthermore, we show that the
actual deployment is an indispensable method for verifying and benchmarking, as
theoretical assumptions are dif�cult to formulate due to the interdependence of the
target MCUs and their respective architecture. Finally, we highlight that selecting the
target hardware is a trade-off between energy consumption and inference latency. We
present this by determining the Pareto frontier of our investigation.

5.1 EVALUATION SETUP

The previously introduced metrics (Section 3.1.3) will be evaluated:

1. Classi�cation accuracy

2. NN model memory footprint

3. Latency and throughput

4. Energy consumption

5. Costs

6. Flexibility

7. Scalability

51
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STM
NUCLEO-L496ZG [99]

STM
DISCO-F469NI [100]

STM
NUCLEO-F767ZI [101]

MCU STM32L496ZG STM32F469NIH6 STM32F767ZI
Architec-

ture
ARM 32-bit Cortex M4
CPU with FPU

ARM 32-bit Cortex M4
CPU with FPU

ARM 32-bit Cortex-M7
with DPFPU

CPU fre-
quency

80 MHz 180 MHz 216 MHz

RAM 320 KiB 384 KiB 512 KiB
Flash 1 MiB 2 MiB 2 MiB

Table 5.1: All MCU architectures are based on the ARM Cortex-M architecture.
Nonetheless, they vary in their computing capabilities in terms of CPU frequency,
available SRAM and Flash.

Most �gures include a label which lists the deployment con�guration in the fol-
lowing format: model (M)— MCU — quantization (Q)— compiler optimization (CO)—
cmsis-nn status— FPU status. A “ ?” indicates that all con�gurations of that type
are included in the plot; “/” indicates that the con�guration is either color-coded or
represented on the axis.

5.1.1 Microcontroller Units

For the selection of our MCUs, we focus on testing a diverse set of capabilities and
available commercial off-the-shelf (COTS) units. To do so, the development boards
STM NUCLEO L496ZG [99], DISCO-F496NI [100], and NUCLEO F767ZI [101] are
selected. Table 5.1 lists the details of these development boards and their respective
microcontroller and architecture. As outlined in the previous Chapter 4, we selected
the Cortex-M series because of their low power characteristics and popularity. Conse-
quently, the presented MCUs are cheap. The cheapest integrated circuit (IC) is already
available at 2:3 USD [102] and becomes signi�cantly cheaper at production scale.

By using development boards, we can trace the GPIOs, which are used by the
benchmarking �rmware for indicating the current inference status. Additionally, the
MCU's supply voltage and current can be directly measured [99–101]. Figure 5.1
presents the setup of the RocketLogger interfacing with the L4 development board.
During the remainder of the thesis, we will refer to the development boards as L4, F4,
and F7.

5.1.2 Model Architectures and Datasets

As previously outlined, we selected and trained two well known NN architectures on
two popular datasets:

• LeNet5 [80] on MNIST [82]

• ResNet20 [11] on CIFAR-10 [83]
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(a)
(b)

Figure 5.1: The RocketLogger interfaces with the L4 by using the GPIOs. An exposed
interface allows to measure the current and voltage of the MCU's processor directly.

LeNet ResNet

parameters 81,194 274,442
trainable parameters 81,194 273,066

input dimension 32� 32� 1 � 1 32� 32� 3 � 1
input type float32 float32

output dimension 10� 1 10� 1
output type float32 float32

MACC operations 290,840 41,092,646

Table 5.2: ResNet features3:4� more parameters as the LeNet, and remarkably 141:3�
more MACC operations.

The training parameters are presented in Appendix Table A.1. Additionally, data
augmentation and a learning rate schedule were used for training the ResNet, which
is also presented in Appendix Listing 1.

5.1.2.1 Model Complexity

The selected NNs signi�cantly differ in their computational complexity. This is high-
lighted by comparing the parameters and amount of MACC operations of the two
models. While the number of parameters increase by 3:4� , the MACC operations
increase by 141:3� (Table 5.2). The reason for this is the increased usage of convolu-
tional layers in ResNet. As discussed in Section 2.1.3, convolutional layers use fewer
parameters, but the relative amount of computation is increased. From an interfacing
perspective, the discussed models are similar regarding their input and output; while
the LeNet uses grayscale images from MNIST as an input, the ResNet is trained on
RGB images of the CIFAR-10 dataset.
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LeNet ResNet

Accuracy 98.79% 91.85%

Categorical
cross-entropy loss

0.04126 0.31074

Table 5.3: LeNet and ResNet both achieve state-of-the-art accuracy, similar to the
results of the work which introduced those.

Keras
accuracy

.tflite
accuracy

Keras
loss

.tflite
loss

LeNet 98.79% 98.79% 0.04126 0.04126

ResNet 91.85% 91.85% 0.31074 0.31074

Table 5.4: The conversion into the.tflite model does not result in an accuracy loss.

5.1.2.2 Classi�cation Accuracy

Before investigating the impact of optimizations and conversions on the NNs, we
investigate their accuracy. Both models achieve state-of-the-art accuracy, similar to
the results of the work which introduced those networks (Table 5.3) [11, 20]. 1

5.2 PRE-DEPLOYMENT EVALUATION

An evaluation prior to the deployment on the MCU can already give us insights into
essential metrics. This section covers the conversion and quantization process and
their impact on the accuracy. The evaluation is conducted by using the TFL interpreter
on the host machine.

5.2.1 Conversion

For the deployment on TFLu, the conversion into a .tflite model is necessary. The
conversion process from a Keras to a .tflite model is lossless and should result
in an identical model. We experimentally con�rm in Table 5.4 that our models are
convertible2 and the accuracy remains the same.

5.2.2 Quantization Effect on the Accuracy

We use the TFL converter to quantize the models into either mixed quantizedor fully
quantizedmodels. Mixed quantizedmodels only have the weights quantized, and the
computation is still done in 32-bit �oating point arithmetic, and so is the resulting acti-
vation. Fully quantized, on the other hand, refers to the quantizations of the weights, bi-
ases, and activations to the �xed point format int8 by using a representative dataset.

1When we refer to loss, it is the categorical cross-entropy lossof the TF implementation [103].
2During the conversion process TFL already checks if the used operations are all supported by TFL.
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Accuracy Accuracy � Loss

unoptimized 98.79% 0.00% 0.041262
mixed quantization 98.77% – 0.02% 0.041296

full quantization 98.74% – 0.05% 0.047195

Table 5.5: The quantization process for the LeNet only results in a minimal loss of
accuracy.

Accuracy Accuracy � Loss

unoptimized 91.85% 0.00% 0.31073
mixed quantization 91.67% – 0.18% 0.31606

full quantization 91.79% – 0.06% 0.40206

Table 5.6: Surprisingly, for the ResNet, the fully quantized model achieves a greater
accuracy than the mixed quantized model. However, this is most likely a random
effect that one has to observe empirically.

All the arithmetical computations will be done in int8 . For the representative dataset,
we use the �rst 5; 000 samples from the training set in both cases. We thereafter
investigate the effect of the quantizations by using the TFL interpreter on the host.

5.2.2.1 LeNet

The quantization process has a minimal effect on the accuracy and loss of the trained
LeNet. For the mixed quantization, the accuracy is reduced by 0:02 %, whereas for
the full quantization, the accuracy is reduced by 0:05 %. As our test set consists of
10; 000 images, we know our original model classi�es 121 image wrongly, the mixed
quantized classi�es 2 additional images wrongly (increase by 1:7 %), and the fully
quantized 5 additional images (increase by 4:1 %). We see similar results for the
categorical cross-entropy loss – it is increased for the quantized models (Table 5.5).

5.2.2.2 ResNet

Overall, we observe equivalent results for the ResNet – quantizations leads to a de-
crease in the accuracy. However, the mixed quantization diminishes performance by
0:18 %, whereas the full quantized model only affects accuracy by 0:06 %. The fact
that the fully quantized model has a smaller decrease in accuracy than the mixed
model is an unusual observation but not unlikely. In this case, the quantization of
the weights leads – due to randomly distributed effects on the NN – in an increase
in accuracy. Despite that, we see the expected increased loss for the fully quantized
model (Table 5.6).

For both models, the quantization process only brings a minimal accuracy loss.
Nonetheless, this does not necessarily have to be the case for every NN. The effects
strongly depend on the type of quantization and the architecture. If the trained NN
requires a wide dynamic range for weights, biases, or activations, quantization can
result in a signi�cant accuracy decrease. However, empirical investigations have
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Figure 5.2: The mixed and full quantization results in a 73 %reduction of the memory
footprint for the LeNet. ( float32 refers to the unoptimized, float32;int8 to the
mixed and int8 to the fully quantized model.) (LeNet).

shown that this is usually not the case (discussed in Section 2.5.1). For our models,
a dynamic range from � 127to 126, so a total of 28 bit = 256 bins, is suf�cient.

5.2.3 Quantization Effect on the Memory Footprint

Despite the adverse effects on the accuracy, one of the reasons for quantization is the
resulting reduced memory footprint of the NN.

5.2.3.1 LeNet

The model size can be decreased by up to73 %while only losing 0:05 %in accuracy.
This is expected, as we quantize the weights from float32 to int8 . Instead of using
32 bit, we use8 bit , a quarter, to store the weights. Only a minimal difference between
the full and mixed quantized model is observed, as the model only stores the weights,
which make up the majority of the model memory footprint. For both quantizations,
the weights are quantized to int8 (Figure 5.2).

5.2.3.2 ResNet

Identical to the LeNet, we achieve a relative reduction of the model memory footprint
by 72 %for the ResNet. Without quantizing the model, it has a size above 1 MiB which
makes it unsuitable for the deployment on the L4 because the Flash is limited to 1 MiB
(Figure 5.3).
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Figure 5.3: Quantizing the weights of the ResNet from float32 to int8 results in a
72 %reduction of the memory footprint. Without quantization, a deployment on the
L4 would not be possible. (ResNet).

5.2.4 Summary Quantization

The effects of the quantization can already be evaluated on the host. To summarize,
we achieve a reduction of the memory footprint of the models by maximal 73 %while
only losing 0:18 % of accuracy in the worst case. Consequently, when the loss in
accuracy is tolerable, quantizations can reduce the memory footprint signi�cantly.
However, as discussed, this has to be empirically investigated by quantization of
the network and verifying the new accuracy. The effects of the inference latency and
energy ef�ciency will be discussed in Section 5.3.

5.2.5 Compiler Optimization

Another effect one can evaluate before we investigate the results of the actual de-
ployment is the effect of compiler optimizations in regards to the size of the binary 3.
Figures 5.4 and 5.5 present the size of the compiled binaries using the compiler op-
timizations -Os and -Ofast . Using -Os results in a smaller binary size across both
model types. This is expected as -Os is a compiler optimization that optimizes for
size, while -Ofast optimizes for speed, at the cost of code size [104]. For both mod-
els, across both types of quantizations, the usage of compiler optimizations does not
shrink the models' size. Compiler optimizations only reduce the size of the program,
not the data. The program includes the whole framework: TFLu and used mbed-os
libraries. A reduction of 115 KiB is achieved by using the -Os optimization. For the
LeNet, this is a relatively bigger improvement than for the ResNet due to its smaller
model size. Consequently, compiler optimizations, at least in regards to the binary

3Binary refers to the compiled executable, which will be �ashed on the MCU.
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Figure 5.4: Using -Os as a compiler optimization leads to a smaller binary size.
However, this only affects the program part of the binary. Therefore the relative effect
is more substantial when the size of the model makes up a smaller percentage of the
whole binary size – for example, this can be achieved by quantization. (The displayed
error bar is a result of different binary sizes for different MCUs, libraries ( cmsis-nn ),
and FPU status.) (M: LeNet — MCU: ? — Q: / — CO: / — cmsis-nn : ? — FPU: ?).

size, get less valuable if the model's memory footprint makes up the majority of the
binary.

Needless to say, compiler optimizations also affect the inference latency and en-
ergy ef�ciency, which we will present in Section 5.3.2.3.
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Figure 5.5: Also, for the ResNet, the usage of -Os results in a smaller binary size.
Compared to the LeNet Deployment, the relative reduction is smaller, as the model
makes up the majority of the binary size. (M: ResNet — MCU: ? — Q: / — CO: / —
cmsis-nn : ? — FPU: ?).
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5.3 DEPLOYMENT EVALUATION

While we have already investigated the quantization effect on the accuracy and the
memory footprint, in this section, we will use the developed toolchain to deploy the
converted models on the chosen MCUs. First, we verify the deployment by running
inferences on the test set. Next, we investigate the inference latency and energy
consumption for the various models on the three MCUs on a per inference granularity.
Lastly, we investigate the same metrics but using layer granularity, which will permit
us to gather additional insights.

5.3.1 Classi�cation Accuracy

We already investigated the three available quantization types and their accuracy
using the TFL interpreter on a desktop machine. For this investigation, we deploy the
models on the MCUs and verify that they work as expected by running the prediction
for the whole test set (Table 5.7). In theory, one should not notice a difference in
accuracy, as the .tflite �le is static. However, due to the usage of a different
inference library, a different architecture, and hardware-speci�c accelerations, changes
might nevertheless occur.

We observe that the mixed model only achieves an accuracy of 10 % across all
MCUs. After investigations and getting in contact with the TFLu developers, we learn
that mixed models are not supported by TFLu [105]. However, the interpreter did not
throw an error, as it should have. It merely computed something random, and the
accuracy of 10 %is the result of random predictions, given that there are 10prediction
classes.

The unoptimized and the fully quantized model perform as expected, and we did
not observe a drop in accuracy. However, one optimization combination stands out:
the fully quantized model when using cmsis-nn . We see an increased accuracy by
0:02 %(which is equivalent to 2 images more be correctly classi�ed). This increase in
accuracy is not a feature of cmsis-nn , but it is a random effect due to different kernel
implementation and a result of the different underlying computations. For a different
NN, this could also result in a drop in accuracy – either direction is possible.

5.3.2 Inference Latency

We have shown that the unoptimized and fully quantized models work across all
MCUs. This section examines the inference latency under different aspects. The
results will be highlighted for the LeNet and L4. However, we observe the same
behavior across LeNet and ResNet and all the MCUs. Their respective �gures can be
found in the Section A.3. The contrast of the MCUs will be investigated subsequently
in Subsection 5.3.2.4.

We focus on the relative trends, as the absolute numbers vary for the NN architec-
tures and MCUs. Across all deployments, we observe a stable inference latency with
no signi�cant deviations for thousands of inferences. 4 Additionally, as previously
discussed, there is no batch processing support. Therefore the throughput can be
easily derived from the inference: throughput = 1

latency .

4The error bar is included in every plot but usually not visible due to minimal or no deviation.
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cmsis-
nn

TFL Ac-
curacy

TFLu
Accu-
racy

Accuracy � TFL Loss TFLu Loss

unoptimized
7 98.79% 98.79% 0.00% 0.04126 0.04126
3 98.79% 98.79% 0.00% 0.04126 0.04126

mixed
quantization

7 98.77% 10.03% –88.74% 0.04130 2.38636
3 98.77% 10.03% –88.74% 0.04130 2.38636

full
quantization

7 98.74% 98.74% 0.00% 0.04719 0.04719
3 98.74% 98.76% 0.02% 0.04719 0.04717

Table 5.7: The unoptimized and full quantized model perform as expected and achieve
the same accuracy. This was already evaluated before by using the TFL interpreter.
However, the mixed model is not supported by TFLu and therefore achieves the same
accuracy as a random computation. (M: LeNet — MCU: L4 — Q: / — CO: ? — cmsis-nn :
/ — FPU: ?).
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Figure 5.6: The fully quantized model has a minimal increased inference latency
compared to the unoptimized if the FPU is enabled. As the L4, and all other MCUs
hold an FPU, the processing of �oating point operations is accelerated. (M: LeNet —
MCU: L4 — Q: / — CO: -Ofast — cmsis-nn : 7— FPU: 3 ).

5.3.2.1 Quantization

We observe no acceleration for the fully quantized model during the deployment. In
contrast, it has a minimal slower latency than the unoptimized model (Figure 5.6).

However, all of the evaluated MCUs hold an FPU, which can signi�cantly acceler-
ate the �oating point computation. Using compiler �ags, one can enable and disable
the FPU. This is crucial to investigate, as all of our tested architecture do have an FPU.
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Figure 5.7: The availability of an FPU accelerates the latency of the unoptimized
model by 4� . However, when no FPU is available, the fully quantized model has
signi�cantly smaller latency. (M: LeNet — MCU: L4 — Q: / — CO: -Ofast — cmsis-nn :
7— FPU: /).

However, for the ARM Cortex-M4 architecture, this is optional. Consequently, many
MCU architectures do not have an FPU – especially the most resource-constrained
devices.

When the FPU is disabled, the unoptimized model takes a signi�cantly longer
time. Compared to using the FPU, it is 4� slower. In contrast, the FPU does not have
any acceleration impact on the fully quantized model. This is as expected, as all the
computation is done in int8 , and the FPU only accelerates �oating point operations
(Figure 5.7).

Our �rst observation is that the FPU only accelerates the computation of the un-
optimized model. Consequently, when no FPU is available, the latency acceleration
by using the quantized model is indispensable. The availability of an FPU makes
�xed point quantization less attractive in regard to the latency acceleration. However,
quantization still brings a signi�cantly decreased memory footprint for the model and
�xed point operations can be further accelerated by using cmsis-nn .

5.3.2.2 CMSIS-NN

Using the previously discussed software accelerator library cmsis-nn , we can fur-
ther accelerate �xed point operations. The usage of cmsis-nn accelerates the fully
quantized model another 4� . Consequently, even when an FPU is available, the fully
quantized model is signi�cantly faster (Figure 5.8). Therefore, the combination of
quantization and cmsis-nn is superior in regard to latency and memory footprint
and, besides, does not require the availability of an FPU.
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Figure 5.8: cmsis-nn accelerates the fully quantized model by 4� as it uses �xed
point operations, whereas it does not affect the �oating point model. (M: LeNet —
MCU: L4 — Q: / — CO: -Ofast — cmsis-nn : / — FPU: 3 ).

5.3.2.3 Compiler Optimization

As previously presented, the compiler optimizations -Os and -Ofast can decrease
the �nal size of the binary at the cost of optimizations, which can accelerate the infer-
ence. -Os reduces the size of the binary at the cost of an increased inference latency
for the unoptimized and fully quantized model (Figure 5.9a). All LeNet models except
the fully quantized model using cmsis-nn can be greatly accelerated at the cost of
an increased binary by using -Ofast . For the cmsis-nn optimized fully quantized
LeNet model the acceleration is minimal, as cmsis-nn already optimizes most of the
underlying computation. In contrast for the ResNet, we observe that using cmsis-nn
and -Ofast brings a similar relative acceleration but the absolute latency is signi�-
cantly greater (Figure 5.9b). Consequently, we learn that the compiler optimizations
-Ofast brings a greater absolute acceleration for deeper NNs, which adds nicely as
the usage of -Os is less bene�cial for greater NNs because it does not reduce the size
of the model – only the underlying framework (Figure 5.4).

5.3.2.4 Model and MCU Speedup

The presented evaluations hold across the other MCUs. The Section A.3 presents the
detailed �gures. This section will discuss the variations between the MCUs and the
models.

When comparing the L4 to F4, we usually observe a speedup of around 2:25�
for the best performing model ( cmsis-nn and fully quantized). This is equal to the
relative increase in the clock frequency. The F7 has a clock frequency of216 MHz, 1:2�
faster than the F4, and2:7� than the L4. However, we observe a signi�cantly stronger
acceleration for the F7 of around 2� to the F4, and 4:5� to the L4 (Figure 5.10 and
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(a) M: LeNet — MCU: L4 — Q: int8 — CO: / — cmsis-nn : / — FPU: 3 .
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(b) M: ResNet — MCU: L4 — Q: int8 — CO: / — cmsis-nn : / — FPU: 3 .

Figure 5.9: Using compiler optimizations, we can trade-off the size of the binary and
the inference speed. For the models which are not accelerated by cmsis-nn , this
comes at a high cost for the inference latency. Whereas when using cmsis-nn , the
acceleration through compiler optimizations is minimal.
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Figure 5.10: The relative decrease in the inference latency is not only due to the
increased clock frequency. The F7 performs relatively better due to the Cortex-M7
architecture, which features an L1 cache and a longer pipeline. (M: LeNet — MCU: / —
Q: / — CO: -Ofast — cmsis-nn : 3 — FPU: 3 ).

Table 5.10). We hypothesis that this effect is due to the different architecture. The
F7 uses the Cortex-M7 CPU architecture, whereas the L4 and F4 contain the Cortex-
M4. Compared to the Cortex-M4, the Cortex-M7 has an L1 cache of 16 KiB and a 6-
stage pipeline compared to a 3-stage pipeline of the M4. This doubling of the pipeline
stages results in approximately twice as many instructions that can be computed per
cycle (under the assumption that the stages can be engineered to be of equal time to
optimize their bene�t). Together with the increase in clock speed, we get a �tting
approximation for the empirical increase we observe in our experiments. The SIMD
and hardware integer supports are similar [106, 107].

Another intriguing observation is that the usage of cmsis-nn does not have the
same relative effect, neither across models, nor across MCUs (Table 5.8). Consequently,
it is hard to predict the effect of cmsis-nn , as the architecture of the network (which
kernels get accelerated), the depth, but also the MCU architecture seems to play a
crucial role.

Lastly, we measure that across all available models and MCUs, the best performing
model is the same and uses the same optimizations: the fully quantized model using
-Ofast as compiler optimizations, using cmsis-nn and having the FPU enabled.
However, it has to be mentioned that the FPU only has a small effect on the initial
quantization and �nal dequantization; the next versions of TFLu, which will support
quantized in- and outputs, should not display any impact anymore. The slowest
model is the unoptimized model with no FPU acceleration, with the compiler settings
optimized for size.

The comparison of the best and worst-performing model brings valuable insights
(Table 5.9). For the LeNet, we observe a similar speedup from 12:9� to 15:7� across
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LeNet ResNet

cmsis-nn Latency [ms] none cmsis� nn
cmsis� nn Latency [ms] none cmsis� nn

cmsis� nn

L4
7 120.7

3:3�
12088.46

5:5�
3 36.4 2217.0

F4
7 65.6

4:1�
6506.3

6:6�
3 16.1 984.3

F7
7 17.9

2:2�
1119.8

2:5�
3 8.1 449.30

Table 5.8: cmsis-nn results in different speedups across the MCUs and models.
Deeper networks bene�t more signi�cantly from cmsis-nn and the F7 gains the least.
(M: / — MCU: / — Q: int8 — CO: -Ofast — cmsis-nn : / — FPU: 3 ).

Worst Performing Model Best Performing Model

Quant. FPU Compiler cmsis-nn Quant. FPU Compiler cmsis-nn

none 7 -Os 7 fully 3 -Ofast 3

MCU Latency [ms] Latency [ms] Speedup

LeNet
L4 470.54 36.39 12 :9�
F4 227.60 16.11 14 :1�
F7 126.42 8.05 15 :7�

ResNet
L4 — 2217.01 —
F4 28817.51 984.32 29 :3�
F7 15565.85 449.30 34 :6�

Table 5.9: Across all models and MCUs, the fastest and slowest model is the same. For
smaller architectures like the LeNet, we observe a speedup that is half as big compared
to the ResNet. Consequently, optimizations have a substantial effect in general and a
stronger one on more complex architectures.

the MCUs. On the other hand, for the ResNet, we achieve a speedup from 29� to
34:6� . The exact reasons for the increased speedup can only be hypothesized. This
could be due to the increased depth of the ResNet, which reduces the in�uence of
model initialization. Additionally, the layer composition might play a signi�cant
role, as the ResNet mainly consists of successive convolutional layers that bene�t
signi�cantly from the acceleration.

On the whole, we learn that the usage of various optimizations can greatly accel-
erate inference from up to 12:9� to 34� while also decreasing the memory footprint
by approximately 70 %. We therefore strongly recommend the increased effort of
optimizing before and during the deployment.

5.3.3 Energy Ef�ciency

This section presents the evaluation of the energy measurements. As before, we will
evaluate the effects of optimizations on the energy ef�ciency, and thereafter, compare
the energy ef�ciency of the MCUs. All energy evaluations are conducted with the
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Figure 5.11: The previously best performing MCUs in terms of inference latency
require the most energy. However, using cmsis-nn and the fully quantized model
leads to a reduced inference time and reduced energy consumption. (M: LeNet — MCU:
/ — Q: / — CO: -Ofast — cmsis-nn : 3 — FPU: 3 ).

FPU enabled and the -Ofast compiler optimization. We are primarily interested in
the effect of quantization and cmsis-nn .

5.3.3.1 Energy Measurements MCUs

We �nd that the slowest performing MCU, the L4, is the most energy-ef�cient MCU in
our evaluation, as it requires the least amount of total energy for running an inference.
In contrast, the higher clocked MCUs – F4 and F7 – require more energy for the
inference. This is an anticipated observation, as the clock speed is proportional to
the power consumption, and the L4 has been build speci�cally for ultra-low power
use cases. Equivalent to the latency, the most energy-ef�cient deployment is the fully
quantized model using cmsis-nn (Figure 5.11).

Instead of emphasizing each optimization one after another, as in the previous
section, we investigate the correlation of the inference latency and energy consump-
tion for the respective optimizations across the MCUs. We observe an ideal linear
relationship between the energy consumption and the inference latency across all
optimizations (Figure 5.12).

Each slope in Figure 5.12 represents the characteristic of the MCU and highlights
the different cost of decreasing the inference latency and the relationship to the energy
consumptions. However, one should keep in mind that one cannot pick a point on the
linear line arbitrarily. Each energy consumption and inference latency is a �xed point
and cannot be moved arbitrarily across the slope. Nonetheless, it is interesting to see
that the L4 is superior in terms of energy ef�ciency throughout the spectrum. This
means that it should be the default if time is not crucial. However, as we will show
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Figure 5.12: The inference latency and energy consumption have an ideal linear
relationship for each MCU. The slopefor each MCU is different, as higher clocked
MCUs use more energy per time spent on the inference. However, they also require
less time for the inference. (M: ? — MCU: / — Q: ? — CO: -Ofast — cmsis-nn : ? — FPU:
3 ).

later on if the scenario requires hard real-time upper bounds, we might be forced to
use less ef�cient MCUs.

Consequently, all the lessons from the previous sections regarding the acceleration
of the inference time are the same for the energy ef�ciency. A Y � decrease in inference
latency also results in Y � decrease in energy consumption for an MCU.

This observation does not match our initial assumptions. As presented in Chapter
2, memory access requires magnitudes more energy than computations. Therefore,
we would have assumed that optimizations, which lead to more memory access,
would require disproportionately more energy. However, we suspect that the in-
creased energy cost for memory access is also partly seen in an increased latency. As
a consequence, the latency is a perfect proxy for the energy consumption.

Table 5.10 presents the best-in-class achieved latency and energy consumption for
each MCU running LeNet and ResNet. As before, across all MCUs, the fully quantized
model using cmsis-nn is the one with the best inference latency and the smallest
energy consumption. While we observe that the relative decrease in latency across the
MCUs is 2:5� for L4 to F4, and 4:5� for the L4 to F7, the energy consumption does not
increase by the same factor. Whereas the F7 is4:5� faster than the L4, it only requires
2� more energy. Therefore, a decrease in latency can be achieved at a smaller increase
in energy.
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MCU Latency
[ms]

Latency
Normalized to L4

Energy
Consum. [mJ]

Energy Consum.
Normalized to L4

LeNet

L4 36.5 1:0� 1.6 1:0�
F4 16.1 2:3� 3.8 2:4�
F7 8.1 4:5� 3.2 2:0�

ResNet

L4 2209.2 1:0� 98.2 1:0�
F4 983.2 2:3� 224.0 2:3�
F7 448.1 4:9� 193.3 2:0�

Table 5.10: The relative speedup in latency across the MCUs is more signi�cant than
the relative increase in energy consumption. Consequently, accelerating the inference
latency by using more powerful MCUs does not result in an energy increase of the
same scale.(M: / — MCU: / — Q: int8 — CO: -Ofast — cmsis-nn : 3 — FPU: 3 ).

5.3.3.2 Pareto Frontier

Combining these observations, we can now investigate the trade-off between infer-
ence latency and energy consumption. Depending on the application requirements,
one can and should pick the MCU, which best ful�lls the scenario's need. We present
this by displaying the Pareto frontier 5 of our evaluation for the ResNet in Figure 5.13.
For real-time applications, there are strict requirements regarding the latency, such as a
demand for classifying sensor data within 10 msto enable a stable control loop [108].
Therefore, one would prefer to pick the F7 of our Pareto frontier. However, for the
most energy-ef�cient deployment, e.g., wireless sensor deployments without strict
latency requirements, the L4 would be preferred. Unexpectedly, the F4 is not Pareto
optimal, as it requires more energy while having a greater inference latency than the
F7. Due to the lower power consumption of the F4, one could have expected that
the F4 will be classi�ed on the Pareto frontier between the L4 and F7. However, the
inference acceleration is stronger on the F7, resulting in an overall smaller energy
consumption. This �nding stresses the importance of empirical investigations, as
the selection of a Pareto ef�cient MCU results in better performance and less energy
consumption.

This investigation highlights the trade-off between energy consumption and infer-
ence latency. The used optimizations across the Pareto frontier are the same, whereas
the MCUs differ. One could achieve a Pareto improvement by evaluating more MCUs
or investigating additional optimizations.

5.3.3.3 Runtime Estimations

With the availability of our best-in-class energy consumptions (Table 5.10), one could
estimate the lifetime of real-world applications using the presented optimized NN. A

5Pareto ef�ciency describes an optimal allocation given the trade-off between preferences. Conse-
quently, the Pareto frontier is the set of all Pareto ef�cient locations.
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Figure 5.13: Our Pareto frontier is de�ned by the two best performing models running
on the L4 and F7. The best performing model on the F4 is not included, as one can
achieve a lower latency while using less energy by selecting the F7. (M: ResNet — MCU:
/ — Q: ? — CO: -Ofast — cmsis-nn : ? — FPU: 3 ).

common coin cell, the CR2477 [109], is speci�ed with 1 A h at 3 V. Running an infer-
ence of the ResNet every 30 seconds, one can achieve a runtime of39 days using the
most energy-ef�cient model on the L4. When using a still compact battery, e.g., a 18650
Li-Ion battery [110], one could achieve a runtime of nearly half a year. Both runtimes
could be extended enormously, or even inde�nitely, by using energy harvesting.

The lifetimes would be 61� higher for the LeNet on the L4. However, we high-
lighted the ResNet as it could be used for a wider variety of real-life applications.
This simple estimation is supposed to stress that ML on the edge is feasible. Without
optimizations, the runtime would have been reduced by a factor of 30� and resulted
in just a bit more than a single day for the coin cell deployment.

5.3.4 Latencies per Layer

So far, we have evaluated different optimizations and their individual and combined
effect on the whole inference. This subsection evaluates the inference in more detail
by exploring the effect with layer granularity. Learning about the effects on individual
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layers and layer types can bring important insights into the energy-ef�cient co-design
of NNs. We will highlight optimizations that do not uniformly affect the layers. We
present selected layers of the ResNet as the whole architecture consists of36 layers.
The selected layers are representative of the whole network, as the network consists
of a repetitive structure with similar meta-parameters. Meta-parameters here refers
to the parameters of layer types. For dense layers, this is the amount of input and
output neurons; for convolutional layers, it is the kernel size, number of channels,
and input/output size.

The fully quantized model introduces two additional layers into the network:
quantize and dequantize layers (Figure 5.14a and 5.14b). These layers quantize the
initial float32 input to int8 and vice versa for the output. The effect on the infer-
ence latency is minimal.

Furthermore, cmsis-nn has a strong acceleration effect for the inference layers,
but only for convolutional and dense layers. In stark contrast, the acceleration for
the pooling layers is minimal or not existent. However, striking is that the usage of
cmsis-nn increases the latency of the ADDlayers in the ResNet (Figure 5.14b and
5.15b). The reason is unknown.

To further investigate the non-uniform impact of optimizations, Figure 5.15a and
5.15b show the relative latency of each layer for the whole inference. As expected, the
relative latency for the layers pooling, quantize, and dequantize layers increases when
using cmsis-nn , as they do not pro�t from the cmsis-nn acceleration.

Nevertheless, for the LeNet the 3_CONV_2Dlayer pro�ts stronger from cmsis-nn
than the �rst convolutional layer 1_CONV_2D. The relative time spent in the �rst con-
volutional layer did increase, which is not the case for the second convolutional layer.
Consequently, the acceleration for the second convolutional layer is more substantial
than for the �rst (Figure 5.15a). In contrast, we see an more uniform acceleration across
the layers for the ResNet. As already discussed for the absolute plots, the latency
for ADDlayers increases and as a consequence their relative amount is signi�cantly
increased (Figure 5.15b).

Altogether, we learn that optimizations do not uniformly affect layers. Also, layers
of the same type can be affected differently. Nonetheless, further investigations are
required and will be discussed in Section 6.1.2.

5.3.5 Energy Consumption per Layer

The individual layers' energy consumption demonstrates the same characteristic as
previously discussed: the energy consumption has a linear relation to the inference
latency – also on a per-layer basis. Figure 5.16 shows the regression of the absolute
energy consumption per layer, and absolute time per layer. Each MCU shows a
different slope de�ned by its characteristics.

5.4 POST DEPLOYMENT M ETA-A NALYSIS

This section explores the meta-analysis of the previous sections – comparing metrics of
the computational complexity of a model and their effect on the inference latency and
energy consumption, respectively. We analyze the metrics for the LeNet and ResNet,
and additional, on a per-layer basis.



5.4. POST DEPLOYMENT M ETA-A NALYSIS 72

0 10 20 30 40 50 60

0_QUANTIZE

1_CONV_2D

2_AVERAGE_POOL_2D

3_CONV_2D

4_AVERAGE_POOL_2D

5_RESHAPE

6_FULLY_CONNECTED

7_FULLY_CONNECTED

8_FULLY_CONNECTED

9_SOFTMAX

10_DEQUANTIZE

Latency of the Layer [ms]

La
ye

rs

none
cmsis-nn

(a) Whereascmsis-nn accelerates convolutional and fully connected layers signi�cantly, the
effect is minimal or non-existent for the remaining layers. (M: LeNet — MCU: L4 — Q: int8
— CO: -Ofast — cmsis-nn : / — FPU: 3 ).
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(b) In the ResNet, the amount of convolutional layers dominate. cmsis-nn uniformly
accelerates the convolutional layers, but we observe an increased latency for the ADDlayers.
(M: ResNet — MCU: L4 — Q: int8 — CO: -Ofast — cmsis-nn : / — FPU: 3 ).

Figure 5.14: Absolute inference latencies of the LeNet and ResNet layers for the L4.
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(a) The acceleration of layer types is not uniform across all layers, as the second convolutional
layer is accelerated by 5:1� , and the �rst only by 2:5� . (M: LeNet — MCU: ? — Q: int8 —
CO: -Ofast — cmsis-nn : / — FPU: 3 ).
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(b) For the ResNet, the cmsis-nn acceleration is more uniformly, as most convolutional
layers have the same meta-parameters. (M: ResNet — MCU:? — Q: int8 — CO: -Ofast
— cmsis-nn : / — FPU: 3 ).

Figure 5.15: Relative inference latencies of the LeNet and ResNet layers across all
MCUs. The error bars are the result of the varying relative latencies across the MCUs.
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Figure 5.16: Each dot represents the inference latency and energy consumption of an
individual layer. Identical to the whole inference, we observe a linear relationship
with different slopes for different MCUs. (M: ? — MCU: / — Q: ? — CO: -Ofast —
cmsis-nn : ? — FPU: 3 ).

To calculate the MACC operations, we use the presented method in Section 2.1.2
and 2.1.3. Nonetheless, this is a simpli�ed formula, and the concrete number of MACC
operations depends on the implementation of the kernel. We discussed this problem
with the TensorFlow Lite community [111]. The usual practice is to take the original
NN architecture as a recipe and infer the MACC operations – as we did in Section 2.1.2
and 2.1.3. This metric is then independent of the implementation and can be used to
measure a system's performance.

Furthermore, the analyzed networks are not ideal for evaluating this research
objective. The types of different layers are limited, as they mostly consist of convo-
lutional and dense layers, and we are limited to two networks. However, they can
give some highlights and exciting insights. This analysis is of interest, as the �eld of
neural architecture search (NAS) optimizes NNs often for a particular metric. This
raises the question: Which metric – that can be known before empirical evaluation –
can be used as a proxy for the optimization objective?

5.4.1 LeNet Versus ResNet

The number of parameters is the indicator for the model memory footprint. Therefore,
we see that the ResNet is exactly3:4� bigger in size than the LeNet (see Section 5.2.3).
However, the number of parameters is not a good indicator of the computational
complexity of a model, as discussed in Chapter 2.

The ResNet has141� more MACC operations than the LeNet. A similar relative
difference is observed for the worst performing model regarding the latency where
the ratio ranges from 123� to 126� . If we include optimizations, the best performing
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MCU ResNet
LeNet Ratio Best Latency [ms] Worst Latency [ms]

# Params. MACC Ops. LeNet ResNet ResNet
LeNet LeNet ResNet ResNet

LeNet

L4
3:4� 141:3�

36.3 2217.0 60:9� 470.5 — —
F4 16.1 984.3 61:1� 227.6 28817.5126:6�
F7 8.0 449.3 55:8� 126.4 15565.9123:1�

Table 5.11: The relative difference in the number of MACC operations has limited
predictive quality regarding the inference latency when optimizations are used.

models only demonstrate a relative difference from 55� to 61� (Table 5.11). We learn
that MACC operations lose their predictive power when optimizations are used. A
discussion and its implication can be found in the following chapter in Section 6.1.2.

5.4.2 Layer Complexity Analysis

A similar analysis can investigate the relationship between the metrics with layer
granularity. This analysis brings valuable lessons for the architecture design of NNs.

The number of layer parameters (weights and biases) does neither hold predictive
value for the energy consumption nor inference time. The dense layers make up
the majority of the parameters (more than 90 %), while the total amount of MACC
operations is less than 30 %. It is noteworthy that the relative inference and energy
consumption for the dense layers with a total of 13 % is signi�cantly smaller than
both of these previous metrics would suggest (Figure 5.17). Hence, we learn that
dense layers come at the costs of an increased memory footprint due to the number of
parameters. However, their inference latency and energy consumption are dispropor-
tional to the relative number of MACC operations, highlighting their computational
ef�ciency or memory inef�ciency.

Convolutional layers make up the majority of the MACC operations ( � 72 %) and
of the inference time/energy consumption ( � 87 %) (Figure 5.17). For the fully quan-
tized model with cmsis-nn (Figure 5.17a), we observe that the �rst convolutional
layer (00_Conv2D) shows a higher latency than the second (02_Conv2D). However,
the �rst convolutional layer only contains a third of the MACC operations of the entire
model, while the second makes up more than half of the MACC operations. We do not
observe the same relation for the unoptimized or quantized model without cmsis-
nn (Figure 5.17b). This highlights that optimizations decrease the predictive value of
MACC operations and do not affect layers of the same type uniformly. We will discuss
this observation with more details in Chapter 6.
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(a) M: LeNet — MCU: L4 — Q: int8 — CO: -Ofast — cmsis-nn : 3 — FPU: 3 .
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(b) M: LeNet — MCU: L4 — Q: ? — CO: -Ofast — cmsis-nn : 7— FPU: 3 .

Figure 5.17: MACC operations have a limited value as a proxy for the latency and
energy consumption. The layer composition of the NN plays a signi�cant role.



6

D ISCUSSION

In this chapter we discuss about the evaluation results and present the lessons learned.
Furthermore, we will review the gathered data on on-device inference and compare it
to the centralized approach where the data gets processed in the cloud. Lastly, we will
discuss further implications for the general trend of hardware and software within
this �eld.

6.1 LESSONSLEARNED

We have learned that ML on the edge is enabled by various techniques on the hard-
ware and software side. ML on the edge will not be enabled by a single trend – it will
be a continuous optimizations across the layers. If these optimizations are distinct
from one another, this can result in multiplier effects. It is essential to highlight that
instead of a single optimization that increases inference latency and energy ef�ciency
by 10� , one can also combine10 optimizations, which each result in 1:26� indepen-
dent improvements to achieve the same 10� effect. This effect was demonstrated in
the evaluation, as we have combined multiple effects. With only one optimization,
e.g., quantization, we could have �t the model onto the L4, but it would have in-
creased inference time. Sacri�cing only a little bit of latency through -Osize can be
the difference between �tting a ResNet into less than 256 KiB of Flash and enable a
deployment or fail with a faster model. But this is still by far not enough to read the
5 ciphers of a postal code on a letter in under half a second so that a machine can
automatically sort it; only if we also make use of appropriate software libraries can
we break this barrier and ful�ll a system's requirements.

Despite that, the toolchain comes with various limitations, which are de�ned by
the selected software. In the future, the toolchain could be extended to support the
design of ef�cient NNs by providing a hardware-in-the-loop approach – using the
evaluation results to guide the design of a more ef�cient NN. Additionally, the in-
tegration of additional hardware architectures is valuable to support the upcoming
generations of MCUs and application-speci�c instruction set processors (ASIPs).

6.1.1 Toolchain Capabilities

The developed toolchain allows us to investigate the effects of different optimizations
regarding the inference latency and energy consumption. As the toolchain focuses on
the deployment of already existing NNs, no prior knowledge for the design of NNs
has to be known. The usage of TF has proven to be useful, as it is widely supported,
and the community is continuously enhancing the capabilities. Especially TFLu has
seen increased attention during the work on this thesis, which will lead to further
improvements and more supported NN architectures.

77
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LeNet

Accuracy Loss

Original 98.79% 0.04126
Pruned 98.09% 0.06274

� – 0.70% – 0.02148

Table 6.1: Pruning 80 %of the weights of the LeNet only results in a minimal accuracy
loss by 0:70 %.

The developed toolchain is limited to ARM Cortex-M architectures, which are
supported by Mbed. For a discussion of this choice and additional targeted hardware,
see the upcoming Section 6.3.1.

Additionally, the integration into automatic deployments and evaluations allowed
us to automatically test a range of optimizations – hardware-speci�c and unspeci�c
– and automatically deploy them. The communication routine brings the �nal pos-
sibility of verifying the test set on the device and con�rming the system's operation.
Nonetheless, at this moment, the toolchain still comes with limitations in regards to
the �exibility.

Furthermore, the toolchain is limited in the supported architectures of NNs. At
this stage, TFL does not support the same amount of operators as TF does.1 This
limitation is even harsher for TFLu. 2 Additionally, the supported number representa-
tions in these operations are usually limited to float32 and int8 . Additional data
types are not yet supported and require an additional implementation to exploit other
types of quantization. This is also the reason for the limitation in the quantization –
only un-quantized models float32 and fully quantized int8 models are supported.
As a consequence, the supported operations are currently the limiting factor for the
availability of deployable NNs 3; however, we have already seen further development
and new implementations during the work on this thesis.

Unfortunately, one promising optimization, namely pruning, could not be evalu-
ated entirely because it was not yet supported in TFLu. Nonetheless, we would like
to highlight some preliminary results and discuss capabilities.

6.1.1.1 Pruning

We conducted magnitude based weight pruning with target sparsity of 80 % for the
LeNet, through which a minimal decrease in the accuracy of 0:70 % (Table 6.1) was
observed.

To further decrease the model's size, the pruned model can be quantized with the
known procedure. The quantization process has a positive effect on the accuracy of

1For the supported operations of the TFL interpreter, see https://www :tensorflow :org/mlir/
tfl_ops

2For the supported operations of TFLu, see https://github :com/tensorflow/tensorflow/
blob/master/tensorflow/lite/micro/all_ops_resolver :cc . However, for hardware-
speci�c accelerators, like cmsis-nn , the supported operations vary and are a subset of the hardware
unspeci�c operators.

3This assumes that the NN model �ts into the target's Flash.
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Accuracy Loss

Original Pruned Original Pruned

unoptimized 98.79% 98.09% 0.04126 0.06274
mixed quantization 98.77% 98.11% 0.04130 0.06269

full quantization 98.74% 98.13% 0.04719 0.07257

Table 6.2: The additional quantization process has a positive effect on the accuracy of
the pruned model. However, this is a random effect that is highlighted by the loss, as
the loss does not get signi�cantly better. We observe a difference of 0:61 %in accuracy
for the fully quantized models.
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Figure 6.1: The combination of pruning and quantization can decrease the model
size up to 89:7 %. However, we can only observe the effect by using compression
techniques that require deployments on TFL-capable devices.

the pruned model. In both cases, for the mixed and full quantized model, the accuracy
is slightly increased by 0:02 %and 0:04 %(Table 6.2).

Despite the drawback of pruning on the accuracy, it can reduce the size of a NN
drastically. Unfortunately, the current implementation of .tflite models does not
store the pruned model in an ef�cient format. Therefore, we see no difference between
the pruned and original model – all the pruned weights are still included.

To evaluate the potential effect, one can compress the model using gzip [112]. It
is a lossless data compression utility, which can exploit the redundancy of the zero
weights. However, a compressed model cannot be used by either TFL, nor TFLu.
We merely want to highlight the potential effect. The observation here is that the
combination of �rst pruning and then quantization can lead to a signi�cant decrease
in size – in our case up to 89:7 %(Figure 6.1). At this stage of implementation, pruning
could only bene�t the distribution of a model update over a network, as it could be
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compressed before distributing it to the devices. However, the MCU needs to support
the decompression. We could imagine that in a heterogeneous sensor network, more
capable sensors could assist others by extracting models for them after they have been
ef�ciently transmitted through the low-power network.

Lastly, during the �nal deployment, we did not observe any difference in latency
or energy consumption for the pruned model. TFLu currently does not exploit the
sparsity, and as a consequence, the results are equal to the original model. For these
reasons, we did not evaluate the effect of pruning on the ResNet.

We conclude that the combination of pruning and quantization can be a potent
combination. Unfortunately, we could not evaluate the effect further. However, we
think that pruning can become a powerful tool, primarily as it addresses the domain of
memory and compute. While MCUs have signi�cantly increased their Flash resources
in recent years, the demand for more extensive NNs has already caused even highly
optimized networks to exceed their capacities. Only with these additional features
can we future-proof tinyML and make sure that resource-constraint systems can keep
bene�ting from their big brothers' advances.

6.1.2 Complexity and Heuristics

In Section 5.4, we presented an analysis by comparing pre-deployment metrics and re-
sults from the evaluation. We have shown that the number of parameters (weights and
biases) of a network does not have any predictive value regarding the computational
complexity, latency, and energy consumption – besides their effect on the memory
footprint.

This led us to investigate if the number of MACC operations or FLOPs have a
better predictive value and can be used for developing heuristics. Different orders
of magnitude in MACC operations will always result in a more signi�cant latency
and more energy consumption. However, we do not expect a linear scaling. We have
observed that by using optimizations, the speedup is not uniformly spread across
layers types and not linear with the amount of MACC operations. However, our
observation is limited and could be explained with the layer's meta-parameters, like
the kernel size, number of �lters, stride, or others. SIMD operations or the number
of available registers might favor certain combinations of meta-parameters. However,
those insights are limited and require further experiments. Their future results could
be used for the co-design of ef�cient NNs. NNs could be designed to exploit architec-
tural features of the targeted hardware, for example, the available cache or the SIMD
instructions.

In the evaluation, we learn that dense layers come at the costs of an increased mem-
ory footprint due to the number of parameters. However, their inference latency and
energy consumption are disproportional to the relative number of MACC operations,
highlighting their computational ef�ciency.

This brings us to the effect of hardware. We have seen that specialized optimiza-
tions for the hardware, like cmsis-nn , achieve further acceleration. Consequently,
the available speedup depends on the targeted hardware – which makes the develop-
ment of a heuristics harder and hardware dependent. This leads us to our recommen-
dation and last learned lessons: veri�cation and evaluation via deployment.
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6.1.3 Veri�cation and Evaluation via Deployment

As just presented, the development of a heuristic with metrics known prior to deploy-
ment is challenging – especially when optimizations and hardware-speci�c accelera-
tors are used. With the introduction of further optimizations, like the exploitation of
sparsity, this will get even more complex.

MACC operations can always be used as a general-purpose proxy for comparing
multiple NNs. However, with only subtle differences in the number of operations,
there is less predictive value. Therefore, we propose and see the veri�cation and
evaluation via deployment as indispensable. Measuring the latency is necessary for
a broad set of applications – especially safety-critical applications that need reliable
results. Also, RTOSs, which are used in embedded systems, bene�t from a measur-
able and predictable inference time, as this information can be used for improved
scheduling.

Furthermore, we have seen that the introduction of hardware-speci�c optimiza-
tions can change the accuracy. Specialized kernels introduce different computational
mechanisms, which hopefully only have a neglectable in�uence on the accuracy; how-
ever, this needs to be veri�ed. Even worse, we have observed that features which
are mentioned in the documentation can cause the entire system to malfunction and
completely render it useless, as demonstrated with the mixed quantization. We have
found that empirical veri�cation through hardware in the loopis the only trustworthy
method to guarantee performance for safety-critical systems.

6.2 ON THE EDGE OR IN THE CLOUD

We have explored on-device inference in this thesis and presented the advantages. In
this section, we take a more critical look and evaluate when on-device inference is
actually superior to the original centralized approach. For the centralized processing,
the embedded device needs access to a communication method to forward the input
data. Recent innovations within the �eld of IoT communication, like low-power wide-
area network (LPWAN) technologies resulted in more energy-ef�cient and reliable
communication methods that make it feasible for sensor networks to ef�ciently trans-
mit large amounts of data over a signi�cant life span [113].

For this comparison, we will compare the energy costs of the communication to
the on-device inference. The centralized server's energy consumption will be omitted
for this analysis, as we focus on the embedded system. The energy cost of transmit-
ting the input to the cloud will be compared to the on-device inference energy cost.
The latency is determined by the deployed NN or the round-trip for the latency of
the communication. However, determining the latency of communication methods
depends on too many variables and will be omitted for this analysis.

We compare the evaluated best-performing LeNet and ResNet models on the L4 to
state-of-the-art communication methods, namely, Bluetooth 5, LoRa, FSK, and UMTS.
We evaluated three state-of-the-art and low-power communication modems (Blue-
tooth 5 module nRF52840 (1 Mbit =s) [114], LoRa (62:5 kbit =s) and FSK (300 kbit=s)
SemtechSX1261 [115] and HSPA cellular module ( 12:2 kbit =s) u-blox SARA-U2[116]).
The energy costs for the centralized approach are dominated by the transmission costs
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Figure 6.2: Data transmission can be a more energy-ef�cient approach; however, this
depends on the preferred and available communication method. The LeNet surpasses
most communication techniques, whereas the ResNet is only more energy-ef�cient
than UMTS communication. The energy costs of transmitting data grows linearly
with the size of the input data. For simplicity, we present the communication costs
for the best available case – no overhead due to protocols, the availability of the
best modulation, and the highest available data rate. The best and worst for each
communication technique point towards the usage of an ampli�er for increasing the
communication range and reliability. As a consequence, results in real life will only be
worse. (M: / — MCU: L4 — Q: int8 — CO: -Ofast — cmsis-nn : 3 — FPU: 3 ).

of the input data. In contrast, the NNs have a constant energy consumption, and the
architecture predetermines the size of the input (Figure 6.2).

For these concrete examples, we observe that the inference with the LeNet is more
ef�cient than using most communication modules. Bluetooth 5 shows less energy
consumption – however Bluetooth 5 is strongly limited in the communication range
to only a few tens of meters.

In contrast, the ResNet uses signi�cantly more energy than the LeNet due to the
more complex architecture (61� ). This results from the more challenging classi�cation
tasks and dataset (RGB image instead of grayscale:3� more inputs). Because of this,
communication technologies like LoRa and FSK are more attractive concerning the
energy consumption. Nonetheless, the ResNet still uses less energy than an avail-
able UMTS connection, which is the only technology that would not require custom
infrastructure to be placed by the user.
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This comparison does not provide any guidance on the superiortechnology. Com-
munication methods and protocols have different application �elds – some of them
provide a more extended communication range, others for low-range communication.
This is also highlighted by the best and worst performance as the transmission power
and hence the targeted range, in�uences the energy consumption immensely. Further-
more, for some communication technologies, local regulations apply. Consequently,
the communication's duty cycle is limited, which can have a signi�cant impact on
latency. Nonetheless, this comparison highlights the different scaling effects of NNs
and communication technologies. While communication technologies depend sorely
on the size of the data, the on-device inference scales with the classi�cation tasks
and input size. The ResNet and LeNet comparison highlights this fact: while the
communication costs increase by 3� , the energy costs for the on-device inference
increases by61� when using all the evaluated optimizations on the L4. Consequently,
it is to be expected that the outsourcing of the processing is especially promising for
challenging tasks that require a large NN.

ML on the edge does not replace the need for communication methods completely.
Instead of transmitting the raw data which needs to be classi�ed, one can decrease the
communication costs by using on-device inference and only transmit the classi�ca-
tion/prediction. Such potential applications could be deploying the presented ResNet
for a trail camera in a remote rural place. Instead of transmitting the input image, the
trail camera would only forward the image if the detected object is of interest. This is
an example for an event-basedtriggering to signi�cantly reduce the number of images
that need to be forwarded.

To conclude, deploying ML on the edge is not universally superior to the central-
ized approach. There is no rule of thumb – this decision depends on the requirements
of the speci�c application. Strict requirements, like the absence of connectivity, only
leave the option for on-device inference. In other scenarios, we can �nd a trade-off.
The following list presents some guidelines when one should consider deploying on
the edge:

• The systems needs to be truly autonomous.

• The system is placed in a rural area with no reliable connection.

• The data is private and cannot be forwarded to other identities.

• The amount of input data is disproportional to the required NN architecture
complexity, which signi�cantly increases the transmission's energy cost.

• Only energy-inef�cient and outdated communication technologies are available.

• Harsh requirements for consistent inference latency – communication can result
in unknown delays and is unpredictable.

We learn that on-device inference is not always more energy-ef�cient than the
centralized approach. Furthermore, on-device inference still requires a non-trivial
amount of work and an understanding of embedded systems that we try to address
with this work and lower the burden. Some application requirements have strict
conditions which only allow ML on edge.
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6.3 FURTHER CONSIDERATIONS

As discussed in this thesis and the survey by Vestias et al. [117], ML on the edge will
not be enabled by a single trend – it will most probably be a continuous improvements
in multiple spaces. The following subsections highlight trends that will lead to an
increased interest in ML on the edge. Furthermore, we will discuss how general-
purpose hardware such as CPUs will play an essential role in this development.

6.3.1 Hardware Choice and Trends

Moore's law is slowing down [118, 119] – at least in a literal sense because the ex-
ponential growth in transistor count cannot be sustained anymore. Nonetheless, the
trend of increasing computational capabilities is likely to continue due to the innova-
tion in hardware architectures and the co-processors. The delegation to co-processors,
like GPUs and tensor processing units (TPUs), has been a major driver for the ad-
vancements of ML and NNs. They address the decreased growth in transistor count
by developing ASIPs4 and ASICs.

Nonetheless, in this work, we have targeted COTS ARM Cortex-M architectures.
Co-processors focused on the processing of NNs are superior in terms of latency and
energy ef�ciency [47, 62, 120] which leads to the question – why did we only focus on
CPU architectures during this thesis?

The reason is availability. The availability of co-processors in the �eld of embed-
ded systems and IoT devices is still limited. According to Wu et al. [121], the majority
of smartphones today do not have any or not powerful enough GPUs – they have to
carry out the inferences on general-purpose CPUs. Only 11 %of the surveyed Android
smartphones have a GPU, which is 3� more potent than their CPU. For this reason,
our work focused on accelerating NNs on CPU, as the availability of powerful GPU is
not given. Even though GPUs have received increasing attention in smartphones due
to gaming, their prevalence is still low. We expect the number for embedded devices,
especially for MCUs, to be even lower. Embedded devices have a longer life cycle, and
there was no popular application before ML, which led to a widespread deployment
of GPUs.

Therefore, focusing current efforts of ML on the edge solely on co-processors would
render all the already available systems and even more upcoming ones in the next
few years unsuitable. As IoT devices are usually equipped with the possibility of an
over-the-air (OTA) device �rmware upgrade (DFU), ML on the edge can be part of
a �rmware upgrade and bring new capabilities and applications to already existing
devices. Alone in the last Quarter of 2019, ARM has shipped 4:2 billion Cortex-M
processors [93]; if each of them could be extended with TFLu code, the number of
ML-capable devices in the world would skyrocket.

Additionally, the prevalence of co-processors within embedded systems will rise
in the upcoming years. Hardware accelerators for embedded systems are different
from traditional GPUs and TPUs as these are predominately used in data centers.
This �eld is currently of interest to many commercial companies and is expected

4An application-speci�c instruction set processor (ASIP) is a trade-off between the �exibility of a
CPU and an application-speci�c integrated circuit (ASIC). The instruction set is tailored to the applica-
tion.
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to exceed data center co-processors for the �rst time in 2025 [122]. In 2030, is it
expected that 2:5 billion units will be shipped with a delegated embedded processor
that enables the ef�cient processing of NNs [123]. Many new startups and well-known
companies, like Google and ARM, are working on innovations within the �eld of
ASIPs [124]. For example, already available co-processors are Google Coral [125]
and Intel Movidius [126]. Another promising approach by ARM is the integration
into their Cortex-M architecture: their upcoming Cortex-M55 architecture, a so-called
micro neural processing unit (microNPU) [127].

To conclude, ML on the edge will be further augmented and signi�cantly increase
in performance, thanks to the design of AI speci�c co-processors. The rise of GPU and
AI processors on smartphones is one indication [128], and this trend will interleave
with smaller embedded systems. Nonetheless, this is still far in the future and will
take years or decades until the majority of available devices will be equipped with
powerful AI speci�c co-processors. Therefore, we think the deployment of NNs on
CPUs is a worthwhile undertaking and propose a design that enables NNs on already
available devices and can be deployed by OTA DFU.

6.3.2 Software Outlook

Next to the innovation in hardware, ML on the edge is enabled by specialized software
and further optimized by new ef�cient algorithms. Open-source software has been a
crucial driver for the advancements in the ML domain: TensorFlow, PyTorch, Keras,
and many more have paved the way for world-class research that is available to ev-
eryone. The introduction of high-level abstraction layers simpli�ed the development
and made ML available to a broad audience. We expect a similar trend for ML on
the edge and endorse the open-source projects around it. Especially TFLu's support
for the Arduino framework will increase the adaption and reduce the entry barrier
further. According to a recent estimate [123], open-source will be a signi�cant driver
around the �eld of tinyML. A tell-tale sign is that ARM will be using TFLu with their
upcoming Cortex-M55 architecture [127].

The availability of open-source frameworks for the development will play a huge
role, but so will further algorithmic innovations. Hernandez et al. [25] have shown
that the algorithmic ef�ciency has been a more powerful driver than hardware – dou-
bling every 16 months over a period of 7 years. Those algorithmic innovations have
been a critical driver for the advancements and accelerated training and inference.
On the whole, ML on the edge will be made accessible by hardware and software
innovation – it is a cross-layer innovation.
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CONCLUSION

The initial motivation and goals of this thesis are outlined in Chapter 1. Chapter
2 introduces ML on the edge and the theoretical background on optimization tech-
niques. The design requirements and architecture are presented in Chapter 3, while
Chapter 4 discusses the actual implementation – introducing the toolchain and the
software capabilities. In Chapter 5, the evaluation results and the effect of different
optimizations on two NNs deployed on three MCUs are presented. The learned
lessons from the deployment on resource-constrained devices and the importance of
targeting CPUs are discussed in Chapter 6. This chapter will conclude the conducted
work during this thesis, highlight limitations, and give proposals for future expansion.

7.1 FINDINGS

During the course of this thesis, a toolchain for the automatic deployment of NNs on
MCUs was developed. Using this toolchain, we investigated the inference of two rep-
resentative NN architectures on MCUs – both prior to and during their deployment.

Using �xed point quantization for weights and activations, we achieve a 73 %
reduction of the NN memory footprint. Furthermore, we �nd that through the com-
bination of quantization and the usage of hardware optimized acceleration libraries,
a maximal 34� speedup of the inference latency is achieved, leading to a decrease
in energy consumption in the same order. We further demonstrate that acceleration
across layers is not uniformly, neither across all layers, nor across layers of the same
type. Consequently, the usage of heuristics to estimate acceleration is limited.

We demonstrate that deployment is a cost-effective method for verifying and bench-
marking, as theoretical assumptions regarding the latency and energy consumption
are dif�cult to formulate due to the interdependence of NN architecture, software, and
the target hardware. We �nd that such empirical investigations are indispensable, as
the impact of specialized instructions and dedicated hardware units can be subtle.

The toolchain offers researchers a lightweight and portable toolchain to quickly
quantify and analyze neural networks at layer granularity by deploying them directly
on a variety of MCUs – and with only minimal adjustments to additional hardware
by adjusting the C/C++ toolchain.

We present the Pareto frontier of our investigation and highlight that the choice
of the MCU is always a trade-off between energy consumption and inference latency.
Consequently, the choice of the target hardware depends on the requirements of the
application and deployment. Already in our limited evaluation set, we empirically
prove that one MCU is not Pareto ef�cient. As a consequence, we strongly suggest an
empirical investigation to �nd a Pareto ef�cient deployment.

86
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Finally, we discuss that ML on the edge is not superior to the centralized approach,
and the decision depends on the requirements. We highlight that the size of the input
and the selected communication technology de�nes the majority of the energy cost.
In contrast, the NN's architectural complexity mainly de�nes the energy costs for on-
device inference.

7.2 FUTURE WORK

Further optimizations techniques need to be investigated and integrated into the soft-
ware. To name one potential example, we have highlighted pruning and sparsity
as one optimization technique that could reduce the memory footprint and further
accelerate inference.

Our analysis shows that the processing of dense layers is signi�cantly faster than
for convolutional layers, even though the number of MACC operations is within the
same order. One of our initial hypotheses was that memory access plays a domi-
nant role in energy consumption and latency. Therefore, one would have expected
that dense layers dominate the relative inference latency, as the number of weights
(therefore memory fetches) is signi�cantly higher. However, we could not con�rm
this hypothesis, and contrary results were found. Furthermore, we observed different
acceleration effects ofcmsis-nn on the same types of layers. Our current investiga-
tion draws those conclusions from two NN architectures, which are used for image
classi�cation. The difference in meta-parameters of layer types is limited, so those
conclusions cannot be generalized yet. Therefore, to investigate this in more depth,
we propose to implement multiple NN architectures that do not necessarily resemble
any real-world classi�cation tasks. By sweepingover the layer meta-parameters, one
could investigate the in�uence of the meta-parameters.

Those insights could be used for the design of ef�cient NN for the respective
architecture. Consequently, any hardware in the loopwould help to improve the design
of NNs. Furthermore, a broader support of hardware platforms could make this point
even more precise and more broadly founded. TFLu is already supporting different
architectures; however, the implementation would need adjustments and integration.

7.3 OUTLOOK

We have discussed upcoming hardware and software trends in Chapter 6. Both �elds
promise to bring further improvements in ef�ciency and inference latency in the near
future. The wide adoption of specialized hardware like co-processors for an energy-
ef�cient processing of NNs on the edge will likely signi�cantly improve the metrics.
For this thesis's scope, software improvements are more relevant, as they can be
deployed on CPUs and used for OTA DFU.

The two �elds of this thesis, embedded systems, and ML, will continue growing
distinctly from one another, which will signi�cantly bene�t the intersection: Machine
Learning on the Edge. We expect ML on the edge to become an essential part of the
modern IoT and bring a wide adoption of AI into everyday life.

Recent interest in more privacy-preserving technology will further accelerate and
spark consumer interest. After numerous investigations have leaked that smart as-
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sistants have forwarded private conversations, consumers are concerned as it is often
unknown that the actual processing is done in the cloud [129, 130]. Already, major
companies, like Apple, use on-device inference across their range of products [131].
We expect this trend to increase further.

7.4 CONCLUSION

This thesis presents that state-of-the-art NNs can be deployed on resource-constrained
devices. We show that the usage of optimizations, hardware-speci�c and unspeci�c,
can decrease the memory footprint of NNs and accelerate their inference latency. This
is a necessary undertaking to enable an energy-ef�cient deployment on the edge. Due
to the complexity and the interdependence of NNs, software and hardware, we show
that empirical investigations are indispensable. Therefore, our developed toolchain is
a cost-effective method for researchers and engineers to optimize, investigate, deploy,
and benchmark NNs on the majority of Cortex-M devices. At the time of writing,
the support of NNs architectures is limited. However, the increased interest in ML
on the edge and, consequently, in open-source inference libraries, will lead to further
innovations and implementations in the near future.

We have discussed why the deployment on already available MCUs and CPU
architectures is valuable and can already bring on-device inference today. We expect
through an increased interest in co-processors and ASIPs, a signi�cant speedup and
increased energy-ef�ciency. Nonetheless, we assume that it will take many years
before embedded devices with AI accelerators make up a substantial share of the
market.

ML on the edge will empower fundamentally new application �elds for the IoT
and pervade even further into everyday life — a new generation of IoT will be en-
abled. The usage of state-of-the-art algorithms will solve more challenging tasks,
change how the IoT reacts to the real-world, and, �nally, inform us but not demand
our attention. The edgeaddresses the fundamental concern about privacy intrusion
and brings computing anytime, while the prevalence of the IoT will bring comput-
ing everywhere. Accordingly, those ideas bring us closer to the vision of ubiquitous
computing and calm technology.



A

A PPENDIX

The appendix lists additional background information and auxiliary �gures of the
evaluation.

A.1 A DDITIONAL BACKGROUND INFORMATION

A.1.1 Binary Networks

When taking quantization to the extreme, the result is a binary network. Binary net-
works only use a single bit for numerical representation, which maps to f� 1; +1g.
Consequently, the memory requirements are reduced, but most importantly, the com-
putation cost is minimal. Operations can be directly mapped into boolean logic. If
both operands are binary, the multiplication can be turned into an XNOR 1. Whereas
the accumulation can be performed with a popcount 2 [13, 132].

A.1.2 Neural Architecture Search

Neural architecture search describes the process of an automation of the design of
a NN architecture. Neural architecture search methods focus on �nding an NN ar-
chitecture, which maximizes the accuracy while considering the ef�ciency. This is a
complex optimization problem and the results differ signi�cantly depending on the
goal: minimize the number of weights, MACC operations, or even more complicated
metrics, like the energy consumption [13, 133].

An interesting related proposal is [50]. The once-for-all (OFA) network supports
diverse architectural settings, which can be picked depending on the actual deploy-
ment target. It combines the neural architecture search with a dynamic NN.

Figure A.1: The repetitive process of neural architecture search. (Figure taken
from [13])

1XNOR is an Exclusive NOR (not or)
2Popcount = population count: count the occurrences of non-zero binary values in a vector. For

optimal performance this is often implemented in silicon.
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A.1.3 Knowledge Distillation

Knowledge Distillation is a type of model compression – transferring the already
learned knowledge from a larger and more complex model to a smaller one. This tech-
nique is promising as it achieves a lower memory footprint while maintaining a high
accuracy – two critical features for deploying on resource-constrained devices [57, 58].

A.1.4 Transfer Learning

As previously discussed, implementing a training process on a resource-constrained
device is usually not possible in an energy-ef�cient manner. Therefore, transfer learn-
ing is a common method for the implementation on smartphones and other embedded
devices. Transfer Learning uses the knowledge of an already trained network and
extends it to the users need. For example, in DCN, it is common to implement another
layer to achieve the desired goal – so that already learned high-level features are
maintained. Compared to the complete training process, the involved computation
is minimal. Examples include the learning of user's biometric data, like the face,
�ngerprint, or even speech for a speci�c keyword [134, 135].
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LeNet ResNet

batch size 4000 32
learning rate 0.003 dynamic (Listing 1)

epochs 50 200
validation split 0.1 0

optimizer Adam [136] Adam [136]

loss function
categorical cross-
entropy [103]

categorical cross-
entropy [103]

data augmentation not applied see Listing 1

Table A.1: Training meta-parameters for the LeNet and ResNet.

A.2 TRAINING PARAMETERS
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1 # dynamic learning rate

2

3 lr_scheduler = tf.keras.callbacks.LearningRateScheduler(lr_schedule)

4

5 lr_reducer = tf.keras.callbacks.ReduceLROnPlateau(factor=np.sqrt(0.1),

6 cooldown=0,

7 patience=5,

8 min_lr=0.5e-6)

9

10 lr = 1e-3

11 if epoch > 180:

12 lr * = 0.5e-3

13 elif epoch > 160:

14 lr * = 1e-3

15 elif epoch > 120:

16 lr * = 1e-2

17 elif epoch > 80:

18 lr * = 1e-1

19

20 # data augmentation

21

22 datagen = tf.keras.preprocessing.image.ImageDataGenerator(

23 featurewise_center=False,

24 samplewise_center=False,

25 featurewise_std_normalization=False,

26 samplewise_std_normalization=False,

27 zca_whitening=False,

28 zca_epsilon=1e-06,

29 rotation_range=0,

30 width_shift_range=0.1,

31 height_shift_range=0.1,

32 shear_range=0.,

33 zoom_range=0.,

34 channel_shift_range=0.,

35 fill_mode=�nearest�,

36 cval=0.,

37 horizontal_flip=True,

38 vertical_flip=False,

39 rescale=None,

40 preprocessing_function=None,

41 data_format=None,

42 validation_split=0.0)

Listing 1: ResNet on CIFAR-10 uses a learning rate schedule and data augmentation
to achieve better accuracy results.
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LeNet ResNet

Optimizations Latency [ms] Latency [ms]

MCU Quant. cmsis-nn On-device RocketL. Rel. err. On-device RocketL. Rel. err.

L4
float32

3 113.152 113.013 – 0.12% — — —
7 112.196 112.061 – 0.12% — — —

int8
3 36.391 36.464 0.20% 2217.01 2209.19 – 0.35%
7 120.670 120.521 – 0.12% 12088.46 12041.71 – 0.39%

F4
float32

3 59.509 59.355 – 0.26% 6151.93 6131.24 – 0.34%
7 58.543 58.391 – 0.26% 6151.93 6131.24 – 0.34%

int8
3 16.106 16.080 – 0.16% 984.32 983.24 – 0.11%
7 65.598 65.466 – 0.20% 6506.26 6486.32 – 0.31%

F7
float32

3 19.967 19.951 – 0.08% 1613.40 1607.24 – 0.38%
7 19.596 19.581 – 0.08% 1613.54 1607.76 – 0.36%

int8
3 8.046 8.080 0.43% 449.30 448.10 – 0.27%
7 17.888 17.917 0.16% 1119.75 1113.99 – 0.51%

Table A.2: Comparison between the measured inference latency from the benchmark-
ing �rmware (on-device) and the external measured using the RocketLogger. We
observe minimal deviations. One of the reasons is the limited sampling rate of the
RocketLogger which is capped at 64 k Samples=s. (M: / — MCU: / — Q: / — CO: -Ofast
— cmsis-nn : / — FPU: 3 ).

A.3 A DDITIONAL DEPLOYMENT RESULTS

This section presents additional results from the deployments. The auxiliary �gures
are an addition and do not give new insights. As in Chapter 5, the caption lists the
deployment properties.
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Figure A.2: F4 LeNet inference latency: cmsis-nn with FPU. (M: LeNet — MCU: F4 — Q:
/ — CO: -Ofast — cmsis-nn : / — FPU: 3 ).
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Figure A.3: F7 LeNet inference latency: cmsis-nn with FPU. (M: LeNet — MCU: F7 — Q:
/ — CO: -Ofast — cmsis-nn : / — FPU: 3 ).
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(a) M: LeNet — MCU: F4 — Q: int8 — CO: / — cmsis-nn : / — FPU: 3 .
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(b) M: ResNet — MCU: F4 — Q: int8 — CO: / — cmsis-nn : / — FPU: 3 .

Figure A.4: F4 Inference Latency: Compiler Optimizations.
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(a) M: LeNet — MCU: F7 — Q: int8 — CO: / — cmsis-nn : / — FPU: 3 .
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(b) M: ResNet — MCU: F7 — Q: int8 — CO: / — cmsis-nn : / — FPU: 3 .

Figure A.5: F7 inference latency: compiler optimizations.



A.3. A DDITIONAL DEPLOYMENT RESULTS 97

Figure A.6: Pareto frontier regarding energy consumption and inference latency for
the LeNet. (M: LeNet — MCU: / — Q: ? — CO: -Ofast — cmsis-nn : ? — FPU: 3 ).
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A.3.1 Additional Layer Evaluations
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Figure A.7: Absolute inference latency of LeNet layers for F4. (M: LeNet — MCU: F4 —
Q: int8 — CO: -Ofast — cmsis-nn : / — FPU: 3 ).
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Figure A.8: Absolute inference latency of selected ResNet layers for F4. (M: ResNet —
MCU: F4 — Q: int8 — CO: -Ofast — cmsis-nn : / — FPU: 3 ).
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Figure A.9: Absolute inference latency of LeNet layers for F7. (M: LeNet — MCU: F7 —
Q: int8 — CO: -Ofast — cmsis-nn : / — FPU: 3 ).
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Figure A.10: Absolute inference latency of selected ResNet layers for F7.(M: ResNet —
MCU: F7 — Q: int8 — CO: -Ofast — cmsis-nn : / — FPU: 3 ).
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Figure A.11: Relative inference latency of all ResNet layers. (M: ResNet — MCU: ? — Q:
int8 — CO: -Ofast — cmsis-nn : / — FPU: 3 ).
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Figure A.12: Comparison of the relative latencies across the layers for LeNet and
ResNet.
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Figure A.13: The power consumption is uniformly distributed across the layers for
individual MCUs. The deviations are a result of the limited sampling rate of the
RocketLogger. For the faster MCU, the F7, the power consumption varies more
widely, as they RocketLogger misses the end of a layer and measures till its next
sampling point.
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Figure A.14: The relative representation of energy and inference time per layer results
in 1 : 1 ratio across all layers for all models and MCUs. (M: ? — MCU: / — Q: ? — CO:
-Ofast — cmsis-nn : ? — FPU: 3 ).
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A BBREVIATIONS

AI Arti�cial Intelligence.
ANN arti�cial neural network.
ASIC application-speci�c integrated circuit.
ASIP application-speci�c instruction set processor.
ASP average selling price.

CMSIS Cortex Microcontroller Software Interface
Standard.

CMSIS-NN CMSIS-Neural Networks.
COTS commercial off-the-shelf.

DCN deep convolution network.
DFU device �rmware upgrade.
DNN deep neural network.
DSP digital signal processor.

FFT fast Fourier transform.
FLOP �oating point operation.
FPU �oating point unit.

GPIO general purpose input/output.
GPU graphics processing unit.

IC integrated circuit.
IoT Internet of Things.

LPWAN low-power wide-area network.
LSTM long short-term memory.

MACC multiply accumulate.
MCU microcontroller unit.
ML Machine Learning.

NAS neural architecture search.
NN neural network.

OS operating system.
OTA over-the-air.
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RAM random-access memory.
ReLU recti�ed linear unit.
RTOS real-time operating system.

SIMD single instruction multiple data.
SQNR signal-to-quantization-noise-ratio.

TF TensorFlow.
TFL TensorFlow Lite.
TFLu TensorFlow Lite Micro.
TPU tensor processing unit.
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