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Abstract

The accurate representation of �ne-detailed cloth wrinkles poses signi�cant challenges
in computer graphics. The inherently non-uniform structure of cloth wrinkles man-
dates the employment of intricate discretization strategies, which are frequently char-
acterized by high computational demands and complex methodologies.

Addressing this, the research introduced in this thesis elucidates a novel anisotropic
cloth regression technique that capitalizes on the potential of implicit neural repre-
sentations of surfaces. We �rst present an innovative mesh-free sampling approach,
crafted to reduce the reliance on traditional mesh structures, thereby offering greater
�exibility and accuracy in capturing �ne cloth details. Second, we propose an adver-
sarial loss function, designed meticulously to strike a harmonious balance between
the sampling and simulation objectives. This dual-pronged approach ensures that the
wrinkles are represented with high �delity, while also maintaining computational ef�-
ciency.

Furthermore, we showcase through various cloth-object interaction scenarios that our
method, given the same memory constraints, consistently surpasses traditional dis-
crete representations. This superiority is particularly evident in the improved simula-
tion outcomes for detailed cloth wrinkles, particularly for small, localized ones.
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Zusammenfassung

Die genaue Darstellung von fein detaillierten Stofffalten stellt in der Computergra�k
erhebliche Herausforderungen dar. Die von Natur aus unregelmäßige Struktur von
Stofffalten erfordert den Einsatz komplexer Diskretisierungsstrategien, die häu�g durch
hohe Rechenanforderungen und komplexe Methoden gekennzeichnet sind.

Darauf aufbauend klärt die in dieser Arbeit vorgestellte Forschung eine neuartige
anisotrope Stoffregressionstechnik, die das Potenzial von impliziten neuronalen Ober-
�ächendarstellungen nutzt. Zunächst präsentieren wir einen innovativen ansatzfreien
Abtastansatz, der darauf abzielt, die Abhängigkeit von traditionellen Netzstrukturen
zu verringern und so eine größere Flexibilität und Genauigkeit bei der Erfassung feiner
Stoffdetails zu bieten. Zweitens schlagen wir eine gegnerische Verlustfunktion vor, die
sorgfältig darauf ausgelegt ist, ein harmonisches Gleichgewicht zwischen den Abtast-
und Simulationszielen zu erreichen. Dieser doppelseitige Ansatz stellt sicher, dass die
Falten mit hoher Treue dargestellt werden, während auch die Rechenef�zienz erhalten
bleibt.

Darüber hinaus zeigen wir anhand verschiedener Szenarien von Stoff-Objekt-Interakti-
onen, dass unsere Methode bei gleichen Speicherbeschränkungen konsequent tradi-
tionelle diskrete Darstellungen übertrifft. Diese Überlegenheit zeigt sich insbesondere
in den verbesserten Simulationsergebnissen für detaillierte Stofffalten, insbesondere
für kleine, lokalisierte.
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The Road Not Taken

by Robert Frost

Two roads diverged in a yellow wood,
And sorry I could not travel both
And be one traveler, long I stood
And looked down one as far as I could
To where it bent in the undergrowth;

Then took the other, as just as fair,
And having perhaps the better claim,
Because it was grassy and wanted wear;
Though as for that the passing there
Had worn them really about the same,

And both that morning equally lay
In leaves no step had trodden black.
Oh, I kept the �rst for another day!
Yet knowing how way leads on to way,
I doubted if I should ever come back.

I shall be telling this with a sigh
Somewhere ages and ages hence:
Two roads diverged in a wood, and I—
I took the one less traveled by,
And that has made all the difference.
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Chapter 1

Introduction

Motivation

In recent years, learning-based methods have become increasingly popular for simu-
lating cloth. These methods use neural networks to predict the deformations on vir-
tual garments. A common approach for training these neural networks is supervised
learning [CO18, GCS+ 19, MYR+ 20, BME19, SOC19], which requires large amounts of
physics-based simulated or animated cloth data as ground truth. The training pro-
cess minimizes the vertex offsets between the predicted and ground truth meshes. Al-
though inference with these trained networks is nearly real-time, the generalizability
of supervised learning methods can be limited and generating suf�cient training data
can be dif�cult or time-consuming.

To overcome these limitations, unsupervised learning methods have been developed.
Bertiche et al. [BME20a] introduced a novel unsupervised learning method that for-
mulates the loss function as the garment's potential energy. This method jointly trains
the neural network weights and evaluates the equations of motion for quasi-static sce-
narios, allowing the regression of garment vertex positions by directly minimizing the
potential energy without the need for training data. Santesteban et al. [SOC22] further
improved this approach by adding temporal information and kinetic energy to the loss
function for dynamic garments, and a hyperelastic material model to characterize in-
plane elasticity.

However, these unsupervised techniques demand an explicit representation of the en-
tire garment mesh, leading to extensive networks with slow convergence rates, and
low �delity in representing �ne cloth details, e.g., wrinkles. In response, we pro-
pose an implicit representation of garments that uses a multi-resolution grid structure.
This representation boasts several advantages: reduced memory usage, and most im-
portantly a continuous domain with inherent adaptivity. This adaptivity permits the
network weights to capture intricate details at any spatial location without changing
the network architecture. Leveraging this strength, we introduce a novel mesh-free
sampling technique that reduces reliance on traditional mesh structures. This offers
enhanced �exibility and precision in capturing �ne cloth details. Employing this sam-
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pling approach, we formulated an adversarial loss function, �nely-tuned to strike a
balance between sampling and simulation objectives, thus aiding in training.

We demonstrate that, under the same memory constraints, our method consistently
outperforms traditional discrete representations. This is especially evident in the en-
hanced simulation results for detailed cloth wrinkles, particularly for small, localized
ones.

Contribution

In summary, the major contributions of this thesis include:

1. A speci�cally designed multi-resolution grid encoding model for neural implicit
surface representation to enable ef�cient garment simulation.

2. A suitable sampling method speci�cally designed for adaptive garment simula-
tion.

3. A new formulation for the losses computed on neural implicit surfaces based on
a newly proposed sampling local structure.

4. A novel minimax adversarial loss formulation for adaptive garment simulation
and its proof of effectiveness.

5. An implementation of the framework that utilizes the above proposed methods
for adaptive garment simulation.

Structure

In Chapter 2, we introduce related works. In Chapter 3, we review traditional represen-
tations and solvers for garment simulation in computer graphics. Chapter 4presents
approaches to utilizing neural networks for representing the implicit surface. This in-
cludes baseline models and our speci�cally designed multi-resolution grid encoding
model for our framework. Chapter 5explores various sampling methods and compares
them, explaining the rationale behind our choice of the sampling method. Addition-
ally, in Chapter 6, we introduce a novel loss computation method for the neural implicit
surface, which is based on sampling local structures. Chapter 7presents our innova-
tive minimax adversarial loss formulation, along with algorithm details. Next, Chapter
8 provides detailed experimental results, showcasing the superiority of our method
over baseline methods. Finally, in Chapter 9, we discuss the advantages and limitations
of our method and future work.

2
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Chapter 2

Related Work

“ If I have seen further it is by standing on the shoulders of Giants.”

— Isaac Newton

Cloth Simulation

For several decades, cloth simulation has garnered signi�cant attention in academic
circles, with an emphasis from both material scientists and fabric specialists. The 1980s
marked a pivotal era for this �eld with the pioneering work of Weil [Wei86]. His
groundbreaking computer graphics models emulated the appearance of fabrics draped
and constrained at speci�c points. Despite being solely based on geometry, the model
adeptly captured the fabric's wrinkly and draped nature. Notably, it was a forerun-
ner in the domain, laying the groundwork for further exploration in cloth simulation
within the realm of graphics, though it lacked the dimension of cloth movement.

Concurrently, a shift towards physical-based modeling of cloth began to emerge. Note-
worthy early contributions include Feynman's thesis [Fey86], which depicted cloth as
an elastic sheet rooted in a continuum representation. This approach to continuum
mechanics portrays physical properties and movements by considering them as con-
tinuous masses rather than as individual particles. Subsequently, Terzopoulos et al.
[TPBF87] extended this framework to a broader approach for elastic modeling apt for
cloth applications. The foundational premise of these techniques hinges on the be-
lief that materials like plastics or rubber, which are microscopically structured, can be
aptly represented via continuum mechanics. However, the inherent structure of cloth,
being woven and discernible to the naked eye, posed challenges. Therefore, research
endeavors in the subsequent decade prioritized the identi�cation of a robust contin-
uum representation tailored for cloth, culminating in the in�uential work of Carignan
et al. [CYTT92].

In juxtaposition to the continuum-based approach, both Haumann [Hau87] and Breen
et al. [BHG92] steered their research towards particle-based cloth simulations. Em-
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phasizing the mechanical essence of cloth, fabric expert John Skelton posited, "Cloth is
a mechanism." This perspective underscores that cloth's intrinsic behavior cannot be
solely attributed to a continuum model. Instead, it emerges from the intricate mechani-
cal interplay among cloth yarns which, upon movement, encounter collisions, bending,
and slipping, all leading to friction. This insight prompted the development of a dis-
crete model that employed a network of interconnected particles to delineate cloth's
macroscopic dynamics. Building on this particle-based paradigm, Provot [P + 95] in-
troduced a technique where point masses, interconnected by springs, were used to
replicate cloth's elastic characteristics.

The late 1990s saw further innovations with Baraff and Witkin [BW98] unveiling triang-
le-based cloth simulations underpinned by implicit integration. This method, owing
to its ability to swiftly simulate intricate cloth designs, has since become a cornerstone
for numerous contemporary implementations.

Since then, several advancements have been made with the goal of improving the vir-
tual representation of fabrics. These advancements include the utilization of mixed
implicit-explicit solvers [BMF05], enhancing stability [CK05, TPS09, LB15, Kim20], and
the application of �nite-element formulations with co-rotational [EKS03], hyperelastic
[MMO16], linear orthotrophic [LB15] and Baraff-Witkin [Kim20] energy strains, the
implementation of adaptive remeshing for cloth [NSO12], paper [NPO13], and thin-
sheets [PNdJO14], the development of ef�cient modeling techniques for yarn-level
fabrics [CLMMO14, SNW20, SNW21], the integration of anisotropic elastoplasticity
with frictional contacts [JGT17], the use of Eulerian-on-Lagrangian contact resolution
[WPLS18], and the synthesis of sub-millimeter wrinkles [Wan21].

Furthermore, recently, Zhang et al. [ZCM22] have made substantial progress by adeptly
incorporating motion capture data within deep learning frameworks. This integration
has led to the generation of simulations that are both natural and realistic, highlighting
the ef�cacy of their approach. Grigorev et al. [GTBH22] put forth a novel hierarchical
graph model that has shown pro�ciency in capturing the multi-scale dynamics inher-
ent to a diverse range of clothing. Bertiche et al. [BME22] have adopted a machine
learning approach to discern cloth dynamics from the given data. Their method has
proven to be particularly adept at navigating complex cloth behaviors and interac-
tions, suggesting a substantial potential for further advancements in the �eld. Zhang
et al. [ZDF+ 22] have ingeniously harnessed the progressive nature of cloth deforma-
tion. Their balanced approach has resulted in cloth quasistatic simulations that offer a
harmonious blend of accuracy and computational ef�ciency.

Wrinkle Simulation

Let us now focus on the series of studies on garment wrinkle simulation. There has
been a signi�cant focus on pro�ciently enhancing coarse base animations with intri-
cate wrinkle details. Grinspun et al. [GKS02] put forth an adaptive re�nement tech-

4
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nique that generates wrinkles and folds, leveraging �ner basis functions sourced from
subdivisions. Using constrained Lagrangian mechanics, Bergou et al. [BMWG07] sim-
ulated a high-resolution surface that mirrors the dynamics of a speci�cally directed
low-resolution model. Rohmer et al. [RPC + 10] infused dynamic wrinkles, whose size
is determined by users, into a coarse-scale simulation through real-time strain tensor
analysis. Müller and Chentanez [MC10] utilized position-based dynamics to render
intricate wrinkles, imitating high-resolution patches that adhere to a preliminary low-
resolution simulation.

In the context of cloth-body interactions, Chen et al. [CFW13] crafted simulations of
�ne wrinkles, accounting for the interplay of friction and air pressure between cloth
and body. Zuenko and Harders [ZH19] determined an amplitude and phase �eld
to recreate the wrinkling observed in human skin and analogous materials, where a
rigid membrane is bonded to a more supple body. Both Rémillard and Kry [RK13]
and Casafranca and Otaduy [CO22] integrated a detailed membrane surface with a
rougher mesh, aligning with the low-frequency movements. Nonetheless, Rémillard
and Kry [RK13] based their constraints on the average positions across both meshes
and employed a KKT system to incorporate static, high-frequency wrinkles. Building
upon this concept, Li and Kry [LK14] ventured into simulating wrinkles across multi-
layered skin, with layers interconnected by akin constraints. Conversely, Casafranca
and Otaduy [CO22] anchored their constraints in a low-frequency basis.

Additionally, techniques rooted in the tension �eld theory (TFT) and data-driven ap-
proaches have been instrumental in re�ning coarse simulations with detailed wrinkles.
For instance, Chen et al. [CCK+ 21] harnessed the TFT to ef�ciently produce wrinkles,
taking cues from compression-free coarse cloth simulations. The same theory was
adeptly employed for wrinkles in in�atable structures [STK + 14]. In the data-driven
realm, Wang et al. [WHRO10] incorporated intricate details into form-�tting attire by
discerning cloth deformation based on an underpinning character's pose. Kavan et al.
[KGBS11] mastered a technique for dense upsampling to derive richer geometric nu-
ances from a coarsely simulated mesh. Meanwhile, Zurdo et al. [ZBO12] rolled out an
algorithm that generates cloth wrinkles in response to deformation in a low-resolution
cloth, in�uenced by a collection of sample poses.

Collision Detection

The formation of wrinkles primarily results from the collision between fabric and an
object. Therefore, precise calculation for collision detection and its subsequent re-
sponse is crucial. Yet, if handled simplistically, this can be a signi�cant hindrance in
the simulation process. Given that the goal is to mimic the steps of a physically-based
solver during the training phase, it is important to understand how collision detection
can be robustly and ef�ciently implemented on GPUs.

Bridson et al. [BMF05] adopted the use of GPU-friendly signed distance functions

5
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(SDFs) for this purpose. SDFs have also been implicitly regressed by a neural network
in relation to a given character pose [CZB+ 21]. This approach is particularly useful
for animated characters as the majority of collisions are due to cloth-body interactions.
Santesteban et al. [STOC21] proposed a self-supervised collision loss that enhances
decoded network predictions by automatically sampling the latent space connected to
a collision loss.

Other studies focus on ef�ciently addressing cloth self-collisions on the GPU. Repulsio-
n-based methods [Sta09, MMCK14, WWYW21] model spring forces using minimal
edge distances to avoid interpenetration. Tang et al. [TWL + 18] implemented an ef-
�cient collision-detection algorithm speci�cally designed for GPUs, which combines
spatiotemporal coherence, bounding volume hierarchies, discrete (DCD) and continu-
ous collision detection (CCD). Finally, Lan et al. [LLF + 20] utilize a medial axis trans-
form to model volumetric objects, combining spatial hashing and a collision culling
algorithm that leverages the mathematical properties of the medial axis transform.

6
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Chapter 3

Preliminaries

Cloth Representation

As mentioned in Chapter 2, in the computer graphics community, cloth is normally
represented using Mass-Spring Systems or the Finite Element Method. In dynamic set-
tings, the equations of motion are usually solved using �rst or second order solvers.
Meanwhile, in quasi-static settings, the linear systems are usually solved with iterative
solvers. For the reader's convenience, and to better compare our method with tradi-
tional ones, we summarize the traditional methods in this chapter.

Mass-Spring System. The mass-spring system is a foundational concept in physics,
which has found robust applications in the domain of computer graphics, especially in
garment simulation. At its core, a garment or fabric is visualized as a mesh or a grid
of interconnected points. Within this representation, each point or node embodies a
"mass", while the links or connections between these points act as "springs".

Springs in this context are not just mere connectors. They come with inherent proper-
ties such as stiffness, which dictates how much they resist deformation, and damping,
determining how much they resist motion. Depending on how these springs are set up,
they can effectively model a range of fabric behaviors including stretching, bending,
and shearing.

The simulation aspect of this system involves computing the movement of each mass
point over time. This movement is in�uenced by a combination of forces, whether
they be external like gravity, or originating from neighboring mass points via their
connecting springs. Newton's second law (Force = Mass � Acceleration) forms the
backbone of these calculations, determining the acceleration, and subsequently, the
new position and velocity of each mass point.

The mass-spring system's popularity in garment simulation stems from its intuitive
nature and �exibility. The idea of masses and springs is relatively straightforward,
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making its implementation a more accessible task. Additionally, the system's adapt-
ability is evident in the way fabric properties can be simulated by tweaking the spring
constants and damping factors – think of the difference between silk and denim.

However, this system is not without its challenges. Real-time applications can some-
times render the simulation unstable, especially if not meticulously tuned or if large
time steps are employed. Additionally, as one aims for better accuracy and a �ner
mesh resolution, there is a signi�cant rise in computational demands.

Figure 3.1.: Mass-Spring System

To make the computational steps more explicit, here we summarize the steps in simu-
lating motion on a garment using the Mass-Spring System representation. Firstly of all,
the garment undergoes a process called discretization. This involves breaking down
the garment into a mesh or grid of vertices. Here, each vertex plays the role of a mass,
denoted as m, while the connections or edges between them act as springs. This com-
putational representation of the garment sets the stage for the movement, stretch, and
compression of springs due to various forces.

The forces exerted by these springs are de�ned by Hooke's Law. According to this
law, the force F that a spring exerts depends on its displacement x from its natural
or resting state. This resting state is represented by l, and the spring's resistance to
deformation is denoted by the spring constant k. The actual formula under Hooke's
Law incorporates these variables as:

F = k � (kxk2 � l ) �
x

kxk2
:

This equation encapsulates how the force exerted by a spring relates to its current state
and inherent characteristics.

External forces also come into play, acting on each mass or vertex. Gravity, for instance,
applies a force of

Fgravity = m � g;

with g representing the gravitational constant, roughly 9:81m=s2 on Earth. Assuming
the gravity direction is on the z axis in the system, then we denote g = (0 ; 0; � g).
There is also the damping force, a representation of air resistance or internal friction,
calculated as

Fdamping = � d � v ;

8
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where d is the damping coef�cient and v is the mass's velocity. In the simulation, one
should not forget other potential external forces such as wind or physical interactions
with other entities.

In dynamic settings, to then predict how the garment moves, Newton's second law is
employed. This law allows us to ascertain the acceleration, i.e., a, of each mass using
the equation

a =
F total

m
;

where F total encompasses all the forces acting on a particular mass. These equations of
motion can be tackled using various numerical integration methods, with the Runge-
Kutta methods often being favored for their stability over methods like Euler.

During the simulation, it is of paramount importance to ensure that the garment does
not penetrate or move through objects it should not, like a character's body. This is
where collision detection and response come into play. When collisions are detected,
certain calculations adjust the positions or velocities of the colliding vertices to main-
tain realism.

Iterative re�nement ensures that the representation of the garment's motion is as ac-
curate as possible. By repeatedly executing the motion-solving step for each frame or
time step, the simulation's precision is honed, offering a visually and physically con-
sistent depiction of the garment in motion.

However, in quasi-static settings, the simulation process diverges somewhat from the
dynamic approach. The term "quasi-static" typically alludes to situations where the
system's evolution is slow relative to other dynamic processes, or where dynamic ef-
fects might be negligible. In simpler terms, consider a scenario in which a garment
moves, but does so at a pace where its mass and velocity-related effects do not play a
signi�cant role. This can often be observed in cases where the main interest lies in un-
derstanding the equilibrium state of the garment, rather than its moment-to-moment
dynamics.

To begin, similar to dynamic simulations, external forces such as gravity, wind, or
direct interactions are applied to the garment's individual vertices. Concurrently, the
elastic forces that emerge due to the spring-like connections between these vertices are
calculated using Hooke's Law, as previously explained.

The crux of the quasi-static simulation lies in the calculation of equilibrium. Rather
than employing Newton's second law, which focuses on understanding accelerations,
a quasi-static simulation emphasizes discovering a state where the total forces acting
on each mass (or vertex) are approximately zero. This essentially translates to a condi-
tion where the aggregate of external, elastic, and damping forces leads to a net force of
zero for each vertex.

To achieve this state of equilibrium, computational techniques are crucial. For ex-
ample, iterative solvers such as the Gauss-Seidel method or the conjugate gradient
method might be employed. These methods iteratively adjust the positions of the gar-
ment's vertices until the equilibrium condition—that is, a near-zero net force on each
vertex—is met.

9
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However, just achieving equilibrium is not the endpoint. Even in this setting, it re-
mains paramount to ensure the garment does not undergo unrealistic interactions,
such as passing through another object like a character's body. This requirement neces-
sitates the integration of collision detection and response mechanisms, similar to those
in dynamic simulations. If a collision is detected, speci�c calculations are performed
to modify the positions or velocities of the involved vertices, ensuring the �nal result
retains its realism.

Lastly, although the focus is on equilibrium, it is essential to recognize that the initial
conditions or external in�uences might change, or the primary equilibrium assump-
tions might not hold true perfectly. Therefore, even in a quasi-static setting, re�ning
the simulation iteratively can be crucial. By continuously adjusting and recalculating
based on the updated conditions, the representation of the garment's state is re�ned,
resulting in a more accurate and consistent depiction of the garment under the given
conditions.

Finite Element Method. While the mass-spring system remains popular in this �eld,
there are other models like Finite Element Methods (FEM). FEM is a computational
technique widely used in engineering and physics for solving complex problems con-
cerning deformable structures. Its adoption into the world of computer graphics, par-
ticularly in garment simulation, marks an effort to achieve a higher degree of realism
and precision in depicting the behavior of fabrics.

At the heart of FEM is the decomposition of a domain (in this case, a garment) into
smaller, simpler units called elements. These elements, often triangular or tetrahedral
in shape, are interconnected at points known as nodes. By approximating the mate-
rial properties and behavior within these elements, the global behavior of the entire
domain or garment can be deduced. This subdivision allows for the accurate represen-
tation of complex deformations and stresses that the fabric undergoes.

One of the distinct advantages of FEM over other methods, like the mass-spring sys-
tem, is its ability to handle non-linear material properties and large deformations more
naturally. Fabrics have intricate behaviors, with properties like anisotropy (differing
properties in different directions) and non-linearity (behavior changes under different
stress levels). FEM is well-suited to model these complexities, ensuring that the simu-
lated garment responds more authentically under various conditions.

However, while FEM's precision is commendable, it comes at a cost. The computa-
tional demands for FEM are signi�cantly higher than simpler methods. Ensuring ac-
curacy often means increasing the number of elements, which in turn leads to longer
computation times. This can be a bottleneck, especially in real-time applications like
video games or interactive simulations.

To mitigate some of FEM's computational challenges, researchers and developers of-
ten employ various optimization techniques. Hybrid methods, which combine the
strengths of FEM with other simulation approaches, are also explored. Furthermore,
advancements in hardware and parallel computation have provided a boost to the fea-
sibility of real-time FEM simulations in recent years.

10
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Figure 3.2.: Finite Element Method

One fundamental concept of FEM-based garment simulation is known as the deforma-
tion gradient, conventionally represented as F. This mathematical construct serves to
quantify how each element of the fabric deforms concerning its initial state. Assuming
in the 2D linear case, through a uniform deformation within a given triangle, any point
X within the triangle transforms to its new position,

x = FX + c;

where uppercase letters symbolize the state before deformation, while lowercase letters
symbolize the state after deformation. This matrix F, expressed as

F =
@x
@X

;

is commonly referred to as the deformation gradient.

Our objective is to isolate a quantity that speci�cally characterizes deformation. While
the deformation gradient F encompasses deformation, it also includes additional ele-
ments related to rigid body motion. Through singular value decomposition,

F = UDV T ;

we can discern that the three matrices derived from right to left correspond to sequen-
tial rotations, scaling, and further rotations. To simplify without recurrently perform-
ing singular value decomposition, we consider employing FT multiplied by F to cap-
ture the deformation.

Strain serves as a quantitative descriptor of deformation. For example, the Green-
Lagrange Strain, denoted asG, is given by

G =
1
2

�
FT F � I

�
=

1
2

�
VD 2V T � I

�
:

In the absence of deformation, G = 0; as deformation intensi�es, the magnitude of G
also increases. It is worth noting that, by de�nition, G takes on a symmetric matrix
form, typically represented as

G =

2

4
"uu "uv

"uv " vv

3

5 :
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The strain energy density function W(G) characterizes the energy per unit space dur-
ing deformation. Following the de�nition, we can express the total energy E as

E =
Z

W(G)dA:

It is important to emphasize that W(G) plays a pivotal role in determining the material
properties. For example, in the context of the Saint Venant-Kirchhoff (StVK) model,
W(G) takes the form

W("uu ; "vv ; "uv ) =
�
2

("uu + " vv)2 +
�
2

("2
uu + "2

vv + "2
uv );

where � and � are Lamé parameters.

In a manner analogous to obtaining force from energy by differentiation with respect
to displacement, differentiation of energy per unit space with respect to strain leads to
stress per unit space, known as the stress tensor. It is important to note that all of these
considerations are made with respect to the rest state. In the StVK model, the second
Piola-Kirchhoff stress tensor is given by

S =
@W(G)

@G
= 2� G + � trace(G)I ;

where trace(G) denotes the trace of the matrix.

With all these quantities established, we can eventually derive forces by taking the
derivative of the energy with respect to nodal positions or using other equivalent sim-
pli�ed formulas related to the above mentioned quantities. Armed with these forces,
we can proceed to employ explicit or implicit integration methods to update the veloc-
ities and positions of the vertices, thereby completing the simulation.

In dynamic settings, FEM-based garment simulations consider the rapid and transient
movements of clothing. Computational methods in dynamic simulations involve time
integration techniques, which are essential for updating the garment's state over time,
taking into account forces, velocities, and deformations. Two common time integration
schemes are explicit and implicit methods. Explicit methods are computationally faster
but may require small time steps to maintain stability in highly dynamic scenarios. In
contrast, implicit methods can handle larger time steps but are more computationally
demanding due to the need to solve systems of equations at each time step. Dynamic
simulations also incorporate inertial effects, including mass and acceleration terms,
introducing complexity in formulating equations of motion.

Non-linear deformations are frequently encountered in dynamic simulations, as they
account for signi�cant fabric deformations. This necessitates solving non-linear equa-
tions, often arising from hyperelastic material models, which can be computationally
intensive. Dynamic simulations require frequent updates at each time step, demand-
ing signi�cant computational resources. Forces, deformations, and velocities must be
recalculated to accurately simulate dynamic behavior.

However, in quasi-static settings, the focus shifts to gradual and quasi-static garment de-
formations. In these simulations, the primary goal is to achieve equilibrium conditions,

12
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where forces and deformations are in balance. Computational methods in quasi-static
simulations primarily involve solving systems of linear or quasi-linear equations. Iter-
ative solvers, such as the conjugate gradient method, are often used to �nd solutions
ef�ciently. Unlike dynamic simulations, quasi-static settings neglect inertial effects be-
cause they assume that garment motion is slow and gradual. This simpli�cation sig-
ni�cantly reduces computational complexity.

Quasi-static simulations aim to reach a steady state where the garment has adjusted to
a new con�guration. Achieving this steady-state solution is typically done through
incremental loading, gradually applying external loads or displacements. Material
models used in quasi-static simulations may be simpler, such as linear elasticity or
quasi-linear elasticity, which are computationally more ef�cient than highly non-linear
models. Quasi-static simulations prioritize reaching an equilibrium state over time,
and the computational methods are designed to facilitate this process ef�ciently.

Solver

In simulations, especially those involving complex systems modeled by the Mass-
spring System and the Finite Element Method, numerical methods often play a pivotal
role. While simpler systems can sometimes be solved analytically, the complexity and
non-linearity inherent in many realistic models typically involve the use of numerical
methods. Within the realm of numerical methods for ordinary differential equations
(ODEs), the term "order" often relates to the method's order of accuracy. Generally,
higher-order methods provide more accurate solutions for a given step size compared
to lower-order methods, though they may come at a higher computational cost.

For systems in dynamic settings, popular methods to solve the associated equations of
motion include �rst-order or higher-order solvers. We outline the most widely-used
ODE solvers below:

ODE Solver.

1. Euler Method (Explicit): The simplest and most straightforward method to solve
differential equations. It estimates the future position of a point on the fabric
using only its current position and velocity. Although it is fast and simple, it
is also conditionally stable. This means that with a large timestep or with stiff
materials, it can produce explosive, unrealistic results.

2. Semi-Implicit Euler: An improved version of the Euler method that estimates the
future velocity using the current acceleration. It offers better stability compared
to the explicit method, especially for stiff systems, and is popular in real-time
simulations. There are variations of this method, and some may use the average
of current and next accelerations to enhance stability.

13
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3. Verlet Integration: This method is commonly used in physics simulations, in-
cluding cloth simulations. Instead of using velocities, it directly operates on po-
sitions. It uses the current and previous positions (and sometimes the time step)
to estimate the next position. Verlet has the bene�t of being time-reversible and
conserving energy over time, which can lead to stable simulations.

4. Runge-Kutta (especially RK4): This is a higher-order method that takes multi-
ple “samples" of the acceleration and velocity over a timestep to provide a more
accurate estimate of the next position and velocity. It is more accurate than the
Euler or Verlet methods and is widely used in various numerical simulations.

5. Implicit Methods: Implicit solvers, like the implicit Euler method, are typically
used for very stiff systems, such as tight clothing or high-resolution fabrics. They
are unconditionally stable, meaning they will not explode regardless of the times-
tep. However, they often require solving large systems of linear equations, mak-
ing them computationally expensive. They are especially valuable in of�ine sim-
ulations, such as in high-quality movie animations.

In quasi-static settingswhere the focus shifts to �nding a static equilibrium and time-
dependent dynamics might be less dominant (but still in�uential), iterative solvers
become paramount. They �nd approximate solutions to linear systems and are bene�-
cial for large-scale problems, thanks to their lower memory requirements compared to
direct methods. Popular iterative solvers include:

Iterative Solver.

1. Conjugate Gradient (CG) Method: Particularly ef�cient for symmetric and pos-
itive de�nite matrices. The CG method, with appropriate preconditioning, can
converge to the solution rapidly and is often used in structural mechanics and
elasticity problems.

2. Jacobi and Gauss-Seidel Methods: These elementary iterative techniques utilize
previous iteration values in distinct ways. The Jacobi method calculates the next
iteration values using only the values from the current iteration, while the Gauss-
Seidel method updates values sequentially, using new values as soon as they are
available. These methods are straightforward but may exhibit slower conver-
gence compared to more advanced techniques.

3. Successive Over-Relaxation (SOR): An enhancement of the Gauss-Seidel method,
the SOR uses a relaxation factor to accelerate convergence. The choice of this fac-
tor is critical and, when set appropriately, can lead to signi�cantly faster conver-
gence than standard Gauss-Seidel.

4. Multigrid Methods: These methods operate by transferring the computational
effort across different scales or grid resolutions. They are especially effective for
problems with multi-scale features and can lead to rapid convergence by smooth-
ing errors at various scales.

14
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5. Other Krylov Subspace Methods: These methods, like GMRES (Generalized Min-
imal Residual) and BiCGStab (Biconjugate Gradient Stabilized), generate a se-
quence of solutions from a subspace that expands at each iteration. They are
generally well-suited for nonsymmetric matrices.

In conclusion, the numerical solver chosen—whether for dynamic or quasi-static situ-
ations—signi�cantly impacts the ef�cacy and accuracy of garment simulations. Each
solver presents its advantages and limitations. Therefore, the choice should align with
the speci�c needs, available computational resources, and the desired accuracy level.
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Chapter 4

Implicit Neural Representations

In Chapter 3, we discussed how traditional representations like the mass-spring system
or the �nite element method necessitate the discretization of the garment surface. Cap-
turing intricate details, such as cloth wrinkles, with these discretized surfaces is often
challenging unless extremely high resolutions are used, which in turn increases com-
putational costs. As an alternative, we employ an implicit neural representation for the
cloth. This method provides a continuous domain with inherent adaptivity. Our study
emphasizes quasi-static scenarios, as our main objective is to represent cloth behavior
accurately and stably in situations with minimal dynamic changes.

To parameterize the shape of a cloth, we use the UV coordinates. This is formally
represented by the function S:

S : R2 ! R3;

pUV 7! p3D ;

where pUV represent the UV coordinates, and p3D represent the deformed 3D position.

Each 3D position on the deformed cloth shape can be decomposed into two compo-
nents, the undeformed position p0, and the 3D deformation � p3D on top of the unde-
formed position, i.e.,

p3D = p0 + � p3D :

Given that the undeformed position p0 is known, our primary objective becomes learn-
ing the deformation � p3D . This deformation is captured by the function D:

D : R2 ! R3;

pUV 7! � p3D ;

where � p3D is the difference in the 3D position due to deformation.

Following the reasoning above, in our implicit neural representation, instead of using
a neural network to represent the map S, we opt to using a neural network to repre-
sent the map D. The strategy of incremental learning — as exempli�ed by ResNets
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[HZRS16] in learning residuals — offers distinct advantages, particularly when ap-
plied to the task of modeling 3D shapes. When a network is focused on capturing
the nuanced differences from a base structure, it inherently grapples with simpler and
often smaller magnitudes of change compared to recreating an intricate shape in its en-
tirety. This eases the learning process, making the optimization landscape less fraught
with local minima that could trap the model in sub-optimal solutions. Furthermore,
this incremental approach can act as an implicit form of regularization. Instead of
the expansive freedom to generate any conceivable shape, which could inadvertently
lead to over�tting, the model is gently tethered to a foundational shape, adapting and
molding it through subtle deformations.

For training the network, we set the physically based energies as the losses, and utilize
back-propagation to optimize the network parameters, this can let us directly obtain
the 3D deformation of the garments without explicitly computing the forces in the
physical system for solving the equation of motion.

Sounds like a plan. But what kind of network should we use?

Baseline 1: Vanilla MLP

The �rst network structure comes into mind is a simple MLP. One of the primary ad-
vantages of using an MLP for 3D surface deformations is its simplicity. The straight-
forward architecture of an MLP, especially if it is shallow, can be easier to understand,
implement, and debug. Moreover, MLPs have a �exibility that is commendable. As
universal function approximators, they can, in theory, model any function, provided
they have the required capacity. This makes them versatile for a variety of tasks. In
cases where they successfully capture deformation, MLPs can offer a compact rep-
resentation. This means they might describe complex deformations using fewer pa-
rameters compared to some alternative models. A notable bene�t of MLPs is their
differentiability. Being differentiable, they are suitable for gradient-based optimization
methods, facilitating the use of backpropagation and similar optimization strategies.
Furthermore, when integrated with other neural network modules or architectures,
the end-to-end learning capability of MLPs stands out. This allows for the simultane-
ous optimization of multiple components or stages.

However, despite the bene�ts, there are notable drawbacks to using MLPs for 3D de-
formations. Their general structure presents a limited local awareness. Unlike their
convolutional counterparts, MLPs do not inherently consider spatial hierarchies or lo-
cal coherence, elements that are often crucial in 3D deformations. When representing
high-resolution deformations, the complexity of an MLP might skyrocket. To illustrate
�ne details, an MLP might need to expand considerably in depth or width, leading to
increased computational expenses and a larger parameter count. Additionally, there
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are potential generalization issues. Without proper regularization or training, MLPs
might struggle to generalize to unseen deformations, possibly focusing more on noise
than the genuine deformation pattern. Furthermore, training dif�culties should not be
underestimated. Deep MLPs are notoriously challenging to train, and while modern
techniques can alleviate some of these issues, they often introduce new complexities.
Lastly, even with their inherent simplicity, the computational intensity of training an
MLP, especially larger versions, can be a signi�cant bottleneck.

Mathematically, suppose the input UV point is pUV = ( x; y), then the 3D deformation
for this baseline can be simply represented as:

� p3D = MLP (x; y) :

Figure 4.1 displays the graphical representation of the baseline MLP model. Details
about the number of layers and the size of each layer can be found in the Appendix.

Figure 4.1.: Baseline MLP Model

Baseline 2: Positional Encoding

The challenge with using vanilla MLPs for such tasks is that they do not inherently
understand spatial hierarchies or the positional context of data points. As a result,
without some way to account for position, an MLP would struggle to represent com-
plex structures or intricate patterns.
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Positional encoding in the context of NeRF [MST + 21] is used to increase the capacity
of the network to represent high-frequency details without increasing the number of
network parameters signi�cantly. By applying a set of sinusoidal functions of varying
frequencies to the input coordinates, the model can capture intricate spatial variations
in the scene.

Following the great success of NeRF [MST+ 21], the second thing comes into mind is
positional encoding. Introducing positional encoding to MLPs offers a strategic way
to infuse spatial awareness into models. Given that one of the primary limitations of
standard MLPs is their lack of inherent spatial context, positional encoding addresses
this by informing the model about the location of data points within the 3D space.
This spatial insight boosts the MLP's capacity to capture complex 3D structures and
patterns that might be location-speci�c. Such an enhancement is particularly vital for
3D deformations where understanding the position and relationships between points
is paramount. Furthermore, this augmented representation power can potentially lead
to better generalization across unseen data. This is crucial for cases where deformation
patterns are position-dependent. Lastly, one of the signi�cant merits of positional en-
coding is its �exibility. Depending on the requirements, it can be tailored to different
scales, resolutions, or coordinate systems, ensuring adaptability across varied applica-
tions.

However, the incorporation of positional encoding is not without its challenges. Firstly,
it introduces an added layer of complexity to the network architecture. While this
might seem like a necessary trade-off for the spatial insight it offers, it complicates the
system. This complexity can manifest as a steeper learning curve, potential optimiza-
tion hurdles, and might necessitate intricate hyperparameter tuning. The enhanced ex-
pressiveness, while generally bene�cial, also comes with the risk of over�tting. There
is a possibility that the model might lean excessively on position-speci�c traits, espe-
cially in the absence of other regularization techniques, which could detriment its per-
formance on unseen data. From a practical perspective, the process of computing and
integrating positional encodings might also lead to computational overhead, particu-
larly if the resolution is high or the encoding technique is intricate. Additionally, there
is a lurking danger of unintentional distortions. If positional encoding is not accurately
designed or scaled, it might skew the model's perception, hindering its capability to
discern genuine deformation features. Lastly, the success of the entire endeavor heav-
ily leans on the chosen encoding scheme. Some methods might resonate more with
certain tasks than others, and an unsuitable choice can impede model performance.

Formally, in our implementation, suppose the input UV point is pUV = ( x; y), then the
3D deformation for this positional encoding model can be represented as:

� p3D = MLP (PE (x; y)) ;

in which the positional encoding can be computed as:

PE (x; y) = f sin(x � 2i ); sin(y � 2i ); cos(x � 2i ); cos(y � 2i )g; i 2 [D];

where D is a user-speci�ed parameter represent the hidden dimension of the positional
encoding.
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We show a graphical form of the positional encoding model in Figure 4.2. Details
regarding the hidden dimension of the positional encoding, as well as the number and
size of the MLP layers, can be found in the Appendix.

Figure 4.2.: Positional Encoding Model

Ours: Multi-resolution Grid Encoding

In computer graphics, the concept of the UV domain refers to a two-dimensional co-
ordinate system that is integral to texture mapping on 3D surfaces. Each vertex of a
3D model is linked with a 2D coordinate that determines its correspondence on the
texture. This UV mapping effectively transforms a 3D surface into a two-dimensional
representation. Because of this, the UV parameterized domain inherently possesses
spatial properties. Points that are adjacent or near each other in UV space often have a
similar proximity on the actual 3D model.

This spatial characteristic of the UV domain is not just theoretical; it provides action-
able insights. By understanding how the UV space spatially correlates with the 3D
model, this knowledge can be integrated into the encoding process. Such integration
of prior knowledge can signi�cantly enhance the ef�ciency and accuracy of encoding,
tailoring it more closely to the nuances of the 3D model it represents.

At the heart of this enhanced encoding is the concept of multi-resolution grid encoding.
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Think of this as viewing a picture with varying levels of zoom. At a lower resolution
or a more zoomed-out view, you see broader features, capturing the overall essence.
Conversely, a high-resolution or zoomed-in perspective reveals the minute intricacies.
This method is pivotal for systems where spatial relationships exist in a hierarchical
manner. The vast world of garment simulation provides an apt illustration. Here,
while the broad shape of a shirt or a dress is an overarching spatial feature, the �ne
stitches, textures, or minute wrinkles are the granular details. The multi-resolution
approach ensures both these details are captured and represented with �delity.

Though garment simulation serves as the primary context here, the virtues of the
multi-resolution grid encoding are far-reaching. Its ability to simultaneously grasp the
overarching spatial constructs and delve into the tiniest speci�cs makes it invaluable.
Whether it is other forms of physical simulations, intricate image or signal processing
tasks, or data analyses demanding varied granularity levels, this method stands out
as a versatile tool. In essence, any scenario necessitating an understanding of both the
macro and micro aspects can substantially bene�t from this approach.

Figure 4.3.: Bilinear Interpolation on Grid Point Features

In our model that is speci�cally designed for this garment simulation, in order to pro-
duce a more standardized representation, we employ bilinear interpolation as a means
of embedding texture coordinates using regular grid points. This procedure encodes
local topological information into the neural network. In details, each UV point pUV =
(x; y) is passed into the GE (Grid Encoding) to obtain the bilinearly interpolated grid
features on each layer of the multi-resolution grid. Such multi-resolution grid is con-
structed of L layers, where L is a user-de�ned constant. Suppose the densest layer is of
resolution Nmax, then the rest layers are of resolution bNmax=21c; bNmax=22c; � � � ; bNmax=2L c.
Note that here we assume L � b log2 Nmaxc.
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In details, on layer l , the interpolated feature vector F l (x; y) can be computed as

F l (x; y) =
1

(x2 � x1)(y2 � y1)

h
x2 � x x � x1

i
2

4
F l (x1; y1) F l (x1; y2)

F l (x2; y1) F l (x2; y2)

3

5

2

4
y2 � y

y � y1

3

5 ;

where x1 = bxc, x2 = x1 + 1, y1 = byc, and y2 = y1 + 1, as shown in Figure 4.3.

And then these grid features on each layer are concatenated together to form the input
to the MLP,

GE (x; y) = F (x; y) = F 1(x; y) � F 2(x; y) � � � � � F L (x; y);

where L is the total number of layers. Then, we pass this F (x; y) through the MLP, and
the output of the MLP represents the 3D deformation:

� p3D = MLP (GE (x; y)) :

Figure 4.4.: Multi-resolution Grid Encoding Model

We illustrate the multi-resolution grid encoding model in Figure 4.4. Details about the
number of layers in the multi-resolution grid, the number of features at each grid point,
and the number and size of the MLP layers can be found in the Appendix.
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Chapter 5

Sampling Methods

To leverage the continuous domain and the adaptive bene�ts of implicit neural repre-
sentations, we explore sampling methods tailored to the parameterized UV space. This
ensures a denser concentration of sampling points in regions with intricate details.

In every optimization step, we select points based on a probability distribution. Re-
gions with more intricate details have higher probability values. However, under-
standing the genuine continuous probability density function (PDF) can be challeng-
ing. Still, there are two primary strategies to address this. The �rst strategy is to create
a discrete approximation of the elusive PDF and select sampling points based on this
approximation. The second strategy treats the unknown PDF as a black box and uses
probabilistic sampling methods. Subsequent sections will explore and compare three
methods: one from the �rst strategy and two from the second.

Method 1: Discrete PDF Approximation

To better grasp and represent a continuous, unseen PDF, we approximate its values
at select discrete points. This snapshot forms a discrete model of the actual contin-
uous PDF, allowing for clearer visualization and simpli�ed sampling. Assuming the
true PDF is continuous and smooth, this discrete version is often high �delity. This is
because in a smooth function, closely situated points have similar values. Thus, the
values we determine at these discrete locations are likely reliable indicators of the con-
tinuous function's behavior in their immediate vicinity.

Probability Computation. We divide the 2D UV space into a grid of moderate density.
For each grid cell, we calculate a weighted sum of the losses at the center point within
that cell. We presume that the probability value of the grid is depicted by this weighted
sum. Starting from a uniform discrete PDF in the �rst epoch, we update the sampling



5. Sampling Methods

PDF in each subsequent epoch to align it more closely with the estimated PDF for that
speci�c epoch. Then, we determine an appropriate scaling to produce a discrete PDF.
Details on computing the losses are provided in Chapter 6.

Figure 5.1.: Discrete PDF Approximation by Computing Weighted Sum of Losses

Inverse Transform Sampling. When dealing with a 2D discrete PDF, inverse transform
sampling becomes a crucial tool for sampling points. Imagining a 2D discrete space
where each point is de�ned by coordinates (i; j ), every point is assigned a speci�c
probability, which we will represent as pij .

The �rst stage in the inverse transform sampling process is the calculation of the marginal
PDF for each row. This is achieved by taking the sum of probabilities along each row.
If you imagine an array or matrix, it is akin to summing up all values in a speci�c row.
We can express the marginal PDF of a given row i aspi , represented mathematically by
the formula:

pi =
NX

j =1

pij ; for i 2 [M ];

where M stands for the total rows and N symbolizes the total columns.

Once the marginal PDF is determined, the next phase is deducing the marginal cumu-
lative density function (CDF) for each row. This involves cumulatively summing the
probabilities of rows up to a given point. For any given row i , the marginal CDF is
notated as Pi , and it is calculated as:

Pi =
iX

k=1

pk ; for i 2 [M ]:

With the marginal CDF in place, the next move is to generate a random number u,
sourced from a uniform distribution in the range [0; 1]. This number plays a pivotal role
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5.1. Method 1: Discrete PDF Approximation

as it will guide us in identifying the sampled row index. Essentially, we are looking for
the smallest row index i where pi either equals or surpassesu, mathematically put as:

i = inf f k : Pk � ug:

Having pinpointed the row, we then dive deeper into it and compute its conditional
CDF. This requires summing up the conditional probabilities along that speci�c row.
For the chosen row i and any column j , the column-wise CDF is represented asQij and
is computed via:

Qij =
jX

l=1

pil

pi
; for j 2 [N ]:

The last steps of the process are quite similar to the earlier ones but on a columnar
basis. A random number v is pulled from a uniform distribution within the range
[0; 1], directing us to the speci�c column index to be sampled within our earlier chosen
row. We determine j by pinpointing the smallest column index such that Qij equals or
surpassesv, represented as:

j = inf f l : Qil � vg:

By the end of this process, we obtain a randomly sampled pair of indices (i; j ). We
then randomly sample a point within the grid corresponding to this pair of indices.
This point aligns with the original two-dimensional distribution mapped out by pij .
An essential thing to remember is that for the entire process to be accurate and valid,
the probabilities pij must be normalized to ensure their sum equals 1.

Lloyd's Relaxation. Direct sampling according to the PDF may result in points that are
overly concentrated in speci�c regions. To address this, we use Lloyd's Relaxation on
points acquired through inverse transform sampling. Lloyd's Relaxation is a critical
process in ensuring a balanced and uniform distribution of points within a de�ned
space, especially when direct sampling in line with the PDF might lead to an undesired
concentration of points in certain regions. This method is primarily employed to re�ne
the positions of points acquired through inverse transform sampling.

The principle behind this technique is the optimization of point positions to improve
their distribution in relation to the Voronoi diagram. Imagine we have an initial set of
points, which we can denote as P = f p1; p2; : : : ; png. Each point, say p i , has coordi-
nates represented as(x i ; yi ) corresponding to the i -th point.

To better understand how Lloyd's Relaxation functions, let us walk through the steps
in a 2D setting. The process commences by constructing the Voronoi diagram using the
present positions of the points in the set P. This is a spatial division of a plane where
each division (or region) contains points that are closest to a speci�c point in set P.

Upon the construction of the Voronoi diagram, the next step involves calculating the
centroid for each point p i within the set P. The centroid, ci , represents the average
coordinates of all points lying inside the Voronoi region corresponding to p i . Mathe-
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matically, the centroid can be expressed as:

ci =
1

mi

X

q j 2 R i

qj ;

where Ri symbolizes the Voronoi region related to p i , and mi denotes the count of
points within that speci�c region.

Following the centroid calculations, each point p i has its position updated to match the
coordinates of its respective centroid, ci .

This entire sequence of steps is repeated either for a pre-de�ned number of iterations
or until certain convergence criteria are achieved.

The beauty of Lloyd's Relaxation is that as these steps are performed iteratively, the
points in set P progressively shift toward a con�guration that is more evenly spaced,
thereby optimizing the Voronoi diagram. This results in a more uniform distribution
of points, avoiding the problem of concentration in speci�c regions.

Method 2: Simulated Annealing

Other than making an explicit approximation of the real PDF, we can also treat this
sampling problem as a black box optimization problem. Mathematically, suppose the
real PDF function is f (p), we aim to make the sum

P
p2P f (p), where P is the set of

distinct sampling points, as large as possible. Although the function f is unknown
and we can only have access to the values off at query points, we can still solve this
using some probabilistic optimization methods. Below, we provide two such methods
for solving this problem. One of them is called simulated annealing, which is inspired
by the annealing process in metallurgy. At a high level, it involves exploring possible
solutions, with the likelihood of accepting suboptimal solutions decreasing over time.
To begin, we chooseN random points from the 2D space, denoted as p1; p2; :::; pN . The
energy or cost of this initial state is the negative sum of these points when evaluated
by the function f , i.e.,

� [f (p1) + f (p2) + ::: + f (pN )]:

This inversion (using a negative sign) essentially transforms our original maximization
problem into a minimization problem.

Temperature is a pivotal concept in simulated annealing. It controls how likely the
algorithm is to accept a worse solution at any given point in time. Initially, this tem-
perature should be set high. This ensures that the algorithm is almost certain to accept
any new set of points at the outset. As the algorithm progresses, this temperature must
decrease, reducing the chance of accepting worse solutions. There are various strate-
gies to decrease the temperature. We use a common method called exponential decay,
de�ned as

T(t) = T0 � � t ;
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where 0 < � < 1 serves as the cooling rate.

As the core of the procedure unfolds, the algorithm iteratively proposes new con�gu-
rations based on the current setup. It does this by randomly selecting one or more of
the N points and slightly adjusting their coordinates, which might involve adding a
small vector or introducing some form of random noise. This introduces a new con�g-
uration p0

1; p0
2; :::; p0

N . With this new con�guration, the energy change, or � E, becomes
an important factor. It's calculated by comparing the energy of the new con�guration
against the old one.

Now, deciding whether to move to this new con�guration or stay with the current one
is critical. If the new con�guration results in lower energy (which, due to our inversion,
means it is a better solution), it is accepted. If it is a worse solution, the algorithm might
still opt for it, but with a probability based on how much worse it is and the current
temperature. This probability is expressed as

P = e� � E=T (t ) :

This mechanism, accepting worse solutions probabilistically, allows the algorithm to
avoid getting stuck in local maxima.

Of course, the algorithm can not run inde�nitely. A termination criterion ensures it
stops after a certain condition is met. This could be after a set number of iterations,
once the temperature drops below a certain threshold, or if the energy changes very
little over a certain number of iterations.

Once terminated, the algorithm yields a set of points p1; p2; :::; pN that should approx-
imately maximize the original function. However, it is worth noting that since simu-
lated annealing is heuristic by nature, different runs can produce different results. It is
also sensitive to its initial settings, like the starting temperature and cooling rate.

Method 3: Bayesian Optimization with Gaussian Processes

Bayesian optimization is another technique that is used for optimizing black-box func-
tions where direct observations of the function might be expensive. In the context of
the given problem, we are trying to �nd N distinct points p1; p2; : : : ; pN such that the
sum of their corresponding function values is as large as possible.

To employ Bayesian optimization using Gaussian processes (GPs), we begin by de�n-
ing a prior over our unknown function f . This prior is typically given by a Gaussian
process, which is de�ned by its mean function m(p) and its covariance function (or
kernel) k(p; p0). The GP prior captures our belief about the function before observing
any data. We use a common choice for the kernel, which is the squared exponential
(RBF) kernel.

Given a set of observations,

D = f (p1; f (p1)) ; (p2; f (p2)) ; : : : ; (pM ; f (pM ))g;
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we can update our beliefs about f by computing the posterior distribution of the GP.
This posterior will be another GP, but its mean and covariance will be updated to re�ect
the data D.

To decide which point to query next, we need an acquisition function. This func-
tion, a(p), is derived from the posterior GP and is used to trade-off between explor-
ing regions of the input space where we are uncertain about f and exploiting regions
where we think f might be large. Popular choices for acquisition functions include
Expected Improvement (EI), Probability of Improvement (PI), and Upper Con�dence
Bound (UCB).

For our problem, however, there is an additional challenge: instead of �nding a single
point that maximizes f , we are trying to �nd N points. A direct approach would be to
sequentially apply Bayesian optimization N times, each time adding the new optimal
point to our set and updating the GP posterior. However, this method might lead the
algorithm to pick points that are too close to each other if the acquisition function does
not account for the previously selected points.

A way to tackle this is to modify the acquisition function such that it considers the sum
of the function values at the new point and all previously selected points. Thus, our
modi�ed acquisition function looks like

a0(p) = a(p) +
N � 1X

i =1

f (p i );

where the p i are the previously selected points. This encourages the algorithm to �nd
points that collectively maximize the sum, rather than repeatedly picking the same
maximizer of f .

The optimization process continues iteratively, evaluating the modi�ed acquisition
function over the input space, selecting the point where it is maximized, evaluating
f at that point, and updating the GP posterior, until N points have been selected.

After N iterations, the set f p1; p2; : : : ; pN g that collectively make the sum,

f (p1) + f (p2) + : : : + f (pN );

as large as possible, would have been identi�ed.

Discussion

We evaluate the strengths and limitations of the three aforementioned techniques.

Discrete PDF Approximationoffers a grid-based approach that many �nd intuitive. Its
clear visual and conceptual representation of the distribution of sampling points pro-
vides a certain ease of understanding, which is particularly advantageous when in-
terpreting results. The method's inherent stability ensures that it provides consistent
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results across various runs. One of its strongest suits is its �exibility: users can ad-
just the grid density at will, thus controlling the trade-off between computational cost
and accuracy. Additionally, the discrete PDF can be seamlessly integrated with other
sampling techniques or fed into different algorithms. However, there are notable draw-
backs. The discretization of the continuous space inevitably results in approximation
errors. Moreover, calculating losses for each grid cell can be quite resource-intensive,
especially if the grid is dense. And while it captures many features, some intricate
details might go unnoticed if they fall between grid cells.

Simulated Annealingstands out for its ability to avoid the pitfalls of local maxima, po-
tentially guiding the user to more globally optimal solutions. This probabilistic ap-
proach has the bene�t of being versatile, with potential applications extending beyond
sampling-related challenges. Additionally, the algorithm offers tunable parameters
like the initial temperature and cooling rate, enabling users to adjust its behavior. Yet,
the method is not without its disadvantages. Its performance can vary greatly depend-
ing on its parameter settings, making it sometimes challenging to get right. It is also
worth noting that as a heuristic method, there is no assurance of �nding the absolute
best solution. Depending on the settings, convergence to a solution might be time-
consuming.

Lastly, Bayesian Optimization with Gaussian Processes (GPs)incorporates a sophisticated
method that factors in uncertainty about the function. This can be invaluable in sce-
narios where function evaluations are costly since the method aims to reduce their
number. One of the shining aspects of Bayesian optimization is its theoretical under-
pinnings – under certain conditions, it can provide concrete performance guarantees.
Its �exibility further shines through when considering the array of kernels and acqui-
sition functions it offers, making it adaptable to a myriad of problem types. How-
ever, the computational intensity of GPs, particularly with growing observations due
to large matrix inversions, can be a deterrent. The method's effectiveness can be in-
�uenced greatly by the kernel and hyperparameters choice. Furthermore, for dealing
with extremely high-dimensional problems or massive datasets, the scalability of GPs
may pose a challenge.

In our implementation, we chose the Discrete PDF Approximationmethod due to its
speed and superior experimental results for our speci�c problem. A detailed compari-
son of the experimental results can be found in Chapter 8.
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Chapter 6

Simulation Losses

To harness the distinct advantages of the implicit neural representation and potentially
delve into its adaptivity—which will be detailed in Chapter 7—we rede�ned the sim-
ulation energies tailored for this implicit neural representation. We achieved this by
constructing local sampling structures atop our neural implicit surface. Using these
sampling local structures, we can compute the losses for the corresponding sampling
point, based on the relative positions of the vertices within the local structure.

The Sampling Local Structure

Figure 6.1.: Sampling Local Structure

For clarity, we use the term 3D sampling pointsto refer to the 3D points correspond-
ing to the sampling points in the UV space. The original sampling points in the UV
space are referred to as2D sampling points. For each 2D sampling point, we construct
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four equilateral triangles around it in the UV space, as shown in Figure 6.1. The tri-
angle ABC has a degree of freedom� which denotes the in-plane rotation. This � is a
randomly generated number within the range [0; 2�= 3] in each epoch.

It is important to note that all 2D sampling points within the sampling local structures
are initially established in the UV space, then they are mapped from 2D to 3D. Remem-
ber, the 3D position, p3D , corresponding to a 2D UV point, pUV = ( x; y), can be easily
computed using the deformation network:

p3D = p0 + MLP (GE (x; y)) ;

where p0 signi�es the 3D position corresponding to the UV point in its undeformed
state. We further analyze the local surface properties based on this 3D sampling local
structure.

The local sampling structure presents several noteworthy bene�ts:

Firstly, in physics-based simulations that utilize traditional mesh representation, the
outcome of the simulation can be heavily in�uenced by the quality of the triangula-
tion. However, preparing the input model as a mesh with good triangulation quality
often requires meticulous attention and intricate mesh processing algorithms. Our lo-
cal sampling structure is intrinsically Delaunay in 2D space. Moreover, due to the
unique properties of garments, such developable surfaces can be readily segmented
and �attened on a plane. As a result, when mapping the local sampling structure to
3D space, only minimal distortion occurs. Based on these premises, the 3D local sam-
pling structure usually retains a high-quality local triangulation.

Secondly, the technique of sampling local structures with random orientations offers a
nuanced way to comprehend garment material behavior. Instead of relying solely on
traditional mesh-based representations, this approach focuses on the minuscule, local-
ized structures within the material. In doing so, it is not limited to a single orientation
or direction. By randomly sampling these structures, the method accounts for losses in
strain and bend from various angles. This is invaluable for understanding garments,
as it sheds light on how the material reacts when worn, especially during movement.
Many such materials are anisotropic, exhibiting properties that vary depending on the
direction. For instance, some fabrics may stretch more in one direction than another.
This contrasts with isotropic materials, which display consistent properties irrespective
of direction. Given these differences, the sampling method is particularly suitable for
simulating anisotropic garments. Instead of assuming uniformity, it samples various
orientations of local structures, capturing the unique attributes of anisotropic materi-
als.

With the structure1 laid out, let us delve deeper into the loss computations throughout
the remainder of this chapter. Using this novel approach based on sampling local struc-
tures, we de�ne four distinct losses: strain loss, bend loss, gravity loss, and collision
loss.

1Pardon the pun!
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Strain Loss

Precomputation. Let us consider a garment mesh, denoted asM , along with its cor-
responding UV parametrization � : R3 ! [0; 1]2. To represent the 3D positions of the
mesh vertices, we employ a square image in the range of [0; 1]2. Speci�cally, we encode
the scaled3D vertex positions as RGB values and assign them to the corresponding
pixels of the image. Alternatively, an RGBA image can be used, where the additional
Alphachannel can represent a mask. Users have the �exibility to specify the resolution
of the image, with a default value of 1024.

Considering the scenario illustrated in the accompanying Figure 6.2, let p1, p2, and p3

denote the 3D positions of three vertices within the mesh M . It is possible to deter-
mine the 3D position of any 2D point in the UV space, provided that it lies within the
convex hull de�ned by � (p1), � (p2), and � (p3). This interpolation is achieved using
the Barycentric interpolation method. It is noteworthy that this step only needs to be
computed once for each garment mesh in its rest pose, and parallel computation tech-
niques can be employed to minimize the computational time required.

Barycentric Interporlation. Barycentric interpolation serves as a cornerstone in com-
puter graphics and geometric modeling, providing an ef�cient scheme for the interpo-
lation of attributes within a polygon, particularly within a 2D triangle.

Figure 6.2.: Barycentric Interporlation for Original 3D Positions

Consider a 2D triangle de�ned by vertices p1, p2, and p3. Any point p within this
triangle can be represented as a unique linear combination of these vertices:

p = � 1p1 + � 2p2 + � 3p3;

where � 1, � 2, and � 3 are the Barycentric coordinates of p, and � 1 + � 2 + � 3 = 1.

These coordinates do not only depict the weights of the vertices for interpolating p,
but they also remain invariant under af�ne and barycentric transformations. This in-
variance yields consistent interpolations under transformations, providing a unique
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advantage over other interpolation methods.

Using Barycentric coordinates, we can express Barycentric interpolation in the form of:

F (p) = � 1F (p1) + � 2F (p2) + � 3F (p3);

where F represents the function that we wish to interpolate (such as color, texture, or
other attributes), and F (v i ) denotes the attribute value at vertex v i . Note that in our
case,F is the inverseof UV parametrization function � , under the assumption that � is
bijective and thus invertible.

Figure 6.3.: Rest Length Computation for Edge AB

Rest Length Computation. We use the term valid to refer to 2D points that lie within
the union set of the 2D UV triangulation. By utilizing Barycentric interpolation on the
pre-computed 3D positions in the rest pose, it becomes possible to compute the 3D
position of any valid point within the 2D UV space. For instance, considering two such
2D points denoted as A and B, as depicted in Figure 6.3, an approximation of the rest
length of the hypothetical edge connecting the two 3D points represented by A and B
can be determined using the Euclidean norm, expressed as

k� � 1(A ) � � � 1(B )k2:

It is necessary to compute the 3D edge length between any two 3D points represented
by two valid points since the vertices of the sampling triangles can be any valid 2D
points.

Loss Computation. The strain loss is the potential elastic energy of the system, formu-
lated based on the Hooke's law in the mass spring system to ensure that the cloth is not
excessively stretched or compressed. LetE be the immediateedge set, marked in red in
Figure 6.4, of a given sampling local structure, then the strain loss at the 3D sampling
point p can be computed in two ways — the �rst way is formulated as:

L p
Strain =

X

e2 E

(ke0k2 � k ek2)2;
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Figure 6.4.: Strain Loss: Immediate Edge Set

which weights more heavily for edges with larger edge lengths. However, in the sec-
ond formulation, the strain energy is computed according to the ratio of the length
change and the original edge length:

L p
Strain =

X

e2 E

�
ke0k2 � k ek2

kek2

� 2

;

which weights equally for edges with different edge lengths. We opt for the second
formulation in our implementation.

The total strain loss for all the 3D sampling points is then computed as:

L Strain = WStrain �
X

p2P

X

e2 Ep

�
ke0k2 � k ek2

kek2

� 2

;

where WStrain is the weight for the strain loss, S represents the set of all 3D sampling
points, and Ep represents theimmediateedge set of a 3D sampling point p.

Bend Loss

The bending loss penalizes differences between neighbouring face normals, effectively
enforcing locally smooth surfaces. Given a sampling local structure, let the set of the
face pairs beFP , for each face pair f f 1; f 2g 2 FP , denote the corresponding normalized
face normals asf n1; n2g. There are three such face pairs in each sampling local struc-
ture, as shown in Figure 6.5. Let kb be the bending constant, �A be the area sum of the
two incident faces, and let e0 represent the edge connecting the two faces. Then the
bending loss at the 3D sampling point p can be formulated as

L p
Bend =

X

f f 1 ;f 2g2FP

1
2

� kb �

p
3ke0k2

2

2 �A
� kn1 � n2k2

2:

37



6. Simulation Losses

Figure 6.5.: Bend Loss: Adjacent Face Pairs

In our case, we want to ignore the scale difference in sampling local structures to ensure
that each sampling point is weighted the same. The bend loss computation can instead
be formulated as:

L p
Bend =

X

f f 1 ;f 2g2FP

kn1 � n2k2
2;

where all the constants are absorbed into the weight for the bend loss in the weighted
sum.

The total bend loss for all the 3D sampling points can thus be calculated as

L Bend = WBend �
X

p2P

X

f f 1 ;f 2g2FP p

kn1 � n2k2
2;

where WBend is the weight for the bend loss, S represents the set of all 3D sampling
points, and FP p represents the set of face pairs of the sampling local structured con-
structured around a 3D sampling point p.

Gravity Loss

We also incorporate a term that aims to generate more realistic garment predictions
by modeling the effect of gravity. Based on classical mechanics, the potential gravita-
tional energy of a 3D sampling point p can be calculated as

L p
Gravity = mp � g � hp ;

where mp is the mass of a 3D sampling point p, g is the gravitational acceleration, and
hp is the height of p measured in a user speci�ed axis, note that by default the axis of
gravity is set to be the z axis in our implementation.
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The total gravity loss is computed by summing up over all the 3D sampling points:

L Gravity = WGravity �
X

p2P

mp � g � hp ;

where WGravity is the weight for the gravity loss, and P represent the set of all 3D sam-
pling points.

Collision Loss

The model needs to handle collisions with other objects. To do so, we design the fol-
lowing loss:

L Collision = WCollision �
X

(i;j )2A

min (d j;i � n j � �; 0)2 ;

where WCollision is the weight for the collision loss, A represents the set of correspon-
dences(i; j ) between 3D sampling points of the out�t and the colliding object, respec-
tively, through nearest neighbour, d j;i is the vector going from the j -th vertex of the
colliding object to the i -th vertex of the out�t, n j is the j -th vertex normal of the col-
liding object, as shown in Figure 6.6, and � is a small positive threshold to increase
robustness.

Figure 6.6.: Collision Loss: Geometric Predicates

This loss term is vital for ensuring that the predictions of the garment are valid, as
its gradients will encourage the vertices of the out�t to move away from the colliding
object.
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Chapter 7

Adaptivity

Minimax Adversarial Loss Formulation

Drawing from the methods discussed in previous chapters, we can now outline our
approach to constructing the adaptive sampling framework. During each epoch, we
prioritize sampling points in areas with �ner details and then adjust the network's
weights to update the neural implicit surface. Ideally, if we could sample an in�nite
number of points in each epoch, we would compute the losses at each of these points
and subsequently update the network weights using them all.

Let us denote the sampling point as p = ( x; y). Suppose the sampling space is[0; 1]2.
We can formulate the ideal optimization problem as:

min
�

Z 1

0

Z 1

0
L Strain(x; y; � ) + L Bend(x; y; � ) + L Collision (x; y; � ) + L Gravity (x; y; � ) dx dy:

However, due to memory and time constraints, in�nite sampling is not feasible. We
are limited to a �nite number of sample points within the domain for each iteration.

The question then arises:where should these points be sampled?

A straightforward strategy is to uniformly sample within the sampling space. How-
ever, this approach may not be ef�cient enough, as uniform sampling may not priori-
tize sampling regions that require more attention. Therefore, based on this considera-
tion, we propose a strategy to sample more densely in regions with �ner details. This
corresponds to areas where the losses are higher, and it will be more ef�cient than a
simple uniform sampling method in cases where small regions need more attention
than others, such as cloth wrinkles. Based on this strategy, assuming the set of the
sampling points is P = f p1; p2; � � � ; pN g, N 2 N, we formulate our heuristic minimax
adversarial loss as follows:

min
�

max
P

X

p2P

L Strain(p; � ) +
X

p2P

L Bend(p; � ) +
X

p2P

L Collision (p; � ) +
X

p2P

L Gravity (p; � );
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and P follows some constraints that the points are not too close together:

8p i ; p j 2 P ; kp i � p j k2 � �;

where � is a pre-de�ned threshold. However, since the maximization is over a black-
box function, we opt for an approximation method to compute the maximization and
the constraint part of the system, as detailed in Chapter 5.

Details of the Algorithm

We provide the psudocode of the algorithm as follows:

Algorithm 1: Spatially Adaptive Garment Simulation

P  ; ;
�  randomly initialized model parameters (e.g., weights in MLP);
N  the number of sampling points;
for each epoch edo

# Adversarial Player 1
�  user de�ned value from [0; 1], with default value 1=2;
Na  b �N c;
Nu  N � Na;
construct and update discrete PDF by discrete PDF approximation;
Pa  sample Na points according to the discrete PDF;
Pu  uniformly sample Nu points;
P  P a [ P u;
P �  Lloyd's relaxationon the N sampling points in P;

# Adversarial Player 2
for p� 2 P � do

�  random value between [0; 2�= 3];
generate a sampling local structure around p� with rotation angle � ;
compute L Bend(p� ; � ), L Strain(p� ; � ), L Gravity (p� ; � ), L Collision (p� ; � );

end
SBend(P � ; � ) =

P
p� 2P � L Bend(p� ; � );

SStrain(P � ; � ) =
P

p� 2P � L Strain(p� ; � );
SGravity (P � ; � ) =

P
p� 2P � L Gravity (p� ; � );

SCollision (P � ; � ) =
P

p� 2P � L Collision (p� ; � );
L Sum(P � ; � ) = SBend(P � ; � )+ SStrain(P � ; � )+ SGravity (P � ; � )+ SCollision (P � ; � );
� �  � � � r � L Sum(P � ; � );
�  � �

end
return �

42



7.2. Details of the Algorithm

The algorithm uses an innovative adversarial framework that capitalizes on a dual-
player system. The goal is to optimize the representation of physical properties of the
garment, such as bending, strain, gravity, and collision, while concurrently re�ning the
spatial distribution of the simulation points.

Initialization and Model Setup. Initially, the algorithm focuses on setting the ground-
work. A set, denoted as P, is initialized as an empty set which will later serve to store
the simulation's sampling points. In parallel, the model parameters, symbolized by
� , are initialized with random values. These could be envisioned as the underlying
weights of a multi-layer perceptron (MLP) or a comparable model, like the parame-
ters in our multi-resolution grid encoding model. These model parameters encodes
the neural implicit surface, which represents the shape of the garment. The process is
further streamlined by de�ning N , which represents the total number of desired sam-
pling points in the simulation.

Adversarial Player 1: Optimal Point Sampling. In the adversarial training, the �rst
player is responsible for point-sampling to make the sum of losses at these sampling
points as large as possible. The parameter, � , typically defaults to 0:5 but remains
user-adjustable within the range [0; 1]. It divides the total sampling points, N , into two
distinct categories:

1. Adaptive Points: A segment of the total points, calculated as Na, are adaptively
sampled. This number is essentially the �oor value of the product of � and N .

2. Uniform Points: The remainder, denoted as Nu, is uniformly sampled. They pro-
vide a consistent distribution to make the sampling points have a good coverage
of the whole sampling domain.

To achieve the adaptive sampling, a discrete PDF is constructed and updated using
the method mentioned in Chapter 5. The Na adaptive points are then sampled using
this discrete PDF, and the Nu uniform points are sampled according to a uniform PDF
within the domain. Subsequently, these adaptively and uniformly sampled points are
combined into the main set, P.

To ensure the sampling points do not cluster too closely together, we slightly space out
the points but maintain a higher concentration in regions where the losses are large.
To achieve this, Lloyd's relaxation, a method for spatial optimization, is applied. It re-
�nes the distribution of the sampling points, ensuring points are spread as uniformly
as possible while preserving the original density variations.

Adversarial Player 2: Physical Property Calculation And Optimization. As the sec-
ond adversary enters the game, the focus pivots to the physical essence of the gar-
ment. For each point in the optimized set, P � , a sampling local structure is generated,
as detailed in Chapter 6, with a randomly generated rotation angle, � , from the range
[0; 2�= 3].

The algorithm then evaluates a suite of loss functions, tailored to measure various
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7. Adaptivity

physical properties at each point on the neural implicit surface, where the shape of the
surface is captured by the current model parameters, � . This includes determining
the garment's bending, strain, gravity, and collision losses. Summing these individual
losses across all points, we employ back-propagation in conjunction with gradient de-
scent to re�ne the model parameters, � , in order to minimize the loss. This process
utilizes a learning rate, � , to update the neural implicit surface.

After iterating between the two adversarial players for the speci�ed epochs, the algo-
rithm concludes, presenting the �nely-tuned model parameters, � . This setup enables
continuous querying of the 3D surface positions across the UV domain.

In summary, this novel adversarial framework delivers a more accurate and realis-
tic garment simulation, optimizing spatial representation while capturing the intricate
nuances of fabric behavior across diverse situations. Our results will be unveiled in
Chapter 8.
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Chapter 8

Results and Validation

We now present a series of results and comparisons to better understand how our
approach behaves and how it differs from previous works. To ensure a fair assessment,
we impose the same memory constraints on all training methods. It is important to
note that in every setting, the size of the triangles—whether in the original mesh or
sampling local structures—remains consistent . Additionally, all material parameters
are kept identical . The resolution of the input mesh, the number of sampling points,
and all other related parameters are set to be thesame for comparison purposes.

All our tests were conducted on a desktop running Ubuntu 20.04.5 LTS, equipped
with an Intel(R) Xeon® E5-1680 v3 @ 3.20GHz processor and a GeForce RTX 2080 Ti
graphics card. We developed the framework using Tensor�ow 2.0. You can access
the code on Disney Research's GitLab at the following URL: https://git.drz.li/
lei.shu.-nd/garment_simulation/-/tree/working?ref_type=head . You
can �nd detailed parameter settings in the Appendix. We saved all the experiment �les
on Disney Research's Google Drive.

Experiments on Network and Encoding

Network Model End Epoch Running Time

Baseline MLP 500000 2h 41m 34s

Positional Encoding 56000 23m 1s

Multigrid Encoding 400 28s

Table 8.1.: Running Time Comparison for Different Network Models

In this study, we evaluate various neural network models using a supervised approach,
with the primary goal of emphasizing the ef�ciency of our uniquely developed multi-
resolution grid encoding model. For the supervised training, our ground truth is a

https://git.drz.li/lei.shu.-nd/garment_simulation/-/tree/working?ref_type=head
https://git.drz.li/lei.shu.-nd/garment_simulation/-/tree/working?ref_type=head


8. Results and Validation

manually constructed 3D model resembling a sine wave. This model encapsulates both
low and high-frequency details, establishing it as an ideal candidate for contrasting the
performance of different neural network models.

The parameter con�gurations for these models, as discussed in Chapter 4, are illus-
trated in Figure 8.2. To ensure a fair comparison, the parameters and sizes of the net-
work models have been �ne-tuned so that all models operate under the same memory
constraints.

The progression of outputs throughout the training process is depicted in various �g-
ures:

• Figure 8.3 for the baseline MLP model.

• Figure 8.2 for the positional encoding model.

• Figure 8.1 for our multi-resolution encoding model.

For a direct comparison of the fully trained outputs, refer to Figure 8.4. It is noteworthy
to mention that the baseline MLP model and the positional encoding model exhibit
minor artifacts in their outputs. They struggle to maintain sharp and high-frequency
features. Conversely, the multi-resolution grid encoding model displays an outcome
that closely aligns with the ground truth, exhibiting high �delity in its representation.

Furthermore, a comparative analysis of the running times across the various neural
network models is provided in Table 8.1.

Baseline MLP

Parameter Name Size

baseline_fc0_w:0 (2, 152)

baseline_fc0_b:0 (152,)

baseline_fc1_w:0 (152, 152)

baseline_fc1_b:0 (152,)

baseline_fc2_w:0 (152, 152)

baseline_fc2_b:0 (152,)

baseline_fc3_w:0 (152, 3)

baseline_fc3_b:0 (3,)

Total params 47427

Positional Encoding

Parameter Name Size

pos_enc_fc0_w:0 (18, 148)

pos_enc_fc0_b:0 (148,)

pos_enc_fc1_w:0 (148, 148)

pos_enc_fc1_b:0 (148,)

pos_enc_fc2_w:0 (148, 148)

pos_enc_fc2_b:0 (148,)

pos_enc_fc3_w:0 (148, 3)

pos_enc_fc3_b:0 (3,)

Total params 47363

Multigrid Encoding

Parameter Name Size

grid_layer_0:0 (101, 101, 3)

grid_layer_1:0 (51, 51, 3)

grid_fc01_0_w:0 (6, 64)

grid_fc01_0_b:0 (64,)

grid_fc01_1_w:0 (64, 64)

grid_fc01_1_b:0 (64,)

grid_fc01_2_w:0 (64, 64)

grid_fc01_2_b:0 (64,)

grid_fc01_3_w:0 (64, 3)

grid_fc01_3_b:0 (3,)

Total params 47369

Table 8.2.: A Summary of Model Parameters
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8.1. Experiments on Network and Encoding

Figure 8.1.: The Output Evolution of the Multi-resolution Grid Encoding Model

Figure 8.2.: The Output Evolution of the Positional Encoding Model
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8. Results and Validation

Figure 8.3.: The Output Evolution of the Baseline MLP Model
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8.1. Experiments on Network and Encoding

Figure 8.4.: A Visual Comparison on the Converged Outputs of Different Models
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8. Results and Validation

Experiments on Sampling Methods

We tested the three sampling methods mentioned in Chapter 5using various functions.
During the experiment, each function is treated as a black box and can only be queried
at speci�c points. The objective is to make the sum of the function values at all the
sampling points as large as possible. It is worth noting that we assumed a total of 100
sampling points for our experiment. Given that the real PDF can represent any func-
tion in real-world settings, we constructed three representative cases:

Single Peak f 1. The �rst function f 1 represents a Gaussian distribution in a two-
dimensional space centered at the point (0:5; 0:5). Given by the equation:

f 1(x; y) =
1

2�� 2
exp

�
�

(x � 0:5)2 + ( y � 0:5)2

2� 2

�
;

where � = 0:25, this function depicts a peak at its center and decays as one moves
away from this central point.

Double Peaks f 2. The second function f 2 represents a mixture of two Gaussian distri-
butions. Both distributions are located in a two-dimensional space, with their peaks
centered at the points (0:25; 0:25) and (0:75; 0:75) respectively. The function is de�ned
as:

f 2(x; y) =
1

4�� 2

�
exp

�
�

(x � 0:25)2 + ( y � 0:25)2

2� 2

�
+ exp

�
�

(x � 0:75)2 + ( y � 0:75)2

2� 2

��
;

with � = 0:15, this function portrays two distinct peaks, indicative of bimodal behavior
in its distribution.

Alternating Peaks f 3. Function f 3 deviates from the Gaussian forms and instead cap-
tures a sinusoidal behavior in both the x and y dimensions. Described by the formula:

f 3(x; y) =
1
4

[sin(3�x ) sin(3�y ) + 2] :

This function showcases oscillatory behavior within the domain, producing a land-
scape with alternating peaks and troughs, and is uplifted by a constant to ensure all its
values are positive.

In each case, we �rst compare the running time of the three sampling methods, the
results are included in Table 8.3, Table 8.4, and Table 8.5. We then compare the op-
timization results, speci�cally the sum of function values at the sampling points, the
results can be found in Table 8.6, Table 8.7, and Table 8.8. Lastly, we provide a visual-
ization for one of the trials in Figure 8.5.

50



8.2. Experiments on Sampling Methods

Simulated Annealing Bayesian Opt. Discrete PDF

Trial 1 0.03787493706 34.05586171 0.04887914658

Trial 2 0.03426861763 35.40232277 0.05359268188

Trial 3 0.04017567635 35.90006208 0.05088853836

Trial 4 0.03368377686 35.16691613 0.05231237411

Trial 5 0.04098844528 34.27459669 0.07335162163

Mean 0.03739829063 34.95995188 0.05580487251

Standard Deviation 0.003332519292 0.7761159979 0.009963881751

Table 8.3.: Running Time Comparison for Function f 1 (Times in Seconds)

Simulated Annealing Bayesian Opt. Discrete PDF

Trial 1 0.04461765289 50.13651061 0.07196164131

Trial 2 0.04258871078 45.29891801 0.06403303146

Trial 3 0.04516386986 36.5525136 0.07274889946

Trial 4 0.04069662094 44.85536146 0.06725645065

Trial 5 0.04445528984 39.16040778 0.06515049934

Mean 0.04350442886 43.20074229 0.06823010445

Standard Deviation 0.001845228555 5.379782426 0.003949407129

Table 8.4.: Running Time Comparison for Function f 2 (Times in Seconds)

Simulated Annealing Bayesian Opt. Discrete PDF

Trial 1 0.02924847603 99.48536348 0.03428697586

Trial 2 0.02527093887 89.37353325 0.0350716114

Trial 3 0.0261528492 93.7292037 0.03297877312

Trial 4 0.02754688263 88.28884983 0.0343310833

Trial 5 0.02437996864 90.31382966 0.03701806068

Mean 0.02651982307 92.23815598 0.03473730087

Standard Deviation 0.001921832253 4.534626615 0.001481034609

Table 8.5.: Running Time Comparison for Function f 3 (Times in Seconds)
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Simulated Annealing Bayesian Opt. Discrete PDF

Trial 1 107.39 173.09 146.1418

Trial 2 101.35 173.42 136.2168

Trial 3 101.27 175.76 139.302

Trial 4 106.06 170.66 133.4156

Trial 5 104.55 171.25 149.3058

Mean 104.124 172.836 140.8764

Standard Deviation 2.758474216 2.012816435 6.682689685

Table 8.6.: Optimization Results Comparison for Function f 1

Simulated Annealing Bayesian Opt. Discrete PDF

Trial 1 123.67 219.2 187.1984

Trial 2 107.62 216.58 184.4002

Trial 3 121.26 217.8 192.2536

Trial 4 112.72 222.14 188.2608

Trial 5 137.38 217.44 181.9781

Mean 120.53 218.632 186.81822

Standard Deviation 11.42343206 2.176722307 3.906485376

Table 8.7.: Optimization Results Comparison for Function f 2

Simulated Annealing Bayesian Opt. Discrete PDF

Trial 1 54.21 49.38 54.2675

Trial 2 53.46 50.78 54.0251

Trial 3 52.39 49.92 53.6007

Trial 4 52.46 50.41 55.4681

Trial 5 53.37 50.52 52.419

Mean 53.178 50.202 53.95608

Standard Deviation 0.761229269 0.5553557418 1.104180752

Table 8.8.: Optimization Results Comparison for Function f 3
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8.2. Experiments on Sampling Methods

Figure 8.5.: A Visual Comparison on Different Sampling Methods

Based on the data provided above, we found that Simulated Annealingis the fastest.
However, its optimization outcomes are often subpar. Bayesian Optimizationtakes con-
siderably longer but provides excellent results when the actual PDF aligns well with
the predicted distribution. Nevertheless, when there is a mismatch, its optimization
outcomes can be poor. TheDiscrete PDF Approximationis slightly slower than sim-
ulated annealing but much faster than Bayesian Optimization. It consistently delivers
satisfactory optimization results and offers stable performance. Therefore, we have
chosen to proceed with the Discrete PDF Approximationmethod.
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Comparison with Baseline Methods

We compared our method with three different baselines:

Baseline 1: Vertex Optimization. The �rst baseline employs vertex optimization. In
this approach, the 3D positions of the mesh vertices are treated as the free variables.
The losses are computed using the same formula as in [BME20b], utilizing the connec-
tivity of the input mesh.

Figure 8.6.: Baseline 1: Vertex Optimization

Baseline 2: Multi-resolution Grid Encoding w/ Original Mesh. The second baseline
also uses the same set of losses in [BME20b], which are based on the input mesh's
connectivity. However, it incorporates our multi-resolution grid encoding for training.
In this method, the free variables are the network parameters, which capture cloth
details. We ensured that the memory allocated for the network parameters and the
memory used for vertex optimizations are subjected to the same constraints.

Figure 8.7.: Baseline 2: Multi-resolution Grid Encoding w/ Original Mesh
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8.3. Comparison with Baseline Methods

Baseline 3: Multi-resolution Grid Encoding w/ Uniform Sampling. The third base-
line employs the multi-resolution grid encoding model of the same parameter settings
for training. Instead of using the input mesh's connectivity for loss computation, it
adopts a new loss computation method based on sampling local structures. Rather
than using an adaptive sampling scheme, we chose a straightforward uniform sam-
pling scheme by randomly generating points in the UV space.

Figure 8.8.: Baseline 3: Multi-resolution Grid Encoding w/ Uniform Sampling

Our Method: Multi-resolution Grid Encoding w/ Adaptive Sampling. Our method
integrates the multi-resolution grid encoding model of the same parameter settings
with the new loss computation method rooted in the sampling local structures. Fur-
thermore, we employ the adaptive sampling technique to sample points.

Figure 8.9.: Our Method: Multi-resolution Grid Encoding w/ Adaptive Sampling
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Figure 8.10.: Ball Example: A Visual Comparison with Baseline Methods

Method Variable Count End Epochs Quality Domain

Vertex Opt. w/ Original Mesh 49152 – Subpar Discrete

Multigrid w/ Original Mesh 47369 – Mediocre Discrete

Multigrid w/ Uniform Sampling 47369 14900 Good Continuous

Multigrid w/ Adaptive Sampling 47369 11950 Best Continuous

Table 8.9.: Ball Example: A Quantitative Comparison with Baseline Methods
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Figure 8.11.: Torus Example: A Visual Comparison with Baseline Methods

Method Variable Count End Epochs Quality Domain

Vertex Opt. w/ Original Mesh 49152 – Subpar Discrete

Multigrid w/ Original Mesh 47369 – Mediocre Discrete

Multigrid w/ Uniform Sampling 47369 20500 Good Continuous

Multigrid w/ Adaptive Sampling 47369 17650 Best Continuous

Table 8.10.:Torus Example: A Quantitative Comparison with Baseline Methods
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Figure 8.12.: Triangle Example: A Visual Comparison with Baseline Methods

Method Variable Count End Epochs Quality Domain

Vertex Opt. w/ Original Mesh 49152 – Subpar Discrete

Multigrid w/ Original Mesh 47369 – Mediocre Discrete

Multigrid w/ Uniform Sampling 47369 13950 Good Continuous

Multigrid w/ Adaptive Sampling 47369 8450 Best Continuous

Table 8.11.:Triangle Example: A Quantitative Comparison with Baseline Methods
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8.3. Comparison with Baseline Methods

Note that both Baseline 1and Baseline 2operate within a discrete domain, resulting in
faster training speeds. However, their reliance on the original triangle mesh's connec-
tivity for computing losses poses challenges. This mesh structure, being inherently dis-
crete, often makes it dif�cult for these methods to capture intricate cloth details. Such
limitations arise from the constraints of traditional discrete representations. In contrast,
using an implicit neural representation within the same memory constraints facilitates
a signi�cantly enhanced capture of cloth details. Although this method demands a
longer training time, the resulting model functions within a continuous domain. This
continuity enables continuous querying using UV coordinates, freeing the output from
being tethered to a discrete representation. Furthermore, as demonstrated, our adap-
tive sampling technique drastically reduces training time compared to the uniform
sampling approach, i.e., Baseline 3, especially when wrinkles are localized.
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Chapter 9

Conclusion and Outlook

In this thesis, we delved into the potential of leveraging implicit neural representations
to simulate intricate cloth details, such as wrinkles. Through various cloth-object in-
teraction examples, our technique demonstrates superiority over conventional discrete
representations, especially under the same memory constraints. This is most evident
in the enhanced simulation of detailed cloth wrinkles, especially the �ne and localized
ones. However, our work does come with its challenges. We have categorized these
into �ve aspects, summarized as follows:

UV Mapping Limitation. Our current model is restricted to a straightforward case
where the UV space is a square domain, [0; 1]2. When extending this to complex gar-
ments, the UV map might encompass irregular boundaries, seams, and void regions.
One approach to address this is segmenting the UV map into panels and using a mask
within each panel to highlight void areas. Deformations are then learned only for UV
positions outside these void spaces. For managing seams and boundaries, constraints
could be introduced to ensure smooth transitions on either side of the seams. While we
currently adjust the sampling local structures to �t the square domain, future research
could delve into improved methods, possibly exploring boundary-speci�c sampling
structures or mirrored seam padding.

Theoretical Guarantee. While our adaptive method has demonstrated promising ex-
perimental outcomes, a rigorous proof might be necessary to provide a solid theoretical
foundation. This involves proving that such adaptive sampling would closely approx-
imate the ideal optimization scenario, aiming to minimize the integrated losses across
the entire domain over an in�nite number of sampling points.

Sampling Methods. We have only examined and contrasted three different sampling
techniques. There are numerous other methods that could be applicable. For instance,
the Winner-takes-it-all method involves multiple random samplings and selecting the
one yielding the maximum sum of function values. This method might seem time-
intensive, but its practicality might be feasible considering the amortized runtime.
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Encoding Models. Our neural network currently employs a multi-resolution grid en-
coding, which considerably accelerates the process compared to the baseline MLP. Nu-
merous encoding models exist in other related research �eld, such as multi-resolution
hash encoding. Incorporating hash encoding alongside our grid encoding is a potential
avenue for enhancement, though its ef�cacy remains contingent on the speci�c prob-
lem.

Loss Balance. The weights for the losses in our system are adjusted manually for every
model. A more sophisticated method to determine the loss balance based on material
attributes could make tuning more straightforward. However, given the geometrical
nature of the collision loss and the unpredictability of the sampling process, devising
a systematic method for determining loss weights might prove challenging.

In conclusion, our methodology exhibits promising results in simulating cloth details.
However, there is room for continued research and enhancement. We look forward to
seeing subsequent studies re�ne and expand upon our approach. Particularly when
considering the simulation of characters in tight-�tting clothing with wrinkles arising
from garment-body collisions, the potential is vast. This opens doors for innovative
applications in sectors like fashion design, virtual try-ons, and animation.
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Appendix A

Detailed Parameter Settings

We categorize the parameters into three distinct groups:

Group I – Loss Weights:

• For both uniform and adaptive sampling, two adversarial players are involved:

� The player controlling the sampling point positions manages loss weights:
SAMPLER_BEND_LOSS_WEIGHT,
SAMPLER_COLLISION_LOSS_WEIGHT,
SAMPLER_GRAVITY_LOSS_WEIGHT,
SAMPLER_ARAP_LOSS_WEIGHT.

� The player aiming to optimize network weights for the neural implicit sur-
face controls loss weights with:
OPTIMIZER_BEND_LOSS_WEIGHT,
OPTIMIZER_COLLISION_LOSS_WEIGHT,
OPTIMIZER_GRAVITY_LOSS_WEIGHT,
OPTIMIZER_ARAP_LOSS_WEIGHT.

• In the test case where losses are calculated based on the input mesh connectivity,
the loss weights are governed by:
MESH_BEND_LOSS_WEIGHT,
MESH_COLLISION_LOSS_WEIGHT,
MESH_GRAVITY_LOSS_WEIGHT,
MESH_ARAP_LOSS_WEIGHT.

Group II – Neural Network Parameters:

• Baseline MLP Model:

� Four layers of nonlinearly-activating nodes.

� All hidden layers have a size of BASELINE_MLP_LAYER_SIZE.

• Positional Encoding Model:



A. Detailed Parameter Settings

� Hidden dimension of the encoding determined by:
POSITIONAL_ENCODING_HIDDEN_DIM.

� For the MLP part, it consists of four layers of nonlinearly-activating nodes,
with hidden layers of size POSITIONAL_ENCODING_MLP_LAYER_SIZE.

• Multi-Resolution Grid Encoding Model:

� Number of grid layers controlled by MULTIGRID_NUM_LAYERS.

� Resolution of the densest layer set by MULTIGRID_RES.

� Number of grid features on each grid layer de�ned by the vector:
MULTIGRID_NUM_FEATURES.

� For the MLP part, it also comprises four layers of nonlinearly-activating
nodes, with hidden layers of size MULTIGRID_MLP_LAYER_SIZE.

Group III – Other Training Parameters:

• Size of the triangles in the sampling local structures determined by:
SAMPLING_TRIANGLE_SIDE_LENGTH_CONSTANT,
which is set by default to be similar to the average triangle size in the original
mesh.

• Learning rates:

� Supervised testing: LEARNING_RATE_SUPERVISED.

� Baseline (vertex optimization): LEARNING_RATE_BASELINE.

� Multi-resolution grid with losses computed using the original mesh connec-
tivity: LEARNING_RATE_MULTIGRID_MESH.

� Multi-resolution grid with losses computed using our new formulation with
uniform sampling: LEARNING_RATE_UNIFORM_SAMPLING.

� Multi-resolution grid with losses computed using our new formulation with
adaptive sampling: LEARNING_RATE_ADAPTIVE_SAMPLING.

These are the main parameters used in the code, with values detailed in Table A.1. For
a more detailed breakdown of parameter settings, please refer to our code, accessible at
the following URL: https://git.drz.li/lei.shu.-nd/garment_simulation/
-/tree/working?ref_type=head .
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Parameter Value

OPTIMIZER_BEND_LOSS_WEIGHT 0:0005(Torus, Triangle, Ball)

OPTIMIZER_COLLISION_LOSS_WEIGHT 106 (Torus, Triangle)107 (Ball)

OPTIMIZER_GRAVITY_LOSS_WEIGHT 2 (Torus, Triangle, Ball)

OPTIMIZER_ARAP_LOSS_WEIGHT 0:005(Torus, Triangle, Ball)

SAMPLER_BEND_LOSS_WEIGHT 0:0005(Torus, Triangle, Ball)

SAMPLER_COLLISION_LOSS_WEIGHT 106 (Torus, Triangle)107 (Ball)

SAMPLER_GRAVITY_LOSS_WEIGHT 2 (Torus, Triangle, Ball)

SAMPLER_ARAP_LOSS_WEIGHT 0:005(Torus, Triangle, Ball)

MESH_BEND_LOSS_WEIGHT 0:0005(Torus, Triangle, Ball)

MESH_COLLISION_LOSS_WEIGHT 106 (Torus, Triangle)107 (Ball)

MESH_GRAVITY_LOSS_WEIGHT 2 (Torus, Triangle, Ball)

MESH_ARAP_LOSS_WEIGHT 0:005(Torus, Triangle, Ball)

MULTGRID_MLP_LAYER_SIZE 64 (Wave, Torus, Triangle, Ball)

MULTIGRID_NUM_LAYERS 2 (Wave, Torus, Triangle, Ball)

MULTIGRID_RES 100(Wave, Torus, Triangle, Ball)

MULTIGRID_NUM_FEATURES [3; 3] (Wave, Torus, Triangle, Ball)

POSITIONAL_ENCODING_HIDDEN_DIM 4 (Wave, Torus, Triangle, Ball)

POSITIONAL_ENCODING_MLP_LAYER_SIZE 148(Wave, Torus, Triangle, Ball)

BASELINE_MLP_LAYER_SIZE 152(Wave, Torus, Triangle, Ball)

SAMPLING_TRIANGLE_SIDE_LENGTH_CONSTANT0:001(Torus, Triangle, Ball)

LEARNING_RATE_SUPERVISED 0:0005(Wave)

LEARNING_RATE_BASELINE 0:0005(Torus, Triangle, Ball)

LEARNING_RATE_MULTIGRID_MESH 0:0005(Torus, Triangle, Ball)

LEARNING_RATE_UNIFORM_SAMPLING 0:0005(Torus, Triangle, Ball)

LEARNING_RATE_ADAPTIVE_SAMPLING 0:0005(Torus, Triangle, Ball)

Table A.1.: Parameter Settings for the Experiments
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