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Abstract

From its inception, machine learning has enjoyed successes in industrial applications. With

the onset of the deep learning revolution, learning-based algorithms have made especially

impressive advances on computer vision and natural language tasks. This has led to

much enthusiasm throughout the information industry as well as the research community.

But, one cannot touch without being touched. Machine learning research has focused its

attention on applications with big data and little prior knowledge. In contrast, in the

natural sciences, prior knowledge abounds, namely in the form of scienti�c theory.

In this thesis, we make a three-fold contribution to the burgeoning �eld at the intersection

of machine learning and natural science. In the �rst part of the thesis, we develop black-box

methods for performing Bayesian inference (variational inference). Next, we develop a

stochastic method for performing optimization tasks over general convex domains, with

additional constraints. The �nal part focuses on accelerating computational 
uid dynamics

simulations using machine learning.

Apart from the mathematical formalism of the conditional gradient algorithm (a.k.a. Frank-

Wolfe), the �rst two sections aim to develop generalized inference methods that do not

require problem-speci�c �ne-tuning. The larger goal, shared by the Bayesian inference

community at large, is to modularize inference algorithms from model development. This

way, scientists can freely develop and query trained models without having to re-design

inference algorithms for each new model. In Part I, this goal is realized as an algorithm

which is agnostic to the model, dataset, or family of variational distributions chosen by the

practitioner. In Part II, it is an algorithm which can optimize over very general constraints

| constraints which can be used to express prior scienti�c knowledge.

The third part of this work stands somewhat separately from the �rst two. Here we develop

a speci�c approach for marrying data-driven machine learning with numerical partial
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di�erential equations (PDE) solvers for turbulent 
uid dynamics. Similar to Part I, the

larger goal is automate the numerical solution of PDEs so that practitioners can focus on

modeling, without having to become numerical simulation experts.

We hope that this thesis provides useful results and ideas for future researchers who share

our goal of synthesizing machine learning with the natural sciences.
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Zusammenfassung

Seit Anbeginn des Zeitalters von Maschinellem Lernen (machine learning) hat sich dieses

in industriellen Anwendungen bew•ahrt. Mit Beginn der Deep-Learning-Revolution haben

lernbasierte Algorithmen besonders beeindruckende Fortschritte bei Maschinellem Sehen

bzw. Aufgaben in der linguistischen Datenverarbeitung gemacht. Dies hat sowohl in

der Informationsindustrie als auch in der Forschungsgemeinschaft zu viel Enthusiasmus

gef•uhrt. Aber man kann nicht ber•uhren, ohne ber•uhrt zu werden, und so hat nun. Die

Machine-Learning-Forschung ihr Augenmerk auf Anwendungen mit gro�en Datenmengen

(big data) bzw. wenig Vorkenntnissen gerichtet.

Im Gegensatz dazu gibt es in den Naturwissenschaften reichlich Vorwissen, n•amlich in Form

von Wissenschaftstheorie. W•ahrend die Explosion der Technologie des maschinellen Lernens

unaufhaltsam in die Wissenschaft eindringt, ist die Arbeit, datengesteuerte Algorithmen

ernsthaft mit wissenschaftlicher Theorie zu vereinen, noch weitgehend unvollendet. Die

computergest•utzte Naturwissenschaft ist faszinierend, nicht nur wegen der inh•arenten

Attraktivit•at ihrer hohen Ziele, die Welt zu verstehen, sie ist auch ein fruchtbares Gebiet,

in dem noch viele datengetriebene wissenschaftliche Durchbr•uche auf ihre Entdeckung

warten.

In dieser Arbeit leisten wir einen dreifachen Beitrag zum aufkeimenden Gebiet an der

Schnittstelle von maschinellem Lernen und den Naturwissenschaften. Im ersten Teil

der Arbeit entwickeln wir Black-Box-Methoden zur Durchf•uhrung der Bayes'schen In-

ferenz (Variationsinferenz). Als n•achstes entwickeln wir eine stochastische Methode zur

Durchf•uhrung von Optimierungsaufgaben •uber allgemeine konvexe Bereiche mit zus•atzlichen

Einschr•ankungen. Der letzte Teil konzentriert sich auf die Beschleunigung von numerischen

Str•omungssimulationen durch maschinelles Lernen.

Abgesehen vom mathematischen Formalismus des bedingten Gradientenalgorithmus (alias
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Frank-Wolfe) zielen die ersten beiden Abschnitte darauf ab, verallgemeinerte Inferen-

zverfahren zu entwickeln, die keine problemspezi�sche Feinabstimmung erfordern. Das

•ubergeordnete Ziel, das von der gesamten Bayes'schen Inferenzgemeinschaft geteilt wird,

besteht darin, Inferenzalgorithmen von der Modellentwicklung zu trennen. Auf diese Weise

k•onnen Wissenschaftler trainierte Modelle frei entwickeln und abfragen, ohne Inferenzal-

gorithmen f•ur jedes neue Modell neu entwerfen zu m•ussen. In Teil I wird dieses Ziel

als ein Algorithmus verwirklicht, der agnostisch gegen•uber dem Modell, dem Datensatz

bzw. der Familie von Variationsverteilungen ist, die vom Anwender gew•ahlt werden. In

Teil II handelt es sich um einen Algorithmus, der •uber sehr allgemeine Beschr•ankungen

optimieren kann, welche verwendet werden k•onnen, um bestehendes wissenschaftliches

Wissen auszudr•ucken.

Der dritte Teil dieser Arbeit steht etwas getrennt von den ersten beiden. Hier entwickeln wir

einen spezi�schen Ansatz f•ur die Verbindung von datengetriebenem maschinellem Lernen

mit numerischen partiellen Di�erentialgleichungsl•osern (PDE) f•ur turbulente Str•omungsdy-

namik. •Ahnlich wie in Teil I besteht das •ubergeordnete Ziel darin, die numerische L•osung

von PDEs zu automatisieren, damit sich die Anwender auf die Modellierung konzentrieren

k•onnen, ohne Experten f•ur numerische Simulationen werden zu m•ussen.

Wir ho�en, dass diese Arbeit n•utzliche Ergebnisse und Ideen f•ur zuk•unftige Forscher liefert,

die unser Ziel teilen, maschinelles Lernen mit den Naturwissenschaften zusammenzuf•uhren.
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1
Introduction

1.1 Motivation

This thesis explores the use of machine learning in the natural sciences. What distin-

guishes the natural sciences from other machine learning applications is scienti�c theory,

i.e. sophisticated, structured prior knowledge which is often expressed using mathematics.

In contrast, the information industry does not often have rich theories of the generating

processes of their datasets. This creates a prior-scarce environment for machine learning to

develop algorithms.

Machine learning has enjoyed successful industrial applications from its inception. However,

with the onset of the deep learning revolution, learning-based algorithms have made large

strides in tackling computer vision and natural language tasks. This has led to much

enthusiasm throughout the information industry. But, one cannot touch without being

touched. Machine learning research has shifted its attention towards applications with big

data and little prior knowledge.

This has led to many new exciting algorithms, and of course breakthroughs, which will

be useful for many years to come. Still, the work of bringing these advances to the

natural sciences is largely un�nished. Not only is computational natural science inherently

fascinating due to the inherent appeal of its larger goal which is to understand the natural

world, it also a pro�table area where many data-driven scienti�c breakthroughs surely

1



Chapter 1. Introduction

await.

In this work we explore a few avenues of this exciting new �eld at the intersection of

machine learning and natural science.

1.2 Summary

This thesis is divided into three parts. The �rst deals with a black-box methods for

performing Bayesian inference (variational inference) which requires little to no information

about the inference task (i.e. model and dataset) at hand. The second focuses on a

stochastic method for performing optimization tasks over general convex domains, with

additional constraints. The third part focuses on accelerating computational 
uid dynamics

simulations using machine learning.

Apart from the mathematical formalism of the conditional gradient algorithm (a.k.a. Frank-

Wolfe), the �rst two sections aim to develop generalized inference methods that do not

require problem-speci�c �ne-tuning. The larger goal, shared by the Bayesian inference

community at large, is to modularize inference algorithms from model development so

that scientists can freely develop and query trained models without having to re-design

inference algorithms for each new model. In Part I, this goal is realized as an algorithm

which is agnostic to the model, dataset, or family of variational distributions chosen by the

practitioner. In Part II, it is an algorithm which can optimize over very general constraints

| constraints which can be used to express prior scienti�c knowledge.

The third part of this work stands somewhat separately from the �rst two. Here we develop

a speci�c approach for marrying data-driven machine learning with numerical partial

di�erential equation (PDE) solvers.

2



Part I

Conditional Gradient Methods

for Boosting Variational

Inference
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2
Introduction

Approximating probability densities is a core problem in Bayesian statistics, where inference

translates to the computation of a posterior distribution. Posterior distributions depend

on the modeling assumptions and can rarely be computed exactly. Variational Inference

(VI) is a technique to approximate posterior distributions through optimization. It involves

choosing a set oftractable densities, termed variational family, out of which the �nal

approximation is to be chosen. The approximation is done by selecting a density in

the candidate set that is close to the true posterior in terms of Kullback-Leibler (KL)

divergence [BKM17]. There is an inherent trade-o� involved in �xing the set of tractable

densities. Increasing the capacity of the variational family to approximate the posterior

also increases the complexity of the optimization problem.

Consider a degenerate case where the variational family contains just a single density. The

optimization problem is trivial and runs in constant time, but the quality of the solution is

poor and stands in no relation to the true posterior. This contrived example is clearly too

restrictive, and in practice, themean-�eld approximation o�ers a good trade-o� between

expressivity and tractability [Chr16]. However, in many real-world applications, mean-�eld

approximations are lacking in their ability to accurately approximate the posterior.

Imagine a practitioner that, after designing a Bayesian model and using a VI algorithm to

approximate the posterior, �nds that the approximation is too poor to be useful. Standard

VI does not give the practitioner the option to trade additional computational cost for

5



Chapter 2. Introduction

a better approximation. As a result, there have been several e�orts to ramp up the

representative capacity of the variational family while maintaining tractability.

One line of work in this direction involves replacing the simple mean-�eld family by a

mixture of Gaussians. It is known that mixtures of Gaussians can approximate any distri-

bution arbitrarily closely [Par62]. Boosting is a practical approach to �nding the optimal

approximating mixture and involves adding components to the mixture greedily one at a

time [Guo+16; Loc+18b; MFA16]. Not only is boosting a practical solution, it also has

well-studied trade-o� bounds for number of iterations vs. approximation quality [Loc+18b]

by virtue of being essentially a variant of the classical Frank-Wolfe (FW) algorithm [Jag13b;

Loc+18b]. Unfortunately, these greedy algorithms require a specialized, restricted vari-

ational family to ensure convergence and therefore awhite box implementation of the

boosting subroutine. These restrictions include that (a) each potential component of the

mixture has a bounded support i.e., truncated densities, and (b) the subroutine should

not return degenerate distributions. These assumptions require specialized care during

implementation, and therefore, one cannot simply take existing VI solvers and boost them.

This makes boosting VI unattractive for practitioners.

In the the following two chapters, we develop a boostingblack boxVI algorithm that

addresses this issue. In Chapter 3[Loc+18a], we take the �rst step towards developing a

black box algorithm by using a general entropy constraint to restrict the variational family.

Speci�cally, we:

1. relax the previously known conditions for guaranteed convergence from smoothness to

bounded curvature. As a consequence, the set of candidate densities no longer needs

to be truncated, thereby easing its implementation and improving on the convergence

guarantees.

2. propose a modi�ed form of the ELBO optimization, the Residual ELBO (RELBO),

which guarantees that the selected density is non-degenerate and is suitable for black

box solvers (e.g. black box variational inference [RGB14]).

3. propose a novel stopping criterion using the duality gap from FW, which is applicable

to any boosting VI algorithm.

This algorithm enjoys many practical bene�ts because it requires minimal speci�cation by

the practitioner, but still falls short of its potential. Like previous works, Boosting VI does

not reliably improve the variational approximation in a reasonable number of iterations

6



[Guo+16; Loc+18b]. Furthermore, at each step of the boosting procedure, a costly VI

algorithm must be re-executed. The practitioner's expectation should be that each of these

costly iterations will improve the solution. Boosting should provide practitioners with a

simple iterative procedure that improves the solution to within the desired accuracy or

until resources are depleted. Unfortunately, Boosting VI algorithms do not monotonically

decrease the objective.

This problem is addressed in Chapter 4 [Dre+21a]. First, we show that the convergence

rate depends on two terms: a term depending on theglobal curvature of the KL and the

initial error. Practitioners care about decreasing the latter term, but the �rst one can

be arbitrarily large without extra assumptions [Loc+18b; Loc+18a; Guo+16]. A large

curvature implies that the boosting algorithm must run for many iterations before the

asymptotic convergence rate is guaranteed to decrease the initial error. This is costly in

terms of both time and storage.

Then, we present a new technique for determining the mixture weights of Boosting VI

algorithms which improves the variational approximation in a realistic number of iterations.

As we shall see, the previous convergence rates depend on two terms: a term depending

on the global curvature of the KL and the initial error. Practitioners often focus on

decreasing the latter term, but the �rst one can be arbitrarily large without imposing extra

assumptions.

We are able to improve the dependency on the curvature in the convergence rate by tuning

the mixture weights according to a quadratic function satisfying a su�cient decrease

condition, i.e. is su�ciently tight on the KL divergence objective [Ped+20].

In the black-box VI setting, checking for exact upper bounds is not feasible due to sampling

errors. Therefore, we consider the case where the estimate of the bound isinexact. Using

this approximate local upper-bound, we develop a fast and memory e�cient away-step

black-box Boosting VI algorithm.

To summarize Chapter 4, we:

1. introduce an approximate su�cient decrease condition and prove that the resulting

backtracking algorithm converges with a rate ofO(1=t) with an improved dependency

on the curvature constant.

2. develop an away-step Boosting VI algorithm that relies on our approximate backtracking

algorithm. This enables Boosting VI methods to selectively downweight previously seen

7



Chapter 2. Introduction

components to obtain sparser solutions, thus reducing overall memory costs.

3. present empirical evidence demonstrating that our method is both faster and more

robust than existing methods. The adaptive methods also yield more parsimonious

variational approximations than previous techniques.

In addition to these theoretical contributions, we present extensive simulated and real-world

empirical experiments to show the applicability of our proposed algorithmic extensions.

While our work is motivated by applications to VI, our theoretical results have a more

general impact. We essentially analyze the application of the functional FW algorithm to

the general task of minimizing the KL-divergence over a space of probability densities.

2.1 Related Work

There is a vast literature on VI. We refer to [BKM17] for a thorough review. Our focus is

to use boosting to increase the complexity of a density, similar to the goal of Normalizing

Flows [RM15], MCMC-VI hybrid methods [SKW15; Sae+17], or distribution transforma-

tions [SDK17]. Our approach is in line with several previous approaches using mixtures of

distributions to improve the expressiveness of the variational approximation [Jer17; JJ98]

but goes further to draw connections with classic optimization to obtain several novel

theoretical and algorithmic insights. While our method does not leverage classical weak

learners as in [CN19], it does return a solution which is sampleable and is therefore more

amenable to downstream Bayesian analysis.

Our analysis is based on the Frank-Wolfe (FW) algorithm [Jag13b], which is a commonly

used algorithm for projection free constrained optimization. The convergence rates and

requisite assumptions are well-studied in various settings [LJJ15; LJ16; Loc+17]. Its

applications include non-Euclidean spaces, e.g., a variational objective for approximate

marginal inference over the marginal polytope [KLS15].

While boosting has been well studied in other settings [MR03], it has only recently been

applied to the problem of VI. Related works of [Guo+16] and [MFA16] developed the

algorithmic framework and conjectured a possible convergence rate ofO(1=T) but without

theoretical analyses. The authors in [Guo+16] identify the need of truncated densities to

ensure smoothness of the KL cost function. A more recent work [Loc+18b] provides a

theoretical base for analyzing the algorithm. They identify the su�cient conditions for

8



2.1. Related Work

guaranteeing convergence and provide explicit constants to the conjecturedO(1=T) rate.

Unfortunately, these su�cient conditions amount to restrictive assumptions about the

variational family and therefore require the practitioner to have white box access to the

variational family and underlying VI algorithm. In Chapter 3, we remove these assumptions

to allow use of black box VI methods.

In Chapter 4 [Dre+21a], we go further to draw a connections between boosting VI and

curvature. Recent work by Campbell and Li [CL19] and Lin, Khan, and Schmidt [LKS19]

also explore this relationship. In constrast to these related works, our unique view on

curvature does not require sacri�cing the KL-divergence for a smooth objective as in [CL19]

or �xing the number of components in the mixture Lin, Khan, and Schmidt [LKS19].

The algorithms presented in Chapter 4 draw heavily from prior work on backtracking line-

search. Backtracking line-search and related variants are well-understood for deterministic

objectives with projectionable constraints [BV04]. However, backtracking techniques have

only recently been applied to FW by Pedregosa et al. [Ped+20]. While Locatello et

al. [Loc+18b] also suggests performing line-search on a quadratic approximation of the

KL-divergence, they suggest using aglobal approximation which renders their step-size

arbitrarily small. Our work lies at the intersection of these developments in VI and

backtracking line-search.

See Table 2.1 for comparison to prior work.
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3
Black-Box Boosting Variational

Inference

This chapter is in large parts based on [Loc+18a], which is work that pro�ted from numerous

discussions with and comments of its co-authors.

3.1 Variational inference and boosting

Bayesian inference involves computing the posterior distribution given a model and the

data. More formally, we choose a distribution for our observationsx given unobserved

latent variables z, called the likelihoodp(x jz), and a prior distribution over the latent

variables,p(z). Our goal is to infer the posterior,p(zjx) [BKM17]. Bayes theorem relates

these three distributions by expressing the posterior as equal to the product of prior and

likelihood divided by the normalization constant,p(x). The posterior is often intractable

because the normalization constantp(x) =
R

Z p(x jz)p(z)dz requires integrating over the

full latent variable space.

The goal of VI is to �nd a tractable approximation q(z) of p(zjx). From an optimization

viewpoint, one can think of the posterior as an unknown functionp(zjx) : Z ! R+
> 0 where

Z is a measurable set. The task of VI is to �nd the best approximation, in terms of

KL divergence, to this unknown function within a family of tractable distributions Q.

11



Chapter 3. Black-Box Boosting Variational Inference

Therefore, VI can be written as the following optimization problem:

arg min
q2 Q

(

D KL (q) def=
Z

q(z) ln
q(z)

p(zjX )
dz

)

: (3.1)

Note that we occasionally abuse the notation forD KL : When the target distribution

is omitted, as above, it is understood that the target is the true posterior distribution

p(zjX ). It should be obvious that the quality of the approximation directly depends on the

expressivity of the familyQ. However, as we increase the complexity ofQ, the optimization

problem (3.1) also becomes more complex.

Rather than optimizing the objective (3.1) which requires access to an unknown function

p(zjx) and is therefore not computable, VI equivalently maximizes instead the so-called

Evidence Lower BOund (ELBO) [BKM17]:

� Eq [logq(z)] + Eq [logp(x; z)] : (3.2)

A recent line of work [Guo+16; MFA16; Loc+18b] aims at replacingQ with the convex

hull conv(Q) de�ned as (same as Eq. (3.3), repeated here for convenience):

conv(Q) def= f
P

i � i qi j qi 2 Q ;
P

i � i = 1; � i > 0g: (3.3)

This thereby expands the capacity of the variational approximation to the class of mixtures

of the base familyQ:

min
q(z)2 conv(Q)

D KL (q(z)jjp(x; z)) (3.4)

The boosting approach to this problem consists of specifying an iterative procedure, in

which the problem (3.4) is solved via the greedy combination of solutions from simpler

surrogate problems. This approach was �rst proposed in [Guo+16], and its connection to

the FW algorithm was studied in [Loc+18b]. Contrary to the boosting approaches in the

deep generative modeling literature initiated by [Tol+17], boosting VI does not enjoy a

simple and elegant subproblem as we discuss in Section 3.2.2. Next, we show how to tackle

3.4 from a formal and yet very practical optimization perspective.

3.2 Functional Frank-Wolfe for boosting variational

inference

Taking a step back from the problem(3.4), we �rst de�ne the general optimization problem

and the relevant quantities needed for proving the convergence of FW. Then, we present

the extension to boosting black box VI.

12



3.2. Functional Frank-Wolfe for boosting variational inference

Algorithm 1 A�ne Invariant Frank-Wolfe

1: init q0 2 conv(A), S def= f q0g, and accuracy� > 0

2: for t = 0 : : : T

3: Find st def= (Approx-) lmo A (r f (qt ))

4: Variant 0: 
 = 2
�t +2

5: Variant 1: 
 = arg min 
 2 [0;1] f ((1 � 
 )qt + 
s t )

6: qt+1 def= (1 � 
 )qt + 
s t

7: Variant 2: S = S [ st

8: qt+1 = arg min q2 conv(S) f (q)

9: end for

We start with the general optimization problem:

min
q2 conv(A )

f (q): (3.5)

whereA � H is closed and bounded andf : conv(A) ! R is a convex functional with

bounded curvature over its domain. Here the curvature is de�ned as in [Jag13b]:

Cf
def= sup

s2A ; q2 conv(A )

 2 [0;1]

y= q+ 
 (s� q)

2

 2

D(y; q); (3.6)

where

D(y; q) def= f (y) � f (q) � h y � q;r f (q)i :

It is known that if r f is Lipschitz continuous with constant L (often referred to as

L-smoothness) over conv(A), then Cf � L diam(A)2 where

diam(A) def= max
p;q2A

jjp � qjj 2 (3.7)

(see Jaggi [Jag13b]).

The FW algorithm is depicted in Algorithm 1. Note that Algorithm 2 in [Guo+16] is a

variant of Algorithm 1. In each iteration, the FW algorithm queries a so-called Linear

Minimization Oracle (lmo ) which solves the following inner optimization problem:

lmo A (y) def= arg min
s2A

hy; si ; (3.8)

13



Chapter 3. Black-Box Boosting Variational Inference

for a given y 2 H and A � H . To tackle the constrained convex minimization problem

in Equation (3.5), Frank-Wolfe iteratively solves a linear constrained problem where, at

iteration t, the function f is replaced by its �rst-order Taylor approximation around the

current iterate qt . It is easy to see that the solution of this problem can be obtained by

querying lmo (r f (qt )). Indeed, the following holds:

arg min
s2 conv(A )

f (qt ) + hr f (qt ); s � qt i = arg min
s2 conv(A )

hr f (qt ); si =: lmo (r f (qt )) (3.9)

Depending onA , computing an exact solution of Equation (3.8) can be hard in practice. This

motivates the approximatelmo which returns an approximate minimizer~s of Equation (3.8)

for some accuracy parameter� and the current iterate qt such that:

hy; ~s � qt i � � min
s2A

hy; s � qt i (3.10)

We discuss a simple algorithm to implement thelmo in Section 3.3.

Finally, we �nd that Algorithm 1 is known to converge sublinearly to the minimizerq? of

Algorithm 1 with the following rate:

Theorem 1 ([Jag13b]). Let A � H be a closed and bounded set and letf : H ! R be

a convex function with bounded curvatureCf over A . Then, the A�ne Invariant FW

algorithm (Alg. 1) converges fort � 0 as

f (qt ) � f (q?) �
2

�
1
� Cf + "0

�

�t + 2
(3.11)

where"0
def
= f (q0) � f (q?) is the initial error in objective, and � 2 (0; 1] is the accuracy

parameter of the approximatelmo .

3.2.1 Discussion

Theorem 1 has several implications for boosting VI. First, thelmo problem does not need

to be solved exactly in order to guarantee convergence. Second, Theorem 1 guarantees

that Algorithm 1 converges to the best approximation inconv(A) which, depending on

the expressivity of the base family, could even contain the full posterior (e.g. mixtures of

Gaussians can approximate any distribution arbitrarily closely [Par62]). Furthermore, the

theorem gives a convergence rate which states that, in order to achieve an error of� , we

need to performO( 1
� ) iterations.

14



3.2. Functional Frank-Wolfe for boosting variational inference

Similar discussions are also presented by [Loc+18b]. The crucial question, which they

leave unaddressed, is whether under their assumptions there exists a variational family of

densities which (a) is expressive enough to well-approximate the posterior; (b) satis�es the

conditions required to guarantee convergence; and (c) allows for e�cient implementation

of the lmo .

3.2.2 Curvature of boosting variational inference

In order to boost VI using Frank-Wolfe in practice, we need to ensure that the assumptions

are not violated. Assume thatA � Q is the set of probability density functions with

compact parameter space as well as bounded in�nity norm and̀2-norm. These assumptions

on the search space are easily justi�ed since it is reasonable to assume that the posterior

is not degenerate (bounded in�nity norm) and has modes that are not arbitrarily far

away from each other (compactness). Under these assumptions, the optimization domain

is closed and bounded. It is simple to show that the solution of thelmo problem over

conv(A) is an element ofA . Therefore,A is closed.

The troublesome condition that needs to be satis�ed for the convergence of FW is smooth-

ness. Indeed, the work of [Guo+16] already recognized that the boosting literature typically

require a smooth objective and showed that densities bounded away from zero are su�-

cient. [Loc+18b] showed that the necessary condition to achieve smoothness is that the

approximation be not arbitrarily far from the optimum. They argue that while this is a

practical assumption, the general theory would require truncated densities. We relax this

assumption. As per Theorem 1, a bounded curvature is actually su�cient to guarantee

convergence. This condition is weaker than smoothness, which was assumed by [Loc+18b;

Guo+16]. For the KL divergence, the following holds.

Theorem 2. Cf is bounded for the KL divergence if the parameter space of the densities

in A is bounded.

The proof is provided in Section 3.5.
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Chapter 3. Black-Box Boosting Variational Inference

3.2.3 Discussion

Surprisingly, a bounded curvature for theD KL can be obtained as long as:

sup
s2A ; q2 conv(A )


 2 [0;1]
y= q+ 
 (s� q)

2

 2

D KL (ykq)

is bounded. The proof sketch proceeds as follows. For any pairs and q, we need to check

that 2

 2 D KL (ykq) is bounded as a function of
 2 [0; 1]. The two limit points, D KL (skq) for


 = 1 and ks � qk2
2 for 
 = 0, are both bounded for any choice ofs and q. Hence, theCf is

bounded as it is a continuous function of
 in [0; 1] with bounded function values at the

extreme points. D KL (skq) is bounded because the parameter space is bounded.ks � qk2
2 is

bounded by the triangle inequality and bounded̀ 2-norm of the elements ofA . This result

is particularly relevant, as it makes the complicated truncation described in [Loc+18b]

unnecessary without any additional assumption. Indeed, while a bounded parameter space

was already assumed in [Loc+18b] and is a practical assumption, truncation is tedious

to implement. Note that [Guo+16] considers full densities as an approximation of the

truncated one. They also argue that the theoretically grounded family of distributions for

boosting should contain truncated densities.

Avoiding truncation has another very important consequence for the optimization. Indeed,

[Loc+18b] proves convergence of boosting VI only to a truncated version of the posterior.

Therefore, Theorem 8 in [Loc+18b] contains a term that does not decrease when the

number of iteration increases. While this term could be small, as it contains the error of

the approximation on the tails, it introduces a crucial hyperparameter in the algorithm

i.e., where to truncate. Instead, we here show that under much weaker assumptions on the

set A , it is possible to converge to the true posterior.

3.3 The Residual ELBO: implementing a black-box

lmo

Note that the lmo is a constrained linear problem in a function space. A complicated

heuristic is developed in [Guo+16] to deal with the fact that theunconstrained linear

problem they consider has a degenerate solution. The authors of [Loc+18b] propose to use

projected stochastic gradient descent on the parameters ofs. The problem with this is that,
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3.3. The Residual ELBO: implementing a black-box lmo

to the best of our knowledge, the convergence of projected stochastic gradient descent is not

yet understood in this setting. To guarantee convergence of the FW procedure, it is crucial

to make sure that the solution of thelmo is not a degenerate distribution. This translates

to a constraint on the in�nity norm of s. Such a constraint is hardly practical. Indeed, one

must be able to compute the maximum value ofs as a function of its parameters which

depends on the particular choice ofA . In contrast, the entropy is a general term that can

be approximated via sampling and therefore allows for black box computation. We relate

in�nity norm and entropy in the following lemma.

Lemma 3. A density with bounded in�nity norm has entropy bounded from below. The

converse is true for many of the distributions which are commonly used in VI (for example

Gaussian, Cauchy and Laplace).

The proof is provided in Appendix 3.5.

In general, bounded entropy does not always imply bounded in�nity norm. While this is

precisely the statement we need, a simple veri�cation is su�cient to show that it holds in

most cases of interest. We assume thatA is a family for which bounded entropy implies

bounded in�nity norm. Therefore, we can constrain the optimization problem with the

entropy instead of the in�nity norm. We call �A the family A without the in�nity norm

constraint. At every iteration, we need to solve:

arg min
s2 �A

H (s)�� M

*

s; log

 
qt

p

!+

(3.12)

Note that this is simply the lmo from Equation (3.8) with y = r qD KL (qtkp) = log qt

p but

with an additional constraint on the entropy. This constraint on the entropy is crucial

since otherwise the solution of thelmo would be a degenerate distribution as the authors

of Guo et al. [Guo+16] have also argued.

We now replace this problem with its regularized form using Lagrange multipliers and solve

for s given a �xed value of � :

arg min
s2 �A

*

s; log

 
qt

p

!+

+ � (� H (s) � M ) = arg min
s2 �A

*

s; log

 
qt

p

!+

+ hs; logs� i (3.13)

= arg min
s2 �A

*

s; log

0

@s�

p
qt

1

A

+

(3.14)

= arg min
s2 �A

*

s; log

0

@ s
�
q

p
qt

1

A

+

: (3.15)
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Chapter 3. Black-Box Boosting Variational Inference

Therefore, the regularizedlmo problem is equivalent to the following minimization problem:

arg min
s2 �A

D KL (sk
1
Z

�

s
p
qt

); (3.16)

whereZ is the normalization constant of �
q

p
qt . From this optimization problem, we can

write what we call the Residual Evidence Lower Bound (RELBO) as:

RELBO (s; � ) def= Es[logp] � � Es[logs] � Es[logqt ]: (3.17)

3.3.1 Discussion

Let us now analyze theRELBO and compare it with the ELBO in standard VI [BKM17].

First, note that we introduce the hyperparameter� which controls the weight of the

entropy. In order to obtain the true lmo solution, one would need to maximize the LHS

of Equation (3.13) for � and solve the saddle point problem. In light of the fact that an

approximate solution is su�cient for convergence, we consider the regularized problem as a

simple heuristic. One can then �x an arbitrary value for� or decrease it whent increases.

The latter amounts to allowing increasingly sharp densities as optimization proceeds.

The other important di�erence between ELBO andRELBO is the residual term which is

expressed throughEs[logp] � Es[logqt ]. Maximizing this term amounts to looking for a

density with low cross entropy with the joint p and high cross entropy with the current

iterate qt . In other words, the next componentst needs to be as close as possible to the

target p but also su�ciently di�erent from the current approximation qt . Indeed,st should

capture the aspects of the posterior that the current mixture could not approximate yet.

3.3.2 Failure Modes

Using a black box VI as an implementation for thelmo represents an attractive practical

solution. Indeed, one could just run VI once and, if the result is not good enough, run it

again on the residual without changing the structure of the implementation. Unfortunately,

there are two failure modes that should be discussed. First, if the target posterior is a

perfectly symmetric multimodal distribution, then the residual is also symmetric and the

algorithm may get stuck. A simple solution to this problem is to run the black box VI for

fewer iterations, breaking the symmetry of the residual.
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3.4. Numerical experiments

The second problem arises in scenarios where the posterior distribution can be approximated

well by a single element ofQ. In such cases, most of the residual will be on the tails.

The algorithm will then �t the tails and in the following iterations re-learn a distribution

close toq0. As a consequence, it is important to identify good solutions before investing

additional computational e�ort by adding more components to the mixture. Note that the

ELBO cannot be used for this purpose, as its value at the maximum is unknown.

3.3.3 Stopping criterion

We propose a stopping criterion for boosting VI which allows us to identify when a

reasonably good approximation is reached and save computational e�ort. To this end, we

rephrase the notion ofduality gap Jaggi [Jag13b; Jag11] in the context of boosting VI,

which gives a surprisingly simple stopping criterion for the algorithm.

Lemma 4. The duality gapg(q)
def
= max s2 conv(A )hq � s; log q

p i computed at some iterate

q 2 conv(A) is an upper bound on the primal errorD KL (qkp) � D KL (q?kp).

The proof is provided in Section 3.5.

Note that the arg maxs2 conv(A )hq � s; log q
p i is precisely thelmo solution to the problem

Equation (3.8). Therefore, with an exactlmo , one obtains a certi�cate on the primal

error for free, without knowing the value ofD KL (q?kp). It is possible to show that a

convergence rate similar to Theorem 1 also holds for the duality gap [Jag13b]. If the oracle

is inexact, the estimate of the duality gap~g(q) satis�es that 1
� ~g(q) � g(q), as a consequence

of Equation (3.10).

3.4 Numerical experiments

Notably, our VI algorithm is black box in the sense that it leaves the de�nition of the

model and the choice of variational family up to the user. Therefore, we are able to reuse

the same boosting black box VI solver to run all our experiments, and more generally, any

probabilistic model and choice of variational family. We chose to implement our algorithm

as an extension to theEdward probabilistic programming framework [Tra+16] thereby

enabling users to apply boosting VI to any probabilistic model and variational family which

are de�nable in Edward. In Section 3.6, we show a code sample of our implementation of

Bayesian logistic regression.
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Figure 3.1: Comparison between BBVI and three variants of our boosting BBVI method

on a mixture of Gaussians example.

For comparisons to baseline VI, we useEdward's built-in black box VI (BBVI) algorithm

without modi�cation. We run these baseline VI experiments for 10,000 iterations which is

orders of magnitude more than what is required for convergence. Unless otherwise noted,

we use Gaussians as our base family. Note that FW with �xed step size is not monotonic

and so in the experiments in which we use a �xed step size, it is expected that the last

iteration is not optimal. We use the training log-likelihood to select the best iteration and

we used the duality gap as a diagnostic tool in the implementation to understand the impact

of � . We found that � = 1p
t+1 worked well in all the experiments. Code to reproduce the

experiments is available at:https://github.com/ratschlab/boosting-bbvi .

3.4.1 Synthetic data

First, we use synthetic data to visualize the approximation of our algorithm of a bimodal

posterior. In particular, we consider a mixture of two Gaussians with parameters� =

(� 1; +1), � = (0 :5; 0:5), and mixing weights� = (0 :4; 0:6).

We performed experiments with all three variants of FW described in Algorithm 1. For

the fully corrective variant, we used FW to solve the subproblem of �nding the optimal
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weights for the current atom set. We observe that unlike BBVI, all three variants are able

to �t both modes of the bimodal target distribution. The fully corrective version gives the

best �t. Unfortunately, this improved solution comes at a computational cost | solving

the line search and fully corrective subproblems is dramatically slower than the �xed step

size variant. In the experiments that follow we were able to improve upon the initial VI

solution using the simple �xed step size. We believe this is the most interesting variant

for practitioners as it does not require any additional implementation other than the VI

subroutine. Our synthetic data results are summarized in Figure 3.1.

3.4.2 Bayesian logistic regression on two real-world datasets

In this experiment, we consider two real-world binary-classi�cation tasks: predicting the

reactivity of a chemical and predicting mortality in the intensive case unit (ICU). For both

tasks we use the Bayesian logistic regression model. This allows us to compare to previous

work in [Loc+18b]. Bayesian logistic regression is a conditional prediction model with

prior p(w) = N (0; 1) on the weights and conditional likelihoodp(yjX ) = Bernoulli(p =

sigmoid(X > w)). This model is commonly used as an example of a simple model which

does not have a closed form posterior [BKM17].

We use theChemReact dataset which contains 26,733 chemicals, each with 100 features.

For this experiment, we ran our algorithm for 35 iterations and found that iteration 17

had the best performance. We observe that running merely one single well-tuned iteration

of BBVI as implemented in theEdward framework using Gaussian as the variational class

outperforms 10 iterations of boosting VI in [Loc+18b]. While BBVI already has good

performance in terms of AUROC, we are able to improve it further by using the �xed

step size variant of FW and the Laplace distributions as the base family. In addition, our

solution is more stable, namely it has lower standard deviation across replications. Results

are summarized in Table 3.1.

For the mortality prediction task, we used a preprocessed dataset created by the authors

of [For+18] from the eICU Collaborative Research database [Gol+00]. The pre-

processing included selecting patient stays between 1 and 30 days, removing patients with

missing values, and selecting a subset of clinically relevant features. The �nal dataset

contains 71,366 patient stays and 70 relevant features ranging from age and gender to

lab test results. We performed a 70-30% train-test split. We ran our algorithm for 29

iterations and again found that iteration 17 had the best performance. We observed that
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our method improves upon the AUROC ofEdward's baseline VI solution and is also more

stable. Results are summarized in Table 3.2.

3.4.3 Bayesian matrix factorization

Bayesian Matrix Factorization [MS08] is a more complex model de�ned in terms of two

latent variables,U and V for some choice of the latent dimensionD. In the base distribution,

each entry of the matricesU and V are independent Gaussians. To sample fromR t , we

sampleU; V from the boosted posterior (U ; V )t and then sample fromN (U> V; I ). Thus,

R t � N (U t > V t ; I ) where (U ; V )t �
P t

i � i si (U ; V ) and si (U ; V ) is the t-th iterate returned

by the LMO. Each entry of U and V has prior distribution N (0; 1). The observations

matrix, R , is assumed to be distributed asN (U > V ; I ). The t-th iterate of our boosting

BBVI, R t , is distributed N (
P t

j =0 � j U >
j V j ; I ) where U j and V j are the approximations of

U and V returned by the lmo at iteration j .

We use theCBCL Face 1 dataset which is composed of 2,492 images of 361 pixels each,

arranged into a matrix. Using a 50% mask for the train-test split, we performed matrix

completion on this data using the above model. We compared our boosting BBVI to BBVI

for three choices of the latent dimensionD = 3; 5; 10 and observe improvements across

all three in mean-squared error. For held-out test log-likelihood, we observe an improved

performance forD = 3. Similar to the results for Bayesian linear regression, we observe

that the variance across replications is also smaller for our method. Surprisingly, increasing

D does not have a signi�cant e�ect on either of the metrics which may indicate that a

relatively inexpressive model (D = 3) already contains a good approximation. Results are

summarized in Table 3.3.

1http://cbcl.mit.edu/software-datasets/FaceData2.html

22



3.4. Numerical experiments

Table 3.1: Comparison of boosting BBVI on theChemReact dataset. We observe that

using the Laplace distribution as the base family, our method outperforms BBVI using

either Laplace or Gaussian distributions as the variational family. In addition, boosting

BBVI has lower variance across repetitions.

Train LL Test AUROC

Boosting BBVI (Laplace) -.677� 0.002 0.794 � 0.005

BBVI Edward (Laplace) -0.681� 0.003 0.781� 0.012

BBVI Edward (Gaussian) -0.671� 0.002 0.790� 0.009

Line Search Boosting VI ([Guo+16]) -2.808 0.6377

Fixed Step Boosting VI ([Loc+18b]) -3.045 0.6193

Norm Corrective Boosting VI ([Loc+18b]) -2.725 0.6440

Table 3.2: Comparison of boosting BBVI oneICU Collaborative Research dataset.

We observe that our method outperforms BBVI with the Laplace distribution. In addition,

boosting BBVI has lower variance across repetitions.

Train LL Test AUROC

Boosting BBVI (Laplace) -0.195 � 0.007 0.844 � 0.006

BBVI Edward (Laplace) -0.200� 0.032 0.838� 0.016

Table 3.3: Matrix factorization results for latent dimensionD = 3; 5; 10 on theCBCL

Face dataset. We observe that our method outperforms the baseline BBVI method on

mean-squared error (MSE).

BBVI MSE Boosting BBVI MSE BBVI Test LL Boosting BBVI Test LL

D=3 0.0184� 0.001 0.0139 � 0.44e-04 -0.9363� 0.6e-3 -0.9354 � 0.3e-3

D=5 0.0187� 0.001 0.0137 � 0.53e-04 -0.9391 � 0.6e-3 -0.9393� .4e-3

D=10 0.0188� 0.001 0.0135 � 0.52e-04 -0.9468 � 0.3e-3 -0.9492� .001
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3.5 Proofs

Lemma' 3. A density with bounded in�nity norm has entropy bounded from below.

Proof. Assume the in�nity norm of a density s is bounded from above by a constantM .

This implies that s(x) � M 8 x. Therefore:

� H (s) � j H (s)j (3.18)

�
Z

X
js(x)j � j log (s(x)) j dx (3.19)

�
Z

X
js(x)j � j log (M )j dx (3.20)

=
Z

X
s(x) � j log (M )j dx (3.21)

= jlog (M )j (3.22)

ThereforeH (s) � � j log (M )j which concludes the proof.

Theorem' 2. Cf is bounded for the KL divergence if the parameters space of the densities

in A is bounded.

Proof.

D(y; q) = D KL (y) � D KL (q) � h y � q;r D KL (q)i

= hy; log
y
p

i � h q;log
q
p

i � h y � q;log
q
p

i

= hy; log
y
p

i � h y; log
q
p

i

= hy; log
y
q

i

= D KL (ykq)

In order to show that Cf is bounded we then need to show that:

sup
s2A ; q2 conv(A )


 2 [0;1]
y= q+ 
 (s� q)

2

 2

D KL (ykq)

is bounded. For a �xeds and q we how that 2

 2 D KL (ykq) is continuous. Since the parameter

space is boundedD KL (ykq) is always bounded for any
 � " > 0 and so is theCf , therefore

the Cf is continuous for
 2 (0; 1]. We only need to show that it also holds for
 = 0 in
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order to use the result that a continuous function on a bounded domain is bounded. When


 ! 0 we have that both
 2 and D KL (ykq) ! 0. Therefore we use L'Hospital Rule (H)

and obtain:

lim

 ! 0

2

 2

D KL (ykq) H= lim

 ! 0

1



Z

X
(s � q) log

 
y
q

!

lim

 ! 0

2

 2

D KL (ykq) H= lim

 ! 0

1



Z

X
(s � q) log

 
y
q

!

where for the derivative of theD KL we used the functional chain rule. Again both numerator

and denominators in the limit go to zero when
 ! 0, so we use L'Hospital Rule again and

obtain:

lim

 ! 0

1



Z

X
(s � q) log

 
y
q

!
H= lim


 ! 0

Z

X
(s � q)2 q

y

=
Z

X
lim

 ! 0

(s � q)2 q
y

=
Z

X
(s � q)2

which is bounded under the assumption of bounded parameters space and bounded in�nity

norm. Indeed:
Z

X
(s � q)2 � 4 max

s2 conv(A )

Z

X
s2

Which is bounded under the assumption of boundedL2 norm of the densities inA by

triangle inequality.

Lemma' 4. The duality gapg(q)
def
= max s2 conv(A )hq � s; log q

p i computed at some iterate

q 2 conv(A) is an upper bound on the primal errorD KL (qkp) � D KL (q?kp).

Proof. log q
p is the gradient of theD KL (qkp) computed at someq 2 conv(Q). Therefore,

the dual function ([Jag11, Section 2.2]) of theD KL is:

w(q) def= min
s2 conv(A )

D KL (qkp) + hs � q;log
q
p

i :

By de�nition, the gradient is a linear approximation to a function lying below its graph at

any point. Therefore, we have that for anyq; y 2 conv(A):

w(q) = min
s2 conv(A )

D KL (qkp) + hs � q;log
q
p

i � D KL (qkp) + hy � q;log
q
p

i � D KL (ykp):
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Chapter 3. Black-Box Boosting Variational Inference

The duality gap at some pointq is the de�ned as the di�erence between the values of the

primal and dual problems:

g(q) def= D KL (qkp) � w(q) = max
s2 conv(A )

hq � s; log
q
p

i : (3.23)

Note that the duality gap is a bound on the primal error as:

g(q) = max
s2 conv(A )

hq � s; log
q
p

i � h q � q?; log
q
p

� D KL (qkp) � D KL (q?kp); (3.24)

where the �rst inequality comes from the fact that the optimum q? 2 conv(A) and the

second from the convexity of the KL divergence with respect toq.
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3.6 Code Example

Here we include a Python example of how a practitioner would use our method to do

Bayesian logistic regression. Just as in theEdward framework, the user de�nes their

probabilistic model in terms of the priorw, the input data X, and the likelihood ofy. Then,

qt is initialized. This is ultimately the variational approximation to the posterior and

what is returned by our algorithm. Finally, for each iteration t , we create a new variable

sw to be optimized by the lmo and then run the black boxlmo solver. The user need

only specify the model and the base family. The optimization is left up to the black box

RELBO solver.

1 import tensorflow as tf
2 import edward as ed
3 from edward.models import Laplace
4 import relbo # our method: boosting BBVI
5

6 # Bayesian logistic regression model
7 w = Normal(loc=tf.zeros(D), scale=1.0 * tf.ones(D)) # Gaussian prior on w
8 X = tf.placeholder(tf.float32, [N, D])
9 y = Bernoulli(logits=ed.dot(X, w))

10

11 # initialize the mixture which represents the latest iterate, qt.
12 qt = Mixture(Laplace)
13

14 # run boosting BBVI `n_iterations` times
15 # note that at iteration 0, qt is empty, and `relbo.inference` is performing
16 # regular BBVI.
17 for t in range(n_iterations):
18 # Create a new s to be optimized in this iteration
19 loc = tf.get_variable(initializer=tf.random_normal(dims))
20 scale = tf.nn.softplus(tf.get_variable(initializer=tf.random_normal(dims)))
21 sw = Laplace(loc=loc, scale=scale)
22

23 # Run the LMO. Pass in previous iterates to compute RELBO term
24 inference = relbo.KLqp({w: sw}, fw_iterates=qt, data={X: Xtrain, y: ytrain})
25 tf.global_variables_initializer().run()
26 inference.run()
27

28 update_iterates(qt, sw, t)
29

30 return qt
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4
Boosting Variational Inference With

Locally Adaptive Step-Sizes

This chapter is in large parts based on [Dre+21a], which is work that pro�ted from numerous

discussions with and comments of its co-authors.

4.1 Boosting variational inference

Boosting Variational Inference (VI) aims to solve an expanded version of the problem

de�ned in Equation (3.1) by optimizing over the convex hull ofQ de�ned as,

conv(Q) def= f
P

i � i qi j qi 2 Q ;
P

i � i = 1; � i > 0g

Boosting VI algorithms take a greedy, two-step approach to solving this problem. At each

iteration, �rst, the posterior residual pX =qt is approximated with an element ofQ and added

to the list of components. Then, the weights of the mixture are updated. Previous research

on Boosting VI has focused on the �rst step | selecting the best �tting density of the

residual | whereas our work takes into consideration the second step | adjusting the

weights. As we shall see, step-size choice has a signi�cant impact on both the constant in

the convergence rate as well as the observed speed in practice.
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Selecting the next component. Greedily approximating the residualpX =qt is equivalent

to solving a linear minimization problem as �rst realized by Guo et al. [Guo+16] and later

formalized by Locatello et al. [Loc+18b]. Our contribution (Sec. 4.2) can be combined

with any of these approaches.

Without imposing additional constraints on the boosted Variational Inference problem, the

greedy subproblem has degenerate solutions, i.e. Dirac delta located at the maximum of

the residual [Loc+18b; Loc+18a; Guo+16; MFA16]. This is the central challenge addressed

by existing work on Boosting Variational Inference. The approach taken in Locatello

et al. [Loc+18a] is to use a generic entropy regularizer as the additional constraint. This

conveniently reframes the subproblem as another KL-minimization problem which can

then be fed into existing black-box VI solvers.

In their work, the greedy step can be formulated as a constrained linear minimization

problem over the variational family,

arg min
s2Q

H (s)�� M

hs; r D KL (qt )i (4.1)

whereH is the di�erential entropy functional. This results in a modi�ed overall Variational

Inference objective over the entropy constrained mixtures, rather than all of conv(Q):

arg min
conv(Q)

D KL (q) (4.2)

whereQ def= f s 2 Q j H (s) � � M g.

By reformulating the di�erential entropy constraint in Equation (4.1) using a Lagrange

multiplier and then setting the multiplier to one, one arrives at a convenient form for the

greedy subproblem (Alg. 2 line 3):

arg min
s2Q

D KL

 

s









pX

qt

!

= arg min
s2Q

E
s
[ln s] � E

s
[ln

pX

qt
] (4.3)

Intuitively, this objective encourages the next component to be close to the target posterior

ln pX while simultaneously being di�erent from current iterateln qt and also being non-

degenerate via the negative entropy term lns.

Prede�ned step-size. To update the mixture, Locatello et al. [Loc+18a] take a convex

combination between the current approximation and the next component (Alg. 2 line 7)
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with a prede�ned step-size of
 t = 2
t+2 :

qt+1 =
�

1 �
2

t + 2

�

qt +
2

t + 2
st (4.4)

wherevt is set to qt .

4.2 Local boosting variational inference

We now describe our main algorithmic contribution.

Notation. We view expectations as a special case of functional inner-products. Given

two functionals, a; b: z 7! R, their inner-product is ha; bi def=
R

a(z)b(z)dz. Practically, we

only encounter these integrals when one of the arguments is a density that can be sampled

from thus allowing us to use Monte-Carlo:ha; bi � [ha; bi def= 1
n

P k
i =1 b(� i ) where � i � a.

Assumption. We assume that for all" > 0 there exists ann 2 N number of Monte-

Carlo samples such that for alls 2 Q and q 2 conv(Q), the Monte-Carlo approximation

hs; r D KL (q)i
V

is "-close to the true value:

jhs; r D KL (q)i � h s; r D KL (q)i
V

j � " (4.5)

This assumption states that we can approximate the value of the objective in Equation(4.1)

up to a prede�ned tolerance.

Now, suppose we are at iterationt of the boosting algorithm (Alg. 2). qt is the current

variational approximation containing at most t components. The next componentst is

provided by line 3. vt is then returned from the corrective components procedure (described

in Sec. 4.2.1 and App. 4.6). Letdt = st � vt be the update direction.

Our goal is to solve the following one dimensional problem,


 t 2 arg min

 2 [0;1]

D KL (qt + 
d t ) (4.6)

Then we can setqt+1 = qt + 
 tdt as described in line 7 of Algorithm 2. Solving this problem

| often termed \line-search" | may be hard when no closed-form solution is available e.g.

in the case of black-box VI [Loc+17; Loc+18b; Loc+18a; Ped+20]. In practice, general
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approaches such as gradient descent struggle to handle the changing curvature of the

KL-divergence throughout conv(Q) (c.f. Sec. 4.4).

Instead, Pedregosa et al. [Ped+20] uses so-called Deminov-Rubinov line-search. Rather

than solving the line-search problem directly, their technique de�nes a surrogate objective:

Qt (
; C ) def= D KL (qt ) + 
 hdt ; r D KL (qt )i +
C
 2

2
(4.7)

Importantly, there exists Ct > 0 such that for all 
 2 [0; 1], Qt (
; C t ) is a valid upper

bound on the line-search problem (Eq.(4.6)). In this case, we say thatCt satis�es the

su�cient decrease condition:

D KL (qt + 
d t ) � Qt (
; C t ) (4.8)

Essentially, we are bounding the �rst-order Taylor expansion of the KL-divergence at

qt + 
d t (as in Eq. (4.6)).

Unlike the �nite dimensional setting described in Pedregosa et al. [Ped+20], in black-box

VI we are unable to validate the su�cient decrease condition directly because we can only

approximate Qt within a precision of " t ,

jQt (
; C ) � bQt (
; C )j � " t (4.9)

where bQt is the Monte-Carlo approximation toQt . This leads us to de�ne anapproximate

su�cient decrease condition (c.f. Appendix 4.7.3):

bQ0
t (C; 
 ) def= [D KL (qt ) + 
 hr D KL (qt ); dt i

V

+
C
2


 2+ 2" t (4.10)

where" t = O(1=t2). If we assume that the number of samples is large enough, then we can

guarantee that

D KL (qt + 
d t ) � Qt (C; 
 ) � bQ0
t (C; 
 ) (4.11)

Intuitively, we are adding an o�set of " t to compensate for errors in the Monte-Carlo

approximation of Qt . As we will see in Section 4.3, to obtain an overall convergence rate

we require that " t decreases at each iteration. Equivalently, this requires increasing the

number of samples at each step of the algorithm.

Suppose that, for someCt , bQ0
t satis�es the approximate su�cient decrease condition. Then,

bQ0
t (
; C t ) can easily be minimized with respect to
 t by setting the derivative with respect

to 
 equal to zero and solving:


 t = min

8
<

:
�

hr D KL (qt ); dt i
V

Ct
; 
 max

t

9
=

;
(4.12)
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Algorithm 2 Template for Boosting VI algorithms
1: Input: q0 2 Q ; C� 1 > 0

2: for t = 0; 1: : :

3: st = arg min s2Q D KL (sk pX
qt

) next component

4: vt ; 
 max
t = correct components (st ; qt )

5: 
 t ; Ct = find step size(qt ; st � vt ; Ct � 1; 
 max
t )

6: Update: qt+1 = qt + 
 t (st � vt )

Algorithm 3 Find step-size with approximate backtracking

1: function find step size(qt ; dt ; C; 
 max
t )

2: Choose:� > 1, � � 1, "0 > 0, imax 2 Z+

3: Let: gt = �hr D KL (qt ); dt i

4: Set: C  C=� , 
 = min f gt=C;1g, i = 0

5: while [D KL (qt + 
d t ) > bQ0
t (
; C )

6: if i > imax

7: return 2
t+2 ; C prede�ned step-size

8: C  �C

9: 
 = min f gt=C; 
 max
t g

10: i  i + 1

11: return 
; C adaptive step-size

where 
 max
t 2 (0; 1] depends on the corrective algorithm variant (c.f. Sec. 4.2.1). Equa-

tion (4.12) shows thatCt and 
 t are inversely proportional. Intuitively, the new component

should be aggressively favored when it is highly correlated with the gradient of the KL-

divergence since this gradient is the optimal decrease direction. We want to take advantage

of these low curvature opportunities to take more aggressive steps towards improving the

posterior approximation.

Therefore, our goal is to �nd a Ct which satis�es the approximate su�cient decrease

conditions of Equation 4.8 while also being as small as possible. This is achieved using

approximate backtracking onC (Alg. 3).

The cost of this procedure is the cost of estimating the su�cient decrease condition for

each proposal ofCt . The Monte-Carlo estimates used to computebQ0
t can be reused but

the approximation to D KL (qt + 
d t ) must be re-estimated.

Observe that in order to guarantee convergence, there must exist a global bound onCt .

This quantity is known as theglobal curvature and is de�ned directly as the supremum
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over all possibleCt 's [Jag13b]:

CQ
def= sup

s2Q
q2 conv(Q)


 2 [0;1]
y= q+ 
 (s� q)

2

 2

D KL (y k q) (4.13)

Section 4.3.1 provides theoretical results clarifying the relationship betweenCt and CQ .

We make a slight modi�cation to the algorithm to circumvent this problem, summarized in

lines (6-8) of Algorithm 3. When the adaptive loop fails to �nd an approximation within

imax number of steps, it exits and simply performs a prede�ned step-size update. We �nd

that this trick allows us to quickly escape from curved regions of the space. After just one

or two prede�ned update steps, we can e�ciently estimate the curvature and apply the

approximate backtracking procedure. See Appendix 4.8 for results on early termination.

4.2.1 Correcting the current mixture

Not only does our work analyze and solve the problem of varying curvature in Boosting VI,

it also enables the use of more sophisticated, corrective variants of the boosting algorithm.

Corrective variants aim to address the problem of downweighting or removing suboptimally

chosen components. This is important in the approximate regime of VI where most

quantities are estimated using Monte-Carlo. However, it is impossible to apply these

corrective methods to boosting without a step-size estimation method such as we describe

in Section 4.2.

In the optimization literature, there are two corrective methods (c.f. App. 4.6). Either

one of these variants can be substituted for thecorrect components procedure. Both

corrective methods begin by searching for the worst previous component,v in the sense of

most closely aligning with the positive gradient of the current approximation:

v = arg max
v2S t

(

hv; r D KL (qt )i = E
v

ln
pX

qt

)

(4.14)

whereSt = f s1; s2; : : : ; skg is the current set of components.�v is found by estimating each

element ofSt using Monte-Carlo samples and selecting the argmax.

Implementation. Using the work of Locatello et al. [Loc+18a], we perform the greedy

step using existing Variational Inference techniques. For example, ifQ is a reparameterizable
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Train LL Test AUROC Time (in s)

AdaAFW -0.669 � 5.390e-04 0.787� 4.599e-03 48.240� 2.384e+01

AdaPFW -0.672 � 6.340e-04 0.791 � 2.398e-03 107.247� 1.675e+02

AdaFW -0.671 � 9.700e-04 0.789� 7.985e-03 40.870� 1.647e+01

Prede�ned� -0.676� 7.435e-04 0.788� 7.401e-03 7.296 � 1.777e+00

Line-search -0.669 � 1.011e-03 0.791 � 7.514e-03 265.608� 1.655e+02

Table 4.1: Comparison of di�erent step-size selection methods onChemReact dataset.

Adaptive variants have comparable AUROC values while taking less time and having less

variance across multiple runs. (*) Prede�ned is the method proposed by [Loc+18a].

Train LL Test AUROC Time (in s)

AdaAFW -0.169 � 1.111e-03 0.859 � 2.565e-03 74.634� 3.369e+01

AdaPFW -0.172 � 1.361e-03 0.857 � 1.011e-03 149.721� 1.088e+02

AdaFW -0.170 � 1.774e-03 0.859 � 3.672e-03 54.334� 2.632e+01

Prede�ned� -0.181� 2.983e-03 0.853� 3.693e-03 21.369 � 9.631e+00

Line-search -0.181� 2.651e-03 0.854� 3.473e-03 145.725� 1.347e+02

Table 4.2: Comparison of di�erent step-size selection methods oneICU dataset. Adaptive

away-steps variant gives the best test AUROC as well as training log-likelihood. (*)

Prede�ned is the method proposed by Locatello et al. [Loc+18a].

family of densities, then the reparameterization trick can be used in conjugation with

gradient descent methods on the parameters ofs 2 Q . All the quantities necessary to

compute bQ0
t , 
 t , and �v, are estimated using Monte-Carlo.

4.3 Convergence analysis

The following theorem shows a convergence rate for our algorithm. It extends the work of

[Ped+20] to the case of Variational Inference

Theorem 5. Let qt be thet-th iterate generated by Algorithm 2. Let" t = " 0
t2 bound the

Monte-Carlo approximation error, described in Equation(4.5), with some initial approxi-

mation error "0 > 0. Let Ct
def
= 1

t

P t � 1
i =0 Ct be the average of the curvature constant estimates.
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Then we have:

D KL (qt ) � D KL (q� ) �
4(1 � � )

t� (t� + 1)
E0 +

2Ct

� (t� + 1)
+

2"0

t

whereE0
def
= D KL (q0)�  (r D KL (q0)) is the initialization error (  denotes the dual objective)

and � > 0 bounds the error of estimating the greedy subproblem de�ned in Equation(4.3).

See Appendix 4.7 for the proof.

It is clear that the Monte-Carlo estimates must be increasingly accurate at each iteration

to guarantee convergence. This can be achieved by increasing the number of samples.

The averageCt will be kept much smaller than the global curvatureCQ . Previous results

give rates in terms of global curvature [Loc+18a; Loc+18b; Guo+16; CL19]. Without

making additional assumptions, the global curvature is in principle unbounded. This

explains why the number of iterationst must be large before observing the decrease in the

error expected from prior work.

4.3.1 Discussion

The authors of Locatello et al. [Loc+18a; Loc+18b] also provide a convergence rate for their

algorithm. However, in practice this rate is never achieved. This is due to a dependence on

the global curvature (Eq. (3.6)) of the KL-divergence which can be huge in certain areas

of conv(Q). Since the inner loop of the algorithm is essentially a full run of Variational

Inference, it is impossible to run it enough times to beat the global curvature and decrease

the initial error as O(1=t).

We reduce the rate by focusing on the curvature constant which, as shown by Equa-

tion (4.12), is directly related to the estimation of the mixture weights. In practice, our

approximate backtracking approach on the local curvature is a viable middle ground be-

tween exact line-search, which is expensive for the KL divergence, and prede�ned step-size

which requires an infeasibly large number of iterations.
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Figure 4.2: Comparing the number of parameters per iteration to previous work on

ChemReact .

Recognize that the backtracking approach of Pedregosa et al. [Ped+20] cannot be applied

directly to the VI setting becauseQt cannot be computed exactly. Overestimation ofQt due

to approximation errors results in slower convergence. However, ifCt is underestimated,

then the step-size will be overestimated which breaks the convergence proof of Pedregosa

et al. [Ped+20]. By introducing the parameter" t , we can provide some control over this

underestimation problem as well as fully characterize the theoretical consequences.

Limitations. Determining the number of samples needed to satisfy the assumption of

Section 4.2, namely, the number of samples needed to guarantee the convergence rate

provided in Theorem 5, is a long-standing open problem. There is work on this subject

ranging from pure optimization [PS18] to Importance Weighted Autoencoders [BGS15]. In

this chapter, our goal is to characterize the problem theoretically in terms of convergence

rates. We believe that this clari�es the ongoing gap between theory and practice. Despite

this gap, we found empirically that100 Monte-Carlo samples was su�cient.
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4.4. Numerical experiments

4.4 Numerical experiments

4.4.1 Instability of line-search

1 We tested the behavior of gradient-based line-search methods in a well-understood

synthetic setup in which the target posterior is a mixture of two Gaussians. We set the

�rst variational component to be the �rst component of the target density assuming a

perfect �rst iteration. We then compare the performance of stept = 1 of the algorithm,

with that of line-search and our adaptive method at stept = 2, over multiple runs. To

measure overall performance, we use (approximate) KL-divergence to the true posterior.

Line-search becomes unstable as the dimensionality increases. This is because line-search

oscillates between the two extreme values of zero and one, regardless of the quality of

the next component. The quality of the next random component decreases with the

dimensionality due to the curse of dimensionality. Even in medium dimensional cases, line-

search is unable to distinguish between these cases. Results are summarized in Figure 4.1

(left).

4.4.2 Bayesian logistic regression

We consider two real-world binary-classi�cation tasks: predicting the reactivity of a chemical

and predicting mortality in the intensive care unit (ICU). For both tasks we use Bayesian

logistic regression. Bayesian logistic regression is a conditional prediction model with

prior p(w) = N (0; 1) and conditional likelihoodp(yjX ) = Bernoulli(p = sigmoid(X > w)).

This model is commonly used as an example of a simple model which does not have a

closed-form posterior [BKM17]. We set the base family to be the Laplace distributions

following Locatello et al. [Loc+18a].

Chemical reactivity. For this task we used theChemReact 2 dataset which contains

26,733 chemicals, each with 100 features. We ran our algorithm multiple times for 50

iterations. We selected the iterate with the best median train log-likelihood over 10

replicates in the �rst 50 boosting iterations (Table 4.1).

1Source code to reproduce our experiments is available here:https://github.com/ratschlab/

adaptive-stepsize-boosting-bbvi
2http://komarix.org/ac/ds/
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Mortality prediction. For this task we used theeICU Collaborative Research

database [Gol+00]. Following Fortuin et al. [For+19], we selected a subset of the data

with 71,366 patient stays and 70 relevant features ranging from age and gender to lab

test results. We ran boosting for 40 iterations and, for each algorithm, chose the iteration

which gave best median train log-likelihood over 10 replicates (Tab. 4.2).

In both datasets, we observe that adaptive variants achieve a better ELBO and are more

stable than line-search (Fig. 4.1 (center and right)). This results in better AUROC and

train log-likelihood (Tab. 4.1, 4.2).

Naturally, prede�ned step-size is the fastest since it simply sets the step-size to 2=(t+2). But,

this results in suboptimal performance and unnecessarily large variational approximations.

Our approach results in at least a 2x speed-up over line-search as well as better performance.

Adaptive variants are also faster than line-search (Tables 4.1 and 4.2). Step-size adaptivity

is only 2-5 times slower than prede�ned step-size as opposed to line-search which is 7-39

times slower. Overall, we observe that step-size adaptivity is faster, more stable, and yields

more accurate models than line-search.

4.4.3 Memory e�ciency

Our corrective methods discussed in Section 4.2.1 not only yield superior solutions in

terms of accuracy, but also yield more parsimonious models by removing previously

selected components. Figure 4.2 demonstrates this behavior on theChemReact dataset.

Appendix 4.8 has similar results on theeICU dataset.

4.5 Conclusion

In this chapter, we traced the limitations of state-of-the-art boosting variational inference

methods back to the global curvature of the KL-divergence. We characterized how the global

curvature directly impacts both time and memory consumption in practice, addressed this

problem using the notion of local curvature, and provided a novel approximate backtracking

algorithm for estimating the local curvature e�ciently. Our convergence rates not only

provide theoretical guarantees, they also clearly highlight the trade-o�s inherent to boosting

variational inference. Empirically, our method enjoys improved performance over line-search

while requiring signi�cantly less memory consumption than a prede�ned step-size.
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4.6. Corrective variants

Applying this work to more complex inference problems such as Latent Dirichlet Analysis

(LDA) is a promising direction for future work.

4.6 Corrective variants

In the so-calledaway-stepsvariant, the algorithm can decide to reduce the weight of a

component rather than add a new one if that yields more progress. Ifhln pX
qt

; st � qt i �

hln pX
qt

; qt � vi then the update direction (vt at line (5) of Alg. 2) is set to qt . This is a

normal update where we add a new component to the mixture. Ifqt � v is more aligned

with the negative gradient, then the algorithm performs adownweightingstep and sets

vt = st � qt + v thereby resulting in the desired proposal density,qt � v, when being

subtracted from st (line 6, Alg. 2). In this case, no new component is added and we simply

decrease the weight of an existing component.

The so-calledpair-wise variant consistently sets the update direction asvt = v.

For both away-steps and pair-wise, we need to ensure that the weights never become

negative. In the case of a downweighing step for away-steps, we set
 max
t = � v=(1 � � v)

where � v is the weight corresponding tov. Otherwise, away-steps performs a normal

update and
 max
t = 1. For pair-wise, weight is shifted fromv to st . Thus, the maximum

weight that can be shifted is
 max
t = � v.

4.7 Proofs

4.7.1 De�nitions

1. Q � H a convex set

2.  (u) def= � f � (u) � {�
Q (� u), the dual objective where,

(a) {Q (u) def= 0 when u 2 Q and {Q (u) def= + 1 when x =2 Q

(b) f � (u) def= max s2H hu; si � f (s)

3. ht
def= f (qt ) � f (q� ), the suboptimality at step t
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4.7.2 Known facts

Here we repeat a number of known facts that we use in the proof. Proofs of these results

can be found in standard textbooks such as Nesterov [Nes18b] and Boyd and Vandenberghe

[BV04].

Remark 6. Frank-Wolfe gap (c.f. Lemma 8 of Pedregosa et al. [Ped+20])

hr f (qt ); xt � si � � (f (qt ) �  (r f (qt ))) (4.15)

Remark 7. Zero duality gap. Namely,

min
q2Q

f (q) = max
u2H

 (u) (4.16)

Remark 8. The previous remark implies that

ht
def
= f (q) � f (q� ) � f (q) �  (u) 8u 2 H (4.17)

Remark 9. Cf; �Q is bounded if the parameter space ofQ is bounded (c.f. Thm. 2 of Locatello

et al. [Loc+18a])

4.7.3 Consequences of boundedness on Monte-Carlo errors as-

sumption

For convenience, we repeat the assumption stated in Equation(4.5): for all " > 0 there

exists ann 2 N such that for all s 2 Q and q 2 conv(Q),

jhs; r D KL (q)i � h s; r D KL (q)i
V

j � " (4.18)

We now state a couple consequences of this assumption as lemmas.

Lemma 10. For any �nite mixture qt =
P t

i =1 � i si , where � is in the t-simplex, i.e.
P t

i =1 � i = 1 and � i � 0, and si 2 Q ,

jD KL (qt ) � [D KL (qt )j � " (4.19)

Proof. First, note that

D KL (qt ) = hqt ; r D KL (qt )i (4.20)
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Next, let � 2 (0; 1). Then,

jh�s; r D KL (q)i � h �s; r D KL (q)i
V

j = � jhs; r D KL (q)i � h s; r D KL (q)i
V

j � �" (4.21)

Now it is convenient to make a slight abuse of notation. Let[D KL (qt ) = 1
n

P n
i =1

qt (� i )
pX (� i )

where

� i � qt .

[D KL (qt ) = hqt ; r D KL (qt )i
V

(4.22)

= h
P t

i =1 � i si ; r D KL (qt )i
V

(4.23)

=
tX

i =1

� i hsi ; r D KL (qt )i
V

(4.24)

The last equality that the samples from the mixtureqt can divided into the samples that

come from each of its components. Also, the number of samples is di�erent for each

approximation, hsi ; r D KL (qt )i
V

=
P n i

j =1
qt (� i;j )
pX (� i;j ) where� i;j � si and

P n
i =1 ni = n. With this

abuse of notation, it is easy to express the following

jD KL (qt ) � [D KL (qt )j = jhqt ; r D KL (qt )i � h qt ; r D KL (qt )i
V

j (4.25)

= j
tX

i =1

� i (hsi ; r D KL (qt )i � h si ; r D KL (qt )i
V

)j (4.26)

�
tX

i =1

� i jhsi ; r D KL (qt )i � h si ; r D KL (qt )i
V

j (4.27)

�
tX

i =1

� i " = " (4.28)

The �rst inequality is the triangle inequality. The second follows from our key assumption

(see above).

Lemma 11. Let Qt and bQt be as de�ned in Equations 4.7 and 4.10 in Section 4.2. Then,

jQt (
; C ) � bQt (
; C )j = (1 � 
 )(D KL (qt ) � [D KL (qt )) (4.29)

+ 
 (hr D KL (qt ); st i � hr D KL (qt ); st i
V

) + 0 (4.30)

� (1 � 
 )" + 
" = " (4.31)
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Proof. Observe,

Qt (
; C ) = D KL (qt ) + 
 hr D KL (qt ); st � qt i +
C
2


 2 (4.32)

= D KL (qt ) + 
 hr D KL (qt ); st i � 
 hr D KL (qt ); qt i +
C
2


 2 (4.33)

= (1 � 
 )D KL (qt ) + 
 hr D KL (qt ); st i +
C
2


 2 (4.34)

Thus,

jQt (
; C ) � bQt (
; C )j = (1 � 
 )(D KL (qt ) � [D KL (qt )) (4.35)

+ 
 (hr D KL (qt ); st i � hr D KL (qt ); st i
V

) + 0 (4.36)

� (1 � 
 )" + 
" = " (4.37)

The inequality follows from Lemma 10.

4.7.4 Approximate backtracking

Lemma 12. For qt+1 = qt + 
 tdt with 
 t given by approximate backtracking anddt
def
= st � vt ,

vt is de�ned in Algorithm 2, we have

D KL (qt+1 ) � bQ0
t (�; C t ) 8� 2 [0; 1] (4.38)

Proof. By the optimality of 
 t we have that

bQ0
t (
 t ; Ct ) � bQ0

t (�; C t ) 8� 2 [0; 
 max
t ] (4.39)

Combining these two inequalities proves the lemma.

Proposition 13 (The curvature estimate is upper bounded). If the curvature estimate is

initialized such that C� 1 � Cf , then for all t we have that

Ct � � Cf : (4.40)

Proof. The curvature estimate increases by a factor of� each time the su�cient condition

is violated, hence the only way that a curvature estimateC could be larger than� Cf is

if C � Cf and did not verify the su�cient decrease condition, which is impossible by the

de�nition of su�cient decrease.
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4.7.5 Main result

We now provide a proof for the simple variant of our boosting variational inference algorithm

(Alg. 2) with approximate backtracking (Alg. 3). This can trivially be extended to the

away-steps and pair-wise variants using the same techniques described in Pedregosa et al.

[Ped+20].

Theorem' 5. Let qt be thet-th iterate generated by Algorithm 2. Let" t = " 0
t2 bound the

Monte-Carlo approximation error, described in Equation(4.5), with some initial approxi-

mation error "0 > 0. Let Ct
def
= 1

t

P t � 1
i =0 Ct be the average of the curvature constant estimates.

Then we have:

D KL (qt ) � D KL (q� ) �
4(1 � � )

t� (t� + 1)
E0 +

2Ct

� (t� + 1)
+

2"0

t

whereE0
def
= D KL (q0)�  (r D KL (q0)) is the initialization error (  denotes the dual objective)

and � > 0 bounds the error of estimating the greedy subproblem de�ned in Equation(4.3).

Proof. By Lemma 12, we know that for all� t 2 [0; 1],

D KL (qt+1 ) � D KL (qt ) � � thr D KL (qt ); qt � st i +
Ct � 2

t

2
+

2"0

t2
(4.41)

� D KL (qt ) � � t � (D KL (qt ) �  (r D KL (qt ))) +
Ct � 2

t

2
+

2"0

t2
(4.42)

= (1 � � t � )D KL (qt ) + � t � (r D KL (qt )) +
Ct � 2

t

2
+

2"0

t2
(4.43)

Now we de�ne a sequence recursively as� t+1
def= (1 � � t � )� t + � t � (r D KL (qt )) and � 0

def=

 (r D KL (q0)). Then if we subtract � t+1 from both sides we get,

D KL (qt+1 ) � � t+1 � (1 � � t � )D KL (qt ) + � t � (r D KL (qt )) (4.44)

� ((1 � � t � )� t + � t � (r D KL (x t ))) +
Ct � 2

t

2
+

2"0

t2
(4.45)

= (1 � � t � )(D KL (qt ) � � t ) +
Ct � 2

t

2
+

2"0

t2
(4.46)

Recall that this inequality is valid true for all � t 2 [0; 1]. In particular, its valid for

� t = 2=(�t +2) .
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Now de�ne at
def= 1

2(( t � 2)� + 2)(( t � 1)� + 2). Note that,

at+1 (1 � � t � ) =
� 1

2
((t � 1)� + 2)( t� + 2)

�  
�t + 2 � 2�

�t + 2

!

(4.47)

=
1
2

((t � 1)� + 2)( �t + 2 � 2� ) (4.48)

=
1
2

((t � 1)� + 2)(( t � 2)� + 2) (4.49)

= at (4.50)

Multiply both sides of the inequality in Equation (4.46) by at+1 . This gives

at+1 (D KL (qt+1 ) � � t+1 ) � at (D KL (qt ) � � t ) + at+1

 
Ct � 2

t

2
+

2"0

t2

!

(4.51)

We can upper bound this further simply by noting that,

at+1 � 2
t =

1
2

((t � 1)� + 2)( t� + 2)
� 2

�t + 2

� 2

(4.52)

=
1
2

((t � 1)� + 2)
� 4

�t + 2

�

(4.53)

= 2
� (t � 1) + 2

�t + 2
(4.54)

� 2 (4.55)

Thus,

at+1 (D KL (qt+1 ) � � t+1 ) � at (D KL (qt ) � � t ) + Ct + 2at+1
"0

t2
(4.56)

Let us now unroll this inequality starting at step t,

at (D KL (qt ) � � t ) � a0(D KL (q0) � � 0) +
t � 1X

i =0

(Ci + 2ai +1
"0

t2
) (4.57)

= a0(D KL (q0) � � 0) + tCt +
2"0

t2

t � 1X

i =0

ai +1 (4.58)

whereCt
def= 1

t

P t � 1
i =0 Ct .

Since� 2 (0; 1], we can make a simple observation:

at
def=

1
2

((t � 2)� + 2)(( t � 1)� + 2) �
1
2

(t� )( t� + 1) (4.59)

=)
1
at

�
2

(t� )( t� + 1)
(4.60)
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Now divide both sides of Equation (4.58) byat and apply this observation,

D KL (qt ) � � t �
a0

at
(D KL (q0) � � 0) +

2�t
(�t� )( t� + 1)

Ct +
2"0

t2

1
at

t � 1X

i =0

ai +1 (4.61)

Let us focus on the summation term,
t � 1X

i =0

ai +1 =
1
2

t � 1X

i =0

(( i � 1)� + 2)( i� + 2) (4.62)

�
1
2

t � 1X

i =0

(( t � 2)� + 2)(( t � 1)� + 2) (4.63)

=
1
2

t(( t � 2)� + 2)(( t � 1)� + 2) (4.64)

Thus,

1
at

t � 1X

i =0

ai +1 �
2

(( t � 2)� + 2)(( t � 1)� + 2)
1
2

t(( t � 2)� + 2)(( t � 1)� + 2) (4.65)

= t (4.66)

Now we can use this to substitute into Equation (4.61),

D KL (qt ) � � t �
a0

at
(D KL (q0) � � 0) +

2
� (t� + 1)

Ct +
2"0

t
(4.67)

We now bound the ratioa0=at . First note that the factor of 1=2 cancels. We use the fact

that � 2 (0; 1] to bound the ratio. Notice that 2a0 = (2 � 2� )(2 � � ) � 2(2 � 2� ). Finally,

2at = (( t � 2)� + 2)(( t � 1)� + 2 = ( t� � 2(� � 1))(t� + 1 � (� � 1)) � t� (t� + 1) (4.68)

This gives,

D KL (qt ) � � t �
4(1 � � )

t� (t� + 1)
(D KL (q0) � � 0) +

2
� (t� + 1)

Ct +
2"0

t
(4.69)

By Proposition 13, Ct is bounded.

We now show that f (qt ) �  (ut ) � f (qt ) � � t . Or equivalently, that �  (ut ) � � � t . We

do this by induction. The base case is trivial since� 0 =  (r f (q0)) =  (u0). Assume it is

true at step t. We now prove it holds for stept + 1.

�  (ut+1 ) = �  ((1 � � t )ut + � t r f (qt )) (4.70)

� � (1 � � t ) (ut ) � � t  (r f (qt )) (4.71)

� � (1 � � t )� t � � t  (r f (qt )) (4.72)

= � � t+1 (4.73)
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Equation (4.71) follows by convexity of �  . Equation (4.72) follows by the inductive

assumption.

Putting this together gives our a non-convergent rate, note the last term:

ht �
4(1 � � )

t� (t� + 1)
(D KL (q0) �  (r D KL (q0))) +

2
� (t� + 1)

Ct +
2"0

t
(4.74)

This equation shows that to achieve a convergent rate, we must choose a decay rate for"

which is O(1=t2). Doing so provides the desired rate.

4.8 Detailed results

4.8.1 Experimental setup

We used theEdward probabilistic programming framework [Tra+16] for the implementation

of approximate backtracking. This allows us to apply our algorithm to any of the proba-

bilistic models that are de�nable by Edward's domain speci�c language for probabilistic

models. We extend the Residual Evidence Lower Bound (RELBO) de�ned in Locatello

et al. [Loc+18a].

In our implementation of approximate backtracking, we estimate the Lipschitz constant

instead of the curvature constant. This gives a slightly di�erent quadratic upper bound:

Qt (
; L ) = f (qt ) + hr f (qt ); st � qt i +
L
2

jjst � qt jj 2 (4.75)

which depends on the squared distance between the next componentst and the current

iterate qt . Empirically, we found that the value of the Lipschitz constant was bounded

resulting in an equivalent algorithm. This approach is closer to the work of Pedregosa et al.

[Ped+20] whose analysis is also in terms of the Lipschitz constant.

In our experiments, we used the KL-divergence,D KL (st k qt ), rather than the squared-

distance for the quadratic term. We found this to be more stable than the squared distance

for density functions.

For most experiments, we observe that Boosting VI needs a couple of iterations to improve

upon simple black box VI i.e. the �rst component.

We implemented our own version of all algorithms including those of [Loc+18a]. In this

process, we found some discrepancy between our results and the results reported in their

paper. We report the results that we were able to reproduce.
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4.8. Detailed results

Figure 4.3: Frequency of di�erent types of steps forChemReact (top) and eICU (bottom)

experiments.

4.8.2 Early termination of adaptive loop

As discussed in Section 4.2, our implementation of approximate backtracking includes an

early termination criteria. When the curvature is enormous, the approximate backtracking

loop takes a prohibively long time to �nd a suitable quadratic tanget function. To avoid

these cases, we break out of the approximate backtracking loop after a �xed number of steps

and perform a prede�ned step-size update. In particular, we setimax = 10 in Algorithm 3.

In Figure 4.3, we show the frequency of di�erent update steps at every iteration aggregated

over all hyperparameters and ten random seeds. This gives a total of 600 runs for
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ChemReact and 200 runs foreICU .

4.8.3 Line-search instability

Here we provide details for the experiment presented in Section 4.4.1.

We implemented projected stochastic gradient for line-search on
 2 [0; 1]. We treated the

gradient descent step-size, denotedb0, as a hyperparameter. Line-search does not take into

account any smoothness or curvature values which leaves empirical tuning ofb0 as the only

option.

We set the hyperparameters of our adaptive step-size algorithm as:

� = 2:0
1
�

= 0:1

L � 1 = 10:0

For line-search we setb0 = 0:1.

4.8.4 Bayesian logistic regression

4.8.4.1 Hyperparameters

For the ChemReact experiment, we selected the adaptive hyperparameters as

� � 2 f 1:01; 1:1; 1:5; 2:0; 5:0g

� 1
� 2 f 0:1; 0:01; 0:5; 0:99g

� L � 1 2 f 0:01; 1:0; 100:0g

For line-search, the initial step-size was chosen as

1. b0 2 f 0:001; 0:0001; 0:0005; 0:01; 0:1; 0:05; 0:005g

For eICU dataset, we setb0 = 10� 8 and ran the experiment over 10 replicates using the

same range of�; � as for ChemReact . We setL � 1 = 1:0.
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4.8. Detailed results

4.8.4.2 Hyperparameters

We set the initial Lipschitz estimateL � 1 = 1:0. For line-search, we attempted a number

of values for the initial step-sizeb0 2 f 10� 10; 10� 9; 10� 8; 10� 7; 10� 6g according to the

magnitude of the gradient but were unable to obtain a stable algorithm. Line-search

consistently returned
 = 0 for all of these values.

4.8.5 Memory usage on eICU

Here we present further results demonstrating the memory e�ciency of our proposed

corrective methods on theeICU dataset. These results are comparable to what is presented

in Figure 4.2.

0 5 10 15 20 25 30 35 40
Boosting Iteration

0

1000

2000

3000

4000

5000

6000

7000

8000

N
um

be
r 

of
 P

ar
am

et
er

s

Ada. Away-Steps

Ada. Regular

Ada. Pair-Wise

Predefined (Locatello et al., 2018a)

Figure 4.4: Comparing the number of parameters per iteration to previous work oneICU

51



Chapter 4. Boosting Variational Inference With Locally Adaptive Step-Sizes

52



Part II

A Stochastic Conditional

Gradient Method for

Composite Convex

Minimization

53





5
Introduction

This chapter is in large parts based on [Dre+21b], which is work that pro�ted from

numerous discussions with and comments of its co-authors.

Consider the following composite �nite-sum template:

min
w2A

(

F (w) def=
1
n

nX

i =1

f i (xT
i w) + g(Aw)

)

: (Problem (1))

A � Rd is a compact and convex set, eachf i : R ! R is convex andL f -smooth (i.e.,

its derivative is Lipschitz continuous with constant L f ), A is an m � d matrix, and

g : Rm ! R [ f + 1g is convex but possibly non-smooth. The functiong(Aw) can capture

constraints of the formAw = b (or Aw 2 K , for closed, convex setsK � Rm ) via indicator

functions � f bg (resp., � K which takes 0 for all points in K and +1 everywhere else).

Throughout, we assume thatg is either Lipschitz continuous or an indicator function.

We study conditional gradient methods (CGM, also known as the Frank-Wolfe Algorithm)

tailored for Problem (1). For computational e�ciency, we suppose linear minimization over

A is easy. We separately focus on two speci�c settings ofg:

(S1) g admits an e�cient prox-operator,

(S2) g is a �nite-sum of the form g def= 1
m

P m
i =1 gi (aT

i w), where eachgi : R ! R [ f + 1g is

convex andaT
i is the i -th row of A. This separable�nite-sum structure allows us to

tackle g stochastically and therefore more e�ciently whenm is large.
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Chapter 5. Introduction

Our problem template covers a variety of applications in machine learning, statistics and

signal processing, including the �nite-sum formulations that arise in M-estimation and

empirical risk minimization problems.

5.0.1 Application focus: strongly constrained SDPs

A particular example of our model problem is the standard semide�nite programming

(SDP) template:
min

W 2 Sd� d
+

D
X; W

E

subj: to
D
A i ; W

E
/ b i ; i = 1; : : : ; m;

(5.1)

whereSd� d
+ denotes the set of symmetric positive semide�nite matrices,X 2 Sd� d is the

symmetric cost matrix, (A i ; bi ) 2 Sd� d � R characterize the constraints, and `/ ' represents

either equality `=' or inequality `� ' operations.

SDPs are ubiquitous in theoretical computer science. Examples include relaxations of

combinatorial optimization problems such as maximum cut [GW95], quadratic assignment

[Zha+98], and sparsest cut [ARV09]. SDPs are also found in machine learning problems

such as matrix completion [AKW99], unsupervised clustering [KSP07], certifying robustness

of neural networks [RSL18] and estimating their Lipschitz constants [LRC20].

The remarkable 
exibility of SDPs comes at the cost of severe computational challenges.

The cone constraint itself poses a major challenge for a majority of the �rst-order methods

because projection onto positive semide�nite cone requires expensive eigen-decompositions.

CGM is popular in this setting (see Hazan [Haz08], Jaggi and Sulovsk�y [JS10], Garber

[Gar16], and Yurtsever et al. [Yur+18]) since it avoids projection by leveraging the so-called

linear minimization oracle (lmo ) which computes only the top eigenvectors rather than

the full spectrum. Additionally, CGM is also used to reduce storage cost [YHC15; FGM17;

Yur+21], which is often a critical bottleneck for solving SDPs in large scale.

However, scalable approaches to solving SDPs with a large number of constraints, which

we term as strongly-constrained SDPs, remain largely unexplored. This gap can be bridged

by developing CGM variants which handle linear constraints in a randomized fashion.

Contributions. We propose a new CGM variant for convex �nite-sum problems. The

proposed method extends the recent work on stochastic Frank-Wolfe [N�eg+20] to the

composite template in Problem (1). In particular:
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� In (S1), our algorithm �nds an "-suboptimal solution after O(" � 2) iterations (see

Optimality Conditions, Ch. 6 for the de�nition of "-suboptimal).

� In (S2), our algorithm �nds an "-suboptimal solution afterO(" � 2) iterations, matching

the iteration complexity in Vladarean et al. [Vla+20]. However, we achieve this rate

without using an increasing batch-size strategy. Thus, our algorithm enjoys a total

cost ofO(" � 2d) which is independent ofm. In contrast, the cost in Vladarean et al.

[Vla+20] is O(" � 2dm).

Finally, we present numerical experiments on matrix completion,k-means clustering, and

sparsest cut problems. In these experiments, the proposed algorithm performs on par with

the state-of-the-art variance reduced CGM variants. Importantly, however, our algorithm

does not require computing full gradients or increasing the batch size.
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5.1. Related work

5.1 Related work

CGM for Smooth Objectives. CGM is introduced by Frank and Wolfe [FW56] for

minimizing a convex quadratic function over a polytope. Later, the analysis is extended to

general convex smooth functions and arbitrary convex and compact sets by Levitin and

Polyak [LP66]. Clarke [Cla90] and Hazan [Haz08] propose CGM as an e�ective method to

tackle simplex and spectrahedron constraints respectively. We refer to Jaggi [Jag13a] for

an excellent survey on the e�ciency of CGM for machine learning applications.

The last decade has witnessed a surge of interest in the CGM framework for machine

learning applications which has prompted researchers to study stochastic extensions of

CGM. Unlike gradient descent, CGM does not immediately work when the gradient in

the algorithm is replaced with an unbiased stochastic gradient estimator with bounded

variance. To address this problem, several stochastic CGM variants have been proposed

by combining CGM with existing variance reduction techniques [Red+16; HL17; MHK18;

YSC19; She+19; Zha+20] and more recently in N�egiar et al. [N�eg+20].

In general, the convergence rate of an algorithm is determined by the stochastic gradient

estimator. Hazan and Luo [HL17] develop an estimator with small variance, resulting in a

fast O(" � 3=2) iteration complexity but at the cost of exponentially increasing batch sizes.

Mokhtari, Hassani, and Karbasi [MHK18] and Zhang et al. [Zha+20] maintain a constant

batch size but have slower convergence rates ofO(� � 3) and O(� � 2), respectively. We refer

to Yurtsever, Sra, and Cevher [YSC19] for a detailed comparison of the existing stochastic

CGM variants.

Our work draws from [N�eg+20] where the authors propose a stochastic CGM with an

iteration complexity of O(" � 1) which is on par with deterministic CGM. This is achieved by

assuming a separable �nite-sum model and using the Stochastic Average Gradient (SAG)

estimation technique [SLRB17].

CGM for Composite Objectives. CGM is not directly applicable to problems with a

non-smooth objective (see Section 2 in [Nes18a] for a counter-example). Lan [Lan13] tackle

this problem in the case of Lipschitz continuous non-smooth functions by combining CGM

with Nesterov smoothing [Nes05]. Yurtsever et al. [Yur+18] further extend it for indicator

functions through a quadratic penalty technique, which they call Homotopy CGM.
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Chapter 5. Introduction

Locatello et al. [Loc+19] extend Homotopy CGM to stochastic objectives but only for

the case in which the non-smooth partg is deterministic. More recently, Vladarean et al.

[Vla+20] proposed new variants that can handle stochastic constraints. They provide

algorithms for an arbitrary number of constraints under minimal assumptions. However,

for the common practical setting of a �nite number of constraints, their algorithm requires

full passes over the constraints.

This chapter works in the same vein by proposing a randomized algorithm for the �nite-sum

template in Problem (1). Our algorithm for deterministicg in (S1) outperforms the method

of Locatello et al. [Loc+19] both in theory and in practice. Our algorithm for separableg

in (S2) performs on par with the methods described in [Vla+20]. However, in contrast to

the previous work, it maintains a constant batch size.

In Akhtar and Rajawat [AR21], the authors study a similar problem and also propose an

algorithm with two variants to address the cases of deterministic and stochasticg. In the

case of deterministicg, the cost of their algorithm isO(" � 2dm); the same as our method.

However, in the case of stochasticg, their method's cost isO(" � 4d). In contrast, our

algorithm achievesO(" � 2d) by taking advantage of the separable �nite-sum structure.

Proximal Methods. A growing body of work aims to address strongly constrained

problems through proximal methods in various settings [PN17; Fer+19; MR19; Xu20].

These algorithms process a random subset of constraints at each iteration and converge to

a feasible point asymptotically, similar to [Vla+20] and the algorithm that we propose in

this paper. However, when applied to SDPs, proximal methods require a costly eigenvalue

decomposition at each iteration. Hence, these methods are not practical for solving SDPs

in large scale.

Primal vs. Dual Problem. When there are many constraints, solving the dual problem

can be more plausible from a computational perspective. However, converting a dual

solution to a primal solution is a non-trivial problem itself, especially in large-scale setting

where we are restricted from using projection or proximal operators. Moreover, since our

problem is stochastic, we can expect �nding only a rough estimate of the dual solution. In

this work, we assume that we are interested in the primal variable and that it is large. To

this end, we focus on solving the primal formulation.
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Preliminaries

6.1 Notation

The operator norm of a matrixA is written kAk and the Euclidean inner-product is denoted

h�; �i . We de�ne the diameter ofA as

DA = max
x;y 2A

kx � yk2 (6.1)

and the `1 and `1 diameters with respect to the column space of a matrixM as

D1(M ) def= max
u;v2A

kM (u � v)k1 (6.2)

D1 (M ) def= max
u;v2A

kM (u � v)k1 : (6.3)

The linear minimization oracle of setA is given by

lmo A (v) def= arg min
u2A

hu; vi : (6.4)

The proximal operator ofg : Rm ! R [ f + 1g is

proxg(z) def= arg min
y2 Rm

g(y) +
1
2

ky � zk2
2: (6.5)

When g is the indicator function of a convex setK, its proximal operator is equal to the

Euclidean projection, prox� K
(z) = proj K (z).
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6.2 Assumption

When g is an indicator function we assume that strong duality holds. Slater's condition is

a well-known su�cient condition for strong duality.

6.3 Optimality conditions

We denote a solution of Problem (1) byw?:

F ? def= F (w?) � F (w); 8w 2 A : (6.6)

If g is continuous valued onA, we say that wk 2 A is an "-suboptimal solution when it

satis�es

EF (wk) � F ? � ": (6.7)

If g = � K is an indicator function, the F (wk) � F ? can be +1 even whenwk is arbitrarily

close to a solution. To this end, we relax the de�nition of an"-suboptimal solution in this

case and say thatwk 2 A is an "-suboptimal solution of Problem (1) if it satis�es

jEf (wk) � F ?j � " and E[dist(Awk ; K)] � ": (6.8)

Our algorithm guarantees at every iteration thatwk is in A and asymptotically that

Awk 2 K .

6.4 Smoothing

Building on the existing Homotopy CGM framework [Yur+18; Loc+19; Vla+20], we use

the smoothing technique of Nesterov [Nes05] and its extension to indicator functions as

studied in Tran-Dinh, Fercoq, and Cevher [TDFC18]. Speci�cally, given a convex (possibly

non-smooth) functiong, its approximation is de�ned as

g� (z) def= sup
y

hy; zi � g� (y) �
�
2

kyk2; (6.9)

where g� (y) def= supxhx; yi � g(x) is the Fenchel conjugate ofg. Importantly, g� is 1
� -

smooth [Nes05]. Wheng = � K for some closed and convex setK, its approximation
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6.4. Smoothing

becomesg� (z) = 1
2� dist(z;K)2. If g allows for an e�cient prox operator, we can compute

the gradient of g� as

r g� (Aw) = � � 1
�
Aw � prox�g (Aw)

�
: (6.10)
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7
Algorithm & Convergence

7.1 Stochastic homotopy-based CGM for separable

problems

First, we transform the objective in Problem (1) using the smoothing technique summarized

in Section 6.4 to obtain the following smooth surrogate objective:

F� (w) def=
1
n

nX

i =1

f i (xT
i w) + g� (Aw): (7.1)

In particular, if we consider (S2) in which g is separable, then the smooth approximation

g� is also separable:

g� (Aw) =
1
m

mX

j =1

g�;j (aT
j w): (7.2)

This will allow for a fully randomized algorithm (H-SAG-CGM/v2) which can tackle

strongly constrained SDPs with a non-increasing batch size.

The fundamental mechanism of homotopy CGM is to enforce a theoretically-determined

schedule for� k such that F� k ! F asymptotically. Broadly speaking, stochastic homotopy

CGMs perform these three steps at each iteration:

1. Compute a gradient estimatorvk of the smooth surrogate functionF� k (lines 5-8 of

Alg. 4, implemented in Variant 1 and Variant 2).
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2. Perform a conditional gradient update by solvinglmo A (vk) (Alg. 4, line 10) and moving

the current estimate towards this solution (Alg. 4, line 11).

3. Decrease� k to enforce feasibility (line 4) and go to Step (1).

The main contribution of our algorithm is Step (1) where we use a SAG estimator forf

and either the full gradient ofg� k (Variant 1) or another SAG estimator for g� k (Variant

2). This key innovation over previous work in Vladarean et al. [Vla+20] yields comparable,

state-of-the-art complexity bounds without requiring full passes over the set of constraints.

Then, Step (2) comes from the classical CGM and Step (3) is the homotopy smoothing

step from Yurtsever et al. [Yur+18].

In the following section, we give an overview of the theoretical analysis.

7.2 Analysis of stochastic homotopy CGMs

The analysis is composed of two main parts. First, we establish the convergence rate for

the smoothed-gap

S� k (wk+1 ) def= E[F� k (wk+1 ) � F ?]: (7.3)

Then, in the second part that we present in Section 7.4, we translate convergence of

the smoothed-gapS� k into guarantees for the original problem based on the techniques

described in [TDFC18].

For the �rst part, we rely on a recursive inequality involving S� k (wk+1 ) which appears with

slight variations in [Loc+19; Vla+20]. A generic version of this lemma is presented below.

Lemma 14. For both variants of H-SAG-CGM, and for allk � 1 it holds that

S� k (wk+1 ) � (1 � � k)S� k � 1 (wk)

+ � kDA Ekr F� k (wk) � vkk

+
� 2

kD 2
A LF � k

2
;

whereLF � k
represents the smoothness constant of the surrogate objectiveF� k . If we consider

the setting (S1) and Variant 1 of the algorithm, thenLF � k
= kX kL f

n + kAk
� k

. Otherwise, if g

is separable as in (S2) and we use Variant 2, thenLF � k
= kX kL f

n + kAk
� k m .

See Section 10.2 for the proof.
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7.3. Stochastic average gradient (SAG) error bounds

Discussion. Lemma 14 shows how the convergence rate depends on the variance of the

stochastic gradient estimator and the design parameters� k and � k . Since we can choose

� k and � k to get the best possible rates in the analysis, this leaves the variance of the

stochastic gradient estimator as the decisive term. By combining this lemma with two

gradient estimators, corresponding to Variants 1 and 2 of Algorithm 4, we get convergence

rates onS� k which we present in Theorem 17.

Existing stochastic homotopy CGMs [Loc+19; Vla+20] rely on variance-reduced gradient

estimators devised to handle arbitrary stochastic objectives, thus failing to exploit the

separable �nite-sum structure often encountered in practice.

Recently, N�egiar et al. [N�eg+20] showed that optimal convergence guarantees can be

obtained for separable objectives by considering a SAG-like gradient estimator [SLRB17].

By combining this idea with the homotopy framework, we are able to provide an improved

randomized algorithm (in two variants) for composite objectives. We now proceed by

de�ning the SAG estimators and presenting their useful properties.

7.3 Stochastic average gradient (SAG) error bounds

The following two SAG estimators approximate the two parts of the gradient ofF� .

At each iteration of Algorithm 4, the j -th coordinate of the gradient off is updated using

a SAG estimator (lines 5-7):

� k;i =

8
><

>:

1
n f 0(xT

i wk) i = j;

� k� 1;i i 6= j;
(7.4)

In particular, if we consider setting (S2) with a separableg, then we can use Variant 2 of

the algorithm which employs another SAG estimator and updates thel-th coordinate of

the gradient of g� k :


 k;q =

8
><

>:

1
m g0

� k ;l (a
T
l wk) q = l;


 k� 1;q q 6= l:
(7.5)

Otherwise, in setting (S1) with a non-separable non-smoothg, we use full gradients ofg� k

as in Variant 1.
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In summary, Variant 1 assumes stochasticr f approximated by � k and a non-separableg

whose gradient is fully computed. Thus, the stochastic gradient is a sum of a stochastic

and deterministic terms: vk = X T � k + AT r g� k (Awk).

On the other hand, Variant 2 assumes thatg separable in addition tof , hencer g� k can

be approximated by
 k . Thus, the overall gradient termvk in this case is the sum of two

stochastic terms given byvk = X T � k + AT 
 k .

We now present two lemmas characterizing the errors of� k and 
 k in `1-norm.

Lemma 15. [Lemma 3 in [N�eg+20]]

Consider H-SAG-CGM, with the SAG estimator� k de�ned in (7.4). Then, for all k � 2,

E [kr f (Xw k) � � kk1] �
�
1 � 1

n

� k
kr f (Xw 0) � � 0k1

+ C1

�
1 � 1

n

� k=2
logk +

C2

k
;

whereC1 = 2n� 1L f D1(X ), C2 = 4n� 1(n � 1)L f D1(X ) and the expectation is taken over

all previous steps in the algorithm.

Lemma 16. Consider Variant 2 of H-SAG-CGM with the SAG estimators de�ned in(7.4)

and (7.5). Then, for all k � 2,

E[kr g� k (Awk) � 
 kk1]

�
�
1 � 1

m

� k
kr g� 0 (Aw0) � 
 0k1 +

C
p

k

whereC = 10� � 1
0 D1(A) and the expectation is taken over all previous steps of the algorithm.

We refer to [N�eg+20] for the proof of Lemma 15. We present the proof of Lemma 16 in

Section 10.4 under the assumption thatg is an indicator function or a Lipschitz continuous

function.

Discussion. Lemma 15 shows that the SAG-like estimator provides an error bound in

`1-norm that decays asO(1=k) in expectation. This decay does not carry over to the

separable case in Variant 2, as demonstrated by Lemma 16, due to the1
� k

-factor associated

with the smoothed approximationg� k .
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7.4 Convergence rates

Combining Lemmas 15 and 16 with Lemma 14 gives the convergence rates for the two

variants of H-SAG-CGM which we now present.

Theorem 17. The sequence generated by H-SAG-CGM (Algorithm 4) satis�es, for all

k � 2,

S� k (wk+1 ) �
C1p

k
+

C2

k
+

C3

k2
:

The constants are de�ned for H-SAG-CGM/v1 as follows:

� C1 = 2D 2
A kAk� � 1

0

� C2 = 8L f D1(X )D1 (X ) + 2 n� 1L f kX kD 2
A

� C3 = 2n2D1 (X )
�
kr f (Xw 1) � � 0k1 + 32L f D1(X )

�

and for Variant 2 as follows:

� C1 = � � 1
0 (2D 2

A kAk + 10D1(A)).

� C2 = 8L f D1(X )D1 (X ) + 2 n� 1L f kX kD 2
A

� C3 = 2n2D1 (X )
�
kr f (Xw 1) � � 0k1 + 32L f D1(X )

�
+ 2m2D1 (A)kr g� 0 (Aw1) � 
 0k1

Using the techniques described in [TDFC18], we translate this bound to convergence

guarantees on the original problem in the following corollaries.

Corollary 18. Supposeg : Rm ! R is Lg-Lipschitz continuous. Then, the estimates

generated by H-SAG-CGM (Algorithm 4) satisfy

E[F (wk+1 ) � F ?] �
C1p

k
+

C2

k
+

C3

k2
+

� 0L2
g

2
p

k

where the constantsC1; C2 and C2 are de�ned in Theorem 17.

Corollary 19. Supposeg is the indicator function of a closed and convex setK. Then,

for H-SAG-CGM (Algorithm 4), we have a lower bound on the suboptimality as

E [f (Xw k+1 ) � f (Xw � )] � �k y� kE [dist(Awk+1 ; K)]
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and the following upper bounds on the suboptimality and feasibility:

E [f (Xw k+1 ) � f (Xw � )] �
C1 + � 0p

k
+

C2

k
+

C3

k2
; and

E [dist(Awk+1 ; K)] �
C4p

k
+

p
2C2

k3=4
+

p
2C3

k5=4

where the constantsC1; C2 and C3 are de�ned in Theorem 17 andC4 = ( 3� 0ky � k
2 +

p
2C1).

Discussion. Even in the deterministic setting studied in [Yur+18], the convergence rates

of Homotopy CGM is bounded below by 
(1=
p

k), as demonstrated theoretically in [Lan13]

and practically in [KdP21]. Corollaries 18 and 19 show that both variants of our algorithm

achieves this lower bound.

H-SAG-CGM/v1 provides an order of magnitude improvement (fromO(" � 3) to O(" � 2))

over the previous state-of-the-art in deterministic constraints, Locatello et al. [Loc+19].

While H-SAG-CGM/v2 and H-SPIDER-FW Vladarean et al. [Vla+20] enjoy a similar

overall rate, the latter requires an exponentially increasing batch size. Combined with

occasional full passes, this quickly becomes impractical for strongly constrained problems.

As an alternative, Vladarean et al. [Vla+20] propose H-1SFW which does use a �xed batch

size but at the cost of an impracticalO(" � 6) rate. In stark contrast, our algorithm enjoys

the optimal rate without resorting to increasing the batch size.
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Algorithm 4 H-SAG-CGM

1: Input: � 0 > 0; w0 2 A ; � 0 2 Rn ; 
 0 2 Rm ;

vf
0 2 Rd; vg

0 2 Rd

2: for k = 1; 2; : : :

3: � k = 2
k+1

4: � k = � 0=
p

k + 1

5: Samplej � Uniform[1; 2; : : : ; n]

6: � k;i =

8
><

>:

1
n f 0

j (x
T
j wk) i = j

� k� 1;i i 6= j

7: vf
k = vf

k� 1 + ( � k;j � � k� 1;j )x i

8: vg
k  use Variant 1 or Variant 2

9: vk = vf
k + vg

k

10: sk = lmo A (vk)

11: wk+1 = wk + � k(sk � wk)

Variant 1 Non-separable Constraints

1: return 1
� k

AT (Awk � prox� k g(Awk))

Variant 2 Randomized Constraints
1: Samplel � Uniform[1; 2; : : : ; m]

2: 
 k;q =

8
><

>:

1
m g0

� k ;l (a
T
l wk) q = l


 k� 1;q q 6= l
3: return vg

k� 1 + ( 
 k;l � 
 k� 1;l )al
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Chapter 8. Numerical Experiments

Figure 8.3: Empirical comparison of H-SAG-CGM/v1 with SHCGM on matrix completion

with `1-regularization (8.2) with the MovieLens-100k dataset.

This section demonstrates the empirical performance of the proposed method across a

number of di�erent problems: matrix completion, k-means clustering and uniform sparsest

cut. We performed these experiments in MATLAB R2019b and the codes are publicly

available at https://github.com/ratschlab/faster-hcgm-composite .

Baselines. We compare the proposed method against the following methods:

. SHCGM [Loc+19]

. H-SPIDER-FW [Vla+20]

. H-1SFW [Vla+20]

Note that SHCGM only works in the case of deterministicg and is hence a natural baseline

comparison for H-SAG-CGM/v1. H-SPIDER-FW can handle stochasticg so it is used

to compare to H-SAG-CBM/v2 but importantly in this case, H-SPIDER-FW requires an

increasing batch size.

Challenges. The parameter� determines a trade-o� between convergence in the objective

residual and the infeasibility error. However, since we do not know the optimal value a

priori, � 0 is not always easy to interpret given a particular task. This leaves practitioners

to develop the intuition on how to tune this parameter. This challenge is not unique to

H-SAG-CGM but is shared among homotopy CGM approaches [Yur+18; Loc+19; Vla+20].

Automating � 0-tuning is an important direction for future research.
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8.1. Matrix completion

8.1 Matrix completion

We consider two di�erent formulations of the matrix completion problem. First, we focus

on matrix completion with hard inequality constraints studied in Locatello et al. [Loc+19]:

min
kwk? � �

X

(i;j )2 


(wij � X ij )2 subject to 1� w � 5 (8.1)

where 
 is the observed entries of the input dataX , and kX k? denotes the nuclear norm.

The inequality constraints 1� w � 5 are hard thresholds which specify that all the entries

of w must lie between 1 and 5.

For X , we used theMovielens-100k dataset1 containing approximately 100,000 integer

valued movie ratings between 1 and 5, assigned by 1682 users to 943 movies. We used the

ub.train and ub.test partitions provided with the original data for the train/test split.

This numerical setup was studied also in Locatello et al. [Loc+19]. We used the parameter

setting that they reported without any further tuning. We set � = 7e3 for the nuclear norm

bound, � 0 = 10 for the initial smoothing parameter, and we compute gradient estimators

with 1000 iid samples at each iteration.

Figure 8.1 compares the performance of H-SAG-CGM/v1 against SHCGM [Loc+19] in

terms of train and test root mean squared error (RMSE) and infeasibility error. The

comparison is based on the iteration counter, which is an arguably fair representation of

the time cost of the algorithms since both methods use the same number of samples per

iteration.

Next, we test our algorithm for a setting in whichg is Lipschitz continuous by performing

experiments on matrix completion with`1-regularization:

min
kwk? � �

X

(i;j )2 


(wij � X ij )2 + � kwk1: (8.2)

We use the same dataset and parameter settings as in(8.1) with the regularization parameter

set to � = 0.1 . Figure 8.3 presents the train and test RMSE obtained in this experiment.

Note that the estimates remain feasible in this experiment sinceg is not an indicator

function.
1F.M. Harper, J.A. Konstan. | Available at https://grouplens.org/datasets/movielens
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Chapter 8. Numerical Experiments

8.2 k-Means clustering

In this experiment, we test H-SAG-CGM/v2. The goal ink-means is to assignn data

points to k clusters. We consider the following SDP relaxation of this problem [PW07]:

min
w2X

hw; Ci subject to w~1 = ~1; and w � 0 (8.3)

whereX = f w 2 Sn� n
+ j Tr (w) � 1

n g, ~1 = [1; 1; : : : ; 1] 2 Rn , and w � 0 denotes entry-wise

non-negativity. The problem is strongly constrained with a total ofn2 + n constraints |

n equality and n2 inequality constraints.

This problem is also studied in the related works on homotopy CGM in [Yur+18; Loc+19;

Vla+20]. We use the same test setup: For the input dataC, we usemnist dataset2 with

the preprocessing considered in Mixon, Villar, and Ward [MVW16]. We set� 0 = 7.

We compare the methods based on the number of epochs (an epoch corresponds to a

full pass over the constraints) since di�erent methods use di�erent batch sizes in this

experiment. The �rst two plots in Figure 8.2 present the outcomes of this experiment.

We measure the objective residual as relative suboptimalityjf (wk) � f ?j=jf ?j and the

infeasibility error as the Euclidean distance to the feasible set dist(Awk ; K).

8.3 Uniform sparsest cut

In this experiment, we test H-SAG-CGM/v2 on the uniform sparsest cut SDP. This problem

is particularly interesting because of theO(n3) number of constraints.

Let G = ( V; E) be a graph with n nodesjV j = n and a set of edgesE. The goal in uniform

sparsest cut is to split vertices into two partitions (S; �S) that minimize

jE(S; �S)j
jSjj �Sj

(8.4)

whereE(S; �S) � E is the set of edges between the nodes inS and �S.

This canonical problem has applications across many �elds including VLSI circuit layout

design, the topological design of communication networks, image segmentation, and many

others. In machine learning, it is a sub-problem of hierarchical clustering [Das16; CNC18].

2http://yann.lecun.com/exdb/mnist/
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8.3. Uniform sparsest cut

Arora, Rao, and Vazirani [ARV09] propose aO(
p

logn)-approximation algorithm for this

problem based on an SDP relaxation withO(n3) triangle inequality constraints. We adapt

their formulation to our SDP model (5.1):

min
w2 Sn � n

+
Tr( w)� n

hL; wi

subj. to n Tr( w) � Tr( 1n� nw) =
n2

2

wij + wjk � wik � wjj � 0 8i; j; k 2 V

(8.5)

whereL is the graph Laplacian ofG.

We used three datasets from the Network Repository [RA15]:3 25mammalia-primate-

associate-13 , 55n-insecta-ant-colony1-day37 , and 102n-insecta-ant-colony4-

day10 . These three datasets di�er in size by a factor of ten. See Table 8.1 in the Appendix

for more details. We use� 0 = 100 for all three network datasets.

Figure 8.2 presents the results of this experiment. As in the k-means experiment, the

objective residual infeasibility error representjf (wk)� f ?j=jf ?j and dist(Aw k ; K) respectively.

H-SPIDER-FW is a�ected by the growing number of constraints because of its increasing

batch size strategy. Other methods, with constant batch size, are less a�ected. H-SAG-

CGM/v2 performs competitively against H-SPIDER-FW without requiring an increasing

batch size.

3https://networkrepository.com
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9
Conclusion

We developed a fast randomized conditional gradient method for solving convex composite

�nite-sum problems. The proposed method is particularly suitable for solving SDPs with

a large number of a�ne constraints. Theoretically, the proposed method has favorable

scaling properties compared to the previous state-of-the-art. Empirically, it performs on

par with more sophisticated variance reduction techniques.

The proposed method takes advantage of a structural assumption on the separability of

the objective by applying randomization. For the non-smooth term, the proposed method

tackles the two subcases of deterministic and stochastic separately. If the non-smooth term

is deterministic, the proposed method obtains an"-suboptimal solution after O(" � 2dm)

arithmetic operations (whered is the dimensionality of the decision variable andm is the

number of constraints comprisingg). This improves the previous complexity ofO(" � 3dm)

found in Locatello et al. [Loc+19].

If we further assume that the non-smooth part is also separable, then we can employ

a fully randomized scheme to �nd an"-suboptimal solution after O(" � 2d) arithmetic

operations. This total cost complexity is independent ofm and thus represents a signi�cant

improvement compared over previous work [Vla+20] which has a total cost ofO(" � 2dm).
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10
Proofs

10.1 Background on smoothing

This section recalls some useful properties about the smoothing technique [Nes05]. We

present these known properties in this section for completeness, since we use them in our

analysis.

Let g : Rm ! R \ f + 1g be a proper, closed and convex function. The smooth approxima-

tion of g is de�ned by

g� (z) = max
y2 Rd

(
D
z; y

E
� g� (y) �

�
2

kyk2

)

(10.1)

whereg� denotes the Fenchel conjugate and� > 0 is the smoothing parameter. Then,g�

is convex and1
� -smooth. Let y�

� (z) denote the solution of the maximization sub-problem
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in (10.1), i.e.,

y�
� (z) = arg max

y2 Rd

(
D
z; y

E
� g� (y) �

�
2

kyk2

)

(10.2)

= arg min
y2 Rd

(
1
�

g� (y) �
1
�

D
z; y

E
+

1
2

kyk2 +
1
2

k
1
�

zk2

)

(10.3)

= arg min
y2 Rd

(
1
�

g� (y) +
1
2

ky �
1
�

zk2

)

(10.4)

= prox � � 1g� (� � 1z) (10.5)

=
1
�

�
z � prox�g (z)

�
(10.6)

where the last line is the Moreau decomposition. Then, the followings hold8z1; z2 2 Rm

and 8�; 
 > 0

g� (z1) � g� (z2) +
D
r g� (z2); z1 � z2

E
+

�
2

ky�
� (z2) � y�

� (z1)k2 (10.7)

g(z1) � g� (z2) +
D
r g� (z2); z1 � z2

E
+

�
2

ky�
� (z2)k2 (10.8)

g� (z1) � g
 (z1) +

 � �

2
ky�

� (z1)k2 (10.9)

We refer to Lemma 10 in [TDFC18] for the proofs.

Suppose thatg is Lg-Lipschitz continuous. Then, for8� > 0 and 8z 2 Rm ,

g� (z) � g(z) � g� (z) +
�
2

L2
g; (10.10)

The proof follows immediately from Equation (2.7) in [Nes05] with a remark on the duality

between bounded domain and Lipschitz continuity.
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10.2 Proof of Lemma 14

We follow the steps laid out in Theorem 4.1 in [Vla+20], which in turn builds upon Theorem

9 in [Loc+19].

We use the quadratic upper bound ensured by the fact thatF� k is LF � k
-smooth:

F� k (wk+1 ) � F� k (wk) + hr F� k (wk); wk+1 � wk i +
LF � k

2
kwk+1 � wkk2 (10.11)

� F� k (wk) + � khr F� k (wk); sk � wk i +
� 2

kLF � k
D 2

A

2
(10.12)

where the second line follows from the boundedness ofA .

Next, we use the rule for change of� in smoothing (see (10.9)), which gives

F� k (wk+1 ) � F� k � 1 (wk) +
� k� 1 � � k

2
ky?

� k
(Awk)k2 + � khr F� k (wk); sk � wk i +

� 2
kLF � k

D 2
A

2
;

(10.13)

wherey?
� k

is de�ned as in (10.2).

Then, we bound the termhr F� k (wk); sk � wk i as follows:

hr F� k (wk);sk � wk i = hr F� k (wk) � vk ; sk � wk i + hvk ; sk � wk i (10.14)

= hr F� k (wk) � vk ; sk � w?i + hr F� k (wk) � vk ; w? � wk i + hvk ; sk � wk i

(10.15)

� hr F� k (wk) � vk ; sk � w?i + hr F� k (wk) � vk ; w? � wk i + hvk ; w? � wk i

(10.16)

= hr F� k (wk) � vk ; sk � w?i + hr F� k (wk); w? � wk i (10.17)

where the inequality follows by the de�nition of sk .

Now, we focus on the termhr F� k (wk); w? � wk i and bound it as follows:

hr F� k (wk); w? � wk i = hX T r f (Xw k) + AT r g� k (Awk); w? � wk i (10.18)

= hr f (Xw k); X (w? � wk)i + hr g� k (Awk); A(w? � wk)i (10.19)

� f (Xw ?) � f (Xw k) + g(Aw?) � g� k (Awk) �
� k

2
ky?

� k
(Awk)k2

(10.20)

= F ? � F� k (wk) �
� k

2
ky?

� k
(Awk)k2; (10.21)
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where the inequality holds due to the convexity off and g and the smoothing property in

(10.8).

Combining all these bounds and subtractingF ? from both sides, we get

F� k (wk+1 ) � F ? � (1 � � k)
�
F� k � 1 (wk) � F ?

�
+ � khr F� k (wk) � vk ; sk � w?i

+
1
2

((1 � � k)( � k� 1 � � k) � � k � k)ky?
� k

(Awk)k2
2 +

� 2
kLF � k

D 2
A

2
(10.22)

We cannot boundky?
� k

(Awk)k2
2 in general, so we choose� k and � k carefully to vanish this

term. Let � k = 2
k+1 and � k = � 0p

k+1
for an arbitrary � 0 > 0. Then,

(1 � � k)( � k� 1 � � k) � � k � k =
� 0p

k

 
k � 1
k + 1

�

p
k

p
k + 1

!

< 0; for all k � 1. (10.23)

Finally, taking expectation on both sides and applying the de�nition ofS� (w) def= E [F� (w) � F ?]

we arrive at our stated result:

S� k (wk+1 ) � (1 � � k)S� k � 1 (wk) + � kE[hr F� k (wk) � vk ; sk � w?i ] +
� 2

kLF � k
D 2

A

2
: (10.24)
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10.3 Proof of Theorem 17

Our aim is to get a rate on the smoothed gapS� k (wk+1 ). We start from Lemma 14:

S� k (wk+1 ) � (1 � � k)S� k � 1 (wk) + � kE[hr F� k (wk) � vk ; sk � w?i ] +
� 2

k

2

 
kX kL f

n
+

kAk
� k

!

D 2
A :

(10.25)

Multiply both sides by k(k + 1) and unroll the recurrence to get

k(k + 1) S� k (wk+1 ) � (k � 1)kS� k � 1 (wk) + 2 kE[hr F� k (wk) � vk ; sk � w?i ] (10.26)

+
2k

k + 1

 
kX kL f

n
+

kAk
� k

!

D 2
A

�
kX

i =1

2iE[hr F� i (wi ) � vi ; si � w?i ]

| {z }

A

+
kX

i =1

2i
i + 1

 
kX kL f

n
+

kAk
� i

!

D 2
A

| {z }

B

:

(10.27)

First, we get an upper-bound on the variance termA as follows:

E[hr F� k (wk) � vk ; sk � w?i ] = E[hX T (r f (Xw k) � � k) + AT (r g� k (Awk) � 
 k); sk � w?i ]

(10.28)

= E[hr f (Xw k) � � k ; X (sk � w?)i ] (10.29)

� E[kr f (Xw k) � � kk1 kX (sk � w?)k1 ] (10.30)

� E[kr f (Xw k) � � kk1] D1 (X ) (10.31)

where, the �rst inequality is the H•older's inequality, and the second one is based on the

boundedness ofA .

Then, by Lemma 15, we have

E[kr f (Xw k) � � kk1] �
�
1 � 1

n

� k
kr f (Xw 1) � � 0k1

+
2L f D1(X )

n

 
�
1 � 1

n

� k=2
logk +

2(n � 1)
k

!

: (10.32)

Finally, we combine (10.31) and (10.32) to get
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A � 2D1 (X )

"

kr f (Xw 1) � � 0k1

kX

i =1

i
�
1 � 1

n

� i

+
2L f D1(X )

n

kX

i =1

�

i
�
1 � 1

n

� i=2
logi + 2( n � 1)

� #

(10.33)

� 2D1 (X )

"

kr f (Xw 1) � � 0k1 n2 +
2L f D1(X )

n

�
16n3 + 2( n � 1)k

�
#

(10.34)

� 2D1 (X )
h
kr f (Xw 1) � � 0k1 n2 + 4L f D1(X )

�
8n2 + k

�i
(10.35)

where we use Lemma 21 for the second line.

Next, we focus on the term B , and we use once again Lemma 21 and obtain

B = 2D 2
A

 
kX kL f

n

kX

i =1

i
i + 1

+
kAk
� 0

kX

i =1

i
p

i + 1

!

� 2D 2
A

 
kX kL f

n
k +

kAk
� 0

k
p

k + 1

!

:

(10.36)

To �nalize, we substitute the bounds on A and B into (10.27) and divide both sides by

k(k + 1) to get the desired bound onS� k (wk+1 ):

S� k (wk+1 ) �
2D1 (X )
k(k + 1)

h
kr f (Xw 1) � � 0k1 n2 + 4L f D1(X )

�
8n2 + k

�i

+
2D 2

A

k(k + 1)

 
kX kL f

n
k +

kAk
� 0

k
p

k + 1

!

(10.37)

�
C3

k(k + 1)
+

C2

k + 1
+

C1p
k + 1

; (10.38)

where

C3 = 2n2D1 (X )
�
kr f (Xw 1) � � 0k1 + 32L f D1(X )

�
(10.39)

C2 = 8L f D1(X )D1 (X ) + 2 n� 1L f kX kD 2
A (10.40)

C1 = 2D 2
A kAk� � 1

0 : (10.41)

10.3.1 Proof of Corollary 18

Supposeg is Lg-Lipschitz continuous. Then, from (10.10) we get

EF (xk+1 ) � F ? = E[f (Xw k+1 ) + g(Awk+1 )] � F ? (10.42)

� E[f (Xw k+1 ) + g� k (Awk+1 )] � F ? +
� kL2

g

2
(10.43)

= S� k (wk+1 ) +
� 0L2

g

2
p

k + 1
: (10.44)
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10.3.2 Proof of Corollary 19

Supposeg(z) = � K (z), the indicator function of a closed and convex set. We can write the

Lagrangian as

L (w; r; y) def= f (Xw ) + hAw � r; y i ; w 2 A ; r 2 K : (10.45)

From the Lagrange saddle point theory, we have

f (Xw ?) � L (w; r; y?) � f (Xw ) + kAw � r kky?k; 8w 2 A and 8r 2 K : (10.46)

Letting w = wk+1 2 A and r = projK (Awk+1 ) 2 K , taking expectation on both sides and

rearranging, we get

E [f (Xw k+1 ) � f (Xw � )] � �k y?k E [dist(Awk+1 ; K)] (10.47)

This is the desired lower-bound on objective residual.

Next, we derive an upper bound on objective residual. By de�nition ofg� (see(10.1)) for

� K ,

g� (Aw) =
1

2�
dist(Aw; K)2: (10.48)

Note that f (Xw ?) = F (w?) sinceg(Aw?) = 0. Then,

E[f (Xw k+1 ) � f (Xw ?)] = E[F� k (wk+1 ) � F ? � g� k (Awk+1 )] (10.49)

� S� k (wk+1 ) �
1

2� k
E[dist(Awk+1 ; K)2] (10.50)

� S� k (wk+1 ): (10.51)

Finally, we derive convergence rate of the infeasibility error. To this end, we combine

(10.47) and (10.50):

�k y?k E [dist(Awk+1 ; K)] � S� k (wk+1 ) �
1

2� k
E[dist(Awk+1 ; K)2] (10.52)

We rearrange and apply Jensen's inequality toE[dist(Awk+1 ; K)2], and we get a second

order inequality with respect toE[dist(Awk+1 ; K)]:

1
2� k

E[dist(Awk+1 ; K)]2

| {z }
t2

�k y?k E[dist(Awk+1 ; K)]
| {z }

t

� S� k (wk+1 ) � 0: (10.53)
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By solving this inequality for t, we achieve the desired bound:

E[dist(Awk+1 ; K)] � � k

0

@ky?k +

s

ky?k2 +
2S� k (wk+1 )

� k

1

A � 2� kky?k +
q

2� kS� k (wk+1 );

(10.54)

where we used
p

a2 + b2 � a + b for a; b� 0 in the last inequality to simplify the terms.
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10.4 Proof of Lemma 16

The following Lemma will be needed in the subsequent characterization of the estimator

variance.

Lemma 20. Let � 2 (0; 1), C 2 R and f ukgk2 N be a sequence such that

uk � � (uk� 1 +
1

p
k

C): (10.55)

Then, it holds that

uk � � ku1 +
2C�

p
k(1 � � )

: (10.56)

Proof. Unrolling the recurrence yields

uk � � k� 1u1 + C
kX

i =2

� k� i +1

p
i

(10.57)

Observe that � k+1 � i is a monotonically increasing withi because� 2 (0; 1). Therefore,

1
P k

i =1
1p
i

kX

i =1

� k� i +1

p
i

�
1
k

kX

i =1

� k� i +1 =
1
k

kX

i =1

� i (10.58)

since the left side of the inequality is a weighted average of� k� i +1 with decreasing weights

and the right side is the simple average with uniform weights. The equality holds simply

by change of indices. Now, we rearrange as

kX

i =1

� k� i +1

p
i

�
1
k

 kX

i =1

1
p

i

!  kX

i =1

� i

!

�
2�

p
k(1 � � )

(10.59)

We complete the proof by combining (10.57) and (10.59).

10.4.1 Proof of Lemma 16 for indicator functions

First, we prove Lemma 16 for the case in whichg is an indicator function. Observe that

Ek [jr g� k (Awk) j � 
 k;j j] =
1
m

0 +
m � 1

m
jr g� k (Awk) j � 
 k� 1;j j: (10.60)
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Summing over all coordinates gives

E[kr g� k (Awk) � 
 kk1] =
m � 1

m
E[kr g� k (Awk) � 
 k� 1k1] (10.61)

=
m � 1

m
E[kr g� k (Awk) � r g� k � 1 (Awk� 1) + r g� k � 1 (Awk� 1) � 
 k� 1k1]

(10.62)

�
m � 1

m

�

E[kr g� k � 1 (Awk� 1) � 
 k� 1k1]

+ E[kr g� k (Awk) � r g� k � 1 (Awk� 1)k1]
�

: (10.63)

Now, we focus on the last term and bound it as follows:

kr g� k (Awk) � r g� k � 1 (Awk� 1)k1 = kr g� k (Awk) � r g� k (Awk� 1) � r g� k � 1 (Awk� 1)k1

(10.64)

� kr g� k (Awk) � r g� k (Awk� 1)k1 + kr g� k (Awk� 1) � r g� k � 1 (Awk� 1)k1

(10.65)

�
1

m� k
kA(wk� 1 � wk)k1 +

1
m

� 1
� k

�
1

� k� 1

�

kAwk� 1 � projK (Awk� 1)k1

(10.66)

�
� k� 1

m� k
D1(A) +

1
m

� 1
� k

�
1

� k� 1

�

kAwk� 1 � Aw?k1 (10.67)

�
D1(A)

m

� � k� 1

� k
+

1
� k

�
1

� k� 1

�

(10.68)

where the third inequality is due to the fact thatK = K1�K 2�� � ��K m . Simplifying further:
� k � 1

� k
+ 1

� k
� 1

� k � 1
= 2

k

p
k+1
� 0

+
p

k+1
� 0

�
p

k
� 0

< 2
k

p
k+1
� 0

+
p

k
p

k+1
� 0

p
k

� k
� 0

p
k

< 2
� 0

p
k

+ 2
� 0k + k+1

� 0
p

k
� k

� 0
p

k
<

5
� 0

p
k
, gives

kr g� k (Awk) � r g� k � 1 (Awk� 1)k1 �
5D1(A)

m� 0

p
k

: (10.69)

Substituting this back into (10.63), we get

E[kr g� k (Awk) � 
 kk1] �
m � 1

m

�

E[kr g� k � 1 (Awk� 1) � 
 k� 1k1] +
5D2(A)

p
m

� 0

p
k

�

: (10.70)

This is in the form of (10.55). We conclude the proof by applying Lemma 20:

E[kr g� k (Awk) � 
 kk1] �
� m � 1

m

� k

E[kr g� 0 (Aw0) � 
 0k1]+
10D2(A)

p
m(m � 1)

� 0

p
k

: (10.71)
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10.4.2 Proof of Lemma 16 for Lipschitz continuous functions

Supposeg is Lipschitz continuous with parameterLg. Then, from (10.10), we get

f (Xw k+1 ) + g(Awk+1 )
| {z }

F (wk +1 )

� f (Xw k+1 ) + g� k (Awk+1 )
| {z }

F � k
(wk +1 )

+
� k

2
L2

g = F� k (wk+1 ) +
� 0L2

g

2
p

k + 1
:

(10.72)

We achieve the desired bound by subtractingF ? and taking expectation on both sides:

E[F (wk+1 ) � F ?] � S� k (wk+1 ) +
� 0L2

g

2
p

k + 1
: (10.73)

To bound S� k , we can follow the proof of Lemma 16 up to(10.65), which we repeat here

for convenience:

kr g� k (Awk) � r g� k (Awk� 1)k1 + kr g� k (Awk� 1) � r g� k � 1 (Awk� 1)k1

Recall that r g� (z) = � � 1(z � prox�g (z)). The �rst term can be bounded using the 1=� -

smoothness ofg� . For the second term, recall the well-established fact thatproxg(z) =

� proxg=� (x=� ) for any � > 0. Thus,

r g� k (Awk� 1) = � k
� 1(Awk� 1 � prox� k g(Awk� 1)) (10.74)

= � k
� 1(Awk� 1 �

� k

� k� 1
prox� k � 1g(

� k� 1

� k
Awk� 1)) (10.75)

= r g� k � 1 (
� k� 1

� k
Awk� 1) (10.76)

Thus,

kr g� k (Awk) � r g� k (Awk� 1)k1 + kr g� k (Awk� 1) � r g� k � 1 (Awk� 1)k1 (10.77)

�
1

m� k
kA(wk � wk� 1)k1 +

1
m� k� 1

(
� k� 1

� k
� 1)kAwk� 1k1 (10.78)

�
� k� 1

m� k
D1(A) +

1
m

(
1
� k

�
1

� k� 1
)kAwk� 1k1 (10.79)

�
D1(A)

m

 
� k� 1

� k
+

1
� k

�
1

� k� 1

!

(10.80)

Note that this is identical to (10.68) in Lemma 20. Thus, the rest of Lemma 20 can be

applied to arrive at the same bound.
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10.5 Proof of Theorem 17 for H-SAG-CGM/v2

The proof is same until(10.27). Then, get an upper-bound on the variance termA as

follows:

E[hr F� k (wk) � vk ; sk � w?i ] = E[hX T (r f (Xw k) � � k) + AT (r g� k (Awk) � 
 k); sk � w?i ]

(10.81)

= E[hr f (Xw k) � � k ; X (sk � w?)i + hr g� k (Awk) � 
 k ; A(sk � w?)i ] (10.82)

� E[kr f (Xw k) � � kk1 kX (sk � w?)k1 + kr g� k (Awk) � 
 kk1 kA(sk � w?)k1 ] (10.83)

� E[kr f (Xw k) � � kk1] D1 (X ) + E[kr g� k (Awk) � 
 kk1] D1 (A) (10.84)

where, the �rst inequality is the H•older's inequality, and the second one is based on the

boundedness ofA .

Then, by Lemma 15, we have

E[kr f (Xw k) � � kk1] �
�
1 � 1

n

� k
kr f (Xw 1) � � 0k1

+
2L f D1(X )

n

 
�
1 � 1

n

� k=2
logk +

2(n � 1)
k

!

(10.85)

And by Lemma 16, we have

E[kr g� k (Awk) � 
 kk1] �
�
1 � 1

m

� k
E[kr g� 0 (Aw1) � 
 0k1] +

10D2(A)
p

m(m � 1)

� 0

p
k

:

(10.86)
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Finally, we substitute (10.85) and (10.86) back into (10.84) to get

A � 2D1 (X )

"

kr f (Xw 1) � � 0k1

kX

i =1

i
�
1 � 1

n

� i

+
2L f D1(X )

n

kX

i =1

�

i
�
1 � 1

n

� i=2
logi + 2( n � 1)

� #

+ 2D1 (A)

"

kr g� 0 (Aw1) � 
 0k1

kX

i =1

i
�
1 � 1

m

� i
+

10D2(A)
p

m(m � 1)
� 0

kX

i =1

p
i

#

(10.87)

� 2D1 (X )

"

kr f (Xw 1) � � 0k1 n2 +
2L f D1(X )

n

�
16n3 + 2( n � 1)k

�
#

+ 2D1 (A)

"

kr g� 0 (Aw1) � 
 0k1 m2 +
10D2(A)

p
m(m � 1)

� 0
k3=2

#

(10.88)

� 2D1 (X )
h
kr f (Xw 1) � � 0k1 n2 + 4L f D1(X )

�
8n2 + k

�i

+ 2D1 (A)

"

kr g� 0 (Aw1) � 
 0k1 m2 +
10D2(A) m3=2

� 0
k3=2

#

(10.89)

where we use Lemma 21 for the second inequality.

Combining this with the bound on the smoothness termB from (10.27) gives the desired

result:

S� k (wk+1 ) �
2D1 (X )
k(k + 1)

8
<

:
kr f (Xw 1) � � 0k1 n2 + 4L f D1(X )

�
8n2 + k

�
(10.90)

+ 2D1 (A)

"

kr g� 0 (Aw1) � 
 0k1 m2 +
10D2(A) m3=2

� 0
k3=2

#9
=

;
(10.91)

+
2D 2

A

k(k + 1)

 
kX kL f

n
k +

kAk
� 0

k
p

k + 1

!

(10.92)

�
C3

k(k + 1)
+

C2

k + 1
+

C1p
k + 1

; (10.93)

where

C3 = 2n2D1 (X )
�
kr f (Xw 1) � � 0k1 + 32L f D1(X )

�
(10.94)

+ 2m2D1 (A)kr g� 0 (Aw1) � 
 0k1 (10.95)

C2 = 8L f D1(X )D1 (X ) + 2 n� 1L f kX kD 2
A (10.96)

C1 = � � 1
0 (2D 2

A kAk + 10D1(A)): (10.97)
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10.6 Supporting lemmas

Lemma 21. Let � n = 1 � 1
n and � m = 1 � 1

m , m; n � 1. We present the following bounds:

a)
kP

i =1
i� i

n < n 2 and
kP

i =1
i� i

m < m 2

b)
kP

i =1
i� i=2

n logi < 16n3

Proof. a) Note that since � n 2 [0; 1),
P k

i =1 i� i
n �

P k
i =1 i� i � 1

n . Furthermore,

kX

i =1

i� i � 1
n �

1X

i =1

i� i � 1
n =

1X

i =1

@�in
@�n

=
@

1P

i =1
� i

n

@�n
=

@
h

1
1� � n

� 1
i

@�n
=

1
(1 � � n )2

= n2; (10.98)

where the inequality comes from all terms being non-negative, and the second equality

comes from the fact that the in�nite sum exists for any� n 2 (� 1; 1) and is the Taylor

series expansion of 1
1� � n

.

b) Use the loose bound logi < i + 1 and the fact that
p

� n 2 [0; 1):

kX

i =1

i� i=2
n logi �

1X

i =1

i� i=2
n logi �

1X

i =1

i (i + 1)
p

� n
i � 1 (10.99)

=
@2 P 1

i =2
p

� n
i

@(
p

pn )2
=

@2 1
1�

p
� n

�
p

� n � 1

@(
p

pn )2
=

2
(1 �

p
� n )3

(10.100)

where the inequalities and equalities follow the same reasoning as in point a). Further

noting that

2
(1 �

p
� n )3

=
2(1 +

p
� n )3

(1 � � n )3
= 2n3(1 +

p
� n

| {z }
� 2

)3 � 16n3 (10.101)
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11
Introduction

This chapter is in large parts based on [Dre+22], which is work that pro�ted from numerous

discussions with and comments of its co-authors.

The numerical simulation of nonlinear partial di�erential equations (PDEs) permeates

science and engineering, from the prediction of weather and climate to the design of

engineering systems. Unfortunately, solving PDEs on the �ne grids required for high-

�delity simulations is often infeasible due to its prohibitive computational cost. This

leads to inevitable trade-o�s between runtime and accuracy. The status quo is to solve

PDEs on grids that are coarse enough to be computationally feasible but are often too

coarse to resolve all phenomena of interest. One classical approach is to derive coarse-

grained surrogate PDEs such as Reynold's Averaged Navier Stokes (RANS) and Large

Eddy Simulation (LES) [Pop00], which in principle can be accurately solved on coarse

grids. This family of approaches has enjoyed widespread success but is tedious to perform,

PDE-speci�c, and su�ers from inherent accuracy limitations [Dur18; Pop04].

Machine learning (ML) has the potential to overcome many of these limitations by inferring

coarse-grained models from high-resolution ground-truth simulation data. Turbulent 
uid


ow is an application domain that has already reaped some of these bene�ts. Pure ML

methods have achieved impressive results, in terms of accuracy, on a diverse set of 
uid


ow problems [Li+21; Sta+22]. Going beyond accuracy, hybrid methods have combined

classical numerical simulation with ML to improve stability and generalize to new physical

systems, e.g. out of sample distributions with di�erent forcing setups [Koc+21; LCT22].
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However, this progress has been limited to low-order �nite-di�erence and �nite volume

methods, with the exception of one recent study [Fre+22]. Beyond �nite di�erences and

�nite volumes, there is a broad �eld of established numerical methods for solving PDEs.

In this chapter, we focus on spectral methods which are used throughout computational

physics [Tre00; Bur+20] and constitute the core of the state-of-the-art weather forecasting

system [Rob+18]. Spectral methods, when applicable, are often preferred over other

numerical methods because they can be more accurate for equations with smooth solutions.

In fact, their accuracy rivals that of the recent progress made by ML. This begs the

question: Can we improve spectral solvers of turbulent 
uid 
ows using learned corrections

of coarse-grained simulations?

Our contributions are as follows:

1. We propose a hybrid physics machine learning method that provides sub-grid corrections

to classical spectral methods.

2. We explore two toy 1D problems: the unstable Burgers' equation and the Kuramoto-

Sivashinsky the hybrid model is able to make the largest improvements.

3. We compare spectral, �nite-volume, ML-only, and our hybrid model on a 2D forced

turbulence task. Our hybrid models provide some improvement on the accuracy of

spectral-only methods, which themselves perform remarkably well compared to recently

proposed hybrid methods. Furthermore, our results show that a key modeling choice

for both hybrid and pure ML models is the use of velocity- rather than vorticity-based

state representations.

11.1 Related work

The study of turbulent 
uid dynamics is vast. We refer to Pope [Pop00] for a thorough

introduction. Classical approaches tend to derive mathematical approximations to the

governing equations in ana priori manner. Recently, there has been an explosion of work in

data-driven methods which lie at the interface of computational 
uid dynamics (CFD) and

machine learning (ML). We loosely organize this recent work into three main categories:

Purely Learned Surrogates fully replace numerical schemes from CFD with purely

learned surrogate models. A number of di�erent architectures have been explored, includ-

100



11.1. Related work

ing multi-scale convolutional neural networks [RFB15; Wan+20], graph neural networks

[SG+20], and Encoder-Process-Decoder architectures [Sta+22].

Operator Learning seeks to learn the di�erential operator directly by mimicking the

analytical properties of its class, such as pseudo-di�erential or Fourier integral operators

but without explicit physics-informed components. These methods often leverage the

Fourier transform [Li+21; Tra+21] and the o�-diagonal low-rank structure of the associated

Green's function [Fan+19; Li+20].

Hybrid Physics-ML is a recent line of work which seeks to marry classical numerical

methods with contemporary data-driven deep learning techniques [Mis19; BS+19; Koc+21;

LCT22; Fre+22; BHL21] These approaches seek tolearn corrections to low-resolution

numerical schemes using high-resolution simulation data. The goal is to combine the best

of both worlds | the simplicity of PDE-based governing equations, with the expressive

power of neural networks. In their recent work, Frezat et al. [Fre+22] augmented spectral

solvers for closure models related to climate modeling. Working in this vein, we also learn

corrections to spectral methods. In contrast, rather than focusing on climate models,

we provide key ML architecture choices and include comparisons to classical numerical

methods on multiple grid resolutions.
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12
Spectral methods for 
uids

Spectral methods are a powerful method for �nding high-accuracy solutions to PDEs and are

often the method of choice for solving smooth PDEs with simple boundary conditions and

geometries. There is an extensive literature on the theoretical and practical underpinnings

of spectral methods [GO77; GH01; Can+07; Kop09], particularly for methods based on

Fourier spectral collocation [Tre00; Boy01]. Below, we provide a succinct introduction .

12.1 Partial di�erential equations for turbulent 
uids

Let u : Rd � R+ ! Rd0
be a time-varying vector �eld, for dimensionsd and d0. We study

PDEs of the form

@tu = Du + N (u); (12.1)

plus initial and boundary conditions. HereD is a linear partial di�erential operator, and

N is a non-linear term. Equations of this form dictate the temporal evolution ofu driven

by its variation in space. In practice, PDEs are solved by discretizing in space and time,

which converts the continuous PDE into a set of update rules for vectors of coe�cients

to approximate the stateu in some discrete basis, e.g., on a grid. For time-dependent

PDEs, temporal resolution must be scaled proportionally to spatial resolution to maintain

an accurate solution. Thus, runtime for PDE solvers isO(nd+1 ), where d is the number of

spatial dimensions andn is the number of discretization points per dimension.
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For simulations of 
uids, the di�erential operator is typically either di�usive, D = @2
x , or

hyper-di�usive, D = @4
x . And, the non-linearity is a convective term,N = 1

2@x (u2) = u @xu.

Di�usion is the tendency of the 
uid velocity to become uniform due to internal friction,

and convection is the tendency of the 
uid to be transported by its own inertia. Turbulent


ows are characterized by a convective term that is much stronger than di�usion.

For most turbulent 
ows of interest, closely approximating the exact PDE (known as Direct

Numerical Simulation) is computationally intractable because it requires prohibitively high

grid resolution. Instead, coarse-grained approximations of the PDE are solved, known as

\Large Eddy Simulation" (LES). LES augments Equation (12.1) by adding a correction

term determined by a closure model to account for averaged a�ects over �ne spatial

length scales. In practice, this term is often omitted due to the di�culty of deriving

appropriate closure formulas (\implicit LES") and the PDE is simpled simulated with

the �nest, computationally feasible grid resolution. In our case, correction terms are an

opportunity for machine learning. If we can accurately model PDEs on coarser grids with

suitable correction terms, we may be able to signi�cantly reduce the computational cost of

large-scale simulations.

12.2 The appeal of the Fourier basis for modeling

PDEs

Let us further assume thatu(x; t ) : [0; 2� ] � R+ ! R in Equation (12.1) is 2� -periodic,

square-integrable for all timest, and for simplicity, one-dimensional. Consider the Fourier

coe�cients bu t of u(x; t ), truncated to lowest K + 1 frequencies (for evenK ):

bu t = ( bu t
� K =2; : : : ; bu t

k ; : : : ; bu t
K =2) where bu t

k =
1

2�

Z 2�

0
u(x; t )e� ik �xdx: (12.2)

bu t is a vector representing the solution at timet, containing the coe�cients of the Fourier

basiseikx for k 2 f� K=2; : : : ; K=2g. In general, the integral bu t
k has no analytical solution

and so we approximate it using a trapezoidal quadrature onK + 1 points. Namely, we

approximate it by sampling u(x; t ) on an equispaced grid. The Fast Fourier Transform

(FFT) [CT65] computes these Fourier coe�cients e�ciently in log-linear time. Spectral

methods for PDEs leverage the fact that di�erentiation in the Fourier domain can be

calculated by element-wise multiplication according to the identity@x buk = ik buk . This
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Figure 12.1: Comparing �nite volume (FVM) to spectral convergence for 2D turbulence.

Left: Vorticity �elds evolved up to time 9.0 with di�erent grid sizes and numerical methods,

starting from an identical initial condition. Qualitatively, it is clear that at resolution 64x64,

the spectral method has already captured most of features of the high-resolution state. The

FVM looks sharp, but clearly di�ers. At su�ciently high resolution, the methods converge

to the same solution.Right: Here we compare each method with high-resolution 2048x2048

ground truth. We plot the time until the �rst dip below 0.95 of the correlation with the

ground truth. Note that the initial conditions for the �nite volume and the spectral method

are sampled from the same distribution, but are not identical. At resolution 256, the

spectral method has converged within the accuracy limitations of single precision, so we

omit higher resolutions. For the EPD baseline and our ML Split Operator (ML Spl. Op.)

models, we show performance across �ve di�erent neural network parameter initializations.

in turn, makes inverting linear di�erential operators easy since it is simply element-wise

division [Tre00].

When time-dependent PDEs include non-linear terms, spectral methods evaluate these

terms on a grid in real-space, which requires forward and inverse FFTs inside each time-step.

These transforms introduce two sources of error. First, the quadrature rules forbu t
k produce

only an approximation to the integral. Second, there will be a truncation error when the

number of frequenciesK + 1 is less than the bandwidth ofu(x; t ). Remarkably, it is a

well-known fact of Fourier analysis that both of these errors decay super-algebraically (i.e.

faster than any power of 1=K ) if u(x; t ) is periodic and is inC1 [Tre00].1 Thus, relatively

few discretization points are needed to represent solutions which areC1 .

Because of these favorable convergence properties, spectral methods often outshine their

1Convergence is exponential for analyticu [Tad86].
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�nite di�erence counterparts. For example, spectral methods are used for large-scale

simulations of turbulence on GPU super-computers [YR20]. See Figure 12.1 for a simple

comparison in the case of 2D turbulence. This motivates us to start from spectral methods,

rather than �nite di�erence methods, and further improve them using machine learning.
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13
Learned split operators for

correcting spectral methods

Similarly to classical spectral numerical methods, we solve Equation (12.1) by representing

our state in a �nite Fourier basis as bu t and integrating forward in time. We model the

fully known di�erential operators D and N using a standard spectral method, denoted

Physics-Step. The machine learning component, denotedLearned-Correction( � ; � ), con-

tains tune-able parameters� which are optimized during training to match high-resolution

simulations.

Building upon traditional physics-based solvers, we use a simple explicit-Euler time inte-

grator for the correction term. This yields the following update equation:

bu t+1 = Physics-Step(bu t ) + h � Learned-Correction(bu t ; � ); (13.1)

where h 2 R is the time step size. Figure 13.1 presents a diagram of Equation (13.1)

applied to the Navier-Stokes equation.

107



Chapter 13. Learned split operators for correcting spectral methods

13.1 Convolutional layers for encoding the physical

prior of locality

For a small time steph, the solution at time t+ h only depends locally in space on the solution

at time t (within a dependency cone usually encoded by the Courant{Friedrichs{Lewy (CFL)

condition). Following previous work (see Sec. 11.1, Hybrid Physics-ML), we incorporate

this assumption into the machine learning component of our model using Convolutional

Neural Networks (CNN or ConvNet) which, by design, only learn local features. We now

provide a high-level view of our modeling choices:

Real-space vs. frequency-space. Since the Fourier basis is global, each coe�cientbu t
k

contains information from the full spatial domain as shown in Equation (12.2). Thus, in

order to maintain spatial features, which are local, we apply the ConvNet component of our

Neural Split Operator model in real-space. This is accomplished e�ciently via inverse-FFT

and FFT to map the signal back and forth between frequency- and real-space.

ConvNet Padding. In this work, we tackle problems with periodic boundary conditions.

This makes periodic padding a natural choice for the ConvNets.

Neural architecture. For both 1D and 2D problems we used an Encoder-Process-

Decoder (EPD) architecture [Sta+22]. This facilitates easier comparison to pure neural

network baselines. See Section 14.2 for a detailed description of EPD models and Section 16.3

for further information.

13.2 The split operator method for combining time

scales

Due to a variety of considerations | numerical stability, computational feasibility, etc.

| each term of a PDE often warrants its own time-advancing method. This motivates

split operator methods[Str68; MQ02], a popular tool for solving PDEs which combine

di�erent time integrators. In this work, we use the split operator approach to incorporate

the additional terms given by the neural network.
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b! t

Physics-Step b! t+1
Physics-Step

�h(v t
x ; v t

y)ifft fft

+ b! t+1

Velocity-Solve nn

Learned-Correction

Figure 13.1: Diagram summarizing our model described in Equation (13.1) for the 2D Navier-

Stokes equation. The input, vorticity b! t , is processed by two independent components-

{ Learned-Correctionand Physics-Step{operating at di�erent time-scales. The output of

Learned-Correctionis weighted byh, as in a basic �rst-order Euler stepping scheme, and

combined with the output of the Physics-Step to give the state at the next time step.

In the usual pattern of spectral methods,Physics-Stepitself is split into two components

corresponding to theD and N terms of Equation (12.1). TheD term of Physics-Step

is solved with a Crank-Nicolson method and theN part is solved using explicit 4th-

order Runge-Kutta, which e�ectively runs at a time-step ofh=4. The Learned-Correction

component is solved using a vanilla �rst-order Euler time-step with step sizeh, which when

compared to incorporating the learned component in the 4th-order Runge-Kutta solver, is

more accurate and has 4x faster runtime (see Ch. 14). Alternatively, omittingPhysics-Step

from Equation (13.1) gives a Neural ODE model [Che+18] with �rst-order time-stepping

which is precisely the EPD model described by Stachenfeld et al. [Sta+22]. This model

serves as a strong baseline as shown in Chapter 14.

13.3 Physics-based solvers for calculating neural-net

inputs

A �nal important consideration is the choice of input representation for the machine

learning model. We found that ML models operate better in velocity-space whereas

vorticity is the more suitable representation for the numerical solver. We were able to

improve accuracy by incorporating a physics-based data pre-processing step, e.g. a velocity-

solve operation, for the inputs of the neural network component Our overall model is

Learned-Correction= fft (nn(ifft (State-Transform( bu t )))), where nn is implemented a

periodic ConvNet. For our 1D test problems, State-Transform is the identity transformation,
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Figure 13.2: Diagram of our training pipeline. Starting with a high resolution initial

state, we run it forward using a high-resolution spectral solver. Then we downsample by

truncating higher frequencies in the Fourier representation. This can cause \ringing e�ects"

for which the standard approach is to apply a �ltering operator. Finally, we train a solver

to mimic this process as closely as possible, as measured in`2-loss.

but for 2D Navier-Stokes (depicted in Fig. 13.1) we perform a velocity-solve operation to

calculate velocity from vorticity. This turns out to be key modeling choice, as described in

Chapter 14.

13.4 Training and evaluation

Data preparation for spectral solvers. For ground truth data, we use fully resolved

simulations, which we then downsample to the coarse target resolution. Choosing the

downsampling procedure is a key decision for coarse-grained solvers [Fre+22]. In this work,

the fully resolved trajectories are �rst truncated to the target wavenumber (i.e., an ideal

low-pass �lter). Then, we apply an exponential �lter of the form ~uk = exp(� � jk=kmax j2p) buk ,

where ~uk denotes the �ltered �eld and k is the k-th wavenumber [Can+06]. We obtained

stable trajectories using a relatively weak �lter with � = 6 and p = 16. The exponential

�lter smooths discontinuities in the PDE solution, which otherwise manifest themselves

globally in real space as ringing artifacts known as Gibbs Phenomena [Can+06].

Filtering is also used to correct aliasing errors in spectral methods that arise when eval-

uating non-linear terms [GH01]. Ideally, �ltering for aliasing errors would be spatially

adaptive [Boy96]. In practice, however, �lters for both aliasing and truncation are often cho-

sen heuristically. While one might aspire to learn these heuristics from data, our attempts

at doing so were unsuccessful. In part this is because insu�ciently �ltered simulations will
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often entirely diverge rather than accumulate small errors. Thus, in addition to �ltering

the downsampled training data, we also used the exponential �lter on the outputs of

Physics-Stepof Equation (13.1) and consider this to be another component ofPhysics-Step.

Omitting this �ltering also resulted in global errors which were impossible for the learned

component to correct. Figure 13.2 summarizes our data generation pipeline, including

an explicit �ltering step. In Chapter 14, we present a failure mode on a model without

�ltering (see Fig. 14.2).

Training loss. We train our models to minimize the squared-error over some number

of unrolled prediction steps, which allows our model to account for compounding errors

[Um+20]. Let u(x; t ) denote our prediction at timet, then our training objective is given by

�
P

x;t � T ju(x; t ) � u(x; t )j2. The scaling constant� is chosen so that the loss of predicting

\no change" is one, i.e.� � 1 =
P

x;t � T ju(x; 0) � u(x; t )j2. Relative to the thousands of

time-steps over which we hope to simulate accurately, we unroll over a relatively small

number during training (e.g.,T = 32 for 2D turbulence) because training over long time

windows is less e�cient and less stable [Koc+21].

Measuring convergence. We seek to optimize the accuracy of coarse-grained simulations.

More speci�cally, we aim to make a coarse resolution simulation as similar as possible to a

high-resolution simulation which has been coarse-grained in post-processing. Following

Kochkov et al. [Koc+21], we measure convergence to a fully resolved, high-resolution

ground-truth at each time t in terms of mean absolute error (MAE), correlation, and time

until correlation is less than 0:95. MAE is de�ned as
P

x ju(x; t ) � u(x; t )j and correlation

is de�ned Corr[u(�; t); u(�; t)] =
P

x (u(x; t ) � u(x; t ))=(ku(x; t )k2ku(x; t )k2) (since our 
ows

have mean zero). Finally, we compute the �rst time step in which the correlation dips below

0:95, i.e.minf t j Corr[u(�; t); u(�; t)] < 0:95g. While MAE is precise up to 
oating point

precision, it is not readily interpretable. Whereas, correlation is less sensitive but more

interpretable. For this reason, we prefer to report correlation. This potential redundancy

is demonstrated in our experiment on the KS equation (Sec. 14.3), where we included both

MAE and correlation.

For the 2D Navier-Stokes equation, we only report correlation because it is su�cient.

For the unstable Burgers' equation, the situation was the opposite: We only reported

MAE because measuring correlation did not provide additional insight | all models had
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correlation values close to 1:0, whereas MAE was sensitive to the improved performance of

our method.
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14
Numerical Experiments

14.1 Model equations

We showcase our method using three model equations which capture many of the algorithmic

di�culties present in more complex systems: 1D Kuramoto{Sivashinsky (KS) equation,

1D unstable Burgers' equation, and 2D Kolmogorov 
ow, a variant of incompressible

Navier-Stokes with constant forcing.

The KS equation has smooth solutions which spectral methods are well-designed to solve.

Therefore, it is not surprising that, while our method does improve over spectral-only

methods, that improvement is not signi�cant. On the other hand, the unstable Burgers'

equation presents a test case in which classical spectral methods struggle due to the presence

of pseudo-singularities. Here, our method outperforms spectral-only methods. Finally,

with two-dimensional Kolmogorov 
ow, we demonstrate our method on a more realistic

problem. Kolmogorov 
ow exhibits multiscale behavior in addition to smooth, chaotic

dynamics. Without any modi�cation, spectral-only methods are already competitive with

the latest hybrid methods [Koc+21]. Similar to the 1D KS equation, our method is able to

provide some improvement in this case.
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14.2 Baselines

Our hybrid spectral-ML method naturally gives rise to two types of baselines: spectral-only

and ML-only. On all three equations, we compare to spectral-only at various resolutions,

e.g., \Spectral 32" refers to the spectral-only method with 32 grid points.

For Kolmogorov 
ow, we compare to two additional baselines: (1) the Encoder-Process-De-

coder (EPD) model [Sta+22], a state-of-the-art ML-only model, and (2) a �nite volume

method (FVM) as implemented by [Koc+21] | a standard numerical technique which

serves as an alternative to the spectral method.

The EPD architecture acts in three steps. First, the spatial state is embedded into a

high-dimensional space using a feed-forward neural network encoder architecture. Then,

either another feed-forward or a recurrent architecture is applied to process the embedded

state. Finally, the output of the process step is projected to back to the spatial state using

another feed-forward decoder module. This method has recently achieved state-of-the-art

on a wide range of one-, two-, and three-dimensional problems. For consistency, we used

an identical EPD model for the learned component of our model (Eq. (13.1)).

Finally, we included a second-order FVM on a staggered grid to illustrate the strength of

the spectral baselines. This gives context to compare to previous work in hybrid methods

[BS+19; Koc+21] which use this FVM model as a baseline.

We avoided extensive comparisons to classical subgrid modeling, such as Large Eddy

Simulation (LES) since LES is itself a nuanced class of methods with many tunable

parameters. Instead, our physics-only baselines are implicit LES models | a widely-used

and well-understood model class which serves as a consistent, parameter-free baseline.

In contrast, explicit sub-grid-scale models such as Smagorinsky models include tunable

parameters, with the optimal choice depending on the scenario of interest. Furthermore,

explicit LES models typically focus on matching the energy spectrum rather than minimizing

point-wise errors [LCT22].

14.3 Kuramoto-Sivashinsky (KS) equation

The Kuramoto-Sivashinsky (KS) equation is a model of unstable 
ame fronts. In the PDE

literature, it is a popular model system because it exhibits chaotic dynamics in only a
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single dimension. The KS equation is de�ned as

@tu = � u@xu � @4
x u � @2

x u: (14.1)

The three terms on the right hand side of this equation correspond to convection, hyper-

di�usion and anti-di�usion, which drives the system away from equilibrium.

Because solutions are smooth, spectral methods are able to capture the dynamics of the

KS equation extremely well. At a resolution of 64, the simulation is already e�ectively

converged to the limits of single precision arithmetic, i.e., it enjoys a perfect correlation

with a high-resolution ground truth.

Considering how well-suited spectral methods are for modeling this equation, it is remarkable

that our ML-Physics hybrid model is able to achieve any improvement at all. Looking

qualitatively at the left panel of Figure 14.1, there is a clear improvement over the spectral

32 baseline.

14.4 Unstable Burgers' equation

Burgers' equation is a simple one-dimensional non-linear PDE which is used as a toy model

of compressible 
uid dynamics. The characteristic behavior of Burgers' equation is that it

develops shock waves. Practitioners use this equation to test the accuracy of discretization

schemes near discontinuities.

Like turbulent 
ows, the behavior of Burgers' equation is dominated by the convection, but

unlike turbulent 
ows, it is not chaotic. Prior studies of ML applied to Burgers' equation

imposed random forcings [BS+19; Um+20], but due to the non-choatic nature of the

equation, discretization errors decay rather than compounding over time. Instead, we use

an unstable viscous Burgers' equation which slightly ampli�es low frequencies in order to

make the dynamics chaotic. Sakaguchi [Sak99] provides the following de�nition:

@tu = � u@xu + �@2
x u +

Z L

0
g(x � x0)@2

x u(x0)dx0 (14.2)

for viscosity � > 0 and domain sizeL. The three terms in this unstable Burgers' equation

correspond to convection, di�usion and a scale-selective ampli�cation of low-frequency

signals. The convolutiong(x � x0) ampli�es low frequencies, decaying smoothly to zero

as the frequency increases but is best described in the Fourier space, which we defer to

Section 16.1.
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Figure 14.1: Comparing our model to spectral-only baselines on the KS equation. The

spectral method is essentially converged to a 1024 ground truth model at a resolution of 64.

Vertical dashed line indicates the �rst time step in which our model's correlation with the

ground truth is less than 0.9. Our model is still able to some improvement over a coarse

resolution (Spectral 32) baseline.
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Figure 14.2: Comparing our model to spectral-only baselines on the unstable Burgers'

equation (Eq. (14.2)). Vertical dashed line indicates the �rst time step in which our model's

correlation with the ground truth is less than 0.9. Not only is our model stable unlike the

coarse (Spectral 32) baseline, it also performs on par with a medium-grain (128) baseline,

demonstrating a 4x improvement in spatial accuracy. If thePhysics-Stepcomponent of

Equation (13.1) does not include the exponential �lter as described in Section 13.4, the

Learned-Correction component diverges completely (Left panel, \No Filter").

Shock waves are notoriously di�cult to model using the Fourier basis because there are

discontinuities in the solution (Sec. 13.4). Due to the mixing of length scales introduced

by convection, these errors can quickly propagate to a�ect the overall dynamics. This

often results in instability at low resolutions, evidenced in our results (Fig. 14.2, resolution

32). While there are classical methods for addressing discontinuities, e.g. adding a hyper-

viscosity term, they often modify the underlying dynamics that they are trying to model.

The inadequacy of unaltered spectral methods for solving this problem explains why our

method is able to achieve approximately 4x improvement in spatial resolution over a

spectral baseline. Results are summarized in Figure 14.2.
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14.5. 2D turbulence

14.5 2D turbulence

We consider 2D turbulence described by the incompressible Navier-Stokes equation with

Kolmogorov forcing [Koc+21]. This equation can be written either in terms of a velocity

vector �eld v(x; y) = ( vx ; vy) or a scalar vorticity �eld ! := @xvy � @yvx [BE12]. Here we

use a vorticity formulation, which is most convenient for spectral methods and avoids the

need to separately enforce the incompressibility conditionr � v = 0. The equation is given

by

@t ! = � v � r ! + � r 2! � � ! + f; (14.3)

where the terms correspond to convection, di�usion, linear damping and a constant forcing

f (Sec. 16.2). The velocity vector �eld can be recovered from the vorticity �eld by

solving a Poisson equation�r 2 = ! for the stream function  and then using the

relation v(x; y) = ( @y ; � @x  ). This velocity-solve operation is computed via element-wise

multiplication and division in the Fourier basis.

For this example, we compared four types of models: spectral-only, FVM-only, EPD

(ML-only), and two types of hybrid methods: our split operator method and a nonlinear

term correction method. The ML models are all trained to minimize the error of predicted

velocities, which are obtained via a velocity-solve for the spectral-only, EPD and hybrid

models that use vorticity as their state representation. The nonlinear term correction

method uses a neural network to correct the inputs to the nonlinear termv � r ! and avoids

using classical correction techniques, e.g. the so-called three-over-two rule [Ors71].

Results are summarized in Figure 14.3. Comparing Spectral 128 to FVM 1024 we can see

that the spectral-only method, without any machine learning, already comes close to a

similar improvement. Thus, a ~2x improvement over the spectral-only baseline | achieved

by both the EPD and our hybrid model | is comparable to the ~8x improvement over

FVM achieved in Kochkov et al. [Koc+21] in which they used a hybrid ML-Physics model.

State representation. We compare three representations for inputs to neural networks

in our EPD and split-operator methods: velocity, vorticity, and velocity-vorticity concate-

nation. All models represent internal state with vorticity and learn corrections to vorticity,

with the exception of velocity-only EPD models. These models never compute vorticity |

they use velocity to represent state as well as learned corrections, thus matching previous

work by Kochkov et al. [Koc+21] and Stachenfeld et al. [Sta+22]. Interestingly, this
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Figure 14.3: Benchmarking our Neural Split Operator (ML Spl. Op.) to spectral-only

baselines and state-of-the-art ML-only, EPD model [Sta+22].Left: Visualizing model

states starting at the time when divergence begins to occur. At time step = 800, EPD,

Neural Split Operator model, and the high-resolution spectral-only 1024x1024 correlate

well. By time step = 900, both learned models have begun to decorrelate with the ground

truth albeit in di�erent ways. Right: Comparing model variants across di�erent random

initializations. On the y-axis we measure the time to the �rst time step with correlation<0.95

with the high-resolution spectral ground truth. Then we compared our model with the

EPD model across three data representation variations: velocity only (v), vorticity only ( ! )

and velocity-vorticity concatenation ((v; ! )) as well as with an Nonlinear Term Correction

model (N.L. Crrtn.). Shown here are the best performing models over �ve di�erent random

neural network parameter initializations.

velocity-only representation has the best performance across the board, particularly for the

fully learned EPD model, even outperforming velocity-vorticity concatenation (Fig. 14.3,

right panel).

The nonlinear term v � r ! in Equation (14.3) makes use of both vorticity and velocity

representations. This indicates that in order to model the dynamics, the network must

learn to solve for velocity | a global operation | making it challenging for a ConvNet

restricted to local convolutions to learn. In contrast, computing vorticity from velocity

only requires evaluating derivatives, which can be easily evaluated with local convolutions,

e.g., via �nite di�erences. This may explain the relatively-worse performance of Fourier

Neural Operators using the velocity-based representation of Stachenfeld et al. [Sta+22]

versus the vorticity-based representation of Li et al. [Li+21].
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14.5. 2D turbulence

Figure 14.4: Learning curves for selected models, showing evaluation metrics after di�erent

numbers of training steps on the held-out validation dataset. The training loss is evaluated

over the �rst 32 unrolled steps, whereas squared error is evaluated at 1024 steps (t = 7:2).

The latter better indicates the model performance we care about for predicting long

trajectories. Separate lines show learning curves for each of our �ve randomly initialized

training runs.

Full versus nonlinear-term-only correction. To understand the value of time-splitting

for the learned correction, we also performed an experiment where we instead incorporated

our ML model into the nonlinear part of Physics-Step(Eq. (13.1)). This entails solving the

convection term with the same 4th order explicit Runge-Kutta method used in the numerical

solver. Since velocity-space performed best with the split operator model, we also used it

here. The non-split learned correction has signi�cantly worse performance. Anecdotally,

we observed that training with high order Runge-Kutta methods was signi�cantly less

stable. Models were much less robust to small changes in learning rates and dilation

rates (Sec. 16.3) than models trained with �rst-order Runge-Kutta. We believe this may

be due to the increased di�culty of propagating gradients through a network which is

e�ectively four times deeper. Another possibility is that the polynomial approximation of

the high-order Runge-Kutta method introduces larger errors at the beginning of training

when the model is less accurate.

Analyzing learning curves. To further compare the merits of di�erent ML approaches,

we compare the learning curves for select models in Figure 14.4. First, we notice that

although our best EPD and hybrid models are similarly accurate once trained, the hybrid

models require drastically less compute to achieve �xed evaluation metrics. For example,

squared error of 2000 at 1024 time-steps requires only 3600 training steps for the median

ML split operator velocity model, versus 164 600 training steps for the EPD velocity model,
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corresponding to 4.4 versus 170 TPU-core hours.

These learning curves also reveal that our validation loss, in this case calculated over 32

unrolled time-steps, is not necessarily indicative of validation performance over much longer

unrolls. Although our models have never seen the exact validation data during training,

many of them are still able to \over�t" to the task of predicting short trajectories, at the

cost of generalization to long unrolls. We also observe that di�erent ML architectures

over�t to di�erent extents. In particular, pure ML models and models with access to

vorticity over�t more than our best hybrid model, the ML split operator with only velocity

inputs. The ML split operator with access to both velocity and vorticity is particularly

interesting, because it seems to undergo a phase transition at around 30 000 training

steps, with correlation for long unrolls dropping dramatically as the model shifts into the

\memorization" regime.
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Discussion

In this chapter, we demonstrated the potential of ML-augmented spectral solvers to improve

upon the accuracy of spectral-only methods. We also identi�ed several key physically

motivated modelling choices | velocity-representation, �rst-order time stepping to improve

sensitivity to hyperparameters, and the removal of global spatial artifacts | which improve

training for both ML-only and hybrid models. Pure ML models can match the accuracy of

hybrid models, but are considerably more expensive to train and show more indications of

over�tting.

Traditional spectral methods are powerful set of approaches for solving equations with

smooth, periodic solutions. It is yet unclear whether ML-based solvers can achieve

meaningful computational speed-ups over these strong baselines. In contrast to prior work

which showed computational speed-ups of up to 1-2 orders of magnitude over baseline

�nite volume [Koc+21] and �nite di�erence methods [LCT22], the roughly 2� decrease in

grid resolution for 2D turbulence with the ML split operator would only allow for at most

8� reduction in computational cost. However, our neural network for learned corrections

is about 10� slower than Physics-Step, which entirely counteracts this potential gain.

Small speed-ups might be obtained by using smaller networks or applying corrections

less frequently, but overall there is little potential for accelerating 2D turbulence beyond

traditional spectral solvers.

Hybrid ML-spectral methods may enjoy more signi�cant improvements on other problems.

Examples might include PDEs with less smooth solutions, such as 3D turbulence, where
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energy decays ask� 5=3 vs k� 3 in 2D [Pop00], and global atmospheric models, where

spectral methods do not achieve exponential convergence [Wil08]. Cases where the exact

governing equations are partially unknown, such as physical parameterizations for climate

models [BB18], also present an opportunity for hybridizing physical simulation with machine

learning components.
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16
Implementation details

16.1 Unstable Burgers

For convenience to the reader, we now provide the details of this equation as described in

Sakaguchi [Sak99]. Writing Equation (14.2) in Fourier space yields a convenient represen-

tation. Consider the k-th wavenumber:

@t buk = � (bg(k) + � )k2 buk + bfk (16.1)

wherebfk represents the contribution of the nonlinear term andbg is the Fourier transform of

the convolution g. Now we can simply letbg(k) = � :04e� 16k2
. (Note: In Sakaguchi [Sak99],

the authors simply de�ne g is Fourier space).

As shown in Figure 16.1, this de�nition forg ampli�es low wave numbers while damping high

wave numbers allowing for more complex dynamics than the original Burgers' Equation.

16.2 Data generation

All training data was generated using pseudospectral solvers. We split the linear and

nonlinear terms of the equation into implicit and explicit terms respectively, and used

a Crank-Nicolson time stepping scheme with low storage fourth order Runge-Kutta, as
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Figure 16.1: Plot of the scaling factor of the di�usion term in the Unstable Bergers'

equation for each wave numberk.

described in Appendix D.3 of Canuto et al. [Can+07]. Time step sizes were chosen

according to the Courant{Friedrichs{Lewy (CFD) condition on the simulation grid, and

are proportional increased for coarser simulations. Downsampling was then performed in

space (Sec. 13.4) and in time. High resolution trajectories were downsampled to the target

resolution (e.g.N = 32 or N = 64 grid points) using a block �lter in Fourier space. Gibbs

Phenomena were then removed from the downsampled trajectories using a low-pass �lter

as described in Section 13.4.

For simplicity, in Section 12.2 we assumed that the spatial domain ofu is [0; 2� ]. It is often

convenient to regard the KS Equation and unstable Burgers' as having a larger domain

since the domain size dictates the degree of chaos.

We generated data according to the following parameters:

124



16.2. Data generation

Kuramoto-Sivashinsky

� spatial domain: [0; 64], to match Bar-Sinai et al. [BS+19]

� number of samples: 16

� warmup time: 800:0

� simulation time: 800:0

� reference simulation grid: 1024

� reference simulation time step: 0:020 833 3

� � = 0:01

Unstable Burgers'

� spatial domain: [0; 40� ]

� number of samples: 16

� warmup time: 613:592

� simulation time: 50 000

� reference simulation grid: 1024

� reference simulation time step: 0:061 359 2

� � = 0:01
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2D turbulence (Kolmogorov Flow)

� spatial domain: [0; 2� ] � [0; 2� ]

� number of samples: 16

� warmup time: 40:0

� simulation time: 30:0

� reference simulation grid: 2048� 2048

� reference simulation time step: 0.00021914011

� � = 1.0 e� 3

� Drag � = 0:1

� Constant forcing f ((x; y)) = � k cos(ky) with

k = 4, which matches the velocity forcing from

[Koc+21] acting on vorticity.

For each set of parameters, we created a training and a validation dataset, which only

di�er in the random seed used to generate the initial conditions. All evaluation metrics are

reported on the held-out validation data.

16.3 Learned model con�gurations

We followed the general architecture for Encoder-Process-Decoder models described in

Stachenfeld et al. [Sta+22] but with di�erent hyperparameters for 1D and 2D equations.

Encoder and Decoder modules. The Encoder and Decoders modules consisted of a

single fully connected layer with kernel size = 5. For 1D models we used 128 channels and

for 2D models we used 64 channels.

Process module. The Process module consistent of residual blocks that uses dilated

convolutions [YK16], interspersed with ReLU nonlinearities. Dilation rates are written

as (1; 2), which denotes a two-layer network whose �rst layer has a dilation rate of one
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(e.g. no dilation), and second layer has dilation rate of two. For 1D models we used three

residual blocks and for 2D Kolmogorov 
ow we used two blocks.

For 1D models the Process module had three layers with kernel size = 3 and no dilation,

i.e. with rates (1; 1; 1).

For Kolmogorov 
ow, we also used kernel size = 3. We experimented with the following

dilation rates: (1; 2) and (1; 2; 4; 2; 1). For each of these, we tried the following learning

rates: [1e� 5; 5e� 4; 2.5 e� 4; 1.0 e� 4; 5.0 e� 3; 1.0 e� 3]. While di�erent models did seem to

prefer certain dilation con�gurations, there was no general pattern across all models. For

example, EPD with (1; 2) had the best performance whereas for our split operator method,

(1; 2; 4; 2; 1) had better performance.

Neural network parameter initialization. We also tested for the sensitivity to

neural network parameter initialization shown in Figure 12.1,Right. From the dilation

con�guration by learning rate sweep described above, we selected the best hyperparameter

setting then tried 5 di�erent random seeds for the neural network parameter initialization.

Layer biases were initialized to zero and layer weights were initialized by truncated normal

distributions.

Learning rates for 1D models. Generally, we found that performance was not signi�-

cantly a�ected by learning rate, once a stable learning rate was found.

Number of unroll steps. The number of unroll steps for Kolmogorov 
ow was set to

32, and for both KS equation 8 and unstable Burgers' it was set to 8.

Optimizer. All machine learning models were trained using the Adam optimizer with

� 1 = 0:9, � 2 = 0:99 and� = 1e� 8. Our 2D turbulence models use a global batch size of 64

and train for 5e5 optimization steps. Each model takes approximately 65 wall-clock hours

to train distributed across 8 TPU v4 cores.

Final model. Weights used for validation, including the learning curves plotted in

Figure 14.4, use an exponential moving average of weights from training, with decay

constant of 0.98.
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Input/output scaling. Models which usè 2-loss generally make a normality assumption

about error distribution. When this assumption is violated, the gradient of the parameters

is often too large at the beginning of learning resulting in unstable trajectories which are

impossible to recover from. To address this, we observed the scale of the errors with an

untrained model and then rescaled the outputs of theLearned-Correctioncomponent so

that the errors had variance one. Speci�cally, we used the following scales:

� KS equation: 0.5

� Unstable Burgers': 0.1

� Kolmogorov Flow: 0.01

We found that for Kolmogorov Flow, it also helped to scale the inputs to theLearned-Correction

term. We used a scale of 0.2 for all models on Kolmogorov Flow.
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