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Abstract

Over the last years, the number of internet of things (IoT) endpoint
devices has grown considerably and this trend is expected to augment
even more in the following decade. Such systems are small, mostly
battery powered, and consist of various sensors, a wireless tranmission
solution and a micro-controller unit (MCU). The varying application
requirements of such IoT systems ask for a programmable and scalable
solution, which o�ers performance capabilities ranging from a few
kOp/s to GOp/s. Further, such systems need to be low cost, energy
e�cient and consume only very few milliwatts. Today's systems often
consist of a low-power MCU with limited computing capabilities which
is mainly used for controlling tasks and not for data processing. Near-
sensor data processing on the other hand, allows for sensor fusion,
and feature extraction and can signi�cantly reduce the number of
transmitted bytes. We propose to use a programmable multi-core
system that is scalable in performance and energy e�ciency due to its
parallel architecture and the use of near-threshold (NT) operation.

This thesis focuses on the heart of this architecture, the process-
ing elements (PEs), which can be programmed to execute various
applications in parallel, or to jointly work on one single application.
To reach a higher performance, and a better energy e�ciency, a
RISC-V processor architecture has been designed, and extended with
new instructions typically present in more energy-e�cient digital sig-
nal processing (DSP) engines. Sensor data of less precision can be
processed on average 2.3� faster through single-instruction multiple-
data (SIMD) extensions, and the integration of the PEs in the multi-
core platform is optimized through prefetch bu�ers to reduce cache
contentions and instruction fetch costs.

vii



viii ABSTRACT

Further, the feasibility to support high-dynamic-range (HDR) arith-
metic in multi-core clusters is investigated through two number sys-
tems, the logarithmic number system (LNS) format and a traditional
IEEE-754 
oating point format. The former has been explored be-
cause complex operations such as multiplication, division, and square-
roots transform to simple integer operation in the logarithmic domain
and can be computed very energy e�cient. Additions and subtractions
translate to non-linear functions, which can be interpolated in a shared
unit. This LNS unit also allows to process other complex functions
like logarithms, and trigonometric functions allowing this system to
process non-linear kernels up to 4.1� more energy-e�cient than with
traditional 
oating-point units (FPUs).

Finally, a generalized sharing framework is introduced which al-
lows to share individual operators of various latencies in a cluster of
multiple PEs. A �ne-grained, shared FPU of 63 kGE, which supports
all RISC-V instructions, is integrated in an octa-core cluster, enabling
HDR arithmetic to all cores at diminishing costs. On a parallel seizure
detection application, it is shown that access contentions can be kept
below 2% which allows the shared unit to be scalable in performance
while minimizing the per core area overhead.

Implementing a four-core cluster in an advanced technology node
like 28 nm FD-SOI allows the PEs to achieve a top energy e�ciency
of 193 MOp/s per mW, which is signi�cantly more than commercially
available MCUs achieve, but scalable at the same time, driving the
platform ready to serve more complex IoT systems which will require
more and more HDR arithmetic.



Zusammenfassung

In den letzten Jahren ist die Anzahl kleiner Endger•ate f•ur das In-
ternet der Dinge (IoT) stark gewachsen und dieser Trend wird sich
auch in den n•achsten Jahren fortsetzen. Solche Ger•ate sind typischer-
weise klein, batteriebetrieben und bestehen aus mehrere Sensoren,
einer drahtlosen Datenverbindung, und einem kleinen Mikroprozes-
sor (MCU), welcher die verschiedenen Einheiten kontrolliert. Damit
solche Systeme marktf•ahig sind, ist es besonders wichtig, dass sie
kosteng•unstig sind und nur wenige Milliwatt an Leistung verbrauchen.
Des Weiteren sollten sie programmierbar und skalierbar sein, damit
man die gleichen Systeme f•ur ganz unterschiedliche IoT-Applikationen
gebrauchen kann, egal ob nur wenige tausend ( kOp/s) oder mehrere
Milliarden ( GOp/s) Operationen pro Sekunde verarbeiten werden
m•ussen. Heutigen Systeme bestehen oft aus einem Mikrocontroller,
welcher wenig Strom verbraucht, aber auch nur wenig Leistung bie-
tet, so dass Daten oft an einen Server geschickt werden um sie zu
verarbeiten. Um Daten direkt beim Sensor zu verarbeiten und nur
die essentiellen Daten weiterzuschicken, schlagen wir vor, ein pro-
grammierbares Multi-Core-System zu verwenden, das aufgrund seiner
parallelen Architektur skalierbar ist. Des Weiteren schlagen wir vor
die Transistoren bei verringerter Versorgungsspannung zu betreiben
was eine energiee�zientere Datenverarbeitung erm•oglicht.

Diese Arbeit konzentriert sich auf das Herz eines solchen Multi-
Core Systems, den Verarbeitungseinheiten (PEs), die programmiert
werden k•onnen, um verschiedene Anwendungen parallel auszuf•uhren
oder gemeinsam an einer einzigen Anwendung zu arbeiten. Um eine
h•ohere Leistung und eine bessere Energiee�zienz zu erreichen, wur-
de eine Mikroarchitektur basierend auf dem RISC-V Instruktionssatz

ix
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entworfen und mit neuen Instruktionen erweitert, die typischerweise
in energiee�zienteren Signalverarbeitungsprozessoren (DSPs) vorhan-
den sind. Sensordaten von geringerer Pr•azision k•onnen durch neue In-
struktionen, die bis zu vier Datenelemente parallel verarbeiten (SIMD
Erweiterungen), im Durchschnitt um 2.3� schneller verarbeitet wer-
den. Die Integration dieser Prozessoren ins Multi-Core System wurde
mittels zus•atzlichen Instruktionsbu�ern optimiert um Cache Kon
ikte
zu reduzieren.

Dar•uber hinaus wird mittels zweier Zahlensysteme untersucht wie
ein solches Multi-Core System zu erweitern ist, damit auch Operatio-
nen, welche einen gr•osseren dynamischen Bereich (HDR) ben•otigen,
e�zient verarbeitet werden k •onnen. Neben einer traditionellen Fliess-
kommaeinheit (FPU), wurde ein logarithmisches Format erforscht, in
welchem sich komplexe Operationen wie Multiplikationen, Divisionen
und Quadratwurzeln zu ganzzahlige Operation vereinfachen, welche
sehr energiee�zient berechnet werden k•onnen. Additionen und Sub-
traktionen werden jedoch zu nichtlinearen Funktionen, die interpoliert
werden m•ussen. Ein solcher Interpolator kann zwischen allen PEs
geteilt werden und erm•oglicht es andere komplexe Funktionen wie
Logarithmen und trigonometrische Funktionen zu berechnen. Dies
erm•oglicht einem solchen System nichtlineare Funktionen bis zu 4.1�
energiee�zienter als mit einer FPU zu verarbeiten.

Schliesslich wird der gemeinsame Gebrauch solcher Erweiterungs-
einheiten, welcher es erlaubt Operationen verschiedener Latenzen in
einem Cluster von mehreren PEs zu teilen, studiert. In einem acht-
core Cluster ben•otigt eine solch feingeteilte FPU 63 kGE um alle
RISC-V Instruktionen zu unterst •utzen, und somit allen PEs den Ge-
brauch von HDR Arithmetik zu erm •oglichen. Anhand einer paral-
lellen Anwendung zur Erkennung epileptischer Anf•alle wird gezeigt,
dass Kon
ikte in weniger als 2% auftreten, auch wenn bis zu acht
Prozessoren auf die gleiche Einheit zugreifen.

Die Implementierung eines vier-core Clusters in einem fortschrittli-
chen Technologieknoten wie 28 nm FD-SOI erm•oglicht es den PEs eine
Energiee�zienz von 193 MOp/s pro mW zu erreichen, was deutlich
mehr ist als kommerziell verf•ugbare MCUs erreichen. Gleichzeitig ist
das Multi-Core System skalierbar und erm•oglicht es zuk•unftigen Ap-
plikationen auch energiee�ziente HDR Operationen zu nutzen welche
f•ur eine komplexere Signalverarbeitung gebraucht werden.
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Chapter 1

Introduction

In the last decade, we have been exposed to an increasing demand for
small, and battery-powered internet of things (IoT) endpoint devices
that are controlled by a micro-controller unit (MCU), interact with
the environment through sensors, and communicate over a low-power
wireless channel. Such IoT endpoint devices can be used in many dif-
ferent application scenarios ranging from smart cities (e.g. automatic
tra�c control), over smart environment (e.g. air/water pollution
observation), smart agriculture (e.g. in wine-yards to improve the
wine quality through monitoring of the grapes sugar level), smart
metering (e.g. smart grid) to retail and logistics (e.g. localization and
tracking of items), smart homes (e.g. automatic light control), and
health care (e.g. patient/sportsman health observation) [1, 2]. Such
devices have in common that they all require ultra-low-power (ULP)
circuits, which interact with the environment, do some processing
to interact with the environment or to send data over a wireless or
wired communication channel to the end-user for further data analysis
and action control. It is expected that the demand for sensors and
processing platforms in the IoT segment will shoot up over the next
years and become a very big market [3].

Figure 1.1 depicts a typical pipeline of such IoT systems consisting
of di�erent sensors, processing solutions, and wireless transmissions
protocols. Depending on the application scenario a di�erent combi-
nation of sensors, processing platform, and transmission protocol is

1
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required. Today, most applications require only lightweight processing
and control, which can be realized with a low-power MCU. However,
as the increasing amount of sensors in IoT platforms allows for sensor
fusion, signal processing becomes more demanding in performance and
is often o�oaded to the cloud at the cost of additional transmission
costs. As the power of wireless (and wired) communication from the
endpoint to the higher level nodes in the IoT hierarchy is still dom-
inating the overall power budget [4], it is highly desirable to reduce
the amount of transmitted data by doing more complex near-sensor
processing such as feature extraction, recognition, or classi�cations
[5]. A simple MCU is very e�cient for controlling purposes and
light-weight processing, but not powerful nor e�cient enough to run
more complex algorithms on parallel sensor data streams [6]. Since
endpoint devices are often untethered, they must be very inexpen-
sive to maintain and operate, which requires ULP operation. In
addition, such devices should be scalable in performance and energy
e�ciency because bandwidth requirements vary from electrocardio-
gram (ECG) sensors to cameras, to microphone arrays and so does
the required processing power. Image processing requirements can
easily exceed 1 GOp/s as for feature tracking [7], sound processing
such as speech recognition also requires processing capabilities in the
range of 100 MOp/s [8], and so does classi�cation of bio signals [9]
and Kalman �ltering of inertial measurement units (IMUs) for foot
mounted inertial navigation [10] . Sensor fusion even increases the
processing demands, which a simple MCU cannot handle anymore.
For wearable and implantable systems, the size of these system-on-a-
chips (SoCs) is also a major requirement. Technology scaling allows
integrating more and more transistors at no additional total area
requirement for the digital circuit. However, since the battery is
typically dominating the required area, ULP operation and high-
energy e�ciency are key ingredients for small, and long-lasting IoT
systems. The focus of this thesis is on the development of a processing
platform, which is scalable, energy e�cient and can be used for a large
number of diverse IoT applications.
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Figure 1.1: Typical IoT pipeline consisting of several sensors, one or
multiple processing elements, and a transmission standard.

1.1 Energy-E�cient Processing

MCUs are typically used for lightweight processing and controlling,
but not for signal-processing intense workloads. However, on-chip,
near-sensor processing allows to cut transmission costs, as only inter-
esting data, e.g. an extracted feature, has to be transmitted. More-
over, since digital circuits become more and more e�cient with recent
advances in technology, it becomes a�ordable to do more complex
processing on the node itself.

Fully programmable multi-core architectures which are used in
mobile phones and the like o�er great performance of multiple GOp/s,
but at the same time also consume a couple of 100 mW which drain the
battery rather quick and are therefore not suitable for the IoT market.
A fully programmable, energy-e�cient, and scalable platform with a
throughput ranging from a couple of kOp/s to a few GOp/s and at
the same time only consuming up to one mW is a desirable platform
to have.

1.1.1 Near-Threshold Operation

ULP operations can be achieved by exploiting the near-threshold
(NT) voltage regime where transistors become more energy e�cient
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[11]. Operating near the maximum energy point, which is near the
transistor threshold voltage, is slower than at nominal voltage, but
consumes roughly quadratically less power. At the maximum energy
point, it is important to note that the contribution of leakage power
is signi�cantly higher than at nominal voltage, which means that it
can make sense to time-multiplex functional units instead of repli-
cating them and paying the leakage for every unit [12]. The loss
in performance (frequency) in NT operation can be compensated by
exploiting parallel computing. Such systems can outperform single-
core equivalents due to the fact that they can operate at a lower
supply voltage to achieve the same throughput [13]. One limiting
factor in decreasing the supply voltage are memories, which are not
always operational down to the threshold voltage of transistors. The
introduction of standard cell memorys (SCMs) on the other hand
allows for NT operation and consume fewer milliwatts at the price of
additional area [14].

1.1.2 Parallel Processing

A major challenge when moving toward a multi-core architecture is
the memory hierarchy. Low-power MCUs typically fetch data and
instructions from single-ported dedicated memories. Such a simple
memory con�guration is not adequate for a multi-core system, but on
the other hand, complex multi-core cache hierarchies are not compat-
ible with extremely tight power budgets. Scratchpad memories o�er
a good alternative to data caches as they are smaller and cheaper
to access [15]. Another advantage is that such a tightly-coupled
data-memory (TCDM) can be shared in a multi-core system and allow
the processing elements (PEs) to work on the same data structure
without coherency hardware overhead. Data management in explicitly
shared memories are best done best with dedicated hardware units
that can be programmed to move data back and forth very e�ciently.

Parallel computation in combination with shared tightly-coupled
data memories without coherency overhead can be used to compensate
for performance losses at lower supply voltages while still being energy
e�cient, but at the same time also scalable as single cores can be
turned on and o�. To build such a cluster of multiple single and
energy-e�cient cores, it is not just enough to put together multiple
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MCUs, but it is important to optimize paths from and to the memory
hierarchy as these are the critical paths and have to be carefully
optimized for an integration in a ULP multi-core cluster. For such
an IoT core, an open source instruction set architecture (ISA) is a
desirable starting point, as it can potentially decrease dependencies
from a single intelectual property (IP) provider and cut cost, while
at the same time allowing freedom for application-speci�c ISA exten-
sions. Therefore, this thesis focuses on building a micro-architecture
based on a open source ISA, namely the OpenRISC [16] and the
RISC-V architecture, [17] which achieve similar performance and code
density to state-of-the-art MCUs based on a proprietary ISAs, such
as cores from the ARM Cortex M series. To further improve the
energy e�ciency of cores in tightly-coupled clusters, the cores have
to be optimized with speci�c ISA extensions, and enhanced with
special hardware blocks which decrease the number of contentions
when accessing shared resources such as the shared memory, or cache.

1.2 Improving Energy E�ciency

There are two ways of improving the energy e�ciency of an archi-
tecture. First, by reducing its power consumption, and second, by
increasing the throughput. Power consumption however, can often
not be reduced by orders of magnitude, which is why we mainly focus
on increasing the throughput, while keeping the power consumption
under control. The throughput can either be increased with a higher
frequency, or by increasing the amount of work done in one cycle.
Increasing the frequency however, also directly in
uences the dynamic
power consumption and is therefore not helping, and only working
to a certain limit that is de�ned by the critical path of the cluster
architecture and the technology.

1.2.1 SIMD Capabilities

Since typical sensor data from analog-to-digital converters (ADCs)
use 16b or less, it is possible to enhance the instruction set of pro-
grammable cores with single-instruction multiple-data (SIMD) opera-
tions, similar as in typical digital signal processing (DSP) engines.



6 CHAPTER 1. INTRODUCTION

Another approach is to equip a single core with more computing
capabilities through a separate DSP engine which can be used for
more intensive signal processing kernels as proposed by Zhang et al.
who have equipped a MCU with such a DSP and show that the heart
rate of an ECG signal can be more e�ciently extracted [18]. Such DSP
engines indeed achieve a very high signal processing performance, but
are less e�cient in processing general-purpose code and also harder
to program.

1.2.2 Hardware Accelerator

Yet another solution is the addition of dedicated hardware accelerators
as proposed in a biomedical platform for seizure detection where it is
shown that the dedicated hardware block is used to compute fast
fourier transforms (FFTs) more e�ciently [19]. Such heterogeneous
architectures often o�er superior performance, but are also very spe-
cialized platforms and not 
exible, scalable nor easy to program as
processors.

1.2.3 ISA Extensions

To quantify the number of work per cycle, an instructions per clock
(IPC) metric is often used. Maximizing IPC increases the throughput,
but is not the only way of enhancing performance, as new, more
powerful instructions can be added to replace others. One way is
to extend an ISA with new instructions which allow to perform more
work per cycle or e�ciently replace other instructions by more ef-
�cient ones. One popular solution to accelerate applications in a
speci�c domain while maintaining full programmability is the use of
application-speci�c instruction-set processors (ASIPs).

Figure 1.2 shows 
exibility versus performance trade-o�s of known
compute architectures, and summarizes which concepts can be used
to build an energy-e�cient and scalable architecture for IoT sys-
tems. Increasing the throughput of a PE not only allows to accelerate
applications, but also allows for duty cycling and more aggressive
power saving methods such as power gating of the complete platform
which becomes more important in NT operation as leakage power
contributes more to the total power consumption than at nominal
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Figure 1.2: Flexibility versus performance of processing systems
and interesting concepts to enhance the energy e�ciency of an IoT
platform.

voltage. Leakage power reduction methods are not studied in this
thesis, but the area consumption of the core architecture and its ISA
extensions was kept as small as possible as every additional transistor
contributes to leakage.

1.3 Required Number Formats

Low power MCUs often only support pure integer operation, which
is not su�cient for compute intensive signal processing. To process
sensor data at low cost, �xed-point arithmetic is used which can be
implemented either with pure integer operations, or with dedicated
instructions for rounding and normalization. However, for some ap-
plications (e.g. classi�cation [20,21], vision applications like detection
[22], simultaneous localization and mapping (SLAM) [23] or camera
pose estimation [24]) �xed-point arithmetic is not su�cient as they
require a high-dynamic-range (HDR). In addition, new algorithms are
usually �rst developed for general-purpose computing systems (PCs,
workstations) assuming HDR arithmetic. Porting these algorithms to
integer or �xed-point arithmetic is a labor-intensive and technically
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challenging task which requires extensive test and veri�cation [25].
Hence, there is a trend toward supporting HDR arithmetic, currently
in the form of single-precision 
oating-point (FP), also in low-power
micro-controllers, such as the ARM Cortex M4F which integrates an
optional 
oating-point unit (FPU). Unfortunately, it is well known
that FP operations are more energy hungry than �xed-point arith-
metic, which is why it is not straightforward to support FP arithmetic
in low-power systems.

1.4 Contributions and Publications

The most important contributions as part of this thesis can be sum-
marized as follows:

1. An energy-e�cient RISC-V core has been designed and opti-
mized for the integration in an ultra-low power cluster with
tightly coupled data memories. Instruction fetch and data in-
terfaces have been extended with prefetch bu�ers to maximize
IPC, as well as keeping the frequency high.

2. The core architecture has been extended with ISA extensions
to speed up general-purpose computations thanks to hardware
loops, post-incrementing addressing modes. Further, typical
sensor data processing is optimized with dedicated �xed-point
instructions and SIMD support.

3. A logarithmic number system has been explored in the context
of tightly-coupled processor cluster where it can be realized with
one shared unit. This shared unit is especially powerful to accel-
erate complex function kernels thanks to a function interpolator,
which is used to compute non-linear additions and subtraction
but can be reused to also handle more complex functions like
logarithms, exponentiations and trigonometric functions.

4. A general framework to share expensive ISA extensions in a clus-
ter of multiple cores. This framework allows to better amortize
execution units by sharing them among multiple cores. This
�ne grained sharing concept not only allows to increase the
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utilization of the units, but also to minimize the total number of
hardware resources in a cluster while providing each core with
the desired functionality.

5. A cluster architecture consisting of the proposed RISC-V cores
and several shared PEs. This parallel ultra-low power (PULP)
cluster ultimately achieves energy e�ciencies when operating in
NT region in the range of 5 - 10 pJ/op for integer, �xed-point,
and 
oating-point operations.

The content of this thesis and the main contributions, except for
the sharing framework of Chapter 5, are published to a large extend
in the following conference and journal papers.

[26] M. Gautschi, D. Rossi, and L. Benini, \Customizing an open
source processor to �t in an ultra-low power cluster with a
shared L1 memory", GLSVLSI, pp. 87{88, 2014

[27] M. Gautschi et al., \SIR10US: A tightly coupled elliptic-curve
cryptography co-processor for the OpenRISC", ASAP, pp. 25{
29, 2014

[28] M. Gautschi et al., \Tailoring Instruction-Set Extensions for
an Ultra-Low Power Tightly-Coupled Cluster of OpenRISC Cores",
IEEE VLSI-SoC, pp. 25{30, 2015

[29] M. Gautschi et al., \A near-threshold RISC-V core with DSP
extensions for scalable IoT Endpoint Devices", IEEE Trans.
Very Large Scale Integr. Syst., vol. PP, no. 99, pp. 1{14, 2017

[30] M. Gautschi, M. Scha�ner, F.K. Gurkaynak and L. Benini,
\A 65nm CMOS 6.4-to-29.2pJ/FLOP0.8V shared logarithmic

oating point unit for acceleration of nonlinear function kernels
in a tightly coupled processor cluster", Dig. Tech. Pap. - IEEE
Int. Solid-State Circuits Conf., vol. 59, pp. 82{83, 2016

[31] M. Gautschi, M. Scha�ner, F.K. Gurkaynak and L. Benini,
\An Extended Shared Logarithmic Unit for Nonlinear Func-
tion Kernel Acceleration in a 65-nm CMOS Multicore Cluster" ,
IEEE J. Solid-State Circuits, vol. 52, no. 1, pp. 98{112, 2017
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[32] M. Scha�ner, M. Gautschi , F.K. Gurkaynak and L. Benini,
\Accuracy and Performance Trade-O�s of Logarithmic Number
Units in Multi-Core Clusters" , IEEE ARITH, pp. 95{103, 2016

The RISC-V core architecture and its extensions of Chapter 3 are
published in [28, 29] whereas [26, 27] explain early results of using
the OpenRISC architecture and are not further covered in this thesis.
The shared logarithmic number unit (LNU) project of Chapter 4 has
been carried out in equal parts with Michael Scha�ner. He designed
the LNU and I integrated it in the multi-core platform, performed
simulations, and measurements of the full system. Chapter 4 mainly
originates from the publications [30, 31] but also covers parts about
approximate LNUs from [32]. Further, silicon measurements of the
full platform in 28 nm FD-SOI have been published (as co-author) in
the following publications, and are used in this thesis.

[33] D. Rossi, A. Pullini, I. Loi,M. Gautschi et al., \193 MOPS/mW
162 MOPS, 0.32 V to 1.15 V Voltage Range Multi-Core Accel-
erator for Energy-E�cient Parallel and Sequential Digital Pro-
cessing", Cool Chips, pp. 1{3, 2016

[34] D. Rossi, A. Pullini, I. Loi, M. Gautschi et al., \A 60 GOPS/W,
-1.8 V to 0.9 V body bias ULP cluster in 28 nm UTBB FD-SOI
technology", Solid. State. Electron., vol. 117, pp. 170{184,
2016

During the time of this thesis the core architecture was open
sourced as part of the Pulpino project which was developed by An-
dreas Traber. It is a single-core version of the PULP platform which
can be used as a freely available, energy-e�cient micro-controller with
decent compute capabilities, or as a platform for fast prototyping of
new ISA extensions. The platform as well as the core architecture are
available on GitHub:

Pulpino: https://github.com/pulp-platform/pulpino

The core architecture of this release contains all extensions pre-
sented in Chapter 3 and was also published in [29]. Other ISA exten-
sions like the ones from Chapter 4 have been developed on an older
OpenRISC architecture.

https://github.com/pulp-platform/pulpino
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1.5 Outline of this Thesis

This thesis is organized as follows. Chapter 2 summarizes existing
low-power and energy-e�cient platforms as well as di�erent ways of
acceleration to increase the performance and energy e�ciency. The
multi-core evaluation platform which is used throughout this thesis
that combines di�erent computing paradigms from existing archi-
tectures to increase the energy e�ciency for a programmable IoT
platform is introduced. Chapter 3 then discusses the development of
the core architecture for this platform and introduces several general-
purpose ISA extensions to increase the e�ciency of the platform. In
Chapter 4 the need for HDR is addressed and explored through a non-
standard number format, the logarithmic number system. Finally,
Chapter 5 combines the RISC-V core architecture of Chapter 3 with
traditional 
oating point extensions, and with the sharing concept
of Chapter 4 to provide a �ne-grained sharing framework to better
amortize expensive ISA extensions in tightly-coupled clusters. A sum-
mary of the most important �ndings and conclusions are provided in
Chapter 6.





Chapter 2

Background and
Preliminaries

This chapter introduces existing energy-e�cient processing architec-
tures, which can be used for signal processing and controlling in IoT
endpoint devices. We also brie
y review di�erent number formats
from �xed-point to HDR arithmetic. In the end, we provide prelimi-
nary information about the multi-core evaluation platform for which
the PEs and extensions are designed.

2.1 Processing Architectures

To build an energy-e�cient platform for the IoT market, to enable
sensor fusion, and near-sensor processing, a very e�cient processing
platform which is capable of delivering a throughput in the range of
a few kOp/s to GOp/s, supporting HDR arithmetic, and achieving
energy e�ciencies in the range of 1 - 10 pJ/op is required. In addition,
the platform has to be programmable to enable a wide range of diverse
applications. Figure 2.1 summarizes the most e�cient architectures
(MCUs, DSPs, Multi-Core, and very long instruction word (VLIW)

13
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Figure 2.1: Energy per operation for di�erent processing architectures.
Cortex M4 numbers only include core power, commercial MCUs also
include power for converters, peripherals, etc.

architectures) from the literature, and compares its energy per opera-
tion1. The most e�cient architectures operate near the threshold volt-
age of transistors and are either DSPs, 16b RISC cores, or con�gurable
hardware units like the SIMD vector engine presented in [35]. 32b
core architectures do not achieve energy e�ciencies below 10 pJ/op
and the need for HDR arithmetic puts additional strain on the design
of such an architecture. Indeed, no core architecture with support
for HDR arithmetic achieves e�ciencies in the range of 10 pJ/op.
Nevertheless, a few architectures with very good e�ciencies exist,
and will be reviewed in the following starting with micro-controllers,
which o�er low to medium throughput, followed by more complex data
parallel architectures like DSPs, full hardware accelerators, multi-core
architectures, and ASIPs.

1 pJ/op, pJ/cycle, µW/ MHz, MOPS/ mW, numbers of the systems have been
used to compute pJ/op. The frequency has been multiplied by the IPC to compute
the number of operations per second. If not known, an IPC of 1 for reduced
instruction set computing (RISC) architectures, and 4 and 8 for 4- and 8-issue
machines is assumed.
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2.1.1 Energy-E�cient Micro-Controllers

The majority of IoT endpoint devices use single-core MCUs for con-
trolling and light-weight processing. Single-issue in-order RISC core
with a high IPC are typically more energy e�cient as no opera-
tions have to be repeated due to mispredictions and speculation [49].
Commercial products often use ARM processors from the Cortex-M
families [47, 50, 51] which work above the threshold voltage. Smart
peripheral control, power managers and combination with non-volatile
memories allow these systems to consume only tens of milliwatts in
active state, and a few microwatts in sleep mode. In this thesis, we
will focus on active power and energy minimization. Idle and sleep
reduction techniques are surveyed in [52].
Several MCUs in the academic domain and a few commercial ones
exploit the use of near-threshold operation to achieve energy e�cien-
cies in active state down to 10 pJ/op [44, 47]. Bol et al. show for a
16b NT-operating core that energy e�ciencies of 7µW/ MHz (7 pJ/op
assuming an IPC of 1) can be achieved, which is 6:8� less than at
nominal voltage [45]. These designs take advantage of standard cells
and memories, which are functional at very low voltages. It is even
possible to operate in the sub-threshold regime and achieve excellent
energy e�ciencies of 2.6 pJ/op at 320 mV and 833 kHz [39]. Such
systems can consume well below 1 mW active power, but reach their
limit when more than a few MOp/s of computing power is required
as for near-sensor processing for IoT endpoint devices.

2.1.2 Data Parallel Architectures and DSPs

One way to increase performance while maintaining power in the
milliwatts range is to use DSPs which make use of several optimiza-
tions for data intensive kernels such as parallelism through VLIW and
specialized memory architectures. Low-power VLIW DSPs operating
in the range of 3.6 - 587 MHz where the chip consumes 720µW to
113 mW have been proposed [40]. It is also possible to achieve energy
e�ciencies in the range of a couple of pJ/op. Wilson et al. designed a
VLIW DSP for embedded Fmax tracking with only 62 pJ/op at 0.53 V
[37], and a 16b low-power �xed-point DSP with only about 5 pJ/op has
been proposed by Le et al. [41]. DSPs typically have zero overhead
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loops to eliminate branch overheads and can execute operations in
parallel, but are harder to program than general-purpose processors.
In this thesis we borrow several ideas from the DSP domain, but
we still maintain complete compatibility with the streamlined and
clean load-store RISC-V ISA with Harvard memory access, and full
C-compiler support (no assembly level optimization needed).

There is also a trend to support SIMD operations in programmable
cores to process sensor data more e�ciently as resolutions from ADCs
are typically below 16b. The ARM Cortex M4 for example supports
DSP functionalities while remaining energy e�cient (32.8 µW/ MHz
in 90 nm low power technology [48]). The instruction set contains
DSP instructions that o�er a higher throughput as multiple data
elements can be processed in parallel. ARM even provides a Cortex-
M software interface standard (CMSIS) DSP library which contains
several functions which are optimized with builtins [48]. Performance
can for example be increased with a dot-product instruction which
accumulates two 16b� 16b multiplication results in a single cycle. Such
dot-product operations are suitable for media processing applications
[53] and even versions with 8b inputs can be implemented [54] and lead
to high speedups. While 16b dot-products are supported by ARM,
the 8b equivalent is not.

2.1.3 Hardware Accelerators

Dedicated hardware accelerators, coupled with a simple processor for
control, can be used for speci�c tasks o�ering the ultimate energy
e�ciency. As an example, a battery-powered multi-sensor acquisi-
tion system which is controlled by an ARM Cortex M0 and contains
hardware accelerators for heart rate detection has been proposed by
Konijnenburg et al. [6]. Ickes et al. propose another system with
FFT and �nite impule response (FIR) �lter accelerators which are
controlled by a 16b CPU and achieves an energy e�ciency of 10 pJ/op
at 0.45 V [44]. In a medical platform for seizure detection a FFT ac-
celerator has been integrated next to a ARM Cortex M3 which allows
to detect seizures 30� more e�cient due to NT operation and the
use of a hardware accelerator [19]. Also convolutional engines [55{57]
which outperform general-purpose architectures have been reported.
Hardwired accelerators are great to speedup certain tasks and can be
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a great improvement to a general-purpose system as described in [57].
However, since there is no standard to interface such accelerators, and
the fact that such systems cannot be scaled up, prompts us to explore
a scalable multi-core platform which covers all kind of processing
demands and is fully programmable.

2.1.4 Multi-Core Architectures

NXP, Texas Instruments and other vendors o�er heterogeneous dual-
core MCUs featuring decoupled execution of an extremely energy-
e�cient Cortex M0+ for control tasks, and a Cortex M3 or M4 for
computationally-intensive kernels [51,58]. Such systems are not scal-
able in terms of memory hierarchy, and the number of cores as they are
embedded in their own subsystems and M0+ cannot run M3/4 exe-
cutables. A few multi-core platforms have already been proposed. E.g.
Neves et al. proposed a multi-core system with SIMD capabilities for
biomedical sensors [59] and Hsu et al. implemented a re-con�gurable
SIMD vector machine which is very powerful, energy e�cient and
scalable in performance [35]. Both are specialized processors which
are not general purpose, but optimized for a speci�c domain and
very di�cult to program e�ciently in C. A very powerful multi-
core architecture consisting of 64 cores operating near the threshold
voltage has been proposed by [36]. The system is designed for high
performance computing and its power consumption is in the range of
a couple of hundreds milliwatts and not suitable for IoT applications.

The more advanced memory hierarchy and coherency overhead
in multi-core architecture as well as support for out-of-order (OoO)
execution make such systems more complex and increase the power
consumption [60]. This prevents them from being candidates for
IoT endpoint devices, as such systems need to be scalable in energy
e�ciency and performance.

2.1.5 ASIPs

Another class of processors are ASIPs, which are customized with spe-
cial instructions to speedup applications in a speci�c domain. Many
di�erent ASIPs have been proposed in the literature. Gonzales et al.
propose the Tensilica framework which allows to pro�le applications
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and replace certain functions with hardware blocks which can be called
with an intrinsic [61]. Popular application speci�c extensions can be
found in the �eld of multimedia processing (�ltering, transformations,
encoding, decoding, compression) [62] and cryptographic extensions
[63, 64]. Sampson et al. promote the concept of hardware software
co-design which can also be combined with approximate computing
by supporting approximate functions through ISA extensions [65].

The problem of ASIPs is often that they are specialized for a
speci�c domain and market, and are therefore produced in less volume,
which increases their costs. General-purpose ISA extensions which can
accelerate a broader spectrum of application domains are therefore
preferable. But ISA extensions not only allow for a faster and more
e�cient execution, but in general also decrease the code size which
is a nice side e�ect because it decreases the amount of instruction
cache misses as a study by Lopes et al. shows when evaluating ISA
extensions for a SPARC architecture [66].

2.2 Di�erent Number Formats

Apart from pure integer instructions which are in every base in-
struction set, ISAs often support di�erent number formats for signal
processing such as �xed- and 
oating-point arithmetic.

2.2.1 Fixed-Point and High-Dynamic-Range Arith-
metic

While �xed-point arithmetic can be implemented with integer in-
structions only, it can be more e�ciently supported with additional
instructions for rounding, normalization and saturation. Fixed-point
numbers are usually expressed in the Q-format which consists of a
sign, an integer part and a fractional part [67]. Compiler are often not
directly supporting �xed-point support, which is why HDR formats
are much more common. However, there are many applications, espe-
cially in the embedded world, which do not need the dynamic range
of a 
oating point format and can be implemented with �xed-point
arithmetic [68]. Pro and cons of using �xed- and 
oating-point formats
are summarized in [69].



2.3. EVALUATION PLATFORM 19

While �xed-point arithmetic can be implemented with pure inte-
ger instructions, HDR instructions are handled in a dedicated unit
which brings some overhead to processing systems and is therefore in
general more expensive than �xed-point computations. A majority
of processing architectures introduces HDR arithmetic through either
single- or double-precision 
oating-point numbers that are described
in the IEEE-754 standard. Other formats like the logarithmic number
system (LNS) are less common but o�er interesting properties as
multiplications and divisions translate to simple integer additions in
the logarithmic domain. Such systems have been proposed in [70{79].
More related work about the LNS is provided in Chapter 4 where the
LNS is explored and compared with a FPU.

2.3 Evaluation Platform

After reviewing these existing processing architectures and number
formats, we want to introduce the evaluation platform which is tar-
geted to be used for parallel processing on shared memory. For this
reason, we introduce the PULP platform, which is developed by the
University of Bologna and ETH Zurich. While many MCUs operate
on instruction and data memories, a parallel architecture requires a
more sophisticated memory hierarchy that allows to achieve near-
ideal speedups when processing parallel applications, while curtailing
the power consumption. The PULP cluster supports a con�gurable
number of PEs as shown in Figure 2.2 which shows the platform with
N PEs and M TCDM banks. Since instructions are mostly executed
sequentially, the PEs can bene�t from the high locality of instruction
and use a small instruction cache, which can be re�lled over a shared
bus. Leveraging the single-program-multiple-data nature of most par-
allel near-sensor processing application kernels, the cache can even be
shared among all PEs. This puts constraints on the PEs which have
to be able to stall their pipeline if the I $ is used by another core. On
the data interface, the PEs are connected to a shared TCDM, which
is split in multiple banks, and to a bus which connects the cluster
to the upper memory hierarchy. For maximum performance the PEs
need to access the L1 TCDM in a single cycle, whereas the higher
level memory hierarchy is accessed in more cycles but also much less
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Figure 2.2: Multi-core processing platform: NT parallel computation
on shared memory, and extensions discussed in this thesis.

frequent. To copy data e�ciently, each PE can set up a tightly-coupled
direct memory access (DMA) engine which can transfer data back
and forth between IO and L2 and the shared TCDM. Data access
pattern predictability of key application kernels, the relatively low
clock frequency target and the tightly constrained area and power
budget make a shared TCDM preferable over a collection of coherent
private caches [15]. Since the TCDM is shared, the PEs will experience
contentions if multiple PEs try to access the same bank in one clock
cycle. These contentions are minimized by keeping the banking factor
of M/N high. On the other hand, a high banking factor increases
the arbitration complexity and results in a frequency degradation [80]
which is why usually factors of one or two are used. Contentions at the
shared memory cannot be completely eliminated, which again means
that the PEs need to be able to stall their pipeline in such cases.
The tightly-coupled arrangement of the PULP cluster also allows the
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platform to be very scalable as individual PEs, and SRAM banks can
be dynamically turned on and o� (through clock gating) depending on
the required performance and power budget. It is for example possible
to scale down the whole system to a simple single-core architecture,
which can act as an extremely energy-e�cient controller operating
near the threshold voltage. If more processing power is required,
the power manager of the cluster can wake up more PEs and by
dynamic-voltage and frequency-scaling (DVFS), the performance of
a 28 nm FD-SOI implementation can be adjusted from a couple of
operations per second to 2.35 GOp/s by scaling the voltage from 0.32 V
to 1.15 V where the PEs run at 630 MHz [33]. The throughput of the
cluster always depends on the frequency, the number of active PEs
(N), and the IPC of the PEs (Throughput = N � IPC � frequency).
Since the performance and power consumption depend directly on
the PEs, this thesis focuses on the development and optimization
of PEs for such clusters. As illustrated in Figure 2.2 we design an
energy-e�cient in-order, single-issue core, which has been optimized
to work in a cluster. We borrow several concepts like SIMD extensions
and zero-overhead loops, from DSP-like architectures, we explore the
use of ISA extensions, and the support for di�erent number formats.
PULP chips have been successfully taped out with OpenRISC , and
RISC-V cores [33, 34, 81] and its latest version achieves a top energy
e�ciency in NT operation of 193 MOp/s per mW in 28 nm FD-SOI
technology. In the following we �rst summarize the requirements of
the PEs to build the PULP platform before the actual architectures
and extensions are described in Chapter 3-5.

2.3.1 Requirements on the Processing Elements

Since application domains can be very diverse, a fully programmable,
energy-e�cient architecture is a desirable starting point for building
the PULP platform. The most energy-e�cient cores are single-issue,
in-order RISC architectures as they can typically be implemented with
a shallow pipeline allowing for a high IPC, utilizing only little silicon
area, but at the same time still achieving decent frequencies in the
range of a couple of hundreds of MHz. To cope with the processing
demands in the IoT sector, a 32b architecture is required, as it is
not possible to do heavy signal processing with only 8b or 16b cores,
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nor is it possible to address enough memory. To integrate a 32b
core in a cluster of multiple cores with shared memory, the core
interfaces have to be optimized and to enhance the instruction set
of a given architecture with DSP-like instructions, FPUs, and other
ISA extensions, the register transfer level (RTL) description has to
be available. Finally, a working toolchain, which can be extended
with new functionalities, has to be available. The most important
requirements are summarized as follows:

1. 32b programmable processor architecture

2. Low area footprint and low power consumption

3. Single-issue, in-order architecture

4. Compatible interfaces with shared memory

5. Extendable with DSP features, FPUs, ISA extensions

6. Compiler support (GCC or LLVM)

The only possible choices to meet all these requirements are to go
with an open source ISA, or to acquire RTL licenses of an existing
architecture like ARM Cortex M4. Due to costs, and the lack of
freedom with commercial cores, we decided to go with an open source
ISA. Two possible candidates are the OpenRISC [16] and the RISC-V
[17] ISA. Both are open, extendable with custom instructions, and
its base instruction set include only 32b integer instructions which
can be implemented with a low area footprint of 10 - 40 kGE and are
very well suited as a starting point. The OpenRISC ISA existed �rst,
which is why our �rst prototypes were OpenRISC cores. As soon
as the RISC-V ISA was released by UC Berkley, the majority of the
community went over to the RISC-V ISA and we have been among
the �rst to release a RISC-V processor core. Today, many research
institutes, and companies are looking into the RISC-V ISA because
it is open, can be used for research projects, but also for products
because of the vanishing license costs of commercial MCUs.



Chapter 3

The RISC-V Core
Architecture and its
ISA Extensions

The focus of this chapter is on the design of a single-issue, in-order
micro-architecture and on ISA extensions and micro-architectural op-
timizations speci�cally targeting NT operation, when multiple cores
are embedded in a tightly-coupled cluster with shared memories. While
this chapter addresses the design of a 32b RISC-V core micro-architecture,
and performance enhancements in a multi-core setup through the
introduction of several DSP-like ISA extensions as well as the support
for �xed-point arithmetic, it does not deal with HDR arithmetic.

In the following we will introduce the pipeline architecture of the
PE in Section 3.1 and discuss advantages of using the RISC-V ISA.
Some integration challenges like the scalability, and the importance of
optimized interfaces are highlighted in Section 3.2 on an example of
2D-convolutions. The actual micro-architecture of the PE and several
DSP-like ISA extensions such as hardware loops, post-incrementing
addressing modes, �xed-point support, and SIMD instructions are
then explained in Section 3.3. Modi�cations to the toolchain to sup-
port the extended functionality in the backend of the compiler as well
as examples on how to use the extensions, are provided in Section 3.4.

23
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Finally, we show in Section 3.5 that with the help of the additional
instructions and micro-architectural enhancements, signal processing
kernels, such as �lters, convolutions, etc. can be completed 3.5� faster
on average, leading to a 3.2� higher energy e�ciency. We also show
that convolutions can be optimized in C with intrinsics by using the
dotp and shu�e instruction, which reduces accesses and contentions
for the shared data memory utilizing the register �le as L0-storage
allowing the system to achieve a near linear speedup of 3.9� when
using four cores instead of one.

3.1 Pipeline Architecture

The number of pipeline stages to implement the processor core is
one of the key design decisions. A higher number of pipeline stages
allows for higher operating frequencies, increasing overall throughput,
but also increases data and control hazards, which in turn reduce
the IPC. For high-performance processors, where fast operation is
crucial, optimizations such as branch predictions, prefetch bu�ers,
and speculation can be introduced. However, these optimizations add
to the overall area and power consumption and are usually not viable
for ultra-low power operation where typically a shallow pipeline of
1 - 5 stages with a high IPC is preferred.

The basic goal to keep the IPC high is to reduce stalls as much as
possible. The ARM Cortex M4, for example, features a three-stage
fetch-decode-execute pipeline with a single write-back (WB) port on
the register �le (RF). The absence of a fourth pipeline stage and a
separate WB port for the load-store unit (LSU) leads to stalls when
executing load operations. ARM compilers reduce such stalls by
grouping load/store operations as much as possible as this removes
stalls for all subsequent load/store operations. A forwarding path
from load operations to store operations allows to e�ciently copying
data back and forth, but also limits the frequency of such a pipeline.

In the presented multi-core setting, the shared TCDM can be ac-
cessed over a logarithmic interconnect which adds delay for arbitration
and muxing to the data request and return paths. In contrast to a
three-stage pipeline, a four-stage pipeline as illustrated in Figure 3.1
exposes two full cycles for memory accesses. The return path from the
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memory is typically longer because of the memory access time. Taking
UMC 65 nm technology as an example, we observe that the request
path (reg2mem) is only 2.2 ns long whereas the return path (mem2reg)
is 3.3 ns long which is limiting the maximum frequency to 300 MHz.
Employing useful skewtechniques allows to balance the request and
return paths and thus achieving a higher clock frequency. The amount
of skew depends on the available memory macros, the number of cores
and memory banks in the cluster. In a 65 nm implementation, a
2.8 ns clock period can be achieved for 1.08 V worst-case conditions
by using a 0.5 ns skew. Even in a multi-core context the cluster is ul-
timately achieving frequencies of 350 - 400 MHz when implemented in
65 nm. Hence, thanks to a balanced pipeline the PULP cluster reaches
higher frequencies than commercially available MCUs operating in the
range of 200 MHz (CortexM4 based MCUs in 90 nm). The four-stage
pipeline requires a separate WB port on the latch-based RF for the
LSU which increases its size by 1 kGE but also eliminates the WB
multiplexer (arithmetic logic unit (ALU), control and status register
(CSR), MULT) from the critical path. Since the critical path is
mainly determined by the memory interface, it was possible to extend
the ALU with �xed-point arithmetic and a more capable multiplier
that supports dotp operations without incurring additional timing
penalties. Further advantages of this four-stage pipeline organization
are that it

ˆ allows to perform an ALU operation and a load/store operation
concurrently by utilizing the two RF WB ports (see Section 3.3.3),

ˆ gives two full cycles to access the data memory and allows for
skewing to balance the critical paths,

ˆ allows to maintain a high IPC because load/store operations
are independent of ALU operations, and only stall the pipeline
when the loaded value is used in the subsequent cycle, which
can often be prevented by compiler instruction reordering,

ˆ allows to extend the core with more complex ISA extensions
which take one or more cycles (see Chapter 4 and 5).
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Figure 3.1: Four stage pipeline design with a separate RF WB port
for load operations. In UMC 65 nm skewing the clock of the core by
0.5 ns balances the paths to the shared memory.

These bene�ts will be used in the following to extend the pipeline with
more functionality while at the same time keeping the area footprint
low.

3.1.1 Advantages of the RISC-V ISA

As discussed in Section 2.3.1 an open source ISA is a desirable start-
ing point to build a parallel platform and to extend the PEs with
extensions. To decide whether the OpenRISC or the RISC-V ISA is
better suited for a micro-architecture that is intended to be integrated
in a multi-core cluster, di�erent factors have to be considered. Both
ISAs are RISC architectures and vary only in some, but important de-
tails. The most important di�erence is that the RISC-V architecture
speci�es an optional compressed instruction set that encodes the most
important base instructions with only 16b. Compressed instructions
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always have a 32b equivalent, but are only 16b long because they use a
shorter opcode, use shorter immediates, and only operate on a subset
of registers, allowing them to address operands with three instead of
�ve bits. Utilizing compressed instructions, approximately reduces
the binary size by 25 - 30% [17], which in turn reduces cache misses.
Supporting compressed instructions requires an additional compressed
instruction decoder, which can be implemented at almost no costs
because 16b instructions can be converted to 32b equivalents by ad-
justing the opcode and by zero-extending the operands. To encode
compressed instructions all bit patterns that do not start with '11' are
used meaning that the two LSBs of a 32b instruction always have to be
'11'. This is a disadvantage with respect to an OpenRISC architecture
as e.g. less bits are available to encode immediates. This makes the
construction of a 32b number with immediates less readable because
a subtraction has to be used to construct some numbers.

Another di�erence with respect to the OpenRISC ISA, is the branch
behavior. In RISC-V a comparison and branch is encoded in one
single instruction whereas OpenRISC utilizes two instructions, and
also speci�es a branch delay slot meaning that three instructions are
required to perform a branch. RISC-V in contrast, does not specify
a branch delay slot because it can be used only seldom and therefore
decreases the code size at no signi�cant performance penalty. At the
same time, the absence of a branch delay slot simpli�es the interrupt
and exception handling because no special care for branch delay slots
is required.

The presence of compressed instructions, the more e�cient branch-
ing, the simpli�ed interrupt and exception handling, but also the fact
that the RISC-V community is much more active lets us conclude
that the RISC-V architecture is better suited for an integration in a
multi-core cluster with instruction caches. While this thesis mostly
deals with the RISC-V architecture, the same extensions have also
been implemented on a OpenRISC core (see [26{28] for more details
about the OpenRISC implementations).
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3.2 Multi-Core Integration Challenges

In the following we highlight the challenges of integrating a PE into
a multi-core cluster like the PULP platform. The focus is on the key
elements of the PULP memory hierarchy and the targeted workloads,
which have been the main drivers of the core design. Many MCUs
operate on instruction and data memories and do not use caches.
Parallel execution in the PULP cluster requires a scalable memory
architecture to achieve near-ideal speedups in parallel applications,
while curtailing power. Figure 3.2 shows a PULP cluster in a con�g-
uration with four cores, and eight TCDM-banks. The data memories
are split in area-e�cient SRAM, and energy-e�cient SCM blocks.
Since SCMs are built of standard cells, it is possible to scale the supply
voltage and operate near the threshold voltage of transistors [14]. By
clock-gating the SRAM blocks and the individual cores, it is possible
to scale down the system to a simple single-core architecture which
can act as an extremely energy-e�cient controller operating near the
threshold voltage where only SCMs are active.

Memory accesses for data and instructions are the most criti-
cal operations that contribute to energy consumption in a micro-
processor as we will show in Section 3.5.2. Exploiting the single-
program multiple-data nature of most parallel near-sensor processing
application kernels, a shared I$ is used to reduce the cost per core.
Hence, both, instruction and data memories are shared and need
to be able to stall the pipeline when contentions occur. A shared
I$ is especially e�cient when the cores execute the same parallel
program (e.g. when using OpenMP). Since the PULP platform, unlike
general-purpose computing on graphics processing units (GP-GPUs),
does not enforce strict SIMD execution, the shared cache may produce
stalls that add to energy losses. A high IPC increases the throughput
of the cluster, but at the same time also increases the number of
contentions when fetching from a shared cache. We have therefore
added a L0 prefetch bu�er into the core to reduce access contentions,
reduce instruction read power, and shorten the critical path between
I$ and the core. In combination with DSP features like zero-overhead
loops, such a prefetch bu�er has the potential of completely removing
fetches from the I$ when loops are aligned to the prefetch bu�er size.
Cache capacity misses are further reduced by using the compressed
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Figure 3.2: The PULP cluster with four cores, eight TCDM banks and
a shared I$. Each TCDM bank is split in 1 kB SCM and 8 kB SRAM.
The shared I$ is fully implemented with SCMs allowing ultra-low
voltage operation. The PE are RISC-V architectures with extended
DSP capabilities.

RISC-V instruction set that allows several common instruction to be
encoded in 16b instead of 32b, reducing the pressure on the I$. In
addition, we have modi�ed the L0 prefetch bu�er to cope with non-
aligned accesses due to compressed instructions more e�ciently as
discussed in Section 3.3.1.

As for the data access, we will illustrate the major gains that can
be achieved by our extensions using the example of a 2D-convolution
implementation that is widely used in many applications in the image
processing domain [82]. 2D-convolutions are not only very pervasive
operators in state-of-the-art sensor data processing , but they also
contain the same iterative patterns as digital �ltering (FIR, in�nite
impule response (IIR)) and statistical signal processing (matrix-vector
product) operations. The main task of a convolution operation is to
multiply subsequent values with a set of weights and accumulate all
values for which mac units would be most commonly used.
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Figure 3.3: a) Example of a 5� 5 convolution to compute output N and
N+1 in the image domain and b) how the register content is e�ciently
updated using the shu�e instruction. One 5� 5 convolution requires
exactly 4 move, 1 shu�e , and 2 ld instructions to prepare the operands
and 1 dotp, and 6 sdotp instructions to compute one output pixel.

A straightforward implementation of a 5 � 5 2D-convolution of a
64� 64 pixel image on the RISC-V architecture with compressed in-
structions takes 625k cycles, of which 389k are for variousld/st oper-
ations to and from memory and 100k are actual operations calculating
the values. The same algorithm when parallelized to four cores on the
PULP platform requires only 173k cycles per convolution on average.
However, increased parallelism also results in increased demand to
the shared TCDM, which puts additional strain on the TCDM design.
TCDM contentions can be reduced by increasing the number of banks,
which unfortunately in turn increases power-per-access due to more
complex interconnection and increased memory area because smaller
and less dense memories have to be used. Improving the arithmetic
capabilities of the cores will further exacerbate this problem as it will
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lead to a higher portion of ld/st instructions which will result in even
more contentions (up to 20%).

A common technique to reduce the data bandwidth is to make
use of vector instructions that process instead of a single 32b value,
two 16b values, or four 8b values simultaneously. Most arithmetic
and logic operations can be parallelized in sub-�elds with very little
overhead. As explained in Section 3.3, we have added a large variety
of vector instructions to the RISC-V ISA including dot-product ( dotp,
sdotp) instructions that can multiply four pairs of 8b numbers and
accumulate them in a single instruction.

Allowing one data word to hold multiple values directly reduces
the memory bandwidth for data accesses, which is only useful if the
data at sub-word level can be e�ciently manipulated without addi-
tional instructions. Figure 3.3 explains how a 5� 5 2D-convolution
can be computed with vector instructions. It can be seen that for
each convolution step, 25 data values have to be multiplied with 25
constants and accumulated. If 8b values are being used, registers can
be used to hold vectors of four elements each. Once this calculation
is completed, for the next step of the iteration, the �ve values of
the �rst row will be discarded, and a new row of �ve values will
be read. If these vectors are not aligned to word boundaries, an
unaligned word has to be loaded from memory which can be supported
either in hardware or software. A software implementation requires
at least �ve instructions to load two words and combine the pixels in
a vector. In addition, it blocks registers from being used for actual
computations, which is the reason why we support unaligned memory
accesses directly in the LSU by issuing two subsequent requests to the
shared memory. Hence, unaligned words can be loaded in only two
cycles. We also implement theshu�e instruction that can combine
sub-words from two registers in any combination. Figure 3.3b) shows
how moveand shu�e instructions are used to recombine the pixels in
the right registers instead of loading all elements from memory. This
allows reducing register �le pressure and the number of loads per
iteration from 5 to 2. One inner iteration can therefore be computed
in about 20 instructions (4 move, 1 shu�e , 2 ld, 7 dotp, 1 st, 5 control

ow), or 26 cycles on average. Thus, when all of the improvements
are combined, the time to complete the operations can be reduced by
14.72� when compared to the original single-core implementation.
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Figure 3.4: Simpli�ed block diagram of the RISC-V core architecture
showing its four pipeline stages and all functional blocks.

Coupled by e�cient DVFS methods used in a PULP cluster this
performance gain can be used to increase energy e�ciency by working
at NT operation or to reduce computation time at the same operation
voltage, allowing the system a wide range of tunability which will be
very important for future IoT systems that need to adapt to a variety
of operating conditions and computation loads.

3.3 ISA Extensions and Micro-Architectural
Optimizations

In this section, we will detail the extensions made to the RISC-V ISA
and micro-architectural optimizations for increasing the e�ciency of
the processor core when working in a multi-core platform with shared
memory. The individual components of the chosen pipeline architec-
ture will be described starting with Section 3.3.1 where the instruction
fetch (IF) stage with the prefetch bu�er is explained. Hardware-loop
and post-increment extensions to the RISC-V ISA are explained in
Section 3.3.2, and 3.3.3. The execute (EX) stage with a more powerful
dot-product multiplier and a vector ALU with �xed-point support and
a shu�e unit will be explained in Section 3.3.4 and 3.3.5.
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3.3.1 Instruction Fetch Unit

Similar to the Thumb-2 instruction set of ARM, the RISC-V standard
contains a speci�cation for compressed instructions, which are only
16b long and mirror full instructions with a reduced immediate size
and RF-address. As long as these 16b instructions are aligned to 32b
word boundaries, they are easy to handle. A compressed instruction
decoder unit detects and decompresses these instructions into stan-
dard 32b instructions, and stalls the fetch unit for one cycle whenever
two compressed instructions have been fetched.

Inevitably, some 32b instructions will become unaligned when an
odd number of 16b instructions are followed by a 32b instruction,
requiring an additional fetch cycle for which the processor will have
to be stalled. As described earlier in Section 3.2, we have added a
prefetch bu�er which allows to fetch a complete cache line (128b)
instead of a single instruction to reduce the access contentions associ-
ated with the shared I$ [83]. While this allows the core to access 4 to
8 instructions in the prefetch bu�er, the problem of fetching unaligned
instructions remains, it is just shifted to cache-line boundaries as
illustrated in Figure 3.5 where the current 32b instruction is split over
two cache-lines.

To prevent the core from stalling in such cases, an additional regis-
ter is used to keep the last instruction. In the case of an unaligned 32b
instruction, this register will contain the lower 16b of the instruction
which can be combined with the higher part (1) and forwarded to the
instruction decode (ID) stage. This addition allows unaligned accesses
to the I$ without stalls unless a branch, hardware loop, or jump is
processed. In these cases, the �nite state machine (FSM) has to fetch
a new cache-line to get the new instruction. The area cost of this
prefetch bu�er is mainly due to additional registers and accounts for
4 kGE.

With the prefetch bu�er, the core is no longer accessing the I$
in every cycle, but only every four to eight cycles, depending on the
number of compressed instructions in the current cache line. As will
be shown later in Section 3.5.2 the energy to fetch instructions is not
to be underestimated and prefetch bu�ers are likely to reduce the
fetch energy.
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Figure 3.5: Block Diagram of the prefetch bu�er with an example
when fetching full instructions over cache-line boundaries.

3.3.2 Hardware Loops

Zero-overhead loopsare a common feature in many processors, es-
pecially DSPs, where a hardware loop-controller inside the core can
be programmed by the loop count, the beginning and end-address of
a loop. Whenever the current program counter (PC) matches the
end-address of a loop, and as long as the loop counter has not reached
0, the hardware loop-controller provides the start-address to the fetch
engine to re-execute the loop. This eliminates instructions to test the
loop counter and perform branches, thereby reducing the number of
instructions fetched from the I$.

The impact of hardware loops can be ampli�ed by the presence of
a loop bu�er, i.e. a specialized cache holding the loop instructions,
which removes any fetch delay [84]. In addition, the instruction fetch
power can also be reduced by the presence of a small loop cache [85].
Nested loops can be supported with multiple sets of hardware loops,
where the innermost loop always gives the highest speedup, as it is
the most frequently executed. We have added hardware loop support
to the RISC-V cores at the micro-architectural level with only two
additional blocks as depicted in Figure 3.6: A controller and a set
of registers to store the loop information. Each set has associated
three special registers to hold the loop counter, the start- and the
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Table 3.1: Instructions Description

Instruction format Description

Hardware Loop Instructions

lp.starti L, I Set the HW loop start address
lp.endi L, I Set the HW loop end address
lp.count L, rA Set the number of iterations
lp.setup L, rA, I HW loop setup with registers
lp.setupi L, I1, I2 HW loop setup with immediate

Extended Load/Store Instructions

p.l f b,h,w g rD, f rB,I g(rA) Load a value from address (rA+ f rB,I g)c

p.l f b,h,w g rD, f rB,I g(rA!) Load a value from address rA and increment
rA by f rB,I g c

p.s f b,h,w g rB, f rD,I g(rA) Store a value to address (rA+ f rD,I g) c

p.s f b,h,w g rB, f rD,I g(rA!) Store a value to address rA and increment rA
by f rD,I g c

Fixed-Point Instructions

p.add[R]N rD, rA, rB, I Addition with round and norm. by I bits a

p.sub[R]N rD, rA, rB, I Subtraction with round and norm. by I bits a

p.mul[hh][R]N rD, rA, rB, I Mult. with round and norm. by I bits ab

p.mac[hh][R]N rD, rA, rB, I MAC with round and norm. by I bits ab

p.clip rD, rA, I Clip the value between � 2I � 1 and 2I � 1 � 1

Vectorial Instructions

pv.inst. f b,h g rD, rA, rB Vectorial instruction between two registers c

pv.inst. f b,h g rD, rA, I Vectorial instruction between a register and an
immediate c

a
If R is not speci�ed, there is no round operation before shifting.

b
If hh is speci�ed, the operation takes the higher 16b of the operands.

c
b, h, w speci�c the data lenght of the operands: byte (8b), halfword (16b), word

(32b).

end-address. The registers are mapped in the CSR space which allows
to save and restore loop information when processing interrupts or
exceptions. A set of dedicated instructions have been provided that
will initialize a hardware loop in a single instruction using lp.setup
(or lp.setupi). Additional instructions are provided to set individual
registers explicitly (lp.start, lp.end, lp.count, lp.counti ).

Since the performance gain is maximized when the loop body is
small, supporting many register sets only brings marginal performance
improvements at a non-negligible cost in terms of area (~1.5 kGE
per register set). Our experiments have shown that two register sets
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Figure 3.6: a) hardware loop registers to store the counter, the start-
and end-address of a loop and b) hardware loop controller to generate
a jump signal.

provide the best trade-o�. As mentioned earlier, our improved cores
feature a prefetch bu�er able to hold 4 to 8 instructions of the I$.
This prefetch bu�er can act as a very small loop cache and if the
loop body �ts into the prefetch bu�er, I $ accesses can be eliminated
during the loop, reducing the power considerably. In particular, when
paired with a shared instruction cache, this approach is very e�ective
since it signi�cantly reduces access contention at the cache banks and
allows a loop to be fetched only once if the size does not exceed 128
bits. Even though the bu�er can only hold four to eight instructions,
this is not a restriction on the loop size. Larger loops would still
bene�t from the L0 prefetch bu�er because only every fourth request
has to be forwarded to the cache controller. The GCC compiler has
been modi�ed to automatically insert hardware loops by using the
dedicated instructions provided in Table 3.1.

3.3.3 Load/Store Unit

The basic RISC-V architecture only supports one type of ld/st op-
eration where the e�ective address is computed by adding an o�set
coming from an immediate to the base address stored in a register.
We have �rst added an additional addressing mode where the o�set
can be stored in a register instead of an immediate, and then added a
post-increment addressing mode with an immediate or register o�set
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Figure 3.7: a) support for unaligned access in software (5 instructions
and cycles) and b) with hardware support in the LSU (1 instruction,
2 cycles).

to automatically update pointers. A pre-increment load/store mode
was not deemed necessary as every pre-incrementld/st operation
can be rewritten in a post-increment ld/st operation. Support for
post-increment instructions leads to high speedup of up to 20% when
memory access patterns are regular as it is the case for example in a
matrix multiplication. To support ld operations with post-increment,
two registers have to be updated in the RF: the data from memory
and the incremented address pointer, which is computed in the ALU.
Since ALU and LSU have separate register �le write ports, both values
can be written back without experiencing any contentions. Table 3.1
shows the various forms of additionalld/st instructions.

The LSU has also been modi�ed to support unaligned data mem-
ory accesses which frequently happen during vector operations such
as the 5� 5 2D-convolution described earlier in Section 3.2. If the LSU
detects an unaligned data access, it issues �rst a request to the high
word and stores the data in a temporary register. In a second request,
the lower bytes are accessed, which are then on the 
y combined with
the temporary register and forwarded to the RF. This approach not
only allows to reduce the pressure on the number of used registers,
but also reduces code size as shown in Figure 3.7, and the number of
required cycles to access unaligned vector elements. In addition, this
low-overhead approach is better than full hardware support as this
would imply to double the width of the interconnect and change to
the memory architecture.
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3.3.4 EX-Stage: ALU

Packed-SIMD Support

To take advantage of applications in the IoT domain that can work
with 8b and 16b sensor data, the ALU of a 32b microprocessor can
be modi�ed to work on vectors of four and two elements using a
vectorized datapath segmented into two or four parts, allowing to
compute up to four bytes in parallel. Such operations are also known
as subword parallelism [86], packed-SIMD or micro-SIMD [87] instruc-
tions.

We have extended the RVC32IM ISA with sub-word parallelism for
16b (halfword) and 8b (byte) operations in three addressing variations.
The �rst variation uses two registers, the second uses an immediate
value and the third replicates the scalar value in a register as the
second operand for the vectorial operation. Vectorial operations like
additions or subtractions have been realized by splitting the opera-
tion in four sub-operations, which are connected through the carry
propagation signals. For example, the full 32b result is computed
by enabling all the carry propagation signals while in vector addi-
tion at byte level, the carry propagation is terminated between sub-
operations. The �nal vectorial adder is therefore a 36b architecture
(32b for operands, and 4 carry bits). Vectorial comparison and shift
operations have similarly been realized by splitting the datapath in
four separate segments. A 32b comparison is then computed using
the four 8b comparison results. Logic vectorial operations asand, or
and xor are trivial since the exact same datapath can be used.

Figure 3.8: The Shu�e instruction allows to e�ciently combine 8b, or
16b elements of two vectors in a single one. For each byte the mask
encodes which byte (index) is used from which register (select).
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Table 3.2: Addition of four Q1.11 �xed-point numbers.

Without Add Norm Round With Add Norm Round
add r3, r4, r5 add r3, r4, r5
add r3, r3, r6 add r3, r3, r6
add r3, r3, r7 p.addRN r3, r3, r7, 2
addi r3, r3, 2
srai r3, r3, 2

Additional sub-word data manipulation instructions are needed to
prepare vector operands [88] for vector ALUs. We have implemented
a three operandshu�e instruction that can generate the output as
any combination of the sub-words of two input operands, while the
third operand, sets selection criteria either through an immediate
value or a register as seen in Figure 3.8. Theshu�e instruction is
supported through a tree of shared multiplexers and can also be used
to implement further sub-word data manipulation instructions such
as: p.insert to overwrite only one sub-word,p.extract to read only one
sub-word and p.pack to combine sub-words of two registers in single
vector.

Fixed-Point Support

There are many applications, such as speech processing, where 
oating-
point accuracy is not always needed, and simpler �xed-point arith-
metic operations can be used instead [68]. This has the advantage
of re-using the integer datapath for most operations with the help of
some dedicated instructions for �xed-point support, such as satura-
tion, normalization and rounding.

Fixed-point numbers are often given in the Q-Format where a
Qn.m number consists ofn integer bits and m fractional bits. Some
processors support a set of �xed-point numbers encoded in 8b, 16b or
32b, and provide dedicated instructions to handle operations with
these numbers. For example, the ARM Cortex M4 ISA provides
instructions as QADD or QSUB to add two numbers and then saturate
the results to 8b, 16b or 32b.

Our extensions to the RISC-V architecture has been designed to
support �xed-point arithmetic operations in any Q-format with the
only limitation that n + m < 32. We provide instructions that can
add/subtract numbers in �xed-point arithmetic and shift them by a
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Figure 3.9: Simpli�ed block diagram of the RISC-V ALU.

constant amount to perform normalization. The two code examples
in Table 3.2 show how the combined add-round-normalize (p.addRN)
instruction can save both code size (3 instead of 5 instructions) and
execution time (2 cycles less). In this example, four numbers rep-
resented by Q1.11 are summed up. The result, if not normalized
will be a 14 bit long Q3.11 number. To keep the result in 12 bits,
rounding can be achieved by adding 2 units of least precision (ulp)
to the result and shift the number right by 2 places. The result can
then be interpreted as a 12 bit number in Q3.9 format. The �nal
p.addRN instruction achieves this rounding in a single step by �rst
adding the two operands using the vectorial adder, adding 2( I � 1) to
the intermediate result before it is shifted by I bits utilizing the shifter
of the ALU. An additional 32b adder was added to the ALU to help
with the rounding operation as seen in the highlighted region 1 of
Figure 3.9.

For �xed-point operations, a p.clip instruction has been imple-
mented to check if a number is between two values and saturates
the result to a minimum or maximum bound otherwise. No signif-
icant hardware has been added to the ALU to implement the clip
instruction, indeed the greater than comparison is done using the
existing comparator and the less thancomparison is done in parallel
by the adder. The p.clip instruction relies on the input data, therefore
handling over
ows is left to the programmer. Unlike the ARM Cortex
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Table 3.3: Addition of n elements with saturation.

Without clip support With clip support
addi r15, r0, 0x800 addi r3, r0, n
addi r14, r0, 0x7FF lp.setup r0, r3, endL
addi r3, r0, n p.lh r4, 0(r10!)
lp.setup r0, r3, endL p.lh r5, 0(r11!)
p.lh r4, 0(r10!) add r4, r4, r5
p.lh r5, 0(r11!) p.clip r4, r4, 12
add r4, r4, r5 endL: sw 0(r12!), r4
blt r4, r15, lb
blt r14, r4, ub
j endL
lb: mv r4, r15
j endL
ub: mv r4, r14
endL: sw 0(r12!), r4

M4 implementation, our implementation requires an additional p.clip
instruction, but has the added bene�t of supporting any Q-number
format and allows to round and normalize the value before saturating
which provides higher precision.

Table 3.3 shows an example of compiler-generated code where two
arrays, each containingn Q1.11 signed elements are added together,
the result is then normalized between� 1 and 1 and represented in
the same Q1.11 format. The example clearly illustrates the di�erence
between the RISC-V ISA with and without clip support. Table 3.1
shows the added instructions for �xed-point support. Note that the
code to the right is not only shorter, it also does not have control 
ow
instructions, thereby achieving better IPC.

Bit Manipulation Support

There are many cases where a single bit of a word needs to be accessed
e.g. to read or write a con�guration bit of a memory-mapped register.
We have enhanced the RISC-V ISA with instructions such asp.extract
(read a register set of bits), p.insert (write to a register set of bits),
p.bclr, p.bset(clear/set a set of bits), p.cnt (count number of bits that
are 1), p.�1,p.
1 (�nd index of �rst/last bit that is 1 in a register)
and p.clb (count leading bits in a register) to improve bit manipulation
handling.
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Iterative Divider

To fully support the RVC32IM RISC-V speci�cation we have opted to
support division by using long integer division algorithm by reusing
existing comparators, shifters and adders of the ALU. Depending on
the input operands, the latency of the division operation can vary from
2 to 32 cycles. While it is slower than a dedicated parallel divider,
this implementation has a low area overhead (2 kGE).

3.3.5 EX-Stage: Multiplication

While adding vectorial support for add/sub and logic operations was
achieved with relative ease, the design of the multiplier was more in-
volved. The simpli�ed �nal multiplier architecture shown in Figure 3.10
contains four modules: A 32b� 32b multiplier, a fractional multiplier,
and two dot-product multipliers.

The proposed multiplier has the capability to multiply two vectors
and accumulate the result in a 32b value in one cycle. A vector can
contain two 16b elements or four 8b elements. To perform signed
and unsigned multiplications, the 8b/16b inputs are sign extended,
therefore each element is a 17b or 9b signed word. A common problem
with an N bit multiplier is that its output needs to be 2 � N bits
wide to be able to cover the entire range. In some architectures, an
additional register is used to store part of the multiplication result.
The dotp operation produces a result with a larger dynamic than its
operands without any extra register because its operands are either
8b or 16b. Suchdotp operations can be implemented in hardware
with four multipliers and a compression tree and allow to perform up
to four multiplications and three additions in a single operation as
follows:

8b dot-product: d = a[0] � b[0] + a[1] � b[1] + a[2] � b[2] + a[3] � b[3];

16b dot-product: d = a[1 : 0] � b[1 : 0] + a[3 : 2] � b[3 : 2];

where a[i], b[i] are the individual bytes of a register and d is the 32b
accumulation result. The mac equivalent is the sdotp operation that
can be implemented with an additional accumulation input at the
compression tree. With a vectorized ALU, anddotp operations it is
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Figure 3.10: Simpli�ed block diagram of the Multiplier in the
RISC-V core implementation re
ecting the behavioral implementa-
tion.

possible to signi�cantly increase the computational throughput of a
single core when operating on short binary numbers.

The implementation of the dot-product unit has been designed
such that its longest path is shorter or equal to the critical path
of the overall system. In our case, this path is from the processor
core to the memories and vice versa. Additional pipeline registers
would have resulted in additional stalls when computing back-to-back
dotp operations. Sincedotp operations are near to be timing critical,
multiplication resources are not shared between the four regions but
only within regions allowing the additional circuitry to have no impact
on the overall operation speed. Figure 3.10 shows the 16bdotp unit
(region 3) and 8b dotp unit (region 4) which have been implemented
by one partial product compressor which sums up the accumulation
register and all partial products coming from the partial product
generators. The multiplications exploit carry-save format without
performing a carry-propagation before the additions. The stand-alone
multiplier has been analyzed in detail to minimize the area-delay
product. Area can be saved when sharing compression-trees of the
two dot multipliers. However, sharing resources also makes the unit
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Table 3.4: Element-wise multiplication of n Q1.11 elements.

Without Mul Norm Round With Mul Norm Round
addi r3, r0, n addi r3, r0, n
lp.setup r0, r3, endL lp.setup r0, r3, endL
p.lh r4, 0(r10!) p.lh r4, 0(r10!)
p.lh r5, 0(r11!) p.lh r5, 0(r11!)
mul r4, r4, r5 p.mulsRN r4, r4, r5, 12
addi r4, r4, 0x800 endL: sw 0(r12!), r4
srai r4, r4, 12
endL: sw 0(r12!), r4

slower, which is why the dot-product units are described behaviorally
following Synopsys Design rules and coding guidelines to give the
synthesizer maximum freedom for optimizations [89].

The proposed multiplier also o�ers functionality to support �xed-
point numbers. In this mode the p.mul instruction accepts two 16b
values (signed or unsigned) as input operands and calculates a 32b
result. The p.mac multiply-add instruction allows an additional 32b
value to be accumulated to the result. Both instructions produce a
32b value which can be shifted to the right by I bits, moreover it is
possible to round the result (adding 2I � 1) before shifting as shown in
Figure 3.10 where the fractional multiplier is shown in region1.

Consider the code example given in Table 3.4 that demonstrates
the di�erence between the RISC-V ISA with and without �xed-point
multiplication support. In this example, two vectors of n Q1.11
elements are multiplied with each other (a common operation in the
frequency domain to perform convolution). The multiplication results
in a Q2.22 number and a subsequent rounding and normalization
step will be needed to express the result with 12 bits as a Q1.11
number. It is important to note that, for such operations, performing
the rounding operation before normalization reduces the error.

The p.mulsRN multiply-signed with round and normalize opera-
tion is able to perform all three operations (multiply, add and shift) in
one cycle thus reducing both the code size and the number of cycles.
The two additional 32b values need to be added to the partial-products
compressor, which does not increase the number of the levels of the
compressor-tree and therefore does not add delay to the circuit [90].

Naturally the multiplier also supports standard 32b� 32b integer
multiplications, and it is also possible to support 16b� 16b + 32b
multiply-accumulate operations at no additional cost. Similar to the
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ARM Cortex M4 MLS instruction, a multiply with a subtraction using
32b operands is also supported.

The proposed ISA extensions are realized with separate execution
units in the EX-stage, which have contributed to an increase in area
(8.3 kGE ALU, 12.6 kGE multiplier). To keep the power consumption
at a minimum, switching activity at unused parts of the ALU has
to be kept at a minimum. Therefore, all separate units: the ALU,
the integer and fractional multiplier, and the dot-product unit all
have separate input operand registers, which can be clock gated. The
input operands are controlled by the instruction decoder and can be
held at constant values to further eliminate propagation of switching
activity in idle units. The switching activity reduction is achieved
by additional 
ip-
ops (FFs) at the input of each unit (192 in total).
These additional FFs allow to reduce the switching activity which
decreases the power consumption of the core by 50%.

3.4 Toolchain Support

Parallel programming on the PULP platform is enabled through stan-
dard compilers such as GCC and LLVM with integrated support for
OpenMP1

To utilize the proposed ISA extensions the original RISC-V GCC
compiler, which was derived from the MIPS GCC version, has been
modi�ed. GCC-5.2 release and the latest binutils release have been
used as a starting point and then modi�ed to support the extended
RISC-V ISA 2. GCC internal support for hardware loops and map-
ping has been enabled as well as post-modi�ed pointers detection.
Further, sum and di�erences of products are automatically exposed
allowing the compiler to always favor the shortest form of mac/ msu
(use 16b� 16b into 32b instead of 32b� 32b into 32b) to reduce energy.
Vector support (4 bytes or 2 shorts) has been enabled to take advan-
tage of the SIMD extensions. The fact that we support unaligned
memory accesses plays a key role into the exposition of vectorization
candidates.

1OpenMP 3 support has been integrated in the GCC compiler. The interested
reader is referred to [91,92] for more information.

2GCC compiler modi�cations were made by Eric Flamand, co-author of [29]
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Even though auto-vectorization works well, we believe that for
deeply embedded targets such as the PULP platform, it makes sense to
use the GCC extensions to manipulate vectors as C/C++ objects. It
avoids overly conservative prologue and epilogue insertion created by
the auto vectorizer that are having a serious negative impact on code
size. We have opted for a less specialized scheme for the �xed-point
representation, to give more 
exibility. The architecture supports any
�xed-point format between Q2 and Q31 with optimized instructions
for normalization, rounding and clipping.

All these instructions �t nicely into the instruction combiner pass
of GCC. Normalization and rounding can be combined with common
arithmetic instructions such as addition, subtraction, multiplication,
and multiply-accumulate, everything being performed in one cycle.
dotp instructions are more problematic since they are not a native
GCC internal operation and the depth of its representation prevent it
from being automatically detected and mapped by the compiler which
is the reason why we rely on built-in support. More generally most
of the extensions can also be used through built-ins as an alternative
to automatic detection (in contrast with assembly insertions built-ins
can easily capture the precise semantic of the instructions they imple-
ment). An example of usingdotp instructions is given in Figure 3.11.
Finally, the bit manipulation part of the presented ISA extensions �ts
well into GCC since most instructions have already an internal GCC
counterpart.

3.5 Experimental Results

For hardware, power and energy e�ciency evaluations, we have im-
plemented the original and extended core in a PULP cluster with
72 kB TCDM memory and 4 kB I $. The two clusters (cluster A with
a RVC32IM RISC-V core, and cluster B with the same core plus the
proposed extensions) have been synthesized withSynopsys-2016.03
Design Compiler and complete back-end 
ows have been performed
using Cadence Innovus-15.20 in a 8-metal UMC 65 nm LL CMOS
technology. A set of benchmarks has been written in C (with no
assembly-level optimization) and compiled with the new RISC-V GCC
toolchain, which makes use of the ISA extensions. The switching
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// def ine vector data type and the \ DOTP instruct ion
typedef short PixV __attr ibute__ (( vector_size (4) ) ) ;
# define SumDotp16 (a ,b ,c) __bui l t in_sdotsp2 (a ,b ,c) ;

PixV VectA , VectB ; // vectors of shorts
int S;
...
S = 0;
// each i terat ion is comput ing two mult and 2 accum
for ( int k = 0; k < (SIZE > >1) ; k++) {

S = SumDotp16 ( VectA [k] , VectB [k] , S) ;
}
C[ i *N+j ] = S;
...

Figure 3.11: Example of using the dotp intrinsics on two 2� 16b
vectors.

activity of both clusters have been recorded from simulations inMen-
tor QuestaSim 10.5a using back-annotated post-layout gate-level
netlists and analyzed with the obtained value change dump (VCD)
�les in Cadence Innovus-15.20 .

In the following sections, we will �rst discuss the area, frequency
and power of the cluster in Section 3.5.1. The energy e�ciency of
several instructions is then discussed in Section 3.5.2. Speedup and
energy e�ciency gains of cluster B are presented in Section 3.5.3
followed by an in-depth discussion about convolutions in Section 3.5.4
including a comparison with state-of-the-art hardware accelerators.
While the above sections focus on relative energy, and power com-
parisons which are best done in a consolidated technology in su-
per threshold conditions, the overall cluster performance is analyzed
in NT conditions and compared to previous PULP architectures in
Section 3.5.5.

3.5.1 Area, Frequency, and Power

Table 3.5 shows a comparison of the basic and extended RISC-V cores
with an OpenRISC architecture, and the ARM Cortex M4. The RISC-V
architecture is similar in performance to an OpenRISC architecture,
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Cluster Area 1.30 MGE
Core0 3.6%
+Ext 0.6%Core1 3.7%

+Ext 0.4%
Core2 3.6%
+Ext 0.5%

Core3 3.6%
+Ext 0.5%

ICache 25.1%

Interconnect 5.5%
ClusterIO 3.0%

DMA 6.4%

TCDM SRAM 26.4%

TCDM SCM 17.9%

Cluster Power Coremark: 4.0mW

Core0 35.7%

Core1 1.0%
Core2 0.9%
Core3 0.9%

ICache 14.9%
Interconnect 10.6%

TCDM SRAM 8.5%

TCDM SCM 3.8%

ClusterIO 6.7%

DMA 1.9%

Peripherals 3.4%

Clock Tree 11.7%

Figure 3.12: a) Area distribution of the cluster optimized for 2.8 ns
cycle time. The DSP extensions of each core are highlighted. b) Power
distribution when running CoreMark on a single core at 50 MHz,
1.08 V.

but with a smaller dynamic power consumption due to support of com-
pressed instructions (fewer instruction fetches) and low-level power
optimizations to reduce switching activity. The extended RISC-V core
architecture increases in size by 6.6 kGE because of the additional
execution units (dotp unit, shu�e unit, �xed-point support) but these
extensions allow the core to reach a higher CoreMark score of 3.19.

With respect to ARM architectures, the proposed core is compara-
ble in size and reaches better CoreMark scores than ARM when relying
on GCC compilers. ARM's top score cannot yet be achieved due to
11% of cycle penalty for taken branches, 3% for jumps and 7% for
load-use penalties. These penalties could be removed to some degree if
the compiler would reorder instructions (load-use), and with a branch
prediction circuit. The proposed extensions are also not utilized best
in CoreMark as it is a rather control-intensive benchmark with up to
20% branch instructions. The real performance of the proposed core
becomes apparent in a shared-memory multi-core system, where even
in a four-core con�guration it reaches higher operating frequencies on
comparable technologies.
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Table 3.5: Comparison of di�erent core architectures

This Work
Processor core RISC-V

Basic
RISC-V
Ext.

OpenRISC
[28]

CortexM4 [48]

Technology 65 nm 65 nm 65 nm 90 nm 40 nm

Vdd [V] 1.08 1.08 1.2 1.2 1.1
Freq. [MHz] 357 357 362 216 216
Dyn. Power 26.28 28.68 33.8 32.8 12.26[µW/MHz]
Area [ kGE ] 46.9 53.5 44.5 - -
[mm 2 ] 0.068 0.077 0.064 0.119 0.028

CoreMark /MHz 2.94a 3.19a 2.66 3.40b / 2.55 c

a
GCC-5.2.0, Flags: \-O2 -g -falign-functions=16 -funroll-all-loops"

b
IAR v6.50, Flags: \-e -Ohs {use c++ inline {no size constraints"

c
GCC-5.2.1, Flags: \-O3 {g -falign-functions=16 -falign-loops=16 -mno-

unaligned-access -�nline-functions -fno-strict-aliasing"

The area distribution of the cluster is shown in Figure 3.12 a).
The total area of the cluster is 1.30 MGE of which the additional area
for the dot-product unit and ALU extensions accounts for only 2%.
Figure 3.12b) shows the power distribution when running CoreMark on
a single core. The total power consumption at 50 MHz and 1.08 V is
only 4 mW of which 35% is consumed by the active core. The three
idle cores consume only 2.8% of which 83% is leakage.

3.5.2 Instruction Level Performance

The power consumption and energy e�ciency of the two RISC-V core
versions have been analyzed at instruction level. To determine the
power and energy of each instruction, they have been executed in a
loop with 100 iterations each containing 100 instructions. The energy
of a single instruction is then the product of the execution time and the
power divided by the number of executed instructions (10'000) and
cores (4). The power of each instruction consists of TCDM-power
(including interconnect), core-power, and I$-power. The execution
time of the loop depends on the latency of the instruction (2 cycles
for unaligned memory access instructions, 1 cycle for others).

Figure 3.13 shows the resulting energy per operation for di�erent
types of instructions. As expected, thenop instruction consumes the
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Figure 3.13: Energy per operation for di�erent instructions with
random inputs, 1.08V, worst case conditions, 65 nm CMOS.

least power, which is not zero, because it has to be fetched from
the I$/prefetch bu�er. Then comes a set of arithmetic instructions
(add, mul, mac, dotp, sdotp) for di�erent data types (char, short,
int). The extended core is bigger and hence, it consumes more power.
For the arithmetic operations, we observe a slight power increase of
4%. Some instructions likenop and moveare often used in compressed
form which means that the I$ has to be accessed only every eight cycle.
Therefore, these instructions require less fetch energy than others that
are not compressed.

While some of the new instructions (mac, dotp, shu�e ) consume
slightly more power than other arithmetic instructions, they actually
replace multiple instructions, which makes them more energy e�cient.
For example, the shu�e instruction is capable of reorganizing bytes
or shorts in any combination by utilizing the shu�e unit. Execut-
ing a shu�e operation (50 pJ) is equivalent to executing 3 - 4 simple
ALU operations for 90 - 120 pJ. Similarly the proposed LSU allows to
perform unaligned memory accesses from SRAMs for only 93 - 106 pJ
whereas software only support would require to execute 5 instructions
in sequence which would cost about 3� as much energy. We also
observe that ld/st operations from SCMs are on average 46% more
energy e�cient than from SRAMs. Unfortunately, SCMs are not very
area e�cient and therefore limited in size.
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3.5.3 Function Kernel Performance

To evaluate the performance gain of the proposed extensions, a set
of benchmarks ranging from cryptographic kernels (crc, sha, aes, kec-
cak), control intensive applications (�bonacci, bubblesort), transfor-
mations (FFT, FDCT), over more data intensive linear algebra ker-
nels (matrix additions, multiplications), to various �lters (�r, 2D �l-
ters, convolutions) has been compiled. We have also evaluated a
motion detection application which makes use of linear algebra, con-
volutions and �lters.

Figure 3.14 a) shows the IPC of all applications and Figure 3.14 b)
shows the speedup of the RISC-V core with hardware loops and post-
increment extensions, versus a plain RISC-V ISA. In this case, an
average speedup of 37% can be observed. As expected, �lters and
linear algebra kernels with very regular data access patterns bene�t
the most from the extensions. A second bar (+built-ins), shows the
full power of the proposed RISC-V ISA extensions. Data intensive
kernels bene�t from vector extensions, which can be used with vector
data types and the built-in dotp instruction. On these kernels a
much larger speedup, up to 13.2� , can be achieved, with an average
gain of 3.5� . The overall energy gains of the extended core are
shown in Figure 3.14 c) which shows an average gain of 3.2� . In an
ideal case, when processing a matrix multiplication that bene�ts from
dotp, hardware loop and post-increment extensions the performance
gain can reach 10.2� . Finally, the ratio of executed instructions
(compressed/normal) is shown in Figure 3.14 d). We see that 28.9 -
46.1% of all executed instructions were compressed. Note that, the
ratio of compressed instructions is less in the extended core, as vector
instructions, and built-ins do not exist in compressed form.

3.5.4 Convolution Performance

Convolutions are common operations and are widely used in image
processing. In this section, we compare the performance of basic
RISC-V implementation (basic RISC-V ) to the architecture with the
proposed extensions (+extensions). Since the compiler cannot e�-
ciently use all instructions, we also provide a third comparison point
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Figure 3.14: a) IPC of all benchmarks with and without extensions,
and with built-ins, b) speedup, c) energy e�ciency gains with respect
to a RISC-V cluster with basic extensions, d) ratio of executed
instructions (compressed/normal).
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(+built-ins) which runs on the extended architecture by directly call-
ing these extended instructions. For the convolutions, a 64� 64 pixel
image has been used with a Gaussian �lter of size 3� 3, 5� 5, and 7� 7.
Convolutions are shown for 8b (char) and 16b (short) coe�cients.
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Figure 3.15: a) required cycles per output pixel, b) total energy
consumption when processing the convolutions at 50 MHz at 1.08V,
c) number of TCDM contentions, and d) the power distribution of
the cluster when using the three di�erent instruction sets. e) and
f) compare single- and multi-core implementations in speedup and
energy.

Figure 3.15 a) shows the required cycles per output pixel using
the three di�erent versions of the architecture. In this evaluation,
the image to be processed is divided into four strips and each core is
working on its own strip. Enabling the extensions of the core allows



54 CHAPTER 3. RISC-V CORE ARCHITECTURE

to speedup the convolutions by up to 41% mainly due to the use of
hardware loops, and post-increment instructions. Another 1.7 - 6.4�
gain can be obtained when using thedotp and shu�e instructions
resulting in an overall speedup of 2.2 - 6.9� on average. dotp in-
structions are processing four multiplications, three additions and an
accumulation all within a single cycle and can therefore reduce the
number of arithmetic instructions signi�cantly. A 5 � 5 �lter would
require 25 mac instructions, while 7 sdotp instructions are su�cient
when the vector extensions are used. As seen in Figure 3.15 b) the
acceleration also directly translates into energy savings, the extended
architecture computing convolutions on a 64� 64 image is 2.2 - 7.8�
more energy e�cient.

Utilizing vector extensions and the RF as a L0-storage allows to
reduce the number of load words as shown in Figure 3.15 c) because it
is possible to keep more coe�cients in the RF. When computing 3� 3
and 5� 5 convolutions it is even possible to store all required elements
in the RF, and only load the new pixels. The remaining pixels can
be reorganized usingmove and shu�e instructions as described in
the 2D convolution example of Section 3.2. This not only reduces
the number of ld/st operations by 8.3� , but also reduces contentions
at the multi-bank shared memory. The extended cores have a higher
ld/st -density and thus experience more contentions per TCDM access,
17.8% on average. With vector operations, this number goes down to
only 6.2% which is a reduction from 11'100 contentions to only 390.

Figure 3.15 d) shows the power distribution of the cluster. It is
interesting to note that, although for all examples the power of the
core increases, the overall system power is reduced in all but one case,
where it marginally increases by 5.3% (Conv 3x3 short).

The speedup and energy saving of the vector convolutions on the
four-core system are shown in Figure 3.15 e) and f) with respect to
a single-core con�guration. Overheads at the strip boundaries of the
multi-core implementation are negligible as the speedup with 3.9� is
almost ideal. Using four instead of one core requires only 2.4� more
power leading to energy savings of 1.6� . Hence, the system is very
well scalable both in execution speed and in energy.
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Table 3.6: Comparison of convolutional performance with hardware accelerators

This Work Origami [56] HWCE [57]
Type RISC-V Base ISA RISC-V + DSP-Ext. Accelerator Accelerator

Implementation
Technology UMC 65nm UMC 65nm UMC 65nm ST FDSOI 28nm
Results from: Post-layout Post-layout Silicon Post-layout
Coef. size 8b/16b/32b 8b/16b/32b 12b 16b
Core Area [kGE] 4 � 46:9 4 � 53:5 - 184b

Total Area [kGE] 1277 1300 912 -
Supply Voltage [V] 1.08V 0.6V 1.08V 0.6V 1.2V 0.8V 0.8V 0.4V
Frequency [MHz] 357 50 c 357 50c 500 189 400 22

3x3 Convolution
Performance [Cycles/px] 14.0 14.0 6.3 6.3 - - 0.56 0.56
Energy e�ciency [pJ/px] 2570 839 c 1179 384c - - - 20a

5x5 Convolution
Performance [Cycles/px] 45.1 45.1 6.6 6.6 - - 0.56 0.56
Energy e�ciency [pJ/px] 10094 3261 c 1286 418c - - - 20a

7x7 Convolution
Performance [Cycles/px] 63.0 63.0 14.8 14.8 0.25 0.25 0.56 0.56
Energy e�ciency [pJ/px] 12283 3994 c 2847 926c 112 61 - 20a

a
HWCE 7x7 energy, does only include accelerator.

b
4.14� core area (core area of 44.5 kGE assumed [28])

c
Scaled with 65nm silicon measurements.
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Table 3.6 shows a comparison of the proposed RISC-V core with
its plain ISA and state-of-the-art hardware accelerators. Origami
[56] is a convolutional network accelerator capable of computing 7� 7
convolutions and generating 4 output pixels per cycle. Its area with
912 kGE is almost the size of a complete cluster. hardware convolution
engine (HWCE) [57] is an accelerator, which can be plugged to a
memory system and is approximately 184 kGE big and can compute
almost 2 pixels per cycle. Typically, a hardware accelerator outper-
forms a general-purpose architecture by factors of 100 - 1000. This
certainly holds true for the RISC-V core without extensions, which is
112� slower than the HWCE, while the proposed RISC-V core with
DSP extensions is only 11 - 26� slower. This is a signi�cant step in
closing the gap between programmable architectures and specialized
hardware. In terms of energy the RISC-V core consumes only 15 -
25� more than the Origami chip which is implemented in the same
technology.

3.5.5 Near-Threshold Operation

The ISA extensions of the RISC-V cores decrease the execution time
signi�cantly, which at the same time reduces the energy. Figure 3.16
shows the energy e�ciency of several successfully taped-out PULP
chips when processing a matrix multiplication on four cores. First,
PULPv2 [33] an implementation of the PULP platform with basic
OpenRISC cores without ISA extensions in 28 nm FD-SOI and sec-
ond Mia [81] a PULP cluster in 65 nm with an OpenRISC core fea-
turing a �rst set of ISA extensions (hardware loops, post-increment
instructions) [28]. While Mia had no support for dotp, and shu�e
instructions, Fulmine is already supporting a very similar ISA as the
presented RISC-V core. All chips are silicon proven and measured.

PULPv2, Mia, and this work feature SCMs which allow for NT
operation. PULPv2 works down to 0.46 V where it consumes only
1.3 mJ for a matrix multiplication which is 5 � less than at 1.1 V. This
also means that the average energy per operation of 52 pJ/op at 1.08 V
translates to approximately 10 pJ/op in NT operation.

Figure 3.16 shows the evolution of the architecture. First, we ob-
serve a 2.3� gain of the 28 nm PULPv2 versus a 65 nm RISC-V based
cluster with comparable instruction sets (both architectures feature
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Figure 3.16: Energy consumption of di�erent PULP architectures
when processing a matrix multiplication on four cores that shows the
potential of the vector extensions.

no ISA extensions). Then we see that the introduction of hardware
loops, and post-increment instructions in Mia almost closes this gap as
the execution speed improved by 1.8� . The presented ISA extensions
bring a very large speedup due todotp instructions and accounts for
a factor of 10� with respect to a RISC-V or OpenRISC core without
extensions.

The graph also shows the expected energy e�ciency of these exten-
sions in an advanced technology like 28 nm FD-SOI. These estimations
show that moving to an advanced technology and operating at the
NT region will provide another 1.9� advantage in energy consump-
tion with respect to the reported 65 nm implementation. In fact, a
28 nm implementation achieving 193 MOp/s per mW in NT operation
equals an energy consumption of 5.2 pJ/op which is better than best
MCUs which consume 10 pJ/op [44,47] but typically have less powerful
instructions than our core. The proposed RISC-V cluster will work
in the same conditions (0.46 V-1.1 V), achieve the same throughput
(0.15 - 2.35 GOp/s) while consuming 10� less energy due to the re-
duced runtime and only moderate increase in power. The increased
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e�ciency, as well as low power consumption (1 mW at 0.46 V) and
still high computation power (0.15 GOp/s at 0.46 V, 40 MHz) allows
the cluster to be perfectly suited for data processing in IoT endpoint
devices.

3.6 Summary

We have presented an extended RISC-V based processor core archi-
tecture, which is compatible with state-of-the-art cores. It is based
on a four-stage pipeline which allows balancing the critical paths
by skewing the clock and achieves a CoreMark score of 3.19. The
processor core has been designed for a multi-core PULP system with
a shared L1 memory and a shared I$. To increase the computa-
tional density of the processor, ISA extensions, such as hardware
loops, post-incrementing addressing modes, �xed-point and vector
instructions have been added. Powerful dot-product and sum-of-dot-
products instructions on 8b and 16b data types allow to perform up to
4 multiplications and accumulations in a single cycle while consuming
the same power as a single 32b MAC operation. A smart L0 prefetch
bu�er in the fetch stage of the cores is capable of fetching compressed
instructions and bu�ering one cacheline, greatly reducing the pressure
on the shared I$.

On a set of benchmarks we observe that the core with the extended
ISA is on average 37% faster on general-purpose applications, and
by utilizing the vector extensions another gain of up to 2.3� can be
achieved. When processing convolutions on the proposed core the
full bene�t of vector and �xed-point extensions can be used leading
to an average speedup of 3.9� . The use of vector instructions in
combination with a L0-storage allow to decrease the shared memory
bandwidth by 8.3� . Sinceld/st instructions require the most energy,
this decrease in bandwidth leads to energy gains up to 7.8� . The
extensions allow the core to be only 15� less energy e�cient than
state-of-the-art hardware accelerators but are general-purpose archi-
tectures and cannot only be used for a speci�c task, but for the whole
range of IoT applications.

In addition, multi-core implementations feature signi�cantly fewer
shared memory contentions with the new ISA extensions, allowing a
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four-core implementation to outperform a single-core implementation
by 3.9� while consuming only 2.4� more power.

Finally, implemented in an advanced 28 nm technology, we observe
a 5� energy e�ciency gain when processing near-threshold at 0.46 V
where the cluster is achieving 0.15 GOp/s while consuming only 1 mW.
The cluster is scalable as it is operational from 0.46 - 1.1 V where it
consumes 1 - 68 mW and achieves 0.15 - 2.35 GOp/s making it attrac-
tive for a wide range of IoT applications.





Chapter 4

Exploration of the
Logarithmic Number
System

While for many applications integer and �xed-point processor in-
structions su�ce, several others (eg. classi�cation [20, 21], vision
applications like detection [22], SLAM [23] or camera pose estima-
tion [24]) require a larger dynamic range, typically obtained using
single-precision FP-numbers. Unfortunately, FP operations typically
require more energy than integer operations, which is why a signi�cant
research e�ort is devoted toward reducing the energy required for HDR
computing. LNSs have been proposed [70{79] as an energy-e�cient
alternative to conventional FP, since several complex FP operations
such as MUL, DIV, and SQRT translate into simple integer operations
in LNS. This is not only relevant for high-performance computing,
but also increasingly needed for low-power, low-cost embedded appli-
cations where the demand on intensive signal-processing capabilities
continues to grow on a regular basis.

However, the drawback of LNS is that additions and subtractions
become non-linear operations and, when implemented in hardware,
have to be approximated accordingly with a dedicated LNU. The
area of LNUs grows exponentially with the desired precision, and

61
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for an accuracy equivalent to single-precision FP, LNUs are larger
than traditional FPUs, which makes it di�cult to motivate their use
in general-purpose processors. We show that in multi-core systems
optimized for ULP operation such as the PULP system [34], one LNU
can be e�ciently shared in a cluster. This arrangement not only
reduces the per-core area overhead, but more importantly allows sev-
eral operations such as MUL/DIV to be processed within the integer
cores without contention and additional overhead. Based on several
application benchmarks, we show that in a system with one LNU
shared among four cores, access contentions are minimal as in most
algorithms the percentage of ADD/SUB operations remains below
30%.

Another way of reducing the per core overhead is to relax the
precision requirements of the LNU since certain applications, such
as image or audio processing, are error tolerant to some degree and
usually do not require the equivalent accuracy of single precision
FP. Using approximate computing techniques on the architecture and
circuit levels [93{96], signi�cant area and energy savings have been
reported with only modest quality impact.

In the following, we present a series of compact 32b LNS units
which have similar area compared with the best designs in literature
[77{79], while at the same time providing signi�cantly more function-
ality. We enhance the LNU architecture to implement transcendental
functions with only small area overhead similar to special function
units (SFUs) present in today's graphics processing units (GPUs)
[97]. Therefore, we not only support standard LNS ADD/SUB op-
erations, but also fused multiply/divide-add operations (FMA, FDA)
and the non-linear function intrinsics 2x , log2(x), sin(x), cos(x) and
atan2(y; x), which are useful for many embedded applications ranging
from computer vision [24] to power electronics [98].

Six chips with a quad-core cluster system have been designed
using the UMC 65 nm LL CMOS technology. Each chip contains
an identical cluster with four 32b OpenRISC cores. The �rst chip
is based on four private single-precision FPUs, and the remaining
�ve chips share di�erently parametrized LNUs. Three of these chips
(the FP, LNS A and LNS C, see Section 4.4) have been taped out
and measured. The remaining designs integrate LNUs with reduced
precision constraints. Using these designs, we show that for typical
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non-linear processing tasks, our precise LNS design can be up to 4.1�
more energy e�cient than a private-FP design and achieve a similar
energy e�ciency when running pure linear algebra kernels with many
ADD/SUB operations. Decreasing the precision constraints for the
LNU further allows decreasing the pipeline depth of the LNU which
results in additional speedups. Finally, the use of a 16b vector LNU
is investigated, which can be an interesting design alternative for
applications that require HDR and can tolerate lower precision as
two operations can be carried out concurrently. 1

The remaining of this chapter is organized as follows: Section 4.1
summarizes the related LNS work and Section 4.2 introduces the basic
principle of LNS. The micro-architecture of the LNU is explained in
Section 4.3. The integration of the LNU in the multi-core platform is
then explained in Section 4.4.1 and the results of precise and approx-
imate LNUs are provided in Section 4.6 and Section 4.5, respectively.
Finally, Section 4.7 summarizes the �ndings of this chapter.

4.1 Related Work

The LNS has been proposed as a replacement for standard �xed-point
and FP arithmetic already in the 1970's [70,71]. The main challenge
of �nding e�cient approximation methods to implement the non-
linear ADD/SUB operations has driven research in the LNS domain.
In early works, implementation of LNUs with accuracy higher than
12b was considered infeasible due to exponentially increasing lookup
table (LUT) sizes. Since then, several improved implementations
have been proposed. In the low-precision FP calculation domain,
with bit-widths lower than 16 bits, so-called multi-partite table [99]
and high-order table based methods [100] have been shown to be

1The work in this chapter has been completed in collaboration with Michael
Scha�ner. He is the designer of the optimized LNU and the framework to generate
di�erently parametrized LNUs. My work was on the core to support the remaining
operations in the ALU, as well as the decoding logic, compiler optimizations to
support the new instructions through builtins, and the integration of the shared
LNU in the multi-core cluster. The backends of the chips have been completed
by myself, but the measurements have been conducted together. Whereas the
technical implementation work can be clearly identi�ed and attributed to one of
us, the results have been collected together.
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e�ective [101]. LNS based operations have been used to replace �xed-
point operations in several applications such as QR decomposition
[102], non-linear support vector machine (SVM) kernel evaluation [20],
embedded model predictive control [103], neural network accelerators
[104] and low power digital �ltering [105]. LNS numbers have also
been extended to be used for complex numbers [106] and quaternions
[107]. Attempts to combine both the advantages of standard FP and
LNS into hybrid systems have been made in [108], where the main
drawback is the cost of non-linear typecasts.

Coleman, et al. [74] introduced the concept of acotransformation
to alleviate approximation di�culties related to SUB operations where
the operand di�erence is close to 0.0. As explained in Section 4.2.4,
such cotransformations are analytical decompositions of the prob-
lematic functions allowing to implement the same functionality with
signi�cantly smaller LUTs. Following the example of Coleman, et al.,
several di�erent cotransformation variations have been presented in
[72,73,75{79,109]. Complete LNUs for application-speci�c integrated
circuit (ASIC) processors with accuracy equivalent to single-precision
FP have only been presented in [77{79] so far. Coleman, et al. [77]
describe the european logarithmic microprocessor (ELM), the �rst
single-core microprocessor featuring an LNU. Their design combines
a custom interpolation scheme with the cotransformation developed
by [74]. In [78, 79] Coleman, et al. improve their ELM design and
propose LNUs with lookup tables small enough to be implemented
without read-only memories (ROMs). These LNU designs are able
to execute only basic LNS ADD/SUB instructions and do not have
support for casts.

FPUs for standard FP are designed in [110{113] and often only
contain support for ADD, SUB, MUL, casts and FMA operations.
Support for divisions is then added in form of SW emulations or
iterative HW dividers since single-cycle HW divisions are expensive
for single-core architectures [111]. On top of the basic algebraic op-
erations, there is a growing need to support HDR computations of
common non-linear functions. A signi�cant body of work [97,114{118]
studies the e�cient implementation of SFUs for GPUs which imple-
ment non-linear functions such as cosine, sine, arctangent, square-
roots, etc. in FP. Compared to complete numerical function libraries
(e.g., as part of math: h in C++) these intrinsics are much faster (a
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few cycles instead of hundreds), but they do not provide the same ac-
curacy level. Also, the intrinsics usually evaluate the special functions
on reduced ranges (e.g., [0; �= 2)), and have to be wrapped with range
reduction routines [119].

In contrast to above listed work, this work combines the LNU and
the SFU into one unit, since they share many architectural properties.
Based on the OpenRISC version of the PULP platform, the �rst multi-
processor with a shared LNU has been designed, and it is shown that
this can be an energy-e�cient alternative to a standard FP design for
various non-linear function kernels. A similar framework as described
by Fu, et al. [120, 121] is established in order to generate exact (�
1ulp accuracy) and approximate (� 1 ulp accuracy) LNUs for di�erent
bit-widths ranging from half to single precision FP as explained in
detail in [32]. Not only area-delay trade-o�s of approximate and
precise LNUs are studied, but also the implications on an integra-
tion in a multi-core platform such as the PULP platform. For this
reason, the focus of this chapter is on the integration of di�erently
parametrized LNUs in a multi-core PULP platform and on showing
area, performance, and energy e�ciency gains when sharing precise
and approximate LNUs.

Figure 4.1: Encoding and special values of the 32b LNS numbers used
in this work.
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4.2 Preliminaries

4.2.1 LNS Number Representation, and Format

Standard FP number systems represent a real number asa = ( � 1)s �
mfrac � 2l exp , where s is the sign, mfrac the mantissa and lexp the
exponent. In LNS, numbers are only represented by an exponentlexp

which now has a fractional part: a = ( � 1)s � 2l exp . In this case, the
exponent is an unbiased two's complement number and its width is
denoted aswexp = wint + wfrac , wherewint and wfrac are the number of
integer and fractional bits, respectively. The bit-width of the complete
number including the sign bit is wlns = wexp + 1. For wint = 8
and wfrac = 23, the encoding is aligned with the single-precision
FP (IEEE 754) format [122], and for wint = 5 and wfrac = 10, it
is equivalent to the half-precision format. Similar to the IEEE 754
standard, special values such as zeros (ZERO), in�nity (INF) and not
a number (NaN) are encoded using special bit patterns (Figure 4.1).
In the following, we will use lowercase variables for real numbers (e.g.
a). The corresponding LNS sign and exponent are denoted assa , la
and the machine representation asA = [ sa ; la ].
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Figure 4.2: Plot of the F + (r ); F � (r ) and cotr( r ) functions in linear
and semi-logarithmic domain { note the singularity for r ! 0. The
critical region is [0; 4), providing the best trade-o� in terms of the
overall number of polynomial segments [120, 121]. F � (r ) can be
replaced by F + (r ) for values of r above t repl , and both functions can
be clipped to 0.0 abovetclip for wfrac = 23.
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4.2.2 Arithmetic Operations in the LNS Domain

Certain operations can be implemented very e�ciently with the LNS
format. For example, multiplications, divisions, and square-roots
transform to simple integer operations when calculating these opera-
tions in the log-domain:

a � b = ( � 1)sa + sb � 2l a + l b (4.1)

a=b= ( � 1)sa + sb � 2l a � l b (4.2)
p

jaj =
�
2l a

� 0:5
= 2 0:5� l a (4.3)

This is an important advantage because such operations can be ef-
�ciently calculated in slightly enhanced integer ALUs and result in
much shorter latencies and energy costs than the equivalent FP im-
plementations. However, these simpli�cations come at the cost of
more complex additions and subtractions, which become non-linear
operations in LNS:

a � b = z; lz = max( la ; lb) + log 2(1 � 2�j l a � l b j ): (4.4)

Using the absolute di�erencer = jla � lbj, the two non-linear functions
for addition and subtraction can be de�ned as F+ (r ) = log 2(1 + 2 � r )
and F� (r ) = � log2(1 � 2� r ) shown in Figure 4.2.

4.2.3 Rounding Modes and Precision

The IEEE 754 standard de�nes several rounding modes that can be
applied after basic arithmetic operations like multiplications and ad-
ditions. The default rounding mode is round to nearest, and provides
average and maximum relative errors of 0.1733 and 0.5 ulp, respec-
tively. However, due to the di�erent spacing of the machine numbers
in LNS, an ulp in FP is not equivalent to an ulp in LNS. Therefore
in [75], Coleman introduced the relations

j� javg rel arith

2w frac
=

�
2j � javg log � 1

�
=

�
2

j � j avg rel log
2w frac � 1

�
(4.5)

j� jmax rel arith

2w frac
=

�
2j � jmax log � 1

�
=

�
2

j � j max rel log
2w frac � 1

�
(4.6)
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where j� javg log and j� jmax log are the average and maximum absolute
errors in the LNS domain, j� javg rel log and j� jmax rel log are the average
and maximum relative errors w.r.t. to one ulp in the LNS domain, and
j� javg rel arith and j� jmax rel arith are the corresponding relative errors in
the FP domain. Using these relations, we can calculate that, e.g. an
LNS design with wint = 8 and wfrac = 23 should have j� jmax rel log <
0:7213 in the LNS domain in order to have equivalent precision as FP
with round to nearest rounding mode (j� jmax rel arith < 0:5).

FP equivalent accuracy of 0.5 ulp for a certain bit-width usually
comes at a high cost and is not always required. Hence, it is common
to use so calledfaithful designs [101, 121] which deliver a maximum
error � 1 ulp. For the distinction between exact and approximate
designs, the following de�nitions are used. A design for a certain
bit-width con�guration wint :wfrac is said to be exact if its maximum
relative error j� jmax rel arith � 0:5. A design is considered to be faithful
if j� jmax rel log � 1 in the LNS domain, and approximate otherwise.

4.2.4 Cotransformations and Fitting Framework

While for low precision (< 12 bit) implementations F � (r ) can be stored
in LUTs, this approach is not feasible anymore for single-precision
FP. Piecewise polynomial approximations however, have been found
to work well [120, 121] to reach these precision levels { except for
operations wherer is small since F� (r) has a singularity at zero. In
this critical region (CR), so-called cotransformations [72{74, 76{79]
are usually applied to decompose F� (r) into sub-functions which can
be approximated more e�ciently. The cotransformation used in this
work was originally proposed by [72] and decomposes F� (r ) as

F� (r ) = � log2(1 � 2� r )

= � log2

�
1 � 2� r

r

�
+ log 2(r )

= cotr( r ) + log 2(r ):

(4.7)

It has been successfully used to create compact LNS operators for
�eld programmable gate arrays (FPGAs) [120, 121] { but so far its
usage for implementing an ASIC LNU design has not been closely
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investigated. This decomposition leverages the fact that cotr(r ) be-
haves much better around 0.0 as shown in Figure 4.2, and can thus
be readily approximated using polynomials. The size of the CR is
set to [0; 4) which provides the best trade-o� for this decomposition
in terms of overall number of polynomial segments [120, 121]. The
log2(r ) function still has a singularity at 0, but for �nite precision
arithmetic this function can be e�ciently implemented with range
reduction techniques of the argument [119], where the argument range
can be reduced to [1; 2) by employing a leading zero counter and a
barrel shifter. The log2 function itself can be implemented on this
reduced range using a polynomial.

For the accuracy range between half-precision and single-precision
FP numbers, piecewise 1st and 2nd order polynomials have been
found to be e�cient approximators for a wide range of non-linear
functions [97,114{118]. This also holds for the F+ (r) ; F� (r) functions
(outside the CR) [120,121], and hence our LNU architecture has been
designed using such polynomials. The employed �tting framework
is described in more detail in [32] and uses a �nite-precision aware
implementation [123] of the Remez algorithm [124] in combination
with an interval splitting heuristic [125] to compute so-called piecewise
minimax polynomials.

4.3 LNU Architecture

The proposed LNU architecture shown in Figure 4.3 uses �ve main
datapath units depending on the operation, and whether the operation
falls into the CR as explained below.

4.3.1 Main LNU Blocks

The MulDiv Block preprocesses fused multiply/divide-add (FMA/FDA)
functions and also enables arbitrary base exponentialsC = exp( A � B )
and C = exp( A=B ), termed MEX and DEX. In addition, the division
capability allows for convenient range reduction of the trigonometric
functions (e.g., division by � for sine/cosine). The intermediate results
U and V from the MulDiv Block are used in theAddSub Preprocessing
Block which calculates the absolute operator di�erencer = jlu � lv j
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Figure 4.3: The LNU architecture, shown for 2nd order interpolation.
Parts for SF extensions are highlighted.
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and the operator maximum for binary operations such as ADD/SUB.
For unary operations such as EXP/LOG, operator V is gated to zero.

The Main Interpolator Block implements F+ (r ) on the complete
range [0; tclip ) and F� (r) outside the CR [4; tclip ) using piecewise
polynomial approximations. Depending on the latency-area trade-o�
the 1st or 2nd order approximation will be used. This block is also
used for SUB operations in the CR [0; 4) to evaluate cotr(r ), the result
of which is later added to the log2(r ) value in the Postprocessing Block.
For a given input r , the coe�cients pr

i = pi (r ) for i = f 0; :::; N g (where
N is the polynomial order) are selected from a set of LUTs, and the
polynomial is evaluated using the Horner scheme

p(r ) = pr
0 + � r

p �
�

: : :
�

pr
(N � 1) + � r

p � (pr
N )

��
(4.8)

where � r
p are the LSBs of r . The main interpolator datapath can

be shared among F+ (r ), F � (r ) and cotr( r ). As explained in more
detail in [32], each LUT is subdivided into di�erent segments, each
of which contains a set of equidistantly spaced coe�cient samples.
The segment boundaries have been aligned to powers of two, such
that the segment index can be easily determined by looking at the
MSBs of the argument r . The functions F+ (r ) and F� (r ) become
increasingly similar with increasing r such that one function can be
replaced by the other without impact on precision. Therefore, we
de�ne a threshold t repl and reuse the F+ (r ) tables for F� (r ) when r >
t repl (single-precision: t repl = 14). Further, for large r , the functions
values of F+ (r ) and F� (r ) fall below the required precision due to
their asymptotic behavior and can be clipped to 0. This clipping
threshold is denoted astclip (single-precision: tclip = 24:588).

The main objective of the Log/Exp Block is to implement the
log2(r ) function within the critical region [0 ; 4) required for SUB oper-
ations. This is achieved using a barrel shifter and leading zero counter
to reduce the range of the input, and anN th order interpolator with
LUTs covering the argument range [1; 2). Note that it is possible to
reuse this function for native typecasts from integer to LNS (I2F),
and LOG2 operations in the LNS domain. For a given input r , the
polynomial coe�cients qr

i = qi (r ) for i = f 0; :::; N g are selected from
a set of LUTs, and the approximation result q(r ) is again calculated
as in Equation (4.8).
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To natively support inverse typecasts (F2I) and 2x (EXP) opera-
tions, an additional table for the 2x function has been added. Since
this function can also be e�ciently implemented using range reduction
and polynomial interpolation, we can reuse the existing interpolator
to calculate the function value on the range [0; 1), and only have to
include an additional shifter at the output which has been moved
to the Postprocessing Blocksuch that the delay for the ADD/SUB
operations is not increased. This �nal block combines or selects the
interpolators, performs rounding and special case handling such as
NaN and over/under
ow detection.

4.3.2 Trigonometric Functions

Trigonometric functions can be approximated in several ways [117,
118,126], e.g., with the well-known class of CORDIC algorithms [127].
These iterative shift-and-add methods can even be implemented on
processors with limited DSP functionality. Lower-latency implemen-
tations however, use table-based methods in combination with range
reduction techniques [119]. In fact, several SFUs employ 2nd or-
der interpolation [114{116]. Hence, our LNU can be extended with
trigonometric functions by only modifying a few existing components.

We restrict the set of extensions to sine, cosine and arctangent
functions, since these are the most commonly used and many other
functions can be e�ciently derived from these using trigonometric
relations. These functions are implemented using normalized angles
which have the advantage of simpler modulo-2 calculations for range
reductions (see [117,118] for more details). We implement the exten-
sions for the functions sin(�2 x), cos(�

2 x), 2
� atan2(y; x) which already

implicitly contain the factor �
2 .

While LNS has several bene�ts such as low-latency DIV/MUL that
can be used for argument processing, it also introduces two di�culties
for the particular case of trigonometric functions. First, 0.0 equals to
� inf in LNS and leads to singularities and second, the logarithmic
spacing complicates fast range reduction and folding techniques for
periodic functions since the quadrants are not evenly spaced. These
issues for the trigonometric SF extensions are addressed in more detail
in [31].
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Sine, Cosine, and Arc Tangent:

Sine and cosine have been implemented with two instructions which
have to be issued sequentially (e.g., SIN(SCA(A,B)) with A=X, B=
�
2 ). The �rst instruction termed SCA (sine/cosine argument) is a DEX
variant leveraging a cheap LNS division to divide the sine or cosine
argument by �

2 . The second instruction (SIN/COS) is then performing
the actual table lookup for the sine/cosine and the interpolation in the
�rst quadrant. The singularity in the logarithmic domain is prevented
by analytically splitting the function in two terms as explained in [31].

The approximation scheme to implement the arctangent depends
on whether only the single argument version atan(x) or the two-
argument version atan2(y; x) is implemented. We have targeted to
implement the latter such that no additional software wrapping of
the arctangent function is required to calculate the correct phase.
The arctangent function can then be computed with a series of three
sequentially issued instructions ATL(ATN(ATA(A,B))), where A=Y
and B=X. The �rst instruction ATA (arctangent argument) is a vari-
ant of the DEX instruction and performs a range reduction as well as
a transformation to the linear domain in which the second instruction
(ATN) is performing the actual table lookup and interpolation in the
�rst Cartesian octant. Finally, the ATL instruction is a LOG variant
and transforms the result back to the logarithmic domain.

Since the instructions sequences for sine, cosine, and arctangent
depend on each other, the total latency of these operations is two
or three times the one of a simple ADD, but already includes range
reduction and special case handling since this is automatically per-
formed in HW in the LNU.

4.4 Processor Integration

To evaluate the performance of di�erent LNUs in a shared setting, we
have designed a multi-core processor system based on a 32b OpenRISC
core [28] using the UMC 65 nm LL technology. As shown in Figure 4.4,
the system consists of four cores with 1 kB private instruction caches,
a single shared LNU and a total of 32 kB of L2 and TCDM memory.
The four-to-one sharing ratio is motivated by the fact that in most
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Figure 4.4: Integration of the shared 32b LNU and the 16b vector
LNU into an OpenRISC cluster. For clarity connection details of the
LNU are shown only for core 3.

FP programs, the fraction of ADD/SUB instructions, rarely exceeds
0.25 (see Figure 4.7a for examples). For comparison purposes, an
identical system has been designed featuring 4 cores with private
IEEE 754 32b compliant FPUs including HW support for ADD, SUB,
MUL and typecasts. For DIV we use SW emulations as described
in Section 4.5.4 which is a common approach of adding FP support
to small embedded processors [111]. The implemented FPU is a
shared normalizer design similar to [110] (but without divider) with
a complexity of 10 kGE { which is competitive with state-of-the-art
implementations [111,112,128].

To show the evolution of the LNUs we present four chips (Figure 4.4),
where the last chip is extended with a vectorized half-precision LNU
allowing to perform two half-precision LNU operations in parallel as
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well as providing DOTP instructions that utilize MulDiv blocks of
both half-precision LNUs. All clusters have been designed to run at
500 MHz at 1.2 V under typical case conditions. To meet the timing
constraints of the cluster, the FPU and the 16b vector LNU have been
pipelined once and the 32b LNUs three times.

Note that the tool 
ow has evolved over the project and the newest
versions are more e�cient w.r.t. the �rst silicon implementations of
the FP and LNS A designs [30]. Therefore, the backends have been
repeated using the current design 
ow to compensate for any sys-
tematic o�sets in the measurements from [30]. The cotransformation
has also evolved over the project, and while all new designs (LNS B,
C) use [72], the �rst silicon implementation (LNS A) used the one
described in detail in [30,109]. Thus, the main di�erence between the
legacy LNU and the new LNU designs is the way how subtractions in
the CR are handled. The new LNU designs have a smaller interpolator
and require about 45% less LUT bits than the legacy LNU design (as
can be seen in Table 4.1).

4.4.1 Dispatcher and Interconnect

The LNU is shared in a completely transparent way; the programmer
sees a system with as many LNUs as there are cores. The LNU
interconnect contains a fair round-robin arbiter which handles re-
quests from the processor cores. Each processor core hosts a small
dispatcher that is tightly integrated in the core's execution stage. If
LNU operations are decoded they will be forwarded to this dispatcher
which is responsible to o�oad LNU instructions to the interconnect,
stall the core if necessary, and silence the operator ports in case no
instruction has to be o�oaded. Whenever more than one dispatcher
tries to access the LNU, all but one have to stall their pipeline and wait
for an idle cycle of the LNU. In LNS C, where the system is enhanced
with a 16b vector LNU, a second interconnect is used to alleviate
contention. Our OpenRISC architecture contains two write ports to
the RF, which are used by the ALU and the LSU. Instead of adding
a third write port for the LNU, the LSU-port has been shared with
the dispatcher since a single-issue in-order pipeline cannot execute
multiple LNU and load operations concurrently. However, due to
contentions in the LNU interconnect and LSU, write back collisions
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can occur, which are handled by a small controller which stalls the
pipeline if necessary. Since the latency of the LNU is larger than for
other instructions the dispatcher and the pipeline have been designed
to be able to hide up to two cycles of latency by utilizing the write back
port of the LSU. Longer latencies are not hidden, and are often not
even worth to hide due to inter instruction dependencies, and stall the
pipeline for 1 - 2 cycles. Hence, it is crucial to minimize the latency of
the LNU in order to obtain a good application level performance. In
case of a two cycle latency LNU, stalls only occur when multiple cores
try to access it in the same cycle, or when the result of the LNU is
needed in the subsequent cycle which can typically be avoided by the
compiler with instruction reordering. When exploring approximate
versions of the LNU it is important to consider di�erent pipeline
depths because approximate LNUs are not only smaller, but also
faster and can be implemented with less pipeline registers. Therefore,
approximate LNU operations in general lead to less stalls due to fewer
data and structural hazards.

4.4.2 LNS ALU-Extensions

The integer ALUs of the cores have been slightly modi�ed to handle
the LNS sign bit in single-, and half-precision format correctly. Even
when using approximate LNUs, which read operands and generate
results of less than 32b, the core operations (MUL, DIV, SQRT)
remain exact. Vectorized core operations can be implemented with
previously added integer SIMD support for the OpenRISC core as
presented in [28]. The adder and shifter are sliced into four 8b seg-
ments and can perform one single precision FP operation, or two 16b
half-precision FP operations. Special values such as INF, ZERO, but
also the sign bit needs to be handled separately for the low and high
part which is done in a preprocessing step of the ALU. Namely the
sign of the output is the xor of the two input signs, and when a INF,
ZERO or NaN is detected at one of the inputs, the ALU data path is
bypassed and the results is set directly to ZERO or INF depending on
the operation, and the inputs. In case a MUL, DIV, SQRT operation
triggers an over-, or under
ow, the result is set to INF or ZERO,
respectively.
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4.5 Results

For hardware and energy e�ciency evaluations, we have pipelined
the LNU designs using the automatic retiming feature of Synopsys-
2016.12 Design Compiler , and integrated them into a four-core
OpenRISC cluster as described in Section 4.4.1. For each cluster,
we have performed a complete back-end design 
ow usingCadence
Innovus-15.20 in the same 8-metal UMC 65 nm LL complementary
metal-oxide semiconductor (CMOS) technology. The back-end of the
OpenRISC LLVM compiler has been modi�ed to support the LNS
format, and new instructions have been added to support the addi-
tional functionality provided by our LNUs. Vector instructions and SF
intrinsics are provided as compiler built-in functions (compiler auto-
vectorization is currently not supported). A set of benchmarks written
in C was compiled and executed on the FP and LNS architectures.
The FP, LNS A and LNS C chips have been manufactured, exten-
sively tested and measured. The remaining LNS B cluster has been
simulated in Mentor QuestaSim 10.3a using back-annotated post-
layout gate-level netlists and power has been analyzed inCadence
Innovus-15.20 . First, a comparison of our LNU designs with related
LNUs and SFUs is given in Section 4.5.1, followed by a comparison
of the designed chips in Section 4.5.2. Finally, we will give detailed
results of instruction and kernel level e�ciencies in Section 4.5.3 and
Section 4.5.4.

4.5.1 LNU Results and Comparison with Related
Work

The AT behavior of the LNUs, and a detailed area split for an LNU
with SF extensions is shown in Figure 4.5 a) and b). A large part of
the LNU area is occupied by LUTs (42.3%) and interpolators (42.8%).

Table 4.1 shows a comparison of synthesis results for combina-
tional implementations in both 65 nm and 180 nm. The new LNU
without SF extensions is signi�cantly smaller in terms of normalized
GE than most related designs, and provides more functionality such
as casts and EXP/LOG functions. The additional FMX/TRIG in-
structions increase the area by only 17.3%. Compared to the best
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related 65 nm designMinimax (2CT) by [79] our new LNU has sim-
ilar area, but a higher combinational delay. Note however, the only
silicon-proven related design is the ELM LNU [77, 78] andMinimax
(2CT) has �rst been developed in 180 nm, and the 65 nm results listed
in Table 4.1 represent additional technology translations provided in
[79]. The related designs [77{79] either use custom 1st order schemes,
or 2nd order polynomial interpolators with a dedicated squarer.
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Table 4.1: Comparison of di�erent LNUs and related designs (unpipelined entities).

[77] [129] [79] This Work
ELM Mod. Chester Minimax Legacy New New + SF New + SF

Functionality x ADD, SUB ADD, SUB, I2F, ADD, SUB, I2F, F2I, LOG,
F2I, LOG, EXP EXP, FMX, TRIG

Interpolation
Wordwidth [bit] 32 32 32 32 32 32 16
cotr Type [75] [129] [129] [109] [72] [72] [72]
cotr Interp. ( N ) C (1) C (1) M(2) C (1) M(2) M(2) M(1)
Other Funct. ( N ) C (1) C (1) M(2) M(2) M(2) M(2) M(1)

Error [ulp]
ADD (max) 0.4544 0.4623 0.4944 0.4618 0.3806 0.3806 0.3753
ADD (avg) 0.1777 0.1745 0.1721 0.1748 0.1744 0.1744 0.1734
SUB (max) 0.4952 0.4987 0.4626 0.4786 0.4755 0.4755 0.4561
SUB (avg) 0.1776 0.1738 0.1719 0.1748 0.1750 0.1750 0.1738

LUT Size [kBit]
F +

227.3 162.0 ? 20.3 30.4 30.4 2.8
F � 41.3 12.2 12.2 0.6
cotr 129.0 21.2 ? 24.0 4.7 4.7 1.0
other - - - 27.5 13.2 23.7 2.6
total 356.4 183.3 110.1 113.1 60.9 71.5 7.0

180 nm Results
Technology 180 nm UMC 180 nm UMC 180 nm
1 GE [µm2 ] 9.3744z 9.3744 9.3744
Delay min/max [ns] 11.74/13.50 7.1/14.79 9.3/ ~19.2 17.0/17.0 12.5/12.5 12.5/12.5 8.5/8.5
Area [mm 2 ] 0.906 0.589 0.474 0.411 0.301 0.375 0.076
Area [kGE] 96.6 62.9 50.6 43.8 32.1 40.0 8.1
Used in Silicon yes (ELM) no no no no no no

65 nm Results
Technology - UMC 65 nm y UMC 65 nm
1 GE [µm2 ] - 1.44 1.440
Delay min/max [ns] - 0.91/1.94 1.24/2.60 6.0/6.0 4.5/4.5 4.5/4.5 3.0/3.0
Area [mm 2 ] - 0.039 0.031 0.054 0.037 0.043 0.009
Area [kGE] - 26.8 21.8 37.5 25.4 29.8 6.5
Used in Silicon - no no yes (LNS A) no yes (LNS C) yes (LNS C)

x FMX stands for all variations FMA, FMS, FDA, FDS, DEX and MEX. TRIG stands for the instructions SCA, SIN, COS,
ATA, ATN, ATL. y 65 nm numbers from [79]. z assumed NAND2 area (UMC 180 nm).
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Table 4.2: Comparison of the new LNU with SF extensions and FP SFUs (post-layout �gures, i.e.
pipelined, placed&routed units).

NVidia [97, 114] Caro et al. [115] New LNU + SF

Function Table Error � LUT Lat/ Table Error � LUT Lat/ Table Error � LUT Lat/
Interval [kBit] TPut Interval [kBit] TPut Interval [kBit] TPut

p
x - - - - [1,2] 1.0 ulp 1.73 6/1 - 0.69 ulp - 1/1 x

p
2x - - - - [1,2] 1.0 ulp 1.82 6/1 - 0.69 ulp - 1/0.5 x

1=
p

x [1,4] 1.52 ulp 6.5 ?/1 [1,2] 1.0 ulp 3.71 6/1 - 0.69 ulp - 1/0.5 x

1=
p

2x - - - - [1,2] 1.0 ulp 3.65 6/1 - 0.69 ulp - 1/0.33 x

1=x [1,2] 0.98 ulp 6.5 ?/1 [1,2] 1.0 ulp 4.29 6/1 - 0 ulp - 1/1 x

log2 (x) [1,2] 22.57b 3.25 ?/1 [1,2] 24b 4.03 6/1 [1,4] 0.75 ulp 9.15 4/1
2x [0,1] 1.41 ulp 3.25 ?/1 [0,1] 1.0 ulp 1.98 6/1 [0,1] 23.0b 4.48 4/1
sin(x), cos(x) [0,� /2] 1.72e-7 3.25 ?/1 - - - - [0,1] 1.85e-7 6.54 8/0.5
atan2( y; x ) - - - - - - - - [0,1] 1.87e-7 4.03 12/0.33

Other
support
Functions 2D Attribute Interpolation no ADD, SUB, I2F, F2I, FMA
NaN, INF ? no yes

Impl.
Technology ? TSMC 180 nm UMC 65 nm
1 GE [µm2 ] ? 9.374y 1.44
Freq. [MHz] ? 420 305
Area [mm 2 ] ? 0.34 0.067
Area [kGE] 8030 FE � 42.2 kGE z 36.3 45.6

y Assumed NAND2 area (UMC 180 nm). z Assuming 5.25 GE per FE. x Computed in integer ALU of the processor cores.
� Error either speci�ed in ulp or as absolute maximum error if not applicable. For log 2 (x ) (in FP) and 2 x (in LNS) precision
given in amount of good bits returned, see [114, 115].
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These schemes use 1.8 - 5.9� more LUT entries than our design,
but have the advantage of providing lower latency compared to our
2nd order Horner interpolator. However, these designs exhibit variable
latency, since CR subtractions have to pass through the interpolator
twice, making it harder to share such an LNU. A comparison of
the LNU with SF extensions (post-layout) with an SFU from Tesla
GPUs [97,114] and from Caro et al. [115] is shown in Table 4.2. Our
design is comparable in complexity while providing equivalent accu-
racy levels and functionality. Note that an LNS-based processor does
not require any additional units to be complete, whereas an FP-based
system additionally requires an FPU for standard operations. When
comparing the LUT sizes, we can observe that the design by Caro et al.
requires the least amount of bits for special functions. The reason for
this is that they additionally enforce constraints among neighboring
LUT segments when �tting the non-linear functions. This allows to
obtain even smaller LUTs than with the minimax �tting heuristics
employed in [97,114] and our design. However, the design by Caro et
al. does not have support for LNS ADD/SUB, trigonometric functions
and the special cases (like NaN/INF). Note that the complexity of
the design by [97, 114] is speci�ed in full-adder equivalent (FE) of a
proprietary library and has been converted assuming 5.25 GE per FE.
Also, the trigonometric intrinsics for sine/cosine do not have complete
range reduction from arbitrary values to the �rst function period as
this would require a division. Our design in contrast is able to perform
automatic range reduction on all trigonometric functions thanks to
cheap LNS divisions.

4.5.2 Designed Chip Variants

Table 4.3 lists all designs and gives a comparison of the measured and
simulated chip variants. Our reference design is the FP chip, which
includes one private FPU per core (four total). LNS A is the �rst chip
which includes a shared legacy LNU. The LNS B design includes a new
LNU as well as optimizations in the multi-core system. The LNS C
design includes a new LNU with SF extensions and a 2� 16b vector
LNU, allowing to calculate kernels more e�ciently at lower precision.
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Table 4.3: Comparison of LNU-based and FPU-based Processor Chips.
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ELM [77] 1. FP 2. LNS A 3. LNS B 4. LNS C

Results From Silicon Silicon Silicon Post-layout Silicon
Technology 180 nm 65 nm 65 nm 65 nm TT

25� C
65 nm

Area [kGE] - 676 702 682 725
Area 1 Core [kGE] - 39.6 41.3 41.4 43.4
FPU/LNU Area [kGE] - 4� 9.6 57.1 37.7 69.2
Supply Voltage [V] - 0.8 - 1.3 0.8 - 1.3 1.2 0.8 - 1.3
Max. Freq. @1.2V [MHz] 125 374 337 500 305
Power@100MHz, 1.2V [mW] - 23.2 24.4 22.2 24.5
Avg. FPU/LNU Utilization - 0.22 0.39 0.39 0.42
LNU/FPU Type ELM LNU FPU Legacy LNU New LNU New LNU + SF
Wordwidth [bit] 32 32 32 32 32 2� 16
Max Error [ulp] 0.454 0.5 0.478 0.476 0.476 0.456

Latencies

ADD/SUB/FMA hw 3/3(4) y /- 2/2/- 4/4/- 4/4/4 4/4/4 2/2/2
sw -/-/- -/-/- -/-/- -/-/- -/-/- -/-/-

MUL/DIV/SQRT hw 1/1/1 2/-/- 1/1/1 1/1/1 1/1/1 1/1/1
sw -/-/- -/62/56 -/-/- -/-/- -/-/- -/-/-

EXP/LOG/casts hw -/-/- -/-/2 4/4/4 4/4/4 4/4/4 2/2/2
sw -/-/- 51/85/- -/-/- -/-/- -/-/- -/-/-

sin =cos=atan2 hw -/-/- -/-/- -/-/- -/-/- 8/8/12 4/4/6
sw -/-/- 69z /68 z /340 64/60/92 64/60/92 -/-/- -/-/-

y Variable latency LNU. z Without range-reducing division (phase magnitude � 2� ).
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Table 4.4: Measured and Simulated Energy Consumption of Single Operations.

Design Horowitz et al. [112] Intel
[128]

1. FP 2. LNS A 3. LNS B 4. LNS C

Results From Estimations Silicon Silicon x Silicon x Post-layout x Silicon x

Technology 90 nm 45 nm 32 nm 65 nm 65 nm 65 nm TT 25 � C 65 nm
Vdd [V] 1.08 0.9 1.05 0.8 0.8 0.8 0.8
Frequency [MHz] 1200 2080 1450 165 115 150 97
FP Width [bit] 32 32 32 32 32 32 32 2� 16
Pipeline Depth 10 6 3 2 4 4 4 2
Area [mm 2 ] 0.113 0.016 0.045 0.015 0.089 0.054 0.066 0.017

[pJ/FLOP]
ADD - - - 16.1 55.0 40.1 58.1 50.3
SUB - - - 16.2 55.1 43.7 63.4 63.9
MUL - - - 18.4 12.5 12.9 13.5 16.0
DIV - - - - 12.7 13.0 14.3 16.8
SQRT - - - - 5.7 5.7 6.2 7.8
EXP - - - - 42.7 30.7 45.3 36.9
LOG - - - - 47.6 30.5 42.6 33.8
FMA y 55.4 14.4 38.8 - - - 57.3 43.6
MEX - - - - - - 57.4 50.6
sin(x) - - - - - - 127.4 92.0
cos(x) - - - - - - 126.9 95.6
atan2(y ; x) - - - - - - 183.2 152.1

y One 1 FMA = 1 FLOP in this comparison. x Background power (NOP) subtracted, includes core activity (estimated core
overheads are on average 2.6 pJ/FLOP for single-operand instructions and 4.2 pJ/FLOP for all other instructions).
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In terms of related work, there exist many application-speci�c
implementations in the literature (e.g., [24, 102{105, 116]) which use
LNS and its bene�ts to compute faster and/or more energy e�cient.
However, there are surprisingly few designs where an LNU equivalent
to single-precision FP is designed and integrated into a programmable
processor. In fact, the only comparable ASIC design where this has
been done is the ELM [77], which is also listed in Table 4.3.
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Figure 4.6: Measured e�ciency results: a) W/GFLOPS versus
mm2/GFLOPS and b) pJ/FLOP versus supply voltage. The
parametrized plots of our designs in a) have been obtained by
sweeping the supply voltage over the range 0.8 - 1.3 V. Curves for
related designs [112] also represent di�erently pipelined designs. The
LNS MUL/DIV/SQRT operations in a) have been normalized with
the ALU area of one processor core (0.0061 mm2 or 4.3 kGE). The
processor overheads mentioned in Table 4.4 have been subtracted from
all shown results.
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4.5.3 Instruction Level Performance

Figure 4.6 a) shows an e�ciency trade-o� analysis similar to the one
conducted in [112], enhanced with datapoints from related FPU de-
signs [112, 128]. Figure 4.6 b) shows the energy e�ciencies over a
range of di�erent VDD conditions for a selection of operations. A
complete comparison of the operator e�ciencies of all designs is given
in Table 4.4. While LNS ADD/SUB are clearly less energy e�cient
than the FP equivalents, LNS MUL requires ~30% less energy than
in FP for all LNS designs.

Apart from these basic instructions, LNS supports extremely energy-
e�cient, single-cycle square-roots (6.2 pJ/FLOP @0.8 V) and divisions
(14.3 pJ/FLOP @0.8 V) utilizing the shifter and adder of the proces-
sor ALUs. Also complex functions such as 2x and log2(x) can be
computed in the LNU for only 45.3 pJ/FLOP and 42.6 pJ/FLOP,
respectively (@0.8 V). The architectural improvements of the LNU
result in 27.2 % more e�cient ADD/SUB instructions when comparing
the LNS A design with LNS B. The trigonometric function extensions
of LNS C cause a small increase in LUT size, but at the same time
enable completely range-reduced sine/cosine and arctangent function
intrinsics with 2 - 3 LNU instructions and a low energy consumption of
127.4 - 183.2 pJ/FLOP @0.8 V. In addition, the LNS C design supports
16b instructions, which have a 1.6 - 2.8� lower energy consumption
w.r.t. to their 32b equivalents.

4.5.4 Function Kernel Performance

To analyze the performance of the shared LNU in the multi-core
cluster, a representative set of benchmark kernels (Table 4.5) re
ect-
ing di�erent signal processing applications has been compiled. The
benchmark set consists of linear algebra operations (AXPY, GEMM,
GEMV), geometry calculations (2D homographies, reprojection error
[130], 3D distances), matrix decompositions (QR, CHOL), regression
(radial basis functions), and image (bilateral �lter and FIR �lters,
gradient magnitude, DCT-II) and audio processing kernels (sine gen-
eration, Butterworth IIR lowpass). The FP instruction ratio and the
instruction mix of the benchmarks are shown in Figure 4.7 a) and
we observe that the ratio of ADD/SUB operations is below 30% for
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most benchmarks, which further reinforces our sharing concept. It
should be noted that a second,shared FPU design with an overall
complexity of 651 kGE has also been evaluated but not included in
this comparison as it was much slower (up to 46%) due to many
contentions in the FPU interconnect (up to 96% of accesses resulted
in stalls). The reference FPU is compact but does not include sup-
port for more complex operations, which have to be emulated in
SW. For DIV operations, we perform a range reduction to [1,2) and
generate a linear estimate for the inverse that is re�ned using three
Newton-Raphson iterations. A similar technique is used for the SQRT,
where the initial estimate is generated using the fast-inverse square-
root approach. EXP/LOG operations and trigonometric functions
combine range reduction with a standard high-order interpolation
technique [119]. A detailed listing of the HW and SW instruction
latencies can be found in Table 4.3.

Figure 4.7 d) shows the energy e�ciency gains of the analyzed LNS
clusters w.r.t. the FPU cluster. For complex algorithms with many
multiplications, divisions and non-linear functions all LNS designs
outperform the FPU up to 4.1� in terms of speedup and energy

Table 4.5: Description of Function Kernels in the Benchmark.

Kernel Details

AXPY BLAS 1 Kernel, [100 � 1] vectors
GEMV BLAS 2 Kernel, [10 � 10] matrices
GEMM BLAS 3 Kernel, [10 � 10] matrices
Chol Cholesky Decomposition, [10 � 10] matrices
QR QR Decomposition, [10 � 10] matrices
Schur Schur Decomposition, [5 � 5] matrices
SVD Singular value decomposition, [5 � 5] matrices
Hom2D Evaulation of 2D homographies (projective transforms) [24,130]
ProjErr2D Calculation of reprojection error of 2D projective transforms [24,130]
Dist3D Distance computations in 3D
Givens3D Calculation of 3D givens matrix and rotation of 10 vectors
GradMag2D Computation of gradient magnitude in 2D [22]
GradDir2D Computation of gradient direction (angle) in 2D [22]
Bilat2D Evaluation of a bilateral �lter in 2D
FIR2D Evaluation of separable 5 � 5 Blur Filter in 2D
RBF Evaluation of a 2D regression function with 25 Gaussian kernels
DCT-II Evaluation of 1D 32-point DCTs
SinGen 1kHz sine generator (audio)
ButterW 6th order (3 second order sections) Butterworth IIR lowpass �lter
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Figure 4.7: Application kernel results based on silicon measurements
(FP, LNS A, LNS C) and post-layout simulations (LNS B): a) Kernel
characteristics in terms of instruction mix, b) IPC, c) Speedup, and
d) energy e�ciency gains w.r.t. the FP design.
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e�ciency (Figure 4.7 c) and d)). The LNS C design, which sup-
ports energy-e�cient intrinsic SIN/COS instructions, even exhibits
speedups in the order of 2.3 - 5.9� for kernels with trigonometric
functions. DCT-II for example can take advantage of fast SIN/COS
evaluations while the FP design has to call expensive software em-
ulations that take 68 cycles. For ADD/SUB intensive benchmarks
like GEMM, GEMV and ButterW, the FP design is 10% more energy
e�cient than LNS C with FMA extensions. In case of ButterW,
for example, this drop is caused by data-dependencies in the second
order sections of the �lter, leading to an increased amount of stalls
due to the LNS ADD latency. Note that LNS multiplications can be
handled very e�ciently in the processor cores with single cycle integer
additions. Therefore, the use of FMA instructions for LNS does not
improve e�ciency the same way as in FP designs as can be seen in
Figure 4.7 c), e.g., for the AXPY, GEMV and ButterW kernels. The
utilization of the shared LNU on our benchmarks was 0.42 on average
with a maximum of 0.65, leading to an average of 3% stalls due to
access contentions (14% in the worst case). For applications where
half-precision is acceptable, speedup gains can be increased by 2 - 2.4�
w.r.t. the 32b LNS C design, since twice as many operations can be
executed per cycle and less stalls occur due to the shorter latencies.

4.6 Results of Approximate LNUs

In this section we �rst present a design space exploration of a family
of exact, faithful and approximate LNUs generated with our frame-
work. The resulting instances have been synthesized using the 8-
metal UMC 65 nm LL CMOS technology with Synopsys-2015.6 De-
sign Compiler in order to get gate-level area and timing estimates
at typical conditions, 25 ‰ and 1.2 V supply voltage. For cluster
level evaluations, we have selected a set of representative LNU ver-
sions and pipelined those using automatic retiming features. For
each cluster version, we have performed a complete back-end design

ow using Cadence Encounter-14.24 in the 8-metal UMC 65 nm
LL CMOS technology. Results of the same benchmark suite as in
Section 4.5.4 have been obtained by simulating the kernels on the
FP and LNU cluster architectures with Mentor QuestaSim 10.3a
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using back-annotated post-layout gate-level netlists. Finally, the ob-
tained VCD �les were used to analyze the power dissipation inCa-
dence Encounter-14.24 . The impact on precision on application
level is presented for �ve di�erent algorithms.

4.6.1 LNU Design Space Exploration

First we investigate the impact of approximation on the circuit area.
There are three approaches to trade-o� circuit area, delay and preci-
sion: changing the bit-width of the design, changing the interpolation
order, or relaxing the precision requirements. To achieve smaller
and faster designs, usually the bit-width and interpolation order are
reduced and tables are calculated for exact or faithful representations.
In this work, for a given bit-width we also relax the precision require-
ments up to 16 ulp which allows simpler tables that reduce the overall
circuit size. In Table 4.6 we show the normalized area of 1st and 2nd
order LNUs under di�erent bit-widths and approximation goals. As
we can see, relaxing the precision of an exact 2nd order LNU from
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Figure 4.8: Area vs. average error of synthesized LNUs at a 4.5 ns
timing constraint with �rst (a1) and second (a2) order interpolators.
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0.72 ulp to 8 ulp leads to an area reduction of 40 %. The interesting
result from Table 4.6 is that area-wise, similar results can be obtained
by either reducing the bit-width or the precision. However, when
considering the average error, the situation changes. In Figure 4.8
the average error for LNU designs are plotted against the circuit
area. In this plot we can see that approximate con�gurations with
larger bit-width are consistently more accurate (on average) than
lower bit-width con�gurations. For example, a 2nd order 8.20 with
8 ulp precision LNU con�guration is not only slightly smaller than a
2nd order 8.17 with 0.72 ulp precision, but the average error is lower
by a factor of 2.74� . Another observation that can be made from
Table 4.6 is that for higher precision ranges (17 - 23 fractional bits),
2nd order LNUs are much more area e�cient since fewer LUT entries
are required. For designs with awfrac � 14, 1st order interpolation is
preferable.

Reducing the circuit complexity has an additional bene�t as it
also reduces the critical path through the LNU. Depending on the
clock frequency of the system where the LNU will be integrated,
this could change the number of required pipeline stages, which in
turn can have important consequences on the overall performance of
the system. Figure 4.9 shows a design space exploration for 50 LNU
con�gurations, mapped to hardware with di�erent timing constraints.

Table 4.6: Relative area comparison (in percent) of exact and
approximate LNUs synthesized with 4.5ns timing constraint.

Precision Constraint in the LNS Domain (ulp)
Order w int :w frac 0.72 1 2 4 8 16

1

8.23 618.6 232.7 153.6 116.0 86.6 73.0
8.20 218.6 106.5 72.4 53.8 46.7 39.6
8.17 89.8 48.2 38.0 31.0 26.9 25.4
8.14 36.3 26.8 22.3 19.8 18.3 17.2
5.10 15.5 12.2 11.8 11.0 10.3 9.4

2

8.23 100.0 76.5 68.4 62.9 59.9 57.8
8.20 69.5 56.5 51.2 48.2 46.1 44.4
8.17 49.0 41.3 38.5 37.0 36.4 34.9
8.14 34.9 31.1 29.4 28.3 27.0 24.9
5.10 21.4 18.2 16.9 15.9 14.6 13.3
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Figure 4.9: AT plots, including 0.8 ns I/O delay for the sharing
infrastructure for �rst (b1) and second (b2) order LNUs.

The target clock period (in our case 2 ns for 500 MHz operation) is
overlayed in this graph, and it can be seen that LNUs with di�erent
area/precision trade-o�s can be obtained with 2 to 4 pipeline stages.
As will be shown in the following section, the number of pipeline stages
will have great impact on the overall performance. We have selected
a representative set of three LNU variantsApprox2 (8.17 bit, 16 ulp,
1st order), Approx1 (8.20 bit, 4 ulp, 2nd order), and Exact (8.23 bit,
0.72 ulp, 2nd order) that were implemented with di�erent numbers of
pipeline stages to be evaluated in the following section that compares
overall system performance.

4.6.2 Impact of Approximation on Performance

After evaluating the performance of a single LNU, we now present a
more detailed performance analysis of a shared LNU in a real multi-
core system. The three di�erent LNU con�gurations of Figure 4.9
(Exact, Approx1, and Approx2) are compared versus the reference
FPU that includes four IEEE-754 single precision compliant FPUs
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with support for ADD/SUB/MULT and casts. Table 4.7 lists all four

Table 4.7: Comparison of instruction latency and energy e�ciency in
the FPU and LNU cluster variants at 1.2 V.

Format IEEE754 LNS
Name FPU Exact Approx1 Approx2
Bitwidth 8.23 8.23 8.20 8.17
Precision 0.5 ulp 0.72 ulp y 4 ulp y 16 ulpy

Order N - 2 2 1
FPU/LNU [kGE] 4� 10 36 27 23
Total Area [kGE] 720 718 708 704

Operations Latency [cycles] / Energy [pJ/FLOP ]
I2F/F2I 2 / n.a. 4 / n.a. 3 / n.a. 2 / n.a.
ADD 2 / 40.7 4 / 106.2 3 / 88.8 2 / 85.3
SUB 2 / 39.7 4 / 109.9 3 / 92.1 2 / 90.4
MUL 2 / 47.6 1 / 30.7 1 / 27.7 1 / 30.6
DIV 62 / 525.0 � 1 / 31.5 1 / 28.7 1 / 31.6
SQRT 56 / 609.3 � 1 / 16.0 1 / 14.5 1 / 15.2
EXP 51 / 566.6 � 4 / 114.9 3 / 56.8 2 / 86.9
LOG 85 / 695.7 � 4 / 104.9 3 / 54.5 2 / 73.7

� software emulation. y in the LNS domain.

variants and their complexities. As can be seen, all LNU variants are
smaller than the reference FPU implementation. The larger size of
the LNUs is compensated by sharing them among the processor cores.
Note that, even though these systems only have a single LNU, they
can perform up to four MUL/DIV/SQRT single cycle LNS operations
within the integer ALU of the cores that include the modi�cations
described in Section 4.4.2.

The reference FPU at 10 kGE is very compact but does not include
support for more complex operations that have to be emulated in
software. For DIV operations, we perform a range reduction to [1,2)
and generate a linear estimate for the inverse that is re�ned using three
Newton-Raphson iterations. A similar technique is used for the SQRT,
where the initial estimate is generated using the fast-inverse square-
root approach. EXP/LOG operations combine range-reduction with
a standard high-order interpolation techniques as described in [119].
Note that this is a common way to add FP support to small embedded
processors [111]. Table 4.7 lists the number of cycles per instruc-
tion and the corresponding energy consumption in pJ/FLOP. While
ADD/SUB operations (as expected) are costlier in the LNUs than
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FPU, all other operations can be performed more e�ciently. The two
approximate versions of the LNU allow to reduce the energy costs
per operations due to the reduced complexity. While the area of the
LNU due to approximation can be decreased by up to 37%, the energy
savings are in the range of 20% with respect to precise versions for
ADD/SUB instructions. The reason is that large parts of the LNU
consist of LUTs, which are only partially used per operation and gated
otherwise.

The same benchmark set as in Section 4.5.4 is compiled and ex-
ecuted on the di�erent cluster where LNU operations on the exact
cluster have a latency of 4 cycles, and the versionsapprox1 and
approx2 require only 3 and 2 cycles, respectively. The 
oating point
instruction ratio and the instruction mix of the benchmark appli-
cations is shown in Figure 4.11 b). As can be seen, the ratio of
ADD/SUB operations for most benchmarks is below 25%. All perfor-
mance evaluations were made with four con�gurations of the cluster,
including 2 con�gurations ( Approx1 and Approx2) that have small
precision relaxations. We have determined the impact of this range
of approximations on image and audio processing kernels using peak
signal-to-noise ratio (PSNR) and total harmonic distortion plus noise
(THD+N) metrics which are shown in Figure 4.10. The FPU and
Exact LNU con�gurations deliver identical results. We can observe
that for all image processing kernels the PSNR values stay way above
the 30 dB, below which artifacts start to be visible. Also for the audio
processing kernels, we see that THD+N values are below -59 dB for
all LNUs. For all practical purposes, both approximate versions show
no perceptible quality degradations. Normalized execution time and
energy e�ciency improvements with respect to the reference FPU
implementation mirror each other and are shown in Figure 4.11 c) and
d). As can be seen for most kernels at least one LNU con�guration
outperforms the reference. In the best case, a speedup of 5.54�
can be achieved for the DIST3D case usingApprox2 con�guration.
As expected, the shared LNU has the most di�culty with kernels
containing many ADD/SUB operations (such as the linear algebra or
FIR/IIR �lters). Even so, it can be seen in Figure 4.11 c) and d) that
the Approx2 LNU con�guration can perform at least as well as the
FPU design on all kernels except the Butterworth �lter.
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Figure 4.10: Images and audio streams processed with the cluster
variants Exact, Approx1 and Approx2. Image © copyright 2008,
Blender Foundation.
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We also observe that the pipeline depth of the LNU implementa-
tion has a signi�cant impact on the overall system performance. In
our example, the four-stage in-order OpenRISC cores can be operated
without stalling for LNUs with 2 stages. LNUs with more pipeline
stages incur additional stalls due to limited capabilities of the dis-
patcher, but more importantly due to additional data hazards. These
additional stalls reduce the overall IPC as seen in Figure 4.11 a) which
limits the speedup, but at the same time also reduces the switching
activity in the core which leads to a smaller power consumption. In
general, the energy e�ciency is dominated by the reduced runtime
and not by the reduced complexity in the shared units as can be seen
in Figure 4.11 c).

4.7 Summary

Throughout this chapter, the �rst multi-core chips with support for
complex, but energy-e�cient HDR operations based on LNS have
been presented. A series of precise and approximate LNUs that pro-
vide signi�cantly more functionality than other state-of-the-art de-
signs have been designed. Useful transcendental functions (2x , log2(x),
sin(x), cos(x), atan2(y; x)) can be conveniently added to the LNU
incurring a small overhead of 17.3%, since most resources such as
the interpolators can be reused. Extending the preprocessing stage
of the LNU with an adder allows to support fused operations such
as multiply-add. While the area cost of a single LNU is di�cult to
amortize in a single-core system, we show that ashared LNU can
be competitive in size with a traditional private FPU design. Due
to the fact that MUL, DIV, SQRT can be e�ciently computed in
the integer units of the cores, it is su�cient to share one LNU in a
cluster of four cores. Despite the fact that additions are more complex
and energy-consuming in LNS, we show that the 32b shared LNS
designs can compute typical non-linear function kernels up to 4.1�
more energy e�cient than an equivalent chip with four private FPUs.
This gain can be attributed to the low-latency MUL, DIV and SQRT
instructions and special function extensions.

By relaxing the precision requirements from exact to 16 ulp, sig-
ni�cant area savings of 40 % can be achieved, bringing the complexity
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closer to standard FPU implementations. Many di�erent LNUs have
been generated with a framework, which allows to vary precision
constraints as well as the interpolator order. Three of these LNUs have
been analyzed in a shared context and it has been shown that approxi-
mate versions achieve speedups of up to 5.54� in the best case thanks
to the reduced latency of the approximate LNU operations. Using
examples from the image and audio processing domains, we analyze
the incurred quality losses of the approximate designs in terms of the
PSNR and THD+N and demonstrate that the errors are imperceptible
in the evaluated precision range. Relaxing precision requirements to
16b half-precision allows to vectorize the datapath of the LNU and
cores which means that two 16b operations can be processed per cycle.
With respect to a single precision LNU implementation, a vectorized
half-precision LNU of 24 kGE, allows for additional speedup gains of
2 - 2.4� for applications where reduced precision is tolerable. Given
the current trend to incorporate more and more pre-processing steps
into small embedded systems, support for HDR arithmetic becomes
ever more important { not only as enabler but also for convenience and
rapid application development. Especially for applications involving
the evaluation of complex non-linear kernels, shared-LNU architec-
tures are suited very well, which makes them a strong contender w.r.t
to standard FP implementations.





Chapter 5

A Sharing Framework
for Complex ISA
Extensions

The in-order pipeline of Chapter 3 consists of four pipeline stages of
which the EX-stage is carrying out the actual computations. Apart
from the ALU, the EX-stage hosts a multiplier, a LSU, and also a more
complex dotp unit. These extensions allow to perform DSP kernels
more e�ciently but at the same time, these units are instantiated in
each core which increases the area of the core. The addition of more
execution units not only increases the core area but also decreases
the utilization of the units. Complex high-performance OoO type of
cores like the ARM Cortex A series [131], Intel [132], AMD [133],
IBM [134, 135] architectures, or VLIW cores like the Hexagon DSP
[136] also host multiple execution units, and increase the utilization
of those units by issuing multiple operations per cycle. This allows to
use the execution units concurrently and increase the throughput of
such cores, but at the same time requires additional hardware to be
able to issue multiple operations per cycle which makes the common
case less energy e�cient. In fact, multi-issue OoO machines are
typically less energy e�cient than single issue in-order machines [49].
The additional hardware resources for register renaming to resolve

99
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dependencies, write-back queues to guarantee in-order write-back,
which is important for proper exception and interrupt handling, and
much more complex wiring of all units decrease the energy e�ciency.
The speculative execution in OoO machines further decreases energy
e�ciency because some instructions were executed based on mispre-
dictions, or others have to be re-executed because the state of the
processor changed. Mispredictions can be decreased with a branch
predictor, which consists of a small FSM and a branch target bu�er
(BTB) that does not come for free as multiple entries of 32b addresses
are required to achieve decent performance. In addition, a wider IF
interface, multiple decoding units, and more complex forwarding logic
are required to support OoO execution driving such a core impractical
for IoT applications where energy e�ciency is of most importance.

When not used such shared execution units could even be com-
bined with dynamic power gating techniques, eliminating the leakage
power of these units and allowing the cores to be operational for simple
control tasks. Such power gating techniques for functional units are
proposed in [137{139] where the compiler can insert instructions to
turn functional units on and o�. However, a �ne-grained power gating
of functional unit is likely to be too complicated and not worth due
to the small area of the individual functional units. However, as
many functional units can be grouped in one shared unit which is
only occasionally active, power gating could be an attractive solution
to minimize the static power consumption of multiple small energy-
e�cient cores with a shared execution unit.

Therefore, in-order cores, which can work very energy e�cient
but at the same time have the possibility to o�oad more complex
operations to a shared unit will be explored in this chapter.

5.1 The Sharing Concept

In contrast to high-performance OoO cores, the PULP architecture
targets to use simple, energy-e�cient, in-order, single-issue core ar-
chitectures and achieves parallelism either through SIMD execution
or through multiple cores, which work on the same shared memory.
In such an architecture the area overhead due to additional execution
units can be decreased by sharing the execution units among multiple
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Figure 5.1: Simple sharing: One type of unit with support of di�erent
subfunctions is shared. Fine-grained sharing: the subfunctions are
shared directly.

cores in a fully transparent way, meaning that the sharing is not visible
to a programmer but is handled completely by the micro-architecture.
This not only allows to reduce the area overhead of the core, but also
to amortize the costs of more complex execution units which would
be too expensive for a single core. The sharing of execution units is
only worth if the units are complex enough, as shown for example in
Chapter 4 where a single relatively bulky LNU was shared in a cluster
of four cores. Thanks to the possibility of computing DIV, MUL and
SQRT and FP comparisons in the ALU of the cores, only ADD, SUB,
and more complex functions have to be o�oaded to the LNU. Since
the proportion of these instructions is typically below 25% the four
cores face only few contentions when accessing the shared unit.

Such a sharing is not only possible for the LNU but can be gener-
alized as depicted on the left hand side of Figure 5.1 where four cores
shareK units which can each compute three distinct subfunctions (e.g.
addition, multiplication, division). If the subfunctions have pre- and
post-processing blocks in common, they can be shared as for example
in a FPU where operand preparation, rounding and normalization are
in common for all FP operations. An operation decoder generates
appropriate control signals and activates the right subunit. This
sharing approach is ideal if the subfunctions
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1. can share hardware resources,

2. have a similar delay,

3. are seldom used concurrently by multiple cores,

4. and are equally likely to be called.

Point 1 means that the overall hardware resource requirements de-
crease. Point 2 means that the same number of pipeline stages can
be used and the unit itself does not need to be stalled due to variable
latencies of operations. This simpli�es the design of the unit, arbiters,
core dispatchers and the interconnect. Using subfunctions concur-
rently (Point 3) will lead to contentions; it is therefore preferable when
they are not used too often. If the proportion of shared operations in
a program is too high, it is always possible to increase the number of
shared units K . It is however not desirable to replicate subfunctions
which are only used seldom (Point 4).

The LNU ful�lls requirements 1-3. However, ADD are used more
often than complex functions like SIN or COS. Since the percentage
of LNU operations in a four-core cluster seldom exhibits 25% it was
not necessary to replicate the unit which is why the LNU is an ideal
sharing candidate with only one type of unit. When moving to an
octa-core cluster architecture it is likely that the LNU needs to be
replicated to keep the number of access contentions small.

An FPU has been shared in the same way in student project [140].
In case of FP operations, it is necessary to o�oad all operations but
comparisons to the shared unit which leads to an overutilization and
many access contentions. Replicating the FPU is therefore already
required for a four-core cluster to minimize the number of access
contentions. However, the utilization of the subfunctions remains
low, (~20% ADD, ~20% MUL in linear algebra) which would indicate
that one FPU is still su�cient. But since the subfunctions cannot be
accessed concurrently in this simple sharing approach, the cores will
experience many access contentions when trying to access a single
FPU.

Therefore, a di�erent sharing approach has been developed where
distinct types of subfunctions can be used concurrently. This sharing
concept is depicted on the right hand side of Figure 5.1 where four
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cores shareK i instances of these three subunits. The subunits have
no longer the opportunity to share pre-, or post-processing blocks, but
can be accessed concurrently which allows to better balance the num-
ber of units, reduce the number of access contentions, and decrease
the overall number of subunits.

This �ne-grained sharing concept will be studied in more detail in
Section 5.4 on the example of a fully shared FPU where the number
of subunits K i can be decreased signi�cantly. Seldom used operations
like DIV can be computed in a single shared subunit, whereas for
more common operations like ADD, and MUL multiple subunits can
be instantiated, which allows to better scale up the cluster. The two
sharing approaches can of course also be combined. FP adders for
example can also be used for subtractions and complex functions like
DIV and SQRT are seldom used concurrently and can also coexist in
one shared subunit.

Finally, the �ne-grained sharing is not limited to FPUs, but is a
more general approach of sharing expensive ISA extensions in a shared
auxilary processing unit (APU). Apart from rather expensive FP oper-
ations, also the previously introduceddotp instructions or other types
of DSP instructions can be shared. The same framework can also be
used for more complex functions such as logarithms, exponentiations,
or other types of extensions in the �eld of cryptography and security.

Throughout this chapter, the following contributions will be made:

ˆ An interconnect capable of interconnecting di�erent types of
shared units.

ˆ A more sophisticated dispatcher which o�oads ISA extensions
of variable latency to the shared unit.

ˆ A �ne-grained shared APU integrated in a four-core cluster,
which can compute the full FP RISC-V ISA, as well as DSP
instructions.

ˆ Experimental results and comparisons with di�erent sharing
versus non-sharing approaches.

ˆ A case study with a parallel seizure detection application to �nd
the optimal sharing ratio of the shared FPU for di�erent number
of cores.
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The remaining of this chapter is organized as follows. Section 5.2
presents the hardware requirements to implement a �ne-grained shar-
ing of execution units. In Section 5.3 the possibility of sharingdotp
instructions is evaluated, and Section 5.4 introduces the concept of a
�ne-grained shared FPU and shows the possibility to combinedotp
unit and FPU in one shared APU. Experimental results in terms
of area, energy e�ciency and performance for DSP, FP, and inte-
ger benchmarks are presented in Section 5.5. Finally, Section 5.6
discusses the optimal number of FP subunits for a parallel seizure
detection application.

5.2 A Shared APU

To share di�erent types of execution units, the sharing interconnect
and arbitration circuit of Chapter 4 have to be extended. These
extensions are discussed in Section 5.2.1. Since di�erent execution
units are likely to have di�erent latencies, the core requires a more
sophisticated instruction dispatcher that guarantees in-order execu-
tion. This dispatcher is introduced in Section 5.2.2 and requirements
on the shared units are summarized in Section 5.2.3.

5.2.1 Interconnect

As shown in Figure 5.2 the task of the interconnect is to connect
N PEs with all L types of shared execution units. Each dispatcher
signals, that it wants to o�oad an instruction with a request sig-
nal. A type signal is used to route the instruction which consists of
operands, opcode, and flags to the corresponding unit. For each
type L the type , request , operand, and opcode signals of all N
dispatchers have to be replicated and routed to the shared units. Each
shared unit can execute one operation per PE, and hence generatesN
grant , result , and valid signals which have to be routed back to the
N PEs. Since each PE can only issue one transaction per clock cycle,
the reduction block for the grant is a simple logicor of all L types. If
all shared units have the same latency, it is not possible that more than
one result is valid at the same time. Hence, only one result needs to
be selected with aL : 1 multiplexer and forwarded to the core. Since
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Figure 5.2: Interconnect with multiple types of execution units.

it is unlikely that all shared units have the same latency, additional
constraints are posed on the dispatcher to make sure that transactions
of a given PE do not overtake each other or �nish concurrently which
would mean that multiple results would have to be routed back to the
same PE in a single clock cycle. These constraints are explained in
the following in more detail.

5.2.2 Dispatcher

The decision to o�oad an instruction to the shared unit is generated
in the instruction decoder, which is located in ID-stage. Instead
of forwarding the operands, opcode, and possible 
ags to the ALU,
multiplier or private FPU, these signals are passed to the dispatcher
which is a small unit located in the EX-stage of the core. It is capable
of o�oading operations to the shared unit, and at the same time,
handling access contentions, checking for data hazards, and write-
back contentions with private execution units. To make sure that
transactions in the shared units do not overtake each other, or �nish
at the same time causing a write-back contention, each instruction
has been annotate with a latency of one, two, or many cycles. This
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allows the dispatcher to know instead of speculate whether it can
issue more instructions in the next cycle or needs to stall to avoid
contentions. If the dispatcher issued a one or two-cycle operation, it
can issue more instructions because the pipeline can hide latencies up
to two cycles by using the two WB ports. Single-cycle operations can
be treated as ALU operations and can write-back on the �rst WB
port which is already used by the ALU. Two-cycle operations on the
other hand are writing back on the second WB port which is also
used by the LSU when loading bytes from memory. Finally, three
and more cycle instructions will stall the pipeline to avoid having too
many outstanding transactions.

Figure 5.3 shows six di�erent scenarios that show what instruction
sequences will force the dispatcher to stall the pipeline. The notation
APU 2means that the instruction will be executed on the APU and
will take two cycles and wb 2means that this instruction is written
back on the second WB port. Figure 5.3 a) shows how four two-cycle
instructions are processed without stalls. Even when interleaved with
a load operation, which takes two cycles as well, no stalls occur.
Figure 5.3 b) then shows how a three-cycle APU instruction results
in one stall cycle because the subsequent two-cycle instruction would
�nish at the same time, which cannot be handled by the intercon-
nect. This collision is prevented by stalling the pipeline for one cycle.
Figure 5.3 c) shows how an APU access-contention results in a stall.
The IF-, ID-, and EX-stage will be stalled and the APU-request will
be sent until it is granted. Once granted, the next instruction can
enter the EX-stage. Figure 5.3 d) shows that the pipeline needs to be
stalled for two cycles in case a three-cycle APU instruction is followed
by a single-cycle APU instruction. Without stalling in such situations,
the instructions would be written back OoO, which would complicate
exception handling, debugging, and hazard detection. Even if the
three-cycle APU instruction was followed by another APU instruction
which takes three cycles (or even more), the dispatcher stalls the
pipeline, because otherwise the dispatcher needs to check for depen-
dencies versus yet another instruction. This would require additional
comparators and make the control logic much more complex. Note,
as multi-cycle instructions are typically less frequent, it is highly
unlikely that two such instructions are executed in a row. Moreover,
it is unlikely that the two instructions do not depend on each other.
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Figure 5.3: Example of six di�erent scenarios when dealing with
variable latency APU instructions. a) shows a series of contention
free two-cycle APU instructions which execute without stalls whereas
the other scenarios lead to stalls due to variable latency, data hazards,
access contentions and WB contentions.

Hence, this limitation does not result in a signi�cant performance
degradation. Due to the increased complexity, and the very rare
use-case, the dispatcher does not support OoO APU instructions.
Figure 5.3 e) shows how a data hazard is detected when decoding
the instruction APU 2*which depends on the previous instruction.
This is handled the same way as for any other instruction and will
stall the pipeline to resolve the hazard. This hazard detection will
not only stall the pipeline but also forward the result of the previous
instruction to the current one as indicated by the blue arrow. Finally,
Figure 5.3 f) shows that if an ALU instruction follows a multi-cycle
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APU instruction both want to write back the result on the �rst WB
port which will lead to stalls �rst to prevent OoO WB and second to
resolve the WB contention.

5.2.3 Shared Unit and Arbitration

To support a �ne-grained sharing of execution units as shown in
Figure 5.1, each type requires its own arbitration unit which assigns
the K i units according to the N requests. Each arbiter is identi�ed
with a unique type identi�er and the requests are �ltered by the type
before the actual arbitration is performed. Within this work, a simple
round robin arbiter (RRA) has been used for the arbitration of N
cores andK i shared units. The arbiter generates a tag that is used
to identify the source. This tag is then forwarded to the input sel
unit to select the right input operands, and to the actual shared unit
which can be implemented as

ˆ an iterative, blocking unit

ˆ or a pipelined unit.

Figure 5.2 shows a pipelined unit withx registers stages which can ac-
cept one operation per cycle, and outputs the result afterx +1 cycles.
In this case, the tag needs to propagate through a separate pipeline of
the same depth. The tag can then be used in theoutput sel unit to
select the right result and forward it to the right core. Note, because
all K i units of one speci�c type have the same latency, and a core can
only issue one operation per cycle, it is not possible that two shared
units of the same type have a result for the same core. Therefore, a
simple multiplexer can be used to select the output.

Iterative, blocking units are also supported, but require an addi-
tional ready signal to inform the arbiter if is ready to accept a new
operation or not. This ready signal is used by the arbiter to decline
requests to this speci�c unit.

Cluster implementations with more than four cores likely require
sharing more than one unit of each type without signi�cantly in-
creasing the number of access contentions. The more cores (N ), and
shared execution units (K i ), the more complex the arbitration, and
input/output selection becomes. In fact, for such cases, a RRA might
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Figure 5.4: Private versus shareddotp units for a four-core cluster.
Shared con�gurations with one, and two subunits are shown with and
without a pipeline stage.

not always be the preferred solution because its delay is too high
and would lead to a frequency degradation. The scalability of this
arbitration scheme and a possible solution is presented in Section 5.4.3
where a set of FP con�gurations with di�erent arbitration ratios is
compared. In the following the di�erent shared units will be discussed.

5.3 Shared DSP Extensions

The �rst sharing candidates are the dotp extensions of Chapter 3 as
one of these units alone consumes 6.5 kGE and increases the core
area signi�cantly. dotp unit allow the core to compute up to four
multiplications and four accumulations in one cycle which can sig-
ni�cantly speed up compute-intensive kernels and at the same time
reduce load/store bandwidth. In the most dotp intense benchmarks
(convolutions, matrix multiplications) the utilization of the dotp unit
is between 10% and 30%, making them perfect candidates to be shared
in the APU with either one single or two subunits.
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Table 5.1: 5x5 convolution with and w/o interleaved accumulations.

Convolution with one accumulator Convolution with two accumulators
... ...
start of inner iteration start of inner iteration
... ...
pv.dotp.b r19, r12, r3 pv.dotp.b r19, r12, r3
pv.sdotp.b r19 , r13, r4 pv.dotp.b r20, r13, r4
pv.sdotp.b r19 , r14, r5 pv.sdotp.b r19, r14, r5
pv.sdotp.b r19 , r15, r6 pv.sdotp.b r20, r15, r6
pv.sdotp.b r19 , r16, r7 pv.sdotp.b r19, r16, r7
pv.sdotp.b r19 , r17, r8 pv.sdotp.b r20, r17, r8
lw r17, -4(r23) lw r17, -4(r23)
pv.sdotp.b r19, r18, r9 pv.sdotp.b r19, r18, r9
p.lb r18, r24(r23!) p.lb r18, r24(r23!)
p.addrn r19, r19, zero, 6 p.addrn r19, r19, r20, 6
p.clipu r21, r19, 7 p.clipu r21, r19, 7
... ...
move and shuffle elements move and shuffle elements
... ...

Since dotp instructions are often used in back-to-back fashion,
these units have been designed to complete in one cycle. In a shared
context, these units will require some extra timing margin for the
arbitration between all cores. Since these units were already close
to be timing critical, the area-delay behavior of four shared DSP
con�gurations has been evaluated in Figure 5.4 to determine if an
additional pipeline stage is necessary using a 8-metal UMC 65 nm LL
CMOS technology. The plot shows the area of one and fourdotp
units for the private case and one or twodotp units with one or none
pipeline stage for the shared con�guration. At a target clock period
of 2.8 ns the privatedotp units consume 26 kGE, four times more than
a single instance. Sharing only onedotp unit is the cheapest option,
but might lead to many access contentions as will be shown later in
Section 5.5.3. Due to the additional area requirement of the 4 : 1
arbiter, one shared dotp unit is always larger than a private dotp
unit, but only 1 kGE. However, sharing a dotp unit not only increases
the dotp unit by 1 kGE but requires 11 kGE due to the additional
timing pressure. Adding a pipeline register to the dotp unit results
in a smaller area but also decreases performance due to the increased
latency. Hence, for a single unit, an additional pipeline register can
be bene�cial but is not yet necessary.

The conclusion changes when more than just one shared unit is
required. In this case, the pipelined version is 8 kGE smaller than a
single cycle unit because it is much less timing critical. Hence, when
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sharing more than one unit, it is more area e�cient to use a pipelined
dotp unit. Such a pipelined unit increases the delay of eachdotp
instruction, which can be hidden in most applications by simply using
two independent accumulation registers and interleaving thedotp in-
structions. Table 5.1 shows the generated assembly of the inner loop of
a 5x5 convolution kernel on byte elements. As explained in more detail
in Chapter 3, �ve dotp and sdotp instructions are required to perform
the 25 multiplications per pixel. In this example, registers r3 - r9 are
used to store the weights, and registersr12 - r18 contain the current
values of the image patch. The assembly instructions on the left
hand side were generated by a convolution with only one accumulation
register (r19 ). Five of the sevensdotp instructions have dependencies
amongst themselves and will stall the core whereas the assembly on
the right hand side of Table 5.1 was generated with two distinct and
interleaved accumulation registers (r19,r20 ). This interleaved access
allows to resolve any kind of inter-instruction dependencies. In the
end, the two accumulation registers have to be summed up which can
even be merged with a round and normalize instruction allowing to
perform a convolution without additional stalls and without increasing
the number of instructions. The only source for stalls when sharing
dotp units are access contentions at the shared unit. With respect
to a private implementation, the shared architecture allows to save
10 - 18 kGE depending on the number of required units. All these
shared units have been integrated in a cluster and its performance
has been compared with a private implementation in Section 5.5.3.

5.4 FP Support for PULP

To demonstrate the bene�ts in area, power and execution speed of the
shared APU concept, the RISC-V architecture of Chapter 3 has been
extended with FP capabilities. In contrast to the OpenRISC ISA,
the RISC-V ISA not only speci�es ADD, SUB, MUL, but also FMA,
and more complex DIV, and SQRT instructions. Especially divisions
and square-roots require more area and are perfect candidates to be
shared. But also all other FP components are not required in every
cycle and come with non-negligible area overheads in the range of a
couple of kGE each. For example, a fully private FPU with hardware
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support for all RISC-V operators equals the area of a single core and is
therefore a huge area overhead. FP operations can also be emulated
in software without any increase in complexity in the core at the
price of a signi�cantly increased runtime that makes HDR arithmetic
very impractical and costly. It is however possible to support a basic
set of FP operations, and then emulate more complex functions with
these basic operations. This is for example how the private FPU in
the OpenRISC cluster of Chapter 4 evaluated divisions, square-roots,
exponential functions and the like.

Table 5.2 shows di�erent possibilities to bring FP-support to a
RISC-V core. The con�gurations have been classi�ed in terms of area
cost, speed and utilization of the units. The cheapest option in terms
of area overhead is to emulate FP operations in software using integer
instructions. FPU A-D are four di�erent FPU con�gurations that
will be analyzed in more detail. FPU A is the traditional way of
supporting FP operations in a core, a private FPU implementation
similar to the private FPU of Chapter 4, but with an additional fused
multiply-accumulate unit. Hardware support for ADD, SUB, MUL
and casts leads to very high speedups when evaluating HDR functions,
but also come with a non-negligible area overhead and poor utilization
of the FPU. Complex functions such as divisions, square-roots and
others can be emulated in software.

Whereas FPU A is a minimal private con�guration for a RISC-V
core, FPU B is a complete private FPU con�guration with a shared
iterative DIV, SQRT unit. This con�guration is faster than FPU A
when it comes to more complex functions involving divisions and
square-roots, but it is also bigger than FPU A. FPU C and D are
two shared con�gurations with the di�erence that FPU C is using an
iterative divide/square-root block whereas FPU D is using pipelined
versions with a shorter latency. Both versions are shared in the APU
and smaller than FPU A and B because the individual components do
not have to be replicated for each core. FPU C has the best utilization
because it consists of the fewest execution units, but it is also slower
than FPU D because of the blocking behavior of the iterative DIV
and SQRT computation and the increased delay of such a unit with
respect to a pipelined divider or square-root unit.

All four FPUs perform comparisons and classi�cation instructions
in the ALU of a core in a single cycle. In addition to the presented
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Table 5.2: Comparison of di�erent FP-con�gurations.

w/o FPU A FPU B FPU C FPU DFPU

ADD, SUB,
sw hw hw sh-hw sh-hwF2I, I2F,

MULT, FMA

DIV, SQRT sw sw hw
(iter)

sh-hw
(iter)

sh-hw

Area cost 
..( 
..( 
..( 
..( 
..(

Speed 
..( 
..( 
..( 
..( 
..(

Utilization 
.. 
..( 
..( 
..(

con�guration, many other are possible con�gurations exist, but the
selection has been restricted to the most promising candidates which
have been implemented and analyzed in detail.

In the following, the di�erent FP operator complexity in terms of
area and delay is evaluated in Section 5.4.1 and the core extensions
to support FP in hardware are presented in Section 5.4.2. The scala-
bility of the resulting APU is evaluated in Section 5.4.3 and extensive
evaluation results of the shared FPU con�gurations are provided in
Section 5.5 together with the shareddotp unit.

5.4.1 FP Components

Key to implement the con�gurations FPU A-D are the individual FP
components. The performance of the shared FPU depends a lot on the
latency of the individual components. Hence, the area-delay trade-o�
has been studied. To guarantee good performance we rely on Synopsys
Design Ware (DW) components which have been proven to work and
perform well. The DW library contains individual components for
ADD, MUL, DIV, SQRT, and casts and is compatible with the IEEE-
754 
oating-point standard. The components come as combinational
blocks which can be pipelined to achieve a higher clock frequency. The
number of pipeline stages has a direct in
uence on performance as
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Figure 5.5: Area-delay trade-o� of di�erent RISC-V FP components.

has been shown in Figure 4.11 of Chapter 4. Therefore, the minimal
number of pipeline stages has been determined by synthesis trials and
the results are shown in Figure 5.5. The units have been pipelined by
inserting FFs in the beginning, which have then been shifted through
the circuit with automatic retiming commands of the Synopsys-
2016.12 Design Compiler . The target constraint of 2.8 ns which
equals the critical path in 8-metal UMC 65 nm LL CMOS technology
at 1.08 V worst-case conditions is shown as a dotted line. In addition,
each unit has been assigned a 0.5 ns input and output delay to cover for
additional sharing circuitry such as arbitration and operand selection
of the APU.

ADD and SUB can be realized in a single DW block (DWfp addsub)
and requires one pipeline stage. The same holds for casts (DWfp flt2i
and DWfp i2flt ) and MUL ( DWfp mult ). The FMA ( DWfp mac)
could also be realized with only one pipeline stage, but with a minimal
timing margin of 0.15 ns and a price of additional 5 kGE with respect
to an implementation with two pipeline stages. DIV ( DWfp div ) and
SQRT (DWfp sqrt ) are more complex and require at least 3 and 4
registers, respectively.
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Table 5.3: Area-delay trade-o� of di�erent Synopsys DW FP-
operators with a 2.8 ns clock period and 0.5 ns input/output delay.
(8-metal UMC 65 nm LL CMOS technology, 1.08V, worst-case condi-
tions)

FP-Operator Pipeline Latency Area [kGE] a

registers [Cycles] DW FPU [30] Li [143]

ADD/SUB hw 1 2 3.4
9.6 -MULT hw 1 2 7.3

I2F, F2I hw 1 2 2.7

FMA hw 1 2 18.2 - -2 3 13.4

DIV
hw 3 4 18.9

-
-4 5 19.5

hw - 8b - 7.0c

sw - 65 - -

SQRT
hw

3 4 14.0

-
-4 5 10.2

5 6 9.6
hw - 8b - 7.0c

sw - 50 - -
a

1 GE = 1.44 µm2 , b iterative, blocking unit, c Uses the same hardware for DIV
and SQRT

Exact numbers of the individual components at 2.8 ns are given
in Table 5.3. With respect to the sum of the individual components,
the FPU of [30] is 3.8 kGE or 28% smaller, but can only compute one
operation at the time whereas the individual components can work in
parallel when shared in a �ne-grained way.

The table also shows an iterative unit which can compute divisions
with a modi�ed version of the non-restoring binary division (NRBD)
algorithm [141] and square-roots with the non-restoring square-root
calculation (NRSC) algorithm [142]. As the two algorithms use the
same iterative fashion they have been combined in one unit which can
compute both NRBD and NRSC algorithms [143]. Although it has
a larger latency than the pipelined DW blocks, it is still 6 - 8� faster
than software emulation with basic FP instructions and comes at a
very low area overhead of only 7.0 kGE.
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Figure 5.6: Fused integer and 
oating point register �le.

5.4.2 Core Extensions for FP Support

RISC-V not only speci�es additional instructions, but also a separate

oating-point register �le (FRF) to store FP operands. For single-
precision FP support this FRF is 32b wide and has 32 entries. The
FRF can be loaded directly from memory with dedicated load-store
operations, or with move or cast instructions from the integer RF.
The FRF can be implemented as an independent entity or it can
be merged with the existing integer RF. Since the pipeline of the
RISC-V core is a single-issue machine, only one instruction can be
issued at the time, which means that there is no need for more than
three input operands per cycle. To reuse the integer datapath for these
instructions, the two RFs have been merged as shown in Figure 5.6.
The RF is split in two register banks, one to store integer and one to
store FP operands. Each bank is further split into 32 32b latch-arrays,
which are individually clock gated with write-enable signals.

The instruction decoder sets thefp sel signal which determines
from which RF bank the operands have to be read. Hence, to support
the FRF a second register bank, and three additional multiplexer
are required. All the forwarding logic, write-back paths and paths
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to the LSU can be reused from the integer datapath. The additional
multiplexer for the source operands are not timing critical and neither
is the WB port. Although one additional bit is required for the
write addresses (rwa, rwb ), it does not lead to an increase in the
critical path because the data is only written in the subsequent cycle.
If the current result is accessed in the subsequent cycle by another
instruction, it is not read from the RF but directly forwarded. Hence,
supporting FP operations in the core is not timing critical, but leads
to a substantial increase in core area as the size of the RF increases
from 10 to 19 kGE. To minimize the area overhead per core, it would
be possible to restrict the number of FP registers to 8 or 16 saving
approximately 4 - 7 kGE.

Apart from an additional RF, the core has to be extended with
a slightly more complex decoder to decode the FP instructions, a
modi�ed ALU which allows to perform FP comparisons with the
integer comparator, and an additional FP CSR. All these extensions
have a negligible area impact of less than 1 kGE. To o�oad the FP
operations to the shared unit, the APU dispatcher of Section 5.2.2
with a complexity of 3 kGE is instantiated in the EX-stage. The
dispatcher is not for free because it has to check for data hazards with
all in-
ight operations for each of the three operands for which nine
6b comparators are required. Support for OoO would require even
more of these checks and therefore further increase the complexity of
the dispatcher.

5.4.3 Scalability of the Shared Unit

Since PULP is a scalable platform, it is important that the FP exten-
sions are also scalable in performance and area overhead. As discussed
in Section 5.4.2, the core area does not depend on timing, nor does
the complexity of the individual cores increase when more cores are
instantiated. A private FPU has a constant area overhead per core,
whereas a shared FPU allows to better amortize the cost of the FPU.
However, when increasing the number of cores the arbitration becomes
more complex. In addition, having only one subunit per type is not
enough as this can lead to signi�cant performance degradations due
to access contentions. Hence, when increasing the number of cores,
not only more cores want to access the same unit, but the arbitration
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Figure 5.7: APU cluster consisting of an APU interconnect and
(i = 9) di�erent types of auxiliary processing units. The number
of instantiations of each type can be con�gured (K i ) and each unit is
accessed over an own round-robin arbiter.

has to be changed to a [N : K i ] arbitration which is more complex
than a simple [N : 1] arbitration. Therefore, the scalability of the
�ne-grained shared APU as shown in Figure 5.7 has been analyzed
in terms of area and timing for di�erent con�gurations of the APU
cluster (number of cores, shared subunits). Exact numbers of subunits
for each con�guration are listed in Table 5.4.

The APU cluster has been synthesized in a 8-metal UMC 65 nm
LL CMOS technology for di�erent timing constraints and the total
area for all con�gurations is shown in Figure 5.8. A straight forward
approach with one N : K i arbiter per subunit is shown by the red
curves for 2, 4, 8, and 16 cores. As the number of subunits increases,
the total area increases, but sub-linearly because one DIV, and SQRT
block is su�cient even for 16 cores.

When using only one round robin (RR) arbiter an octa-core con�g-
uration can already not achieve the desired timing constraint anymore
due to the increased complexity of the arbiter. In an extreme example
with 16 cores and 8 FP adders a [16 : 8] arbiter is required. Hence,
the delay of such an arbiter forces to use more pipeline registers in
the subunits. However, increasing the number of pipeline registers in
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Table 5.4: AT-plot of di�erent APU-con�gurations with N cores and
di�erent arbitration schemes.

#Cores
Number of sub-units K i Area

Arb. type ADD MUL FMA DIV SQRT [kGE]SUB CAST

N=2 N : K i 1 1 1 1 1 57.8

N=4 N : K i 2 1 1 1 1 68.6
N=K i : 1 66.4

N=8
N : K i

4 2 2 1 1
113.7

2N=K i : 2 110.4
N=K i : 1 103.0

N=16
N : K i

8 4 4 1 1
-

2N=K i : 2 210.0
N=K i : 1 175.9

processor architectures with a shallow pipeline has a negative impact
on performance due to a signi�cant increase of data hazards. Hence,
increasing the number of pipeline registers is not likely to result in an
energy-e�cient solution.

Therefore, instead of performing an arbitration directly between
N cores andK i subunits, the subunits of each type have been split in
independent groups with an own arbiter. This increases the number
of arbiters, but simpli�es the arbitration from 1 � [N : K i ] to (K i =2)�
[(2N=K i ) : 2] (black curves) or K i � [(N=K i ) : 1] (blue curves).
Figure 5.8 shows that [x : 1] arbitration is the most area e�cient
solution when increasing the number of cores. In this scenario, not
all N cores are connected to each subunit, which will result in unnec-
essary stalls due to access contentions on one subunit, while another
subunit might be free. However, the advantage of smaller latencies
outweights this performance degradation because the number of access
contentions is minimal as will be shown later in Section 5.5.
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Figure 5.8: AT plot of di�erent APU con�gurations (number of cores,
FP components, number of arbiters).

5.5 Experimental Results

To evaluate the di�erent cluster variants they have all been synthe-
sized usingSynopsys-2016.12 Design Compiler and a complete
back-end design 
ow has been performed withCadence Innovus-
15.20. To see how the di�erent clusters perform when running appli-
cation kernels a set of DSP intensive and FP intensive kernels have
been selected and its execution time has been analyzed on the di�er-
ent clusters utilizing the performance counters of the RISC-V cores.
Power consumption has been determined withCadence Innovus-
15.20 by analyzing VCD �les of the kernels when simulating them on
back-annotated post-layout gate-level netlists usingMentor Ques-
taSim 10.5a . In the following the di�erent clusters are compared
versus each other in terms of area and energy e�ciency in Section 5.5.1
and Section 5.5.2. The application kernel performance and the con-
tention ratios of the shared units are then evaluated in Section 5.5.3.
Finally, the energy savings are presented in Section 5.5.4.
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5.5.1 Area savings

The functionality and an overview of all evaluated clusters is provided
in Table 5.5. DSP A is a cluster without any shared units, and
similar to the one presented in Chapter 3. DSP B is the same cluster
where two dotp unit are shared among four cores. FPU A-D are FP
con�gurations of which the two private con�gurations FPU A and B
have FP support in the core, and FPU C and D support FP operations
in the �ne-grained shared unit.

When comparing DSP A and B we observe that the shared version
of DSP B is smaller due to the sharing of thedotp units in the APU,
which requires 17.5 kGE, but at the same time decreases the core area
by 6.4 kGE per core. Since thedotp instruction is timing critical it
has been pipelined with one register as described in Section 5.3. This
increases the delay ofdotp instructions to two cycles, which can still
be hidden by the micro-architecture if the code is written accordingly.

Out of the four FP con�gurations FPU C is the smallest since
it shares all FP operators, and uses a blocking and iterative, shared
division and square-root unit. The additional FRF and dispatcher
increase the core area by 23.7% to 57.5 kGE which is only 4.4 kGE
larger than the cluster DSP A which does not have any FP support.
In addition to the core overhead comes the overhead of the shared
APU which amounts to 55.9 kGE and is about the same size as one
core. However, this unit is only active when performing FP operations
and gated otherwise. FPU D employs a pipelined DIV, and SQRT
unit with a latency of four, and �ve cycles and is expected to execute
complex kernels with many DIV, and/or SQRT instructions faster
than FPU C at the price of a larger APU of 85.3 kGE. Even though
the APU of FPU D is 30 kGE larger than the one of FPU C, it is
smaller than the two private con�gurations.
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Table 5.5: Comparison of di�erent cluster architectures.

DSP A DSP B FPU A FPU B FPU C FPU D

Technology 65nm, 1.08V, worst-case 125°C
Cluster con�guration 4 RISC-V cores, 72 kB TCDM (64 kB SRAM, 8 kB SCM), 4 kB shared I $
Frequency MHz 312

Area

cluster mm2 1.90 1.82 2.04 2.09 1.96 2.00
MGE a 1.32 1.27 1.42 1.45 1.36 1.39

APU kGE a - 17.5 17.3 17.7 55.9 85.3
core kGE a 52.9 46.5 83.3 89.7 57.5 57.4
core overhead 13.8% 4.5% 79.0% 92.9% 23.7% 23.4%

energy e�ciency c pJ/op 49.1 48.8 50.3 52.6 51.1 51.7
energy e�ciency d pJ/FLOP 3407 3406 70.3 58.2 57.2 57.9

Latencies
dotp hw 1 2e 2 e 2 e 2 e 2 e

ADD, SUB, F2I hw - - 2 2 2 e 2 e
I2F, MULT

FMA, DIV, SQRT hw -/-/- -/-/- 3/-/- 3/8/8 b 3/8/8 b;e 3/4/5 e

sw > 100 > 100 65/50 - - -

avg. utilization per cycle 23.4% 43.8% 8.20% 5.45% 11.34% 9.88%
avg. access cont. - 1.01% - - 5.74% 3.14%

a
1 GE = 1.44 µm2 , b blocking iterative unit for DIV/SQRT, c energy per operation when executing CoreMark

d
average energy per FLOP when executing FP kernels, e shared in APU
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Figure 5.9: Area overhead of all execution units due todotp units and
FPUs.

A more detailed analysis of the area overhead of the execution units
alone (four cores + APU) is shown in Figure 5.9. It can be clearly
seen that area can be saved when moving from a private to a shared
architecture. A large portion of the FP overhead comes from the
additional FRF, which contributes to 23% of the overhead. Reducing
the number of entries in the FRF from 32 to only 16 decreases the
overhead of the FRF almost linearly from 23% to only 14% which
could be an interesting design direction as it will decrease leakage
power and therefore increase energy e�ciency at low supply voltages.
In fact, most kernels do not use all FP registers, which would allow to
reduce the number of FRF entries. A cluster with a reduced number of
registers has not been evaluated further as it requires proper compiler
support.

Finally, Figure 5.10 shows the area consumption of the whole clus-
ter for all six con�gurations. Extensions due to private and shared
units as well as due to additional FRFs and interconnects are high-
lighted. While the private con�gurations show a relatively large over-
head per core, the shared con�gurations bundle the area overhead in
the APU. The interconnect overhead depends on the number of shared
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units and is the smallest for the shareddotp unit in DSP B with only
0.1% and increases to 0.4% for the full APU with support for dotp
and FP operations. Overall, the cluster area is dominated by memory
(24 - 27% TCDM SRAM, 22 - 25% I$, and 16 - 18% TCDM SCM).

DSP A 1.32 MGE

Core0 4.0%

Core1 4.1%

Core2 4.1%

Core3 4.1%

Shared I$ 25.0%

Interconnect 4.1%
DMA 6.4%

TCDM SRAM 26.1%

TCDM SCM 17.8%

DSP B 1.27 MGE

Core0 3.6%

Core1 3.7%

Core2 3.6%

Core3 3.7%

Shared I$ 25.0%

Interconnect 4.2%
DMA 6.2%

TCDM SRAM 27.0%

TCDM SCM 18.2%

Shared DSP 1.3%
APU-Interconnect 0.1%

FPU A 1.42 MGE
Core0 3.3%

+FP-Ext 2.6%

Core1 3.3%
+FP-Ext 2.6%

Core2 3.3%
+FP-Ext 2.6%

Core3 3.3%
+FP-Ext 2.6%

Shared I$ 22.4%

Interconnect 3.7% DMA 5.5%

TCDM SRAM 24.2%

TCDM SCM 16.3%

Shared DSP 1.0%
APU-Interconnect 0.3%

FPU B 1.45 MGE
Core0 3.2%

+FP-Ext 3.0%

Core1 3.2%
+FP-Ext 3.0%

Core2 3.2%
+FP-Ext 3.0%

Core3 3.2%
+FP-Ext 2.9%

Shared I$ 22.0%

Interconnect 3.7%
DMA 5.6%

TCDM SRAM 23.7%

TCDM SCM 16.0%

Shared DSP 0.9%
APU-Interconnect 0.3%

FPU C 1.36 MGE
Core0 3.4%

+FP-Ext 0.8%
Core1 3.4%

+FP-Ext 0.8%

Core2 3.4%
+FP-Ext 0.8%

Core3 3.4%
+FP-Ext 0.8%

Shared I$ 23.4%

Interconnect 3.9%

DMA 6.1%

TCDM SRAM 25.2%

TCDM SCM 17.0%

Shared DSP 1.0%
Shared FPU 2.7%

APU-Interconnect 0.4%
FPU D 1.39 MGE

Core0 3.3%
+FP-Ext 0.8%

Core1 3.4%
+FP-Ext 0.8%

Core2 3.3%
+FP-Ext 0.8%

Core3 3.4%
+FP-Ext 0.7%

Shared I$ 23.0%

Interconnect 3.8%

DMA 5.7%

TCDM SRAM 24.8%

TCDM SCM 16.7%

Shared DSP 1.0%
Shared FPU 4.7%

APU-Interconnect 0.4%

Figure 5.10: Pie plots indicating the area overhead of adding FP and
dotp support in di�erent con�gurations.
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5.5.2 Optimal Con�guration for NT Operation

To compare the six architectures versus each other, the clusters are
evaluated in di�erent metrics. The optimal cluster con�guration de-
pends a lot on for what it is used. For energy-e�cient operation a low
energy per operation is of most importance. As shown in Chapter 3
the cores are more energy e�cient when operating near the threshold
voltage of transistors. With respect to an operation at 1.1 V, a cluster
operating at 0.46 V consumes 5� less energy per operation [33]. How-
ever, in NT operation the proportion of the leakage power becomes
a dominant factor in the system power. And since the total leakage
power depends on the number of transistors, it is important to mini-
mize the area overhead of the cluster when introducing new functional-
ity. Therefore, it is important to not only optimize for dynamic power
consumption when targeting NT operation, but also minimize the area
of functional units. Table 5.5 shows that sharing functional units
indeed saves area, but also shows the energy e�ciency per operation
when executing CoreMark and the average energy e�ciency per FLOP
when computing typical FP kernels. The introduction of FP is not
for free as it increases the energy consumption per integer operation
from 48.8 pJ/op to 51.1 pJ/op. In general FLOPs are more expensive
than normal integer operations, but cost only 57.2 pJ/FLOP (17%
more) in case of FPU C. FPU A which has no hardware support for
DIV and SQRT shows a poorer energy e�ciency of 70.3 pJ/FLOP due
to the fact that DIV and SQRT operations require 65 and 50 cycles,
respectively. When processing pure linear algebra kernels however,
hardware support for DIV and SQRT is not required and a cluster
like FPU A would be su�cient. Therefore the clusters have been
analyzed for di�erent types of benchmark kernels in Figure 5.11. The
plot shows di�erent energy e�ciencies in pico Joule per FLOP versus
performance e�ciency in required area of execution units to perform a
certain amount of 
oating-point operations per second (FLOPS). The
energy per FLOP is the average number of pJ required to execute one
RISC-V instruction at 1.08 V. A FLOP can either be a normal integer
operation, or any FP operation. This number varies from kernel to
kernel and depends on the IPC, the complexity of the instructions
itself, and whether the instructions are executed in the core or in
the APU. Note that, architectures without hardware support for all
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RISC-V FP instructions require multiple operations to emulate one
FLOP and therefore consume more pJ/FLOP.

The performance metric on the x-axis shows the area of all execu-
tion units divided by the number of cores over the achievable number
of FLOPS. Shared architectures have a smaller area per core, as the
APU area can be amortized by the four cores but at the same time also
achieve a smaller number of FLOPS due to access contentions at the
shared unit. Again, architectures without full hardware support for
the RISC-V ISA have to emulate FLOPs in software, which decreases
the number of FLOPS. The area is included in this metric because
in NT operation, it is not only important to optimize the number of
FLOPS and pJ/op, but also to minimize the total area of a chip that
directly contributes to leakage power.

The optimal choice of a cluster depends on the type of work-
loads. We distinguish between �ve di�erent types of FP and inte-
ger kernels. The FP kernels include compute intensive linear alge-
bra operations (FP - Linear algebra ), matrix decompositions (FP
- Decompositions ) and a set of 2D and 3D image kernels which make
heavy use of DIV and SQRT instructions (FP - 2D/3D kernels ).
The integer kernels include multiplications and convolutions (Int -
DSP kernels) and CoreMark which is more control intensive. Pareto
optimal points are highlighted with circles.

As expected, Figure 5.11 shows that for integer kernels the archi-
tectures without FP support are Pareto optimal. For the DSP kernels
DSP A is a bit more performant as no contentions can occur, whereas
DSP B is more energy e�cient. When processing pure integer control
code as for CoreMark , DSP B is more energy and performance e�cient
which makes it Pareto optimal.

When processing FP kernels, the pure integer clusters become
extremely ine�cient with 3000 - 6000 pJ/FLOP and 1 - 3 mm 2/FLOPS
because FLOPs have to be emulated. When processing linear algebra
kernels the Pareto plot shows two optimal solutions. An energy-
e�cient FPU A without hardware overhead for complex instructions
and FPU C which is the smallest cluster with FP support. More com-
plex kernels such as decompositions and geometric computations make
use of DIV and SQRT instructions and are therefore more e�ciently
handled by clusters with dedicated hardware support. FPU A is less
e�cient in processing these kernels as the more complex instructions
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Figure 5.11: Evaluation of the di�erent architectures for di�erent
types of FP and integer benchmarks. Pareto optimal points are
highlighted.

have to be emulated with multiple ADD, MUL, and FMA operations.
FPU C and D are almost equally energy e�cient for the more complex
kernels. For 2D/3D kernels, which make heavy use of DIV and SQRT
instructions, FPU D achieves more FLOPS and is therefore Pareto
optimal. Decompositions on the other hand require fewer complex
instructions making FPU C Pareto optimal. The fact that DIV and
SQRT blocks are only used seldom, makes them a perfect sharing
candidate. Indeed, FPU B, which employs a private DIV/SQRT
unit, is always Pareto dominated by the other con�gurations. Pure
linear algebra kernels can also be e�ciently handled with a private
FPU at a price of increased area. However, since typical workloads
always consist of di�erent types of kernels we conclude that FPU C
is an optimal solution when FP support is required as it processes
complex benchmarks e�ciently, is almost as e�cient as FPU A in
processing linear algebra kernels, and processes integer benchmarks
more e�ciently than any other FP con�guration.

In Section 3.5.5 where the NT operation of the PULP cluster is
shown, a technology gain from UMC 65 nm to 28 nm FD-SOI of 2.3�
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Figure 5.12: Energy per operation for di�erent processing architec-
tures with the extended PULP cluster in 65 nm and a projection of
the FP-ready cluster to 28 nm.

and an energy e�ciency gain of 5� in NT operation is observed.
This further means that a cluster like FPU C in 28 nm and oper-
ating in a NT region will achieve an energy e�ciency in the range
of 5.0 pJ/FLOP when processing FP kernels, and 4.5 pJ/op for pure
integer arithmetic. Utilizing the measurements of the PULP clusters
presented in [33,34] already allows to process integer operations in the
range of 5 - 10 pJ/op in NT operation as shown in Figure 5.12. Pro-
jecting the energy e�ciency of the presented cluster with FP support
to 28 nm (dashed red line) allows to achieve better energy e�ciencies
than today's systems not only for integer and �xed-point arithmetic,
but thanks to the shared FPU also for HDR arithmetic which is
going to be a breakthrough for more complex signal processing in
IoT applications.

5.5.3 Application Kernel Performance

This section provides detailed results of all benchmark kernels. The
kernels are the same as the ones in Chapter 3 and Chapter 4. All
kernels have been written in C and compiled with the custom PULP
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GCC toolchain with support for the ISA extensions of Chapter 3. At
�rst, the shared dotp unit is compared to a private implementation
and then the full �ne-grained shared APU is presented with support
for FP and dotp extensions.

DSP kernels

The most dotp-intensive application are the ones with pure multiplica-
tions, e.g. convolutions of arbitrary size, and matrix multiplications.
The execution times of both kernels have been signi�cantly improved
in Chapter 3 which resulted in an average energy e�ciency gain of
3.5� when compared with an implementation without support for
dotp instructions. Unfortunately, those instructions cost 6.5 kGE per
core, which is an overhead of 14%. Sharing the same kernels does not
bring any speed advantage, but will reduce the costs of thedotp exten-
sions at the price of slightly reduced runtime due to access contentions.
Figure 5.13 a) shows the speedup of the four variants presented in
Section 5.3 with respect to a private implementation. Figure 5.13 b)
shows the IPC of the di�erent kernels, and Figure 5.13 c) and d) show
the number of access contention per cycle at the shared units and the
number of data hazards per cycle due to direct dependencies between
two subsequent instructions, respectively.

The private architecture with four dotp unit is the fastest and has
the highest IPC for obvious reasons. The implementations with two
dotp unit instances are the next fastest, but even sharing only one
instance results in slowdowns of only 19.5% on average. However,
the matrix multiplication kernels and larger convolutions have a high
density of dotp instructions that lead up to 32% of access contentions
at the shared unit. Adding a second instance of adotp unit allows
to signi�cantly reduce this number to a maximum of 5.4% with an
average of only 1.8%. Since it is di�cult to achieve the same timing
constraints with two single-cycle instances a pipeline stage has to be
added to the dotp unit. By slight modi�cations of the convolution
code as presented in Section 5.3 it is possible to keep the number of
data hazards at only 4.2%. Infact, the pipelined shared units are only
2.4% slower than their single-cycle equivalents.

Hence, a shared units with two pipelineddotp unit instances can
be easily implemented in a cluster of four cores and allows to execute
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dotp-intensive kernels only 5.6% slower but allowing to save signif-
icantly in core area overhead, thus also reducing its leakage power
consumption. A pipelined dotp architecture is also scalable as the
�rst cycle can be fully used for arbitration and the second one for the
actual computation of the dotp. The unit is therefore not becoming
timing critical when being used with more cores.

FP Kernels

The set of benchmark kernels have been run on all four FPU con-
�gurations FPU A-D, whereas FPU A and B use private FPUs, and
FPU C and D employ the �ne-grained sharing concept, once with
an iterative DIV, SQRT unit, and once with two pipelined units.
Figure 5.14 a) shows the IPC with di�erent stall reasons. Most kernels
show a rather high IPC between 0.61 and 0.87 taking into account that
most of the instructions require more than one cycle. Two kernels
(SVD, DCT-II) are rather big and experience many I$ misses. This
leads to a relatively low IPC in case of SVD. The most signi�cant
degradation of IPC is the number of data hazards, which does not
depend on the cluster con�guration, but more on the compiler. Since
all kernels have been compiled with GCC-5.2 there is no signi�cant
gap between the implementations. Another prominent source of stalls
is the number of type con
icts, which is the number of instructions
that are blocked because they would overtake currently in-
ight in-
structions. This number is in particular high for two benchmarks
Givens3D and ButterW, which both executes many FMA instructions
in a row without interleaving them with other instructions, leading
to many type con
icts. Further, the number of access contentions
is very low with an average of 5.7% and 3.1% for FPU C and D,
respectively. For some kernels (Hom2D, ProjErr2D, Dist3D), FPU C
experiences more contentions (up to 19%) due to the blocking behavior
of the DIV/SQRT unit, whereas FPU D can process the DIV, and
SQRT instructions almost without stalls. In general, only very few
contentions occur due to the �ne-grained sharing concept.

Figure 5.14 b) further shows the speedup of FPU B-D with re-
spect to the private con�guration of FPU A. For the linear algebra
kernels (AXPY, GEMV, GEMM, WDotP) the access contentions at
the shared unit lead to a speed degradation of 6% on average. This is
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signi�cantly less compared to a non-�ne-grained shared FPU, which
executed up to 46% slower due to the fact that di�erent FP operators
could not be executed concurrently and resulted in many contentions
when performing linear algebra operations. In more complex kernels
which make use of DIV, and SQRT operations, speedups of up to 3�
can be observed. Even FPU B which is a private FPU with private
iterative DIV/SQRT units does not achieve the same speed as FPU D
due to the larger latency of eight cycles. Compared to FPU B, the
shared FPU C is 91 kGE smaller, but executes kernels slower due to
contentions at the shared units. These contentions are in particular
high when the blocking iterative unit is used as in ProjErr2D and
Dist3D. Moving to a pipelined unit as in FPU D allows to execute
those two kernels 33% faster than with FPU C.

With respect to the LNU of Chapter 4 the �ne-grained FPU is
faster in computing linear algebra kernels, but slower when executing
more complex kernels even when using fully pipelined FP units as in
FPU D. In DIV, and SQRT intensive kernels, FPU C and D execute
the same amount of instructions, but in more cycles due to the larger
latency of the complex operations, which cannot be hidden in in-order
RISC cores. The addition of more specialized instruction like EXP,
LOG, SIN, COS, and ATAN2 brings additional speedups in case of
the LNU, but would result in likewise speedups for the shared FPU
when adding a dedicated SFU capable of interpolating such functions.
Adding an extra SFU would however also increase the area of the
shared FPU, but could possibly be merged with the DIV and SQRT
block as presented in [114,115].

5.5.4 Energy Savings

Before analyzing the energy savings of the �ne-grained shared FPU,
we observe in Figure 5.14 c) that the power consumption of the shared
units is very similar to the one of the reference private FPU. FPU B
shows the highest power consumption, which makes sense since it
is the largest cluster. When using hardware support for DIV, and
SQRT as for example in Dist3D, ProjErr2D, and Givens3D the power
consumption is nevertheless smaller than in case of FPU A which does
not have dedicated hardware support for those operations and has to
emulate them in software which is more power intense because many
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Figure 5.14: Cluster performance results with di�erent shared FPU
con�gurations.
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instructions have to be fetched and executed. FPU C is signi�cantly
smaller than FPU B, and also consumes 7% less power on average.
FPU D is slightly faster in evaluating complex functions than FPU C,
but also more power hungry because the pipelined DIV and SQRT
units are bigger than the iterative unit. On average, FPU C and D
consume 6% and 1% less power with respect to FPU A.

The combined gain of power and speedup is shown in Figure 5.14 d)
which shows relative energy gains. Linear algebra kernels consume
almost the same amount of energy because of a slight reduction of
power consumption and a minor speed penalty due to contentions.
More complex kernels such as Chol, SVD, Dist3D and Givens3D gain
in speed and power which leads to combined energy gains of up to
3.4� when comparing FPU D with FPU A. We also observe that
the speed penalty of the shared FPU C can be closed to its private
equivalent FPU B for almost all kernels, but at the same time requires
almost 90 kGE less. Even though Figure 5.14 d) shows that FPU B is
more energy e�cient for some kernels, this does not mean that it is
a preferred solution. The area overhead in the core of almost 93.6%
does not only allow to process FP kernels fast, but also increases the
power consumption of the core when it is idle, or processing pure
integer kernels. Therefore, a platform with minimal area overhead for
FP support such as FPU C is more desirable to have for ULP IoT
applications.
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5.6 A Case Study: Seizure Detection with
the Shared FPU

As seen in the previous sections, the shared FPU is more area e�cient
than a private implementation, but the performance gain varies from
kernel to kernel. Simple linear algebra kernels mainly bene�t from
the shared FPU framework because it allows to minimize the number
of the individual components, whereas more complex kernels also
bene�t from an additional divider, and square-root subunit which
can be amortized when shared. Real world applications never involve
only single kernels, but contain a mix of di�erent kernels which are
executed in sequence or when possible in parallel. A typical IoT
application acquires data from the environment and sends data to
a host, which can be a smartphone, a computer or a server where
the data is analyzed and decisions are taken. However, for certain
applications it is promising to move the computation and data analysis
part to the IoT device to reduce the bandwidth over the wireless
interface and therefore save power and increase the lifetime of such
devices. A possible use-case for such an application is in the area of
health monitoring where the health of patients can be observed with
mobile devices rather than with bulky and expensive systems. In
this context, a multi-sensor mobile health platform which integrates a
PULP cluster, but also several sensors, has been proposed in [144,145].
The PULP system is an interesting platform for doing such bio signal
processing as it o�ers enough computing capabilities for on-chip data
analytics and is still consuming only very little power.

As an example for such an application, electroencephalogram (EEG)
signals can be used to detect epilepsy which is a common chronic
neurological disorder characterized by brief electrical discharges in a
group of brain neurons [146]. Nowadays, trained professionals review
EEG recordings to �nd abnormal behavior which is a costly and
tedious task, especially as the number of channels increases [147].
Therefore, di�erent authors have proposed automatic seizure detec-
tion algorithms which can be executed on small, possibly implantable
devices [18, 19, 147{153]. A seizure detection algorithm which ana-
lyzes EEG signals from 23 electrodes was therefore introduced and
implemented on the PULP platform [148, 149]. This benchmark is
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pipeline.

already parallelized with OpenMP and scales well with the number of
cores [149] which makes it a perfect application to study the impact of
sharing FP components in a cluster of multiple processor cores. In the
following, the seizure detection pipeline is explained in Section 5.6.1
and detailed analysis of the required number of FP subunits is given
for di�erent number of cores in Section 5.6.2.

5.6.1 Seizure Detection Pipeline

The seizure detection application consists of three main parts, which
are dimensionality reduction with a principal component analysis (PCA),
a feature extraction in the time-frequency domain using a discrete
wavelet transformation (DWT), and a classi�cation step using a SVM
with a radial basis function (RBF) kernel. Figure 5.15 summarizes
the available cluster resources (cores, DMA, shared FPU, memories)
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and explains the most important steps of the application. For the
PCA a covariance matrix is �rst computed which is then decomposed
with a singular value decomposition (SVD) to �nd the eigenvalues
and Eigenvectors. The SVD is implemented by �rst transforming the
covariance matrix in a bidiagonal form with a householder transfor-
mation. The resulting matrix is then diagonalized through Givens
matrices and the Eigenvectors are then used to �nd the nine most
principal components. Features are then extracted from the nine
principal components using a DWT and the energy of the signal
is then computed for four resolutions forming an energy vector of
36 elements. This energy vector is then used in the SVM classi�er
together with a model of 315 support vectors which each contains
36 features and requires 46 kB of L2 storage. More details about
the application processing pipeline and its subfunctions can be found
in [149].

All functions are implemented with FP operations due to the need
of a high dynamic range. However, the application has also been
implemented with �xed-point arithmetic in [149] where it has been
found that the FP implementation is more precise due to the higher
dynamic range, and also faster due to the fact that 64b multiplications
are required for the �xed-point implementation to achieve a similar
accuracy. Such 64b multiplications require the execution of multi-
cycle instructions as explained in Chapter 3 and are therefore slower
than FP multiplications.

The individual subfunctions of the application have been paral-
lelized with OpenMP such that up to eight cores can be used for
computational tasks and the DMA is used for moving data between
L1 and L2 memories. Figure 5.15 shows all available cluster resources,
as well as the memory requirements for an octa-core implementation.
The whole seizure detection application requires 20 kB for the program
and 99 kB of data that are both stored in L2. The L1 memory can be
accessed in one cycle allowing the eight cores to achieve a bandwidth
of 32 B/cycle while data in L2 can only be accessed with a blocking
read that takes 5+ cycles (L2 access latency depends on the cluster
and SoC frequencies). It is therefore bene�cial to put as much data
as possible in L1, but since the cores require a stack of 2 kB each,
and the SVM model alone would already �ll the L1 memory, it is
not possible to store all data in L1. Therefore, memory space in
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the L1 is dynamically allocated (A) for the individual subfunctions
and the DMA is used to load (L), and store (S) data from and to
the L2 memory. While the master core is setting up DMA transfers,
the other cores can either already start with computations, or go in
a sleep state to save power. At the end of each subfunction, the
dynamically allocated memory is freed again. The whole dynamic
memory management for this application increases the runtime by
less than 1% and is not performance critical.

Since the individual subfunctions of the application require not
only linear algebra computations, but also a mix of matrix decom-
positions, transformations, distance computations, and evaluations of
exponential functions, the application is very well suited to be used to
analyze the performance of private and shared FPUs. First, we show
that the application can be parallelized well and then we analyze the
optimal sharing ratio for the subcomponents.

5.6.2 Parallel Seizure Detection Performance and
Optimal Number of Subunits

Ideally, the execution time of a parallel application scales linearly with
the number of threads. This is however seldom achievable due to syn-
chronization overheads, non-parallelizable program sections, shared
memory access contentions, and also shared execution units which
were introduced in this chapter. The �ne-grained sharing concept
allows to better distribute the number of execution subunits and
therefore minimize the total area consumption of the shared units.
Too few shared subunits will lead to access contentions and result
in an execution time penalty. On the other hand, too many shared
units complicate the arbitration between the shared units and the
cores, and also increases the area consumption of the shared unit.
Therefore, the performance of the seizure detection application has
been analyzed for di�erent number of cores, sharing ratios, and FPU
con�gurations. Figure 5.16 shows all these di�erent con�gurations in
a Pareto plot and highlights the performance and area impact when
moving from a private FP con�guration (FPU A) to a shared FP
con�guration (FPU C) which also includes an iterative divider/square-
root unit (red arrows). When adding an iterative divider/square-root
unit to a single-core con�guration the area increases by 1.5� and
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Figure 5.16: Execution time versus FPU area requirements of the
seizure detection application. Area and performance impact of the
addition of a iterative divider, square-root unit for di�erent number
of cores.

the application executes 1.1� faster. When comparing shared multi-
core con�gurations (FPU C) with private equivalents (FPU A) we
observe that the more cores the better the divider/square-root unit is
amortized, and the higher the performance gains. This is due to the
fact that the code parts involving divisions become more dominant
when using more cores because they can often not be parallelized
e�ciently.

For single to quad-core con�gurations a sharing ratio of [4 : 1]
is Pareto dominant and adding more units does not bring signi�cant
performance improvements. The sharing impact on performance is
also very low with less than 0.7% speed degradations due to access
contentions (blue arrows). Hence, one FP subunit per type is su�cient
for single to quad-core con�gurations.

Keeping only one FP component and moving to an [8 : 1] sharing
ratio for an octa-core con�guration, signi�cantly increases the number
of contentions and execution time by 13%. Figure 5.17 shows de-
tailed number of contentions of the two shared con�gurations (FPU C,
FPU D) and for di�erent sharing ratios for each subfunction of the
seizure detection pipeline. First, we observe that the number of
contentions is equally low for sharing ratios of [2 : 1] and [4 : 1].
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Figure 5.17: Number of contentions for an octa-core implementation
of the seizure detection application.

Further, sharing the FP components in a [8 : 1] fashion signi�cantly
increases the number of contentions to 13% due to overutilizations of
the FP subunits in the computation of the covariance matrix and the
principal components. While all other kernels of the pipeline can live
with a [8 : 1] sharing ratio, these two kernels perform a lot of linear
algebra operations which are translated to FMA instructions. Adding
a second FMA subunit eliminates these contentions almost completely
and reduces the overall number of contentions to only 2% which is still
higher than with a [4 : 1] sharing ratio but only requires the addition
of one additional FMA unit of 15 kGE and not a full FPU.

Finally, Figure 5.18 illustrates the scalability of the �ne-grained
shared FPU. Whereas a private FPU (red arrows) shows diminishing
performance gains when increasing the number of cores, the FPU
area increases linearly. The shared FPU (blue arrows) however, only
increases marginally in size when moving to a multi-core con�guration.
The additional area costs come mainly from a more complex arbitra-
tion and in case of the octa-core con�guration from an additional
FMA subunit, which is necessary to keep the number of contentions
low. Hence, the shared FPU scales better in performance, and area
consumption, which makes it a very interesting choice for multi-core
cluster architectures operating on tightly-coupled shared memories.
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Figure 5.18: Execution time versus FPU area requirements of the
seizure detection application. Area and performance impact when
scaling the number of cores.

5.7 Summary

In this chapter it was shown how di�erent types of execution units can
be shared in a cluster of 2 - 16 cores. A more sophisticated interconnect
and dispatcher were developed which are capable of handling di�erent
types of shared execution units with di�erent latencies. This �ne-
grained sharing concept was shown to be e�ective on an example
where four cores share DSP extensions and di�erent types of FP
operators in one shared unit.

As a �rst candidate two dotp units of Chapter 3 were shared among
four cores. By pipelining the dotp unit and by making use of multiple
accumulation registers for back-to-backdotp operations typical DSP
kernels experience only 1% of contentions and therefore execute only
5.6% slower, but still more energy e�cient because the core complexity
could be reduced by 13% with respect to a core with privatedotp units.

When supporting 
oating-point arithmetic in a PULP-like cluster,
the di�erent FP operators can be shared in the APU which signi�-
cantly reduces the core area and increases the energy e�ciency when
executing FP kernels, but more importantly, also when processing
integer kernels. With the help of the �ne-grained sharing concept,
the individual shared FP components can all be accessed in parallel
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signi�cantly reducing the number of contentions to only 5.7%. A
shared APU with support for the full RISC-V ISA and dotp instruc-
tions adds 55.9 kGE per four-core cluster but at the same time reduces
the core area by 32.2 kGE per core with respect to a private FPU.
While a private FPU con�guration achieves similar energy e�ciencies
in processing linear algebra kernels than a shared FPU, the shared
FPU is much more area e�cient. When processing more complex
kernels the shared FPU is not only more area e�cient but also more
energy e�cient due to the additional hardware support for divisions
and square-roots. FP operations are only 17% less energy e�cient
than integer operations and ultimately achieve NT energy e�ciencies
of 5 - 10 pJ/FLOP when implemented in 28 nm FD-SOI.

The optimal number of FP components has been analyzed on a
parallel EEG seizure detection algorithm that combines di�erent types
of compute intensive kernels. While for up to quad-core clusters a
single FP component of each type is su�cient and results in less than
1% contentions, an octa-core cluster bene�ts from a second FMA unit
which decreases the number of contentions from 13% to only 2% while
increasing the area of the shared FPU by only 17 kGE to 63 kGE.

Finally, this �ne-grained sharing concept is not limited to FP and
dotp extensions, but is a con�gurable and 
exible unit, which can be
extended with any kind of ISA extensions that are too costly to be
supported in each core.



Chapter 6

Summary and
Conclusion

Enabling sensor fusion in IoT systems coupled with near-sensor pro-
cessing, allows to signi�cantly reduce wireless transmission costs, but
requires more processing power than state-of-the-art MCUs, and at
the same time an increase in energy e�ciency. To cope with the
diverse processing requirements in the �eld of IoT systems, we propose
to use a programmable platform operating near the threshold voltage
of transistors to be most energy e�cient. A scalable number of cores
and DVFS methods make the platform scalable but require optimized
processing elements which support standard integer, �xed-point and

oating-point formats.

Throughout this thesis, di�erent processing elements and exten-
sions have been developed to meet all requirements. As DSPs are
more energy e�cient for signal processing tasks than standard pro-
grammable cores, we borrow several concept from the DSP world to
build a more energy-e�cient processor core, and used this core to
build a multi-core platform. The �nal micro-architecture of the core
supports the standard RISC-V ISA, plus dedicated ISA extensions
to increase the throughput and energy e�ciency when processing
general-purpose, as well as data intensive signal processing workloads.

143
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HDR support in the form of the IEEE-754 single-precision FP
format, and through a LNS format has been added through shared
units to better amortize the costs of these units and to keep the costs
of 
oating-point operations low.

6.1 Overview of the Main Results

The most important results and contributions can be summarized as
follows.

An Optimized RISC-V Core

A single-issue, in-order RISC-V core with a complexity of 53 kGE has
been developed. The core architecture, the ISA, and the toolchain
have been extended with new DSP instructions such as hardware loops
to eliminate loop overheads, post-incrementing addressing modes to
update address pointers while accessing the memory, dedicated �xed-
point instructions for more e�cient saturation and normalization han-
dling, and SIMD support to process sensor data of less precision more
e�ciently. A prefetch bu�er holding the most recent cache line allows
reducing the number of access contentions at the shared instruction
cache, and at the same time reducing the instruction fetch costs
because the cache is accessed less frequently.

On average, all these extensions make it possible to process general-
purpose applications 37%, and signal processing intensive benchmarks
2.3� faster which translate to likewise energy-savings because of a
vanishing increase of power consumption in the cluster. The new
ISA extensions not only lead to a faster execution, but also decreases
the number of access contentions at the shared memory allowing a
four-core implementation to achieve a near-ideal speedup of 3.9� with
respect to a single-core implementation but at the same time only
requiring 2.4� more power.

Logarithmic Number System

As HDR operations are often considered to be too costly for ULP
operation, signi�cant research is devoted toward decreasing the costs
of HDR arithmetic. The LNS has been proposed as an energy-e�cient
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alternative to traditional IEEE-754 single-precision FP. Performing
computations in the logarithmic domain has the advantage that costly
FP operations such as multiplications, divisions, and square-roots
translate to simple integer operations which can be processed in a
slightly modi�ed ALU of a micro-processor. However, additions and
subtractions translate to non-linear functions, which have to be in-
terpolated in an expensive function interpolator. In a cluster of four
OpenRISC cores, we have shown that such a LNU is best shared in a
four-to-one ratio. Only few contentions occur because multiplications
and division operations can be handled directly in the ALU of the
cores and do not need to be o�oaded. Sharing a LNU not only allows
to amortize its costs, but also to process more complex functions such
as exponentiations, logarithms, and trigonometric functions, outper-
forming traditional FPUs up to 4.1 � when processing complex kernels,
such as distance computations and classi�cations. While LNS is very
well suited to process complex kernels, it is slightly less energy e�cient
in processing linear algebra kernels involving many additions and
subtractions due to the larger latency of these instructions. Slightly
reducing the precision constraints of the LNU allows reducing this
latency and being likewise energy e�cient as traditional FPUs.

A Shared Auxiliary Processing Unit

In Chapter 4 the PEs were extended with a transparently shared
execution unit with a �xed latency. Generalizing this concept of
sharing execution units, a �ne-grained shared APU was proposed in
Chapter 5 where the individual operators rather than a complete unit
which supports many operations are shared. This �ne-grained sharing
concept allows to minimize the total number of shared resources, and
supports diverse ISA extensions by equipping each type of unit with
an own round-robin arbiter. At the same time, it enables to amortize
the costs of expensive ISA extensions in a cluster because the units
do not have to be instantiated for each core, but are still available
to each and every core. ISA extensions with di�erent latencies are
supported through a more sophisticated dispatcher in the core, which
guarantees in-order execution and write-back and prevents stalls due
to di�erent latencies to occur. In an example, expensivedotp units
and FP operators have been successfully shared in a APU and it has
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been shown that such clusters consume fewer pJ/FLOP than a private
equivalent while also being more area e�cient. When comparing
the e�ciencies of FP operations (supported in the shared APU) and
integer operations (in a cluster without FP support), we observe that
on average FP operations consume only 17% more energy than integer
operations.

A Scalable Approach to Build a FPU

The performance, the scalability, and the optimal number of FP sub-
units was analyzed using a parallel implementation of a seizure de-
tection algorithm, which requires HDR arithmetic. The application
consists of di�erent FP-intensive tasks ranging from linear-algebra
kernels over matrix decompositions and transformations to classi�ca-
tions and is therefore very well suited for such an analysis. While
the FPU area increases linearly with the number of cores in a private
con�guration, it remains almost constant in a shared setting. The
�ne-grained sharing concept improves the scalability of the shared
FPU because for up to four cores, a single instance of each type is only
causing 1% of contentions and likewise performance degradations. For
an octa-core cluster, the number of contentions increase to 13% due
to an overutilization of the FMA unit, which can be lowered to an
acceptable performance loss of 2% by instantiating a second FMA
unit at the cost of 15 kGE. Further, we show that the shared unit
scales much better in terms of performance than a private setting,
while only marginally increasing in size. Enhancing an octa-core
cluster with FP arithmetic through a shared unit costs only 63 kGE
and allows all eight cores to process FP kernels concurrently, while
a private con�guration would cost in the range of 150 - 250 kGE. We
can conclude that the shared FPU is a very promising approach to
equip multi-core clusters with FP arithmetic because only very few
shared units are su�cient to keep the number of contentions below
2% which makes HDR arithmetic very a�ordable in parallel clusters
like the PULP platform.
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Near-Threshold Energy E�ciency

Finally, operating in a NT region is up to 5� more energy e�cient
than operating at nominal voltage. A PULP cluster implemented in a
modern technology such as 28 nm FD-SOI allows to reach top energy
e�ciencies of 193 MOp/s per mW which equals an operator e�ciency
of 5 pJ/op. A cluster with the optimized core and all proposed ISA
extensions achieves the same amount of MOp/s per mW, but at the
same time allows for 2.3� faster execution of intensive �xed-point
signal processing applications thanks to the extended instruction set,
and also allows to use HDR arithmetic on each core by utilizing the
shared FPU. When operating in NT region, the multi-core cluster
in 28 nm achieves energy e�ciencies per operation in the range of
5 - 10 pJ/FLOP and outperforms most state-of-the-art MCUs, which
consume down to 10 pJ/op but support less powerful instructions,
no HDR support, and achieve a lower throughput. Hence, the ISA
extensions and micro-architectural optimizations allow to execute ap-
plications faster at the same supply voltage, or to save power with
a lower supply voltage while still guaranteeing the same e�ective
throughput, which is key for near-sensor processing.

6.2 Outlook

In the following, I want to elaborate on possible future extensions, and
on what is missing to build a complete SoC for an IoT application.

Further Improvements

Further extensions to the PEs of a parallel computing system are pos-
sible, and I believe that the shared framework facilitates to customize
a cluster for a speci�c application domain and at the same time does
not increase the complexity of the PE allowing the common case to
remain e�cient. As an alternative to ISA extensions, it is possible
to signi�cantly enhance the performance of a cluster by integrating
tightly-coupled accelerators which o�er even higher performance and
energy e�ciencies.

With respect to FP support in the RISC-V core architecture, a
potential improvement could be to merge the two register �les for
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integer and FP operands, as for example in the OpenRISC ISA. While
this merge can save approximately 9 kGE or 20% of the core area, the
impact on performance has to be assessed, but on small single-issue,
in-order cores I expect to see only diminishing performance degrada-
tion, possibly even enhancements as moves between the register �les
become obsolete.

Toward a Full IoT SoC

To build a complete IoT solution for varying applications and process-
ing demands, a low-cost hardware is required, which combines sensors,
processing platform and a wireless communication interface. The
PULP platform seems very well suited for such applications because
it is scalable, low power, energy e�cient and at the same time fully
programmable. For this reason, I see the opportunity to build a
single-chip solution by tightly coupling the sensors to the SoC, and
by combining baseband processing for mobile communication through
ISA extensions, or through tightly-coupled accelerators with the ap-
plication processors. Such single-chip solutions can be extremely low-
cost if they are programmable and 
exible enough to serve a wide
range of IoT applications.



Appendix A

Chip Gallery

Several chips have been fabricated which are related to this thesis.
A collection of the most interesting ones is presented in the follow-
ing. A complete list can be found online at: http://asic.ethz.ch/
authors/Michael_Gautschi.html
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A.1 28 nm PULP Chips

The main PULP series consists of three 28 nm chips so far. The �rst two feature IPC-improved OR1200 cores,
and PULP v3 comes with a OR10N core with an enhanced ISA. Even though PULP v3 shows a lower
MOPS/mW value, it is more e�cient due to the additional instructions which allow for an up to 2 �
faster execution.

Name PULP v1 PULP v2 PULP v3

Year 2013 2014 2015

PE Type 4 OR1200 cores 4 OR1200 cores 4 OR10N cores + HWCE

Designers D. Rossi, A. Pullini, I. Loi, M. Gautschi, F. K. Gurkaynak, L. Benini, et al.

Technology ST 28 nm FD-SOI ST 28 nm FD-SOI ST 28 nm FD-SOI
L2 / TCDM / I $ 16 kB/ 16 kB/ 4 � 1 kB I $ 64 kB/ 32+8 kB/ 4 � 1 kB I $ 128 kB/ 32+16 kB/ 4 kB shared I $
Complexity 700 kGE/ 1650 µm � 1650 µm 1.8 MGE/ 1650 µm � 1650 µm 2.5 MGE/ 1650 µm � 1650 µm
Max. Freq. 475 MHz @ 1.2 V 825 MHz @ 1.15 V 200 MHz @ 0.7 V
Power 8 mW @ 10 MHz, 0.7 V 840 µW @ 40 MHz, 0.46 V 2.3 mW @ 106 MHz, 0.55 V
Energy E�. 60 MOPS/mW 193 MOPS/mW 187 MOPS/mW
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A.2 65 nm PULP Chips

Mia Wallace and Fulmine are board-ready chips which have been fabricated in 65 nm and come with
larger L2 and TCDM memories. Mia Wallace comes with a HWCE, and Fulmine with an additional
hardware crypto engine.

Name Mia Wallace Fulmine

Year 2015 2015

PE Type 4 OR10N cores + HWCE 4 OR10N cores + HWCE + HWCRYPT

Designers A. Pullini, D. Rossi, I. Loi, A. Traber, M. Gautschi, F. Conti, F. Conti, R. Schilling, D. Schiavone,
D. Bellasi, L. Benini, B. Muheim, F. K. Gurkaynak A. Pullini, D. Rossi, A. Traber, I. Loi,

M. Gautschi, M. Muehlberghuber, D. Bellasi

Technology UMC 65nm UMC 65nm
L2 / TCDM / I $ 256 kB/ 64+16 kB/ 4 � 1 kB I $ 192 kB/ 64 kB/ 4 kB shared I $
Complexity 2000 kGE / 3950 µm � 1875 µm 2500 kGE / 2626 µm � 2626 µm
Max Freq. 330 MHz @ 1.2 V 400 MHz @ 1.2 V
Power 9.2 mW @ 67 MHz, 0.65 V 13 mW @ 104 MHz, 0.8 V
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A.3 FPU Chips

All clusters feature four OR10N cores, private instruction caches and a 16 kB shared TCDM. Arthemis feature
four private FPUs and Hecate share two FPUs among four cores. Diana contains private FPUs with
pruned operators, which allows to save area and power.

Name Arthemis Hecate Diana

Year 2014 2014 2014

FPU Type 4 private FPUs 2 shared FPUs 4 private approximate FPUs

Designers L. Mueller, T. Gautschi, M. Burger, F. Schuiki, V. Camus, J. Schlachter,
M. Gautschi, M. Scha�ner, M. Gautschi, M. Scha�ner, M. Gautschi, M. Scha�ner,
F. K. Gurkaynak F. K. Gurkaynak F. K. Gurkaynak

Technology UMC 65 nm UMC 65 nm UMC 65 nm
L2 / TCDM / I $ 16 kB/ 16 kB/ 4 � 1 kB I $ 16 kB/ 16 kB/ 4 � 1 kB I $ 16 kB/ 16 kB/ 4 � 1 kB I $
Complexity 676 kGE / 1252 µm � 1252 µm 670 kGE / 1252 µm � 1252 µm 670 kGE / 1252 µm � 1252 µm
Max Freq. 370 MHz @ 1.2 V 370 MHz @ 1.2 V 370 MHz @ 1.2 V
Power 23 mW @ 100 MHz, 1.2 V 23 mW @ 100 MHz, 1.2 V 23 mW @ 100 MHz, 1.2 V
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A.4 LNU Chips

Selene and Phoebe use a logarithmic number system instead of a FPU. While Selene is a �rst implementa-
tion of such a LNU which is shared among four OR10N , Phoebe contains an advanced LNU architecture
with additional support for trigonometric functions, as well as a 16b vectorized LNU.

Name Selene Phoebe

Year 2014 2015

FPU Type 1 shared LNU 1 shared LNU + Trig. Extensions

Designers Y. Popo�, F. Scheidegger, M. Gautschi, M. Gautschi, M. Scha�ner
M. Scha�ner, F. K. Gurkaynak

Technology UMC 65 nm UMC 65 nm
L2 / TCDM / I $ 16 kB/ 16 kB/ 4 � 1 kB I $ 16 kB/ 16 kB/ 4 � 1 kB I $
Complexity 702 kGE / 1252 µm � 1252 µm 725 kGE / 1252 µm � 1252 µm
Max Freq. 330 MHz @ 1.2 V 300 MHz @ 1.2 V
Power 24 mW @ 100 MHz, 1.2 V 24 mW @ 100 MHz, 1.2 V
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A.5 Single Core Chips

The new PEs have been taped-out �rst as single-core chips before they have been integrated in the multi-
core platform. The OR10N core has been designed �rst and implements an extended OpenRISC ISA.
Sir10us is a OR10N core coupled with a crypto accelerator. Finally, Imperio is based on a Pulpino
subsystem and is the �rst chip which integrates a RISC-V core, including some ISA extensions.

Name OR10N Sir10us Imperio

Year 2013 2013 2015

PE Type OR10N core OR10N core + ECDSA co-processor RISC-V core

Designers M. Baer, R. Andri, M. Baer, R. Andri, S. Stucki, A. Traber, F. Zaruba, A. Traber,
M. Gautschi, F. K. Gurkaynak M. Muehlberghuber, M. Gautschi, M. Gautschi

B. Muheim, F. K. Gurkaynak

Technology UMC 180nm UMC 180nm UMC 65nm
Complexity 80 kGE / 1525 µm � 1525 µm 100 kGE / 1525 µm � 1525 µm 500 kGE / 1252 µm � 1252 µm
Max Freq. 360 MHz @ 1.8 V 166 MHz @ 1.8 V 650 MHz @ 1.2 V
Power - 93 mW @ 166 MHz, 1.8 V 32.8 mW @ 400 MHz, 1.2 V
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A.6 Other Chips

Jet�re is a turbodecoder for LTE-Advanced which has been designed throughout my master thesis. It
can decode all speci�ed block sizes, supports a novel algorithm to handle turbo iterations, features 16
parallel decoder units and was the �rst of its kind to reach a 1 Gbps throughput [154]. While this chip
in theory has nothing to do with this thesis, it was the main reason to start a PhD.

Name Jet�re

Year 2012

Application domain LTE-Advanced Turbodecoder

Designers S. Belfanti, M. Gautschi, C. Roth, C. Benkeser

Technology UMC 65 nm
Complexity 1400 kGE / 1875 µm � 1875 µm
Max. Freq. / Throughput 410 MHz / 1 Gbps @ 1.2 V
Power 966 mW @ 410 MHz, 1.2 V





Appendix B

Notation and Acronyms

Operators

ADD 
oating-point addition
ATAN2 
oating-point arctangent
COS 
oating-point cosine
DIV 
oating-point division
DOTP 
oating-point dot-product
EXP 
oating-point exp-function with base 2
F2I 
oating-point to integer cast
FMA 
oating-point fused multiply-add
I2F integer to 
oating-point cast
LOG 
oating-point logarithm with base 2
MUL 
oating-point multiplication
SIN 
oating-point sine
SQRT 
oating-point square-root
SUB 
oating-point subtraction

add integer addition

157



158 Acronyms

dotp integer dot-product
ld integer load
ld/st integer load/store
mac integer multiply-accumulate
move integer move
msu integer multiply-subtract
mul integer multiplication
nop no operation
sdotp integer sum of dot-product
shu�e integer shu�e
st integer store

Acronyms

ADC analog-to-digital converter
ALU arithmetic logic unit
APU auxilary processing unit
ASIC application-speci�c integrated circuit
ASIP application-speci�c instruction-set processor

BTB branch target bu�er
BUKO special type of travel item (patent pending)

CMOS complementary metal-oxide semiconductor
CMSIS Cortex-M software interface standard
CR critical region
CSR control and status register

DMA direct memory access
DSP digital signal processing
DVFS dynamic-voltage and frequency-scaling
DW Design Ware
DWT discrete wavelet transformation
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ECG electrocardiogram
EEG electroencephalogram
ELM european logarithmic microprocessor
EX execute

FD-SOI fully depleted silicon on insulator
FE full-adder equivalent
FF 
ip-
op
FFT fast fourier transform
FIR �nite impule response
FLOP 
oating-point operation
FLOPS 
oating-point operations per second
FP 
oating-point
FPGA �eld programmable gate array
FPU 
oating-point unit
FRF 
oating-point register �le
FSM �nite state machine

GCC GNU compiler collection
GE gate-equivalent
GP-GPU general-purpose computing on graphics processing unit
GPU graphics processing unit

HDR high-dynamic-range
HW hardware
HWCE hardware convolution engine

ID instruction decode
IEEE Institute of Electrical and Electronics Engineers
IF instruction fetch
IIR in�nite impule response
IMU inertial measurement unit
INF in�nity
IoT internet of things
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IP intelectual property
IPC instructions per clock
ISA instruction set architecture

LLVM low level virtual machine
LNS logarithmic number system
LNU logarithmic number unit
LSU load-store unit
LUT lookup table

MCU micro-controller unit

NaN not a number
NRBD non-restoring binary division
NRSC non-restoring square-root calculation
NT near-threshold

OoO out-of-order
OpenMP open multi-processing

PC program counter
PCA principal component analysis
PE processing element
PSNR peak signal-to-noise ratio
PULP parallel ultra-low power

RBF radial basis function
RF register �le
RISC reduced instruction set computing
ROMs read-only memories
RR round robin
RRA round robin arbiter
RTL register transfer level
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SCM standard cell memory
SF special function
SFU special function unit
SIMD single-instruction multiple-data
SLAM simultaneous localization and mapping
SoC system-on-a-chip
SRAM static random access memory
SVD singular value decomposition
SVM support vector machine
SW software

TCDM tightly-coupled data-memory
THD+N total harmonic distortion plus noise

ULP ultra-low-power
UMC United Microelectronics Corporation

VCD value change dump
VLIW very long instruction word

WB write-back
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