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Abstract

Simultaneous Localization And Mapping (SLAM) constitutes one of the most fundamental
problems in robotics, since ego-motion estimation and map-building are key in enabling au-
tonomous navigation. Allowing robots to perform tasks independently, relying on onboard
sensing systems only, SLAM forms the basic building block of many applications for mobile
robots, such as autonomous vacuum cleaning or package delivery. While most state-of-the-
art navigation solutions are designed for a single robot only, robotic collaboration promises
increased robustness and ef�ciency of missions with great potential in applications, such as
search-and-rescue or agriculture. Beyond that, algorithms for autonomous navigation form the
basis for contemporary Augmented and Virtual Reality applications with mobile devices such
as smartphones or head-mounted displays. Multiple robots and other vision-equipped devices,
also considered asagentsin a multi-agent system, collaborating in a decentralized fashion or
centralized by communicating through a server, can substantially boost the ef�ciency of a mis-
sion by dividing up tasks, for example the load of mapping an environment. Furthermore,
co-localization of the agents is key for collaborative tasks, such as carrying a load. Sharing
information in a robotic team allows avoiding duplicate work, and the access to more than one's
own experiences promises better accuracy of estimates at runtime.
With increasing maturity and robustness of single-agent SLAM, multi-robot systems have been
gaining growing popularity over the last years. However, such systems are still in their infancy,
with only a few works tackling the SLAM problem in a collaborative fashion, often making
assumptions imposing substantial limitations to the system, such as perfect network connection
or known initial con�guration of the agents, or are only tested on pre-recorded datasets or with
limited data exchange. The main challenges in collaborative SLAM lie in maintaining a consis-
tent estimate with experiences from multiple contributors, ef�cient data management to handle
the large amount of data collected by all participating agents, and transparency of information
throughout the system to exploit the full potential of collaboration. Furthermore, robust data
exchange and ef�cient algorithm design are necessary to enable the applicability of multi-agent
SLAM systems in real-world missions.
To this end, this doctoral thesis has been investigating collaborative SLAM, focusing on cen-
tralized topologies in a vision-based sensor setup. In particular, effective approaches of system
architecture for centralized collaborative SLAM have been studied such that data transparency,
ef�ciency and practicality can be maximized. This research has led to the development of two
multi-agent SLAM systems, allowing robotic agents to collaboratively perceive their workspace
by sharing their experiences of the environment with each other through a central entity. The
evaluation on simulated datasets as well as real experiments reveals not only more ef�cient
SLAM estimates in the collaborative case in comparison to the single-agent case as expected,
but also more accurate estimates for all agents at runtime, as each agent has access to more
than its own data at each instant. Moreover, the computational bottleneck arising from an in-
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Abstract

creasing number of agents contributing with data in the SLAM estimation process is studied,
assessing the impact on the scalability of collaborative SLAM. Following this investigation, the
last contribution of this thesis aims to mitigate this explosion of data in the system employing
well-studied notions in Shannon's Information Theory to assess the extent of redundancy of
information within the SLAM graph before identifying and removing parts of this graph that
consume precious computational resources at diminishing returns to the accuracy of the SLAM
estimate.
The algorithms and systems proposed in this thesis are evaluated in challenging real-world ap-
plications as well as state-of-the-art benchmarking datasets, attesting to their practicality and
accuracy. While mainly experiments are presented on small aerial robots as a particularly chal-
lenging platform for vision-based algorithms, the principles researched in this thesis are appli-
cable to a wide range of platforms equipped with vision sensors. This research opens up new
possibilities for multi-agent collaboration and mission control coordinating multiple agents, en-
abling the team to make the most of each participating agent, for example in a heterogeneous
robotic team with agile drones overlooking the scene and ground robots with limited mobility
but higher payload and processing power than the airborne robots. Altogether, the contributions
of this thesis add to the ef�ciency, practicality and accuracy of multi-agent SLAM, bringing
collaborative SLAM one step closer to real-world deployment.
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Zusammenfassung

Simultaneous Localization And Mapping (SLAM) stellt eines der grundlegendsten Probleme
der Robotik dar, da sowohl das Abschätzen der Eigenbewegung als auch das Erstellen von Um-
gebungskarten unabdingbar sind für autonome Navigation. Während der Stand der Technik für
SLAM hauptsächlich auf einzelne Roboter ausgelegt ist, verspricht die Zusammenarbeit meh-
rerer Roboter die Steigerung von Robustheit und Ef�zienz einer Mission. Dieser Ansatz birgt
großes Potential in zahlreichen Anwendungsszenarien, wie beispielsweise für Such- und Ret-
tungsmission oder modernen Augmented oder Virtual Reality Geräten. Die Roboter oder andere
kameragestützte Geräte können als einzelneAgentenin einemMulti-Agenten-Systemangese-
hen werden, welches Zusammenarbeit in dezentraler Art und Weise oder in zentralisierter Form
durch Kommunikation über einen Server ermöglicht. Diese Zusammenarbeit ermöglicht ef�-
zientere robotergestützte Missionen durch das Aufteilen von Aufgaben, wie beispielsweise die
Kartogra�erung einer Umgebung. Ausserdem erlaubt das Teilen von Informationen unter den
Agenten eine höhere Ef�zienz durch Vermeidung doppelter Ausführungen der selben Arbeit.
Der Zugang zu gesammelten Daten über die eigenen hinaus verspricht eine höhere Genauigkeit
der Navigationsschätzung in Echtzeit.
Während SLAM-Systeme für einzelne Roboter im Laufe der letzten Jahre einen hohen Grad
und Reife und Robustheit erreichen konnten, sind derartige Systeme für mehrere Roboter noch
in ihrer Anfangsphase. Wenige Arbeiten haben bisher das SLAM-Problem für mehrere Robo-
ter betrachtet. Zudem treffen derzeitige Arbeiten auf dem Gebiet von Multi-Agenten-SLAM
oft Anahmen, welche die Systeme signi�kant einschränken. Beispiele hierfür sind fehlerfreie
drahtlose Netzwerk-Verbindungen, oder eine bekannte Konstellation der Roboter zum Startzeit-
punkt. Diese Dissertation befasst sich mit der Untersuchung von Multi-Agenten-SLAM, mit ei-
nem Schwerpunkt auf zentralisierte Systeme und kamerabasierte Sensor-Kon�gurationen. Die-
se Forschungsarbeit hat zwei solcher Multi-Agenten SLAM-Systeme hervorgebracht, welche es
mehreren Agenten erlauben, ihre Umgebung durch das Teilen von gesammelten Informationen
gemeinsam wahrzunehmen, und die Genauigkeit des SLAM-Systems zur Ausführungszeit zu
verbessern. Darüber hinaus wird untersucht wie Shannons Informations-Theorie dazu verwen-
det werden kann, um dem Problem der Verarbeitung grosser Datenmengen, wie sie in Multi-
Agenten-Systemen anfallen, entgegenzuwirken.
Die Algorithmen und Systeme, welche im Rahmen dieser Forschungsarbeit erarbeitet wurden,
wurden sowohl in anspruchsvollen realen Szenarien als auch mit Benchmark-Datensätzen auf
aktuellem Stand der Technik evaluiert. Die Ergebnisse dieser Forschung eröffnen neue Mög-
lichkeiten in der Zusammenarbeit mehrerer Agenten und der Koordination von Missionen mit
mehreren Robotern. Darüber hinaus ermöglicht es einem Roboter-Team die Ressourcen aller
Agenten optimal zu nutzen, beispielsweise in einem heterogenen Team mit agilen Drohnen,
welche die Szene überblicken, und bodengestützten Robotern mit höherer Traglast und Rech-
nerleistung als die luftgestützten Drohen. Zusammenfassend erweitern die Forschungsbeiträ-
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Zusammenfassung

ge dieser Dissertation die Ef�zienz, Praxistauglichkeit und Genauigkeit vom Multi-Agenten-
SLAM, und bringen Zusammenarbeit auf Basis von SLAM einen Schritt näher an den Einsatz
in realen Anwendungsfällen.
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Preface

This thesis is acumulative doctoral dissertationand as such contains the most relevant publica-
tions of the author at the end of the document.
Chapter 1 introduces the central problem driving this research, outlining the importance of self-
contained robotic autonomy and motivating the focus of this research. Chapter 2 introduces
brie�y the contributions described in this thesis, corresponding to the peer-reviewed publica-
tions featuring at the end of this document, illustrating how the publication relate to the thesis
goals, furthermore outlining their contributions and the relations amongst each other. Finally,
Chapter 3 concludes this thesis, summarizing the results of this research and giving an outlook,
discussing future challenges and the potential of collaborative SLAM. All publications con-
tributing to this doctoral thesis are original, peer-reviewed works, where the author has been the
main contributor.
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Chapter 1
Introduction

With substantial advancements in the �eld of mobile robots over the last decade, more and
more methods from this �eld have reached considerable maturity, enabling their transition into
customer products and become a part of daily life. Holding the key to enable autonomous
robotic navigation, the problem of concurrent ego-motion estimation and map-building, termed
“Simultaneous Localization And Mapping” (SLAM), lies at the heart of this progress in re-
search on mobile robotics. While it is now well accepted in the robotics community that state-
of-the-art SLAM for a single robot (also termed “agent”) is exhibiting remarkable robustness
and accuracy as well as good real-world applicability in well-textured environments, resulting
to high-performing open-source packages such as ORB-SLAM (Mur-Artal et al., 2015) and
VINS-Mono (Qin et al., 2018), the same does not hold for multi-agent SLAM. Collaborative
SLAM systems have barely been demonstrated in live experiments, while they often impose un-
realistic or limiting assumptions, such as perfect communication amongst participating agents,
known initial constellation of the agents or limited data transfer inside the system. Ensuring
data consistency, the need for ef�cient data structures handling large amounts of data, and deal-
ing with network problems are only some of the problems that need to be addressed before
practical and effective approaches to multi-agent SLAM can be developed. However, fusing
data from multiple agents into a collaborative estimate offers great potential for many aspects
of the SLAM problem. Co-localization between agents holds the key to coordinated interaction
of multiple agents within the team or the environment. Dividing up tasks among agents can
boost the ef�ciency of SLAM, for example by sharing the load of mapping an environment.
Finally, the ability to access experiences captured by other agents allows to avoid duplicating
work and theoretically results in more robust and accurate SLAM estimates. With SLAM form-
ing not only the basis for autonomous robot navigation, but also for the state estimation of other
contemporary mobile devices, such as smartphones or head-mounted displays for Augmented
and Virtual Reality (AR/VR), in the context of this research we can consideragentsto be any
type of mobile device equipped with appropriate sensing capabilities, network interfaces and
computing resources to perform SLAM.
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1 Introduction

Collaborative perception can be a means of fusion and re-use of experiences from different
sources (i.e. agents) and has various manifestations and possible extensions. In the broadest
sense, a stereo camera setup can be considered as one of the most elementary collaborative
systems. Sharing overlapping experiences of the same scene in a known, �xed camera constel-
lation, scene depth can be determined, otherwise impossible for a single camera using only its
own experiences. On the other hand, the fusion of the experiences of a scene visited at differ-
ent time instances and under different environmental conditions, which corresponds to the well
studiedPlace Recognitionproblem, can be considered as a form of collaborative perception
from multiple sources. While the extent of collaboration in these examples is small, multi-agent
frameworks, such as systems for collaborative mapping, exhibit already a higher degree of col-
laboration. Associating map information contributed by multiple agents, these systems build a
representation of the observed environment using inputs from different agents, enabling more
ef�cient and accurate mapping, since multiple agents simultaneously contributing experiences
can acquire more map data at the same time compared to a single agent only. However, in this
case, the agents contributing their experiences do not bene�t from the collaboratively built map
for their own onboard state estimation. Multi-session SLAM eliminates this disadvantage by
enabling an agent to re-use a SLAM map, built in a previous run of SLAM in the same envi-
ronment and potentially even by another agent, when performing SLAM in the same area at a
later time instance. However, in such systems, multiple agents cannot perform SLAM simulta-
neously as only one agent can be active at a time, again restricting the extent of collaboration
amongst the agents. Collaboratively building a map by relating experiences,simultaneously
shared by multiple agents, and sharing this map as well as the relative poses of peers with all
participating agents live during the SLAM session, is the form of collaboration addressed in
this thesis. Collaborative SLAM, in this way, eliminates this essential limitation imposed by
multi-session SLAM. Promoting data sharing and re-use of it online while performing SLAM,
collaborative SLAM can enable the full spectrum of sensor fusion and collaboration possibili-
ties in a multi-robot system, promising higher ef�ciency, robustness and accuracy of the SLAM
estimates, live during the SLAM session, theoretically allowing to maximize the bene�t from
shared experiences compared to other approaches for collaboration.
This doctoral thesis is dedicated to push the state of the art in collaborative SLAM closer to this
promise of making the most out of every agent and its shared experiences contributing to the
multi-agent system. The research of this doctoral thesis strives to push multi-agent systems to
further maturity and to show that SLAM, performed in a truly collaborative fashion, can im-
prove not only the ef�ciency of SLAM by sharing the load of the tasks to be performed with
multiple agents, but also its accuracy, as each participating agent can have access to more than
its own experiences at runtime.

1.1 Motivation and Objectives

The literature in contemporary SLAM is dominated mainly by vision-based techniques and LI-
DAR. While LIDAR sensors provide accurate distance measurements, directly measuring scene
depth and covering a large sensing range (typically up to 300 m), these sensors are much bulkier
and heavier, and exhibit larger power consumption than cameras, preventing their use onboard
platforms with limited payload, such as small Unmanned Aerial Vehicles (UAVs), VR headsets
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1.1 Motivation and Objectives

or mobile phones. Furthermore, the price of LIDAR sensors renders them prohibitively expen-
sive for many cost-sensitive applications. On the contrary, cameras are much more ubiquitous,
they are cheaper and more suitable for lightweight platforms, while they provide rich informa-
tion about the scene. While, in comparison to LIDAR sensors, depth cannot be inferred directly
from a single camera image and needs to be retrieved algorithmically via triangulation in the
SLAM system, another great advantage of cameras is that images provide visual cues, similar
to the human eye, therefore providing rich intensity, color and semantic information about the
scene. These visual cues form the basis for many state-of-the-art place recognition algorithms,
aiming to identify whether a speci�c image relates to a region previously experienced by the
SLAM system, ultimately allowing SLAM to re�ne the current estimate of the camera's motion
and the map of the environment. Furthermore, recently emerging cutting-edge algorithms in
machine learning and arti�cial intelligence, such as neural networks that provide semantic la-
beling for instances of objects in the scene, usually rely on images as input. Motivated by these
factors, the research described in this thesis focuses on vision-based SLAM and demonstrates
that camera-based systems constitute a viable approach for a wide range of applications and
platforms.
State-of-the-art solutions for autonomous robotic navigation (Engel et al., 2017; Mur-Artal
et al., 2015; Qin et al., 2018) exhibit high accuracy, robustness, and can be deployed on a large
variety of platforms and in many different environments. However, the property of being able
to estimate the motion of the camera and the structure of the environment for a single robot only
substantially limits the ef�ciency of SLAM. While almost any application in larger spaces can
bene�t from the presence of multiple agents, may it be in terms of robustness, accuracy or ef�-
ciency, some representative use cases are shown in Fig. 1.1, giving an impression of the broad
spectrum of possible scenarios where the contribution of this thesis in collaborative multi-agent,
vision-based SLAM can be employed.
When it comes to inspecting a large structure or an industrial facility, mobile robots offer great
potential to facilitate the task, not only increasing the comfort of the operation but also moving
humans away from dangerous situations, such as for the inspection of wind turbines, power
lines or bridges. In these cases, the use of multiple robots allows to signi�cantly speed up the
completion of the inspection tasks. The need for the deployment of multi-robot teams becomes
even more evident in cataclysmic search-and-rescue (SaR) scenarios, such as earthquakes or
hurricanes. Ef�cient �rst response requires two main tasks: �rstly, rapid assessment of the situ-
ation, identifying locations of victims and highly dangerous parts, such as buildings in danger of

Figure 1.1:Many different applications require mobile robots or other camera-equipped agents to be provided
with a shared understanding of the environment and the pose of the other participating agents.
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collapsing, and secondly, rescue and stabilization of structures. Evidently, these tasks are con-
trary: while the latter potentially requires ground-based robots with heavy equipment, limiting
their speed of movement, the exploration tasks calls for swift and agile platforms, such as UAVs.
On the other hand, all of these tasks again share the property that a collaborative understanding
of the environment and knowledge about the location of other robots is indispensable, in order
to coordinate their activities and enables the ground-based response robots to use information
about accessible terrain and victim locations collected by the exploration robots. Therefore, col-
laborative SLAM is one of the basic building blocks of autonomous SaR-operations, providing
a shared map of the environment and the position of all participating robots relative to this map.
Apart from mobile robots, the emerging �eld of Augmented and Virtual Reality promises great
applications for collaborative SLAM. With the rapid development and spread of mobile devices
over the last years, such as smartphones or head-mounted displays, all equipped with cameras,
other additional sensors, network interfaces and computing resources, these devices ful�ll all
requirements to run SLAM onboard and communicate with other devices, and therefore to act
as agents in a multi-agent framework. Collaborative SLAM allows multiple of these devices to
connect, using a shared representation of the environment and mutually know locations in it,
enabling collaborative AR/VR applications such as gaming, architectural modeling, or even in
medical applications as for example supporting a team of surgeons.
While there exist some early works investigating SLAM in a collaborative paradigm (Fenwick
et al., 2002; Howard, 2006), the biggest body of the literature focuses on SLAM with a single
camera. More than two decades of intensive SLAM research lead to state of the art in SLAM
having reached substantial maturity, paving the path for the growing popularity of multi-robot
systems over the last years. However, with most existing literature on collaborative SLAM
demonstrating functionality on pre-recorded datasets simulating the agents, using one computer
and limiting data transparency, their practicality remains obscure, while the extent of collab-
oration that they allow within the team is restricted by design. With the overall goal of this
doctoral thesis being to advance the current state of the art in collaborate SLAM, the following
fundamental objectives can be identi�ed:

Ef�cient Architecture De�ning an ef�cient system architecture (i.e. resource-ef�cient, prac-
tical and promoting data sharing) is a core building block for a collaborative SLAM sys-
tem, and lays the foundations to tackle all other anticipated challenges. The architecture
should take into account and make use of the nature of the multi-agent paradigm, split-
ting tasks in a way to use resources most ef�ciently, while minimizing the overhead.
Furthermore, important aspects of the architecture are to maintain the autonomy of the
participating agents at any time and to ensure consistency of the data throughout the
system.

Applicability So far, collaborative SLAM systems in the literature are mostly tested in simu-
lation or using pre-recorded datasets from multiple agents, played back and processed on
a single, suf�ciently powerful computer. In contrast to this, the research reported in this
doctoral thesis aims at algorithms and systems for collaborative SLAM that are applica-
ble to real-world scenarios, running online during the mission onboard multiple robotic
agents. To achieve this, ef�cient communication over wireless networks with reasonable
bandwidth requirements, appropriate timings of system modules, and resilience to real-
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world problems such as network delays and message loss are important factors that need
to be considered.

Accuracy Accumulating data from multiple sources, and sharing data amongst different agents
in the system, collaborative SLAM is theoretically capable of reaching higher accuracy
than in the single-robot case. The research of this doctoral thesis aims to investigate how
SLAM in a collaborative paradigm in�uences the accuracy of the global SLAM estimate,
as well as the effect on the state estimation of the individual agents.

Data transparency The very essence ofcollaborationin the context of SLAM is the incor-
poration of information collected by agentA into a process otherwise being only able
to rely on data from agentB . However, this can be realized with different degrees of
collaboration, such as collecting all data from all agents at a particular time instance in
the system (Forster et al., 2013), or exchanging only information for a speci�c purpose,
such as place recognition data (Cieslewski and Scaramuzza, 2017) or transformations
between local maps (Dong et al., 2015). The goal of the algorithms envisioned in this re-
search is to consequently promote full transparency of data, allowing sharing and re-use
of information across the agents, therefore enabling the full spectrum of possibilities in a
multi-robot system.

Scalability While multi-agent systems permit the collection of extensive data from large en-
vironments in a short period of time, this potentially huge amount of data aggregated in
the system presents a trade-off: one side, more data allows for higher robustness and ac-
curacy of estimates, but conversely, this abundance of data needs to be shared throughout
the system and processed by the modules, resulting in increased overhead in communica-
tion and runtime of the algorithms. Evidently, ensuring the practicality of a collaborative
SLAM system requires an ef�cient way to handle large amounts of data, such that mem-
ory and time consumption of the employed algorithms do not grow boundlessly. Fur-
thermore, collaborative SLAM in particular, but likewise any other similar large-scale
application scenario, such multi-session mapping for long-term autonomy, requires an
instrument for map maintenance and redundancy detection, in order to mitigate the ex-
plosion of data in the system in extended missions, missions with numerous participating
agents, or both.

Platform Independence Finally, the algorithms and principles developed in the course if
this research are envisioned to be platform agnostic, therefore applicable to any type of
vision-equipped robot platform (e.g. walking, �ying or driving robots as well as mo-
bile phones or head-mounted displays), and, ideally, any type of sensing modalities (e.g.
cameras, LIDAR sensors or more complex vision sensors such as depth-retrieving stereo
or RGBD cameras). Therefore, the architecture of the system needs to be designed in a
generic way, avoiding customization to a speci�c platform or sensor modality. Further-
more, potential challenges lie in the association of data from different sensor and robots,
where possibly strongly varying viewpoints probably complicate the process, and dealing
with peculiarities of sensor suites on different devices, such as rolling shutter cameras on
mobile phones.
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1 Introduction

1.2 Approach

Striving to advance the current state of the art in collaborative SLAM, the research of this
doctoral thesis is divided into four main components. The �rst component is dedicated to the
de�nition of an ef�cient architectural paradigm for collaborative SLAM, enabling data consis-
tency, ensuring autonomy, platform independence, and making use of the resources present in a
collaborative setup. This paradigm serves as a basis for the algorithms and principles developed
in this research further on. The second component aims at building a complete collaborative
SLAM system on top of this architecture, focusing on full data transparency and the practical-
ity of the system, such that it is able to be deployed in a real-world scenario onboard multiple
robots. The third part targets the improvement of this collaborative SLAM system, especially in
terms of ef�ciency and accuracy, showing how collaboration can in�uence the global map accu-
racy as well as the individual state estimates of the agents. Finally, the fourth component aims
to identify and tackle the main bottlenecks of the developed collaborative SLAM approaches,
in order to boost scalability in terms of agents and mission range. These stages are brie�y
introduced in the remaining of this chapter.

1.2.1 System Architecture

Architectural Paradigm

The system architecture determines elementary properties of the collaborative SLAM system,
such as the communication topology and the distribution of tasks throughout the system. There-
fore, while this is tested in a vision-based setup, it is applicable to different sensing modalities
or platforms, as outlined in Section 2.1. Two fundamental paradigms are present in the litera-
ture for collaborative systems: centralized and decentralized (or distributed) approaches. The
identifying mark of a centralized system is the presence of a central entity, connected to all
participating agents, where all data from all agents is accumulated and processed, coordinating
the whole system, e.g. in terms of distributing data back to the agents. While, in general, any
of the participating agents can act as this central entity, usually an additional, stationary com-
putational unit is employed, commonly termed as theserveror theground station. Equipped
with potentially much higher computational capabilities than the agents themselves, this server
permits the outsourcing of data storage and computationally expensive tasks from the agents to
the server. A centralized architecture of a group of agents sharing information through a server
is usually employed in the literature when it comes to practically applied multi-agent systems.
In contrast to this approach, in a decentralized architecture, all agents exchange information di-
rectly amongst each other and perform all information fusion onboard, without having a central
instance that orchestrates data sharing and management in the system. In general, compared to
the centralized approach, distributed systems can be used in a wide range of applications, since
no additional infrastructure to access the server needs to be present, and they scale better to
large numbers of agents (swarms), since not all data has to pass through a central point (usually
presenting a bottleneck for scalability). However, compared to centralized architectures, in the
decentralized paradigm it becomes much more dif�cult to ensure data consistency and to avoid
double-counting of information, while the global map combining all agents' experiences is not
present immediately, since it does not live on one particular agent, but message passing would
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Figure 1.2: The main modules of a SLAM system need to be assigned to either the agent or the server
(or both), de�ning the underlying architectural paradigm of a centralized collaborative system. Possibilities
range from using the agent to purely pass on sensor feeds to the server (in this case executing all SLAM
modules), over dividing up the modules between the agent and the server, up to running the complete SLAM
system on the agent, using the server only to coordinate message passing between the agents. The sensor
choices for contemporary SLAM systems are dominated by cameras, IMUs and LIDAR sensors. For the
agents, any robotic device equipped with a sensor suite and suitable processing power can be used, such as
head-mounted displays, UAVs, ground robots, or mobile phones. The server can be deployed either remotely
using a cloud service, locally on a computer, or even on a mobile robot with suf�cient payload to carry a
powerful computation unit, such as larger types of ground robots or autonomous cars.

be necessary to unfold this knowledge. Furthermore, decentralized systems fall short of the
advantage to outsource computationally expensive algorithms or data to the server's side. In a
centralized system, the agents can bene�t from this feature enabling them to only dedicate their
potentially limited resources to perform the most critical tasks, such as real-time visual odome-
try, making the centralized approach more suitable for teams with computationally lightweight
robots (e.g. UAVs) compared to the decentralized paradigm. Furthermore, when the agents
operate in a large environment, a centralized system allows the robots to pass along older ex-
periences of the environment to the server, maintaining only a local map with a limited size
onboard, or re-use existing maps from previous sessions. Evaluating the attributes of these
architectural paradigms, this doctoral thesis focuses on centralized systems. In consideration
of the targeted application scenarios illustrated in Section 1.1, where a team of highly skilled
robots in a manageable number will we employed, rather than a swarm-like number of agents,
especially the characteristics of better applicability, the possibility to outsource tasks, and the
availability of all data collected by all agents at one central endpoint in a centralized system will
presumably be bene�cial for the robotic mission, therefore motivating this choice.

An Ef�cient Architecture for Centralized Collaborative SLAM

With multiple robotic agents and a central server participating in collaborative SLAM, the ar-
chitectural paradigm de�nes which system modules are assigned to which instance in the sys-
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tem. Fig. 1.2 intuitively illustrates the problem: While in a single-agent system, only one
computational instance is available, therefore running all modules of the SLAM system, in the
collaborative case, the modules can be assigned to either the agents or the server, and modules
can even be split amongst them. Architecture designs for centralized collaborative SLAM in the
literature range from systems where only the position tracking is executed onboard the agent,
while all mapping tasks are executed on the server (Riazuelo et al., 2014), to approaches where
a full1 SLAM system is run on the agents (Deutsch et al., 2016; Morrison et al., 2016), and
the server is used for data association amongst agents or as a storing unit. While the latter set
of approaches falls short of exploiting the capacity and advantages that a collaborative system
offers, since for example the expensive optimization algorithms are still run on the agent's side,
the former approach heavily restricts the autonomy of the agents, since it cannot operate without
a connection to the server. Furthermore, the architecture of the centralized system determines
the extent of collaboration possible within the team. Forster et al. (2013) present a collaborative
SLAM system for UAVs building on top of a Structure From Motion pipeline, but, no commu-
nication from the server to the agents takes place in this system, therefore preventing the agents
to bene�t from the global, potentially more accurate SLAM map on the server. Other works,
such as Deutsch et al. (2016); Mohanarajah et al. (2015) and Morrison et al. (2016) send only
partial feedback to the agents, updating local information, but not sharing experiences of other
agents to be re-used by the local odometry of the agent. Re�ecting on these characteristics of
existing works, the architecture proposed by this research will take advantage of the additional
computation power provided by the server, similarly to Riazuelo et al. (2014), but at the same
time preserve the autonomy of the agents without relying on the server, such as Deutsch et al.
(2016). Furthermore, this architecture will communicate the most relevant experiences from
the server back to the agents, independent of which agent they originate from, to maximize data
transparency in the system and the bene�t from shared data by the agents.

1.2.2 Robust and Applicable Collaborative Monocular SLAM

While the applicability of single-agent SLAM to real-world missions was demonstrated in many
cases over the last years (Achtelik et al., 2012; Alzugaray et al., 2017; Qin et al., 2018; Teixeira
et al., 2018), multi-agent SLAM was mainly tested in simulation or using pre-recorded datasets
(Deutsch et al., 2016; Zou and Tan, 2013), therefore avoiding to deal with issues arising during
live estimation from communication over a wireless network, such as limited bandwidth, net-
work delays and message loss. Pushing for real-world applicability of collaborative SLAM, this
research aims for extending the de�ned architecture towards a centralized collaborative SLAM
framework, targeting robust and practical estimation with communication over a wireless net-
work, and full transparency of data. The goal of this framework is to demonstrate practical
applicability of centralized collaborative SLAM in real experiments, with the proposed frame-
work running live onboard multiple agents performing SLAM as a team in real-world scenarios.

1In the context of this doctoral thesis, “full” SLAM refers to a system including a SLAM front-end for pose estimation and
mapping, and a back-end maintaining a global map, including loop closure detection and a global map optimization scheme.
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1.2.3 Ef�cient and Accurate Collaborative Visual-Inertial SLAM

Investigating centralized collaborative SLAM in a monocular setup, both preceding compo-
nents of this research aim at contributing fundamental principles for multi-agent systems, in
particular, an ef�cient architecture widely applicable for centralized collaborative SLAM, and
essential concepts for the real-world applicability of multi-agent frameworks. While monocu-
lar SLAM, as the most generic case of the SLAM problem, is well suited this investigation of
widely applicable concepts for SLAM, using a more sophisticated sensor suite, such as stereo
cameras, visual-inertial sensor suites, or RGBD cameras, can signi�cantly boost the robustness
and accuracy of SLAM systems. Furthermore, the inability to infer metric scale of the esti-
mates from purely monocular sensor feeds heavily limits the practicality of monocular SLAM
for autonomous navigation and real-world interaction. Targeting higher accuracy, robustness
and practicality of centralized collaborative SLAM, this part of this research will investigate
how advanced sensing capabilities can be integrated into a collaborative SLAM framework.
The efforts will focus on visual-inertial sensor suites, with the combination of an exteroceptive
vision sensor, running at lower rates, with a proprioceptive Inertial Measurement Unit (IMU),
providing sensor feeds at high rates, guaranteeing higher accuracy and robustness compared to
monocular SLAM, due to the complementary nature of the sensors. Furthermore, this sensor
combination enables metric scale estimation and gravity alignment of the estimated trajectories
and maps. However, incorporating an IMU increases the complexity of the system, since more
data has to be processed, and sharing and removing of data becomes more complicated, since
IMU constraints depend on the relative timings between measurements, which will be addressed
by this research.

1.2.4 Scalability

The wealth of information in a collaborative system quickly leads to situations, where the
amount of information brings the computational capacity of the server to its limits. Therefore,
it is crucial to responsibly digest information, in order to reduce calculation effort and ensure
operability and consistency of the system, even in large areas and with many agents. Not every
new measurement adds the same amount of information to the system, e.g. if the measurement
comes from an area, where another agent has already been. Therefore, the �nal part of this
research will focus on exploring how notions from Shannon's Information Theory can be em-
ployed to quantify the information gain promised by different parts of the joint map, in order to
extract insights for compressing this map without losing much in terms of accuracy. These in-
sights will be tested using the centralized collaborative SLAM systems proposed in the course
of this research to assess the resulting trade-off between information gain and computational
cost.
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Chapter 2
Contribution

This chapter presents the contributions of the research performed in the context of this doctoral
thesis to the �eld of SLAM, with a particular focus on multi-agent and long-term, vision-based
applications. For each publication, the overall research context and motivation is provided, and
the relation to the high-level objectives introduced in Section 1.1 is illustrated, as well as de-
pendencies and relationships between the contributing papers. Furthermore, for each paper, the
individual research contributions are summarized. Additionally, Section 2.2 lists all publica-
tions contributing to this thesis, while Section 2.3 lists all student projects supervised during
the course of the doctoral studies. Finally, Section 2.4 brie�y presents the relevant open-source
software contributions resulting from this research.

2.1 Research Contribution

Paper I: Multi-UAV Collaborative Monocular SLAM

Schmuck, P. and Chli, M. (2017). Multi-UAV Collaborative Monocular SLAM. InProceedings
of the IEEE International Conference on Robotics and Automation (ICRA)

Context

While several works in the literature tackle mapping (Guo et al., 2018; Loianno et al., 2016;
Vidal-Calleja et al., 2011) or localization (Achtelik et al., 2011; Oleynikova et al., 2015) in a
collaborative manner, only few existing works are able to perform collaborative localization
andmapping (i.e. SLAM) with multiple agents. While many of these works show remarkable
systems and results, a closer look reveals that most of them employ an architecture that falls
short of exploiting the full capabilities of a centralized multi-agent setup. Zou and Tan (2013),
for example, present CoSLAM for monocular cameras, with a focus on handling dynamic envi-
ronments. While CoSLAM can produce accurate estimates from multiple cameras, it can only
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(a) Overview of the system architecture. An agent runs real-
time Visual Odometry (VO) maintaining a Local Map, and
a Communication module to exchange data (keyframes (KF)
and map points (MP)) with the server. The server is a ground
station that executes non time-critical and computationally
expensive processes.

(b) Map of agent B (blue), showing the trajectory of the
agent and its MPs. The map is augmented with agent A's
KFs (black camera frusta) and MPs (gray). Red MPs indi-
cate that this point was used for pose estimation by the VO of
agent A and the VIO of agent B

Figure 2.1: Overview of the architecture for collaborative SLAM proposed inPaper I (left) and a map of
one agent created by using this architecture, illustrating that data captured by other agents is re-used in visual
odometry estimation.

work of�ine on pre-recorded datasets. Forster et al. (2013), on the other hand, show a collabora-
tive SLAM system based on a structure from motion pipeline. While this was probably the �rst
system to address a multi-UAV setup, it does not send any information from the server back
to the agents, so effectively, the agents cannot pro�t from the shared data maintained on the
server. The C2TAM (Riazuelo et al., 2014) collaborative SLAM framework, however, employs
two agents corresponding to handheld RGBD cameras, with only the agent's position tracking
executed on the agent. Therefore, C2TAM is suitable for tasks, where agents with very limited
computational resources are present, however, an agent cannot operate autonomously without
relying on the server, i.e. the system would not be suitable for a mobile robot such as a UAV.
In contrast, the systems proposed by Deutsch et al. (2016) and Morrison et al. (2016) still run
a full SLAM system onboard the agents, while also implementing data exchange with a central
server on top. While this can preserve the navigation autonomy of each agent, it does not make
use of the opportunity to outsource expensive algorithms to the server, so its scalability suffers,
burdening the agents' own onboard resources.
This publication aims at a new architecture for collaborative SLAM that overcomes the need
for the agents to rely on information from the server for local SLAM estimates, allowing the
agents to act autonomously without running a full SLAM system. The focus of his architecture
is on full transparency of information, allowing sharing and re-use of information across the
agents. Furthermore, no assumptions are made on the possibility of collaboration, as no prior
knowledge about the existence of other agents is assumed, let alone their relative constellation.

Contribution

This paper proposes an architecture for collaborative SLAM, where each agent runs monocular
visual odometry onboard, estimating the current position of the agent and maintaining a local
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map its workspace of limited size, as illustrated in Fig. 2.1a. This architecture provides the
agent with suf�cient autonomy to navigate without information from the server, while a com-
munication module, operating on a separate thread, shares the data acquired by the agent with
the server. The server acts as a bookkeeper, keeping track of all acquired data, providing an
agent with past experiences of the environment when returning to a location that was previously
visited by the agents itself or another participating agent, as illustrated in Fig. 2.1b. Further-
more, the server fuses data from different agents based on information from scene overlap using
visual place recognition, employs loop closure detection to reduce drift, and triggers Global
Bundle Adjustment incorporating all data from all agents to improve the accuracy of the col-
laborative estimate. In contrast to existing works, the proposed system enables collaboration
not only in mapping the robots' workspace but also in perceiving it. However, the real-time
estimation onboard each agent is never compromised, even in case of connection loss to the
server, while the server can still be used to outsource computationally expensive computations
to it, enabling agents to operate in environments prohibitively large for the onboard processing
of one stand-alone robot. Since the fusion of map data from different agents purely depends
on visual scene overlap that they experience throughout the mission, no assumptions about the
initial con�guration or robot rendezvous are necessary to enable collaboration. The system is
demonstrated to operate successfully over a medium-sized outdoor area with four participating
UAV agents, simulating a multi-agent scenario using pre-recorded datasets from multiple �ights
of one UAV over the same area. While tested with the monocular single-agent SLAM system
of Mur-Artal et al. (2015) as the basis for the SLAM paradigm employed, the proposed archi-
tecture is designed to work with any keyframe-based SLAM approach using image features.
This architectural approach is even applicable to other sensor modalities such as LIDAR, as
employed in (Dubé et al., 2017).

Interrelations

This paper proposes the main architecture, which is adopted and re�ned by the two collabo-
rative SLAM systems proposed inPaper II andPaper III developed later on, in the course of
this research. While this paper is a proof of concept for an ef�cient architecture for collabo-
rative SLAM, it is evaluated on pre-recorded datasets. With this thesis aiming for real-world
applicable collaborative SLAM,Paper II takes this architecture and extends it towards a full
collaborative monocular SLAM system, able to be deployed in real-world missions.Paper III
then extends the monocular setup to a visual-inertial collaborative SLAM system. The experi-
mental results of this paper already give a �rst indication how the size of the accumulated data
on the server side in�uences the timings of the system, which is bound to become the bottleneck
in large-scale environments, preventing effective collaboration amongst the agents. The scala-
bility of centralized collaborative SLAM in terms of participating agents and accumulated data
is further analyzed inPaper II andPaper III, employing a simple heuristic for redundancy de-
tection on the data Finally,Paper IVpresents an in-depth investigation of redundancy detection
in keyframe-based SLAM.
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Paper II: CCM-SLAM: Robust and ef�cient centralized
collaborative monocular SLAM for robotic teams.

Schmuck, P. and Chli, M. (2019a). CCM-SLAM: Robust and ef�cient centralized collaborative
monocular simultaneous localization and mapping for robotic teams.Journal of Field Robotics
(JFR), 36(4):763–781

Context

With most existing literature demonstrating functionality on pre-recorded datasets simulating
the agents using one computer and employing one-way communication (e.g. from the agents
to the server), their practicality remains obscure, while the extent of collaboration that they
allow within the team is restricted by design. While the architecture proposed and evaluated
in Paper I presents a powerful proof of concept for ef�cient collaborative SLAM, enabling
extensive collaboration by employing two-way transparent communication (i.e. informing the
agents of others' experiences), it is as well evaluated only on datasets, therefore avoiding to
deal with issues arising during live estimation from communication over a wireless network.
Taking the approach fromPaper I one step further, this article presents CCM-SLAM1, a com-
plete centralized collaborative SLAM system designed for multiple small UAVs or other robots,
each equipped with a single camera and a small computer (CPU) onboard. Fig. 2.2a shows
a resulting map from an experiment where CCM-SLAM is employed with two UAV agents.
CCM-SLAM employs an ef�cient and robust communication strategy that accounts for band-
width constraints, demonstrated on real-world experiments, while it extends the server's map
management capabilities to detect and remove redundancy without compromising robustness,
boosting the scalability of this framework to more data from more prolonged missions, larger
scenes or more agents.

Contribution

The main contributions of CCM-SLAM lie in combining several key characteristics for ef�-
cient and robust collaborative SLAM, as well as a thorough performance analysis on real, live
experiments, revealing the framework's strengths, weaknesses and practicality. In particular,
the evaluation presented inPaper II investigates how the number of agents affects the collab-
orative system in terms of timings and network traf�c. Building on the architectural paradigm
proposed inPaper I, outsourcing computationally expensive tasks from the agent to the server,
CCM-SLAM features full transparency of information by sharing experiences collected by a
single agent with any other, if they visit the same area. The algorithms run on the server's side
are extended by an ef�cient map management module that detects and removes data with high
redundancy, without compromising the robustness of the estimation. Furthermore, improving
upon the robustness of the system, a communication strategy is outlined, enabling CCM-SLAM
to cope with limited bandwidth, network delays and message loss, most commonly occurring
in a real setup. These characteristics, together with the ef�cient architecture design fromPa-
per I, enable the real-world applicability of the proposed system, which is demonstrated with
CCM-SLAM running onboard three UAVs with heterogeneous computational resources as well

1Centralized Collaborative Monocular SLAM
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(a) The �nal, common map on the server side constructed by two UAVs, 311 KFs.
(b) A team of a UAV and a quadruped
robot running CCM-SLAM.

Figure 2.2: Left: The �nal, common map on the server side created on data collected by two UAVs agents.
The keyframes (KFs) and map points (MPs) of the agents are colored in black and blue, respectively. KFs
with more than 50 shared MP observations are connected with an edge. Edges between KFs from the same
agent are colored gray, while edges between KFs from different agents are colored red.Right: Real-world
experiment with CCM-SLAM applied to a UAV and a quadruped robot, demonstrating its applicability in
heterogeneous robotic teams.

as in a large-scale search-and-rescue environment. To the best of the authors' knowledge,Paper
II is the �rst work to demonstrate a collaborative SLAM system enabling communication both
from the agents to the server and vice-versa during a real-world �ight running onboard three
UAVs. The CCM-SLAM framework is publicly available to the robotics community, in order
to enable researchers to use it in their own studies. WhilePaper II evaluates the performance of
CCM-SLAM using UAVs for real-world experiments as well as aerial datasets recorded using
these robots, its application is not limited to small aerial vehicles. Fig. 2.2b shows a snapshot of
an experiment where CCM-SLAM was successfully demonstrated with a robotic team compris-
ing a quadruped ground robot and a UAV, attesting to its applicability to heterogeneous robotic
platforms.

Interrelations

CCM-SLAM builds on the architecture proposed inPaper I, extending it towards better robust-
ness and scalability. Most notably, it leverages the principles for collaborative SLAM presented
in Paper I from pre-recorded datasets towards deployment on robots in real-world experiments.
With CCM-SLAM relying on monocular sensor feeds, metric scale of the estimated map and
camera movement cannot be retrieved by the system without prior knowledge of the environ-
ment (e.g. �ducial markers placed on the take-off area). CVI-SLAM (Paper III) bridges this gap
by employing a visual-inertial sensor setup, providing metric scale and gravity alignment for the
SLAM estimate. The redundancy detection module employed by CCM-SLAM is based on a
simple, but ef�cient heuristic based on mutual observations of landmarks.Paper IVtakes an in-
depth look at detection metrics for keyframe-based SLAM, comparing hand-crafted heuristics
and measures based on information-theoretic measures.
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Paper III: CVI-SLAM - Collaborative Visual-Inertial SLAM

Karrer, M.� , Schmuck, P.� , and Chli, M. (2018). CVI-SLAM - Collaborative Visual-Inertial
SLAM. IEEE Robotics and Automation Letters (RA-L), 3(4):2762–2769

� indicates equal contribution

Context

CCM-SLAM (Paper II) presents a complete collaborative SLAM system with real-world appli-
cability demonstrated in different environments and heterogeneous types of robots. However,
the monocular sensor setup puts some substantial limitations on the practicality of CCM-SLAM.
First and foremost, the missing capability to generate a metrically correct and gravity-aligned
estimate is almost fatal for a system to be employed for any kind of real-world interaction, such
as autonomous navigation or augmented reality applications. These issues could undoubtedly
be tackled using �ducial markers or making assumptions about the environment the robotic
team is operating in, however, this would considerably curtail the self-suf�ciency and gener-
ality of the SLAM estimations, and is therefore not desirable. A much better approach is to
combine the camera readings with measurements from an IMU using a visual-inertial sensor
suite. Measuring acceleration and angular velocities of the sensor suite enables metric scale
estimation and gravity alignment of the estimated trajectories and maps, taking the powerful
monocular setup ofPaper II a step further towards real deployment. Furthermore, the com-
plementary nature of this sensor setup guarantees higher accuracy and robustness compared to
monocular SLAM, while the increase in power consumption and weight due to the additional
IMU sensor are negligible. However, incorporating an IMU increases the complexity of the
system, since more data has to be processed, and sharing and removing of data becomes more
dif�cult, since IMU constraints depend on the relative timings between measurements. Further-
more, camera images and IMU measurements need to be synchronized, varying IMU bias terms
need to be constantly estimated, and for accurate results, the manifold structure of the rotation
groupSO(3) needs to be addressed. To this end,Paper III presents CVI-SLAM2, a centralized
collaborative SLAM system for multiple robotic agents, each equipped with a visual-inertial
sensor suite, and a central ground station, extendingPaper II to a visual-inertial setup, while
tackling these peculiarities of including IMU measurements in the SLAM estimate.

Contribution

To incorporate IMU data into the collaborative estimate, CVI-SLAM employs re-designed
odometry and optimization algorithms, incorporating the IMU measurements into the agent's
front-end for pose estimation, as well as in the global collaborative estimate. The algorithms
implement on-manifold pre-integration of IMU data (Forster et al., 2017), having shown its ben-
e�cial characteristics for IMU handling already in other SLAM systems (Mur-Artal and Tardós,
2017; Qin et al., 2018). To the best of the authors' knowledge,Paper III is the �rst work to
propose a full visual-inertial collaborative SLAM system implementing two-way communica-
tion between the agents and the server, tested on real data. The experiments reported inPaper

2Collaborative Visual-Inertial SLAM
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III show that CVI-SLAM's accuracy is comparable to state-of-the-art visual-inertial SLAM sys-
tems, outperforming them in collaborative scenarios. Additionally,Paper III evaluates the effect
of shared data on the visual-inertial odometry front-end, demonstrating that sharing information
amongst participating agents during the collaborative SLAM estimation process improves the
accuracy of pose estimation onboard each agent at runtime compared to single-agent scenar-
ios. Furthermore, using IMU measurements in addition to the monocular camera feeds allows
reducing the number of extracted features necessary for the vision-based odometry, resulting
in fewer data that needs to be transferred between agent and server, eventually reducing the
network traf�c necessary for data exchange.

Interrelations

Paper III extendsPaper II towards a visual-inertial setup, providing metric scale and gravity
alignment for the SLAM estimate, and promising higher accuracy and robustness compared to
the monocular approach. The underlying architectural paradigm of the collaborative system is
the one proposed inPaper Iand re�ned inPaper II, the communication protocol and redundancy
detection heuristic are adopted fromPaper II. The optimization algorithms employed inPaper
III are inspired by Karrer and Chli (2018). The metrics for redundancy detection proposed in
Paper IV are implemented using CVI-SLAM to evaluate their impact on the accuracy of the
SLAM estimate.

Paper IV: On the redundancy detection in keyframe-based SLAM

Schmuck, P. and Chli, M. (2019b). On the redundancy detection in keyframe-based SLAM. In
Proceedings of the International Conference on 3D Vision (3DV)

Context

The underlying idea of keyframe-based vision-based SLAM is to choose, from all incoming
frames, a subset of the most representative ones, the keyframes, to represent camera motion
and estimate the 3D scene. For robust and accurate estimation, especially for fast motions
and poorly textured areas, the SLAM front-end typically employs a generous keyframe cre-
ation policy, with the drawback of having potentially high redundancy encoded in consecutive
keyframes. Furthermore, repeated visits of the same place (by one or different participating
agents) lead to an accumulation of keyframes in this area. While the front-end considers only a
local window incorporating the most recent keyframes to ensure real-time capability, the SLAM
back-end stores and maintains all keyframes in a global SLAM graph. Targeting the reduction
of drift and higher accuracy of the SLAM estimate, the back-end runs loop closure detection
to introduce additional links between loop-closing keyframes in the SLAM graph, and applies
global optimization techniques, namely Global Bundle Adjustment, to this graph. However,
with cubic complexity of Global Bundle Adjustment in the size of the graph, this optimization
quickly gets computationally expensive with growing graph size. As shown inPaper II andPa-
per III, this issue is currently the main bottleneck for the scalability of centralized collaborative
SLAM systems. Therefore, it is desirable to reduce the graph to a minimum size preserving
the most informative nodes that accurately represent the camera motion and the structure of the

21



2 Contribution

environment. While especially evident in collaborative systems, where the graph size grows
extremely fast with multiple agents contributing data simultaneously, this problem also affects
single-agent SLAM and long-term autonomy scenarios (Churchill and Newman, 2013). How-
ever, contemporary systems in the literature do not include redundancy detection (Deutsch et al.,
2016; Forster et al., 2013; Qin et al., 2018) or resort to simple hand-crafted heuristics (Mur-Artal
et al., 2015; Mur-Artal and Tardós, 2017). While these heuristics show good results in practice,
employing measures from Shannon's Information Theory promises to be a more generic and
accurate approach to tackle the problem classifying redundancy of a chunk of data. To this end,
Paper IV investigates different information-theoretic and heuristic metrics to quantify the in-
formation provided by a single keyframe, in order to identify and remove the least informative
keyframes to keep the SLAM graph concise, while minimizing the impact on the accuracy of
the SLAM estimate.

Contribution

Paper IV investigates how the information provided by a single keyframe in the SLAM graph
can be assessed. To this end, it explores information-theoretic metrics to measures the redun-
dancy of a keyframe. Based on covariance estimates retrieved from Global Bundle Adjustment,
Paper IV presents a scheme to quantify the “informativeness” of a keyframe based on mutual
information. Analyzing this measure,Paper IVidenti�es the shortcomings of straightforwardly
applying mutual information to the problem at hand, and proposes an extended measure where
mutual information is calculated based on covariances for the keyframes conditioned on their
neighbors in the graph, which is meant to quantify solely the amount of information uniquely
shared between two keyframes. While this measure is shown to suggest effective graph com-
pression with minimal loss in accuracy, it is computationally too expensive in real-world ap-
plications. Therefore, in addition to the information-theoretic approach, a real-time capable,
ef�cient, landmark-based heuristic for redundancy detection is proposed, extending the heuris-
tic from (Mur-Artal et al., 2015). To evaluate the proposed metrics, they are implemented in
the two collaborative SLAM systems proposed inPaper II andPaper III, assessing the effect
of reduced graph size on the accuracy of the estimates at different compression rates to com-
pare the effectiveness of the different approaches for redundancy detection. The results suggest
that for lower compression rates, the heuristics can achieve similar performance to information-
theoretic approaches. For higher compression rates, the information-theoretic approaches show
a much smaller increase in the trajectory error than the heuristics, with the proposed measure
based on conditional covariances performing best. Furthermore, the experimental results sub-
stantiate the assumption that the keyframes generated by the vision-based front-end encode a
high amount of redundant information, and the SLAM graph can be substantially compressed
with almost no loss in accuracy.

Interrelations

Paper IVprovides an in-depth investigation of how to detect redundant information in a SLAM
graph, therefore tackling the main bottleneck for scalability identi�ed byPaper II andPaper
III . While Paper II andPaper III employ a simple heuristic to ease the problem of exploding
graph size,Paper IVexplores information-theoretic approaches to the problem, to come up with
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a more generic and accurate concept for identifying redundant keyframes.Paper IV evaluates
the proposed measures by implementing them in CVI-SLAM (Paper III), as well as showing an
experiment using CCM-SLAM (Paper II).

2.2 List of Publications

Over the course of the author's doctoral studies the following peer-reviewed publications were
published. The list is sorted by �rst author's name and the year of publishing.

� Karrer, M., Schmuck, P., and Chli, M. (2018). CVI-SLAM - collaborative visual-inertial
SLAM. IEEE Robotics and Automation Letters (RA-L), 3(4):2762–2769

� Keller, M., Chen, Z., Maffra, F., Schmuck, P., and Chli, M. (2018). Learning deep de-
scriptors with scale-aware triplet networks. InProceedings of the IEEE Conference on
Computer Vision and Pattern Recognition (CVPR)

� Schmuck, P. and Chli, M. (2017). Multi-UAV Collaborative Monocular SLAM. InPro-
ceedings of the IEEE International Conference on Robotics and Automation (ICRA)

� Schmuck, P. and Chli, M. (2019a). CCM-SLAM: Robust and ef�cient centralized col-
laborative monocular simultaneous localization and mapping for robotic teams.Journal
of Field Robotics (JFR), 36(4):763–781

� Schmuck, P. and Chli, M. (2019b). On the redundancy detection in keyframe-based
SLAM. In Proceedings of the International Conference on 3D Vision (3DV)

2.3 List of Supervised Students

During the author's doctoral studies a signi�cant effort was spent on supervising student projects.
Below, all supervised students and projects are listed. For projects that resulted in a publication
a citation is provided.

Master Theses

Master students, 6-month projects, full-time

� Keller, Michel (Spring 2017): “On the Importance of Scale in Feature Descriptor Learn-
ing” (Keller et al., 2018)

� Thurnhofer, Franz (Fall 2017): “Large-scale Dense Scene Reconstruction from Multiple
UAV”

� Böröndy, Aron (Spring 2018): “Visual-Inertial SLAM for consumer level sensors”

� Schmidig, David (Spring 2018): “Visual SLAM for Dynamic Environments”
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� Greter, Rafael (Fall 2018): “Visual Tracking for UAVs”

� Strässle, Timo (Fall 2018): “Towards Collaborative SLAM using Smartphones”

� Perraudin, Jonathan (Fall 2019): “Towards Collaborative SLAM using Smartphones”

Semester Theses

Master students, 3-4-month projects, part-time

� Ziegler, Andreas (Fall 2016): “Map Fusion for Collaborative UAV SLAM”

� Boegli, Josua (Spring 2017): “Content-aware Geometric Check Towards Robust Place
Recognition”

� Prumbaum, Nils (Fall 2017): “Autonomous Scene Inspection with UAVs Based on Col-
laborative SLAM”

� Lozano, Armando A. (Spring 2018): “Initialization Test Algorithm For EKF Based Pose
Estimation Algorithms”

� Ziegler, Thomas (Spring 2018): “High Accuracy Visual Inertial SLAM for Autonomous
Navigation of small UAVs”

� Ginting, Fadhil (Spring 2019): “Distributed Formation Estimation based on peer-to-peer
Communication”

� Ritz, Kamil (Spring 2019): “Visual-Inertial SLAM with Unsynchronized Sensor Inputs”

� Li, Cliff (Fall 2019): “An Ef�cient Visual Odometry Front-end for Collaborative SLAM”

� Schoenbaechler, Sacha (Fall 2019): “Ef�cient Map Re-Use for Collaborative SLAM”

Bachelor Theses

Bachelor students, 3-month projects, full-time

� Berinpanathan, Nijanthan and, Rohrbach, Silvan (Spring 2016): “Autonomous Obstacle
Detection and Collision Avoidance on an Electric Vehicle”

� Ketterer, Angela (Fall 2018): “Towards a Full Autonomous Flight Framework for a Ma-
trice 100 UAV ”

2.4 Open-Source Software

Throughout the doctoral studies, the author actively developed and co-developed software pack-
ages used for collaborative SLAM, of which some are publicly available:

ccm-slam – the collaborative monocular SLAM system proposed and evaluated in (Schmuck
and Chli, 2019a):https://github.com/VIS4ROB-lab/ccm_slam .
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Chapter 3
Conclusion and Outlook

Inspired by the great promise of collaborative perception, the research described in this doctoral
thesis resulted in a set of contributions addressing the topic of collaborative SLAM within a
team of vision-equipped robotic agents. Focusing on vision-based approaches and centralized
topologies, both architectures and full systems for multi-agent SLAM have been investigated,
as well as related topics affecting the performance of SLAM in general and in particular in the
collaborative case. This chapter presents a summary of this research, brie�y recapitulating the
main contributions and insights resulting from this work, followed by a discussion of future
directions and challenges in this �eld.

Investigating the advantages and disadvantages of different architectures for centralized sys-
tems, this thesis introduced an ef�cient architectural approach for collaborative SLAM, pre-
serving a minimum level of autonomy of the participating agents at all times, while ef�ciently
exploiting the resources typically present when employing a centralized topology. This ar-
chitecture was designed to enable full transparency of data throughout the system (i.e. each
agent can re-use experiences contributed by any participating agent), providing a generalized
framework that is applicable to a wide variety of sensor modalities. The architecture has been
employed in a multi-agent setup for collaborative SLAM, where each robotic agent would carry
a monocular camera, a computational unit of limited capabilities (i.e. equivalent to a processor
that can be carried by a small UAV or a phone) and a communication unit to permit two-way
exchange of information with the central server. This system, dubbed as CCM-SLAM, intro-
duces an ef�cient and robust communication scheme to enable real-world deployment of this
centralized collaborative SLAM framework, and has been made publicly available to the re-
search community. The applicability and the robustness the proposed system was demonstrated
via real experiments, achieving the �rst real-world �ight of such a collaborative system with
full data transparency with three UAVs, as well as successful �ights in a large-scale search-and-
rescue scenario with two UAVs. A detailed performance analysis of CCM-SLAM has revealed
its powerful ability in dealing with common network problems, such as delays and message
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loss, and its adaptability to the computational resources onboard each agent and the available
bandwidth of the communication network. CCM-SLAM shows the limitations anticipated for
the scalability of centralized frameworks to city-scale environments or large numbers of agents:
First of all, the range of the wireless network used for communication to the server de�nes the
maximum radius for the robotic mission. While the architecture allows the agent to still nav-
igate autonomously without connection to the server, this connection is indispensable for data
exchange and collaboration amongst the agents. Communicating over cellular networks opens
up a potential solution to this problem, though it remains to be investigated whether different
bandwidth and latency take away from the extent of collaboration possible with a wireless net-
work speci�cally deployed for the multi-agent mission. Beyond that, storing and maintaining
all data in the system at one central endpoint puts an upper limit on the total amount of data that
can ef�ciently be handled by the SLAM system, depending on the computational capabilities
of the server. Handling large amounts of data is one of the most fundamental challenges for
collaborative systems, in particular in centralized topologies, and therefore discussed in detail
later in this section.
Evaluated using UAVs as a particularity challenging platform for vision-based SLAM, CCM-
SLAM is not tied to this type of robot, as successfully demonstrated to be deployed on other
robotic platforms, such as in a heterogeneous team comprising a quadruped robot and a UAV.
While this shows the general applicability of CCM-SLAM to different robotic platforms and the
ability to enable co-localization and shared mapping in heterogeneous teams, the place recog-
nition module employed for map fusion and loop closure detection limits the ef�ciency of the
system. Place recognition algorithms deployed even in state-of-the-art SLAM systems cannot
handle the signi�cant viewpoint differences arising when viewing the same scene for example
from a ground robot as well as from a UAV, observing the scene from several meters above the
ground. To associate data between the two robots, it is necessary for the UAV to �y close to the
ground robot, therefore reducing the viewpoint differences to a degree that can still be handled
during place recognition. However, it would be desirable to associate data from ground and
�ying robots without the need of performing speci�c maneuvers to obtain similar viewpoints.
Integrating recent results on viewpoint-tolerant place recognition (Maffra et al., 2019) opens up
promising directions to tackle this issue.

Extending CCM-SLAM to visual and inertial sensing, this research presents CVI-SLAM, a
centralized framework permitting collaboration across agents carrying one camera and an in-
ertial sensor each. To be best of our knowledge, this is the �rst visual-inertial multi-agent
SLAM system in the literature with such a high degree of collaboration amongst the agents.
CVI-SLAM achieves high accuracy for the collaborative global SLAM estimate from multiple
agents, and demonstrates that sharing data amongst agents can improve the state estimate of the
vision-based odometry online during the mission.
While the data sharing strategy employed by CVI-SLAM, namely to send data to the agent that
is close to the agent's latest known location in terms of covisibility, is shown to be an effective
approach for data sharing and re-use amongst agents, the data sharing strategy calls for further
investigation. Determining which information is most useful for the navigation system of the
agents would allow re�ning the data sharing strategy to improve the accuracy of the estimation
process and use the available network bandwidth optimally. With redundancy detection in the
gathered experiences of all agents having a related goal, trying to extract the most informative
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bits of a large amount of data, results from this research direction might also provide valuable
insights for effective data sharing. Beyond that, by anticipating the motion of the agent using
the most recently shared trajectory and velocity information, the server might even be able to
provide map information to the agent directly before it enters an area already visited by other
participating agents.

Aiming for applicability on different platforms, the SLAM systems developed throughout this
research have been tested on several different platforms. Collaborative monocular SLAM was
applied to UAVs and ground robots, revealing the issue of low viewpoint tolerance limiting the
possible collaboration amongst the agents, as described above. Recent research effort target the
application CVI-SLAM to visual-inertial sensor data collected with consumer mobile phones.
While �rst results indicate that CVI-SLAM is generally able to process this data, the exper-
iments also show anticipated problems on this data not originating from high-quality sensors
suites similar to the ones used on mobile robots. The line-wise read-out strategy of cheap cam-
era sensors causes a rolling-shutter effect, and the smaller size of the camera chip promotes
motion blur, complicating visual tracking and requiring compensation. Inertial readings with
higher noise reduce the accuracy of the metric scale estimation. Furthermore, cheap sensors
suites usually do not implement time synchronization between the camera and the IMU and
might, in the worst case, even have a drifting time offset, which needs to be taken into account.
Finally, when considering consumer devices, such as mobile phones or head-mounted displays,
the visual-inertial odometry needs to reliably estimate the motion of the device and compensate
for these additional effects with less computational resources than usually available on a mobile
robot to achieve broad applicability to many types of contemporary vision-equipped devices.

Handling the ever-increasing amount of data is probably the biggest challenge on the way to
scaling up real-world SLAM to large environments, big groups of participating agents, and
long-term autonomy. Detecting and removing redundant robot experiences of the environment
from the database is an effective way to mitigate this effect. While often tackled by hand-crafted
heuristics, this research has investigated information-theoretic routes to quantify how much in-
formation a speci�c portion of the map adds to the SLAM estimates, in order to reduce the
amount of data maintained in the map while minimizing the loss of information. This research
proposes a new metric applying mutual information to covariances of keyframes conditioned
on the environment of the keyframe in the SLAM graph to determine the information uniquely
shared between keyframes. The results suggest that this measure is able to substantially com-
press the SLAM graph by more than 50% with almost no loss in accuracy. It should be noted,
however, that redundancy varies with the application, the trajectory of the camera, as well as
the environment that the camera navigates through, so this work provides insights into how to
quantify redundancy in an adaptable way instead of ad hoc measures tied to speci�c use-cases.
The major drawback of the proposed approach is that it requires to retrieve covariances from
Global Bundle Adjustment, which is a time-consuming operation currently preventing utiliza-
tion online during a mission. Exploring more ef�cient ways to estimate keyframe covariances,
optimally not requiring their retrieval from bundle adjustment, can offer signi�cant saving in
time, potentially enabling the real-time applicability of this metric. Iterative methods for co-
variance estimations (Ila et al., 2017) open up a promising direction for investigations in this
context. Furthermore, instead of merely dropping redundant data, recent approaches for ef�-
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cient removal of graph nodes based on marginalization (Carlevaris-Bianco et al., 2014; Mazuran
et al., 2016; Vallvé et al., 2018) could allow to compress the SLAM graph even further, while
preserving the accuracy of the SLAM estimates. These techniques might also allow weaken-
ing time constraints between keyframes necessary to bound inaccuracies from IMU integration
(Usenko et al., 2019).
Another avenue with remarkable potential for real-world deployment of large-scale SLAM ap-
plications for single or multiple robots is the employment of cloud servers, providing almost
limitless computational resources. Especially in combination with cellular networks, central-
ized systems can operate almost anywhere without the need for additional infrastructure to be
deployed for the mission, therefore signi�cantly facilitating the use and increasing the applica-
bility of these systems. To get the most out of these resources, it should be considered adjusting
the current optimization scheme solving Global Bundle Adjustment as one large batch instance
(Elvira et al., 2019; Karrer et al., 2018; Schmuck and Chli, 2019a) towards an iterative approach
(Kaess et al., 2012) or a distributed scheme (Zhang et al., 2017) using several computation in-
stance available in the cloud to solve the global minimization problem.

While co-localization and establishment of a shared understanding of the surroundings as advo-
cated in the collaborative perception frameworks proposed in this thesis address a fundamental
problem in robotics, these provide only the basis of collaboration during missions. Once each
participating robot knows the position of its peers, all localized against a shared global a map
representation, higher-level decisions can be made to coordinate the robotic team. Multi-robot
path planning can maximize coverage and ef�ciency when reconstructing a structure of inter-
est, subsequently interacting collaboratively with the environment, for example performing a
repair task, that a single robot could not perform by itself. Beyond that, mobile devices, such
as smartphones, could use the collaborative state estimate to create a consistent AR scenario for
multiple agents. With all devices sharing a common global map and their poses with respect
to this map, the environment can be augmented with objects visible at the same location for all
devices, without requiring external hardware for position tracking.

The investigations of this doctoral thesis on collaborative SLAM and some closely related prob-
lems have given rise to both theoretical and practical insights, driving the state of the art in
multi-agent systems to further maturity and robustness. Pushing towards practicality of collabo-
rative SLAM, this research has brought multi-robot teams, performing SLAM in a collaborative
fashion, a step closer to deployment in real missions. It has demonstrated that truly collaborat-
ing simultaneouslyin vision-based localizationand mapping, making it possible for agents to
access relevant experiences shared by other participating agents at runtime, improves the accu-
racy and the ef�ciency of robotic teams. Altogether, the presented results pave the way to make
the most out of each agent in the team, for example in a group of robots consisting of agile
airborne robots for fast exploration and ground robots with lower mobility, but higher payload
and computational capacities, providing the groundwork for higher-level decision making, such
as mission control coordinating the agents, multi-agent coordinated exploration or cooperative
interaction with the environment. Multi-agents systems will be one of the next driving factors
of robotic research, and with SLAM in a collaborative fashion holding the key to autonomous
navigation for a team of robots, collaborative vision-based SLAM will be an essential enabler
to leverage ef�cient robotic collaboration of the future.
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PaperI
Multi-UAV Collaborative Monocular SLAM

Patrik Schmuck and Margarita Chli

Abstract

With systems performing Simultaneous Localization And Mapping (SLAM) from a
single robot reaching considerable maturity, the possibility of employing a team of
robots to collaboratively perform a task has been attracting increasing interest. Promis-
ing great impact in a plethora of tasks ranging from industrial inspection to digitization
of archaeological structures, collaborative scene perception and mapping are key in ef-
�cient and effective estimation. In this paper, we propose a novel, centralized architec-
ture for collaborative monocular SLAM employing multiple small Unmanned Aerial
Vehicles (UAVs) to act as agents. Each agent is able to independently explore the
environment running limited-memory SLAM onboard, while sending all collected in-
formation to a central server, a ground station with increased computational resources.
The server manages the maps of all agents, triggering loop closure, map fusion, opti-
mization and distribution of information back to the agents. This allows an agent to
incorporate observations from others in its SLAM estimates on the �y. We put the pro-
posed framework to the test employing a nominal keyframe-based monocular SLAM
algorithm, demonstrating the applicability of this system in multi-UAV scenarios.
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Supplementary Material

Video— https://youtu.be/L9rHht8fE5E

1 Introduction

The problem of Simultaneous Localization And Mapping (SLAM) is fundamental in Robotics,
since ego-motion estimation and map-building are key in enabling autonomous navigation.
Aiming for sensors that are able to provide rich information about their environment during
SLAM, while exhibiting portability and low power, it is no surprise that vision has become a
very popular sensing modality onboard constraint platforms, such as small Unmanned Aerial
Vehicles (UAVs) as the one depicted in Figure 4.1. Their agility and ability to swiftly reach
remote places render small UAVs very practical for missions, such as inspection, search and
rescue or crop monitoring.

With important advancements in monocular SLAM (e.g. Klein and Murray (2007)), it was
not long before vision-based SLAM approaches able to run onboard a UAV started emerging,
such as Weiss et al. (2013), providing UAVs with basic autonomy. With the biggest body of the
literature focusing on SLAM from a single UAV, some systems investigated the fusion of infor-
mation from multiple robotic agents to construct a single, global map and the self-localization
of agents relative to each other on the go. It is only very few systems, however, that address
collaborative SLAM (i.e. localizationand mapping) from multiple robots. With the potential
of boosting the ef�ciency of a mission, centralized collaborative SLAM permits sharing the
workload of tasks, such as mapping an environment, amongst all agents, while passing com-
putationally demanding tasks, such as map optimization, from an agent to the ground station.
Furthermore, the presence of multiple agents can increase the robustness of the SLAM estima-

Figure 4.1: Our collaborative SLAM system in action, combining information from two UAVs (i.e. AscTec
Neos visible in the inset) �ying over a garden area, here augmented with the Google Earth's view for clarity.
Following a loop closure detection across the estimated trajectories (in blue and black) the red map points, as
opposed to the black ones, are used by both UAVs for position tracking
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2 Related Work

tion process, since via sharing of information across the agents, every agent can pro�t from the
measurements taken by the others.

Ensuring network connectivity, dealing with time delays and enabling transparent informa-
tion access among all agents and the ground station pose great challenges in ensuring the consis-
tency of collaborative SLAM. In this spirit, this paper proposes a powerful collaborative SLAM
architecture designed for multiple small UAVs, each equipped with the same sensor suite and
computationally-constraint processing unit, and a central ground station (“server”) with poten-
tially much more computational capabilities, which communicates with all agents. Figure 4.1
illustrates a snapshot of our system in action, performing collaborative SLAM using two UAVs
in an outdoor environment. Employing an open-source keyframe-based monocular SLAM al-
gorithm, we perform a thorough experimental analysis of the proposed architecture on indoor
and outdoor missions. Our evaluation demonstrates that sharing information across agents via
the proposed approach can improve not only the global map, but also the trajectories of the
agents on the go. Attesting to the power of the proposed approach to effectively deal with the
time-delays and consistency issues arising in a real scenario, we employ four UAVs to map
an outdoor area, evaluating estimates against accurate ground-truth position data from a Leica
Total Station.

2 Related Work

Several works in the literature tackle the localization problem in a multi-robot scenario. Mar-
tinelli et al. (2005) use an Extended Kalman Filter (EKF) based estimation of relative robot
con�guration based on mutual observations. In Achtelik et al. (2011), the authors show a sys-
tem for two UAVs with monocular cameras and IMU, forming a �exible stereo rig. This system
is then used to estimate the relative pose of the UAVs on a simple experimental setup. Piasco
et al. (2016) also use a distributed stereo-vision system with multiple UAVs for collaborative
localization, based on an EKF �ltering scheme.
Another subject closely related to collaborative SLAM is cooperative mapping with multiple
robots. In Vidal-Calleja et al. (2011), the authors present a collaborative mapping system for
ground-based robots and UAVs. Other works, such as Google's “Project Tango” (Google Inc.,
2014) and the recent work of Guo et al. (2016) do not directly target robotic application sce-
narios, but collect data with multiple hand-held platforms, such as tablets or mobile phones to
build a common map with the input from these devices.
While these systems address either mapping or localization in a collaborative manner, only few
existing works are able to perform collaborative SLAM with multiple agents. A centralized
architecture is usually used in the literature when it comes to systems applied practically in
robotics, however some works tackle collaborative SLAM with a decentralized system, such
as Cunningham et al. (2013), who propose a fully distributed SLAM system and evaluate it in
simulation. The biggest challenge with decentralized systems is that it is much more dif�cult
to assure data consistency and avoid double-counting of information, compared to centralized
client-server-architectures. Furthermore, a system with a central server offers the advantage that
computationally expensive algorithms, that are not necessarily constraint to real-time operation,
such as Bundle Adjustment and Place Recognition, can be handled on the server's side. This
allows for the robotic agents to only dedicate their potentially limited resources to performing
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the most critical tasks, such as real-time visual odometry.
Instead of using a central server present in the environment of the robotic mission, some works
propose to use a cloud server for storing data and sharing it between the robots. In Mohanarajah
et al. (2015), the authors present how such a system can be used for collaborative SLAM with
low-cost ground robots. The agents do not see the global map stored in the cloud, but get up-
dated keyframe pose information for the keyframes in the agent's local map as a feedback from
the cloud system. Moving the algorithms of the central server of a collaborative system to the
cloud is an option that becomes particularly appealing when using many agents.

Zou and Tan (2013) present a collaborative monocular SLAM system with a focus on han-
dling dynamic environments. It takes image feeds from multiple monocular cameras as input
and uses a Place Recognition system to group cameras with scene overlap. Yet, it requires the
cameras to be synchronized, since for example a keyframe is captured by all cameras at the
same time, restricting the autonomy of the agents. Furthermore, this algorithm needs a GPU for
calculation, and requires all cameras to observe the same scene at the initialization step. These
drawbacks make this system impractical to use on UAVs.
Forster et al. (2013) show a collaborative SLAM system based on a structure from motion
pipeline. Each agent runs a keyframe-based visual odometry system onboard, that sends new
keyframes to a central server. If a correspondence between two maps is found on the server, the
maps are merged and globally optimized. While this was probably the �rst system to address a
multi-UAV setup, it does not send any information back to the agent, so that it can pro�t from
the optimized map and pose estimation. “Collaborative SLAM” is used in a rather loose sense
in literature, with systems like Forster et al. (2013) being basically collaborative mapping, since
the map on the server is not used for pose tracking on the agent at any later stage.
In Riazuelo et al. (2014), the authors present C2TAM for 2 RGB-D cameras running PTAM
(Klein and Murray, 2007) on the image streams for SLAM estimation, where only the posi-
tion tracking is executed on the agents. The agents send their keyframes to the server, where
all mapping tasks are executed. The complete map is then sent back to the agents for further
tracking steps. This enables the usage of the system with very limited computational resources,
however it does not allow the agents to autonomously operate without relying on the server.
Furthermore, while PTAM was a seminal work for keyframe-based SLAM, current state of the
art outperforms it, with more robust and precise estimates in larger areas. C2TAM was only
tested in a small of�ce environment, and the assumption of repeatedly sending whole maps is
doomed to become problematic in larger areas.
Morrison et al. (2016) designed a collaborative SLAM system to be used with hand-held de-
vices The target of this system is to enable multi-device mapping. They perform full SLAM
on each agent, the server is used as a central memory for storing and sharing the agents' maps.
This architecture of this system does not make use of many advantages a collaborative system
offers, since the expensive optimization algorithms are still run on the agent.
The recent work of Deutsch et al. (2016) presents a system that can be run on a server and is
able to combine different SLAM systems in a collaborative framework. The SLAM systems
that can be combined in this approach, however, are restricted to such that operate on a pose
graph, where each keyframe has an image and its absolute scale linked to it. This excludes, for
instance, all pure monocular SLAM systems. Furthermore, as in Morrison et al. (2016), a full
SLAM system runs on the agent. The server informs an agent about updates in its pose graph,
the global map on the server and the sub-maps of other agents are not visible to the agents.
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Figure 4.2:Overview of the system architecture. An agent (e.g. a UAV) runs real-time Visual Odometry (VO)
maintaining a Local Map, and a Communication module to exchange data (KeyFrames (KF) and Map Points
(MP)) with the server. The server is a ground station that executes non time-critical and computationally
expensive processes: Place Recognition, Map Fusion, and Bundle Adjustment (BA).

The system presented in this work overcomes the need for the agents to rely on information from
the server as in Riazuelo et al. (2014) to operate autonomously, but still outsources computa-
tionally expensive tasks to the server and does not perform full SLAM onboard like Morrison
et al. (2016). Unlike Forster et al. (2013), we communicate information from the server back
to the agents, and also augment the agents' local maps with information from other agents, in
contrast to Deutsch et al. (2016) and Mohanarajah et al. (2015).

3 Methodology

The system architecture of our collaborative SLAM approach is depicted in Figure 4.2. It com-
prises multiple agents, each equipped with a monocular camera, and one central server that is
able to communicate with all agents. Any communication is established via a wireless network.
In this centralized architecture, all communication across agents goes via the server. The sys-
tem does not assume any prior knowledge on the initial con�guration of the agents. Each agent
operates in its local odometry frame with the origin of that frame lying at the starting position
of the agent.

The design of the proposed architecture focuses on enabling each robotic agent to run all
algorithms necessary to provide it with simple autonomy, allowing it to move on without re-
quiring any information from the server. For this purpose, each agent runs real-time Visual
Odometry for pose estimation, which holds a Local Map of its surrounding (limited to theN
closest keyframes in the vicinity of the agent, withN primarily depending on the computational
capacity available onboard the agent), and a Communication module, on a separate thread to
enable both modules to work in parallel. Since the onboard computation capabilities of the
agents are limited, an agent cannot keep the whole map when operating in a large environment.
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In this case, the server also acts as a bookkeeper, keeping track of all acquired data. As a result,
the server can provide an agent with past experiences that are not included in its Local Map,
when returning to a previously visited location and a loop closure is detected. The server runs
non time-critical and computationally expensive processes, which comprise of Intra-Map Place
Recognition, Inter-Map Place Recognition, Map Fusion across the maps from different agents
and Global Map optimization (akaBundle Adjustment – BA).
While this system is designed to work with any keyframe-based SLAM approach using image
features, here we put it to the test using ORB-SLAM2 (Mur-Artal et al., 2015), as one of best
performing monocular SLAM systems currently available in the literature. Consequently, some
building blocks of our system (i.e. Visual Odometry and Place Recognition) are based on the
ORB-SLAM2 implementation1, however their descriptions remain generic to demonstrate the
wide applicability of the proposed architecture.

3.1 Visual Odometry (VO)

Figure 4.3:A small pose graph, the map created by the VO system. Keyframes (i.e. nodes) that share enough
map points (here14) are connected by an edge.

Incoming camera frames are processed by a Visual Odometry (VO) system based in the un-
derlying SLAM approach. The goal of this system is to calculate for each frame the movement
of the camera, by tracking scene landmarks that later serve as Map Points (MP) inside the
agent's Local Map. The Local Map keeps a series of KeyFrames (KF) in a pose graph (Figure
4.3), which is later subject to optimization. New MPs enter the map by triangulation with the
past observations of them. Traditionally, in KF-based SLAM the most representative frames
are maintained (KFs), in order to reduce the amount of data in the map to improve computation
time, permitting real-time behavior. The decision whether a frame is inserted in the map as a
KF can be based e.g. on the traveled distance with respect to the last inserted KF or on feature
points overlap – this decision depends on the underlying SLAM approach.

The VO block also incorporates local mapping running on a separate thread, which is acti-
vated when a new KF is created by VO. This establishes the pose graph connections for each new
KF before inserting it in the Local Map. Local mapping can include additional steps depending
on the SLAM system used, e.g. local optimization or the search for more MP matches for the
current KF. In the case that two or more agents contribute to the same map of the Map Stack on

1https://github.com/raulmur/ORB_SLAM2
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the server's side, the VO of each agent runs on a local copy of an extract of the merged map, i.e.
limiting the size of each Local Map toN KFs. This Local Map incorporates KFs and MPs from
all the agents who contributed to this merged map. In the case that two agents simultaneously
change the same KF or MP in their local copy, we use our resolving scheme described in sec-
tion 3.4. Unlike previous works tackling collaborative SLAM with a client-server-architecture
(Deutsch et al., 2016; Forster et al., 2013; Mohanarajah et al., 2015), we send the KFs and MPs
created by other agents from the server back to the agents, thus augmenting the Local Map of
an agent by information gathered by other agents. This allows the agent to not only use its own
map data for pose tracking, but also use data from other agents that visited the same location
before. By this, we ensure that no information is lost and we enable collaboration to perform
SLAM.

3.2 Agent Handler

An Agent Handlerserves to interface the server and the agent. This Handler runs a Com-
munication module that is in charge of data exchange with the agent, and an Intra-Map Place
Recognition module detects loop closures in this agent's map stored on the server's side (which
stores all past information, as opposed to the Local Map. Details of its structure follow in
section 3.3). Each Agent Handler runs Intra-Map Place Recognition and Communication on a
separate thread, to allow the Handlers of different agents to work independently and in parallel.
The Handler manages the links to the rest of the modules of the server. Furthermore, it holds a
Sim(3)-transformation, that transforms poses in the map frame on the server's side to the map
frame on the agent's side. This Sim(3)-alignment between the agent and the server is necessary,
since after a Map Fusion step, the scale and the frame of origin of the merged map on the server
and the Local Map can be different.

3.3 Data Structures

Local Map

The pose graph generated by KF-based SLAM consisting of the KFs and MPs currently known
to the agent, like the pose graph shown in Figure 4.3. In large environments, the Local Map
is restricted toN KFs of the surroundings of the agent, to limit the onboard computation load.
Each KF is augmented with a globally unique identi�er when it is created by the agent. The
Local Map is maintained in a local reference system (the VO frame).

Server Maps and Global Map Stack

The Map Stack contains all the Maps constructed by the agents, without the restriction of keep-
ing theN last KFs. Instead, all past information is kept in “Server Maps” on the server's side.
For example, in the case of four agents, the Map Stack contains at least one and up to four
Server Maps. When starting the system, one Server Map is initialized for each agent, accessible
only by its corresponding Handler. When two maps inside the Map Stack are merged, these
maps are removed from the Stack and a new Server Map resulting from their fusion is added
to the Stack and associated to all participating Handlers. In a Map Fusion (3.7), the two Server
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Maps being merged are aligned and subsequently share a local reference frame. Therefore, the
system never makes use of a global reference frame.

Keyframe Database for Place Recognition

Our KF database is incrementally built from all acquired KFs (i.e. from all agents) during
runtime. This database implements an ef�cient look-up procedure to allow for a new KF to
query other, past KFs with the same features. For each KF in this database, the information
about which agent created this KF is stored. This allows the Place Recognition to query the
database for KFs independently of the map they are kept in.

3.4 Communication

A Communication module on the agent's or the server's side handles all communication be-
tween them. To exchange messages, we use the ROS infrastructure (Quigley et al., 2009).
This ROS-based communication infrastructure does not guarantee real-time message passing,
yet since neither the agents nor the server need information updates from each other at a �xed
frequency, this is not necessary for our approach. The Communication module runs at a pre-
de�ned frequency, ensuring consistency and real-time behavior on the agent. For every iteration,
it bundles all KFs and MPs, which were either newly created or changed since the last commu-
nication in a message and publishes this message. Furthermore, it processes any messages that
came in in-between information exchanges. For MPs and KFs already existing in the associated
map, these changes are applied. For MPs and KFs that do not exist in the map, the Communi-
cation module constructs these data structures from the messages, establishes the connections
in the pose graph, and inserts them in the respective map. This happens at two points of the
system: either on the agent to update the Local Map with information from the server, or on the
server to incorporate new information from the agent in its related Server Map inside the Map
Stack. On the server's side, the Communication module forwards the KFs to the Intra-Map and
the Inter-Map Place Recognition modules. Furthermore, for incoming data, the Communication
performs multiple security checks to assure that the data on the server and the agent is consis-
tent, which includes e.g. a check whether a message is lost, and to verify that the same KF or
MP is not inserted twice in the map.
The communication is bidirectional: the agents send new, deleted or changed KFs and MPs to
the server. The server sends KFs and MPs that were changed or deleted to the agent. If an
agentA shares a map with another agentB, the communication from the server to the agentA
also incorporates the communication of new, changed and deleted KFs created by agentB. If a
con�ict occurs between an agent and the server, for example because both changed the pose of
a MP or a KF, we favor the information from the server. Since the server performs a global BA
on the data occasionally, we consider its information to be more precise than the information
of the agent. Since the Local Map of agentA is augmented with the data from agentB, A can
also use and apply changes to this data, e.g. change the pose, add MPs to KFs or use MPs from
B in the VO module. In the case that both agents perform an update e.g. the pose of the same
KF simultaneously, and there is no superior pose estimate from the global BA, the latest incom-
ing pose is used. A locking scheme using unique locks prevents errors due to race conditions
throughout the whole system
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We process incoming KFs and MPs in a �rst-in-�rst-out-scheme. Furthermore, an agent can
work independently and does not need any feedback from the server to operate. Therefore, this
system architecture does not suffer from problems caused by delays from the network or time-
consuming optimization steps. While it is possible that information arrives later at the recipient,
potentially leading to a situation, where one agent cannot use information from another agent
about its current location due to late arrival, time delays would not cause the system to crash.
As a result, absence of communication leads to an agent performing VO, keeping only the last
N KFs in its local map, while forgetting all older ones.

3.5 Bundle Adjustment (BA)

We use Bundle Adjustment for optimization of the pose graphs of Server Maps inside the Map
Stack. BA optimizes a graph by minimizing the re-projection error for all KFs and MPs taken
into account for the optimization. After Inter-Map Place Recognition and Map Merging, we
perform a global 7 Degrees-of-Freedom (DoF) optimization of the pose graph to improve the
graph and reduce scale drift, incorporating all information in the map. Since global BA is
time-consuming and computationally demanding, it is only performed on the server. The Com-
munication modules associated with the map to optimize are suspended during the optimization
step. The modules, therefore, contain input and output buffers to make sure that no data is
lost. In the experiments we present in this paper, the implementation of the global BA uses the
Levenberg-Marquardt implementation of g2o (Kümmerle et al., 2011).

3.6 Place Recognition

The Place Recognition system detects whether an agent is at a location, where itself or another
agent has already been in the past. Therefore, it takes a newly arrived KF and queries the
database for similar KFs in the database, returning a set of candidate KFs that share a suf�cient
amount of common features with the current KF. These candidates are evaluated by appearance
and/or geometric checks (depending on the algorithm of choice) and �nally a decision whether
the current KF matches another KF is made. Such loop closure detection allows adding new
constraints to the pose graph that can be used to optimize the graph and may signi�cantly
improve the quality of the map. We distinguish two Place Recognition modules in our system:

1. Intra-Map Place Recognition: a query KFK q considers for matching only KF candi-
dates from the same Server Map in the Map Stack. Consequently, success means new
constraintsinside one Server Mapof the Stack. Subsequently, global BA is performed
on this map.

2. Inter-Map Place Recognition (Map Matching): a query KFK q is tested for matches with
KFs from other Server Maps. Success means new constraintsbetween two Server Maps
of the Stack and is followed by a Map Fusion.

3.7 Map Fusion

The Map Fusion module takes a pair of matching KFs(K q ; K m ) belonging to two different
mapsM q andM m , respectively. A Sim(3)-transformation between the two maps is calculated,
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also taking into account the different scales of the maps, transforming the MPs and KFs ofM q
into the coordinate frame of a third, merged mapM f . Thereby, the scale ofM m remains, while
M q (the map of the query KFK q ) is scaled according to the Sim(3) transformation. New links
in the pose graph are derived from the matching KF pair. Then global BA is run to optimize the
full map. Finally, the Map Stack is updated:M q andM m are deleted from the Stack,M f is
added.

4 Experimental Results

The proposed collaborative SLAM framework is evaluated on two separate scenarios. In exper-
iment 1, two hand-held agents move independently in an indoor of�ce environment, while in
experiment 2, four UAVs, each equipped with a single downward-looking camera, navigate over
an outdoor garden area, while being laser-tracked by a Leica Total Station, providing accurate
position ground truth for each UAV. For both experiments, a Thinkpad T460s notebook with a
Core i7-6600U @ 2.60GHz� 4 and 20 GB RAM is used as the server. In experiment 1, the
same machine is used for each agent, while in experiment 2, theNeoplatform from Ascending
Technologies (Figure 4.1) equipped with an Intel NUC 5i7RYH is used. ORB-SLAM2 (Mur-
Artal et al., 2015) is used as the underlying SLAM system for both experiments. Consequently,
Visual Odometry and Place Recognition are based on the ORB-SLAM2 implementation.

4.1 Experiment 1: Two hand-held cameras, indoors

Two hand-held cameras are used as agents to explore an of�ce environment of around 50 m
� 25 m, with the views of each agent shown in Figures 4.4a and 4.4b. Figure 4.4c shows
the superimposed trajectories of agentA (red) and agentB (green) estimated without using a
collaborative SLAM system, after a scale-adjustment to the size of the �oor plan. As ORB-
SLAM2 is a monocular system, it does not recover scale, so in order to enable an analysis of the
proposed system architecture, the scale is manually �tted to the �oor plan. While the smaller
trajectory of agentA �ts to the plan, agentB moves along a longer trajectory through the of�ce
�oor and therefore suffers more from drift than agentA. This can be seen in Figure 4.4c at
the end of the trajectory of agentB: the agent should have reached the end of the indicated
true trajectory (dotted green line), yet the estimated trajectory of agentB intersects the wall
at Position 1. Figure 4.4d shows the same situation, now using the proposed approach for
collaborative SLAM on the following scenario: �rst, AgentA's trajectory successfully closes a
loop at Position 2 and subsequently, agentB moves through the of�ce �oor. A match between
the Server Maps of the two agents inside the Map Stack is detected at Position 3, which results to
their merging. As agentB moves on along the corridor to reach Position 4, the Inter-Map Place
Recognition detects that agentB is revisiting a place that agentA has visited before, and by that
Global BA is triggered, improving the Global Map. The end of the estimated trajectory of agent
B now aligns with the corridor and building and ends at the true end point of the trajectory.
The improved pose estimates are communicated back to both agents, so that they can use the
improved map estimate on their motion and map estimation further on.
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(a) (b)

(c) (d)

Figure 4.4: Experiment 1, showing the trajectories of two agents moving consecutively in an of�ce envi-
ronment. (a) View from the agent, with scene landmarks for tracking superimposed in (b). (c) Trajectory
estimate of both agentsA (red) andB (green) without using collaborative information. The trajectory from
agentB suffers from drift and intersects the wall. The dotted green line indicates the real trajectory of agent
B. (d) The same situation with two agents using collaborative SLAM: a loop closure at pos. (4) between the
trajectories of agentA andB allows to optimize the trajectory of agentB, aligning now with the true trajectory.

This experiment demonstrates that sharing information across the two agents via the server
as they are moving, following the proposed framework, they are able to achieve a globally
consistent common map during the mission and in time to aid consistent SLAM estimates on
the agents' side in real-time. As opposed to simply of�ine processing of experiences from both
agents post-mission, in this scheme, the agents can bene�t from each other's experiences on the
go, while consistency of estimates is constantly ensured.

4.2 Experiment 2: Four UAVs, outdoors

Using an AscTec Neo UAV to capture four datasets over the same area and subsequently playing
back all four datasets simultaneously, the scenario tested in this experiment involves four UAVs
�ying over an outdoor garden area (visible in Figures 4.5a and 4.5b) at the same time, thus
processing all captured information in parallel. During these experiments,N = 70 is used as
upper limit of KeyFrames (KFs) in the local maps on the agents. Figures 4.5c to 4.5h show the
evolution of the Map Stack throughout the experiment. When the system is started, one Server
Map is initialized for each agent. AgentD (green) starts at timet = 10[ s], agentA (black) at
t = 60 , agentB (blue) att = 70 , and agentC (purple) att = 100 . At t = 80 (Figure 4.5c),
no match between Server Maps is found, therefore all agents still operate on their own Server
Maps. Betweent = 80 andt = 85 (Figure 4.5d), a match between the Server Maps of agentA
andD is found, an these maps are merged. Consequently, only three maps remain from now on
in the Stack, sinceA andD share one Server Map now (Server MapAD).

The Map Fusion from 4.5c to 4.5d also shows the handling of scale differences by the col-
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(a) Small park (b) Agent view (c) t=80s (d) t=85s

(e) t=100s (f) t=150s (g) t=165s (h) t=220s

Figure 4.5:Experiment 2: 4 UAVs simultaneously �ying over a small park, performing collaborative SLAM.
(a) Top view from Google Earth of the test area. (b) View from UAV with scene landmarks superimposed.
(c) to (h) Evolution of the Map Stack containing the maps on the server's side associated to the agentsA to D.
At the beginning, one map is generated for each agent. Then, during the mission, overlap between the maps
is detected and the maps are merged, �nishing with one map incorporating all information from all agents.

laborative SLAM system: The ratio of the size of the trajectories of agentA andD changes
between these two time steps. Since we assume no prior knowledge on the environment or
other agents, each agent estimates a different scale factor when starting its SLAM system. This
results in maps of different size of the same environment, therefore the Map Fusion performs a
scale alignment of the Server Maps that are merged.

Betweent = 85 andt = 100 (Figure 4.5e), a match between the Server Maps ofB and
Server MapAD is found, resulting in a merged Server MapABD. Incoming KFs from the
agentsA, B andD enter this map. Figure 4.5f shows the Map Stack att = 150 , just before the
Server Map of agentC and the Server MapABDare merged, resulting in one Server MapABCD
incorporating the KFs from all agents (Figure 4.5g). Figure 4.5h shows the Map Stack at the
end of the experiment, containing one single Server Map with all four agent trajectories. Figure
4.6 shows a merged Server Map from the data of agentA andB (not incorporating information
provided byC andD) with 3 Degrees of Freedom position ground truth, manually scale-aligned
to the global map.

Figure 4.7 shows how the map of agentB on the agent's side is augmented with the informa-
tion from agentA. The map includes the trajectory of agentB (solid blue), the KFs from agent
A (black camera frusta) augmenting the map, and the Map Points (MPs) of agentB (blue) and
agentA (gray). To visualize the information coming from the different agents, all KFs and MPs
are displayed in this example, no parts of the map are forgotten. Red MPs are MPs that are
used by VO of both agents, i.e. they were generated by agentA, sent to agentB, and then in a
further step were used by VO of agentB when a new KF was created by VO. This shows that
our system enables an agent to not only to receive information collected by other agents, but
also use this information in further processing.
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Figure 4.6: Global Map with KFs from two agents (blue and black camera frusta) and position ground truth
(solid lines). Absolute trajectory error (RMSE): 0.22m

Figure 4.7: Map of agentB (blue) on the agent's side, showing the trajectory of the agent and its map points.
The map is augmented with agentA's KFs (black camera frusta) and MPs (gray). Red MPs indicate that this
point was used for position estimation by the VO of agentA andB.

4.3 Scaling and Complexity

We limit the number of agents in the current implementation to four, yet architecture-wise our
system is not constraint regarding the number of agents. This section shows how the number of
agents affects the timing behavior of the proposed system. We pay particular attention on the
communication, since the communication effort increases with more agents participating in the
system. The VO onboard the agents always remains real-time, as the number of KFs is bounded
noN . Table 4.1 shows how the communication scales with the number of agents.

The timings are averaged over three runs for each case of having 1 to 4 agents in the system
and recorded the time, during which the communication module was busy. The communication
time increases only very little with each additional agent, as the system only sends KFs and
MPs that changed, instead of the whole Local or Server Map, avoiding the otherwise linear
complexity with the number of agents. The largest portion of these timings is spent right after
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Table 4.1:Agent Communication Module Timings. Time for communication comprises of bundling relevant
KFs and MPs in a ROS message that is sent to the server and processing incoming messages, as described in
section 3.4.

No. Agents: 1 2 3 4

Time for comm. [s] 1.99 2.75 3.09 3.37

Time of experiment [s] 100 110 122 132

a Bundle Adjustment step, when a map has its most KFs and MPs changed, and consequently,
updates for almost the whole map need to be sent to the relevant agents. An evaluation of the
tracking frequency on each agent reveals that the input stream rate (i.e. the frame rate of the
camera onboard a UAV) can be processed in real-time. Namely, for the setup in experiment 1
this is a maximum frame rate of 30Hz, while in experiment 2 the equivalent is 20Hz.

Table 4.2:Timings for Global Optimization

No. KFs 47 113 138 236 330 407

No. Agents 2 3 3 4 3 4

BA Time [s] 0.7 4.5 8.9 16.9 32.8 40.3

Table 4.2 shows the timings of global BA, ordered by ascending number of KFs taken into
account in the optimization, as well as the number of agents contributing to this optimization.
The time necessary for BA depends on the number of participating KFs, and therefore, indirectly
on the number of agents contributing to a map, since more agents result in more KFs entering
the map, and the same KF-creation strategy is used across all agents. As expected, global BA is
fast for a small number of KFs, but takes more than 10s when more than 200 KFs are taken into
account. As explained in Section 3.4, long optimization processes can be performed with our
architecture, since all incoming messages are stored in buffers during the optimization, yet it
delays the communication of information from one agent to another, albeit without in�uencing
the real-time performance of the onboard SLAM estimation. The effect of these delays is on the
collaboration aspect; the updates from an optimized map are communicated to the agents with
delays increasing with the number of KFs considered. As this is bound to become problematic
in larger maps, a more powerful ground station can be considered, while follow-up directions
will explore short-cuts in the optimization by discriminating KFs that will have most in�uence
in the current state of the agents.
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5 Conclusion

This paper proposes a novel and powerful architecture for collaborative keyframe-based SLAM
following a centralized paradigm. While the robotic agents (e.g. small UAVs) run real-time
visual odometry onboard independently, the computationally more powerful central server ag-
gregates their experiences, searches for loop closures and merges maps, if necessary. Commu-
nicating merged and optimized information back to the agents, the agents are able to operate
on updated information, enabling better and more consistent estimates. A thorough evaluation
of the proposed system on two scenarios reveals its practicality in real missions and ability to
cope with time delays and consistency issues. An indoor experiment with two hand-held agents
demonstrates how trajectories for single agents can be improved by using a collaborative sys-
tem that shares information between the agents, while an outdoor experiment shows the system
working with four UAVs at the same time, demonstrating how the maps on the server are con-
secutively merged and further on associated with more than one agent, augmenting each agent's
maps with information from others.

In contrast to existing works, the proposed system enables collaboration not only in mapping
the robots' workspace, but also in perceiving it. While the real-time estimation onboard each
agent is never compromised and the system was demonstrated to operate successfully over
a medium-sized outdoor area, with larger areas, the size of the accumulated experiences on
the server is bound to become the bottleneck preventing effective collaboration amongst the
agents. While this can be addressed with a more powerful server, future research will focus on
investigating the restriction of the participating keyframes in the optimization step, to include
only the ones most relevant to the current agents' poses.
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Collaborative Monocular SLAM for Robotic Teams

Patrik Schmuck and Margarita Chli

Abstract

Robotic collaboration promises increased robustness and ef�ciency of missions with
great potential in applications, such as search-and-rescue and agriculture. Multi-agent
collaborative Simultaneous Localization And Mapping (SLAM) is right at the core
of enabling collaboration, such that each agent can co-localize in and build a map of
the workspace. The key challenges at the heart of this problem, however, lie with
robust communication, ef�cient data management and effective sharing of informa-
tion amongst the agents. To this end, here we present CCM-SLAM, a centralized,
collaborative SLAM framework for robotic agents, each equipped with a monocular
camera, a communication unit and a small processing board. With each agent able
to run visual odometry onboard, CCM-SLAM ensures their autonomy as individuals,
while a central server with potentially bigger computational capacity enables their col-
laboration by collecting all their experiences, merging and optimizing their maps or
disseminating information back to them, where appropriate. An in-depth analysis on
benchmarking datasets addresses the scalability and the robustness of CCM-SLAM
to information loss and communication delays commonly occurring during real mis-
sions. This reveals that in the worst case of communication loss, collaboration is
affected, but not the autonomy of the agents. Finally, the practicality of the proposed
framework is demonstrated with real �ights of three small aircraft equipped with dif-
ferent sensors and computational capabilities onboard and a standard laptop as the
server, collaboratively estimating their poses and the scene on the �y.
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(a) The UAV platforms used for our experiments:
Two AscTec Neos with payload of 2 kg and one
AscTec Hummingbird (middle) with payload of
200 g.

(b) Two UAV agents collaboratively building a map us-
ing CCM-SLAM. Map points and trajectories for agent
1 and 2 are colored in black and green, respectively.
Constraints across different trajectories in areas visited
by both agents are indicated in red.

Supplementary Material

Video— https://youtu.be/P3b7UiTlmbQ
Code — https://github.com/VIS4ROB-lab/ccm_slam

1 Introduction

Simultaneous Localization And Mapping (SLAM) constitutes one of the most fundamental
problems in Robotics, since ego-motion estimation and map-building are key in enabling au-
tonomous navigation. Excluding sensors that rely on external tracking, such as GPS, for the
sake of generality, SLAM approaches often choose to rely only on onboard sensing systems.
Aiming for sensors that are able to provide rich information about their environment, while ex-
hibiting portability and low power, it is no surprise that vision-based SLAM has become very
popular. These properties render cameras particularly interesting onboard resource constraint
platforms, such as small Unmanned Aerial Vehicles (UAVs) as the ones depicted in Fig. 5.1a,
especially since early works in monocular SLAM (Eade and Drummond, 2006), (Davison et al.,
2007) showed it is possible to perform SLAM with a single camera. With the state of the art in
SLAM having reached a certain maturity and robustness for single-robot scenarios (Engel et al.,
2014; Mur-Artal et al., 2015), multi-robot systems started to attract growing interest in robotics
research. Involving multiple robots in a task promises to boost the ef�ciency of a mission (e.g.
by dividing up a mapping task amongst the agents), increase the robustness of the system by
sharing information, as well as enable robots to perform tasks not possible for a single robot,
e.g. lifting heavy loads. Therefore, multi-agent systems promise great impact in a large variety
of robotic applications, such as inspection of large industrial facilities and search-and-rescue
scenarios.

While the biggest body of the literature focuses on SLAM with a single UAV, some works
investigate either how information captured by multiple robotic agents can be merged to con-
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struct a single, global map, or the self-localization of agents in relation to each other on the
go. However, both challenges simultaneously, i.e. collaborative localizationandmapping from
multiple robots, is only addressed by very few systems. It is only with such a collaborative
SLAM functionality that we can use the full spectrum of possibilities in a multi-robot system,
allowing sharing and re-use of information across the agents. This ability is key to collaborative
robotic missions: all robots can be localized in a common map, which is constantly updated dur-
ing the mission with the latest sensor measurements, to synchronize their activities and prevent
collisions. Meanwhile, dealing with time delays, ensuring network connectivity and enabling
transparent information access among all agents and the ground station pose great challenges in
ensuring the consistency of collaborative SLAM.

In this spirit, here we proposeCentralizedCollaborativeMonocular SLAM (CCM-SLAM), a
centralized collaborative SLAM system designed for multiple small UAVs or other robots, each
equipped with a single camera and a small computer (CPU) onboard. These communicate with
a ground station with potentially much more computational capabilities, as a result, any tasks
that are computationally too expensive for the resource-limited agents (i.e. small UAVs here)
are outsourced to the server, while ensuring that all tasks critical to the autonomy of each agent
are still run onboard (e.g. visual odometry). Fig. 5.1b shows a snapshot from a mission with
two UAV agents participating in this framework. The information exchange between the agents
and the server enables sharing of all information amongst all agents; for example, if AgentA
visits a region that has already been visited AgentB , B 's experiences are retrieved from the
server and incorporated inA 's onboard pose estimation process.

The main contributions of the proposed CCM-SLAM framework lie with combining the fol-
lowing key characteristics in one collaborative SLAM system:

� Ef�cient system architecture: the participating agents always preserve their autonomy
running all navigation-critical tasks onboard, while all computationally expensive tasks
on data management is pushed to the server.

� Robustness: a communication strategy is outlined, enabling CCM-SLAM to cope with
limited bandwidth, network delays and message loss, most commonly occurring in a real
setup.

� Information sharing: experiences collected by a single agent can be shared with any
other, if they visit the same area.

� Scalability: ef�cient map management on the server detects and removes data with high
redundancy without compromising the robustness of the estimation.

� Applicability: real-world �ights are demonstrated and analysed with CCM-SLAM run-
ning onboard three UAVs with heterogeneous computational resources onboard and in a
large-scale search-and-rescue environment.

With most existing literature demonstrating functionality on pre-recorded datasets simulating
the agents using one computer and employing one-way communication (e.g. from the agents to
the server), their practicality remains obscure, while the extent of collaboration that they allow
within the team is restricted by design. Instead, CCM-SLAM addresses these by employing
two-way transparent communication (i.e. informing the agents of others' experiences), and a
thorough analysis on real, live experiments reveals the framework's strengths, weaknesses and
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practicality. This work builds on the centralized architecture proposed in Schmuck and Chli
(2017), where a powerful proof of concept was presented, albeit demonstrated on pre-recorded
datasets, avoiding to deal with issues arising during live estimation from communication over a
wireless network. CCM-SLAM addresses these issues with an ef�cient and robust communica-
tion strategy that accounts for bandwidth constraints, demonstrated on real experiments, while
it extends the server's map management capabilities to detect and remove redundancy without
compromising robustness, boosting the scalability of this framework to more data from longer
missions, larger scenes or more agents. In fact, CCM-SLAM is shown to run live with three
UAVs �ying simultaneously, while handling network problems, such as delays and message
loss. To the best of our knowledge, this is the �rst time a collaborative SLAM system enabling
communication both from the agents to the server and vice-versa is demonstratedduring a real-
world �ight running onboard three UAVs.

2 Related Work

Following the emergence of real-time monocular SLAM techniques (Davison et al., 2007; Klein
and Murray, 2007), it was not long before �rst works started employing them onboard compu-
tationally constraint platforms such as UAVs (s�y, 2009). Strasdat et al. (2012) conducted an
investigation of �lter- and keyframe-based SLAM and concluded that the latter is overall more
promising for robust and practically applicable SLAM systems. The �eld has been experiencing
great progress since then in the robustness of the estimation processes and the size of the maps
that can be managed (Engel et al., 2014; Mur-Artal et al., 2015), resulting to some degree of
maturity in single-robot SLAM paving the way to multi-robot directions. While ORB-SLAM
(Mur-Artal et al., 2015) is afeature-based(or indirect) approach extracting salient regions in
each camera frame, LSD-SLAM is adirect method, operating directly on image intensities.
The recent work of Engel et al. (2017) shows remarkable performance with such a direct ap-
proach. However, operating directly on the image intensities complicates re-using existing map
data when returning to a previously visited location, since the 3D map points cannot directly
be matched to image points using a descriptor as in feature-based methods. Furthermore, a
collaborative system using a direct method would require exchanging images between partic-
ipants, therefore signi�cantly increasing the network traf�c compared to a feature-based ap-
proach where the exchanged image data can be reduced to the 2D feature keypoints extracted
from the image. Therefore, indirect methods are currently more suited for multi-agent systems
that target extensive exchange and re-use of data.

2.1 Multi-Robot Localization

Several works in the literature tackle the localization problem in a multi-robot scenario, with the
aim to estimate the relative position between the robots, or the position of the robots in a map
known in advance. The work in Martinelli et al. (2005) estimates the relative robot con�guration
based on mutual observations using an Extended Kalman Filter (EKF). Achtelik et al. (2011)
take this idea a step further, showing a system where a �exible stereo rig is formed by two
UAVs with monocular cameras and Inertial Measurement Unit (IMU). This system is then used
to estimate the relative pose of the UAVs on a simple experimental setup. Piasco et al. (2016)

48



2 Related Work

adopt this approach and build a distributed stereo-vision system with multiple UAVs for collab-
orative localization, using an EKF scheme. The work of Luft et al. (2016) also employs an EKF
to track correlations between robots in a decentralized multi-robot system. Oleynikova et al.
(2015) present a visual-inertial system for a UAV and a ground-based robot that localize against
the same map. The recent work of Leonardos and Daniilidis (2017) shows a theoretical ap-
proach for EKF-based decentralized multi-robot state estimation, which is tested in simulation
and achieves less conservative estimates than using covariance intersection. While improving
the localization estimates by using information from multiple robots, these collaborative local-
ization systems do not fuse or share maps between the robots, and without the ability to build a
common map, collaborative missions are very restricted.

2.2 Multi-Robot Mapping

In collaborative mapping the robotic agents participating in the mission contribute to one global
map in order to jointly create a reconstruction of the environment. In Vidal-Calleja et al. (2011),
the authors present such a collaborative mapping system for ground-based robots and UAVs.
Each robot uses an EKF-scheme to build a local sub-map of its environment. The sub-maps are
linked based on GPS measurements, co-observations or robot rendezvous. Other works, such as
Google's “Project Tango” (Google Inc., 2014) and the work of Guo et al. (2016), do not directly
target robotic application scenarios, but collect data with multiple hand-held platforms such as
tablets or mobile phones to build a common map with the input from these devices. The recent
work of Loianno et al. (2016) demonstrates a system that combines both UAVs and mobile
phones. Using multiple UAVs with off-the-shelf smartphones as computation units, they present
a system for map building in a cooperative manner and trajectory planning. Once collaborative
SLAM established a collective estimate of the environment and the relative localization of the
agents, systems such as Loianno et al. (2016) and other approaches such as Chung and Slotine
(2009), Kushleyev et al. (2013) can be employed on top of it to guide the trajectories of the
agents, even avoiding hazardous areas of the environment as demonstrated in Schwager et al.
(2017).
Collaborative mapping offers the possibility to boost the ef�ciency of 3D reconstruction of
structures and environments since information from multiple robots is merged into one global
map. However, the map is usually not shared amongst the agents, and the position of the team
members remains unknown to the agents, prohibiting collaboration amongst the agents going
beyond pure scene reconstruction. Forster et al. (2013) show a collaborative SLAM system
for UAVs building on top of a Structure From Motion pipeline. Onboard each agent runs a
keyframe-based visual odometry system, sharing its keyframes with a central server. The server
searches for correspondences between maps to merge them and performs global optimization
on the maps. While this was probably the �rst collaborative SLAM system to address a multi-
UAV setup, no information is sent back to the agents. As a result, the agents cannot pro�t from
the collaborative estimation process and optimized map and receive information from other
agents, e.g. when exploring an area already explored by another agent in the past. Generally,
“collaborative SLAM” is used in a rather loose sense in literature. Since the map on the server
is not used for pose tracking on the agent at any later stage, systems such as Forster et al. (2013)
target basically collaborative mapping, not collaborative SLAM.
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2.3 Multi-Robot Centralized SLAM

The work in Zou and Tan (2013) presents CoSLAM, a collaborative monocular SLAM system
with a focus on handling dynamic environments. Their approach takes image streams from
multiple monocular cameras as input and groups cameras with scene overlap using a place
recognition module. Since a keyframe is captured by all cameras at the same time, CoSLAM
requires the cameras to be synchronized, restricting the autonomy of the agents. Furthermore,
this system runs its calculations on a Graphics Processing Unit (GPU), and initially requires
all cameras to observe the same scene to initialize the collaborative SLAM estimation. These
drawbacks render this system impractical to use on mobile robots.
Probably the most important work in the literature, Riazuelo et al. (2014), the authors present
C2TAM for two RGBD cameras. C2TAM runs PTAM (Klein and Murray, 2007) on the RGBD
image feeds for SLAM estimation, where only the position tracking is executed on the agent.
Each agent creates keyframes and sends them to the server, that executes all mapping tasks. For
further tracking steps, the server then sends the complete map back to each agent. Therefore,
C2TAM can be used with very limited computational resources. However the agent cannot op-
erate autonomously without relying on the server, and the underlying assumption of being able
to repeatedly send whole maps to the agent is doomed to become problematic in larger areas.
Furthermore, PTAM was a seminal work in keyframe-based SLAM, though current state-of-the-
art SLAM outperforms it (Mur-Artal et al., 2015), achieving more robust and precise estimates
in larger areas. As a result, experiments with C2TAM could only be run in a small of�ce envi-
ronment, leaving open questions on the practicality and consistency of the whole system.
Morrison et al. (2016) designed MOARSLAM, a collaborative SLAM system with the target of
enabling multi-device mapping with hand-held devices. Each agent in this system runs ”full”
SLAM onboard (i.e. visual odometry, place recognition and global map optimization). The
server acts as a central device for storing and sharing the agents' maps. The architecture of
this system falls short of exploiting the full capacity and advantages that a collaborative system
offers since the expensive optimization algorithms are still run on the agent's side. The server
detects correspondences between maps but does not run a global optimization.
The system by Deutsch et al. (2016) presents a server back-end for collaborative SLAM that
is able to combine different SLAM systems in a collaborative framework. To use this server
module, the combined SLAM systems need to provide it with a pose graph including keyframe
and an image linked to it, and absolute scale, thus excluding, amongst other systems, all pure
monocular SLAM systems such as Davison et al. (2007), Klein and Murray (2007), Mur-Artal
et al. (2015). The server back-end merges and optimizes the maps received by the agents if
possible, yet each agent is only informed about updates in its local pose graph and does not
receive information about the sub-maps of other agents on the server. Furthermore, here as in
Morrison et al. (2016), a full SLAM system runs on each agent.
The recent work in Karrer et al. (2018) presents and extension of Schmuck and Chli (2017) to
a visual-inertial sensor setup, which provides metric scale and gravity alignment for the SLAM
estimate, and promises higher accuracy and robustness compared to monocular approaches due
to the complementary nature of the sensors.

So far most collaborative SLAM experiments were performed using pre-recorded datasets.
Forster et al. (2013) deployed their system on two UAVs �ying in a small indoor environment,
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but as discussed in Section 2.2, no communication from the server to the agent takes place in
this system. The multi-robot planner in Loianno et al. (2016) was as well demonstrated during
real �ight of three small aircraft. However, the system works in a sequential manner: When
receiving information from the server to calculate trajectories, the UAV agents hover on the
spot. Afterward, when trajectory calculation is �nished for all agents, the UAVs start to move
simultaneously. While this system is able to plan collision-free trajectories or multiple UAVs
and collaboratively build a sparse map of the environment, no collaborative pose estimation
takes place in this system. Furthermore, if no overlap in the �eld of view of the UAVs can be
detected in the beginning to establish relative poses, the initial poses of the UAVs need to be
known to the server.

2.4 Decentralized Architectures

A centralized architecture of a group of agents sharing information through a server is usually
employed in the literature when it comes to systems applied practically in Robotics. However,
some works tackle collaborative SLAM in a decentralized manner, where all agents exchange
information directly amongst each other and perform all information fusion onboard, without
having a central instance that coordinates the system. Cunningham et al. (2013) propose such
a fully distributed SLAM system and evaluate it in simulation. Each robotic agent performs
full SLAM locally. The generated local map is summarized by marginalization and shared
with the other agents. With this shared information, the agents can augment their local map
with neighborhood information. Webster et al. (2013) introduced a decentralized algorithm in
faulty environments using an information �lter. Taking up the decentralized approach using a
laser-inertial sensor suite, Dong et al. (2015) presented a decentralized approach for collabo-
rative mapping using UAVs. Combining distributed architectures and object-based SLAM, the
work in Choudhary et al. (2017) shows a decentralized SLAM system where co-localization of
the participating robots is based on commonly observed pre-trained objects. The recent work
in Cieslewski and Scaramuzza (2017) describes an ef�cient approach for decentralized place
recognition, evaluated with real data, but in simulation. Furthermore, recent articles address the
topic of decentralized collaborative SLAM, focusing on different parts of the problem, such as
map overlap identi�cation (Egodagamage and Tuceryan, 2017), ef�cient distributed loop clo-
sure (Giamou et al., 2018) and data exchange (Cieslewski et al., 2018), robustness (Zhang et al.,
2018) or the architecture of the complete system (Chen et al., 2017). While all these works
shine light onto different aspects of decentralized SLAM, only pre-recorded datasets are used
for the experimental evaluation.

Distributed systems can be used in a wide range of applications and scale better to large num-
bers of agents (swarms), since not all data has to pass through a central point. Compared to
centralized architectures, it becomes much more dif�cult to assure data consistency and avoid
double-counting of information in a distributed system. Furthermore, decentralized systems fall
short of the advantage to transfer computationally expensive algorithms that are not necessar-
ily constraint to real-time operation to the server's side, such as map optimization (akabundle
adjustment) andplace recognition. In a centralized system, the robotic agents can bene�t from
this feature enabling them to only dedicate their potentially limited resources to performing the
most critical tasks, such as real-time visual odometry. Furthermore, when the robots operate
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in a large environment, a centralized system allows the robots to pass older experiences of the
environment to the server, maintaining only a local map with limit size onboard.

The system proposed in this article overcomes the need for the agents to rely on the server
as in Riazuelo et al. (2014), while allowing the agents to act autonomously without running a
full SLAM system on every robot as in Morrison et al. (2016) and Deutsch et al. (2016). As
opposed to Mohanarajah et al. (2015), Forster et al. (2013) and Deutsch et al. (2016), where
the agent is either not informed about the global map on the server or only receives updates if
the relevant part of the optimized map already exists on the agent, we consistently share data
amongst the agents and augment the agents' local map with information from other agents. Un-
like Riazuelo et al. (2014) and Deutsch et al. (2016), we use the same features throughout the
whole system and do not need to extract features twice on the agent and the server. While dif-
ferent aspects of collaborative SLAM, such as robustness or scalability, are also investigated by
other works in the literature, we combine all these aspects in one collaborative SLAM system
and provide an in-depth analysis of their performance. This framework is no tied to UAVs, but
uses them as a particularly hard case for collaborative SLAM as they have low onboard compu-
tational power and can move very fast, making it challenging for SLAM and potentially also for
communication due to a higher probability of message loss. It does not assume a perfect wire-
less connection and shows an ef�cient communication design for collaborative SLAM dealing
with network delays and connection loss, and a map management strategy that identi�es and
removes redundant parts of the map, thus ensuring applicability and scalability of the proposed
system.

3 CCM-SLAM: System Overview

The architecture the CCM-SLAM framework, depicted in Fig. 5.2, aims at ef�ciently off-
loading computational intensive, but not real-time constraint parts of the system to a centralized
ground station (the “server”), while keeping all modules necessary for basic autonomy on each
agent. For this purpose, each agent runs real-time VO onboard to estimate its pose and a 3D
map of its environment. Since the computational resources onboard the agent are assumed to be
more limited than on the server, thelocal mapmaintained by this onboard VO is limited to the
N closest keyframes in the vicinity of the agents. Instead, the agent can use the server to of�oad
information, which acts for the agents as a book-keeper that stores and maintains all experiences
from all agents in theserver map stack. When revisiting an already mapped location, the server
provides the agents with these past experiences to augment theirlocal maps. The choice ofN
depends primarily on the computational capacity of the agent since as shown in 5.4, a larger
local mapincreases the timings of the onboard modules.
Furthermore, the server runsplace recognition, global optimization (bundle adjustment) andre-
dundancy detectionto remove very similar or duplicate information arising from multiple visits
at the same place by one or more agents. All maps use a local odometry frame, while infor-
mation between the maps is exchanged in relative coordinates from one local odometry frame
to the other, therefore the system never makes use of a �xed global reference frame. It should
be noted that CCM-SLAM does not assume any prior information or con�guration regarding
the initial locations of the agents. All agents operate independently from each other until the
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Figure 5.2: Overview of the CCM-SLAM system architecture. The robotic agent (e.g. a UAV) runs real-
time visual odometry(VO) maintaining alocal mapof limited sizeN , and acommunication moduleto
exchange data (keyframes(KF) andmap points(MP) and a reference KF KFref , representing its current
position) with the server. The server is a ground station that executes non time-critical and computationally
expensive processes:map management, place recognition, map fusion, andglobal bundle adjustment(BA).
If all agents are recognized to have visited the same place(s), theserver map stackcontains the single, global
map incorporating all agents' experiences.

place recognitionmodule detects overlap between two maps and therefore allows to relate the
measurements involved.
The bidirectional communication between the server and the agents is established via a wire-
less network. The communication protocol is able to handle disturbances of the network such
as delays and message loss. Both the server and the agents run a communication module that
establishes the exchange of map information and monitors potential errors in this information
exchange. In this centralized architecture, all communication across the agents goes via the
server. In case of a complete loss of connection to the server, an agent cannot receive infor-
mation about existing map information from the server, yet still runs VO with a limited map
window onboard. Therefore, its autonomy is preserved at any time during its mission, indepen-
dently of the connection to the server.

4 System Modules

The functionalities of the individual CCM-SLAM modules shown in Fig. 5.2 are described in
the following.

4.1 KeyFrame-based Visual Odometry

Incoming camera frames from the agent's camera sensor are processed by a keyframe-based
visual odometry(VO). VO estimates the frame-to-frame motion of the camera by tracking scene
landmarks inside the agent'slocal map. These scene landmarks are stored as 3Dmap point
(MPs) in thelocal map. The VO does not forward all incoming frames to thelocal map, but
only a subset of the most representative frames, thekeyframes(KFs). KFs and MPs in thelocal
mapare connected by edges as described in Section 4.2, forming a graph-based map. Within
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VO, tracking and mapping run in parallel in separate threads. The tracking thread estimates
the frame-to-frame movement of the camera and decides whether a frame is transformed into
a KF. The mapping thread processes any new KFs by establishing connections to other KFs in
the local mapand triangulating additional MPs using connected KFs. Each KF is assigned a
globally unique ID (consisting of an ascending number and the ID of the agent that created it),
to make each KF identi�able globally.
Conceptually, every VO system can be used as front-end for processing incoming frames on the
agent as long as it is keyframe-based, according to Schmuck and Chli (2017). The VO of CCM-
SLAM is implemented using the VO front-end of ORB-SLAM (Mur-Artal et al., 2015), since
this is one of the best performing monocular SLAM systems currently available. Building on top
of this VO system, both thelocal mapstructure and thecommunication moduleare integrated
into this VO system. This allows CCM-SLAM to limit thelocal mapto a �xed number ofN
KFs, ensuring real-time behavior onboard the computationally constraint agents.

4.2 Local Map

Thelocal mapL is a SLAM graph connecting consecutive KFs to their MPs as experienced by
this agent. This map is essentially a representation of the agent's immediate vicinity. In addition,
L contains covisibility information between the KFs inL , forming a covisibility graph. Two
KFs are connected by an undirected covisibility edge if many MPs are observed by both KFs
(here, we set the threshold to 15 MPs). The weightw of an edge connecting KFa and KFb is
determined by the number of shared observations of these KFs. Furthermore, for pose graph
optimization, a pose graph is deduced fromL on demand.
Trimming thelocal mapimplements the limitation ofL to N KFs. We de�ne the reference KF
that was last created by the VO as KFref , representing the current location of the agent. If the
number of KFs inL exceedsN , trimmingkeeps KFref and theN � 1 KFs most recently added
to L , while removing older KFs. Before a KF is removed from thelocal map, the trimming
algorithm veri�es whether the server con�rmed that this KF was received. This might not be the
case due to communication interruptions. To prevent data loss, thelocal mapcan keep a buffer
of up to B more KFs (here we setB = N ), that is emptied as soon as an acknowledgment
for the KFs in this buffer is received from the server. If this buffer is also �lled up, so that
there are in totalN + B KFs stored on the agent, the map trimming algorithm enforces this
upper bound by removing data. Any KFs present inL that have been originally created by
other agents are prioritized for removal, since information between agents is exchanged only
via the server, consequently these KFs are guarantied to be present in theserver map stack.
This might result to removal of KFs with a strong covisibility connection to KFref and thus
lead to a slightly less informative map of the environment, however this is less critical than the
alternative of permanent information loss. If all of these KFs get removed and the number of
KFs in the agent's buffer still exceedsB , trimming then prioritizes the removal of the oldest
KFs from the buffer, even if these have not been acknowledged as received by the server.
The choice ofN is primarily dependent on the computational power available on the agent,
since as shown in Section 5.4 the timings oftracking, mappingandcommunicationincrease
with higherN . This allows to adjust the system to the computational power available on the
robotic platform used as agent. Besides having more information about the current environment
onboard the agent, the advantage of a higherN is thatL can hold more data, therefore in cases
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of communication interruptions, it later reaches the maximum map size and needs to erase data.
Consequently, the system gets more robust and the risk of data loss drops with increasingN .

4.3 Server Map Stack

The server map stackcontains allserver mapscurrently associated toagent handlers. The
server mapshave the same graph structure as thelocal mapson the agents, yet without any
restriction on the number of KFs in the map and as a result contain all past experiences of the
respective agent. The information contained in theserver map stackas a whole corresponds to
all information that was ever acquired by all agents during one mission. When initializing the
system, oneserver mapis created for each agent in the system, managed by its corresponding
Handler. When twoserver mapsare merged during the mission, both maps are removed from
the Map Stack and replaced by one single newserver mapcontaining the information from both
maps. This new map gets associated to allagent handlersthat participated in themap fusion.

4.4 Agent Handler

The agent handlermanages the corresponding agent's information arriving to the server. For
each agent, oneagent handleris instantiated, that initializes acommunication moduleto com-
municate with that agent, initializes a newserver mapfor this agent in theserver map stack
and creates amap managerandintra-map place recognitionmodule for thisserver map. Each
of these modules runs on a separate thread in parallel. Furthermore, it provides an interface to
modify the dependencies of the modules of one agent, since when twoserver mapsare merged,
for all modules of all agents involved in the fusion the associatedserver mapsneed to be re-
placed by the new (merged) one. Additionally, eachagent handlerH i , associated to Agent

A i , holds a Sim(3)-transformationL i S
M j
i = f L i R

M j
i ; L i t

M j
i ; L i s

M j
i g that transforms data

from the associated agent'slocal mapL i into the associatedserver mapM j from theserver
map stackon the server's side. Initially, the coordinate systems of the two maps on the agent's

and the server's side coincide: rotationL i R
M j
i = I 3� 3 , translationL i t

M j
i = 03� 1 , scale

L i s
M j
i = 1 . Following a fusion ofM j with M k from theserver map stackinto a newserver

mapM m , the relative transformation and scale betweenL i and theserver mapassociated to
AgentA i needs to be updated toL i SM m

i as described in Section 4.8.

4.5 Communication Modules

Thecommunication moduleson the agent's and the server's sides establish the communication
link between them. The ROS communication infrastructure (Quigley et al., 2009) is used for
message passing over a wireless network. This framework does not guarantee real-time message
passing, however this is not a requirement for the functionality of CCM-SLAM, since neither
the server nor the agent expect information from the other side at a �xed rate. On the agent's
side, thecommunication modulekeeps track of all changes in the map, i.e. any added and
changed KFs and MPs, and converts this information into a message that is sent to the server.
Since the map keeps changing constantly, the message publishing rate is limited to a maxi-
mum value. Every new message contains any changes since the last message. Furthermore, the
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maximum size of the message is also limited, to prevent packing of too large portions of the
map into one message in cases when the connection to the server gets interrupted for several
seconds. To prevent race conditions, thelocal mapis not accessible for VO during message
packing, therefore a big message size could block tracking for long periods of time. Instead,
the information that needs to be sent to the server in such cases is split into several messages.
In this implementation, the average time thatL is blocked for VO is kept insigni�cant (about
0.4 ms). Furthermore, with every message, the agent informs the server about KFref from the
local mapthat is closest to its current position.

For thecommunication moduleon the server's side, every message that the server sends to an
agent contains thek KFs with the strongest covisibility edges to KFref and their observed MPs,
to augment thelocal mapwith this data. This information is considered to be most valuable to
support pose estimation onboard the agent, since VO uses the covisible neighbors of KFref to
calculate the pose of an incoming camera frame. Thesek closest KFs are chosen based on their
covisibility weight regardless of which agent they originated from. On the reception of KFs and
MPs at the server's side, thecommunication moduleon the server transforms this incoming data
from the coordinate frame of the agent'slocal mapL i to the coordinate frame of the associ-

atedserver mapM j using the Sim(3)-transformationL i S
M j
i stored by theagent handler, and

vice versa outgoing messages. On the server's side, the message publishing is also limited to a
maximum rate to limit the network bandwidth requirements and the computational effort of the
agent required for processing received information. By adjusting the rate and the parameterk,
the communication traf�c can be adapted to the maximum bandwidth available in the network.

Any exchanges of KFs and MP position information between the server and the agents uses
a relative coordinate scheme instead of absolute coordinates, illustrated in Fig. 5.3. Exchang-
ing absolute poses can lead to problems in case of scale drift on the agent or loop closure on
the server: the KFs arriving during an optimization step will inevitably not be aligned with the
resulting optimized map. During Global BA, theserver mapis locked, and incoming KFs are
queued in an input buffer. After closing the loop, both ends of the loop are aligned, causing
signi�cant pose changes for parts of the map, as illustrated in Fig. 5.3d. Since data in the input
buffer is not corrected by the optimization step, the absolute coordinates of this data do not
align with the optimized map anymore. Transforming incoming data with the calculated trans-
formation from loop closure does not solve the problem, because this transformation is only
applied locally to align the ends of the loop, and subsequently Global BA applies a different
pose change to every KF in order to minimize the global error. Using relative coordinates how-
ever avoids this problem, as illustrated in Fig. 5.3b: calculating the pose of newly arriving data
using the pose of a KF already existing in the map implicitly propagates the optimization results
to the new data. Therefore, each KFi that is sent to the server encodes two relative poses: one
poseppred relative to its predecessor KFi � 1 , and a second poseppar relative to the KFpar
that has the strongest covisibility connection1 to KFi . KFpar is named theparentof KFi in
the covisibility graph. Usually,ppred is used to register KFi in theserver map, while ppar is
only used if KFi � 1 is not available in theserver map. This allows CCM-SLAM to compensate
to some extent for the loss of data – it does not necessarily need KFi � 1 to register KFi in the

1Highest edge weight in the covisibility graph described as in 4.2
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(a) Relative coordinates.(b) Correct alignment af-
ter optimization.

(c) Absolute coordinates.(d) Incorrect alignment
after optimization.

Figure 5.3: Sending coordinates relative to a previous KF (a,b) vs. sending absolute coordinates (c,d). KFs
arriving during optimization (blue) will be aligned incorrectly after optimization if using absolute coordinates.

server map, so KFi can be processed even if the message containing KFi � 1 gets lost. For the
transfer of data from the server to the agents, the server encodes all KF poses and MP positions
relative to KFref . When the agents'communication modulesreceive KFs and MPs that are
already known and registered in thelocal map, the KFs and the MPs are updated according to
the message since these are already connected in thelocal map. If the incoming KFs and MPs
are not present in thelocal map, these connections are established. KFs and MPs sent from the
agents to the server enter theserver mapaccordingly. Any communication between the agents
to the server can be distinguished as two types of messages: “new data” or “updates”. For
new data, i.e. newly created KFs and MPs, an agent sends the whole data structure including
2D feature keypoints extracted from the image, their feature descriptors, and the associated 3D
MPs (for KFs) or connected KFs (for MPs). For MPs, this results in a message of around 200
Bytes, including the IDs of the associated KFs and a 36-Byte feature descriptor representing the
image keypoint of this MP. For each new KF, the message has to encode all 20-Byte 2D image
keypoints and their associated 36-Byte feature descriptors, which results in a message of around
55 kB together with other information contained in the message (computed assuming that the
maximum of 1000 features in this KF). However, the 2D keypoints and their descriptors for each
KF are computed only once and do not change, therefore we send this information only once
to avoid unnecessary network traf�c. Hence, for all following changes, we only need to send
the update message to the server, containing the new poses of the KFs (and the new positions
of each MP). These messages only have a size of 148 Bytes for KFs and 52 Bytes for MPs. For
message passing from the agent to the server, we employ an optimistic approach: if a message is
sent to the server, we assume that it arrives successfully unless evidence is given that this is not
the case. The KF in a message sent to the server are always sorted beginning with the smallest
ID, and also processed by the server in this order. In any message sent to the agent, the server
includes information on which KFs it has already processed. Therefore, when the agent receives
information that KFi was processed, without any acknowledgment that KFi � 1 was received, it
becomes evident that this data got lost. In this case, all data for KFi � 1 , including 2D image
keypoints and descriptors, is sent again to the server. The same approach applies for the MPs.
This distinction between “new data” and “updates” is crucial for the ability of CCM-SLAM to
run smoothly onboard all robots using a wireless connection. As an indication, the mean traf�c
of 0.37 MB/s achieved in Fig. 5.5a soared to around 10 MB/s before introducing this scheme.
Communicating from the server to the agents, we do not need to verify whether the messages
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arrive, since the information relative to the current location of the agent is continuously sent,
and therefore re-sending an old message does not make sense since the agent's location proba-
bly changes in the meantime until the loss of the message is detected.

In case of a loss of connection to the server, the agent will not receive any more data to augment
its local mapor acknowledgment that data arrived at the server. Therefore, it will �ll thelocal
mapup to the maximum permitted size and then begin erasing data from it to respect the upper
limit. Hence, the system onboard the agent falls back to a VO with a limited local map window
in cases of connection loss, which still provides all necessary information for an agent to move
autonomously through the environment. As shown in Section 5.3, disturbed communication
increases the network traf�c and could also in the worst case lead to situations where thelo-
cal map(on the agent) and the correspondingserver mapcannot be connected any more. The
system will again fall back to pure VO mode. A delay in the communication does not increase
the network traf�c, but it affects the degree of collaboration between the server and the agents.
If we assume a network of delay� ms, the current location of the agent KFref known to the
server will always be� ms behind the real location of the agent. The server then packs the KFs
in the vicinity of KFref into a message and sends it to the agent, which again arrives with a
delay of� ms. Therefore, with increasing delay, the information from the server will be further
away from the current agent position when it arrives and therefore, less useful to the agent.

4.6 Server Mapping

The server mappingmodule has three main responsibilities. First, it forwards newly arrived
KFs to the KF Database,intra-map place recognitionand themap matchingmodule. The
second task is to establish connections between new KFs and MPs and the exiting pose graph
of the correspondingserver map. The third task of theserver mappingmodule is redundancy
detection for the KFs in theserver map(KF Rejection). When one distinct location is visited
multiple times by one or more agents during a mission, the map contains several KFs from
this location. While some of these KFs, such as those from different viewpoints, add more
information the system, some others might encode almost the same information and therefore
it is not necessary to keep all of these similar measurements. Since map size grows quickly
even in medium-sized environments, such as the one shown in Section 5.7, this redundancy
detection is important to keep a manageable map. This enables a collaborative system to work
in large-scale environments, because the size of the map affects the timings of most processes
on the server such asplace recognition, map queries or BA. ThisKF rejectionscheme randomly
picks a KFi from theserver map, iterates through all neighboring KFj of KFi in the covisibility
graph, and, similar to Mur-Artal et al. (2015), checks their observed MPs. If for a pre-de�ned
threshold� % of all MPs of KFj are observed by at least 3 other KFs, KFj is considered
redundant and removed from theserver map. Since the connections between the KFs in the
map might change during the mission, CCM-SLAM uses this probabilistic scheme instead of
sequentially checking only new KFs for redundancy with other KFs in the map TheKF rejection
scheme is performed when the system's capacity is not fully used by BA, and in return the BA
time is reduced and theserver mapbecomes accessible sooner again. Furthermore, the rest of
the server's modules (mapping, place recognition) bene�t from smallerserver maps, therefore
this KF rejectionprocedure is indispensable for large-scale missions with many agents in large
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areas.

4.7 Place Recognition and Keyframe Database

Theplace recognitionsystem detects overlap between locations in theserver map stackusing
a KF database. An important feature of thisplace recognitionsystem is that it is able to match
measurement from multiple monocular camera sensors with different camera parameters. This
makes CCM-SLAM a versatile system since it can be used with heterogeneous robotic agents
equipped with different cameras.

The KF Database is incrementally built at runtime, using all acquired KFs from all agents.
Implementing an inverted �le index using DBOW2 (Gálvez-López and Tardos, 2012) it permits
for ef�cient look-up queries for a new KF with respect to past KFs with the same features. Ex-
tracting the agent's ID from the unique ID of each KF, the database can be queried for only a
subset of KFs belonging to speci�c maps.

For every new KF that arrives at the server, two types of place recognition queries are per-
formed using theKF database: Intra-Map Place RecognitionandMap Matching. Intra-map
place recognitiondetects previously visited locations inside oneserver map. Detecting such
a trajectory overlap allows to add new constraints to the pose graph, that can be used in the
optimization step to improve the overall map accuracy. A successful query ofintra-map place
recognitionis followed by BA (Section 4.9).Map matchingdetects overlap between twoserver
maps, which allows to calculate a Sim(3)-transformation between these maps and to add con-
straints between them. Ifmap matchingsuccessfully detects overlap between two maps, this
match is forwarded to themap fusionmodule.

4.8 Map Fusion

Themap matchingmodule sends a pair of matching KFs(KFq ; KFm ) belonging to mapsM q
andM m , respectively, formap fusiontogether with a vector of matching MPs from both maps
and the Sim(3)-transformationM m SM q . Map fusioninitializes then a new, thirdserver map
M f to fuse information from all agents that contributed toM q andM m . The coordinate frame
of M f is adopted fromM m , therefore all KFs (and MPs) inM m are entered directly intoM f ,
while data fromM q is transformed to the coordinate frame ofM f . During the transfer from
M q andM m to M f , the associatedserver mapof each KF and MP is changed toM f , since
all map data holds a pointer to theserver mapit belongs to. Any matching MP pairs between
M q andM m identi�ed during map matchingare merged into one MP inM f , yielding new
constraints between the KFs ofM q andM m . Global BA is then performed onM f , and �nally,
all pointers to eitherM q or M m are changed toM f using the interface provided by theagent
handlersbefore eliminatingM q andM m completely from theserver map stack. Furthermore,

the Sim(3)-transformationL i S
M q
i of all agent handlersA i associated toM q before the map

fusion is corrected toL i SM f
i = L i S

M q
i � ( M m SM q ) � 1
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4.9 Global Bundle Adjustment

Wheneverplace recognitionsuccessfully detects a match between twoserver maps, global op-
timization follows on the newserver map. Global optimization is also triggered when a loop is
detected within a particularserver map. Global Bundle Adjustment (BA) optimizes that respec-
tive server mapby minimizing the re-projection error for all KFs and MPs, in order to improve
its accuracy of the graph and reduce scale drift. Since CCM-SLAM is designed to allow the
agents operate in large environments, this 7 Degrees-of-Freedom (DoF) optimization of the
pose graph is only performed on the server, because as shown in Section 5.6, an optimization
step takes several seconds for large maps. Since other modules cannot access the map during
an optimization step, the communication module stores any incoming data in buffers and pro-
cesses them when the optimization is �nished. For our implementation we use the Levenberg-
Marquardt algorithm of g2o (Kümmerle et al., 2011) for global BA. Before starting global BA,
pose-graph optimization is performed on the map using a subgraph of the covisibility graph
incorporating only the strong edges (edge weightw � 100) termed essential graph (Mur-Artal
et al., 2015), since this signi�cantly improves the timings and accuracy of the optimization as
shown in Mur-Artal et al. (2015)

5 Experimental Results

5.1 Setup

Table 5.1:Hardware setup for the evaluation of CCM-SLAM

Platform Type Characteristics Sensor

Server ThinkPad T460s 2.60 Ghz� 4, 20 GB RAM —

Agent 1 AscTec Neo UAV
Intel NUC 5i7RYH

3.1 GHz� 4, 8 GB RAM
Realsense R200 RGBD camera

(only the RGB image is used here)

Agent 2 AscTec Neo UAV
Intel NUC 5i7RYH

3.1 GHz� 4, 8 GB RAM
Bluefox grayscale camera

(2.8 mm focal length)
Agent 3

(datasets) Intel NUC 7i7BNH 3.5 GHz� 4, 32 GB RAM —

Agent 3
(�ight)

AscTec
Hummingbird UAV

AscTec Atomboard V3
(1.91 Ghz� 4, 4 GB RAM)

Bluefox grayscale camera
(2.4 mm focal length)

Router TL-WR802N USB Router

For all experiments presented in this section, the infrastructure listed in Table 5.1 was used.
For the real-world �ight with 3 UAVs, the third agent used for the evaluation on datasets is
replaced by a smaller UAV with less computational capabilities to demonstrate the adaptability
of CCM-SLAM to different platforms. Namely, we use the AscTec Hummingbird listed in
Table 5.1. For the analysis of CCM-SLAM, we use both pre-recorded dataset of the same
area run on each agent simultaneously as well as demonstrate the whole framework in real
experiments where monocular data captured simultaneously from all UAVs is processed online.
For the analysis on pre-recorded dataset, the three agents and the server are connected via a
wireless network, so that real communication between the server and the agents takes place.
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(a) Top view
from Google
Earth of the test
area.

(b) View from UAV with
scene landmarks for track-
ing superimposed.

(c) Network setup to evaluate network connection dis-
turbances, introducing delays and message losses via
the communication controller. The data rates shown
are for a perfect, undisturbed connection.

Figure 5.4: Experimental environment from the Irchel dataset (a,b) and setup to evaluate the robustness of
the communication module (c). The Irchel dataset contains several sequences captured during �ights of an
AscTec Neo UAV with a downward looking camera over an outdoor garden area.

Then the recorded datasets described in Section 5.2 are processed onboard the UAVs. Using
the same input data renders evaluations across different runs more comparable, with this setup
being nearly equivalent to a real-world �ight. Furthermore, this setup allows us to in�uence the
quality of the network connection, and the datasets used provide ground truth for our evaluation.
To evaluate the behavior of the communication in case of a disturbed connection, the network is
arti�cially disturbed with the setup described in Section 5.3. Finally, in Section 5.8 and Section
5.9, we show two real-world experiments to prove the ability of CCM-SLAM to work in a
real-world scenarios.

5.2 Datasets

For the evaluation of CCM-SLAM we use the publicly available EuRoC dataset (Burri et al.,
2016) and our own Irchel dataset, with their most important characteristics brie�y summarized
in Table 5.2. Both datasets provide accurate ground-truth position data from a Leica Total Sta-
tion. The EuRoC dataset contains video sequences captured using an AscTec FireFly UAV with
a forward looking camera �ying through an industrial environment repeatedly. The sequences
are each processed on a separate agent simultaneously, while communicating with the server
online.

Table 5.2:Datasets used for the evaluation of CCM-SLAM.

Dataset Path Time Camera view Environment

MH01 (Machine Hall 01 ) 80 m 3 min Front Industrial, indoor

MH02 (Machine Hall 02 ) 70 m 2:30 min Front Industrial, indoor

MH03 (Machine Hall 03 ) 130 m 2:10 min Front Industrial, indoor

Irchel-1 140 m 2 min Downward Garden, outdoor

Irchel-2 130 m 2 min Downward Garden, outdoor

Irchel-3 160 m 2 min Downward Garden, outdoor
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(a) Network traf�c from each singleagent to the
server

(b) Network traf�c from server to the each agent

Figure 5.5: The effect of the connection disturbance to the network traf�c from each agent to the server and
vice versa for a setup with 1, 2 and 3 participating agents. All values are averaged over 5 runs for each
experiment using the EuRoC dataset.

Our Irchel dataset was used for the evaluation in Schmuck and Chli (2017) and contains
several sequences captured during �ights of an AscTec Neo UAV with a downward looking
camera over an outdoor garden area illustrated in Fig. 5.4. Here, we use the sequences from this
dataset listed in Table 5.2 to reproduce three agents in simultaneous �ights over the same area.

5.3 Bandwidth Requirements

As explained in Section 4, CCM-SLAM is able to deal with network problems commonly oc-
curring in real situations, such as delays and message loss, arising due to the large distance
between the agents and the server or due to too many agents in the network, for example. To
evaluate this behavior, we use the setup presented in Fig. 5.4c to model disturbances in the
communication. We place an additional module, called thecommunication controller, in the
interface between the agents and the server, which are connected via a wireless connection. All
messages pass through thiscommunication controller, which disturbs communication by drop-
ping incoming messages with a probabilityPloss , and forwards them to the recipient with a
probability1 � Ploss . Furthermore, it holds back the message for a speci�ed delay, before it
forwards the message. With this setup, we can model network connections of bad quality and
assess the in�uence of this network effects on the system. For these experiments, the agents
and the server publish messages at a maximum rate of 2 Hz, and the number of KFs the server
sends to the agent is limited tok = 5 for every message. Since messages sent from the server
to the agents are usually larger, as shown in Fig. 5.5, the server publishes at a lower rate than
the agents.

Fig. 5.5a shows the average network traf�c from an agent to the server for each agent in a
one-, two- and three-agent setup. With a perfect network connection (i.e no delay, no message
loss), the average network traf�c is around 0.4 MB/s. As shown in Fig. 5.5a, network delays
of up to 0.5 s do not change this value. This is expected (as explained in Section 4) since small
delays do not lead to a need of sending more messages. A disturbed communication with a
probability of message lossPloss = 0 :2 andPloss = 0 :5 indeed increases the network traf�c
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since data needs to be sent repeatedly when it gets lost. The experiments show thatPloss = 0 :2
can be handled well by the system, since the network traf�c increases only slightly, and even
if a message gets lost, the recipient usually quickly receives the lost information again. Yet a
message loss withPloss = 0 :5 is critical for the system. In addition to the double network
traf�c in this situation, with smalllocal maps, this high probability of message loss can lead to
situations where an agent reaches the limit of its permitted local map size and has to erase infor-
mation before it can be received by the server, resulting to permanent loss of this information.
Fig. 5.5a also shows that the number of agents does not signi�cantly in�uence the traf�c from
each single agent to the server, since the network traf�c caused by a single agent is almost equal
with one, two and three participating agents, therefore meaning that the network traf�c induced
by sending data from the agents to the server scales linearly with the number of participating
agents. This comes from the fact that the local map size is kept constant in the number of in-
cluded KFs, regardless of whether one or more agent contributed KFs.

The impact of the network disturbance to the traf�c from the server to each agent is illustrated
in Fig. 5.5b. As expected, since the server always sends the closest2 k KFs to the last known
position of the agent, this traf�c stays almost constant, independently of connection quality.
The slight decrease of the network traf�c with the number of agents arises from the fact that
in a multi-agent scenario, more loops in theserver mapscan be closed, resulting in more peri-
ods where theserver mapsare locked and no information is transmitted to the agents because
Global BA is performing map optimization.

Figure 5.6: The in�uence of network delays en-
forced by thecommunication controlleron the net-
work traf�c per agent and the trajectory error of the
server map, using MH01.

Fig. 5.6 illustrates the in�uence of net-
work delays on the system, using the MH01 se-
quence. Since Fig. 5.5a showed that there is
no signi�cant impact caused by the number of
agents, this experiment is executed in a single-
agent setup. While delays have no signi�cant
in�uence on the network traf�c, the trajectory
error of theserver mapgrows with larger de-
lays. As explained in Section 4.5, larger de-
lays result in a larger difference between the ac-
tual position of the agent and the position of the
agent as it is known to the server. Therefore, the
server sends map data close to a past location to
the agent, that gets less useful for the agent the
larger the delay is.

These experiments attest to the resilience of
the proposed system to realistic disturbances in

the communication between the server and the participating agents. The number of agents that
can be used without compromising the collaboration through the CCM-SLAM framework de-
pends mainly on the bandwidth of the network connection and the computation power available
on the server. However, as aforementioned, even when the number of agents is so large that it
completely overloads the network traf�c, the agents are still ensured to run VO onboard undis-

2Closest in the covisibility graph described as in 4.2, i.e. the KFs that share most features with a speci�c KF
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turbed, by design.

5.4 Real-Time Behavior & Local Map Size

Table 5.3 shows the timings for VO tracking, VO mapping and communication on the agent's
side for different sizesN of the local map, using one agent. The time for tracking is the time
to process one frame, while mapping and communication times sum up the time used for one
iteration of the module. Mapping is executed once for every KF, while thecommunication
moduleruns at tracking frequency (i.e. at 20 Hz, matching the camera's frame rate). The time
for mapping increases withlocal mapsize since the map that needs to be maintained grows.
Tracking and communication times also increase slightly, because �rstly, obtaining data from
the map needs more time with larger maps, and secondly, with increased mapping time tracking
needs to wait longer to obtain map access.

Table 5.3: Timings in ms (mean� standard deviation) for all modules running onboard one agent, while
varying thelocal mapsizeN in KFs. All values are averaged over 3 runs for each experiment using MH01
and Irchel-1. The last column reports the values when running CCM-SLAM's VO front-end with unbounded
map size.

Module CCM-SLAM VO only

� � � [ms ]

N = 10 N = 20 N = 50 N = 100 N = 1

Irchel-1

Tracking 23.3� 5.4 26.6� 6.7 27.9� 7.2 28.2� 7.6 31.9� 7.4

Mapping 82.1� 16.7 187.2� 62.9 208.0� 85.2 232.0� 105.0 235.2� 102.7

Comm. 0.26� 1.7 0.34� 1.5 0.38� 1.6 0.49� 1.7 –

MH01

Tracking 22.9� 4.4 25.2� 5.2 26.9� 5.9 9.8 � 7.4 34.9� 11.1

Mapping 87.7� 19.9 206.9� 47.4 273.9� 95.2 330.2� 186.8 401.2� 346.2

Comm. 0.29� 1.8 0.37� 1.4 0.38� 1.7 0.5 � 1.9 –

Fig. 5.7a illustrates how the timings of the agent's modules change with a growing number
of agents, for alocal mapsize ofN = 50 KFs. The timings stay in the same range and do
not exhibit any strong effects with increasing number of agents, con�rming good scalability
of this framework. While the timings for tracking and mapping depend on the underlying VO
system, the communication time is low enough to allow for real-time tracking with the current
implementation.

Fig. 5.7b shows the in�uence of the size of thelocal mapon the trajectory position error.
With a smallerlocal map, the VO is missing information that would be needed for the VO
system to improve the pose estimate of the agent. With growing map size, more information
is available and the robustness to network problems grows, and therefore the error decreases.
Since forN = 50 KFs most information about the immediate vicinity of the current location
of the agent is included thelocal map, the transition toN = 100 KFs only has a slight effect.
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(a) Timings of the agent's side modules with a grow-
ing number of agents in the system, measured on
Agent 1. All values are averaged over 5 runs using
the EuRoC dataset.

(b) The Root Mean Squared Error (RMSE) of the tra-
jectory of one agent with varyinglocal mapsize. Val-
ues are averaged over 3 runs using MH01 and Irchel-
1.

Figure 5.7: Timings of the different agent side modules (a) and in�uence of the local map sizeN on the
accuracy of CCM-SLAM (b).

5.5 Parameter Con�guration

As shown in the previous sections, the timings of the processes running onboard an agent and
the network traf�c can be controlled by altering the parametersk (number of KFs sent from
server to agent to augmentlocal map) andN (size of thelocal map). Fig. 5.8 illustrates the
in�uence of these parameters on timings, network traf�c and trajectory error. The parameters
chosen for subsequent experiments are marked by an “� ”.

Figures 9a and b show the in�uence of the parameter setup on the timings of themapping
andcommunicationmodule on the agent, per run of the module. Mapping time increases with
higherN , since themapping modulehas to manage a largerlocal map. k, however, does not
have a signi�cant in�uence on mapping time. Timings for thecommunication moduleshow the
opposite effect: the in�uence ofN is small – a largerlocal mapmeans querying thelocal map
and sending more data to the server, yet these operations are not time-consuming. The in�uence
of k, however, is much stronger. With more KFs arriving from the server, it is more likely that
received KFs and MPs are not already included in thelocal map. Then new KFs and MPs need

(a) Mapping time (b) Communication time(c) Avg. network traf�c (d) Server Map RMSE

Figure 5.8: The in�uence of thelocal mapN (KFs), and KFs send from the server to an agentk on the VO
mapping time in (a), the communication between the agent and the server in (b), the average network traf�c
in (c) and the RMSE in theserver mapin (d)
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to be constructed, which is more time-consuming than other communication operations. The
communication time reaches its peak for a smallN and highk. A parameter setup like this is
not reasonable for practical applications since fork = N every message from the server already
contains the maximum number of KFs permitted in thelocal map, possibly replacing the whole
local mapat once.
The network traf�c, shown in Fig. 5.8c, increases with higherk, as more data gets sent to the
agent. Fig. 5.8d shows the trajectory error in theserver map. For smallerlocal maps, increasing
k signi�cantly improves the accuracy of theserver map, since the data from the server support
the agent's pose estimation to reduce error and drift. For higherN , thelocal mapencodes more
information about the immediate vicinity of the agent, therefore the in�uence ofk is smaller.
Following this analysis, for all subsequent experiments,N = 50 KFs andk = 5 KFs are
used. These are chosen to suit the limited bandwidth of the wireless router used and provide
a good trade-off between the timings of each agent's onboard modules and the accuracy of the
trajectory estimate.

5.6 Keyframe Rejection

Aiming to study the effect ofKF rejectionexplained in Section 4.6 on theserver mapsmain-
tained by CCM-SLAM, Table 5.4 shows the effect of theKF rejectionon the server map size and
the resulting time for BA, where the effect of the reduced map size is visible most prominently
since its complexity is cubic in the number of KFs included in the optimization. To evaluate
this, two agents are started at the same time and anymap fusionis halted until 80s after start,
using different culling thresholds� . This threshold� means that a KFk is considered redundant
and removed from theserver mapif � % of all MPs of KFk are observed by at least 3 other
KFs. The reduced number of KFs directly translates into a faster BA. For this map size and a
threshold of� = 98 %, the savings achieved byKF rejectionalready outweigh the additional
time spend for redundancy detection.

� BA [s] KFs Rej. KFs Time for Rej. [s]
100% 19.8 446 0 [0%] 0
98% 16.2 396 58 [11.2%] 2.4
96% 9.0 356 95 [20.2%] 1.8

Table 5.4: The effect ofKF rejectionin a server map, depending on the strictness of parameter� (at � =
100% no KF rejectiontakes place). All values are averaged over 5 runs for each experiment, using 2 UAVs
on the EuRoC dataset.

� KFs Rej. KFs Rej. Rate RMSE [m]
100% 388 0 0% 0.057
98% 358 59 14% 0.061
96% 310 91 23% 0.486

Table 5.5:The effect ofKF rejectionon the RMSE of theserver mapusing two UAVs on the EuRoC dataset.
All values are averaged over 5 runs for each experiment.

However, removing information from the system can also affect the resulting accuracy of
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(a) The �nal, commonserver mapconstructed by two UAVs, 311 KFs. (b) Close-up from a loop closure
area.

Figure 5.9: The �nal, commonserver mapcreated by two UAVs agents on the Irchel dataset. The KFs
and MPs of the agents are colored in black and blue, respectively. KFs with more than 50 covisible MPs
(w � 50) are connected with an edge. Edges between KFs from the same agent are colored gray, while
edges between KFs from different agents are colored red.

the map estimate, as shown in Table 5.5. Furthermore, a highKF rejectionrate can reduce the
number of successfulplace recognitionqueries that can be detected. Evidently, KF redundancy
detection is an important feature to keep the map manageable, especially when revisiting areas.
Yet the KF rejection should not be too restrictive since too much information is removed from
the system. For the rest of the experiments, a threshold of� = 98 % is used.

As shown in Table 5.4, Global BA takes several seconds for a map of around 400 KFs. Since
the timing of Global BA grows cubic in the number of KFs, for a server with the computational
power of a standard notebook, such as the Thinkpad T460s used in the experiments presented
in this article, handling up to around 1000 KFs can be reasonable, which translates into three to
four agents �ying over a medium-sized area, such as the ones in the datasets used.

5.7 Collaborative SLAM

After analyzing the communication and scalability of CCM-SLAM, the accuracy of the esti-
mates are compared to ground-truth position data from a Leica Total Station on both datasets.
Fig. 5.9 shows the resulting map (KFs & covisibility graph) for two agents on the Irchel dataset.
We display those covisibility edges with weightw � 50, i.e. edges between two KFs that both
observe at least 50 identical MPs. This illustrates that CCM-SLAM does not only align two
maps from two agents, but connects the information collected by the two agents throughout the
mission. This is key to collaboration, since the data associations across KFs of different agents
allow an agent to include and connect information from other agents in its own covisibility
graph, and also allow BA to use these additional links between the KFs to produce a collabo-
rative map estimate that is better than when using the maps from the single agents individually.
Fig. 5.10 shows the map resulting from a three-agent scenario with 738 KFs in total, using the
three EuRoC sequences.

Table 5.6 shows a comparison of the accuracy of estimations against the position ground truth
from a Leica Total Station on the Irchel and EuRoC datasets. The trajectory RMSE for each
agent is reported in a single-agent scenario, followed by the error of the collaborative map esti-
mate from the multi-agent scenario. The results show that in absolute values, the collaborative
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(a) View from one agent, with the VO scene
landmarks for tracking superimposed.

(b) 3D view of the �nal joint KF trajectories in theserver map

(c) Local mapfrom Agent 1, with newly received KFs
from the server to augment thelocal mapcolored in
red.

Figure 5.10: The server map(joint KF trajectories and MPs) created by three UAV agents on EuRoC se-
quences, colored in black, blue and green to distinguish the three agents. The illustration shows only strong
covisibility edges of weightw � 100.

estimates exhibit comparable trajectory error. However, in the multi-agent scenario, the scene
and the trajectories estimated are overall much larger. Therefore, Table 5.6 additionally reports
the trajectory error relative to the length of the trajectory, revealing the accuracy improvements
resulting from robotic collaboration. These results show that compared to single-agent SLAM,

Table 5.6: Comparison of the trajectory error for single-agent and collaborative SLAM. The last column
shows the results of VINS-Mono (Qin et al., 2018), which allows estimating joint trajectories using its multi-
session functionality and sequentially running the datasets. Results are averaged over 5 runs. The collabora-
tive RMSE is calculated by comparing the entire joint trajectory over all agents to ground truth.

Dataset
Single Agent RMSE [m] CCM-SLAM VINS-Mono

Agent 1 Agent 2 Agent 3 Col. RMSE [m] Col. RMSE [m]

Irchel (1,2,3) 0.21 (0.15%) 0.22 (0.17%) 0.21 (0.13%) 0.21 (0.06%) 0.36 (0.11%)

EuRoC (MH1,MH2,MH3) 0.061 (0.076%) 0.081 (0.116%) 0.048 (0.04%) 0.077 (0.03%) 0.074 (0.03%)

with collaborative SLAM using CCM-SLAM the scene is mapped and the individual agents
are localized with at least similar or even better accuracy, but faster, since the estimation ef-
fort can be shared amongst multiple agents. Furthermore, Table 5.6 shows a comparison of the
collaborative estimate of CCM-SLAM to open-source VINS-Mono (Qin et al., 2018), which
provides a multi-session functionality allowing to estimate joint trajectories by running datasets
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sequentially. While the purely monocular CCM-SLAM exhibits comparable performance to the
monocular-inertial VINS on the EuRoC sequences (MH1,MH2 and MH3), CCM-SLAM out-
performs VINS on the Irchel dataset. Despite that VINS-Mono incorporates inertial information
additionally to the monocular cues, in our experience, its performance �uctuates a lot across
runs. The results shown in Table 5.6 are leveraged over �ve runs. As visible in Fig. 5.9, the
trajectories in the Irchel sequences are mostly at different altitude levels, while the three EuRoc
trajectories in Fig. 5.10b are more interleaved. Judging from our experiments, CCM-SLAM
estimates more accurately the altitude offset between these trajectories than VINS-Mono, re-
sulting in a more precise collaborative estimate on the Irchel dataset, while this effect does not
occur with the nested EuRoC trajectories. Finally, we evaluated the online pose estimation of
VO to examine the effect of shared data on the tracking of the agent, with the results shown
in Table 5.7. We run CCM-SLAM with two agents using for the agent the datasets indicated
in Table 5.7, without sharing data amongst the participant (`Individual Agents') and with data
exchange (`Collaborative Agents'). For each incoming frame, we store the pose estimate cal-
culated bytracking, i.e. without any global optimization. At the end of the experiment, we
globally align all poses to ground truth, and calculate the error to estimate the accuracy of VO,
and add up the errors for Agent 1 and Agent 2 to obtain an accuracy measure incorporating all
participants. The results reported in Table 5.7 show that through collaboration, the participating
agents can improve the accuracy of their onboard VO estimatesduring the mission.

Table 5.7:Comparison of tracking accuracy with and without collaboration amongst agents. The cumulative
tracking RMSE adds up from the tracking RMSE of both agents and is calculated using the online pose
estimates for each frame after it was processed bytracking. All values are averaged over 3 runs for each
experiment.

Dataset Cumulative Tracking RMSE [m]

Agent 1 Agent 2 Individual Agents Collaborative Agents

MH01 MH02 0.296 0.265

MH02 MH03 0.327 0.272

5.8 Real-world Flight with Three UAVs

In order to attest for to the practicality of CCM-SLAM in a real-world scenario, simultaneous
�ights are performed with three UAVs running CCM-SLAM during �ight, with the results il-
lustrated in Fig. 5.11. For this experiment, the agent side's modules were runonboard the
agents during simultaneous �ight, continuously communicating with the ground station using
a wireless connection. The experiment took place in an urban environment of approximately
30m� 7m, shown in Fig. 5.11a. In addition to Fig. 5.11, the video3 accompanying this article
shows the experiment described in this section.
Initially, oneserver mapis initialized for each agent. Then overlap between theserver mapsof
Agent 2 and 3 is detected, resulting in a newserver mapincorporating the experiences of both
agents, shown in Fig. 5.11b. Subsequently, when overlap is detected with theserver mapof

3https://tinyurl.com/y8rdugwy
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(a) Scene view. (b) Server map(trajectories and MPs) of Agent 2 and 3 aftermap fusion.

(c) Server mapwith the trajectories and MPs from of Agent 1, 2 and 3 directly aftermap fusion. All three
agents are localized in oneserver map.

(d) Final Server mapwith the trajectories and MPs from Agent 1, 2 and 3, at the end of the experiment. All
agents contributed with their newly created KFs to this singleserver map. Constraints between trajectories
and UAV bodies are left our for clarity.
Figure 5.11: Real-world experiment with three UAV agents simultaneously �ying, running CCM-SLAM
onboard during �ight. Different colors encode data (trajectories and MPs) contributed from different agent.
Red lines indicate constraints between different trajectories frommap fusionandloop closure.

Agent 1, allserver mapsare merged to one �nalserver mapcontaining the KFs and MPs of all
agents, shown in Fig. 5.11c directly after the fusion. From then on, all UAVs are localized in the
same map, continuing their onboard estimations and collaboration, as shown in Fig. 5.11d at
the end of the experiment. In addition to the twomap fusionsteps,intra-map place recognition
was able to detect two loops during this experiment.

5.9 Collaborative SLAM in a Search-and-Rescue Scenario

After con�rming the practicality of CCM-SLAM in a real-world experiment (Section 5.8), in
this section we aim to test its applicability to larger scenes by deploying two UAVs running
CCM-SLAM in a search-and-rescue scenario. We use the training village for rescue operations
depicted in Fig. 5.12a, where we use an area spanning approximately 200m� 100m for our
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(a) 3D scene view of the search-and-rescue
training village used for this experiment.

(b) View from Agent 2 on the
scene.

(c) Topdown view of the �nalServer mapcollaboratively built by Agent 1 and 2, with trajectories, overlayed
with the view of the area from Google Maps. The purple inlet enlarges the collaborative point cloud at the
location of the derailed train, with the correctly aligned 3D points from Agent 1 and 2 in this area, indicating
a good quality of the collaborative estimates.
Figure 5.12: Application of CCM-SLAM in a search-and-rescue scenario, attesting to its applicability in
real-world large-scale environments. Agent 1 (black) explores the left side of the area, while Agent 2 (green
MPs, trajectory in red) covers the right side of the village, with overlap between the two trajectories along the
main street in the middle and at the structures at the bottom of the area.

experiment, containing several collapsed building and other disaster scenarios. For this exper-
iment, Agent 1 covers the left side of this area, while Agent 2 explores the right side. Again,
both agents start individually exploring their environment. When overlap between theServer
mapsfrom both agents is detected, these maps are merged into one singleServer mapwhere
both agents contribute to, exploring the area from then on as a team. This eventually results
in the trajectories and the collaborative map shown in Fig. 5.12c. Fig. 5.12b shows a view
from Agent 2 on the scene. Since accurate ground truth is not available in this environment,
we cannot assess the error of the estimation quantitatively. However, examining the aligned
CCM-SLAM-map with the corresponding view from Google Maps, e.g. the area of the derailed
train (enlarged in the purple inlet in Fig. 5.12c), reveals that the CCM-SLAM map points of
both agents align well, indicating a good quality of the collaborative estimates.
Besides attesting to the applicability of CCM-SLAM in one of the target application scenarios,
this experiment also shows that CCM-SLAM is able to handle an area of this size (1336 KFs,
46413 MPs) and with a standard Wi-Fi router (TP-LINK Archer C7 used here), collaborative
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SLAM can still run reliably ensuring real-time operation onboard each agent. For much larger
scenarios, it would probably be necessary to improve the network infrastructure to cover the
area with a more powerful router, as well as with and a more powerfulServerthat is able to
process larger amounts of data during the mission in order to ensure that the agents have access
to the collaborative estimates at runtime.

6 Conclusion

In this article, we present CCM-SLAM, a novel and powerful framework for collaborative
SLAM for a centralized server and multiple agents, such as small UAVs or other robots, each
equipped with a monocular camera and a small processing unit. The robotic agents start off the
mission in a con�guration previously unknown to each other and to the server, while running
real-time visual odometry onboard to preserve their autonomy throughout the mission. The po-
tentially more powerful central server collects the estimates computed onboard all agents acting
as a book-keeper of everyone's experiences, while executing more time-consuming, but non
time-critical tasks, such as searching for loop closures and overlap across agents' maps, and
performing redundancy detection and global optimization when necessary. The server informs
the agents of any updates of their onboardlocal map(e.g. following global optimization) and
provides each agent with additional information (i.e. poses and landmarks) in its current opera-
tional vicinity if available, for example, collected by the same agent in the past or other agents.
While existing works most often permit communication from the agents to the server only, this
two-way communication in CCM-SLAM is key in enabling better and more consistent onboard
estimates. Successfully addressing the challenge of robust handling of common communication
disturbances, CCM-SLAM goes the step further to truly exploit the presence of multiple agents
within the area of interest during the mission.

A thorough experimental analysis on benchmarking and new datasets reveals CCM-SLAM's
powerful ability in dealing with common network problems, such as delays and message loss
and its adaptability to the computational resources onboard each agent and the available band-
width of the communication network. A comparison of CCM-SLAM's estimates con�rms that
collaboration amongst participating agents improves the accuracy of the �nal global trajectory
estimates as well as the online pose estimates onboard the agents during runtime. Moreover, the
scalability of this framework in the number of agents is studied, con�rming that the agent's real-
time capabilities are not compromised with more agents. As expected, every new agent adds
more burden to the network traf�c, therefore, bandwidth is the only limiting factor for scalabil-
ity on top of the server's computational capabilities. Making use of the insights of this analysis
in a setup with three UAVs of heterogeneous onboard computational resources, we demonstrate
the power of CCM-SLAM in real experiments, with all UAVs �ying over the same area, while
exchanging information via a standard laptop acting as the server. It is only with such a robust
and ef�cient framework that collaborative localization and mapping can be performed, which is
the �rst step for further collaborative tasks for the robotic team.

Future directions will focus on studying the value of each bit of information to be shared
amongst the robotic team to provide insights towards more agile manipulation of information
and good trade-offs between ef�ciency and accuracy in the estimates of the collaborative sys-
tem.
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Abstract

With robotic perception constituting the biggest impediment before robots are ready
for employment in real missions, the promise of more ef�cient and robust robotic per-
ception in multi-agent, collaborative missions can have a great impact many robotic
applications. Employing a ubiquitous and well-established visual-inertial setup on-
board each agent, in this paper we propose CVI-SLAM, a novel visual-inertial frame-
work for centralized collaborative SLAM. Sharing all information with a central
server, each agent outsources computationally expensive tasks, such as global map
optimization to relieve onboard resources and passes on measurements to other par-
ticipating agents, while running visual-inertial odometry onboard to ensure autonomy
throughout the mission. Thoroughly analyzing CVI-SLAM, we attest to its accuracy
and the improvements arising from collaboration, and evaluate its scalability in the
number of participating agents and applicability in terms of network requirements.
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1 Introduction

With state-of-the-art Simultaneous Localization And Mapping (SLAM) systems having reached
substantial robustness and accuracy in the centimeter range (Mur-Artal et al., 2015) for single-
robot applications, multi-robot systems have been gaining growing popularity in numerous sce-
narios, ranging from search-and-rescue applications to digitization of archeological sites. In-
creasing the robustness of the system by sharing information amongst the participants, boosting
the ef�ciency of a mission by dividing up a task or enabling tasks otherwise impossible for a
single robot are only some of the advantages a team of robots has to offer. At the same time,
multi-robot scenarios pose signi�cant challenges, such as dealing with network characteristics
(e.g. time delays and bandwidth) and ensuring transparent and consistent information access
among all agents. In this spirit, this paper proposes CVI-SLAM, a centralizedCollaborative
SLAM system for multiple robotic agents, each equipped with aVisual-Inertial sensor suite,
and a central ground station, the “server”. Fig. 6.1 shows a snapshot of our proposed system.
Taking the powerful monocular setup of Schmuck and Chli (2017) a step further towards real
deployment, CVI-SLAM agents employ a visual-inertial sensor suite, enabling metric scale es-
timation and gravity alignment of the estimated trajectories and maps, which is necessary for
autonomous exploration of an environment, guaranteeing higher accuracy and robustness com-
pared to monocular SLAM (Leutenegger et al., 2015), (Mur-Artal and Tardós, 2017), due to the
complementary nature of the sensors. Similarly to Schmuck and Chli (2017), here information
is consequently shared amongst all agents. However, incorporating an Inertial Measurement

Figure 6.1: A snapshot of CVI-SLAM with two agents collaboratively building the map. Trajectories and
map points are colored in white and green for agent 1 and 2, respectively. Covisibility constraints across
different agents are indicated in red. The inlet on the bottom right depicts the limited local map of agent 1
with the newest frame and its observed map points colored in yellow, and keyframes which received pose
updates from the server in orange.
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Unit (IMU) increases the complexity of the system, since more data has to be processed, and
sharing and removing of data becomes more dif�cult, since IMU constraints depend on the rela-
tive timings between measurements. Furthermore, camera images and IMU measurements need
to be synchronized, varying IMU bias terms need to be constantly estimated, and for accurate
results, the manifold structure of the rotation groupSO(3) needs to be addressed. There-
fore, we use a new visual-inertial odometry system designed for CVI-SLAM, implementing
on-manifold pre-integration of IMU measurements (Forster et al., 2017), having shown its ben-
e�cial characteristics for IMU handling already in other SLAM systems (Mur-Artal and Tardós,
2017), (Qin et al., 2018). We thoroughly evaluate CVI-SLAM on a public dataset in scenar-
ios with one to four agents on aerial platforms, as some of the most challenging platform for
robotic perception (due to their high agility and constrained resources). Our analysis discusses
the bandwidth requirements for CVI-SLAM and its scalability to the number of agents. Attest-
ing to the accuracy of CVI-SLAM and improved performance from sharing data, we compare
the collaborative trajectory estimates against ground truth, exhibiting equivalent performance
to other state-of-the-art SLAM systems in single agent scenarios, while outperforming these
system in the multi-agent applications.

2 Related Work

While several works in the literature deal with either collaborative localization (Achtelik et al.,
2011; Dong et al., 2015; Piasco et al., 2016) or collaborative mapping (Caccavale and Schwager,
2017; Guo et al., 2016; Vidal-Calleja et al., 2011), only few existing works are able to perform
collaborative SLAM with multiple agents. Eliminating the need of a pre-computed map (as in
collaborative localization) or known robot poses (required in collaborative mapping), collabo-
rative SLAM promises to exploit the full spectrum of possibilities for robot collaboration in far
more generic and realistic setups.
A centralized architecture for robotic collaboration is usually employed in the literature when
it comes to systems applied to practical scenarios. However, some works tackle collaborative
SLAM in a decentralized manner, such as Cunningham et al. (2013), proposing a fully dis-
tributed SLAM system evaluated in simulation, emulating a sensor setup with visual, inertial
and GPS sensors. An ef�cient place recognizer distributed amongst all agents with real data,
but in simulation was shown in Cieslewski and Scaramuzza (2017). Most recently, Choudhary
et al. (2017) showed a decentralized SLAM system where co-localization of the participating
robots is based on commonly observed pre-trained objects.
Guaranteeing data consistency and avoiding double-counting are the biggest challenges in a
decentralized setup, whereas a centralized system has a clearer allocation of information. Fur-
thermore, a centralized client-server-architecture allows agents to outsource non time-critical,
but computationally expensive algorithms, such as global map optimization, to the server, which
is potentially much more powerful. This allows an agent to allocate its potentially limited on-
board resources to the most critical tasks, such as visual odometry.
Probably the most powerful vision-only collaborative SLAM system is CoSLAM (Zou and Tan,
2013), which has the ability to handle dynamic environments, albeit at high computational cost,
requiring GPUs, often prohibitive in resource-constraint robots. Receiving image data from
multiple monocular cameras as input, CoSLAM groups cameras with scene overlap, relying on
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the assumptions that all cameras are synchronized and observe the same scene at initialization.
Together with the requirement for a GPU, these assumptions render CoSLAM impractical to
run online onboard multiple robots.
In an earlier attempt to multi-robot collaboration, Forster et al. (2013) extended a structure from
motion pipeline to collaborative SLAM for UAVs, with each agent running a keyframe-based
visual odometry sending all keyframes to a central server. The server would search for overlap
across maps and merge them if necessary. While impressive, this system fell short of sending
any feedback from the server back to the agents and therefore, cannot pro�t from optimization
results and data from other agents.
In a system more suitable for multi-robot collaboration, C2TAM (Riazuelo et al., 2014) pro-
posed to perform position tracking onboard each agent, while all mapping tasks are run on the
server. The server then sends the complete map to each agent for further tracking steps, en-
abling operation with agents with very limited computational resources. However, C2TAM's
assumption that an agent is always in communication with the server heavily restricts the agent's
autonomy, while the assumption of being able to repeatedly send the whole map to an agent fur-
ther restricts C2TAM's practicality and generality.
Targeting multi-device mapping applications with hand-held devices, MOARSLAM (Morrison
et al., 2016) proposed to employ a server to act as central memory for storing and distributing
data amongst agents, with each agent executing all parts of a full SLAM system (i.e. visual
odometry, place recognition and global map optimization) onboard. While employing a visual-
inertial setup, MOARSLAM only uses the IMU as one of two alternatives for scale disambigua-
tion during pose estimation from visual odometry (with stereo images being the second option).
The server back-end presented by Deutsch et al. (2016) can be run on a server to combine dif-
ferent SLAM systems in a collaborative framework. Shifting all intelligence and computation
to the agents, (Morrison et al., 2016) and (Deutsch et al., 2016) do not exploit the centralized
architecture to its full potential, restricting its employment with powerful agents. Instead, CVI-
SLAM outsources tasks that are computationally too expensive for the resource-limited agents
to make full use of the potential of a centralized collaborative architecture, while ensuring that
all tasks critical to the autonomy of each agent are still run onboard, as opposed to Riazuelo
et al. (2014). In contrast to systems sending no (Forster et al., 2013) or only partial (Deutsch
et al., 2016), (Mohanarajah et al., 2015) feedback to the agents, CVI-SLAM consequently pro-
motes full transparency of information.
Proposing collaborative monocular SLAM, Schmuck and Chli (2017) showed a proof of con-
cept of a powerful centralized architecture suitable for resource-constraint platforms. Inspired
by the extent of collaboration that this architecture can enable, in this work we propose a system
to fuse visual and inertial information from each agent to a globally consistent map that can be
reused in full or in parts by each agent. Adding to the challenge of consistent sharing of data
and ef�cient handling of multiple agents, CVI-SLAM enables collaborative SLAM estimation
with metric scale and high accuracy, and boosts the robustness and scalability of the system
employing redundancy detection and removal at global scope.
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3 Preliminaries

3.1 Notation

For the denotion of vectors we use bold small letters (e.g.a ), while matrices are denoted by
bold capital letters (e.g.A ). To distinguish different coordinate frames we use capital letters
(e.g. A ). As a result, a vector expressed inA is denoted byA x . For the coordinate frames,S
denotes the IMU body frame,C the camera coordinate system andW for the origin (i.e. the
inertial frame). The summarization of sets of variables is denoted by calligraphic letters (e.g.
A ). To denote a rigid body transformation from coordinate frameB into A we use the notation
TAB , where the rotational and the translational part ofT are denoted byR andt , respectively.

3.2 IMU Model and System States

In this paper, we use the standard IMU measurement model, assuming that measurements from
both the accelerometerS a(t ) and the gyroscopeS ! W S (t ) are corrupted by additive white
noise� and have an unknown, time varying sensor biasb:

S a(t ) = R |
W S (t ) ( W â (t ) � W g) + ba (t ) + � a (t ) ; (6.1)

S ! W S (t ) = S !̂ W S (t ) + bg (t ) + � g (t ) : (6.2)

The true values of the respective variables are indicated by�̂, while W g denotes the gravity
vector. In order to account for these characteristics of the IMU measurements, the system state,
denoted by� , besides the keyframe (KF) posesf R W S ; t W S g and map point (MP) positions
W l also includes the linear velocitiesW v and bias termsb:

� := f R k
W S ; t k

W S ; W v k ; bk

| {z }
KFk

; S r l i g 8k 2 V ; 8i 2 L ; (6.3)

where the set of all KFs and all MPs are denoted byV andL , respectively. In this paper, we
denote individual state variables as� j when appropriate. As proposed in (Blanco et al., 2013),
instead of expressing the MPs in a global reference frame, we express them in coordinates of
a reference KFSr . While in our system we employ the inverse depth parameterization for the
MPs, for the sake of readability in the following we treat the MPs as if they were expressed in
Euclidean coordinates.

4 Methodology

4.1 System Architecture

CVI-SLAM uses the basic system architecture shown in Fig. 6.2, which was �rst introduced in
Schmuck and Chli (2017). Here, however, each agent runs thevisual-inertial odometry(VIO)
system discussed in Sec. 4.3 onboard, and the messages and processes are adapted to handling
visual and inertial data. VIO estimates the local trajectory of each robot and maintains alocal
maplimited to a �xed number ofN KFs of the immediate surroundings of the robot. Further-
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Figure 6.2: Overview of the CVI-SLAM's system architecture. An agent runs real-timevisual-inertial
odometry(VIO) maintaining alocal map. A communication interfaceis used to exchangekeyframes(KF)
andmap points(MP) between the agent and the server. The server is a powerful computer that runs computa-
tionally expensive and non time-critical tasks:redundancy detection, loop detection, map fusion, andbundle
adjustment(BA).

more, acommunication interfaceon each agent module serves as the interface from and to the
server. The server can communicate with all agents, coordinating the exchange of information
amongst them. The server maintains maps of unbounded size (server maps) on aserver map
stack, holding all data that was collected by all agents throughout the mission. Starting with
one server map for each agent, the server merges maps throughout the mission to associate the
data from the individual agents. Theagent handlerson the server side, one for each individual
agent, distribute the information from their corresponding agent to the correct modules on the
server. The server runs two place recognition modules, aloop detectionmodule to detect loop
closure inside one map, and amap matchingmodule to detect overlap between distinct maps,
allowing to merge these individual maps. Akeyframe databaseimplements an ef�cient look-up
procedure allowing for a new KF to query other KFs, using an inverted �le index. A success-
ful query of the place recognition modules is then followed by a global optimization step (aka
Bundle Adjustment(BA)). All optimization schemes are implemented using the Ceres1 solver.
An in-depth discussion of the system architecture can be found in Schmuck and Chli (2017).
In addition to the handling of IMU data, here we use an extended version of this architecture
employing theredundancy detectionmodule discussed in Section 4.5.

4.2 Error Residuals Formulation

The problem of KF-based VI-SLAM can be expressed as a nonlinear weighted least-squares op-
timization, where the state variables� j are optimized w.r.t. to some observation measurements
z i . With the de�nition of a residual error as:

ei := z i � h i (A i ) ; (6.4)

1http://ceres-solver.org
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whereA i denotes all variables� j involved in measurementz i and h i (�) is a function that
predicts the measurement according to the current state. Using this notation, the objective that
is minimized can be written as:

� � = arg min
�

(
X

i

kz i � h i (A i )k2
W i

)

= arg min
�

(
X

i

e|
i W i ei

)

; (6.5)

wherekx k2
W = x | W x denotes the squared Mahalanobis distance in information form.

Within our VI-SLAM system, we use essentially three different types of residuals:

Reprojection Residual

With a given MP positionS r l j expressed in the reference KF's IMU frameSr , the KF poses
for both KFk and KFr and the keypoint observationz k;j in the image of KFk , we de�ne the
reprojection residual as:

ek;j
r := z k;j � g

�
K k TCS T k

SW T r
W S S r l j

�
; (6.6)

whereg(�) is a function to convert homogeneous into image coordinates andK k represents the
camera intrinsics matrix. Note that in this paper we use undistorted keypoints, hence, 6.6 does
not contain a distortion model.

IMU pre-integration Residual

With a given sequence of IMU readings between two consecutive KFs, both from the accelerom-
eter and the gyroscope, integration of the measurements can be performed in order to obtain
a relative constraint between the KFs. In order to avoid re-integration of the measurements
upon changes in the bias terms, Forster et al. (2017) presented a method allowing to perform
the integration only once and apply linearized corrections considering changes of the biases
after the integration. With a given pre-integration, the resulting residuals can be written as

81



Paper III: CVI-SLAM – Collaborative Visual-Inertial SLAM

Figure 6.3: Schematics depicting the variables involved in the local optimization during frame tracking (left)
and theLocal Bundle Adjustment(LBA) with a local windowof M KFs running onboard the agent (right).
While the tracking considers only the most recentn KFs stemming from the same agent, the LBA can also
include KFs from other agents.
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where values denoted by�� are obtained with the bias estimate�b at the time of the pre-integration
and~� denotes values using the current estimate of the state variables. The scalar value� tk � 1;k
represents the time interval between the two KFs. For a detailed explanation of the used pre-
integration method, we kindly refer the reader to Forster et al. (2017). Using the individual parts
in 6.7, we de�ne the residual vector for the IMU pre-integration as
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: (6.8)

Prior Residual

In order to use prior knowledge�� k about a variable� at time instancetk , we de�ne the prior
residual as

ek
� := �� k � � k : (6.9)

Here, for non-Euclidean variables, such as rotations or bearing vectors, the minus operation
needs to be adapted to the widely used box-minus operator.
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4.3 Visual-Inertial Odometry

Frame Tracking

For every incoming FrameF , we extract a set of ORB features (Rublee et al., 2011) and per-
form integration of the IMU readings queued since the last frame. Using the integrated IMU
measurements, we perform a prediction of the pose for the current frame to carry out a guided
correspondence search by projecting the agent's MPs in the current frame and matching the
associated descriptors. Using the established correspondences, we perform an alignment step
by minimizing the reprojection error against the observed MPs followed by a second correspon-
dence search. In order to obtain a smooth trajectory and an accurate velocity estimate for the
current frame, we execute a motion-only BA in which we optimize the KF poses and the IMU
states of the most recentn KFs together with the current frame as shown in Fig. 6.3. After the
optimization, we check whether to insert a new KF in the agent's map. A new KF is inserted
when one of the three following conditions is met:

(a) more than 20 frames have passed since the last KF was created,

(b) the area where 2D keypoints are found covers less than 40% of the image, or

(c) less than 15 MPs are observed by the current frame.

Criterion (a) enforces temporal constraints between successive KFs, in order to avoid weak
IMU constraints due to the accumulated uncertainty from the integration. Criteria (b) and (c)
ensure suf�cient overlap between the KFs, while adaptively inserting more KFs during chal-
lenging motions such as fast rotations.

Local Map

Thelocal mapholds the KFs and MPs in the surroundings of the current position. It is bounded
to theN closest KFs in the vicinity of the agent, withN primarily depending on the available
computational onboard resources of the agent. The KFs in the local map are both connected by
the IMU constraints between consecutive KFs as well as covisibility constraints derived from
common observations of MPs. In CVI-SLAM, two KFs are considered covisible if they share
at least 15 MPs. As indicated in Fig. 6.3, we keep a constant numberM , smaller thanN , of
consecutive KFs in alocal windowinside thelocal map, in order to ensure well de�ned IMU
constraints. Note that while the temporal KFs must come from the same agent as the local map,
the covisible KFs are purely de�ned by their covisibility, regardless of which agent created the
KF. This allows the local odometry to bene�t from experiences of other agents and improve the
accuracy of the estimation in collaboration.

Local Mapping

The local mappingof our VIO runs in a separate thread and is responsible for maintaining
and optimizing thelocal mapand is triggered every time thetracking inserts a new KF. For
map maintenance, we employ a scheme inspired by Mur-Artal et al. (2015), in which MPs
with insuf�cient observations in the tracking are culled. After culling we triangulate new MPs
between the local KFs and merge them with existing MPs considering their vicinity and their
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associated ORB descriptors. In order to improve the accuracy and consistency of thelocal map,
we perform aLocal Bundle Adjustment(LBA) step. The scope of the LBA is de�ned by the
most recentM KFs in thelocal window, and all MPs observed in those KFs. Additionally we
insert all KFs that have common observations with the KFs in thelocal window, as illustrated
in Fig. 6.3. These KFs outside thelocal windoware inserted with their pose �xed and serve as
anchors to stabilize the optimization. Therefore, we can formulate the objective of the LBA as
follows:
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where� (�) is a robust cost function, here the Cauchy loss, aiming to reduce the in�uence of
outliers,L (k) are the MPs observed by KFk, andek � 1;k

b penalizes changes in the IMU bias
for successive KFs. The setVs , denoting all KFs inserted with a �xed pose, can include KFs
created by other agents.

IMU Initialization

Since the IMU biases, as well as the gravity direction are unknown, a dedicated initialization
is necessary in order to perform the tracking as described above. In this work, we employ
the strategy proposed in Qin et al. (2018), which performs the initialization in three steps. In
the initial phase, the vision-only tracking as in Schmuck and Chli (2017) is employed, while
performing the IMU pre-integration with all bias variables set to zero. To avoid large integration
windows between the KFs, we restrict the number of frames between KFs to 3. After reaching
15 KFs, the visual structure is bundle adjusted and the gyroscope bias is initialized in a linear
least squares fashion. Afterwards, the scale of the visual structure, the velocities inS and
gravity direction are linearly estimated followed by a re�nement of the gravity direction. Upon
successful computation of all steps, the visual structure is scaled and aligned with the gravity
direction, while the body velocities are rotated in the world frameW . If the initialization fails
up to a window of 20 KFs, we re-initialize the visual-only tracking and start again.

4.4 Communication

Thecommunication moduleson the agents' and the server's sides act as the interface between
both sides that serializes and de-serializes data that is shared between them. Using this interface,
each agent informs the server about changes in itslocal map, i.e. any added or changed KFs
and MPs. Constantly sending the whole data structure for KFs and MPs (including e.g. 2D
feature keypoints extracted from the image) would result in high network traf�c, with messages
of around 300 Bytes for MPs and 29 KB for KFs (for our setup with 500 ORB features per
KF). Therefore, after sending a KF or a MP once, for all following changes an update message
is sent, having only a size of 184 Bytes for KFs and 52 Bytes for MPs. Messages from the
server to the agent contain theK KFs with the strongest covisibility to the current position
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of the agent, to augment the agent'slocal mapwith past data and KFs and MPs from other
agents. Using these messages, we also transmit IMU related information (IMU measurements
and current bias and velocity estimates) from the agents to the server. From the KF messages
received from the agent, we reconstruct the initial pre-integration factors created by VIO for
incorporation in global map optimiation (Section 4.6). From the agent to the server, we do not
include the pre-integration factors, since IMU data is not considered for KFs outside thelocal
window. However, we include the most current velocity and bias estimates for KFs to update
this data on the agent with re�ned results from BA. In case of a loss of connection to the server,
an agent will not be able to exchange data with the server any more, and fall back to a VIO
system with limitedlocal mapsizeN .

4.5 Redundancy Detection and Removal

When one or more agents visit the same location multiple times during a mission, the map
contains several KFs from the same distinct place. Some of these KFs encode almost the same
information, if the measurement was taken from a similar viewpoint. Since the size of the map
affects the timings of most processes on the server, such as place recognition, map queries or
BA, it is desirable to remove these redundancies to boost the scalability of the system. Our
rejection scheme randomly selects a KF from the map, and compares it to its neighbors in the
covisibility graph. If the number of commonly observed landmarks with all neighbors is higher
than a pre-de�ned threshold, the KF is considered redundant. Furthermore, for consecutive KFs
connected by IMU constraints, we allow a maximum time of 2s between two KFs, to bound
inaccuracies from IMU integration for optimization.

4.6 Loop & Map Fusion

To detect repeatedly visited locations inside oneserver map(loop closure) and separated maps
(map matching) on ourserver map stack, we employ a multi-stage place recognition system.
Firstly, for a query Keyframe KFq , we select a subset of possibly matching candidatesC from
all map data using a bag-of-words approach (Gálvez-López and Tardos, 2012), followed by a
brute force descriptor matching of KFq against all KFs inC. Upon successful matching of KFc ,
we employ a projective RANSAC scheme to compute the initial transformationTcq , which
is then re�ned by minimizing the reprojection error. Using the optimizedTcq , we search for
additional matches in the vicinity of KFq and KFc by projecting associated MPs from KFq into
KFc and vice versa. In the case of aloop closure, we �rst perform a pose-graph optimization
using the scheme of Schmuck and Chli (2017), followed by transforming the MPs using the
optimized poses. For themap matching, we transform the map of the query KF into the map of
the candidate KF usingTcq . Finally we perform global BA (GBA) using the following objective
function:
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where the �rst term is a prior on the pose of KFc in order to remove the gauge degree of freedom.
The optimization is performed in two steps; at �rst, we only optimize the MP positions and the
IMU states, while �xing the KF poses, followed by a full optimization over all states involved in
6.11. Note that the IMU constraints in 6.11 are only inserted between consecutive KFs created
by the same agent.

5 Experimental Results

We evaluate CVI-SLAM in a variety of different scenarios to test its performance, applicability,
scalability and accuracy. We analyze the network traf�c between agents and the server to reveal
the bandwidth requirements of CVI-SLAM, as well as the timings of the modules onboard an
agent, in single-agent and multi-agent scenarios. Furthermore, we show the importance of the
redundancy detection on the server side, and evaluate the accuracy of the system on the �ve
Machine Hall (MH) sequences (MH1 – MH5) of the EuRoC dataset (Burri et al., 2016), where
a small UAV �ies several trajectories through an industrial environment, and compare the results
to other state-of-the-art SLAM and VIO systems, namely the visual-inertial version of ORB-
SLAM (Mur-Artal and Tardós, 2017) and VINS-Mono (Qin et al., 2018), which both also use
an IMU pre-integration scheme. For all experiments, we use the following setup:

� Server: Lenovo Legion Y920 notebook (Core i7-7820HK @ 2.90GHz� 8, 32 GB RAM)

� Agents 1 – 4: Intel NUC 5i7RYH (3.1 GHz� 4, 8 GB RAM), used e.g. on the AscTec
Neo UAV

Throughout our experiments, we use alocal windowsize ofM = 10 KFs,local mapsize of
N = 20 KFs, andK = 10 KFs for messages from the server to an agent. For the analysis on
the pre-recorded datasets, the agents and the server are connected via a wireless network, so
that real communication between the server and the agents takes place. Then the datasets are
processed onboard the agents. This makes our evaluation across different runs more comparable
and provides us with ground truth, while still using real network communication as we would
during a robotic mission. All values in this section are averaged over 3 runs for each experiment
if not stated otherwise.

5.1 Accuracy

In order to obtain a baseline for the accuracy of CVI-SLAM, we �rst evaluate the absolute error
as well as the scale error for the KF trajectory obtained from the server, while running a single
agent and compare against state-of-the-art methods. In Table 6.1, we compare the performance
to both VI-ORB-SLAM and VINS-Mono. With the exception of the sequence MH4, we perform
comparably or slightly better than the state-of-the-art methods, indicating the effectiveness of
CVI-SLAM's server-agent architecture. We attain the higher error on the MH4 sequence to the
fact that CVI-SLAM is able to close the loop approximately half-way through the trajectory,
but does not do so at the end and therefore, does not propagate the correction over the whole
trajectory. For the evaluation of the map merging capability of our system, we run experiments
both in a two-agent as well as in a four-agent setting, while for each agent we use a different
sequence of the dataset. As VI-ORB-SLAM is closed source, we are unable to compare against
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Table 6.1:Single-agent Root Mean Squared Error (RMSE) and scale error over the global KF trajectory. The
lowest error is indicated in bold.

Dataset VI-ORB (Mur-Artal and Tardós, 2017) VINS (Qin et al., 2018) CVI-SLAM

RMSE Scale RMSE Scale RMSE Scale

MH1 0.075 m 0.5% 0.177 m 0.359% 0.085 m 1.81%

MH2 0.084 m 0.8% 0.13 m 1.117% 0.063 m 1.055%

MH3 0.087 m 1.5% 0.1 m 0.318% 0.065 m 0.336%

MH4 0.217 m 3.4% 0.155 m 0.947% 0.293 m 3.178%

MH5 0.082 m 0.5% 0.136 m 0.314% 0.081 m 0.299%

in this setup. The comparison with the open-sourced VINS-Mono is performed using its multi-
session capability by sequentially running the different sequences. The values in Table 6.2
report the error of the joint trajectory of all agents at the end of all runs. In all sequences,
we consistently perform better than VINS-Mono. This can be explained by the fact that we
can correct both the KF states as well as the map structure during loop closures rendering the
optimization much more powerful than the pose-graph optimization employed by VINS-Mono.
Furthermore, as we maintain a covisibility graph and are able to re-use parts of the map, the
constraints upon loop closures are generally stronger. Compared to the single-agent scenario,
we get more consistent errors in a similar range, indicating the power of sharing and re-using
information between agents in the collaborative setting.

Table 6.2: Multi-agent joint KF-trajectory evaluation with 2 and 4 agents. The lowest error is indicated in
bold.

Datasets VINS (Qin et al., 2018) CVI-SLAM

RMSE Scale RMSE Scale

MH1 & MH2 0.158 m 0.150% 0.050 m 0.673%

MH2 & MH3 0.197 m 0.408% 0.073 m 0.538%

MH4 & MH5 0.198 m 0.575% 0.115 m 0.756%

MH1;2;3;5 0.244 m 1.33% 0.156 m 0.137%

The last experiment aims at the investigation of the collaborative setting on the tracking that
runs onboard an agent. For this purpose, we run the experiments both in a single-agent as
well as in a two-agent setting. The error values reported in Table 6.3 are computed by align-
ing the global trajectory obtained by the tracking with ground truth. For each experiment we
align and evaluate only the results of the second sequence in the multi-agent case, while for the
single-agent case we only run the second sequence. As it can be seen, the tracking accuracy is
consistently improved in the multi-agent setting, even for the sequences MH2 & MH3, which
have only little overlap. This highlights the clear bene�t of sharing information obtained from
multiple agents amongst them in order to improve the accuracy in real-time during collabora-
tion.
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Table 6.3:Tracking error on the agent.

Datasets CVI-SLAM Single CVI-SLAM Multi

RMSE Scale RMSE Scale

MH1 & MH2 0.224 m 3.693% 0.139 m 1.002%

MH2 & MH3 0.295 m 1.444 % 0.256 m 0.856%

MH4 & MH5 0.412 m 3.341% 0.34 m 1.208%

5.2 Scalability

The ef�cient architecture of CVI-SLAM boosts the scalability of the system in terms of agents.
Fig. 6.4 shows the timings of the onboard processes on the agent (frame tracking, local map-
ping of the VIO, communication) with the number of participating agents. The number of
participants in CVI-SLAM does not in�uence the timings onboard each agent. With an average
tracking time of around 36 ms per frame, the onboard modules can run in real-time with the
20 Hz camera image stream provided by the sensor used for the EuRoC dataset. Also for the
network traf�c shown in Fig. 6.5, no increase from more participating agents can be observed,
implying a linear scalability of the network traf�c with the number of agents. The reduced
network traf�c from server to agent originates from the situation that in a multi-agent scenario,
more loop closures occur compared to the single-agent case, resulting in a increased number of
optimization steps and therefore, more time periods where a server map is locked and no data
is be transmitted to the agents.

On the server's side, more participating agents result in more data to be managed. While
place recognition using an inverted �le index scales linearly with the number of KFs, the com-

Figure 6.4:Timings of the agent's onboard modules with a growing number of participating agents, measured
on Agent 1. All values are averaged over 5 runs using the EuRoC dataset sequences MH1, MH2 and MH3.
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Figure 6.5: Network traf�c between agent and server with a growing number of participating agents. All
values are averaged over 5 runs for each experiment using the EuRoC dataset sequences MH1, MH2 and
MH3.

plexity of BA is cubic in the number of KFs and MPs incorporated in the optimization step.
Therefore, the detection and removal of redundant information is essential for the scalability of
a collaborative SLAM system with the number of agents. Fig. 6.6 shows the resulting number of
KFs in theserver map stackwith and without redundancy detection throughout the experiment,
evaluated in a 4-agent scenario. The tendency clearly shows a smaller increase in the number of
KFs in the system over time, boosting the scalability of CVI-SLAM. The redundancy detection
could reduce the number of KFs by 20% from 1460 to 1170, achieving similar accuracy of the
resulting estimate.

Figure 6.6: Number of KFs in theserver map stackover runtime in a 4 agent scenario, with and without
redundancy detection and removal, using the EuRoC sequences MH1, MH2, MH3 and MH5.

89



Paper III: CVI-SLAM – Collaborative Visual-Inertial SLAM

5.3 Network Traf�c

Three sequences of the EuRoC dataset are used to analyze the network traf�c between the agents
and the server. While an agent sends new KFs and MPs to the server when they enter the map,
the server sends with every message theK = 10 closest KFs to the current position of the
agent. The agent can send up to 5 messages per second to the server, while for the server this
number is limited to 2, since these messages are usually larger than the ones from the agent.
Table 6.4 shows the average traf�c between server and agent. On the server, the average traf�c
is around 0.7 MB/s, which is composed of 2� 10 KF messages per second of approximately
30 KB, plus a varying number of observed MPs. By reducing the publishing frequency or the
numberK of KFs per message, the network traf�c can be reduced, though also reducing the
information shared with the agent. For the agent, the main in�uencing factor on the traf�c,
besides the message limit per second, is the number of KFs inserted in the map. Since the
datasets MH3 and MH5 are more challenging than MH1, more KFs are inserted here, resulting
in a slightly higher network traf�c from the agents to the server for these datasets.

Table 6.4:Mean network traf�c between an agent and the server on different trajectories of the EuRoC dataset

Dataset Agent ! Server [MB/s] Server ! Agent [MB/s]

EuRoC MH1 0.119 0.697

EuRoC MH3 0.135 0.707

EuRoC MH5 0.151 0.720

Fig. 6.7 shows the network traf�c between the server and the agent over runtime. The com-
munication from agent to server starts with successful IMU initialization, therefore the �rst
message contains the initial map with the size of this depending on the size of the IMU initial-
ization window (15 KFs in our case), causing the spike in the network traf�c at the beginning
of each experiment.

From server to agent (S! A), the traf�c �rst �uctuates around the mean traf�c of approxi-
mately 0.7 MB/s, but shows several drops later in the experiment. When the agent returns to
previously visited locations, the global BA triggered by the loop closures temporarily suspends
the transmission of data to the agents, causing these drops.
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Figure 6.7: Network traf�c from agent to server (A! S) and vice-versa (S! A) on several sequences of the
EuRoC dataset. Sending the initial map after IMU initialization causes a higher traf�c on the agent side at
the beginning. Global optimization locking the map for data exchange, resulting from loop closure, causes
the drops towards the end of the trajectories on the server side.

6 Conclusion

In this paper, we present CVI-SLAM, an accurate and powerful system for keyframe-based
collaborative SLAM. Participating agents are equipped with a visual-inertial sensor suite and
constraint onboard calculation power, sharing all information throughout the mission with a
more powerful central server. The server merges information from the participating agents and
distributes it throughout the system, such that agents can pro�t from measurements contributed
by collaborating agents. Our experiments demonstrate that CVI-SLAM's accuracy is com-
parable to state-of-the-art visual-inertial SLAM systems, outperforming them in collaborative
scenarios. Furthermore, our evaluation con�rms that sharing information amongst participat-
ing agents during collaborative SLAM estimation improves the accuracy of pose estimation
onboard each agent in real-time compared to single-agent scenarios. A comparison of single-
and multi-agent experiments and analysis of the network traf�c attests to the scalability and
applicability of CVI-SLAM. Compared to existing collaborative SLAM systems, CVI-SLAM
combines ef�cient collaboration in mappingand localization, sharing all information amongst
all participating agents, with accurate collaborative scene estimation and practical applicability
of the system. To the best of our knowledge, CVI-SLAM is the �rst full visual-inertial collab-
orative SLAM system implementing two-way communication between agent and server, tested
on real data. Future work will focus on further boosting the accuracy improvements achieved
from collaborative scene estimation, and increasing the number of participating agents in the
system.
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On the Redundancy Detection in Keyframe-based

SLAM

Patrik Schmuck and Margarita Chli

Abstract

Egomotion and scene estimation is a key component in automating robot navigation,
as well as in virtual reality applications for mobile phones or head-mounted displays.
It is well known, however, that with long exploratory trajectories and multi-session
mapping for long-term autonomy or collaborative applications, the maintenance of
the ever-increasing size of these maps quickly becomes a bottleneck. With the explo-
sion of data resulting in increasing runtime of the optimization algorithms ensuring
the accuracy of the Simultaneous Localization And Mapping (SLAM) estimates, the
large quantity of collected experiences is imposing hard limits on the scalability of
such techniques. Considering the keyframe-based paradigm of SLAM techniques,
this paper investigates the redundancy inherent in SLAM maps, by quantifying the
information of different experiences of the scene as encoded in keyframes. Here we
propose and evaluate different information-theoretic and heuristic metrics to remove
dispensable scene measurements with minimal impact on the accuracy of the SLAM
estimates. Evaluating the proposed metrics in two state-of-the-art centralized collabo-
rative SLAM systems, we provide our key insights into how to identify redundancy in
keyframe-based SLAM.
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1 Introduction

Building on top of state-of-the-art Simultaneous Localization And Mapping (SLAM) systems
with considerable robustness and accuracy in the centimeter range (Mur-Artal and Tardós, 2017)
for single-robot scenarios, multi-agent systems have been gaining growing popularity in various
applications, ranging from inspection tasks to search-and-rescue missions. By sharing informa-
tion amongst the participants or dividing up a task between multiple robots, robotic teams can
increase the robustness, ef�ciency and accuracy of a robotic mission (Karrer et al., 2018), and
enable tasks impossible for a single robot. State-of-the-art single-agent (Mur-Artal et al., 2015;
Mur-Artal and Tardós, 2017) and centralized multi-agent (Karrer et al., 2018; Qin et al., 2018;
Schmuck and Chli, 2019a) systems generate a global graph (theSLAM graphor map), estimat-
ing the trajectory of the participating robots as well as the 3D structure of the environment. With
these SLAM systems being able to cover large areas during robotic missions, and the SLAM
graph growing constantly during the mission, the graph quickly reaches a size, where opera-
tions on it, such as graph optimization, become computationally expensive, therefore affecting
the performance of the SLAM system.
The front-end of keyframe-based SLAM runsVisual Odometry(VO) (Mur-Artal et al., 2015;
Schmuck and Chli, 2017, 2019a), using only camera feeds, orVisual-Inertial Odometry(VIO)
(Karrer et al., 2018; Mur-Artal and Tardós, 2017; Qin et al., 2018), using camera images and
measurements from an Inertial Measurement Unit (IMU), with the goal of estimating the local
trajectory and 3D environment (thelocal map) of the robot. Keyframe-based systems choose
a subset of the most representative frames from all incoming frames to be stored in the local
map, the keyframes (KFs), and are now well-established in the SLAM literature (Leutenegger
et al., 2015; Mur-Artal et al., 2015; Qin et al., 2018), gaining substantial ground over �ltering-
based techniques (Strasdat et al., 2012). For robust and accurate estimation of this local map,
especially for fast motions and poorly textured areas, the SLAM front-end typically employs a
generous KF creation policy, with the drawback of having potentially high redundancy encoded
in consecutive KFs.
While the front-end considers only a local window incorporating the most recent KFs, the
SLAM back-end stores and maintains all KFs created during the mission in a global SLAM
graph (or global map). It introduces new links in the SLAM graph when returning to previously
visited places of the environment (loop closure) and applies global optimization techniques,
namelyGlobal Bundle Adjustment(GBA), to the graph to increase the accuracy of the estimate.
With cubic complexity of GBA in the size of the graph, this optimization quickly gets compu-
tationally expensive with growing graph size. Therefore, it is desirable to reduce the graph to a
minimum size of most informative nodes that accurately represents the robots' trajectories and
the structure of the surroundings.
While manifesting itself also in single-agent SLAM, this problem of exploding SLAM maps
is especially evident in collaborative systems, where multiple agents contribute data simultane-
ously to the SLAM estimate. As shown in Karrer et al. (2018) and Schmuck and Chli (2019a),
this issue is currently the main bottleneck for the scalability of centralized collaborative SLAM
systems. Likewise, long-term autonomy (Churchill and Newman, 2013) depends on ef�cient
data management to ensure applicability when continuously feeding experiences of the envi-
ronment to the system. To relieve the problem of exploding data and computation time, it is
necessary to sparsify the SLAM graph by detecting redundancy in the graph and determining
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the informative value of every node with respect to all others in the graph, and subsequently
remove the most redundant nodes.
In this spirit, this article investigates the question of how the redundancy of KFs in a SLAM
graph can be assessed, to sparsify the graph with minimum decrease in accuracy of the esti-
mate, with the goal of boosting the ef�ciency and scalability of SLAM maps. To this end, we
investigate information-theoretic approaches to classify the redundancy of KFs in the SLAM
graph, and evaluate their performance under different scenarios. While mutual information is
shown to suggest effective graph compression with minimal loss in accuracy, it is computation-
ally too expensive in realistic applications. Therefore, we propose an ef�cient heuristic that
exploits the structure of the SLAM graph to �nd redundant KFs, being able to run online in par-
allel to the SLAM estimation process. We evaluate the approaches in two collaborative SLAM
systems of different modalities, namely the visual-inertial CVI-SLAM (Karrer et al., 2018) and
the monocular CCM-SLAM (Schmuck and Chli, 2019a), attesting to its practical applicabil-
ity while compressing the SLAM graph up to more than 50% with only small reductions in
accuracy.

2 Related Work

Information-based measures have been widely used for various tasks throughout the computer
vision and robotics communities, all the way from showing how mutual information can guide
the feature matching process in visual SLAM in Chli and Davison (2008), to using positional
covariance to construct skeletal graphs for large Structure-from-Motion problems, in order to
speed up the expensive computation process, in Snavely et al. (2008). Schneider et al. (2017)
evaluate trajectory segments regarding their entropy with respect to the calibration parameters
of the sensor suite in order to estimate this calibration, while Mu et al. (2017) use entropy to
select the most important landmarks for collision avoidance. In Hepp et al. (2018), information
is quanti�ed in order to to calculate the optimal path of a UAV for 3D reconstruction of a scene
of interest.
While all aforementioned systems employ vision-based sensors, information-based measures
are also used for LIDAR1-based systems in the literature. Kretzschmar and Stachniss (2012)
formulate measures for information gain and mutual information in a LIDAR SLAM system in
connection with occupancy grid cells. Using these measures, the authors identify measurements
providing a small amount of information and discard them. In Choudhary et al. (2015), the au-
thors aim at �nding a set of reduced landmarks and poses by minimizing an objective function
that takes into account memory requirements and estimation accuracy. Carlone et al. (2014)
reduce the pose graph by looking for the maximal subset of measurements that are internally
“coherent” and observable. While these approaches show promising results in terms of sparsi�-
cation of pose graphs, the approaches cannot directly be applied to visual SLAM, since LIDAR
and visual SLAM are conceptually different, most notably regarding the fact that scene depth
cannot be measured directly in visual SLAM, but has to be recovered and estimated during the
SLAM process.
Many recent works proposed ef�cient strategies to deal with the densi�cation of the Hessian
matrix of the pose graph, resulting for example from node marginalization. Huang et al. (2013)

1LIghtDetectionAndRanging
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aim to consistently approximate the original dense graph by a sparse one usingl1 -regularization.
In Carlevaris-Bianco et al. (2014), the authors introducegeneric linear constraintfactors, which
replace the dense information matrix of the markov blanket of the marginalized node by a sparse
approximation, using Chow-Liu trees. Mazuran et al. (2016) go one step further, proposing
nonlinear factor recoverythat allows to replace dense factors by arbitrarily de�ned “virtual”
nonlinear measurements. Vallvé et al. (2018) propose a factor descent algorithm for belief spar-
si�cation. The recent work of Hsiung et al. (2018) does not aim for a sparsi�cation of the
global pose graph, but for an ef�cient sparse approximation of the dense prior resulting from
marginalization of the past measurement in sliding-window SLAM approaches. While all these
works provide ef�cient strategies for sparsi�cation of pose graphs under speci�c condition, they
focus on how to remove nodes from the graph, while this work aims to answer the question of
which data in the SLAM graph is most redundant and therefore most dispensable for the sake
of bounded computation.
When it comes to redundancy detection for SLAM, a straight-forward heuristic to limit redun-
dancy is to enforce a spatial distribution of the graph nodes, as done in Konolige and Agrawal
(2008) and Johannsson et al. (2013). This decouples the growth of the SLAM graph and explo-
ration time, however, Euclidean distance heuristics do not account for the fact that the structure
of the explored environment might not be homogeneous and therefore, some parts of it may need
more measurements for a robust estimate than others. In Eade et al. (2010), the authors propose
a heuristic that removes nodes, for which the number of edges exceeds a pre-de�ned threshold.
While this ensures sparsity of the pose graph, it does also not account for the structure of the
environment. Ila et al. (2010) move the distance criterion to the information space and apply
it to �lter-based SLAM, adding only measurements to the estimate that are distant to already
existing ones in terms of mutual information. Also aiming for �lter-based systems instead of
graph-based SLAM, Vial et al. (2011) formulate the sparsi�cation as an optimization problem,
minimizing theKullback-Leibler-Divergencebetween the sparse and true estimate. Paull et al.
(2016) treat node removal and sparsifying the marginalized graph as an entirety in considera-
tion of resource constraints, such as memory requirement and communication bandwidth. While
these constraints are more limiting in a distributed multi-robot setup, in a centralized system that
accumulates all experiences of all participating agents at one central instance, memory usage is
not a limiting factor, and communication bandwidth can be held constant for each agent, inde-
pendent of the number of participants (Schmuck and Chli, 2019a). As discussed in Schmuck
and Chli (2019a), a major bottleneck of non-distributed (collaborative) SLAM systems based
on GBA is its increasing computational time in the number of nodes in the graph. However,
most recent systems in the literature, such as Deutsch et al. (2016); Forster et al. (2013); Ri-
azuelo et al. (2014) and also Qin et al. (2018) which allows estimating joint trajectories using
a multi-session functionality, do not include redundancy detection. ORB-SLAM (Mur-Artal
et al., 2015) proposes a simple algorithm for redundancy detection, based on common land-
mark observations. This scheme is adopted by recent visual (Schmuck and Chli, 2019a) and
visual-inertial (Karrer et al., 2018) collaborate SLAM systems. As shown in Mur-Artal et al.
(2015), this heuristic bounds the growth of the SLAM with respect to the size of exploration
space. However, as this is a heuristic, as demonstrated in our analysis, it does not reach the
accuracy of an information-theoretic approach.
This work proposes a new information-theoretic measure for redundancy based on mutual infor-
mation, formalizing the amount of information that a node in the graph adds to the SLAM graph.
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Figure 7.1: Example SLAM graph derived with keyframes (KFs), Map Points (MPs) and edges induced by
observations.

The bene�t of this new evaluation metric compared to “direct” mutual information is quanti-
�ed in the experimental evaluation. Furthermore, a real-time capable, ef�cient, landmark-based
heuristic for redundancy detection is proposed and experimentally evaluated. The metrics for
redundancy detection are implemented and tested in a state of the art visual-inertial (Schmuck
and Chli, 2019a) as well as a monocular (Karrer et al., 2018) centralized collaborative SLAM
system, con�rming their applicability to state-of-the-art SLAM.

3 Methodology

3.1 Keyframe-based SLAM

The algorithms presented in this article are designed for application in keyframe-based SLAM
systems. From all frames captured by the camera, these systems only keep a subset of the most
representative frames, thekeyframes(KFs). Other frames are only used to estimate the cur-
rent pose of the camera, but are dropped subsequently. From the camera images, 2D feature
keypoints, encoding salient parts of the image, are extracted and used to triangulate scene land-
marks. These scene landmarks are stored as 3D map points (MPs) in amap, together with the
KFs. If a feature keypoint ofKFi is associated toMPj , KFi observes MPj . The set of all KFs
V and MPsL form together theSLAM graphG, whereV andL are the set of nodes, and any
edges are induced by the observations, as illustrated in Fig. 7.1. In a visual-inertial system, such
as Karrer et al. (2018) and Qin et al. (2018), the inertial measurements induce additional edges
between the KFs.
Shared observations of MPs (i.e.MPa is observed byKFi andKFj ) induce so-called covisibility-
edges between the KFs. IfKFi andKFj have at least one shared observation, they are connected
by acovisibility edgecij . The weight! (cij ) of the edge is the number of shared observations
betweenKFi andKFj . This notion of covisibility induces acovisibility graphC = fV ; Cg,
whereC is the set of weighted covisibility edges, as illustrated in Fig. 7.2. We refer to the KFs
connected toKFi via a direct edge in the covisibility graph as theneighborsof KFi . In practice,
we include only edges with! > 10 in the graph, to limit the density of the graph and ensure
a minimum overlap of the scene observed by two KFs. TheMarkov Blanketof KFi , denoted
as MB(KFi ), is the set of all nodes that are connected toKFi by a covisibility edge (i.e. all
neighbors ofKFi ).
To increase the accuracy of the map, estimated by the SLAM graph, GBA is performed on
it, minimizing the global reprojection error of the MP observations (and the IMU factors, in a
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Figure 7.2: Example covisibility graph with some edge weights displayed, derived from the SLAM graph in
Fig. 7.1. The Markov Blanket ofKF1 (MB(KF1 ) ) is indicated in red.

visual-inertial system). In addition to minimizing the error residuals of the SLAM graph, GBA
estimates the covariance matrix of the SLAM graph as the inverse of the Hessian matrix of the
non-linear least-squares optimization problem.
We evaluate our metrics described in Section 3.2 and Section 3.3 in a centralized collaborative
SLAM system, where the problem of decreasing performance with increasing data in the sys-
tem is most evident, because the number of KFs grows faster in those systems with multiple
agents contributing KFs simultaneously. However, the metrics presented in this article are not
limited to these systems, but are generally applicable to any keyframe-based SLAM system.
For more details on the SLAM- and covisibility-graph, we kindly refer the reader to Mur-Artal
et al. (2015). The collaborative visual-inertial SLAM system used for our tests, including the
GBA scheme, is described in detail in Karrer et al. (2018).

3.2 Redundancy Detection using Mutual Information

From GBA, we retrieve the covariance matrix� for all KFs i 2 V , consisting the marginal
covariance matrices� ii for eachKFi as well as the correlation matrices for� ij for KFs
i; j 2 V , as shown in 7.1.
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6
6
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� 00 � 01 : : : � 0n
� 10 � 11 : : : � 1n

...
. . .

. . .
...

� n 0 � n 1 : : : � nn

3

7
7
7
5

(7.1)

For 6 Degree-of-Freedom (DoF) poses, the dimension of the covariance matrix for a KF is 6� 6.
Using� , we can calculate theMutual Information(MI) between two KFs (Davison, 2005) as:

MI(KFi ; KFj ) =
1

2
log2

� det( � ii )

det( � ii � � ij � � 1
jj � ji )

�
; (7.2)

wheredet( �) denotes the matrix determinant. Intuitively, the MI between two KFs is a measure
of how much information we get about the pose of one KF by knowing the pose of the other KF.
With 7.2 encoding how much information one KF encodes about another, we derive a measure
 (�) of how much informationKFi adds to the estimated SLAM map by summing up the MI
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Figure 7.3: Example covisibility graph, whereKFi shares information with its neighborsKFn 1 andKFn 2 ,
however, the same information is also provided by other KFs in the graph (KFk 1 andKFk 2 ).

Figure 7.4: Example covisibility graph to illustrate the proposed method to calculate the unique amount of
information thatKFi adds toKFj .

betweeni and its neighbors in the covisibility graph (i.e. the Markov Blanket MB(KFi )):

 (KFi ) =
1

jMB(KFi )j

X

j 2 MB( KFi )

MI(KFi ; KFj ) (7.3)

wherejMB(KFi )j is the cardinality of the Markov Blanket. Applying (�) to all KFs i 2 V
assigns a value to each KF, quantifying its “informativeness”. A high value for (KFi ) means
thatKFi adds distinctive information to its neighbors, and therefore, measures the redundancy
of KFi .
However, directly measuring pairwise MI between individual KFs does not take into account
that information might be also be encoded by other KFs as illustrated in Fig. 7.3; although the
shared information betweenKFi and its neighbors (KFn 1 andKFn 2 ) is high, the information
is also contained in the other KFs (KFk 1 andKFk 2 ) in the graph. Therefore, in the presence of
KFk 1 andKFk 2 , KFi does not add much additional information to the estimated SLAM map
and should be considered redundant. To this end, we modify (�) to an extended measureb (�),
taking into account the information of neighbors using conditional covariance matrices�̂ for
the KFs to calculate MI, as detailed below. We illustrate the approach using the graph given in
Fig. 7.4, where we want to quantify the information thatKFi adds toKFj . To obtain conditional
covariances, we �rst construct a local covariance matrix� MB( j ) from the full covariance matrix
� from 7.1 for the Markov Blanket ofKFj :

� MB( j )
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and split� MB( j ) as follows:

� ( i;j ) =
�

� ii � ij
� ji � jj

�
(7.5)
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� ( i;MB ) =
�

� in 1 � in 2 � ik 1 � ik 2
� jn 1 � jn 2 � jk 1 � jk 2

�
(7.7)

Using Schur's complement and 7.5 - 7.7, we can calculate the conditional covariance matrix
�̂ i;j j MB( j ) ni , containing the covariance matrices ofKFi andKFj conditioned on the Markov
Blanket ofKFj (i.e. MB(j )ni ).

�̂ i;j j MB( j ) ni =
�

�̂ ii �̂ ij

�̂ ji �̂ jj

�

=
�

� ii j MB( j ) ni � ij j MB( j ) ni
� ji j MB( j ) ni � jj j MB( j ) ni

�

= � ( i;j ) � � ( i;MB ) � � 1
( MB ) � T

( i;MB ) (7.8)

Since the covariance matrices ofKFi andKFj are now conditioned on MB(j )ni , using these to
calculate the MI quanti�es solely the amount of information uniquely shared betweenKFi and
KFj :

cMI(KFi ; KFj ) =
1

2
log2

� det( �̂ ii )

det( �̂ ii � �̂ ij �̂ � 1
jj �̂ ji )

�
(7.9)

Calculating thecMI score for all neighborsj of a KF i , we can quantify how much information
KFi adds to the estimate of the SLAM map, as:

b (KFi ) =
1

jMB(KFi )j

X

j 2 MB( KFi )

cMI(KFi ; KFj ) (7.10)
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A high value for b (KFi ) means thatKFi adds signi�cant information to its environment, while
a small value can be interpreted in a way that all information thatKFi contributes is also con-
tributed by other KFs in the graph, hence, can be considered redundant. Since the calculation
of the Schur complement in 7.8 requires a costly matrix inversion, we limit this operation to the
20 neighbors with the highest edge weights in the covisibility graph.

3.3 Structure-based heuristics

The measures proposed in 7.3 and 7.10 quantify redundancy from an information-theoretic
viewpoint, and are, therefore, expected to perform better in terms of accuracy, compared to
hand-crafted heuristics. However, GBA and retrieval of the covariance matrix of KFs in the
SLAM graph are time-consuming steps, especially on large graphs. Therefore, the information-
theoretic graph compression is well suited to sparsify the SLAM graph between robotic mis-
sions when the robots are not exploring their environment, but not online during the mission.
For this reason, we propose an ef�cient, structure-based heuristic for redundancy detection, that
is capable to run online, in parallel to the SLAM estimation process.
A simple redundancy detection scheme using MPs is used in ORB-SLAM (Mur-Artal et al.,
2015). For eachKFi , the number� of associated MPs with more than 3 observations is calcu-
lated. If � exceeds a pre-de�ned threshold (90% of all the MPs observed byKFi in Mur-Artal
et al. (2015)), it is considered redundant and removed from the map. While this is an ef�cient
strategy, it only classi�es KFs as redundant or not, and does not assign a value for redundancy
to each KF.
Here, we modify this approach to quantify how redundant the observations of a MP are, with
the goal of assigning a value� 2 [0; 1] to each MP classifying the redundancy of the obser-
vations, with higher value indicating higher redundancy. If a MP is observed by many KFs, its
3D position can still be precisely estimated when dropping one observation, while this would
affect the accuracy more if there exist only few observations. Letobs(MPi ) denote the number
of observations ofMPi . Then, with a minimum of two observations necessary to triangulate the
3D position of one MP, we de�ne the redundancy� (obs(MPi )) = 0 for obs(MPi ) � 2. As
�ve observations can be considered suf�cient to robustly estimate the 3D position of an MP, we
set� (obs(MPi )) = 1 for obs(MPi ) > 5. Finally, accounting for the fact that with increas-
ing number of observations the redundancy of one observation increases, we choose� (x) as
follows:

� (x) =

8
>>>>><

>>>>>:

0; if x � 2
0:4; if x = 3
0:7; if x = 4
0:9; if x = 5
1; if x > 5

(7.11)

In continuous space,� (x) would be chosen as a sigmoid, exhibiting the desired behavior de-
scribed above. However, sinceobs(MPi ) can only take positive integer values, we assign a
discrete function for ef�ciency, since a SLAM graph quickly includes> 1000 MPs for which
� (x) has to be computed. WithL i � L denoting the set of MPs observed byKFi , we can again
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calculate a redundancy value� (�) for each KF using� (�):

� (KFi ) =
1

jL i j

X

j 2 L i

� (obs(MPj )) (7.12)

3.4 Data Removal

The underlying idea of KF-based SLAM is that a subset of carefully selected frames is suf�cient
to for a robust estimate of the camera trajectory and 3D structure of the environment. However,
to ensure robust pose estimation in the SLAM front-end, state-of-the-art systems, such as Karrer
et al. (2018); Mur-Artal et al. (2015); Qin et al. (2018); Schmuck and Chli (2019a), employ
generous strategies for KF creation, generating many more KFs than actually necessary for a
robust estimation of the SLAM graph. Therefore, we completely remove redundant KFs from
the graph, without performing any marginalization. The results presented in Section 4 support
this assumption. Furthermore, directly dropping KFs automatically keeps the Hessian matrix of
the underlying optimization problem sparse, and does not require potentially time-consuming
sparsi�cation procedures such as Carlevaris-Bianco et al. (2014) or Mazuran et al. (2016) to
remove the dense connections introduced by marginalization. MPs are removed from the SLAM
graph in case they are observed by less than two KFs and their 3D position is therefore not fully
constraint anymore, or in case they are classi�ed as outliers by GBA due to a high reprojection
error.

4 Experimental Results

4.1 Setup

We �rstly implement all presented metrics to remove redundant KFs into CVI-SLAM (Karrer
et al., 2018), a centralized visual-inertial collaborative SLAM system. CVI-SLAM takes inputs
from multiple robotic agents, equipped with a visual-inertial sensor suite, and estimates a SLAM
graph (a commonglobal map) from all input data on a central instance, the “Server”. GBA
is applied to this global SLAM graph using the Ceres2 solver, which allows to estimate the
covariance matrix of the system from the optimization problem. In order to eliminate the time-
constraint induced between KFs in visual-inertial SLAM, results are also shown using CCM-
SLAM, a collaborative SLAM system with a similar architecture to Karrer et al. (2018), however
operating on monocular sensors feeds. While there are no additional constraints for KF removal
in CCM-SLAM, CVI-SLAM imposes the constraint of a maximum time of 2s between two
KFs, to bound inaccuracies from IMU integration, as described in Karrer et al. (2018). For the
evaluation, we use an Intel NUC 7i7BNH (3.5 GHz� 4, 16 GB RAM) to run our algorithms.

4.2 Datasets

We use the publicly available EuRoC benchmark dataset (Burri et al., 2016) for our evalua-
tion, which provides accurate ground-truth position data from a Leica Total Station. From this

2http://ceres-solver.org
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dataset, we choose three pairs of sequences that cover different scenarios to build SLAM graphs
of appropriate size to evaluate the redundancy detection strategies:

� MH1+2: Sequences “MH_01_easy” and “MH_02_easy”. 5:32min total �ight time,
150m total trajectory length. Industrial environment, good texture, bright scene. Mul-
tiple visits at the same location, no fast movements or viewpoint changes.

� MH4+5: Sequences `MH_04_dif�cult” and “MH_05_dif�cult”. 3:40min total �ight
time, 190m total trajectory length. Industrial environment, dark scene, fast motion. Ex-
ploratory trajectories.

� V11+12: Sequences “V1_01_easy” and “V1_02_medium”. 3:48min total �ight time,
135m total trajectory length. Fast motion and camera rotation, bright scene. Small of�ce
environment (8m� 8m), repeated observations of the same scene.

We evaluate the Root-Mean-Square trajectory Error (RMSE) for the following algorithms for
redundancy detection on the SLAM graph:

� MI-cond: Classi�cation of redundant KFs based on the measure from 7.10, conditioning
the covariance matrices on the Markov Blanket before calculation Mutual Information
(MI).

� MI-orig : Classi�cation of redundant KFs based on “standard” mutual information (7.3),
without conditioning the covariance matrices on the Markov Blanket.

� Struct: Classi�cation of redundant KFs using our structure-based heuristic introduced in
Section 3.3.

� ORB: Original classi�cation of redundant KFs based on the algorithm proposed in Mur-
Artal et al. (2015).

� No-red: No redundancy detection and KF removal.

For our evaluation, “no-red” gives the baseline to quantify the decrease in accuracy by the
removed data. For each experiment, we specify a maximum number of KFs� that are allowed
in the SLAM graph, and enforce this limit using the different redundancy detection algorithms.
As explained in Section 3, the methods “Struct” and “ORB” are able to run in real-time and
therefore become active online during the SLAM estimate, as soon as the number of KFs in
the SLAM graph exceeds� . “MI-cond” and “MI-orig” rely on costly optimization algorithms,
and therefore compress the �nal pose graph produced by the SLAM estimate, after the SLAM
estimation process itself is �nished.

Evaluation on MH1+2

Using the sequence pair “MH1+2”, CVI-SLAM generates a SLAM graph with 585 KFs. The
trajectory estimated by CVI-SLAM is depicted in Fig. 7.5. In a �rst experiment, we compress
this graph by approximately 50% to� = 300 KFs. In addition to the redundancy classi�cation
methods described above, we compare in this experiments also to random removal of KFs until
the desired number of KFs in the graph is reached. The results in terms of RMSE reported in
Fig. 7.6 show that the RMSE of the estimate increases only marginally in terms of absolute
values, and all algorithms for redundancy detection perform more or less similar. This supports
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Figure 7.5: Collaborative trajectory estimate from CVI-SLAM on MH1+2 (top view, color encodes different
agents).

our assumption that for robust camera pose tracking, the SLAM front-end generates much more
KFs than are actually needed for accurate estimation of the SLAM graph in the back-end. To
increase the effect of the redundancy detection algorithms and better determine the quality of
their classi�cation of redundant KFs, we compress the graph further to only 200 KFs. The
results are again reported in Fig. 7.6. While the increase in RMSE is now more signi�cant
for all algorithms, we observe the expected behavior of the methods: The information-theoretic
approaches lead to a lower decrease of accuracy, with “MI-cond” performing better than the
“original” MI-approach. However, both outperform the structure-based heuristics, for which
the one proposed in this paper outperforms the approach from ORB-SLAM. Furthermore, the
results show that all algorithms perform better than naive random removal of KFs from the
graph.

Figure 7.6: Final trajectory RMSE for a SLAM estimate on MH1+2 with 585 KFs, compressed to 300 resp.
200 KFs. Results averaged over 5 runs.
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Figure 7.7: Collaborative trajectory estimate from CVI-SLAM on MH4+5 (top view, color encodes different
agents).

Evaluation on MH4+5

We perform the same graph compression as for “MH1+2” on the more dif�cult dataset pair
“MH4+5”, generating a SLAM graph with 426 KFs (Fig. 7.7). Since the previous experi-
ment con�rms our assumption that “MI-cond” shows better performance in terms of accuracy
compared to “MI-orig”, we focus on “MI-cond” in the following experiments. The results are
reported in Fig. 7.8. The RMSE of the estimate is generally higher, because of the more dif�-
cult trajectory with less texture, faster motion and less possibilities for loop closures due to te
exploratory nature of the trajectories. The information-theoretic metric again performs good,
with almost no decrease in accuracy. Both heuristics perform signi�cantly worse in this exper-
iment, with our proposed heuristic and the one from ORB-SLAM showing similar error for a
compression to 300 KFs, while for� = 200, “Struct” performs again better.

Figure 7.8: Final trajectory RMSE for a SLAM estimate on MH4+5 with 426 KFs, compressed to 300 resp.
200 KFs. Results averaged over 5 runs.
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Figure 7.9: Collaborative trajectory estimate from CVI-SLAM on V11+12 (top view, color encodes different
agents).

Evaluation on V11+12

For the dataset pair on “V11+12”, CVI-SLAM generates an estimate with 776 KFs (Fig. 7.9).
We again compress this graph by approximately 50% to� = 400 KFs. As for the previous ex-
periments, the results in Fig. 7.10 show that the information-theoretic metric is able to perform
a compression of roughly 50% with almost no loss in accuracy. Also, both heuristic exhibit
again a more signi�cant drop in accuracy, with the structure-based heuristic proposed by this
paper performing better than the one from Mur-Artal et al. (2015).

Figure 7.10:Final trajectory RMSE for a SLAM estimate on V11+12 with 776 KFs, compressed to 400 KFs.
Results averaged over 5 runs.

Results for monocular SLAM

In addition to the evaluation on a visual-inertial collaborative SLAM system (Karrer et al.,
2018), we applied the methods for redundancy detection to a monocular SLAM system (Schmuck
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Figure 7.11: Final trajectory RMSE for a SLAM estimate using monocular SLAM (Schmuck and Chli,
2019a) on MH1+2 with 542 KFs and MH4+5 with 550 KFs, both compressed to 200 KFs. Results averaged
over 3 runs.

and Chli, 2019a) to test the approaches under a different sensor modality, and without the time
constraint for IMU integration in the visual-inertial system. We repeated selected experiments
already performed with CVI-SLAM: In a �rst experiment, we compress a graph of 542 KFs
generated from “MH1+2” to� = 200 KFs, and in a second experiments, a graph with 550 KFs
generated from “MH4+5” also to� = 200 KFs. The results reported in Fig. 7.11 show similar
results to those from the visual-inertial system: “MI-cond” is able to compress the graph with
minimal loss in accuracy. On the easier “MH1+2” dataset, our structure-based heuristic gets
close to the results of the information-theoretic approach, while for the more dif�cult dataset
“MH4+5”, the information-theoretic method clearly outperform it. Both proposed approaches
outperform the original method from ORB-SLAM in both experiments.

4.3 Discussion

The experimental results show that the proposed approach based in “conditional” MI for redun-
dancy detection is able to compress SLAM graphs from visual-inertial as well as monocular
SLAM by > 50% with minimal decrease in accuracy. In our experiments, the “original” MI-
measure (without conditioning the covariance on the Markov blanket of the KF) exhibits a
higher increase in RMSE compared to the “conditional” MI, attesting to the effectiveness of
the proposed approach. For easier datasets, the difference between structure-based heuristics
and information-theoretic approaches becomes only apparent for higher compression rates. On
more dif�cult datasets, the choice which data should be removed affects the accuracy of the
estimate considerably more. However, the structure-based heuristic proposed in this article ex-
hibits a good trade-off between the loss of accuracy from the approximation (i.e. following the
removal) of KFs deemed to be redundant and computation time, enabling online functionality in
parallel to the SLAM estimation process. The minimal increase of the RMSE after the reduction
of the graph supports the assumption that while for robust and accurate tracking by the SLAM
front-end, a generous KF-creations strategy is bene�cial, many of these KFs are dispensable
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later on, during global map optimization in the back-end without any negative impact on the
accuracy.

5 Conclusion

In this article, we present a study on redundancy detection in keyframe-based SLAM. We eval-
uate different information-theoretic and heuristic measures, with Mutual Information using co-
variance matrices that are conditioned on the Markov blanket of a node in the SLAM graph
performing best. Our experiments show that this approach is able to compress graphs estimated
by state-of-the-art collaborative SLAM systems by more than 50% with no or minimal loss in
accuracy. However, the information-theoretic measures rely on computationally expensive opti-
mization methods, that might not be feasible for systems with limited processing power. There-
fore, we propose as an alternative a new structure-based heuristic for classifying and removing
redundant nodes from the graph, that is able to run online in parallel to the SLAM estimation
process. This heuristic performs almost equally accurate to the information-theoretic approach
for easier trajectories or smaller compression rates, while exhibiting a higher but still accept-
able loss in accuracy even for large compression rates or more dif�cult environments, yet being
computationally much more lightweight. We put the approaches to the test in two state-of-the-
art centralized collaborative SLAM systems, attesting to their practicality. With global bundle
adjustment being the most time-consuming part of the SLAM back-end, with cubic complexity
in the number of nodes in the graph, these sparsi�cation methods have great potential to signi�-
cantly boost the scalability of SLAM systems and considerable increase in the workspace of the
robotic team when applied to individual and collaborative SLAM. Future directions will focus
on improving the ef�ciency of the MI-based approach, in order to use it online during missions.
Furthermore, it would be desirable to drop the time-constraint in the visual-inertial SLAM sys-
tem. Non-linear factor recovery for visual-inertial systems (Usenko et al., 2019) might be an
interesting direction to explore for this purpose.

108



Bibliography

Achtelik, M. W., Lynen, S., Weiss, S., Kneip, L., Chli, M., and Siegwart, R. (2012). Visual-
inertial SLAM for a small helicopter in large outdoor environments. InProceedings of the
IEEE/RSJ Conference on Intelligent Robots and Systems (IROS). IEEE.

Achtelik, M. W., Weiss, S., Chli, M., Dellaert, F., and Siegwart, R. (2011). Collaborative stereo.
In Proceedings of the IEEE/RSJ International Conference on Intelligent Robots and Systems
(IROS).

Alzugaray, I., Teixeira, L., and Chli, M. (2017). Short-term UAV path-planning with monocular-
inertial SLAM in the loop. InProceedings of the IEEE International Conference on Robotics
and Automation (ICRA). IEEE.

Blanco, J.-L., González-Jiménez, J., and Fernández-Madrigal, J.-A. (2013). Sparser relative
bundle adjustment (SRBA): constant-time maintenance and local optimization of arbitrarily
large maps. InProceedings of the IEEE International Conference on Robotics and Automa-
tion (ICRA).

Burri, M., Nikolic, J., Gohl, P., Schneider, T., Rehder, J., Omari, S., Achtelik, M. W., and
Siegwart, R. (2016). The EuRoC micro aerial vehicle datasets.International Journal of
Robotics Research (IJRR), 35(10):1157–1163.

Caccavale, A. and Schwager, M. (2017). A distributed algorithm for mapping the graphical
structure of complex environments with a swarm of robots. InProceedings of the IEEE
International Conference on Robotics and Automation (ICRA).

Carlevaris-Bianco, N., Kaess, M., and Eustice, R. M. (2014). Generic node removal for factor-
graph SLAM.IEEE Transactions on Robotics (T-RO), 30(6):1371–1385.

Carlone, L., Censi, A., and Dellaert, F. (2014). Selecting good measurements vial1 relax-
ation: A convex approach for robust estimation over graphs. InProceedings of the IEEE/RSJ
Conference on Intelligent Robots and Systems (IROS). IEEE.

Chen, X., Lu, H., Xiao, J., and Zhang, H. (2017). Distributed monocular multi-robot SLAM. In
Proceedings of IEEE International Conference on CYBER Technology in Automation, con-
trol, and intelligent systems (IEEE-CYBER).

Chli, M. and Davison, A. J. (2008). Active matching. InProceedings of the European Confer-
ence on Computer Vision (ECCV), pages 72–85. Springer.

109



Bibliography

Choudhary, S., Carlone, L., Nieto, C., Rogers, J., Christensen, H. I., and Dellaert, F. (2017).
Distributed mapping with privacy and communication constraints: Lightweight algorithms
and object-based models.International Journal of Robotics Research (IJRR), 36(12):1286–
1311.

Choudhary, S., Indelman, V., Christensen, H. I., and Dellaert, F. (2015). Information-based
reduced landmark SLAM. InProceedings of the IEEE International Conference on Robotics
and Automation (ICRA). IEEE.

Chung, S.-J. and Slotine, J.-J. E. (2009). Cooperative robot control and concurrent synchroniza-
tion of Lagrangian systems.IEEE Transactions on Robotics (T-RO), 25(3):686–700.

Churchill, W. and Newman, P. (2013). Experience-based navigation for long-term localisation.
International Journal of Robotics Research (IJRR), 32(14):1645–1661.

Cieslewski, T., Choudhary, S., and Scaramuzza, D. (2018). Data-ef�cient decentralized visual
SLAM. Proceedings of the IEEE International Conference on Robotics and Automation
(ICRA).

Cieslewski, T. and Scaramuzza, D. (2017). Ef�cient decentralized visual place recognition using
a distributed inverted index.IEEE Robotics and Automation Letters (RA-L), 2(2):640–647.

Cunningham, A., Indelman, V., and Dellaert, F. (2013). DDF-SAM 2.0: Consistent distributed
smoothing and mapping. InProceedings of the IEEE International Conference on Robotics
and Automation (ICRA).

Davison, A. J. (2005). Active search for real-time vision. InProceedings of the International
Conference on Computer Vision (ICCV). IEEE.

Davison, A. J., Reid, I. D., Molton, N. D., and Stasse, O. (2007). MonoSLAM: Real-time single
camera SLAM.IEEE Transactions on Pattern Analysis and Machine Intelligence (T-PAMI),
29(6):1052–1067.

Deutsch, I., Liu, M., and Siegwart, R. (2016). A Framework for Multi-Robot Pose Graph
SLAM. In IEEE International Conference on Real-time Computing and Robotics (RCAR).

Dong, J., Nelson, E., Indelman, V., Michael, N., and Dellaert, F. (2015). Distributed real-time
cooperative localization and mapping using an uncertainty-aware expectation maximization
approach. InProceedings of the IEEE International Conference on Robotics and Automation
(ICRA). IEEE.

Dubé, R., Gawel, A., Sommer, H., Nieto, J., Siegwart, R., and Cadena, C. (2017). An online
multi-robot SLAM system for 3D LIDARs. InProceedings of the IEEE/RSJ Conference on
Intelligent Robots and Systems (IROS). IEEE.

Eade, E. and Drummond, T. (2006). Scalable monocular SLAM. InProceedings of the IEEE
Conference on Computer Vision and Pattern Recognition (CVPR). IEEE.

110



Bibliography

Eade, E., Fong, P., and Munich, M. E. (2010). Monocular graph SLAM with complexity reduc-
tion. In Proceedings of the IEEE/RSJ Conference on Intelligent Robots and Systems (IROS).
IEEE.

Egodagamage, R. and Tuceryan, M. (2017). Distributed monocular SLAM for indoor map
building. Journal of Sensors, 2017.

Elvira, R., Tardós, J. D., and Montiel, J. (2019). ORBSLAM-Atlas: a robust and accurate multi-
map system. InProceedings of the IEEE/RSJ Conference on Intelligent Robots and Systems
(IROS).

Engel, J., Koltun, V., and Cremers, D. (2017). Direct sparse odometry.IEEE Transactions on
Pattern Analysis and Machine Intelligence (T-PAMI).

Engel, J., Schöps, T., and Cremers, D. (2014). LSD-SLAM: Large-scale direct monocular
SLAM. In Proceedings of the European Conference on Computer Vision (ECCV).

Fenwick, J. W., Newman, P. M., and Leonard, J. J. (2002). Cooperative concurrent mapping
and localization. InProceedings of the IEEE International Conference on Robotics and
Automation (ICRA).

Forster, C., Carlone, L., Dellaert, F., and Scaramuzza, D. (2017). On-manifold preintegration
for real-time visual–inertial odometry.IEEE Transactions on Robotics (T-RO), 33(1):1–21.

Forster, C., Lynen, S., Kneip, L., and Scaramuzza, D. (2013). Collaborative monocular SLAM
with multiple micro aerial vehicles. InProceedings of the IEEE/RSJ Conference on Intelli-
gent Robots and Systems (IROS).

Gálvez-López, D. and Tardos, J. D. (2012). Bags of binary words for fast place recognition in
image sequences.IEEE Transactions on Robotics (T-RO), 28(5):1188–1197.

Giamou, M., Khosoussi, K., and How, J. P. (2018). Talk resource-ef�ciently to me: Optimal
communication planning for distributed slam front-ends.Proceedings of the IEEE Interna-
tional Conference on Robotics and Automation (ICRA).

Google Inc. (2014). Project Tango.http://www.google.com/atap/projecttango .

Guo, C. X., Sartipi, K., DuToit, R. C., Georgiou, G., Li, R., O'Leary, J., Nerurkar, E. D., Hesch,
J. A., and Roumeliotis, S. I. (2016). Large-scale cooperative 3D visual-inertial mapping in
a Manhattan world. InProceedings of the IEEE International Conference on Robotics and
Automation (ICRA).

Guo, C. X., Sartipi, K., DuToit, R. C., Georgiou, G. A., Li, R., O'Leary, J., Nerurkar, E. D.,
Hesch, J. A., and Roumeliotis, S. I. (2018). Resource-aware large-scale cooperative three-
dimensional mapping using multiple mobile devices.IEEE Transactions on Robotics (T-RO),
34(5):1349–1369.

111



Bibliography

Hepp, B., Nießner, M., and Hilliges, O. (2018). Plan3d: Viewpoint and trajectory optimization
for aerial multi-view stereo reconstruction.ACM Transactions on Graphics (TOG), 38(1):4.

Howard, A. (2006). Multi-robot simultaneous localization and mapping using particle �lters.
The International Journal of Robotics Research (IJRR, 25(12):1243–1256.

Hsiung, J., Hsiao, M., Westman, E., Valencia, R., and Kaess, M. (2018). Information sparsi�-
cation in visual-inertial odometry. InProceedings of the IEEE/RSJ Conference on Intelligent
Robots and Systems (IROS).

Huang, G., Kaess, M., and Leonard, J. J. (2013). Consistent sparsi�cation for graph optimiza-
tion. In European Conference on Mobile Robots (ECMR). IEEE.

Ila, V., Polok, L., Solony, M., and Svoboda, P. (2017). SLAM++ - a highly ef�cient and tem-
porally scalable incremental SLAM framework.International Journal of Robotics Research
(IJRR), 36(2):210–230.

Ila, V., Porta, J. M., and Andrade-Cetto, J. (2010). Information-based compact Pose SLAM.
IEEE Transactions on Robotics (T-RO), 26(1):78–93.

Johannsson, H., Kaess, M., Fallon, M., and Leonard, J. J. (2013). Temporally scalable visual
SLAM using a reduced pose graph. InProceedings of the IEEE International Conference on
Robotics and Automation (ICRA). IEEE.

Kaess, M., Johannsson, H., Roberts, R., Ila, V., Leonard, J. J., and Dellaert, F. (2012). iSAM2:
Incremental smoothing and mapping using the Bayes tree.International Journal of Robotics
Research (IJRR), 31(2):216–235.

Karrer, M. and Chli, M. (2018). Towards globally consistent visual-inertial collaborative
SLAM. In Proceedings of the IEEE International Conference on Robotics and Automation
(ICRA). IEEE.

Karrer, M., Schmuck, P., and Chli, M. (2018). CVI-SLAM - collaborative visual-inertial SLAM.
IEEE Robotics and Automation Letters (RA-L), 3(4):2762–2769.

Keller, M., Chen, Z., Maffra, F., Schmuck, P., and Chli, M. (2018). Learning deep descriptors
with scale-aware triplet networks. InProceedings of the IEEE Conference on Computer
Vision and Pattern Recognition (CVPR).

Klein, G. and Murray, D. (2007). Parallel tracking and mapping for small AR workspaces.
In Proceedings of the International Symposium on Mixed and Augmented Reality (ISMAR).
IEEE.

Konolige, K. and Agrawal, M. (2008). FrameSLAM: From bundle adjustment to real-time
visual mapping.IEEE Transactions on Robotics (T-RO), 24(5):1066–1077.

Kretzschmar, H. and Stachniss, C. (2012). Information-theoretic compression of pose graphs for
laser-based SLAM.International Journal of Robotics Research (IJRR), 31(11):1219–1230.

112



Bibliography

Kümmerle, R., Grisetti, G., Strasdat, H., Konolige, K., and Burgard, W. (2011). g2o: A general
framework for graph optimization. InProceedings of the IEEE International Conference on
Robotics and Automation (ICRA).

Kushleyev, A., Mellinger, D., Powers, C., and Kumar, V. (2013). Towards a swarm of agile
micro quadrotors.Autonomous Robots, 35(4):287–300.

Leonardos, S. and Daniilidis, K. (2017). A game-theoretic approach to robust fusion and
Kalman �ltering under unknown correlations. InAmerican Control Conference (ACC), 2017.
IEEE.

Leutenegger, S., Lynen, S., Bosse, M., Siegwart, R., and Furgale, P. (2015). Keyframe-based
visual–inertial odometry using nonlinear optimization.International Journal of Robotics
Research (IJRR), 34(3):314–334.

Loianno, G., Mulgaonkar, Y., Brunner, C., Ahuja, D., Ramanandan, A., Chari, M., Diaz, S.,
and Kumar, V. (2016). A swarm of �ying smartphones. InProceedings of the IEEE/RSJ
Conference on Intelligent Robots and Systems (IROS). IEEE.

Luft, L., Schubert, T., Roumeliotis, S. I., and Burgard, W. (2016). Recursive decentralized
collaborative localization for sparsely communicating robots. InProceedings of Robotics:
Science and Systems (RSS).

Maffra, F., Teixeira, L., Chen, Z., and Chli, M. (2019). Real-time wide-baseline place recog-
nition using depth completion.IEEE Robotics and Automation Letters (RA-L), 4(2):1525–
1532.

Martinelli, A., Pont, F., and Siegwart, R. (2005). Multi-robot localization using relative obser-
vations. InProceedings of the IEEE International Conference on Robotics and Automation
(ICRA).

Mazuran, M., Burgard, W., and Tipaldi, G. D. (2016). Nonlinear factor recovery for long-term
SLAM. International Journal of Robotics Research (IJRR), 35(1-3):50–72.

Mohanarajah, G., Usenko, V., Singh, M., D'Andrea, R., and Waibel, M. (2015). Cloud-based
collaborative 3D mapping in real-time with low-cost robots.IEEE Transactions on Automa-
tion Science and Engineering, 12(2):423–431.

Morrison, J. G., Gálvez-López, D., and Sibley, G. (2016). MOARSLAM: Multiple opera-
tor augmented RSLAM. In Chong, N.-Y. and Cho, Y.-J., editors,Distributed Autonomous
Robotic Systems, pages 119–132, Tokyo. Springer Japan.

Mu, B., Paull, L., Agha-Mohammadi, A.-A., Leonard, J. J., and How, J. P. (2017). Two-stage
focused inference for resource-constrained minimal collision navigation.IEEE Transactions
on Robotics (T-RO), 33(1):124–140.

113



Bibliography

Mur-Artal, R., Montiel, J., and Tardós, J. D. (2015). ORB-SLAM: a versatile and accurate
monocular SLAM system.IEEE Transactions on Robotics (T-RO), 31(5):1147–1163.

Mur-Artal, R. and Tardós, J. D. (2017). Visual-inertial monocular SLAM with map reuse.IEEE
Robotics and Automation Letters (RA-L), 2(2):796–803.

Oleynikova, H., Burri, M., Lynen, S., and Siegwart, R. (2015). Real-time visual-inertial local-
ization for aerial and ground robots. InProceedings of the IEEE/RSJ Conference on Intelli-
gent Robots and Systems (IROS).

Paull, L., Huang, G., and Leonard, J. J. (2016). A uni�ed resource-constrained framework
for graph SLAM. InProceedings of the IEEE International Conference on Robotics and
Automation (ICRA), pages 1346–1353. IEEE.

Piasco, N., Marzat, J., and Sanfourche, M. (2016). Collaborative localization and formation
�ying using distributed stereo-vision. InIEEE International Conference on Robotics and
Automation (ICRA).

Qin, T., Li, P., and Shen, S. (2018). VINS-Mono: A robust and versatile monocular visual-
inertial state estimator.IEEE Transactions on Robotics (T-RO), 34(4):1004–1020.

Quigley, M., Conley, K., Gerkey, B., Faust, J., Foote, T., Leibs, J., Wheeler, R., and Ng, A. Y.
(2009). ROS: an open-source Robot Operating System. InICRA workshop on open source
software.

Riazuelo, L., Civera, J., and Montiel, J. (2014). C2TAM: A cloud framework for cooperative
tracking and mapping.Robotics and Autonomous Systems (RAS), 62(4):401–413.

Rublee, E., Rabaud, V., Konolige, K., and Bradski, G. (2011). ORB: An ef�cient alternative to
SIFT or SURF. InProceedings of the International Conference on Computer Vision (ICCV).

Schmuck, P. and Chli, M. (2017). Multi-UAV Collaborative Monocular SLAM. InProceedings
of the IEEE International Conference on Robotics and Automation (ICRA).

Schmuck, P. and Chli, M. (2019a). CCM-SLAM: Robust and ef�cient centralized collabora-
tive monocular simultaneous localization and mapping for robotic teams.Journal of Field
Robotics (JFR), 36(4):763–781.

Schmuck, P. and Chli, M. (2019b). On the redundancy detection in keyframe-based SLAM. In
Proceedings of the International Conference on 3D Vision (3DV).

Schmuck, P., Scherer, S. A., and Zell, A. (2016). Hybrid metric-topological 3D occupancy grid
maps for large-scale mapping. InIFAC Symposium on Intelligent Autonomous Vehicles (IAV).

Schneider, T., Li, M., Burri, M., Nieto, J., Siegwart, R., and Gilitschenski, I. (2017). Visual-
inertial self-calibration on informative motion segments. InProceedings of the IEEE Inter-
national Conference on Robotics and Automation (ICRA).

114



Bibliography

Schwager, M., Dames, P., Rus, D., and Kumar, V. (2017). A multi-robot control policy for
information gathering in the presence of unknown hazards. InRobotics research, pages 455–
472. Springer.

s�y (2009). Swarm of micro �ying robots (sFly).http://www.sfly.org .

Snavely, N., Seitz, S. M., and Szeliski, R. (2008). Skeletal graphs for ef�cient structure from
motion. InProceedings of the IEEE Conference on Computer Vision and Pattern Recognition
(CVPR).

Strasdat, H., Montiel, J. M., and Davison, A. J. (2012). Visual SLAM: why �lter?Image and
Vision Computing, 30(2):65–77.

Teixeira, L., Alzugaray, I., and Chli, M. (2018). Autonomous aerial inspection using visual-
inertial robust localization and mapping. InField and Service Robotics. Springer.

Usenko, V., Demmel, N., Schubert, D., Stückler, J., and Cremers, D. (2019). Visual-inertial
mapping with non-linear factor recovery.arXiv preprint arXiv:1904.06504.

Vallvé, J., Solà, J., and Andrade-Cetto, J. (2018). Graph SLAM sparsi�cation with populated
topologies using factor descent optimization.IEEE Robotics and Automation Letters (RA-L),
3(2):1322–1329.

Vial, J., Durrant-Whyte, H., and Bailey, T. (2011). Conservative sparsi�cation for ef�cient and
consistent approximate estimation. InProceedings of the IEEE/RSJ Conference on Intelligent
Robots and Systems (IROS). IEEE.

Vidal-Calleja, T. A., Berger, C., Solà, J., and Lacroix, S. (2011). Large scale multiple robot
visual mapping with heterogeneous landmarks in semi-structured terrain.Robotics and Au-
tonomous Systems (RAS), 59(9):654–674.

Webster, S. E., Walls, J. M., Whitcomb, L. L., and Eustice, R. M. (2013). Decentralized ex-
tended information �lter for single-beacon cooperative acoustic navigation: Theory and ex-
periments.IEEE Transactions on Robotics (T-RO), 29(4):957–974.

Weiss, S., Achtelik, M. W., Lynen, S., Achtelik, M. C., Kneip, L., Chli, M., and Siegwart, R.
(2013). Monocular vision for long-term mav navigation: A compendium.Journal of Field
Robotics (JFR), 30:803–831.

Zhang, H., Chen, X., Lu, H., and Xiao, J. (2018). Distributed and collaborative monocular
simultaneous localization and mapping for multi-robot systems in large-scale environments.
International Journal of Advanced Robotic Systems, 15(3):1729881418780178.

Zhang, R., Zhu, S., Fang, T., and Quan, L. (2017). Distributed very large scale bundle ad-
justment by global camera consensus. InProceedings of the International Conference on
Computer Vision (ICCV).

Zou, D. and Tan, P. (2013). CoSLAM: Collaborative visual SLAM in dynamic environments.
IEEE Transactions on Pattern Analysis and Machine Intelligence (PAMI), 35(2):354–366.

115





Curriculum Vitae

Patrik David Schmuck
born January 4, 1988
citizen of Germany

2015–2020 ETH Zurich, Switzerland
Doctoral Studies at the Vision For Robotics Lab; Supervised by Prof.
Margarita Chli

2013–2015 Eberhard-Karls-University Tübingen, Germany
Master of Science in Computer Science (with distinction)

2010–2015 Daimler AG, Stuttgart, Germany
Project Manager

2007–2010 Baden-Wuertt. Cooperative State University, Germany
Bachelor of Engineering in Mechatronics

1998–2007 Markgraf-Ludwig-Gymnasium Baden-Baden, Germany
High School Exam

List of Publications

� Schmuck, P. and Chli, M. (2019b). On the redundancy detection in keyframe-based
SLAM. In Proceedings of the International Conference on 3D Vision (3DV)

� Schmuck, P. and Chli, M. (2019a). CCM-SLAM: Robust and ef�cient centralized col-
laborative monocular simultaneous localization and mapping for robotic teams.Journal
of Field Robotics (JFR), 36(4):763–781

� Karrer, M., Schmuck, P., and Chli, M. (2018). CVI-SLAM - collaborative visual-inertial
SLAM. IEEE Robotics and Automation Letters (RA-L), 3(4):2762–2769

� Keller, M., Chen, Z., Maffra, F., Schmuck, P., and Chli, M. (2018). Learning deep de-
scriptors with scale-aware triplet networks. InProceedings of the IEEE Conference on
Computer Vision and Pattern Recognition (CVPR)

� Schmuck, P. and Chli, M. (2017). Multi-UAV Collaborative Monocular SLAM. InPro-
ceedings of the IEEE International Conference on Robotics and Automation (ICRA)

� Schmuck, P., Scherer, S. A., and Zell, A. (2016). Hybrid metric-topological 3D occu-
pancy grid maps for large-scale mapping. InIFAC Symposium on Intelligent Autonomous
Vehicles (IAV)

117


	Abstract
	Zusammenfassung

