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Modelify: An approach to incrementally build
3D object models for map completion

Fadri Furrer'* , Tonci Novkovic'* ©®, Marius Fehr',
Margarita Grinvald', Cesar Cadena’, Juan Nieto' and Roland Siegwart'

Abstract

The capabilities of discovering new knowledge and updating the previously acquired one are crucial for deploying
autonomous robots in unknown and changing environments. Spatial and objectness concepts are at the basis of several
robotic functionalities and are part of the intuitive understanding of the physical world for us humans. In this paper, we
propose a method, which we call Modelify, to incrementally map the environment at the level of objects in a consistent
manner. We follow an approach where no prior knowledge of the environment is required. The only assumption we make is
that objects in the environment are separated by concave boundaries. The approach works on an RGB-D camera stream,
where object-like segments are extracted and stored in an incremental database. Segment description and matching are
performed by exploiting 2D and 3D information, allowing to build a graph of all segments. Finally, a matching score
guides a Markov clustering algorithm to merge segments, thus completing object representations. Our approach allows
creating single (merged) instances of repeating objects, objects that were observed from different viewpoints, and objects
that were observed in previous mapping sessions. Thanks to our matching and merging strategies this also works with only
partially overlapping segments. We perform evaluations on indoor and outdoor datasets recorded with different RGB-D
sensors and show the benefit of using a clustering method to form merge candidates and keypoints detected in both 2D and
3D. Our new method shows better results than previous approaches while being significantly faster. A newly recorded
dataset and the source code are released with this publication.

Keywords
Incremental object database, mapping, object matching, object merging, depth data, truncated signed distance field

In a scenario where a robot has to interact with the
environment, these challenges become even more difficult.
Such a task requires a robot not just to plan paths around
objects but also to get close to them and, eventually, move
certain objects by either pushing or grasping and placing
them. For humans, identifying objects based on geometry
and appearance is simple, as we typically have a very good
notion of what constitutes an object, whereas for robots, we
either need to learn or define such properties. In a general
scenario, a robot does not know about the objects in the
environment and, therefore, has no prior knowledge to what
it might encounter. Furthermore, the robot needs to figure
out which parts of the environment are relevant and it needs
to be able to segment single objects such that it can interact

1. Introduction

When the first robots appeared in industrial production
lines, they have been considered as tools capable of per-
forming only one specific task in an isolated environment.
Because of the very strict requirements on accuracy, pre-
cision, and robustness, it has been very hard to claim safety
and performance outside of these constrained conditions.
However, recent advances in robotics are slowly changing
the perspective and robots are gradually shifting towards
solving more general tasks in less structured environments
(Billard and Kragic 2019; Petersen et al., 2019).
Nevertheless, current systems are still not able to fully
autonomously operate in real-world environments (Correll
et al.,, 2016; Krotkov et al., 2017). Among the main
challenges that still remain are general (unknown) envi-

ronment understanding, robust mapping, and robot-
environment interaction. Even though recent advances
in certain areas such as instance segmentation, object
detection, or localization, which solve parts of these
challenges, perform very well for specific tasks, a system
that is robust enough to operate in the real-world is still
unseen.
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with them. If the environment changes, either by the robot
itself or another agent, the robot should still be able to
localize and manipulate the objects. Because of these rea-
sons, it is beneficial to have a map representation where
parts of the environment which do not change over time
with respect to each other (i.e., move jointly) are grouped
together and form object-like structures. In addition to this,
if such a part is observed multiple times, either through
multiple sessions or repeating instances, this information
should be used to infer unobserved parts of the objects.

This paper presents a system to address some of the
aforementioned challenges. Specifically, without any prior
knowledge about the objects in the scene, we maintain a 3D
reconstruction of the environment, which is composed of
object models stored in an incrementally generated data-
base. Multiple instances or observations of an object are
associated, fused, and finally used to complete the 3D
models online. Since we rely on geometry to segment out
the objects, the main assumption we make is that objects in
the environment are separated by concave boundaries.
Furthermore, our approach assumes that the sensor is well
localized and that the scene is static.

This paper builds upon our previous work (Furrer et al.,
2018), with the following new contributions:

* A novel merging strategy based on Truncated Signed
Distance Field (TSDF) Root Mean Square Error (RMSE)
and Markov clustering,

® Object matching and merging based on both 2D and 3D
keypoints and descriptors,

® A time-synced and calibrated inertial RGB-D dataset
with optimized poses,'

e Evaluations of the system on multiple datasets,

e Source code of the system.’

2. Related work

Our system for incrementally creating 3D object models
from RGB-D input data can be separated into three main
components: segmentation and mapping; object descrip-
tion, matching and merging; and object clustering. We start
by showing the image, depth, and scene segmentation lit-
erature, with a focus on instance segmentation, and how
such techniques can be used to perform mapping on an
object level. Then, we present the most relevant keypoint
extraction, description, and matching techniques, both in 2D
and 3D to find, align, and merge corresponding object
segments. Finally, we discuss clustering methods that can be
applied to determine which object segments should belong
together, and show the most relevant systems that are similar
to ours.

2.1. Segmentation and mapping

Image-based segmentation is a well-studied problem with a
large number of works focusing on instance segmentation in
RGB images. Traditional approaches try to group pixels

with similar properties into superpixels and use optimiza-
tion methods to refine their boundaries (Van Den Bergh
et al., 2015). More recent, state-of-the-art methods use
neural networks to predict object instances in images (Bolya
etal., 2019; Chen et al., 2019; He et al., 2017; Huang et al.,
2019). These mostly focus on finding instances of countable
things, while leaving uncountable stuff unlabeled. To ad-
dress this issue, a panoptic segmentation approach has been
proposed by Kirillov et al. (2019). In addition to the RGB
channels are also approaches that take advantage of the
additional information provided by the depth channel of an
RGB-D camera. Methods by Tateno et al. (2015) and
Uckermann et al. (2013) segment regions in depth images
based on surface normals and depth discontinuities, and
Gupta et al. (2014) combine both RGB and depth image
segmentation. Since robotic systems typically provide
streams of images, the segmentation predictions can also be
made on image sequences (Shelhamer et al., 2016).

In contrast to RGB and depth images, Dub¢ et al. (2019)
proposed a method that first reconstructs the scene and then
segments the object instances from the map. Furthermore,
methods have been shown that segment the objects in the
scene by tracking changes over time, either in live camera
streams (Chen and Lu 2017), or in post-processing (Fehr
et al., 2017). Surveys presenting methods for segmenting
object instances in point clouds and meshes are provided by
Nguyen and Le (2013) and Shamir (2006).

To obtain information about the segments in the map,
that is, to recognize to which object they belong, segments
can be matched to a database of known 3D models (Salas-
Moreno et al., 2013; Tateno et al., 2016). Alternatively, a
mapping framework (such as the one by Whelan et al.
(2016)) can be used in combination with neural networks
that provide per-frame predictions from a bounding-box
object detector (Nakajima and Saito 2019; Siinderhauf et al.,
2017; Zhang et al., 2018;) or semantic information together
with the instance-segmentation (Grinvald et al., 2019; Hou
et al., 2019; Mccormac et al., 2018; Runz et al., 2018).
Because all of these approaches require prior knowledge
about the objects to detect, either in the form of their
corresponding 3D models or as extensive amounts of
training samples, their applicability to unknown real-world
environments is limited.

Our approach builds upon our previous work (Furrer
et al., 2018), where we use a depth segmentation method,
inspired by Uckermann et al. (2013), and integrated the
obtained segments into a TSDF volumetric map, similar to
Tateno et al. (2016). In contrast to our previous work, this
approach uses a modified convexity measure in the
segmentation.

2.2. Segment matching and merging

To complete the object models, a matching and merging
step is required. Traditional approaches use distinctive
points, either in 2D, based on image gradients
(Lowe 2004), or in 3D, using surface normal gradients
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(Sipiran and Bustos 2011; Zhong 2009). Descriptors are
computed using their local neighborhood (Rusu et al.,
2009; Tombari et al., 2010). A review of methods that
use local photometric features in 2D images was presented
by Mikolajezyk and Schmid (2005), and in 3D by Guo
et al. (2014). Recently, self-supervised methods (DeTone
et al., 2018) have shown very promising results for feature
prediction and description.

After obtaining and describing the features for each
segment, matching is performed. This can be done by using
a kd-tree structure of the descriptor space (Muja and Lowe
2014), or by clustering descriptors in the descriptor space
and using these clusters as higher-level features (Sivic et al.,
2005). Among other approaches, one can use large scale
global matching, as presented by Liu et al. (2017). From a
set of corresponding descriptors, an alignment between the
segments can be obtained using sampling based methods
such as Random Sample Consensus (RANSAC) (Fischler
and Bolles 1981), least-squares fitting on the two 3D point
clouds (Arun et al, 1987), or with optimization-based
global registration (Zhou et al., 2016). These initial trans-
formation estimations can be refined using Iterative Closest
Point (ICP) (Aldoma et al., 2012; Besl and McKay 1992)
approaches. Recent work by Avetisyan et al. (2019) used
learning methods to find alignments of CAD models to
reconstructed scenes.

In contrast to traditional approaches that perform feature
matching and registration, recent learning-based methods
can detect objects in 2D images (He et al., 2016; Lin et al.,
2017), RGB-D frames (Schwarz et al., 2018; Qi et al., 2018)
or in 3D point clouds (Shi et al., 2019; Zhou and Tuzel
2018). As we do not want to be biased by the training data
provided to the supervised methods, we rely on traditional
methods for feature extraction and registration.

Previously (Furrer et al., 2018), we used 3D keypoint
detectors and descriptors to obtain features in point clouds.
Then the Fast Library for Approximate Nearest Neighbors
(FLANN) (Muja and Lowe 2014), RANSAC, and ICP, were
used to obtain feature matches, and the alignment of the
segments. Our current approach, in addition to 3D features,
also uses 2D features obtained from RGB images. We use
the depth information to project 2D features into 3D, and
integrate them into a volumetric 3D feature map based on
Voxblox (Oleynikova et al., 2017), similar to our seg-
mentation map. Finally, a matching step is performed for
both 2D and 3D features and the transformation which
provides the better merging measure is retained.

2.3. Clustering

Our goal is to create object models from an unknown
number of geometric segments, extracted from a segmen-
tation map. A naive approach is to try all combinations of
matching segments (Furrer et al., 2018). A more scalable
way is to merge only certain disjoint sets of segments. This
can, for instance, be achieved by forming clusters in a graph
with pairwise segment matching scores as edge weights.

Clustering methods, where the number of clusters does not
have to be specified, are shown by Dongen (2000) and Frey
and Dueck (2007). Affinity propagation (Frey and Dueck
2007) works by computing similarities among all segments
(vertices) in a graph. Markov Clustering (Dongen 2000) and
Repeated Random Walks (Macropol et al., 2009) on the
other hand, try to separate clusters at locations where there
are only few or week connections. Here, we have selected
Markov Clustering to be integrated in our system.

2.4. Systems

Systems like (Ekvall et al., 2007; Nakajima et al., 2018;
Tateno et al., 2016) can map the environment on an object
level using known objects from a database. However, these
approaches cannot update the existing models with new
observations. The closest works compared to ours are the
ones that extract 3D object models in changing environ-
ments. In this regard, change detection has been applied on a
frame to map basis using RGB-D data (Herbst et al., 2014)
or a scene to scene comparison, by comparing TSDF grids
(Fehr et al., 2017) of different recordings and by extracting
point clusters, as in Meta-rooms (Ambrus et al., 2014;
Ambrus et al., 2017). To the best of our knowledge, no prior
work (except for our previous approach (Furrer et al., 2018))
has demonstrated the ability to incrementally extract and
update object models.

3. Method

In our method, we tackle the problem of building segmented
3D maps of the environment and simultaneously con-
structing 3D models of the objects present in the scene. We
first integrate segments extracted from RGB-D sensor data
into a volumetric map of the scene that contains the ge-
ometry and a label per segment. Once these segments are no
longer in the current camera frustum, we insert them into a
database. We store the TSDF grids representing the seg-
ments, together with keypoints and descriptors, and their
poses in the map. Keypoints and descriptors are obtained
from 2D (RGB images), and 3D data (extracted geometry
from the segmentation map). In the database, we try to
match and align these new segments with segments inserted
previously. If we get a successful pairwise match, we
perform an evaluation step where we check if the updated,
fused object model fits the scene geometry at the pose of
each observed object instance. Based on these scene
evaluations, we compute a matching score and use a graph-
based clustering approach to allow merging of multiple
segments (see Figure 1).

Every new run of our pipeline is considered a new
session and during each session a local map is created. This
map, together with the geometric object segments, is stored
in the database. The map is required to evaluate merge
candidates at all occurrences in all the scenes where indi-
vidual segments, that constitute the merge candidate,
appear.
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Figure 1. The Modelify pipeline. Depth images are used to segment the current frame into geometric segments which are integrated into a
segmentation map. 2D features are extracted from the RGB images and integrated with the depth information into a feature map. Single
segments from the segmentation map are described and matched to previously observed segments. With the error score from the
verification steps as edge weights and the segments as nodes, we create a graph and a clustering algorithm is used to propose merge

candidates which undergo another scene verification step.

3.1. Segmentation

As we did not want to rely on a learning-based method that
is biased by its training data, the depth segmentation ap-
proach we use exploits only geometric properties to extract
individual segments. Furthermore, based on the assumption
that concave regions separate real-world objects, we de-
cided to use a local convexity measure as one of our main
segmentation criteria. Since we observe the environment
discretely, this assumption does not always hold, as it de-
pends on how densely we sample the geometry, that is,
resolution of the sensor and how far from the surface we are.
Nevertheless, we found it to be a very effective geometric
measure, together with the depth discontinuity, that allows
us to extract most of the objects from the scene.

In our approach, we first compute normals based on
depth distribution in a local pixel neighborhood of the depth
image. We then use these normals to obtain the local
convexity measure for each pixel and use this information to
obtain a map of convex regions. Next, edges that exhibit
strong discontinuities in depth are detected. Finally, con-
vexity and depth discontinuity maps are combined to obtain
closed regions for which we then assign segment labels.
These labels are not consistent between different frames.
From each of these regions, a pointcloud is generated which
then constitutes our labeled 3D segment.

Before computing the normals, we optionally inpaint the
depth image to fill small areas with missing data and obtain
more continuous areas of valid depth values. The necessity
of this step depends on the output data of the sensor. For
example, a depth image from the Tango sensor has circular
artefacts which can be observed in Figure 2 in the top left
image.

Using the inpainted (or original) depth image, we
compute the normal estimates for each pixel in the image.
To obtain these, we follow the Principal Component
Analysis (PCA) method from Rusu (2009). First, a co-
variance matrix is computed from a local neighborhood for
each pixel in the depth image. Then, we obtain eigenvalues

and eigenvectors from this matrix. Finally, the eigenvector
corresponding to the lowest eigenvalue is selected as the
normal estimate for that pixel. This vector geometrically
represents the normal of a best-fitting plane in that local
neighborhood. Once we compute these estimates, n, for
each pixel, we obtain a normal map.

The convexity measure, in contrast to our previous
approach (Furrer et al., 2018), is obtained by taking the
minimum value of all convexities in a given kernel of size N
by N

O(u) = min {®;;(u)},

i,j€[1,N]

()

where u is the kernel anchor (center point of the kernel)
pixel location in the image and ®@; ;(u) is the convexity of u
using the (i,/) coordinate of the kernel, and is equal to

: roj
s if (Vi,_i - V) > Lnasks

1

1, else if 0”@ . wi>y
(D[,j(u) = 1 proy (2)
0

else if 0} . n”7>1¢,

, otherwise.

The point locations in 3D, v and v; ; at pixel locations u
and u; ;, respectively, are used to calculate the normal of the
plane that goes through these points and that contains
the sensor’s z -axis, that is, the plane is perpendicular to the
image plane

2% (Vij —v)

plane __ )
T el

©)

The normalized plane normal n”**¢ and the normal n,
obtained in the previous step, at pixel location u are then
used to obtain the normal projected into the previously
defined plane

n— (n . nplane) . nplane

roj __
n = |Il _ (n . np/ane) . nplzme"

“4)
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Figure 2. The steps of the depth segmentation illustrated on the tango dataset. Top row, left to right: raw depth image, RGB image,
normal map. Bottom row left to right: discontinuity map, convexity map, output segmented depth image.

All the normals n?’%, n} ;-”j , and n are functions of pixel
location u and/or current kernel indices 7,j, however, we
have omitted these in the equations to simplify the nota-
tion. The sensor’s z -axis vector is constant and equal to
[0,0,1]. '

With the projected normals n”"” and n}"” at locations u
and u; ;, and specified thresholds #,4, #,.;, and ¢, we can
obtain the convexity measure for a specific kernel location
®; j(u). Once the convexity measure is calculated at all
kernel locations, the minimum is taken as the resulting
convexity for location u, ®(u).

If the threshold ¢, is set to 0, the first condition in
equation (2) defines the convex regions as the ones where
the vector from the anchor to the current kernel point is
oriented in the same direction as the projected normal at the
anchor point, that is, the dot product is larger than 0. By
modifying the threshold #,,., we can adjust the number of
points that are considered to be in a convex neighborhood.
For example, even vectors that do not point in the same
direction can be considered convex if we set the threshold
tmask < 0. The second condition in equation (2) discards
directions for which the point normal n is almost perpen-
dicular to the normal of the projection plane n”", since
such convexity measurements are unreliable, that is, a small
change in the normal direction drastically changes the
projection. The last condition in equation (2) provides a
measure of convexity for the remaining points and ¢
specifies a threshold above which the points will be con-
sidered convex.

The main improvements to our previous approach are
twofold. Firstly, we are using normals projected into planes
defined by the anchor point, the point at the current kernel
position and the sensor’s z -axis, instead of actual 3D
normals. This allows us to only consider the convexity
measure along desired directions, defined by the kernel
points, thus improving the estimate. And secondly, we have
added an additional filtering condition, the second condition
in equation (2), which allows us to reject directions where

the convexity measure might be unreliable, resulting in a
smoother convexity map. The resulting segmentation using
the new convexity measure can be observed in Figure 2. An
image comparing it to our previous approach is shown in
Figure 3. In the previous approach, we inpainted the depth
image and used it for the rest of the approach, while in the
new approach, the inpainted image is only used to compute
the normals. That is the reason why the old segmentation
output looks denser.

In addition to the convexity measure, we use the depth
discontinuity as a cue for segmentation. To obtain it, we
follow the method by Singh et al. (2014). We first compute
the Dyax and Dy, images, from the original depth image D,
for each pixel location u

DmaX(”) = i,(%?ﬁ]{l)"’f(”)}’ )
D i (”) = [vjrg[}?lN]{DLj(“) }’
where N by N is the kernel size. Then, we find the largest
local depth change in the neighborhood

D, (u) = max{D,.(u) — D(u), D(tt) — Dpin () }.  (6)
Finally, we normalize the largest depth change image with
the original depth value

Dyy(u) = Dey(u) /D (u), Q)
and then apply a threshold ¢#; to it

[ 1, if D,(u)>1,
Dq(u) = {0, otherwise,

to obtain the depth discontinuity map.

In a final step, the inverted convexity and depth dis-
continuity maps are combined to obtain an image which
contains segment boundaries, see Figure 2. These bound-
aries are extracted as contours, and all the pixels that fall
within a single contour are labeled with the same label,
representing the same segment.

®)
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Figure 3. Comparison between the output of our old segmentation (Furrer et al., 2018), on the left, and the new approach, on the right,
which uses modified convexity measure. As it can be seen in the right image, the helmet and the back cushion are segmented from the

seat cushion, while this is not the case in the left one.

Even though we use a geometric segmentation approach,
our system is flexible and any other segmentation that
provides a set of segments (as point clouds) can be used.
Furthermore, even a pre-trained network for semantic in-
stance segmentation, as we have shown in (Grinvald et al.,
2019), can be used to obtain semantically meaningful
segments.

3.2. Segmentation and feature map

In order to have a consistent segmentation over multiple
frames, we require a mapping framework that is able to
recognize which newly extracted segments belong to which
previously extracted segments. To do this, we have im-
plemented our own segmentation map, which is based on
TSDF. Such a volumetric framework allows us to more
easily associate data (all points that fall into the same voxel
are considered to be the same), is very fast at integrating
data, provides a very good quality of the reconstruction, and
can map free-space, which is very useful for evaluating the
quality of an object alignment, as shown in the next
subsection.

The segments from the depth segmentation step are
integrated into the volumetric map. As described in detail
in our previous work (Furrer et al., 2018; Grinvald et al.,
2019), we assign each segment that we integrate a label
which is consistent with the labels in the map. For each
voxel in the map, we keep the history of labels that
appeared at that location with the corresponding fre-
quency of observations. In our approach, we assume that
the scene is static such that we can properly reconstruct it.
The result of the integration is a segmentation map, of
which an example is shown in Figure 4(b). When a
segment gets extracted, the label that has the most ob-
servations is assigned to it.

Along with the segmentation map, we build a feature map
where we integrate 2D features, extracted from RGB images,
at their 3D location in a map, Figure 4(a). 2D features represent
salient points in RGB image whose 3D location is obtained
from the registered depth image and the current camera pose.
We use a volumetric representation for our scene creation that

is based on Voxblox (Oleynikova et al., 2017). The volume is
split up into blocks that contain multiple voxels addressed
using unique hashes (Niessner et al., 2013). In addition to the
voxel blocks, we created a new block type that only contains
features. Therefore, inserting new features into the feature map
is very efficient as it requires only a single lookup in the hash
map to obtain the proper block index. Each feature block
contains a vector of all the features that were observed in this
volume. Each feature represents the keypoint’s location in 3D,
its response, and its descriptor. Additionally, before inserting
any new feature, an online brute force matching to all the
features already contained in the block is performed. If the new
feature is too similar to any of the features already in the block,
it is discarded. The feature map is compatible with any type of
2D features. In our experiments, we use SIFT (Lowe 2004)
because it provides very descriptive features and we can afford
to compute it since the bottleneck of our pipeline is depth
segmentation, which runs at approximately 3Hz.

Since the underlying structure of the blocks in the
segmentation and the feature map is identical, the same
hashing function can be used to access the same locations in
space. Therefore, once we extract a segment, the same
volume in space is extracted from both maps. This volume
contains a TSDF grid, a segment label, and a grid with
feature blocks containing 2D features in 3D which is then
transferred to the incremental database, Figure 1. The
features in each block are sorted by their keypoint response
and limited by a parameter for the maximum number of
extracted features per block.

3.3. Incremental object database

Once a segment from the segmentation map is received by
the database, the first step is to check if it is planar. This
information is required later on to decide if an ICP regis-
tration step should be performed. Next, we find keypoints
and compute descriptors. If we fail to find 2D and 3D
keypoints, we mark the segment as unmergeable, as we are
unable to match it with other segments. Before we insert the
described segment into the database, we match it with all the
segments that are already in the database to find matching
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(b) Segmentation Map, colors indicate segments.

Figure 4. The feature and segmentation maps of a single car
scene, (a) and (b) are observed from the same view-point.

segments. Afterwards, we evaluate all the matching seg-
ments and perform a graph-based Markov clustering to
obtain candidate merges. These merge candidates are re-
projected at each observed location of the segments present
in the cluster and checked for consistency in all the scenes.
We accept merges that are consistent with the scene at all
their occurrences.

3.3.1. Segment description. As described in Section 3.2,
segments received by the database contain two grids, a
TSDF and a feature grid. We extract a mesh from the TSDF
volume using the Marching Cubes algorithm (Lorensen
and Cline 1987). Afterwards, we convert the mesh vertices
to a pointcloud with vertex normals and remove duplicate
points. We use RANSAC-based plane fitting to check if the
segment is planar. We allow to merge planar segments in
the database only with a disabled ICP registration to avoid
unconstrained alignments. During registration of planar
segments (using ICP with point-to-plane error metric),
there are infinitely many solutions with an optimal error,
that is, any transformation for which surfaces just slide
along the plane results in the same (or a similar) error. We
compute the cloud resolution to scale the parameters of the
used Harris (Sipiran and Bustos 2011) and Intrinsic Shape
Signatures (ISS) (Zhong 2009) 3D keypoint detectors.
Finally, Fast Point Feature Histograms (FPFH) (Rusu
et al., 2009) descriptors are computed for the detected
3D keypoints.

From the feature layer, we extract the 2D features, as 3D
points. Since these points are no longer on the surface of the
segment, due to TSDF averaging and pose inaccuracies, for
each 2D feature, we find the nearest neighbor (within a
distance threshold) in the segment pointcloud and insert it
into a keypoint cloud of the 2D keypoints. Each of these
points in the keypoint cloud also has an accompanying 2D
descriptor and keypoint response. Once all the 2D features
are assigned to a point in the segment point cloud, we
perform a non-max suppression step, to only keep a certain
amount of keypoints, the ones with the highest keypoint
response, within a certain radius. This way, we reduce and
bound the total amount of 2D keypoints and only keep the
best ones. We depict one segment with the associated 2D
and 3D keypoints in Figure 5

3.3.2. Matching, alignment, and evaluation. In the
matching step, we first find initial 2D and 3D feature
correspondences, using FLANN, by Muja and Lowe
(2014), for the 3D features, and brute force matching
with L2 norm for the 2D features, illustrated in Figure 6.
Then we perform a RANSAC step to find initial alignments
for both the 2D and 3D feature matches, and refine these
alignments using a point-to-plane ICP registration (Chen
and Medioni 1991).

To generate instances of these merge candidates, we
align the segments with the estimated transformations, from
the RANSAC and ICP steps, with both 2D and 3D align-
ments, shown in Figure 7(a). We use trilinear interpolation
to align the TSDF grid of the transformed segment. By
comparing the TSDF values of the overlapping voxels from
the two aligned segments, we can compute a RMSE denoted
as the segment-segment error

ersor =g S (e = 140) ©)

VkeO

where # and #;)" are the TSDF grids of segment j and
segment i aligned to the j segment, and O is the set of
indices of the overlapping voxels. An example of a TSDF
value comparison is depicted in Figure 7(b). In addition to
this average error value erspr, we noticed that properly
matching segments have a large portion of the over-
lapping voxels at low errors, but sometimes suffer from
larger errors at the boundaries of the segments. This often
resulted in an average error that was higher than the one
of not matching segments that just happened to be nicely
aligned in the ICP step. Hence, we bin the error values of
the segment-segment evaluation into a histogram H, with
equally sized bins. The values of bins #4; are the counts of
values in the bin range

if ersprx €[i - hw, i+ 1) - hy,),

1
hi = Z{ 0 otherwise,

keO

(10)

where 4, is the bin width. In our approach, it is sufficient to
ensure that the first bin captures a higher portion of the error
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values than a threshold ¢4 pi,. If both 2D and 3D alignment
proposal pass these verification steps, we discard the pro-
posal with the higher segment-segment error erspr.

As an additional step, we check if the resulting object
model from merging segments conforms with the re-
constructed scene(s) by reprojecting the model to all the
locations where the single segments were observed. This
check again gives us an RMSE, which we denote as
object-scene error ey.en., computed the same way as
erspr just replacing the individual segments with the
merged segment and the scene, respectively. This value

Figure 5. A textured car model with 2D keypoints in red and 3D
keypoints in yellow. The right half of the car is colored by vertex
normals.

(a) Matched 3D Keypoints.

is then used to compute a matching score for the
clustering step.

Free-space information, which is also stored in the
TSDF representation, is very valuable when performing
this check. In case we end up with an incorrect merge
candidate, once it is reprojected into the scene, at the
location of each segment, it is likely that it will result in a
high object-scene error since it will occupy the space that
should otherwise be free-space. This notion of free-space
is therefore crucial for evaluation of the object models
that we create.

3.3.3. Clustering. In this step, we obtain clusters based on
the previously computed matching scores. We do this by
forming a graph, where each node represents a geometric
segment. Edges are inserted into the graph if matching,
merging, and evaluations among two segments were suc-
cessful. For the edge weight w, we use the object-scene
error €g.ene In a normalized form

2
_ 1
w=10—e <’> : (11)

where / is a parameter that indicates the width of the
function and can be set based on the object-scene RMSE

(b) Matched 2D Keypoints.

Figure 6. Matching two car segments using FLANN and FPFH (a) and SIFT (b) descriptors of Harris3D (a) and SIFT (b) keypoints
(yellow), with discarded matches (red) and accepted matches (blue).

(a) Aligned Segments.

(b) TSDF error.

Figure 7. The two matched segments from Figure 6 are aligned using ICP (a) and result in a per voxel TSDF error in (b), where green

indicates a low error and red a large error.
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threshold. We chose to use Markov clustering (Dongen complete data and can merge segments that otherwise
2000) to form clusters for two reasons, it allows to form  would not match.

an unknown number of clusters in a graph and it allows to
have sparse graphs and ensures that no vertices are con-
nected that do not have an actual connection. An example 4. Results

outcome of our clustering is shown in Figure 8. Each cluster, For the evaluations, we use a set of pubhc]y available
a merge proposal, is merged and again verified in the scene.  datasets, released in previous publications, in addition to a
If a scene verification fails, we remove all edges between the newly recorded dataset with a custom RGB-D-I sensor. We
newest segment in the graph and the failing cluster vertices. show both quantitative and qualitative results for map
In order to not duplicate checks, we do scene evaluations creation and segment merging. As to the best of our
only for clusters with at least three segments (as we already  knowledge, there is no other system that merges object
did the scene verification for segment pairs) and we keep a  instances and uses them to complete scenes. Hence, we only
list of already performed scene evaluations. We redo an  compare with our previous method, both in terms of quality
already existing scene evaluation only if it contains the latest  and timing.

segment.

3.3.4. End-of-session merging. With the advantage thatthe ~4./. Datasets
clustering approach gives us clusters, as segments change in
the scene, it has the drawback that sometimes it also sep-
arates segments belonging to one object in multiple clusters.
To overcome this limitation, we can perform a final merging
step after a session is terminated, among all the clusters
(including clusters of size 1).

The end-of-session merging is an iterative process that
first tries to find merges between all single unmerged
segments. Then all the merged segments are matched
against each other. This step is followed by an iteration
where all single unmerged segments are matched to the
merged ones. Finally, another iteration of matching be-
tween merged segments is performed. If there are any
matches that pass the same conditions as explained be-
fore, they are merged and added to the database. In 477 Tango. This dataset contains indoor scenes with two
contrast to the clustering-based merging strategy where  kinds of chairs, two small tables, a set of fire extinguishers
we only match segment pairs, the end-of-session merging  and gas bottles, two kinds of helmets, a cylindrical and a
can perform matching and merging between merged box-shaped container, as well as an artistic cow. The three
segments. This has the advantage to work with more reconstructed session scenes are displayed in Figure 9.

We show results on an indoor dataset recorded with a
Google Tango device, which also served as the main
evaluation dataset in our previous work (Furrer et al.,
2018). In addition to this, we show that this method
can be used to automatically create 3D models of
household objects in cluttered box scenes (Novkovic et al.,
2019). Finally, we collected a new RGB-D-I (using a color
and depth camera, and an Inertial Measurement Unit
(IMU)) dataset that contains sequences in a parking ga-
rage. We show that the method is applicable also for such
large scenes and that we can extract and merge segments
even in outdoor environments with changing light
conditions.

Estimated number of clusters: 22
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Figure 8. Clusters formed while evaluating the three sessions of the tango dataset. The vertex colors indicate to which cluster the
segments belong and the edges indicate that there was a match between two segments. The line width indicates the matching score.
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Figure 9. Qualitative results of the three sessions of the tango dataset (Session I (left), Session 2 (middle), Session 3 (right)). The rows
show the scene reconstructions (top row), the ground truth annotated segments (second row), the output of the segmentation map (third
row), and the completed reconstructed scenes (bottom row), where blue indicates that data is in the recorded dataset and red shows

completed objects stemming from the merged segments.

Sessions I and 2 are two runs on the same scene, whereas
the objects are rearranged in Session 3. The camera poses
are optimized poses obtained by the tango mapping
framework.

4.1.2. CLUBS. As presented in a previous publication
(Novkovic et al., 2019), this dataset contains RGB-D im-
ages of household objects captured with cameras attached to
a robotic end-effector. There are two different kinds of
scenes: cluttered warehouse distribution box scenes con-
taining up to 40 objects, and object scenes where an isolated
object is placed on a table. In box scenes, only a limited
portion of each object is visible, whereas objects are visible
as a whole, except for the bottom, in object scenes. To also
capture the bottom of the object, the dataset contains two
object scenes per object, where in the second scan, the
objects are rotated upside down. For the purpose of this
work, we optimized the camera poses of box scenes using a
bundle adjustment approach that includes 2D feature
matches and a point-to-plane ICP error metric.

There are 85 object and 25 box scene configurations in
the CLUBS dataset (see Novkovic et al. (2019) for more
details). Box scenes were recorded in multiple iterations
such that in the first iteration all the objects would be
placed in the box. Then the box would be scanned (from
nine different poses), one object would be taken out and

then the next iteration would start. This would be repeated
until there would be no objects left in the box, more
specifically for 30 or 40 iterations depending on the box.
For object scenes, 19 different poses were used during
scanning.

From this dataset, we selected four iterations from boxes
13 and 14, and 6 iterations from box 23. These were selected
because they contain repeated instances of objects, their
configurations of the objects in the box are random, and a
large number of objects can be found in more than one of the
three boxes. Additionally, we selected 20 different objects
that were contained and often repeating inside of the three
boxes, and used their 40 object scenes (each object is
scanned twice) to generate object models. We used the depth
data from the PrimeSense Carmine 1.09 sensor and the color
images from the RealSense D435 for the box scenes, and
depth and color from the RealSense D435 for the object
scenes. Different depth sensors were used to show that we
can merge objects even if they do not arrive from the same
sensor (the PrimeSense Carmine 1.09 is a structured light
sensor with relatively little noise, while the RealSense
D435 uses an active stereo approach to obtain the depth
image at a higher resolution but also noisier). The RealSense
D435 RGB color image is used since it provides the highest
quality RGB image compared to the other sensors and
therefore consequently the best 2D features. To obtain
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cleaner depth images, the box in the background is sub-
tracted from each depth image for the box scenes. We did
this to reduce the total amount of segments we have, such
that the data is faster to annotate with the ground truth, and
that the results are more easily traceable and easier to
evaluate. In practice, this step should be easy to do since for
most of the applications in a typical warehouse robotic
setting, where such box scenes are often encountered, it can
be assumed that locations of scanned boxes are precisely
known. We apply our approach, as depicted in Figure 10, to
incrementally form a dataset of the contained objects.

4.1.3. Garage. The garage dataset contains five sequences,
split into nine sessions, recorded with a custom-built RGB-
D-I sensor. We combined a FLIR BlackFly S 1.6 MP RGB
camera, a pico monstar time-of-flight depth camera, and an
ADIS-16448 IMU. These sensors are synced in time and
triggered by a microcontroller with the method described by
Tschopp et al. (2020) and calibrated using the kalibr soft-
ware (Rehder et al., 2016).

The RGB and the IMU data were processed using
maplab (Schneider et al., 2018) to generate optimized
camera poses, for every sequence. As our approach
currently still relies on localized cameras and we are not

using our segment matches to improve the localization,
we cannot just use a visual-inertial state estimation
framework, as this suffers from too much drift that
would corrupt our segmentation maps. Hence, maplab
gives us globally optimized camera poses per sequence.
As four sequences still contain substantial amount of
drift and we end up with double surfaces in the scene
reconstructions, we split these into two sessions each.
Three sequences are recorded indoors (Sessions 1-6),
one sequences outdoors (Sessions 7-8), and one se-
quence starts outdoors and transitions to the indoor part
of the garage (Session 9). The scene reconstructions of
the nine sessions are shown in a top-down view in
Figure 11.

The floor in the garage is very dark, except for the line
markings, therefore, we only get depth camera returns when
we point the camera downwards, this is similar as in the
Tango dataset.

4.2. Metrics

In order to evaluate our system, we have compared the
number of detected instances, segment matches, and merged
segments with the ground truth data. Furthermore, we

Incremental
Database

Scene
Reconstruction Box 23

Session 1, Frame 9
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Figure 10. Our system is able to build object model database incrementally from RGB-D sensor streams. Here, we illustrate how the
approach generates 3D models of household objects from distribution box scans, taken at different places around the box by a camera
attached to a robot arm’s end-effector (Novkovic et al., 2019). As we match and merge new segments with models already in the

database, we improve the models over time and can even complete unobserved parts of scenes. From top to bottom, different box scenes
are evaluated. First the same box and same session evaluated at single snapshots (different frames). Then at different fill levels (different
session), and eventually also different boxes. Highlighted in the first two rows is one repeating object, visible in the same frame, which is
merged in the database (second column) and can be used to complete the reconstructed scene (third column). More segments are added to
the database, while repeating objects get merged. Columns 3—6 show scene completions of the different times with the objects available

at these time instances. The last row is a scene with the isolated object. Using such scenes that contain entire objects, the box scenes can
be completed even more, best visible in the bottom row. Red color indicates parts of the objects that are completed using information from
the other sessions.
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Figure 11. Top-down view on the reconstructed scenes of the garage dataset Sessions 1-9. For visualization purposes, we put all the
sessions into the same frame. Each session is colored differently and we highlight some regions and show the reconstructions from

individual sessions. The right side is the outside part of the garage.

analysed the performance by timing each step of the
pipeline.

4.2.1. Ground truth annotation. To be able to evaluate the
system properly, we first created a tool to manually annotate
each segment in the segmentation map. In this process, we
assign the same label to the same objects that appear in the
same, or multiple, sessions. This way we can automatically
obtain the number of ground truth matches and merges by
computing all the positive and negative segment pairs, that
is, ones that belong to the same ground truth label and ones
that do not. Segments that contain too few points or belong
to the background are assigned a special label and are not
considered in the evaluation (in our case floors, walls, and
ceiling). Furthermore, if the same object is observed from
two different sides, without any overlap, these two seg-
ments would get the same label, however, our system
would not be able to merge them. Additionally, even if we
have small indistinct parts of the object, we still label them
with the proper label meaning that the ground truth can
also contain merges which are impossible. This should be
taken into account when interpreting the results of our
evaluation.

4.2.2. Matching and merging. By having the ground truth
annotations, we can extract all the segment pairs that
belong together. Therefore, we can use these pairs to
evaluate the correctness of our matching and merging.
Based on the matching results that we obtain from our
incremental database, we can count the number of correct
matches, that is, true positives (TP) and true negatives
(TN), as well as incorrect matches, that is, false positives
(FP) and false negatives (FN). Furthermore, we can count
the number of correct (CO), partial (PA), missing (MI), and
wrong (WR) merges. A match is considered successful if

the ICP algorithm converged and the final error is below a
certain threshold. Furthermore, if a single object is split
into multiple partial merges, we count this as one partial
merge.

4. 2.3. Runtimes. We time every major step of our pipeline
individually for each new segment that we process.
Therefore, we show the timings per segment, as well as the
average times for each algorithm step.

4. 3. Evaluation

We show the results obtained by running our incremental
database on different datasets and compare it with the results
obtained in our previous work (Furrer et al., 2018). A
summary of the number of available segments, how many of
them are identified as mergeable, and matching and merging
results are presented in Table 1.

We list numbers for matches and merges in the individual
Tango and CLUBS sessions, as they contain repeating
instances in one session and for the Garage dataset we only
report numbers at the end, as there are no repeating objects
within one session. While the segmentation map typically
oversegments the scene, our matching and merging results
are very satisfying. In the Tango datasets, we kept the old
segmentation approach in all the experiments, which ex-
tracts some undersegmented parts, such as the helmets (see
Figure 3), to have comparable results, even though with the
new convexity measure we can successfully segment these
objects. Matching numbers for the end-of-session merging
step (datasets marked with M) are excluded since it is not
possible to count them properly, as the end-of-session
merging is allowed to match and merge already merged
segments.
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Table 1. Ground truth merge count versus modelify merge count for the different datasets.

Segments Matches (%) Merges
Dataset Total Mergeable Merged TP ™  FP FN CO PA MI WR GT
Tango 1 102 13 8 9 66 24 1 3 0 1 0 4
Tango 2 143 20 3 7 61 25 7 0 1 4 0 5
Tango 3 77 15 6 9 75 9 7 1 1 2 0 4
Tango 1-3 322 48 34 10 66 18 6 2 4 1 0 7
Tango 1-3 M 322 48 38 — — —_- - 3 3 1 0 7
Tango 1-3 O 322 48 27 — — - — 1 5 1 1 7
Tango 1-3 P 322 92 37 5 69 17 9 0 7 2 0 9
Tango 1-3 P M 322 92 37 — — - — 0 7 2 0 9
Box 13 53 53 29 2 94 0 4 4 6 4 0 14
Box 14 72 72 46 2 94 0 4 3 8 4 0 15
Box 23 91 91 68 2 96 0 2 7 10 4 0 21
Box 13, 14, 23 216 216 156 1 97 0 2 6 23 6 0 35
Box 13, 14,23 M 216 216 163 — — — - 6 23 6 0 35
Box 13, 14, 23 OB 236 236 167 1 97 0 2 7 24 6 0 37
Box 13, 14,23 OBM 236 236 174 — — - — 9 23 5 0 37
Garage 1-9 331 98 50 3 55 41 1 5 (6)* 8 6 1 (0)* 21
Garage 1-9 M 331 98 50 — — —  — 5 (6)* 8 6 1 (0)* 21

TP —true positive, TN — true negative, FP — false positive, FN — false negative, CO — complete, PA — partial, MI — missing, WR —wrong, GT — ground truth.
M denote the result after the end-of-session merging and O indicate the results obtained previously (Furrer et al., 2018), P indicates including planar
segments, and OB are results with added object scenes. * We labeled a sports version and a standard version of VW Passat car as two different models, but

our approach merged the two segments, see also Figure 12.

Figure 12. A sports version and a default version of a VW Passat (labeled as different models in the ground truth), are merged into one
model. The highlighted parts show that the merging process improves noisy regions.

We get the best possible result on the Tango I session,
as we get three out of four repeating objects completely
merged. The missing merge is not possible to merge with
our approach, there is no overlap of the segments, as
they originate from the same instance, visible in Session
1 in Figures 8 and 9, where the square (red) chair is split
into two segments. Slightly worse results we get in the

Tango 3 session, where we only merge the three white
chairs completely, and we partially match the fire ex-
tinguishers and the gas tanks. The two missing merges
are again impossible matches for our system, as the cow
and the square chair consist of multiple segments. In the
Tango 2 dataset, we miss some merges, the worse
performance here can be explained with the noisier
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(a) Tango 1-3 merged objects.

(b) Tango 1-3 unmerged objects.

(c) Tango 1-3 P merged objects.

Figure 13. Merged objects in the tango dataset, Tango 1-3 and Tango 1-3 P. In our previous paper: cow (3), round chair (10), fire-
extinguisher (4 in 2 objects), gas cylinder (4), box (2), cube chair (2), and 1 wrong merge. Now in (a): fire-extinguisher (8 in 2 objects),
box (2), round chair (11), cow (4), cube chair (4 in 2 objects), gas cylinder (5), and no wrong merges. If we use the end-of-session
merging, the round chair model is fused with three additional segments and the cube chair with 1 additional segment. In (b), we show the
mergeable segments that are not merged with any other segment from the Tango dataset without flat objects (Taungo 1-3). In (c), we
depict the merged objects with including flatter segments Tango 1-3 P: cow (7 in 2 objects), round chair (12), fire-extinguisher (4), gas
cylinder (4), box (2), cube chair (4 in 2 objects), seat cushion (4 in 2 parts).

Table 2. Computation times (s) for processing the three sessions in the Tango dataset: segment description (SD), the matching &
registration (MR), the merging & segment-segment verification (MV), CLustering (CL), object-scene verification (SV), and end of

session merging (EM).

Time (s) SD MR MV CL SV EM p)

Furrer et al. (2018) 58.7 1267.6 21.6 — 24.7 — 1372.6
Ours 45.4 386.8 21.6 112.4 18.2 — 584.4
Ours with EM 45.4 386.8 21.6 1124 18.2 160.4 744.8

poses in this session, leading to non-smooth surfaces,
with sometimes even multiple surfaces in the
reconstruction.

When using our method without the end-of-session
merging Tango 1-3, we can merge the gas tanks and the
gray box models with all the mergeable segments. The fire
extinguishers and the cube chair are split into two models as
can be seen in Figure 13(a) where we show all merged
objects. The cow, fire extinguishers, the round chair, and the
cube chair are missing 3, 2, 4, and 3 mergeable segments,
visible in Figure 13(b). In the mergeable but unmerged
segments, we additionally have two segments that are not
repeating (within the mergeable segments): a helmet to-
gether with a cushion of the round chair (top row right), and
a helmet (middle row right). Our method fails at merging the
little white cylindrical container segments that are merge-
able in Session I and 2. In the bottom of Figure 9, we also
show how the merged segments can be used to complete the
reconstructed scenes.

When applying the end-of-session merging 7Tango
1-3 M, we can additionally merge the remaining three round
chair segments. And when we compare Tango 1-3 M with
Tango 1-3 O, we can see that with our new method we can
get more completely merged object models, have no wrong
merges while being substantially faster, as shown in Table 2.
If we additionally allow segments that are more planar, we
can almost double the mergeable segments, as noted in

Tango 1-3 P. To avoid getting wrong merges, we had to
tighten our object-scene verification parameters, as almost
planar segments can geometrically match to many surfaces.
We show that we additionally get merged cushions of the
round chair in Figure 13(c), one with and one without a
helmet. But we also lose some of the previous successfully
merged segments due to the tighter object-scene verification
parameters. 2D features contribute to around half of the
correct matches in this dataset, which is also one of the
reasons for obtaining slightly better results compared to
Tango 1-3 O.

In the CLUBS dataset, we selected three box scenes at
different stages in the box emptying process. In the first box,
box 13, we selected iterations 25, 18, 15, and 0, to evaluate
our system. In the second, box 14, we selected iterations 19,
8, 1, 0 and in the third, box 23, 37, 33, 28, 14, 9, and 4. The
selection of iterations was done based on objects that are
visible at that point in that specific box. Since in consecutive
iterations there is only one object difference in the box,
selecting each iteration would not be so interesting for our
experiment. Therefore, we picked the iterations where the
change between them is significant enough, for the same
box, to add at least a few of the new objects but not so drastic
that all the previous objects are occluded.

In contrast to the other two datasets, box scenes are
recorded in a specific setup where the camera is looking
from above. When our segmentation is applied to such a
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Figure 14. A set ofthe CLUBS objects generated by merging the models of the two object scenes. In the CLUBS dataset, each object was
scanned twice. After a first scan, each object was rotated upside down to also capture the bottom side of the object.
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(a) Box 13, 14, 23 M merged objects.

(b) Box 13, 14, 23 OB M merged objects.

Figure 15. The 48 merged objects from the CLUBS dataset after processing the box scenes with end-of-session merging in (a) and the
47 merged objects after processing the 40 object scenes of the 20 objects in Figure 14, followed by processing the three box scenes and
the end-of-session merging in (b). While the quality of the object models degraded compared to the ones extracted solely in object scenes,
these models still provide good approximations of the real objects. The models can be re-detected in new scenes, and are accurate enough

to perform manipulation tasks.

(b) Segmentation map. (c) Ground truth.

Figure 16. The reconstruction of the garage Session 3, with the
segmentation map and the ground truth segments (purple
indicates background). (a) Scene reconstruction, (b) Segmentation
map, (¢) Ground truth.

dataset, most of the segments that are extracted are flat faces
of different products contained in the box. Therefore, in this
case, we allowed the database to accept completely planar
segments. Furthermore, we only used 2D features for
matching since planar segments do not provide any geo-
metrically distinctive 3D features. The scene evaluation is
not a good measure for planar segments, therefore, we can
only accept the best matches. For this reason, we aimed at
getting very low false positive matches. This also results in
having slightly higher false negative matches compared to
the other datasets. While we are able to merge segments
originating from a single depth frame, as indicated in
Figure 10, we are missing some matches in favor of
avoiding wrong merges. Nevertheless, the numbers show
that a large portion of the discovered object segments are
matched at least once to a segment from the same household
object (156 out of 216). With the end-of-session merging
strategy, we achieved even slightly better results (163 out of
216). If we start by processing 40 singulated object scenes
(20 objects in two orientations) first, and then insert them
into a database before processing the box scenes, we can
improve these numbers even more. We show the resulting
3D models of processing solely the object scenes in
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Figure 17. Clusters formed while evaluating all nine sessions of the garage dataset. The segments (circles) are overlaid on a floor plan of
the garage. All the sessions are transformed into a common frame to better visualize the correctness of the proposed clusters. Note that
the pink cluster between Sessions 5-9 is a cluster of two identical car models as shown in Figure 18.

Figure 18. The method could successfully merge segments of two different Skoda Octavia models, despite the different lighting
conditions. The two segments on top right were recorded in the outside part of the garage (Sessions 7 and &) and are from a different car
than the other three segments recorded in the inside part of the garage (Session 5, 6, 9).
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Figure 19. The merged car models from all the sessions of the garage dataset.

(a) Session 9 completed scene.
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(b) Reconstructed highlighted volume in (a) without completion.
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(c) Completed scene reconstruction of the highlighted volume.

Figure 20. The original (non-background) segments of Session 9
of the garage dataset (in blue) could be corrected and completed
by using the merged segments from the other sessions (green to
red) (a). The impact of the scene completion of the highlighted
region in (a) is shown in (b) and (c).

Figure 14. The object models after end-of-session merging
ofthe box scenes only and with processing the object scenes
first are depicted in Figure 15.

For the Garage dataset, we only show results after
processing all the sessions in the dataset, as there is no
session with repeating car models (except for Session 9, but
we did not label it as a repeating model, as the model is
slightly different, Table 1 *). Similar as in the Tango dataset,
our segmentation map tends to oversegment the scene, as is
visible in Figure 16. Figure 17 shows which segments from
the different sessions got matched by our approach. We
added the floorplan of the garage in the background and

aligned all the sessions to the floorplan frame for visuali-
zation purposes (the processing was done in the original
session frames). While we are missing six potential merges,
we are able to get the maximum possible number of seg-
ments merged into one model for five objects, eight models
are partially merged and 1 merge is wrong. The wrong
merge is depicted in Figure 12 and is only wrong as we
labeled two different models of one car type differently
(Table 1 *), if the two segments would have been assigned to
one model this wrong merge would be counted as a com-
pleted merge, as shown in Table 1. Both, 2D and 3D features
are not very distinctive in this dataset, as cars have very
similar sizes and keypoints appear at similar places on dif-
ferent car models (e.g., on lights, door handles, license
plates). Therefore, we accept more matches and allow to have
a large number of false positives. However, we can be strict in
the scene evaluation. Most of the matches were provided by
the 2D features, as they tend to match more often and often
give better initial alignments. Our method managed to merge
segments originating from two different Skoda Octavia cars,
as shown in Figure 18. The cars have different colors and
were observed under very different lighting conditions,
visible also in the figure. As shown in Figure 12, the TSDF-
based merging of the two geometric segments reduces noise
at overlapping areas in the merged object.

In Figure 19, we show the models of the merged cars.
Using these models, we demonstrate in Figure 20 that we
can substantially complete scenes. The results are presented
for Session 9 with the information gained over the other
eight sessions. In Figure 21, we show that the overall
processing time per segment scales linearly with the amount
of segments in the database.

4.4. Discussion

We have shown that our system can perform well on different
types of data, however, there are some inherit limitations to
what we can achieve. Some of these are discussed below.

4.4.1. Segmentation. Even though our geometric segmen-
tation performs well for certain environments and objects, it
still does not capture the notion of an object. Furthermore, we
are able to segment convex regions but if these are consistently
under segmenting the objects there is currently no way to
separate them in the segmentation map. To ensure that our
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Database State and Timings per Segment Update
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Figure 21. Timings per mergeable segment update received from
the segmentation maps of the nine sessions in the garage dataset.
The processing times per segment increase linearly with the
amount of num_raw_mergeable segments. Segments are
published at the end of each session, indicated with the increase

in num_scenes.

approach is applicable in completely unknown environments,
we focused on a purely geometric approach. However, dif-
ferent segmentation techniques could be used to provide better
segments, and if the method is applied in an environment
where semantic information can be learned, semantic instance
segmentation mapping methods (Grinvald et al., 2019) could
be employed. Adding semantics could additionally be used to
exclude segments with certain classes like person or cat, which
might be undesired in some maps or tasks.

4.4.2. Memory consumption. We based our implementation
on Voxblox (Oleynikova et al., 2017) and therefore suffer from
the same memory limitations. Since we are keeping the whole
map as a TSDF grid in the memory, running a very large dataset
(that does not revisit the old locations) might hit memory limits.
To address this issue, sub-mapping and keyframing methods
could be used to reduce the memory requirements, as shown by
Millane et al. (2018). Another approach would be to work only
on a local map, for example, using a sliding window (i.e., a
volume around the current position).

4.4.3. Runtime scalability. As shown in Section 4.3,
matching step scales linearly with the number of segments
in the database. Since we match the new segment to all the
segments in the database, our approach takes a considerable
amount of time, once the database gets large. We can
parallelize segment-segment matching and evaluations, but
this still does not scale with very large databases. An ap-
proach, like Bag-of-words (Sivic and Zisserman 2009)
could be used to reduce the matching time.

4.4.4. Accurate poses required. In our approach, we as-
sume that we have very accurate camera pose estimates. If
this is not the case, the segments we obtain are very noisy
and hard to match and register. Furthermore, the TSDF
evaluations will have a larger RMSE and will fail more

often. That is why for our datasets poses are optimized in a
post-processing step.

5. Conclusion

We presented a system that is able to extract and fuse object
segments on a variety of RGB-D datasets. The use of 2D
features projected to their 3D location generally outper-
forms the use of 3D information alone, while 3D features are
still valuable for segments with little texture. A combination
also proved to be very useful to handle strong illumination
changes. The error histogram-based verification step helped
to reject segment merges that had low RMSE. The clus-
tering approach makes our method scale linearly with the
amount of segments for the matching and merging part, with
only few missing merges. Using our approach, we showed
that we can substantially complete scenes with merged
object models. The results show that our verification steps
can minimize the number of wrong merges. This opens
possibilities to solve robotic spatial understanding for
physical interaction (e.g., manipulation tasks) in initially
completely unknown scenes. With our system, a robot is
able to build its own object database over time.

Our system is very well suited to be combined with a
Simultaneous Localization and Mapping (SLAM) system
as the object-based representation. To overcome limita-
tions of our segmentation maps, introducing a co-
observability measure would allow to merge segments
that have been observed at identical relative poses multiple
times. Similarly, it would be beneficial to introduce a
measure to split a segment such that if one segment
matches to multiple non-overlapping segments with in-
consistent relative transformations, it is likely that it be-
longs to different physical entities. As we focused on
completely unknown scenes, we restricted the presented
approach to use a purely geometrical segmentation.
Nevertheless, we strongly believe that combining geo-
metrical knowledge with data-driven approaches will
improve image and scene segmentation.
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Notes

1. https://projects.asl.ethz.ch/datasets
2. https://github.com/ethz-asl/voxblox-plusplus, https:/github.com/
ethz-asl/depth_segmentation, https://github.com/ethz-asl/modelify
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