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Abstract 

Interactions between enhancers and gene promoters provide insights into gene regulation. 

Experimental techniques, including Hi-C, that map these enhancer-promoter interactions (EPIs), 

have high costs and labor requirements, which limits their use. Therefore, in silico methods have 

been developed to predict EPIs computationally, but there are challenges with the generalizability 

and accuracy of existing methods. Here, we introduce UniversalEPI, an attention-based deep 

ensemble model designed to provide uncertainty-aware predictions of EPIs up to 2 Mb apart, 

which can generalize across unseen cell types using only DNA sequence and chromatin 

accessibility (ATAC-seq) data. Benchmarking shows that UniversalEPI significantly outperforms 

existing approaches in accuracy and efficiency, even though it is a lightweight model that only 

assesses interactions between accessible chromatin regions. UniversalEPI enables statistical 

comparison of predicted interactions across conditions, which we demonstrated by tracking the 

dynamics of EPIs during human macrophage activation. We also used UniversalEPI to assess 

chromatin dynamics between different cancer cell states in human esophageal adenocarcinoma. 

Thus, UniversalEPI advances the accuracy and applicability of in silico 3D chromatin modeling to 

investigate chromatin dynamics in development and disease. 

Keywords: Chromatin, Cis-regulatory elements, Enhancer-promoter interactions, deep learning, 

transformer, uncertainty, cancer, differentiation 
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1 Introduction  

In complex organisms, different cell types have distinct transcriptional programs that lead to their 

specific functions. Chromatin interactions between gene promoters and cis-regulatory elements, 

specifically enhancers, modulate gene expression through the formation of three-dimensional 

chromatin architecture. These interactions facilitate the recruitment of ubiquitously expressed or 

tissue-specific transcription factors (TFs), coactivators, and the basal transcription machinery to gene 

promoters, enabling precise spatial and temporal control of gene expression
1
. Enhancer-promoter 

looping is mediated by protein complexes such as YY1, CTCF, cohesin, and mediator, which help 

establish and stabilize these chromatin contacts. CTCF facilitates long-range chromatin interactions 

by organizing topologically associating domains (TADs), which compartmentalize the genome into 

functionally distinct regions with an increased probability of interactions between enhancers and 

promoters within the same TAD
2,3

. TADs are typically bordered by the CTCF protein bound in the 

convergent orientation (i.e., forward and reverse CTCF motifs are found enriched at interacting TAD 

boundaries)
4
. Additionally, the zinc-finger TF YY1 acts as a structural tether by forming DNA loops 

that bring enhancers and promoters into close proximity
5
. Moreover, there are several lines of 

evidence that the TF SP1 contributes to chromatin architecture
6–8

. SP1 binds to GC-rich sequences at 

promoters and enhancers, increasing chromatin accessibility.  

The dynamic nature of enhancer-promoter interactions (EPIs) allows cells to respond to 

developmental cues, environmental signals, and other regulatory inputs, ensuring appropriate gene 

expression that is necessary for cellular identity and function
9,10

. Disruptions in chromatin 

interactions, such as through mutations or chromosome instability, are associated with various 

genetic diseases, including cancer
11,12

. Thus, studying how chromatin interactions influence gene 

expression is crucial for understanding cell differentiation, development, and disease. Chromatin 

interactions can be profiled experimentally using Hi-C, an unbiased but costly and labor-intensive 

high-throughput chromosome conformation capture (3C) technique. However, due to the resource 
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demands of Hi-C, interest has increasingly shifted to in silico methods for inferring EPIs and their 

dynamics in different conditions. 

Several recent studies have proposed deep learning-based architectures to predict EPIs. This 

includes DeepC, Akita, and Orca, which predict chromatin interactions in a specific cell type from the 

DNA sequence alone
13–15

. These methods can be used to assess the effects of genomic variants on 

chromatin structure in a cell type of interest. Although they generate realistic Hi-C maps, by design, 

these methods do not generalize to cell types that are unseen during model training. Methods such 

as DeepTACT, HiC-Reg, and Epiphany that can generalize and thereby predict cell-type-specific 

chromatin interactions in cell types that were not used in training require additional epigenetic 

features as inputs, such as chromatin accessibility and histone post-translational modifications
16–18

. 

Nevertheless, these methods can potentially overfit to cell types used in the model training because, 

by construction, they capture interacting DNA motifs corresponding to tissue-specific TFs that are 

expressed in the training cell types. Moreover, these methods require diverse input data, such as 

DNA accessibility (ATAC-seq) and chromatin immunoprecipitation followed by sequencing (ChIP-seq) 

of  histone H3 lysine K27 acetylation (H3K27ac), which are not always readily available. Some other 

methods focus on predicting interactions between a given enhancer and a promoter using only 

epigenetic features
19,20

. However, such methods cannot be used to understand the mechanisms of 

non-coding mutations as they cannot capture the effect of mutations in insulators, which modulate 

EPIs. 

The C.Origami method provides a state-of-the-art solution to predicting cell-type-specific chromatin 

interactions
21

. Based on convolutional neural networks (CNNs) combined with transformers, 

C.Origami predicts chromatin interactions across cell types from DNA sequence, profiles of 

accessible chromatin (ATAC-seq data), and CTCF binding affinities. C.Origami was designed to work 

with data from bulk tissue, but the more recent ChromaFold method predicts chromatin interactions 

from single-cell chromatin accessibility profiles (scATAC-seq), CTCF motifs, and DNA sequence22. 
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ChromaFold also addressed several other shortcomings of C.Origami. The former does not need a 

CTCF ChIP-seq dataset as input; the model is significantly faster to train and can be easily trained on 

datasets from several cell types, whereas C.Origami was originally trained on just one cell line, 

IMR90, due to the model’s large size. Moreover, ChromaFold is unlikely to overfit to the training cell 

types because it does not account for any DNA motifs other than those bound by CTCF. The major 

shortcomings of ChromaFold are that instead of predicting raw Hi-C counts, it estimates distance- 

and GC-content-based Z-scores, and the method was developed explicitly for single-cell inputs. Thus, 

there is still a need for a fast and accurate method that can predict raw Hi-C from both single-cell 

and bulk chromatin accessibility data, can generalize across cell types unseen during training, and 

does not need additional inputs such as CTCF ChIP-seq. Importantly, to be able to predict statistically 

significant changes in EPIs across conditions, e.g., variation due to DNA variants or epigenetic 

differences across transcriptional cell states, the ideal method should output uncertainty values 

along with predictions.  

In this work, we introduce UniversalEPI, an extremely lightweight and accurate deep-ensemble 

model consisting of CNN layers and transformer blocks. This method overcomes the shortcomings of 

others by training on automatically extracted DNA binding motifs of three ubiquitously expressed 

TFs, CTCF, YY1, and SP1
23–25

, complemented with the ATAC-seq profile from DNA accessible regions. 

This choice of architecture allows for reducing noise and model size while still capturing all 

functionally relevant interactions in large genomic domains (up to 2Mb). Furthermore, we 

incorporate uncertainty estimation by integrating both aleatoric (data) and epistemic (model) 

uncertainty using stochastic training loss
26

 and deep ensemble
27

, enhancing the predictive reliability 

of the model. Therefore, unlike earlier methods that provide only point estimates, our approach also 

quantifies prediction confidence. Using the reported maximum-confidence fold-change (FC), a 

unique feature of UniversalEPI that removes inherent data noise, the user can focus on significantly 

altered EPIs across conditions. 
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After training and testing UniversalEPI on four human cell lines with all necessary input data, we 

benchmarked UniversalEPI against the state-of-the-art methods. We found its performance in 

predicting chromatin interactions in unseen human cell types was significantly superior to methods 

such as Akita, C.Origami, and Chromafold. We showed that UniversalEPI can be used to assess 

chromatin dynamics across conditions by using data generated by Reed et al. on human macrophage 

activation
28

. The uncertainty-aware UniversalEPI predictions agreed with the ground-truth Hi-C 

measurements with Spearman’s correlation above 0.9. Finally, we showed that UniversalEPI can 

predict Hi-C interactions from pseudo-bulks of single-cell ATAC-seq data profiles and reveal 

chromatin dynamics across undifferentiated and differentiated cell states in human esophageal 

adenocarcinoma, specifically in promoters of genes encoding master transcriptional regulators. 

Together, these findings show that UniversalEPI is a lightweight, generalizable model that accurately 

predicts EPIs using bulk or single-cell ATAC-seq and DNA sequencing data in unseen cell types while 

indicating a level of uncertainty. This model now makes it possible to carry out in silico experiments 

to assess changes in chromatin folding under diverse biological scenarios. 

2 Results 

2.1 UniversalEPI: a transformer-based model to predict genomic interactions from DNA 

sequence and chromatin accessibility 

UniversalEPI is a two-stage deep learning model that comprises two sequentially trained neural 

networks that use DNA sequences and signals from ATAC-seq from training cell lines as input and 

ground-truth ChIP-seq and Hi-C data as targets (Figure 1a). To infer the Hi-C signal in a test cell type, 

UniversalEPI requires DNA sequence and cell-type-specific ATAC-seq profiles as input (Figure 1b). 

The first neural network of UniversalEPI was trained to predict the genome-wide binding occupancy 

of the TFs SP1, CTCF, and YY1 using maximal intensities from ChIP-seq data in human cancerous and 

non-cancerous cell lines GM12878 and K562 (Model 1) and IMR90 and HepG2 (Model 2). This was 
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achieved by training a one-dimensional 5-layer CNN, producing a 4-dimensional output on the 

concatenation of one-hot encoded 1Kb DNA sequences and its corresponding ATAC-seq p-value 

signals (Methods). Since the orientation of CTCF binding to chromatin plays an important role in 

determining the stability of TADs, we split the CTCF ChIP-seq based on orientation (forward or 

reverse motifs) and predicted the corresponding maximal ChIP-seq intensities as separate targets. 

The pre-trained convolutional layers from the first stage thus generated sequence embeddings, 

indicating the presence or absence of the three TFs in each accessible region of the genome. This 

design of sequence embeddings was chosen to prevent capturing DNA motifs of other, potentially 

cell-type-specific, TFs and thereby enable the model to generalize predictions across different cell 

types at the second stage. 

 

Figure 1. The UniversalEPI model architecture. a, UniversalEPI uses one-hot encoded DNA sequence and 

ATAC-seq p-value tracks as input to predict cell-type-specific transcription factor binding and chromatin 

interactions. The first stage of UniversalEPI consists of a convolutional architecture that predicts transcription 

factor (CTCF forward and reverse, SP1 and YY1) binding affinity from DNA sequence and ATAC-seq data. The 

second stage automatically selects the features from the pre-trained convolutional layers from the first stage 

using a stochastic gating mechanism. The multi-head attention block then uses these features to predict cell-

type-specific Hi-C interactions between accessible regions. b, The trained UniversalEPI can then be used to 

predict Hi-C interactions for an unseen cell type. The model also outputs uncertainty associated with each 
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prediction, which increases with the mean squared error (MSE) of the model. c, UniversalEPI predicts pairwise 

Hi-C interactions (yi) between the central 200 accessible regions corresponding to ATAC-seq peaks. 

In the second stage, we trained the model to predict Hi-C values between accessible regions based 

on the DNA sequence embeddings calculated in the first stage (Figure 1c). By focusing on accessible 

regions, we retain most active regulatory elements, ensuring that the chromatin interactions 

between key regions involved in gene regulation are predicted by the model (Figure S1). We 

employed a transformer-based encoder because of its ability to capture long-range interactions and 

create large-context embeddings of genomic elements (Methods). This allowed the model to 

efficiently learn the inter-dependency between the input regions and, consequently, predict the Hi-C 

interactions between regulatory elements with high accuracy in a cell-type-specific manner. 

Specifically, the model input in the second stage corresponded to 401 consecutive accessible regions 

(or peaks) spanning in total about 4Mb. Each region was 1Kb long, centered around the position of 

the maximum ATAC-seq signal. Skipping the information about the DNA sequence between 

accessible regions allowed for a lightweight architecture of UniversalEPI (2.5M parameters) that can 

run on standard GPUs while maintaining a large receptive field and making accurate predictions for 

interactions between regulatory elements that are up to 2Mb apart.  

To provide uncertainty estimations and make the model robust to the initialization parameters, we 

implemented a deep ensemble of 10 single models
27

. This approach allowed the estimation of 

uncertainty for each prediction, facilitating confident differential predictions between two 

conditions, i.e., when inputs (DNA or ATAC-seq signal) change. The total predictive uncertainty 

reported was a combination of two types: aleatoric uncertainty, which stems from inherent data 

variability, and epistemic uncertainty, which reflects model limitations. The former was estimated by 

minimizing the negative log-likelihood loss to incorporate the predicted variance, whereas the latter 

was quantified through the variability across the deep ensemble (Methods). 
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To ensure the stability of the proposed architecture, we trained both stages of UniversalEPI in a 

cross-validation setting on human cancerous and non-cancerous cell lines. Model 1 was trained on 

GM12878 and K562 cells and tested on unseen chromosomes of IMR90 and HepG2 cells. Model 2 

was trained on IMR90 and HepG2 cells and tested on unseen chromosomes of GM12878 and K562 

cells. Approximately 15% of the human genome was set aside for validation (chromosomes 5, 12, 13, 

and 21) and approximately 15% for testing (chromosomes 2, 6, and 19). The first stage of 

UniversalEPI predicted TF binding on unseen chromosomes and unseen cell types for CTCF, YY1, and 

SP1 with an average Pearson’s correlation of 0.78, 0.62, and 0.47, respectively (Figure S2). We 

further validated that the first stage of our model learned biologically relevant information in the 

input DNA sequence by analyzing the model gradients using the DeepLIFT attributions scores
29

. 

These attribution scores revealed important DNA motifs associated with the binding of each TF, 

closely resembling their respective known consensus motifs (Figure S2). 

2.2 UniversalEPI can predict changes in TAD organization in response to in silico modifications 

Experimental Hi-C values, which quantify chromatin interactions between each pair of genomic 

regions, are inversely correlated with the distance between regions and follow the exponential 

decline resulting from polymer physics
30

. Similarly, UniversalEPI’s single model predictions 

exponentially declined with distance on the test chromosomes of the unseen cell lines, highlighting 

the model’s ability to accurately capture the effect of distance on chromatin structure (Figure 2a). 

Further, to show that UniversalEPI was sensitive to variability in chromatin accessibility and thus is 

capable of making predictions for unseen cell types based on ATAC-seq inputs, we computed the 

distance-stratified correlation between the predicted and ground-truth Hi-C signal between pairs of 

accessible regions (Methods). Using as inputs cell-line-specific ATAC-seq profiles, UniversalEPI 

obtained equally high values of distance-stratified correlation between predicted and ground-truth 

Hi-C values for all four test cell lines, IMR90 and HepG2 (Model 1), and GM12878 and K562 (Model 

2) (Figure 2b). 
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Next, we evaluated how the deep ensemble implemented in UniversalEPI improved prediction 

accuracy compared to a single model. As expected, the deep ensemble approach significantly 

outperformed the single model in generalizing to test chromosomes from previously unseen cell 

lines (Figure 2c). Notably, higher total uncertainty was generally associated with a greater mean-

squared error between predicted and ground-truth Hi-C values, indicating that the uncertainty 

estimates were well calibrated (Figure 2d).  

Finally, we assessed the sensitivity of the deep ensemble UniversalEPI model to changes in the DNA 

sequence by implementing in silico inversions of CTCF binding sites located at TAD boundaries. 

Disruptions in TADs have been linked to diseases such as cancer, making chromatin interactions 

within and across TADs important for exploring disease mechanisms
31–33

. For 293 TADs across the 

four cell lines, we inverted one endpoint of a TAD boundary containing a CTCF site in a convergent 

orientation, which was expected to significantly reduce the strength of chromatin interactions at the 

original TAD boundary (Figure 2e). Indeed, when we provided the original and modified inputs to 

UniversalEPI, we predominantly observed negative values of the log FC across all four test cell lines, 

indicating a decrease in predicted interactions following CTCF motif inversion (Figure 2f). The 

maximum-confidence FC values, estimated by our uncertainty-aware model to represent the largest 

changes with 90% probability, aligned with the original predictions (Figure 2g, Methods). This 

consistency can be attributed to the strong effect of the in silico change to the TAD boundary. 

The reported prediction uncertainty played an important role in determining other significantly 

altered interactions predicted by UniversalEPI after the in silico inversion of CTCF binding motifs at 

TAD boundaries. We illustrated this effect using a randomly selected TAD in IMR90 cells 

(chr6:17,280,000-17,585,000). UniversalEPI predicted a substantial reduction in interaction between 

the original TAD boundaries as well as between the 3’ TAD boundary and several enhancer regions 

upstream of the original 5’ TAD boundary (Figure 2h). Moreover, we observed a significant increase 

in predicted interactions with a reverse CTCF motif located nearly 200Kb away, downstream of the 
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original 3’ TAD boundary. Importantly, the estimated uncertainty allowed the calculation of the 

maximum confidence FC and retention of only the highly reliable differential interactions (Figure 2h, 

Methods). This result confirmed that UniversalEPI is capable of capturing the effects of CTCF binding 

motif orientation on the stability and organization of TADs, and this is maintained when filtering for 

significant differential interactions using the estimated prediction uncertainly. 

 

Figure 2. UniversalEPI learns information from biologically relevant variables and provides well-calibrated 

uncertainty estimates. a, The predicted Hi-C signal by UniversalEPI follows the power law resulting from 

polymer physics. The average predicted signal is shown for test chromosomes of test cell lines (i.e., cell lines 

unseen during training): GM12878, K562, IMR90, and HepG2. The theoretical relationship between the log-
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distance and log-Hi-C values is depicted as the dotted line. b, Distance-stratified Spearman’s correlation for all 

the unseen cell lines during training displaying UniversalEPI’s sensitivity to the input ATAC-seq. c, Spearman’s 

correlation is compared between the predictions made by a single model as compared to the ensemble. The 

predictions are made on the test chromosomes of test cell lines. A Mann-Whitney U test is used to compare 

the methods; *: P ≤ 0.05. d, Relationship between ensemble’s predictive error, calculated as a mean squared 

error (MSE), and prediction uncertainty is illustrated on the test chromosomes of test cell lines. e, Graphical 

illustration depicting the effect of in-silico inversion of a CTCF binding site on genome organization. f, Log2 

fold-change between the UniversalEPI predictions before and after the in-silico inversion. The experiment is 

done for all TADs in test chromosomes in unseen cell lines: GM12878, K562, IMR90, and HepG2. g, Maximum-

confidence Log2 fold-change between the UniversalEPI predictions before and after the in-silico inversion 

(Methods), same regions as in (f).  h, An example of UniversalEPI predictions for a TAD in chromosome 6 of 

IMR90 cells (unseen cell line and unseen chromosome). The original TAD is highlighted in yellow. The change in 

Hi-C predicted by an ensemble model is calculated using log2
 

fold-change before and after the in-silico 

inversion (top track) and maximum-confidence log2
 

fold-change (bottom track). In the presence of multiple 

ATAC-seq peaks within the same 5Kb bin, the log2
 

fold-change is summed among all pairs of interactions 

contained in the two bins.  

2.3 Benchmarking UniversalEPI against other methods on unseen cell types using bulk inputs 

Since producing a generalizable model for predicting chromatin interactions is the main goal of this 

work, we compared UniversalEPI against the top-performing methods in four cell lines not used for 

model training, using the same train-test split as above. We included C.Origami, the most accurate 

method that exists so far, providing it with additional CTCF ChIP-seq inputs, and Akita, a well-

performing method trainable on DNA sequence only. To test C.Origami in the scenario when CTCF 

ChIP-seq is not available, we also retrained it on DNA sequence and ATAC-seq as the only input. We 

also introduced three baselines that captured the effect of distance between interacting elements 

and the variability between the train and test Hi-C interaction matrices (Methods). We calculated 

method performances for predicting all experimental Hi-C interactions between accessible regions 

within 1Mb regions, which was the maximum common receptive field across all existing methods. 

We observed that UniversalEPI significantly outperformed the original version of the C.Origami 

method, which used CTCF ChIP-seq as an additional input, for the task of prediction in cell lines 

unseen during training (P < 0.05, Figure 3a and Figure S3). When trained without CTCF as input, 
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C.Origami performance further declined (P < 0.01, Figure 3a). UniversalEPI also outperformed the 

DNA sequence-only method Akita as this method, by design, was not expected to generalize across 

cell types. UniversalEPI was the only method that achieved a Spearman’s correlation between 

predicted and ground-truth Hi-C values above 90% for every test cell line (Figure 3b). On IMR90 and 

K562, UniversalEPI achieved comparable results to C.Origami, and it substantially outperformed 

C.Origami on HepG2 and GM12878 cell lines. 

Since distance between the interacting elements is a major factor in determining the strength of 

interaction, we also compared the existing methods after removing the distance effect. This was 

done by calculating the distance-stratified correlation (Figure 3c), which assessed the ability of 

tested methods to capture biological features across several distance ranges. We observed that 

UniversalEPI predicted the strength of chromatin interactions at a given distance better than all the 

existing methods, including C.Origami. The possible reason for the lower performance of C.Origami 

could be overfitting on cell lines used in training. This was also confirmed by a higher performance of 

C.Origami on the test chromosomes of training cell lines as compared to UniversalEPI (Figure S4). In 

addition to a better performance than existing methods on cell types unseen during training, 

UniversalEPI offers an efficient solution with small model size and short inference runtime, making 

our method a more scalable alternative for large-scale applications (Figure 3d). 

Finally, we compared the top two performing approaches – UniversalEPI and C.Origami (with and 

without CTCF ChIP-seq as input) – on their ability to predict specific types of EPIs and promoter-

promoter interactions (PPIs) in the same test cell lines as above using experimental Hi-C as ground-

truth. To study the ability of the models to capture distance-dependent interactions, we split EPIs 

into two categories – proximal EPI (pEPI, 200bp–2Kb) and distal EPI (dEPI, >2Kb). The annotations for 

pEPIs, dEPIs, and PPIs were obtained from the ENCODE library
34

. We also compared the two 

methods based on their ability to predict interactions between promoters and super-enhancers 

(sEPIs), which are clusters of active enhancers that often regulate cell identity genes
35

 and are 
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defined for each cell line in the dbSuper database
36

. UniversalEPI outperformed both versions of 

C.Origami on all but the K562 cell line, where C.Origami with additional CTCF binding information 

showed slightly higher prediction accuracy than UniversalEPI (Figure 3e). Overall, we conclude 

UniversalEPI generally captures important cis-regulatory interactions more accurately than 

C.Origami and that DNA sequence and bulk ATAC-seq data are sufficient to accurately predict cell-

type-specific chromatin interactions. 

 

Figure 3. Benchmarking of the UniversalEPI method. a, Aggregated model performances for prediction of 

chromatin interactions in unseen cell types. Each point corresponds to Spearman’s correlation coefficient 

between predictions and ground-truth Hi-C for an unseen chromosome in unseen cell lines, IMR90 and HepG2 

(Model 1), or GM12878 and K562 (Model 2).  For each method, Model 1 is trained on GM12878 and K562 cells, 

whereas Model 2 is trained on IMR90 and HepG2 cells. A Wilcoxon signed rank test is used to compare the 

methods; ***: P < 0.001, **: P < 0.01, *: P < 0.05. b, Model performances for prediction of chromatin 

interactions in unseen cell types stratified by test cell line. The dotted line indicates Spearman’s correlation of 

0.9. c, Line plot showing the mean distance-stratified Spearman’s correlation across four cell lines. d, Inference 

runtime and total number of model parameters are compared between different methods. The inference 
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runtime is calculated for making the predictions using the test chromosomes of HepG2 cell line. e, Method 

performances for prediction of the Hi-C signal for different types of cis-regulatory interactions. The change in 

Spearman’s correlation is calculated with respect to UniversalEPI. Positive values suggest that C.Origami or its 

variant have higher scores than UniversalEPI (red). dEPI: distal Enhancer-Promoter Interactions (further than 

2Kb), pEPI: proximal Enhancer-Promoter Interactions (within 2Kb), PPI: Promoter-Promoter Interaction, sEPI: 

Super Enhancer-Promoter Interactions. 

2.4 UniversalEPI captures chromatin dynamics during macrophage activation 

UniversalEPI can be used to predict changes in regulatory chromatin interactions upon cell 

reprogramming. To demonstrate this, we analyzed the model’s predictions of chromatin interactions 

during activation of human macrophages in vitro. ATAC-seq and ground-truth Hi-C data were 

collected at eight time points following macrophage activation with lipopolysaccharide (LPS) and 

interferon-� (IFNγ)
28

 (Figure 4a). In a zero-shot setting, Model 1 of UniversalEPI, which was trained 

on GM12878 and K562 cell lines, demonstrated high prediction accuracy, with Pearson’s and 

Spearman’s correlation with ground-truth Hi-C values exceeding 90% (Figure 4b). 

Reed et al. identified specific chromatin loops that exhibited differential interactions upon 

macrophage activation—lost, gained, or remaining static (Figure 4c). For these selected chromatin 

loops, UniversalEPI effectively identified positive and negative changes in the Hi-C signal during 

macrophage activation at 24h and 0h time points solely based on the variation in ATAC-seq inputs 

(Figure 4d). The application of the maximum-confidence log2 FC, based on the estimated prediction 

uncertainty, further improved the significance of predicted differential interactions (Figure 4e, 

Methods). Moreover, using the maximum-confidence log2 fold-change, UniversalEPI accurately 

distinguished gained and lost loops from static loops with a true positive rate that is at least four 

times higher than a random classification (Figure 4f).  Therefore, we conclude that the unique 

feature of UniversalEPI – estimation of the maximum confidence FC between conditions based on 

the reported uncertainty values – allows for accurate prediction of differential EPIs across 

conditions. 
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Figure 4. UniversalEPI captures chromatin dynamics during cell reprogramming. a, Experimental layout 

defined in Reed et al.
28

. Macrophages derived from the human THP-1 monocytic cell line are activated by 

treating with LPS + IFNγ in vitro and ATAC-seq and Hi-C were subsequently measured at 8 time points. b, 

Performance of UniversalEPI ensembles (trained on GM12878 and K562 cells) using ATAC-seq for each of the 8 

time points, quantified by Pearson’s (R) and Spearman’s ( ) correlation. c, Examples of static, lost, and gained 

loops in the chromatin between 0 and 24 hours identified by Reed et al. d, Differential interactions predicted 

by the UniversalEPI model between the 24-hour time point and the 0-hour for the differential loops. The 

significance is measured using a Mann-Whitney-Wilcoxon test with Bonferroni correction. e, The maximum-

confidence log2 fold-change between Hi-C values measured by UniversalEPI ensemble predictions for the 

differential loops. The significance is measured using a Mann-Whitney-Wilcoxon test with Bonferroni 

correction. f, Gain and loss enrichment score over random for selecting a gained or lost loop, respectively, in 

the K most differential interactions as predicted by the UniversalEPI model. The blue dotted line represents the 

enrichment score of labeling a random interaction as gained or lost. 

2.5 UniversalEPI predicts differential chromatin interactions using single-cell ATAC-seq data 

To demonstrate the applicability to single-cell studies, we used UniversalEPI to predict chromatin 

structure using as inputs pseudo-bulks of single-cell ATAC-seq (scATAC-seq) data (Figure 5a). We 

compared the performance of UniversalEPI with ChromaFold
22

, the only other method that predicts 

bulk Hi-C from scATAC-seq and DNA sequence as inputs. Because ChromaFold was specifically 

designed to work on single-cell inputs, we did not include it in the above benchmarking on bulk 
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ATAC-seq. scATAC-seq and Hi-C data from GM12878, K562, HepG2, and IMR90 cell lines were used 

in this analysis, with GM12878 and HepG2 cells employed for training both models. Keeping the 

experimental design similar to the ChromaFold study by Gao et al.
22

, we used Hi-C at 10Kb resolution 

with Hi-C-DC+ z-scores as targets
37

. 

The two methods were compared based on their ability to predict Hi-C values on unseen 

chromosomes in the unseen cell lines IMR90 and K562. UniversalEPI significantly outperformed 

ChromaFold on both unseen cell lines (Figure 5b-c). UniversalEPI also obtained a higher distance-

stratified correlation, especially for short-to-medium-range chromatin interactions (50-600Kb), 

highlighting the ability of our model to maintain its generalization capacity while extending to 

pseudo-bulk scATAC-seq data (Figure 5d). 

Further, we used 10x multiome data (scATAC-seq and scRNA-seq) from 8 human esophageal 

adenocarcinomas (EACs)38 to assess potential differences in chromatin structure between two 

cancer cell states: differentiated and undifferentiated malignant cells expressing cNMF4 and cNMF5 

transcriptional programs, respectively, as described in Yates et al.
38. Pseudo-bulk ATAC-seq profiles 

were obtained from merging scATAC-seq data from all cells across patients expressing a given 

transcriptional program. These pseudo-bulk ATAC-seq profiles were then used to predict Hi-C 

interactions between accessible regions using the UniversalEPI model 1, pre-trained on GM12878 

and K562 cell lines (Figure 5e). 

Based on predicted Hi-C data, we defined values of promoter activity for each gene and compared 

them with measured gene expression from pseudobulk scRNA-seq. Promoter activity acts as a 

representative for gene expression and was defined as a function of ATAC-seq and the predicted Hi-

C.  We modeled promoter activity as a combination of ATAC-seq promoter signal, ATAC-seq 

enhancer signals, and the predicted Hi-C interaction strengths between the promoter and enhancers 

(Methods). The derived promoter activity not only showed a high correlation with gene expression 

(Figure S5) but also a positive correlation with differential gene expression between undifferentiated 
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and differentiated cells in EAC (Pearson’s R = 0.224, Figure 5f). Thus, UniversalEPI-derived 

differential chromatin interactions can indicate the strength of regulatory effects on gene 

expression. Yates et al. also identified master transcription factors (mTFs) for each program, 

including LCOR and MECOM in differentiated and undifferentiated EAC cells, respectively
38

. These 

TFs play a pivotal role in defining and maintaining malignant cell states. Specifically, LCOR expression 

drives tumor cell differentiation and reduces tumor growth, whereas low LCOR expression is 

associated with suppression of antigen processing and presentation, enabling resistance to immune 

checkpoint blockade (ICB) therapy in breast cancer39,40. Conversely, overexpression of MECOM has 

been linked with activating oncogene expression41, promoting stem cell-like properties, and reducing 

apoptosis in different cancers42,43. The UniversalEPI-predicted Hi-C signal for the two malignant cell 

states of EAC was in agreement with these findings, showing higher estimated promoter activity of 

LCOR in differentiated cells relative to the undifferentiated cells, in line with the increased LCOR 

gene expression, and vice versa for MECOM (Figure 5f). 

Furthermore, using UniversalEPI-estimated uncertainty values, we identified significant differences 

in Hi-C interactions for the LCOR and MECOM promoters between the two malignant transcriptional 

states. In differentiated EAC cells, the LCOR promoter exhibited stronger interactions with proximal 

and distal enhancers both upstream and downstream of the gene (Figure 5g). Conversely, in 

undifferentiated EAC cells, the MECOM gene promoter formed strong interactions with downstream 

enhancers in its vicinity, presumably contributing to gene activation (Figure 5h). The uncertainty 

estimates allowed the model to discard low-confidence interactions, highlighting key enhancers 

responsible for gene regulation (Figure S6). This example illustrates the unique feature of 

UniversalEPI, which enables accurate identification of differential EPIs across conditions. 
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Figure 5. UniversalEPI reveals changes in chromatin structure in complex tissues using pseudo-bulk single-

cell ATAC-seq data. a, UniversalEPI can predict cell-type-specific Hi-C-derived chromatin interactions using 

scATAC-seq data. b, Comparison between UniversalEPI and ChromaFold on their ability to predict bulk Hi-C 

from scATAC-seq using GM12878 and HepG2 cell lines as training. Spearman’s correlation is calculated on 

unseen chromosomes (chr5, chr18, chr20, chr21) of unseen cell lines (K562, IMR90). Wilcoxon signed-rank test 

is used to test significance. **: P  0.01 c, Performance comparison on unseen chromosomes stratified by 

unseen cell lines.  d, Distance-stratified Spearman’s correlation based on the unseen chromosomes and cell 

lines. e, The 10x multiome data (scRNA-seq and scATAC-seq) of differentiated and undifferentiated malignant 

cells are obtained from human esophageal adenocarcinoma (EAC) tumors
38

. Master transcription factors 

(mTFs) for each program are identified in Yates et al.
38

. The scATAC-seq data from the candidate cells 

expressing each program are merged from multiple patient tumors to obtain transcriptional program-specific 

pseudobulk ATAC-seq profiles. These are then used as inputs to the pretrained UniversalEPI model to obtain 

Hi-C interactions for each program. f, A positive correlation is observed between the log2 fold-change (log2FC) 

in bulkified gene expression profiles and log2FC in estimated promoter activity. The blue star highlights the 

LCOR gene, which is a mTF for differentiated cells, whereas the red star highlights the MECOM gene, which is a 

mTF for undifferentiated cells. g-h, The change in predicted Hi-C interactions between accessible regions, 

measured by the sum of log2FC  between undifferentiated and differentiated cells, are shown for the LCOR 

and MECOM gene promoters. 
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3 Discussion 

In this work, we present UniversalEPI, an attention-based deep ensemble model that is trained on 

chromatin accessibility (ATAC-seq), DNA sequence, and TF binding data (ChIP-seq) from multiple cell 

lines to accurately predict chromatin interactions on unseen cell types without retraining solely 

based on DNA sequence and chromatin accessibility. Other models require several data modalities 

as inputs and, because of their large size, can only be trained on one or two cell types. UniversalEPI 

overcomes these drawbacks by operating on DNA sequence within open chromatin. By ignoring 

information in closed chromatin, other than assessing the distance between open chromatin 

regions, UniversalEPI is lightweight and demonstrates notable scalability (Figure 1). In contrast to 

other techniques, such as C.Origami, which was originally trained on a single cell line
21

, this enables 

our model to be trained on several cell lines concurrently in less than a day on a standard GPU and 

to have vastly improved inference time (Figure 3d). The latter will allow our model to be used on 

large datasets such as The Cancer Genome Atlas (TCGA) in the future, e.g., to assess the effects of 

non-coding variants on EPIs. 

Using CNN layers and transformer blocks, UniversalEPI effectively captures the essential 

transcription factor binding motifs and spatial dependencies underlying interactions between 

regions of open chromatin. Thus, UniversalEPI consistently outperforms the state-of-the-art 

methods, including C.Origami, and shows Spearman’s correlation between the predicted and 

ground-truth Hi-C values on unseen cell types above 0.9 in all experimental settings (Figure 3b, 

Figure 4b). Furthermore, the model’s high prediction accuracy, demonstrated by the strong distance-

stratified correlation between the predicted and experimental Hi-C values, confirms its sensitivity to 

biologically relevant information, which is critical for accurate modeling of chromatin architecture 

(Figure 2b, Figure 3c, Figure 5c).  

By applying UniversalEPI to predict changes in chromatin architecture in human macrophages 

stimulated with LPS and IFNγ, we demonstrated it can perform in a zero-shot setting to find 
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differential EPIs. Thus, UniversalEPI functions as a generalizable model that can identify modified 

chromatin interactions across conditions in cell types that are unseen during training (Figure 4). The 

model’s ability to detect dynamic changes in chromatin organization, which can be crucial in 

examining how different cell types respond to drugs and environmental stimuli, was demonstrated 

by its accurate identification of differential chromatin loops. UniversalEPI also displayed high 

performance against the only other model, ChromaFold, which was designed to predict bulk Hi-C 

using pseudo-bulk single-cell ATAC-seq data (Figure 5b-c). Furthermore, different chromatin looping 

patterns were identified by UniversalEPI for master transcription factor genes in EAC cells in 

different states of differentiation (Figure 5e-g). This feature means that UniversalEPI can be used to 

accurately investigate the characteristics and drivers of heterogeneity in chromatin organization that 

occurs in complex tissues and cancer cell states. 

Its predictive power will enable UniversalEPI to be used to study changes in chromatin organization 

in the presence of non-coding mutations and structural variations, thereby helping to decipher the 

regulatory mechanisms of genetic diseases. In this work, we performed in silico inversions of CTCF 

binding motifs to reveal changes in chromatin interactions using UniversalEPI; future work could 

apply the same principles to large cancer datasets such as TCGA, which comprises data on chromatin 

accessibility and DNA sequence variation. 

As UniversalEPI is trained to predict the Hi-C signal, the strong EPIs predicted by UniversalEPI are not 

strictly functional. It is known that enhancers and promoters can gain chromatin accessibility and 

interact even before gene expression is activated10. Additional data, such as profiling of H3K27ac or 

eRNA transcription, may be needed to assess the functionality of predicted strong EPIs. 

Finally, the computational architecture of UniversalEPI sheds light on the ubiquitousness of 

chromatin folding mechanisms between promoters and enhancers in the cell types used for 

validation (lung fibroblasts, B lymphocytes, macrophages, chronic myelogenous leukemia cells, and 

hepatocellular carcinoma cells): the method demonstrates top performance while discarding all 
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information about non-accessible chromatin and cell-type-specific TF binding motifs. Additional 

validation experiments may be required to check whether the model can show equally high 

performance in all cell types and whether highly specialized, cell-type-specific mechanisms that 

regulate chromatin interactions exist. As the numbers of ATAC-seq and Hi-C datasets increase, 

UniversalEPI can be used to explore these questions further.  

In the future, UniversalEPI could benefit from being trained on more datasets to further improve its 

generalizability. Moreover, the first stage of UniversalEPI could be enhanced by incorporating 

techniques such as adversarial training44–46, which would additionally help prevent the model from 

capturing cell-type-specific information and improve its ability to generalize across cell types. 

Nonetheless, UniversalEPI achieves state-of-the-art performance in predicting EPIs in unseen cell 

types from only DNA sequence and chromatin accessibility profiles, and because of its unique 

feature of estimating prediction uncertainty, significant differential interactions can be detected 

across conditions. Therefore, UniversalEPI brings a major advancement in being able to predict and 

experiment on chromatin interactions in silico that can be widely applied to study complex 

regulatory landscapes across the genome.  
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Methods 

Hi-C data processing 

The raw hg38-aligned Hi-C files for four cell lines (GM12878, K562, IMR90, and HepG2) were 

obtained directly from the 4D Nucleome Data Portal
47

 under the accession codes listed in 

Supplementary Table 1. We then extracted the 5Kb resolution contact matrices. To remove any 

systematic biases, we applied ICE normalization
48

 using HiCExplorer v2.2.1
49

 with filter thresholds of 

−1.1 and 4.5. Since we are only interested in intra-chromosomal contacts, the ICE normalization was 

also done independently on each chromosome of each cell line. 

The Hi-C contact matrices must be normalized across cell lines for the model predictions to be 

comparable to the training data. We achieved this by applying a distance-stratified robust z-score 

normalization using the healthy GM12878 cell line as a reference. GM12878 was selected as a 

reference cell line due to the high sequencing depth of its Hi-C matrix and hence, better data quality 

(approximately 759M interactions as compared to approximately 275M interactions in the other cell 

lines). For each chromosome of the GM12878 cell line, we stored the median and median absolute 

deviation (MAD) of all measured Hi-C interactions corresponding to regions that are d bins apart 

where d ∈ [0,800] (each bin being 5Kb of the genome). In some chromosomes, there were too few 

long-range interactions for accurate calculations of median and MAD. Hence, we fitted a B-spline, 

using SciPy’s splrep function50, setting the smoothing condition s to 5. This spline was then used to 

smooth our median and MAD curves across the genomic distance. We denote the smoothed median 

and MAD as ��
�������

 and ����
�������

 respectively. For a new cell type, e.g., the K562 cell line, the 

normalized Hi-C score (��) between regulatory elements in bins i and j is then calculated as done in 

equation (1), 

���,

��
� � ����,������ �|�	�|

����

���|�	�|���� 	� ���|
��|
������� 
  �|
��|

�������   (1) 
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where y is the ICE-normalized Hi-C value. Figure S7 depicts the effect of this normalization on all cell 

lines. 

Fudenberg et al
14

 applied Gaussian smoothing with unit variance to fill in the missing interactions 

and reduce the noise of the Hi-C experiment. However, this can lead to a significant reduction in 

strong Hi-C contacts in the presence of missing values at shorter distances. To mitigate this issue, we 

applied Gaussian smoothing with distance-dependent variance, which increased with distance 

(Figure S8). Particularly, we used four kernels with variances of 0.5, 0.65, 0.8, and 1 for interactions 

between regions that are closer than 25Kb, between 25Kb and 100Kb, between 100Kb and 250Kb, 

and greater than 250Kb respectively. Finally, we applied logarithmic transformation to the 

interaction scores. Several methods like Akita14 and ChromaFold22 also remove the effect of distance 

from the model by applying z-scores. While this approach highlights long-range interactions, we aim 

to capture the true biological interactions and hence, retain the effect of distance in our Hi-C 

matrices. 

ATAC-seq data processing 

In this work, we used the GRCh38/hg38 human reference genome. ATAC-seq data from five human 

cell lines was used in this study consisting of healthy (GM12878 and IMR90) and cancer (K562, A549, 

and HepG2) cells. The carefully processed signal p-value bigwig profiles and the pseudoreplicated 

peak files were downloaded directly from the ENCODE portal (http://www.encodeproject.org/) 

under the accession codes listed in Supplementary Table 1. For multiple ATAC-seq peaks within the 

500bp genomic region, we retain the peak with the highest read count and remove the remaining 

peaks. This resulted in approximately 175K peaks for each cell line. 

To ensure consistency between the ATAC-seq bigwig profiles of different cell types, we normalized 

the bigwig signal using GM12878 as the reference cell line. First, we identified a conserved set of 

CTCF sites by selecting the common peaks from CTCF ChIP-seq tracks of all five cell lines. For each 
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identified peak, we then obtained the signal values from the .bigwig files of each cell line using 

deepTools multiBigwigSummary v3.5.3
51

. Finally, we applied the Trimmed Mean of M-values (TMM) 

normalization of EdgeR
52

 using the extracted ATAC-seq signal values on these conserved CTCF sites 

to obtain the scaling factor for each cell line. GM12878 cell line was used as a reference while TMM 

normalization was applied. The normalized bigwig was then constructed by multiplying the scaling 

factor with the original signal track. The effect of normalization for all the cell lines can be observed 

in Figure S9. 

ChIP-seq data processing 

The ”narrow peak” files of each TF from the list of target TFs (CTCF, YY1, and SP1) for all five cell lines 

(GM12878, K562, IMR90, HepG2, and A549) were obtained from the ENCODE portal. The accession 

codes can be found in Supplementary Table 1. To account for the role of CTCF orientation in the 

formation and stability of TADs, we split CTCF ChIP-seq peaks based on their orientation. Specifically, 

we utilized the consensus motif MA0139.1 from the JASPAR database53 to derive a position-specific 

scoring matrix, which was subsequently convolved over the forward and reverse strands of the 

reference genome. To determine the optimal cutoff for the resulting convolved signal, we employed 

a false negative rate of 1%, based on empirical estimates54 of the intergenic nucleotide frequency 

background distribution. Signals larger than the cutoff indicated the presence of the consensus motif 

on the respective strand. Since the resolution of the ChIP-seq signal was lower than the motif length, 

a peak was labeled as forward and backward facing if both signals exceeded the cutoff value (18% of 

all peaks). Overall, 49% of the CTCF peaks were assigned to a motif on the forward strand and 48% 

to a motif on the reverse strand. For 20% of the peaks, no corresponding strand could be 

determined. Since these peaks were also highly correlated with low enrichment, they were dropped 

from the dataset during training. 
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Model architecture 

The architecture of UniversalEPI only accounts for the information coming from accessible 

chromatin regions (ATAC-seq peaks); all information about genomic regions between accessible 

regions is provided to the model via the value of the distance between ATAC-seq peaks. The model, 

therefore, predicts the entries in the interaction matrices only for the pairwise interactions between 

genomic regions containing ATAC-seq peaks. We propose a two-stage deep learning model to learn 

the mapping F: � 
 �, where � is the space of genomic information about ATAC-seq peaks and � is 

the space of interactions. Namely, for each X ∈ �, X = {x1,x2,..,x401} with xi ∈ �1000×5 being stacked one-

hot encoded DNA sequences and ATAC-seq signal of one ATAC-seq peak, the mapping should 

produce Y = {y(i,j) | y(i,j) ∈ �, i ≤ j, i,j = 101,...,300} ∈ � with elements representing the interaction 

between the pair of peak locations i and j in the central 200 ATAC-seq peaks. Note that the entry y(i,j), 

which represents the interaction between the pair of peaks locations i and j, depends not only on 

the data at those locations but also on the information across other peaks in their neighborhood. 

The first stage learns genomic features for the peak regions, relevant to predicting generalized 

chromatin features across cell types, whereas the second stage predicts Hi-C values by modeling the 

interactions between the learned features at peak locations. A schematic overview of the proposed 

method is depicted in Figure S10. Below, we describe the two stages in detail. 

Stage 1: Representation Learning 

In the first stage, we train a representation network fθ(x), where x ∈ � 1000×5, to predict binding 

affinity of the target TFs ��� � ��
�  using the data across different cell lines, where NTF is the 

number of the target TFs. This approach ensures that the learned features capture information that 

is both invariant across different cell lines and relevant for predicting the target Hi-C. Inspired by 

DeepC13, we adopt a convolution-based model for this purpose. The model consists of five 

convolutional layers with {30,60,60,90,90} channels, and kernel sizes of {11,11,11,5,5} respectively. 
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After each convolutional layer, max pooling with widths of {4,5,5,4,2} is applied to aggregate the 

learned features, which is followed by Leaky Rectified Linear Unit (LeakyReLU)
55

 with a slope of 0.2 

to introduce non-linearity. A fully connected layer takes the output of the convolutional layers and 

maps to the target TFs. To prevent over-fitting, a 20% dropout is applied during training. The model 

is optimized by minimizing the empirical version of the mean squared error (MSE) defined as in 

equation (2), 

min� ���,�
��~�
���� ����� � ��� ����    (2) 

where paired x and yTF are assumed to be sampled from a joint data distribution PTF. 

The use of convolutional layers enables the network to effectively extract hierarchical features from 

the input data. After applying the non-linear activations, the outputs of convolutional blocks serve as 

intermediate representations and are used as the input for the second stage. We use a linear 

projection head for each feature layer to map it to the space of dimension C, which is set to 180. For 

one peak x, we obtain a set of NL projected features h(x) = {��(x),��(x),...,���
(x)}, ��(x) ∈ �C

, where 

�� � 5 is the total number of convolutional blocks. Thus, for the subsequent 401 ATAC-seq peaks, 

we get the stacked projected features of the dimension 401 × C ×�� , which we denote by h(X). The 

feature selection module is then employed to select from NL features, as described in details below. 

Stage 2: Hi-C Prediction 

• Automatic feature selection is enabled by adopting the stochastic gating mechanism proposed by 

Yamada et al.
56

 to automatically select deep features learned during the first stage for predicting Hi-

C interactions. Unlike traditional deterministic approaches, which rely on predefined criteria to 

select features, stochastic gating allows the model to explore a broader range of potential feature 

subsets and identify those crucial for the training task. Stochastic gating approximates the ℓ0 sparsity 

constraint by continuous relaxation of Bernoulli distribution. 
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We jointly optimize the feature selection function sµ and the target network g
, which predicts the 

Hi-C values. The total objective can be written as equation (3), 

min�,� �� ,!�~�
�� �"� �!"�!#����$�, &�', (' 
 ) #�&��   (3) 

where LT and LR denote the target loss function and feature sparsity regularization, respectively, 

parameter λ controls the regularization strength, Z is a random sparsity-defining vector of size NL, X 

and Y are sampled from a joint data distribution PHiC. The components of Z provide the gating 

mechanism: For k-th feature zk = max(0,min(1,νk + *k)), where νk is learned and *$ is sampled from 

+(0,σ
2) with a predefined σ during training. Following Yamada et al.56, we set σ = 0.5. Herein we 

propose to use the stochastic gating sν (h(X) ,Z) = {sν (h(x1), Z), sν (h(x2), Z), ..., sν (h(x401), Z)} at the 

feature level instead of the node level (the latter was initially proposed by Yamada et al.
56) and 

aggregate the selected features using average pooling to reduce the model complexity. The gating 

mechanism is applied for each ATAC-seq peak   :   � �  �,  �  �  ∑ �$���� . /$
 
 

 %1
. The sparsity regularization 

is the sum of the probabilities that the gates are active, which is equal to �   � � � ∑ 0�/$ 1 0� 
 

 %1
�

∑ 3�&�
' ���

$%1
, where 3 is the Gaussian cumulative distribution function. During the inference stage, 

we set /̂k = max(0,min(1,νk)). 

• Hi-C prediction network g
 comprises a transformer-based encoder g

ENC that extracts 

information about the local and global context of the input sequence followed by a task-specific 

lightweight multilayer perceptron (MLP) decoder g

DEC. The encoder consists of four multi-head 

attention blocks as proposed by Vaswani et al.
57. We used four attention heads, a dropout rate of 

0.1, and set the hidden dimension dmodel equal to 32. To more accurately encode the genomic 

distance between input tokens, which is crucial for predicting interaction level, here we propose a 

genomic-distance-aware positional encoding. We compute the relative genomic distance between 

each token and a reference token and encode the distance using the sine-cosine positional encoding 

scheme57. Each token corresponds to a region centered around a single ATAC-seq peak. We 

.CC-BY-NC 4.0 International licenseavailable under a
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made 

The copyright holder for this preprintthis version posted January 15, 2025. ; https://doi.org/10.1101/2024.11.22.624813doi: bioRxiv preprint 

https://doi.org/10.1101/2024.11.22.624813
http://creativecommons.org/licenses/by-nc/4.0/


28 

 

designate the position of the highest ATAC-seq peak value as the token position. The middle token is 

chosen as the reference. We encode a maximum distance of 3 Mbp with a resolution of 500 bp. 

Note that the orientation is considered by assigning negative distances to the left peaks from the 

center and positive distances to the right peaks. We add a constant of 3 Mbp to all the distances to 

ensure they remain positive before the sine-cosine encoding. 

The encoder extracts a representation for each token, capturing its relation with the other tokens in 

the input sequence. The output of g

ENC 

is defined as E
,ν = {e1,e2,...,e401} with the i-th token 

representation ei ∈
 �������, i.e. E
,ν = g


ENC
(sν (h(X) , Z)). To compute the Hi-C interaction value 

between two peaks locations i and j, the encoder output of the i-th and j-th token are concatenated 

and fed into the decoder predicting Hi-C value, i.e., ���,�
��,
� = g


DEC(ei, ej) and ej depend on *,ν. We use 

two MLP layers with ReLU activation for the decoder. During training, sequences are randomly 

flipped to ensure that the decoder remains invariant to the order of the tokens. The target loss LT 

between the true interactions Y and the estimated interactions (5
,ν in equation (3) is defined in 

equation (4), 

 �!(5�,� , (' �  �
� ∑ 6���,�

��,
� � ���,
�
 
7�

�,
                                            (4) 

where i,j are encoded following the DeepC approach13 in a vertical, zigzag pole over the center of the 

sequence window (Figure 1c). N is the total number of interaction pairs. During training the 

empirical version of the loss (equation (3)) is optimized in both ν and *. 

• Auxiliary information can be optionally used for Hi-C prediction. Since the Hi-C values 

between two bins are also dependent on the mappability of the independent bins58, we also include 

the 36bp-mappability track, obtained from the UCSC Genome Browser59,60, as input to the Stage 2 of 

UniversalEPI. First, we use a linear head to embed auxiliary information. We set the embedding 

dimension the same as the hidden dimension of the transformer. The embedded vector is then 
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concatenated with the input embeddings, resulting in a new input to the attention layers. This 

method allows the use of any auxiliary information, such as mappability and ATAC-seq. 

Uncertainty estimation 

We incorporate both aleatoric and epistemic uncertainty estimation into UniversalEPI, providing 

information on the reliability of model predictions. To capture the aleatoric uncertainty, we assume 

that each observed log Hi-C value is a sample from a Gaussian distribution. Instead of the point 

estimate (5
,ν comprised of ���,�
��,
�

 provided by the entire Hi-C prediction component g
 S sν, we model 

the parameter of the distribution: the mean   , � 8 �,�
��,
�|:�,�

��,
�  � �; and the variance Σ
,ν = {[σ
,ν
(i,j)]2 | 

[σ
,ν
(i,j)

]
2 

∈ �()} between two peaks locations i and j, which are structured the same way as Y . We 

apply an exponential activation function to the variance output to guarantee non-negativity. Instead 

of the MSE loss LT defined in equation (4), herein we minimize in * and µ the negative log-likelihood 

loss weighted by the β-exponentiated variance estimates
26

, referred to as <−NLL loss, which is 

defined in equation (5), 

 *�NLL!=�,� , Σ�,� , (' �  �
�� ∑ sg �AB�,�

��,
�C�	*
�,
 Dlog �AB�,�

��,
�C�	 
 -��,�
��,��� .�,�

��,��/
�

0'�,�
��,��1

� G (5) 

with the stop-gradient operator sg, and the parameter < controlling the trade-off between the 

regression accuracy and log-likelihood estimation. We set < = 0.5 following
26

, which has been 

empirically found to provide the best trade-off. To estimate epistemic uncertainty, we utilize the 

deep ensemble method
27

 by training K models with different random initializations, resulting in an 

ensemble {(*k,νk), k = 1,..,K}. The total predictive uncertainty [��
��,
�

]2 is a sum of aleatoric [��
��,
�

]2 and 

epistemic [�2
��,
�

]2 uncertainties. It is quantified by combining these components as described in 

equation (6), 

AB�
��,
�C� �  AB�

��,
�C� 
  AB2
��,
�C� �  �

� ∑ AB��,��
��,
� C�

$ 
 �
� ∑ 6:��,��

��,
� � :�
��,
�7�

$       (6) 
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with the empirical estimate of the mean ��
��,
� � �

� ∑ :��,��
��,
� 

$ . We use an ensemble size of K = 10 for 

the reported results. 

Training details 

Our method is implemented with the PyTorch framework61. The training of the proposed method 

involves a two-stage model, where each stage was trained separately with different training setups. 

The TF prediction network was trained with Adam62 optimizer using a learning rate of 10−4, a weight 

decay of 10−4, with a batch size of 1024 over 100 epochs. The best model was identified using 

Pearson’s correlation score on the validation dataset. For each active binding site, we select a 1Kb 

segment of DNA sequence around the peak center and the corresponding ATAC-seq as input. 

Transcription factors CTCF, YY1, and SP1 were empirically chosen as target TFs based on their ability 

to assist in chromatin organization prediction (Figure S11). ZNF143 was initially considered another 

target TF candidate63–65. However, a recent study66 found the commonly used antibody of ZNF143 

cross-reacting with CTCF, challenging reported associations between ZNF143 binding and chromatin 

looping. This, along with the fact that including ZNF143 did not improve Hi-C prediction accuracy 

(Figure S11), led us to exclude this TF from further consideration in our work. The first stage model 

was trained on the GM12878 and K562 cell lines. We randomly split the chromosomes into training, 

validation, and test sets. Chromosomes 5, 12, 13, and 21 were used for validation, 2, 6, and 19 for 

testing, and the remaining chromosomes for training. After training, the backbone of the TF 

prediction network was used as a feature extractor, and its model parameters were frozen. 

In the second stage, the Hi-C prediction network was trained using the AdamW
67

 optimizer with a 

learning rate of 10
−3

. We set the feature sparsity regularization λ to 0.01, which was tuned to select 

the minimum number of feature layers necessary. Since distance between elements is highly 

predictive of the Hi-C values, we employed a position embedding upscaling by a factor of √��3�24 . 

We trained two sets of models, one set uses GM12878 and K562 cell lines for training, and IMR90 
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and HepG2 cell lines for testing whereas the other uses HepG2 and IMR90 cells for training and 

GM12878 and K562 cells were held out for testing. The second stage model was trained using the 

same chromosome split as the first stage. We found that the Hi-C data at 5Kb resolution also 

contains arbitrary bins with very few reads mapped to them (Figure S12). To ensure that these noisy 

samples do not affect our analysis, we removed these and their one-hop neighboring bins from all 

datasets. To increase robustness, we augmented the accessible regions in the training dataset with 

10% of inaccessible regions of length 1Kb each that were chosen randomly from the genome 

ensuring that the model can also predict accurately for various inaccessible regions, which can arise 

due to mutations. The combined regions were then used to form the 401 consecutive peaks which is 

the input of UniversalEPI. We trained the network for 20 epochs and chose the model for evaluation 

with the highest Spearman’s correlation on the validation data. Training the Hi-C prediction network 

took 12 hours on 0.2 of an A100 GPU with a batch size of 32, and 24 hours on a single RTX2080Ti 

with a batch size of 16. 

Evaluation details 

UniversalEPI was evaluated on unseen chromosomes of unseen cell types. To ensure that reliable 

targets were used for evaluation, we first flagged the bins that overlap with unmappable1 and 

blacklisted2 regions as reported by Kelley et al
68. We then removed the interactions containing a 

flagged endpoint. Finally, we calculated Spearman’s correlation and Pearson’s correlation using the 

smoothed log Hi-C of the remaining interactions. 

To understand the biological information captured by our model, we removed the strong influence 

of distance on Hi-C prediction by calculating distance-stratified correlation. Specifically, we 

calculated the correlation using all interactions that lie at a particular distance d away from each 

other, where d lies between 0 and 2Mb with a step size of 5Kb. 

                                                               
1 https://storage.googleapis.com/basenji barnyard2/umap k36 t10 l32 hg38.bed 

2 https://storage.googleapis.com/basenji barnyard2/hg38.blacklist.rep.bed 
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State-of-the-art methods 

In this section, we describe the configurations of the state-of-the-art methods C.Origami
21

 and 

Akita
14

, against which we compare our approach. We did not compare against DeepC
13

, as it has 

approximately 10 times more parameters than Akita and the two models are shown to perform 

comparably
14

. 

Various existing methods follow different Hi-C preprocessing techniques, predict Hi-C upto different 

distances and at different resolutions. For example, Akita predicts Hi-C at 2Kb resolution upto 1Mb 

after removal of effect of distance whereas C.Origami  retains the effect of distances and predicts Hi-

C at 10Kb resolution capturing interactions upto 2Mb away. Moreover, Akita employs 2D Gaussian 

smoothing which is not used by C.Origami. 

To mitigate these differences, we re-trained the existing methods on our preprocessing of 5Kb Hi-C 

data and tuned their hyperparameters based on their performance on validation chromosomes of 

seen cell lines. We used the open-sourced codes as a starting point. For both methods, we did not 

modify the loss functions, optimizers, or learning rate schedulers. In case of C.Origami, we reduced 

the input size from 2Mb to 1Mb to compensate from increase in Hi-C resolution from 10Kb to 5Kb. 

This majorly led to changes in the hidden layer sizes and number of convolution layers in the 

encoder. To obtain the C.Origami model without the CTCF ChIP-seq as input, we simply excluded this 

track from the inputs without changing the configuration of the model. Finally, both versions of 

C.Origami models were trained for a maximum of 80 epochs. The top-performing model was 

selected based on the validation loss and used for inference. 

On the other hand, for Akita, we kept the input size of 1Mb intact. Since the Hi-C resolution is 

reduced from 2Kb to 5Kb and consequently, the target length is reduced from 512 to 201, we 

reduced the complexity of the convolution trunk. Specifically, we replaced the 11 convolution layers 

with 7 convolution layers. Moreover, the pooling size was increased from 2 to 5 for the final 4 
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convolution layers. This configuration led to the best-performing Akita model. The Akita model was 

trained with two heads, corresponding to the two training cell lines. The model was trained for a 

maximum of 10000 epochs. The training was stopped early if the validation loss did not improve for 

12 epochs. This resulted in training stopping after 35 epochs on average for the two models (one 

trained on GM12878 and K562 cells and the other on HepG2 and IMR90 cells). Adjusting these 

hyperparameters enabled each state-of-the-art method to achieve performance levels comparable 

to those reported in their respective publications. 

Baseline methods 

We define 3 baseline methods, (1) Distance, (2) Median, and (3) Swap. These are computationally 

very simple as compared to the complex deep learning methods. 

As the Hi-C interactions between two genomic segments heavily depend on the distance between 

the segments, we introduce the Distance baseline which only depends on the genomic distance 

between the open regions. In particular, we define the prediction between regions I and j in 

equation (7), 

��I,j = −log(di,j)      (7) 

where di,j is the genomic distance (in 5Kb bins) between regions i and j. 

Similarly, we define the Median baseline where prediction is the median of all the interactions 

between the open regions in the training data that are at a particular distance away. 

Mathematically, the prediction for interaction between regions i and j, that are di,j bins away, is given 

by equation (8), 

��i,j = Median([y1,y2,…,yn])        (8) 
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where y1 ...yn are Hi-C interactions from the training data between all pairwise open regions that are 

di,j bins apart. 

Finally, we define the third baseline called Swap to capture the similarity in Hi-C across cell types. 

Here, we take the mean of Hi-C interactions from all the cell lines in the training data and use this as 

the predicted Hi-C matrix. If GM12878 and K562 are taken as training cell lines, then the predicted 

Hi-C interaction for the new unseen cell line would be given by equation (9). 

���,
 � �
� ���,


������� 
 ��,

��
��     (9) 

TAD annotations 

TADs were identified using boundary calls from the 4DN data portal47,69. We defined a consecutive 

pair of boundary calls (i,j where i < j) as a TAD if there was an overlapping ATAC-seq peak and a CTCF 

ChIP-seq peak within 10Kb of boundary calls i and j. Additionally, we required that the CTCF 

orientation is forward for i and reverse for j. The CTCF orientation was determined following the 

same approach used to prepare target data for the first stage of UniversalEPI. Applying these criteria 

yielded approximately 200 TADs per cell line. 

In-silico inversion of TAD boundary 

For each identified TAD, we modified the ATAC-seq peak at boundary j by reversing the ATAC-seq 

signal and mappability profile and by taking the reverse complement of the DNA sequence, resulting 

in a modified peak. We then extracted features from this modified peak using the first stage of 

UniversalEPI. These features, along with those from the 400 neighboring peaks, were used as input 

to the second stage of UniversalEPI. 

Since interactions between two 5Kb bins can be influenced by multiple accessible chromatin regions 

within the two bins, it is challenging to isolate the effect of inverting a TAD endpoint in such cases. 
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To address this, we focused our analysis on TADs with a unique ATAC-seq peak within 5Kb of each 

endpoint. 

Macrophage activation data processing 

We validated UniversalEPI on the data collected for activated macrophages derived from the THP-1 

monocytic cell line. Since we require the ATAC-seq peak calls and the signal p-value bigwig track, we 

used the raw ATAC-seq paired-end .fastq files provided by Reed et al.
28

 and performed 

preprocessing similar to the ones done by the authors. Adaptors and low-quality reads were first 

trimmed using Trim Galore! v0.6.10. Reads were then aligned using BWA mem. Samtools v1.13
70

 was 

then used to sort the aligned reads. Duplicated reads were removed using PicardTools whereas 

mitochondrial reads were filtered using Samtools. The replicates for each timestamp were merged 

using Samtools. Finally, ENCODE’s ATAC-seq pipeline71 was used to obtain the peaks and signal p-

value bigwig track. Deduplication was done as described before for the generated peak files. This 

resulted in approximately 200K peaks for each time point. For the generated bigwig tracks, edgeR’s 

TMM normalization52  was done with the GM12878 cell line as the reference (Figure S9). 

The .hic files, for each of the 8 different time stamps, were directly obtained from Reed et al
28. 

Nearly 370M interactions were observed on average for each of the time points. ICE normalization48 

was applied to each .hic file followed by the z-score normalization using the GM12878 cell line as the 

reference (as described above). 

Differential loop prediction 

For the validation of the ability of UniversalEPI to identify differential loops, we used the selected 

loops provided by Reed et al. The gain.early and gain.late were merged to form the set of gained 

loops. A similar approach was used for lost loops. To ensure a reliable set of differential loops, the 

sets of gained, static, and lost loops were further filtered based on fold-change (FC) of ICE-
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normalized Hi-C between the 24 hours and 0 hour time points. Specifically, lost loops with FC < 0.67, 

gained loops with FC > 1.5, and static loops with FC ∈ [0.67,1.5] were retained. 

The ATAC-seq peak sets at 0th and 24th hour time points were merged to get a set of regions for 

which Hi-C signal was predicted for the two time points using UniversalEPI. If multiple peaks existed 

within 500bp of each other, the peak with the maximum overall enrichment was retained resulting 

in a total of 235,690 peaks. UniversalEPI predictions were then independently calculated on this 

merged peak set using ATAC-seq bigwig signals for the two time points. Finally, the maximum-

confidence log2 fold-change was calculated between the predictions at these two time points. 

Assuming UniversalEPI predicted an interaction for two time points t1 and t2 with means µ1 and µ2 

and variances �1
2 and �2

2 respectively, a parameter   was defined as   �  � 
2

�  1�  � 1.282 J 1
2 
  2

2 

for �
2

1  1 and   �  � 
2

�  1�  
 1.282 J 1
2 
  2

2 otherwise. Here,   quantifies whether the observed 

difference exceeds the expected variability, with 1.282 representing the z-score for a one-tailed 90% 

confidence level. The maximum-confidence log2 fold-change between time points t2 and t1 was set 

to 0 if  K 0 and �
2

1  1 or  1 0 and �
2

L  1, indicating the change was not statistically significant. In 

case of no overlap, the maximum-confidence log2 fold-change was given by d. This corresponds to 

log2 fold-change being at least d with 90% model confidence. 

Comparison with ChromaFold 

To compare UniversalEPI’s performance against ChromaFold
22

, we trained and evaluated both 

models using the same input single-cell ATAC-seq (scATAC-seq) data. Since UniversalEPI is designed 

to work with bulk ATAC-seq signal and ATAC-seq peaks, we first bulkified the scATAC-seq data. The 

bam files were directly downloaded from ENCODE (Supplementary Table 1) and converted to signal 

and peak files using the techniques explained in the sections above. These bulkified ATAC-seq signals 

and peaks were used to train the UniversalEPI model and the evaluation of both models. 
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Both the models were trained using data from GM12878 and HepG2 cell lines and evaluated on 

K562 and IMR90 cell lines. We followed the same processing as introduced in Gao et al.
22

 i.e. we 

used ICE-normalized Hi-C at 10Kb resolution. Z-scores were then calculated using HiC-DC+
37

 and the 

resulting values were clipped between -16 and 16. Chromosomes 5, 18, 20, and 21 were used for 

testing whereas chromosomes 3 and 15 for validation, and the remaining chromosomes for training, 

as done in Gao et al
22

. This allowed us to directly use the preprocessing, model, and training scripts 

from the source code of ChromaFold. 

The models were compared using interactions between accessible chromatin regions. The 

interactions were also filtered based on unmappable and blacklisted regions. UniversalEPI and 

ChromaFold were also evaluated based on distance-stratified correlation, evaluating the 

performance of these methods in predicting interactions between genomic regions located up to 

1.5Mb away from each other. 

Esophageal adenocarcinoma data processing 

The 10x multiome (single-nuclei ATAC-seq and single-nuclei RNA-seq) profiles of 10 esophageal 

adenocarcinoma (EAC) patients were obtained from Yates et al
38. Using the cell scores from Yates et 

al., we selected the top 20% unique cells in each of the differentiated (cNMF4) and undifferentiated 

(cNMF5) programs as the representative cells. 

The representative cell barcodes are extracted from the individual patients’ .bam file, and the 

resulting patient-specific .bam files are merged to obtain the pseudo-bulk ATAC-seq .bam. For each 

program, ATAC-seq bam files were then used to obtain the signal p-values bigwig and narrowpeak 

files using ENCODE’s ATAC-seq pipeline71
 as done before. The ATAC-seq peaks were merged for the 

two programs to obtain a common set of peaks for downstream differential analysis. This was 

followed by deduplication (as done for datasets before) which resulted in a total of 280,368 peaks. 
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The signal p-value bigwigs were normalized using edgeR’s TMM normalization52 was done with the 

GM12878 cell line as the reference (Figure S9). 

The pseudo-bulk gene expression is obtained by summing the gene counts from all representative 

cells. Finally, the gene expression counts for each program were converted to counts-per-million 

(CPM) to mitigate the library-size bias. 

Promoter activity 

The promoter activity (AP) was obtained using the accessibility of the promoter (ATACP), accessibility 

of all the interacting enhancers (ATACE), and the interaction strength between the enhancer and 

promoter (Hi-CE,P). The accessibility of each enhancer was extracted as the maximum signal in the 

vicinity (±50bp) of the gene transcriptional start site or the point of maxima called by peak calling of 

MACS2 for the enhancers. Specifically, we defined the promoter activity as a linear combination of 

the promoter accessibility and the Hi-C weighted by the total accessibility of the enhancer and 

promoter. Inspired by Loubiere et al.
72, the total accessibility of enhancer and promoter was defined 

using the multiplicative model. This is mathematically given by equation (10), 

M� �  <) 
 <�log��ATAC� 
 1� 
 <� ∑ �ATAC� · ATAC5 · Hi-C5,��5    (10) 

where <)  is the intercept and <�, and <� are the coefficients, all of which are learned by a lasso 

regressor on randomly selected 80% of protein-coding genes in IMR90 cells. To mitigate the effect of 

weak interactions, only those enhancers were considered that had a predicted log Hi-C interaction of 

greater than 1 with the promoter. 

Data Availability 

All the raw and processed datasets corresponding to the cell lines were obtained from publicly 

accessible databases including ENCODE (https://www.encodeproject.org/), 4DNucleome (4DN) 

(https://data.4dnucleome.org/), and Gene Expression Omnibus (GEO) 
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(https://www.ncbi.nlm.nih.gov/geo/) with accession codes mentioned in Supplementary Sheet 1. 

This includes the THP-1 cell line used for macrophage activation generated in Reed et al. The raw 

single-cell ATAC-seq and single-cell RNA-seq datasets for cell differentiation in esophageal carcinoma 

were obtained from database of Genotypes and Phenotypes (dbGaP) 

(https://www.ncbi.nlm.nih.gov/gap/) with accession number phs003438.v1. 

Code Availability 

The code for UniversalEPI is made available at https://github.com/BoevaLab/UniversalEPI and 

deposited to https://doi.org/10.5281/zenodo.14622040.  
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