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Abstract

Undeniably, the information age and its main driver, the Internet, has enabled some
great innovations in terms of how we access and share information. We have more
computation power than ever, more storage space and more ways to transmit and
access information. However, the ability to produce and share information on a large
scale has also created some unique challenges that end-users have to deal with. Not only
do we face an immense growth of personal information (e.g. images, music, documents,
e-mails), we also actively amplify the problem of information fragmentation by using an
abundance of di�erent devices and web applications to organise it. Our data is spread
among services like DropBox, Facebook or Flickr, stored on hard disks or 
ash drives
and managed by desktops, notebooks, tablets and mobile devices. As a result, keeping
track of personal resources across devices and services has become increasingly di�cult.
We argue that todays consumer �le systems and desktop-centric PIM solutions are
not adequate to e�ectively organise personal resources that reside on multiple di�erent
devices and/or online services.

In this thesis, we explore the implications of a version-aware environment with
the goal of providing alternative access paths to personal �les based on provenance
information. Furthermore, we experiment with di�erent organisational schemes that
can be employedorthogonal to folder structures in order to manage those resources. To
that end, we propose a solution calledMemsy, a new personal resource management
environment that is comprised of three subsystems: a version-aware infrastructure,
a personal resource management layer and a personal resource graph. While we focus
mainly on personal resources represented by �les, we later expand the notion of resources
to be independent of the nature of the representations.

At its core, Memsy is a �le provenance system which maintains a uni�ed view of
a users personal information space across devices and services. It helps users to keep
track of the whereabouts of their �les and enables them to navigate between versions,
variants and related resources of those �les more e�ectively. To achieve this, we propose
the concept of a�le history graph, a lightweight, implicit versioning mechanism for �les
that retains a history of the cryptographic hashes of all encountered �le versions and
remembers the last known storage location(s) for each of them. By observing the local
�le systems and cloud storage services in the background, our system detects common
�le operations and consolidates that information with the central �le history graph to
help users locate the latest versions of their personal �les from within their familiar
desktop environment.

However, in a distributed and highly fragmented personal information space it is
almost unavoidable that �les get modi�ed outside of the observable environment, res-
ulting in missing links in their provenance chains. As a possible remedy, we propose the
use of similarity metrics to infer those missing relationshipsa posteriori. One example
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of that approach is the utilisation of content-based image similarity measures to recon-
cile related images. We show the viability of our idea in an empirical experiment where
we use o�-the-shelf perceptual hash algorithms to re-establish provenance relationships
of images that have been uploaded to social network sites and undergone minor image
transformations in the process.

On the management level, we devise a resource abstraction on top of the core infra-
structure which decouples PIM from speci�c applications and enables users to organise
their personal resources independent of their format or current location. More spe-
ci�cally, our new personal resource management layer introduces the concept of meta
resources to bundle resources that denote the same abstract information entity and
de�nes resources as proxy objects for the actual entities such as �les, web pages or
information units stored in external information repositories. Rather than designing a
general model for information management from scratch, we conceptualise four of the
common organisational features (i.e. 
ags, ratings, color labels, tags) identi�ed in an
analysis of state-of-the-art, domain-speci�c media managers. These features are presen-
ted as type-agnostic templates that are applicable to a wide range of PIM systems,
whether general or domain-speci�c. Additionally, their descriptions are complemented
by a collection of best practices that build a set of guidelines for future developers of
PIM tools. Finally, a number of resource and collection visualisations are proposed
that deal with the heterogeneous nature of the information managed by Memsy. Most
notably, we discuss a combination of in-place attribute manipulation with an emer-
ging design pattern called Cards to provide a new user interface for personal resource
management.

Inspired by status update interfaces found in todays social networking sites, which
allow users to reference other entities of the social graph in their messages, we propose a
novel annotation interface for personal resources that enables end-users to link entities
to �les in a comment-style fashion. Two complementary mechanisms, thementions
and annotate pattern, provide lightweight means to reference other resources as part
of a personal note. By manifesting these embedded links as relationships in apersonal
resource graph, we enable and encourage users to create truly bi-directional associations
between arbitrary resources managed by Memsy. As an intended side-e�ect, the original
note can be used to provide a meaningful context when the links are navigated.

To evaluate our ideas, we devised a number of common end-user scenarios and
illustrate how these use cases can be supported by our system. This includes the imple-
mentation of a virtual �le system to browse collections using the native �le manager,
a tighter integration of the management features with Microsoft O�ce and a way to
access a newer version of an attachment directly from within Outlook.



Zusammenfassung

Unbestreitbar haben das Informationszeitalter und die Verbreitung des Internets die
Art und Weise ver•andert, wie wir auf Informationen zugreifen und diese teilen. Aus-
serdem haben wir mehr Rechnerleistung als jemals zuvor, verf•ugen •uber grosse Mengen
an Speicherplatz und besitzen vielf•altige M•oglichkeiten Informationen zu kopieren. Je-
doch stellen sich dem Endbenutzer mit der neugewonnenen F•ahigkeit Informationen im
grossen Stil zu produzieren und zu teilen auch bisher nicht dagewesene Herausforder-
ungen. So werden wir nicht nur mit einem immensen Wachstum an pers•onlichen Daten
konfrontiert (u.a. Bilder, Dokumente, E-Mails, Musik), wir verst•arken das Problem
der Fragmentierung dieser Daten zus•atzlich indem wir eine Vielzahl von verschiedenen
Ger•aten und Webapplikationen in Anspruch nehmen um diese zu organisieren. Unsere
Daten liegen verteilt auf Diensten wie Dropbox, Facebook oder Flickr, sind auf Fest-
platten oder USB Sticks gespeichert und werden durch Arbeitsplatzrechner, Notebooks,
Tablets und Mobilger•ate verwaltet. Wir argumentieren, dass die momentan •ublichen
Dateisysteme und die bisherigen PIM (Personal Information Management) L•osungen
nur bedingt geeignet sind um nachzuvollziehen was mit pers•onlichen Ressourcen •uber
die verschiedenen Ger•ate und Dienste hinweg passiert.

In dieser Arbeit erforschen wir die Anwendungsm•oglichkeiten einer Infrastruktur die
eine Historie von Dateien und ihren Speicherorten aufzeichnet, mit dem Ziel alternative
Zugri�spfade auf pers•onliche Dateien zu erm•oglichen. Des Weiteren experimentieren
wir mit verschiedenen organisatorischen Konzepten welche orthogonal zu Orderstruk-
turen angewendet werden k•onnen um diese Dateien zu verwalten. Als Endergebnis
schlagen wir eine L•osung namensMemsy vor, einer neuen, pers•onlichen Ressourcen-
verwaltungsumgebung die aus drei Sub-Systemen besteht: einer Infrastruktur zur Pro-
tokollierung von Dateioperationen, einer pers•onlichen Ressourcenmanagement-Schicht
und einem pers•onlichen Ressourengraphen. W•ahrend wir uns anf•anglich auf pers•onliche
Ressourcen in der Form von Dateien konzentrieren, werden wir sp•ater diese De�nition
erweitern um unabh•angig von der Natur der Repr•asentation zu sein.

In seinem Kern ist Memsy ein System zur Erfassung von Dateibewegungen und
-modi�kationen im gesamten pers•onlichen Informationsraum (Information Space) eines
Benutzer, wobei sich dieser ber mehrere Ger•ate und Dienste erstrecken kann. Das
System hilft dem Benutzer nachzuvollziehen, wo sich die neuesten Versionen seiner
pers•onlichen Dateien be�nden und erm•oglicht diesem zwischen verschiedenen Versionen,
Varianten und verwandten Ressourcen hin- und her zu navigieren. Um dieses Szenario
umzusetzen schlagen wir das Konzept desFile History Graphen vor, einem impliziten
Versionierungsmechanismus f•ur die Metadaten von Dateien. Dieser Graph zeichnet eine
Historie der Metadaten aller angetro�enen Dateiversionen auf (u.a. die kryptographis-
chen Hashes) und merkt sich den letzten bekannte Speicherort f•ur jede dieser Dateien.
Durch das •Uberwachen von lokalen Dateisystemen und externen Filehosting-Diensten

iii



iv

im Hintergrund kann unser System allgemeine Dateioperationen erkennen und diese
Information mit dem zentralen File History Graphen konsolidieren um den Benutzern
das Lokalisieren der jeweils neuesten Versionen ihrer pers•onlichen Dateien innerhalb der
gewohnten Desktopumgebung zu erm•oglichen.

Allerdings l•asst es sich in einem verteilten und hochgradig fragmentierten Informa-
tionsraum fast nicht vermeiden, dass Dateien ausserhalb der beobachtbaren Umgebung
modi�ziert werden, was zu L•ucken in der Ereigniskette f•uhren kann. Als m•ogliche Ab-
hilfe schlagen wir die Verwendung von•Ahnlichkeitsmetriken vor um diese fehlenden
Verbindungen a posteriori abzuleiten. Wir zeigen die Durchf•uhrbarkeit unserer Idee
anhand eines empirischen Experiments in welchem wir etablierte Bilderkennungsal-
gorithmen verwenden um Bildern den Ursprungsdateien zuzuordnen, nachdem diese
zuvor auf ein soziales Netzwerk hochgeladen und dabei geringf•ugigen Bildmanipula-
tionen unterworfen wurden.

Basierend auf der grundlegenden Infrastruktur von Memsy haben wir eine Res-
sourcenabstraktion ausgearbeitet, welche PIM von spezi�schen Applikationen entkop-
pelt und es Benutzern erm•oglicht ihre pers•onlichen Ressourcen unabh•angig von deren
Format oder Speicherort zu verwalten. Anstatt ein allgemeines PIM Modell von Grund
auf neu zu designen, konzeptualisieren wir vier verbreitete organisatorische Features
(Markierungen, Bewertungen, Farbbeschriftungen und Stichw•orter) die in einer Ana-
lyse von modernsten PIM-Tools identi�ziert wurden. Diese Features werden als Typ-
unabh•angige Vorlagen pr•asentiert die auf ein breites Spektrum von m•oglichen PIM-
Systemen anwendbar sind. Zum Abschluss werden verschiedene Visualisierungen fr
die in Memsy verwalteten Informationen vorgestellt. Insbesondere diskutieren wir eine
Kombination von in-place Attributmanipulation mit einem aufkommenden Design Pat-
tern genanntCards um eine neue Benutzerober
•ache f•ur das Verwalten von pers•onlichen
Ressourcen zu realisieren.

Inspiriert durch die Benutzerober
•ache f•ur Statusmeldungen in sozialen Netzwerken
welche es Benutzern erm•oglicht in ihren Nachrichten andere Entit•aten des sozialen
Graphen zu referenzieren, schlagen wir ein neues Annotationsinterface f•ur pers•onliche
Ressourcen vor. Zwei komplement•are Mechanismen, dasmentions und annotate Pat-
tern, erm•oglichen das einfache Verlinken von anderen Ressourcen als Teil einer pers•on-
lichen Notiz. Durch das Manifestieren dieser eingebetteten Verkn•upfungen als Ver-
bindung in einem pers•onlichen Ressourcengraphen erm•oglichen und ermutigen wir Be-
nutzer bidirektionale Assoziationen zwischen beliebigen durch Memsy verwalteten Res-
sourcen zu erstellen. Als beabsichtigter Nebene�ekt kann die originale Notiz dazu ver-
wendet werden, beim Navigieren der Verkn•upfungen zus•atzlichen Kontext zur Verf•u-
gung zu stellen.

Um unsere Ideen zu evaluieren haben wir eine Anzahl von h•au�gen Endbenutzer-
Szenarien ausgearbeitet und illustrieren wie diese Anwendungsf•alle von unserem Sys-
tem unterst•utzt werden k•onnen. Dies beinhaltet die Implementierung eines virtuellen
Dateisystems um Sammlungen mithilfe des normalen Dateimanagern durchsuchen zu
k•onnen, eine engere Integration der Verwaltungsfunktionen mit Microsoft Outlook und
einer M•oglichkeit auf neuere Versionen eines E-Mail-Anhangs direkt aus Outlook heraus
zuzugreifen.
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1
Introduction

With the dawn of the personal computer era in the early 80s, digital information man-
agement became a rather personal issue. It was no longer the sole responsibility of
well-trained data typists to enter data into mainframes, which was eventually stored on
enormous magnetic tapes. Instead, layman computer users, nowadays often dubbed just
end-users, suddenly had the capabilities at their �ngertips to create their own digital
artefacts such as documents, letters or spreadsheets. Thanks to the (arguably) compact
form factor of the newly introduced 
oppy disks as a removable storage medium, it also
became feasible to exchange those digital artefacts with other personal computer users.
It is safe to say, that even in that early stage, when storage space was still scarce and
precious, personal information management (PIM) quickly became a topic every single
end-user had to deal with at some point. Those early operating systems for personal
computers (e.g. MS-DOS) introduced the concept of drive letters to denote the root
�le system tree of storage devices, volumes or logical partitions, but otherwise stuck to
the well-established �les and hierarchical folders metaphor already in use by Unix-like
operating systems for decades. There were a few caveats though. MS-DOS, or rather
its �le system FAT, was notoriously known for its 8.3 �lename convention which limits
�lenames to 8 characters for the name and 3 characters for the extension identi�er. As
a consequence, end-users had to come up with contrived naming schemes for their �les
to circumvent that limitation. Custom abbreviations and elaborate folder structures
as a means of classifying information were widespread and sophisticated �le managers
such as Norton Commander became a staple application for many advanced users to
navigate deep folder hierarchies. These organisational schemes reached even beyond
the digital realm and many end-users also started to develop elaborate physical �ling
systems for the ever-growing pile of 
oppy disks.

As storage capacity and density of hard disks grew almost exponentially and the
consumer prices of those storage devices was steadily decreasing, it is not surprising
that the amount of digital �les and personal information increased at a similar rate.
Unfortunately, even after the introduction of graphical user interfaces and the WIMP
(Window, Icons, Mouse, Pointer) paradigm, managing personal information still often

1



2 Chapter 1. Introduction

meant having to �ddle around with �les and folders. Admittedly, there were a few
domain-speci�c PIM applications which got introduced to the desktop environment,
such as Microsoft's Card�le application in Windows, but functionality was limited. At
that time, the number of �les, though growing, was still more or less manageable using
tools provided by the operating system such as the omnipresent �le managers. However,
three disruptive digitalisations of formerly analogue or \physical" information entities
during the 90s forced many end-users to adopt new best practices and tools to manage
new kinds of information in their digital lives.

First, the success of electronic mail, both for business and private correspondence,
led to the development of an entirely new branch of PIM tools that combined di�erent
strands of formerly separate applications (calendar, to-do lists, address book) into one
single integrated application. Notable examples from that category are Microsoft Out-
look, Lotus Notes and Novell GroupWise. Since the very nature of e-mails di�ers quite
signi�cantly from regular O�ce documents, organisational features had to be developed
to meet the time-oriented nature of e-mails and their concept of sender/recipients. In
the wake of these new developments, a number of previously uncommon organisational
features emerged, including ways to 
ag e-mails as important, sort them chronologically,
assign them to categories, �lter them according to user-de�ned rules, associate them
with calendar information or turn them into tasks. Though originally driven mainly by
business needs, some of these features were also adopted by end-users for their private
work
ows, be it the management of the local garden association or the planning of the
next family holidays.

Second, the invention of the MP3 compression format changed the landscape of
digital music quite dramatically. Until that point, it was just not feasible to store large
quantities of digital music, apart from storing them on Compact Disc. The management
of CDs however was very much like earlier physical �ling systems for 
oppy disks and,
due to the limited number of songs a single CD could store, their organisation followed
mainly a natural categorisation into albums. But thanks to the reasonable quality
o�ered by the MP3 �le format at a fraction of a song's uncompressed �le size, physical
CD collections turned into music collections stored on hard disk drives and the need
for an e�cient management solution quickly arose. Within a couple of years, even
novice users started to accumulate hundreds, if not thousands, of MP3 �les. Especially
with the advent of peer-to-peer �le sharing applications like Napster, managing music
became a common challenge. The adaptation of the MP3 �le format by the public was
accompanied by another, equally important development, the introduction of embedded
metadata, commonly referred to as ID3 tags. Located either at the end (ID3v1) or
beginning (ID3v2) of an MP3 �le, the ID3 metadata container can store information
about the song's title, artist, album, year, genre etc. While early media players used
that information solely to display song information while a track was playing, more
advanced media players, such as later versions of Winamp or Apple's iTunes, built
entire media libraries based on ID3 metadata extracted from the �les. This allowed
end-users to browse their music collection according to di�erent dimensions (e.g. artist,
year, genre) instead of simply navigating rigid folder hierarchies that can usually be
modelled only after one speci�c access path (e.g. genre! artist ! year).

Third, with the dawn of the digital camera for consumers, the cost of taking and pro-
ducing photos has dropped dramatically, hence we began to produce an ever-increasing
amount of digital photography every year. Given the sheer number of pictures taken,
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the time and e�ort required to �le them into meaningful folder hierarchies in such a way
that they can easily be retrieved later was simply too overwhelming for many regular
end-users. Again, this issue demanded a new set of domain-speci�c tools to cope with
that newly found explosion of personal artefacts. One popular technique to classify
images is to tag them. Tagging refers to the practice of assigning textual labels to
images, either through a special-purpose image viewer or supported by the operating
system directly.

Let us now fast forward to present day. We have come a long way since then and not
only have we seen an incredible technological advancement in computing technology in
general, but we have also witnessed the tremendous success of the World Wide Web.
Because of that innovation, end-users are now being able to get access to a vast amount
of publicly available information, much of it carefully authored by experts and made
available as interlinked hypertext documents. But it was not until what we now call the
Web 2.0 revolution that the Web also became personal. Thanks to blog, image and video
hosting platforms, it was now possible for everyone to distribute personal information
with ease and share digital artefacts with a large audience. At �rst glance however, it
seems nothing much has changed with respect to personal information management.
Modern operating systems, from Windows, Mac OS X to most Linux desktops, still rely
heavily on hierarchical �le systems and while we have seen the introduction of metadata
at the �le system level, �lenames and folder structures have not lost their importance
in organising digital artefacts. Yet if we look more closely, we can observe a few very
important trends.

Undeniably, the information age and its main driver, the Internet, has enabled
some great innovations in terms of how we access and share information. We have more
computation power than ever, more storage space and more ways to transmit and access
information. However, the ability to produce and share information on a large scale
has also created some unique challenges that end-users have to deal with. Not only do
we face an immense growth of personal information (e.g. images, music, documents, e-
mails), but we also actively amplify the problem of information fragmentation by using
an abundance of di�erent devices and web applications to organise it. Information
fragmentation refers to the situation where data that semantically belongs together is
spread among di�erent data silos, possibly in di�erent physical locations or isolated in
di�erent applications.

For example, taking pictures has become an everyday activity in our lives. The
appearance of mobile devices with sophisticated built-in cameras has ampli�ed this
trend even further, allowing us to take photos whenever and wherever we want with
minimal e�ort. In fact, as of 2015, Apple's iPhones are the most popular cameras on
Flickr 1, which is one of the largest image hosting services. As a result, many people have
amassed an impressive collection of digital photographs, which they store on all kinds
of di�erent devices such as desktop computers, notebooks, tablets and smartphones.
Furthermore, a staggering amount of photos is uploaded to social media websites where
they are enriched with even more personal information such as labels, tagged friends,
location information etc.

\More than 250 billion photos have been uploaded to Facebook, and more

1https://www.
ickr.com/



4 Chapter 1. Introduction

than 350 million photos are uploaded every day on average.2"

In recent years, the problem of information fragmentation has become even more
important due to the proliferation of new devices such as smartphones and a trend
towards having more than one computing device. It is common to use a personal
desktop computer at home, a workstation at the o�ce and laptop or tablet on the go.
If that alone were not enough, we could also observe an unprecedented blurring of the
borders between the work and private life. In the last couple of years, the formerly
strong separation between those two environments has started to fade and it is now not
uncommon for single mobile devices to be used in both environments. Coupled with
the increased mobility o�ered by those new devices, we often �nd ourselves in the need
of working with the same documents in di�erent locations. Whether it is a PowerPoint
presentation that we started on our o�ce computer and want to �nish at home, or
whether we want to proof-read a letter while on the train, we usually need to think
about a way of moving �les around. Since storage space is ridiculously cheap, we copy,
share and distribute more data than ever, unknowingly making it even harder for us to
keep track of all the copies, versions and variants we produce.

In their quest to �nd a solution for this problem, many end-users have started to use
consumer cloud storage services such as Wuala, DropBox, Google Drive and Microsoft
Skydrive in order to store their documents \in the cloud". Cloud storage services aim
to provide an e�ective solution for synchronisingpersonal resources(e.g. documents,
photos, music, arbitrary �les etc.) and/or personal settings (e.g. application prefer-
ences, browser history, save games etc.) across many devices, to access personal data
from anywhere and to easily share data with friends, co-workers and the world. While
these services solve some of the issues of information fragmentation, they solve others
only partially and even cause new problems. A �rst problem is caused by a lack of
interoperability between these di�erent services. It is currently not possible to share
data from one service with another, other than manually copying the �les back and
forth. Unfortunately, this is often necessary when working with teams/people that use
a service that is di�erent from the one you normally use. Another problem is that
(free) services only o�er limited storage capacity, tempting you to use several services
in parallel in order to circumvent those limits. However, this ampli�es the problem of
information fragmentation even further, as it now requires you to remember on which
cloud a particular �le is stored.

As a result, the problem of information fragmentation is as relevant as ever. Our
data is spread across services like DropBox, Facebook or Flickr, stored on hard disks
and 
ash drives and managed by desktops, notebooks, tablets and mobile devices.

1.1 Motivation

How quickly information fragmentation, in combination with humans' naturally imper-
fect memories, can turn into a serious problem with far-reaching implications can best
be exempli�ed using three scenarios inspired by the author's own experience with per-
sonal information management. Even though, ultimately, work practices are a matter

2A Focus on E�ciency (whitepaper from Facebook, Ericsson and Qualcomm, published September
16, 2013)
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of personal taste and preference, we believe that most readers can relate to situations
illustrated in these scenarios in one way or another.

Imagine Patricia, an artist who works for a design studio. In a few weeks, she has
to present her latest artworks to a client. They are currently stored in a desktop folder
on her o�ce computer, but she would like to continue to work at home on some of
the designs until the deadline. However, company policy prevents her from using cloud
storage services for �les that contain sensitive client data, so she resorts to a USB 
ash
drive and e-mail to transfer those �les between her computing devices. For non-sensitive
sketches, she prefers to use Dropbox for its ease of use to keep �les in sync. However,
one day at the o�ce, she modi�es one of the larger sketches just before she is about
to leave. Because she is in hurry and cannot wait for Dropbox's synchronisation to
�nish, she copies everything to a USB 
ash drive so that she can still continue to work
at home. The following day, she realises that she has forgotten the USB 
ash drive
at home. While this is not a problem per se, she would like to know which sketches
have been updated at home so that she can work on other sketches in the meantime.
Because she has worked on quite a few sketches at home, she cannot quite remember
which ones are up-to-date. Anyway, during the next few weeks, she copies, renames,
modi�es and moves those sketches and artworks between her devices, Dropbox and the
USB 
ash drive. The day before the presentation, Patricia would like to make sure that
she now has all the latest versions of her artworks stored in that one common folder.
Unfortunately, due to all the copying back and forth, she has completely lost track of
where the latest versions are actually stored. Though she can vaguely remember where
each artwork is supposed to be, she still has to manually go through all the locations
and compare the resources by hand, just to make sure she does not miss an updated
version. This needs time and time costs money and even artists would rather like to
make some instead.

Next we meet Erik. Erik works in the �nancial division of a small company. Quite
often, Erik receives e-mails with attached reports or quarterly �gures he is supposed to
revise. One day he is in quite a hurry, so he saves the attachment to the wrong folder by
mistake. Unaware of this faux pas, he goes ahead and implements a couple of changes
but does not send it back immediately. A few days later, he receives a friendly reminder
from his colleague, asking about the missing feedback. Although he is certain that he
edited the report previously, he just cannot �nd it where it is supposed to be. If that
were not bad enough, Erik notices that one of his other reports contains sensitive data
that needs to be removed. While he remembers that he made several copies of that
report and also uploaded it to a cloud storage service, it is quite cumbersome to search
for the �le on several di�erent devices. In addition, he cannot really remember whether
he uploaded it to DropBox or Google Drive. Those incidents caused Erik to revise his
work practices. Ideally, he would like to be able to somehow tag or 
ag documents that
are currently important or those that contain sensitive information. While he knows
that the Windows �le explorer allows him to set tags for Microsoft O�ce documents,
that same functionality does not seem to be available for other �le formats such as
PDFs or OpenO�ce documents.

Mary is an avid traveller who loves to document her journeys with photographs.
During her last trip, she took a lot of photographs with her camera and uploaded some
of them to her Facebook page. Back home, she transfers the photographs to her desktop
computer without paying too much attention to folder organisation or proper tagging.
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Several weeks later she is contacted by John, a friend of hers who was on the same
trip. He has seen one of the photographs she uploaded and asks for a high-resolution
version for a physical photo album he is working on. Because Mary took thousands of
photographs during that trip, it takes her quite some time to �nd the original of the
Facebook version. While she is browsing through her collection, she spots red eyes on
another photo. Though she can easily �x this, she no longer remembers whether she
uploaded that particular photograph to Facebook. So again, she has to go through her
Facebook album to check whether it should be replaced there as well. In that same
local album, she discovers another funny but rather embarrassing picture of a friend
of hers. Of course Mary is sensitive enough not to upload such a photo to Facebook
but would still like to tag her (Facebook) friend in it so she can easily retrieve it later
once she meets that friend in person. On another occasion, Mary decides to enter a
photography competition. To participate in the �rst round of that competition, she
has to submit her photographs as compressed JPEG �les, so she exports them from her
image viewer in the required format to a newly created folder, before uploading them
to the competition's website. To her surprise, she is noti�ed several weeks later that
her entries have made it to the �nal round. The competition's committee now asks for
the original �les in order to proceed to the �nals. While Mary still knows where she
put the JPEG �les, she cannot remember the �les' original locations due to a recent
re-organisation of her entire library.

Common to all those stories is that de�ning moment when the protagonists want to
retrieve a speci�c version of a particular personal resource but realise that they cannot
quite remember where they put it. Quite often though, they may have access to an
older or related version, but this usually does little to help them remembering, let alone
locate, the resource in question. Even if they remember the location or folder, it is
often tedious to browse through larger collections of �les when all they are interested
in is one particular instance.

1.2 Research Statement / Goals

We argue that today's consumer �le systems and desktop-centric PIM solutions are
not adequate to e�ectively organise personal resources that reside on multiple di�erent
devices and/or online services. In fact, many previous solutions in the area of personal
information management (PIM) tried to reduce information fragmentation by aggreg-
ating data in one single point (e.g. desktop computer), often through synchronisation.
As we will see later in Chapter 2, desktop-centric approaches often do not account for
information stored online that, though highly personal, is not under the user's imme-
diate control, such as pictures uploaded to image hosting providers or friends managed
by a social media website.

In contrast to those solutions, we explicitly abandoned the single desktop assumption
and instead tried to cater for the fact that the information landscape of users has
changed signi�cantly in the past years. This immediately leads us to this thesis's
visionary mission statement:

Embrace information fragmentation rather than trying to avoid.
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Our vision is to provide the end-user with a uni�ed view of all personal �les and
related resources, possibly stored on many di�erent devices. To maintain this view even
in the presence of low-level �le system operations such as copying, moving, renaming
or modifying �les, we envision a version-aware environment that helps users keep track
of their �les across system and service boundaries. Having such an infrastructure in
place, together with reliable ways of identifying resources, enables an unprecedented
decoupling of the storage and management of personal information. Motivated by the
observations made in the introduction and the use cases presented in the previous sec-
tions, we �nally aim to address the following research questions:

Provided a user's personal information space is spread across multiple devices
and online services, how can we. . .

� provide a global view of the user's resources across many di�erent
devices and (online) services in order to help them keep track of the
whereabouts of their �les and to enable them to navigate between ver-
sions, variants and related resources of those �les more e�ectively?

� reconcile resources fromoutside of our observable environment with
the consolidated global view?

� allow users to manage entities in their entire information space uni-
formly, regardless of their type or actual location?

� enable and encourage users to create truly bi-directional associations
between arbitrary resources in their personal information space?

To achieve this vision, we establish a few guiding principles that help us steer the
direction of our proposed solution and set us apart from similar approaches. The
core infrastructure to keep track of �les should not depend on features of a particular
storage or �le system. From a technical point of view, this translates to a solution
that sits between the operating system and the applications. Due to the nature of
such an approach, we do not aim for absolute correctness in all situations but rather
opt for a best-e�ort approach where we try to capture as many relevant events as
possible, but also provide means to recover from gaps in our provenance chain. In
addition, the solution should neither force end-users to radically change their existing
work habits nor to leave their familiar desktop environments. This means we aim for a
deep integration with their existing work
ows by embedding end-user tools right into
the desktop experience and standard applications such as the browser. Apart from
those end-user tools, the infrastructure should work behind the scene with very little
con�guration overhead.

To develop the concepts for our solution, we consider three di�erent areas where we
believe signi�cant changes in the way people deal with digital personal information have
taken place and explore how those �ndings can be used to improve personal informa-
tion management, i.e. the management of digital artefacts, documents and information
entities. First, we are going to argue that instead of trying to aggregate all personal
information in one place or one application, which is often not only impractical but
would also require end-users to change their work practices quite drastically, it is better
to anticipate that some of a user's personal information is managed in systems (data
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silos) beyond our control. This boundary between the observable and non-observable
information space is one of the focus areas of our research. Second, we will demonstrate
how organisational techniques from domain-speci�c PIM tools can be transferred to the
domain of reference management before we �nally build a general model of an idealised
PIM tool that o�ers its management capabilities in a type-agnostic manner. Last but
not least, we are going to show how techniques from social media websites with regards
to linking between information entities can be used to enable end-users to create links
between personal resources and entities, even across the boundaries of single devices.

1.3 Contributions

In furtherance of our use cases and to present answers to our research questions, we
propose theMemsy environment, a personal resource management infrastructure that
aims to improve modern personal information management through new approaches
in three di�erent areas: resource tracking, resource management and resource linking.
While we focus mainly on personal resources represented by �les, we claim that the
concepts developed are independent of the nature of the representations. We have
built a resource model where resources are abstract entities which can be represented
by concrete instances of �les, web pages or objects that point to entities in external
information systems. This allows us to perform information management and linking at
an abstract level instead of relying on the operating and �le system support to attach
metadata to �les. As a result, we are not bound by any �le format restrictions and treat
�les on the same level as any other (web) resource. Though we present Memsy as a
single integrated environment, it is actually comprised of many individual components,
each with its own contributions.

At its core, Memsy is a �le provenance system which maintains a uni�ed view
of a user's personal information space across devices and services. It monitors local
folders and connected storage devices to track the whereabouts of �les and reliably
integrate previously seen �les, even if they temporarily leave the observed environment.
To achieve this, we propose the concept of a �le history graph, a lightweight, implicit
versioning mechanism for �les that reconciles the metadata of a single resource into one
data structure. Each newly observed version of a �le is represented as a node in this
graph. To abstract the actual location of these versions, we have developed a mapping
scheme to translate �le paths into uniform resource locators. To incorporate �les stored
in online services, we have written a set of crawlers for popular cloud storage providers
and image hosting services. All �le histories are consolidated in a global resource
catalogue that represents the user's entire personal information environment. We have
implemented these concepts as a central web service calledMemsy Globalwhich o�ers
its functionality over a RESTful API.

We o�er two complementary strategies to reconcile �les that have been modi�ed
outside of the observed environment. The �rst strategy uses string similarity metrics
to discover similarities between �lenames. The second strategy employs content-based
similarity metrics to derive a relatedness measure between two resources. We demon-
strate the e�ectiveness of this strategy using a hashing technique for images called
perceptual hashand have validated our approach against a random set of photographs
retrieved from Flickr. Content-based image matching allows users to easily navigate
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between images uploaded to online services and their matching counterpart on the local
hard disk. To facilitate this navigation, we have developed a Chrome browser extension
that can be invoked while browsing the services supported by Memsy (i.e. Facebook
and Flickr).

On the management level, we adopted a user-driven approach towards PIM where we
focused on new organisational capabilities for personal resources. Rather than design-
ing a general model for information management from scratch, we analysed advanced
domain-speci�c information management systems like Adobe Lightroom or iTunes and
abstracted common organisational features such as tagging, 
agging, rating and color-
ing. The general nature of these features has been veri�ed in a �rst step by applying
them to the domain of managing publications as part of software prototype called
PubLight. In a second step, we analysed the adoption and popularity of these features
among users of reference management systems. Equipped with all that insight, we form-
ally describe the organisational features and compile a set of guidelines for developers
interested in applying them to their PIM systems. Our web interface for the Memsy
environment exempli�es one possible instantiation of that feature set. By building these
features on top of the resource abstraction provided by the core infrastructure, we de-
couple PIM from speci�c applications and realise a type-agnostic management layer that
enables users to organise their personal resources independent of their format or current
location. We also adopt a dual folder/collection model inspired by Adobe Lightroom
that provides multiple classi�cation in addition to the traditional hierarchical folder
navigation paths.

On the link level, we propose a personal resource graph structure that captures asso-
ciations between resources to represent arbitrary relationships. Apart from a RESTful
API to create associations, we introduce a new method to create such links in a user-
friendly way. We developed a novel annotation interface which is modelled after familiar
user interfaces to publish status updates and comments on social media websites. Two
di�erent techniques are supported to insert links to other entities: inline references,
where a special pre�x character triggers the lookup of related resources; and a more
traditional button-oriented interface that allow users to attach related resources to the
comment. We combine these two techniques in a uni�ed interface, which allows us
to connect nodes (resources) of our internally managed personal resource graph with
external entities, such as friends on Facebook, via the creation of annotations. By trans-
ferring ideas from social networks to PIM, our approach enables users to create links
between locally stored �les and personal information stored on the web in a familiar
fashion.

1.4 Structure of the Thesis

In Chapter 2, we start with the de�nition of important terminology to enable a common
ground for discussing and comparing similar systems in the research area of personal
information management. We take a look at the history of personal information man-
agement and the di�erent approaches adopted in previous work. Various attempts have
been made to structure personal information along di�erent axes such as time or place
and we are going to discuss these approaches with respect to di�erent types of informa-
tion entities. The long-standing debate between traditional, rigid folder hierarchies and
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alternative approaches such as tagging is scrutinised in great detail. We then shortly di-
vert to the �eld of human memory and cognitive processing of information to illustrate
the many imperfections of the human capability to remember tasks. We draw upon
these �ndings to motivate the need for collecting provenance information throughout a
user's personal information space. Provenance-aware applications and �le systems also
have a rich history of related work that we are going to explore before we delve into
the world of cloud storage services and the disrupting impact they had on end-users
work
ows. Finally, we are going to derive a set of requirements for our newly proposed
version-aware environment and formulate a hypothesis that summarises our conclusions
drawn from previous work.

We then continue with a pre-study and analysis of state-of-the-art, domain-speci�c
media managers as well as reference management systems in Chapter 3. That analysis
delivers a basis for the description of common organisational features such as 
agging,
tagging, coloring or rating. From the many PIM tools we are going to discuss, Adobe's
Photoshop Lightroom gets some special attention as it serves as a model for a speci�c
approach towards PIM that we have dubbedthe Lightroom Paradigm. The hypothes-
ised generality of that paradigm is �rst explored in the development of a prototype
for managing publications, calledPubLight. We have chosen the domain of reference
management as an example information management task because of its widespread
adoption in the research community and because its diversity allowed us to examine
the applicability of the Lightroom paradigm with regards to several aspects. In a last
step, we discuss the results from an online survey among over 80 researchers from
the computer science community with regards to their reference management practices
and their general attitude towards the organisational features o�ered by the reference
management systems they use.

Based on the analysis presented in the background chapter, our core model is de-
scribed in Chapter 4. To capture the provenance information of �les across devices
and services, a new data structure called the�le history graph is presented that stores
version-related metadata in a global, graph-like structure. This data model builds
the foundation for an infrastructure called Memsy, our proposed approach towards a
version-aware environment that helps users keep track of �les. We also discuss several
strategies to consolidate unobservable �les with our infrastructure as soon as they enter
the observed environment. We are going to present our envisioned user experience that
illustrates how users can learn about newer versions of �les within their familiar desktop
environment. After a description of the implementation, we conclude the chapter with
�ndings from a user study we conducted based on the tools we have developed.

In Chapter 5, we introduce the concepts of meta resources and resources in the con-
text of PIM. More speci�cally, meta resources denote the abstract information entities
our environment is able to manage whereas resources serve as proxy objects for the
actual entities such as �les, web pages or information units stored online. In addition,
a traditional folder model is extended by the notion of collections to map a number
of common grouping schemes (e.g. playlists for music, albums for pictures) to a single
uni�ed concept. Closely related is the idea ofsmart collections which are basically
dynamic collections powered by a stored query instead of static membership. In a next
step, we formalise the organisational features discussed in Chapter 3 and clearly sep-
arate them from the type-speci�c metadata we collect as well. We then describe the
implementation of the Memsy personal resource management layer which incorporates
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those user-driven attributes into Memsy and makes them available for any resource
managed by it. A number of resource and collection visualisations are proposed that
deal with the heterogeneous nature of the information managed by Memsy. In partic-
ular, the chapter describes a combination ofin-place attribute manipulation with an
emerging design pattern calledCards to provide a new user interface for PIM.

Chapter 6 is the last chapter of the proposed Memsy environment. There we pick
up on the idea of arbitrary associations between resources, regardless whether their
representations are stored locally or online. This enables us to present a solution that
allows end-users to create links between their locally stored �les and information stored
online in open repositories (e.g. Wikipedia) or social networks (e.g. Facebook Contacts).
We show a new user interface and interaction pattern for PIM that allows end-users to
add annotations and links to �les in a comment-style fashion.

A number of applications have been developed that exemplify various aspects of
the Memsy environment and validate its e�ectiveness in solving the problem described
in the motivation section. We describe these applications in Chapter 7, where we also
explore several use cases a�orded by our infrastructure and discuss the general challenge
of evaluating PIM systems. The �nal chapter concludes the thesis by summarising the
individual contributions and presents the �nal vision of an integrated, version-aware
environment. In addition, we highlight possible directions for future work, most notably
with respect to multi-user environments and more advanced reconciliation strategies.





2
Background and Related Work

In personal information management people study the practices of information manage-
ment in a personal, mainly digital, environment and develop solutions for the e�ective
acquisition, organisation and retrieval of personal information items. This chapter starts
with a small history lesson about some early studies in personal information manage-
ment (PIM) that have shaped our research discipline in considerable ways. To guide
the reader through the entangled web of alternative and complementary PIM tools, we
are then going to give an overview of the vast landscape of competing approaches in
Section 2.2 before we return to our beloved folder structures in Section 2.3, pitch them
against tagging and compare them with alternatives such as search. The human mind,
especially its memory capabilities, are closely related to the idea of utilising context as
a means of helping people to locate the information they seek for and we debate the
potential of provenance information to trigger people's memory in Section 2.4. The
problem of information fragmentation is one of the most challenging problems in per-
sonal information management and in Section 2.5 we discuss previous solutions but
also new challenges to this recurring problem. Section 2.6 summarises some of the
general considerations in PIM, followed by a �nal analysis of the related work and the
formulation of our hypothesis.

Throughout this thesis, we use the abbreviationPIM to refer to personal information
management as anactivity performed by knowledge workers and layman users alike in
today's digital environments. Because the terminformation may refer to any kind of
information value, snippet or fragment, we use the termsresourcesand information
items interchangeably to denote entities that contain or represent information such as
�les or entire records/objects in databases. Consequently, we might sometimes describe
our work as personal resource management to distinguish it from the more general area
of personal information management.

Alternative terminology has been proposed in the literature to designate a user's
entire collection of personal information.Personal Information Spaceis an established
term that describes the entirety of a single user's personal information across all possible
locations, regardless of whether those locations are under the control of that individual.

13
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The related term Personal Information Environment is used less commonly and often
puts a stronger emphasis on distributed settings. For that reason, we are going to
use the abbreviationPIE to refer to the set of storage devices and online services that
comprise a user's personal information space. By using that term, we want to stress the
role location (of information) plays in our approach. Note that many of these notions
also include the physical realm and paper documents. However, if not stated otherwise,
we are always exclusively talking about digital computing environments when using
those terms.

2.1 A Brief History of PIM

Research into personal information management in the digital age is as old as the �rst
commercially successful personal computers, most notably the IBM-PC and Apple's
Macintosh series. In the wake of early graphical user interfaces, Malone [83] was among
the �rst to systematically investigate how professional o�ce workers manage their per-
sonal information environments in their o�ces. In 1983, the digital equivalent of the
physical desktop was already a common metaphor in several research prototypes, but
according to Malone, none of them were based on a deeper understanding of the way
people actually work in the physical environment of their o�ces. By conducting inter-
views with 10 participants, 9 from an industrial research centre and one from a large
medical clinic, and observing them carrying out tasks related to desk organisation, he
identi�ed two units of organisation called �les and piles. These two concepts, repeated
throughout PIM research like a mantra, refer to two opposing ways of managing in-
formation. Files refers to labelled documents ordered according to some criteria (e.g.
alphabetical), whereaspiles denotes a more loose arrangement of documents without
apparent ordering and without a clear classi�cation, neither of the pile itself nor of
the individual documents. Having investigated the reasons for the creation of piles in
the �rst place, Malone found evidence for two important factors contributing to the
formation of piles in o�ces: the importance of reminding and cognitive di�culties in
classifying information. Malone concluded this early research into PIM with several im-
plications for the design of a computer-based information environment. Such a system
should support multiple classi�cation (i.e. multiple categories) for the same document.
Users should also have the option to defer the classi�cation by storing documents in an
unlabelled, temporal workspace. Automatic classi�cation could then ease the burden
of the manual organisation of documents by classifying documents according to some
extracted metadata (e.g. author �eld). The last crucial piece of such a computer-based
information environment is to provide (or at least not obstruct) a reminding function-
ality, which may supply information pro-actively to the user.

A more psychological approach was taken by Lansdale [77] who critically examined
several issues in information management practices at that time (1988). The main claim
was that the development of information management techniques by blindly following
current technological progress, in a way that simulates previous o�ce practices, was
ine�cient. Lansdale argued that such systems should focus on the user's psychological
needs instead and presented several research issues for future work. He proposes a
conceptual framework that de�nes the act of information retrieval as a two-stage process
on behalf of the user. The �rst step,recall-directed search, requires the use of ones
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memory to locate the item or document in question as close as possible. A location
can be as narrow as direct access to �les based on remembering the exact �lename
or as wide as only vaguely remembering the computer or (physical) �ling cabinet it
was stored in. Memory is important in PIM because success (or failure) to understand
what people may (or may not) remember about documents and �les determines how
well a system can be adapted to the constraints and implications of human memory
capabilities. Lansdale also described the phenomenon of not being able to recall speci�c
information, even though we are certain that it has been stored in our memory. A
familiar example is the car or o�ce key we know we have put somewhere in our 
at
last night, but we simply cannot �nd it today when we need to leave. Studies [113]
have shown that context plays a crucial role in how we store and access information.
By providing the same context which was present at the time the information was
stored in our memories, it can function as a memory cue to retrieve the originally
stored information. The second step,recognition-based scanning, refers to the process
of skimming through the documents retrieved in the �rst step to �nd the unique item of
interest. Therefore, it only applies when recall-directed search resulted in more than one
item. This trade-o� between recall and recognition should be taken into account when
designing an information retrieval system for the electronic o�ce. More speci�cally, an
ideal information management system should allow the user to utilise whatever context
or memory cues they still remember to constrain the search space as much as possible.
Additionally, the presentation of the result set should facilitate the scanning process as
much as possible.

Delving more into the role context plays for classi�cation decisions, Kwasnik [76] re-
ported on a study conducted with eight university faculty members. These participants
were asked to describe how they organised their physical o�ce documents and to carry
out a sorting task which included a day's worth of their personal mail. Though the
study was limited in scope, Kwasnik's data strongly suggested that not only inherent
features of the document matter for classi�cation decisions, but also situational factors
(context) are equally important. A system supporting an individual's requirements for
organising information should therefore not rely on document attributes exclusively.

Kwasnik research was picked up by Deborah Barreau, who investigated whether
the context factors observed by Kwasnik in a physical environment were consistent
with factors that in
uence classi�cation decisions for electronic documents [7]. Barreau
de�ned a PIM system as a very personal and highly individualised adaptation of stand-
ardised business computing environments to an individual's speci�c information and
organisational needs within their personal workspace. The basic premise of her study
was that situational factors play an important role at the time an item is acquired,
created, classi�ed, stored or retrieved in an electronic environment. More speci�cally,
Barreau aimed to investigate whether classi�catory behaviour in the electronic space
oriented itself along similar dimension as in the physical o�ce space. To that end, she
asked seven managers to provide a guided tour of their electronic directories. These
interviews were later transcribed and analysed to identify the documents being man-
aged and dimensions used by the managers to classify them. Barreau di�erentiated
four areas to which the identi�ed dimensions have been applied: acquisitions, organ-
isation, maintenance and retrieval. Situational attributes such as TIME, FORM, USE
and CIRCUMSTANCE were used most often to describe documents acquired, which is
consistent with Kwasnik's observations. A result of her study was that some individuals
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indeed mimicked the techniques used previously to manage paper documents as part
of their PIM system, without taking advantage of the intrinsic values of an electronic
environment. She concludes that while people are using software in creative and 
exible
ways to accommodate their personal information needs, they may not explore the en-
tire spectrum of functionalities o�ered by their systems. Furthermore, her study results
suggest that browsing appears to be the preferred method for retrieving information,
even among experts.

Similar studies [6], albeit in the digital realm of o�ce computers, investigated �nd-
ing, �ling and information organisation practices of personal computer users in the
early 90s. In contrast to previous PIM studies, the authors Barreau and Nardi focused
exclusively on electronic �les and conducted their studies independently of each other,
yet they found some surprising analogies in both study populations. While Nardi et al.
focused on �fteen advanced Macintosh users, Barreau's seven study participants were
mostly less experienced computer users who worked with DOS (4), Macintosh (1), OS/2
(1) and Windows 3.0 (1). In spite of their di�erent environments and available disk stor-
age locations (diskettes, internal hard drives, server-based storage), Barreau and Nardi
found some apparent similarities in the way their users described their �ling and �nd-
ing practices. First, browsing lists of �les seemed to be the preferred method to locate
documents and was used much more often than actually remembering exact �le names.
The authors attributed this to the di�culty of remembering said names, even if the act
of creation was only a couple of hours away, as has been exempli�ed by one participant
who asked herself\What did I call that �le?" when referring to a �le she created earlier
in the morning. Barreau and Nardi called this strategy location-based search, where
users would guess the location (i.e. directory/folder) of a particular �le and then scan all
documents in that location. They contrast this behaviour with what they called logical
�nding, where users would employ text-based search utilities to locate �les based on
�le name or content. The latter was observed much less frequently which led them to
suggest that there was\a preference for location-based search for �nding �les". Though
counter-intuitive at �rst, �le naming was not neglected at all, with Macintosh users as-
signing long descriptive names and DOS/Windows users working around the 8.3 �le
name limitation to make them more distinguishable. The explanation given was that
carefully named �les simplify location-based search later since it helps recognition when
browsing long lists of �les or icons. In that way, �le names had the purpose of jogging
one's memory to avoid closer inspection of the �les in question. Another factor that
may have contributed to a strong preference for location-based �nding is\the critical
reminding function of �le placement". The authors observed two di�erent strategies
where �les were placed speci�cally in certain locations to act as reminders. As a result
of their studies, they concluded that users \(1) preferred location-based �nding because
of its crucial reminding function" and \(2) avoided elaborate �ling schemes".

Over the past few decades, numerous researchers have investigated how people or-
ganise personal information, e.g. [83, 77, 6, 21, 67]. Most of them agree that �ling
information is cumbersome with Lansdale [77] explicitly pointing out that\categor-
izing items is cognitively hard". They also highlight some fundamental di�erences in
the strategies people employ to organise their personal information with Malone [83]
distinguishing between \�lers" and \pilers" and Barreau et al. [6] concluding that most
users prefer to �le information by location because it helps themrememberwhere they
put it.
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More than ten years after Barreau �rst interviewed her study participants [6], she
reached out to them again to conduct a follow-up interview [5]. Unfortunately, she
could only get hold of four managers. Despite the great technological progress that
had taken place in the meantime, she found that personal information management
practices had changed surprisingly little. The predominant retrieval method after over
ten years was still browsing folder structures and the managers interviewed paid quite
a lot of attention to the naming of their �les.

In a more recent work, Whittaker revisits the progress in PIM so far and discusses
several research e�orts with regards to keeping, managing and exploiting informa-
tion [118]. In a process he callsinformation curation, people turn familiar information
into personal resources and di�erent strategies are employed depending on the type
of personal data. In general, the uniqueness of information has an immediate impact
on the e�ort that we spend to preserve and manage it. Lately, this behaviour has
been challenged by an overall tendency to keep too much information. Consequently,
there is a constant trade-o� between the e�ort required to manage that information
and the expected pay-o� in the exploitation phase. With images for example, people
keep lots of them and plan to sort them out later. However, it has been shown that
they rarely do so and as a consequence, there was barely any organisation of photo-
graphs observed [122]. Based on his analysis of previous work, Whittaker concludes
that the \primary way people organise their digital information is to sort it recursively
into categories (in directories, folders or subfolders) and then apply meaningful labels
to these folders and subfolders". According to Whittaker [118], e-mail, web pages and
local �les (documents) have very di�erent requirements and personal \meaning", thus
requiring applications to accommodate for these di�erences. For instance,reminding
was identi�ed as a critical problem for e-mails where users are often faced with ac-
tionable items. Yet when discussing strategies that deal with this problem, such as
leaving actionable e-mails in the inbox, Whittaker only refers to previous studies and
seems to ignore, unknowingly or on purpose, that the most widely used e-mail client
(i.e. Microsoft Outlook) already provides a built-in solution in the form of follow-up

ags. This illustrates that sometimes even top researchers in the �eld of PIM are either
not willing to consider, or are simply not aware of, solutions and strategies put forward
by commercial applications. We have made it one of our guiding principles to inform
the solutions of our work with �ndings both from researchand state-of-the-art PIM
applications.

2.2 Getting Rid of the Desktop Metaphor

Understanding the issues and challenges knowledge workers face when dealing with
the organisation and management of personal documents is only one side of the coin,
coming up with practical solutions is the other. A plethora of tools can be found in the
literature that try to tackle the challenges of PIM in one way or another. It is certainly
no easy task to classify them all, but one common theme is their determination to
break the traditional desktop metaphor and free users from the shackles of hierarchical
�le systems. Researchers in PIM have more often than not declared that the days of
the desktop metaphor are �nally over and it is time for new, fundamentally di�erent
paradigms. Yet, the famous desktop metaphor, where digital information is structured
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Figure 2.1: The UNIX viewport of Lifestreams (Source: Screenshot from [45])

and presented as an analogy to the physical world, has served us well for many decades
and is still what we �nd in most modern operating systems, apart from mobile. So what
are the promises of these systems that so boldly claim to turn our personal information
spaces upside down?

Lifestreams

One of the earlier works is Lifestreams [45], a contender of the desktop metaphor and
a proponent of time-oriented organisation of a user's personal workspace. Rightly so,
the authors criticise the paper-based organisational model of contemporary information
systems and their use of metaphors translated directly from the physical world, such as
the trash bin to delete documents. The physical world however, has many implications
for document organisation, such as paper being able to physically occupy only one place
in space and time. They advocate that there is no reason why those constraints should
be transferred to the virtual domain. They also criticise thea priori classi�cation e�ort
required when creating digital documents because it not only requires the assignment
of a �le name right away, but also requires us to place it in a �xed directory. Instead
\information should be organized as needed, not once and for all when it is created".

As a solution, Freeman et al. proposed a storage model for personal data which
is based ontime-ordered streamsand stream �lters. The main stream, called a user's
lifestream, contains all their documents and mail ordered chronologically in a timeline
fashion, both conceptually and also visually as part of a graphical user interface that
displays the current viewport as an overlapping stack of documents with the most re-
cent ones at the front (Figure 2.1). An interesting characteristic is that a lifestream
stretches not only from the past to the present, but also to the future. By moving the
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stream to a point in the future, users can create documents or placeholders that serve
as reminders or to-dos for future events, a function already considered important by
Malone and Lansdale [83, 77]. To achieve their goal of having no �xed directory struc-
ture and to allow users to create directories on demand, they introduced substreams as
means to partition a lifestream and to search for speci�c documents. Substreams are
driven by queries such as \all email I haven't responded to" and are dynamic in nature,
meaning that new documents that ful�l the search criteria appear immediately in the
corresponding substream. These streams can be further subdivided by nested stream
�lters and can thus form a user-driven, hierarchical classi�cation scheme of the entire
document collection. Another concept put forward was the ability to summarise whole
categories of related documents in one aggregated overview. Maybe a bit too optim-
istically, Freeman et al. postulated that their system should be able to summarise an
entire collection on a single screen, regardless of the number of documents contained
therein. While this may work for certain use cases like their example with documents
containing daily stock prices or documents with individual to-do items, it is debatable
whether appropriate single-screen aggregation techniques can be found for more general
documents such as letters, publications or entire reports.

Presto

A novel document management system was presented by Dourish et al. in 1999 [39, 38].
Similar to Lifestreams, their systemPresto challenged the notion of hierarchies with an
alternative approach based on user-level document attributes. Their work has led to
novel forms of interaction and entirely new ways of organising personal workspaces to
better accommodate the task at hand. In particular, they criticise that by employing
�le systems as our main means of organising documents, the �le space coincides with
the document space, thereby greatly constraining the latter in its expressiveness. In-
stead, documents should be regarded as organisational entities and there is a conceptual
di�erence in the requirements for the management of documents compared to \compu-
tational artefacts" (�les). As part of their research project Placeless Documents[40],
Dourish et al. postulate a document organisation system which is supposed to support
\more natural and 
uid forms of interaction with a document space". Users should not
need to think about where documents are stored but rather what a document is and
what properties it possesses. In traditional hierarchical �le systems, users are forced
to encode semantic information as part of a �le's path as can be seen in their example
of T:\dourish\papers\presto\uist99\draft.doc wheredourish is the document's
owner, papers refers to the document category andpresto denotes project member-
ship. Another fundamental problem they aimed to address is that semantic structures
and organisational schemes may evolve over time, a quality which is di�cult to address
with \single-inheritance" hierarchical systems that tend to be rather �xed and rigid.
Depending on the task at hand, users may also want to arrange their document spaces
according to di�erent dimensions such as time, projects or content.

The authors claim that document attributes such as \published paper" or \currently
in progress" better capture the multiple di�erent roles in a document's life and exem-
plify this principle in an experimental system calledPresto. These attributes can be
either assigned manually by the user to express some particular purpose in a particular
context, or they can be extracted from the content using automated processes. Similar
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to classi�cation in the naturalistic world, where membership of entities in ontological
categories is often dependent on the observer, Presto allows for equally 
uid categorisa-
tion in the digital document space. From a conceptual perspective, the authors make
a clear separation between documentcontent (what a document contains), document
storage (where the content is stored) and documentproperties (user-assigned attrib-
utes). This separation of concerns means that properties are associated directly with
documents and are thus independent of the documents storage locations.

In Presto, user-level properties are expressed as arbitrary key-value pairs, e.g.format
= MS Wordor topic = presto . All attributes are indexed and can be queried inde-
pendently. A number of additional concepts are introduced to further enhance the
organisational capabilities of Presto. First, document \references" allow users to refer-
ence documents of other people. Such references appear as normal documents in their
workspace and additional attributes can be assigned to them as needed. While the
properties of the original document, referred to as the \base document" are visible to
everyone, personal attributes assigned to document references are only visible to the
respective user. With this mechanism, people can arbitrarily tag documents they are
interested in without worrying about interfering with the documents' owner. Docu-
ment references may also refer to documents stored in remote locations, thanks to the
separation of metadata, content and storage.

Second, collections serve as grouping elements and a single document can appear in
multiple collections. They are themselves documents and exhibit the same character-
istics, like being added to other collections. Because Presto provides a single document
model across all information repositories, collections can integrate content from dif-
ferent sources, such as the �le system or the web. Similar to previous PIM systems,
collections can be either static or dynamic, the latter being realised by so-called \
uid"
collections that are de�ned by three components. Thequery is expressed as a predic-
ate in Presto's query language, for example \all documents authored by dourish" and
evaluates membership based on the presence and value of document attributes. The
inclusion list stores the set of documents that should explicitly be part of the collection,
even if their attributes do not match the query. Similarly, theexclusion list contains
documents that should always be excluded from the collection. The main motivation
for this approach was that dynamic collections should be susceptible to the same user
manipulations, such as dragging documents into and out of it, as regular collections
to preserve a sense of stability for user interactions. In fact, regular collections have
been realised as 
uid collections where only the inclusion list is non-empty. To aug-
ment the property space automatically without user intervention, background services
can be developed that typically specialise in a particular document type. For example,
an HTML service may parse all encountered HTML �les and annotate the associated
Presto document with their titles or linked documents. One purpose of these services is
to surface content-speci�c information re-encoded as properties for the user to exploit
them in queries or organisational tasks.

A notable feature of the Presto architecture is its support for legacy applications
that cannot be made Presto-aware. To achieve compatibility with those systems, Presto
implements a Network File System (NFS) server which exposes Presto documents as
regular �les. Since the semantics of the Presto document space di�ers signi�cantly from
the conventional �le system model, the authors provide a number of workarounds to
map documents to virtual �le handles and maintain some of the invariant properties ap-
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Figure 2.2: The Presto Vista Browser (Source: Screenshot from [39])

plications expect from a traditional �le system. Such a profound change in architecture,
and generally the way people should think about how they organise personal inform-
ation, also requires a re-think of interaction design. As a possible solution to some
of the interaction challenges that arise in the new environment, the authors present
Vista, a desktop-like workspace browser, where users can visually arrange documents
in collections and drag query terms over collections to turn them into dynamic ones
(see Figure 2.2).

However, one question that the authors do not fully address is how the properties
should be discovered. How do users know what kind of queries are possible and what
sorts of properties participating applications store at all? This issue poses serious
challenges for user interface engineering and it is unclear how users should be made
aware of the properties stored in documents. Regardless of that challenge, we think
that an important characteristic of Presto is that it does not actually store the document
content in their database but is mainly concerned with storing the attribute metadata.
In that sense, Presto documents may be regarded as \proxy" objects for content stored
in external repositories. Given that layer of indirection, it is possible to apply document
property management uniformly across di�erent document storage layers, be it the web
or a local �le system. Dourish et al. conclude their work with an important lesson learnt:
\One of the primary experiences of property-based document interaction is uniformity.
[..] This uniformity has proven invaluable." In our mission towards building a resource
management layer across devices and services, one of our guiding principles was to
follow that advise as well.

While already hinted at in Presto, the follow-up work of Dourish et al. [40] pushes the
notion of property-based document management systems even further by introducing
active properties as vehicles to carry executable code as part of the documents them-
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selves. This opens up new possibilities for document services that are being shipped
with the document itself. However, the implications of such a mechanism are far reach-
ing and require quite a bit of infrastructure such as the introduction of a sophisticated
security model to ensure that the systems working with the documents are not com-
promised. For example, they propose content transformations such as automatic lan-
guage translation or history tracking as one particular use case for document services.
The Placeless Documents system di�ered signi�cantly from the infrastructure provided
by operating systems and �le systems at that time (and also today's), though it was
possible to implement Placeless Documents on top of the existing infrastructure. The
Placeless Documents system was in active use for two years by their own developers
and was used by other research groups to conduct development exercises [37]. However,
as with any new paradigm, it is di�cult to assess whether end-users would be willing to
change their familiar environment, especially when it is not clear how such a transition
would actually take place.

Stu� I've Seen

A slightly less radical approach was taken by Dumais et al. who developed a system
called Stu� I've Seen to facilitate information re-use [42]. The core component of Stu�
I've Seen is an index that uni�es several, formerly disparate information repositories/-
sources such as the �le system hierarchy for �les, e-mail folders, web pages managed
in favourites and histories of web browsers. Basically, the system indexes everything
the user has seen at some point in time and records not only the time, but also addi-
tional metadata such as author, thumbnails and previews (i.e. an excerpt of the �rst
300 characters of a document). In that sense, Stu� I've Seen can be regarded as an
early member of the desktop search family and anticipated many of the features of sys-
tems like Copernic Desktop Search1 and the now discontinued Google Desktop2. These
products have since been superseded by Windows Search and Spotlight (OS X) which
are part of their respective operating systems.

Information stored in the Stu� I've Seen index can be queried using a novel search
interface that leverages the rich contextual cues collected at the time of indexing. In
addition, a full-text search is provided for several �le formats (e.g. doc, pdf, ps, html),
regardless of the location of the documents. The authors hypothesize that �nding
information on the desktop is hard because of its multitude of independent applications,
each with its own internal organisational schemes and search functionalities, and thus
position Stu� I've Seen as a uniform search interface (Figure 2.3). A distinguishing
property of their interface is that queries are executed immediately as soon as the user
changes a query parameter, an idea explored earlier by Ahlberg [2] and Belkin et al. [8].
This allows users to iteratively re�ne a query to either broaden or narrow the result set
depending on the intermediary results.

In their paper, Dumais et al. report qualitative and quantitative results obtained
from a six-week-long �eld study with over 230 employees. Evaluation was performed
using questionnaires before and after using Stu� I've Seen (45 responses for both) and
log �le analysis. A strong result of the questionnaires was that users rated ease of

1http://www.copernic.com/
2https://en.wikipedia.org/wiki/Google Desktop
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Figure 2.3: Uniform Search Interface of Stu� I've Seen (Source: Screenshot from [42])

�nding information considerably higher after having used Stu� I've Seen (SIS) for one
month. With regards to the system itself, users stated that a\SIS-like search service
should be an essential functionality in any computer"with an overwhelming agreement
of 4.55 on a 1-to-5 Likert scale.

Uni�cation across di�erent sources was generally regarded as a positive feature and
Stu� I've Seen often helped people recover from �ling mistakes (e.g. a �le saved in the
wrong folder). Log �le analysis showed a preference for type- and date-based �lters.
Among the contextual cues provided, date and people names were frequently used for
the purpose of retrieval. The evident importance of time was further explored in a
follow-up paper [98] where some of the authors introduce new presentation ideas on
top of Stu� I've Seen. In that paper, they propose an \overview-plus-detail" timeline
visualisation of the search results retrieved with Stu� I've Seen.

These time-based views can be augmented with temporal landmarks, both pub-
lic (e.g. national holidays) and personal (e.g. birthdays), which may serve as anchor
points for other, related content. The main idea is that people are able to better recall
personal information in the context of such landmarks because they may more eas-
ily remember temporal associations and relative times between events instead of exact
dates. This premise is based on research onepisodic memory[111], a model of human
memory in which memories are organised inepisodes. To facilitate episodic memory
and use time as a contextual cue for retrieval, Ringel et al. developed a prototype that
shows an overview timeline on the left and a details view on the right. The overview
presents all search results as a distribution over time, whereas the details view shows
an adjustable/zoomable segment of the overall timeline as an expanded listing of chro-
nologically ordered items (documents, e-mails and web pages) interspersed with four
types of landmarks: holidays, news headlines, calendar appointments and photographs.
In this visualisation prototype for Stu� I've Seen, the focus was on the notion of time,
but the authors' observations suggest that the notion of people is an important re-



24 Chapter 2. Background and Related Work

trieval cue as well. To assess the impact of landmarks on retrieval performance, Ringel
et al. conducted a user study with twelve Microsoft employees. Two conditions were
evaluated, one with dates only, the other with dates and landmarks combined, and
participants were asked to perform a number of search tasks and �ll in a questionnaire.
Study results indicated a statistically signi�cant reduction in search times when using
the landmark-augmented timeline and a general preference for personalised events over
public events.

To sum up, Stu� I've Seen served well as a platform for di�erent visualisations and
search interfaces to look for information along di�erent dimensions. As such, it can be
seen as an early system which realises context-based information retrieval.

Haystack

A more integrated approach was taken by Karger et al. in their Haystack project [1].
Although Haystack was initially presented as a personalised information retrieval sys-
tem, it was later positioned as full-
edged PIM solution that provides users with a
customizable personal information environment. Its �rst instantiation was built as an
antithesis to information repositories such as libraries that tend not to adapt to in-
dividual users and are generally organised according to some �xed taxonomies. The
authors contrast this with one's personal bookshelf which typically contains only self-
curated content and is often organised in an idiosyncratic fashion according to one's
personal preferences (e.g. chronologically, based on color/size, topic etc.). Following
that analogy, the authors describe Haystack as a\digital IR System that is less like a
library and more like a personal bookshelf "and claim that such an IR system should
be incorporated into each individual's desktop.

Over the years (est. 1997-2005), the Haystack project has shifted its focus several
times and has spawned numerous concepts and ideas in the process. One of those
principles is information maximization which states that a PIM system should collect
as much information (and metadata) as possible since it cannot anticipate by which
dimensions or context a user may want to retrieve an item at a later point in time.
Consequently, Haystack aims to tap into di�erent sources to elicit properties and asso-
ciations.

To express relationships between information items and store metadata about them,
the authors propose a general, graph-based data model. They di�erentiate between
three node types: bales (a collection-type node), needles (information units) and ties
(named links). Because ties are also nodes, any metadata can be annotated recursively.
Such an expressive data model allows for associative searching and ties may also provide
indications of similarity which could be used by ranking algorithms in retrieval.

Their earliest prototype of the Haystack system describes three ways of harvesting
data from a user's personal information space, some of which we have adapted in our
approach. Proxy services orobserversintercept user activity and store relevant inform-
ation in Haystack, including context-related metadata. For instance, a web proxy may
capture visited web pages and the access time. Data driven clients (also called agents
in later incarnations of the Haystack system) operate directly on data already stored
in Haystack to augment it in some way. Examples include conversion to plain text,
similarity analysis or link inference between related entities. Last but not least, active
annotations by humans can be achieved through a number of user-oriented tools such
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as a personal web server, a command-line utility, a more complex Java-based GUI and
an Emacs integration.

In 2002, the team behind Haystack announced that the Resource Description Frame-
work (RDF) had become the primary data model [61]. The paper declares RDF to be
an appealing candidate for personalised information repositories because it allows users
to de�ne their own, personalised ontologies and custom vocabularies. The authors illus-
trate this with an example of an address book where users can add custom properties
to stored contacts. Some users may only care about phone numbers and addresses,
whereas other users may want to store additional information such as birthdays. To
jump-start the development of a personal ontology, Haystack pre-de�nes a basic on-
tology which models essential concepts like collection-based organisation or semantic
categorisation. Collections in Haystack not only allow multiple classi�cation, but also
store the result of queries. The authors also contemplated the idea of storing unstruc-
tured content (i.e. �les) as RDF directly in their data store, but refrained from doing
so because it would break compatibility with existing storage solutions and it is less
e�cient due to encoding overhead when stored in RDF's XML serialisation.

Haystack's holistic approach does not stop at the data layer. In order to visualise
the inherently heterogeneous data found in a personal information environment, the
authors propose a semantic user interface. Because the user interface parts are also
modelled in RDF, the UI can be manipulated by users in the same uniform fashion as
all other data. This allows for a high-degree of customization, even at run-time as the UI
is constructed dynamically. While the authors have certainly achieved a consistent way
of manipulating data, metadata and graphical elements alike, it is questionable whether
this really results in a consistent user experience if users can arbitrarily manipulate the
UI (even by mistake).

Karger et al. presented their �nal vision of a general-purpose information man-
agement tool in 2005 [71] (Figure 2.4). It re-iterates some of the concepts introduced
earlier and puts them into context. In that latest iteration of Haystack, everything of
interest can be assigned aUniform Resource Identi�er, whether it is a contact, a task
item or a digital document. We think that this should be a fundamental property of
every PIM system, because as soon as a resource is identi�able in a uniform way, it can
be annotated, related to other entities, referred to in documents, and in most cases, also
retrieved. Most data is imported in Haystack using extractors that produce RDF. All
personal data is stored in a single database and we partly agree with the authors that
this is \an important step in the right direction". We believe however that only the
metadata should be stored centrally because we consider integrating all of the user's
information in a single database to be impractical given their highly fragmented in-
formation space. This will be discussed further in Section 2.5. In terms of performance,
one of the challenges with the RDF data model is that aggregated views for informa-
tion items require the data management system to collect the necessary information by
following many RDF statements.

Haystack's notion of user-de�ned properties helps retrieval in a highly personalised
fashion. Many di�erent search modalities are supported by attribute-based approaches,
including metadata-based browsing. Another modality calledorienteering refers to
Haystack's ability to navigate from objects encountered in the UI to related entity.

Where the �nal version of Haystack di�ers from most previous approaches is in
uniformity of its approach that also includes the user interface layer. Throughout the
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Figure 2.4: User Interface of the Haystack application (Source: Screenshot from [71])

entire user interface, context menus can be invoked to perform operations on entities
and many views allow information to be edited directly. Their user interface rendering
engine is similar to how many web template engines work nowadays. It renders complex
layouts by invoking type-speci�c view templates recursively. A view of an address book
may be rendered by �rst calling a generic collection view de�nition which in turn calls
the view template for the contact type for each entry in that collection. This template-
oriented approach works very well for list views with heterogeneous data. However,
there are also some conclusions where we disagree with the Haystack team. On the
UI level, they present the idea of column-based list views for heterogeneous data. The
problem is that for collections which contain very di�erent items, there could be very
little attribute overlap between the item types. So in an extreme case, such a view
resembles a sparse matrix with a lot of \null" values. It is therefore an interesting
research problem to think about alternative visualisations for list views with mixed
item types.

The choice of RDF as the recommended data model is further motivated by a
statement we fully agree with: Schemata should not be enforced in a PIM system. We
consider this another fundamental quality of any PIM system that aims to achieve a
certain degree of uniformity. Why should an information management system arti�cially
limit the expressiveness of its organisational capabilities? Or as Karger et al. put it:
\the author of a document can be a piece of furniture". It is personal information after
all.

Semantic Desktop

The semantic desktop is another contender for replacing the traditional desktop meta-
phor. Semantic desktop systems are a special category of PIM systems which usually
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rely on RDF and ontologies to describe the content and structure of personal informa-
tion spaces. As a result, they tend to focus on machine-readable semantic information
and automatic processing of large quantities of metadata in order to support semantic
search services. While Haystack can be seen as an instance of an information man-
agement application built with semantic desktop technologies, there are two notable
projects in that area which aimed to transform the entire desktop experience into a
semantic desktop.

Machine-readable formats like RDF allow other services to automatically process
and possibly augment that data. Conversely, it is also possible to consume RDF gen-
erated by external sources. One of those services isgnowsis, an open source prototype
that crawls the desktop and generates new RDF data, infers knowledge from that data
and automatically tags documents. It also o�ers full-text and semantic search [102].
In the gnowsisproject, they tried to build a central hub for personal semantic inform-
ation which provides interfaces to store metadata about resources in RDF. Their goal
was to develop an infrastructure that builds the basis for thesemantic desktopand a
tool for personal information management. Gnowsis was designed as a service-oriented
architecture and its services were implemented using XML-RPC over HTTP in order
to facilitate interoperability. An important module of gnowsis isAperture, which o�ers
crawlers for the �le system, Outlook and other information sources. It is also respons-
ible for extracting metadata from imported resources such as folder names, creation
dates and e-mail headers. All information is stored in two RDF stores. The resource
store mirrors the structure of the application stores (e.g. Outlook folder hierarchy) and
stores all the extracted metadata. The PIMO store manages a user's personal ontolo-
gies. APersonal Information Model (PIMO) is an ontology framework to describe the
information model of a particular user. It consists of multiple ontology layers that de�ne
information objects at di�erent levels of abstraction. For example, the so-called PIMO
upper-level de�nes abstract classes such asPersonConceptand LocationConcept. Users
are now supposed to create their own instances and extension classes to de�ne their
very own personal models. To jump-start the creation of these models, it is possible to
import tags from del.icio.us, 
ickr or Bibsonomy in order to reuse existing classi�cation
schemes (tagging). An ontology matcher then tries to match the imported tags against
the existing PIMO, based on their labels. For example, a 
ickr photo tagged with
\Rome" might be matched with an instance of classCity labelled \Rome" as well. The
authors also mention that for new tags, the system tries to guess the right class in the
ontology. However, it is unclear how that actually works. There was also some e�ort
to integrate with existing applications, for example e-mails can be tagged in Mozilla
Thunderbird with tags from the PIMO.

They also list some of the lessons learnt. First, it is not feasible to query the
source data stores for resources directly (e.g. Outlook) due to increased complexity
and high response times. They recommend storing relevant metadata in an internal
RDF database and to run queries against that database. Second, it is important to
integrate external applications. Last, attempts to create a \generic RDF interface",
both for editing and browsing, have failed. Their solution is to have \special purpose
applications", basically having separate user interfaces for each task.

We took these lessons into consideration when designing our solution, which prob-
ably has quite a few components in common with gnowsis. We think that the architec-
ture of gnowsis with its crawlers, data accessors (i.e. components that pull data from
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information repositories) and extractors is a good blueprint for similar PIM applica-
tions. However, we remain sceptical about the role personal information models should
play in a PIM environment for end-users. It is evident that gnowsis has been designed
with knowledge workers in mind and they even might create their own PIMO-User
models, complete with classes, instances and relations (to native resources). But we
believe that most layman end-users will ultimately not care about extending ontologies
and are happy if the system just provides important core concepts.

Gnowsis later became part of the European projectNEPOMUK [56], where re-
searchers further investigated how semantic web technologies could be used to enhance
personal information spaces. Their vision was to turn the regular desktop environment
into a semantic social desktop. The semantic part refers to their information model,
which is based on RDF and ontologies to describe personal data. Thesocial part refers
to their support for interconnecting with other (semantic) desktops and exchanging
information with other users. One of the goals was to tear down the \information
borders" between di�erent applications on the desktop and between di�erent desktops
altogether. They identify the lack of a consistent approach for interoperability as one
of the main issues with today's desktops and propose the use of RDF and ontologies to
mitigate that gap.

In contrast to gnowsis, NEPOMUK shifted its focus to industrial use cases and
the scenarios the system is supposed to support appear to be very project-centric with
use cases such as assigning tasks, managing project plans, collaborative working on
documents and sharing documents. The target audience of the NEPOMUK system
are knowledge workers in a corporate environment that deal with lots of information
on daily basis. Because of that clear focus on industrial environments, it remains
uncertain whether such an ontology-driven approach is appropriate for regular users
in a personal desktop environment. However, the NEPOMUK project re-a�rms the
importance of integrating legacy applications. One example was the creation of plug-ins
for Microsoft's O�ce suite that add information items such as e-mails as resources to the
NEPOMUK desktop. An interesting architectural choice is NEPOMUK's distinction
between local and distributed storage and search services. Distribution in NEPOMUK
refers to the peer-to-peer �le sharing system. Most importantly for us, the architecture
of the NEPOMUK desktop was designed to support multiple users that collaborate
whereas we are looking for a solution that handles multiple devices of thesameuser.

In addition, a Java-based prototype calledNEPOMUK Personal Semantic Work-
bench(PSWE) was presented in [55], which o�ers a browser and editor for a user's data
and meta-data alike. It aims to replace the need for having separate applications to
manage di�erent types of resources. Evaluation of the NEPOMUK system is sparse and
mainly focuses on case studies. It is therefore questionable whether regular end-users
would be able to work with the proposed unifying application for information manage-
ment. Considerable e�ort was spent to integrate NEPOMUK with the KDE3 desktop
environment for Linux to enable tagging, rating and commenting of �les [16]. How-
ever, NEPOMUK has since been replaced with Baloo4 (as of KDE 4.13), among other
things because the RDF-based implementation was plagued with serious performance
problems.

3https://www.kde.org/
4https://community.kde.org/Baloo
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2.3 Are Hierarchical File Systems Dead?

For decades, navigating the folder structure to locate �les has been the prevalent
strategy for end-users to retrieve their documents. Even in modern operating system,
the �le manager application continues to be of high importance and constant re�ne-
ments are made by the vendors to improve the navigating experience. For instance, one
of the \new" features of theFile Explorer in Windows 8 was anup button that allows
users to navigate one folder up in the hierarchy.

The hierarchical �le system has been proclaimed dead many times in the past two
decades [45], but no one has been as explicit as Seltzer and Murphy in their altern-
ative �le system architecture called prophetically hFAD (\Hierarchical Filesystems are
Dead") [104]. Their main claim is that the hierarchical model is not adequate to ac-
commodate the ever-increasing amounts of data accumulated by users and has thus
\outlasted its usefulness". Its successor, at least according to the authors, is a tagged,
search-based namespace which should liberate users from having to develop a single,
canonical categorisation for their �les. The apparent irrelevance of traditional, hier-
archical namespaces is illustrated with a provocative statement:

\Users no longer know where their �les are stored. [. . . ] Can even you,
the technically savvy user, produce [. . . ] the last Word document you ed-
ited?" [104]

In their paper, Seltzer et al. sketch the idea of a new �le system architecture that
replaces hierarchical pathnames with named tags. In that sense, tags in hFAD are more
akin to other attribute-based approaches (e.g. [38]), than to free-form tagging systems
because a tag in hFAD describes not a value but an entire dimension along which the
�les/objects can be named. The possible values of a tag depend on its type. For in-
stance, applications can tag items withAPP/<application name> andUSER/<logname>
to indicate who has opened a �le with which application. Tag/value pairs are also used
to specify queries, e.g.FULLTEXT/<term>to describe a search term. To provide back-
wards compatibility with legacy applications, naming operations on pathnames that
follow the POSIX convention are mapped to hFAD lookups of objects tagged with an
equivalent POSIX/pathname value. Each tag namespace can be managed in a separate
index, to account for di�erent index designs, such as an inverted index for the FULL-
TEXT tag. In contrast to previous approaches, hFAD is not built on top of an existing
�le system but completely revamps the storage layer and replaces it with an object
store where objects are uniquely identi�able containers for bytestreams. That identi�er
is just another tag in the system and allows applications to access data directly.

When it comes to practical implementations of �le system alternatives, the technical
realisation has split the community into two camps. The �rst faction introduces a new
semantic layer on top of existing �le systems, quite often providing full transparency for
legacy applications. The second faction regards traditional �le systems as too limited
in terms of semantic expressiveness and see a more radical approach (i.e. new applic-
ations and interfaces) as the only viable solution for realising truly semantic desktop
environments.
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2.3.1 Relational and Semantic File System

An early representative of the �rst camp is theSemantic File Systemimplemented by
Gi�ord et al. [51]. Such a �le system provides an additional, orthogonal means of nav-
igation based on attributes. These attributes are extracted automatically by so-called
type-speci�c transducers. A transducer processes a �le, for example an e-mail text �le,
and extracts a number of �eld-value pairs which are then stored in an index and as-
sociated with the �le in question. In the case of e-mails, this may include attributes
such as the subject or the recipient. The main contribution however is a concept called
virtual directories which describes a partial view of the �le system along the attribute
axes. A virtual directory encodes a query in its name and is computed on demand
when the user navigates into it. The authors di�erentiate between two types of virtual
directories, �eld and value. The former directories are invisible when users list exist-
ing directories and have to be accessed explicitly. For example,ls -F /sfs/owner:
enumerates all owners of �les in the/sfs directory. Each entry corresponds to avalue
virtual directory which in turn contains �le references (i.e. symbolic links) to all �les in
the originating regular directory that ful�l the query represented by the virtual part of
the path name. For instance,ls -F /sfs/owner:/smith lists all �les in /sfs owned by
the usersmith . From a user and application perspective, virtual directories appear as
regular folders and blend seamlessly with the existing tree structure. In a semantic �le
system, �eld virtual directories can be invoked on any regular directory and they can
be nested to construct conjunctive queries. To address the occasional need to discover
the �eld names beforehand, a distinguished virtual directory calledfield: enumerates
the set of available �elds/attributes in a particular subtree. Gi�ord et al. implemented
their ideas as a user level NFS server, \allowing existing UNIX �le servers to be con-
verted transparently to semantic �le systems". The authors stated that symbolic links
are an e�ective way of realising these alternative �le system views.

However, there is one signi�cant di�erence to regular directories. It is not possible
to save �les in virtual directories because that would basically require the saved �le
to somehow acquire the necessary �eld values in order to adhere to the query that
drives the virtual view. All the attributes in the semantic �le systems are assigned
by automatic transducer components, but the authors already envisioned user-assigned
attributes, an idea which was later picked up by Presto [39] and similar systems.

There has also been proposals to replace the �le system with a data storage sub-
system based on relational databases. Marsden et al. [84] introduced a faceted �le
browser for Windows 98 based on a relational �le store as an immediate answer to
problems caused by forcing users to perform a hierarchical classi�cation of �les. In
their work, they criticise previous solutions because they require users to explicitly add
metadata to �les. Such manual tagging is very time intensive and users have been
found to be rather reluctant to make such investments, especially when the expected
bene�t is not in the immediate future. For example, studies [99] have shown that even
with a presumably easier input modality such as voice tagging, users are unlikely to
annotate their �les. The main idea of Marsden et al. was to inform the organisation of
personal data by relational database designs. The basic premise of their work is that
similarly to how database designs evolved from hierarchical and network databases to
relational databases, the �le system should also develop in that direction. Consequently,
they propose a �le browser on top of a relational �le store. Their rather simplistic data
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model organises all the �les as tuples in a single table with the �le attributes as columns.
Inspired by the way e-mail clients order their messages chronologically, a time-

oriented data visualisation is used to browse the �les, though the authors also envision
other navigation paths such as application! �le type or group ! user hierarchies.
To cope with the possibly many �les that simple queries such as \all �les accessed last
month" would return, the authors decided to follow a mantra from the information
visualisation literature [25]: \Overview �rst, zoom and �lter, then details-on-demand".
The application of that mantra in the relation �le browser works as follows. To begin
a query, users have to select a dimension, e.g.Accessed and are then presented with
an overview of pre-de�ned group-by queries, e.g. \last week". If the result yields too
many results, they can drill down and further re�ne the query, for example by selecting
dimensiontype and thendoc. To realise that drill-down navigation (year, month, day),
the browser uses relational algebra and SQL operators such as \order-by" and \group-
by". This type of navigation is now more commonly known as faceted navigation.

2.3.2 The Value of Folder Structures

As some studies have shown, users are actually very fond of their folder structures [67]
as a means not only to categorise information but also to decompose problems/projects
into smaller units. Especially in a personal setting, where information management is
usually not governed by company policies and compliance with a certain work
ow is
not enforced, users have always had di�erent work practices. Consequently, di�erent
working styles are also re
ected in the way people structure their personal information.

Jones et al. [67] investigated the role of folders in the organisation of project-related
information. To that end, they conducted interviews with fourteen participants and
took snapshots (camera stills) of selected folder structures. Their main methodology
was to ask participants to give a \guided tour" of the information landscape related to
a particular project. Apart from basic questions such as why folders were created and
what purpose they served, Jones et al. posed a rather provocative question they called
the \Google Option":

\Suppose that you could �nd your personal information using a simple search
rather than your current folders. . . Can we take away your folders? Why or
why not?" [67]

To the authors surprise, out of all 14 participants, only one was willing to give
up folders. Several reasons were given, ranging from trust issues (participant did not
want to depend on search alone), lack of control (participants would like to keep all
related �les in one place) to visibility/understandability issues. The latter one is most
tricky with search because folders may represent an understanding or decomposition
of a problem which cannot be captured by a search-oriented interface. Folders can
also help understand relationships or serve as reminders. Nevertheless, this result is
even more remarkable given that the paper was written in a time when it was believed
folders would go away and desktop search engines would take over. The study also
revealed some very elaborate folder structures that not only attempt to organise �les
but also provide some way to plan a project by decomposing it into sub-tasks, rendered
as sub-folders. A main �nding was that folders are more than just a\means to an
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Figure 2.5: The �nal Planz interface showing a document-like overlay with several
references to local Word documents (Source: Screenshot from [69])

end". The study participants used them as organisational vehicles to optimise retrieval
later. Furthermore, folders carry meaning on their own and model a person's view of
a project and its subtasks. This role of folders as a way to model a project plan was
later exploited by Jones in a follow-up project which resulted in a personal information
manager calledPlanz speci�cally designed to plan projects [69] (Figure 2.5).

The design of that project planner prototype was informed by an exploratory study
where Jones et al. looked at how people could manage their projects better [68]. Res-
ults from a �rst study showed that most people work on several projects (�ve or more)
at the same time, roughly half of them work-related. The artefacts that made up their
project resources included paper documents, digital documents, e-mails and web pages.
As part of a larger project towards a Universal Labeler [66], a project planner is sugges-
ted to explore how integrative organisation of project-related information may emerge
as a side-e�ect of one's planning e�orts. The guiding principles of their prototype was
to avoid the creation of separate applications and favour incremental add-ons and over-
lays to enhance existing tools. But what is more relevant for us are the �ndings of
their study [68]. It was observed that information is scattered across di�erent organisa-
tional schemes. Because people have already invested heavily in existing organisational
structures, they are reluctant to adopt new applications. Folder structures were among
the most elaborated organisational schemes and people were unwilling to just abandon
those structures in which they have invested so much time and e�ort.

It is therefore not surprising that researchers have also looked at what kind of
folder structures people create [58, 59] and the e�ect of those structures on personal �le
navigation [14, 15]. In an exploratory research study, Henderson examined the folder
structures of six knowledge workers [58]. The goal of the study was to uncover the actual
di�culties that people face with hierarchical structures when using Windows Explorer
and similar systems. To identify organising patterns and folder naming practices, a
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�le system snapshot tool was used to extract folder names. Four main classi�cation
dimensions were identi�ed: genre, task, topic and time. Genre describes the kind of
document, meaning its purpose and form, e.g. presentation, letter or notes. While these
topics were remarkably consistent among the participants, the order in which they were
placed in a hierarchy di�ered quite a lot. Even among participants with the same
job, the dominant organising scheme was di�erent. However, all participants expressed
contentment with their particular organisation which indicates that order in hierarchies
may not be as important as previously assumed. This also suggests that the identi�ed
dimensions can be considered independent facets, which might be important for tool
support. Henderson also speculates that some dimensions such as time or topic could
be inferred automatically, thereby alleviating the need for manual organisation on the
behalf of the users. However, with other dimensions (e.g. genre, tasks) it is less clear
whether software could provide classi�cation automatically. One of the conclusions was
that a facet-based document management system and faceted navigation are sensible
areas for further research.

But how do personal folder structures a�ect �le navigation in a natural setting? This
was the general research question pursued by Bergman et al. in several studies [14, 15].
In contrast to previous studies, they were less interested in folder semantics but focused
more on the navigational steps involved in �nding �les and quantify their observations.
296 participants were asked to retrieve active �les and the researchers coded the naviga-
tion steps. Among the structural criteria observed were: depth, size, internal structure,
relations between structure/depth and subfolder distribution. Their results show that
structure is prevalent everywhere and is not constrained to default locations such asMy
Documents. Interestingly, not very deep hierarchies were encountered and the retrieval
folder was on average 2 levels below the corresponding root folder. In terms of propor-
tionality (how many �les on which level), not much di�erence was found between the
di�erent hierarchy levels. The researchers generally described the folder structures of
their participants as a shallow, wide hierarchy with a tendency for small folders that
contain a mix of subfolders and �les.

Another important quantitative factor was the retrieval success rate where the au-
thors measured a very high success rate (94%) coupled with a reasonable retrieval time
of 14.76 seconds on average. These results give some perspective on the repeatedly
observed preference for navigation over research, though this does not fully explain all
possible reasons. Thanks to the collected quantitative data, Bergman et al. were able to
correlate structural factors with retrieval performance. They identi�ed a trade-o� tip-
ping point of about 21 �les per folder, after which it is advisable to create an additional
depth level to keep the folder size manageable. Overall, participants intuitively adop-
ted a breadth strategy where more subfolders on the same level are created instead of
increasing the size or depth of individual folders. There were, however, instances when
larger folder size was considered preferable by participants, mainly to keep �les of low
subjective importance.

In a follow-up analysis of the same data [15], the authors highlight some key di�er-
ences between PC and Mac users which they explained was due to varying organisational
strategies and not a result of the di�erent interface designs. They evaluated how the
operating system as well as the visual presentation of folders a�ects the retrieval success
and time. An interesting characteristic of their study was the methodology employed
to enable participants to work with their own familiar �les but still have a standard
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task so that results are comparable. To achieve this, they asked users to retrieve �les
from their Recent Documentslists, which made sure that there is a high likelihood that
the �le was retrievable and that the users still remember where it is stored. Retrieval
always started from the desktop.

They reported two important results we would like to highlight. The retrieval times
of Mac users were signi�cantly lower than those of PC users, which the authors tried to
explain by the fact that the Mac users had more sophisticated organisational strategies.
The main di�erence was that the Mac users tended to have very shallow structures with
top-level folders containing a much higher number of subfolders than PC users. This
resulted in more �les being closer to the root directory, which may explain the faster
retrieval times. There were also signi�cant di�erences between theIcons folder view
and the Details view, with the former being much faster. The authors estimated that
changing the default view in Windows 7 (which isDetails ) to Icons could result in a
reduction of retrieval times of up to 41%, though they admit that details is better suited
for other tasks, for example chronological sorting. Another factor they were interested
in was the e�ect of folder depth on step duration. Contrary to their expectation, they
observed no relevant e�ect of folder depth on step duration. One possible explanation
was that users conceive paths as single entities.

2.3.3 Folders vs. Tagging

Tagging is often associated with multiple classi�cation, the ability to classify inform-
ation into multiple categories. An early user interface prototype supporting multiple
classi�cation was developed by Quan et al. [96] as part of theHaystackproject. Though
they did not call their approach tagging, the similarity is striking. In contrast to the
single containment rule of the folder paradigm, they examined an alternative inform-
ation organisation principle based on multiple overlapping categories. To implement
a uniform user interface, they chose to integrate their approach with Microsoft Inter-
net Explorer since, at that time, Internet Explorer was apparently able to open local
Word documents as well. Information organisation was done by ticking boxes in a list of
categories displayed in a side-pane of the browser window. When the information repos-
itory was browsed later, the system generated a hierarchy of categories dynamically. A
single category contained related documents as well as other categories associated with
those documents. By drilling down deeper, users were essentially creating a conjunction
of the selected categories.

Based on that prototypical realisation of a multiple categorisation interface, a user
study was conducted to compare users' preferences and performance with respect to
hierarchical folder organisation vs. multiple classi�cation. The study condition for
hierarchical organisation was provided by the Internet Explorer's regular favourites pane
that allows bookmarks to be �led into folder structures. Each of the 21 participants
was asked to organise two sets of news articles, one set with the folder paradigm, the
other using multiple categorisation. The navigation task was performed one week later
to limit the e�ect of human memory on performance and consisted of multiple questions
that related to the articles classi�ed in the �rst phase.

Results indicate that there was a high tendency to prefer multiple categorisation
over folders for navigation. Overall, users created twice as many categories as folders.
Navigation performance was also better with the category interface. However, qualit-
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ative feedback revealed some issues with overlapping categories. Some participants felt
that they were given too much freedom and it can quickly break down into a keyword-
based system which merely re
ects the occurrence of particular words in documents.
With that focus on individual words instead of topics, synonyms are likely to occur
and may cause an overhead that is detrimental to retrieval performance. Because par-
ticipants pointed out that some information is just inherently hierarchical, the authors
conclude with a suggestion to combine both paradigms. Multiple categorisation shows
its strength when the topic space is evolving quickly because it is easier to accommodate
overlapping topics as the need arises. Furthermore, the ability to organise categories
into hierarchies is proposed, though it is unclear how that would work with their current
user interface where hierarchies are used to model conjunctions of categories. Regard-
less of how that hybrid system is conceived in the end, the authors stress the importance
of implementing multiple categorisation as a pervasive solution.

After the popularisation of free-form tagging by services such as del.icio.us5 and
Flickr 6 that have successfully built community-driven folksonomies for shared links
and photos respectively, several research projects have explored new applications for
tagging taxonomies [19]. In contrast to the collaborative nature of the mentioned online
services, these projects aim to bring the organisational a�ordances o�ered bytags to
the end-users' personal computer environments.

The TagFS project [19] analysed the mismatch between a strictly hierarchical and
a tagging-based organisation in an attempt to map tagging and its query semantics to
�le system semantics. A guiding use case was the organisation of a musical archive
with directories for each artist at the root level and subdirectories for the albums that
contain the actual �les. In their analysis, they found several reasons why people fail to
organise resources in �le systems. Files can only be stored in one location, a limitation
which can only be circumvented by creating additional copies or by resorting to hard
and symbolic linking mechanisms provided by many �le systems. While the former
inevitable leads to copies being out of sync when �les are edited (apart from the waste
of disk space and other problems), the latter has traditionally been di�cult to maintain
with the standard tools provided by current operating systems and is generally avoided
by end-users. According to the authors, thatsingle locationproperty leads to a number
of other problems. Because �les are not implicitly classi�ed in higher-level directories,
users always need to browse to the most speci�c directory where the �le is stored.
For example, it is not su�cient to just browse a top-level directory for an artist when
looking for a song since that song is probably part of a speci�c album and is only
retrievable when the corresponding subfolder is navigated. Using folders, it is also not
possible to model di�erent access paths. Even worse, sometimes users are forced to
model dimensions (e.g. genre, artist, album) in a particular order, though logically, one
dimension might not directly depend on the other. Last but not least, query re�nement
cannot be achieved with a �xed folder hierarchy.

As an answer to these problems, the authors present TagFS,\a virtual �le system
with tag semantics". In contrast to attribute-based approaches (e.g. [39, 71]), tags are
unary values that are queried with set operations like union or intersection. The basic
idea is that tag annotations are mapped to �le system operations. Thus, tagging is

5https://delicious.com
6https://www.
ickr.com
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achieved by moving, copying, linking (Unix) or deleting �les. Directories become tags
and a path (ordered sequence of directories) represents a conjunction of tags. As an
immediate result, the path is no longer order-dependent because the tags (directories)
can be re�ned (browsed) in any combination. These query re�nements (subfolders) are
only shown if the result set is non-empty and can even indicate the number of results
as part of their folder names. Deleting �les removes the tag that corresponds to inner-
most \folder" of the current access path and copying assigns tags from the target path.
TagFS has been implemented as an application on top of a general-purpose SemFS
(semantic �le system) infrastructure that provides a RDF database and virtual �le
systems as well as support for the WebDAV protocol.

While they have not proposed their own system, Ma and Wiedenbeck [82] are two
other proponents of tagging over hierarchical folders. According to them, previous
research has shown that users frequently have to use desktop search to re-�nd �les when
memory fails them and that this is partly due to their hierarchical structure. Having
said this, they also admit that tagging has its own issues. Large numbers of tags can
make people forget them more easily and an uncontrolled growth of the tag vocabulary
may render them unmanageable. There is the challenge of inconsistency, which ranges
from ambiguity in describing the same information to problems of synonyms. Regardless
of these issues, the authors aimed to investigate whether tagging could be an e�ective
complementary approach for �le management. Three conditions were compared as part
of a controlled experiment: Folders only, tagging only and a hybrid. In the study, 49
participants were divided into three user groups (16/16/17). All of them used a Firefox
add-on tool called Zotero, which is an application to manage publications. The authors
created three variants of the tool, but retained the same basic user interface. For each
group, two sessions were conducted one week apart. In the �rst session, participants
had to organise 60 short articles. In the second session, they then had to re-�nd some
of these articles.

Some of the early results (data analysis was still in progress at the time of the
publication), indicate that the hybrid group created signi�cantly fewer folders than
the folder group and signi�cantly more tags than the tag group. However, the hybrid
group was also found to spend signi�cantly more time on �le organisation than the
folder group. With regards to the task completion time to re-�nd �les, there were
no signi�cant di�erences. The tagging group showed the least amount of mouse clicks
needed to complete the retrieval tasks. Overall, all groups gave equally correct answers.
Unfortunately, this preliminary study could not answer what method was preferred by
the user and no further reports have been published since.

The question as to whether personal information should be organised by folders or
tags sparked some discussions by the end of the 2000s. Pak et al. performed two stud-
ies [95] to investigate performance and subjective workload when organising information
using two opposing strategies: Hierarchical categories vs. labeling (tagging). Their �rst
experiment focused on organisational e�orts and revealed that there was\greater frus-
tration with tagging' ' but that overall, information was organised more quickly than
with folders. Their second experiment also considered the retrieval performance and
yielded some contradictory results with the taxonomic system having the upper hand
for organisation time but requiring more mouse clicks at retrieval time.

These seemingly contradictory results were challenged by Civan et al. [31], where
they questioned the e�ect of the di�erent experiment conditions (paper vs. digital pho-
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Figure 2.6: Gmail's tag-based approach (a) vs. Hotmail's folder-oriented management
(b) (Source: Screenshot from [31])

tographs) and some system-speci�c implementation details on the observed outcomes.
The authors provide some additional insight into the folders vs. tagging debate which
is based on an exploratory study that compared participants' experiences with both
organisational schemes over time.

Among the questions they aimed to answer were: Are tags just a passing trend?
Can tags and folders co-exist? How to combine them, if possible? In their explor-
atory study, they analysed individual strengths and weaknesses of each model with
regards to basic PIM activities such as keeping, organising and re-�nding information.
The approach they have taken is fundamentally di�erent from that of Pak et al. [95].
Instead of quantitative measurements, they were looking for qualitative insights and
experiences with real, actual information systems. The two conditions, folders and
tags, were represented by Microsoft's Hotmail (folder) and Google's Gmail (tag) (see
Figure 2.6). Gmail does not have a folder abstraction, instead, classi�cations are done
with arbitrarily assignable labels.

All participants experienced both conditions (\within subjects" ) on their own ma-
chines and within their own personal workspaces during a period of 5 days. Participants
were encouraged to re
ect upon their experiences in a daily dairy. The study proced-
ure started with an initial interview about previous experiences, followed by a 5-day
information organisation task where participants were sent articles relating to two pre-
viously selected popular personal goals. For each condition, a batch of 5 articles was
sent each day and the participants had to use the folder and tagging capabilities from
Hotmail and Gmail respectively to categorise the incoming information. The study
was concluded with a one-hour follow-up discussion. Though the study was not about
e-mail systems in particular, it shared one important characteristic. Information to be
categorised arrive over time, not in one single junk. This means that the participants'
organisational schemes also had to evolve over time.

In terms of retrieval performance (details recalled, re-�nd cued articles and places
visited to �nd them), both approaches were rather similar. To solve these tasks, nine
out of ten participants used browsing for retrieval even though they could also use
keyword search. One of the main distinguishing features of tagging, namely multiple
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classi�cation, was used by only half of the participants. The authors also report some
of the key di�erences between the two approaches. Folders were frequently used to \get
items out of their way", which indicates that they can be used to exercise some form of
control over item visibility. Most participants agreed that it was easier to hide items in
folders, but \hidden" �les are also more prone to be forgotten. The idea of �ling stu�
away gives folder-based organisational schemes a powerful tool to\manage work
ow
and avoid inbox clutter". Many users were frustrated that untagged and tagged items
are mixed in Gmail's inbox, because they see the inbox works as a reminding place.
Only two participants ever used Gmail's in-built archive function to e�ectively hide
e-mails from the inbox.

In contrast to previous studies, most participants (9/10) felt it was a greater cog-
nitive e�ort to �le items into folders than to tag the articles. However, tagging items
seemed to incur more physical e�ort, mainly due to the ability to assign multiple la-
bels. At the same time, this property to refer to those items under multiple aliases
was regarded an advantage of tags over folders. When it comes to search, folders were
generally preferred when the search process necessitated an exhaustive search, some-
thing that occasionally happened when users had forgotten the folder name of the item.
Because the information associated with tags may overlap, an exhaustive search may
result in the same information looked at over and over again. A major limitation of
study was that neither Hotmail nor GMail supported hierarchies. Especially for the
folder-based Hotmail condition, that may have created an unfair bias towards the tag-
ging condition where tag hierarchies are generally less known by users. Nonetheless,
the authors conclude that the\Study results point to syntheses in tool support [..] that
might combine strengths of folders and labels while avoiding the inadvertent introduction
of weaknesses from these models".

A slightly newer approach towards managing �les using tags was proposed by
TagTree [115]. TagTree uses tags to drive an automatically maintained folder hier-
archy with multiple navigation paths. According to the authors, \users are not yet
ready to embrace such a radically new concept [semantic relations]", a statement we
fully agree with. Instead, advances in PIM should try to stay compatible with exist-
ing computer environments, but may of course embrace new ideas. The inspiration
for TagTree was drawn from the success of the Web 2.0 where users have successfully
adopted the concept of tagging to add metadata to information. Similar to TagFS [19],
the goal of TagTree is to render user-supplied tags as new navigational structures in a
�le system. From a user's point of view, it works as follows: A dedicated folder called
storage is created �rst. Files placed within that folder trigger the tagging dialogue
window which o�ers tag completion, recommendations and pre-�lled tags. TagTree then
creates associative folder structures in a folder callednavigation where each structure
corresponds to a permutation of the tags. At the end, the user is presented with a �le
system equivalent of faceted navigation (see Figure 2.7).

However, from a technical point of view, TagTree seems to be greatly inferior to
TagFs and is in fact a good example of how such an approach shouldnot be implemen-
ted. The actual �les are stored in one central folder location and TagTree uses symbolic
links in the generated folder structure to refer back to these �les. Every permutation
of tags associated with an item is materialised as a folder hierarchy in the actual �le
system. The number of permutations forn tags is n!, meaning that, even for a small
number of di�erent tags, we have an enormous explosion of �le structures. Though
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Figure 2.7: TagTree's materialised folder structures provide multiple navigational paths
(Source: Screenshot from [115])

the authors limit the number of tags to 6 per item and wrongly state that there is
an exponential relation to the number of folders created, the actual factorial relation
results in 720 navigational paths! The limitation to six items is further justi�ed by
references to [95] where their studies have shown that the number of user-assigned tags
are generally below six. While this might be true, it imposes a problematic limitation
if we add automated tagging by applications to the mix. It is also questionable how
the entire system scales, since all tags result in a folder on the root level. This means
that the root level is basically a 
at hierarchy of the entire tagging system. As users
create more and more tags over time, that 
at space may become too unwieldy.

Apart from these severe technical limitations, there are also a few interesting fea-
tures. For example, users can tag items with an expiry date. When the time is past the
expiration date, the items are moved to a special location calledexpired items . This
functionality is especially useful for temporary or transient items that might become
useful again sometime in the distant future, but should automatically be \archived"
after some days. The tagging user interface di�erentiates two types of taglines (cat-
egorising and describing tags) and suggests tags based on recency or frequency. They
also propose controlled vocabularies to address the issues of synonyms and homonyms.

Despite TagTree's severe technical limitations, it was usable enough to provide the
basis for a formal user experiment [116]. In their work-in-progress publication, the
authors claim that tagging does not necessarily result in slower �ling performance and
that previous studies had some 
aws that might have introduced a bias towards �ling
in folders. In particular, they criticise several previous studies for focusing on single
item types (photographs, e-mails) and an unfair comparison due to limitations of the
underlying system used in those studies. For example, some systems did not allow
subfolders to be created, there was no tag completion mechanisms and other systems
showed only the contents of folders but did not allow them to be navigated in a con-
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ventional way. Using the TagTree system described earlier, Voit et al. performed a
controlled experiment with 18 users, repeated measures and within-groups semantics.
One group created folder structures themselves, whereas the other group usedtagstore,
the framework behind TagTree. Afterwords, the group switched roles.

There was an overwhelming preference (78%) for the TagTree approach. Parti-
cipants felt faster storing and re-�nding items with TagTree,despite the quantitative
measurements revealing that the average �ling time was in fact faster with the custom
folder hierarchies. No clear di�erence was found for the re-�nding tasks. Within all
participants, a sub-group of \fast performers" was detected for which tagging seems to
perform much better. In conclusion, even though the authors believe that advantages
of tagstore may prevail in the future, we still do not have a clear winner.

It seems that regardless of how \fair" a comparison of the two organisation mod-
alities have been designed, there are just too many individual factors that favour one
condition over the other. In our personal opinion, we think tags are excellent vehicles to
represent cross-cutting concerns. Nevertheless, folder hierarchies are still an excellent
tool to govern the organisation of a large information space with tens of thousands of
�les. Hierarchies scale a lot better than 
at systems for possibly hundreds of (nested)
categories.

2.3.4 Folders vs. Search

In the wake of the success stories of online search engines such as Google, there were
a lot of debates in the early 2000s about whether search was going to replace folder
navigation for good. Several studies [109, 32, 13] accrued evidence in favour or against
that proposition. Teevan et al. [109] asked people to write down in a diary how they
search information in their e-mails, �les and on the web. The study took place within
their own personal information space and did not contain any formal tasks. What they
found was that most search processes did not involve users jumping to the target in-
formation item directly using keywords. Instead, navigation took place in small \local"
steps which relied on the contextual knowledge of the users. Teevan et al. called this
processorienteering, a form of \directed situated navigation". An important piece of
that contextual knowledge included the ability to associate information with a source
because participants often remembered many details about it. It also works the other
way round. By navigating to a target in small steps, they gradually build up a con-
text that allows them to understand the result better once they have arrived at their
destination. Orienteeringappearedto involve less cognitive e�ort than search, because
participants did not have to articulate the query exactly. When examining individual
di�erences in orienteering behaviour, a correlation was drawn between the number of
searches and classi�cation of people into �lers and pilers [83]. The main �nding was that
�lers used searched more often, especially keyword search. Given the wide spectrum of
organisational schemes people use, which were observed not only in our research but
that of several other research groups, we think such an overly simplistic classi�cation
no longer makes a lot of sense.

A few design implications for future search tools are sketched as well. It was observed
that users frequently recalled metadata during their searches but could not use that
information in the keyword-driven search engines. Instead of simply indexing more and
more metadata, it could be o�ered as part of the browsing experience in the form of
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faceted search interfaces [124]. Another important factor that should be considered is
the source of a piece of information (e.g. the e-mail message that contains the wanted
information) as users often looked for the source �rst.

After search got seemingly defeated by navigation, Teevan joined forces with Cutrell
and Dumais to make a stance for the importance of search in the future of personal
information mangement [32]. They claim nothing less than search can replace PIM
entirely. According to the authors, there is no need to organise information any more
because it can be found through search regardless of where it has been seen, what
is remembered and even if is not remembered at all. However, the article seems to
ignore the �ne di�erence between public and \truly personal" information, as it mainly
talks about information found online on the web. Granted, public information can
also be considered personal when it is \relevant" to me. And yes, there is often no
need to organise this public information as it can be easily found again. But we are
not convinced that the same is true for personal documents and, so far, history is on
our side. In that article, they refer to the Stu� I've Seen system [42] they have co-
developed earlier as proof that search is ready to take over the desktop environment as
well. The article states that their work on Stu� I've Seen has been subsumed by the
Windows Desktop Search. What the authors could not have known at that time was
that later studies would show that desktop search engines did not (yet) live up to their
expectations [13].

Arguments in favour of search are similar to pro-tagging statements. Since it allows
people to search over many di�erent dimensions and attributes, it potentially provides
more access routes compared to folder navigation where there is always exactly one path.
Cutrell et al. highlight a few di�erences of desktop search when compared to web search.
The concept of people is often associated with a lot of personal information items and
is a critical organising element. Consequently, they serve as important retrieval cues,
together with time, another important dimension in personal environments.

But search is only part of the story. The authors even speculate about pro-active
tools that deliver us information before we explicitly request it, based on the context
of the current task. An example might be an e-mail client that shows additional in-
formation about the sender such as recent e-mails or related items. It is important to
note that this idea has been implemented in the latest versions of Outlook (2010 &
2013). Another application of pro-active information systems is to uncover items that
have long been forgotten, though there is a trade-o� between raising awareness and
plainly distracting the user. In retrospect, one has to conclude that the article was
overly optimistic about the role search engines would play on the desktop.

A few years after the proclaimed success of desktop search engines by Cutrell [32],
Bergman et al. revisited some of the navigation and search strategies currently per-
formed in desktop environments [13]. They looked at two typical computer environ-
ments in two separate studies, one Windows-based with Google Desktop and the Win-
dows XP Search Companion, and the other Mac-based with the search tools Spotlight
and Sherlock. Not only were they interested in how these tools have improved, but
they also wanted to examine whether the preference for navigation observed in the past
diminished thanks to better search engines for the desktop. In both studies, the authors
focused exclusively on �le retrieval because most users described their collection of �les
to be the most important one or the most elaborate.

What they found across both studies and all conditions was that there is still a
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strong preference for navigation and that the improvement in search quality had little
e�ect on search usage. In fact, 56-68% of all �le retrievals happened through navigation
and search amounted only to 4-15%. The remaining retrieval options were shortcuts
(17-20%), recent documents (5-12%) and a few others. Search was often observed to
be a means of last resort when users forgot a �le's location. That failure to remember
turned out to be the main reason why people performed search at all. Not surprisingly,
no change in �ling habits has been observed as a result of improved search. Indeed
there was still a high reliance on folders for information organisation.

The �ndings presented by Bergman et al. challenge a relatively old prediction by
previous researchers [44] who stated in 1996 that with better search engines, preference
for folder navigation would reduce. Though one can always make the argument that,
even more than ten years later, search engines are simply not mature and technically
advanced enough yet to present a viable alternative to navigation. The results from
Bergman et al. suggest however, that there is an inherent preference for navigation in
PIM environments, \irrespective of the search engine's sophistication":

\Regardless of retrieval options, users seem to like to know where their in-
formation items are, which may explain why they persist with locational
methods." [13]

2.4 The Flaws of the Human Memory

The human brain and how it enables us to memorise things has been the subject of
research in psychology for many decades and, more recently, advances in neurology
such as neuroimaging has sparked a new branch of study called neuropsychology. A
seminal work in that area was contributed by Tulving who coined the termepisodic
memory [110]. Episodic memory describes a particular kind of memory which en-
codes memories of past events. Though advances in neurology and techniques such as
neuroimaging allows us to have even better insights into the inner workings of the brain
during information recall processes [112], Tulving's initial work was highly in
uential
not only in psychology but also for information retrieval in computer science.

Together with Thomson, Tulving has developed the encoding speci�city principle
which describes how the nature of encoding operations (i.e. how a memory is stored as
a trace) in
uence the recall e�ectiveness of memory cues in an episodic memory [113].
What the theory says is that it is not only the intrinsic properties of an item which
are responsible for how well it can be recalled later, but also something that Tulving
refers to as the \cognitive environment", a concept that translates more or less to term
context in information retrieval. The principle also states that recall is more e�ective
if the context at the time the information was encoded is also present at retrieval time.
Under the assumption that the theory is an accurate model of how the brain encodes
information, it means that the e�ectiveness of these memory traces depend not solely
on the target item to be stored, but also on the memory cues that capture the encoding
conditions (i.e. context) at storage time.

The general consensus is that context has a strong in
uence on human memory
and by controlling the environmental factors at retrieval time, one can exercise some
control over the recall performance. However, the question is whether those �ndings
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also apply to digital processes and retrieval in information systems. Even if they do
apply, how can information systems collect these contextual memory cues and how
can they be used e�ectively to aid information retrieval? Elsweiler et al. [43] point
out similarities between everyday memory lapses and memory lapses in the context of
personal information management and suggest that PIM tools should help users recover
from such lapses. Contextual cues can also be very e�ective to help humans remember
past computer activities and the information they accessed or edited at that time [57].

2.4.1 Context-based Retrieval

One of the earliest proposals to design personal information systems that incorpor-
ate the model of episodic memory into their design was put forward by Lansdale et
al. [78], where they propose a prototype interface called MEMOIRS (Managing Epis-
odic Memory for O�ce Information Retrieval Systems). At its core, MEMOIRS indexes
documents according to time, ordered chronologically. It o�ers an interface to browse
the documents and a complementary diary at various levels of time granularity, from
years to individual days. Temporal context has also been shown to aid recall and preci-
sion in a more traditional content-based search [107]. In their work, Soules et al. present
a system that analyses temporal relationships between �le access patterns and uses that
information to augment the retrieval results from a content-based search engine. By
exploiting temporal locality of �le operations, the results from the content-based search
are expanded with related �les. This has led to an improvement in both average recall
as well as average precision for �le search tasks.

How well humans remember past events does not only relate to individual inform-
ation items, but also to the task at hand. Research by Czerwinski et al. into how
human memory works for computing events has shown the users quickly forget com-
puting tasks a month later, even though they deemed those events as important [34].
Furthermore, the correct recall of the sequence of those events deteriorated signi�cantly
over time, as was revealed in a comparison of free recall sessions that took place 24 hour
and one month later respectively. To help participants of that study remember more
details about the computing task in question, the authors used videos and still images
as reminders. For the analysis, the authors relied on the participants' help to annotate
the recorded videos of their activities. However, Czerwinski et al. also see a potential
for an automated event capturing process because many of the events described by the
participants as important were in principle observable by the computer system, such as
opening a particular application or editing a speci�c document. A more di�cult chal-
lenge for an e�ective, automated reminder tool is to classify these events into important
and less important ones. This is an important requirement because collecting to much
unnecessary information may create a considerable overload for users. Ideally, the au-
thors conclude, such a tool would guess which events are more likely to be forgotten
and then provide appropriate support for it.

Contextual search promises to help whenever semantic factors about a piece of in-
formation (name, �le path, url) cannot be reliably recalled. A fairly recent research
project has emerged as a result of applying �ndings from the cognitive sciences to the
intricacies of personal information management. In YouPivot [57], a new interaction
technique calledPivoting is introduced that taps into the human's contextual memor-
ies to facilitate search for contextually related activities that may not necessarily be
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Figure 2.8: YouPivot Interface (Source: Screenshot from [57])

semantically related. The goal was to show how principles of human memory could
improve recall in a digital information system. The idea is that users �rst identify a
contextual cue, such as \last week I worked on a document and at the same time I
received a phone call from Fred", then locate the information they remember in the
YouPivot tool (e.g. \phone call from Fred") and then activate the pivot operation to
browse activities that are temporally related.

With YouPivot (see Figure 2.8), contextual cues can help �nding information which
may not be semantically related. There are a number of environmental factors that may
serve as cues: location, song that played, other �les accessed concurrently or websites
visited. Pivoting is based on temporal relatedness and each pivot action shows concur-
rent activities with respect to the \pivoted" element. To have this kind of navigation,
�le metadata is simply not enough. YouPivot di�ers from Feldspar [26] in that it tries
not to capture semantically related information (e.g. who is the author of that paper)
but the semantically unrelated context in which the document was accessed or edited.
That context might be semantically related, e.g. accessing a website about related work
when writing a paper, but it does not have to be. Hailpern et al. also evaluated their
prototypical implementation in a user study and conclude that their research shows how
the search of digital information can be enhanced with principles of human memory.

2.4.2 Provenance-based Retrieval

One promising strand of tools that jog people's memory are based on provenance in-
formation. Provenance refers to the complete history or lineage of an item, document
or �le. In the context of GUI-driven desktop environments employed by end-users, in-
formation and knowledge workers alike, provenance information may be used to capture
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copy relationships between �les, to trace the movement of documents in the �le system
or more generally, to track the 
ow of information/content between applications and
�les. It has been shown that the use of provenance information is an e�ective way of
providing memory cues [18].

While the history of data which is manipulated by a single information management
application can be captured reliably by that very same application, collecting proven-
ance information at the operating or �le system-level promises to gather lineage data in
an application-independent manner. The Provenance-Aware Storage Systems (PASS)
project [89] and the �le provenance system FiPS [108] are two examples of provenance
systems that operate at the system-level and collect provenance data automatically
without application developers having to adopt application-speci�c provenance solu-
tions. Whereas PASS focuses on command-line invocation of data transformations and
derives provenance information from system calls as well as the current execution en-
vironment, FiPS proposes a stackable �le system on top of an existing �le system that
intercepts any �le system calls passed through the Virtual File System (VFS) layer.

To capture provenance events at the application- and content-level, a number of
technological solutions and tools have been developed. The TaskTracer system [41]
hooks into the Microsoft O�ce suite by installing .NET COM addin objects that cap-
ture save-as operations. A di�erent approach was taken by Karlson et. al [72] where
their copy-aware environment monitors copy-events by injecting a C++ hook library
into a number of selected applications and the operating system itself. A custom Out-
look integration allows email attachments to be tracked as well. Both systems intercept
�le manipulation operations in Windows such as copy, move and rename. A Windows
clipboard hook was employed to capture copy/paste operation within and between
applications. While application-level instrumentation enables a very �ne-grained col-
lection of provenance events, it is questionable how such an approach scales to a larger
number of end-user applications. Even worse, when it comes to third-party �le host-
ing services, it is virtually impossible to instrument those services with provenance
capabilities.

Although most desktop provenance systems presented in the literature do not expli-
citly exclude multiple devices from their approach, they provide little detail about how
several devices would actually collaborate in such a multi-device provenance system.
One notable exception has been made by the PASS project, which has been exten-
ded in later work [90] with support for cloud storage solutions, though they focus on
commercial solutions such as Amazon Web Services (AWS).

Another important application of provenance systems is the ability to \recover"
missing documents. Many desktop-based PIM applications build upon the �le system
abstraction to manage the user's personal �les and associated metadata. Due to that
loose coupling of the application with the data storage system, users may inadvertently
break associations between �les and metadata by performing basic �le operations such
as moves or renames. To reconnect missing documents, applications such as Adobe's
Photoshop Elements Organizer or Lightroom rely on the end-user to provide hints
to the missing �les' current locations. Although traditional keyword-based desktop
search engines may help users in that task, they could enhance their search results by
incorporating causality relationships [105].

A UI-less version of the TaskTracer tool has also been the basis for a longitudinal
study of knowledge workers at Intel Corporation, conducted by Jensen et. al [65]. This
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Figure 2.9: A copy-aware environment as envision by Karlson et al. (Source: Screenshot
from [72])

�eld study analysed several sources of provenance events and documents their type and
frequency. In particular, their quantitative data suggests that provenance events occur
frequently in typical computer use by knowledge workers and that those provenance
events were in fact memorable to the participants of the �eld study.

File provenance systems have many applications in the context of PIM and human-
computer interaction. They can provide end-users with information about the evolution
of documents [65] and can help them to keep track of copies, versions and variants [72].
It is therefore not surprising that the ability to track and re-�nd information in a
desktop environment is a highly desirable property for today's information management
tools [65]. Figure 2.9 shows a possible realisation as proposed by Karlson et al.

2.5 Information Fragmentation

Many PIM tools strive to provide some kind of uniform view of all the resources that
they manage. With regards to graphical user interfaces, it has also been shown that
users tend to store project-related information items of di�erent formats in one project
folder only when the interface design encourages it [11].

Integration of resources managed in di�erent information repositories basically fol-
lows one of two approaches. The most common approach is to integrate at the level
of metadata. This means that the resources stay at their original locations (e.g. �le
system, database, application-managed data store) and only extracted or superimposed
metadata is incorporated into a uniform data model of the PIM system. Metadata can
be content-speci�c (e.g. keywords of documents), resource-speci�c (e.g. owner, creation
time) or context-dependent (e.g. time of access). An alternative approach is to integ-
rate the entire resource and store metadata as well as content in a data store managed
by the PIM system itself. One example of such a system isMyLifeBits [50] which stores
articles, books, letters, photos, presentations and many more resources in a single rela-
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tional database. This allows its user to query and retrieve all digital artefacts through
one uni�ed interface.

2.5.1 Cross-Tool PIM

A source of constant frustration for end-users is the poor integration of PIM tools, both
desktop-oriented and online applications. Thiscompartmentalizationof information [9]
often leads us to re-create our preferred organisational structures over and over again.
The organisation of collections that span documents, e-mails and notes for various
activities is poorly supported in many previous PIM solutions.

In an exploratory study, Boardman [20] reports on preliminary �ndings about how
users work with three individually organised hierarchies (�le system, e-mail folders and
web bookmark folders) and the amount of overhead incurred by the organisation of
multiple hierarchies in parallel. Out of the ten users interviewed, two of them did not
develop any hierarchies at all. Three users developed only one hierarchy, primarily
due to the lack of time or amount of e�ort to structure the remaining spaces. Half
of the users employed multiple hierarchies but many showed a strong tendency to pay
more attention to the development of a particular \primary" hierarchy. Quite often,
they mirrored folder labels and categories across all hierarchies. Boardman's study
results suggest that users do not want to devote a considerable amount of time to
managing multiple isolated hierarchies. To address this issue, he proposes a hypothet-
ical system that shares one hierarchy across all applications which supposedly reduces
management overhead. Boardman realised his vision in a follow-up project where he
discusses a software prototype aimed to improve cross-tool support for PIM [22]. The
authors argue that, in contrast to Whittaker et al.'s proclaimed general lack of pro-
gress with regards to tool support for PIM [121], many PIM-related issues are in fact
caused by a fragmentation of digital information across isolated,\poorly integrated and
inconsistently-designed"tools. Their solution is a cross-tool approach that aims to
integrate several, formerly disparate, folder structures to provide better support for
cross-tool PIM activities.

To inform the design of their software prototype, they conducted another explorat-
ory study, similar to the previous one [20], although it is unknown whether the 10 par-
ticipants from the �rst study were included in the second one. In semi-structured
interviews, they speci�cally asked about problems encountered when managing doc-
uments, e-mails and web bookmarks in parallel using di�erent tools. One particular
observation was that most users cannot be classi�ed generally as being \messy" or
\tidy" but instead employ a diverse set of strategies for di�erent types of information.
Web bookmarks management received the least amount of attention and most of the
users' organisational e�orts were spent on categorising documents into folders, followed
by e-mail. Nevertheless, users often reported a serious dissatisfaction with the results
of their PIM-related activities and perceived un�led items as rather unpleasant because
they seemingly re
ected badly on their own self-perception of tidiness. Cross-tool co-
ordination of activities and compartmentalisation of information management according
to type was another area where users complained about the current situation. Another
source of discomfort was that equivalent functionality, such as \mark this item as im-
portant" was presented inconsistently among the di�erent tools, even if they were from
the same vendor. Together with the previously observed folder overlap, these �ndings
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lead to the development ofWorkspaceMirror, a software prototype that synchronises
folder structures between PIM tools. By providing mostly anecdotal evidence, the au-
thors claim that WorkspaceMirror does indeed solve the fragmentation problem in PIM.
Interestingly, the authors conclude their discussion section with an appeal to fellow re-
searchers to shift the research focus to \social" users by which they mean end-users
with less technical background who use their computers mainly for personal activities.

This requirement of PIM activities to permeate multiple applications has also been
acknowledged by other researchers [96]. For a new organisational principle to be suc-
cessful, it must be applicable across all personal resources, regardless of the applications
that have created them. With regards to their multiple classi�cation prototype, Quan
et al. [96] note that it \must pervade the user experience at least to the extent to which
the folder paradigm does today".

Boardman and his colleague Sasse have even more insights to share based on a
study about cross-tool usage (�le, e-mail and web bookmarks) [21]. For some of their
participants, they also collected longitudinal data. Even though there has been some
e�ort to create cross-tool integration in the past, Boardman et al. highlight that most
of the previous tool designs have been informed by observations made intool-speci�c
situations. With their study, they want to �ll that gap.

In a �rst phase, they conducted semi-structured interviews with 31 participants
whom they asked to give them a guided tour of their personal �le, e-mail and bookmark
collections. Most participants classi�ed �les in folders at the time the �les were created.
They also observed that with �les, deep hierarchies were built and that users would often
stick to a certain strategy (e.g. �le-on-creation ) for all their �le management tasks.
With bookmarks and e-mails however, a combination of multiple strategies employed
by most participants made it di�cult to classify them in speci�c groups. For example,
some of the bookmarks were �led on creation, other bookmarks were left un�led on
purpose to serve as reminders. Similar with e-mails, where certain e-mails were �led
right away and others were only touched in occasional spring-cleanings of the inbox.
The folder structures exhibited some overlap, primarily between e-mails and �les. In
all three tools, there was a strong preference for browsing over search when information
had to be retrieved again. To navigate to their targets, users employedlocation-based
browsing and sorting/scanning of items. The former refers to the process of browsing
folder structures whereas the latter means that users changed the current list view by
ordering items according to format-dependent metadata.

In the second phase, 8 participants let the authors track how their personal col-
lections evolved over a period of almost 10 months (286 days on average). Collection
growth was highest for �les, followed by e-mail and bookmarks, though for two parti-
cipants, the size of the e-mail collection actually shrank. Six participants reported in
the follow-up interviews that they did not change their �ling strategies in the course of
phase 2.

The main result of both studies was that it is not straightforward to classify user
strategies in extreme opposites such as �lers or no-�lers. Due to the diversity in
strategies observed both within the same PIM tool as well as across di�erent applic-
ations, a more �ne-grained classi�cation of strategies is necessary. The results also
suggest that users tend to organise �les more extensively than e-mails or bookmarks.
Several reasons are listed by the authors to explain that di�erence in behaviour. First,
since most personal �les are e�ectively created by ourselves, there is a higher sense
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Figure 2.10: ProposedProjectFolders prototype (Source: Screenshot from [11])

of ownership. This is less apparent in e-mails where the content is most likely being
written by somebody else. Second, we spend much more time to author documents,
illustrations or spreadsheets than we spend on writing e-mails, let alone creating book-
marks. Last but not least, because many �les are re-used much more often than e-mails,
it simply seems more worthwhile to spend time on their organisation. The authors con-
clude their study by highlighting the limits of integration. Future PIM tools should
consider di�erent strategies observed and should provide\the 
exibility to mange dif-
ferent types of information in distinct ways". Failure to do so may discourage users to
re
ect on their strategies.

Information fragmentation is de�ned as information scattered across di�erent hier-
archies, divided by the applications that manage them. This separation of hierarchies
leads to inconsistencies not only in the structures themselves, but also in user interface
and interaction designs. With regards to personal project management, fragmentation
means that related project information has to be retrieved from many di�erent loca-
tions with no structural connections between them. Theproject fragmentation problem
makes it di�cult for users to manage format-related collections (documents, e-mails
and web pages) uniformly. Studies [11] have shown that when the user interface allows
it, users tend to store information items with di�erent �le formats, but related to the
same project, in the same folder. However, when the design encourages fragmentation,
users would organise information items in di�erent folders. When asked to describe
their organisational habits, study participants would mention projects more often than
speci�c formats. These results suggest that there is a tension between how people see
their personal projects and how they are forced to organise them in a fragmented way.

The authors of that study analysed several possible solutions for dealing with project
fragmentation, such as cross-tool search as a means to provide integration. Another
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example considers the possibility to facilitate integration through an external tool that
imposes an additional structure. The example given was Microsoft's OneNote, a note-
taking tool that can link to various resources and enable users to add textual or drawn
annotations to shortcuts that point to the resources' original locations. A third solution,
ProjectFolders, was proposed by the authors themselves.ProjectFolders o�ers a single
integrated hierarchy in the �le manager where people can switch between formats using
tabs (see Figure 2.10). The idea is that all information items share a single hierarchy,
regardless of their type. This does not exclude specialised applications such as e-mail
clients since they could just provide an e-mail exclusive view of the entire hierarchy.
However,ProjectFolders has not been implemented yet and thus the jury is still out on
whether such an approach would be accepted by end-users.

2.5.2 Multi-Device Information Environments

A trend to use several computers to manage personal information was already observed
by Gon�calves [53] in 2003. In their empirical study, they looked at personal document
spaces which may span multiple machines. The de�nition of a personal document space
(PDS) was given as the\set of all documents accessible to a user in all locii". But not
only has the number of computers that people use increased, but it was also observed
that users accumulated larger numbers of documents and that those documents were
of many di�erent types. An analysis of these personal document spaces was done
for eleven users with respect to what documents they contained and how they were
organised across several machines. To quantitatively describe the PDS, a tool was
written in Python which was deployed on each machine to scan the directory structure.
Apart from simple measurements such as number of �les or subdirectories, a number of
directory tree measures were determined. Based on that data, the tool could calculate
the distribution of �le sizes/types and estimate the topological structure based on the
\branching factor". Quantitative analysis showed that most �les were either text or
image, which combined accounted for more than 50% of all �les in a user's PDS. These
types were followed by spreadsheets and audio �les. Almost no symbolic links were
used (0.06% of all �les). Only 6% of all �les were newly created within the last month
and an additional 3.7% of all �les were modi�ed within that time. Across all machines,
results showed that personal document spaces have a rather narrow structure and not
very deep trees, although the trees themselves are quite balanced. The number of �les
in each directory is relatively small and text/image �les were most prevalent.

The authors then give some pointers about future research with regards to the
challenges posed by multi-device information environments. They note that none of
the previous approaches have yet addressed these \polyarchies" (hierarchies in multiple
places) and suggest that research into visualisation techniques should investigate how
to show all locations in an integrated way. Furthermore, tools need to be developed
that allow users to �nd documents regardless of their location. But they also admit
that this requires new approaches towards archiving and retrieving information since
the distributed placement of documents leads to problems with cognitive load. Even
if a consolidated view is somehow possible, it may still be di�cult to identify �les \at
a glance" due to the short �le names they observed in their study. Together with a
tendency to accumulate tens of thousands of �les, relying on user memory to recall
location in a PDS is not e�ective.
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\Short and long-term memory problems in remembering the location and
contents of documents will become more serious as the complexity of PDSs
increases." [53]

Their proposal to turn more towards property-based retrieval systems is in line
with previous research. In addition, users should be able to \tell a story" to relate to
important information elements as part of a more easily remembered narrative. Other
contextual factors should also be taken into consideration and the ability to discover
access patterns and monitor user activity will soon become a necessity to deal with the
increasing complexity of PDSs. Given the prevalence of text and images, a future PIM
tool should provide preferential treatment for those types. The authors also suggest
the development of\tools for automatically managing di�erent versions of documents
across locii". It should also be easier to access only the active �les (i.e. accessed within
last months), because most part of a PDS was observed not be active (up to 80%).

We agree with Gon�calves et al. that previous approaches are not necessarily suitable
for coping with the diversity and complexity of PDSs that span multiple computers.
To some part, this is simply because they have not been designed with a multi-device
personal document space in mind. Around the same time as Gon�calves's observations
(2003), theStu� I've Seen project presented a uni�ed view and visualisation of a user's
personal information on a single system. In their user study, it was revealed that
\the most requested new feature is uni�ed access across multiple machines" [42]. This
indicates that already more than ten years ago, there was a user's need for the support
of multi-device information environments.

As the number of computing devices people use in their personal and professional
environments has increased, the requirements to carry out information work success-
fully have changed as well [93, 36, 101]. Dearman et al. [36] reported, based on semi-
structured interviews with 27 interviewees, that participants found managing informa-
tion across their devices the worst aspect of using multiple devices. They argue that
we need to give up the assumption of a single personal computer, and instead be aware
of a user's entire device collection. Furthermore, support for users' activities which
nowadays typically span multiple devices should be neither application- nor device-
centric.

A step in that direction was taken by Gormish et al. [54] who proposed a distributed
approach to storing metadata of �les in document logs maintained by web servers.
Their idea was to identify each document by a cryptographic hash (e.g. MD5, SHA-
1) of its content and use that content-based identi�er to associate it with arbitrary
metadata. The web servers then expose associated metadata as an ordered list of log
entries which can be collected by applications from multiple servers. For example, if an
e-mail service or an online image hosting service allows their databases to be queried
using a content-based identi�er, an information management tool could summarise the
aggregated medadata associated with a particular �le. Although they did not target
end-users and PIM speci�cally, we argue that some of the ideas are also useful for
distributed personal information spaces. We agree with the authors that to make it
work, (personal) metadata should be stored separately from a �le because otherwise,
the �le content (and consequently its �le hash) changes whenever the metadata is
modi�ed.



52 Chapter 2. Background and Related Work

2.5.3 Cloud Storage Services for Personal Files

Consumer-oriented cloud storage services have been proposed as a solution to deal with
the need to have personal documents readily available on multiple devices. They also ad-
dress many of the concerns and scepticism towards automatic �le synchronisation mech-
anisms, as expressed by participants in earlier studies [36] Modern consumer-oriented
cloud storage solutions have now become an integral part of many personal work
ows
as highlighted by Santosa and Wigdor [101], who recently conducted interviews with 22
professionals from di�erent industries. Interestingly, none of their participants regarded
the cloud as a complete data solution. Their study has also shown that information
fragmentation remains an important topic, even in the context of cloud solutions. Par-
ticipants explicitly stated that they were having di�culties in remembering where in
the cloud they put their data. To remedy some of the issues, the authors recommended
providing improved awareness and visibility of what is happening in the cloud.

Another important aspect was noted by Marshall and Tang in a survey among 106
users of cloud storage services [85]. Because users had di�erent conceptual models
of those services, they used them for di�erent purposes. For example, they observed
that Google Docs (now part of Google Drive) has been used primarily for short-term
tasks because users think of it as a cloud repository. Dropbox, on the other hand,
was regarded more as a personal, replicated store for long-term projects. Even when
considering only one service, Santosa and Widgor [101] observed quite a few di�erences
in how that particular service was utilised by di�erent users. While some regarded it as
a transient transfer medium, others employed it as more permanent storage solution.
These observations indicate that users adopt cloud storage services in very di�erent
ways, thus environments that aim to incorporate them should be vendor-independent
and 
exible enough to cater for these di�erences.

However, the increased compartmentalization caused by using multiple online ser-
vices to manage personal information has further ampli�ed the problem of information
fragmentation. What is even worse is that the data stored on those online services is
beyond our control and cannot be managed directly with the PIM solutions that have
been developed in the past.

2.6 Challenges in PIM

Although we have already talked quite lot about di�erent challenges and solutions in
PIM, there is one work in particular that excellently summarises many of the challenges
people face when working with the desktop metaphor. In 2004, Ravasio et al. studied
user practices with respect to document classi�cation and retrieval in modern desktop
systems [97]. A general observation was that few of the previous research e�orts had any
e�ect on the state-of-the-art operating systems that were available at that time. Their
hypothesis was that users' intuitions about PIM does not match the strictly hierarchical
data storage systems (e.g. �le system) that were still the prevailing means of organising
documents. Sixteen users were interviewed about their daily computing tasks. While
the study focused on personal desktop use, they also looked at email, bookmarks and
non-bookmarked internet shortcuts. The study participants perceived the proper clas-
si�cation of documents as rather di�cult and employed di�erent strategies to cope with
the cognitive e�ort required to label folders and �les. Files that originated outside of
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the system or that were not created by the users themselves were often stored on the
desktop �rst or in some other temporary location. In contrast, personally created �les
were directly stored in the target folder.

In agreement with other studies [21], the separation of bookmarks, e-mails and
�les was considered inconvenient. Participants further reported that they would like
to be able to attach annotations to documents and �les, similar to how sticky notes
work. A bit more surprising, most interviewed users articulated the need to link re-
sources together, for example the author of an article and their address book entry.
Based on their �ndings, it was suggested that future desktop systems should clearly
distinguish between system and user data. There is a preference for small but highly
e�ective information management tools, with the annotation tool given as one possible
use case. The authors conclude their analysis with a rallying cry for more integration of
information. On the document retrieval front, the authors re-con�rm several previous
observations. The direct access strategy (browsing/navigating) was greatly preferred
over search and there was a high reluctance to use search tools in the �rst place. They
conclude that search tools (at that time) are not su�cient, their user interfaces are too
complicated and the quality of their results very low.

Their observations caused the authors to identify two types of fundamental prob-
lems. First, skill seems to be a highly discriminating factor when it comes to dealing
with the actual system installed, with low to medium skilled users being afraid to op-
erate beyond their comfort zone. And while highly skilled users would often �nd a
workaround to cope with the organisational limitations of the underlying operating sys-
tem, the low and medium skilled users struggled to overcome these limitations, despite
being aware of the bene�ts of interconnected information. For instance, the hierarch-
ical organisation of a �le system was often considered inadequate to meet their needs
to organise information, but lacking the tools or practices to help them, there was little
they did about changing the situation.

As a consequence, Ravasio et al. emphasise several issues and challenges that should
be addressed in the design of future PIM systems. The storage sub-system should re
ect
the user's own personal view of their information environments. Broken down to �le
management this has several consequences: First, many di�erent ways to classify �les
should be supported. Second, there should be a means of de�ning relations between �les
and third, one central location should be provided for all information. In our pursuit of
a PIM solution for modern desktops, we are going to aim for the former two points but
we argue that in today's scattered personal environments, the last point is no longer
achievable. Another recommendation is to replace technical metadata with more user-
friendly attributes since their �ndings suggest that metadata about documents did not
really help users locating them and was indeed mostly useless. Because users relied on
visual hints when browsing collections, the authors proposed to create thumbnails for all
�le types, even text and spreadsheets. Last but not least, an often cited improvement
of current systems would be the introduction of annotations as �rst-class citizens in the
information landscape. We think that these are valuable suggestions for any type of
modern PIM tool and used them to inform the design of our proposed solution later.

Despite countless recommendations, new best practices and alternative proposals
for PIM in the early 2000s, end-users continued to happily nourish and cultivate their
hierarchical structures as if nothing has ever happened. Little of all the advances in
PIM in the last three decades has made it beyond research laboratories and sometimes
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it seems as if the desktop environment of typical computer users has not changed at all.
Towards the end of the last decade, researchers began to wonder why this is the

case. First of all, the observation was made that users still use hierarchical directories
to manage the main information types (�les, e-mails, bookmarks). In a position paper
by Voit et al. [114] in 2009, several possible alternatives to current PIM practices are
sketched and eight requirements were de�ned for future PIM tools in order to overcome
the dominance of the desktop metaphor.

� Be compatible with current user habits : New solutions should integrate with
the current environment, rather than try to replace it completely. When designing
an alternative �le browser for example, users might simply reject it because they
consider the user interface unnecessarily confusing or they do not want to switch
their familiar applications. This does not exclude the possibility for PIM applica-
tions to provide dedicated interfaces for browsing and searching, but a lock-in of
the user to custom interfaces should be avoided. The recommended interface level
shared by many applications is the �le system, though users might be hesitant to
install special-purpose �le systems. PIM solutions should compensate for the lack
of appropriate information management support in current operating systems.
Ideally, future operating systems will eventually incorporate these features into
their core sub-systems. Furthermore, application-speci�c �le storage databases
should generally be avoided because they might interfere with the user's desire to
make backups of the �les through tools of their choice.

� Minimal Interference : Optional features of the PIM system should be hidden in
the regular interface and only exposed when explicitly requested. This is essential
to keep the default user interface as minimalistic as possible and all interactions
that involve the user should be mandated by their necessity.

� Support multiple contexts : Information should be retrievable using a multi-
tude of contextual information as navigational cues. Tagging is suggested as one
possible approach to achieve multiple classi�cation, though as we have learned in
Section 2.3.3, it is not clear whether tagging is truly superior to hierarchical clas-
si�cation. When �ling information, an ideal PIM system provides many dimen-
sions for classi�cation. Among other categories, the authors explicitly mentioned
provenance-related �le categorisation as a wishful feature.

� Support browsing : Because users continued to express a preference for browsing
over search, future research e�orts should also consider improving the existing
browsing mechanisms.

� No unnecessary limitations : A reasonable PIM solution should scale to a large
number of �les to accommodate the increasing document collections of end-users.
The authors acknowledge the popularity of domain-speci�c tools for music and
photo management but state that they are not general enough to address\the
underlying shortcomings of current �le browsing tools". However, they also say
that \Some features provided in specialised management tools would be of great
help for other �le types." [114]. This piece of advise re
ects the main motivation
of our analysis of current state-of-the-art PIM tools in Chapter 3.
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� Transparency : It is imperative for any good PIM solution to not break the
expectations of users. Many of these expectations stem from previous experiences
or are the result of working with standard applications for years. A vital property
of the system should be that users know where the �les are located and that they
are not hidden away in some database system. This is also a matter of trust as
novice users are unfamiliar with the concepts from database management systems
and might be worried if they are unable to \get their �les out of a database system
again".

� Provide for expiry dates : As users work with some information that is tran-
sient or ephemeral in nature, one way to deal with increasing clutter is to allow
them to specify an expiration date in advance.

� Add metadata while storing : In contrast to automatically extracted metadata,
which may happen at any time a �le is index, manually adding metadata (e.g.
tagging) should be possible right at the time of storing a �le.

We think that even several years later, these requirements are still valid and to
the best of our knowledge, no single PIM system has mastered them all. While we
too do not aim to check all the items in that list, we note that quite a few of the
approaches and design decisions we are going to present later are indeed in line with
those recommendations.

2.7 Analysis and Hypothesis

The basic hierarchical model of the �le system and the desktop metaphor continue
to dominate our personal information environments, even though many studies have
shown that users often struggle to organise their resources in a way that suits their
activities [125]. Although many alternatives have been proposed over the years, in-
cluding the document piles ofLifestreams [45] and the collection-based approach of
MyLifeBits [50], these have had little in
uence on desktop systems.

The importance of the desktop metaphor shown in [125] as a temporary workspace
for all kinds of documents and the complex cross-device patterns in [101] are only a few
examples of how users adapt their computing environments to their speci�c information
needs. Since people spend a lot of time customising work environments, improving
document organisation, creating elaborate folder structures [68, 14] and optimising
resource access, they are very reluctant to change their habits. For example, Jaballah
et al. [64] proposed a digital library system adapted for desktop use that supports
browsing of personal documents via various metadata axes instead of being limited to
folder-based access. One of the results of their diary study was that most people still
preferred the folder view, which was mostly attributed to their observation that users
had to spend some time to become familiar with the new application interface, and to
limitations of their prototype. This preference of navigation over search was observed
in countless studies [6, 7, 5, 13] and it was often reported that search was a means of
last resort only.

Despite all their shortcomings, it seems that folder hierarchies are still very much
alive. This apparent discrepancy between what has been proposed in research and how
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people actually work leads us to conclude that user behaviour changes very slowly. We
hypothesize that in order to propagate the adoption of new methods, changes in the
work
ow should be implemented gradually and new solutions should try to build upon
existing conceptual models and incrementally re�ne them. When it comes to personal
information management, it has been shown that people employ very di�erent and
sometimes even multiple strategies combined, whether they work with paper-based [119]
or digital documents [21]. Though there has been some e�ort in the late 90s to classify
strategies when working with particular types of information items [83, 120, 4, 21],
more recent work suggests that there is a large di�erence between how people organise
information [86], which makes it hard to develop general PIM tools. We argue that it is
crucial to embrace rather than oppress the diversity in strategies and methods people
employ to organise information. Support for existing �ling strategies should be taken
into account when designing PIM systems and most notably the end-user tools that
accompany them.

Over the past two decades, a few recurring patterns have emerged, but none seems
to be prepared to embrace the re-surfaced information fragmentation problem as it
presents itself today with personal �les and resources scattered across multiple devices
and online services. One immediate challenge that arises when working with �les in
folders is that those resources are not under the control of a single PIM application and
may be manipulated by processes beyond our control. We therefore need a strategy
to locate personal resources, even if they wander around our personal information en-
vironments. Previous research has mainly explored two di�erent strategies for helping
users keep track of their resources. The �rst category of tools aims to provide better
search and organisational facilities based on metadata [33], time [42] or tagging [33].
The second category suggests to navigate by associations [26] or to exploit semantic
relations between resources [71]. While all of these solutions have contributed greatly
to developing better PIM tools, they have usually been designed with the underly-
ing assumption of a single desktop computing environment. Many previous solutions
simply do not cater for the fact that the information landscape of today's end-users has
changed quite signi�cantly and it is unclear how these solutions could be adapted to
multi-device environments.

We think that provenance information by itself is another context worth exploring
since it can be used to answer questions that have been previously di�cult to answer,
such as \where is the latest version of this document". We conclude from previous
research that feasible solutions exist to automatically capture provenance events at
the �le system level [89, 108] as well as the application level [41, 65, 72]. But even
though these provenance systems may support cross-device provenance by design, they
do not provide suggestions on how �les could be identi�ed and tracked across several
collaborating computing devices. It is now common for users to work with multiple
computing devices in their daily lives, often using external storage devices or cloud
services as a way of moving �les between devices and sharing them with others. In
addition, web-based media services and social networking sites are commonly used to
not only publish images, but also to manage them and make them accessible on the
move. As a result, while the problem of accessing images from di�erent places has been
alleviated, the problem of keeping track of them has been exacerbated. Another issue is
the legacy problem, meaning that even if we had an all-encompassing provenance system
in place, there will always be �les that were created/modi�ed outside the reach of our
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system or before the system was being used at all. We believe that information retrieval
techniques such as similarity search, near-duplicate detection and �ngerprinting are
valuable tools to �ll in these knowledge gaps when provenance information is not (yet)
available.

Over the years, countless new organisational paradigms for PIM have been imple-
mented as prototypes: Attribute-based [39, 71, 104], tagging-based [96, 33, 28], search-
based [42, 50], association-based [26, 27] or context-based [42, 57]. We believe that
many of these systems are a step in the right direction, but are often radically di�erent
from, or do not integrate well with, existing work practices. What we would like to con-
tribute to the mix of previous PIM approaches is an approach where multiple proposed
organisational principles, such as attribute or tagging-based information management,
are provided as orthogonal concepts to traditional folder classi�cations. Instead of
blindly replicating previous e�orts, we take a fresh look at how these concepts have
been adopted in practice by commercial, state-of-the-art PIM applications.

Hypothesis

In a nutshell, we aim to combine a Presto-like attribute-based approach [38] with a
provenance-aware environment, similar to the systems presented by Karlson [72] and
Jensen [65], while at the same time incorporating several recommendations for PIM
applications provided by Voit [114]. Our hypothesis can be broken down into four
parts.

Current PIM tools are not adequate to keep track of �les across several
devices and online services. We argue that although the fundamental change in
our personal information landscape has been the subject of several studies [36, 101],
their �ndings have been largely neglected in the design of new PIM solutions. We think
that a version-aware environment is one possible solution to address this issues.

Attribute-based personal information management should be simpli�ed. We
hypothesise that a reduction in expressiveness with regards to user-driven attributes (al-
low only a few very speci�c ones) may in fact improve PIM. We are going to argue that
the key factor to success is enabling the direct manipulation of those attributes in user
interfaces and the integration into existing desktop work
ows. We believe that the form
and design of those features are best informed by analysing how existing domain-speci�c
PIM tools have implemented organisational features proposed in research.

Multiple classi�cation should be provided orthogonal to existing folder struc-
tures. We hypothesise that by treating folder hierarchies as primary structural mech-
anisms, but still addressing the challenges and requirements identi�ed in PIM research
with regards to multiple classi�cation, we can combine the best of both worlds

Associations and annotations are not widespread on the desktop due to
inadequate tool support. Similar to how some tagging approaches in PIM were
informed by practices of web applications such as del.icio.us or Flickr, we hypothesise
that social media sites provide ample inspiration for a new approach to combining



58 Chapter 2. Background and Related Work

resource annotations and creating associations between resources into a integrated user
interface.



3
Pre-Study and Analysis

A comprehensive PIM solution should provide ways to classify, categorise, tag or oth-
erwise mark resources so that they can be re-found and �ltered more easily at a later
point in time. In our brief history of personal information management, we have seen
numerous approaches to modelling personal information spaces in a uniform way and
witnessed several attempts to bury the allegedly rigid, in
exible and outdated hierarch-
ical �le system. We also observed a tension between hierarchical organisation on one
hand, and free-form tagging approaches on the other, with no clear winner in sight.

So the question remains, what constitutes a state-of-the-art PIM system in an ever-
changing personal information landscape? What features should it o�er to cater for the
needs of today's end-users who have to manage and organise more personal resources
than ever? In this chapter, we are going to address these questions �rst, while the
following chapters sketch our own vision of a personal resource management system
built on top of a version-aware environment. Since past solutions seem to have solved
the modelling aspect of personal information models, even to the extent of personal
ontologies de�ned in RDF, we focus more on the e�ective management of information
items, regardless of their type. The main �ndings presented in this chapter have also
been used as the building blocks for the resource management layer we propose in
Chapter 5.

3.1 Approach

While specialised tools have gained widespread acceptance for certain types of informa-
tion items (music libraries for MP3s, photo browsers for images), many users still resort
to basic �le managers to organise a substantial amount of their personal information
artefacts such as correspondence, spreadsheets, presentations and other �le-based doc-
uments. This is partly due to the fact that although many commercial PIM systems
provide excellent organisational capabilities that are far more 
exible than hierarchical
systems, they usually operate on a �xed, pre-de�ned set of resource types whereas �le
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managers are ubiquitous in the sense that they operate on any �le resource and often
allow extensions to be registered that augment the user experience, be it thumbnail
generation or additional, resource-speci�c operations o�ered in context menus.

This observation leads us to the central research question that we pursue in this
chapter: Can some of the domain-speci�c organisational features be generalised in such
a way that they become available to a much broader category of personal resources?
Or to put it di�erently: What would an ideal �le and resource manager look like if it
were inspired by today's state-of-the-art information and media organisers?

In our journey to answer this question, we analysed several examples of consumer-
oriented PIM tools, most notably Adobe Photoshop Lightroom1, and extracted common
concepts. In this and the following sections, we are going to re-trace the path our
research has taken us on. Our approach di�ers from previous attempts in that we do
not assume a clean slate. Radically di�erent organisation schemes, such as the time-
oriented approach of Lifestream [45], are de�nitely interesting from a research point
of view and often provoke the re-thinking of established practices. However, human
beings are creatures of habit. They tend to change established work patterns only
reluctantly and most often only if they are either forced to do so or if the bene�ts of
the new approach greatly outweigh the cost of changing their habits. One problem
with revolutionary approaches is that they frequently follow an all-or-nothing strategy
and do not o�er a gradual migration path that would ease the transition to the new
paradigm. As a result, you either adapt quickly to the new way of thinking or you do
not pro�t from its bene�ts at all.

What we aim for in our work is a balance between features that bear at least some
resemblance to features users are already familiar with and the introduction of new
concepts to enable personal resource management beyond the boundaries of a single
desktop computer. By employing user interface practices put forward by commercial
state-of-the-art tools, we can tap into the treasure trove of experience which informed
the design of those tools. By generalising the management features found in these ap-
plications, our intention is that end-users are able use their previous experiences and
employ best practices they have already learned when using those applications. Of
course, this does not guarantee that organisation schemes are just easily and freely
transferable between di�erent domains. Ratings may work for images and music but
not necessarily for �nancial reports or application letters. However, as we will see later,
assuming a particular work
ow is often detrimental in personal information manage-
ment. Nothing hurts more than forcing users to follow a pre-conceived categorisation
scheme. Maybe some users do choose to rate their application letters according to the
reactions of the companies. Who are we to tell them how they have to organise their
personal documents?

Having said that, the prevalence of folder structures, despite many seemingly more

exible alternatives such as free-form tagging and user-subjective attributes [10, 12],
cannot be neglected. We believe this is because a constrained set of type-independent
organisational features is often preferred over general, open-world models that provide
little guidance to how users should actually organise their information. For this reason,
we decided to analyse three state-of-the-art information managers to identify and ex-
tract exactly those features that have seen widespread adoption.

1http://www.adobe.com/products/photoshop-lightroom.html
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3.2 Analysis of Popular Information Organizers

For our analysis, we have chosen three popular, consumer-oriented applications that
cover a wide range of personal information:Outlook, iTunes and Adobe Photoshop
Lightroom. We will refer to the latter as Adobe Lightroom. Conservatively speaking,
only Outlook is regarded as a personal information manager in the traditional sense.
However, the other two are popular media organisers and have adopted quite a number
of interesting concepts to deal with the growing media libraries of end-users.

Originally, Outlook 2010 (released July 15, 2010), iTunes 10 (released 2010) and
Adobe Lightroom 3.0 (released Jun 8, 2010) were taken into consideration. To keep up-
to-date with latest developments, this section has been refreshed with current versions
of Outlook 2013 (released January 29, 2013) and iTunes 12.1 (released January 29,
2015). Our commercial license of Adobe Lightroom was updated to version 3.6 in
December 2011, which is the �nal version on which our analysis is based. At the time
of writing this thesis, the latest version of Adobe Lightroom, version 6.0, was released
in April 21, 2015. However, later versions of Adobe Lightroom focused mainly on
advances of theDevelop module, adding more sophisticated editing and �lter tools.
Other improvements include better video support (editing, publishing, slideshows) and
facial recognition. In terms of image management, version 4.0 introduced the map
module for location-based organisation of images, either by assigning locations manually
or by exploiting the location metadata added by cameras with GPS capabilities. The
core Library module has only received minor improvements which is why we claim
that the �ndings of our analysis still represent state-of-the-art practices with regards
to managing images.

We have chosen these systems because they have, unknowingly or not, incorporated
many ideas presented in research on personal information management and human-
computer interaction. Some of the advanced organisation and retrieval techniques im-
plemented by these systems are in line with research on dynamic, faceted search [106, 35,
123, 100, 27, 79], sophisticated tagging systems [33, 81, 92] and smart collections [39, 1].
A smart collection is a collection based on a set of search criteria that de�ne member-
ship in terms of a query. They are computed on-demand by running the query against
a database.

3.2.1 Outlook

Microsoft's Outlook is probably one of the most widely used personal information man-
agers, partly due to its popularity in the business world. It is part of Microsoft's O�ce
suite and is often used in combination with the Microsoft Exchange Server. While
primarily an e-mail client, Outlook features modules to manage people (contacts), cal-
endar entries, tasks and notes. Each module has its own viewport and visualises the
corresponding information items in di�erent ways. Figure 3.1 shows theMail view.
For obvious reasons, calendar entries are shown in calendar form which gives a natural
ordering by time. The temporal dimension is also the primary dimension for tasks,
with tasks ordered according to due date, as well as e-mails. In both cases, the order
can be changed to other dimensions such as importance or type. Contacts follow a lex-
icographic ordering and notes can be ordered according to subject (alphabetically) or
creation date. All information items stored in Outlook can be classi�ed and searched
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Figure 3.1: Outlook's e-mail view

for according to numerous attributes which are part of the items' metadata. Some
examples of �lter criteria for these dimensions include the subject of e-mails, whether
e-mails have attachments, title of contacts, whether contacts have mobile phone num-
bers etc.

What we are most interested in are the organisational features o�ered by Outlook
which allow users to activelycategorisethe information items. In Outlook, these fea-
tures are called \tags" and di�er from the notion of free-form tags that we usually
associate with that term. Outlook tags (see Figure 3.2) are either type-speci�c or type-
agnostic. For e-mails, we have a toggleable2 unread/read state and for tasks we can

2There has been some debate about whether the 'e' in \toggleable" should be retained or not.
Since none of the more authoritative sources such as Merriam-Webster have adopted a spelling yet, we

Figure 3.2: E-Mail tags in Outlook
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Figure 3.3: Calendar entries with multiple categories assigned to them

assign high or low importance 
ags, respectively. An example of type-agnostic tags are
categoriesand all information items can be assigned to multiple categories. Categories
are customizable and each category has a unique name and a color, which does not
have to be unique. E-mails that are tagged with a category show the respective color
in the list view as well as the details view, where the latter also shows the name of the
category (see Figure 3.1). As shown in Figure 3.3, calendar entries appear colored with
the last selected category as the primary color and the remaining categories indicated
by little colored boxes in the lower-right corner of the entry.

Some tags also have further implications beyond their pure organisational purposes.
For example, tasks as well as calendar entries can be markedPrivate, which prevents
people with whom these items are shared from reading their details. An interesting
feature of Outlook is to 
ag an item for \follow up", shown also in Figure 3.1. Upon

agging an item, the user can select from a list of default relative dates (e.g.Today,
Tomorrow or Next Week) or specify a custom date. The purpose of 
agging is to serve
as a reminder for some follow-up action. Flagged items are visually discriminable and
help users to keep track of open issues, e-mails they should respond to, tasks that need
to be done etc. Because 
agging does not imply a speci�c action when its due date
expires, their meaning is truly personal. You might 
ag an e-mail because you want
to read it later while somebody else 
ags e-mails when they need to gather further
information before they write a reply. All tags are directly manipulable from theHome
ribbon when an item is selected. Alternatively, one can invoke the context-menu and
set the tags from there. Flags can also be set and toggled tocompleted with a single
click on a small 
ag icon that appears when you hover over an e-mail in the list view.

All information stored in Outlook is saved in so-called data �les. These data �les
are either Personal Folders �les (.pst) or their o�ine equivalent (.ost). This means
that e-mails, their attachments and all other information items are stored inside these

will use \toggleable" throughout this thesis for consistency reasons.
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(a) Folders View (b) People View

Figure 3.4: Screenshots from Outlook that illustrate the di�erence between the internal
folder structure (left) and the 
at structure incl. folder groups shown in the People
view (right).

data stores. To categorise information and group related items within the data stores,
Outlook follows an interesting dual strategy as depicted in Figure 3.4. On one hand,
all information contained in a single data store is structured in a hierarchical fashion
with arbitrarily nestable folders. Outlook o�ers a dedicatedFolders view to inspect
that structure (Figure 3.4a). Although this approach may seem like a single hierarchy
strategy as put forward by research [22, 11], Outlook's implementation di�ers from
those ideas and does not unify hierarchies directly. The reason is that each folder can
only contain elements of the same information type. There are dedicated folders for
contacts, e-mails and all the other information types. Folder icons are used to visually
separate the di�erent folder types in Outlook's folders view. Interestingly though,
folders of di�erent types can be nested in each other, though this does not seem to
have any practical implications. On the other hand, with the exception of the e-mail
view, all views show folders of their type as a 
at hierarchy, which means that the
folders appear on the same level even though they might be located at completely
di�erent positions in the full folder hierarchy. In the example shown in Figure 3.4, we
see folders containing contacts (e.g.Relevant Contacts, Salesetc.) at di�erent levels of
the hierarchy (left), but when the Peopleview is opened (right), all of them appear at
the same level below the \Business Contacts Group" folder group. TheseFolder Groups
are somewhat orthogonal to folders. They can be used to group folders in collapsible
containers but are only visible in the respective module and do not appear in the full
folder hierarchy.
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Figure 3.5: Music library view in iTunes

Outlook also supportssmart collections, but only for e-mails. In Outlook, they are
called search foldersand users can choose either from a pre-de�ned set of templates or
con�gure their own rules. Some default search folders can be seen in Figure 3.1 on the
left. These rules are based on criteria that refer to metadata, for example the sender of
an e-mail or when it was sent relative to the current day. Of course, any of the user-
assigned tags provided by Outlook such as categories or 
agging status are available
as well. All search folders are descendants of a singleSearch Folders parent folder
which is always shown at the very bottom of the folder hierarchy to spatially separate
them it \regular" folders.

3.2.2 iTunes

iTunes3 is a media organizer from Apple available for Mac OSX and Windows. It sup-
ports similar features for managing music and video �les. Because it is the only o�cial
companion application for Apple's iPods and iPhones, millions of users worldwide are
virtually forced to deal with iTunes in order to transfer media to their Apple devices.
In April 2014, Apple's CEO Tim Cook announced that there were nearly 800 million
registered iTunes accounts4. An iPod's media library is essentially managed in iTunes
on a computer and then transferred to the device, together with the music �les them-
selves. As a consequence, we presume that a lot of users have been exposed to the
organisational features o�ered by iTunes.

iTunes features a media library which may include locally available music and video
�les but also Movies, TV Shows and Audiobooks bought online in the iTunes store.
For this analysis, we concentrated on the music library of iTunes, which is shown in
Figure 3.5. Though there are no public statistics available that would allow us to gain
an insight into the popularity and frequency of the individual features, we think it is
reasonable to assume that the developers of iTunes would only implement particular
features if there was a real need for them by at least some of its user base.

3http://www./apple.com/itunes
4http://www.digitalmusicnews.com/permalink/2014/04/24/itunes800m
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Specifythe criteria the smart playlist
shouldmatch

Enablesthe recalculationof the
playlistwheneverthe librarychanges

Limit the sizeof the playlist

Figure 3.6: User interface to de�ne rules for smart playlists

The main mechanism for grouping music is the playlist, a widely used concept
already present in early media players such as Windows Media Player or Winamp.
Playlists are basically 
at lists that contain music titles in a given order, thus exhibiting
similar semantics to the abstract data type list or sequence. The same entry can appear
multiple times and the ordering can be changed arbitrarily. Nesting is not possible, so
playlists cannot contain other playlists. In order to circumvent this limitation, iTunes
also has the concept ofplaylist folders. These folders serve as containers for playlists
to further organise a user's music collection and are fully nestable. iTunes o�ers two
extensions of the basic playlist: Genius playlists and smart playlists. The former comes
in two variants, plain Genius and Genius Mixes. Both variants create playlists based
on a recommendation engine and collaborative �ltering techniques that compare the
user's individual library with a global database of aggregated user and song metadata.
The di�erence is that Genius requires the user to select a single seed song whileGenius
Mixes use the musical genre as the joining factor.

Smart playlists are iTunes take on the concept of dynamically generated collections.
In the user interface, smart playlists have their own icon to visually separate them
from standard playlists. A smart playlist is de�ned by a number ofrules that can refer
to any of the many available metadata attributes such as bitrate, artist, genre etc. In
iTunes, these rules may be speci�ed using its smart playlist editor (Figure 3.6). A single
rule describes a predicate in the form of anattribute , a qualifier/comparator and
a value . Both the quali�er and the value depend on the type of the attribute. For
example, attributes of type string (e.g. artist) allow acontains clause whereas temporal
types (e.g. last played) o�er relative \conditions" such asin the last < duration >
(e.g. one week) orbefore < date> . In contrast to the criteria de�ned for search folders
in Outlook, iTunes let users choose how the rules should be combined, either in a
conjunctive (all of them have to be ful�lled) or disjunctive way (any of them has to be
true). It is also possible to specify global constraints that limit the number of elements
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in a playlist, either through size (how many songs at maximum) or time (how long in
total). A remarkable rule o�ered is the ability to check for containment of a song in
another playlist. This e�ectively allows users to re�ne existing queries. Because of that
feature, users may accidentally try to create circular dependencies, but iTunes checks
and prevents such cases. Interestingly though, iTunes does not cascade deletes and
does not warn users when they remove playlists that are referenced by rules of smart
playlists. Instead, users will get a warning when they try to access a playlist whose
dependencies have been removed.

Faceted search is a staple �ltering mechanism in media organisers and iTunes is no
exception. In faceted search, a number of properties, called facets, are displayed in a
column-like fashion. Each facet column lists all the distinct attribute values that items
of the current collection possess. For music �les, one possible instance of faceted search
could show all the available genres in the �rst column, artists in the second column
and all release dates (year) in the last column. If a user selects an entry in any of the
columns, the values of the other columns get re-computed to re
ect the current values
of those facets in the �ltered collection. Multiple selection within a dimension allows
users to broaden the query while selections across dimensions tend to narrow the search
result. The main idea of faceted search is that the user can quickly �lter according to
multiple dimensions in parallel.

However, iTunes' particular realisation of faceted search has always been more in
line with the revolutionary library navigation of the early iPods. We will call the
variant employed in iTunes faceted navigation, though the two terms are often used
interchangeably in the literature. In iTunes, faceted navigation follows along a pre-
determined path that speci�es the order in which the facets are supposed to be selected.
As shown in Figure 3.7, the default facets are, from left to right,genre, artist and
album. Users are expected to start from the left and subsequently re�ne their query
by moving to the right. Of course, facets can be skipped easily and users can select
artists or albums directly. However, the re-calculation of facet values is only performed
to columns located on the right of the current selection. For example, a selection
change in the genre column triggers a re-calculation of the artist and album lists, but a
subsequent selection of artists only triggers a re-computation of the albums and leaves
the genres una�ected. This variant of faceted navigation avoids many of the issues and
challenges involved in a proper faceted search implementation.

Because media, and especially music, already carries a lot of metadata that provides
excellent support for automatic classi�cation and retrieval, iTunes does not have an
impressive o�ering in the tagging and 
agging department. Apart from user-driven,
ad-hoc solutions that re-purpose the ID3 comments �eld for classi�cation schemes, the

Figure 3.7: Faceted navigation in iTunes
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only organisational features available are rating and a checkbox that marks a song for
various purposes, for example to determine which songs should be transferred to an
iPod.

3.2.3 Adobe Photoshop Lightroom

Adobe Lightroom5 is a popular, domain-speci�c information management tool used by
many professional and amateur photographers to browse, organise and classify large
collections of photos as well as performing various post-production image processing
tasks in an e�cient way [75]. In order to support the management of thousands of
digital images, Lightroom has adopted many of the practices that have become well-
established within the research community such as automatic metadata extraction, fast
keyword-based retrieval and query-based \smart" collections. It provide simple means
of tagging and 
agging images and has decision tools to compare either di�erent versions
of the same image or di�erent images.

As well as supporting advanced means of organising and searching for data, Adobe
Lightroom di�ers from most information management tools in terms of its extensive
support for the entire information work
ow from the capture and storage of images,
through the organisation and processing of them, to the publishing of images in a
variety of formats including as a slideshow or web page. ThePublish module also
includes services to publish images to websites such asFacebookand Flickr .

While Adobe Lightroom provides many features that encompass the entire work-

ow of photography, we focused primarily on theLibrary module which is responsible
for managing the photo catalogs of the user. Before images are manageable through
Lightroom, they have to be imported into the current catalog. Imported images and
their parent folders appear on the left in aFolders panel, depicted in Figure 3.8a, which
works as follows. If some of the imported folders have an immediate common ancestor
(one-level), the parent folder is shown as well, otherwise, all higher-level parent folders
are omitted. Users can then navigate these folders similar to how they navigate the
�le system. We think that this is a successful strategy to prevent \structural noise",
that is unnecessary parent folders which only increase the path length but else provide
little bene�t. In our opinion, partially replicated folder structures e�ectively solve the
bootstrap problem of many previous research systems. The bootstrap problem refers
to the issue of how to browse a large collection of information items before the user
has created any collections or developed other categorisation schemes. Since existing
folder structures are likely to already provide a reasonable navigation path, they should
be considered a �rst-class categorisation scheme and treated accordingly. Having said
this, the behaviour of folders in Lightroom di�ers slightly from those found in regu-
lar �le managers. Instead of just listing the images contained directly within a folder,
Lightroom recursively lists all images in all subfolders. The total number of images of
a folder (including subfolders) is shown to the right of the folder name (Figure 3.8a).

Lightroom does not track folders automatically but the location of folders can be
updated manually. This is especially helpful when a folder has been moved by accident
outside of Lightroom as it allows the program to ask for the user's help to recover
missing folders. The content of folders can also be synchronised to import newly added

5http://www.adobe.com/products/photoshop-lightroom.html
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(a) Folder View (b) Collections view

Figure 3.8: Screenshots illustrating Lightroom's dual folder/collection strategy

images. Alternatively, if changes to folders and �le locations are performed through
Lightroom instead, they are directly re
ected in the �le system.

The collection model in Lightroom is completely orthogonal to folders and follows
slightly di�erent semantics. Please refer to Figure 3.8 for a visual comparison with
folders. First, collections cannot be nested. Instead, Lightroom introduces another
concept calledCollection Set. A collection set may only include other collections and
collection sets but no images. The third collection type isSmart Collections. Such a
collection is computed dynamically based on a set of rules. The way they are implemen-
ted is very similar to iTunes. There are rules to refer to attribute values, metadata and
even whether certain image manipulation operations have been applied. There is also a
rule to reference other collections, but in contrast to iTunes, only non-smart collection
are allowed, thus avoiding the circular dependency problem altogether.

The icon of smart collections have a small cog to indicate that they are computed. It
seems that the cog is an accepted icon to indicate that some computed logic is at work
behind the scenes. In contrast to Outlook'sSearch Folders , the default collection
set namedSmart Collections in Lightroom does not have a special meaning and is a
collection set like any other. In fact, any collection set may contain a smart collection.

Every collection or folder is �lterable according to numerous criteria. Lightroom
distinguishes between text-based, attribute and metadata �lters that can be combined
freely. Each �lter category has a di�erent user interface. For example, the metadata
�lter features a faceted search interface. Figure 3.9 shows all three interfaces opened at
the same time. The text-based �lter is a keyword-driven search interface that features
many di�erent search modes such as \Contains All" or \Starts with". In particular, the
text search implements the �lter counterpart of Lightroom's version of a tagging system
called Keywords. The keyword system is extremely sophisticated and shares many
similarities with tagging as proposed in research [33, 62]. The right panel of Figure 3.9
shows theKeywording and Keyword List panels. Lightroom o�ers four ways to quickly
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Figure 3.9: Library view of Lightroom

add tags to images. First, keywords can be added directly as a comma-separated list
of tags. Second, a 3x3 grid proposes keyword suggestions based on existing keywords
and keywords applied to other photos with a similar capture date. Third, Lightroom
allows users to de�ne keyword sets manually to group related keywords under a common
topic, for example \Outdoor Photography". Each keyword set contains up to 9 entries
which are shown in another 3x3 grid. Last but not least, the dedicatedKeyword List
panel shows a �lterable list of all tags that have been assigned to photographs in the
current catalog. From that list, not only can multiple keywords be added to the current
selection, a user can also quickly browse to all images that contain a speci�c keyword.
In that sense, the keyword list is yet another navigation mechanism in Lightroom. Of
course, all keyword operations are also possible when several images are selected. A
distinguishing feature of Lightroom's tagging system is that keywords may contain other
keywords, thereby creating a hierarchical classi�cation system.

In Lightroom, metadata commonly describes additional information extracted from
the imported images themselves. Metadata is sychronised between Lightroom's internal
database (the catalog) and the corresponding �le headers in supported �le formats.
Examples of metadata extracted include the date the picture was taken, camera model,
orientation, 
ash, lens, author, copyright information and many more. The schema
for image metadata is described in two popular standards, Exif [24] and ITPC Core
and Extension [63]. Attributes in Lightroom are mainly intended to classify images
according to a user's own, personal classi�cation scheme. Three di�erent mechanisms
are o�ered: Flags, ratings and color labels. In contrast to metadata, attributes are user-
assigned properties that carry much more subjective meaning. However, the border
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between those two concepts is a bit blurry, with ratings and labels also appearing
in the metadata �lter/modify panels and the attribute �lter pane including a Kind
�lter which selects photos, virtual copies or videos. Flagging is a toggleable property
with three states: Flagged, Un
agged (Default) and Rejected. Rating is a �ve-star
scale with a defaultno-rating value. Labels are textual labels where up to �ve labels
can be associated with a pre-de�ned color (i.e. red, yellow, green, blue and purple).
Coloring images enable users to quickly mark large sets of photographs. They are
especially suited to create ad-hoc classi�cations or assign a review status. Common to
all attributes in Lightroom is that they can be manipulated directly in-place in the main
library view, without having to invoke a details view, a di�erent panel or an additional
step. We call this featurein-place attribute manipulation and consider it an important
concept for e�cient information management. Technically, ratings and color labels are
stored along with the image while 
ags are stored only inside Lightroom's database.

3.2.4 Summary

When contrasting the revolutionary PIM systems proposed in research with current
consumer PIM applications, it seems at �rst that PIM research did not have a great
impact on today's information management pratices. However, it is deceptive to con-
clude from the continuing dominance of folder structures that alternative approaches
such as tagging have failed. On the contrary, one has only to look at some of the
current state-of-the-art tools to be convinced otherwise. As our analysis clearly shows,
though folders continue to exist, they have become just one of many essential classi�c-
ation schemes for personal information management. There is simply no good reason
to abandon them.

Of course it is di�cult to say whether the developers of these tools were aware of
the abundance of literature in PIM research or whether they coincidentally arrived at
the same conclusions. It may also be possible that many of the more \exotic" features
were �rst requested by a small group of expert users before they eventually became
mainstream. While we still have not seen the widespread adoption of a single PIM tool
\to rule them all", we observed a common set of features many of these tools converge
to. In Chapter 5, we provide a detailed description and characterisation of some of
those features.

3.3 PubLight

In parallel to our analysis of existing PIM tools, we started to incorporate many of the
distilled organisational features into a prototype system for the advanced management
of scienti�c publications. Following primarily the Lightroom paradigm, this project was
called PubLight. The goal was to explicitly transfer many of the concepts of PIM, as
manifested in Adobe Lightroom, from the area of photography to the management of
scienti�c publications [46]. As researchers, we are interested in the publication scenario
for good reasons. It is especially well-suited for our investigations because of the diverse
types of information entities it involves (e.g. web pages, references, PDF documents etc.)
and the many di�erent strategies people employ to handle the associated information
tasks.
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A prime example of a recurring task in the academic research process is literature
review. During that process, researchers usually accumulate many scienti�c documents
and gradually construct their personal publication library. There are many di�erent
challenges involved in literature review such as being able to collect documents from
di�erent sources, e�cient categorisation, fast searching and retrieval. Additionally,
literature review is often a quite personal process with user-driven annotations and
subjective or ad-hoc classi�cation schemes. A good reference manager should support
this process and help the researcher organise their ever-growing literature collection.

For these reasons, we consider literature review an eligible use case for evaluating
some of the organisational features that we have identi�ed in the previous section. The
aforementioned literature review is the primary scenario that we aimed to support in
our prototype system. However, we did not want to impose a particular work
ow or
prescribe one speci�c way of approaching literature review. Instead, we wanted to
support a diverse set of di�erent classi�cation schemes, e.g. according to importance
or relevance, in order to accommodate di�erent user preferences. By repurposing the
information management features o�ered in consumer-oriented PIM tools, we envisioned
that users can employ similar strategies when managing a set of publications relevant
for their current work. Another goal of PubLight is to o�er a 
exible and lightweight
approach to e�ciently search large number of publications, as may be the case for
larger projects such as entire PhD theses. To that end, we envision faceted search and
instant �lters based on metadata and user-de�ned attributes to quickly narrow down
collections.

Based on our concepts, a �rst prototype of PubLight was implemented as a web-
based application in a student project. It provides an intuitive user interface for brows-
ing and searching research publications using a faceted search browser that takes into
account both available metadata and user-de�ned criteria associated with the corres-
ponding publications. We adopted several of the features identi�ed earlier to provide
the users with multiple organisational facilities.

One of the main challenges in transferring concepts from organising digital photo-
graphs in Lightroom to managing research publications is to identify which concepts can
directly translate to the new domain and those that need to be adapted. In Figure 3.10,
we highlight the features of our search interface that align it with research in the use
of metadata and faceted search. We distinguish between metadata and user-driven at-
tributes. Metadata is extracted from BibTeX data sources and de�nes the publications
in terms of various dimensions, which can then be used as facets in faceted browsing.

Figure 3.10: Faceted search interface for research publications
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Good candidates for facets are attributes where the same values appear multiple times
and ideally cluster the information space into signi�cantly large groups. In terms of
research publications, the candidates we have chosen areAuthor Names, Conference
Title , Location of the Conferenceand Year of Publication. On the other hand,Publica-
tion Title is not a suitable candidate as the title is normally unique and is better used
in conjunction with keyword-based retrieval.

The search facilities at the top can be faded in at any time to perform fast and
e�cient �ltering of the current working area. User-driven attributes with a pre-de�ned
value set (i.e. ratings or 
ags) can be queried with corresponding toggle buttons and
sliders that hide or show matching publications. For the selected set of metadata
attributes mentioned above, the application o�ers lists of attribute values to perform
faceted browsing. In order to implement faceted browsing, several di�erent semantics
are possible. In the simplest case, any item in the result set has to match the selected
facet values in all facet dimensions. In our case, this applies to the dimensionsYears,
Conference and Locations . The facet Authors is an example of where we considered
it important to adapt the faceted search interface of Lightroom to the types of queries
we expect users to perform with regards to the domain of publications. Not only is
authorship a multi-valued attribute for representing the collaborative e�ort by multiple
authors, but quite often the order plays an important role as well. To address these
domain-speci�c characteristics, we implemented three di�erent search modes for this
dimension. In the �rst mode, several authors can be selected simultaneously, selecting
all the publications that have been written by any of those authors. The second mode
is similar to the �rst one but performs a conjunction of the authors resulting in all
publications that have been written by the selected authors together. The last mode
allows publications to be �ltered based on the �rst author only. Of course, selections
in the author dimension can also be combined with any other facet selection.

Another important aspect of any information management tool is how to visually
represent the information items or entities within lists and collections, possibly display-
ing dozens of items at the same time. In Lightroom, photo galleries are visualised as
thumbnails that are generated directly from the pictures. When moving to managing
publications, a di�erent strategy has to be developed because thumbnail generation is
only a viable option when the items can be displayed as images (drawings, photos, 3D

Figure 3.11: Visual representation of a single publication with direct attribute manip-
ulation
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Figure 3.12: Management and sorting of research publications in collections

models etc.) or a substitute image can be derived from the metadata, i.e. album art
for MP3s or individual frames from movies. While the generation of thumbnail images
from text sources is possible, it is often impractical for publications, as the scaled down
version of a text document might be barely readable and often provides only a snap-
shot of the �rst page. In addition, the layout templates mandated by many publishers
provide very few visual cues that might help users remember a particular publication
based on its thumbnail. That is why we opted for an approach where we create an ap-
propriate representation based on the publication's metadata such as title, authors and
abstract. In Figure 3.11, an example of our visual representation of a single publication
is given. These \thumbnails" are enhanced with small, unobtrusive UI elements which
enable users to directly manipulate some key attributes without having to navigate to
or open a di�erent view.

An equally important way to organise information is the creation and maintenance of
di�erent collections of research publications. Examples of such user-driven collections
are personal lists as well as all consolidated publications of a research group. The
web application allows ad-hoc lists to be created quickly and laid out spatially as
illustrated in Figure 3.12. With the aid of this visual approach, individual publications
can be moved around not only within a collection but also across collection boundaries
by simple drag and drop gestures. Within a collection, users are free to arrange the
publications according to their preferences.

The prototype of PubLight has been implemented as a single-page web applica-
tion which runs entirely on the client, with the server only delivering the assets. The
metadata of the references is stored as an RSS feed on the server and fetched asynchron-
ously. Modern web technologies such HTML5/CSS3 and the popular jQuery JavaScript
framework6 allowed us to provide a 
uid and responsive user interface with advanced
interaction modalities such as drag-on-drop of publications between collections. All
calculations for faceted search and �ltering is performed in JavaScript and changes in
the user interface are achieved through direct HTML DOM manipulations. This client-
centric implementation allowed us to rapidly iterate on the prototype and experiment
with di�erent design decisions. We have also developed a companion utility to convert

6http://www.jquery.com
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BibTeX �les to our own custom RSS format to be able to import existing bibliographies.
Initial reactions from a few selected testers of our �rst prototype implementation of

PubLight were quite positive. They particularly liked the instant �ltering mechanism
and the direct manipulation of attributes. Our card-like visualisation of references re-
ceived favourable feedback and was considered an appropriate representation to quickly
identify the reference at hand. What our prototype has shown so far is that some of
the features identi�ed in Section 3.2 can in fact be successfully transferred to a di�erent
domain, which at least hints at the possibility that they can be further generalised. A
second iteration of the PubLight prototype, built by students as part of an informa-
tion systems lab course, featured an even more comprehensive feature set [49]. These
promising results encouraged us to continue with our research. However, our prelimin-
ary experiments do not tell us anything about whether users would actually appreciate
these features in the long-term and what kind of organisation schemes people would
develop, if they had these features at their disposal for PIM.

3.4 A Study on Reference Management Systems

Because the �rst iteration of PubLight was primarily a user interface and concept
study, it did not o�er the required functionalities of a full-
edged reference management
system. It was therefore questionable whether a user study would have provided us with
any meaningful insights. Besides, one of the fundamental challenges in PIM research
is that most PIM systems cannot be properly evaluated in a lab setting. That is
becausepersonal usefulness, as perceived from a user's point of view, can only be
assessed correctly if the tool is applied to the participant's own data, which is often not
possible in a controlled experiment. Especially with regard to information management
practices, only observations over long periods of time may actually reveal how particular
features are used in practice. For these reasons, we decided to further inform the design
of our PIM solution through an analysis of reference management systems and a follow-
up survey among computer science researchers. Similar to our previous analysis of PIM
tools, we tried to identify features that help users classify information. In addition, we
tried to categorise the di�erent work styles these reference managers impose (if any).
In the survey, our �rst goal was to determine how well-known and widespread these
features are and how often people use them. The second goal was to learn more about
the di�erent work
ows scientists employ to manage references and to determine if there
is a preference for a speci�c one.

Managing research publications is a recurring task in most researchers' daily lives.
Even though the publications themselves do not classify as personal information, un-
less written by that person of course, the management and most notably classi�cation
of those references are deeply personal. The same publication may have completely
di�erent meanings to di�erent people and many PIM tools support some means of
annotating publications, either directly in the underlying document (PDF) or by at-
taching notes. Over the past few decades, numerous tools have been developed to help
scientists organise publications. While some are quite simple and mainly manage plain
lists of references, others have evolved into full-
edged PIM systems that not only deal
with the actual documents of the publications, but also provide an extensive set of
features to support a wide range of common research activities, for example literature
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Figure 3.13: Mendeley Reference Manager

review. An exemplary representative of the latter group is the popular reference man-
agerMendeley, depicted in Figure 3.13. At �rst glance, Mendeley appears to be a rather
traditional manager with a list of references in its main view. However, Mendeley sup-
ports a hierarchical folder system that provides multiple classi�cation and has a number
of default smart folders such asRecently Addedand Unsorted. The latter contains all
publications that have not been assigned to any user-created folders. Each folder, also
the smart ones, can be quickly �ltered by authors, author keywords or tags assigned by
the user. Toggeable 
ags such as marking publications as favourites or the read/unread

ag further support literature review. Documents can be annotated using the internal
PDF viewer and arbitrary notes can be attached to the publications. Collaboration
between researchers is supported by the concept of groups which are shared between
multiple users and contain their own sets of folders and publications. Import/export
capabilities conclude the encompassing feature set of Mendeley.

3.4.1 Analysis of Reference Management Systems

We performed a qualitative analysis of existing and widely used reference management
systems. It was not our intention to compare these systems in order to determine a
\winner" or the most comprehensive solution. Such �ndings would be quite short-lived
anyway as feature sets and capabilities of actively developed systems change frequently.
Instead, our goal was to get an understanding of the way these systems manage in-
formation. Three conditions had to be ful�lled for a candidate system to be selected in
the analysis. Firstly, the system, whether commercial or open-source, had to be under
active development. Active development was de�ned as a major release or other signs
of activity (blog entries, news posts etc.) within the last 2 years. Secondly, the system
must not be a pure research prototype but has also to be usable in productive environ-
ments. Lastly, we considered only reference management systems that were available
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for the Windows or Mac OS X platform, either as free versions or fully functional trial
versions. The following 14 reference management systems were selected eventually: Bib-
Desk, Biblioscape, Bookends, Citavi, EndNote, JabRef, Mendeley, Papers, PDF Stacks,
Qiqqa, Reference Manager, Sente, WizFolio and Zotero. Note that some of the systems
investigated (e.g. Citavi) also o�er features beyond reference management and are bet-
ter described as information management systems. The boundaries between traditional
reference management systems and knowledge management systems are 
uid and the
two often overlap. In that case, only the reference management part has been taken
into consideration for the analysis. Community-driven projects such as BibSonomy,
CiteULike and Connotea were excluded from this analysis. While they support ref-
erence management to a certain extent, they are more similar to social bookmarking
tools. They focus heavily on the sharing aspect and often provide a 
exible tagging
system that allows the community to build extensive folksonomies.

Procedure

In a �rst step, we established a work
ow that was used to assess tool support. For each
of the 14 reference management systems selected, the following steps were executed, in
this order whenever possible:

1. Import 10 pre-selected publications from various computer science conferences
and di�erent years either directly from websites (Google Scholar, ACM Library),
or as BibTeX references.

2. Try to fetch or attach the corresponding PDF for the imported references.

3. If supported, also try to import the PDFs directly and let the systems extract the
metadata.

4. Divide the references into (arbitrary) groups using the organisational features
o�ered by the system. This might include: Static groups, smart collections,

agging, rating and tagging.

5. Search for speci�c papers based on metadata attributes, user-driven attributes
and full text.

6. Add comments and annotations to publications and export those publications as
BibTeX.

7. Share the bibliography with another user. Publish a formatted bibliography either
to a website or a document.

A common, de�ned work
ow guarantees that all systems were analysed in a com-
parable fashion. As a consequence, the test procedure we devised aims to represent the
process of literature review typically done for the background section of publications in
condensed form. However, in order to prevent possible biases due to the author's prefer-
ence for a particular work
ow, the steps described above do not necessarily correspond
to an actual work
ow but instead aims to cover a wide range of di�erent management
capabilities. The di�erent work styles as promoted by existing tools are described in
Section 3.4.2.



78 Chapter 3. Pre-Study and Analysis

Results

The scenario has been designed with 6 di�erent feature groups in mind, which are
characteristic of literature review: reference import and acquisition, management and
organisation, search facilities, annotations, export and publishing, sharing and collabor-
ation. In terms of reference acquisition, the import of BibTeX or similar data is widely
supported and advanced import features include direct import from library websites
and integrated online search of public repositories. The creation of arbitrary groups
and collections was supported by all systems exceptReference Managerwhere one
creates a dedicated database per collection instead. Many systems also o�ered smart
collections that are driven by �lters or saved searches. Newer tools tend to support
more organisational features like tagging, rating and 
agging (i.e. mark references as
favourites, read/not read), where tagging was the most popular one. Advanced �lters
and full text search within bibliographic citations was a feat all the systems mastered
whereas facilities for full text search in PDFs were only available in certain systems.
Within the annotations feature group, we identi�ed the ability to add a note or com-
ment to a reference as the basic feature supported by most tools. Annotations within
PDFs, for example highlighting of text or regions as well as adding notes to paragraphs,
were not available in all tools. With regards to export and publishing, BibTeX is the
most widely o�ered export format and advanced features involved functions such as
publishing a bibliography to a website. Systems that o�er the ability to share refer-
ences via web storage (cloud) or similarly sophisticated channels were considered more
advanced than systems that simply forward a list of references via e-mail or exchanged
references based on import/export facilities.

A �rst insight of our qualitative analysis was that the feature set of most systems is
rather extensive, albeit very similar. Major di�erences can be found in the way PDFs
are handled and whether annotations of PDFs are possible from within the system.
Tools with an online community feature usually excel at sharing and collaboration, but
single-user desktop applications have started to compensate for that by o�ering separate
web modules, for example the EndNote Web or Papers Livfe (now Papers Online7). A
main problem is that many of those systems have evolved over time and, as a result,
more and more features haven been added to the existing interface. A typical user
interface shows a tabular view of the references and makes all the features accessible
via nested menus, numerous toolbar icons and context menus. This often results in a
very cluttered interface, where all features are presented in a single view. A notable
exception is Biblioscape which incorporates a Ribbon GUI, as introduced by Microsoft
in O�ce 2007, that adapts according to the current task at hand and in particular
according to the current data type (reference, note, tasks etc.). Other countermeasures
include tabs or expandable panes to group related features. A general observation was
that the reference management systems evaluated on the Mac OS X platform (BibDesk,
Bookends, Papers and Sente) had a sleeker interface with far fewer icons and toolbars,
but they relied heavily on a tiled view instead.

We have also observed that the user interfaces of existing tools are verydata-centric
in contrast to a work
ow-centric or task-based approach. Especially traditional ref-
erence management systems such as EndNote, Reference Manager and JabRef focus
primarily on the data instead of supporting speci�c tasks. This is also re
ected in their

7http://www.papersapp.com/online/
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poor support for management and organisational features. Basically, these kind of tools
are sophisticated entry masks for reference databases.

3.4.2 Authoring Process Support

As part of our study, we were particularly interested in how existing tools could be used
to support researchers in the whole process of writing scienti�c material (e.g. conference
papers, journal articles, theses etc.). We have devised three strategies that could be
employed in popular reference management systems to support the authoring process:
by collections, by status indication and by task management. In addition, we have
designed a fourth strategy which is modelled after the work
ow-oriented modules o�ered
in Lightroom and was not supported in the tools we investigated. It is important to
note that most existing products o�er or even combine several of these approaches,
albeit their implementations might di�er. These strategies were later evaluated as part
of our survey to determine whether there is a preference for a particular approach.

By Collections. In this approach, when writing a new paper, one collection is used
to group all relevant bibliographical citations for that speci�c paper. Bibliographies and
summaries are then created automatically based on that collection and incorporated
into the paper. Collections can not only be used to gather related references in one place,
but also to model di�erent stages a publication passes through (e.g. writing, submission,
review, publishing). Additionally, reviews and comments from the reviewers could be
added as notes to the collection. Collections can also be created to re
ect the state of
references (un�led, not read, reviewed etc.). This work model is supported by almost
all systems analysed and can also be implemented with tags.

By Status Indication. First, the paper to be written is added to the reference
manager as a new preliminary reference. A dedicated status �eld (or attribute) describes
the stage of the paper (i.e. �rst draft, submitted, reviewed). Reviews, comments and
todos are added as notes to the paper reference. As the paper evolves and is submitted
to a conference, the appropriate status �eld(s) are updated in order to re
ect the
current stage in the writing process. Qiqqa for example o�ers a dedicated state �eld
to indicate the review progress. Again, this work
ow could also be implemented with
tags or collections, but a dedicated status indicator usually means that it is shown more
prominently in the user interface and can often be manipulated directly without having
to invoke submenus or detail views.

By Task Management. Some reference managers (e.g. Biblioscape, Citavi) o�er a
separate task management module to support the authoring of papers. For each step
in the authoring process, one or more tasks are created that are associated with related
resources (references, documents, etc.).

By Work
ow Most tools o�er all features in a single, main view. In contrast, a
work
ow-oriented reference manager groups the features into di�erent views according
to the steps in the authoring process. A library view could enable literature review
and reference management. An authoring view could support the writing process with
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document version management and help manage reviews, comments and tasks. Finally,
a publishing view could allow to export publication lists or individual publications to
websites and services.

3.4.3 Survey

To learn more about the way people organise and manage information, a survey was
conducted among computer science researchers. The survey was divided into two parts
and is available in full in Appendix A. The �rst part of the questionnaire was aimed to
analyse the way academic researchers manage their references (i.e. articles, publications,
citations) and other information as part of conducting their research. In particular, we
were interested in the tools they use and what features o�ered by those tools they
considered useful. In the second part of the questionnaire, they were presented with
a set of example scenarios that propose how reference management software could
support the authoring process. Those scenarios were based on the authoring processes
as described in the previous section. The goal of the second part was to analyse which
approach best suited their personal work style. To simplify the survey, all scenarios
were built around the authoring process of a single conference paper.

Methodology and Realisation

The survey was realised as an online questionnaire to reach a larger audience. A mixture
of single and multiple choice questions as well as matrix questions were used in the �rst
part. In the second part of the survey, we presented the 4 (hypothetical) scenarios that
suggested how reference management systems could be used as part of the authoring
process. For each scenario, participants were asked to agree with statements concerning
understandability of the approach, e�ciency, practicability, correspondence with their
personal work mode and whether they think that their currently used tools provide
su�cient support for the scenario. Those questions were basically statements like\I
believe this is a practical way of working"and participants had to indicate agreement
on a balanced �ve-point Likert-scale where 5 corresponded toStrongly Agree and 1
was equal toStrongly Disagree. It was also possible to give no answer. The median
was calculated for each dimension to compare the agreement across the scenarios. The
second part o�ered the same matrix question for each of the four scenarios. In addition,
participants had the chance to express their opinions concerning each scenario in an
open-ended question. Within one week, we received 108 total responses, out of which
85 were full responses (both parts completed). Only fully completed surveys were taken
into the account for our analysis. A summary of the results discussed in this section
has been published [49].

Participants

The survey was conducted among members of research groups within the area of com-
puter science. An invitation was sent to all assistants (postgraduates and postdocs)
of the computer science department of ETH Zurich as well as to selected members of
scienti�c sta� in the computer science department of Portland State University. In
addition, a few hand-selected members from other research groups were sent a personal
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Tool Used by

Text Editor 65%

Web Browser 34%

Papers 21%

JabRef 19%

BibDesk 14%

Mendeley 14%

Zotero 11%

Table 3.1: Top 7 tools

Tool Used by

Text Editor 41%

Jab Ref 15%

Papers 11%

Zotero 9%

BibDesk 6%

Web Browser 5%

EndNote 4%

Table 3.2: Top 7 primary tools

invitation. The participation in the survey was voluntary and no �nancial incentives
were given. Out of the 85 participants that fully completed the survey, 16.5% were
female and 83.5% male. Most of the participants (63.5%) were between 25 and 35
years old, followed by the group of 35- to 45-year-olds (21.2%). At the time the survey
was taken, 49 participants (57.7%) were working as PhD students, 22 (25.9%) were
post-docs, 10 (11.7%) were professors and 4 (4.7%) were non-academic researchers.

Results

To assess the participants' experience with the writing of scienti�c material, we asked
them to indicate what types of material they have authored during their career. All of
the participants had written at least one scienti�c publication such as a thesis, paper,
article or book and over 94% had authored at least one conference paper. This feedback
increases the validity of our results because it ensured that all participants have already
had some experience with reference management in general.

In a �rst step, we tried to gain insight into the means regularly used to collect related
material as part of a research process and also what kinds of references are typically
collected. The results suggest that physical paper documents, hand-written notes and
lists are still very widely used (63.5%) to capture related material. Interestingly, the
manual editing of text and BibTeX �les (56.5%) was slightly more common than the
use of dedicated reference management software (48.2%). In terms of references collec-
ted, only 17.7% typically collect individual quotes or paraphrases. Instead, references
to complete articles or publications were the most often collected references (88.2%)
together with the digital documents (i.e. PDFs) themselves (83.5%). References to in-
dividual web pages played a less important role (regularly collected by 48.2%). The
least important references were notes, comments and information snippets, which were
regularly collected by only 38.8% of the participants. Of the 41 participants that use
reference management software to collect their related material, 21 (51.2%) preferred
a stand-alone application, 13 favoured a web-based application (either installed locally
or hosted by an external company) and 7 were indi�erent.
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Features (Very) Important

Full text search 76%

Import references directly from supported web pages 74%

Fetch PDFs for added references automatically 68%

Automatic metadata (i.e. title) extraction from PDFs 61%

Integrated online search in public repositories (i.e. PubMed,
GoogleScholar)

56%

Ability to attach any document or �le to references 54%

Online storage (cloud) and web access to library 54%

Synchronisation of reference libraries between di�erent devices 53%

Annotations of PDFs 44%

Sharing of references with individuals and groups 39%

Support for other documents/media (videos, images, web pages
etc.)

27%

Table 3.3: Features considered important and very important

Tools The list of tools that we asked about is the same as used for the qualitative
analysis in Section 3.4.1. On average, participants used at least two di�erent tools sim-
ultaneously. In a follow-up question, participants were asked to specify their primary
tool. Table 3.1 shows the top seven tools used to manage references (several answers
possible) and table 3.2 ranks the top seven primarily used tools. Papers, Mendeley,
JabRef and BibDesk are among the most popular reference management systems. Sur-
prisingly, a plain text editor was the most widely used primary tool with the BibTeX
editor JabRef coming in second, despite its lack of collaboration and sophisticated docu-
ment management features. The most important �nding here is that although reference
management is a highly specialised activity, many researchers still rely to some extent
on general-purpose tools such as web browsers and text editors to accomplish this task.
The majority however (54.1%), use a dedicated reference management system. There
are also quite some di�erences between the primary use of di�erent systems. While 8
out of the 9 Zotero users use it as their primary tool, only 3 of the 12 Mendeley users
reported it as their primary tool. It is worth noting that although the web browser is
used by quite a lot of researchers (34%) to manage references, only 4 used it as their
primary tool which indicates that the web browser is a popular tool to collect references
but not necessarily to manage them.

Feature Importance Based on the qualitative analysis of the di�erent systems in
the �rst part of the study, we compiled a list of 11 common core functionalities. We then
asked participants to rate the importance of each functionality regardless of whether
their currently used tools supported it or not. A standard, balanced �ve-point Likert-
scale was employed for each question with the answers ranging fromVery Important to
Not Important. A ranking of the functionalities is given in Table 3.3. The importance
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Feature Often Some. Never N/A

Create static groups or collections of references 39% 25% 20% 16%

Import references directly from supported web pages 34% 26% 13% 27%

Adding arbitrary notes/comments 31% 34% 24% 12%

Attach PDFs, documents or other �les to references 31% 18% 20% 32%

Tagging or labelling of references with arbitrary
terms

16% 35% 25% 24%

Integrated online search 15% 15% 28% 41%

Marking references as read/not read 14% 21% 25% 40%

Create smart or �lter-based collections of references 9% 16% 42% 32%

Marking references as favourites 7% 16% 42% 34%

Rating of References 6% 18% 38% 39%

Create Links between references 2% 21% 41% 35%

Table 3.4: Feature popularity sorted according to most often used features. We have
summarised theNot Supportedand No Answer option in a singleNot Available column.

factor has been calculated as the percentage of all users that rated a particular feature
as either Important or Very Important. The results show that the ability to import
references directly from web pages and to search their whole content is crucial for
any system. A quite unexpected result is the low importance of the ability to share
references with other individuals and groups. Only 8.2% think that this is a very
important feature. This leads to the assumption that reference management is still
regarded as a rather individual activity and less as a collaborative e�ort. The low
popularity of the support for other documents suggest that most users may be rather
sceptical to turn reference management systems into general document management
systems.

Feature Popularity In a similar question to the previous one, we were particularly
interested in the popularity of certain management and reference acquisition features
and how often they were being used, if available. For each feature, a three-point, non-
linear answer scale for the frequency was given.Often referred to frequent and repetitive
use,Sometimesshould have been chosen for features used only occasionally andNever
should indicate features that users were aware of but did not use themselves. It was also
possible to pickNot Supportedas an answer in case a participant's tools did not support
a particular feature. Users were also free to provide no answer, for example when they
were not familiar with the feature. Table 3.4 summarises the results. From the classic
management features (rating, tagging, favourites), only tagging and labelling seem to
be rather popular whereas the rating of references and marking them as favourites is
considerably less used. One can also conclude that participants use static groups more
often than smart or �lter-based ones. This suggests that most researchers prefer to
manually organise their references instead of relying on automatic categorisation based
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on metadata. However, it has also to be said that the percentage of users that are either
not aware of the feature or do not use tools that support them is rather high. In most
cases (attaching PDFs, integrated online search, marking as read, smart collections,
marking as favourites, rating, links between references) that proportion is over 30%.

Authoring Process Support Overall, most people agreed that the collection-based
scenario is not only the easiest to understand but is also believed to be an e�cient
and practical way of working. The work
ow-based scenario received a less favourable
but still positive judgement. While the scenario with the status �elds was regarded
as very easy to understand, researchers were indi�erent with respect to the usefulness
and applicability to their personal work mode. Rather negative was the verdict for the
separate task management approach but the participants also rated it as the hardest
to understand.

There was a large consensus that the currently used reference management tools do
not provide su�cient support for any of these scenarios. This is even more surprising
because many of the tools that were analysed in Section 3.4.1 actually support even
multiple of those scenarios. A frequently raised concern was that the scenarios by
themselves were too rigid and constrained. In particular, a few participants pointed
out that a reference management software should not enforce a speci�c work
ow.

\The suggestions all seem too rigid. Any tools need to be very 
exible,
support collaborators who may have di�erent ways of working and may need
to change the order and ways they do things for di�erent kinds of writing
projects"

\I have signi�cant experience with work
ow software, in industry settings. It
tends to force a speci�c working model that is a good �t for highly routinized
tasks (processing loans, for example) and does not work well for any other
task I've seen it applied to."

These results lead us to the conclusion that a reference management system should
not be tailored towards a speci�c work
ow but rather cater for a variety of di�erent work
styles. It seems that with respect to highly personal information tasks, a supporting
information management tool should avoid the imposition of an all too rigid process.

3.5 Discussion

When we consolidate our �ndings from the analysis of state-of-the-art PIM tools and
our study on reference management as one example of a domain-speci�c personal in-
formation management task, we see a few emerging patterns. Whether it is photo
management or the organisation of references as part of writing a scienti�c publication,
the most successful tools are those that support all the steps of the corresponding work-

ow, but do not dictate how that work
ow is carried out in detail. Especially when it
comes to information management, we have seen a number of orthogonal organisational
features that easily adapt to di�erent degrees of orderliness. Our study on reference
management systems revealed that even less popular features are still used by quite
a few people occasionally. Our experience with the implementation of the PubLight
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prototype for managing publications helped us to gain some initial ideas on how those
organisational features could be incorporated into a versatile PIM tool and provided us
a way to experiment with di�erent forms of visualisations. We therefore conclude our
analysis with four recommendations for PIM systems:

� Do not abandon folder structures quite yet. Especially when working with �le-
based resources, folder structures are still a viable means of creating an initial
classi�cation. They may also serve as a default navigation path, inside and out-
side of PIM applications. More 
exible collection models, which for example allow
multiple classi�cation, can be introduced as orthogonal structures thatcomple-
ment folder hierarchies. By following this recommendation, a PIM system could
provide a user-friendly migration path to more complex organisational features.

� Provide many alternative and complementaryfunctionalities for categorising in-
formation. While there are certainly limits to the number of functionalities to
include, especially in order to avoid cluttering user interfaces, we have seen a few
complementary ideas that try to capture di�erent user intentions and needs:

{ Long-term classi�cation (e.g. tags, keywords)

{ Ad-hoc classi�cation for ephemeral tasks

{ Reminding functions

{ Custom work
ow markers / labels

� Realise organisational features such as tagging, coloring and 
agging in a way
that resembles how they are presented in current state-of-the-art tools. This has
the advantage that users can reuse organisation strategies which were previously
developed for a di�erent domain.

� Do not assume a particular work
ow or enforce a particular classi�cation scheme.
It is not just the information that is personal in PIM, it is also the way we manage
it.

We have implemented these recommendations in the design of our personal resource
management system described in Chapter 5.





4
Personal Version-Aware Environment

Solving the problem of information fragmentation has always been a hot topic in (per-
sonal) information management. In recent years, however, that problem has become
even more important due to the proliferation of new devices such as smartphones or
tablets and a trend towards having more than one computing device.

As people start to adopt more and more devices, make use of several cloud storage
services and often work on di�erent �le versions at di�erent places, it becomes increas-
ingly di�cult for end-users to maintain an overview and keep track of their personal
�les. As a result, personal resources are replicated at di�erent locations and it is often
not feasible to keep everything synchronised. In such a distributed setting, the types of
questions that users want answers to are: Where is the latest version of this document
located? How many versions of this image exist and where are they stored? Did I
upload this document to a �le hosting service? If I update this �le, are there copies in
other locations that should also be updated?

In this chapter, we are going to present our vision of a version-aware environment,
not unsimilar to the ecosystem proposed by Karlson et al. [72], but with a stronger
focus on the highly distributed nature of today's personal information environments.
In line with our mission statement, we try to embrace rather than avoid the fragmented
information space. We thereby abandon the single-desktop assumption and explicitly
address the issue that complete control over one's computing environment is often
di�cult to achieve.

We introduce an infrastructure on top of the familiar desktop environment that
addresses the issues presented above. Our goal is to support ordinary users and inform-
ation workers alike to keep track of �le copies and versions across multiple computing
and storage devices as well as online �le hosting services. Our proposed solution is
called Memsy and consists of a collection of concepts and components that work to-
gether in unison to build an environment that provides users with a uni�ed view of their
personal information space across these devices and services. In doing so, we strive to
make several contributions with respect to personal �le management.

At the system level, we introduce the�le history graph, a global data structure
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that reconciles the metadata about the user's collective �le resources, which may be
distributed between several computing and storage devices as well as online �le hosting
services. We show how similarity metrics at the �le system and content level can be
used to guide the user in �nding related �les. At the application level, we propose ideas
for a non-intrusive desktop integration of versioning information. The remainder of this
chapter is structured around the following contributions:

� We share our observations of current trends that have signi�cantly changed the
personal information environments of many computer users today. We describe
the key storage locations of such environments and analyse the degree to which
personal �les in those locations are observable.

� We introduce new concepts (Sect. 4.2) and propose an architecture (Sect. 4.4)
to realise an environment called Memsy that keeps track of versions and copies
across multiple devices and online �le hosting services.

� We further motivate the need to reconcile versions and propose several automated
and manual mechanisms to achieve this (Sect. 4.3). To demonstrate the e�ective-
ness of information retrieval techniques in the context of our reconciliation engine,
we conducted an image reconciliation experiment with o�-the-shelf computer vis-
ion algorithms.

� Based on a prototypical implementation of the Memsy environment, we share our
vision of a user experience that supports end-users in their daily information tasks
without interrupting their current work
ow nor the need to replace their existing
�le management tools (Sect. 4.5). We evaluate the client-side tools in a formal
user study with a diverse set of participants from a European research project
(Sect. 4.7).

� The technical realisation gives insight into the challenges involved in coping with
a highly distributed setting (Sect. 4.6).

� We elaborate how our solution complements existing approaches and can be used
in a variety of di�erent contexts (Sect. 4.8).

We start with the discussion of of today's diverse personal information environments
and try to draw a line between storage locations for �les we could potentially observe
and those that our beyond our reach.

4.1 Personal Information Environments

In contrast to a personal information space, which often refers to thesemantic spacein
which information is modelled and codi�ed, we understand a user's personal information
environment (PIE) as the setting and ecosystemin which that user carries out their
information tasks. In particular, we de�ne a personal information environment as the
sum of all the devices, services and applications that a user employs to manageand
store their personal information.
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Figure 4.1: Patricia's Personal Information Environment

These environments have changed signi�cantly in the past decade. It is now common
for users to work with multiple computing devices in their daily lives, often using
external storage devices or cloud services as a way of moving digital resources between
devices and sharing them with others. In addition, web-based media services and social
networking sites are commonly used to not only publish resources, but also to manage
them and make them accessible on the move. As a result, while the problem of accessing
resources from di�erent places has been alleviated, the problem of keeping track of them
has been exacerbated.

As we all know, the human memory is far from perfect. To keep track of resources
that are being modi�ed on di�erent devices and uploaded to various online services is a
challenging task, especially if one has to rely on the human memory which is inherently

awed, unless you belong to the lucky few with total recall. More likely, you might
occasionally �nd yourself in a situation as shown in Figure 4.1, where you have once
shared a �le between di�erent devices, or copied it within the same folder structure,
but are now unable to remember where in that entire ecosystem the latest version is
stored.

4.1.1 The Cloud Dilemma

As we have discussed in the introduction, many end-users turned towards consumer
cloud storage services such as Dropbox to tackle the information fragmentation problem.
However, due to lack of interoperability and the limited storage capacity o�ered by
free services, cloud storage solutions might in fact fragment the personal information
environment even further. Granted, prices for online storage are dropping fast and it
is quite likely that it will soon become a�ordable for a larger number of users to buy
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enough cloud storage capacity to host all of their personal �les. But there are a lot of
other factors that need to be taken into consideration. For example, even if there is only
one storage location, that does not mean that users stop creating copies and di�erent
versions. Sometimes �les are copied to the desktop out of convenience or moved to
a temporary location for quicker access. Other factors include company policies that
prevent the use of cloud storage solutions or a general distrust in external providers,
especially after Edward Snowden revealed the mass surveillance programs of the NSA
(National Security Agency of the United States of America).

Having said this, consumer-oriented cloud storage services such as Dropbox have
de�nitely become an integral part of today's personal information environment. In
November 2014, Dropbox announced1 a new partnership with Microsoft that includes
the integration of Dropbox services into the mobile and web versions of Microsoft O�ce.
It is reasonable to expect that many users will start to create and edit their documents
directly in the cloud.

4.1.2 Desktop Environments and File Systems

While the information landscape for everyday users of computers has changed drastic-
ally in recent years, when it comes to �les, the tools we use to manage the ever-increasing
amount of digital information surprisingly has changed very little. Across most oper-
ating systems, �le managers (e.g.Windows Explorer on Windows, Finder on Mac OS
X) are still widely used to manage �les in folders and to navigate hierarchical �le sys-
tems. But these tools are often not aware of the multi-device and distributed nature
of modern settings. As a consequence, folder structures are replicated between devices
and one device may store only a fraction of all personal �les. Many operating systems
also ship with a �le index service that allows users to issue search queries based on �le
names, attributes or content. Interestingly, even though it has been shown that proven-
ance information can recover from memory lapses, current operating systems provide
little support to capture provenance information (and events) at the �le system and
application level. So the question is, how much can be observed?

For our work, we have focused primarily on the Windows 7 operating system by
Microsoft, hence some of our observations may be due to idiosyncrasies speci�c to that
operating system. However, the concepts that we are going to develop in this chapter
are independent of the underlying �le or operating system. In Windows, the following
�le system events can be observed reliably:created , changed, renamedand deleted .
In contrast to Linux, there is no system-level API to get noti�ed about open and close
events of �les. However, it is possible to observe only speci�c parts of the entire �le
system, e.g. theMy Documentsfolder. This is not only useful because of performance
reasons, but it also reduces a lot of unwanted noise since not all �le locations may
contain personally relevant �les in the �rst place.

The four �le system events enable us to trace �les in local �le systems and to
collect provenance information about their history. Unfortunately, desktop applications
introduce another form of logical operation that cannot be tracked that easily, theSave
As operation. From a �le system point of view, such an operation appears as acreated
event and the association with the original �le is lost. Without instrumenting the

1https://blogs.dropbox.com/dropbox/2014/11/dropbox-microsoft-o�ce-partnership/
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applications, it is not possible to distinguish aSave Asoperation of a newly created
�le from the Save Asoperation of a previously opened and modi�ed �le. Basically,
any operation that simultaneously changes the content as well as the (�le) name of a
resource breaks its provenance history. In an attempt to �nd a clean solution, we had
a student look into possible workarounds for Microsoft O�ce. While he successfully
developed a prototype add-in to captureSave Asevents in Word, his workaround made
it clear that without proper API support at the application or system level, a universal
solution proves to be impractical. In fact, many related projects [27, 65, 72] had to
fall back to very intrusive techniques in order to monitor thoseSave Asoperations.
Because theSave Asevent is not crucial for the validity of our approach, we decided
against its inclusion in the current system. However, we would like to highlight that,
given enough development e�orts, it is possible in principle to monitor such events as
well.

Storage locations on network drives may also be part of a personal information
environment. The types of observable events these locations support depend on the
system-level API used by the monitoring application and whether the server hosting
the network drive supports notifying remote parties. If no noti�cation mechanism is
provided, a �le system watch service for network drives has to resort to polling which
brings quite a few limitations. For example, polling cannot be used to reliably detect
�le renames and su�ers from performance problems if the poll frequency is too high.
Depending on these conditions, a network location may either belong to the observable
or non-observable part of a PIE.

Because the �le system is still the predominant storage location for most information
managers that deal with �le-based resources, we can observe these resources as well.
One notable exception is Microsoft Outlook which stores �le attachments in its own
data stores. In that case, resources only become part of the observable environment
after they have been exported to the �le system.

4.1.3 Devices

To describe the devices of a PIE and the role they play, we distinguish between comput-
ing and data storage devices. Computing devices are the general-purpose devices that
run our operating systems and applications. Data storage devices are the hardware
components that store the actual data. Common storage devices include harddisks,
solid state disks, USB Flash drives and memory cards. In this model, data storage
devices have a dependency to computing devices because they have to be attached to
those devices. Throughout the rest of this thesis, we will refer to computing devices
simply asdevicesand to data storage devices explicitly asstorage devices.

There is basically no limit to the number of devices that can belong to a particular
personal environment, but two to three computing devices is a reasonable estimate for
many end-users of the general population. A typical, though not necessarily average,
user may possess a desktop computer at home, a notebook for work, a smartphone an-
d/or a tablet. Computing devices at work may or may not belong to the user's personal
environment. Some companies are very protective with regards to their infrastructure
and have strict policies in place that forbid any �le sharing between work-related and
private devices.

Storage devices can be further classi�ed intointernal or roaming, depending on
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whether they are supposed to be shared between multiple computing devices. The
latter category includes removable media such as external harddisks or USB 
ash drives.
However, it is sometimes di�cult to tell the di�erence from a technological point of view.
For example, the current interface for mass storage devices, Serial ATA, has a mode
that allows drives to operate in hot-swap mode. In that mode, they can be removed at
run-time, similar to how we work with with USB 
ash drives. An additional standard,
eSATA allows external hard drives to be connected to the motherboard in the same
way as internal hard drives. Due to that blurring, our approach does not make anya
priori assumption about the nature of the data storage device. Particularly, we do not
attempt to guess its intended use based on hardware details. Instead, we assume all
storage devices to be potentially roaming data stores.

4.1.4 Social Media and Networks

A popular activity in many social networks such as Facebook is the sharing of images
with friends. Pictures are usually uploaded from computers or directly from mobile
phones. They can be organised in albums and on some platforms it is possible to
tag your friends and add comments or other annotations. There are also a number of
online hosting services that specialise in the management of photographs. A prominent
example is Flickr, which has been part of Yahoo Inc. since 2005. Flickr is used by
millions of people worldwide and is a popular platform among bloggers to host their
images.

These services are increasingly used to share many di�erent kinds of information
such as status updates, events, activities and interests. For our purpose, we focused
exclusively on images because they are �le-based, are often very personal (e.g. holiday
pictures), originate from a personal device and often undergo minor transformations
when uploaded. It is therefore more di�cult to align uploaded images with their coun-
terparts in local �le systems. Some services also prevent images from being replaced
and require users to delete the old one and re-upload the new one. Similar to cloud
storage services, we cannot observe the uploaded images directly, but many services
provide APIs to access and download them.

4.2 Approach

Having analysed the characteristics of typical end-user personal information envir-
onments, we propose a distributed approach towards building a system that collects
provenance information throughout the entire environment. We denote a user's per-
sonal �le resources as �les that are created, modi�ed or managed by that user exclusively
and have some personal value to them. Such resources commonly include o�ce doc-
uments, such as letters, reports, presentations or spreadsheets, images, pictures and
music. These resources are generally stored on a number of di�erent storage devices as
well as online services.

First we are going to describe the desirable properties of a \version-aware" com-
puting environment for end-users. We hypothesize that the existing operating system
facilities are ill-equipped to answer the following questions:

� Where is there a copy of this document? On which device/service?
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� How many copies exist and to which, if any, �le hosting services have they been
uploaded?

� Where is the latest version of a document and on which device/service is it stored?

� Does a previous version still exist somewhere? Where is the original?

� Have I created an alternative version of this document?

The main purpose of our core infrastructure is to help end-users answer these ques-
tions and accomplish the related information tasks. In order to achieve this goal, we
not only need to develop an infrastructure that captures the provenance information
necessary to answer these questions, we also need to think about suitable desktop-level
integrations to make the capabilities of the system accessible to end-users.

The �rst core ingredient of our approach is a global, uni�ed namespace to identify
(and locate) �les uniformly across devices and online services. Our idea is slightly
di�erent from global views provided in distributed �le systems where the goal is to
access all the �les in a location-independent, transparent manner. Instead, our idea is
to map a �le stored in a local �le system to a unique name in the uni�ed namespace;
not to make it globally accessible, but to make it referenceable. Similarly, �les in cloud
storage are mapped to the same namespace. The second core ingredient is a global data
structure denoted as the�le history graph which stores the �le histories of allmanaged
digital artefacts in a user's PIE.

Those two crucial core components are complemented by several strategies to build
these �le histories, both actively by monitoring �le activities at the operating system
and application level, and retroactively by inferring relatedness on the content level.
In the following sections, we will �rst introduce the naming and address translation
scheme used to identify and locate �les before we present the data model of the �le
history graph and the operations it provides.

4.2.1 Global Namespace

To build a global catalogue of a user's PIE, each �le needs to have unique and non-
ambiguous mapping between a global namespace and its actual location. Figure 4.2
shows the structure of the proposed global address scheme and an example mapping.
Our scheme follows the recommendations for Uniform Resource Identi�ers2.

A vital part of that scheme is the identi�er of the storage device on which the �le
is stored. In our environment, everything that has a mount point and is writeable by
the user can be assigned a unique identi�er that is then stored in the root directory
of that particular storage device. This enables us to recognize removable media such
as USB 
ash drives if they are shared between di�erent computers. Whenever new
storage devices are added to the controlled environment by the user, the system assigns
it a globally unique number identi�er (i.e. a storageDevideId ). Equally, each user
is uniquely identi�ed by a user name. To di�erentiate �le hosting services, we use
pre-de�ned names, e.g.dropbox or googledriveas identi�ers. The path component
corresponds to the original path. Because the number-based storage device identi�ers

2http://tools.ietf.org/html/rfc3986
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Figure 4.2: Global Namespace Scheme

are not very self-descriptive, they can be mapped to more user-friendly names. By
default, we map them to labels provided by the operating system, but users may supply
even more meaningful labels, for example \Red Kingston USB Stick".

In this address translation scheme, we assume that an absolute �le path, including
the �lename, cannot be occupied by more than one �le at the same time. This is true
for all mainstream �le systems (NTFS, ext3/4, HFS+), though they may internally use
unique �le identi�ers instead of paths. Additionally, many user applications prohibit
�lenames that only di�er in case (e.g. Windows Explorer). The same is true for many
�le hosting services. One notable exception is Google Drive where �les are stored as
resources with unique resource identi�ers. In Google Drive, a �le may have multiple
parents since Drive allows multiple classi�cation into folders. Of course, we can still
map such �les to our global namespace, but we store the �le identi�er instead of a
proper �le path.

4.2.2 File History Graph

In essence, the �le history graph is a data structure that serves two purposes. On the
one hand, it records the metadata of each new version of a �le. On the other hand,
it stores the last known location(s) for each �le version. From a data model point of
view, each �le history has a root node that denotes a newly created �le and a tree of
successor version nodes. Each version node may point to one or more location nodes.
The resulting structure is therefore a forest of directed trees, each tree representing a
separate version history. Similar to other provenance systems [41, 65, 72], a single �le
history is a directed acyclic graph. However, in contrast to these systems, we neither
instrument any applications nor are we interested in content-based provenance events.
Instead, we aim to capture the cross-device and cross-service history of �les as a whole,
with a focus on providing information about their last known locations. Because the use
cases our infrastructure should support do not require information about past locations
of �les, it is reasonable to build the provenance chain over �le versions only and store just
the most recent location(s) for each particular �le version. For example, if a user moves
a �le from location A to B and some time later fromB to C, we only store the current
location C in the �le history graph and discard all previous locations. Consequently, we
do not need to keep records of the full provenance chain with regards to renames/moves,
which results in a more compact �le history graph. Nevertheless, one could expand the
current �le history model to cater for the entire provenance chain of past locations in
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Figure 4.3: Evolution of a single �le history

order to provide additional functionality, such as the ability to reproduce the changes
in a folder over time. This feature might also be useful if a user only remembers a
folder where a �le has been stored previously, but now wants to discover the current
location of that �le. A similar idea, albeit in a multi-user context, has been explored
in a related project calledMUBox [91]. MUBox enhanced the traditional folder view
with the concept of shadow �les that represent �les previously moved (or renamed) by
other users. However, since this functionality has not been the focus of this work, we
leave the realisation of this idea in the Memsy environment for future work.

Each �le history can be manipulated via two sets of operations. These sets of opera-
tions directly re
ect all �le system operations which can be tracked by our environment.
Figure 4.3 illustrates how our data structure captures �le operations. The �rst set of
operations handles the creation of new �les and the modi�cation of existing �les. A
create �le event triggers either of two actions. If it represents a copy operation (i.e. a
�le history that contains this �le already exists), we simply add a new location node
to the already existing �le version node. Otherwise, we create a root �le node that
represents the beginning of a new �le history. When amodify �le event occurs, we
�rst identify the (old) �le version node that corresponds to the location of the modi�ed
�le. Again, two di�erent outcomes are possible. If that version node had only one
location attached to it, we derive a new version node and re-attach the location node
to it. If it had multiple locations instead, this means that there are still copies of the
old version stored somewhere else. In that case, we create a new version node with a
fork relationship to the old node.

Operations from the second set,rename, moveand delete, only a�ect the last known
locations of �le versions and update them accordingly. As a consequence of the delete
operation, �le version nodes may end up with zero location nodes attached to them,
but it is important that we still keep them for further reference. For example, a user
might have received a report from a co-worker by e-mail and saved it in some temporary
location. After having reworked the report, they overwrote the original. As a result,
the root node (i.e. original version node) has no longer any location attached to it.
Several weeks later, they might want to retrieve the revised version but cannot quite
remember where they stored it. Luckily, they remember the e-mail that contained the
original �le. With the attachment from that e-mail serving as an entry point into the
�le history, they can learn about the location of the revised version.
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4.2.3 Crawlers and Watchers

To observe the various locations described in Section 4.1, we have developed two
strategies,watchers and crawlers. Crawlers implement a polling-based model of ob-
servation. They are either triggered automatically at �xed intervals, or on-demand by
the user. As the name implies, a crawler crawls a storage location and processes all the
�le resources it retrieves. Of course, only new or modi�ed �les need to be indexed. Files
that have been indexed previously can safely be ignored. How �les are \recognized" is
described in the next section. Watchers implement an event-based observation model.
This means they are noti�ed by the operating system or the online service whenever the
data changes. In response, they retrieve and process the �le(s) a�ected by the event.

For local �le systems on storage devices, we attach watchers to the folders that
the user wants to observe. File system watchers are supported natively in Windows
and many other operating systems. A crawler is only necessary to build the initial
index of �les or re-sync a folder in case the watcher missed some events. The latter may
happen when the watch service crashes or the user killed the background process, either
deliberately or by accident. For online services, we are commonly forced to resort to
crawlers because only very few services (e.g. Dropbox) support push noti�cations. But
polling the entire data store might be very expensive. On that account, many cloud
storage APIs o�er a delta function which returns not only a list of events, but also a
token. If that token is supplied the next time the delta function is called, it will only
return the events that occurred in the time since the token was retrieved. Both crawlers
and watchers forward their observed provenance events to the global �le history graph
where they are applied to the corresponding �le histories.

We note that, in contrast to revision control systems such as Subversion or Git,
no explicit commit or push is required. Whenever the background watchers deployed
on the users' computing devices detect changes in any observed folder structure, these
changes are then forwarded to the �le history graph where they trigger the appropriate
actions in the �le histories. Even though our approach is very lightweight so far, we
can already provide answers to several of our initial questions such as locating copies,
latest versions and �le origins.

4.3 Reconciliation Engine

Regardless of how thoroughly and precisely a system is able to track �les within a
controlled environment, at some point, we are bound to encounter �les that either have
never been tracked before or originate from a system that cannot be monitored directly.
We call the process of turning such unmanaged resources into managed (tracked) ones
reconciliation.

There are many reasons why reconciliation of �les might be required. First, we
have the bootstrap problem. Unless you start with a clean state, it is very likely that
a user already has �les scattered across di�erent storage devices. Second, �le hosting
services are usually beyond the control of the user and changes to personal resources
within those services often cannot be tracked reliably from the outside. Even worse,
some image hosting services re-size and re-compress uploaded images, thus changing
the actual �le content. Third, there will always be cases where a �le enters the user's
environment from \the outside". Examples include receiving an e-mail attachment,
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downloading a �le from a website or copying a �le from somebody else's USB 
ash
drive.

In this section, we show how information retrieval techniques can be used to e�ect-
ively reconcile missing links in �le provenance histories. To help users identify related
�les even if they have been modi�ed on external systems or by third-party services,
we propose a novel �le reconciliation engine that operates at two di�erent levels: �le
system and content. For each level, we analysed appropriate similarity metrics for
(near-)duplicate detection and developed sensible heuristics to infer provenance rela-
tionships. To accomplish this task, we extended the �le history data model to store
additional metadata for each version of a �le. That information can then be used to
�nd exact and approximate entry points into the �le history graph for �les that have
been previously unmanaged. If a suitable entry has been found, a new location node
can be attached to that �le node. Otherwise, the �le in question becomes the root of a
new �le history thread.

4.3.1 The Missing Link

What do we mean by \reconciling missing links"? As end-users start to incorporate
multiple devices and online services into their personal information environments, it
becomes increasingly challenging to maintain a consistent provenance history as �les
leave and re-enter the observed environment on a regular basis. For instance, if a �le
has been copied to a USB stick and modi�ed on another (non-observed) machine, it
remains a challenge to re-integrate the �le into the provenance chain. Basically, every
�le exchange with systems beyond the users control may introduce a missing link in
the provenance chain of that particular �le. Additionally, certain operations such as
application-speci�c Save Asoperations are inherently di�cult to catch properly without
instrumenting the applications themselves.

In the same way, uploading an image to a social network site usually breaks the
provenance history of that �le because the hosting service might have re-compressed
the image and it is thus not straightforward to match them with their local counterparts.
But why is it useful to have that provenance information at all? Since Facebook used
to store only low resolution copies of images, a user might be asked by a friend for the
original source �le of a photo that they uploaded to their pro�le. Currently, the user
has to manually look for that original image, possibly trying to remember whether it
has been uploaded from their desktop computer or from their mobile phone. If we can
somehow establish a provenance relationship between the local image and the uploaded
one, we could o�er a direct navigation path.

4.3.2 Inferring Provenance Relationships

While it is virtually impossible to infer the exact relationships between unmanaged �les
retroactively, we assume that relatedness between �les in terms of similarity is a good
indicator for a provenance relationship in the past. In that sense, we propose a best
e�ort approach where we try to attach exact copies and \similar" �les to existing �le
histories. Time information (i.e. when a �le was created/modi�ed) can then be used to
establish the direction of the relationship.
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Di�erent methods are required depending on whether we want to reconcile copies
or versions. To recognise copies, we need to be able to tell whether two �les have the
same content. File hashing functions promise to ful�l that requirement. In terms of
versions, there is no perfect solution and we have to resort to approximate techniques
and heuristics.

4.3.3 File System Level

Whereas highly specialised information retrieval systems often focus on a single entity
type (e.g. web documents), desktop provenance systems have to deal with a number
of di�erent �le classes. These classes may include Microsoft O�ce documents (text,
spreadsheets, presentations), images, audio and video. Comparisons at the �le system
level have the advantage that they work independently of the �le type. We di�erentiate
between two basic approaches, depending on whether we want to detect exact duplicates
(copies) or related versions.

To recognise copies e�ciently, we need to be able to tell with high probability
whether two �les have the same content without having to compare them bytewise.
Popular �le hashing functions such as MD5 or SHA1 have proven to be very e�ect-
ive [17] and are thus our algorithms of choice for realising this functionality. Even
though there has been some reservation with regards to using cryptographic hashes
to implement compare-by-hash[60], we argue that for our purpose of re-establishing
provenance relationships, a fast best e�ort approach is more valuable than perfect cor-
rectness.

Because the �le histories store �le hashes not only for the current set of managed
�les but also for deleted and previous versions, we can reliably integrate �les that
correspond to older versions, even though those versions may have disappeared from
the observed environment at some point. For example, we might use the �le hash
stored in an abandoned version node to re-establish a provenance relationship between
an old document from an e-mail attachment with its current history in the local �le
system. Having such provenance information allows users to discover newer versions
of documents based on the copy of an older one. This approach works especially well
for �les that have been shared with colleagues or have been copied to a di�erent (non-
observable) location at some point in the past.

The absolute �le path, mapped to the global namespace, is used to identify newer
versions of the same �le. If the entire URI matches, we create a new �le version node,
attach it to the previous version node and re-attach the corresponding location node
to the new version. The �le name also ful�ls a second purpose. In case one of the
components of our system crashes, or if the local �le structure gets out of sync with
the global view, we use the mapped �le paths to consolidate missed modify events.

In general, these heuristics draw an accurate picture of the provenance chain. How-
ever, there is one corner case that deserves special attention. What if one �les overwrites
another? This situation leads to a dilemma. On the one hand, the hash comparison
suggests that the path of the overwritten �le should be added as an additional location
to the �le version from which we copied. On the other hand, the �le name heuristic
indicates that we have encountered a new version of the �le that existed previously
at that location. Should the �le histories merge? We have decided against it because
overwriting a �le is a strong signal by the user that they no longer need the old content,
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at least when the operation was performed deliberately. What happens in this case is
that the location node of the overwritten �le version will be attached to the overriding
�le version, thereby ending the �le history of the overwritten �le.

4.3.4 Content Level

Content-based similarity and near-duplicate detection is a complex and vast topic. The
question of whether two entities are the same is also of a rather philosophical nature.
If we take images for example, we might ask ourselves\How similar need two images
appear before they can be regarded as the same image?". There is no trivial answer to
this question. Not surprisingly, content-based similarity measures output their results
as probabilities and it is up to the developer or user to draw the line between what
constitutes similar and unsimilar matches. Our intention in this thesis is not to mandate
a speci�c content-based similarity technique or to be as comprehensive as possible, but
to emphasise the general role reconciliation plays in our environment. For this reason,
we decided to take the popular domain of images to demonstrate how information
retrieval techniques can be used to e�ectively reconcile missing links in �le provenance
histories.

In particular, we have investigated how well-established image processing techniques
can be applied to personal photo collections stored on di�erent devices and also on the
web, in order to identify duplicates/variants and create relations between them. One of
the challenges is that many image hosting platforms process the uploaded pictures in
various ways, including scale-transformations and di�erent image compression schemes.
Another challenge is that, as the number of images increases, it becomes impractical to
store all images in one central location just for the purpose of matching those images.
Even worse, the whole matching process becomes very slow if one has to scan the
complete existing collection for each new entry.

A lot of research has been done with regards to near duplicate image detection using
interest point extraction [88], local image descriptors such as PCA-SIFT [73] and min-
Hash based similarity metrics [80, 29] for retrieval. Though some of these techniques
can be used e�ectively to detect what we consider duplicates [74], most of them are
more concerned with �nding \similar" images (as in content-based image retrieval),
which makes them less suited for establishing provenance relationships between images
with identical content. Because we are only interested in di�erent versions of the same
image, not in similar looking (but distinct) images, we decided to focus on a speci�c
class of algorithms that calculate a �xed-size image signature, a�ngerprint , of an image.
One advantage of such low-dimension representations is that they can be compared very
e�ciently. We note that more sophisticated approaches, such as the one proposed by
Ke et al. [74], may provide even better results, but often require optimizations of the
index structures stored on disc to reach reasonable performance. This was outside the
scope of this thesis.

Now let us assume that there is a single matching pair of originally identical images
that were later separated by certain modi�cations commonly applied to images, either
manually by the user or automatically by a image hosting service. For example, it
is quite common that users perform minor image enhancements such as sharpening
or contrast boosting before they upload pictures to a hosting platform. In addition,
that hosting platform may re-size and re-compress the picture upon upload. This
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means that our approach has to be robust against minor modi�cations such as resizing,
re-compression or small color transformations. The main idea of an image signature
algorithm is to map an arbitrary image to an arbitrary sparse image representation,
that is signi�cantly reduced in size but retains important perceptual information. An
appropriate distance metric is then used to compare these sparse image representations
in order to �nd near-duplicates. Ideally, when comparing one image with all other
images of a collection, the image pair with the shortest distance corresponds to a pair
of originally identical images, if such a pair exists. This means that we also need an
upper bound for the distance (threshold), above which it is very unlikely that the pair
with the shortest distance is indeed perceptually identical.

Formally, an image signature is obtained by applying a transformation function to
the raw image content. Such a function maps from image space (i.e. a 2D array of
scalar values corresponding to pixel luminance) to another space of lower dimension.
In mathematical terms, we have the following de�nition:

signature := I ! X; x 7! signature(x)

I denotes theimage spaceand X denotes somearbitrary space of lower dimension.
In order to be able to compare two image signatures, each signature space has a

distance function that takes two image signatures and calculates a scalar value which
is interpreted as the distance between the two. The closer the distance is to 0, the
higher the similarity. Because most similarity metrics are bounded, we can normalise
the distance to [0; 1].

distance := X � X ! R+ ; (x; y) 7! distance(x; y)

We have chosen three candidate algorithms. 1) A naive grey scale (GS) algorithm
that computes very small thumbnails and compares them on a per-pixel basis. 2) An
approach based on Discrete Cosine Transform (DCT [3]), which transforms the image
space to frequency space and only retains the frequencies representing the coarse-grained
structures of the image. 3) Discrete Wavelet Transform (DWT), which inspects the
image at di�erent scales and for each of them extracts a high-frequency signal for both
dimensions individually as well as for the combined dimension. The DCT algorithm
is basically an aggressive JPEG compression scheme applied to the luminosity (grey
scale) channel. The DWT algorithm is based on theHaar Wavelet. These algorithms,
together with three other alternatives, were analysed and implemented as part of a
Bachelor's thesis we have supervised and an in-depth explanation of all algorithms can
be found in the �nal report [87]. Because all of these algorithms provided at least some
degree of freedom in terms of their con�guration, an important part of the Bachelor's
thesis was to explore the parameter space.

The preliminary results of the student indicated that the DCT and DWT algorithms
selected for our approach are indeed viable candidates for solving the problem of near-
duplicate image detection and o�er much better performance than the baseline (GS)
approach. We have re-validated the student's �ndings by running the performance eval-
uation suite developed by the student against a much larger data set (see Section 4.3.6).
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4.3.5 Automatic vs. User-driven Reconciliation

We di�erentiate between two modes of reconciliation: automatic or user-driven. In
automatic mode, the reconciliation engine makes decisions without interventions from
users based on the heuristics we described earlier. Copies are always consolidated auto-
matically because we have a high con�dence in the correctness due to the low probability
for collisions. Decisions based on exact �le path matches are also automatic. As men-
tioned earlier, automatic reconciliation is also important when dealing with external
image hosting services because the �les they manage cannot be observed directly. In
that case, the user may initiate a batch operation to automatically fetch the images in a
remote repository (e.g. Flickr). The reconciliation engine then runs the selected image
signature algorithm against the input set of images and compares them with all other
image signatures in the global resource catalogue of the user. It then selects the can-
didate images with the highest similarity score (lowest distance) above a pre-con�gured
threshold and inserts corresponding provenance relationships into the �le history graph.
Because this process is prone to classi�cation errors, we store the normalised distance
as a con�dence value in the �le history, along with the newly related version. This
allows us to give better feedback to users later when they inspect the �le histories of
these images.

In user-driven mode, the reconciliation engine is trigged explicitly by the user for an
unmanaged �le resource. Apart from a straightforward �le hash lookup in the global
�le history, we propose the use of string similarity metrics on the �lename. We evaluated
seven common string similarity metrics against 9 positive and 8 negative examples. The
choice of our positive examples was motivated by the study of Karlson et al. [72], where
they have observed that shared pre�xes are a common pattern for related �les. The
negative examples are based on random samples and hand-crafted pairs of �lenames that
should not match under any circumstance. Table 4.1 shows the result of the individual
metrics against selected �lename pairs. For the sake of brevity, we only included 4
examples each. The full data set can be consulted in Appendix C.1. To compare
the �lenames (including extensions), we only considered alphanumeric characters and
replaced all other characters by whitespaces. For all positive and all negative examples,
we computed the average similarity and calculated di�erence between these two numbers
to determine the similarity metric that discriminates the positive and negative examples
the best. According to this analysis, theOverlap3 metric with an n-gram size of 3 is an
excellent candidate since it yields high similarity scores for strings that share common
components but also punishes very dissimilar �le names. For images, we also run the
image similarity metrics and rank the results according to distance. We then present
users with a ranked list of possible matches. Because the search input is a �le rather
than a query string, we also call this mode�le-driven similarity search.

3https://en.wikipedia.org/wiki/Overlap coe�cient
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Candidate A/B Jaccard Jaro
Jaro-
Wrinkler

NGram
(3-gram)

Overlap
(3-gram)

Overlap
(Word)

Ratcli�-
Obershelp

Final Presentation.pptx
Final Presentation (revised).pptx 0.7 0.9 0.94 0.65 0.95 1 0.82

Final Presentation version 1.pptx
Final Presentation version 2.pptx

0.94 0.98 0.99 0.9 0.9 0.8 0.97

Final Presentation.pptx
Final Presentation.pdf

0.8 0.93 0.96 0.86 0.9 0.67 0.89

Final Presentation �nal.pptx
Final Presentation uploaded.pptx

0.74 0.89 0.93 0.67 0.74 0.75 0.82

...

Final Presentation.pptx
Another presentation.pptx

0.6 0.7 0.7 0.61 0.67 0.33 0.75

Final Presentation.pptx
Database Lecture�nal.pptx

0.52 0.68 0.68 0.24 0.29 0.33 0.36

Presentation.pptx
Something completely di�erent.docx

0.38 0.56 0.56 0.03 0.05 0 0.34

Final Presentation.pptx
IMG 2243.JPG

0.09 0.35 0.35 0 0 0 0.11

...

Average Similarity Score (Positive) 0.73 0.88 0.91 0.70 0.86 0.79 0.83

Average Similarity Score (Negative) 0.41 0.59 0.59 0.16 0.20 0.17 0.37

Di�erence 0.32 0.29 0.32 0.53 0.66 0.62 0.46

Table 4.1: Summarised results of popular string similarity measures run against selected �lename candidates.
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4.3.6 Experiments

Our content-based similarity techniques for images have been designed with regards to
photographs and a speci�c end-user scenario in mind. The idea is to reconcile images
uploaded to third-party services such as Facebook with a local photo collection already
indexed in the global resource catalogue. In other words, given a picture retrieved from
Facebook, the reconciliation engine should be able to locate the most similar photograph
stored on any of the user's indexed storage devices and establish some kind of \link"
between them.

We performed two experiments to evaluate the e�ectiveness of the chosen image
similarity metrics with respect to establishing those provenance relationships. The goal
of the �rst experiment was to assess the performance of the algorithms and to determine
their sensitivity with regards to common image manipulations. For two modi�cation-
algorithm combinations (i.e. compression and resizing), we trained a binary classi�er.
In particular, we were interested in whether the algorithms were able to determine a
sharp threshold that separates all true positives from the true negatives. We then �xed
the thresholds and simulated the automatic reconciliation mode by running a query set
of images against a larger validation set and more image modi�cations. For each image
pair, the thresholds determine whether they are interpreted as perceptually identical.
The second experiment investigates the performance characteristics of the reconciliation
engine in user-driven mode. In that mode, it behaves similar to a search engine, hence
we use quality metrics designed for ranked retrieval. The experiments also aims to give
an indication of the expected user experience by analysing how many falsely identi�ed
matches a user has to skip on average until they �nd the true match.

Setup

A �rst version of the automatic test suite was designed in the Bachelor's thesis men-
tioned earlier [87]. For our work, we have revised and re-run the initial experiments
presented in that thesis. In particular, we have worked with a larger corpus ofrandom
images to model a more realistic end-user scenario. However, we have not touched the
construction of the signatures and have con�gured them as recommended in the ori-
ginal thesis. Because generating signatures and calculating distances are independent
operations, we have implemented a parallel version of the original test suite in Scala
using its parallel collection library. The main functionality of the test suite is to train
binary classi�ers (i.e. determine similarity thresholds) and to evaluate the trained clas-
si�ers against validation sets. The validation sets are constructed automatically from
a base set of random images. A con�gurable array of image processing operations (e.g.
compression) separates the base set into two collections. The �rst collection represents
the user's local corpus, i.e. the unmodi�ed images. The second collection contains pro-
cessed images and represents the images uploaded to an online service. In a last step,
the test suite then calculates performance measures, such as recall and precision, for
the trained classi�ers.

Hardware All experiments were run on a Intel Core i7-2700 machine with 4 physical
cores @ 3.50GHz and 24GB of RAM. The images were stored on a Intel SSD 520. All
the calculations were done in-memory.
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Automatic Classi�cation

The �rst experiment was designed to capture the classi�cation and runtime performance
characteristics of each algorithm when used in the automated reconciliation mode. Each
algorithm A produces signatures and o�ers a speci�c distance function. We callsigA (x)
the signature of imagex and distA the distance function ofA. By specifying a threshold
value T, we can obtain a classi�cation relationCA that is de�ned as follows:

CA := f (sigA (x); sigA (y)) j distA (sigA (x); sigA (y)) � Tg

The goal of this experiment was to empirically determine a threshold so that match-
ing image pairs can be classi�ed automatically. We use random images from Flickr for
all our data sets. Flickr provides dedicated image collections with random images se-
lected from di�erent photographers and di�erent motives4.

Methodology In a �rst step, we prepared a training set to train a binary classi�er.
We enforced a recall of 100% and use precision as our scoring function. To get a feeling
for the sensitivity of the threshold, we ran the training phase twice, once for a simple
resize modi�cation and once on the re-compressed training set.

4https://www.
ickr.com/groups/699494@N24/
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Table 4.2: Results from our training phase including non-functional measures. We decided to use accuracy as our scoring function to
�nd the optimal distance thresholds. Accuracy is de�ned asacc= T P + T N

P + N

Algorithm Modi�cation Accuracy Threshold ATS (ms) ATD ( � s) Size (byte)

Greyscale (GS)
Resizing 0.9999 0.0130

40.716 0.127 25
Compression 0.9999 0.0094

Discrete Cosine Transform (DCT)
Resizing 1.0000 0.1183

42.264 0.243 22
Compression 1.0000 0.0828

Discrete Wavelet Transform (DWT)
Resizing 1.0000 0.3301

41.505 0.823 100
Compression 1.0000 0.1165

Table 4.3: Performance results of the trained classi�ers against the validation data.

Resizing Compression Oil Filter Gaussian Noise High Contrast

Precision Recall Precision Recall Precision Recall Precision Recall Precision Recall

GS 0.997 0.994 0.997 0.992 0.988 0.838 0.999 0.796 0.167 0.009

DCT 1.000 1.000 1.000 1.000 1.000 0.994 1.000 0.985 1.000 0.809

DWT 0.994 0.997 0.995 0.999 0.995 0.998 0.991 0.999 0.993 0.991
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Training Phase Using Flickr's REST API, we fetched a set of 1 000 random images
for our training data and copied the images to the local �le system. We built the
ground truth by applying the two image modi�cations programmatically to the entire
data set and store the labelled image pairs inCA . Apart from the qualitative aspects
of each algorithm, we are interested in the following non-functional measures: 1) Av-
erage computation time required to calculate one image signature (ATS), 2) average
computation time required to calculate the distance between two signatures (ATD) and
3) storage space required for one image signature. Table 4.2 shows the result from the
training phase. While all algorithms performed comparably in terms of average time
to compute the signature, they di�er greatly in the time needed to compute the corres-
ponding distance metric. The storage requirements for the signatures are an immediate
consequence of the optimal parameters for each algorithm. Interestingly, DWT uses sig-
ni�cantly more bytes per signature to achieve similar performance. As we can see from
the results, there is a di�erence in the thresholds between resizing and compression.
In the automatic reconciliation mode, we favour precision over recall. This decision is
based on the design goal to only provide automatic links with a high con�dence. If
this part of the reconciliation engine produces too many false positives, users are very
likely to disable the functionality altogether. As a consequence, we are going to use the
more conservative (lower) threshold of 0.0094 for the GS algorithm. Because the DCT
as well as the DWT algorithm achieved perfect accuracy in both conditions, we choose
the higher thresholds, 0.1183 (DCT) and 0.3301 (DWT), as the de�nitive values for our
binary classi�ers in order to boost recall.

Validation Phase Using Flickr's REST API, we fetched a larger set of 10 495 random
images to represent the user's local photo collection. We randomly selected 1 000 images
to simulate the set of images being uploaded to a image hosting service. To evaluate
the performance of our trained classi�ers, we built theground truth by applying several
typical image modi�cations programmatically and independently to this subset of 1 000
images. In order to investigate the sensitivity of our classi�ers with respect to more
sophisticated image manipulations, three more modi�cations were added: Oil Filter,
Gaussian Noise and High Contrast. Please refer to Appendix C.2 for a description of
how these image manipulations have been performed. In total, we ended up with 5
query sets with 1 000 images each and an image corpus of 10 495 \original" pictures.
Each image in a query set has exactly one true match in the local photo collection.

Results The results from our validation phase are shown in Table 4.3. GS performed
surprisingly well, given the fact that it is the easiest to implement and also the simplest
regarding complexity. But not unexpectedly, the high contrast condition completely
throws o� such a naive, intensity-based similarity metric. Overall DCT and DWT
outperform GS by far and achieve perfect precision in all conditions while still retaining
a high recall. In general, this means that the frequency domain, or the wavelet-domain
in the case of DWT, contains much more useful information than the spatial domain.
For example: Applying a �lter like the Oil Filter , does not signi�cantly change the
presence (and magnitude) of certain frequencies, but does change the location (and even
the area) of pixels in the image space by quite a bit. We therefore declare both DCT
and DWT as excellent choices for automatic reconciliation of near-duplicate images.
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User-Driven Reconciliation

The second experiment was designed to assess the performance of the reconciliation
engine when it performs a �le-driven similarity search as described in Section 4.3.5.
Similar to search engines, each algorithm now has to return a ranking of matching
images, ordered according to distance. Since there is no explicit rank cut-o� (threshold),
we need a quality metric that takes the relative order of images into account.

Quality Metrics A good candidate metric isaverage precision(AP) at position k.
By calculating the mean value of that metric over a set of queries, one can determine the
mean average precision(MAP) at k. In addition, we propose a related quality metric
we call false positive count(single query) andaverage false positives(multiple queries).
For a single query, the false positive count measures how many negative results the user
has to skip until they have found the �rst true match. We argue that this metric is a
better estimate for the expected workload of a user determined to �nd all provenance
relationships of an entire set of images. In the context of establishing provenance, a
user will most likely select the �rst perceptually identical image. Within our test suite,
this metric is equivalent to the inverse ofAP � 1, if the query has exactly one true
match.

Modi�cation Algo. MAP@5 AFP

Resizing

GS 0.998 0.009

DCT 1.000 0.000

DWT 0.999 0.089

Compression

GS 0.997 0.011

DCT 1.000 0.000

DWT 0.999 8.172

Oil Filter

GS 0.992 0.115

DCT 1.000 0.000

DWT 1.000 0.000

Gaussian Noise

GS 0.981 0.409

DCT 1.000 0.000

DWT 0.999 0.016

High Contrast

GS 0.739 63.043

DCT 0.999 0.003

DWT 0.997 4.127

Table 4.4: Performance in user-driven mode

Results To compute these quality metrics, we used the same collection and query sets
created in the �rst experiment. Table 4.4 shows the result of the ranked retrieval quality
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measures. Again, DCT and DWT excelled in this experiment, with DCT achieving
almost perfect results. Even with the naive grey scale approach, we can already achieve
a very high precision in certain scenarios. The only surprising result was the relatively
high AFP value for DWT in the compression and high contrast scenario. A closer
inspection of our results revealed that this seemingly poor performance was caused by
only a couple of images for which the algorithm produced many false matches before
�nding the true match, thus skewing the average value considerably. Apart from these
outliers, the overall performance of the DWT is excellent. Our results indicate that these
algorithms are very robust with respect to minor image manipulations such as resizing,
compression and minor image alterations (e.g. small changes in contrast/noise). We
conclude that the third use case from our initial motivation is indeed feasible and that
elementary computer vision algorithms are already su�cient to achieve a very good
performance.

Discussion of Results

The results in the previous sections substantiate our initial idea that similarity metrics
can \�ll in the gaps" which may occur in provenance chains when users upload images
to external services. For both proposed execution modes of our reconciliation engine
(automatic and user-driven), the algorithms we evaluated seem to �t our purpose. We
were surprised to see our naive greyscale approach perform really well, though it has
been outperformed by DCT and DWT in speci�c areas. The latter algorithms are also
very resilient to minor image manipulations that are often applied by users when up-
loading pictures to external services. Even though we used rather basic, non-optimized
implementations of standard algorithms from the literature, we were already able to
obtain very good results, giving further credit to the idea that desktop provenance
systems can in fact pro�t from information retrieval techniques.

4.4 Architecture

To demonstrate the feasibility of our approach and to exemplify the concepts proposed,
we have developed a reference implementation of the Memsy environment. Because
our system should be accessible independently of any individual computing device, we
opted for a classical client-server architecture. Figure 4.4 illustrates the conceptual
architecture of the Memsy environment.

Memsy Globalis the name of the central service that manages the uni�ed view of a
user's personal information space and is supposed to run on a dedicated server. On the
client-side, we deploy background services calledMemsy Local, which are responsible
for observing the users' �le activities. They also monitor the currently attached storage
devices. These client-side background services are complemented by a set of user-centric
tools that provide appropriate user interfaces to start enquiries about �les and aid the
user in the information tasks outlined earlier.

Together, these services provide the necessary functionalities to realise a version-
aware computing environment for end-users. Both the local background service as well
as the central service expose parts of their functionality as RESTful APIs. For each
supported �le system event, there is a corresponding API method o�ered by Memsy
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Global. The crawlers and watchers for online services run on Memsy Global because
it does not make sense to assign that responsibility to an arbitrary client. In addition,
Memsy Global is the only party of our architecture which is required to be always
online. Conversely, only the clients can run watchers for their local �le systems. The
logic of the indexing component is shared between client and server. Some client-side
tools communicate with Memsy Local and Global whereas others communicate with
the local background service only. We are now going to describe the responsibilities of
the components of Memsy Global and Local respectively.

4.4.1 Memsy Global

Memsy Global is responsible for managing a global view of all the personal �les and
receiving and processing updates from the clients. It also stores information about all
managed computing devices and the last known location of storage devices. In line with
the concepts developed previously, the server is comprised of four components.

Global Resource Catalogue This is the main service that orchestrates all involved
components and communicates with various client services and tools. A �le that is part
of the (global) resource catalogue is called amanaged �le . All other �les, including
those that are not part of the user's PIE, are calledunmanaged . The global resource
catalogue is responsible for collecting updates from client devices as well as cloud storage
and image hosting services. Events are processed by the reconciliation engine and
eventually applied to the �le history. In summary, the global resource catalogue provides
a uni�ed view of a single user's personal information environment by ensuring that each
�le is not only uniquely identi�able but can also be located in a unambiguous way.

Figure 4.4: Architecture for a Version-Aware Environment
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Reconciliation Engine This component realises our �le integration pipeline as in-
troduced in Section 4.3. Files that are already managed are recognised based on �le
hashes and matching �le paths. The engine is also responsible for reconciling external
�les, which either have not been tracked before or cannot be tracked reliably (e.g. �les
hosted on an external service beyond our control), with existing �le histories. In both
cases, the goal is to integrate those �les into the �le history graph.

Online Service Crawler Retrieves and processes �les stored in cloud storage services
and social media sites. In order to access these online services on behalf of the user, the
central server application needs to be authorised as a third-party application for each
external service individually.

File History Graph The �le history graph manages the �le histories for all observed
�les. It is essentially a database that stores not the actual �le content but just the
metadata required to identify and locate the �les across devices and services. It gets
updated whenever the user modi�es a �le that is already part of the \global view",
i.e. a managed �le.

4.4.2 Memsy Local

On each computing device that is part of the user's PIE, a client-side background ser-
vice is deployed that monitors the connected storage devices and tracks the user's �le
activities. Activities are sent immediately to the server if the device is online, other-
wise they will be locally cached directly on the storage device where these operations
occurred. This means that the cache actually travels with the storage device. As a
consequence, if, for example, a USB drive is shared between computers that are both
currently o�ine, the order of operations on that USB 
ash drives is always guaranteed
without the need for complicated time-synchronisation.

Computing devices also synchronise the list of connected storage devices upon star-
tup and whenever the list changes. This information is used to tell users about the
last known location of \movable" storage devices (such as USB sticks). For example,
we could inform the user that the latest version of their presentation was last seen on
the Kingston USB 
ash drive which was connected to their home desktop computer
yesterday. To protect the user's privacy and also limit the impact on the system's
performance, we only monitor the folders and/or devices that the user has selected
explicitly. Another important step that happens on the client-side is the address trans-
lation from the global namespace to the actual location of a �le. Translations are
required whenever the user (or any other application for that matter) needs to physic-
ally access the content of a �le version retrieved from the global catalogue. Because the
client knows the global identi�ers and the mountpoints of all locally connected storage
devices, it can resolve them at runtime. This is especially useful on the Windows plat-
form, where the mountpoints (drive letters) of external storage devices usually depend
on the order in which they were connected.
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4.5 User Experience

In line with our proposed architecture, we are now going to sketch the user experience
possible when lightweight version-tracking is built into the familiar desktop environ-
ment. We will follow Patricia, our artist from the �rst scenario of our motivation and
show how she can pro�t from the Memsy environment.

Before Patricia can keep track of her resources, she has to setup her individual
Memsy environment. In doing so, she tells the system about all the parts that comprise
her personal information environment. Luckily, her company has already deployed a
central installation of the global resource catalogue and has assigned her a Memsy user
account. So she starts by installing the Memsy client on her o�ce computer. Using the
integrated con�guration utility, she is able to add local project folders to the controlled
environment individually. This allows very �ne-grained control over which parts of
the �le system are actually monitored. Similarly, she connects her personal USB 
ash
drive to the computer and adds it as well. Storage devices can also be labelled to
make it easier to recognize them when they show up in search results. Now it is time
to con�gure which online services should be monitored and how often they should be
scanned for changes. At this time, Patricia decides to link her Dropbox account to
her Memsy account. Of course, new devices and services can also be added any time
later. Back home, she installs the Memsy client on her laptop and con�gures her usual
working folders. The setup phase is now complete and the global resource catalogue
has already been populated with the initial set of �les. From this moment on, �le
histories are created silently in the background and each �le operation is propagated to
the global resource catalogue. Note that each storage device, even external ones, have
to be con�gured only once as their settings are stored directly on those devices.

Work
ow

After setting up the environment, Patricia can continue to work as usual. She neither
has to change her regular work practices, nor use adapted applications to work with
her �les. She can freely create, move, rename, copy and delete �les and also create new
folder structures within the folders that are being monitored. Once she is interested
in where the latest version of a particular �le is, she can follow a simple procedure
(see Figure 4.5). (1) We use small overlay icons in the �le manager view to o�er a
quick glance of the current �le status. From a user experience point of view, this works
similar to the overlay icons in desktop integrations of popular cloud storage services (e.g.
Dropbox) or version control systems (e.g. TortoiseSVN). A tick symbol indicates that
the current �le is up-to-date whereas an exclamation mark warns the user that a more
recent version might be stored somewhere else. Such icon overlays provide a simple and
unobtrusive way of providing status information to end-users. They integrate nicely
with the desktop experience, work in all standard �le dialogues and are very well-suited
to handling directories with a large number of �les. (2) To further investigate, we have
added a few Memsy-speci�c commands to the context menu that appears whenever
the user right-clicks any �le (even unmanaged ones). (3) If the user selectsShow latest
versions, we launch the Memsy Companion app, a small desktop utility that displays
information retrieved from the global resource catalogue. In Figure 4.5, an example
listing is shown, indicating that there are two newer versions located on other devices
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Figure 4.5: Patricia has compiled list of artworks she wants to present to a client. She
notices that some �les have newer versions stored somewhere else (1). She invokes the
context menu (2) to learn about the locations of those versions (3). [This screenshot was
altered to reduce clutter. All Windows-related and third-party context-menu entries
have been removed manually.]

or services. Because the Memsy Companion app runs locally and can communicate with
the local background service to retrieve the list of currently attached storage devices,
it can immediately show for each version whether that particular �le can be accessed
locally. For entries that are currently not available, the user can hover over it to learn
about its last known location (the USB 
ash drive in this example).

Similarity Search

The other end-user functionality that can be invoked from the context menu is the abil-
ity to search for similar �les. Though not directly part of our initial research questions,
the �le-driven similarity search is essentially a by-product of the reconciliation engine
and works as explained in Section 4.3.5. In user-driven mode, it produces a (ranked)
result set of similar �les. We exemplify this with a small follow-up scenario.

Our protagonist Patricia has recently discovered one of her sketchings on the desktop.
She uses the desktop as her temporary workspace and has therefore decided not to track
it. When she opens the �le, she immediately remembers that she used this artwork as
a template for several derivative works, though she cannot remember where they are
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Figure 4.6: Similarity Search

exactly. That is why she �res up the Memsy Companion app to search for similar �les
(see Figure 4.6). She learns that there not only exists an exact copy on an external
storage device (�rst entry), but also two similar (but not identical) �les exist with the
same name. While she can directly access the locally available version in theDigital
Library Association folder and inspect it further, the other version is located on an-
other machine. However, by clicking on theExplain button (magni�ed clipping) more
statistics can be discovered. In that way, similarity metrics help to judge whether it is
worth going to the other computing device for further investigations.

4.6 Implementation

Both services (Memsy Global and Memsy Local) have been implemented in Scala5, a
JVM-based, multi-paradigm programming language that o�ers functional and object-
oriented constructs. Any Java-based library can also be used from Scala. All commu-
nication happens over HTTP and data is exchanged as JSON. We have chosen this web
technology-centric approach because it allows us to seamlessly mix various technolo-
gies from high-level web interfaces down to low-level desktop integrations such as shell
extensions. It also simpli�es client-server interactions and the interoperability between
all involved services.

5http://www.scala-lang.org/
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4.6.1 Central Server

The central web service has been built with a micro web framework called Scalatra6.
This framework was inspired by Sinatra7 and o�ers a similar syntax to de�ne HTTP
routes. Under the hood, Scalatra applications use the familiar Java servlet stack and run
thus in any compatible servlet container. We have chosen Jetty because it is the default
container for Scalatra projects. Memsy Global also manages the �le history graph. As
a backend for our �le history graph, we use Neo4j8, a Java graph database, which is
a perfect �t for the data model of our �le history data structures. To incorporate a
number of popular online services, we have implemented crawlers for DropBox, Google
Drive, OneDrive (formely SkyDrive), Facebook and Flickr. The former three cloud
storage crawlers process all supported �les whereas the latter two only retrieve and
process images. Even though only the extracted metadata is stored eventually, all
online �les have to be downloaded �rst in order to process them locally on the central
server. To avoid unnecessary computations, each crawler only retrieves the �les that
have been changed since the last run of that crawler.

4.6.2 Background Clients

Memsy Local is a Scala console applications that runs in the background. Each instance
communicates with the server using a REST-style HTTP API and JSON as the data
exchange format. To capture �le system events, we could make use of the new Java 7 File
API (NIO.2). However, even though this new �le API has facilities to monitor folders
for changes, we decided to use the jpathwatch9 library instead, because it additionally
o�ers a �le renamed event for Windows and Linux which is not available in the standard
API.

If a new storage device gets added to our environment, we request a unique identi�er
from the server and store it in the device's root folder in a property �le. This allows
us to reliably recognize external storage devices such as USB 
ash drives or external
harddisks when they are moved between computers. Unfortunately, Java does not
natively support device noti�cations for USB drives. To work around this issue, we
periodically poll the list of mounted �le systems for changes, which works reasonably
well.

We have implemented the storage device cache as an event-queue backed by a trans-
actional embedded database called HSQLDB10. That queue is consumed by a back-
ground thread and entries are only removed if the event was successfully submitted to
the server. Otherwise, processing is halted until online connectivity is restored. Since
all events (update, move, rename, delete) are idempotentif executed in order, we not
only achieve at-least-once semantics but can also guarantee that all locally observed
transactions are eventually re
ected correctly in the global �le history graph.

6http://www.scalatra.org/
7http://www.sinatrarb.com/
8http://www.neo4j.org/
9http://jpathwatch.wordpress.com/

10http://hsqldb.org/
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4.6.3 Indexing Services

Processing �les includes reading essential �le properties (full �le path, size, last modi�ed
etc.) and the extraction of �le-speci�c metadata where available. Wherever possible,
we utilise the Java standard libraries to perform operations at the �le system level.
To calculate �le hashes, a fast MD5 implementation11 was used which was developed
primarly by Timothy W Macinta. The library has been released under the GNU LGPL
license version 2.1.

To compute the image signatures presented in Section 4.3.4, we rely on the student's
Java implementations of these algorithms [87]. Basic image operations are performed
with functions from the Java standard library. While the metadata may be collected
by indexing components running on client devices as well as the central server, the
reconciliation of �les and the similarity search are executed entirely on the server.
The extractors as well as the �le crawlers make use of Scala's actor-based concurrency
model to achieve a higher degree of parallelism. For example, while an image processor
calculates the perceptual hash for a particular image, the Facebook crawler can already
retrieve the next image from the user's Facebook account.

4.6.4 Desktop Integration

The user work
ow from Section 4.5 has been implemented for the Windows platform
using a number of high- and low-level technologies. On one hand, we have developed
Windows shell extensions to provide a more integrated desktop experience on Windows
machines. On the other hand, we have created a user-oriented tool that allows easy
enquiries of the global �le history.

Shell Extensions

Both icon overlays and the context menu have been realised as Windows shell extensions.
To indicate a �le's status, an icon overlay handler was created for the Windows Explorer
that queries the local Memsy installation, which in turn may have to ask Memsy global
for the current status. Because icon overlays are precious resources in Windows (only
up to 16 handlers can be registered), our integration re-uses the icon overlay infrastruc-
ture provided by the TortoiseOverlays project. TortoiseOverlays provides a common
infrastructure for many popular desktop integrations of version control systems such
as Subversion, Git and Mercurial. This makes the icons easily recognisable by users of
any of these solutions. Icon overlays provide a quick and easy way to inform end-users
about the current �le status and work e�ciently even with large directories because
they are only loaded for �les that are visible in current the viewport of the Windows
Explorer.

We di�erentiate between three states of a �le that is being monitored by Memsy:
Most recent version (tick symbol), outdated version (exclamation mark) and indeterm-
inate (question mark). The latter marks �les that are not yet in the local cache. This
is vital since each status update requires a request being sent to Memsy Global which
might take several milliseconds. For directory listings with hundreds of �les, it is not
acceptable to block the user interface until all those requests return.

11http://twmacinta.com/myjava/fast md5.php
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To further interact with Memsy from within the Windows Explorer, a shortcut menu
handler has been implemented that adds Memsy-speci�c commands to the context
menu of a �le when a user right-clicks it. In addition to the commands presented in
Section 4.5,Jump to latest opens the folder where the latest version is stored, if it is
stored somewhere locally. If it is stored on a cloud service, it opens the corresponding
web page. Should neither of those two options be possible, we launch the Memsy
Companion app that provides further options to investigate the current location of the
latest version.

Memsy Companion App

The two shell extensions are complemented by the Memsy Companion app, a Chrome
app based on HTML5, JavaScript and CSS. Chrome apps resemble native desktop ap-
plications but can be built using web technologies and use Chrome as their runtime. The
Memsy Companion app can communicate with the local background service as well as
the global resource catalogue to o�er its search facilities to the end-user. Again, all com-
munication is done using the HTTP stack and JSON as the data exchange format. All
functionality has been implemented with AngularJs12, a client-side JavaScript frame-
work for single-page web applications. It features declarative two-way data binding and
allows developers to extend HTML with custom tags. To provide a visually aesthetic
user experience, the user interface is based on Bootstrap13, a front-end framework which
provides coherent CSS styles for most HTML elements. Our latest implementation uses
AngularJs 1.3.15 and Bootstrap 3.3.4.

The Memsy Companion app provides two crucial end-user functionalities: Querying
the �le history graph and similarity-based search for related resources. It is invoked
either from the shortcut menu handler of a single �le or explicitly from Chrome's app
launcher. In the latter case, a user can drag-and-drop �les to learn more about them.

4.7 User Study

To evaluate the Memsy environment, we conducted a small user study that aimed to
gain valuable insight into work practices and strategies with respect to keeping track of
resources across di�erent devices. The user study was conducted in a laboratory setting
and had three primary goals. Firstly, we wanted to determine the e�ectiveness of our
proposed environment with regards to helping users in answering questions concerning
the whereabouts of latest versions of O�ce documents. More speci�cally, we wanted
to test the following hypothesis H1: The Memsy environment is e�ective at keeping
track of documents across di�erent devices.Secondly, we aimed to assess the usability
of the Memsy Companion application and to test the second hypothesis H2:The level
of desktop integration and information presented is appropriate to be able ful�l the
information tasks as outlined in the problem statement.Lastly, we aimed to gather
general feedback about the perceived usefulness of our system and whether participants
can imagine to use such a system in the future.

12https://angularjs.org/
13http://getbootstrap.com/
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A comparative evaluation with the regular desktop environment was not considered
for several reasons. On the one hand, the level of expertise with respect to the desktop
environment (in particular the �le managers) varied greatly between the participants
and would have been di�cult to factor out. On the other hand, the main tasks of
the study involved locating newer versions of �les, possibly stored on other devices.
With the standard tools provided by today's operating systems, this is simply not
possible and would have caused an unfair bias of the study towards our system. A
comparison with traditional versioning systems was dismissed because they follow a
completely di�erent interaction model where users have to explicitly commit, push
and pull changes. Additionally, they serve a di�erent purpose than our version-aware
environment.

4.7.1 Participants

Our participants were recruited from an interdisciplinary European research project
where our group is a partner. This allowed us not only to recruit computer scientists
and researchers in information and communication technology (3 professors, 3 research
assistants), but also people from media education/pedagogy (4), plus a designer and an
architect. In total, we had 12 participants (half of them female), from industry as well
as from academic institutions. Though we had a rather small group of participants, they
were from 5 di�erent institutions and companies with quite di�erent work settings. We
argue that a diverse set of study subjects yields more interesting results than a large,
but homogeneous, subject pool.

4.7.2 Setup

We decided to model the study after the �rst use case of our motivation in the intro-
duction (Section 1.1), albeit with a more complex personal information environment,
i.e. more devices. We set up three work stations in the same room to represent di�er-
ent work settings: 1) Desktop at the O�ce, 2) Desktop at Home, 3) Notebook while
travelling. Each work station was equipped with a USB stick that had a label on it.
All 6 devices had been con�gured to belong to the same Memsy user and all necessary
tools had been pre-installed on the workstations.

We prepared a set of 20 �les for our hypothetical Memsy user: 5 presentations
(PowerPoint), 5 reports (Word) and 10 images (JPEG). These �les had been copied to
each workstation and reconciled with the global resource catalogue, ensuring that all
three copies of the same �le share the same �le history to begin with. After each round
in our study, we reset the workstations to their initial conditions.

4.7.3 Procedure and Tasks

We divided our 12 participants into groups of 3 persons. All participants of a group
were invited at the same time and each participant was randomly assigned to a desig-
nated workstation. The study then started with a pre-task questionnaire that collected
background information about participants' experiences with �le managers and about
their current techniques regarding version management of documents and copying �les
between devices.
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The main study was a sequence of information management tasks, where each
participant performed exactly the same steps and had to answer the same types of
provenance-related questions. However, each participant worked on a di�erent subset
of the �les and had to answer questions concerning yet another subset of the �les. As
a result, they could not possibly know what had happened to the same set of �les on a
di�erent machine. This constructed situation was chosen to replicate, in a lab setting,
the real-life situation where a single user has forgotten or does not remember exactly
where the latest version of a �le is or if they have worked on that document at all. All
task descriptions as well as the full pre- and post-questionnaire can be found in the
Appendix B.

The study was divided into two parts. In the �rst part, participants were asked
to perform three common �le management and document editing tasks: Update and
rename a presentation, copy an image to a (newly created) subfolder and modify it, copy
a report to the USB drive and modify it. Though we asked participants to follow our
instructions closely, we did not tell them how to accomplish the tasks. It was up to the
individual user to decide whether they would work with keyboard shortcuts, drag & drop
or context menus. If they made a mistake (e.g. copied the wrong �le), we asked them to
revert the change in a manner that they saw �t. The intention behind that part of the
study was that participants should get an impression of what it means to work within
the Memsy environment. Ideally, they would realise that they do not have to adapt their
work style and could perform �le management operations the same way they normally
do. At that stage, the Memsy background service monitored the �le management
operations behind the scenes (no explicit user interaction necessary) and reconciled the
changes with the global �le history graph. In the second part, participants were asked to
gather information for an upcoming presentation (1 presentation, 1 report, 2 images).
To answer those questions, they could invoke the Memsy Companion app from the
context menu, as was shown in Figure 4.5 (Sect. 4.5). After the study, participants
were asked to �ll in a post-questionnaire about their experience.

4.7.4 Results

In total, each participant had to perform 6 individual �le operations (modify, rename,
move) in the �rst part and 4 �le inquiry tasks in the second part. To complete such a
task, they had to indicate if there is a newer version, and if there was, where the newer
version was stored (location, drive and path). Because those information tasks depended
upon the execution of the correct �le management operations of a real study participant
in the �rst part, mistakes made in the �rst part by one participant propagated to the
second part of another participant. This was the case for 2 tasks, resulting in a total
task completion rate of 95.83 %.

Work Practices In our pre-task questionnaire, we asked participants about their cur-
rent work practices with regards to two key information management tasks, managing
versions and copying �les between devices. In both questions, multiple answers were
possible. By far the most popular method for managing multiple versions of o�ce doc-
uments is a personal �le naming scheme (10 participants), whereas folder structures are
less popular, but still used by half of the participants. While revision control systems
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Figure 4.7: User feedback in the post-task questionnaire. Seven-level Likert scale from
1 (strongly disagree) to 7 (strongly agree).

are widely used to manage source code, our results indicate that they are consider-
ably less popular to manage versions of documents (4), let alone to share �les between
devices (2). None of our participants used a dedicated document management system
such as SharePoint.

Interestingly, even though all 12 of the participants use cloud storage services to
move �les between devices, almost none (2) use the implicit versioning provided by
some cloud providers. This might also be due to the fact that popular services such as
Dropbox or Google Drive by default only store previous versions up to 30 days. We con-
clude that cloud storage services have become a ubiquitous tool to transfer �les between
machines. However, other means to move �les, such as USB sticks (11 participants) as
well as the infamous e-mail to yourself (11) still seem to have their uses. We believe
that these results a�rm some of the assumptions underlying our initial use case and
further inform our proposed approach.

User Feedback We are now going to discuss the results from the post-task question-
naire (see Figure 4.7). For each of the statements in that �gure, we asked participants to
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rate their level of agreement on a 7-point Likert scale, where 1 meansstrongly disagree
and 7 strongly agree.

The tool (i.e. Memsy Companion app) as well as the entire experience o�ered by our
version-aware environment received fairly positive ratings. Most participants felt it was
well-suited for the task at hand (median 6), that it was easy and intuitive to complete
the task (median 6), and that they were e�cient in doing so (median 6). Participants
also agreed with our underlying assumption that existing tools [o�ered by the operating
system] provide poor support for the task (median 6). However, while many participants
could relate to the task (median 5), most users (mode 4) were undecided in believing
whether such a tool would actually be useful for them. These general concerns were
also re
ected in some of the feedback we received, for example P3 noted: \The general
issue is what do I actually do when I realize that I don't have the most recent version
in front of me."

We conclude that while our prototype is successful in providing users with an in-
dication of the current location of newer �le versions, we may need to provide more
information to end-users to help them make more informed decisions when confron-
ted with multiple versions on di�erent devices. As P9 pointed out, \[The tool should
provide] some overview of what kind of change has been done" and P10 agreed by saying
\ [The tool should] provide the di�erences of versions (visual comparison of versions)".
We have incorporated that feedback in the design of our personal resource management
layer which we are going to present in the next chapter. With regards to our chosen
desktop integration, reactions from our test users were quite positive (median 6) but
some expressed a preference for an even deeper integration with the regular desktop
computing environment. As a consequence, we also experimented with other forms of
desktop integrations (see Chapter 7).

4.8 Discussion

The Memsy environment introduced in this chapter has been designed as an attempt
to tackle the challenges that arise in the fragmented setting of today's end-users and
professional information workers. As such, we do not regard it as an isolated application
but rather as a viable contribution to an important piece in the greater puzzle that is
personal information management. Due to the non-intrusive nature of our architecture,
we remain compatible with previous solutions that operate at the �le level.

Probably the work closest to ours is the copy-aware computing ecosystem from
Karlson et al. [72]. Apart from sharing their vision of a copy-aware enhanced user
experience, they also introduce the concept of a versionset as a conceptual model of
a single entity (e.g. the combined versions of a documents). We note the similarities
between their concept of a versionset and our �le histories but acknowledge the more
far-reaching implications of their model. While their prototypical implementation was
primarily intended to capture copy/paste events between applications and/or the �le
system, we focused more on extending the observable information environment to in-
corporate multiple devices and �le hosting services. Even though they do not explicitly
exclude multiple devices from their approach, they provide little detail of how several
devices would actually collaborate in a multi-device copy-aware environment. We be-
lieve that both approaches could bene�t from each other and that a combined user
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experience could be the key to a comprehensive solution.
We believe that the idea of a consolidated, global resource catalogue could bene�t a

number of existing PIM tools. Therefore, we would like to see our work as fundamental
building block for more sophisticated PIM tools that build on top of it. For example,
the tagging-based system Phlat [32] uses properties of the NTFS �le system to associate
tags directly with �les. As the authors note, this is a major limitation when �les are
copied to USB 
ash drives, which often use non-NTFS �le systems. The same is true
with many �le and image hosting services and essentially means that �les would lose
their tags within those environments. By synchronising these tags with the �le nodes
in our �le history graph, we could transfer tags more reliably across device and system
boundaries. This approach also opens up new possibilities and use cases. For example,
tags could easily be propagated to newer versions of the same document. Similarly, if we
have established a provenance relationships between locally stored (original) pictures
and versions of those pictures uploaded to Facebook, we could propagate Facebook
comments back to the original image �les and make them available to the user on the
desktop. Another nice property of a global resource catalogue is the ability to attach
attributes to �les in external information repositories such as cloud storage services even
though these services might not support custom attributes natively. We will explore
and exploit these ideas in the next chapter.





5
Personal Resource Management

In this chapter, we describe how an information management layer can be built on top
of Memsy's distributed core infrastructure described in the previous chapter. Our ap-
proach is divided into three phases that gradually build towards a distributedPersonal
Resource Management(PRM) system that aims to re
ect best practices of modern PIM
tools.

Files are not the only type of personal resources we would like our system to handle,
so in the �rst phase, we extend Memsy's basic data model to incorporate arbitrary
resources. Such a model has to be 
exible enough to incorporate both the �le histories
presented in the last chapter as well as personal resources stored in external information
repositories. We then introduce the notion of aMeta Resourceas a new concept to
facilitate personal resource management. A meta resource acts as an aggregating unit
for semantically related resources and is intended to represent theconceptualresources
that users manage and organise. Memsy's resource model and the implications of meta
resources are described in Section 5.1.

The second phase's purpose is to conceptualise the organisational features that an
ideal PIM system should o�er as �rst-class citizens to classify information. Thanks
to our comprehensive analysis in Chapter 3, we have extracted several features and
techniques that are type-agnostic and can thus be applied to any kind of PIM sys-
tem, regardless of its particular domain. In Section 5.2, we formalise the underlying
mechanisms and devise a set of guidelines that describe how those features should be
implemented correctly on a functional as well as on a user interface level. Consequently,
we also present corresponding �lter mechanisms and user interaction paradigms to make
e�ective use of these features at retrieval time. We believe that our �ndings provide
valuable recommendations for any developer planning to implement these features in
an information management application, domain-speci�c or otherwise.

In the last phase, we transfer the ideas and concepts developed to the Memsy plat-
form. Due to its distributed nature, we decided to realise the user interface of our PRM
layer as a web application that runs on Memsy Global. As a consequence, users can
organise their resources uniformly, regardless of where their actual representations (con-
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tent) are currently stored. We also extend the Memsy Companion app with the ability
to manipulate user-driven attributes, in order to make resource management part of
the version-aware environment and to integrate it into the user's desktop work
ow.

5.1 Core Concepts

So far, our approach has focused on�le resources at the �le system level. To address
the many other manageable elements in a user's personal information space, we need
to generalise our approach. To guide the design of an extended information model, we
mandated that it has to ful�l two fundamental properties. First, it should not matter
where the resources being managed are stored. They could be stored in the �le sys-
tem, in an online service or inside an application-speci�c data store. Second, arbitrary
attributes should be assignable to those resources. These are basic requirements and
many similar models have been proposed in the literature [38, 71]. The termresource
is rather general and often has di�erent meanings depending on the context. Within
our approach, it is de�ned as follows:

De�nition 1. Resources are entities that are uniquely identi�able and referenceable by
a URI, a uniform resource identi�er. A resource maps to zero or more representations.

Formally, our de�nition of resources is almost identical to the de�nition in the URI
standard1, but conceptually, there is an important di�erence. Resources in Memsy are
proxy objects for any piece of uniquely identi�able information stored externally. This
makes sense because we do not aim to integrate and store the information directly as
part of our system. Instead, a resource in Memsy is some sort of a \surrogate" for
an external information item to which we want to attach arbitrary attributes (key-
value pairs). Classi�cation and organisation of information happens by assigning these
attributes to resources. We will use that mechanism later to realise the organisational
features described Section 5.2.

A representation of a resource is an instantiation of the entity identi�ed by it. Rep-
resentations can be static �les, database records or composited on-the-
y when the re-
source is resolved. To specify the (�le) format of a representation, we use Internet media
types (formerly known as MIME types), which are standardised identi�ers to describe
the type of data. The o�cial registry of media types2 is managed by the Internet As-
signed Numbers Authority3 (IANA). The representation of a web URL might be a web
page with a media type oftext/html and the representation of a Word document might
be a �le with a media type of application/vnd.[..].wordprocessingml.document
(some parts omitted for the sake of brevity).

The identi�cation of objects via URIs is also the canonical way to reference resources
in the Resource Description Framework4 (RDF). In theory, any information that is
uniquely identi�able by a URI is considered a resource and could be added to our
system. In practice however, we are not interested in storing abstract concepts such
as URIs that refer to mathematical operations, feelings or namespaces. The URIs we

1https://www.ietf.org/rfc/rfc3986.txt
2https://www.iana.org/assignments/media-types/media-types.xhtml
3http://www.iana.org/
4http://www.w3.org/TR/rdf11-concepts/
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Figure 5.1: High-level model of the resource management layer

store in our model need to be dereferenceable, meaning that they resolve to an actual
representation of the resource.

An overview of the main concepts we introduce in our model is given in Figure 5.1.
Resources may be semantically grouped together by meta resources and these meta
resources can be categorised into arbitrary collections. The sub-models for resources,
meta resources and collections will be discussed in turn.

5.1.1 Resource Model

Because resources may be stored locally in the �le system, online on the web or
within isolated/dedicated information repositories (both local and online), we distin-
guish between three di�erent types of resources. The main di�erence is where these
resources are located, that is how a URL has to be constructed to retrieve representa-
tions of the corresponding resource. Figure 5.2 shows our proposed resource model. We
have made this distinction primarily to facilitate the development of our system.File

Figure 5.2: Memsy's Resource Model
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Figure 5.3: Mapping from �le resources to �le histories

Resourcesmap to �le histories and are resolved to �le URLs at runtime.Web Resources
map directly to HTTP URLs and Object Resourcesmap to service- or application-
speci�c URIs. We consider these three types comprehensive enough for our purposes
and are going to explain each of them in more detail.

File Resources

File resources map to the �le histories we have presented in Section 4.2.2. An example
mapping is illustrated in Figure 5.3. In this example, the user intentionally modi�ed
older versions of the �le while newer versions still existed somewhere in their personal in-
formation environment. As a consequence, the �le history branched two times, thereby
creating alternative variants of the same original �le. To di�erentiate these variants, a
�le resource is created for each single strand in the coherent history of one �le. The
representations of a �le resource (i.e. the actual �les) are inferred at runtime and are
comprised of all \live" �le versions that belong to the associated �le history. A �le
version is live if at least one location is attached to it.

Each branch in our �le histories is associated with a separate �le resource. This is
motivated by the assumption that a fork usually marks the beginning of asemantically
new entity. Remember that a fork is created whenever the user modi�es an older
version of a �le. This entity is then captured in a new �le resource. As a result, each
�le resource points to the version node which denotes the root of a new branch in the
existing history. We note that �le resources are conceptually di�erent from the actual
�les stored in a �le system. This is similar to the notion of documents and \document
content" in Presto [39], though in our model, a �le resource may be represented by
multiple �le \contents".
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Web Resources

Web resources are externally managed, publicly available web pages that are retrievable
via a URL over HTTP(S). The reason why we have an explicit type for web resources is
that they can be navigated and retrieved quite easily by using a web browser we assume
is installed on any desktop nowadays. Consequently, we store their URLs directly as-is
in Memsy.

Object Resources

Object resources refer to entities managed in external, possibly online information re-
positories. Objects have an identi�er that is unique at least within the namespace
of the associated information repository. For instance, all nodes in Facebook's social
graph have a unique object ID, which is a 64bit integer. Each kind of object resource
has to be accompanied by anobject resolver. A resolver is responsible for converting
the identi�er of an object to a canonical URI, and, if necessary, to provide means to
retrieve the entity or navigate to it. With entities stored by online services, this is
mostly straightforward, because identi�ers are often mapped to URLs, e.g. a Facebook
contact identi�er 836304490maps to http://www.facebook.com/836304490. Other en-
tites, such as those stored in a Microsoft .pst �le (e.g. e-mails, tasks, calendar entries)
require more elaborate resolvers. Most importantly, such object resources are only suc-
cessfully resolved on the local computing device which has access to that particular
Outloook repository. In addition, Outlook has to be installed to open them.

5.1.2 Meta Resources

A meta resource is a grouping of semantically identical resources, similar to how linked
contacts work in the contacts application of the Android mobile operating system (see
Figure 5.4). The purpose of meta resources is to simplify the handling of related re-
sources and to avoid duplicate categorisation e�orts. The idea is that when the user
organises a particular resource (by adding an attribute or putting it into a collection),
that classi�cation should implicitly propagate to all semantically identical resources.

Imagine our artist Patricia. Lots of her artworks have been created in Photoshop
and are saved in the Adobe Photoshop format (PSD). To create customer-friendly
versions of these �les, she often exports them to common image formats such as JPEG
or PNG. In our history graph, the original and exported version of a �le will appear
in di�erent histories and are thus mapped to di�erent �le resources. This may be
inconvenient for Patricia because if she now assigns a tag to the original �le resource or
adds it to a collection, the related exported version will be left behind. To remedy that
problem, Patricia can combine the two �le resources into a meta resource and perform
classi�cation operations on the meta resource instead.

So what are semantically identical resources? This is quite arguably a rather philo-
sophical question. Ideally, resources are semantically identical if they refer to the same
real-world or virtual entity, that is the same person, place, document, image etc. A
frequent use case that results in semantically identical resources is the export of a �le
to a di�erent �le format. However, the decision whether two resources are semantically
identical is ultimately up to the user. To address possible ambiguities, meta resources
can be freely merged, split and re-combined. We are aware that such an aggregation of
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Figure 5.4: Meta Contacts in Android

resources is certainly possible in previous PIM models, but we would like to emphasise
the role this concept plays in our approach and have therefore made it a �rst-class cit-
izen in our model. A meta resource is fundamentally di�erent from a regular collection,
which is a container for arbitrary (meta) resources.

In our model, each resource is implicitly attached to a meta resource. Attributes
are by default added to the meta resource but can also be explicitly attached to a
speci�c resource. Whenever the user adds a resource to a collection, we transparently
add its meta resource to the collection instead. As a consequence, applications and user
interfaces built on top of the PRM layer only need to support one type of resource, the
meta resource.

Meta Resource Semantic Type System (Schema)

Even though we only store metadata about resources in our system and not the con-
tent itself, we would ideally collect enough information to adequately represent those
resources when we display them to end-users. In order to enable informative and appro-
priate visualisations, we introduce semantic types for meta resources. Each semantic
type de�nes certain characteristics that a resource has to possess in order to conform
to the schema type. Such a schema provides a number of guaranteed properties that
are especially useful for visualisation purposes. For example, the image type mandates
that the resource has to store a thumbnail of its primary representation. The result-
ing schema is de�ned only over meta resources to avoid redundancy in the model. It
is not our intention to provide a sophisticated ontology to model the entire personal
information space. This is why we do not need a richer data model such as RDF.

In our current instantiation of the Memsy resource model, we have de�ned a number
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Main Type Required Properties Subtypes

Thing name: String
Web Page
Wikipedia Article
Freebase Entity

Document title: String

Word
Presentation
Spreadsheet
E-Mail

People name:String

Place
name: String
longitude: Number
latitude: Number

Country
City
Point of Interest

Music

artist: String
album: String
genre: String
year: Number

Image thumbnail: Image

Table 5.1: The six semantic types in Memsy and some of the possible subtypes

of core types that we will callSchema Types. All meta resources have a main schema
type and an optional subtype. It is possible to create an empty meta resource with
a schema type and add resources later. In most cases however, the type of the meta
resource will be inferred from the resource that led to its implicit creation. For example,
adding a Word document (�le resource) will result in a meta resource being created of
type Documentwith a subtype of Word. Six main schema types are part of the current
model and their properties are summarised in Table 5.1. Subtypes may de�ne additional
properties (not shown). Our goal was not to have a comprehensive schema that models
all possible information types of a user's personal information environment, but rather
to have a broad range of di�erent types to illustrate the generality of the PIM concepts
that we have developed in this thesis.

Thing is the default type for all meta resources where no more speci�c type could be
inferred from the associated resource. The only required attribute for aThing is aname.
Meta resources of typeThing do not have any constraints with regards to the resource
types that can be associated with them. Things are especially suited to represent any
kind of web page or external entity. For example, any Wikipedia article or Freebase5

entity will be added as aThing to Memsy.

Document is the main type for all O�ce-related �le resources. Currently, Memsy
supports four di�erent subtypes: Word, Presentation, Spreadsheet and E-Mail. Word
meta resources are basically all text-based documents, such as text �les, Microsoft

5https://www.freebase.com/
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Word documents and PDFs. E-Mails are Outlook entities stored locally in .pst �les.
The other two types refer to their O�ce equivalents.

People is a type meant for resources that refer to personal contacts, such as friends,
family members or work colleagues. APeoplemeta resource is an excellent way to gather
several online pro�les of the same person in one place. The only required attribute for
a Peopleresource is a name.

Place is a resource that describes a particular location based on longitude and latitude
(e.g. latitude 37.423021 and longitude -122.083739). Several subtypes are available to
denote di�erent granularities of the place. These are: Country, City and Point of
Interest. Places basically capture any point on planet Earth. File resources cannot be
added to a Place meta resource but suitable candidates are Google Maps locations or
Wikipedia entries that encode geo information.

Music is reserved for resources that represent songs, for example MP3 �les. Because
MP3s store a lot of metadata in their ID3 headers, they are a good example of how we
can map metadata extracted from �les to type properties in our schema.

Image is, as the name implies, the schema type of meta resources that aggregate
images, photographs or illustrations. They have in common that it is straightforward
to generate thumbnails which can serve as visual representations of the resource.

We believe that these 6 types already model a large proportion of a user's per-
sonal information space. Moreover, each type has been carefully chosen to illustrate a
particular functionality of our proposed Memsy system.

5.1.3 Memsy Collection Model

One of the main design choices for any collection model is to decide whether a single
resource can appear in only one collection (single classi�cation folder model) or in
many (multiple classi�cation). In previous PIM solutions, the collection model was
quite often deliberately held very general and intended to subsume folders completely.
In such a general model, a collection can contain arbitrary resources of any type and
also other collections, allowing collections to be nested in any possible way. In most
cases, a collection was merely a container for resources and other collections, without

Figure 5.5: Memsy's Folder Model
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any further semantics. Still, such a generic collection model is already more powerful
than the strictly hierarchical folder model of �le systems. Most notably, the former
o�ers multiple classi�cations and does not constrain resource membership to a single
path. The 
exibility of such general collection models has been praised in previous
research [70] for good reasons. However, we have also seen that people are reluctant to
give up their folder structures [67], which is not surprising given the amount of e�ort
people have spent to create very elaborate folder structures. This is why for our system,
we decided to deviate from previous PIM solutions and propose a dual strategy that
combines hierarchical folders with a multifaceted collection model.

On the one hand, we have a traditional folder model where a �le is stored in ex-
actly one folder. The folder model is illustrated in Figure 5.5. This model is used
to automatically categorise the �le versions from our �le history graph. A �le ver-
sion is implicitly placed in a hierarchical folder structure that re
ects the �le's loc-
ation in the actual �le system. The root folder of that replicated folder structure
is the topmost observed folder of the �le's absolute path. For example, if we have
indexed a �le C:/Users/Patricia/Documents/Letters/Application_ETH.docx and
C:/Users/Patricia/Documents is the topmost observed folder, we implicitly create
the folder structure /Documents/Letters in our system. Imagine Patricia has also
added Dropbox to her personal information environment and her Dropbox folder con-
tains a �le called Report.docx in the subfolder/Documents/Letters . In Memsy, that
document will be �led into the same folder asApplication_ETH.docx and Patricia can
browse her global folder hierarchy in a uniform way. On the other hand, we introduce a
collection model that relates to meta resources. A collection may contain any number
of meta resources and each meta resource may belong to multiple collections.

A similar dual strategy is also found in Adobe Lightroom where users can either
manage their images in (imported) folders or manually created collections. Contrary
to Lightroom's implementation, our implicit folder structures cannot be manipulated
through Memsy itself because those changes would need to be propagated back to the
�le system. However, this is not always possible in a distributed setting since we might
not have access to the a�ected �le system at the time a folder is modi�ed. Because we
only allow changes in one direction, it is also a lot easier to reason about our internal
state of the folder structure and to keep it in sync with the actual �le system.

The reason for maintaining a traditional folder structure in addition to a collection
model is that, quite often, a user has already spent a considerable amount of time and
e�ort to create a sophisticated folder structure. It would be a pity to waste all that

Figure 5.6: Memsy's Collection Model
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organisational e�ort. We also think that �le managers o�ered by modern operating
systems are excellent tools to create ad-hoc classi�cation schemes quickly. Therefore,
we designed a collection model that works in a complementary fashion to provide an
additional classi�cation scheme that works orthogonal to folders.

In contrast to previous approaches that often tend to have a single uni�ed collection
model, we propose an extended collection model (see Figure 5.6) more akin to what
we have seen in consumer-oriented information managers (i.e. Outlook, iTunes, Light-
room), where domain-speci�c collections (e.g. playlists, image album) can be further
grouped into sets (e.g. playlist group) and smart lists are derived from queries. In our
approach, we generalise these concepts and di�erentiate between three types of collec-
tions: Generic Collection, Typed Collectionand Smart Collection. The collection types
are mutually exclusive and any collection is of one type only.

Note that collections are deliberately distinct from resources, therefore they cannot
appear in multiple places and no attributes can be attached on the collection level. We
believe that collections are mainly structures to organise and categorise information
but we do not regard them as independent entities of information. It is strongly recom-
mended that these three collection types are somehow visually distinguishable in any
user interface that deals with them.

Generic Collections

Generic collections act as basic containers for other collections as well as meta resources.
Resources can be added to multiple collections and collections can be arbitrarily nested.
Generic collections have an implicit member type which corresponds to one of the
six schema types. That type is de�ned as the least common ancestor of all types
contained in the collection. For example, a collection containing Word documents
and presentations has an implicit member type ofDocumentwhereas a collection with
only pictures implicitly has the member typePicture . The implicit member type is
computed on-the-
y and only considers resources contained directly in the concerned
collection. Resources in sub-collections are ignored, mainly for performance reasons. An
implicit member type does not have any immediate consequences but can be queried by
the presentation layer to determine the most appropriate visualisation when rendering
the collection.

Typed Collections

Typed collections are a generalisation of domain-speci�c collections such as playlists.
They have an explicit member type that constrains the schema type of the resources that
can be added to this collection. For instance, a collection with a member typeMusic
implements a playlist and a collection with member typeImagerealises a photo album.
In contrast to generic collections, typed collections cannot contain other collections.
Interestingly, this is possible in Outlook, but we �nd it hard to imagine any sensible
use case where users would want to do that. Typed collections do not extend the
expressiveness of the collection model and it may seem that they are fully subsumed by
generic collections. Still, they are prevalent in many PIM solutions because they not
only allow for easier adaptation of the user interface but also capture, at least to some
extent, the user's intention better.
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Smart Collections

Smart collections are collections driven by queries. They are not materialised but are
computed on-demand whenever they are retrieved. It is not possible to manually add
resources to smart collections and they cannot have sub-collections. In our �nal system,
the queries are de�ned over user-driven attributes, but we want to emphasise that our
collection model does not impose any limitations to the type of queries per se.

5.2 Organisational Features (Facets)

When it comes to user-driven or user-subjective management of resources, we believe
there is still room for improvement to lower the overhead and cognitive e�ort involved in
classifying information. Based on our analysis of popular PIM tools and reference man-
agement systems, and thanks to our experiences from the prototypical implementation
of PubLight (see Chapter 3), we have identi�ed four popular organisational mechanisms:

ags, ratings, color labels and tags. While some of these mechanisms can be tailored
towards a speci�c application, the underlying principles are universal in the sense that
they are applicable to any type of information. It is of course possible to instantiate
any of those mechanism in a type-dependent fashion. For example, theread/not read

ag for e-mails in Outlook is highly type-dependent, but the 
agging mechanism is still
applicable to other domains.

In this section, we formalise and conceptualise these mechanisms. For each mechan-
ism, we provide a formal de�nition, a short description of its characteristics, motivate
how it should be modelled in data models and describe some common usage patterns.
Furthermore, we give recommendations with regards to how the feature should be visal-
ised in user interfaces and describe best practices for direct in-place manipulation. We
also describe their search/�lter interface counterpart and reason about the expected
semantics of possible search modes.

We believe that these organisational features can be used to model a wide range of
highly personalised organisation schemes. Because end-users may already be familiar
with some of those features in similar applications, they are less reluctant to adopt
previous practices in a new domain. Based on experiences with Adobe Lightroom within
our research group, already seemingly simple organisational facets such as ratings can
be employed in various di�erent ways.

5.2.1 Flags

De�nition 2. Flags are status indicators that can be manipulated by the user to
represent a particular state of the 
agged resource.

Characteristics

Flags are used to model toggleable states and are often associated with Boolean values
that indicate whether the 
agged resource possesses that state or not. Flags with binary
and ternary states are the most often used types of 
ags, but it is possible to have 
ags
with more than two or three states. The problem with such multi-state 
ags is that they
are not easily toggleable, as the user needs to cycle through all possible states or use
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additional UI elements such as context menus. Di�erent 
ags are always independent
of each other and changing one 
ag should not change another one. There is a clear
distinction between 
ags and tags. Flags toggle between pre-de�ned states, which are
usually not modi�able by the end-user, whereas tags are arbitrary textual labels. In
contrast to status indicators driven by external factors, 
ags are toggleable by the user
either explicitly in the UI, or implicitly when performing a certain user interaction. For
instance, opening an e-mail in Outlook implicitly sets the read 
ag, but it can also be
set manually.

Usage Patterns

Common usage patterns of 
ags are to model ad-hoc selections or status changes in
a pre-de�ned work
ow. In Lightroom, the primary 
agging mechanism is generically
called
ag and users can set the state of an image to either
agged or rejected to quickly
classify large sets of images. The default state of the Lightroom
ag is un
agged. They
are depicted as 
ag icons in the UI. Other examples of 
ags include marking documents
as read, 
ag them for later review or to mark something as \favourite".

Model

In a semi-structured data model, binary 
ags are easily modelled as thepresence of
a �eld. It may make sense to de�ne the more common state as the one de�ned by
the absence of the 
ag. Take for example ahave read 
ag. If it is more common
for documents in your system to have been read, you may internally de�ne anunread
property and remove it once a document has been read. Following that approach,
ternary 
ags are modelled straightforward as Booleans, whereby the absence of the 
ag
represents theindeterminate state.

UI Recommendations

While textual descriptions of 
ags are possible, the recommended way to visualise a

ag is by an icon. The icon should not only re
ect the current state visually, but
also provide a way to manipulate the 
ag directly without having to invoke an extra
menu. One way to represent whether a 
ag has been activated or not is by changing
the color of the icon. It is also common practice to visualise thenot flagged state as
an icon with just an outline and the flagged state with a �lled icon. For 
ags with
multiple states, the icon may also change in more ways than just the color but should
retain its basic appearance. It is unnecessarily confusing for end-users if, for example,
a favourites 
ag represents theactivated state as a yellow star and thedeactivated
state as a hollow heart. There should be at least some continuity between the di�erent
icons. Flags with binary and ternary states should be directly manipulable by a click
on their icon. If a 
ag has additional properties attached to it, such as thedue date
in Outlook's 
agging feature, a context menu should provide some default options to
specify those properties with one click.
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Filter Interface

To implement the �lter user interface, developers basically have two options. Option
one: Use the same icon as a toggle button to turn the �lter on/o�. Turning the �lter
on means that it �lters the current collection to only show the resources with that 
ag
active. The problem with option one is that it is not possible to �lter explicitly the
resources that have the 
agnot active. To solve this issue, option two is to implement
a �lter interface that o�ers a separate toggle button for each possible state, meaning
that in the binary case, we have to have two toggle buttons. One to toggle the �lter
for the active state and the other to toggle the �lter for the not active state. In such
an implementation, enabling all �lters of one particular 
ag is equivalent to enabling
no �lter and should display all resources.

5.2.2 Rating

De�nition 3. A rating is a numerical value on an interval scale with �xed intervals.
Ratings are an indicator of popularity, quality or worthiness.

Characteristics

Ratings have an implicit ordering where higher ratings usually correspond to higher
order of whatever quantity the rating \measures". It is important to note that, in
a personal setting, ratings are highly subjective. Therefore, it is di�cult to compare
personally rated items between di�erent users since their rating schemes can generally
not be normalised.

Usage Patterns

In the context of PIM, ratings are usually used to classify items in terms of a personal
preference or quality scheme. The most common rating scheme, found primarily in
media managers, is the 5-star rating where 1-star indicates the lowest rating and 5-star
the highest. Items that are commonly rateable are songs, movies or images.

Ratings may also serve completely di�erent purposes. For example, when applied
to papers, ratings could also indicate the level of readiness, from a 1-star �rst draft
quality to a 5-star publication quality. Or a user might downgrade a song just to
make it disappear from her smart collection of 5-star rated songs, not because they
think it is a bad song, but because they have heard it enough. Even for images, some
photographers use ratings not to rate the quality of a picture, but to model a work
ow.
A rating of one star might indicate that the photo still needs to be processed and a
rating of 5 stars might be used to label photos that are ready for print.

Model

Because ratings have a �xed set of possible values, they are best modelled using num-
bers, or more speci�cally, integers. If the data model supports it, it is advisable to set
constraints to guarantee that the stored value is within the boundaries of the applied
scale. Theno rating value can either be modelled with a well-de�ned constant outside
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of the scale (for example 0) or, if the data model allows it, simply by the absence of the
rating property.

UI Recommendations

It is an established practice to visualise ratings using star-shaped icons. Two common
visual patterns have emerged. The �rst pattern shows the null-state as 5 empty/out-
lined (or grey/uncolored) stars. When you hover over any of the empty shapes, the stars
�ll up from the left to that point. This acts as preview of the rating you are going to
select when you click. Upon clicking the star, the rating is stored. The second pattern
(found in Lightroom or Winamp) represents unselected stars as dots. Otherwise, the
interaction is the same. Similar to 
ags, ratings should always be directly manipulat-
able. Ratings should also be easily deletable, meaning that they should be resetable
to a default state (indeterminate). This can be achieved in a multitude of ways. For
example, one can o�er a corresponding option in a context menu or a dedicated icon
that represents thenull -rating. In Lightroom, a rating can be erased by clicking on
the current rating, meaning if a photograph is currently rated with three stars, a click
on the third star toggles/removes the item. Another option is exempli�ed in iTunes.
There, the rating can be reset when the user clicks just a bit to the left of the left-most
star.

Filter Interface

When it comes to a �lter interface for ratings, one has two possibilities. Each rating
value could be implemented as an individual toggle button where enabling it �lters all
resources with the corresponding rating. Because ratings are numerical values with an
ordering, we think it is more appropriate to o�er di�erent search modes (comparators)
such asgreater or equal than, equal, or less or equal thanin combination with a single
rating control similar to the control used to set the rating. In that way, users can
quickly �lter for resources that are above or below a certain threshold.

It is not recommended to provide non-inclusive comparators such asgreater thanor
smaller than because they provide no real advantages over the other comparators but
may leave the UI in a counter-intuitive state. For example, if the user wants to �lter
all resources with a rating of 4 or higher, they have to think about the next smaller
value (three) and adjust the rating �lter accordingly. Now we have the situation where
the rating �lter's visual appearance (three stars) does not correspond to any of the
displayed resource ratings (four or �ve stars).

5.2.3 Color Labels

There are various ways how colored labels are implemented in information manage-
ment applications, each with slightly di�erent semantics. We have seen two di�erent
approaches. In Outlook, categories can be associated with a color and each color can be
associated with multiple categories. It is then possible to assign multiple color labels to
an item (e.g. e-mail). In Adobe Lightroom, there is a �xed set of 5 colors and a default
mapping of text labels to those colors which is con�gurable and may be changed by the
user. Each image in Lightroom has at most one textual label. Because the mapping



5.2. Organisational Features (Facets) 137

to colors is con�gurable, there might be images in the current collection whose text
label does not correspond to a color. All these text labels are collectively referred to as
customlabels. In Lightroom, custom labels are always associated with the colorwhite .
Because the Lightroom model is our recommended way to implement color labels, we
will henceforth refer to this mechanism only.

De�nition 4. Color labels are textual labels with an associated color. The color bears
no other purpose than to visually mark the resource in a particular way in the user
interface.

Characteristics

Color labels are similar to tags but also de�ne (or are associated with) a color value.
The main idea is that the color value can be used in the user interface todye certain
elements of the visual representation of a resource. In that way, users can determine
from a quick glance which items of a collection belong to the same category.

Usage Pattern

Color labels are used for many di�erent categorisation schemes or to model a work
ow.
For some users, colors also have some intrinsic meaning, for example red signalises
attention and green indicates \everything is ok". In that case, the actual mapping to a
textual label does not even matter and these users work with the colors directly.

Model

The actual labels are modelled as strings. Because we decided to adopt the Lightroom
model, only one �eld per resource is required. In addition, one also has to model a
mapping from labels to colors. In most systems, mappings are easily implementable as
dictionaries (associative arrays).

UI Recommendations

Careful attention should be given to the hue of the colors. It is strongly recommended
to use colors that are easily distinguishable. For example, shades of blue are a really
bad choice because the human vision system is less sensitive to the blue light spectrum.
How many di�erent colors are e�ective has not been studied yet but it is reasonable
to assume that at some point, the added bene�t of every additional color diminishes
because it becomes more di�cult to keep them apart. If the number of colors is already
high, the addition of an extra color might in fact lower the overall e�ectiveness of the
mechanism.

Filter Interface

Similar to 
ags, the recommended �lter interface is to have a toggleable button for each
color that activates or deactivates the �lter. This is another good reason for avoiding
too many di�erent colors. Otherwise, the �lter interface quickly becomes too cluttered.
Furthermore, a developer may consider two additional toggle buttons to �lter a) all
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custom labels and b) all resources without a label. Remember that the custom label
only makes sense if the mapping between textual labels and colors can be changed.

5.2.4 Tagging

Tags have been covered quite extensively in the literature [33], also outside of PIM.
However, there are many di�erent instances of the tagging mechanism and this section
aims to provide one possible realisation of the tagging mechanism.

De�nition 5. Tags are free-form textual labels attached to a resource. They convey
additional information about the tagged object.

Characteristics

One important property of most tagging systems is that multiple tags can be assigned
to the same resource. A tag can be any string, though they are usually words from
natural languages. On a structural level, tags usually form 
at taxonomies, though
there have also been instances of hierarchical taxonomies built with tags. Interest-
ingly, Lightroom's version of tagging, calledkeywords, implements such a hierarchical
approach and allows a tag to be the child of another tag. For once, we are not going to
follow the Lightroom model because we are not aware of any research that has shown
that hierarchical tags are more e�ective than 
at structures.

Usage Pattern

Tags are often used to indicate additional properties of an information item. One
common use case is adjectives that refer to the importance or relevance of a resource
with respect to the person that has assigned the tag. Examples include tags such as
\important", \fun" or \favorite". Another common use case is to describe the content,
for example an image which depicts a \sunset" or was taken at \night". In any case, tags
are highly subjective and therefore easy prey to issues such as synonymy and polysemy
(multiple meanings) [52]. However, these issues are more prevalent in a collaborative
setting where people work on a common folksonomy and are less relevant in a personal
environment, if the user is at least somewhat consistent.

Model

As with the other organisational facets, tags are best stored per-resource. The tags
themselves are modelled as simple strings. Since tags are unique with respect to a
single resource, a collection with set semantics is the preferred way to model tags. If
the order of tags has to be retained, for example to provide consistency in the user
interface, one may simply use array-like structures in the database and enforce set
semantics at the application level.

UI Recommendations

An established way of allowing users to specify tags is to provide a single text input �eld
where they can add multiple tags by using a delimiter such as` , ' or ` ; ' to separate
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the individual tags. The UI may also give some suggestions or provide auto-completion
based on heuristics such as most recently or most frequently used tags. Other possible
UI patterns include a text input �eld that allows single tags to be added to an existing
list of tags. Either way, it should be possible to easily remove tags without too much
e�ort. In the �rst pattern, this may mean that users should be able to simply delete
the tags from the input �eld.

Filter Interface

In contrast to the other organisational facets, the value range of tags is basically un-
bounded and thus there is no straightforward mapping to a �lter interface. However,
tags should always be searchable similar to full-text search. In that case, a text input
�eld is a valid choice for a search panel to �lter according to tags. Because the number
of user-generated tags tends to be in the range of tens to hundreds and not thousands to
millions, faceted search is another viable alternative. With faceted search, you show a
list of all existing tags and the user can select and de-select them to �lter the collection
accordingly.

5.3 Memsy Data Model

In this section, we describe how we employed the resource model and the organisational
mechanisms described in the previous sections to enable users to e�ectively categorise
and organise all the resources managed in Memsy. To store all structures, user-driven
attributes and metadata, we complemented the global resource catalogue with a semi-
structured data store. Though resource objects, meta resources and collections follow
a certain schema, a semi-structured data model allows us to easily attach arbitrary
properties to them. Figure 5.7 depicts the data model of the extended global resource
catalogue in UML. Resources have a number of properties. Each resource has a numeric
identi�er, a user-friendly display name, a schema type and an optional thumbnail.

File resources have pointers to �le versions in the �le history graph. The root
pointer refers to the origin of a single �le history and the revision pointers refer to all
\alive" versions of that history. A live version is de�ned as a �le version node in the
�le provenance path graph where the actual �le still exists somewhere in the observable
personal information environment. Basically, all version nodes that have at least one
location attached to them are considered \alive". File resources also store a media type,
which corresponds to the media type of its default representation. Similarly, the display
name corresponds to the �le name (including extension) of the default representation.
The default representation is always the latest revision of the �le history the resource
points to. A web resource stores a URL and the Internet media type of its default
representation. The default representation corresponds to the response of the web server
when the URL is requested. For web resources, the display name is extracted from the
title of the web page (if available), otherwise it is equal to the entire URL. Unlike the
other two kind of resources, object resources are application- or service-speci�c. The
domainattribute identi�es the origin of an object resource and thedomainIds list stores
all internal identi�ers of the referenced object. There is no canonical way to extract
a display name for object resources and it is the responsibility of the corresponding
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Figure 5.7: Complete data model for the resource management layer
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importer to supply one. Meta resources also have unique identi�ers, display names and
semantic types. They aggregate zero or more resources. A resource always belongs
to exactly one meta resource. Both meta resources and regular resources can have
user-driven attributes. Attributes are never attached to �les directly but instead to the
resources they represent.

Metadata objects store structured data extracted from the resource's representa-
tions. A metadata object is a semi-structured document where the name of the source
extractor, for exampleID3, becomes a �eld name of that object when metadata of type
ID3 is added. The value of that �eld is a nested document with all the metadata extrac-
ted from the ID3 header of an MP3 �le. Because UML Class diagrams do not support
semi-structured models directly, we have indicated our intentions with the three dots.
Each web and object resource can be associated with at most one metadata object,
whose values are extracted from their default representation. With �le resources, it
is a bit more complicated, because a �le resource maps to an entire �le history that
may contain multiple versions. Because the versions correspond to di�erent actual �les,
we extract and associate metadata not with the �le resource, but with the individual
versions instead.

Collections have a name and a list of members. All collections, except the root
collections, have a reference to their parent collection. In our data model, the three
collection types introduced earlier are con
ated into oneMemsyCollection class. If
the memberTypeproperty is de�ned, the collection is regarded as atyped collectionand
only resources of the same semantic type are permitted members.Smart collectionsdo
not contain resources directly. Instead, they are de�ned by thequery property and are
computed on-the-
y. If neither the memberTypenor the query property are de�ned,
the collection is regarded as ageneric collection. They are the only type of collection
that may contain other collections.

The �le history graph described in Section 4.2.2 is not part of this data model
because it is managed by its own dedicated graph database. However, theFileVersion
objects mirror the version nodes stored in that database. Furthermore, the version
nodes in the graph database have a property that stores the same identi�er we use
for �le versions in the resource catalogue, thus providing a link between the two data
models.

User-Driven Attributes

UserAttributes are semi-structured documents with key-value pairs. A semi-structured
data model is a perfect match for many of our conceptualised features because most of
them are considered optional or have anindeterminate value which can be easily mod-
elled by the absence of a property in a semi-structured data model. Again, the UML
class diagram is not really suited to modelling semi-structured data models, which is
why we model optional values with anOption type. From the organisational features
described in Section 5.2, we employ the following instantiations:

� Flag as important (Favourite)

� Flag for review later (Follow up)

� 5-star rating
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� Free-form tags

� 5 color labels modelled after Adobe Lightroom's color palette: red, yellow, green,
blue and purple.

The 
ags are modelled as optional Booleans. To set the 
ag, the Boolean can have
either value, though we prefertrue in this case because it re
ects the semantics of the

ag. The rating is an integer �eld rating . Tags are modelled straightforward as a set
of strings and the color label is a single-value string �eld. All of these attributes are
type-agnostic and can be attached uniformly to any resource or meta resource managed
by our system. We do not claim that this set of facets is the best possible for any PIM
system. Rather we want to demonstrate how general the features are that we have
extracted and how easy it is to derive application-speci�c instances from the formal
mechanisms.

5.4 Architecture

We have designed the Memsy PRM layer as an extension to the global resource cata-
logue of Memsy Global. At its core, the Memsy PRM system is an index system,
not unlike desktop search engines. To locate potential �le resources in the personal
information environments of end-users, we use the infrastructure already provided by
Memsy Global. We propose an extensible indexing pipeline to incorporate resources
stored in external locations and extract relevant metadata. The individual components
of this pipeline are type- and format-dependent, but generally fall into three categories:
Crawlers/importers, metadata extractors and the aggregation engine. The latter one
is an extension of the reconciliation engine presented in Section 4.3 but also aggregates
web and object resources. It runs exclusively on Memsy Global.

Figure 5.8 shows the extended architecture of our Memsy environment. Because we
operate in a distributed environment, we also have to distribute the responsibilities for
resource crawling and metadata extraction between Memsy Global and the local Memsy
clients. The resource resolvers are another important component in our architecture
which are invoked whenever the user or a client application requires to access the content
of a resource.
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Figure 5.8: Architecture of the Personal Resource Management layer built on top of the Memsy core infrastructure
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5.4.1 Crawlers and Importers

For each supported type of source repository, we have de�ned a process within the
indexing pipeline that identi�es personal resources, extracts their metadata and sends
all necessary information to the resource aggregation engine at Memsy Global. Table 5.2
lists the import processes that are currently available in Memsy and shows what type of
resources they yield. Each process pairs acrawler/importer with a matching resource
processor.

Source C/I Processor Exec. Resource Type

File System x/x File Proc. Local File Resource
(Document, Music, Image)

Dropbox x/- File Proc. Global File Resource (Document,
Music, Image)

Facebook Images x/- Facebook Proc. Global File Resource (Image)

Flickr Images x/- Flickr Proc. Global File Resource (Image)

Outlook E-Mail -/x Outlook Proc. Local Object Resource
(Document)

Facebook Contacts -/x Facebook Proc. Global Object Resource
(People)

Web Pages -/x Web Page Proc. Global Web Resource
(Thing, Document, Place)

Table 5.2: Indexing pipelines,C are crawlers andI are importers. Execution (Exec.)
describes where the pipeline is executed, either on the client (local) or on the server
(global).

Crawlers are services that scan external information repositories for importable re-
sources. Their job is to locate, download or retrieve �les, web pages and objects, and
make them available for the resource processors. If the resource is protected, a crawler
needs to obtain appropriate authorization from the user �rst. Crawlers are intended to
batch-import large numbers of personal resources. A good example is the �le system
crawler that scans the local �le system for supported �le types and imports them accord-
ingly. Depending on the location of the external information repository (local/online),
crawlers are run either locally on the client or remotely on the central server. As a
general rule, �les are crawled locally where they are stored, whereas online resources
such as web pages are crawled on the server-side.

An importer is very similar to a crawler but only imports a single resource identi�ed
by its URI. For web pages, there is only an importer and no crawler because it is not
necessary for Memsy to crawl entire websites. Please note that crawlers and importers
for the same source are not necessarily distinct components and some crawlers can be
instructed to import a single resource. Crawlers or importers may also contact other
third-party APIs to acquire additional data that is not stored as part of the resource
and forward that data to the processor.
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For each kind of supported resource, there is a corresponding resourceprocessor. A
resource processor is responsible for determining which metadata extractors are applic-
able and to accumulate as much metadata as possible before the candidate resource is
sent to the aggregation engine.

5.4.2 Metadata Extractors

Metadata extractors are responsible for retrieving additional information about the
indexed resource. Not all resource types have the same amount of metadata, and
metadata extraction is highly dependent on the format of the resource's representation.
Most metadata is collected from �les and can be broadly classi�ed into three categories:
extracted metadata, statistics and hashes.

We use the termexplicit metadata to describe metadata which has been explicitly
added or assigned to �les. This type of metadata is often encoded directly as part of
the resource's representation and is usually found in the header or metadata container
of a �le. An example of explicit metadata is the ID3 information stored in MP3s or the
EXIF data stored in JPEGs.

File type File Attributes and Statistics

any

absolute path
MD5 hash
content type
�le size (in bytes)
last modi�cation time

text
number of paragraphs
number of pages

presentation number of slides

images dimensions

Table 5.3: Statistics collected for di�erent �le types

In our user study (see Section 4.7) of the version-aware environment, participants
stated that it is di�cult to decide what they should do if the system tells them there
is a newer version somewhere else. The main issue was that they did not have enough
information to make an informed decision. This is why we decided to also collect format-
speci�c statistics about various �les. Statistics are computed properties which are based
on the content. They summarise the content from a high-level perspective. Examples
include the number of slides of a PowerPoint presentation or the number of pages in a
Word document. Table 5.3 summaries the statistical information calculated by di�erent
extractors. We use collected statistics to allow users to compare di�erent �le versions.
File attributes are another form of statistics, though we do not compute it ourselves but
rely on the information retrieved from the �le systems. The idea is to use these statistics
to calculate di�erences between �le versions when we show versioning information to
the user. In that way, the user is able to compare di�erent �le versions, even if some
of the versions are currently located on a storage device that is not accessible at the
moment.
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Hashesor \�ngerprints" are alternative, compressed representations of the resource.
Hash functions map data of arbitrary size to a compact bitstring. In our architecture, we
employ two types of hashes for di�erent purposes. To determine whether two resources
are duplicates of each other, we use cryptographic hash functions such as MD5. An
ideal cryptographic hash functions not only minimises the probability of collisions (two
inputs yielding the same hash), but also makes it hard for an adversary to purposely
craft input data that results in a particular hash. While it was shown in 2004 that the
MD5 hash function is not collision resistant [117], this property is of less importance to
us because our approach is less concerned with data integrity. The other type of hash
we calculate is the perceptual hash for images. From the three algorithms described in
Section 4.3.4, we use the DCT algorithm to calculate a perceptual hash of 64 bits for
each image. That bitstring is stored together with the other metadata and can later be
used by the reconciliation engine to match similar images.

If content is stored in a database, it is often separated from the metadata that
describes it. A metadata extractor is free to query the external information repository
or to call additional APIs in order to retrieve further information. For image-based
resources, there is a thumbnail generator that creates a scaled-down version of the
image. Those thumbnails are stored at Memsy Global and are used to visualise the
resource in our web interface.

5.4.3 Resource Resolvers

Resource resolvers are basically the opposite of importers. The purpose of a resolver is
to locate one or more representations of the resources managed by Memsy, either the
meta resource or any of the other three resource types. Remember that most resources
in our system are basically proxies for resources hosted in external repositories. As a
consequence, a resource resolver might produce just another URL which then has to be
resolved by the operating system.

The �le resolver resolves a �le resource to one or more �le paths. These �le paths
may either point to �les stored in the local �le system, or in online cloud storage
services. Note that the resolution of �le resources is a two-step process because the �le
resource may point to several �leversions with each �le version being associated with
one or morelocations. The API method to resolve a �le resource to a single �le version
takes three parameters. Thecontext parameter supplies the device context of the
client agent that requests Memsy Global to resolve the �le resource. At a minimum,
the context has to contain the unique computing device id of the client. This context
is required by Memsy Global to resolve globally unique �le names to local �le paths.
If no context is given, a �le resolver can only resolve �les that are stored online. The
revId parameter is used to specify a speci�c �le version that should be resolved to a
�le location. Without that parameter, the �le resolver defaults to the latest version.
The last parameterany is a Boolean 
ag that, if true, tells the resolver to locate the
latest available �le version, even if it is not the latest version overall. This might be
useful if the user just wants to get an idea of what the �le resource is about without
necessarily editing it. In that case, the user interface should warn the user when they
have not opened the latest version. If a �le version has multiple locations (i.e. copies),
we return all of them. It is then up to the client to decide which copy to open. Such a
client application may for example ask the user which copy it should open. Or it may
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try to decide which copy is the \closest" one. There is another API method to resolve
all (available) �le versions. It only requires thecontext parameter and returns a list
of all resolved �le paths.

Resolving web resources is straightforward because they already store a URL. There-
fore, a client only needs to redirect a user agent (i.e. web browser) to the web resource's
location. Object resources require domain-speci�c resolvers. So for each importer of a
particular domain, a corresponding resolver must exist. An object resolver takes the
object's external identi�er(s) and constructs a URL. That URL may be application-
speci�c with a custom scheme, or refer to an online service in the form of an HTTP
URL. User authorization is not part of our resolvers and has to be handled by the user
agent that opens the external URL.

Given a handle to a meta resource, the meta resolver calls the resource-dependent
resolver for each associated resource. If the meta resource has only one associated
resource, the result from the resource resolver will become the result of the meta resolver.
Otherwise, the meta resolver returns a set of URLs and/or �le paths.

5.5 User Interface and Resource Visualisations

It is an important challenge for every PIM tool to decide how to visualise the information
items that it stores. For the resource management layer of Memsy, we not only need
to visualise the personal resources for end-users, but also to allow them to e�ectively
manage that information through the same user interfaces. Because we aim for a
solution that provides a uniform interface across many devices, we designed a web
interface to access resource and collection management in a user-friendly way. This web
interface also allows users to discover all currently stored resources and enables them
to manipulate the user-driven attributes. Desktop integration is achieved by extending
the Memsy Companion app and additional context-menu entries provide direct access
to the new functionalities. In this section, we discuss the design decisions we have taken
to realise our main user interfaces. Furthermore, we are going to illustrate how users
interact with these interfaces to classify as well as retrieve information in Memsy.

5.5.1 In-place Attribute Manipulation

A well-established pattern in traditional user interface design is the master-details view.
The master view holds a list of items, where each item is concisely visualised by only a
few attributes, most often its display name. Upon selection of an entry in the master
view, the details view, hosted on the same page or in a di�erent window, is updated
and often displays the full set of attributes for that particular item. The details view
might then allow users to edit some or all of the attribute values. However, there are
some disadvantages to this approach when dealing with purely organisational attributes
such as the 
ags we introduced earlier. On one hand, it requires an additional naviga-
tion step. On the other hand, it does not take into account that these organisational
attributes may be used more often than regular attributes.

A possible solution to this problem is to allow the manipulation of some organisa-
tional facets directly as part of the visualisations of the resources themselves. We call
this principle in-place attribute manipulation. This principle has also been re
ected in
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Figure 5.9: Organisational Facets as realised in Memsy's user interfaces. Note that the
size of the icons has been increased for better legibility.

current UI trends, especially on mobile phones, where users interact with items imme-
diately and the manipulation of some key attributes can be performed directly on the
item without having to resort to a separate details view.

Figure 5.9 shows the controls we have designed for all �ve organisational facets. Both

ags have been designed as toggleable icons that change their �ll color when active. The
rating control works according to our recommendations. A click on a star changes the
rating to the value that corresponds to the star's position (from left-to-right), unless
the rating control already was at that value, in which case the rating gets deleted. The
color label control is a rectangular shape �lled with the hue of the currently selected
color. When clicked, it shows a little popover from which the user can select any of
the �ve available colors. Similarly, the tags control shows an overlay input �eld where
users can add tags or remove existing ones. This input control exhibits set semantics
and the same tag can only be added once. These �ve controls are used consistently
throughout our user interfaces, though not every resource visualisation necessarily needs
to incorporate all of them.

5.5.2 Library View

In the web interface, users can create and manipulate the three di�erent kinds of col-
lections introduced in Section 5.1.3. They can also inspect meta resources and navigate
to the associated resources. The main library view can be seen in Figure 5.10. On the
left, the user can browse their entire library according to the semantic types. Once a
sub-library has been selected, all typed collections that belong to that sub-library are
shown as well. The default collection view on the right is the same for all collections
and allows user to manipulate the organisational facets quickly.

Visualising the content of a generic collection is not an easy task because most
traditional list views assume a homogeneous set of items. The same problem arises if
the list view is implemented as a table because the table UI pattern quickly breaks
down when it has to be applied to collections of inhomogeneous items (e.g. a list of
images and songs). One predominant example of the underlying problem is the choice of
columns when viewing a folder on Windows XP/7 systems. If that folder only contains
MP3, additional columns such as title or contributing artists are shown automatically.
In the case of images, the date the picture was taken is shown instead. But it is not
obvious what the table view should look like if the user decides to put those two kinds
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Figure 5.10: Main Library view of the web interface for Memsy Global

of �les in the same folder. With mixed items it is inevitable that, for some items, some
of the columns have to be left blank since they might not apply to those items. We
tried to alleviate those problems by applying two design patterns: heterogeneous list
items and cards. For both of the patterns, we use the in-place attribute controls from
the previous section.

Memsy List Item

The general structure of a Memsy list item is depicted in Figure 5.11. Thetype icon on
the left shows the semantic type of the meta resource being displayed. For each of the
six main types of Memsy (i.e. Thing, Document, People, Place, Music, Image), there
is a distinct symbol which is used consistently throughout the user interface. To the
right, we �nd the main area of the list item which contains resource-speci�c content.
The title is reserved for a user-friendly display name. For documents and images, this
is generally the �le name. For music, we show the artist followed by the title of the
song. People resources show the name instead. Below the title follows thesecondary
content, which may contain additional type-speci�c metadata such as the album for
songs. Alternatively, we may also show statistics from the default representation, for

Figure 5.11: A single list item describing a meta resource of typedocument
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example the number of slides for presentations or the resolution of images. In the last
part of the main area, the organisational facets are listed. Of course, all of them can
be manipulated directly from the list item view.

Because meta resources contain resources (�les, web pages and objects) that are
stored both o�ine on di�erent devices and online on di�erent services, our list item view
features a new user interface element calledlocation indicator. As the name implies,
the location indicator uses symbols to indicate the location of the associated resources.
There are four location indicators and each indicator is either green (latest version
available) or orange (some older version available). The harddisk symbol indicates that
a �le resource is available in the local �le system. This is also the case if a �le resource
is stored on an external device, such as a USB 
ash drive, that is currently connected
to the local computing device. A notebook symbol means that some versions of a
�le resource are stored on another device. The cloud symbol applies to �le resources
only and indicates that they are stored on any of the supported cloud storage services.
Finally, the globe symbol is reserved for web resources and object resources that are
stored online. Location indicators that do not apply for the current meta resource are
hidden, for example people meta resources cannot have associated �le resources and
are always available online, therefore only the globe will be shown for those types of
resources. We think that the location indicator gives users an easy way to quickly check
whether a certain (meta) resource is currently available and can be accessed directly.

Closely related to the location indicators are thenavigation targets. Navigation
targets are basically shortcuts to those resources which can be navigated to in the cur-
rent context. These shortcuts are represented either by a �le icon of the corresponding
content type (e.g. jpeg, mp3), or by an icon for the corresponding online service (e.g.
Facebook, Dropbox etc.). A click on the former will open the �le on the desktop whereas
a click on the latter will open a new tab in the web browser. Navigation to external
web resources and online object resources is straightforward because the web browser
just needs to follow their URLs. Similarly, �les stored in the cloud can be navigated
to directly, provided that the user is currently logged in to these services. To be able
to open local �les, we had to implement a companion web browser extension because
modern browsers prevent users from navigating tofile:// URLs.

Memsy Resource Card

While the Memsy list item already solves some of the problems with heterogeneous
collections, it does not always provide a very visual or tailored representation for the
di�erent schema types. We are also constrained in our layout choices by the inherently
horizontal nature of list items. Within the web community, the table and list UI patterns
have given way to new approaches. When content providers, social media and news
aggregators were faced with an increasing number of di�erent content types (articles,
events, places, people, media etc.), they were forced to re-think their user interfaces.
Looking at the latest development of their user interfaces since 2013, one of the emergent
solutions to this problem, especially in the context of mobile interfaces, seems to be the
design pattern of cards. Cards are promising because they allow individual elements of
a list to be put into self-contained components which in turn are easier to aggregate.

Prime examples of cards as a UI design pattern are Twitter Summary cards and
Google Now cards, both shown in Figure 5.12. In contrast to their physical counterparts,
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digital cards can also include functionality which makes them an ideal candidate for
in-place attribute manipulation. As part of the PubLight project, we had already
experimented with similar ideas in the context of publication management and had
come up with a card-like representation that incorporated organisational features such
as rating, 
agging, coloring etc. In a next step, we investigated the applications of cards
as a UI design pattern for resources in Memsy. Speci�cally, we aimed to combine ideas
of in-place attribute manipulation with a visually appealing representation of personal
information items as cards.

Figure 5.13 illustrates the �nal design of a Memsy resource card. Note that most
elements are the same as in the list item view, but have been re-arranged to better
�t the card design pattern. Following the suggestion of Ravasio et al. [97] to provide
thumbnails for most �le types, we have provisioned half of the available space for a visual
representation of the default representation. The other main di�erence is that we now
have more space for additional content. Up to four (depending on the width)statistic
items can be placed below the thumbnail. The color label picker has been moved to
the lower-right corner of the card and the currently selected color is visualised as a
light background color of the same hue for the lower part of the card. Due to their
rather space-hungry layouts, cards are mainly meant to provide a comprehensive view
of small collections or to visualise a single resource in-depth. For larger collections with
hundreds of elements, the list item view might be preferred for a better overview. Users
can switch between those two visualisations at any time.

Visualisations for Typed Collections

Apart from the two generic visualisations that are applicable for any kind of collection,
typed collections also o�er the opportunity to realise visualisations for a homogeneous
set of items, i.e. resources with the same schema type. To render typed collections, we
have devised appropriate views depending on the type of the collection. Two examples
of type-speci�c visualisations can be seen in Figure 5.14. For collections containing only
images, a gallery was the natural choice. Galleries do not o�er any in-place attribute

(a) Twitter Summary Card (b) Google Now Cards

Figure 5.12: Cards as an emerging design pattern
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manipulations and are meant as a way of browsing large collections of images. Other
typed collections, such as playlists, follow a more table-oriented layout. In the given
example, we display the three columnstitle , artist and genre. With respect to
homogeneous data, tables have proven themselves to be a versatile means of visualizing
large quantities of data while still being able to retain a certain level of detail.

Filter Panel

For any collection view, a �lter panel can be displayed to �lter the current collection.
The �lter panel is modelled after the organisational facets implemented for Memsy.
Figure 5.15 gives a close-up view of the �lter panel. The input search �eld is an

Figure 5.13: A resource visualised as a Memsy resource card

(a) Gallery Visualisation (b) Playlist Visualisation

Figure 5.14: Custom visualisations for typed collections
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Figure 5.15: The �lter panel for collections in the web interface

additional search mechanisms that �lters the resource titles (i.e. display names) based
on sub-string matching. The �lters for the organisational facets behave according to
our descriptions in Section 5.2. All �lters are applied instantaneously and no click on
a \Search" button is necessary.

5.5.3 File Histories and Desktop Integration

File histories can be browsed from the details view of a meta resource. This view gives
even more information than the Memsy resource cards. First, it shows all aggregated
metadata extracted from the associated resources. Next, we list all associated resources
grouped by resource type (�le, web, object). From here, it is possible to unlink indi-
vidual resources and move them to other meta resources. Remember that each �le
resource maps to a �le history. An example �le history is shown in Figure 5.16 where
we see that the current �le resource points to two versions. The �le history view only
shows �le versions that have at least one location attached to them. From here, it
is very easy to get an overview of all the copies and previous versions that exist of a
particular �le.

To provide a minimal level of integration with the regular desktop environment,
the web interface can be invoked via the Memsy context-menu from any managed �le.
However, this extra navigation step might be rather inconvenient if the user just wants
to change a single user-driven attribute. For this reason, we have extended our familiar

Figure 5.16: A single �le history for an image. The older version (bottom) exists at
two locations (copies).
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Memsy Companion app with the required functionality. A user can simply right-click
a �le, go to the Memsy context-menu entry and selectOrganise... to invoke the
Memsy Companion app with the resource management view. By default, this view
shows a variation of the Memsy resource card to which the current �le belongs.

5.6 Implementation

The PRM layer of Memsy was implemented with the same technologies as the core
infrastructure, which we introduced in the previous chapter The server-side part has
been implemented in Scala, whereas most client-side components have been implemen-
ted using front-end web technologies (i.e. HTML/CSS and JavaScript).

5.6.1 Semi-structured Data Store

The only new technology is the database management system that we use to store in-
stances of the Memsy data model. We decided to use MongoDB6 as our backend. Mon-
goDB is a document-oriented storage engine where documents are encoded as BSON,
a binary version of JSON. It o�ers a 
exible schema and does not enforce a particu-
lar structure for the documents. Instead of tables in a relational database, MongoDB
groups documents into collections. However, these collections are not tied to a particu-
lar schema, though in practice, documents in the same collection tend to have a similar
structure.

We have chosen MongoDB because its 
exible schema allowed us to rapidly develop
our prototypes with frequent iterations and changes to its model classes without having
to change the backend. The data model of MongoDB documents is also an ideal match
for the Memsy resource model because the metadata objects, which are basically nested
hash maps with mixed primitive data values, can be mapped one-to-one to equally
nested MongoDB documents. Listing 5.1 shows an example metadata document for
an image. ThefileOrigin �eld refers to the identi�er of the �le version from which
the metadata was extracted. Each resource and �le version is identi�ed by a numeric
identi�er that we manage ourselves.

1 {
2 "_id" : ObjectId("559441ca2aeed8895676bddb"),
3 "fileOrigin" : 21,
4 "ImageAttributes" : {
5 "height" : 1428,
6 "width" : 1920
7 },
8 "PerceptualHashes" : {
9 "dct" : NumberLong("-3916315810237009172")

10 }
11 }

Listing 5.1: Metadata document stored in MongoDB

6https://www.mongodb.org/
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MongoDB is deployed as a standalone system and driver libraries exist for various
programming languages. In our implementation, we used Casbah7, a Scala toolkit
which is internally built on top of the o�cial MongoDB driver for Java. To map optional
values in our semi-structured data model to Scala, we use theOption[T] 8 type available
in Scala. An Option[T] is an abstract class with a single type parameter. Concrete
instances of that class are either the objectNone, which represents a non-existent value,
or instances ofSome[T], which represents an existing value of typeT.

5.6.2 Personal Resource Management Layer

We have realised the core Memsy PRM system as a web service with a REST API.
It is part of the Memsy Global server-side infrastructure and has been built with the
technologies presented in Section 4.6. Most entities of our data model are represented
as Scala case classes at runtime. Case classes are a language construct of Scala that
provides syntactic sugar on top of regular classes to automatically export constructor
parameters and to allow for recursive decomposition via pattern matching. The con-
structor parameters de�ned as part of their declaration are immutable by default which
makes them ideal for concurrent access. Listing 5.2 shows the case class for the �le
resource. In Scala it is possible to specify default values as part of the declaration of
parameters, both for methods as well as for constructors. Note that we have modelled
the pointers to �le versions as integers so that we can load them on-demand. The
same integer identi�ers are also used in the �le history graph and thus provide a way
of identifying �le versions across the two databases.

1 case class FileResource (
2 _id: Int,
3 metaRes: Int,
4 schemaType: String = "Document",
5 mimeType: String = "application/octet-stream",
6 rootRevision: Int,
7 headRevisions: Set[FileVersion]) extends Resource

Listing 5.2: File Resource Scala Case Class

To serialise our Scala case classes to and from MongoDB, we use Salat9, a simple
serialisation library. Salat can also be used to construct data access objects that map
case classes to MongoDB collections. Listing 5.3 illustrates how we perform queries and
updates on the database. TheupdateStores method is an example of how data access
objects are employed to manage the storage and computing devices for the current user.
The �rst statement updates the information of a single computing device, the second
statement updates thelastDevice and lastSeen properties of storage devices.

MongoDB features its own query language which works similar to query-by-example.
The �rst argument of the update method of the data access object is the query docu-
ment. This document is matched against all documents in the corresponding collection.
In the �rst example, we query for all documents where the value of theid �eld is equal

7https://mongodb.github.io/casbah/
8http://www.scala-lang.org/api/2.11.7/#scala.Option
9https://github.com/novus/salat
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to device.deviceId . Since the id �eld is unique per collection, this will retrieve only
one document. The second argument speci�es the update operation, using so-called
update operators. Here we use$set to set the value of speci�c �elds. In the second
example, we use thequery operator $in to specify an array of possible values for the
id �eld. The execution of that statement updates all storage devices with information

about the last time they were connected to a particular computing device.

1 class MongoDBLens(val username: String) extends MemsyDB with Logging {
2

3 def updateStores(storeIds: List[Int], device: Device) {
4 // Update device first
5 DeviceDAO.update(MongoDBObject("_id" -> device.deviceId),
6 $set("lastSeen" -> device.lastSeen,
7 "userName" -> device.userName,
8 "hostName" -> device.hostName,
9 "ip" -> device.ip,

10 "architecture" -> device.architecture))
11

12 // Update storages devices
13 StoreDAO.update("_id" $in storeIds, $set("lastDevice" -> device.deviceId,

"lastSeen" -> device.lastSeen), multi = true),!

14 }
15 }

Listing 5.3: Database Access in Memsy

1 get("/collections/:id") {
2 val id = getIntParam("id")
3 val queryOption = getOptionalParam("q")
4 val storeOption = getOptionalParam("stores")
5

6 val storeList: List[Int] = if (storeOption.isDefined) {
7 storeOption.get.split(",").flatMap(store => Converter.toInt(store)).toList
8 } else Nil
9

10 queryOption match {
11 case None => WebLogic.lens(user).getCollectionMembers(id, storeList)
12 case Some(query) => WebLogic.lens(user).getCollectionMembers(id, query,

storeList),!

13 }
14 }

Listing 5.4: Example route de�nition of the REST API

For each entity in our data model (collections, resources, meta resources, metadata,
attribute etc.), we realised several API methods to implement the usual CRUD (create,
read, update, delete) operations. The operations that also need to be called from the
web interface and the Memsy Companion app have been exposed as part of a REST
API. Listing 5.4 shows the implementation of an example route. A route speci�es a
URL matching pattern and maps it to an action which is to be executed whenever an
incoming HTTP request matches the pattern. The same URL matching pattern can
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be speci�ed for each of the four HTTP verbs (GET, POST, PUT, DELETE). In this
example, we de�ne aGETroute for /collections/:id which returns all members of
a particular collection. Assuming that Memsy Global is running under the domain
memsy.net, this route de�nition maps the URL http://memsy.net/collections/23 to a
JSON-encoded representation of the members of the collection with identi�er 23. In
fact, all our responses from the web API are encoded in JSON. Lines 6-8 also show
how we decode an optionalstores parameter that may contain a comma-separated list
of storage device identi�ers. That parameter can be supplied by the client to inform
the server about the storage devices that are currently connected to that client. This
context allows the server to produce the response accordingly, for example by setting
the appropriate state of the location indicators for the resource visualisations.

Indexing

All crawlers and resource processors, even the ones described in the previous chapter,
have been implemented as Akka10 Actors. Akka is a concurrency toolkit for Scala
to realise highly parallel and asynchronous operations. Concurrency in our system is
important because the import or crawl operation of one process should not block the
execution of another process. For example, while the Dropbox crawler downloads the
next �le from the cloud storage service, the �le processor can process a �le downloaded
from Google Drive.

1 class FileProcessor extends Actor with Logging {
2

3 def receive = {
4 case FileCreated(x) =>
5 processFile(Paths.get(x))
6 case FileModified(x) =>
7 processFile(Paths.get(x))
8 case FileDeleted(x) =>
9 removeFile(Paths.get(x))

10 //...
11 }
12 //...
13 }

Listing 5.5: FileProcessor class inherits from Akka Actor

Akka actors are implemented as regular Scala classes that inherit fromActor . They
have to implement the inheritedreceive method which returns a partial function that
includes the actor's logic. Actors communicate with each other via messages, which
are plain Scala case classes. The Akka framework manages a message queue for each
instance of an actor. It then calls the partial function de�ned in thereceive method
with the �rst message. Each partial function basically de�nes a pattern matching
against case classes. Listing 5.5 shows our implementation of theFileProcessor class
which is responsible for processing �le events sent by our �le system watch service.
The case classesFileCreated , FileModified etc. are the messages that represent the
corresponding events. They carry the �le path of the a�ected �le as their payload. The

10http://akka.io/
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FileProcessor 's receive method de�nes pattern matching against those case classes
and calls some internal methods to react accordingly. If more events arrive while the
�le processor is busy, they will be enqueued by Akka to the processor's message queue.

1 class FacebookCrawler extends Actor with Logging {
2

3 val router = context.actorOf(Props[FacebookProcessor].withRouter(
4 RoundRobinRouter(nrOfInstances = 4)))
5

6 def receive = {
7

8 case ScanFacebook(account, username) =>
9 val fbClient = new DefaultFacebookClient(account.accessToken)

10 val result = fbClient.fetchObject("me/photos/uploaded", classOf[JsonObject],
Parameter.`with`("fields", "id")),!

11 val photoArray = result.getJsonArray("data")
12 //...
13 for (photoId <- photoIds) {
14 val photo = fbClient.fetchObject(photoId, classOf[Photo],

Parameter.`with`("metadata", "1")),!

15

16 // Check whether it has already been processed
17 val identifier = ("facebookId", photo.getId())
18 if (db.searchEntity(identifier).isEmpty) {
19 router ! ScanFacebookPhoto(photo, username)
20 } else {
21 info(s"Photo \${photo.getSource()} has already been processed")
22 }
23

24 }
25 }

Listing 5.6: Facebook Crawler

Actors may also spawn their own child actors. We use this mechanism for the
Facebook photo crawler. In contrast to the Dropbox crawler, the Facebook crawler
does not download the photos directly but is responsible for retrieving the metadata
of a user's photo collection. An abbreviated version of our FacebookCrawler is shown
in Listing 5.6. The �rst statement creates aRoundRobinRouterwith four instances of
type FacebookProcessor. A RoundRobinRouter is an abstraction o�ered by Akka that
hides multiple actors behind a single actor reference. Messages sent to that object are
distributed between the hidden actors in a round-robin fashion, meaning that up to four
FacebookProcessors can work in parallel. The FacebookProcessors then download the
photo, process it (i.e. metadata extraction) and delete it afterwards. In this example,
the crawler crawls all photos that the user has uploaded.

The metadata extractors for �les are shared between Memsy Global and Memsy
Local. All functionality is bundled in a MetaService class that o�ers methods to
extract metadata from �le headers, �le attributes from the �le system, and thumbnails.
The extractors themselves inherit from a commonMetaExtractor class and have to
override two �elds and one method. ThesupportedTypes �eld indicates for which
�le types this extractor is applicable and themetaTypespeci�es a namespace for the
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extracted metadata. In addition, an extractor has to override theretrieveMetadata
method which takes a �le handle as a parameter. That method may implement any
logic necessary to extract metadata. For example, we use the AudioFileIO API provided
by the jAudiotagger11 library to extract ID3 information from MP3 �les. For web pages
and object resources, metadata extraction happens as part of the processor logic for the
corresponding resource type. Statistics about Microsoft O�ce documents are collected
with the help of the Apache POI library12, which provides APIs to read Microsoft O�ce
�les.

5.6.3 Web Interface and Memsy Companion

The web interface has been implemented using a combination ofScala Server Pages
(SSP) and AngularJS for client-side logic. SSPs are very similar to the Java Server
Page technology (JSP) and allow Scala expressions to be embedded directly into the
HTML markup. We use SSP mainly to create re-usable components for layout elements
such as navigation or header and to render dynamic content that does not need to be
updated after the page has been loaded. An example of this is the resource view for
which we can gather all the necessary information on the server-side and render the
complete HTML before we send it back to the client.

AngularJS is used wherever we need dynamic functionality after the page has been
loaded. This includes all AJAX operations such as the in-place manipulation of the
organisational facets or the retrieval of a possibly �ltered collection. One particular
challenge was to send the current local context (i.e. connected storage devices) to-
gether with the AJAX request to Memsy Global. The problem is that the local �le
system is not exposed to JavaScript within a website, for very good security reas-
ons. However, the local background service (Memsy Local) also exposes parts of its
functionality as a REST API. Usually, we cannot call it from within our web applic-
ation due to the same-origin policy enforced by web browsers. Luckily, it is possible
to circumvent this limitation by using the Cross-origin resource sharing13 mechanism
(CORS) supported by all major browsers. This mechanism de�nes new HTTP headers
to negotiate whether an HTTP request to a di�erent domain is allowed. It works as
follows: When a cross-origin request is made, the browser implicitly adds the HTTP
headerOrigin: <original host of website> to the request. The server can then
answer with Access-Control-Allow-Origin: <original host> to allow a request
from that origin or Access-Control-Allow-Origin: * to allow requests from all ori-
gins. We enabled CORS on our local web server for the route that retrieves a list of
currently connected storage devices. Our AngularJS logic is now able to retrieve this
list from the local web server before it sends a request to Memsy Global. In order to
avoid too much overhead, we query Memsy Local every 5 seconds for a fresh list of
storage devices and cache the result in the session storage object provided by modern
web browsers. A session storage is a domain-speci�c object that stores arbitrary key/-
value pairs of type string. So whenever a request to the server is made that requires the
current local context, the JavaScript logic reads the current list of connected storage
devices from the browser's session storage.

11http://www.jthink.net/jaudiotagger/
12https://poi.apache.org/
13https://en.wikipedia.org/wiki/Cross-origin_resource_sharing
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The extension of the Memsy Companion app is straightforward. We simply added
another tab to manipulate the attributes of the �le on which the app was invoked via
the context menu. Before the tab is openend, we call Memsy Global with the current
�le name to retrieve the associated �le resource. This is necessary because we do not
associate the user-driven attributes with the �le (i.e. �le version) directly, but rather
with the �le resource which represents the entire history of that �le.

5.7 Discussion

We have come a long way since we set out to build a personal resource management layer
on top of the version-aware environment provided by the Memsy core infrastructure.
It is time for a short recap. In contrast to many previous PIM solutions that often
aimed for a replacement of the seemingly rigid hierarchical folder structures with an
alternative approach, we wanted to explicitly leverage the existing, elaborate folder
structures that people have already created for their �les. Therefore, we have proposed
a dual folder/collection strategy where we re-create the folder structures in a global
namespace that spans the entire personal information environment. We also believe
that this eases the transition from a formerly single classi�cation environment to an
infrastructure that allows multiple classi�cation.

Thanks to our three types of collections (generic, typed, smart), we are able to model
a wide range of di�erent collection behaviours that can be found in many of today's
domain-speci�c PIM tools and media organisers. Based on our prior work in Chapter 3,
we have identi�ed, extracted and formalised four widespread organisational facets and
provided detailed descriptions of the underlying mechanisms. These organisational
mechanisms can be employed in a type-agnostic fashion and are thus applicable to many
di�erent kinds of information items. We hope that our guidelines assist future architects
of PIM systems in designing appropriate interfaces for popular organisational schemes.
To demonstrate how easily these mechanisms can be instantiated for an actual PIM
system, we have introduced �ve concrete instances to the Memsy environment. We have
shown how the notion of (�le) resources can be generalised to also include web and object
resources. By applying the conceptual separation of resources and representations, as
put forward in the URI speci�cations, to the realm of personal documents, we have
e�ectively achieved an abstraction that allows us to manage resources regardless of
their actual storage locations.

Two visualisations, the Memsy list item and the Memsy card, illustrated how the
principle of in-place attribute manipulation can be combined with a design pattern
that is adept in catering for di�erent types of resources. The consistent use of web
technologies for all user-facing components enabled us to provide a integrated experience
for end-users. It also facilitated development as the web interface and the Memsy
Companion app shared parts of the same codebase. Similarly, by extending the REST
API of Memsy Global with the new functionality, the resource management layer could
be seamlessly integrated with the existing environment. We are going to use that 
exible
architecture for the next and �nal piece of our proposed personal resource management
system. In the next chapter, we will show how the resource abstractions provided by
Memsy can be used to enable the creation of robust, bi-directional associations between
locally stored �les and online resources such as Facebook contacts or Wikipedia articles.
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Personal Resource Graph

Links between resources are valuable pieces of information because they enable associat-
ive browsing or association-based retrieval. Association-based navigation is a powerful
concept to browse the personal information space and discover related information by
following trails of links. In the last two decades, several PIM solutions have addressed
that issue by providing means to create arbitrary links between resources. Existing PIM
tools such as Haystack [1], Presto [39], Nepomuk [56] and MyLifeBits [50] introduced
links or associations as �rst-class entities in their (data-)models. In these systems,
links are commonly used to express a relationship between the linked entities and that
relationship can later be taken into account for information retrieval and navigation
purposes. A number of novel search interfaces have been developed to address the
former and much research has been done on exploiting associations for search [26, 27].
Similar to provenance information, associations can also provide additional navigation
paths which e�ectively are shortcuts to the related information items. This method of
searching has also been called orienteering in related work [109].

However, one of the recurring challenges in that area is the question of where do these
links come from, how they are created and whether they can be created automatically
(implicit) or require user participation (explicit). Many of the existing PIM tools try to
infer links based on metadata, content or other relatedness measures. As a consequence,
much research e�ort has already been put into the exploration of such relatedness
algorithms, similarity measures and patterns in user behaviour (e.g. temporal closeness
of accessed resources).

In contrast, our work focuses on use cases where the creation of links is driven
actively by the users themselves or by the applications they useas part of their work
ow.
We asked ourselves how users can bemotivated to drive the creation of links between
resources. We argue that the real challenge of our goal is not the development of a
sophisticated link model, but to convey the idea of links in such a way that end-users not
only understand the concepts but are also more inclined to create links whenever there is
an appropriate opportunity. You are not going to ask your end-users to \please specify
some properties for the link you are about to create to provide additional context". It
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also unreasonable to expect users to directly take advantage of the expressiveness of
models such as RDF since they lack (and should have no need to acquire) the knowledge
to describe their information needs in an abstract way.

So the question that we want to address in this chapter is how to elicit associations
between resources from end-users in such a way that it feels \natural" to them and does
not require them to know about how the underlying link model is actually represented.
Again, instead of taking a data-driven approach to inform our model and infer require-
ments, we have exerted the approach that has followed us through the entire thesis so
far. We start by looking at what users are already familiar with and investigate whether
there are systems, applications, or practices that would be suitable to transfer to the
domain of personal information management and can ultimately be implemented as
part of our Memsy infrastructure. We are also going to show how we can exploit these
associations by providing \shortcut" navigational paths from one resource to another
if users encounter either of two linked resources.

6.1 Analysis

If one looks at the entire personal information space (personal documents, contacts,
calendar, e-mails, images, music etc.) within a traditional desktop environment, there
is very little support found in today's operating systems that would allow a user to
create associations between locally stored, personal information or to associate those
information items with the vast information that is available on the web.

Desktop Environment

When we turn our attention to operating systems �rst, we will be utterly disappointed.
The ability to link resources in commonly used operating systems is rather limited
and often allows users to create shortcuts and aliases only. These links however, are
not between �les but between ashortcut �le and a regular �le. This means that a
link in that setting usually does not convey any additional information and merely
serves as a placeholder instead of a real association. The same holds for web browsers,
where bookmarks are usually the only option to capture a link to a web page. While
bookmarks are useful to collect related information in the same folder, they are not
suitable to indicate any direct relationships between web pages, let alone other personal
information. This circumstance has made it di�cult for end-users to create associations
between their personal resources despite the fact that they are well aware of the bene�ts
of linked information.

At the application level, things appear to be more promising. Some applications
such as OneNote and Word allow the embedding of basically any type of URL, which
of course includes �le URLs to the local �le system and HTTP links that may point
to any public web resource. Unfortunately, such associations are stored together with
the document and are not accessible independently, unless those documents are being
crawled by a third-party service and the links extracted. These uni-directional links
only allow navigation in one direction and the target of the link has no knowledge,
and almost no way to �nd out, about its association with the source that contains the
link. It seems that the desktop and common O�ce-related desktop applications do not
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provide us with any ideas in our quest for a user-friendly way to de�ne relationships
between resources.

World Wide Web

Links are one of the fundamental building blocks of the World Wide Web and one of
the intrinsic properties of the web is its interconnectedness. This web is built from
hypertext documents which contain links that allow users to navigate to di�erent parts
within the same document or to another document altogether. Such links are not just
means for easier navigation, but often convey some sort of relatedness between the linked
documents. After the invention of HTML and the huge success of the World Wide Web,
the notion of (hyper-)links became ubiquitous and is now widely understood by end-
users as a means of navigation and as a form of describing associations. A hyperlink is
also something visible, something tangible that users experience nowadays on a daily
basis when they browse the web.

But what about end-user authoring of hyperlinked documents? Thanks to content
management systems such as Wordpress, even novice users are easily able to link their
articles to other documents, embed images from the media library and associate it with
other resources such as �les. Consequently, the notion of a hyperlink is no stranger to
most computer users. However, links embedded in hypertext documents su�er from the
same limitations as the links in our personal documents stored in �le systems. They
are uni-directional and the pages or resources they link to are not unaware of their
association with the source document. How valuable these links between web pages
are has been exempli�ed by Google with their famous PageRank algorithm [94], which
explicitly exploits the link structure of the web to improve search results. What we
would like to have is a way to create truly bi-directional links that live independently
of the resources they link.

Social Media and the Social Graph

Among the many applications the web has enabled, social media applications are an
excellent source of inspiration for creating linked structures because their entire model
is based on the concept of relationships between social entities. These associations
between people and also their interests play an important role in social networking
sites and collectively form what is now known as the social graph. Because the business
models of websites such as Facebook and Twitter are built upon the ability to recog-
nize patterns and connections between users, topics, interest etc., these social network
providers have a high interest in facilitating links and link creation between its users
and other entities.

In order to expand their social graphs, many social network platforms have started to
o�er means for end-users to not only create relationships between social entities (friends,
followers, business contacts) but also reference a diverse set of resource types (places,
organisations, restaurants, movies, artists etc.). End-users have therefore become a
main driver behind the realisation of the social graph. These user-driven links provide
an invaluable source of relationships between entities/resources which are otherwise
di�cult to obtain or even infeasible to infer automatically. Because the social graph
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may be a rather abstract concept for end-users, it is crucial that they are able to create
those associations without having to be aware of the underlying data models.

To facilitate the creation of those links through end-users, a number of di�erent user
interface and interaction patterns have been developed by social media sites. They range
from domain-speci�c techniques such as tagging persons in pictures to general purpose
approaches such as named entity recognition in free-form status messages. Again, the
key observation here is that most end-users are now familiar with these concepts and
have learned how to navigate links to discover and re-�nd information within the social
graph. For example, Facebook unveiled its new graph search in 2013 which is based on
their social graph. In addition, third-party applications were given the possibility to
extend the graph with their own node types and relationships.

6.2 Approach

In our pursuit of a suitable architecture for capturing and storing associations between
resources in personal information environments, we drew inspiration from the web and
in particular, from social media websites. In the previous section, we learned about the
social graph which has become a prominent concept for many social networking sites.
Because Facebook has been the main driver behind that concept and has invested lots
of resources into the development of its own instantiation of the social graph (made
available through its Graph API), when we talk of the social graph in the following
section, we implicitly refer to Facebook's realisation.

6.2.1 Towards a Personal Resource Graph

As the name implies, a social graph is a graph structure with nodes and edges. Nodes
are the entities that are part of the social graph, e.g. a user, an event, a photo, a page
etc. These entities have relations to each other which denote the edges of the social
graph, e.g. friends, events, photos, groups etc. To di�erentiate between the two, node
types are usually written as singular nouns whereas edges are pluralised version of the
node type names to which they link.

A social graph is a global data structure in the sense that it is not tied to particular
application but multiple applications contribute to and read from the social graph's
data. That model of the social graph �ts very well with our resource model presented
in the previous chapter. The main di�erence is that instead of social entities, our
environments include only personal resources, though some of them might be social
entities as well.

Personal Resource Graph Model

In our Memsy environment, we model associations between resources as links that point
from one resource to another. Consequently, in our graph model, we treat each resource
as a node and model links between those resources as edges. The �nal personal resource
graph model is shown in Figure 6.1. Although that model is quite simple, we would like
to emphasise one important characteristic. In our model, the link is also an entity. As
a result, it is possible to attach properties to the link itself. This is a deviation from the
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Figure 6.1: Link Model of the Personal Resource Graph

way in which most social graphs appear to the outside (we do not know how they are
internally represented). However, we think it is more straightforward for application-
driven links to attach properties to the edges rather than to have to come up with an
intermediary object that captures the properties.

Because we are primarily interested in expressing \semantic" relations of the entities
that the resources represent, links in our system are per default de�ned over meta
resources. In other words, we do not want to capture the relationship between a �le
(which happens to be a Word document) and a web page URL (which happens to be a
Wikipedia article), but between a document and an article.

6.2.2 Eliciting Links from Users

Now that we have agreed on how to model associations in our personal environments,
the question remains how we can enable users to add links between resources in a
lightweight way. A common approach that we have found in previous solutions is to
provide a form where users can specify the source and target of a link. The selection
of the source/target may be further supported by text �elds with auto-completion or
additional selection dialogues. Another popular user interaction method is drag-and-
drop of link targets onto those �elds.

The problem with plain links over resources is that the link itself does not give a lot
of context. If you link from a document to a person, does that mean that person was
involved in its creation? Or does the document merely concern them? Or were they
supposed to review the document? Most link models, ours included, allow users to add
properties to links, so they might give the links more context. For examples, links may
have a name such as \authoredBy" or \taggedIn".

The problem is that the kinds of user interfaces required to create arbitrary links are
not very common in normal desktop or online web applications. This is why we propose
a novel method to create associations between resources which is based on the familiar
concept of status updates, tweets and comments in social media. Our idea works as
follows: Since users are already familiar with authoring hypertext documents on the
web and many users are well acquainted with the status and tweet user interfaces of
Facebook and Twitter, we employ similar interaction patterns to let users annotate re-
sources in our system. In contrast to status updates, which often contain self-referential
statements (e.g. \I'm in Washington visiting Obama"), an annotation in Memsy is a
comment about a managed resource. Facilitating such a comment functionality, users
are e�ectively creating links between the resource they annotate, and the resources
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they reference in their annotations. These references to other resources will not only be
stored in the comment itself (embedded), but also in a globalpersonal resource graph
(PRG). Because links are stored externally in the PRG, they can be traversed in both
directions. So instead of annotating links, we introduce the concept of annotations that
contain links. We are now going to discuss the implications of our approach and illus-
trate the user interaction patterns that are suitable to insert references into comments
on-the-
y.

6.2.3 Comments as Resource Annotations

When we talk about comments, we mean free-form text that is attached to a resource.
A comment can also be regarded as a textual annotation of that resource. These
comments can containreferencesto other entities. References are nothing else than
links to other resources. We believe that comments are a simple concept that is easily
understood by most end-users. Creating associations in the form of comments has a
number of bene�ts.

Firstly, a comment provides some sort of implied context for the references it con-
tains. For example, if Patricia adds the comment \the background for this composition
has been provided byFred " to one of her artworks, andFred is a reference to a per-
sonal contact, we can not only create a link between the artwork resource and the \Fred
resource", but we can also associate the comment with the link itself. When Patricia
at a later point retrieves all �les linked to Fred, our system can use the associated
comments to help her discover the original meanings of those links.

Secondly, comments can be used to show how a resource developed over time. For
example, Patricia can use a comment to record that a document was initially created in
collaboration with a friend. Some time later, another friend makes a valuable contribu-
tion, which Patricia also captures in another comment. The nice thing about comments
is that they have a temporal component, which means older comments may become less
relevant at retrieval time. A user interface can take advantage of this and fade out com-
ments over time. Without such a temporal component, links just accumulate, unless
the involved resources are deleted of course.

Thirdly, our approach alleviates the need to �ll in a list of pre-de�ned properties to
describe a link and its context. Comments are free-form text and users can provide as
little or as much information as they wish. It is certainly possible to just add references
to other resources without any other information at all.

Lastly, we believe that with this concept, users no longer have to think about \I
want to create a link to another information item" but rather think in terms of facts
they want to state the resource in question. The creation of an association thus becomes
merely a \side-e�ect" of that action.

6.2.4 User Interaction Patterns

Based on our experiences with social media websites, we identi�ed two interface and
interaction patterns that allow users to create associations between resources in a light-
weight, yet expressive way. We have identi�ed two common techniques (interface and
interaction patterns) to create references to other the entities in social networks when
adding posts or comments.
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Figure 6.2: Inline references in Facebook

Mentions Pattern

A popular technique is the use of special text characters to mark links to entities of a
speci�c type. Probably the most prominent examples are the # symbol to tag a message
with a topic (used in Twitter, Google+, Facebook etc.) and the @ symbol that can be
used in many social networks to reference another user. The latter example is often
named mentions (Twitter) or mentions tagging(Facebook) and we have adopted the
same terminology to describe the pattern.

The mentions pattern allows users to embed references inline directly as part of
the comment itself. From a user's perspective, thementions pattern works as follow.
The user starts by typing their comment as plain text into the regular comments �eld.
If at any point, the user wants to mention another named entity (e.g. user, place,
organisation), they start a new word after a whitespace with the @ pre�x. After a
couple of additional characters have been typed (how many depends on the particular
implementation) an overlay is shown similar to the one depicted in Figure 6.2. This
overlay shows a list of suggestions to auto-complete the reference. When the user selects
one of the entries, the reference to that entity gets added to the comment. Often, it is
visually separated from normal text to make it easier for users to spot the recognized
entities. Another strategy is to trigger reference lookups when words start with a capital
letter. In that case, no explicit pre�x is required.

The types of named entities available di�er greatly between the applications. Many
social web applications have adopted the practice that mentions mainly refer to other
users of the system. On Facebook however, the @ pre�x is used for many entities (cities,
brands, pages, apps etc.) simultaneously, and the type of the entity is shown as part
of the auto-completion list entries presented to the user. Once a reference has been
added, its type is no longer evident.

It is important to note that the mentions pattern does not constitute a particular
pre�x to be used. However, the @ symbol has seen widespread adoption, not least due
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Figure 6.3: Annotating posts in Facebook

to its popularisation by Twitter. We have experimented with di�erent pre�x symbols
and conclude that it is mainly a matter of personal preference and, most importantly,
habit.

Annotate Pattern

The other pattern that we have identi�ed has been exempli�ed by Facebook (see Fig-
ure 6.3). Instead of inline references, the idea is to add annotations to the comment
that reference other entities. We call this theannotate pattern. For example, Patrica
may add a location to a comment that describes where she got the inspiration for that
artwork from. Or she might tag the people that were in a photograph she has taken
recently.

Following the Facebook model, the user interaction for the annotate pattern is
summarised in Figure 6.4. Whenever the user clicks on any of the annotation symbols,
a text �eld with auto-completion allows users to reference an entity of that type. The
annotate pattern allows for many customizations, for example, some entity types may
be only added once (e.g. one location per comment). It is also possible to combine the
annotate pattern with cascading menus to better scale the interface with an increasing
number of possible link types.

The user interface for that pattern can be described as a form of \guided" annota-
tions because icons indicate whatkind of annotations are possible. This is in contrast to
the mentions pattern, where you have to know how to add a mention and the mention
tagging either includes only a subset of all entities or all.

Figure 6.4: The annotate pattern
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6.3 Memsy PRG

In a next step, we explain the architecture of the personal resource graph as it has been
implemented in Memsy. Furthermore, we show how we applied the two user interaction
patterns to develop an annotation mechanism with references for the Memsy environ-
ment. This user interface extension allows end-users to create links between personal
resources stored either locally or on the web. With regards to personal information en-
vironments, our goal was to foster link creation between all personal resources (i.e. doc-
uments, images, music, contacts, places and things) in a lightweight way with minimal
user e�ort. The PRG has been realised as an additional service of Memsy Global. It
uses the same data store that we already introduced to store the resources. All methods
for manipulating links are exposed as a REST API to external clients.

6.3.1 Comments Model

As has been mentioned previously, links are �rst-class entities and thanks to our semi-
structured data model, arbitrary properties can be added to them. A link has asource
and a target . Optionally, it may also have a link name (i.e. label). Even though
the source and target associations indicate a direction of the link, they are truly
bi-directional and can be traversed in both directions. If the link was created from a
comment, it also has a reference back to that comment. This is important because
when a comment is edited or deleted, we need to know which links are a�ected by that
operation. Given that several comments may create links with identical sources and
targets, we also need a way to di�erentiate those links. Comments have a body, which
is basically the text including the inline mentions, and acreated as well asmodified
timestamp.

1 // Link Syntax
2 [This is the name of the link](<resource identifier>)
3

4 // Regular expression to capture all the links
5 // (g is the global search flag)
6 var re = /\[(.*)\]\((.*)\)/g;

Listing 6.1: Comment Format

When a comment is saved to the database, we store mentions directly as part of its
text body. To encode links to resources as text, we adopted the syntax for inline links
from Markdown1 as shown in Listing 6.1. The text in brackets will become the link's
text (this is not the same as the link's name, which is more like a label of the link)
and is immediately followed by the links target enclosed in parentheses. Markdown
is a text markup speci�cation which has been developed with an exceptional focus on
readability. It compiles to HTML and provides simple markup for most basic HTML
elements. The main reason we used Markdown's inline syntax is because it can be
parsed very easily using a regular expression. Listing 6.1 shows a regular expression in
JavaScript which captures both the link text as well as the link target.

1http://daring�reball.net/projects/markdown/syntax
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I've collaborated on this document with [Fred](5712).
Some of the examples have been inspired
by this Wikipedia article [Design](18734).

Listing 6.2: Comment Example

Listing 6.2 shows an example comment as it is stored in our system. The link target
itself is just the resource identi�er. Depending on the user interface, it can be rendered
as an anchor tag with the resource URL as its target.

6.3.2 Link Sources

To build an increasingly connected personal resource graph, we are interested in two
types of link sources:User-driven and Application-driven associations. We de�ne user-
driven associations as references that are mentioned or added in a resource annotation.
Application-driven associations are links created by applications with or without any
user involvement.

User-Driven Associations

In our implementation of the two patterns described in the Section 6.2.4, we have
combined the patterns into one single user interface, similar to how Facebook does it.
As a result, users have the opportunity to mention other resources inline as part of the
comment, or attached as annotations of the comment. Note that, from a semantic point
of view, both methods are completely equivalent and result in thesame links being
created. The reason that we allow both is again that we want to provide the 
exibility
for di�erent user preferences and practices.

Pre�x Search Space

@ People, Places

+ Documents, Songs

# Wikipedia Articles

Table 6.1: Pre�xes for the Mentions Pattern

To implement the mentions pattern, we took a slightly di�erent approach and pro-
pose several pre�xes to refer to distinct categories of resources. Table 6.1 shows the
pre�xes and their associated search spaces. We think this di�erentiation is justi�ed
because we do not consider documents as named entities. Currently, our only way to
identify documents is by �le name and to make it more obvious to users that they now
reference a document, we introduced a distinct pre�x for that. An observant reader
may have noticed that images are missing and cannot be referenced. The reason is that
�le names for images are a really bad means for discriminating them. First, images of-
ten have generic names when copied from cameras or smartphones (e.g. DSC345.jpg).
Second, because they follow theDesign rule for Camera File Systemwhich mandates
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�les to have only a 4-digit numeric number, �le names are bound to collide at some
point.

We also think that it is more likely for users to add comments to their documents
and images, referencing the other named entities, rather than the other way round.
In contrast to Twitter, the pre�x is only used to trigger the resource lookup. Once a
resource has been selected, the text written so far (including the pre�x) gets replaced
by a proper link to that resource. The name of the link is based on the resource's
display name. Figure 6.5 shows the �nal user interface. For theannotated pattern,
we decided to provide buttons for each of the 4 semantic types (except images) that
our system currently supports. If a system is supposed to support signi�cantly more
semantic types, we advise a cascading menu.

We also considered adapting the user interface according to the currently annot-
ated resource. Our idea was to enable only a subset of referenceable resource types,
depending on the current resource type. For example, we thought that when annotat-
ing images, users only consider it useful to reference people and places, but not other
documents or Wikipedia articles. But then again, who are we to decide what users
want? One of the premises of the entire thesis was tonot enforce a particular style of
working. This is why the user interface looks exactly the same for all resource types.

Application-driven Associations

To enable third-party applications to create robust, two-way associations between re-
sources, we designed a concise API for link manipulation. The methods of our API are
summarised in Table 6.2. If a link is created by an application, it has to provide an
applicationName . This name is used as a namespace to separate links with the same
name (but di�erent purposes) from each other. Application-driven associations are not
shown as part of the regular end-user interfaces and are mainly meant to be consumed
by the application that created them. If, however, an application intentionally wants
to expose its link to the end-users, it may use the internalmemsynamespace.

Each link has a numeric identi�er which can be used to delete this link speci�cally.
For convenience, it is also possible to delete all outgoing links with a speci�c link name.
When all links of a resource are retrieved, we return both outgoing as well as incoming
links.

Figure 6.5: The �nal annotation user interface
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6.3.3 Work
ow Integration

To integrate the personal resource graph into the desktop work
ow of end-users, it is
crucial to provide linking and browsing opportunities at the right time and in the right
place. Our approach di�erentiates between link authoring and navigation, for which we
have devised di�erent strategies.

Link Authoring Annotations can be created in the same way as the manipulation
of user-driven attributes, either through the global web interface or as part of the
Memsy Companion app. Figure 6.6a shows the user interface of our �nal comments
web component. In the web interface, the comments interface is contained in its own
tab of the resource view. The same view also shows all the existing comments ordered
chronologically. Using this view, existing comments can be deleted or edited. To add
a new annotation to a local �le resource, a similar view can be shown as part of the
Memsy Companion app when it is invoked through the context-menu. In both cases,
the comments box combines the mentions and the annotate pattern and allows both
interaction paradigms to be mixed freely by the end-users.

Link Navigation To make e�ective use of links between local and online resources,
they also have to be traversable by the users. As shown in Figure 6.6b we have im-
plemented a link overview page that shows all the incoming and outgoing links for
a particular resource. Though that overview page can also be shown in the Memsy
Companion app for local �le resources, navigation always happens through the web
interface where users can click on links to navigate to the corresponding resource. The
same navigation is also possible from within comments, where users can click on the
embedded references to navigate to the referenced resource.

A browser extension has been developed to navigate from referenced web and online
object resources to linked resources in Memsy. Whenever the user wants to display the
resource that are linked to the current web page, they click on the extension's icon.
The extension then queries Memsy Global for a list of linked resources and displays it
directly within an overlay of the extension. A click on any entry opens the Memsy web
interface for that particular resource.

HTTP Verb Path Action

GET /resources/:id/links Get all the links (incoming & outgoing) for a
speci�c resource

GET /links/:id Get a speci�c link. Returns the source, target
and all associated attributes

POST /links Create a link from a source to a target resource

POST /links/:id Attach an attribute to a link

DELETE /links/:id Remove a speci�c link

Table 6.2: API Methods for application-driven associations
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(a) Link Authoring (b) Link Navigation

Figure 6.6: Creating annotations and browsing links in Memsy

6.4 Implementation

The personal resource graph is an extension of the Memsy infrastructure. No new tech-
nology had to be introduced to implement its functionality. The links and comments are
stored as MongoDB documents and the REST API has been implemented in Scalatra.

Comments Web Interface

The comments web component was implemented with the same web technologies used
throughout the project. The main input �eld is an HTML div with the contentEditable
property set to true . This property turns block elements such as divs or paragraphs
into editable text areas. They behave similarly to the HTML elementtextarea but
can also contain HTML markup, whereas textarea is a plain-text edit control. For the
implementation of the two interaction patterns, we had to use quite di�erent techniques.
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Mentions Pattern

To implement the auto-complete functionality of resource names for the mentions pat-
tern, we use the autocomplete widget2 from the jQuery UI JavaScript library. This
widget attaches a keyboard event listener to the content editablediv which is called
whenever the user types a single character. In that callback, we examine the text
entered so far and check for the occurrence of one of our \mentions" characters (@, +
and #).

Because the user may also want to add references in the middle of existing text,
we need a robust way to determine the current search term. The idea is that we take
the current caret position and search the string from that position backwards until we
encounter the currently active mentions character. We then take the substring based on
the found occurrence and the caret position as our query term. After we have extracted
a new mention, we display an overlay (another div) with the auto-complete suggestions
retrieved from Memsy Global. The population of the auto-completion list requires a
round-trip to the server to collect the suggestions. In order to minimize server load,
the auto-complete is only triggered after a delay of 200ms in which there is no further
typing activity. Each individual entry contains the display name, the (hidden) identi�er
of the resource and a URL to a thumbnail of that resource. We use this information
to render the auto-complete list. If the user has selected an entry from that list, a
hyperlink is inserted into the text area, representing the linked resource. We achieve
this by replacing the search term, including the mentions character, with an anchor tag
in the HTML contained in our content editable div.

Annotate Pattern

The annotate pattern has been implemented with a dedicated auto-complete input �eld
for each type of resource that can be added. Each button merely toggles the visibility
for the corresponding input �eld. The input �elds themselves have been realised using
the AngularJS library ui-select3. This library is a re-implementation of the popular
Select24 library which provides more powerful HTML select elements. Whenever the
user enters something into those input �elds, a callback gets executed which retrieves
a list of suggestions from Memsy Global, this time �ltered according to the current
semantic type. When an entry is selected, a new item is added to the input �eld which
can also be easily removed again.

The trickier part with the annotation pattern is the rendering of the textual an-
notations at the end of a comment, e.g. \with Fred" or \at Zurich". Because we do
not want the user to be able to edit them, they cannot be part of the regular content
editable div. Instead, they are rendered in a transparent divbehind the main div. We
also need to align them with the currently entered text so that they appear right at the
end of it. This is achieved by copying the content of the main div to the transparent
div after every single modi�cation. By default, all the text in that div is transparent as
well. For this reason, all textual annotations have to be placed inspan elements whose
CSS color properties override the transparency of the parent div.

2https://jqueryui.com/autocomplete/
3https://github.com/angular-ui/ui-select
4https://select2.github.io/
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Browser Extension

The browser extension to navigate from online resources to local resources has been
implemented in Chrome, using the Chrome extension APIs provided by Google. A
chrome extension is de�ned by a manifest �le written in JSON and a number of assets,
typically HTML, JavaScript and image �les. The manifest �le de�nes the entry point of
the application by providing the relative path to the JavaScript background scripts that
should be executed when the extension is loaded. The Chrome extension APIs provide
several extension points to modify the user interface of the Chrome web browser. For
our extension, we used abrowser actionto add an icon to Chrome's main toolbar. A
browser action is visible for every web page and can show a popup when it is clicked.

We use that functionality to implement the display of a list of all resources linked
to the web page currently shown in the browser tab. Implementation is straightforward
since we just need to send a request to Memsy Global with the current URL. Memsy
Global then checks the URL against the personal resource catalogue and retrieves as-
sociated resources if it exists. The response is then processed by the browser extension
and shown as HTML in the pop-up.





7
Exploration and Evaluation

In the previous chapters, we have presented our vision of a consolidated, version-aware
personal information environment. In our last chapter concerning the Memsy ecosys-
tem, we evaluate some of its core components by demonstrating their versatility in sup-
porting di�erent applications and illustrate how we can drive the Memsy infrastructure
even further. To demonstrate the 
exibility of our infrastructure for personal resource
management, we have developed a number of scenarios and applications that showcase
many of concepts introduced in the previous chapters. The idea of these demonstrators
is to serve both as a validation of our proposed concepts and an inspiration for the
kind of integrations possible with our infrastructure. Most of these scenarios have been
implemented with whatever technology was best suited for the task at hand. All com-
munication with the Memsy infrastructure is done over HTTP using JSON as the data
exchange format.

We think that our infrastructure provides a suitable basis for tools that help users
manage personal resource. These tools are focused around three areas: deeper integra-
tion with the desktop, alleviation of information fragmentation and blending of social
information with local �les. The �rst area is motivated by the feedback we received
from many user study participants (see Section 4.7) who generally wished for a tighter
integration of the information collected by Memsy with the applications they used
in the user study (i.e. Windows Explorer, Microsoft O�ce). The second area relates
to the dual folder/collection approach we have taken. One use case for collections is
to gather semantically related resources in a single location while they might still be
scattered across di�erent folders in various storage locations. We show two examples
of how collections of resources can be materialised at runtime and how the (hidden)
information fragmentation can be alleviated when exporting them. The last area was
motived by our positive experience of transferring ideas from social networking sites
to the realm of PIM. The idea is to link information from social network sites to local
�les, thereby bridging the gap between private resources stored exclusively locally and
personal information stored in online repositories.

While we have implemented quite a few user interfaces as part of these applications,

177
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usability has not been the focus of our work and thus we feel a scenario-driven evaluation
is more appropriate than a user study. In an integrated setting like ours, it is also quite
complicated to isolate and test for speci�c parts of a general information management
work
ow. We further justify our decision in the last section of this chapter where we
illustrate why user studies are very di�cult in a PIM setting.

7.1 Desktop Integration: Going Further

Our �rst set of demonstrators explore di�erent ways to embed the resource manage-
ment features of Memsy into the familiar desktop environment. By leveraging O�ce
extensions, it also possible to capture otherwise undetectable provenance relationships.
The overall goal is to provide information right were it is needed and to capture events
right were they happen.

Virtual File System

The freedom of our collection model was paid with the price of an additional user
interface to manage and browse them. Especially when users only want to navigate to
a local �le by means of collections, it is cumbersome to use a separate web interface
for that. Our �rst demonstrator shows how the collection model can be exposed as a
virtual �le system that can be browsed with the regular �le manager application of the
Microsoft Windows 7 operating system.

Our implementation is based on Dokan1, a library for �le systems in user space. It
consists of a kernel-mode �le system driver and a dynamically linked library (DLL) in
user space which is called by the �le system driver. An application that wants to realise a
virtual �le system registers with this library and implements a number of �le operation
callbacks. We used the .Net language bindings for Dokan library to implement our
virtual Memsy File Systemin C#. For this proof-of-concept demonstrator we limited
ourselves to a read-only �le system which means that collections can only be browsed
but not edited. We want to emphasise that there is no technical limitation that would
prevent the manipulation of collections through the �le explorer, but we leave the
implementation to future work.

All collections (generic, typed and smart) are browsable. Our �le system implement-
ation calls Memsy Global to retrieve the members for the current collection. Because
this scenario is only concerned with local �les, we added additional API methods to
the collection interface that only return �le resources. These resources contain the
locations of all associated �le versions. The �le system application then asks Memsy
Local to resolve those locations in order to construct valid �le paths for the local �le
system. For each retrieved �le version, we create a �le entry in our virtual �le system.
Because collections may contain multiple, but distinct, resources with the same name,
and because a single �le resource might map to several �le versions with the same �le
name, we might end up with several (virtual) �le entries that have the same �le name.
To disambiguate these entries, we append the version number to the end of the �le
name. This is also necessary for a second reason. Unfortunately, there is no mechanism
in Windows to add some kind of \value" or identi�er to a �le entry. This means that

1http://dokan-dev.github.io/
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Figure 7.1: The collectionArtworks browsed with the standard Windows Explorer on
Windows 7

if the �le is double clicked and our the virtual �le system driver asks our �le system
implementation to open the �le, the only identi�er for that �le provided is the �le path.
So in order to di�erentiate between the di�erent �le versions for the same �le resource,
we need to encode the versions' identi�er in the �le name. An example is given in
Figure 7.1 where we explored a collection with a single �le resource that maps to two
�le versions. These �le versions point to actual �les that are locally available.

Note that �le entries are created on-demand when a directory (a collection) is listed

1 // Get file information from Memsy Local
2 var response = local.Execute<MemsyResponse>(resolveRequest);
3 var temp = Path.ChangeExtension(System.IO.Path.GetTempFileName(), "lnk");
4

5 // Create Shortcut
6 WshShellClass wsh = new WshShellClass();
7 IWshRuntimeLibrary.IWshShortcut shortcut = wsh.CreateShortcut(temp) as

IWshRuntimeLibrary.IWshShortcut;,!

8 shortcut.TargetPath = response.Data.message;
9 shortcut.Save();

10

11 // Write it to buffer
12 using (FileStream fs = System.IO.File.OpenRead(temp))
13 {
14 readBytes = (uint)fs.Read(buffer, 0, buffer.Length);
15 }
16

17 // Delete shortcut again
18 System.IO.File.Delete(temp);

Listing 7.1: Shortcut Generation in the Memsy File System
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by the Windows Explorer, hence they are not actually materialised until a user double
clicks an entry. In addition, the �le entries that we list appear as Windows shortcuts
(.lnk) �les. When such a �le is double clicked in our virtual �le system, we create an
actual (temporary) shortcut behind the scenes and read its content into the bu�er of the
�le system driver. The code for that is shown in Listing 7.1. As a result, when a user
clicks any �le in our virtual folders, they are being redirected to the actual �le location.
This behaviour enables us to have a read-only �le system but still allows people to
open and edit their �les as usual in their favourite applications. Shortcuts also have
a dedicated context menu entry calledOpen file location which allows a user to
jump directly to the location of the linked �le. And because shortcut �les are treated
somewhat transparently by Windows, we still get things like thumbnail generation as
can be seen in Figure 7.1.

O�ce Integration

One minor limitation of of the Memsy environment so far is that most end-user inter-
action requires an additional application, the Memsy Companion app, to be invoked
to perform most of the information tasks we set out to support. While that app is
normally invoked as part of a user's regular work
ow when browsing the local �le sys-
tem, it may be inconvenient to launch it while editing documents, for example using
Microsoft O�ce. The purpose of this demonstrator application is to illustrate how the
infrastructure provided by Memsy can be integrated even deeper with common desktop

Figure 7.2: Memsy Integration with O�ce 2013
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applications. Figure 7.2 shows how we envision users to interact with our system from
within applications.

In line with this vision, we have implemented two exemplary integrations with
Microsoft O�ce using di�erent technologies to highlight the 
exibility of our infra-
structure. Starting with O�ce 2013, Microsoft o�ers a new way to write extensions
for their popular O�ce suite. Using JavaScript and HTML technologies, one can im-
plement so-calledApps for O�ce that integrate directly with the O�ce applications.
Apps for O�ce are web applications that are hosted on a web server but are loaded
into O�ce products either as a task pane shown along the right side of the document
or as a content pane shown inline as part of the document. A dedicated JavaScript
API allows the app for O�ce to access the document content and other O�ce-related
functions.

We have implemented a task pane app to bring the functionality of the Memsy
Companion app directly to Microsoft Word, Excel and PowerPoint. Thanks to new
web-based apps for O�ce platform, we could use exactly the same code base for both
apps. However, for the purpose of our demo, we only enable a subset of the features
which include the manipulation of the organisational facets and the ability to inquire
about newer versions. Both features can now be accessed while the �le is opened in any
of three supported Microsoft O�ce applications.

Our second O�ce integration addresses e-mail attachments. So far, to check whether
an e-mail attachment has a newer version somewhere, a user had to save the attachment
to the �le system �rst and then invoke the Memsy Companion app on the saved �le.
To provide a shortcut for that procedure, we have implemented an Outlook add-in in
C# that queries the �le history graph via its REST API and informs the user about
newer versions right from within Outlook. The reason why we have chosen a di�erent
technology this time is because the Outlook Add-In platform allows the extension of
almost any UI component of Outlook. This enabled us to extend the context-menu
which is shown when the user right-clicks an attachment. We have extended that menu
with an additional entry called Check Latest Versionas can be seen in Figure 7.3.
When that entry is clicked, the implementation reads the byte stream of the selected
attachment and calculates the MD5 hash. Our Outlook Add-in can then use this hash
to query Memsy Local for latest version. Memsy Local forwards the query to Memsy

Figure 7.3: Memsy Integration with Outlook 2013
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Global and also performs resource resolution against the current local context before
results are returned to the Outlook add-in. We then show a message box to the user
informing them about the location of the latest version, if necessary that is.

Implicit Activity-based Associations

Implicit activity-based associationsare links which arederived from the user's action.
The action itself however, was originally not intended to create an association. For ex-
ample, when a user saves an e-mail attachment, we might capture the relation between
the e-mail and the newly saved �le, even though the user did not explicitly aim to create
a link between them. Activity-based associations help us to collect even more proven-
ance information which our system can use to help users remember where information
originated from and to which external sources it belongs.

Our last application demonstrates how easily we could extend the Memsy envir-
onment to capture activity-based associations. We decided to implement the e-mail
scenario as illustrated above for Microsoft Outlook. Unfortunately, we cannot capture
the Save Asevent in Outlook. As a workaround, we extended the context-menu with
a customSave As (Memsy)that works exactly as the regular command but also asks
Memsy Local to create an association between the saved attachment and the Outlook
e-mail. The link information that is sent to Memsy Local contains a �le path and an
Outlook e-mail URL. For both unmanaged resources, Memsy Local tries to turn them
into managed resources by running the appropriate resource importers and processors.
If that operation was successful, it uses a the link API to create an association between
the two resources. That link is now visible in the web interface and in the link view of
the Memsy Companion app. It can be navigated like any other link, but of course, the
e-mail message can only be opened on the machine that has the right Outlook mailbox
installed.

7.2 Handling Information Fragmentation

We have shown how collections are versatile tools to manage resources orthogonally
to traditional folder structures. However, they are also somewhat intangible and re-
sources still have to be retrieved individually. While our virtual �le system demonstrator
provides one possible way to access them in a more convenient way, there is another pos-
sibility that we would like to explore here: collection materialisation and export. Our
next two demonstrators are similar to the export functionality of Adobe Lightroom,
which allows users to export selected images from their collections to a single folder.
The idea is to be able to export collections that may contain resources spread across
multiple devices and services, either as self-contained bundles or in another \collection"
format. As a proof-of-concept, we have implemented an archive exporter as well as a
generator for contextual playlists. Both the playlist generator as well as the archive
exporter are applications that run on client devices. By materialising collections at
runtime, we can e�ectively mitigate some of the information fragmentation that occurs
as part of single-hierarchy (folder) storage in �le systems.
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Figure 7.4: Contextual playlist adapt to current environment

Archive Exporter

The archive exporter tries to gather all �le resources and packs them into a zip com-
pressed archive �le. Web and object resources are converted into Internet shortcut �les
(.url). If a �le resource points to multiple �le versions, it only includes the latest one.
If the latest one is not available, the �le resource is omitted. The exported archive also
contains amissing.txt text �le that contains the names and Memsy �le URLs of all
�le resources that could not be included. For each of the missing �les, it indicates on
which device it was seen last. We o�er two modes to control whether online resources
should be downloaded or not. In thelocal mode, the exporter only tries to gather �les
that are available locally. If the latest version of a �le resource is only available on
a cloud storage service, we create an Internet shortcut �le that points to the service.
When users try to open such links, they usually have to login to the cloud service in
order to access the �le. Inglobal mode, the application tries to download �les that are
only available online to a temporary directory from which they can be included in the
�nal archive. All downloads are mediated by Memsy Global. That way, we can re-use
the permissions (OAuth tokens) already granted to Memsy Global and do not need
to separately authenticate our client application with every supported cloud storage
service.

Contextual Playlists

Global playlists are typed collections that contain music resources from di�erent sources.
The playlist generator takes such a collection and the currentcontext as an input and
generates a .m3u �le (multimedia playlist) which only contains those songs that can
be currently played on the local device. The use case for contextual playlists is shown
in Figure 7.4. Let us assume that we have a global playlist with songs A, B, C and
D. All the songs are stored on our home computer. So if we export the global playlist
at home, we end up with a playlist that contains pointers to our local �le system for
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every song in that list. On our notebook however, we only stored a subset of our music
collection, e.g. Song C and D. The same global playlist exported on that machine will
only contain pointers to those songs. However, a neat feature of our playlist generator
is that we can specify the location of a local Dropbox folder and if we assume that Song
B is shared on Dropbox, the generated playlist will now include Song B as well.

7.3 Leveraging Social Information on the Desktop

One goal of our system was to be able to incorporate personal resources managed by on-
line services. But can we exploit that integration even further by \leaking" information
from those services into our desktop environment? We have developed two scenarios
that illustrate how (semi-)personal information managed by social network sites such
as Facebook can be woven into the desktop experience.

Retrieve Facebook Comments for Local Images

We explained in Section 4.3 how we can reconcile local images with images uploaded
to online services. As a result, we have a direction navigation path between the two
resources. This demonstrator show how that link serves as an excellent entry point for
applications into the external information repositories to retrieve further information.
The idea of the demo application, as illustrated in Figure 7.5, is to load Facebook
comments that were later added to an image which was originally uploaded from the
local �le system.

By following the association from the local image to the global resource catalogue
and to the associated Facebook photo resource, the demo application is able to re-
trieve the Facebook identi�er for that photo resource. Because these services provide
their own APIs to query for further information, our local application uses Facebook's
Graph API to load additional information about the local image. Following the edge
/object-id/comments in the social graph, we are �nally able to retrieve the comments
that match our local image. We have implemented this demonstration as a client ap-
plication.

Figure 7.5: Retrieve Facebook Comments for Local Images
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Tagging Friends in Local Images

Our �nal demonstrator illustrates how applications can use the personal resource graph
to create stable links between locally stored �les and online resources. In addition, the
link API for applications also allows arbitrary properties to be attached to the links
themselves. We exploit this in our next demonstrator, a friend tagger for local images.
Similarly to the Facebook website, the friend tagger allows users to tag their friends
in images. However, they do not need to upload the image to Facebook or any other
service for that matter. There are many reasons why people would not want to upload
images to Facebook. For example, it might be too embarrassing or rather intimate.
Still, it might be nice to tag the people in those images. The situation is depicted in
Figure 7.6.

It works as follows: TheFriendTagger application is invoked via the context-menu
of images in the Windows Explorer. It then shows the image where the user can click
on any part of the image to tag a friend. An overlay provides a search �eld to search
all people resources in Memsy. After a friend has been selected, FriendTagger calls
Memsy's link API to create a link between the �le resource associated with the local
�le and the friend resource. It also attaches the tag'sx and y coordinates as properties
to the link so they can be restored when FriendTagger application is invoked on the
same image again.

Thanks to the Memsy infrastructure, the information about tagged friends can be
retrieved for any copy of that �le, regardless on which computing of the personal inform-
ation environment it is stored. Because the link is de�ned over resources, they are also
propagated automatically to newer versions of that �le. At the same time, because the
information is not embedded in the �le itself, there is no risk of inadvertently leaking
some sensitive information when the �le is shared with somebody else.

Figure 7.6: Tagging Friends in Local Images
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7.4 Why User Studies Are Hard in PIM

While we are con�dent that our demonstrators have achieved our goal of validating the
versatility of our proposed version-aware environment, we should brie
y discuss why a
user study of the entire system has not been undertaken. We think that studies of PIM
tools are inherently di�cult for a number of reasons. First, because PIM tools are, by
design, meant to deal with highly personal information, a lab setting often struggles
to create a situation where users are truly familiar with the information managed by
those tools. It is possible to focus on very speci�c aspects as we did in our study in
Section 4.7, but it is more di�cult to generalise such �ndings since it might be harder
for participants to relate to certain situations if they are not working with their own
documents. Second, a lot of the e�ects of PIM tools are only observable over time.
Especially organisational schemes are structures that develop over long and extended
periods of time, often months if not years. Many elaborate folder structures have been
built over several years and are constantly being re�ned. Third, it is di�cult to measure
performance of PIM tools due to a lack of common, established procedures and retrieval
tasks.

The main viable alternative to user studies are longer-term deployments in the
�eld. Unfortunately, they are often unattainable in a research setting with prototypical
implementations. Again there are couple of signi�cant reasons that have also been
acknowledged by other researchers in that area. If the PIM tool is not a single web
application, deployment to di�erent machines can be quite a challenge, especially if
applications have to be re-deployed after some bugs have been �xed. Because the Memsy
environment was born out of many di�erent standalone projects, the entire ecosystem
is scattered over many little components. The complete Memsy Local package includes
the background service, the Memsy Companion app, a Chrome browser extension, an
Outlook add-in and several shell extensions. A large-scale deployment in the �eld would
have been a logistic nightmare. What is more, because our solution works in the user
space, even a research prototype has to reach a certain degree of maturity, comparable
to commercial applications, before it can be released to a larger audience. This requires
considerable e�ort in the development of robust software which is just not realistic for
a PhD project.

There are also some non-functional factors that make evaluations quite di�cult
in PIM. Privacy is an issue because the tool might be working with very sensitive
data and people can be reluctant to install software that monitors their activity in the
background. People might be hesitant to use the tools because they are afraid that it
will harm some of their data.

Last but not least, this project has never been about the design of the user interface,
nor the usability of its tools. Yet when you do a long-term deployment, it is almost
inevitable that end-users will also take the user interface into consideration when eval-
uating the functionality. For all these reasons, we decided to focus our time on the
development of a diverse set of demonstrator applications that back the versatility of
the Memsy infrastructure and illustrate what kind of use cases it can solve.
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Conclusion and Future Work

We will now review what has been done. In this thesis, we have presented the three
pillars of the Memsy environment: a version-aware infrastructure, a personal resource
management layer and a personal resource graph. Each of them contained several
contributions towards a new generation of personal resource management systems.

To realise a personal version-aware environment, our main contribution is the no-
tion of a �le history graph, a global data structure that provides a global view of the
user's resources across many di�erent devices and online services. We developed sev-
eral crawlers to index �les in local �le systems and remote cloud storage services. All
�les are mapped to a global namespace which abstracts the physical storage devices.
By observing the local �le systems in the background, our system detects common �le
operations and consolidates that information with the central �le history graph to o�er
implicit version tracking. Using cryptographic hashing, our reconciliation engine can
reliably detect exact copy-relationships between �les. And since the �le history graph
retains a historical record of a �le's metadata including its hashes, we can reliably re-
cognise and re-integrate �le versions that were encountered at an earlier point in time,
even if that �le has been lost or deleted previously. In summary, our version-aware
environment helps users keep track of the whereabouts of their �les and enables them
to navigate between versions.

However, in a distributed and highly fragmented personal information space, which
is quite common for many users nowadays, it is almost unavoidable that resources get
modi�ed outside of the observable environment. This inevitability introduces missing
links in the provenance chains of personal �les. As a possible solution of that issue, we
contributed a new approach that proposes the use of similarity metrics to infer those
missing relationshipsa posteriori. One example of that approach was the application
of string similarity metrics to �le names, a second was the utilisation of content-based
image similarity measures to reconcile related images. We have shown the viability of
the latter example in an empirical experiment where we used o�-the-shelf perceptual
hash algorithms to re-establish provenance links between images that have undergone
minor image transformations that are often applied when they are uploaded to social
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networking sites.
By building upon the icon overlay infrastructure provided by popular Windows

desktop integrations for revision control systems (i.e. TortoiseSVN, TortoiseGit etc.),
we contributed a familiar way of alerting users about newer versions directly in Win-
dows' native �le manager application. In order to complement our infrastructure, we
introduced the Memsy companion app, a small end-user utility that queries the global
�le history graph, shows versioning information and resolves global (�le) names to
locally browsable �les. It also helps users to locate currently unavailable versions by
providing information about the storage devices on which they were last seen.

Our initial user study of these end-user tools showed that they were indeed e�ective
in answering the tasks derived from our motivating user story featuring the �ctitious
artist Patricia. However, the �ndings also suggested that end-users need to have fur-
ther information about the di�erences between versions of �les before they can make
informed decisions about whether to make the e�ort to retrieve the latest version or
not. We have implemented these results in the development of our resource management
application.

The second pillar of Memsy, a personal resource management layer, features four
main contributions. First, we proposed the concept of a resource as a proxy for ex-
ternally managed �les, web pages and objects. Thanks to that clear separation of the
\semantic" entity from the \physical" representation, we have laid the cornerstone for
a location- and format-independent management of resources. Second, we applied the
folder/collection dualism found in sophisticated media organisers such as Adobe Pho-
toshop Lightroom to our resource model, in order to combine the familiar access paths
of existing folder structures with the merits of 
exible collection models discussed in
the literature. Because we do not just dismiss the often highly sophisticated folder
structures developed by people of many years, we provide a transition path and legacy
support that is missing from many previous PIM approaches. Third, we have conceptu-
alised four common organisational features (i.e. 
ags, ratings, color labels, tags) found
in domain-speci�c, state-of-the-art PIM tools and rendered them as type-agnostic tem-
plates that are applicable to a wide range of PIM systems, whether general or domain-
speci�c. Their descriptions are complemented by recommendations of best practices
that build a set of guidelines for future developers of PIM tools. And last, we o�ered
several user interface visualisations to deal with the inherently heterogeneous nature
of the information managed by Memsy. Based on the emerging card design pattern
and in-place manipulation of attributes, we introduced a visually rich representation
for resources, the Memsy resource card. Combined, these contributions allow users to
manage resources in their entire information space uniformly, regardless of their type
or actual location.

The last pillar of Memsy was inspired by the notion of social graphs and the status
update interfaces found in today's social networking sites which allow users to reference
other entities of the social graph in their messages. Our contribution here includes the
repurposing of those interfaces for the elicitation of links between personal resources
within a user's information space. We have identi�ed the mentions and annotate pattern
as e�ective mechanisms to reference other resources as part of a personal note. By
manifesting these embedded links as separate entities we can enable and encourage
users to create truly bi-directional associations between arbitrary resources in their
personal information space. As an intended side-e�ect, the original note can be used
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to provide a meaningful context when the links are navigated.
Finally, we have developed a number of applications to validate the proposed infra-

structure and to showcase some of the scenarios supported by it. These �nal applica-
tions helped us put together all the pieces necessary to support the user stories from
our initial motivation in Section 1.1. When we re
ect upon the stories of Patricia, Erik
and Mary, we can conclude that our infrastructure can now successfully support these
scenarios. Patricia's goal was to gather all the latest versions of her artworks which
might be stored in various di�erent locations. Provided that she has added them to
the same collection in Memsy, she can now browse that collection using our virtual �le
system implementation. If all of the current �les are stored on the local computer but
in di�erent folders, she can export the collection as a bundled archive. Erik's struggle to
remember the location of �led away e-mail attachments is addressed by our integration
with Microsoft Outlook that allows him to search for newer versions of attachments
directly from within that application. Furthermore, our Microsoft O�ce integration
provides an in-application version of the Memsy companion app, so he can 
ag and tag
important documents as part of his usual work
ow. Mary, who always had troubles
�nding the original version of images uploaded to Facebook, can now easily navigate
between reconciled versions of those images. In addition, we contribute two applications
that blur the boundaries between information stored locally and online. TheFriendTag-
ger application allows her to tag her friends in images that are only stored locally and
an extension to the Memsy Companion app loads associated Facebook comments for
those images that are associated with an online counterpart.

In conclusion, we believe that the Memsy environment o�ers a less radical, but
nevertheless powerful alternative approach towards personal resource management. It
embraces rather than trying to avoid the information fragmentation inherent in today's
personal information spaces and incorporates resources scattered among several devices
and services. Because many of the contributions are independent of each other, we hope
that this thesis provides lots of inspiration for the further development of modern PIM
systems.

Analysis

Realising the Memsy version-aware environment, we encountered quite a few challenges
and obstacles. In this section, we would like to report some of the lessons learnt and
point out open questions.

One assumption we made very early was that the information landscape has changed
and many users have started to use more than one computing device. However, that
information landscape is still in 
ux. In more recent years, we have seen a shift to
mobile-�rst application design and many people have replaced netbooks and laptops
with tablets running a mobile operating system such as Android or iOS. One weakness
of our approach is that it cannot be easily extended to those mobile operating systems
because they often block uni�ed �le system access and deliberately isolate applications
(and their data) from each other. The same is true for online services that do not allow
external access to the personal data they store. One of the future challenges for PIM
in general is that more and more users start to store a large share of their personal
information space on online services beyond the reach of the personal desktop system.
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Having realised our infrastructure as applications in user space, we are basically at the
mercy of API developers of mobile operating systems and online services. The lack of
a common API for cloud storage services makes it di�cult to build a general-purpose
PIM service that incorporates those storage locations. But ultimately, it boils down
to the user's preference. If they are willing to entrust third-party services with their
personal data, they also have to accept of loss of control over that data. By tracking
�les across these boundaries and consolidating �le locations, we have given at least
some control back to the user.

On a technical level, challenges were manifold. Regardless of how thorough the
observation of a particular system is performed, there will always be cases where �les
are being modi�ed outside of the observable environment. Therefore, observability of
all �le events cannot be guaranteed. To mitigate these problems, we introduced the
reconciliation engine. Though our approach is certainly not perfect due to the inherent
inaccuracy of the approximate measures we have employed, we argue that a best-e�ort
approach is still better than nothing. When we are able to provide information about
newer or related versions to the user, they have in most cases gained something. Con-
versely, the absence of that information does not have any detrimental e�ect because
it is basically equivalent to the default state without our tool support.

The consequent use of web technologies throughout our system greatly facilitated
the interplay of the various components. However, everything comes with a price. The
associated overhead with establishing HTTP connections for interprocess communica-
tion is noticeable in many user interactions with the Memsy companion app and gives
our desktop application that feel of being a web application. Nevertheless, we are still
con�dent in our choice of technology because its 
exibility, especially in terms of user
interface and interaction design, is unparalleled. This decision is further substantiated
by Microsoft's recent push to web technology through the introduction ofUniversal
Apps1, applications that are supposed to run on all devices of the entire Windows
ecosystem, which can be developed using HTML, CSS and JavaScript (among other
technologies).

In this thesis, we set out to modernize PIM in a less radical approach than previous
solutions. Instead, we aimed to promote a slow paradigm shift to many organisational
facilities already adopted in domain-speci�c management tools. The choice of the PIM
applications we analysed was motivated by their widespread usage and we decided to
study reference management because of prevalence in research. By cross-referencing
features between the di�erent domains (i.e. e-mail, music, images, references), we suc-
cessfully identi�ed common organisational features. But as with any application, the
mere fact that a feature exists does not mean that it is actively used by end-users. Does
this mean that we have basically extracted the developers' view of personal information
management? We argue that even if that is the case, the more applications implement
these features, the more they are exposed to end-users. Because only that way will
users eventually become aware of alternatives to hierarchical folder structures.

For years we have taught people how to manage �les in folders, no wonder they are
reluctant to give them up. We therefore consider it a vital principle to provide new
organisational features orthogonally to the existing ones, not as replacements. Only
time will tell how well these features will be accepted and what, if any, best practices

1https://dev.windows.com/develop/Building-universal-Windows-apps, retrieved 05.08.2015
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are being developed. Contrary to the impression given by previous PIM research,
we have barely scratched the surface. E�ciency in organising information, whether
measured subjectively or objectively, has not been touched in this thesis. It is still an
open, yet challenging question, because it seems that there is no consensus in sight yet.
Lightroom is a particularly interesting case because it sparked a lot of discussion about
how to e�ectively and e�ciently manage large image collections. For example, even
though Lightroom has been around for years, there is no single set of best practices in
terms of image management. When one searches for Lightroom tutorials and tips by
professional photographers, many di�erent organisational schemes are proposed. Some
use no collections and only work with folders, others employ ratings everywhere and
some work extensively with keywords. For these reasons, the resource management
layer of Memsy tried to capture that diversity without a preconceived notion of the
\quality" of the organisational features o�ered.

In our approach, we also tried to minimize impact on the user's work
ow. This
is quite a di�cult balancing act. On one hand, wanted to incur minimal overhead,
on the other hand, we wanted to introduce features not possible with current tools.
One advantage of previous solutions that proposed a dedicated browser application as
a complete replacement for the native �le manager is that they can provide a consist-
ent experience. Though we achieved a partial integration with the desktop thanks to
the shell extensions and the virtual �le system, it was at some point unavoidable to
introduce new applications (i.e. Memsy companion, Memsy web interface) in order to
realise the advanced management features. As a result, we did not fully achieve an
integrated experience as there is \experience mismatch" between the native �le man-
ager and the helper tools. It therefore remains an open question how to best integrate
general PIM solutions into the familiar desktop environment. We may be able to alle-
viate this problem by developing integrations and plugins for desktop application as we
described in Chapter 7. This approach has its own limitations because it is simply not
feasible to provide integrations for every possible document editing application. One
might argue that the number of common desktop applications is quite manageable,
but a solution at the operating system would have a much higher impact and would
eliminate duplicated e�ort. Having said this, we believe that the work presented in this
thesis provides a starting point to bridge the gap between new personal information
management approaches proposed in research and their adoption by end-users within
the desktop environment.

Future Work

Personal information management is a rather broad topic which is why it is not sur-
prising that we could not touch upon every possible aspect of it. However, there are
some areas that are de�nitely worth exploring and we are going to sketch some ideas
about how to proceed from here.

So far, Memsy has been conceived as a single-user system that manages the personal
information environment of a single individual. But in any realistic setting, personal �les
are bound to be shared with other users and especially consumer cloud storage services
o�er many opportunities for collaboration. In the MUBox project [91], we developed
a multi-user cloud storage solution that gave us some hints to how the boundaries of
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the observable personal information space can be pushed to include cloud storage ser-
vices as well. Its awareness features and the idea of forward and backward traces are
prime examples of how provenance information could be used in a multi-user environ-
ment. One logical extension of the Memsy resource model might be the introduction
of an ownership model that not only encompasses the resources themselves but also
associates versions with their corresponding originator. Because we store information
relating classi�cation (collections) and organisation (facets) of resources independently
of the �les, our approach does not prevent the management of the same �le by several
Memsy instances per se. But to identify storage devices, we currently rely on incre-
menting integers which are not globally unique. This might cause problems when the
same USB 
ash drive is shared between computers running Memsy Local services for
di�erent users. A multi-user aware Memsy environment would therefore need to use
globally unique identi�ers for all identi�ers that are possibly shared between multiple
user installations.

While we collect quite a few statistics and metadata for certain �le formats, only
minimal data is collected for web pages. One idea is to leverage the semantic metadata
embedded in more and more web pages to extract the \entity" that the web page de-
scribes. By mapping popular schemas such asschema.org2 to the semantic types de�ned
in Memsy, we can provide the user with a meaningful, automatic pre-classi�cation of
added web pages. Luckily, we would not have to start from scratch. In a Master's thesis
that we supervised, an extensible content aggregation engine for the Web, calledSift,
has been developed [30]. Sift allows users to gather web content while browsing [48],
consolidates multiple semantic markup languages and eliminates duplicates [47]. Such
an infrastructure would allow Memsy to identify extractable information contained in
web pages and aggregate several di�erent markup formats. The extracted semantic
data could then be used to discover related resources and link semantically identical
entities together. This also opens up new possibilities to integrate entities de�ned as
part of the semantic Web movement into our personal resource graph, which then allows
users to create link to those entities.

A last, more speci�c, area where we see many possible ideas for future work is
the reconciliation engine. We propose two ways to further improve its e�ectiveness.
First, one might be tempted to hash parts of a �le (e.g. header) to get some kind of
identi�er for that �le that survives modi�cations of its content. The problem is that
headers are also not guaranteed to be stable as they may be rewritten or changed by
applications at will. This is why our idea is to implement a di�erent approach based on
unique identi�ers embedded into the header of �les. Unfortunately, not all �le formats
support this approach equally well and further investigations are required to determine
which common �le formats provide enough support. Such identi�ers would allow the
reconciliation engine to reliably associate a �le with an existing �le history, even if that
�le has been renamed and modi�ed outside of the observable environment. However,
this approach does not solve all problems either. For example, what should we do
if the �le history has multiple heads (i.e. alternative latest versions)? Which history
thread should a newer resource with the same identi�er continue? The approach also
has a few other challenges that would need to be examined, for instance when is the
\right" moment to inject the identi�ers into the �le headers? The second idea worth

2http://schema.org/
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pursuing is the application of other content-based similarity metrics. To infer missing
provenance links for text-based documents, several ideas have already been proposed
in the literature [23, 103]. One promising approach is locality sensitive hashing which
tries to map similar items of high dimensionality to the same \category" with high
probability. However, further experiments are necessary to determine whether such an
approach is e�ective for personal documents in a distributed environment.
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B
Memsy User Study

This appendix lists all the material that was used as part of the Memsy user study
described in Section 4.7. It includes in this order:

� Pre-Task Questionnaire

� User tasks for theHome, On the wayand Office scenario

� Sheet that was used to collect the task-related answers from participants. Only
the Homescenario is included as the other two scenarios are almost identical. The
only di�erence was that the other scenarios had di�erent resource names in the
File column.

� Post-Task Questionnaire
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C
Similarity Experiments

This appendix contains additional information about the �le similarity experiments
discussed in Section 4.3. The �rst part lists the complete data set used for the evaluation
of string similarity metrics in order to make our argumentation and conclusion veri�able.
The second part describes the tool and parameters we used to perform the image
manipulations of our test and validation sets in the image similarity experiment.

C.1 Filename Similarity Data

Table C.1 and Table C.2 contain the complete result set of the string similarity measures
for the positive an negative �lename examples respectively. Based on these results, the
Overlap metric has been chosen to realise the �lename similarity search as described in
Section 4.3.5.
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Candidate A/B Jaccard Jaro
Jaro-
Wrinkler

NGram
(3-gram)

Overlap
(3-gram)

Overlap
(Word)

Ratcli�-
Obershelp

Final Presentation.pptx
Final Presentation (revised).pptx 0.7 0.9 0.94 0.65 0.95 1 0.82

Final Presentation.pptx
Final Presentation (revised again).pptx 0.59 0.86 0.92 0.54 0.95 1 0.74

Final Presentation (revised).pptx
Final Presentation (revised again).pptx

0.85 0.95 0.97 0.81 0.97 1 0.92

Final Presentation version 1.pptx
Final Presentation version 2.pptx

0.94 0.98 0.99 0.9 0.9 0.8 0.97

Final Presentation.pptx
This is the de�nitive �nal presentation.pptx

0.44 0.56 0.56 0.39 0.81 0.33 0.61

Final Presentation.pptx
Final Presentation.pdf

0.8 0.93 0.96 0.86 0.9 0.67 0.89

Final Presentation to Betty.pptx
Final Presentation to Patricia.pptx

0.72 0.88 0.93 0.7 0.77 0.8 0.84

Final Presentation [2015-03-15].pptx
Final Presentation [2014-02-27].pptx

0.8 0.93 0.96 0.74 0.74 0.75 0.89

Final Presentation �nal.pptx
Final Presentation uploaded.pptx

0.74 0.89 0.93 0.67 0.74 0.75 0.82

Average Similarity Score 0.73 0.88 0.91 0.70 0.86 0.79 0.83

Table C.1: Results of string similarity measures for positive examples.
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Candidate A/B Jaccard Jaro
Jaro-
Wrinkler

NGram
(3-gram)

Overlap
(3-gram)

Overlap
(Word)

Ratcli�-
Obershelp

Final Presentation.pptx
Another presentation.pptx

0.6 0.7 0.7 0.61 0.67 0.33 0.75

Final Presentation.pptx
PhD Defense.pptx

0.39 0.63 0.63 0.14 0.21 0.33 0.41

Final Presentation.pptx
Almost �nal lecture.pptx

0.55 0.67 0.67 0.26 0.29 0.33 0.5

Final Presentation.pptx
Database Lecture�nal.pptx

0.52 0.68 0.68 0.24 0.29 0.33 0.36

Presentation.pptx
Something completely di�erent.docx

0.38 0.56 0.56 0.03 0.05 0 0.34

Final Presentation.pptx
Letter to the Chairman.docx

0.39 0.55 0.55 0 0 0 0.2

Final Presentation.pptx
IMG 2243.JPG

0.09 0.35 0.35 0 0 0 0.11

Final Presentation.pptx
Pachelbel - Cannon in D Major.mp3

0.37 0.56 0.56 0.03 0.05 0 0.29

Average Similarity Score 0.41 0.59 0.59 0.16 0.20 0.17 0.37

Table C.2: Results of string similarity measures for negative examples.
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C.2 Image Similarity Experiments: Modi�cations

To perform the image modi�cations, we used XnView1 for Windows v2.22 (7. April
2014). All images were stored with a JPEG quality setting of 80, except those that are
modi�ed with regards to compression. Table C.3 shows the parameter con�guration we
used in the settings dialog of XnView for the corresponding modi�cation.

Modi�cation/Filter Parameters

Resize Width: 200
Keep ratio: Yes
Resample algorithm: Lanczos
All other options: no

Compression JPEG quality setting: 40

Oil Painting Parameter setting: 1

Gaussian Noise Parameter setting: 0.4

(High) Contrast Parameter setting: 40

Table C.3: Parameters for Image Modi�cations

1http://www.xnview.com/
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Credit and Attribution

This appendix lists all the third-party contributions to this thesis and gives credit to
the corresponding authors. The user interfaces developed for Memsy make use of a
number of resources provided by third parties. These resources are released under
various di�erent licences, many of which require to attribute the creator of licensed
material. The purpose of this appendix is to comply with those requirements.

In addition, the work in this thesis references many commercial applications and
services. None of the companies behind these products is a�liated with the author
of this thesis. Therefore, any opinions, �ndings, and conclusions or recommendations
expressed herein are solely those of the author and do not re
ect the views of any of
the companies mentioned.

D.1 Student Contributions

The technical realisation of the Memsy environment and the showcase applications
would not have been possible without the help of many diligent students that explored
the concepts described in this work as part of their Bachelor's, Master's or semester
projects. This section lists all students who have been signi�cant contributors to the
prototypes illustrated in this work. Every student has been personally supervised by
the author of this thesis. The position in the list does not relate to the scope of their
contribution.

� Amir E. Sarabadani Tafreshi: Developed the PubLight prototype described
in Section 3.3 as part of a 3 month internship in our research group. Amir was
co-supervised by Dr. Michael Nebeling.

� Pradeep Kumar Ratnala: Explored the idea of capturing the provenance re-
lationship between e-mails and saved attachments as part of his Master's thesis
Semi-Automatic Linking of Resources in End-User Scenarios. His Outlook add-in
became the basis for the Outlook integration described in Section 7.1.
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� Christina Bricalli, Elena Teunissen and Roman Saratz: Implemented a
�rst version of the Memsy core infrastructure (�le crawler, directory watcher,
global namespace) in the Information Systems Lab course 2012 (semester project).

� Dominic Meier: Designed and implemented the test suite used for the image
similarity experiments described in Section 4.3.6 and was responsible for the im-
plementation of the perceptual hash algorithms in Java. He also created the image
crawlers for Facebook as well as Flickr. The work was carried out in the course of
his Bachelor's thesis entitledWhere Are My Photos? - Integrating Image Retrieval
into the Web Browsing Experience.

� Christina Bricalli: As part of her Master's thesis calledUsing Consumer Cloud
Storage Services for Implicit File Synchronisation, Christina developed the �rst
prototype of the �le history graph and was responsible for the implementation of
two additional cloud storage crawlers, Google Drive and Microsoft SkyDrive (now
OneDrive).

� Adrian Schmidmeister, Adrien Favre-Bully and Florian Froese: As part
of their semester project within the Information Systems Lab course 2013, they
examined many popular string similarity metrics. Their analysis served as a basis
for the �lename similarity functionality in Memsy.

� Nina Heyder: Explored the concepts proposed in Chapter 6 as part of her
Bachelor's thesisUser-Driven Links Between Personal and Web Resourceand
made signi�cant contributions to the personal resource graph. The annotation
interface presented is based on her initial implementation. She also con�rmed the
usability of the mentions as well asannotate pattern (called pre�x and buttons
interface in her work) in a user study.

� Kevin Kipfer: Drafted the �rst designs of the card visualisation for resources
(see Section 5.5.2). Realised the proof-of-concept prototype for the collection
model of Memsy (see Section 5.1.3), including the smart collection functionality.
His work resulted in a Bachelor's thesis entitledCards As A Design Pattern For
Personal Information Management Systems.

� Felix Mance, Xinyuan Yu, Simon Jutz: Implemented the module to collect
additional statistics for O�ce documents, such as number of slides or number of
paragraphs (see Table 5.3). In addition, Simon Jutz developed the workaround
to capture Save Asoperations in Microsoft Word. Their work has been part of a
semester project supervised within the Information Systems Lab course 2015.

D.2 Attributions

Font Awesome. All icons in Memsy's user interfaces are provided by Font Awesome1

created by Dave Gandy. The Font Awesome font is licensed under the SIL OFL2 1.1.

1http://fontawesome.io
2http://scripts.sil.org/OFL
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People. The following natural persons have given their verbal consent to appear
with their full name in various screenshots throughout this thesis: Maria Husmann,
Christoph Zimmerli, Barbara Geel and Alfonso Murolo.

D.3 Photos

All photos used to demonstrate the management of images in Adobe Photoshop Light-
room (Figure 3.9) as well as the personal resource management layer of Memsy (e.g. Fig-
ure 5.14a, Figure 5.16) were released into the public domain3 and have been downloaded
from PublicDomainPictures.net4.

D.4 Trademarks

Microsoft. The following products mentioned in this thesis are either registered
trademarks or trademarks of Microsoft Corporation in the United States and/or other
countries: WindowsR
 , Outlook R
 , ExcelR
 , OneNoteR
 , OneDriveR
 , O�ce 365 TM and
PowerPointR


Google. Google, Google DriveTM , ChromeTM and the Google Logo are registered
trademarks of Google Inc.

Facebook. Facebook is a trademark of Facebook, Inc.

Apple. Apple R
 and iTunesR
 are trademarks of Apple Inc., registered in the U.S. and
other countries.

Adobe. AdobeR
 and AdobeR
 PhotoshopR
 Lightroom R
 are either registered trade-
marks or trademarks of Adobe Systems Incorporated in the United States and/or other
countries.

Dropbox. The Dropbox logo has been used in accordance with the branding instruc-
tions provided by Dropbox, Inc5. Dropbox and the Dropbox logo are trademarks of
Dropbox, Inc. This thesis is not a�liated with or otherwise sponsored by Dropbox, Inc.

Yahoo. Flickr R
 is a registered trademark of Yahoo, Inc.

3http://creativecommons.org/publicdomain/zero/1.0/
4http://www.publicdomainpictures.net/
5https://www.dropbox.com/branding
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