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I already am eating from the trash can all the time.

The name of this trash can is �����: Born–Oppenheimer
ideology.

—“Slavoj Žižek”
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Abstract

Most chemical reactions form vast and intricate networks called chemical reaction net-
works (CRN). Exploring them and accurately determining properties of the participating
chemical structures is prohibitively costly. It requires numerical methods and coarse-
grained approximations as analytical models are infeasible. Machine learning (ML) has
emerged as an alternative, data-driven approach to various problems in theoretical chem-
istry. Philosophically, this raises questions about the interpretability and applicability
of such models. But it also prompts us to look back at the established models in a new
light. We analyze how theory-driven models are related to data-driven models, first in
an abstract way, and then illustrating it with case examples. A central theme in the
data-driven approach is Bayesian uncertainty quantification. Another one involves the
featurization of chemical systems, known as the descriptor, in a manner that is human
interpretable. We explore the quantum chemical foundations of descriptors to deter-
mine molecular similarity. Such descriptors are key for traversing chemical compound
space with ML. Our focus is on the Coulomb matrix (CM) and on the smooth overlap of
atomic positions (SOAP). We adopt a basic framework that allows us to connect both
descriptors to electronic structure theory. This framework enables us to then define
two new descriptors that are more closely related to electronic structure theory, which
we call Coulomb lists and smooth overlap of electron densities (SOED). By investigat-
ing their usefulness as molecular similarity descriptors, we gain interpretable insights
into how and why CM and SOAP work. We focus our analysis on elementary reaction
steps, which are key elements of a CRN. Transition state structures are more similar
to either reactant or product structures than the latter two are with respect to one
another. The prediction of electronic energies of transition state structures can, how-
ever, be more difficult than that of stable intermediates. To identify system-relevant
structures in a CRN for which an expensive reference calculation should be launched
we employ the Bayesian ML method Gaussian process (GP) regression that provides
uncertainty predictions. From these identified structures, we generate ∆-ML correc-
tions for the discrepancy of Hartree–Fock energies and coupled cluster energies with
perturbative triples to extrapolate to all other structures in the network. The context
of the reaction network guarantees chemical similarity as each structure is only an el-
ementary step away from another structure. One crucial component of the energies of
chemical structures is the dispersion interaction. We employ GP regression to adjust for
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systematic errors in D3-type dispersion corrections. In the ∆-ML approach, the model
is trained on differences between interaction energies obtained from density functional
theory and coupled cluster calculations. We engineered two different descriptors derived
from the matrix of atom-pairwise D3(BJ) interaction terms. The GP learns a mapping
from D3(BJ) information only, which renders D3-GP-type dispersion corrections com-
parable to those obtained with the original D3 approach. They improve systematically
on D3 if the underlying training set is selected carefully. For a given set of molecular
systems, variance-based sampling can approximately determine the smallest subset be-
ing subjected to reference calculations in such a way that all dispersion corrections for
the remaining systems fall below a predefined accuracy threshold. Our refined learning
algorithm selects multiple (instead of a single) systems which can be subjected to refer-
ence calculations simultaneously. Once provided with reference data for new molecular
systems, the underlying GP model automatically learns to adapt to these and similar
systems. This approach leads overall to a self-improving model (D3-GP) that predicts
system-focused and GP-refined D3-type dispersion corrections for any given system of
reference data.
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Zusammenfassung

Die meisten chemischen Reaktionen bilden grosse und komplizierte Netzwerke, die als
chemische Reaktionsnetzwerke (CRN) bezeichnet werden. Sie zu erforschen und die
Eigenschaften der beteiligten chemischen Strukturen genau zu bestimmen, ist jedoch
äusserst teuer. Es erfordert numerische Methoden und Näherungen, da analytische Mo-
delle an ihre Grenzen kommen. Maschinelles Lernen (ML) hat sich als alternativer, da-
tengetriebener Ansatz für verschiedene Probleme in der theoretischen Chemie etabliert.
Philosophisch gesehen wirft dies Fragen über die Interpretierbarkeit und Anwendbarkeit
solcher Modelle auf. Es veranlasst uns aber auch, die etablierten Modelle in einem neuen
Licht zu betrachten. Wir analysieren zunächst auf abstrakte Weise, wie theoriegeleite-
te Modelle mit datengetriebenen Modellen zusammenhängen und illustrieren dies dann
anhand von Fallbeispielen. Ein zentrales Thema des datengetriebenen Ansatzes ist die
Bayes’sche Quantifizierung der Unsicherheit. Ein weiteres Thema ist die Beschreibung
chemischer Systeme durch sogenannte Deskriptoren auf eine Weise, die sowohl für Com-
puter als auch für Menschen geeignet ist. Wir studieren die quantenchemischen Grund-
lagen von Deskriptoren zur Bestimmung molekularer Ähnlichkeit. Solche Deskriptoren
sind der Schlüssel zur Durchschreitung des chemischen Raums mit Hilfe des MLs. Un-
ser Schwerpunkt liegt auf der Coulomb-Matrix (CM) und dem weichen Überlapp von
Atompositionen (engl. SOAP, smooth overlap of atomic positions). Wir verwenden ei-
nen grundlegenden Rahmen, der es uns ermöglicht, beide Deskriptoren mit der Theorie
der elektronischen Struktur zu verbinden. So werden wir zwei neue Deskriptoren defi-
nieren, die die enger mit der elektronischen Strukturtheorie verbunden sind und die wir
Coulomb-Listen und den weiche Überlapp der Elektronendichten (engl. SOED, smooth
overlap of electron density) nennen. Durch die Untersuchung ihrer Nützlichkeit als De-
skriptoren für die molekulare Ähnlichkeit gewinnen wir Erkenntnisse darüber, wie und
warum CM und SOAP funktionieren. Wir konzentrieren unsere Analyse auf elemen-
tare Reaktionsschritte, die als Komponente eines CRN relevant sind. Die Strukturen
der Übergangszustände sind den Strukturen der Reaktanten und der Produkte ähnli-
cher als die beiden letzteren untereinander. Die Vorhersage der elektronischen Energien
von Übergangszustandsstrukturen kann jedoch schwieriger sein als die von stabilen Zwi-
schenstufen. Um systemrelevante Strukturen in einem CRN zu identifizieren, für die
eine teure Referenzrechnung gestartet werden sollte, verwenden wir die Bayes’sche Me-
thode des ML, die Gaussprozess-(GP)-Regression, die Unsicherheitsvorhersagen liefert.

ix



Aus diesen identifizierten Strukturen generieren wir Korrekturen durch ∆-ML für die
Diskrepanz von Hartree-Fock-Energien und Coupled Cluster Energien mit perturbati-
ven Tripeln, um auf alle anderen Strukturen im Netzwerk zu extrapolieren. Der Kontext
des Reaktionsnetzwerks garantiert chemische Ähnlichkeit, da jede Struktur nur einen
Elementarschritt von einer anderen Struktur entfernt ist. Eine entscheidende Komponen-
te der Energien chemischer Strukturen ist die Dispersionswechselwirkung. Wir setzen
GP-Regression ein, um systematische Fehler in den D3-Dispersionskorrekturen auszu-
gleichen. Durch ∆-ML wird das Modell anhand der Unterschiede zwischen den Wech-
selwirkungsenergien aus Dichtefunktionaltheorie- und Coupled Cluster-Berechnungen
trainiert. Wir haben zwei verschiedene Deskriptoren entwickelt, die aus der Matrix der
atompaarweisen D3(BJ)-Wechselwirkungsterme abgeleitet sind. Der GP lernt eine Zu-
ordnung nur aus D3(BJ)-Informationen, was zu D3-GP-artigen Dispersionskorrekturen
führt, die mit denen vergleichbar sind, die mit dem ursprünglichen D3-Ansatz erhalten
wurden. Sie verbessern sich systematisch, wenn die zugrunde liegende Trainingsmenge
sorgfältig ausgewählt wird. Für einen gegebenen Satz molekularer Systeme kann das
varianzbasierte Sampling annähernd die kleinste Teilmenge bestimmen, die den Refe-
renzberechnungen unterzogen werden sollte, so dass alle Dispersionskorrekturen für die
verbleibenden Systeme unter eine vordefinierte Genauigkeitsschwelle fallen. Unser ver-
feinerter Lernalgorithmus wählt mehrere (statt nur eines) Systeme aus, die gleichzeitig
einer Referenzberechnung unterzogen werden können. Sobald unser Algorithmus Refe-
renzdaten für neue molekulare Systeme erhält, lernt das zugrunde liegende GP-Modell
automatisch, sich an diese und ähnliche Systeme anzupassen. Dieser Ansatz führt ins-
gesamt zu einem sich selbst verbessernden Modell (D3-GP), das systemorientierte und
GP-verfeinerte D3-Dispersionskorrekturen für jedes beliebige System mit Referenzdaten
vorhersagt.

x



1
Introduction ∗

Scientific modeling typically occurs within a framework of assumptions that define a
physical context, such as Newtonian mechanics1 or non-relativistic quantum mechan-
ics.2 The framework of theoretical chemistry often pertains to the nature of interactions
(e.g. force fields, density functionals) or the wave function (e.g. electronic and nuclear
wave function).3 Within this framework, the description of interacting particles neces-
sitates the development of numerical methods, as the many-body problem cannot be
solved analytically.4 Many numerical methods have been employed effectively for a wide
range of molecular systems. However for large or electronically complicated systems,
numerical methods are only feasible for physical models that employ crude approxima-
tions. The advent of machine learning (ML) in computational chemistry5 has ushered
in a new approach to approximation and uncertainty quantification.6 This raises new
questions about the nature and status of models in general. More specifically, the perva-
sive lack of physicality and interpretability7 as well as the explicit dependence on data
in data-driven models have prompted investigations8–10 into how physical models in
the physical sciences, particularly in chemistry relate to the data used to build them by
applying a data-centric perspective. We outline the philosophical underpinnings of the
framework of assumptions in physical and data models in Chapter 2. This is followed
by a technical Chapter 3, which delineates the ML methods employed in this work.

∗This Chapter is an extended version of Gugler, S.; Reiher, M. J. Chem. Theory Comput.
2022, 18, 6670–6689. Copyright 2022 American Chemical Society and Proppe, J.; Gugler, S.;
Reiher, M. J. Chem. Theory Comput. 2019, 15, 6046–6060. Copyright 2019 American Chemical
Society.
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Chapter 1 Introduction

We then turn our focus to chemical reaction networks (CRNs), which are vast networks
that describe chemical reactivity and chemical processes.11–21 They are utilized for di-
verse applications in catalysis,22–26 combustion,27,28 polymerization,29 or atmospheric
chemistry.30 At the heart of CRN analysis is the computation of properties and reac-
tivity of the molecular structures that a network is composed of. A common starting
point for these computations is the Born–Oppenheimer potential energy surface (PES),
which can be accessed by solving the electronic Schrödinger equation for varying nuclear
coordinates.31 The methods of electronic structure theory aim at obtaining points on
this surface for any given set of coordinates. However, they all suffer from a funda-
mental trade-off between computational cost and accuracy, as these methods scale with
some power of a measure of the system size. This trade-off is a severe limitation for
the exploration of CRNs that involve large numbers of chemical structures.15,19,32–34

As a consequence, less accurate but fast methods such as semiempirical methods are
employed to accelerate the exploration, while the accuracy can be too low to create
correct networks.

A CRN produces a data set where neighboring minimum structures, i.e. structures
corresponding to local minima on the PES, are related to one another by elementary
steps via transition state (TS) structures.35,36 An elementary step is the smallest unit of
change in a reaction. Hence, any two minimum structures which are directly connected
to each other by an elementary step should be somewhat more chemically similar37,38

than an arbitrary set of molecular structures. Similarity exploiting ML methods39–42

such as Gaussian process (GP) regression43–46 promise to increase limited accuracy at
a low computational cost.47–49

For a supervised learning setting like GP regression,46,50,51 i.e. where both input and
target of the desired properties are known for the data set, a certain number of highly
accurate yet expensive reference calculations is needed to train the ML model.52–59 In the
worst case, reference calculations would be required for every molecular system occurring
in the network. It is therefore preferable to determine the smallest number of reference
calculations necessary to train the ML model such that it is capable of sufficiently
accurate predictions of the CRN structures. Uncertainty quantification, a baked-in
feature of GP regression, is key for sampling new candidate structures that require
a reference calculation.6,60–62 In the case of high uncertainty, an additional reference
calculation is triggered to further improve on the training data set in a computing-time-
economic fashion, a procedure which is called active learning50,63–66 and has been used
in chemistry in various applications.62,67–70

A key ingredient for the learning process is the so-called molecular descriptor, a com-
puter readable representation of a molecule. Molecular descriptors can be compared in
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order to assess the similarity of molecules of different composition and configuration. A
similarity measure is a mathematical metric, i.e., a function that measures the distance
between two points in descriptor space. The closer the two points are, the more similar
they are.

Common molecular similarity descriptors are the Coulomb matrix (CM)71 and the
smooth overlap of atomic positions (SOAP)72 and are discussed in Chapters 4 and
5, respectively. We consider the physical foundations of the CM and SOAP from the
point of view of electronic structure theory. The selection of these two out of the many
available descriptors is driven by the possibility to connect them to electronic struc-
ture theory and, as we showed (see Chapters 4 and 5), justified by their popularity.
Moreover, we aim at non-neural, low-data regime descriptors that have been influential
in the current surge of ML for chemistry. In addition, they are commonly taught in
introductory courses to ML for chemistry and are readily available in ML software for
chemical applications.73–79

Typically, the structures to be compared can differ significantly and may be taken from
across chemical space. However, if we consider the opposite case, namely, structures
that are related through an elementary reaction step, then we arrive at a somewhat
paradoxical situation: while reactant and product molecules are similar by construction
(as they are related by an elementary reaction step), the connecting TS structure is
even more similar to either product or reactant. Yet, it is well known in electronic
structure theory that TS structures, which represent activated molecules that typically
exhibit one or two stretched chemical bonds, present a very different electron correlation
problem compared to the stable reactant or product structures. Hence, this example
exemplifies a situation in which molecular structure similarity seems to be insufficient
to also judge electronic similarity, which governs the molecular properties. As a result,
a molecular similarity measure might rightfully determine a TS structure to be more
similar to either side of the reaction arrow but at the same time miss the fact that
its electronic structure will be rather different (as measured, for instance, in terms of
electron correlation diagnostics).

An important ingredient for energy predictions in CRNs are long-range electron corre-
lations. The inability of (semi)local exchange–correlation functionals to capture these
was demonstrated several times in the past two decades.80–85 Three major groups of
approaches were developed to account for dispersion interactions in density functional
theory: effective one-electron potentials, nonlocal density functionals, and semiclassical
dispersion corrections. Important examples of the first two groups are the atom-centered
nonlocal potentials by Röthlisberger and co-workers,86 and the Vydrov–Van Voorhis
nonlocal density functional.87 In Chapter 7, we consider the third group of semiclassical
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Chapter 1 Introduction

dispersion corrections, which are simply added to the electronic energy. The computa-
tional efficiency and the avoidance of double counting with respect to density functional
theory that results from this additive character indicates why the semiclassical approach
is the most widely used approach to take dispersion interactions into account. It has
been proposed as early as the 1970s.88,89 Significant advances were achieved in the 2000s
and 2010s by Becke and Johnson,90–92 Tkatchenko and Scheffler,93,94 Steinmann and
Corminboeuf,95,96 Sato and Nakai,97,98 and Grimme and co-workers.99–104

Predictions derived from physical models can be expected to be biased in a nontriv-
ial way with respect to the underlying model variables.105 To identify such systematic
errors, one could, in principle, carry out reference measurements or reference calcula-
tions in a case-by-case fashion. However, this approach is unfeasible for large systems
and would render any prediction unnecessary. One would rather prefer a measure that
indicates about the reliability of a prediction, here, an a posteriori correction of the
approximate interaction energy of a given (supra-)molecular system. The variance of
a system-specific dispersion correction obtained from a statistical analysis is one pos-
sible measure. Recently, we showed how to estimate such variances by sampling the
uncertainty in the D3(BJ) parameters with bootstrapping.106 However, parameter un-
certainty may explain only a small fraction of the total prediction error, which is usually
dominated by the inadequacy of the model itself.60,107

We adjust for systematic errors in D3(BJ) dispersion corrections with GP regression.43

We refer to the resulting prediction model as D3(BJ)-GP. As argued above, we aim at
a physically interpretable descriptor for the GP regression. The only input required is
the structure of a (supra-)molecular system, i.e., its atomic positions and corresponding
nuclear charge, which are transformed to linear combinations of atom-pairwise D3(BJ)
interaction terms. This way, the computational efficiency of the original D3(BJ) ap-
proach can be preserved to a high degree. Due to the Bayesian nature of GP regression,
D3(BJ)-GP dispersion corrections are being sampled from a posterior probability dis-
tribution. The variance of this distribution can be considered a reliability measure. If
the variance is small with respect to a user-defined tolerance, the mean of the posterior
distribution can be considered a reliable dispersion correction. If the variance is too
large, however, one is advised to perform reference electronic-structure calculations in
order to generate a new benchmark, extend the training set, and update the GP poste-
rior distribution. Here, we harness the posterior variance as a simple selection criterion
to actively learn dispersion corrections. Hence, the training set employed to optimize
the D3(BJ)-GP model is dynamic, which constitutes an essential novelty to the active
research field of dispersion-corrected electronic-structure methods.108,109 As a result, a
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system-focused model is obtained that by virtue of automated reference calculations
can improve itself in a rolling fashion.

In Chapter 3, the most crucial technical concepts are introduced; however, certain
qualitative concepts and abbreviations are revisited in subsequent Chapters when they
first appear. This deliberate redundancy aims to enhance the self-contained nature
of each chapter, facilitate a seamless reading experience, and ensure that readers can
easily grasp and follow the content without needing to constantly refer back to previous
sections.
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2
The parametrized model and its

discontents

Our proposed overview aims to clarify the relationship between models and data in the
physical sciences, with a particular focus on chemistry. This interdisciplinary approach
draws aspects from data science, placing data at the center of analysis, and applies them
to the physical sciences. For this, we posit models at the two ends of a continuum of
how they are typically designed (Figure 2.1): Data models, labeled 1 , where empirical
parameters are inductively fitted to data

and idealized models, labeled 2 , which are based on theory and have few to no fitted
parameters. They can be thought of being deduced from a more fundamental theory,
usually by neglecting more complicated effects.

Induction and deduction are two methods of reasoning that are used in logic and philos-
ophy.110 Induction is a method of reasoning where one starts with specific observations
or data, and then uses that information to make generalizations or predictions about a
larger set of data or the future. Deduction, on the other hand, is a method of reasoning
where one starts with general principles or assumptions, and then uses them to draw
conclusions about specific cases or observations. In general, induction is used to make
predictions or draw conclusions about the unknown based on what is known, while de-
duction is used to test whether a theory or hypothesis is true based on known principles
or assumptions.

7



Chapter 2 The parametrized model and its discontents

Most models in computational chemistry contain aspects of both, fittings to empirical
data while obeying some physical idealizations111,112 as indicated by the continuum
between 1 and 2 in Figure 2.1.

A naïve way to quantify this continuum is the number of empirical parameters, which
usually decreases from 1 to 2 . This does not necessarily convey information about
accuracy or transferability, since even only one parameter can be enough to fit and
overfit any noise (see Section 3.7).113–117 However, it is often employed as a measure of
complexity or transferability.118–121 Instead of counting the empirical parameters, one
can analyze the number of physical conditions that are met by the respective model,
which usually increases from 1 to 2 . If parameters more are incorporated, fewer fits
might be necessary, as prior physical knowledge improves the model.111 In a subtle way,
fundamental theory is also induced by data, but more implicitly so, denoted by a gray,
dashed arrow in Figure 2.1.

In the lower part of Figure 2.1, the prediction task for the newly created model is
outlined. For data models, labeled 1 , the new, unseen data has to be similar to the
training data to be transferable. For idealized models, labeled 2 , the transfer works
for systems that do not deviate from the idealizations too much. To what extent the
error is acceptable is determined by a given application of the model, which determines
the error tolerance, as seen on the left of the diagram. One central question regarding
the transfer is how we can reliably estimate whether a model will transfer within a
given error tolerance to new and unknown cases? Estimating the error transfer error is
accomplished by comparing a result with a usually more expensive but more accurate
reference model or even with an experiment. Reference results are often combined to
create a set called benchmark that can be used to test a model.

In Section 2.2 and 2.1 we will have a detailed look at Figure 2.1 and discuss at the
genesis of the different types of models and how they relate to each other the underlying
data and observations. How these models generate predictions that must be tested for
overfitting and errors is described in Section 2.2.2. Finally, we will look at a few case
examples in Section 2.3 to illustrate the concepts introduced.

2.1 Idealized Models

2.1.1 Reductionism in physical sciences

Reductionism is a widely accepted concept in the physical sciences, which asserts that
complex phenomena can be explained by breaking them down into their constituent
parts. This assumption has an impact on the way models and theories are developed,

8



Idealized Models 2.1

data
intuition

fundamental theory

induction

deduction

1 data models 2 idealized models

transfer
to

dissim
.
data

transfer
to

nonidealsystem
s

new system with error

application

error tolerance
prediction

Figure 2.1: Diagram outlining how data models and idealized models are related on a contin-
uum. The top of the diagram shows how the models are built and the lower part of the diagram
outlines the prediction task. The source of both data models and fundamental theory is data in
the broadest sense (top left). The choice of any model is dependent on the error tolerance of a
particular application (bottom left).
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Chapter 2 The parametrized model and its discontents

as it shapes the approach taken to understand complex phenomena. For example, the
belief that chemistry can be reduced to physics informs the way theoretical chemistry is
approached.122 Although computational limitations often make it impossible to reduce a
particular effect, proponents of reductionism argue that it is at least in principle correct.
To support this argument, they often cite the reduction of a simple system as evidence.
Many of the founding researchers of quantum theory expressed their viewpoints on
reductionism.123,124 The following quote by Albert Einstein on the occasion of Max
Planck’s 60th birthday yields some insight:125

the general laws on which the structure of theoretical physics is based, must
claim to be valid for any natural phenomenon. With them it ought to be
possible to arrive at [...] the theory, of every natural process, including life, by
means of pure deduction, if that process of deduction were not far beyond the
capacity of the human intellect. [...] The supreme task of the physicist is to
arrive at those universal elementary laws from which the cosmos can be built
up by pure deduction. There is no logical path to these laws; only intuition,
resting on sympathetic understanding of experience, can reach them. (...)

Starting with his last statement, Einstein asserts that intuition plays a crucial role in
the development of theory. This aligns with our diagram in Figure 2.1, where the pro-
cess of inferring a fundamental theory from data is labeled as ‘intuition’. This type of
induction is not easily formalized or interpreted, as it is unclear how ideas are gener-
ated, which is represented by the gray, dotted arrow. The more fundamental the theory
is, the less explicit its dependency on data tends to be. While there are theories that
do not rely on empirical parameters, except for the fundamental, measured constants
of nature, such as Planck’s constant, h, or the speed of light, c, they are still influ-
enced by human perception and may reflect human constraints, priors, or biases.126

The development of new theories often stems from inconsistencies between theory and
experiment, where the experiment can be considered ‘data’ in a broad sense. One exam-
ple is the Michelson-Morley experiment,127,128 which attempted to prove the existence of
an æther, a hypothesis to explain inconsistencies in the theory of light. This experiment
raised questions that were ultimately covered by Einstein’s theory of special relativity
that was developed using his ‘intuition’.129 As a side-note, it is worth considering how
theories generated by an intelligent agent with vastly different experiences might com-
pare. If human experience were drawn out over cosmic timescales or were of subatomic
size, the genesis or form of theories might be different, because the ‘intuition’ would be
formed rather differently.

In the quote, he implies a reductionist view by stating that a basic physical theory
can be used to explain every natural process. However, it is interesting to note that
the annus mirabilis papers129–132 were not particularly reductionist, and it was only

10



Idealized Models 2.1

later that he set out to unify physics.123 He further talks about how, after one has
intuitively arrived at the correct theory, it is possible to derive anything via deduction.
This aligns with the diagram in Figure 2.1, where on the right-hand-side, the arrow is
labeled deduction. This notion is sometimes identified with the philosophy of science
concept called the deductive-nomological model,133–135 a philosophy of science concept
in which a scientific explanation is a chain of deductions, allowing for the prediction of
conclusions if the premises are true. While considered incomplete, this model has been
successful in explaining the development of theories in the physical sciences.

Ernest Nagel’s influential conceptualization of reductionism suggests that a theory can
be considered reducible if it can be logically deduced from another theory, aligning with
the deductive-nomological model of science.136–139 For this to hold, the terminology of
the two theories must be commensurable, meaning that the reduced concepts can be
identified with the original concepts. However, this is not always trivial and remains
a contested ontological question. For instance, it is uncertain whether the mass in
non-relativistic and relativistic quantum mechanics refer to the same concept.140–142

It can be a complicated endeavor to disentangle in what way one theory reduces to an-
other.138,139 Nickles143 defines a reduction in terms of a fine-grained theory Tf , one that
provides a more detailed and accurate description of a system, and a coarse-grained the-
ory, Tc, one that provides a simplified and approximate description of the same system.
A fine-grained theory can be reduced to a coarse-grained theory, when a parameter ϵ

in theory Tf can be varied in such a way that limϵ→0 Tf = Tc. This is called a regular
limit. If the limit diverges, it is called a singular limit,123,144,145 which often exhibit a
categorically different behavior. This poses new questions in what way it can be said
that the theories are reducible. Note that this is a reduction in the “physicist’s sense”,
while the “philosopher’s sense” is the other way around.

A trivial example is the equation x2 � x + 3ϵ = 0, which has roots 0 and 1 for both
ϵ! 0 and ϵ = 0. This is the regular case. In contrast, ϵx2�x + 3 = 0, which has a root
of 3 when ϵ = 0 but two different roots when ϵ! 0, which constitutes a singular limit.
To illustrate it qualitatively with a humorous illustration,144 “Biting into an apple and
finding half a maggot is unpleasant, but finding one-third of a maggot is worse. The
less you find, the more you might have eaten. However, a small maggot fraction ϵ� 1

is qualitatively different from no maggot (ϵ = 0).”

The paradigmatic examples of regular reductions are the special theory of relativity
that reduces to Newtonian mechanics (Galilean invariance) in the limit of (v/c)2 ! 0

and the reduction of the general to the special theory of relativity. But many theories
are not straightforwardly reducible in this sense. An overview of important physical
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theories and how they reduce to one another can be found in Table 2.1. In the further
theories, emerging effects, i.e. effects that are exhibited only at the coarser level, are
denoted in the penultimate column. The limits are either singular (S) or regular (R).

As the number of particles N in a system becomes very large, the statistical mechanics
of the system reduces to the thermodynamics of the system in the singular limit when
1/N ! 0.146–148 In this limit, the thermodynamic properties of the system, such as
its temperature and pressure, emerge from the statistical mechanics of the individual
particles. This reduction exhibits criticality as an emergent phenomenon. Criticality
refers to the point at which the system undergoes a phase transition, such as from
a liquid to a gas or from a ferromagnet to a paramagnet. The system exhibits new
collective behavior that is not present in the individual particles, such as long-range
correlations and scaling laws. These emergent phenomena arise due to the complex
interactions between the particles in the system, which cannot be captured by a simple
reduction to lower-level descriptions.

The behavior of a fluid can be modeled using the Navier-Stokes equations, which describe
the motion of a fluid under the influence of various forces, including viscous forces.149–152

In the limit of low viscosity, or high Reynolds number (Re), the Navier-Stokes equations
reduce to the Euler equations, which describe the motion of an ideal, non-viscous fluid.
As 1/Re goes to 0, the flow becomes increasingly dominated by inertial forces, and
viscous forces become less significant. The flow can become turbulent, where small
perturbations in the flow can grow and lead to chaotic, unpredictable motion. This
turbulence is an emergent property of the system that arises due to the nonlinearity of
the Navier-Stokes equations and is not present in the simpler Euler equations.

In wave optics, light is described as a wave, and its behavior is governed by the laws
of wave propagation, including diffraction and interference. However, for objects with
dimensions much larger than the wavelength of light, wave optics can be accurately
approximated by geometrical optics, where light is treated as a ray that travels in
straight lines and undergoes reflection and refraction. This reduction occurs in the
limit of λ/a going to 0, where λ is the wavelength of light and a is the characteristic
size of the object. In the limit of λ/a going to 0, wave optics reduces to geometrical
optics, and the emergent property of interference arises. Interference occurs when two
or more waves interact with each other, leading to the formation of a new wave pattern.
This interference pattern is not present in geometrical optics but emerges due to the
wave-like behavior of light in wave optics. Therefore, the reduction of wave optics to
geometrical optics can lead to the emergence of interference as an emergent property of
the system.
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Quantum mechanics also exhibits a reduction in the singular limit when ℏ/S ! 0 to
classical mechanics, where ℏ is the reduced Planck constant and S is the action of
the system.153 In this limit, the wave-like behavior of particles in quantum mechanics
reduces to the deterministic behavior of classical mechanics. However, this reduction
is a singular limit, and the behavior of a classical system is often chaotic, which is
an emergent phenomenon. The chaotic behavior arises due to the sensitivity of the
classical system to small changes in the initial conditions and is not present in the
underlying quantum mechanics. Therefore, the reducibility of quantum mechanics to
classical mechanics is a contested issue, and the emergent behavior

Table 2.1: Comparison between different pairs of physical theories outlining how one can be
reduced to the other with a limiting case. The last column labels them R for regular or S for
singular.

Tf Tc Reduction Emergence Limit
Special Relativity Newton δ = v/c – R
General Relativity Special Relativity δ = Gm/(ac2) – R
Statistical Mechanics Thermodynamic δ = 1/N Criticality S
Viscous Fluids Non-viscous Fluids δ = 1/(Re) Turbulence S
Wave Optics Geometrical Optics δ = λ/a Interference S
Quantum Mechanics Classical Mechanics δ = h/S Chaos S

Other more and less formal ways of reduction have been proposed. For instance, renor-
malization provides another way of reducing theories,154 e.g. in effective (field) theories,
where some theories can be transformed into another at different length and energy
scales.155,156

2.1.2 Idealizations in theoretical chemistry

The ‘canonical’ way to idealize electronic structure theory, the cornerstone of computa-
tional chemistry, of the Born–Oppenheimer (BO) approximation157–161 (labeled 2 in
Figure 2.1). It claims that the total wave function of a molecule can be expressed as the
product of two wave functions, one for the electrons and one for the nuclei. While the
term “approximation” might be misleading,145 as it is a fundamental expansion around
the singularity of fixed, heavy nuclei and treats the nuclei classically, the term “BO
assumption” would be more appropriate. It is not clear how a more fine-grained theory
could recover the BO assumption merely through a limiting process without additional
assumptions, as taking the limit of the nuclear masses 1/M ! 0 is not sufficient.162,163

(see Section 2.1.1). However, the BO assumption is crucial for obtaining the potential
energy surface (PES) and molecular structure. In fact, not only is it for all but the
smallest systems unfeasible to obtain results with pre-BO approaches160 but avoiding
the BO assumption would also remove the important concept of the molecular struc-
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ture. One of the most common tasks in computational chemistry is to obtain an energy
for a given molecular structure. This conceptual advantage, its efficiency, and the ca-
pability of the BO approximation to be systematically improved with nonadiabatic and
rovibronic interactions,164 make it the dominant approach in computational chemistry,
even though in a strict sense of the reductionist deduction (section 2.1.1) molecular
structure cannot be deduced from a higher theory. This further highlights the human
constraint of conceptual palatability (presence or absence of the molecular structure)
which has per se nothing to do with scientific validity.

Taking a bird’s eye view on the most fundamental theories in physics, quantum elec-
trodynamics would take a place close to the top right in Figure 2.1. The arrow in the
diagram for the deduction indicates how more fundamental theories can often recover
or explain more approximate models. However, it is worth noting that historically,
simplified models have almost always been discovered first, with more nuance and ef-
fects added later until the more fundamental theory was uncovered. Often, this is done
with considerable idealizations and simplifications to keep the calculations feasible. Re-
gardless, recovering idealized models from a more fundamental theory is insightful and
instructive: An important advantage of electronic structure theory over force fields, for
instance, is that the interactions, mediated by electrons, are recoverable from quantum
electrodynamics (speed of light assumed to be infinite).165

When introducing an idealization in a model, it is often necessary to assume that the
resulting error is negligible for larger systems, as computational feasibility does not al-
low for explicit tests. For instance, an important take-away from relativistic quantum
chemistry is that no error accumulation occurs in relative energies, because most rela-
tivistic effects are atomically conserved during a chemical reaction.165 This is supported
by the success of effective core potentials. Similarly, gravitational166 or electroweak167

influences are deemed inessential. However, idealizations can sometimes overlook phe-
nomena that are later added back to the model as an ‘effect’ in an ad hoc manner. For
example, while spin in Schrödinger quantum mechanics has to be introduced as an ad
hoc effect, it emerges naturally in Dirac quantum mechanics.165 Or in the BO assump-
tion, that clamps down the nuclear cores, their movement can be reintroduced later as
an effect, which is a standard procedure. It is important to note that this compart-
mentalization of a natural phenomenon into ‘effects’ is a human way of thinking about
it but is not necessarily a real phenomenon.165 Nature does not distinguish relativistic
‘effects’ from non-relativistic effects. Nature is relativistic.

Most electronic structure methods within the BO assumption and Schrödinger quantum
mechanics are usually divided into two broad classes: density functional theory (DFT)
and wave-function theory (WFT). These models lie on a continuum between idealized
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and data models (Figure 2.1), reflecting trade-offs between computational cost and ac-
curacy. As we move towards the left of this continuum, more effects must be introduced
in order to accommodate computationally unfeasible phenomena that are compressed
into empirical parameters.

The former class, DFT, is sometimes referred to as the ‘working-horse’ of computational
chemistry, because it offers an often adequate compromise between accuracy and com-
putational cost and is therefore widely used. The exchange-correlation energy functional
approximation is frequently parameterized, with parameters originating from theoretical
considerations (non-empirical) or obtained through fitting to a set of specific molecules
(empirical or semi-empirical). This latter form of parametrization brings them closer to
the data models as understood in ML,112 as we will discuss below. Although a hierarchy
of accuracy and parametrization has been proposed (Jacob’s ladder),118–121 determining
which functional is appropriate for a given molecule is often a matter of experience We
use DFT as an example of how parametrizations are introduced in Section 2.3.

The latter class, WFT, is mathematically more rigorous, generally avoids empirical pa-
rameters (an exception is the IPEA dilemma in CASPT2168,169), instead emphasizing
systematic improvability. This improvability can be achieved along three main axes, as
illustrated in Figure 2.2, on the left side: i) A Hamiltonian that includes more physics,
going from the non-relativistic to the four-component relativistic Hamiltonian, ii) a
larger basis set, or iii) a more accurate method. These are qualitative axes and do not
claim to be exhaustive. Despite the improvability, it is not known at which point an
adequate expansion has been reached. Interestingly, from a practical standpoint, the im-
provability afforded by WFT is rarely exploited and coupled cluster including single and
double excitation with the perturbative triples correction, CCSD(T), sometimes called
‘the gold standard’ of computational chemistry, is assumed to be accurate enough. The
improvability places the WFT models more towards the fundamental theory (Figure
2.1), as for example full configurational interaction is a correct theory in the limit. This
systematic approach to simplification towards an encompassing theory is conceptually
satisfying. The hierarchy of reductions is by design a feature of the theory and reminis-
cent of the limiting process discussed in Section 2.1.1. The truncation after any given
term in the series is an intuitive and sometimes data informed process, prohibiting these
models from being fundamental theories. What is an adequate truncation can only be
known with respect to another, more accurate result. Despite powerful results like the
variational principle170,171 it is not possible to assess the accuracy of a result. While the
variational principle yields an upper bound for the energy with an approximate method,
there are no results for the lower bound.172–174 Moreover, even a lower bound would
not necessarily guarantee a particular tightness of the interval.
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Figure 2.2: Left: A qualitative diagram showing the systematic ways how WFT methods
are usually improved. A first axis describes the Hamiltonian, whether it is non-relativistic
(1-component) or relativistic. A second axis denotes the method, from Hartree–Fock (HF),
to Møller–Plesset (MP), configuration interaction (CI), to coupled cluster (CC). A third axis
pertains to the basis set ranging from double zeta (DZ), to triple zeta (TZ), to quadruple zeta
(QZ). Right: The improvability for data models can be thought of along three empirical axes as
well: A first axis denotes the number of parameters in the model, a second axis the number of
data points available for the training and a third axis involves the descriptor size.

2.2 Data Models

2.2.1 Induction in data-driven and physical models

Data-driven model, labeled 1 in Figure 2.1, represent a different approach often as-
sociated with machine learning (ML) methods. In its purest form,42 the model is not
constrained by any physical considerations but rather by the best fit to the data in a
data-agnostic manner, meaning that it disregards the type of data being considered (e.g.
cat pictures or molecular structures could both be modeled). The use of ML in quantum
chemistry has the potential to combine the accuracy and improvability of WFT with
the scalability of DFT.

The basic supervised learning procedure involves capturing a chemical property of a
molecule by training (fitting) a ML model on a data set where the property is known,
with the aim of generalizing to new, unseen data.46,50,51,63 This is the standard setting
for property prediction. The training data is often obtained from another model such as
a CCSD(T) calculation, which has the advantage of providing consistent data, i.e. the
same underlying Hamiltonian is learned and no additional experimental sources of errors
are introduced when experimental reference data is employed. Once the model has been
trained, it is commonly applied to a held-out data set. The discrepancy between the
predicted and the reference results provides a measure of the generalizability for new,
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unseen data. In the final step, the ML model is then expected to predict results of the
same quality as the reference method for new data but at a lower computational cost.

The goal of data-driven models can be stated in two different ways. In the physical
sciences, the goal is often to accurately identify the unknown underlying process that
generated the data and create a statistical law. In ML the goal is often to accurately
imitate the system’s output based on the given data set. Vapnik’s imperative perfectly
encapsulates the need for imitation:175

When solving a problem of interest, do not solve a more general problem as
an intermediate step. Try to get the answer that you really need, but not a
more general one.

The general problem is the identification of a process, while the problem of interest
is often merely an imitation. System identification is a more demanding approach
as it requires independent samples and leads to fundamental problems in estimating
multivariate functions, such as the curse of dimensionality. On the other hand, imitation
is easier than identification, but the drawback is that the parameters are harder to
interpret as they do not pertain to a physical phenomenon but to an ad hoc fit that
is only good within a certain boundary of similar data. A rigorous theory for function
imitation and inference is the Vapnik-Chervonenkis (VC) learning theory.42,175 Even
for imitated models, there are endeavors to recover physical information and interpret
parameters a posteriori by analyzing the model.8,176,177 Lack of physicality can make it
difficult to improve the model with physical knowledge and statistical means have to be
applied as shown in Figure 2.2 on the right. The systematicity in this approach is more
empirical in nature than a formal property of the model, as is the case with WFT. The
(arbitrarily numbered) axes used to assess the effectiveness of this approach are i) the
number of parameters in the model, ii) the amount of data points available for training,
and iii) the complexity of the descriptors.

The ‘problem of induction’ is a long-standing challenge in the field of ML. It was first
articulated by Hume in the 19th century.178 The crux of the problem is that using a set
of observations to make predictions about the future or unknown cases is not necessarily
reliable. The difficulty arises because there is no way to ensure that our conclusions
apply universally. Moreover, the evidence we have that induction works is itself induc-
tive. For a more detailed and introductory discussion on this topic, please refer to Ref.
110. This means that, even with a large amount of data, we cannot guarantee that our
predictions will be adequate for unknown or future cases. This problem is inherent in
all scientific reasoning, including fundamental theories which are also not guaranteed
to hold in the future. Even though this problem is largely ignored in the scientific
community, a related version of this appears in data-driven models: interpolation vs.
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extrapolation. Interpolation involves estimating values between known points, while
extrapolation refers to estimates outside of the range of the known data points. There
is no fundamental difference between the two, and often it is an arbitrary cut-off of what
counts as “close enough” to the training data. The power of fundamental and idealized
models is that if a certain physical context is given, they generalize extremely well,
arguably extrapolating far beyond the “training data” employed to build the theory.
Schrödinger quantum mechanics can be extrapolated to a vast group of problems and
still yields accurate results.179

ML models can be categorized into three classes: Parametric, semiparametric, and non-
parametric. Parametric models, such as linear regression, are prevalent in the sciences
as they make prior assumptions about the underlying data. These models are often
used in physical sciences to introduce prior knowledge of how the data is expected to be-
have. Semiparametric models employ aspects of parametric and nonparametric models.
Nonparametric models do not make any assumptions about the underlying distribution
of the data and let the data dictate the model structure. With greater flexibility, they
can capture complex relationships in the data. The example used in this work is the
Gaussian process (GP) regression (see Chapter 3) or neural networks.

A significant finding in neural network research is the proof that a finite neural network
with a single layer is a universal function approximator, i.e. it is able to approximate
any continuous function within a compact subset of Euclidean space to arbitrary accu-
racy.180–182 This property has also been observed in other models, such as GP regression
with certain kernels.183 However, these powerful function classes can lead to overfitting,
where the model fits noise instead of the underlying structure (see Section 3.7). To mit-
igate this issue, various methods have been proposed to constrain function classes, such
as introducing prior knowledge through Bayesian priors or frequentist regularization
techniques (see Chapter 3).

Constraining data models with physical priors is also a way to incorporate prior knowl-
edge and avoid overfitting72,184–189 Furthermore, the application of a physics-informed
descriptor is also a form of prior knowledge that may guide the learning process. The
representation of molecules for ML78,190 and for cheminformatics191,192 has been stud-
ied extensively. One way to reduce this inductive bias is a neural network that learns
a suitable representationwithout bias, but at the price of more parameters and usually
less interpretability. For an in-depth analysis of descriptors, see Chapters 4 and 5.

Some models that historically have been grouped with physical models could also be
called data models since they contain many fitted parameters.112 In DFT, many func-
tionals are heavily parametrized with up to 60 parameter120 that must be carefully
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tuned to reproduce the desired properties. Becke calls the increasing possibilities for
fitting “Pandora’s box”.193 The two approaches to DFT, ab initio and a parametro, are
associated with Perdew and Becke, each popularizing their respective approach.115

2.2.2 Prediction and errors of models

In the lower half of Figure 2.1, we examine the generalization or transferability capabil-
ities of the data models applied to systems dissimilar to the fit data (interpolation vs
extrapolation, see above) and the physical models applied to systems exhibiting strong
contributions from effects neglected through idealization (Figure 2.1). It is important to
recognize that this generalizability is an inductive inference similar to the upper half of
the diagram, but with the aim of prediction rather than model design. In other words,
there is no reference for comparing the prediction. The success of the prediction relies
on two criteria that can be seen as two sides of the same coin:

Objectively, for fitted data, labeled 1 , the more similar the new data points are to
those in the model’s training set, the better the transferability. In the case of the
idealization, labeled 2 , the generalization is expected to be more effective when the
neglected effect in the new system is minimal. Subjectively, it depends on the error that
we can afford within a particular use case. This subjective angle is captured on the very
bottom left in Figure 2.1.

It might seem unusual to claim that a model’s transferability “depends” on something
subjective, i.e. a subjective error tolerance. However, we must consider the human
perspective, as a specific threshold only makes sense within a given experimental context.
This is not to imply that these thresholds are arbitrary. There might be good reasons
for a particular threshold in an application but the application itself is determined by
something ‘outside’ of science.

To evaluate model errors, benchmarking is commonly employed.120,194–196 However,
these benchmark sets may be biased towards easily accessible data, synthesizability, or
human intuition.197 Systematic198 or ‘mindless sampling’197 approaches aim to circum-
vent those pitfalls. Furthermore, using reference methods for the benchmark sets is not
without its own issues, as the reference model also suffers from errors.

Some more formal aspects of the error estimation and prevention of overfitting can be
found in Chapter 3.
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2.3 Case Examples

In chemistry, models of various complexity are used to better understand the underly-
ing physics or to aid in experiments. In Table A.1, a subjective selection of models is
presented. As mentioned earlier, the models studied are commonly primarily fitted to
experimental data, labeled 1 , or try to explain a physical law by systematic simpli-
fication of the problem, labeled 2 , as shown in Figure 2.1. It is not always strictly
possible to separate these two, but in some cases, one outweighs the other.

2.3.1 Fitting the harmonic oscillator

As Robert Hooke noted in 1678, ut tensio, sic vis, “as the extension, so the force”.199

This statement can be expressed as an equation, F = kx, where F is the applied force
which is proportional to the displacement, x, up to a constant factor, k, known as
the spring stiffness. Hooke was attempting to establish a relationship between force
and displacement, not force and stiffness. The observable quantities that are related
are called variables whereas the factors that capture some aspect of nature (here the
stiffness) are called parameters.

Now, let us imagine a world where Hooke’s law as stated above has not yet been dis-
covered. An experimenter performs a handful of displacement experiments on a spring,
marked by blue and green points in Figure 2.3. Prior to the experiments, any function
could potentially satisfy the relationship between force and displacement, perhaps with
a preference for simpler functions due to Occam’s razor. Occam’s razor is a principle
of logic which states that the simplest solution to a problem is usually the best one. It
suggests that when faced with two or more possible explanations for a phenomenon, the
simplest one should be preferred. This is because the simplest explanation is more likely
to be correct and requires fewer assumptions. Additional qualitative prior knowledge
could be Leibniz’ natura non facit saltus, “nature does not make jumps”, i.e. we are
looking for continuous functions.200 With the gathered data, it becomes a plausible hy-
pothesis that the force and the displacement are linearly related up to a constant factor
k in the domain of the blue points. Hence, the experimenter proposes a linear model.
In Figure 2.3, hypothesis 1 (blue line) denotes the linear regression with the smallest
error over the blue data points yielding k = 1. Hypothesis 2 (green line) that takes into
account all data points with k = 0.8 is also shown. These models are only valid for
the tested domain (interpolation), as they do not capture nonlinear effects for further
displacement or even the rupture of the spring (extrapolation). Note that which data
is used or which function class is considered for the fitting of the favored hypothesis 1
is up to the experimenter and not scientifically determined. Even evoking an elaborate
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statistical apparatus, significance can only be determined in regard of an experimenter
and is to a certain degree arbitrary. We denote this in Figure 2.1 on the bottom left.

Not all physical experiments are as intuitively accessible as a spring. This can make it
difficult to come up with a model that describes the relationship of the variables and is
usually not possible only via visual inspection of the data as done here.

1 20

1

2

displacement / m

force / N

hypothesis 1

hypothesis 2

Figure 2.3: Five fictitious measurements of the linear relationship between force and displace-
ment are denoted with blue dots and another three data points in green penetrate the nonlinear
domain of the relationship. Hypothesis 1 (blue), shows the linear best fit of the blue data points
corresponding to a stiffness parameter of k = 1. Hypotheses 2 (green) corresponds to stiffness
parameters of k = 0.8 and attempts to capture all data points.

The harmonic oscillator finds application across many physical disciplines. One way to
understand this is through the use of a Taylor series expansion. Any perturbation of the
potential of a system, V (x), can be expanded as V (x) = a + bx + cx2 + dx3 + ex4 + . . .,
where a and b are set to 0 to satisfy the constraint of the resting system, V (0) = 0

and the quadratic term is the first approximation for small perturbations, where all
higher-order terms vanish, hence V (x) = cx2, where c := k before. Many systems that
are a kinetic and a potential energy with a minimum can be turned into a harmonic
oscillator approximation.

The material constant k approximates a lot of physics with a single parameter. The
limitations of the model are difficult to evaluate rigorously in the inductive inference as
described above since there is not much insight into k and the model is only validated
visually. Even if the model were quantitative and statistical measures would be calcu-
lated, the data agnosticity of the model makes it difficult to improve or generalize for
different data. The material constant simply has to be fitted for every material in ques-
tion since we are not trying to identify the underlying physical process but just imitate
the data generating process. This is a general drawback for data models, labeled 1 in
Figure 2.1. In a first principles approach, we try to derive the parameters “deductively”
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from more basic physical laws and reconcile them with approximations of higher-order
models to gain a deeper understanding how macroscopic phenomena like the material
constant k emerges from other, better or differently understood phenomena, labeled 2
in Figure 2.1.

For instance, k appears in the quantum harmonic oscillator which is often used to
model the potential energy near the equilibrium for vibrational analysis.201 It can be
determined from the angular frequency, ω, and the mass attached to the spring, m,
as k = mω2. This first principles approach not only lets us compute properties of
physical systems in terms of more fundamental (yet still empirical) parameters like mass
m or constants ℏ, but also mainly yields an interpretation about the meaning of the
stiffness parameter and the domain where the linear approximation will hold. In Figure
2.3, the linear domain is only valid as long as the second order Taylor expansion is a
valid approximation, but could be systematically improved. Physical considerations are
used to inform the model selection and construction. By applying already established
knowledge from more fundamental concepts it is possible to constrain the set of possible
hypotheses.
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Figure 2.4: Left: Three Arrhenius plots representing the low-temperature regime of equations
2.1, 2.2, and 2.3 yielding k, k′, and k′′. The parameters are dummy variables, i.e. A = A′ =
A′′ = 1, Ea = 2, and the fits are β′ = 1/4 and β′′ = 2 for illustration. Right: Model of hard
spheres that create a cross section and count as an interaction when they get close to each other.
Systems a and b interact, each with radius ra and rb, respectively. The other, unlabeled spheres
are not participating in the reaction.
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2.3.2 Elucidating the Arrhenius equation

The predecessor of transition state theory was the Arrhenius equation,202,203 where the
reaction rate is determined as

k = A exp

�
� Ea

RT

�
(2.1)

with the pre-exponential factor A, the activation energy Ea, the universal gas constant
R, and temperature T . At room temperature, Ea � RT , the reaction rate, k, increases
approximately exponentially, as is expected from experiment. In the high temperature
regime on the other hand, Ea � RT , the modelled reaction rate saturates and does not
match the experiment at all. For a first-order reaction the pre-exponential factor has
the dimensionality of inverse seconds and hence is sometimes called frequency factor.
It was fitted for different reactions and served as a black-box mode, capturing any
mechanism into one parameter without underlying reductionist explanations, similarly
to the material constant of the harmonic oscillator in Section 2.3.1.

Later, further corrections were added: For instance, the modified Arrhenius equation204

introduces a temperature dependence in the prefactor,

k′ = A′T β′
exp

�
�Ea

RT

�
(2.2)

where A′ is sometimes called B or the stretched exponential,205,206

k′′ = A′′ exp

 
�
�

Ea

RT

�β′′!
(2.3)

with β′ and β′′ being empirical parameters. The interpretation can be ‘moved around’ in
the equation into different empirical parameters.207 Similar as in the harmonic oscillator
in Section 2.3.1, it is desirable to express opaque empirical parameters in terms of more
fundamental, well-studied, and transferable parameters. A′ and A′′ are new ‘versions’
of the pre-exponential parameter, fitted for the new functional form. All three ‘versions’
are illustrated in Figure 2.4 on the left side.

The interpretation of the pre-exponential, A, followed later.36,208,209 This reflects how
in Figure 2.1 the deduction is usually laid out from a fundamental theory to an ide-
alized model but often takes the other way around, as more insight is being obtained
through studying simple models. The second part of the Arrhenius equation, Eq. (2.1),
the exponential exp

�−Ea
RT

�
, is the Boltzmann probability of a collision leading to a reac-
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tion.148 From this, A can be interpreted as the fraction of collisions that happen in the
correct (reactive) orientation of a molecule. Interpretation of the original A has helped
reformulate it with respect to other, less opaque empirical parameters:

A := σABnAnB

s
8kBT

πµAB
(2.4)

with σAB being the reaction cross section, nA and nB are the number densities of the
two compounds reacting, kB is the Boltzmann constant, and µAB is the reduced mass of
a two-particle system. The cross section, σAB, is not straightforwardly experimentally
accessible and could be determined as an empirical parameter. In terms of numbers of
parameters, going from A to σAB, nothing has changed. But since the new interpretation
is more fine-grained, we would expect that the error and uncertainty is reduced for the
new empirical parameter, as it has to capture and compress less physics. It could be that
the more fine-grained model does not improve the accuracy, either by being misguided
or by shifting the empirical part into less accessible quantities, hence deteriorating the
result. Interpreting the relationship of the variables as hierarchical and smoothing
(smoothness hypothesis210) σAB is only at most as hard to fit as A, and if smoothness is
true, it is likely easier. For an idealized model of hard balls, the reaction cross section
σAB can be approximated as the area of a circle, σAB = (rA + rB)2 π with rA and rB,
the radii of the molecules, which is illustrated in Figure 2.4 on the right side. Apart
from the conceptual hard ball approximation, any radius (even for atomic species) is
subject to measurement uncertainty and cut-off definitions. The cross-section being the
area of a circle of the combined radii is yet another assumption and can be refined.

The square root term in the Eq. (2.4) is the average velocity from Boltzmann’s velocity
distribution for a reduced mass system. The Boltzmann velocity is the average velocity
of particles in a gas distribution at a given temperature, determined from the Boltzmann
distribution.148 The relative travel time of molecule a towards molecule b is t = l/v,
where v is the velocity and l the average relative length to travel also known as the
mean free path. This length can be expressed as the reciprocal of the number density
(in [l]−3) multiplied by the cross section (in [l]2), l = 1/(nBσAB). The inverse travel
time, 1/t, yields A, since 1/t = v/l = vnBσAB, with v being the Boltzmann velocity
as mentioned above. With this, an empirical, opaque parameter has been elucidated in
terms of less opaque empirical parameters from thermodynamics. It is important to note
that again a certain shifting has happened, where the underlying idealized system for
the Boltzmann velocity is an ideal gas of a quantum particle in a box on the one hand,
but a collision of hard (classical) balls on the other. This completely mixes fundamental
models of how we understand the world.

24



Case Examples 2.3

The Arrhenius equation and its interpretations and variations can be seen as a stepping
stone in the development of more advanced theories. These collision theoretic models
have been refined, including more and more effects. One popular successor is the Eyrings
transition state theory,211 that recovers the exponential law as well:

k =
κkB

T
h exp

�
�∆G‡

RT

�
(2.5)

with ∆G‡ being the Gibbs activation energy and Planck’s constant, h. The transmission
coefficient κ serves a similar function as A in Arrhenius but is often taken to be unity.
Yet more advanced treatments of reactions are also based on similar derivations, e.g.
Marcus theory for electron transfers212 or the Michaelis–Menten model which is used
for enzymes213,214

2.3.3 Empiricism and idealization in density functional theory

It has been demonstrated from computational complexity that if a universal functional
could be found and solved efficiently, then this would mean that any problem in the
Quantum Merlin Arthur (QMA) complexity class could be solved efficiently.215,216 QMA
is the quantum version of the NP class from classical computing and contains P, NP,
and BQP (the quantum version of P). This would mean that any problem in NP could
be solved in polynomial time, P. Problems in NP have so far not been solved in P and
it is widely believed that P 6= NP , even though it remains unproven. From this, we
find ourselves in a similar position as WFT methods that incur an exponential cost
for increased accuracy and generalizability. It also follows, that parametrizations are
needed to make the problems tractable if a similar exponential wall as in WFT is to be
avoided. As Truhlar and co-workers express as authors of many parametrized models:215

“It is often said that there is no systematic path to improving density functional theory.
This may be true, but nevertheless density functional theory continues to be improved
at an exciting pace.”

One of the first semi-empirical functionals217 is B97218 which is popular due to its flex-
ibility and inspired many derivatives (B97-series and Mx-series.219,220 They are called
semi-empirical because the functional form and some parameters (usually the fit to the
uniform electron gas) are not fitted, while some other parameters are fitted against ex-
perimental data, which might originate from force field approaches. Some definitions
include that the empirical parameter may only modify the dimensionless parameter
xσ = |∇ρσ |

ρ
4/3
σ

. In the work of Mardirossian and Head-Gordon on combinatorial DFT, the
parallels to ML are more visible than was traditionally the case: They use the functional
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form of nine variations of the B97 functional that all together contain up to 15 param-
eters. They generate almost half a million functionals that are fitted, and, crucially,
tested on a data set that was held out from the fit set. Generally, the results are akin
to the textbook complexity vs. accuracy curve (Figure 3.2) where the results on the
training (i.e. fit) set get better with more parameters, while at some point, the results
on the test set are becoming worse. This is the phenomenon of overfitting (section 3.7),
or as they conceptualize it as missing transferability. This procedure is very close to
data science and the handling of regularized function classes that are minimized over
a test set. Similar studies were performed for other functional variations.119,121,221,222

Others have argued115 that simple counting of parameters is not a good measure, based
on the fact that with suitable methods,116,117 any distribution of points can be repre-
sented with a single real parameter, often containing hundreds of decimals. More refined
measures for complexity are suggested, also based on re-sampling (see Section 3.8).

Nonempirical functionals like PBE223 or TPSS224 are designed to satisfy physical con-
straints but are not tied to a particular data set. There are still parameters left, but they
are fitted to ‘special’ systems such as the uniform electron gas225,226 or the exact den-
sity of the hydrogen atom. Some distinguish these parameter from the semi-empirical or
empirical parameters by calling them fundamental constants rather than semi-empirical
parameters, because they are fitted to fundamental conditions.217 Tsuneda112 lists some
of the most important conditions for creating an exchange functional: 1. negative ex-
change energy, 2. LDA limit, 3. slowly varying density limit, 4. uniform coordinate
scaling, 5. Lieb-Oxford bound, 6. self-interaction-free, 7. far-from-nucleus asymptotic
behavior. Even though the fitting to these models and prior knowledge is qualitatively
different from fitting to a training set, it is nevertheless informed by the knowledge of
the designer and does in fact look different for many functionals.

Another technical caveat is that for many of the fitting procedures for these fundamental
constants, least squares regression was employed. While the Gauss–Markov theorem
provides us with a proof that the least squares estimator has the smallest variance of
all linear unbiased estimators for a parameter, it only holds under the assumptions
that the errors i) have zero mean, ii) are independent, iii) have equal variances, iv)
are normally distributed. For instance, the central limit theorem states that when
independent random variables with a finite mean and variance are added, their sum
tends to be normal even though the distributions of the underlying variables might not
be normal. Hence, several factors can contribute to the appearance of non-normal errors,
such as a non-linear relationship between the independent and dependent variables, a
large number of outliers in the training set, non-random sampling, heteroscedasticity
(non-constant variance of a random variable), or auto-correlation in the data.
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Popular nonempirical functionals like PBE227 contain many choices of how constraints
should be applied. On the one hand, these choices are implicitly informed by data
insofar as the data shaped the intuition (e.g. the Lieb–Oxford bound which provides
an accuracy trade-off between more local and more nonlocal atomic systems228,229)
on the other, the mere building blocks employed implicitly contain data, such as the
Wigner–Seitz radius which depends on atom sizes. The advantage of first principles
approaches is that analytical relationships can be drawn, such as the second derivative
of the energy obtained from the DFT calculation will yield the square of the angular
frequency, ω2, and hence k.201 As in the example of the Hookean spring, the results of the
models and their parametrizations can be compared and benchmarked to experimental
values.230 For molecular systems of limited size and no multi-reference character, highly
accurate reference models such as coupled cluster231 may be used as a comparison for
the parameterised model.

Semiempirical functionals have free parameters that are determined through fitting
and are like the material constant in the Hookean spring and resist first principles
interpretation. They compress many physical effects into a scalar. For instance, the
Minnesota functionals MN15215 and MN15-L,232 respectively, are parameterized with
each almost 60 empirical parameters. We arrive at models and their parametrizations
via observations gathered in a data set. How many of such observations do we need to
convince ourselves of the adequacy of a particular parametrization? If we believe in a
strong physical foundation of a model, fewer data points can be enough.233 To attain
greater generalizability for the model to a variety of molecules, more observations are
needed for the parametrization.120 As more and more data has become available the
rigor of physical constraints may have been compromised in favor more sophisticated
fitting procedures, not necessarily with success as Medvedev et al. found.234
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3
Technical aspects of machine learning ∗

3.1 Gaussian Process Regression

A Gaussian Process (GP) can be viewed as defining a probability distribution over
a set of a possibly infinite number of functions.235 It is completely specified by its
mean m(x) = E[f(x)] and the covariance function (also known as kernel) k(x, x′) =

E[(f(x) � m(x))(f(x′) � m(x′))] of the function f(x).235 For simplicity and without
loss of generality, we take the mean to be zero. The values of the function f(x) are
random variables with x being the features. Any subset of these random variables have
by definition a consistent joint Gaussian distribution. The kernel defines the covariance
between two random variables. A standard example for a covariance function is the
squared exponential (SE),

k(x, x′) = exp�jx� x′j
2l

, (3.1)

where l is a hyperparameter that defines how much change in the input space makes a
difference in the output space. A hyperparameter is a parameter of the model, that is
set prior to the training, while the other parameters of the models are obtained through
the training.50 The GP regression tries to optimize the hyperparameters with respect

∗This Chapter is an extended version of Gugler, S.; Reiher, M. J. Chem. Theory Comput.
2022, 18, 6670–6689. Copyright 2022 American Chemical Society and Proppe, J.; Gugler, S.;
Reiher, M. J. Chem. Theory Comput. 2019, 15, 6046–6060. Copyright 2019 American Chemical
Society.

29



Chapter 3 Technical aspects of machine learning

Figure 3.1: A Gaussian Process in two dimensions. (a) Five functions are drawn from the prior
distribution of functions. Technically speaking, a large number of points are drawn and then
interpolated for a better visualization. (b) After introducing five observations, the subset of
functions is narrower than before and the distribution is called the posterior. Five functions are
randomly drawn from it. (c) The solid curve represents the mean of the posterior distribution,
the dashed curve is a randomly drawn curve from this distribution. The grey area denotes one
standard deviation. Adopted from Wikimedia Commons, Author Cdipaolo96 under CC BY-SA
4.0 Licence.

to a certain loss function. The SE is equivalent to a Bayesian linear regression with an
infinite number of basis functions.

To visualize the distribution over the functions, we can draw a function from a set of
functions with the prior distribution. Technically, we do not draw a function, but a
large number of points that create a continuous function, as can be seen in Figure 3.1a.

We want to incorporate evidence into our predictions, i.e., the functions that are drawn
should all go through the observed value (see Figure 3.1b). The resulting new distribu-
tion is called posterior. Following Ref. 235, we have a joint distribution of the training
outputs, f , and the test outputs, f∗, with the joint prior"

f

f∗

#
� N

 
0,

"
K(X, X) K(X, X∗)

K(X∗, X) K(X∗, X∗)

#!
, (3.2)

where K denotes the kernel matrix and X the feature matrix. The joint prior denotes
our prior belief in both the training outputs, f , and the test outputs, f∗. The asterisk
denotes an instance from the test set, i.e., a new observation. Visually speaking, we
need to restrict the set of all functions from the GP, i.e., this joint prior, to all the
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functions that pass through an observation. This corresponds to conditioning the joint
prior on the test data and results in the prediction by the GP regression

f jX∗, X, f � N (K(X∗, X)K(X, X)−1f| {z }
mean

, K(X∗, X∗)�K(X∗, X)K(X, X)−1K(X, X∗)| {z }
covariance

) .

(3.3)
The resulting posterior distribution is shown in Figure 3.1c with a random function
drawn from it (dashed line), the mean function (solid line) and one standard deviation
(gray area). For a more in-depth explanation, we refer the reader to Rasmussen and
Williams.235

The GP posterior distribution of the target variable y, which may be a physical property,
is Gaussian by definition and can, therefore, be fully specified by both its mean and
its variance. As with any other regression method, GP regression is applied to learn
a mapping from a domain fx1, � � � , xMg of M continuous input variables (features) to
y. The features may be descriptors of a physical system. Given N observations of the
target variable, y = (y1, � � � , yN )⊤, mean and variance mapped from any feature vector
x∗ = (x∗,1, � � � , x∗,M ) read

E
�
ŷ(x∗)

�
� µ̂y(x∗) = k(x∗, X)

�
K(X, X) + α0I

�−1
y (3.4)

and

V
�
ŷ(x∗)

�
� σ̂2

y(x∗) = k(x∗, x∗)� k(x∗, X)
�

K(X, X) + α0I
�−1

k(X, x∗) , (3.5)

respectively. The rows of the design matrix X represent the N feature vectors fxn =

(xn,1, � � � , xn,M )g of the observed (training) set. The kernel k(xi, xj) is a measure of
similarity between feature vectors xi and xj , and the row vector k(xi, X) as well as
the matrix K(X, X) are the similarity between one feature vector, xi, or a matrix of
features, X, with the design matrix X. The hyperparameter α0, multiplied with the
(N � N)-dimensional identity matrix I, represents the constant (homoscedastic) noise
of each observation. We refer the reader to Ref. 43 for a comprehensive introduction to
the topic.

3.2 Bayesian Optimization

The mean of the GP posterior distribution, µ̂y(x), represents the best approximation
to the target function y(x). As evaluations (observations) of µ̂y(x) are much faster
than evaluations of y(x), the former can also be used to accelerate searches on y(x)
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if one is interested in optimization tasks. In such cases, y(x) serves as an objective
function. To ensure finding the global minimum (or other extrema) of y(x), we target
an optimal balance between probing its already known, promising regions and exploring
its yet unknown regions. Bayesian optimization236 achieves this goal by combining
mean and variance of the GP posterior distribution, µ̂y(x) and σ̂2

y(x), to construct an
acquisition function u(x) = f

�
µ̂y(x), σ̂2

y(x)
�
, which can be interpreted as a purposely

biased objective function. The true objective y(x∗) is evaluated at the current minimum
x∗ of u(x), which, in turn, is used to update the posterior distribution.

3.3 Active learning: Constructing a Data Set on the Fly

The size of the chemical spaces needed are very large and it is difficult to attain a
representative sample. Furthermore, it is formally very difficult to estimate whether
an out of sample molecule still follows the distribution of the training set which is a
necessary requirement for generalization. A popular way of rolling sampling is active
learning. Instead of deciding on a fixed training set such as a benchmark set, we allow
the algorithm to select new samples on the fly. The success depends on how efficiently
the algorithm is able to traverse and sample the space in uncertain regions. The goal
is to allow the algorithm to sample more in areas where it is less certain and neglect
regions where interpolation works well.

Sequential analysis updates the training set and a surrogate model is evaluated on
the fly until a predefined convergence is reached. Bayesian optimization44,237,238 is a
form of sequential analysis where prior constraints are used to inform the sampling
procedure. One of the most popular surrogate model for sequential analysis is a GP
regression. The expensive but accurate reference model,Mref could be coupled cluster.
Instead of evaluating this expensive model at every point in the desired input space,
the computationally cheap surrogate model, MGP, is employed to estimate the most
information-rich point. The acquisition function, a, will estimate where in the input
space it is most efficient to sample and to create a training point from the surrogate
estimate. The point, x∗, that maximizes the surrogate model will be sampled next.
This procedure is also known as active learning and delineated in Algorithm (1) which
is based on Ref. 239.

The procedure obtains the reference model,Mref, the surrogate model at the first time
step, MGP

0 , the maximum number of sampling steps, T , and the acquisition function
a as input. It sets the history of data points, H (i.e. the sample) to zero before it
starts looping until the maximum number of steps is reached. The loop finds the input
point x∗ that minimizes the cost of the activation function in the input domain x in
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the surrogate model of the previous time step, MGP
t−1. Next, in the expensive step, a

new reference point is calculated with the reference model, Mref at the optimal point
according to the acquisition function. Then, this newly acquired data point is added to
the sample set as a tuple with the input point, upon which the surrogate model is fitted
again. After finishing the loop, the history is returned and the procedure ends.

Algorithm 1 Explanation of SMBO(Mref, MGP
0 , T, a)

1: procedure SMBO(Mref,MGP
0 , T , a)

2: H  ;
3: for t 1 to T do
4: x∗  argminx a(x,MGP

t−1)
5: yref  Mref(x∗) ▷ Expensive step
6: H  H [

�
x∗, yref

�
7: Fit a new model MGP

t to H
8: end for
9: return H

10: end procedure

3.3.1 Variance-Based Active Learning

Consider a training set T Ny

Nx
with Nx feature vectors and Ny observations, where Nx =

Ny, and a query set QMx with Mx feature vectors. We seek to add the smallest subset
of QMx to T Ny

Nx
such that every feature vector of the remaining query set is assigned

a posterior standard deviation σ̂y(x∗) that is below a predefined accuracy threshold t.
Promoting the query vector with the highest posterior variance to a training vector is a
straightforward strategy in this respect. Note that the hyperparameters are a function
of the training set defined by X and y and, hence, the variance σ̂2

y as defined in Eq. (3.5)
depends implicitly on y. As a consequence, updating σ̂2

y requires an observation after
each promotion of a query vector. This sequential approach240 to making observations
constitutes a critical computational bottleneck.

To render our approach more efficient, we determine a batch size L that reflects the
number of observations we can actually make in parallel. We determine the query
vector with the highest posterior variance, σ̂2

y , and add its feature vector to X, resulting
in QMx−1 and T Ny

Nx+1. Subsequently, we update σ̂2
y without a preceding hyperparameter

optimization. As we temporarily fix the hyperparameters, σ̂2
y does no longer depend

on y and, therefore, we can update the variance without making observations. We
perform this subalgorithm (query vector promotion followed by a fixed-hyperparameter
variance update) at most L times to obtain QMx−l and T Ny

Nx+l, where l 2 f1, � � � , Lg.
The subalgorithm will stop if either σ̂y(xm) < t 8xm 2 QMx−l or l = L. After adding a
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batch of l feature vectors from the query set to the training set, we make l observations
in parallel to obtain T Ny+l

Nx+l . If either σ̂y(xm) < t 8xm 2 QMx−l or the query set is
empty, the overall algorithm stops. Otherwise, we sample another batch of l � L query
vectors as described above.

3.4 Performance Measures

All performance measures considered in this work are defined with respect to the two
vectors y (observations) and ŷ (predictions). The mean error (ME) represents the
centroid of the error vector ∆ = y � ŷ,

µ̂ � ME =
1

N

NX
n=1

∆n . (3.6)

The root-mean-square deviation (RMSD) is a measure of the scatter of ∆,

σ̂ � RMSD =

vuut 1

N � 1

NX
n=1

(∆n � µ̂)2 . (3.7)

The root-mean-square error (RMSE) can be expressed as a function of both ME and
RMSD,

RMSE =

vuut 1

N � 1

NX
n=1

∆2
n =

r
N

N � 1
µ̂2 + σ̂2 . (3.8)

The mean absolute error (MAE),

MAE =
1

N

NX
n=1

j∆nj , (3.9)

is the L1-norm analog to the RMSE. All performance measures presented can be trans-
formed into dimensionless quantities by dividing each element of the error vector by the
absolute value of the corresponding element in the observation vector,

δn =
∆n

jynj
. (3.10)

34



Dimensionality Reduction 3.5

All f∆ng in Eqs. (3.6)–(3.9) need to be replaced by fδng to obtain relative-performance
measures. Examples are the mean relative error,

MRE =
1

N

NX
n=1

δn , (3.11)

and the mean absolute relative error,

MARE =
1

N

NX
n=1

jδnj . (3.12)

Note that relative-performance measures yield unreasonably large values in cases where
the absolute value of an observation is smaller than or comparable to the underlying
measurement/numerical uncertainty, i.e., when it is close to zero. In such cases, a
capped version of the relative error,

δc
n =

∆n

max fjynj , cg
, (3.13)

avoids running into singularity issues. The cap c is a strictly positive real number.

3.5 Dimensionality Reduction

For a general principal component analysis (PCA),50,63,241 our data is fxqgQq=1, where
each of the Q data points, xq, has D dimensions. The data should be projected into a
lower dimension d < D. The unit vector u1 determines the direction of the subspace
onto which the data is projected and satisfies the orthogonality constraint, uT

1 u1 = 1.
Each data point is projected onto the unit vector, uT

1 xq.

Consequently, the mean of the data is

x =
1

Q

QX
q=1

xq

and the variance is

1

Q

QX
n=1

(uT
1 xq � uT

1 x)2 � uT
1 Su1
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with covariance matrix S = 1
Q

PQ
q=1(xq � x)(xq � x)T. The aim is to align the vectors

with the direction of the largest variance. Maximizing the variance uT
1 Su1 w.r.t. u1

yields us the principal components The constrained maximization can be solved with a
Lagrange multiplier, λ1, and the orthogonality constraint,

L(u1, λ1) = uT
1 Su1 � λ1(uT

1 u1 � 1) .

The stationary point can be found by setting the derivative to zero, ∂
∂u1
L(u1, λ1) = 0,

which yields the eigenvalue equation,

Su1 = λ1u1

where u1 is an eigenvector of S. This shows that the eigenvector, in the context of the
PCA known as the first principal component (PC), achieves the maximum variance. The
next PC will be the one that maximizes variance along an next axis, orthogonal to the
first. Finding eigenvectors is tantamount to a diagonalization, and has a computational
complexity of O(D3). Carrying out a PCA for the whole dimensionality, D, yields in
order of decreasing importance the PCs describing the variance of the original data
set. This can be thought of as a compression of a high dimensional space into a lower
dimensional space. Plotting the eigenvalues of each PC yields a so-called scree plot,
which gives a qualitative idea of how important each of the PCs is.

3.6 Generalization Error and Empirical Error

To evaluate the performance of a given model, a metric is needed to quantify the dis-
crepancy between the fitted model, M̂θ, and the reference model, Mref. The choice
of the error measure significantly impacts the model evaluation process. Just as the
selection of an appropriate model or data set is crucial, a carefully chosen error measure
can substantially enhance the learning procedure.

The generalization error (also known as out-of-sample error) of an approximate model
is the discrepancy between Mref and M̂θ and is incurred when going from the middle
to the lower part of Figure 2.1. This error arises when making inferences beyond the
sample data set, D = (Xi, Yi)

N
i=1, with N random input and output variables, Xi and

Yi. The discrepancy is quantified using a loss function, L(Mref,M̂θ), which assesses the
difference between the models. When considering the data as random variables, X and
Y , with instances x and y, respectively, the conditional expected error is defined as:
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E(M̂θ, X) =

Z
L(Y ,M̂θ(X))P (Y jX)dY . (3.14)

This results in the total expected generalization error (also known as the risk functional),

E(M̂) = EX [E(M̂, X)]

�
Z

E(M̂θ, X)P (X)dX

=

ZZ
L(Y ,M̂(X))P (X, Y )dXdY

(3.15)

where P (X, Y ) = P (Y jX)P (X) is the joint probability distribution over X and Y

and the instances are independent and identically distributed (i.i.d.). The notation
E[�] denotes the expected value. This error is generally impossible to compute if the
underlying joint probability distribution is unknown. In some sense, estimating this
joint probability can be considered the most fundamental learning problem.

A learning algorithm implements an inductive principle and selects a hypothesis, M̂∗,
from a set of candidate hypotheses, H, based on the available data and any prior as-
sumptions about the problem at hand.42,242 As mentioned above, large H that have the
universal function approximator property have to be constrained to avoid selecting a
hypothesis that overfits the data (see Section 3.7). The choice of an appropriate induc-
tive principle is crucial for the success of the learning algorithm, as it determines how
well the selected hypothesis generalizes to new, unseen data.242

An approximation to the generalization error, Eq. (3.14), is the empirical risk (or in-
sample error), defined as

Ê
�
M̂θ,D

�
=

1

N

NX
i=1

L(Yi,M̂θ(Xi)) (3.16)

which is calculated over a given data set and not over the infinite space of possible
values the reference model can assume. Hence, we want to select a model Mθ out of
the hypothesis class H that when trained with the data D, it minimizes the empirical
risk, yielding the empirical risk minimizer,

M̂θ = arg min
Mθ∈H

Ê (Mθ,D) . (3.17)

Note that Eq. (3.17) with the generalization error instead of the empirical error would
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yield a perfect model. It is intuitively clear that using data that has been used to select
the candidate hypothesis should not be used to benchmark it as well. This so-called
in-sample error or training error, Ê(M̂,Dtraining), will systematically underestimate the
generalization error. To ameliorate this, a variety of methods have been proposed.
Resampling, i.e. putting some unused data aside and validating the model on it is a
common way of preventing overfitting (see Section 3.8).

An often-used loss, L, is the squared error. Minimizing the squared error that usually is
taken as prior information, is actually optimal for a linear model with Gaussian noise,
an assumption that does not always hold. For the linear regression, Yi = M̂θ(Xi) + κi,
where the error is independent of Xi and Gaussian, κ � N (0, σ2), with zero mean and
homoscedastic variance σ2, the likelihood is

P (Djθ) =
1

(2πσ2)n/2
exp

 
� 1

2σ2

nX
i=1

(Yi � M̂θ(Xi))
2

!
(3.18)

log P (Djθ) = � 1

2σ2

nX
i=1

(Yi � M̂θ(Xi))
2 � n ln

�p
2πσ

�
, (3.19)

where in the second line the logarithm was taken to simplify the product over the
probabilities, as the logarithm is monotonic and does not change the search for extrema
in Eq. (3.17). Maximizing the second line (note the sign), where the constant summands
and factors do not change the extrema, is equivalent to minimizing the empirical risk
functional in Eq. (3.16), as minimized in Eq. (3.17) with the squared loss, L.

3.7 Overfitting

Overfitting is a phenomenon that occurs when a ML model, often one with a large
hypothesis class as in nonparametric models (see Section 2.2) captures and trains on
noise and irrelevant patterns, negatively impacting the generalization capabilities to
unseen data. The variance of the data might be due to the inherent variability of the
underlying, physical nature, or due to noise in the reference method. The main cause
of overfitting is too many parameters in the model relative to the amount of available
training data. An example of overfitting is a polynomial of degree n�1 that will always
be able to fit n data points, without being able to generalize outside those n data points.
Many methods have been proposed to counteract overfitting (such as cross-validation,
Section 3.8 or regularization) but it is impossible to perfectly ascertain the model. The
general dilemma between having an expressive, complex model that is able to account for
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a host of phenomena versus avoiding overfitting is known as the bias–variance trade-off
and is impossible to minimize simultaneously.46,50,51,63

error / A.U.

model complexity

test set

training set

Figure 3.2: The relationship between model complexity (x-axis) and the error (y-axis) in
arbitrary units (A.U.) for both training and test data is shown. As the model complexity
increases, the training error decreases consistently, while the test error first decreases and then
starts increasing after reaching a minimum point. The optimal model complexity lies at the
point where the test error is minimized, representing an ideal balance between underfitting and
overfitting.

Overfitting can be visualized with the diagram shown in Figure 3.2, where the x-axis
represents the model complexity and the y-axis the incurred error in arbitrary units.
Generally, more parameters (which is the case for nonparametric models) risk fitting
noise. An indicator for this is that the training error keeps improving, as new parame-
ters are able to fit any irregularity or noise, while the test set, a held-out set to monitor
generalizability increases the error again. The point where the test error is at its mini-
mum represents the optimal model complexity, where the model has achieved the best
trade-off between underfitting and overfitting. Withholding parts of the data is the
standard way to prevent overfitting and we will discuss the most popular way to do so
next.

3.8 Cross-validation

The most common way to avoid overfitting is to split the data into two subsets, a
training set of size n and a test set of size m,

Dtrain = f(X1, Y1) , . . . , (Xn, Yn)g

Dtest = f(Xn+1, Yn+1) , . . . , (Xn+m, Yn+m)g
(3.20)
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Experiment 1

Experiment 2

Experiment 3

Experiment 4

Experiment 5

5 folds

Figure 3.3: This diagram shows a 5-fold CV process. There are five equally sized folds represent
the partitioned data set. In each iteration, one fold acts as the validation set (teal), and the
remaining folds serve as the training set (gray).

with Dtrain \ Dtest = D. The training set will be used to parametrize the model
whereas the test set is used to test for overfitting: After the model has been trained,
it is employed to predict the test set. If it performs well, it is an indicator that the
generalization worked. Importantly, the training and the test set must not overlap,
since it would bias the evaluation of the model to include training data in the test set.

A common way to avoid overfitting is to divide the available data into two sets, one
called training set, Dtrain and one called test set, Dtest. The most straightforward way
is to partition the data set randomly into two sets, the training set usually containing
the majority of the data, finding a model with the training set and then applying the
model to the unseen test data. This yields the empirical risk for the test set as defined
in Eq. (3.16),

Ê(M̂θ,Dtest) =
1

N

NX
i=1

L
�

Yi,M̂θ (Xi)
�

(3.21)

One drawback of this method is the inefficient use of a lot of data that cannot be used for
training. One remedy for this issue is cross-validation (CV). The CV process partitions
the data set into multiple subsets called “folds”. The model is then trained and evaluated
iteratively, using different combinations of these folds as training and validation sets.
This resampling method allows the model’s performance to be assessed across various
subsets of the data set, providing a more reliable estimate of its generalization ability.
One common CV technique is k-fold cross-validation, where the data set is divided into
k folds of the same size. In each iteration, one fold is used as the validation set, and the
remaining k� 1 folds are used as the training set. The model is trained on the training
set and evaluated on the test set, and the process is repeated k times, using a different
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fold as the validation set each time. The final model performance is calculated as the
average performance across all k iterations (see Figure 3.3).

Leave-One-Out Cross-Validation (LOOCV) is a special case of k-fold cross-validation,
where k = N , the number of data points in the data set. In each iteration, a single
data point is used as the validation set, and the remaining data points are used as the
training set. The model is trained and evaluated k times, using a different data point as
the validation set each time. The final model performance is calculated as the average
performance across all k iterations.

While LOOCV can provide an unbiased performance estimate, it can be computationally
unfeasible for large datasets, as it requires training and evaluating the model as many
times as there are data points in the dataset. In such cases, k-fold cross-validation with
a smaller value of k (e.g., 5 or 10) is often used, as it provides a good trade-off between
computational efficiency and performance estimation reliability.

The empirical loss for CV is

ÊCV(M̂θ,D) =
1

K

KX
k=1

Ê(M̂θ
−k

,D−k) (3.22)

where M̂θ
−k

and D−k denote the model that is trained on all but the kth partition and
the data set, leaving out the kth partition.

The advantage of resampling over function constraints and analytical approaches is that
no assumptions have to be made on the target functions or the statistics of the data
points. Depending on the computational cost of the model, the K fold increase is a
resource draw back.
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4
Coulomb Matrix and Coulomb List ∗

There exists a multitude of molecular descriptors, many originating from the field of
cheminformatics: one of the most comprehensive overviews was provided by Todeschini
and Consonni,191 which, however, does not cover post-2012 descriptors, that is, those
that have gained traction within the recent revival of machine learning and artificial
intelligence in chemistry. Todeschini and Consonni191 classify the descriptors according
to the theory from which they are derived: graph theory, discrete mathematics, phys-
ical chemistry, information theory, quantum chemistry, organic chemistry, differential
topology, and algebraic topology. On top of that, they distinguish how they are pro-
cessed, namely, by statistics, chemometrics, or cheminformatics. The bibliography of
their review covers the period between 1741 and 2008 with about 6400 references and
3300 descriptors listed.191

With the advent of modern machine learning in chemistry, several groups have devel-
oped descriptors and methods that are better tailored to a particular machine-learning
method and harness the latest computational developments more efficiently.

The group of von Lilienfeld proposed various descriptors, most of which can be de-
scribed as two- or many-body expansions such as the atom-in-molecule-based descrip-
tor called “amons”243 or FCHL244 (named after the authors). In collaboration with
the groups of Müller and Tkatchenko, they developed71 and assessed245,246 Coulomb
matrices (CMs), their eigenvalues, or multiple CMs per molecule, as well as the bag of

∗This Chapter is an extended version of Gugler, S.; Reiher, M. J. Chem. Theory Comput.
2022, 18, 6670–6689. Copyright 2022 American Chemical Society.
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bonds (BoB) descriptor.247 Huang and von Lilienfeld studied the uniqueness of some of
their descriptors.248

A variation in the CM that avoids the permutation issue is the BoB descriptor.247 All
off-diagonal elements of the CM are collected and grouped (“bagged”) according the
corresponding element tuples which is interpreted as bond “type” (such as the tuples
(H,H) and (C,H)). Each group of Coulomb matrix elements is then sorted by magnitude
and padded with zeros if other molecules in the data set have more elements in a given
bag. Hence, all bags have the same length. The feature vector is the concatenation of
all bags. This idea has been developed into a hierarchy of features including more and
more bodies, collectively called “BA-representations” (bonds, angles, torsions, etc.) to
hint at the many-body expansion character.248 It commonly performs slightly better
than the CM itself.75,247,249

To establish size-intensive descriptors, Collins studied descriptors for machine learning
and how to encode bonds.75 The molecular-structure-based descriptor smooth overlap of
atomic positions (SOAP, Chapter 5) by Csányi and co-workers has experienced continu-
ous development and is among the most successful ones.49,72,250 Ceriotti and co-workers
have developed and analyzed physics-inspired molecular representations48,78,189 and car-
ried out considerable work in unifying the landscape of descriptors.78,251–253 Various
groups have investigated ways to incorporate the electron density into machine learning
procedures.250,254–257

Other descriptors use topological information258,259 or a graph-based representa-
tion,260–262 both of which have deep roots in cheminformatics and find applications in
machine learning for chemistry. Working a set of empirical topological descriptors263

into autocorrelation functions264 has been applied to transition metal complexes by
Janet and Kulik.265 Neural-network representations have been studied by Behler
and Parrinello with symmetry function to represent local environments266,267 and
by Aspuru-Guzik and co-workers, where the neural network operates directly on the
molecular graph.268 Instead of finding an adequate representation, end-to-end neural
networks were shown to learn the appropriate representation on their own.195,269–272

This work is in the regime of low amounts of data as we focus, for the sake of a detailed
analysis, on a specific similarity paradox in reaction chemistry.

We first introduce three example reactions for which we will compare the different de-
scriptors, unlike in a machine learning study, where a large data set is used to assess the
predictive power of a descriptor. Then, we study a general expression for the electronic
energy to which we want to relate the measures in order to establish a relation between
a similarity measure and this key quantity of electronic structure theory. Afterwards,
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Figure 4.1: Reactions for which an elementary step relates reactant and product through a
TS structure. In (the generic) reaction 1, the nucleophilic double bond between C1 and C5
abstracts the proton of the hydroxyl group, H9. The C2-C6 bond breaks and, hence, opens up
the imidazole ring, yielding an isocyanate. Reaction 2 and 3 show analogous reactions with a
push–pull system (in 2) and two ethyl substituents (in 3), respectively.

we first consider the relation of the electronic energy and the CM, which will also lead
us to introduce the Coulomb list, CL, as a descriptor. In Chapter 5, we turn to such
a relation for SOAP, which will also lead us to the introduction of a new descriptor,
namely the smooth overlap of electron densities, SOED.

4.1 Elementary Reaction Step Example

By contrast to a typical machine learning study, we will, in this first step, not consider
vast amounts of data, but instead make an attempt to understand how CM and SOAP
operate at the level of a single elementary reaction step. In order to be able to later
extend this work to a large data set, we chose our (generic) example (reaction 1) in such
a way that it is on the same Born–Oppenheimer surface as the QM9 reference data set
of von Lilienfeld and co-workers.273

We will base the numerical part of this work on the reactions shown in Figure 4.1: the
nucleophilic double bond between C1 and C5 abstracts the proton of the hydroxyl group,
H9, which results in a change of the aromatic system as the imidazole ring opens up. An
isocyanate group is created. In this generic reaction 1, both electronic and structural
changes are present. This allows us to probe to what extent a descriptor can account
for electronic changes in terms of its numerical values.

45



Chapter 4 Coulomb Matrix and Coulomb List

Analogously to reaction 1, reactions 2 and 3 are chosen as proton abstraction reactions of
the same type but with modulating substituents. In the case of reaction 2, we introduced
a push–pull-type π-system structure to replace two hydrogen atoms of the original
reaction. The nitro group functions as an electron acceptor, and the methoxy group
may be considered as the electron donor. Accordingly, this system poses a challenge
for a descriptor. In the case of reaction 3, two ethyl groups replace the same two
hydrogen atoms to probe the effect of atoms that are farther away from the reactive
site. Hence, the three reactions serve the purpose of studying descriptor transferability
because the locality of the descriptor should highlight whether the generic reaction 1
can be recovered in reactions 2 and 3.

4.2 Electronic Energy in Terms of Nuclear Contributions

To connect a descriptor of molecular similarity, which refers to an atom-resolved molec-
ular structure (usually in terms of its nuclear coordinates), with the expression for the
electronic energy, we first need to rewrite this energy in terms of nuclear contributions.
Although every electronic structure model affords a different expression for the elec-
tronic energy, a common expression can be formulated in terms of one- and two-body
reduced density matrices. If we focus on the nuclear contributions in such an expression,
we may write the electronic energy in Hartree atomic units as:

Eel =

MX
I>J

ZIZJ

jRI �RJ j
�

N ,MX
i,J

ni

�
ϕi

���� ZJ

jRJ � rj

����ϕi

�
+ Erest[fϕig] , (4.1)

where I and J are the indices running over the M nuclei with their respective nuclear
charges, ZI and ZJ , and coordinates, RI and RJ . The first sum refers to the Coulomb
repulsion of all nuclei, which is independent of the electronic structure model.

The second term delivers the potential energy for the interaction with the external
potential and all other contributions are kept hidden in the third one. For the sake
of simplicity, we have introduced a general occupation number ni, which can be easily
generalized to the doubly indexed one-body reduced density matrix. One may simply
choose the ni to be equal to 1 as in unrestricted Hartree–Fock or Kohn–Sham theory.
The index i then runs over N spin orbitals ϕi from which the electronic wave function
is constructed. Finally, r is the coordinate of an electron.

Erest[fϕig] denotes the remaining contributions to the electronic energy, namely the
expectation values for total kinetic energy, hT i, and the electron–electron interaction,
hVeei,
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Erest = hT i+ hVeei , (4.2)

which all depend on the wave function and, hence, on all orbitals fϕig. If molecular
orbitals (MOs) are expanded into a set of m basis functions χµ,

ϕi =

mX
µ=1

c(i)
µ χµ , (4.3)

their corresponding MO coefficients c
(i)
µ will enter the energy expression

Eel =

MX
I>J

ZIZJ

jRI �RJ j
�

N ,MX
i,J

ni

mX
µν

c(i)
µ c(i)

ν

�
χµ

���� ZJ

jRJ � rj

����χν

�
+ Erest[fc(i)

µ g] . (4.4)

Note that we assumed the basis functions to be real and therefore avoided a denotation
for complex conjugation; however, this restriction can be easily lifted.

We re-write the electron–nucleus attraction potential-energy integrals over basis func-
tions χµ into a matrix, V(J), with elements

V (J)
µν =

�
χµ

���� ZJ

j RJ � rj

����χν

�
(4.5)

and the MO coefficients into the vector, c(i), obtaining

Eel =
MX

I>J

ZIZJ

jRI �RJ j
�

N ,MX
i,J

nic
(i)V(J)c(i) + Erest[fc(i)

µ g]. (4.6)

Obviously, for a close connection of the quantum chemical foundations to a molecular
similarity descriptor of a machine learning model, we may require that a descriptor
should be based on Cartesian coordinates of all atomic nuclei, fRIg, of a molecule
because these define a molecular structure to which the Born-Oppenheimer approxima-
tion assigns an electronic energy. CM and SOAP fulfill this requirement (see below).
Moreover, according to the electronic energy expression, we require that the descriptor
depends on the nuclear charge numbers, which, together with the nuclear coordinates,
defines the external potential. The external potential and the number of electrons in
the system contain all information to formulate the electronic Hamiltonian and, hence,
all information to solve for the electronic energy (E. Bright Wilson argument274). The
CM fulfills this requirement by construction, but it should be noted that it involves a
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diagonalization step that changes the information encoded in a rather non-transparent
way. However, the standard formulation of SOAP considers molecular structure through
fuzzy atoms, where all atoms are considered equal (see below). As such, nuclear coor-
dinates enter the procedure, but their type (in terms of the nuclear charge number) is
usually not resolved. According to the first Hohenberg–Kohn theorem,275 which is also
taken as the basis of density functional theory (DFT), there exists a one-to-one cor-
respondence between the external potential and the electron density. Because SOAP
constructs a density distribution of molecular structure, one may wonder whether a
relation to the electron density (and hence to the electronic energy) can be established.
We will consider these matters later on in this work and now first turn to the CM due
to its obvious link to the external potential.

4.3 Coulomb Matrix and Coulomb List

The elements of the CM71 are defined as

CIJ =

8><>:
Z2.4

I

2
I = J

ZIZJ

jRI �RJ j
I 6= J .

(4.7)

The diagonal in the CM is sometimes referred to as the “self-interaction term”,245 even
though there is no basis in classical electrodynamics for a self-interaction of a point
charge. A pragmatic justification is that the diagonal term conveys information about
the identity of the elements. The original publication71 states that the “diagonal el-
ements encode a polynomial fit of atomic energies to nuclear charge”. Because the
authors wanted to predict atomization energies, this diagonal brings relevant informa-
tion into the problem from a priori knowledge but makes the descriptor less general
and less interpretable. Yet another interpretation276 is to link the diagonal terms to
the total potential energy of a neutral atom in the Thomas–Fermi model, which is
ETF = �0.7687Z7/3.277

Molecules of different sizes, M , will be padded with rows and columns of zeros in their
CM representation to match the size of the largest molecule to be compared. The
CM itself cannot be used as a descriptor for molecules of different sizes, because it
is not permutationally invariant (exchange of rows and columns change the descriptor
but physically, the order of the atoms in the molecule does not matter) and different
information would be stored in different dimensions of the matrix.

Three remedies have been proposed245 to transform the CM into a permutationally
invariant descriptor. The simplest one, which we are going to analyze here, is the
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eigenspectrum: calculating the eigenvalues, λi, and sorting them such that jλij � jλi+1j.
This is the original recipe proposed by Rupp et al. in 2012.71 For M atoms, this method
reduces the dimensionality from M2 degrees of freedom to only M . The second option
to make the CM permutationally invariant is the sorted CM: the rows (or equivalently,
the columns) are sorted by their Euclidean norm, such that jjCijj2 � jjCi+1jj2. This
leads to an overdetermined system, as the dimensionality is M2 now and may produce
to non-smooth changes in the sorting even for small changes in the coordinates. The
third approach is to represent each system by a set of n sorted CMs, each injected with
Gaussian noise to vastly augment dimensionality.

4.3.1 Atomic Descriptors F (J)
n and F (J)

e

We now split Eq. (4.6) into atomic contributions by moving the sum over the nuclei in
front of the expression

Eel =
MX
J

h
F (J)

n �F (J)
e

i
+ Erest (4.8)

with

F (J)
n =

1

2

MX
I

I ̸=J

ZIZJ

jRI �RJ j
(4.9)

and

F (J)
e =

NX
i

nic
(i)V(J)c(i) (4.10)

(recall that all ni are equal to one for unrestricted Hartree–Fock theory and unrestricted
Kohn–Sham theory).

Figure 4.2 depicts the features F (J)
e and F (J)

n obtained for reaction 1 of Figure 4.1. In
each subplot of Figure 4.2, we separated the elements due to the large difference in scale.
In (a), the external potential features, F (J)

e , are shown, and in (b), the nuclear repulsion
features, F (J)

n , are shown. The same plot scaled by the respective nuclear charge is shown
in Figure 4.4. The scaling changes only the relationship between different elements but
not within one group of elements.

The nuclear repulsion feature, F (J)
n , which contains a sum over the nuclei I, can be
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Figure 4.2: For reaction 1 of Figure 4.1: (top) external potential features, F (J)
e , and (bottom)

nuclear repulsion features, F (J)
n , in hartree (Eh) (TS denoted in blue and the reactant and

product in green and red, respectively). The four subplots are sorted by element and to match
the ordering of Figure 4.6.
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Figure 4.3: For each element in reaction 1 from Figure 4.1, hydrogen, carbon, nitrogen, and
oxygen in (a-d), we show the correlation between the external potential features, F (J)

e , and the
nuclear repulsion features, F (J)

n . The connection between three points is over the course of the
reaction from reactant to TS structure to product.
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Figure 4.4: For reaction 1 of Figure 4.1: (a) the external potential features, F (J)
e , (b) the

external potential features scaled by ZJ , (c) the nuclear repulsion features, F (J)
n , and (d) the

nuclear repulsion features scaled by ZJ , are shown in hartree (Eh). (TS denoted blue, reactant
and product ans green and red, respectively.) The 4 subplots are sorted by element and the
ordering in each subplot according to increasing value of the TS structure feature. The left
column corresponds to the Figure 4.2.

scaled by a constant ZJ , the nuclear charge number ZJ of the nucleus of the feature in
question. Conceptually, the plots do not reveal more hidden structure. Nevertheless,
for the sake of completeness we show a scaled version of Figure 4.2 in Figure 4.4, where
both F (J)

n and F (J)
e are shown unscaled (in the left column) and scaled (in the right

column). Naturally, the shapes of the traces do not change but note the change of
the y-axes. Furthermore, we show the correlation plot between scaled F (J)

n and scaled
F (J)

e in Figure 4.5, which relates to Figure 4.3. Due to the scaled axes, it is possible to
represent the entire data range without loss of clarity on the same axes magnitudes.

We see how the reaction details can be recovered in the plots of Figure 4.2. For instance,
C6 and C2 (and similarly H13) show a big drop from the TS structure (blue line) to the
product (red line), which monitors that the bond between these two atoms is broken.
Similarly, H9 features the biggest relative drop toward the product, which is due to the

52



Coulomb Matrix and Coulomb List 4.3

Figure 4.5: External potential features, F (J)
e , and nuclear repulsion features, F (J)

n , each scaled
by the respective nuclear charge, ZJ , to bring them to a similar order of magnitude. The
correlation within any element is large over all elements and over the course of the reaction from
reactant to TS structure to product, as observed in the unscaled version of Figure 4.3.
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H shift observed in the reaction. Only for H12 is the product feature higher in energy
than those of the TS structure and the reactant. The fact that the reactant and the
TS structure features are close together while the product features are separated hints
at a possible early TS structure, which resembles the reactant rather than the product
according to Hammond’s postulate.278

To further elucidate the correlation, we plot F (J)
n and F (J)

e against each other for each
element in Figure 4.3. Apart from the scaling, the trends are very similar: Not only are
all elements of the same type almost linearly correlated, but also the trend holds over the
course of the reaction (connected points). Thus, apart from small deviations, the nuclear
features encode very similar information to the external potential. Because the latter
is much more expensive to calculate, it is a good trade-off to use the nuclear features,
which are much more cost effective. This is evidence that at least approximately, only
one of the two features can be used without great loss of accuracy. Because the nuclear
features are far more efficient to calculate, as they do not depend on a converged SCF
calculation, we will solely consider F (J)

n in what follows.

To compare the effects of different substituents, we plotted the same representations as
in Figure 4.2 in Figure 4.6. In reaction 2 with the ethyl substituents, we can see that
both proximal carbon atoms, C15 and C21, are of similar magnitude, as are the distal
carbon atoms, C18 and C21. The patterns of C6 and C2 toward the product remain the
same. Note that the relative pattern, for example, the increase from C8 to C6 in reaction
1 but the decrease in the same two carbon atoms in reactions 2 and 3, should not be
overinterpreted as this pattern is dependent only on the sorting and does not carry
physical meaning. Even for reaction 3, with the electron-donating and -withdrawing
groups, a similar pattern is observed.

4.3.2 Relation of F (J)
n to the CM

Consider the modified CM, C̃, with diagonal elements set to 0 and the interaction terms
divided by two to resemble avoidance double counting:

C̃IJ =

8><>:
0 I = J
1

2

ZIZJ

jRI �RJ j
I 6= J

. (4.11)

All elements F (J)
n can be obtained by multiplying the J-th row of this CM with 0-

diagonal with a vector of one entries, 1:
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Figure 4.6: For the reactions of Figure 4.1, the nuclear repulsion features F (J)
n are shown

(a) for reaction 1 with “generic” H substituents, (b) for reaction 2 with electron-donating and
-withdrawing groups NO2 and OCH3, and (c) for reaction 3 two ethyl substituents (TS denoted
blue and the reactant and product as green and red, respectively). The plots are each split into
four subplots according to the elemental composition of the reacting molecule.
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Figure 4.7: For the reactions of Figure 4.1, the inverse distance features, eF (J)
n , are shown (a)

for reaction 1 with H substituents, (b) for reaction 2 with electron-donating and -withdrawing
groups NO2 and OCH3, and (c) for reaction 3 with two ethyl substituents (TS denoted blue
and the reactant and product as green and red, respectively). The plots are each split into four
subplots according to the elemental composition of the reacting molecule.
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C̃(J) �

266664
1

1
...
1

377775 = F (J)
n . (4.12)

We have F (J)
n =

P
I,I ̸=J CIJ =

P
I C̃IJ , establishing a relationship to the (modified)

CM C (C̃).

To isolate the steric effects from the electronic effects, we consider, similarly to Figure
4.6 but without the nuclear charges ZI and ZJ in the numerator, a sum of inverse
distances at nucleus J , namely, eF (J)

n � 1
2

P
I

1
|RI−RJ | , in Figure 4.7. This function

has a larger magnitude in areas of the molecule with a higher scaffold density that
exhibit more steric effects. For instance, as before, the function shows higher values for
C6 and C2 and a drastic change toward the product. However, by contrast to Figure
4.6, the function is characterized by a larger value at C6 than at C2 because it strictly
measures the neighbor density, of which C6 has more (N7, H13, and C5 are nearby) than
C2 (only N4 and O3 are nearby). In Figure 4.6, the larger nuclear charges of nitrogen
atoms and oxygen atoms weighted the overall sum higher. More of such effects can be
observed: another one is in reaction 2, where the sum of inverse distances at N15 is
much smaller than in Figure 4.6 compared to the other nitrogen atoms, because the
neighboring oxygen atoms are not weighted according to their nuclear charges.

4.3.3 Comparison of F (J)
n and CM Eigenvalues

In Figure 4.8, the nuclear repulsion features, F (J)
n , are shown in the left panel and the

eigenvalues of the CM, λi, in the right panel, all for the intrinsic reaction coordinate
(IRC) of reaction 1 in Figure 4.1. In both feature spaces, it is clearly visible what the
TS structure is (step 187) and that it is most likely an early one. The eigenvalues of the
CM are hard to interpret, however, because the values are not tied to a particular atom.
By contrast, from our F (J)

n descriptor, it is evident which atoms undergo large changes
over the course of the reaction: the hydrogen atom that is shifted in the reaction, H9,
features the largest change in the trace relative to the atoms of the same element. This is
in line with Figures 4.2 and 4.3, where this hydrogen atom produces the largest spread.
As before when discussing Figure 4.2, we see that C2 and C6 behave similarly, as they
are the bonding partners of the bond that is broken. The nitrogen atoms, N4 and N7,
appear relatively stable in terms of the F (J)

n descriptor apart from a slight relaxation
observed in all heavy atoms, due to the molecule opening up and becoming less compact.
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Figure 4.8: Traces of reaction 1 in Figure 4.1 over the IRC as represented by F (J)
n (left panel)

and by the eigenvalues of the CM (right panel), where each set is split in two to account for the
different orders of magnitude of the data points.

The carbon atom C8 with its hydrogen atom H14 also shows a rather flat trace as they
hardly participate in the reaction.

Because F (J)
n yields interpretable traces and, at the same time, encodes very similar

information to that encoded in the eigenvalues of the CM, it represents an excellent
alternative, if not a superior type of feature, for many applications. This will be espe-
cially interesting if for a given model one wants to backtrack and re-inspect a feature
that a machine learning model paid particular attention to. For instance, with such
information it is possible to set a threshold of change over the course of the reaction
and filter the rest of the data set according to reactions that behave in a similar way.
In each case, it is possible to go back to the descriptor and evaluate where a particular
contribution came from.

A drawback, however, is that F (J)
n is not permutationally invariant and suffers from

the same issues that plague the plain CM. Due to this very reason, the diagonalization
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was introduced for the CM (see above), to achieve permutational invariance at the price
of interpretability. The reasons given for diagonalizing the CM are:71 (i) the unique
encoding; (ii) “symmetrically equivalent atoms” are treated the same; (iii) invariance
with respect to permutation, translation, and rotation; and (iv) continuous distance.
Property (i) has been discussed279,280 and holds even for homometric molecules, (ii)
is fulfilled, (iii) is a consequence of the ordering and not the diagonalization (there is
no intrinsic ordering of eigenvalues as they are complex numbers and the ordering is
dependent on the diagonalization algorithm), and (iv) is fulfilled. The sorting ensures
that the structural properties of each molecule that are compared are of similar size.
The caveat is, though, that these structural properties may appear for different chemical
reasons.

Because, in the general case, there is no way to track atoms and because this may not
even be desirable (as in symmetric molecules certain atoms are symmetry redundant),
we have to sort the list (or use any other way to introduce permutational invariance).
Therefore, we simply sort the vector F (J)

n in a descending order and ignore tracking
of atoms. This is in analogy to the eigenvalues of the CM that are sorted the same
way, but the key difference remains: the entries are still atom specific and do not mix
information from all atoms (as the diagonalization of the CM does).

Similar to our CL, in the sorted CM,247 each element of the matrix is part of the feature,
whereas the rows (or columns of this symmetric matrix) are ordered according to their
norm. This is equivalent to our approach apart from the fact that there is no summation
over the rows (or columns, respectively), leading to a high dimensional feature, which
is quadratic in the number of atoms. Moreover, it has been noted that slight variations
in atomic coordinates may cause abrupt changes in the CM ordering, thereby impeding
the learning of structural similarities.245

Schrier found that the eigenvalues of the CM will not be able to distinguish larger
molecules.246 We do not expect that this is different for the sorted F (J)

n . Furthermore,
for macromolecules of more than 10,000 atoms, not only is the global description not
granular enough, but also the diagonalization needed for the eigenvalues becomes a true
computational bottleneck, as it scales with O(M3), while subsequent sorting is affected
by a negligible cost of order O(M log M), where M is the number of nuclei.

4.3.4 Descriptor Extensivity

One long-standing issue in descriptor research is the desired transferability between
molecules of different sizes. Hence, an intensive descriptor is sought for, that is, one that
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is independent of molecular size. However, this desire contrasts the inherent extensivity
of structures. One approach is to find sub-information that is intensive.

The size (number of elements) of the nuclear repulsion features, F (J)
n , grows with system

size, M . For the specific case of an elementary reaction step, only a very localized part
of the system will react, while most of the system remains largely unchanged (i.e.,
internal coordinates of observer atoms change only little), as illustrated by the observer
hydrogen atom H14 in Figure 4.8. A simple solution to this problem is to truncate the
feature and to consider only a subset of atoms that vary more than a given threshold
and can be considered a relevant subsystem for the process under consideration. More
elaborate measures may consider features evaluated in an embedding framework.

However, the issue remains that even if two feature vectors are truncated to the same size
to contain only the physically relevant part, they cannot be compared in a direct manner.
Only if the set of atoms to which the vector has been truncated is the same for every
system, a direct comparison is possible. The dilemma is that, as soon as convolutions
are introduced to achieve permutational invariance, the comparability fades away.
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5
Smooth overlap of atomic positions and

of electron densities ∗

5.1 Smooth Overlap of Atomic Positions: SOAP

We are advised to compare the results obtained so far to one of the most successful
representations for molecular similarity: the SOAP kernel.72 In this Section, we review
the key derivation steps of the SOAP kernel as we need them later to formulate and
evaluate our electron-density-based descriptor. In our derivation, we follow Ref. 72
but extend it at key places to highlight important steps of the derivation that are
not explicit in the original paper and that become important for our electron-density-
based descriptor, for which the derivation must be made more transparent. For this
electron-density-based descriptor, we will reinterpret the fuzzy atomic positions of SOAP
and generalize them to the actual electron density. Accordingly, we call the resulting
descriptor SOED, smooth overlap of electron densities. We emphasize again that the
derivation reviewed for SOAP in the next Section is necessary as it will turn out to be
the key evaluation strategy within our setting to evaluate SOED.

∗This Chapter is an extended version of Gugler, S.; Reiher, M. J. Chem. Theory Comput.
2022, 18, 6670–6689. Copyright 2022 American Chemical Society.
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5.1.1 SOAP Kernel

SOAP represents a measure for molecular similarity without making any direct connec-
tion to the associated electronic energies (by contrast to the CM). A molecule is put
with its center of mass at the origin of the coordinate system. We place on each of
its atoms I at position RI an unnormalized Gaussian function, gαI , with parameter
α = 1/(2σI

2), where σI is the variance of the Gaussian function at atom I, to obtain a
superposition of fuzzy atomic positions

ρmol(r; fRIg, fαIg) = Nmol

MX
I=1

gαI (jr�RI j) (5.1)

with the unnormalized Gaussian

gαI (jr�RI j) = exp
�
�αI jr�RI j2

�
(5.2)

and normalization constant Nmol to ensure that hρmoljρmoli = 1. The variable r is the
variable of the field. Note that in the original publication,72 the normalization constant
Nmol is omitted because later (see below) the kernel will be normalized.

In the original paper,72 this superposition has been called “atomic neighbor density”
that represents the “atomic environment”, which we do not adopt here as the superposi-
tion in Eq. (5.1), primarily, does not put an emphasis on some local atomic structure so
that other atoms become neighbors or an environment. Instead, it refers to the molec-
ular structure as a whole. Hence, we may refer to it as a “molecular-scaffold density”.
This is also advantageous to conceptually emphasize its relation to our SOED descriptor
to be introduced later. The comparison of two molecular-scaffold densities then requires
the definition of an overlap measure (see below), which is the origin of the term “smooth
overlap of atomic positions”, which we understand as an overlap of molecular scaffolds
represented by fuzzy atomic positions.

Usually, the αI in Eq. (5.1) is taken to be the same for all atoms, αI ! α. In
some applications, α was optimized as a hyperparameter49,281 or simply fixed to some
value.282,283 Using a different α as a hyperparameter for each element type284 resulted
in the same value for all types during the training procedure.

Notably, the sum in Eq. (5.1) is permutationally invariant, a property that is important
for machine learning: exchanging the terms in the sum does not change the total density.
In order to determine the best match of the scaffold densities of two molecules for their
comparison regarding the assessment of molecular similarity, it will be necessary to
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rotate one scaffold density in a three-dimensional space with respect to the other. To
be able to rotate the sum of Gaussians in Eq. (5.1), the equation must be expanded
into functions dependent on the global polar angles, θ and ϕ (see Figure 5.1).72 In the
definition above, they are dependent on rA, which refers to the frame of reference that is
centered on nucleus A and that is not easily rotatable from a global point of view. The
functions sought for straightforward rotation of the whole molecular scaffold field72 are
all to be located at the same single center, which can be the center of mass coordinates
of the molecule.

Figure 5.1: In the global coordinate system, ex, ey, and ez, the angles θ and ϕ denote the
polar and azimuthal angles of the field variable r � r(θ, ϕ), labeled in green. Nucleus A is
at position RA � RA(θ, ϕ) with polar and azimuthal angles θRA

and ϕRA
. In the coordinate

system that is centered on nucleus A, namely exA
, eyA

, and ezA
, the distance to the field variable

is rA = r �RA with corresponding polar angles θrA
and ϕrA

. The angle between RA and r is
denoted γ.

When we multiply out the exponent in Eq. (5.1), we obtain �α(r2�2 r �RI +R2
I), that

is, two squared terms and a cross term. The cross term is then subjected to a Rayleigh
expansion of a plane wave in terms of spherical waves,72

exp (r �RI) =
∞X

l=0

(2l + 1)il (rRI) Pl(cos γ) (5.3)

where il is the modified spherical Bessel function of the first kind of degree l, Pl is the
lth Legendre polynomial, and γ = ∠(r, RI), measured from the origin of the coordi-
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nate system (see Figure 5.1). The modified spherical Bessel function of the first kind,
in(x) �

p
π
2xIn+1/2(x), is one radial solution to the Helmholtz equation in spherical coor-

dinates and related to the modified Bessel function of the first kind, In(x) � i−nJn(ix),
where Jn in turn is the Bessel function of the first kind, which is a solution to Bessel’s
differential equation, other solutions being the Bessel function of the second kind and
Hankel functions. Hence, the molecular scaffold density in Eq. (5.1) can be expressed
as

ρmol(r; fRIg, α) =

MX
I

exp
�
�α jr�RI j2

�
=

MX
I

exp
�
�α(r2 � 2rRI + R2

I)
�

=
MX
I

exp
�
�α

�
r2 + R2

I

�� ∞X
l=0

(2l + 1)il (2αrRI) Pl(cos γ) ,

(5.4)

where the normalization constant Nmol was omitted as explained above. By virtue of
the spherical harmonics addition theorem,

Pl(cos γ) =
4π

2l + 1

lX
m=−l

Y ∗
lm(θRI

, ϕRI
)Ylm(θ, ϕ) (5.5)

with angles θ and ϕ as the polar coordinates of the field variable r measured from the
origin and the angles θRI

and ϕRI
being the polar coordinates of RI , notably also mea-

sured from the new common origin. These steps accomplish a single-center expansion
necessary for the subsequent rotation in search of the best matches of two molecular
scaffold densities. We now obtain a compact expression of expansion coefficients and
spherical harmonics, where the term (2l + 1) cancels out

ρmol(r; fRIg, α) = 4π
MX
I

exp(�α(r2 + R2
I))

∞X
l=0

+lX
m=−l

il (2αrRI) Y ∗
lm(θRI

, ϕRI
)Ylm(θ, ϕ)

=
MX
I

X
lm

cI
lm(r; RI , α)Ylm(θ, ϕ)

(5.6)
with

cI
lm(r; RI , α) � 4π exp

�
�α

�
r2 + R2

I

��
il (2αrRI) Y ∗

lm(θRI
, ϕRI

) . (5.7)

where
P

lm denotes
P∞

l

Pl
m=−l. Note that the angular information of the nuclear

position is stored in the spherical harmonics Y ∗
lm(θRI

, ϕRI
). It is exactly these functions
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that we will need to rotate against each other to generate best overlaps over all possible
rotations of the two molecular scaffold densities to be compared. This is due to the fact
that the density field is defined in terms of Gaussian functions located at the positions
of the nuclei, which therefore need to be rotated. We emphasize this point because it is
important for our SOED derivation below and because it appears somewhat obscured
in the original paper.72 The overlap between these two densities, ρmol(r; RI , α) and
ρ′

mol(r; RI′ , α), is defined as the inner product of their densities,

S(ρmol, ρ′
mol) = hρmol j ρ′

moli =

Z
R3

drρmolρ
′
mol , (5.8)

where we omitted the parameter dependence for the sake of clarity and dr = dx dy dz.
The center of mass of both molecules matches the origin of the coordinate system,
leaving rotational freedom around three Euler angles, α, β, γ. Hence, in search for
optimal overlaps of the two molecular-scaffold densities we need to integrate over all
possible rotations.72 This procedure automatically guarantees rotational invariance.

A rotation from the rotation group, SO(3), can be written as a matrix,

R̂ � R̂(α, β, γ) , (5.9)

where α, β, γ are the Euler angles. This rotation operator needs to be integrated over
SO(3) when acting on a density; that is, all possible rotations of the density must be
considered. The volume element on SO(3) integrating over all possible Euler angles
yields the measure

dΩ =
1

8π2
sin β dα dβ dγ (5.10)

with α = [0, 2π), β = [0, π), and γ = [0, 2π).

We now need to rotate the spherical harmonic Ylm(θRI
, ϕRI

) in the expansion in Eq.
(5.6). An arbitrary rotation operator, R̂, operating on a spherical harmonic yields
a linear combination of new spherical harmonics with a different magnetic quantum
number m and the elements of a Wigner D-matrix as expansion coefficients. With this
identity, we will rotate the angular information of the nuclear positions (because the
radial part is separated) according to

R̂Ylm(θRI
, ϕRI

) =
lX

m′=−l

Dl
mm′(R̂)Ylm′(θRI

, ϕRI
) . (5.11)
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The elements of the Wigner matrices are given by

Dl
mm′(R̂) =

D
Ylm(θRI

, ϕRI
)
��� R̂ ���Ylm′(θRI

, ϕRI
)
E

. (5.12)

This is convenient as the rotation happens in a very compact manner without notational
overhead usually involved in rotations. Furthermore, we will later see how multiple
Wigner D-matrices will cancel each other out.

When considering the overlap of two molecular-scaffold densities with one of them being
rotated,

S
�

ρmol, R̂ρ′
mol

�
= hρmol j R̂ j ρ′

moli =

Z
R3

drρmolR̂ρ′
mol (5.13)

we will have to integrate over all Euler angles α, β, γ, which will yield the rotationally
invariant kernel,

k
�
ρmol, ρ′

mol; n
�

=

Z
α,β,γ

����Z
R3

drρmolR̂ρ′
mol

����n 1

8π2
sin β dα dβ dγ

(5.14)

where we follow the original paper72 and artificially introduced the power n as a param-
eter to be considered later; for now, we set it equal to 1. As we will see in the following,
this integral over Euler angles can be evaluated analytically with help of the Wigner
D-matrices and will not require us to deal with the explicit rotation algebra as shown
in Eq. (5.11).

We substitute the expanded density of Eq. (5.6) into the overlap Eq. (5.13) to obtain
the overlap of the two molecular-scaffold densities, where we exploit the rotation identity
of Eq. (5.11),
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S
�

ρmol, R̂ρ′
mol

�
=

Z
drρmolR̂ρ′

mol

=

Z
drρmol

h M ′X
I′

X
l′m′

4π exp[�αI′(r2 + R2
I′)]il′(2αI′rRI′)R̂Y ∗

l′m′(ΩRI′ )Yl′m′(Ω)
i

=

Z
drρmol

h M ′X
I′

X
l′m′

4π exp[�αI′(r2 + R2
I′)]il′(2αI′rRI′)

�
l′X

m′′=−l′

Dl′
m′m′′(R̂)Y ∗

l′m′′(ΩRI′ )Yl′m′(Ω)
i

(5.15)

where a new coefficient, analogously to Eq. (5.7) with different indices,

cI′
l′m′′ = 4π exp[�αI′(r2 + R2

I′)]il′(2αI′rRI′)Y ∗
l′m′′(ΩRI′ ) (5.16)

can be employed to collect many of the terms. Substituting this coefficient and separat-
ing the integral into a radial and a spherical part, we obtain

S
�

ρmol, R̂ρ′
mol

�
=

M ,M ′X
I,I′

X
l,m

l′,m′

l′X
m′′=−l′

Dl′
m′m′′(R̂)

Z ∞

r=0
drr2cI∗

lmcI′
l′m′′| {z }

radial

�
Z 2π

θ=0

Z π

ϕ=0
sin ϕ dϕ dθ Y ∗

lm(Ω)Yl′m′(Ω)| {z }
spherical

(5.17)

where we abbreviated the angular information according to Ω = (θ, ϕ) and ΩRI
=

(θRI
, ϕRI

). Recall that we also chose to have a general αI for the unprimed and αI′ for
the primed molecular scaffolds.

Now, the integral in Eq. (5.17) must be evaluated. Because the spherical harmonics are
orthonormal by definition, the spherical part in Eq. (5.17) evaluates to

Z 2π

θ=0

Z π

ϕ=0
sin ϕ dϕ dθ Y ∗

lm(Ω)Yl′m′(Ω) = δll′δmm′ . (5.18)

This simplifies the last line in Eq. (5.17) to the following,
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S
�

ρmol, R̂ρ′
mol

�
=
X
I,I′

X
l,m

lX
m′′=−l

Dl
mm′′(R̂)

Z ∞

r=0
drr2cI∗

lmcI′
lm′′ . (5.19)

setting m m′ and l l′.

The radial part of the integral in Eq. (5.17) and Eq. (5.19) is non-trivial. We first
expand it to move the quantities independent of the position before the integral,

Z ∞

r=0
drr2cI∗

lmcI′
lm′′ = (4π)2 exp(�(αI′R2

I′ + αIR2
I))Ylm (ΩRI

) Y ∗
l′m′′

�
ΩRI′

�
�
Z ∞

r=0
drr2 exp(�(αI′ + αI)r2)il(2αIrRI)il′(2αI′rRI′)

(5.20)

where the integral is solved as

Z ∞

r=0
drr2 exp(�(αI′ + αI)r2)il(2αIrRI)il′(2αI′rRI′)

=
1

4

�
π

(αI + αI′)3

�1/2

il

�
2

αIαI′

αI + αI′
RIRI′

�
exp

�
α2

IR2
I + α2

I′R2
I′

αI + αI′

� (5.21)

according to Weber.285,286

The prefactor in Eq. (5.20) can be combined with the result from the integral Eq.
(5.21). If we had considered the two normalization constants Nmol = (2α

π )3/4 that we
omitted from Eq. (5.1), we would have obtained the same overlap as Kaufmann and
Baumeister,287

S
�

ρmol, R̂ρ′
mol

�
=
X
I,I′

X
l,m,m′′

Dl
mm′′(R̂)Ĩ l

mm′′(αI , αI′ , RI , RI′) (5.22)

with

Ĩ l
mm′′(αI , αI′ , RI , RI′) = 4π

 
2

(αIαI′)1/2

αI + αI′

!3/2

exp

�
� αIαI′

αI + αI′
(R2

I + R2
I′)

�
� il

�
2

αIαI′

αI + αI′
RIRI′

�
Ylm(ΩRI

)Y ∗
l′m′′(ΩRI′ ) .

(5.23)

For α αI and α αI′ , that is, Ĩ(α, α, RI , RI′), we recover the result obtained in the
original SOAP paper,72 which was there denoted as Ĩ l

mm′′ (α, RI , RI′). The prefactor
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on the original paper,
q

2π5

α3 , as noted in the erratum,288 originates from the missing
normalization constants, Nmol. If they were included, that new prefactor would not have
been necessary, as we can easily verify by

q
2π5

α3 N2
mol = 4π, where 4π is their original

prefactor. As already noted in the erratum,288 this does not produce an error, as it gets
cancelled at the normalization step.

In the original paper,72 the authors defined a term for the sum over all pairwise inter-
actions of the integral

I l
mm′′ �

X
I,I′

Ĩ l
mm′′(α, RI , RI′). (5.24)

to obtain a slightly more succinct form

S
�

ρmol, R̂ρ′
mol

�
=
X

l,m,m′′

I l
mm′′Dl

mm′′(R̂) (5.25)

which we will not adapt here as it obfuscates the sums that nicely emphasize the series
expansion over the indices l, m, and m′ as well as the pairwise nuclear interaction over
the indices I and I ′.

We recall from Eq. (5.14) that the integral of the overlap defines the kernel. For n = 2,
the rotationally invariant kernel is

k
�
ρmol, ρ′

mol; 2
�

=

Z ���S �ρmol, R̂ρ′
mol

����2 dΩ

=

Z
dΩ S

�
ρmol, R̂ρ′

mol

�∗
S
�

ρmol, R̂ρ′
mol

�
=
X
I,I′

X
l,m,m′
λ,µ,µ′

Ĩ l∗
mm′ Ĩλ

µµ′

Z
dΩ Dl

mm′(R̂)∗Dλ
µµ′(R̂)| {z }

Wigner’s orth. relation

=
X
I,I′

X
l,m,m′

1

2l + 1
Ĩ l∗

mm′ Ĩ l
mm′

(5.26)

where we used new indices to avoid the doubly primed m′′ and where by virtue of
Wigner’s orthogonality relation, we have
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Z 2π

0
dα

Z π

0
dβ sin β

Z 2π

0
dγ

1

8π2
Dj′

m′k′(R̂(α, β, γ))∗Dj
mk(R̂(α, β, γ))

=
1

2j + 1
δm′mδk′kδj′j (5.27)

We see that the Greek indices collapse with the Latin ones, m µ, m′  µ′, and l λ.

The kernel is eventually defined with a power ζ, which is also a hyperparameter as it
steers the sensitivity to the kernel changing the atomic positions, and we set it to unity
to not obfuscate the results further. Finally, a normalization is introduced,

K
�
ρmol, ρ′

mol; n, ζ
�

=

0@ k
�
ρmol, ρ′

mol; n
�q

k(ρmol, ρmol; n)k
�
ρ′

mol, ρ′
mol; n

�
1Aζ

(5.28)

where each density depends on the width α of the Gaussians and on the positions of
the atoms, fRIg.

Due to the quadratic scaling of the integrals (for each pair of atoms in the scaffold), it can
become inefficient for larger molecules. This is certainly true for very large molecules.
A remedy for the quadratic scaling is proposed that involves an approximation in terms
of an expansion using radial basis functions. However, no systematic study has ever
scrutinized this radial-basis approximation versus the analytic solution, apart from an
initial discussion in the original paper.72 A further analysis of the accuracy of the power
spectrum or engineered adversarial problems is beyond the scope of this analysis.

5.1.2 Computational Methodology

The quantum chemical calculations for the model reactions were carried out with Orca
5.289 We performed unrestricted Kohn–Sham PBE227 structure optimizations with the
SVP basis set with density fitting.290 Our molecular similarity descriptors were then
obtained from Hartree–Fock single-point calculations. The atomic descriptors F (J)

n and
F (J)

e were obtained with the program Serenity,291,292 which calculated the nuclear at-
traction integrals contracted with the density matrix elements and the nucleus–electron
interaction with unrestricted Kohn–Sham PBE227 and the def2-SVP basis set.293

For SOED, we obtained the MO coefficients for the electron density in Hartree–Fock
calculations with the tiny STO-3G basis set294 with Gaussian,295 where the keyword
Integral(SplitSP) had to be applied to not obtain S=P contracted orbitals but regular
s and p orbitals. We note that despite its small size, this basis set already produces
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the main features of the electron density (non-isotropic local effects through minimal
polarization by basis functions on atomic neighbors and an element-specific maximum
of the density distribution at the various atomic nuclei) that makes SOED different from
SOAP.

We implemented Eq. (5.14), the SOAP kernel, in Mathematica296 and this code is avail-
able from the authors. In addition, we established a python implementation for which
we used NumPy297 array programming (vectorization). The data structure ndarray
harnesses the CPU’s SIMD (single instruction, multiple data) architecture for a signifi-
cant speed-up compared to a loop-based implementation. Furthermore, we parallelized
the calculation with the library Ray.298 Our implementation is available open source.299

According to Eq. (5.22), the overlap for the SOAP procedure is dependent on an infinite
sum that originates from the Rayleigh expansion in Eq. (5.3) and the rotation of the
spherical harmonics as an expansion of Wigner-D matrices in Eq. (5.11), which con-
verges uniformly. Even though we avoid the standard power spectrum approximation,
which would introduce another approximation, we can approach the exact overlap only
within numerical accuracy. As the authors of the original paper72 noted, the pairwise
evaluation for all I and I ′ leads to a big computational overhead. Because we approxi-
mated the p-functions by (lobe) s-functions, many terms are created in this double sum.
Our largest molecule from reaction 3 in Figure 4.1 then requires 333 s-functions. For
this reason, it is hard to reach a high l in the expansion, as m and m′ range from �l to
l in steps of one. Hence, for the results presented in Figure 5.5, the maximum value for
l was 3 for SOED and 5 for SOAP.

In the original reference introducing SOAP,72 it had already been noted that the com-
putation of SOAP can be expensive, because the terms inside the sums of Eq. 5.26 have
to be evaluated for each pairwise interaction of atoms. The sums over l, m, and m′ scale
with O(L3

max), where Lmax is the truncation of the infinite sum over l, yielding an overall
complexity of O(M2L3

max). In SOED, Eq. (5.40), where the density is based on m2 basis
functions for each density, the evaluation becomes even more expensive as O(m4L3

max),
where the number of basis functions, m, is in all practical cases much bigger than the
number of atoms, M . The straightforward way to treat this unfavorable scaling is to
trade off accuracy for speed and reduce Lmax. For all but the smallest molecules, larger
basis sets than those on the order of STO-3G will likely not be feasible. As in SOAP
with the power spectrum, it might be possible to simplify the nested sum with some
mathematical transformations to gain a speed-up.
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5.2 Smooth Overlap of Electron Densities: SOED

Instead of attaching a Gaussian function to each atomic position to introduce a fuzzy
atomic core as a component of a molecular scaffold density as in Eq. (5.1), one is tempted
to exploit the electron density of a molecule for the assessment of molecular similarity.
Not only does this quantity relate to the electronic energy through the Hohenberg–Kohn
theorem,275 but it is also an observable that is accessible in diffraction experiments and
from any quantum chemical method. Moreover, it also includes a representation of the
atomic cores because its maxima indicates the nuclear positions (and even the nuclear
charge by virtue of the Kato cusp condition). In addition to this information about the
molecular scaffold, the electron density encodes information about the electronic wave
function in the valence regions—although their peculiarities are in the tiny details and
might require derived fields (such as the Laplacian300) to be clearly visible.

In this context, it is important to emphasize that the electron density is typically cal-
culated from absolute squares of MOs that are decomposed into atomic orbitals (AOs)
centered on the atomic nuclei. These AOs can then be represented by standard Gaus-
sian functions available from a basis set library. In this regard, to employ the electron
density is even on a technical level very similar to the SOAP scheme based on the molec-
ular scaffold density—although the derivation will be far more difficult as we will see
in the following. Hence, the electron density could be taken as a replacement for the
molecular scaffold density to represent structural information as does SOAP (best seen
with width parameters, αI , that are different for every atomic core), but now also to
encode electronic information.

Already the simplest electronic structure model will allow us to combine the AOs located
at the nuclear positions linearly to yield MOs and to then yield the electron density, in
complete analogy to Eq. (5.1). However, note that the MOs themselves cannot be used
to replace the electron density or the molecular scaffold density because the coefficients
in the linear combination of atomic orbitals (LCAO) expansion can take negative values
and, in a superposition of MOs, these MO coefficients would cancel each other and all
information about individual MOs will be lost. Obviously, this problem does not occur
for the electron density that is taken as a weighted sum of the absolute squares of the
MOs (see below).

If the additional electronic structure information encoded in the electron density can
be harnessed, it might be better suited as a descriptor than SOAP, which encodes
only the molecular scaffold. A similar reasoning has led Carbó301 in the context of
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cheminformatics to develop a similarity measure based on the overlap of electron density,
which is sometimes called the Carbó index rAB,

rAB =

R
V ρAρBdr�R

V ρ2
Adr

�1/2 �R
V ρ2

Bdr
�1/2

(5.29)

and therefore reminiscent of Eq. (5.28) in the SOAP formalism. The derivation, where
the first steps are similar to ours, is presented in the appendix of Ref. 301 but leaves
out the key step of density rotations introduced in SOAP. The optimum overlap of rAB

is numerically calculated, whereas we aim at an analytical solution. However, bring-
ing electron densities in a rotatable form in a single-center picture leads to significant
mathematical overhead as we shall see in the following.

Because we assume that we will always have results for a simple electronic structure
model available from which we may take test data, we consider a single Slater determi-
nant model. For such an ansatz, which is the basis of Kohn–Sham DFT, Hartree–Fock
theory, and any approximate Hartree–Fock model, the electron density is the square of
w MOs, ϕi(r), where r is the coordinate of the electron,

ρel(r) =

wX
i=1

ni jϕi(r)j2 (5.30)

with occupation numbers ni (that may be taken to be 1 in an unrestricted framework,
where w will then be identical to the number of electrons N). The MOs are usually
expanded as a LCAO,

ϕi(r) =

MX
A

X
µ@A

c(i)
µ χµ(r) , (5.31)

as in Eq. (4.3) but now with an explicit notion of the atom (“A”) on which a function
χµ is centered. In other words, the above expression explicitly introduces a sum over
these atomic centers of the basis functions, which we may denote with the German word
“Aufpunkt” in order to introduce a notion that allows for centers that are not identical
with nuclear positions. Hence, there is still a total of m basis functions (i.e., the AOs
in this LCAO), χµ(r), and their corresponding coefficients are c

(i)
µ . Gaussian orbitals

(GTOs) employed as AO are defined as

χµ(rA) = Nµfµ(rA)gµ(rA) (5.32)

with the polynomial
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fµ(rA) = jrAjLµ YLµMµ (ΩrA) , (5.33)

the Gaussian

gµ(rA) = exp
�
�ζµ jrAj2

�
, (5.34)

and with the normalization constant Nµ. Furthermore, we have the local vector from
nucleus A at RA to the field variable r (see Figure 5.1), that is, rA = jr � RAj, the
spherical harmonic, YLµMµ(ΩrA), which is also centered at the position of nucleus A

and hence in the local coordinate system e′
xA

, e′
yA

, and e′
zA

, with orbital quantum
number (degree) Lµ and magnetic quantum number (order) Mµ and polar angles ΩrA =

(θrA , ϕrA) with respect to nucleus at RA and effective nuclear charge ζµ. In the following,
we omit the variable dependence for the sake of brevity, that is, χµ � χµ(r). As before,
we will have to bring this multi-centered approach into a framework where all angles
are to be taken with respect to a single center, which facilitates the rotation operation
and which is taken to be the center of mass.

Substituting the AO expansion, Eq. (5.31), into the density expression, Eq. (5.30), we
obtain

ρel(r) =

wX
i

MX
A,B

X
µ@A
ν@B

nic
(i)
µ c(i)

ν χµχν (5.35)

with basis functions (i.e., “AOs”) χµ and χν and expansion coefficients c
(i)
µ and c

(i)
ν . As

usual, the introduction of a density matrix,

Dµν =
wX
i

nic
(i)
µ c(i)

ν (5.36)

(which is not to be confused with the Wigner D-matrices) brings the expression for the
electron density into a more compact form,

ρel(r) =

MX
A,B

X
µ@A
ν@B

Dµνχµχν . (5.37)

Moreover, for notational convenience, we introduce a product GTO,
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χµν(rA, rB) = Nµνfµ(rA)fν(rB)gµ(rA)gν(rB) (5.38)

with the normalization constant Nµν = NµNν

Because we want to rotate one of the electron densities with respect to the other, the
expression must be made dependent on the rotation angles. However, as in the case of
SOAP, the angles in the spherical harmonics are defined with respect to the local coordi-
nate system at a nucleus but must be defined with respect to a single center that will be
the center of mass. For this, we follow the derivation of Kaufmann and Baumeister287

here. However, the result from the exact derivation, which we sketch in the supporting
information, is very long-winded and turns out to be computationally costly to evalu-
ate. Therefore, we propose two ways of approximating the GTO in order to simplify the
expression: First, we neglect all products of higher order spherical harmonics; for ex-
ample, no product of two p functions was considered, if they are positioned at different
nuclei. Although this simplifies the derivation, it is still very involved. Therefore, we
eliminate the polynomial factors by replacing all p basis functions with lobe functions,
that is, s-type functions with shifted centers that resemble functions of higher angular
momentum quantum number (see supporting information for details on how these new
Aufpunkte were determined by starting from the nuclear positions). This is also possible
for higher-orbital-momentum functions such as d functions. In this way, we generate
an all-s-type basis set that sufficiently represents the electron density and for which the
calculated MO coefficients can be inherited. Note that, from a technical point of view,
the new Aufpunkte of these lobe functions are then to be treated as (new artificial)
nuclear positions in the evaluation procedure for SOAP, and therefore, SOED can now
be evaluated with a SOAP-type procedure.

By virtue of the Gaussian product theorem, each product of the two Gaussians χµ and
χν in Eq. (5.37) becomes another Gaussian. Hence, we can collapse the double indices
µν in Eq. (5.37) into a single index, which we call Ǐ in order to associate it to the
corresponding expression in the SOAP derivation: because we consider a lobe-basis of s-
functions only, we obtain the electron density as an expansion into s-functions only with
Aufpunkte given at positions denoted by Ǐ, some of which are actual nuclear positions:

ρel(r) =

m̌X
Ǐ

DǏχǏ (5.39)

All of these positions Ǐ are subject to the SOAP rotation and overlap procedures and
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can be treated like ghost atoms. Hence, we have recovered a generalized version of
SOAP with weights DǏ in front of the basis functions Ǐ, each of which will, in general,
carry a different exponent (rather than a common exponent α, i.e. the standard choice
for SOAP). Recall that the weights DǏ contain products of MO coefficients and occu-
pation numbers (or first-order reduced density matrices), which can be determined in
an electronic structure calculation (e.g., in a Hartree-Fock calculation). Of course, this
will require one storing electronic structure data in addition to the nuclear coordinates
of a molecule, but that should not present a hurdle as the molecular structures will typi-
cally be optimized with an electronic structure method whose wave-function ingredients
then simply need to accompany the Cartesian coordinates in a data base in order to be
exploited by a machine learning ansatz based on SOED.

Finally, we obtain, by virtue of the direct analogy with SOAP, for the overlap of two
electron densities,

k
�
ρel, ρ′

el; 2
�

=

m̌,m̌′X
Ǐ,Ǐ′

X
l,m,m′

D2
Ǐ
D2

Ǐ′

2l + 1
Ĩ l∗

mm′ Ĩ l
mm′ (5.40)

5.2.1 Lobe functions to approximate p-functions

One complication — apart from the fact that LCAO basis set contractions with fixed
expansion coefficients require an inheritance pattern of coefficients when combined with
the molecular orbital coefficients — of the SOED derivation originates from the two-
center integrals over functions of high orbital angular momentum quantum number (p-
functions in our case, but this applies also to d-functions and so forth). Note that this
type of functions is not present in SOAP as the molecular scaffold density is constructed
from single s-functions without any product forms.

A rather old recipe is to represent these high-l functions by lobe functions, i.e., s-
functions with shifted centers, which is advantageous in our case as we can then take
advantage of the SOAP formalism. A px function, for instance, can be approximated
by two (or more) s-functions. Unlike in standard SOAP, where every s-type Gaussian
function has the same width parameter, in our case, the width would be a fit parameter
to best approximate a p-function of the LCAO basis. A similar procedure works for
d-functions, albeit it was not needed for STO-3G and the molecules studied here.

However, instead of one Gaussian per atom for SOAP, we generate Aufpunkte for s-
functions that do not correspond to atomic nuclei. Moreover, the fact that LCAO basis
functions and, hence, also the lobe functions enter the density in a bilinear fashion due to
the squared molecular orbitals, makes the SOED calculation even more complicated than
the standard SOAP evaluation. For instance, if any given atom has two s-functions and a
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p-function, instead of having a single s-type Gaussian at that atom’s nucleus position for
SOAP, there would be 8 Aufpunkte, two superimposed at the actual nuclear position for
the two different s-functions, and 6 Aufpunkte slightly shifted from the nuclear position
along the coordinate axes, two for each of px, py, and pz-function. In the electron density
expression, more Aufpunkte are generated for the product function of two s-functions
by virtue of the Gaussian product theorem.

In the following, we sketch how the shifted centers and parameters in the exponent of
the lobe functions are determined deterministically for any given p-function in the basis
set. The radial part of the p-function in one dimension is

fp(Np, ζp, x) = Npx exp(�ζpx2) (5.41)

with position variable x, normalization constant Np set to unity w.l.o.g., and width
parameter ζp. It will be approximated by two s-functions, a positive and a negative,

fs(Ns, ζs, h, x) = Ns(exp(�ζs(x� h)2)� exp(�ζs(x + h)2)) (5.42)

where the distance h denotes the distance of the Aufpunkt of the s-function to the
position of the nucleus at which the p-function is centered, Ns denotes the normalization
constant, and ζs denotes the width of the new s-function. An overlay of the two functions
can be seen in SI Figure 5.2 with arbitrary parameters.
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sum of s-functions

Figure 5.2: The sum, fs (red), of two s-functions (orange and green), approximate a p-function,
fp (blue). The parameters are set arbitrarily to ζp = 1/2, ζs = 1/2, h = 1 and both normalization
constants, Ns = Np = 1, i.e., they are not optimized to fit the p-function in order to demonstrate
the concept.

Even though the integral
R
jfp�fsj2dx is analytically solvable, the minimization of it is
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not. We decided to avoid numerical procedures, such that all steps are analytical: We
will match the features of both functions.

At the origin, x = 0, the slope of fp is Np which we set to unity above,

d

dx
fp(Np = 1, ζp, x)

����
x=0

= e−ζpx2 � 2ζpx2e−ζpx2
���
x=0

= 1 = Np . (5.43)

The slope of both functions should match at the origin. Since for fp, the slope is 1, we
set the slope of fs to 1 to obtain the normalization constant, Ns,

d

dx
fs(Ns, ζs, h, x)

����
x=0

= 2ζsNs

�
(h + x)e−ζs(h+x)2 � (x� h)e−ζs(x−h)2

����
x=0

!
= 1

(5.44)

which yields

Ns =
eζsh2

4ζsh
. (5.45)

By setting Ns this way, it is guaranteed that fs has the same slope at the origin as fp.

As a second feature-matching characteristic, we search for the extrema of fp and require
those of fs to be at the same location. By setting the derivative of fp to 0, we obtain
the extrema at x = � 1p

2ζp
. Now, we require fs also to have zero slope at the extrema

positions that yields a width, subject to be real and positive,

d

dx
fs(Ns, ζs, h, x)

����
x=± 1√

2ζp

!
= 0 (5.46)

which is the same for both extrema, i.e. independent of the sign of the extrema position,
yielding

ζs = �

p
ζp log

�√
2−2
p

ζph

2
p

ζph+
√

2

�
2
p

2h
(5.47)

with h is constraint according to 0 < h < 1p
2ζp

. This new ζs can also be re-substituted

into the Ns we found above, Eq. (5.45), to obtain ζs and Ns that describe fs dependent
on only ζp and h. The free parameter h has to obey the constraint above and the
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approximation will be best for small h. As can be seen in Figure 5.3, the largest error
for a difference between fp and fs with h = 1/2 is generally very low.
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-0.0005
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Figure 5.3: The difference between fs and fp with the fitted parameters Ns and ζs with
h = 1/2.

As an example, we consider a H2O molecule in the minimal basis STO-3G. The oxygen
nucleus carries the following functions: 1s, 2s, 3px, 3py, 3pz, all have 3 primitives
per shell. The pz-function has a primitive exponent for the first primitive shell of
ζp = 5.03315132. To build fs that approximates this pz function, we employ Eq. (5.47)
with ζp and h = 0.001 (denoting the distance of the new s-function from the origin)
to get a new exponent for the s-functions, ζs = 5.03318. The resulting ζs can be used
with Eq. (5.45) to obtain a normalization constant Ns = 49.6706. From the set of 3
p-functions, we thus obtain 18 s-functions. In total we get 3 per s-function (two on
oxygen, one each on hydrogen), which is 12, with 18 from the approximated p-function,
yielding 30 functions instead of 15.

With this process of replacing all higher-order functions with s-functions, we obtain a
structure that can be subjected to the same process as SOAP to obtain a SOAP-like
kernel, based on density. From the point of view of molecular scaffold densities in SOAP,
this appears then as a ‘new’ molecule which comprises the nuclear coordinates of the
true one but contains much more ’pseudo-atoms’.

Instead of setting the SOAP exponents α  αI , we keep them all different for each
I according to the LCAO exponents, as we defined it in Eq. (34) in the main text.
Furthermore, I is no longer running over all nuclei anymore as in SOAP.
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5.2.2 Sketch of analytical derivation of smooth overlap of elec-
tron densities

Representing all Gaussian parts in polar coordinates, centered at
the origin of the coordinate system for SOED

The Gaussians, gα(rA) and gβ(rB), can be expanded as in the SOAP procedure where
we substitute the Legendre polynomial via the spherical harmonics addition theorem.

This yields the Gaussians

gα(rA) = 4π exp
�
�ζα(r2 + R2

A)
� X

l(α)m(α)

il(α)(2ζαrRA)Yl(α)m(α)(Ω)Y ∗
l(α)m(α)(ΩRA

) ,

(5.48)

and

gβ(rB) = 4π exp
�
�ζβ(r2 + R2

B)
� X

l(β)m(β)

il(β)(2ζβrRB)Yl(β)m(β)(Ω)Y ∗
l(β)m(β)(ΩRB

) ,

(5.49)

similar to Eq. (18) with Eq. (19) in the main article.

Representing all polynomials in polar coordinates, centered at
the origin of the coordinate system for SOED

Now, we will bring the polynomial part from Eq. (44) of the GTO function in Eq. (43)
into a convenient, single-center, angle-dependent form.

As Moshinsky shows,302 in his Eq. (46) the polynomial can be expanded as

fα(rA) = jrAjLα YLαMα(ΩrA)

=

LαX
l1,l2=0

δl1+l2,LαG(l1, l2, Lα)

�
X

m1,m2

hl1l2m1m2 j LαMαirl1Yl1m1(Ω)Rl2
AYl2m2(ΩRA

)

(5.50)

with the Clebsch-Gordan coefficient hl1l2m1m2 j LαMαi and the coefficient
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G (l1, l1, Lα) = (�1)l2

s
4π (2Lα + 1)!

(2l1 + 1)! (2l2 + 1)!
. (5.51)

This is now dependent on a single center at the origin of the coordinate system and not
on a local frame of reference at each core, rA.

Combining the single-center Gaussians and polynomials into a GTO

Together with the Gaussian expressed in single-centered spherical coordinates, employ-
ing a composite index ab � (α, β, Rαβ , Lα, Mα, Lβ , Mβ), this yields for a single function

χab(r) = Nαβgα(rA)gβ(rB)fα(rA)fβ(rB)

= 4πNα exp
�
�ζα(r2 + R2

A)
�

�
X

l(α)m(α)

Yl(α)m(α)(Ω)Y ∗
l(α)m(α)(ΩRA

)il(α)(2ζαrRA)

� 4πNβ exp
�
�ζβ(r2 + R2

B)
�

�
X

l(β)m(β)

Yl(β)m(β)(Ω)Y ∗
l(β)m(β)(ΩRB

)il(β)(2ζβrRB)

�
LαX

l
(α)
1 ,l
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2
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l
(α)
1 +l

(α)
2 ,Lα
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(α)
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(α)
2 , Lα)
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X

m
(α)
1 ,m

(α)
2

hl(α)
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(α)
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1 Y

l
(α)
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1
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1 +l
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(β)
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l
(β)
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(β)
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(Ω)R
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2

B Y
l
(β)
2 m
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2
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(5.52)

and with help of the fact that the Clebsch-Gordan coefficients are the expansion coeffi-
cients of a product of two spherical harmonics in terms of a single spherical harmonic,

Yl′m′(Ω)Yl′′m′′(Ω) =
X
lm

H(l′, l′′, l)hl′l′′m′m′′ j lmiYlm(Ω) (5.53)
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where

H(l′, l′′, l) =

s
(2l′ + 1)(2l′′ + 1)

4π(2l + 1)
hl′l′′00 j l0i (5.54)

we can contract a few terms.

The indices where the limits are not explicitly given obey the triangle inequality,

jl1 � lj ⩽ l′ ⩽ l1 + l

jl2 � lj ⩽ l′′ ⩽ l2 + l

m1 + m2 = m′ + m′′ = Mα

(5.55)

and l1 + l + l′′ and l2 + l + l′′ both even, otherwise H will evaluate to 0. These rules
apply for both cases, denotes with a superscript (α) and (β).

We can group the spherical harmonics with the same angular information together,
namely Yl(α)m(α)(Ω) and Y

l
(α)
1 m

(α)
1

(Ω), and Yl(β)m(β)(Ω) and Y
l
(β)
1 m

(β)
1

(Ω), where the re-
sult of each of these pairs contains another spherical harmonic than can recursively be
summarized again, as well as Yl(α)m(α)(ΩRA

) and Y
l
(α)
2 m

(α)
2

(ΩRA
) and Yl(β)m(β)(ΩRB

) and
Y

l
(β)
2 m

(β)
2

(ΩRB
), all with Eqs. (5.53) and (5.54).

Hence

Y
l
(α)
1 m

(α)
1

(Ω)Yl(α)m(α)(Ω) =
X

l
(α)
r m

(α)
r

H(l
(α)
1 , l(α), l

(α)
r )hl(α)

1 l(α)m
(α)
1 m(α) j l(α)

r m
(α)
r iYl

(α)
r m

(α)
r

(Ω) ,

(5.56)

and

Y
l
(β)
1 m

(β)
1

(Ω)Yl(β)m(β)(Ω) =
X

l
(β)
r m

(β)
r

H(l
(β)
1 , l(β), l

(β)
r )hl(β)

1 l(β)m
(β)
1 m(β) j l(β)

r m
(β)
r iYl

(β)
r m

(β)
r

(Ω) ,

(5.57)

where the resulting spherical harmonics at the very end of the two expressions above
can be contracted again,
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Y
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(5.58)

Furthermore,
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(ΩRA
)Yl(α)m(α)(ΩRA
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and
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(5.60)

which cannot be further contracted due to the different angle argument of the spherical
harmonics. Now, we can rewrite Eq. (5.52) as follows, where we reduced the number of
spherical harmonics from eight to three yet have a 22-fold sum,
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(5.61)

It can be shown that the multiple sums over the Clebsch-Gordan coefficients can be
simplified to a product of a 6-j coefficient and a Wigner 3-j symbol.303–305 For this
we need to transform all but the brown Clebsch-Gordan coefficients into Wigner 3-j
symbols,

hj1j2m1m2 j j3m3i = (�1)−j1+j2−m3
p

2j3 + 1

 
j1 j2 j3

m1 m2 �m3

!
. (5.62)

With the help of graphical methods303,304 we can show that the jm-symbol holds,
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Hence in our case we get for the (α)-case (and similarly for (β)),
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with the sign and prefactor
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(5.65)

We have to bring the product into the right shape to apply the identity of Eq. (5.63),
hence we permute the columns of the 3-j symbols. They are invariant under an even
number of permutations and they yield a phase factor of (�1)j1+j2+j3 for an odd number
of permutations. In the product of three Wigner 3-j symbols,

• in the first, we permute the second and third column, with no phase factor

• in the second, we permute first the first and the second, then the second and the
third column, with phase factor (�1)l

(α)
2 +l(α)+l

(α)
R ,

• and in the third, we permute first the first and the second, then the second and
the third column, with phase factor (�1)l

(α)
1 +l

(α)
2 +Lα

yielding
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where we see that the top left and right indices inside the Wigner 3-j symbols match
each other.

Using that w(α) and substitute it into Eq. (5.63), we get the following for (α) and
similarly for (β), using the graphical method software by Xiang:306
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(5.67)

Hence we can reduce the 22-fold sum in Eq. (5.61) to a 16-fold sum, as 6 indices, m1,
m2 and m for (α) and (β) fall away.

χab(r) = 16π2Nαβ exp
�
�ζα(r2 + R2

A)
�

exp
�
�ζβ(r2 + R2

B)
�

�
X

l(α)l(β)

X
l
(α)
r m

(α)
r

X
l
(β)
r m

(β)
r

X
l
(αβ)
r m

(αβ)
r

X
l
(α)
R m

(α)
R

X
l
(β)
R m

(β)
R

LαX
l
(α)
1 ,l

(α)
2 =0

LβX
l
(β)
1 ,l

(β)
2 =0

(�1)m(α)
(�1)m(β)

il(α)(2ζαrRA)il(β)(2ζβrRB)

�H(l
(α)
1 , l(α), l

(α)
r )H(l

(β)
1 , l(β), l

(β)
r )

�H(l
(α)
r , l

(β)
r , l

(αβ)
r )hl(α)

r l
(β)
r m

(α)
r m

(β)
r j l(αβ)

r m
(αβ)
r iY

l
(αβ)
r m

(αβ)
r

(Ω)

�H(l
(α)
2 , l(α), l

(α)
R )Y

l
(α)
R m

(α)
R

(ΩRA
)

�H(l
(β)
2 , l(β), l

(β)
R )Y

l
(β)
R m

(β)
R

(ΩRB
)

� δ
l
(α)
1 +l

(α)
2 ,Lα

G(l
(α)
1 , l

(α)
2 , Lα)

� rl
(α)
1 R

l
(α)
2

A

� δ
l
(β)
1 +l

(β)
2 ,Lβ

G(l
(β)
1 , l

(β)
2 , Lβ)

� rl
(β)
1 R

l
(β)
2

B

�W (α)W (β)

(5.68)
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To make the expression more concise, we define a new coefficient,
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to write the GTO as
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(5.70)

which is inefficient to calculate due to the 16-fold sum. Yet the terms from the various
coefficients nested inside Cα,β can be precalculated and stored for fast evaluation.

Calculating the overlap

An overlap, S, of two densities, Eq. (25) in the main article, one of which is rotated
with a rotation operator R̂, is

S = hρel(r) j R̂ j ρ′
el(r)i =

MX
A,B,
C,D

X
α@A
β@B

X
γ@C
δ@D

DαβDγδ

Z
R3

χαβR̂χγδdr , (5.71)
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where dr = dx dy dz. This leads to an expression that includes an integral over a
product of four GTOs and hence the product of four Gaussians. In order to evaluate
the action of the rotation operator, we require an expression that is dependent on polar
angles θ and ϕ. The SOAP procedure72 expands the Gaussians into spherical harmonics
and Bessel functions as we did for Eq. (5.48). Substituting the expression for the single-
center GTO, Eq. (5.70), into Eq. (5.71) results in an integral over the product of four
Bessel functions, a Gaussian, and a power.

We obtain the overlap
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(5.72)

Sketching the outline of the following steps:

We have to apply R̂ to the spherical harmonics dependent on the nucleic polar coordi-
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nates, which will yield a sum over a Wigner-D matrix and a new spherical harmonic,
e.g.
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The integral has to be split into a radial and spherical part. The spherical part is over
the spherical harmonics dependent on Ω and will yield δ
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for which we sketch a solution in the next Section.

Sketch of Fabrikant-like integration

We now consider the radial integral which contains a product of four modified spher-
ical Bessel functions of the first kind, a power, and an exponential. Our modified
spherical Bessel functions of the first kind, i, can be related to the Bessel function of
the first kind by relating it to the modified Bessel function of the first kind, in(x) =p

π/(2x)In+1/2(x), which in turn can be related to the Bessel function of the first kind,
In(x) = i−nJn(ix). To follow Fabrikant, we transform those into spherical Bessel func-
tions as jn(z) =

p
π/(2z)Jn+1/2(z).

Formally, our integral looks like

I(p, q, i, j, k, l; a, b, c, d) :=
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(δ)
4 , t = r, a = 2ζαRA and similarly for

b, c, d, and i = l(α) and similarly for j, k, l. This can be expanded in terms of zeroth-order
spherical Bessel functions,

j0(z) = sinc(z) (5.76)

where sinc(z) = sin(z)/z, as

jn(z) := (�1)nzn dn sinc(z)
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(5.77)
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and with an argument it is just

jn(at) = (�1)n(at)n

�
d

at d(at)

�n sin(at)

at
(5.78)

The argument, at, of the differential inside the operator, d(at), can be thought of as
u(a, t) = at. We can find a suitable expression by rearranging
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hence
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where in the second line, we cancelled tn in the left of the operator and one in the
denominator of the operator and pulled the other 1/t inside the operator into the sinc

function on the the right, yielding the factor 1/t1+n. Substituting this expression four
times into the integral in Eq. (5.75) yields
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(5.81)

This expression where we converted the Bessel functions into trigonometric functions is
considerably easier to integrate, since

sin(ax) sin(bx) sin(cx) sin(dx) = 1/8(cos[(a + b + c + d)x] + cos[(a + b� c� d)x]

+ cos[(a� b + c� d)x] + cos[(a� b� c + d)x]

� cos[(�a + b + c + d)x]� cos[(a� b + c + d)x]

� cos[(a + b� c + d)x]� cos[(a + b + c� d)x]) .

(5.82)

This yields a sum of a trigonometric function, a power, and an exponential, which can
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be split into a sum of integrals, Ipart. This integral is known from the trusty Gradshteyn
and Ryzhik (3.952.8)307 (GR), where we set the power as n = �(i + j + k + l + 3� q),
the exponent p remains the same, and a general argument for the cosines, s,

Ipart(p, s; n) =
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where the real part of n must be larger than �1. The last line was computed with
Mathematica. A special case with the same caveat is when s is zero, which is, as per
GR,

Ipart(p, 0; n) :=

Z ∞

0
dttn exp

�
�pt2

�
=

1

2
p− n+1

2 Γ

�
n + 1

2

�
(5.84)

which does not occur in our example.

With these results, the integral in Eq. (5.74) can be solved which yields the overlap,
as desired. Too much computational overhead is needed to calculate the nested sum
though. The most straightforward remedy is the approximation of all functions with s-
functions. Another way to simplify the preceding procedure is outlined in the following
Section.

5.2.3 Exclude higher-order function interactions

Instead of calculating all higher-order interactions of functions in Eq. (51) in the main
article, we restrict the calculation to either any interaction if the two electrons to be
compared are on the same atom, or, if it is two-centered, only the pairs of an s-function
with any other higher-order function are included, hence excluding the combinations
of two p-functions or a d-function and a p-function. Reducing the number of functions
like this, reduces the complexity of the density overlap and makes it more feasible to
calculate.

We tested the difference between a regular density, containing all higher-order pair
terms, and a density where they are excluded (Figure 5.4).

According to Eq. (51), we then obtain
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ρel(r) =

MX
A,B

X
α@A
β@B

(
[Lα = 0 _ Lβ = 0]Dαβχαχβ for α 6= β

Dαβχαχβ for α = β
(5.85)

where the Iverson brackets are [P ] =

8<:1 if P is true

0 otherwise

and denote that either of the two centers must be an s-function.

We tested this approximation qualitatively by plotting the full density with STO-3G294

with Gaussian295 and visualized it with Avogadro308 in Figure 5.4. In a customized
version of Avogadro, we set to zero all pairwise coefficients of higher order (b). Without
any interaction at all and retaining only the diagonal of the coefficient matrix, we obtain
c). The difference between the full density and the one without higher order terms can
be seen in d), which turns out to be a qualitatively well justified approximation, while
the difference between the full density and the diagonal only, shown in e), highlights
larger deviations.

The derivation for a mathematical treatment is very similar to the one outlined for the
exact SOED above except that some of the terms cancel or simplify.

5.3 Numerical Comparison of SOAP and SOED

We show in Figure 5.5 a comparison for the SOAP and SOED similarity results for the
reactions in Figure 4.1. On both axes are the reactant (R), the TS (T), and the product
(P) of the reaction. The diagonal is 1, as self-similarity is perfect by design. The first
row shows SOAP and the second row shows the SOED results. As one can see, the
electron density based descriptor is more sensitive to the reaction progress, because it
drops from reactant to TS more than traditional SOAP. Again, the reactant and the TS
are more similar in all descriptors shown than TS and product, implying an early TS
again, as we already found for the CM and the energy diagram. However, product and
TS are less similar than product and reactant, which seems unexpected at first sight.
However, we note that this is actually reasonable if a purely structure-based descriptor
that is largely independent of directional information (owing to the radial Gaussians
involved in SOAP) favors similarity in terms of equilibrium bond lengths over similarity
between stretched and equilibrium bond lengths in one constitutional isomer.

One reason for the larger dissimilarity obtained for the SOED kernel is the fact that
the parameter in the exponent of the Gaussian functions is no longer a hyperparameter.
By contrast to SOAP with a fixed value α for all nuclei, the analogous parameter in a
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Gaussian basis set that describes the AOs is fixed to represent these orbitals. In order
to demonstrate how sensitive SOAP is in this respect, a comparison of SOAP results is
shown in Figure 5.6 that was obtained for the three reactions with varying α: α = 1,
α = 10, and α = 100 (recall that the standard value is α = 0.4). It is apparent from
Figure 5.6 that when rotating one SOAP scaffold density with respect to the other,
narrower peaks will have less overlap compared to when they are spread out.
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Figure 5.4: In (a), the full density is shown. In the molecular coefficient matrix, we can
neglect all coefficients that refer to pairs of higher order functions, i.e. p-p interaction, p-d
and d-p interaction, as well as d-d interaction, when they are on different nuclei (i.e. on the
off-diagonal). This leads to a density shown in (b). If we neglect all off-diagonal coefficients, we
arrive at (c). The latter is not necessary, since the difficulties originate from the higher order
function at different centers. If they are on the same center, it does not lead to complications.
In (d), we show the difference between the full density and (b), and in (e) we show the difference
between the full density and (c), which is a much coarser approximation and leads to positive
pockets (in red).
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Figure 5.5: Comparison of SOAP (top panel) and SOED (bottom panel) for the three test
reactions; “R” denotes the reactant, “T” the transitions state, and “P” the product.
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Figure 5.6: Comparison of SOAP for three different values of the common exponent α for the
three test reactions; “R” denotes the reactant, “T” the transitions state, and “P” the product.
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5.4 Comparison of Molecular Similarity Descriptors

On the basis of the three reactions studied in this work, we may draw some conclusions
from a comparison of all descriptors considered here. The CL and the eigenvalues of
the CM deliver similar results for the elementary steps considered. Yet, the former may
be preferred over the latter as it retains interpretable meaning through a direct and
unique atomic assignment of parts of the external potential. Furthermore it is cheaper
to calculate, as no diagonalization step is needed. Moreover, we emphasize that by
comparison to the eigenvalues of the CM the CL entries allow one to track the progress
of a chemical reaction easily and classify the TS structure as early or late, as shown in
Figure 6 above.
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Figure 5.7: Comparison of CL (top panel) and eigenvalues of the CM (EVs, bottom panel)
for the three reactions 1-3; “R” denotes the reactant, “T” the transitions state, and “P” the
product.

Figure 5.7 presents a comparison of the eigenvalues of the CM and the CL for reactions
1–3 of Figure 1, in analogy to the figures created above for the comparison of SOAP and
SOED. As in the case of SOAP and SOED, the diagonal elements all equal 1 because
self-similarity is perfect by design. The first row shows the CL and the second row shows
the CM eigenvalue results. The eigenvalues of the CM appear slightly more sensitive
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to the reaction progress. As for SOAP and SOED, the reactant and the TS are more
similar in most descriptor values than TS and product, implying an early TS. Moreover,
product and TS are less similar than product and reactant. However, all data points in
Figure 5.7 are very similar, and there is no natural way to enhance the differentiation
of the different structures (in sharp contrast to SOAP; see also below).

Compared to the Coulomb-type descriptors, SOAP is far more expensive to evaluate in
terms of the computational effort, and obviously, SOED requires even more computa-
tional resources. As already mentioned in the original publication,72 the evaluation for
the integrals can be very time consuming, because I l

mm′ must be evaluated for every
neighboring pair, I and I ′. Accordingly, this can represent a bottleneck for big-data
high-throughput machine learning applications. Depending on how accuarate the nu-
merical expansion in terms of spherical harmonics needs to be (variables m, m′, and l)
the scaling can be very unfavorable for SOAP—and also for SOED, which relies on the
same framework.

Because SOED requires a number of Gaussian functions equal to the number of one-
electron basis functions in a given quantum chemical calculation, the number of neigh-
bors is much higher than the number of atoms. In addition, higher angular momen-
tum functions create an increase of the number of basis functions (and hence neigh-
bors) needed because of the lobe functions (each p-function is approximated with 6
s-functions). Because the scaling of the calculation I l

mm′ is quadratic, more basis func-
tions will be computationally much more expensive.

A way out of this dilemma might be a further reduction of basis functions or even a
complete replacement of the electronic density by an approximation with a molecular
scaffold density but set up with different exponents αI for different atoms I in such a
way that the electronic density is still as well approximated as possible. In this context,
we recall that Figure 9 demonstrated the role of the magnitude of these exponents,
which can allow for a better differentiation of structures along the reaction coordinate.

The fact that SOED requires a quantum chemical calculation to produce the orbital and
hence the density information might become another bottleneck. However, in the case
of high-throughput virtual screenings and automated reaction mechanisms explorations,
such data will be available without additional costs.

While comparing the Coulomb interaction-based descriptors and the density-based de-
scriptors in terms of predictive performance needs to be evaluated on a large data set
in future work, we can already draw qualitative conclusions from the analysis of the
elementary step. As we can see in Figure 5.6 for SOAP and SOED and analogously
for the CL and CM in Figure 5.7, the TS structure is always closest to the reactant.
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In the case of reactions 2 and 3 for the eigenvalues of the CM, the TS structure is
even more similar to both the reactant and the product than they are similar to each
other. Thus, despite the inclusion of the coordinates and nuclear charges that are for-
mally sufficient to describe the electronic structure of a molecule, it appears that both
types of descriptors mainly represent the geometric structure and ignore important elec-
tronic effects, leaving the TS similarity paradox unresolved. This points to the need
to encode further information about the electronic structure of molecular structures
into similarity descriptors or fingerprints in order to discriminate between the different
electron-correlation regimes of stable intermediates and TS structures (where chemical
bonds are being broken or formed).
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6
Δ-Machine Learning in Chemical

Reaction Networks

In chemical reaction networks (CRNs), the molecular structures need to be calculated at
a sufficiently high accuracy to gain chemical insights. However, these networks are vast
and their exploration requires a fast electronic structure model to be feasible which often
compromises on accuracy. In order to move towards higher accuracy and efficiency, we
employ a machine learning (ML) method that is based on similarity between the data
points, namely Gaussian process (GP) regression, for a two-fold goal: First, for applying
the baked-in uncertainty predictions obtained from the GP regression, we aim to identify
system-relevant structures in a CRN for which an expensive reference calculation should
be launched. Second, from these identified structures, we generate ML corrections to
improve on the predictions of a quantum chemical base model and to extrapolate to all
other structures in the network.

The CRN provides a chemical context as each structure is only an elementary step
away from another structure and we constrained the exploration to a single PES, thus
increasing the chemical relatedness of the structures in the set further, as opposed to
merely an enumeration of a particular chemical formula.309 An elementary reaction
step connects a reactant and a product (the stable intermediates), i.e. minima on
the potential energy surface (PES) via a transition state (TS) structure, i.e. a saddle
point on the PES. TS structures are usually more similar to either the reactant or
product structures than reactant and product structures are similar to each other.310
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This is contrary to the electronic energies of TS structures being more challenging
to predict than those of stable intermediates. We call this conflicting situation the
“elementary step similarity dilemma”.190 The question arises to what extent molecular
similarity descriptors rooted in electronic structure theory can resolve these intricate
effects. To compare molecular structures, in our case stable intermediates and the TS
structures, numerous measures of similarity exist,191 two of which, the smooth overlap
of atomic positions (SOAP)72 and the eigenvalues of the Coulomb matrix (CM),71 we
studied in Chapters 4 and 5. Furthermore, we developed our own variations of those
representations, namely the smooth overlap of electron densities (SOED) as well as the
Coulomb list (CL).190

Instead of learning the target energy directly (direct learning), we aim at learning the
discrepancy between two models (∆-ML),311 In our case, between Hartree–Fock (HF)
energies and Coupled cluster (CC) including single and double excitations with the per-
turbative triples correction (CCSD(T)) energies. The expectation is that some of the
complexity can be reduced for the ML model by “removing” parts of the physics that
can be efficiently captured with a low-cost physical model. This approach has been used
widely.48,210,262,312,313 As we outlined in Figure 2.2, a theoretically interesting, albeit
not observable “effect”, difference ∆ is the electron correlation energy. Within post-
Hartree–Fock (HF) theory, it is defined as the difference between a converged basis-set
HF electronic energy and its corresponding exact counterpart. Evaluating the electron
correlation energy with a post-HF method requires substantial computational effort.
The simplest post-HF method, second order perturbation theory (MP2), has a O(N5)

computational complexity with N being the number of basis functions. CCSD(T), the
method of our choice, scales as O(N7). A ∆ with a less interpretable meaning would
be the difference between e.g. a density functional theory (DFT) electronic energy
and an exact reference energy, because they pertain to two contrasting approaches to
electronic structure modeling (see Section 2.1.2). It is unclear whether the theoretical
interpretability of the ∆ has any effect on learnability, especially for a data agnostic
learning method,314 i.e. a method without domain-specific design principles. Tenta-
tively, a more accurate low-accuracy base method improves the ∆-ML model, no matter
the interpretation.

Approaches other than ∆-ML modeled the correlation energy of CC calculations from
density variables on a grid with a neural network315 or with MP2.316 Yet another
approach featurized the CC wave function for molecules on the same PES317 or employed
the molecular orbital basis.318

To learn the energies in a CRN, we will first analyze the (input) descriptor spaces for
SOAP,72 the single particle spectrum, and four HOMO–LUMO-type gaps to analyze
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Figure 6.1: A random sample of five structures of our exploration on the PES of C5H6N2O,
optimized with PBE/def2-SVP.

the separability of TS structures from stable intermediates. To further understand
this distinction, we study the SOAP similarities between reactants, TS structures, and
products (Section 6.2). Next we study how direct learning of the reference energy
compares to two ∆-ML settings: One with ∆ representing the difference between HF
and CC energies, and another with ∆ representing the difference between DFT and CC
energies (refer to Section 6.3). This enables us to see how energies of TS structures are
more difficult to learn than stable intermediates (Section 6.5), despite including more ad
hoc electronic structure information to the descriptor (Section 6.6). We analyze the low-
data regime on our own CRN with GP regression but show that the difficulty remains
in a large-data319 regime with simple artificial neural networks (Section 6.7).

6.1 Extensions of SOAP

A descriptor is the representation of a molecule on a computer, usually in form of a
vector. The choice of the descriptor is important for the learnability and the connection
to the underlying physics of the systems studied.190 Parametrizing a molecule is a
form of inductive bias320 that is usually warranted in the low-data regime as opposed
to learning its representation.268 Two descriptors that we analyzed190 were SOAP72

and the Coulomb matrix (CM) eigenvalues.71 We tied them to our own versions of
the descriptors, the smooth overlap of electron density (SOED) and the Coulomb list
(CL)190 (see Chapters 4 and 5). to be able to show their connection to the underlying
physics. Because SOED is expensive to calculate, being dependent on the number of
basis functions in a quantum chemical calculation,190 we refrain from using it for the
whole data set. Instead we apply a SOAP variation with variable exponent, σ, such that
each element has its own, set of van der Waals radii-inspired atom width. Lastly, we
compare a SOAP variation that is only evaluated on the center of mass of the molecules,
as was the case for SOED.190

The SOAP formalism describes a local environment, usually centered on an atom, which
is invariant to translation, rotation, and permutation.72 Assuming a single environment
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at the center of mass of the molecules is a simple way of turning SOAP into a global de-
scriptor. While the local approximation for a global kernel used in the comparison with
electron density190 was effective, it is not fine-grained enough for more practical appli-
cations and more dissimilar molecules.49 A more involved way to turn a local descriptor
global is to consider all pairwise combinations of atomic environments between two
molecules and combine them to yield a single descriptor.49 A simple but coarse-grained
way to treat these combinations is taking the average over all combinations.49 This is
automatically consistent with different sizes of molecules and ensures combatibility of
the kernel between molecules of different size, as we will see below.

The I-th atom of element η in structure A at position RA
I has an environment XA

I . The
similarity between two arbitrary environments X and X ′ is

k
�
X ,X ′� =

k̃ (X ,X ′)q
k̃(X ,X )k̃(X ′,X ′)

, (6.1)

where the denominator is a normalization factor and we denote the unnormalized simi-
larity by a tilde.

The following derivation of k̃ follows Ref. 49. The SOAP density for an arbitrary local
environment, X , is defined as a sum of Gaussians where each Gaussian is placed on an
aufpunkt190 (usually an atom) inside the environment at position RI and has a width
σ2

I , sometimes expressed as reciprocal αI = 1/(2σ2
I ),

ρ(r; fRIg, fαIg) =

NX
I=1

exp
�
�αI jr�RI j2

�
(6.2)

where it is usually assumed that α  αI and N is the number of aufpunkte in the
environment. We will show a version with variable exponential parameters, where not
every atom190 has a different parameter, σI , but each element has one, ση.

It is possible to calculate an analytical overlap over all possible rotations of two SOAP
environment densities,72,190

k̃
�
X ,X ′� =

Z ����Z ρ(r)ρ′(R̂r)dr

����n dR̂ , (6.3)

where we omitted the parametric dependence on the coordinates, fRIg, and widths,
fαIg. The inner integral of the product of the two densities determines their overlap.
The aufpunkte of the second density are in a specified configuration defined by the
rotation R̂, determined by e.g. the Euler angles. The outer integral with the Haar mea-
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sure321 dR̂ integrates over all possible rotations in SO(3).72,190 In most applications, n is
set to 2. This exponent allows us to generate the power spectrum, the Fourier transform
of the second-order cumulant of the densities (corresponding to the autocorrelation).49,72

The Fourier transform of the third-order cumulant-generating function, i.e. n = 3, is
called the bispectrum322 and enables to obtain the bispectrum-based SOAP kernel.72,78

This last variation allows the kernel to distinguish between enantiomers, which standard
SOAP with n = 2 is not able to. This inability to distinguish enantiomers inherent to
any many-body expansion will reduce the theoretically achievable smallest error, which
is often negligible251 except along certain manifolds of degenerate structures.251,323,324

The density of Eq. (6.2) can be expressed in terms of expansion coefficients, cblm,
spherical harmonics, Ylm, and the corresponding orthonormal basis functions, gb. The
orthonormality condition implies

R
gb(r)gb′(r)dr = δbb′ , where the Kronecker delta dis-

tribution reads δbb′ = 1 if b = b′, else 0. In the original publication the orthonormal
basis functions were chosen to be polynomials72 but primitive Gaussian type orbitals
can be used as well (which would take an additional index, l, the degree of the spherical
harmonic.)73 The expansion of the density is

ρ(r; fRIg, fαIg) =
X
blm

cblmgb(r)Ylm(r̂) (6.4)

where r̂ is the unit vector in the direction of r. In Ref. 190, we refrained from expanding
the density according to Eq. (6.4), since we were only interested in the similarities to
the electron densities. The exponents αI affect the expansion coefficients, cblm. How the
exact electron density can be decomposed into this expansion is to our knowledge not
solved. But if, as we proposed,190 s-lobe functions are used to approximate p-functions,
SOED simplifies to a weighted SOAP kernel with more aufpunkte than atoms which is
amenable to the power spectrum formalism. The power spectrum, p, of that density, ρ,
is72

p(r; fRIg, fαIg, b1, b2, l) = π

r
8

2l + 1

X
m

(cb1lm)† cb2lm (6.5)

which has the property72 that the dot product of two unit-length environment power
spectra, p̂ and p̂′ yields the SOAP kernel,

k̃
�
X ,X ′� = p̂ � p̂′ (6.6)

which is a concise and efficient way of writing and evaluating the integral of Eq. (6.3),
avoiding evaluating the costly integral.
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For two structures, A and B, we can now create a matrix with all pairwise environments,
k
�
XA

I ,XB
J

�
. This matrix over I and J now contains all pairwise similarities between

environments centered on every aufpunkt in both molecules, turning SOAP into a global
descriptor. In the center of mass definition,190 I and J point to the position of the
centers of mass of A and B, respectively. Different ways49 have been proposed to
obtain a scalar to quantify the similarity between two molecules. One of the simplest is
the average kernel, K̄(A, B), taking the average over all elements,

K̄(A, B) =
1

N2

X
IJ

k
�
XA

I ,XB
J

�
=

"
1

N

X
I

pA
I

#
�

"
1

N

X
J

pB
J

#
. (6.7)

While we expect this to be much more sensitive to structural differences than the center
of mass definition, some sensitivity is lost due to averaging.

For multiple elements, η, a separate density is constructed. Only the density of the
respective element is overlapped with each other,

k̃
�
X ,X ′� =

Z �����
Z X

η

ρη(r)ρ′
η(R̂r)dr

�����
2

dR̂ =
X
ηζ

pηζ � p′
ηζ (6.8)

where the double index η and ζ refer to two elements. This term is to be normalized
and where the power spectrum can be written as similar to Eq. (6.5),

pηζ(r; fRIg, fαIg, b1, b2, l) = π

r
8

2l + 1

X
m

�
cη

b1lm

�†
cζ

b2lm . (6.9)

The coefficients originate from an analogous expansion as in Eq. (6.4),

ρη(r; fRIg, fαIg) =
X
blm

cη
blmgb(r)Ylm(r̂) . (6.10)

Even though the different element are not explicitly designed to overlap and we see that
inside the rotational integration of Eq. (6.8), the sum

X
η

ρη(r)ρ′
η(R̂r) (6.11)

iterates only over one element at a time, η, the squaring of the integral with n = 2 will
generate cross-terms, capturing the interactions between the elements.
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Computational Methodology

To generate the CRN, we employ the Chemoton software,21,325–329 starting from N -
acetylimidazole with the molecular formula C5H6N2O. We constrained the exploration to
remain on the same PES to avoid descriptor extensivity problems.190 The exploration
uses the semi-empirical tight-binding method GFN2-xTB330 to generate elementary
steps and their reactants, TS structures, and products. We subsequently optimized
the generated structures with the PBE227 density functional and the def2-SVP ba-
sis set290 with the quantum chemistry software Orca 4.2.1.331,332 The truncation of
the exploration was determined at 401 structures for which reference calculations with
CCSD(T)333,334 and the aug-cc-pVTZ335 basis sets were carried out with Orca. For all
calculations, the keyword TightSCF was used together with a Hueckel guess. Further-
more, all calculations were carried out in an unrestricted formalism and without frozen
core approximation.

We explored the network with xTB and subsequently refined the structures with PBE,
before the CC calculation was performed. It is important to keep in mind that HF,
DFT, xTB, and CC all have different stationary points, hence the CC energy might
not correspond to the DFT minimum. For a detailed description of the procedure how
the reactions were selected, see Appendix A.3.1. The ML method we employ is the GP
regression43 from the scikit-learn package.336

In addition to our own CRN data set, we adopt a data set created by Grambow et al.319

They explored17,337 a PES with the growing string method,338 yielding 12,000 reactions
with ωB97X-D3/def2-TZVP.319 They are all unimolecular gas-phase reactions with up
to seven atoms of carbon, oxygen, or nitrogen (subsampled from GDB-17.309). Similarly
to us, they started with a fast method in a first step, MMFF94,339,340 and only then
carried out the the ωB97X-D3/def2-TZVP calculations101,293,341 for the lowest energy
conformer. We use this for direct learning as no CC results are available.

6.2 Elementary Step Similarity Dilemma

The elementary step similarity dilemma190 refers to the observation that, for many
structural descriptors, the TS structure of a reaction is often more similar to one of the
reactants or products than those are similar to each other. This runs contrary to the
fact that it is often more difficult for quantum chemical methods to calculate accurately
the energies of TS structures compared to those of the minimum energy structures. This
is partly due to the electronic multi-reference character of TS structures, which occurs
more often than in minimum energy structures. Furthermore, the energies differ more
between minima and TS structures than between minima.
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In the leftmost column of Figure 6.2, three histograms of energies are shown, with the
TS structures denoted in blue and the minima in red. On top, the total CCSD(T)
reference energies (in hartree) have two distinct peaks (ca. 0.17 hartree apart) with the
TS structure energies being higher in energy. In the middle panel, the histogram depicts
the differences (i.e. the error) of HF energies to CCSD(T) energies, which corresponds
to the electron correlation energy. The correlation energy for the TS structures is higher,
as expected. The distance between the peaks is around 0.04 hartree. In the bottom
panel, the differences between DFT and CCSD(T) is shown, where the peak structure
is much less obvious because the DFT approximation to CCSD(T) is less conceptually
intuitive. The distance between the peaks is around 0.02 hartree. Note that the error
on TS structure energies is lower than for the minimum energies.

If we want to employ a particular descriptor to predict energies, this descriptor should
encode information about whether a given structure is a TS structure or a minimum,
i.e. distinguish between those peaks. We would expect that they are separated in the
descriptor space, such that the ML algorithm will be able to distinguish them. We
carried out a PCA on the molecular structures in the CRN in three representations
(middle and right column of Figure 6.2). In the middle column of Figure 6.2, we show a
scatter plot of the first two PCs of the PCA. The input data is encoded as SOAP (top),
orbital energies (O.E., the single particle spectrum from an HF calculation, middle), and
four HOMO–LUMO gaps, the differences between each of HOMO-1 and HOMO, and
the LUMO and LUMO+1 (bottom). Apart from the cluster of minima on the left-hand
side in the bottom panel, the features of the TS structures (blue) and minima (red) are
not readily separable. This indicates that they do not differ significantly in the input
dimension.

On the right-hand side of Figure 6.2 we show the decay of the eigenvalues of the PCA
for each encoding (scree plot). In SOAP, the first two PCs explain around 81 % of
the variance. In the second row, where the single particle spectrum is shown, the first
two PCs explain around 48 % of the variance. Lastly, in the PCA for the HOMO–
LUMO gaps, the first two PCs explain around 92 % of the variance. The explained
variance in this last example is naturally higher, because the data is only encoded in
four dimensions. The separation visible stems mostly from the HOMO–LUMO gap,
which is in agreement with the expectation that the frontier orbitals carry much of the
electronic information. For the third PCA, we show the corresponding biplot in the
Appendix A.3.2. It shows that the horizontal axis corresponds approximately to the
transitions from the HOMO to the LUMO and LUMO+1, making them the important
features in separating TS structures from minima.

It is in accordance with the elementary step similarity dilemma that SOAP, a primarily
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structural descriptor, is not able to separate TS structure from minima. But for the
electronic features, it is more surprising that they are not able to separate them. It
does not bode well for the predictability of TS energies if the corresponding structures
are not (O.E.) or only barely (gaps) separable from the minima.

Another way to look at this is to compare the pairwise distances in a given descrip-
tor space between reactants and TS, TS and product, and reactant and product. In
Grambows’s data,319 from the 12,001 reactions, 6388 (53.23 %) had the greatest SOAP
similarity from the reactant to the TS structure, 5074 (42.28 %) from the TS structure
to the product and only 539 (4.49 %) from the reactant to the product. As we can
see in the histogram in Figure 6.3 over all similarities, the distances between the stable
intermediates (reactants and products, green line labeled R-P) is much flatter, indicat-
ing that the minima are in fact not close. The red line, denoting the distances between
reactants and TS structures (R-TS), and the blue line, denoting the distances between
TS structures and products (TS-P), are much more concentrated towards the extremely
similar end of the plot to the right. This is counter the electronic picture which lets us
expect the TS to be more distinct due to the multi-reference character. A similar plot
for the CM eigenvalues can be found in the Appendix A.3.3.

6.3 Δ-Machine Learning vs. Direct Learning

We compare two settings in our ∆-ML approach: In the first one, the target quantity is
the difference between the HF energy and the CCSD(T) energy, which is assumed to be
approximately the electronic correlation energy and quantity where both components
of the ∆ are related. In the second one, the difference between the DFT energy and
CCSD(T) energy is studied. A priori, the PBE density functional and CC do not have
anything in common apart from modeling the same underlying physical quantity. This
∆ has no physical meaning

In Figure 6.4, we compare these two settings. On the left, we show the learning curve
where the target is the difference between the CCSD(T) energy and the HF energy.
On the right, the learning curve for the difference between the CCSD(T) energy and
the DFT energy is displayed. The error measure is the mean absolute error (MAE),
which is defined as the absolute difference between the estimate, ŷ, and the reference,
y, i.e. jŷ � yj. The labels ‘mixed’, ‘mixed min’, and ‘mixed ts’ denote that we learn on
a mixed training set composed of minima and TS structures. From this, a test set of 50
minima (blue curve) and 50 TS structure energies (red line) are predicted. We split the
prediction set in order to show that the algorithm does not have more difficulty learning
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Figure 6.2: In the left column, histograms of different energy quantities are shown, where
the minima structure energies are given in red and the TS structure energies in blue. Top
left: Histogram of the CCSD(T) total electronic energies. The difference of the peaks is about
0.17 hartree. Middle left: Histogram of the difference between HF energies and CCSD(T)
energies. The difference of the peaks is about 0.04 hartree. Bottom left: Histogram of the
difference between DFT energies and CCSD(T) energies. The difference of the peaks is about
0.02 hartree. Next to it (middle column), the PCA of three different representations. In the
right column, the fraction of the explained variance of the PCA is shown. In the first row,
the PCA for the standard SOAP representation is shown, in the second row, the PCA for the
orbital energy spectrum (O.E.) is shown, and in the third row, the PCA for the HOMO–LUMO,
HOMO-1–LUMO, HOMO–LUMO+1, and HOMO-1–LUMO+1 gaps is shown.
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Figure 6.3: A histogram of the distances between reactant and TS structure (R-TS, red),
TS structure and product (TS-P, blue), and reactant and product (R-P, green). of all 12,001
reactions in Grambow’s data set.,319 A flatter distribution means overall less similarity.

Figure 6.4: Left: learning curve for the differences between the CCSD(T) energy and the HF
energy. Right: learning curve for the differences between the CCSD(T) energy and the DFT
energy. The error is measured in MAE of hartree and the representation is SOAP. The error
bars were obtained with 5 random initial draws. The algorithm is trained on a training set with
both minimum structures and TS structures (‘mixed’) to predict a mixed set, where the error
for each sub-population of minimum structures ‘mixed min’ (blue) and TS structures ‘mixed ts’
(red) is separated into two curves.
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Figure 6.5: Learning curve learning CCSD(T) energies directly, avoiding ∆-ML. The error is
measured in MAE of hartree and the representation is SOAP.

the TS structure energies compared to the minimum energies. We draw 50 instances at
random 5 times.

Predicting the DFT to CCSD(T) ∆ is considerably more accurate (MAE of ca. 0.007
hartree) than the ∆ of HF to CCSD(T) (MAE of ca. 0.015 hartree). This can be at-
tributed to the fact that the model is not learning any physical relationships, but rather
is carrying out an ad hoc regression. Therefore, the increased physicality of the first
setting where the ∆ is the correlation energy, does not seem to help the regression. Both
the minima and TS structures are predicted with similar accuracy, which is consistent
with the fact that the input space for minima and TS structures looked very similar
(Figure 6.2). From the histogram in Figure 6.2, we gathered that the peak distance for
the HF-CCSD(T) differences was 0.04 hartree and for the DFT-CCSD(T) differences
was 0.02 hartree. If the GP regression as a first approximation predicts the mean (i.e. in
the middle between the peaks), it would incur an error for the HF-CCSD(T) difference
of 0.02 hartree, and for the DFT-CCSD(T) difference of 0.01 hartree (half the peak
distance each). This is consistent with the learning curves observed. From that initial
guess, the learning improves, using the faint pattern in the input dimension.

This can be compared with a plot in Figure 6.5, where we learned the CCSD(T) energy
directly, which was worse (minimal MAE at the last training step: 0.04 hartree). Again,
compared to the peak distance of Figure 6.2, which was around 0.17 hartree, it is
consistent with those findings, as the learning curve starts at around 0.07 hartree.

Comparing the learnability of absolute energies (direct learning) versus energy differ-
ences (∆ learning) is not equivalent, as the former case is much more complex. In
Figure 6.6, we therefore compare a MAE that is divided by the magnitude of the target
variable, making it a relative MAE, i.e. jŷ � yj/y. On the left-hand side, we show the
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Figure 6.6: Left: Relative error learning curve for the differences between HF and CC. Right:
Relative error learning curve for direct learning of the CC energies. Both are encoded as SOAP.

learning curve for the differences between the HF energies and the CCSD(T) energies.
On the right, the CCSD(T) energy is learned directly. Both learning tasks relied on the
SOAP descriptor. As in Figure 6.4, the TS structures (red) and minima errors (blue)
do not differ significantly. The relative error for the direct learning is better by about
a factor 100, since the full energies are naturally much bigger than the differences. The
caveat is that it is easy to get most of the energy right, especially for the structures that
lie so close together, around �378 hartree. This is also the reason why a simple HF
model or perhaps even a semi-empirical model gets into the right order of magnitude,
because the energy is determined in a straightforward manner.

6.4 Technical Considerations: Center-of-mass SOAP and multi-
width SOAP

In Ref. 190, we used a SOAP formalism where we compared the density of two molecules
over the rotational integration at the center of mass, as in Eq. (6.3), making the local
descriptor a coarse, global one. This was to introduce a translational invariance that is
less expensive than a pairwise approach49,72 where every environment around an atom in
one molecule is compared to every environment around the atoms of the second molecule
(see Section 6.1). This latter approach scales as a product of the number of environments
(usually number of atoms) in each molecule. We expected that for compact molecules, a
single evaluation point at the center of mass might be sufficient. However, it is advised
that especially if the molecules are of different shapes and the center of mass is shifted
to apply the standard, pairwise formalism. In Figure 6.7 (left), we show two learning
curves: One for the SOAP encoding with the center of mass definition (purple) and one
with the pairwise definition (green). Applying again GP regression on the differences

113



Chapter 6 Δ-Machine Learning for Chemical Reaction Networks

50 80 110 140 170 200 230 260 290
# data points

0.015

0.020

0.025

0.030

0.035

0.040

0.045

0.050
M

AE
 o

n 
CC

SD
(T

) -
- H

F 
/ H

ar
tre

e center of mass
pairwise

50 80 110 140 170 200 230 260 290
# data points

0.015

0.020

0.025

0.030

0.035

0.040

0.045

M
AE

 o
n 

CC
SD

(T
) -

- H
F 

/ H
ar

tre
e multi-sigma

same sigma

Figure 6.7: Left: Comparison between learning curves for a GP regression on the differences
between the HF energies and the CCSD(T) energies of our data set from the CRN. The two
encodings are the center of mass SOAP definition190 (purple) and the standard SOAP defini-
tion,72 that applies a pairwise formalism (green). Right: Comparison of a SOAP version with
the width parameter σ kept constant for all element types (green) and a SOAP version where a
different width parameter, ση, is used for each element (purple).

between the HF energies and the CCSD(T) energies shows that the learning curves do
not differ significantly from each other. Even though the pairwise SOAP seems better
on average, it is all within the standard deviation. We think that this works in a special
setting for smaller molecules that are not very heterogeneous in shape but the pairwise
SOAP is most likely the adequate choice for a more heterogeneous set, spanning several
PESs.

Another variation of SOAP uses different sigma parameters, ση (see Eq. 6.2) for each
element type, η. The different elemental fields already form cross terms (see Eq. (6.8)),
but an extra parameter might emphasize the element type. When comparing standard
SOAP with the same width parameter for every element (green) and one with different
widths (purple), Figure 6.7 (right), depending on the van der Waals radius, we see that
they are not significantly different. Especially for a very small data set, it might be
that the increased complexity of the descriptor might hamper the learning, whereas
there is an insignificant difference for most of the rest of the learning process. This
is consistent with previous findings282 where the width parameter was optimized as a
hyper-parameter and ended up being the same for each element type.

6.5 Learning Minima and TS Structures from Minima

As we can see in Figure 6.8 (left panel for the CM eigenvalues, right panel for CL),
the MAE decreases to less than 0.01 hartree (6.2751 kcal/mol) for the case where we
learn minima from a training set consisting of other minima (blue). This is does not
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Figure 6.8: Learning curve of GP regression with the eigenvalues of the Coulomb matrix
(left panel) and the Coulomb list (right panel) descriptor. The target quantity is the difference
between the HF energy and CCSD(T) energy and the error is given as MAE. The blue markers
denote the setting where the training set and the test set are comprised of only minima. The
red markers denote the setting where we train on minima but predict only TS structures. The
error bars are obtained by randomly sampling the initial learning set of 50 data points 5 times.

achieve chemical accuracy (1 kcal/mol) at a considerable computational cost: For this
level of accuracy more than 200 CC calculations are needed to predict the remaining
data points. Even though the data set is extremely self-similar and on a single PES,
the small data regime is exceptionally difficult to predict. Training the GP regression
on minimum structures but instead predicting the energies of the TS structures (red)
is even more difficult. As can be seen, the results do not converge and hover at around
0.05 hartree (31.375 kcal/mol) which indicates that the GP regression does not detect
a pattern at all. This can be explained from the PCA in Figure 6.2. Since the training
only contains energies from the left peak of the minima (left panel in Figure 6.2) and
the input space does not separate the TS structures and the minima, it seems that any
TS structure will be estimated to be around the same energy as the minima. Turning
it around and only learning on the TS structures and predicting the energies of the
minima results in a similar plot but with switched labels. We furthermore confirm
the hypothesis put forward in Ref. 190 that the CM eigenvalues and the Coulomb list
are likely about the same in terms of accuracy, since both of them compress a lot of
information (i.e. N2 interactions, where N is the number of atoms) into a feature vector
of size N .
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Figure 6.9: Learning curve of GP regression with electronic information. Left: full single
particle spectrum, right: gaps of all HOMO–LUMO gaps between the HOMO, HOMO-1, LUMO,
and LUMO+1 energy levels. The blue dots denote the training scenario where the training set
and the test set are comprised of only minima, whereas the red dots denote the scenario where
the GP is trained on minima but predicts TS structures. The error is measured as MAE of the
approximate correlation energy, which is the difference between the CCSD(T) energy and the
HF energy, measured in hartree. The error bars are obtained by randomly sampling the initial
learning set of 50 data points 5 times.

6.6 Combining Electronic Information with Structural Descrip-
tors

In Figure 6.9, we applied the single particle spectrum (left panel) and the HOMO–
LUMO gaps between the each of the HOMO and HOMO-1, and the LUMO and
LUMO+1 energy levels of a HF calculation as descriptors. As in Section 6.5, we trained
the GP regression on a random set of 50 initial structures. This random selection was
carried out 5 times to obtain error bars. The training set was comprised only of mini-
mum structures. Both the learning curve for predicting other minimum energies (blue)
as well as the one for the energies of TS structures (red) did not converge and implies
that the GP regression did not learn a pattern. This is in accordance with the evidence
from the PCA in Figure 6.2, indicating that these simple electronic descriptors are not
separating the TS structures well from the minima. Especially for the gaps encoding,
the prediction seems extremely dependent on the initial conditions, indicated by the
large variance in each prediction. Unfortunately, this shows that much more elaborate
procedures need to be devised to capture the intricacy of the the TS structure energies.

6.7 Neural Networks in the Medium Data Regime

To study some of the effects of the data set size, we also train a fully connected artificial
neural network (ANN) on the data by Grambows319 with mean squared error loss
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(MSE). While GP regression has been a suitable method for the low-data regime so far,
it may not be well suited for handling the complexity and non-linearity present in the
data. ANNs can be effectively trained on medium-sized data sets and have the ability
to learn and extract useful features from the data. A main difference between the two
data sets is that Grambows’s set contains molecules of various sizes, whereas ours was
constrained to a single PES. Moreover, since no CC results are available, total DFT
energies are predicted rather than differences (see Section 6.3).

The learning curves for four different learning scenarios are shown in Figure 6.10: For
the top left panel, the ANN was trained on an equally mixed data set, consisting of
reactants, TS structures, and products. For the top right panel, the ANN was trained
on reactants only, bottom left on TS structures only, and bottom right on products only.
Each time, 80 % of the data was used in training and a 20 % test set was predicted.
If a particular structure was used for training, the other two structures of the same
reaction were omitted from the test set, e.g. if a reactant was included in training, the
corresponding TS structure and product were excluded from the test set. They were
learned in the CM eigenvalues representation. Unsurprisingly, the ANN performed best
when training on the mixed training set as expected (top left). It is not clear why the
training error was not lower than the error on the reactant test set. As we speculated
in the beginning, the TS structures should be the most difficult, which is confirmed by
this subplot, as it has the highest error. The bottom left panel, where the ANN was
trained on TS structures, shows a similar convergence for all 4 learning curves. The
TS structures being similar to both, the reactants and products, is an indicator why
this setting worked so well. As expected for an ANN, the training error is the smallest.
As we observed in the similarity comparison in Figure 6.3, the reactants and the TS
structures are more similar than the products and the TS structures, hence the better
predictions on the products. This is likely an artifact of the data set, since reactions are
reversible and product and reactant are mere labels. The TS structure predictions are
on the one hand more difficult to predict due to their electronic nature, increasing the
error but are on the other hand likely more similar to the training set, reducing the error.
On the right-hand side of Figure 6.10, we trained the ANN on the minima: In the top
panel on the reactants and in the bottom panel on the products. Both have the lowest
error on the corresponding test set, i.e. the ANN trained on reactants has the smallest
test error on the reactants and the ANN trained on products has the smallest test error
on the products. Both have the highest error on the TS structures, which coincides
with the expectation that TS structures are more difficult to learn but is counter the
finding that the TS structures seem closer to the minima than the minima to each other
(Figure 6.3) and hence should predict them better. This highlights again the stipulated
dilemma, that the TS is more difficult to learn than the structural descriptors make
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it seem. Counter-intuitively, it seems that learning minima from TS structures works
while learning TS structures from minima does not.

The MAE of the different training runs are in the best case around 0.2 hartree (mixed
setting). This is hardly comparable to the ∆-ML approach, where the predicted quan-
tities are much smaller. But even compared to the direct learning of the CCSD(T)
energies in Figure 6.5 the error is almost an order of magnitude larger, rendering them
completely unusable for chemical applications. The purpose of employing an ANN with
the coarse-grained CM eigenvalues descriptor was not to achieve a small error but ana-
lyze how the different points on the PES are predicted with respect to each other. The
difficulty in achieving a high accuracy stems from the fact that the descriptor might not
be useful in that setting, especially since the molecules span a large range of sizes that
are difficult to compare.

We show a parity plot of the energies in Figure 6.11 in the same order as in Figure 6.10:
Top left was trained on mixed data, bottom left was trained on TS structures, top right
was trained on reactants, and bottom right was trained on products. On the y-axes are
the predicted DFT total energies and on the x-axes are the DFT total energies of the
test set. The dashed line denotes parity, a perfect prediction. The clustering of the data
points visible on the right-hand side panels are the molecules of different sizes. Each
vertical band is a different PES. As expected from the learning curves in Figure 6.10,
the two panels on the left-hand side show the best parity. On the right-hand side we
can observe that training on the minima under-estimated the TS structures (e.g. the
model predicted �350 hartree when in truth it was only �300 hartree). Similarly, it
over-estimated the energies of the products. This is again consistent with the histogram
shown in Figure 6.2 and our knowledge that the TS structures are higher in energy
than the minima structures. If the model predicts the energies between the two energy
peaks, it will overestimate the minima (reactants and products) and underestimate the
TS structure energies.

Conclusions

We examined the input space of the structures in our CRN with a PCA. Neither
the structural nor electronic descriptors were able to clearly distinguish between TS
structures and stable intermediates. This corroborates the elementary step similarity
dilemma that the TS structures are similar to the stable intermediates but exhibit a dif-
ferent, more complex electronic structure due to. We conjecture that this could partly
be due to the multi-reference character. The dilemma is further highlighted in the ob-
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Figure 6.10: Top left: the ANN was trained on an equally mixed data set, consisting of
reactants, TS structures, and products. Top right: the ANN was trained on the reactants.
Bottom left: the ANN was trained on the TS structures. Bottom right: the ANN was trained
on the products. Each time, 80 % of the data was used in training and a 20 % test set was
predicted. The target variable was a DFT total energy and the structures were encoded as CM
eigenvalues.
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Figure 6.11: Top left: the ANN was trained on an equally mixed data set, consisting of
reactants, TSs structures, and products. Top right: the ANN was trained on the reactants.
Bottom left: the ANN was trained on the TS structures. Bottom right: the ANN was trained
on the products. Each time, 80 % of the data was used in training and a 20 % test set was
predicted. The target variable was a DFT energy and the structures were encoded as CM
eigenvalues. The dashed line denotes parity.
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servation that over a large data set319 the reactant and the product are both much more
often similar to the TS structure than they are most similar to each other.

The differences between direct learning and ∆-ML were highlighted. Comparing them
is difficult due to the circumstance that a large part of a very coarse-grained total
energy can be obtained at comparatively little computational cost and only the small,
remaining effects make it a complex problem. That leads to the result that in relative
terms, direct learning performs better than ∆-ML, even though that is not something
that is useful in practice.

The physicality of the ∆, whether it is a well-defined effect such as the electron corre-
lation energy or an arbitrary difference such as between DFT and CCSD(T), has no
effect on the prediction quality.

Since the ML model is performing a regressions rather than modeling the underlying
physics, it cannot be concluded that it is more difficult to learn TS structure energies.
Learning them by training only on minima has reduced accuracy, but so does the re-
verse. Either way, the TS and minima structures are qualitatively different, which is
not accounted for in the studied descriptors. The input dimension should capture the
complexities of the TS structure with its multi-reference character. Adding simple elec-
tronic features such as the single particle spectrum or HOMO–LUMO gaps was not
able to properly separate TS structures and minima. Likely, more elaborate, electronic
information is needed.

We confirmed the hypothesis put forward in Ref. 190 that SOAP evaluated on the
center of mass instead of the standard, pairwise formalism is similarly well suited for
ML tasks. However, this might only hold for small and compact molecules on the same
PES. For instance 1-decanol and 1-icosanol will have little overlap in the oxygen density
because the center of mass will be shifted, even though from chemical intuition one
might expect them to be similar. Furthermore, we studied another SOAP variation
that has a variable exponent αI in approximation to the proposed SOED190 which did
not improve accuracy. This is further evidence that SOAP is a suitable approximation
to the electron density.

As is often the case for ML applications, the size of the data set is important. A larger
CRN,319 suitable for a neural network approach, confirmed that training on a mixed
data set (composed of minima and TS structures) leads to more accurate predictions
than training on minima alone, which always predicted the TS structure energy worst.
This established again the elementary step similarity paradox, how the TS structures
should be more different from the minima, but are described as more similar to either
of the minima. The overestimation of the minima and the underestimation of the TS
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structure energies is an indicator that the models predict in the middle between the
two and are not able to read out more sophisticated, non-linear relationships from the
unseparated input data. The accuracy of the neural network approach is not enough
for a chemical application, and was merely useful to study the relationship between the
different stationary points.

Some of the standard descriptors employed in ML for chemistry might need to include
electronic information, despite the fact that the Hohenberg–Kohn theorems should suf-
fice to calculate the energy. Despite the fact that all studied structures lie on the
same PES and are chemically related via elementary steps of the same CRN, the self-
similarity of the data set does not appear to help the learning process. Despite this,
the reported71 MAE of the Coulomb matrix eigenvalue encoded molecules in QM9 is
about 10 kcal/mol whereas our results were about 4-7 kcal/mol, which hints at the fact
that the compactness of our training set in chemical space helps the GP regression to
find patterns and increase accuracy, albeit not to a chemically useful extent (chemical
accuracy).
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7
Δ-Machine Learning of Dispersion

Corrections ∗

7.1 Dispersion Energy

London dispersion interactions contribute generally only a small fraction to the total
energy of a molecular system.342 Nevertheless, it is that small fraction that frequently
is of central importance for understanding molecular structure and dynamics, e.g., in
the fields of supramolecular chemistry and medicinal chemistry (prominent examples are
DNA binding or protein–drug interactions).109 Today it is unquestioned that the London
dispersion interactions are crucial for quantifying properties of larger systems, materials,
and nanostructures with chemical accuracy since they have been demonstrated to be
relevant up to about 10 Å, possibly even further.343

London dispersion interactions usually constitute the dominant part of van der Waals
interactions343 and arise from fluctuating dipole-induced dipoles. At long distances,
Eisenschitz and London determined the dispersion energy as344

EAB
disp � �

3

2

IAIB

IA + IB
α0

Aα0
BR−6

AB = �CAB
6,approxR−6

AB (7.1)

which describes the energy difference between the dimer and the monomers in a system

∗This Chapter is an extended version of Proppe, J.; Gugler, S.; Reiher, M. J. Chem. Theory
Comput. 2019, 15, 6046–6060. Copyright 2019 American Chemical Society.
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with two components; α0 denotes the static dipole polarizability, I the atomic ionization
potential, and RAB the atomic distance. The model can be extended analogously for
more components.

Dispersion interactions are not captured by most (exchange–correlation) density func-
tionals,80,102 e.g., for the krypton dimer Kr2, the interaction energy is measured to be
non-zero up to 8 Å but for PBE,223 a popular density functional, it is only non-zero up
to 6 Å. Also, the predicted equilibrium distance does not coincide with the reference
calculation. B3LYP345–347 does not determine an equilibrium at all.81 In one approach
for DFT dispersion corrections, called DFT-D, a semiclassical correction term contain-
ing empirical parameters is added on top of the DFT prediction of the electronic energy
to correct for the inherent error that DFT introduces.

7.1.1 Dispersion Energy and Correction Models

Usually, the dispersion correction term is added on top of a mean-field approach such
as Kohn-Sham DFT,108

Etotal = Emean-field + Edisp. (7.2)

One of the first dispersion correction terms were introduced by Cohen and Pack,88 where
they used the so-called Gordon–Kim model348 to avoid HF calculations and added a
dispersion correction term to it. Today, mostly semi-classical dispersion correction terms
are used. Among the most popular ones are the exchange–dipole moment,108 the Becke
and Johnson method,90,91,349 the Tkatchenko-Scheffler method93 and the D2100 and
D3101,102 methods. We will introduce only the latter ones here, due to their relevance
for our work. For the rest we refer the reader to the review by Grimme et al.108

In D2, only pairwise dipole–dipole dispersion energies are evaluated according to

ED2
disp = �s6

X
AB

CAB
6

R6
AB

fFermi
damp (RAB), (7.3)

where s6 is a functional-specific scaling parameter and fFermi
damp (RAB) a damping function

that lets the dispersion energy decrease at close range,

fFermi
damp (RAB) =

1

1 + exp(�20(RAB/RvdW,AB � 1))
, (7.4)

with RvdW,AB being the sum of atomic radii of the monomers A and B pair and sR
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being another empirical scaling parameter. The dispersion coefficients are determined
according to

CAB
6 =

s
1

400

Y
AB

NnInα0
n, (7.5)

where Nn denotes a scaling factor that increases with the row number of the periodic
table of the elements and α0

n the static dipole polarizability, and In the first ionization
potentials, calculated with the PBE0 functional.350 The dispersion coefficients are only
available up to xenon. The D2 dispersion energy is very efficient to evaluate because all
terms are analytical expressions.

One obvious shortcoming of the D2 model is that it does not take into account the
molecular environment for the calculation of dispersion coefficients. In their updated
version D3, Grimme et al. took the molecular environment explicitly into account via
atomic coordination numbers (CNs).101 With this information about the molecular en-
vironment, new dispersion coefficients are determined. For higher accuracy, not only
the simple static dipole–dipole moment is taken into account as in the D2 model, but
also the dipole–quadrupole contribution with its corresponding dispersion coefficients
CAB

8 . With these, an expression analogous to Eq. (7.3) can be postulated,

ED3
disp =

X
AB

X
n=6,8

�sn
CAB

n

Rn
AB

fn
damp(RAB) , (7.6)

which is an analytical expression as well. Again, sn are functional-specific scaling pa-
rameters and fn

damp(RAB) is a damping function to avoid inaccuracy at close ranges.
For our purpose, we used the Becke–Johnson (BJ) damping scheme, which damps the
dispersion energy to a non-zero value at the origin according to

fn
damp, BJ(RAB) =

Rn
AB

Rn
AB + (a1RAB

0 + a2)n
, (7.7)

with RAB
0 =

q
CAB

8 /CAB
6 and the functional-specific parameters ai. Additional multi-

body interactions such as three-body dipole—dipole-dipole or two-body quadrupole–
quadrupole dispersion interaction are neglected in this work.

The issue with correction models is that they are optimized for a certain sub-space of
the whole chemical space (here by fitting a model to a data set to obtain the empirical
parameters sn and ai). Parametrization of a model is heavily dependent on the sample
that it has been trained on. The D3 model for instance is known to perform less well
on supramolecular complexes.351 This leads to model inadequacy for ‘exotic’ molecular
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systems, i.e., any that exhibit very dissimilar properties than the ones contained in the
training set.

7.2 Molecular Reference Systems

We considered three different data sets (Table 7.1). The first set, S13x8, consists of 13
chemically distinct dimers at 8 different intermolecular distances each (104 dimers in
total). It is the dispersion-dominated subset (dimers #34 to #46) of the S66x8 data
set,352 which can be retrieved from the BEGDB database.353 The second set, ROTA,
contains 1,100 ethyne–pentane dimers with 16 different centroid distances (3.5–10.0 Å).
The relative orientation between ethyne and pentane was sampled from a uniform spher-
ical distribution (see below). All of these dimers contain the same pentane conformer
(the one of the ethyne–pentane dimer at equilibrium). The third set, CONF, contains
44 ethyne–pentane dimers with a fixed centroid distance of 5.2 Å. Here, random confor-
mations of pentane were sampled with RDKit340 and the relative orientation between
ethyne and pentane was, again, sampled from a uniform spherical distribution. The
latter two sets, ROTA and CONF, were created for this work. Both molecular structures
and interaction energies of all 1,248 dimers considered are provided in the Support-
ing Information. The sampling of the uniform spherical distribution works as follows:
We sampled relative orientations of the ethyne–pentane dimer at 16 different centroid
distances (3.5–10.0 Å, equidistant steps) without changing the internal coordinates of
ethyne and pentane. To sample relative orientations of the ethyne–pentane dimer, we
transformed the Cartesian nuclear coordinates of each monomer (x, y, z) into spherical
coordinates,

r =
p

x2 + y2 + z2 , (7.8)

θ =

8>>><>>>:
tan−1

� y
x

�
if x 6= 0

π
2 if (x = 0 ^ y � 0)

�π
2 if (x = 0 ^ y � 0)

, (7.9)

and
ϕ = cos−1

�z

r

�
if r > 0 . (7.10)

To ensure a uniform sampling of the rotation sphere, we draw the two random dummy
variables A and B uniformly from the interval (0, 1) and determined θ = 2πA as well
as ϕ = cos−1(2B � 1). Additionally, pentane was rotated around its internal main axis
(defined by the carbon backbone) by angle ψ. For ethyne, this internal rotation was
omitted as it belongs to the D∞h point group. For each centroid distance, we sampled
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Table 7.1: Overview of the 1,248 molecular reference systems (dimers) studied in this work.

Data set #Dimers Description

S13x8 104 dispersion-dominated subset (dimers #34 to #46) of the S66x8
data set352

ROTA 1,100 ethyne–pentane dimers; varying relative orientations and centroid
distances (3.5–10.0 Å), fixed pentane conformation

CONF 44 ethyne–pentane dimers; varying relative orientations and pentane
conformations, fixed centroid distance (5.2 Å)

120 rotamers (1,920 in total). All ethyne–pentane rotamers with a positive DLPNO-
CCSD(T)/CBS331,332,354,355 interaction energy (overall repulsive interaction) or with a
minimum intermolecular interatomic distance of 1.5 Å were discarded, which left us
with 1,100 dimers representing the ROTA set. For the CONF set, which comprises 44
entries, we sampled 50 ethyne–pentane rotamers with a fixed centroid distance of 3.5 Å
as described above. Conformations of pentane were sampled randomly with RDKit.340

Six dimers were discarded due to a positive DLPNO-CCSD(T)/CBS interaction energy.

For the generation of the S13x8-T set, we removed all dimers with a relative intermolec-
ular distance of 0.95req and 1.10req (here, req refers to the intermolecular distance at
equilibrium), respectively, from the S13x8 set. Furthermore, we removed all uracil–
cyclopentane dimers and all ethene–pentane dimers from S13x8. The intersection of
S13x8 and S13x8-T constitutes the S13x8-V set. S13x8-T and S13x8-V contain 66 and
38 dimers, respectively.

7.2.1 Calculation of Interaction Energies

Electronic-Structure Calculations

All quantum chemical calculations were carried out with Orca 4.0.1.331,332 For all chemi-
cal systems studied, we performed DLPNO-CCSD(T)354,355 and PBE calculations223 on
both the interacting and the isolated monomers. In the DLPNO-CCDS(T) calculations,
we employed the aug-cc-pVnZ335,356 basis sets (n = T, Q) and aug-cc-pVmZ290,357 aux-
iliary basis sets (m = n + 1, i.e., m = Q, 5). We chose the TightPNO keyword, which is
recommended for studying noncovalent interactions.358 We extrapolated the triple-ζ and
quadruple-ζ DLPNO-CCSD(T) energies to the complete-basis-set (CBS) limit with the
extrapolation scheme developed by Halkier et al.359,360 that has already been applied
for the calculation of DLPNO-CCSD(T)/CBS energies.361–363 The scheme comprises
two separate extrapolations for the Hartree–Fock (HF) and correlation (corr) fractions
of the electronic energy,
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E
DLPNO-CCSD(T)/CBS
elec,S �

E
HF/QZ
elec,S expf1.63Xg � E

HF/TZ
elec,S expf1.63(X � 1)g

expf1.63Xg � expf1.63(X � 1)g

+
E

corr/QZ
elec,S X3 � E

corr/TZ
elec,S (X � 1)3

X3 � (X � 1)3
. (7.11)

Here, the subscript S denotes the molecular system and X is the cardinal number of
the larger basis set, i.e., X = nmax (here, nmax = 4). For our PBE calculations, we
chose the ma-def-QZVPP293,364 basis set and the def2-QZVP290 auxiliary basis set.
We applied counterpoise (CP) corrections365 and TightSCF criteria to both DLPNO-
CCSD(T) and PBE calculations. The intermolecular interaction energy was obtained
as the difference between the electronic energies of the isolated monomers A and B, and
the corresponding dimer AB,

EM
int � ∆EM

elec = EM
elec,AB �

�
EM

elec,A + EM
elec,B

�
, (7.12)

whereM := fDLPNO-CCSD(T)/CBS, PBE/ma-def2-QZVPPg.

D3-Type Dispersion Corrections

All D3-type dispersion corrections to PBE interaction energies were obtained from
Grimme’s stand-alone program dftD3101,102 and incorporate the Becke–Johnson (BJ)
damping scheme,102

E
D3(BJ)
disp,S � ED3(BJ) =

X
I>J

X
n=6,8

sn
CIJ

n

Rn
IJ +

�
a1

q
CIJ

8 /CIJ
6 + a2

�n . (7.13)

Here, RIJ is the distance between atoms I and J in system S, and CIJ
6 and CIJ

8 are the
corresponding dispersion coefficients taken from Refs. 101 and 102, which are negative
by definition. Spatial position and proton number of the I-th atom are denoted RI

and ZI , respectively. The scaling factor s6 is set to unity by definition,102 whereas
a1, a2, and s8 are functional-dependent, empirical parameters. We employed several
parametrizations of the D3(BJ) model;102,106,366 see also Section 7.2.2. D3(BJ) disper-
sion corrections were calculated for both interacting and isolated monomers to yield
relative D3(BJ) dispersion corrections,
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∆E
D3(BJ)
disp = E

D3(BJ)
disp,AB �

�
E

D3(BJ)
disp,A + E

D3(BJ)
disp,B

�
. (7.14)

7.2.2 Physical roots of the dispersion descriptor for GPs

We employed the gpml367 code written in Matlab368 for all GP regression and pre-
diction tasks discussed in this work. Optimal hyperparameters for the GP models
considered were obtained with Rasmussen’s implementation of the conjugate gradient
algorithm367 in gpml. For estimating the GP posterior distribution, we employed a
zero-mean prior and a Gaussian likelihood.

D3-GP-Type Dispersion Corrections

The residual (intermolecular) interaction energy,

∆Eint = E
DLPNO-CCSD(T)/CBS
int �

�
E

PBE/ma-def2-QZVPP
int + ∆E

D3(BJ)
disp

�
, (7.15)

served as the target variable. We considered two different featurizations, eigD3(BJ) and
histD3(BJ), both being derived from the D3(BJ) matrix ED3(BJ) with elements

E
D3(BJ)
IJ =

8>>><>>>:
P

n=6,8 sn
CIJ

n

Rn
IJ +

�
a1

q
CIJ

8 /CIJ
6 + a2

�n 8I 6= J

0 8I = J

. (7.16)

To obtain the eigD3(BJ) feature vector, the eigenvalues of ED3(BJ) were sorted according
to decreasing absolute value. As the dimensionality of the eigD3(BJ) vector represents
the number of atoms in the corresponding molecular system, eigD3(BJ) vectors of smaller
systems were padded with zeros to match the dimensionality of eigD3(BJ) vectors cor-
responding to larger systems. This procedure has been adopted from Rupp et al. who
generated feature vectors from Coulomb matrices.71

Table 7.2: Minimum and maximum interatomic distances, rmin
m and rmax

m , as applied to the 16
elements of the histD3(BJ) vector. These distance intervals have been adopted without alteration
from Grimme’s dftd3 code.101,102 All distances are reported in Å.

m 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16
rmin

m 0.0 1.5 2.0 2.3 2.7 3.0 3.3 3.7 4.0 4.5 5.0 5.5 6.0 7.0 8.0 9.0
rmax

m 1.5 2.0 2.3 2.7 3.0 3.3 3.7 4.0 4.5 5.0 5.5 6.0 7.0 8.0 9.0 10.0
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By contrast, the histD3(BJ) feature vector is strictly 16-dimensional where each ele-
ment represents a sum over E

D3(BJ)
IJ corresponding to a predefined range of interatomic

distances (Table 7.2),

ehistD3(BJ)
m =

X
I>J

rmin
m <RIJ ≤rmax

m

X
n=6,8

sn
CIJ

n

Rn
IJ +

�
a1

q
CIJ

8 /CIJ
6 + a2

�n . (7.17)

Both eigD3(BJ) and histD3(BJ) vectors were determined for the interacting and isolated
monomers. The final feature vectors employed in GP regression read

xeig/histD3(BJ) � ∆eeig/histD3(BJ) = e
eig/histD3(BJ)
AB �

�
e

eig/histD3(BJ)
A +e

eig/histD3(BJ)
B

�
. (7.18)

We considered both the isotropic Matérn-1/2 kernel (also known as exponential kernel
or Laplacian kernel),43

kM12
iso (xi, xj) = α1 exp f�diso(xi, xj)g , (7.19)

diso(xi, xj) =

s
(xi � xj)(xi � xj)⊤

α2
, (7.20)

and the isotropic Matérn-3/2 kernel,43

kM32
iso (xi, xj) = α1

�
1 +
p

3diso(xi, xj)
�

exp
n
�
p

3diso(xi, xj)
o

. (7.21)

As the numerical uncertainty in the interaction energies we consider can be controlled
by the SCF convergence criterion, we have prior knowledge of the noise hyperparameter,
α0. Therefore, we exclude α0 from hyperparameter optimization and set it to a constant
value of 1.0 � 10−5 kcal mol−1. This way, hyperparameter optimization can be accel-
erated and is less prone to overfitting. We optimized the remaining hyperparameters
α1 and α2 by minimizing the leave-one-out negative log marginal lihood (maximum of
1,000 optimization steps).
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D3(BJ) Reparametrization

We applied Bayesian optimization236 to reparametrize the D3(BJ) model for PBE. We
chose the mean absolute relative error (MARE, Eq. (3.12)), of ∆Eint over a subset
of S13x8 (S13x8-T, see previous Section), as objective function, y(x). Here, x is a 3-
dimensional vector composed of the empirical D3(BJ) parameters a1, a2, and s8. 25
parameter vectors (initial training set) were generated by Latin hypercube sampling369

over the domain X = Xa1 � Xa2 � Xs8 , where Xa1 := [0.0, 0.7], Xa2 := [4.0, 6.5] bohr,
and Xs8 := [0.0, 3.5]. We rounded each value to the fourth decimal place according to
previous D3 parametrizations. We evaluated y(x) for each of these 25 parameter triples
to approximate the objective function over the same domain by GP regression with the
anisotropic Matérn-3/2 kernel,43

kM32
aniso(xi, xj) = α1

�
1 +
p

3daniso(xi, xj)
�

exp
n
�
p

3daniso(xi, xj)
o

, (7.22)

daniso(xi, xj) =

vuuuut(xi � xj)

0B@α2,a1 0 0

0 α2,a2 0

0 0 α2,s8

1CA (xi � xj)⊤ . (7.23)

Here, α1, α2,a1 , α2,a2 , and α2,s8 represent four hyperparameters in addition to the noise
hyperparameter α0 introduced in Eqs. (3.4) and (3.5). We optimized the five hyperpa-
rameters by minimizing the log marginal likelihood (maximum of 10,000 optimization
steps). We constructed a lower-confidence-bound acquisition function,

uLCB(x) = µ̂y(x)� σ̂y(x) . (7.24)

At each iteration, we defined an equidistant grid with a resolution of 0.1 units over
the domain X . The initial and terminal grid points of each dimension were located
at the bounds of the domain. The grid point that minimized uLCB(x) defined the
center of a cube with an edge length of 0.2 units, being aligned with the three axes of
the coordinate system. In cases where the cube exceeded the bounds of the domain,
we only considered its volume (cuboid) being located inside the domain. The faces
of this cube or cuboid redefined the bounds of the domain over which we built an
equidistant grid with a ten-times-higher resolution of 0.01 units. Again, the initial and
terminal grid points of each dimension were located at the bounds of the domain. We
repeated this procedure until we determined the minimum of uLCB(x) with a resolution
of 0.0001 units. Our algorithm stopped after determining the same parameter set twice;
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here, after 44 iterations. The optimal parameter set was used to calculate both D3(BJ)
energies and eigD3(BJ)/histD3(BJ) feature vectors.

7.3 Assessment of Interaction Energies

Smith et al.366 included the S66x8 data set developed by Řezáč et al.352 among other
data sets for their reparametrization of PBE-D3(BJ) (other density functional were
also considered). They also adopted the corresponding CP-corrected CCSD(T)/CBS∗

interaction energies. We introduce the asterik to distinguish the extrapolation scheme
employed by Řezáč et al. from the one considered in this work. While Smith et al. em-
ployed the same basis set (def2-QZVP) as Grimme and co-workers102 for calculating
PBE interaction energies, they applied CP corrections instead of neglecting basis set
superposition errors. Considering the S13x8 subset, we compared the results presented
in this work against those published by Smith et al. In the following, we report all
relative and signed errors with respect to their study.

We find a squared correlation coefficient of r2 = 0.9999 between PBE/def2-QZVP
(Smith et al.366) and PBE/ma-def2-QZVPP (this work) interaction energies. The
MAE and the corresponding RMSD both amount to 0.0087 kcal mol−1. Given that
the CP-corrected CCSD(T)/CBS∗ interaction energies are reported with an accuracy of
0.01 kcal mol−1, we conclude that the effect of basis set alteration on PBE interaction
energies is insignificant in this case.

Furthermore, we find a squared correlation coefficient of r2 = 0.9954 between
CCSD(T)/CBS∗ (Řezáč et al.352) and DLPNO-CCSD(T)/CBS (this work) interaction
energies. MAE and RMSD amount to 0.11 kcal mol−1 and 0.12 kcal mol−1, respectively.
We consider these deviations significant given the limiting resolution of 0.01 kcal mol−1

mentioned above. For the five smallest relative distances (0.90, 0.95, 1.00, 1.05, and
1.10 with respect to the equilibrium distance, req), we find that the unsigned ME
(jMEj) equals the MAE. As the ME is negative in all of these cases, the corresponding
DLPNO-CCSD(T)/CBS dispersion interactions are, without exception, determined
to be less attractive than the ones obtained from CCSD(T)/CBS∗ calculations. For
the three largest relative distances (1.25req, 1.50req, and 2.00req), the unsigned ME
represents at least 70 % of the MAE. In these cases, the ME is positive, suggesting
that DLPNO-CCSD(T)/CBS tends to predict more attractive dispersion corrections at
long distances compared to CCSD(T)/CBS∗. However, the ME over the entire S13x8
set amounts to �0.09 kcal mol−1.

The CBS extrapolation scheme employed by Řezáč et al.352 involves MP2 energies ob-
tained with aug-cc-pVTZ and aug-cc-pVQZ basis sets, and approximates the CBS limit
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of the correlation energy by adding to the MP2/CBS energy a CCSD(T)/aug-cc-pVDZ
correction. In this work, however, we extrapolate directly from DLPNO-CCSD(T)/aug-
cc-pVT⁄QZ energies as defined in Eq. (7.11). Therefore, it is not only the underlying
electronic-structure approximation but also the extrapolation scheme that is different
from the methodology reported by Řezáč et al. While CCSD(T) should by construction
capture more long-range interactions than DLPNO-CCSD(T), our results are based on
triple/quadruple-ζ basis sets (aug-cc-pVT⁄QZ) compared to a double-ζ basis set (aug-
cc-pVDZ) employed by Řezáč et al. It is debatable whether diffuse basis functions
can compensate for the inaccuracies introduced by a double-ζ basis set. The positive
ME determined for the three largest intermolecular distances indicates that DLPNO-
CCSD(T)/aug-cc-pVT⁄QZ calculations may capture more long-range interactions than
CCSD(T)/aug-cc-pVDZ corrections to MP2/aug-cc-pVT⁄QZ energies.

To gain more insight, we examined the effect of the CBS extrapolation scheme intro-
duced in Eq. (7.11) on predicting interaction energies (as measured by the MAE over
S13x8) by varying its two parameters. We find that the interaction energies are insen-
sitive with respect to smaller (more negative) values of the Hartree–Fock parameter
(default: �1.63, dimensionless, cf. Eq. (7.11)). For larger (less negative or positive)
values, the MAE increases. Increasing the correlation parameter from its default value
of �3.00 (dimensionless, cf. Eq. (7.11)) to �1.17 minimizes the MAE to 0.03 kcal mol−1

(RMSD = 0.04 kcal mol−1), which constitutes a significant reduction of the deviation be-
tween DLPNO-CCSD(T)/CBS and CCSD(T)/CBS∗ interaction energies. Moreover, the
overall ME is now slightly positive (0.01 kcal mol−1). For comparative purposes, we note
that ME, MAE, and RMSD of DLNPO-CCSD(T)/aug-cc-pVQZ interaction energies
(with respect to CCSD(T)/CBS∗) are larger in magnitude than those of their DLNPO-
CCSD(T)/CBS analogs. These quantities amount to �0.13 kcal mol−1, 0.15 kcal mol−1,
and 0.16 kcal mol−1, respectively. We do not adopt the tuned correlation parameter
(�1.17) for this study as a reduced deviation from the CCSD(T)/CBS∗ results over
S13x8 does not necessarily imply an improvement in accuracy. Therefore, we consider
a reparametrization of the D3(BJ) model for PBE as it has previously been trained on
CCSD(T)/CBS∗ interaction energies.102,106,366

7.4 System-focused D3(BJ) Reparametrization

A reparametrization of the D3(BJ) model for PBE is not only important for an unbi-
ased assessment of its performance with respect to DLPNO-CCSD(T)/CBS reference
interaction energies. As the eigD3(BJ) and histD3(BJ) feature vectors (cf. Section 7.2.2)
are functions of the empirical D3(BJ) parameters a1, a2, and s8, mean and variance
obtained from GP regression will also depend on the specific D3(BJ) parameters. A
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system-focused reparametrization would, therefore, ensure an unbiased performance test
of the D3(BJ)-GP model as we expect to obtain close-to-optimal PBE-D3(BJ) interac-
tion energies and, hence, maximally reduced residual interaction energies, Eq. (7.15), as
input for GP regression. Following the line of argument by Smith et al.,366 we decided
to optimize the D3(BJ) parameters for PBE with respect to a relative rather than an
absolute error, as the latter tends to bias the parameters toward systems with large
absolute interaction energies. In this work, for instance, the largest unsigned DLPNO-
CCSD(T)/CBS interaction energy is 320 times larger than the smallest one.

The objective function (MARE) of the optimization procedure is shown in Figure 7.1.
At the global minimum, a1 and s8 are zero, and a2 = 5.6841 bohr. This remarkable
reduction of the number of parameters may be explained with the underlying training
set (S13x8-T), which solely consists of dispersion-dominated dimers. The training sets
employed in previous D3(BJ) parametrizations102,106,366 were more heterogeneous and
also included, e.g., hydrogen-bonded aggregates. The smaller the number of effects that
need to be captured, the more likely it is that a simple model captures these effects as
accurately as a more complex model. To support this hypothesis, we repeated the opti-
mization with the identical settings and training systems, but this time, we incorporated
the CCSD(T)/CBS∗ interaction energies published by Řezáč et al.352 Again, a1 and s8

are zero at the global minimum, and a2 changes to a slightly lower value of 5.5530 bohr.
We do not consider this parameter set in the following. These findings suggest that
a simplified expression of the D3(BJ) dispersion energy, defined in Eq. (7.13), can be
applied when studying dispersion-dominated systems (at least in the case of PBE),

ED3(BJ) =
X
I>J

CIJ
6

R6
IJ + a6

2

. (7.25)

This expression does no longer involve dipole–quadrupole interactions (n = 8), neither

through the dipole–quadrupole term itself nor through the term
q

CIJ
8 /CIJ

6 of the
damping function, which is multiplied by a1. For RIJ ! 0, the corresponding D3(BJ)
term converges to the finite negative value of the simple expression CIJ

6 /a6
2.

As the D3(BJ) parameter set for PBE is a function of the training set (here, S13x8-
T), the reference interaction energies (here, E

DLPNO-CCSD(T)/CBS
int ), and the objective

(here, MARE), it is not surprising that optimal parameter sets obtained in other stud-
ies may differ significantly from the one determined in this study. For instance, Grimme
et al.102 and our group106 chose a weighted MAE as objective, CCSD(T)/CBS∗ energies,
and a training set comprising equilibrium structures only. Whereas Smith et al.366 also
incorporated CCSD(T)/CBS∗ energies, they employed a similar objective (a capped ver-
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Figure 7.1: MARE for PBE-D3(BJ) interaction energies as a function of the three empirical
D3(BJ) parameters a1, a2, and s8. The bounds of the contour plots represent the bounds
specified for the optimization procedure. The red dots represent the global minimum of the
MARE hypersurface, which was determined with respect to the S13x8-T set. Three additional
parameter triples are displayed for comparison. To produce this figure, a1 and s8 were set to
zero in the left and right panels, respectively; in the central panel, a2 took a value of 5.6841
bohr.

sion of the MARE, cf. Eq. (3.13)) and a training set that also included nonequilibrium
structures. These methodological differences may explain why the PBE-specific D3(BJ)
parameters by Smith et al. are much more similar to the ones obtained in this work com-
pared to the parameters published by Grimme et al.102 and previously by our group106

(note that these parameter sets are, in turn, similar to each other). The similarity to the
parameters by Smith et al. underpins once more that the change from CCSD(T)/CBS∗

to DLPNO-CCSD(T)/CBS has only a minor effect on the D3(BJ) model.

The accuracy of the D3(BJ) parameter sets mentioned above with respect to three
different validation sets (S13x8-V, ROTA, and CONF) are reported in Table 7.3. The
validation sets considered have no data points in common with the training set (S13x8-
T). Our new D3(BJ) parameters for PBE result in the lowest MAREs and MAEs over
all validation sets (in the case of S13x8-V, the parameters by Smith et al. yield the same
MAE). The new parameter set also leads to the smallest unsigned MRE (jMREj) inde-
pendent of the validation set and, hence, reveals the strongest reduction of systematic
errors in D3(BJ)-type dispersion corrections. Based on this problem-specific validation,
we conclude that our new PBE-specific D3(BJ) parameter set maximizes the statistical
validity of D3(BJ)-type dispersion corrections for the given domain of application. If
not otherwise mentioned, the term “D3(BJ)” and all other terms including it refer to
that parameter set, i.e., a1 = s8 = 0 and a2 = 5.6841 bohr.

7.5 Learning Curves of the D3(BJ)-GP Model

To examine GP regression for interpolation and extrapolation tasks, we present three
prediction scenarios with the same underlying training set on three different test sets
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Table 7.3: Performances (as measured by MARE and MAE) of four different PBE-specific
D3(BJ) parameter sets with respect to three validation sets (S13x8-V, ROTA, and CONF). The
highest accuracies are highlighted in bold. The D3(BJ) parameters a1 and s8 are dimension-
less. Values for the D3(BJ) parameter a2 and the MAE are reported in bohr and kcal mol−1,
respectively.

S13x8-V ROTA CONF

Reference a1 a2 s8 MARE MAE MARE MAE MARE MAE

Grimme et al.102 0.4289 4.4407 0.7875 13.4 % 0.27 27.8 % 0.10 34.7 % 0.21
Smith et al.366 0.0121 5.9390 0.3589 9.5 % 0.19 23.8 % 0.08 29.7 % 0.18
Weymuth et al.106 0.4309 4.8327 1.0892 12.0 % 0.26 25.6 % 0.09 30.8 % 0.19
This work 0.0000 5.6841 0.0000 8.2 % 0.19 20.1 % 0.07 23.8 % 0.15

(Figure 7.4). Recall that the target variable is the residual interaction energy, ∆Eint,
defined in Eq. (7.15). For the training set, 1,000 dimers were randomly drawn (10
repetitions) from ROTA, which we refer to as ROTA-T. Its complementary holdout set
consisting of the 100 remaining ROTA dimers, denoted ROTA-H, is used as the first test
set. The other two test sets are CONF and S13x8. Starting from a 1 % fraction of
ROTA-T data, we successively added data points in 20 equidistant intervals until the
entire ROTA-T set was used for training. After each addition, we performed a hyper-
parameter optimization. We determined the MARE of both PBE-D3(BJ) interaction
energies (independent of the training set and, hence, constant) and the corresponding
PBE-D3(BJ)-GP interaction energies. For the latter, we employed the histD3(BJ) featur-
ization. Furthermore, we considered two different kernels: The Matérn-1⁄2 (Laplacian/-
exponential) kernel (Figure 7.4a) and the Matérn-3⁄2 kernel (Figure 7.4b) introduced in
Eqs. (7.19) and (7.21), respectively. During preliminary testing, we found that these ker-
nels perform best across the Matérn kernel family (to which also the Gaussian/squared
exponential kernel belongs43) for predicting residual interaction energies.

We find that the D3(BJ)-GP model for PBE (solid lines) almost immediately—after
training on less than five data points—predicts improved dispersion corrections com-
pared to D3(BJ) (dashed lines) for both the ROTA-H and CONF test sets. The predic-
tions improve at a high rate until about 30 data points of the training set (ROTA-T) are
considered. Afterwards, the predictions continue to improve only marginally. The small
associated standard deviations (gray bands) indicate that the learning curves are rather
insensitive toward the actual composition of the training set. While the Matérn-1⁄2 ker-
nel leads to slightly smaller prediction errors (3 %) and standard deviations (�1 %)
than the Matérn-3⁄2 kernel (5–6 % and �2 %, respectively), both kernels yield quali-
tatively identical results. Note that, since ROTA-H is complementary to ROTA-T, the
PBE-D3(BJ) error for ROTA-H is also associated with a nonzero standard deviation.
While each dimer included in the training set (ROTA-T) contains the same pentane
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conformer, the GP model can, without any delay, generalize to 44 other pentane con-
formers contained in the CONF dimers. This finding suggests that the CONF set has a
large overlap with the ROTA set in feature space (cf. Section 7.6).

Regarding the S13x8 test set, the D3(BJ)-GP model based on the Matérn-1⁄2 kernel
results in consistently larger prediction errors than the D3(BJ) model. By contrast, the
D3(BJ)-GP model based on the Matérn-3⁄2 kernel quickly improves over the D3(BJ)
model, even though only slightly. Beyond a 5 % fraction of training data, adding more
data to ROTA-T does not improve predictions in both cases. Given that the S13x8 set
contains chemically different systems compared to ROTA and CONF (who are solely
composed of ethyne–pentane dimers), we consider this test an extrapolation task. To
understand this result, we analyzed the hyperparameter α2 introduced in Eq. (7.20) for
both kernels, which describes on what length scale in feature space information decays.
The smaller the length scale, the higher is the decay rate of the kernel k(xi, xj) when
the distance between xi and xj increases. As we specified a zero-mean prior, the mean
of the posterior distribution converges to zero for large distances between xi and xj . In
such cases, D3(BJ)-GP- and D3(BJ)-type dispersion corrections become identical. This
property of the posterior distribution is highly appealing as it preserves the accuracy of
PBE-D3(BJ) interaction energies when the distance (in feature space) to the training
set increases.

For the Matérn-3⁄2 kernel, α2 is on the order of 0.1 kcal mol−1. Given that mean
(and standard deviation) of the ROTA and S13x8 reference interaction energies are
0.28 kcal mol−1 (0.25 kcal mol−1) and 2.03 kcal mol−1 (1.19 kcal mol−1), respec-
tively, it seems that most of the S13x8 systems have a distance to the ROTA set
that is significantly larger than α2. To test this hypothesis, we examined the ker-
nel matrix K

�
XROTA, XS13x8�, where XROTA and XS13x8 represent the feature vec-

tors of training and test sets, respectively. The kernel matrix was normalized such
that k(xi, xi) = 1 (arbitrary units), which constitutes the maximum possible value of
k(xi, xj). Of the 104 dimers contained in the S13x8 set, only 24 exhibit a kernel for
which k

�
xROTA

i , xS13x8
j

�
> 0.1, which indicates that the ROTA and S13x8 sets have only

a small overlap in feature space (confirming the extrapolation assumption stated above).
Moreover, for 50 % of the S13x8 dimers, we find that k

�
xROTA

i , xS13x8
j

�
< 0.0005. Hence,

the slight improvement of PBE-D3(BJ)-GP over PBE-D3(BJ) (Figure 7.4b, right panel)
originates from the few S13x8 dimers that are close to ROTA in the histD3(BJ) feature
space. For the remaining majority of the S13x8 test set, the D3(BJ)-GP model yields
essentially identical dispersion corrections as its D3(BJ) analog.

By contrast, α2 is on the order of 104 kcal mol−1 in the Matérn-1⁄2 case. This length
scale is by several orders of magnitude larger than the range of reference interaction
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energies considered in this work. The largest element of the normalized kernel matrix
K
�
XROTA, XS13x8� amounts to 0.9997. Hence, the D3(BJ)-GP model can be considered

an almost global model just as its D3(BJ) analog. That the former performs worse than
the latter (Figure 7.4a, right panel) can be attributed to this extensive length scale and
the remaining kernel-specific hyperparameter α1. They were learned from samples of
the ROTA set, which spans a much smaller energy range than the S13x8 set. While
these hyperparameters perform well for interpolation tasks (cf. Figure 7.4a, left and
central panels), they perform poorly for extrapolation tasks. Note that the deviation of
the S13x8-related learning curve to the PBE-D3(BJ) error (dashed line) is significantly
larger than the standard deviation of the learning curve (gray band). This behavior is an
indication of underfitting; the prediction model is not yet flexible enough to generalize
to data outside the training domain.

a) Matérn-1/2 b) Matérn-3/2

Figure 7.2: Learning curves (solid lines) of the D3(BJ)-GP model for PBE with respect to
three disjoint test sets (ROTA-H, CONF, and S13x8). The learning curves (as measured by
the MARE) refer to eigD3(BJ) features and two kernels, a) Matérn-1⁄2 and b) Matérn-3⁄2. The
D3(BJ)-GP model was trained on the ROTA-T set, a random sample of 1,000 instances drawn
from the ROTA set (the remaining 100 instances are contained in the holdout set ROTA-H). The
training set fractions were taken in 20 equidistant steps between 1 % and 100 %. Furthermore,
the entire training set (1,000 data points) was drawn 10 times, resulting in standard deviations
indicated by the gray bands. The errors of the corresponding D3(BJ)-corrected PBE interaction
energies, denoted ϵD3(BJ), are shown as horizontal dashed lines.

The results discussed above and shown in Figure 7.4 were derived from the histD3(BJ)
featurization. The complementary eigD3(BJ) results are reported in Figure 7.2. They
are in qualitative agreement with the histD3(BJ) results, but mean and standard de-
viation of the eigD3(BJ) learning curves are systematically larger than those of the
histD3(BJ) learning curves. This relatively poor performance can be explained in part
with the properties of the D3(BJ) matrix, introduced in Eq. (7.16), of the interacting
system. As its diagonal-block elements are effectively zero, each nonzero element in the
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eigD3(BJ) vector with an odd index is nearly identical in magnitude to the next (evenly
indexed) element. They only differ by their signs, i.e., there is always a pair of one
positive eigenvalue and one negative eigenvalue which share almost identical absolute
values. The order of signs seems to be randomly flipped, which introduces some degree
of noise to the eigD3(BJ) vector. Applying a strict order of signs led to systematically
smaller learning curves compared to a random order, but they are still systematically
larger than the histD3(BJ) learning curves.

a) histD3(BJ) b) eigD3(BJ)

Figure 7.3: Learning curves (solid lines) of a linear model for PBE with respect to three
disjoint test sets (ROTA-H, CONF, and S13x8). The learning curves (as measured by the MARE)
refer to histD3(BJ) (left) and eigD3(BJ) (right) features. The linear model was trained on the
ROTA-T set, a random sample of 1,000 instances drawn from the ROTA set (the remaining 100
instances are contained in the holdout set ROTA-H). The training set fractions were taken in
20 equidistant steps between 1 % and 100 %. Furthermore, the entire training set (1,000 data
points) was drawn 10 times, resulting in standard deviations indicated by the gray bands. The
errors of the corresponding D3(BJ)-corrected PBE interaction energies, denoted ϵD3(BJ), are
shown as horizontal dashed lines.

We also analyzed the learning curves of a linear model with respect to the same training
and test sets in Figure 7.3. Both histD3(BJ) and eigD3(BJ) feature vectors served
(separately) as input variables. In all cases, the learning curves obtained with the
linear models exhibit significantly larger mean values and standard deviations than those
obtained with our GP models. We also explored other polynomial models (constant,
quadratic, cubic, and quartic); the results are of the same quality. We conclude that
linear regression based on polynomial models is not well suited for the prediction tasks
considered in this study.
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a) Matérn-1/2 b) Matérn-3/2

Figure 7.4: Learning curves (solid lines) of the D3(BJ)-GP model for PBE with respect to
three disjoint test sets (ROTA-H, CONF, and S13x8). The learning curves (as measured by the
MARE) refer to histD3(BJ) features and two kernels, a) Matérn-1⁄2 and b) Matérn-3⁄2. The
D3(BJ)-GP model was trained on the ROTA-T set, a random sample of 1,000 instances drawn
from the ROTA set (the remaining 100 instances are contained in the holdout set ROTA-H). The
training set fractions were taken in 20 equidistant steps between 1 % and 100 %. Furthermore,
the entire training set (1,000 data points) was drawn 10 times, resulting in standard deviations
indicated by the gray bands. The errors of the corresponding D3(BJ)-corrected PBE interaction
energies, denoted ϵD3(BJ), are shown as horizontal dashed lines.

7.6 Data Diversity Analysis

To interpret the results of the previous Section from a data perspective, we put the
different data sets (ROTA, CONF, and S13x8) into a mutual context by analyzing the
distributions of their molecular systems over different variables. As the intermolecular
distance and the relative spatial orientation both have an essential effect on the mag-
nitude of noncovalent interactions, an intuitive way to structure the data is to unravel
these two properties (Figure 7.5a). For this purpose, we introduce two measures of the
intermolecular distance: the minimum interatomic distance, Rmin, and the cumulative
reciprocal interatomic distance,

ρinv =
X
I∈A

X
J∈B

R−1
IJ . (7.26)

While Rmin correlates with the largest interatomic noncovalent interaction between two
molecules, ρinv encodes the overall noncovalent interactions between two molecules.
This data decomposition confirms that (i) CONF has a large overlap with ROTA and
(ii) S13x8 is well-separated from ROTA. The uniform sampling of the ROTA dimers with
respect to both distance and relative orientation is reflected by its uniformly distributed
data cloud. The relatively large ρinv values of the S13x8 set can be mainly attributed to
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larger monomer sizes compared to the ROTA and CONF set. It is not surprising that the
ethyne–pentane and (subsequently) ethene–pentane series of the S13x8 set are closest
to the ROTA–CONF data cloud in this representation. Note that the ethyne–pentane
series represents an upper bound of ρinv to the ROTA–CONF cloud, which originates
from the parallel orientation of its dimers.

The majority of systems over all data sets lies in the high-energy regime as measured by
the intermolecular D3(BJ) dispersion energy. Hence, the majority of systems is located
in a dense cluster in the eigD3(BJ) and histD3(BJ) feature spaces, respectively. The most
informative linear representation of a feature space in two dimensions can be obtained
by selecting its first two principal components. Here, we applied a principal component
analysis370 to the histD3(BJ) feature space (Figure 7.5b). Its first principle component
reveals an almost perfect correlation with the intermolecular D3(BJ) dispersion energy
(r2 = 0.9917). To minimize the number of training data (and hence, the number of
electronic-structure calculations) needed to achieve a predefined accuracy over the entire
feature domain considered, we would choose a sampling strategy that samples this
domain uniformly. The black crosses in Figure 7.5 represent such a training set, which
could be obtained from, e.g., k-means clustering.370 By contrast, random sampling
would mainly select data located in the ROTA–CONF cluster due to its large number of
instances, which would lead to poor generalizations into the low-energy feature subspace.
However, sampling the feature space uniformly is not sufficient as we would not know
how many data points to pick in order to achieve a predefined accuracy. For this
purpose, we harness the variance of the GP posterior distribution.

7.7 Variance-Based Selection of Training Data

We considered an initial training set T 8
8 comprising eight randomly drawn target val-

ues and the corresponding feature vectors. This set was randomly drawn from the
overall data set of 1,248 dimers (S13x8 + ROTA + CONF). The set of all 1,240 remain-
ing dimers, the query set Q1240, incorporates only the associated feature vectors. In
a practical setup, electronic-structure calculations would not yet be available for the
query set. After GP regression on T 8

8 including hyperparameter optimization, the GP
posterior distribution was determined for all feature vectors in Q1240 (query vectors).
We chose three different batch sizes (L = 1, 40, 1,240), to demonstrate the advantages
and limitations of batch learning (cf. Section 3.3.1) compared to sequential learning240

(L = 1). In Figure 7.6, we compare BVS against random sampling by examining the
maximum posterior standard deviation, σ̂y,max, of the query set as a function of the
number of training data. The maximum standard deviation can be interpreted as the
maximum prediction uncertainty. To cover the entire range of training data, we set the
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Figure 7.5: Two different representations of the data sets considered in this study: ROTA
(dots), CONF (diagonal crosses), and S13x8 (circles). Left panel: The reference interaction
energy Eref

int (ref = DLPNO-CCSD(T)/CBS) is shown as a function of two intermolecular-distance
measures: the minimum interatomic distance, Rmin, and the cumulative reciprocal interatomic
distance, ρinv, of Eq. (7.26). From this overall data set comprising 1,248 dimers, 40 dimers were
selected by BVS and are given as black crosses. Right panel: The intermolecular dispersion
energy ∆E

D3(BJ)
disp is shown as a function of the first two principal components (-PC1 and -PC2)

derived from the set of histD3(BJ) feature vectors. The first principal component correlates
almost perfectly with ∆E

D3(BJ)
disp (r2 = 0.9917). The training sets (black crosses) shown in both

panels are identical.
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accuracy threshold t to zero. The results shown correspond to the Matérn-1⁄2 kernel and
the histD3(BJ) featurization.

Initially, σ̂y,max fluctuates strongly in the case of variance-based sampling with sequential
learning (L = 1, blue line). As the effect of a new data point on the GP posterior
distribution is larger for small training set sizes, the hyperparameters are more sensitive
to new data points in the initial phase. This hyperparameter sensitivity explains the
observed fluctuations. After adding about 50 training data points, σ̂y,max decays rapidly,
indicating a rapid improvement of the prediction accuracy with respect to the query
set. The profile of σ̂y,max for BVS with a batch size of L = 40 (black solid line) is very
similar to the L = 1 case, but does not exhibit fluctuations in the initial phase. This
apparently more stable behavior can be explained by the initially fixed hyperparameters,
which are only reoptimized after the addition of 40 query vectors to the training set.
As t = 0, all following hyperparameter optimizations (indicated by the black circles)
are also performed after selecting batches of 40 query vectors. In a practical setup, this
approach would be 40 times more efficient than the L = 1 approach, without significantly
altering the number of training data points for a given threshold beyond 50 training data
points. For the hypothetical thresholds t1 = 0.05 kcal mol−1 and t2 = 0.01 kcal mol−1

(gray dashed lines), the algorithm would stop at about 200 and 770 training data points,
respectively, in both cases (L = 1 and L = 40).

The profile of σ̂y,max will change significantly if the hyperparameters are not updated
while adding training data points as in the case of BVS with a batch size of L = 1,240 (red
line). Here, the maximum posterior standard deviation is significantly overestimated
throughout. For instance, the first hypothetical threshold t1 = 0.05 kcal mol−1 is only
reached after adding 821 data points to the training set, which would amount to an
overhead of about 3,700 DLPNO-CCSD(T) single-point calculations compared to the
L = 1 and L = 40 cases. Hence, the actual batch size employed in BVS is an important
parameter that requires careful adjustment.

Compared to BVS, the decay rate of σ̂y,max with respect to the number of training
data is much lower in the case of random sampling (black dashed line and gray band
resulting from 5 repetitions; L = 40). For instace, the first hypothetical threshold
t1 = 0.05 kcal mol−1 is only reached after adding almost all query vectors (1,238) to
the training set. As the posterior variance is not taken into account, potentially many
uninformative (low-variance) query vectors are drawn, which renders random sampling
highly inefficient for the generation of small informative training sets.

It seems that BVS with a batch size of L = 40 is the most efficient option among the
ones considered. However, the posterior variance is only an estimate of the scatter of the
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prediction error and not the prediction error itself. As the GP posterior distribution
is Gaussian, 95.5% of all D3(BJ)-GP errors should be smaller than σ̂y,max. We find
that the Matérn-1⁄2 kernel fulfills this condition after the addition of the first and all
following batches. While the Matérn-3⁄2 yields slightly higher decay rates of σ̂y,max

(Figure 7.7), it violates this condition in an unpredictable manner. As the statistical
validity of the posterior variance is of utmost importance for the efficient and reliable
generation of informative training sets, we choose to incorporate the Matérn-1⁄2 kernel
into the D3(BJ)-GP model.

Figure 7.6: The maximum prediction uncertainty as a function of the number of training data.
The former is measured as the maximum standard deviation of the GP posterior distribution,
σ̂y,max. The initial training set consisted of 8 dimers, which were drawn randomly from the
overall data set (S13x8 + ROTA + CONF). The remaining 1,240 dimers served as pool of potential
training data (query set). The maximum prediction uncertainty relates to the current query set.
Two sampling strategies were considered, BVS with three different batch sizes (L = 1, blue line;
L = 40, solid black line; and L = 1,240, red line) and random sampling with a batch size of
L = 40 (black dashed line and gray band obtained from 5 repeated draws). Intersections with
two possible accuracy thresholds, t1 and t2 (gray dashed lines), are highlighted by vertical lines.
We employed the Matérn-1⁄2 kernel and the histD3(BJ) featurization to produce this figure.

The actual prediction error of the D3(BJ)-GP model for PBE obtained from both BVS
and random sampling is shown in Figure 7.8. It is based on the same initial training and
query sets as those employed for the production of Figure 7.6. In all cases, a batch size
of L = 40 was chosen. We employed the Matérn-1⁄2 kernel and both featurizations intro-
duced in this work, eigD3(BJ) (black lines) and histD3(BJ) (red lines). Mean (dashed
lines) and standard deviation (gray bands) of the prediction errors obtained via random
sampling are the result of 5 repeated draws. Additionally, we report the prediction er-
ror of the D3(BJ) model for PBE (green line). Note that we consider the MAE instead
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Figure 7.7: The maximum prediction uncertainty as a function of the number of training data.
The former is measured as the maximum standard deviation of the GP posterior distribution,
σ̂y,max. The initial training set consisted of 8 dimers, which were drawn randomly from the
overall data set (S13x8 + ROTA + CONF). The remaining 1,240 dimers served as pool of potential
training data (query set). The maximum prediction uncertainty relates to the current query set.
Two sampling strategies were considered, BVS with three different batch sizes (L = 1, blue line;
L = 40, solid black line; and L = 1,240, red line) and random sampling with a batch size of
L = 40 (black dashed line and gray band obtained from 5 repeated draws). Intersections with
two possible accuracy thresholds, t1 and t2 (gray dashed lines), are highlighted by vertical lines.
We employed the Matérn-3⁄2 kernel and the histD3(BJ) featurization to produce this figure.

of the MARE as the posterior variance is learned from absolute residual interaction
energies. Learning their relative analog is inefficient as the division by the reference
interaction energy would annihilate the smoothness of the target function gained by
applying the ∆-learning approach311 introduced by von Lilienfeld and co-workers.

BVS leads to significantly smaller prediction errors than random sampling, independent
of the number of training data considered. This finding confirms the hypothesis that
query data associated with a high posterior variance likely contribute to the overall
error in a significant way. For both sampling strategies, we find that the histD3(BJ)
featurization leads to systematically smaller prediction errors than its eigD3(BJ) analog,
which is in agreement with the findings discussed in Section 7.5. Note that the query
sets obtained with random sampling and BVS are different and, therefore, a comparison
of the corresponding prediction errors is somewhat biased. For this reason, we only refer
to the prediction errors associated with BVS in the following.

As the query set decreases constantly, two effects are intermingled in the D3(BJ)-GP
prediction error: The degree of improvement by adding more training data (learning
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rate) and the improvement by removing instances with large absolute errors from the
query set. The change of the D3(BJ) prediction error supports unfolding these effects as
it is not affected by the training data (it would be constant for a fixed test set). Hence,
the change in the difference between the D3(BJ)-GP and D3(BJ) prediction errors can
be interpreted as the learning rate of the D3(BJ)-GP model. It only increases until the
addition of about 200 training data points (and again for >1,000 training data points).
However, the learning rate is positive throughout as the D3(BJ)-GP prediction error
is constantly smaller than its D3(BJ) complement. This finding is independent of the
featurization.

Figure 7.8: The prediction error (as measured by the logarithm of the MAE) of the D3(BJ)-GP
model for PBE as a function of the number of training data. The initial training set consisted of
8 dimers, which were drawn randomly from the overall data set (S13x8 + ROTA + CONF). The
remaining 1,240 dimers served as pool of potential training data (query set). The prediction
error relates to the current query set. Two sampling strategies were considered, BVS (black and
red solid lines) and random sampling (dashed lines and gray bands obtained from 5 repeated
draws). In all cases, we used a constant batch size of L = 40. Additionally, we considered the
prediction error of the D3(BJ) model for PBE. We employed the Matérn-1⁄2 kernel and both
histD3(BJ) (black lines) and eigD3(BJ) (red lines) featurizations to produce this figure.

Conclusion

We introduced the D3(BJ)-GP model, which adjusts for systematic errors in D3(BJ)-
type dispersion corrections by harnessing the capabilities of Gaussian process (GP)
regression. The model learns mappings from linear combinations of atom-pairwise
D3(BJ) terms (input) to errors in PBE-D3(BJ)/ma-def2-QZVPP interaction energies
(target) with respect to DLPNO-CCSD(T)/CBS. We generated input–target pairs for
1,248 molecular dimers, which resemble the dispersion-dominated systems contained in
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the S66x8 data set.352,353 Our systems represent various out-of-equilibrium distances,
conformations, and relative orientations. As the empirical D3(BJ) parameters (a1,
a2, s8) were previously optimized with respect to CCSD(T)/CBS interaction energies,
we performed a reparametrization of the D3(BJ) model for PBE with respect to 66
dimers selected from our data set. At the global minimum, a1 and s8 equal zero
and a2 = 5.6841 bohr, effectively eliminating all dipole–quadrupole terms from the
D3(BJ) energy expression. We found that these three parameters perform best for the
remaining 1,182 dispersion-dominated dimers compared to previously published PBE-
specific D3(BJ) parameter sets.102,106,366 When repeating the optimization after replac-
ing the DLPNO-CCSD(T)/CBS interaction energies by their CCSD(T)/CBS analogs,
the global minimum was still located at a1 and s8 equal to zero. This finding suggests
that a single empirical D3(BJ) parameter, a2, is sufficient to yield reliable dispersion
corrections for dispersion-dominated systems, at least for the PBE functional.

Compared to the D3(BJ) model, which has a fixed functional form and is global with re-
spect to its parameters, the D3(BJ)-GP model has a high degree of functional flexibility
as it is based on a local, nonlinear kernel. Therefore, D3(BJ)-GP-type dispersion cor-
rections can be significantly improved for a given domain of application by adding new
input–target pairs to the training set representing that domain. Regarding interpola-
tion, we showed that the D3(BJ)-GP model is associated with a steep learning curve and
starts to improve over D3(BJ) after training it on less than five data points. After the
addition of about 30 data points, the predictions continued to improve only marginally.
Regarding extrapolation, the accuracy of dispersion corrections improved only slightly
(by about 1 %) or even declined with a close-to-zero or even negative learning rate.
These results show that the performance improvement of the D3(BJ)-GP model criti-
cally depends on the composition of the training set. It is not enough to sample the
domain of application uniformly as we do not know the number of data points required
to achieve a certain accuracy beforehand. Furthermore, uniform sampling does not
distinguish between relevant and irrelevant input dimensions, which are also unknown
beforehand. Hence, selecting the training set a priori, as done in the case of the original
D3(BJ) model, is a poor strategy for learning D3(BJ)-GP-type dispersion corrections.

To optimally increase the performance of the D3(BJ)-GP model, it is built on dynamic
training sets. We aimed at selecting training sets that are maximally informative, i.e.,
that contain the least number of data points to achieve a predefined accuracy over a
given domain of application. For this purpose, we exploited the variance of the GP
posterior distribution. Of all potential training systems considered, the system with the
highest posterior variance is selected (referred to as variance-based sampling). If inter-
action energies are not yet available for the new training system, electronic-structure
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calculations must be carried out. Subsequently, the GP posterior distribution is up-
dated and the next training system is selected. Through this active learning process,
we obtain a system-focused, self-improving model for dispersion interactions equipped
with confidence intervals. We demonstrated that the posterior variance can be approx-
imately updated from only the input variables of the new training system, which are
obtained efficiently from D3(BJ) calculations. This way, we collect a batch of new train-
ing systems before the corresponding electronic-structure calculations are being carried
out at the same time. We refer to this selection approach as batch-wise variance-based
sampling (BVS). BVS-guided active learning renders our D3(BJ)-GP workflow efficient
and controllable. We showed that dynamic training sets significantly improve the learn-
ing rates of the D3(BJ)-GP model. For the data set studied, it systematically yields
improved dispersion corrections, which can be calculated almost as efficiently as their
semiclassical D3(BJ) complements. Like its predecessor D3, the D3-GP approach is
implemented in a black-box fashion, the difference being that the latter requires a spec-
ification of the training set (representing the domain of application). Once benchmark
data are provided for the associated systems (we recommend an automated selection
by our BVS-guided active learning scheme), the D3(BJ)-GP model will update itself
through an optimization of the underlying GP hyperparameters. Note that the D3 pa-
rameters (here, of the BJ damping function) are not affected by this procedure. They
are only determined once as in the original D3 approach.

Although we have examined the D3-GP approach with respect to the PBE functional
and the BJ damping function only, the D3-GP workflow can be straightforwardly gen-
eralized without further effort as it is independent of the electronic-structure approxi-
mation and the damping scheme. As it is also independent of the dispersion coefficient
model, the D3-GP workflow would essentially be the same for the D4 approach. More-
over, modifications of the input variables (molecular representations) will render any
Dx-GP approach also applicable for other, non-Dx-type dispersion corrections. One
could also learn reference interaction energies directly— instead of indirectly via the
residual interaction energy defined in Eq. (7.15). In that case, however, the physical
information already encoded in the quantity to be corrected (here, PBE-D3(BJ)/ma-
def2-QZVPP interaction energies) would need to be encoded into the input variables,
which is an intricate and ambiguous task. Eventually, the workflow is not even problem-
dependent. Our BVS-guided active learning scheme combined with GP regression could
be helpful for a diverse range of prediction tasks.

To make our Dx-GP approach generally accessible, we will release a version-controlled
database in future work. This database can then be used and updated to collectively
improve on the Dx-GP model. Version control is crucial as the database is dynamic,
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which affects the composition of the training set generated by BVS-guided active learn-
ing. With version control, previous results can be permanently reproduced even though
the database has been altered meanwhile.
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8
Conclusions and Outlook

In this thesis, Gaussian process (GP) regression was leveraged for the study of quan-
tum chemical properties. Specifically, we studied chemical reaction networks on a sin-
gle potential energy surface as well as dispersion interactions of long-range interaction
dominated systems. Since many chemical phenomena are either computationally too
expensive to calculate accurately (e.g. dispersion) or involve a vast number of compo-
nents (e.g. chemical reaction networks), the ability of GP regressions to analyze and
predict properties in polynomial rather than exponential time is critical. Incorporating
GP regression and other machine learning techniques in future research will lead to new
insights and accelerate the discovery of novel chemical phenomena.

To counteract the notoriety of machine learning to be difficult to interpret, we first
approached the design of descriptors. Considering an elementary expression for the
electronic energy allowed us to discuss two widely used descriptors of molecular simi-
larity from the point of view of electronic structure theory: the Coulomb matrix (CM)
and the smooth overlap of atomic positions (SOAP). We showed how to ground their
definitions into electronic structure theory by (i) introducing the Coulomb list (CL)
that allowed us to scrutinize the rather arbitrary diagonal entries of the CM and its
non-transparent diagonalization step and by (ii) relating the fuzzy density that encodes
molecular structure for SOAP to the actual electron density by creating a new concept
called smooth overlap of electron densities (SOED), which then also carries electronic
structure information directly into the descriptor.

Our formal discussion was accompanied by an example that served the purpose to illus-
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trate the results one obtains with the standard descriptors CM and SOAP and with our
new descriptors CL and SOED. The example was chosen to provide structures connected
through an elementary reaction step—reactant, transition state (TS), product—that is,
structures that are rather similar by definition and that occur in chemical reaction net-
works. Whereas structural change is smooth, the electronic structure differs significantly
and much more abruptly, which is the reason why the TS structure acquires a higher
energy than the reactant and product structures. This situation therefore introduces a
peculiar twist that would allow one to argue based on the geometric structure that the
TS structure is more similar to either product and reactant than product and reactant
are similar to one another, while the difference in electronic structure prompts one to ar-
gue that the stable intermediates, that is, product and reactant, should be more similar
to one another with respect to the nature of their electronic structures. The CL yields
more interpretable traces than the CM but nevertheless suffers from similar limitations.
SOED is more sensitive than SOAP but the latter is formally and in practise a good
approximation of the electron density. We demonstrated the connection between the
first principles of quantum mechanics and the CM and SOAP by analyzing an elemen-
tary step, which makes them conceptually suitable for the whole of chemical space due
to their dependence on the nuclear charge and electron density.

Afterwards, we applied the insight from the descriptor analysis to a data set generated
by chemical reaction network exploration. All structures are related by an elementary
step and remain on the same potential energy surface. We used dimensionality reduction
to analyze the input space of structures but neither structural nor electronic descriptors
differentiated well between TS structures and stable intermediates, as the former are
similar to the latter but have more complex electronic structures. The set contains
reference data obtained with coupled cluster including single and double excitations
with the perturbative triples correction (CCSD(T)), as well as the underlying Hartree–
Fock calculation and a density functional theory result with the PBE functional. Direct
learning and ∆-machine learning, learning the difference between the Hartree–Fock and
the CCSD(T) energy, were compared in absolute and relative terms. Electronic features
like the single particle spectrum or the gaps between the highest occupied and lowest
unoccupied molecular orbitals were not able to separate TS structures from minimum
structures, hence more elaborate electronic information is likely necessary. Although the
studied structures are chemically related and lie on the same potential energy surface,
this property may not assist the learning process significantly. However, our results
suggest that a compact training set in chemical space somewhat improves GP regression
accuracy.

Finally, we introduced the D3(BJ)-GP model, which adjusts for errors in D3(BJ)-type
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dispersion corrections by harnessing the capabilities of GP regression. To remain close
to the physical underpinnings of the D3(BJ) model and leverage the ∆-machine learning
approach once more, the GP regression learns from the atom-pairwise D3(BJ) terms to
predict errors of D3(BJ)-corrected PBE DFT result with respect to a complete basis
set extrapolated DLPNO-CCSD(T) result (where DLPNO refers to the domain-based
local pair natural orbital variant of coupled cluster). We produced a data set of ethyne–
pentane dimers, including reference energies obtained with the aforementioned methods.
These dimers lie also on the same potential energy surface and hence can be interpreted
similarly as in the previous data set from the chemical reaction network exploration.

We first reparametrized the base model, D3(BJ), with a portion of our data set to be
comparable to the machine learning model. The reparametrization showed that the
weight of the dipole–quadruple interaction tends to zero. Therefore, maintaining the
accuracy of dispersion corrections can be achieved by using just a single parameter.

Due to the system-focused approach of the D3(BJ)-GP model, it is capable of interpo-
lating well to new but similar systems after being trained on only a few examples, yet
it does not perform better than the base model of D3(BJ) for extrapolative tasks. We
employed active learning to improve the performance of our method by utilizing the
posterior uncertainties of the GP regression to sample new data points, and introduced
a variant called batch-wise variance-based sampling (BVS). This informs the selection
for data points which require a reference calculation and performs better than a random
sample.

The system-focused parametrization approach offers a high degree of principled flexibil-
ity when fitting models, in contrast to the attempts to create general empirical models
that attempt to cover most of chemical space. The exploration of chemical reaction
networks is a promising avenue for further machine learning applications and is system-
focused by design. The large amount of data created necessitates new approaches to
unify physical models with data models and automation. Nevertheless, it is important
to keep in touch with the quantum chemical roots, as only theoretical analysis can help
with systems that are too far outside the training data.
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Appendix

A.1 Cartesian Coordinates of Molecules in Elementary Step

A.1.1 Reaction 1

14
reac tant
C −1.8843720675 0.1118253877 0.7752642205
C 0.6949809787 −0.9746341777 0.0247783307
O −0.1047505509 −1.7898023304 0.5965789546
N 1.8005378734 −1.1143218545 −0.6553266430
C −1.0357023940 0.6974485864 −0.1560342820
C 0.3929464278 0.6583726786 0.0861340669
N 1.3656179385 1.1925705852 −0.8141970780
C 2.1131547882 0.1709658586 −1.1232388473
H −1.0339069469 −1.1513055530 0.7101278330
H −2.9474027972 −0.0389253512 0.5263903688
H −1.6640427516 0.2293072663 1.8543660110
H −1.3595587791 0.8520931961 −1.2014601059
H 0.6627268526 0.8754830560 1.1482497174
H 2.9997714281 0.2809226518 −1.7716325468
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14
t s
C −2.0212197833 0.3649065065 0.7624689009
C 0.7762326251 −0.9537862747 0.0236576061
O 0.0765223497 −1.9195581935 0.6027179293
N 1.8564067983 −1.1193144595 −0.6774647872
C −1.0960564597 0.6642774410 −0.1750909141
C 0.3743798327 0.5276914068 0.0906753346
N 1.3310512967 1.1642323596 −0.8020052665
C 2.1263427661 0.1894628541 −1.1369349453
H −0.8006482486 −1.5289653436 0.8402913307
H −3.0955724214 0.3280754503 0.5264159011
H −1.7375355785 0.1912725740 1.8165936841
H −1.3911560724 0.8743172747 −1.2170844069
H 0.5954486856 0.8706080015 1.1306838144
H 3.0058042096 0.3467804026 −1.7849241811

14
product
C −1.9390084795 0.1216112969 0.8173939329
C 1.0363728189 −1.6424291956 −0.0931516258
O 0.3300577563 −2.3778426396 0.5004660595
N 1.9137924101 −1.0866841591 −0.7667679667
C −0.9061423148 0.5715711852 −0.1669488688
C 0.3420483658 0.9784629616 0.1696482009
N 1.3768682942 1.2440262436 −0.7330572821
C 2.0875888846 0.2517565025 −1.1332485196
H −1.9960646540 −0.9913182993 0.8132639674
H −2.9545140972 0.4939450604 0.5718576673
H −1.6904611505 0.4305657512 1.8524881097
H −1.1474906724 0.4867809944 −1.2423444512
H 0.6152889515 1.1045181159 1.2372284405
H 2.9316638872 0.4150361819 −1.8268276640
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A.1.2 Reaction 2

20
reac tant
C −1.5871877940 0.4085709190 0.9185292247
C 0.6799499068 −0.9379160394 −0.3113873230
O 0.1940997452 −1.4914317843 0.7420567815
N 1.5209387024 −1.3694178578 −1.2197335174
C −1.2540408231 0.4851196815 −0.4238190111
C 0.1731045683 0.5277596355 −0.7580912957
N 0.6691373228 0.6478917316 −2.1024820933
C 1.4302115951 −0.3952098837 −2.2052962273
H −0.7341791382 −0.8378472735 0.8527780068
H −2.6228554287 0.1568204398 1.2306614159
H −0.4655227327 −0.3569669191 3.3151366953
H −1.9692119826 0.1188524759 −1.1773435332
H 0.7232992970 1.2234544979 −0.0796161729
O 1.7065321892 −0.4681056720 −4.5055774999
N 2.2655269018 −0.5838326737 −3.4227414345
O 3.4503868487 −0.8244339749 −3.2167567161
O −0.8353674579 1.0936306005 1.8422866476
C −0.9392626968 0.6405949561 3.1889491989
H −0.4037969398 1.3768597270 3.8155604286
H −2.0017620836 0.5856074136 3.5168864250

20
t s
C −1.7039457237 0.6472293157 0.8906050760
C 0.7601683881 −0.9658410957 −0.3549822706
O 0.4414467669 −1.6425662128 0.7364452440
N 1.5856585386 −1.3829948799 −1.2701966178
C −1.3124714874 0.4362443846 −0.3912305795
C 0.1546997624 0.3960237862 −0.7172839829
N 0.6254619133 0.6062128851 −2.0815332927
C 1.4344788930 −0.3916015971 −2.2395262145
H −0.3815230140 −1.2269765761 1.0855233501
H −2.7573638723 0.5625979079 1.2218250207
H −0.5820985527 −0.3693713442 3.3435378488
H −2.0515822538 0.1724212000 −1.1604831553
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H 0.6727164831 1.1434331616 −0.0669227147
O 1.6986206557 −0.4247565633 −4.5443951497
N 2.2638540916 −0.5358759470 −3.4642745436
O 3.4543045219 −0.7577226109 −3.2651002854
O −0.8015512068 1.0603907592 1.8261476087
C −0.9937138233 0.6521381016 3.1742453342
H −0.4392167342 1.3621926212 3.8153651361
H −2.0679433464 0.6588227039 3.4622341881

20
product
C −1.6605719822 0.3475370056 0.9228626248
C 1.0430010013 −1.5308973075 −0.1694388020
O 0.6558512260 −1.9231543267 0.8704216568
N 1.6111044350 −1.3415238616 −1.2569968482
C −1.1707962133 0.3922783236 −0.4930691713
C 0.0486276197 0.8723824581 −0.8275381885
N 0.6677606580 0.7047206532 −2.0748011985
C 1.4027968891 −0.3318026200 −2.1739499355
H −1.7114081563 −0.7376755255 1.2063559564
H −2.7118310308 0.7285425839 1.0015531222
H −0.4865540030 −0.4107137917 3.2672303075
H −1.8044155391 −0.0926016285 −1.2547128247
H 0.6577968995 1.3794061396 −0.0543978674
O 1.6687308516 −0.3995721095 −4.4952078462
N 2.2322882592 −0.5259462887 −3.4200355988
O 3.4144473109 −0.7790061158 −3.2160845217
O −0.7938904088 1.0441391238 1.7838446006
C −0.8776309346 0.6261209077 3.1303096685
H −0.2618348577 1.3201289402 3.7342297908
H −1.9234720245 0.6576374399 3.5194250751
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A.1.3 Reaction 3

26
reac tant
C −2.2093812622 0.3745445801 1.0869787823
C 0.1318205933 −0.8466480183 −0.2161082950
O −0.4972146095 −1.5949917006 0.6367444717
N 1.0041882432 −1.1304334783 −1.1389504362
C −1.6334577315 0.7704521843 −0.1040470967
C −0.1758156099 0.7199794856 −0.2787370831
N 0.4839933350 1.1340016110 −1.4853826471
C 1.1569447661 0.0786747198 −1.8655662036
H −1.3443231640 −0.9761981024 0.8567232688
H −3.2995421729 0.1846771648 1.0595928911
H −3.1183840843 −0.6122217671 3.5663531590
H −2.2342939336 0.7649342264 −1.0308194698
H 0.3689259937 1.1314726779 0.6046898025
H 3.9670644341 0.4427323687 −1.9944669101
C −1.6691869211 0.6366639773 2.4906948403
H −2.1090289564 1.6078900638 2.8137244200
H −0.5710813678 0.7933713523 2.4710347393
C −2.0228455722 −0.4427002449 3.5179765601
H −1.5413244582 −1.4095831486 3.2680666473
H −1.6845137115 −0.1525549519 4.5323167597
C 2.0768081722 0.0745097718 −3.0498296078
H 2.0252216984 1.0744010389 −3.5226543930
H 1.6822827048 −0.6656621446 −3.7808627956
C 3.5180629309 −0.3045208337 −2.6804082255
H 3.5397398478 −1.2888914769 −2.1721677594
H 4.1553408359 −0.3638993555 −3.5848954192
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26
t s
C −2.3231208358 0.6342452564 1.1155334315
C 0.2081656285 −0.8874405740 −0.2275837095
O −0.2994199536 −1.7646378982 0.6332261799
N 1.0553097609 −1.1630238884 −1.1661715695
C −1.6881653897 0.6973991987 −0.0831700053
C −0.1983459225 0.5897317617 −0.2499135080
N 0.4460058019 1.0808489830 −1.4596288537
C 1.1600502708 0.0681952045 −1.8751810491
H −1.1134853325 −1.3453987177 1.0037472078
H −3.4275046203 0.5773665947 1.0979253500
H −3.1381371572 −0.6050830765 3.5177875642
H −2.2783065996 0.6742993091 −1.0146526003
H 0.3130676598 1.0765992213 0.6150964381
H 3.9731808255 0.4617714754 −2.0038037715
C −1.7104562754 0.7285523243 2.4941107240
H −2.0893608046 1.6714201746 2.9499596256
H −0.6088307375 0.8495787995 2.4320644351
C −2.0449489403 −0.4290992993 3.4512000256
H −1.5682221661 −1.3818199101 3.1392327695
H −1.6798036870 −0.2070229351 4.4739597656
C 2.0798063290 0.1000780368 −3.0587150619
H 2.0243340059 1.1048744345 −3.5203307195
H 1.6904482865 −0.6335065297 −3.7994906474
C 3.5211993916 −0.2833150196 −2.6901233376
H 3.5375273600 −1.2675712002 −2.1812201578
H 4.1590131017 −0.3470417258 −3.5938585257
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26
product
C −2.2640854880 0.2934275818 1.0782094707
C 0.3934605020 −1.5133236643 −0.2129616138
O −0.1385691088 −2.1089502035 0.6589078148
N 1.0844336605 −1.1257026633 −1.1619607725
C −1.5347767539 0.7145860782 −0.1692348270
C −0.2264308167 1.0602097626 −0.2541552790
N 0.5102993055 1.1663462952 −1.4386521697
C 1.1498743879 0.1165994538 −1.8300378345
H −2.3491295423 −0.8183138781 0.9977250969
H −3.3167994456 0.6506945919 1.0450381265
H −3.1108449727 −0.5331644985 3.6062483457
H −2.0838220178 0.5826922882 −1.1196452892
H 0.3681591920 1.2312828851 0.6647915838
H 3.9579925586 0.4870475602 −1.9974736634
C −1.6391068434 0.6210931996 2.4443454137
H −1.9421349378 1.6442497644 2.7547970293
H −0.5317589407 0.6488315644 2.3637615573
C −2.0118142867 −0.4015406613 3.5225199761
H −1.5765003156 −1.3937816344 3.2821467034
H −1.6336887984 −0.1024871883 4.5209186518
C 2.0567250792 0.1109238108 −3.0322438437
H 1.9942617741 1.1121234614 −3.4991937182
H 1.6551035507 −0.6291390958 −3.7593408846
C 3.5063833972 −0.2591285542 −2.6824430102
H 3.5523522386 −1.2488814872 −2.1856185852
H 4.1304166224 −0.3056947686 −3.5964482790
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A.2 Model dependencies in machine learning

parameter optimization
�learning algorithm A

Reference: Mref : X 7! Y
e.g. the PES, y := Eel and x := RI

Mref

x

y

observed, discrete data
e.g. ref. calculation at fRIg

Dsel = f(xi, yi)gN
i=1

Nature: Mtruth ?
�Mref

Candidate models:
e.g. Jacob’s Ladder,
power series,
linear regression

Regularization & error measure
e.g. squared error

Distribution: P ref

selection � P sel � P ref

Dtest � P sel

validation & test
e.g. benchmarks

benchmark M∗ �Dtest
�
�Mref final hypothesis M∗ �Dsel

�
�Mref

e.g. PBE, Hammett equation

Figure A.1: Diagram of the dependencies of a fitted model: The reference model to be approx-
imated,Mref is a function from the input space, X to the target space, Y, with instances x and
y, that could be the electronic energy Eel and the nuclear coordinates RI . The underlying dis-
tribution for the reference model is P ref. The training data that is selected, Dsel, are N discrete
instances from the reference model, following P sel. The set of candidate models is constrained
by regularizers and a specific error measure. After finding the correct parametrization with
the learning algorithm, the selected model that should approximate the reference model can be
evaluated with the test set D � P test.
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A.3 Chemical reaction network generation and analyses

A.3.1 Generation of chemical reaction network

Instead of performing a coupled cluster calculation for every minimum found by the
exploration, we iterated through a decision process outlined in the diagram of Figure
(A.2) until we reached the 401 structures. The loop loads a reaction and evaluates
whether the elementary step has an associated TS. Then it is checked whether the
TS that was found with xTB also has a DFT-converged structure associated with it
(optTS), because only then we would deem the reaction as credible enough. A similar
decision happens for the minima (R), i.e. after they are loaded, it is checked whether
the optimization yielded converged structures (optR) Only then, if all participants of a
reaction has converged structures, a coupled cluster (CC) calculation would be set up.

get reaction

get TS

9 optTS?

get opt TS

get R

9 optR?

get optR

do CC

no

no

next

Figure A.2: The decision mechanism of whether a coupled cluster (CC) calculation is started
for any given structure participating in each reaction. The loop iterates through all the explored
reactions according to discovery time. It checks for each associated transition state (TS) whether
there is an optimized transition state (optTS) and similarly for each reactand (R) whether there
is an optimized reactand (optR). If all criteria are met, a coupled cluster calculation is set up
and the loop is reset.
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A.3.2 Biplot of HOMO-LUMO gaps
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Figure A.3: On the left is a histogram of the energies of minima (blue) and TS (red).
When analyzing the gaps of HOMO-LUMO, HOMO-1-LUMO, HOMO-LUMO+1, and HOMO-
1-LUMO+1 in our reaction network with a PCA (as in the main text) it is possible to look at the
original feature axes that span the new, variance-maximizing subspace. This is called a biplot.
From this we see that two axes coincide towards the bottom left and top left, respectively. The
ones on the bottom left are the two gaps starting from the HOMO and the ones from the top left
start from the H-1, hence it seems more important to explain the variance in terms of occupied
orbitals than the unoccupied orbital in the respective transitions.
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A.3.3 Normalized Euclidean distance

Using the normalized Euclidean distance,

NED2(u, v) = d2
W (u, v) =

1

2

Var(u� v)

Var(u) + Var(v)

for the CME representation, we obtain a similar picture as SOAP in the main text for
the root of those distances (Figure A.4).
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Figure A.4: As in the main text, the similarities between R-TS, TS-P, and R-P, this time in
the CM eigenvalues space, showing a similar picture as for the one in the main text, which was
in SOAP.
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