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The Human Immunodeficiency Virus (HIV) is a measurably evolving pathogen
responsible for the Acquired Immune Deficiency Syndrome (AIDS). Since the
within-host evolution timescale is faster than the between-host transmission
one, phylogenetical information can be used to infer epidemiological parame-
ters. One possible piece of information that was proposed to be embedded in
the sequences sampled from the hosts of an epidemics is the transmission tree.
The phylogeny reconstructed from the sequences is used as an approximation
of the transmission tree. This assumes that the within-host evolution has a
negligible effect on the transmission tree reconstruction. In order to explore
this assumption, this work presents the implementation of a mechanistic model
of within-host viral evolutionary dynamics. A preliminary analysis identified
the tree triplets distance as a suitable metric for reconstructed transmission
tree comparison and reconstruction performance inference. Subsequent anal-
ysis explore the role of sampling time and mutation rate on transmission tree
reconstruction performance. Different sampling strategies along the epidemics
were proposed and confronted. The results suggested heterochronous sampling
have a better reconstruction performance in comparison to homochronous sam-
pling at the end of the simulation. Nevertheless, the heterochronous sampling
strategies seem to present analogous performance. The role of the mutation
rate was explored by simulating epidemics with a higher and a lower mutation
rate, respectively. A higher mutation rate seems to provide more evolutionary
signal for the reconstruction, improving its performance. This work represents
a step towards the comprehension of the role of various factors on transmis-
sion tree reconstruction, and provides a software for hypothesis testing in a
within-host evolution framework.
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1 Introduction
After more than 30 years from its first isolation in 1983 [1], the Human Immunodeficiency
Virus (HIV) still causes estimated 2.1 million new infections yearly worldwide and 1.1
million Acquired Immune Deficiency Syndrome (AIDS) related deaths [2]. The develop-
ment of an effective treatment was an important milestone in the fight against this disease
for two reasons: firstly, the decreased viral load in treated patient increases their life ex-
pectancy, restoring it to almost uninfected levels [3]. Secondly, treatment decreases HIV
presence in body fluids, making patients under correct treatment regimen consistently less
infectious [4]. Nevertheless, HIV still eludes an effective cure or a vaccine, partly due to
the fast mutation rate characterizing retroviruses, partly due to its presence in latently
infected cells [5]. Treatment is not available everywhere, for both economic and logistic
reasons, and not everyone infected by HIV is aware of being infected. Furthermore, treated
patients might not adhere to the treatment, and new infections happen also in countries
where treatment is widespread [6]. For this reason, prevention policies share a central role
with drug based intervention strategies to limit the spread of the disease.
The inference of transmission trees, clustering together donor-recipient pairs, gives deeper
insights on the disease spreading patterns. Data and methods to construct these trees are
of major interest for the understanding of, for example, the efficacy of the treatment, the
disease dynamics in risk groups and the identification of the contributors to the spread of
the disease. One possible method is to perform contact tracing on an epidemics subgroup,
but it is complicated and often inaccurate [7]. The most informative and readily available
data on disease dynamics are viral sequences from hosts infected by a measurably evolving
pathogen. Tools to correctly infer transmission chains from viral sequences must thus be
developed and tested. Inferring the unknown transmission history within an epidemics has
paved the way to a better understanding of the infection spread dynamics and to potential
control strategies.
This work reports the developing of a multiscale (within and between-host) HIV viral and
evolutionary dynamics software for the investigation of the effects of within-host evolution
on the performance of transmission tree reconstruction. More specifically, I will look into
the effects different viral mutation rates and different host blood sampling times have
on the quality of the transmission tree reconstruction of an epidemics. While host sam-
pling times are not a within-host parameter, it results in sequences evolving for a different
amount of time before being sampled, and thus actively influences the effects of within-host
evolution. In the subsequent paragraphs, I will describe some of the extreme complexity
of the HIV virion and its infection, in order to subsequently highlight the features deemed
most important for inclusion in the model. The practice of transmission tree reconstruc-
tion is presented, together with an overview of some of the modelling techniques covering
different aspects of the HIV infection, including its within-host dynamics and why a new
model is deemed necessary.

The Virion HIV is a retrovirus with two 10 kb long RNA strands. Its genome consists
of ten genes: pol, gag, env, tat, rev, vif , vpr, vpu, nef , nef and tev. Pol, coding for the
protease, the reverse transcriptase, the RNase H and the integrase, gag, coding for capsid
proteins, and env, coding for the gp120 and gp41 viral glycoproteins, are arguably the
most understood and sequenced HIV genes. The genome is enclosed in a capsid composed
of viral proteins and a lipidic envelope hosting viral glycoproteins.
The partial elucidation of HIV cell entry and infection mechanism was possible by many
experimental efforts and theoretical works in the field of mathematical modelling [8] [9]
[10] [11] [12]. Among host HIV transmission happens through mucosal membranes most
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often by just one or few viral variants, and mainly targets activated CD4+ cells [13].
Other cells types that can also be targeted by HIV infection include macrophages [14]
and dendritic cells [15] [16]. After successful infection, HIV rapidly disseminate in gut,
genitalia, gastric mucosa, liver, central nervous system, lymph nodes and breast tissue
[17] [18] [19] [20], while a compartment of latent cells is maintained [21]. Cell entry is
mediated by interaction with the CD4 coreceptor and at least one of the coreceptors
CCR5 or CXCR4 [22]. Once entered, the viral reverse transcriptase acts on the viral
RNA content and to produce a double stranded DNA, which is then integrated in the
host cell genome. This step is particularly error prone, as the reverse transcriptase lacks
exonucleolytic proofreading [23], resulting in a mutation rate of around 2·10−5 mutations
nt−1 cycle−1 [24]. Due to the fast mutation rate, HIV exists in a host as a quasispecies, the
ensemble of all the mutants generated by the mutation-selection process, with selection
exerted, in absence of treatment, by the host’s immune system [25]. The innate immune
system, particularly the natural killer compartment, responds rapidly and not specifically
to the infection. Soon after infection, the adaptive immune system potently responds in a
strain-specific way, selecting for escape variants [26], less susceptible to immune clearance
[27] [28].

Transmission trees In order to unravel the transmission history of an HIV epidemics,
one could perform contact tracing interviews with all the subjects studied, reconstruct
the contact network and, thus, the transmission history [29] [30]. This approach easily
becomes unfeasible with epidemics of bigger sizes, because of the need for complete and
accurate epidemiological parameters like the infection times or the geographical location
[7]. HIV within-host sequence evolution happens at a faster pace than between-host trans-
mission events [31], thus a more recent approach proposes the exploitation of information
on sequence similarity and sampling time of the infected hosts to extract new insights on
the transmission pairs: the relatedness of the viral strains sampled, the phylogeny, is used
to infer the transmission tree with the assumption that similar viruses are close in the
transmission history [32] [33] [34] [35]. Blood samples from the hosts are sampled, viral
strains are sequenced by direct Sangers bulk sequencing [36] [37] [38] or next-generation
sequencing (NGS) [39] [40]. The sequence composed by the most frequent nucleotide at
each loci is named consensus sequence and need not be in the blood sample. Consensus se-
quences are generated for each host and a phylogeny thereof is inferred. Leitner et al. [41]
were the first to analyze the performance of using phylogeny for inferring a small trans-
mission history known by contact tracing. They were able to reconstruct the transmission
events in 12 out of 13 taxa. Phylogenetic relatedness was subsequently used, for example,
to investigate transmissions in criminal cases [42], to investigate a possible surgeon trans-
mitting HIV to a patient [43], to investigate on a male accused of rape [44], to elucidate
foot-and-mouth virus transmission pathway [45], to infer social network structure in HIV
epidemics [46] or infer sexual and parenteral transmission [47]. The reconstruction of the
transmission tree from the phylogeny is all but trivial, as their topology can differ as a
consequence of the earlier coalescence time of the leaves in the former as compared to the
latter, incomplete patient sampling and within-host evolution. HIV measurably evolves
within a host at a faster rate compared to the between-host transmission rate, possibly
confounding transmission tree reconstruction. Internal nodes in a phylogeny represent the
most recent common ancestor between two lineages, whereas in a transmission tree they
represent the time of transmission. It follows that the transmitted strain coalescence in the
phylogenetic tree must predate the infection time. Though phylogenetical reconstruction
of transmission trees has become widespread, the data it yields ever more precious and
the methods more advanced [31], caution about the basic assumptions of this method is
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Figure 1: Between-host transmission with within-host evolution. Different colors repre-
sent different hosts. (a) The B host infects first the G host, then the R host.
The within-host evolution occurs independently in every host, and transmis-
sions are represented by immigration of a single viral strain from the donor to
the recipient host. Sampling of a single viral strain per host was conceptually
exemplified at three different times, represented by the orange, the blue and the
violet points. The ellipses represent the continuation of the within-host evolution
of the respective phylogeny. (b) resulting phylogram for the orange sampling.
(c) resulting phylogram for the blue sampling. (d) resulting phylogram for the
violet sampling. The dashed green and red lines represent the transmission times
of the B host to the G and to the R hosts, respectively. The most recent com-
mon ancestor of each phylogram does not have to coincide with the transmission
time.
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necessary [48] [38] [49]. Here I propose a framework for the simulation of an HIV epidemics
within- and among hosts and use it to test the influence of viral within-host evolution on
transmission chain reconstruction. The interplay of within-host evolution and between-
host transmission is idealized in figure 1, with three hosts, called B, R and G. HIV evolves
within each host independently, and transmission events consist of the immigration of a
virion of a specific strain from the donor to the recipient host. The effect of the within-host
evolution is highlighted by the conceptual sampling of a single viral strain for each host
at three different time points. This shows how different samples of a single strain from
each host can give rise to completely different phylogenies. Most notably, transmission
times do not forcibly coincide with the respective most recent common ancestors in the
phylogenies.

Modelling HIV infection A quality measure of the reconstruction of transmission trees
through phylogenetical inference is necessary. The validation of the method against real-
world data through contact tracing is troublesome because of the high amount of high
quality epidemiological data needed. Another possible route is the simulation of a trans-
mission history according to an epidemiological model with explicit sequence mutation.
The goal is taking into account not only the between-host transmission history, but also
the within-host dynamics and possible bottlenecks at the time of transmission. One can
subsequently reconstruct the phylogenetic tree from the simulated samples of sequences
through the epidemics and compare it to the true transmission tree. In these 30 years
of HIV epidemics, multiple attempts at simulating characteristic traits as the dynamics
of infection [50] [51] [52] or the diversity and evolution [53] were performed. For a more
complete review on the various HIV modelling approach, I referred to [54]. Typical viral
dynamics models are an expansion of a target cell limitation model

dT

dt
= λ− βV T − δTT (1a)

dI

dt
= βV T − δII (1b)

dV

dt
= κI − βV T − δV V (1c)

where T , I, V are the target cell, infected cell and virion compartments, respectively.
λ represents the constant supply of new target cells, β the within-host infection rate
constant, δi the removal rate constant of compartment i, and κ the burst rate constant
of new virions from infected cells. The various expansions incorporate latency [55], the
AIDS progression phase [56] cell-cell infection [57] [58], antiretroviral therapy [59] [60] [61],
multiple spatial compartments [62] and simulation scales [63]. Genotype-aware simulations
aimed at addressing questions about the evolution or the diversity of HIV usually integrate
a coalescent model [64] of within-host evolutionary dynamics for phylogeny reconstruction
and then sequence simulation along the branches of the phylogenetic tree [32] according
to one among the most frequent nucleotide evolutionary models [65]. The development
of a comprehensive mechanistic model of dynamics and evolution encompassing all of the
aspects discussed so far is difficult, partly due to the overwhelming complexity of the
system, partly due to the lack of knowledge thereof. A more specific mechanistic model
focused on a specific aspect of the disease could potentially yield relevant and intuitive
insights on HIV dynamics bridging within and between-host, like the identification of the
confounding factors of transmission trees reconstruction from viral phylogenies.

Exploring the influence of evolutionary dynamics on transmission tree reconstruction
A model should present a minimal set of characteristics to provide consensus sequences
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from infected hosts coherent with the viral evolutionary history. This set encompasses
the presence of transmissions among hosts, the presence of a within-host viral dynamics
and that this viral dynamics be linked directly to the evolution of the sequence. The
sequence evolution is driven by some external selective pressure. Typical coalescent models
as described above, while returning a phylogenetical history consistent with the viral
population change and usually modelling transmission events in the host population, do
not link the within-host viral dynamics to the evolution of the sequence explicitly [49]. In a
first step, cherries typically coalesce to an ancestral lineage in an exponentially distributed
time with rate dependant on the population. In a second step, sequences may be simulated
along the branches of the generated coalescence tree according to a substitution model.
So, the coalescence events are conditioned on the population dynamics, but have no direct
effect on it, being simulated only afterwards [66] [67]. This is correct only in case of
the mutation of evolutionary neutral sites. A more direct approach is the modelling of
a fitness landscape within which HIV evolves escaping a selective pressure, for example
antiretroviral treatment or immune pressure. This way, both the viral dynamics and the
selective pressure leave an intrinsic, explicit mark in the consensus sequence sampled from
the host as result of the implementation of the model. The model presented in this work
aims at doing exactly this.

2 Methods
The model In order to explore the various possible confounding factors of transmission
tree recovery from its correspondent phylogenetic tree, in this work I develop a mechanistic
model of within and between-host dynamics and evolution of HIV-1 in the blood compart-
ment in absence of treatment. This implementation links within-host viral dynamics to
sequence evolution through a fitness landscape modelling. Three different scenarios can
arise as a result of a random mutation along the sequence: (i) if it occurs in a genomic
region corresponding to an epitope recognized by the immune system of the host, that
particular strain will escape immune pressure, thus gaining an evolutionary advantage
and increasing its fitness. If the genome is mutated anywhere else, then a random draw
decides whether the fitness (ii) remains the same, modelling a neutral mutation, or (iii)
decreases, modelling a disadvantageous mutation leading to a less efficient protein. In
such a way, the HIV quasispecies will evolve to escape the immune system response, while
maintaining a slow changing signal of neutral mutations and a faster changing signal of the
heavily selected genomic regions. In the current implementation of the model, the fitness
may have an influence on the burst size of new virions from infected cells, on the removal
rates of both virions and infected cells, and on the infection rate of new target cells by the
virions, or any combination thereof. In this work, fitness is considered to only influence
the burst size of new virions, i.e. it is meant as replicative fitness, f b

i . The presence of
multiple strains in the model changes equations (1) in its multistrain analogue

dT

dt
= λ− β

n∑
i=0

(
f inf

i Vi

)
T − δTT (2a)

dIi

dt
= β

n∑
j=0

(
f inf

j Vjqji

)
T − δI

f Id
i

Ii (2b)

dVi

dt
= κf b

i Ii − βVif
inf
i T − δV

fV d
i

Vi (2c)

where fk
i is different from 1 in this work only if k = b, as in the term κf b

i Ii in equation (2c)
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Event Rate expression Expected value after a day
Infection of a
single target
cell

β
n∑

i=0

(
Vi

)
1− exp

(
−β

n∑
i=0

(
Vi

))

Removal of a
single element
of compart-
ment k

δk 1− exp (−δk)

Burst of new
virions from a
single infected
cell of strain i

κfi

0, if K ∼ N (κf b
i ,
(
κf b

i /3
)2

) ≤ 0

K, if K ∼ N (κf b
i ,
(
κf b

i /3
)2

) > 0

Table 1: Selection of transformations from rates to probabilities used in the implementa-
tion of the model. The time unit is a time step for both rates and probabilities.

and subscript i refers to the i-th strain of the compartment. f inf
j represents the infection

fitness, the relative ability of each strain to infect target cells, which could potentially be
the case of the insurgency of more aggressive and virulent strains of HIV. f Id

i and fV d
i are

the virions and infected cells removal fitness. The rationale behind the possible integration
of the removal fitness is the selective pressure acting over cells and virions on not showing
easily recognizable antigens. In order to simplify the model and allow an easier interpreta-
tion of the effects of the changing strain-specific fitness, only the replicative fitness was set
different from 1 in the model. The qji factor is the probability of strain j to mutate into
strain i upon infection. n represents the number of viral strains in the host. The other
parameters are equivalent to equation (1). Even though the model formulation consists in
a set of ordinary differential equations (ODE), which are by nature deterministic, in the
implementation the rates are converted to probabilities through appropriate modelling of
the events distributions (see table 1), making the within-host viral dynamics model by all
means stochastic.
Another deviation from the set of ODE is that the time in the implemented model

is not continuous, but discrete. In this case, how many events of each kind happen
in a time step is recorded as time jumps forward, in contrast to the exact (and slow)
stochastic implementation of the Gillespie algorithm [68], where exponential waiting times
are randomly drawn according to the rates of the considered reaction channel [69]. As
already mentioned, a comprehensive HIV-1 model is hardly doable: as any other, also this
model comes with a set of limitations and assumptions. The target cell limitation model
is only able to recover the acute and asymptotic stages of disease progression, but not the
AIDS stage. Since the simulation time is much shorter than the time necessary for AIDS
progression, this does not pose a problem. For the same reason, hosts are not removed over
time. The short time-frame of the simulation also poses good ground for approximating
set point viral load and CD4+ cell count in the asymptotic phase at an approximately
constant level. The usual decrease in CD4+ cell level and the increase in viral load might
not be enough for changes to be detected in the short time-frame considered. Simple mass-
action kinetics assumptions impose that the solution be a well-mixed system, which is a
both common and straightforward claim for the blood compartment. The lack of a latent
cell compartment is not as critical in a not treated host as in a treated one. Nevertheless,
it decreases the chance of transmitting ancient viral variants to new hosts [21]. HIV is
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only assumed to infect CD4+ cells, even though other cells, as macrophages and dendritic
cells could potentially also be targeted.
Assumptions on the evolutionary behaviour of HIV are the strongest, even though limited
evidence is available on the fitness landscape of the virus [70] [71]. As an approximation,
the only selective pressure acting on the virus is the immune system of the host, which
is reasonable, but does not differentiate between innate and adaptive immune responses,
and is for each viral variants the same over time. The immune response was chosen such
that in absence of mutation the infection would last around 20 days, and the fitness bonus
and maluses, discussed above, were set to guarantee no host recovery. The fitness itself is
replicative, and thus only has an effect on the viral burst size of the infected cells of the
corresponding strain.
Between-host transmission happens according to a SI model with constant susceptible
population: the simplicity of the model has the advantage of preventing overly complicated
network-structure interpretations in favour of a leaner variant with little disadvantage in
term of identification of confounding factors of transmission tree reconstruction.

The parametrization I chose to calibrate the model with experimental parameters in-
ferred for the blood compartment. An overview of the chosen parameters is depicted in
Table 2.

The implementation I implemented the model in the C++14 language standard for effi-
ciency and performance. At execution time, it takes a file specifying the parameters set as
argument, avoiding useless and time-consuming hard coding of the parameters and multi-
ple compilations. I will refrain from commenting every line of the code, and I will instead
focus on some of the most important points of the program. The overarching goal was to
create a simulation tool that could be executed on a high performance computing (HPC)
platform, and get in a couple of hours the results back. For this reason, the simulation
volume had to be limited to 104 mm3, some implementation details had to be changed
and parallel computing had to be included.

Three algorithms are mainly determining the course of the simulation. Algorithm 1 is
responsible for the time propagation of the within-host dynamics. The time spent cal-
culating the probability and performing the Bernoulli experiment (lines 4-5) is negligible
in comparison to the time spent performing and updating the weighted sampling without
replacement procedure (line 8). In order to speed up this step, the efficient weighted sam-
pler with replacement proposed by Vose [72] complemented by a rejection technique was
implemented to sample from an approximate target distribution at a higher rate.
Algorithm 2 is responsible for mutating a sequence and assigning it to the correct strain,
if present, or generating a new strain. Checking each new sequence for equality with the
currently present ones is an expensive task. I approached this problem by hashing the
first 50 characters of each sequence upon generation and storing the hash value with the
sequence. At the time of comparison, only sequences sharing the same hash values are
compared at every locus. If the hash value is different, no string comparison is needed.
This is particularly useful as the sequence is rearranged to have the genomic region under
stronger selection first, hence the most variant fragment is hashed, decreasing the collision
probability.
Algorithm 3 simulates the between-host infection. The computation spends a negligible
amount of time doing so, as the computation is short and the condition in line 2 is expected
to be true once every 20 simulation days. Code parallelization offers another potential de-
crease in wall-clock time. Implementing shared memory parallelism fully takes advantage
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Parameter Reference Value
within-host parameters
Blood volume - 1 · 104 mm3

T constant supply λ [50] 20 mm−3 day−1

Cell infection rate constant β [50] 2.4 · 10−3 mm3 day−1

Initial T compartment size [50] 1000 mm−3

Initial V compartment size - 100 mm−3

Initial I compartment size Healthy individual 0 mm−3

T removal rate constant δT [50] 0.02 day−1

I removal rate constant δI [50] 0.26 day−1

V removal rate constant δV [50] 2.4 day−1

Burst size κ - 10 mm3 mm−3 day−1

between-host parameters
between-host infection rate
kBH

- 5 · 10−5 day −1

Constant susceptible popula-
tion S

- 1 · 103

Evolutionary parameters
HIV-1 mutation rate [24] 2.2 · 10−5 nt−1 cycle−1

Fitness bonus for advanta-
geous mutation

- 0.4

Possible fitness maluses for
disadvantageous mutation

adapted from [71] -1.0 -0.6 0.0

Relative probability weight
for disadvantageous muta-
tions

[71] 1
10

11
15

1
6

Change of fitness due to im-
mune response

- −0.035 day−1

Table 2: Overview of the adopted parameters and their reference. "-" as a reference means
the parameter has been calculated or set in this work. For runs with a lower
mutation rate, a mutation rate of 6.0 · 10−6 nt−1 cycle−1, fitness maluses of -1,
-0.5 and 0.0 and immune response fitness decrease of −0.025 day−1 were used
instead.
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Algorithm 1: within-host dynamics
Data: within-host parameters, Random Number Generator (RNG), current state

of T , I[ ], V [ ], mutation transition matrix TMat.
Result: Propagation of T , I[ ], V [ ] at next time step.

1 begin
2 Initialize temporary infected cell array C[ ] of the same size as I[ ] containing

newly infected cells that will undergo evolution;
3 for i ∈ T do
4 Calculate probability that the ith cell gets infected;
5 Perform a Bernoulli experiment with this probability, assign its outcome to

infected;
6 if infected then
7 Sample infecting strain according to relative virion abundance;
8 Strain = sample(...);
9 V [Strain]← V [Strain]− 1;

10 C[Strain]← C[Strain] + 1;
11 T ← T − 1;
12 end
13 if No more virions then
14 break;
15 end
16 end
17 evolve(TMat, C[ ],...);
18 Burst new virions and remove V , I, T according to removal rate;
19 end
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Algorithm 2: Evolve
Data: Mutation Transition matrix TMat, Random Number Generator, mutation

probability pmut, temporary infected cells array C[ ].
Result: Infected cells correctly assigned to a strain after evolution.

1 begin
2 for s ∈ Strains do
3 for c ∈ C[s] do
4 C[s]← C[s]− 1;
5 Nmut ∼ B(sequence size, pmut);
6 if Nmut == 0 then
7 I[s]← I[s] + 1;
8 end
9 else

10 Sample Nmut positions on sequence;
11 Mutate the nucleotide according to TMat and replace it;
12 if Mutated sequence already present then
13 Increment ith strain’s I[i] by 1;
14 end
15 else
16 Generate new strain i with I[i] = 1, assigning newly calculated

fitness;
17 end
18 end
19 end
20 end
21 end

Algorithm 3: between-host infection
Data: Current host state H[ ] with respective viral array V [ ], time to next

infection tnext, between-host parameters.
Result: New infected host and strain infecting, new time to next infection tnext.

1 begin
2 while tnext ≤ 0 do
3 Sample host index K ∼ U(1, size of H[ ]);
4 Sample a viral strain from H[K] according to within-host relative

abundance;
5 Initialize a new infected host with the sampled strain;
6 Sample new infection time according to infection rate S · kBH

tnext ∼ Exp(S · kBH);
7 end
8 if tnext > 0 then
9 tnext ← tnext − 1;

10 end
11 end
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of the architecture of HPC cluster nodes, and the program exploits directive based shared
memory parallelism through OpenMP at a host level to efficaciously speed up computation
in simulated epidemics with multiple infected hosts.

The output A successful simulation run yields as result three pieces of information for
each host: a general overview of the within-host dynamics of virions, target cells and
total number of cells in the simulated volume, a table with the amount and an identifying
number of every viral strain at each time step and a file for each time step containing the
identifying number, the sequence and the fitness of the viral strain at that time step.

Simulations In this work I will name "simulation" a realization of the model described by
equation (2) using the software presented above. I performed seven simulations, referred
to as "lower mutation rate simulation runs" with parameters as in table 2, mutation rate of
6.0 · 10−6 nt−1 cycle−1 and immune response fitness decrease of −0.025 day−1. The seven
simulations differ only in the seed of the random number generator used. Afterwards, I
performed 7 simulations with the parameters described in table 2, referred to as "higher
mutation rate simulation runs", differing only in the random number generator seed. The
transfer of the files of two of the latter simulations from the HPC cluster failed, resulting
in a total number of higher mutation rate simulations of 5. The within-host figures (figures
10, 11) were constructed with a custom R statistics [73] script (supplmentary material 1,
CEvo_Calls.R, CEvo_Analysis.R).

Sequence sampling A custom R statistics script (supplmentary material 1, CEvo_Calls.R,
CEvo_Sequence.R) computationally sampled sequences from the output discussed above
at different times through the simulation. Sequences were not sampled as in figure 1, i.e.
just one viral strain, as it does not mirror the real-world situation. Instead, consensus
sequences were constructed by sampling 100 sequences with probability proportional to
relative amounts from each host after and before 30 and 60 days relative to the time of
first transmission (labelled Af30 and Af60, Be30 and Be60, figures 2 and 3), at the exact
time of transmission (In, figure 4), at random times (Ra, figure 5) and at the end of the
simulation (Ti, figure 6) and setting at each locus the most frequent nucleotide of the se-
quence collection at that position. The transmitted sequence alone was also sampled (Tr).
In case of no transmission event prior to the simulation end, or if the sampling time would
be after the simulation end, the program sampled the last time step. The program writes
the consensus sequences in a single FASTA format alignment and the sampling times in
a separate table. The described sequence sampling are referred as "sampling schemes" in
this work.

Phylogeny reconstruction For each sampling scheme the phylogenetical analysis was set
up with the BEAUty utility software and run on the BEAST2 Bayesian inference software
package [74]. The preparation requires the specification of whether to add information
on the sequence partitioning, the sampling times, a site model, a clock model, the prior
knowledge on the data and the Markov chain Monte Carlo (MCMC) preferences. I speci-
fied the alignment described above as not partitioned sequence collection, as in my model
each site has the same mutation rate, and I did not want to give information on the sites
under higher selective pressure, mimicking an analysis without prior genomic knowledge
of the system. The recorded sampling times were used as tips times. A gamma distributed
rates site model with 4 categories, with 0 as invariant proportion was used. I used a gen-
eral time reversible (GTR) model with estimated nucleotide frequencies and substitution
rates (except C↔T substitution, the default option) estimated according to an unbounded
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gamma distributed prior with alpha parameter set to 0.05 and beta parameter set to 10
except for A↔G substitutions where the beta parameter was set to 20, as suggested by
the default options. I set up a strict clock model with clock rate estimated according
to a Log-Normal distribution prior with mean equal to the known mutation rate in real
space and S parameter equal to 1.25 bounded at 0 and 0.001, a good range of possible
substitution rates. Since there is no recovery from the infection in the proposed model, I
assumed a Yule tree prior with an exponentially distributed birth rate with mean 20 days,
the real transmission rate, bounded at 0 and 100 days. The MCMC chain length was
1 · 107, the default option, and trees were logged every 1 · 104 steps to save storage space.
The TreeAnnotator software was then used to calculate the maximum clade credibility
(MCC) tree from the BEAST2 tree distribution discarding the first 1% of the trees as
burn-in and using mean node height.

Tree comparisons The MCC trees of the respective sampling scheme were collected in a
single NEXUS file. The transmission tree reconstructed from the known simulated trans-
mission chain was also added as a reference. Phylograms were plotted with the R package
ape. The distance between the reconstructed phylogenies and the true transmission tree
were used as indicator of the reconstruction performance. In order to identify the most
suitable tree metric for subsequent analysis, three of them were compared on both the
lower and the higher mutation rate simulation runs. The triplets distance metric [75]
implemented in the R package treeman [76], the Kendall Colijn [77] and the Robinson
Foulds tree metrics [78] implemented in the R package treespace were used to compare
the trees deriving from each sampling scheme with the reference tree. The Kendall Colijn
metric calculates the euclidean distance between two tree-specific vectors. These vectors
are a linear combination dependent on a factor λ of a vector accounting exclusively for
the topology and one that takes into account the branch lengths. I used λ = 0, i.e. only
the topology vector, as I was interested in the correct placement of donor-recipient pairs
more than in the correct timing of infection. The length of this vector is the number of
possible combinations of two tips in the tree. The value of the elements of the vectors
is the distance between the most recent common ancestor of the two tips and the root.
The Robinson Foulds metric counts the number of splits induced exclusively by one of the
trees. It is very conservative, as only clades that are perfectly shared do not increase the
distance. The triplets distance compares the topology of every possible tip triplet in the
tree. It gives as result the fraction of tip triplets shared by the two trees.
An intrinsic error is unavoidable and is due to the different tips sampling times (figures
2-6). This deviation can change the topology of the whole tree (figure 7). An additional
reference was thus added to assess the influence of the sampling time alone on the quality
of the transmission tree reconstruction. I scripted a custom piece of R code to construct
the sample scheme-specific references and add them to the NEXUS tree comparison file
(supplmentary material 1, CEvo_Calls.R, CEvo_Sequence.R). These are constructed by
modifying the known simulated transmission tree to mirror the topology changes caused
by the sampling (figure 7).
I summarized all replicas of the same mutation rate simulation run (same parameters,
different seeds) with the three tree metrics, and constructed a boxplot for each metric.
The respective metric was applied to compare each tree with the transmission tree recon-
structed from the simulated transmission chain. The coloring of the scheme is color-blind
friendly, and classifies the sampled phylogeny and the respective tree reference together,
sharing the same color. The sampling scheme reference has the same label as the re-
constructed sampling scheme phylogeny, but is complemented by the suffix _Ref. As an
example, Af30_Ref is the specific reference of the epidemics sampled 30 day before the
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Figure 2: Sampling scheme labelled Af30. The hosts are sampled 30 days after their first
transmission. If a host does not transmit to anyone, then it is sampled at the
tip. The Af60 sampling scheme is analogous, with sampling happening 60 days
after transmission.
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Figure 3: Sampling scheme labelled Be30. The hosts are sampled 30 days before their first
transmission. If a host does not transmit to anyone, then it is sampled at the
tip. The Be60 sampling scheme is analogous, with sampling happening 60 days
before transmission.
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Figure 4: Sampling scheme labelled In. The hosts are sampled at the time of their first
transmission. If a host does not transmit to anyone, then it is sampled at the
tip.
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Figure 5: Sampling scheme labelled Ra. The hosts are sampled at random times.
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Figure 6: Sampling scheme labelled Ti. The hosts are sampled at the tips.
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(a) Transmission tree with hosts sampled 30 days
after the first infection of the host, or at the
end if no infection occurs.
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Figure 7: Comparison between the true transmission tree and the correspondent tree with
hosts sampled at random times. Even without phylogenetic reconstruction error,
the topology might change due to the different sampling schemes. Tip labelled
"Host.0" on the lower part of both panels is an example thereof.
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time of first infection.
The identification of a suitable tree metric for the comparison of the trees reconstructed
from the simulations output is necessary to perform subsequent analysis. The tree dis-
tance from the known transmission tree would represent the indicator of transmission tree
reconstruction performance: the shorter the distance, the better the performance.

3 Results
3.1 Simulation parameters
As already mentioned above, I parametrized my model with a set of parameters consistent
with the blood compartment. While there is a consensus about many parameters of HIV
infection and evolutionary dynamics needed in this simulation, the literature is lacking
confidence on some of the essentials ones. As a preliminary analysis, viable combinations
of the missing parameters were identified. A combination was considered viable if the
resulting simulation does not abruptly terminate before reaching the requested number
of time steps, if no host recovers from the HIV infection and if the within-host dynamics
mirrors approximately the expected one, i.e. viral loads of around 150 mm−3 and CD4+

cell count not lower than 200 mm−3. Small deviations from these target values were
tolerated, as long as the overall dynamics was coherent.
Figure 8 summarizes the search over a parameter space composed by the two parameters:
kinf and the fitness bonus. A score was designed, that would allow an easy screening of
wide search ranges. This score calculates the host-averaged natural logarithm of the
integral of the viral load exceeding 150 mm−3. The integral range is depicted in figure 9.
This allows to discard the acute stage viral load peak, and to minimize the viral load to
a more realistic level. I chose a viable combination of the two parameters minimizing the
score measure and that yielded robust results (table 2), i.e. not on the edge of the viable
range (pink region in figure 8), with the fitness bonus greater or equal than 0.40, and the
infection rate constant greater than 8.0 · 10−4 mm3 day−1.

3.2 Tree metric
In order to assess the most suitable tree metric for my analysis, in a preliminary analysis
three of them were compared (figure 12) on the lower mutation rate simulation runs. It is
important to find a tree metric that is adequate for the specific problem of comparing a
possibly diverse set of trees. The Kendall Colijn tree metric (figure 12a) and the Robinson
Foulds tree metric (figure 12b) share some critical points on this analysis for two reasons.
(i) the sampling-scheme reference trees are not consistently close to the true reference
transmission tree, i.e. their distances are not consistently close to 0 in comparison with the
reconstructed phylogenies. This makes the imputation of the distance measured between
a reconstructed phylogeny and the true transmission tree difficult, as it could be due to
both a poor reconstruction and an inherent, unavoidable, error resulting from topology
changes after sampling (figure 7). The amount of the error imputable to the change
in topology due to the sampling scheme adopted is unknown without knowing the true
transmission tree. (ii) the distance measure does not simplify the comparison between
trees with different number of tips. The triplets distance measure (figure 12c) has more
consistent sampling-schemes reference trees, and gives as distance a number from 0 to 1,
which makes it suitable for comparing trees with different number of tips.
I gathered reference tree and reconstructed tree distances in two groups for each metric.
A two-sided t-test on the two groups with the Welch correction for the degrees of freedom
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Figure 8: Heatmap of the score of simulations with different infection rate constants kinf

and fitness bonuses. The score is the host-averaged natural logarithm of the
within-host numeric integral of the number of virions exceeding 150 mm−3 over
the course of the simulation except the acute phase. A low score is index of a
successful run. Failed runs were assigned a score of 30. (a) wide, early search.
(b) subsequent more focused search around plausible combinations.
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Figure 9: Bounds of the integral for the score calculation. The integral is computed in
the range bounded by the red line and the end of the simulation, and takes into
account just the values above the blue line.

showed a significant difference in mean for each metric. The difference in mean of the two
groups was 13.9± 11.2 (p = 1.6 · 10−2) for Kendall Colijn metric, 18.5± 7.0 (p = 1.1 · 10−6

for the Robinson Foulds metric and 0.32± 0.034 (p = 3.7 · 10−31) for the triplets distance.
Results are reported as Mean difference ± 1/2 Confidence Interval. Figure 13 shows the
result of an ancestry-based tree comparison: notably, correctly reconstructed subtrees
might get a low score because of errors in the ancient branching history of the tree. As
an example, the subtree composed of tip labelled Host.10, Host.22, Host.36 and Host.44
were closely reproduced in the reconstructed tree, but still were assigned low scores. Since
the triplets metric does not present the inconveniences of the Kendall Colijn and the
Robinson Foulds metrics in the ease of interpretation and comparison of trees having
different amounts of tips presented in this section, I chose the triplets tree metric for
further analysis in this work.

3.3 Within-host dynamics
Each host in a simulation corresponds to an independent realization of the model de-
scribed in equation (2). Figure 10 shows the characteristic within-host viral dynamics
of a simulation with a lower mutation rate, whereas figure 11 shows the within-host dy-
namics of a simulation with a higher mutation rate. In both cases, after an acute phase,
lasting approximately 30 days, the viral load and the cell count wiggle around a constant
value, reaching the set point. The total amount of cells stabilizes around 150 cells mm−3,
and the viral load around 400 virions mm−3. Over time, only few strains dominate the
quasispecies fitness landscape, and succeed in waves. The next generation overtakes the
previous and possibly dominates the quasispecies fitness landscape.
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Figure 10: Example of within-host viral dynamics of a lower mutation rate run. 10a:
trajectory over time of the viral load (black line) and the total cell count (gray
line). The axis are different. 10b: the most frequent viral strains are plotted
together with the total viral load. Colors show the appearance time of a strain,
blue being earlier, red being later.
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Figure 11: Examples of within-host viral dynamics of a higher mutation rate run. 11a:
trajectory over time of the viral load (black line) and the total cell count (gray
line). The axis are different. 11b: the most frequent viral strains are plotted
together with the total viral load. Colors show the appearance time of a strain,
blue being earlier, red being later.
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Figure 12: Comparison of different tree metrics on a simulated data set. The labels are
the abbreviation of the sampling schemes followed by the number of days and
the _Ref tag for reference trees. Af, Be, In, Ra, Ti and Tr stand respectively
for After, Before, At infection time, At random times, At the tips and Just the
transmitted strain. Depicted are the distances between the labelled tree and
the known transmission tree.
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Figure 13: Tree comparison with the number of ancestral difference for each tree tip be-
tween the simulated transmission tree (right panel) and the tree sampled after
60 days from the first infection (left panel). Lighter colors of the tip label
mean less difference between ancestry in the two trees. Notable is the influence
of deep coalescence events on the asserted quality of correctly reconstructed
subtrees.
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Figure 14: Comparison of transmission tree reconstruction with different sampling
schemes. 14a: lower mutation rate simulation runs data. 14b: higher mu-
tation rate simulation runs. The tree triplets metric was employed analogously
to figure 12 to compare the distances of the various sampling schemes to their,
and the overall, reference tree.

3.4 Sampling time
I sampled sequences from both mutation rate simulation runs, reconstructed the respec-
tive phylogenies and compared as described in the methods section, and summarized the
distances of the resulting phylogenies with the true transmission tree in figure 14. For both
mutation rate simulation runs, respectively, each sampling scheme was pairwise compared
against every other through a double sided t-test with variance estimated with the Welch
approximation of the degrees of freedom. Reference phylogenies were excluded from this
analysis, as its goal was to detect changes in the phylogenetic reconstruction performance.
After Bonferroni correction for multiple testing (28 t-tests), no significant difference in
mean between the distance of any pair of sampling schemes in neither of the two simula-
tion runs was detected (see supplementary materials 1, Compare_Sampling_Times.R for
analysis and data).

3.5 Different mutation rates
I performed two runs as described in the methods section, with differing mutation rate
(see table 2 for reference), and compared the results with the triplets metric.
In figure 15 the median of the reconstructed phylogeny distances is higher in the lower

mutation rate simulation runs than in the higher mutation rate ones, and the interquartile
range in narrower. Additionally, the pooled sampling scheme specific data for both muta-
tion rates runs were centered and the respective standard deviation was standardized (as
clarification example, the data from Af30_L and Af30_H were pooled, the mean thereof
was subtracted, and then the data were divided by the pooled standard deviation). I
performed a double sided t-test with variance estimated with the Welch approximation
of the degrees of freedom to test the difference between the triplets distance of the lower
mutation rate simulation runs (n = 7) and the higher mutation rate simulation runs (n =

25



0.1

0.2

0.3

0.4

0.5

Tr
ip

le
ts

 d
is

ta
nc

e

A
f3

0_
L

A
f3

0_
H

A
f6

0_
L

A
f6

0_
H

B
e3

0_
L

B
e3

0_
H

B
e6

0_
L

B
e6

0_
H

In
_L

In
_H

R
a_

L

R
a_

H

T
i_

L

T
i_

H

Tr
_L

Tr
_H

To
t_

L

To
t_

H

(a)

−2

−1

0

1

Tr
ip

le
ts

 d
is

ta
nc

e

A
f3

0_
L

A
f3

0_
H

A
f6

0_
L

A
f6

0_
H

B
e3

0_
L

B
e3

0_
H

B
e6

0_
L

B
e6

0_
H

In
_L

In
_H

R
a_

L

R
a_

H

T
i_

L

T
i_

H

Tr
_L

Tr
_H

To
t_

L

To
t_

H

(b)

Figure 15: Comparison of transmission tree reconstruction with different sampling
schemes. Each pair sharing the same colour represents the same sampling
scheme from the low mutation rate runs (suffix _L) and the high mutation
rate runs (suffix _H)). The Tot label refers to the pooled data from every
sampling scheme. 15a: unstandardized data. 15b: the data were centered ac-
cording to the pooled mean of the low and high mutation rate runs sampling
scheme, and then divided by the pooled standard deviation. The tree triplets
metric was employed analogously to figure 12 to compare the distances of the
various sampling schemes to their, and the overall, reference tree.
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5) for each sampling strategy for the unstandardized data and for the standardized data.
This resulted in the absence of any significant difference in both datasets, except for the
Tr sampling scheme (padj,unst = 0.0024 and pads,std = 5.5 ·10−5, adjusted with the Bonfer-
roni correction for 8 tests, one for every sampling scheme). While the differences are not
significant, the trend towards having a better reconstruction performance in the higher
mutation rate simulation runs is consistent with every sampling scheme. Two additional
tests were thus performed on the totality of the data from the high and low mutation rate
simulation runs. There is no significant difference on the 95% confidence level after Bon-
ferroni correction for testing both the totality of unstandardized data (padj,unstd = 0.152,
Bonferroni correction for 4 tests, 2 overall sampling scheme specific tests and 2 tests on
the pooled data). There is a significant difference in the means of the pooled data of the
standardized dataset (padj,std = 4.8 · 10−4, Bonferroni correction for 4 tests). Uncorrected
test results are summarized in table 3.

Label Low mutation rate High mutation rate p-value
Mean ± SD Mean ± SD

Unstandardized data
Af30 0.346 ± 0.106 0.250 ± 0.169 0.302
Af60 0.309 ± 0.122 0.259 ± 0.163 0.583
Be30 0.380 ± 0.130 0.313 ± 0.163 0.471
Be60 0.419 ± 0.092 0.256 ± 0.141 0.062
In 0.344 ± 0.123 0.284 ± 0.140 0.466
Ra 0.318 ± 0.113 0.229 ± 0.156 0.319
Ti 0.498 ± 0.083 0.397 ± 0.192 0.322
Tr 0.367 ± 0.035 0.203 ± 0.047 2.7 · 10−4

Pooled 0.213 ± 0.113 0.161 ± 0.149 0.038
Standardized data
Af30 0.291 ± 0.770 -0.365 ± 1.223 0.257
Af60 0.152 ± 0.898 -0.233 ± 1.300 0.532
Be30 0.196 ± 0.917 -0.386 ± 1.208 0.331
Be60 0.493 ± 0.700 -0.674 ± 1.061 0.033
In 0.194 ± 0.964 -0.301 ± 1.145 0.399
Ra 0.275 ± 0.836 -0.349 ± 1.156 0.272
Ti 0.297 ± 0.592 -0.574 ± 1.498 0.191
Tr 0.737 ± 0.379 -1.134 ± 0.501 6.8 · 10−6

Pooled 0.329 ± 0.747 -0.462 ± 1.046 1.2 · 10−4

Table 3: Summary of the t-tests comparing the means of the distance of the labelled
phylogenies between the simulation runs with low mutation rate (nsim = 7) and
high mutation rate (nsim = 5). "Pooled" represents the t-test comparing the
mean of two groups composed by pulling together the data of the low (nlow =
56) and high (nhigh = 40) mutation rate runs, respectively. The p-values are not
adjusted for multiple testing. The same procedure is applied to the standardized
and unstandardized datasets.

4 Discussion
The overarching goal of this work was to investigate the influence of viral within-host
evolution on transmission chain reconstruction. With this aim, I developed a mechanistic
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simulation tool for within-host evolution and between-host transmission. The analysis
consisted in the comparison of the phylogenies reconstructed from the simulation with the
known transmission history of two sets of simulations, one with a lower mutation rate, one
with a higher mutation rate. The phylogenies were reconstructed from sequences sampled
according to 8 different sampling schemes to assess the influence of sampling times on the
reconstruction.
As a preliminary exploration, three tree metrics were compared, in order to find which one
would suit the above-mentioned analysis best. The Kendall Colijn is a very useful met-
ric for comparing and classifying trees resulting from Bayesian inference, like a MCMC
run on the BEAST2 software package. It is able to incorporate the importance of the
branch length at an extent of choice, and can also just take into account the topology
of the trees. In the latter case, the distance measure is the euclidean distance between
two tree-specific vectors. These vectors have a length equal to the number of MRCA of
the tips, and an element value equal to the number of splits separating the MRCA to the
root. The Robinson Foulds is one of the most widespread tree topology metrics. It relies
in identifying the tree splits that are present in one of the trees, but not in the other one.
While intuitive and popular, it is very conservative, not increasing the distance only if the
considered clades are exactly identical. These two metrics are not suitable for comparing
distances originating from different simulations. They result in a not normalized distance
measure, the interpretation of which is not obvious for trees with a different amount of
tips. Moreover, the Kendall Colijn tree metric seems to be less adequate for phylogenies
whose deep branching events are inaccurately reconstructed (figure 13). This was the
case in the reconstruction of phylogenies with little information on the early stages of the
epidemics. The triplets distance metric measures the fraction of triplets that are equal in
the two trees, so the distance relative to the true transmission tree in each simulation is a
number between 0 and 1 for any number of tips. The tree metrics exploration led to the
choice of using the triplets tree metric as tree comparison measure. The identification of
a suitable tree metric is central for the quality of subsequent analysis. Designing a tree
metric is a complicated matter, as the shrinking of a multidimensional object as a tree to
a scalar number causes a drastic dimensionality reduction. The result of this preliminary
analysis does not thus imply that the Kendall Colijn metric, or the Robinson Foulds metric
perform worse in general: it just states that the triplets metric is more suitable for this
specific kind of analysis.
The simulation tool mechanistically realizes the model described in equation (2) at a
within-host level independently for every host. Two infection stages were included: the
acute phase and the asymptotic phase. These stages are qualitatively well resolved in the
simulation (figures 10 and 11). The acute phase lasting around 30 days is followed by the
stabilization of the set point viral load. Quantitatively, some deviations with respect to
the in vivo values are expected, as the target cell limitation model hardly can cover all
the details the extremely complex system presented in the introduction. The subsequent
simplifications are then mirrored in simulated values deviating to a certain extent from
the expected ones. In particular, the cell count at the asymptotic stage is around 150
cells mm−3, which would already be a level closely preceding the AIDS phase in vivo.
The viral set point, conversely, is higher than expected. Both these value are in the cor-
rect order of magnitude of typical in vivo HIV dynamics values, making the deviation
acceptable as part of the unavoidable model assumptions. A remarkable fact is that the
overall within-host dynamics results from a complex strain specific turnover: there is not
a single strain mutating over time, but a constant rise-and-fall mechanism. Old strains
are outgrown by newer, fitter strains. The quasispecies thus migrates through the fitness
landscape determined by the immune response throughout the simulation.
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Sequence length and simulation volume were chosen according to the trade-off between
computation time and simulation accuracy. A sequence length of 1000 bp is hardly repre-
sentative of the whole HIV sequence, which is an order of magnitude longer. The fitness
landscape implied in the sequence is also much narrower, influencing the viral dynamics
through the fitness according to equation (2). The typical human blood volume of some
liters is several orders of magnitude more than the simulated 10 mL. In a higher volume,
more mutations can happen at a given time step, and more viral variants are created.
With the quasispecies unfolding wider over the fitness landscape, the chance of finding a
maximum in the latter is higher. The viral dynamics is thus more than directly dependent
on the volume. Increasing the mutation rate proportional to the ratio of the volumes does
not solve the issue, either. The total number of virions, in fact, is also affecting the evolu-
tionary dynamics of the system: more virions mutating cause a more efficient and wider
search over the fitness landscape. Other than the immune system, an additional selection
force shaping the fitness landscape could be represented by the addition of antiretroviral
treatment to a fraction of the hosts.
In subsequent versions of the simulation tools, more effort must be diverted into increasing
the efficiency of the simulation in order to overcome, at least in part, the so far demanding
computing time and memory hurdles. Another point that will be included soon is the
addition of a latent compartment. This has been indicated as one of the reasons HIV
treatment has not yet succeeded in defeating the infection definitely [5]. It could add a
layer of realism to the viral dynamics, influencing the range of within-host parameters
available and possibly making the calibration of within-host dynamics to in vivo values
easier. Moreover, it could allow to explore the hypothesis of ancient strain transmission
[79][80] over quick adaptation to the recipient host by recent viral variants [81] in the
donor host. Another future possibility could be the inclusion of the AIDS disease stage.
In order to do so, three routes, possibly combined, should be explored: (i) the inclusion
of a time dependent random variable parameter, in such a way that after a certain time,
the fitness of a new viral strain overcomes the defense by the immune system, (ii) the
expansion of the viral infection to other kinds of cells, as described in the introduction,
expanding the target repertoire, and (iii) linking the HIV fitness explosion and consequent
immune system failure to a certain phenotype on the virus, which would be reached after
some time. While easy to implement, point (i) has the disadvantage of not having a direct
mechanistic interpretation. Point (ii) would still need a mechanism to trigger the target
repertoire shift, which could be represented by point (i) and (iii). Point (iii) needs special
attention, in order to avoid the possibility of transmission of virions close to or already
presenting the AIDS phenotype, as that would immediately cause AIDS in the recipient
host. Improving the evolutionary dynamics model and expanding it to different stages of
the infection could potentially lead to a tool for exploring the potential of next generation
sequencing for between-host directional transmission discrimination and other techniques
exploiting the within-host viral diversity.
The fact that within-host evolution affects the quasispecies over time lead to the concep-
tion of different sampling schemes to test the effects of time on the reconstruction of the
transmission tree. The generation of the viral variant infecting a new host might predate
the infection time by some time. Comparing different sampling schemes could shed a light
on the sampling time dependency of the reconstruction performance. This reasoning is
trivial if one focuses on a specific transmission event, less so if the sampling strategy must
comprise the transmission history of a whole epidemics. Figure 14 shows the triplets dis-
tance from the known simulated transmission tree as a function of the sampling scheme.
There is no significant difference between the phylogenies reconstructed (i.e. excluding
the reference sampled trees) according to the sampling schemes Af30, Af60, Be30, Be60,
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In and Ra at the same mutation rate. The reason behind it might be intrinsic in the
conception of the sampling scheme: by choosing the sampling relative to the time of first
infection, all subsequent infections lack any temporal information given by the sampling.
As depicted in figures 2, 3 and 4, the difference between these sampling schemes is mini-
mal. Frequently, hosts are sampled at the end of the simulation, and the difference in time
of those who are not is little. The presence or absence of the actually transmitted strain
plays little role, as the sequences used for the reconstruction are the consensus sequences
of the 100 most frequent strains. It comes thus as no surprise that the reconstruction
of the aforementioned sampling schemes result in similar performances. The simulations
results suggest the inadequacy of homochronous sampling. Ti seems to present the worst
performance in both mutation rate regimens is true. More data is needed to corroborate
this suggestion. Tr represents the phylogeny reconstructed from the single transmitted
strain of each host first infection, i.e. no consensus sequence is built. It contains two
sources of error. Firstly the error due to the fact that only the first infection of each host
is taken into account, and no further temporal information for subsequent infections is
given. This characteristic is shared by all the heterochronous sampling schemes devised
so far. Secondly, and more interesting, Tr can suffer from the loss of generality of the
consensus sequence. If the transmitted sequence is a minor variant, or if the quasispecies
migrates into different regions of the fitness landscape, the sequence transmitted in the
first infection might not give much information on subsequent infections by the same host.
Building a consensus sequence out of the most frequent viral variants might improve the
reconstruction performance, as it is more robust towards quasispecies migration on the
fitness landscape, and is inherently resistant to minor variants.
In order to discuss the effect of mutation rate on the reconstruction of the transmission
tree, I performed two simulation runs with different mutation rates and analyzed different
sampling schemes for each simulation. The results are summarized in figure 15. The re-
construction performance improves consistently from the lower mutation rate simulation
runs to the higher mutation rate simulation runs for every sampling scheme (suffix _L and
_H in figure 15, respectively). Even though the single change of the corresponding sam-
pling scheme might not be significant in the unstandardized data (figure 15a), the overall
trend towards improving the reconstruction performance with a higher mutation rate sug-
gests that there is a real effect involved, albeit not significant at the 95% confidence level.
Standardizing the data (centering and dividing by the standard deviation of the pooled
sampling scheme specific data of both high and low mutation rate simulation runs) reveals
the pattern that was hidden before, removing the effects due to the different sampling
schemes. In the standardized data set, the total means of the pooled data from the low
and high mutation rate simulation runs, respectively, are significantly different, with the
latter showing a better phylogenetical reconstruction performance than the former. As
expected, the sampling-scheme specific references (_Ref suffix in figure 14), which are
dependent only from the sampling scheme and the known transmission tree topology, but
not on the reconstruction performance, are consistent between the two simulation setups.
This is evidence that the detected change is not due to artifacts of sampling, which could
derive by applying a certain sampling scheme to a particular topology. If that would be
the case, both sampling-scheme specific references and reconstructed phylogenies would
be affected. Since the sampling-scheme specific references are at comparable distances
between the two simulation runs, it is possible to rule out the presence of important sam-
pling artifacts.
Even though this result consists in a two points estimate (lower and higher mutation
rates), it seems to suggest that the faster mutation rate provides a better reconstruction
performance than the lower. Two different, possibly competing effects involve the muta-
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tion rate. One is the loss of signal over time, by means of multiple mutation in the same
loci, which possibly hides the evolutionary history of a sequence. The second effect is the
generation of evolutionary signal in the sequences over time. In order to get a better phy-
logenetical reconstruction performance, the mutation rate must thus be high enough to
generate a sufficient amount of characteristic mutations to relate the sequences, but not as
high as to mutate the same loci multiple times in the timescale of sampling. The intuition
behind this mechanisms may be explained by a small thought experiment: imagine having
a fictitious pathogen evolving at a nearly infinite pace, in such a way that every informa-
tion contained in the original infecting pathogen is lost before another transmission event
could occur. Any attempt at reconstructing the transmission tree from the phylogeny
of such a pathogen would fail, as the sequences of the pathogens sampled from different
infected hosts would not contain enough information to relate them. On the contrary, if
we would have another fictitious pathogen, this time not evolving at all, any attempt at
reconstructing the transmission tree from the phylogeny would still fail, as there would
be no information to tell the different hosts apart. They would be infected by the same
pathogen variant. The conclusion of this thought experiment is that there must exist an
intermediate mutation rate for which the reconstruction performance is maximal. Further
works could concentrate on exploring the effects of a wider range of mutation rates on the
reconstruction performance, to test the limits of these two mechanisms.
I created a software for the simulation of within and between-host HIV dynamics and
evolution. This links mechanistically the evolution of a viral sequence to its within-host
dynamics through the modelling of a fitness landscape. The goal was to develop a tool for
studying the effects of within-host evolution on the reconstruction of transmission trees
from sequences sampled from hosts in an HIV epidemics. This software could easily be
expanded to answer other research questions linked to the within-host evolution and viral
diversity, as the testing of methods to ascertain transmission directionality [82][83]. Mini-
mal changes could be implemented to account for more diverse between-host transmission
models, including contact networks and structured populations.
I discussed two effects on the reconstruction performance: the sampling scheme adopted
and the role of the mutation rate. While in the future different sampling schemes can be
engineered, the data collected so far in this work seem to suggest a better performance in
transmission tree reconstruction for heterochronously sampled epidemics with respect to
the homochronously sampled epidemics. Would this be confirmed, it would be comforting
news, since new infected hosts are naturally discovered - and sampled - at different times.
Additionally, different reconstruction performances by different sampling schemes repre-
sent a confounding factor of transmission tree reconstruction, as no information about
the infection time is usually known prior to sampling hosts in a real epidemics. By this
logic, the fact that there seems to be no difference between the heterochronous sampling
schemes reduces the amount of potential confounding factors in the transmission tree re-
construction. Moreover, the construction of consensus sequences might help improving
the reconstruction performance of epidemics presenting infected hosts infecting multiple
people on a long time frame. The construction of a consensus sequence comprising the
most frequent viral variants is robust towards quasispecies fitness landscape migration and
the error of possible transmission of a minor viral variant on subsequent infections. On
the short sequence analyzed (1000 bp), a higher mutation rate provides a higher evolu-
tionary signal, which improves the reconstruction performance. No transmission tree was
perfectly reconstructed, and indicates that the performance of transmission tree recon-
struction might be poor in absence of much evolutionary signal.
Future efforts might be directed towards improving the computational efficiency, increas-
ing the simulated volume and sequence length to values closer to the observed system.
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The evolutionary dynamics model could benefit from a overhaul and improvement of the
fitness model, taking into account both synonymous/non-synonymous mutation, determin-
ing genomic regions under neutral evolution, avoiding the possibility of escape to already
defeated viral phenotypes, and the implementation of antiretroviral treatment as a selec-
tion force shaping the fitness landscape. The addition of a latent cell compartment could
help understanding the role of ancient viral variants in the between-host transmission,
and add a layer of realism to the within-host dynamics. An AIDS disease stage could
be included through different mechanisms. Better performing sampling schemes must be
devised to get a more precise mechanistic insight on the role of the sampling time on the
reconstruction of the transmission trees. In the future, this program could be of help
testing hypothesis that need a within-host evolution framework, as the transmission di-
rectionality discrimination, thus helping progress in the research fields connected to the
epidemiology of fast evolving pathogens.
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