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Data plane: Stop sampling and
start scoring!

How to learn distributions that fit all traffic
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= fits distributions using data-plane scores.

The data plane sees all traffic, the control plane can } ‘(')'_ A feedback loop between planes: the control plane

run complex algorithms. We need both!

Data Plane
update distribution scores
for each observed packet

Control Plane
use aggregated scores to find
better distribution parameters

Iteration

Control plane learning... ...enabled by the data plane!

Bayesian optimization uses the (noisy) data plane Proper scoring rules tell us which candidate fits the

scores to learn which distributions best fit the traffic. real traffic best and can be collected in the data plane.
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We assume that anomalies are sharp changes while benign shifts are gradual.
WHAT Does this assumption hold in practice?

NEXT? The number of parameters we can learn with Bayesian Optimization is limited.
Can we combine our approach with sampled data?
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