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Abstract—The emblems of the red cross, red crescent,
and red crystal are used to mark physical infrastruc-
ture. In wars or other armed conflicts, these emblems
signal that the marked infrastructure is protected un-
der International Humanitarian Law (IHL) and should
thus not be attacked. ADEM extends the idea of a
physical emblem into the cyberspace where digital em-
blems are used to mark network infrastructure, such as
servers, networks, phones or other assets. This project
examines how ADEM can provide covert inspection,
a way for entities to check if digital infrastructure is
protected under THL without revealing their intent.
ADEM suggest four different steps an entity should
take to check for an emblem. We empirically evaluate
the one of the options, sending an arbitrary packet, by
collecting internet traffic and emblem checking traffic
which we statistically analyse to check how different
their distributions are. We suggest changes to ADEM
that should make it more plausible that ADEM pro-
vides covert inspection. Finally, we have successfully
demonstrated that using any of the three strategies to
check for an emblem allows an entity to not stand out.

1. INTRODUCTION

An Authentic Digital EMblem (ADEM) [1] proposes
a digital emblem to mark network infrastructure, such
as servers and networks, that are protected under In-
ternational Humanitarian Law (IHL). The hope is that
parties that respect IHL also respect the digitally marked
infrastructure and refrain from attacking it.

For that to be possible, a party wishing to verify an
emblem (called wverifier) must be willing to even look at
it, which could come with risks. One such risk includes
that they might be revealed when looking at the emblem.
This would give the digital asset holder, referred to as the
adversary, an advantage. If a verifier were to be revealed
as a hacker, it could prompt a retaliatory reaction from the
adversary. This in turn hinders the adoption of a verifying
party checking for emblems.

To avert this, ADEM provides a property called covert
inspection. Covert inspection means, that the inspection of
an emblem must be possible without revealing the intent of
an attack on unprotected entities. If ADEM would require
to send a specifically crafted emblem-checking packet, this
packet would clearly reveal a verifier. ADEM thus tries

to specify the packets in such a way, that they appear
as "standard" traffic, by specifying a protocol on how a
verifier should query an emblem. According to ADEM’s
security analysis, while some aspects of the protocol such
as checking CT logs and DNS entries are fine, the analysis
of UDP or TCP is inadequate in regards to covert inspec-
tion. We aim to solve the challenge of finding adequate
strategies by analysing internet traffic data.

This report outlines the empirical evaluation of ADEM’s
ability to provide covert inspection and suggests alter-
native probing methods that ADEM should potentially
support. We setup servers in different locations worldwide
to collect our own internet traffic. This traffic together
with older, already collected internet traffic data is used
to gain an understanding of the "standard" traffic, that
every host on the internet receives, and in which verifiers
could hide. We were able to show that if a verifier uses our
proposed strategies to check for an emblem and does not
exceed a threshold of 0.7% of traffic, the distribution from
their connections is statistically indistinguishable from real
traffic and covert inspection can be provided.

2. METHODOLOGY

We make an empirical argument that ADEM provides
covert inspection. Our aim is to demonstrate that an ad-
versary who controls an asset cannot distinguish between
emblem checking and non-emblem checking traffic. With
this goal in mind we consider a passive network adversary
that controls a single asset which may or may not be
protected under IHL. We use existing and new traffic data
and try to capture "standard traffic'. This traffic is then
evaluated in order to ensure that it is truly "standard".
We collect data from new servers that have only minimal
services running. These servers are not announced or used
productively, thus we expect no legitimate traffic. Lastly
we remove outliers from the collected data by applying an
IsolationForest [2].

We manually explore the processed data trying to find
recurring patterns. The first step was to use a summary
tool that describes the data and creates a thorough ex-
ploratory data analysis report. This provided us on one
hand with an general understanding and feel of the data,



and on the other hand with patterns. Each pattern was
further analysed by manually querying the collected data
to confirm, that it actually is a pattern. Based on these we
defined three strategies: sending a ping request, scanning
a single port using Nmap and attempting to create an SSH
connection. The idea of a given strategy is that this could
be what a verifier does to (a) inspect whether an asset has
an emblem while (b) not being detected.

Next, we simulate a bunch of internet traffic that follows
the pattern of the given strategy. Then, we use hypothesis
testing in order to confirm that an adversary could not
distinguish between the real traffic and this simulated
traffic. The traffic of theses simulation is then mixed with
actual traffic.

Then we look at the statistical difference. Is a significant
difference observed in the distribution of the mixed traffic
compared to the distribution of the actual traffic? Further-
more, we also perform an ablation study to see the impact
of the ratio of generated traffic on the cover inspection
analysis. For this, we evaluated our hypothesis test for
different mixed datasets where we piece-wise increased the
amount of simulated traffic in the mix and test again until
we hit a threshold where there is a noticeable difference.
Thea idea is: If a verifier stays within this threshold then
there is no statistical difference and an attacker could
probably not tell the traffic apart.

3. BACKGROUND

The authors of ADEM identify three properties that an
emblem must provide: Authenticity, Accountability, and
Covert Inspection.

The first property ensures that an assets is not able to
fake an emblem an thus gain illegitimate protection while
the second one binds the emblem to a party, making them
accountable for any misconduct. We refer to the main
paper [1] for an in-depth discussion of these properties.
This report focuses only on the covert inspection property.

This property ensures that entities (the verifiers) wish-
ing to check whether an asset, which belongs to another
party (an adversary), is marked with a digital emblem can
do so without revealing their intent. Thus the inspection
of an emblem must be covert.

First we show how them emblems are distributed ac-
cording to the ADEM specification. A wverifier should take
the following steps to receive an emblem:

1) Check DNS TXT, A, or AAAA records of a (possibly
adversarially provided) domain name. TXT records
may contain tokens, and A and AAAA records map
domain names to IPv4 and IPv6 addresses.

2) Check (possibly adversarially chosen) CT logs for the
inclusion of root key-binding certificates.

3) Send an arbitrary packet to the asset.

4) Attempt to perform a TLS handshake with one of
the ports 443 (HTTPS) or 853 (DNS over TLS).

Obviously, an adversary will see the traffic of a verifier
inspecting a potential emblem when the verifier connects

to their asset. Fortunately for us, the Internet is not a quiet
place. Our collected traffic shows, that even if a server is
not expecting any traffic, internet packets will still arrive.
Other research groups have also collected internet traffic
and compiled it into a dataset, which we will discuss in
the following section.

8.1. Datasets

3.1.1. Kyoto 2016 Dataset: In 2006, the University
of Kyoto established multiple honeypots across various
university networks to collect traffic data. The setup of
the honeypots has been described in a companion paper,
in which they analyse the traffic data from the first three
years, called the Kyoto2006+ dataset [3]. The features ex-
tracted from the traffic traces are also briefly explained in
the paper, which we list in the Appendix A. They collected
data from November 2006 until the end of December in
2015. The Kyoto 2016 dataset extends the Kyoto2006+
dataset and incorporates all traffic data from 2006 to 2015.
It is available on their website [4].

3.1.2. KDD’99 Cup and NSL-KDD: In 1998, the
DARPA Intrusion Detection Evaluation Program created
a dataset known as DARPA [5]. The dataset includes
around five million connection records for training and
another two million connection records for test data. Its
primary aim was to provide a standardized dataset for the
comprehensive evaluation and examination of intrusion
detection systems (IDS) on a typical U.S. Air Force LAN.
Sets of attack traffic, such as DoS, port sweep, buffer over-
flow, remote FTP, warez, and Nmap, were intentionally
included.

The KDD’99 dataset, a variant of the DARPA dataset
[6], is widely used for training IDS and classifiers. However,
it has faced criticism due to the absence of separation
of benign traffic and attack traffic, a high number of
duplicate records, and data corruptions [7]-[10]. These
issues may impact the reliability and generalizability of
results.

Further the dataset mostly contains outdated traffic.
For example the usage of HTTPS compared to HTTP has
increased dramatically according to the Firefox telemetry
report [11].

NSL-KDD aims to address some of the issues present
in the KDD’99 Cup’s dataset. However, these issues still
remain in our work.

8.1.8. CIC-IDS-2017 and CSE-CIC-IDS-2018: The
University of New Brunswick created the CIC-IDS-2017
and CSE-CIC-IDS-2018 dataset, which are widely used
for IDS classifier training [7]. Over five days, benign traffic
packets were collected. Using their custom CICFlowMeter
software, 80 features were extracted from the data [12],
[13].

The shortcomings were reported in several papers [14],
[15] and the datasets were updated in response. Nonethe-
less these datasets were created using "B-Profiles". A B-
profile characterizes user behavior through machine learn-
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Fig. 1: This figure provides a complete overview of the dataset creation pipeline. In each step we state the used tool,

written in mono-spaced font.

ing and statistical methods, utilizing features like packet
size distributions, flow packet counts, payload patterns,
payload size, and protocol request time distributions.
These profiles can then be used to simulate different inter-
net traffic. They are designed to profile human interactions
and generate benign background traffic. In this dataset,
B-profiles extract the abstract behavior of 25 users across
HTTP, HTTPS, FTP, SSH, and email protocols.

Although effective for generating similar traffic, these
profiles do not align with our use case, which requires
background traffic.

8.1.4. Others: Although there are additional datasets
available, it is important to note that most of them are
focused on training an IDS in the form of a classifier. While
the traffic is based on real traffic, the scenario in which
it was created might not be real. Additional attack data
is added either by running the attacks themselves or by
adding generated attacks as used in CIC-IDS-2017. The
conclusion is still the same: they do not represent benign
traffic thus we cannot use them.

Here are some other notable datasets that we looked
into, such as the ADFA dataset (The ADFA Intrusion
Detection Datasets, 2013) [9], [16], [17] from the University
of Sydney and CAIDA dataset (Center of Applied Internet
Data Analysis, 2002-2016) [18] form the University of
California’s San Diego Supercomputer Center.

3.2. Technologies

Our data gets collected using a command line tool
tcpdump, which collects network packets in binary format.
To process this binary data we needed several tools, which
we shortly introduce.

Mergecap (version 4.0.8) [19] is a tool that is bundled
with the network protocol analyzer Wireshark [20]. It
allows to merge several pcap files into a single one. A pcap
file is a binary format for storing captured traffic packets

and contain an exact copy every packet in every OSI layer
as seen on the network [21].

Editcap (version 4.0.8) [22] is another tool that is
bundled with Wireshark. editcap can be used to edit or
translate the format of a pcap file. We use it to filter a file
based on a starting and end date.

Zeek (version 6.0.1) [23] is an Open Source Network
Security Monitoring Tool. It was initially known as Bro
but was latter [24] renamed to zeek. It can directly analyse
incoming traffic logs or pcap files to create different con-
nection logs. Zeek determines which packets belong to the
same connection by analyzing the source and destination
IP addresses and ports and groups them accordingly to
create theses logs. From all logs we only used two, namely
connections.log and tunnel.log. The former contains all
connections as one would expect it with all the correspond-
ing data. The later is less straight forward. When zeek
encounters nested packets, for example from the "Generic
Routing Encapsulation” [25] or "IP in IP Tunneling" [26],
it analyses the inner packet, which does not correlate to
our server’s destination IP address. This log file then lists
all the outer packets and can be combined with the default
connection log to get the correct destination IP address.

Python (version 3.11.8) is used to do data exploration,
post-processing and data analysis. This includes renaming
of the features, mapping destination_port_number to its
TANA assigned port number, turning timestamps into
human readable formats and export the features. Python
was also use for all statistical tests.

4. EXPERIMENTAL SETUP
4.1. Data Collection

We provide a Figure 1 that gives a complete overview
of the pipeline. First we start by collection the actual
internet packet. We initially set up seven servers from
four different providers in seven different locations around



the world to collect the background noise of the Internet.
Unfortunately, in a later step the data from the server from
"Kantonsschule Zug" became unusable. Between collecting
traffic for the real dataset and probing dataset, some fire-
wall rules were changed and thus, many connections were
dropped, rendering the result unfit for analysis. So only
six servers from three providers were used. The servers
were identically configured and initiated prior to our data
collection date to "warm up" and receive more even traffic.
See Section 4.1.1 for the technical details. The traffic that
we consider in this project was collected over a 45-day
period, starting on January 1st, 2024. During this time-
span we got the most consistent traffic data, i.e. where all
servers are configured and all firewalls setup correctly.

In the processing steps we try to stick as close as possible
to the pipeline on how the feature extraction in the Kyoto
2016 dataset works. This also means we extracted nearly
the same features (see Section 4.1.2). We identified three
main steps for feature extraction outlined in the paper
describing and analysing the Kyoto 2016 dataset! [28]:

1) Group monthly traffic data in the pcap format using
mergecap

2) Split the grouped traffic data into 24h intervals using
editcap

3) Process pcap files into connections using zeek

We added a fourth step, in which we use python to
add missing features, reformat the data from zeek and
to export the dataset. Further we did not limit ourselves
to only looking at the data from one month or creating
24h intervals but adapted accordingly to our needs. Addi-
tionally we applied an outlier detection algorithm called
IsolationForest [2] to remove the outliers from the data.

4.1.1. Server Setup: We used a server package from
bitnami [29], which provides a ready-made NGINX web
server instance running Debian that can be deployed
directly to Microsoft Azure, Amazon Web Services (AWS)
and Google Cloud. In addition, we deployed a server in a
public school in Switzerland. We did not deploy the same
package because it was easier to install the NGINX server
directly and create the necessary services. We used the
built-in command line tool tcpdump in order to collect every
incoming packet. The program sees the packets before any
locally defined firewall rule applies. In our setup we use
a few standard ports where a service is running, namely
the port numbers 22, 80, 443. Also port 853 was opened
as the ADEM specification mentions it explicitly. Table 1
provides an overview of our servers.

4.1.2. Dataset Features: We classify our traffic dataset
in the same way as the Kyoto 2016 dataset was classified
such that we can apply our methodology to both the
Kyoto’s and our dataset. Each row in the dataset describes
a single connection between a remote host and one of our

1This paper is written in Japanese which we unfortunately do not
understand. We used Deepl [27] to translate the Japanese paper into
English.

Provider | Location | Started
AWS Frankfurt (eu-central-1a) | 2023-10-10
AWS Ohio (us-east-2a) 2023-10-19
AWS Seoul (ap-northeast-2a) 2023-10-19
AWS Sydney (ap-southeast-2a) | 2023-10-19

Microsoft Azure Switzerland (eu-north) 2023-11-16
Google Cloud London (europe-west2-a) | 2023-11-16

Table 1: Overview of the deployed servers.

servers. We only selected 20 features out of the 24 features
in their dataset. These 4 removed features include different
detection software that checks whether the payload is
considered an attack or not. This is irrelevant as the
specifications of ADEM state that an arbitrary packet
can be sent, so the actual payload of the traffic is not
a concern. For completeness we list these 4 features in the
Appendix A 4.

The following list contains the 12 features that are based
on a single connection. We consider those to be the most
important ones because they are independent of other
connections and best represent the connection of a verifier.
Due to time constraints, we had to exclude the other eight
features from the analysis. We refer to the Appendix A for
a complete list.

1) start_time: Indicates when the connection was
started (HH:MM:SS)
2) duration: Length of the connection (in seconds)
3) service: Destination Port is mapped to a service
according to TANA
4) protocol: Denotes whether the connection used
TCP, UDP or ICMP
5) source_bytes: The number of data bytes sent by the
source IP address
6) destination_bytes: The number of data bytes sent
by the destination IP address
7) flag: The state of the connection?.
8) source_ip_address: The source IPv4 or IPv6 address
used in the connection.
9) source_port_number: The source port number used
in the connection®.
10) destination_ip_address: The destination IPv4 or
IPv6 address used in the connection.
11) destination_port_number: The source port number
used in the connection®.
12) start_time_ts: New feature. Indicates when the con-
nection was started as a precise UNIX timestamp as
the exact date in the start_time feature is lost.

4.2. Data Generation

As part of our analysis, we compare "standard traffic"
to "emblem traffic'. We manually analysed several weeks’
worth of collected traffic and identified three strategies

2See variable conn_state https://docs.zeek.org/en/current/
scripts/base/protocols/conn/main.zeek.html#type- Conn::Info

3ICMP packets use this field to denote the ICMP message type.

4ICMP packets use this field to denote the ICMP message code.
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Fig. 2: Results of fake probing data from the three strategies and all fake probing data compared to real data.

that a wverifier could use to covertly inspect a potential
asset. The collected traffic is then used in the statistical
tests, described in Section 4.3.

The quantity of data generated depends on the average
number of connections. For each server we count the
number of connections in the 45 days the we consider and
take the average. A tenth (10%) of this average is then the
number of emblem checking connections that we generate.

Due to time constraints, we were unable to simulate
traffic over 45 days. Instead, we simulate emblem checking
traffic over a 24 hour period. We randomly select and
execute one of the three strategies and repeat until 10%
of the average is reached.

The time it takes to execute a strategy can vary greatly
depending on its complexity and, most importantly, the
geographical location of the server. Further due to many
uncontrollable characteristics, such as the routing path
and general usage of a link and router, the duration can
vary greatly. So it is possible that we may not be able to
generate the required connection number within 24 hours.
In such cases we will continue to run the script until our
desired amount of 10% is reached.

The script was executed on a laptop in a home envi-
ronment using a 1 Gbit/s connection. Per probed server a
new process was spawned to generate the traffic simulta-

neously.

4.8. Hypothesis Test

Unless specified otherwise, the data of each server was
analysed as follows: The dataset real contains each server’s
45-day period of real collected traffic data, while the
second dataset, probing, contains traffic generated using
the explained setup in Section 4.2.

Next we create a new dataset mized where we mix the
real traffic data with probing traffic data. We then apply
the hypothesis test on the real and mized.

For all hypothesis tests we use two approaches: (1) a
one-way anova test to check all the individual features,
(using the implementation from SciPy [30]) and (2) a
multivariate hypothesis test to check the n-dimensional
distribution similarity (using the open source library Pin-
gouin [31]). Specifically we used the 2-sampling test called
Hotelling [32]. The default confidence interval of 95% is
used with a significance value of 0.05.

Then we iteratively updated mized with different per-
centage of randomly sampled real data and randomly
sampled probing data and run the hypothesis test again.

Finally, the tests are only done on a limited set
of features: duration, source_bytes, destination_bytes,
source_port_number, destination_port_number. We did not
include any IP address in the tests. While certain IP ranges



are more likely to appear (due to many possible reasons
such as an ISP providing cheap service), we did not want to
limit the choice of IP addresses. Further we also ignore the
start_time with a similar reasoning. We want the verifier
to be able to check for an emblem at any given time of
day.

We run the test 100 times and report the mean and
standard deviation of the p-value.

4.4. Temporal Changes

One hypothesis about the standard internet traffic is
that the type of traffic changes over time as mentioned
in Section 3.1. We test this hypothesis by comparing real
data of each AWS server’s first 29 days in November 2023
and the first 29 days of February 2024. We only used AWS
to have a more consistent result, as the internal network
configuration should be the same.

We further tested this hypothesis by comparing the data
of the Kyoto 2016 dataset with itself. We compared data
for the whole month of December in 2006, 2010 and 2015
to each other.

5. EXPERIMENTAL RESULTS
5.1. Strategies

During the data exploration phase, we identified several
patterns in the collected traffic data. Based on these
patterns, we developed three strategies that a wverifier
should follow to avoid detection.

To confirm our hypothesis, we created hand-crafted
probing data from each strategy and conducted a hypoth-
esis test to check the similarity of their distributions as
described in Section 4.3. Per strategy 10’000 fake probing
connections were created, each consisting of fixed values
and random ones. Fixed values, such as destination port
number 22 for the SSH strategy, are the pattern that
we’ve seen. Random values were selected uniformly at
random between the maximum and minimum values that
we observed in the real traffic data.

Figure 2 shows the results of the hypothesis test between
fake probing data and the real traffic data using the
different strategies and their combination. All plots show
a significance value greater than 0.05 when using up to
14% of fake probing data. Combining all fake probing
data yields a similar result, when using up to 12% of fake
probing data.

We then developed three strategies based on the results
to mimic the fake probing data.

5.1.1. ICMP strategy: The first strategy is to send a
ping [33] to the server being probed. The ping-manual
provides several flags that we utilize: We only consider
IPv4 addresses (flag -4), further we only want to send one
packet (flag -c 1). Lastly we set the size of the packet to
8 bytes (flag -s 8).

Zeek groups together all ICMP echo request - echo reply
pairs originating from the same source IP address within a
60-minute time frame into a single connection. This is due

Server | # Conn. ICMP  NMAP SSH Dur. (h)
google 110861 31.06% 33.87% 35.07% 37
eu-central 110666 30.93% 34.05%  35.02% 36
azure 110593 30.74% 34.11% 35.15% 36
northeast 111990 31.59% 33.78%  34.63% 55
southeast 111790 31.44% 33.92% 34.65% 54
us-east 111621 31.31% 33.84%  34.85% 45

Table 2: Overview of the probing data. Showing the num-
ber of connections, the occurrence of each strategy in the
connections and the time it took to complete rounded
to hours. The collection began on 28th February 2024 at
16:27:43.

to the lack of a connection concept at the network layer,
which necessitated this assumption from zeek. However,
as we sent multiple ICMP echo request packets to the
servers within the 60-minute window, it prevented us from
replicating the fake probing data.

To solve this issue, a random non-private IPv4 address®
was assigned as the source or destination address for each
ICMP echo request - echo reply pair. Private addresses are
assumed to be under the control of the adversary and thus
ignored in the analysis.

5.1.2. Nmap strategy: This strategy uses the default
scanning capabilities of Nmap, i.e. stealth scanning, where
a SYN packet is sent, and if the server responds with
a SYN-ACK packet, we respond with an RST packet
[34]. Normally the whole port range would be scanned,
which would create a lot of connections. We limit this by
specifying a random port which then is the only scanned
port (for example flag -p4000 for port 4000).

Further, by default, Nmap employs a "Host Discovery
strategy". This strategy is used when scanning a range of
hosts to confirm that they are reachable. The port range of
a host will not be scanned if the Host Discovery failed, to
make the execution more efficient. To make this discovery,
Nmap sends an ICMP echo request, an ICMP timestamp
request, a TCP SYN packet to port 443, and a TCP ACK
packet to port 80. However, this generates connections to
ports 80 and 443, as well as two additional ICMP packets,
instead of just one connection to the specified port. To
disable this discovery, we set the -Pn flag.

5.1.83. SSH strategy: The third strategy that we consider
uses the SSH protocol [35]. We attempt to establish a TCP
connection at port 22 in order to set up an SSH connection.
We try to authenticate using a random static username
and password. This is always unsuccessful because our
deployed servers only support SSH-keys. However, this
process still generates traffic that fits our patterns. We
define a random time interval between 0.1 and 4 seconds
to end the connection attempt.



Server | # Conn. ICMP UDP TCP
google 1180698 210710 21037 948951
eu-central 788521 0 4862 783659
azure 827942 29330 10188 788424
northeast 883088 46562 1338 835188
southeast 851473 0 12247 839226
us-east 966945 0 8609 958336

Table 3: Overview of the real data (outliers removed).
Showing the number of connections and the occurrence
of each protocol in the connections.
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Fig. 3: Result of comparing real traffic data to probing
traffic data.

5.2. Results

Figure 3 shows our most important result, namely run-
ning the hypothesis test of the real data and probing data.
Table 2 shows a summary of the probing data detailing how
many connections were made for each strategy. Similarly,
Table 3 shows details of the real data.

Our plots show that for each server there is no significant
statistical difference when < 7% of probing data is mixed
with 93% of real traffic data, and compared to 100% of
real data. Note that the total probing data makes up 10%
of real data. This means that compared to the 100% of
real data 0.7% of it can be probing data.

Google, azure and us-east all fall under the significance
value at 8% of probing data, for eu-central its at 9%, for
southeast 14% and northeast 16%.

5.8. Temporal Changes

Figure 4 shows the result of comparing the Kyoto 2016
data. Mixing 99% of 2006 data with 1% of 2010 data leads
to the highest result, a significance value of 1.4e —8. There
is no correlation between the dataset from 2006 and 2015.
Mixing 99% of 2006 data with 1% of 2015 data gives a
significance value of 1.5e — 58. See Table 4 for numerical
results.

A similar behaviour can be seen in the more recent data
from AWS in Figure 5. The numerical results are in the

5Not in the
192.168.0.0/16

range of 10.0.0.0/8, 172.16.0.0/12 or
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Fig. 4: Plot of temporal changes in the Kyoto 2016 dataset.
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Fig. 5: Plot of temporal changes of all AWS instances using
the 29 days in November 2023 and 29 days in February
2024.

Appendix B, listed in Table 6. The mix of 1% February
data with 99% November data gives a p-value of less than
0.05, with the highest value 0.019 being shared by the
server northeast and southeast. A low p-value suggests
that the probing data likely has a different distribution
and therefore a wverifier would stand out. A higher p-
value supports our hypothesis, that the two datasets are
similarly distributed.

6. DISCUSSION

First we look how the three strategies performed.

Ping is a widely available and well-known tool that has
been in use for a long time, ensuring its accessibility.
Eventhough it is commonly used to check the availability
of a device on a network, it is important to note that
external ICMP packets may be blocked. But availability
is a common issue across all strategies that we do not
directly address in this project. Additionally, the ICMP
specification includes a packet field reserved for content,
allowing for the placement and transmission of a digital
emblem to the verifier.

The Nmap strategy can be a very powerful one regarding
availability. If a server is accessible from anywhere, it is



Datasets ‘ 1% 2% 3% 4% ‘ 1% 2% 3% 4%
Kyoto (2006 vs. 2010) 1.4e-08  3.9e-33 4.8e-78  5.1e-132 1.6e-8 7.1e-33  1.1e-77  1.5e-131
Kyoto (2006 Vs. 2015) 0 0 0 0 0 0 0 0
Kyoto (2010 vS. 2015) 1.5e-58 0 0 0 1.4e-58 0 0 0

Table 4: Standard Deviation from hypothesis test using the Kyoto 2016 dataset. The percentages denote the amount of
mixed data. The first four percentages reflect the mean, the second the standard deviation. All values for percentages

above 4% are 0.0.

highly probable that it responds to a port to offer a service.
And since the server responds on this port, an emblem can
be send with the response. Now the challenge is to find a
port that provides a service. One could scan the whole
port range (of which there are 2'¢ = 65536) but it should
be more efficient and less revealing to check first the most
used ports. However this is not something we consider in
this project. Another potential solution could be to require
all assets that hold an emblem to respond to each request
with the emblem. Thus if after a certain number of scans
no emblem was exchanged, the verfier can assume there
is no emblem and use the next strategies in order to not
create more connections than necessary.

The SsH strategy also shows promising results. We no-
ticed an increased interest in port 22 when developing the
strategies. This is, to a certain extent, due to opening the
port for our personal usage. It is a interesting target to
attack, which can have devastating effects if a security
vulnerability is not patched. This interest in port 22 is
what we aim to exploit. A server should anticipate a high
volume of connections to port 22, where a verifier may not
be easily identifiable.

The results and data of the comparison between probing
data and real data show that the argument, a verifier can
covertly inspect the emblem, if our defined strategies are
used and if the number of connections does not pass a
certain threshold. This threshold depends a lot on the used
strategy and the temporal change of traffic. In practice
though, this threshold should not matter as much. A
verifier ideally creates much less than 0.7%(!) of all traffic
a server receives to get the emblem.

The analysis of the Kyoto 2016 dataset and AWS
dataset reveals a significant temporal change in traffic.
There is nearly no correlation between the December
datasets from Kyoto 2016 and the more recent AWS
dataset, which supports our hypothesis that there is a
noticeable change in traffic over time. This also suggests
that our proposed strategies may not be effective in the
(near) future.

We also observe that the temporal change increases
over a longer duration. The mean significance value for
the December 2006 and December 2015 data is 0. So the
longevity of our strategies might be a big limitation.

One limitation of our analysis is, that we assume that
the adversary only controls one asset, which may not be
the case if they control multiple servers. However, this
scenario is beyond the scope of this project.

Finally, it is important to note that outlier removal
can also affect the results. Each deployed server received
(vastly) different types and amounts of traffic, which can
result in a different standard internet traflic after removing
outliers. Additionally, the temporal changes should be
considered. The 45-day period that we analyzed may result
in different traffic if it were collected during a different
time frame.

7. CONCLUSION

An empirical analysis of covert inspection, an essential
property of ADEM, has been presented. It has been sta-
tistically demonstrated that a verifier will not stand out
from standard internet traffic, provided they use one of the
three defined strategies and stay within a certain threshold
of the number of connections they make. The effectiveness
of the strategies were evaluated through several statistical
hypothesis tests. We deployed several servers, in order to
gather the necessary data for these tests. These servers
collected the current standard internet traffic and were
used to create probing traffic data, which is based on the
three strategies.

We propose a change in the ADEM specification to
include the SSH strategy, i.e. to make a TCP connection
to port 22, in its fourth step. For future work, the in-
fluence of the temporal change on our strategies and the
outlier detection needs to be reviewed in detail again. The
strategies might work today but might not in the future
due to dynamic nature of the Internet and the temporal
change in the standard internet traffic. Therefore it would
be necessary to regularly collect real and probing data and
run the hypothesis test to confirm, that the strategies still
work.
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APPENDIX

A. Kyoto 2016 Dataset Features

Some of the features make use of a so-called

"SYN

error'. Its definition is ambiguous in the original KDD’99
Cup task description and Kyoto 2016 feature description,
requiring clarification. Namely, four features of the Kyoto
2016 dataset require a check if the connection experienced

a "SYN error'.

None of the primary documents describ-

ing the KDD’99, NSL-KDD, Kyoto2006+ or Kyoto 2016
datasets clearly define this error. We do, however, get a
hint from a paper that analyses the NSL-KDD dataset

[36]:

"The percentage of connections that have acti-
vated the flag (4) s0, sl, s2 or s3, among the
connections aggregated in count (23)"
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It is not specified how the flag is created. But we assume
that it coincides with the definition of the connection state
from zeek.

A.1 Default Features:

1)

11)

start_time: indicates when the connection was
started (HH:MM:SS)

duration: Length of the connection (in seconds)
service: Destination Port is mapped to a service
according to TANA

protocol: Denotes whether the connection used
TCP, UDP or ICMP

source_bytes: The number of data bytes sent by the
source IP address

destination_bytes: The number of data bytes sent
by the destination IP address

flag: The state of the connection.
source_ip_address: The source IPv4 or IPv6 address
used in the connection.

source_port_number: The source port number used
in the connection.

destination_ip_address: The destination IPv4 or
IPv6 address used in the connection.
destination_port_number: The source port number
used in the connection.

A.2 Last Two Seconds: We look at the current connec-
tion’s start_ time and compute the next features over all
connections that started in [start_time - 2s, start_ time].

12)

13)
14)

15)

count: The number of connections whose source IP
address and destination IP address are the same
to those of the current connection in the past two
seconds

same_srv_rate: Percent of connections from the
count feature to the same service

serror_rate: Percent of connections from the count
feature that have an "SYN error"
srv_serror_rate: Percent of connections
the srv_count feature that have an "SYN error'.
srv_count denotes the number of connections to the
same service in the past two seconds

from

A.8 Last 100 Connections: For the next five features
we iterate over all connections in start_ time ascending
order and work through them chronologically. For each
connection we group them by the destination IP address
and look at the last 100 connections.

16)

17)

dst_host_count: Among the past 100 connections
whose destination IP address is the same to that of
the current connection, the number of connections
whose source IP address is also the same to that of
the current connection

dst_host_srv_count: Among the past 100 connec-
tions whose destination IP address is the same to
that of the current connection, the number of con-
nections whose service type is also the same to that
of the current connection
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18)

19)

20)

dst_host_same_src_port_rate: Percentage of connec-
tions whose source port is the same to that of the
current connection in dst_host_count feature
dst_host_serror_rate: Percentage of connections
from the dst_host_count, that have a "SYN error"
dst_host_srv_serror_rate: Percentage of connec-
tions from the dst_host_srv_count, that have a "SYN
error"

A.4 Attack Detection: For these four features they
employed different detection software to detect various
features concerned with attacks.

21)
22)
23)

24)

IDS_detection: shows if an Symantec IDS detection
was triggered.

Malware_detection: shows if the clamav software de-
tected a malware.

Ashula_detection: shows if Ashula detected a an
exploit or shellcode.

label: indicates whether the session was an attack
or not.

B. Additional Results



Server l 1% 2% 3% 4% 5% 6% 7% 8% 9% 10% 12%

google 1.8e-03 8.9e-03 3.9e-02 7.7e-02 9.1e-02 7.8e-02 5.9e-02 2.4e-02 9.2e-03 3.8¢-03 1.5e-04
eu-central | 6.6e-03 1.0e-02 3.5e-02 7.3e-02 9.8¢-02 9.8¢-02 9.7e-02 5.1e-02 3.3e-02 1.2e-02 1.3e-03
azure 8.8¢-04 1.3e-02 4.5e-02 8.1e-02 9.1e-02 6.8e-02 4.6e-02 1.7e-02 6.2¢e-03 1.3e-03  1.9e-05
northeast | 4.1e-03  4.9e-03  1.2e-02 2.8e-02 4.8¢-02 6.6e-02 9.1e-02 9.9e-02 1.1e-01  1.2e-01  9.9e-02
southeast 3.2e-03  6.8¢-03 1.3e-02 3.5e-02 6.5e-02 8.9e-02 1.0e-01 1.2e-01 1.2e-01 9.4e-02 4.2e-02
us-east 3.3e-03  1.9e-02 4.4e-02 9.2e-02 1.0e-01 8.7e-02 4.4e-02 2.2e-02 1.2¢-02 2.8¢-03 1.4e-04

14% 16% 18% 20% 30% 40% 50% 60% 70% 80% 90%  100%
3.0e-06  3.5e-08  2.4e-11 1l.le-14  1.2e-38 7.6e-88 0 0 0 0 0 0
1.9e-04 1.0e-05 1.8e-08 8.0e-11  3.0e-30  3.3e-67  3.2e-128 0 0 0 0 0
1.4e-07  4.9e-10  2.0e-13  1.8e-17  7.6e-49  1.8e-109 0 0 0 0 0 0
5.7e-02  2.9e-02 1.4e-02 2.7e-03  3.7e-08 1.7e-18 4.8e-38 5.3e-72 1.3e-136 0 0 0
1.7e-02  3.1e-03  3.8e-04 5.5e-05 8.0e-14 1.2e-32 8.8e-63 8.5e-117 0 0 0 0
1.4e-06  7.9e-09 8.4e-12  3.6e-15  1.6e-39 1.9e-93 0 0 0 0 0 0

Table 5: Standard Deviation from the hypothesis test using real data with probing data. The percentages denote the
amount of probing data used in the mized data.

Mean of the p-value.

Server l 1% 2% 3% 4% 5% 6% 7% 8% 9% 10%
eu-central | 2.5e-70 0 0 0 0 0 0 0 0 0

us-east 4.0e-02  5.6e-08 1.1e-16 1.4e-28 3.9e-44 4.0e-63 4.4e-81 1.1e-101  6.4e-124  2.0e-146
northeast 1.9e-02 3.8¢-10 2.1e-23  3.0e-41 6.1e-64 1.0e-91 4.2e-121  1.1e-157 0 0
southeast 1.9e-02  4.4e-10 1.2e-22 5.2e-40 3.0e-62 7.4e-89 6.3e-120 2.8e-152 0 0

Standard Deviation of the p-value

Server l 1% 2% 3% 4% 5% 6% 7% 8% 9% 10%
eu-central | 1.1e-69 0 0 0 0 0 0 0 0 0

us-east 2.3e-02 1.1e-07 9.8e-16  1.3e-27 3.2e-43  3.2e-62 2.6e-80 1.1e-100  5.1e-123  1.9e-145
northeast 5.9e-03 3.8¢-10 5.4e-23  9.6e-41 2.4e-63 4.4e-91 4.1e-120 8.5e-157 0 0
southeast 5.9e-03  4.5e-10 3.1e-22  1.9e-39 2.0e-61 3.2e-88  2.6e-119 1.6e-151 0 0

Table 6: Results of the hypothesis test of temporal changes of AWS server. Values for percentages above 10% are 0.0
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