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A B S T R AC T

�e security of today's computing systems is multifaceted, involving soŸware, hard-
ware, and human factors. Hardware security has long been overlooked, but modern
attacks like Meltdown, Spectre, and Rowhammer are a serious concern due to their
practical exploitability and di›culty in mitigating devices in the wild. Rowhammer
is particularly insidious as it exploits a fundamental physical property of DRAM tech-
nology, making its root cause hard to •x. With DDR¥ DRAM, vendors introduced
Target Row Refresh (TRR) in-DRAM mitigations to prevent Rowhammer. Although
TRR is known to be vulnerable on roughly a third of all devices, it is unclear if there
are more ešective ways of bypassing it; including on CPUs from other major ven-
dors, such as AMD, which has gained signi•cant market share in recent years. With
DDR , mitigating Rowhammer has become even more complex: the new Refresh
Management (RFM) feature requires cooperation between the memory controller
and the DRAM device. It is unknown whether vendors make use of this optional
feature, although predictions indicated that the DRAM substrate will be worse in
DDR , thus increasing the Rowhammer susceptibility. Arguably, one of the most
pressing questions in the •eld is whether in-DRAM mitigations have improved with
DDR  and how ešective they are against advanced Rowhammer patterns.

�is thesis addresses these open questions by performing a system-level evaluation
of advanced Rowhammer attacks and deployed mitigations. We show that frequency-
based Rowhammer patterns bypass TRR on DDR¥ DRAM on both Intel and AMD
Zen-based CPUs. �ereaŸer, we study the memory controller of commodity CPUs
by an automated DRAM tra›c analysis platform. We •nd that RFM is not used
by any of the three tested Intel and AMD CPUs, but Intel CPUs employ a memory
controller-based Rowhammer mitigation that we reverse engineer. Next, we build
a fault injection platform to measure the Rowhammer susceptibility of two DDR 
devices with on-die ECC for the •rst time. We •nd that the DRAM substrate has not
worsened, but is similarly vulnerable as in DDR¥. Lastly, we prove that Rowhammer
is still an unresolved issue on DDR  by reverse engineering in-DRAM mitigations
and building ešective patterns bypassing TRR on all tested SK Hynix DDR  devices.
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Z U S A M M E N FA S S U N G

Die Sicherheit heutiger Computersysteme ist vielschichtig und umfasst SoŸware,
Hardware und menschliche Faktoren. Die Hardwaresicherheit wurde lange Zeit ver-
nachlÈassigt, aber moderne Angriše wie Meltdown, Spectre und Rowhammer geben
aufgrund ihrer praktischen Ausnutzbarkeit und der Schwierigkeit, GerÈate in der
Praxis zu schÈutzen, Anlass zu groûer Sorge. Rowhammer ist besonders heimtÈuckisch,
da es eine grundlegende physikalische EigenschaŸ der DRAM-Technologie ausnutzt,
wodurch seine Ursache schwer zu beheben ist. Mit DDR¥-DRAM fÈuhrten Hersteller
Target Row Refresh (TRR) in DRAM ein, um Rowhammer zu verhindern. Obwohl
TRR bekanntermaûen bei etwa einem Drittel aller GerÈate anfÈallig ist, ist unklar, ob
es ešektivere MÈoglichkeiten gibt, dies zu umgehen, auch bei CPUs anderer groûer
Hersteller wie AMD, die in den letzten Jahren erhebliche Marktanteile gewonnen
haben. Mit DDR  ist die Abwehr von Rowhammer noch komplexer geworden: Die
neue Refresh Management (RFM)-Funktion erfordert die Zusammenarbeit zwischen
dem Speichercontroller und dem DRAM-GerÈat. Es ist nicht bekannt, ob Hersteller
diese optionale Funktion nutzen, obwohl Prognosen darauf hindeuten, dass das
DRAM-Substrat in DDR  schlechter sein wird, was die AnfÈalligkeit fÈur Rowham-
mer erhÈoht. Eine der drÈangendsten Fragen in diesem Bereich ist wohl, ob die In-
DRAM-Abwehrmassnahmen mit DDR  verbessert wurden und wie wirksam sie
gegen fortgeschrittene Rowhammer-Muster sind.

Diese Arbeit befasst sich mit diesen ošenen Fragen, indem sie eine Bewertung
auf Systemebene von fortgeschrittenen Rowhammer-Angrišen und eingesetzten
Abwehrmaûnahmen durchfÈuhrt. Wir zeigen, dass frequenzbasierte Rowhammer-
Muster TRR auf DDR¥-DRAM sowohl auf Intel- als auch auf AMD Zen-basierten
CPUs umgehen. Anschlieûend untersuchen wir den Speichercontroller von han-
delsÈublichen CPUs mit einer automatisierten Analyseplattform des DRAM Bu-
ses. Wir stellen fest, dass RFM von keinem der drei getesteten Intel- und AMD-
CPUs verwendet wird, aber Intel-CPUs verwenden eine speichercontrollerbasier-
te Rowhammer-Abwehrmassnahme, die wir durch Reverse Engineering analysiert
haben. Als NÈachstes bauen wir eine Fehlerinjektionsplattform, um erstmals die
AnfÈalligkeit von zwei DDR -GerÈaten mit On-Die-ECC fÈur Rowhammer zu mes-
sen. Wir stellen fest, dass sich das DRAM-Substrat nicht verschlechtert hat, son-
dern Èahnlich anfÈallig ist wie bei DDR¥. Schlieûlich beweisen wir, dass Rowham-
mer bei DDR  nach wie vor ein ungelÈostes Problem ist, indem wir In-DRAM-
Abwehrmaûnahmen durch Reverse Engineering untersuchen und ešektive Muster
erstellen, die TRR auf allen getesteten SK Hynix DDR -GerÈaten umgehen.
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A B B R E V IAT I O N S

AC Activation Count (No. of Activate Commands to a DRAM Address)

ACT Activate Command (DRAM Command to Open a Row)

aZ¥ AMD Zen ¥

BA Bank Address

BG Bank Group

C/A Command/Address

CPU Central Processing Unit

CS Chip-Select (Signal of the DRAM Bus)

DDRx Double Data Rate Generation (e.g., DDR¥, DDR )

DIMM Dual In-Line Memory Module

DRAM Dynamic Random-Access Memory

DRFM Directed Refresh Management (DDR  Feature to Assist Mitigations)

ECC Error-Correcting Code

FGR Fine Granularity Refresh

FPGA Field-Programmable Gate Array

HC Hammer Count (Number of Activations to an Aggressor Row)

HCmin Minimum Number of Hammers to Induce a Bit Flip

iAL Intel Alder Lake

iCL Intel Cošee Lake

iRL Intel Raptor Lake

JEDEC Joint Electron Device Engineering Council

MC Memory Controller

ODECC On-Die Error-Correcting Code

PRAC Per-Row Activation Count (DDR  Feature to Assist Mitigations)

PRE Precharge Command (DRAM Command to Close a Row)

pTRR Pseudo-TRR (TRR Variant in the Memory Controller)

RA Row Address

RAA Rolling Accumulated Activation (RFM Parameter)

ÔÞ
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RAAIMT RAA Initial Management �reshold (RFM Parameter)

RAAMMT RAA Maximum Management �reshold (RFM Parameter)

RDIMM Registered DIMM

REF Refresh Command (DRAM Command to Refresh Rows)

RFM Refresh Management (DDR  Feature to Assist RH Mitigations)

SPD Serial Presence Detect (EEPROM on DIMMs)

tREFI Refresh Interval Timing (Þ.— ½s for DDR¥, ç.À ½s for DDR )

tREFW Refresh Window (â¥ ms for DDR¥, çò ms for DDR )

tRFC Refresh Cycle Time (Time to Complete a Refresh Command)

TRR Target Row Refresh (In-DRAM Rowhammer Mitigation)

UDIMM Unbušered DIMM
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1
I N T R O D U C T I O N

�e security of modern computer systems is paramount, especially in today's world
where digital devices are deeply embedded in our daily lives. However, the increasing
complexity of systems, with their multiple interconnected hardware and soŸware
layers, makes truly understanding their security a signi•cant challenge. For decades,
soŸware vulnerabilities have been the primary target of attacks, leading to extensive
security ešorts focused on securing soŸware. Academia and industry have responded
by developing a range of tools and techniques, including static [Ô±ç] and dynamic
analysis [¥±â], fuzzing [Þ±ÔÔ], and formal veri•cation [Ôò±Ô ], to •nd and •x these
žaws. Despite this, the hardware layer has largely been overlooked as a critical source
of vulnerabilities and a potent target for sophisticated attacks.

Traditionally, hardware security primarily focused on safeguarding systems from
physical attacks like side-channel attacks and fault injection attacks. �ese sophisti-
cated techniques exploit the physical properties of hardware componentsÐfor in-
stance, to extract cryptographic keys or gain elevated privileges. Common examples
include power analysis [Ôâ], electromagnetic analysis [ÔÞ], and acoustic cryptanaly-
sis [Ô—]. However, due to their inherent complexity and oŸen requiring direct physical
access, these attacks have largely remained niche topics, consequently deemed less
relevant for the average user's security.

�e òýÔýs marked a pivotal shiŸ in hardware security, driven by the discovery
of a surge of novel hardware vulnerabilities such as Rowhammer (òýÔ¥) [ÔÀ], Spec-
tre (òýÔ—) [òý], Meltdown (òýÔ—) [òÔ], Foreshadow (òýÔ—) [òò], RIDL (òýÔÀ) [òç],
and many others [ò¥±çò]. Unlike previous soŸware-based microarchitectural at-
tacks, these attacks allowed leaking data instead of metadata. Moreover, these žaws
are pervasive and easily exploitable, fundamentally altering the perception of hard-
ware security's importance. Luckily, speculative execution attacks can be •xed by
microcode updates or in the next generation of the CPU. �e vulnerability underlying
Rowhammer, however, is a more fundamental issue as it exploits physical properties
of Dynamic Random-Access Memory (DRAM) to trigger memory disturbance errors.
�erefore, it seems to be unlikely to completely eradicate Rowhammer anytime soon
without fundamentally changing the DRAM technology.

To understand Rowhammer, we •rst need to describe how DRAM works. DRAM
is a type of volatile memory that stores data in cells consisting of capacitors. �ese
cells are organized into rows and columns, with the memory controller accessing

Ô
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them by activating an entire row to read or write data. Since capacitors inherently leak
charge over time, these cells require periodic refreshing to maintain data integrity. In
òýÔ¥, Kim et al. [ÔÀ] made a signi•cant discovery, demonstrating for the •rst time that
commercially available, oš-the-shelf DDRç DRAM chips were widely susceptible to
a vulnerability that was later referred to as Rowhammer. �is term is derived from
the mechanism of repeatedly accessing (or hammering) a speci•c row of DRAM cells
to induce bit žips in physically adjacent rows. Subsequent research has consistently
shown that Rowhammer is a serious threat in many attack scenarios, including
over the network [çç, ç¥], in web browsers [ç ±çÀ], on mobile phones [¥ý, ¥Ô], in
cloud environments [¥ò±¥¥], and also ašecting ECC-protected DRAM [¥ , ¥â] and
GPUs [¥Þ].

Since Rowhammer is known for a long time, it has been widely studied in existing
literature [¥—± ¥]. In response to this practically exploitable vulnerability, vendors
started to implement defenses in their DRAM devices to protect against Rowham-
mer attacks [  ± Þ]. �e implementation of proprietary and obscure mitigation
techniques, known as Target Row Refresh (TRR) in DDR¥, introduces considerable
uncertainty regarding their practical robustness and resilience against more sophisti-
cated attacks [  ]. �is raises the question of how ešective advanced system-level
attacks are against these mitigations in practice:

Leading Research Question. How can we comprehensively assess the system-
level security of today's and future DRAM devices against Rowhammer attacks?

To anwer this question, we need a methodology that is scalable. Earlier work [ÔÀ,
çÞ, ¥ò,  —±âý] always considered a •xed DRAM access pattern. For example, a single-
sided [ÔÀ] or double-sided [âÔ] hammering pattern, where either one aggressor or two
aggressor rows (that are one row apart), respectively, are hammered repeatedly. With
the introduction of TRR with DDR¥, however, vendors have started to implement
mitigations that require more complexn-sided access pattern to bypass them [  ].
�ese n-sided Rowhammer patterns consist ofn~ò double-sided aggressor pairs that
are hammered sequentially. However, many-sided patterns have shown to have lim-
ited ešectiveness as they could only trigger bit žips on Ôç of ¥ò (çÔ %) of tested DDR¥
devices [  ]. Hence, it is unclear how a more ešective and scalable methodology for
testing dišerent Rowhammer patterns on many devices should look like. �is is our
•rst research question:

Research Question Ô. How can we perform an ešective and scalable black-box
testing of DRAM devices from dišerent vendors against Rowhammer?

In Chapter ç, we present Blacksmith, a fuzzer that leverages frequency-based
Rowhammer patterns to enable large-scale testing of TRR mitigations on DDR¥
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DRAM devices. With Blacksmith, we show that all ¥ý tested DDR¥ devices from the
three major DRAM vendors, Micron, Samsung, and SK Hynix, are vulnerable to
Rowhammer; that is ò.â� more than the state-of-the-art fuzzer [  ], while triggering
—Þ� more bit žips. We achieve this by developing a new type of frequency-based
Rowhammer access patterns where aggressors are accessed in dišerent phases, fre-
quencies, and amplitudes, which ešectively bypasses the dišerent TRR mitigations
vendors have deployed on their devices. Besides that, we also show that LPDDR¥(X)
devices are similarly ašected by Rowhammer.

Up to this date, the main Rowhammer research has been on Intel CPUs, as they
are the dominant CPU vendor. In the most recent years, however, AMD has gained a
signi•cant market share of çÀ% (in QÔ of òýò  [âò]). As AMD CPUs have not been
considered in Rowhammer research since the release of the Zen architecture in òýÔÞ,
it is unclear whether they are equally vulnerable to Rowhammer attacks as Intel CPUs.
�is is our second research question:

Research Question ò. Are Rowhammer attacks possible on AMD CPUs?

In Chapter ¥, we introduce Zenhammer, the •rst Rowhammer attack on AMD
Zen-based CPUs. Zenhammer shows that we AMD Zen ò and Zen ç CPUs are
equally vulnerable to Rowhammer as Intel CPUs: we •nd bit žips on seven (Zen ò)
and six devices (Zen ç) compared to ten devices on an Intel Cošee Lake CPU. In
•ve of six devices, we can even trigger up to ¥â� more Rowhammer bit žips on
AMD (Zen ç) than on the Intel CPU. To achieve this, we •rst reverse engineered the
DRAM functions of AMD's memory controller. �ereaŸer, we conducted a series
of experiments to improve refresh synchronization and •nd the optimal way of
scheduling žushes and fences to maximize the activation throughput. Besides that,
we also show for the •rst time Rowhammer bit žips on one DDR  device on an AMD
Zen ¥ machine.

With Blacksmith and Zenhammer, we showed that Rowhammer is a serious threat
ašecting DDR¥ DRAM on both Intel and AMD CPUs similarly. �e key dišerence
between hammering these two platforms is the behavior of the memory controller in
the respective CPU. �e memory controller is a crucial component in modern CPUs as
it controls the access to the DRAM and implements various optimizations to improve
performance by intelligently scheduling memory requests. Advanced Rowhammer
attacks like Sledgehammer [âç], and new disturbance ešects like Rowpress [â¥],
aim to make use of speci•c DRAM features to hammer more banks in parallel or
keep DRAM rows open for longer, respectively. However, due to the proprietary
nature of memory controllers in commodity CPUs, it is hard to rigorously validate
the ešectiveness of such attacks. Furthermore, since DDR , the memory controller is
involved in mitigating Rowhammer attacks. With the latest DRAM generation, DDR ,
a new feature called Refresh Management (RFM) has been added to the standard [â ].
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�is Rowhammer mitigation feature gives the DRAM device additional time to send
mitigative refreshes to victim rows. However, RFM is an optional feature and since
we could only trigger bit žips on one of the ten DIMMs we tested in Zenhammer,
it suggests that CPU vendors might already have employed RFM in their memory
controllers. �is raises the following research question:

Research Question ç. How can we evaluate on the system-level the ešectiveness
of advanced Rowhammer(-like) attacks and deployed defenses?

In Chapter  , we show how we built the McSee platform for automated DDR¥/ 
DRAM tra›c analysis. �is platform allow us for the •rst time to analyze the behavior
of proprietary memory controllers of commercial CPUs by capturing the DRAM
command/address bus using a high-speed oscilloscope. Using McSee, we •rst study
two advanced attacks on DDR¥, multi-bank hammering [âç] and Rowpress [â¥]. We
discover that multi-bank hammering is only ešective for up to six hammered banks
simultaneously, aŸer which the activation rate signi•cantly drops. For Rowpress,
we •nd that the row is kept open for òÀò.À  ns on average only, revealing signi•-
cant potential for improvement. AŸer that, we analyze RFM on DDR  devices and
show that neither Intel Alder/Raptor Lake nor AMD Zen ¥ CPUs make use of the
RFM feature. However, we •nd that Intel's Raptor Lake CPU implements a memory
controller-based Rowhammer mitigation named pseudo-TRR (pTRR), which we
reverse engineer to analyze its ešectiveness against attacks.

�e •ndings of McSee immediately raise the question of whether most modern
DDR  devices are still vulnerable to Rowhammer attacks. It is evident that attacks
have become more di›cult on Intel Raptor Lake CPUs due to pTRR; however, we
have not found any memory controller-based mitigation on AMD Zen ¥ CPUs but
still could trigger Rowhammer bit žips on only one out of ten tested devices. We
hypothesize that this could be because of three reasons: (i) on-die ECC, which vendors
have started to deploy on consumer DRAM with DDR ; (ii) an improved DRAM
substrate, making chips more robust against disturbance errors; or (iii) stronger TRR
mitigations, making it harder to bypass it with existing Rowhammer access patterns.
�is brings us to our fourth research question:

Research Question ¥. Why did system-level Rowhammer attacks become more
di›cult on the latest DDR  DRAM generation?

In Chapter â, we introduce REFault: a low-cost fault injection system based on a
UDIMM interposer that allows altering DDR  commands on-the-žy. Using REFault,
we temporarily suppress refresh commands sent to the DRAM device on a commodity
system, which allows us to determine the minimum hammer count (HCmin) required
to trigger bit žips. Our results from two DIMMs, manufactured by Samsung and
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Micron, show that the HCmin is as low as Ôâ K activations, which is similar to
the HCmin of DDR¥ devices [¥—]. �is means that the DRAM substrate has not
signi•cantly improved with DDR .

In Chapter Þ, we present the Phoenix attack, the •rst large-scale DDR  Rowham-
mer attack on a commodity system triggering bit žips on all Ô  tested DDR  devices
from the largest DRAM manufacturer, SK Hynix [ââ]. We achieve this by reverse
engineering the TRR mitigation using an FPGA-based platform and conducting a
series of carefully craŸed experiments. We •nd that the TRR implementation has
signi•cantly fewer blind spots than their DDR¥ counterparts, requiring us to pre-
cisely track thousands of refresh intervals to build an ešective attack. As existing
refresh synchronization techniques fail to meet this requirement, we develop a new
self-correcting method that automatically adjusts the pattern execution whenever it
detects a missed refresh command. Using Phoenix, we also show the •rst Rowhammer
privilege escalation exploit on a production DDR  system in as little as ÔýÀ seconds.

By answering these four research questions, we provide a comprehensive overview
of the current state of system-level Rowhammer attacks and defenses. �is is the
•rst work to examine Rowhammer across two generations of DRAM, DDR¥ and
DDR . We have shown that Rowhammer isÐdespite of deployed mitigationsÐstill
a serious threat to modern DDR¥ and DDR  DRAM devices and that mitigation
ešorts against Rowhammer must continue.
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2
BAC KG R O U N D

�is chapter provides the necessary background on modern DRAM systems and the
Rowhammer vulnerability. We begin in Section ò.Ô by describing the fundamental
principles of DRAM, covering its physical organization, operational commands, and
the architectural evolution leading to the current DDR  standard. Next, Section ò.ò
introduces the Rowhammer vulnerability by describing common attack patterns
and practical implications of Rowhammer attacks. Finally, Section ò.ç discusses
defenses against this threat, providing an overview of dišerent mitigation strategies,
with a particular focus on the in-DRAM TRR mitigation and methods for reverse
engineering it.

ò.Ô oí•Z“†h §Z•o™“-Zhhu«« “u“™§í

DRAM (dynamic random access memory) has evolved to become the de facto stan-
dard for today's computing devices. While there exist dišerent types of DRAM for
desktops, servers, laptops, and smartphones, they all share a common organization
and operational principles as we explain next.

ò.Ô.Ô Physical Organization

A DRAM system is structured hierarchically and composed of channels, ranks, banks,
rows, and columns. A channel is the set of all command, data, and control lines of a
memory controller required to interface DRAM. Each channel is connected to one
or multiple Dual In-line Memory Modules (DIMMs), of which each can operate
independently. For example, unbušered dual in-line memory modules (UDIMMs)
for desktops and Registered DIMMs (RDIMMs) for servers. �ese RDIMMs include
an on-DIMM bušer to reduce the electrical load on the memory controller and are
typically equipped with rank-level Error Correction Code (ECC).

A DIMM, as shown in Figure ò.Ô, is equipped with multiple DRAM chips. DRAM
chips are grouped into ranks that share the same Chip-Select (CS) signal. Each rank
consist of multiple banks that can operate in parallel [âÞ]. A single bank spans over
several physical DRAM chips, because the data bus width of the DIMM bus is wider
(e.g., â¥ bits on DDR¥) than the one of an individual DRAM chip (e.g., — bits). A

Þ
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bank is made of many DRAM cells, of which each contains a capacitor, which stores a
single data bit as electrical charge, and an access transistor. �ese cells are arranged in
a two-dimensional grid and connected row- and column-wise by a word- and a bitline,
respectively. Every bank has a row bušer, an array of sense ampli•ers connected to
the bit lines and involved in reading/writing data from/to rows. Similarly, every bank
has a row decoder connected to the word lines and involved in selecting speci•c
rows.

F†•¶§u ò.Ô: DRAM organization. �e hierarchical organization of a DRAM system.

ò.Ô.ò DRAM Operations

�e DDRx protocol (e.g., DDR¥ [â—] or DDR  [â ]) is used to communicate between
the DRAM device and the memory controller. It is speci•ed by the Joint Electron
Device Engineering Council (JEDEC) industry consortium. �e protocol dictates
timing requirements and permitted command orders that the memory controller
must respect to ensure the DRAM device's proper functioning.

Before reading or writing data to a DRAM address, the memory controller (MC)
puts the associated bank in a precharged state by issuing thePREcommand to DRAM,
deactivating the row bušer. Next, the MC issues anACTcommand, aŸer which the
requested row is loaded into the row bušer. Now, data can be read (RD) or written (WR);
both require specifying the targeted column of the loaded row.

Refresh mechanism. To prevent data loss due to charge leakage, DRAM cells need
to be refreshed periodically. Typically, the recommended refresh window to ensure
proper operation of a DRAM cell is in the order of milliseconds (e.g., â¥msfor DDR¥
and çòmsfor DDR ). Given that, a refresh command (REF) has to be sent on average
every Þ.—½s(DDR¥) or ç.À½s(DDR ) according to the tREFI timing parameter. On
everyREF, the DRAM refreshes a small subset of rows at a time, which are determined
by the DRAM chip. Past experiments [âÀ] have shown that in practice, memory cells
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can hold their charge without a refresh (at room temperature) even much longerÐin
the order of multiple seconds [Þý].

�e row bušer side channel. Row bušer conžicts have been exploited as a timing
side-channel to detect same-bank rows [¥ç, ÞÔ, Þò]. For this, two randomly picked
addresses are repeatedly accessed in succession and their access time is measured.
If the addresses map to dišerent banks, the rows will stay open in their respective
bank's row bušer and can directly be read. �is means, row bušer hits happen, which
leads to faster (i.e., lower latency) access times. However, if the rows map to the same
bank, successive accesses evict each other from the row bušer, thus requiring aPRE
andACTbefore data can be read or written. �is row bušer conžict yields slower (i.e.,
higher latency) access times.

ò.Ô.ç DRAM Addressing

�e memory controller uses an addressing scheme to map the physical address
space to DRAM locations. A DRAM address encodes the rank (RA), bank (BA),
bank group (BG), row, and column. Generally, vendors employ con•dential address
mappings that are optimized for performance. As correctly addressing DRAM rows
is essential for Rowhammer attacks, reverse engineering these proprietary functions
is oŸen a preliminary step in such attacks. Unlike Intel, AMD published address
mappings for their pre-Zen CPUs in the BIOS and Kernel Developer's Guide [Þç], but
stopped publishing this information for its newer CPUs since òýÔÞ.

Linearity of functions. Previous work [¥ç, ÞÔ, Þò, Þ¥±ÞÞ] assumed the DRAM func-
tions are linear. �at is, a function f j is the exclusive-OR (XOR) of a setSj of physical
address bits:f j ˆa• � > k>Sj

ak . We will show later (Section ¥.ç.ò) that this assumption
does not hold on our AMD Zen-based target systems.

ò.Ô.¥ Evolution to DDR 

Besides support for higher density DRAM modules and higher clock frequencies,
the introduction of DDR  memories brought changes in the DIMM's architecture
and the DRAM protocol. In the following, we provide an overview of these changes.

Refresh modes. DDR  devices require refresh commands to be sent on average
every ç.À½sby default, i.e., two times more oŸen than on DDR¥ (Þ.—½s). DDR  also
supports two modes of refresh operations: normal refresh mode and •ne granularity
refresh (FGR) mode. In normal mode, all bank refresh commands (REFab) are issued
to refresh all banks in each bank group at the same time. In FGR mode, additionally
same-bank refreshes (REFsb) can be issued to only refresh a speci•c bank in each
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bank group. In this mode,REFsbcommands must be issued every Ô.À  ½s, in a round-
robin fashion to all banks, followed by aREFabcommand [Þ—, p. ÔÞò]. �e memory
controller can toggle the FGR mode by writing into the MR4 OP[4] mode register.

Subchannels. New with DDR  DIMMs is the concept of subchannels. �ese entirely
independent channels on one DIMM increase concurrency and support for better
scheduling by the memory controller, but also imply that the available ò—— bus pins
must now be shared between the two subchannels. Consequently, there are fewer
command/address (C/A), data, and control lines available to a DDR  subchannel than
on regular channels in previous generations. Because of this reduced pin count, DDR 
introduced two-cycle commands, utilizing two subsequent clock cycles to encode a
single command [â , ÞÀ, —ý]. �is ašects, for example, activate (ACT), read (RD), and
write (WR) commands, as shown in Table ò.Ô.

On-die ECC. Besides rank-level ECC on most server RDIMMs, the DDR  standard
mandates that all ªDDR  devices shall implement internal Single Error Correction
(SEC) ECCº [Þ—, p. ò—ý]. �is On-Die Error Correction Codes (ODECC) is imple-
mented on the DRAM chip by storing parity bits along with the data, and it is opaque
to the memory controller [âÀ, —Ô].

ò.ò ±„u §™ë„Z““u§ ê¶••u§Zf†•†±í

�e DRAM vulnerability Rowhammer [ÔÀ] is a hardware fault caused by leaking
capacitor charges that allows attackers to induce memory disturbance errors. While
the industry has been aware of Rowhammer since at least òýÔò [—ò], Kim et al. [ÔÀ]
studied the problem for the •rst time in their seminal paper in òýÔ¥. �ey observed
that commodity DRAM chips from all major vendors sušer from disturbance errors
induced by repeatedly opening (ACT) and closing (PRE) a DRAM row (i.e., aggressor
row) in a short period of time. �is action causes some cells in neighboring rows (i.e.,
victim rows) to leak charge at a faster pace than usual. Consequently, these cells can
no longer retain their charge for the period they are supposed to before the cell is
refreshed, resulting in their bits žipping.

Hammer count. �e hammer count ( HC) describes the cumulative number of
DRAM activations to aggressor rows. Accordingly, the minimumHC (HCmin)Ðor
also called Rowhammer thresholdÐis the lowestHC to trigger a bit žip in a DRAM
row, which varies across dišerent rows. �erefore, the HCmin characterizes a device's
Rowhammer vulnerability level [¥—]. Generally, smaller technology nodes make
DRAM cells more vulnerable to Rowhammer by reducing the HCmin, for example,
from Ôç—.¥ K±çÔ¥ K in DDRç to òý K±—ý K in DDR¥ across dišerent vendors [¥—].
DDR  dynamic random-access memory (DRAM) is equipped with ODECC, which
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TZf•u ò.Ô:Simpli•ed DDR  command set as de•ned by JEDEC [â ]. V=valid (de•ned
logic level, either high or low), CID=chip id (for die stacking), X=don't care
(can be žoating), AP=auto precharge, CW=control word, BL=burst length,
WRP=write partial, ODT=on-die termination, RFU=reserved for future use,
meaning that it may be assigned a new command in the future. �e behavior of
unassigned command encodings is unde•ned.

Command/address bits
Command Abbr. CS

ý Ô ò ç ¥   â Þ — À Ôý ÔÔ Ôò Ôç

L L L Row Rý±ç Bank Bank group Chip CIDý±ò
Activate

(Open a row)
ACT

H Row R¥±Ôâ
RÔÞ/

CIDç

L H L L L V
RFU

H V

L H L L H L H Bank Bank group Chip CIDý±ò
Write pattern WRP

H V Column Cç±Ôý V AP H V CIDç

L H L L H H V
RFU

H V

L H L H L L Address MRAý±Þ V
Mode register write MRW

H Opcode OPý-Þ V CW V

L H L H L H Address MRAý±Þ V
Mode register read MRR

H V CW V

L H L H H L BL Bank Bank group Chip CIDý±ò
Write WR

H V Column Cç±Ôý V AP WRP V CIDç

L H L H H H BL Bank Bank group Chip CIDý±ò
Read RD

H V Column Cç±Ôý V AP V CIDç

Vref CA L H H L L L Opcode OPý-â L V

Vref CS L H H L L L Opcode OPý-â H V

Refresh all REFab L H H L L H CIDç V H L Chip CIDý±ò

Ref. mgmt. all b. RFMab L H H L L H CIDç V L Chip CIDý±ò

Ref. same bank REFsb L H H L L H CIDç Bank V H Chip CIDý±ò

Ref. mgmt. s. b. RFMsb L H H L L H CIDç Bank V L H Chip CIDý±ò

Precharge all PREab L H H L H L CIDç V L Chip CIDý±ò

Precharge same b. PREsb L H H L H L CIDç Bank V H Chip CIDý±ò

Precharge PREpb L H H L H H CIDç Bank Bank group Chip CIDý±ò

RFU L H H H L L V

Self-refresh entry SREF L H H H L H V L V

Power-down entry PDE L H H H L H V H ODT V

Multi-purpose MPC L H H H H L Opcode OPý±Þ V

Power-down exit,

No operation
L H H H H H V

Deselect NOP H X
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increases the HCmin as its error correction capabilities need to be bypassed prior to
observing any bit žips.

End-to-end attacks. �e Rowhammer vulnerability attracted much attention due to
its devastating impact on systems security. A multitude of attacks have demonstrated
its practicality. For example, to cause denial-of-service [¥¥], escalate privilege [¥ý,
¥Ô, âý, —ç±—Þ], leak data [——±ÀÔ], recover secret keys [Àò, Àç], degrade deep learning
models [ —, À¥, À ], and attack VMs [¥ò, ¥ç], browsers [ç ±çÀ], other platforms such
as RISC-V [Àâ], and systems across the network [çç, ç¥].

ò.ò.Ô Attack Patterns

We use the term pattern to describe memory access sequences and denote patterns
as being ešective when they can trigger bit žips. �e initially found single-sided [ÔÀ]
pattern activates (or hammers) two far-apart aggressor rows repeatedly to trigger
bit žips in the adjacent victim rows. �is pattern was termed as single-sided because,
from the victim row's point of view, the charge is being leaked from one side only.
Later, Seaborn and Dullien [âÔ, —¥] showed that if a victim rowx is sandwiched by
two aggressors (i.e., rowsx � Ô andx � Ô), it increases the chance of bit žips. �is
pattern is known as double-sided pattern.

In follow-up work, various other access patterns have been found [¥—,  ò,   ,
—¥, ÀÞ, À—]; however, the most ešective one remains the double-sided pattern [¥ç].
�e patterns were later generalized byn-sided patterns consisting ofn aggressors,
arranged in a double-sided fashion [  ]. �ese patterns use decoy rows [ÀÀ] to trick
the mitigation from sampling those rows instead of the aggressors, which helped to
bypass some of the in-DRAM Target Row Refresh (TRR) mitigations [  ].

Synchronization with refreshes. A key ingredient of recent Rowhammer patterns
is the synchronization with theREFcommands that trigger TRRs [ç ]. Previous
work [ç ] showed that soŸ synchronization can be achieved by introducing a carefully
chosen number ofNOPs into the pattern. In this way, the memory controller is more
likely to scheduleREFs in these gaps of less DRAM activity, thus helping to keep the
pattern in sync with the REF.

ò.ò.ò Advanced Rowhammer(-like) Attacks

Typically, Rowhammer attacks are based on interleaving fast activations of dišerent
aggressor rows. As the aggressor rows are adjacent to the victim, they reside in the
same bank and their activation rate is limited by t§h (� ¥  ns) [â—]. �e t§h limit
includes the minimum time that a row must be kept active (t§Z«,� çò ns) and the
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time to precharge the row (t§£,� Ôç ns). However, in òýòç, Rowpress showed that
the Rowhammer threshold can be reduced by increasing the row open time [â¥]. In
other words, if the aggressor rows are kept active for much longer than t§Z«, fewer
activations are required to induce bit žips in the victim row.

Although activations that target the same bank are limited by t§h, DRAM is
designed to improve performance through bank parallelism. In particular, activations
targeting dišerent banks only require a delay of tRRD between them (�   ns for the
same group to� ç ns for dišerent bank groups). Sledgehammer (òýò¥) exploited
this insight to issue a higher rate of activations to the DRAM device, consequently
increasing the number of total bit žips [âç].

ò.ç §™ë„Z““u§ “†±†•Z±†™•«

A plethora of dišerent mitigations have been proposed to stop Rowhammer attacks:
soŸware-based mitigations [çç, ¥ý, ¥Ô,  À, —ç, Ôýý±Ôý ], memory controller-based
mitigations [ÔÀ, Ôýâ±ÔÔÀ], and in-DRAM mitigations [ÀÀ, Ôòý±Ôçý]. Intel announced
in òýÔ¥ that they would mitigate Rowhammer on servers using a memory controller-
based mitigation named pseudo-TRR (pTRR) [ â, ÔçÔ]. In òýòý, pTRR's existence was
experimentally con•rmed on an Intel Xeon server CPU (Sandy Bridge EP, DDRç),
but it was proven absent on desktop CPUs [  ]. Despite these proposals, DRAM
vendors rely on a variery of proprietary on-die mitigations, commonly known as
Target Row Refresh (TRR), as we explain next.

ò.ç.Ô Target Row Refresh

In response to the worsening Rowhammer ešect, DRAM vendors have deployed in-
DRAM mitigations, known as Target Row Refresh (TRR), that preemptively refresh
victim rows before bits žip [  ,  Þ]. Frigo et al. [  ] analyzed TRR and found that it
refers to a variety of dišerent solutions with the recent variants all operating inside the
DRAM chips. �ey further show that in-DRAM TRR tries to detect which rows are
being hammered using a sampling mechanism and internally refreshes their victims
before these receive their regular refresh. An ideal TRR sampler needs to keep track
of every row that receives anACTcommand but doing so is expensive in hardware.
Instead, existing TRR mechanisms estimate the rows that are activated most oŸen.
�e TRRespass fuzzer [  ] shows gaps in this estimation by increasing the number of
aggressor rows, causing Rowhammer bit žips to resurface on roughly çý% of modern
DDR¥ DIMMs. �is shows that TRR mitigations are insecure and may be bypassed.
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ò.ç.ò Refresh management

TRR uses the slack of theREFcommand to refresh victim rows of an attack [ÀÀ,
ÔòÔ, Ôçò]. As this period may be insu›cient on some devices, DDR  introduced the
Refresh Management (RFM) [—Ô] command to provide additional time for mitigative
refreshes and protect data integrity during periods of high memory activity.

If RFM is used, rolling accumulated ACT (RAA) counters keep track of theACT
count received per bank. Whenever a counter reaches the maximum management
threshold (RAAMMT),ACTsto that bank are no longer allowed until anRFMor
REFdecreases the counter by the initial management threshold (RAAIMT) or ý. ±
Ô.ý � RAAMMT, respectively. DDR  devices must advertise the RFM values in their
SPD chip, as Rowhammer mitigations may rely on it [â , Ôçç]. However, this device-
speci•c, optional feature requires MC support and may not be required by all DDR 
DIMMs. More recently, the directed RFM (DRFM) command was introduced [Þ—] to
account for the increasing blast radius of Rowhammer by refreshing up to four rows
surrounding an aggressor row.

ò.ç.ç Reverse Engineering TRR

Previous work reverse-engineered aspects of DDR¥ TRR implementations by using
the bit žips themselves as a side channel [  ]. For example, researchers determined
how frequentREFsperform TRR by (i) disabling refreshes, (ii) hammering half of
HCmin, (iii) issuing a singleREF, and (iv) hammering for the remaining half of
HCmin. If no bit žips occurred, the issuedREFmust have been a TRR [  ]. As this
method involves hammering for HCmin times, it may ašect the TRR mechanism
and conceal observing the actual behavior.

U-TRR. �e U-TRR reverse engineering technique [ Þ] relies on retention errors as
a side channel for detecting TRRs activity, as shown in Figure ò.ò.

1 To run an experiment, U-TRR •rst identi•es blocks of neighboring rows with
similar retention times. �e number of rows depends on the experiment; for
example, three rows are required for a double-sided Rowhammer pattern.

2 U-TRR initializes victim and aggressor rows obtained from the retention pro•le
with a data pattern. Typically, the aggressors' inverse data pattern is used for
the victim rows.

3 �ereaŸer, U-TRR resets the TRR-internal state by hammering dummy rows.

4 AŸer waiting for half of the determined retention time, U-TRR hammers
aggressor and dummy rows for multiple rounds, while issuingREFsto give
TRR opportunities to refresh the victims.
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5 Finally, aŸer the remaining retention time of the pro•led rows has passed,
U-TRR checks the victims for bit žips. If there are no bit žips present, although
the retention time has passed, we can conclude that TRR must have refreshed
the victim rows.

F†•¶§u ò.ò:U-TRR experiment. AŸer pro•ling DRAM rows, U-TRR resets the TRR
and waits for half of the retention time,T~ò. �en, it executes a hammering-
refreshing payload. Finally, aŸer the remaining retention time has passed, it
checks for bit žips.
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3
B L AC K S M I T H : S C A L A B L E R O W HA M M E R I N G I N T H E
F R E Q U E N C Y D O M A I N

We present the new class of non-uniform Rowhammer access patterns that bypass
undocumented, proprietary in-DRAM Target Row Refresh (TRR) while operat-
ing in a production setting. We show that these patterns trigger bit žips on all ¥ý
DDR¥ DRAM devices in our test pool. We make a key observation that all published
Rowhammer access patterns always hammer ªaggressorº rows uniformly. While uni-
form accesses maximize the number of aggressor activations, we •nd that in-DRAM
TRR exploits this behavior to catch aggressor rows and refresh neighboring ªvictimsº
before they fail. �ere is no reason, however, to limit Rowhammer attacks to uniform
access patterns: smaller technology nodes make underlying DRAM technologies
more vulnerable, and signi•cantly fewer accesses are nowadays required to trigger
bit žips, making it interesting to investigate less predictable access patterns.

�e search space for non-uniform access patterns, however, is tremendous. We
design experiments to explore this space with respect to the deployed mitigations,
highlighting the importance of the order, regularity, and intensity of accessing aggres-
sor rows in non-uniform access patterns. We show how randomizing parameters in
the frequency domain captures these aspects and use this insight in the design of
Blacksmith, a scalable Rowhammer fuzzer that generates access patterns that ham-
mer aggressor rows with dišerent phases, frequencies, and amplitudes. Blacksmith
•nds complex patterns that trigger Rowhammer bit žips on all ¥ý of our recently
purchased DDR¥ DIMMs, ò.â� more than state of the art, and generating on average
—Þ� more bit žips. We also demonstrate the ešectiveness of these patterns on Low
Power DDR¥X devices. Our extensive analysis using Blacksmith further provides
new insights on the properties of currently deployed TRR mitigations. We conclude
that aŸer almost a decade of research and deployed in-DRAM mitigations, we are
perhaps in a worse situation than when Rowhammer was •rst discovered.

ç.Ô †•±§™o¶h±†™•

A dangerous mistake when designing a mitigation is assuming that attackers will
operate the same way aŸer the deployment of the new mitigation. �is is especially
true for in-DRAM Target Row Refresh (TRR), a selection of defense mechanisms for
stopping the ever-worsening Rowhammer ešect in the DRAM substrate. Proprietary,

ÔÞ
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undocumented in-DRAM TRR is currently the only mitigation that stands between
Rowhammer and attackers exploiting it in various scenarios such as browsers, mobile
phones, the cloud, and even over the network [çç±ç , çÞ±¥ç, âÔ]. In this paper, we show
how deviations from known uniform Rowhammer access patterns allow attackers
to žip bits on all ¥ý recently-acquired DDR¥ DIMMs, ò.â� more than the state of
the art [  ]. �e ešectiveness of these new non-uniform patterns in bypassing TRR
highlights the need for a more principled approach to address Rowhammer.

Existing Rowhammer patterns. Data in DRAM is stored in rows of cells. �ese cells
consist of capacitors that leak charge over time. For preserving the data, the charge
needs to be restored by refreshing the cells regularly. However, it is possible to leak
charge from these cells with the Rowhammer vulnerability before they have a chance
to get refreshed [ÔÀ]. Existing approaches trigger Rowhammer by selecting one to
many dišerent ªaggressorº rows to hammer [  , âý, âÔ]. �ese aggressor rows are
repeatedly accessed in a short duration before cells get refreshed, causing bit žips
in ªvictimº rows that are adjacent to these aggressors. As an example, the double-
sided Rowhammer access pattern sandwiches a victim row with two aggressor rows,
maximizing charge leakage in the victim row. To leak as much charge from victim
rows as possible, such patterns hammer aggressors as oŸen as possible before their
victims have a chance to get refreshed.

Target Row Refresh. Target Row Refresh (TRR) is an umbrella term for hardware
mitigations against the Rowhammer vulnerability, with recent variants operating
entirely inside DRAM chips [  ]. At a high level, TRR aims to detect rows that are fre-
quently accessed (i.e., hammered) and refresh their neighbors before their charge leak
results in data corruptions. �e challenge is •nding the frequent items in a stream of
DRAM accesses. However, as precise frequent item counting is expensive in hardware,
TRR implementations try to estimate the frequent items (i.e., the aggressors). Recent
work shows that by increasing the number of aggressors, certain implementations
of TRR are unable to keep track of all aggressors and corruptions resurface [  ]. A
majority of TRR implementations (roughly Þý%), however, remain secure since they
can detect all aggressors given that they are hammered frequently enough.

Non-uniform Rowhammer patterns. We make the key observation that prior
Rowhammer attacks always access aggressors uniformly. From a frequent item count-
ing perspective, this is a straightforward case for estimating frequent items. However,
there is, of course, no need for attackers to hammer in the space where TRR im-
plementations operate ešectively. Given the increasing (physical) susceptibility of
DRAM to Rowhammer [¥—], aggressors no longer need many accesses: attackers are
free to choose from many hammering strategies between the times a victim row is
refreshed. While this provides many possibilities to fool the TRR's estimation of the
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frequent items, at the same time, it creates a problem for attackers since the search
space for non-uniform patterns is huge.

We design a series of experiments that start by randomizing the patterns and grad-
ually discovering the essential properties that make them successful. �is exploration
ultimately results in a set of parameters for constructing non-uniform patterns that
can ešectively explore the weaknesses in existing TRR mechanisms. Notably, we •nd
three temporal properties, namely order, regularity, and intensity, play a crucial role
in constructing non-uniform patterns that can escape various TRR mechanisms.

Rowhammering in the frequency domain. To capture these temporal parameters,
we propose constructing non-uniform patterns in the frequency domain. Signal prop-
erties such as phase, frequency, and amplitude conveniently map to the parameters
that are important in exploring the blind spots of TRR. Based on this insight, we build
BlacksmithÐa scalable Rowhammer fuzzer capable of generating access patterns by
randomizing parameters in the frequency domain for randomly selected aggressors.
In contrast to previous work [  ], our novel patterns are highly complex, making it
di›cult for humans to explore manually. Furthermore, our scalable fuzzing-based
approach makes it easy to test a large number of DRAM devices against Rowhammer,
without the need for time-consuming reverse engineering. On top of generating
non-uniform patterns, we can distinguish interesting DRAM-dependent temporal
properties by analyzing patterns that triggered bit žips.

Our evaluation shows that Blacksmith can generate patterns that can trigger bit žips
on all ¥ý recently purchased DRR¥ DIMMs from the three major DRAM vendors
(Samsung, Micron, and Hynix), a factor of ò.â� more than state-of-the-art many-
sided patterns [  ]. We also demonstrate the ešectiveness of these patterns on Ôâ
out of ÔÀ Low Power DDR¥X devices. �ese results show that instead of obscure
TRR mitigations, we need to invest in principled mitigations with clear guarantees.
To gain more insights into these non-uniform patterns, we systematically evaluate
how Blacksmith converges to the speci•c values of the dišerent spatial and temporal
parameters. Using the bit žips triggered by these patterns, we uncover interesting
new properties of deployed TRR mitigations such as the number of aggressors that
they track, the importance of the aggressors' addresses, and signi•cant dišerences in
the number of triggered bit žips on dišerent chips of the same device. Furthermore,
we reverse-engineer properties of the TRR implementation on one of the Low Power
DDRX devices where Blacksmith could not trigger bit žips and show how a dišerent
con•guration of Blacksmith could trigger bit žips on these devices.

Contributions. We make the following contributions:

(Ô)We present novel non-uniform Rowhammer patterns that make it di›cult for
TRR to estimate the potential aggressor rows accurately.
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(ò) We design Blacksmith, a new Rowhammer fuzzer that can ešectively explore
the important parameters of these non-uniform patterns by hammering in the
frequency domain.

(ç) We evaluate Blacksmith on ¥ý DDR¥ DIMMs from all three major DRAM
vendors, showing that it is possible to trigger bit žips on Ôýý% of them by using
non-uniform patterns. We also show Blacksmith's ability to trigger bit žips on
Ôâ out of ÔÀ LPDDR¥X DRAM chips.

(¥) We conduct an extensive analysis of the ešective patterns and bit žips found by
Blacksmith to gain insights on patterns and deployed mitigations. Furthermore,
we reverse-engineer the TRR mechanism of one of the LPDDR¥X devices
where Blacksmith could not trigger any bit žips to show how it can better be
con•gured.

Reproducibility. To enable reproducibility, we publish the source code of Blacksmith
on this URL: https://github.com/comsec-group/blacksmith.

Responsible disclosure. We reported our •ndings to ašected parties by following a
responsible disclosure process. In QÔ-òýòÔ, we initiated the process with the NCSC
Switzerland (NCSC-CH). In Qò-òýòÔ, NCSC-CH informed ašected parties and
shared our results with DRAM vendors, OEMs, and cloud providers. In Qç-òýòÔ,
NCSC-CH sent ašected parties an updated version of our work and announced
the public disclosure date. In Q¥-òýòÔ, we have been assigned a CVE (CVE-òýòÔ-
¥òÔÔ¥) and publicly disclosed Blacksmith on November Ô , òýòÔ. �e three DRAM
manufacturers (Samsung, SK Hynix, and Micron), Intel, AMD, MicrosoŸ, Oracle,
and Google con•rmed the receipt of our •ndings. SK Hynix got in touch with us to
discuss the LPDDR¥X results. We discussed a possible mitigation with Intel and our
•ndings more in detail with Google. None of the contacted parties informed us of
their mitigation plans.

ç.ò £§™£u§±†u« ™€ u€€uh±†êu •™•-¶•†€™§“ £Z±±u§•«

In search of ešective patterns for more DIMMs, we must better understand how
existing instances work. Figure ç.Ôa shows the three common Rowhammer access
patterns, including the single-sided, double-sided, andn-sided pattern withn � ¥
as an example. �e recent SMASH attack [ç ] shows that it can trigger bit žips
in JavaScript by synchronizing n-sided patterns with the DRAMREFcommand.
Our experiments with SMASH patterns, as discussed in Appendix A.Ô, show that
while aligning withREFincreases the number of ešective patterns found on certain
DIMMs, overall, it does not compromise TRR on more devices than the original
n-sided patterns.
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From the existing patterns, however, we make the key observation that the aggres-
sors in all these previous patterns are hammered uniformly as shown in Figure ç.Ôb.
While hammering uniformly maximizes the chance of triggering a Rowhammer bit
žip, since it maximizes the frequency in which the aggressors are hammered, it is
also the easiest case for TRR to estimate the rows that are accessed the most (i.e.,
hammered). Given the increasing degree of vulnerability to Rowhammer, the aggres-
sors no longer need to be hammered as frequently as possible, and a signi•cantly
smaller number of accesses is enough to trigger Rowhammer [¥—]. �is provides an
opportunity to better exercise the TRR's estimation of aggressor rows by hammer-
ing non-uniformly. �is paper explores the design of non-uniform patterns against
in-DRAM TRR.

(a)Spatial arrangement of aggressor
rows ( ) and victim rows ( / ) in
DRAM memory.

(b) Relative activation frequency, i.e., num-
ber ofACTs per aggressor in a Rowham-
mer pattern.

F†•¶§u ç.Ô:Common Rowhammer access patterns. Overview of the most common
Rowhammer access patterns from prior work.

While non-uniform access patterns will likely make it more challenging for TRR
to estimate the aggressors, at the same time, they are challenging to craŸ due to the
large design space. Let us consider the possible number of activations in a t§u€† (� Ôýý
accesses), so we end up with� —ÔÀ k possible activations between two (victim) row
refreshes, where each could potentially be used to hammer our aggressors. Assuming
that we need to hammer Ôý k times, it gives us more than â.Þ� Ôýòç¥¥Þpossibilities to
distribute our double-sided aggressor accesses (see Appendix A.ç for details). As this
is impractically large, we explore the important properties of ešective non-uniform
patterns to reduce the size of this search space.

One possibility is to reverse-engineer speci•c details of various TRR implemen-
tations, as has been done in concurrent [ Þ] and earlier work [  ]. �is is a time-
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consuming process and needs to be repeated on new devices given that vendors
tend to change their implementations [  ]. Instead, our goal here is to determine the
generic properties of existing TRR implementations. For this purpose, we conduct a
series of experiments on DIMMsA ÔýandBò of the two major vendors in our test
pool. We later show how these discovered properties can help in triggering bit žip on
other DIMMs from the same vendors as well in devices from other vendors.

We start exploring non-uniform patterns by randomizing the number of aggressors
being hammered and their location (Section ç.ò.Ô). To limit the search space, we try to
answer questions such as when we should hammer an aggressor and for how long. We
•rst answer these questions for patterns that •t within aREFinterval (Section ç.ò.ò)
and later extend our search to larger patterns (Section ç.ò.ç). AŸer we understand
the properties of successful patterns, we discuss how we can capture these properties
when generating ešective non-uniform access patterns (Section ç.ò.¥).

ç.ò.Ô Can non-uniform access patterns bypass mitigations?

We design an experiment to explore the ešectiveness of non-uniform patterns. In
this experiment, we assess the importance of non-uniformity by considering two
extremes in the design space: (i) adding some randomness ton-sided patterns and
(ii) creating randomized patterns.

In experiment (i), we introduce non-uniform aggressor accesses (i.e., accesses at
random times) into commonn-sided patterns by accessing selected aggressors more
or less oŸen than all others. �is means, we access a randomly picked double-sided
aggressor pair at random times during the regular accesses of an n-sided patternÔ.

�e naive approach for implementing such random accesses would be using con-
ditional branching based on some random value. However, the CPU might specula-
tively execute the wrong branch, leading to unwanted memory accesses. �erefore,
we rewrite our branching into a statement that targets dišerent memory locations
depending on the condition's value. As depicted in Figure ç.ò, we precompute a bit
mask that decides when and how oŸen our aggressor pair should be hammered.
�is bit mask is computed based on existing work [¥—] that showed between Ôý k
and Ô¥Þ.  k ACTs (Hammer Count) are required on modern DDR¥ devices to trigger
bit žips. Ideally, this value should be as small as possible to reduce the chance of
detection by TRR, yet large enough to cause a bit žip. As we cannot determine this
value for our PC-DDR DIMMs, we randomly pick a value in between Ôý k and Ô¥Þ.  k
for each pattern. While hammering the pattern, we then use the bit mask to ošset an

Ôwith a randomly picked number of aggressorsn > �ò,çò� , an aggressor intra-distanced > �ý,Ôâ� , and an
aggressor intra-distance v > �Ô, ¥�.
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array that points to part of ourn-sided pattern or our randomly-picked double-sided
aggressor pair.

F†•¶§u ç.ò:Non-uniform patterns experiment. (i) We take an-sided pattern (e.g.,n � â)
and based on a precomputed bit mask, randomly replace accesses to a randomly
picked double-sided aggressor pairrÔ, rò. (ii) We create a randomized pattern
and hammer a randomly-picked double-sided aggressor pairrÔ, rò at random
times.

In experiment (ii), we follow the same methodology to access a selected double-
sided aggressor pair non-uniformly; however, instead of an-sided pattern as a basis,
we now randomize the pattern's accesses. Note that these random accesses are spread
over the same bank as our aggressors, i.e., there are no •xed distances in-between
aggressors like inn-sided patterns. Similarly to experiment (i), we use patterns of
lengthn > �ò,çò� but replace aggressors by our double-sided aggressor pair at random
locations of the pattern. �is makes all aggressors non-uniform.

We extended TRRespass [Ôç¥] by these two new ways of creating patterns and try
these patterns as well as the originaln-sided patterns on all DIMMs of our test pool
(see Appendix A.ò) for â h. To see if a pattern is successful, we check all rows next to
accessed rows for bit žips. �e randomized approach was the most successful and
could trigger bit žips on çÞ. % of all devices in our test pool, followed byn-sided
patterns (ç %), andn-sided patterns with random accesses (òÞ. %). Considering all
three approaches together, we observed bit žips on òý of ¥ý DIMMs ( ý%). From
these òý DIMMs, there are — DIMMs where all three approaches triggered bit žips
and â DIMMs where one (or both) of the two non-uniform approaches succeeded.
Table A.ç in Appendix A.¥ provides more detailed results from these experiments.

�ese experiments con•rm our assumption that there are DIMMs where we need
non-uniform patterns to bypass the mitigation. �is shows that non-uniformity is a
promising concept for •nding ešective Rowhammer access patterns on more devices.
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Observation (OÔ). Non-uniform accesses can lead to ešective patterns on
DIMMs where previous n-sided patterns could not trigger any bit žips.

However, there are also three opposite cases where onlyn-sided patterns are
ešective. �is indicates that these simple approaches for pattern generation are not
ešective enough. Besides that, we observe that our pattern search space is not optimal
yet: usingn-sided patterns as a base seems to be too restrictive, whereas the random
approach creates an enormous search space that cannot be explored in su›cient
depth within a reasonable time. �erefore, we need to identify parameters of ešective
patterns that allow us to guide pattern generation and reduce the search space.

ç.ò.ò When should we hammer an aggressor and for how long?

Prior work [ç ,   ] suggests that in-DRAM TRR acts at the same time of aREF. Based
on this, we aim to explore the parameters of ešective non-uniform patterns within
two consecutive REF commands, i.e., a refresh interval.

To verify when we should hammer, we design an experiment where we randomly
choose a double-sided aggressor pairˆaÔ, aò• and generate a pattern of lengthN,
whereN corresponds to the number of memory accesses that •t inside a refresh inter-
val (determined experimentally beforehand). For each possible ošsett � ý, . . . , N � ò
in that we can place the two aggressors, we craŸ a pattern as follows: the aggressorsaÔ

andaò are placed at positiont andt � Ô in the pattern, respectively, and the remaining
N � S˜aÔ, aò•S � N � ò accesses, (i.e., positions ýB i @ Nfor i ~> ˜t, t � Ô• ) are •lled
up by accesses to random rows in the same bank asaÔandaò. �is is depicted in
Figure ç.ç: the pattern's aggressor accesses are highlighted in yellow and the random
accesses in grey. We repeat hammering each pattern for one million rounds, i.e., long
enough to see bit žips even with strong DRAM cells [¥—]. We note that the rows are
randomly picked for each ošset (including the aggressors) in each iteration of the
experiment. For improving the reliability, we repeat the experiment ten times on
dišerent locations (i.e., DRAM rows). To ensure that these patterns remain inside
the refresh interval, at the end of each round, we access two random rows from the
same bank repeatedly until we observe a peak in the access time, which signals that a
REF happened.

Figure ç.¥ depicts the results of our experiment forA Ôý, aggregated over ten
DRAM locations. �e best pattern, i.e., the pattern that triggered the highest number
of bit žips (red bar), starts at ošset ÀÔ and generates Ô¥ý bit žips. We can see that an
arbitrarily chosen aggressor ošset may lead to no bit žips because the TRR sampler on
this device considers the •rst accesses in a refresh interval, similar to the observations
reported in earlier work [  ]. �ese results suggest that towards the end of the refresh
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F†•¶§u ç.ç:Ošset & intensity experiment. Systematic probing of aggressor ošsets ý...N � ò
for a pattern of length N.

interval, only certain accesses (at ošsets —ý, —¥, . . . , Àâ) are sampled. Hence, we can
trigger bit žips by hammering at speci•c times in the last� òç% of the refresh interval
(i.e., ošsets ÞÞ� À—). �e number of bit žips that we observe in this range is, on
average, higher than for all other possible ošsets within aREFinterval. From that we
conclude that our assumption is correct: carefully choosing when to access aggressors
is signi•cant for maximizing ešectiveness.

Observation (Oò). Inserting aggressors at the ªrightº location in a pattern
enables them to bypass the mitigation.

F†•¶§u ç.¥:Aggressor ošset. Observed bit žips onA Ôý, over ten probed locations, at which
we place aggressors at dišerent ošsets in the pattern (N � Ôýý). Using an ošset
of ÀÔ (red) triggers the most (Ô¥ý) bit žips.

A natural follow-up question from this result is whether hammering our aggressor
pair with greater intensity (i.e., more than only once successively) increases the
number of observed bit žips. More bit žips are favorable for attacks as they typically
require bit žips at speci•c page ošsets. Hence, more bit žips increase the attack's
success rate. However, accessing an aggressor pair successively too oŸen will likely
result in a TRR. To investigate this, we extend our last experiment by repeating
hammering each possible pattern ošset up to •ve times for one million rounds in
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total. �is experiment is depicted in Figure ç.ç. We limit the intensity to •ve because
higher intensities do not trigger bit žips anymore.

In Figure ç. , we show the results of this experiment. We report observed bit žips
within aggressor ošset ÞÞ� À— (derived from the previous experiment, see Figure ç.¥).
We can see that for some ošsets, an increased hammering intensity leads to more bit
žips. For example, starting from ošset Þ— and successively hammering two times is
more ešective (ÔÀý bit žips) than only a single time (ÔÔý bit žips) and also outperforms
the best ošset hammered only a single time (ošset ÀÔ, Ô¥ý bit žips). As expected,
hammering the aggressors for too long triggers a TRR, which results in fewer or no
bit žips at all. �is strongly indicates that TRR sampling happens at speci•c ošsets
(—ý,—¥,——, . . .), but it is not enough for an aggressor row to get sampled only at one of
them. For example, we can see that at ošset —ý with an intensity of  , our aggressors
are sampled by the mitigation; however, if we use an intensity of ¥ starting at ošset ÞÀ,
we also do access an aggressor at ošset —ý but we do trigger bit žips. �is suggests that
the TRR mechanism on this device deploys a counter and we need to get sampled
multiple times before a TRR. We conclude from this that there is a sweet spot up to
which we can increase the intensity to induce more bit žips.

Observation (Oç). Up to a speci•c point (sweet spot), increasing the hammering
intensity leads to more bit žips.

F†•¶§u ç. :Hammering intensity. Number of observed bit žips when repeating hammer-
ing the aggressors with dišerent intensity (Ô± ), accumulated over Ôý dišerent
locations onA Ôý. Hammering with an intensity of two, starting from ošset Þ—,
triggers the most (ÔÀý) bit žips.

�ese two properties of ešective non-uniform patterns allow us to reduce the
search space because the pattern's length of one refresh interval implicitly limits
possible ošsets and hammering intensities for our aggressors. However, running
the same experiment onBò, required a signi•cantly higher hammering intensity to
trigger bit žips. We tried intensities up to a whole refresh interval and could trigger
only   bit žips with an intensity of ÔÀ. Not to risk limiting our search space by too
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much, we will also explore whether larger patterns can be more ešective in bypassing
certain TRR variants, such as the one employed inBò.

ç.ò.ç Should our patterns be longer than one refresh interval?

To answer the question of the pattern's length, we design the experiment presented
in Figure ç.â. We •rst hammer two randomly picked double-sided aggressors with
a given intensity and then issue a varying number of alternating accesses to two
randomly picked rows. In our experiment, we cover intensities from Ô up to â¥
and between Ô and ç—¥ random accesses because they result in patterns of up to
â¥� ò � ò � ÔÀò�  Ôò accesses, which covers •ve full refresh intervals. Again, we
repeat the experiment for each combination ten times on dišerent DRAM locations
and check the rows around the double-sided aggressors for bit žips. Unlike before,
we do not synchronize with theREFanymore since our patterns now grow beyond a
single refresh interval.� is approach allows us to investigate how access intensity
and regularityašecta pattern's ešectiveness.

F†•¶§uç.â:Regularity experiment.Examples of tested patterns with dišerent intensity
and number of random accesses: a pattern smaller than (a) and of equal length
to (b) a refresh interval, and (c) one covering two refresh intervals. Opaque
regions show the pattern's repetition during execution.

Figure ç.Þ(on pageòÀ) shows the experiment's result for intensities where we
observed bit žips. As the number of observed bit žips decreased if we issued more
than òýý random accesses in-between, we focus here on two refresh intervals only. In
contrast to the earlier observation onA Ôý(Section ç.ò.ò), the DIMM Bò considered
here requires a higher intensity (Câ) to trigger any bit žips due to its dišerent TRR
implementation.� e plot shows notable dišerences in the number of bit žips for
speci•c pattern lengths. Interestingly, there are cases where we hammered almost the
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whole refresh interval (� —  accesses) without being captured by the mitigation. For
example, with hammering intensity of ¥Ô and ošset of Ôç—, we •rst issue ¥Ô� òaggs. �
—ò aggressor accesses (i.e., almost a wholeREFinterval), followed by Ôç— random
accesses.

We conclude with two points from these •ndings. For an aggressor pair to success-
fully trigger bit žips, (Ô) it should not be hammered in certain (long) periods, and
(ò) when it is hammered, it should be with high intensity, even up to a whole refresh
interval. �ese results naturally imply that we need to consider patterns larger than a
single refresh interval.

Observation (O¥). Hammering aggressors with a high intensity at speci•c
points inside multiple refresh intervals allows us to bypass the mitigation more
ešectively.

ç.ò.¥ How can we generate new patterns based on these insights?

In this section, we showed that non-uniformity allows •nding ešective patterns where
previous approaches failed (OÔ) and that it is crucial to carefully choose when, within
the pattern, to issue memory accesses to the aggressors (Oò). We further discovered
that the number of successive hammering repetitions can increase the number of bit
žips (Oç) and that long patterns, covering multiple refresh intervals, are necessary to
discover patterns triggering bit žips on certain DIMMs (O¥).

We leveraged these four observations to design and implement Blacksmith, a new
blackbox Rowhammer fuzzer. Blacksmith generates patterns consisting of aggressors
that are placed in the pattern using concepts from the frequency domain, such as
phase, amplitude, and frequency. �is enables us to distinct aggressors by expressing
when we access them (phase), how oŸen we repeat accessing them successively
(amplitude), and how their accesses are distributed over time (frequency). By fuzzing
these properties, we can compose patterns that stress TRR mitigations to trigger
bit žips successfully. Our approach •nds parameters e›ciently by probing multiple
(phase, amplitude, frequency) sets for dišerent aggressors in a single pattern. �is
eliminates the need to explicitly select aggressors given that now the entire pattern
is comprised of potential aggressors, some fooling the mitigations while the others
ešectively hammering. To the best of our knowledge, Blacksmith is the •rst fuzzer
that uses this novel strategy for generating non-uniform Rowhammer patterns.
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ç.ç f•ZhŽ«“†±„

We describe the design and implementation of Blacksmith. We •rst give a high-level
overview of Blacksmith's architecture (Section ç.ç.Ô), then describe how Blacksmith
generates Rowhammer patterns, including a formalization of the underlying concepts
(Section ç.ç.ò). AŸer that, we introduce Blacksmith's parameter-tracking mode that
uses bit žips as a feedback mechanism to learn parameters of ešective patterns
(Section ç.ç.ç). Finally, we provide selected implementation details (Section ç.ç.¥).

ç.ç.Ô High-Level Overview

F†•¶§u ç.—:Blacksmith's architecture. Overview of Blacksmith's main components, their
interaction, and execution order (1 ± 5 ).

Figure ç.— depicts Blacksmith's components. �e Pattern Generator1 implements
our non-uniform access patterns, which randomizes the temporal aspects of the
aggressors inside the pattern (i.e., when within a pattern, for how long successively,
and how oŸen aggressors are accessed). �e Aggressor Mapper2 maps aggressors to
DRAM locations, i.e., assigns each aggressor of a temporal pattern to a DRAM address
by using known bank/rank address functions [ç , ÞÔ]. In this step, aggressors can
either be distributed equidistantly over the same DRAM bank (i.e., same number of
rows in between) or randomly placed with one row in between aggressors that target
the same victim. �ese mapping parameters are also randomized during fuzzing.
�e mapper then derives the virtual addresses corresponding to all hammered rows
and passes them to the Code Generator3 to just-in-time (JIT) compile the hammer
instructions into an executable code page. For the same reason as in Section ç.ò.Ô, we
compile access patterns to avoid conditionals (e.g., if-else) during pattern execution as
branches can be executed speculatively, resulting in unwanted memory accesses, and
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thus ªbreakº our pattern's access order. Also, it allows us to determine where we need
to serialize memory reads and žushes using fences. We follow a žush-early and fence-
late strategy by žushing aggressors from the cache immediately aŸer accessing them
and fencing immediately before accessing them again to minimize the performance
impact of serialization. �e Executor 4 then runs the compiled code page to execute
the pattern for multiple refresh windows (i.e., multiple â¥ ms). To ensure that we
keep accessing rows with their de•ned frequency, we synchronize accesses with the
REFat the beginning of each pattern's repetition (similar to [ç ]). Finally, the Memory
Scanner5 veri•es if the random data pattern, written before to memory, changed
during hammering. Because all pattern's aggressors can potentially trigger bit žips,
the Memory Scanner checks two rows around each of them for žipped bits; and if it
•nds any žips, it reports them and restores the original data pattern. We then either
(i) hammer the same pattern with the same mapping again on a dišerent DRAM
location ( 3 ± 5 ), (ii) hammer the same pattern with a new mapping (2 ± 5 ),
(iii) or generate a new pattern and repeat the whole procedure (1 ± 5 ). Probing
dišerent locations is required because we could have been unlucky and tried a pattern
on a memory region where cells are less vulnerable, thus resulting in no bit žips.
�e Parameter Manager and the DRAM Inspector are two supporting components.
�e Parameter Manager de•nes fuzzing parameters, their valid value ranges, and
samples values from these ranges. �e DRAM Inspector loads the proper DRAM
address functions (derived from a DIMM's number of ranks as all our evaluation
systems are equal) and determines required DIMM-speci•c information, such as the
number of possible ACTs in a refresh interval.

ç.ç.ò Frequency-Based Patterns

Blacksmith craŸs access pattern by considering their two dimensions separately: the
temporal dimension, which describes when we access a row, and the spatial dimension,
which de•nes where in memory we hammer (i.e., bank and row). Our non-uniform
access patterns focus on the temporal dimension discussed next. We consider the
spatial dimension by testing a craŸed frequency-based pattern on three dišerent
(randomly chosen) memory locations as the vulnerability of dišerent DRAM cells
may vary [¥—].

Capturing temporal properties. We use a terminology inspired by the frequency
domain as composing signals with dišerent frequencies can be used as an analogy to
craŸing a Rowhammer access pattern with aggressors of dišerent frequencies.

First, we generalize the idea of aggressors by de•ning the notion of an aggressor
tuple Ak = ˆaÔ, aò, . . . , ak•, i.e., an ordered access sequence ofk aggressors. Our
pattern's aggressors are not associated with speci•c DRAM locations but we map
them later to speci•c DRAM rows. For example, in the case ofAò, we could map them
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like a double-sided aggressor pair. Multiple such aggressor tuples •ll up a Blacksmith
access pattern to improve the fuzzer's e›ciency while exploring the parameter space.

Each aggressor tupleAk has three characteristics: a frequency, a phase, and an
amplitude. �e frequency f de•nes how oŸen the aggressor tupleAk is accessed
within a pattern. �e phase ^ de•nes when, from the start of the pattern, a speci•c
aggressor tupleAk will be executed. �e amplitude Ãu describes for how long we
hammer a tuple, i.e., the number of consecutive hammering repetitions of Ak.

Building a pattern. Blacksmith combines multiple aggressor tuplesAk to form an
access pattern. For intertwining theseAk ešectively, we de•ne a global parameter
that aids the construction: the base period. �e base periodT de•nes (and limits)
the frequency of an aggressor tuple.

We depict the pattern creation in Figure ç.À. Before starting to fuzz, assume we
determined that we can issue â¥ accesses in a refresh interval, and we want our
pattern to cover four refresh intervals (i.e., ¥� â¥ � ò â accesses). As a result, we can
choose any of̃ò,¥, . . . ,ò â• as the base period. Let us pick — so that the frequencyf
of any aggressor tuple is now a multiple (or divisor) ofT � —. For instance, iff � Ô
we execute the aggressor tuple once every base period, while iff � ò~— we execute it
every ¥ (� —~ò) base periods. In Figure ç.À we •ll the pattern with an aggressor tuple
Aò with ( f � Ô~ò,^ � ç, Ãu � ò) meaning thatAò is executed every two base periods
( f � Ô~ò), it is displaced by ò from the start of the pattern (^ � ò), and the aggressor
tuple is always hammered two times sequentially (Ãu � ò).

F†•¶§u ç.À:Parameters of pattern generation. Example showing an aggressor tupleAò �
ˆaÔ, aò• with ( f ,^, Ãu) = ( Ô

ò , ò, ò) and T � —.

Once a tuple is inserted, other aggressor tuples are inserted following the same logic
avoiding access slots that are already occupied by previously declared aggressor tuples.
For instance, aŸer addingAò above, we cannot introduce anotherAò with ^ �   since
such time slot is already •lled. We refer the interested reader to Appendix A.  for a
more detailed description of the pattern generation algorithm.

Unlike in previous work (e.g., [ÔÀ, ¥ ,   , Þý]), all accesses in our patterns can
potentially trigger bit žips. �at means all rows are treated as aggressors as we do
not distinguish the rows that are only accessed to bypass TRR. AŸer hammering a
pattern, we can measure the distance between accessed rows and žipped rows to
estimate the ešective aggressors, i.e., the ones that most likely caused the bit žip. �is
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property also implies that we need to check for bit žips around every accessed row of
a pattern.

ç.ç.ç Parameter-Tracking Mode

To understand how Blacksmith parameters impact a pattern's ešectiveness, we im-
plemented a parameter-tracking mode. �is feature uses a pattern's ešectiveness
(bit žip count) and rarity (how hard it is to •nd) in a feedback mechanism to learn
which parameter sets are most successful. �e parameter-tracking mode starts with
a uniform distribution for each parameter and gradually learns, based on the afore-
mentioned indicators, which parameter values work best for speci•c DIMMs. It uses
the feedback to modify the parameter distributions by increasing the probabilities of
parameter outcomes that were successful. Using this, we can learn what parameters
and values are most important to bypass mitigations. Furthermore, it allows us to
derive interesting insights, as we show in Appendix A.â.

We used our parameter-tracking mode to determine a golden set of parameter
ranges that can •nd ešective patterns on çÞ/¥ý DIMMs of our test pool. For three
DIMMs (Bò,—,À), we had to slightly increase the amplitude from (up to) one to four
refresh intervals. To determine these generic parameters, we performed a ò¥ h run us-
ing large parameter ranges to determine the common ranges based on the discovered
ešective patterns. Table ç.Ô shows the •nal ranges used in our evaluation.

TZf•u ç.Ô:Blacksmith's parameter setup. For each pattern, we choose a number of aggressor
tuples and refresh intervals (which results in the pattern's lengthN). For each
aggressor tuple, we pick a number of aggressors, a phase, an amplitude, and
derive a frequency from the base period. �e amplitude is limited byACTtREF, the
number of possible activations in a REF interval.

Parameter Range Sampling Unit

jAggressor tuples [—, Àâ] Pattern

jRefresh intervals [Ô, Ôâ] Pattern

jAggressors [Ô, ò] Aggressor tuple

Base period [¥, N] Aggressor tuple

Phase [Ô, N] Aggressor tuple

Amplitude

± for Bò,—,À

[Ô, ACTtREF]

[Ô, ¥ � ACTtREF]
Aggressor tuple
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ç.ç.¥ Implementation

Our Blacksmith fuzzer was implemented from scratch in C++ÔÔ in around â.Þ k lines of
code. It uses several open-source libraries such as asmjit [Ôç ] for JIT compiling a pat-
tern's accesses and nlohmann/json [Ôçâ] for im- and exporting JSON data (e.g., param-
eters) needed for analyzing and replaying ešective patterns, and also for analyzing bit
žips. �e source code can be found on https://github.com/comsec-group/blacksmith.

ç.¥ uêZ•¶Z±†™•

In this section, we evaluate the qualities of non-uniform access patterns. In Sec-
tion ç.¥.Ô, we describe our test devices and infrastructure. AŸer that, we present our
large-scale analysis results on ¥ý DDR¥ DIMMs in Section ç.¥.ò. In Section ç.¥.ç,
we evaluate how our Blacksmith-generated patterns facilitate Rowhammer exploita-
tion. For completeness, we also evaluate the ešectiveness of non-uniform patterns
on LPDDR¥X in Section ç.¥.¥. Lastly, we provide concrete examples of Blacksmith
patterns in Section ç.¥. .

ç.¥.Ô Hardware and Fuzzer Setup

Our DDR¥ DRAM test pool (Appendix A.ò) consists of ¥ý DIMMs acquired in
July òýòý with varying sizes, module speeds, and timings. We cover all three major
DRAM vendors, abbreviated byA (òý� ), B (Ôý� ), andC(â� ). DIMMs denoted by
D (¥�) do not report their DRAM vendor properly. To show that Blacksmith works
in a real-world setup, we do not directly interface with DRAM devices (e.g., FPGA),
but we use a traditional PC setup: ten machines equipped with an Intel iÞ-—ÞýýK
and running Ubuntu Ô—.ý¥ LTS (¥.Ô .ý). We evaluate LPDDR¥X DRAM chips using
an in-house, JEDEC-compliant development board that allows us to test DRAM
chips from vendors A (â� ), B (  � ), and C (—� ) while operating at Ô. GHz. Similar to
previous work [  ], we use a pseudorandom, non-repeating data pattern in all our
evaluation runs.

ç.¥.ò Blacksmith Results on DDR¥

We aim to evaluate the generality and ešectiveness of Blacksmith by answering the
question: Is our approach better at •nding ešective patterns on DIMMs where the
state-of-the-art cannot trigger any bit žip? To answer this question, we perform a
large-scale Rowhammer test and compare Blacksmith results against the data that we
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obtained using TRRespass [  ]. We use the following evaluation methodology: (Ô) we
run Blacksmith for Ôò h on each DIMM, i.e., we generate patterns and try each on
three dišerent DRAM locations to determine if it triggers bit žips, (ò) we ªsweepº each
ešective pattern over (the same) contiguous memory region of òMB to determine
the best pattern (i.e., most ešective) based on the number of observed bit žips, (ç) we
ªsweepº the best pattern over a contiguous memory region of ò âMB to report the
best pattern's ešectiveness. By ªsweepingº we refer to repeatedly moving each row of a
pattern by one, hammering the pattern, and checking for žipped bits. For TRRespass,
we skip step (ò) and use its own de•nition of the best pattern based on the number of
triggered bit žips during the fuzzing run. We remark that the optimality of the best
pattern is relative to a fuzzing run, and it might be that there are better patterns that
Blacksmith could not •nd within Ôò hours.

Table ç.ò shows the results of our large-scale evaluation run. TRRespass found
ešective patterns on Ô  of ¥ý tested DIMMs (çÞ. %), similar to the results from
prior work (Ôç of ¥ò DIMMs,� çÔ%) [  ]. In contrast, Blacksmith found ešective
Rowhammer patterns on all of our ¥ý DIMMs (Ôýý%).

�ese results demonstrate Blacksmith's ešectiveness and scalability in triggering
corruptionsÐanswering our initial question positively. Blacksmith could •nd ešective
patterns that, on average, trigger —Þ� more bit žips than TRRespass. We show in
Section ç.¥.ç how this massive increase in the number of bit žips allows for more
practical exploitation. Table ç.ò also suggests that while there is a trend in DRAM
devices from dišerent vendors, there are also outliers.

ç.¥.ç Exploitation with Non-Uniform Patterns

We discuss the consequences of these better access patterns found by Blacksmith by
analyzing their ešect on three existing Rowhammer exploits. For this purpose, we
followed prior work [¥ ,   ] and analyzed (i) the •rst Rowhammer exploit targeting
page tables to gain a kernel read/write primitive [âÔ]; (ii) the exploit from Razavi et
al. [¥ò] triggering bit žips in public RSA òý¥—bit keys to allow their factorization
and private key recovery; and (iii) the exploit by Gruss et al. [âý] žipping bits on the
sudoers.so library to avoid root permission checks.

In our analysis, we briežy summarize each exploit; we refer to the original descrip-
tions [¥ò, âý, âÔ] for more details. We measure the number of exploitable bit žips
when sweeping over a ò âMB chunk of memory and report the mean time to •nd
them by relying on a port of the Hammertime framework [ÔçÞ]. We show the results
for all DIMMs in Table ç.ç.

In the attack from Seaborn and Dullien [âÔ], the aggressor triggers a bit žip on
a Page Frame Number (PFN) in a page table page, ªhopingº to pivot its pointer to
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TZf•u ç.ò: Blacksmith results for DDR¥ DRAM compared to TRRespass. For each DIMM,
we report the number of ešective patterns found (SP� S), i.e., patterns that trig-
gered any bit žip during fuzzing; and the total number of bit žips found during
fuzzing (SFtotal

fuzzS). For a DIMM's best pattern, we do a sweep over ò âMB and
report the same (SFtotal

swp S), plus the number of zero-to-one bit žips (SFý )Ô
swpS). On

three DIMMs (² ), we used an amplitude of up to ¥ refresh intervals, see Table ç.Ô.

DIMM Blacksmith TRRespass [  ]

SP� S SFtotal
fuzzS SFtotal

swp S SFý )Ô
swpS SP� S SFtotal

fuzzS SFtotal
swp S SFý )Ô

swpS

A ý ¥Þ Ô,ýâÔ —ò,Ô—ç¥Ô,¥ÞÔ ý ± ± ±
A Ô ÔÔâ ò,Ôò  Ôò,Ôç¥â,ýÀ  Ôò Ôò    
A ò ¥âò Ôýâ,—Ô Ôç¥,Þýòâ—,—ýÔÞÔ  Ôâ,ý ¥ Þ,¥ý¥ ¥, âç
A ç —ò òçÀ Ô,Þ¥â —Àý çòâ — ò ÔÔ¥  —
A ¥ ¥âý Ô,âý¥  ,Ôçò ò,âýò Þ— Ôý  òò À
A   ¥ò Þ,ÞÞÔÔÔç,ÔÀý Þ,â   ý ± ± ±
A â Ôýò ÔÞ,ÞÀýÀ—,¥ò ¥À,òÀâ ¥ ÔÔ ¥ ¥
A Þ ââ ç,¥Ô  çò,ýÀý Ô ,À—— ý ± ± ±
A — —ç ÔÔ,Ôý Àò,ââý ¥â,ÀÔ¥ ý ± ± ±
A À ç¥À Ô,ÔÞâ ¥,——Àò,¥âÔ Ô¥ —¥¥ Ô Ô
A Ôý ç ý Ô,ò—ò ç,ý Ô Ô, çò çâÞ ÀâÔ  ý  ò—ý
A ÔÔ òýò âçò ç,ÔÞÔÔ,âçý òâÔ ¥ÞÀ ç— ò 
A Ôò Þ¥ Ôç,â¥Ô ¥ç, —Ôòò,Ô¥À ý ± ± ±
A Ôç Þò À,——À À,ÞòÔçý,çòý ý ± ± ±
A Ô¥  Ô À,ÞòÀ â¥,ý—ççò, ¥ç Ô Ô ¥ ý
A Ô  âÞ —,ççç  ò, —ý òâ,¥—ç ý ± ± ±
A Ôâ çÞò âÔ,¥Àç ÀÀ,  ò  Ô,ýòÀ â—— ,¥ÀÀ Ô,¥ ý À—ç
A ÔÞ ¥ò   Þ,ò¥  Ôç—,âýÔÞý,Àýò ÞÔÔÔò,ÔÀâç,—ÞÔò,âÀý
A Ô— Ôòâ Ôò,â—À—ý,âýÔ¥ý,—Þâ Ô¥ Ô¥ Ô Ô
A ÔÀ ÔýÞ ò, ¥ç ÔÔ, ÀÀ ,Þçâ ý ± ± ±

Bý À ÔÔ âç òò ± ± ±
BÔ Þ Ô¥  ýâ ò â ± ± ±
Bò² À ¥Ô Ô  Þ —   ç
Bç Ô ò ÔÔÔ  — ± ± ±
B¥ ÔýÔ ÔÞÞ Ô,ÔýÞ  ÞÞ ± ± ±
B  ÔÀ ò¥ Ô¥ â ± ± ±
Bâ Ô— ¥Ô Þ— ¥â ± ± ±
BÞ ¥ ¥ Þý ç¥ ± ± ±
B—² ¥ â ò — ÔçÔ ± ± ±
BÀ² ¥ý —â Ô,òòç âò  ± ± ±

Cý Ô ç òâ Ôâ ý ± ± ±
CÔ Ôâ òÀ ò— — ý ± ± ±
Cò —ò ò—ò ò,  Ô Ô,ò¥ò ý ± ± ±
Cç â Þ âçâ òÀâ ý ± ± ±
C¥ çÔ  Þ ÞâÀ ç—  ý ± ± ±
C  òç  — Ô,ýò—  Ôâ ý ± ± ±

Dý òâ ò ý Ôý,â¥â  ,çòÀ ý ± ± ±
DÔ çÞ ¥ — â,â   ç,¥ýâ ç ç ý ±
Dò ç Ôâ ò,ýçý Ô,ýý— ý ± ± ±
Dç ¥Ô ¥âç â,ÞÀÞ ç,¥Þ  — — Ô Ô
P ¥,Ôçç Ô.Ôâ— M ç,òýÀ Ôç,¥ò 
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TZf•u ç.ç: Exploitation analysis of our DRAM modules. Given the bit žips found by
Blacksmith's best pattern, we evaluate how many of these bit žips are exploitable
(jExpl.) when considering three exploits. For each DIMM, we then computed
the average time to •nd an exploitable bit žip (Time). We mark (*) values where
a single measurement is available only.

DIMM PTE [âÔ] RSA-òý¥— [¥ò] sudo [âý]

jExpl. Time jExpl. Time jExpl. Time

A ý Þâý¥ ¥s òÔý çýs ÔÞ  m
A Ô ± ± ò— ¥m Ôòs ± ±
A ò ÀÔÀ— âs çýâ òÔs Ôç âm ¥çs
A ç Þç òm òÔs ç ¥Þm çÞs ± ±
A ¥ òÔ¥ ççs Þ Ôçm Ôâs ± ±
A   ÀÀ Ôm òÞs òâÀ ç¥s Ôò ÔÔm ¥Ôs
A â  ò òm Ôòs òòý çòs À ÔÔm   s
A Þ âý¥ç âs âÀ òm  s — ÔÔm ÔÔs
A — â¥ òm ò¥s Ô—¥  ¥s Ô  Ôým  s
A À Ôçâ ò—s â Àm ¥ s ± ±
A Ôý òÔâ ò¥s Þ Ôòm ¥s ± ±
A ÔÔ ÔÀÞ òm —s Ôç òçm òÔs ± ±
A Ôò â Àâ Þs ÔÔâ   s ò ç—m ç s
A Ôç ¥ òý —s Ô¥¥ ¥Às Þ Ôçm ¥¥s
A Ô¥  ÔÞò —s Ô Ô ¥¥s Þ Ô¥m ÔÀs
A Ô  ¥ âÞ —s Ôý  Ôm çs Þ Ô¥m Þs
A Ôâ â Þò âs òçÔ òÞs Ôç âm çýs
A ÔÞ ÀÞÞ  çs çò¥ ÔÔs Ôý  m Ôs
A Ô— ÔÔÔò¥  s Ô—ò ¥¥s òç  m ò—s
A ÔÀ —çò çs òý Ôm Ô—s ç âm òÔs

Bý ± ± ± ± ± ±
BÔ Ô Ôh ¥¥m* Ô òh çÔm* ± ±
Bò ± ± ± ± ± ±
Bç ç Ôh Ôâm ± ± ± ±
B¥ ò Ôh òÞm ¥ ç¥m Þs ± ±
B  ± ± ± ± ± ±
Bâ ± ± ± ± ± ±
BÞ ± ± ± ± ± ±
B— ± ± Ô òâm  ýs* ± ±
BÀ ç Ôh çm ± ± ± ±

Cý Ô òh —m* ± ± ± ±
CÔ ± ± ± ± ± ±
Cò Ô Ôh* ç  Àm çÀs ± ±
Cç ± ± ± ± ± ±
C¥ ¥  Àm ÔÀs ò òh  m ± ±
C  ± ± Ô ¥h òm* ± ±

Dý  òýò ¥s òç çm ¥çs ¥ ÔÀm  âs
DÔ ¥ ÔÀm ççs Ô   m ò s ± ±
Dò Ôç  ¥ýs â ÔÔm ¥Ôs ± ±
Dç Þâý òòs çò  m ¥Às ± ±
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another (attacker-controlled) page table page. �is gives an attacker read/write access
to their page tables, i.e., full access to all physical memory. On a system with ÔâGB
memory, this results in òç out of every â¥bit words to be possibly exploitable (i.e.,
logò Ôâ GB � logò ¥ kB). �is large number of exploitable bits makes it possible to
carry out an attack even on a module that manifests very few bit žips; e.g.,Bç with
only ÔÔÔ bit žips can be exploited in around Ô hour. �e time to •nd an exploitable bit
žips then dramatically decreases for more vulnerable modules, e.g., òò s on average
on Dç. �e exploit from Razavi et al. [¥ò] gains Secure Shell protocol (SSH) access to
a co-hosted virtual machine (VM) by žipping bits on the modulusn of a RSA-òý¥—
public key and factoring the much easier factorablenœ(x n) to recover the private
key. We could identify exploitable bit žips on çý out of our ¥ý DIMMs (Þ %). Finally,
Gruss et al. [âý] exploit speci•c bit žips on code pages of thesudoers.so library,
stored in the page cache, to gain root privileges. �eir opcode žipping technique
induces bit žips in cached binary •les that oŸen lead to valid opcodes with a dišerent
semantic. �is technique can break the password veri•cation logic in thesudoers.so .
Only òÀ~ˆ¥ýÀâ‡ —• bits in a ¥kB page are exploitable for this attack. Still, Ô  out
of our ¥ý DIMMs (çÞ. %) are susceptible to such attack within at most ç—min ç  s
(A Ôò). �ese results show how non-uniform patterns largely ease exploitation. In fact,
even when considering the more di›cult attack (i.e., sudo [âý]) we could still build
an end-to-end exploit on Ô  / ¥ý DIMMs, which is the total number of DIMMs that
TRRespass could trigger bit žips on (see Table ç.ò).

Given the large number of bit žip on some devices, we would have expected to
see more exploitable bit žips, e.g., in the PTE attack. We investigated this further in
Section ç. .Ô, where we show that this is due to the large variance in the number of
žips in dišerent chips from the same DIMM.

ç.¥.¥ Blacksmith on LPDDR¥X

We evaluate the impact of our non-uniform patterns on LPDDR¥X memory. Due
to power and die area restrictions, there are key dišerences compared to regular
DDR DRAM that make LPDDR an interesting target for Rowhammer analysis:
(i) LPDDR's default refresh window is çòms, compared to â¥msfor standard DDR¥;
(ii) it supports dynamic temperature-based refresh changing through the MR¥ Mode
Register [Ôç—]; and (iii) recent devices deploy on-die ECC [¥—].

We applied the test methodology outlined in Section ç.¥.ò to evaluate Blacksmith on
ÔÀ LPDDR¥X devices. As our LPDDR¥X platform is fragile, which makes it di›cult to
perform longer runs, we had to reduce the run time to â h; even then, we had to restart
multiple times until we accumulated in total â h (this is equivalent as Blacksmith's
fuzzing is stateless). Table ç.¥ summarizes our results. We observe that Blacksmith can
trigger up to two orders of magnitude more bit žips on LPDDR¥X compared to DDR¥
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TZf•u ç.¥: Blacksmith results for LPDDR¥X DRAM. We report for each chip (DRAM)
the no. of ešective patterns found (SP� S, or maxand the elapsed time to •nd the
•rst Ôò— ešective patterns), and for the best pattern, we report the total no. of
observed bit žips (jFlips) and the no. of zero-to-one žips (SFý )Ô

swpS) for a sweep
over ÔâMB. Additionally, we report the total capacity (GB) and refresh rate
changes during the experiment; e.g., ¥x� òx indicates a refresh interval of ¥x
tREFI (¥x ç.Àý¥½s� Ô .â½s) during test initialization and early fuzzing, but an
increasing temperature eventually resulted in a lower refresh interval of òx tREFI
(� Þ.—½s). For C¥, the refresh interval kept alternating between òx and ¥x. All
DRAM devices are from òýÔ—, except for Bý±Bò from òýòý (marked with² ).

DRAM GB SP� S (mm:ss) jFlips SFý )Ô
swpS Rate

Aý â max (ÔÞ:ò¥) çâÔ K òýÀ K ¥x

AÔ â max (Ôç: Þ) À¥â K âý¥ K ¥x

Aò — max (òÔ: ¥) ÀÀç K  Þò K ¥x

Aç — max (Ô :ý¥) Ô.âçç M Àâç K ¥x

A¥ Ôò max (Ô¥: ç) —¥¥ K  çÔ K ¥x

A  Ôò max (Ô :ý ) Ô.òýÞ M Þ ò K ¥x

Bý
² â ý ± ± ¥x

BÔ
² â ý ± ± ¥x �òx

Bò
² â ý ± ± ¥x �òx

Bç — max (òÀ:òÞ) òò  K ÔÔÀ K ¥x �òx

B¥ — max (ÔÔ:ò—) Ô. Ôâ M ÞÀÞ K ¥x �òx

Cý ¥ max ( Ô:Ô—) Ô¥ý K Þ— K ¥x �òx

CÔ ¥ max (ý :¥¥) â. âý M ç.ý ý M ¥x

Cò â max (ý :òò) çâç K òçÀ K ¥x

Cç â max (ý :ò¥) Ôò.ò¥ò M  .ýÀò M ¥x

C¥ — max (ý :ÔÔ) ç.Ôò  M Ô.¥òç M ¥x �òx/¥x

C  Ôý ò¥ Ô,¥¥Þ Ô,ýòò òx

Câ Ôý   Ô¥,ç—â —,â—À òx

CÞ Ôý  ç ò,âòç Ô,â¥À òx
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DRAM, oŸen •nding multiple bit žips in every row of every bank. �is con•rms
previous results that indicated the lower Rowhammer tolerance of LP devices, likely
a direct result of the area and power restrictions [¥—]. However, in contrast to DDR¥,
for some LPDDR¥X DRAM modules from vendorB Blacksmith was unable to trigger
any bit žip. �ese DRAM devices were produced recently (in òýòý), likely deploying
an improved mitigation scheme. To understand why Blacksmith failed to •nd any
ešective patterns on the devices Bý�ç , we reverse-engineered the TRR mechanism of
one of them (Bý) in Section ç. .ç.

ç.¥.  Pattern's Complexity

We analyzed the ešective patterns discovered by Blacksmith on the tested DIMMs.
In Figure ç.Ôý, we present three examples to show that patterns have signi•cant
dišerences in their parameters. Considering the complexity of these patterns, we
argue that it is di›cult to come up with them manually. We note that these patterns
all have only one ešective aggressor tuple, but we have also observed instances with
more than one.

�e best pattern of Bò, given in Figure ç.Ôýa, consists of â aggressor tuples that
all share the same period (Ôý¥) buta ,â that caused the bit žips has a signi•cantly
higher intensity (ç � ). �is very well represents how one would expect a Rowhammer
pattern: the most hammered aggressors trigger bit žips. However, this is not always
the case. �e ešective pattern in Figure ç.Ôýb fromA Ôýconsists of À aggressor tuples,
and the aggressorsaÔ,òcausing the bit žips are hammered with a lower intensity (òò)
than the pattern's highest (ç ) but more oŸen (period of Àâ). �is agrees with the
observation made in our experiments (see Section ç.ò.ç), showing hammering for too
long (high intensity) might be counterproductive. Lastly, we show the best pattern
from DÔin Figure ç.Ôýc. �is shows how intermixing our ešective aggressors with
other aggressors allows us to evade TRR in this instance.

ç.¥.â Blacksmith on Devices From Another Vendor

A fourth DRAM vendor contacted us to test three of their DRAM devices against
Rowhammer aŸer the responsible disclosure. Although we have not studied these
devices before, Blacksmith was able to trigger the •rst bit žips on them aŸer Ôçm ÔÀs,
ò—m —s, and çh ¥çm. �is shows the strength of our scalable black-box fuzzing
approach for testing DRAM devices compared to traditional reverse-engineering,
which would have taken many weeks, if not months, to yield ešective results.
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(a) Best pattern found on DIMM Bò.

(b) Best pattern found on DIMM AÔý.

(c) Best pattern found on DIMM DÔ.

F†•¶§u ç.Ôý:Best patterns. �e best patterns of DIMMsBò, A Ôý, DÔwith (frequency, phase,
amplitude) for each aggressor tuple. AŸer a pattern's end, we show how the
pattern is repeated during its execution (grey x-axis values). �e aggressor
tuple that triggers bit žips is depicted in red ().

ç.¥.Þ Other Insights

We also investigated other properties of ešective patterns like their temporal proper-
ties (Appendix A.â), their portability between dišerent DIMMs (Appendix A.Þ), and
the reproducibility of bit žips triggered by these patterns (Appendix A.—).

ç.  †•«†•„±« ™• ±§§

In this section, we investigate properties of TRR using ešective patterns found by
Blacksmith. In Section ç. .Ô we start by looking into the low exploitability of some
devices despite many triggered bit žips. As we wanted to understand better how TRR
implementations dišer across devices, we studied two characteristic properties in
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Section ç. .ò: the TRR sampler size and the TRR's dependence on DRAM addresses.
Lastly, we reverse-engineered certain aspects of TRR on Bý in Section ç. .ç to •nd
out why Blacksmith could not trigger bit žips on three of our LPDDR¥X devices (Bý,
BÔ, and Bò) and show how it can be better con•gured to •nd ešective patterns on
these devices.

ç. .Ô Chip Dependence

Motivated by the low number of exploitable bit žips on some devices, despite that
the best pattern triggered many bit žips, we started looking more into the bit žips
from our fuzzing. An analysis of them revealed that on certain DRAM devices, some
ošsets show signi•cantly more bit žips than others, as depicted in Figure ç.ÔÔ. As
an example, onA Ôwe observe that the best pattern can trigger bit žips exclusively
in byte ošset â during our sweep. Further experiments showed that using ešective
patterns other than the best pattern leads to bit žips on other DRAM chips but not
nearly as many as when using the best pattern. Given that, we conclude that this ešect
is likely due to TRR rather than the chip's underlying Rowhammer vulnerability. �e
analysis based on the bit žips from our fuzzing shows that this ešect is present on
â % of devices in our test pool. �e existence of this chip-dependent variation has
been con•rmed by concurrent work [¥À].

F†•¶§u ç.ÔÔ:Chip dependence. �e distribution of bit žips over byte ošsets (ý-Þ) based on
the DIMM's sweep with its best pattern.

ç. .ò TRR Sampler Size and Address Dependence

To learn more about how TRR implementations dišer across DIMMs in our test
pool, we use the best pattern found by Blacksmith to determine the number of rows
that a sampler can track at any point in time (i.e., sampler size) and if the sampler is
sensitive to the DRAM address of the rows inside an ešective pattern (i.e., address
dependence). For increasing the reliability of our experiments, we repeat hammering
each pattern ten times, each time for   M activations.
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We estimate the sampler size using a reduction process as shown in Figure ç.Ôò: we
iteratively replace aggressors of the best pattern by one randomly selected row of the
same bank until any further replacement would no longer trigger bit žips anymore.
�e number of distinct rows at the end is an overestimation of the sampler's size.

F†•¶§u ç.Ôò:Sampler size estimation. An example showing the sampler size estimation
methodology over â iterations (It.). �e pattern pâ at the end has the minimum
number of distinct rows to trigger bit žips.

�e results in Figure ç.Ôç show the sampler size varies across DRAM devices from
just ¥ to up to ò— rows. We report the sampler size as inconclusive in case that our
methodology did not lead to a reliable result. To identify any address dependence
on a given DRAM device, we replace all accessed rows that do not trigger bit žips in
neighboring rows (i.e., all except the ešective aggressors) by randomly selected rows
of the same bank. Since these aggressors in the pattern do not contribute to bit žips,
replacing them should not ašect the ability to trigger bit žips. Hence, if we do not
observe bit žips anymore, it indicates that the sampler is address-dependent. Our
results in Figure ç.Ôç show that   % of samplers in our DIMMs are address-dependent.

ç. .ç Understanding Blacksmith's (In)Ešectiveness

Our results show that Blacksmith is able to •nd ešective patterns on all DDR¥ DIMMs
of our test pool (see Table ç.ò). �ere are, however, three LPDDR¥X devices (Bý, BÔ,
and Bò) where Blacksmith could not •nd any ešective pattern (see Table ç.¥). To
better understand why, we reverse-engineer aspects of the TRR implementation on
device Bý. For the following experiments, we make use of our LPDDR¥X-based test
platform where we have control over refresh commands.
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F†•¶§u ç.Ôç:TRR Sampler size & address dependence. We used ešective patterns found by
Blacksmith to estimate the TRR sampler size (bars) and to detect if TRR takes
DRAM addresses into account (3 ) or not (7). A question mark (?) indicates
an inconclusive sampler size.

TRR distance. In the •rst experiment, we verify if the distance between TRRs is
regularly repeating on Bý. �e experiment uses the fact that a TRR-triggered refresh
masks bit žips. �at means, if we know how oŸen we need to hammer a location
to induce a bit žip, we can determine whichREFes trigger TRRs. �e experiment,
given in Algorithm Ô, works as follows: we randomly pick a double-sided aggressor
pair to determine its hammer count (HC), i.e., the number of accesses needed to
trigger a bit žip. �e HC can be determined by disabling refreshes and repeating
hammering while counting the number of activations until we observe bit žips. We
then de•ne our target activation countAC � Ô.  � HC and hammer the aggressors
for half of the times (AC~ò), issue a single refresh, and again hammer for half of
the times (AC~ò) before checking for bit žips. We repeat this experiment for one
t§u€ë, i.e., —ÔÀò refresh intervals to observe the distance (in units of refresh intervals)
between TRRs to our victim row.

Algorithm Ô: Experiment to determine the TRR distance.

Ô Aò � P†hŽRZ•o™“A••§u««™§PZ†§()
ò AC � Ô. �Du±u§“†•uR„T„§u«„™•o(A ò)
ç D†«Zf•uRu€§u«„()
¥ for round � ý to —ÔÀò do
  P§u£Z§uV†h±†“R™ë(Aò) // restore data, refresh victim

â for i � ý to AC~ò do
Þ HZ““u§(A ò)
— I««¶uRu€§u«„() // issues a single REF

À for i � ý to AC~ò do
Ôý HZ““u§(A ò)
ÔÔ C„uhŽB†±€•†£«(Aò)
Ôò E•Zf•uRu€§u«„()
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Figure ç.Ô¥ shows the results for the •rst Ôý â refresh intervals. Our data shows that
on average, there is a TRR happening every âth refresh interval; however, there are
periods where TRRs happen less frequentlyÐroughly every ¥—th refresh interval (red
bars) there is one TRR event skipped, resulting in around Ôò consecutive TRR-free
intervals. We conclude from this that Blacksmith, if con•gured properly, should be
able to bypass this TRR implementation.

F†•¶§u ç.Ô¥:TRR distance experiment. �e TRR events over Ôý â refresh intervals for the
device Bý. �e x-axis shows the refresh intervals since the •rst observed TRR
event. We can see that roughly every ¥—-th refresh, no TRR is happening.

Building an ešective pattern. Our goal is to demonstrate that we could use the
TRR-free intervals to craŸ an ešective pattern for Bý. Our attack assumes that we
are aligned with the proper refresh interval. Based on our previous observation
(Figure ç.Ô¥), we access two randomly selected rows in the six short segments of each
â intervals, hammer our aggressors in the TRR-free segment consisting of Ôò intervals,
and aŸerward (for â intervals) again access the two randomly selected rows.

However, we •rst need to align with the rightREFbefore we start to hammer. By
analyzing Figure ç.Ô¥ carefully, we •nd out that there are always around ¥— refresh
intervals in between the twoREFes where TRRs are skipped. To make this more clear
on an example, we focus on the refresh interval range ý±Ô¥¥ in Figure ç.Ô . Here, we
can see that the twoREFes without TRR events are around ¥— refresh intervals apart.
Consequently, by shiŸing our pattern'sREFalignment every repetition by one, we
need at most ¥Þ tries to •nd the proper start interval.

We select a double-sided aggressor pair (of the same bank) to hammer during the
long TRR-free segments for â intervals. In theory, we could hammer our double-sided
aggressor pair even longer but we determined that â intervals are already su›cient
to trigger bit žips.

Figure ç.Ôâ shows the result of our hand-craŸed pattern. We can see that it took ¥¥
tries to align with the properREF, aŸer which we are synchronized and can trigger
bit žips. By repeating this method a few times, we can see that the distance between
successful ošsets matches the estimated distance of ¥— in Figure ç.Ô¥.
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F†•¶§u ç.Ô :Attack strategy. �e refresh interval range ý� Ô¥¥ of Figure ç.Ô¥ zoomed-in.
We show the distance between TRR-free segments (every ¥—-th interval, red
lines), the â refresh intervals where we target hammering our aggressors (),
and the Þ � â intervals where we hammer two random rows ().

F†•¶§u ç.Ôâ:Attack result of Bý. Once synchronized with the properREF(aŸer ¥¥ tries),
our manually-craŸed pattern can successfully trigger bit žips every ¥—-th
refresh interval (red line).

Ešective con•guration of Blacksmith for LPDDR. Our experiment in Section ç. .ç
shows that the TRR distance is regular, which means that our frequency-based
patterns should be able to bypass this TRR implementation. Comparing our insights
with the fuzzing parameter ranges (see Table ç.Ô) shows the distance between where
we hammer (¥— intervals) is not in the range of Ô to Ôâ refresh intervals. Also, we need
to allow hammering an aggressor tuple for at least â consecutive refresh intervals,
currently we only allow an amplitude up to one refresh interval. �is explains why
Blacksmith could not •nd any ešective patterns on this device. However, even if we
consider a proper con•guration, an ešective pattern needs to start at the right refresh
command, which may take a long time given the larger parameter space.

We assessed Blacksmith's ability to •nd ešective patterns on this device. We updated
the parameters to consider patterns of length çâ up to âý refresh intervals and
amplitudes between Ô (i.e., access the aggressors only one time) up to â refresh
intervals. As our current Blacksmith implementation does not consider that the
speci•cREFwhere we start hammering matters, we make Blacksmith refresh-awareÐ
we disable auto-refreshes and try each pattern with Ô to âýREFes issued before. While
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probing the refresh ošset is possible in testing scenarios, an attacker without this
capability will need to try the same pattern multiple times until one starts at the right
refresh ošset.

Results. Using the new con•guration, Blacksmith could •nd ešective patterns
with the length of ¥— refresh intervals aŸer ÔÀmin Ô s (Bý), ò h   min  ò s (BÔ), and
âmin òÞ s (Bò). �ese results show the adaptability of Blacksmith to new mitigations,
prove the ešectiveness of our approach but also highlight the importance of a proper
parameter range selection.

ç.â €¶±¶§u ë™§Ž

In this section, we discuss the impact of our new •ndings on future attacks and
mitigations.

Improving the fuzzer's approach. Our work shows that with blackbox fuzzing and
some assumptions about a pattern's structure, we can e›ciently generate patterns
bypassing TRR mitigations on a wide range of DIMMs. Although this approach is
scalable and outperforms previous work [  ], on certain DIMMs we could only •nd
very few bit žips. �is leaves improvements to our fuzzing strategy as an attractive
direction for future research.

One possibility is tweaking the parameters of ešective patterns found by Black-
smith to discover new ešective patterns that can trigger more bit žips. �is, however,
assumes Blacksmith has already found ešective patterns. In situations where Black-
smith does not •nd ešective patterns, reverse-engineering can provide an alternative.
As adequate reverse-engineering of a DIMM is time-consuming and does not scale,
an interesting approach could be to combine automated reverse engineering to guide
Blacksmith in a grey-box manner. As an example, reverse-engineering can provide
the distance between TRRs (Section ç. .ç). �is information, in turn, can be used by
Blacksmith to signi•cantly reduce the size of the search space.

Making TRR more secure. Blacksmith enables scalable and ešective fuzzing of
DRAM devices. Since our initial disclosure, major companies have already started
using Blacksmith to test their devices and evaluate the ešectiveness of their mitigations.
We are con•dent that this adoption will directly result in improved future mitigations.

�e properties of ešective Blacksmith patterns can also guide the design of better
mitigations. Blacksmith can trigger bit žips on our DRAM devices since their TRR
implementations do not accurately capture aggressor rows. In deterministic mitiga-
tions with strong security guarantees, every access needs to be considered, unlike in
existing in-DRAM mitigations. Recent work [ÔÔÔ] shows how this can be achieved
with a reasonably small number of counters. Our measurements show that currently
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deployed mitigations keep track of signi•cantly fewer aggressors than needed for
complete protection. Probabilistic mitigations (e.g., PARA [ÔÀ]) can also be used as
secure in-DRAM mitigation, but recent work shows that additional refreshes have
become prohibitively expensive in recent devices [¥—].

ç.Þ §u•Z±uo ë™§Ž

�is section provides an overview of existing work on Rowhammer attacks and
defenses.

Attacks. While initially considered an exotic attack vector, Rowhammer has since
emerged as an ešective means to build a plethora of exploits [ÔçÀ] on a great variety
of platforms: on personal computers [çÞ, çÀ, âý, âÔ], mobile platforms [ç—, ¥ý, ¥Ô],
and co-located cloud servers [¥ò, ¥ç, ¥ ]. Attacks were not only demonstrated us-
ing native code [¥ý±¥ç, ¥ , âý, âÔ] but also from the restricted JavaScript sandbox
running in modern browsers [ç , çÞ±çÀ] and even over the network [çç, ç¥]. While
TRRespass [  ] showed the Rowhammer issue still ašects some DDR¥ systems, the
patterns generated by Blacksmith expose how every DDR¥ system is still vulnerable
to itÐeven more so in the case of LPDDR¥. Such results make the case for better
mitigations more signi•cant.

Typical Rowhammer attacks consist of three phases [¥ò]: (i) memory templating,
(ii) memory massaging, and (iii) exploitation. During (i) memory templating, an
attacker aims to •nd a pattern that triggers a bit žip at an attack-dependent ošset of
a page (template). �is is where Blacksmith comes into play and can help to •nd an
ešective pattern. �ereaŸer, (ii) memory massaging is used to trick the victim into
mapping the target data into one of the attacker's templates in which the attacker can
trigger a bit žip during the (iii) exploitation.

Concurrent work [ Þ] uses a new reverse engineering technique based on data
retention failures for studying mitigations and craŸing patterns that ešectively bypass
TRR. �e methodology leads to very ešective patterns but is time-consuming as
it is not automated. Similar to our insights on mitigations (see Section ç. ), recent
work [¥À] studied the Rowhammer sensitivities such as DRAM chip temperature
and the Rowhammer ešects of keeping aggressor rows active for a longer time.
Among others, they make a similar observation regarding the dišerent Rowhammer
bit žip distributions across dišerent DRAM chips on the same device as shown in
Section ç. .Ô.

Defenses. In the past, systems vendors have made several attempts to mitigate
Rowhammer practically, such as an increased (e.g., doubled) DRAM refresh rate [Ô¥ý,
Ô¥Ô] to reduce the available time to hammer. Besides this being insu›cient [  , ÔýÔ],
it also increases power consumption and lowers system performance [ÔçÀ]. It has
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long been believed that servers with integrity-protected ECC DRAM are safe against
Rowhammer, until Cojocar et al. [¥ ] showed that this is not always the case.

More recent proposals use tailored solutions against Rowhammer. For example,
Intel's proprietary MC-based implementation pseudo-TRR (pTRR) [ÔçÔ] that is avail-
able on selected server systems [  ] and requires pTRR-compliant DIMMs. Little
is known about its implementation, but it promises a negligible performance im-
pact [Ô¥ò]. �ere have been ongoing standardization ešorts for mitigations, such as
in the latest generation of LPDDR (LPDDR ), where TRR is replaced by Refresh
Management [Ô¥ç, Ô¥¥]Ða mechanism that keeps track of activations in a bank and
issues selective refreshes to highly activated rows once a threshold has been reached.
However, this requires supported DRAM modules and coordination between DRAM
and memory controllers [Ô¥ç].

�ere has been extensive research on novel soŸware- and hardware-based defenses
that try to implement a more ešective TRR. SoŸware-based defenses may be deployed
on systems with DRAM modules that are already in production [¥Ô,  À, Ôýý, ÔýÔ].
However, they require support by the operating system (OS), do not always provide
complete protection [âý, — ], can waste memory [¥Ô, ÔýÔ], and potentially impact
performance more negatively [ À]. In comparison, hardware-based solutions have
a lower performance overhead [ÔÀ, ÔýÀ, ÔÔÔ±ÔÔç, Ôòç], but they require hardware
adoption that can take many years.

ç.— h™•h•¶«†™•

Deployed in-DRAM TRR mitigations against Rowhammer estimate hammered rows
and aim to prevent bit žips by issuing extra refreshes to their neighbors. Motivated
by the observation that all existing Rowhammer patterns hammer their aggressors
uniformly, and given that this is likely an easy case to catch by TRR, we explored the
novel class of non-uniform Rowhammer access patterns by randomizing parameters
in the frequency domain, obtained using a number of carefully craŸed experiments.
Our scalable Rowhammer fuzzer Blacksmith, is capable of craŸing complex non-
uniform patterns that trigger bit žips on all ¥ý recently acquired DDR¥ DIMMs,
ò.â� more than state-of-the-art Rowhammer patterns. We used results obtained
by Blacksmith to gain insight into the properties of ešective patterns and existing
mitigations. Our •ndings highlight an urgent need for the deployment of more
principled mitigations against Rowhammer.
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Z E N HA M M E R : R O W HA M M E R AT TAC K S O N A M D
Z E N - BA S E D P L AT F O R M S

AMD has gained a signi•cant market share in recent years with the introduction
of the Zen microarchitecture. While there are many recent Rowhammer attacks
launched from Intel CPUs, they are completely absent on these newer AMD CPUs
due to three non-trivial challenges: Ô) reverse engineering the unknown DRAM
addressing functions, ò) synchronizing with refresh commands for evading in-DRAM
mitigations, and ç) achieving a su›cient row activation throughput. We address these
challenges in the design of Zu•„Z““u§, the •rst Rowhammer attack on recent AMD
CPUs. Zu•„Z““u§ reverse engineers DRAM addressing functions despite their
non-linear nature, uses specially craŸed access patterns for proper synchronization,
and carefully schedules žush and fence instructions within a pattern to increase
the activation throughput while preserving the access order necessary to bypass in-
DRAM mitigations. Our evaluation with ten DDR¥ devices shows that Zu•„Z““u§
•nds bit žips on seven and six devices on AMD Zen ò and Zen ç, respectively, enabling
Rowhammer exploitation on current AMD platforms. Furthermore, Zu•„Z““u§
triggers Rowhammer bit žips on a DDR  device for the •rst time.

¥.Ô †•±§™o¶h±†™•

Recent Rowhammer attacks that require the circumvention of in-DRAM mitigations
have mostly been investigated on Intel platforms [ç ,  ý,   , Þý, — , —À, Àò, Àç, Ô¥ ±Ô¥À].
�e success of these attacks is crucially dependent on the intimate architectural and
microarchitectural details of Intel CPUs, such as how the memory controller maps
physical addresses to DRAM chips, the observability of certain DRAM commands,
and the behavior of memory žushing and ordering instructions. Lacking this informa-
tion, Rowhammer attacks are currently absent on modern AMD CPUs based on the
Zen microarchitecture. We conduct experiments to uncover this information, which
we then use in the construction of Zu•„Z““u§, the •rst successful Rowhammer
attack on Zen-based AMD platforms.

DRAM Addressing. Previous work that reverse engineered the DRAM addressing
functions on Intel and ARM platforms assumes that these functions are constructed
by XOR-ing certain physical address bits with each other [ÞÔ]. We •nd that on AMD
platforms, this assumption leads to an incomplete recovery of address functions. Our

 Ô
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experiments show that AMD's memory controllers require ošsets for certain physical
address ranges before applying the XOR functions. Adjusting for these ošsets, better
handling of noisy measurements, and considering higher physical address bits lead
to the recovery of correct and complete DRAM addressing functions for these CPUs.
Yet, this initial version of Zu•„Z““u§ only triggers bit žips on •ve (Zen ò) and none
(Zen ç) of our ten DDR¥ DRAM modules, while an Intel-based fuzzer [Ô¥ ] triggers
bit žips on eight of them. We track down the reason to inadequate synchronization
with DRAM refresh commands and the low throughput of activations sent to DRAM.

Refresh Synchronization. Modern DRAM devices employ in-DRAM Target Row
Refresh (TRR) mitigations that detect potential victims of a Rowhammer attack
and internally refresh these victims before bits can žip. �ese preventive refreshes
happen transparently inside DRAM during the standard refresh commands issued
by the memory controller. To bypass these mitigations, state-of-the-art Rowhammer
patterns executed on Intel CPUs synchronize with refresh commands by repeatedly
measuring the time it takes to access two rows inside DRAM [Ô¥ ]. Memory con-
trollers' refresh commands delay these accesses, allowing the patterns to detect and
synchronize with these commands. We •nd that the required žushing and ordering
instructions introduce signi•cant inaccuracies in the detection of refresh commands
on AMD's Zen-based CPUs. To address this issue, we rely on synchronization using
many uncached addresses that are only žushed aŸer a refresh is detected.

Activation �roughput. To bypass TRR during a Rowhammer attack, maximizing
the number of activations on both decoy and target DRAM locations is favorable and
oŸen necessary. We noticed that, unlike Intel CPUs, it is not trivial to saturate the
activation throughput on Zen-based AMD CPUs due to the behavior of cache žushing
and fencing instructions. To •nd the best hammering strategy, we systematically
explore dišerent memory access instructions and scheduling policies for žushing
and fencing instructions. We discover that on AMD Zen ç, the CPU does not require
a fence to order the cache žush with the memory access, allowing Zu•„Z““u§ to
achieve a higher activation throughput by omitting unnecessary fence instructions.
Furthermore, we learn that on all AMD Zen CPUs, the number of necessary fence
instructions to order dišerent memory accesses can be tuned to a given DRAM
vendor based on the sensitivity of its TRR mitigation to this ordering.

Equipped with better refresh synchronization and scheduling of žushing and
fencing instructions, Zu•„Z““u§ can trigger bit žips on seven of our ten sample
devices (compared to eight on an Intel CPU). Our evaluation further shows that these
bit žips can be used to build the page table [—¥, Ô ý], RSA public key corruption [¥ò],
and sudo [âý] exploits on Þ/â/¥ of these devices, taking on average Ôâ¥/òâÞ/òýÀ
seconds. To verify the attack's practicality, we implement and evaluate the page table
exploit by Seaborn et al. [—¥, Ô ý] on a Zen ç system. We also show that Zu•„Z““u§
can trigger bit žips on a DDR  device for the •rst time.
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Contributions. We make the following contributions:

· We reverse engineer the con•dential DRAM addressing functions on various
AMD Zen-based CPUs in dišerent con•gurations, and we present a coloring
technique enabling system exploitation despite higher physical address bits
involved in the DRAM functions.

· We show how to synchronize ešectively with refresh commands and increase
the activation throughput with new fence scheduling strategies on AMD Zen-
based CPUs.

· We build Zu•„Z““u§ using the reverse engineered DRAM addressing func-
tions, the new synchronization, and fencing strategies. Our evaluation shows
that Zu•„Z““u§ is ešective on seven out of ten sample DDR¥ devices, en-
abling Rowhammer exploitation on AMD Zen-based systems for the •rst
time.

· Using Zu•„Z““u§, we show Rowhammer bit žips on a DDR  device for the
•rst time.

Responsible Disclosure and Open Sourcing. While Rowhammer is a known prob-
lem in industry, we nonetheless informed AMD about our •ndings and agreed to an
embargo expiring on March ò , òýò¥. More information including the source code
of Zu•„Z““u§ can be found at: https://comsec.ethz.ch/research/dram/zenhammer

¥.ò ™êu§ê†uë

Existing Rowhammer research mostly focused on Intel systems [¥ ,   , Ô¥ ], where
DRAM address functions [ÞÔ, Þò] and the ešects of the hammering instruction
sequence [ ý, Þý] are well known. However, AMD has gained market share in the
last years and held around çâ % of the market for x—â CPUs in òýò¥ [âò]. Yet, it is
unclear if Rowhammer is similarly exploitable on these AMD systems. Our goal is
to trigger bit žips on AMD Zen-based platforms, particularly the systems listed in
Table ¥.Ô. �ese make use of DDR¥ memory technology, allowing us to compare
their vulnerability with a baseline on well-studied Intel systems [Ô¥ ].

A requirement for most Rowhammer attacks is the knowledge of the DRAM
address mapping, i.e., how physical addresses map to the DRAM locations. �is
allows precisely selecting the location of aggressors around a victim row, as needed by
most ešective Rowhammer techniques [ ò,   , —¥, ÀÞ, Ô ý]. As the memory controllers
of Intel and AMD systems use dišerent DRAM address mappings, determining them
poses our •rst challenge:
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TZf•u ¥.Ô: Test systems. Details about the Ryzen-based test systems used in this work.

Microarchitecture Release Date Our Test Systems

System CPU

Zen ç (Zç) ÔÔ-òýòý Zç Ryzen    âýýG
Zen ò (Zò) ýÞ-òýÔÀ Zò Ryzen   çâýýX
Zen+ (Z� ) ý¥-òýÔ— Z� Ryzen   òâýýX

Challenge Ô. Reverse engineering the undocumented DRAM address mappings
on AMD Zen-based systems.

We show in Section ¥.ç that the state-of-the-art DRAMA [ÞÔ] technique fails to
recover the address functions on our AMD systems. Instead, a modi•ed timing
primitive and a relaxation of the common linearity assumption are required to obtain
the full physical-to-DRAM address mappings. We then use these mappings to build
Zu•„Z““u§ and perform Rowhammer on our AMD systems with a sample of ten
DRAM devices. However, even when hammering devices known to be exploitable
on Intel systems, we •nd very few bit žips with Zu•„Z““u§, with many devices
not showing any bit žips at all. Based on these results, we conclude that additional
(micro-)architectural considerations are necessary for ešective Rowhammer attacks
on AMD Zen-based systems.

Earlier work [ç , Ô¥ ] shows that synchronizing a Rowhammer pattern with
DRAM refresh commands is key for bypassing TRR mitigations. State-of-the-art
non-uniform patterns [Ô¥ ], for example, rely on a timing side channel to detect
spikes in the memory access latency caused by refresh commands [ç ,   , Ô¥â]. Our
analysis shows that this mechanism produces inaccurate results on AMD Zen-based
CPUs, even failing completely on the newer Zen ç platform. �is leads us to our
second challenge:

Challenge ò. Understanding and overcoming the shortcomings of timing-based
refresh synchronization.

In Section ¥.¥, we design and implement modi•ed versions of timing-based refresh
synchronization. We experimentally evaluate the various implementations to achieve
more reliable synchronization on AMD platforms. Additionally, we notice that the
activation throughput is only about half when compared to the Intel baseline. �is
severely reduces the budget of activations that can be used to ªtrickº TRR mitigations,
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substantially increasing the di›culty of •nding ešective Rowhammer patterns. �is
introduces our last challenge:

Challenge ç. Increasing the activation rate during hammering while preserving
the order of memory accesses.

In Section ¥. , we systematically evaluate the activation throughput achieved by
dišerent memory access, žushing, and fencing instructions to •nd optimal access
patterns tuned to the underlying DRAM device. Finally, aŸer solving these challenges,
Section ¥.â evaluates the ešectiveness of Zu•„Z““u§ in triggering bit žips on the
AMD Zen ò and Zen ç platforms and the ability of these bit žips for building successful
Rowhammer exploits. We further show that Zu•„Z““u§ can trigger bit žips on one
of our DDR  devices on the latest AMD Zen ¥ platform.

¥.ç o§Z“ Zoo§u««†••

DRAMA [ÞÔ] is currently the standard approach for reverse engineering DRAM
address mappings. We briežy describe the two main steps of this technique.

Step Ô: Clustering. DRAMA measures the access latency of two randomly picked
addresses. If the measured value exceeds the row conžict threshold, the addresses
map to dišerent rows in the same bank and otherwise to distinct banks. Using this
method, DRAMA creates clusters of addresses in the same bank. DRAMA repeats
this process until it •nds a cluster for each bank.

Step ò: Function Brute Forcing. DRAMA then generates XOR-function candidates
and tests them on the clustered addresses exhaustively. A valid function must (i) be
constant for all addresses in each cluster and (ii) not produce the same result over
all clusters. AŸer removing linearly dependent functions, the resulting set oflogò N
functions, on a system withN unique banks, can uniquely index every DRAM bank.

We veri•ed that DRAMA, originally designed for Intel CPUs, does not produce
valid results on recent AMD CPUs.ÔEither it does not •nd any address functions
at all or functions that are incomplete. We describe how improvements to timing
(Section ¥.ç.Ô) and taking system-speci•c address ošsets into account (Section ¥.ç.ò)
enable our new DRAM reverse-engineering tool, calledDRAM Address Mapping
Reverse-Engineering (DARE), to successfully recover the address mappings on AMD
Zen-based platforms (Section ¥.ç.ç).

Ô https://github.com/IAIK/drama
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¥.ç.Ô Timing Routine

�e access time dišerence between addresses that produce row conžict and those
that do not is very small. �us, existing reverse-engineering tools use specially craŸed
timing routines to amplify the timing dišerence while eliminating unwanted noise
(e.g., from unrelated system activity).

In DARE, we perform çò iterations of accesses to both addresses while measur-
ing the entire loop. In contrast, DRAMA also measures accesses to two additional
addresses that are shiŸed during measurement repetitions. We then perform Ôâ mea-
surements and use the minimum value. However, we only do Ôâ � çò �  Ôò accesses
instead of ¥�   K � òý K (DRAMA) accesses, making our method signi•cantly faster.

Evaluation Setup. We evaluate the accuracy of both timing routines, DRAMA and
DARE, onZ � . For each routine, we generate Ôýý K random address pairs and measure
their access times. We expect the access latencies for bank hits and conžicts to be
clearly distinguishable to allow reliable dišerentiation. �e address pairs are then
partitioned based on whether they map to the same bank or not using the ground
truth obtained with an oscilloscope (see Section ¥.ç.ç).

Results. �e results, which are shown in Figure ¥.Ô, clearly show that the DRAMA
routine signi•cantly overlaps the two cases, whereas our method shows a clearer
separation. �is means that it is less susceptible to noise than DRAMA, thus reducing
the number of misclassi•ed addresses. We further enhance DARE by cluster cleaning
(i.e., intra-cluster pairwise testing of addresses) to ensure that we can reliably •nd
the address functions despite system noise.

F†•¶§u ¥.Ô:Access latencies onZ � . Histogram of access latencies measured onZ � when
using DRAMA or DARE. Measurements are partitioned based on whether the
address pair should produce a row conžict or not.
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¥.ç.ò Address Ošsets

We notice that DARE fails to •nd su›cient address function candidates (i.e., at least
logò N for N banks) but succeeds when restricted to smaller memory ranges such as
ò â MiB-aligned blocks. In other words, some functions are valid over a limited area
only and cease to work across larger areas.

We investigate this anomaly by applying the obtained functions on smaller windows
over the entire memory range (Figure ¥.òa). We note that the sections where the
function result is ý and where it is Ô have dišerent sizes. However, if the address
mapping was linear, the result would have to be either constant ý or Ô (if the function
is correct) or evenly split between the two (for any other linear function). We refer to
Appendix B.Ô for a proof of this fact. Based on this, the correct functions cannot be
linear, which contradicts assumptions made by previous work (see Section ò.Ô.ç).

We •nd that removing this nonlinearity is possible by subtracting a particular con-
stant ošset to all physical addresses in the clusters before brute forcing the functions.
�is linearization is demonstrated in Figure ¥.òb, where, aŸer removing the ošset, it
is possible to •nd the correct function as shown in Figure ¥.òc. Finally, the correctly
identi•ed function generates a constant value for all addresses in the same cluster.

Observation (OÔ). DRAM address functions may be non-linear due to physical
address space remapping, in which case a constant ošset needs to be subtracted
from physical addresses before applying an XOR function.

System Address Map. We now provide an explanation and supporting evidence
for the existence of this ošset. �e physical address space is divided into ranges
backed by main memory (i.e., DRAM) and ranges for memory-mapped I/O (MMIO)
devices. In particular, PCI(e) devices are commonly mapped just below the ¥GiB
boundary to keep çò-bit compatibility, thus masking parts of main memory. Due
to DRAM sizes in the order of gigabytes, CPU vendors introduced mechanisms
to remap the otherwise inaccessible part of DRAM to a higher address range, as
shown in Figure ¥.ç. Intel still employs this ªOS Invisible Reclaimº mechanism [Ô Ô,
p. ÔÀ], but AMD stopped documenting ªMemory Hoistingº [Þç, §ò.À.Ôò] with the
Zen microarchitecture. Our •ndings suggest that newer AMD processors shiŸ all
physical addresses above ¥GiBby a •xed, system-speci•c ošset. �is ošset depends
on the system's hardware con•guration, e.g., mainboard, installed PCI(e) devices.

Automation. To avoid having to brute force the physical address ošset, we analyze
the system memory map of our target systems to •nd the location of the primary PCI
memory mapping.ò For example, as we show in Table ¥.ç, the PCI memory range

ò In Linux, the ªPCI Bus ýýýý:ýýº in the (privileged) /proc/iomem •le.
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(a)using the original (unshiŸed) physical
addresses

(b) using the physical addresses shiŸed by
Þâ— MiB

(c) aŸer •nding the correct function gˆx•

F†•¶§u ¥.ò:Applying found functions on larger memory regions. (a) Function values
for f ˆx• given by0x64440100for same-cluster addresses over the full address
range onZç, showing a uneven distribution between ªýº and ªÔº. (b) AŸer
ošsetting the physical addresses by Þâ—MiB before applying the function, the
same function's output looks evenly distributed. (c) �is allows us to •nd the
function gˆx• de•ned by0x44440100that is constant for the cluster's addresses
across all memory. We color the addresses whose function value changes when
applying the ošset in green (ý � Ô) or blue (Ô � ý).

on Zò starts at ç —¥MiB and ends at çÀâ—MiB. �is allows us to precisely calculate
the system's address ošset by determining the dišerence between the PCI mapping's
start address and the ¥GiBboundary, for example, ¥ýÀâ� ç —¥�  ÔòMiB for Zò. We
apply the ošset to our physical addresses before brute forcing the address functions
to produce valid functions on all our systems.

¥.ç.ç Recovered Address Mappings

We run DARE on all our systems using single- and dual-rank DIMMs. DARE suc-
cessfully reverse engineers the address functions for all memory con•gurations on all
three systems. For simplicity, we limit our analysis to single-channel, single-DIMM
systems with default UEFI settings, as this is su›cient for performing Rowhammer.

To validate our results, we verify the functions' correctness using a high-bandwidth
oscilloscope similar to previous work [ÞÔ]. �is also allows us to obtain the function
labels (i.e., assign functions to the DRAM address components) and clarify the cases
where our tool found linear combinations of the actual address functions. We note
that this manual step is not required for Rowhammer attacks.
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DRAMç

DRAMò

PCI

DRAMÔ

DRAMò

DRAMç

DRAMÔ

DRAMç

DRAMò

DRAMÔ

TOM

¥ GiB

ý GiB

CPU
(Phys. Addr. Space)

Intel
OS Invisible

Reclaim

AMD
ShiŸing by
Ošsetting

F†•¶§u ¥.ç:Ošsetting on AMD systems. Remapping of higher address ranges to unused
parts of physical memory on Intel and AMD CPUs. �e Top of Memory (TOM)
is the system's highest addressable memory location.

TZf•u ¥.ç: Physical address ošsets. Primary PCI mappings and detected physical address
ošsets, i.e., dišerence between ¥ GiB and the PCI mapping's start address.

System
PCI Range

[MiB]
Ošset
[MiB]

Z � çýÞò ± ¥ý¥— Ôýò¥

Zò ç —¥ ± çÀâ—  Ôò

Z ç ççò— ± ¥ýÞâ Þâ—

Results. We provide a list of all our reverse engineered and oscilloscope-validated
address functions for three AMD Zen microarchitectures and dišerent memory
con•gurations in Table ¥. . Note that some physical address bits are above the ÔGiB
mark, which explains why DARE uses as many ÔGiBsuperpages as possible while
building same-bank address clusters.

Observation (Oò). We need access to a memory block larger than ÔGiB to
entirely recover all DRAM address mappings.

Discussion. To the best of our knowledge, we are the •rst to reverse engineer and
provide physically validated DRAM address mappings on recent AMD Zen-based
systems with consideration of the address ošsets. Further, we provide an improved
reverse-engineering tool to reproduce and extend our results with more memory
con•gurations as needed.
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Row Mapping. DARE, just like DRAMA, does not allow the detection of physical
address bits used for DRAM row and column indices. �erefore, before we can
experimentally evaluate our address mappings using a Rowhammer attack, we need
to extract the row mapping. Based on previous results [ç , Þò], we assume that the
highest available address bits are used for row indexing, which we veri•ed with our
oscilloscope. For example, a ÔâGiBdevice (with òÔârows) consists of òç¥ individually
addressable bytes, and a row index is described by the bits ˆaçç, açò, . . . , aÔ—•.

¥.ç.¥ Enabling Exploitation

On our Intel Cošee Lake system the bank, bank group, and rank bits all fall within
the lower òÔ bits, i.e., within a transparent huge page (THP). However, we noticed
that the address functions on AMD Zen ò and Zen ç systems can cover up to bit
ç¥ (see Table ¥. ). �is makes exploitation without knowing these bits challenging.
Previous methods assume DRAM functions with all addressing bits falling in the
lower òÔ bits [ÀÞ], do not take advantage of THPs [——], or color THPs for other
purposes such as cache eviction [ç ]. We now describe how the bank conžict side
channel and the reverse-engineered DRAM mappings can be combined to detect
consecutive same-bank rows, which is crucial for Rowhammer attacks.

Coloring THPs. We allocate ò âMiB of òMiB-aligned memory and turn it into
òMiB THPs by usingmadvise. We then iterate in steps of òMiB over the allocated
memory such that the òÔ lower bits are always the same. As the upper physical address
bits are unknown, we cannot directly apply our recovered address functions. Instead,
we use the bank conžict side channel to measure if the current THP conžicts with
any other THP we found before. If two THPs conžict, we assign them the same color;
otherwise, we assign a new color to the current THP. �is approach allows us to
assign a color to each THP based on the unknown upper physical address bits.

Detecting same-bank rows. Given that THPs are òMiB contiguous memory regions,
we know that the lower òÔ physical and virtual address bits are the same. �us, we can
group the THPs of the same color and use our recovered address functions on the
lower bits to address consecutive same-bank rows. For that, we iterate over the row
index bits that fall into the lower òÔ bits. As they may overlap with bank address bits,
it may require žipping lower (non-overlapping) bits to stay within the same bank. As
the values of the DRAM functions for all THPs with the same color are identical, we
can use the same THP row ošsets for all THPs of the same color. Finally, we validate
the row addresses using our bank conžict side channel and discard all THPs where
any two rows do not cause bank conžicts.

Results. We measured how long the coloring and detecting same-bank rows take
on our Zen ç system with a dual-rank DIMM (Sò in Table ¥.Þ). �e THP coloring
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took on overage çÀ.òç s and must be repeated for each attack as the THP allocation
in physical memory changes. Detecting same-bank rows for each THP color is a
one-time cost that can be precomputed for each system memory con•guration and
took on average Ô— ms.

TZf•u ¥.Þ:Overview of DDR¥ UDIMMs. �e DDR¥ UDIMMs used in the evaluation of
our AMD Zen-optimized Rowhammer fuzzer. We abbreviate the DRAM vendors
Samsung (S), SK Hynix (H ), and Micron (M ). For each device, we report the
number of ranks (RK), bank groups (BG), banks per bank group (BA), and rows (R).

ID
Production

Date

Freq.

[MHz]

Size

[GiB]

DIMM Geometry

(RK,BG,BA,R)

Sý Qç-òýòý² òÔçò — (Ô, ¥, ¥, òÔâ)

SÔ Qç-òýòý² òÔçò Ôâ (ò, ¥, ¥, òÔâ)

Sò Qò-òýòý òâââ çò (ò, ¥, ¥, òÔÞ)

Sç Q¥-òýÔÞ ò¥ýý — (Ô, ¥, ¥, òÔâ)

S¥ Qç-òýòý² òâââ — (Ô, ¥, ¥, òÔâ)

S  Qò-òýòý òâââ Ôâ (ò, ¥, ¥, òÔâ)

H ý Qç-òýòý² òÔçò Ôâ (ò, ¥, ¥, òÔâ)

H Ô Q¥-òýòý ò¥ýý — (Ô, ¥, ¥, òÔâ)

M ý QÔ-òýòý òâââ — (Ô, ¥, ¥, òÔâ)

M Ô QÔ-òýòý ò¥ýý — (Ô, ¥, ¥, òÔâ)

² Purchase date used as production date unavailable.

¥.ç.  Evaluation

In addition to the physical validation of our mappings, we use Rowhammer on our
AMD systems with non-uniform hammering patterns [Ô¥ ] to see if we can trigger
bit žips, as this requires precise DRAM addressing. Further, we evaluate the recent
Half-Double patterns [ÀÞ].

�reat Model. In our evaluation, we assume that the CPU model of the target machine
is known to the attacker and that they have obtained the correct DRAM address
mappings, for example, using DARE. We further assume that an unprivileged attacker
can execute programs on the victim's machine but does not know anything more
speci•c about the DRAM devices (e.g., DRAM chip manufacturer).
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Setup. We modify the reference implementation of Blacksmith [Ô¥ ].ç Our changes
include adding the address mappings we found previously and other necessary plat-
form changes, such as timing thresholds, as the fuzzer was originally designed for an
Intel Cošee Lake system. However, we do not apply any microarchitecture-speci•c
optimizations. For the evaluation, we do six-hour fuzzing runs on bothZò andZç

with the ten DDR¥ DIMMs listed in Table ¥.Þ that we ordered randomly from an
online retailer. �ese DIMMs cover the three major DRAM manufacturers. To allow
comparison with Intel, we further run the same code on the same DIMMs on a Cošee
Lake (Core iÞ-—ÞýýK) machine.

Results. �e result of our evaluation is presented in Table ¥.À. It shows that with our
minimal changes, we can trigger bit žips on our Zen ò system; however, only on  
of Ôý modules. We could not •nd any patterns on Zen ç. �is is much lower than
compared to — of Ôý modules on the Intel Cošee Lake platform. We further note that
the number of patterns found in the worst case (Sò) is roughly  ýx smaller on Zen ò
(Ô¥ patterns) than on Cošee Lake (Þ—ò patterns).

TZf•u ¥.À:Blacksmith results on AMD systems. Result of running Blacksmith with our
address mappings and platform •xes (e.g., thresholds) on AMD Zen ò and Zen ç
systems, compared to our Intel Cošee Lake baseline. We report for each device
the number of patterns found (SP� S) and the number of bit žips over all patterns
(SFtotal

fuzzS). We omit devices without any bit žips.

ID
Zen ò Zen ç Cošee Lake

SP� S SFtotal
fuzzS SP� S SFtotal

fuzzS SP� S SFtotal
fuzzS

Sý Ô¥ ÔÀ ý ý Ôòò ç, ýò

SÔ ¥ ¥ ý ý Ôýò Ô,çÞ¥

Sò Ô¥ ò— ý ý Þ—ò òò,ççÀ

Sç ý ý ý ý ç ç

S¥ ¥   ý ý ¥Þ â ¥

S  â Þ ý ý Ô   ¥,ÔçÔ

H Ô ý ý ý ý ò¥ ç 

M Ô ý ý ý ý Ôâ òç

We also tested Half-Double [ÀÞ] patterns on all DDR¥ devices with our address
mappings and the reference implementation.¥ As we did not •nd any bit žips on our
devices using these patterns, and Half-Double has not been shown to be exploitable

ç https://github.com/comsec-group/blacksmith
¥ https://github.com/IAIK/halfdouble
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on x—â-â¥ machines, we disregard these patterns in the remainder of this work, and
base Zu•„Z““u§ on non-uniform Rowhammer patterns.

Based on our results, we conclude that the common hammering instruction se-
quence as used by Blacksmith [Ô¥ ] and others [  ] encodes implicit assumptions
about the underlying Intel microarchitecture. Our results show that this signi•cantly
ašects Rowhammer's ešectiveness on other platforms, such as the AMD systems
targeted in this work. Motivated by this, we investigate the two crucial aspects of
hammering, namely, refresh synchronization (Section ¥.¥) and the activation rate (Sec-
tion ¥. ) on AMD systems, and show how Zu•„Z““u§ can improve them.

¥.¥ §u€§u«„ «í•h„§™•†ñZ±†™•

As shown by previous work [ç ,   ,  Þ, Ô¥ ], it is essential to synchronize Rowhammer
patterns with refresh commands. �is is necessary as in-DRAM mitigations (i.e.,
TRR) have been shown to act duringREFs. Synchronization is commonly done by
detecting spikes in memory access latency, which correspond to when DRAM is
briežy unavailable during refreshes [ç ,   ]. In this section, we investigate whether
the refresh synchronization mechanism used by Blacksmith is ešective on AMD
Zen-based systems.

¥.¥.Ô Blacksmith Synchronization

Listing ¥.Ô presents Blacksmith's synchronization routine using two same-bank rows.
�is method relies on RDTSCPto capture timestamps,LFENCEto serialize the execution
stream, andCLFLUSHOPTto immediately žush accessed rows. It assumes aREFhas
been detected whenever the timing measurements exceed a prede•ned threshold.

L†«±†•• ¥.Ô: Refresh synchronization routine as used by Blacksmith.

void ref_sync_original ( volat i le char * rows [2]) {
while ( true ) {

uint64_t start = rdtscp () ; /* START TIMER */
lfence () ;
* rows [0]; * rows [1];
cl f lushopt ( rows [0]) ; cl f lushopt ( rows [1]) ;
uint64_t stop = rdtscp () ; /* STOP TIMER */
lfence () ;
if (( stop - start ) > THRESHOLD ) break ;

}
}
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Evaluation. To detect whether synchronization works properly, we evaluate the
time between detected refreshes, both onZ � andZç. When refresh commands are
correctly detected, we expect the time between them to be around Þ.—½s, i.e., tREFI
as speci•ed by the DDR¥ standard [Ô ò].

Results. �e experiment results, each with Ôý K iterations, are presented in Figure ¥.¥.
�e median latencies are Þ.âò½sfor Z � and  .çÞ½sfor Zç.  While the data for the
Zen+ system suggests that this method works quite reliably,REFs are oŸen detected
too early on Zen ç. �is could be because of two reasons: either the refresh detection
fails most of the time, or the memory controller schedulesREFs opportunistically.
�e latter is possible because the DDR¥ standard [Ô ò] only speci•es the average
time between refresh commands and allows for some žexibility. In the following
section, we will show that it is possible to detect the majority of refreshes reliably, as
the original refresh synchronization method is inadequate on our AMD platforms.

F†•¶§u ¥.¥:Results of the original refresh synchronization routine. Measured
time between successiveREFs using the refresh synchronization routine
ref sync original() , for bothZ � andZ ç. �e number of samples (y-axis) are
logarithmically scaled.

¥.¥.ò Precise and Reliable Synchronization

We analyzed Blacksmith's refresh synchronization routine as used by Zu•„Z““u§ to
identify possible measurement errors. By looking at the source code (Listing ¥.Ô), we
identi•ed a brief time window, where fencing (lfence ) happens, that is not measured
between thestop timestamp and the next iteration'sstart timestamp. As the memory
controller has some žexibility for scheduling refresh commands, it can happen that a
REFsometimes remains undetected if it falls into this untimed gap. Furthermore, the
memory controller may schedule theREFcommands opportunistically during žush
instructions, reducing the accuracy of detecting the REF commands.

  For a fair comparison with Blacksmith, which uses AsmJit [Ôç ] to JIT compile hammering patterns and
their synchronization from x—â-â¥ assembly, we implement all routines using AsmJit. We show equivalent
C representations throughout this paper.
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Continuous Measurements. To mitigate this issue, we propose a modi•ed refresh
synchronization routine with continuous, non-repeating timing measurements: each
recorded timestamp serves as both the end time of the current measurement round
and the start time of the next. �is ensures that all the instructions are included
in the timing measurement. To ensure that the memory controller does not oppor-
tunistically scheduleREFcommands during the žush instructions, we avoid žushing
during the synchronization phase. We solve this by designing a new method that
allows a žexible number of rows and measures the latency of each memory access
individually.

Avoiding Cache Hits. To avoidCLFLUSHOPTduring synchronization, our code can
only access dišerent rows not to incur cache hits. To evict the cache lines for the
subsequent synchronization phase, we žush the accessed rows aŸer theREFis de-
tected. Our continuous, non-repeating timing measurement routine is presented in
Listing ¥.ò.

L†«±†•• ¥.ò: Our continuous, non-repeating refresh synchronization.

void ref_sync_nonrep (volat i le char * rows [64]) {
uint64_t prev = rdtscp () ;
for ( size_t i = 0; i < 64; i++) {

* rows [ i ];
uint64_t curr = rdtscp () ;
if (( curr - prev ) > THRESHOLD ) break ;
prev = curr ;

}
// REF detected here (or ran out of rows)
for ( size_t i = 0; i < 64; i++) clf lushopt ( rows [ i ]) ;

}

Evaluation. We evaluate our new routine using the same experiment as before. We
show the obtained distribution of measuredREF-to-REFintervals in Table ¥.Ôý. �e
results demonstrate that when more than çò rows are employed in the synchronization,
we correctly identify refreshes on all our systems. �is means that a su›cient number
of unique rows is necessary to cover an entire refresh interval (i.e., Þ.—½s) before
falling through the end of the detection loop.

Observation (Oç). Continuous, non-repeating time measurements strongly
improve the reliability of our refresh command detection.
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TZf•u ¥.Ôý:Results of our improved refresh synchronization routine.REF-to-REFinter-
val when using the continuous, non-repeating timing measurement routine
(ref sync nonrep) for dišerent numbers of rows onZ � andZç. We identify as
outliers all the values that dišer more than Ôý % from the median.

jRows
Median [½s] Outliers [%]

Z � Zç Z � Z ç

Ôâ ò.ýÔ ò.âò Þ.ç ò¥.Þ

çò Ô.ÔÀ¥.¥Ô ¥ç.¥ ÞÔ.¥

â¥ Þ.—Ô Þ.ÞÞ ý.ç ý.â

Ôò— Þ.Àç Þ.—  ý.ç ý.Þ

ò â Þ.—ý Þ.ÞÔ ý.ò ý.Þ

Orig.²
Þ.âò  .çÞ Ô.Ô Àç.¥

² �e original refresh sync. routine with ò rows (see Figure ¥.¥).

¥.  Zh±†êZ±†™• §Z±u

We noticed that the number of tested patterns on the AMD systems is signi•cantly
lower than on the Intel Cošee Lake baseline during fuzzing, on average by ¥  % (Zò)
and  ò % (Zç). As we fuzz for a •xed period (â h) while hammering each pattern for
  M activations, this suggests that each individual pattern takes signi•cantly longer
to hammer. To investigate this, we measure hammering execution times to compute
the average number of activations per refresh interval (ACTs/tREFI) for each pattern.
We present the comparison betweenZ � , Zç, and Cošee Lake in Figure ¥. . �e data
shows that the average number ofACTs/tREFIachieved onZ � (¥Ô.À) andZç (çÞ.ò)
are only about half when compared to Cošee Lake (Þâ.—). �e lower activation rate
on the AMD systems has a direct impact on Rowhammer as discussed next.

Hammer Count Estimation. We now approximate the hammer count (HC) that a
victim row is subjected to given these activation rates. �e estimation is made on a
refresh window, as the bit žip needs to happen before the refresh of the victim row.
In a refresh window, there are —ÔÀò refresh intervals (tREFI). For an activation rate of
¥ýACTs~tREFI, this results in a maximum of çò— K row activations before the victim
row is refreshed. We consider a device with a Rowhammer mitigation that keeps track
of Ôâ aggressors at a time [ Þ]. To perform an ešective double-sided Rowhammer on
such a device, we need to hammer Ô— rows, two aggressors and Ôâ dummy rows [  ].
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F†•¶§u ¥. :Activation rates distribution. Distribution of the activation rates of non-
uniform hammering patterns onZ � , Zç, and Intel Cošee Lake (CL). �e
whiskers indicate the minimum and maximum values.

Assuming that we hammer the rows uniformly, this results in a cumulative HC of
çâ K for the victim row. �is is smaller than the minimum hammer count (HCmin)
reported for many DDR¥ devices by previous work [¥—,  ò]. �erefore, based on these
estimates, activation rates are insu›cient to induce Rowhammer bit žips on many
devices from AMD Zen-based CPUs. �us, we aim to improve activation rates to
enable more ešective hammering. To this end, we •rst analyze possible hammering
instruction sequences to •nd the optimal way to hammer.

¥. .Ô Instruction Sequences

Existing studies [ç ,  ý, Þý, Ô ç] proposed and evaluated dišerent hammering se-
quences. For example, Cojocar et al. [Þý] showed that the sequence of machine
instructions used for hammering ašects the rate of activations. As they performed
their experiments on Intel CPUs, it is unlikely that their results transfer to our AMD
processors. �erefore, we perform our own analysis of possible instruction sequences.

We start by analyzing the standard instruction sequences used by Zu•„Z““u§.
�ey žush the cache directly aŸer each access (ªscatterº [ç ]) and fence (MFENCE) aŸer
each žush (ªfence eachº). However, this instruction sequence might not be optimal
on AMD systems, as our earlier results suggest. In the following (a±e), we present
the fundamental building blocks of possible hammering instruction sequences.

a. Cache Flushing. Because a hammered aggressor is cached, we need to ensure
that subsequent hammering accesses are fetched from DRAM again. For žushing
aggressors from the cache, we can useCLFLUSHor the optimizedCLFLUSHOPT. �e
latter avoids serialization, which improves concurrency when used back-to-back [ ý,
Þý]. Depending on the Rowhammer pattern, we might have some žexibility in
deciding when to issue the žushing instructions: either batched together for all
aggressors at the end of the pattern (i.e., ªgatherº), or directly aŸer each memory
accesses (i.e., ªscatterº) [ç ].
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b. Memory Barriers. To ensure that aggressors are žushed from the cache before
they are accessed again, existing approaches rely on memory barriers. For example,
MFENCEserializes all preceding loads and stores,LFENCEserializes all preceding loads,
andSFENCEserializes all preceding stores. Given our ªscatteredº žushing, fences can
either be placed aŸer every žush (ªfence eachº) or only once at the end (ªfence onceº).
Lastly, we may omit fences to sacri•ce some accesses (hitting the cache) for a higher
activation rate [Þý].

c. Access Types. Typically, load instructions are used to execute Rowhammer
patterns on regular x—â-â¥ machines. �is is necessary because the DRAM activate
command that triggers the Rowhammer ešect cannot be directly issued. Instead of
loads, Rowhammer is also possible using store operations, as they also induce row
activations [Þý].

d. Non-Temporal Instructions. �e x—â ISA speci•es non-temporal instructions
that bypass CPU caches entirely, thus avoiding cache žushing [Ô ç]. However, they ei-
ther require non-standard write-combining (WC) memory (MOVNTDQA), may prefetch
data from Lç cache instead of accessing DRAM (PREFETCHNTA), or can be cached in
WC bušers (MOVNTI).

e.Vector Instructions. �e gather family of AVXò load instructions can be used
to load data from a non-contiguous address list. As an example,VPGATHERDDloads
up to eight çò-bit values simultaneously [Ô ¥]. �is method still requires cache-žush
instructions and possibly memory barriers.

Evaluation. We implement an experiment to evaluate the performance of various
instruction sequences. For this, we pickN random row addresses and access them in
a loop for Ôý M memory accesses while recording the elapsed time. Later, we use the
measured time to compute the activation rate. Note thatN also corresponds to the
distance between consecutive accesses to the same row, which we sweep between Ô
and ò â to cover the various distances in non-uniform patterns. �e result fromZç is
visualized in Table ¥.Ôò (similar results onZ � ). From these, we derive the following
six observations (OÔ-Oâ) and three concrete recommendations (RÔ-Rç):

(OÔ) Non-temporal instructions hit caches: Non-temporal instructions such asPRE-
FETCHNTAhave access rates exceeding the available bandwidth, thus suggesting
cache hits. �erefore, we disregard such instructions.

(Oò) More rows increase the ACT rate: Using more rows almost always increases
the rate of memory accesses, except for ªfence eachº sequences.

(Oç) CLFLUSHOPT is slightly faster than CLFLUSH: In most cases, there is no measur-
able dišerence between them. In a few cases,CLFLUSHOPTproduces up to   %
higher activation rates.
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RÔ. Always useCLFLUSHOPToverCLFLUSHto maximize the activation rates.

(O¥) ªscatterº is always faster than ªgatherº: �e ªscatterº-style cache žushing al-
ways produces higher access rates than the equivalent ªgatherº sequence. Fur-
ther, as our non-uniform frequency-based patterns may hammer the same
aggressors multiple times consecutively, we consider only ªscatteredº žushes.

Rò. Schedule cache žushes in a ªscatterº-style, i.e., žush immediately aŸer
accessing an aggressor.

(O ) Loads are always faster than stores: All sequences using store instructions re-
sult in low memory access rates (up to ÞâACTs~tREFI), with reductions be-
tween   % and  â % compared to equivalent load sequences.

Rç. Always prefer load instructions to hammer over store instructions to
optimize activation rates.

(Oâ) AVX instructions are fast but complex to implement: �e AVX VPGATHERDD
instruction produces memory access rates comparably to regular loads (i.e.,
MOV). However, it is more complex to implement than regular loads. �is is
especially the case for non-uniform patterns that hammer aggressors with
dišerent frequencies and with žushes in between.

Based on these results, we excludeCLFLUSH, ªgatherº-style žushing, stores, non-
temporal accesses, and AVXò vector instructions in the remaining experiments. �us,
we will focus onCLFLUSHOPT, ªscatterº-style žushing, and the dišerent types of fences
for loads (M/LFENCE and ªno fenceº).

We further run this experiment on Intel Cošee Lake to compare the results to our
AMD systems. We provide the full results in Appendix B.¥. �e results show that the
activation rates on Cošee Lake are generally higher for all tested con•gurations.

Ordering of Loads and Cache-Flushes. We notice that the sequences without mem-
ory barriers (ªno fenceº) do not exceed the activation rate of sequences with fences.
�is suggests that memory loads are served by DRAM, and consequently, load-žush-
load sequences to the same address are strongly ordered. �is is surprising, as AMD
documents loads only to be ordered with same-cacheline stores [Ô  ].

To con•rm our observation that all load requests are served by DRAM, we use the
CPU's performance counters to measure the number of data cache •lls by DRAM.
On Zç, we •nd that the number of measured cache •lls does not dišer between
sequences with and without memory barriers. Moreover, this value is equal to the
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TZf•u ¥.Ôò:Access rates for dišerent instruction sequences. Heatmap of memory access
rates (in ACTs/tREFI) for dišerent instruction sequences and varying the num-
ber of accessed rows on theZç system. We omit unsuitable sequences with a
low throughput (B Ôýý ACTs/tREFI) and sequences indicating cache hits with a
very high throughput (CÔýýý ACTs/tREFI), and provide the complete table in
Appendix B.¥.

Access
Type

Flushing
Strategy

Fence
Type

jRows

Ô ò ¥ — Ôâ çò ò â

MOV (load) gather M ò¥ ¥À ÞÔ ÀÔ Ôýý ÔÔý ÔÔ¥

MOV (load) gather L ò¥ ¥À —ý ÔÔç Ôç¥ Ô¥Þ ÔòÔ

MOV (load) gather S ò¥ ¥À —ý ÔÔç Ôçç Ô¥â Ôò 

MOV (load) gather Ð ò¥ ¥À —ý ÔÔç Ôçç Ô¥â Ôò 

MOV (load) scatter M ò¥ ¥À ÞÀ ÔýÞ Ôòâ Ô¥ç Ô Þ

MOV (load) scatter L ò¥ ¥À À  ÔçÞ Ô¥À Ô ç Ô À

MOV (load) scatter S ò¥ ¥— ÀÞ Ô ¥ Ô À Ô À Ô À

MOV (load) scatter Ð ò¥ ¥À ÀÞ Ô ¥ Ô À Ô À Ô À

PREFETCHNTA scatter Ð—ý Ôçò ÔÀÔ òý— ò ç çýÀ òÞç

PREFETCHNTA scatter Mò¥ ¥À —ý Ôý— ÔçÔ ÔÞý ò—¥

VGATHERDD scatter Ðò¥ ¥À ÞÀ ÔÔò Ô À Ô À Ô À

number of loads issued while hammering. Instead, onZ � andZò, this is not the case,
and we observe up to Þý % cache hits in some cases.

Observation (O¥). Memory loads following aCLFLUSH(OPT)to the same cache
line never incur cache hits on Zen ç, but do incur cache hits on Zen+ and Zen ò.

As omitting all fences leads to very high activation rates without incurring cache
hits (onZç), it seems like the optimal choice for e›cient Rowhammering. However,
omitting memory barriers allows reordering the accesses of dišerent aggressors. �e
reason is that both load and žush instructions are not ordered between dišerent
cache blocks [Ô  ], and thus may be rearranged by the processor. �is can hinder us
in ešectively bypassing some TRR mitigations, which are sensitive to the order of
row activations [ Þ]. �erefore, we need to determine the optimal balance between
high activation rates and strict ordering.
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¥. .ò Fence Scheduling Policies

Based on Observation ¥. .Ô, we hypothesize that we may omit some fences to speed
up pattern execution, while keeping others to preserve su›cient ordering. To explore
this trade-oš between high activation rates and strict ordering of memory accesses,
we propose six dišerent fence scheduling policies (SPs), which are summarized in
Table ¥.Ô¥. Besides the two simple polices, no fences (SPnone) and fencing aŸer every
access (SPfull ), we propose four policies that take the pattern's structure into account,
fencing every (SPBP) or every half base period (SPBP/ò), fencing between aggressor
pairs (SPpair), and fencing between repetitions of the same aggressors (SPrep). Some
scheduling policies are cache-avoiding, i.e., they strongly order all consecutive accesses
to the same aggressor. However, we still consider all policies on all our systems, as
previous work has shown that omitting fences can lead to both higher activation
rates [Þý] and more bit žips [¥ç] despite possibly incurring cache hits.

TZf•u ¥.Ô¥:Overview of our proposed fence scheduling policies. We indicate which policies
are pattern-aware by taking the pattern's structure into account and which are
cache-avoiding.

Policy
Fencing Frequency Pattern- Cache-

Example Aware Avoiding

SPnone no fences within pattern 8 8

SPBP between base periods 4 8

SPBP/ò every half base period 4 8

SPpair between dišerent aggr. pairs² 4 8

Ex.: S aÔaò aÔaò S aç a¥ S

SPrep between aggr. pair repetitions 4 4

Ex.: S aÔaò S aÔaò S aç a¥ S

SPfull aŸer every access 8 4

Ex.: S aÔS aò S aÔS aò S aç S a¥ S

² In Blacksmith's terminology [Ô¥ ]: rows that are ò rows apart and have the same frequency,
phase, and amplitude.

Evaluation. We evaluate the ešectiveness of our fence scheduling policies in two
ways. To begin with, we build a theoretical model for the amount of ordering pro-
vided by dišerent scheduling policies, and contrast this with the hammering speeds
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obtained with the respective policies on our systems, as described in Appendix B. .
�e results show that SPpair and SPrep can provide signi•cantly higher activation
rates when compared to SPfull without allowing signi•cant reordering. To validate
our theoretical model against the real world, we perform â h fuzzing for each of our
ten DIMMs (Table ¥.Þ). We employ the two proposed policies SPpair and SPrep, and
for comparison SPnone and SPfull . As the activation rate experiment (Section ¥. .Ô)
was inconclusive in de•ning which memory barrier is optimal, we randomize the
fence type between MFENCE and LFENCE.

In Figure ¥.â, we show the results of our experiments. We present how many
con•gurations generated at least one ešective hammering pattern per vendor, nor-
malized by the number of DIMMs from that vendor. �ese results describe which
con•guration is most widely ešective for each DRAM vendor. From the data, we
observe that fencing is not strictly required, as SPnone found bit žips on all devices
from Samsung on both Zen ò and Zen ç. However, SPpair is the most ešective policy
on Zen ò across most devices (Þ %). �e same, but less signi•cantly, applies to Zen ç.

F†•¶§u ¥.â:Comparison of fence scheduling policies. We compare four ešective schedul-
ing policies (SPnone, SPpair, SPopt, SPfull ) grouped by vendors, normalized by
jdevices per vendor. �e dashed areas indicate how oŸen each policy was the
best in the no. of ešective patterns. �e percentages per vendor sum up to the
total percentage of devices with bit žips.

Observation (O ). For Samsung devices, the scheduling policy SPpair is the
most widely applicable (across devices) and most ešective (across patterns).

For SK Hynix devices, we can see that SPpair works on all tested devices. We have
also found ešective patterns with SPnone and SPrep on half of all devices.

Observation (Oâ). For SK Hynix devices, choosing SPpair works best across
dišerent devices.
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Lastly, we have not found any ešective hammering pattern for Micron devices using
SPnone, which indicates that ordering is essential for these chips. �is behavior could
be explained by the type of deployed in-DRAM mitigation. Rowhammer mitigations
that sample rows with non-uniform probabilities are harder to evade if the accesses
are uncontrollably reordered.

Observation (OÞ). Preserving ordering in hammer patterns is essential on
Micron devices.

As the results show that the best scheduling policy may vary for dišerent devices
from the same vendor, we do not incorporate vendor-speci•c policies in Zu•„Z““u§.

¥.â uêZ•¶Z±†™•

In this section, we compare Zu•„Z““u§, especially designed for Rowhammer on
Zen-based systems, to the baseline established on Intel in Section ¥.ç. . In addition,
we assess the impact of our optimizations on the ešectiveness of Zu•„Z““u§ and
evaluate the exploitability of the discovered bit žips. We •rst describe our evaluation
setup and methodology (Section ¥.â.Ô) and then present and discuss the results (Sec-
tion ¥.â.ò). We conclude by applying Zu•„Z““u§ on DDR  devices (Section ¥.â.ç).

¥.â.Ô Setup and Methodology

We pick the same DDR¥ devices (Sections ¥.ç and ¥. ) as previously, covering DRAM
chips from all three major DRAM manufacturers, Samsung (S), SK Hynix (H), and
Micron (M ). For establishing the Intel baseline, we used an Intel Core iÞ-—ÞýýK. �e
AMD Zen ò and Zen ç machines are equipped with the CPUs listed in Table ¥.Ô. All
machines use default UEFI settings and device timings.

In line with previous work [  , Ô¥ ], we evaluate Zu•„Z““u§ in three stages:
(i) fuzzing for â h using Zu•„Z““u§ for each con•guration (i.e., fence scheduling
policy), (ii) determining the best pattern using a minisweep over all ešective patterns
by moving the pattern over a physically contiguous ¥MiB of memory, and (iii) sweep-
ing the best pattern found over a physically contiguous ò âMiB memory range to
assess the device's vulnerability level and assess the bit žips' exploitability. We note
that our approach does not rely on any DRAM device-speci•c knowledge as we tested
all fence scheduling policies and fence types on each device to determine the optimal
per-device con•guration (see Section ¥. ).
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¥.â.ò Ešectiveness and Exploitability

�e results of our evaluation are presented in Table ¥.Ôâ. We show for each tested
platform (AMD Zen ò and Zen ç, Intel Cošee Lake) and each DDR¥ device, the
number of ešective patterns found (SP� S) and the number of bit žips (SFtotal

fuzzS) found
during fuzzing with the device's best fence scheduling policy (SPopt) that we used in
all three stages. For Intel Cošee Lake, we assumed the scheduling policy SPfull , which
corresponds to the one used by the original Blacksmith fuzzer.

TZf•u ¥.Ôâ:Zu•„Z““u§ results on AMD Zen ò, Zen ç, and Intel Cošee Lake. For each
of our ten devices, we report the best scheduling policy (SPopt) and the number
of ešective patterns (SP� S) and bit žips (SFtotal

fuzzS) found while fuzzing with the
best policy. We also show the number of bit žips found when sweeping the best
patterns over a ò â MiB range (SFtotal

swp S).

ID
Zen ò Zen ç Cošee Lake

SPopt SP� S SFtotal
fuzzS SFtotal

swp S SPopt SP� S SFtotal
fuzzS SFtotal

swp S SPopt SP� S SFtotal
fuzzS SFtotal

swp S

Sý SPrep  Ô Ô Ô â,À¥  SPnone çÔ Ôò¥ ÔÞ,ÞÞ SPfull Ôòò ç, ýò â,Þ—ò

SÔ SPrep òâ ÀÞ Ô,Þ —SPpair ò  Ô¥¥ Ô ,âÔçSPfull Ôýò Ô,çÞ¥Ôý,Ôýâ

Sò SPnone ÀÞ Ô,â— Ôò,—ÀçSPnone ¥  ¥ÞÔÞÀ,çýâSPfull Þ—òòò,ççÀ Ô,Þý—

Sç SPnone — Ô  ò,ýòý SPpair Ô Ô ââÞ SPfull ç ç ý

S¥ SPnone âý Ô—ò Ô,Ô—çSPpair ¥ç òÀÞ ÔçSPfull ¥Þ â ¥ Ô—,ç Þ

S  SPnone ò  —ç Ô,ÀÔÔSPpair òâ —Þ Ôý,Þ¥ÔSPfull Ô   ¥,ÔçÔ ,—âý

H ý SPnone â Ôç Ô—ò± ý ý ý ± ý ý ý

H Ô ± ý ý ý ± ý ý ý SPfull ò¥ ç  ý

M ý ± ý ý ý ± ý ý ý ± ý ý ý

M Ô ± ý ý ý ± ý ý ý SPfull Ôâ òç ò

We also show for the best pattern, the total number of bit žips over the sweeped
ò â MiB of physically contiguous memory (SFtotal

swp S), which we then use to assess
exploitability of three known Rowhammer end-to-end attacks in Table ¥.ÔÞ.

For the exploitability analysis, we follow prior work [¥ ,   , Ô¥ ] and use the
Rowhammer attack simulation framework Hammertime [ÔçÞ] to estimate the re-
quired time for three previously proposed Rowhammer attacks targeting (i) page
table entries (PTE) to craŸ an arbitrary memory read/write primitive [—¥, Ô ý],
(ii) RSA-òý¥— keys to break the SSH public-key authentication [¥ò], and (iii) the
sudobinary to elevate the privilege to theroot user [âý]. We use the bit žips we
found during the sweep with the best pattern to perform the exploitability analysis.
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Results. Our results in Table ¥.Ôâ show that our Zen-based platform optimizations
have strongly improved the number of devices we can trigger bit žips on, from   and
ý devices before any optimizations (see Table ¥.À) to Þ and â devices aŸerward, for
Zen ò and Zen ç, respectively. �e number of ešective hammering patterns found
further increased drastically, in the best case (Sò) by roughly six times (from Ô¥ to ÀÞ).
Moreover, the results on Zen ç, where we had not found any bit žips previously, stress
the need for our optimizations to trigger any bit žips on the AMD Zen ç platform.
�is shows that the hammering instruction sequence and fence scheduling policy
are important when adapting Rowhammer attacks to new platforms.

Nevertheless, we note that there are still strong dišerences in terms of hammering
ešectiveness between AMD and Intel. On Intel, four of eight DIMMs have a higher
bit žips count in the sweep than the same devices on Zen ò. �ere is one device (H ý)
where we could not •nd any bit žip on Cošee Lake while Zu•„Z““u§ is successful
on Zen ò. Generally, our optimizations seem to be more ešective on Zen ç, where the
number of bit žips of the best pattern during the sweep is in   out of â cases higher than
on Cošee Lake. In the best case (Sò), we •nd ¥âx more bit žips on Zen ç (ÞÀ,çýâ) than
on Cošee Lake (Ô,Þý—). �ese results suggest that the ešectiveness of a Rowhammer
attack does not entirely depend on the activation rate, which is generally higher on
Cošee Lake than on Zen ç, but also on enforcing the aggressor accesses order (i.e.,
the fencing policy) and CPU-speci•c memory controller optimizations.

Exploitability Analysis. �e larger number of bit žips aŸer our optimizations strongly
facilitates exploitation, as we show in Table ¥.ÔÞ. �e PTE attack by Seaborn [ÞÞ] can
be exploited in the best case in around one second on both Zen ç and Cošee Lake.
Due to the lower number of exploitable bit žips on Zen ò, we need in the best case
six times as long (â s) as on the two other systems. �ere is one device (Sç) where
exploitation is not possible at all on Cošee Lake due to missing bit žips, but on Zen ò
and Zen ç we can •nd exploitable bit žips in À s and çò s, respectively. We note that
even if the number of bit žips is very low (e.g., ç bit žips onS¥, Zen ç), we were still
able to exploit the system in a practical time (òç m  ò s).

�e RSA-òý¥— key attack [¥ò] is on ¥ of   exploitable devices on average ç— s faster
on Zen ç than on Cošee Lake. Overall, the average time to •nd an exploitable bit žip
is ç m  ò s, òÀ s, and Ô m â s for Zen ò, Zen ç, and Cošee Lake, respectively. We note
that the deviceH ý with bit žips only on Zen ò is not exploitable. Our data shows that
even if we •nd a very low number of patterns only (e.g., Þ pattern forSç), we still are
likely to •nd an exploitable bit žip (ò m òÔ s).

Lastly, thesudobinary exploit [âý] is the hardest attack as it requires a precise set
of bit žips. Given the low number of bit žips on Zen ò, we cannot •nd any exploitable
bit žips for this attack. For the remaining platforms, Zen ç and Cošee Lake, we •nd
an equal number of exploitable devices (¥) and a similar average time to •nd an
exploitable bit žip, ç m òÀ s and ç m    s, respectively, when excluding devices with a
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single bit žip only. �e exploitable devices are those that showed the highest number
of bit žips while sweeping on these platforms

End-to-End Attack's Practicality. As our exploitability analysis is based on simu-
lation results, we further veri•ed the practicality of the PTE attack by Seaborn and
Dullien [—¥, Ô ý]. Our attack's implementation is based on the THP coloring tech-
nique described in Section ¥.ç.¥. Moreover, we modi•ed our Zu•„Z““u§ fuzzer
to use THPs like it has been done before forn-sided patterns [ç ]. �is means we
distribute aggressors across THPs such that aggressor pairs are placed on the same
THP and the pattern is spread across multiple THPs. We successfully veri•ed the
attack's feasibility on deviceSò. Over ten successful attack runs (i.e., obtaining root
privileges), we report an average time of Àç seconds for the end-to-end attack once
an exploitable bit žip has been found. �is includes the time for THP coloring as
reported in Section ¥.ç.¥.

Discussion. �ese results show that using the techniques we discussed in this paper,
Zu•„Z““u§ enables practical Rowhammer exploits on AMD Zen-based platforms
for the •rst time. Our insights will make it easier to port Rowhammer attacks to
newer platforms in the future, such as DDR  devices, as we will show next.
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¥.â.ç Zenhammer on DDR 

As part of our evaluation, we tested whether Zu•„Z““u§ is ešective in triggering
bit žips on more recent devices (DDR ). We reverse engineered the DRAM address
functions of our Zen ¥ system (Ryzen Þ ÞÞýýX) and present the functions in Table ¥.ÔÀ.
As for DDR¥, we randomly picked ten DDR  devices (Table B.Ô in Appendix B.ò) and
repeated the experiment described in Section ¥. .ò to •nd the best fence scheduling
policy for each device.

We found bit žips on only Ô of Ôý tested devices (S1), suggesting that the changes in
DDR  such as improved Rowhammer mitigations, on-die ECC, and a higher refresh
rate (çòms) make it harder to trigger bit žips. On S1 with the policy SPnone, we found
ÔýÀ patterns and òç,ÔÔý bit žips during fuzzing. �e best pattern triggered ¥Ô,ÀÀ 
bit žips during the sweep over ò âMiB of memory. Given the lack of bit žips on À
of Ôý DDR  devices, more work is needed to better understand the potentially new
Rowhammer mitigations and their security guarantees.

TZf•u ¥.ÔÀ:Zen ¥ address mappings and ošsets. Reverse engineered address mappings and
ošsets for our Zen ¥ (Ryzen Þ ÞÞýýX) system. All memory con•gurations are
single-channel, single-DIMM, with the tuple indicating the DIMM's geometry
(jsubchannels, jranks, jbank groups, jbanks per bank group, jrows).

Geometry
(SC,RK,BG,BA,R)

Size
[GiB]

O .
[MiB]

DRAM Address Functions Row
Bits

Subchannel Rank Bank Group
(BG)

Bank Address
(BA)

(ò, Ô, ¥, ¥, òÔâ) —òý¥—0x1fffe0040 n/a 0x088880100 0x022220400 çò ± ÔÞ

0x111100200 0x044440800

(ò, Ô, —, ¥, òÔâ) Ôâ òý¥— 0x3fffc0040 n/a 0x042100100 0x210840400 çç ± Ô—

0x108401000 0x021080800

(ò, ò, —, ¥, òÔâ) çò òý¥—0x7fff80040 0x40000 0x084200100 0x421080400 ç¥ ± ÔÀ

0x108400200 0x042100800

0x210801000
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¥.Þ §u•Z±uo ë™§Ž

In this section, we discuss dišerences between DARE and existing tools for reverse en-
gineering DRAM address functions (Section ¥.Þ.Ô). �ereaŸer, we discuss similar and
orthogonal approaches used to reverse engineer the DRAM address functions (Sec-
tion ¥.Þ.ò). Lastly, we summarize previous ešorts regarding Rowhammer on pre-Zen
AMD systems (Section ¥.Þ.ç).

¥.Þ.Ô Comparison to Existing Tools

In Table ¥.òÔ, we compare our new reverse engineering tool DARE to the open-
source tool DRAMA [ÞÔ] and concurrent work AMDRE [Þ ]. DRAMA was not able
to recover the correct DRAM address mappings on our Zen-based systems, while
AMDRE could only partially (up to bit òÔ) recover the Zen ò functions due to its
limitation to ò MiB THPs.

Our changes enabled us to recover the complete and correct DRAM address
mappings in a fast and reliable way. Like DRAMA and AMDRE, our tool requires
superuser privileges for the virtual-to-physical address translation. However, an
attacker could recover the DRAM address mappings oœine, i.e., on another system
with the same hardware con•guration. We now discuss our improvements to the
existing work.

TZf•u ¥.òÔ:Comparison of DARE with AMDRE and DRAMA. �e table shows features
and changes made for correctness (Corr.), noise handling (Noise), and perfor-
mance improvement (Perf.).

Tool Goal

DARE AMDRE DRAMA Corr. Noise Perf.

�resh. Detection
± Autom. Detection 4 4 4
± Reliable Timing 4 4 8

Clustering
± Superpages 4 8 8
± Pairwise Testing 4 4 8

Brute forcing
± Address Ošsets 4 8 8
± Strict Validation 4 4 8
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Reliable Timing. �e timing routine used in DRAMA does not reliably work on AMD
Zen-based systems, leading to many outliers. In AMDRE, the timing routine works
mostly reliably, except for the few occasions where the automatic threshold detection
fails. We designed an optimized and more reliable timing routine in Section ¥.ç.Ô.

Superpages. During reverse engineering, we use all available ÔGiB superpages as
higher physical address bits (above ÔGiB) are involved in some address mappings.
Both DRAMA and AMDRE can be con•gured to use more memory; however, only
with ¥ KiB pages and ò MiB THPs, respectively.

Pairwise Testing. We reduce false positives similar to AMDRE, i.e., by measuring
pairwise latencies for cluster addresses and removing those conžicting with less than
Þ % of the cluster, thus creating perfect bank clusters.

Address Ošsets. �e functions found by DRAMA and AMDRE are not valid across
the whole physical address space because of the physical memory remapping above
the ¥GiB mark introducing nonlinearity. DARE is the •rst tool to take this into
account by applying a system-speci•c ošset prior to brute forcing the XOR functions.

Strict Validation. DRAMA only requires that candidate functions do not produce
the same result across the clusters. Our and AMDRE's condition is stronger: every
function must return the same result on exactly half of all clusters. �is allows us to
•lter out many invalid address functions early on during brute forcing the functions.

¥.Þ.ò Comparison to Other Techniques

�e approaches used by existing work to reverse engineer the secret DRAM address
mappings can be divided into soŸware- and hardware-based approaches. SoŸware-
based approaches generally require side channels, such as bank conžicts. Hardware-
based techniques require specialized equipment like a logic analyzer. We compare
the existing approaches in Table ¥.òò and explain them in more detail.

Our comparison considers three categories: requirements, results, and features.
For the Requirements, we compare the monetary costs involved (Cst.), if any special
hardware is needed (HW), and if the method relies on a side channel (SC). For
theResults, we look at how generic (Gen.) the approach is (i.e., if it also works with
dišerent memory con•gurations), the result's completeness (Cpl.) w.r.t. the dišerent
DRAM address components, and the result's precision (i.e., how reliable results are).
Lastly, the Features category considers whether the approach can obtain labels for
the found functions (Lbl.) and analyze the devices' internal row remapping (RR).

Requirements. SoŸware-based approaches1 ± 3 are cost-ešective, essentially free.
Oscilloscopes4 are ašordable , while logic analyzers5 are more expensive .
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TZf•u ¥.òò:Comparison of related work. Comparison of existing soŸware-based (top) and
hardware-based (bottom) techniques for recovering DRAM address mappings.
Our work uses row bušer conžicts to •nd the functions and an oscilloscope to
verify their validity.

Technique
Requirements Results Features

Cst. HW SC Gen. Cpl. Prec. Lbl. RR

1 Row bušer conžict
[¥ý, ¥ç, ÞÔ, Þò, Þ¥, Þ ]

2 Rowhammer [ÞÞ]

3 Perf. counters [Þâ]

4 Oscilloscope [ÞÔ]

5 Logic analyzer [Ô â]

6 Retention + Temp. [Ô Þ]

Approach 6 requires an FPGA and special heating equipment. Using Rowhammer
bit žips as a side channel2 requires a vulnerable device, which might be hard to
obtain. Typically server platforms provide hardware-based performance counters3
with DRAM-related data only. Besides Rowhammer bit žips2 , other side channels
are row bušer conžicts1 and the DRAM retention time6 .

Results. Oscilloscopes4 , logic analyzers5 , and Rowhammer2 are purely
generic and support any DRAM device con•guration. Exploiting row bušer
conžicts 1 may require tweaking timing thresholds in multi-DIMM/-channel se-
tups . Only logic analyzers5 can recover all DRAM address componentsas
the limited number of channels on oscilloscopes4 may make data •ltering for some
address component hard or impossible. �e retention time approach 6 cannot re-
cover DRAM address bits requiring multiple DRAM devices. �e hardware-based
approaches4 ± 6 and performance counters3 provide high precision , whereas
row bušer conžicts 1 require a reliable timing function . Using Rowhammer
itself 2 might be imprecise as mitigations in the memory controller or the devices
themselves could disturb the bit žip feedback channel.

Features. All hardware-based approaches4 ± 6 provide information to derive la-
bels for DRAM address mappings. Depending on the availability, performance
counters 3 may have separate counters per bank and/or rank, allowing to derive
some labels only . Rowhammer bit žips2 and DRAM retention 6 are the only
techniques allowing to reverse the DRAM-internal row remapping.
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Relation to Our Work. Similar to previous work, we rely on the row bušer conžict
side channel1 to reverse engineer the DRAM address mappings. However, as
the •rst work, we take the address ošset into account and collect addresses from
multiple superpages, enabling us to recover the correct mappings on all Zen-based
systems. Furthermore, we use an oscilloscope4 , with the same method as in previous
work [ÞÔ], to physically validate our address mappings.

¥.Þ.ç Rowhammer on AMD

Little attention has been paid to Rowhammer on AMD in the past decade. �e
original Rowhammer study from òýÔ¥ by Kim et al. [ÔÀ] showed bit žips on Intel and
AMD Piledriver. In these older systems, using the same hammering instructions on
the two systems was still ešective. We demonstrated that this is not the case anymore
for modern CPUs.

Later, in òýÔâ, a comparative analysis looked into Rowhammer on Intel (Sandy
Bridge, Ivy Bridge, and Haswell) and AMD (Piledriver) platforms. �ey showed
that not only the access rate is much lower on AMD (â.Ô M~s compared to
ÔÔ.â M~s±Ôò.ç M~s), but also the number of bit žips observed is roughly two orders
of magnitude larger for Intel (Ôâ.Ô k±òò.À k) than on AMD ( À) [Ô —]. Our •ndings
show a lower number of bit žips on AMD Zen ò compared to Intel systems, even
aŸer our optimizations.

¥.— h™•h•¶«†™•

We presented Zu•„Z““u§, the •rst successful Rowhammer attacks launched from
AMD Zen-based CPUs. To build Zu•„Z““u§, we needed to overcome a number of
challenges including the reverse engineering of the DRAM addressing functions by
taking physical address ošsets into account, a new mechanism for synchronization
with refresh commands, and careful scheduling of žushing and fencing instructions to
improve the activation throughput of Rowhammer patterns. Zu•„Z““u§ is capable
of žipping bits on Þ and â out of our ten DDR¥ samples on AMD Zen ò and ç
respectively, enabling Rowhammer exploits on recent AMD platforms for the •rst
time. We further show Rowhammer bit žips on a DDR  device for the •rst time.

ZhŽ•™ë•uo•“u•±«
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M C S E E : E VA LUAT I N G A D VA N C E D R O W HA M M E R AT TAC K S
A N D D E F E N S E S V IA AU T O M AT E D D R A M T R A F F I C
A NA LYS I S

Rowhammer attacks and defenses are constantly evolving. Recent attacks rely on ham-
mering multiple banks or keeping rows activated for long durations. On the defense
side, the DDR  standard requires memory controllers to send Refresh Management
(RFM) commands when a speci•c DRAM bank receives too many activations. Are ad-
vanced Rowhammer attacks adequately exploiting their target features and do memory
controllers send RFM commands adequately?

�is paper answers these questions by building an automated soŸware platform,
called McSee, on top of a high-frequency oscilloscope to study the behavior of DDR¥
and DDR  memory controllers under Rowhammer attacks. Leveraging a series of
hardware and soŸware optimizations, McSee is capable of reliably capturing and
e›ciently decoding single-cycle DDR¥ and multi-cycle DDR  tra›c on the DRAM
bus. We make a number of key discoveries using McSee. First, we show that ham-
mering too many banks in parallel can actually be detrimental to the performance
of Rowhammer attacks. Second, rows remain active far shorter than assumed when
considering the recent Rowpress attack. �ird, we show that neither Intel nor AMD
CPUs send RFM commands even if a DDR  device requires RFM to properly mitigate
Rowhammer. Fourth, we uncover that instead of RFM, the memory controllers of
Intel platforms rely on additional mitigative activations, which we characterize for
the •rst time. We conclude by discussing the implications of our •ndings on the
landscape of Rowhammer attacks and defenses.

 .Ô †•±§™o¶h±†™•

Rowhammer has been threatening systems security for more than a decade [ÔÀ, —ò],
with numerous practical attacks exempli•ed in various scenarios [çç, ç , ¥ý, ¥ò, ¥ç, âý,
âç, —¥, — , —Þ, Àò, Àç, Ô À]. Recent attacks rely on speci•c features of the DDR protocol,
such as parallel access to DRAM banks [âç] or the possibility of keeping a DRAM
row active for a long time [â¥]. To combat such attacks, the latest DDR  standard
requires the CPU memory controller to issue Refresh Management (RFM) commands
to DRAM when certain conditions are met. Given the closed nature of memory
controllers, it is unclear whether recent attacks ešectively exploit the intended features

— 

[ November çý, òýò  at ÔÞ:ç  ±]



—â “h«uu

or whether memory controllers correctly manage CPU-side mitigations. In this paper,
we explore these aspects.

McSee. Previous work has used timing side channels to reverse engineer the bank
addressing functions of memory controllers [ÞÔ, Ô À]. Timing attacks, while con-
veniently launched from soŸware, are unable to distinguish between the dišerent
commands that the memory controllers may send on the DRAM bus. As we shall soon
see, this capability is crucial for understanding the ešectiveness of advanced attacks
and deployed mitigations. General-purpose oscilloscopes have been used in the past
to reverse engineer DRAM addressing functions by probing one bit at a time [ÞÔ, Ô À].
Studying the precise behavior of memory controllers, however, requires observing
multiple command and address bits simultaneously to distinguish between speci•c
commands and row addresses. To address this gap, we build McSee, a new soŸware
platform on top of a custom-built interposer connected to an oscilloscope, providing
us with the required capabilities for automated analysis of DRAM tra›c. Building
McSee requires addressing several challenges related to the management, storage,
and processing of the large amount of data captured on the DRAM bus. In particular,
McSee features a parallel command •ltering and decoding that is capable of handling
both single-cycle DDR¥ and multi-cycle DDR  commands in a matter of seconds.
McSee's e›cient and automated analysis capabilities enabled us to investigate recent
attacks and defenses.

Analyzing advanced attacks. Recent Rowhammer and Rowhammer-like attacks rely
on particular features of the DDRx protocol. As an example, Sledgehammer [âç]
relies on the possibility of keeping multiple rows active at the same time to increase
the number of banks that can be hammered in parallel. Investigating this attack with
McSee, we notice that going beyond hammering six banks in parallel signi•cantly
decreases the number of activations per bank, which is detrimental to Rowhammer
attacks that require a large number of activations to decoys to bypass the in-DRAM
TRR [ Þ, ÀÀ]. Another recent Rowhammer-like attack is Rowpress, which triggers
a dišerent type of read-disturb error by keeping the DRAM rows active for long
periods [â¥]. �e system-level version of Rowpress accesses multiple columns to
keep the aggressor rows activated. Using McSee, we measureÐfor the •rst timeÐthe
actual duration where the aggressor rows remain active. We •nd that the current
implementation achieves only a fraction of what is possible according to the standard
and there is signi•cant room for better system-level Rowpress attacks in the future.

Analyzing recent mitigations. �e DDR  RFM extension requires the memory
controller to keep counters for the number of activations sent to dišerent banks. If
these activations exceed a certain threshold, the memory controller is expected to
send RFM commands to provide additional time for the DRAM device to perform
mitigations. Our investigation of çý DDR  UDIMMs shows that ÔÀ of them support
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RFM commands (i.e., RFM is optional) while only one of them requires RFM, i.e.,
RFM commands must be issued by the memory controller to ensure data integrity.
Using McSee, we observe that neither Intel nor AMD CPUs send any RFM commands
under a Rowhammer attack, even if the device requires such commands. �ese results
are signi•cant; fragmenting Rowhammer mitigations between CPU and DRAM
creates deployment challenges that can negatively impact security. Although we
do not •nd evidence of RFM, the commands decoded by McSee show that under
a Rowhammer workload, the memory controller on Intel CPUs switches to •ne-
granularity refresh mode and sends additional activations that were not triggered
by soŸware. Further reverse engineering shows that these additional activations are
caused by a probabilistic TRR mitigation (instead of RFM) with certain parameters
that we could reverse engineer using McSee.

�ese •ndings have implications for future Rowhammer attacks and defenses.
In particular, future reverse engineering ešorts should focus on understanding the
behavior of in-DRAM TRR under •ne-granularity refresh instead of RFM. Future
Rowhammer attacks may require tighter synchronization in their access patterns
due to the increased refresh command rate, and they must consider additional CPU-
triggered refreshes on top of hidden in-DRAM mitigative refreshes. Furthermore,
future in-DRAM Rowhammer mitigations should be able to operate securely even
when CPUs do not always respect the standard when it comes to security features.

Contributions. We make the following contributions:

Ô.We present McSee, an oscilloscope-based platform for automated DRAM tra›c
analysis.

ò. Using McSee, we show the shortcomings of recent advanced Rowhammer(-like)
attacks and how they can be improved.

ç. Using McSee, we •nd that although new DDR  modules advertise RFM values
in their SPD chips, current Intel (Alder Lake, Raptor Lake) and AMD (Zen ¥)
desktop CPUs do not yet send any RFM commands.

¥. Using McSee, we show that the Intel DDR  CPUs use •ne-granularity refresh
mode and a memory controller-based mitigation, which we reverse engineer.

 . We discuss the implications of our •ndings on Rowhammer attacks and defenses.

Open sourcing. �e McSee platform is fully open source, including the decoder
soŸware and the PCB interposer design: https://github.com/comsec-group/mcsee.
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�e •rst DDR  bit žips in recent work [Ô À] immediately raise the question of whether
vendors use RFMÐor if they con•gure it incorrectly, rendering it inešective in
protecting against Rowhammer. However, timing side channels alone would not
allow one to distinguish whether the memory controllers are issuing RFMs, REFs, or
other commands (e.g., back-to-back mitigative ACTs). �erefore, we need a platform
that allows us to record and analyze what the memory controller (MC) sends to the
DRAM device. Such a platform can further be leveraged to study recent attacks that
utilize speci•c features of the DDR protocol [âç, â¥]. Unfortunately, it is unclear how
to build such an analysis platform using standard oscilloscopes. Existing work [ÞÔ,
Ô À] that uses oscilloscopes examined only a single address bit at a time, which is
insu›cient to decode DDR  commands. �is raises our •rst research question (RQ):

RQ Ô. How to build a scalable analysis platform that allows us to investigate the
command/address tra›c from the memory controller to the DRAM device?

We present in Section  .ç the design of McSee: a platform based on a general-
purpose, high-speed oscilloscope that allows to fully automate the capture and analy-
sis of both DDR¥ and DDR  command/address (C/A) bus tra›c. McSee is backed
by customized hardware and a soŸware pipeline that we developed and optimized,
including a command decoder.

Equipped with McSee, we aim to improve the understanding of recent Rowhammer
and Rowhammer-like attacks. In particular, these attacks rely on assumptions about
the memory controller's behavior which are crucial but oŸen not veri•ed su›ciently
or at all. �erefore, we aim to answer the question:

RQ ò. Do advanced Rowhammer attacks adequately exploit the underlying
DRAM features they target?

To answer this question, we validate two modern Rowhammer techniques in Sec-
tion  .¥: multi-bank hammering by Sledgehammer [âç] and row open time extension
by Rowpress [â¥]. Our results show that hammering banks in parallel is only bene•-
cial for up to six banks, aŸer which the per-bank activation rate strongly drops. We
reveal that the Rowpress system evaluation achieves row open times that are only a
fraction of what the original work considers highly ešective.

Next, on the defensive side, we aim to understand if RFM is advertised by DRAM
devices and actually used by memory controllers of today's commodity CPUs. More
precisely, we want to answer the following research questions:
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RQ ç. Is RFM advertised by DDR  DRAM devices and supported by commodity
AMD and Intel CPUs? Are there any other in-CPU mitigations in place?

Our investigations in Section  .  show that the majority of our test devices report
valid RFM values. However, this does not necessarily mean that the memory con-
trollers actually respect it. To investigate this, we •rst reverse engineer the secret
DRAM functions on recent Intel and AMD CPUs using a new systematic bit-žipping
technique enabled by McSee. Using these functions, we carefully design experiments
that show that none of our test systems issues any RFM commands.

Instead, we •nd additional activations to the victim rows on Intel Raptor Lake CPUs,
which we show are part of a memory controller-based mitigation based on pTRR [ç¥,
  ]. �is is the •rst report of such mitigations in consumer CPUs; previously, they
were reported on Intel server CPUs only [ç¥,   ,  â, ÔçÔ]. �is probabilistic mitigation
makes Rowhammer attacks more di›cult, as we demonstrate by reverse engineering
and analyzing it. We further demonstrate that Intel CPUs, by default, employ the
•ne-granularity refresh mode under Rowhammer workloads, which can complicate
Rowhammer attacks as refresh commands are triggered more oŸen and are likely
to alter the behavior of in-DRAM TRR mitigations. Overall, these changes seem to
protect recent Intel-based systems against the current generation of Rowhammer
attacks. We conclude this paper by discussing the implications of our •ndings on
future Rowhammer attacks and defenses in Section  .â.

 .ç “h«uu

�is section describes the DDR¥/  memory bus analysis platform McSee that we
built to investigate the tra›c from the memory controller to the DRAM device.
Oscilloscopes have only been used so far in DRAM research to analyze individual
signals (i.e., address bits) of the memory bus [ÞÔ, Ô À]. McSee is the •rst open-source
project that can capture DDR¥/  buses to exactly record which DRAM commands
were issued to which DRAM address and when.

We now describe the hardware (Section  .ç.Ô) and then the core of our soŸware,
the DRAM decoder, which takes the traces and decodes them into DDR¥ or DDR 
commands (Section  .ç.ò). We then provide a more detailed description of the soŸ-
ware components and how we optimized them (Section  .ç.ç). Subsequently, we
describe the validation of our platform (Section  .ç.¥). We conclude by discussing
the extensibility of our platform (Section  .ç. ).
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 .ç.Ô Hardware Components

Before we acquired the hardware of the platform, we compared potential solutions
from six dišerent vendors (JKI, Keysight, R&S, Rigol, Tektronix, Teledyne). We did
not consider the Keysight logic analyzer further due to the high price (f ¥ ý K) and
low versatility, as we describe inSection  .Þ. � e Teledyne solution, which costs
roughly half of the Keysight solution (i.e.,f ÔÞ  K), is the only one that provided a
su›cient number of channels and a sample rate fast enough for the high speed of
both DDR¥ and DDR  memory buses, which is at least ¥ýýýMT~s. In Section  .Þ, we
discuss how the costs for McSee can be further reduced.� e complete setup, explained
in the following, is composed of the hardware components listed inTable  .Ôand
depicted inFigure  .Ô.

F†•¶§u  .Ô:McSee hardware setup.� e oscilloscope and digitizer are connected to the
experiment host's DDR  bus via an interposer, and an analog probe is used to
trigger the recording.

Oscilloscope & digitizer.� e selected oscilloscope is a serial data analyzer (SDA),
a high-speed oscilloscope that supports decoding common protocols such as USB
and Ethernet. It is equipped with four analog —GHzchannels and a serial interface
(LBUS) to connect the digitizer.

� e digitizer provides Ô— channels with a sample rate of Ôò.  GS/s each, enough to
cover the command/address bits of both DDR¥ and DDR . A threshold voltage in
the oscilloscope soŸware de•nes the voltage level to be considered as logical ªýº and
ªÔº.� e leads connected to the digitizer are also compatible with the analog probes.
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TZf•u  .Ô:Hardware of McSee.� e hardware components with their model names.

Pos. Component Model
Teledyne Article Name

Ô Oscilloscope SDA —ýâZi-B
ò Digitizer HDAÔò -Ô—-LBUS
ç Diš. probe (— GHz) DHý—-PBò
¥ Analog probe ( ýý MHz) PPýòÔ
  Ô—x Solder-in leads (kit) HDA-DLS-Ô—QL
â DDR  UDIMM interposer n/a (custom PCB)

Interposer & leads.Like previous work [ ý , Þý, Ôâý], we use an interposer to connect
the oscilloscope to the memory bus. As UDIMM interposers for oscilloscopes (e.g.,
DDR -A-UDM-ò——from Nexus Tech.) are expensive (f À'—ýý) and oš-the-shelf
DIMM extenders (e.g.,JET- ââÔACfrom M-FACTORS) make soldering more chal-
lenging, we designed our own PCB (Figure  .ò). Our interposer has soldering points,
similar to the commercial interposer, but is much more ašordable (approx.f Ôýý).

F†•¶§u  .ò: Our custom DDR  passthrough interposerwith soldering points in the center
and labels for C/A bus signals next to them.

In Table  .ò, we summarize the pins of the DDR  DIMM for dišerent DRAM
commands that we capture from one of the two subchannels. For example, physical
pin no. âÔ (CA2) of subchannel A, is used for row bit ý (Rý) and row bit â (Râ) in the
•rst and second cycle of the ACT command, respectively. Similarly, our setup on
DDR¥ devices allows us to capture the required command and address bits.

Probes & triggering.We use the analog probe to verify the quality of the soldered
connections and determine the digitizer's threshold by measuring the signal's am-
plitude. To programmatically initiate data acquisition, we utilize a USB-FTDI cable
connected to the experiment machine. To trigger a capture from soŸware, we toggle
the Request-to-Send (RTS) pin of the FTDI cable. Its voltage variation is detected by
the oscilloscope via an analog probe and is used as a signal to start the acquisition.
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TZf•u  .ò: Connected pins in our oscilloscope setup. We show for dišerent DRAM com-
mands the information provided (Sym.) by dišerent pins (Pin j) on the com-
mand/address bus or the required voltage levels: low (O), high (N), or valid (V).
We use two columns for two-cycle commands and abbreviate bank group (BG),
bank (BA), row (R), column (C), and clock (CK0).

DRAM Commands
Pin j Sym.² ACT RD WR PREsb REFsb

âý CA0 O R4 N C2 N V N N
òý¥ CA1 O R5 O C3 O C3 N N

âÔCA2 R0 R6 N C4 N C4 O O
òý  CA3 R1 R7 N C5 N C5 N O
âç CA4 R2 R8 N C6 O C6 O N

òýÞ CA5 R3 R9 - C7 - C7 - -
â¥ CA6 BA0 R10 BA0 C8 BA0 C8 BA0 BA0

òý—CA7 BA1 R11 BA1 C9 BA1 C9 BA1 BA1
ââ CA8 BG0R12 BG0C10 BG0C10 V V

òÔýCA9 BG1R13 BG1V BG1V V N
âÞ CA10 BG2R14 BG2N BG2N N N
òÔÔCA11 - R15 - V - - - -
âÀ CA12 - R16 - V - V - -
 — CS0 O N O N O N O O
Þò CK0

² Subchannel A pins, e.g., CA0 is CA0A [ÔâÔ].

 .ç.ò DDR¥ and DDR  Command Decoder

An essential part of our soŸware setup is the DRAM decoder, which converts CSV
traces into DDR¥ and DDR  commands. As there is no open-source decoder avail-
able, we have developed our own soŸware from scratch, based on the DDR¥/  stan-
dards [â—, Þ—]. Our decoder supports all ò  commands speci•ed in the standards,
including ACT, RD, WR, PRE(ab|sb|pb), REF(ab|sb), andRFM(ab|sb). �e decoder
also extracts the full DRAM address from the traces (e.g., bank group, bank, row,
column), as shown in Listing  .Ô.

Oversampling. As sampling on the oscilloscope cannot be synchronized with the
DRAM clock, we need to oversample the signals to capture enough information to
reconstruct the DRAM commands. As a consequence, the same DRAM command
may be captured in multiple (consecutive) samples. Because of this, we cannot simply
match captured samples against the DDR¥/  command truth tables, as it would cause
duplicate commands. Furthermore, data signals do not all change simultaneously;
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ts_sec ,cmd ,bg ,bk , row ,col
2.209e -05 , act ,000 ,00 ,0010000000110100 ,
2.210e -05 , ref_sb , ,10, ,
2.211e -05 , rd ,000 ,00 , ,001000
2.214e -05 , pre_pb ,000 ,00 , ,
2.225e -05 , ref_sb , ,11, ,

L†«±†••  .Ô:Example of a decoded trace. �e trace shows for each decoded DRAM
command (cmd), its timestamp (ts sec), and its address. �e address depends
on the command and can include the targeted bankgroup (bg), bank (bk), row
(row), or column (col).

therefore, it is essential to determine the correct point at which the DRAM device
evaluates the signals. For this, our decoder carefully analyzes the traces to determine
when the signals become stable. To handle this, we divide the decoding process into
three stages (S): I) •ltering for signi•cant samples, II) mapping bit combinations
to DRAM commands, and III) augmenting commands by address data. We explain
these steps in more detail next.

S-I: Filtering for signi•cant samples. �e goal of this step is to determine which
samples are relevant to decode DRAM commands. �is is necessary as the oscillo-
scope samples at a •xed rate (e.g., Ôò.  GS/s) which is independent of the DRAM
clock. Hence, this oversampling creates multiple identical samples if sampling is faster
than the DRAM command bus, and thus leads to more data than actually needed to
reconstruct the DRAM bus tra›c. Using all samples in the subsequent steps would
drastically increase the decoding time and lead to DRAM commands being detected
multiple times. �erefore, we •lter our collected data for samplessi where the clock
signal (CK0) changed, i.e., for which a previous samplesi�Ô exists such thatCK0at the
previous samplesi�Ô has a dišerent value compared toCK0from the current sample
si . As we found that the various DRAM signals do not change all at the same time,
we encountered cases where the clock-changing samplesi appeared to either (i) have
unstable address signals that changed later, or (ii) the sample did not correspond to
any DRAM command. We avoid such cases by requiring a valid DRAM command
to be stable across multiple samples, i.e.,si � s i�Ô � .. � s i�N . �erefore, instead of
considering only the clock-changing sample, we apply a majority voting approach: we
collect all samples where CK0 is asserted and take the sample that is most common.

S-II: Mapping bit combinations to DRAM commands. In this step, we match the
captured signals to the truth tables of the DDR¥ [â—, p. òÀ] and DDR  [Þ—, p. Ôýç]
standards, which we implemented in our decoder. As in DDR  part of the commands
require two cycles to be fully transmitted, we designed a state machine in the decoder
to correctly identify DRAM commands. To distinguish between one-cycle and two-
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cycle commands, our decoder checks the chip select signal (CSn), which is always
low during the •rst cycle and high during the second cycle. By default, the bus uses
the òN mode to provide larger setup and hold time margins. In this mode, the second
half of a two-cycle command is transmitted two clock cycles aŸer the •rst half [Þ—].

S-III: Augmenting DRAM commands by address data. In this •nal step, we augment
the detected DRAM commands with their corresponding addresses, as shown in
Table  .ò. For example, from anACT, we extract the bits of the bank group, bank,
and row. As bits may be spread across dišerent cycles (e.g.,R0±R3in the •rst half
andR4±R16in the second half of aACTcommand), we need to collect and combine
the bits in the correct order. Depending on the command type, the address bits are
encoded in dišerent signals. �erefore, this step happens in parallel to Step II.

 .ç.ç SoŸware

Given the digitizer's sampling rate of Ôò.  GS/s (i.e., Ôò.  � ÔýÀ samples/second), taking
multiple acquisitions quickly lead to a very large amount of dataÐhundreds of
megabytes per capture. As such, we need a solution that allows us to store data
e›ciently and in a timely manner. �is represents our •rst challenge (C):

Challenge ¥. Acquired data must be stored in a space- and time-e›cient way to
allow long acquisition campaigns and minimize the time between consecutive
acquisitions.

�ere are dišerent options to process the captured traces: on the oscilloscope itself,
on the experiment host, or on another (more powerful) multicore server. As neither
the oscilloscope nor the experiment host is well suited to process large amounts of
data, we aim to move data processing to a dedicated server. However, this requires
that we can move the data quickly from the oscilloscope over the network, which
represents our second challenge.

Challenge  . Acquired data must be made available to the server quickly to
enable e›cient server-side data processing.

Lastly, we also envision interactive analysis sessions in addition to long-running,
unattended experiment campaigns. �ese interactive sessions could, for example,
involve tweaking the workload code before a longer-running experiment or verifying
that certain changes in the experiment appear as intended in the decoded trace. Such
interactive sessions become laborious if getting the decoded trace aŸer running an
experiment takes a long time. Hence, this requirement is our last challenge:
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Challenge â. Captured traces must be e›ciently processed to minimize
turnaround time for interactive analysis.

AŸer giving a brief overview of how our •nal soŸware setup works, we explain
how we addressed the challenges (CÔ±Cç) involved in building and optimizing our
processing pipeline to make it around Ôâx faster.

Overview. To enable unattended experiments, we fully automated the execution,
data transfer, and decoding of the experiments using Bash and Python scripts. �e
scripts run on the experiment host and perform the tasks visualized in Figure  .ç:

1 Load a con•guration •le in the scope containing digitizer thresholds, capture
duration, and output format.

2 Run the experiment workload while starting the capture (triggering) to acquire
samples that are written into XMLdig [Ôâò] •les on the RAM disk.

3 Once the scope-local RAM disk is full, copy the acquired data to the decoding
server through the Ethernet network.

4 AŸer su›cient acquisitions, copy the remaining •les to the server and perform
the XMLdig-to-CSV conversion.

5 Decode the acquired data into DDR¥/  DRAM commands with their corre-
sponding address.

We benchmarked our McSee data processing pipeline in Figure  .¥ using ten traces
of each òms. In the following, we explain how we improved our platform to reduce
the processing time from —À— seconds initially down to    seconds.

E›cient data storage. �e oscilloscope provides an option to directly save captured
traces as CSV •les, which we require for our DRAM decoder. Unfortunately, writing
them takes a long time (around À minutes) and generates large •les: more than ÔÔGiB
for ten òmscaptures. �erefore, we use the oscilloscope's proprietary XMLdig binary
format, described in its manual [Ôâò], which encodes three bytes in four ASCII
characters. Writing XMLdig •les is considerably faster and creates smaller •les than
CSVs, making it more suitable for continuous data acquisition. For example, for a
ò ms acquisition, we measured that writing XMLdig is òÞx faster than directly writing
CSV •les while generating around Ôý% smaller •les. However, conversion of XMLdig
•les with the vendor's WaveStudioÔis slow, and in fact, made our processing pipeline
less e›cient (Àçòms). Since conversion of XMLdig •les is further not scriptable, we
developed our own XMLdig converter, which reduced the processing time of the ten
traces from around Àçò to ¥çò seconds (i.e., about  ¥% faster).

Ô https://www.teledynelecroy.com/support/soŸwaredownload/wavestudio.aspx
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F†•¶§u  .ç:Data acquisition using McSee. AŸer the oscilloscope is con•gured (1 ), the
experiment workload is executed while triggering the oscilloscope acquisi-
tion ( 2 ). Once the RAM disk is full (3 ), the data is copied to the decoding
server. AŸer acquiring su›cient traces (4 ), the remaining •les are copied,
converted into CSV •les, and decoded into DRAM commands (5 ).

File transfer. �e oscilloscope is equipped with an integrated ÔGbit~s Ethernet PCIe
adapter, which we discovered to be the bottleneck when copying gigabytes of data to
the server for processing. As the oscilloscope hardware cannot easily be upgraded
without undergoing an expensive recalibration, we acquired a USB ç.Ô NIC that
supports up to  Gbit~s, which is practically around çx faster and reduced our overall
processing time to ¥ýý seconds. As data is now only temporarily stored on the
oscilloscope, we use a fast RAM disk to bušer acquisitions before transferring them
to the server.

Conversion and decoding. We identi•ed conversion and decoding as reasons for
the slowdown in our pipeline. As our analysis showed that the workload is CPU-
bound, we moved the conversion to a more powerful ò â-core server that reduced the
initial Àçò seconds to    seconds for ten XMLdigs, corresponding to a Ôâx speedup. To
achieve this, we process multiple trace •les simultaneously and also parallelize certain
steps of the pipeline, such as XMLdig-to-CSV conversion and decoding. Our highly
optimized converter signi•cantly reduces the debugging and experiment turnaround
time, making McSee much more e›cient and convenient to work with.

Acquisition size. We found that long acquisitions take considerably longer to process
than short ones. To quantify and compare the performance of our processing pipeline,
we measured the end-to-end time for dišerent acquisition sizes in Figure  . . As the
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F†•¶§u  .¥:Performance improvements of our McSee processing pipeline. We measure
the performance of our processing pipeline over ten traces of òmseach, re-
peated ten times, aŸer each optimization that we implemented.

processing time increases non-linearly with the acquisition size, we •nd that òms
is a good trade-oš between acquisition length and processing time. �e results are
based on DDR  traces; however, we get similar results for DDR¥ as our decoding
logic is similar.

F†•¶§u  . : End-to-end processing time for dišerent acquisition sizes over ten captured
traces and averaged over ten repetitions.

 .ç.¥ Platform and Decoder Validation

To ensure that our platform works correctly, we designed the following validity checks
based on the expected device behavior derived from the DDR¥/  standards [â—, Þ—].

Uniform address bit distribution. We read from uniformly randomly selected ad-
dresses while capturing traces using our analysis platform. AŸer decoding, we count
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the frequency of all decoded DRAM address bits, e.g., how oŸen row bit ý (R0) is
0 and1 across all traces. Due to random addresses, we expect to see both values
roughly  ý%; otherwise, the digitizer threshold is likely wrong, or there exists an
issue with the physical (soldered) connection of the interposer.

RegularREFcommands. We capture traces during idle system operation and expect
to seeREFcommands issued regularly, on average every tREFI. If anyACTcommand
has been sent to a bank before, we expect to see aPRE(ab|sb|pb) command before
any REF command targeting that bank.

Read/write transactions. We generate memory bus tra›c with MemTest—â [Ôâç].
We expect to see complete read/write transactions consisting ofACT±RD/WR±PRE
sequences. For this, we must take the address bits into account to determine which
DRAM address is targeted and keep track of the state of each bank to detect missing
commands. Incomplete transactions indicate that the decoder is not working correctly,
in which case a manual analysis of the CSV •les is required.

We will further validate our platform and decoder in Section  . .ò, where we reverse
engineer the address mappings and compare them to previous work.

 .ç.  Extensibility to Other DRAM Devices

Instead of a specialized analysis device, McSee is based on a general-purpose high-
speed oscilloscope. �is makes it possible to extend McSee to other types of DRAM
(e.g., RDIMMs) or protocols (e.g., LPDDR ). As an example, we illustrate the changes
that would be required to support RDIMMs.

Hardware. As the key notch alignment of RDIMMs is dišerent from that of UDIMMs,
we require a dišerent interposer. However, there are oš-the-shelf RDIMM interposers
available (e.g., JET- ââòAE from M-FACTORS for f ò—) that fully meet our require-
ments. Since RDIMMs only use seven pins for the C/A bus, we need to solder half
as many pins compared to UDIMMs. However, as we discussed in Section  .ç.Ô,
designing a custom interposer with dedicated soldering points, similar to Figure  .ò,
makes soldering signi•cantly easier.

SoŸware. We also need to adjust the decoder, as all DRAM commands are typically
transmitted over more clock cycles in RDIMMs compared to UDIMMs. In particular,
single-cycle commands on UDIMMs (e.g., REFab) are transmitted over two cycles
on RDIMMs, and two-cycle commands (e.g., ACT) are transmitted over four cycles.
�is could be implemented by a logic similar to the one that is already used for the
two-cycle commands on UDIMMs.
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We now use McSee to investigate whether recent attacks properly exploit the un-
derlying DRAM feature that they target. In particular, we evaluate the activation
throughput in Sledgehammer's multi-bank hammering [âç] (Section  .¥.Ô); and the
row open time (tAggON) in Rowpress [â¥] (Section  .¥.ò). For the following experi-
ments, we rely on McSee's DDR¥ decoder.

 .¥.Ô Sledgehammer: Activation �roughput

Sledgehammer [âç] relies on bank-level parallelism to increase the system's ACT
throughput and consequently the number of Rowhammer bit žips by Þx. �eir
assumption is that, compared to targeting a single bank, the ACT throughput can
be increased by more than Ôýx when activations are interleaved across dišerent
banks. We aim to validate this claim by measuring the activation throughput for both
single-bank and multi-bank hammering.

Experiment. We perform our experiments on an Intel Cošee Lake (iÞ-—ÞýýK) system.
We use the implementation of Sledgehammer [Ôâ¥] and modify it to use the known
Intel Cošee Lake DRAM addressing functions [Ô¥ ]. To evaluate the ešectiveness of
bank-level parallelism, we capture a Ômstrace while hammering a •xed number of
banks, repeating the experiment up to targeting all banks in the system. Finally, we
measure the ACT throughput when targeting dišerent numbers of banks.

Results. We present the results of our experiments in Figure  .â, where we consider
ACT throughput as the number of ACTs within consecutive refresh commands
(i.e., tREFI). �e •gure includes both the throughput per bank (line) and the total
ACT throughput (bars). �e results are in line with what has been reported by
Sledgehammer: hammering more banks is bene•cial for up to six banks. Although
the total throughput steadily increases from Ô¥ý ACTs (Ô bank) up to ÞÔ  ACTs (â
banks), it mostly plateaus around  ýý±âýý ACTs when more banks are used. At the
same time, the activation rate per bank decreases as the ACT bandwidth is divided
between more banks. �e ACT rate per bank drops from Ô¥ý ACTs (Ô bank) to ÔÔÀ
ACTs (â banks), down to çý ACTs (Ôâ banks).

Observation (OÔ). Hammering more banks is bene•cial for up to six banks,
aŸer which the per-bank ACT rate strongly declines.

Reordering. �e Sledgehammer authors conjecture that due to multi-bank hammer-
ing, fewer accesses get reordered. �ey assumed that more bušered commands reduce
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F†•¶§u  .â:Sledgehammer ± average activation throughput per tREFI, per bank (line)
and over all banks (bar), for dišerent numbers of hammered banks (x-axis).

the opportunities for reordering. To validate this claim, we measure the ACT-to-ACT
distance of the same aggressor row for dišerent numbers of hammered banks.

Our results in Figure  .Þ show that the authors' hypothesis is wrong and that re-
ordering is happening more frequently when hammering more banks. On average, an
aggressor's access is shiŸed ÔÔ times when hammering one bank only, and increases to
Þ¥ times when hammering seven banks. We found that some aggressors are regularly
reordered. For example, when hammering Ôý aggressors on each of Þ banks (i.e., Þý
aggressors in total), the ACT-to-ACT distance of some aggressors is always òý ACTs
instead of the expected âÀ ACTs.

F†•¶§u  .Þ:Sledgehammer ± ACT-to-ACT distance distribution of all aggressors for
dišerent numbers of hammered banks. Some aggressors are regularly reordered,
as indicated by the clusters outside the violin bodies.
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Observation (Oò). Increasing the number of hammered banks from one to
seven causes, on average, â.Þx more reordering of ACTs.

Implications. In conclusion, the ešectiveness of Sledgehammer in inducing a higher
rate of Rowhammer bit žips depends on the deployed TRR mitigation. Although
attacking multiple banks in parallel leads to a higher number of total bit žips, reducing
the activation rate per bank may make bypassing TRR more di›cult [Ô À]. In other
words, the lower the ACT rate needed to bypass the mitigation, the more banks can
be hammered in parallel, and the higher the total number of bit žips. However, if
the ACTs per bank remaining for hammering are too low, the attack might fail to
reach the Rowhammer threshold and not trigger any bit žips. �is is probably why
Sledgehammer has only been shown to be ešective with up to six banks in the original
paper [âç, Fig. â]. Regardless, our results con•rm that multi-bank hammering is an
easy and ešective way to improve future Rowhammer attacks. �is is particularly
bene•cial when patterns are near the Rowhammer thresholdÐwhere parallel row
testing accelerates templatingÐand when the TRR mitigation is not sensitive to the
order of accesses in the pattern.

 .¥.ò Rowpress: Row Open Time

Rowpress [â¥] characterized a novel disturbance ešect in which rows that are kept
active for a long time (tAggON) induce bit žips in adjacent victim rows. Rowpress
allows an attacker to signi•cantly reduce the number of activations needed to trigger
a bit žip. Although the characterization is performed via an FPGA, which allows
full control over the DRAM commands, the original study includes a real system
evaluation of Rowpress. In that evaluation, the aggressor row is kept open by reading
up to Ôò— cache blocks, which corresponds to the row size (Ôò— x â¥ B = — kB).

Using McSee, we aim to measure the aggressor tAggON time while reading from
the row, which could not be veri•ed in the original study. We aim to compare the
resulting row active time to what is required by Rowpress.

Experiment. We use an Intel Cošee Lake (iÞ-—ÞýýK) system and the same DIMM as
used in the system-level study (Samsung MçÞ—AòK¥çCBÔ-CTD) of Rowpress [Ôâ ].
We veri•ed that we can trigger bit žips on our system using the proof-of-concept
Rowpress code, reproducing Figure ÔÀ of the original work [â¥]. Rowpress uses Ô to
Ôò— cache block reads to keep aggressor rows open. We measure the ešective tAggON

resulting from each of these con•gurations.

Results. For the •rst time, we demonstrate in Figure  .— how the average tAggON

of the aggressor rows varies with dišerent numbers of cache block reads. For the
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resulting tAggON, we report the minimum activation count (ACmin) to trigger a bit
žip using data from the Rowpress paper [Ôââ]. As this data reports ACmin for speci•c
tAggON values only, we translate the tAggON values using linear interpolation (of our
data) to the number of cache block reads. Our results show that the average tAggON

time (for Ôò— cache block reads), for which we successfully reproduced Rowpress
bit žips, is òÀò.À  ns. �is is in the range where Rowpress shows little ešect: ACmin

only decreases by around òx , unlike the reported ÔÞ.âx average decrease for the most
ešective Rowpress pattern with tAggON of Þ.— ½s (tREFI) in the original study.

F†•¶§u  .—:Rowpress ± average row open time (tAggON) measured over Ôms captures
for dišerent numbers of cache block reads (yÔ-axis, dot), compared to ACmin

(yò-axis), the min. number of activations to trigger the •rst bit žip as reported
in [â¥] from an FPGA.

Observation (Oç). Rowpress' ability to reduce ACmin on commodity systems is
signi•cantly lower (òx ) than for the most ešective pattern (ÔÞ.âx) reported in
the original work.

Implications. �ese results show that building an ešective system-level Rowpress
attack is more challenging than expected. However, the results also demonstrate that
there is room for improvement by increasing tAggON further. �is could be achieved,
for example, by exploiting refresh postponement, which has recently been shown to
make Rowhammer attacks more ešective in bypassing TRR [çâ].
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�e new RFM feature on DDR  devices (Section ò.ç.ò) requires support from both
the memory controller and the DRAM device. We investigate the RFM support of
our DDR  devices by reading out their SPD chips (Section  . .Ô). As some devices
advertise RFM, we analyze their communication with the memory controller. But
before that, we need to reverse engineer the secret DRAM addressing functions
(Section  . .ò), which were reported for AMD Zen ¥ [Ô À] but not for any Intel
DDR  system. Using these functions, we can precisely address the rows and check
for potential RFM commands (Section  . .ç).

 . .Ô RFM on DDR  Devices

Unlike on-die ECC, RFM is not prominently advertised by any DRAM vendor, for
example, in their datasheets [ÔâÞ±ÔâÀ]. Hence, it is unclear a priori whether current
DDR  devices advertise RFM support to the memory controller.

Reading SPD data. We found that existing tools such asdecode-dimmsò do not
parse the complete SPD data from DDR  devices. In particular, the RFM values are
not supported. To address this, we obtained the raw bytes usingi2cget and built
an SPD decoder following the DDR  SPD standard [ÔÞý]. In addition to the RFM
values (RAAMMT, RAAIMT, and RFM required), we also decode other •elds related
to the DIMM's organization (e.g., jbanks, jbank groups), addressing (e.g., jrow
bits), and supported timings. We open source this decoder at https://github.com/
comsec-group/mcsee.

Results. We tested çý DDR  devices from all three major DRAM vendors: Mi-
cron (ÔÔx), SK Hynix (ÔÔx), Samsung (Þx), and an Unknown vendor (Ôx). We present
the results per device in Table C.Ô, located in Appendix C.ç.

First, we checked in the device datasheets if on-die ECC (ODECC) is present, as
mandated by JEDEC, which we con•rmed for òç of çý (ÞÞ%) devices. For seven of
the DIMMs (òç%), the presence of ODECC remains unclear.

Observation (O¥). Almost all DDR  devices follow JEDEC and integrate on-die
ECC into the DRAM chips.

We found that ÔÀ of çý devices (âç%) advertise valid RFM values but only one of
them (ç%) reports that it requires RFM.

ò https://git.kernel.org/pub/scm/utils/iòc-tools/
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Observation (O ). �e majority of today's oš-the-shelf DDR  devices report
valid RFM values, but only very few require RFM.

Yet, the question remains: do current DDR -supporting Intel and AMD CPUs issue
RFM commands? To investigate this, we leverage our McSee analysis platform to
analyze the DDR  C/A bus.

 . .ò DRAM Addressing Functions

We aim to study whether the memory controllers in our three test systems (iAL, iRL,
aZ4in Table  .ç) issue RFM commands to the DRAM devices. To verify that our
McSee platform works correctly and later •lter the traces more ešectively, we •rst
reverse engineer the DRAM addressing functions of these systems.

TZf•u  .ç: Our DDR  test systems.

System CPU (Rel. Date) Model

iAL Intel Alder Lake (ÔÔ/òýòÔ) iÞ-ÔòÞýýK

iRL Intel Raptor Lake (Ôý/òýòò) iÞ-ÔçÞýýK

aZ4 AMD Zen ¥ (ýÀ/òýòò) Ryzen Þ ÞÞýýX

Experiment setup. Using McSee, we can precisely determine the relation between
physical address bits and DRAM address components. Our fully automated setup
allows for simultaneous observation of all DRAM address components, unlike ear-
lier proposed oscilloscope-based methods [ÞÔ, Ô À] that require laborious manual
probing.

Systematic bit žipping. We design an experiment based on Algorithm ò. In line
with previous work [ÞÔ, Þò, Ô À], our approach assumes XOR-based hashing func-
tions and the availability of ÔGiB superpages such that the least signi•cant çý bits
between virtual and physical addresses are identical. First, we allocate as many ÔGiB
superpages as possible and randomly pick an address from it. We then access the
original address multiple times while capturing the data with the oscilloscope. AŸer
that, we systematically žip a bit and repeat the last step with the žipped address. For
each iteration, we store the accessed physical address with the captured traces.

We repeat this process for all bits of the address and for a total of Ôýý dišerent initial
addresses. �is takes around  .  hours for each system and memory con•guration. By
comparing the DRAM address components (e.g., bank address bits) of the original
address with those of the žipped address in the decoded traces, we can see if the value
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Algorithm ò: Systematic bit žipping experiment. We hammer and record each possible
bit žip of a randomly picked address and check for changes in the DRAM address
components.

Ô for addr = 0, ..., 99 do
ò addr original � get randomaddress()
ç dbits org � hammer rec(addr original)
¥ for bit = 0, ..., 63 do
  // flip the i-th bit of the address
â addr flipped � addr original ` (1 P bit)
Þ dbits flipped � hammer rec(addr flipped)
— // extract bit differences
À dbits diff[bit] � dbits org ` dbits flipped

of any (or multiple) DRAM address component changes. If a component changes,
the žipped bit is part of the addressing function of this address component. Using
this approach, we can precisely reconstruct all DRAM addressing functions and also
see if a physical address bit is overlapping, i.e., used in dišerent DRAM functions.

Results. �e recovered DRAM addressing functions for the three platforms are
presented in Table  .¥. For the AMD Zen ¥ system, we found the same functions as
reported earlier [Ô À]. Furthermore, we found that Intel Alder Lake and Raptor Lake
CPUs use the same DRAM addressing functions.

Observation (Oâ). �e DRAM addressing functions of current Intel Raptor
Lake CPUs involve up to â bits each and bits above bit çý.

 . .ç RFM on Memory Controllers

Given the DRAM addressing functions, we can precisely address speci•c DRAM
rows, which we use to •lter out noise in the captured traces more e›ciently. In the
next step, we investigate if memory controllers of recent DDR  desktop CPUs, Intel
Alder Lake and Raptor Lake, and also AMD Zen ¥, issue RFM commands to DRAM
devices.

Experiment setup. We use the device H  (SK Hynix) for this experiment, which
advertises RFM support (see Table C.Ô). We then hammer two aggressor rows con-
secutively while capturing traces of  msusing McSee. We try various patterns, such
as single-sided or double-sided patterns, which should all trigger RFM since it does
not rely on any speci•c memory access pattern.
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Results. We have not found any RFM commands in the captured traces of the three
tested systems, i.e.,iAL, iRL, andaZ4. We also tested another DIMM (HÔÔfrom
SK Hynix) that sets the ªRFM requiredº bit but we could not observe RFM commands
on any of the three systems with this DIMM either. From this experiment, we conclude
that most DDR  DIMMs support RFM, but the memory controllers of current DDR 
CPUs do not issue RFM commands. We believe that CPU vendors might have decided
against employing RFM due to requiring expensive per-bank counters in the memory
controller or the performance penalty of using RFM [ÀÀ].

Observation (OÞ). Intel Alder Lake/Raptor Lake and AMD Zen ¥ systems do
not issue RFM commands to DDR  DIMMs.

FGR Mode. Instead of RFM, we observed that both Alder Lake and Raptor Lake CPUs
seem to use the •ne-granularity refresh (FGR) mode by default (see Section ò.Ô.¥).
In this mode, the memory controller sendsREFsbandPREsbcommands to refresh
and precharge one bank in all bank groups, respectively. As it halves the refresh
rate (tREFI) from ç.À½sto Ô.À  ½s, we argue that Rowhammer attacks become harder
because there is less time to hammer in between refreshes and more opportunities for
TRR to refresh victims. As described in the JEDEC standard [Þ—, p. ÔÞò], we observed
that REFabcommands are sent along withREFsbcommands (see Section ò.Ô.¥). We
observed that while the FGR mode remains inactive on Intel CPUs during system
idle states, it becomes active aŸer a few memory accesses. On the Zen ¥ system, we
never observed the FGR mode.

Observation (O—). Intel Alder Lake and Raptor Lake systems use FGR mode by
default. AMD Zen ¥ systems do not use it.

pTRR mitigation. On the Intel Raptor Lake systems, we found that the victim rows
next to our hammered aggressor rows (i.e., rows Ô¥Þ/Ô¥â and Ôç—/Ôçâ) were occasion-
ally activated, as we visualize in Figure  .À. We observed this behavior wheneverACTs
were being sent, regardless of the number of aggressor rows or their distance from
each other. �is behavior looks similar to the pTRR mitigation reported earlier on
an Intel Xeon server CPU (Xeon E -òâòý vò, Ivy Bridge EP) with DDRç DRAM [  ].
We have not observed this behavior on the Intel Alder Lake system. We conclude
from this that Intel has deployed a memory controller-based Rowhammer mitigation
on their latest consumer CPUs for the •rst time.

Observation (OÀ). Intel Raptor Lake CPUs use a memory controller-based
mitigation (pTRR) to protect against Rowhammer attacks.
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F†•¶§u  .À:Activations to aggressor-adjacent rows on the Intel Alder Lake system while
hammering aggressor rows Ô¥â and ÔçÞ.

Row remapping. We repeated the same experiment with dišerent Micron DIMMs,
which are known to employ row remapping [Ô¥Þ]. To correctly apply the mitigation,
the memory controller must be aware of the row remapping. We always observed
mitigative refreshes to rows that are physically adjacent to the aggressor rows, i.e.,
the memory controller is aware of row remapping for particular devices from the
dišerent vendors. �is is supported by our •nding of ªMicron row swizzlingº in
the pTRR-related code of the leaked Intel UEFI •rmware [ÔÞÔ]. However, we cannot
exclude the possibility of further DRAM-internal row remapping.

As pTRR is a probabilistic mitigation, we aim to investigate the probability of pTRR
events on the Intel Raptor Lake system in the next section.

 . .¥ Reverse Engineering Intel's pTRR

�e memory controller-based mitigation we discovered looks similar to what has
previously been reported as pseudo-TRR (pTRR) [  ,  â, —ò, ÔçÔ]. Every time a DRAM
row is accessed (i.e., activated and precharged), some adjacent row is subsequently
accessed with a low probabilityp. As the probabilitypdecides the mitigation's security
and overhead, it is determined based on the device's vulnerability level and other
protection mechanisms (e.g., on-die ECC).

Goal. To better understand the guarantees of the deployed mitigation, our objective
is to experimentally reverse engineer the probabilityp used in the implementation.
Assuming that mitigation events are stochastically independent and follow the same
probability p for all events, we would expect a binomial distribution with probability
p. As pTRR also ašects benign workloads, we expect the probabilityp to be very low
to minimize the overhead of mitigative refreshes.

Experiment design. In each experiment round, we hammer two aggressor rows in a
loop for —ÔÀò times while žushing (clflush ) and fencing (mfence) in between ham-
mering the aggressor rows. We choose —ÔÀò loop rounds, as we found in preliminary
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experiments that it is su›cient to trigger pTRR (i.e., activations in nearby rows). We
run the experiment for  Ôò repetitions to capture as much data as possible. AŸer each
repetition, we sleep for òý microseconds to be able to split and analyze the data more
easily later.

Results. �e histogram in Figure  .Ôý shows the frequency count (x-axis) for dišerent
numbers of pTRR mitigation events (y-axis) collected over blocks of —ÔÀò double-
sided hammer accesses. As the data •ts well to a binomial distribution withp �
ý.ýýýÀÔ, we can conclude that the mitigation events are stochastically independent
and con•rm that it is indeed pTRR that we observe. We •nd that the probability of
the distributionp is ý.ýýýÀÔ, which means that the rows adjacent to the aggressor
are refreshed with a probability of ý.ýÀÔ%.

We repeated the same experiment, but with hammering (consecutively) two aggres-
sor rows of each of the four banks. Similarly to before, we found that the distribution
of pTRR events •ts to a binomial distribution with a probabilityp per bank between
ý.ýýýÀ¥ and ý.ýýýÀ . �is means that pTRR acts on a per-bank basis, and hammer-
ing multiple banks in parallel does make an attack time-wise more e›cient, but does
not reduce the probability of a victim row being mitigated.

F†•¶§u  .Ôý:Distribution of Intel pTRR mitigation events on Raptor Lake while ham-
mering the aggressor pair —ÔÀò times, collected over four captures with each
 Ôò repetitions. �e result corresponds to a binomial distribution with a prob-
ability p � ý.ýýýÀÔ (ý.ýÀÔ%).

Security Analysis. We calculate the probability that a Rowhammer attack against a
pTRR-protected DIMM will succeed for dišerent Rowhammer thresholds. We take
the PARA model from previous work [ÔÞò] and calculate the probability of attack
success over one hour, one day, and one week. We report the success probability as a
function of the Rowhammer threshold in Figure  .ÔÔ. �e results show that devices
protected with pTRR with a Rowhammer threshold of Ôç òýý, Ôâ Þýý, and Ô— —ýý
activations can be bypassed with roughly  ý% attack success probability in less than
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an hour, one day, and one week, respectively. From this, we conclude that pTRR alone
is insu›cient to protect devices in the long term due to decreasing Rowhammer
thresholds [¥—].

F†•¶§u  .ÔÔ:Rowhammer attack on pTRR. Success probability for bypassing Intel pTRR
in a Rowhammer attack of one week, one day, and one hour.

Blacksmith port. We ported the state-of-the-art Blacksmith fuzzer [ÔÞç] to theiRL
system to test if it can trigger bit žips despite the presence of pTRR. We integrated
the recovered DRAM addressing functions (see Table  .¥) and adapted the refresh
synchronization, which we veri•ed using McSee. As we were unable to •nd bit
žips on any of the DDR  devices (Table C.Ô) in a Ôò h fuzzer run, we conclude that
pTRR is ešective in mitigating state-of-the-art Rowhammer attacks. On theaZ4
system, however, we could trigger bit žips on a DDR  device (S¥, Samsung) similar to
Zenhammer [Ô À]. AsaZ4does not seem to employ any memory controller mitigation,
we conclude that better TRR mitigations and on-die ECC inhibit us from observing
bit žips on other tested DDR  devices. We next discuss how our new •ndings impact
the security of devices against Rowhammer.

 .â †“£•†hZ±†™•«

We discuss the impact of our observations (Section  .¥) and •ndings (Table  .â) on
the security of DDR  systems with respect to Rowhammer. As we show, our results
are crucial for the design of future Rowhammer attacks and defenses.

Attacks. Our analysis of two modern Rowhammer attacks shows that attack evalu-
ations need to be more rigorous and consider all possible variations. For example,
Sledgehammer should have reported results for all numbers of banks and activations
per bank. Our results also show that such attacks have the potential to better exploit
the underlying feature they target. For example, an interesting future direction is
exploring system-level Rowpress attacks that rely on access patterns that keep the
aggressor rows open for longer time.
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TZf•u  .â: Summary of •ndings. Overview of detected (3 ) and not detected (7) memory
controller features on our DDR  test systems.

Feature iAL iRL aZ4

RFM: Refresh Management 7 7 7

FGR: Fine-Granularity Refresh 3 3 7

pTRR: Pseudo Target Row Refresh 7 3 7

RFM. While literature has proposed many RFM-based mitigations [ÔòÔ, ÔÞ¥, ÔÞ ],
this feature is currently not deployed on consumer CPUs. �is means that there is no
extra time available to mitigate Rowhammer, and TRR-based in-DRAM mitigations
can only rely on REFs, thus severely impacting their security guarantees [ÀÀ].

FGR. �e FGR mode on the Intel systems we tested increases the refresh rate while
reducing the duration of eachREFcommand [—Ô]. �is can impact TRR, for example,
by allowing a higher or more granular invocation frequency. However, there exists
no study of TRR under FGR [ Þ] and whether this modality is more favorable to the
mitigation or the attacker. Given that previous work [Ô¥ ] relies on TRR synchroniza-
tion to induce Rowhammer bit žips, it is fundamental for future research to consider
the ešect of FGR.

pTRR. Raptor Lake deploys pTRR, making it harder to trigger bit žips reliably.
�is impedes end-to-end Rowhammer attacks, whose success now depends on the
probabilistic nature of pTRR. Hence, future work on Intel must consider both in-
DRAM and in-CPU TRR to trigger bit žips. As pTRR cannot account for the varying
Rowhammer thresholds across devices (HCmin), future DDR  characterization
results should be compared with our pTRR reverse engineering results.

PRAC. �e latest DDR  standard [â ] contains the Rowhammer mitigation feature
Per Row Activation Counting (PRAC) involving the memory controller. Although it
promises stronger protection, our •ndings are disconcerting: even if there would be
a principled mitigation, there is no guarantee that CPU vendors will support it. Once
the DRAM vendors deploy PRAC, McSee is an ideal platform to study whenALERT
and RFM commands are sent for an adequate security evaluation of PRAC.

 .Þ §u•Z±uo ë™§Ž

We compare dišerent, previously used DRAM analysis infrastructures with McSee
(Section  .ç) w.r.t. the estimated hardware costs (HW Costs), the ease of use (EoU)
in terms of required expertise, the capabilities (Caps.) (i.e., if memory bus tra›c can
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be viewed, manipulated, or DRAM workloads can be generated), and the platform's
žexibility (Flex.) regarding dišerent use cases. In Table  .Þ, we summarize our results.
We now discuss these aspects in detail.

TZf•u  .Þ: Comparison of DRAM analysis infrastructures. We compare estimated hard-
ware costs (HW Costs); ease of use (EoU); capabilities (Caps.) such as viewing,
manipulating, and generating memory bus tra›c; and žexibility (Flex.). We rate
aspects as+ positive,o neutral, or { negative.

Solution HW Costs EoU Caps. Flex.

McSee (§  .ç) { (f ÔÞ  K) + view +

Logic Analyzer [Ô â, ÔÞâ]{ (f ¥ ý K) + view o

Oscilloscope [ÞÔ, Ô À] + (f Ô K) o view o

FPGA Platform o (f   K) Ô o generate +

Fault Inj. Platform [Ôâý] + (f  ýý) { manipulate {

McSee. Our platform provides us with a comprehensive view of the entire com-
mand/address bus. As an oscilloscope is a general tool, it is žexible regarding cap-
tured signals, supported DRAM types, and even capturing other buses and protocols.
�anks to our custom-built soŸware stack, we can easily capture and e›ciently
process DDR  traces.

As an alternative to acquiring the McSee hardware, academic groups can rent our
exact setup for around f À K/month. It is also possible to obtain a second-hand device
at a cheaper price. Given that the soŸware part of McSee is platform-agnostic, it can
be used with the output from any oscilloscope or logic analyzer.

Specialized logic analyzer. A logic analyzer for DRAM analysis (e.g., Keysight
U¥Ôâ¥A) provides a detailed view of the DDRx memory bus, including the C/A
and the data bus. Having an analysis SW makes it the easiest-to-use solution, requir-
ing little expertise to set up and use. However, it is by far the most expensive solution
and its žexibility is limited.

Oscilloscope. An oscilloscope can capture very few signals from the DDRx memory
bus at a time, for example, for veri•cation [ÞÔ, Ô À]. However, this is insu›cient to fully
reconstruct the DRAM commands. In addition, it requires short repetitive workloads,
making it impossible to detect a TRR-triggered ACT for a victim amid hundreds of
regular ACTs to aggressors. �erefore, the low costs are diminished by low usability
and a limited view of the memory bus. �e low sampling frequency of devices in this
price range (e.g., òýý MHz) restricts their use for research on high-speed DRAM.
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FPGA platform. An FPGA-based memory controller allows running custom work-
loads with •ne-grained control over DRAM commands and device behavior (e.g.,
refreshes) [  ,  Þ]. It is the most versatile platform for studying DRAM chips in
isolation, as it avoids all ªnoiseº (e.g., optimizations, mitigations) caused by memory
controllers in COTS CPUs. �e main drawbacks are the high platform development
costs and the expertise required to run and debug it. Besides that, we cannot use
them to study in-CPU Rowhammer mitigations.

Fault injection platform. �e mFIT [Ôâý] DDR¥ platform manipulates DRAM
commands on-the-žy by controllably faulting bits to turn one command into another.
Because only a custom PCB and a microcontroller are needed, the costs are low.
However, the possible command transformations are limited (since it can only pull-
up/-down voltage levels), and precise synchronization with commands is missing,
thus strongly reducing possible use cases. Similar limitations apply to the REFault
DDR  fault injection platform [ÔÞÞ]. Due to the two-cycle commands in DDR , the
possible command transformations are even more limited than on DDR¥.

 .— h™•h•¶«†™•

We presented McSee, a new platform for reliable and e›cient analysis of DDR¥/ 
tra›c on the DRAM bus. Using McSee, we found that advanced Rowhammer(-like)
attacks do not always exploit the underlying DRAM features that they target as
intended. We also uncovered the DRAM addressing functions on Intel and AMD
CPUs that support DDR  and showed thatÐalthough new DDR  modules advertise
RFM values in their SPD chipsÐcurrent CPUs do not send any RFM commands.
We further discovered that Intel CPUs use •ne-granularity refresh mode and Raptor
Lake systems additionally employ a memory controller-based probabilistic mitigation
under Rowhammer attacks, which we also reverse engineered using McSee. Finally,
we explored the implications of our discoveries for practical Rowhammer attacks
and defenses in the future.

ZhŽ•™ë•uo•“u•±«
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R E FAU LT: A FAU LT I N J E C T I O N P L AT F O R M F O R
R O W HA M M E R R E S E A R C H O N D D R   M E M O RY

DDR  is showing increased resistance to Rowhammer attacks compared to previ-
ous generations. �e minimum hammer count (HCmin) is a metric to assess the
susceptibility of the DRAM substrate to Rowhammer. Due to the lack of a generic
platform that allows disabling refresh commands, there is currently no way to deter-
mine the HCmin of DDR  UDIMMs. We address this gap with REFault, a low-cost
fault injection system that allows altering DDR  commands on-the-žy. REFault is
made from a con•gurable DRAM fault injection interposer and a custom-designed
injection controller. We leverage REFault to temporarily disable refresh commands
on a commodity system, and determine, for the •rst time, the HCmin of two DDR 
devices from major DRAM manufacturers. We show that the HCmin is as low as
Ôâ K activations which has not improved compared to DDR¥ devices. We conclude
that the increased resistance to Rowhammer in DDR  devices comes from improved
mitigations rather than the DRAM substrate itself.

â.Ô †•±§™o¶h±†™•

Since the discovery of Rowhammer in òýÔò on DDRç devices [ÔÀ], researchers have
investigated the susceptibility of DRAM to Rowhammer. A substantial body of re-
search has demonstrated that Rowhammer can be exploited in real-world scenarios
and has detrimental implications on system security [çç, ç , çÞ, ¥ý,   ,  Þ, âÔ, Àâ, Ô¥ ].
In response, DRAM manufacturers introduced in-DRAM mitigations with DDR¥
devices. However, these measures were proven to be inešective in protecting against
Rowhammer [ Þ, Ô¥ ].

In òýò¥, the •rst DDR  Rowhammer bit žips were reported [Ô À] on a DDR 
DRAM device. In addition to enhanced Rowhammer mitigations, DDR  incorpo-
rates on-die error-correcting codes (ECC) and a two-fold increase of the refresh
rate (çòms) compared to DDR¥, both of which have implications for Rowhammer.
Furthermore, advancements in the manufacturing process may also inžuence the in-
herent Rowhammer susceptibility. Consequently, it is yet to be shown how susceptible
DDR  devices are compared to their predecessors.

A common method to quantify the susceptibility of a DRAM device to Rowhammer
is to measure the minimum number of activations required to induce the •rst bit

ÔÔ 
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žip, which is referred to as minimum hammer count (HCmin) [¥—]. As in-DRAM
Rowhammer mitigations are typically assisted by refresh commands [  ,  Þ], it is
required to disable them while determining the HCmin. However, we do not have
the capability to disable automatic refreshes in the memory controller of oš-the-shelf
desktop CPUs. To make this possible, one approach that has been proven viable on
DDR¥ involves injecting faults into the DRAM command bus using an interposer
such that the parity mismatch invalidates the targeted refresh commands [Ôâý]. As
this approach requires manipulating high-speed signals, it is only further complicated
by the increased clock frequency on DDR . Furthermore, two-cycle commands in
DDR  and the lack of the command parity signal that DDR¥ fault injection [Ôâý]
relied on, make designing a fault injection system for DDR  substantially more
challenging.

In this work, we introduce REFault, a low-cost fault injection system that enables
altering bits of the DDR  command bus. REFault consists of a con•gurable DDR 
interposer with both general-purpose and high-frequency solid-state switches with a
careful design to minimize parasitic ešects and to ensure reliable operation. Further,
our REFault platform comprises a microcontroller mounted on a custom-designed
fault injection controller and a soŸware stack to automate long-running experiment
campaigns. To identify a suitable bit line for fault injection, we conducted a thorough
analysis of constraints and side ešects when injecting faults in all possible DRAM
commands that can result in suppression of refreshes. We demonstrate REFault's
potential for studying DDR  by suppressing refresh commands for multiple millisec-
onds to characterize the Rowhammer susceptibility (HCmin) of two DDR  devices
over Ôò— tested rows. We determined that the HCmin of both devices is as low as
Ôâ K activations. We conclude that the increased resistance to Rowhammer in DDR 
devices as measured by recent work [Ô À] comes from improved mitigations rather
than the DRAM substrate itself.

Contributions. In summary, we make the following contributions:

· We design and build REFault, a low-cost fault injection system that allows to
alter command bits of the high-speed DDR  bus at the hardware level.

· We analyze the DDR  command bus encoding as provided by JEDEC [â ] to
determine which bit manipulations are usable to disable refresh commands,
and therefore, Rowhammer mitigations.

· We build an automated system that orchestrates the fault injection, monitors
the progress to assist system recovery, and gathers experiment results.

· We demonstrate REFault's usability by determiningÐfor the •rst timeÐthe
minimum hammer count (HCmin) of two DDR  devices.
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Open Sourcing. We publish our hardware design •les, soŸware, and documentation
on GitHub: https://github.com/comsec-group/refault.

â.ò h„Z••u••u«

Previous work [Ôâý] demonstrated a cost-ešective, hardware fault injection system
for DDR¥ memory that disconnects bus signals to manipulate DRAM commands.
It consists of an interposer that sits between the motherboard's DIMM slot and a
standard DDR¥ DIMM. While more žexible FPGA-based tools exist (e.g., [ÔÞ—]), live
fault injection has several advantages: (i) it does not rely on the implementation of a
custom memory controller; (ii) it can be used in conjunction with any standard CPU,
allowing the investigation of memory controller-dependent aspects; and •nally, (iii) it
is very inexpensive and easy to manufacture. With the advent of DDR  memory, the
question arises: can a similar fault injection platform be designed for DDR ? Since
DDR  introduces some novelties that complicate this simple fault injection approach,
this non-trivial problem requires solving three major challenges that we explain next.

DDR  commands are encoded dišerently than DDR¥ commands. Due to the
introduction of subchannels, there are less CA pins available, which is likely why
DDR  lacks a parity signal for the CA bus. �is means that all commands, even the
ones corrupted by fault injection, will be interpreted by DRAM instead of being safely
discarded. Also, this reduction in pin count per channel led to the introduction of
two-cycle commands, which use two clock cycles to convey a single memory access
or control instruction. With these types of commands, forcing a single CA line to a
•xed level will inevitably ašect two bits in the command encoding. �is limits the
number of possible CA candidates to fault and potentially increases the negative
side ešects of fault injection, as some corrupted commands may lead to protocol
violations that induce unde•ned behavior.

Challenge Ô. Determining usable faults that transform a targeted DRAM com-
mand into another valid one while minimizing negative side ešects.

By comprehensively analyzing the command set and the fault injection implications
as shown in Section â.ç, we minimize the negative side ešects. In Section â.â, we
show that in practice, any remaining ešects such as potential timing violations, do
not inhibit the ability to perform Rowhammer.

Commands on the DDR  bus are issued at a high rate with nanosecond precision.
Electrically, this requires that DDR  hardware must be carefully designed with regard
to trace impedance, propagation delay, režections, cross talk and other parasitic
ešects. In our application, we must not only passively carry the high speed signals,
but actively switch them and change their logic level. Speci•cally, we need to •rst
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disconnect the appropriate CA line and then force the respective DIMM input to the
desired logic level. �is requires a solid state switch suitable for high speed signals
which we can integrate in our design.

Challenge ò. Designing a PCB and electronic circuit capable of switching DDR 
signals while maintaining an acceptable level of signal integrity.

We tackled this challenge by paying close attention to high-speed electronics design
principles and by improving the design iteratively over multiple versions. We describe
the applied PCB design techniques as well as the chosen semiconductor switches in
Section â.¥.

Unlike traditional Rowhammer experiments which operate the DRAM device
within the speci•cations, hardware fault injection, by de•nition, stresses the hardware
beyond its limits. It is unclear how DRAM and the experiment machine will behave
to a condition violating the DDR  speci•cation. As resulting crashes might render
the experiment machine unusable, the fault injection system should still be able
to autonomously perform data recovery and rebooting of the machine, regardless
of its condition and without manual intervention. �is is especially important for
long-term experiments, such as determining hammer counts of many rows.

Challenge ç. Automatically collecting experiment data and recovering the sys-
tem if fault injection renders the experiment machine unresponsive.

We solved this challenge by a separate control server that orchestrates the experi-
ment autonomously, as shown in Section â. . If the experiment machine becomes
unresponsive, the control server has the ability to power cycle the machine remotely.

â.ç †•±u§£™«u§ ou«†••

�e fault injection interposer is the system's main component. �e interposer actively
forces signals on the DDR  bus to a high or low logic level in order to manipulate
memory commands. It consists of a custom PCB that slots in between a standard
UDIMM slot (mainboard) and a DDR  UDIMM. We focus on UDIMMs (unbušered
DIMMs) in this project, but the design should be easily transferable to RDIMMs
(registered DIMMs).

Command Manipulation. As DRAM commands can be issued with only a few
nanoseconds in between them, it is not feasible to suppress a single command in
time without a sophisticated and costly high-speed electronics design. �erefore, we
focus on modifying entire types of commands (e.g., REFs) for a (comparatively) long
time period.
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In contrast to DDR¥, DDR  does not ošer a parity signal for the CA bus anymore.
�is implies that all commands issued by the memory controller will be interpreted
by the DIMM, even if they were malformed by fault injection. Consequently, direct
command suppression, as in mFIT [Ôâý], is not possible with DDR  anymore. Instead,
we transform one command into another one by altering its CA bit encoding (see
Table ò.Ô). �is new command must be ªsafeº, in the sense that it must not interfere
with the continuation of normal operation.

Suppressing REF Commands. To select CA lines of interest, we focused on the sup-
pression of REFab and REFsb commands, as we identi•ed them to be the most useful
for Rowhammer research [  ,  Þ]. �ere are several possibilities to transform REFs,
according to the command encoding (Table ò.Ô). Table â.Ô shows the implications for
the most important commands when faulting individual CA lines. As it can be seen
in Table â.Ô, there are always some restrictions when performing fault injection on
a single CA bit (indicated by ªXº). Ideally, we would only want a single implication
(i.e., ªXº) for a single fault. We considered the three most promising possibilities:

· Forcing CAç High: �is would transform all REFs to PREpb commands, but
it would also set column bit   during RD/WR and row bits Ô and Þ during
ACT. With the newly created PREpb command, a particular bank would be
precharged. �e speci•cation, however, permits precharging a bank which has
an empty row bušer (i.e., has not been activated before).

· Forcing CAÔý High or Low: �is would remap REFsb to REFab and vice versa.
According to the speci•cation, REFsb is only allowed in FGR mode. As we
cannot check (or manipulate) the current refresh mode, it is unclear at which
point of the experiment the speci•cation would be violated and how DRAM
will react to such a condition. Additionally, timing violations may occur as
the minimum time between two consecutive REFab commands (tRFC) in
normal refresh mode is larger than the minimum interval between REFab and
REFsb or two consecutive REFsb commands in FGR mode. CAÔý also controls
auto-precharge for read/write and sets bank group bit ò.

· Forcing CA¥ Low: �is would remap all REFs to ªVref CA/CSº commands,
which are used for calibration and may be illegal during normal operation. We
do not know how the DRAM would react to this. Additionally, it would •x
row bits ò and — during ACT, column bit â during write, and not allow reading
from memory while the fault injection is active. �is fault would also map
PREpb to either PREab or PREsb, depending on the bank group.

For our •nal Rowhammer evaluation, we forced CAç high (Section â.â.ò and Sec-
tion â.â.ç), as we believe this to be the fault that causes the least disturbance on
DRAM operation while still ešectively disabling all refresh commands.
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TZf•u â.Ô:Overview of CA candidates for fault injection and their implications. A plain
ªXº in the table indicates that the respective command will be transformed into
another one, while ªXxº represents implications to command bits which do
not change the type of command. We highlighted the faults (gray rows) we
considered to be potentially usable.

Command

Fault ACT WR RD REFab REFsb RFMab RFMsb PREab PREsb PREpb

H X
CAý

L Xa X X X X X X X X X

H X X X
CAÔ

L Xa Xb Xb X X X X X X X

H Xa Xb Xb X X X X X X X
CAò

L Xa X X

H Xa Xb Xb X X X X
CAç

L Xa X X X X X

H Xa X Xb X X
CA¥

L Xa Xb X X X X X X

H Xac Xc Xc X X Xc
CAÀ

L Xac Xc Xc X X Xc

H Xac Xcd Xcd X X X Xc
CAÔý

L Xac Xcd Xcd X X X Xc

â.¥ †•±u§£™«u§ †“£•u“u•±Z±†™•

�e design of the fault injection interposer presents two major challenges. First,
it must be able to dynamically force the desired CA lines to either a high or low
voltage level without further disturbing the DIMM operation beyond the desired
fault. Namely, it must maintain a tolerable level of signal integrity and therefore some
high-speed electronics design practices apply. It must also be physically compatible
with both the DIMM slot and the memory module itself.

Switching Devices. To achieve the desired goal of injecting faults to transform DRAM
commands (see Section â.ç), our switching circuit depicted in Figure â.Ô is comprised
of two integrated semiconductor switches:

· a high-frequency switch (A , TMUXÔçâ [ÔÞÀ]) to disconnect the CA line
targeted from the DIMM bus, and

· a general-purpose analog switch (B , PI AçÔ Þ [Ô—ý]) to pull the CA line to
either a high or low voltage level.

�is con•guration was chosen mainly for availability reasons, as a solid state, ç-way
(SPçT) switch suitable for high frequencies and DC is challenging to •nd. We chose
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dišerent switching devices than previous work [Ôâý], as those would not allow for
pulling a CA line high, which is an important requirement for us.

�e high-frequency switch introduces a propagation delay (approx. Ôýýps[ÔÞÀ])
to the signal. �is delay is an inherent property of the switched channel and is, to
our knowledge, independent of the switch's current position. If we incorporated
switching stages on only a few selected lines, we would expect the interposer to
not work properly because of the introduced propagation delays. For example, an
(unimpeded) clock edge would reach the DIMM earlier than a CA signal that is
routed through a switch, potentially leading to a corrupted command. Additionally,
dišerent impedance or capacitive load properties among switched and unswitched
CA lines may reduce signal integrity. �erefore, we added switching cascades to all
CA lines of subchannel A, including chip select (CS) and clock signals, to ašect the
bus uniformly.

DIMM

CPU GND

VDDA

B

F†•¶§u â.Ô:Diagram of cascaded switches to pull a
single CA line either high or low. �is
circuit is replicated for every relevant con-
trol/address signal of subchannel A to en-
sure equal propagation delays. For the
clock signals, we omitted switchB , as
there is no point in disconnecting and
faulting this signal.

PCB Design. We managed to •t everything on a â-layer PCB without buried/blind
vias, which keeps the manufacturing costs relatively low. �e control signals of the
switches are routed to an onboard žat-žex cable connector, to which the injection
controller can be connected. Due to size constraints of the connector, we decided to
only connect the control signals of CAf ý-—, Ôýg and CS to the injection controller.
�e remaining control signals are exposed via test pads that can be statically wired to
achieve a constant pass-through behavior. Figure â.ò shows our interposer PCB.

�e PCB stackup, i.e., the speci•cation of the used materials and their thicknesses
for the individual conducting and dielectric layers of a PCB, ašects critical elec-
trical properties, such as impedance. For a high-speed application like this, using
an impedance-controlled stackup, i.e., a PCB design with well-de•ned and known
impedances, is crucial. Although JEDEC does provide a recommended stackup [Ô—Ô],
it is not manufacturable by our supplier. Instead, we use an available stackup and
adjust the trace widths accordingly to match the impedance requirements. It is note-
worthy that the speci•cation de•nes multiple target impedances for dišerential signal
pairs. Also, we carefully length-matched all relevant PCB traces to ensure an equal
propagation delay.
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Ô

ò

(a) çD rendering.

B
A

(b) Close-up photo of the
switching devices.

F†•¶§uâ.ò:Our fault injection interposer.

Unlike DIMM slots on oš-the-shelf mainboards, in which the DIMM sits perpen-
dicular to the mainboard, we require a ªstraddleº mount connector (Figure â.òa- Ô)
for our interposer.� is connector allows the UDIMM to sit in the same plane as the
interposer PCB (Figure â.òa- ò ), requiring less space and easier signal routing on
the PCB. Sourcing DDR  UDIMM straddle mount connectors in small quantities
turned out to be di›cult at our usual distributors. We reached out to a manufacturer
of DDR  pass-through interposers who sold us the connectors in small quantities.

We soldered the fault injection interposers in-house by using a custom stencil and
a hot air gun.� e straddle mount connector was soldered by hand. With the fault
injection disabled (i.e., interposer is transparent), our systems equipped with this
interposer successfully passed power-on self-test (POST) and runs of Memtest—â+.

Costs.In Table â.ò, we provide an overview of the total hardware costs for the
interposer and the injection controller.� ese costs are based on the discounted price
for acquiring components for ten fault injections systems. We note that these costs do
not include the dišerent design revisions we built before arriving at the •nal design,
the manual labor of assembling the PCBs, and the costs of other hardware used in
our setup (e.g., networking gear, compute nodes).

â.  «í«±u“ Z§h„†±uh±¶§u

In this section, we explain our system architecture and the components surrounding
the fault injection interposer.Figure â.çgives an overview of our fault injection system.
At the heart of the system is our fault injection interposerÔ which manipulates
the bus signals.� e interposer's switches are controlled by the injection controller
ò , which in turn is triggered by the host soŸwareç running on the experiment

machine. A control server¥ orchestrates the whole experiment by providing the
host soŸware and retrieving the experiment data.
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TZf•u â.ò: Total hardware costs. Overview of the total costs for building our fault injection
interposer and injection controller.

Item Supplier Price [f]

Interposer PCB with stencil JLCPCB òý

Parts, e.g., switches Mouser/Digikey çý

Misc., cables, consumables  

Injection Controller PCB JLCPCB ¥

Parts, e.g., connectors Mouser/Digikey ¥ý

Teensy ¥.Ô ½-controller PJRC ¥ý

Misc., cables, consumables  

We focus on the design of the injection controller in Section â. .Ô, the host soŸware
in Section â. .ò, and the control server in Section â. .ç.

â. .Ô Injection Controller

As the fault injection interposer is restricted in size, we decided to place its driver
logic on a separate PCB, the injection controller. To synchronize the fault injection
with the workload, the experiment machine running the Rowhammer code must be
able to communicate with this injection controller. For this, we decided to use USB,
as it is universally supported and is comparably easy to implement. Although there
might be other interface types that are easier to implement, the fact that modern
platforms do not ošer native serial (RS-òçò) or parallel ports anymore, renders this
possibility infeasibleÔ.

�e injection controller, depicted in Figure â.¥a, consists of a custom baseboard and
a Teensy ¥.Ô microcontroller board [Ô—ò]. �is microcontroller board is a commercially
available, low-cost prototyping module with a powerful âýýMHz, çò-bit ARM Cortex
MÞ CPU. Our custom baseboard provides the necessary connector for it to attach to
the fault injection interposer using a žat-žex cable (FFC) which carries the control
signals for the individual switches. �e switches are directly driven by the ç.ç V GPIO
pins of the Teensy microcontroller. Additionally, it incorporates an Ethernet port to
connect to a network, as well as some status LEDs. As an aŸerthought, we added a
switching relay to the injection controller board to trigger the physical power switch
of the experiment machine (Figure â.¥b). �is allows for remote power cycling even if

ÔUsing an adapter, which uses USB in many cases, would not be useful as it still requires suitable USB
drivers.
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Control server
(Section â. .ç)

¥

Boot image
generator

Control
soŸware

Experiment machine (x—â)

PXE Modi•ed
Memtest—â+

(Section â. .ò)
ç

Interposer device
(Sections â.ç and â.¥)
Ô

DDR 

DDR 

DDR  UDIMM
DUT

Injection controller
(Section â. .Ô)

ò

Teensy ½C

Firmware

USB

TCP/IP

Control
signals

Existing component

Newly designed
or modi•ed
component

F†•¶§u â.ç:Fault injection system. Overview of our fault injection system, also indicating
which components were designed and implemented during this work.

the system is completely unresponsive. �is mechanical relay is driven by a transistor
that directly connects to a GPIO pin of the Teensy microcontroller board.

Firmware. �e •rmware of our injection controller is kept simple and has the
following three main tasks:

· Listen for USB packets from the experiment machine and either store the
received data in a general-purpose data bušer or initiate the fault injection.

· When a fault injection trigger packet is received over USB, activate the corre-
sponding GPIO pins to drive the switches on the interposer.

· Provide a HTTP server as a mean to communicate with the control server and
to retrieve the experiment data.

We implemented the •rmware in C, using existing TCP/IP, USB, and multithreading
libraries from both the Arduino and Teensy framework.

â. .ò Host SoŸware

SoŸware running on the experiment machine should ideally only perform memory
accesses when allowed by the experiment code, to not interfere with the fault injection
and to keep noise to a minimum. �is categorically excludes standard operating
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(a) çD rendering.

Transistor

Relay

(b) Manually added transistor and relay (žy-
back diode highlighted in gray).

F†•¶§uâ.¥:Injection controller.

systems like Linux or Windows. One possibility is to develop a specialized, native
UEFI application from scratch, which requires additional work to implement the
necessary startup and initialization code, USB host controller driver, and display
drivers before the actual fault injection can be implemented.

Instead, we decided to adapt Memtest—â+ò[Ô—ç] for this purpose, as done by previ-
ous work [ÔÀ]. Memtest—â+ is an open-source DRAM testing utility running directly
on top of UEFI, without any operating system in between. More importantly, we
decided to use Memtest—â+ as a base system because we can reuse its framework to
build our system, as it already implements the display, USB, and SMBus/SPD bus
drivers, as well as memory management.

Our host soŸware must be able to send commands to the injection controller,
access (or hammer) memory, check the memory for bit žips, and report the results
back to the injection controller. For this, it needs to be able to allocate a su›ciently
large contiguous piece of physical memory and communicate with the injection
controller via USB. We patched Memtest—â+ to include our Rowhammer experiment
code as well as support for sending data (e.g., bitžip data) and commands (e.g., fault
trigger) to the injection controller via USB. For this, we leveraged the existing USB
keyboard driver framework in Memtest—â+. We noticed that the unmodi•ed USB
stack of Memtest—â+ has issues detecting keyboards on some USB ports of some
systems, which also translates to our fault injection system.� is issue seems to be
unrelated to the presence of internal USB hubs, as external USB hubs do not pose
a problem (on QEMU and on physical machines). We also leveraged the existing
SPD driver of Memtest—â+ to read out metadata of the DIMM under test.� is data
is sent to the injection controller such that it can be retrieved by the control server
via its HTTP server. By using the existing display driver, status information can be
displayed on an attached monitor.

ò Not to be confused with the proprietary Memtest—â.
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â. .ç Control Server

As fault injection might render the experiment machine unresponsive because of
corrupted memory accesses due to the fault injection side ešects (see Table â.Ô),
Rowhammer bit žips, or any other unde•ned behavior caused by violating the speci•-
cation, a control server is needed to supervise and control the experiment. Figure â. 
shows the control server components and their interactions.

Experiment
code

Ô
PXE

Experiment
machine

Memtest—â+

ò

Control
Logic

Injection
controller

HTTP API

ç

Experiment
networkControl server

F†•¶§u â. : Components of the control server.

�e control server compiles Ô a bootable image for the experiment machine,
containing the necessary framework and experiment code. It also hosts a PXE server
to send ò that image to the experiment machine. While the experiment is running,
the control server periodically pollsç the injection controller for collecting data, or
in case of a crash, reboots the machine. Both connections to the injection controller
and experiment machine are running over TCP/IP on a dedicated, isolated network.
With this setup, a researcher performing experiments with our system only needs
(remote) access to the control server.

�e control server consists of a standard GNU/Linux distribution, a DHCP server
with PXE capabilities and a built-in TFTP server, as well as shell scripts for the
automation logic. Depending on the experiment, customized Memtest—â+ images
(e.g., with dišerent hammering patterns) are compiled and autonomously booted on
the experiment machine via PXE. Once the experiment •nishes, the control server
fetches the data from the injection controller. If the experiment fails or times out,
the control server will automatically power-cycle the experiment machine and try
again, or continue with the next experiment. We designed the system in such a way
that the experiment can be run fully remotely and autonomously, with minimum
user interaction: a researcher only needs remote access to the control server to start
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the procedure and collect the log •les at the end. �e control server can also oversee
multiple injection controllers at once.

â.â uêZ•¶Z±†™•

We •rst focus on basic functional validation (Section â.â.Ô), followed by demon-
strating a simple Rowhammer experiment (Section â.â.ò). We then provide a more
elaborate hammer count estimation (Section â.â.ç), and •nally, explain the issue of
occasional data corruption that we encountered (Section â.â.¥).

â.â.Ô Functional Validation

To test whether all switches are working, we ran a script on the control server that
consecutively generates Memtest—â+ images that inject a fault on each CA line with
each fault level. Without proper control and synchronization of the workload, a crash
of the system upon fault injection is very likely. In case the machine does not crash
immediately, the fault injection is repeated in a loop. A crash usually manifests itself
as a corrupted screen image, an exception (e.g., illegal instruction, page fault), or
unresponsiveness. We use these crashes as a proxy to verify that all switches are
properly working. In addition to this, we manually veri•ed proper voltage levels and
timings of single switches using a high-speed oscilloscope.

â.â.ò Basic Rowhammer Experiment

To validate the system's basic functionality, we set up a simple Rowhammer experi-
ment with disabled refreshes where we hammer a double-sided aggressor pair for
òý K activations (i.e., ¥ý K activations in total). For disabling refreshes, we force
CAç to be high during hammering, which we identi•ed before as candidate for sup-
pressing REFs in Section â.ç. �is transforms all REF commands into PREpb. We
monitored the DDR  bus using a high-speed, mixed signal oscilloscope, as depicted
in Figure â.â. Using this experiment, we successfully triggered Rowhammer bit žips
on DDR . Bit errors happened only next to the aggressor rows and did not occur
without hammering, which con•rms that they are not a side ešect of the fault or the
absence of refreshes (i.e., retention failures).

Row Remapping. When forcing CAç to a high level, this also forces row bit Ô to be
set during activation. In general, this makes double-sided hammering impossible.
However, we can circumvent this limitation by exploiting internal row remapping,
which is employed by two out of three major DRAM manufacturers [ Ô, Ô¥Þ]. By ham-
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F†•¶§uâ.â:Mixed-signal oscilloscope measurement of the DDR  bus during a basic
Rowhammer experiment.Due to the high data rate, the transitions of the
digital DDR  signals blend together at the depicted zoom level, such that they
are displayed as solid bars.

mering rows Þ and Ô  (as seen by the memory controller), a double-sided hammering
of row — is achieved as row Ô  is remapped to row À in these devices, as shown in
Figure â.Þ. As expected, we start observing bit žips at relatively low hammer counts
when hammering rows Þ and Ô , con•rming that our devices actually employ this
row remapping scheme.

â.â.ç Hammer Count Estimation

To demonstrate the usability of our platform, we estimated the minimal hammer
count (HCmin) of devices from the two major DRAM vendors that employ internal
row remapping.� e details of the DIMMs we used are shown inTable â.ç.

TZf•u â.ç:DIMMs used for the hammer count estimation.We report the frequency
(Freq.) in MHz, the data bus width (I/O) in bits, and further the number of ranks
(R), bank groups (BG), and banks per bank group (B).

DRAM Vendor DIMM Model Mfg. Date Size Freq. I/O R BG B

Micron CTÔâG¥—C¥ýU .M—AÔ Wýò/òò Ôâ G ¥—ýý x— Ô — ¥

Samsung CMKçòGX MòB òýýZ¥ý Wç—/òò Ôâ G ¥—ýý x— Ô — ¥
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ýÔân� Ô ò ç ¥   â Þ — À Ôý ÔÔÔòÔçÔ¥Ô 
row index addressed
by memory controller

fault remapping

internal remapping

physical row indexýÔân� Ô ò ¥ç   â Þ — ÔýÀ ÔÔÔò Ô¥Ôç Ô 

F†•¶§u â.Þ:Logical-to-physical row index remapping. In general, the row remapping
caused by the fault makes double-sided hammering impossible. However, on
devices with internal row remapping, this limitation can be circumvented.

Experiment. We repeated the previous Rowhammer experiment (Section â.â.ò)
using the CAç fault with a sweeping number of activations over a span of Ôò— rows.
We count activation of both aggressors as a single hammer. As we noticed during
the previous experiment that the initial hammer count was not always su›cient to
trigger bit žips, we start the experiment with a hammer count of ¥ý K (i.e., —ý K
activations in total) and decrease it if a row yields bit žips. If a row does not yield bit
žips three consecutive times, we continue with the next victim row, Ôâ rows further
due to the row remapping (Figure â.Þ). We decrease the hammer count by Ô K, ò K,
ç K, or   K, depending on the previous hammer count and the number of bit žips
we encountered in the previous round. Our •nal hammer count update, however, is
always� Ô K from the previously tested hammer count, which guarantees consistent
accuracy of our reported HCmin. We found this optimization technique empirically,
and we use it to speed up the experiment run time. We did not employ a standard
binary search, as a negative outcome (i.e., no bit žips) is more expensive (ç retries)
than a successful one. Hence, we opted for a search technique that does not overshoot
the true value.

Setup. �e experiment was performed on a AMD Zen ¥ machine (Ryzen Þ ÞÞýýX)
using a fault duration of Ôýms. Collecting data for Ôò— rows of a single DIMM required
approximately  ¥ hours of runtime.

Results. �e results are given in Figure â.— and its associated table. Our results show
a minimum hammer count of Ôâ K activations, for both devices, with DRAM chips
from Samsung and Micron. Single-sided bit žips on devices without internal row
remapping (i.e., from the third major DRAM vendor) could not be obtained. It is
unclear whether this is due to an error in our setup, or just simply because the real
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single-sided hammer count is higher than the maximal value we tested for (Àý K),
due to on-die ECC, which is available on DDR  [â ].

DRAM HCmin HCavg

Samsung Ôâ K òò K

Micron Ôâ K òÔ K

F†•¶§u â.—:Minimal hammer counts for tested DIMMs. We report for both DIMMs the
minimum (HCmin) and the average hammer count (HCavg) over all Ôò— tested
rows. �e plot depicts the hammer count distribution across rows.

â.â.¥ Reliability and Data Corruption

We observed a pronounced dišerence in reliability of the fault injection depending
on the machine type (Intel Alder/Raptor Lake, AMD Zen ¥), fault duration, and
hardware con•guration. We achieved the most reliable results on AMD Zen ¥ using
an external GPU and a fault duration of Ôýms. In this con•guration, we observed a
success rate (i.e., a successful hammering without the machine crashing) during the
experiment in Section â.â.ç of çç±¥Ô%.

Faults active for a prolonged duration (in the range of tens of milliseconds), dras-
tically increase the probability of the machine crashing during the experiment, es-
pecially on Intel machines. In some of these cases, all data returned by the DIMM
appeared to be random. As it appears to occur suddenly (with respect to increasing
the fault duration) and uniformly over time, we can rule out retention errors. Inter-
estingly, the corruption of a â¥ bit double-word seems to occur byte-wise, i.e., bytes
are either corrupted or intact, which suggests that this might be an ešect on a chip
level. However, xÔâ chips still show a byte-grouped corruption, which may be either

[ November çý, òýò  at ÔÞ:ç  ±]



â.Þ o†«h¶««†™• ÔçÔ

a consequence of the chip's internal architecture, or it may not be related to the chips
at all, but rather an ešect of other hard- or soŸware. We leave further investigation of
this problem to future work.

â.Þ o†«h¶««†™•

�ere are some inherent limitations with the way we interpreted DDR  fault injection
that could be a promising direction for future work.

Command Transformation. Since single-command, or even single-bit manipulation
would require complex high-speed circuitry capable of monitoring the DDR  bus for
nanosecond-precision fault injection, we must accept that the fault introduced by our
interposer (which does not have any bus monitoring capabilities) will be present for
the duration of multiple commands. �is is due to both the coarse synchronization
caused by the lack of bus monitoring and the fact that the solid-state switches are
not fast enough to force only a single bit in time. �e command encoding (see
Table ò.Ô), de•ned by the JEDEC speci•cation [â ], severely limits the possibilities
of manipulating a single CA line for a comparatively long period of time, since a
single command bit always ašects a multitude of dišerent commands (see Table â.Ô).
�e introduction of two-cycle commands further limits the possibilities of fault
injection, as a CA line represents two bits of information during a single command.
Hence, it is not possible to suppress or transform a single command of choice without
ašecting other commands. �e challenge is to •nd a trade-oš between suppressing
the command of interest while still allowing basic memory access. We have focused
on faulting CAç bit high, as we believe this fault inžicts the least disturbance on
DRAM operation while still achieving the goal of disabling REFs.

Data Corruption. As we described in Section â.â.¥, prolonged fault durations (larger
than approximately Ôý ms) drastically increase the probability of a crash of the exper-
iment machine. �is limits the žexibility of our platform, as some experiments, such
as investigating retention failures, can not be performed due to requiring longer fault
durations. As we were unable to locate the root cause of this problem yet, we can not
make any speculation on how to circumvent this issue. It might be worthwhile to
investigate whether the data corruption issue is related to certain DRAM commands
being suppressed (e.g., multi-purpose commands), or due to some unknown side
ešect of the fault injection (e.g., interference). We think that further investigation is
very promising to greatly increase the applicability of our fault injection platform.

Implications for Double-Sided Hammering. When suppressing REFs by faulting
CAç high, this also sets row bit Ô and Þ. �is means that a double-sided attack is
generally not possible in this mode, as this would require access to two rows which
are both next to the victim row and therefore dišer in row address bit Ô. However,
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because some DIMMs use internal remapping schemes, we can circumvent this
limitation on selected DIMMs.

Other Faults. Exploring the usability of other faults, such as forcing CAÔý high/low
or CA¥ low (Section â.ç), could be an interesting direction for future work.

â.— h™•h•¶«†™•

We designed and built REFault, a custom fault injection system for žexible manipu-
lation of the command/address (CA) bus in DDR  memory systems. By analyzing
the DDR  command encoding [â ], we identi•ed the most suitable CA lines for
fault injection. �e REFault interposer, positioned between a standard computer
mainboard and a DDR  UDIMM, uses high-frequency switches to precisely impose
a high or low level on any CA bit. �ese switches are controlled by a custom injection
controller, triggered by a modi•ed version of Memtest—â+ running on the experi-
ment machine. Our workžow integrates a control server to automate and monitor
experiments, ensuring e›ciency and reliability.

We con•rmed the functionality of our platform by suppressing refresh commands
for several milliseconds and successfully triggering DDR  Rowhammer bit žips. For
the •rst time, we determined the minimum hammer count (HCmin) of DDR  DRAM
devices from two major DRAM manufacturers. With this work, we built a novel
DDR  testing platform that lays the foundation for future Rowhammer research.
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7
P H O E N I X : R O W HA M M E R AT TAC K S O N D D R   W I T H
S E L F - C O R R E C T I N G S Y N C H R O N I Z AT I O N

DDR  has shown an increased resistance to Rowhammer attacks in production
settings. Surprisingly, DDR  achieves this without additional refresh management
commands, pointing to the deployment of more sophisticated in-DRAM Target
Row Refresh (TRR) mechanisms. �is paper reverse engineers such advanced TRR
schemes in DDR  devices for the •rst time. Our •ndings show that compared to
older mitigations deployed in DDR¥, these new schemes have considerably fewer
blind spots spread over many refresh intervals. �is means that an ešective DDR 
Rowhammer pattern must precisely track thousands of refresh operations, which
we show is not possible with existing techniques. To address this challenge, our
new DDR  Rowhammer attack, called Phoenix, self-corrects the pattern whenever
it detects a missed refresh operation during the attack. Our evaluation shows that
Phoenix triggers bit žips on Ô  out of Ô  DDR  devices in our test pool. Using these
bit žips, we build the •rst Rowhammer privilege escalation exploit that obtains root
on a production DDR  system with default settings in as little as ÔýÀ seconds. �ese
results provide further evidence that a principled Rowhammer mitigation, such as
per-row activation counters, is mandatory for a secure operation of future devices.

Þ.Ô †•±§™o¶h±†™•

Four years aŸer its inception, DDR  devices remain protected against Rowhammer
attacks. Recent work shows that this protection is due to improved Target Row Refresh
(TRR) mechanisms inside commodity DDR  chips [ÔÞÞ, Ô—¥]. What remains unclear
is how these mechanisms manage to capture aggressor rows in advanced Rowhammer
patterns [  ,  Þ, Ô¥ ]. Our reverse-engineering ešorts show that signi•cantly longer
Rowhammer patterns are nowadays necessary to bypass these new protections. To
trigger Rowhammer bit žips, such patterns need to remain in-sync with thousands
of refresh commands, which is challenging. Our new Rowhammer attack, called
Phoenix, resynchronizes these long patterns as necessary to trigger the •rst DDR  bit
žips in devices with such advanced TRR protections.

Rowhammering DDR . In òýò¥, Zenhammer [Ô À] reported the •rst Rowhammer
bit žips on one of ten tested DDR  DIMMs. �ese initial DDR  results are surprising,
given that earlier work using similar patterns could trigger bit žips on ¥ý out of ¥ý

Ôçç
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DDR¥ DIMMs. An improved DRAM substrate could explain the increased resilience
of DDR  devices against Rowhammer, but recent work shows that the DDR  substrate
is similarly vulnerable to Rowhammer as DDR¥ devices [ÔÞÞ]. Another possibility
could be the introduction of the new Refresh Management (RFM) commands for
DDR  devices to give the device more time to perform internal mitigative refreshes,
but neither CPUs from Intel nor AMD send any RFM commands under Rowhammer
workloads [Ô—¥]. In the absence of RFM commands and improvements to the DRAM
substrate against Rowhammer, all indications point toward improved in-DRAM TRR
mechanisms in DDR  chips [ÔÞÞ].

TRR mechanisms in DDR . Our FPGA-based reverse engineering experiments
on DDR  devices from SK Hynix, currently the largest DRAM vendor [ââ, Ô— ],
reveal that compared to DDR¥ [  ,  Þ, Ô¥ ], these new TRR mechanisms change
their behavior over signi•cantly longer periods of activity Ð sometimes thousands
of refresh intervals. �is change makes it challenging to apply the state-of-the-art
reverse engineering technique that looks at individual activate commands due to this
signi•cant increase in TRR's state [ Þ]. Instead, we devised a new reverse-engineering
technique that allows studying the TRR behavior at the granularity of refresh intervals.
Using this technique, we can zoom-out to identify less frequently sampled refresh
intervals among many thousands of them, and thereaŸer, zoom-in to analyze the
precise TRR behavior at these speci•c intervals with previous techniques [ Þ, Ô¥ ].
�is approach enables us to study these new and more complex TRR mechanisms
in DDR  for the •rst time. Our results based on reverse engineering two particular
TRR mechanisms show that a signi•cant portion of activations in speci•c refresh
intervals are not accounted for by the TRR mechanisms.

Bypassing TRR mechanisms on DDR . We leverage our reverse-engineering results
to build Rowhammer patterns that evade the TRR mechanisms on these DDR 
devices. �ese carefully craŸed patterns, covering Ôò— and òâý— refresh intervals,
hammer particular activation slots in very speci•c refresh intervals only. As a result,
they evade the corrosponding TRR mechanisms. Furthermore, these patterns need
to be aligned with the right refresh command to be ešective, which we optimize
by hammering multiple banks simultaneously. We show that executing these new
complex patterns triggers bit žips on all Ôý SK Hynix DDR  RDIMMs in our test
pool. However, executing these patterns from commodity systems requires reliable
synchronization with the refresh command over thousands of refresh intervals.

Phoenix. We •nd that the state-of-the-art synchronization method [Ô À] misses
refresh commands regularly, making it unsuitable for ešective Rowhammer attacks
on DDR . We explore two techniques for a more ešective synchronization in the
design of Phoenix, the •rst system-level Rowhammer attack that bypasses advanced
TRR schemes deployed in DDR  devices. �e •rst technique aims to improve refresh
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detection by separating Rowhammer accesses and refresh synchronization accesses
into dišerent threads. Instead of improving refresh detection, the second technique
aims to detect a missed refresh and resynchronize the pattern accordingly. Our results
show that while the •rst technique improves the state of the art, it still fails to remain
synchronized for su›ciently long refresh intervals for Phoenix to trigger bit žips.
However, the second technique, which we refer to as self-correcting synchronization,
can keep Phoenix synchronized with refresh commands for entire refresh windows,
su›cient for our new patterns to trigger bit žips.

We evaluate Phoenix on Ô  DDR  UDIMMs produced between òýòÔ and òýò¥.
Phoenix triggers bit žips on all these devices in seconds. We also use Phoenix to craŸ
the •rst end-to-end DDR  page table exploit that succeeds in as little as ÔýÀ seconds.

Contributions. We make the following contributions:

· We reverse engineer two distinct TRR implementations in DDR  devices from
SK Hynix using a series of carefully craŸed experiments.

· We derive custom Rowhammer patterns that ešectively bypass TRR mecha-
nisms on these devices based on the insights from our reverse engineering.

· We present Phoenix, a new Rowhammer attack that leverages a new self-
correcting refresh synchronization mechanism to execute these new Rowham-
mer patterns.

· We show that Phoenix triggers bit žips on all Ô  DDR  devices in our test pool.
We use these bit žips to craŸ the •rst Rowhammer privilege escalation exploit
on a production DDR  system with default con•guration.

Responsible disclosure and open sourcing. We are in the process of disclosing
our •ndings to SK Hynix. We will open source Phoenix and the code for all the
experiments presented in this paper.

Þ.ò ™êu§ê†uë ™€ h„Z••u••u«

Although recent work shows that RFM is not deployed on recent CPUs with
DDR  [Ô—¥] and the hammer count is similar compared to DDR¥ despite ODECC,
there have been no reports of DDR  bit žips on recent DDR  devices. �is suggests
that the TRR mechanisms must have improved substantially. �is raises the funda-
mental question: are today's DDR  DRAM devices still vulnerable to Rowhammer?

We aim to understand how the newly deployed TRR mechanisms on DDR  devices
operate. Rigorously analyzing these mechanisms allows us to assess their ability to
prevent Rowhammer attacks. �is is our •rst challenge:
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TZf•u Þ.Ô:DDR  RDIMMs. For each DIMM of the major DRAM manufacturer
SK Hynix [ââ], we report its manufacturing date (Mf. Date); size; frequency
(Freq.); device width (Wd.); and DRAM geometry as number of ranks (RK),
bank groups (BG), banks per bank group (BA), and rows (R).

ID
Mf. Date
[Yr-Mth]

Size
[GiB]

Freq.
[MHz]

Wd.
[b]

Geometry
j(RK,BG,BA,R)

Hý òýòç-ý¥ â¥ ¥—ýý x¥ ò, —, ¥, òÔâ

HÔ òýòç-ý¥ â¥ ¥—ýý x¥ ò, —, ¥, òÔâ

Hò òýòç-ý¥ Ôâ ¥—ýý x— Ô, —, ¥, òÔâ

Hç òýòç-ý¥ â¥ ¥—ýý x¥ ò, —, ¥, òÔâ

H¥ òýòç-ýÞ çò ¥—ýý x— ò, —, ¥, òÔâ

H  òýòç-Ôý Ôâ ¥—ýý x— Ô, —, ¥, òÔâ

Hâ òýò¥-ýò Ôâ ¥—ýý x— Ô, —, ¥, òÔâ

HÞ òýò¥-ýò çò ¥—ýý x¥ Ô, —, ¥, òÔâ

H— òýò¥-ý  çò ¥—ýý x— ò, —, ¥, òÔâ

HÀ òýò¥-ý— çò ¥—ýý x— ò, —, ¥, òÔâ

Challenge Ô. Understand how in-DRAM TRR mechanisms on current DDR 
DIMMs operate.

In Section Þ.ç, we present the •rst analysis of TRR mechanisms on DDR  devices.
Due to the complexity of current TRR implementations, we devise a reverse en-
gineering methodology to look at the TRR behavior across t§u€†s rather than at
individualACTs. Our analysis covers two DIMMs from SK Hynix (Hò, Hâ in Table Þ.Ô),
currently the largest DRAM vendor [ââ, Ô— ]. �e results show that the state of their
TRR sampling mechanisms is large: the sampling occurs irregularly and repeats aŸer
hundreds (Hò) or even thousands (Hâ) of t§u€†s. Nevertheless, more experiments
expose less frequently sampled t§u€†s on both DIMMs, revealing opportunities to
hide activations from TRR.

Given these exploitable t§u€†s, our next goal is to build Rowhammer patterns that
can bypass TRR. �ese patterns also allow us to easily cross-test other devices from
the same vendor without having to reverse engineer their TRR mechanisms •rst.
�is motivates our second challenge:

Challenge ò. Leverage the insights from reverse engineered TRR mechanisms
to build ešective Rowhammer patterns.

In Section Þ.¥, we present our new TRR-avoiding Rowhammer patterns that are
fully compliant with the JEDEC DDR  timings [â ]. Our patterns are carefully de-
signed to only hammer in selected t§u€†s in patterns that consist of Ôò— (Hò) and
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F†•¶§u Þ.Ô:FPGA testing setup with heating infrastructure. �e Antmicro DDR  Tester
board [Ô—â] with the MaxWell FTòýý [Ô—Þ] PID controller and custom-size
DRAM heater pads.

òâý— (Hâ) t§u€†s. Our FPGA evaluation on Ôý RDIMMs shows that they are all vul-
nerable to these patterns and that these patterns are highly ešective in triggering bit
žips. However, requiring precise synchronization for thousands of refresh intervals
immediately raises concerns regarding their feasibility on commodity systems. Fur-
thermore, it is unclear if the same TRR mitigations deployed on RDIMMs are also
present on UDIMMs. �is leads to our last challenge:

Challenge ç. Ensure the new Rowhammer patterns remain synchronized over
thousands of refresh commands to trigger bit žips in a commodity system.

In Section Þ. , we show how our FPGA patterns can be ported to commodity
systems. Our analysis of the state-of-the-art refresh synchronization method shows
that it is unsuitable to stay synchronized with a large number of refresh commands. To
address this challenge, our new DDR  Rowhammer attack, called Phoenix, relies on
self-correcting refresh synchronization that realigns the pattern execution if it detects
missedREFs. Our evaluation in Section Þ.â using a commodity system with a default
con•guration shows that self-correcting refresh synchronization enables Phoenix to
successfully trigger bit žips on all Ô  SK Hynix UDIMMs from our test pool. We also
demonstrate the practical impact of Phoenix by craŸing the •rst end-to-end DDR 
page table exploit that succeeds in as little as ÔýÀ seconds.
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In òýò¥, Zenhammer [Ô À] reported the •rst Rowhammer bit žips on only one of
ten tested DDR  DIMMs, whereas earlier work [Ô¥ ] with similar patterns triggered
bit žips on all ¥ý tested DDR¥ DIMMs. �ese state-of-the-art fuzzers generate ac-
cess patterns that span at most Ôâ t§u€†s [Ô¥ , Ô À]. �is choice is motivated by the
assumption that TRR's internal sampling behavior repeats every Ôâ t§u€†s, which we
refer to as sampling period. Given that the susceptibility to Rowhammer (HCmin) is
similar between DDR¥ and DDR  DRAM [ÔÞÞ], we hypothesize that TRR in recent
DDR  devices may have increased the sampling period to make it harder to bypass
it. Determining this period is the •rst step in understanding how to craŸ a hammer
pattern. �is poses our •rst question:

Question Ô. AŸer how many t§u€†s does the sampling behavior of TRR repeat?

To answer this question, we •rst zoom out in Section Þ.ç.Ô: instead of tracking
individual ACTcommands, we pro•le TRR activity at refresh-interval granularity to
identify the sampling period. Once this period is known, we examine whether certain
t§u€† intervals inside it are sampled less oŸen than others. We call these sparsely
monitored regions light intervals. �is motivates our second question:

Question ò. Within one sampling period, which t§u€† intervals are sampled
least frequently by TRR?

Having pinpointed the light intervals within a sampling period, in Section Þ.ç.ò
we zoom in: we switch our focus to per-ACTgranularity, issuing controlled activation
sequences exclusively inside a chosen light interval. By observing which activations
TRR samples within such a t§u€† and which ones it overlooks, we test whether
aggressorACTscan be consistently placed in blind spots that TRR never observes.
�is brings us to our last research question:

Question ç. Inside a light interval, can activations be craŸed in a way that evade
TRR's per-ACT sampling?

Platform. For all our RDIMMs experiments, we use Antmicro's RDIMM DDR 
Tester [Ô——]. �is FPGA-based memory controller allows us to issue DRAM com-
mands and disable automatic refreshes. �e platform keeps a refresh counter of the
REFsissued since boot, which we use in our experiments. Although we initially
faced reliability issues, we resolved them by investing signi•cant debugging ešortÐ
including using a high-speed oscilloscope to •nd bugs in the FPGA's designÐso
the platform now operates stably for our studies. Additionally, we attach a ther-
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mocouple sensor with two heater pads around the DDR  RDIMM, and we use a
MaxWell FTòýý [Ô—Þ] PID controller to maintain a DRAM temperature of  ýXC
during our experiments.

Methodology. Similar to the methodology used by previous work on DDR¥ [ Þ], we
use retention errors as a side channel to infer if rows have been refreshed by TRR.
�is side-channel allows us to study the TRR behavior for a pro•led set of rows aŸer
executing a given experiment-speci•c DRAM payload. We implemented the same
approach as summarized in Section ò.ç.

Þ.ç.Ô Zooming Out On Hò

We address QÔ in this zooming-out stage of our reverse-engineering methodology,
We start with a candidate length of Ôâ t§u€† intervalsÐmatching the period assumed
by state-of-the-art fuzzersÐand incrementally increase this length until the sampling
period becomes evident. For each tested lengthN, we carefully craŸ a DRAM payload
spanning exactlyN consecutive t§u€† intervals and execute it following the U-TRR
methodology [ Þ].

DRAM payload. For a candidate lengthN, the payload spans overN consecutive
t§u€† intervals. Each interval is monitored by a distinct canary row, i.e., we needN
canaries in total. We perform double-sided hammering in each interval: we repeatedly
activate the two canary-adjacent rows above and below and then issue oneREFbefore
moving to the next interval. All canaries are retention-pro•led rows with similar
retention times as required by the retention-error side channel. �e resulting access
pattern, depicted in Figure Þ.ò-a is standard-compliant, i.e., follows the JEDEC DDR 
timing parameter [â ].

RecordingREFcounters. Once the payload has been executed, we check every canary
for retention errors. �e experiment is designed such that if a canary survives its
hammered t§u€† without any retention errors, we can assume that it must have been
refreshed by TRR. As the probability that our canary is target of its periodic refresh
is negligibly small (once per t§u€ë, i.e., Ô~—ÔÀòREFs), we can safely assume that
survived canaries were always refreshed by TRR. For each experiment, we record the
REFcounter immediately aŸer the interval. A single run therefore yields a set ofREF
counter values identifying the TRR-sampled t§u€†s.

Analyzing REFcounters. For each candidate periodN, we repeat the experiment for
ò  times. AŸer every run, we take each recordedREFcounter moduloN and map all
observations into anN-slot histogram. IfN matches TRR's true sampling period, the
histogram should reveal a stable pattern: certain t§u€† intervals collect many samples
(i.e., are frequently monitored) while others are sampled less oŸen (light intervals).
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F†•¶§u Þ.ò:Experiments on Hò. We illustrate the two experiments we perform on DIMM
Hò to reverse-engineer the TRR mechanism.

We note that if our candidate periodM is larger than the true sampling periodN,
we expect to see a repeating pattern.

Results. We perform the experiment for every candidateN from Ôâ to ò â and
present the casesN > ˜çò,â¥,Ôò—,ò â• in this order in Figure Þ.ç. �e •rst two
cases, already covering up to four times more than the Ôâ-t§u€† window assumed by
current fuzzers [Ô¥ , Ô À], show no visible regularity. A clear structure appears only
at N � Ôò—: where a clear recurring pattern of four blocks becomes visible. Doubling
the candidate lengthN to ò â, lets the same pattern reappear in the upper Ôò—-t§u€†
slice (Ôò—� ò  ), con•rming that it repeats every Ôò— t§u€† intervals. �is answers QÔ
and is our •rst observation:

Observation (OÔ). TRR on Hò operates with a sampling period of Ôò— t§u€†
intervals.

Þ.ç.ò Zooming In On Hò

To gain a deeper understanding of TRR's sampling strategy, we must study how sam-
pling works within the Ôò—-t§u€† sampling period (Figure Þ.¥). In the •rst â¥ t§u€†s,
no consistent sampling pattern is observable. �e last â¥ t§u€†s, however, exhibit a
pronounced regularity: in every group of four consecutive refresh intervals, TRR
samples most in the fourth interval, less in the third, and almost never in the •rst two
intervals. We focus on these •rst two lightly sampled t§u€†s (see Figure Þ.¥), of which
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F†•¶§u Þ.ç:Zooming out. �e result of brute-forcing the TRR sampling period over çò,
â¥, Ôò—, and ò â t§u€†s, presented using a bin size of ò. We show how oŸen
every refresh interval (x-axis) is targeted by TRR over ò  experiment repetitions
(y-axis). We can see a repeating sampling behavior in the ò â t§u€†s plot.

there are çò in total. �eir low sampling probability makes them an attractive target
for hammering aggressor rows. However, before hammering, we need to understand
sampling in these intervals better as TRR still samples these intervals occasionally. We
now zoom in on each lightly sampled t§u€† and pro•le its behavior atACTgranularity.
�e goal of this •ne-grained analysis is to pinpoint the exact activation slots that TRR
samples in this speci•c interval. Investigating this, will answer Qç.

F†•¶§u Þ.¥:Zooming in: lightly sampled intervals. We focus on the last â¥ t§u€†s (blue)
of the Ôò—-t§u€† period determined in Figure Þ.ç. �is region contains intervals
where fewer TRRs happen. We study these lightly sampled intervals (red dots)
to identify how oŸen TRR samples them.

Pro•ling ACTs. To measure TRR's per-activation sampling across all lightly sampled
intervals, we craŸ a DRAM payload that spans over a whole Ôò—-t§u€† period. �is
payload is illustrated in Figure Þ.ò-b.
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Prior to the experiment execution, we issueREFcommands until the internal
refresh counter is aligned with the start of the sampling period, so the çò lightly
sampled t§u€†s appear at identical ošsets in every run. We issue  ÀACTsin each
light interval to the rows adjacent to a •xed set of  À canaries that we have pro•led
before. �us, every light interval activates the same aggressors in the same order. �e
remaining Àâ intervals are •lled with continuous hammering of a double-sided, •xed
decoy aggressor pair. By monitoring which canaries TRR refreshes, we reveal the
exact activation slots inside each light interval that are sampled by TRR.

Results. We execute the Ôò—-t§u€† payload Ôýý times and, for every activation slot
ˆý± —•, record how oŸen the corresponding canary is refreshed. Dividing these
counts by Ôýý yields the empirical refresh probability per slot. Each run also issues
Ôò—REFcommands from the regular refresh schedule, andÐbecause TRR samples
lightly sampled intervals only infrequentlyÐrefreshes from this schedule introduce a
non-negligible bias. With a refresh window of —ÔÀòREFcommands, the chance that a
slot is refreshed by the regular schedule in a single run is Ô~—ÔÀò� ý.ýÔò %. Over Ôýý
runs this baseline accumulates to Ô � ˆÔ � Ô~—ÔÀò•Ôýý� Ô.ò %.

We subtract this Ô.ò % baseline from the measured probabilities to isolate TRR's
contribution. �e data reveal a single, pronounced spike at slot  — (Figure Þ. ), sug-
gesting that TRR almost exclusively samples the lastACTissued before the nextREF
while ignoring earlier activations within a lightly sampled interval.

Observation (Oò). In lightly sampled intervals, TRR samples the last issuedACT
before the next REF.

We now know which t§u€†s in the Ôò—-t§u€† sampling period are rarely sampled by
TRR. We also know which activation slots to avoidÐor •ll with decoysÐshould those
intervals be sampled. With this information, we can build ešective TRR-bypassing
patterns for Hò, which we present in Section Þ.¥.

F†•¶§u Þ. :Zooming in: ACT-based analysis. We show for each possible activation slot
(x-axis) inside the lightly sampled t§u€† intervals (y-axis), the probability that
TRR samples it. We can see that the last slot ( —) is sampled signi•cantly more
oŸen than the others, which is why we avoid hammering it.
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Þ.ç.ç Generalization & Summary

Our results raise the question if our observations also apply to other DIMMs (i.e.,
models) from the same vendor. Answering this can help to assess if deployed TRR
implementations are the same across dišerent DIMMs, which would mean that
they are also vulnerable to the same Rowhammer patterns. To this end, we applied
the same methodology on Hâ from SK Hynix (Table Þ. ) and found that the TRR
implementation is dišerent. We refer to Appendix D.ò for the details of our •ndings,
which we summarize in Table Þ.ò. As we will show later (Section Þ.¥.ç), the TRR
implementations of these two DIMMs already cover all our ten DDR  RDIMMs.

In the next section (Section Þ.¥), we will use these •ndings to build custom Rowham-
mer patterns that bypass the TRR mechanism. To better understand the time con-
straints and device vulnerability when hammering these patterns, we determine
following the refresh window (t§u€ë) size and the minimum hammer count of our
two DDR  DIMMs.

TZf•u Þ.ò:Summary: reverse engineering. We summarize the key •ndings from our DDR 
reverse-engineering experiments. We report the sampling period, the HCmin
over all tested rows, and the measured refresh window size.

SK Hynix Hò SK Hynix Hâ

Sampling Period [t§u€†] Ôò— òâý—

tREFW Size [t§u€†s] ÔÔý ¥ Ôâ —ò

HCmin [min/max/avg] ( â.â / Ô ý.¥ / Ôý .Ô) K (òÀ.ç / Þý.ç /  Ô.¥) K

tREFW Size. Previous work [ Þ, §â.Ô.ç] showed that the t§u€ë size of one of the
devices is smaller than half of the typically assumed size (i.e., —ÔÀòREFs). We replicate
this experiment on our DIMMs and •nd that the t§u€ë size is ÔÔ ý ¥ and Ôâ  —ò
REFsfor DIMMs Hò and Hâ, respectively. �is is Ô.ç� and ò.ý� more than commonly
assumed, which is to the bene•t of the attacker as it allows hammering for longer
before the targeted row is refreshed.

Observation (Oç). �e periodic row refresh of Hò and Hâ is Ô.ç� and ò.ý� larger
than —ÔÀò REFs (t§u€ë), respectively.

HCmin . We determine the minimum hammer count (HCmin) of our two DIMMs over
four data patterns (0x0, 0xff , 0x33, 0xcc) following the existing methodology [¥—].
We report in Table Þ.ò the minimum, maximum, and average combined over all four
patterns. �e minimum is about in the same range as the minimum numbers reported
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for dišerent DDR¥ DIMMs, between òý K and —ý K [¥—]. Given these results and
previousÐlargely unsuccessfulÐattempts to trigger bit žips on DDR  DIMMs [Ô À,
ÔÞÞ], we conclude that deployed TRR mitigations must have become stronger.

Observation (O¥). �e HCmin of our DIMMs, H ò and Hâ, is in the same range
as for modern DDR¥ devices.

Þ.¥ fí£Z««†•• ±§§ €§™“ ±„u €£•Z

Based on the insights from Section Þ.ç, we now build memory access patterns that
defeat TRR. Section Þ.¥.Ô introduces two patterns,PÔò—andPòâý—, based on the reverse-
engineered DIMMs, Hò and Hâ. Section Þ.¥.ò characterizes these patterns, laying the
groundwork for running them on commodity systems. Section Þ.¥.ç evaluates the
patterns across all our SK Hynix RDIMMs, demonstrating that every tested device is
vulnerable.

Experimental Setup. During all experiments and while hammering, the memory
controller issues oneREFcommand every t§u€† (ç.À½s). All access patterns respect the
JEDEC DDR  timing constraints [â ]. Before each run, aggressor rows are initialized
with random data and their corresponding victim rows with the bitwise inverse.

Þ.¥.Ô Rowhammer Patterns

Both patterns combine two interval types revealed by the reverse-engineering analysis
in Section Þ.ç. In a light interval, we hammer the aggressor pair for nearly the entire
t§u€†. Immediately before the nextREF, we issue a decoy access as TRR appears to
focus its sampling on the last activation (Section Þ.ç.ò). In all other intervals, we
hammer a •xed double-sided decoy row pair.

PatternPÔò—(Hò). We showed that every Ôò— t§u€†s contain a â¥-t§u€† period with çò
lightly sampled intervals (Section Þ.ç.Ô). �e patternPÔò—aligns with this sequence: the
four-interval block is executed Ôâ times to cover the â¥-t§u€† window. �e remaining
â¥ t§u€†s are sampled more frequently, and therefore, we access only a •xed decoy
pair. �e pattern is visualized in Figure Þ.â and described in Algorithm ç.

PatternPòâý—(Hâ). �e pattern Pòâý—takes the same approach asPÔò—to hammer in
lightly sampled intervals only. However, because of its longer pattern lengthÐòâý—
t§u€†s Ðthe pattern's structure is more complex. �e pattern is described in detail as
pseudocode in Algorithm ¥.
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F†•¶§u Þ.â: Hammering pattern for DIMM Hò.

Algorithm ç: SK Hynix pattern (Hò), Ôò— t§u€†s.

Ô for i � Ô . . . Ôâ do P â¥ t§u€†s
ò HZ““u§ Ru€(decoys, ¥ t§u€†)
ç for i � Ô . . . Ôâ do P â¥ t§u€†s
¥ HZ““u§ Ru€(aggressors, ò t§u€†)
  HZ““u§ Ru€(decoys, ò t§u€†)

Þ.¥.ò Pattern Characterization

As shown in Section Þ.ç.Ô, TRR does not sample every t§u€† interval in the same
way. Our Rowhammer patterns therefore are ešective only at speci•c refresh-counter
ošsets. On an FPGA, we can issue extraREFcommands to align the counter with the
ošset before hammering the pattern. A commodity CPU lacks this capability, so we
enumerate all vulnerable ošsets to estimate the probability that a run starting at an
arbitrary REF lands at a vulnerable ošset.

Vulnerable ošsets. To identify the refresh-alignment ošsets at which a pattern
triggers bit žips, we scan the entire refresh counter range modulo the pattern length.
At each ošset, we hammer up to Ôýò¥ rows in the current bank and stop as soon as a
bit žip is observed; if any bit žips, we record the ošset as vulnerable and advance to

Algorithm ¥: SK Hynix pattern (Hâ), òâý— t§u€†s.

Ô for k � Ô . . . — do P Ôò—— t§u€†s
ò for j � Ô . . .   do
ç HZ““u§ Ru€(decoys,   t§u€†)HZ““u§ Ru€(aggressors, ç t§u€†) P light interval

HZ““u§ Ru€(decoys, ò¥ t§u€†)
¥ HZ““u§ Ru€(decoys, Ô t§u€†) P shiŸ aŸer Ôâý t§u€†s
  HZ““u§ Ru€(decoys, Ôâ t§u€†) for k � Ô . . . — do P Ôò—— t§u€†s
â for j � Ô . . .   do
Þ HZ““u§ Ru€(decoys, òÔ t§u€†)HZ““u§ Ru€(aggressors, ç t§u€†) P light interval

HZ““u§ Ru€(decoys, — t§u€†)
— HZ““u§ Ru€(decoys, Ô t§u€†) P shiŸ aŸer Ôâý t§u€†s
À HZ““u§ Ru€(decoys, Ôâ t§u€†)
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the next one. �is procedure is repeated for every bank to check whether the set of
vulnerable ošsets is bank-speci•c or shared.

Results. Sweeping all Ôò—REFošsets on Hò with PÔò—and all òâý— ošsets on Hâ with
Pòâý—yields two insights. First, vulnerable alignments are sparse: ò of Ôò— for Hò and
Àò of òâý— for Hâ. Second, the same ošsets recur in every bank. Table Þ.ç summarizes
the counts and the probability to hit a vulnerable refresh alignment.

Observation (O ). PÔò—has ò / Ôò— vulnerableREFošsets (i.e., Ô. â %), while
Pòâý—has Àò / òâý— (i.e., ç. ç %); in both cases, the same ošsets recur in every
bank.

TZf•u Þ.ç:Pattern characteristic: refresh alignment. For each pattern, we report the
number of vulnerable refresh alignment ošsets; and the probability to start
hammering at one of them both without and with our pattern optimization.

PÔò—(Hò) Pòâý—(Hâ)

jVulnerable Refresh Ošsets ò / Ôò— Àò / òâý—

Hit Probability [%] Ô. â ç. ç

Hit Probability Optim. [%] ò¥.Àâ  â.¥—

Pattern optimizations. As our patterns need to be aligned to certain vulnerable
REFošsets, we optimize the pattern execution to increase the chance of hitting a
vulnerable ošset. In essence, we run four shiŸed instances of the pattern on each of
four banks in parallel, thus increasing the success chance by a factor of Ôâ. �is is
illustrated in Figure Þ.Þ and explained more detailed in Appendix D.ç.

Observation (Oâ). We can increase the chance of hitting a vulnerableREFošset
by running four shiŸed instances of the pattern in parallel on each of the four
banks.

Activation rate vs. hammer duration. Besides the refresh alignment, our hammering
pattern's ešectiveness is limited by the number of activation commands we can issue
to aggressors in a t§u€†. Commodity CPUs may achieve a lower activation rate than
FPGAs because of the cache-žushing overhead and memory-controller scheduling.
�erefore, we want to estimate how much slack our patterns permit by reducing the
number of aggressor ACTs per t§u€†.

We sweep over Ôýò¥ victim rows in a randomly selected bank at a refresh alignment
previously identi•ed as vulnerable. Within each hammered t§u€†, we issue çý, ¥ý, or
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F†•¶§u Þ.Þ:Optimized PÔò—pattern. We hammer four shiŸed pattern instances on each of
four banks in parallel to increase the chance of hitting a vulnerableREFošset
by a factor of Ôâ.

 ý ACTsto the aggressor rows; and •ll the remaining slots of the  ÀACTs/t§u€† with
decoy accesses, whereas non-hammered t§u€†s contain only decoys. �e pattern is
applied for one to •ve consecutive t§u€ës since Section Þ.ç.ç shows that rows are
refreshed less oŸen than once per t§u€ë.

Results. Figure Þ.— shows the share of rows that incur at least one bit žip when we ham-
merPÔò—on Hò andPòâý—on Hâ, sweeping the activation budget (çý± ýACTs/t§u€†)
and the hammering duration (Ô±  t§u€ës) over Ôýò¥ victim rows in a randomly se-
lected bank. Even with a slack of almost  ý % in the activation budget (çýACTs/t§u€†),

F†•¶§u Þ.—:Activation rate vs. hammering duration. We show for dišerent activation
budgets (ACTs/t§u€†) and hammering durations (jt§u€ës), the share of rows
(%) with at least one bit žip.

both patterns still žip rows: aŸer •ve t§u€ës, òç.  % of the rows žip on Hò and ¥¥.ò %
on Hâ. Raising the budget to ¥ýACTs/t§u€† markedly increases the success rate: three
t§u€ës already žip —À.— % (Hò) and ÀÔ.ò % (Hâ) of the rows, and four t§u€ës exceed
Àç % for both devices. At the highest budget,  ýACTs/t§u€†, nearly all rows žip within
two t§u€ës and full (Ôýý %) row coverage is achieved aŸer three t§u€ës. Given these
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results, we will focus in future experiments on the more e›cient range, i.e., between
¥ý and  ý ACTs/t§u€†.

Observation (OÞ). Even with a reduced activation budget of çý±¥ýACTs/t§u€†,
bothPÔò—on Hò andPòâý—on Hâ induce bit žips when the pattern is synchro-
nized to a vulnerable REF ošset and executed for several consecutive t§u€ës.

Discussion. We attribute the continuing rise of žipped rows across successive t§u€ës
to two ešects. First, a row is most vulnerable when hammering starts immediately aŸer
its periodic refresh, providing the longest time to hammer; extending the hammering
duration makes it increasingly likely that every row eventually encounters this worst-
case point in the refresh cycle. Second, ODECC does not write back corrected data
to DRAM when reading from memory. A bit that žips in one t§u€ë physically still
persists in the next one. If a second bit žips in the same ECC word, the scheme's
single-bit error-correction capability is exhausted and the error becomes visible at
the memory controller.

Observation (O—). Bit žips can accumulate over hammering multiple t§u€ës
before they become visible.

Þ.¥.ç Cross-Device Evaluation

We apply our two custom Rowhammer patterns to the SK Hynix DDR  RDIMMs
listed in Table Þ.Ô. For every module, we rerun the vulnerable ošset experiment
for each pattern to determine whether the module is susceptible to one or both
patterns. Any DIMM that exhibits at least one vulnerable ošset is then tested for its
ešectiveness: starting from an identi•ed ošset, we sweep Ôýò¥ randomly chosen rows
and record how many experience at least one bit žip. We hammer the aggressor rows
for  ý ACTs/t§u€†, while varying the hammering duration for one to •ve t§u€ës.

Results. Table Þ.¥ summarizes the cross-device evaluation. Every DIMM responds
to exactly one of the two patterns:PÔò—triggers bit žips on seven modules, whereas
Pòâý—is ešective on the remaining three. When the selected pattern is aligned with a
vulnerableREFošset and executed at  ýACTs/t§u€†, it reaches near-complete coverage
in just a few refresh windows: aŸer three t§u€ës, eight of the ten modules already
show bit žips in at least ÀÞ.ç % of the Ôýò¥ probed rows. Extending the hammering
to •ve t§u€ës raises the minimum coverage to Àç % across all modules, with seven
modules achieving Ôýý %.

�ese results reveal that SK Hynix deploys, at most, two functionally distinct TRR
implementations in the DDR  generation from òýòÔ to òýò¥ (see Table Þ.Ô). �us,
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TZf•u Þ.¥:DDR  RDIMMs: pattern coverage and ešectiveness.
For each DIMM, we report the average HCmin and
the percentage of rows with at least one bit žip when
hammering the pattern for one up to •ve refresh win-
dows (t§u€ës).

ID HCmin

[xÔýýý]

Patterns t§u€ës / Flipped Rows [%]

PÔò— Pòâý— Ô ò ç ¥  

Hý Ôý—.¥ 3 7 â.¥ âç.Þ —â.ò À .Ô Àâ.â

HÔ ÀÀ.ò 3 7 Ôç.â —â.â À—.À ÀÀ.— Ôýý.ý

Hò Ôý .Ô 3 7 òò.  Àò.Ô ÀÀ.À Ôýý.ý Ôýý.ý

Hç À—.ç 3 7 ÔÀ.ò Àç.ç ÀÀ.À Ôýý.ý Ôýý.ý

H¥ ÔÔ¥.ý 3 7 ¥.À  ç.â ÞÞ.Ô ——.â Àç.ý

H   Ô.â 7 3 Ôç.ç —ò.¥ ÀÀ.ç ÀÀ.À Ôýý.ý

Hâ  Ô.¥ 7 3 Ô—.  —ý.ç Ôýý.ý Ôýý.ý Ôýý.ý

HÞ Àç.â 3 7 òÔ ÀÔ.¥ ÀÀ.¥ ÀÀ.Þ Ôýý.ý

H— Ôý¥.¥ 3 7 Ô¥.¥ —â.ç À—.ò ÀÀ.â ÀÀ.—

HÀ  ò.Þ 7 3 ç.â âç.À ÀÞ.ç ÀÀ.À Ôýý.ý

Pattern PÔò—originates from DIMM Hò and Pòâý—from DIMM H â.

reverse engineering only a handful of modules is su›cient to craŸ patterns that
generalize to the entire product line.

Observation (OÀ). All our Ôý SK Hynix RDIMMs share the same TRR mitigation
as Hò (Þ�) and Hâ (ç�).

Relation to HCmin . We determine the HCmin of our RDIMMs, in the same way as
we already did in Section Þ.ç.ç for DIMMs Hò and Hâ. �e result in Table Þ.¥ reveals
that there is a connection between the pattern's length (i.e., TRR implementation)
and the HCmin of the DIMMs. Devices with a hammer count lower than  Ô.¥ K (i.e.,
H  , Hâ, HÀ) trigger bit žips only with the longerPòâý—pattern, whereas those with a
hammer count of at least Àç.â K are vulnerable to the shorter PÔò—pattern.

Observation (OÔý). DIMMs with a lower avg. HCmin require longer patterns
to bypass TRR, whereas DIMMs with a higher avg. HCmin can be attacked with
shorter patterns.
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In our FPGA-based evaluation, we had full control over the DRAM commands and
as such the DRAM device. A key novelty of our patterns is that they are longer and
need to be repeated over many thousands of refresh intervals. �is is crucial to bypass
TRR as missing aREFwill lead to hammering our aggressors too late and erroneously
detecting aREFwill lead to hammering them too early. Unlike on the FPGA, where
we can control theREFcommands to synchronize, on commodity systems we have
no control over whenREFsare issued and need to detectREFsto synchronize our
pattern execution with them.

Assumption. REF command control to synchronize the pattern execution.

To eliminate this assumption, we de•ne the requirements of the refresh synchro-
nization method (Section Þ. .Ô) and evaluate the state-of-the-art method by Zenham-
mer (Section Þ. .ò). As this method cannot satisfy our requirements, we propose
two novel methods to improve the reliability of detectingREFs(Section Þ. .ç) and to
self-correct the pattern's execution whenever we lose synchronization (Section Þ. .¥).

Platform. All our system-level experiments are run on an AMD Zen ¥ (RÞ ÞÞýýX)
system running on Ubuntu òý.ý¥ with GNU/Linux kernel  .Ô .ý-Þâ.

Oscilloscope. We analyze our experiments using an oscilloscope platform capable
of capturing and decoding the DDR  protocol [Ô—¥]. �is setup is based on a DDR 
interposer sitting in between the memory controller and the DIMM, and a soŸware
pipeline for decoding the captured traces. Equipped with this, we can precisely study
whenREFshappen to assess the quality of ourREFsynchronization method and
correctness of our hammering pattern.

Þ. .Ô Requirements Analysis

Our patterns rely on precise synchronization withREFcommands to ensure ham-
mering speci•c t§u€†s only. �is requirement is not new as previous work [ç , çâ,
Ô¥ , Ô À] already employed synchronization. However, they synchronized the pattern
once per pattern hammering repetition only [Ô¥ ], which we veri•ed is insu›cient
to trigger any bit žips on DDR .

As we must synchronize with every t§u€†, we need to synchronizen times more
oŸen than existing work for a pattern ofn t§u€†s. Because our patterns are also
signi•cantly longer, the ratio between hammering and syncing within these patterns
became smaller, this means that overall we need to synchronize for longer. Addition-
ally, due to t§u€† being halved on DDR  (compared to DDR¥), it takes twice as long
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to reach the sameHC. �erefore, we need a synchronization method that detects
REFswith high reliability. Before evaluating the existing method, we analyze for how
long our pattern needs to stay in sync.

We want to answer the question how many t§u€†s do we need to stay in sync when
hammering our pattern to trigger any bit žips? For the calculation, we consider thePÔò—

pattern and the average HCmin of Ôýç.ç K, based on the three DIMMs vulnerable to
this pattern (Section Þ.¥.ç). As we visualize in Figure Þ.À, we need an activation rate of
at least  ýACTs/t§u€† to reach the average HCmin within a t§u€ë (i.e., —ÔÀòREFs). �e
HCmin is based on our devices vulnerable toPÔò—(see Section Þ.¥.ç). To the attacker's
bene•t, we determined earlier (Section Þ.ç.ç) that the t§u€ë is actually ÔÔý ¥REFs.
�is means, we could hammer for longer with a lower rate (� ç—ACTs/REF) to reach
the same average HCmin. �is trade-oš provides žexibility, for example, if increasing
the activation rate leads to more missedREFsfor a given refresh synchronization
method. We will explore next if the state-of-the-art refresh synchronization method
meets our minimum requirements.

F†•¶§u Þ.À:Required jt§u€†s in sync for patternPÔò—. We show the hammer count (y-
axis) achievable with a number of t§u€†s in sync (x-axis). Each line represents
a dišerent activation rate (ACTsper t§u€†). �e HCmin values are based on
the three DIMMs vulnerable toPÔò—, see Section Þ.¥.ç. We show the t§u€ë
according to the standard (—ÔÀò) and as measured (ÔÔý ¥) in Section Þ.ç.ç.

Þ. .ò Zenhammer Refresh Synchronization

Our goal is to evaluate how well the state-of-the-art Zenhammer [Ô À] refresh syn-
chronization works and if it allows us to stay in sync su›ciently long to trigger bit
žips. Zenhammer's continuous and non-repeating refresh synchronization method
employs precise timing measurements with multiple rows to eliminate ªblind spotsº
and avoid cache žushes.
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Experiment. We integrate Zenhammer's synchronization method into the code of
our Hò hammering pattern and use it to synchronize with everyREF. To facilitate
the analysis, we access two speci•c marker rows whenever we detect aREF. We run
the hammering code on our test platform and capture  ý traces of each òms(i.e.,
around ò  K t§u€†s) with our oscilloscope. As we found that we need an activation
rate between ¥ý and  ý to reach the average HCmin before a row gets periodically
refreshed, we repeat the experiment with both activation rates.

Results. In Figure Þ.Ôý, we show the probability of staying in sync (y-axis) over time,
expressed as hammer count (x-axis), for both activation rates in dišerent subplots.

We can see that, with neither ¥ý nor  ý activations per t§u€†, the Zenhammer
refresh synchronization is reliable enough to stay in sync for the necessary time to
reach the average HCmin of our DIMMs vulnerable toPÔò—. In the best case (¥ý
ACTs/t§u€†), where the error probability is the lowest, we can reach aHC of ç  —¥ý,
   ý¥ý, and Þò Àâý, before the probability of staying in sync drops below Ô %, ý.ýÔ %,
and ý.ýýÔ %, respectively. Given the survival probabilityp of ý.ýýýÔâÀ % to reach
the average HCmin of Ôýç.ç K, we would need to repeat hammering the pattern for
around  ÀÔ.Þ K times to succeed once, which makes the attack practically infeasible.

Observation (OÔÔ). �e state-of-the-art refresh synchronization method is
insu›cient to keep in sync with refreshes for long enough to reach the HCmin
of vulnerable rows.

F†•¶§u Þ.Ôý:Comparison of refresh synchronization methods. We compare Zenhammer's
synchronization against a multi-threaded variant of it, and our self-correcting
synchronization. We show for two activation rates, the probability of reaching a
hammer count (x-axis) given the synchronization's methods error rate (legend).
We omit line markers where the probability is below ý.ýýÔ %.
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Directions. Our analysis of many DRAM traces with Zenhammer's refresh synchro-
nization revealed that the most common reason for losing synchronization is because
of missing just a singleREF. If this happens, we hammer the pattern's intervali , al-
though we should have skipped one interval, i.e., hammer the intervali � Ô to not get
sampled by TRR. �erefore, our goal is to optimize the synchronization method for
this single-missedREFcase. To tackle this, we came up with two possible directions:
(i) improving the reliability of detectingREFsand (ii) realigning the pattern's execu-
tion whenever a missedREFis detected. We consider both directions: we propose a
new multi-threaded variant of Zenhammer's refresh synchronization (Section Þ. .ç)
and a new self-correcting synchronization method (Section Þ. .¥).

Þ. .ç Multi-�readed Refresh Synchronization

In this section, we present a multi-threaded variant of Zenhammer's refresh syn-
chronization method [Ô À], aiming to improve the reliability of detectingREFs. �is
is motivated by the assumption that single-threaded refresh synchronization will
inevitably miss aREFat some point. Missing aREFcan be caused by, for example,
system events such as receiving an interrupt or being preempted by the kernel. �e
synchronization detection itself can also fail, for example, if another process accesses
the same bank as the one used for synchronization. We propose to separate activa-
tions used for hammering from those for synchronizing to increase the reliability of
detectingREFs. �erefore, our multi-threaded refresh synchronization uses several
synchronization threads that work in parallel on dišerent banks and dišerent cores.

Approach. We use three threads, each pinned to a dišerent core and solely responsible
for detecting refreshes. A fourth, main thread hammers in the pattern's respective
intervals and thereaŸer, checks if the synchronization threads detected aREF. If two
out of three threads detected aREFwithin ý.Ôò½s(ç % of t§u€†) of each other, we
consider the REF as genuine and continue with the pattern's execution.

Results. Figure Þ.Ôý shows the result of our multi-threaded refresh synchronization
method. We can see that for ¥ýACTs/t§u€†, the error probability is similar to Zen-
hammer (ý.ÔòÀ % vs ý.Ôò  %). For the case of  ýACTs/t§u€†, the error probability is by
ý.ýçÀ percentage points lower but still higher than the best case with the Zenhammer
method. Given this, we conclude that the refresh synchronization method is not
practical to reach the average HCmin.

Observation (OÔò). Multi-threaded refresh synchronization only slightly im-
proves the reliability compared to the state-of-the-art method and only at a
higher activation rate.
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Þ. .¥ Self-Correcting Refresh Synchronization

Orthogonal to making the synchronization more reliable, we came up with a com-
pletely dišerent approach: self-correcting refresh synchronization. �e idea is that
instead of trying to avoid missingREFs, which seems to be unrealistic to achieve
in practice, we accept that we will miss someREFsand instead adjust the pattern
execution whenever aREFis missed. �e implementation is simple as we already
retrieve a timestamp during synchronization that we can use for detecting one or
multiple missed REFs.

Approach. Our approach for self-correcting refresh synchronization is illustrated
in Figure Þ.ÔÔ: we show how a perfect refresh synchronization would execute the
pattern (a), compared to the naive refresh synchronization (b), and our novel self-
correcting refresh synchronization (c). AŸer detecting aREF, we compare therdtscp

F†•¶§u Þ.ÔÔ:Self-correcting refresh synchronization. �e ideal pattern execution where
eachREFis correctly detected (a) is compared to the execution if oneREFis
missed (b-c). In the naive synchronization case (b), the execution is continued
and remains out of sync, causing the aggressors to be sampled by TRR. With
our self-correcting approach (c), we detect the missedREFand skip one or
multiple t§u€†s to restore the synchronization.

timestamp of the last detectedREFwith the current timestamp. Based on the dišerence,
we check if we missed anyREFs, and if so, how many refresh intervals of the pattern
we need to skip to realign the execution. To optimize for the most common case of
missing a singleREFonly, we choose the threshold in a way that we avoid false positives
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despiteREFssometimes being slightly delayed. For example, given a threshold of
  .  ½s(i.e., Ô.¥� t§u€†), a smaller timestamp dišerence will be considered as no missed
REF and a larger one as one missed REF.

Evaluation. We repeat the same experiment (Section Þ. .ò) using our self-correcting
refresh synchronization method. We take  ý traces (each òms) for each activation
rate using our scope.

�e result is shown in Figure Þ.Ôý. We found that the self-correcting refresh syn-
chronization method makes the overall pattern execution signi•cantly more reliable.
From the À and  — missedREFsfor ¥ý and  ý ACTs/t§u€†, respectively, all of them
were detected correctly, and the pattern execution was realigned. �is allows us to
stay in sync for many thousands of t§u€†s, thus easily reaching the average HCmin
of our DIMMs. As we show later in Section Þ.â, our novel self-correcting refresh
synchronization method enables us for the •rst time to trigger bit žips on modern
DDR  DIMMs from commodity systems.

Observation (OÔç). Self-correcting refresh synchronization allows us to stay in
sync for many thousands of t§u€†s, su›cient to reach the average HCmin of
vulnerable rows.

Þ.â uêZ•¶Z±†™•

In this section, we evaluate Phoenix by answering the following three questions:

Ô.How widely applicable are our patterns across dišerent DDR  UDIMMs from
SK Hynix (Section Þ.â.Ô)?

ò. Can our patterns trigger exploitable bit žips on DDR  DIMMs that would
enable existing attacks (Section Þ.â.ò)?

ç. Is it possible to build an end-to-end Rowhammer exploit on DDR  DRAM
with our patterns (Section Þ.â.ç)?

Experimental Setup We evaluate our patterns and the end-to-end attack on an AMD
Zen ¥ (RÞ ÞÞýýX) system with Ubuntu (GNU/Linux  .Ô .ý-ÔÔÀ) and default BIOS
settings. We use the UDIMMs listed in Table Þ. . Testing these DIMMs with the
state-of-the-art Rowhammer fuzzer, Zenhammer [Ô À], did not show any bit žip.
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Þ.â.Ô Pattern Coverage & Ešectiveness

We evaluate on how many of our DDR  UDIMMs our craŸed patterns are ešective
and how many bit žips they can trigger. �is can show us if the TRR mitigations
deployed on RDIMMs and UDIMMs are the same. As our UDIMM test pool covers
devices with manufacturing dates between end of òýòÔ and end of òýò¥, it will also
show us if the mitigation changed over time.

Methodology. For each DIMM, we •rst determine which of the two patterns,PÔò—or
Pòâý—, are ešective in bypassing TRR. We then follow the methodology from previous
work [  , Ô¥ ] and sweep the ešective pattern over the row-equivalent of ò âMB of
physically contiguous memory and record the number of bit žips. While sweeping,
we hammer each row for one second, i.e., for more than Ô  t§u€ës.

Results. �e results of our pattern sweep is presented in Table Þ. . For each DIMM, we
report the ešective pattern, and for this pattern, the number of one-to-zero (Ô) ý) and
zero-to-one (ý ) Ô) bit žips. Similar as in our FPGA-based evaluation (Section Þ.¥.ç),
we •nd that every DIMM is vulnerable to exactly one of the two patterns only:PÔò—

(—� ) or Pòâý—(Þ� ). PatternPÔò—with Ôç ý ý bit žips on average, is around ò.âò� more
ešective than thePòâý—pattern with ¥À—À bit žips on average. We will see next how
these bits žips ašect the attack time of existing Rowhammer end-to-end attacks.

Þ.â.ò Exploitation Analysis

We now show that the bit žips produced by our patterns enable existing Rowhammer
attacks on DDR  DIMMs by analyzing their exploitability.

Attacks. For this analysis, we consider three existing Rowhammer attacks target-
ing (i) PTEs (page table entries) to craŸ a memory read/write primitive [—ç];
(ii) RSA-òý¥— keys of a co-located VM to break SSH authentication [Ô¥ ]; and (iii) the
sudo binary to escalate local privileges to the root user [Ô¥ ]. We use the Rowhammer
attack simulation framework Hammertime [ÔçÞ] with our results from Section Þ.â.Ô
to simulate the attacks based on the required attack-speci•c bit žip ošsets.

Results. We present the results in Table Þ. . For each of the three attacks, we report
the average time to trigger the •rst exploitable bit žip. We can see that all Ô  devices
are vulnerable to the Page Table Entry (PTE) attack and the average time to trigger the
•rst exploitable bit žip is òmin çâ s. For the RSA-òý¥— attack, ÔÔ of Ô  devices (Þç %)
are vulnerable, with an average time of â min òý s. Although requiring very speci•c
bit žips ošsets, the sudo binary attack still works on   of Ô  devices (çç %) with an
average time of çâmin    s. We note that in Section Þ.â.Ô, we limited hammering to
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ò â MB but it is likely to •nd the necessary bit žips for the RSA-ò¥— and sudo binary
attack when hammering for longer.

We conclude this section by showing that the exploitable bit žips that we determined
can be used to escalate privileges in a real end-to-end attack. As DDR  introduces
ODECC, which could make memory templating more di›cult if the attack's target
data is not known in advance, such as in the PTE attack, we chose to replicate this
speci•c attack.

Þ.â.ç End-to-End Exploit

We integrate Phoenix's bit žip primitive into the privilege escalation exploit Rubi-
con [—ç], which equips the attacker with an arbitrary memory read/write primitive.
Flipping a single bit in the PFN •eld of a PTE, lets the attacker forge PTEPTEs to
arbitrarily read/write into memory. Exploitation requires allocating a large bušer
of contiguous physical pages, locating a row with an exploitable bit žip, massaging
memory so the target PTE resides in that row, and retriggering the žip to complete
the escalation.

�reat model. We assume a vanilla x—â-â¥ Linux system where the attacker can run
code as unprivileged user. �e system uses DDR  DRAM with ODECC and TRR,
while all BIOS defaults and vendor defenses remain enabled.

Physically contiguous memory. To obtain ¥MB contiguous memory blocks, we
exhaust smaller page block orders to force the buddy allocator to return ¥MB blocks
at the tail of the allocation. We then release everything except the —MB at the tail of
the allocation, creating a search window of at least one physically contiguous ¥MB
block. We slide a ¥MB probe across this window and use the DRAM addressing
functions [Ô À] with bank conžicts to •nd the block alignment. Accessing each
address pair while recording the minimum latency reveals the alignment: when the
probe covers the target block, every pair will trigger a row bušer conžict, marking
the •rst page of the contiguous block.

ECC-aware templating. Templating typically •lls aggressor and victim rows with
complementary byte patterns, but ODECC makes bit žips data-dependent [Ô—À].
�erefore, we prime aggressor rows with0xAAAAAAAAAAAAAAAAand victim rows with
a fake PTE value0x8000000555555027. �is surrogate PTE approximates the layout
of a Linux â¥-bit page table entry, nudging ECC toward the syndrome it will later
compute for the genuine PTE and increasing the chance that a žip found during
templating can be retriggered later. We repeatedly hammer and read back the victim
rows until the •rst exploitable bit žip emerges.
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Memory massaging and exploitation. AŸer identifying a vulnerable cell, our aim is
to install a PTE whose PFN dišers from the page table's PFN by exactly one žippable
bit. �anks to the ¥ MB contiguous aligned blocks, we can choose a sibling frame
whose PFN is one bit apart from the target PFN. We free this frame, then map a •le
to back the •le with that frame. Using Rubicon's allocator massage primitive [—ç],
we steer the next page-table allocation onto the target frame. Mapping the same
•le again at a craŸed virtual address writes the sibling's PFN into the PTE located
at the vulnerable —-byte slot. Immediately before hammering, we clear that slot in
the sibling page to0x0 and read it back aŸerward. If it now contains a valid PTE,
escalation succeeded; otherwise we repeat the entire sequence.

Evaluation. We test our attack on DIMM HÔ¥. Across ten successful runs, the time-
to-exploitation is between Ô min ¥À s and ÔÞ min â s with an average of   min ÔÀ s.

Þ.Þ o†«h¶««†™•

Phoenix was a high ešort project: debugging the Antmicro FPGA took us roughly Ô
person-year, reverse engineering Hò and Hâ took ý.  person-year, and developing self-
correcting refresh synchronization took another ý.  person-year, totaling ò person-
year. However, we think more work is needed in this important area and discuss
some interesting future directions with an estimation of ešort.

Additional DIMMs. H ò and Hâ provided a full coverage of DDR  SK Hynix DIMMs
in our pool. Future devices from this vendor, however, could introduce new TRR
mechanisms. In our experience, reverse engineering a new TRR mechanism from the
same vendor typically takes a shorter time given similarities in the implementation.

Additional DRAM vendors. We expect reverse engineering devices from other
vendors, such as Micron or Samsung, to take roughly the same amount of time
as it took us for SK Hynix. It remains to be seen whether additional system-level
techniques, beyond self-synchronization, will be necessary to trigger bit žips on a
production system with DIMMs from other vendors.

Additional CPU vendors. Phoenix is designed to work on AMD CPUs. Self-synchro-
nization will likely require additional tuning to work on Intel CPUs. Furthermore,
triggering bit žips on Intel CPUs require bypassing the in-CPU pTRR mitigations
as shown by recent work [Ô—¥]. We are not aware of any work that bypasses both
in-DRAM and in-CPU mitigations simultaneously.

Better fuzzers. Existing Rowhammer fuzzers [  , Ô¥ , Ô À] fail to •nd the patterns
we craŸed in this paper. We attribute this to the TRR sampling behaviors that span
over much more refresh intervals in DDR  which makes the search space signi•-
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cantly larger to brute force. Future fuzzers can explore this space more ešectively, for
example, by focusing on •nding blind spots at the granularity of refresh intervals in-
stead of activations. Such fuzzers could bene•t from Phoenix's more accurate refresh
synchronization capability.

Þ.— §u•Z±uo ë™§Ž

We discuss analyses of TRR implementations via FPGAs and system-level attacks
bypassing TRR.

FPGA studies. U-TRR [ Þ] performed analyses via an FPGA to study the deployed
TRR mitigations of DDR¥ devices. Similar to Phoenix, U-TRR is an experimen-
tal methodology using the retention time as a side-channel to detect TRRs. Black-
smith [Ô¥ ] tested LPDDR¥X devices via a development board to assess the e›cacy
of non-uniform patterns at bypassing TRR. Half-double [ÀÞ] studied the ešect of far
aggressors to victims and their interactions with TRR. To the best of our knowledge,
there is no existing study of DDR  devices based on an FPGA.

System-level attacks. Existing literature has shown Rowhammer bit žips on TRR-
enabled (LP)DDR¥ devices on a wide variety of systems, including on Intel [ç ,   , âç,
Ô¥ ], AMD [Ô À], RISC-V [Àâ], and ARM devices [¥ý,   , ÀÞ, Ô¥ ]. TRRespass [  ] was
the •rst study able to systematically bypass TRR on DDR¥ devices at a system level.
Blacksmith [Ô¥ ] demonstrated that all major DRAM vendors were vulnerable to
the novel non-uniform aggressor patterns. �e authors of Zenhammer [Ô À] have re-
ported Rowhammer bit žips, however, on a single DDR  device with production year
òýòÔ only. Further, the authors did not study the deployed DDR  TRR mitigations.

Rowhammer Fuzzers. Zenhammer [Ô À] is the only fuzzer that claimed to have
found bit žips on DDR  DIMMs; however, only on one out of ten tested DIMMs.
We believe that current fuzzers cannot •nd our patterns due to three fundamental
dišerences in our patterns: (i) signi•cantly longer patterns (Ôò—/òâý— t§u€†s) [Ô¥ ,
Ô À], (ii) an irregular TRR distance [Ô¥ ], (iii) and hammering the same aggressors
for certain t§u€†s almost entirely. Besides this, we require starting to hammer with
the right refresh alignment and maintaining synchronization for thousands of t§u€†s,
which current synchronization methods cannot achieve (Section Þ. ).

Þ.À h™•h•¶«†™•

We presented Phoenix, the •rst Rowhammer attack that could trigger bit žips on
DDR  devices with modern TRR mechanisms. To achieve this, we had to reverse en-
gineer TRR behaviors over a large number of refresh intervals to •nd blind spots. We
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Þ.À h™•h•¶«†™• ÔâÔ

then built custom patterns that hammer these blind spots over thousands of refresh
intervals. To remain synchronized with these many refresh intervals, Phoenix relies
on a novel self-correcting refresh synchronization method that detects missed refresh
commands and readjusts the Rowhammer patterns automatically. Our evaluation
shows that Phoenix triggers bit žips on all Ô  SK-Hynix DDR  devices running on a
production system with default settings. We also built the •rst privilege escalation
exploit using these Rowhammer bit žips on a DDR  system that succeeds in as little
as ÔýÀ seconds.
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C O N C LU S I O N A N D O U T L O O K

In this dissertation, we investigated the security of DRAM against Rowhammer by
designing and implementing novel attacks that bypass existing defenses across two
generations of DRAM devices, DDR¥ and DDR , and by targeting both major CPU
vendors, Intel and AMD. We built two platforms, McSee and REFault, which have
allowed us for the •rst time to accurately study Rowhammer defenses in memory
controllers and characterize the minimum hammer count of recent DDR  devices,
respectively. �ese two complementary platforms could become the basis for many
more interesting DRAM projects that have not have been possible before.

In summary, we have demonstrated that deployed Rowhammer defenses are inešec-
tive in completely preventing system-level Rowhammer attacks on modern DDR¥ and
DDR  DRAM devices. In the following, we summarize our main contributions and
derive possible directions for future work.

Blacksmith. In Chapter ç, we introduced the Blacksmith Rowhammer fuzzer that
generates non-uniform, frequency-based hammering patterns. �e design of these
patterns is based on the insights we gained by a series of experiments on dišerent
DDR¥ devices. Our non-uniform patterns consist of multiple double-sided aggressor
pairs that are hammered with dišerent regularity (frequency), order (phase), and
intensity (amplitude). We showed that Blacksmith is highly ešective in triggering bit
žips on DDR¥ and LPDDR¥X devices equipped with TRR mitigations: Blacksmith
was able to trigger bit žips on all ¥ý tested DDR¥ devices and Ôâ out of ÔÀ LPDDR¥X
devices. Further, we studied the patterns found by Blacksmith to gain insights about
these patterns and the deployed mitigations.

Future Research Question Ô. Can we make fuzzing Rowhammer patterns more
e›cient by guiding the fuzzing process?

As Blacksmith follows a black-box approach, we chose a random fuzzing strategy
to explore the vast search space of possible frequency-based hammering patterns.
We were able to •nd new hammering patterns within Ôò hours on all ¥ý tested DDR¥
devices. However, we observed that the number of patterns found may signi•cantly
vary across fuzzing runs, which suggests that we may not have su›ciently explored
the immense search space. We believe that instead of completely random fuzzing,
a more guided fuzzing approach could greatly improve the e›ciency of exploring

Ôâç
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corner cases of deployed mitigations, particularly if the blind spots of future mitiga-
tions become smaller. Ideally, these ešorts could be combined with a more tangible
de•nition of the search space to enable reasoning about the fuzzing coverage.

Zenhammer. In Chapter ¥, we presented Zenhammer, the •rst Rowhammer attack
on AMD Zen-based CPUs. We reverse engineered the proprietary DRAM addressing
functions of AMD CPUs and improved the existing refresh synchronization method.
We then conducted a series of systematic experiments to determine the optimal ham-
mering instructions and fence scheduling policy for the respective microarchitecture.
Finally, we evaluated Zenhammer on ten DDR¥ and ten DDR  devices, showing that
it is possible to trigger bit žips on seven DDR¥ and one DDR  device. In Zenhammer,
we reported Rowhammer bit žips on a DDR  device for the •rst time.

Future Research Question ò. How can we automatically determine the optimal
hammering instructions and fence scheduling policy for a given platform?

Determining the optimal hammering instructions and fence scheduling policy for
the targeted platform was critical for Zenhammer's success in triggering bit žips. We
showed that these parameters not only change between dišerent CPU vendors, but
may also be dišerent across CPU microarchitectures from the same vendor. Given
that, we believe that an accessible cross-platform Rowhammer fuzzer should be able
to automatically determine the optimal hammering instructions and fence scheduling
policy. �is would pave the way for a broader evaluation of Rowhammer on a wider
range of platforms, for example, by enabling non-experts to check their own DRAM
device and sharing their results with the Rowhammer research community.

Future Research Question ç. Are other widely used platforms such as ARM,
as used by many smartphones, also ašected by recent Rowhammer patterns?

Zenhammer demonstrated that the inherent vulnerability of DRAM devices to
Rowhammer can similarly be exploited from AMD CPUs like we have seen on Intel
CPUs. Another interesting direction for future work could therefore be to extend
this investigation to other platforms. While existing work has already shown that the
rising RISC-V platform is also ašected by Rowhammer [Àâ], a much more widespread
target is ARM, which is used in many smartphones and embedded devices. �ere
is existing work on Rowhammer attacks on ARM from òýÔâ [¥ý], looking mostly
at LPDDRç and ARMvÞ devices. Hence, it unclear if such attacks are still feasible
on state-of-the-art ARMvÀ devices with LPDDR X, and the upcoming LPDDRâ,
particularly considering that improved in-DRAM mitigations would require more
complex hammering patterns.
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McSee. In Chapter  , we built McSee, a platform based on a high-speed oscilloscope for
automated analysis of DRAM tra›c. Equipped with McSee, we studied system-level
Rowpress attacks on the DRAM command level, showing that they do not keep the
row open for the maximum possible time, thus revealing potential for improvement.
On the system-level defenses side, we •nd that most DDR  devices advertise valid
RFM values, but none of the three tested DDR  platforms send any RFM commands.
Instead, we discovered a pseudo-TRR (pTRR) mitigation on Intel Raptor Lake CPUs,
which we reverse engineered to understand its provided security guarantees.

Future Research Question ¥. How are mitigation features such as DRFM and
PRAC implemented on future DRAM devices?

�e introduction of the Refresh Management (RFM) feature with DDR  marked a
shiŸ towards a cooperative approach between memory controller and DRAM device
for mitigating Rowhammer. Follow-up releases of the DDR  standard introduced
even more features such as directed RFM (DRFM) in September òýòò and per-
row activation counter (PRAC) in April òýò¥. It is unclear if these features will
be adopted by future memory controllers and DRAM devices, and if so, how they
will be implemented by the dišerent vendors. We believe that McSee will become
an important tool to independently audit the security guarantees of these DRAM
protocol features and their implementation.

Future Research Question  . How does the hammering pattern execution
dišer on a DRAM command level between Intel and AMD CPUs?

In Zenhammer, we compared the results of fuzzing Rowhammer patterns on
Intel Cošee Lake and dišerent AMD Zen-based CPUs. We showed that there are
microarchitecture-speci•c dišerences between CPUs, requiring dišerent hammering
instructions and fence scheduling policies. However, as McSee was not available at
that time, we could not analyze these dišerences in more detail. Now that we are
equipped with McSee, it is possible to take a closer look on how Rowhammer patterns
are executed on the DRAM command level of these dišerent platforms. �is may help
us to better understand where the dišerences in the hammering ešectiveness stem
from, potentially leading to more ešective ways to design and execute Rowhammer
patterns across dišerent platforms.

REFault. In Chapter â, we presented the low-cost fault injection system REFault based
on a custom interposer and a microcontroller, which allows to alter address/command
bits of the high-speed DDR  bus on the žy. By carefully studying the DDR  command
bus encoding, we determined which bit manipulations are usable to disable refresh
commands, and therefore, Rowhammer mitigations. We built an automated system
that orchestrates the fault injection, monitors the experiment progress to initiate
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system recovery in case of crashing faults, and gathers experiment results. Using
REFault, we determined the minimum hammer count (HCmin) of two DDR  devices
from Samsung and Micron for the •rst time, which we found to be in the same order
of magnitude as on DDR¥ devices.

Future Research Question â. Is there any way to circumvent REFault's main
limitation of relying on row remapping when determining HCmin?

A major limitation of REFault is the requirement of DRAM DIMMs that employ
row remapping, which is only used by some DDR  devices from Samsung and Micron.
�e need for row remapping emerges from the fact that REFault •xes certain signals
of the DDR  command/address bus to ešectively suppress refresh commands while
hammering. As this •xed bit overlaps with the row address bits, it is not possible to
hammer rows double-sided on devices without row remapping. To overcome this
constraint, alternative fault combinations that do not interfere with double-sided
hammering must be explored. �is would allow a more comprehensive study of the
minimum hammer count on more DDR  devices.

Future Research Question Þ. Can we reverse engineer TRR mitigations from
the system-level using the REFault platform?

It would be interesting to explore REFault's potential for use cases beyond determin-
ing the minimum hammer count. For example, REFault's applicability for studying
TRR mitigations with the existing methodology based on retention errors [ Þ]. So far,
expensive FPGAs have been used to reverse engineer TRR [¥â,   ,  Þ]. As there are
no commercially available DDR  FPGAs with a soŸware-based memory controller
to dateÔ, although DDR  has been on the market since almost •ve years, REFault
could close this gap by providing an accessible and ašordable solution. Adapting
the existing methodology [ Þ] would require faulting refresh commands, which we
already showed to be feasible on DDR  devices. Despite having used an isolated envi-
ronment (MemTest—â+) for our experiments, we oŸen experienced system crashes,
which would need to be addressed to make REFault more usable.

Phoenix. Finally, in Chapter Þ, we presented Phoenix: the •rst Rowhammer attack
triggering bit žips on all Ô  tested DDR  devices from the DRAM manufacturer with
the largest market share [ââ], SK Hynix. We reverse engineered two distinct TRR
implementations using a series of carefully craŸed FPGA experiments, and derive
custom Rowhammer patterns that ešectively bypass all protections. Bringing these
patterns to the system level required designing a new self-correcting refresh synchro-
nization mechanism that can preserve synchronization over thousands of refresh

Ô �e Antmicro DDR  RDIMM tester platform is a research prototype that cannot easily be acquired.
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intervals. We used the bit žips triggered by Phoenix to craŸ the •rst Rowhammer
privilege escalation exploit on a production DDR  system.

Future Research Question —. Are TRR mitigations on DDR  devices from
other vendors similarly ašected as the ones from SK Hynix?

As reverse engineering TRR mitigations is a very time-consuming and manual pro-
cess, the main focus of Phoenix was on devices from SK Hynix only. Today, SK Hynix
is the DDR  DRAM vendor with the largest market share [ââ]. Nevertheless, it would
be interesting to investigate if DDR  devices from the other major DRAM vendors,
Samsung and Micron, are similarly ašected by blind spots in their TRR mechanisms.
�is would allow us to gain a more complete understanding of the security provided
by the latest TRR mitigations in DDR  devices. If ešective Rowhammer patterns can
be found for devices from these other vendors, comparing them with the ones from
SK Hynix could reveal opportunities to generalize them. A general model describing
these new patterns could become the foundation for a more generic approach (e.g.,
fuzzing) to bypass TRR mitigations on DDR  devices.

Future Research Question À. How does rank-level ECC increase the protection
against Phoenix attacks?

With the introduction of DDR , on-die ECC has become a standard feature in all
DDR  DRAM devices, including consumer devices. While this feature is primarily in-
tended to improve data integrity, it also increases the protection against Rowhammer
attacks. Nevertheless, we showed with Phoenix that on-die ECC cannot completely
stop Rowhammer. On server systems, typically registered DIMMs (RDIMMs) with
rank-level ECC are used, which add an additional layer of data integrity protection.
Evaluating the impact of rank-level ECC on the ešectiveness of Phoenix attacks would
be valuable to understand if server systems are similarly ašected as consumer systems.
Ideally, this should •rst be done theoretically by analyzing the protection provided
by dišerent ECC schemes, and then proven empirically by targeting a system with
DDR  RDIMMs that implement rank-level ECC.

Conclusion. In this dissertation, we showed that the security of DRAM against
Rowhammer and related disturbance errors is still a major concern, even on the
latest DDR  devices. We introduced a new class of frequency-based Rowhammer pat-
terns with Blacksmith, which are capable of bypassing all TRR mitigations on DDR¥
devices from the three major DRAM vendors. To address the lack of Rowhammer
attacks on AMD Zen-based CPUs, we showed with Zenhammer that AMD CPUs are
similarly ašected by Rowhammer.º Meanwhile, the •rst CPUs with DDR  came out
on the market, which we studied using the McSee platform for automated DRAM
bus analysis. We found that CPUs do not actually use RFM, but instead rely on un-
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documented defenses like pTRR. We also looked at the Rowhammer susceptibility
of DDR  devices by building the fault injection platform REFault. �e results show
that the minimum hammer count is in the same order of magnitude as on DDR¥
devices. Lastly, we looked closer at DDR  DIMMs from SK Hynix. We were the
•rst to reverse-engineer their DDR  TRR mitigations, design ešective Rowhammer
patterns, and build a complete end-to-end DDR  Rowhammer attack. Our •ndings
show that Rowhammer is still alive and well, even on the latest DDR  devices.
�erefore, the search for ešective and e›cient Rowhammer mitigations must
continue.

We believe that our scalable, fuzzing-based methodology (Blacksmith) will shape
how DRAM devices will be tested in the future for Rowhammer. �e series of exper-
iments on AMD Zen-based CPUs (Zenhammer) may serve as blueprint for future
Rowhammer attacks on other platforms, such as ARM. Finally, we hope that both the
oscilloscope-based DRAM analysis platform (McSee) and our fault injection platform
(REFault), will foster future research on Rowhammer and related disturbance errors.
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Recent work [ç ] showed that synchronizing with theREFwhile hammering facilitates
bypassing Rowhammer mitigations. To investigate whether adding synchronization
to n-sided patterns is enough to •nd ešective patterns on more devices than previous
work [  ] did, we added synchronization to the TRRespass fuzzer.

In Table A.Ô, we present the results for a çý minutes run: we found ešective
patterns on only À of ¥ý DIMMs (òò. %) of our test pool (see Appendix A.ò), which
indicates that synchronization alone is insu›cient to •nd ešective patterns on more
DIMMs. Our results show that although we do not always •nd more ešective patterns,
the ešective patterns we found trigger a higher number of bit žips. �is matches
observations from previous work [ç ].

TZf•u A.Ô:Synchronizedn-sided patterns. Number of ešective patterns (SP� S) and bit žips
(SFtotal

fuzzS) found during fuzzing usingn-sided patterns withREFsynchronization
(TRRespass + Sync.) compared to regularn-sided patterns (TRRespass). DIMMs
where we could not •nd any patterns are omitted.

DIMM
TRRespass + Sync.

(SMASH)
TRRespass

SP� S SFtotal
fuzzS SPS SFtotal

fuzzS

A ò ò,òçç —,ÔçÔ ÞÞÞ ç,òÞÀ
A ç ò¥ ÞÞ  ç ÞÀ
A ¥   Ô     
A À ¥ý ÔòÔ ¥Þ â 
A Ôý  ¥ Ôâ   Þ Þò
A ÔÔ Ôâ ¥— òâ òÞ
A Ôâ ò  —Þ çÔý ¥ÀÀ
A ÔÞ Ô,çÔò ¥,òÀÀ  Àç Ô, Þ¥
Bò   Ôâ ý ±

ÔâÀ
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In Table A.ò, we provide an overview on the DIMMs in our test pool based on the
DIMM's reported Serial Presence Detect (SPD) data. We group DIMMs by their
DRAM chip vendor (e.g.,A ) and assign to each a sequentially chosen number (e.g.,
A ý, AÔ, . . . , AÔÀ) to uniquely identify them.

We check whether DIMMs report being Rowhammer-safe, by reading out their
maximum activate count (MAC): the maximum number ofACTs that a row can resist
in an interval of less or equal to the maximum activate window (MAW) without caus-
ing žips in neighboring rows [ÔÀý]. All modules claim to be safe against Rowhammer
(unlimited MAC value).

Z.ç «uZ§h„ «£Zhu u«±†“Z±†™•

We following present a simple back-of-the-envelope calculation showing the number
of possible combinations for the most simple case of a Rowhammer pattern. We
assume the standard DDR¥ parameters: a t§u€† of Þ.—Ôò ½sand a retention time
(refresh window) of â¥ms, see Section ò.Ô for details. �is gives us â¥ms~Þ.—Ôò ½s �
—ÔÀò refresh intervals in each of which we can issue roughly Ôýý activations, and thus,
in total around —ÔÀòýý activations in a refresh window.

Next, we derive the number of distinct patterns that we can build given these con-
straints. We assume a Rowhammer threshold of Ôý k activations based on the •ndings
in previous work [¥—]. �is means there are in total Ôý k accesses to aggressors needed
to trigger a bit žip. For simplifying the calculation, we allow aggressor accesses to be in-
termixed with other accesses of the pattern (e.g., accesses required to bypass TRR). In
the case of a double-sided aggressor pair, this translates to‰—ÔÀòýý

ÔýýýýŽ� â.ÞÀçòò� Ôýòç¥¥Þ

possible combinations to distribute these Ôý k accesses.

�is shows that by considering only basic constraints, we end up with an im-
practically large pattern design space that cannot be explored in a reasonable time.
�erefore, we need to de•ne properties that allow us to reduce the search space while
still being general enough to generate patterns that are ešective on many dišerent
DIMMs. As discussed in Section ç.ò, examples of such properties are the number
of aggressors to hammer, how oŸen we hammer each of them, and over how many
intervals we spread our hammering ešort.
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TZf•u A.ò: Data of the DIMMs in our testpool. DIMMs are grouped by their vendor
(A � D ). If a DIMM's SPD chip does not report a manufacturing date (²), we
instead report its purchase date.

Organization
Module Date

(yy-ww)
Freq.
(MHz)

Size
(GB) jRanks jBanks jPins

A ý òý-ýç òâââ — Ô Ôâ �—
A Ô òý-ýÞ² ò¥ýý — Ô Ôâ �—
A ò òý-ýâ òâââ çò ò Ôâ �—
A ç òý-Ôý ò¥ýý — Ô Ôâ �—
A ¥ Ôâ- Ô òÔçò ¥ Ô Ôâ �—
A  �Ôý òý-ýÞ² òÔçò — Ô Ôâ �—
A ÔÔ òý-ýÞ² ò¥ýý — Ô Ôâ �—
A Ôò�Ô  òý-ýÞ² òÔçò Ôâ ò Ôâ �—
A Ôâ òý-òç òâââ çò ò Ôâ �—
A ÔÞ òý-ý— òâââ çò ò Ôâ �—
A Ô— òý-ýÞ² òâââ — Ô Ôâ �—
A ÔÀ òý-Ôâ òâââ Ôâ ò Ôâ �—

Bý ÔÀ-ç— ò¥ýý Ôâ ò Ôâ �—
BÔ òý-ýÞ² òÔçò — Ô Ôâ �—
Bò ÔÀ-ç¥ ò¥ýý ¥ Ô Ôâ �—
Bç òý-ý  òâââ — Ô Ôâ �—
B¥ òý-ýÞ ò¥ýý — Ô Ôâ �—
B  ÔÀ- Ô ò¥ýý Ôâ ò Ôâ �—
Bâ òý-ýÞ² òÔçò çò ò Ôâ �—
BÞ òý-ýÀ òÔç¥ — ò Ôâ �—
B— òý-ýÞ² ò¥ýý ¥ Ô Ôâ �—
BÀ òý-ýÞ² ò¥ýý — Ô Ôâ �—

Cý òý-ýÞ² òÔçò Ôâ ò Ôâ �—
CÔ�¥ òý-ç— ò¥ýý — Ô Ôâ �—
C  ÔÞ-¥— ò¥ýý ¥ Ô Ôâ �—

Dý òý-Ô  ò¥ýý — Ô Ôâ �—
DÔ òý-ÔÀ ò¥ýý Ôâ ò Ôâ �—
Dò òý-òý ò¥ýý Ôâ ò Ôâ �—
Dç òý-òý ò¥ýý — Ô Ôâ �—
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We assess three dišerent approaches to generate Rowhammer access patterns:n-sided
patterns from previous work [  ],n-sided patterns with random accesses in between,
and patterns where all except aggressor accesses are fully random. �e results of this
experiment are presented in Table A.ç.

TZf•u A.ç: Results of our non-uniform accesses experiment. We compare commonn-
sided patterns (n-sided) withn-sided patterns where non-uniform accesses are
injected (n-sided + Rnd.) and fully random patterns (Fully Rnd.). We report for
each DIMM if any ešective patterns were found (3 ) or not (7). DIMMs without
any ešective patterns in all three experiments are omitted for brevity.

Module n-sided
n-sided

+ Rnd.

Fully

Rnd.

A Ô 3 3 7

A ò 3 3 3

A ç 3 3 3

A ¥ 3 3 3

A â 7 3 7

A Þ 7 7 3

A À 3 3 3

A Ôý 3 3 3

A ÔÔ 3 3 3

A Ô¥ 7 7 3

Module n-sided
n-sided

+ Rnd.

Fully

Rnd.

A Ôâ 3 3 3

A ÔÞ 3 3 3

A Ô— 3 7 7

BÔ 3 7 7

Bò 3 7 7

BÀ 7 7 3

Cý 3 7 3

Dý 3 7 3

DÔ 7 3 3

Dç 7 7 3

ç % òÞ. % çÞ. %

Z.  £Z±±u§• •u•u§Z±†™•

In this appendix, we explain the technicalities involved in building patterns. We
describe how we determine harmonic frequencies that respect pattern repetitions, we
explain how matching frequencies can •ll up a pattern, and •nally, we present our
algorithm for combining dišerent aggressors with dišerent parameters into a single
pattern.

Harmonic Frequencies. �ere are constraints in the choice of an aggressor tuple's
frequency. As the whole pattern is repeated during hammering, we must design it
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in a way to maintain frequencies over repetitions. For example, given a pattern of ¥
periods (like the one in Figure ç.À), then choosingf � Ô

ç for an aggressor tupleAò,
would lead to accessing the tuple in the •rst and fourth period. However, repeating
the pattern leads to accessingAò again in the subsequent ( th) period, thus deviating
from its de•ned frequency.

As a solution, we de•ne a subset of compatible frequencies, namely harmonic
frequencies. For that, we •rst de•neF � ˜ Ô

i � i > N• as the set of all frequencies. �en,
let N be the number of periods the pattern is composed of and letP � ˜ òx � x > Ný•
be the powers-of-two. Next, we determine the largestpi > Psuch thatpi dividesN.
Consequently, all elements˜p ý, . . . , pi�Ô• > P, smaller thanpi , must also divideN.
�en we de•ne the set of harmonic frequencies asFœ� ˜ Ô

pý
, Ô

pÔ
, . . . , Ô

pi
• . For example,

for N � ¥ý we obtain the set of harmonic frequenciesFœ� ˜ Ô
Ô,

Ô
ò , Ô

¥ , Ô
—• where alls�Ô

for s > Fœare divisors of N.

Matching Frequencies. Another di›culty is that we cannot arbitrarily combine
dišerent frequencies in a pattern because this may lead to overlapping accesses. By
means of illustration, consider a pattern of length Ôâ and periodT � ò, as given in
Figure A.Ô. Before starting to •ll up the pattern, we compute the harmonic frequencies
Fœ� ˜ Ô

Ô,
Ô
ò , Ô

¥ , Ô
—• . In iteration Ô
 , we can choose any frequencys > Fœ, for example,

f � Ô
¥ for the aggressor tuplêaÔ, aò•. For the next aggressor tupleˆaç, a¥•, to be

placed in the second period, there are fewer options available as we cannot choosef
� Ô anymore without overlapping with aggressorsˆaÔ, aò• . As an example, we choose
f � Ô

—for this tuple (seeò
 ), resulting in two remaining compatible frequencies (i.e.,
f � ˜ Ô

¥ , Ô
—• ), for the next aggressor tupleˆa   , aâ•. If we choosef � Ô

—, we end up
in iteration ç
 with three un•lled periods (¥,â,—) that only support the frequency
f � Ô

—. In iterations ¥
 - â
 , we show how these accesses would be •lled up by other
aggressor tuples.

F†•¶§u A.Ô:Pattern generation over time. Example showing the pattern generation over
six iterations, where an iteration i is marked byi
 .
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To automate selecting only from suitable frequencies, we proceed as follows: a
random frequencysý > Fœis picked in the iterationÔ
 . In following iterations (i

Aý), where we add another tuple, we restrict ourselves to frequenciesFœœ� ˜s > F œ�
s B si�Ô• , i.e., the current frequency is the upper bound for the available frequencies
in the next iteration.

Building Patterns. �e next step is to combine multiple aggressor tuples in a pattern
(at dišerent phases) to increase the probability that one of the aggressor tuples can
successfully bypass the mitigation. We could include only one aggressor tuple with a
randomly picked set of parametersˆ f , ^, Ãu• and randomize all other accesses. Our
chosen approach, however, allows us to simultaneously try out dišerent parameter
sets̃ ˆ f Ô, ^Ô, Ãu,Ô•, ˆ f ò, ^ò, Ãu,ò •, . . .• and DRAM locations; as such, we expect it to
•nd ešective patterns more quickly.

However, combining aggressor tuples with dišerent parameters in a pattern brings
up new challenges: we need to ensure accesses do not overlap and the parameters of
each aggressor tuple are respected. Additionally, we want to make sure that we exhaust
but not exceed the possible number of accesses in each period to stay synchronized
with the REF.

To solve this, we implemented the pattern building algorithm described in Algo-
rithm  . It uses the fact that a pattern can be expressed as aA � B matrix, whereA
refers to the pattern's number of periods andB to the base periodT . Each index
ˆa, b• > A � B refers to a single access in the pattern, which we will refer to as a
slot. �e algorithm •lls up the free slots of an access pattern by adding an aggressor
tuple to the •rst period (Lin.  ± ) with a randomly picked set ofˆ f , ^, Ãu•, and then
(Lin.  ± ), •lls up the same phasê in all other periods with another aggressor tuple
with the same amplitudeÃu but a second, randomly picked, compatible frequency f .
Reusing the same amplitude for aggressor tuples in all other periods (at the same
phase only) is a limitation that facilitates patterns' construction. However, we believe
that it does not impose a severe limitation because our patterns already consist of
aggressor tuples with potentially many dišerent amplitudes.

Pattern Example. In Figure A.ò, we provide a complete example of a pattern with Àâ
accesses and a period of â.

Z.â ±u“£™§Z• £§™£u§±†u«

We extended our Blacksmith fuzzer with a parameter-tracking mode, as described
in Section ç.ç.ç. Using this mode, we want to answer whether a correlation between
speci•c parameter values and vendors exists. In Figure A.ç, we show for each DRAM
vendor how the temporal properties converged to certain values. �e properties we
consider include (a) period, (b) phase, (c) amplitude, and (d) pattern length.
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Algorithm  : Frequency-based pattern generation.
Input : period T , pattern's length L
Output : access pattern P

Ô Fœ� C™“£¶±uHZ§“™•†hF§u¤¶u•h†u«()
ò P � C§uZ±uPZ±±u§•(L)
ç for ^ � ý to T do // fill 1st period at phase ^
¥ n � P†hŽRZ•o™“N(T � ^)
  A � P†hŽRZ•o™“A••§u««™§«(n)
â Ãu � P†hŽRZ•o™“A“£•†±¶ou(
ˆT � ^ •~n�)
Þ f � P†hŽRZ•o™“F§u¤¶u•hí(F œ)
— F†••PZ±±u§•BíA••§u««™§«(A, f , ^,Ãu, ^, P)
À Fœœ� F œ // Copy Fœ to preserve its value

/* fill remaining periods at offset ^ using same values for n, Ãu, ^ */

Ôý while not every slot at ^ in period i A Ô is •lled do
ÔÔ i � Gu±Nuì±U•€†••uoPu§†™o(^)
Ôò � � ˆi � T • � ^
Ôç A � P†hŽRZ•o™“A••§u««™§«(n)
Ô¥ Fœœ� Ru“™êuF§u¤¶u•h†u«LZ§•u§T„Z•(F œœ, f )
Ô  f � P†hŽRZ•o™“F§u¤¶u•hí(F œœ)
Ôâ F†••PZ±±u§•BíA••§u««™§«(A, f , ^,Ãu, �, P)
ÔÞ ^ � n � Ãu // update iteration variable

Ô— return P

Looking at the frequencies (Figure A.ça) shows thatA tends towards a high
frequency (i.e., low period). We can see forA a period of around ÔÔý (about one
refresh interval) up to� ¥ýý (about four refresh intervals).D is similar, although
both have a few outliers. �e phase plot (Figure A.çb) shows forA andD a strong
preference towards a very low phase, i.e., hammering at the beginning of a refresh
interval. However, this does not contradict our earlier •ndings in Section ç.ò.ò:
Blacksmith also found ešective patterns with ešective aggressors at the end of a
refresh interval (i.e., high ošset). We can see in the amplitude plot (Figure A.çc) that
there is a clear preference forA to an amplitude of one, whereasB favors an amplitude
in the range Ô—-ò . Lastly, the length of ešective patterns (Figure A.çd) shows that
there is a tendency towards shorter patterns (B  ýý accesses) for all vendors. �ree
ranges clearly stand out: the peak byA with pattern length ÔÀý-òòý, the peak byC
with Ôýý-Ôçý accesses, and the two instances with very long patterns (� Ô ýý byD
and � Ô—ýý by B).

We can summarize that for some parameters, there is a clear preference for DIMMs
of the same vendor. It is possible to use this knowledge in future work to tweak the
fuzzer's parameter search space further. We discuss this more in Section ç.â.
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F†•¶§u A.ò:A frequency-based pattern. Example of a frequency-based pattern withT �
â, pattern length Àâ, and Ôâ periods. Aggressors are colored based on their
frequency f :Ôò ( ), Ô

¥ ( ), Ô
—( ), Ô

Ôâ( ).

Z.Þ £™§±Zf†•†±í ™€ f•ZhŽ«“†±„ £Z±±u§•«

Our data analysis raised the question if ešective patterns are portable, i.e., can be
transferred between DIMMs. Because a pattern inherently encodes information to
bypass the mitigation, a pattern working on dišerent DIMMs would suggest that
their deployed mitigations work similarly. From an attacker's perspective, portability
is of interest as it allows to perform templating on another machine (oœine) and
later, during the attack, use the golden patterns found on the victim's host. �is can
drastically reduce the attack's time as templating is the most time-consuming step.

We aggregated the best patterns from all DIMMs and performed a sweep with
each of these patterns on each module over —MB of contiguous memory. We report
the results of this experiment in a heatmap in Figure A.¥. �e plot shows that the
ešective patterns fromA are portable: for ÔÞ of òý DIMMs we could even •nd a better
pattern by taking an ešective pattern that we found previously on another DIMM.
Given that Blacksmith is performing a randomized search, likely some executions
do not necessarily •nd the best possible access patterns. �is explains why patterns
discovered on certain DIMMs trigger more bit žips than on others. We observed
that ešective patterns from vendorA are more e›cient onDÔ,çthan the best one we
found on these DIMMs. Based on that, we believe that these DIMMs, for which we
cannot tell the DRAM chip vendor, have chips from vendorA . �e DIMMs from
B and C generally show a low portability. �is could be because mitigations use
DIMM-speci•c properties that are not adjusted when porting a pattern from another
DIMM.

[ November çý, òýò  at ÔÞ:ç  ±]



A.—f†± €•†£ §u£§™o¶h†f†•†±í ÔÞÞ

(a) Learned period for each DIMM, grouped by vendor.

(b) Learned phase for each DIMM, grouped by vendor.

(c) Learned amplitude for each DIMM, grouped by vendor.

(d) Learned pattern length for each DIMM, grouped by vendor.

F†•¶§uA.ç:Temporal properties.We show for each DIMM, grouped by DRAM vendor,
the learned values of the temporal properties frequency, phase, amplitude, and
pattern length.

Z.— f†± €•†£ §u£§™o¶h†f†•†±í

We investigated the reproducibility of bit žips for exploitation. For this, we consid-
ered the best pattern of each DIMM and tried to retrigger bit žips ten times while
measuring the number oftrialsneeded and the elapsed time. To limit the total time
of our experiment, we limited the maximum number oftrials in each round to Ôýýý,
i.e., in total Ôý� Ôýýýtrials. As target DRAM location in the experiment, we use the
location where the best pattern triggered bit žips during fuzzing.

While validating our experiment, we observed that thestarting time ofhammering
plays a crucial role. In some cases, our data suggested that our pattern has only been
ešective in bypassing TRR because westarted executingit at the rightREF. Hence, we
improve the chance to reproduce a bit žip by waiting between ýms±Ômsin between
retries. We argue that this is negligible as it only adds at most Ô s (for Ôýýý repetitions)
to the total time needed to retrigger a bit žip. We do not try to optimize for the optimal
REFwhere we start hammering during fuzzing as there exist so many possibilities.
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F†•¶§uA.¥:Portability results. We run each DIMM's best pattern (x-axis) on every other
DIMM (y-axis) and report the factor of more observed bit žips compared to
the DIMM's best pattern (e.g., ç� for ç times more bit žips).
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F†•¶§u A. : Bit žip reproducibility. �e average time-to-žip (in seconds) and the average
number of hammering repetitions needed (limit: Ôýýý) to retrigger bit žips
with a DIMM's best pattern. We omit DIMMs where we could not retrigger bit
žips successfully (Aç,Ôý, Bý, Cò,ç).

We think it is more e›cient to try out more dišerent patterns considering the limited
fuzzing time.

Figure A.  presents the results of our measurements. We can see that for DIMMs
of A a very small number of repetitions (Ô� ò) are needed to retrigger a bit žip
successfully. Other DIMMs (e.g.,A ò,ÔÔ,B¥�Þ ), in particular those of vendorB, require
much more repetitions (e.g., up to ÔÀ— forBò) until we succeed. However, there are  
out of ¥ý DIMMs (A ç,Ôý, Bý, Cò,ç) where we could not retrigger any bit žips over all
repetitions. OnBý we succeeded by increasing the number of hammering repetitions
to Ôý (i.e., we hammer longer). We think that the reason for non-reproducibility on
these four DIMMs is that they require special conditions to retrigger bit žips (e.g.,
proper REF alignment), which are hard to reproduce.

For the DIMMs where we could retrigger bit žips, their reproducibility allows prac-
tical exploitation. Assuming a bit žip in an exploitable page ošset, since retriggering
of the bit žip happens aŸer the memory massaging step in all presented attacks, and
given that the retriggering is on Àý% of our DIMMs successful, the only impact to
the end-to-end attack time is an increase by the average time-to-žip as shown in
Figure A. .
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f.Ô u¤¶Z••í-«†ñuo f†•« †• ì™§ £Z§±†±†™•

In Section ¥.ç.ò, we assumed that the result of any XOR function on a bin of addresses
returns either a constant value (i.e., ý or Ô) for all addresses or evenly splits the
addresses. We prove this assumption in the following.

Claim. Consider an aligned power-of-two range of addressesA � �m � òn , ˆm � Ô• �
òn � Ô� (m, n > N•, a XOR functionf which is non-constant onA, and the set of
addressesB � ˜a > A S f ˆa• � ý• . Partitioning the addresses inB using a dišerent,
non-constant XOR functiong results in two equally-sized bins whereg is constant ý
and constant Ô, respectively.

Proof. First, we show that the claim holds for one functiongÔx f . We constructgÔ

by extendingf to include another previously unused bit in the XOR computation.Ô

We note that adding this new bit leads to a dišerent function result for exactly half of
all addresses inB (namely, those where that address bit is set). As the function result
was previously constant ý for allb > B, it must now be equally distributed between ý
and Ô, satisfying our claim.

Second, we show that we can successively modifygÔto obtain an arbitrary function
g without changing the size of the two bins. To do this, we successively add (or
remove) a bit to (or from) the XOR computation ingÔuntil reachingg. During each
of these steps, the function result will žip for half of all addresses. We note that the
addresses where the ašected bit is set are always split evenly between the two bins.
�us, the ašected addresses are split evenly between the two bins, keeping the size of
the two bins equal aŸer each step and satisfying our claim for any function g.

f.ò Z•Z•íñuo oo§  ouê†hu«

In Table B.Ô, we present the list of ten randomly chosen DDR  UDIMMs covering all
three major manufacturers, i.e., Samsung, SK Hynix, and Micron. We report each
device's production date, speed, size, and DRAM geometry.

Ô Alternatively, a bit could be removed from the XOR computation.

Ô—Ô
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TZf•u B.Ô:DDR  UDIMMs used in the evaluation of our AMD Zen-optimized Rowhammer
fuzzer. We abbreviate the DRAM vendors Samsung (S), SK Hynix (H), and Mi-
cron (M). We report for each device, the number of subchannels (SC), ranks (RK),
bank groups (BG), banks per bank group (BA), and rows (R).

ID
Production

Date

Freq.

[MHz]

Size

[GiB]

DIMM Geometry

(SC,RK,BG,BA,R)

S0 Q¥-òýòÔ ¥—ýý — (ò, Ô, ¥, ¥, òÔâ)

S1 Q¥-òýòÔ ¥—ýý Ôâ (ò, Ô, —, ¥, òÔâ)

S2 Q¥-òýòÔ  âýý — (ò, Ô, ¥, ¥, òÔâ)

S3 Q¥-òýòÔ ¥—ýý — (ò, Ô, ¥, ¥, òÔâ)

H0 Q¥-òýòÔ ¥—ýý — (ò, Ô, ¥, ¥, òÔâ)

M0 Q¥-òýòÔ ¥—ýý Ôâ (ò, Ô, —, ¥, òÔâ)

M1 Q¥-òýòÔ ¥—ýý Ôâ (ò, Ô, —, ¥, òÔâ)

M2 Q¥-òýòÔ ¥—ýý Ôâ (ò, Ô, —, ¥, òÔâ)

M3 Q¥-òýòÔ ¥—ýý Ôâ (ò, Ô, —, ¥, òÔâ)

M4 Q¥-òýòÔ ¥—ýý Ôâ (ò, Ô, —, ¥, òÔâ)

f.ç o§Z“ Zoo§u«« “Z££†••«

In Table ¥. , we list the recovered DRAM address mappings for three dišerent single-
channel, single-DIMM DDR¥ DRAM con•gurations on Zen+, Zen ò, and Zen ç.

Our DRAM address mappings are validated with a high-speed oscilloscope and
labeled, i.e., we associate functions with the individual DRAM address components.
Besides banks, we also describe functions for ranks and bank groups. �ese organiza-
tion structures improve performance and parallelism by dividing chips per side of the
DRAM device (rank) or grouping dišerent banks to act upon them (bank groups).

f.¥ „uZ±“Z£ ™€ “u“™§í Zhhu«« §Z±u«

Table B.ç shows the same data as Table ¥.Ôò. However, we also show the instruction
sequences that were previously excluded due to their throughput either being low
(B ÔýýACTs~tREFI) or very high, indicating cache hits (C ÔýýýACTs~tREFI). In
Table B. , we show the results for the Intel Cošee Lake system.
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TZf•u B.ç: Heatmap of memory access rates (in ACTs/tREFI) for all tested instruction
sequences and varying numbers of accessed rows on the AMDZ ç system. We
abbreviate scatter, fence each by ªs.f.e.º

Access
Type

Flushing
Strategy

Fence
Type

jRows

Ô ò ¥ — Ôâ çòò â

MOV (load) gather M ò¥ ¥À ÞÔ ÀÔ Ôýý ÔÔý ÔÔ¥

MOV (load) gather L ò¥ ¥À —ý ÔÔç Ôç¥ Ô¥Þ ÔòÔ

MOV (load) gather S ò¥ ¥À —ý ÔÔç Ôçç Ô¥â Ôò 

MOV (load) gather Ð ò¥ ¥À —ý ÔÔç Ôçç Ô¥â Ôò 

MOV (load) scatter M ò¥ ¥À ÞÀ ÔýÞ Ôòâ Ô¥ç Ô Þ

MOV (load) scatter L ò¥ ¥À À  ÔçÞ Ô¥À Ô ç Ô À

MOV (load) scatter S ò¥ ¥— ÀÞ Ô ¥ Ô À Ô À Ô À

MOV (load) scatter Ð ò¥ ¥À ÀÞ Ô ¥ Ô À Ô À Ô À

MOV (load) s.f.e. M ò¥ çç çç çç çç ç¥ ç¥

MOV (load) s.f.e. L ò¥ ¥À â  Þý âÀ ÞÔ Þý

MOV (load) s.f.e. S ò¥ ¥Ô Þý Þò Þò Þç Þ¥

MOV (store) gather M ò¥ çò  ý âÞ ÞÔ Þò Þò

MOV (store) gather L ò¥ çò ¥À ââ Þò ÞÔ ÞÔ

MOV (store) gather S ò¥ çò ¥À âÞ âÞ Þç Þò

MOV (store) gather Ð ò¥ çò ¥À âÞ Þý Þç Þò

MOV (store) scatter M ò¥ çò  ¥ Þò Þç Þç Þò

MOV (store) scatter L ò¥ çò  ¥ Þò Þç Þò Þò

MOV (store) scatter S ò¥ çò  ò Þç Þò Þç Þò

MOV (store) scatter Ð ò¥ çò  ¥ Þç Þç Þç Þò

MOV (store) s.f.e. M ò¥ ò¥ ò— ò— ò— ò— ò—

MOV (store) s.f.e. L ò¥ çò  ç Þò Þ¥ Þ  Þò

MOV (store) s.f.e. S ò¥ ò¥ ¥— ¥À ¥À  ý  ý

MOVNTDQA none Ð Ô K òýK ò¥K òâK ò—KòâK ÔòK

MOVNTI none Ð Ô K ò¥K òÀK —K âÔ—çâÞ ÔçÔ

PREFETCHNTA none Ð Ô K ò¥K òÀK òÀK çýK òÞK ÔÀK

PREFETCHNTA scatter Ð —ý Ôçò ÔÀÔòý— ò ç çýÀ òÞç

PREFETCHNTA scatter M ò¥ ¥À —ý Ôý—ÔçÔ ÔÞý ò—¥

VGATHERDD scatter Ð ò¥ ¥À ÞÀ ÔÔò Ô À Ô À Ô À
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TZf•u B. : Heatmap of memory access rates (in ACTs/tREFI) for all tested instruction
sequences and varying numbers of accessed rows on the Intel Cošee Lake
system. We abbreviate scatter, fence each by ªs.f.e.º

Access
Type

Flushing
Strategy

Fence
Type

jRows

Ô ò ¥ — Ôâ çòò â

MOV (load) gather M —ç ÔÔý Ôçý Ô¥¥ Ô ý Ô ç Ô —

MOV (load) gather L Ô Ô Àý ÔÔ  Ô¥ò Ô¥â Ô ¥ Ô À

MOV (load) gather S ò¥— Ôò—Ôç—Ô¥—Ô À Ô ¥ Ô À

MOV (load) gather Ð òòâ Ôçâ Ôâý Ôâý Ôâç Ô ç Ô À

MOV (load) scatter M —ç ÔÔý Ôçý Ô¥¥ Ô ò Ô â Ôâý

MOV (load) scatter L Ô Ô À— ÔòÔ Ô¥¥ Ô ¥ Ô Þ Ôâý

MOV (load) scatter S Ô—âÔòÔ Ô¥ò Ô â Ôâý Ôâý Ôâý

MOV (load) scatter Ð ò¥— Ôò—Ô¥ç Ôâý Ôâý Ôâý Ôâý

MOV (load) s.f.e. M —ç —ç —ç —ç —ç —ç —ç

MOV (load) s.f.e. L Ô â Ôýý ÀÀ ÀÀ ÀÀ ÀÀ ÀÀ

MOV (load) s.f.e. S Ôâ¥ Ôòý ÔçÞ Ôâý Ôâý Ôâý Ôâý

MOV (store) gather M —Þ Ô ¥ òçç çòò ¥â¥ â¥â —Þ

MOV (store) gather L À  òýâ çâ¥ âÞý —âÞ— ò —Þ

MOV (store) gather S À¥ Ô ý òâò ¥òÞ âÔÔ ÞÔò —Þ

MOV (store) gather Ð À¥ òýâ çâÔ âÞý —ÞÔ—¥À——

MOV (store) scatter M —À Àç —ò ÔýÔ Ôýç À— —â

MOV (store) scatter L À¥ Ô—çÔý—ÔÔý Ôý—Ôý——â

MOV (store) scatter S À  ÔÔâ Àò ÔýÔ Ôýâ Ôýâ —â

MOV (store) scatter Ð À¥ Ô—ÞÔÔÔÔÔò Ôý—ÔýÞ —â

MOV (store) s.f.e. M —À  ¥  ç  Ô  Ô  ý  ý

MOV (store) s.f.e. L À¥ ÔÀý ÔýÞ ÔÔâ ÔýÀ ÔýÞ —â

MOV (store) s.f.e. S À¥ ÞÔ Þý âÀ Þý âÀ â—

MOVNTDQA none Ð ÔòK ÔÞK Ô¥K ò K ÔÞK ÞK âK

MOVNTI none Ð ÔòK ÀK Ô¥K Ô K À ý ÞòÔ ÔýÞ

PREFETCHNTA none Ð ÔçK ÔÀK Ô¥K òÀK çòK Ô¥K òòÔ

PREFETCHNTA scatter Ð ò ç çÔ¥ òâÔ òÞÔ Ôâý Ôâý Ôâý

PREFETCHNTA scatter M —ç ÔÔý Ôçý Ô¥¥ Ô ò Ô â Ôâý

VGATHERDD scatter Ð Ô â òÔÀ òò— Ô¥ç Ô ò Ôâý Ôâý
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In this appendix, we •rst present a theoretical model for the amount of ordering
enforced by a scheduling policy (as described in Section ¥. .ò) based on a simple CPU
behavior model. We then evaluate the trade-oš between dišerent scheduling policies
by contrasting the amount of ordering provided with the patterns' hammering speeds.

Computing Pattern Permutations. To analyze the amount of ordering provided by
a scheduling policy, we use a model for the processor's memory subsystem which
assumes that (a) load requests cannot be reordered around memory barriers, as guar-
anteed byM/LFENCE[Ô  ], and (b) all load requests are served by DRAM, including
consecutive ones to the same cache line with žushing in between accesses (Obs. ¥. .Ô).
Using this model, we can compute the number of theoretically possible orderings of
a hammering pattern.

We assume that patterns are always ordered at their beginning and their end, and
we compute the number of permutations for each interval (delineated by memory
barriers) individually. For a multisetM, containingl dišerent elements with mul-
tiplicities mÔ, mò, . . . , ml , the number of permutations is given by the multinomial
coe›cient ‰ m

mÔ,mò,...,ml
Ž � m!

mÔ! mò! ... ml !
. To obtain the total number of all permuta-

tions, we multiply the numbers for the dišerent intervals.

In practice, it is highly unlikely that memory accesses are reordered over large
distances, even if theoretically possible based on ordering semantics. However, as the
realistic extent of reordering is unknown, we use this simpler model.

Example. To illustrate, we use an example non-uniform patternSaÔaò aÔaò aç a¥S
where fences are shown using vertical bars. �e number of possible orderings is
computed as‰ â

ò,ò,Ô,ÔŽ� â!
ò! ò! Ô! Ô!� Ô—ý. When inserting another fence aŸer the fourth

access (corresponding to SPpair), we get the patternSaÔaò aÔaòSaç a¥Swith ‰¥
ò,òŽ�‰ò

Ô,ÔŽ�
Ôò possible orderings. By inserting a single memory barrier in the middle of the
patterns, the number of possible orderings has been reduced drastically.

Ordering vs. Hammering Speed. To explore the trade-oš provided by our scheduling
policies, we contrast the provided ordering and hammering speeds of Ô  K random
non-uniform patterns. We implement all proposed scheduling policies (see Table ¥.Ô¥)
in our fuzzer, hammer the generated patterns using the dišerent policies, and record
their activation rates. We then compute the number of pattern permutations using
the theoretical model introduced above.ò

We plot the results forZç in Figure B.Ô, where we show, for each policy and
each generated pattern, the hammering speed (x-axis) and the number of possible

ò To account for dišerent pattern lengths (L), we use the normalized ordering metricÄN �� Lº N, whereN
is the number of possible orderings.
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orderings (y-axis). We omit the similar results fromZ � , where we also ran this
experiment.

Observations. As expected, the scheduling policies dišer signi•cantly in the trade-
oš they provide. SPnone provides very high activation rates, as it allows the most
reordering. On the contrary, SPfull allows zero reordering at the expense of low
activation rates (of çÞ ACTs/tREFI on average). �e pattern-aware policies show two
dišerent types of distributions. For SPBP and SPBP/ò, the distributions are somewhat
similar to SPnone, albeit without the very fast outliers. On the other hand, SPpair

and SPrep provide ordering that is nearly as strict as SPfull , while allowing faster
hammering when compared to the latter, with average activation rates increased by
 Ô % (SPpair) and çÀ % (SPfull ) respectively.

Based on these results, we believe SPpair and SPrep could be well suited to reduce
the amount of fencing without signi•cantly impacting a pattern's ordering.
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h.Ô §u«uZ§h„ u±„†h«

�is work presents a novel platform for validating DRAM-based attacks (such as
Rowhammer and Rowpress), and more generally, for studying the memory con-
troller of CPUs. We study the memory controller to analyze the presence of in-CPU
Rowhammer mitigations.

�e insights of our work are useful to better understand the multi-layered security
of DDR  DRAM memory in today's computing systems. However, we believe that the
potential for misuse is limited due to the advanced nature of these attacks. Moreover,
Rowhammer is an industry-wide known problem, and as we do not present any new
attack vectors, we do not think that this work raises any ethical concerns.

h.ò ™£u• «h†u•hu

We have publicly released McSee's soŸware, including the oscilloscope-agnostic data
processing pipeline, the DDR¥/DDR  decoder, the XMLdig-to-CSV converter, and
our DDR  SPD decoder. Additionally, we provide the PCB interposer design for
enabling straightforward replication. �e artifacts can be found at the following
permanent link: https://zenodo.org/records/Ô âÔýÀÔâ.

h.ç o†““ ou±Z†•«

In Table C.Ô, we provide details of the DDR  UDIMMs used in our experiments,
including their reported RFM values and the presence of on-die ECC (ODECC).

Ô—À
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TZf•u C.Ô:Our DDR  UDIMM testpool. We report the manufactur-
ing date (Mf. Date) as year-month; size; frequency (Freq.);
device width (Wd.); DRAM geometry as number of ranks
(RK), bank groups (BG), banks per bank group (BA), and
row bits (R); their RFM values (RFM) where ªRº denotes
reserved for future use (RFU), and if on-die ECC (ODECC)
is present (3 ) or it is unclear ( ). Unavailable values are
denoted by n/a.

ID Mf.
Date

Size
[GiB]

Wd.
[b]

Geometry
j(RK,BG,BA,R)

RFM² OD-
ECC

MÔ òò-ý  Ôâ x— Ô, —, ¥, Ôâ ý, —ý, âx 3
Mò òò-ý— Ôâ x— Ô, —, ¥, Ôâ ý, R, R
Mç òò-ýÔ Ôâ x— Ô, —, ¥, Ôâ ý, —ý, âx 3
M¥ òÔ-Ôý Ôâ x— Ô, —, ¥, Ôâ ý, —ý, âx 3
M   òÔ-Ôý Ôâ x— Ô, —, ¥, Ôâ ý, —ý, âx 3
Mâ òÔ-Ôý Ôâ x— Ô, —, ¥, Ôâ ý, —ý, âx 3
MÞ òò-ýò Ôâ x— Ô, —, ¥, Ôâ ý, R, R
M— òÔ-Ôò Ôâ x— Ô, —, ¥, Ôâ ý, R, R 3
MÀ n/a Ôâ x— Ô, —, ¥, Ôâ ý, R, R 3
MÔý òÔ-ÔÔ Ôâ x— Ô, —, ¥, Ôâ ý, R, R 3
MÔÔ òò-Ôý çò x— ò, —, ¥, Ôâ ý, —ý, âx 3

HÔ òò-ýÔ — xÔâ Ô, ¥, ¥, Ôâ ý, R, R 3
Hò òò-Ôò — xÔâ Ô, ¥, ¥, Ôâ ý, —ý, âx
Hç òò-ýÞ Ôâ x— Ô, —, ¥, Ôâ ý, —ý, âx 3
H¥ òò-ý— Ôâ x— Ô, —, ¥, Ôâ ý, —ý, âx 3
H   òò-ýÞ Ôâ x— Ô, —, ¥, Ôâ ý, —ý, âx 3
Hâ òç-ýÔ çò x— ò, —, ¥, Ôâ ý, —ý, âx 3
HÞ òò-Ôò çò x— ò, —, ¥, Ôâ ý, —ý, âx
H— òç-ýÔ çò x— ò, —, ¥, Ôâ ý, —ý, âx 3
HÀ òò-ý— çò x— ò, —, ¥, Ôâ ý, —ý, âx
HÔý òç-ýÔ çò x— ò, —, ¥, Ôâ ý, —ý, âx
HÔÔ òÔ-Ôò — xÔâ Ô, ¥, ¥, Ôâ Ô,  â, çx 3

SÔ òò-ýò — xÔâ Ô, ¥, ¥, Ôâ ý, —ý, âx
Sò òÔ-Ôò — xÔâ Ô, ¥, ¥, Ôâ ý, R, R 3
Sç òò-ýÔ Ôâ x— Ô, —, ¥, Ôâ ý, R, R 3
S¥ òÔ-Ôý Ôâ x— Ô, —, ¥, Ôâ ý, R, R 3
S  n/a Ôâ x— Ô, —, ¥, Ôâ ý, R, R 3
Sâ òò-ýÀ Ôâ x— Ô, —, ¥, Ôâ ý, R, R 3
SÞ òç-ý  Ôâ x— Ô, —, ¥, Ôâ ý, —ý, âx 3

UÔ òò-ý  — xÔâ Ô, ¥, ¥, Ôâ ý, —ý, âx 3
² RFM values: RFM is required, RAAIMT, RAAMMT.
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We summarize some of the issues that we had with the DDR  Rowhammer RDIMM
Tester platform by Antmicro [Ô—â]. All reported bugs have meanwhile been •xed in
the o›cial Rowhammer Tester repository [Ô——].

Refresh counter bugÔ. We found a bug where activating certain rows would increment
the refresh counter as a side ešect, even though no refresh command was issued. �e
logic assumed that all commands were single-cycle commands, which is not the case
for DDR . Since our experiments depend on the refresh counter, we worked with
Antmicro to resolve it.

Payload executor bugs. We found several bugs in the payload executor, which is the
component that generates DRAM payloads based on a simple assembly-like language.
For example, upon our error report, Antmicro found a bug in the activation condition
of the DDR¥-to-DDR  adapter unit which caused the payload executor to not work
correctly. Another payload executor bugò included a wrong encoding of theLOOP
instruction caused by a silent truncation.

Incorrect addresses. Using McSee [Ô—¥], we found that hammered addresses de•ned
in our FPGA code do not correspond to the ones we can see on the bus. More precisely,
we hammered double-sided in the code but saw that two far-apart rows were activated
on the bus. AŸer reporting this issue, Antmicro found that this was caused by a bug
that creates a mismatch between DRAM address component bits in the FPGA design
and the platform's soŸware.

RDIMM support. When we •rst started working with the platform, only a handful
of DDR  RDIMMs successfully passed the memory training. Among others, we had
issues with dual-rank DIMMs. We worked with Antmicro to improve the supported
list of memory modules, which they now also document on their websiteç.

Ô https://github.com/antmicro/rowhammer-tester/issues/ÔÀÀ
ò https://github.com/antmicro/rowhammer-tester/issues/ÔÀÔ
ç https://antmicro.github.io/rowhammer-tester/memorytesting.html

ÔÀÔ
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To reverse engineer TRR on Hâ, we apply the same method as in Section Þ.ç. We
•rst zoom out to capture the TRR behavior at refresh granularity. We measure the
sampling period and identify the t§u€†s that TRR samples far less frequently than in
others. We then zoom in toACTgranularity, analyzing each lightly sampled interval
to discover which activation slots TRR actually samples. �is •ne-grained view lets
us craŸ a hammering pattern in which aggressor rows are activated throughout the
interval, while decoy rows are carefully placed into activation slots known most likely
to be sampled. Any TRR-induced refresh therefore targets only the decoys and leaves
the aggressors unsampled.

o.ò.Ô Zooming Out On Hâ

We brute force the sampling period by incrementingN and rerunning the zoom out
experiment of Section Þ.ç.Ô. Starting atN� Ôâ and increasing it step-wise toN� ò â,
shows no signs of a repeating pattern, hinting at a much longer sampling period.
However, testing largerN, requires adding more refreshes to the DRAM payload,
which inevitably leads to noise in the results. Hence, we need a new way to scale our
zooming out even further.

We came up with a new technique to scale our methodology to sampling periods
covering thousands of t§u€†s. �e key idea is that if we found the correct sampling pe-
riod, then repeating the same experiment for refresh countersN,òN,çN, . . .should
give us a clear pattern in the TRRs-per-t§u€† histogram (e.g., Figure Þ.ç) already by
looking only at the •rst few hundred t§u€†s.

We test this approach by examining only the •rst ò â t§u€†s of the sampling window
for each candidateN: we align the refresh counterc to c � ý ˆmod N• before every
run and look for a stable pattern. We repeat this experiment for many repetitions.
�is re•ned method uncovers a clear, repeatable pattern atN� òâý—, showing that
Hâ operates on a òâý—-t§u€† sampling period.

Observation (OÔ¥). Hâ employs a òâý—-t§u€† sampling period.

With the òâý—-t§u€† sampling period known, we scan the entire period in smaller,
ò â-t§u€† chunks. Before each run, the refresh counter is advanced by ò âREFs, so
every experiment covers a fresh ò â-t§u€† slice. Ten such shiŸs cover the •rst ò âý
intervals; the eleventh iteration captures the remaining ¥— intervals and wraps around,
completing the sweep. �e results reveal that roughly three t§u€†s in every çò-t§u€†
block are sampled signi•cantly less oŸen.
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Observation (OÔ ). Across the full òâý—-t§u€† period, approximately three
t§u€†s per çò-t§u€† block are sampled signi•cantly less oŸen.

o.ò.ò Zooming In On Hâ

AŸer isolating the lightly sampled t§u€†s in the òâý—-t§u€† period, we zoom in to
ACTgranularity. Repeating the per-activation experiment from Section Þ.ç.ò for all
the candidate t§u€†s, gives us the same result as for Hò: TRR is most likely to sample
the lastACTissued before the nextREF. �is means we know both which t§u€†s to
hammer and how to schedule activations inside each interval.

o.ò.ç Pattern Pòâý—

Algorithm ¥ on page Ô¥  shows the pseudocode forPòâý—. �e complete sequence
spans òâý— t§u€† intervals and is divided into two identical Ôò——-t§u€† segments
(lines Ô± ). Within each segment the aggressor pair is hammered for —�   � ç �
Ôòý t§u€†s, while decoy activations occupy the remaining ÔÔâ— t§u€†s. �e Ôòý ham-
mered t§u€†s (lines ç and Þ) correspond exactly to the lightly sampled intervals
identi•ed earlier.

o.ç £Z±±u§• ™£±†“†ñZ±†™•«

We show how brute-forcing the refresh alignment can be made Ôâ� more e›cient by
leveraging the pattern's structure.

Our reverse engineering (Section Þ.ç) revealed that the TRR sampling behavior
shows a repeating pattern recurring aŸer Ôò— (Hò) and òâý— (Hâ) refreshes. To by-
pass TRR, we need to hammer in speci•c refresh intervals within these repeating
patterns. �erefore, we need to align to certain refresh commands before executing
our hammering pattern. For example, for DIMM Hò, there are twoREFswithin each
sequence of Ôò—REFswhere we can start hammering to trigger bit žips (Section Þ.¥.ç).
�is means, our chance to hit the right refresh alignment is ò~Ôò—� Ô. â %. Next, we
show how we increase the pattern's success rate by a factor of Ôâ� by implementing
two optimizations.

O£±. Ô: Pattern instances. We hammer only selected t§u€†s in our pattern, for exam-
ple, çò t§u€†s in our Hò pattern. Consequently, there are Àò unused t§u€†s in which
we only access decoys to stay in sync. However, instead of decoys, we could make use
of these t§u€†s to hammer three more instances of the pattern (i.e., in ç� çò t§u€†s)
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with dišerent refresh alignments and targeting other rows. �is reduces the number
of decoy rows to the ones used for synchronization as we are now hammering a
double-sided aggressor pair in every t§u€†. �is optimization increases the chance to
hit the right refresh alignment from Ô~â¥ � Ô. â % to ¥~â¥ � â.ò  %.

O£±. ò: Bank-level parallelism. Earlier work [âç] showed that bank-level parallelism
can be exploited to increase the number of bit žips by hammering multiple rows
on dišerent banks in parallel. In our case, however, we argue that the probability of
hitting a vulnerable refresh ošset (â.ò  %) is signi•cantly lower than not reaching
the HCmin of any of the four targeted rows. For example, if we hammer our pattern
PÔò—for —ÔÀò t§u€†s with  ýACTs/t§u€†, we can accumulate aHC of approx. Ôýò.¥ K,
which is roughly the average HCmin (Ôýç.ç K) of the DIMMs vulnerable to this
pattern. �erefore, we use bank-level parallelism to further increase the number of
dišerent refresh alignments that we try in one pattern execution (instead of testing
dišerent rows with the same refresh alignment). We can use dišerent banks for this
as we showed in Section Þ.¥.ò that the vulnerable refresh ošsets are identical across
banks. By hammering four banks in parallel with shiŸed pattern instances, we can
try Ôò—~çò� ¥ alignments at once. �is optimization combined with O£±. Ô increases
our success rate from originally Ô~â¥ � Ô. â % to ˆ¥ � ¥•~â¥ � ò  %.

Similar to Hò, the pattern for Hâ allows us to increase the success probability by
trying dišerent refresh alignments on dišerent banks in parallel. �is increases the
success rate from Àò~òâý— � ç. ç % to ˆ¥ � ¥• ‡ Àò~òâý— �  â.¥— %.

o.¥ “u±Z-§uê†uë

�e following meta-review was prepared by the program committee for the òýòâ
IEEE Symposium on Security and Privacy (S&P) as part of the review process as
detailed in the call for papers.

o.¥.Ô Summary

�e paper introduces a novel Rowhammer attack that bypasses target row refresh
(TRR) mitigations in DDR  memory from a major vendor using unique hammering
patterns. �e authors demonstrate the real-world applicability of these patterns and
propose a self-correcting attack technique that synchronizes complex hammering
sequences with observed refresh operations.
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o.¥.ò Scienti•c Contributions

· Independent Con•rmation of Important Results with Limited Prior Research

· Creates a New Tool to Enable Future Science

· Addresses a Long-Known Issue

· Identi•es an Impactful Vulnerability

· Provides a Valuable Step Forward in an Established Field

o.¥.ç Reasons for Acceptance

Ô.�e paper independently con•rms previously reported Rowhammer-induced
bit žips on DDR  and provides a valuable step forward in the •eld of Rowham-
mer attacks by showing the increased resistance in DDR  largely stems from
vendor-implemented TRR mitigations.

ò. �e paper creates a new tool to enable future science by presenting a methodol-
ogy and lab setup to reverse engineer DDR  TRR mitigations, demonstrating
its applicability on DDR  chips from a major manufacturer and in constructing
unique hammering patterns.

ç. �e paper identi•es an impactful vulnerability by successfully executing a
Rowhammer attack on a commodity DDR  system, addressing the long-
standing question of DDR 's susceptibility to Rowhammer.

o.¥.¥ Noteworthy Concerns

Some reviewers were concerned that the evaluation is limited to DDR  modules from
a single memory vendor and a single CPU vendor, leaving uncertainty regarding the
attack's applicability across broader hardware con•gurations. However, all reviewers
agreed that the technique and results provide signi•cant value and merit publication.

o.  §u«£™•«u ±™ ±„u “u±Z-§uê†uë

We thank the reviewers for their meta review of our paper. However, we respectfully
disagree with the noteworthy concern. Section Þ.Þ clearly discusses that substantial
ešort is necessary for porting Phoenix to other hardware con•gurations, making
multi-vendor analysis beyond the scope of a single academic study. Please note that
most recent hardware attacks of this caliber focus on a single vendor onlyÐsuch as
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Intel [çò, ÔÀÔ] or Apple [ÔÀò±ÔÀ¥]Ðyet are still considered highly impactful, with [çò]
being a distinguished paper awardee at USENIX Security òýò .
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