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Abstract

This thesis addresses the complexity of software engineering. We �rst de�ne what we
mean by complexity. Then, we proceed by discussing a number of examples of software
engineering processes strongly tied to complexity, both of social and technical nature. We
speci�cally focus on two of these processes:collaborative bug handlingand software mod-
ularity . The former is the result of social interactions, taking place within open source
software communities, while processing and resolving softwarebugs. The latter determines
how software architectures should be structured in order to foster their maintainability.
This thesis is divided into two parts: one studying the role and dynamics of social inter-
actions, while the other focuses on the growth of source code and how software dependen-
cies are organized. We argue that social interactions and software dependencies share a
topological structure that can be addressed quantitatively by the application ofcomplex
networks theory. We provide a number of examples illustrating how useful this framework
can be. We show that we can measure possible threats against community resilience when
discussing a case study on centralization. Furthermore, we use social network analysis to
create a social information �ltering scheme with a remarkable high accuracy, when ap-
plied to predict which bug reports can be �xed. We also discuss how the deterioration of
modularity can impact on project management costs, and we propose an e�cient method
to restore software modularity, by automatically reorganizing source code. We argue that
the results presented via these two perspectives, namely social interactions and software
dependencies, can be uni�ed in software engineering under thesocio-technical congruence
framework. We emphasize that our results have an impact far beyond the realm of soft-
ware engineering. Speci�cally, we argue that our �ndings are of broader interest to the
social sciences, contributing to the fast growing �eld ofcomputational social sciences.
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Kurzfassung

Die vorliegende Dissertation thematisiert das Problem der Komplexität in der Softwa-
reentwicklung. Als erstes de�nieren wir, was wir unter Komplexität verstehen. Darauf
aufbauend diskutieren wir eine Anzahl von Beispielen aus der Softwareentwicklung, die
hohe Komplexität sozialer und technischerNatur aufweisen. Wir fokussieren uns auf zwei
konkrete Prozesse aus der Softwareentwicklung: kollaborative Fehlerbehandlung (collab-
orative bug handling) sowie Softwaremodularität (software modularity). Im Fall der kol-
laborativen Fehlerbehandlung interessieren uns vor allem die sozialen Interaktionen inner-
halb einer open source software community, die während der gemeinschaftlichen Behand-
lung eines Softwarefehlers (software bug) statt�nden. Im Fall der Softwaremodularität
indessen widmen wir uns der Fragestellung, wie eine Software architektonisch, d.h. in
ihrem Aufbau aus Submodulen, gestaltet sein muss, um eine einfache Instandhaltung zu
gewährleisten. Diese Arbeit besteht aus zwei Teilen: Teil eins betrachtet die Rolle und
Dynamik sozialer Interaktionen, Teil zwei konzentriert sich auf das Wachstum von Soft-
warecode sowie der Organisation von Softwareabhängigkeiten. Wir legen dar, dass soziale
Interaktionen und Softwareabängigkeiten topologische Eigenschaften teilen, die wir quan-
titativ mit Hilfe der Theorie komplexer Netzwerkebeschreiben. Anhand einer Reihe von
Beispielen zeigen wir die Nützlichkeit dieser Betrachtungsweise auf. Mittels einer Fall-
studie zur Zentralität von Entwicklern im sozialen Netzwerk zeigen wir, wie auf diesem
Weg mögliche Gefahren für den Zusammenhalt und Erfolg einer Gemeinschaft zur kol-
laborativen Fehlerbehebung quanti�ziert werden können. Diese Erkenntnis verwenden wir
dann zur Entwicklung einer Methode, die unter Verwendung Maschinellen Lernens mit er-
staunlich hoher Präzision vorhersagt, ob ein software bug behoben werden kann oder nicht.
Desweiteren diskutieren wir, welchen Ein�uss der Rückgang von Softwaremodularität auf
Verwaltungskosten eines Projekts hat, und entwickeln eine e�ziente Methode der automa-
tischen Umstrukturierung von Softwarecode um Softwaremodularität wiederherzustellen.
Wir argumentieren, dass die Resultate dieser dualen Betrachtungsweise (soziale Interak-
tion und Softwareabhängigkeit) einen direkten und wichtigen Beitrag zum Forschungs-
feld der sozio-technischen Kongruenzleisten. Abschliessend möchten wir hervorheben,
dass diese Arbeit darüber hinaus unmittelbar Erkenntnisgewinne für weitere Disziplinen
liefert, wie zum Beispiel den Sozialwissenschaften, insbesondere für das aktuelle Feld der
Computer gestützten Sozialwissenschaftencomputational social sciences.
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Summary

Chapter 1: Introduction

We start with a short review on complexity, and brie�y highlight the complexity of a
number of software engineering processes. We present our methodology and contributions.

Part I: Collaborative Bug Handling
Part I covers chapters 2�5, and discusses the quanti�cation of social organization in open
source bug handling communities.

Chapter 2: Quantifying Social Organization

We present a quantitative methodology based on social network analysis. We use this to
monitor the changes in social organization in open source bug handling communities. We
analyze di�erent communities and show how centrality measures capture the distinction
in their structure and dynamics. We complement the quanti�cation using a few snapshots
of network diagrams that help in the interpretation of our results.

Chapter 3: A Case Study on Centralization

We extend the methodology introduced in the previous chapter to focus on the central-
ization event observed in the social organization of the bug handling community of the
Gentoo project. Between2004and 2008, a contributor namedAlice was responsible for
most of the work performed on bug handling. We present complementary results based
on social network analysis and report on the interviews which we performed with three
prominent Gentoo contributors, including Alice herself. We further show how commu-
nity performance was a�ected during the centralization period, and emphasize the negative
lastingly e�ects following Alice's sudden departure. We conclude by discussing the advan-
tages and threats posed by centralization and the relevance of our results in terms of
management practices.

Chapter 4: Emotions and Contributors Activity

Based on the testimony ofAlice, in which she justi�es that her decision to leaveGentoo
was in�uenced by communication problems, we apply sentiment analysis and quantify
emotions expressed in messages exchanged via two channels: the bug tracker and the
developers mailing list. We �nd support forAlice's claims of loss of motivation due to a�as
she described��[...]disruptive social environment in the project as a whole�. Furthermore,
we develop a quantitative method to predict the likelihood of decreasing activity due to
the dynamics of emotions expressed via these two communication channels. We discuss
the respective implications with respect to the management of community turnover.

vii



Chapter 5: Triaging Bugs with Social Networks

We combine the methodology presented in chapters 2 and 3 to predict which bug reports
are worth the processing e�ort. Using social network analysis, we learn that thebug
reports' membership to the networklargest connected componentis a good indicator for the
quality of their bug reports. Moreover, we also �nd that networkcentrality in�uences the
outcome: the more central, the higher the likelihood that the bug report addresses an issue
that can be �xed. We use in total nine measures quantifying the network embeddedness
of bug reporters to construct a classi�er based on support vector machines. We use it
to prioritize bug reports that are consideredvalid (e.g. can be solved) or deferinvalid
ones (e.g. need more information). We emphasize that our method�solely based on social
network analysis�bears great practical relevance, for it produces remarkably high accuracy
results, and only requires information available at reporting time.

Part II: Software Modularity
Part II covers chapters 6 and 7, and discusses the dynamics of software modularity.

Chapter 6: Monitoring Software Modularity

We introduce a measure known from the study of modularity in complex networks theory
(Newman's Q modularity), to quantify the congruence between the clusters of software
dependencies and the decomposition of the source code into modules. Our analysis is
based on a dataset composed ofJava open source software projects. We discuss network
visualizations as a complement to quantitative results.We argue that our method is relevant
to software projects in general.

Chapter 7: Improving Software Modularity

In the previous chapter, we observe that software modularity can deteriorate during the
evolution of the source code. We argue that this incurs extra management costs and
propose a methodology to restore software modularity. Our approach is based on a tech-
nique known asrefactoring. We use a stochastic algorithm, controlled by a temperature
parameter, to redistributeJava classesbetweenpackages(modules) such that modularity�
expressed in terms of Newman'sQ modularity�is maximized. We show that the worse the
software modularity of a given project, the higher the modularity gain achieved by our
algorithm. We discuss our methodology with respect to statistical physics concepts and
their implications. Finally, our methodology is implemented as anEclipse plugin which
can be freely downloaded from an online software repository.

Chapter 8: Conclusion and Outlook

We list the contributions of this thesis, framing the respective message according to dif-
ferent areas. We outline future research and present concluding thoughts.
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Chapter 1

Introduction

�Ïîåõàëè!� (Let's go!)

Yuri Gagarin

1.1 Complex, Not Simply Complicated

Complexity is what prevents us from predicting when thebitcoin price [32] will crash
using the equations that determine the dynamics and initial conditions of all atoms in the
market [67, 68]. This example expresses that there are limits to what can be achieved
via reductionist approaches [187]. As remarked by the physics nobelistP.W. Anderson,
�The ability to reduce everything to simple fundamental laws does not imply the ability to
start from those laws and reconstruct the universe.[...] Instead, at each level of complexity
entirely new properties appear[...]� [6]. Within this context,Aristotle was right: the whole
is more than the sum of its parts1. This indicates that complexity is strongly related to
nonlinearity2, but it is not quite the same [171]. As nicely stated in [91], �Nature can
produce complex structures even in simple situations, and can obey simple laws even in
complex situations�. Complexity is more related to the former, while the latter is indicative
of deterministic chaos[201]. What is it that makes a systemcomplex, and not chaotic
or simply nonlinear? According to [145], acomplex systemis �a system in which large
networks of components with no central control and simple rules of operation give rise
to complex collective behavior, sophisticated information processing, and adaptation via

1Aristotle 's Metaphysics
2linear systems can be solved viasuperposition principle, nonlinear systems can not [40]

1



2 CHAPTER 1. INTRODUCTION

learning or evolution�. Thus, a complex system displays collective behavior thatemerges
from the interactions between its parts. Moreover, theemergent behavioris not found in
isolated parts, it is indeed a property of the whole [118]. For example,consciousnessis
considered an emergent property of the human brain and believed to not reside in isolated
neurons [212]. Furthermore, as described in [171] �complex systems can survive the removal
of parts by adapting to the change[...]�, meaning that theemergent propertiesof complex
systems are robust with respect to the loss of a fraction of their parts. Last but not least,
emergence is the result of the interactions between a very large number of parts. As an
example, anarmy ant colony behaves like a �superorganism with collective intelligence�
when composed of millions of ants, but if you isolate 100 of these, they circle around until
they die from exhaustion [145]. �More is di�erent�, concludesP.W. Anderson [6].

Complexity is ubiquitous in our life, and plays a fundamental role at di�erent scales
in science [117]: from quantum physics [165], chemistry [227], biology [137, 218], up to
�nance [97] and the economy [11, 185]. Still, the di�erence between beingcomplex345 and
being complicated is often misunderstood. Figure 1.1 illustrate each case, with examples
found in the engineering �eld. Figure 1.1(a) depicts a multi-stage rocket. Although it is
clearly made of thousands of smaller parts (even more according to the model), these do
not interact beyond speci�cation. They are simply �xed together, and their operation is
determined by a central control. This constitutes a top-down approach (e.g. via ground
station, rocket crew, etc). Thus, a rocket is simply a complicated machine, di�cult to
build and operate, but not complex at all. The next example is by far more remarkable.
As depicted in Figure 1.1(b), we are referring to a regular bridge, inaugurated in London
in the year 2000, the so calledMillenium Bridge. The interesting fact about this bridge
is what happened when it was opened to the public, and what followed as soon as lots
of people started crossing it. This bridge was engineered to resist the elements, but not
people! We walk step by step. This creates small lateral loads that alternate direction,
according to the respective foot balancing our weight on the �oor. On a bridge, these small
lateral loads can force its structure sideways. With enough people doing the same step, this
alternating load can create a perceivable lateral wobbling in the bridge structure. What
happened is that people started to adjust their walking gait to the wobbling of the bridge,
via a positive-feedback mechanism [54]. At some point, the walking gait of most of the
people on the bridge was synchronized, amplifying the wobbling to such a magnitude that
the bridge needed to be closed to the public. It was reopened only in2002, when lateral

3di�erence w.r.t. the terminology use and consensus in the literature
4in terms of computer science, the de�nition of complexity used here is loosely related tocomputational

complexity, the latter refers to the computational time required to execute an algorithm [130]
5it is more closely related to Kolmogorov complexity, which refers to the length of the algorithm that

describes a system (complexity means that describing the system's parts is not enough) [113]
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dampers were installed. Here, complexity is the result of people interacting directly with
the bridge, and indirectly with each other. The emergent property is the synchronization
of the walking gait of everyone over the bridge, which led to a dramatic ampli�cation of
the lateral wobbling.

(a) Soyuz rocket assembly (sourceNASA 2004)

(b) Millenium Bridge ( M.S.Z. own work 2006)

Figure 1.1: (a) Complicated system. (b) Complex system, when crowded with people.



4 CHAPTER 1. INTRODUCTION

The inauguration of the Millenium Bridge provides a spectacular example of how complex-
ity can shake the grounds of our understanding. If even a discipline as traditional ascivil
engineering can overlook the role of complexity, what could we expect from knowledge
domains which are relatively less mature? This thesis contributes to the e�ort of answer-
ing this question by exploring the complexity ofsoftware engineeringprocesses. The rest
of this chapter is organized as follows: in section 1.2, we provide a brief overview on how
software engineering can be in�uenced by processes of complex nature, while in section
1.3, we focus on the topics that will be discussed in the remaining chapters of this thesis.

1.2 Software Engineering and Complexity

Software development is a relatively recent industrial sector which became crucial as hard-
ware gained in power, reliability and a�ordability, allowing computer based applications to
be widely adopted. According toE. Dijkstra , expectations were that, as hardware becomes
more powerful, programming would become easier [60]. This was based on the fact that
code needed to be highly optimized with respect to the targeted hardware (i.e. di�cult to
write). Early machines would need to make an e�cient use of their resources, something
that was believed to not be required if hardware was powerful enough. It turned out that,
the more powerful the hardware, the more was required from it: source code grew in size
and complexity as new software projects were being proposed. By that time, software
development methodology was not as mature as the methodologies applied in hardware
construction (e.g. electrical engineering). Due to this, the industry faced great di�cul-
ties as it tried to manage ever growing projects. The termsoftware crisis [39, 156] was
coined to characterize this early stage of computer industry, calling for the speci�cation
of methodology and best practices for software development and project management,
resulting in the birth of software engineeringas a discipline [195].

Software engineering wisdom acknowledges that project e�ciency and software quality
rely strongly on human and social aspects related to the development process [181]. For
example, due to the intangible nature of software, the respective cognitive challenges im-
posed upon working teams are relatively high [132, 172]. Team members are required
to interact and share their knowledge, coordinate e�orts and collaborate on a large vari-
ety of tasks, while attaining to the expectations of the respective stakeholders [36]. The
following are a few among the many questions�of social and human nature�in�uencing
project performance: How to e�ciently promote knowledge sharing between developers?
What are the requirements to avoid miscommunication between users and developers?
What kind of hierarchical structures should be adopted and how the work load should
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be distributed? Thus, to achieve a deeper understanding of these aspects and their e�ect
on software engineering processes, we are required to take into account the collective dy-
namics of the social interactions between a potentially large number of diverse individuals
(heterogeneous agentsas it is commonly referred in the literature) [184].

At the core of these social and human issues lies the intrinsic complexity of software engi-
neering processes. Di�erent from other industries, there is nophysical aspect constraining
what can be done with software. The real limitations are in essence of social6, economic7

and conceptual8 nature [139]. Thus, the diversity of feasible software applications is im-
mense. Related to this, the software industry also stands out in terms of the strong
coordination requirements dictating the combination of the products of di�erent vendors.
For example,operating systemsneed to run in the speci�edhardware, which areintercon-
nectedvia a set ofcommunication protocols, allowing then to exchange and interpretdata
generated by di�erent applications and so on. Figure 1.2 depicts an insightful example on
how di�erent software technologies are combined in practice [143]. Indeed, the need for
coordination between vendors is found in other industrial sectors as well. As illustrated
in [139], �train locomotives have to �t with the tracks, and lubricants have to match the
design of machinery�, however, as emphasized in [139], no industrial sector needs to deal
with such �as wide-ranging and complex a coordination challenge as the software industry�.

Furthermore, the interaction between the processes composing the software life cycle also
contribute to the complexity of project management. Traditionally, the life cycle is de�ned
as the speci�cation of requirements, solution design, respectiveimplementation, testing,
releaseand maintenance[90]. In this order, they correspond to thewaterfall cycle: each
step needs to be concluded before moving to the next one. In many cases, this is not
a realistic approach. For example, requirements might change at any time, forcing the
reboot of the cycle. In fact, due to this and other kinds of unexpected changes during
project development, the life cycle can become chaotic: small deviations trigger cascades
of changes in many aspects of the project�the so calledchaos cycle�as described in [169].

Last but not least, the very structure of the source codecan take the shape of a dense
network of dependencies between software constructs9, thus by de�nition, source code is
also complex [86, 124, 149, 202]. As an example, suppose a modular system composed of
n modules, where each one depends on functionalities implemented in each of the other
n � 1 modules. This results in a network in which the number of links increases fast
with n (/ n2). Thus, the denser this network, the more di�cult it is for a newcomer

6e.g. the availability of human resources
7e.g. the pro�tability of the project
8e.g. the feasibility of an algorithmic approach solving a given problem
9variables, functions, attributes, classes, �les, modules, etc
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Figure 1.2: The most likely combination of software technologies (as of 2012). This
is inferred from the simultaneous occurrence of di�erenttags extracted from questions
posted at stackoverflow . The latter is a Questions&Answers online forum focused
on technology (http://stackoverflow.com/ ). In the diagram, each circle represents one
tag. We draw a line connecting a pair of tags if they are found more frequently than what
is expected by chance. Furthermore, groups of tags that appear more often together have
their respective circles �lled with the same color. This is enabled by acommunity detec-
tion approach [30]. The resulting network diagram illustrates the potential coordination
challenges faced by software vendors (with permission ofPiotr Midgaª [143]).
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to understand how the software works, a fact that imposes stringent limitations in terms
of maintainability and expandability of its existing functionalities. Finally, the process
of writing software is error prone. While syntax errors are easily found by the compiler,
a vast range of conceptual errors (the so calledbugse.g. caused by poor design, typos,
etc) can be overlooked during development/compilation and will only be detected by the
end-user at runtime, due to the fact that exhaustive testing is often unattainable [90].

1.3 Focus of the Thesis

This thesis has two parts. Part I focuses on thebug handling communitiesof a number
of open sourcesoftware projects. These communities are responsible for triaging bug
reports. The latter constitute descriptions of malfunctions reported by others and must
be processed in order to improve the software. Since resources are often limited, reports
must be triaged in order to prioritize more urgent issues, and also to avoid wasting time on
descriptions that are incomplete or in general,faulty. A great deal of social interactions can
take place within the community while a bug report is being processed. We discuss further
details in chapters 2�5, while in section 1.3.1 we summarize the respective contributions.
Part II presents our work onsoftware modularity. We propose to measure the evolution of
software modularity using a quantitative approach that expresses the congruence between
the clusters of software dependencies10 and the decomposition of the source code in terms
of modules. We employ our method in a study focused on a dataset composed ofJava
open source projects, and show that software modularity can decrease over time. As this
can impact management costs, we propose an algorithm to remodularize source code and
restore software modularity. We summarize our contribution in section 1.3.2, while further
details are discussed in chapters 6 and 7.

As discussed in section 1.2, the contents of these two parts are related to the complexity
of software engineering processes. In Part I the focus is on social interactions, while
in Part II the focus is on software dependencies. In terms of methodology, these two
parts share an remarkable characteristic:social interactions and software dependencies
can be reexpressed asnetwork structures. A network11 represents a set ofnodeswhich are
connected by a set oflinks [224]. In Figure 1.3(a) we illustrate a social network in which
software developers interact by exchanging messages. Figure 1.3(b) depicts a network of
software dependencies between �les.

10use of attributes, methods, functions, inheritance, etc
11also known as graph within the computer science domain, such that network nodes represent graph

vertices while network links represent graph edges
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(a) social interactions (b) software dependencies

Figure 1.3: (a) social network: e.g. developerA sends a message to developerB . (b)
software network: e.g. �lef1 uses a function implemented in �lef2.

Networks are extremely useful in practice as they enable the use of quantitative methods
to study complexity. With networks, a complex system can be analysed as whole, allowing
us to minimize the use of complementary reductionist approaches. This methodology was
developed within the context of mathematics and computer science, and was recently re-
discovered in statistical physics [4, 151]. In current literature, this methodology is known
as complex networks theory. The �eld is growing fast, due the availability of computa-
tional power and due to its relevance with respect to the wide spread ofInternet based
applications and the underlying infrastructure that keep us connected �24=7�.

In this thesis, we focus onaggregated networks, i.e. networks that are created by aggregat-
ing all interactions (i.e. links) taking place within a given time period. Recent develop-
ments in the literature state that aggregated networks can be misleading [164, 183]. They
show that paths12 that are observed in an aggregated network might not be realizable
when considering the exact temporal sequence of the respective interactions. We argue
that the use of aggregated networks does not jeopardize the results presented in this thesis.
The adoption of time-preserving networks or simplytemporal networkscan only improve
our results, for the following reasons:

12a sequence of links connecting two nodes
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� In Part I: We use a short sliding window of30days width and an associated step size
of one day to aggregate social interactions over a given timespan. This is an arbitrary
choice which was found to be very reasonable, since varying these two parameters
did not have signi�cant impact on our results. The referred social interaction are
illustrated in Figure 1.4. Moreover, the context of our research is focused on social
embeddeness and the frequency of interactions, not their sequence. Finally, the high
accuracy performance of our bug report classi�er (see Chapter 5) provides strong
evidence that our approach is adequate within the given context.

Figure 1.4: Bug report updates and life cycle according toBugzilla 's infrastructure.
After being reported, a bug can be forwarded (i.e.cc), reproduced, assigned and �nally
closed. The direct interactions between two individuals (links labeled withcc or assigns)
can be aggregated to form a social network (diagram inspired byIngo Scholtes ).
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� In Part II: For a given release of the software13, the software dependencies are static.
An example is depicted in Figure 1.5. Thus, the notion of temporal sequence does
not apply, allowing us to disregard any concerns related to the use of aggregated
networks.

Figure 1.5: From source code to a network structure. In this example,C++ classes are
taken as network nodes, while dependencies between classes are interpreted as network
links (example based on [149]).

For a given aggregated network, we can compute a number of measures that emphasize
the di�erent roles of individuals in a social organization, allowing us to rank individuals
according to their importance14 when focusing on a given role. Figure 1.6 depicts how
di�erent measures emphasize di�erent roles. For example,degree centralityemphasizes the
number of adjacent neighbors (i.e.degree, see Figure 1.6(a)), while betweenness centrality
emphasizes the number of paths that include a given node (intermediators score high on
this measure, see Figure 1.6(b)). More interestingly,eigenvector centrality emphasizes

13repository snapshot of the source code, version available for download, etc
14 in network terminology, we refer to this as centrality
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that the centrality of a node depends on the centrality of its direct neighbors (by means of
a feedback process, see Figure 1.6(c)). As a �nal example,closeness centralityemphasizes
the inverse of the sum of lengths of the shortest paths from a given node to each other
node in the network (the smaller the sum, the higher the centrality, see Figure 1.6(d)).
The literature is rich in terms of similar measures [152, 222].

(a) degree centrality (b) betweenness centrality

(c) eigenvector centrality (d) closeness centrality

Figure 1.6: Examples of node-centric network measures. The node size and redness are
proportional to centrality : the larger and the more red, the more central a node is in the
given context. Thus, di�erent measures emphasize di�erent roles within the network.

In Part I, we apply a number of network measures, and interpret their meaning with respect
to social organization. Moreover, by aggregating social interactions according to a sliding
time window of �xed width, we can follow the dynamics of these measures. This allows us
to observe changes in social organization. This is crucial for the case study presented in
Chapter 3, and also enables us to recalibrate the bug report classi�er presented in Chapter
5, such that it can adapt to the dynamics of the targeted community. In this thesis, the
measures are presented gradually as they become relevant. Similarly, network measures
can also be used in the study of source code evolution. In line with this, we present our
contribution in Part II. For a broader and more diverse perspective (in terms of quantitative
measures), we refer to [25]. They study the dynamics of a number of measures applied
to the source code of several open source projects. They construct networks in which
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nodes representsoftware functions, and links representfunction calls. Interestingly, they
show that the centrality of nodes is indicative of the severity of eventualbugs. This �nding
bears great relevance to the problem ofbug prediction, which seeks for approaches enabling
the automated detection of software problems [55]. We argue that the combination of
complementary network perspectives has much to o�er in software engineering research.
We believe that our methodology for automatic bug report classi�cation can be combined
with bug prediction approaches improving thestate of the art in this topic, thus standing
as an interesting subject for future research.

The increasingly use of quantitative approaches based on networks stands as a signi�cant
complement to the software engineering literature. Speci�cally in the study of the role
of human and social aspects in software engineering, which is traditionally based on a
well established qualitative foundation [3, 190]. Current research is now aiming at uni-
fying social and technical aspects of software engineering and we argue that the complex
systems approach, with its quantitative methods based on networks, is a promising frame-
work. Evidence for this can be found in the literature covering the topic of socio-technical
congruence [27, 28, 29, 36, 37, 43, 128, 194, 216, 217]. We further discuss these issues
in Chapter 8, with the concluding thoughts that close this thesis. In a broader sense,
this interest on quanti�cation�the main topic of this thesis�is justi�able, as it is essential
for an actionable understanding of the phenomena under examination. In other words, it
allows us to pinpoint the driving forces and unveil the respectiveknobs that control the
dynamics. Therefore, quanti�cation is not only of academic interest as it also bears great
relevance to the industry. In the next, we summarize our contributions.

1.3.1 Contributions: Part I - Collaborative Bug Handling

In this part we focus on time stamped social interactions taking place within the bug
handling communities of open source software projects.

Chapter 2 - Quantifying Social Organization

We propose a quantitative methodology based on social network analysis to monitor the
dynamics of social organization within bug handling communities. We demonstrate its
potential with the longitudinal analysis of 14 large open source software projects covering
at least 10 years of activity. We argue about its value as tool for project managers.
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Chapter 3 - A Case Study on Centralization

We extend the methodology presented in Chapter 2, and focus on theGentoo project
for we observe dramatic changes in the social organization of its bug handling community.
Our methodology shows that most of the work load between2004� 2008was concentrated
on single individual (referred to asAlice). We further observe that during this period of
centralization, performance�measured as the ratio between reported and resolved bugs, as
well the time to �rst reply and the total time to provide a resolution to a bug report�was
minimized. Interestingly, we detect the sudden departure ofAlice. Community dynamics
changed drastically after this event. We interview three prominentGentoo contributors�
including Alice�which con�rm our quantitative �ndings. To the best of our knowledge,
this is the �rst report in the literature of collaborative software engineering, presenting a
case of centralization with associated account of changes in team performance.

Chapter 4 - Emotions and Contributors Activity

In Chapter 3, we report onAlice's justi�cation for her sudden departure fromGentoo .
According to her words, she left the project due to a �[...]disruptive social environment in
the project as a whole�. We investigate her statement with quantitative methods based
on sentiment analysis. We focus on two disjoint data sets: the developers mailing list
and the bug tracker. We �nd that the threads of messages in which she participated were
indeed more negative than the threads in which she did not participate. Inspired by this
�nding, we develop a methodology that predict community turnover based on emotional
expression within textual communication channels.

Chapter 5 - Triaging Bugs with Social Networks

We combine the results presented in chapters 2 and 3, to create a bug report classi�er that
yields remarkable high accuracy results. We use this to prioritize bug reports based on
the likelihood that they will lead to a productive resolution, thus allowing the project to
allocate resources more e�ciently. This only takes into account the social embeddedness of
the bug reporter, and only requires information available at reporting time, thus bearing
great relevance in practice. We develop the methodology and test its performance using
a longitudinal dataset containing the records of4 large open source projects:Eclipse ,
Netbeans , Firefox and Thunderbird .
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1.3.2 Contributions: Part II - Software Modularity

In this part we focus on the growth of source code and the dynamics of software modularity.

Chapter 6 - Monitoring Software Modularity

We express source code in terms of network structures and propose to investigate how soft-
ware modularity changes over time. We focus on28 Java open source software projects
and perform a longitudinal analysis. We apply a quantitative method developed in the
context of complex networks to measure the congruence between the clusters of software
dependencies and their decomposition in terms of modules. We observe a number of
projects in which modularity deteriorates over time. We argue that developers of frame-
works should strive for the opposite, maintaining well structured architectures that allow
easy adoption.

Chapter 7 - Improving Software Modularity

We complement the work presented in Chapter 6 by proposing a methodology to restore
software modularity. We develop a stochastic algorithm based on a well known technique
for source code restructuring known asrefactoring. This consists of moving software
constructs between modules so that modularity�as expressed by Newman'sQ measure�
is maximized. We analyze its performances using a dataset containing the source code
evolution of a number of open source software projects. We draw a number of parallels to
the literature of statistical physics, which we believe provide valuable insights with respect
to our results. We argue about the many possible uses of our approach and we make it
freely available by implementing our method as anEclipse plugin. It can be downloaded
from an online software repository.



�The only good bug is a dead bug�

Unknown Buenos Aires survivor
Starship Troopers (1997)

Part I

Collaborative Bug Handling
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Chapter 2

Quantifying Social Organization

Summary

The success of open source projects crucially depends on the voluntary work of a
su�ciently large community of contributors. Apart from the mere size of the com-
munity, interesting questions arise when looking at theevolution of structural features
of collaborations between contributors. In this chapter, we discuss several network
analytic proxies that can be used to quantify di�erent aspects of the social organiza-
tion in social collaboration networks. We particularly focus on measures that can be
related to the cohesiveness of the communities, the distribution of responsibilities and
the resilience against turnover of contributors. We present a comparative analysis on
a large-scale dataset. This covers the full history of collaborations between contribu-
tors of the bug handling communities of14 major open source software projects. Our
analysis covers both aggregate and time-evolving measures and highlights di�erences
in the social organization across communities.

Based onZanetti, M.S., Sarigöl, E., Scholtes, I., Tessone, C.J. and Schweitzer, F. A Quantitative
Study of Social Organisation in Open Source Software Communities, in Proceedings of the Imperial Col-
lege Computing Student Workshop, pp. 116-122, 2012. M.S.Z. designed the analysis, produced all the
quantitative results and �gures and was involved in writing the text. The fruitful results published in this
paper inspired the work presented in chapters 3 to 5.
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2.1 Introduction

What are the most important social factors that lead to successful and sustainable open
source software (OSS) projects? According toLinus' Law �which states that �given enough
eyeballs, all bugs are shallow� [170]�the quality and success of OSS projects critically
depends on the existence of a su�ciently large community of contributors1 who review,
modify and improve the publicly available source code. Apart from development e�orts,
another important success factor is the existence of a stable community of contributors who
report software defects, request and inspire new features, reproduce bugs or comment on
issues reported by other contributors. By employing the collective knowledge and diverse
experiences of many contributors, most OSS communities manage to provide technical
assistance to a less experienced audience, often on a time scale that is competitive to
commercial software support.

Depending on the distribution of competencies and responsibilities of contributors, largely
di�erent patterns of collaborations may arise. While it is generally di�cult to assess these
social factors of OSS projects, the availability of large scale data on community dynamics
increasingly allows to study thesocial dimension of OSS projectsfrom a quantitative per-
spective [173, 244]. Previous studies have mainly focused on rather simple proxies of social
dynamics like the evolution of the number of contributors and contributions or the time
span of contributors' activity and were mostly based on a rather limited set of snapshots
of a single project. Using a large scale dataset of time-stamped social interactions that
has been collected from the bug-tracker system of14 major OSS projects, in this chap-
ter we study the �ne-grained evolution of structural features of networks of contributors'
collaborations. We thus take anetwork perspective on OSS communitiesand highlight dif-
ferences in the social organization of software projects that can be related to their activity,
their cohesion as well as their resilience against �uctuations in the community. By apply-
ing standard measures from social network analysis we particularly quantify how tightly
contributors collaborate, how uniformly responsibilities are distributed and how resilient
collaboration topologies are against the loss of (central) contributors. While similar tools
have been applied to OSS projects before [43, 112, 154], to the best of our knowledge, this
chapter presents one of the �rst studies which apply these network analytic measures on
a dataset that covers the full, �ne-grained bug handling history of14 well-established and
successful OSS projects.

1any person that helps in improving an OSS project in general terms (not afree rider )
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2.2 Social Organization: A Network Perspective

In order to make substantiated statements about the structure and dynamics of the so-
cial organization of OSS bug handling communities, we collected data on the history of
contributor collaborations recorded by theBugzilla installation of 14 well-established
OSS projects. Bugzilla [191] is an open source bug tracking system which is utilized
by contributors alike to report bugs, keep track of open issues and feature requests and
comment on issues reported by others. Since theBugzilla installations of OSS projects
are used to foster collaboration within the community, it constitutes a valuable source of
data that allows us to track social interactions between contributors.

2.2.1 Building Social Networks from Bug Reports

Data in the Bugzilla database are arranged around the notion ofbug reports. Each bug
report has a set of �elds describing aspects like the contributor who initially �led the bug
report, its current status (e.g. pending, reproduced, solved, etc), to whom the responsibility
to provide a �x has been assigned, attachments which may be used to reproduce or resolve
the issue, comments and hints by other contributors, or a list of contributors which shall be
informed about future updates. Apart from an initial bug report,Bugzilla additionally
stores the full history of all updates to any of the �elds of a bug report. Each of these
change records includes a time stamp, the uniqueID of the contributor performing the
change as well as the new values of the modi�ed �elds. We focus on two modi�ed �elds: the
�eld that indicates which contributor is assigned responsibility to �x an issue (henceforth
called theASSIGNEE �eld) and the �eld containing the list of contributors to whom future
updates of the bug report shall be sent viaE-Mail (henceforth called theCC �eld). We
consider any updates in theCC and ASSIGNEE �eld of a bug report as a time-stamped
link from the contributor who performed the update to the contributors who were added
to the CC list or to the contributor indicated in the ASSIGNEE �eld, respectively.

Based on the data extraction procedure described above, we obtain a large set of time-
stamped interactions between pairs of contributors. For most of the projects considered,
the Bugzilla history from which we extract the network is longer than ten years. In
social networks aggregated over such long periods of time, most of the contributors repre-
sented by nodes have never been active within the same time period. This fact limits the
expressiveness of the network structure in terms of a project's �social organization�. In or-
der to overcome this issue, we perform adynamic network analysisby de�ning a sequence
of monthly collaboration networksbased on the time stamps of links. In particular, we
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de�ne a 30 day sliding window and �lter out those links whose time stamps are outside
the window and those nodes who did not have any interactions within the corresponding
time period. By progressively advancing the start date of the30 days sliding window
by one day increments, we obtain a sequence of collaboration networks that allows us to
study the structure of the community's social organization as well as its evolution over
time. Naturally, most of the monthly networks obtained in the way described above will
not be fully connected. Since the network analytic measures we intend to apply assume
connected topologies, we perform a component analysis on all snapshots and restrict our
quantitative analysis to the largest connected component (LCC). In order to test the sig-
ni�cance of our �ndings we further compute the fraction of those nodes who are part of
the largest connected component. Table 2.1 shows the14 OSS projects that are included
in our dataset along with the time period and the total number of bug reports and up-
dates that we consider in our analysis. Furthermore, the columnLCC/TOTAL indicates
the fraction of contributors in the LCC, averaged over all monthly snapshots of the corre-
sponding project. Here one observes that our data shows a rather large degree of variation
with respect to this fraction, which may be seen as an argument that this measure is an
interesting indicator for the cohesivenessof OSS communities by itself. Nevertheless, we
argue that for all projects the fraction of contributors in the LCC is su�ciently large to
make substantiated statements about the project's social organization.

Table 2.1: Aggregated measures for the studied projects. From columnLCC/Total to
the last on the right, the numbers indicate the mean value� standard deviation.

Project Name Bugs Updates Period LCC/Total Nodes in LCC Links
Mean

Assortativity
ClosenessClustering

Degree Central. Coe�cient
xamarin 4552 20721 2011-20120.93� 0.05 46.76� 8.12 98.15� 22.70 2.07� 0.29 -0.14� 0.11 0.40� 0.07 0.22� 0.05

thunderbird 35388 313957 2000-20120.53� 0.26 64.82� 53.49 86.44� 80.05 1.05� 0.42 -0.23� 0.17 0.40� 0.27 0.04� 0.05
libreoffice 8916 78341 2010-20120.78� 0.11 73.83� 32.06 114.41� 49.10 1.56� 0.26 -0.20� 0.10 0.40� 0.09 0.13� 0.06

mageia 6600 46921 2006-20120.93� 0.07 77.54� 21.80 156.00� 59.24 1.95� 0.30 -0.37� 0.12 0.54� 0.09 0.14� 0.04
mandriva 60546 368463 2002-20120.70� 0.18 88.15� 60.70 142.16� 118.44 1.41� 0.38 -0.29� 0.15 0.40� 0.14 0.07� 0.05
firefox 11295310679141999-20120.58� 0.23 171.77� 117.79 240.79� 180.44 1.16� 0.44 -0.15� 0.11 0.32� 0.23 0.04� 0.04

seamonkey 90040 993392 1998-20120.67� 0.15 210.39� 251.43 364.42� 482.54 1.48� 0.48 -0.19� 0.13 0.34� 0.11 0.08� 0.06
netbeans 21092118758782000-20120.96� 0.05 269.71� 292.071069.72� 1509.123.39� 1.13 -0.12� 0.08 0.37� 0.05 0.23� 0.08

openoffice 118135 915749 2000-20120.88� 0.19 319.01� 169.88 931.35� 591.80 2.52� 0.84 -0.12� 0.10 0.34� 0.15 0.12� 0.06
gentoo 140216 661783 2002-20120.80� 0.07 338.97� 110.86 617.73� 211.92 1.82� 0.27 -0.29� 0.10 0.49� 0.13 0.04� 0.03

kde 179470 648331 2002-20120.75� 0.12 361.16� 246.16 424.61� 301.20 1.15� 0.07 -0.16� 0.07 0.32� 0.07 0.01� 0.01
eclipse 35641525943852001-20120.78� 0.08 472.58� 180.71 964.47� 411.94 2.06� 0.38 0.05� 0.08 0.25� 0.05 0.13� 0.03
gnome 55072227514412000-20120.67� 0.12 523.76� 585.26 610.16� 616.81 1.25� 0.22 -0.17� 0.09 0.25� 0.08 0.03� 0.04
redhat 41416337776342006-20120.45� 0.26 658.06� 865.97 983.58� 1297.181.19� 0.35 -0.12� 0.20 0.30� 0.23 0.00� 0.01
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2.2.2 Network Measures

While the literature is rich in terms of measures able to quantify structural features of net-
works [152, 222], here we focus on three measures which are able to capture basic network
qualities that relate to the cohesivenessof a community, the distribution of responsibilities
among its members and its resilience against �uctuations in the community of contribu-
tors. Furthermore, without loss of generality, we focus on theundirected networkversion
of each of these three measures. The �rst network measure is based on thecloseness cen-
trality of a node, which is de�ned as the inverse of the sum of the shortest path length to
all other nodes in the network, or

Cc(ni ) = ( N � 1)
NX

j =1 ;j 6= i

1
d(ni ; nj )

2 [0; 1] (2.1)

whereCc(ni ) corresponds to thecloseness centralityscore of nodeni , d(ni ; nj ) is the length
of the shortest path between nodesni and nj , while N corresponds to the total number of
nodes in a given network. Finally, the factorN � 1 is a normalization constant [75]. Based
on this, the closeness centralizationof a network(Ccglobal) can be calculated by taking the
sum of the di�erences between the node with the highest value of closeness centrality(n� )
and the closeness centrality scores of all other nodes. This quantity is then normalized to
the range[0; 1] using the theoretical value that results from a�maximally centralized�star
network. Equation (2.2) presents the formal de�nition, while more details can be found in
[75, 222]. In the context of OSS collaboration networks, closeness centralization captures
to what degree responsibilities, collaboration and communication are distributed equally
across contributors.

Ccglobal =
2N � 3

(N � 2)(N � 1)

NX

i =1

(Cc(n� ) � Cc(ni )) 2 [0; 1] (2.2)

The second measure, theclustering coe�cient of a network (C), measures how closely
contributors interact with each other in the sense that an interaction between contributors
X and Y, as well as an interaction between contributorsX and Z will also entail a direct
interaction between contributorsY and Z . Formally,

C(ni ) =
2LD n i

Dn i (Dn i � 1)
2 [0; 1] (2.3)
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C =
1
N

NX

i =1

C(ni ) 2 [0; 1] (2.4)

where Dn i is the number of nodes directly connected to the nodeni , while LD n i
is the

number of links between them. Therefore, the clustering coe�cientC(ni ) of node ni

expresses the fraction of links that were realized from the possibleD n i (D n i � 1)
2 links which

are expected in a fully connected network withDn i nodes. We obtain the clustering
coe�cient of a network by averaging the clustering coe�cient scores of all existing nodes,
according to equation (2.4). This procedure can be seen as measuring howcohesivethe
community is in terms of nodes being embedded in collaborating clusters [222].

Finally, the assortativity (r ) measures a contributor's preference to connect to other con-
tributors that have a similar degree of connectivity (the degree being a node's number of
direct connections to other nodes). Networks in which nodes are preferentially connected
to nodes with similar degree are called assortative. In this case a positive degree assor-
tativity (0 � r � 1) indicates a positive correlation between the degrees of neighboring
nodes. Networks in which nodes are preferentially connected to nodes with di�erent degree
are called disassortative and in this case, degree assortativity is negative(0 � r � � 1).
In a disassortative network, most of the links are intermediated by asubsetof the nodes.
Therefore, a disassortative network will not be resillient to turnover in the latter. In
networks with zero degree assortativity, there is no correlation between the degrees of
connected nodes, i.e. nodes do not exhibit a preference for one or the other. This can be
expressed as

r =

P
ij ij (ei;j � q2

i )

� (q)2
2 [� 1; 1] (2.5)

whereeij is the fraction of all links in the network that join together nodes with degreesi
and j , qi =

P
j ei;j and � (q) is the standard deviation of the distribution ofqi . The term q2

i

is the equivalent to the expected value ofei;j inferred from a random undirected network.
Therefore, if r = 0 the pattern of interconnection between nodes is random [150].

2.3 Comparative Analysis of OSS Communities

As described above, the results presented here have been obtained for the LCC of the
network of monthly collaborations in terms ofCC and ASSIGNEE interactions. While
Table 2.1 shows the aggregate measures averaged over all time windows for every project
in our database, here we focus on the projectsGentoo and KDE (both Gnu/Linux
related projects) as well asEclipse and NetBeans (both Java IDEs). These have been
chosen because a) their communities are of comparable size and age, b) the respective pairs
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of projects address similar problem domains and c) they represent contrasting examples
with respect to the measures studied in this chapter.

(a) Nodes in LCC (b) Assortativity

(c) Clustering coe�cient (d) Closeness centralization

Figure 2.1: Evolution of structural measures of the LCC in the monthly collaboration
networks: Gnu/Linux related projectsGentoo (black) and KDE (green).

Figure 2.1 and Figure 2.2 show the evolution of the number of nodes in the LCC, its
assortativity, clustering coe�cient and closeness centralization for these four projects.
For all projects, the fraction of nodes in the LCC is rather stable with values between
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(a) Nodes in LCC (b) Assortativity

(c) Clustering coe�cient (d) Closeness centralization

Figure 2.2: Evolution of structural measures of the LCC in the monthly collaboration
networks: IDEs Eclipse (black) and NetBeans (green).

0:7 and 1 consistent with the aggregate values given in Table 2.1. The same is true
for the evolution of the mean degree. We thus omit these plots. The four projects show
signi�cant di�erences in the evolution of the clustering coe�cient that cannot be explained
by mere size e�ects. In the particular time frame between2006and 2008, the clustering
coe�cient of the Eclipse community (C � 0:15) was roughly ten times higher than that
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(a) Gentoo (Jan/2006) n = 535; l = 785 (b) KDE (Feb/2011) n = 543; l = 630

(c) Eclipse (Jan/2010) n = 502; l = 868 (d) Netbeans (Sep/2008) n = 566; l = 2753

Figure 2.3: Four monthly collaboration networks with comparable size showing largely
di�erent social organization (the visualization was generated byGephi [17]). For each
snapshot, we indicated the system size in terms of nodes and links (n, l respectively).
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of the Gentoo community (C � 0:01), although the LCCs of both communities were of
comparable size (Nodes in LCC � 500 nodes). In addition, the clustering coe�cient of
the Gentoo community shows an interesting dynamics, dropping to a very small value
between2006and 2008and increasing thereafter.

A complementary perspective of the structural changes theGentoo community was un-
dergoing is given in Figure 2.1(d). We observe a �plateau� in the closeness centralization
of the network within the same period. In fact, as can be seen in the network depicted
in Figure 2.3(a), within this, most of the collaborations were mediated by a single cen-
tral contributor. As a counterpoint, the social organization of theEclipse community,
depicted in Figure 2.3(c), was structured in a much more uniform way. The evolution of
degree assortativity is captured in Figures 2.1(b) and 2.2(b). The level of degree assorta-
tivity as well as its dynamics di�er across projects. The collaboration network ofEclipse
exhibits a tendency towards assortative structures (high degree nodes are preferentially
connected to high degree nodes, see Table 2.1). The opposite is true for theKDE , Gen-
too and Netbeans communities which show a tendency towards disassortativity (see
Table 2.1). We argue that assortativity complements the use of clonesses centralization,
as we expect them to be negatively correlated. Furthermore, changes from assortativity
towards disassortativity are better emphasized due to the respective change of sign, as
de�ned in Equation 2.5.

2.4 Threats to Validity

The aggregation based on30 days width sliding time window is an arbitrary choice. Al-
though this approach is able to unveil interesting dynamics, especially for the case of
Gentoo , we believe that future research should investigate the role of time scale on the
dynamics of social ties. Furthermore, instead of using aggregated networks future research
should consider the time sequence of these interactions usingtemporal networks[164, 183].

2.5 Conclusion

We have presented a quantitative method that capture the evolution of di�erent structural
dimensions in the social organization of OSS collaborative bug handling communities. Our
analysis is based on a comprehensive dataset collected from the bug handling communities
of 14 major OSS projects. We view the social organization from the perspective of time-
evolving networks and highlight how projects�although similar in terms of size, problem
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domain and age�a) di�er in terms of clustering coe�cient, assortativity and closeness
centralization and b) that some projects show interesting dynamics with respect to these
measures that cannot be explained by mere size e�ects: e.g. in Figure 2.1 we observe
a centralization event within the Gentoo community (changes in social organization),
while in Figure 2.2 we see strong oscillations in theEclipse community matching its
release cycle (size e�ect). We argue that the phase of high closeness centralization, low
clustering coe�cient and high disasortativity observed in the social organization of the
Gentoo community, between 2006 and 2008, may be interpreted as a lack ofsocial
cohesionwhich can possibly pose a risk to the project: e.g. with turnover in the group
of central contributors, the community could fall apart. Thus, in chapters 3 and 4, we
extend the methodology presented above, focusing on theGentoo community, seeking
for clues that can help us in understanding the events that led to these changes and their
impact on other dimensions of the project (e.g. performance and community turnover).



Chapter 3

A Case Study on Centralization

Summary

In Chapter 2 we present a methodology to quantify the evolution of social organiza-

tion within OSS bug handling communities. This is used to compare the evolution

of social organization across a case study including14 OSS projects, which include

the Gentoo Linux project. In that analysis, Gentoo stands out with a curious

period of increasing centralization after which most interactions in the community

were mediated by a single central contributor. In this period of maximum centraliza-

tion, the central contributor unexpectedly left the project, thus posing a signi�cant

challenge for the community. We quantify how the rise, the activity as well as the

subsequent sudden dropout of this central contributor a�ected both the social orga-

nization and the bug handling performance of theGentoo community. We extend

the methodology presented in Chapter 2 and augment our quantitative �ndings by

interviews with prominent members of theGentoo community, which shared their

personal insights with us.

Based onZanetti, M.S., Scholtes, I., Tessone, C.J. and Schweitzer, F. The Rise and Fall of a Cen-
tral Contributor: Dynamics of Social Organization and Performance in the GENTOO Community, in
Proceedings of the International Workshop on Cooperative and Human Aspects of Software Engineering
(CHASE/ICSE), pp. 49-56, 2013. M.S.Z. is the responsible for the design and implementation of the
quantitative analysis, �gures and for contacting and interviewing the three prominent Gentoo contrib-
utors introduced in this paper. These were of fundamental importance in con�rming our �ndings on
centralization and also for providing a complementary perspective of the facts observed with our quanti-
tative methods. Finally, M.S.Z. was also involved in writing the manuscript.

28
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3.1 Introduction

In this chapter, we extend the quantitative analysis of the structure and dynamics of the
social organization of the bug handling community of theGentoo project (see Chapter
2). Our study is based on a data set covering more than150; 000 collaboration events
recorded by the project'sBugzilla installation over a period of more than ten years.
The contributions of our study are as follows:

� We study collaboration structures of theGentoo bug handling community by ap-
plying quantitative measures that capture cohesion, centralization, clustering and
communication e�ciency. Our analysis reveals a period of increasing centralization
and decreasing cohesion that resulted in a situation where most interactions in the
community were mediated by a singlecentral contributor.

� In the period of maximum centralization the central contributor unexpectedly left
the project. We analyze the implications for the project's social organization, which
include a temporary loss of cohesion as well as subsequent e�orts to reorganize the
community.

� We complement our study by an analysis of the community's performance in terms of
bug handling e�ciency and response time. Our �ndings suggest that the performance
improved during the active period of thecentral contributor, while her departure had
a lasting negative e�ect on bug handling e�ciency and response time.

� We substantiate our quantitative �ndings by personal insights into the social dy-
namics of theGentoo community provided by three long-term contributors. These
insights support our �ndings and highlight potential applications of our quantitative
measures in the monitoring of collaboration structures in OSS projects.

The remainder of this chapter is organized as follows. In section 3.2 we summarize relevant
related work studying the structure of OSS communities and its impact on performance.
In section 3.3 we introduce data collection and network analysis methods that form the
basis of our case study. In section 3.4 we present quantitative results on the evolution of
the social organization, as well as bug handling performance in theGentoo community.
We further interpret our �ndings, align them with personal insights shared by prominent
contributors and discuss threats to validity. Finally, in section 3.6 we summarize our
contributions.
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3.2 Collaborative Structures in Software Engineering

The question how the structure and dynamics of social organization in�uences the per-
formance and success of collaborative software development e�orts has been studied by
researchers from di�erent �elds using a variety of methods. Due to the availability of data,
many of these studies address OSS communities, which consist ofusers, developersand
other contributors, who contribute to the project in terms of documentation, maintenance
of web sites or the submission and handling of bug reports. Members of such communi-
ties typically need to self-organize in a way that guarantees information �ow as well as a
coordinated allocation of tasks and responsibilities. The processes and structures of this
self-organization process have been studied in a number of works.

Since it plays a central role in software quality assurance,bug handling communitieshave
been the subject of many studies. Compared to the development of source code, in [147]
it was found that the bug handling process is based on the contributions of a much wider
community. In a recent work presented in [244], this community has further been shown to
be an important entry point for long-term contributors and developers. As an important
�nding, lack of attention paid to bug reporters and fast negative feedback by the commu-
nity decreases the likelihood for such users to contribute to the project for a long period.
This is partly in line with arguments about the negative impact of a too strict duplicate
bug policy in bug handling communities put forth in [24].

The collaboration structures emerging in bug handling communities can be extracted by
di�erent means. Communication topologies of the bug handling communities of OSS
projects hosted onSourceForge have been analyzed in [44]. Here it was shown that
large projects�measured in terms of the number of contributors�tend to have lower degrees
of centralization in communication. The authors further call for a detailed longitudinal
analysis of changes in the social organization of OSS projects during periods of growth. Our
work complements this study in the sense that we a) analyze the dynamics of centralization
during a phase of growth in theGentoo community and b) show the impact of increasing
centralization on community performance and cohesion.

In addition to studies at the level of the community, the relationship between the network
position of contributors and their individual success (like e.g. the number of bug reports
leading to bug �xes) has been studied in [65]. The authors �nd that both the centrality
of contributors, as well as their embedding in cohesive clusters of communication has
bene�cial e�ects on the bug �xing performance. A similar �nding has been presented
in [239], which studies the impact of social aspects on individual performance in bug
handling communities. This chapter complements this work in the sense that we study
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network-wide measures of communication e�ciency and centralization, their dynamics
during community growth, as well as their relation to the bug handling performance of
the community. We further highlight potential risks associated with the presence of central
contributors in situations when these contributors leave the community unexpectedly.

The relationship between communication structures and success at the level of teams was
studied in [230]. Here it was shown that positive team performance is related to communi-
cation structures that facilitate information dissemination. However, no clear relation be-
tween di�erences in the coordination practices and the project success could be identi�ed.
In [238], the dynamics of collaboration structures of14OSS communities has been studied.
Similarly, in [46], co-ordination practices of the bug handling process have been studied for
four OSS communities. The authors found that contributions are not distributed equally
and that the community is organized in a core-periphery structure. Unequal division of
labor and an increasing degree of centralization are compatible with �ndings about the
rise of a leader are presented in [88]. Here, a leader is de�ned as a contributor who consis-
tently provides high quality contributions, co-ordinates e�orts [189] and around whom the
community is centered [69]. Usually, leadership in OSS projects is shared between several
contributors. The analysis performed in [177] shows that overdependence on a leader re-
sults in an unstable situation where the project may accelerate�initially�its development,
but which may end up saturating the leader.

The present chapter extends these previous works in the following way. First, we study
the dynamics of a more comprehensive set of network measures that can be interpreted
in terms of cohesion, centralization and communication e�ciency . We particularly study
how the social organization of theGentoo community evolves during an initial phase of
growth and a subsequent phase of increasing centralization that is due to the presence of
a central contributor. We then relate our results with proxies for community performance
and study how both performance and social organization are impacted by the loss of
a central contributor. Finally, we interpret and substantiate our �ndings by means of
insights from actual contributors to the Gentoo community.

3.3 Methodology

In our study of the dynamics of social organization in the bug handling community of
Gentoo , we use the project's installation of theBugzilla bug tracker as data source.
We �rst describe our process of retrieving data and extracting evolving collaboration net-
works. We then introduce the quantitative measures applied in our analysis of collabora-
tion networks and brie�y comment on their interpretation in the context of OSS projects.
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Furthermore, we summarize how we selected three community members in order to sub-
stantiate our �ndings by means of personal insights from former and active contributors
to the Gentoo project.

3.3.1 Data Collection

In January 2002, theGentoo community started to use theBugzilla bug tracking
system. The full history of all bug reports submitted since then are recorded in the
database of the project'sBugzilla installation. Data available for each of these bug
reports include the history of all updates to any �eld along with time stamps and the ID
of the contributor who applied the update. In the context of our analysis, we particular
extract the ID of the contributor who initially submitted a bug report, as well as the time
of the submission and the status of a bug report, like e.g.uncon�rmed, pending, reproduced
or resolved. For those bugs whose �nal status was set toresolved, we additionally collected
the resolution �eld of the report, which can take one of the values�xed, duplicate, invalid,
needinfoor wont�x . An entry �xed refers to those bugs for which the community eventually
provided a �x. Bug reports whoseresolution �eld was set to duplicate were identi�ed to
be duplicates of an existing bug report that refers to the same issue. Bugs with the �nal
resolution invalid are those that do not refer to actual software issues, instead referring for
instance to a misunderstanding on the contributor's side. If a bug report is incomplete in
the sense that it lacks important information that would not allow to reproduce or �x the
underlying issue and if the reporting contributor fails to provide the necessary information
within a certain time, the resolution �eld of a bug report is set to needinfo. Finally, the
resolution of those bug reports that are valid and complete, but that nevertheless cannot
be �xed either due to a lack of resources or the fact that the issue is due to an external
dependency are marked aswont�x . The fact that all changes to theresolution �eld of a
bug report as well as the submission of the bug report itself are associated with a precise
time stamp, further allows us to compute the number of bugs that were submitted or
resolved with a given status within a given period of time. In addition to all updates that
relate to the resolution status of a bug, we also extracted the full history of theassignee
and the cc �elds of each bug report. Theassignee�eld contains the ID of the contributor
who was made responsible for providing a solution for a particular bug report, while the
cc �eld contains a list of contributor IDs that are being noti�ed about any future updates
on a particular bug.

All of the data were collected via the publicAPI of the Gentoo project's Bugzilla
installation. In total, we retrieved data on 140; 216bug reports and661; 783change events
recorded between January 1st 2002 and April 26th 2012. Some statistics of the data set,
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including the fraction of resolved bugs falling in each of the aforementioned resolution
categories are shown in Table 3.1.

3.3.2 Network Construction

A core aspect of our study is the quantitative analysis of the collaboration structure of
the Gentoo community during particular periods of time. Even though our data set
contains the full record of updates to bug reports, for the construction of collaboration
networks, we limit our study to those update events that unambiguously capture dyadic
social interactions between two contributors. In particular, for each addition of a user ID
to the cc and assignee�eld of a bug report, we infer a dyadic interaction between the
contributor performing the change and the ID of the contributor that was added to the
�eld. We further associate this interaction with the time stamp of the associated update of
the bug report. Focusing on updates to thecc and assignee�elds of bug reports necessarily
provides a limited perspective on the social organization of a community. Nevertheless
we decided to neglect additional data like e.g. the sequence of comments on bugs for
which an inference of directed interaction networks is more di�cult and error-prone. We
rather argue that the collaboration networks resulting from our construction procedure
are nevertheless insightful. The fact that a contributorA adds contributor B to the cc
�eld of a bug indicates that A is aware ofB and that A knows about the interests or
competencies ofB . Furthermore, the fact that contributor X addsY to the assignee�eld
of a bug report highlights that these contributors have di�erent roles in the community,
like e.g. X identifying the cause of an issue and assigning it toY.

Excluding those change events where contributors added themselves to thecc or assignee
�eld, we infer more than 150; 000directed interactions between contributors of theGen-
too community. The structure and dynamics of these interactions can be studied in
terms of acollaboration networkin which nodes represent contributors and directed links
represent interactions between them. A quantitative analysis of such network structures
can reveal interesting insights into the community's organization. Rather than aggregat-
ing all interactions occurring over a period of ten years, we further utilize the fact that
all interactions inferred from our data set aretime-stamped. In particular, we de�ne a
time window of 30 days, �lter out all interactions whose time stamps are outside this time
window and construct a network from all remaining interactions (see an illustration of
this procedure in Figure 3.1). Starting on the �rst day of the observation period, we then
progressively slide the start date of this time window by one day increments. This sliding
window approach yields a sequence of3; 765networks, each of them representing the col-
laboration structures of the community within a30day period starting at a particular day.
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Table 3.1: Basic statistics of theBugzilla data set used for this study.
Statistic Gentoo

01/04/2002
Observation period

to 04/26/2012
Bug reports 140,216
Change events 661,783
Users 36,555
Collaboration events 153,610
Change events / Bug reports 4.72
Resolved (Resolved / Bug reports) 86,352 (0.61)
FIXED (FIXED / Resolved) 39,858 (0.46)
DUPLICATE (DUPLICATE / Resolved) 20,529 (0.24)
INVALID (INVALID / Resolved) 14,923 (0.17)
WONTFIX (WONTFIX / Resolved) 7,959 (0.09)
NEEDINFO (NEEDINFO / Resolved) 3,083 (0.04)

By analyzing this sequence of networks, we obtain a time series of network measures that
capture the dynamics of social organization. It is important to note that the collaboration
networks obtained in the way described above are not necessarily connected, i.e. they may
consist of di�erent disconnected components. In order to still provide a single measure
that can be compared to previous and subsequent snapshots, we limit our analysis to the
network's largest connected component(LCC). We additionally measure the size of the
LCC and indicate its relative size in terms of the fraction of all nodes that are connected
to the LCC (also see Table 2.1).

Figure 3.1: Sliding window procedure for the construction of evolving networks.
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3.3.3 Network Measures

In the following, we brie�y introduce a number of quantitative, network-theoretic measures
that we found to capture interesting aspects of the dynamics of social organization in the
Gentoo community. For the sake of brevity, we omit the formal de�nition of these
measures and rather introduce the motivation and interpretation in the context of our
study. For the formal de�nition of the measures mentioned in this section, we refer the
interested reader to [152, 222] (some of these are de�ned in Chapter 2). For our analysis
we use their respective implementations in the network analysis package [50].

Closeness centralization

The �rst measure that we applied in our analysis iscloseness centrality. The normalized
closeness centrality of a node can be de�ned based on the inverse of the sum of the shortest
path lengths to all other nodes in the network. As such, it captures the centrality of a node
in terms of how close it is to all other nodes in the network. Based on the distribution
of closeness centralitiesof all nodes, one can furthermore de�ne the so-calledcloseness
centralization of a network. This network-wide measure captures the degree to which the
topology is centralized. In a (maximally centralized) star network it takes a maximum
value of 1 while it is 0 for networks in which all shortest paths between all pairs of nodes
have the same length (like e.g. a fully connected topology). In the context of our analysis,
the closeness centralization of a collaboration network captures to what degree contributors
have the same importance for indirect information exchange. Precisely, in a network with
maximum closeness centralization all collaborations are mediated by a single individual,
while in networks with minimum closeness centralization community members have more
equal roles.

Clustering coe�cient

The clustering coe�cient of a network measures how closely community members interact
with each other in the sense that interactions between usersA and B, as well as between
B and C will also entail a direct interaction between the usersA and C. This property of
a network can be quanti�ed at the level of nodes by computing the fraction of those pairs
of a node's neighborsu and v that are connected by a direct link(u; v). By averaging
the clustering coe�cient scores of all nodes it is possible to measure the global clustering
coe�cient of a network. In the context of our analysis, the (mean) clustering coe�cient
of a monthly collaboration network captures howcohesivethe community is in terms
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of contributors being embedded in collaborating clusters. In other words, this measure
captures to what extent two collaborators also collaborate with other collaborators of their
peers.

Degree Assortativity

The degree assortativityof a node measures an individual's preference to connect to peers
that have a similar or di�erent number of connections (degree). Networks in which nodes
are preferentially connected to nodes with similar degree are called assortative. A positive
degree assortativity indicates a positive correlation between the degrees of neighboring
nodes. Networks in which nodes are preferentially connected to nodes with di�erent (i.e.
smaller or higher) degree are called disassortative, in which case degree assortativity is
negative. Zerodegree assortativitymeans that there is no correlation between the degrees
of connected nodes, i.e. nodes do not exhibit a preference for one or the other. In our
analysis, we use degree assortativity to capture the contributors' preference to collaborate
with other contributors that are�from the perspective of the number of collaborations�of
similar or di�erent importance than themselves.

Algebraic Connectivity

An interesting aspect of network analysis is that the in�uence of a network topology
on dynamical processeslike e.g. information �ow, cascading failures or synchronization
phenomena can be captured by means of so-calledspectral properties. One important
measure in this line is the so-calledalgebraic connectivityof a network. This scalar property
particularly captures whether the topology containssmall cuts, i.e. whether all shortest
paths between di�erent parts of the network pass through a small number of links. The
existence of such small cuts is known to hinder information spreading and synchronization
[225]. At the same time, it can be seen as an indicator for robustness since it captures
the e�ect of a failure of a small number of nodes and associated links. The algebraic
connectivity is de�ned as being the second smallest eigenvalue of the so-called Laplacian
matrix, which is de�ned as the di�erence D � A between a diagonal matrixD in which
the diagonal elements represent the degrees of nodes and the adjacency matrixA of the
network topology. The algebraic connectivity of a network is greater than0 i� the network
topology is connected, i.e. i� a path exists between all pairs of nodes. This is a corollary
to the fact that the number of times0 appears as an eigenvalue of the Laplacian matrix is
equal to the number of the network's connected components. In the context of this chapter
we use algebraic connectivity to measure the communication e�ciency and robustness of
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the community's collaboration structure.

3.3.4 Interviews with prominent contributors

In order to substantiate our quantitative �ndings with insights into the community, we
contacted a number of long-term contributors to theGentoo bug handling community.
We received three very insightful replies, which contain many details and serve as an ex-
ternal validation for our quantitative �ndings. We omit the real names of the contributors
and refer to them asAlice, Bob and Chris instead. Alice was the�by far�most central
contributor to the Gentoo bug handling community in the period between October 2004
and March 2008. She was e�ectively handling most of the bug reports, until she left the
project suddenly in March 2008. Bob was involved in a community initiative to estab-
lish formal procedures regarding the submission and handling of bug reports that were�in
part�necessitated by the departure ofAlice. Chris is another long-term contributor to
the project, second only toAlice in terms of cumulative contributions to the bug han-
dling process. In our questionnaire, we asked for personal insights regarding the following
questions:

� What was the impact of the central contributor Alice on the involvement of other
contributors and project performance?

� What were the reasons forAlice leaving the project?

� What was the motivation for the establishment of formal procedures for the bug
handling process?

� Was this initiative successful in terms of improving the performance of the commu-
nity?

� What implications did the establishment of formal procedures have for the social
organization of the community?

3.4 Dynamics of Social Organization and Performance

In the following, we study the dynamics ofGentoo 's bug handling community during the
time between 2002 and 2012. Our methodology is based on a network-theoretic analysis
of collaboration networks by means of the measures discussed in section 3.3.
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Based on the activity of the central contributor Alice, we divide the observation period
into three periodsP1, P2, P3. In period P1, between January 2002 and October 27, 2004,
Alice was not yet active and the community was growing. During the second periodP2
starting on October 28 2004,Alice gradually became the most central contributor. She
unexpectedly left the community after her last contribution on March 29 2008, which marks
the start of the third period P3 in which Alice was not active anymore. In the following
sections, we show how community cohesion, centralization and performance evolved in
these three periods.

3.4.1 Community Cohesion

We �rst focus on the size of the largest connected component (LCC) of the respective
monthly collaboration networks. The relative size of the LCC (i.e. the fraction of all
nodes belonging to the LCC) is shown in Figure 3.3(a). Since it captures how many of the
contributors were disconnected from the rest of the community, this measure can be seen
as a proxy for thecohesionof the community. In Figure 3.3(a), periodP2 is highlighted
in green. As one can see, there is no signi�cant di�erence between the periodsP1 and
P2 in terms of the relative size of the LCC; it rather remains stable around a value of
75%. However, a remarkable dynamics can be seen in periodP3 after Alice had left the
community: After a small drop, one observes a steady increase in the relative size of the
LCC starting around the end of 2008. The relative size of the LCC eventually reaches
95%around the end of 2011.

Another cohesion-related measure is the average node degree in the monthly collaboration
networks, i.e. the average number of contributors, a contributor was collaborating with
during one month. In Figure 3.2(c), one observes a fast decrease of this measure during
period P2, when the central contributor Alice was active. Remarkably, it wasincreasing
during the periodsP1 and P3, when Alice was not active.

Apart from the relative sizeof the LCC, a further interesting question is how e�cient and
robust the collaboration structures arewithin the largest connected component. For this,
we compute thealgebraic connectivityof the LCC, a measure from spectral graph theory
that captures how well-connecteda topology is. As argued in section 3.3, networks with
larger algebraic connectivity a) facilitate information �ow and synchronization processes
and b) are more robust against the loss of nodes and links. The dynamics of algebraic
connectivity is shown in Figure 3.3(b). Comparing periodP2 against P1 and P3, one
observes that during the presence ofAlice, both the variance and the mean of the algebraic
connectivity were relatively lower. A straight-forward interpretation of this �nding is that�
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(a) network size (b) clustering coe�cient

(c) mean degree (d) assortativity

Figure 3.2: Dynamics of size and cohesion of theGentoo bug handling community.
Period P2 during which the central contributor Alice was active is highlighted in green.

asAlice was involved in many of the collaborations�the collaboration network's robustness
decreased. Furthermore, as most collaborations were mediated through her, the potential
of congestion in this particular node increased, thus e�ectively decreasing communication
e�ciency of the topology.

Another interesting question from the perspective of social organization is to what de-
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(a) relative size (b) algebraic connectivity

(c) relative size without Alice (d) algebraic connectivity without Alice

Figure 3.3: Dynamics of size and cohesion of theGentoo bug handling community.
Period P2 during which the central contributor Alice was active is highlighted in green.

gree two contributors that collaborated with a third contributor also collaborated with
each other. This is captured by the clustering coe�cient of a network, whose dynam-
ics is shown in Figure 3.2(b). The dramatic decrease of the clustering coe�cient during
period P2 and the gradual increase in periodP3 highlights the mediator role played by
Alice. As Alice was involved in most of the collaborations, direct connections between
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contributors collaborating with her seemingly became unnecessary. Another signature of
the community's tendency to preferentially collaborate with the most central contributors
can be seen in 3.2(d). As described in section 3.3, the assortativity captures the prefer-
ence of contributors to collaborate with other contributors that are more or less important
than themselves. A signi�cant decrease of assortavitity from about� 0:15 to � 0:45 can
be seen in periodP2 whenAlice was active. This substantiates the assumption that most
contributors primarily collaborated with the most central contributor while collaborations
between contributors with similar importance decreased.

A particular concern one may have in the analysis presented above is that it is unclear to
what extent it is the presence ofAlice that a�ects the dynamics of network measures. One
may suspect that it is the mere number of collaborations involving her that increasingly
dominate the community, while the existing collaboration structures are left more or less
untouched. In order to avoid this pitfall, we additionally run our analysis on all monthly
collaboration networks, however removingAlice as well as all interactions in which she
was involved. We then compute the relative size of the LCC and algebraic connectivity of
the residual networks. Compared to Figures 3.3(a) and 3.3(b), a clear di�erence can only
show up during periodP2, if Alice's presence indeed impacted the residual collaboration
structures. The plots of the relative size of the LCC (Figure 3.3(c)) and algebraic con-
nectivity (Figure 3.3(d)) of the residual collaboration networks highlight that the activity
of Alice during period P2 signi�cantly changed the organization of the community. We
particularly observe that�for the residual network�the fraction of users connected to the
LCC dropped signi�cantly from about 75%to about 30%over a period of two years. Fur-
thermore, algebraic connectivity of the residual network experienced a signi�cant drop,
thus highlighting that during Alice's presence the residual collaboration topology became
less connected.

To visually illustrate the quantitative �ndings about the evolution of collaboration struc-
tures provided above, in Figure 3.4 we additionally show four representative examples of
the monthly collaboration networks during the periodsP1 (Figure 3.4(a)), P2 (Figure
3.4(b)) and P3 (Figure 3.4(c)). In addition, Figure 3.4(d) depicts an example for a resid-
ual network constructed by removing all interactions ofAlice from the network depicted
in Figure 3.4(b).

From our quantitative study of the evolution of collaboration structures in theGentoo
community, we can draw the following observation:

Observation: During the presence of the central contributor Alice, cohesion in theGen-
too bug handling community decreased.
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(a) October 2004 (b) July 2006

(c) May 2008 (d) �b� without Alice

Figure 3.4: Illustration of representative monthly collaboration networks

3.4.2 Centralization

A particularly important mechanism that could explain the loss of cohesion in the com-
munity is an increasing centralization of communication. In this section we analyze the
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changes in centralization in theGentoo community. We not only study centralization
from a network perspective, i.e. the increase of thetopological centrality of one particular
node. We also consider the e�ects on the number of contributors that were involved in
the bug handling process in terms of assigning bug reports or forwarding information.

We �rst analyze the degree of centralization in theGentoo community from the per-
spective ofcloseness centralization. As argued in section 3.3, this measure captures to
what extent the roles of contributors di�er in terms of having short paths to all other
contributors. The dynamics of closeness centralization shown in Figure 3.5(a) exhibits a
decreasing tendency during the periodP1. A comparison to the dynamics of community
size duringP1 (see Figure 3.2(a)) highlights that the growth of the community coincided
with a decrease in centralization, which is in line with the �ndings of [44]. However, the
decrease in closeness centralization in periodP1 was followed by a signi�cant increase
during period P2 whenAlice became active. From the start of periodP2 in October 2004
until the end in March 2008 closeness centralization increased from about0:3 to 0:7. When
Alice left the community, closeness centralization experienced a sudden drop, �uctuating
around a value of0:4 during the period P3.

The �nding that during period P2 the collaboration structures became more centralized is
complemented by Figure 3.5(b), which shows the number of di�erent contributors assigning
a bug report to another contributor within a given 30 day period. This number is of
particular interest, as it captures how many contributors were actually involved in the bug
triaging process byassigningwork to others. Again mirroring the increasing size of the
community, in period P1 one observes an increase in the number di�erent contributors
assigning bug reports. At the end of periodP1 in October 2004, about170 di�erent
contributors were assigning bug reports. This increase is followed by adecreaseduring
period P2, again coinciding with the activity of Alice. This development was only stopped
in March 2008, afterAlice had left the project. After a sudden increase at the beginning
of P3, the number of di�erent contributors assigning bug reports remained rather stable
until 2011, when it experienced another increase.

From the above analysis, we draw the following observation:

Observation: In the period where Alice was active, centralization in theGentoo com-
munity increased steadily.

3.4.3 Bug Handling Performance

Apart from studying the evolution of collaboration structures, our data set further allows
to study the bug handlingperformance of theGentoo community. As the simplest proxy



44 CHAPTER 3. A CASE STUDY ON CENTRALIZATION

(a) closeness centralization (b) contributors assigning bugs

Figure 3.5: Centralization in the Gentoo community. Period P2 during which the
central contributor Alice was active is highlighted in green.

for performance, we measure the rate at which bugs were reported and resolved. We
further study the responsiveness of the community in terms of themedian time to resolve
a bug, i.e. the median time elapsed from the submission of a bug report to the point when
it was �nally resolved. Similarly, we measure themedian time to the �rst responsein terms
of any update to the submitted bug report, like e.g. the bug being forwarded or assigned,
commented on, or its status being changed to reproduced and so on. Figure 3.6(a) shows
the dynamics of the median number of bugs that were reported and resolved per day.
During period P1 one observes a continuous increase both in the number of reported
and resolved bugs which coincides with the growth of theGentoo community shown
in 3.2(a). During period P2, both the number of reported and resolved bugs decreased,
which can again be understood based on the decrease in the number of active contributors
shown in Figure 3.2(a). In most of both periodsP1 and P2, the rate of reporting and
resolving bugs closely match each other, thus indicating that�on average�the number of
bugs resolved per day matched the number of newly reported bugs. The mismatches
taking place within P2 can be mostly attributed to the peak in contributors numbers, as
observed in Figure 3.2(a). These events pushed the work load aboveAlice's capacity, in
terms of how many bug reports she could resolve perday. This mismatch lastingly changed
after Alice had left the project. In period P3 one can observe an increasing discrepancy
between the rate at which bugs were reported and resolved, hence indicating a growing
number of unresolved, pending bug reports. Furthermore, a remarkable increase in both
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the number of reported and resolved bug reports can be seen around March 2011, although
the discrepancy between both remains. This coincides with an increase in the number of
active contributors (see Figure 3.2(a)). One possible explanation is that it coincides with
the Gentoo community having a regularLiveDVD release. As it lowers the threshold of
using theGentoo Linux distribution, this can explain an increasing number of contributors
submitting bug reports, as well as the increase in the number of di�erent contributors
assigning bug reports shown in Figure 3.5(b).

Apart from the mere number of reported and resolved bugs, an important measure of
performance of bug handling communities is the time they take to provide a �rst response
as well as a resolution for a reported bug. Thisresponsivenessis of particular importance,
as potential users frequently use this as an indicator when making an informed decision
about which software to adopt ([116, 198] and also related to �Release Early, Release
Often� [170]). Figure 3.6(b) shows the median time to resolve and to respond to a newly
reported bug in days and hours respectively. Both numbers show a remarkable dynamics
which coincides with the activity of the central contributor Alice. During period P2, the
median time to resolve and respond to a newly submitted bug report was more than one
order of magnitude smaller than in the periodsP1 and P3.

From our analysis of bug handling performance, we thus draw the following observation:

Observation: During the presence of the central contributor Alice, the bug handling
performance of theGentoo community increased signi�cantly, while her departure had a
lasting negative impact.

3.4.4 Discussion

We close this section by combining our quantitative results with personal insights shared
by three long-term contributors: Alice, Bob and Chris. By this, we substantiate our
interpretation of Alice's role during period P2 and the consequences of her presence to
the cohesion and performance of theGentoo community.

In sections 3.4.1, 3.4.2, and 3.4.3, we point out that during periodP2 the community
experienced a signi�cant loss of cohesion, as well as an increase of centralization and
performance. We further argued that during periodP2, most of the collaboration was
mediated by a small subset of contributors,Alice herself being at the core of this group.
Indeed, in response to our questionnaire,Alice describes that she �was practically the
only person involved in bug wrangling�. Bob con�rms that Alice �had been doing our
bug wranglingmore or less alone for a few years�.Alice complements this picture by
saying that the �workload at that time - [if I recall correctly] - was about 4 hours a day,



46 CHAPTER 3. A CASE STUDY ON CENTRALIZATION

(a) daily activity (b) time to �rst reply and resolution

Figure 3.6: Bug handling performance in theGentoo community. Period P2 during
which the central contributor Alice was active is highlighted in green.

probably more in case I did not have time to do the bug wrangling for a day or two�. As
a consequence of this centralization of bug handling tasks, during periodP2 our analysis
shows a signi�cant increase in performance, measured in terms of response time and bug
resolution rate. This �nding is con�rmed by the community and Bob attributes it to the
fact that �having a single person on the task greatly helps in �nding duplicate bug reports�.
Furthermore, he argues that having �more [contributors] would water down the quality�.

A further observation of our study is that the cohesion of the community (measured
e.g. in terms of mean degree, clustering coe�cient or algebraic connectivity) decreased
signi�cantly during the presence ofAlice. This is an interesting observation as it highlights
secondary e�ects of the presence of a central contributor on the evolution of collaboration
structures within the remaining community. Although it is necessarily di�cult to make
any substantiated claims about causality, one may conjecture that it is the mere presence
and dedication of a central contributor that drives this loss of cohesion.Bob indirectly
con�rms this by arguing that apparently �our bug tracker's users had come to rely on a
single person to �assist� them in �nding and �xing bugs�.

For the community, the loss ofAlice was perceived as an unexpected event. According
to Bob, in 2008Alice �suddenly left the project�. He further con�rms that she �stopped
unexpectedly�. Clearly, one of the most interesting questions that cannot be answered by
a quantitative study alone is whyAlice decided to leave the community. She answered
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our question for the underlying reasons as follows: �I would mostly attribute that to
a serious loss of motivation caused by disruptive social environment in the project as
a whole�. Moreover, she highlights her dissatisfaction with �more and more time being
spent on bureaucracy, "paperwork", and creating of useless structures within the project�.
On the contrary, Chris�another prominent contributor�remarks that �some people �nd
formalization to be an unnecessary bureaucratic barrier, but when you get to be as big as
Gentoo, it's pretty much inevitable�.

Independently of the reasons forAlice's departure, the risk of relying too much on a central
contributor became obvious in a remarkable event during periodP2, when Alice was still
active. In early 2007, according to her own account,Alice was �repeatedly subject to
[...] disciplinary proceedings and [she] was suspended from the project for a couple of
weeks� due to a verbal con�ict with another contributor. Around this time, a sudden and
short increase in the response time (see Figure 3.6(b)) as well as a decrease in closeness
centralization (see Figure 3.5(a)) can be observed, thus serving as an early warning sign
of the problems to come whenAlice would leave.

Despite this early indicator, it was only afterAlice had left that measures were taken in
an e�ort to reorganize the community. In particular, Bob initiated the Bug Wranglers
project, which a) called for more contributors in bug handling and b) established formal
procedures regarding the tasks and goals of bug triaging1. In response to our questions,
Bob describes the project as a success arguing that �the targets that relate to the content
of bug reports are now usually met when serious bug wranglers review them�. However,
despite this initiative, our �nding of a lasting negative impact on bug handling performance
after the resignation ofAlice is con�rmed by Bob, saying that the �goal of responding to
bugs within a day is still something to work on�.

3.5 Threats to Validity

We now discuss limitations of our analysis and highlight possible threats to validity. Since
this chapter presents a case study focused on theGentoo community, we cannot make
any claims about the general applicability of our results. Even though our study as well
as the feedback by the community provide some interesting hints, we would further like
to emphasize that we cannot make conclusive statements regarding the causal relation
between increasing centralization, performance and cohesion. In particular, we cannot rule
out external reasons drivingboth the increase of centralization and the loss of cohesion in

1See the website of theBug Wranglers project available online at http://www.gentoo.org/proj/
en/qa/bug-wranglers/index.xml
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the community. Despite this disadvantage, we argue that our case study is interesting by
itself, being a valuable addition to the literature on bene�ts and risks of centralization in
social collaboration topologies. In order to validate our �ndings, we thus call for similar
studies on OSS communities and other collaborative software engineering projects.

Another possible concern is the choice of our network construction procedure as well as
the choice of length of the sliding window in our dynamic analysis. In order to only
extract meaningful collaboration events and facilitated by the size of our data set, we
only consideredcc and assign collaborations. Nevertheless, it is clear that taking into
account further relations, like e.g. comments, could possibly augment our perspective of
collaboration topologies. At the same time, we argue that�even though we have explored
di�erent sizes for the sliding window�we did not see any qualitative change of our results.
Eventually, we decided to include the results of a30 day window size, since this period is
long enough to include collaborations of more occasional contributors. At the same time,
a one month period is short enough to not aggregate collaborations occurring far apart in
time. As such, our methodology of performing adynamic network analysiscan be seen
as a strength compared to the simpler approach of considered a single time-aggregated
network.

3.6 Conclusion

The main contributions of this chapter are the following:

� We study the dynamics of social organization and performance in the bug handling
community of Gentoo .

� We �nd a period in which the activity of a single contributor resulted in a signi�cant
increase of centralization and performance.

� Our analysis further shows that the period when the central contributor was active
coincided with a signi�cant decrease of cohesion.

� We further �nd that the loss of the central contributor had a lasting negative impact
on the bug handling performance of the community.

To the best of our knowledge, this study is the �rst to quantitatively study how the rise
and fall of a central contributor impact the social organization and performance of an OSS
community. Even though the general statements that can be drawn from a case study are
necessarily limited, we argue that our work highlights interesting directions for future
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research. We would like to emphasize that the quantitative measures used in our study
allow to clearly identify shifts in the social organization that are con�rmed by insights
of actual contributors. As such, we argue that these measures can potentially be used
in monitoring tools suitable to augment the social awareness of community managers.
Finally, Alice testi�es that her reasons to leave the community were mainly endogenous
with respect to the Gentoo project. Can we measure the factors that in�uenced her
decision? This open question bears great relevance to community managers�concerned
with community stability and turnover�and is addressed in Chapter 4.



Chapter 4

Emotions and Contributors Activity

Summary

We extend the analysis presented in Chapter 3 in order to understand howAlice 's un-

expected sudden departure correlates with emotions expressed in discussions related

to bug report triaging and processing. These discussions take place in two online

communication channels: the bug tracker and the developers mailing list. Our anal-

ysis reveals that discussions involvingAlice were�less positive within both channels

and more negative within the mailing list�than discussions not involving Alice dur-

ing her period of activity. This o�ers a quantitative evidence to her claims of loss of

motivation caused by a �[...]disruptive social environment[...]�. We also consider the

activity patterns of Gentoo contributors in general. We �nd that contributors are

more likely to become inactive when they express strong positive or negative emo-

tions in the bug tracker, or when they deviate from the expected value of emotions in

the mailing list. Our approach opens up new perspectives for quantitative methods

based on sentiment analysis and we illustrate how these can be applied in predicting

community turnover in OSS projects.

Based onGarcia, D., Zanetti, M.S. and Schweitzer, F. The Role of Emotions in Contributors Activity:
A Case Study of theGentoo Community, to appear in Proceedings of the IEEE International Conference
on Social Computing and Its Applications 2013 (accepted). M.S.Z. applied sentiment analysis to the
gentoo mailing list, where signi�cant �uctuations in emotional expression were �nally observed, giving
support to Alice 's statements on her reasons to leave the project. This �nding inspired the idea of studying
the interplay between emotional expression and contributor turnover. M.S.Z. also developed and applied
the methodology used to classify contributors activity based on inter-event times, contributed in designing
and producing quantitative results and was also involved in writing the manuscript.

50
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4.1 Introduction

Collaboration within an online environment is an everyday challenge for contributors of
OSS projects. They need to interact with other contributors to decide about the direction
of their project and, equally important, need to interact with users to learn about their
demands. Communication within the contributor's community and towards the user's
community both impact project reputation and the availability of resources, which are
crucial to further develop the project. Thus, understanding how people interact, collab-
orate and communicate online is an important �eld of research that has the potential to
improve the performance of OSS projects.

The relevance of OSS projects goes beyond research, and reaches wide industrial applica-
tions. The current technological landscape is constantly in�uenced by large OSS projects
that generate important software products. For example, theApache server is used in
more than 60% of the websites1, and Firefox and Chrome have a combined market
share of more than50%2. This is possible thanks to the e�orts of OSS projects, in which
potentially large amounts of contributors can participate by coding, proposing function-
alities, or reporting and handling bugs. All contributors bene�t equally from the project,
receiving the software product and its code as a result. These contributors are free to stop
collaborating at any time; a decision that does not prevent them from pro�ting from the
project and using its products. In this sense, an OSS community is an example of a public
goods game [7], in which participants have no punishment for free-riding, and they equally
bene�t from the common good. This poses a paradox, as the game theoretical result of
the �tragedy of the commons�3 [100] implies that, when collaborators are purely rational,
the expected outcome of the project is a complete failure.

In proprietary software projects, developers, analysts, and testers are bound by legal con-
tracts that provide a mechanism to cope with con�icts and guarantee a certain level of
collaboration. On the other hand, OSS projects are mostly composed of volunteer contrib-
utors, whose collaboration scheme can be fragile and su�er in the presence of disagreements
or loss of motivation. For example, thePidgin project developed a program for instant
messaging commonly used inLINUX distributions4. After the release of a new version,
users, developers and other contributors disagreed on a change related to its user interface,
leading to a heated discussion and the expression of negative emotions5. As a result, the

1http://w3techs.com/technologies/details/ws-apache/all/all
2http://www.w3counter.com/globalstats.php?year=2013&month=04
3another perspective on how/why OSS avoids this:http://www.benkler.org/CoasesPenguin.html
4http://www.pidgin.im/
5https://developer.pidgin.im/ticket/4986
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project was divided (i.e. forked) into two di�erent projects, which is equivalent to a large
exodus of contributors. This example illustrates the impact that the emotional climate of
an OSS community has on its success. Certain level of positive emotions seems necessary
to sustain the intrinsic motivation of the collaborators, and strong instances of negative
emotions pose a threat that trigger the turnover of important contributors.

The human factor of OSS projects composes the mechanism that make them possible,
but also poses a threat that endangers their success. Often, the social component of the
projects is analyzed through social network analysis [47, 66, 104, 239], but the psychological
component of OSS interaction has not been explored so far with quantitative approaches.
Thanks to the development of tools for sentiment analysis [210], we can quantify the
emotions of OSS contributors, looking for relations between their activity and emotional
expression. Furthermore, given the availability of large datasets of OSS development
forums, this sentiment analysis can be extended to higher levels of aggregation in which
collective emotions emerge from the interaction of individual contributors. This poses
the opportunity to empirically analyze the conditions that lead to the turnover of OSS
contributors, and to apply such �ndings in the creation of tools to monitor and predict
the evolution of OSS projects [48, 217, 237].

In this chapter, we explore the preconditions for contributor turnover. We focus on the
largeGentoo project and analyze two disjoint datasets spanning about10 years of activ-
ity involving more than 35; 000contributors. The �rst dataset contains the records of bug
report triaging and processing (bug tracker activity) while the second contains messages
exchanged within the developers' mailing list. Both contain textual messages exchanged
between contributors. We apply sentiment analysis to these and we study if emotions
expressed by contributors in these two communication channels in�uence turnover in OSS
communities. Our quantitative results show that emotions indeed in�uence the likelihood
of a contributor to remain active in the community. We use this to predict community
turnover and we argue about its value as a tool enabling timely reaction against undesirable
turnover events.

4.2 Related Work

4.2.1 Social Dynamics of Open Source Software

The social organization in open source communities has been addressed in a number
of relevant works. In [147], the focus is on division of labor. By analyzing a dataset
composed of theApache and Mozilla projects, the authors show that while coding
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e�orts are concentrated on a fewcore-developers, maintenance activities, such as bug
report handling, are performed by a much larger community. In [47], this core periphery
structure is studied with a framework based on social network analysis. The social network
framework is also the applied in a recent analyzis of the behavior of individuals within
communities [104]. Contributor motivation and its relationship to project performance is
an important topic, and is considered in a number of works reviewed in [76, 126, 131].
Finally, [36] proposes a framework to analyze the congruence between the technical and
the social organization in a software project. In this way, the authors wish to answer the
question of which social organization structure is the best performing given a particular
technological scenario. Or the analogous, how to structure a technical architecture in order
to �t an established social organization.

4.2.2 Emotions in Social Media

The most common mechanisms for communication in OSS projects are forums and bug
trackers, which are special cases of social media. This allows the application of sentiment
analysis tools [210], providing insights to the psychological experience [119] of OSS con-
tributors, rather than just their social interaction. This approach has been proved useful
for the analysis of collective emotions in forum discussions [41], emotional interaction in
chatting communities [78], and to test previous hypotheses from psychology in online data
[80, 84]. The attention to sentiment analysis is increasing due to its multiple applications
in �nance and marketing. For example, mood measures from social media have been used
to predict the stock market [31, 58]. Sentiment analysis has also been applied to cus-
tomer emotions in Amazon product reviews [83], and to the viral spread of information in
Twitter [162].

Di�erent sentiment analysis tools are available, depending on the type of analysis and
data to process. Supervised methods use training data to mine emotions and opinions
from text [158], and word category frequencies can be used to measure collective mood
[31, 242]. Regarding short and informal text, lexicon-based classi�cation provides un-
supervised methods to extract sentiment. Thestate of the art tool in such situation is
Sentistrength [210, 211], which we use in this chapter. The accuracy of its last version
has been validated with human annotations of a wide variety of online communities [210].
Among its previous applications,Sentistrength has been used to analyze emotions
about political topics in Youtube and Twitter [82, 234], product reviews [83], and
Yahoo! answers [127].
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4.2.3 Social Resilience and Contributor Motivation

The question of how groups are formed and disappear has been addressed for online
social networks and scienti�c communities [13, 243]. This highlights the relevance of trust
networks in social recommender systems [219], and how social movements inTwitter
grow and decay through spreading patterns and complex contagion [93]. The departure
of individual users, commonly denoted as churn, has also been analyzed for the online
communities likeYahoo! answers [63], and other social networks [233]. Furthermore,
previous analysis provide insights on the decision of users to leave P2P networks [107],
discussion boards [120], and online videogames [121]. These previous works focused on the
relation between social indicators, like amount of contacts, with the likelihood of users to
leave an online community. While useful as a �rst approximation, these analyzes did not
take into account emotional expression and interaction, which are related in the psychology
literature to motivation and social interaction [98, 126, 131].

The microscopic dynamics that drives the decisions of users to leave a community create
the macroscopic e�ect of social resilience [81], or how strong the community is when facing
disrupting periods. Such disrupting events have been characterized by text analysis on
Facebook [53], but their in�uence on the survival of an online community at large cannot
be simply mapped to its social network [81]. The intrinsic motivation of the users and
their individual decisions are key factors for the collective dynamics of the community. As
an example, external incentives do not guarantee more e�cient viral marketing campaigns
[142]. On the other hand, information spread can be motivated by emotional content [162],
leading to higher levels of user activity and interaction when emotions are involved.

4.3 Gentoo Datasets

4.3.1 Bug reports

The Gentoo project adopts theBugzilla as its bug tracking system [191]. It is com-
posed of an online database6 where each entry is organized around the notion of abug
report. A bug report status will change as its processing progresses towards a solution
(e.g. pending, reproduced, closed, etc). In general, the modi�cation of a bug report �eld
(e.g. status) allows its author to leave simple text comments. Using theBugzilla API,
we collect the time series of comments, along with the uniqueusernameof its author and
the uniqueid of the respective bug report. In Table 4.1, we summarize the main statistics

6https://bugs.gentoo.org/
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of this dataset. To each of those comments, we apply theSentistrength tool in order
to quantify its positive and negative valence.

Table 4.1: Basic statistics of the datasets used for this study. We cover activity within
Gentoo 's bug tracker and within the gentoo-dev mailing list.

Statistics Gentoo Bugzilla gentoo-dev
01/04/2002 04/01/2001

Observation period
to 04/26/2012 to 29/06/2012

Messages 661,783 81,328
Discussions 140,216 14,070
Contributors 36,555 4,664

4.3.2 Developer mailing list

While handling and processing bug reports, contributors may rely on information exchange
through mailing lists. In the case ofGentoo , this is mainly done via thegentoo-devlist7,
which is the list subscribed by core-developers and code maintainers. Thus if contributors
processing bug reports want to call the attention of a dedicated maintainer, that is the
best place to start. Messages sent to this mailing list are stored in a database and can be
retrieved at any time from their archive version, which is accessible via a HTML interface.
Using this channel, we extract the time series of email messages sent to thegentoo-dev
list, along with the unique userid of its author and message subject, which repeats for all
messages sent to the same thread. Again, the textual content of each message is analyzed
with Sentistrength yielding positive and negative valence scores (excluding content
commented out with character �> � at the start of each new line).

4.3.3 Sentiment analysis

We process all comments and messages in the bug reports and the developer's mailing list
using Sentistrength [210]. Sentistrength is the state of the art tool for lexicon-
based analysis of social media messages, in particular for informal communication. It has
been validated on test datasets includingDigg and other fora on specialized topics, which
are similar communication media as theGentoo bug tracker and mailing list. When
classifying the polarity of forum messages,Sentistrength has an accuracy above88%
for Digg , and above90% in other fora [210]. It has high correlation values with human

7http://archives.gentoo.org/gentoo-dev/
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raters on these communities, providing sentiment scores that would be indistinguishable
from a human rater, and providing not only an accurate8, but also a valid8 estimation of
the sentiment. For these reasons, previous works have applied it toYahoo! answers
[127],Twitter messages [162], and chatroom communication [78].

Sentistrength uses a lexicon of emotional-bearing terms combined with the detection
of negations, ampli�ers and diminishers. Its output is composed of two values, a measure
of positive sentimentp 2 [+1; +5] , and a measure of negative sentimentn 2 [� 1; � 5].
Following the rationale of [210], we can aggregate these two values to a measure of polarity.
A messagem is classi�ed as positive (s = +1 ) if p+ n > 0, negative (s = � 1) if p+ n < 0,
or neutral (s = 0) if p = n (both having an absolute value lower than4). Comments
with high and equal positive and negative sentiment do not map to this unidimensional
simpli�cation. Nevertheless, this approximation is valid in our data analysis, as only
265 messages were found in this category(p = +4 ; n = � 4) or (p = +5 ; n = � 5). These
messages were discarded as they compose an insigni�cant fraction of our dataset (0:032%).

Table 4.2: Message ratio per polarity within Gentoo 's bug tracker and within the
gentoo-dev mailing list.

Polarity Gentoo Bugzilla gentoo-dev
positive 0.28 0.28
neutral 0.56 0.49
negative 0.16 0.23

4.4 The departure of a central contributor

In this section we quantify and discuss the role of emotions in a case study focused on the
Gentoo -Linux project. The Gentoo project is of particular interest due to a well doc-
umented centralization event followed by signi�cant changes in community performance
[240], which are discussed in Chapter 3. In that work, we focus on the evolution of social
organization within Gentoo 's bug handling community. Using a quantitative method-
ology based on social network analysis [238, 239], we show that we can monitor drastic
changes in social organization which are usually associated with increased risks. More
speci�cally, the bug handling community ofGentoo came to rely on a single person (Al-
ice) to help them in processing bug reports. This is in accordance with previous �ndings

8we measure accuracy by comparingsentistrength against a constructed ground truth (e.g. av-
erage human score), while validity is measured by comparing distributions statistically to check ifsen-
tistrength produces scores that are indistinguishable from scores generated by humans
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relating centrality to preference in collaboration [104]. Based onAlice's activity, we divide
the timespan of our dataset into three observation periodsP1, P2, P3. In period P1,
between January 2002 and October 27, 2004,Alice was not yet active and the community
was growing. During the second periodP2 starting on October 28 2004,Alice gradually
became the most central contributor. She unexpectedly left the community after her last
contribution on March 29 2008, which marks the start of the third periodP3 in which Alice
was not active anymore. In the next, we discussAlice's impact on community performance
and the possible e�ects of emotions on her motivation to leave the project.

4.4.1 E�ect on performance

During P2, Alice concentrated most of the work related to bug handling on herself, and
as a result, the time to �rst reply and �nally solve open bug reports were minimized (see
Figure 3.6). These are important metrics that correlate to the likelihood of a bug reporter
in becoming along time contributor to the project [244]. The main issue aboutAlice's
impact was that�due to personal con�icts, and dissatisfaction with the social environment
of the project as a whole�she left the community suddenly. As we show in Chapter 3,
after Alice's departure (period P3) the community never managed to achieve the same
levels of performance. Thus, besides monitoring changes in community social organization
and implied risks, we wish for quantitative measures that could give an early indication
to individual loss of motivation or activity.

4.4.2 Changes in collective emotions

To measure the collective emotions in thediscussionsassociated with comments to a
bug report or e-mails sent to a thread in the mailing list, we aggregate the emotional
values of the messages exchanged within each such discussion (a bug report or an e-mail
thread). In this way, for the set of messages in a discussionM d, we calculate the ratios

of positive Pd =
P

m 2 M d
sm =1

jM d j , negativeNd =
P

m 2 M d
sm = � 1

jM d j , and neutral Ud =
P

m 2 M d
sm =0

jM d j

messages. These measurements map the discussions to a simplex on the plane [82], where
each discussion has a distance to the vertices of a triangle proportional toPd, Nd, and Ud.
Figure 4.1 shows this representation separately for bug tracker and the mailing list, where
each discussiond is a point of size proportional tojM dj. The ratio of the overall emotional
expression in each medium (bug tracker or mailing list),�P ; �N; �U, allow us to compare the
emotions of a discussion with this ground state of theGentoo community. We perform
a set of nonparametric statistical tests to classify each discussion, consisting on three� 2

tests at the 95%con�dence interval:
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1. Test ofUd ' �U: if this hypothesis cannot be rejected, the discussion is not considered
to include collective emotions, and it is classi�ed asneutral. If the Ud > �U hypothesis
is supported, we classify the discussion asunderemotional. Examples of this kind
of discussions are exchanges of computer code or error logs, which serve a technical
purpose but do not compose emotional interaction. If the hypothesisUd < �U, is
supported, the discussion contained collective emotions, and the next two tests are
evaluated to classify the emotions in this discussion.

2. Test ofPd ' �P: if the null hypothesis can be rejected and the data supportsPd > �P,
we classify the discussion aspositive.

3. Test ofNd ' �N : in the same way as the previous point, if the data supportsNd > �N ,
we classify the discussion asnegative.

The above set of tests allows us to detect discussions that simultaneously contain positive
and negative emotions, which will pass the second and third test. We classify these
discussions asbipolar, representing collective emotions in which the authors of messages
are polarized in di�erent emotional states [186]. Additionally, a discussion might pass the
�rst test, but not the second nor the third. These discussions contain more emotional
content than the average of the community, but there is not enough data to classify the
polarity of the emotions expressed in it. We classify these asundetermined.

Our statistical analysis highlights the presence of strong positive discussions in the bug
reports, represented by points close to the lower left corner of the triangle. In these
discussions, positive collective emotions are usually created as the result of �xing a software
issue. The bug report system also shows some instances of underemotional discussions,
represented by gray points close to the upper corner of the triangle. These threads are
large exchanges of error logs and program outputs, and do not constitute a signi�cant
source of emotional interaction.

The lower row of Figure 4.1 shows the collective emotions in the discussions of the devel-
oper's mailing list (gentoo-dev ). The structure of the emotions in these discussions is
signi�cantly di�erent when compared against their bug reports counterpart: there are very
few instances of positive discussions, and there are large discussions that elicited negative
collective emotions.

These di�erences are possible due to the fact that these two communication channels
(bug tracker and mailing list) shows very di�erent styles of emotional interaction. In the
bug tracker, positive emotions prevail. Users, developers and other contributors need to
interact focusing on solving existing software issues. Thus, bug reports must be written
as clear as possible. Moreover, contributors might need to write back to bug reporters in
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Figure 4.1: Triangular representation of the emotions inGentoo discussions in bug
tracker (top) and the developer mailing list (bottom). Points represent discussions with
at least 20 messages, with a size proportional to the amount of messages in the discussion,
at a distance to the triangle vertices proportional to the ratios of positive, negative and
neutral messages. Points are colored according to the classi�cation of the discussion (i.e.
black for neutral, green for positive, red for negative, gray for underemotional, blue for
bipolar and yellow for undetermined).

order to gather further information. This needs to be done in a smooth way, such that
it will lead to the identi�cation of the locus of software issues as fast as possible. On the
mailing list the situation can be quite di�erent. Specially in the case of the developers'
private list, large instances of negative emotions can be observed. Likely, this is due to
disagreements in collaboration processes and on competing agendas specifying how work
and software should be organized.

The representation of collective emotions in Figure 4.1 is useful to detect discussions that
could trigger the decision of contributors to stop contributing to the OSS community.
When comparing the three intervals depending onAlice's presence, it is di�cult to �nd
di�erences in this representation. PeriodsP2 and P3 seem slightly more emotional, with
some instances of bipolar discussions. For the case of the mailing list, negative emotions
appear to be more salient inP2 and P3, but these observations require a quantitative
validation. For that reason, we compute the time series of emotions in messages, using



60 CHAPTER 4. EMOTIONS AND CONTRIBUTORS ACTIVITY

a moving average withT = 30 days range. Thus,MT represents all messages found
within such a time window. This allows us to calculate the respective mean positivity
p(t) =

P
m2 M T

pm=jMT j, mean negativity n(t) = �
P

m2 M T
nm=jMT j, and mean polarity

s(t) =
P

m2j M T j sm=jMT j of messages.

Figure 4.2: Moving average applied to the time series of emotional expression within
Gentoo Bugzilla (top) and gentoo-dev (bottom). The red curve shows the daily
mean negativity in the messages, the blue curve shows the mean positivity, and the black
curve represents the mean polarity of all the messages. The green interval highlightsP2,
the period whenAlice was active.
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Figure 4.2 shows these time series for the bug reports and for the developer's mailing
list, divided into the three periods mentioned above. It can be noticed that there is no
clear e�ect of the presence or absence ofAlice in the bug tracker, but the developer's
mailing list seems to be a�ected by her. BeforeAlice's presence, the mean polarity used
to have positive values, and during her activity this was close to0. After her departure,
there seems to be a period of stronger negativity. We statistically tested this observations,
performing � 2 test on the values ofs(t) across periods.

The results of these tests are reported in Table 4.3. They support our observation that�in
the mailing list� P3 had more negative emotions than the periodsP1 and P2 together.
During that period, the community went through a complete reorganization, catalyzed
by the creation of the bug wranglersproject9. This was an initiative specially meant to
cope with Alice's sudden departure. Thus, the negativity observed duringP3 is likely to
be due to the community struggle in restructuring its procedures. What aboutAlice's
presence duringP2? Did Alice experience di�erent sentiment expression within the bug
tracker and mailing list? We separate the discussions in whichAlice took part, from the
remaining taking place within that period, and again calculated the di�erent proportions
of polarities. We show in Table 4.3 that the discussions in the mailing list that contained
Alice's messages were indeed more negative and less positive than the discussions not
containing her messages, while the proportions of neutral polarity were roughly the same.
Now focusing on the bug tracker, we observed that the proportion of negative polarity
were roughly the same inAlice's discussions when compared to the remaining discussions.
Moreover,Alice's discussions were more neutral and less positive.

4.5 Emotions and inactivity

The above analysis of the departure ofAlice serves as an example of the interplay between
emotions and activity in the Gentoo community. In this section, we extend that analysis
to contributors in general, exploring the role of emotions in their activity patterns. We
continue by developing a method to predict long periods where an individual contributor
is inactive.

9http://www.gentoo.org/proj/en/qa/bug-wranglers/
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Table 4.3: Test for statistical signi�cance of di�erences in proportion of polarities.N
represents the proportion of negative messages,P for positive ones andU for neutral ones.
The null hypothesisis alwaysProp1= Prop2. The subscriptsP1-P2 and P3 corresponds
to the analysis per period, whilewithout Alice and with Alice to the analysis per thread.

Gentoo Bugzilla
p-value of null hypothesis alternative hypothesis estimate

1:04e � 033 NP1-P2 > N P3 0:011
2:12e � 003 UP1-P2 > U P3 0:003
1:29e � 040 PP1-P2 < P P3 0:014
2:00e � 002 Nwithout Alice <> N with Alice 0:003
2:06e � 130 Uwithout Alice < U with Alice 0:045
6:62e � 188 Pwithout Alice > P with Alice 0:049

gentoo-dev
p-value of null hypothesis alternative hypothesis estimate

1:49e � 021 NP1-P2 < N P3 0:033
5:08e � 006 UP1-P2 < U P3 0:017
7:61e � 046 PP1-P2 > P P3 0:050
1:61e � 026 Nwithout Alice < N with Alice 0:066
5:50e � 001 Uwithout Alice <> U with Alice 0:004
8:56e � 023 Pwithout Alice > P with Alice 0:001

4.5.1 Activity modes

For the case ofAlice, determining when she became inactive is a trivial task, as she
had no activity after a certain date. This is not necessarily the case for contributors in
general, who might be inactive for a long period and then become active again. In general,
contributors do not have a standard mechanism to inform the rest of the community if
they are active or not, and the only way to detect their inactivity is when they do not
produce messages for a period of time. To detect if a contributor became inactive, we use
the theory of interevent time distributions [16, 235], which divides human communication
in two modes: A bursty,correlated mode in which the time between the actions of a human
is very short; and anuncorrelated mode that corresponds to the long times between bursts
of activity. The correlated mode can be detected when the interevent times of a human
follow a power-law distribution [16, 78], which emerges when humans reply to each other.
The uncorrelatedmode can be detected as an exponentially decaying regime, which can be
explained as the result of a Poisson process of decoupled actions that start activity bursts
[235].

For both datasets, we measure the interevent times� between the messages of each contrib-
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utor, and characterize the maximum inactivity period of each one through the maximum
interevent time � max . Figure 4.3 shows the distribution of� max for the mailing list and the
bug tracker, with power-law �ts to the head of the distributions. It can be noticed that
these power-law regimes are not valid after a certain value, where both distributions show
a tail that decreases much faster than a power-law. This shows the division between the
two modes of activity mentioned above: the head of the distributions correspond to the
correlated mode of active contributors, while their tails represent theuncorrelated time
intervals when contributors are inactive. We found that the point between both modes is
approximately � = 30 days. This indicates that when a contributor does not create any
new message for a month, its behavior is uncoupled from the rest and it can be considered
as inactive.

Figure 4.3: Distributions of the maximum interevent times per contributor in the bug
tracker (left) and the mailing list (right). The distributions are plotted in a log-log scale
with exponentially increasing bins, and power-law �ts to the head of the distributions.
Dashed vertical lines show the mark at� max = 30 days, where there is a regime change.

4.5.2 Contributor emotions

To produce the dataset that classi�es contributor activity, we do the following: We collect
all messages written by each contributoru, sorting messages by date. Then we iterate over
the messages, starting from the earliest. If the contributor only posted a single message,
we discard thisone time contributor from our analysis. If the contributor posted more
than one message, for each messagemu

t posted at time t, we measure the time interval�
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between it and his next messagemu
t+ � . If this time interval is shorter than 30 days, we

label the interval I u
t as ACT, meaning the contributor is active. Otherwise, we label the

interval as INA , meaning that the contributor started a period of inactivity according to
the theory explained above.

For each interval of contributor u, we compute the mean positivity scorePu and mean
negativity scoreNu of the messages of the contributor in the5 days preceding the interval.
This way, each data point is an interval between messages of the same contributor, with
real-time measurements of the emotions expressed by that contributor in the days before
the interval takes place. Our aim is to provide a predictor that identi�es when a contributor
is going to become inactive, as a tool that can warn community managers about the risk
of losing contributors. This is not a simple task, as the ratios of each type of interval are
very unevenly distributed. The prior probability of an interval being labeled asINA is
0:088 in the bug tracker, and0:075 in the mailing list.

We calculate the conditional distributions of emotions given the label of an interval,
P(Nu jI ) and P(Pu jI ), which we show in Figure 4.4 for both datasets. An initial in-
spection shows the di�erences between the expression of emotions when a contributor is
going to become inactive and when not. For both datasets, the distribution of emotional
expression followed by an interval labeled asINA has larger variance than when followed
by intervals labeled asACT, showing signs of bimodality. Wilcoxon tests reveal that the
conditional distributions of both emotions in the bug tracker are signi�cantly di�erent
(p < 1e� 15). In the mailing list, this is the case only forNu (p < 1e� 15), while the null
hypothesis could not be rejected (p = 0:21) for Pu. This highlights the role of negative
expression among developers, which di�ers more when one is going to become inactive, in
comparison with active periods. Nevertheless, for the case of the mailing list, the failure
to reject the null hypothesis forPu does not imply that it is not informative, as we show
below.

4.5.3 Activity tendencies

A notable di�erence in the distributions of Figure 4.4 is the range whereP(Nu jI = INA ) >
P(Nu jI = ACT ) and P(Pu jI = INA ) > P (Pu jI = ACT ). For the case of the bug tracker,
this condition is present only whenNu and Pu are above a certain value (in terms of
absolute valence), while for the case of the mailing list, this is also true whenNu and
Pu have a su�ciently low absolute value. This indicates that strong emotions in the
bug tracker, and deviations from the mean emotions in the mailing list inform about the
likelihood of a contributor becoming inactive. To measure these e�ects, we compute the
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Figure 4.4: Conditional distributions of contributor emotions P(Nu jI ) and P(Pu jI ))
in the bug tracker (top) and the mailing list (bottom) for I = ACT (blue) and I = INA
(red). Distributions were smoothed through a Gaussian kernel of width0:35.

posterior distribution of a contributor becoming inactive at given time, considering his
emotional expression in the last �ve days as

P(I = INA jNu) =
P(Nu jI = INA ) � P(I = INA )

P(Nu)
(4.1)

and its equivalent for Pu. We bin Pu and Nu in �ve bins, using the ranges[1; 5] and
[� 1; � 5] respectively, computing con�dence intervals for the posterior distribution. Figure
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4.5 shows the posterior likelihood of becoming inactive for the �rst four bins, as the
�fth one was not giving signi�cant values due to the low probability of having jPu j > 4
and jNu j > 4. Our observation of the di�erence of the in�uence of emotions in both
communication channels becomes clear: the likelihood of becoming inactive increases with
Pu and Nu in the case of the bug tracker, while it grows with the distance to the mean for
the case of the mailing list.

Figure 4.5: Likelihood of an interval to be labeled asINA given contributor emotions,
P(I = INA jNu) (red) and P(I = INA jPu) (green), for the bug tracker (left) and the
mailing list (right). Error bars show con�dence intervals, the horizontal dashed lines
indicate P(I = INA ) and vertical bars the means ofNu and Pu in each dataset.

The distinctive v-shape of the likelihood for the emotions in the mailing list (Figure 4.5
right) implies that lack of emotions can also serve as an indicator for contributors becoming
inactive, but only when shared with others through the mailing list. It is remarkable that
both Nu and Pu are informative to discriminate periods of inactivity in both datasets,
suggesting that the decision to become inactive is more related to emotional intensity
in general, rather than to positive or negative emotions alone. This is in line with the
psychological theory which states that certain levels of arousal, or emotion intensity, are
motivators for activity [186].

4.5.4 Real-time prediction

We apply the Bayesian analysis explained above to predict when contributors are going to
start periods of inactivity, solely based on the emotional content of their messages. Given
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the results shown in Figure 4.5, we apply two di�erent models:

1. bug tracker: if jNu j > � 1 or jPu j > � 1, then the next interval is predicted to be
INA , and ACT otherwise.

2. mailing list: if jNu � �Nu j > � 2 or jPu � �Pu j > � 2, then the next interval is predicted
to be INA , and ACT otherwise, where �Nu and �Pu are the average values of emotions
expressed by this contributor.

We apply the above predictors with� 1 = 1:9 and � 2 = 0:8 (thresholds corresponding
to a tradeo� between precision and recall, favoring recall) to each point in our datasets,
and compute values ofprecision and recall [110] over20 bootstrapped samples, to ensure
the robustness of our predictor. Table 4.4 reports the means and standard deviations of
precision and recall for each class and dataset. Both predictors haveprecision signi�cantly
higher than the prior probabilities in the respective classes. In particular, theprecision of
the minority class, INA , is su�ciently above the prior probability P(I = INA ), showing
that our method produce meaningful results when using contributor emotions to predict
when these are at risk of becoming inactive. In addition, the values ofrecall for both
classes are well above0:6, correctly classifying most of the existing instances.

Table 4.4: Results of the prediction of contributors becoming inactive or remaining
active in both datasets. Standard deviations ofprecision and recall values are calculated
over20bootstrapped samples of the datasets. The rowprior refers to the prior probability
of Active and Inactive found in our sample.

Gentoo Bugzilla
measure Active Inactive

prior 0:886� 0:030 0:112� 0:030
precision 0:930� 0:024 0:196� 0:019

recall 0:673� 0:087 0:624� 0:012

Gentoo-Dev
measure Active Inactive

prior 0:892� 0:032 0:107� 0:032
precision 0:931� 0:026 0:175� 0:030

recall 0:654� 0:072 0:623� 0:021
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4.6 Threats to Validity

In our analysis, we do not consider the hierarchical organization of messages (�reply to�
structure), neither their time dynamics. Even with this limited approach, our methods
provide insightful results, especially for their quantitative explanatory power with regards
to Alice's justi�cation on her departure. We argue that future research should focus on
the dynamics of emotions and investigate if there are underlining preferential paths [164].

4.7 Conclusion

Based on a case study of theGentoo project (see Chapter 3), we analyze the relation
between emotions and activity of its contributors. We gather two disjoint datasets of
communication within the community: (i) the bug reports stored in its bug tracking system
bugzilla , and (ii) the messages posted in the developer's mailing list. We provide a
sentiment analysis of the messages written by all the contributors and relate the emotional
expressions to the activity patterns.

The �rst part of our case study investigates the emotional components related to the leave
of a central contributor, named Alice. We show that her email discussions with other
contributors were more negative than the rest, and that her departure was followed by
higher stages of negativity in the community during its reorganization.

We extend this analysis to contributors in general, both in the bug tracker and the mailing
list. To detect inactivity, we apply current state of the art theories on human correlated
behavior, �nding a mode of interevent times that indicates stages of contributor inactiv-
ity. This allows us to statistically analyze the relation between a contributor's emotional
expressions and its individual intervals of inactivity. We reveal preconditions of emotional
expressions that indicate when contributors feel demotivated to further contribute to the
project. Based on this, we are able to estimate when a contributor becomes inactive,
based on emotions expressed on his last messages. With this, we provide a tractable
approach that can be applied by community managers to monitor emotional interaction
within the community, and to foster timely reaction against undesirable turnover events
of contributors.

Our contributions do not only focus on predictive results, but provide additional insights
into the phenomenon at hand, in particular into fundamental relations between emotions
and activity (and implicitly into motivation). We �nd that it is the emotional intensity
which de�nes activity, rather than its polarity. Thus, in this work, we took a step for-
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ward by providing a methodology based onsentiment analysis, which sheds new light on
Gentoo 's case study. This unveils a wide horizon of new quantitative approaches to the
analysis of social dynamics within online communities, extending previous approaches to
online emotional interaction [78], and social resilience [81].



Chapter 5

Triaging Bugs with Social Networks

Summary

Based on the methodology presented in chapters 2 and 3, we propose an accurate and

practical approach to automatize bug report triaging. We demonstrate its relevance

and applicability in a case study, using a comprehensive data set of more than700; 000

bug reports�corresponding to a period of more than ten years�obtained from the

bug tracking records of four major OSS communities. We observe that the centrality

of contributors�embedded in the social network largest connected component�is a

strong indicator for the �nal resolution category (or quality) of their bug reports.

More speci�cally, the higher the centrality of contributors, the higher the likelihood

that their bug reports will be �xed improving the software. Based on this �nding,

we apply machine learning to identify valid bug reports at reporting time. Among

the four case studies considered here, we observe precision ranging from78:9% to

90:3%, while the recall range is from38:9% to 91:0%. The literature on automated

bug report triaging o�ers no match to our high accuracy results solely based on social

network analysis.

Based onZanetti, M.S., Scholtes, I., Tessone, C.J. and Schweitzer, F. Categorizing bugs with social
networks: a case study on four open source software communities, in Proceedings of the International
Conference on Software Engineering, pp. 1032-1041, 2013. M.S.Z. contributed signi�cantly to the research
design and is the main responsible for its implementation, quantitative analysis and �gures. M.S.Z.
contributions include a signi�cant improvement to the classi�er developed by I.S., leading to the high
accuracy results presented in the paper. M.S.Z. contacted the respective OSS communities, whose valuable
insights greatly improved the interpretation of our results. Finally, M.S.Z. was also involved in writing
the manuscript.
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5.1 Introduction

Triaging and processing bug reports is an important task in collaborative software engi-
neering and it can crucially a�ect product quality, project reputation, contributor moti-
vation and thus the long-term success of a project. Practical experience from large OSS
projects con�rms that�particularly in projects with large numbers of comparably inexpe-
rienced part-time contributors�the process of triaging, categorizing and prioritizing bug
reports can become a laborious and di�cult task, consuming considerable resources (see
[90], e.g. fact31). Both the importance and complexity of this problem can be illustrated
by a simple example: out of the more than64; 000 bug reports that have been resolved
by the community of the Mozilla Firefox project, more than 50; 000 (or � 78%) of
these reports have eventually been identi�ed either asduplicates of known bugs,invalid
reports that refer to misunderstanding rather than a software issue orincomplete reports
which lack basic information required to reproduce the alleged bug. The magnitude of
this problem in large-scale projects calls for (semi-)automated techniques that assist bug
handling communities in the triaging and prioritization of bug reports. The provision of
methods which are able to automatically identifyvalid bug reports with high precision and
recall can have huge implications for practitioners of collaborative and distributed soft-
ware engineering: being able to �lter, assign and prioritize those bug reports that likely
result in a bug �x can signi�cantly improve the responsiveness of support communities.
Furthermore, a temporary deferral of those bug reports that are likely to be duplicates,
invalid or incomplete to a moderation queue can considerably alleviate the e�ort required
for bug triaging. It can also be used to automatically enforce the adherence to community
guidelines, e.g. by automatically asking original reporters to recon�rm that reported bugs
are neither duplicates nor incomplete.

Due to the importance for practical software engineering, a number of di�erent approaches
for the automated classi�cation of bug reports have been studied, among them approaches
based on the automated assessment of information provided by bug reports [10, 26, 110,
193], natural language processing [51, 176, 221], the temporal dynamics of bug handling
processes [166], coordination patterns [36], or the reputation of bug reporters [96, 236, 245].
Based on a unique data set containing the full history of more than700; 000bug reports in
four major OSS communities, in this chapter we consider to what extent automated bug
classi�cation techniques can be based onquantitative measures for the social embeddedness
of bug reporters in the project's community. We particularly address this question from
the perspective of complex, evolving collaboration networks and the computation of node-
centric metrics that capture structural properties like centrality and clustering.
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Our contributions to the current state of research are the following:

� We study relations between the centrality of bug reporters and the eventual outcome
of the bug triaging process. For the four OSS communities studied in this chapter,
we �nd strong evidence for the hypothesis that the centrality of bug reporters in the
collaboration network is indicative for the quality of bug reports.

� We show that quantitative measures for the bug reporter's position in the collabo-
ration network can be used for an automated classi�cation of valid bug reports. For
the four studied OSS communities, we �nd that this classi�cation achieves precision
ranging from 78:9% to 90:3%, while the recall range is from38:9% to 91:0%.

With this, we extend previous works that have studied automated classi�cation of bugs
that are eventually �xed. In particular, we use a more comprehensive data set, more
sophisticated quantitative measures for bug reporter's position in the evolving structures
of a community as well as a predictive modeling approach that is based on a support
vector machine. In the following section, we provide a more detailed review of existing
literature on automated bug classi�cation and prediction mechanisms as well social aspects
of collaborative software engineering. From this we then extract a set of open research
questions that are addressed in the remaining sections of this chapter.

5.2 Social Aspects in Bug Report Processing

The distribution of contributions, the structure and evolution of collaboration networks
in OSS projects, as well as their relation with individual and collective performance have
been studied in a number of works. A quantitative study of the development e�orts in
the projects Apache and Mozilla has been presented in [147]. Among other aspects,
the distribution of contributions across community members has been analyzed. For the
Apache project, the authors particularly validate that�while coding e�orts are mainly
concentrated on a small set of core developers�the bug handling and reporting process is
based on a much larger community of part-time contributors.

Apart from the mere distribution of contributions, the topology of communication and
collaborations between contributors is an interesting �eld of study. The relation between
the network position of developers in bug handling communities and their success rate
(in terms of the number of bugs the developers �x) has been studied in [65]. There, the
authors �nd that developers with higher node degree �x bugs at a higher rate. Further-
more, the authors provide implications for future research, calling for subsequent studies
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of the relation between communication structures and individual as well as team-based
performance. Our work complements the study of [65] in the sense that we investigate
the relation between the centrality of bug reporters and their individual performance, i.e.
whether the reports are eventually found to refer to actual software issues. Our methods
are based on earlier work quantifying the dynamics of social organization in OSS com-
munities [238]. Social mechanisms underlying the impact of communication topologies on
bug handling performance have been studied in [23]. There, the authors conclude that the
most di�cult task of successfully handling bugs is the mediation between the users and the
developers of a project. Similar results have been presented by the authors of [220], whose
analysis is based on the bug handling communities of two major OSS projects. Their anal-
ysis veri�es that the collaborative identi�cation of the cause of a software defect is one of
the most di�cult tasks that needs to be solved before bugs can be properly addressed by
developers. Based on data obtained from the bug handling community of theEclipse
project and similar to our approach, in [21] measures of communication dynamics and
user centrality have been studied in networks constructed based on user comments and
CC subscriptions. The �ndings suggest that the centrality of users in the communication
�ow networks extracted from Bugzilla data is related to the future failure proneness
of code. Similarly, the relationship between communication structures and success at the
collective level has been studied in [230] and [229]. In those papers, the use of social
network structures and communication de�ciencies for the prediction of build failures has
been proposed. Furthermore, it was found that positive team performance is related to
communication structures that facilitate information dissemination. These quantitative
insights about the social dimension of software engineering highlight the importance of
social indicators and provide an important foundation for our approach of using related
measures from social network analysis for the classi�cation of bug report quality.

Due to the di�culty of handling user contributed bug reports in large-scale projects with
millions of users, a number of di�erent approaches for supporting bug triaging processes
based on an automatic classi�cation of bug reports have been studied. In [110] a simple
linear regression model for the quality of bug reports has been proposed based on a data
set of 27; 984bug reports from the projectMozilla Firefox . The model is based both
on information available at the time of submission as well as post-submission data like
the number of comments or attachments added during the �rst hours and days. The
evaluation of a model based on this data shows that there is a5% increase of predictive
power compared to a pure chance prediction. In a case study on theEclipse project
[193], a predictive model has been introduced that is based on the textual information in
comments and the bug description. The analysis shows that the model yields a precision
of 62:9% and a recall of84:5% when predicting which bugs will be reopened after being
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marked as closed. Apart from simple regression models, machine learning approaches
have been used for the automated classi�cation and triaging of bug reports in a number
of works [10, 26, 59, 166, 196]. In [10], the use of machine learning techniques for assisting
humans in assigning bugs to developers has been proposed. In [26] a machine learning
approach is used to reduce bug tossing, i.e. the simultaneous assignment of bugs to
multiple developers. The authors show that bug tossing can be reduced signi�cantly when
classifying developers according to the product relationships of previously �xed bugs. In
[196] di�erent machine learning approaches have been applied to bug descriptions and
comments stored in theBugzilla database of theEclipse project. Here the authors
prove the suitability of support vector machines and Latent Dirichlet Allocations for the
prediction of the category of bug reports.

Indicators for the social contextof users have been considered for the prediction of which
bugs get �xed and which are likely to be reopened in [96, 245]. In [96], a number of bug
report features have been used, including the reputation of bug reporters in terms of the
fraction of their previously reported bugs that were eventually �xed. The authors show
that a statistical model for the automated identi�cation of those bugs that will get �xed
can yield a precision of68%and a recall of64%. The same approach has recently shown
to be successful for the prediction of which bugs get reopened [245].

Data from the Bugzilla installations of Eclipse and Mozilla have been used in [236]
to model developer prioritization in bug repositories. Here the authors used a ranking of
developers based on social networks and apply a support vector machine to predict the
severity of bug reports assigned to developers. In [25], a predictive model for the bug
severity based on the location of the defect in the software dependency network has been
studied. Here the authors �nd that the degree of components in the software is indicative
for the severity of bugs.

5.3 Study Design and Methodology

Based on a review of existing work that is related to a) the in�uence of social embeddedness
on the performance of communities and individual contributors and b) the automated
classi�cation of bug reports, we identify the following open research questions which will
be addressed in this chapter:

RQ1 Is the position of bug reporters in the evolving collaboration structures of bug handling
communities related to the quality of contributed bug reports?
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RQ2 Can quantitative measures for the position of bug reporters be used to predict which
bug reports refer to valid bugs?

With the prediction methodology proposed in section 5.5, we extend and improve previous
approaches to automated bug classi�cation in a number of ways: First we consider a larger
data set which contains a total of more than5:8 million time-stamped change events for
more than 700; 000 bug reports from four large OSS projects. Second, rather than using
simple, one-dimensional social indicators like the number of previously submitted reports
or the number of connections, we use a set of nine topological measures to quantify the
position of bug reporters in the collaboration network, among them a comprehensive set
of centrality measures as well as degree, local clustering structure and membership in the
largest network component. Third, rather than taking a simple static perspective, we con-
siderevolving collaboration networksby using �ne-grained temporal data on collaboration
and communication events. Based on these features, we apply a machine learning approach
for predicting which of the bug reports are eventually identi�ed as valid, i.e. which are
referring to actual bugs that need to be addressed by the community. We further strictly
limit our prediction methodology to only include information available at the time of the
submission of a bug report, thus making the approach directly applicable in a practical set-
ting. To the best of our knowledge, no prior work has combined such a comprehensive set
of network measures on evolving networks with a machine learning classi�er and applied
it to data set of similar scale. Our �ndings show that our methods signi�cantly improve
the precision and recall of existing automated bug classi�cation schemes.

In this chapter, we adopt a data-driven approach that is based on a data set we collected
from the Mozilla Bugzilla [191] installations of the four communities evolving around
the following OSS projects:Mozilla Firefox , Mozilla Thunderbird , Eclipse and
NetBeans . In the following, we provide a detailed description of a) the data retrieval
process and the categories of bug reports available in the data, b) our methodology of ex-
tracting time-stamped collaboration networks and c) the measures applied in our analysis.

5.3.1 Data Retrieval

Records retrievable via theBugzilla API are centered aroundbug reports which are
identi�ed by a unique bug Id. Further, contributors registered in theBugzilla installation
of the respective OSS project are also identi�ed by their uniquecontributor Id. Each bug
report has a number of associated �elds, for which the history of all updates along with
a time stamp and theId of the contributor who has changed the �eld, is stored in the
database. For our analysis, we use thecontributor Id of the contributor who initially
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Table 5.1: Time periods, number of bugs, number of change events and number of
bugs with particular status. The di�erent bug resolution categories are the following:FIX
for �xed, DUP for duplicate, INV for invalid, WOF for won't �x and �nally INC for
incomplete. More details in section 5.3.1.

Firefox Thunderbird Eclipse NetBeans Total
Start date April 2002 January 2000 October 2001 January 1999 �
Total bug reports 112,968 35,388 356,415 210,921 715,692
Change events 1,068,070 313,957 2,594,385 1,875,878 5,852,290
Changes / report 9.45 8.87 7.28 8.89 8.18
Resolved bugs (resolved/total) 64,088 (0.57) 21,644 (0.61) 158,957 (0.45) 42,851 (0.19) 287,540 (0.40)
FIX (FIX / resolved) 10,856 (0.17) 4,508 (0.21) 103,453 (0.65) 21,442 (0.50) 140,259 (0.49)
DUP (DUP / resolved) 24,263 (0.38) 10,336 (0.48) 28,227 (0.18) 9,328 (0.22) 72,154 (0.25)
INV (INV /resolved) 11,785 (0.18) 2,829 (0.13) 12,601 (0.08) 4,082 (0.10) 31,297 (0.11)
WOF (WOF / resolved) 2,708 (0.04) 581 (0.03) 14,676 (0.09) 5,515 (0.13) 23,480 (0.08)
INC (INC / resolved) 14,476 (0.23) 3,390 (0.16) - 2484 (0.06) 20,350 (0.07)

submitted the bug report (throughout the chapter we will refer to this contributor as the
bug reporter), the time stamp of the initial submission, and the status of the bug report
(e.g. uncon�rmed, pending, reproduced, resolved). We further use thecontributor Id of the
so-calledASSIGNEE, who is a contributor responsible for providing a �x to the bug, and
a list of contributor Id's of those contributors that have (or were) subscribed to receive
subsequent updates on the bug report,CC.

For our study, we retrieved the full history of all bug reports via theAPI of the respective
projects. Our data set contains roughly715; 000bug reports and5:8 Million change events
recorded in the time between January 1999 and June 2012. Table 5.1 presents some basic
statistics of the data set used throughout this chapter.

In particular, our analysis is focused on a subset of those287; 540 bug reports that had
a �nal status indicating that they were resolved. We limit our analysis to these bug
reports because the bug handling community already completed the triaging process and
thus reached a decision on how they were processed. For this subset of resolved bugs
we extract the full history of change events and categorize each bug according to the
�nal change in the Resolution �eld of the corresponding record. Bugs that had a �nal
Resolution status ofFIXED (i.e. an issue that is �xed improving the software),INVALID
(i.e. the report refers to misconception w.r.t. the expected behavior or wrong usage rather
than to a software bug),DUPLICATE (i.e. the report refers to a bug that has already
been reported) orWONTFIX (i.e. the bug is valid and reproducible but it will not be
�xed due to a lack of resources or low priority) were categorized accordingly. In addition,
we consider a bug report to fall into the categoryINCOMPLETE whenever it had an
intermediate status that indicates that the initial bug report was missing information
required to properly triage the bug. While the projectsMozilla Firefox , Mozilla
Thunderbird and NetBeans make use of a speci�c status for incomplete reports, in
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the Eclipse community, bug reports that lack necessary information simply remain in the
initial status NEW. Since this procedure does not allow us to easily classify corresponding
bugs, we disregard theINCOMPLETE category for theEclipse project.

5.3.2 Network Construction

Our approach to utilize measures for the embeddedness of bug reporters in the commu-
nity is based on the extraction of social networks. Those can be viewed as proxies for the
collaboration and communication structure of an OSS project during a particular period
of time. Our data set is comprehensive in that it contains a history of all events associated
with all bugs reported during a period of more than ten years. For the construction of
social networks we focus on those update events that directly capture dyadic interactions,
and therefore can arguably be interpreted as pairwise interactions between contributors.
In particular, we use the dyadic relationsASSIGN and CC for this purpose. For the
present study, we decided to neglect additionally available information like the sequence
of comments on bugs for which the inference of direct interactions between contributors
is more di�cult and necessarily error-prone. Any contributor can addcontributor IDs to
the CC list of a bug report, which will make sure that the added contributor receives
information on all future updated of a particular bug. Special permissions are required
for a contributor to ASSIGN a bug to another contributor, which is hence being made
responsible for providing a solution for the issue. We would like to emphasise that focusing
on CC and ASSIGN updates necessarily provides a limited perspective on the interac-
tions between contributors. Nevertheless we argue that the generated social networks are
insightful with respect to the collaboration and communication structures of a project: A
CC interaction between contributorsA and B indicates that A is aware ofB and that A
knows what B is interested in. In addition, anASSIGN interaction betweenA and B is
indicative for di�erent roles in the community. For example, contributor A identi�es the
cause of a bug and assigns it to contributorB who is a developer and likely able to �x it.

The simplest, and usually adopted, approach to analyze social networks in OSS commu-
nities is to study the topology by aggregating all interactions throughout the history of a
project. However, since our data set covers interactions from more than one decade, the
meaningfulness of such aggregated structures is questionable. It is likely that most of the
contributors represented by nodes in the aggregated network never have been active within
the same time period. This clearly limits the expressiveness of the network structure in
terms of a project's �social organization�. In order to overcome this shortcoming, we make
use of the fact that�like all other updates in our data set�CC and ASSIGN interactions
have a precise time stamp. In our analysis, we particularly study networks of collabora-
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tions constructed by aggregating all interactions occurring within time windows with a
length of 30 days. This allows us to focus on collaboration networks existing at short pe-
riods of time during the project's history, e.g. when particular contributors were present,
particular bugs were reported or when the project had a particular level of popularity and
maturity. In the following, we provide a detailed description of the quantitative measures
used in our analysis of the resulting time-stamped collaboration networks.

5.3.3 Network Measures

We adopt (social) network measures to capture the social organization in bug handling
communities [152, 222] (see also chapters 2 and 3).

Centrality measures

Node-centric measures ofcentrality allow us to assess the relativeimportance of nodes
in a given network. This importance, or centrality, can be expressed through di�erent
approaches. The simplest one is the number of connections a node has to other nodes,
known as thedegree centrality. In a social context, degree centrality can be interpreted
either in terms of the potential impact of a node on other nodes or as the amount of
information available to a node. However, degree centrality does not capture the actual
position of a node in the network in terms of how close a node is toall other nodes. A
further important measure is thus the so-calledcloseness centrality[75], which is de�ned
as the inverse of the sum of all distances to all other nodes. The centrality of nodes can
be also measured in terms of the role they play in connecting other nodes. The so-called
betweenness centralityis given by the total number of shortest paths between all possible
pairs of nodes that pass through a node [222].

Eigenvector centrality is a more sophisticated feedback centrality measure in which the
centrality of a node is recursively in�uenced by the centrality of its direct neighbors:

Ev(ni ) =
1
�

X

n j 2 M (n i )

Ev(nj )

HereM (ni ) is the set of direct neighbors of nodeni and � is the largest eigenvalue of the
network's adjacency matrix A [152]. In other words, nodes connected to highly central
nodes increase their own centrality. For our analysis, we use the eigenvector centrality
implementation of theigraph library [50] for the R language [168]. The last two measures
considered are theclustering coe�cient and k-coreness. The �rst captures to what degree
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two nodes that have a neighbor in common are also neighbors. The second one is based on
a network decomposition such that nodes are assigned to so-calledshells of the network
topology. Nodes belong to a given shellk if they have a degreek after removing all other
nodes with degree up tok � 1. Nodes in shells with higher number can be seen to have
higher relative in�uence within a community [79].

Analysis of Largest Connected Component

In large-scale, sparse social networks usually not all nodes have a link to the rest of the
network, i.e. some parts can be isolated. Thus, in addition to connected parts (com-
ponents) of the network, a number of disconnected components exist. Several network
measures, including eigenvector centrality, are not well de�ned for networks with di�erent
connected components. To overcome this problem, we restrict our analysis to the so-called
largest connected component(LCC) of the monthly collaboration networks. We �nd that
the fraction of nodes in the LCC was high: ForEclipse , an average fraction of0:78 of
all contributors in the monthly collaboration network belong to the LCC, forNetBeans
the average fraction is0:96, for Mozilla Thunderbird 0:53 and for Mozilla Fire-
fox 0:58. Moreover, we veri�ed that the largest size of the remaining components was
insigni�cant when compared to the size of the LCC. To illustrate our approach, in Fig-
ure 5.1 we show the components of a monthly collaboration network for each of the four
projects studied in our analysis. In each of these networks of comparable size the LCC is
highlighted. Structural di�erences between these networks indicate signi�cant variations
in the social organization of the four projects.

5.4 User Centrality and Bug Report Quality

In this section we apply the methods introduced in section 5.3 to address research question
RQ1 . From a network perspective, this question can be rewritten in the following way:

Is the centrality of bug reporters in the collaboration network related to the quality of the
submitted bug reports?

A positive answer to this question could serve as a foundation for the development of auto-
mated bug classi�cation schemes that are based on methods from social network analysis.
We investigate this question for four major OSS projects that adopt theBugzilla bug
tracking system: Eclipse , Netbeans , Mozilla Firefox and Mozilla Thunder-
bird . Using the data set described in section 5.3.1, we analyze the history of all bugs that
were eventually marked asresolved, along with the corresponding resolution categories.
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(a) Eclipse (Dec. 2002) n=244, l=319 (b) Netbeans (Jun. 2006) n=246, l=513

(c) Firefox (Oct. 2003) n=241, l=184 (d) Thunderbird (Nov. 2004) n=245, l=170

Figure 5.1: Four monthly collaboration networks representing the communities of
Eclipse , Netbeans , Firefox and Thunderbird . Although the networks are of similar
size (i.e. in terms of nodesn and links l), the di�erent topological structures indicate that
these communities di�er largely in terms of social organization. The yellow shaded area
represents the network's largest connected component (LCC).

As emphasized before, theresolvedbugs are the ones for which the bug report process-
ing was completed (see section 5.3.1 for details). The resolution categories are:FIXED ,
DUPLICATE , INVALID , WONTFIX and INCOMPLETE . In addition, we consider bugs
to fall in the category INCOMPLETE , if a bug report had this status at some point in
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its history, independently of the �nal resolution category. According to the bug handling
guidelines of the respective communities, bug reports will only be marked as such if the
reporter failed to include the required additional information within a certain period of
time. Some basic statistics about the total and relative number of bugs falling in the
di�erent categories are given in Table 5.1.

In line with our research question, we �rst hypothesize that the submission of �helpful�
bug reports�those that eventually result in a bug �x�increases the centrality of the bug
reporter, i.e.

H1: The centrality of bug reporters increase after the submission of bug reports that even-
tually result in a bug �x.

Complementary toH1 we can furthermore hypothesize:

H2: The centrality of bug reporters decrease after the submission of bug reports that are
eventually identi�ed as duplicate or invalid.

While these two hypotheses address the relation between the submission of helpful or dupli-
cate bug reports andsubsequent changesof the bug reporters' centrality in the community,
it is also reasonable to consider an inverse dependence: The bug reporters' centrality at
the time when a bug is reported can possibly in�uence their ability to contribute helpful
bug reports. A better knowledge of bug handling procedures that results from a higher
centrality in the community may for instance help to prevent duplicate bug reports. In our
third hypothesis�which is also the basis for our prediction method�we thus propose that
the centrality of bug reporters is indicative for the outcome of the bug handling process.

H3: The centrality of a bug reporter in the monthly collaboration network preceding the
time of the report is indicative for the eventual outcome of the bug handling process.

We would like to emphasize that one can imagine di�erent mechanisms, both at the level
of the bug reporter and the community that are compatible with these hypotheses. As
mentioned above, the bug reporters' centrality in the network is likely to be correlated
with the level of contribution as well as the knowledge and experience of contributors.
These factors are likely to in�uence the quality of bug reports submitted by a contributor.
Furthermore, being central in the community can in�uence the attention received by other
contributors, thus increasing the chance of bug reports being taken seriously, prioritized
and eventually �xed.
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Table 5.2: Comparison of eigenvector centrality distributions for the �ve bug resolution
categories considered in our analysis. In each row we present the hypothesis being tested,
the corresponding distributions involved (e.g.F IX 1 � F IX 2), the alternative hypothesis
(i.e. > ,< ,6= ), its respectivep-value (we indicate with (*) when we accept the alternative
hypothesis) and the sample size of each distribution (i.e. number of bugs). More details
in section 5.4.1.
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5.4.1 Analysis

We test hypothesesH1 , H2 and H3 in the following way: We �rst categorize all bug
reports that were eventually resolved according to their �nal resolution. As described
in section 5.3.2, we then extract the collaboration networks in the month preceding and
following the time of the bug report and compute the eigenvector centrality of bug reporters
in both networks. By this, we obtain �ve distributions of centralities of bug reporters
in the monthly collaboration network preceding the time of the bug report for the bug
categoriesFIXED , DUPLICATE , INVALID , WONTFIX and INCOMPLETE . We denote
these asF IX 1, DUP1, INV 1, WOF1 and INC 1 respectively. Similarly, we extract the
distributions of eigenvector centralities of bug reporters in the monthafter the bug report
and denote these asF IX 2, DUP2, INV 2, WOF2 and INC 2. We would like to emphasize
that�out of the quantitative measures introduced in section 5.3.3�in this section we only
use eigenvector centrality to quantify the position of bug reporters. We focus on this
particular measure for it expresses the centrality of a contributor as a function of its
degree and the centrality of its direct neighbors (see Figure 1.6 in Chapter 1). Thus, we
can capture direct and indirectknowledge spilloverswith a single measure [70] . However,
for the classi�er proposed in the next section we use a more comprehensive set consisting
of additional topological measures for centrality, coreness, degree and membership in the
LCC.

In order to compare the eigenvector centrality distributions of bug reporters, according
to the resolution categories described above, we apply aWilcoxon-Mann-Whitney test
[109]. For two samplesSA and SB drawn from two distributions FA and FB with FA (x) =
FB (x � � ), the Wilcoxon-Mann-Whitney infers the stochastic ordering of the distributions,
i.e. whether the shift parameter� is likely to be larger than zero (i.e.FA > F B ) or smaller
than zero (i.e. FA < F B ). Based on the null hypothesis that� = 0 (i.e. FA � FB ) the test
is executed either with the one-sided alternative hypothesesFA > F B or FA < F B , or with
a two-sided alternative hypothesisFA 6= FB . For each of the three alternative hypotheses,
the test yields ap-value which�if it is below a given signi�cance threshold�is used to reject
the null hypothesis in favor of the alternative hypothesis. If none of thep-values for one of
the alternative hypotheses is below the signi�cance threshold, one cannot reject thenull
hypothesisthat both samplesSA and SB are in fact drawn from the same distribution, i.e.
FA � FB .

We now test H1 by applying the methodology described above to the two samplesF IX 1

and F IX 2, i.e. we test whether there is an increase in the eigenvector centralities of
bug reporters after the report of a bug that is eventually �xed. The null hypothesisH0
related to H1 is that the samplesF IX 1 and F IX 2 are drawn from thesame distribution,
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i.e. F IX 1 � F IX 2 or�in other words�the eigenvector centrality of a reporter of helpful
bugsdoes not changeafter the time of the report. We reject the null hypothesis and accept
hypothesisH1 if the p-value for F IX 1 < F IX 2 is below a signi�cance threshold of0:05.
The resulting p-values for the comparison of the distributionsF IX 1 and F IX 2 are given
in Table 5.2. We can observe that for the projectsEclipse and NetBeans one cannot
reject the null hypothesis that eigenvector centralities of bug reportersdo not changeafter
the submission of bug reports that result in a bug �x. However, forMozilla Firefox
there is a signi�cant increase in the eigenvector centralities of bug reporters reporting
bugs that are eventually �xed. Interestingly, for Mozilla Thunderbird we also reject
the null hypothesis but instead �nd a signi�cant decrease of eigenvector centrality.

Similar to H1 , we test hypothesisH2 by applying a Wilcoxon-Mann-Whitney test on
the samplesDUP1, INV 1, DUP2 and INV 2, i.e. we compare the eigenvector centrality
distributions of bug reporters submitting duplicate or invalid bug reportsbeforeand after
the time of the submission. The results shown in Table 5.2 provide strong evidence for
hypothesisH2 regarding bugs that are eventually identi�ed as duplicates. In fact, the null
hypothesis thatDUP1 and DUP2 are drawn from the same distribution can be rejected in
favor of the alternative hypothesisDUP1 > DUP 2 for all of the studied projects. For the
case of bugs that are eventually identi�ed asinvalid, we cannot reject the null hypothesis
for the projects Firefox , Eclipse and NetBeans . For the project Thunderbird the
null hypothesis can be rejected in favor of hypothesisH2 .

Finally, we test hypothesisH3 by comparing the distribution F IX 1 to the distributions
WOF1, DUP1, INV 1 and INC 1, i.e. we check whether the centralities of reporters of
bugs that are eventually �xed are�on average�di�erent than of those reporting bugs that
fall in other categories. The results of our analysis are shown in Table 5.2. We �nd
strong evidence for hypothesisH3 when comparingF IX 1 to either WOF1, DUP1, INV 1

or INC 1. In the projects Firefox , Thunderbird and Netbeans we particularly �nd
that the centrality of reporters of bugs that are eventually �xed is signi�cantly larger.
Interestingly, the opposite relation holds for the projectEclipse, i.e. here the centrality of
reporters of bugs that are eventually �xed is signi�cantly smaller.

In summary, our analysis validates that there is a statistically signi�cant relation between
the centrality of a bug reporter and the outcome of bug handling processes. We partic-
ularly emphasize that our analysis supportsH3 : the hypothesis that the centrality in
the collaboration network during the month preceding the bug report is indicative for the
outcome of the bug handling process. In the following section, we make use of this �nding
to develop a prediction method that can e.g. be applied in (semi-)automatic bug report
prioritization strategies. By this, we show that a quantitative analysis of social structures
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in OSS communities can assist in bug triaging. While in the next section we exclusively
focus on the use of a set measures ofsocial embeddedness, we would like to highlight that
a combination of these measures with existing methods is likely to further improve the
classi�cation mechanism.

5.5 Classi�cation of Bugs with Social Networks

Based on the observed relations between the bug reporters' centrality and bug report
quality presented in section 5.4, we now address research questionRQ2 , speci�cally:

Can quantitative measures for the position of bug reporters be used to predict which bug
reports refer to valid bugs?

The goal is to develop a practical method that makes use of topological measures for
the position of bug reporters in the collaboration network. In order to facilitate the bug
triaging process, we particularly aim at predicting whether a bug report is likely to be
either Valid or Faulty. As Valid bug reports, we consider all bug reports that have a
�nal status of FIXED or WONTFIX 1. Conversely�and in line with the semantics of bug
categories provided in section 5.3.1�we consider all bug reports asFaulty that have a �nal
status of DUPLICATE , INVALID or INCOMPLETE .

The task for our classi�er is to predict whether a given bug report isValid or Faulty, based
on a set of features that are comprised of di�erent quantitative measures for the position
of bug reporters in the collaboration network. In order to highlight the predictive power
gained by the inclusion of further measures, we start with a very simple classi�er which
only considers the presence of a bug reporter in the network's largest connected component
(LCC). We then incrementally add a prediction that is based on a threshold of eigenvector
centrality as well as�eventually�a support vector machine that makes use of the following
set of nine topological measures calculated at the level of a node: presence in the LCC,
eigenvector, betweenness, and closeness centrality, local clustering coe�cient, coreness, as
well as in-, out- and total degree. Illustrative overviews of the three di�erent classi�cation
schemes are provided in Figures 5.2(a) to 5.2(c). For each of the obtained classi�ers, we
evaluate its predictive power in terms ofprecision, recall and the correspondingF -score
(equally weighted precision and recall) [110, 178]. In order to enable the reader to correctly
interpret the predictive power based on the obtained precision and recall values, in the
�rst line of Table 5.4 we indicate the actual fraction ofValid bug reports in our data set
for each of the considered projects.

1WONTFIX is considered as valid because these are issues that can be �xed, even when irrelevant
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(a) Classi�er based solely on LCC membership (b) Thresholding on eigenv. centr. of LCC nodes

(c) SVM Classi�er

Figure 5.2: Graphical illustration of the three classi�ers described in section 5.5. When
bug reporters submit reports, we immediately quantify the nine measures that express their
social embeddedness as described in the text. These are used as input to the classi�er,
which will then predict if bug reports are valid or faulty. For the case of the SVM classi�er,
we separate5:0% of the samples to be used as training data.

We �rst consider a simple prediction method which considers a bug report to be valid
whenever the bug reporter is in the LCC of the collaboration network in the month pre-
ceding the submission of the bug report. The basis for this prediction is provided in Table
5.3, which lists the fraction of bug reporters belonging to the LCC of the network indi-
vidually for each of the di�erent bug categories. In the two bottom rows, we furthermore
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Table 5.3: Percentages of bug reporters that are in the LCC of the social network in
the month preceding the report. The percentages given were calculated for each of the
resolution categories (e.g. forFirefox , from those that reported bugs resolved as FIXED:
53.9% were in the LCC while 46.1% were not).

Firefox Thunderbird Eclipse Netbeans
FIX 53:9% 47:4% 64:0% 65:0%
DUP 28:0% 9:4% 62:4% 42:7%
INV 11:2% 8:6% 42:2% 46:7%
WOF 37:7% 18:2% 52:9% 51:6%
INC 4:1% 4:7% - 26:6%
Valid 50:6% 44:1% 62:6% 62:2%
Faulty 17:2% 8:3% 56:1% 41:2%

provide the same values for the aggregated sets ofValid and Faulty bugs. For Mozilla
Firefox and Mozilla Thunderbird one observes a signi�cant di�erence between these
two categories, i.e. the fraction of reporters ofValid bugs that are in the LCC is signi�-
cantly higher than the fraction of reporters ofFaulty bugs. ForEclipse and NetBeans
the e�ect is less pronounced. Table 5.4 (see (LCC) labeled rows) shows the precision, recall
and F -score of a classi�er that is solely based on LCC membership. When comparing to
the real proportion ofValid bug reports, this predictor clearly performs better than a null
model of randomly sampling bug reports. Due to the stronger e�ect of LCC membership,
the performance is clearly better forMozilla Firefox and Mozilla Thunderbird ,
which at the same time are the projects with the smallest proportion ofValid bug reports.

Table 5.4: Precision (p), recall (r ) and F -score of �ltering valid bug reports based only
on measures of social embeddedness.

Firefox Thunderbird Eclipse Netbeans
Valid 21:0% 23:3% 74:3% 62:4%
p (LCC) 44:1% 62:1% 76:3% 71:9%
r (LCC) 50:9% 44:5% 62:6% 62:4%
F (LCC) 0.47 0.52 0.69 0.67
p (evcent) 60:4% 68:6% 76:3% 76:7%
r (evcent) 30:5% 5:4% 62:6% 38:8%
F (evcent) 0:41 0:10 0:69 0:52
p (SVM) 82:5% 90:3% 88:7% 78:9%
r (SVM) 44:5% 38:9% 91:0% 87:0%
F (SVM) 0:58 0:54 0:89 0:83

As the next measure we add to the classi�er the eigenvector centrality of bug reporters.
This classi�er will mark bug reports asValid if the reporter is part of the LCC and if their
respective eigenvector centrality scores are above a precentile threshold that is tuned for
each community individually. The results shown in Table 5.4 (see (evcent) labeled rows)
indicate that�compared to a classi�cation based on mere LCC membership�the inclusion
of eigenvector centrality increases the precision while generally decreasing recall andF -
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score. Due to the negative relation between eigenvector centrality and bug report quality
found for Mozilla Thunderbird , the drop in the F -score is particularly pronounced
for this project.

Our next and �nal step towards a practical tool is a) the use of a support vector machine
(SVM) [102] for the prediction ofValid bug reports and b) the use of the full set of nine
topological measures. In order to eliminate the risk of over�tting the data, we use a
training set that is composed of only5:0% of all available samples. The nine measures
we consider as input features are:LCC membership, eigenvector centrality, betweenness
centrality, total degree, in-degree, out-degree, closeness centrality, clustering coe�cient and
k-coreness. We present the results of the SVM classi�er in Table 5.4 (see (SVM) labeled
rows). For Mozilla Firefox and Mozilla Thunderbird we obtain precision values
of 82:5 and 90:3 as well asF -scores of0:58 and 0:54 respectively. In both of these projects
the fraction of Valid bug reports is comparably small (with21%and 23:3% respectively).

The fraction of Valid bugs in theEclipse and NetBeans projects is signi�cantly higher.
We hypothesize that this is due to more stringent bug reporting procedures and a higher
technical pro�ciency of contributors which is related to the fact that both projects tar-
get a community that mainly consists of developers. ForEclipse and NetBeans our
classi�er obtains a precision of88:7% and 78:9% with F -scores of0:89 and 0:83 respec-
tively. Since the majority of bug reports in these two projects areValid, we propose to
use the classi�er to identify the minority of Faulty bug reports instead. In Table 5.5, we
show the corresponding results for all four projects. In this setting, our classi�er achieves
F -scores of0:92 and 0:91 and a precision of86:9% and 84:9% for Mozilla Firefox
and Mozilla Thunderbird respectively. For the projectsEclipse and NetBeans we
obtain a precision of73:6% and 73:1% and F -scores of0:69 and 0:67 respectively.

Table 5.5: Precision (p), recall (r ) and F -score of �ltering faulty bug reports based only
on measures of social embeddedness.

Firefox Thunderbird Eclipse Netbeans
Faulty 79:0% 76:7% 25:7% 37:6%
p (SVM) 86:9% 84:9% 73:6% 73:1%
r (SVM) 97:3% 98:2% 64:0% 61:8%
F (SVM) 0:92 0:91 0:69 0:67

5.6 Threats to Validity

Prior to concluding this chapter, we discuss a number of limitations of our analysis as
well as resulting threats to validity. As described in section 5.3, all our �ndings are based
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on interactions recorded in theBugzilla installation of the projectsMozilla Firefox ,
Mozilla Thunderbird , Eclipse and Netbeans . Clearly, a signi�cant threat to the
applicability of our approach for general collaborative software engineering is that we were
mainly focused on these four OSS communities. However, we argue that these particu-
lar projects represent communities with di�erent levels of heterogeneity with respect to
the level of contributions, commitment, technical pro�ciency and commercial in�uence by
companies. In particular, the communities ofMozilla Firefox and Mozilla Thun-
derbird target a rather general audience without particular technical pro�ciency, while
Eclipse and Netbeans are more focused on software developers. As such, our particular
choice of communities may be considered as covering di�erent ends of the spectrum of tech-
nical pro�ciency of contributors. Our analysis shows that, even for such diverse projects,
machine learning techniques based on quantitative measures of social embeddedness yield
high accuracy results when predicting bug report quality. Therefore our contribution can
be seen as a proof of concept case study. Nevertheless, we are currently collecting and
analyzing data as well as qualitative insights on the social organization of a number of
additional communities in order to generalize our results.

Although our analysis focuses on theBugzilla communities of OSS projects, our method-
ology is�in general�not limited to these. Any issue tracking system which records time-
stamped direct interactions between its contributors can be used to extract evolving col-
laboration networks and thus to compute quantitative measures for social embeddedness.
However, whether these measures can be used for highly accurate, automated bug cate-
gorization in settings other than the ones studied in this chapter (like e.g. commercial
software production or collaborations in smaller or less diverse teams) requires further
studies and is beyond the scope of our work.

While we have presented a set of quantitative results regarding the relation between the
network position of bug reporters and the outcome of bug report processing, it is un-
clear what are the exact social mechanisms at work. In order to gain a better insight
into this question, we have created a survey that was sent to the community managers of
the projects considered in this case study. Indeed, in their replies the community man-
agers ofEclipse and NetBeans con�rmed that such a relation may exist. Speci�cally,
we received feedback indicating that for theNetBeans community �one of the criteria
developers use while choosing bugs for �xing is reproducible case and/or reputation of
the reporter�. Similarly, for the Eclipse project community managers con�rmed that �a
committer is often times more likely to spend triage time on a bug from somebody with
a known reputation for quality�. Unfortunately, we did not receive any feedback to our
survey for the communities ofMozilla Firefox and Mozilla Thunderbird .
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For the network measures studied in this chapter, we only used the direct dyadic relations
CC (i.e. contributors subscribing to receive information about future updates on bug
reports) and Assign (i.e. contributors assigning the task of handling a bug to another
one). While these recorded interactions are clearly associated with contributors knowing
about and interacting with each other, the resulting network must clearly be seen as a
mere proxy for the actual social organization of a community. In particular, in our study of
network measures we did not consider further relations that may be extracted for instance
from the sequence of comments on a bug. The reason for not considering these is the
lower �delity with respect to whether an extracted relation is really associated with direct
communication or collaboration. Furthermore, in our study we so far did not use further
potential data sources, like mailing lists or threaded forum communication that could be
used to augment our network perspective in a subsequent analysis.

Another remark related to the measures of social embeddedness adopted in our analysis is
that they can be quanti�ed right away after a bug report is submitted. As we show in the
chapter, this works well for OSS communities that have accumulated enough samples to
apply machine learning techniques. Therefore the extension of this methodology to newly
born communities remains a challenge.

A possible reason of concern is the fact that we use a �xed-size window of30 days to
construct the networks used in our analysis. Although we have obtained high accuracy
results for this particular choice of window size, we are further investigating whether tuning
this parameter to each community independently will further increase performance.

Finally, the application of machine learning comes at the risk of over�tting data by using
a too large fraction of training data. In order to avoid this pitfall, we limited the fraction
of randomly chosen training data to5:0%. To foster the reproducibility of our results
and to facilitate the implementation of similar approaches of social awareness in practical
support infrastructures, the source code of the SVM classi�er (written in theR language)
as well as the data sets studied in our analysis are available online2.

5.7 Conclusion

In this chapter we have studied to what extent the positions of bug reporters in the col-
laboration networks of four OSS communities are indicative for the quality of contributed
bug reports. We have addressed this question from the perspective of evolving complex
networks that have been extracted from a comprehensive data set on700; 000bug reports

2seehttp://www.sg.ethz.ch/research/topics/social-se/data/
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for the projectsMozilla Firefox , Mozilla Thunderbird , Eclipse and NetBeans .
The main results of our case study on these communities are the following:

(1) We study the evolution of bug reporter centrality inevolving collaboration networks,
using a time resolution of30days over a total period of10years. For the projectMozilla
Firefox , we are able to validate our hypothesis that the eigenvector centrality of bug
reporters increases after the submission of valid bug reports (i.e. reports that refer to
actual software bugs, are no duplicates and contain all necessary information). We observe
the opposite relation forMozilla Thunderbird .

(2) In all projects we were able to validate our hypothesis that there is a statistically
signi�cant decrease of eigenvector centrality following the submission of duplicate bugs.

(3) For the projects Mozilla Firefox , Mozilla Thunderbird and NetBeans we
were able to validate our hypothesis that the eigenvector centrality of contributors report-
ing Valid bug reports is signi�cantly higher than those of users submittingFaulty bug
reports. From this we conclude that the position of bug reporters in the collaboration
network of OSS communities is indicative for the quality of bug reports.

(4) Based on this �nding, we develop an automated bug report classi�cation mechanism.
We use nine topological measures at the level of bug reporters (eigenvector, betweenness
and closeness centrality, k-coreness, clustering coe�cient, in-, out- and total degree as
well as membership in the largest connected component) for the prediction of whether a
reported bug isValid or Faulty. Based on a support vector machine and depending on the
project considered, our automated classi�cation achieves a precision of up to90:3% and
an F -score of up to0:92.

We would like to emphasize the fact that�although it is merely based on measures quantify-
ing the network position of bug reporters�our proposed classi�cation mechanism achieves
a remarkably high accuracy across di�erent communities. The combination of our ap-
proach with further features used in previous studies of automated bug classi�cation is
likely to further improve its accuracy. Our case study can thus be seen as a contribu-
tion towards classi�cation schemes that are highly accurate, yet simple enough to be of
practical relevance in the design of support infrastructures.
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Chapter 6

Monitoring Software Modularity

Summary

In this chapter, we borrow concepts from complex networks theory to quantify the

congruence of the network of software dependencies and the modular decomposition

of the source code. We perform an empirical study on a dataset consisting of28

large open sourceJava projects and show that Q, a measure known from the study

of modularity in complex networks, is a promising macroscopic approach to monitor

source code evolution. Within this context, it can be used to increase the awareness

of developers with respect to the deterioration of software modularity, by quantifying

the impact of local development activity on the system as a whole.

Based onZanetti, M.S. and Schweitzer, F. A Network Perspective on Software Modularity, in Pro-
ceedings of the International Conference on Architecture of Computing Systems ARCS Workshops, pp.
175-186, 2012 and Zanetti, M.S. The co-evolution of socio-technical structures in sustainable software
development: lessons from the open source software communities, in Proceedings of the International
Conference on Software Engineering, pp. 1587-1590, 2012. M.S.Z. is the main responsible for the design
and implementation of the quantitative analysis, �gures and the manuscript.
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6.1 Introduction

The modularity of a software architecture is considered a key feature that contributes to
the sustainability of large scale software projects [160]. Ideally, modularization fosters the
decoupling of software development e�orts, which can then be performed independently
if a binding standard interface is established. As the software evolves, modularity favors
its maintainability and expandability [56, 133, 214]. If the development of a given system
is meant to be sustainable, the amount of e�ort required to perform modi�cations in
the software architecture must be compatible with the resources (e.g. time, human, etc)
available at any time. Therefore monitoring the modularity of an evolving software system
promises to be an important step towards a sustainable software development regime,
however such a task would be tedious and slow if performed manually.

In this chapter, we propose quantitative approach to measure the congruence between
the clusters in the network of software dependencies of large open sourceJava projects
and their modular decomposition1. Our method is based on the well-established complex
networks framework [4, 151]. In order to adopt this framework, the �rst necessary step
is to restate software modules and software dependencies in terms of network structures
[86, 111, 124, 149, 237].

Through a network perspective, it is straightforward to visualize that the expected func-
tionality of a software module is provided by the cooperation between fundamental soft-
ware constructs (e.g. functions, procedures, classes, �les, etc). Therefore the challenge in
software modularization consists in clustering dependent software constructs into software
modules, by minimizing the number of dependencies between modules, while maximizing
the number of dependencies within modules. This can be directly mapped to the software
engineering literature, where software said to be modular is expected to havecohesive
modules (dense network of intra-module dependencies), while remaining sparselycoupled
(sparse network of inter-module dependencies) [87]. The relevance of this premise is clear:
when followed as a design principle, it yields architectures that are easier to maintain, for
example, by allowing the simple replacement of obsolete modules.

Our contribution is based on a quantitative approach expressing the congruence between
the decomposition of a software system into software modules and the cluster structures
found in the network of software dependencies. Here, we do not attempt to construct
module decompositions that optimize the congruence with respect to the software depen-
dencies (this is addressed in Chapter 7). We only monitor the software modularity of a

1Java was not designed with an abstraction formodules, but we argue in section 6.2 thatJava packages
are a reasonable approximation
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system already decomposed into modules. We argue that our method can measure how
software modularity is a�ected by modi�cations made to the source code at the level of the
software dependencies. To illustrate the dynamics of this process, we study the dynam-
ics of software modularity as expressed with this quantitative approach, in a case study
considering the revision control logs of28 open sourceJava projects. We argue that our
approach provides valuable insights into the related software engineering processes and
the sustainability of large scale projects.

In section 6.2 we present our methodology. Section 6.3 discusses our results and in sec-
tion 6.4 we comment on related work, while in section 6.5 we discuss the validity of our
approach. Finally, in section 6.6 we conclude our work and we then elaborate on further
research ideas.

6.2 Methodology

The starting point of our methodology is the reexpression of software dependencies in
terms of a network structure. Conceptually, such an approach will vary accordingly to the
targeted programming language or programming paradigm. We choose to focus our e�orts
on software written in Java , for the latter is a very popular programming language among
free and open source software developers. Therefore, plenty of examples containing the
complete source code evolution are available in online software repositories2. Java source
code can be easily reinterpreted in terms of network structures:Java classes are taken
as network nodes, while a network link will connect any two nodes if the corresponding
Java classes share at least one software dependency (e.g. reference to method or attribute,
inheritance, function call, etc). Finally, Java was not designed with a speci�c abstraction
for modules3 [99]. However,Java allows classesto be group into namespaces that are
calledpackages. It is considered good practice to organize these packages following modu-
larity principles: high intra-package cohesion and low inter-package coupling4 [5, 19, 103].
We adopt the same approach and considerJava package as a reasonable approximation
for modules.

Figure 6.1 presents a visual example of a software dependency network resulting from the
application of this method to one of the versions of the source code ofAspectJ (a Java
framework supporting the implementation of software using the aspect-oriented program-
ming paradigm [72]). In our dataset, this network grows from654 up to 1; 651 nodes

2e.g. sourceforge http://sourceforge.net/
3http://branchandbound.net/blog/java/2013/07/java-modularity-story/
4http://www.javapractices.com/topic/TopicAction.do?Id=205
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Figure 6.1: Visualization of the software dependency network ofAspectJ as of
01-Aug-2004, showing only the largest connected component. This visualization was gen-
erated with Gephi [17].

(Java classes). Each color represents a single module (Java package). Thus, two classes
bearing the same color are members of the same package. Similar software dependency
networks can be extracted from software written with di�erent programming languages
and paradigms. See the examples in [111, 149].

As demonstrated in Figure 6.1, the visualization of software dependency networks is a
very useful technique in the analysis of the software modularity. However, a quantitative
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approach is still desirable since it allows us to capture the structural organization of a
network in terms of a single number. This can be used to analyze the evolution of a
modular software architecture and can also be applied in a statistical correlation analysis
when considering di�erent quantitative measures.

In recent years, the network sciences community has developed a number of quantitative
measures which capture structural features like e.g. clusters, as well as the impact of any
other structural entities on dynamical processes like e.g. information or failure spreading,
consensus, opinion formation or synchronization [152]. According to our needs, we adopt
a network measure which was �rst used to study assortative mixing in networks. This
represents the tendency for network nodes to be connected to other nodes that are similar
(i.e. assortative) or dissimilar (i.e. disassorative) to them in some way [150]. Assuming
that sharing the same module membership makes nodes similar (and dissimilar otherwise),
this measure could then be used to quantify the modularity of network structures [153].
For a given network of software dependencies, such that each network node is assigned to
a given module5, its degree of software modularity is de�ned by

Q =
P n

i eii �
P n

i ai bi

1 �
P n

i ai bi
(6.1)

where eij is the fraction of links that connect nodes in modulei to nodes in modulej ,
ai =

P n
j eij and bi =

P n
j eji are the column and row sum respectively, whilen corresponds

to the number of modules. If the network is undirected, the matrix de�ned bye is
symmetric andai = bi [150]. We useQ to measure the fraction of links that connect nodes
within the same module (

P n
i eii ) minus the value of the same quantity expected from

a randomized network (
P n

i ai bi ). If the former is not better than random Q = 0 [153].
However,Q would not be de�ned if all links are concentrated within a single module. For
such trivial case, the scaling factor equals zero (1 �

P n
i ai bi = 1 � 1 = 0). To avoid such

a division by zero, we de�neQ = 0. In general, Q 2 [� 1; 1]. That is, the less coupled
the modules and the higher their cohesion, the closerQ is to 1. Figure 6.2 provides two
examples of networks and their respectiveQ scores. In the analysis of software structures,
this measure is useful because in many cases the de�nition of modules is given by means of
programming constructs like classes, �les, namespaces or packages, etc. With this,Q can
be used to study how well the cluster structures in the network of dependencies correspond
to the modular decomposition of a project. We apply it in an analysis of the dynamics
of software modularity of Java open source projects and we discuss our results in section
6.3.

5modules and modular decomposition are de�ned �a priori�
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(a) modular network Q=0.8499 (b) random connectivity Q=0.0545

Figure 6.2: Two examples of undirected networks where nodes (i.e. circles) with the
same color are members of the same module.

6.3 Results

Our analysis is based on a dataset containing the detailed source code evolution of28open
sourceJava projects. The snapshots of the source code of each project were extracted
from the respectiveCVS logs, on a monthly basis. Table 6.1 displays the recorded period
of each project. Most of those projects are hosted atsourceforge and were selected
because they were the largest (number of classes) at the time the dataset was collected.
The single exception isEclipse , which has its own repository [86]. The source code of
Eclipse was thus obtained through a di�erent setup. For each project, theCVS logs are
processed, yielding software dependency networks stored in a directed graph format (c1,
c2, p1, p2, t) which reads as: classc1 from packagep1 depends on classc2 from package
p2 at time t. Furthermore, we only focus on syntactic dependencies which are obtained
using the abstract syntax tree parserJDT [86]. Using the schema described in section
6.2, we applyQ to the network extracted from each snapshot within the recorded period.
In order to facilitate the presentation of the evolution of these projects, we aggregate, and
sort by time stamp t, all snapshots of each project. We compute the mean �uctuation in
time (< Q (t +1) � Q(t) >; 8t) for all consecutive snapshots of the software. This approach
captures the average incremental change of theQ over the observation period. We also
compute the respective standard deviation (� (Q(t + 1) � Q(t)) ; 8t), which captures the
degree of �uctuation of the changes in modularity over the same period. We rank the
projects according to themean and standard deviationde�ned above, and we depict the
result in Figure 6.3.
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Table 6.1: The 28 Java projects which compose our source code evolution dataset.
project name record start record end project name record start record end

architecturware 2004-04-01 2007-12-01 jnode 2003-06-01 2005-12-01
aspectj 2003-01-01 2008-02-01 jpox 2003-09-01 2006-12-01
azureus 2003-08-01 2008-01-01 openqrm 2007-04-01 2008-03-01
cjos 2000-11-01 2007-12-01 openuss 2003-06-01 2006-12-01
composestar 2003-12-01 2005-12-01 openxava 2004-12-01 2007-12-01
eclipse 2001-05-01 2008-03-01 personalaccess 2004-11-01 2007-12-01
enterprise 2002-11-01 2007-12-01 phpeclipse 2002-08-01 2007-12-01
�ndbugs 2003-04-01 2007-12-01 rodin-b-sharp 2005-11-01 2007-12-01
fudaa 2003-02-01 2007-12-01 sapia 2002-12-01 2007-12-01
gpe4gtk 2005-08-01 2006-12-01 sblim 2001-07-01 2007-12-01
hibernate 2001-12-01 2005-12-01 springframework 2003-03-01 2007-12-01
ja�a 2003-03-01 2007-12-01 squirrel-sql 2001-12-01 2007-12-01
jena 2001-02-01 2008-02-01 xmsf 2004-02-01 2007-12-01
jmlspecs 2002-03-01 2007-12-01 yale 2002-04-01 2008-02-01

(a) ranking by < Q (t + 1) � Q(t) > (b) ranking by � (Q(t + 1) � Q(t))

Figure 6.3: Ranking software projects using the dynamics ofQ.

According to the ranking in Figure 6.3(a), we divide our dataset into four groups of
projects. This facilitates the visualization of their dynamics in terms of software modular-
ity, as shown in Figure 6.4. Here, we observe thatQ e�ectively classi�es projects according
to di�erent dynamic regimes. In Figure 6.3(a) we can focus in those projects that increase
or decrease the software modularity the most, while in Figure 6.3(b) we can focus in the
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most dynamical or the most stable software development regimes.

In the following, we discuss in more detail two projects with contrasting dynamics in
terms of Q. In particular, we focus on the the projectAzureus , which is a torrent client
(signi�cant average decrease inQ), as well asJena , a framework for building semantic web
applications [144] (signi�cant average increase inQ). In Figure 6.5, the time trajectory
of the dynamics ofQ is shown for both projects as a function of project size (i.e. number
of classes). We select three snapshots of the network of software dependencies of each of
these two projects to illustrate their growth and its impact on modularity.

The respective software dependency networks are shown in Figure 6.6 and Figure 6.7.
These networks have been created according to the methodology described in section 6.2,
where each node represents aJava class, while a link represents a syntactic dependency
(e.g. function call, inheritance, attribute reference, etc). Furthermore, in the network
diagram nodes are colored according to package membership: same color, same package
membership. In order to visualize the coherence between the package decomposition of the
classes and the modular organization of the dependency network, each network diagram
is generated with the force-directed Yifan-Hu layout algorithm [114]. This distributes
nodes' spatial coordinates according to cluster structures. In particular, nodes in networks
with highly modular structures will be densely clustered in the resulting layouts and the
modules will become clearly distinguishable. In the resulting networks, we obtain a visual
impression of the congruence between packages and clusters of dependencies as expressed
quantitatively by Q (see Figure 6.5).

The e�ect of the di�erent dynamical regimes in terms of the evolution ofQ can easily be
seen in the respective network structures. For theAzureus project, which is shown is
Figures 6.6(a)�6.6(c), the coherence of the modular structure of the network of software
dependencies with the package decomposition actually worsens over time, thus making
it di�cult to clearly separate packages in the resulting networks. On the contrary, the
evolution of the Jena project shows a very di�erent dynamics. While the growth in
terms of the number of nodes and dependencies is in the same order of magnitude, the
project maintains and even improves its modular decomposition, as is clearly shown in
the �gures 6.7(a)�6.7(c). From a software engineering perspective, the structure ofJena
shown in Figure 6.7(c) is favorable, since it allows for an easy decomposition, maintenance
and replacement of individual packages. One of the possible reasons for the discrepancy
betweenJena and Azureus is that the �rst is a framework aimed at an audience of
developers. Thus, its structure must be well organized to facilitate its adoption, while
the second is an end-user application and therefore the focus is on functionality rather
than structural quality and clarity. Prior to concluding this chapter and discussing future
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Figure 6.4: Dynamics of Q in each project of our dataset. The projects are sorted
according to< Q (t + 1) � Q(t) > , and displayed in increasing order of magnitude (top�
to-bottom). (top) highest mean decrease inQ. (bottom) highest mean increase inQ.
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(a) Azureus (b) Jena

Figure 6.5: Detailed dynamics ofQ for the projects Azureus and Jena .

research, in the next section we comment on related work.

6.4 Related Work

One of the eye catching features of the dynamics ofQ, as presented in Figure 6.4, is the
large �uctuation of Q at early stages of the project development. This is in accordance
with results reported in [208]. There, it was shown that young open source projects display
an accelerated growth rate while mature projects stabilize their dynamics and can grow
further in a sustainable regime.

Another possible, complementary, reason for �uctuations are refactoring events, where
software is usually rewritten or restructured in order to improve multiple features such as
functionality, �exibility, reusability or structural quality. Such events could lead to the
sudden jumps observed in Figure 6.4 along the time dynamics of a software project. In
[57], refactoring metrics are proposed which take into account the dynamics of changing
code. This line of research is well aligned with our purposes and can be easily adapted
and augmented by our network perspective on software development processes.

For an early attempt of the application of network science to the analysis of software
engineering processes we recommend [149], which also contains a short review of classical
approaches used in the software engineering literature. Finally, in [73] a similar network
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(a) 2003-10-01 (b) 2003-11-01

(c) 2004-06-01

Figure 6.6: Three snapshots of the dependency networks of the projectAzureus . Same
colors in the individual networks indicate same module (i.e.Java package) membership.

approach, though with a di�erent measure, was used to study modularity of code and its
relation to module survival. The authors draw a parallel to ecological systems and make
use of a predator-prey model variation.



106 CHAPTER 6. MONITORING SOFTWARE MODULARITY

(a) 2001-02-01 (b) 2001-10-01

(c) 2003-01-01

Figure 6.7: Three snapshots of the dependency networks of the projectJena .

6.5 Threats to Validity

As discussed above,Java does not support modularity in its design [99]. Using packages
as modules is just a simple proxy to enable the application of our methodology [19]. There-
fore, the results presented in this chapter only holds for this scenario. However, we argue



6.6. CONCLUSION 107

that the use ofQ is valid and can generalize to other notions of modular decomposition.

Although Q o�ers interesting insights, a known issue is that it is being in�uenced by intra-
module dependencies. However it would be more thoughtful to place more weight on the
impact of inter-module dependencies because these are the most relevant dependencies in
a software modular structure.

Finally, we construct software dependency networks which only consider syntactic depen-
dencies. The literature argues that for very large systems,logical dependencies should also
be considered [77].

6.6 Conclusion

The results presented in this chapter indicate thatQ, known from the analysis of clus-
ter structures in network science, is a promising and reasonable approach to quantify the
coherence between the module decomposition of large software projects and their depen-
dency structures. As such, it constitutes a macroscopic measure that allows us to monitor
and evaluate software engineering processes and reason about the sustainability of soft-
ware architectures as they grow. In particular, it provides a simple mapping from local
development activities (microscopic dynamics) to their respective impact on large scale
structures of software systems.

Our study foreshadows a number of interesting research questions: How does the dynamics
of Q impact the sustainability of distributed software engineering e�orts? Can the incor-
poration of such macroscopic measures into software development tools improve the design
and maintenance of software architectures? How is the dynamics ofQ over the lifetime of
software projects correlated with software development acts like refactoring or bug �xing?
How is it correlated with social aspects, coordination acts or communication processes tak-
ing place between developers? Intuitively, one would assume that a reasonable modular
decomposition of complex software systems facilitates distributed development processes
and mitigates change propagation between interdependent modules. An interesting future
work is to complement the methodology presented in this chapter with data on coordi-
nation and communication acts in the respective projects. In this line of arguments, a
further interesting question is whether the pronouncedness of modular structures in the
dependency network allows us to infer statements about the hierarchical organization of
development teams.

While the exploration of these questions in this study has been necessarily incomplete, we
argue that the associated line of research is a good demonstration for the potential impact
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of complex systems science on the engineering of complex software systems.

In Chapter 7, we extend the methodology presented here and propose an automated
strategy to improve software modularity based onmove refactoring. In our approach,
the latter consists in redistributing Java classes across packages such that intra-package
cohesion is maximized while minimizing inter-package coupling.



Chapter 7

Improving Software Modularity

Summary

In Chapter 6 we show that source code can evolve in ways that deteriorate soft-

ware modularity. While many software systems are initially created in a modular

way, over time modularity typically degrades as components are reused outside the

context where they were created. Development costs might increase as the source

code loses in comprehensibility, maintainability and thus quality. In this chapter, we

propose an automated strategy to remodularize software based onmove refactoring,

e.g. moving Java classes between packages without changing any other aspect of

the source code. Taking a complex systems perspective, our approach is based on

complex networks theory applied to the dynamics of modular software structures

and the relation to an n-state spin model known as thePotts Model. In our ap-

proach, nodes are probabilistically moved between modules with a probability that

nonlinearly depends on number and module membership of their adjacent neighbors,

which are de�ned by the underlying network of software dependencies. To validate

our method, we apply it to a dataset of39 Java open source projects in order to opti-

mize their modularity. Comparing the source code generated by the developers with

the optimized code resulting from our approach, we �nd that modularity (quanti�ed

in terms of Q, as discussed in Chapter 6) improves on average by166� 77 percent. In

order to facilitate the adoption of our method, we provide a freely availableEclipse

plug-in.

Based on Zanetti, M.S., Tessone, C.J., Scholtes, I. and Schweitzer, F. Automated Software Re-
modularization Based on Move Refactoring, to appear in Procedings of the International Conference on
Modularity 2014 (accepted). M.S.Z. is the main responsible for the research design and its implementation,
quantitative analysis, �gures and the manuscript. M.S.Z. supervised Vahan Hovannisyan in the creation
of the prototype of our Eclipse plug-in which remodularizesJava source code.

109
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7.1 Introduction

The modular design of complex software systems is an important factor that contributes
to the success of software engineering projects. It is enabled by a set of design principles,
among whichinformation hiding and separation of concernsare the most in�uential ones
[61, 159, 160, 199]. These two principles translate into commissioning di�erent modules
to di�erent purposes, such that their internal implementation is transparent to developers
making use of their functionalities. This approach has been shown to limit necessary
coordination e�orts and fosters the simple replacement of obsolete software modules by
new ones [29, 217], thus bearing great relevance to the maintenance of sustainable software
engineering regimes [209, 237].

In the modular design of software the question about the right level of granularity for a
module is quite important. Ideally, to represent a reasonablemodule, a software component
should be composed of ahighly cohesiveset of interdependent subcomponents which cannot
be easily separated into smaller modules. At the same time, to represent a separate module,
such a software component should exhibit a reasonablylow degree of couplingto other
modules. The goal of designing a modular software architecture in which modules exhibit
at the same timehigh cohesionand low coupling is often achieved in the design phase
of a project. However, empirical studies have shown that modularity often deteriorates
throughout the subsequent phase of extending and maintaining a software [237, 241].
Hence, in order to retain the favorable properties of a modular design, remodularization
strategies are needed. They rely on software restructuring known asrefactoring [74].

In this chapter, we address the question how automated suggestions for refactoring can
be used to improve the modularity of code. In order to minimize the impact on the
actual code structures, and thus simplify the application of our approach in practical
settings, we focus on the particular type ofmove refactoring, in which software constructs
are moved between modules without changing other aspects of the source code. If these
move refactorings are applied in such a way that the cohesion within modules increases,
while the coupling between modules decreases, the modularity of the software improves
without a�ecting the behavior and functionality of the software. While move refactoring is
considered as a standard technique to remodularize software, approaches in the literature
emphasize di�culties in its practical application that are due to cascades of subsequent
move refactorings triggered by the moving of a single software construct [34, 64]. To avoid
this caveat, we take a complex systems perspective and frame the remodularization of
software based on move refactoring with a scheme similar to simulated annealing [122], in
which the system is driven to an equilibrium state [20] by simple local changes. Based on
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this view, we derive a stochastic optimization algorithm which automates remodularization
via move refactoring and validate it in a empirical study on the source code of39Java open
source projects. We show that this approach creates software structures that have higher
modularity than the original architectures extracted from the aforementioned empirical
dataset. We further show that the achievable gain in modularity is related to the level
of modularity in the initial architecture, hence indicating the presence of a signi�cant
modularization potential in architectures that exhibit low modularity. Although focused
in software written in Java , we argue that our methodology can be easily extended to
other programming languages and paradigms. To foster the reproduction of our results and
catalyze their potential impact, we also provide a software prototype of our implementation
as anEclipse plug-in.

The rest of this chapter is organized as follows: we present our methodology in section
7.2, discuss our results in section 7.3, relate our approach to previous works in section 7.5,
and present our conclusion in section 7.6.

7.2 Methods

In this section we describe the steps required to understand and reproduce our results. We
start with our empirical datasets, then we move to the interpretation of software constructs
and their dependencies in terms of the network structures manipulated during our remod-
ularization strategy, followed by the description of its algorithm. We take inspiration from
complex networks theory and apply the Newman'sQ modularity measure introduced in
Chapter 6 to score the congruence between coupling and cohesion in a given modular de-
composition and �nally, we introduce the prototype of anEclipse plug-in implementing
a framework that will be expanded to include other approaches, fostering future research
on this topic.

7.2.1 Datasets

We consider two distinct datasets. The �rst is composed of a curated collection of o�cial
releases of14 Java open source software (OSS) projects, with a minimum of at least 10
releases each. These releases include the source code as well as the compiled binaries.
This dataset is known asQualitas Corpus [206]. The second dataset is composed of
28 Java OSS projects, for which �ne grainedCVS repository logs are available. The logs
are aggregated over periods of30 days such that each aggregation constitutes a full release
of the given project. This dataset was previously used in [85, 86, 241] and in Chapter 6,
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and it was not updated due to the fact that for most of these projects, the development
on CVS repositories became obsolete. In Table 7.1, we present the list of projects, the
respective number of snapshots and the date corresponding to the last one.

7.2.2 Software Dependency Networks

In the following description, we focus on software written inJava . However, our approach
can be applied right away to software projects developed in other programming languages
and paradigms that have suitable abstractions formodulesanddependencies. In particular,
we assume that dependencies between packages represent thecoupling between modules
(see discussion in section 6.2). In particular, in the case ofJava , we assume that a package
A depends on a packageB when a Java class (i.e. network node)a in A depends on a
classb in B . Here, dependency stands for any kind of relationship between classes such
as inheritance, as well as a reference to attributes or methods. A single link betweena
and b is created if there is at least one such dependency1. By this de�nition a package is
highly cohesive when its classes are tightly connected. Similar approaches were applied in
[19, 241]. Figure 7.1 provides an illustration of our method.

In order to extract such dependency networks (also known as call graphs) from the OSS
projects found in theQualitas Corpus dataset, we use a customized version of an OSS
parser calledDependencyFinder [207]. An alternative approach is used to parse the
dataset composed ofCVS logs. For regular intervals of30 days, we check out all the
corresponding logs and aggregate them, resulting in monthly releases. The dependency
network is then extracted by employing the abstract syntax tree parserJDT . For both
datasets, the output of this process is a list of links of the forma; b; A; B, meaning class
a, which belongs to packageA, depends on a classb found in packageB.

7.2.3 A Complex Systems Approach to ReModularization

Our approach to remodularization is based onmove refactoring, a technique to reorganize
source code which does not modify neither the software dependency network, nor the be-
havior or functionality of the software itself. As an example, consider the modular software
system (e.g. written in an object oriented programming language) which is illustrated in
Figure 7.2(a). This system is composed of three coupled modulesA, B and C. As de-
scribed in section 7.2.2, these dependencies are the result of the interaction between the
classes within each module, which can be located internally (intra-module dependencies)

1in this simpli�cation links have no weights, but we argue that it can be generalized to weighted links
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Table 7.1: Our datasets ofJava OSS projects. For theQualitas Corpus dataset, the
column �Snapshots� indicate the number of releases of a given project, while in the case
of CVS logs it indicates the number of monthly snapshots aggregated over the recorded
project history.

Qualitas Corpus
Project Snapshots Last Snapshot Date

ant 21 2010-12-27
antlr 20 2011-07-18

argouml 16 2011-12-15
azureus 57 2011-12-02

eclipse_SDK 40 2011-09-10
freecol 28 2011-09-27
freemind 16 2011-02-19
hibernate 100 2012-02-08

jgraph 39 2009-09-28
jmeter 20 2011-09-29

jung 23 2010-01-25
junit 23 2011-09-29

lucene 28 2011-11-20
weka 55 2011-10-28

CVS logs
Project Snapshots Last Snapshot Date

architecturware 46 2008-02-04
aspectj 62 2008-02-01
azureus 54 2008-01-01

cjos 87 2008-02-04
composestar 26 2008-07-04

eclipse 83 2008-03-01
enterprise 64 2008-02-04
findbugs 58 2008-02-04

fudaa 60 2008-07-01
gpe4gtk 18 2008-07-04

hibernate 50 2008-02-04
jaffa 59 2008-01-28
jena 86 2008-02-01

jmlspecs 71 2008-01-28
jnode 32 2008-02-03
jpox 41 2008-01-28

openqrm 13 2008-03-01
openuss 44 2008-07-01

openxava 38 2008-02-04
personalaccess 39 2008-07-04

phpeclipse 66 2008-07-04
rodinbsharp 27 2008-07-04

sapia 62 2008-07-01
sblim 79 2008-07-01

springframework 59 2008-02-03
squirrelsql 74 2008-07-04

xmsf 48 2008-07-04
yale 71 2008-02-01
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(a) Java source code excerpt

(b) corresponding dependency network

Figure 7.1: Example of a modular software. (a) Source code excerpt. (b) Corre-
sponding undirected network structure. The shaded areas represent modules (e.g.Java
packages), which are internally composed of software constructs (e.g.Java classes). Links
between such elements indicate structural dependencies (e.g. class inheritance, reference
to attribute or method, etc).
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or across di�erent modules (inter-module coupling). Too much inter-module coupling hin-
ders modular architectures. For example, in terms of developer cognition, highly coupled
modules cannot be easily isolated, forcing the developer to go over all the inter-module
dependencies in order to understand the functionalities of a single module. In summary,
the more coupling exists between modules, the harder it becomes to maintain and expand
the software.

Move refactoring o�ers a simple solution to this problem. It consists of moving soft-
ware constructs within a module to adjacent modules without changing the dependency
structure of the software. In terms of the example discussed above, by carefully mov-
ing classes from their original modules into other modules, it is possible to reduce the
coupling between modules. Thus, move refactoring applied to a software dependency net-
work translates into relabeling the network nodes (e.gJava classes) according to module
membership (e.g. Java package membership). In Figure 7.2, we illustrate the result of
�ve move refactorings involving a single class each (the classes area1; a2; b1; c1; c2). The
modules in the refactored system, represented by Figure 7.2(b), are indeed less coupled.
It is important to note that when moving content around, while ignoring the semantics
of each module, it is likely that the principle of separation of concerns will be violated
[61, 159, 199]. We address this issue in section 7.3.

For small systems, such as the one illustrated in Figure 7.2, move refactoring is a trivial
task and can be performed manually. Due to the structural complexity of software, the
larger the system, the harder it is for a developer to grasp which could be suitable move
refactoring steps. As described in section 7.5, most of the literature addresses this issue
by means of optimization techniques. In most of these techniques, every possible move
needs to be scored by the evaluation of a global optimization criterion (e.g. anobjective
function quantifying coupling and cohesion). In this chapter, we propose a stochastic move
refactoring strategy that does not require to keep track of such optimization criteria2.
Besides providing an interesting, new, and simpler, perspective on remodularization based
on complex system theory, our approach also addresses concerns in the literature regarding
the explicit use of coupling-cohesion metrics when guiding the optimization search.

Our algorithm works as follows: For a modular system composed ofn packages andk
classes, at each time step, we pick a classc at random and count the number of linksN (c)

j

connecting it to other classes in each packagej , such that j 2 f module(c0)jc0 2 N (c)g.
Here,N (c) represents the set of classes adjacent toc (or in other words, the neighborhood

2see Algorithm 1
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of c). The probability P (c)
j that this class will be moved to packagej is

P (c)
j =

exp
�

N (c)
j =T

�

P n
i =1 exp

�
N (c)

i =T
� : (7.1)

Thus, this randomly picked class has higher probability to be moved into a package where
it maintains most of its connections. Indeed, this could be its current package. In such
a case this class has higher probability to not undergo move refactoring. Thetempera-
ture parameter T (constant) controls the likelihood of moves that would deteriorate the
modularity of this architecture. This deterioration is characterized by the increase of the
number of inter-module links if �bad� moves actually occur. The smallerT, the smaller the
chance to select such move refactorings. Although small, this probability is not zero. This
nonvanishing probability fosters the exploration of rugged problem landscapes, allowing
the search to escape local optima.

From a computational point of view, it is worth remarking that (for projects with large

number of classes) the exponential termexp
�

N (c)
j =T

�
may yield an out-of-bounds error be-

cause of numerical precision. In order to avoid this, we can �ndN (c)
max = arg maxl2 [1;n] N (c)

l ,
i.e. the maximum number of nodes connected toc by inter-module links. Then, we com-
pute

P (c)
j =

exp
�

�
N ( c)

max � N ( c)
j

T

�

P n
i =1 exp

�
� N ( c)

max � N ( c)
i

T

� ; (7.2)

which is equivalent to Eq. 7.1, and each exponential term is smaller than one.

To summarize, at each step we perform a move refactoring iteration according to the prob-
ability distribution P. This procedure is repeated for a �nite number of steps. Algorithm
1 presents the pseudocode of our stochastic move refactoring strategy, while in Figure 7.3
we illustrate one step of this algorithm.

In statistical physics, the model described by Eq. 7.1 is similar to then-state Potts
Model [231]. In a fully connected graph, this system is a paradigmatic model to study
the equilibrium phase transition (as a function of temperature) from an ordered state,
where all the nodes reside in the same module�to a disordered one�where all the nodes are
randomly located in di�erent modules. In the case of complex topologies�like those found
in class dependencies�the equilibrium con�guration will depend on the modular coherence
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(a) original (b) refactored

Figure 7.2: Illustration of move refactoring. Shaded areas represent modules, which
are composed of classes (i.e. circles) bound by undirected software dependencies. Moving
classes across modules can decrease the coupling between modules. (a) original modular
decomposition. (b) modular decomposition after move refactoring. The resulting modules
are less coupled. We emphasize that move refactoring only modi�es the module member-
ship of a class. The dependencies (i.e. links) on other classes remain untouched.

Figure 7.3: Classa1 will be refactored. It can remain in packageA, or be moved to
packageB, C or D. Due to the topology of this simple example (i.e. a single link to each
package), each possibility has equal probability to take place. We emphasize that�using
Algorithm 1�class a1 can only be moved to modules where it maintains software depen-
dencies. Further generalizations are possible and will be investigated in future research.
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initializeParameters(T, n_ iterations );
network := loadNetworkFromSourceCode();
for i  1 to n_ iterations do

node:= pickRandomNode(network);
normTerm := 0;
Nmax := node.mostLinkedModule.numberOfLinks;
P := emptyArray();
for each j in modulesInNeighborhoodOf(node) do

/*Count the number of links betweennodeand modulej */
N j := countLinksToModuleJ(node.neighbors,j );
/*The probability to move nodeto module j .*/
/*The temperature parameter T controls the likelihood of bad moves.*/
p := exp� Nmax � N j

T ;
normTerm := normTerm + p;
P:append((p; j )) ;

end
/*Normalize the probability distribution P*/
for j  1 to P:length() do

P[j ]:p := P[j ]:p=normTerm;
end
/*Decide which module receivesnodeaccording to probability distribution P*/
node.module := moveRefactoring(node, P);
network := updateNetwork(node, network);

end
Algorithm 1 : Stochastic move refactoring algorithm. The temperature parameterT is
a constant, therefore a cooling schedule is not required. We emphasize that a node can
only be move refactored to adjacent modules in which it maintains software dependencies.

inside of the software: the more interdependent particular groups of classes are, the more
likely they will be assigned�in equilibrium�to the same module.

There are several properties of this system which made it the objective of a large body
of literature in the realm of physics. Here, we will simply mention a few properties that
are su�cient to understand the relevance of using this model within the context of this
chapter.

For the n-state Potts Model, it is possible to write for each node an individualobjective
function, which dictates the score of the current con�guration of package assignment. Let
� c denote the package a classc is assigned to. Then, the objective function for classc
reads

uc = �
X

c02N (c)

� (� c; � c0):
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The Kronecker delta function� is equal to one if both arguments are equal (i.e. if classes
c and c0 belong to the same package), zero, otherwise. The sum runs over all classesc0

which have dependency relations with classc, i.e. the neighborhood ofc, represented by
N (c). Summing up over all the nodes, we obtain

U =
kX

c=1

uc = �
kX

c=1

X

c02N (c)

� (� c; � c0); (7.3)

which measures the total score of the current con�guration. Interestingly, when classc is
moved from package� c to another � 0

c, it is very simple to show that the total change is
� U(� c ! � 0

c) = 2� uc. This implies that the local maximization procedure, is equivalent
to the globalmaximization. For this particular problem, this is a very important property,
as it implies that this simple local rule is equivalent to a global one. This also implies that
U in Eq. 7.3 is thetotal energyof the system.

During the simulations, at every time step there are many possible con�gurations of module
assignment for every node in the source code of the project. Over time, the algorithm
samplesthe space of all possible assignments, such that the sampling probability of a given
con�guration is a function of Equation 7.3. The process of sampling is thus equivalent to
the Metropolis algorithm [140], which also allows the convergence time to be determined
in a standard way [49, 94, 146]. Because of the results shown in section 7.3, it is apparent
that the energy landscape is not rugged, but smooth. Thereby, the modularization process
proposed in this chapter always converges to a stationary state, and a simulated annealing
approach (meaning the cooling schedule for the temperature) is not needed.

7.2.4 An Alternative Metric for Coupling and Cohesion

We follow the progress of our automated move refactoring strategy by applying the
Newman'sQ measure, a quantitative approach widely used in complex networks theory
[150, 153]. This was introduced in Chapter 6 (i.e. and in [241]) as an alternative mean to
monitor the evolution of software modularity. In that empirical study, we focus onJava
open source projects and show thatQ successfully expresses the congruence of the clusters
of software dependencies between classes and the decomposition of source code in terms
of Java packages. Its mathematical de�nition is presented in Eq. 6.1. As an illustration
of its application, Q = 0:37 for the network in Figure 7.2(a), whileQ = 0:84 for the one
in Figure 7.2(b).
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7.2.5 SOMOMOTO : An Eclipse Plugin for ReModularization

SOMOMOTO is an Eclipse plug-in and its name stands for �software modularization
and monitoring tool�. Its initial goal is providing a framework for remodularization of
software written in Java . It is a tool that developers can use to monitor the evolution
of a modular software architecture, both quantitatively and visually. For the quantita-
tive part, we implement Q as described in section 7.2.4, and we are planning to include
other approaches available in the literature. For the visualization of modular software
architectures, we make use ofGephi 's library for graph and network layout [17]. Be-
sides monitoring software modularity, we are also able to act against its deterioration.
This is achieved by implementing our automated strategy discussed in section 7.2.3. Fur-
thermore, we plan to include competing approaches to foster direct comparison with our
methodology. We also plan to allow developers to interfere with the algorithm's behav-
ior, for example, by enabling manual move refactoring aided by an interactive network
visualization. Moreover, we plan to allow the developers to de�ne binding constraints to
forbid or prioritize speci�c move refactoring options, to which any automated approach
must comply. The source code, freely distribute with aGPL V3 license, is available at
http://sourceforge.net/projects/somomoto/ .

7.3 Results

In the following, we apply our strategy to theJava OSS datasets described in section
7.2.1. For each project listed in Table 7.1, we follow the procedure outlined in section
7.2.2 to extract the software dependency network of its last snapshot. This network is
used as the input of our strategy (see Algorithm 1) and we run it for20 di�erent values
for the temperature parameterT. We chooseT 2 [0:01; 1000]such that these values are
uniformly distributed on a logarithmic scale. We repeat this process20 times in order to
average the dynamics with respect toT.

7.3.1 The Temperature and the Equilibrium Con�guration

In Figure 7.4 and 7.5, we depict theQ value and the number of modules with respect to the
iterations executed by our strategy. We show three projects belonging to theQualitas
Corpus dataset: the IDE eclipse_SDK , the graphical library jung and the database
interface hibernate , because the results obtained for these three projects are represen-
tative for the projects listed in Table 7.1. In accordance with the theoretical discussion
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presented in section 7.2.3, low temperature values (i.e.T < 0:1) lead to equilibrium con-
�gurations with low inter-module coupling and high intra-module cohesion. This range
of temperature makes deteriorating move refactoring steps very unlikely. Thus software
modularity improves substantially, as expressed in terms of the highQ values seen in
�gures 7.4(a), 7.4(b) and 7.4(c).

Interestingly, the highestQ values and the lowest number of modules are obtained within
an intermediate temperature range (i.e.0:1 < T < 10). For this range, we show in Table
7.2 that a small improvement inQ (i.e. � 4:0%)�with respect to the range T < 0:1�
is associated with a comparably larger drop in the number of modules (i.e.� 17%).
Furthermore, as depicted in Figures 7.5(a), 7.5(b) and 7.5(c), the execution of our strategy
always leads to a signi�cant drop in the number of modules. For the lowest temperature
(i.e. T = 0:01) this drop is lowest and corresponds to losing68:4 � 13:2% of the original
modules. For higher temperatures, the drop is even larger. Thus, as a side e�ect of our
strategy, a substantial fraction of the original structure of the source code is lost. Although
associated with an improvement in modularity, it is not understood how this drop in the
number of modules can a�ect development performance. More research is needed to study
if for example, this extra improvement of� 4% in Q values (e.g. from166%to 170%)
justify a further drop of 17% in the number of modules (e.g. from68% to 85%). As a
rule of thumb�if remodularization is expected to preserve the most possible of the original
modular structure�only values of T � 0:1 should be considered.

Table 7.2: Average values for the change inQ and in the number of modules for di�erent
temperature ranges. For the lowest temperature (i.e.T = 0:01) our strategy improvesQ
in 166:6 � 77:3%, while decreasing the number of modules in68:4 � 13:2%.

Temperature Range � Q (%) � Modules (%)
T = 0:01 (lowest) 166:6 � 77:3 � 68:4 � 13:2

T < 0:1 166:5 � 77:6 � 68:4 � 13:2
0:1 < T < 10 170:5 � 105:2 � 85:4 � 9:7

10 < T � 50:1 � 18:6 � 82:9 � 9:7
T = 1000 (highest) � 52:1 � 16:7 � 82:4 � 9:9

Figure 7.6(a) depicts the relation betweenQ and the number of modules on the temper-
ature parameterT. In this �gure, we only consider the equilibrium values of the former
two quantities. We bin the data points with respect toT and calculate the median value.
We also show the90%and 10%quantiles. The �rst insight is that the variability in Q is
almost constant with respect toT, decreasing slightly during the abrupt change between
high and low Q values. For smallT, the variability in the number of modules is compara-
bly higher, but decreases signi�cantly asT increases. Another insight is the abrupt change
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(a) eclipse_SDK (b) jung

(c) hibernate

(d) T

Figure 7.4: Evolution of Q during move refactoring steps. The iteration numberk
displayed in the horizontal axis of each �gure corresponds to100� m � k move refactoring
steps (i.e. m being the number ofJava classes). Each curve represents the average of20
runs of our strategy with di�erent values of the temperature parameterT.
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(a) eclipse_SDK (b) jung

(c) hibernate

(d) T

Figure 7.5: Evolution of the number of required modules (i.e. non-empty modules)
during move refactoring steps. For intermediary values (i.e.0:1 < T < 10) we obtain the
highest Q values on the expense of losing a signi�cant fraction of the original modules.
Thus, the use ofT < 0:1 is recommended (see Figure 7.4).
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in Q about T = 10. For T < 10 we observe values ofQ which are signi�cantly higher than
for T > 10. This is further illustrated in Figure 7.6(b), which depicts the potential energy
di�erence between these two states: high potential energy (i.e. high modularity and high
Q) and low potential energy (i.e. low modularity and lowQ). As a �nal remark, these
two contrasting potential energy levels are the reason why we only observe few equilibrium
states in �gures 7.4(a), 7.4(b) and 7.4(c): highQ (i.e. high potential energy), intermediary
Q (i.e. transitional state) and low Q (i.e. low potential energy).

(a) modularity and T (b) potential energy and T

Figure 7.6: The role of the temperatureT as a control parameter. (a) Dependency
of Q (i.e. dashed red circles) and the number of required modules (i.e. dashed blue
triangles) with the temperatureT. Each curve is obtained by measuring the median value
of the corresponding measures, when considering the simulation results aggregated over
T. The solid curves above and below the corresponding measure represent the90:0%
and 10:0% quantiles respectively. There is an abrupt change in the value ofQ as a
function of the control parameter T. (b) Median value of the corresponding potential
energyU. Structured or well modularized software falls into theT range mapping to a
higher potential energy level (i.e.T < 10), while poorly structured software falls into the
deep valley with low potential energy level (i.e.T > 10).
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7.3.2 Remodularization Performance of our Strategy

In Figure 7.7(a), we show that the performance of our strategy does not depend on the
number of modules (i.e. no correlation betweenQ and the number of modules). Fur-
thermore, our strategy improved the modularity of all projects considered in this chapter,
resulting in remodularized software with an average value ofQ = 0:8 � 0:1 for T = 0:01.
Finally, the worse the modularity of a given architecture, the higher the relative improve-
ment as a result of the application of our strategy. We depict this in Figure 7.7(b). Further
research will investigate if these results hold for di�erent datasets.

(a) Q does not depend on Modules (b) improvement relative to initial Q

Figure 7.7: The performance of our strategy at equilibrium withT = 0:01. (a) In the
studied dataset, the number of modules does not correlate withQ, thus we can discard
any dependency of this kind. (b) The worse the initial value ofQ (i.e. the worse the initial
modular design), the larger the improvement achieved.

7.3.3 Move Refactoring in Empirical Data

In this section, we verify if the move refactoring suggestions discovered by our strategy were
actually executed in empirical data. We focus on theCVS logs dataset, which re�ects the
iterative development process with greater regularity, following closely the coding decisions
undertaken by the software developers.
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In order to perform this comparison, we �rst need to be able to detect move refactoring
taking place within our datasets. We solve this problem in the following way. We de�ne
a time stampedCVS log snapshotst , which corresponds to the set of class dependencies
and respective package (module) membership observed at timet. Each class inst is named
with respect to the pattern package_ namet :class_ namet . To detect move refactoring, we
take the simple approach of looking for unique class names (class_ namet ) in st , verifying
if these names are found inst+1 . If the answer is positive, we check for modi�cations
in the respective package names (package_ namet ). Thus, move refactoring is detected
when class_ namet = class_ namet+1 and package_ namet 6= package_ namet+1 . We
emphasize that this approach only detects move refactoring of the kind de�ned in this
chapter: a refactoring step that only modi�es the package membership of a class, without
touching upon any of its contents and the network of software dependencies.

With the move refactoring detection method outlined above, we are able to compare our
strategy output with the work of the software developers. For each two consecutiveCVS
log snapshotst and st+1 , we extract the respective empirical software dependency networks
netet and netet+1 (see section 7.2.2). LetD be the set of move refactoring steps performed
by the developers betweennetet and netet+1 . Furthermore, we usenetet as the input of
our algorithm and let it run until convergence (forT = 0:01). The network of software
dependencies resulting from this procedure is de�ned asnetst+1 . Finally, let S be the
set of move refactoring steps performed by our strategy and detected betweennetet and
netst+1 . We compare these two sets, thresholding on the� Q betweent and t + 1, so that
we focus on move refactoring taking place during signi�cant improvements in software
modularity. For di�erent values of � Q, we calculateprecision and recall and present
the results in Table 7.3. The results show that our strategy correctly suggest most of the
move refactoring steps performed by the software developers, as indicated by the relatively
high values listed in the columnrecall. In fact, our algorithm is much moreaggressive3

than the developers when suggesting move refactoring steps. Thus, our resulting set of
suggestions is much larger than the set chosen by developers. This is the reason why our
precision values are relatively small: the software developers do not use move refactoring
consistently as mean to restore software modularity.

7.3.4 SOMOMOTO in Action

As a simple test case, we employSOMOMOTO in the remodularization of aJava graph-
ical library called jgraphx . Figure 7.8 depicts the software dependency network and

3we further discuss this in section 7.4
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Table 7.3: Comparison between the set of move refactoring steps suggested by our
strategy S, against the set of steps performed by the developersD upon the empirical
data. Quantitatively: precision = jS\ D j

jSj and recall = jS\ D j
jD j . We present these measures

for di�erent values of the threshold parameter� Q (i.e. change in modularity measured in
empirical data), thus allowing us to focus on the move refactoring steps that had signi�cant
impact on software modularity.

� Q (%) precision (%) recall (%)
1 4:9 � 15:7 59:9 � 35:4
5 7:0 � 16:9 62:4 � 35:3
10 8:1 � 19:2 62:7 � 39:0
15 5:7 � 8:9 52:4 � 40:8

the module membership of classes ofjgrapx , before and after remodularization. The
resulting network, depicted in Figure 7.8(b), clearly shows the congruence between the
clusters of software dependencies and the source code decomposition intoJava packages.
Network nodes (i.e. classes) bearing the same color are members of the same modules (i.e.
packages).

7.4 Threats to Validity

Here, we address some of the concerns related to the results of our approach. The �rst
issue is our conscious decision of not considering the semantics of modules during the
remodularization via automated move refactorings. We are well aware of the fact that there
are modules whose contents should not be move refactored, in despite of their signi�cant
impact on inter-module coupling. For example, modules responsible for user interfaces
may fall within this category. Related to this issue, there might be modules that are
believed to be already well structured. In such cases, further refactoring them would be
detrimental. The simplest solution, which we are planning to include inSOMOMOTO ,
is to allow developers to mark modules and also classes that should not be remodularized
by an automated refactoring strategy. Further ideas related to direct interference in the
behavior of the algorithm, allowing it to cope with developer preferences are possible.
For example, the contents of obsolete modules might need to be move refactored into
other modules. For such cases, our strategy can be applied by focusing on a few modules,
redistributing their content.

Another issue that might be circumvented by allowing the direct interference of software
developers is the observed signi�cant drop in the number of modules, even for small values
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(a) original jgraphx (Q = 0 :04)

(b) refactored jgraphx (Q = 0 :85)

Figure 7.8: Test case: the remodularization ofjgraphx (a Java graphical library). The
Java classes are depicted as circles, while their color re�ects the corresponding package
membership (same color, same package). (a) original. (b) after remodularization by
SOMOMOTO .



7.5. RELATED WORK 129

of the temperature parameterT. Our results show that at least� 68%become empty. One
possible explanation is found in [19], where the authors study a similar dataset ofJava OSS
projects, showing that the minimization of the inter-module coupling and maximization of
intra-module cohesion is not a dominating module design principle. Thus, a more realistic
perspective on automated remodularization should include complementary quantitative
dimensions. These additions, together with the implementation of competing approaches,
will be included in our Eclipse plug-in, in order to foster direct comparison with our
methodology, and also to provide a uni�ed framework for the remodularization ofJava
software. These steps will foster its use in practice. We are further interested in the opinion
of software developers on the outcome of our automated move refactoring strategy, also to
understand if the seldom use of move refactoring observed in our datasets is a general issue.
We expect that move refactoring, based on our automated strategy, will be more frequently
applied in practice. As shown in this chapter, the underlying problem landscape seems to
be smooth, at least with respect to the temperature parameterT. Thus, a convergence to
favorable software modularities can be ensured.

7.5 Related Work

Software evolves in ways that do not necessarily re�ect positively in its modularity. In
order to cope with the deterioration of the latter, refactoring strategies can be employed.
It has been argued in [34, 64], that approaches considering developer expertise�to directly
refactor the source code�seldom allow for a signi�cant improvement in software modular-
ity. The di�culties are mainly related to the problem of detecting possible candidates for
refactoring. This opens up many opportunities for the development of automated refac-
toring methodologies. Among the available approaches, the ones that imply a reformula-
tion of software modularity as a combinatorial problem are quite common. Furthermore,
most of those are mainly concerned with the minimization of inter-module coupling and
maximization of intra-module cohesion [8], as dictated by software engineering wisdom
[61, 159, 199], both have potentially high impact on maintenance costs. One of the earli-
est approaches in this direction o�ers an optimization search guided by a genetic algorithm
[62]. Their search starts with an initial modular decomposition, which at each iteration
is replaced by the best decomposition found in a population controlled by the algorithm.
A simple variation of this approach is to allow multiple searches to take place in parallel,
such that a majority rule is used to determine the best modular decomposition [135]. An
alternative way to escape local optima is discussed in [1]. Similar to our own approach,
they apply simulated annealing allowing the acceptance of moves that do not always im-
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prove the functional being maximized. Moves that improve the respective functional are
always accepted. Our approach is di�erent for being completely governed by Eq. 7.1, such
that every move bears a probability of being executed. Their absolute contribution to the
energy function in�uences this probability but do not force an immediate acceptance. The
authors also introduce constraints to limit some aspects of the optimization search that
are missing here: maximal number of classes that can change their packages, maximal
number of classes that a package can contain and the classes that should not change their
packages. These are in line with the idea of having software developers interfering with
automated approaches more e�ectively, as discussed in [125, 161]. We plan to include this
methodology in future releases of our plug-in. Furthermore, [1] report results on modular-
ity improvement only for highly limited values for these three constraints. These result in
small improvement in modularity, which cannot be compared to the results�signi�cantly
higher�that we present in our work. Complementary to the discussion above, the work
presented in [19] classi�es modules by their role within the architecture. They show that
modules controllingio and gui functions are the most congruent regarding cohesion and
coupling metrics. Moreover, [18, 167] advocate the use of metrics based on the semantics
of modules besides structural dependencies. According to [85, 86], structural dependencies
are not uniformly important with respect to the propagation of changes. Thus they empha-
size that future research should focus on their semantics rather than the structure. Other
approaches in the literature seek to group software constructs into modules according to
measures that express their similarity, a technique better known asclustering. Examples
of works within this context are presented in [9, 125, 161]. In [232], a comparison between
di�erent clustering strategies concludes that clustering algorithms do not reproduce the
existing modular decomposition of software projects, calling for further research.

7.6 Conclusion

In conclusion, we have introduced a simple stochastic algorithm that allows to remodular-
ize software architectures based on an automated suggestion ofmove refactorings. This
algorithm is based on the assumption that an optimum modular design of software mini-
mizes thecoupling between modules, while thecohesionwithin modules is maximized. We
take a complex networks perspective on modularity in software dependency networks and
capture both cohesion and coupling by a network-based, quantitative measure. Further-
more, making use of then-state Potts Model known from statistical physics, our stochastic
algorithm provides a complex systems approach to the optimization of software modularity
in dependency networks. We validate the remodularization performance of our algorithm
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by applying it to two datasets which allows us to study the evolution of software depen-
dency networks for39 Java open source software projects. The results of our analysis
validate that the modularity of these projects can be increased on average by166� 77%.
We further show that the achievable gain in modularity is related to the level of modularity
in the initial architecture, hence indicating the presence of a signi�cant modularization
potential in architectures that exhibit low modularity. Based on empirical data on the
evolution of software modularity in Java projects, we further extract move refactorings
performed by developers to remodularize the software architecture. We then compare the
suggestions of our algorithm with the actual actions of developers and compareprecision
and recall of the refactoring suggestions. The fact that our approach achieves a compara-
bly high recall while the precision is low highlights that a) our method suggests most of
the move refactorings that were identi�ed by developers and b) that our method was able
to identify many more move refactoring than were actually implemented by real develop-
ers. We argue that this �nding opens a number of interesting further research directions:
First, it can be seen as a challenge for the assumption that optimal modular designs (from
the perspective of developers) coincide with a maximization of cohesion and a minimiza-
tion of coupling. Reasons for this most likely include the importance of context in the
choice of the package decomposition of projects, as well as the existence of dependencies
to third-party packages whose modular structure cannot be easily changed. Secondly, it
can be interpreted in such a way that our method highlights a signi�cant modularization
potential that currently goes unused in actual software projects. Finally, it highlights the
necessity of introducing an additional parameter to our algorithm, that in�uences how
aggressiveit is. In summary, we argue that our work is a promising example for the ap-
plicability of models, methods and abstractions from the study of complex systems and
complex networks in software engineering.





Chapter 8

Conclusions

�My entire life consisted of musings, calculations, practical works, and
trials. Many questions remain unanswered, many works are incomplete
or unpublished. The most important things still lie ahead.�

Konstantin E. Tsiolkovsky

8.1 Summary

In this thesis, we adopt a complex systems perspective to study a number of software
engineering processes. More speci�cally, we focus on social collaborations within bug han-
dling communities and the dynamics of software modularity. The presentation is divided
into two main parts: Part I is focused on the role of social interactions while shaping
social organization and knowledge sharing. Part II is focused on the impact of software
dependencies on the modular decomposition of software. We argue that both share a
topological structure that is suitable for the application of quantitative methods based
on complex networks theory: social interactions can be aggregated into a social network,
while software dependencies have an implicit network topology.

In Part I, we focus on social aspects in�uencing the organization of bug handling com-
munities built around open source software projects. We apply social network analysis to
quantify the dynamics of social organization of each community. We focus on theGen-
too project and report on a remarkable period of centralization with associated changes
in community performance. Between2004� 2008, a contributor to whom we refer asAlice,
became central within the community: she was responsible for the most of the bug report
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triaging and processing. We observe that during this period, the community performance
was maximized. We con�rm our quantitative �ndings by interviewing a number of promi-
nent contributors related to these events, includingAlice herself. They complement our
analysis with their own account on the steps that led to the centralization, how it evolved,
and the respective outcome. One of the insights provided by these interviews is that,
having a single dedicated person triaging bug reports is more e�cient. This minimizes
coordination requirements and also fosters the identi�cation of duplicate reports. In addi-
tion, we present insightful network visualizations that illustrate the respective changes in
social organization. What is special about this centralization event is the fact thatAlice
left the community suddenly. This was also acknowledged in the interviews. The commu-
nity struggled to restructure its procedures and cope with this abrupt change, the latter
having a lastingly negative e�ect on performance. We conclude that centralization can be
bene�cial and risky. Thus, it is important for managers to be aware of centralization, and
we argue that our methodology can be used as a quantitative mean to improve human
resource management. Furthermore, we investigate the reasons that in�uencedAlice to
leave the community. Our strategy was inspired byAlice's own account explaining her
reasons for departuring. Alices states that she lost motivation due to a �[...]disruptive
social environment in the project as a whole[...]�. As social interactions betweenGentoo
contributors take place online, we focus our investigation on the communication channels
used by the bug handling community: thebug tracker and the developers mainling list.
By processing textual messages with quantitative methods based on sentiment analysis,
we are able to con�rm that communication involvingAlice was predominantly negative.
Moreover, inspired by this �nding, we extend our approach and study howGentoo con-
tributors, in general, are in�uenced by the emotions expressed within these channels. We
observe a correlation between emotional intensity�rather than polarity�and the likelihood
that these contributors will decrease their activity. We propose an automatic prediction
methodology that can be used as a tool supporting management, by increasing awareness
with respect to community mood and turnover. Thus, allowing community managers to
take preemptive actions against signi�cant turnover events. We conclude with a practical
application of social network analysis as a mean to obtain automatic high accuracy bug
report triaging. Often, bug reports do not lead to a positive solution improving the soft-
ware. This is the case for bug reports found to be e.g. invalid, incomplete or duplicate.
The issue here is that these possibilities are detected only after a signi�cant time invest-
ment. We propose an automated strategy to allow the prioritization of bug reports that
will lead to software improvement. We show that we can predict if a bug report is worth
processing based on the social embeddededness of the bug reporter, at the reporting time.
To do so, for each new bug report, we aggregate all social interactions taking place within
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the community in the previous30 days. On this network, we compute nine measures that
expresses the bug reporter's social embeddededness. We use these measures as the input of
a machine learning tool that automatically classi�es the bug report asvalid or invalid. We
obtain remarkable high accuracy, and we emphasize that this only considers social network
analysis at the reporting time. Thus, our methodology bears great practical relevance.

Finally, in Part II we study the dynamics of software modularity. We argue that having
a well structured modular architecture fosters its maintainability and expandability. We
use quantitative methods from complex networks theory, namely Newman'sQ modularity,
to investigate the congruence between the clusters of software dependencies and the de-
composition of the source code into modules. The more the software dependencies match
the modular decomposition, the higher theQ value. We observe, in an empirical analysis
considering the source code ofJava open source software projects, that modularity can
deteriorate over time. Thus, we propose a methodology based on a stochastic algorithm
that can be used to restore software modularity. Our strategy is based on a well known
restructuring approach namedrefactoring. We test our method in an empirical study, and
interpret its dynamics in terms of statistical physics concepts. We show that our method
always improve software modularity, and that its gain is higher for poorly modularized
software. Thus, the worse the software, the better the improvement after our approach.

With the examples presented in this thesis, we show how software engineering research
and practice can bene�t from complex systems theory. We argue that many more software
engineering processes are intrinsically complex, and should be studied as such: complexity
cannot be reduced or ignored. On the contrary, we show that complexity can be quanti�ed
and can be applied to obtain meaningful results. The remaining of this concluding chapter
is organized as follows. In section 8.2 we discuss the implications of our contributions upon
di�erent scienti�c �elds, and we conclude in section 8.3 by discussing further research
directions and open questions.

8.2 Scienti�c Scope

Due to the interdisciplinarity of our research, the contributions of this thesis have im-
plications that touch upon several knowledge domains. Thus, we take a step back and
interpret our �ndings under these di�erent perspectives. In the following, we focus on
what we believe to be the domains upon which our research will have the most impact.
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8.2.1 Social Organization & Management

Is it possible to understand social organization to a level in which we can actually in-
terfere with its dynamics, steering it towards high e�ciency and high performance? A
positive answer to this question implies that we are able to meaningfully apply quanti-
tative approaches. As correctly expressed in [174], �[...]you can't control what you can't
measure[...]�. Traditionally, the study of social organizations is a �eld that relies strongly
on qualitative methods [35, 89, 155, 179], and is increasingly being complemented by di�er-
ent quantitative frameworks, especially when focusing on the role of social ties in�uencing
other processes [42, 123, 157, 188, 200]. Our research contributes to this e�ort, by provid-
ing in Chapter 2 a complementary dynamic perspective on social network analysis. We
show that we can closely follow changes in social organization by keeping track of measures
that quantify the social embeddedness of individuals and community cohesion.

In Chapter 3 this methodology allowed us to document the rise and fall of a central
contributor (named Alice) within the bug handling community of theGentoo project. An
interesting �nding on its own, as it bears special relevance for the management literature
on star performers [88, 177]. We observe thatAlice's trajectory was positively in�uenced
by her outstanding dedication to the project, thus in line with the literature [92, 108].
However, the mechanism by whichAlice became central was also responsible for increasing
the tension between her and other contributors [2], leading toAlices's sudden departure
from Gentoo : she was intermediating most of the communication within the community.
As Alice explains, she attributes her departure fromGentoo by claiming that the project
had a �[...]disruptive social environment[...]�. Indeed, the communication channels in which
Alice was active had a predominantnegative tone. We con�rm that with a quantitative
method based on sentiment analysis presented in Chapter 4.

Interestingly, Alice's sudden departure was felt quickly by the community, as open issues
accumulated fast: there was a high dependence onAlice's dedication. To cope with
Alice's absence, dramatic changes were orchestrated by community managers in order to
restructure their procedures. According to the literature, this collective struggle could
be the result of a fast increase with respect tosense of communitywithin the Gentoo
project [138, 175]. As de�ned in [180], sense of community refers to �[...]the perception
of similarity to others, an acknowledged interdependence with others, a willingness to
maintain this interdependence by giving to or doing for others what one expects from
them, and the feeling that one is part of a larger dependable and stable structure[...]�.

Finally, we also study the factors that in�uence the success of individuals within a social
organization [45, 95, 203]. We illustrate this by showing how we can prioritize bug reports,
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based on the social embeddedness of the respective authors. Our results show that success
is determined by a number of factors expressing position within the social network. Among
the possible explanatory mechanisms, direct and indirectknowledge spilloversare very
plausible [71]. The literature acknowledges that embeddedness (networking) increases the
�tness of individual nodes (e.g. contributors, projects, �rms, etc) but argues that there
might be a threshold after which the network e�ects of embeddedness are detrimental
[215]. In general, estimating the relevance of each determining factor with respect to the
phenomenon is a science on its own [102]. However, when a practical application�such as
prediction�is required, we do not need to interpret each factor in isolation. As we show
in Chapter 5, machine learning techniques can handle these multidimensional factors and
produce high accuracy results.

To summarize, we discuss a number of quantitative methods that bear great relevance to
management and social organization practice and research. Moreover, as we illustrate in
this section, research in the social sciences can use data generated by open source com-
munities to study problems of broader relevance, i.e. not limited to software engineering
and its subdomains.

8.2.2 Computer Science

It is remarkable that we can ignore the contents of a bug report in favor of a social network,
to decide if the bug report isvalid (will lead to a �x) or invalid (e.g. duplicate, incomplete,
etc). Arguably, Chapter 5 presents the most striking contribution of this thesis. This result
is a combination of two ingredients:machine learning techniquesand the role and dynamics
of social ties. Is this �nding an isolated case? That means, predicting the quality of a
technical artifact based on social embeddedness. Can it be reframed and generalized to
di�erent problems? If this answer is positive, will we need a new framework to study how
computers can learn from society (computational social learning theory) [14]? Currently
and in a broader perspective, this is addressed by the �eld ofsocio-technical systems
[213, 228]. These correspond to systems that are characterized by a strong dependence on
the collective dynamics of a social counterpart: distributed systems [182], networks [38],
tra�c [105], online behavior [163], search engines [15] are all in�uenced by the interaction
between the people that use their infrastructure. Thus, to design e�cient social-technical
systems, engineers must take complexity into account. For example,organic computingis
one of the promising approaches originated within the computer science context [141, 182].

As a conclusion, in this thesis we show how we tune a social-technical systems in order to
foster an increase in its productivity. We apply asocial information �ltering scheme [192]



138 CHAPTER 8. CONCLUSIONS

that allows the community to prioritize tasks and improve resource management. Thus,
our results provide inspiring examples on how complexity can be handled by computer
science e�ciently.

8.2.3 Physics of Complex Networks

We argue that open source data is of great value for the study oftemporal networks. These
online communities are very active and regularly generate large volumes of time-stamped
data. Thus, the examples presented in this thesis should stand as and inspiration for new
discoveries.

Complex networks theory documents a wide range of measures that quantify the structural
properties of network topologies. Often, the main focus is on node centrality [152]. These
measures, however, have mostly been developed and applied to static, time-independent
networks (aggregated networks). This framework is accurate enough for the results pre-
sented in Part II, which is only concerned with static networks of software dependencies.
However, when focusing on social interactions, the meaning of links will depend on the
time scale of the aggregation. The longer this time scale, the more static the resulting
network will be. In Part I, we show how to use sliding time windows to study the dynam-
ics of social interactions, using an intermediary level of aggregation. Although limited,
this approach yields important results, but we emphasize that there is a general lack in
terms of a framework to deal with the instantaneous dynamics of link formation. New
developments in the literature of temporal networks demonstrate that the link aggregation
can produce misleading network topologies [164, 183]. The latter is the result of paths
that are not realizable with respect to the original time sequencing of the links. They
advocate that time needs to be taken into account, and that this can be done with suit-
able quantitative methods [164]. In this thesis, we present many examples depicting the
dynamics of social interactions. We show plots presenting the changes in social organi-
zation within several open source communities. Furthermore, in Chapter 5, we described
statistical results showing that the centrality of individuals reportingduplicatebug reports
decrease after the reporting time (see Table 5.2). We discuss several hypothesis related
to these �ndings. We argue that only a framework based on temporal networks will lead
to more precise explanations. Finally, the social networks studied in this thesis are only
one-mode1 projections of two-modenetworks2. We argue that further improvements and
complementary insights can be obtained by using a framework that addresses the latter
[43, 194].

1interactions between contributors
2composed of two kinds of nodes (bugsand contributors )
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8.3 Outlook and Concluding Thoughts

Science is a problem generating enterprise. Every time we try to answer a research ques-
tion, it is likely that we �nd other questions. Therefore, rather than providing the ultimate
answer that closes a research line, we end up opening new research lines. So does this the-
sis. In section 8.2, we outline research lines derived from the interdisciplinarity of our
resutls. In this section, we conclude our work by discussing further ideas of relevance to
software engineering and its complexity.

Can we generalize our results with respect to software engineering at large? The main
issue here is that all of our datasets were generated by open source software projects. As
stated in the, by now famous3, Linus Law, �given enough eye balls, all bugs are shallow�
[170]. Skeptics state that having enough contributors1 does not imply that all bugs will be
discovered and corrected [90]. However, taking a di�erent perspective, we argue here that
it is only by enabling access to the source code that contributors of software projects can
express their full capability and skill in all possible dimensions [223]. We argue that the
results presented in Part I are valid with respect to any online community, when the goal
is the quanti�cation of the dynamics of social organization. However, it is not known to
which extent �closed� source software hinders the ability of contributors to interact with
each other online, a crucial ingredient of our approach to the automatic categorization of
bug reports based on social network analysis. Rephrasing our starting question:When
can we generalize our results with respect to software engineering at large? Interestingly
enough, it is a matter of time. Global software engineering industry and practice are
becoming, in many ways, more and more like open source projects: e.g. distributed
development, number of contributors, geographic dispersion of teams, community-base
issue tracking, etc [12, 22, 101, 106, 129, 136, 148, 205]. As for the results presented in
Part II, we argue that there are no major con�icts: our methodology can be employed in
any software project.

Furthermore, software engineering literature contains lengthy discussions about issues re-
lated to the technical debit. The latter is a metaphor describing a software maintenance
dichotomy: the quick and dirty approach, which is easy to implement, but hard to modify
in the future, and the well structured and cleanapproach, that takes longer to imple-
ment and requires major refactoring [33, 52]. The metaphor comes from �nance, where
the equivalent of quick and dirty is the payment of an interest rate due to a debit that
cannot be cleared. We argue that thesocial debit�the social counterpart of technical
debit�deserves the same attention [204]. This will in�uence how we perceive community

3Linus Law and our de�nition for contributor are discussed in Chapter 2
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building [198, 226] and its resilience [81, 134]. For example, in the case study reported in
Chapter 3, we observe the rise and fall ofAlice within the Gentoo community. Clearly,
the choice of this community was thequick and dirty, as it passively allowedAlice to
concentrate most of the work load on herself. Although it was very convenient for the
community to rely mainly on a single contributor, we argue in Chapter 3 that this was a
risky approach. Indeed, afterAlice's sudden departure, the community had no choice but
to start major changes [115, 197].

Finally, the literature on software engineering is converging towards a framework unifying
social and technical aspects of software development, the so calledsocio-technical congru-
ence [27, 28, 29, 36, 37, 128, 216, 217]. In general terms, they argue that dependencies
between technical problems must match the dependencies between social coordination ef-
forts. To test this claim, the literature is developing quantitative methods which admit the
use of approaches based on complex networks theory, thus generating new opportunities
for the application of the results presented in this thesis.
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