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Abstract

The optimal control problem is a fundamental concept in control theory.
The aim is to minimize a cost function subject to the modeled dynamics
of the system. Many applications in the domains of robotics, autonomous
driving, aerospace and biomedical engineering among others fall within
this framework. Beyond performance specifications, most real-world sys-
tems have physical or task-specific restrictions, which should be satisfied
during operation. These restrictions can be formulated mathematically
as constraints in the optimal control problem. Additionally, models are
generally not accurate and thereby model uncertainties such as exoge-
nous disturbances need to be considered, leading to a constrained robust
optimal control problem (CROCP) formulation. Popular approaches to
obtain approximate solutions to optimal control problems are given by
model predictive control (MPC) and learning-based methods, such as,
e.g., reinforcement learning. While MPC provides a principled solution
approach when the system is subject to constraints, it can struggle in
tasks with sparse cost signals which require a long prediction horizon.
Learning-based methods can overcome these issues, however it can be
di cult to ensure constraint satisfaction guarantees, especially when the
system is subject to exogenous disturbances. Safety filters have recently
emerged as a principled method to augment controllers with constraint
satisfaction guarantees. The proposed inputs are projected onto the set
of inputs for which constraints can be satisfied for all times, aiming to
retain the performance obtained from the employed controller, while
ensuring safe system operation. If the constraints on the system are ever
violated during operation, methods should ideally be designed to ensure
that the system recovers back to a safe region of operation. A framework
that provides such guarantees is given by discrete-time control barrier
functions (CBF). CBFs extend Lyapunov functions, allowing to certify
invariance and stability of a set, rather than the origin, in the state
space. However, similarly to Lyapunov functions, obtaining an explicit
formulation of a CBF can be a challenging task. A key challenge is
therefore to design control methods, that provide robust constraint
satisfaction, ideally with recovery guarantees, while achieving a high
performance. Such methods should introduce little conservativeness
in terms of overly restricting the system from approaching constraints,



while at the same time being computationally e cient. In this thesis,
we consider approaches which aim to satisfy these requirements, either
solving the CROCP directly or augmenting any controller with robust
constraint satisfaction and recovery guarantees.

In the first part of the thesis, we consider a specific cost function for the
optimal control problem, i.e., we consider the generalized dynamic regret,
a comparative performance metric. For systems subject to exogenous
disturbances, the controller which achieves the optimal cost has access
to all future disturbances in a non-causal fashion. As this is generally
not implementable for dynamical systems, regret optimal control aims
to minimize the cost di erence to this surrogate benchmark controller.
We propose a semi-definite program (SDP) for the generalized dynamic
regret minimization problem for linear dynamical systems subject to
additive disturbances with bounded energy. If explicit bounds on the
disturbance are known at every time step, we modify the proposed
method such that an improved bound on the incurred regret can be
achieved. The optimization problem formulation enables integrating
state and input constraints in the controller synthesis, allowing to
compute a controller with closed-loop constraint satisfaction guarantees.

In the second part of the thesis, we consider predictive control methods,
which guarantee constraint satisfaction for nonlinear dynamical systems
subject to disturbances. Additionally, we provide recovery mechanisms
in case the constraints are violated during operation due to unexpected
disturbances acting on the system. The proposed methods allow for
the integration of a general control cost or they can be framed in terms
of a safety filter, allowing to augment learning-based control methods.
First, we consider how state measurements during online operation
can be used to reduce conservativeness of predictive safety filters by
improving uncertain model descriptions and improving its terminal
set. Next, we provide a theoretical analysis of discrete-time CBFs
allowing to analyze closed-loop behavior when the system is subject
to disturbances and propose a robust MPC-based CBF formulation.
We propose multiobjective approaches allowing to guarantee closed-
loop stability through a Lyapunov and CBF decrease constraint, while
optimizing a primary performance objective. Finally, we propose a
computationally e cient approximation-based CBF formulation.
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Kurzfassung

Das Problem der optimalen Regelung ist ein grundlegendes Konzept
der Reglungstechnik. Das Ziel ist eine Kostenfunktion unter Beruck-
sichtigung der Systemdynamik zu minimieren. Viele Anwendungen in
den Bereichen Robotik, autonome Fahrzeuge, Luft- und Raumfahrt und
Medizinaltechnik fallen unter Anderem in diesen Rahmen. Darlber
hinaus haben die meisten dynamische Systeme physikalische oder auf-
gabenspezifische Restriktionen, die wahrend des Betriebs erfullt wer-
den mussen und mathematisch als Nebenbedingungen im optimalen
Regelungsproblem formuliert werden kénnen. Des Weiteren sind Sys-
temmodelle im Allgemeinen nicht exakt, sodass Unsicherheiten wie z.B.
externe Stérungen bericksichtigt werden missen. Dies fuhrt zur For-
mulierung eines robusten, optimalen Regelungsproblems mit Nebenbe-
dingungen. Zu beliebten Ansatzen fiir approximative Lésungen solcher
Probleme gehdren unter Anderem modellpradiktive Regelung und lern-
basierte Methoden, wie z.B. das bestarkende Lernen. Wahrend die
modellpradiktive Regelung einen prinzipientreuen Lsungsansatz bietet,
wenn das System Nebenbedingungen unterliegt, kann es bei Aufgaben
mit sparlichen Kostensignalen, die einen langen Pradiktionshorizont
erfordern, ungeniigende Resultate liefern. Lernbasierte Methoden kon-
nen diese Probleme Uberwinden, allerdings kann es schwierig sein, die
Erfullung von Nebenbedingungen zu garantieren, insbesondere wenn das
System Stérungen ausgesetzt ist. Sicherheitsfilter haben sich in letzter
Zeit als eine Methode etabliert, um beliebige Regler mit Garantien fur
die Erfullung von Nebenbedingungen zu ergénzen. Die vorgeschlagenen
Regelungssignale werden auf die Menge derjenigen Signale projiziert, fur
die die Nebenbedingungen zu jedem Zeitpunkt erfullt werden kénnen.
Falls es wahrend des Betriebs dennoch zu einer Verletzung der Nebenbe-
dingungen kommt, sollten idealerweise Methoden benutzt werden, die
sicherstellen, dass das System wieder in einen sicheren Betriebsbereich
zurtckkehrt. Ein Rahmenwerk, das solche Garantien bieten kann, ist
durch zeitdiskrete CBFs (control barrier functions) gegeben. CBFs
erweitern das Konzept der Lyapunovfunktionen und erlauben, Invarianz
und Stabilitat einer Menge im Zustandsraum anstelle des Ursprungs
zu garantieren. Jedoch ist es nicht trivial, dhnlich wie bei Lyapunov-
funktionen, eine explizite Formulierung einer CBF herzuleiten. Eine
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zentrale Herausforderung ist es also Regelungsmethoden zu formulieren,
die eine robuste Erfillung von Nebenbedingungen und die Ruckkehr
in einen sicheren Betriebsbereich garantieren, wahrend sie eine hohe
Leistung erreichen sollen. Solche Methoden sollen nicht zu konservativ
im Bezug auf die Nahe des Systems zu Nebenbedingungen sein und
ausserdem rechene zient sein. In dieser Arbeit betrachten wir Ansétze,
die entweder darauf abzielen, das robuste optimale Regelungsproblem
mit Nebenbedingungen zu lésen, oder die es ermdglichen, einen be-
liebigen leistungsféahigen Regler mit robusten Garantien beztglich der
Einhaltung von Nebenbedinungen auszustatten.

Im ersten Teil dieser Arbeit betrachten wir eine spezifische Kostenfunk-
tion fUr das optimale Regelungsproblem. Konkret betrachten wir die
Minimierung des verallgemeinerten dynamischen Regrets (dt. Reue).
Fur Systeme, die externen Stérungen ausgesetzt sind, hat der Regler, der
die optimalen Kosten erreicht, nicht-kausalen Zugang zu allen zukinfti-
gen Storungen. Da dies flr dynamische Systeme in der Regel nicht um-
setzbar ist, erwagt das Regret die Kostendi erenz zu diesem idealisierten
Referenzregler. Wir schlagen eine auf semidefiniter Programmierung
basierende Synthesemethode fiir lineare dynamische Systeme vor, die
additiven Stérungen mit begrenzter Energie ausgesetzt sind. Wenn
explizite Obergrenzen fur die Stérung in jedem Zeitschritt bekannt sind,
modifizieren wir die vorgeschlagene Methode so, dass eine verbesserte
Regretgrenze erzielt werden kann. Das Optimierungsproblem ermdglicht
die Integration von Zustands- und Eingangsbedingungen in die Synthese,
sodass ein Regler berechnet werden kann, der die Nebenbedingungen
im geschlossenen Regelkreis erfullt.

Im zweiten Teil der Arbeit betrachten wir pradiktive Regelungsverfahren,
die die Einhaltung von Nebenbedingungen fir nichtlineare dynamis-
che Systeme unter Stoéreinflissen garantieren. Dariber hinaus stellen
wir Mechanismen zur Wiederherstellung der Sicherheit bereit, falls es
Aufgrund unerwarteter Stérungen wéhrend des Betriebs zu einer Verlet-
zung von Nebenbedingungen kommt. Die vorgeschlagenen Methoden
erlauben sowohl die Integration allgemeiner Kostenfunktionen als auch
eine Formulierung im Sinne eines Sicherheitsfilters, wodurch lernbasierte
Regelungsverfahren erganzt werden kénnen. Zunachst untersuchen wir,
wie Zustandsmessungen wahrend des Betriebs genutzt werden kdnnen,
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um die Konservativitat von pradiktiven Sicherheitsfiltern zu reduzieren,
etwa durch eine Verbesserung unsicherer Modellbeschreibungen oder
durch die Erweiterung der Nebenbedingung fur den Endzustand. An-
schliessend stellen wir eine theoretische Analyse zu zeitdiskreten CBFs
vor, die es erlaubt das Regelverhalten unter Stdreinfliissen zu unter-
suchen. Darauf aufbauend schlagen wir eine robuste, auf der mod-
ellpradiktive Reglung basierende Formulierung der CBFs vor. Wir
prasentieren mehrzielige Ansatze, die es ermdglichen, die Stabilitat
des geschlossenen Regelkreises durch eine Abnahmebedingung einer
Lyapunovfunktion und CBF zu garantieren, wahrend gleichzeitig ein
primares Leistungsziel optimiert wird. Abschliessend schlagen wir eine
approximative CBF vor, die einen rechnene ziente Implementierung
des Algorithmus ermdglicht.
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CHAPTER 1

Introduction

Control systems are ever increasing in complexity in terms of their design
and task requirements. At the same time, computational resources are
ever increasing and sensor technology is improving, allowing us to collect
more and more data. These factors contribute to the successful deploy-
ment of autonomous systems in a number of new domains. Autonomous
vehicles are starting to operate in more and more complex environments.
Control applications range from advanced driver assistance systems [1]
for cruise control, lane keeping and regulating the distance to preceding
cars to fully autonomous deployments in cities [2]. Robots are becoming
more complex in terms of their anatomy, with quadrupedal [3, 4] and
bipedal robots [5, 6] garnering a lot of research and media attention, and
new designs with soft, flexible materials emerging [7]. These systems
aim to automate everyday tasks of humans [8], warehouse logistics [9],
inspection work [10] and even rescue missions [11]. With first household
robots seeing commercial success, e.g., for vacuuming [12], more complex
tasks such as opening doors [13], washing dishes [14] and locomotion
in challenging environments [15] are gaining academic and industrial
interest. Aerospace applications such as drone delivery [16], reusable
space systems [17] and interaction of spacecraft like docking, inspection
and repair [18] are becoming more prevalent. Applications even range
to smart biomedical devices such as, e.g., for respiratory devices [19],
insulin regulation [20] or the treatment of hydrocephalus [21]. All in all,
there are many fascinating applications, which require control methods
of ever-increasing sophistication to enable a successful deployment in
the real world.

In terms of control, we can characterize the requirements such systems
should adhere to. Firstly, the system should achieve its task with some
level of performance. This performance can be defined in terms of a



metric which should be minimized, such as, e.g., the distance to a desired
target, the cost of operation or other requirements such as passenger
comfort. Secondly, the system should operate in a safe manner. In
this thesis, we characterize safety in terms of constraint satisfaction.
Such constraints can be imposed by a practitioner in terms of where
in the state space the system should operate, i.e., a violation is non-
critical but should be avoided, or they can be of safety-critical nature,
i.e., a violation will lead to a crash or otherwise catastrophic failure of
the system. When state constraints are violated, the control system
should be designed such that the system e ectively recovers to the
desired region of operation. Constraints are also typically present in
the input space of the system, defining, e.g., how much torque a motor
can maximally produce, and are therefore enforced through physical
limitations of the system. Finally, stability, often characterized in terms
of Lyapunov stability [22], has been the gold standard of certifying
control systems for many years. Stability characterizes a closed-loop
system’s inherent behavior across a region or the entire state space. If
closed-loop asymptotic stability of a system can be shown, this implies
that the system states will not reach arbitrarily large values, as well as
convergence of the system to a desired setpoint or target set in the state
space over time.

A wide range of control methods that meet some of these criteria are
available in the literature. Classical control methods, such as PID con-
trollers [23] as well as H, and Ho, methods [24] have seen practical
success for many years. This is in part due to the relative ease of
tuning these controllers to achieve a desired behavior as well as the
theoretical closed-loop guarantees that can be established. In line with
the established requirements on closed-loop systems, H, and Ho, are
optimal controllers for unconstrained linear systems with respect to an
expected or worst-case cost definition. When considering this optimal
control perspective, popular approaches have emerged that show great
potential for solving, or at least approximating, complex optimal control
tasks. Model predictive control (MPC) [25] approximates the optimal
control problem by considering at every time step a possibly shorter
finite prediction horizon to minimize the performance metric. These
more tractable optimization problems can be solved online at every time
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step in a receding horizon fashion. Through the optimization-based
nature of MPC, constraints in the optimal control problem can be natu-
rally integrated into this control method. Thereby, strong theoretical
guarantees can be established on closed-loop stability and constraint
satisfaction, under suitable design of the optimization problem. Other
methods that have seen great success in applications are approximate
dynamic programming [26] and reinforcement learning [27]. These meth-
ods aim to learn a policy which can successfully complete complex tasks.
While approximate dynamic programming leverages a model of the
system, reinforcement learning typically relies on sampling the system
interacting in its environment, commonly in simulation. The learned
policies are often parametrized through neural network architectures,
enabling e cient computations when deploying these methods. An open
question is how to obtain policies which satisfy constraints of the system
during training of the policy as well as operation. A popular approach
to obtain such guarantees has emerged in the framework of safety filters
[28]. These methods work based on the concept of set invariance in
the state space, a property that allows guaranteeing containment of
the state within a specific set, which is crucial for guaranteeing con-
straint satisfaction. The main approaches consider Hamilton-Jacobi
reachability analysis [29], control Lyapunov and control barrier functions
(CBF) [30] and MPC-based techniques [31]. By providing a modular
framework, any controller, be it from reinforcement learning, other meth-
ods, or even a human operator, can be augmented such that constraint
satisfaction can be guaranteed. These methods can, to some degree,
also be used to guarantee closed-loop stability of the system, another
property, which can be di cult to establish for reinforcement learning
methods, see, e.g., [32] for adversarial disturbances to reinforcement
learning policies. A drawback of CBF-based safety filters is the need to
obtain an explicit formulation of the CBF. As the invariant set for these
safety filters is typically described as a sublevel set of the CBF, its size
is directly dependent which CBF is synthesized, leading to potential
conservativeness.

Overall, there is a need to obtain control methods which are able to
achieve a high performance, satisfy system constraints if possible and
enable a recovery of the system if the constraints are violated, even



under the e ect of persistent disturbances. These methods should be
non-conservative with respect to these constraints, i.e., they should allow
the system to reach states close to the constraints if required to achieve
high performance. Additionally, the methods should be computationally
e cient, allowing for real-time feasible implementations. In this thesis,
we consider predictive control methods as they provide a principled
methodology for the control of constrained systems. We leverage models
of the system in order to predict how the system will evolve in the
future, such that a performance metric is minimized and, e.g., safety and
stability can be guaranteed. By planning trajectories towards invariant
sets and region of attractions of CBFs, these predictive methods allow
augmenting explicitly designed, possibly conservative, invariant sets and
CBFs. As system models typically are not accurate, we consider models
subject to exogenous disturbances and parametric uncertainties. \We
show how bounds or measurements of such uncertainties can be directly
integrated into the controller design or how they a ect the closed-loop
system under application of the proposed methods. Additionally, we
consider how these guarantees can be preserved via computationally
e cient methods. In Part I, we consider a specific metric in terms
of performance, i.e., regret. In Part Il, we provide methods which
are designed for general performance metrics or are agnostic to the
considered metric in a safety filter framework.

Part I: Regret Minimization in Constrained Control

In Part I, we consider the specific performance metric of generalized
dynamic regret in a finite time optimal control problem. The regret of an
algorithm denotes the cost di erence of a proposed algorithm and some
optimal benchmark algorithm and is a popular notion to show that an al-
gorithm learns to mimic a benchmark over time in machine learning, see,
e.g., [33]. Generalized dynamic regret minimization, as defined in [34]
for the infinite horizon case, consists of finding a performance level and
corresponding controller, which bound the incurred regret with respect
to a weighted disturbance energy. The formulation is thereby similar to
a Heo problem formulation. The considered regret generalization encom-
passes dynamic regret minimization, i.e., minimizing the di erence of
the incurred cost with respect to the optimal non-causal input sequence,
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which has access to all past and future exogenous disturbances on a
system, and competitive ratio minimization, i.e., minimizing their ratio.
These notions have been proposed as more adaptive performance metrics
for dynamical systems in [35] and [36]. Compared to prior work deriving
closed-form solutions of optimal controllers given some performance level,
We propose a convex optimization approach that allows synthesizing the
generalized dynamic regret optimal controller through the system level
parametrization in [37]. Given this optimization-based approach, we
show how more structured disturbances can be integrated into the syn-
thesis problem. We consider the case of known pointwise-in-time bounds
on the exogenous disturbance and show how such knowledge can result
in improved regret bounds. Finally, through the optimization-based
formulation of the regret minimization, state and input constraints can
directly be integrated into the controller design, allowing to provide
constraint satisfaction in closed-loop of the resulting policies.

Part I1: Predictive Safety and Recovery Mechanisms

In the second part of the thesis, we consider predictive methods for
ensuring constraint satisfaction and provide recovery mechanisms in
case state constraints are violated. The methods consider dynamical
systems subject to exogenous disturbances and parametric uncertainties,
retaining closed-loop guarantees when the system model is not exactly
known. As these guarantees rely on known bounds of the exogenous
disturbances, we consider how systems can recover if constraint violation
occurs due to unexpectedly large disturbances. In terms of recovery
mechanisms, we consider methods which ensure invariance of a safe set
of operation and provide asymptotic stability guarantees if constraints
should be violated. Predictive safety filters in [31, 38] typically rely on
accurate system models for predictions in order to guarantee constraint
satisfaction. While uncertainties can be considered in the safety filter
design by ensuring a large enough back-o from the constraints, such
methods can possibly introduce conservativeness in the case of paramet-
ric disturbances. We leverage online state measurements to update the
system model during safety filter operation similarly to robust adaptive
MPC methods in [39, 40]. Additionally, we consider how the safety filter
design can be iteratively improved through previous solutions of the



optimization problem.

An approach which provides recovery guarantees when constraints are
violated is the predictive control barrier function (PCBF) approach in
[41]. It relates the predictive safety filter to the concept of CBFs, see, e.g.,
[30], using soft state constraints similar to, e.g., [42]. We first expand
the theoretical foundation with regards to the stability of sets, allowing
for an analysis of the closed-loop behavior of the PCBF algorithm
when the system is subject to additional disturbances. Moreover, we
show how robustness results can be ensured by appropriate design of
the optimization problem based on robust MPC methods in, e.g., [43].
We then show how such a recovery mechanism can be designed to
allow for more flexible formulations. Finally, we consider how recovery
mechanisms can be improved in terms of computational e ort. The
first such approach considers a multiobjective formulation. Convergence
back to the safe set of operation is ensured via the introduction of a
PCBF decrease constraint, while allowing to minimize a general primary
objective. The second approach leverages an approximation of the
PCBF through a supervised learning approach. Through a principled
closed-loop analysis of the proposed approximation-based algorithm,
stability results can be recovered despite possible approximation errors.
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1.1 Contributions & Thesis Structure

In this section, we provide an exposition of thesis structure and its
contributions. The publications, on which this thesis is based, are
provided in Section 1.2. The thesis consists of two parts. Part I,
where we consider a specific performance metric in an optimal control
problem and Part 11, where we propose predictive safety and recovery
mechanisms, which can be employed in terms of a safety filter or general
cost functions.

1.1.1 Prologue

In Chapter 2, we provide a brief overview of concepts in control theory
relevant to this thesis. We formulate the constrained robust optimal
control problem, which is the focus in this thesis. Special cases of this
optimal control problem are discussed and we detail existing results in
set invariance and system stability. Finally, we present model predictive
control, learning-based control and the predictive control barrier function
algorithm.

1.1.2 Partl

The first part, consisting of Chapter 3 and summarizing the results
in [P1, P2], considers the generalized dynamic regret minimization
problem. We propose an optimization-based controller synthesis method
for the special case of dynamic regret minimization, as well as for the
general case. The resulting optimization problem is formulated as a semi-
definite program, allowing to compute the regret optimal controllers in
polynomial time. The synthesis leverages knowledge of the initial state
of the system and is provided for disturbances with bounded energy.
We additionally consider the case of known disturbance energy bounds
with respect to every time step, formulating a similar optimization
problem. We show that its solution achieves at most as much regret as
for the bounded energy solution. The proposed synthesis problem in
this case can lead to suboptimal solutions and we analyze the possible
suboptimality, achieving a constant lower bound. Due to the formulation
as an optimization problem, state and input constraints can directly be
introduced in the controller design.
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1.1.3 Part il

The second part consists of predictive optimization-based methods
to ensure constraint satisfaction and recover systems from constraint
violations.

Chapter 4

Chapter 4 summarizes the work in [P3] and considers predictive safety
filters for systems subject to exogenous disturbances and parametric
uncertainties. We leverage parameter estimation methods in order to
update the system model during online operation. This allows retaining
theoretical guarantees such as closed-loop constraint satisfaction under
the proposed safety filter formulation. Additionally, we show how
the terminal set of the predictive safety filter can be enlarged from
previous solutions to the optimization problem. The terminal set is a
crucial design element in model predictive control based methods and
governs which states are considered safe for the considered prediction
horizon. Thereby, this enlargement can lead to considerable reduction
in conservativeness.

Chapter 5

In this chapter, we summarize the work in [P5, Section 1V] and [P7,
Section 4] on predictive recovery mechanisms. We first provide a the-
oretical relation between di erent definitions of discrete-time control
barrier functions, allowing an analysis of the closed-loop properties of
the predictive control barrier function algorithm in [41] if the closed-loop
system is subject to disturbances. Finally, we provide a design method
for the optimization problem, allowing to ensure robust stability of a
safe set of operation.

Chapter 6

Chapter 6 considers multiobjective approaches to ensure closed-loop
stability, summarizing the work in [P6] and [P7, Sections 5 and 6.1].
Given a primary control objective, a desired stability property is enforced
using a decrease constraint of an implicitly defined Lyapunov function.
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The formulation is designed to ensure input-to-state stability of a target
point in the state space with respect to exogenous disturbances. We then
generalize setpoint stability using the robust predictive control barrier
function in Chapter 5 in order to guarantee robust stability of a control
invariant set subset of a desired target set. Through the introduction
of a tunable hyperparameter, the required decrease can be relaxed
while retaining theoretical guarantees, allowing for an improved primary
objective minimization compared to the robust predictive control barrier
function.

Chapter 7

Chapter 7 proposes a supervised learning method to approximate the
predictive control barrier function, summarizing the work in [P4] and
[P5, Sections V and VI.1]. As the predictive control barrier function is
implicitly defined through the optimal value function of an optimization
problem, labeled data in the state space can be collected. We propose a
geometric sampling method, which leverages continuity properties of this
value function, allowing to e ciently warmstart solvers during sampling.
By having access to an explicit approximation of the predictive control
barrier function, a recovery mechanism with a single decrease constraint
is proposed, achieving a formulation which is independent of the initial
prediction horizon. The proposed method enjoys the same theoretical
guarantees as the predictive control barrier function algorithm when no
approximation errors are present and an input-to-state stability result
with respect to possible approximation errors is established.

Chapter 8

Finally, in Chapter 8, we showcase some of the proposed methods
in autonomous vehicle examples, partially building on the work in
[P5, Section VI.B] and [P7, Section 6.2]. We consider lane changing
and obstacle avoidance scenarios in simulation and present preliminary
hardware experiments for the lane keeping problem.
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1.1.4

Epilogue

The epilogue consists of a conclusion of the thesis and we discuss possible
future research directions in Chapter 10.
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CHAPTER 2

Preliminaries and Problem Formulation

In this chapter, we present the preliminaries which are relevant to this
thesis and state the research questions which we aim to address. Note
that the preliminaries are an exposition of prior work upon which the
contributions in this thesis are built upon and are in no means a complete
literature review. We refer to the related work sections in the introduction
of each chapter in Parts | and Il for a more extensive literature review.

2.1 The Constrained Optimal Control Problem

In this thesis, we consider nonlinear, discrete-time dynamical systems
of the form
Xi+1 = F(Xk, Uk, Wk; 6), (2.1

where xx  R"™ denotes the state of the system at time step k, ux R™
denotes the control input, wx ~ RP is an unknown exogenous disturbance
and 6 RY is an unknown parameter of the system. The exogenous
disturbance and the unknown parameter are assumed to lie in known
sets, i.e, wg W RPand® ©p RY. We consider the full infor-
mation case, i.e., the entire state xyx is measured at every time step,
which for practical systems is typically achieved using state estimation
algorithms based on partial information measurements of the state that
may additionally be subject to measurement noise. Additionally, we
assume that there is a ground truth parameter 6 which describes the
system dynamics but it may be unknown. Such parameters can arise,
from, e.g., an unknown package weight in drone delivery or friction
parameters for an autonomous vehicle in unknown road conditions.

Remark 2.1. In the scope of this thesis, the considered system dynamics
might be given in a slight abuse of notation without explicit dependence
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on the disturbance if a nominal system is considered, i.e., it holds that
wy = 0 for all k = 0, without dependence on a parameter 8 if the system
parameters are known, i.e., if ©q is a singleton, or without dependence
of uk if the system is autonomous.

We consider systems subject to state and input constraints of the form

Xk X R" k=0,

2.2
ue U R™ k=0 (2:2)

Such constraints typically arise in control systems as the inputs that
can be applied to the system cannot be arbitrarily large due to actuator
limitations such as, e.g., maximal torque of a motor in a robot joint or
maximal thrust applied by a rocket engine, resulting in a set of admissible
inputs which is typically compact. In many applications, constraints on
the system state naturally arise due to the environment these systems
are operated in. State constraints can also result from regulatory
requirements such as, e.g., a speed limit of autonomous vehicles on a
highway, performance requirements, such as, e.g., a maximum allowed
change in acceleration for passenger comfort, or they can be of safety-
critical nature. In safety-critical scenarios, constraint violations can lead
to catastrophic failure of the system, such as, e.g., obstacles that need
to be avoided for any robotic system or an allowed flight corridor for a
rocket takeo . Such state constraints need not necessarily be compact,
but for theoretical analysis of the closed-loop system, compactness can
be a key factor for establishing local safety and stability of the system.
For unbounded states, an arbitrarily large constraint can be imposed in
order to achieve compactness, an assumption which is made in parts of
this thesis.

The aim of optimal control methods is generally to compute control
inputs uyk at every time step given the current state Xy, such that in
closed-loop, a performance metric is minimized. This performance metric
can, e.g., represent a cost which aims to achieve stability of a setpoint
of a system and thereby depend on the system state and input or be
of economic nature, optimizing the cost of operation of a system. In
general, such a cost can depend on some additional parameter, denoted
pk R, which is possibly only available at a given time step k. We
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denote the performance metric as J(X, u, p) where X, u and p denote
the sequences of states, inputs and parameters over the task horizon
T N {0}, respectively, which allows formalizing the constrained
robust optimal control problem (CROCP) at an initial state xq as

min max J (%o, Ug,
Xo,Uo Wo Wp,00 Og ( 0 >0 p)

st. k=0,...,T —1,

*ojo = Xo, (2.3)
Xk+1j0 = F(Xkjo, Ukjo, Wkjo; Do),

Xko X, wWo Wop, 6o Oo,

Ugo U, wog Wqo, 6 ©Op.

The disturbances wy as well as the possibly unknown parameter 6, which
determine the true trajectory of states Xy, are typically not known ahead
of time. Therefore, the worst-case cost over a set Wy of disturbance
sequences and over the set of parameters @y is minimized and the
input as well as the state constraints should be satisfied for all possible
realizations of the disturbances wy and parameter 8.

2.2 Special Cases of Constrained Optimal Control
Problems

A special case of the constrained optimal control problem in (2.3) widely
used in control applications is the unconstrained linear quadratic reg-
ulation problem, dating back to [44]. Here, the system is given as a
nominal linear di erence equation

Xk+1 = AxXk + Brug + wy. (2.4)

The cost, which is minimized in (2.3), is given by a quadratic state and
input penalty, i.e.

J(Xo, U0, P) = X40QkXkjo + UyjoRkUkjo
k=0

for symmetric positive (semi-)definite weight matrices Qx  ST™" and
Rk ST3". The well-known solution to the linear quadratic regulation
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problem when the disturbance wy = 0 for all k = 0 is given by the linear
state feedback controller

Uk = —(Rk + By Pk+1Bk) 7' By Prr1AkXk,

where Py.1 is recursively computed through a discrete-time Riccati
equation, see, e.g., [24]. Note that the solution for the H, problem, i.e.,
minimizing the expected value of the cost for disturbances wx N (0, 2)
which are sampled from a zero mean Gaussian distribution, is equivalent.

Another special case which has seen successful practical application is the
Hoo optimal control problem, see, e.g., [24], which instead of considering
a Gaussian disturbance as in the Hy problem, considers an adversarial
bounded ¢-energy disturbance, where § :={w RPT |w w < w}.
Given the linear dynamics (2.4), the aim is to minimize the worst-case
cost, i.e.,

max J(Xo, Uo, P) = max Xij0QXko + U oRUkjo.
2 2 k=0

In this case, the optimal controller and cost-to-go can be computed
through a Riccati recursion either using a bisection over a Ho, perfor-
mance level, see, e.g., [24], or via semi-definite programming (SDP), see,
e.g., [37].

While both of these classical control synthesis methods have solutions
which can be computed o ine, they are both tailored to their assump-
tions of what type of disturbance is present in the control system. The
H, optimal controller e ectively minimizes the incurred cost if the sys-
tem is subject to no (or zero mean) disturbances and can therefore be
overly optimistic. The Ho optimal controller minimizes the maximal
possible cost that can be incurred and can therefore be overly pessimistic
if the disturbance is not truly adversarial.
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2.3 Set Invariance

For constrained optimal control problems, set invariance is a key concept
for guaranteeing constraint satisfaction over long or possibly infinite
task horizons. A set in the state space is positively invariant if it holds
that for a given state within this set, the state evolution stays within
this set for all times forward. Thereby, if the state remains over the task
horizon within an invariant set, which is subset of the state constraints,
constraint satisfaction can be guaranteed for all times. In the follow-
ing, we use and adapt definitions from [45] to characterize set invariance.

Definition 2.2 (Positively Invariant (PI) Set).
Aset C R" is said to be positively invariant for a system of the form

Xk+1 = F (Xk)

if for all xo C the state xx, C for k > 0.

Given a controlled system of the form xyx+1 = F(Xk, Ux), a set C can
be positively invariant under a feedback law ux = m(xy), i.e., for the
system Xi+1 = F(Xk, T(Xk)).

Definition 2.3 (Robustly Positively Invariant (RPI) Set).
Aset C R" is said to be robustly positively invariant for a system of
the form

Xi+1 = F(Xk, Wk; 6)

ifforall xo C,allwe W andall® ©Og the state x, C for k > 0.

Although the classical definition in [45] does not explicitly consider
a parametric uncertainty, such parametric uncertainties can also be
incorporated in a general disturbance wy. However, as we assume an
underlying true parameter governing the system dynamics, an explicit
distinction is useful due to the possibility of estimating the parameter 6
from online data.

Definition 2.4 (Robustly Positively Control Invariant (RPCI) Set).
A set C R" is said to be robustly positively control invariant for a
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system of the form

Xi+1 = F(Xk, Uk, Wk; 6)

if forall xo C,allwy W andall® g, there exist inputsux U
such that the state xx C for k > 0.

Given the di erent definitions for invariance, we note that in the consid-
ered discrete-time formulation, the invariance condition can be rewritten
as an inclusion condition as considered in [45, Section 3.2], which we
formalize for the RPCI case as follows:

X C u, such that f(x,u,w;8) C w W, 8 0. (2.5)

Clearly, if for any state xx  C there exists an input such that xx+; C
for all disturbances and parameter realizations, there exist inputs such
that xx, Cforallk=0if xo C.

Given that we consider constrained optimal control problems in this
thesis, the largest possible RPCI set is of particular interest, such as
similarly defined in, e.g., [28].

Definition 2.5 (Maximal RPCI Set).
A set C X is said to be maximal robustly positively control invariant
for a system of the form

Xi+1 = F(Xk, Uk, Wi; 6)

if C contains all xo X, such that for all w, W and all 6 O, there
exists inputs ux U such that the solution xx C for k > 0.

Compared to the previous definitions, the maximal RPCI set is defined
as a subset of the state constraints X and contains all states x for which
the state trajectory remains within C for all times. Conversely, if a state
Xo / C, there does not exist an input sequence u that satisfies xx X
for all k > 0, which in turn implies that an optimal solution %, of (2.3)
must lie within the maximal RPCI set C in the infinite horizon case.
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2.4 Stability

Another fundamental concept in the control of dynamical systems is
stability. For tasks such as regulation of a system to a desired equilib-
rium, closed-loop asymptotic stability is the gold standard of ensuring
that for any initial condition of the system, the system remains in a
neighborhood of the equilibrium and eventually converges to it. We
refer to [25, Appendix B] for an extensive overview of stability as well
as Lyapunov definitions and results, which we summarize in this section
for the sake of self-containment. Formally, asymptotic stability of a
nominal system can be defined as in [25, Definitions B.7], where the
equilibrium is given as the origin of the system, i.e., x = 0.

Definition 2.6 (Asymptotic Stability).
Consider a dynamical system xx+1 = T(Xx). The origin is asymptotically
stable in a closed positively invariant set D if it holds that for all X, D,

1. >0, 0=>0: X0 <6 k=>0: xx <,

2. n>0suchthat X; <n:limg_o Xk =0.

Another definition of asymptotic stability relies on so-called comparison
functions. These comparison functions provide a simple and elegant
method for considering stability and robustness guarantees and have
well-established properties, see, e.g., [46] for a collection of results. In
this work, we consider the following comparison functions as defined in
[25, Definition B.3].

Definition 2.7 (Class K).
A function a : R=¢p —» Rx¢ belongs to class K if it is continuous, strictly
increasing and a(0) = 0.

Definition 2.8 (Class Ke).
A function a : Ry - Rxp belongs to class Ko, if it is continuous,
strictly increasing, a(0) =0 and lims_, o 0(S) = co.

Definition 2.9 (Class KL).
A function B : R=g X N - R=g belongs to class KL if it is continuous,
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and for each k = 0, B(:, k) belongs to class K and for each s =0, B(s, )
is non-increasing and satisfies limy _, - B(s, k) = 0.

The considered comparison functions give rise to the asymptotic stability
definition in [25, Definition B.8]. Note that when considering global
asymptotic stability, the comparison function definition is equivalent
to Definition 2.6 if the system dynamics are continuous, see, e.g., [25,
Proposition B.11].

Definition 2.10 (Asymptotic Stability - Class KL).

Consider a dynamical system xx+1 = f(Xx). The origin is asymptotically
stable in a closed positively invariant set D if there exists KL such
that for all xo D,

Xk =B( %o ,k) k=0.

Typically, in order to show asymptotic stability of the origin of a dy-
namical system, Lyapunov theory is employed. By showing existence of
a positive definite function over a region of the state space, whose value
decreases at every time step, it holds that the origin of the system is
asymptotically stable. Formally, a Lyapunov function can be defined
using the comparison functions as done in [25, Definition B.12].

Definition 2.11 (Lyapunov Function - Class K).

Consider a dynamical system xx+1 = f(Xx) with f continuous. A
function V : D - R is said to be a Lyapunov function in the closed
positively invariant set D if there exist a;, 0, Ko and az K, such
that for all x D, it holds that

ar( x)sVX =ax( x), (2.6a)
VEFX)—VX <—az( x). (2.6b)

Given the existence of a Lyapunov function, it holds that the origin of
the system is asymptotically stable as shown in [25, Theorem B.18].



Preliminaries 25

Theorem 2.12. Consider a dynamical system Xx+1 = F(Xxx) with f
continuous. The origin is asymptotically stable in a closed positively
invariant set D if there exists a Lyapunov function V according to
Definition 2.11.

A major advantage of the considered comparison function definition of
global asymptotic stability and a Lyapunov function is its extension
to dynamical systems which are subject to an exogenous disturbance.
Consider a stable dynamical system with a persistent additive distur-
bance. In this case, even if the system reaches the equilibrium point at
some time step k, it will in general not remain at the origin if wy = 0.
Therefore, there is a need to consider stability of systems with respect
to exogenous disturbances, for which we leverage the notion of input-to-
state stability (I1SS) in [25, Definition B.45].

Definition 2.13 (Input-to-State Stability (ISS)).

Consider a dynamical system of the form Xyx+1 = F(Xk, Wk) withw, W,
where W is compact and contains the origin. The system is input-to-
state stable in a closed robustly positively invariant set D if there exist
B KL and o K, such that for all xq D and all disturbance
sequences Wi = {Wp,...,Wk—1} with w; W i=0, it holds that

Xk =B( %o ,K)+0( wk ),

where Wy = SUPj=i_1 Wi -

If a system is ISS, it holds that the system state, rather than converging
to the origin as in the nominal case, will converge to a region around the
origin, whose size is determined by the magnitude of the encountered
disturbance sequence. Similarly to the nominal case, an ISS Lyapunov
function can be defined as done in [25, Definition B.46].

Definition 2.14 (ISS Lyapunov Function).

Consider a dynamical system Xx+1 = F(Xk,wk). A functionV : D - R
is said to be an ISS Lyapunov function in the closed robustly positively
invariant set D if there exist a1,05,03 Ko and ¢ K, such that
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X D,w W, it holds that

a(x)sVX =ax( x), (2.7a)
VEFXW)—V(X)<—az( x )+a( w). (2.7b)

The relationship of the existence of an ISS Lyapunov function and ISS
of the system is given in [25, Lemma B.47].

Lemma 2.15. Consider a dynamical system xy+1 = (X, wg) with f
continuous and wx W, where W is compact and contains the origin.
The system is ISS in a closed robustly positively invariant set D if
there exists a continuous ISS Lyapunov function V in D according to
Definition 2.14.

Remark 2.16. While the definitions for stability and Lyapunov func-
tions in this section are given with respect to some region D, the global
definitions follow for D = R".

2.5 Model Predictive Control

While the unconstrained linear quadratic optimal control problem admits
explicit ways of computing an optimal solution, this is in general not the
case for arbitrary nonlinear dynamics and costs as well as constrained
problems. A popular approach to approximating the constrained optimal
control problem is model predictive control (MPC), which relies on
solving constrained optimal control problems at every time step. As
the task horizon in (2.3) can be prohibitively large, or even infinite,
MPC employs a receding horizon strategy, where at every time step an
optimization problem with a prediction horizon N < T is solved. By
integrating an appropriately designed terminal cost on the terminal state
XNk and a terminal set in the optimization problem design, theoretical
guarantees of the control law and the closed-loop behavior of the system
can be established. These guarantees typically include, e.g., that the
optimization problem remains feasible if the problem is feasible at time
step 0, i.e., the problem is recursively feasible, or that the closed-loop
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system is asymptotically stable. Consider a nominal system which is
perfectly known

Xi+1 = F(Xk, Uk),
subject to compact input constraints ux U and state constraints of

the form
Xk X ={x R"|cx(X)=0} k=0, (2.8)

where ¢y : R" - R™< is continuous. The objective is to minimize

T
J(Xo,Uo, P) = I(Xijo, Uijo)-
i=0
In this case, the MPC optimization problem, which is solved at every
time step, and its optimal value function is given by

N—1
Vo (X) = XTEL . I(Xijks Uigk) + e (Xnpk) (2.9a)
st. i=0,...,N—1 (2.9b)
Xolk = Xk, (2.9¢)
Xi+1k = F(Xijjks Uipk), (2.9d)
Xijk X, (2.9¢)
Uik U, (2.9f)
XNk X, (2.99)

and the MPC control law is given by an optimal solution to (2.9), i.e.,
Timpc (Xk) = U k- In order to provide recursive feasibility guarantees,
the following assumption is made on the terminal set X¢.

Assumption 2.17. The set X¢ X is positively invariant according
to Definition 2.2 under a terminal control law 1 : X¢ — U, i.e., for the
system Xi+1 = F(Xk, ¢ (Xk)).

Designing a positively invariant set for general nonlinear systems can
be a challenging problem. Typically, the design relies on the synthe-
sis, through the solution of semi-definite programs or sum-of-squares



28

optimization, see, e.g., [47] and [48], of a local stabilizing control law
and Lyapunov function, of which sublevel sets can be used as terminal
sets. For linear systems with polytopic state and input constraints,
polytopic terminal sets can be constructed typically by synthesizing
a linear stabilizing controller first and then iteratively computing the
maximal positively invariant set, see, e.g., [49]. By using a positively
invariant terminal set, the optimization problem (2.9) can be shown to
be recursively feasible, see, e.g., [25, Proposition 2.10]. This means that
for all states within the admissible set, which is defined as

Fn ={Xk R"]| ug such that (2.9b-g)} (2.10)

a feasible solution to (2.9) exists at f(Xk, Tmpc(Xk)). In other words,
the admissible set is positively invariant under application of MPC.

Theorem 2.18. Let Assumption 2.17 hold. The admissible set Fy is
positively invariant according to Definition 2.2 under the MPC control

law ux = Timpc (Xk).

The proof of recursive feasibility typically relies on using an optimal
solution of (2.9) at time step k and using it to construct a feasible
solution to the optimization problem at the next time step k + 1. This
is achieved by shifting the sequence of inputs, i.e., the candidate input
sequence is given by Tijx+1 = U;,q, for i =0,...,N —2, and using the
terminal control law 1¢, under which Xg is invariant as the last input
OUn—1k+1 = Te(Xnk)- The use of the terminal control law ensures that
the candidate terminal state Xy +1 remains in X¢. As the prediction
model in the MPC optimization problem is equivalent to the true system
dynamics in this nominal case, the states and inputs can be shown to
satisfy the state and input constraints for all time steps k = 0 if the
optimization problem (2.9) is initially feasible at time step k =0, or in
other words, the initial state lies within the admissible set of (2.9), i.e.,
Xo Fn.

A main area of research interest is the regulation task, i.e., the aim of
the constrained optimal control problem (2.3) is to drive the system to
a setpoint, which is commonly chosen as the origin x = 0. In this case,
we assume that it holds that the stage cost | is positive definite with
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respect to the origin x = 0.

Assumption 2.19. The stage cost | is continuous and it holds that
1(0,0) =0 and I(x,u) = oy( x ) forall x R"™ and all u U with
o K. Additionally, it holds that f is continuous and f(0,0) = 0.

Stability of the closed-loop system under the MPC control law can be
guaranteed under suitable design of the terminal ingredients.

Assumption 2.20. The terminal set Xg is compact and 0 int Xg.
Additionally, the terminal cost I¢ : R™ - R is continuous and a Lya-
punov function according to Definition 2.11 in X¢ and it holds for all
X Xg¢ that

le (F(X, £ (X)) — e (X) = —1(X, 11¢ (X)).

Under these design considerations, asymptotic stability of the origin for
the closed-loop system under the MPC control law ui = Ug,, where ug,
is an optimal solution of (2.9), can be shown, see, e.g., [25, Theorem
2.19].

Theorem 2.21. Let Assumptions 2.17, 2.19 and 2.20 hold. The optimal
value function V  of the MPC optimization problem (2.9) is a Lyapunov
function according to Definition 2.11 in the admissible set Fyn and the
origin is asymptotically stable in Fy for the closed-loop system under
application of ux = Ugy» @n optimal solution of (2.9).

While model predictive control allows for solving control problems for
nonlinear constrained systems, it relies on an accurate prediction model
for theoretical guarantees such as recursive feasibility and asymptotic
stability of the origin in a regulation task. In practice, accurate system
models may be di cult to obtain, as unexpected disturbances, model
inaccuracies or other sources of error such as sensor noise or state es-
timation errors can a ect the system. Wind gusts during a quadrotor
flight or di erent road conditions in automotive applications can heavily
influence the state evolution during operation, which can lead to infea-
sibility of the MPC optimization problem (2.9). Therefore, di erent
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approaches have been developed to address these possible issues. In the
remainder of this chapter, we will briefly summarize a soft constrained
optimization problem formulation. Additionally, we showcase what
theoretical guarantees can be shown when using nominal MPC in case
the closed-loop system is experiencing exogenous disturbances. Finally,
we summarize two reformulations of the MPC problem to provide robust
guarantees by design.

Soft Constrained Model Predictive Control

In order to address the issue of a disturbance resulting in a state for which
(2.9) is infeasible, i.e., xx / Fn, the state and terminal constraints can
be reformulated as soft constraints, see, e.g., [42]. Here, a slack variable
& on the constraint value is introduced, such that the state constraints
are redefined in a soft manner as X(§) = {x R"|cx(X) =&} and
Xe(®) ={x R"|cxs(X) <&}, where we assume that the terminal set
is defined by a continuous function cx ¢ : R™ - R™f. This ensures that
the soft-constrained optimization problem, which is defined as follows,
is feasible for all x, R":

N—1
min I (Xijks Uigk) + e (X)) + e (Ex)
Xk, Uk, €k i=0
st. i=0,...,N—1,
Xolk = Xk, (211)

Xi+1k = F(Xijk, Uijk),

Xik Xk & =0,
Uik U,

XNk Xe(Enpk)s Enpk = 0.

In order to prevent solutions that unnecessarily violate the state con-
straints, a penalty lg is introduced in the cost function, which penalizes
the magnitude of the slack variables. Under suitable design of this
additional penalty, it can be shown that if (2.9) is feasible, the optimal
solution of (2.11) is equivalent to the optimal solution of (2.9), see, e.g.,
[42, Theorem 1].
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Theorem 2.22. Let I5(§) = p & for any norm. It holds that if
p> A p, i.e., the dual norm of the optimal Lagrangian multipliers of
(2.11), and x  Fy, the optimal solution of (2.9) is optimal for (2.11).

However, this so-called exact penalty formulation does not necessarily
guarantee that if the state x / Fy, it will converge back to the admissible
set. In order to provide such convergence guarantees of the closed-
loop system, di erent designs of the optimization problem have to
be employed. An example is the predictive control barrier function
algorithm in [41], which achieves closed-loop asymptotic stability of
a subset of the originally admissible set through the solution of two
optimization problems. A summary of this method is provided in
Section 2.8.

Inherent Robustness of Nominal Model Predictive Control

While the soft constrained MPC formulation (2.11) provides feasibility
guarantees of the optimization problem even in the presence of distur-
bances, it is also possible to analyze the closed-loop stability properties
of the nominal MPC (2.9) under persistent disturbances. Notably, it
was shown in [50, Theorem 4] that if the optimal value function V (X)
of (2.9) is uniformly continuous, it holds that the closed-loop system is
ISS.

Theorem 2.23. Consider the uniformly continuous system dynamics
Xk+1 = F(Xk, Uk, W) with an exogenous disturbance wy ~ W, where
W is compact and contains the origin. If the nominal system zy,+; =
T (zk, Vk, 0) admits a uniformly continuous Lyapunov function according
to Definition 2.11, then the system subject to the exogenous disturbance
is ISS in an RPI set E,  Fy according to Definition 2.13.

Robust Model Predictive Control

While the result in Theorem 2.23 implies local ISS in some RPI set
Er Fn, this RPI set can be di cult to compute, as it does not com-
monly hold that the admissible set Fy of the nominal MPC is robustly
invariant. It is therefore desirable to provide a control method which
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explicitly considers the disturbances in its design. In the context of
MPC, robust design methods exist, which consider all possible distur-
bance realizations within a compact set in the state prediction to ensure
that all these realizations satisfy state and input constraints. In the
context of this thesis, we consider two approaches, which both have their
respective advantages. Both approaches consider two dynamical system
descriptions, the disturbed, true system xy+1 = f(Xk, Uk, Wk), where
wx W and a nominal system, which is not subject to disturbances
and will be denoted as

Zk+1 = f(Zk,Vk,O), (2.12)

where zx  R" is a surrogate nominal state and vy R™ is a nominal
input. Given this nominal model, the basic idea of robust MPC methods
is to tighten the constraints X and U, which are imposed on the nominal
state and input in the optimization problem to ensure, that for all
disturbance realizations, the true state and input satisfies the actual
constraints. Typically, this is achieved through a feedback controller on
the error between the nominal and the true system state. By defining
the error as ex = Xk — z, these methods make use of a continuous error
feedback law k : R™ - R™ to ensure that the deviation of the true
system state from the predicted nominal system remains small and a
bound can be computed.

The first robust MPC method we consider was originally proposed
in [51] for linear systems and we present it for general continuous
nonlinear systems, as similarly done in [50]. The method relies on the
computation of disturbance reachable sets, which contain all possible
system realizations across the prediction horizon. These sets are denoted
as Ej, typically with Eqg = {0}, and must satisfy the following inclusion
property under the error feedback k:

€i Ej €i+1 Ei+1 zi X, Vi U, wi W. (2.13)

If such disturbance reachable sets E; can be computed, the corresponding
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robust MPC optimization problem is given by

N—1

min 1(Zijk» Vi) + le(Zngk)
i=0

st. i=0,...,N—1,

Zojk = X (2.14)
Zi+1k = F(Zij, Vi, 0),

Zik X Ej,

Vik U K(Ei),

Znk X Ene

Compared to the nominal MPC in (2.9), the set X¢ is required to be
RPI according to Definition 2.3 under the feedback law k(xx). The
design of the sets E; is typically either performed explicitly, such as, e.g.,
in the linear system case in [51], or for nonlinear systems, e.g., through
synthesis of incremental Lyapunov functions in [52, 53].

In terms of stability when considering regulation tasks, these robust
MPC methods typically achieve ISS within the admissible set of the
optimization problem, see, e.g. [50, Theorem 5], rather than in some
RPI subset of the admissible set as in the nominal MPC case, achieving
robustness by design of the optimization problem.

Theorem 2.24. Let Assumptions 2.17, 2.19 and 2.20 hold and let X¢
be robustly positively invariant according to Definition 2.3 under m¢ for
all w W, which is compact and contains the origin. Additionally, let
T, me, I¢ and | be uniformly continuous. If E; satisfy (2.13) for k = T,
then it holds that the admissible set Fy of (2.14) is RPI according to
Definition 2.3 under the control law ux = v, and the closed-loop system
is ISS in Fy.

The second robust MPC method we consider works in a similar fashion
as the MPC in (2.14), by tightening the constraints such that the con-
straints are satisfied for all possible disturbance realizations. Instead
of employing sets Ej, a single set E which is RPI according to Defini-
tion 2.3 under some continuous error feedback K is used to tighten the
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constraints. Such methods using an RPI set that contains the error in
the prediction horizon have been used in [43] for linear systems and in
[53, 54] for nonlinear systems and are given as

N—1
min 1(Zijk» Vi) + e (Zngi)

st. i=0,...,N—1,

Xk  {zok} E, (2.15)
Zi+1k = F(Zij, Vi, 0),

Zix X E,

Vik U K(E),

ZN|k X¢.

Compared to (2.14), the initial state zy in (2.15) is an optimization
variable which only needs to ensure that the initial error X, —zo is con-
tained within the RPI set E. Additionally, the terminal set X¢g X E
is only required to be PI, rather than RPI in (2.14), and the disturbance
therefore does not need to be considered in its synthesis. The theoretical
guarantees of employing this robust MPC method are given as follows,
see, e.g., [63, Theorem 3]:

Theorem 2.25. Let Assumptions 2.17, 2.19 and 2.20 hold and ad-
ditionally let X¢ X E and me(X¢) U K(E). It holds that the
admissible set Fy of (2.15) is RPI according to Definition 2.3 under the
control law uyx = vy + K(Xk — zO|k) and the closed-loop system satisfies

limy . oo Xk {O} E.

2.6 Learning in Constrained Optimal Control Prob-
lems

For systems with limited computational resources, control tasks with
very sparse costs or models which are large and complex to derive, model
predictive control can be challenging to apply. This motivates the use
of learning methods to synthesize control laws to approach optimal
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control problems, such as, e.g., deep reinforcement learning for which an
overview is provided in [55] or online optimization, see, e.g., [33] for an
introduction. In deep reinforcement learning, a policy parameterized by
a deep neural network can be updated, e.g., by collecting samples using
Monte Carlo methods to estimate a gradient of the expected return in
[56]. While a rich literature of methods exists for synthesizing a policy
which can be used to achieve a desired task, ensuring the satisfaction
of safety-critical constraints is still a challenging task, often addressed
within the framework of constrained Markov decision problems, see, e.g.,
[57].

Compared to most reinforcement learning algorithms, which synthesize
a control policy o ine, online optimization uses a di erent approach. By
collecting data of, e.g., exogenous disturbances or a possibly adversarial
cost, online, the employed causal controller is updated during operation
of the system, typically using gradient descent updates, allowing to
learn an optimal controller for the disturbance realization that was
actually encountered during operation. In order to show that an optimal
controller is learned, the cost incurred by a given algorithm is compared
to the optimal cost that could have been achieved by a policy in some
class I, had all the encountered disturbances been known in advance.
The considered metric is given by either the di erence denoted the
regret of an algorithm or the ratio denoted the competitive ratio. The
worst-case regret is then defined as

R(Xo, Uo) = max J(Xo, Uo) — MinJ (Xo, M(Xo, W)) (2.16)

where the inputs minimizing the counterfactual cost have access to all
past and future disturbances in a non-causal manner. The considered
optimal benchmark policy can be restricted to a class of policies, such
as, e.g., linear feedback controllers or disturbance feedback controllers,
in the policy regret case, or any given input sequence in the dynamic
regret case. The worst-case competitive ratio is defined as

B J (Xo, Uo)
CR(0. Uo) = a3 (¢, (X0, W))

(2.17)

By showing that the regret of an algorithm is sublinear with respect
to the task horizon T or that the competitive ratio is bounded by a
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constant for all T, it follows that the proposed algorithm learns the
optimal benchmark policy. Clearly, if the regret is sublinear (or the
competitive ratio constant), it holds that the average regret approaches
0 in the limit as

. R(Xo,up) _ . o(T) _
TILmoo T TILmoo T T 0.

Online learning has been applied to the unconstrained linear quadratic
case, achieving, e.g., logarithmic policy regret in [58] by using an online
Newton step update. However, a more pronounced parallel to the special
cases in Section 2.2 can be established. As shown in [35] and [36], an
explicit solution exists to the dynamic regret optimization problem in the
finite horizon case and for the infinite horizon case in [59]. The solutions
can be computed similarly to the H., optimal controller through a
Riccati recursion and bisection over a performance level (or additional
Lyapunov equations in the infinite horizon case). Compared to the
optimal Hy or Ho, controller, the regret and competitive ratio optimal
controllers have been shown to not su er from an overly optimistic or
pessimistic behavior. In fact, the given metrics allow for closely matching
the behavior of the optimal non-causal controller. By obtaining a bound
on the di erence or ratio of the incurred cost compared to the optimal
benchmark control sequence, the cost will be at most a given constant or
multiplicative factor above the best possible cost that could have been
achieved. Thereby, if the disturbance is such that the optimal non-causal
control sequence achieves a low cost, the cost of the regret or competitive
ratio optimal controllers will also be low, and if the disturbance is such
that only a high cost is possible, the cost will only di er by the computed
bound. In this sense, the regret and competitive ratio optimal controllers
can adapt even to situations where the disturbance is close to zero during
part of the control task and then switches to an adversarial behavior.
The main limitation of these explicit solutions to the dynamic regret and
competitive ratio problems is the fact that they rely on the system to
be unconstrained. The backwards recursions used to derive the optimal
disturbance feedback laws consider only minimizing the cost-to-go of
the system and explicitly considering state or input constraints in the
derivation is a challenging problem, especially when accounting for
possible disturbances.
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2.7 Safety Filter

While learning methods have become popular to tackle complex opti-
mal control problems, obtaining a control policy which satisfies state
constraints in closed-loop can be a challenging problem. Therefore,
safety filters have been proposed as a modular framework which enables
certifying, and if necessary modifying, any control input such that safety
in terms of constraint satisfaction can be guaranteed, see, e.g., [28] for an
extensive overview. The filters are designed to be agnostic with respect
to the main control performance goal and therefore aim to minimize,
given the current state xy, the distance between the proposed input
Up,k and the filtered input ux which is applied to the system, i.e., in the
nominal case

J(X,U,p) = Ugk —Upk - (2.18)

Thereby, safety filters are suitable tools to enhance the safety properties
of various systems. The filters can be used to augment any performance
controller, i.e., not only in learning-based control methods, but also to
support, e.g., human agents operating any system. A block diagram of
the safety filter is provided in Figure 2.1.

Xk Up,k
System > Performance Controller
A
Uk Y
Safety Filter |«

Figure 2.1: Block diagram of the safety filter. Inputs proposed by the
performance controller are filtered such that constraint satisfaction can
be guaranteed for the closed-loop system.

Safety filters rely on the set invariance properties discussed in Chapter 2.3
in order to provide constraint satisfaction guarantees. Typically, the
proposed performance control inputs are modified in order to guarantee
that the state remains in a control invariant set, also denoted as a safe
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set. We consider two approaches discussed extensively in [28] which
allow to characterize safe sets, predictive safety filters and control barrier
functions.

Predictive Safety Filter

Predictive safety filters, proposed in [31], employ model predictive
control (MPC) techniques, as discussed in Chapter 2.5, in order to
implicitly define a control invariant set through an online predictive
optimization problem. By providing recursive feasibility guarantees
through the design of the optimization problem, it follows that the
admissible set is invariant. The optimization problem which is solved at
every time step is given by

min U0|k - Up,k
Xk, Uk

st. i=0,...,N—1,
Xolk = Xk,
Xi+1k = F(Xijk, Uijk), (2.19)
Xik X,
Uk U,
XNk X¢.

The optimization problem (2.19) di ers from the MPC optimization
(2.9) only in the cost. Instead of directly considering a control objective
of the system, the predictive safety filter only aims to match the first
input in the prediction horizon ug to the proposed performance input
Up k. If for the input up ik a trajectory exists that reaches the terminal
set X¢ in N time steps, this input is optimal for the given cost and will
be applied to the system. Clearly, the predictive safety filter recovers the
recursive feasibility guarantees of (2.9) through appropriate design of
the terminal set in Assumption 2.17 and extensions to explicitly consider
disturbances as summarized in Section 2.5 can also be applied.

Control Barrier Functions

The second type of safety filters we consider is defined using control bar-
rier functions (CBFs), see, e.g., [30] for an overview for continuous time
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systems. CBFs aim to alleviate the computational restrictions faced, e.g.,
by computing the maximal control invariant set using Hamilton-Jacobi
reachability analysis, which is reviewed in [29, 60]. This is achieved by
explicitly computing, potentially smaller, control invariant sets through
either expert knowledge or more scalable computational methods, such as
semi-definite programming or sum-of-squares optimization, see, e.g., [61].
In this thesis, we consider discrete-time CBFs, which were proposed
in, e.g., [62]. We consider the following comparison function definition,
which has close relations to, e.g., the continuous-time formulation in [30]:

Definition 2.26 (Control barrier function (CBF) - Class K).
A function h: D - R is a discrete-time control barrier function with
safe set S={x R"|h(x) =0} D if the following hold:

1. S, D are compact and non-empty sets,
2. 01,02 K, suchthat a;( X s) =h(X) =o0( X s),
3. a3z K such that

Inf {h(f(x,u)| F(x,u) D} —h(x) =—as( X s)

Remark 2.27. In [25, Appendix B.39], a function h which fulfills
Definition 2.26 is said to be a control Lyapunov function, however in the
scope of this thesis we distinguish between a control Lyapunov function
as a function which fulfills Definition 2.26 with S = {0} and a CBF
with a general compact set S.

Given a control barrier function according to Definition 2.26, the safety
filter problem which is solved at every time step is given by
muin U — Upk
st.u U (2.20)
h(f(x,u)) —h(x) = —az( X s)
Compared to the predictive safety filter, the advantage of the CBF-based

safety filter is the fact that only a single decrease constraint (along with
the input constraints) needs to be satisfied. The optimization problem
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can therefore be more e cient to solve, however explicit knowledge of
the CBF h is required. When applying the solution ux = u of (2.20)
in closed-loop, it holds that the set S is invariant and asymptotically
stable within the domain of attraction D due to the Lyapunov-like
properties discussed in [25]. Therefore, CBFs provide a framework that
not only considers safe control within some set S X, but also allows
characterizing how the system can recover from states which are not
within the safe set S.

Finally, notice that according to Definition 2.26, the set S is invariant
through the decrease condition. Therefore, if it holds that S X, the
safe set S can be used as a terminal set in the predictive safety filter
(2.19), such that the safe region is augmented by predicting a trajectory
to the safe set.

2.8 Predictive Control Barrier Functions

Predictive control barrier functions (PCBFs), were originally proposed in
[41] and relate the predictive safety filter framework to the innate ability
of CBFs to stabilize a safe set S within some larger domain of attraction
D. These stability guarantees are maintained while minimizing a primary
safety filter objective and nominal dynamics of the form

Xk+1 = f(Xk, Uk) (2.21)

are considered. In order to achieve the desired system behavior, a
di erent notion of CBFs is used, which enables establishing invariance of
a set S and its stability within some domain of attraction D. Compared
to Definition 2.26, this definition relies on continuity arguments of the
considered CBF function in order to ensure closed-loop stability. The
CBF as well as its decrease are thereby not required to have strictly
increasing lower and upper bounds.

Definition 2.28 (Control Barrier Function - Continuity).
A function h : D - R is a nominal discrete-time control barrier function
with safe set S ={x R"|h(x) <0} D if the following hold:

(1) S,D are compact and non-empty sets,
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(2) h(x) is continuous in D,

(3) Ah:D - R, with Ah continuous and Ah(x) > 0 for all x D\S
such that:

x D\S: JnL{h(f(x, u)) | f(x,u) D} —h(x) = —Ah(x),
X S JnB h(f(x,u)) <0.

The aim in [41] is to use a predictive control method to enhance an
explicit, possibly conservative, CBF h¢ for a nominal system such that
a primary objective can be optimized. This is achieved by showing that
its proposed control strategy implies the existence of a CBF, such that
aset Spg S ={x R" ] hg(x) =0} is invariant and asymptotically
stable within a larger domain Dpg D¢ :={X R" | hg(X) <y} for
some Y Rsg. The method is closely related to the soft constrained
MPC formulation in (2.11), but provides theoretical guarantees also if
the state x / Spg. The optimization problem proposed in [41] is then
given by

min - J (X, Uk, Pk) (2.23a)
Xk,Uk
st. i=0,...,N—1,

Xolk = Xk, (2.23b)
Xi+1jk = F(Xijk Uijk)» (2.23c)
Uik U, (2.23d)
Xi|k Yi (E”k), (2.236)
he (Xnjk) < &k (2.23f)

where the input applied to the system at every time step is given by
an optimal solution to the optimization problem (2.23), i.e., ux = U k-
Initialized at the current state xx in (2.23b), a trajectory of states
is predicted according to the system dynamics (2.23c), such that the
corresponding inputs satisfy the required input constraints in (2.23d).
The state constraints enforced on the predicted trajectory in (2.23¢)
are formulated as soft constraints, but are also subject to an additional
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tightening, i.e., Xj(§) = {x R" | cx(X) <& — A;j1}, where it holds
that Aj+1 > Aij=>0=~Ag foralli {1,...,N —1}. This additional
tightening allows establishing asymptotic stability guarantees of the
closed-loop system. Finally, the terminal constraint (2.23f) is stated in
terms of the function hg, which is assumed to be a CBF according to
Definition 2.28.

Assumption 2.29. The function h¢ : D¢ — R with domain D¢ :=
{x R" | hg(X) < y¢}, with y¢ > 0, and corresponding safe set
S¢g = {x R" | heg(x) =0} Xn-1(0) is a CBF according to
Definition 2.28 for the nominal system dynamics (2.21) and is known.

We note that the slack variables &, in the state constraints (2.23¢) and
ENIk in the terminal constraint (2.23f) are not optimization variables in

(2.23), but are precomputed as an optimal solution to another optimiza-
tion problem, which aims to minimize the total constraint violations
over the prediction horizon:

N—1
hpe(x) == min —ardnk+  [l&ill (2.24a)
Xk, Uk, &k i=o
st. i=0,...,N—1,
Xolk = Xk, (2.24b)
Xi+1k = F(Xijk, Uigk), (2.24c)
Ui U, (2.24d)
Xk  Xi(Gip)s 0= &, (2.24¢)
he(Xnk) = Enpks 0 < &Nk (2.24f)

Given this optimization-based slack computation, it is shown in [41],
that the optimal value function of (2.24), i.e., hpg, is a CBF according
to Definition 2.28. Therefore it holds that the set Spg = {x R" |
hpg(X) < 0} is asymptotically stable in an enlarged domain Dpg  Ds.
Furthermore, due to the fact that hpg(Xx) = 0 implies that the predicted
nominal state trajectory does not violate tightened state constraints,
it holds that Spg X. The theoretical result is formalized in [41,
Theorem 111.6] as follows.
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Theorem 2.30. Let Assumption 2.29 be satisfied and let the system
dynamics T : R" x R™ _ R" be continuous. Let the input constraints U
be compact, the function defining the state constraints cx be continuous
and X (&) be compact for all 0 < & < oo. It holds that the minimum
(2.24) exists and if af is chosen su ciently large, then the optimal
value function hpg(Xx) defined in (2.24) is a (predictive) control barrier
function according to Definition 2.28 with domain Dpg := {x R" |
hpe(X) < arys} and safe set Spg ;= {x R" | hpg(x) = 0}.

The PCBF algorithm provides a recovery mechanism for systems which
violate state constraints. Through its asymptotic stability guarantees, it
is shown that the system will converge back to the implicitly defined safe
set Spg. However, the stability guarantees of the algorithm proposed in
[41] are valid only when the prediction model used in the optimization
problems (2.24) and (2.23) is accurate. The analysis of the impact
of possibly persistent exogenous disturbances is non-trivial given the
continuity-based CBF used in Definition 2.28. Additionally, the online
algorithm requires the solution of two predictive optimization problems
during operation, which can be prohibitively expensive if long prediction
horizons are required. Finally, at every time step, the algorithm aims to
find the minimal total constraint violation over the prediction horizon.
This can be conservative with respect to a primary control objective as
the set of feasible inputs in (2.23) can be severely restricted, possibly
consisting of a singular input trajectory, i.e., the corresponding optimal
input sequence of (2.24).

2.9 Problem Formulation

The constrained optimal control problem described in Chapter 2.1 cap-
tures a wide range of tasks, which are relevant in robotics, automotive,
space and other applications. While multiple approaches exist to approx-
imate solutions to the CROCP, constraint satisfaction guarantees are
an integral part of deploying algorithms in safety-critical environments.
Furthermore, if constraint violation does occur, principled recovery
mechanisms are required which ensure that the system state returns to
a safe region of operation. In this thesis, we aim to address the following
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research questions with respect to the CROCP framework:

Q1. Online learning leverages online data of disturbances in order to
provide and update feedback policies to achieve a performance
in terms of regret or competitive ratio of the proposed algorithm.
Can state and input constraints be integrated in the policy design
such that regret optimal controllers can be synthesized and how
does the synthesis in the linear quadratic case relate to classical
control methods such as H, and He, optimal control?

This research question is addressed in Part | of this thesis, where a
semi-definite programming approach is proposed, allowing to synthesize
regret optimal controllers in the linear quadratic case o ine with state
and input constraint satisfaction guarantees.

Q2. Advancements in sensor technology and computing power allow
to collect an increasing amount of data during system operation.
Learning-based control techniques, such as, e.g., online learning
aim to leverage this online data to improve controllers, and possibly
the system model, online. When deploying a predictive safety
filter to a system, can online data also be leveraged to enhance
this modular framework in order to provide better closed-loop
system performance? How can this be achieved in a manner which
is robust with respect to model uncertainties?

The use of online data in order to improve the system model used
for prediction in the safety filter context as well as improving the
optimization problem design by enhancing the terminal set is addressed
in Chapter 4 in Part 11 of this thesis.

Q3. PCBFs provide a principled recovery mechanism in case unex-
pected system disturbances lead to constraint violations. However,
many systems are subject to persistent disturbances or inaccu-
rate model descriptions. What are the properties of applying this
nominal algorithm to a system subject to such disturbances? Addi-
tionally, is possible to leverage robust design methods to explicitly
consider such disturbances in the PCBF framework?
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Q4. When considering general control tasks, stability of the system can
be a secondary requirement. Can we leverage PCBFs to optimize
a primary control objective while still guaranteeing closed-loop
stability of a desired state space region in a predictive optimization
fashion?

Q5. The computational requirements of the PCBF algorithm can hin-
der real-time deployment. Can we leverage learning methods to
provide real-time capable recovery algorithms for autonomous
systems and can they also lead to computationally e cient safety
filters?

These research questions are addressed in Chapters 5, 6 and 7 in Part 11
of this thesis. Robustness properties of the nominal PCBF algorithm
are investigated in an inherent robustness manner and a principled
robust design procedure is proposed. Computationally e cient PCBF
algorithms based on a supervised learning as well as a multiobjective
optimization approach are introduced. Finally, we demonstrate the
e ectiveness of the proposed algorithms in autonomous vehicle scenarios.
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CHAPTER 3

The Generalized Regret Optimal Control
Problem for Safety-Critical Systems

In this part of the thesis, we consider the generalized dynamic regret
minimization for constrained systems subject additive exogenous distur-
bances. We summarize the work published in [P1, P2], investigating
research gquestion Q1.

3.1 Introduction

In recent years, regret minimization has gained popularity as an adaptive
controller performance metric, see, e.g., [35, 58, 63]. The regret of a
system, as defined in (2.16) is characterized through the di erence of
the incurred cost with respect to the optimal cost of a counterfactual
system which has access to all future disturbances. This performance
metric is adaptive in the sense that algorithms which are designed to
minimize regret make use of the observed disturbances and potentially
unknown, adversarial costs in order to adapt their behavior.

In policy regret, the benchmark controller, which the designed algorithm
is compared to, is typically restricted to the class of linear feedback
laws and convex costs are considered, see e.g., [63]. The obtained causal
disturbance feedback policy, which is applied to the system, is updated at
every time step in an online convex optimization manner, using iterative
update methods like gradient descent or Newton’s method given the
observed disturbance and cost. The goal is then to show a sublinear
regret with respect to the task horizon, as is done, e.g., in [58] in the
linear quadratic regulation case or in [64] for nonlinear dynamics. If the
regret is sublinear in the task horizon, the time-averaged cumulative
regret vanishes with increasing task horizon, implying that the proposed
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algorithm learns the optimal benchmark controller in the restricted
policy class.

Another popular notion of regret is that of dynamic regret. As opposed
to policy regret, the benchmark controller which is considered in this
case is not restricted to a policy class and can therefore be given by
any control sequence. Dynamic regret minimization in dynamic systems
was first considered in [35] in the linear quadratic regulation case. A
closed-form solution is derived for the dynamic regret optimal controller
and it is shown that the incurred dynamic regret of the proposed
controller is bounded by a linear factor in the disturbance energy. Note
that, compared to the algorithms typically presented in policy regret
minimization, this implies that the controller which minimizes the
cumulative dynamic regret does not necessarily incur sublinear regret in
the considered task horizon. However, the optimality with respect to the
specified control objective, as well as the possibility to derive the control
law in an 0 ine manner, enables the proposed method to be considered
as an alternative to classical control methods such as H, and H.. control,
as shown, e.g., in [35] and [65]. While these classical methods typically
su er from conservativeness when the disturbance does not match the
underlying assumption, i.e., Gaussian and adversarial, respectively, the
optimal dynamic regret controller is shown to outperform both the H,
and the Ho, controller for many possible disturbance signals due to its
inherently adaptive nature. Similar results are achieved when minimizing
the competitive ratio, which considers the ratio of the costs instead of
the di erence, as shown in [36]. A generalization of the dynamic regret
minimization is considered in [34] and recovers the dynamic regret and
competitive ratio cases, as well as using a problem specific disturbance
weight for the regret bound. The generalized dynamic regret problem
is framed similarly to the Ho, problem, where a performance level is
minimized to bound the worst case incurred generalized regret and allows
computing an explicit control law. The main limitation of such closed-
form solutions lies in not being able to account for additional structure
in the given control task, like additional bounds on the disturbance
signal, state constraints which can be safety-critical or hard actuator
limitations in the inputs.
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Related Work

An algorithm minimizing policy regret with respect to the optimal
non-causal linear feedback controller, which fulfills state and input con-
straints for every disturbance realization, is considered for unknown
system dynamics in [66]. By estimating the model online and updating
a disturbance feedback policy through a quadratic program, sublinear
regret is shown. In [67], online convex optimization is used to minimize
dynamic regret for nominal constrained systems with unknown cost func-
tions, with an extension to systems subject to exogenous disturbances
and measurement noise in [68]. The works in [69] and [70] use online
convex optimization to minimize dynamic regret for systems subject to
state and input constraints with linear and nonlinear dynamics, respec-
tively. Regret minimization is also considered in constrained Markov
decision processes, such as, e.g., using primal dual policy updates to
show sublinear regret in terms of performance and constraint violations
in an episodic setting in [71] and [72].

From a more classical control perspective, a solution for the finite horizon
dynamic regret optimal controller was derived in [35] and for the infinite
horizon case in [59], while a dynamic regret bound of the Ho, controller
is established in [73]. A closed-form solution for the competitive ratio
optimal controller was derived for finite horizon in [36] and the infinite
horizon case was considered in [36] and [34]. Additionally, the generalized
dynamic regret and its solution in an operator-theoretic form are given
in [34] for the infinite horizon case. Similarly, a robust control approach
is used to synthesize regret optimal controllers for uncertain linear time-
invariant systems in [74]. In [65], a semi-definite program (SDP) based
synthesis framework, similar to the method proposed in this chapter, is
provided, which allows deriving the dynamic regret optimal controller
and allows incorporating state and input constraints of the system.
Compared to this work, we consider how knowledge of the initial state
and pointwise-in-time bounds rather than a general energy bound can
be included in the controller synthesis and provide an extension to
the generalized dynamic regret minimization. Recently, optimization-
based approaches to dynamic regret minimization have been extended to
consider disturbances from an unknown distribution in a distributionally
robust manner in [75]. An approach considering the infinite horizon
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distributionally robust setting is given in [76]. Systems with partial
state measurements are considered in [77], [78], [79] and in [80] in the
distributionally robust case and a regret optimal estimator is derived
in [81]. For systems with parametric uncertainties, the scenario-based
approach in [82] provides constraint satisfaction guarantees with high
probability. For infinite horizon control of systems subject to state
and input constraints, [83] provides a model predictive control based
approach which achieves a bounded dynamic regret and [84] learns
unknown residual system dynamics used as a prediction model in an
MPC to achieve sublinear regret. Finally, regret has also been considered
as a notion to compare the control of distributed systems with respect
to a benchmark controller with more sensor information in [85].

Contribution

In this part of the thesis, we propose a convex optimization approach
based on the system level parametrization, see, e.g., [37], to synthesize
the dynamic regret optimal controller. We show how the optimal solu-
tion can be computed for bounded energy disturbances with adversarial
or known initial state. Compared to prior work that derived explicit so-
lutions for the dynamic regret optimal controller, the optimization-based
approach allows for the integration of additional system requirements
and knowledge on the disturbance into the controller synthesis. Given
ellipsoidal pointwise-in-time bounds on the disturbance, we propose a
synthesis method whose optimal solution achieves a regret bound no
worse than the bounded energy solution. We show that the potential
suboptimality of the approach is lower bounded by a constant factor.
Additionally, state and input constraints can naturally be incorporated
into the optimization-based approach. Finally, we show how the pro-
posed formulation can be adapted to the generalized dynamic regret
problem considered in [34], encompassing not only the dynamic regret
setting, but also the competitive ratio setting, as well as allowing to
design a disturbance weight from problem specifications.
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Chapter Outline

In this part of the thesis, we aim to address research question Q1 intro-
duced in Section 2.9. The problem formulation is stated in Section 3.2
and the system level parametrization is reviewed in Section 3.3. The
semi-definite program synthesis for the dynamic regret optimal controller
and its generalization are proposed in Section 3.4 and 3.5, respectively.
An approach for synthesizing controllers which leverage knowledge of
point-wise in time bounded disturbances is provided in Section 3.6
and the optimality of the proposed synthesis is analyzed. Finally, we
demonstrate how state and input constraints can be integrated into the
synthesis problem in Section 3.7 and a numerical simulation of a 3-DoF
rocket model is provided in Section 3.8.

3.2 Problem Formulation

We consider discrete-time, linear time-varying system dynamics, with
an unknown additive disturbance, of the form

Xk+1 = AxXk + Biuk + Exwy, 3.1)

with states xx  R", inputs ux  R™ and unknown disturbances wy
RP. For the considered task horizon T N, the time-varying system
matrices Ay  R™", Bx R™M™Mand Ex R™P are known and it
holds that the matrices Ex have full row rank for all time steps.

We denote the state, input and disturbance sequences over the task
horizon T as

Xo Uo Wo
X1 uz Wi

X = , U= and w = ,
X1 ur Wt —1

respectively, and assume that the initial condition, as well as a distur-
bance energy bound, is known.
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Assumption 3.1. The initial state Xo and a disturbance energy bound
0 < w < oo is known such that

w  $:={w RT|w w=w}

Note that if the initial state is 0 or adversarial, this assumption can be
alleviated as the finite disturbance bound does not need to be explicitly
known, as discussed in Sections 3.4 and 3.5.

The system described in (3.1) incurs a cumulative quadratic cost, which
is denoted as

J(Xo,u, W) = Xy QuXic + Uy RicUk, (3.2)
k=0

with cost matrices Q¢ S7*" and Ry ST=™. The cumulative cost
can then be rewritten in terms of the state and input sequences as

J(Xp,U,w) =X Qx+u Ru, (3.3)

where we introduce cost matrices Q = blkdiag(Qo,...,Qt) and R =
blkdiag(Ro, ..., Rt), with blkdiag(.) denoting the block diagonal matrix
of the given matrices.

The minimal cost, which could possibly be achieved for an unconstrained
dynamic system (3.1), i.e., the optimal non-causal control sequence, is
given by

0 @©)=—(R+F QF)'F QGg, (3.4)
as shown in [86], where 8 := [x, w ] and F RN *+D>m(T+1)
and G R"T*+D>(*pT) are the causal operators describing the state

sequence
X = Fu + Go. (3.5)

The optimal non-causal cost which is incurred by the control sequence
(3.4) is then given by

JB)=0 G Q(U+FR™F Q) 'Gs=:5 08. (3.6)
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The regret incurred by any control sequence given the realized initial
state and the disturbance sequence is defined as

R(Xg,u,w) =J(,u)—J (d) (3.7

and, as introduced in Section 2.6, the worst-case regret incurred by a
control sequence u is given by

R%(xg,u) = max J(5,u) —J (3), (3.8)
w3
leading to the dynamic regret minimization problem
min R%(xo, u). (3.9)
Similarly, the competitive ratio can be defined as the ratio between the

incurred cost and the optimal benchmark cost, for which we define the
worst-case competitive ratio as

CR(Xo, U) = max J@, u). (3.10)

w=0 J (3)

In this part of the thesis, we aim to provide an optimization-based
synthesis approach to the dynamic regret and competitive ratio optimal
synthesis problems. Additionally, we consider the dynamic regret and
competitive ratio problem in the case where the system (3.1) is subject
to state and input constraints (2.2) and a point-wise in time bounded
disturbance according to the following assumption.

Assumption 3.2. The disturbance wy in (3.1) lies in a known, compact
ellipsoid at every time step, i.e.,

wg W={w RPlw Pw=<1}, k=0,...,T—1,
with P S5P.

In terms of the CROCP introduced in (2.3), the dynamic regret optimal
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control problem for constrained systems can be posed as follows

min max_J(%,u) —J (0)

Uo wp WT

st. 1i=0,...,T—1,
Xojo = Xo,
Xi+1j0 = AiXijo + Biljjo + Eiw;j)o,
Xi X wy WT,

Uj U wp WT,
which can similarly be established for the competitive ratio case.

Remark 3.3. Instead of using the unconstrained optimal control se-
quence as a benchmark cost, an optimal non-causal safe controller can
also be used instead. The synthesis of an optimal non-causal safe con-
troller and the corresponding cost is discussed in [65].

A generalization to the dynamic regret minimization is, similarly to [34],
given as

IEW—minI(6,UE) <hs Wud w8, (3.11)
u

for a disturbance weight Wy,  S{PT>("PT) and a generalized regret
performance level p. The aim in this generalized formulation is to find
the optimal causal control sequence u and the corresponding, minimal
generalized dynamic regret performance level u for which (3.11) holds.
We note that the dynamic regret and the competitive ratio metric are
encompassed in the generalized dynamic regret problem, by selecting
Wy, =1 or W,, = O, respectively.

3.3 System Level Parametrization
In this section, we summarize the system level parametrization (SLP)

in [37] and [87], which we leverage in the proposed synthesis methods.
This formulation allows to synthesize time-varying controllers for linear
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time-varying systems in the form (3.1) in a convex manner. We first
define

KO.0 0 0
Kl,l Kl.O ..
K= )
: 0
KT,T KT,l KT'O

as the causal, time-varying controller matrix, with u = Kx and the
block diagonal system matrices

A= b|kd|ag(A0, . ,AT_]_, O),
B = blkdiag(Bo, .. ., Br_1,0),
E = blkdlag(l, Eo,...,ET—2, ET_l)y

where E is required to be left invertible. The SLP is then given by

x _ (1-zZ(A+BK))E

u = K(-2zA+BK) g 0T (3.12)

where Z is the block-downshift operator containing identity matrices on
the first sub-diagonal. The system response ® can then be decomposed

as follows
O
ol

where @,  RMT+Dx(+PT) gnd o, RMT+D>(+pPT) correspond to
the block matrices resulting in X = ®,6 and u = ®,86. The matrices
o, ROFMT+D>n gnd ¢, ROTMT+D>pT dangte the column
sub-matrices of ® multiplying xo and w, respectively. It was then shown
in [37, Theorem 2.1] and in [88, Theorem 1], that for all possible system
responses @, resulting from the dynamics (3.1), the a ne constraint

I-ZA -ZB & =E (3.14)

¢ = =[0° oY (3.13)

holds and the controller matrix can be recovered as
K = o, 1, (3.15)

The SLP therefore allows optimizing in a convex manner over the system
response @, given that (3.14) holds and the controller which is applied
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to the system can be recovered using (3.15).

Remark 3.4. Note that the regret optimal controller derived in [35]
for the considered finite horizon problem consists of the optimal H
controller and a linear feedback of past disturbances. As the class of
controllers parametrized by the SLP is equivalent to the class of the
disturbance feedback parametrization, see [89, Theorem 2], it implies
that the regret optimal controller can be synthesized via the SLP.

3.4 Regret Optimal Control

In this section, we derive an SDP formulation to synthesize the uncon-
strained dynamic regret optimal controller and the generalized regret
minimization synthesis is discussed in Section 3.5. By substituting (3.12)
into (3.9) and defining

C := blkdiag(Q, R),

we can rewrite the dynamic regret problem as

minma)(gé ® Cor—0 b
e w3 (3.16)
st. 1—-ZA —ZB o =E.

Note that the inner maximization in (3.16) is a non-convex quadratically
constrained quadratic program (QCQP). In order to show that an exact
solution to this problem can be found, we first make use of the fact
that for QCQPs with one single quadratic constraint, strong duality
always holds if Slater’s condition is fulfilled, even if the objective or the
constraint is non-convex. This result follows from the S-procedure, an
implication of the commonly known S-lemma in optimization theory,
and detailed discussions can be found in [90, Appendix B], [91] and
[92, Chapter 4.10.5]. In order to derive the dual to (3.16), which allows
formulating the main result in this section, we first provide a quadratic
form for (3.16). By decomposing O into the block matrices
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_ (O O;—

with O; R™" 0O, RPT*" and O3 RPT>PT jt follows that the
inner maximization in (3.16) is equivalent to

max w (@ CoY —O3)w + 2X, (@° CoV —0,)w
+X%, ®° CP°—0; xo (3.18)

S.tw w = ow.

This QCQP formulation leads to the following result.

Theorem 3.5. The solution to the dynamic regret problem (3.9) under
Assumption 3.1 can be obtained by solving

y =miny (3.19a)
st. A=0, (3.19b)
I-ZA -ZB ®=E, (3.19c)
Xo O1X0—AW+y X, 0, X, ®° C:
05X Os+Al oW C2 0, (3.19d)
Cz 0% Clow I

which is linear in the optimization variables ®,A and y. The regret
optimal controller is given by K = &, ,®,~1, where ®, and ®, are
retrieved from an optimal solution ® =[®° ®W ] of (3.19) as defined
in (3.13). The dynamic regret incurred by system (3.1) under application
of u= K x is given by

R(xo, u,w) < R%(xg,u) =y . (3.20)
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Proof. As the inner maximization in (3.18) is strictly feasible using
w = 0, we can arrive at the strongly dual SDP formulation, as shown
in e.g., [90, Appendix B],

gug\y (3.21a)
st. A=0, (3.21b)
|—ZA -ZB ®=E, (3.21¢)
Xo (01 — % CO)xo— A0 +y X0, — X, P COW 0
OsXg — OV CCDOXO Al + 03 — oV CoW !
(3.21d)

such that y defines the worst-case regret. To arrive at formulation
(3.19), we decompose (3.21d) into

Xo O1Xg —Aw+Yy X,0 Xo P° 1,1

° O2Xo O:+§\I B SDW czics (Doxo > 0,
where the Schur complement can be applied, see e.g., [47]. This results
in (3.19d), which is linear in the optimization variables. Through strong
duality and the equivalence of LMIs using Schur complement, it holds
that R(Xo, u,w) < R%(xo,u) =y for any disturbance sequence such
that w  §. The regret optimal control matrix K follows from the
SLP in Section 3.3. O

Note that the regret optimal controller can be computed in polynomial
time similarly to the dynamic regret setting, as the matrix inequality
(3.19d) is linear in the optimization variables and SDPs can be solved
in polynomial time through interior point methods, see e.g., [93]. The
solution to Theorem 3.5 is not guaranteed to be unique nor is it guar-
anteed to stabilize the system as a finite task horizon is considered.
Furthermore, the provided bound (3.20) is tight, i.e., there exists a
disturbance sequence w with w $ for any solution of (3.19) such
that using u = K X results in

R(xo,u,w ) = R%°(Xo,u) =y , (3.22)
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which follows directly from strong duality of (3.9) and (3.19). In practice,
however, the maximal admissible disturbance energy is often unknown
or can only be determined conservatively, i.e., w is not available. There-
fore, we provide a regret bound which only depends on the disturbance
energy, which the system actually experiences.

Corollary 3.6. The dynamic regret achieved through the control se-
quence u = K x = ®,®,1x resulting from (3.19) in Theorem 3.5 for
any given disturbance sequence and initial state is upper bounded by

R(Xo, U, W) < Omax(® C® —O0)( %o 2+ w ). (3.23)

Proof. The regret system (3.1) experiences under the control law u =
o, b, 1x is given by

R(Xo,u,w)=9% (@ C® —0)d

for any initial state and disturbance sequence. We can therefore show
that

R(Xo,u,w)= & (@ C® —0)d
2

= (® CoO —0)23
< (® Co —-0) 372

which follows from the induced matrix norm definition and results in
the provided bound as 3 2= xo 2+ w °. O

The bound provided in Corollary 3.6 is again tight, in the sense that

Xo,W 8.t R(Xp, U,W ) = Omax(® C® —O)( Xq 2+ w 2).

Note that it holds that

— Y < Onx(® Co® —0),

w+ X
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as the computation of y in (3.19) makes use of a known initial condition
with & 2=w+ X 2, which yields a di erent incurred regret than
another initial condition with the same norm. If xg = 0, then the solution
of (3.19) achieves exactly the regret bound in [35], i.e., R(O,u,w) <
y w 2. If the initial condition is unknown or adversarially chosen, then
Xo can be used as an optimization variable in the regret minimization,

i.e.
minmaxo (® C® —0)d
® 5 9

st. 1-ZA —ZB o =E,

which is equivalent to

min ® Co—0 °
® (3.24)
st. 1—ZA —-ZB ®=E,

and is again solvable as an SDP linear in @ through an epigraph trans-
formation and using the fact that ® C® - 0O < y is equivalent to
® CP—-0O vyl, seee.g., [47], for which the Schur complement can be
used to express the constraint as an LMI, as similarly done in the proof
of Theorem 3.5. At this point, we would like to draw attention to the
fact that similarly as to how the regret optimal problem is transformed
into an He problem in [35], the optimization problem (3.24) bears
similarities to the Ho, synthesis using the SLP given in [37], where the
induced 2-norm @ C® is minimized.

Remark 3.7. It is often desirable to obtain regret bounds which are sub-
linear in the time horizon T of the task as it implies that the benchmark
policy is learned. While the regret bound (3.23) in Corollary 3.6 depends
on w 2, which clearly depends on the time horizon for most physical
systems, the maximum singular value of (® C® —O) is also dependent
on T. If system (3.1) is linear time invariant, i.e., has constant system
matrices, and the incurred stage costs also have constant Q and R, then
a time-independent constant T = gnax(® C® —O) can be found T
through the solution of the infinite horizon dynamic regret problem in
[59]. Albeit more conservative, the regret bound T( Xo 2+ w 2) is
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dependent on T only through the disturbance energy w 2, Sublinearity
with respect to T depends therefore on whether a sublinear bound on
the disturbance energy with respect to T exists. A disturbance which is
pointwise bounded in time with the same bound as considered in Sec-
tion 3.6 achieves a regret bound O(T). Note that this is common in
dynamic regret bounds in control, e.g., in [67] the dynamic regret bound
is only sublinear in T if the optimal pathlength is sublinear in T, as the
best possible control sequence is considered as a benchmark instead of
the restricted policy classes considered in policy regret.

3.5 Generalized Regret Optimal Control

In this section, we extend the results in Section 3.5 to the generalized
regret problem (3.11), which can similarly be recovered through the
solution of an SDP. Given the SLP (3.12), the cumulative incurred cost
of the system can be rewritten as a quadratic function of the initial
state and the disturbances, leading to the generalized regret problem

formulation
O (P CO—O=pud Wyd w 9
( ) [ w 2 (3.25)
=0 (& CO—O—pWy)d <0 w §.

The problem of finding the optimal generalized performance level p
and the corresponding control matrix K can therefore be reformulated
as the following optimization problem

min P (3.26a)
u,e
st. maxd (¢ CO—O —uWy)d <0 (3.26b)
woZ
I—ZA —-ZB ¢ =E, (3.26¢)

where we minimize the performance level p in (3.26a) such that it is a
valid regret performance level, which is ensured through (3.26b), and
the corresponding system response is valid for system (3.1) through
(3.26¢). By reformulating the constraint (3.26b) as a convex constraint
with respect to the optimization variables p and ®, we can formulate the
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generalized dynamic regret problem as a convex optimization problem.
We note that the maximization in constraint (3.26b) can be written
as a quadratically constrained quadratic program (QCQP) for a given
disturbance energy bound w as follows

0= mvex w (®,Cd, — O3 — uW3)w
+2w (P, Cdy — Oz — UW2)Xo
+Xg (Pg CPg — O1 — uUW1)Xo
s.t.w w=o,

(3.27)

where we use the definition in (3.17) and

_ Wi W,
W = W, W3

Theorem 3.8. The optimal generalized dynamic regret performance
level under Assumption 3.1 is given by the optimal value of the SDP

Jn)\w(}> M (3.283)
st. A=0 (3.28b)
I-ZA —-ZB o=E (3.28¢)
Xo (O1+HW1)Xo—A0  Xo (05 +HW, ) X @ C2
(02 4; p.Wz)Xo )\|+013+U.W3 CDWC§ 0 (328d)
Ci‘DoXo C§q3w |

and the corresponding generalized dynamic regret optimal controller is
given by
K =o,0, 7"

Proof. As Slater’s condition is fulfilled by the QCQP (3.27), we can
write down the dual SDP, for which it is shown, e.g., in [90], that strong
duality holds, i.e., the optimal value of the primal is equal to the optimal
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dual value. The constraint (3.27) is then equivalent to the constraints
A=0and

Xg (01 + UW1)Xo —Aw  Xo (05 + pPW; )
(O2 + pW2)Xo Al + O3+ uWs
_ Xo®g

CzICZ dgxo &, O.
CDW

Finally, by applying the Schur complement, see, e.g., [47], the linear
matrix inequality in (3.28) is obtained and the generalized regret optimal
controller can be computed through (3.15). O

Note that the SDP for computing the dynamic regret optimal problem
in Theorem 3.5 is recovered from (3.28) by redefining A = 4+ A and
[l = p(xy Xo + w) as the special case Wy, = | is considered.

In the special cases where the initial state is adversarial or it holds
that xo = 0, a similar formulation to (3.24) can be derived, for which
knowledge of an explicit disturbance energy bound w in Assumption 3.1
is no longer required.

We can rewrite the problem for 0 initial condition as
w(®,,Cdy, — O3)w < pw Wiw w

Wr

=3

“W W, ?(d,Cd, — O5)W; *W < pW

with W = W2 w, from which it holds that

1
2

= W;2(d,Cdy —O3)W; 2 (3.29)

is a tight generalized regret performance level. The minimization of the
generalized dynamic regret performance level is therefore equivalent to
minimizing the maximum singular value of (3.29) and the corresponding
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synthesis problem is given by
me
-1 —1 —
pl+W; 203W; 2 W,

1 —1
Cio,W, 2
I1—-ZA —-ZB ®=E.

1
s.t. onCz g (3.30)
I

This reduced formulation follows directly from the matrix mequallty

formulation of the eigenvalue problem, i.e., W5 2(d) Co,, —O03)W, 2

ul, or can be obtained from (3.28) with xo = 0 and A = 0. The
adversarial initial condition case can be solved in an equivalent manner by
considering the generalized dynamic regret problemd (® C®—-0)d <
ud W0 d. The corresponding synthesis problem is then equivalent
to (3.30), replacing the matrices W3, O3z and &,, with the full cost,
weight and system response matrices W,,, O and &, respectively, and
adjusting the dimensions of the identity matrices.

Finally, we note that any two controllers which are regret optimal
for their respective disturbance weights achieve the same regret rates
O( 0 ), but with potentially di erent constant factors. To see this,
we can consider the optimal system responses, disturbance weights
and performance weights, ®,, W,, 1 and y; and ®,, Wy, and W,
respectively. It then holds that

Omax(Ww,l)

This implies that the dynamic regret optimal controller, i.e., using
Wy, 1 = I, and the competitive ratio optimal controller, i.e., using
W,y 2 = O, achieve the same rate, but with di erent constant factors as
we have, by optimality, p, < ulm, as discussed in, e.g., [94].
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3.6 Pointwise Bounded Disturbances

In the previous section, we showed how the optimal solution to general-
ized regret problems can be synthesized through a convex semi-definite
program for disturbances, that are , signals and where the distur-
bance energy is assumed to be known if the initial state is used in the
optimization (3.28).

While this disturbance formulation captures many relevant cases, more
information about the disturbance is often available in practice in the
form of a bound on the disturbance energy at every individual time
step. When considering the worst case regret performance bound, such
knowledge can significantly reduce the feasible set in the maximization
over the disturbance. In this section, we investigate how pointwise-in-
time bounds on the disturbance can be exploited in the generalized
regret minimizing synthesis problem and provide upper bounds on the
generalized regret incurred as well as lower bounds on the optimality of
the solution.

We consider pointwise-in-time bounded disturbances, where the distur-
bance sets are given by known ellipsoids in Assumption 3.2. Note that
all the results presented in this and the next section can trivially be
extended to time-varying bounds, but for ease of readability, we restrict
the discussion to constant bounds.

As the set of the potentially adversarial disturbance is now assumed to
be restricted to the T-times Cartesian product WT =W x ... x W, the
generalized dynamic regret problem, which we aim to solve, is given by

JG,U)—J B)<pd Wyd w WT, (3.31)

and the optimal performance level which fulfills the inequality is denoted
Hpwe-

Remark 3.9. Note that for polytopic pointwise-in-time bounded dis-
turbances w W7, the optimal solution can be computed by adding a
constraint §; (¢ C®—0O —uWy,)0;i <0, with &; =[xy w; ] , for every
vertex w; of WT. However, this results in an exponential number of
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constraints in the time horizon, i.e., n},, where ny, is the number of
vertices of W.

Similarly to the procedure described in Section 3.5, we can rewrite
the inequality condition as a maximization over allw ~ WT, which is
equivalent to the quadratic constraints w Pjw with the matrices P;j
containing P on the i-th block diagonal element and 0 in all other entries.
By considering the dual formulation to this problem, it is again possible
to derive a semi-definite program which is convex in the optimization
variables. However, while strong duality holds for QCQPs with one
single quadratic constraint, by introducing pointwise bounds at every
time step, we arrive at T individual quadratic constraints such that
strong duality no longer holds in general, see, e.g., [91] for a counterex-
ample with just two quadratic constraints. Nonetheless, it is possible to
show that even if a suboptimal solution is synthesized, the generalized
performance level obtained when considering pointwise-in-time bounded
disturbances is no worse than the one obtained from considering an §
disturbance with equivalent disturbance energy, i.e., using the maximum
disturbance energy w = ﬁ in the formulation (3.28).

Proposition 3.10. A suboptimal generalized dynamic regret perfor-
mance level in (3.31) under Assumption 3.2 is given by

L = min [ (3.32a)

A, ®
st.Ai=0 i=1,...,T, (3.32b)
I-ZA —-ZB ®=E, (3.32¢)

T _ _
Xo (01+L_1W1)Xo—._ Ai %o (Op +IW, ) X P C%

i=1
T — —
(02 + IW2)Xo AiPi+03+iW; ©,C?
_ i=1 _
CzDyxg Cz 0, I
(3.32d)

with the corresponding controller given by K = 5u5x‘1 and it holds
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that the true regret generalized performance level P, g fulfills
Hows =H =H, (3.33)

where L denotes the optimal solution of (3.28).

Proof. The SDP formulation follows similarly to Theorem 3.8 directly
from the dual formulation of the maximization of the QCQP with the T
constraints w Pjw < 1. By using Schur complement, the linear matrix
inequality (3.32d) is obtained and ppws < 1 follows from Lagrangian
duality. In order to show the upper bound g < p , we make use of the
solution of (3.28) with w = 5—T5, denoted by A and ® , as a feasible
solution in (3.32). By setting Ay = Ay =+ = At = 20 o=¢ and
H =y, it holds that (3.32) is feasible as [_, AiPi=9 [ P;=
ﬁ(P) iT:l Pi A I. As [ is minimized, the inequality with respect

to the optimal solution of (3.28) holds. O

By solving (3.32), we can therefore synthesize a controller which has at
most the same worst-case generalized regret as the optimal controller
for § disturbances in (3.28). However, the optimal solution, which
is recovered from the SDP does not necessarily optimally solve the
generalized dynamic regret problem for pointwise bounded disturbances
as only weak duality holds for the provided formulation. Due to the
weak duality, the obtained regret performance level is always an upper
bound of the regret which is truly incurred. In order to provide bounds
on the suboptimality of the recovered solution, we can make use of
existing results of QCQP approximations in [95, Theorem 2], which was
reformulated in [92, Proposition 4.10.5].

Lemma 3.11. Consider an optimization problem of the form
p =maxz Moz
z

st.z Mijz=sg¢; i=1,...,q.

Then it holds that if
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1) The matrices My, ..., My commute with each other,

2) Slater’s condition holds and there exists a combination of the ma-
trices My, ..., My with non-negative coe cients which is positive
definite,

3) Mg 0,

the optimal value of its dual d fulfills the following suboptimality bound
2
—-d =
T p

This result is applicable for the dynamic regret case with W,, = | and
we can provide a lower bound on the optimal regret for adversarial
disturbances (3.31) through the solution of an SDP dual problem.

Theorem 3.12. Under Assumption 3.2, the solution of

T —
Yy =min Ai
@A i=0
S t Xi = 0 1= 1] 1T1
|-ZA —-ZB ®=E, (3.34)
Xo O1X0+Ao X O, X, ®° C?2

T _— _
02Xg O3+ AiPi oW Cz2 0,
_ =1
Cz 0%, CzoW I

which is linear in the optimization variables ® and Xi, fulfills the fol-
lowing inequality with respect to the worst-case dynamic regret

Rwe (X0, u) = max J(3,u)—J (3), (3.35)
w WT
and the control sequence u = 5u5x‘1x:

2_ _
—V =RRwglo,u)=y =y . (3.36)
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Proof. We first prove the lower bound on R%,,g(Xo, U), by showing
that Lemma 3.11 holds since (3.34) is the dual of miny R%yg(Xo, U).
The_inhomogeneous quadratic cost in the worst-case dynamic regret
0 (¢ Cd— 0)d can be rewritten as a homogeneous quadratic form in
an optimization variable z = [a,w ] with a R and the additional
constraint z Zz <1 with [Z]1; =1 and 0 in all other entries, as done
similarly in [95]. This reformulation introduces an additional row and
column in the LMI condition of its dual with y— iTzo Ai on the diagonal
and 0 elsewhere, such thaty = iTzo A; is the optimal solution. Note
that as P; are block diagonal matrices with P on the i-th entry and
0 in all other entries, they commute with each other as their product
is always 0. Additionally, Slater’s condition holds and iTzl Pi Oas
P 0. Finally, ® Co®—0O 0 for all systems satisfying (3.14) under a
causal control law which incurs a cost bigger or equal than the optimal
non-causal cost, such that the conditions in Lemma 3.11 are satisfied.
The bound RY,,5 (X0, u) <y follows directly from Lagrangian weak
duality. Lastly, as we assume that w W7 |, we can select o such that

w g ifw,wg < % for all we W and therefore £P I, which
implies that &€ [_, P; 1. By setting A\j = 22 for i =0,...,T — 1,
Ar=y —Awand ® =0, (3.34) is feasible for y =y and therefore
Yy <V . O

In the dynamic regret case, we can directly minimize the worst case dy-
namic regret rather than the regret performance level allowing to directly
apply Lemma 3.11. In the generalized regret case, the performance level
W is minimized subject to the constraint

max 6 (@ C®—0O —pW,)d <0.
w WT

In order to make use of the suboptimality bound, we therefore consider
the following auxiliary dynamic regret maximization

1 — _
P =55 M 3 (PpyeCPpyg ~ 03, (3.37)

where 5PWB is an optimal system response corresponding to the optimal
generalized dynamic regret level pp,,g and & is given by the initial
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state and an adversarial disturbance which maximizes the dynamic
regret, i.e., w  argmax,, wt 0 (PpywsCPpyws — O)J.

Proposition 3.13. Consider the solution i of the optimization problem
(3.32). It holds that the optimal generalized regret level ppyg fulfills

TK(Wa) H = Hpwa: (3:38)

where k(W) = % is the condition number of W,,.

Proof. It holds that the conditions in Lemma 3.11 are fulfilled for
(3.37) as shown in the proof of Theorem 3.12. It therefore holds that
2/nd <=p =<d ,whered denotes the optimal value of the dual formula-
tion of (3.37). Furthermore it holds that 6 (dJPWBCd)PWB 0O)s =
p & %< uPWBé WW6 < HpweOmax(Ww) & 3, from which it fol-
lows that Wd Hpwe- BY usrng the optimal solution d

and )\d’, of the dual of (3.37) as well as dJPWB in (3.32), it holds that

d o0

n= m is a feasible solution as WWW 0 0" which

concludes the proof due to the minimization over p in (3.32). O

The computed solution in the generalized dynamic regret case therefore
admits a constant lower bound, which depends only on the choice of
the disturbance weight matrix W,,, and which reduces to the bound
provided in Theorem 3.12 for W,, = I. We note that the bound in (3.38)
implies that when selecting a disturbance weight W,,, the proposed
controller synthesis in (3.32), using pointwise-in-time bounds on the
disturbance, su ers in approximation quality when the matrix Wy, has
a high condition number. However, the worst-case regret performance
level will still be lower compared to using a bounded disturbance energy
as shown in Proposition 3.10. By considering the results in this section
we can then formulate the following relationships between the presented
synthesis problems.
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Theorem 3.14. Consider the generalized regret problem (3.31) and its
corresponding optimal performance level ppy,g for disturbances which
verify Assumption 3.2. The following relationship holds

— U <u su <
T[K(WW)H =Hpwe =H =H, (3.39)

where i and p are the solutions of (3.28) and (3.32), respectively.

Proof. The relationship (3.39) follows directly from Proposition 3.10
and 3.13. O

Remark 3.15. The full block S-Procedure, as used, e.g., in [96], can
also be used to derive a synthesis problem similar to (3.32). This results
in an increased number of optimization variables, but it encompasses
the S-Procedure as a special case, implying that the optimal solution
of (3.32) can be shown to be feasible in the resulting synthesis problem.
Therefore a no worse generalized dynamic regret performance level is in-
curred. However, the resulting performance level showed no improvement
compared to (3.32) in the conducted numerical example in Section 3.8.

3.7 Constrained Generalized Dynamic Regret

In this section, we show how state and input constraints of the form

X={x R"|Hyx=<1} U={u R™|Hwu<1} (3.40)

can be considered in the dynamic regret problem. The constraints are
reformulated in the SLPas H,® <1, w W7 with H, = blkdiag(l

Hy,I Hy), Hy RMT+D>(M+m)(T+1) \which can be integrated in
(3.34). Under Assumption 3.2, the state and input constraints can be
enforced by considering the worst-case w exploiting the definition of



74

the dual norm as shown, e.g., in [97], as follows i
max [Hz]@a =1,
w WT

.
[Ho]i®% +  [HL[[OY];P 2 <1, (3.41)
j=1

where [[CT)W]],- denotes the j-th block column of appropriate size of Dy
These reformulations are second-order conic constraints and can simply
be added to (3.34) in order to ensure closed-loop constraint satisfaction.

Remark 3.16. Note that the constraints can also be implemented for
9§ disturbances, albeit conservatively, by considering the worst-case
disturbance energy for each disturbance pointwise. For disturbances w
bounded in a general polytope, convex constraint reformulations can be
derived in a similar fashion and integrated into the synthesis as shown
in [65].

3.8 Numerical Example

We consider a 3-DoF rocket model, describing movement on a 2D plane,
which is linearised around the hover position, inspired by [98]. The
states consist of the positions, velocities, angle and angular velocities of
the rocket on the 2D plane, resulting in 6 states, 2 inputs, and dynamics
of the form (3.1). The rocket is controlled over a horizon of T = 25,
with a non-zero initial condition, cost matrices Q = I, R = | and an
ellipsoidal disturbance bound wy W ={w|w Pw < 1}. The system
is subject to polytopic state and input constraints given by (3.40).

We synthesize the optimal controllers SH,, SH.,, where S denotes
guaranteed constraint satisfaction similar to [37, Section 2.2], using
the constraint reformulation (3.41). The dynamic regret SDR and
competitive ratio SCR optimal controllers are synthesized using (3.28).
As the disturbance is subject to pointwise-in-time bounds, we make
use of the ellipsoidal bounds in the synthesis (3.32), resulting in the
controllers SDRy and SCRyy. The considered synthesis problems are
solved using YALMIP and MOSEK, see [99] and [100], respectively.
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Table 3.1: Normalized incurred cumulative cost

w SH> | SHe | SDR | SCR | SDRw | SCRw
Nw 1 2.009 | 1.058 | 1.245 | 1.001 1.165
Uw 1 2.047 | 1.061 | 1.241 | 1.003 1.162

constant | 1.360 | 3.565 | 1.206 | 1.082 | 1.082 1
sinusoidal | 1.093 | 2.757 | 1.088 | 1.071 | 1.001 1
sawtooth | 1.018 | 1.730 | 1.055 | 1.296 1 1.201

step 1.100 | 1.738 | 1.078 | 1.305 1 1.208
stair 1.105 | 3.863 | 1.163 | 1.035 | 1.073 1

The normalized cumulative costs for a number of disturbance realizations,
constructed similarly to the numerical example in [65], and satisfying
wi W are provided in Table 3.1. The disturbance realizations are
drawn from a truncated Gaussian distribution on W, denoted Ny, as
well as a uniform distribution, denoted Uy, with domain W, for which
the cost is averaged over 100 disturbance realizations. We note that
the dynamic regret and competitive ratio optimal controllers for point-
wise bounded ellipsoidal disturbances consistently outperform the other
controllers except in the case of a truncated Gaussian or uniform distri-
bution, where the SH,-controller performs best. Furthermore, SDRyy
and SCRyw show a considerably lower generalized regret performance
level than their bounded energy counterparts, with a reduction of 47.1%
from 10.41 to 5.50 in the dynamic regret and 24.6% from 0.61 to 0.46
in the competitive ratio case, respectively.
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CHAPTER 4

Robust Adaptive Predictive Safety Filter

This part of the thesis considers predictive safety and recovery methods
for dynamical systems. The methods can be leveraged as safety filters,
augmenting any controller with constraint satisfaction and recovery
guarantees, or minimize a general cost function. In this chapter, we
investigate research question Q2, considering an adaptive predictive
safety filter formulation which iteratively reduces conservativeness with
respect to model uncertainties and terminal set design. We present the
work published in [P3], where we propose the main algorithm directly
for nonlinear systems as discussed in its extended version.

4.1 Introduction

Predictive safety filters allow augmenting controllers with constraint
satisfaction guarantees. Typically, the design of predictive safety filters,
such as in [31, 38], is largely performed o ine. The design relies on
determining a su ciently accurate system model o ine and possibly
designing a set of all possible prediction errors to tighten the constraints
of the system such that closed-loop constraint satisfaction can be guar-
anteed. Additionally, a terminal set is typically designed o ine, within
which the system is known to be safe under a given control law. Al-
though [31] provides a method for augmenting the terminal set of a
predictive safety filter from previous solutions, the considered dynamics
are assumed to be known up to a bounded additive exogenous distur-
bance. When model uncertainties are of multiplicative form, such an
assumption can lead to conservative closed-loop behavior when designing
safety filters with robust guarantees. This motivates leveraging data,
collected during system operation, to enhance the system model in order
to ensure safety while reducing the conservativeness of the safety filter.
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Related Work

Predictive safety filters have been proposed for linear systems in [31],
with extensions for probabilistic, nonlinear or distributed systems in
[101], [38] and [102], respectively. While these existing formulations
are tailored to specific model classes, they do not provide a principled
mechanism to adaptively refine the underlying system model using
incoming state measurements, while maintaining recursive feasibility
guarantees. In the framework of MPC, set-membership estimation,
see, e.g., [103], is used for discrete-time linear systems with parametric
uncertainties in [39, 104-106], for nonlinear systems with parametric
uncertainties in a discrete-time setting in [40, 107] and in a continuous-
time setting in [108, 109]. In [110], an artificial reference is introduced
in the robust adaptive formulation to allow for tracking of piecewise
constant references. By introducing a constraint to ensure persistency of
excitation, the work in [111] achieves convergence of the set-membership
estimation to the true parameter almost surely in closed-loop. Terminal
set enlargement from previous solutions of an MPC optimization problem
have been considered for the linear case with additive disturbances in
[31, 112, 113] and with constant o set which is estimated online using
set-membership estimation in [114]. For nonlinear dynamics, terminal
set augmentation through sampled data is considered in [115, 116].

Contribution

In this chapter, we propose a robust adaptive predictive safety filter
scheme, which considers models with parametric uncertainties and un-
known but bounded additive disturbances. The proposed scheme allows
to augment any learning-based controller such that state and input
constraint satisfaction properties are ensured for all future time steps.
We leverage results from the robust adaptive MPC literature, see, e.g.,
[39, 40, 105, 106], in order to estimate uncertain parameters in the
system dynamics online. By using methods such as set-membership
estimation, implausible model parametrizations are iteratively elimi-
nated. This results in a rigorous adaptive refinement of the safety filter,
which ensures safety with respect to the uncertain parameters as well
as exogenous disturbances through recursive feasibility and guarantees
a non-deteriorating performance. Through less restrictive assumptions
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on the terminal set used in the predictive control problem, the design
procedure can be simplified and expert knowledge can be leveraged. Ad-
ditionally, we propose a terminal safe set enlargement for linear systems
with multiplicative uncertain parameters and additive bounded distur-
bances, which reduces the e ect of potentially short planning horizons
on the performance due to real-time computation requirements. The
terminal safe set enlargement can be performed online using previously
solved instances of the safety filter optimization problem by using the
convex hull of the predicted sets containing all possible state trajectories.

Chapter Outline

In this part of the thesis, we aim to address research question Q2
in Section 2.9. The problem formulation in this chapter is given in
Section 4.2 and the properties of the parameter identification method
which is leveraged are discussed in Section 4.3. In Section 4.4, a general
formulation for a robust adaptive predictive safety filter is formulated
and in Section 4.5, a recursively feasible scheme is discussed. For
linear systems, e cient design methods for the proposed safety filter are
discussed in Section 4.6 and we show how the terminal set of the safety
filter can be enlarged through previous solutions of the optimization
problem by leveraging convexity of the optimization problem. Finally, a
simulation for mass-spring-damper systems is provided to validate the
proposed method in Section 4.7.

4.2 Problem Formulation
We consider uncertain discrete-time nonlinear dynamics of the form
Xk+1 = F(Xk, Uk, Wk; B8) 4.2

with states xx  R", inputs ux  R™, disturbances wx, W RP and
uncertain parameters 6  RY. We assume that the true system dynamics
are captured by (4.1) with parameters equal to their true value 8 =0 .
The considered disturbance is bounded in a compact set W and the
parameters 6 lie within an a priori known, compact set of parameters
©g, which includes the true value 6 .
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This is a common problem setup used in robust adaptive model pre-
dictive control frameworks, see e.g., [39, 40, 105, 106]. The uncertain
parameters 6 are assumed, similarly to [40] to enter the dynamics (4.1)
a nely and the disturbance is assumed to be additive.

Assumption 4.1. The system dynamics (4.1) are of the form
Xk+1 = F(X,u,w; 08) =g(x,u) + H(x,u)8 + Ew

forg:R"xR™ L. R", H:R"xR™ , R™4 and E R"™P.

The system (4.1) is subject to joint state and input constraints given by
Xk, uk) Z={(x,u) R"xR™]|c(x,u) =<0}, 4.2)

where ¢ : R" x R™ _, R", The projection of the constraint set Z onto
the state space R" and input space R™ is given as X = Proj"(Z) and
U = Proj,,(Z2), respectively.

The aim is to satisfy the joint state and input constraints Z for all times,
while using online state measurements to update the set of parameter
estimates Ok used in a safety filter formulation. By updating the set of
possible parameters, conservativeness of the employed predictive safety
filter should be reduced, while retaining closed-loop guarantees for all
possible disturbances and the updated parameter sets.

4.3 Parameter ldentification

While parameter estimates can be obtained using prior data collection
as done, e.g., in [38], we consider the case of iteratively refining the set of
possible parameters online. This is relevant for cases where o ine data
collection is di cult, such as, e.g., an unknown number of passengers
and cargo mass in an autonomous vehicle, and is achieved by measuring
the state during operation. More precisely, starting from an initial
uncertainty set ©g, which could arise in practice from, e.g., production
tolerances or maximal weight allowance, new sets ©y are inferred with
the properties given in the following assumption.
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Assumption 4.2. The parameter identification method fulfills the fol-
lowing conditions for all k = 0:

1. Consistency of the identification method, i.e., if the true parameter
B Oy 6 O

2. Recursive set estimate inclusion, i.e., Ox+1 Ok ©Og

Note that this assumption encompasses any parameter identification
method for which a set of parameters is guaranteed to contain the
true parameter. Di erent set-membership estimation methods exist
for the a nely parameterized dynamics in Assumption 4.1 that fulfill
the properties in Assumption 4.2 by construction, such as a polytopic
formulation in [103] and a spherical formulation in [117]. Set-membership
estimation leverages the known bound on the exogenous disturbance to
discard from the sets @y parameters, which could not have resulted in
the measured state evolution for any possible disturbance realization.
Thereby, the properties in Assumption 4.2 are satisfied. By using such
an adaptive model refinement, we can establish an adaptive safety filter
which robustly satisfies the state and input constraints for all times. If
consecutive sets are not recursively contained within each other, e.g.,
due to restrictions on ©y for computational reasons, the sets can be
updated only when they are a subset of the previously used set. For
example, if in a stochastic setting confidence sets obtained via Bayesian
linear regression are used for the parameters such that Pr(6  ©y) = pg
for some desired probability level pg, then recursive inclusion of the set
estimates is not guaranteed given new data and needs to be verified
online.

4.4 Robust Adaptive Predictive Safety Filter

The proposed robust adaptive safety filter scheme is based on the
predictive safety filter [31] and has a similar modular structure as
described in Section 2.7. Given the proposed performance input up i
and the current state xy, the filter verifies the safety of the proposed
action based on computing a safe forward plan using a sequentially
improved data-driven model. A schematic of this framework can be seen



84

in Figure 4.1, where the parameter set estimation can be performed in
parallel to the computation of the performance input.

Uk System Xk
Xi+1 = F(Xk, Uk, Wi; 8)

Up,k Performance

Controller

L Parameter Estimation §
Ok

[

Adaptive Safety Filter

Figure 4.1: Block diagram of the proposed robust adaptive safety filter
framework. Given the current state of the system Xy, a learning-based
control input up « and the set of possible parameters Oy, resulting from
the parameter estimation, the input uyx to be applied to the system is
provided by the adaptive safety filter scheme.

In order to ensure closed-loop constraint satisfaction for the nonlin-
ear system according to Assumption 4.1, we additionally require the
existence of a monotonic map as used in [40] that captures the state
propagation.

Assumption 4.3. There exists a map ¥ : 28" x R™ x 2R” _, 2R" ‘gych
that forany ® ©g, anysetC R™andinputu R™ with (C,u) Z,
we have

f(x,u,w;08) WY(C,u,0) 4.3)

forany x C,w W and 6 O. Furthermore, the map W satisfies the
following monotonicity property

Y(C,u,®) WY, u,0o) (4.4)

forany (C,u) (C,u) Zandany® © 0.
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The proposed method requires that the set of all possible state trajec-
tories for a given input sequence is a subset of the constraints for all
possible parameters in the current parameter set Oy and disturbances
in W. In order to guarantee closed-loop constraint satisfaction, a ter-
minal safe set has to be reached for all possible state evolutions. This
terminal safe set is a relaxation of the RPI set considered in Defini-
tion 2.3, requiring only that constraints are satisfied for all time forward.

Assumption 4.4. A terminal safe set C¢ and policy ¢, : R" < R™ x
N - R™ is known such that it holds that if x, Cg,

(Xie, Tiee (i, Up i K)) 2
for all k = k.

The terminal safe set thus provides a guarantee that the state and input
constraints are satisfied for all times forward by using the safe control
policy Tic, if the state Xy is in the terminal safe set C¢ at any given time
step k.

Remark 4.5. While an RPI set used in robust MPC as defined in
Section 2.3 requires that any possible state evolution starting inside the
set will be contained in the set, the terminal safe set in Assumption 4.4
only requires that starting from a certain subset implies constraint satis-
faction for all future times. This allows, e.g., to define a safe set using
expert knowledge without the need for expensive o ine computations,
such as, e.g., a PID controller which has been successfully deployed in
practice and works in a known operating region. However, principled
computations of RPI sets, which also satisfy Assumption 4.4, can be
employed and are available for parametric uncertainties, e.g., according
to the algorithm provided in [49] for linear systems, even though they
su er from limited scalability. Ellipsoidal RPI sets for linear feedback
controllers can be computed through semi-definite programming, see e.g.,
[118] and [106, Appendix].

Due to the uncertain model, the sets containing all possible trajectories
for 8 ©p can be conservative, motivating the use of recent advances
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in robust adaptive MPC schemes [39], [105], [106] and [40]. At every
time step k, a tube in the state space starting from the current state
measurement Xy can be computed, which is guaranteed to contain the
future states for any disturbances in W and uncertain parameters in Oy
through the use of a tube control law K : R" x R™ _, R™ with n, free
optimization variables. The tube then consists of sets X;x, which are
predicted at time k, given the tube control law K, for i I nj future
time steps. The last predicted set Xy is required to be a subset of a
terminal safe set Cg, which fulfills Assumption 4.4 with the safe control
policy Tic, (X, Up,k, K). This allows to ensure constraint satisfaction for
further time steps if for all x X, it holds that (x,K(X,Vik)) Z.
The proposed optimization problem is thus given as

vl[n)l(nlk Up,k — K(Xk, Voik) (4.5a)
st. i=0,...,N—-1

X ok (4.5b)

WXk, KX Vik), ©k) - Xiwgks X Xk, (4.5¢)

GKGViK))  Z, X X, (4.5d)

Xnik  Cr. (4.5€)

As (4.5) is not guaranteed to be recursively feasible due to the relaxed
terminal safe set assumption compared to an RPI set, a switching mech-
anism is introduced similar to [31] if the optimization problem becomes
infeasible. In this case, the mechanism switches to the computed optimal
solution of (4.5) at the last feasible time step. By applying the computed
input sequence, the state is guaranteed to reach the terminal safe set
according to (4.5e). At this point, if (4.5) remains infeasible, the backup
controller according to Assumption 4.4 is used, such that constraint
satisfaction is ensured for all time steps. The described procedure is
formalized in Algorithm 4.1.

Remark 4.6. For a less intrusive safety filter algorithm, Line 11 in
Algorithm 4.1 can be replaced with

11: Solve (4.5) with horizon N —Kins and apply uk — K(Xk'VO|k) to (4.1),
which preserves the safety guarantees, similar to [38]. However, this
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Algorithm 4.1 Robust Adaptive Predictive Safety Filter
1 kinf ~«N-1
2. fork=0,1,... do

3:  Compute Upk

4.  Update O using the state measurement Xy
5. if (4.5) is feasible then

6: Apply ux ~ K(Xk,V0|k) to (4.1)

7. Kinf < O

8: else

o: Kinf « Kinf + 1

10: if kinf =N — 1 then

11 Apply ug ~ K(Xk’vkinflk—kmf) to (4.1)
12: else

13: Apply ux « Tice (X, Up k. K) to (4.1)
14: end if

15:  end if

16: end for

shrinking horizon formulation requires solving two consecutive optimiza-
tion problems if (4.5) is infeasible.

If the initial state X of the system lies within the admissible set of
(4.5) for the initial unknown parameter set g, denoted as Ffeas(©o),
or within the terminal safe set C¢, Algorithm 4.1 guarantees constraint
satisfaction for all time steps k = 0 by construction. This follows from
the set update of ©y in Line 4 of Algorithm 4.1, which ensures that
8 Ogforallkif®  ©g under Assumption 4.2. Additionally, through
the update of the parameter set Oy according to Assumption 4.2, the
size of the admissible set is non-decreasing as the parameter estimate
improves, i.e., it holds that Ffeas(Ok—1) Ffeas(©k) as Ox—1  Ok.

Theorem 4.7. If Assumptions 4.1, 4.2, 4.3 and 4.4 hold, the sys-
tem (4.1) satisfies the constraints (4.2) for all times k = 0 if Xq
Freas(©0) Cg under application of Algorithm 4.1. Additionally, it holds
that Freas(©0)  Freas(®1) -+ Freas(©k) for all time steps k > 0.
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Proof. The proof follows the arguments of the proof of [31, Theo-
rem 111.5] and [40, Theorem 1]. Consider Xo C¢ \ Feas(®@0). Through
the initialization of Kinf, Tic, (Xk, Up .k, K) is applied to the system, which
according to Assumption 4.4 ensures constraint satisfaction for all fu-
ture time steps. If Xo Freas(®o) and (4.5) is feasible for all k =0, it
follows that constraint satisfaction is ensured through the constraints
(4.5b-d) as 8  ©k under Assumption 4.2, see e.g., [39, Theorem 14].
If at any given time step k, (4.5) becomes infeasible, the optimal
control input K(Xﬁ—l+kanf'vkinf|E—1) from time step k — 1 is used un-
til Xg_14n Xg—1anjk—1  Cr according to (4.5c) and (4.5¢). At
this point, Algorithm 4.1 switches to using the terminal control input
e, (Xk, Up,k, K). Thus constraint satisfaction is guaranteed by (4.5d)
and the definition of the terminal safe set. Through the parameter set
update it holds that ©x—; Oy, as follows from Assumption 4.2. It
therefore holds that any state X = Feas(©k—1) must fulfill X  Fgeas(Ok)
through the monotonicity property in Assumption 4.3 as constraint
(4.5¢) is fulfilled for all 8 ©x Ok_1. O

4.5 Recursively Feasible Robust Adaptive Predictive
Safety Filter

While the safe set according to Assumption 4.4 supports a design through
expert knowledge, the resulting implementation becomes more complex
due to the required switching mechanism. As an alternative, we consider
the case of requiring an RPI terminal set under the control law K(X, V)
similar to Definition 2.3, for which we additionally provide a data-based
augmentation scheme using past solutions of the safety filter problem
in Section 4.6. In order to provide a recursively feasible optimization
problem (4.5), we require that under the control law K(X, V), a v exists
such that all possible uncertain state evolutions from the last predicted
state polytope XNIk will be robustly contained in the terminal safe set.

Assumption 4.8. Consider a non-empty terminal set X¢ and a tube
control law k(x,Vv) in (4.5). For every set C  X¢, there exists v, such
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that it holds that for all x C, (X,k(x,v)) Z and that

W(C, K(X, Vi), @)  X.

Under Assumption 4.8, recursive feasibility of (4.5) can be shown. Note
that this generalized assumption contains specific robust adaptive MPC
formulation such as [39, 40, 105, 106] as special cases.

Theorem 4.9. Let C¢ = X¢. If Assumptions 4.1, 4.2, 4.3 and 4.8 hold,
then the system (4.1) satisfies the constraints (4.2) for all times k =0
if Xo Feas(®o) under application of K(xk,v0|k). In addition, the set
Freas(©k) is a robustly positively invariant set for any fixed @  ©q.

Proof. The proof follows standard recursive feasibility arguments similar
to, e.g., [39]. Consider (4.5) feasible at time step k. The optimal input
sequence K(XE,V”E) fori Iy n—1y ensures that

qJ(X”E- K(X, Vi|E)v Ok+1) Xi|E S Xi+1|E
through monotonicity of W according to Assumption 4.3 and O, ; Oy
according to Assumption 4.2. Since it holds that X ; X1|E+1’ we can
set <:i feasible candidate sequence v, = Vi1 and Xjjg+1 = Xi+_1|E
fori  Ipn—1. As XN|E X¢, we can set XN|E+1 = Xs according
to Assumption 4.8, which fulfills the terminal constraint (4.5e) with
Cs = X¢, such that state and input constraints are satisfied. Therefore,
the problem is recursively feasible and F45(@k) is RPI under application
of an optimal solution of (4.5) for any fixed @ . O

The design of a terminal set X¢ for recursively feasible optimization
problems is discussed for linear systems in [39], [106] for homothetic
tube sets Xjx, whereas the condition is implemented as a constraint in
the optimization problem in [105]. For nonlinear systems, [40] uses an
incremental Lyapunov function to define the terminal set.
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4.6 Iterative Terminal Set Enlargement

In this section, we provide details on how a computationally e cient
robust adaptive safety filter problem can be designed for the linear
system case, by leveraging the formulations in [39, 105, 106] and refer
to [40] for a nonlinear design procedure. The dynamics considered in
Assumption 4.1 are assumed to reduce to

Xik+1 = A(0)Xk + B(B)uy + wy, (4.6)

where the matrices A(8) and B(8) are a ne in 6. We then show how the
specific structure for linear systems can be exploited to obtain a data-
based terminal set enlargement for the relaxed terminal set according
to Assumption 4.4 and the terminal set according to Assumption 4.8, in
which case a recursively feasible optimization problem (4.5) is retained.
Note that compared to the regulation task, the predictive safety filter
in general does not require the state to converge to the origin of the
system. Based on the performance controller which is employed, the
terminal constraint (4.5e) can therefore be active throughout large parts
of system operation, such as, e.g., when tracking references close to
the system constraints. Therefore, obtaining a terminal set which is as
large as possible can lead to considerable improvements of closed-loop
performance.

The considered sets W = {w RP| Hyw < hy} and ©y = {8
RY Hg,6 < hg,} are assumed to be polytopic, with H,  R™>P,
hy R™,Hg, R"™>%andhg, R™. Inorder toensure polytopic sets
Oy at every time step, polytopic set-membership estimation can be used,
which consists of computing the set of all possible parameters that can
explain the system evolution given a set of possible disturbances W, see,
e.g., [39]. For the considered dynamics (4.6), given state measurements
Xk—1 and Xy, this non-falsified set of parameters is given by

A ={0 RIY|xx— (A(®)Xk—1 + B(O)uk—1) W}, 4.7)
which is polytopic and whose explicit formulation is given in [39]. The

parameter set O is updated by taking the intersection of the previous
set Ok—; and the non-falsified parameter set @k = Ox—; n Ax.
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A major drawback of the proposed identification scheme is the poten-
tial increase in complexity of the resulting parameter sets through the
addition of new half-spaces at every set update, which increases the
computational complexity of the proposed adaptive safety filter scheme.
This issue can be addressed by fixing the shape of the parameter poly-
topes, e.g., by fixing the half-spaces, i.e., ©x = {8 R9| Hgb < hg,},
and only recomputing the right-hand side of the polytope inequality hg,
through the solution of a linear program (LP), as is shown in [39].

To further increase the computational update e ciency of the parameter
identification as well as the e ciency of the proposed scheme, the set
of parameters can be restricted to hypercubes with center 8, RY and
size Nk =0, i.e., O = B*(Bk, nk) as described in [106] and [40]. This
parametrization results in 2p LPs to find the minimal and maximal values
of 6 in ®k—_1 n Ak in every parameter dimension, thereby computing
the smallest bounding hypercube of the intersection.

First, we consider a general convex formulation (4.5) with a terminal safe
set according to Assumption 4.4. It can be shown that the convex hull
of all initial polytopes XOIk can be added to the terminal safe set. We
first define the set of time steps, where (4.5) was previously successfully
solved at a given time step k as M(K) = {i Il Xi Freas(®i)} and
we use

Xomay = €0 {Xojli M - (4.8)

The terminal safe set C¢ can then be enlarged as follows.

Theorem 4.10. If Assumption 4.2 holds, the system matrices A(8) and
B(6) in (4.6) are a ne in 8 and (4.5) is convex, then the set

is again a safe set according to Assumption 4.4 with a terminal controller
given by Algorithm 4.1.

Proof. As (4.5) is assumed to be convex, it follows that for a fixed
polytopic parameter set Ok, the admissible set Ffeas(@k) of (4.5) is
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also convex at every time step k = 0, see [90]. It then follows that
XO|M(k) Xteas(Ok) as any x X0|i admits a feasible solution to (4.5)

for all i M(k). As it holds that Fas(Ok) Freas(@Ok+1) if the
parameter set is updated and that the union of two safe sets is a safe
set, the result follows. O

We now consider the specific case of defining the optimization problem
(4.5) in a recursively feasible manner through a homothetic tube based
formulation, i.e., defining the sets X; as a translation and dilation of a
given set as used, e.g., in [106]. By using a tube controller K(X, vjjk) =
KX+Vi|k and the sets Xi|k = {Zi|k} Gi|kX0, with Xg = {X RnIHXX =
1}, Hx R™™" and ajx = 0, the optimization problem (4.5) can
be formulated as a quadratic program if X¢ is also a polytope, with
optimization variables Vi, Zjjx and .

Note that in homothetic tube formulations as considered in [106], the
terminal constraint (4.5e) is given by (Znk, Onjk)  Xf, Where the
terminal set X¢ is a set of translations and dilations (z, ). Given these
convex parametrizations for the tube controller k and the sets in the
state space Xk, we show how the terminal set can be enlarged using
previously solved instances of the safety filter problem (4.5).

Similarly to the general convex optimization case in Theorem 4.10, we
select the terminal set X¢ such that for every translation and dilation
(z,a) Xg¢, a translation and dilation in the terminal set exists at the
next time step, ensuring recursive feasibility of (4.5). This assumption
on the terminal set is common in the robust adaptive MPC literature
and is stated explicitly in [39], [106] and [40] and used implicitly in [105]
in the online optimization problem.

Assumption 4.11. Let W and Oy be polytopic and let X;; be of the
form {zjx} aiXo with polytopic Xo = {Hxx <1} and Hx R™>".
Consider a non-empty terminal set X¢ = {(z, a)|Htz + hta < 1}, with
Hr R" ™ and hy R"T, and a tube control law Kk(X,v) = Kx+v
in (4.5). For every (z,a) Xg, there exists v and (z*,a*) Xg, such
that forall 6 Ok and x {z} aXo, it holds that (x,k(X,v)) Z and
A@){z} oaXo) BOIK{z} oXo) {BONV} W {z*} a"Xo.
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E ectively, this assumption requires that given a set in the state space
X ={z} aXp, with (z,a) X¢ there exists aset X* = {z*} a* Xy,
with (z*,a*) X¢, which contains the propagation of all states x X
using the input v + Kx through all possible parametrized dynamics for
all possible disturbances.

By using solved instances of (4.5) with optimal (z;,,,, ailk), the terminal
set can then be enlarged, such that a recursively %‘easible optimization
problem is recovered.

Theorem 4.12. Let Assumptions 4.2 and 4.11 hold, let (4.5) be convex
and let the system matrices A(8) and B(6) in (4.6) be a ne in 6. It
holds that the set

M) _ _
X1 = co {G@ije @i li 1ok M) XF (4.10)
satisfies Assumption 4.11 for ©;.

Proof. We denote the ng vertices of X¢ as {(zO|k, %|k)}k ng—1) such
that there exist corresponding tuples (z;,, o, )  X¢ fori Iy Ny
and each k I, —1j according to Assumption 4.11. We then denote

as J=M(k) Ij_n, —1; the set of solved time steps M(k), together
with the ng constructed solutions for each vertex of X¢. Through the
solutions of (4.5) and the constructed solutions we have for all i I Ny,
k Jand® Op O, thatit holds that

Aa®){zipt gipXo) {BOVid W Az}  AiegpXo,

where we define Aq(8) = A(B) + B(6)K and use the fact that the
tuple (zy .1 On+1x)  Xr eXists according to Assumption 4.11 as
Enpe Ong) Xe. Forany (z,o) X', we can write (z,0) =
k 3 Nilk(Zj: %) due to the convex hull, where it holds
K J )\i|k:1 and )\i|k20-

i N
that ; ,
[0.N]
We then choose v =, = 3 AikVj Where v, corresponds

to the input solution of (4.5) at the predicted time step ilk, and the
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corresponding (z*,a™")=
follows that for all 8 O,

Aa(®) {z} oXo) {B(@O)V} W

i long k3 Nik(Zigpe Qg 1T then

=Ac1(6) AilkZijk Ak Qe Xo
i |[0’N]k Jd i I[O,N]k J
B(G) )\ilkvi|k }\i|k W
i longk J i lonk J
= Aik Aca(®) {zi} oipXo  {BOViK}r W
i ok J

Ailk {Zivapd  digXo
i ok J
={z"} a* X,

where the second equality is shown in detail for convex sets A and B:

Ai A Ai B= Aia+ )\ib|a Ab B

(AiA  AB)

A(A  B).

As (z,a) XfM(k), it follows that the tuple (z*,a™) XfM(k) from a

convex combination of the tuples (Zi+1|k'ai+l|k) Xf'v'(k). Similarly
through the convex combination of v, the combined state and input
constraints are guaranteed to hold. O
Remark 4.13. Given a representation of the set Xo = co(x?, X2, ..., x™)

with ng vertices, the terminal set enlargement in (4.10) can be fur-
ther improved with the vertices of the previously computed Xilk by
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. M(K) i _
using co Xg ,{(zi_|k+0(i|kx1,0)}j Homg! Tompk M@E 85 for all
J Vonols Zipe + X! Xy, which implies that

6 O Acl(e)(zuk"'o‘ukxj) {BOViKr W Xk

4.7 Numerical Example

We consider a chain of nysp mass elements connected by nysp — 1
springs and dampers. The discrete-time dynamics of the mass element
i are given by

Pr+1,i=Pk,i + TsVk,i
Vie+1,i =Vk,i— TsCi—1,i (Pk,i —Pk,i—1)— Tsdi—1,i (Vk,i—Vk,i—1)
+TsCii+1(Pk,i+1—Pk,i)— Tsdi,i+1(Vi,i+1—Vk,i) FUk,i

with the position of element i at time step k denoted by py i and the
element velocity v i, sampling time Ts = 0.2s, spring and damping
constants ¢ j+1 and d; i+1 of the springs and dampers connecting el-
ements i and i + 1. All damping coe cients d;ji+1 = 0.1, with do 1
and dn,,sp,nuso-+1 and the corresponding spring constants being 0. The
remaining spring constants are randomly drawn between [0.05, 0.25]
and are considered as uncertain parameters 8 with the initial set of
parameters ©q = [0.05,0.25]"se~1 'such that 8  ©p and an additive
disturbance on the positions and velocities with |w| < 1e—3 is used.
The dynamics can thus be defined as Xx+1 = A(8)Xk + Buyk + wg.

The system is simulated for 30s with 3 and 8 elements from the origin
using the proposed robust adaptive safety filter scheme with the con-
straint reformulation in [106] with decoupled state and input constraints
X =[-2.3,2.3]*"™s0 and U = [—3.5,3.5]"™sP such that Z = X x U.
The problem is solved using YALMIP [99] and MOSEK [100] with
an average computation time of 6ms and 340ms for 3 and 8 elements
respectively. A reinforcement learning controller based on the policy
gradient with signed derivative algorithm in [119] is used with random
initial control parameters which are trained during the simulation.
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Figure 4.2: Closed-loop simulation of 3 mass-spring-damper elements
using the proposed robust adaptive predictive safety filter. The position
of the first element is plotted (top) for the proposed method and the
robust approach in [31]. The robust adaptive approach allows the system
to operate close to the constraints due a less conservative safety filter
approach from identifying the uncertain system online. The robust
adaptive approach demonstrates less frequent safety filter interventions

(bottom).

Table 4.1: Volume of the admissible set of the robust adaptive safety
filter optimization Problem through Monte Carlo integration

Freas(©0) | Freas(©150) | Freas,f(@150) | Freas,psk | Constraint
#MSD | Volume Volume Volume Volume | Volume
3 5.86e3 7.10e3 7.46e3 3.62e3 9.47e3
8 9.64€9 1.93e10 2.12e10 I 4.02e10

1The RPI set for [31] could not be computed due to the complexity of the
disturbance set resulting from the use of nominal linear dynamics matrices.
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Figure 4.3: Parameter estimation through polytopic set-membership
estimation, see, e.g., [106], in closed-loop simulation of 3 mass-spring-
damper elements.

Pr3

Figure 4.4: The initial and final admissible set as well as the ad-
missible set after terminal set enlargement Ffe55(®0), Freas(@150) and
Freas 1(©150), respectively, are shown for mass-spring-damper element
positions for a fixed velocity. The parameter estimation enlarges the
admissible set of (4.5) through the parameter estimation, requiring
robustness against a decreasing set of parameters. The terminal set
enlargement allows states from which the terminal set could not be
reached to become admissible.
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The terminal constraints used are zyx =0 and 0 < oy < 1. The
closed-loop simulation results with 3 elements and a comparison to the
method in [31] where the parametric uncertainty is included by enlarging
the disturbance set can be seen in Figure 4.2. The robust adaptive safety
filter scheme successfully prevents constraint violations of the system
and interferes less conservatively than [31]. During the deployment of
the robust adaptive safety filter, the parameters are estimated using
polytopic set-membership estimation for a fixed B Set shape as shown
in Figure 4.3. The enlargement of the implicitly defined safe set of the
safety filter through the parameter adaptation and through an additional
terminal set enlargement using all available data after the simulation
is finished is also shown in Figure 4.4. A slice of the admissible sets
Freas(©0), Freas(©150) and with the enlarged terminal set, Freas 1(@150),
for fixed velocities is shown, which is computed by gridding the state
space. In order to compute the volume of the implicitly defined safe sets
in 2nmsp dimensions, Monte Carlo integration is used with 10° randomly
drawn samples. The results and a comparison with the admissible set
Freas,psk Of [31] and the total volume within the constraints are shown
in Table 4.1, where a 21% increase in volume is observed for the case of
3 mass-spring-damper elements after the parameter estimation and a
total increase of 28% with the terminal set enlargement. For 8 elements,
an increase of 100% and 120%, respectively, is observed.



CHAPTER 5

Robustness of Predictive Control Barrier
Functions

In this chapter, we address research question Q3, investigating recovery
mechanisms for dynamical systems subject to exogenous disturbances.
We summarize the work in [P5, Section 1V] and [P7, Section 4].

5.1 Introduction

Predictive control barrier functions, as proposed in [41] and summarized
in Section 2.8, provide a principled recovery mechanism for systems,
where unexpected disturbances can lead to constraint violation. In this
case, when applying an optimization-based controller, it is necessary to
firstly, still obtain a solution to the optimization problem, and secondly,
allow the system to converge back to a safe region of operation. However,
models of physical systems used for prediction are rarely accurate. Model
errors and unexpected disturbances lead to errors in the prediction,
which can cause the theoretical stability guarantees to be invalidated.
Therefore, obtaining a clear understanding of how errors in the prediction
a ect the closed-loop behavior of the system, and possibly accounting
for such errors explicitly in the design of the control method, can be
crucial to the successful deployment of control methods.

Related Work

Soft constrained model predictive control approaches are widely ap-
plied in practical systems and aim to ensure global feasibility of the
optimization problem, see, e.g., [120]. Through appropriate design of
a regularization of the slack variables in the soft constraints, an exact
penalty formulation can be achieved, as shown in, e.g., [42]. Thereby, if
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the optimization problem with hard constraints is feasible, its optimal
solution is also optimal in the soft constrained problem. While this is a
strong result, an open question is how to ensure closed-loop stability
for such soft constrained formulations for states where the constraints
are violated. In [121], stability for single-input single-output systems is
shown under appropriate slack penalty design. Stability for open-loop
stable systems is shown in [122] for linear systems and [123] introduces
a relaxed initial state constraint for global feasibility and stability of
open-loop stable nonlinear systems. In [124], two types of slack vari-
ables are used to ensure asymptotic stability of any feasible reference
steady-state for linear systems and input-to-state stability is shown if
the system is subject to additive disturbances.

The PCBF algorithm was originally proposed in [41] and can be used
as a soft constrained model predictive control approach. It ensures
asymptotic stability of the implicitly defined safe set of a predictive
optimization problem. Recently, it was shown in [125] that a slightly
modified PCBF optimization problem guarantees convergence of the
system to the maximal control invariant subset of the state constraints
and that the implicitly defined safe set is stable. The concept of PCBFs
also relates predictive safety filters to discrete-time control barrier func-
tions (CBFs), such as proposed, e.g., in [62]. A main advantage of
CBEFs, see, e.g., [30] for an overview for continuous-time systems, is their
ability to ensure stability of a safe subset of constraints as well as a
dampening e ect when approaching the boundary of the safe set. This
is achieved by including a decrease constraint of an explicit CBF in an
optimization problem. In [126], a backup CBF formulation is proposed,
which allows using a backup controller to enhance an invariant safe
set, by computing gradients of a CBF on the closed-loop trajectory of
the backup controller. Thereby, any state which reaches the safe set
under the backup controller is still considered safe, and the safe set is
e ectively augmented. The PCBF algorithm can be seen as a backup
CBF formulation, where the optimizer is free to choose all control inputs
in the prediction horizon, rather than selecting them with a prior fixed
policy. The proposed formulation in [127] uses a look-ahead to determine
time instances, where given a path of the system, a CBF constraint is
violated. Thereby, the control actions are modified such that safety can
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be guaranteed. However, this method does not consider the case when
the input is constrained. The work in [128] proposes a reachability-based
safety filter formulation in continuous time, which makes use of a finite
look-ahead time and establishes connections to model predictive safety
filter methods. However, the method uses numerical approximations of
the gradients of the CBF through sampling to impose the CBF decrease
and it is unclear how approximation errors can impact the closed-loop
performance. In comparison, we provide a rigorous analysis of how ap-
proximation errors of the learned CBF impact the closed-loop behavior
of the system. In order to achieve robust guarantees when the nominal
model is not accurate, the PCBF method is extended in [129], where
Lipschitz-based constraint tightenings are used to ensure closed-loop
constraint satisfaction. These tightenings grow as a function of the
prediction horizon and can therefore lead to conservativeness for long
horizons. Additionally, robust stability of a subset of the constraints is
not considered.

Contribution

We extend the theoretical results in [41], by showing a rigorous connec-
tion between the control barrier function definition in [41] and more
widely used class K comparison function based definitions. These re-
lations allow to show that the method in [41] benefits from inherent
robustness properties with respect to exogenous disturbances, see, e.g.,
[130], which are crucial for the deployment of predictive control methods
in real world applications. The theoretical analysis implies that in the
presence of persistent disturbances, the closed-loop system stabilizes a
superset of the implicitly defined safe set of the PCBF method, whose
size depends on the encountered disturbances. Additionally, we propose
a robust PCBF approach augmenting the nominal formulation in [41]
by employing an RPI set which contains the prediction error evolution,
leading to a constraint tightening independent of the prediction hori-
zon. Despite the introduction of a hard constraint in the optimization
problem through the use of the RPI set, continuity of the optimal value
function of the slack minimization problem is shown and robust stability
guarantees of the target set are established.
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Chapter Outline

In this chapter, we aim to address research question Q3 in Section 2.9.
We formulate the problem which is considered in this chapter in Sec-
tion 5.2. In Section 5.3, the relation between two definitions of CBFs for
discrete-time systems is established, which is leveraged in Section 5.4 to
show inherent robustness of the nominal PCBF algorithm described in
Section 2.8. Finally, a robust-by-design version of the PCBF algorithm
is proposed in Section 5.5.

5.2 Problem Formulation
We consider the discrete-time, nonlinear dynamical system
Xi+1 = F(Xk, Uk, W), (5.1)

with state xx  R" and input ux  R™, exogenous disturbance wy, RP
and continuous dynamics f : R" x R™ x RP _, R, The system is
subject to state and input constraints

Xk X :={x R"]cx(x) =<0},

U U, (5.2)

where ¢« : R™ - R™ is a continuous function. In practical predictive
optimization based methods, state constraints are typically formulated as
soft constraints, as discussed in Section 2.5. This ensures that feasibility
of the optimization problems, which are solved online, is preserved when
the system is subject to unknown disturbances. Accordingly, we define
the soft-constrained set

XE) ={x R"[cx(x)=¢&},

where & R"™ is a slack variable. The constraint sets satisfy the follow-
ing assumption.

Assumption 5.1 (Constraint Sets). The constraint set U is compact
and X (§) is compact for all 0 < § < oo. Furthermore, it holds that
Cx : R™ - R™< is continuous.
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Given an initial state that lies outside the constraints X, the system
states should converge back into X. An initial state in asafe setS X
should remain therein. In order to ensure such closed-loop stability and
constraint satisfaction, we make use of the concept of CBFs as discussed
in Section 2.7. In this chapter, we consider two definitions for discrete-
time CBFs leveraged in [41] and [25] and discussed in Sections 2.4 and 2.7,
which we restate in this section for ease of readability. The two definitions
are given with respect to a nominal system

Zk+1 = F(zk, vk, 0), (5.3)
which is not subject to exogeneous disturbances.

Definition 5.2 (Control Barrier Function - Continuous). A function
h : D - R is a discrete-time control barrier function with safe set
S={x R"|h(z)<0} D R"if the following conditions hold:

1. S,D are compact and non-empty sets,
2. h(z) is continuous on D,

3. Ah:D - R, with Ah continuous and Ah(z) > 0forallz D\S

such that:
z D\S:
JnB{h(f(z,v, 0)) | f(z,v,0) D} —h(z) =—-Ah(2), (5.4a)
z S :\EnB h(f(z,v,0)) <0. (5.4b)

This first definition requires that the CBF h is continuous and defines
a set S as a zero sublevel set which is control invariant through the
condition (5.4b). Additionally, for any state outside the safe set, i.e.,
any z D\S, there exists a continuous, positive decrease Ah(z) of the
CBF value. Inputs which satisfy the CBF conditions are considered safe
to be applied to the given dynamical system.
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Definition 5.3 (Safe Inputs). Given a CBF h according to Defini-
tion 2.28 and its corresponding decrease Ah, an input v applied to
system (5.3) at state z is said to be safe, if v Un(z) U with

Ui(z), ifz D\S,

Un@)= " ) ifz s,

(5.5)
where U1(z) ={v U | h(f(z,v,0)) — h(z) = —Ah(2)} and U,(2) =
{v U]|h(f(z,v,0)) =0}

Applying safe inputs to system (5.3) ensures that the set S is asymptot-
ically stable in the domain D as given by the following result in [41].

Theorem 5.4. Let D R" be a non-empty and compact set. Consider
a control barrier function h : D - R according to Definition 5.2 with
S={z R"|h(@E) =0} D. IfDis a forward invariant set for
system (5.3) under vk = K(zk) for all K : D - U with kK(z) Un(2),
then it holds that

1. S is a forward invariant set

2. S is asymptotically stable according to Definition 2.6 in D

The PCBF formalism, which is considered in this chapter and sum-
marized in Section 2.8, defines a principled recovery mechanism for
dynamical systems. It implicitly defines a CBF according to Defini-
tion 5.2 through the optimal value function of an optimization problem.
However, the CBF in Definition 2.28 relies on continuity of the CBF
and a continuous, positive definite decrease with respect to the safe set.
Given a system (5.1), which is subject to persistent disturbances, it can
be di cult to establish where in the state space such a decrease is no
longer satisfied, i.e., which region in the state space the system possibly
converges to in closed-loop.

The second definition of a control barrier function makes use of class K
comparison functions discussed in Section 2.4.

Definition 5.5 (Control Barrier Function - Class K). A function h:
D - R is a discrete-time control barrier function with safe set S = {z
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R" | h(z) =0} D if the following hold:
1. S, D are compact and non-empty sets,
2. 01,0, K,suchthatoi( z s)<h(z)=0ay( z s),

3. o3 K such that

inf {h(f(z,v,0)| f(z,v,0) D}-—h@)<-0ts(zs). (56)

A definition based on such comparison functions is advantageous due
to the ease of extending stability guarantees if there are additional
exogenous disturbances acting on the system as considered in (5.1).
Therefore, we aim to establish a relationship of CBFs which satisfy
Definition 5.2 to CBFs according to Definition 5.5. Such a relationship,
which is established in Section 5.3 allows investigating the inherent
robustness properties of the PCBF algorithm with respect to exogenous
disturbances in Section 5.4. A similar relation showing that a continuous
Lyapunov decrease implies the existence of a class K decrease is shown
in [131], but uses class Ko, bounds on the original Lyapunov function
rather than the continuity of h in Definition 5.2.

Finally, while inherent robustness of the nominal PCBF algorithm is
established in Section 5.4, designing the algorithm such that closed-loop
guarantees can be established for a given set of possible disturbances
is desirable. We therefore aim to show how, similarly to robust MPC
methods discussed in Section 2.5, a robust PCBF algorithm can be
designed. The robust method needs to retain continuity of the robust
PCBF, which is a crucial property for the considered stability analysis.

5.3 Relation of Control Barrier Function Definitions

In this section, we provide a theoretical analysis of the relation between
the two control barrier functions in Section 5.2. We show that any
CBF according to Definition 5.2 implies existence of a CBF according to
Definition 5.5. This result enables analysis of the closed-loop behavior of
the PCBF algorithm summarized in Section 2.8 with respect to possible
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disturbances, allowing to establish an inherent robustness result similar
to the inherent robustness of MPC in Section 2.5.

Firstly, we relate the continuous function hpg and its corresponding
decrease Ahpg to class K comparison functions.

Lemma 5.6. Consider the compact and non-empty sets S and D, with
S D and a continuous function y : D\'S - Rz, with y(x) > 0 for
all x D\S. Then there exists a K function a : [0,r] - R= with
r:=maxx p X s such that

vxX)=a( xs) x D\S. (5.7)

Proof. Define the auxiliary function p:[0,T] - R=g as

0 ifr=0,

p(r):= (5.8)

min y(y) .
y otherwise.
sty D\{y D|ys<r}

Since y is a continuous functionand D\{y D| y s < r}isacompact
set, the above minimum is attained for all r (0, ¥]. It holds that

p( X s)=y(X), x D\S,

which follows directly from the above minimization as x is a feasible
point if x s > 0. Additionally, it holds that p is non-decreasing with
increasing r, since F>r impliesD\{y D| ys<Tt} D\{y D|

Yy s <r}, i.e, the domain in the constrained minimization problem
(second case in (5.8)) is non-increasing. As p(r) is not necessarily
continuous for non-convex sets S, we construct a class K function
a : [0,7] - Rsp which is a lower bound of p on D\ S similarly to
the result in [132, Lemma 2.5]. Consider the partitions (Rk+1, Rk] on
the interval (0, 7] with boundary points R, := 27K, fork =0,1,2,...
and define @k := 27%p(Rk+1). Note that @x+1 < @, since p(r) is
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non-decreasing and 271 < 27Xk = 0. In addition, it holds that
o =p(r), r (Res1,Ri]as @ = 27p(Ric+1) < p(Ric+1).-

We construct the function

" if r =0,
a(r) = _
Pk+1 + %(r —Rk+1), ' (Rk+1, Rkl

which is piece-wise a ne on successive intervals r  (Rk+1, Rk], con-
tinuous, as limy _ o @x = 0, strictly increasing and is therefore a class

K function. Furthermore, it holds that a(r) < p(r), which implies
a( X s)=<y(X) x D\S as desired. O

In a similar fashion, an upper bound for positive continuous functions
can be constructed. Note that in [25, Proposition B.25], such an upper
bound is shown only with respect to a singleton S = {0}.

Lemma 5.7. Consider the compact and non-empty sets S and D, with
S D and a continuous function y : D\int S - Rxg, with y(x) > 0 for
all x D\S and y(x) =0 for all dS. Then there exists a K-function
B:[0,r] - R=p, with r:=maxyx p X s such that

y(X)=B(xs) x DN\intS. (5.9

Proof. Define the auxiliary function q:[0,r] — Rxg as

q(r) := max y(y) (5.10)
st.ty (DO\intS)\{y D]| y s=>r}.

As y is a continuous function and (D\intS)\{y D| y s>r}isa
compact set, the above maximum is attained for all r [0, r]. It holds
that

q( X s)=y(xX) x DN\intS

which follows directly from the fact that x is a feasible point in the above
maximization and the fact that y(x) = 0, x 0S. Additionally, it
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holds that g is non-decreasing with r, since ¥ > r implies (D\int S)\{y
D| ys>r} @O\intS)\{y D| y s >T} ie., the domain in
the constrained maximization problem in (5.10) is non-decreasing.

A continuous, strictly increasing upper bound for q(r) is then given in
the proof of [132, Lemma 2.5] by defining the partitions [Ri+1, Rk) with
Rk = 27Kr for k = 0, the quantities ¢, = q(Ry) + 27K for k = 0 and
¢@—1 =q(r) +2 = @ and defining the piece-wise a ne function

0 ifr=0,
B(r)= ox+ gth_k‘ikl (r —Rk+1) ifr [Rk+1,Rk), (5.11)
0—1 ifr=r.

It then holds that B(0) = 0, B is strictly increasing as @x—1 = @k and
27k+1 > 2=k and continuous as lim, o+ B(r) = 0 as limk .eo @ = 0
and lim, _# B(r) = B(r), therefore we have § K. O

An illustrative example of the constructed upper and lower bounds is pro-
vided in Figure 5.1. We can now use the results in Lemmata 5.6 and 5.7,
to show that for any function h, which is a CBF according to Defi-
nition 5.2, the function h(x) := max{0, h(x)} is a CBF according to
Definition 5.5.

Theorem 5.8. Consider a CBF h: D - R according to Definition 5.2.
It holds that the function h : D - R=g, given by h(x) := max{0, h(x)},
is a CBF according to Definition 5.5.

Proof. We prove the three statements in Definition 5.5 for ﬁ(x) =
max{0, h(x)} based on the fact that h fulfills Definition 5.2:

1. From Definition 5.2, it follows that the safe set S = {x R" | h(x) <
0} =S ={x R"|h(x) =0} and D are compact and non-empty.

2. From Lemma 5.6, it follows that a; K, such that a;( X s) <
h(x) =h(x) x D\S. Ash(x)=0 x S, itholdsthat a;( X s) <
h(x) x D. From Lemma 5.7, it then holds that as h(x) is continuous
on D\intS and h(x) =0 x 0S by definition, a, K such that
h(xX) =az( x s) x D\intS. With h(x) =0 x S, it holds that
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(D\NintS)\{x D| xs>r} D\{x D| xs<r}

[ G

|
1
I
|
r R> R1 Ro =T

Figure 5.1: lllustrative example of the class K lower and upper bounds
in Lemmata 5.6 and 5.7. The function y(x) is minimized on D\{x D |

X s <r} (green) and maximized on (D\intS)\{x D| X s >r}
(gray) to obtain the non-decreasing functions p( X s) and q( X s),
respectively. Finally, the class K bounds are constructed via piecewise
a ne lower and upper bounds.

h(x)<ax( xs) x D. ~
3. We provide a class K decrease function for h for all x D by
considering the following case distinction, where we denote an optimal
inputasu argminy y{h(f(x,u)) | f(x,u) D}:

= x DN\S, we consider the two following cases:

1) f(x,u) D\S:
infy, u{h(f(x,u)) | f(x,u) D} —h(Xx)=—Ah(x)
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infu u{h(F(x, u))|f(x,u) D}—h(x)<—Ah(x). As Ah ful-
fills the conditions of Lemma 5.6, it holds that [ K, such
that Ah(x) =B( x s) x D\S and
infy u{h(f(x,u)) | f(x,u) D} —h(x) < —B(x).

2) f(x,u) S: 5 5
It holds that inf, y{h(f(x,u)) | f(x,u) D} =0 < h(x).
Using the lower bound a;( X s) < h(x) from (2), it holds
that inf, U{h(f(x w)|f(x,u) D}— h(x)< ar( X s).

We can therefore define the function

as( X s) =min{B( x s),01( x s)} K,
such that

inf {h(Fx, W) | F(x,u) D} —h(Q) < —os( x s).

= x S:infy yh(f(x,u)) <0
inf, u{h(fF(x,u)) | f(x,u) D}-— h(x) < —a3( X s) where

~ -0 T =0
we used h(X) =h(x) =0 x S.

We therefore have x D, that
inf {A(F(x,u) | F(x,u) D} —h(x) < —aa( x s).
u

O

Given that we have shown the relation between the two considered defini-
tions for CBFs, it follows that the optimal value function hpg in (2.24) is
also a CBF according to Definition 5.5 under suitable design of the termi-
nal CBF h¢ in Assumption 2.29 used in the PCBF optimization problem.

Corollary 5.9. Let Assumptions 2.29 and 5.1 hold. The minimum
(2.24) exists and if af is chosen su ciently large, then the optimal value
function hpg(Xx(k)) defined in (2.24a) is a (predictive) control barrier
function according to Definition 5.5 with domain Dpg := {x R" |
hpe(X) =< afys} and safe set Spg :={x R" | hpg(x) = 0}.
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Proof. This result follows directly from Theorem 2.30, which shows that
hpg is a CBF according to Definition 5.2 under the given conditions.
As hpg(x) =0 for all x Spg and hpg(x) > 0 for all x Dpg \ Spg,
it holds that hpg(x) = max{0, hpg(x)} and hpg is a CBF according to
Definition 5.5 by Theorem 5.8. O

5.4 Inherent Robustness

In this section, we leverage the relation in Theorem 5.8 to analyze the
inherent robustness properties of the PCBF algorithm with respect
to external disturbances. In order to analyze the closed-loop behavior
under the PCBF algorithm, we consider the following di erence inclusion

Xk+1 Xk, Wk)
={x* R"| x" =f(Xx u,wy), (5.12)
u UhPB(Xk)}!

where Up,, is the set of safe inputs induced by hpg according to Def-
inition 5.3. The aim is to show that if in closed-loop, the inputs ug
are selected from the set Un,., the closed-loop system is input-to-state
stable (ISS) according to Definition 2.13 for the di erence inclusion
(5.12) with respect to the disturbance w. This is achieved by showing
that hpg is an ISS-CBF according to the following definition.

Definition 5.10. Let S and D be compact and non-empty, with S 0-
input invariant,® D robustly positively invariant and S D. A function
h:D - Rxg is an ISS-CBF for system Xx+1 F(Xk, Wg) if there exist
class K functions a4, a,, az and ¢ such that for all x D,w RP,

a( X s)=h(X) =a( X s), (5.13a)
sup  h(x")—h(X)< —o3( x s)+a( w). (5.13b)

X+ F(X,w)

IA set S D is denoted O-input invariant for the dynamics Xy+1  F (Xk, W) if
it is invariant for the dynamics Xx+1 F (X, 0).
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Remark 5.11. Note that in [25, Appendix B], the definitions of 1SS and
of an ISS-CBF are given with respect to the singleton S = {0}, however
this result is applicable also for compact sets S, see, e.g., [133, Remark
3.12]. Additionally, the results are given for the di erence eqguation
Xk+1 = F(Xk, Wk) rather than the di erence inclusion Xx+1 F (Xk, Wk),
but this di erence is minor due to the supremum in the decrease condition
(5.13b).

By leveraging the fact that the PCBF defined in (2.24) is a CBF accord-
ing to Definition 5.5 according to Corollary 5.9, we are able to relate it
to the notion of ISS-CBF in Definition 5.10.

Theorem 5.12. Let Assumptions 2.29 and 5.1 hold. The closed-loop
system (5.12) is ISS according to Definition 2.13.

Proof. We show ISS by proving that hpg, as defined in (2.24), is an
ISS-CBF according to Definition 5.10. From Corollary 5.9, it follows
that hpg is a CBF according to Definition 5.5. It therefore holds that
Spg is O-input invariant for the di erence inclusion xXx+; F(Xk,0)
as it holds that u Unes (Xk) according to (5.12). Furthermore,
from Definition 5.5, it follows that there exist a; and o, such that
a1( X spg) < hp(X) < 02( X spg)- It therefore remains to be shown
that supy+ g x.w) hPB(X™) —hpe(X) = —0a3( X sp5) +0( W ). Given
the definition of Uy, it holds that x Dpg, we have

sup  hpe(x") = sup hps(f(x,u,w)).

X+ F(x,w) U Unpg

From the Heine-Cantor theorem in [134, Theorem 4.19], it follows that
the continuous functions hpg and f are uniformly continuous on the
compact set Dpg. It therefore holds that there exist class K functions
Oheg and of according to [50, Lemma 1] such that

sup  hee(F(x,u,w))

u Unpg
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= sup hpg(f(X,U,0)) + Oh.s = 0e( W)
u Unpg

= sup  hpe(f(x,u,0)) +a( w),

u Unpg (X

where 0 = 0On., © O is also a class K function. By using Un.5(X) =
{u U | hpg(f(x,u,0)) —hps(X) = —Ahpg(X)} for X Dpg \Spg, we
have

sup  hpg(f(x,u,0)) +o( w)

u Unpg (X
<hpg(X) — Ahpg(X) +o( W )
<hpg(X) = 03( X spg) +0( W ),

where o3 exists according to Lemma 5.6. For any X  Spg, We have
Unes (X) = {u U | hpg(f(x,u,0)) < 0}, resulting in

sup hpg(f(x,u,0))+o( w)

U Unpg
=o(w)
= hPB(X) - cx3( X SPB) + 0( w )'

as hpg(X) = az( X spg) =0 for x Spg. Therefore, for any X Dpg
the decrease condition (5.13b) holds and hpg is an ISS-CBF according
to Definition 5.10 and the closed-loop system (5.12) is ISS. O

Given that the PCBF defines an 1SS-CBF for system (5.12), it holds that
the nominal predictive control problem (2.24) admits inherent robustness
properties. In other words, it holds that for any state X, Dpg, a
neighborhood of Spg is stable for the system (5.12).

5.5 A Robust Predictive Control Barrier Function

In this section, we introduce a robust version of the PCBF algorithm,
which provides robustness guarantees by design of the optimization prob-
lem. While we showed inherent robustness guarantees of the nominal
PCBF, systematically considering the e ect of persistent disturbances
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allows to retain invariance of the implicitly defined safe set. The robust
control approach which is proposed aims to enhance the existing nominal
formulation of the PCBF algorithm in [41] with robustness guarantees,
while still allowing the use of a nominal terminal CBF hg instead of a
robust terminal CBF. It relies on the design of an RPI set with respect
to the error between the true system state and a nominal trajectory, as
similarly done in the robust MPC formulation described in Section 2.5.
By ensuring that this error lies within the designed RPI set, robust
convergence to a safe set implicitly defined through an optimization
problem can be guaranteed.

Assumption 5.13. A compact set E R" and a continuous control
law K : R - R™ exist and are known, such that x,z R",

x—z E f(X,v+kKX—2),w)—*F(z,v,0) E. (5.149)

An RPI set and corresponding error feedback controllers according
to Assumption 5.13 can be designed, e.g., by leveraging incremental
Lyapunov stability proposed for continuous-time systems in [52] and
discrete-time systems in [53]. A possible synthesis method for discrete-
time systems leverages semi-definite or sum-of-squares optimization
to optimize the control law and Lyapunov function for the di erential
dynamics of (5.1), see, e.g., [135] for details. For linear system dynamics,
the design simplifies to the design of a standard RPI set, through, e.g.,
polytopic methods in [136] or the synthesis of quadratic Lyapunov
functions in [47].

The proposed robust PCBF scheme is based on tightening the con-
straints with respect to the RPI set E, as originally proposed in [43].
The approach leverages the fact that the error of a nominal state z
with respect to the true state x is contained within the RPI set E when
applying the nominal inputs along with the error feedback k to the
system. It therefore su ces to ensure that the nominal prediction in the
PCBF optimization problem satisfies the state and input constraints
(2.24¢) and (2.24d) tightened with the RPI set for the error E and the set
of possible error feedbacks K(E), respectively. By using this constraint
tightening, robust constraint satisfaction and convergence to a safe set
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Algorithm 5.2 Robust PCBF
1: fork=0do

2:  Measure state Xy.

3. Obtain the parameter pg.

4:  Compute optimal slack variables &, in (5.15).

5. Compute an optimal solution of (5.16) using &, .
6 Apply Ui — Vo + KXk = Zg)-

7: end for

can be established. As the constraints are additionally tightened with
the RPI set E, the safe set S¢ defined by the terminal control barrier
function hg needs to be a subset of Xn—1(0) E rather than Xy—1(0).

Assumption 5.14. The terminal control barrier function hg satis-
fies Assumption 2.29 with respect to the tightened input set U  K(E).
Additionally, it holds that S¢ .= {x R"|hg(X) =0} Xn-1(0) E.

We note that by using the RPI set E for tightening the constraints, the
same design procedure for the terminal CBF hg can be used as for the
nominal system, described, e.g., in [41], with the tightened state and
input constraints. The optimization problem to determine the optimal
slack variables at every time step and its optimal value function, denoted
as hy, are then given by

N—1
hr(x) = _min_ oe&nk + 1Skl (5.15a)
Zk, Vi, &k =0
st. i=0,...,N—1,
X Zok E, (5.15b)
Zi+1k = F(Zijk, Vi, 0), (5.15¢)
Vi|k U K(E), (515d)
Zikg XiGiw) E, &x=0, (5.15¢e)
he(zZnik) < Enjke SNk = 0. (5.15f)

The current state is required to lie within the RPI set E around the
nominal state zqc which is optimized. This ensures that the error of the
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true state evolution is always contained within the RPI set around the
predicted nominal trajectory {z;} under the feedback law K. Given
an optimal solution for the slack variables &, for (5.15), the primary
objective can be optimized as follows:

min  J (2, Vk, Pk) (5.16a)
Zk,Vk
st. 1i=0,...,N—1,

Xk Zok E, (5.16Db)
Zi+1k = F(Zij, Vi, 0), (5.16¢)
Vi|k U K(E), (516d)
Zik XiGw) E (5.16¢)
he(Znk) = Enpke (5.16f)

After computing an optimal solution vy, 7, to the optimization
problem (5.16), the input applied to the system is given by ux =
Vo + KXk — ZO|k)' We note that the cost in (5.16a) is given gen-
erally with respect to the optimization variables zx and vy and an
external parameter pg, such that a soft-constrained MPC with stabil-
ity guarantees could also be employed. For a predictive safety filter
application, the cost (5.16a) should minimize the di erence between
the proposed input px = upx and the input to be applied u, i.e.,
J(Zk, VK, Pk) = Upk — Vojk + K(Xk — Zoix) - The theoretical guarantees
of the corresponding control algorithm, detailed in Algorithm 5.2 are
then given as follows.

Theorem 5.15. Let Assumptions 5.1, 5.13 and 5.14 hold. If W is
compact and contains the origin in its interior, it holds that the opti-
mization problems (5.15) and (5.16) are recursively feasible and that the
set Sy = {x R" | hy(x) < 0} is robust asymptotically stable within
Dy ={x R"|h/X) < agys} for the system (5.1) under application
of Algorithm 5.2.

Proof. We show recursive feasibility of the proposed algorithm as well
as asymptotic stability of the set Sy :={x R" | h.(x) < 0} as follows.
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We show continuity and positive definiteness of h, despite the added,
hard constraint on the initial state (5.15b), as well as compactness of S,
and the domain of attraction of hy, i.e.,, Dy ={x R"|h¢(X) < afys}.
Next, we propose a candidate solution given a previously feasible solution
to the optimization problem (5.15) which is also feasible for (5.16) and
establish that h, is a CBF according to Definition 5.2 through an
appropriate decrease of h, at every time step and invariance of S;.

1) Continuity of hy in D,. Similarly to [41, Theorem 111.6], we show
continuity by showing that for every > 0, there exists 8 > 0 such
that x —x < implies |h(X) —h(X)| < forany x,Xx D,. Given
an optimal solution to (5.15) at X, we propose a suboptimal solution
at x such that_uniform continuity of the corresponding suboptimal
value function h(X) can be established. Consider an optimal initial
nominal state z,(x) and input sequence v (X). We construct a sub-
optimal solution at X by shifting the optimal nominal state z,(x) by
X — X, i.e., Zo(X) = z,(X) + X — X, which satisfies constraint (5.15b) by
construction. The proposed suboptimal input sequence is equivalent
to the optimal nominal input sequence at X, i.e., V(X) == v (x). The
state predictions zj(x) given the suboptimal input sequence are then
computed according to the nominal dynamics in (5.15c) and the corre-
sponding slacks can be computed as &;(X) ‘= max(0, cx(zi(X)) + Ajl)
and &y (X) == max(0, h¢(zn (X))). The proposed suboptimal solution is
therefore feasible, as v (x) and therefore v (X) satisfy the input con-
straints (5.15d) and the state and terminal constraint (5.15¢) and (5.15f)
are satisfied by definition of the slack variables.

It holds the proposed suboptimal solution for the states zj(x) is con-
tinuous in X due to the composition of the continuous function f and
the corresponding slacks &;(x) are continuous due to the composition
of the continuous functions cyx, or h¢ in the case of &y, zi and the max
operation. According to [41, Lemma C.3], for all X Dy, the state
trajectory zj(x) will lie in a compact set, implying uniform continu-
ity of zj(X) and &;(x) according to the Heine-Cantor theorem in [134,
Theorem 4.19]. As the suboptimal value function h,(X) is a composi-
tion of continuous functions, it is uniformly continuous for all X D,.
Therefore, we have existence of 6 > 0, such that x —X <3 implies
hr(X) —hr(xX) < hy(X) —h(x) < for a given > 0. Additionally,
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following the same arguments, we can apply the optimal input sequence
and initial nominal state from X to x. From uniform continuity of
the suboptimal solution, it holds that there exists 8 > 0, such that
x —X <39 implies hy(x) — h(X) < h,(x) — h((Xx) < , for any given
> 0, which implies continuity of h,. Finally, it holds that h, is positive
definite in D, with respect to S, and that S, and D, are compact, which
follows directly from [41, Theorem 111.6].

2) Recursive feasibility. Due to the use of the RPI set E in the robust
formulation of the PCBF problems, the candidate sequence used for
showing recursive feasibility of the optimization problems (5.15) and
(5.16) is the same as in the nominal case. First, note that any optimal
solution to (5.15) is trivially feasible in (5.16) as the constraints of both
optimization problems are the same. Then, given an optimal solution to
(5.16) at xk, we can construct a feasible solution to (5.15) in the next
time step as follows

Vi1 = Vi Voo -+ Ve Ve (@)

Zyv1 = Zyjkr Z2jkr - -+ 1 N K f(ZN|k1 Vk(Zle), 0) ., (5.17)

_ max(O, Ei|k + (Ai - Ai+1):|-)r i I[0,N—2]1
Cike1 =  mMax(0, cx(zy ) + An-11), iI=N—1,
max (0, hf(f(lek,vk(lek),O))), i =N,

where we dropped the dependencies on the state x for ease of readability.
The final input v, (z,,,) is a solution to (5.4) and exists according to
Assumption 5.14 as it |holds that z,,  Df due to the definition of the
domain Dy = {x R"|h¢(X) < ofys}.

As the error Xg —Zok is contained in the RPI set E by constraint (5.15b),
it holds that under application of ux = Vg, + K(Xk = Z,, ), the error
Xk+1 =21} is also contained within E, satisfying (5.15b) for the proposed
candidate solution. Furthermore, it holds that V;;, U K(E) due to the
use of the shifted optimal solution from the previous time step and the
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fact that the final input v, (x) U K(E) according to Assumption 5.14.
Finally, the nominal states Z;, follow the dynamics (5.15c) and the
slacked state and terminal constraints (5.15e) and (5.15f), respectively,
are satisfied_by construction of & through the definition of the state
constraints X;(&jk) and the terminal constraint. It therefore holds that
Algorithm 5.2 consists of recursively feasible optimization problems.

3) Asymptotic stability of S,. In order to show asymptotic stability
of Sy within Dy, it su ces to show that limy_ - hy(Xx) = 0 due to
the definition of Sy and that >0, & > 0 such that Xp s, <9

Xk s, < k =>0. Given the feasible candidate sequence which was
constructed in (5.17), the optimal value function h, incurs a decrease
at every time step, which is given by

ﬁr & (xK ) — F‘r(gk+1(xk))v

= Of (EN“((Xk) - gN|k+1(Xk)) - gN—1|k+1(Xk)
N—2
+ Eo|k(Xk) + Ei+1|k(xk) - gi|k+1(xk)
i=0
=Ahe(Xk),

where we define ﬁr(Ek) = oeénkt :\'261 & - It follows directly from
[41, Theorem I11.6] that Ah.(xy) is continuous and strictly positive for
all xx Dy \Sy and Ah, =0 for all x S,. Due to suboptimality of
the proposed feasible solution, we therefore have

hr (Xk+1) SF'r(gk+1(xk))

<hr (&(x)) — Ahr(Xk)
=hr(Xk) — Ahy(Xk).

Given that Ah,.(x) >0 for all x D, \'S;, it holds that the sequence
hy(Xk) is decreasing and therefore limy_ - hy(Xk) = a for some 0 <
a<soafyf as 0 <h (Xk) < agys for all xx Dy.

We can then show by contradiction that a = 0. Assume that o > 0.
It then holds that there exists a set A == {x | hy(X) < a}, such that
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Xk / A k=0. Furthermore, due to continuity of h., there exists an
openset B :={x| x s, <P} A forsome 3 >0. We can then define
the minimum decrease of h as

= min_ Ahg(x).
Y < BRe r(X)
Note that this minimum exists due to continuity of Ah, and compactness
of D\ B as B is open. As Ah, >0 for all x D, \Sy, it holds that
y > 0. We can therefore consider

hr(xk)

=hy(Xk—1) + hr (X)) — hr (Xi—1)

=h(Xo) + - hr(Xi+1) — he (X;)
&

<h,(Xo) + —Ah(Xk)

<h,(Xg) — I:/0

where the first inequality holds through a telescopic sum. As hy(Xp) <
agys by assumption, there exists some k N, such that for all k = k,
the non-increasing sequence hy(xx) < a, which contradicts the assump-
tion that limg_ o hy(Xk) = a > 0. It therefore holds that a = 0
and limyg _ o hy(Xx) = 0, which implies that limy_ . Xx Sy under
application of Algorithm 5.2.

Finally, the fact that xo Dy, it holds that >0, 0 > 0 such that

Xo s, <9 implies that k >0, xx s, < follows directly from [41,
Theorem A.3]. Consider h™ :==min x ¢ > x p, hr(X), which exists due
to continuity of h, and compactness of the domain of optimization.
By selecting & > 0 such that x—X < 3§ hr(xX) —he(X) < h_,
such that Xo s, < 8 implies hy(Xo) < h™, it holds through the fact
that h.(xx) is non-increasing that h(xx) < h™ < h,(x) for all x where

X s, = . Therefore, the set S, is robust asymptotically stable within
D,. O
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5.6 Numerical Example

In this section, we showcase the robustness results derived in this chapter.
We consider a linear unstable dynamical system of the form

o s = 1 01 o + 0 w
k17 011 1 77 o1 k:

The system is subject to the constraints X = {x R?|[|xi| <1 |xo| <

10} ={x RZ|Ax<sbh}andU={u R||u=<25={u R|

Ayu < by}. The disturbance is bounded by w o, < 0.03.

We design a nominal PCBF as summarized in Section 2.8 as well as
the robust formulation proposed in Section 5.5. We choose a prediction
horizon N = 100, the additional tightening A; = i-1e-4 and the terminal
slack penalty of = 1e6. We synthesize a terminal CBF according to the
following SDP, similar to the design procedure in [41],

rénYn — log det(E)

st. E 0
E (AE +BY) .

(Iodi = An-2)* [AJE -
(IAJE) E 0 i=1,...4
b2 [Ad;Y _

([Au]ﬁ) E 0 j=1,...2,

such that the CBF is given by hg(X) = x E~1x —1. We note that for
the sake of comparison of both methods, we use the same terminal CBF
which is a subset to the tightened state and input constraints with by
and by with respect to an ellipsoidal RPI set E. The primary control
objective is given by J(Xk, Uk, Px) = U — 2.5 , which aims to drive
the system to increasing values of the states, allowing to showcase the
robustness results in this chapter.

We consider 7 constant disturbance signals wx = ¢y 1, where the constant
factor is ¢, {0,0.3,0.5,0.8,0.85,0.89, 1.0} and solve the optimization
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problems using CVXPy [137] and MOSEK [100]. The closed-loop results
for an initial state xo = [0 1] are shown in Figure 5.2. In the case
of no additive disturbance, i.e., ¢, = 0, the nominal PCBF reaches
the constraint x; = 1, remaining within the implicitly defined safe set
Spe  X. However, for increasing disturbances acting on the system,
the closed-loop state violates the constraint, converging to states with
increasing distance to the constraint as established through the ISS
result in Theorem 5.12. The correspondingly increasing PCBF values
hpg of the closed-loop simulation can be seen in Figure 5.3. For the
values of ¢, = 0.89 and ¢, = 1, the set Dpg of the nominal PCBF
is no longer invariant and the closed-loop system is destabilized. As
the robust PCBF is designed to be robust with respect to all these
disturbance signals, the system remains within its implicitly defined safe
set S, in all the simulations.
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Figure 5.2: Closed-loop state evolution for the considered example using
the nominal PCBF in Section 2.8 (red) and the robust PCBF in Sec-
tion 5.5 (blue). For small disturbance signals, the nominal PCBF starts
violating the constraints, converging to increasing neighborhoods of its
safe set Spg. For larger values, the closed-loop system is destabilized,
leading to numerical issues (cross). The robust PCBF ensures constraint
satisfaction by design of the optimization problem.
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Figure 5.3: Closed-loop evaluation of the PCBF values for the nominal
PCBF (red) and the robust PCBF (blue). The disturbance causes
an increase in the PCBF value for the nominal PCBF, destabilizing
the system and causing numerical issues (cross). The robust PCBF is
guaranteed to remain 0 for the considered disturbances, remaining at
values close to the numerical accuracy.



CHAPTER 0O

Multiobjective Approaches to Lyapunov and
Predictive Control Barrier Functions

In this chapter, we address research question Q4, investigating how
stability of the system can be enforced as a secondary objective. We
summarize the work in [P6] and [P7, Sections 5 and 6.1].

6.1 Introduction

While constraint satisfaction is the minimal requirement for safety, it can
often be beneficial for the closed-loop performance to enforce stronger
closed-loop system properties through a safety filter. A prominent
application domain is given by automotive systems where one might
additionally want to enforce stability properties during non-emergency
related interventions, which provide more comfort or increased per-
formance. As a motivating example, consider a predictive safety filter
applied to a vehicle, controlled by a human driver on a highway. A safety
filter that enforces constraint satisfaction would prevent the vehicle from
crashing when unsafe inputs are applied due to, e.g., a distracted driver.
However, it is additionally desirable to guarantee that the vehicle even-
tually converges to a highway lane after avoiding a crash or incurring
disturbances and that the vehicle does not sustain large driver-induced
oscillations, due to human delay of response. In general, common safety
filter methods can facilitate or cause unwanted oscillations and/or con-
vergence to spurious equilibria, e.g., when transitioning from emergency
interventions in airplanes to a stable flight. Additionally, predictive
control methods rely on a prediction model which is used to establish
theoretical guarantees. As models typically are never entirely accu-
rate, the need arises to consider model uncertainties, such as exogenous
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disturbances in the optimization problem formulation and theoretical
analysis.

Related Work

In this chapter, we consider multiobjective approaches to ensure stability
of the closed-loop system to a desired setpoint or target set in the state
space through a decrease constraint, while optimizing a primary control
objective. Several works exist in the literature that rely on a similar
idea in order to guarantee stability of the resulting closed-loop system.
The main idea and analysis provided in this chapter draws from ideas in
suboptimal MPC such as the ones in, e.g., [120, 130, 138-140], where a
Lyapunov decrease is enforced to guarantee closed-loop stability even if
the optimizer converges to any feasible, rather than the optimal solution.
Similarly, the work in [141] proposes an algorithm for augmentation of
MPC with active learning through a decrease constraint. In particular,
the analysis in [130] provides suitable tools for analyzing the approaches
proposed in this chapter in the sense that it introduces the notion of
augmented state-warmstart dynamics and di erence inclusions that
allow one to analyze the evolution of the system for any feasible solution
and, in our case, any value of the proposed input.

In a similar manner, the field of Lyapunov-based MPC, see, e.g., [142]
and [143], exploits MPC controllers that leverage a pre-existing Lyapunov
function in order to guarantee stability of the closed-loop dynamics. To
this end, a constraint that enforces a decrease of the Lyapunov function
is incorporated in the underlying parametric optimization programs.

The work in [144] proposes a safety filter with decrease constraints
attaining di erent levels of stability, enabling, e.g., reference stabilization
for nominal dynamical systems. Safety filters based on control barrier
functions, such as, e.g., [62] and [145], enforce a decrease of an explicit
control barrier function in order to achieve stability of a safe set of
states, possibly in addition to a Lyapunov function decrease, in the
constraints. In [146, 147], a discrete-time CBF decrease constraint is
integrated in an MPC formulation, allowing to obtain smooth system
behavior for shorter prediction horizons. In order to stabilize a target set
in the state space, we leverage the PCBF algorithm in [41], summarized
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in Section 2.8. The PCBF algorithm can also be seen as a type of
zone MPC, proposed for stabilization of steady-states within a target
set in [148, 149] and generalized in [150] to the stabilization of control
invariant sets. By leveraging a PCBF decrease constraint, the proposed
formulation allows for optimizing over a primary objective in a single
optimization problem compared to these approaches.

Contribution

In this chapter, we focus on the additional enforcement of stability
guarantees under application of a predictive control method optimizing
an arbitrary primary objective. The stability result is achieved by
including a decrease constraint of an implicit Lyapunov function, defined
in the set of states and feasible input trajectories and constructed
implicitly through stage and terminal costs. By explicitly considering
exogenous disturbances in the optimization design, 1SS of the closed-loop
can be guaranteed.

The results are then extended to guarantee ISS of a control invariant
subset of a target set in the state space. This is achieved by imposing
a decrease constraint on the implicit value of a PCBF, as originally
proposed in [41]. Compared to [41], the proposed formulation is shown
to lead to less restrictive stability requirements in closed-loop through
the introduction of a tunable hyperparameter for the PCBF decrease
rate, allowing for improved primary objective optimization. Additionally,
the proposed formulation reduces the overhead of the PCBF algorithm,
requiring to solve only a single optimization problem rather than comput-
ing the minimal constraint violation and then minimizing the primary
objective. We demonstrate the e ectiveness of the proposed method in
simulation on a linear space rendezvous example.

Chapter Outline

In this chapter, we aim to address research question Q4 in Section 2.9.
The chapter is structured as follows. In Section 6.2 we introduce the
problem setting. In Section 6.3, we propose a multiobjective approach,
which relies on a Lyapunov decrease constraint to ensure ISS of the
closed-loop system under application of the proposed method. In Section
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6.3.1 we provide a theoretical analysis of the proposed approach, i.e., a
proof of robust asymptotic stability of the augmented state-warmstart
dynamics. A specific design method for linear systems subject to poly-
topic constraints is discussed in Section 6.3.2. Finally, we propose an
extension to the PCBF setting in Section 6.4, which ensures convergence
of the closed-loop system to a desired target set in the state space
through the solution of a single optimization problem and validate the
approach on a linear space rendezvous example in Section 6.5.

6.2 Problem Formulation
We consider a continuous, discrete-time system
Xk+1 = F(Xk, Uk, Wk), (6.1)

where the state Xk R", the input ux R™ and the exogenous distur-
bance lies in a compact, known set W, which contains the origin in its
interior, i.e.,, wx W  RP, for all k = 0. The system is subject to com-
pact input constraints, which can arise, e.g., from physical limitations
of actuators of the form

u« U k=0.

The considered control objective is two-fold. Firstly, there is a primary
control objective which should be minimized, i.e., a cost J (X, Uk, Pk)
for some time-varying parameter px ~ R" which might only be known
at time step k. The primary control objective can be of economic
nature, i.e., minimizing a cost of operation, a comfort metric during
a lane changing maneuver, or a safety filter cost ux — px , where pg
is a control input proposed from a human operator or learning-based
controller. Secondly, we consider a set of states which is deemed safe
for operation of the system, i.e., the aim is to satisfy

Xk X ={x R"|cx(x) =<0},

where ¢k : R™ - R™ is continuous. The aim is to satisfy the state con-
straints and providing closed-loop stability guarantees while optimizing
the primary objective.
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However, stabilizing a single steady-state of the system may be unneces-
sarily restrictive, in cases such as, e.g., a lane changing maneuver on a
highway or reaching a desired temperature range in a chemical reactor.
Therefore, we also consider the case where the set X is a desired target
set for the system to operate within.

Note that it does not necessarily hold that the system state Xq is
originally contained within this set and therefore a soft formulation of
the state constraints is considered, i.e.,

X@) ={x R"|cx(x) =&}

where £ R™ is a slack variable, which is a formulation typically
employed in practical predictive optimization-based applications, see,
e.g., [42]. The desired system behavior can then be characterized as
follows. The system state should remain within a control invariant
subset of X. If the system state lies outside X due to initialization of
the system state or unexpected disturbances wy / W, it should converge
back to the control invariant subset of X for all possible disturbances
W.

Finally, for ease of readability, we restate the assumptions on the system
dynamics and the constraints in this section as follows.

Assumption 6.1. The system dynamics f : R" x R™ x RP , R" are
continuous and the set W RP is compact and contains the origin in its
interior. The input constraints U are compact, the function defining the
state constraints cx is continuous and X () is compact for all 0 < & < co.

6.3 A Multiobjective Lyapunov Function Approach

In this section, we introduce the proposed multiobjective approach for
robustly stabilizing the origin of the system, while satisfying state and
input constraints, and minimizing a general primary control objective.
In order to provide theoretical ISS guarantees of the resulting closed-
loop system in Section 6.3.1, we require a Lyapunov function, which
will be defined implicitly through the online optimization problem.
Building upon the MPC and predictive safety filter formulations in
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Sections 2.5 and 2.7, respectively, the aim is then to ensure, through
the online optimization, that a Lyapunov decrease is achieved at every
time step.

The main modification of the optimization problem which is proposed is
based upon ideas of suboptimal MPC, see, e.g., [120]. Here, a Lyapunov
function which is constructed through stage costs and a terminal cost
of a predicted system trajectory is decreased with respect to a given
warmstart input sequence through a constraint. As is standard in the
MPC literature, the candidate sequence which is used to prove recursive
feasibility of the optimization problem is also used to show a Lyapunov
decrease of a cost function. Such a candidate sequence can therefore
be used as a suitable warmstart input sequence to ensure a Lyapunov
decrease. We therefore start by defining the function

N—1
V((x,u)) = I(@(x, u; i), ui) + m(e(x, u;N)), (6.2)

i=0
which consists of stage costs | : R" x R™ - R and a terminal cost
m : R" = R and where ¢(x, u;i) : R" x R™(i—1) _ RN denotes the i-
steps forward time simulation of the nominal system Xj+1 = f(Xj, u;, 0)

for some input sequence u and initial condition Xo = X. These cost
terms are subject to the following assumptions.

Assumption 6.2. The functions | and m are continuous, 1(0,0) =
m(0) = 0 and m is non-negative.

Assumption 6.3. There exists a function a; Koo such that

I(x,u) = oy (x,u) ),

forall x X, u U.

We then define the proposed multiobjective Lyapunov function approach
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as a discrete-time optimal control problem of the form

ZT'\Q( J(zk, Vk, Px) (6.3a)

st. i=0,...,N—1 (6.3b)
Zolk = Xk (6.3c)
Zi+1k = F(Zij, Vi, 0), (6.3d)
Zik X Ej, (6.3e)
Vik U K(Ei), (6.3f)
Znk Xf En, (6.30)
V ((F(Xk, Voik, 0), & (F(Xk, Voik, 0), Vk, 0))) =<
V ((Xk, Tk)) = (1 = p) - 1(Xk, Tojk)- (6.3h)

The proposed optimization problem is similar to the robust MPC in
(2.14), described in Section 2.5, where given the current state xy, a
nominal trajectory zy is predicted. This nominal trajectory is subject
to tightened constraints with respect to the sets E;j, which contain the
possible predictions errors. The terminal RPI set X¢ is designed o ine,
in order to ensure robust constraint satisfaction in closed-loop operation.
The formal requirements on the design of the optimization problem are
provided in Assumption 6.7. Compared to the robust MPC discussed in
Section 2.5, the proposed formulation additionally enforces the constraint
(6.3h). This Lyapunov constraint imposes that any feasible solution ¥
admits a stage cost decrease (1 —p) - I(x, Ugk) at the next time step for
the Lyapunov function in (6.2). As the Lyapunov function (6.2) is a
function of a state and an input sequence, we consider the di erence
between the function value of the current state and a known warmstart
sequence (X, Uk) and the function value of the next predicted state
T (X, voik, 0) and a candidate input sequence at the next time step, which
is generated according to a function & : R" x R™N x RP _, R™N and
which will be formalized in Assumption 6.7. For p [0, 1), it is ensured
that the solution of (6.3), does not perform worse than the currently
available warmstart Gy, which is generated according to a candidate
generating function & : R" x R™N x RP _, R™N "which is formalized in
(6.7).
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We can now formulate the online algorithm of the proposed multiobjec-
tive Lyapunov approach in Algorithm 6.3. At every time step, given
the current value of px, Xk and the warmstart Ty, which is generated
through the warmstart generating function &, a feasible input sequence
Vi satisfying (6.3b-h) is computed online. Finally, the first input Vg,
of Vy is applied to the system. Note that we do not require an optimal
solution v of (6.3) to be available, but only a feasible one.

Remark 6.4. In (6.3h), a decrease function of V ((Xk, Uk)),

—(@Q=p) I, Uop), i p [0,1),

R ’~ 1 :: -
(Xk, Topk, P) 0. it p=1,

could instead be used, in order to "interpolate” between a stable behavior
of the closed-loop for p  [0,1) and a robust predictive safety filter when
setting p — oo.

Algorithm 6.3 Multiobjective Lyapunov Function Approach

1: Measure initial state Xg.

2: Compute initial feasible candidate sequence .

3 fork=0,1,... do

4:  Obtain parameter p.

5. Minimize (6.3) and obtain a feasible solution V.
6:  Apply ux = V.

7:  Measure state Xyx+1 and incurred disturbance wy.
8:  Generate candidate sequence Ty = &(Xk+1, Vi, Wk).
9: end for

6.3.1 Theoretical Analysis

In this section, we analyze the closed-loop behavior of the system under
application of the proposed controller in Algorithm 6.3 and show ISS
of an extended state-warmstart system. The results build upon the
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analysis in [130], but we additionally ensure robust stability in the admis-
sible set of (6.3) by design, rather than considering inherent robustness
properties. Compared to these inherent robustness results, ensuring
robustness by design allows characterizing the region of attraction of
the proposed algorithm as the admissible set of (6.3), i.e., the values of
the parameters x and U such that a feasible solution to the underlying
non-convex program exists. First, we formalize a set of definitions and
assumptions that allow ensuring ISS of the closed-loop system. We start
by defining the admissible set of (6.3).

Definition 6.5 (Set of admissible state-warmstart pairs).

We denote the set of admissible parameters x and T for some fixed value
p [0,1) such that a feasible solution to the optimization problem (6.3)
exists as

Fo={(x,0) R"xR™N | v,z satisfying (6.3b-h)

oy (6.4)
Z s.t. U, Z satisfy (6.3b-g)}.

Note that along with the typical requirement for admissibility, i.e., the
existence of a feasible solution to (6.3) for a given state x, we additionally
require existence of Z, such that the joint state and input constraints
are satisfied for the given warmstart input sequence U at the state x.
Similarly, we define a set that contains all the possible input sequences
for a fixed parameter value x and T such that the constraints in (6.3)
are satisfied.

Definition 6.6 (Set of feasible input sequences).

Given a fixed value of p  [0,1), let Up(x,T) R™N denote the set of
feasible input sequences for a given value of the parameters (x,l) Fp,
i.e.,

Up(x,T0) :={v R™ | zs.t. v,z satisfy (6.3b-h)}.

In order to establish stability of the closed-loop system for a given
p [0,1), we refer to an extended state s = (x, U) as, e.g., in [130], and
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define the di erence inclusion
Sk Hp(si, Wi) :={(x™, T™) | X = F(xx, Yok, Wk),
g™ = &(F (X, Yok, W), Vi, Wk), (6.5)
Vi Up(Xk, Gk)}

which, for a given state xx, warmstart Gy and disturbance wy cap-
tures the evolution of the augmented dynamics for any feasible control
sequence Ve  Up(Xk, Ti).

The description of the coupled dynamics as a di erence inclusion allows
us to treat the evolution of both the warmstart Gy and the state x of
the system to be controlled for any feasible solution to (6.3) and any
value of the parameter pg, which typically changes from one instance
to another. This is possible since px enters the cost only, and hence
does not a ect the admissible set, but only the optimal solution. In
this way, we can avoid restricting our attention to an a-priori prescribed
sequence of parameter values, which is typically not known in practice.
At the same time, we obtain a more general result that does not require
the computation of the optimal solution to (6.3), but only of a feasible
solution.

Similarly to Section 5.4, we use Definition 2.13 to characterize 1SS of the
di erence inclusion (6.5) and Definition 5.10 with the safe set S = {0}
to characterize an ISS Lyapunov function. In the following, we state the
required assumptions and definitions allowing to show that V ((x, u)) in
(6.2) defines an ISS Lyapunov function. In order to ensure that G - 0
as X - 0, we require two distinct candidate generating functions, i.e.,
&, which is used in (6.3h) and &. The warmstart input sequence G,
which is used in (6.3) is then generated given a feasible solution in the
last time step using & and switches to & whenever X  Xg and the cost
is reduced, i.e.,

V(% &r(x, 1)) = V ((X, &(X, u, w))) (6.6)

holds. The warmstart generating function is therefore given by

&e(x,u), ifx  Xgand(6.6)

S0 u,w) = &.(X, u,w), else.

(6.7)
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The assumptions on the design of the constraints in (6.3) and the can-
didate generating functions are then given as follows.

Assumption 6.7. We assume that:

1. (Terminal set design). The set X¢ X is compact and contains
the origin in its interior.

2. (Recursive feasibility of the candidate generating function). The
set F, is robustly positive invariant for any fixed p [0, 1) for the
dynamical system

Xik+1 = F(Xk, Uojk, W),
Uk+1 = & (F(Xk, Uojk, Wk), Uk, Wk),

for all we W and & is continuous.
3. (Candidate nominal improvement). It holds that

V ((f(X, Uo, 0), & (f (X, Uo, 0), u, 0)))
=V ((x,u)) —an( (X, Uo) ),

for all (x,u) pr.

4. (Recursive feasibility of the second candidate generating function).
There exists a set F F, for all p [0, 1) such that F is robustly
positively invariant for the dynamical system

Xik+1 = F(Xk, Uojk, W),
Uk+1 = & (F(Xk, Uopk, Wk), Uk),

foranyw W and any x Xg.

5. (Terminal cost) The candidate generating function & and terminal
cost m fulfill

V(% &r(x,u))) =m(x) x  Xg.
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We note that the design requirements in Assumption 6.7 are standard
in many robust MPC methods, as discussed in Section 2.5. Recursive
feasibility with respect to a given disturbance set is typically satisfied by
considering the error propagation with respect to a nominal trajectory.
A suitable candidate sequence is then constructed by shifting the previ-
ous feasible solution while additionally accounting for the encountered
disturbance using a feedback control law. Such methods are available
in, e.g., [61], for linear systems and in [151, 152] for nonlinear systems.
The set F, can therefore be seen as a lifting of the set of the admissible
states, which is implicitly defined through the MPC problem, into the
space of admissible states and warmstart input sequences. For any
state which is admissible for the MPC problem there exists at least one
corresponding feasible input trajectory, forming an element in the set
Fo. From the MPC design, a control law is typically available, which
guarantees robust positive invariance of a set X¢ and induces a local
Lyapunov function m(x). Such a control law can then, e.g., be applied
N times to obtain &. The set F is then again given by a lifting of
Xg into the space of states and warmstart input sequences. A suitable
linear design method is discussed in Section 6.3.2.

The following two propositions are shown in a similar form in [130] and
are provided for the sake of completeness. First, we show that V can
be lower- and upper-bounded according to Definition 5.10.

Proposition 6.8. Let Assumptions 6.1, 6.2, 6.3 and 6.7 hold. Then
there exist functions a1,0; Koo such that for any s Fg

ap(s)=sV(E)=sax(s). (6.8)

Proof. The proof follows from the proof of [130, Proposition 7 and 22].
From (6.2) and Assumptions 6.2 and 6.3, it follows that

N—1

V)= i (e(x u;k), uk) )
k=0
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1 N—1
= G| ﬁ ((p(X, U; k)! Uk)
k=0
za S0 =),

where the second and third inequality is shown in [130, Proposition
22]. From the fact that the sets X and X¢ are compact as well as the
fact f and V are continuous according to Assumptions 6.1 and 6.2 and
the definition in (6.2), it follows that F, is compact for any p [0, 1).
Therefore, from [130, Proposition 7] and the fact that F, contains the
origin, it follows that there exists a; Ko such that V ((x,u)) <
Gg( (X1 U) ) 0

Moreover, we will make use of the following intermediate result which
allows us to upper bound the norm of T with a function of x and which
is necessary in order to show that x - Oimplies G - 0.

Proposition 6.9. Let Assumptions 6.2, 6.3 and 6.7 hold. Then there
exists a function o K suchthat T = ac( x ), forany (x,0) Fp.

Proof. This proof follows similarly to the proof of [130, Proposition 10].
For any x Xg¢, we have

ar( U) =0 (x0))=V((xT)=mx)=dm(x),

where V ((x, 0)) = m(x) follows from Assumption 6.7 and the definition
of & in (6.6) and the upper bound a,, K exists according to [130,
Proposition 7]. It follows that T < al_l cOm( X ):=8c( X ). In
the case that x / Xg, we define p := max, yn U < oo due to
compactness of U. As Xg contains the origin in its interior according
to Assumption 6.7 , it holds that r > 0 such that B(0,r) X¢. By

defining y := min{1,Gc(r)}, we have G =p=<({)ac( x ) :=ac( x )
x Fp. O
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We now state the main robust stability result.

Theorem 6.10. Let Assumptions 6.1, 6.2, 6.3 and 6.7 hold. Then,
for any fixed p  [0,1), it holds that F, is robustly positive invariant,
i.e., (6.3) is recursively feasible for all wx, W and the augmented
state sk = (Xk, Uk) is ISS for all w W for the di erence inclusion
Sk+1  Hp(sk, Wk) with region of attraction F, under application of
Algorithm 6.3.

Proof. We first show robust positive invariance of Fy, for sg+1  Hp(Sk, W)
for any p  [0,1). Given that (xk,Tk) Fp, the optimizer selects
any feasible input sequence Vi Up (XK, Tik), where (X, Vi) Fo
trivially holds since Vi, Up(Xk, Vi) for any p  [0,1). Hence us-
ing Gix+1 = &(F(Xk, Vo, Wk), Vi, Wk)), we have that (Xk+1, Uk-+1) _Fp
for any wx W according to Assumption 6.7, which shows that F; is
robustly positive invariant for sg+1  Hp(sk, Wk).

Subsequently, we show ISS of the closed-loop system by showing that
V (s) is a Lyapunov function in F, according to Definition 5.10. The
lower and upper bounds of V in (5.13a), i.e., a; and a; K, exist
according to Proposition 6.9.

It now su ces to show that there exists a function az; Ko and a
functiono K, such that foralls F,andw W the decrease (5.13b)
is achieved.

We have for all s pr andw W, that
sup VvV (s™)

s* Hp(s,w)

= sup V((F(x,%,w), E(F(x, Vo, W), ¥, w)))

T Up(x,0)

due to the definition of the di erence inclusion (6.5). We distinguish
between the two cases of the definition of &:
Case I. Either f(Xx,Vo,w) / Xg or
(X, Vo,w) X¢  V((F(X,Vo,w), & (F(X, Vo, W), V)))
>V ((f(X, \701 W)v Ec(f (X1 \701 W)v vy W))) :
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In this case, it holds that

V((F(x, Yo, W), &(F (X, Vo, W), V, W)))
=V ((F(x, Yo, W), &c(F (X, Vo, W), V, W))).

Case Il. f(x,Vp,w) Xg s.t.

V((F(x, Yo, W), & (F(x, Vo, W), V)))
=V ((F(x, Vo, W), &(F(X, Vo, W), V,w))) :

In this case, it holds that

V((F(x, Yo, w), &(F (X, Vo, W), V, W)))
=V ((F(x, Vo, w), & (F(X, Vo, W), )))
=V ((F(x, %, W), &(F (X, o, W), V, W))).

We therefore have in both cases that

sup VvV (sh)
s* Hp(s,w)

= sup V((F(x, Vo, w), &(F(x, Yo, W), V,w)))

T Up(x,d)

Next, using compactness of F,, as shown in the proof of Proposition 6.8,
and continuity of I, m, & and f according to Assumptions 6.1, 6.2 and 6.7,
it follows from the Heine-Cantor theorem, see, e.g., [134, Theorem 4.19],
that V, f and & are uniformly continuous on F,. Therefore there exist
class Ko, functions a., see, e.g., [50, Lemma 1], such that

_ SU(IO 0 V ((F(x, Yo, W), & (F (X, Yo, W), V, w)))

= _sup V ((f(x, %, 0), &(F (X, ¥0,0), V, 0)))

T Up(x,0)
+  Oyx°Ofw( W )+0yu°0g x°0rw( W)
+  OvueOgw( W)

=V ((x,0) = Q=p)ou( (X,To) ) +ovw( W),
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forany w W and any (x, 0) pr, where in the last inequality we
used (6.3) and introduced the class Ko function

Ovw = Ov,x ° Ofw + Ov,u °0g x °Ofw + Ov,u ° O, w-

In order to link the decrease in (X, Up) to the onein (x,T) , we make
the following considerations:

X0 = x + 0 = x +o(x)="o0; (x)
sac ( (x,To) ).

where we used Proposition 6.9, such that we can write

(L=p)au ( (x,To) ) =(1—p)ou = ag™ ( (x,T) )=:03( (x,T) ).

Therefore, we have w W the desired Lyapunov decrease

sup V(sT) =V ((x,T)) —os( (x,T) ) +ovw( w).

st Hp(s,w)

We have thus shown that V is a valid ISS Lyapunov function according
to Definition 5.10. O

Note that the main di erence of the proposed theoretical analysis com-
pared to [130], is the fact that robust asymptotic stability is guaranteed
by design. Rather than relying on an inherent robustness approach,
where there exists some 9, such that for all w < the origin is ro-
bustly asymptotically stable for a sublevel set of a terminal Lyapunov
function, we show that the origin is robustly asymptotically stable for
the set of admissible state-warmstart pairs F, for all w W for an
a priori given set W. Therefore, given a warmstart input sequence
which satisfies the constraints in (6.3b-g), it holds that if the initial
state x admits a feasible solution in (6.3), given Assumption 6.1 and
Assumptions 6.2, 6.3 and 6.7 which are standard in MPC, are satisfied.
The problem is then recursively feasible and the closed-loop system will
converge to a region around the origin.
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Remark 6.11. The compactness assumption on X can be relaxed if f,
m, | and & are Lipschitz continuous and p =sup, y U < oo, e.g.,
in the case of compact U. Additionally, the state and input constraints
X and U, respectively, can also be considered as coupled constraints
(X,u) Z under suitable constraint tightening.

6.3.2 Linear Design

In this section, we discuss a design procedure for linear systems a ected
by additive disturbances based on [51] in order to provide a comprehen-
sive description of Algorithm 6.3. As Theorem 6.10 provides a concept
that supports more general problem settings, we refer to [50, 151, 152]
for similar design procedures for nonlinear systems.

We consider linear time-invariant systems of the form

Xk+1 = f(Xk, Uk,Wk) = AXk + Bug +wg, wg W (6.9)

with polytopic disturbance set W and compact polytopic state and input
constraint sets X R"™ and U R™ containing the origin. Stability
is defined with respect to a quadratic stage cost function of the form
I(x,u) := $x Qx+ fu Ru with terminal cost m(x) := $x Px and
symmetric and positive definite matrices Q,R and P as commonly
used in MPC literature, see, e.g., [25]. The proposed multiobjective
optimization problem (6.3) in the linear setting is given by

min J(zZk, Vk, Pk)

Zk,Vk
s.t. i=0,...,N—1
Zolk = Xk
Ziv1k = AZjjk + BVjjk,
vik U KE;, (6.10)
Zik X Ej,

Nk X En,
V ((Axk + Bvg, &c(AXk + BVg|k, Vi, 0))) <

V (X, Gk)) — (1 = p) - 1(Xk, Uoj)-
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The constraint tightening is based on a stabilizing disturbance feedback,
which is given at some predicted time step i by Uk+i = Vi + K(Xk+i —
Zjjk), where K R™™M is constant. By iteratively applying this control
law, we obtain the so-called candidate solution, which is used to establish
recursive feasibility in [51] and serves as a candidate generating function
for the optimization problem (6.10):

(X Vv, W) = (Vi + Kw, vo + K(A+BK)w, ..., vy_1+ (6.11)
KA+ BK)N72 Ko(x,v;N) + K(A + BK)N"1w).

The state and input tightenings E; and KE; are chosen to constrain
the nominal predicted states and inputs such that application of (6.11)
yields a feasible candidate solution for (6.10) at xx+; for all perturba-
tions wx ~ W. More precisely, all possible propagations of the error
eijk = (Xic+i —Zii) through the Minkowski sum E; = | Z{(A+BK)IW
with corresponding error feedback KE; are considered. The last pre-
dicted state is required to be contained in a tightened terminal set
X¢ En to ensure that it will be reached under application of (6.11) for
all we  W. Once the terminal set is reached, we switch to a stabilizing
controller of the form u = KX, as it can be seen from the last entry
of (6.11). Thereby, the set X¢ is computed to satisfy the following
assumption.

Assumption 6.12. The compact set X¢g X contains the origin and
is robust positive invariant, i.e., (A+BK)x+w Xz X Xgwo W,
and it holds that x Xg, Kx U.

By selecting the terminal candidate generating function as

&r(x,v) = (Kx, Ko(x,Kx;1),...), (6.12)
we then obtain P by solving
%x (A+BK) P(A+BK)X—%X sz—%x Qx. (6.13)

Corollary 6.13. If Assumptions 6.1 and 6.12 hold, then it follows that
(6.10) satisfies all assumptions of Theorem 6.10 for all p [0, 1).



Multiobjective Predictive Control Barrier Functions 143

Proof. We consider p = 0, implying the result holds for all p [0, 1)
due to the linearity of the dynamics and the generating functions.
Assumption 6.2 holds for linear dynamics and quadratic cost terms. As-
sumption 6.3 holds due to positive definiteness of Q. Assumptions 6.7.1,
6.7.4 and 6.7.5 hold for X¢ and the definition of E; due to Assump-
tion 6.12 together with (6.13). Assumptions 6.7.2 and 6.7.3 can be
verified through the proof for recursive feasibility in [51] using & and
the decrease (6.13). O

6.4 A Multiobjective Approach to Predictive Con-
trol Barrier Functions

In this section, we propose a multiobjective optimization approach to
the robust PCBF problem in Section 5.5. This generalization allows
requiring convergence of the system only to a desired target set in the
state space, rather than the origin as considered in Section 6.3. Con-
vergence to the origin can be overly prohibitive in systems, such as,
e.g., a driver assistance system for lane changes, where the proposed
approach could interfere unnecessarily to stabilize the centerline of the
lane. While large relative angles with respect to the road should be
avoided in order to prevent, e.g., driver induced oscillations or a spin,
the driver should be allowed to drive freely between the lane markings
rather than following exactly the centerline. While the proposed robust
PCBF method in Section 5.5 satisfies the requirements established in
Section 6.2, i.e., the system state converging to the safe set S, X
and ensuring its forward invariance, it su ers from two main drawbacks
which are inherited from the nominal PCBF algorithm in [41]. Firstly,
the algorithm requires to solve two consecutive optimization problems to
determine the input uy to be applied to the system. Secondly, by mini-
mizing the constraint violations in (5.15) at every time step, the feasible
set of inputs to be applied to the system when the primary objective is
optimized in (5.16) is significantly reduced. Therefore, we extend the
approach in Section 6.3 to the PCBF setting. By introducing a CBF
decrease constraint in the minimization of the primary objective, the
same stability guarantees can be recovered as for the two step approach
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in Section 5.5 with a single optimization problem. An additional benefit
lies in the fact that we do not require the minimal constraint violations
to be achieved at every time step, but rather a decrease with respect to
a warmstart value for the PCBF, such that the primary objective can
be more e ectively minimized.

In order to impose a decrease constraint in a suboptimal model predic-
tive control type fashion, we leverage the fact that a feasible solution
of the robust PCBF problem (5.15) can be constructed, such that a
cost decrease is ensured. By imposing that the CBF value lies below
the value of the CBF value of the known feasible, denoted warmstart,
solution, it is ensured that the CBF decreases by at least the decrease
of the warmstart solution. Due to the fact that the feasible solution in
the proof of Theorem 5.15, specifically the last applied input vk(lek) is
known to exist but not explicitly available, we assume that during the
design of the nominal, terminal CBF h¢, a control law ¢ is additionally
designed which satisfies (2.22), which is typical in the design of invariant
sets and corresponding CBFs.

Assumption 6.14. The function h¢ : D¢ —» R with domain D¢ := {X
R" | hg(X) < y¢}, with y¢ > 0, and corresponding safe set S¢ := {x
R" | heg(X) <0} Xn-1(0) E is a CBF according to Definition 5.2
for the nominal system dynamics zx+1 = f(zk,Vk,0) and is known.
Additionally, there exists a continuous control law ¢ : Df - U K(E)
which is known such that

z De\Se: h(f(z,m1£(2),0)) — h(z) = —Ahg(2),
z S¢: h(f(z,m1e(2),0)) <0.

Given this terminal control law, we can define the explicit warmstart
solution at time step k + 1 given any sequence (zk, Vk, &), as follows

Vk+1(Zks Vi, &k) = Vaks - -0 Vn—1pk0 TiE(ZN ) (6.14a)
Zk+1(Zk, Vi, &) = Zajks - -0 2Nk TNk Tie(Zagk), 0) . (6.14Db)
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Eiik+1(Zk Vi, &)
max(0, & + (Ai —Ai+1)1), i lpoN—2,
= max(0, cx(znp) + An—11), i =N —1, (6.14c)
max (0, he (F(znk, Te(Znk), 0))), 1= N.

We note that the warmstart sequence is only a function of the nom-
inal state, input and slack sequences and does not depend on the
disturbance which a ects the true system dynamics, as is the case in
Sections 6.3 and 6.3.1. In fact, the warmstart sequence is the same as the
feasible solution of the nominal PCBF problem (2.24) and the proposed
formalism can therefore be used identically in a nominal formulation.
This warmstart sequence causes a decrease

n(&x) — (&),

= Gf(EN|k - €N|k+1) - gN—lIk+l

N—2 ~
+ oK + Girrlk — Sijk+1
i=0
=Ah &, &1
where we define
~ N—1
h(Ek) = arénk + &ijk -
i=0

It follows directly from the proof of Theorem 5.15, that this decrease
is positive definite with respect to & = 0, which will be leveraged
to establish convergence guarantees of the proposed formulation. The
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optimization problem which is solved at every time step is given by

) rr\)inE J (Zk, Vi, Px) (6.15a)
st. i=0,...,N—1,
Xk Zok E, (6.15b)
Zi+1k = F(Zijk, Vi, 0), (6.15c¢)
Vik U K(E), (6.15d)
Ziw XiCGiw) E, &Gk =0, (6.15e)
he(Znik) < &Nk Sk =0, (6.15f)
N—1
Ok + EGik =
i=0
h(&k) + pAN(E—1, &). (6.159)

The optimization problem di ers from (5.16) only through the additional
constraint (6.15g), which imposes that the PCBF value of the slacks,
which are optimized, is bounded by the warmstart value. The additional
term pAh(&,_;, &) allows reducing the required decrease of the PCBF
value. The hyperparameter p  [0,1) can be tuned based on desired
closed-loop behavior of the system, with p = 0 requiring the system to
achieve the decrease of the warmstart solution & and values of p close
to 1 provide a less strict decrease requirement. Although the constraint
(6.15g) is formulated in terms of the slack variables &;;c and parameters
£~i|k, the theoretical analysis for convergence of the closed-loop system is
performed over the nominal state and warmstart inputs, as we have that
&k is fully determined by Z),c and V.. We therefore define an augmented
system of the nominal state z,, and nominal input sequence v, chosen
by an optimizer as a feasible solution of (6.15) at time step k as

Sk = (Zojs Vi)

The considered augmented system sy evolves according to the following
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Algorithm 6.4 A Multiobjective Approach to the Robust PCBF

1: Measure Xp.

2: Initialize & « & , solution of (5.15).

3: Initialize §_; « &o.

4. fork=0do

5:  Obtain the parameter py.

6:  Compute a feasible solution of (6.15).

7. Apply ug < Vo + K(Xk — zO|k).

8:  Compute warmstart slacks &t according to (6.14c).
9:  Measure state Xy+1.

10: end for

di erence inclusion

Sk+1  H(sk, Wk) (6.16)
=H{(Zok+10 Vier )l @opers Vier1)  F (X, Er1r &),
Xier1 =T (X, Vo KXk Zop)» W),
Eprr = U(Zopr Vi

where ¢ denotes the computation of the sequence of warmstart slacks
according to (6.14c) and F (X, &k, &) is the admissible set of (6.15)
with parameters Xy, & and &,_;. The di erence inclusion is initialized
with fo = & , solution of (5.15) and Ah(fo,E_l) = 0, as detailed in
Algorithm 6.4.

Theorem 6.15. Let Assumptions 6.1 and 6.14 hold. If E is an RPI
set according to Definition 2.3 under the policy k(x —z) forw W,
the optimization problem (6.15) is recursively feasible and system (6.1)
converges to the set Sy = {x R" | hy(x) < 0} under application of
Algorithm 6.4 within D, = {x R"|h/(xX) < agys} forall p [0,1),
with the robust PCBF h, according to (5.15).

Proof. Recursive feasibility of (6.15) follows directly from Part 2) of
the proof of Theorem 5.15 and the fact that the the feasible candidate



148

solution (5.17) is equivalent to the warmstart sequence (6.14) by selecting
vk(lek) = nf(lek), implying that the constraint (6.15g) is satisfied

forallp [0,1) due to Ah(E,_,, &) = 0.

We show that under application of Algorithm 6.4, the slack variables
selected by the optimizer converge to 0, i.e.

Jim h(Ec(si)) =0,
which implies that limg _, o Xk Sy. We have

N1 (k1)) = N(Skr1)

= sup _ h(ZO|k+1v Vk+1)
(Zojka1VR+1) F(Xka1,8k+1,8,)

<h(&k+1) + pAh(E,, E+1)  (by constraint (6.15g))
<h(&) — (1 — p)Ah(E, &1)
=h(sk) — (1 — p)AR(sK).

It follows from [41, Theorem 111.6] that (1— p)Ah(sk) >0forallp [0,1)
and sk such that h(sk) > 0. It therefore holds that limy . « h(sk) =a
for some 0 < o < afys, as h(sk) = ( for all sk and h(sk) is a decreasing
sequence with respect to k. Following the same arguments of the
proof of Theorem 5.15, the case of a > 0 can be shown to lead to a
contradiction, such that it holds that limg_ o h(sk) = 0, which implies
that limy _ - Xk Sy under application of Algorithm 6.4. O

Remark 6.16. Compared to other predictive control approaches with
Lyapunov decrease constraints, such as, e.g., [130] or the proposed
method in Section 6.3, the multiobjective approach for the robust PCBF
does not require two separate warmstart generating functions for &g.
This follows from the continuity of the value function h and the decrease
function Ah as well as the fact that we do not consider a stage cost
decrease in the provided analysis but rather a decrease as a function of
the full prediction.
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6.5 Numerical Example

We consider a linear space rendezvous example according to the Clohessy-
Wiltshire-Hill dynamics model, see, e.g., [153], of the form

Xk+1 = AXk + Buy + wy.

The dynamics are unstable with the state x, RS consisting of a
relative position pgyy -3 and velocity v,y -3 in arbitrary units to a
desired setpoint on a target orbit and with the input u,  R® consisting
of force-per-unit-mass which can be applied by thrusters. The aim is
to stabilize a spacecraft to a neighborhood around the desired setpoint,
while using as little fuel as possible, i.e., minimizing I:o Uk 1 over
the task horizon T = 400. The desired target set is described by the
constraints Xk X ={x R®||pgxy.z3| =10, |Vixy.z3] < 20} and the
input constraints ux, U ={u R®| U o < 20}. These constraints
can be represented as AxX < by and Ayu < by, with A,  R™>N,
b R™, A, R™*™andb, R"™. The exogenous disturbance acts
on the velocity only with the magnitude of the corresponding entries
being bounded by 0.5.

We design a terminal CBF h¢(X) = x Px—1 and corresponding control
law ¢ (X) = Kx according to the following SDP, which maximizes the
volume of the corresponding ellipsoid, see, e.g., [118]:

rgl\p — log det(E) (6.17a)
StE 0 (6.17b)
AE E BY (e +EBY) 0 (6.17¢)
([BX(][iA:]iAEN)—l)Z AE o =1 1)
. A[Eﬁ]i) [ALI‘E]J'Y 0 j=1...n,. (6.17¢)

From this SDP, we can recover P = E~! and K =Y P. The tightened
constraint values by and b, in (6.17d) and (6.17¢) are obtained by
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Figure 6.1: Closed-loop state evolution for a space rendezvous example
using the proposed robust PCBF formulation in Algorithm 5.2 (red)
and the proposed multiobjective formulation in Algorithm 6.4 (blue).
Using both approaches, the states are guaranteed to converge to the
constraints (black). An advantage of the multiobjective approach is to
relax the required rate of convergence to the constraint set using the
hyperparameter p [0, 1).

tightening the constraint set X and U with an RPI set E and the
corresponding set of inputs K(E), respectively. This RPI set is designed
in an SDP similar to (6.17), which aims to minimize the constraint
tightening with respect to E.

Given the terminal CBF hg and RPI set E, we compare the robust
PCBF formulation in Algorithm 5.2 and the proposed multiobjective
approach in Algorithm 6.4, using A; = 1e-3 and af = 1e6, mini-
mizing the primary cost over the prediction horizon N = 200, i.e.,
J(Zk, VK, Pk) = :\':o Viik 1. The closed-loop state evolutions for an
initial state with pg.y .3 = 100 are given in Figure 6.1 and the cor-
responding CBF values h,(x) in Figure 6.2. Due to the theoretical
guarantees established in Sections 5.5 and 6.4, the closed-loop is guar-
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Figure 6.2: Value of the predictive control barrier function for the
robust approach in Algorithm 5.2 (red) and its upper bound for the
multiobjective approach in Algorithm 6.4 (blue) The hyperparameter p
allows tuning the required rate of decrease of h,.

anteed to converge to the constraints X even in the presence of the
persistent disturbance wy. The hyperparameter p allows reducing the
rate of convergence to the constraint set, which can be observed in the
slower decrease of hy(x) in Figure 6.2. This results in the benefit of
a less conservative optimization of thedorimary objective, i.e., the fuel
consumption. The closed-loop cost ;o9 uk 1 is given by 2038 in the
robust PCBF formulation and by 1551 for the proposed multiobjective
formulation, i.e., a decrease of 23.9%. We note that a major part of
the fuel consumption is due to the disturbance compensation. When
applying the algorithm without a disturbance present, the corresponding
values are 1225 and 809, respectively, i.e., a decrease of 34% using the
multiobjective approach. Finally, the multiobjective approach provides
another benefit in being computationally more e cient. The robust
PCBF approach with two optimisation problems takes 234ms per time
step to compute using CVXPY [137] and MOSEK [100] on an Intel Core
i7-10510U CPU @ 1.80GHz, while the multiobjective approach takes
148ms, i.e., a decrease of 37%.






CHAPTER [

Approximate Predictive Control Barrier
Functions

In this chapter, we consider research question Q5, investigating how a
computationally e cient recovery mechanism can be formulated via a
supervised learning approach. We summarize the work in [P4] and [P5,
Sections V and VI.1].

7.1 Introduction

Predictive control methods provide a powerful tool for the control of
systems with state and input constraints due to their inherent ability to
encode such requirements in the control algorithm. However, in order
to achieve a satisfactory closed-loop behavior, long prediction horizons
can be required such that an explicitly known safe set can be reached.
This leads to optimization problems which can be computationally
demanding to solve during system operation, motivating the use of
learning methods to achieve computationally e cient control algorithms.
Learning techniques, as discussed in Section 2.6, can be employed to
provide a direct method to solve the CROCP, or they can be used
indirectly to overcome drawbacks of optimization-based approaches. In
either case, it can be crucial to properly pose the learning problem
in order to leverage the benefits of machine learning frameworks in a
principled manner that allows for high performing algorithms where
theoretical guarantees can still be established.

Related Work

Numerous works consider approximation methods to reduce the compu-
tational drawbacks of online predictive control methods. Approaches
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such as, e.g., [154-157], approximate MPC policies and are able to
guarantee closed-loop properties such as stability and robust constraint
satisfaction with respect to input uncertainty. Alternatively, learned
policies can directly be restricted to classes of stable controller as done
in [158]. However, when considering the approximation of safety filters,
the policy is in general discontinuous and multivalued, such that con-
tinuous approximations can lead to approximation errors. Other works
consider learning the optimal value function of an MPC, such as, e.g.,
[159, 160] to increase performance rather than to address general safety
considerations. An overview for learning safety certificates is provided
in [161] with a main focus on certificate synthesis for continuous-time
systems. Methods which use learning specifically for CBFs are, e.g.,
considered in [162], where expert demonstrations are used, and in [163],
where online sensor data is used to learn a CBF for Lipschitz continuous,
continuous-time dynamics. In [164], the time derivative of a continuous-
time CBF is learned to episodically decrease model uncertainty of a
safety filter method. In [165], a state-action control barrier function is
approximated which makes use of contractivity of a safe set to ensure
invariance of the resulting safe set for small enough approximation errors
with a convex online optimization problem. This results in the need to
sample over the state-action space compared to sampling over the state
space as proposed in this chapter. Additionally, stability of the safe set
itself is not considered in [165] and recursive feasibility only holds if the
approximation error is small enough.

Contribution

In this chapter, we aim to reduce the computational overhead of the
predictive optimization-based PCBF method in [41], summarized in
Section 2.8, by obtaining an explicit approximation of the implicitly
defined PCBF through a supervised learning approach. The explicit
approximation can be used in a safety filter formulation similarly as
in CBF-based safety filters, such that only a single time step needs
to be predicted using a decrease constraint on the value of the PCBF
approximation. This decrease constraint further enables the introduction
of a hyperparameter as similarly proposed in Section 6.4, which allows
tuning the rate of stability decrease in closed-loop based on the desired
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system behavior. In comparison to [41], the system is required to achieve
the maximal possible decrease towards the implicitly defined safe set
at every time step. In addition, we propose a continuous extension
of the PCBF, which is negative within the implicitly defined safe set.
Thereby, approximation errors lead to a significant reduction in safety
filter interventions when the system is safe compared to approximating
the original PCBF, which is zero within the safe set. Finally, we show
how the explicit approximation can be used in order to certify inputs
using a single function evaluation, resulting in large computational
speedups when the main controller proposes safe inputs.

Chapter Outline

In this chapter, we aim to address research question Q5 in Section 2.9.
The problem formulation is stated in Section 7.2 and in Section 7.3,
we propose the main approximation-based algorithm. We propose a
continuous extension of the PCBF, which is negative within the safe set
and is used during data collection in Section 7.4. This allows to reduce
the impact of approximation errors leading to unnecessary safety filter
interventions when the system is within the safe set. Finally, we provide
a numerical example of the proposed method in Section 7.5.

7.2 Problem Formulation
Consider the dynamical system
Xi+1 = F(Xk, Uk), (7.1)

with states x,x ~ R™ and inputs ux ~ R™ for all k = 0. Given hard input
constraints
u« U k=0, (7.2

we consider the soft state constraints
Xk X@E)={x R"|cx(X)=& k=0. (7.3)

The constraints should be satisfied with & = 0 if dynamically feasible and
the system should converge back to X (0) if the constraints are violated
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at any point during operation. We leverage the concept of PCBFs, as
discussed in Section 2.8, as a suitable recovery mechanism and safety
filter, and aim to provide a computationally e cient algorithm which
can recover the same theoretical guarantees. While Section 6.4 proposes
an approach to improve the original PCBF algorithm, requiring the
solution of a single rather than two optimization problems, such an
optimization-based approach can still be prohibitively expensive to solve
online for tasks which require long prediction horizons.

We therefore consider the problem of how learning techniques can be
used in a principled manner to improve the computational requirements
of the PCBF-based recovery mechanism. Crucially, we aim to show
that despite possible approximation errors in the proposed formulation,
theoretical guarantees on the closed-loop behavior of the system can
still be established.

The assumptions on the system dynamics and constraints considered
in this chapter as well as a suitable design of the PCBF optimization
problem (2.24) are stated as follows.

Assumption 7.1. The system dynamics f : R" x R™ _ R" are
continuous. The input constraints U are compact, the function defining
the state constraints cx is continuous and X (&) is compact for all 0 <
& < co. A terminal control barrier function h¢ : D¢ » R with domain
Df :={x R"|hg(X) < ys} and corresponding safe set Sg := {x
R" | hg(X) =0} Xn-1(0) exists according to Definition 5.2 for the
system dynamics (7.1) and is known.

7.3 Approximate Predictive Control Barrier Func-
tion

The optimal value function in (2.24) is a CBF according to Definition 5.2,
as well as Definition 5.5 as shown in Corollary 5.9, and encodes the
information of the entire prediction horizon of the predictive optimization
problem with respect to potential constraint violations. Therefore, a
time horizon independent optimization problem that could be solved
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instead of (2.24) is given by
miLrJl hpg (f(Xk, U)). (7.4)
u

Clearly, such a formulation benefits from the same guarantees as solving
(2.24). Given a state X  Spg, any input u  argminhpg(f(X, u))
ensures that at the next time step, the system remains in the safe set
Spe X, rendering it invariant. Similarly, for states in Dpg \ Spg, by
minimizing the PCBF value, the decrease Ahpg in (5.4a) is achieved
and stability of Spg is ensured.

However, an explicit formulation of hpg is generally not available. We
therefore propose to approximate the function hpg with a continuous
regressor hpg. Due to the continuity property of the PCBF in (2.24)
and the fact that it can be sampled o ine, the function is suitable
for approximation, such that a computationally e cient algorithm
can be leveraged. As the approximation hpg will be embedded in an
optimization problem, we consider neural networks in this chapter due
to the parametric nature of the regressor, allowing for a formulation
independent of the number of training samples, compared to, e.g., kernel-
based methods. Note that in the case of a predictive safety filter, a policy
Tipse (X, Up) could in principle be learned, this policy is generally not only
non-continuous and multivalued, but also has a higher dimensionality
over which data has to be collected as mpsg : R" x R™  R™. As
an illustrative example, consider a car approaching a wall. If the
performance input is given to steer straight towards the wall, an optimal
solution for the safety filter problem is to either steer fully to the left
or to the right, such that a crash is avoided. If the car has a relative
angle with respect to the wall, steering left or right becomes favorable
to avoid a crash based on the angle. When such a safety filter policy is
approximated with a continuous function, a zero crossing has to exist
between steering left or right when continuously changing the relative
angle, implying the existence of a state where the approximate policy
would steer the car straight into the wall.

In order to train the regressor heg for the PCBF approximation, a
dataset of samples has to be collected o ine in the form of D =
{(xi, hpa(Xi))};<y, where ng is the number of data points. This data
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set can be sampled from the entire region of attraction Dpg = {X
R" | hpg(X) < yf0¢}, where y¢ is the sublevel set of the domain of the
terminal CBF D¢ and o is the terminal penalty in (2.24a), or from
a subset deemed relevant to the specific application. In Appendix 7.6,
we propose a geometric sampling method based on [157], which allows
e cient sampling the PCBF by performing a pseudo random walk over
a preselected domain, using previous solutions as warmstarts to the next
computed optimization problem.

Given a learned explicit approximation HPB of hpg, the optimization
problem (7.4) could directly be modified to the optimization problem

Eﬂi{} F‘PB(f(Xka u)).

Such an approach can be used as an e cient control mechanism for
convergence of states X Dpg \ Spg t0 Spg in the case of no approxi-
mation errors. However, it does not easily allow for filtering inputs with
respect to the performance controller. Solving a subsequent safety filter
problem (2.23) would still require the full information of the optimal
slack variables across the prediction horizon. Instead of minimizing the
approximate PCBF value, the corresponding CBF decrease condition
(5.4a) can directly be used as a constraint as is standard in CBF-based
safety filters, see, e.g., [30] and [62]. The optimization problem which is
solved at every time step is then given by

min u — Upk
u

s.t. hpe(F(Xk, U))—hps(Xk) < —pAhps(Xk), (7.5)
u U,

where p  (0,1] is a user defined hyperparameter and the function
AﬁpB(x) is a decrease function of the approximate PCBF ﬁpB(x). The
main advantage of the proposed optimization problem compared to the
original PCBF mechanism, which solves (2.24) and (2.23) consecutively,
consists of the fact that the formulation in (7.5) is independent of the
prediction horizon of the predictive control problems. Instead, only
a single decrease constraint needs to be fulfilled along with the input
constraints and the only optimization variable isu R™.
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Given that the decrease function of hpg(X), i.e., Ahpg(X), is not ex-
plicitly available in a similar fashion to hpg(x) itself, we propose an
optimization-based formulation of Ahpg. This approximate decrease
which can be used in (7.5) and allows for providing theoretical guarantees
on the closed-loop system is defined as

Ahpe(x) = max hips (X) — hea(f(x, u)). (7.6)

From this formulation of the approximate decrease function, it follows
that the hyperparameter p allows tuning the desired decrease rate of the
closed-loop system for any X Dpg \ Spg. BY selecting p =1, at every
time step, the approximate PCBF hee undergoes the maximal possible
decrease, while choosing p (0, 1) reduces the safety interventions of
the proposed safety filter by reducing the amount that the approximate
PCBF is required to decrease. This provides an additional degree of
freedom compared to the PCBF mechanism, where at every time step
the minimal slacks in terms of the objective function (2.24a) are required
to be used in the safety filter and relaxing the corresponding decrease is
a theoretically challenging problem.

Remark 7.2. In principle, a decrease function Ahpg(X) can also be
hand-tuned, such as, e.g., choosing an exponential decrease Ahpg(X) =
a(hpg(x)) for some class K function a. Such a hand-tuned decrease
function reduces the computational demand of the proposed scheme by
only requiring the solution to one optimization problem. However, in
this case recursive feasibility, which will be shown later in this section
for the proposed maximal decrease can no longer be ensured.

An additional advantage of the explicit approximation of the PCBF
is given by the fact that proposed inputs up can be very e ciently
certified in terms of satisfying optimality with respect to (7.5) ifu,x  U.
It su ces to perform a simple evaluation, whether FIPB(f(Xk, Upk)) <0,
as it then holds that up  is an optimal solution to (7.5). This function
evaluation can thereby reduce the need for solving two optimization
problems online at every time step. The main proposed algorithm is
then given in Algorithm 7.5, where first, the proposed input is certified
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and if the input is not deemed to be safe, the maximal decrease in (7.6)
is computed and then used in the safety filter (7.5).

Algorithm 7.5 Approximate PCBF safety filter

1: fork=0do

Measure state X.

Obtain the proposed control input up k.

if upx U hpa(f(Xk, Upk)) < O then
Apply Uk « Upk.

else R
Compute Ahpg(Xk) using (7.6).
Apply ux < u , solution of (7.5).

9. end if

10: end for

Given the proposed algorithm, we can now provide theoretical guarantees
of the closed-loop behavior of the system despite possible approximation
errors. First, we show that the optimization problem (7.5) is feasible
using the maximum decrease (7.6) for any X Dpg.

Proposition 7.3. The optimization problem (7.5), where AﬁpB(X) is
defined in (7.6) is feasible for any xx R"™ and any p (0, 1].

Proof. The optimization problem (7.6) is feasible for any x R" by
choosing any u  U. Given an optimal solution u to (7.§), it holds that
u is feasible in (7.5) asu U and for any x R", hpg(f(x,u )) —
hpe() = —maxy u hes(¥) —hes(f(x,u)) = —pAheg(x) for all
p (0,1]. O

In a second step, we can show that the closed-loop system is ISS with
respect to the approximation errors of hpg, if the approximation error
is bounded according to the following assumption.

Assumption 7.4. The approximation error of hpe is uniformly bounded,
i.e., it holds that |hpg(X) — hpg(X)| =< 1, for all x Dpg. In other
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words, it holds that ﬁpB(x) = hpg(X) + en(X), where the error en(X) is
bounded by |en(X)| = n.

Such a uniform bound for the approximation error always exists if
the chosen regressor for hpg is continuous. Due to continuity of hpg
and hpg as well as compactness of Dpg, a maximum 1 exists for
MaXx peg NP (X) — hpa(X)| according to the extreme value theorem
[25, Proposition A.7].

Theorem 7.5. Let Assumptions 7.1 and 7.4 hold. Then, for small
enough approximation error 1, the closed-loop system (7.1) under ap-
plication of Algorithm 7.5 is ISS according to Definition 2.13.

Proof. We show that hpg(X) is an ISS-CBF according to Definition 5.10
with respect to the approximation error en(X) for the closed-loop system

Xier FOW) ={x* R"[x" =F(q,u),u Up ()},

where Up__(Xk) denotes the set of inputs selected by Algorithm 7.5,
satisfying the constraints in (7.5). As hpg is a CBF according to
Definition 5.5, the condition (5.13a) is satisfied. Furthermore, we can
show that for any u  Ug__(X), it holds that

hee(f(X, u)) — hps(X)
<(hpe(F(x, u)) — en(F(x, u))) — (NP (X) — en(X))
<hpe(f(x,u)) — hps(X) + 2 &
< — pAhpg(X) +2 1
< —pmaxhes(X) — hea(F(x,u) + 2

= —pAh(X) +4 p,

where we used p  (0,1] in the last inequality, such that (5.13b) is
satisfied. The set Spg is O-invariant with , = 0 and the set Dpg is
robust invariant, if  is su ciently small, i.e., for all x Dpg = {x

R™ | hpg(X) < afys}, it holds that hpg(f(X, U)) < agys. This holds if



162

h < 2(0fys —C) With T = maxXx peg hpa(X) — pas ° oF *(hpe(X)) <
ofYs as we have hpg(X) < agys and

hF’B(X) - pa3( X SPB) +4 h

]
<hpg(X) — paz ° 07 *(hpe(X)) + 4 1 < OfVs.

O

It therefore holds that using the approximation-based safety filter (7.5),
the system converges to and remains in a neighborhood of the safe set
Spg, Whose size depends on the approximation error.

Remark 7.6. In the proof of Theorem 7.5, the error |en(X)| can also be
bounded by a class K function y and a constant term 7, < ,, such that
len()| = y(X) + . If it holds that X Dpg, pAhpg(X) > 2y(X), the
decrease condition is still satisfied with respect to the smaller constant
2"h +2 . This implies that approximation errors close to 0Spg have a
bigger impact on the closed-loop stability than errors when hpg is large,
which can be leveraged when performing the approximation. Furthermore,
it can be shown that the approximation is additionally 1SS with respect
to an exogenous disturbance w acting on system (7.1), following the
results in Theorem 5.12.

7.4 Continuous Extension of the Predictive Control
Barrier Function

As the PCBF hpg(x) =0 for all X  Spg, errors in its approximation
can lead to undesired conservativeness of the safety filter within Spg if
hpg(X) > 0, as potentially safe control inputs can be deemed unsafe. In
order to avoid such unnecessary safety filter interventions, we propose
a continuous extension of hpg in Spg, which is negative and therefore
mitigates potential learning errors leading to states X  Spg being
considered unsafe. Consider the function

hpe(x) ifx Dpg\Sps,

neo = hpe(X) ifX Spg,

(7.7)
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where the extension on Spg is given by

hea(x) := min - max{[&d;, &t (7.82)
s.t. 1i=0,...,N—1,

Xojk = Xk, (7.8b)

Xi+1k = F(Xijk, Uijk), (7.8¢)

Uik U, (7.8d)

Xik  Xi(Eip) (7.8e)

he(Xnpk) = &Nk (7.8f)

Note that the slacks in (7.8e) and (7.8f) are not required to be positive,
implying negativity of hpg when the state and terminal constraints are
satisfied. We show that the function h is continuous on Dpg and a
control barrier function according to Definition 5.2.

Theorem 7.7. Consider the function h: Dpg - R, with

hpe(X) ifx Dpg\Sps,

h)= a0 ifx Ses.

It holds that h is a CBF according to Definition 5.2 and the function
h(x) = max{0, h(xX)} = hpg(X) is a CBF according to Definition 5.5.

Proof. We prove continuity of h by proving continuity of hpg on Dpg \
int Spg, continuity of hpg on Spg and that hpg(x) = hpg(x) = 0 for
all x 0Spg.

1) Continuity of hpg for all x Dpg \int Spg: In [41, Theorem 111.6
b)], it is shown that hpg is continuous for all x Dpg, which implies
continuity of h for all x Dpg \int Spg.

2) Continuity of hpg for all X Spg: We can show continuity of hpg
by using similar arguments as in [41, Theorem 111.6 b)]. For any >0,
we show that there exists a 8 >0, such that x—X <393 |hpg(Xx)—
hpg(X)] < . Consider the optimal solution of (7.8) at x, i.e., Up(x) asa
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candidate solution at X, i.e., Uj(X) = U (X), which results in the state
predictions X (X) with Xoix = X. The resulting slacks are then given
by &k(x) = min{0, c(Xij) + Ail} and &y = Min{0, he (Xnk (X))}
As the initial state and the corresponding inputs lie in a compact
set, i.e., X  Spg and ujk(X) U, and the functions f,c; and hg
are continuous, it holds that the candidate solution also lies within a
compact set from [41, Lemma C.3] and from the Heine-Cantor theorem,
it follows that f,c; and h¢ are uniformly continuous. As compositions
and additions of uniformly continuous functions and the minimum all
preserve uniform continuity, the state predictions, the candidate slack
variables and the corresponding constructed candidate value function
hpe(X) = max; ; {[&k(X)]j, &nk ()} are uniformly continuous in the
initial condition X. From the fact that the optimal solution hpg(X) <
hpg(X) due to the minimization in (7.8), it holds that for any >0,
there exists a uniform § > 0 with x —X <9, such that hpg(X) —
hpg(X) =< hpg(X) — hpg(X) < . The same arguments hold when using
the optimal solution at X for X, i.e., Ujk(X) = uilk(_>_<), such tbat there
exists § > 0 with x —Xx <&, which implies that hpg(X) — hpg(X) <
hpg(X) — hpg(X) < , which in turn implies that for any > 0, there
exists 0 > 0 with x—X < 0, which implies that |hpg(X) —hps(X)| < .

3) Equality hpg(X) = hpg(x) for all x 0Spg: By definition, we have
hpg(X) = 0 for all x  9dSpg. In order to show that hpg(xX) = 0
for all x 0Spg we first consider an optimal input sequence Gilk(i)
of (7.8) for any X  0Spg. Given this optimal input sequence, we
showed in 2) that the corresponding slack variables &;x(X) and &n i (X)
and the optimal value function hpg(X) are uniformly continuous in
X. Furthermore, it holds that the candidate slacks &;(X) < 0 and
§N|k(i) < 0 as any optimal inputs uilk(>~<) of (2.24) are feasible in (7.8)
and hpg(x) =0 for all x 0Spg  Spg. As the candidate slacks are
all non-positive, it follows that hpg(x) < 0 for all x 0Spg. We can
then show that hpg(x) = 0 for all x 0Spg  Spg by contradiction.
Suppose that for any X 0dSpg, it holds that there exists a solution
with all slack variables &; (X) < 0 and &y(X) < 0 in (7.8). Then
for the corresponding optimal input sequence U (X), it holds that
&ij(X) and &n(X) are continuous in X. The continuity of the slack
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variables in X implies that there exists an open ball of radius 4 > 0, i.e.,
Bo(X,0) ={x D| x—X <&}, for which it still holds that &; (X) <0
and &nk(X) < 0. As the optimal input Tj(X) is a feasible input for
(2.24), it implies that hpg(x) = 0 for all x Bp(X,d), which implies that
Bp(X,0) Spg. This fact however contradicts the initial assumption
that X 0dSpg, as by definition any open neighborhood of X 0Spg
must contain at least one point in Dpg \ Spg. By contradiction, it
therefore holds that any optimal solution of (7.8) has at least one slack
[Eilk(fi)]j or ENIk(%) which is 0 and all slacks are non-positive, which

implies that heg (%) = maxi ; {[&; ()];. & (R} = 0.

As the function h is a piece-wise function which is continuous on both
of its subdomains Spg and Dpg \ Spg and hpg(X) = hpg(x) = 0 for all
X 0Spg, it holds that h is continuous on Dpg. O

Remark 7.8. Note that the function

hps(X) if X  Dpg \Sps,

h(x) ;= .
ChhpB(X) if x Spg.

(7.9)

is also a CBF according to Definition 2.28 for any constant c, = 0
as continuity of h is preserved. The design parameter c, allows for
trading o a reduced impact of learning errors in Spg on the safety filter
interventions and ease of approximation.

In principle, this continuous extension requires solving two optimization
problems for each sample X  Spg, i.e., (2.24) to determine if X Spg
or X Dpg\Spg and (7.8) in case x Spg. However, a geometric
sampler such as used in [157] can be used, which performs a line search
over given seed and target points. By using such a geometric sampler,
information of the previous solution can be used to solve either (2.24)
or (7.8) based on which problem was previously solved. It follows that
two optimization problems only need to be solved if the samples on the
line cross over from Spg into Dpg \ Spg Or vice-versa. Additionally, this
geometric sampler benefits from being able to warmstart the solver using
the previous optimal solution o ={x ,u ,& ,v ,A }, wherev and A

denote the optimal dual variables. Given that the optimal solution is
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shown to be continuous in x in [41, Theorem 111.6] and Theorem 7.7,
the previously computed optimal solution will be close to the solution of
the next iteration in the line search. This allows significantly reducing
the computation time during sampling as shown in [157]. Finally, the
random walk can be parallelized by performing line search for di erent
goal points given a random starting seed. The resulting sampling
algorithm is given by Algorithm 7.6 in the Appendix 7.6.

7.5 Numerical Example

As an illustrative example, we consider an unstable linearized pendulum
with a damping component

Xk+1 = AXk + Bug (7.10)
_ 1 Ts . 0
T OTeY 1-Tsc KT 5Ty K

where the states are given by the angle and angular velocity, i.e., x =
[¢p w] R?, the input u R and the dynamics are defined through
the sampling time Tg = 0.1, the damping coe cient is ¢ = 1, the
length | = 1.3 and g = 9.81. The system is subject to polytopic
state and input constraints Xy X = {x R? | Axx < by} and
uk U={u R]AuX=<hy}, which are given as bounds on the angle
—0.5 = ¢ = 0.5, the angular velocity —1.5 < w < 1.5 and the input
—3 < u =< 3. We choose the terminal penalty of = 1e6 and as tightening
values A; =i-1073 for i =1,...,N, where the prediction horizon of
the PCBF problems (2.24) and (2.23) is N = 10.

In order to compute the terminal CBF hg, we follow a similar pro-
cedure to [41, Section 1V], by first computing a quadratic Lyapunov
function V (X) = x Px and corresponding state feedback u = Kx for
the system (7.10). The Lyapunov function is computed such that the
ellipse described by V (x) < 1 is the largest ellipse within the tightened
state constraints Xn—1(0) such that Kx U. The synthesis is given
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according to the following semi-definite program

rgl\p — log det(E) (7.11a)
st. E 0 (7.11b)
AE = 5y (AE +EBY) 0 (7.11¢)
([b’z][k:]ﬁ;)"l)z [ATE]iE 0 i=1,...4 (7.11d)
([ A[fﬁ]i) [ALI’E]J'Y 0 j=1,...2, (7.11€)

similarly to, e.g., [41, Section V], where P and K can by computed
as P = E7! and K = YP. The terminal CBF is then given by
hg =V (X) — 1, such that h¢ fulfills Assumption 7.1 and the domain
Ds is given as the largest sublevel set h¢(X) < y¢ = 2.95 for which the
input constraints u = Kx U are satisfied for all x Ds.

The data sets D = {(x;, h(xj))} and Dpg = {(Xi, hpe(Xi))} are collected
by gridding the state space in —2 <= <2 and —8 < w < 8 as well as
additional data points close to the constraints in {x | 0.8bx < Axx <
1.2by} using a rejection sampler for hpg(X;) < 10. The resulting data
sets consist of approximately 3.5e5 data points. The data collection
for the training data of the extended PCBF took approximately 45min
without parallelization on an Intel Core i19-7940X CPU @ 3.10GHz. In
order to illustrate the advantages of the continuous extension of the
PCBF, we approximate hpg and h such that the models h and hpg
underfit the data. In order to achieve this underfit, we train two neural
networks using PyTorch [166] on D and Dpg with two hidden layers
of 4 neurons using the softplus activation function. The networks are
trained for 50 epochs using a learning rate of le-3, a batch size of 128
and the mean squared error (MSE) as a loss function. Note that the
expressiveness of the chosen networks is not high enough to accurately fit
the data, such that after training the MSE with respect to the validation
set is given by 0.25 and 0.11 for h and hpg, respectively. In order to
compare the performance of both approximations in the safety filter
formulation, we sample 1e4 random states within X. The total safety
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filter interventions in terms of the norm of the di erence between the
computed input and a performance input up x = 0, normalized by the
interventions of the PCBF algorithm in [41], is given in Table 7.1.

hpg h hpg h
PCBF [41] p=1|p=1|p=02|p=02
Dpg \ Spe 1 1.05 | 1.10 | 0.41 0.48
Spr 1 9.33 3.50 1.92 1.35

Table 7.1: Normalized magnitude of safety interventions for safety filters
based on the PCBF and two underfitted neural network approximations
for 10000 random states.

We observe that the underfitted models ﬁpB and h using p = 1 show a
similar magnitude of safety interventions in Dpg \ Spg, being more con-
servative with 5% and 10% more interventions, respectively, compared
to the full optimal control based algorithm. However, within Spg, the
approximation hpg shows a 9 times increase in safety interventions due
to learning errors when hpg(x) = 0 possibly leading to positive values
of hpg, which results in modifying the proposed input. The continuous
extension reduces the impact of these errors by approximating negative
values in Spg, such that the safety interventions are only 3.5 times
as large. As the explicit approximation enables the introduction of
the additional hyperparameter p to tune the rate of PCBF decrease in
Dpg \ Spg, We also compare the magnitude using p = 0.2. It can be seen
that this results in a significant decrease in interventions in Dpg \ Spg,
reducing the magnitude by a factor of 2 for both approximations.

Finally, we compare the closed-loop performance of both algorithms
in Figure 7.1. For this comparison, we train another neural network
using the same data sets generated by sampling h(x) on a grid over the
state space, where we choose a higher expressiveness of the model by
using 3 hidden layers with 16 neurons and softplus activation functions.
The model is trained for 30 epochs using a batch size of 8, a learning
rate of 5e-3 and the MSE loss function. The final validation MSE
is given by 6e-3, which is two orders of magnitude lower compared
to the two underfitted models. As a performance input, we choose
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Up k = 2, which aims to drive the system into the constraint { = 0.5
and therefore causes a slight chattering in the velocity at the constraint
in closed-loop. By setting p = 0.15, we observe that in closed-loop, for
5 di erent initial conditions using the same initial angle ¢ = 0 and
di erent velocities w, the system is allowed to converge much slower
to Spg, While still converging to the constraint ¢ = 0.5. The average
solve times for the two methods over the 150 simulated time steps are
given by 0.021s for the PCBF algorithm in [41], which is solved using
CVXPY [137] and MOSEK [100], and 0.011s for the approximate PCBF
safety filter, which is solved using CasADi [167] and IPOPT [168]. We
note that even for the small time horizon of N = 10, we observe an
almost 2-times computational speedup. While the computation time
of the PCBF algorithm is expected to increase with increasing time
horizon, the online computation of the approximation based safety filter
is independent of the considered time horizon and only the o ine data
collection time will be impacted.

7.6  Appendix

In order to achieve a computationally e cient sampling of the extended
PCBF h in (7.7), we propose a modification of the geometric sampling
method presented in [157] in Algorithm 7.6. The geometric sampling
method allows using previously computed solutions to the predictive
optimization problems for the computation of h as a warmstart as well
as storing information if the previous sample from a line search was
within Spg or Dpg \Spg, reducing the number of times two optimization
problems have to be solved.
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Algorithm 7.6 Sampling h

1: Generate goal points G according to [157, Algorithm 2]
2: Initialize boolean in_Spg ~ False

3: Choose initial seed S — {s} = {(x,0,in_Spp)}

4: Initialize data set D

5: Choose step size d >0

6. for goal pointg G (in parallel) do

7. Sample seed sop — (Xo,00,iN_Spgo) S

8:  Compute number of points on linen - Xxg—g /d
90 fori=1,...,ndo

10: Xj « Xo +1i(g — Xp)/n

11: if in_Spp,i—1 then

12: Obtain oj, h(x;) from (7.8) with warmstart 0j—;
13: if infeasible then

14: in_Spg,i —~ False

15: Obtain oj, h(x;) from (2.24) with warmstart 0;—;
16: else

17: in_Spg,i « True

18: end if

19: Si <« (Xi, Oj, in_SpB'i)

20: D « D (X h(xp))

21: else

22: Obtain oj, h(x;) from (2.24) with warmstart 0;—;
23: if hpg(Xj) =0 then

24: in_Spg,i « True

25: Obtain oj, h(x;) from (7.8) with warmstart 0;—;
26: else

27: in_Spg,i —~ False

28: end if

29: si « {(xi,0i,in_Sps i)}

30: D D (Xih(xi))

31: end if

322 end for
33: S S Sh
34: end for
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Figure 7.1: Closed-loop comparison of the PCBF-based safety filter
in (2.24) and (2.23) with the proposed approximation scheme (7.5) for
system (7.10) with states given by the angle ¢ (top) and the angular
velocity w (middle). The explicit approximation enables tuning the rate

of the PCBF decrease through the tuning parameter p

(0, 1], resulting

in a slower convergence of the states to Spg, seen by the corresponding
CBF value h(x) (bottom).






CHAPTER 8

Applications of Predictive Safety and Re-
covery Methods

8.1 Introduction

In the previous chapters, we have introduced predictive control methods
which allow guaranteeing safety as well as stability with respect to
desired target sets. The numerical examples in these chapters consist
mostly of academic examples to illustrate advantages of the proposed
methods and the provided analysis. In this chapter, we show how the
approximate and multiobjective PCBF approaches can be applied to
more realistic settings in the context of driver assistance systems and
autonomous vehicles for miniature race cars as presented in [169]. In
order to demonstrate the e ectiveness of the proposed methods in terms
of preserving safety and stability guarantees of the closed-loop system,
the methods are applied with the primary objective of safety filters. The
employed performance controllers are agnostic to safety and stability of
the system and possibly adversarial with respect to these requirements.

We consider typical problem setups in driving assistance systems and
autonomous driving such as lane keeping, lane changing and obstacle
avoidance, see, e.g., [170] for an overview. This chapter summarizes
the work in [P5, Section VI.B] and [P7, Section 6.2]. Additionally, we
provide preliminary simulation and hardware results on the Chronos
miniature racing car within the CRS framework in [169], which has been
successfully used as a demonstrator system for advanced control and
estimation algorithms in [171-178]. The chapter is structured as follows.
The multiobjective PCBF based approach, proposed in Section 6.4, is
applied to the lane changing problem in Section 8.2. Furthermore, the
approximate PCBF algorithm, as proposed in Section 7.3, is applied to
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obstacle avoidance in a cluttered environment in Section 8.3. Finally, we
provide preliminary simulation and hardware results of the approximate
PCBF algorithm to a miniature race car operating on a race track in
Section 8.4.

8.2 A Multiobjective Predictive Control Barrier
Function Approach for Lane Changing

We consider a nonlinear kinematic bicycle model using Euler discretiza-
tion, inspired by the miniature race car example in [169] for vehicle
motion control, of the form

Xi+1 = F(Xk, Uk, Wi)

Py.k + TsVi sin(Pi)
Wi + Ts(W/1tan(dk)) + Wi
Vi + TsTk
Ok + Aok

The state is given by the lateral deviation to a lane py i, the heading angle
Y, the velocity vy and the steering angle dy, i.e., Xk = [Py k, Wk, Vi, Ok]
R* and the input is given by the acceleration 1, and the steering change
NSy, ie., ux = [Ad, k] R?. The disturbance acts on the heading
angle, with a magnitude of 0.5° per time step Ts = 50ms. The target
lane width is given by 0.4m and we impose additional requirements for
the heading angle x| < 35°, the velocity 0.5ms™! < vy < 1.3ms™?* and
the steering angle |0k| < 35°, resulting in the constraints X, X = {x
R* | cx(X) < 0}. The input constraints are given by |A8¢| < 17.5° and
[tk] <2 ms™2.

The terminal CBF is obtained through the synthesis of a Lyapunov
function for the linearized system around the steady-state velocity
Vs = 1.Ims™1, using an SDP. Invariance of the safe set for the nonlinear
dynamics is verified according to [41, Section IV]. The RPI design is sim-
ilar to Section 6.5, where an SDP is solved for all possible linearizations
of the dynamics for x, X and all py R to synthesize an incremental
Lyapunov function and corresponding linear feedback controller, such
that robust invariance is guaranteed for the nonlinear system error for
these states.
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—— Multiobjective PCBF, p = 0.5
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Figure 8.1: Closed-loop simulation of a human-operated vehicle with the
proposed PCBF formulations, where the human driver aims to actively
steer away from the desired lane.

The primary objective is to use a predictive safety filter formulation,
which aims to match the inputs proposed by a human driver. We
apply the robust PCBF method, as proposed in Section 5.5, as well
as the multiobjective approach, proposed in Section 6.4. In order to
showcase the stability properties of the proposed methods, the human
driver is modeled as a linear control law which destabilizes the car,
i.e., steering the car away from the lane. Thereby, the stability of the
closed-loop system is dictated by the enforced PCBF decrease. The
corresponding cost, which is minimized online, is therefore given as

Voik + K(Xk — Zojk) — Up,k , Where up i is a proposed human input at
time k. The closed-loop convergence of the car to the lane with N = 20
is demonstrated in Figure 8.1. It can be observed that both considered
formulations converge to the lane as desired. Through the introduction
of the hyperparameter p in the proposed multiobjective approach, the
required rate of convergence of the closed-loop system can be tuned,
allowing for, e.g., a less abrupt lane changing maneuver. Finally, we note
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that after convergence, the vehicle closely follows the edge of the road
even in the presence of disturbances. This behavior arises due to the
used safety filter formulation with respect to the destabilizing controller.
The proposed safety filter matches these destabilizing inputs as closely as
possible, while ensuring the constraints are not violated after the system
reaches the safe set S,. The multiobjective PCBF approach allows to
define a more flexible target set, defined in terms of the entire lane with
a restricted heading angle, that a human could freely operate within.
In comparison, the multiobjective Lyapunov approach used in the lane
keeping example in [P6], requires the closed-loop system to reach the
centerline of the road. The computation times for the robust PCBF
approach using CasADi [167] and IPOPT [168] are given by 140ms per
time step, compared to 116ms for the multiobjective approach.

8.3 An Approximate Predictive Control Barrier
Function Safety Filter for Obstacle Avoidance

In this section, we demonstrate the potential for the proposed approxi-
mate PCBF algorithm in Chapter 7 as a computationally e cient safety
filter. We consider a kinematic miniature race car model discretized
using Euler forward of the form

Xk+1 = F(Xk, Uk)

Px.k + TsVic €0S(k)
Py.k + TsVic sin(Wk)

= Y+ Tsw/itan(dx) 8.1)
Vi + TsTk
Ok + TsA\dy
where the length of the car is | = 0.09m and the sampling time is

Ts = 20ms. The states are given by the x- and y-position of the car,
the heading angle g, the total velocity v and the steering angle 3, i.e.,
X = [px, Py, ¥, Vv, 9] R®. The inputs are given by an acceleration
and the steering change, resulting in u = [t A%] R?. The input
constraints are given by —5 < 1y < 2 and —2.8 < Adx < 2.8 and
the steering angle lies within —0.75 < 8 < 0.75. The car operates
in a cluttered environment with 9 obstacles, which are defined by



Applications of Predictive Safety and Recovery Methods 177

(Px — 0x,i)? + (py — 0y,i)?> = r? for each obstacle i with varying center
position (0x,i, 0y,i) and radius r;. Finally, there are no constraints on
the other states. For compactness of D and S, they can be assumed
to be large enough to remain inactive during operation. We consider
an increasing tightening A; = j - le-4 over a prediction horizon of
N =50. As a terminal constraint, we impose the car to stop within the
constraints cx(X) — An < 0 described above with velocity v = 0 and
these terminal constraints are not softened with a terminal slack, i.e.,
&n =0.

The training and validation data sets D¢ = {(Xi, h(xj)} and Dyy are
collected through a geometric sampler as described in Algorithm 7.6, with
di erent initial seed and goal points such that the data is independent.
The data is collected using 48 cores on the ETH Euler cluster. The
number of collected training and validation points is approximately
1.2e7 and 6e6, with a computation time of 20h and 16h, respectively.

Given that the approximation error for the negative values within
Spp and for large values of hpg have a lower impact on the stability
guarantees as also discussed in Remark 7.6, we preprocess the data
by applying a cubic root to the function output, i.e., yi = ° h(X;).
Thereby, negative values in Spg remain negative and large positive
values are decreased, while values close to 0Spg are increased, such that
approximation errors in this region incur a higher loss. We train a neural
network with 5 hidden layers of 32 neurons with softplus activation
functions on the preprocessed data using 20 epochs, a learning rate of 2e-
2 and a batch size of 128 using a Huber loss function. The training time
was 2.2h and the final validation error is given by approximately le-2.
Note that the loss could be modified to prevent false positives in terms
of safety certification of the inputs, as done in [179], by encouraging the
regressor to upper bound the true PCBF, but the approximation in this
example was su ciently accurate.
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Figure 8.2: Closed-loop trajectories of the simulated car dynamics,
where multiple initial conditions with a velocity of 3ms™! and an initial
steering angle of 8 = 0 are shown (car). The performance controller
is given by a naive MPC implementation (8.2) which is not aware of
the obstacles, such that the distance to the opposite side of the area is
minimized. States where the safety filter intervened are marked in red.

In order to demonstrate the computational advantages as a safety filter
of the proposed approach, we use a naive model predictive control
implementation as a performance controller. This implementation aims
to reach the opposite side of the initial condition of the area, i.e., reaching
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a reference position (—px,0, —Py,0), While keeping the velocity constant
at Ver = 3ms™?, and is given as

30
: 2 2
Upk argmin Px,ilk ¥ Px,0 2+ Pyilk T Pyo 2
Ik =0
+ Ve — 2
Vilk = Vref 2
st. i=0,...,29, (8.2)
Xj+1lk = f(xi|k- Ui|k),
Uik U,
Xolk = Xk-
5
& 4
3
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Figure 8.3: Magnitude of safety filter interventions of the steer change
(top) and the acceleration (bottom) for the trajectory with initial position
(—1.8,—-1.0).

Notably, the optimization problem is not aware of the obstacles, such
that obstacle avoidance is purely a result of the safety filter. The closed-
loop results for 5 initial conditions over 70 time steps are shown in
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Figure 8.2, where the system successfully avoids the obstacles in the
cluttered environment, even at the high initial speed of 3ms™—1. The solve
time for the neural network inference for safety verification, i.e., lines
4 and 5 in Algorithm 7.5, take on average 0.26ms and solving the two
optimization problems takes on average 37ms. Comparatively, the PCBF
algorithm in [41] requires on average 500ms to solve the two predictive
optimization problems. The computational speedup is therefore a factor
of 13 in the case of overwriting the inputs and 1900 when the proposed
input is deemed safe. Finally, we provide the magnitude of the safety
interventions for one of the trajectories in Figure 8.3. It can be seen that
the safety filter not only overrides the steer change before an obstacle
is hit, but also the acceleration such that the car is able to navigate
around the obstacles safely.

8.4 A Chronos and CRS Application

In this section, we apply the approximate PCBF-based safety filter
proposed in Chapter 7 to the Chronos miniature race car depicted in
Figure 8.4 within the CRS framework presented in [169].

The dynamics of the vehicle, see, e.g., [180], can be described as

px(t) V() COS(U(1)) — vy (1) Sin(W(1))
Py (1) V(O SIn(W(D) + vy () cos (D))
doue _ o(t) ©3)

dt ve(t) — ¥m(Fx(t) — Fe(t) sin(3(t)) + myy (t)w(t))
vy(1) Ym (Fr (1) + Fr (1) cos(d(t)) — mvx(tw(t))
w(t) Y1, (Fe(®le cos(3(1)) — Fr(D)lr)

and are used to simulate the Chronos vehicle. The state consists of the
Cartesian position coordinates px and py of the vehicle, the yaw ), the
longitudinal and lateral velocities vy and vy, respectively, with respect
to the vehicle and its yaw rate w. The inputs of the system consist of
the drive-train command and the steering angle

T(®)

u(t) = 5(t)
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Figure 8.4: Photograph of the 1/28th scale Chronos miniature race car
taken from [169, Figure 1].

The dynamics are given with respect to the forces applied longitudinally
to the vehicle, i.e.,

Fx(t) = (C1 = CaVi () T (1) — caVE(L) — Cavi(t) — Cs, (8.4)

and the lateral tire forces model with a simplified Pacejka tire model,
see, e.g., [180],

(VY(t) + w(t)lf
Vx (1)

. vy (1) —w (D)l
Fr(t) = D,sin C,arctan B, arctan(%
X

F¢(t) = Dgsin  Cgarctan Bg arctan

)—®

)

The parameters of the model are given by the mass m, the inertia
I, the distances of the front and rear axles to the center of mass I¢
and I, respectively. Additionally, they consist of the force coe cients
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Figure 8.5: Simplified block diagram of the CRS components used
in this chapter. The plant is given by a simulator or the physical
Chronos vehicle in the simulation and hardware results, respectively.
The measurements y are passed to the state estimator, which computes
the state estimates X. Given the state estimates and the proposed
control input u, by a primary controller, the safety framework returns
the input u which is applied to the system.

C1,C2,C3,C4 and cs for the longitudinal force as well as B¢, C¢, D¢ and
B, Cr, D, for the lateral forces. The parameter values are provided in
Table 8.1 in Appendix 8.5.

The software framework which is used to operate the Chronos race
car is given by the CRS framework in [169]. Based on the robot
operating system (ROS) in [181], the framework is composed of modular
nodes for estimation, control, a safety framework as well as the plant,
which can consist of a simulator or the Chronos vehicle through WiFi
communication.

For the provided simulations and hardware experiments, we make use
of the extended Kalman filter, see, e.g., [182], which provides state
estimates X to the controller given measurements y. These measurements
are obtained from an external motion capture system. A simplified
schematic of the CRS communication framework is provided in Figure 8.5.
The simulations and experiments are run on the track depicted in
Figure 8.6
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Figure 8.6: Track used for the simulation and experiment results. The
track consists of straight sections and corners of constant curvature.
The centerline of the track is depicted in yellow (top).
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Instead of using Cartesian coordinates and the heading angle to describe
the position and orientation of the vehicle, Frenet coordinates, see, e.g.,
[171, 183], can also be used. By leveraging a known path which the
vehicle should follow, the Frenet coordinates describe the position and
orientation of the vehicle in terms of progress s along the path, the
lateral error e and relative angle u. The dynamics for this relative
coordinate system are given as

5(t) = Vx (1) cos(p(t)) — vy (1) sin(u(t))

1—e(Ok(s(H) ’
e(t) = vx(t) sin(u(t)) + vy (t) cos(u(t)), (8.5)
() = o(t) — k(s(D)s(v),

where K(s) is the curvature of the path as a function of the progress.
As the track on which the Chronos vehicle is operated on is known,
we leverage this knowledge directly in the dynamics formulation of
the system, following the approach in [184] for a continuous curvature
characterization.

The aim is to augment a given performance controller such that the
track boundaries are respected during operation. To achieve this, we
impose that the lateral error of the front left and front right corner of
the vehicle, denoted as e;¢ and e, ¢, respectively, are contained within
the track. As we leverage the Frenet coordinates, this requirement can
be expressed in terms of the lateral error of the car. The position of the
left and right front of the vehicle is given as

err (1) = e(t) + I sin(u(t)) + =" cos(u(t)),
Womh (8.6)
ert () = e(®) + I Sin((D) — " cos(u(D)),

where wyen, denotes the width of the vehicle. The constraints on the
system can be given in polytopic form with respect to |e;f| < Werack
and |erf| = Werack as the track has a constant width Werack. We impose
additional constraints on the relative angle of the vehicle, i.e., |u(t)| < 7.
The input constraints are given by a bounded drive-train command
0 =< T(t) =1 and steer command |6(t)| < 0.4.
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In order to formulate the PCBF optimization problems as described in
Section 2.8, we use the following components.

< The dynamics given by the Frenet coordinates in (8.5) as well
as the longitudinal and lateral velocities and the yaw rate in
(8.3), which are discretized using the Euler forward method with
a sampling time of 20ms.

= The polytopic constraints on the lateral errors in (8.6) and on the
relative vehicle angle as well as the input constraints.

< A quadratic terminal CBF around the centerline of the track
around a fixed velocity of 1ms™. We use the Lyapunov function
design procedure in [171] for the linearized lateral dynamics, i.e.,
progress independent dynamics, for 21 curvature values, such that
the 1-sublevel set satisfies the constraint. We use the 0.99-sublevel
set of the computed Lyapunov function as the safe set of the CBF,
such that S¢ D¢. Invariance of the resulting sets is verified
by solving nonlinear optimization problems, which are randomly
initialized as done in [171].

= A prediction horizon N = 50 and a terminal slack penalty o = 10.

The data collection is performed as described in Section 8.3, such that
a total of 1.6e8 data points are collected, of which 5% are used for
validation. We train a neural network h(x) with 4 hidden layers of 32
neurons using a softplus activation function, a learning rate of 1e-3 and
a batch size of 64 over 10 epochs.

While the optimization-based approach in Chapter 7 provides an e cient
algorithm that can be used as a safety filter, we test an algorithm which
leverages the underlying description of the vehicle motion control model
in (8.3). In fact, while the model consists of six states, only two inputs
are used to control the system, i.e., the drive train command related to
the acceleration of the vehicle and the steer command. Therefore, rather
than solving the two optimization problems in Algorithm 7.5 online, we
instead compute an approximate solution to the safety filter problem on
a grid of the input space. The gridded inputs u; U are selected with
a grid distance A% = 0.05 and AT = 0.1 and are used to evaluate the
approximate PCBF value at the next predicted state, i.e., h(f(xk, u;)).
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The algorithm provides a computationally e cient online algorithm,
at the cost of a discretized input profile. However, it can also allow
to overcome possible local minima in the approximate PCBF decrease
minimization. In order to respect hardware limitations that limit the
rate of change of the currently applied drive-train command and steer
command, we additionally limit the gridded input distance from the
currently applied values, i.e., |dj—dk—1] =< 0.1 and |Tj—Tk—1| < 0.5. The
corresponding algorithm is provided in Algorithm 8.7. While the neural
network evaluations over the input grid can in principle be performed
in parallel, even a serial computation achieves an average computation
time of 5ms, which is fast enough for the considered application.

Algorithm 8.7 Safety Filter for Vehicle Motion Control

1: Initialize input grid bounds u, grid size Au, approximate PCBF h
and decrease parameter p.
2: for k =0 do

3:  Obtain state estimate X.
4:  Obtain the proposed control input up k.
5:  Compute grid of inputs u; x satisfying —u < uj x — Ux—1 < U.
6:  for all uj (in parallel) do
7 Compute ﬁ(f(f(k, Ui k))-
8 end for R R
9: if ujx such that h(f (R, uik)) < ph(Xk) then
10: Apply ugx < uj k, with i argminiﬁ(f(f(k,ui,k))
11:  else
12: Apply Uk < Ui Kk,
with i argmin; Uix —Upk S.t. h(F(Rk, Uik)) < ph(R).
13:  end if

14:  Set Ug—1 < Uk.
15: end for
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Figure 8.7: Simulation of the Chronos vehicle in the CRS framework. A
P-controller for path following is used (top), where the gain is selected
small such that the closed-loop system violates the track boundary
constraints at the locations marked in red. Under application of the
proposed approximate safety filter, constraint satisfaction is achieved
while preserving similar closed-loop behavior (bottom).
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Figure 8.8: Simulation of the Chronos vehicle in the CRS framework. A
constant drive-train and left steer command is used, augmented with the
proposed approximate safety filter. Constraint satisfaction is achieved
in closed-loop while closely following the left track boundary whenever
dynamically feasible.

Simulation Results

We consider three di erent performance controllers to validate the
proposed algorithm in simulation in the CRS framework. The first
simulation considers a path following P-controller for steering the vehicle
with respect to the centerline of the track, as described in [169]. We
select the gain K, = 1, which leads to a slow controller response resulting
in 5 locations where the vehicle violates the track constraints as shown
in Figure 8.7. Under application of the approximate safety filter in
Algorithm 8.7, it can be seen in Figure 8.7 that the closed-loop system
satisfies the constraints of the system. The closed-loop system follows
the same behavior as under the P-controller, but it can be seen that
the vehicle slows down and steers earlier before reaching the locations
where constraint violations would occur.



Applications of Predictive Safety and Recovery Methods 189

Figure 8.9: Simulation of the Chronos vehicle in the CRS framework.
A constant drive-train and right steer command is used, augmented
with the proposed approximate safety filter. Constraint satisfaction is
achieved in closed-loop while closely following the right track boundary
whenever dynamically feasible.

The second and third scenario we consider are aimed to showcase the
e ectiveness of the proposed safety filter in a more challenging task. The
controller is given by a constant drive-train and steering command and
is thereby adversarial in the sense that the system aims to consistently
violate the constraints in closed-loop. As the safety filter is only active
when the constraints are about to be violated, these scenarios consistently
require the safety filter to intervene in comparison to the previous P-
controller. The closed-loop results under application of the safety filter
are shown in Figure 8.8, for constantly steering left, and in Figure 8.9,
for constantly steering right. The vehicle closely follows the edge of the
track whenever dynamically feasible.
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Experimental Results

We conduct the same experiments using the Chronos hardware in the
loop, rather than a simulator of the dynamics. The application of the
P-controller without safety filter leads to crashes in three locations
around the considered track, which are prevented under application
of the approximate safety filter, as shown in Figure 8.10. Finally,
for the constant drive-train and steer input in Figure 8.11, we obtain
similar results as for the simulations. However, the system exhibits
small oscillations close to the track boundary when using the hardware
compared to the simulator. These di erences could arise from additional
delay in communication to the hardware and measurements compared
to the simulator, or small di erences in the model compared to the
physical system.
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S ~/

Figure 8.10: Hardware experiment of the Chronos vehicle in the CRS
framework. A P-controller for path following is used (top), where the
gain is selected small such that the closed-loop system experiences
physical crashes at the locations marked in red. Under application of
the proposed approximate safety filter, constraint satisfaction is achieved
while preserving similar closed-loop behavior (bottom).
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Figure 8.11: Hardware experiment of the Chronos vehicle in the CRS
framework. A constant drive-train and left (top) or right (bottom) steer
command is used, augmented with the proposed approximate safety
filter. Constraint satisfaction is achieved in closed-loop while closely
following the track boundary whenever dynamically feasible.
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8.5 Appendix

The parameters used for the dynamical model of the Chronos vehicle in
Section 8.4 is given in Table 8.1.

Parameter Value
m 0.187 kg
1, 0.003 kgm?
I¢ 0.046 m
I 0.052 m
C1 0.980 N
Cy 0.003 kgs™*
C3 0.121 kgm™*
Ca 0.017 kgs™*
Cs 0.017 N
Bf 5.200
Cs 1.450
D¢ 0.688 N
B, 8.500
Cr 1.540
Dy 0.997 N
Wyeh 0.072 m
Wtrack 0.5m

Table 8.1: Parameters used in the Chronos dynamical model.
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CHAPTER 9

Conclusion

This thesis proposed novel control methods for ensuring safety, stabil-
ity and performance in dynamical systems subject to state and input
constraints. The presented methods are based on predictive control
methods, leveraging possibly uncertain models in order to provide the-
oretical guarantees on the closed-loop system behavior. The methods
can be applied to specific performance metrics, such as the generalized
dynamic regret investigated in Part I, general control costs, or be ag-
nostic to the performance requirements, ensuring constraint satisfaction
by augmenting any performance controller, as investigated in Part II.

Part I: Regret Minimization in Constrained Control

The growing interest in machine learning and its ability to leverage
data to overcome challenges in countless domains and applications
has naturally led to its consideration in control systems. In order to
ensure that an algorithm correctly leverages data to learn a surrogate
optimal benchmark algorithm, the notion of regret is often employed,
characterizing the performance of a proposed algorithm with respect to
this benchmark. In Part | of this thesis, we investigated the notion of
regret in control systems which are subject to state and input constraints.

Specifically, we answered research question Q1 in Chapter 3 by showing
how the dynamic regret minimization problem can be converted into a
convex optimization problem, which can be solved o ine. We showed
the similarities of the proposed approach to solutions to the classical Heo
problem, which is especially apparent when considering a generalized
notion of regret. Additionally, we considered how more knowledge of
possible exogenous disturbances can be integrated into the synthesis
problem. By leveraging a bound on each individual disturbance rather
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than an energy bound over the considered task horizon, the obtained
regret bounds can be improved. Although in this case, global optimality
of the recovered control laws is no longer guaranteed, we provided a
detailed analysis of possible suboptimality of the proposed synthesis
method. Finally, the proposed optimization-based method allows inte-
grating constraints on the states and inputs into the controller design
procedure, ensuring that despite exogenous disturbances, constraint
satisfaction can be guaranteed.

Part I1: Predictive Safety and Recovery Mechanisms

When controlling dynamical systems, stability and constraint satisfaction
can be crucial requirements for successful operation. However, these
guarantees can be di cult to establish, especially for human operators or
learning-based control methods. Therefore, safety filters have emerged
as a modular framework to augment controllers such that constraint
satisfaction guarantees in closed-loop can be established. In the second
part of this thesis, we studied not only predictive control methods
to provide constraint satisfaction and stability guarantees, but also
considered how a system can be recovered, should model mismatches
lead to a violation of constraints.

In Chapter 4, we developed a method to iteratively reduce the conserva-
tiveness of safety filters when the system model is subject to parametric
and exogenous disturbances, addressing research question Q2. We
demonstrated how model updates from online state measurements can
be leveraged in order to enlarge the admissible set of the safety filter
while guaranteeing recursive feasibility and closed-loop constraint sat-
isfaction. This implies that states, from which previously constraint
satisfaction could not be guaranteed, can be reached in closed-loop. Ad-
ditionally, we showed how the terminal set of the predictive optimization
problem can be enlarged given previous solutions to the optimization
problem.

Chapter 5 considered recovery mechanisms for persistently disturbed
dynamical systems that violate state constraints at some point of oper-
ation, answering research question Q3. We first provided a principled
analysis of di erent CBF definitions used in the literature. This relation-
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ship allows analyzing the closed-loop properties of the PCBF algorithm
when the system is subject to persistent disturbances. By leveraging an
analysis based on comparison functions, input-to-state stability of the
system is guaranteed, implying the system converges to a neighborhood
of an implicitly defined safe set. We employed techniques from the
robust MPC literature to enhance the PCBF algorithm with additional
guarantees in case a bound on these persistent disturbances is known.

Research question Q4 was addressed in Chapter 6, where we considered
how to enforce closed-loop stability, while optimizing over a general
performance metric. By including a decrease constraint of an implicitly
defined Lyapunov function in the online optimization, ISS of the closed-
loop system with respect to the origin of the system is guaranteed. The
proposed method was then extended to the case of stabilizing a target
set in the state space through an implicit PCBF decrease constraint.
Thereby, possible conservativeness from requiring the system to reach its
origin is reduced. The proposed algorithm recovers the same closed-loop
guarantees as the PCBF algorithm, however requiring the solution of only
a single optimization problem rather than two. Additionally, the implicit
Lyapunov and PCBF decrease constraints enable the introduction of a
hyperparameter, allowing for tuning the rate of stability of the system.

In Chapter 7, we further improved on the computational complexity of
predictive optimization-based recovery mechanisms, answering research
question Q5. We showed how a supervised problem can be formulated
to approximate the implicitly defined PCBF value function. By utilizing
this approximation in a safety filter formulation with one decrease
constraint over a single prediction step, an optimization-based approach
is recovered which is independent of the original prediction horizon in
the PCBF algorithm. We analyzed the closed-loop system behavior
with respect to possible approximation errors of the PCBF, recovering
input-to-state stability of the system.

Finally, we demonstrated the e ectiveness of the proposed methods in
the second part of this thesis in Chapter 8. Specifically, we considered
challenges arising in advanced driver assistance systems and autonomous
driving, such as lane keeping, lane changing and obstacle avoidance.
The multiobjective PCBF approach in Chapter 6 was applied to the lane
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changing setting and the approximate PCBF algorithm in Chapter 7 to
the obstacle avoidance and lane keeping settings in simulations, as well
as a hardware implementation on a miniature race car.



CHAPTER 10

Outlook

In this chapter, we provide an outlook of possible future research direc-
tions based on the techniques studied in this thesis. First, we discuss
generalized dynamic regret minimization for systems with infinite task
horizon. Next, we discuss possible extensions to the proposed approxi-
mate predictive control barrier functions, i.e., how these functions could
be integrated in learning setups in a more general fashion and possible
continuous-time formulations. Finally, we discuss how operator learning
could be an interesting future direction in optimization-based control.

Infinite Horizon Generalized Dynamic Regret Minimization
for Constrained Systems

The generalized dynamic regret minimization for constrained systems
considered in this thesis is limited to the finite horizon setting. In
the infinite horizon setting, [83] proposes a receding horizon scheme to
achieve bounded regret with respect to the optimal non-causal controller.
The method leverages an upper bound of the regret-to-go through a Heo
cost as a terminal cost. In [34, 59], it is shown that the optimal infinite
horizon dynamic regret and competitive ratio optimal controllers can
be expressed as a static linear feedback with respect to an augmented
dynamical system. If this augmented system can be integrated into
the model predictive control design, it could be possible to recover the
optimal infinite horizon controller through the designed MPC controller
if the constraints on the system are not active during operation, in line
with the result in [185] for the constrained linear quadratic regulation
case. Such an approach would likely lead to LMI-based constraints in
the online optimization, similar to the proposed finite horizon synthesis
problems and the approaches in [65, 83]. As regret optimal control
approaches show promising performance results for systems subject to
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exogenous disturbances in simulation, further research could consist of
showcasing these methods on real-world systems. Applications, such
as, e.g., rocket launchers, which often rely on robust control techniques
could leverage the adaptive nature of the controller with respect to,
e.g., possible wind disturbances. Additionally, providing a principled
understanding, under which conditions on the disturbance an improved
performance can be achieved, could lead to wider application of these
methods.

Advances in Approximate Predictive Control Barrier Functions

The approximate PCBF algorithm proposed in Chapter 7 allows for a
computationally e cient safety filter and recovery mechanism. In its
current form however, it only allows considering static settings, such
as the time-invariant constraints in the cluttered environment or the
constant lane width as considered in Sections 8.3 and 8.4, respectively.
An interesting extension in this regard is to consider contextual infor-
mation of the environment in the optimization problem design. This
information could enter the optimization problem in the constraints,
such as, e.g., position and velocities of considered obstacles, or the
dynamics, e.g., in case of the curvature of the lane in the curvilinear
vehicle motion model. In terms of the optimal value function, this
contextual information can be seen as additional dimensions with re-
spect to which this value function is defined, implying that learning
the value function needs to be performed over a higher dimensional
input space for the regressor. Such a formulation could however not
only bring the advantages of considering dynamic obstacles. In terms
of the lane keeping example, the value function is learned with respect
to the progress of a predefined path. When considering deployment of
such a method over longer distances, considering the entire region of
operation can become a prohibitively di cult learning task. However,
when considering that only local information of the curvature is relevant
to remain within or converge to a lane rather than the entire knowl-
edge of the considered itinerary, the value function could be learned
with respect to, e.g., a parametrized curvature of the upcoming road.
Thereby, the method could be generalized to arbitrary road profiles,
while retaining the established theoretical guarantees.
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Beyond the possible contextual information that could be included in
the design of the PCBF optimization problem, MPC o ers a wide variety
of formulations, which deal with challenges typically encountered in
practical applications. Theoretical guarantees for recursive feasibility,
closed-loop constraint satisfaction and stability have been established
in numerous settings. These include the partial information setting
with output-feedback MPC methods, e.g., in [186, 187], stochastic
disturbances a ecting the closed-loop dynamics, e.g., in [188, 189],
uncertainties in the inputs applied to the system, e.g., in [154] which
was leveraged for learning an approximate policy that can overcome
approximation errors, or delays in applying the computed control inputs,
e.g., in [190]. Due to the supervised learning approach employed in
Chapter 7, such extensions can naturally be considered in the PCBF
design, enabling its implementation to a wider domain of applications.

A drawback of the proposed approximate PCBF algorithm is the re-
qguirement to collect labeled samples in the state space for training,
possibly requiring the solution of a large number of optimization prob-
lems. While the continuity property of the PCBF can be leveraged to
e ciently warmstart solvers in a pseudo-random line search algorithm
as proposed in Algorithm 7.6, large dimensional state spaces can lead to
prohibitively large o ine computation. While similar problems are faced
by safety filters based on Hamilton-Jacobi reachability analysis, see,
e.g., [60], recent work has proposed integrating the safety value function
directly in reinforcement learning pipelines, see, e.g. [191-194]. Such
a framework allows leveraging the benefits of reinforcement learning
by updating the value function directly using a safety margin. When
considering the finite prediction horizon for the PCBF, a natural exten-
sion is to consider a discounted infinite horizon formulation, reasoning
about how much the constraints will be violated for all future time steps,
similar to ideas in constrained Markov decision processes, see, e.g., [57,
195], where such a value is directly incorporated as a constraint. By
learning such an infinite horizon PCBF through samples of how much
a constraint will be violated, learned policies could be informed not
only of how to remain safe, but also of how to attempt to recover the
system should constraint violation ever occur during operation. An
added benefit is that such safety value functions can in principle be



204

reused when the environment is static but multiple policies are required,
such as, e.g., a household robot doing the dishes or opening doors, or
leveraging contextual information in case of dynamic obstacles.

Finally, we note that the PCBF algorithm leverages discrete-time for-
mulations of dynamical systems. The implications of such a description
is the fact that the decrease condition, which is leveraged online in
the approximate PCBF algorithm, is in general a nonlinear constraint.
In comparison, for continuous-time system descriptions, the equivalent
condition is given by a time derivative decrease. It can be shown that
for input a ne systems the decrease requirement results in an a ne
constraint on the input, i.e., the decision variable in the online safety
filter QP which is solved, see, e.g., [30]. Thereby, the online computa-
tion enjoys stronger guarantees of optimality as well as computational
benefits with respect to the general NLP in the discrete-time setting.
In [128], a CBF is constructed based on dynamics predictions and a
relation to continuous-time MPC is established. Similarly, the PCBF
algorithm could be transcribed to the continuous-time setting. Such a
formulation would directly allow for using a QP instead of an NLP, as
proposed in Chapter 7, significantly improving the online computational
requirements.

Operator Learning for Optimization-Based Control

The final future research direction we consider is an operator theoretic
view of optimization problems. Given the system dynamics, the cost and
constraint functions, MPC provides a policy to apply to the closed-loop
system. In approximate MPC methods, this mapping from states to
the input space is learned through, e.g., a neural network approxima-
tion. More abstractly however, the MPC optimization problem acts as
an operator, mapping from the function spaces of dynamics, cost and
constraint functions to the function space of policies. An interesting
research question is therefore, what properties this operator possesses
for di erent function classes of dynamics, costs, and constraints. Under
suitable conditions, such operators can be learned, e.g., using basis
function-based methods in [196] or as a mapping between reproducing
kernel Hilbert spaces in [197]. Another approach is given by neural
operators in [198], which enjoy a universal approximation theorem for
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continuous operators, analogously to the universal approximation theo-
rem for neural networks. Neural operators have been applied successfully
in the context of designing controller gains for partial di erential equa-
tions in [199]. Learning the mapping of dynamics, cost and constraint
functions to policies could provide an e ective way of not only obtaining
policies, which are fast to evaluate, but also gaining e cient access to
new policies as the optimization-based control changes. Such changes
could arise, e.g., from new high level requirements on the system to be
controlled, dynamics residuals which are learned online such as in Gaus-
sian process based MPC, see, e.g., [200], or constraints which become
known during operation, e.g., through perception of the environment.
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